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Why AiFlow?
Working with different AI models shouldn't feel like herding cats. AiFlow provides a consistent, developer-friendly interface that makes integrating AI into your Elixir applications a breeze. Start with Ollama today, with more providers coming soon.
🚀 Simple & Intuitive
# Ask any question - it's that simple!
{:ok, response} = AiFlow.Ollama.query("Explain quantum computing in simple terms", "llama3.1")
🔧 Unified API
One interface, multiple AI providers. Switch between services without rewriting your code.
🛠️ Production Ready
Built-in error handling, debugging tools, and comprehensive testing.

🌟 Key Features
	🧠 Model Management: List, create, copy, delete, pull, and push models
	💬 Smart Chat Sessions: Persistent chat history with automatic context management  
	✍️ Text Generation: Powerful prompt completion with customizable parameters
	🔍 Embeddings: Generate vector embeddings for semantic search and ML tasks
	🔄 Blob Operations: Efficient model file management
	🛡️ Robust Error Handling: Comprehensive error management with bang (!) versions
	🐛 Advanced Debugging: Built-in tools for troubleshooting and development


📦 Installation
Add ai_flow to your list of dependencies in mix.exs:
def deps do
  [
    {:ai_flow, "~> 0.1.0"}
  ]
end

⚙️ Quick Start
1. Start the Client
# Quick start with defaults
{:ok, pid} = AiFlow.Ollama.start_link()

# Or customize your setup
{:ok, pid} = AiFlow.Ollama.start_link(
  hostname: "localhost",
  port: 11434,
  timeout: 60_000
)
2. Start Chatting
# Simple question
{:ok, response} = AiFlow.Ollama.query("Why is the sky blue?", "llama3.1")

# Interactive chat
{:ok, response} = AiFlow.Ollama.chat("Hello!", "chat_session_1", "user_123", "llama3.1")
{:ok, response} = AiFlow.Ollama.chat("Tell me more about that", "chat_session_1", "user_123", "llama3.1")
3. Advanced Usage
# Generate embeddings for semantic search
{:ok, embeddings} = AiFlow.Ollama.generate_embeddings([
  "The cat sat on the mat",
  "A feline rested on the rug"
])

# Manage your models
{:ok, models} = AiFlow.Ollama.list_models()
{:ok, :success} = AiFlow.Ollama.create_model("my-custom-model", "llama3.1", "You are a helpful coding assistant.")

🎯 Current Capabilities
Direct Function Calls
Work with AI models intuitively:
	AiFlow.Ollama.list_models() - Discover available models  
	AiFlow.Ollama.query() - Ask questions to any model
	AiFlow.Ollama.chat() - Engage in persistent conversations

Comprehensive Model Management
# Everything you need to manage AI models
AiFlow.Ollama.list_models()
AiFlow.Ollama.create_model("my-model", "base-model", "system prompt")
AiFlow.Ollama.copy_model("original", "backup")
AiFlow.Ollama.delete_model("old-model")
AiFlow.Ollama.pull_model("new-model")
AiFlow.Ollama.push_model("my-model:latest")

🛠️ Configuration
Flexible configuration for any environment:
# Application-wide configuration
config :ai_flow, AiFlow.Ollama,
  hostname: "localhost",
  port: 11434,
  timeout: 60_000

# Or per-instance configuration
{:ok, pid} = AiFlow.Ollama.start_link(
  hostname: "production-ai.internal",
  port: 11434,
  timeout: 120_000
)
🚀 What's Coming Next?
AiFlow is just getting started! Upcoming integrations include:
	🐝 Bumblebee Integration: Hugging Face models support
	☁️ Cloud AI Providers: OpenAI, Anthropic, Google AI
	📦 Model Registry: Centralized model management
	⚡ Performance Optimizations: Caching and batching


🤝 Contributing
We love contributions! Here's how to get started:
	Fork the repository
	Create your feature branch (git checkout -b feature/AmazingFeature)
	Commit your changes (git commit -m 'Add some AmazingFeature')
	Push to the branch (git push origin feature/AmazingFeature)
	Open a Pull Request


📚 Documentation
Full API documentation is available at HexDocs.

📄 License
Distributed under the MIT License. See LICENSE for more information.

💬 Get in Touch
	Found a bug? Open an issue
	Have a feature request? We'd love to hear it!
	Questions? Check out the documentation or open a discussion

Made with ❤️ for the Elixir community
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AiFlow - Unified interface for working with various AI models and services.
This library provides a convenient and consistent API for interacting with
different AI providers and models. Currently, it supports Ollama API, with
plans to expand support to include other AI frameworks like Bumblebee,
Hugging Face, and more.
Current Support
	Ollama: Local LLM inference with support for model loading, generation,
and embedding operations

Future Plans
	Bumblebee Integration: Support for Hugging Face models through Bumblebee
	Additional AI Providers: Integration with cloud-based AI services
	Advanced Features: Model management, caching, and performance optimization

Usage
In its current form, the library supports direct function calls without specifying the full module path:
	AiFlow.Ollama.list_models - Get currently installed models in Ollama
	AiFlow.Ollama.query - Ask a question to an Ollama model
	AiFlow.Ollama.chat - Start a chat with an Ollama model

Example usage:
# Load a model
AiFlow.Ollama.load_model("llama3.1")

# Generate text
AiFlow.Ollama.query("Hello, how are you?", model: "llama3.1")
For detailed documentation, see the specific modules for each AI service.
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Client for interacting with the Ollama API, providing functionality for text generation,
chat, model management, embeddings, and blob operations.
Configuration
Configure via config.exs or at startup:
config :ai_flow_ollama, AiFlow.Ollama,
  hostname: "localhost",
  port: 11434,
  model: llama3.1
  timeout: 120_000,
  chat_file: "chats.json"
Usage
{:ok, _pid} = AiFlow.Ollama.start_link()
{:ok, text} = AiFlow.Ollama.query("What is Elixir?", "llama3.1")
{:ok, answer} = AiFlow.Ollama.chat("Hello!", "chat1", "user1")
{:ok, models} = AiFlow.Ollama.list_models()
Common Options
	:debug (boolean): Enable debug logging (default: false)
	:short (boolean): Disable short variant response (default: true)
	:field (atom | string): show specificate field from response

	:retries (integer): Number of retries on network error (default: 0)
	:cache_ttl (integer): Cache time-to-live in ms (default: 30_000)
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        chat(prompt, chat_id, user_id \\ "default_user", opts \\ [])

      


        See AiFlow.Ollama.Chat.chat/4.



    


    
      
        chat!(prompt, chat_id, user_id \\ "default_user", opts \\ [])

      


        See AiFlow.Ollama.Chat.chat!/4.



    


    
      
        check_blob(digest, opts \\ [])

      


        See AiFlow.Ollama.Blob.check_blob/2.



    


    
      
        check_blob!(digest, opts \\ [])

      


        See AiFlow.Ollama.Blob.check_blob!/2.



    


    
      
        check_chat_file()

      


        See AiFlow.Ollama.Chat.check_chat_file/0.



    


    
      
        child_spec(arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        clear_chat_history(opts \\ [])

      


        See AiFlow.Ollama.Chat.clear_chat_history/1.



    


    
      
        clear_chat_history!(opts \\ [])

      


        See AiFlow.Ollama.Chat.clear_chat_history!/1.



    


    
      
        copy_model(source, destination, opts \\ [])

      


        See AiFlow.Ollama.Model.copy_model/3.



    


    
      
        copy_model!(source, destination, opts \\ [])

      


        See AiFlow.Ollama.Model.copy_model!/3.



    


    
      
        create_blob(digest, file_path, opts \\ [])

      


        See AiFlow.Ollama.Blob.create_blob/3.



    


    
      
        create_blob!(digest, file_path, opts \\ [])

      


        See AiFlow.Ollama.Blob.create_blob!/3.



    


    
      
        create_model(name, model, system, opts \\ [])

      


        See AiFlow.Ollama.Model.create_model/4.



    


    
      
        create_model!(name, model, system, opts \\ [])

      


        See AiFlow.Ollama.Model.create_model!/4.



    


    
      
        debug_load_chat_data()

      


        See AiFlow.Ollama.Chat.debug_load_chat_data/0.



    


    
      
        debug_show_chat_history(chat_id, user_id \\ "default_user")

      


        See AiFlow.Ollama.Chat.debug_show_chat_history/2.



    


    
      
        delete_model(name, opts \\ [])

      


        See AiFlow.Ollama.Model.delete_model/2.



    


    
      
        delete_model!(name, opts \\ [])

      


        See AiFlow.Ollama.Model.delete_model!/2.



    


    
      
        generate_embeddings(input, opts \\ [])

      


        See AiFlow.Ollama.Embeddings.generate_embeddings/2.



    


    
      
        generate_embeddings!(input, opts \\ [])

      


        See AiFlow.Ollama.Embeddings.generate_embeddings!/2.



    


    
      
        generate_embeddings_legacy(prompt, opts \\ [])

      


        See AiFlow.Ollama.Embeddings.generate_embeddings_legacy/2.



    


    
      
        generate_embeddings_legacy!(prompt, opts \\ [])

      


        See AiFlow.Ollama.Embeddings.generate_embeddings_legacy!/2.



    


    
      
        get_config()

      


        Gets the current configuration.



    


    
      
        list_models(opts \\ [])

      


        See AiFlow.Ollama.Model.list_models/1.



    


    
      
        list_models!(opts \\ [])

      


        See AiFlow.Ollama.Model.list_models!/1.



    


    
      
        list_running_models(opts \\ [])

      


        See AiFlow.Ollama.Model.list_running_models/1.



    


    
      
        list_running_models!(opts \\ [])

      


        See AiFlow.Ollama.Model.list_running_models!/1.



    


    
      
        load_model(model, opts \\ [])

      


        See AiFlow.Ollama.Model.load_model/2.



    


    
      
        load_model!(model, opts \\ [])

      


        See AiFlow.Ollama.Model.load_model!/2.



    


    
      
        pull_model(name, opts \\ [])

      


        See AiFlow.Ollama.Model.pull_model/2.



    


    
      
        pull_model!(name, opts \\ [])

      


        See AiFlow.Ollama.Model.pull_model!/2.



    


    
      
        push_model(name, opts \\ [])

      


        See AiFlow.Ollama.Model.push_model/2.



    


    
      
        push_model!(name, opts \\ [])

      


        See AiFlow.Ollama.Model.push_model!/2.



    


    
      
        query(prompt, opts \\ [])

      


        See AiFlow.Ollama.TextGeneration.query/2.



    


    
      
        query!(prompt, opts \\ [])

      


        See AiFlow.Ollama.TextGeneration.query!/2.



    


    
      
        show_all_chats()

      


        See AiFlow.Ollama.Chat.show_all_chats/0.



    


    
      
        show_all_chats!()

      


        See AiFlow.Ollama.Chat.show_all_chats!/0.



    


    
      
        show_chat_history(opts \\ [])

      


        See AiFlow.Ollama.Chat.show_chat_history/1.



    


    
      
        show_chat_history!(opts \\ [])

      


        See AiFlow.Ollama.Chat.show_chat_history!/1.



    


    
      
        show_model(name, opts \\ [])

      


        See AiFlow.Ollama.Model.show_model/2.



    


    
      
        show_model!(name, opts \\ [])

      


        See AiFlow.Ollama.Model.show_model!/2.



    


    
      
        start_link(opts \\ [])

      


        Starts the Ollama client with the given configuration.
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See AiFlow.Ollama.Chat.chat/4.
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See AiFlow.Ollama.Chat.chat!/4.
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See AiFlow.Ollama.Blob.check_blob/2.
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See AiFlow.Ollama.Blob.check_blob!/2.
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See AiFlow.Ollama.Chat.check_chat_file/0.
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Returns a specification to start this module under a supervisor.
See Supervisor.
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See AiFlow.Ollama.Chat.clear_chat_history/1.
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See AiFlow.Ollama.Chat.clear_chat_history!/1.
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See AiFlow.Ollama.Model.copy_model/3.
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See AiFlow.Ollama.Model.copy_model!/3.
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See AiFlow.Ollama.Blob.create_blob/3.
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See AiFlow.Ollama.Blob.create_blob!/3.
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See AiFlow.Ollama.Model.create_model/4.

  



    

  
    
      
    
    
      create_model!(name, model, system, opts \\ [])



        
          
        

    

  


  

See AiFlow.Ollama.Model.create_model!/4.

  



  
    
      
    
    
      debug_load_chat_data()



        
          
        

    

  


  

See AiFlow.Ollama.Chat.debug_load_chat_data/0.

  



    

  
    
      
    
    
      debug_show_chat_history(chat_id, user_id \\ "default_user")



        
          
        

    

  


  

See AiFlow.Ollama.Chat.debug_show_chat_history/2.
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See AiFlow.Ollama.Model.delete_model/2.

  



    

  
    
      
    
    
      delete_model!(name, opts \\ [])



        
          
        

    

  


  

See AiFlow.Ollama.Model.delete_model!/2.

  



    

  
    
      
    
    
      generate_embeddings(input, opts \\ [])



        
          
        

    

  


  

See AiFlow.Ollama.Embeddings.generate_embeddings/2.

  



    

  
    
      
    
    
      generate_embeddings!(input, opts \\ [])



        
          
        

    

  


  

See AiFlow.Ollama.Embeddings.generate_embeddings!/2.

  



    

  
    
      
    
    
      generate_embeddings_legacy(prompt, opts \\ [])



        
          
        

    

  


  

See AiFlow.Ollama.Embeddings.generate_embeddings_legacy/2.
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See AiFlow.Ollama.Embeddings.generate_embeddings_legacy!/2.
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          @spec get_config() :: AiFlow.Ollama.Config.t()


      


Gets the current configuration.
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See AiFlow.Ollama.Model.list_models/1.
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See AiFlow.Ollama.Model.list_models!/1.

  



    

  
    
      
    
    
      list_running_models(opts \\ [])



        
          
        

    

  


  

See AiFlow.Ollama.Model.list_running_models/1.
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See AiFlow.Ollama.Model.list_running_models!/1.
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See AiFlow.Ollama.Model.load_model/2.
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See AiFlow.Ollama.Model.load_model!/2.
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See AiFlow.Ollama.Model.pull_model/2.
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See AiFlow.Ollama.Model.pull_model!/2.
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See AiFlow.Ollama.Model.push_model/2.
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See AiFlow.Ollama.Model.push_model!/2.
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See AiFlow.Ollama.TextGeneration.query/2.
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See AiFlow.Ollama.TextGeneration.query!/2.
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See AiFlow.Ollama.Chat.show_all_chats/0.
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See AiFlow.Ollama.Chat.show_all_chats!/0.
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See AiFlow.Ollama.Chat.show_chat_history/1.
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See AiFlow.Ollama.Chat.show_chat_history!/1.
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See AiFlow.Ollama.Model.show_model/2.
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See AiFlow.Ollama.Model.show_model!/2.
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          @spec start_link(keyword()) :: {:ok, pid()} | {:error, term()}


      


Starts the Ollama client with the given configuration.
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Manages blob operations for the Ollama API.
Provides functions to check and upload blobs. This module handles interactions with the
Ollama API's blob endpoints, allowing users to check if a blob exists by its SHA256 digest
and upload new blobs from local files. It uses AiFlow.Ollama.HTTPClient for HTTP requests.
Configuration
The module relies on AiFlow.Ollama.Config for endpoint and timeout settings. Ensure that
the configuration is properly set up before using these functions.
Error Handling
Functions return {:ok, result} on success or {:error, Error.t()} on failure. The bang (!)
variants return Error.t() exception on failure
Examples
# Check if a blob exists
iex> AiFlow.Ollama.Blob.check_blob("29fdb92e57cf0827ded04ae6461b5931d01fa595843f55d36f5b275a52087dd2")
{:ok, 200}

# Check blob and raise on error
iex> AiFlow.Ollama.Blob.check_blob!("29fdb92e57cf0827ded04ae6461b5931d01fa595843f55d36f5b275a52087dd2")
200

# Upload a blob
iex> AiFlow.Ollama.Blob.create_blob("29fdb92e57cf0827ded04ae6461b5931d01fa595843f55d36f5b275a52087dd2", "/path/to/file.bin")
{:ok, 200} depending on the server's response

# Upload a blob and raise on error
iex> AiFlow.Ollama.Blob.create_blob!("29fdb92e57cf0827ded04ae6461b5931d01fa595843f55d36f5b275a52087dd2", "/path/to/file.bin")
200

# Get raw HTTP response for check_blob
iex> AiFlow.Ollama.Blob.check_blob("29fdb92e57cf0827ded04ae6461b5931d01fa595843f55d36f5b275a52087dd2", short: false)
{:ok, %Req.Response{status: 200, ...}}

# Get raw HTTP response for create_blob
iex> AiFlow.Ollama.Blob.create_blob("29fdb92e57cf0827ded04ae6461b5931d01fa595843f55d36f5b275a52087dd2", "/path/to/file.bin", short: false)
{:ok, %Req.Response{status: 201, ...}}

      


      
        Summary


  
    Functions
  


    
      
        check_blob(digest, opts \\ [])

      


        Checks if a blob exists by its SHA256 digest.



    


    
      
        check_blob!(digest, opts \\ [])

      


        Checks if a blob exists by its SHA256 digest, raising on error.



    


    
      
        create_blob(digest, file_path, opts \\ [])

      


        Uploads a blob from a file to the Ollama API.



    


    
      
        create_blob!(digest, file_path, opts \\ [])

      


        Uploads a blob from a file to the Ollama API, raising on error.
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          @spec check_blob(
  String.t(),
  keyword()
) :: {:ok, term()} | {:error, AiFlow.Ollama.Error.t()}


      


Checks if a blob exists by its SHA256 digest.
Sends a HEAD request to the Ollama API to verify the existence of a blob identified by its
SHA256 digest.
Parameters
	digest: A string representing the SHA256 digest of the blob (64 hex characters).
	opts: Optional keyword list of options:	:debug (boolean): Enables debug logging (default: false).
	:retries (integer): Number of retry attempts for failed requests (default: 0).
	:short (boolean): If false, returns the raw %Req.Response{} instead of the atom
(:exists or :not_found). (default: true).
	:field (atom() | String.t()): When :short is false, specifies a field to extract from the
response. For HEAD requests, the body is usually empty. (default: nil).




Returns
	{:ok, 200}: Indicates whether the blob exists (when :short is true).
	{:ok, term()}: The processed response based on :short and :field options.
	{:error, Error.t()}: An error struct if the request fails.

Examples
iex> AiFlow.Ollama.Blob.check_blob("invalid_digest")
{:error, %AiFlow.Ollama.Error{reason: :invalid, message: "Digest must be a valid SHA256 hash (64 hex characters)"}}

iex> AiFlow.Ollama.Blob.check_blob("29fdb92e57cf0827ded04ae6461b5931d01fa595843f55d36f5b275a52087dd2", debug: true)
{:ok, 200}

iex> AiFlow.Ollama.Blob.check_blob("29fdb92e57cf0827ded04ae6461b5931d01fa595843f55d36f5b275a52087dd4", retries: 2)
{:error, 404}

# Get raw response
iex> AiFlow.Ollama.Blob.check_blob("29fdb92e57cf0827ded04ae6461b5931d01fa595843f55d36f5b275a52087dd2", short: false)
{:ok, %Req.Response{status: 200, headers: [{"content-length", "12345"}], body: "", ...}}

# Get specific field from raw response
iex> AiFlow.Ollama.Blob.check_blob("29fdb92e57cf0827ded04ae6461b5931d01fa595843f55d36f5b275a52087dd2", field: :headers)
{:ok, [{"content-length", "12345"}]}

# Get specific field from raw response
iex> AiFlow.Ollama.Blob.check_blob("29fdb92e57cf0827ded04ae6461b5931d01fa595843f55d36f5b275a52087dd2", field: {:headers, "content-length"})
{:ok, ["102"]}
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          @spec check_blob!(
  String.t(),
  keyword()
) :: term() | AiFlow.Ollama.Error.t()


      


Checks if a blob exists by its SHA256 digest, raising on error.
Similar to check_blob/2, but returns 200 if the blob exists, 404 if it does not and return AiFlow.Ollama.Error or Req.Request for other errors.
Parameters
	digest: A string representing the SHA256 digest of the blob (64 hex characters).
	opts: Optional keyword list of options (same as check_blob/2).

Returns
	term(): The processed response based on :short and :field options.
	Error.t(): An error struct if the request fails.

Examples
iex> AiFlow.Ollama.Blob.check_blob!("29fdb92e57cf0827ded04ae6461b5931d01fa595843f55d36f5b275a52087dd2")
200

iex> AiFlow.Ollama.Blob.check_blob!("29fdb92e57cf0827ded04ae6461b5931d01fa595843f55d36f5b275a52087dd4")
404

iex> AiFlow.Ollama.Blob.check_blob!("invalid_digest")
%AiFlow.Ollama.Error{
  message: "Digest must be a valid SHA256 hash (64 hex characters)",
  type: :invalid,
  reason: :invalid_input,
  status: nil
}
** (AiFlow.Ollama.Error) Digest must be a valid SHA256 hash (64 hex characters)

# Get raw response and raise on error
iex> AiFlow.Ollama.Blob.check_blob!("29fdb92e57cf0827ded04ae6461b5931d01fa595843f55d36f5b275a52087dd2", short: false)
%Req.Response{status: 200, ...}

  



    

  
    
      
    
    
      create_blob(digest, file_path, opts \\ [])



        
          
        

    

  


  

      

          @spec create_blob(String.t(), String.t(), keyword()) ::
  {:ok, String.t()} | {:error, AiFlow.Ollama.Error.t()}


      


Uploads a blob from a file to the Ollama API.
Reads the content of a file and sends a POST request to the Ollama API to create a blob
identified by its SHA256 digest.
Parameters
	digest: A string representing the SHA256 digest of the blob (64 hex characters).
	file_path: A string representing the path to the file to upload.
	opts: Optional keyword list of options:	:debug (boolean): Enables debug logging (default: false).
	:retries (integer): Number of retry attempts for failed requests (default: 0).
	:short (boolean): If false, returns the raw %Req.Response{} instead of the atom
(:created or :success). (default: true).
	:field (atom() | String.t()): When :short is false, specifies a field to extract from the
response body. (default: :status).




Returns
	{:ok, 200}: Indicates successful upload (when :short is true).	201 is returned for HTTP 201.
	200 is returned for HTTP 200.


	{:ok, term()}: The processed response based on :short and :field options.
	{:error, Error.t()}: Contains error details if the file read or request fails.

Examples
iex> AiFlow.Ollama.Blob.create_blob("29fdb92e57cf0827ded04ae6461b5931d01fa595843f55d36f5b275a52087dd2", "/path/to/file.txt")
{:ok, 200} # or {:ok, 201}

iex> AiFlow.Ollama.Blob.create_blob("29fdb92e57cf0827ded04ae6461b5931d01fa595843f55d36f5b275a52087dd2", "/invalid/path")
{:error, %AiFlow.Ollama.Error{reason: :enoent}}

iex> AiFlow.Ollama.Blob.create_blob("invalid", "/path/to/file.txt")
{:error, %AiFlow.Ollama.Error{reason: :invalid, message: "Digest must be a valid SHA256 hash (64 hex characters)"}}

# Get raw response
iex> AiFlow.Ollama.Blob.create_blob("29fdb92e57cf0827ded04ae6461b5931d01fa595843f55d36f5b275a52087dd2", "/path/to/file.bin", short: false)
{:ok, %Req.Response{status: 200, ...}

  



    

  
    
      
    
    
      create_blob!(digest, file_path, opts \\ [])



        
          
        

    

  


  

      

          @spec create_blob!(String.t(), String.t(), keyword()) ::
  term() | AiFlow.Ollama.Error.t()


      


Uploads a blob from a file to the Ollama API, raising on error.
Similar to create_blob/3, but returns :created or :success on success and raises an
AiFlow.Ollama.Error on failure.
Parameters
	digest: A string representing the SHA256 digest of the blob (64 hex characters).
	file_path: A string representing the path to the file to upload.
	opts: Optional keyword list of options (same as create_blob/3).

Returns
	term(): The processed response based on :short and :field options.
	Error.t(): An error struct if the request fails.

Examples
iex> AiFlow.Ollama.Blob.create_blob!("29fdb92e57cf0827ded04ae6461b5931d01fa595843f55d36f5b275a52087dd2", "/path/to/file.txt")
200

iex> AiFlow.Ollama.Blob.create_blob!("29fdb92e57cf0827ded04ae6461b5931d01fa595843f55d36f5b275a52087dd2", "/invalid/path")
%AiFlow.Ollama.Error{reason: :enoent}

# Get raw response and raise on error
iex> AiFlow.Ollama.Blob.create_blob!("29fdb92e57cf0827ded04ae6461b5931d01fa595843f55d36f5b275a52087dd2", "/path/to/file.bin", short: false)
%Req.Response{status: 200, ...}

  


        

      


  

    
AiFlow.Ollama.Chat 
    



      
Handles chat interactions with the Ollama API and manages conversation history.
This module allows sending messages to Ollama chat models and automatically
maintains a persistent chat history. It supports various options for
customizing requests and responses.
Features
	Automatic chat history persistence (JSON file)
	Conversation management by chat_id and user_id
	Automatic model pulling when a model is not found
	Support for standard and raising (!) function variants
	Configurable response formatting with :short and :field options
	Debug logging

Examples
# Simple chat interaction
{:ok, response} = AiFlow.Ollama.Chat.chat("Hello!", "my_chat", "user1")

# Get full API response
{:ok, full_response} = AiFlow.Ollama.Chat.chat("Hello!", "my_chat", "user1", short: false)

# Extract specific field from API response
{:ok, model_name} = AiFlow.Ollama.Chat.chat("Hello!", "my_chat", "user1", short: false, field: "model")

# Extract specific field from message object
{:ok, role} = AiFlow.Ollama.Chat.chat("Hello!", "my_chat", "user1", field: "role")

# Use a specific model
{:ok, response} = AiFlow.Ollama.Chat.chat("Bonjour!", "french_chat", "user1", model: "mistral")

# Enable debug logging
{:ok, response} = AiFlow.Ollama.Chat.chat("Debug me", "debug_chat", debug: true)

# View chat history
{:ok, history} = AiFlow.Ollama.Chat.show_chat_history("my_chat", "user1")

# Raise on error instead of returning {:error, ...}
response = AiFlow.Ollama.Chat.chat!("Hello!", "my_chat", "user1")

      


      
        Summary


  
    Functions
  


    
      
        chat(prompt, chat_id, user_id \\ "default_user", opts \\ [])

      


        Sends a chat message to the Ollama API and stores the conversation in the chat history.



    


    
      
        chat!(prompt, chat_id, user_id \\ "default_user", opts \\ [])

      


        Same as chat/4, but raises a RuntimeError if the request fails instead of returning an error tuple.



    


    
      
        check_chat_file()

      


        Checks the integrity and format of the chat data file {It will be deprecated later =)}



    


    
      
        clear_chat_history(opts \\ [])

      


        Clears chat history based on provided options.



    


    
      
        clear_chat_history!(opts \\ [])

      


        Clears chat history based on provided options.



    


    
      
        debug_load_chat_data()

      


        Loads the raw chat data from the configured file and converts its keys to atoms for easier debugging.



    


    
      
        debug_show_chat_history(chat_id, user_id \\ "default_user")

      


        Retrieves and returns the message history for a specific chat and user, intended for debugging purposes.



    


    
      
        show_all_chats()

      


        Retrieves all stored chat data.



    


    
      
        show_all_chats!()

      


        Retrieves all stored chat data, raising on error.



    


    
      
        show_chat_history(opts \\ [])

      


        Retrieves the chat history or list of chats for a specific user.



    


    
      
        show_chat_history!(opts \\ [])

      


        Retrieves the chat history or list of chats for a specific user, raising on error.



    





      


      
        Functions

        


    

    

  
    
      
    
    
      chat(prompt, chat_id, user_id \\ "default_user", opts \\ [])



        
          
        

    

  


  

      

          @spec chat(String.t(), String.t(), String.t(), keyword()) ::
  {:ok, term()} | {:error, AiFlow.Ollama.Error.t()}


      


Sends a chat message to the Ollama API and stores the conversation in the chat history.
Parameters
	prompt: The user's message (string).
	chat_id: Unique identifier for the chat session (string).
	user_id: Identifier for the user (string, defaults to "default_user").
	opts: Keyword list of options:	:model (string): The Ollama model to use (defaults to config model).
	:debug (boolean): If true, logs request/response details (defaults to false).
	:short (boolean): Controls response format.	true (default): Returns the assistant's message content or the value of :field if specified.
	false: Returns the full Ollama API response map.


	:field (string): Specifies a field to extract from the response.	If short: true (default): Extracts the field from the message object (e.g., "role", "content").
If the field is not found in message, it attempts to find it at the top level of the response.
	If short: false: Extracts the field from the top-level API response (e.g., "model", "total_duration").


	Other options are passed to the Ollama API (e.g., temperature, max_tokens).



Returns
	{:ok, response}: The formatted response based on :short and :field options.
	{:error, Error.t()}: An error with a reason (e.g., API failure, invalid response format).

Examples
# Send a message and get the response content (default behavior)
iex> AiFlow.Ollama.Chat.chat("Hello!", "chat123", "usr1")
{:ok, "Hi there! How can I help you today?"}

# Send a message with debug logging
iex> AiFlow.Ollama.Chat.chat("What's the weather?", "chat123", "usr1", debug: true)
12:00:00.000 [debug] Sending request to http://localhost:11434/api/chat
12:00:00.000 [debug] Request body: %{"messages" => [%{"content" => "What's the weather?", "role" => "user"}], "model" => "llama3.1", "stream" => false}
12:00:00.000 [debug] Ollama chat response: Status=200, Body=%{"model" => "llama3.1", "message" => %{"role" => "assistant", "content" => "It's sunny!"}, "done" => true}
{:ok, "It's sunny!"}

# Get the full API response
iex> AiFlow.Ollama.Chat.chat("Hello!", "chat123", "usr1", short: false)
{:ok, %{"model" => "llama3.1", "message" => %{"role" => "assistant", "content" => "Hi there!"}, "done" => true, "total_duration" => 123456789}}

# Extract a specific field from the message object (default short: true)
iex> AiFlow.Ollama.Chat.chat("Hello!", "chat123", "usr1", field: {:body, "model"})
{:ok, "llama3.1"}

# Extract a specific field from the message object (default short: true)
iex> AiFlow.Ollama.Chat.chat("Hello!", "chat123", "usr1", field: {:body, ["message", "role"]})
{:ok, "assistant"}

# Handle an API error
iex> AiFlow.Ollama.Chat.chat("Hi", "chat123", "usr1")
{:error, %AiFlow.Ollama.Error{type: :unknown, reason: "Connection timeout"}}

  



    

    

  
    
      
    
    
      chat!(prompt, chat_id, user_id \\ "default_user", opts \\ [])



        
          
        

    

  


  

      

          @spec chat!(String.t(), String.t(), String.t(), keyword()) ::
  term() | AiFlow.Ollama.Error.t()


      


Same as chat/4, but raises a RuntimeError if the request fails instead of returning an error tuple.
Parameters
	Same as chat/4.

Returns
	String.t(): Assistant Answer.
	term(): The processed response based on :short and :field options.
	Error.t(): An error struct if the request fails.

Raises
	RuntimeError if the chat request fails or the chat data cannot be loaded/saved.

Examples
# Successful chat
iex> AiFlow.Ollama.Chat.chat!("Hello!", "chat123", "usr1")
"Hi there!"

# Raises on error
iex> AiFlow.Ollama.Chat.chat!("Hi", "chat123", "usr1")
** (RuntimeError) Chat request failed: %AiFlow.Ollama.Error{type: :unknown, reason: "Connection timeout"}

  



  
    
      
    
    
      check_chat_file()



        
          
        

    

  


  

      

          @spec check_chat_file() :: {:ok, map()} | {:error, AiFlow.Ollama.Error.t()}


      


Checks the integrity and format of the chat data file {It will be deprecated later =)}
Returns
	{:ok, map()}: The parsed chat data if the file is valid.
	{:error, Error.t()}: An error if the file is missing or malformed.


  



    

  
    
      
    
    
      clear_chat_history(opts \\ [])



        
          
        

    

  


  

      

          @spec clear_chat_history(keyword()) ::
  {:ok, :deleted} | {:error, AiFlow.Ollama.Error.t()}


          @spec clear_chat_history(keyword()) ::
  {:ok, :deleted} | {:error, AiFlow.Ollama.Error.t()}


      


Clears chat history based on provided options.
Options
	:confirm (boolean): Must be true to proceed with deletion (defaults to false).
	:user_id (string): The user ID whose chats to delete (optional).
	:chat_id (string): The specific chat ID to delete (requires :user, optional).

Returns
	{:ok, :success}: Confirmation of deletion.
	{:ok, :deleted}: If selected chat has already been deleted
	{:error, Error.t()}: An error if deletion failed or confirmation was not given.

Examples
# Delete all chat without confirm: true
AiFlow.Ollama.Chat.clear_chat_history()
{:error, "Please confirm deletion of all chats by passing 'confirm: true' as an option."}

# Delete all chat with confirm: true
AiFlow.Ollama.Chat.clear_chat_history(confirm: true)
{:ok, :success}

# Delete user chat without chat_id
AiFlow.Ollama.Chat.clear_chat_history(user_id: "user1")
{:error, "Please confirm deletion of all chats for user 'user1' by passing 'confirm: true' as an option, or specify a chat ID with 'chat: chat_id' to delete a specific chat."}

# Delete user chat
AiFlow.Ollama.Chat.clear_chat_history(chat_id: "my_chat", user_id: "user1")
{:ok, :success}

# If the selected chat has already been deleted
AiFlow.Ollama.Chat.clear_chat_history(chat_id: "my_chat", user_id: "user1")
{:ok, :deleted}

  



    

  
    
      
    
    
      clear_chat_history!(opts \\ [])



        
          
        

    

  


  

Clears chat history based on provided options.
Options
	:confirm (boolean): Must be true to proceed with deletion (defaults to false).
	:user_id (string): The user ID whose chats to delete (optional).
	:chat_id (string): The specific chat ID to delete (requires :user, optional).

Returns
	{:ok, :success}: Confirmation of deletion.
	{:ok, :deleted}: If selected chat has already been deleted
	{:error, Error.t()}: An error if deletion failed or confirmation was not given.

Examples
# Delete all chat without confirm: true
AiFlow.Ollama.Chat.clear_chat_history!()
"Please confirm deletion of all chats by passing 'confirm: true' as an option."

# Delete user chat
AiFlow.Ollama.Chat.clear_chat_history!(chat_id: "my_chat", user_id: "user1")
:success

# If the selected chat has already been deleted
AiFlow.Ollama.Chat.clear_chat_history!(chat_id: "my_chat", user_id: "user1")
:deleted

  



  
    
      
    
    
      debug_load_chat_data()



        
          
        

    

  


  

      

          @spec debug_load_chat_data() :: {:ok, map()} | {:error, AiFlow.Ollama.Error.t()}


      


Loads the raw chat data from the configured file and converts its keys to atoms for easier debugging.
This function is intended for debugging purposes. It reads the chat data file specified in the
configuration, parses the JSON content, and then recursively converts all string keys in the
resulting map to atom keys. This can make the data structure easier to inspect and work with
in an interactive debugging session (e.g., in iex).
Returns
	{:ok, map()}: A map representing the chat data with atom keys.
	{:error, Error.t()}: An error reason if the file could not be read or parsed.

Examples
# In a successful case, loads and atomizes the chat data
iex> AiFlow.Ollama.Chat.debug_load_chat_data()
{:ok,
%{
  chats: %{
    "default_user" => %{
      "my_chat" => %{
        "created_at" => "2023-10-27T10:00:00Z",
        "messages" => [
          %{"content" => "Hello", "role" => "user", "timestamp" => "2023-10-27T10:00:01Z"},
          %{"content" => "Hi there!", "role" => "assistant", "timestamp" => "2023-10-27T10:00:02Z"}
        ],
        "model" => "llama3.1",
        "name" => "my_chat",
        "updated_at" => "2023-10-27T10:00:02Z"
      }
    }
  },
  created_at: "2023-10-27T10:00:00Z"
}}

# In an error case (e.g., file not found or invalid JSON)
iex> # Assuming the chat file is corrupted
iex> AiFlow.Ollama.Chat.debug_load_chat_data()
{:error, %Jason.DecodeError{data: "<<", position: 0, token: nil}}

  



    

  
    
      
    
    
      debug_show_chat_history(chat_id, user_id \\ "default_user")



        
          
        

    

  


  

      

          @spec debug_show_chat_history(String.t(), String.t()) :: list()


      


Retrieves and returns the message history for a specific chat and user, intended for debugging purposes.
This function directly fetches the list of messages associated with a given chat ID and user ID
from the chat data file. It's a simplified way to inspect the raw message history without any
additional processing or error wrapping, making it useful for debugging chat state or history
issues.
Parameters
	chat_id: The unique identifier of the chat session (string).
	user_id: The identifier of the user (string, defaults to "default_user").

Returns
	list(): A list of message maps (e.g., [ %{"role" => "user", "content" => "...", ...}, ...])
belonging to the specified chat and user. Returns an empty list [] if the chat/user is not
found or if there's an error loading the chat data.

Examples
# Retrieve messages for an existing chat
iex> AiFlow.Ollama.Chat.debug_show_chat_history("my_chat", "user1")
[
  %{"role" => "user", "content" => "Hello!", "timestamp" => "2023-10-27T10:00:00Z"},
  %{"role" => "assistant", "content" => "Hi there!", "timestamp" => "2023-10-27T10:00:01Z"}
]

# Retrieve messages for a non-existent chat (returns empty list)
iex> AiFlow.Ollama.Chat.debug_show_chat_history("unknown_chat", "user1")
[]

# Retrieve messages using the default user ID
iex> AiFlow.Ollama.Chat.debug_show_chat_history("default_chat")
[%{"role" => "user", "content" => "Default user message", ...}]

# If there's an error loading the chat file (e.g., corrupt JSON), it logs the error and returns []
# (Assuming the chat file is corrupted)
iex> AiFlow.Ollama.Chat.debug_show_chat_history("any_chat")
# 12:00:00.000 [error] Failed to load chat data for debug: %Jason.DecodeError{...}
[]

  



  
    
      
    
    
      show_all_chats()



        
          
        

    

  


  

      

          @spec show_all_chats() :: {:ok, map()} | {:error, AiFlow.Ollama.Error.t()}


      


Retrieves all stored chat data.
Returns
	{:ok, map()}: The entire chat data map with atom keys.
	{:error, Error.t()}: An error if the chat data could not be loaded.


  



  
    
      
    
    
      show_all_chats!()



        
          
        

    

  


  

      

          @spec show_all_chats!() :: map() | AiFlow.Ollama.Error.t()


      


Retrieves all stored chat data, raising on error.
Returns
	map(): The entire chat data map with atom keys.
	Error.t(): An error if the chat data could not be loaded.

Raises
	RuntimeError if the chat data could not be loaded.
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          @spec show_chat_history(keyword()) ::
  {:ok, term()} | {:error, AiFlow.Ollama.Error.t()}


      


Retrieves the chat history or list of chats for a specific user.
Parameters
	opts: Keyword list of options:	user_id: The ID of the user (string).
	chat_id: The ID of a specific chat to retrieve (string, optional).
	:short (boolean): Controls the response format.	true (default): Returns a list of chat names/IDs for the user (if chat_id is nil),
or the content (list of messages) of the specific chat (if chat_id is provided).
	false: Returns the full map(s) of chat data.
If chat_id is nil, returns a map of all user's chats.
If chat_id is provided, returns the full map of that specific chat.





Returns
	{:ok, term()}: The requested data based on user_id, chat_id, and :short option.
	{:error, Error.t()}: An error if the chat data could not be loaded or chat is not found.

Examples
# Get all users in short: true version
iex> AiFlow.Ollama.show_chat_history()
{:ok, %{users: ["default_user"]}}


# Get all users in short: false version
iex> AiFlow.Ollama.show_chat_history()
{:ok, %{users: ["default_user"]}}
iex(41)> AiFlow.Ollama.show_chat_history(short: false)
{:ok, %{"chats" => %{"default_user" => %{...}}2

# Get list of chat names for a user (short: true by default)
iex> AiFlow.Ollama.Chat.show_chat_history(user_id: "user1")
{:ok, ["chat1", "chat2"]}

# Get full map of all chats for a user
iex> AiFlow.Ollama.Chat.show_chat_history(user_id: "user1", short: false)
{:ok, %{"chat1" => %{"name" => "chat1", "messages" => [...], ...}, "chat2" => %{...}}}

# Get messages list for a specific chat (short: true by default)
iex> AiFlow.Ollama.Chat.show_chat_history(user_id: "user1", chat_id: "chat1")
{:ok, [%{"role" => "user", "content" => "..."}, %{"role" => "assistant", "content" => "..."}]}

# Get full map for a specific chat
iex> AiFlow.Ollama.Chat.show_chat_history(user_id: "user1", chat_id: "chat1", short: false)
{:ok, %{"name" => "chat1", "messages" => [...], "created_at" => "...", ...}}

# Handle user not found or no chats
iex> AiFlow.Ollama.Chat.show_chat_history(user_id: "unknown_user")
{:ok, []}

# Handle specific chat not found
iex> AiFlow.Ollama.Chat.show_chat_history(user_id: "user1", chat_id: "unknown_chat")
{:error, :chat_not_found}

  



    

  
    
      
    
    
      show_chat_history!(opts \\ [])



        
          
        

    

  


  

      

          @spec show_chat_history!(keyword()) :: term() | AiFlow.Ollama.Error.t()


      


Retrieves the chat history or list of chats for a specific user, raising on error.
Parameters
	opts: Keyword list of options:	user_id: The ID of the user (string).
	chat_id: The ID of a specific chat to retrieve (string, optional).
	:short (boolean): Controls the response format.	true (default): Returns a list of chat names/IDs for the user (if chat_id is nil),
or the content (list of messages) of the specific chat (if chat_id is provided).
	false: Returns the full map(s) of chat data.
If chat_id is nil, returns a map of all user's chats.
If chat_id is provided, returns the full map of that specific chat.





Returns
	term(): The requested data based on user_id, chat_id, and :short option.
	Error.t(): An error if the chat data could not be loaded or chat is not found.

Raises
	RuntimeError if the chat data could not be loaded or chat is not found.

Examples
# Get list of chat names for a user
iex> AiFlow.Ollama.Chat.show_chat_history!(user_id: "user1")
["chat1", "chat2"]

# Get messages list for a specific chat
iex> AiFlow.Ollama.Chat.show_chat_history!(user_id: "user1", chat_id: "chat1")
[%{"role" => "user", "content" => "..."}, ...]

# Raises on error
iex> AiFlow.Ollama.Chat.show_chat_history!(user_id: "unknown_user", chat_id: "unknown_chat")
** (RuntimeError) Failed to show chat history: :chat_not_found

  


        

      


  

    
AiFlow.Ollama.Config 
    



      
Configuration module for the AiFlow Ollama client.
This module defines the AiFlow.Ollama.Config struct and provides functions
for loading configuration from application environment or runtime options,
and for building API URLs.
Configuration
The configuration can be set in your application's config/config.exs:
config :ai_flow_ollama, AiFlow.Ollama,
  hostname: "localhost",
  port: 11434,
  model: "llama3.1",
  timeout: 120_000,
  chat_file: "path/to/chats.json"
Runtime options passed to load/1 will override application environment settings.

      


      
        Summary


  
    Types
  


    
      
        t()

      


        The configuration struct for AiFlow Ollama client.



    





  
    Functions
  


    
      
        build_url(config, endpoint)

      


        Builds a full URL for an Ollama API endpoint.



    


    
      
        load(opts \\ [])

      


        Loads the configuration, merging runtime options with application environment defaults.
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          @type t() :: %AiFlow.Ollama.Config{
  chat_file: String.t(),
  hostname: String.t(),
  model: String.t(),
  port: integer(),
  timeout: integer()
}


      


The configuration struct for AiFlow Ollama client.
Fields
	hostname: The Ollama server hostname (default: "127.0.0.1").
	port: The Ollama server port (default: 11_434).
	model: The default model name to use (default: "llama3.1").
	timeout: Request timeout in milliseconds (default: 60_000).
	chat_file: Path to the JSON file for storing chat history (default: "chats.json").
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          @spec build_url(t(), String.t()) :: String.t()


      


Builds a full URL for an Ollama API endpoint.
Combines the configured hostname and port with a given API endpoint path.
Parameters
	config: The %AiFlow.Ollama.Config{} struct.
	endpoint: A string representing the API endpoint path (e.g., "/api/generate").

Returns
	String.t(): The complete URL.

Examples
iex> config = %AiFlow.Ollama.Config{hostname: "localhost", port: 11434}
iex> AiFlow.Ollama.Config.build_url(config, "/api/generate")
"http://localhost:11434/api/generate"

  



    

  
    
      
    
    
      load(opts \\ [])



        
          
        

    

  


  

      

          @spec load(keyword()) :: t()


      


Loads the configuration, merging runtime options with application environment defaults.
This function retrieves configuration values from the application environment
(config/config.exs) under :ai_flow_ollama, AiFlow.Ollama, and allows
overriding them with runtime options passed as a keyword list.
If the configured chat_file does not exist, it initializes an empty chat data file.
Parameters
	opts: A keyword list of configuration options to override defaults.
Supported keys: :hostname, :port, :model, :timeout, :chat_file.

Returns
	%AiFlow.Ollama.Config{}: A struct containing the loaded configuration.

Examples
# Load with default configuration
config = AiFlow.Ollama.Config.load([])

# Override specific options
config = AiFlow.Ollama.Config.load(hostname: "localhost", port: 8080)

# With no application environment set, uses built-in defaults
config = AiFlow.Ollama.Config.load(model: "mistral")

  


        

      


  

    
AiFlow.Ollama.Embeddings 
    



      
Handles embedding generation for the Ollama API.
This module provides functions to generate vector embeddings from text using
Ollama's embedding models. It supports both the modern /api/embed endpoint
for batch processing and the legacy /api/embeddings endpoint for single texts.
Examples
Generate embeddings for a single text:
{:ok, embeddings} = AiFlow.Ollama.Embeddings.generate_embeddings("Hello world")
Generate embeddings for multiple texts:
{:ok, embeddings} = AiFlow.Ollama.Embeddings.generate_embeddings([
  "First sentence",
  "Second sentence"
])
Generate embeddings with a specific model:
{:ok, embeddings} = AiFlow.Ollama.Embeddings.generate_embeddings(
  "Hello world",
  model: "nomic-embed-text"
)
Use debug mode to see the full response logs:
{:ok, embeddings} = AiFlow.Ollama.Embeddings.generate_embeddings(
  "Hello world",
  debug: true
)
Get full API response instead of just embeddings
{:ok, full_response} = AiFlow.Ollama.Embeddings.generate_embeddings(
  "Hello world",
  short: false
)
Extract a specific field from the response
{:ok, model_info} = AiFlow.Ollama.Embeddings.generate_embeddings(
  "Hello world",
  field: "model"
)
Use the legacy endpoint for single text embeddings:
{:ok, embedding} = AiFlow.Ollama.Embeddings.generate_embeddings_legacy(
  "Hello world"
)

      


      
        Summary


  
    Functions
  


    
      
        generate_embeddings(input, opts \\ [])

      


        Generates embeddings for input text(s).



    


    
      
        generate_embeddings!(input, opts \\ [])

      


        Generates embeddings, raising on error.



    


    
      
        generate_embeddings_legacy(prompt, opts \\ [])

      


        Generates embeddings using the legacy endpoint.



    


    
      
        generate_embeddings_legacy!(prompt, opts \\ [])

      


        Generates embeddings (legacy).



    





      


      
        Functions

        


    

  
    
      
    
    
      generate_embeddings(input, opts \\ [])



        
          
        

    

  


  

      

          @spec generate_embeddings(
  String.t() | [String.t()],
  keyword()
) :: {:ok, list()} | {:error, AiFlow.Ollama.Error.t()}


      


Generates embeddings for input text(s).
This function uses the modern /api/embed endpoint which supports both single
strings and lists of strings for batch processing. If the specified model is
not found, it will automatically attempt to pull the model and retry.
Parameters
	input - A string or list of strings to generate embeddings for
	opts - Keyword list of options:	:model - The embedding model to use (default: "llama3.1")
	:debug - If true, logs debug information (default: false)
	:short - If false, returns the full API response (default: true)
	:field - The field name to extract from response (default: {:body, "embeddings"})



Returns
	{:ok, list()} - Success case with a list of embeddings
	{:error, Error.t()} - Error case with detailed error information

Examples
# Single text embedding
{:ok, embeddings} = AiFlow.Ollama.Embeddings.generate_embeddings("Hello world")

# Multiple texts embedding
{:ok, embeddings} = AiFlow.Ollama.Embeddings.generate_embeddings([
  "First text",
  "Second text"
])

# With custom model
{:ok, embeddings} = AiFlow.Ollama.Embeddings.generate_embeddings(
  "Hello world",
  model: "nomic-embed-text"
)

# Debug mode
{:ok, response} = AiFlow.Ollama.Embeddings.generate_embeddings(
  "Hello world",
  debug: true
)

# View full response
{:ok, response} = AiFlow.Ollama.Embeddings.generate_embeddings(
  "Hello world",
  short: false
)

# View field from response
{:ok, response} = AiFlow.Ollama.Embeddings.generate_embeddings(
  "Hello world",
  field: {:body, "total_duration"}
)

  



    

  
    
      
    
    
      generate_embeddings!(input, opts \\ [])



        
          
        

    

  


  

      

          @spec generate_embeddings!(
  String.t() | [String.t()],
  keyword()
) :: list() | AiFlow.Ollama.Error.t()


      


Generates embeddings, raising on error.
Same as generate_embeddings/2 but raises an exception instead of returning
{:error, reason}. Useful when you expect the operation to succeed and want
to avoid pattern matching.
Parameters
	input - A string or list of strings to generate embeddings for
	opts - Keyword list of options:	:model - The embedding model to use (default: "llama3.1")
	:debug - If true, logs debug information (default: false)
	:short - If false, returns the full API response (default: true)
	:field - The field name to extract from response (default: "embeddings")



Returns
	list() - List of embeddings on success
	Error.t() - Error case with detailed error information

Examples
# Single text embedding
embeddings = AiFlow.Ollama.Embeddings.generate_embeddings!("Hello world")

# Multiple texts embedding
embeddings = AiFlow.Ollama.Embeddings.generate_embeddings!([
  "First text",
  "Second text"
])

# With custom model
embeddings = AiFlow.Ollama.Embeddings.generate_embeddings!(
  "Hello world",
  model: "nomic-embed-text"
)

# View full response
embeddings = AiFlow.Ollama.Embeddings.generate_embeddings!(
  "Hello world",
  short: false
)

# View field from response
total_duration = AiFlow.Ollama.Embeddings.generate_embeddings!(
  "Hello world",
  field: "total_duration"
)

  



    

  
    
      
    
    
      generate_embeddings_legacy(prompt, opts \\ [])



        
          
        

    

  


  

      

          @spec generate_embeddings_legacy(
  String.t(),
  keyword()
) :: {:ok, list()} | {:error, AiFlow.Ollama.Error.t()}


      


Generates embeddings using the legacy endpoint.
Uses the legacy /api/embeddings endpoint which only accepts a single string
(prompt) and returns one embedding. This endpoint is maintained for backward
compatibility with older versions of Ollama.
Note: This endpoint does not support batch processing or automatic model pulling.
Parameters
	prompt - A single string to generate embedding for
	opts - Keyword list of options:	:model - The embedding model to use (default: "llama3.1")
	:debug - If true, logs debug information (default: false)
	:short - If false, returns the full API response (default: true)
	:field - The field name to extract from response (default: "embedding")



Returns
	{:ok, list()} - Success case with a list containing one embedding
	{:error, Error.t()} - Error case with detailed error information

Examples
# Generate single embedding
{:ok, embedding} = AiFlow.Ollama.Embeddings.generate_embeddings_legacy("Hello world")

# With custom model
{:ok, embedding} = AiFlow.Ollama.Embeddings.generate_embeddings_legacy(
  "Hello world",
  model: "llama3.1"
)

# Debug mode
{:ok, embedding} = AiFlow.Ollama.Embeddings.generate_embeddings_legacy(
  "Hello world",
  debug: true,
)

# View full response
{:ok, embedding} = AiFlow.Ollama.Embeddings.generate_embeddings_legacy(
  "Hello world",
  short: false
)

  



    

  
    
      
    
    
      generate_embeddings_legacy!(prompt, opts \\ [])



        
          
        

    

  


  

      

          @spec generate_embeddings_legacy!(
  String.t(),
  keyword()
) :: list() | AiFlow.Ollama.Error.t()


      


Generates embeddings (legacy).
Same as generate_embeddings_legacy/2 but raises an exception instead of returning
{:error, reason}. Useful when you expect the operation to succeed and want
to avoid pattern matching.
Parameters
	prompt - A single string to generate embedding for
	opts - Keyword list of options:	:model - The embedding model to use (default: "llama3.1")
	:debug - If true, logs debug information (default: false)
	:short - If false, returns the full API response (default: true)
	:field - The field name to extract from response (default: {:body, "embedding"})



Returns
	list() - List containing one embedding on success
	Error.t() - Error case with detailed error information

Examples
# Generate single embedding
embedding = AiFlow.Ollama.Embeddings.generate_embeddings_legacy!("Hello world")

# With custom model
embedding = AiFlow.Ollama.Embeddings.generate_embeddings_legacy!(
  "Hello world",
  model: "llama3.1"
)

# With custom model
embedding = AiFlow.Ollama.Embeddings.generate_embeddings_legacy!(
  "Hello world",
  model: "llama3.1"
)

# Debug mode
embedding = AiFlow.Ollama.Embeddings.generate_embeddings_legacy!(
  "Hello world",
  debug: true,
)

# View full response
embedding = AiFlow.Ollama.Embeddings.generate_embeddings_legacy!(
  "Hello world",
  short: false
)

  


        

      


  

    
AiFlow.Ollama.HTTPClient 
    



      
Handles HTTP requests to the Ollama API using the Req library.
Supports GET, POST, and DELETE methods with retry logic, logging, and telemetry.

      


      
        Summary


  
    Functions
  


    
      
        handle_response(response, field, action, opts \\ [])

      


    


    
      
        handle_result_safe(arg, action)

      


        Handles the result of an HTTP request, returning the result for success or the error tuple.



    


    
      
        request(atom, url, body, timeout, debug, retries, action)

      


        Makes an HTTP request to the specified URL with the given method, body, and options.



    





      


      
        Functions

        


    

  
    
      
    
    
      handle_response(response, field, action, opts \\ [])



        
          
        

    

  


  


  



  
    
      
    
    
      handle_result_safe(arg, action)



        
          
        

    

  


  

      

          @spec handle_result_safe({:ok, term()} | {:error, AiFlow.Ollama.Error.t()}, atom()) ::
  term() | {:error, AiFlow.Ollama.Error.t()}


      


Handles the result of an HTTP request, returning the result for success or the error tuple.
Parameters
	result: The result of the HTTP request ({:ok, term()} | {:error, Error.t()}).

	action: The telemetry action identifier (e.g., :check_blob).

Returns
	term() on success.
	{:error, Error.t()} on error.


  



  
    
      
    
    
      request(atom, url, body, timeout, debug, retries, action)



        
          
        

    

  


  

      

          @spec request(atom(), String.t(), term(), integer(), boolean(), integer(), atom()) ::
  {:ok, term()} | {:error, AiFlow.Ollama.Error.t()}


      


Makes an HTTP request to the specified URL with the given method, body, and options.
Parameters
	method: HTTP method (:get, :post, :delete, :head).
	url: The target URL for the request.
	body: The request body (nil for GET/HEAD, binary or map for POST/DELETE).
	timeout: Request timeout in milliseconds.
	debug: Boolean to enable debug logging.
	retries: Number of retries on network error.
	action: Telemetry action identifier (e.g., :check_blob).

Returns
	{:ok, term()} on successful request with status 200.
	{:error, Error.t()} on failure (HTTP error, network error, or unknown error).


  


        

      


  

    
AiFlow.Ollama.Model 
    



      
Manages model-related operations for the Ollama API.
This module provides functions to interact with Ollama models, including listing,
showing details, pulling, pushing, copying, deleting, creating, and loading models.
It leverages the shared AiFlow.Ollama.HTTPClient for consistent HTTP handling,
error management, and support for options like :short, :field, :debug, and :retries.
Examples
# List all local models
{:ok, models} = AiFlow.Ollama.Model.list()

# Get detailed info about a model
{:ok, model_info} = AiFlow.Ollama.Model.show_model("llama3.1")

# Pull a model with debug output
{:ok, _} = AiFlow.Ollama.Model.pull_model("mistral", debug: true)

# Delete a model
{:ok, :success} = AiFlow.Ollama.Model.delete_model("llama3.1")

# Use short format to get just model names from list
{:ok, names} = AiFlow.Ollama.Model.list(short: true, field: "name")

# Raise on error
names = AiFlow.Ollama.Model.list!()

      


      
        Summary


  
    Functions
  


    
      
        copy_model(source, destination, opts \\ [])

      


        Copies a model.



    


    
      
        copy_model!(source, destination, opts \\ [])

      


        Copies a model, raising on error.



    


    
      
        create_model(name, model, system, opts \\ [])

      


        Creates a new model from a Modelfile.



    


    
      
        create_model!(name, model, system, opts \\ [])

      


        Creates a new model, raising on error.



    


    
      
        delete_model(name, opts \\ [])

      


        Deletes a model.



    


    
      
        delete_model!(name, opts \\ [])

      


        Deletes a model, raising on error.



    


    
      
        list_models(opts \\ [])

      


        Lists available local models.



    


    
      
        list_models!(opts \\ [])

      


        Lists available local models, raising on error.



    


    
      
        list_running_models(opts \\ [])

      


        Lists running models.



    


    
      
        list_running_models!(opts \\ [])

      


        Lists running models, raising on error.



    


    
      
        load_model(model, opts \\ [])

      


        Loads a model into memory.



    


    
      
        load_model!(model, opts \\ [])

      


        Loads a model, raising on error.



    


    
      
        pull_model(name, opts \\ [])

      


        Pulls a model from a remote registry.
Downloads a model from the Ollama library or another registry to the local machine.
This function handles streaming responses from the API.



    


    
      
        pull_model!(name, opts \\ [])

      


        Pulls a model, raising on error.



    


    
      
        push_model(name, opts \\ [])

      


        Pushes a model to a remote registry.



    


    
      
        push_model!(name, opts \\ [])

      


        Pushes a model, raising on error.



    


    
      
        show_model(name, opts \\ [])

      


        Shows detailed information about a specific model.



    


    
      
        show_model!(name, opts \\ [])

      


        Shows detailed information about a specific model, raising on error.



    





      


      
        Functions

        


    

  
    
      
    
    
      copy_model(source, destination, opts \\ [])



        
          
        

    

  


  

      

          @spec copy_model(String.t(), String.t(), keyword()) ::
  {:ok, term()} | {:error, AiFlow.Ollama.Error.t()}


      


Copies a model.
Creates a copy of an existing model under a new name.
Parameters
	source: The name of the existing model to copy (string).
	destination: The name for the new copied model (string).
	opts: Keyword list of options:	:debug (boolean): Enables debug logging (default: false).
	:retries (integer): Number of retry attempts for failed requests (default: 0).
	:short (boolean): If false, returns the raw %Req.Response{}. (default: true).
	:field (String.t()): When :short is true, specifies the field to extract.                  Note: The `/api/copy` endpoint often returns an empty body,
                  so `:field` is less relevant for this function. (default: `"status"`).




Returns
	{:ok, term()}: Indicates successful copy.
	{:error, Error.t()}: An error struct if the request fails.

Examples
# Copy a model
{:ok, :success} = AiFlow.Ollama.Model.copy_model("llama3.1", "llama3.1-backup")

# Copy with debug logging
{:ok, _} = AiFlow.Ollama.Model.copy_model("llama3.1", "llama3.1-test", debug: true)

# Get raw response (less common for copy)
{:ok, %Req.Response{status: 200}} = AiFlow.Ollama.Model.copy_model("llama3.1", "llama3.1-test2", short: false)

  



    

  
    
      
    
    
      copy_model!(source, destination, opts \\ [])



        
          
        

    

  


  

      

          @spec copy_model!(String.t(), String.t(), keyword()) ::
  term() | AiFlow.Ollama.Error.t()


      


Copies a model, raising on error.
Similar to copy_model/3, but returns the result directly or raises an AiFlow.Ollama.Error.
Parameters
	source: The name of the existing model to copy (string).
	destination: The name for the new copied model (string).
	opts: Keyword list of options (same as copy_model/3).

Returns
	term(): Indicates successful copy.
	Error.t(): An error struct if the request fails.

Examples
AiFlow.Ollama.Model.copy_model!("llama3.1", "llama3.1-backup")

  



    

  
    
      
    
    
      create_model(name, model, system, opts \\ [])



        
          
        

    

  


  

      

          @spec create_model(String.t(), String.t(), String.t(), keyword()) ::
  {:ok, term()} | {:error, AiFlow.Ollama.Error.t()}


      


Creates a new model from a Modelfile.
Defines and creates a new model based on a provided Modelfile content, base model,
and system message.
Parameters
	name: The name for the new model (string).
	model: The base model to use (string).
	system: The system message or prompt template (string).
	opts: Keyword list of options:	:debug (boolean): Enables debug logging (default: false).
	:retries (integer): Number of retry attempts for failed requests (default: 0).
	:modelfile (String.t()): The content of the Modelfile (alternative to model and system).
	:stream (boolean): Whether to request a streaming response (default: true).
	:short (boolean): If false, attempts to return the raw %Req.Response{}. (default: true).
	:field (String.t()): When :short is true, specifies the field to extract. (default: "status").



Returns
	{:ok, term()}: Indicates successful creation or contains status information.
	{:error, Error.t()}: An error struct if the request fails.

Examples
# Create a model with base model and system message
AiFlow.Ollama.Model.create_model("my-custom-model", "llama3.1", "You are a helpful assistant.")
{:ok, 200}

# Get debug logs
AiFlow.Ollama.Model.create_model("my-custom-model", "llama3.1", "You are a helpful assistant.", debug: true)
23:34:53.070 [debug] Ollama :post create_model request: URL=http://127.0.0.1:11434/api/create, Body=%{name: "my-custom-model", system: "You are a helpful assistant.", from: "llama3.1"}
23:34:53.096 [debug] Ollama create_model response: Status=200, Body="{"status":"using existing...
{:ok, 200}

# Get full response
AiFlow.Ollama.Model.create_model("my-custom-model", "llama3.1", "You are a helpful assistant.", short: false)
{:ok,
  %Req.Response{
    status: 200,
    headers: %{...},
    body: "{"status":"using existing layer...",
    ...
  }}

# Get specificate field
AiFlow.Ollama.Model.create_model("my-custom-model", "llama3.1", "You are a helpful assistant.", short: false)
{:ok,
  %Req.Response{
    status: 200,
    headers: %{...},
    body: "{"status":"using existing layer...",
    ...
  }}

# Show a specific response field
AiFlow.Ollama.Model.create_model("my-custom-model", "llama3.1", "You are a helpful assistant.", field: :status)
{:ok, 200}

  



    

  
    
      
    
    
      create_model!(name, model, system, opts \\ [])



        
          
        

    

  


  

      

          @spec create_model!(String.t(), String.t(), String.t(), keyword()) ::
  term() | AiFlow.Ollama.Error.t()


      


Creates a new model, raising on error.
Similar to create_model/4, but returns the result directly or raises an AiFlow.Ollama.Error.
Parameters
	name: The name for the new model (string).
	model: The base model to use (string).
	system: The system message or prompt template (string).
	opts: Keyword list of options (same as create_model/4).

Returns
	term(): Indicates successful creation or contains status information.
	Error.t(): An error struct if the request fails.

Examples
AiFlow.Ollama.Model.create_model!("my-custom-model", "llama3.1", "You are a helpful assistant.")

  



    

  
    
      
    
    
      delete_model(name, opts \\ [])



        
          
        

    

  


  

      

          @spec delete_model(
  String.t(),
  keyword()
) :: {:ok, term()} | {:error, AiFlow.Ollama.Error.t()}


      


Deletes a model.
Removes a model from the local Ollama server.
Parameters
	name: The name of the model to delete (string).
	opts: Keyword list of options:	:debug (boolean): Enables debug logging (default: false).
	:retries (integer): Number of retry attempts for failed requests (default: 0).
	:short (boolean): If false, returns the raw %Req.Response{}. (default: true).
	:field (String.t()): When :short is true, specifies the field to extract. (default: "status").



Returns
	{:ok, term()}: The processed response based on :short and :field options.
	{:error, Error.t()}: An error struct if the request fails.

Examples
# Delete a model
{:ok, :success} = AiFlow.Ollama.Model.delete_model("old-model")

# Delete with debug logging
{:ok, _} = AiFlow.Ollama.Model.delete_model("temp-model", debug: true)

  



    

  
    
      
    
    
      delete_model!(name, opts \\ [])



        
          
        

    

  


  

      

          @spec delete_model!(
  String.t(),
  keyword()
) :: term() | AiFlow.Ollama.Error.t()


      


Deletes a model, raising on error.
Similar to delete_model/2, but returns the result directly or raises an AiFlow.Ollama.Error.
Parameters
	name: The name of the model to delete (string).
	opts: Keyword list of options (same as delete_model/2).

Returns
	term(): Indicates successful deletion or contains status information.
	Error.t(): An error struct if the request fails.

Examples
AiFlow.Ollama.Model.delete_model!("temp-model")

  



    

  
    
      
    
    
      list_models(opts \\ [])



        
          
        

    

  


  

      

          @spec list_models(keyword()) ::
  {:ok, [String.t()] | [map()]} | {:error, AiFlow.Ollama.Error.t()}


      


Lists available local models.
Fetches a list of models that are currently available on the Ollama server.
Parameters
	opts: Keyword list of options:	:debug (boolean): Enables debug logging (default: false).
	:retries (integer): Number of retry attempts for failed requests (default: 0).
	:short (boolean): If true, returns a list of model names only.                If `false`, returns the full list of model information maps.
                (default: `true`).




Returns
	{:ok, list(String.t())}: A list of model names (e.g., ["llama3.1:latest", "mistral:latest"]) when :short is true.
	{:ok, list(map())}: A list of maps containing full model details when :short is false.
	{:error, Error.t()}: An error struct if the request fails.

Examples
# Get only model names (default behavior with :short=true)
AiFlow.Ollama.list_models()
{:ok,
  [
    %{
      ...,
      "model" => "custom:latest",
      "name" => "custom1:latest",
      "size" => 669615493
      ...
    },
    %{
      ...,
      "model" => "mxbai-embed-large:latest",
      "name" => "mxbai-embed-large:latest",
      "size" => 669615493
    },
  ]}

# Get only model names explicitly
{:ok, model_names} = AiFlow.Ollama.list_models(short: true)
{:ok,
  %Req.Response{
    status: 200,
    headers: %{...},
    body: %{
      "models" =>  [
        %{
          ...,
          "model" => "custom:latest",
          "name" => "custom1:latest",
          "size" => 669615493
          ...
        },
        %{
          ...,
          "model" => "mxbai-embed-large:latest",
          "name" => "mxbai-embed-large:latest",
          "size" => 669615493
        },
      ]
    },
    ...
  }}

# Enable debug logging
AiFlow.Ollama.list_models(debug: true)
22:31:17.759 [debug] Ollama :get list_models request: URL=http://127.0.0.1:11434/api/tags, Body=nil
22:31:17.786 [debug] Ollama show_model response: Status=200, Body=%{"models" => [%{"details" => %{"families" => ["llama"], "family" => "llama", "format" => "gguf", "parameter_size" => "8.0B", "parent_model" => "", "quantization_level" => "Q4_K_M"}
{:ok,
[
  %{
    ...,
    "model" => "custom:latest",
    "name" => "custom1:latest",
    "size" => 669615493,
    ...
  },
  %{
    ...,
    "model" => "mxbai-embed-large:latest",
    "name" => "mxbai-embed-large:latest",
    "size" => 669615493,
    ...
  },
]}

  



    

  
    
      
    
    
      list_models!(opts \\ [])



        
          
        

    

  


  

      

          @spec list_models!(keyword()) :: list() | term()


      


Lists available local models, raising on error.
Similar to list/1, but returns the result directly or raises an AiFlow.Ollama.Error.
Parameters
	opts: Keyword list of options (same as list/1).

Returns
	list() or term(): The list of models or processed response based on options.
	Error.t(): An error struct if the request fails.

Examples
models = AiFlow.Ollama.Model.list!()
model_names = AiFlow.Ollama.Model.list!(short: true, field: "name")

  



    

  
    
      
    
    
      list_running_models(opts \\ [])



        
          
        

    

  


  

      

          @spec list_running_models(keyword()) ::
  {:ok, list() | term()} | {:error, AiFlow.Ollama.Error.t()}


      


Lists running models.
Fetches a list of models that are currently loaded and running.
Parameters
	opts: Keyword list of options:	:debug (boolean): Enables debug logging (default: false).
	:retries (integer): Number of retry attempts for failed requests (default: 0).
	:short (boolean): If true, processes the response to extract a specific part. (default: true).
	:field (String.t()): When :short is true, specifies the field to extract.                   Commonly `"models"` for the list of running model objects. (default: `{:body, "models"}`).




Returns
	{:ok, list()}: A list of running model information maps when :short is true.
	{:ok, term()}: The processed response based on :short and :field options.
	{:error, Error.t()}: An error struct if the request fails.

Examples
# Get the empty list of running models
AiFlow.Ollama.Model.list_running_models()
{:ok, []}

# Get the list of running models
AiFlow.Ollama.load_model("llama3.1")
AiFlow.Ollama.Model.list_running_models()
{:ok,
  [
    %{
      "details" => %{...},
      "model" => "llama3.1:latest",
      "name" => "llama3.1:latest",
      "size" => 6450833408,
      ...
    }
  ]}

# Enable debug logging
AiFlow.Ollama.Model.list_running_models(debug: true)
23:24:15.850 [debug] Ollama :get list_running_models request: URL=http://127.0.0.1:11434/api/ps, Body=nil
23:24:15.850 [debug] Ollama list_running_models response: Status=200, Body=%{"models" => [%{"details" => %{"families" => ["llama"], "family" => "llama", "format" => "gguf", "parameter_size" => "8.0B", "parent_model" => "", "qu...
{:ok,
  [
    %{
      "details" => %{...},
      "model" => "llama3.1:latest",
      "name" => "llama3.1:latest",
      "size" => 6450833408,
      ...
    }
  ]}

# Show the entire response
AiFlow.Ollama.Model.list_running_models(short: false)
{:ok,
  %Req.Response{
    status: 200,
    headers: %{...},
    body: %{
      "models" => [
        %{
          "details" => %{....},
          "model" => "llama3.1:latest",
          "name" => "llama3.1:latest",
          "size" => 6450833408,
          ...
        }
      ]
    },
    ...
  }}


# Show a specific response field
AiFlow.Ollama.Model.list_running_models(field: :status)
{:ok, 200}

  



    

  
    
      
    
    
      list_running_models!(opts \\ [])



        
          
        

    

  


  

      

          @spec list_running_models!(keyword()) :: list() | term() | AiFlow.Ollama.Error.t()


      


Lists running models, raising on error.
Similar to list_running_models/1, but returns the result directly or raises an AiFlow.Ollama.Error.
Parameters
	opts: Keyword list of options (same as list_running_models/1).

Returns
	list() or term(): The list of running models or processed response based on options.
	Error.t(): An error struct if the request fails.

Examples
running_models = AiFlow.Ollama.Model.list_running_models!()

  



    

  
    
      
    
    
      load_model(model, opts \\ [])



        
          
        

    

  


  

      

          @spec load_model(
  String.t(),
  keyword()
) :: {:ok, term()} | {:error, AiFlow.Ollama.Error.t()}


      


Loads a model into memory.
Ensures a model is loaded into the Ollama server's memory, which can speed up
subsequent requests.
Parameters
	model: The name of the model to load (string).
	opts: Keyword list of options:	:debug (boolean): Enables debug logging (default: false).
	:retries (integer): Number of retry attempts for failed requests (default: 0).
	:short (boolean): If false, returns the raw %Req.Response{}. (default: true).
	:field (String.t()): When :short is true, specifies the field to extract. (default: :status).



Returns
	{:ok, term()}: Indicates successful load or contains status information.
	{:error, Error.t()}: An error struct if the request fails.

Examples
  # Load a model
  AiFlow.Ollama.Model.load_model("llama3.1")
  # => {:ok, 200}
  # Load with debug logging
  AiFlow.Ollama.Model.load_model("llama3.1", debug: true)
  23:28:14.329 [debug] Ollama :post load_model request: URL=http://127.0.0.1:11434/api/generate, Body=%{stream: false, prompt: "", model: "llama3.1"}
  23:28:14.360 [debug] Ollama load_model response: Status=200, Body=%{"created_at" => "2025-07-29T18:28:14.360732866Z", "done" => true, "done_reason" => "load", "model" => "llama3.1", "response" => ""}
  # => {:ok, 200}
  AiFlow.Ollama.Model.load_model("llama3.1", short: false)
  {:ok,
%Req.Response{
  status: 200,
  headers: %{...},
  body: %{
    "model" => "llama3.1",
    ...
  },
  ...
}}
  # Show a specific response field
  AiFlow.Ollama.Model.load_model("llama3.1", field: :status)
  # => {:ok, 200}

  



    

  
    
      
    
    
      load_model!(model, opts \\ [])



        
          
        

    

  


  

      

          @spec load_model!(
  String.t(),
  keyword()
) :: term() | AiFlow.Ollama.Error.t()


      


Loads a model, raising on error.
Similar to load_model/2, but returns the result directly or raises an AiFlow.Ollama.Error.
Parameters
	model: The name of the model to load (string).
	opts: Keyword list of options (same as load_model/2).

Returns
	term(): Indicates successful load or contains status information.
	Error.t(): An error struct if the request fails.

Examples
AiFlow.Ollama.Model.load_model!("llama3.1")
200

  



    

  
    
      
    
    
      pull_model(name, opts \\ [])



        
          
        

    

  


  

      

          @spec pull_model(
  String.t(),
  keyword()
) :: {:ok, term()} | {:error, AiFlow.Ollama.Error.t()}


      


Pulls a model from a remote registry.
Downloads a model from the Ollama library or another registry to the local machine.
This function handles streaming responses from the API.
Parameters
	name: The name of the model to pull (string).
	opts: Keyword list of options:	:debug (boolean): Enables debug logging (default: false).
	:retries (integer): Number of retry attempts for failed requests (default: 0).
	:stream (boolean): Whether to request a streaming response (default: true).
	:short (boolean): If false, returns the raw response (default: true).
	:field (String.t()): When :short is true, specifies the field to extract (default: :status).
	:display (boolean): If true, displays a progress bar during pull (default: true).



Returns
	{:ok, term()}: Typically :success or a map with status information when the pull completes.
	{:error, Error.t()}: An error struct if the request fails or is interrupted.

Examples
# Pull a model
AiFlow.Ollama.Model.pull_model("llama3.1")
📥 Pulling model: llama3.1
{:ok, 200}

AiFlow.Ollama.Model.pull_model("llama3.1", display: false)
{:ok, 200}

# Pull with debug logging
{:ok, _} = AiFlow.Ollama.Model.pull_model("llama3.1", debug: true)
iex(6)> AiFlow.Ollama.Model.pull_model("llama3.1", debug: true)
📥 Pulling model: llama3.1
23:06:57.489 [debug] Ollama :post pull_model request: URL=http://127.0.0.1:11434/api/pull, Body=%{name: "llama3.1", stream: true}
23:06:58.110 [debug] Ollama generate_embeddings_legacy response: Status=200, Body="{"status":"pulling manifest"}
{"status":"pulling 667b0c1932bc","digest":"sha256:667b0c1932bc6ffc593ed1d03f895bf2dc8dc6df21db3042284...
{:ok, 200}

# Show the entire response
AiFlow.Ollama.Model.pull_model("llama3.1", short: false)
{:ok,
  %Req.Response{
    status: 200,
    headers: %{...},
    body: "{"status":"pulling manifest"}
{"status":"pulling...",
    ...
  }}

# Show a specific response field
AiFlow.Ollama.Model.pull_model("llama3.1", field: :body)
{:ok, "{"status":"pulling manifest"}
{"status":"pulling..."}

  



    

  
    
      
    
    
      pull_model!(name, opts \\ [])



        
          
        

    

  


  

      

          @spec pull_model!(
  String.t(),
  keyword()
) :: term() | AiFlow.Ollama.Error.t()


      


Pulls a model, raising on error.
Similar to pull_model/2, but returns the result directly or raises an AiFlow.Ollama.Error.
Parameters
	name: The name of the model to pull (string).
	opts: Keyword list of options (same as pull_model/2).

Returns
	term(): The result of the pull operation.
	Error.t(): An error struct if the request fails or is interrupted.

Examples
AiFlow.Ollama.Model.pull_model!("llama3.1")

  



    

  
    
      
    
    
      push_model(name, opts \\ [])



        
          
        

    

  


  

      

          @spec push_model(
  String.t(),
  keyword()
) :: {:ok, :success | term()} | {:error, AiFlow.Ollama.Error.t()}


      


Pushes a model to a remote registry.
Uploads a locally available model to the Ollama library or another registry.
Parameters
	name: The name of the model to push (string).
	opts: Keyword list of options:	:debug (boolean): Enables debug logging (default: false).
	:retries (integer): Number of retry attempts for failed requests (default: 0).
	:stream (boolean): Whether to request a streaming response (default: true).
	:short (boolean): If false, attempts to return the raw %Req.Response{}. (default: true).
	:field (String.t()): When :short is true, specifies the field to extract. (default: :body).



Returns
	{:ok, term()}: Indicates successful push or contains status information.
	{:error, Error.t()}: An error struct if the request fails.

Examples
# Push a wrong model
AiFlow.Ollama.Model.push_model("my-model")
{:ok,
  [
    %{"status" => "retrieving manifest"},
    %{"status" => "couldn't retrieve manifest"},
    %{
      "error" => "open .ollama/models/manifests/registry.ollama.ai/library/my-model/latest: no such file or directory"
    }
  ]}

  



    

  
    
      
    
    
      push_model!(name, opts \\ [])



        
          
        

    

  


  

      

          @spec push_model!(
  String.t(),
  keyword()
) :: term() | AiFlow.Ollama.Error.t()


      


Pushes a model, raising on error.
Similar to push_model/2, but returns the result directly or raises an AiFlow.Ollama.Error.
Parameters
	name: The name of the model to push (string).
	opts: Keyword list of options (same as push_model/2).

Returns
	term(): Indicates successful push or contains status information.
	Error.t(): An error struct if the request fails or is interrupted.

Examples
  # Push a wrong model
  AiFlow.Ollama.Model.push_model!("my-model")
  [
%{"status" => "retrieving manifest"},
%{"status" => "couldn't retrieve manifest"},
%{
  "error" => "open .ollama/models/manifests/registry.ollama.ai/library/my-model/latest: no such file or directory"
}
  ]

  



    

  
    
      
    
    
      show_model(name, opts \\ [])



        
          
        

    

  


  

      

          @spec show_model(
  String.t(),
  keyword()
) :: {:ok, map() | term()} | {:error, AiFlow.Ollama.Error.t()}


      


Shows detailed information about a specific model.
Retrieves detailed configuration and metadata for a given model name.
Parameters
	name: The name of the model (string).
	opts: Keyword list of options:	:debug (boolean): Enables debug logging (default: false).
	:retries (integer): Number of retry attempts for failed requests (default: 0).
	:short (boolean): If false, returns the raw %Req.Response{}. (default: true).
	:field (String.t()): When :short is true, specifies the field to extract from                   the response body. (default: `"model"` - the entire response body is the model info).




Returns
	{:ok, map()}: A map containing detailed information about the model when :short is true.
	{:ok, term()}: The processed response based on :short and :field options.
	{:error, Error.t()}: An error struct if the request fails.

Examples
# Get full model details
AiFlow.Ollama.Model.show_model("llama3.1")
{:ok,
  %{
    "families" => ["llama"],
    "family" => "llama",
    "format" => "gguf",
    "parameter_size" => "8.0B",
    "parent_model" => "",
    "quantization_level" => "Q4_K_M"
  }}

# Enable debug logging
{:ok, _} = AiFlow.Ollama.Model.show_model("llama3.1", debug: true)
22:33:22.461 [debug] Ollama :post show_model request: URL=http://127.0.0.1:11434/api/show, Body=%{name: "llama3.1"}
22:33:22.506 [debug] Ollama show_model response: Status=200, Body=%{"capabilities" => ["completion", "tools"], "details" => %{"families" => ["llama"], "family" => "llama", "format" => "gguf", "parameter_size" => "8.0B", "parent_model" => "", "quantization_level" => "Q4_K_M"}, ...
{:ok,
  %{
    "families" => ["llama"],
    "family" => "llama",
    "format" => "gguf",
    "parameter_size" => "8.0B",
    "parent_model" => "",
    "quantization_level" => "Q4_K_M"
  }}

# Get raw HTTP response
AiFlow.Ollama.Model.show_model("llama3.1", short: false)
{:ok,
  %Req.Response{
    status: 200,
    headers: %{...},
    body: %{
      "capabilities" => ["completion", "tools"],
      "details" => %{
        "families" => ["llama"],
        "family" => "llama",
        "format" => "gguf",
        "parameter_size" => "8.0B",
        "parent_model" => "",
        "quantization_level" => "Q4_K_M"
      },
    ...}}

# Extract a specific field from the model info (e.g., license)
{:ok, license_text} = AiFlow.Ollama.Model.show_model("llama3.1", short: true, field: {:body, "capabilities"})
{:ok, ["completion", "tools"]}

  



    

  
    
      
    
    
      show_model!(name, opts \\ [])



        
          
        

    

  


  

      

          @spec show_model!(
  String.t(),
  keyword()
) :: map() | term() | AiFlow.Ollama.Error.t()


      


Shows detailed information about a specific model, raising on error.
Similar to show_model/2, but returns the result directly or raises an AiFlow.Ollama.Error.
Parameters
	name: The name of the model (string).
	opts: Keyword list of options (same as show_model/2).

Returns
	map() or term(): The model information map or processed response based on options.
	Error.t(): An error struct if the request fails.

Examples
AiFlow.Ollama.Model.show_model!("llama3.1", short: true, field: "license")
["LLAMA 3.1 COMMUNITY LICENSE AGREEMENT",
 "Llama 3.1 Version Release Date: July 23, 2024",
 "“Agreement” means the terms and conditions for use, reproduction, distribution and modification of the",
 "Llama Materials set forth herein.",

  


        

      


  

    
AiFlow.Ollama.TextGeneration 
    



      
Handles text generation requests to the Ollama API using the /api/generate endpoint.
This module provides a simple interface for sending prompts to Ollama and receiving
generated text completions. It supports standard {:ok, result} | {:error, reason}
return patterns as well as raising variants (!). It integrates with the shared
AiFlow.Ollama.HTTPClient for consistent error handling, logging, retries, and
response formatting via :short and :field options.
Features
	Generate text completions from prompts.
	Support for specifying different Ollama models.
	Automatic model pulling if a model is not found.
	Standard and raising function variants.
	Configurable response formatting with :short and :field options.
	Debug logging and retry mechanisms.

Examples
# Basic text generation
{:ok, response} = AiFlow.Ollama.TextGeneration.query("Why is the sky blue?")

# Specify a model
{:ok, response} = AiFlow.Ollama.TextGeneration.query("Write a haiku", model: "llama3.1")

# Get the full API response
{:ok, full_response} = AiFlow.Ollama.TextGeneration.query("Hello!", short: false)
# full_response is %{"model" => "...", "response" => "...", "done" => true, ...}

# Extract a specific field from the API response
{:ok, model_name} = AiFlow.Ollama.TextGeneration.query("Hello!", short: false, field: "model")

# Use raising variant
response = AiFlow.Ollama.TextGeneration.query!("What is Elixir?")

# Enable debug logging
{:ok, _} = AiFlow.Ollama.TextGeneration.query("Debug this", debug: true)

      


      
        Summary


  
    Functions
  


    
      
        query(prompt, opts \\ [])

      


        Sends a prompt to the Ollama API to generate a text completion.



    


    
      
        query!(prompt, opts \\ [])

      


        Sends a prompt to generate a completion, raising an exception on error.



    





      


      
        Functions

        


    

  
    
      
    
    
      query(prompt, opts \\ [])



        
          
        

    

  


  

      

          @spec query(
  String.t(),
  keyword()
) :: {:ok, term()} | {:error, AiFlow.Ollama.Error.t()}


      


Sends a prompt to the Ollama API to generate a text completion.
This function makes a POST request to the /api/generate endpoint. If the specified
model is not found, it will automatically attempt to pull the model and retry the request.
Parameters
	prompt: The input text prompt to send to the model (string).
	opts: Keyword list of options:	:model (string): The Ollama model to use (defaults to the model configured in AiFlow.Ollama.Config).
	:debug (boolean): If true, logs detailed debug information about the request and response (default: false).
	:retries (non_neg_integer): Number of times to retry the request on failure (default: 0).
	:short (boolean): Controls the format of the returned response.	true (default): Returns the generated text content (from the "response" field).
	false: Returns the full JSON response map from the Ollama API.


	:field (String.t()): When :short is true, specifies which field from the API response                   to extract and return. If `:short` is `false`, this option is typically
                   ignored by `HTTPClient.handle_response/4` (default: `{:body, "response"}`).




Returns
	{:ok, term()}: The value of the specified :field from the API response when :short is true.
	{:error, Error.t()}: An error struct if the request fails (network error, API error, etc.).

Examples
  # Generate a completion for a prompt
  {:ok, response_text} = AiFlow.Ollama.TextGeneration.query("Explain quantum computing in simple terms.")
  # response_text is a string like "Quantum computing is a type of computing that uses..."
  # Use a specific model
  {:ok, response_text} = AiFlow.Ollama.TextGeneration.query("Write a poem", model: "mistral")
  # Get the full API response including metadata
  {:ok, full_api_response} = AiFlow.Ollama.TextGeneration.query("Hello!", short: false)
  # full_api_response is a map like:
  # %{
  #   "model" => "llama3.1",
  #   "created_at" => "2023-08-04T19:22:45.499127Z",
  #   "response" => "Hello! How can I assist you today?",
  #   "done" => true,
  #   "context" => [1, 2, 3, ...], # (if keep_alive or context was used)
  #   "total_duration" => 1234567890,
  #   "load_duration" => 543210987,
  #   ...
  # }
  # Extract a specific field from the API response (e.g., the model name used)
  {:ok, model_used} = AiFlow.Ollama.TextGeneration.query("Hi", short: false, field: "model")
  # model_used is "llama3.1"
  # Extract a different field from the main response content when short=true (less common for /api/generate)
  # This would depend on the structure of the "response" field if it were JSON, which it usually isn't for /api/generate.
  # More commonly, you'd use short: false, field: "model" as above.
  # Enable debug logging to see the raw request and response
  {:ok, _} = AiFlow.Ollama.TextGeneration.query("Debug me", debug: true)
  # This will log details like:
  # [debug] Sending request to http://localhost:11434/api/generate
  # [debug] Request body: %{...}
  # [debug] Ollama query response: Status=200, Body=%{...}
  # Handle a potential model not found error (will trigger auto-pull if configured in HTTPClient)
  case AiFlow.Ollama.TextGeneration.query("Hello", model: "non-existent-model") do
{:ok, response} ->
  IO.puts("Response: #{response}")
{:error, %AiFlow.Ollama.Error{type: :http, status: 404}} ->
  IO.puts("Model not found, check if auto-pull is working or pull manually.")
{:error, error} ->
  IO.puts("An error occurred: #{inspect(error)}")
  end

  



    

  
    
      
    
    
      query!(prompt, opts \\ [])



        
          
        

    

  


  

      

          @spec query!(
  String.t(),
  keyword()
) :: term() | AiFlow.Ollama.Error.t()


      


Sends a prompt to generate a completion, raising an exception on error.
This function behaves identically to query/2, but instead of returning
{:error, Error.t()}, it raises a RuntimeError (or the specific error type
handled by HTTPClient.handle_result/2) if the request fails.
Parameters
	prompt: The input text prompt to send to the model (string).
	opts: Keyword list of options (same as query/2).

Returns
	String.t() or term(): The generated text completion or processed response based on :short/:field.
	Error.t(): An error struct if the request fails.

Examples
  # Successful generation
  AiFlow.Ollama.TextGeneration.query!("What are the benefits of using Elixir?")
  ["Elixir is a modern, dynamic language that runs on the Erlang VM (BEAM), and it has several benefits when compared to other programming languages. Here are some of the key advantages of using Elixir:",..
  # Raise on API error
  # response_text = AiFlow.Ollama.TextGeneration.query!("...", model: "invalid-model")
  nil
  # Get full response and raise on error
  full_response = AiFlow.Ollama.TextGeneration.query!("Hello!", short: false)

  


        

      


  

    
AiFlow.Ollama.Error exception
    



      
Defines an error structure and helper functions for handling errors in the AiFlow.Ollama module.
This module provides a consistent way to represent and handle errors that occur during interactions
with the Ollama API, such as HTTP request failures, file operation errors, invalid inputs, or server
issues. Errors are categorized by type (e.g., :http, :network, :file, :invalid), and each
error includes a human-readable message for better debugging and user feedback.
Error Structure
The %Error{} struct contains:
	type: An atom indicating the error category (:http, :network, :file, :invalid, :pull, :server, :client, :unknown).
	reason: The underlying cause of the error (e.g., HTTP status, file error code, or custom term).
	message: A human-readable description of the error.
	status: An optional HTTP status code (for :http errors).

Examples
iex> AiFlow.Ollama.Error.invalid("Digest must be a valid SHA256 hash")
%AiFlow.Ollama.Error{
  type: :invalid,
  reason: :invalid_input,
  message: "Digest must be a valid SHA256 hash",
  status: nil
}

iex> AiFlow.Ollama.Error.http(404, "Not found")
%AiFlow.Ollama.Error{
  type: :http,
  reason: :not_found,
  message: "HTTP request failed with status 404: Not found",
  status: 404
}

iex> error = AiFlow.Ollama.Error.file(:enoent)
iex> AiFlow.Ollama.Error.to_string(error)
"File operation failed: file not found"

      


      
        Summary


  
    Types
  


    
      
        error_reason()

      


    


    
      
        error_type()

      


    


    
      
        t()

      


    





  
    Functions
  


    
      
        client(reason)

      


        Creates an error for client-related issues.



    


    
      
        file(reason)

      


        Creates an error for file-related issues.



    


    
      
        http(status, reason)

      


        Creates an error for HTTP-related issues.



    


    
      
        invalid(message)

      


        Creates an error for invalid input parameters.



    


    
      
        network(reason)

      


        Creates an error for network-related issues.



    


    
      
        pull(reason)

      


        Creates an error for pull operation issues (e.g., pulling a model from the Ollama API).



    


    
      
        raise_error(operation, arg2)

      


        Raises an error with a formatted message based on the operation and error struct.



    


    
      
        server(reason)

      


        Creates an error for server-related issues.



    


    
      
        to_string(arg1)

      


        Converts an error struct to a string for logging or display.



    


    
      
        unknown(reason)

      


        Creates an error for unknown or uncategorized issues.
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      error_reason()



        
          
        

    

  


  

      

          @type error_reason() ::
  {:http_error, integer(), term()}
  | :timeout
  | :conn_refused
  | :enoent
  | :eacces
  | :invalid_input
  | term()


      



  



  
    
      
    
    
      error_type()



        
          
        

    

  


  

      

          @type error_type() ::
  :http | :network | :file | :invalid | :pull | :server | :client | :unknown


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %AiFlow.Ollama.Error{
  __exception__: true,
  message: String.t(),
  reason: error_reason(),
  status: integer() | nil,
  type: error_type()
}


      



  


        

      

      
        Functions

        


  
    
      
    
    
      client(reason)



        
          
        

    

  


  

      

          @spec client(term()) :: t()


      


Creates an error for client-related issues.
Parameters
	reason: A term describing the client error.

Returns
	%Error{} with type: :client and a formatted message.

Examples
iex> AiFlow.Ollama.Error.client("Internal client error")
%AiFlow.Ollama.Error{
  type: :client,
  reason: "Internal client error",
  message: "Client error: Internal client error",
  status: nil
}

  



  
    
      
    
    
      file(reason)



        
          
        

    

  


  

      

          @spec file(term()) :: t()


      


Creates an error for file-related issues.
Parameters
	reason: An atom or term representing the file error (e.g., :enoent, :eacces).

Returns
	%Error{} with type: :file and a formatted message.

Examples
iex> AiFlow.Ollama.Error.file(:enoent)
%AiFlow.Ollama.Error{
  type: :file,
  reason: :enoent,
  message: "File operation failed: file not found",
  status: nil
}
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          @spec http(integer(), term()) :: t()


      


Creates an error for HTTP-related issues.
Parameters
	status: An integer representing the HTTP status code (e.g., 404, 500).
	reason: A term describing the HTTP error (e.g., "Not found", :bad_request).

Returns
	%Error{} with type: :http, the provided status, and a formatted message.

Examples
iex> AiFlow.Ollama.Error.http(404, "Not found")
%AiFlow.Ollama.Error{
  type: :http,
  reason: :not_found,
  message: "HTTP request failed with status 404: Not found",
  status: 404
}
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          @spec invalid(String.t()) :: t()


      


Creates an error for invalid input parameters.
Parameters
	message: A string describing the invalid input.

Returns
	%Error{} with type: :invalid, reason: :invalid_input, and the provided message.

Examples
iex> AiFlow.Ollama.Error.invalid("Digest must be a valid SHA256 hash")
%AiFlow.Ollama.Error{
  type: :invalid,
  reason: :invalid_input,
  message: "Digest must be a valid SHA256 hash",
  status: nil
}
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          @spec network(term()) :: t()


      


Creates an error for network-related issues.
Parameters
	reason: A term describing the network error (e.g., :timeout, :conn_refused).

Returns
	%Error{} with type: :network and a formatted message.

Examples
iex> AiFlow.Ollama.Error.network(:timeout)
%AiFlow.Ollama.Error{
  type: :network,
  reason: :timeout,
  message: "Network error: timeout",
  status: nil
}
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          @spec pull(term()) :: t()


      


Creates an error for pull operation issues (e.g., pulling a model from the Ollama API).
Parameters
	reason: A term describing the pull error.

Returns
	%Error{} with type: :pull and a formatted message.

Examples
iex> AiFlow.Ollama.Error.pull("Model not found")
%AiFlow.Ollama.Error{
  type: :pull,
  reason: "Model not found",
  message: "Pull operation failed: Model not found",
  status: nil
}
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          @spec raise_error(atom(), t()) :: no_return()


      


Raises an error with a formatted message based on the operation and error struct.
Parameters
	operation: An atom representing the operation that failed (e.g., :check_blob, :create_blob).
	error: An %Error{} struct containing error details.

Raises
	Raises an %AiFlow.Ollama.Error{} with a formatted message.

Examples
iex> error = AiFlow.Ollama.Error.invalid("Invalid digest")
iex> AiFlow.Ollama.Error.raise_error(:check_blob, error)
** (AiFlow.Ollama.Error) check_blob failed: Invalid digest

iex> error = AiFlow.Ollama.Error.http(500, "Server error")
iex> AiFlow.Ollama.Error.raise_error(:create_blob, error)
** (AiFlow.Ollama.Error) create_blob failed: HTTP request failed with status 500: Server error
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          @spec server(term()) :: t()


      


Creates an error for server-related issues.
Parameters
	reason: A term describing the server error.

Returns
	%Error{} with type: :server and a formatted message.

Examples
iex> AiFlow.Ollama.Error.server("Internal server error")
%AiFlow.Ollama.Error{
  type: :server,
  reason: "Internal server error",
  message: "Server error: Internal server error",
  status: nil
}
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          @spec to_string(t()) :: String.t()


      


Converts an error struct to a string for logging or display.
Parameters
	error: An %Error{} struct.

Returns
	A string representing the error's message.

Examples
iex> error = AiFlow.Ollama.Error.file(:enoent)
iex> AiFlow.Ollama.Error.to_string(error)
"File operation failed: file not found"
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          @spec unknown(term()) :: t()


      


Creates an error for unknown or uncategorized issues.
Parameters
	reason: A term describing the unknown error.

Returns
	%Error{} with type: :unknown and a formatted message.

Examples
iex> AiFlow.Ollama.Error.unknown(:unexpected_error)
%AiFlow.Ollama.Error{
  type: :unknown,
  reason: :unexpected_error,
  message: "Unknown error: unexpected_error",
  status: nil
}
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