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    README

Algebrica is a free, ad-free, university-level mathematics knowledge base. This repository hosts the source content of the entries published on the site, released progressively in Markdown format and reusable under a non-commercial license.
About the content
Each entry on Algebrica is written from scratch, drawing on a broad range of sources: university textbooks, lecture notes, and reference works in mathematics. The selection, structure, and presentation of the material are shaped by an engineering background.
Where sources differ in notation or emphasis, they are compared and reconciled, then reorganised into a single coherent flow that follows a deliberate, logical progression. The resulting content is original: each entry is an independent exposition, built from the ground up to be accurate while remaining clear for the intended reader.
The editorial aim is to reduce without distorting. University sources are often dense by necessity, and part of the work is finding what can be made more direct without losing precision.
Editorial process
The process is iterative. A page that seems complete may be revisited as adjacent entries develop, and inconsistencies in notation or depth often prompt further revision. Entries are progressively released and updated here on GitHub.
To increase transparency, I am also documenting the editorial process and revising content to improve accuracy and reliability. On some pages a quality indicator is now visible, including a GPTZero score (no affiliation), as an additional signal of transparency. The score, expressed as a percentage, represents the system’s level of confidence that the content is human. For example, a score of 92% means that the text is considered human with 92% confidence.
Since I am not a native English speaker, I also rely on Grammarly (no affiliation) to support the proofreading of the texts.
Repository structure
In the Algebrica GitHub repository I’m progressively releasing not only all the entries in Markdown format, but also all the diagrams and illustrations as open and fully editable SVG files to improve the accessibility and reusability of the content.
The SVG images can be freely modified, reused, and adapted for educational purposes, making the graphical structure of the entries fully inspectable and portable alongside the text itself.
Example page
License
Content is released under Creative Commons Attribution-NonCommercial 4.0 (CC BY-NC 4.0). It can be reused for non-commercial purposes, with attribution.
Links
	Website: algebrica.org
	X: @antoniolupetti



  

    License

Algebrica — Content License
All content on Algebrica (https://algebrica.org), including text, explanations, and original materials, is licensed under the Creative Commons Attribution-NonCommercial 4.0 International License (CC BY-NC 4.0). You are free to:
	Share — copy and redistribute the material in any medium or format
	Adapt — remix, transform, and build upon the material

Under the following terms:
	Attribution — You must give appropriate credit, provide a link to the source, and indicate if changes were made.
	NonCommercial — You may not use the material for commercial purposes.

Full license text available at:
https://creativecommons.org/licenses/by-nc/4.0/


  

    Absolute value

Source: algebrica.org — CC BY-NC 4.0
https://algebrica.org/absolute-value/
Definition
The absolute value of a number represents its distance from zero on the number line, without considering its sign. It tells us how far a number is from zero, whether it's positive or negative, and is always a non-negative quantity.  The absolute value is written using vertical bars like this, $|x|$, and is defined as follows:
|x| =
\begin{cases}
+x & \text{if } x \geq 0 \\[0.5em]
-x & \text{if } x < 0
\end{cases}
 \quad
\forall \; x \in \mathbb{R}
For example, $|5| = 5$, and $|-6| = -(-6) = 6$. This means the expression $f(x) := |x|$, with $x \in \mathbb{R}$, defines a function $f: \mathbb{R} \rightarrow \mathbb{R}$, whose image is $f(\mathbb{R}) = [0, +\infty)$.

The absolute value function assigns to each real number its distance from zero on the real line. This means that negative numbers are mapped to their positive counterparts, while positive numbers remain unchanged, since distance is always non-negative.
More generally, the absolute value expression $|x - a|$ can be interpreted as the distance between the point $x$ and the point $a$ on the number line. We have:
|x-a| = |a-x|
For instance, the distance between $x = 3$ and $a = 7$ is $|3 - 7| = |-4| = 4$, which equals $|7 - 3| = |4| = 4$, confirming that distance is symmetric.

The absolute value of a number $|x|$ can also be represented using the sign function $\operatorname{sgn}(x)$, as:
|x| = x \cdot \operatorname{sgn}(x)
Indeed, the sign function is defined as:
\operatorname{sgn}(x) =
\begin{cases}
-1 & \text{if } x < 0 \\[0.5em]
0 & \text{if } x = 0 \\[0.5em]
1 & \text{if } x > 0
\end{cases}
Multiplying $x$ by $\operatorname{sgn}(x)$ ensures that the result is always non-negative, as required by the definition of the absolute value. Specifically:
	If $x > 0$, then $\operatorname{sgn}(x) = 1$ and $x \cdot \operatorname{sgn}(x) = x$.
	If $x < 0$, then $\operatorname{sgn}(x) = -1$ and $x \cdot \operatorname{sgn}(x) = -x$.
	If $x = 0$, then $\operatorname{sgn}(x) = 0$ and $x \cdot \operatorname{sgn}(x) = 0$.


Properties
The absolute value of a number equals the absolute value of its opposite. This follows directly from the definition: whether one starts from a positive or a negative value, the distance from the origin is the same. For instance, $|3| = |-3| = 3$.
|x| = |-x| \quad \forall \, x \in \mathbb{R}

The absolute value of a product equals the product of the absolute values. This property extends naturally to any finite number of factors: $|x_1 \cdot x_2 \cdots x_n| = |x_1| \cdot |x_2| \cdots |x_n|$. As a special case, taking $x = y$ gives $|x^2| = |x|^2$, which is consistent with the fact that squares are always non-negative.
|x \cdot y| = |x| \cdot |y| \quad \forall \, x, y \in \mathbb{R}

Two real numbers have equal absolute values if and only if they are either equal or opposite. Geometrically, $|x| = |y|$ means that $x$ and $y$ lie at the same distance from the origin on the real line, which is precisely the case when $x = y$ or $x = -y$.
|x| = |y| \iff x = \pm y \quad \forall \, x, y \in \mathbb{R}

The comparison of absolute values is equivalent to the comparison of squares. This holds because both $|x|$ and $|y|$ are non-negative, and for non-negative numbers the squaring function is strictly increasing: $a \leq b \iff a^2 \leq b^2$ whenever $a, b \geq 0$. The equivalence $|x|^2 = x^2$ then completes the argument.
|x| \leq |y| \iff x^2 \leq y^2 \quad \forall \, x, y \in \mathbb{R}

The absolute value of a quotient equals the quotient of the absolute values, provided the denominator is non-zero. This is a direct consequence of the multiplicative property: writing $x/y = x \cdot y^{-1}$ and applying $|x \cdot y^{-1}| = |x| \cdot |y^{-1}| = |x|/|y|$.
\left| \frac{x}{y} \right| = \frac{|x|}{|y|} \quad \forall \, x, y \in \mathbb{R},\\ y \ne 0

The principal square root of $x^2$ is the absolute value of $x$, not $x$ itself. Since the square root symbol denotes the non-negative root, one has $\sqrt{x^2} = x$ only when $x \geq 0$, and $\sqrt{x^2} = -x$ when $x < 0$. Writing $\sqrt{x^2} = x$ without qualification is a common error, valid solely for non-negative values.
\sqrt{x^2} = |x| \quad \forall \, x \in \mathbb{R}
The properties listed here are the foundation for solving equations with absolute value and inequalities with absolute value.


Triangle inequality
The triangle inequality represents a fundamental property of the absolute value on the real line. For any numbers $a, b \in \mathbb{R}$, the following inequality holds:
|a + b| \le |a| + |b|
The inequality states that the distance of the sum $a + b$ from zero cannot exceed the sum of the individual distances of $a$ and $b$. Equality holds when both numbers have the same sign or when at least one of them is zero. When their signs differ and both are nonzero, partial cancellation occurs, resulting in a strict inequality.

To prove the inequality, we consider all possible sign configurations of $a$ and $b$. We have:
\begin{align}
(1)\quad & a \ge 0 \quad b \ge 0 \\\\
(2)\quad & a \le 0 \quad b \le 0 \\\\
(3)\quad & a \ge 0 \quad b \le 0 \\\\
(4)\quad & a \le 0 \quad b \ge 0
\end{align}
In case $(1)$ we have $a+b \geq 0$:
|a + b| = a + b = |a| + |b|
In case $(2)$ we have $a+b \leq 0$:
|a + b| = -(a + b) = (-a) + (-b) = |a| + |b|
In case $(3)$, since $a \ge 0$ and $b \le 0$, we have $|a| = a$ and $|b| = -b$, and therefore $|a| + |b| = a - b$. We must show that \(|a + b| \le a - b
\)
	When $a + b \ge 0$, we have $|a + b| = a + b \le a - b$, since $b \le 0$.
	When $a + b \le 0$, we obtain $|a + b| = -(a + b) = -a - b \le a - b$, which is equivalent to $-a \le a$, a condition that holds because $a \ge 0$.

In case $(4)$, where $a \le 0$ and $b \ge 0$, the argument is symmetric to case $(3)$ and leads to the same conclusion.

A consequence of the triangle inequality is the reverse triangle inequality. For any $a, b \in \mathbb{R}$:
\bigl||a| - |b|\bigr| \le |a - b|
This tells us that the difference between the distances of $a$ and $b$ from zero cannot exceed the distance between $a$ and $b$ themselves. To see why, apply the triangle inequality to the pair $a = (a - b) + b$:
|a| = |(a - b) + b| \le |a - b| + |b|
which gives $|a| - |b| \le |a - b|$. By symmetry, swapping $a$ and $b$ yields $|b| - |a| \le |a - b|$. Since both $|a| - |b|$ and its negative are bounded by $|a - b|$, we conclude:
\bigl||a| - |b|\bigr| \le |a - b|

The graph of $y= |x|$
The graph of the absolute value function $|x|$ is symmetric with respect to the y-axis. This symmetry implies that the function is even, meaning it satisfies the identity:
|{-x}| = |x| \quad \text{for all } x \in \mathbb{R}

Interpreting absolute value inequalities
An inequality that involves an absolute value expresses a condition about distance on the number line. The notation $|A|$ represents the distance of the quantity $A$ from zero, which is always non-negative. Consider first the inequality:
|A| < k
It tells us that the distance between $A$ and zero is smaller than $k$. As mentioned earlier, geometrically, all numbers that satisfy this inequality are located within an open interval centered at the origin, extending $k$ units to the left and $k$ units to the right. Algebraically, this condition can be rewritten as:
-k < A < k

If instead the inequality is:
|A| > k
the meaning changes completely. In this case, the distance of $A$ from zero exceeds $k$, so the admissible values of $A$ are those lying outside the interval $(−k, k)$. In algebraic terms, the inequality becomes:
A < -k \quad \text{or} \quad A > k
Transformations of this kind are particularly useful when solving inequalities that contain absolute values. By rewriting the condition without the absolute value symbol, the problem is converted into one or more standard inequalities that can be solved using familiar algebraic techniques, such as interval analysis or sign charts.


Absolute value as a norm
The absolute value is not merely a convenient notation for removing signs. It is, more precisely, a norm on $\mathbb{R}$, a function that assigns to each real number a non-negative length, in the same way that a norm on a vector space measures the size of a vector. A norm on a real vector space $V$ is a function $\|\cdot\| : V \to [0, +\infty)$ satisfying three conditions for all $x, y \in V$ and all $\lambda \in \mathbb{R}$:
\|x\| = 0 \iff x = 0
\|\lambda x\| = |\lambda| \cdot \|x\|
\|x + y\| \le \|x\| + \|y\|
The absolute value $|\cdot|$ satisfies all three. The first condition holds by definition, since $|x| = 0$ if and only if $x = 0$. The second follows directly from the multiplicative property $|x \cdot y| = |x| \cdot |y|$, applied with $y = \lambda$. The third is precisely the triangle inequality proved above.
This observation places the absolute value within a broader mathematical structure and clarifies why its properties, in particular the triangle inequality, are not isolated facts but rather specific instances of general principles that reappear throughout analysis and linear algebra.



  

    Binomial Coefficient

Source: algebrica.org — CC BY-NC 4.0
https://algebrica.org/binomial-coefficient/
Introduction
Given two non-negative natural numbers $k$ and $n$, the binomial coefficient denotes the number of ways to combine a specific number of elements $k$ from a larger set of $n$ elements, disregarding the selection order. It is denoted by the notation $n$ choose $k$, and its formula is:
\binom{n}{k} = \begin{cases} \displaystyle\frac{n!}{k!\,(n-k)!} & \text{if}\,0 \leq k
 \leq n \\[6pt] 0 & \text{if}\,k > n \end{cases}
	$n$ represents the number of elements in the set.
	$k$ indicates the number of elements to be selected.
	$n!$ and $(n-k)!$ are two factorials.

For example, to determine the value of the binomial coefficient $\large{4 \choose 2}$, we count the number of pairs that can be formed from a set of four elements. Starting from a generic set $P=(p,q,r,s)$, the number of subsets formed by two elements is six, and they are:
(p,q) \quad (p,r) \quad (p,s) \quad (q,r) \quad (q,s) \quad (r,s)
Unlike permutations, where order matters, the pairs $(p,q)$ and $(q,p)$ describe the same selection and are counted once. The expression $\frac{n!}{(n-k)!}$ counts the ordered selections of $k$ elements from a set of $n$: since order does not matter, each unordered subset is counted $k!$ times, once per arrangement of its elements. Dividing by $k!$ removes the double counting and yields:
\binom{n}{k} = \frac{n!}{(n-k)!} \cdot \frac{1}{k!} = \frac{n!}{k!\,(n-k)!}
The binomial coefficient appears in the binomial theorem, where it gives the coefficients of each term in the expansion of $(a+b)^n$.


Pascal's triangle
Pascal's triangle is a triangular arrangement of binomial coefficients, the coefficients that appear in the expansion of the binomial $(a+b)$ raised to a non-negative integer power $n$. The first row contains only $1$, and each number in the subsequent rows is the sum of the two numbers directly above it. The outermost elements of every row are always 1. Here are the first six rows:
\begin{array}{c}
1  \\\\
1 \quad 1  \\\\
1 \quad 2 \quad 1  \\\\
1 \quad 3 \quad 3 \quad 1  \\\\
1 \quad 4 \quad 6 \quad 4 \quad 1  \\\\
1 \quad 5 \quad 10 \quad 10 \quad 5 \quad 1
\end{array}

Each element in row $n$ and column $k$ corresponds to the binomial coefficient. For example, the number at $n = 4, k = 2$ is:
\binom {4}{2} = \frac{4!}{2!(4 - 2)!} = \frac{4!}{2!2!} = \frac{24}{4} = 6
And indeed, in the fourth row, the third number is 6.

Pascal's Triangle satisfies the recurrence relation which directly follows from the triangle's construction:
\binom{n}{k} = \binom{n - 1}{k - 1} + \binom{n - 1}{k}

Fundamental properties of the binomial coefficient
The edge property of the binomial coefficient expresses a basic rule that appears along the borders of Pascal’s triangle. It states that the coefficients located at the two ends of each row are always equal to one:
\binom{n}{0} = \binom{n}{n} = 1
For any natural number $n$, there is exactly one possible way to choose none of the available elements, and likewise only one way to choose all of them.

The symmetry property is observed when selecting a subset of $k$ elements from a set of $n$ elements, with the number of ways to do this always equal to the number of ways to select the remaining $n-k$ elements. This symmetry is reflected in the equivalence:
\binom{n}{k} = \binom{n}{n-k}
This principle of symmetric selection is not just a theoretical idea, but a practical tool used in various fields. It is particularly useful in probability theory, combinatorics, and statistics, where it helps in calculating probabilities, counting possibilities, and analyzing data.

The additive property of the binomial coefficient establishes a relationship between consecutive binomial coefficients. If we consider the binomial coefficients $\large{n \choose k}$ and $\large{{n \choose k+1}}$, then:
{n \choose k} + {n \choose k+1} = {n+1 \choose k+1}
This property is fundamental in practical applications, as it provides a way to quickly compute the value of the next binomial coefficient, knowing the previous ones. It relies on the definition of the binomial coefficient and its recursive relationship, which allows the expression of a binomial coefficient in terms of preceding binomial coefficients.

The recursive property describes how each binomial coefficient can be derived from those in the previous row of Pascal’s triangle. According to this relationship, every coefficient is obtained as the sum of the two elements positioned directly above it:
\binom{n}{k} = \binom{n-1}{k-1} + \binom{n-1}{k}
This rule provides a recursive definition for the binomial coefficient and explains the additive structure underlying Pascal’s triangle.

Notable identities of the binomial coefficient
Beyond the core properties, the binomial coefficient satisfies a number of deeper identities that appear repeatedly across combinatorics, probability, and analysis. Each of them reflects a structural truth about how counting works.
The row sum identity states that the sum of all binomial coefficients in
row $n$ of Pascal's triangle equals $2^n$:
\sum_{k=0}^{n} \binom{n}{k} = 2^n
One way to see why this is true: consider a set of $n$ elements. Each element can either be included in a subset or not, giving two independent choices per element. The total number of subsets is therefore $2^n$, and since $\binom{n}{k}$ counts the subsets of exactly $k$ elements, summing over all possible values of $k$ from $0$ to $n$ recovers the same count.

The alternating sum identity is a close relative of the row sum, but with alternating signs:
\sum_{k=0}^{n} (-1)^k \binom{n}{k} = 0
This follows directly from evaluating the binomial theorem at $a = 1$ and $b = -1$. The result reflects a symmetry between subsets of even and odd size: for any $n \geq 1$, there are exactly as many even-sized subsets of an $n$-element set as there are odd-sized ones.

The Vandermonde identity describes what happens when two independent selections are combined into a single one. Given two disjoint groups of $m$ and $n$ elements respectively, the number of ways to choose $r$ elements from the combined group equals:
\binom{m+n}{r} = \sum_{k=0}^{r} \binom{m}{k} \binom{n}{r-k}
The reasoning is direct: any selection of $r$ elements from the  combined group must draw exactly $k$ elements from the first group and  $r - k$ from the second, for some value of $k$ between $0$ and $r$. Each such split contributes $\binom{m}{k} \cdot \binom{n}{r-k}$ combinations, and summing over all valid values of $k$ gives the total. A particularly useful special case arises when $m = n$ and $r = n$:
\binom{2n}{n} = \sum_{k=0}^{n} \binom{n}{k}^2
This tells us that the central binomial coefficient — the middle entry of row  $2n$ in Pascal's triangle — counts the number of ways to select $n$ elements from a group of $2n$, which can always be decomposed as choosing $k$ from one half and $n - k$ from the other.

The upper summation identity relates a binomial coefficient to a sum of coefficients from earlier rows:
\sum_{i=0}^{r} \binom{n+i}{i} = \binom{n+r+1}{r}
The name comes from the shape this identity traces in Pascal's triangle:  a diagonal run of entries whose sum equals a single entry one step to the right and one step down — resembling the blade and handle of a hockey stick. This identity is especially useful when computing cumulative counts that build row by row.

Generalized binomial coefficient
The definition introduced at the start of this page requires $n$ and $k$ to be natural numbers. This constraint, however, is not as rigid as it appears. The factorial in the numerator can be replaced by a product that makes sense for any real number $\alpha$, leading to the generalized binomial coefficient:
\binom{\alpha}{k} = \frac{\alpha(\alpha - 1)(\alpha - 2) \cdots (\alpha - k + 1)}{k!}
where $\alpha \in \mathbb{R}$ and $k$ remains a non-negative integer. When $\alpha$ is a natural number and $k \leq \alpha$, this expression reduces to the standard binomial coefficient. When $\alpha$ is not a natural number or when $k > \alpha$ it produces values that are no longer integers, but remain well-defined. This generalization is what allows the binomial theorem
to extend beyond integer exponents. For $|x| < 1$, Newton showed that:
(1 + x)^{\alpha} = \sum_{k=0}^{\infty} \binom{\alpha}{k} x^k
Unlike the standard binomial theorem, this sum does not terminate and it is an infinite series. Two cases are worth noting. Taking $\alpha = -1$ recovers the geometric series:
\frac{1}{1+x} = \sum_{k=0}^{\infty} (-1)^k x^k
Taking $\alpha = \tfrac{1}{2}$ produces the expansion of $\sqrt{1+x}$:
\sqrt{1+x} = 1 + \frac{1}{2}x - \frac{1}{8}x^2 + \frac{1}{16}x^3 - \cdots
an approximation used routinely in physics and engineering when $x$ is small. In both cases, the coefficients are computed directly from the generalized binomial coefficient (the same formula, with $\alpha$ no longer restricted to a whole number).

Example 1
A research team is made up of 7 scientists and 8 engineers. In how many ways can we form a working group consisting of 3 scientists and 4 engineers? To form the group, we must independently select 3 scientists from 7 and 4 engineers from 8. Since the two selections are independent, the total number of possible combinations is given by:
N = \binom{7}{3} \times \binom{8}{4}
Now, compute each term:
\binom{7}{3} = \frac{7 \times 6 \times 5}{3 \times 2 \times 1} = 35
\binom{8}{4} = \frac{8 \times 7 \times 6 \times 5}{4 \times 3 \times 2 \times 1} = 70

Therefore, by combining the possible selections of scientists and engineers, we obtain:
N = 35 \times 70 = 2450
This means that, based on our group of scientists and engineers, we can form 2,450 distinct working teams composed of 3 scientists and 4 engineers.


Example 2
Let’s now consider the same situation described in Example 1, but with an additional condition: if 2 engineers have a disagreement and cannot be assigned to the same group, how many valid combinations can be formed? We already know that the total number of possible groups, without any restriction, is 2450.
Now, we must exclude the groups that include both of the two engineers who cannot work together. If both conflicting engineers are included in the same group, we have already chosen 2 specific engineers, so we only need to select the remaining 2 engineers from the other 6:
\binom{6}{2}
At the same time, we still need to select 3 scientists from the 7 available:
\binom{7}{3}
The number of invalid groups that contain both conflicting engineers is therefore:
N_{\text{invalid}} = \binom{7}{3} \times \binom{6}{2}
Substituting the values we have:
\binom{7}{3} = 35 \qquad \binom{6}{2} = 15
N_{\text{invalid}} = 35 \times 15 = 525
Finally, subtract these invalid cases from the total to find the number of valid combinations:
N_{\text{valid}} = N_{\text{total}} - N_{\text{invalid}} = 2450 - 525 = 1925
There are 1,925 valid combinations if the two conflicting engineers cannot be assigned to the same group.

Recursion
The binomial coefficient has a natural recursive structure: to count the ways to choose $k$ elements from $n$, it is enough to know the answers to two smaller versions of the same problem.
\binom{n}{k} = \binom{n-1}{k-1} + \binom{n-1}{k}
The reasoning is combinatorial. Fix one element from the set — call it $x$. Every subset of size $k$ either contains $x$ or it does not. If it does, the remaining $k-1$ elements must be chosen from the other $n-1$, giving $\binom{n-1}{k-1}$. If it does not, all $k$ elements come from the remaining $n-1$, giving $\binom{n-1}{k}$. The two cases are mutually exclusive and together cover all possibilities. For example:
\binom{3}{2} = \binom{2}{1} + \binom{2}{2} = 2 + 1 = 3
What makes this identity particularly useful in computing is that the recursion is not imposed on the problem from the outside: it is already there in the mathematics. A recursive function does nothing more than follow that structure directly, reducing each call to two smaller ones until it reaches the base cases:
\binom{n}{0} = \binom{n}{n} = 1
Note that recursion recalculates the same values multiple times. The computational cost grows quickly with $n,$ a problem that memoization solves by storing intermediate results as they are computed. This trade-off between simplicity and efficiency is explored in depth in the analysis of Big O notation.


Foundation of the binomial distribution
The binomial coefficient provides the foundation for the binomial distribution, which describes the probability of obtaining a specific number of successes in a fixed number of independent trials. If each trial has only two possible outcomes, success with probability $p$ and failure with probability $q = 1 - p$, the probability of observing exactly $x$ successes in $n$ trials is given by:
b(x; n, p) = \binom{n}{x} p^{x} q^{n - x}
This expression combines the binomial coefficient, which counts the number of ways $x$ successes can be arranged across $n$ trials, and the factor $p^x q^{n-x}$, which measures the probability of any one such arrangement. Fixing $n$ and $p$, and letting $x$ vary from $0$ to $n$, gives the full distribution, with each outcome weighted by the number of ways it can occur.
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Definition
The factorial of a non-negative integer $n$, written $n!$, is the product of all positive integers from $1$ to $n$:
\begin{align}
n! &= n \cdot (n-1) \cdot (n-2) \cdot \ldots \cdot 2 \cdot 1 \\[6pt]
&= n \cdot (n-1)!
\end{align}
For example, the factorial of $4$ is computed as follows:
4! = 4 \cdot 3 \cdot 2 \cdot 1 = 24
By convention, the factorial of $0$ is equal to $1$.
The factorial can also be expressed through a recursive function defined by cases:
n! =
\begin{cases}
n \cdot (n-1)! & \text{if } n \in \mathbb{N},\ n > 0 \\[6pt]
1 & \text{if } n = 0
\end{cases}
The same definition can be written more compactly using the product symbol $\prod$, where the index $k$ ranges from $1$ to $n$:
n! =
\begin{cases}
\displaystyle\prod_{k=1}^{n} k & \text{if } n \in \mathbb{N},\ n > 0 \\[6pt]
1 & \text{if } n = 0
\end{cases}
The factorial is used to compute the binomial coefficient, which represents the number of ways to select a given number of elements from a larger set.

-
Simplifying factorial ratios
Suppose we are given two non-negative integers $n$ and $k$ with $n > k$, and we want to compute the following ratio:
\frac{n!}{(n-k)!}
The denominator cancels the factors from $(n-k)$ to $1$, leaving $k$ terms in the numerator.
\frac{n!}{(n-k)!} = n \cdot (n-1) \cdot \ldots \cdot (n-k+1)
Consider the ratio between $7!$ and $4!$. The factors from $4$ down to $1$ appear in both numerator and denominator and therefore cancel. What remains in the numerator is the product of the integers from $7$ down to $5$, which is equal to $210$:
\frac{7!}{4!} = \frac{7 \cdot 6 \cdot 5 \cdot 4 \cdot 3 \cdot 2 \cdot 1}{4 \cdot 3 \cdot 2 \cdot 1} = 7 \cdot 6 \cdot 5 = 210

Factorial in combinatorics
In combinatorics, $n!$ counts the possible permutations of $n$ objects. For example, with $n = 3$ objects there are $3! = 6$ possible permutations:
\begin{array}{rrrr}
& o_1 & o_2 & o_3 \\[6pt]
\hline
& 1 & 2 & 3 \\[6pt]
& 1 & 3 & 2 \\[6pt]
& 2 & 1 & 3 \\[6pt]
& 2 & 3 & 1 \\[6pt]
& 3 & 1 & 2 \\[6pt]
& 3 & 2 & 1
\end{array}
If the order of selection does not matter, many of these orderings become equivalent. Choosing the objects $1, 2, 3$ is the same as choosing $3, 2, 1$ or any other arrangement of the same three elements. Since each group of $k$ elements can be arranged in $k!$ different ways, dividing by $k!$ eliminates these repetitions and yields the binomial coefficient:
\binom{n}{k} = \frac{n!}{k! \, (n-k)!}

A useful identity involving factorial
Starting from the recursive definition $n! = n \cdot (n-1)!$ and substituting it into the denominator of the fraction $n/n!$, the factor $n$ cancels out and we obtain the following identity, which is often useful to simplify expressions involving factorials:
\frac{n}{n!} = \frac{n}{n \cdot (n-1)!} = \frac{1}{(n-1)!}
A typical application is the derivation of the mean of the Poisson distribution or the rewriting of binomial coefficients in a simpler form.

Relationship between the factorial and the gamma function
The gamma function can be seen as the natural extension of the factorial. Where the factorial is defined only on the natural numbers, the gamma function is defined for every positive real value. For any $c \in \mathbb{R}^+$, the gamma function is defined by the following integral:
\Gamma(c) = \int_{0}^{+\infty} x^{c - 1} e^{-x} \, dx
For integer arguments, the gamma function agrees with the factorial, as shown by the identity below:
\Gamma(n) = (n - 1)!
So the factorial can be seen as the discrete restriction of the gamma function to the natural numbers.
The gamma function also appears in the Beta distribution, where it provides the normalizing constant that makes the total probability integrate to one.


Stirling's approximation
Stirling's approximation is used to estimate $n!$ for large values of $n$ when direct multiplication of all terms is not practical. It gives the following asymptotic form:
n! \approx \sqrt{2\pi n} \left(\frac{n}{e}\right)^n
This approximation is needed because the factorial grows faster than both polynomial and exponential functions. Already for relatively small values, it can exceed $10^6$, while $2^n$ is still around $10^3$.
	$n$	Polynomial $n^2$	Exponential $2^n$	Factorial $n!$
	2	4	4	2
	5	25	32	120
	10	100	1,024	3,628,800
	15	225	32,768	~1.307 billion

The ratio between $n!$ and its Stirling approximation tends to $1$ as $n$ grows without bound:
\lim_{n \to \infty} \frac{n!}{\sqrt{2\pi n}\left(\dfrac{n}{e}\right)^n} = 1
This approximation becomes increasingly accurate as $n$ grows. At $n = 10$, the exact value $10! = 3{,}628{,}800$ compares with Stirling's estimate of roughly $3{,}598{,}696$, an error below $1\%$, while for $n > 100$ the relative error drops under $0.1\%$. Another way to express the approximation is by introducing a correction term:
n! \approx \sqrt{2\pi n} \left(\frac{n}{e}\right)^n \left(1 + \frac{1}{12n}\right)
Stirling's approximation is used in the asymptotic analysis of binomial coefficients. For any base $a > 1$, the factorial $n!$ always dominates the exponential $a^n$, that is, $\lim_{n \to \infty} a^n/n! = 0$.
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Definition
Among the different types of numbers, the integers emerge when we extend the natural numbers to include the additive opposites of every positive quantity. In this enlarged system we find all whole quantities, both positive and negative, together with zero. The set is denoted by $\mathbb{Z}$. Symbolically we write:
\mathbb{Z} = \{\ldots,-3,-2,-1,0,1,2,3,\ldots\}
an infinite collection of evenly spaced points along the number line.
A rigorous construction models each integer as a class of ordered pairs of natural numbers. Take pairs $(a,b)$ with $a,b \in \mathbb{N}$ and say that two pairs belong to the same class whenever:
(a,b) \sim (c,d) \quad \longleftrightarrow \quad a + d = b + c
The pair $(a,b)$ represents the net difference between $a$ and $b$:  
	Pairs with equal components form the class corresponding to $0$.
	Pairs where the first component dominates form the positive integers.  
	Pairs where the second dominates form the negative ones.

For example, consider the pair of natural numbers $(2,5).$ In the construction that builds the integers from ordered pairs, this element represents the net amount obtained by comparing its two components. Since the second entry is larger than the first, the pair corresponds to a negative integer:
2 - 5 = -3
This interpretation is justified by the fact that two pairs represent the same integer exactly when they fall into the same equivalence class, which occurs whenever:
(a,b) \sim (c,d) \quad \longleftrightarrow \quad a + d = b + c
For instance, the pair $(4,7)$ lies in the same class as $(2,5)$, because:
4 + 5 = 9 \qquad \text{and} \qquad 7 + 2 = 9
Although the components differ, both pairs encode the same overall difference, the integer $-3.$

The Integers as an algebraic ring
When we say that the integers form a ring, we mean that the set $\mathbb{Z}$ comes equipped with two operations, addition and multiplication, that interact in a structured and predictable way. This structure ensures that arithmetic with integers behaves consistently, no matter how large or small the numbers involved may be.
The ring axioms for $(\mathbb{Z}, +, \cdot)$ are the following. For all $a, b, c \in \mathbb{Z}$:
	Closure: the sum and product of any two integers are again integers: $a + b \in \mathbb{Z}$ and $ab \in \mathbb{Z}.$
	Associativity: both operations are associative: $a + (b+c) = (a+b) + c$ and $a(bc) = (ab)c.$
	Identity elements: there exist neutral elements for both operations: $a + 0 = a$ and $a \cdot 1 = a.$
	Additive inverses: every integer has an opposite: $a + (-a) = 0.$
	Commutativity of addition: the order of summands does not affect the result: $a + b = b + a.$
	Distributivity: multiplication distributes over addition: $a(b+c) = ab + ac.$

Multiplication in $\mathbb{Z}$ is also commutative, that is, $ab = ba$ for all $a, b \in \mathbb{Z}$, which makes $(\mathbb{Z}, +, \cdot)$ a commutative ring. Note that integers do not possess multiplicative inverses in general: the only integers $a$ for which $a^{-1} \in \mathbb{Z}$ are $a = 1$ and $a = -1$, which is why $\mathbb{Z}$ is a ring but not a field.
A field extends the ring structure by requiring that every non-zero element also has a multiplicative inverse. The rational numbers $\mathbb{Q}$ and the real numbers $\mathbb{R}$ are standard examples; the integers are not, since $2^{-1} \notin \mathbb{Z}$.


Fundamental properties of the integers
Compatibility with equality: whenever two integers satisfy $a = b$, any operation applied to both sides preserves that equality. In particular:
a + c = b + c
ac = bc

Commutative laws: the order of the operands does not affect the result:
a\ + b = b + a
ab = ba

Associative laws: grouping the terms does not change the outcome:
a + (b + c) = (a + b) + c
a(bc) = (ab)c

Distributive law: multiplication distributes over addition:
a(b + c) = ab + ac

The integers also include neutral elements for the two operations: adding zero leaves any integer unchanged, and multiplying by one preserves its value:
a + 0 = a \qquad a \cdot 1 = a

Integers in base 10
Integers are typically written using the decimal system, that is, base 10. Each digit in a number carries a positional weight determined by a corresponding power of ten. By combining these weighted digits, we can reconstruct the entire value of the integer. Consider for example the number $235.$ Using the positional principle, we can express the number as a sum of powers of ten:
235 = 2 \times 10^{2} + 3 \times 10^{1} + 5 \times 10^{0}
This decomposition shows exactly how each digit contributes to the final value. The following table summarises the structure of the number:
	Digit	Place value	Contribution
	2	$10^{2}$ (hundreds)	$2 \times 10^{2} = 200$
	3	$10^{1}$ (tens)	$3 \times 10^{1} = 30$
	5	$10^{0}$ (units)	$5 \times 10^{0} = 5$

Adding these contributions together recovers the integer:
235 = 200 + 30 + 5
The same mechanism applies to any integer written in decimal notation. Each digit acts as a coefficient multiplying a specific power of ten, and the integer itself is obtained by summing all these positional contributions.


The binary system
Although integers are commonly written in base 10, other numeral systems are equally valid and sometimes more convenient. An especially important alternative is base 2, or the binary system, which uses only the digits $0$ and $1$. This representation is fundamental in computer science and digital electronics, where information is stored and processed using two-state devices. In base 2, each position corresponds to a power of two rather than a power of ten. Any integer can be rewritten in binary by expanding it as a sum of weighted powers of two. For example, consider the integer:
53
To convert it to binary, we repeatedly divide by $2$ and record the remainders. Reading the remainders from bottom to top yields the binary expansion.
	Division by 2	Quotient	Remainder
	$53 \div 2$	$26$	$1$
	$26 \div 2$	$13$	$0$
	$13 \div 2$	$6$	$1$
	$6 \div 2$	$3$	$0$
	$3 \div 2$	$1$	$1$
	$1 \div 2$	$0$	$1$

Reading the remainders upward gives the binary representation $53 = 110101.$ We can check the conversion by expanding the binary digits in powers of two:
	Binary digit	Power of two	Contribution
	$1$	$2^{5}$	$1 \times 2^{5} = 32$
	$1$	$2^{4}$	$1 \times 2^{4} = 16$
	$0$	$2^{3}$	$0 \times 2^{3} = 0$
	$1$	$2^{2}$	$1 \times 2^{2} = 4$
	$0$	$2^{1}$	$0 \times 2^{1} = 0$
	$1$	$2^{0}$	$1 \times 2^{0} = 1$

The sum of the contributions confirms the conversion:
32 + 16 + 0 + 4 + 0 + 1 = 53

The modulo operator
Modular arithmetic describes how integers behave when we are interested only in their remainders after division by a fixed integer $n$. Within $\mathbb{Z}$, two integers are said to be equivalent modulo $n$ when they differ by a multiple of $n$. For example, in arithmetic modulo $12$, the integers $14$ and $2$ represent the same residue class because $14 - 2 = 12$. Addition and multiplication are carried out as usual, but the final result is replaced by its remainder upon division by $n$. For example:
7 + 9 \equiv 4 \pmod{12}
5 \times 7 \equiv 11 \pmod{12}
In the case of $5 \times 7$, the product is $35 = 24 + 11$; since $24$ is a multiple of $12$, the value of the product modulo $12$ is the remainder $11$.


This kind of arithmetic is widely used beyond pure mathematics. In computer science, the modulo operator is essential for extracting remainders, generating cyclic patterns, and keeping values within a bounded range. A familiar example involves the months of the year: adding $n$ months is naturally handled modulo $12$, since month counts wrap around after December.
In many programming languages, including Java, the modulo operator is written as %. The following example computes the month occurring three months after October:
int month = 10; // October
int result = (month + 3) % 12;  
System.out.println(result);  // Output: 1  (January)
// Using modulo 12, the expression (month + 3) does not yield 13.
// Instead, 13 is reduced to its remainder when divided by 12, which is 1.

Integers and the role of induction
In mathematics, several structural properties of the integers depend on the recursive nature of the natural numbers. The naturals form the foundation from which the integers are constructed, and many statements about $\mathbb{Z}$ can be traced back to properties first established on $\mathbb{N}$. The mechanism that allows these stepwise constructions and proofs is the Principle of Mathematical Induction.
Starting from the formal definition of an inductive set, let us consider a set $A \subseteq \mathbb{N}$ defined by a property $p(n)$, such that $A = \lbrace n \in \mathbb{N} \mid p(n) \rbrace$. Suppose the following conditions hold:
	$p(0)$ is true, that is, $0 \in A.$
	$p(n) \rightarrow p(n+1) \,\forall \\ n \in \mathbb{N}.$ If $n \in A$, then $n+1 \in A.$

Thus, $p(n)$ is true for every $n \in \mathbb{N}.$ A concrete illustration shows how this carries over to the integers. Consider the claim that the sum of the first $n$ positive integers equals:
\frac{n(n+1)}{2}
The base case $n = 1$ is immediate: both sides equal $1$. For the inductive step, assuming the identity holds for some $n$, one adds $n+1$ to both sides and verifies that the result matches the formula evaluated at $n+1$. Since the natural numbers embed into $\mathbb{Z}$ as the non-negative integers, this identity holds in $\mathbb{Z}$ as well, and the same method extends to any statement about $\mathbb{Z}$ that can be reduced to a property of $\mathbb{N}$ through the construction of the integers from ordered pairs of naturals.
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Definition
An interval is a subset of the real line with the property that, whenever two points belong to it, every point lying between them also belongs to it. More precisely, a subset $I \subseteq \mathbb{R}$ is an interval if and only if, for every pair of points $a, b \in I$ with $a < b$, the entire set $\{x \in \mathbb{R} : a \leq x \leq b\}$ is contained in $I$. This property, known as convexity on the real line, distinguishes intervals from arbitrary subsets of $\mathbb{R}$ such as finite sets or unions of disconnected pieces.
Intervals are among the most fundamental objects in mathematical analysis. They appear as domains of functions, as regions of integration](../definite-integrals/), as sets on which continuity and differentiability are studied and as the building blocks for describing more complex subsets of the real line.
Intervals are classified according to whether their endpoints are included or excluded, and  according to whether they are bounded or extend indefinitely in one or both directions.

Bounded intervals
A bounded interval is one that is contained within a finite portion of the real line, that is, one for which there exist real numbers $a$ and $b$ with $a \leq b$ such that the interval is a subset of $[a, b]$. The open interval with endpoints $a$ and $b$ is the set of all real numbers strictly between $a$ and $b$, excluding both endpoints. It is defined as follows:
(a, b) = \{x \in \mathbb{R} : a < x < b\}
[field_math]
|     | \[ a\] | \[ b\] |     |
|:----|----------|----------|-----|
|     | sign+l-in-o-h     | sign+r-in-o-h     |     |
[/field_math]
The closed interval with endpoints $a$ and $b$ is the set of all real numbers between $a$ and $b$, including both endpoints. It is defined as follows:
[a, b] = \{x \in \mathbb{R} : a \leq x \leq b\}
[field_math]
|     | \[ a\] | \[ b\] |     |
|:----|----------|----------|-----|
|     | sign+l-in-c-h    | sign+r-in-c-h     |     |
[/field_math]
The two half-open intervals with endpoints $a$ and $b$ include one endpoint and
exclude the other. They are defined as follows:
[a, b) = \{x \in \mathbb{R} : a \leq x < b\}
[field_math]
|     | \[ a\] | \[ b\] |     |
|:----|----------|----------|-----|
|     | sign+l-in-c-h    | sign+r-in-o-h     |     |
[/field_math]
(a, b] = \{x \in \mathbb{R} : a < x \leq b\}
[field_math]
|     | \[ a\] | \[ b\] |     |
|:----|----------|----------|-----|
|     | sign+l-in-o-h    | sign+r-in-c-h     |     |
[/field_math]
A degenerate interval is the special case $[a, a] = \{a\}$, which contains exactly one point. It satisfies the definition of an interval vacuously, since there are no two distinct points between which additional points could be required.

Unbounded intervals
An unbounded interval extends indefinitely in at least one direction. Since infinity is not
a real number, the symbols $+\infty$ and $-\infty$ are used purely as notational
conventions to indicate that the interval has no finite bound in the corresponding direction.
Consequently, the endpoints $+\infty$ and $-\infty$ are always excluded, and
the corresponding bracket is always a parenthesis. The four unbounded intervals are defined as follows.
[a, +\infty) = \{x \in \mathbb{R} : x \geq a\}
[field_math]
|     | \[ a\] |     |
|:----|----------|-----|
|     | sign+l-c-h    |     |
[/field_math]
(a, +\infty) = \{x \in \mathbb{R} : x > a\}
[field_math]
|     | \[ a\] |     |
|:----|----------|-----|
|     | sign+l-o-h    |     |
[/field_math]
(-\infty, b] = \{x \in \mathbb{R} : x \leq b\}
[field_math]
|     | \[ b\] |     |
|:----|----------|-----|
|     | sign+r-c-h    |     |
[/field_math]
(-\infty, b) = \{x \in \mathbb{R} : x < b\}
[field_math]
|     | \[ b\] |     |
|:----|----------|-----|
|     | sign+r-o-h    |     |
[/field_math]
Finally, the entire real line is itself an interval, denoted $(-\infty, +\infty) = \mathbb{R}$, which contains every real number and has no restriction of any kind.

Operations on intervals
Given two intervals, one may form new sets by combining them through the standard
set-theoretic operations of intersection and union. The intersection $I \cap J$ is the set of all points belonging to both intervals simultaneously. The intersection of two intervals is always an interval, possibly empty or degenerate. Consider for example $I = (1, 5)$ and $J = (3, 7)$. The values belonging to both are precisely those in $(3, 5)$.
[field_math]
|     | \[ 1\] | \[ 3\] | \[ 5\] | \[ 7\] |     |
|:----|----------|----------|----------|----------|-----|
|     | sign+l-in-o |   | sign+r-in-o |  |     |
|     |  | sign+l-in-o |  | sign+r-in-o |     |
|     |  | sign+l-in-o-h | sign+r-in-o-h |  |     |
[/field_math]
The third row shows the intersection $(3, 5)$, which is the portion shared by both
intervals.

The union $I \cup J$ is the set of all points belonging to at least one of the two
intervals. Unlike intersection, the union of two intervals is not always an interval: it is
an interval if and only if the two intervals overlap or share an endpoint. Consider the same
example, $I = (1, 5)$ and $J = (3, 7)$. Since the two intervals overlap, their
union is the interval $(1, 7)$.
[field_math]
|     | \[ 1\] | \[ 3\] | \[ 5\] | \[ 7\] |     |
|:----|----------|----------|----------|----------|-----|
|     | sign+l-in-o |  | sign+r-in-o |  |     |
|     |  | sign+l-in-o |  | sign+r-in-o |     |
|     | sign+l-in-o-h | sign+s-h |  | sign+r-in-o-h |     |
[/field_math]
The third row shows the union $(1, 7)$. By contrast, the union $(1, 3) \cup (5, 7)$
is not an interval, because the points between $3$ and $5$ belong to neither set.

Intervals and neighborhoods
A concept closely related to intervals and central to mathematical analysis is that of a
neighborhood of a point. Given a point $x_0 \in \mathbb{R}$ and a real number
$\varepsilon > 0$, the open interval:
(x_0 - \varepsilon,\, x_0 + \varepsilon)
is called the $\varepsilon$-neighborhood of $x_0$, or simply a neighborhood of
$x_0$. It consists of all points whose distance from $x_0$ is strictly less than
$\varepsilon$, that is, all $x$ satisfying $|x-x_0| < \varepsilon$,
where $|\cdot|$ denotes the absolute value.
[field_math]
|     | \[ x_0 - \varepsilon\] | \[ x_0\] | \[ x_0 + \varepsilon\] |     |
|:----|--------------------------|------------|--------------------------|-----|
|     | sign+l-in-o-h | sign+s-h | sign+r-in-o-h |     |
[/field_math]
Neighborhoods provide the language in which the definitions of limit, continuity, and differentiability are naturally expressed. A function $f$ is continuous at $x_0$ if for every neighborhood of $f(x_0)$ there exists a neighborhood of $x_0$ whose image under $f$ is contained in the former. This formulation is equivalent to the classical $\varepsilon$-$\delta$ definition and makes the role of intervals explicit.
A point $x_0$ is said to be interior to a set $S \subseteq \mathbb{R}$ if some neighborhood of $x_0$ is entirely contained in $S$. Every point of an open interval is interior to it, which is one reason open intervals play a privileged role in analysis. By contrast, the endpoints of a closed interval are not interior points: every
neighborhood of an endpoint contains points outside the interval.

Length of an interval
The length of a bounded interval with endpoints $a$ and $b$ is defined as $b - a$, regardless of whether the endpoints are included or excluded. That is, the four intervals $(a, b)$, $[a, b)$, $(a, b]$, and $[a, b]$ all have the same length, given by the following expression.
\ell(I) = b-a
This reflects the fact that a single point has no extent: adding or removing a finite number of points from an interval does not alter its length. A degenerate interval $[a, a]$ has length $\ell([a,a]) = 0$, consistently with this observation. Unbounded intervals have infinite length, in the sense that for every $M > 0$ there exist points in the
interval whose distance exceeds $M$, so no finite value can be assigned as their length.
This notion of length is the starting point for the theory of measure on the real line, which assigns a generalized notion of size to arbitrary subsets of $\mathbb{R}$. The measure of an interval $[a, b]$ coincides with its length $b - a$, and the extension of this assignment to more complex sets, through the notion of outer measure and measurability, forms the foundation of the Lebesgue integral.

Characterization of intervals
A subset of the real line is said to be connected if it cannot be written as the union of
two disjoint non-empty open sets. The following theorem provides a complete characterization
of intervals in terms of this property. A subset $S \subseteq \mathbb{R}$ is an interval if and only if it is connected.
This result makes precise the intuitive idea that an interval is a portion of the real line
with no gaps. The condition of connectedness rules out sets such as $(1, 2) \cup (3, 4)$,
which fail to be intervals precisely because they can be separated into two disjoint open pieces.
[field_math]
|     | \[ 1\] | \[ 2\] | \[ 3\] | \[ 4\] |     |
|:----|----------|----------|----------|----------|-----|
|     | sign+l-in-o-h | sign+r-in-o-h |  |  |     |
|     |  |  | sign+l-in-o-h | sign+r-in-o-h |     |
[/field_math]
The two intervals occupy separate, non-overlapping portions of the real line and cannot be joined into a single connected piece, which confirms that their union is not an interval.
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Definition
The modulo operator is one of the most frequently used operations in integer arithmetic. Given two integers, it returns the remainder left over after dividing the first by the second. This operator plays a central role in number theory, computer science, and the construction of several algebraic structures. In formal terms, fiven two integers $a$ and $n$ with $n > 0$, the modulo operator is defined as follows:
a \bmod n = r
$r$ is the unique integer satisfying $0 \le r < n$ and $a = qn + r$ for some integer $q$. The integer $q$ is the quotient of the division of $a$ by $n$, and $r$ is the remainder. The existence and uniqueness of this decomposition is guaranteed by the division algorithm for integers. The number $n$ is called the modulus. When $a$ is positive, the value of $a \bmod n$ coincides with the intuitive notion of the remainder learned in elementary arithmetic. For example, $17 \bmod 5 = 2$, since $17 = 3 \cdot 5 + 2$. The quotient is $3$ and the remainder is $2$.
The modulo operator is sometimes written as $a \, \mathrm{mod} \, n$ in textbooks and as "a % n" in many programming languages, although the behaviour for negative operands may differ between the mathematical definition and specific programming implementations.


Modulo of a negative integer
A subtle point arises when $a$ is negative. The mathematical definition requires the remainder to satisfy $0 \le r < n$, so the result is always a non-negative integer strictly smaller than the modulus. Consider $-7 \bmod 5$. Writing $-7 = q \cdot 5 + r$ with $0 \le r < 5$, one finds $q = -2$ and $r = 3$, since $-7 = (-2) \cdot 5 + 3$. Therefore $-7 \bmod 5 = 3$, not $-2$ as one might naively expect.
This convention is not universal. In several programming languages the % operator follows the sign of the dividend, so that -7 % 5 returns $-2$ rather than $3$. In a purely mathematical context, however, the remainder is always taken to be non-negative.

Congruence modulo n
Closely related to the modulo operator is the notion of congruence. Two integers $a$ and $b$ are said to be congruent modulo $n$ if they leave the same remainder when divided by $n$, or equivalently if their difference is a multiple of $n$. This relation is written as follows:
a \equiv b \pmod{n}
The equivalent characterisation in terms of divisibility states that $a \equiv b \pmod{n}$ if and only if $n \mid (a - b)$. For example, $17 \equiv 2 \pmod 5$ because $17 - 2 = 15$ is divisible by $5$, and equivalently because both $17$ and $2$ leave remainder $2$ when divided by $5$.
It is important to distinguish the operator $a \bmod n$, which produces a specific integer, from the congruence $a \equiv b \pmod n$, which is a relation between two integers. The first is a function of $a$ and $n$; the second is a statement that can be true or false depending on the integers involved. Congruence modulo $n$ is an equivalence relation on the integers.
	It is reflexive, since $a \equiv a \pmod n$ for every integer $a$.
	It is symmetric, since $a \equiv b \pmod n$ implies $b \equiv a \pmod n$.
	It is transitive, since $a \equiv b \pmod n$ and $b \equiv c \pmod n$ together imply $a \equiv c \pmod n$.


Arithmetic properties
Congruence modulo $n$ behaves well under the standard arithmetic operations, which is precisely what makes modular arithmetic a powerful tool. If $a \equiv b \pmod n$ and $c \equiv d \pmod n$, then the following identities hold:
\begin{align}
a + c &\equiv b + d \pmod n \\[6pt]
a - c &\equiv b - d \pmod n \\[6pt]
a \cdot c &\equiv b \cdot d \pmod n
\end{align}
In other words, one can replace any integer by a congruent one before performing addition, subtraction, or multiplication, and the result will still be congruent modulo $n$. This property is what allows computations with very large numbers to be reduced modulo $n$ at any intermediate step, a trick that is essential in cryptography and in many algorithmic contexts.
Raising to an integer power is compatible with congruence as well. If $a \equiv b \pmod n$, then $a^k \equiv b^k \pmod n$ for every non-negative integer $k$. Division, on the other hand, is more delicate and does not always behave as expected, since not every nonzero integer has a multiplicative inverse modulo $n$.
A nonzero element $a$ has a multiplicative inverse modulo $n$ if and only if $\gcd(a, n) = 1$, that is, if $a$ and $n$ are coprime. When such an inverse exists, it is unique modulo $n$.


Addition and multiplication tables
A useful way to visualise the arithmetic of residues modulo $n$ is to arrange all possible sums or products in a square table. Each row and each column is labelled by a residue, and the entry at their intersection is the result of the operation reduced modulo $n$. For $n = 4$, the addition table is the following:
	+	0	1	2	3
	0	0	1	2	3
	1	1	2	3	0
	2	2	3	0	1
	3	3	0	1	2

Each row is a cyclic shift of the previous one, which reflects the fact that adding a fixed residue permutes the elements of $\mathbb{Z}/4\mathbb{Z}$ without ever leaving the set. Every row and every column contains each residue exactly once, a feature that holds for the addition table modulo any positive integer.
The multiplication table modulo $4$ is the following:
	×	0	1	2	3
	0	0	0	0	0
	1	0	1	2	3
	2	0	2	0	2
	3	0	3	2	1

The behaviour of multiplication is noticeably less regular than that of addition. The row corresponding to $2$ never produces $1$, which means that $2$ does not admit a multiplicative inverse modulo $4$. This is consistent with the fact that $\gcd(2, 4) = 2 \neq 1$. On the other hand, the rows corresponding to $1$ and $3$ do produce $1$ at some point, reflecting the existence of multiplicative inverses for the residues coprime with $4$.
In group theory, a table of this form is called a Cayley table. It describes a finite group by listing the result of its operation for every ordered pair of elements. The addition table modulo $n$ is precisely the Cayley table of the group $(\mathbb{Z}/n\mathbb{Z}, +)$.


Residue classes
For a fixed modulus $n$, the equivalence relation of congruence partitions the set of integers into $n$ disjoint subsets, called residue classes or equivalence classes modulo $n$. The residue class of an integer $a$ is the set of all integers congruent to $a$ modulo $n$:
[a]_n = \{ a + kn : k \in \mathbb{Z} \}
Two integers belong to the same residue class if and only if they are congruent modulo $n$. The set of all residue classes modulo $n$ is usually denoted $\mathbb{Z}/n\mathbb{Z}$ and contains exactly $n$ elements, represented by the possible remainders $0, 1, 2, \ldots, n-1$.
As a concrete case, take $n = 4$. The integers split into four residue classes:
\begin{align}
[0]_4 &= \{ \ldots, -8, -4, 0, 4, 8, \ldots \} \\[6pt]
[1]_4 &= \{ \ldots, -7, -3, 1, 5, 9, \ldots \} \\[6pt]
[2]_4 &= \{ \ldots, -6, -2, 2, 6, 10, \ldots \} \\[6pt]
[3]_4 &= \{ \ldots, -5, -1, 3, 7, 11, \ldots \}
\end{align}
Every integer belongs to exactly one of these four classes, and the union of the four classes is all of $\mathbb{Z}$.

Examples
Consider the problem of determining the day of the week a given number of days from today. If today is Wednesday and one wants to know what day it will be in $100$ days, it is enough to compute $100 \bmod 7$. Since $100 = 14 \cdot 7 + 2$, the remainder is $2$, so the answer is two days after Wednesday, that is, Friday. The modulo operator captures precisely the cyclical structure of the week.
A second classical example is the parity of an integer. An integer $a$ is even if $a \bmod 2 = 0$ and odd if $a \bmod 2 = 1$. The two residue classes modulo $2$ correspond exactly to the even and odd integers, and the familiar rules of parity, such as "even plus even is even" or "odd times odd is odd", are special cases of the arithmetic properties of congruences.
As a slightly less trivial example, one can use modular arithmetic to compute the last digit of a large power. The last digit of $7^{100}$ in base $10$ is simply $7^{100} \bmod 10$. Computing successive powers of $7$ modulo $10$ yields $7, 9, 3, 1, 7, 9, 3, 1, \ldots$, a cycle of length $4$. Since $100 \bmod 4 = 0$, the exponent falls at the end of a full cycle, so $7^{100} \equiv 1 \pmod{10}$. The last digit of $7^{100}$ is therefore $1$.

Relation with algebraic structures
The residue classes modulo $n$ can be added and multiplied in a way that is compatible with the arithmetic of the integers. Defining:
[a]_n + [b]_n = [a+b]_n \qquad [a]_n \cdot [b]_n = [a \cdot b]_n
yields two well-defined operations on $\mathbb{Z}/n\mathbb{Z}$, thanks to the compatibility of congruence with addition and multiplication. Under these operations $\mathbb{Z}/n\mathbb{Z}$ becomes a finite commutative ring, and when $n$ is prime it becomes a field. The modulo operator is therefore not only a computational device but also the arithmetic foundation on which an entire family of finite algebraic structures is built.
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Introduction
The natural numbers arise from the act of counting, but a modern treatment demands an axiomatic foundation that makes their properties explicit and independent from any informal notion. This page develops the natural numbers from two complementary perspectives: an axiomatic one, based on the Peano axioms, and an algebraic one, focused on the operations defined on them and on the structure they give rise to.
We denote the set of natural numbers by $\mathbb{N}$, and throughout this page we adopt the convention that $0 \in \mathbb{N}$, consistent with the modern formulation of the Peano axioms and with the treatment of the principle of mathematical induction already developed on this site.

A useful way to visualise the natural numbers is to place them on the real line, alongside the other numerical systems that extend them. The real line provides a geometric representation of every number, and the natural numbers appear within it as a distinguished discrete subset.
Starting from $0$, the natural numbers occupy equally spaced positions to the right, corresponding to $0, 1, 2, 3, \dots$, and extending indefinitely in that direction. They form an unbounded, discrete sequence of points, with no natural number lying strictly between two consecutive ones. This discreteness sets them apart from the rational and irrational numbers, which are densely distributed along the line and fill the gaps between the integer positions.
To the left of $0$, the line continues with the negative integers $-1, -2, -3, \dots$, which do not belong to $\mathbb{N}$ and are introduced only when the set is extended to the integers $\mathbb{Z}$. Between any two consecutive integers one finds infinitely many rational numbers, such as $1/3$, and infinitely many irrational numbers, such as $-\sqrt{3}$ or $\pi$, which require the further extensions to $\mathbb{Q}$ and $\mathbb{R}$. In this picture the natural numbers are the most elementary layer, from which all the other numerical systems are progressively built.

The Peano axioms
The axiomatic approach characterises $\mathbb{N}$as a set that satisfies a minimal list of properties, from which every other fact about natural numbers can be derived. The Peano axioms describe a set $\mathbb{N}$ together with a distinguished element $0$ and a function $S : \mathbb{N} \to \mathbb{N}$, called the successor function, subject to the following conditions:
\begin{align}
&\text{(P1)} \quad 0 \in \mathbb{N} \\[6pt]
&\text{(P2)} \quad \forall \, n \in \mathbb{N}, \\ S(n) \in \mathbb{N} \\[6pt]
&\text{(P3)} \quad \forall \, n \in \mathbb{N}, \\ S(n) \neq 0\\[6pt]
&\text{(P4)} \quad \forall \, m, n \in \mathbb{N}, \\ S(m) = S(n) \implies m = n\\[6pt]
&\text{(P5)} \quad \text{induction axiom}
\end{align}
	The first axiom ensures the existence of an initial element, which acts as the starting point of the construction.
	The second states that the successor operation never leaves the set, so that every natural number has a natural number as its successor.
	The third excludes the possibility that $0$ is itself the successor of some element, which guarantees that the sequence does not close into a cycle.
	The fourth axiom, often called the injectivity of the successor, ensures that distinct natural numbers have distinct successors, so that applying $S$ repeatedly generates genuinely new elements at each step.

The fifth axiom, the principle of induction, asserts that any subset of $\mathbb{N}$ containing $0$ and closed under the successor function must coincide with $\mathbb{N}$ itself. This is the axiom that fixes $\mathbb{N}$ as the smallest structure satisfying the previous four, and it is the conceptual engine behind every proof by induction. A detailed treatment is given in the page on the principle of mathematical induction.

Set-theoretic construction
The Peano axioms characterise $\mathbb{N}$ up to isomorphism, but they do not exhibit an explicit model. A concrete realisation was proposed by John von Neumann within the framework of set theory, and it is by now the standard reference construction. In this construction the natural number $0$ is identified with the empty set, and the successor of a natural number is defined as the union of that number with the singleton containing it. The definitions are the following:
\begin{align}
&0 = \varnothing \\[6pt]
&S(n) = n \cup \{n\}
\end{align}
Applying the successor function repeatedly produces an explicit sequence of sets that realises the natural numbers. The first few elements are as follows:
\begin{align}
&1 = \{0\} = \{\varnothing\} \\[6pt]
&2 = \{0, 1\} = \{\varnothing, \{\varnothing\}\} \\[6pt]
&3 = \{0, 1, 2\}
\end{align}
A notable feature of this construction is that each natural number coincides with the set of all its predecessors, so that the number $n$ has exactly $n$ elements. This provides a direct and elegant link between the ordinal and the cardinal aspects of $\mathbb{N}$.

Addition and multiplication
Once the successor function is available, the two fundamental arithmetic operations can be introduced by recursion. The idea is to define each operation by specifying its value in a base case and then extending it to all natural numbers by appealing to the successor.
Addition is defined, for every $m \in \mathbb{N}$, by the recursive clauses:
\begin{align}
&m + 0 = m \\[6pt]
&m + S(n) = S(m + n)
\end{align}
The first clause specifies that adding zero leaves the number unchanged, while the second reduces the addition of a successor to the successor of an addition, thereby propagating the definition to all natural numbers.

Multiplication is defined in a similar way, for every $m \in \mathbb{N}$, by the clauses:
\begin{align}
&m \cdot 0 = 0 \\[6pt]
&m \cdot S(n) = m \cdot n + m
\end{align}
Multiplication is therefore constructed on top of addition, according to the idea that multiplying by a successor corresponds to adding one further copy of the multiplicand.

Properties of the operations
From the recursive definitions, together with the induction axiom, one can prove that addition and multiplication satisfy the expected algebraic properties. The proofs proceed by induction on one of the arguments, and they are a standard exercise in arithmetic.
	Addition is associative and commutative, and admits $0$ as neutral element.
	Multiplication is associative and commutative, admits $1$ as neutral element, and distributes over addition.

These properties are summarised as follows:
\begin{align}
&(a + b) + c = a + (b + c) \\[6pt]
&a + b = b + a \\[6pt]
&a + 0 = a, \\[6pt]
&(a \cdot b) \cdot c = a \cdot (b \cdot c) \\[6pt]
&a \cdot b = b \cdot a \\[6pt]
&a \cdot 1 = a \\[6pt]
&a \cdot (b + c) = a \cdot b + a \cdot c
\end{align}
A further property, which distinguishes $\mathbb{N}$ from more general algebraic structures, is the absence of zero divisors. If the product of two natural numbers equals zero, then at least one of the two factors must be zero.

Order and well-ordering
The set $\mathbb{N}$ is equipped with a total order, which can be defined directly in terms of addition. Given two natural numbers $m$ and $n$, the relation $m \leq n$ holds if and only if there exists a natural number $k$ such that the following equality is satisfied:
n = m + k.
In this definition the element $k$ measures the gap between $m$ and $n$, and its existence corresponds to the intuitive idea that $n$ can be reached from $m$ by a finite number of successor steps. The relation so defined is reflexive, antisymmetric, transitive, and total, so that any two natural numbers are comparable.
A distinctive feature of this order is the well-ordering property. Every non-empty subset of $\mathbb{N}$ admits a least element with respect to $\leq$. It is logically equivalent to the principle of induction, in the sense that each can be derived from the other within a suitable axiomatic framework, and it provides an alternative foundation for the same body of results.

Example
As an illustration of how the recursive definitions interact with the algebraic properties, we compute the sum $2 + 3$ directly from the definition of addition. The computation relies exclusively on the recursive clauses and on the fact that $3 = S(S(S(0)))$. We start from the outer successor and apply the recursive clause for addition at each step:
\begin{align}
2 + 3 &= 2 + S(S(S(0))) \\[6pt]
&= S(2 + S(S(0))) \\[6pt]
&= S(S(2 + S(0))) \\[6pt]
&= S(S(S(2 + 0))) \\[6pt]
&= S(S(S(2)))
\end{align}
Since $S(S(S(2)))$ is, by definition, the natural number obtained from $2$ by applying the successor function three times, the final value coincides with the natural number $5$.
The result of the computation is $2 + 3 = 5$.
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Order of operations
Before discussing the algebraic properties of real numbers, it is essential to clarify how operations are performed in an expression. The fundamental properties of real numbers allow us to manipulate expressions, but the order of operations ensures that every expression has a well-defined and unambiguous value. When an expression involves several operations at once, we follow a precise and universally accepted sequence. A commonly used mnemonic is PEMDAS:
	P = Parentheses  
	E = Exponents  
	M = Multiplication  
	D = Division  
	A = Addition  
	S = Subtraction  

This means that expressions inside parentheses are evaluated first. Exponents are computed next. Multiplication and division are performed from left to right. Addition and subtraction are then carried out from left to right.  
Multiplication and division have equal precedence (as do addition and subtraction). When two operations have the same priority, they are evaluated from left to right.


	Consider $3 + 4 \cdot 2$. By precedence, multiplication comes before addition: $4 \cdot 2 = 8$ so $3 + 8 = 11$.

	Consider now $(3 + 4) \cdot 2$. Parentheses alter the natural priority: $3 + 4 = 7$ then $7 \cdot 2 = 14$.

	Consider the expression $5 + 2^3 \cdot 4$. First compute the exponent: $2^3 = 8.$ Then multiply: $8 \cdot 4 = 32$. Finally add: $5 + 32 = 37$.



Density and completeness in $\mathbb{R}$
The real numbers are said to be dense: between any two distinct real numbers, there always exists another. Formally, for every $a, b \in \mathbb{R}$ with $a < b$, there exists $c \in \mathbb{R}$ such that $a < c < b$. One natural choice is the arithmetic mean $c = (a+b)/2$, but infinitely many such values exist.
This sets $\mathbb{R}$ apart from the integers, where gaps are plainly visible: there is no integer between $2$ and $3$. The rational numbers $\mathbb{Q}$ are also dense, yet incomplete: they contain gaps at points such as $\sqrt{2}$ and $\pi$, which are real but not rational.
The real numbers are distinguished by being both dense and complete: every gap is filled, and the number line has no missing points. Completeness is a deeper structural property: every non-empty subset of $\mathbb{R}$ bounded above has a least upper bound (supremum) in $\mathbb{R}$, and every Cauchy sequence of real numbers converges to a real limit. In contrast, $\mathbb{Q}$ is dense but not complete: there exist Cauchy sequences of rationals that converge to an irrational limit.


Closure property
Among all the properties that characterize the real numbers, closure is in some sense the most fundamental: it guarantees that the set $\mathbb{R}$ is self-contained with respect to its basic operations. Formally, for all $a, b \in \mathbb{R}$:
a + b \in \mathbb{R}
a \cdot b \in \mathbb{R}
In plain terms: when you add or multiply two real numbers, you always get a real number back. The result never escapes the set. This may sound like a trivial observation but closure is far from automatic when working with other collections of numbers. The integers, for instance, are closed under addition and multiplication, but division lets you out: $1 \div 2$ is not an integer. Go one step further and subtract within the natural numbers: $3 - 5$ has no answer there. Closure is therefore not a birthright of every number set, but something that has to be earned, checked operation by operation, set by set.
In the axiomatic treatment of the real numbers, closure is typically listed as the first field axiom. Without it, writing $a + b$ would be meaningless — there would be no guarantee that the sum of two real numbers is itself a real number, and the entire arithmetic of $\mathbb{R}$ would rest on uncertain ground.


Commutative property
The commutative property expresses a structural symmetry of the real number system. It states that the result of an operation does not depend on the order of the operands. Within the real numbers, this property holds for both addition and multiplication. Formally, for all real numbers $a, b \in \mathbb{R}$:
a + b = b + a
a \cdot b = b \cdot a
This property is not a computational shortcut but an intrinsic feature of the algebraic structure of $\mathbb{R}$. In fact, the real numbers form a commutative field, meaning that both addition and multiplication are commutative binary operations. It is important to observe that commutativity does not apply to every algebraic operation. Subtraction and division, for instance, are not commutative in general:
a - b \neq b - a \quad \text{and} \quad
\frac{a}{b} \neq \frac{b}{a}
Thus, commutativity characterizes specific operations and plays a fundamental role in simplifying expressions and rearranging terms. Let $a = 3$ and $b = 7$. Then $3 + 7 = 10$ and $7 + 3 = 10$. Similarly, $3 \cdot 7 = 21$ and $7 \cdot 3 = 21.$ The equality of the results illustrates that the order of the operands does not affect the outcome.
More generally, in algebraic manipulation, commutativity allows us to reorder terms within sums or products. For example $2x + 5 = 5 + 2x$ which may be useful when grouping like terms or arranging expressions into a standard form.


Associative property
The associative property concerns the way in which operands are grouped when more than two numbers are combined under the same operation. While the commutative property allows us to change the order of terms, the associative property allows us to change their grouping without affecting the result. For the real numbers, associativity holds for both addition and multiplication. Formally, for all $a, b, c \in \mathbb{R}$:
a + (b + c) = (a + b) + c
a \cdot (b \cdot c) = (a \cdot b) \cdot c
These equalities state that when adding or multiplying three real numbers, the placement of parentheses does not change the final value. The operation may therefore be performed in successive steps without ambiguity. As in the commutative case, associativity does not hold for all operations. Subtraction and division are not associative in general:
a - (b - c) \neq (a - b) - c
a \div (b \div c) \neq (a \div b) \div c
Thus, associativity is a specific structural property of addition and multiplication in the real numbers.

Let $a = 2$, $b = 3$, and $c = 4$. For addition:
2 + (3 + 4) = 2 + 7 = 9
(2 + 3) + 4 = 5 + 4 = 9
For multiplication:
2 \cdot (3 \cdot 4) = 2 \cdot 12 = 24
(2 \cdot 3) \cdot 4 = 6 \cdot 4 = 24
In both cases, the value is unchanged by regrouping. From a structural perspective, associativity ensures that expressions involving repeated addition or multiplication can be written without parentheses. For example $a + b + c$ is unambiguous because any grouping yields the same result. This property is fundamental in algebra, as it allows long sums and products to be manipulated, simplified, and reorganized without altering their meaning.

Distributive property
The distributive property describes the interaction between multiplication and addition. While commutativity and associativity concern a single operation, the distributive property connects two distinct operations and explains how one distributes over the other. In the real numbers, multiplication distributes over addition. Formally, for all $a, b, c \in \mathbb{R}$:
a \cdot (b + c) = a \cdot b + a \cdot c
(b + c) \cdot a = b \cdot a + c \cdot a
This property states that multiplying a sum by a real number is equivalent to multiplying each term of the sum individually and then adding the results. The distributive law also extends naturally to subtraction, since subtraction can be interpreted as the addition of an additive inverse:
a \cdot (b - c) = a \cdot b - a \cdot c

Let $a = 3$, $b = 4$, and $c = 5$. Compute the left-hand side:
3 \cdot (4 + 5) = 3 \cdot 9 = 27
Now compute the right-hand side:
3 \cdot 4 + 3 \cdot 5 = 12 + 15 = 27
Both expressions yield the same result, confirming the distributive property. The distributive property is fundamental in algebraic manipulation. It allows us to expand expressions such as $a(x + y)$ into $ax + ay$ and conversely, to factor expressions like $ax + ay$ into $a(x + y)$.
Thus, the distributive law underlies both expansion and factorization. It provides the structural bridge between addition and multiplication in the real number system and is essential for simplifying expressions, solving equations, and developing polynomial algebra.
Within the framework of real numbers, the distributive property is one of the defining axioms of a field, ensuring coherence between the additive and multiplicative structures.


Identity properties
The identity properties describe the existence of special elements in the real numbers that leave other elements unchanged under a given operation. These elements are called identity elements because they preserve the value of a number when combined with it. In the real number system, there are two identity elements: one for addition and one for multiplication.

There exists a unique real number, denoted $0$, such that for every $a \in \mathbb{R}$:
a + 0 = a \quad \text{and} \quad 0 + a = a
The number $0$ is called the additive identity because adding zero does not alter the value of a real number. The uniqueness of this element is important. If a number $n$ satisfies $a + n = a \quad \forall \, a \in \mathbb{R}$ then necessarily $n = 0$.

There also exists a unique real number, denoted $1$, such that for every $a \in \mathbb{R}$:
a \cdot 1 = a \quad \text{and} \quad 1 \cdot a = a
The number $1$ is called the multiplicative identity because multiplying by one leaves every real number unchanged. As in the additive case, this identity element is unique. If a number $n$ satisfies $a \cdot n = a \quad \forall \, a \in \mathbb{R}$ then necessarily $n = 1$.
The existence of identity elements is one of the defining features of the real numbers as a field. The additive identity $0$ anchors the additive structure, while the multiplicative identity $1$ anchors the multiplicative structure.


Inverse property
The inverse property complements the identity property. While identity elements leave numbers unchanged, inverse elements "undo" an operation and return the identity element. In the real number system, every element has an additive inverse, and every nonzero element has a multiplicative inverse.
For every $a \in \mathbb{R}$, there exists a real number, denoted $-a$, such that:
a + (-a) = 0
The number $-a$ is called the additive inverse (or opposite) of $a$. Its defining property is that when added to $a$, the result is the additive identity $0$. The additive inverse is unique. If a number $b$ satisfies $a + b = 0$ then necessarily $b = -a$.

For every nonzero real number $a \in \mathbb{R}$, there exists a unique real number $\dfrac{1}{a}$ such that:
a \cdot \frac{1}{a} = 1
The number $\dfrac{1}{a}$ is called the multiplicative inverse (or reciprocal) of $a$. It is defined only for $a \neq 0$, since no real number multiplied by $0$ can produce the multiplicative identity $1$. As in the additive case, the multiplicative inverse is unique. If a number $b$ satisfies $a \cdot b = 1$ then necessarily $b = \dfrac{1}{a}$.
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Field and order structure
The real numbers are introduced as a structure characterised by a combination of algebraic and order properties. These properties determine their behaviour and distinguish it from all other numerical fields. The real numbers form a field under addition and multiplication. This means that both operations are associative and commutative, multiplication distributes over addition, and every nonzero real number admits a multiplicative inverse. The additive identity is $0$ and the multiplicative identity is $1$. The algebraic axioms underlying this structure are discussed in detail in Properties of Real Numbers. Beyond its algebraic structure, $\mathbb{R}$ carries a total order relation, denoted $<$: for any two elements $x, y \in \mathbb{R}$, exactly one of the following three relations holds:
x < y \qquad x = y \qquad y < x
The order is compatible with the field operations.
	If $x < y$, then $x + z < y + z$ for every $z \in \mathbb{R}$
	If $x < y$ and $z > 0$ then $xz < yz$

A field equipped with a total order satisfying these compatibility conditions is an ordered field. Both $\mathbb{Q}$ and $\mathbb{R}$ are ordered fields (what separates the two is the completeness property introduced below).

The real line
The real numbers admit a geometric interpretation that makes their order and completeness clear. Fix an arbitrary point on a straight line and label it $0$. Fix a second point to its right and label it $1$. Every real number $x$ then corresponds to a unique point on the line: positive numbers lie to the right of $0$, negative numbers to the left, at a distance from the origin equal to the absolute value $|x|$. This correspondence is a bijection between $\mathbb{R}$ and the points of the line and it preserves the order. $x < y$ holds if and only if the point corresponding to $x$ lies to the left of the point corresponding to $y$.

The completeness axiom
The property that distinguishes $\mathbb{R}$ from $\mathbb{Q}$ is completeness. It expresses the absence of gaps. Every position on the number line that could be approached by a sequence of rational numbers is actually occupied by a real number. The rational numbers, by contrast, leave the line with infinitely many holes, one for each irrational value.
The formulation relies on the notion of an upper bound. A subset $S \subseteq \mathbb{R}$ is said to be bounded above if there exists a real number $M$ such that $x \leq M$ for every $x \in S$. Such a number $M$ is called an upper bound of $S$. When a smallest upper bound exists, it is called the supremum of $S$, or least upper bound, and is denoted $\sup S$.
The completeness axiom of the real numbers can be stated as follows: every non-empty subset of $\mathbb{R}$ that is bounded above has a supremum in $\mathbb{R}$. This statement is known as the least upper bound property. The rational numbers fail to satisfy it. To see why, consider the following set:
S = \{ q \in \mathbb{Q} : q^2 < 2 \}
This set is non-empty and bounded above within $\mathbb{Q}$, yet it has no least upper bound in $\mathbb{Q}$. The value $\sqrt{2}$, which plays the role of $\sup S$, is irrational and therefore absent from $\mathbb{Q}$. In $\mathbb{R}$, the number $\sqrt{2}$ exists and one has $\sup S = \sqrt{2}$.
A symmetric notion applies to sets bounded below. A subset $S \subseteq \mathbb{R}$ is bounded below if there exists $m \in \mathbb{R}$ such that $x \geq m$ for all $x \in S$. The greatest lower bound, or infimum, is denoted $\inf S$. The completeness axiom implies that every non-empty subset of $\mathbb{R}$ bounded below has an infimum in $\mathbb{R}$.

The Archimedean property
A consequence of completeness is the Archimedean property of $\mathbb{R}$. It states that for every real number $x$, there exists a natural number $n$ such that $n > x$. Equivalently, the set of natural numbers $\mathbb{N}$ is not bounded above in $\mathbb{R}$. The argument runs as follows.
	Suppose, for contradiction, that $\mathbb{N}$ were bounded above in $\mathbb{R}$.
	By the completeness axiom, $\mathbb{N}$ would then have a supremum that we call $s = \sup \mathbb{N}$.
	Since $s - 1 < s$, the number $s - 1$ is not an upper bound of $\mathbb{N}$, so there exists $n \in \mathbb{N}$ with $n > s - 1$.
	It follows that $n + 1 > s$. Since $n + 1 \in \mathbb{N}$, this contradicts $s$ being an upper bound of $\mathbb{N}$.

To illustrate the property concretely, consider the real number $x = 7.4$. The Archimedean property guarantees the existence of a natural number greater than $x$: since $8 > 7.4$, the smallest such natural number is $n = 8$. The result, elementary as it appears, depends on the completeness of $\mathbb{R}$ and fails in ordered fields that do not satisfy it.

Dedekind cuts
A Dedekind cut is a subset $A \subseteq \mathbb{Q}$ satisfying three conditions: $A$ is non-empty and $A \neq \mathbb{Q}$. If $q \in A$ and $p < q$ then $p \in A$, and $A$ has no greatest element. The set $\mathbb{R}$ is then defined as the collection of all Dedekind cuts of $\mathbb{Q}$.
To illustrate, the rational number $r \in \mathbb{Q}$ corresponds to the cut $A_r = \{ q \in \mathbb{Q} : q < r \}$. An irrational number such as $\sqrt{2}$ corresponds instead to the cut:
A = \{ q \in \mathbb{Q} : q < 0 \} \cup \{ q \in \mathbb{Q} : q > 0 \text{ and } q^2 < 2 \}.
This set satisfies all three conditions, yet has no rational supremum in $\mathbb{Q}$: the cut carves out a position on the rational line where no rational number sits, and it is precisely this gap that the construction fills by declaring $A$ itself to be a real number.

The algebraic structure of $\mathbb{R}$ is then built directly from set-theoretic operations on cuts. Addition is defined by setting:
A + B = \{ p + q : p \in A,\, q \in B \}
The order is given by inclusion: $A \leq B$ if and only if $A \subseteq B$. One verifies that these definitions make $\mathbb{R}$ into a totally ordered field. The completeness of $\mathbb{R}$ in this construction has the following proof: given a non-empty collection $S$ of cuts that is bounded above, the supremum is the union $\bigcup_{A \in S} A$, which is itself a cut and is the least upper bound of $S$ by construction.
The Dedekind construction builds the real numbers from the order structure of $\mathbb{Q}$ alone. Its main contribution is to show that the completeness of $\mathbb{R}$ is a consequence of filling in all the gaps that the rational order leaves open.


Cauchy sequence construction
A second construction of $\mathbb{R}$ starts from a limitation of $\mathbb{Q}$. Not every Cauchy sequence of rational numbers converges to a rational number. A sequence $(x_n)_{n \in \mathbb{N}}$ in $\mathbb{Q}$ is a Cauchy sequence if for every $\varepsilon \in \mathbb{Q}^+$ there exists $N \in \mathbb{N}$ such that:
m, n \geq N \implies |x_m - x_n| < \varepsilon
The terms of the sequence cluster together without the sequence needing to refer to a limit, which may not yet exist in $\mathbb{Q}$. The sequence of rational approximations to $\sqrt{2}$ is a standard example:
\left(1,\, \frac{3}{2},\, \frac{7}{5},\, \frac{17}{12},\, \ldots\right)
It is Cauchy in $\mathbb{Q}$, yet its limit lies outside $\mathbb{Q}$. Two Cauchy sequences $(x_n)$ and $(y_n)$ in $\mathbb{Q}$ are declared equivalent if their difference tends to zero:
(x_n) \sim (y_n) \iff \lim_{n \to \infty} |x_n - y_n| = 0
One verifies that $\sim$ is an equivalence relation. The real numbers are then defined as the set of equivalence classes:
\mathbb{R} := C/{\sim}
$C$ denotes the collection of all Cauchy sequences in $\mathbb{Q}$. Addition and multiplication are defined termwise:
[(x_n)] + [(y_n)] = [(x_n + y_n)]
[(x_n)] \cdot [(y_n)] = [(x_n y_n)]
These operations are well-defined, meaning independent of the choice of representative. The order is given by $[(x_n)] \leq [(y_n)]$ when either $(x_n) \sim (y_n)$ or there exists $N \in \mathbb{N}$ such that $x_n < y_n$ for all $n \geq N$. The rational numbers embed into $\mathbb{R}$ via $q \mapsto [(q, q, q, \ldots)]$ preserving both operations and order.
The real number $\sqrt{2}$, for instance, is the equivalence class of any Cauchy sequence of rationals converging to it, such as $(1, 1.4, 1.41, 1.414, \ldots)$. Two such sequences satisfy $(x_n) \sim (y_n)$ and therefore define the same real number. Completeness in this construction means that every Cauchy sequence of real numbers converges to a real number. The Dedekind and Cauchy constructions are isomorphic as complete ordered fields (they describe exactly the same mathematical object).

Consequences of completeness
The rational numbers are dense in $\mathbb{R}$: between any two distinct real numbers there exists a rational number. In more formal terms for every $x, y \in \mathbb{R}$ with $x < y$, there exists $q \in \mathbb{Q}$ such that $x < q < y$. This follows from the Archimedean property. Given $x < y$, one finds a natural number $n$ satisfying $n(y - x) > 1$ and among the integers $m$ with $m > nx$ one can identify one for which $x < m/n < y$ holds.
Despite the density of $\mathbb{Q}$ in $\mathbb{R}$, the two sets differ in cardinality. The rational numbers are countable, meaning their elements can be placed in a one-to-one correspondence with the natural numbers. The real numbers are uncountable since no such correspondence exists. This result implies that the irrational numbers, which form the set $\mathbb{R} \setminus \mathbb{Q}$, constitute the overwhelming majority of the real line.
The Bolzano-Weierstrass theorem is a further consequence of completeness. It states that every bounded sequence of real numbers has a convergent subsequence. This result guarantees that bounded infinite sets cannot spread indefinitely without accumulating somewhere, and it underpins the theory of limits, continuous functions, and compactness in $\mathbb{R}$.

Uniqueness of $\mathbb{R}$
The real number system is the unique complete ordered field. Any two complete ordered fields are isomorphic as ordered fields, and the isomorphism between them is unique. This means that $\mathbb{R}$ is not merely one among many possible completions of $\mathbb{Q}$ but the only one up to a structure-preserving bijection.

Intervals
Among the subsets of $\mathbb{R}$, intervals occupy a central role. An interval is a subset $I \subseteq \mathbb{R}$ with the property that, whenever two points belong to it, every point lying between them also belongs to it. Intervals may be bounded, such as the open interval $(a, b)$ or the closed interval $[a, b]$, or unbounded, such as $[a, +\infty)$ or $(-\infty, b)$. The entire real line is itself an interval, denoted $(-\infty, +\infty)$.
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Introduction
A set is a collection of objects called elements that are considered as a whole. They are represented by uppercase letters $A$, $B$, $C$, and their elements by lowercase letters. The notation $x \in A$ indicates that an object $x$ belongs to the set $A$ while $x \notin A$ indicates that $x$ is not an element of $A$. For any given object, it is always possible to determine unambiguously if the object belongs to the collection or not.
A set can be described by enumeration or by the set-builder notation.
Enumeration consists of explicitly listing each element of the set and is practical when the cardinality of the set is finite or small:
A = \{a_1, a_2, a_3, a_4\}
When the elements are numerous or infinite, set-builder notation becomes preferable. In this case the set is described by the property that each element must satisfy in order to belong to it:
A = \{ x \in \mathbb{Z} \mid x > 4, \, x \leq 8 \}
The previous notation defines $A$ as the set of all integers $x$ such that $x > 4$ and $x \leq 8$, that is, the set of the following integers:
A = \{5, 6, 7, 8\}
The empty set is the set that contain no elements, is denoted by $\emptyset$ or $\{\}$ and serves a role in set theory analogous to that of zero in arithmetic.

The universal set
Often, we specify a main collection containing all objects we are considering, called the universal set and it is written as $U$. All sets in this context are subsets of $U$. The choice of $U$ depends on the situation. In elementary number theory, one often works with $U = \mathbb{Z}$, whereas in real analysis the usual choice is $U = \mathbb{R}$.
The universal set is a way to define the concept of set complement unambiguously as illustrated in the section on set operations.


Cardinality of finite sets
The cardinality of a set $A$, denoted $|A|$, is the number of elements the set contains. The cardinality can be measured in different cases, as follows.
The empty set has cardinality $|\emptyset| = 0$.
Two finite sets have the same cardinality if and only if they contain the same number of elements.
The cardinality of the power set of a finite set $A$ with $n$ elements is given by:
|\mathcal{P}(A)| = 2^n
The cardinality of the Cartesian product of two finite sets $A$ and $B$ is given by:
|A \times B| = |A| \cdot |B|
In this case each element of $A$ can be paired with every element of $B$, producing $|A| \cdot |B|$ ordered pairs.
The cardinality of the union of two sets $A$ and $B$ is given by:
|A \cup B| = |A| + |B| - |A \cap B|
The previous expression is known as the inclusion-exclusion principle, which ensures that elements common to both sets are counted once. Every element of $A \cup B$ appears in the sum $|A| + |B|$. Elements lying in $A \cap B$ are counted twice so the term is subtracted to assure the correct count.
The principle can also be extended to three sets, as expressed by:
|A \cup B \cup C| = |A| + |B| + |C| - |A \cap B| - |A \cap C| - |B \cap C| + |A \cap B \cap C|
In this case:
	Elements belonging to one set are counted a single time.
	Elements shared by two sets are added twice and subtracted once, giving a net contribution of one.
	Elements lying in all three sets are added three times, subtracted three times, and added back once through the triple intersection, again producing a net contribution of one.


Subsets and power sets
In this section, we examine the definitions of subset and power set. Intuitively, the former are sets whose elements all belong to another set, while the latter are sets whose elements are themselves subsets of a given set. A set $A$ is a subset of $B$ if every element of $A$ is also an element of $B$:
A \subseteq B \iff \forall \, x, \, x \in A \rightarrow x \in B
Two sets are equal if and only if each is contained in the other, which is the standard way to establish set equality in mathematics:
A = B \iff A \subseteq B \text{ and } B \subseteq A
If $A \subseteq B$ and $A \neq B$, then $A$ is a proper subset of $B$, denoted $A \subsetneq B$ and in this case, there exists at least one element in $B$ that does not belong to $A$. The empty set is a subset of every set. The inclusion $\emptyset \subseteq A$ holds for any set $A$, because the implication $x \in \emptyset \Rightarrow x \in A$ is vacuously true.
The power set of a set $A$ is the set of all subsets of $A$ and is denoted $\mathcal{P}(A)$. It includes the empty set $\emptyset$ and the set $A$ itself. If $A$ has $n$ elements, then $\mathcal{P}(A)$ has $2^n$ elements. For example, if $A = \{a, b, c\}$, then the power set contains $2^3 = 8$ elements:
\mathcal{P}(A) = \{\emptyset, \, \{a\}, \, \{b\}, \, \{c\}, \, \{a,b\}, \, \{a,c\}, \, \{b,c\}, \, \{a,b,c\}\}

Partitions
A partition of a set $A$ is a family of non-empty subsets $\{A_i\}_{i \in I}$ that do not overlap and cover the whole of $A$, which means the following conditions must hold:
\begin{align}
&A_i \neq \emptyset \quad \forall \, i \in I \\[6pt]
&A_i \cap A_j = \emptyset \quad \forall \, i \neq j \\[6pt]
& \bigcup_{i \in I} A_i = A
\end{align}
The subsets $A_i$ are called the blocks of the partition and each element of $A$ belongs to exactly one of them. A simple example is the set of integers $\mathbb{Z}$, which can be partitioned into the set of even integers and the set of odd integers, since these two blocks are non-empty, disjoint, and together cover the whole of $\mathbb{Z}$.
Partitions are related to equivalence relations. Given an equivalence relation on $A$ we have:
	The equivalence classes it induces form a partition of $A$.
	Any partition of $A$ defines an equivalence relation by declaring two elements equivalent whenever they belong to the same block.


Set operations
Set operations generate new sets by combining the elements of different sets in different ways. The main operations are union, intersection, complement, and difference, which are illustrated below.
The union of $A$ and $B$ is the set of all elements that belong to at least one of the two sets. Elements common to $A$ and $B$ are listed only once, since sets do not allow repetitions.
A \cup B = \{x \mid x \in A \text{ or } x \in B\}
The intersection of $A$ and $B$ is the set of elements that belong to both sets:
A \cap B = \{x \mid x \in A \text{ and } x \in B\}
If $A \cap B = \emptyset$, the two sets are disjoint and share no elements.
The complement of $A$ with respect to a universal set $U$ is the set of all elements in $U$ that do not belong to $A$. It is written as:
A^c = \{x \in U \mid x \notin A\}
Another way to represent the complement of $A$ is $\overline{A}$ or $U \setminus A$. A single set may yield different complements when $U$ changes, since the elements of the complement vary with the universal set we pick.
The difference of $A$ and $B$, $A \setminus B$, is the set of elements that belong to $A$ but not to $B$:
A \setminus B = \{x \mid x \in A \text{ and } x \notin B\}
The relation $A \setminus B \neq B \setminus A$ holds, since the difference between sets is not a commutative operation. For any universal set that contains both $A$ and $B$ the identity $A \setminus B = A \cap B^c$ holds, linking the difference to the complement.
The symmetric difference of $A$ and $B$, $A \triangle B$, is the set of elements that belong to one of the two sets but not to both:
A \triangle B = (A \setminus B) \cup (B \setminus A)
An equivalent representation is given by the following expression:
A \triangle B = (A \cup B) \setminus (A \cap B)
The symmetric difference is commutative and associative, and satisfies $A \triangle A = \emptyset$ and $A \triangle \emptyset = A$. Together with intersection, it gives the collection of all subsets of a given set the structure of a boolean ring.

Properties of set operations
The set operations satisfy a series of identities that form the foundation of Boolean algebra and hold for any sets $A$, $B$, and $C$ within a universal set $U$. Union and intersection are commutative operations. The order in which two sets are combined does not affect the result.
\begin{align}
A \cup B &= B \cup A \\[6pt]
A \cap B &= B \cap A
\end{align}
Both operations are also associative, meaning that when three sets are combined, the grouping of the operands is irrelevant.
\begin{align}
(A \cup B) \cup C &= A \cup (B \cup C) \\[6pt]
(A \cap B) \cap C &= A \cap (B \cap C)
\end{align}
Union and intersection distribute over each other, in a manner analogous to the distributive law of arithmetic.
\begin{align}
A \cap (B \cup C) &= (A \cap B) \cup (A \cap C) \\[6pt]
A \cup (B \cap C) &= (A \cup B) \cap (A \cup C)
\end{align}
The empty set and the universal set act as the identity element respectively for union and for intersection. Combining any set with either of them brings back the original set.
\begin{align}
A \cup \emptyset &= A \\[6pt]
A \cap U &= A
\end{align}
The empty set annihilates intersection and the universal set annihilates union. Combining any set with these elements gives back the absorbing element rather than the original set:
\begin{align}
A \cap \emptyset &= \emptyset \\[6pt]
A \cup U &= U
\end{align}
Each element of $U$ lies either in $A$ or in its complement, never in both, and applying the complement operation a second time, in succession, brings the original set back:
\begin{align}
A \cup A^c &= U \\[6pt]
A \cap A^c &= \emptyset \\[6pt]
(A^c)^c &= A
\end{align}
De Morgan's laws
De Morgan's laws are algebraic identities that describe how union and intersection behave under the complement operation. These identities allow set expressions to be rewritten in equivalent forms, helping to simplify the operations.
\begin{align}
(A \cup B)^c &= A^c \cap B^c \\[6pt]
(A \cap B)^c &= A^c \cup B^c
\end{align}
The first law states that the complement of a union equals the intersection of the complements. An element is missing from $A \cup B$ only when it is missing from both $A$ and $B$, and this is the same as belonging to both $A^c$ and $B^c$.
The second law states that an element is not in the intersection $A \cap B$ when it is missing from at least one of the two sets, and this places it in $A^c \cup B^c$.
These laws generalise to arbitrary finite collections of sets. For example, for the sets $A_1, A_2, \ldots, A_n$ we have the following relations:
\begin{align}
\left(\bigcup_{i=1}^{n} A_i\right)^c &= \bigcap_{i=1}^{n} A_i^c \\[6pt]
\left(\bigcap_{i=1}^{n} A_i\right)^c &= \bigcup_{i=1}^{n} A_i^c
\end{align}
There exists a relation between the algebraic structure of sets and that of the logical connectives of propositional logic. De Morgan's laws correspond, in fact, to the following equivalences in propositional logic:
\neg(P \lor Q) \equiv \neg P \land \neg Q
\neg(P \land Q) \equiv \neg P \lor \neg Q

Example
Let $U = \{1, 2, 3, 4, 5, 6, 7, 8, 9, 10\}$ be the universal set, and define the following two subsets:
\begin{align}
A &= \{1, 2, 3, 4, 6\} \\[6pt]
B &= \{2, 4, 6, 8, 10\}
\end{align}
The union and intersection of the two sets are computed from the definitions:
\begin{align}
A \cup B &= \{1, 2, 3, 4, 6, 8, 10\} \\[6pt]
A \cap B &= \{2, 4, 6\}
\end{align}
The complements with respect to $U$ are the elements excluded from each set:
\begin{align}
A^c &= \{5, 7, 8, 9, 10\} \\[6pt]
B^c &= \{1, 3, 5, 7, 9\}
\end{align}
We now verify the first De Morgan law. The complement of the union is:
(A \cup B)^c = U \setminus (A \cup B) = \{5, 7, 9\}
The intersection of the complements gives:
\begin{align}
A^c \cap B^c &= \{5, 7, 8, 9, 10\} \cap \{1, 3, 5, 7, 9\} \\[6pt]
&= \{5, 7, 9\}
\end{align}
The two sets coincide, confirming the first De Morgan law. We now verify the inclusion-exclusion principle using cardinalities.
|A| = 5 \quad |B| = 5 \quad |A \cap B| = 3
|A \cup B| = 5 + 5 - 3 = 7
A direct count of the elements of $A \cup B = \{1, 2, 3, 4, 6, 8, 10\}$ confirms that $|A \cup B| = 7$.
Lastly, we compute the symmetric difference and check how it relates to the other operations.
A \triangle B = (A \setminus B) \cup (B \setminus A)
The two differences are $A \setminus B = \{1, 3\}$ and $B \setminus A = \{8, 10\}$, giving:
A \triangle B = \{1, 3, 8, 10\}
The same result can be obtained through the equivalent characterisation that uses union and intersection:
\begin{align}
(A \cup B) \setminus (A \cap B) &= \{1, 2, 3, 4, 6, 8, 10\} \setminus \{2, 4, 6\} \\[6pt]
&= \{1, 3, 8, 10\}
\end{align}

Cartesian product
Given two sets $A$ and $B$, the Cartesian product $A \times B$ is the set of all ordered pairs $(a, b)$ such that $a$ belongs to $A$ and $b$ belongs to $B$:
A \times B = \{(a, b) \mid a \in A, \, b \in B\}
An ordered pair is asymmetric: $(a, b)$ differs from $(b, a)$ if $a$ and $b$ are not the same. Two ordered pairs are equal if and only if their corresponding components are equal, as expressed by the following condition:
(a, b) = (a', b') \iff a = a' \text{ and } b = b'
In general $A \times B$ and $B \times A$ are not the same. If set $A$ contains $m$ elements and set $B$ contains $n$ elements, then $A \times B$ contains $mn$ elements. For example $\mathbb{R} \times \mathbb{R}$, which represents the set of all pairs of real numbers corresponding to the Cartesian plane, contains $\mathbb{R}^2$ elements.
Given the sets $A_1, A_2, \ldots, A_n$, their Cartesian product is the set of all ordered $n$-tuples:
A_1 \times A_2 \times \cdots \times A_n = \{(a_1, a_2, \ldots, a_n) \mid a_i \in A_i \, \text{for each } \, i = 1, \ldots, n\}
An $n$-tuple $(a_1, \ldots, a_n)$ is an ordered sequence of $n$ elements, and two $n$-tuples are equal if and only if all corresponding components are equal. If all sets are identical, that is, $A_i = A$ for every $i$, the product is $A^n$. The space $\mathbb{R}^n$ is the $n$-fold Cartesian product of $\mathbb{R}$ with itself, and its elements are $n$-tuples of real numbers.

The ordered pair
The discussion so far has treated the ordered pair $(a, b)$ as an intuitive notion, namely a pair of objects in which the first component is $a$ and the second is $b$. In formal terms, the ordered pair can be defined set-theoretically as a set containing two elements:
(a, b) = \{\{a\}, \, \{a, b\}\}
The term $\{a\}$ is the singleton, and $\{a, b\}$ is the unordered pair. The element $a$ appears in both, whereas $b$ appears only in one. This definition is justified by the following result:
(a, b) = (c, d) \implies a = c \text{ and } b = d
To verify this property, suppose $\{\{a\}, \{a, b\}\} = \{\{c\}, \{c, d\}\}$. We have two cases, depending on whether $a = b$ or $a \neq b$.
In the first case, when $a = b$ we have $\{a, b\} = \{a\}$, so the left-hand side becomes $\{\{a\}\}$, a singleton set. For equality, the right-hand side must also be a singleton, which requires $\{c\} = \{c, d\}$, implying $c = d$. The single element on each side must coincide, so $\{a\} = \{c\}$, and thus $a = c$. Therefore, since $b = a = c = d$, it follows that $a = c$ and $b = d$.
If $a \neq b$, then the left-hand side contains two distinct elements: $\{a\}$ and $\{a, b\}$. The singleton $\{a\}$ must correspond to either $\{c\}$ or $\{c, d\}$ on the right-hand side. If $\{a\} = \{c, d\}$, then $c = d = a$, which would make $\{c\} = \{c, d\}$, resulting in a singleton on the right, contradicting the presence of two distinct elements on the left. Therefore, $\{a\} = \{c\}$, so $a = c$. It follows that $\{a, b\} = \{c, d\} = \{a, d\}$, and since $a \neq b$, it must be that $b = d$.
In both cases, $a = c$ and $b = d$, as required. The converse is straightforward, since if $a = c$ and $b = d$ then the two sets are identical by substitution.
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The completeness axiom
Although real numbers are frequently introduced via their algebraic properties, the essential distinction between $\mathbb{R}$ and $\mathbb{Q}$ lies in their order structure, particularly a unique property of that order. Specifically, every non-empty subset of $\mathbb{R}$ that is bounded above possesses a least upper bound that remains within $\mathbb{R}$. This property is known as the completeness axiom and serves as a foundational characteristic of the real line. The notions of supremum and infimum provide practical means to apply this axiom.

Upper and lower bounds
Consider a non-empty set $A \subseteq \mathbb{R}$. A real number $M$ is defined as an upper bound of $A$ if:
a \leq M \quad \forall \, a \in A
If such a number exists, the set $A$ is bounded above. Similarly, a real number $m$ is a lower bound of $A$ if:
a \geq m \quad \forall \, a \in A
In this case, $A$ is bounded below. A set is considered bounded if it is both bounded above and below, that is, there exists $K > 0$ such that:
|a| \leq K \quad \forall \, a \in A
Upper bounds, when they exist, are generally not unique. For example, if $M$ is an upper bound of $A$, then $M + 1$ and $M + 100$ are also upper bounds. The same applies symmetrically to lower bounds. If $m$ is a lower bound of $A$, so is $m - 1$. The least upper bound is called the supremum, and the greatest lower bound is called the infimum.

	If $A$ is non-empty but not bounded above, the supremum is conventionally defined as $\sup A = +\infty$.

	If $A$ is not bounded below, the infimum is set as $\inf A = -\infty$.

	For the empty set, the conventions $\sup \emptyset = -\infty$ and $\inf \emptyset = +\infty$ are employed.



Supremum
Consider a non-empty subset $A \subseteq \mathbb{R}$ that is bounded above. The supremum of $A$, denoted $\sup A$, is defined as its least upper bound. A real number $s$ is equal to $\sup A$ if and only if both of the following conditions are satisfied. The first condition says that $s$ is an upper bound of $A$:
a \leq s \quad \forall \, a \in A
The second condition ensures that any number strictly less than $s$ is exceeded by some element of $A$:
\forall \; \varepsilon > 0 \quad \exists \, a \in A : a > s - \varepsilon
Together, these conditions determine $s$. There can be only one least upper bound. If both $s$ and $s'$ satisfy the definition, then we have:
s \leq s' \, \wedge \, s' \leq s \, \to s = s'
An equivalent characterisation states that $s = \sup A$ if and only if $s$ is an upper bound of $A$ and there exists a sequence $(a_n) \subseteq A$ such that $a_n \to s$.
The completeness axiom ensures that $\sup A$ exists in $\mathbb{R}$ whenever $A$ is non-empty and bounded above. This property does not hold in $\mathbb{Q}$. For example, the set $\{q \in \mathbb{Q} : q^2 < 2\}$ is bounded above in $\mathbb{Q}$, but its least upper bound is $\sqrt{2}$, which is not a rational number. In this case, the supremum exists, but it does not belong to the space. Such a situation cannot occur in $\mathbb{R}$.


Infimum
Consider a non-empty subset $A \subseteq \mathbb{R}$ that is bounded below. The infimum of $A$, denoted $\inf A$, is defined as its greatest lower bound. A real number $i$ is equal to $\inf A$ if and only if both of the following conditions are satisfied. The first condition says that $i$ is a lower bound of $A$:
a \geq i \quad \forall \, a \in A
The second condition ensures that any number strictly greater than $i$ is preceded by some element of $A$:
\forall \; \varepsilon > 0 \quad \exists \, a \in A : a < i + \varepsilon
Together, these conditions uniquely determine $i$. There can be only one greatest lower bound. If both $i$ and $i'$ satisfy the definition, then we have
i \geq i' \, \wedge \, i' \geq i \, \to i = i'
An equivalent characterisation states that $i = \inf A$ if and only if $i$ is a lower bound of $A$ and there exists a sequence $(a_n) \subseteq A$ such that $a_n \to i$.

Supremum and maximum, infimum and minimum
The relationship between supremum and maximum, as well as between infimum and minimum, is frequently misunderstood. The maximum of a set $A$ is defined as an element of $A$ that is greater than or equal to every other element. When a maximum exists we have:
\max A = \sup A
The supremum does not necessarily belong to the set $A$. For example, consider $A = (0, 1)$. Every element of $A$ is strictly less than 1, so $\sup A = 1$. Since $1 \notin A$, the set $A$ does not possess a maximum. The number 1 serves as the least upper bound, but it is not an element of $A$. Similarly, $\inf A = 0$, yet $0 \notin A$, so $A$ lacks a minimum. In contrast, for $B = [0,1]$ we have:
\sup B = \max B = 1 \qquad \inf B = \min B = 0
since the boundary points are included in the set.

In general, the following holds:
\max A \text{ exists} \to \max A = \sup A
\min A \text{ exists} \to \min A = \inf A
The converse does not hold in general. Whether a function actually attains its supremum is a non-trivial question. The Weierstrass theorem gives a sufficient condition: if a function is continuous on a closed and bounded interval, then the supremum and infimum are attained, and the maximum and minimum exist. Outside these conditions, the question must be examined case by case.

Supremum and infimum of functions
The concepts of supremum and infimum extend naturally to functions. For a function $f : D \to \mathbb{R}$, the supremum of $f$ over $D$ is defined as the supremum of its image:
\sup_{x \in D} f(x) = \sup \{ f(x) : x \in D \}
Similarly, the infimum is defined as:
\inf_{x \in D} f(x) = \inf \{ f(x) : x \in D \}
These quantities represent the least upper bound and greatest lower bound of the values assumed by $f$, without requiring that these bounds are actually attained.
	A real number $s$ is equal to $\sup_{x \in D} f(x)$ if and only if $f(x) \leq s$ for all $x \in D$, and for every $\varepsilon > 0$, there exists $x \in D$ such that $f(x) > s - \varepsilon$.

	Symmetrically, a real number $i$ is equal to $\inf_{x \in D} f(x)$ if and only if $f(x) \geq i$ for all $x \in D$, and for every $\varepsilon > 0$, there exists $x \in D$ such that $f(x) < i + \varepsilon$.


The supremum and infimum of a function are not necessarily attained. For instance, for $f(x) = x$ defined on the open interval $(0, 1)$, $\sup_{x \in (0,1)} f(x) = 1$, yet there is no $x \in (0, 1)$ such that $f(x) = 1$. If the supremum is attained at some point $x_0 \in D$, meaning $f(x_0) = \sup_{x \in D} f(x)$, it coincides with the maximum of $f$ over $D$. The same relationship holds between the infimum and the minimum.
The definitions of supremum and infimum for a function prompt consideration of their distinction from maximum and minimum values. Supremum and infimum represent bounds that the function may approach but does not necessarily attain, whereas maximum and minimum refer to values that the function actually achieves at specific points in $D$.


The approximation property
The $\varepsilon$-characterisation of the supremum and infimum is more than a definitional detail; it is the form in which these concepts most frequently appear in proofs. This characterisation is often presented as a standalone property. If $s = \sup A$, then for every $\varepsilon > 0$ there exists an element $a \in A$ such that
s - \varepsilon < a \leq s
Equivalently, no number strictly less than $s$ serves as an upper bound for $A$. The analogous statement applies to the infimum: if $i = \inf A$, then for every $\varepsilon > 0$ there exists $a \in A$ such that:
i \leq a < i + \varepsilon.
This property is used throughout analysis whenever one needs to extract elements of a set arbitrarily close to its supremum or infimum, and it appears naturally in existence arguments such as the proof of the Bolzano-Weierstrass theorem and the construction of the Riemann integral.
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Introduction
Numbers organized into nested families, each extending the previous one to accommodate quantities that the smaller family cannot represent. The main numerical sets, listed in order of inclusion, are the natural numbers $\mathbb{N},$ the integers $\mathbb{Z},$ the rational numbers $\mathbb{Q},$ the real numbers $\mathbb{R},$ and the complex numbers $\mathbb{C}$. The irrational numbers $\mathbb{I}$ occupy a complementary position within $\mathbb{R}$ rather than forming a separate step in the hierarchy. The inclusion relationships among these sets are the following.
\mathbb{N} \subset \mathbb{Z} \subset \mathbb{Q} \subset \mathbb{R} \subset \mathbb{C}, \qquad \mathbb{I} \subset \mathbb{R}
The structure of these sets reflects how each extension resolves a limitation of the previous one, until $\mathbb{C}$ is reached, within which every polynomial equation has a solution.

Natural numbers
The set of natural numbers, denoted by $\mathbb{N}$, is the collection of non-negative integers used to count discrete quantities.
\mathbb{N} = \{0, 1, 2, 3, 4, \ldots\}
Each element is obtained by adding one to the previous, starting from $0$. Because natural numbers express how many elements a collection contains, they are also called cardinal numbers. Whether zero belongs to $\mathbb{N}$ is a matter of convention that varies across traditions; the two most common choices are recorded below:
\mathbb{N}_0 = \{0, 1, 2, 3, \ldots\}
\mathbb{N}^+ = \{1, 2, 3, \ldots\}
From a foundational point of view, $\mathbb{N}$ is the smallest inductive set contained in $\mathbb{R}$: it contains $0$ and, whenever it contains an element $n$, it also contains $n+1$. This property is the basis of the principle of mathematical induction.

Integer numbers
The set of integers, denoted by $\mathbb{Z}$, extends $\mathbb{N}$ by adjoining a negative counterpart to every positive natural number:
\mathbb{Z} = \{\ldots, -3, -2, -1, 0, 1, 2, 3, \ldots\}
Every integer is either positive, negative, or zero. The set $\mathbb{Z}$ can be expressed as the union of the natural numbers and their negatives:
\mathbb{Z} = \mathbb{N} \cup \{-n : n \in \mathbb{N}^+\}
The passage from $\mathbb{N}$ to $\mathbb{Z}$ makes subtraction always well-defined: for any $a, b \in \mathbb{Z}$ the difference $a - b$ is again an integer. A dedicated entry covers the properties of integers in detail.

Rational numbers
The set of rational numbers, denoted by $\mathbb{Q}$, consists of all numbers that can be expressed as a ratio of two integers with a nonzero denominator:
\mathbb{Q} = \left\{ \frac{p}{q} : p, q \in \mathbb{Z},\; q \neq 0 \right\}
Every integer is rational, since any $n \in \mathbb{Z}$ can be written as $n/1$. The decimal expansion of a rational number is either terminating or eventually periodic: for example, $1/4 = 0.25$ and $1/3 = 0.333\ldots$ The following are further examples of rational numbers.
\frac{-5}{4}, \quad \frac{12}{7}, \quad -8, \quad \frac{25}{19}
The passage from $\mathbb{Z}$ to $\mathbb{Q}$ makes division by any nonzero integer always well-defined.

Irrational numbers
A real number is called irrational if it cannot be expressed as a ratio of two integers. The set of irrational numbers is denoted by $\mathbb{I}$, and it satisfies $\mathbb{R} = \mathbb{Q} \cup \mathbb{I}$ with $\mathbb{Q} \cap \mathbb{I} = \emptyset$. The decimal expansion of an irrational number is non-terminating and non-periodic. Familiar examples include the following.
\sqrt{2}, \quad \sqrt{3}, \quad \pi, \quad e, \quad -\sqrt[3]{5}
The irrationality of $\sqrt{2}$ is one of the oldest results in mathematics and admits a concise proof by contradiction. Assuming $\sqrt{2} = p/q$ in lowest terms leads to the conclusion that both $p$ and $q$ are even, contradicting the assumption. The numbers $\pi$ and $e$ are irrational but belong to a further distinguished class: they are transcendental, meaning they are not roots of any nonzero polynomial with rational coefficients.

Real numbers
The set of real numbers, denoted by $\mathbb{R}$, is the union of the rational and irrational numbers.
\mathbb{R} = \mathbb{Q} \cup \mathbb{I}
The passage from $\mathbb{Q}$ to $\mathbb{R}$ fills the gaps left by the rationals,
ensuring that every convergent sequence has a limit within the set. Every real number admits a decimal representation of the following form.
\left\{ p,\alpha_0\alpha_1\alpha_2\alpha_3\ldots : p \in \mathbb{Z},\; \alpha_k \in \{0,1,2,\ldots,9\},\; \forall\,k \in \mathbb{N} \right\}
In this representation, the components are interpreted as follows:
	$p \in \mathbb{Z}$ is the integer part, which may be positive, negative, or zero.
	$\alpha_0, \alpha_1, \alpha_2, \ldots$ are the decimal digits, each belonging to $\{0, 1, \ldots, 9\}$.
	The index $k \in \mathbb{N}$ ranges over all natural numbers, so the decimal expansion continues indefinitely.

For rational numbers the decimal expansion is eventually periodic. For irrational numbers it is non-terminating and non-periodic.

Geometrically, $\mathbb{R}$ corresponds to the points of a continuous straight line, the real number line, with no gaps.
Completeness is what distinguishes $\mathbb{R}$ from $\mathbb{Q}$: the sequence of rational approximations to $\sqrt{2}$, for instance, has no limit within $\mathbb{Q}$, but its limit exists in $\mathbb{R}$. The topic of least upper bounds is treated in the entry on supremum and infimum.
The set $\mathbb{R}$ is also totally ordered: for any two real numbers $x$ and $y$, exactly one of the relations $x < y$, $x = y$, or $x > y$ holds. Moreover, $\mathbb{R}$ satisfies the Archimedean property: for every real number $x$ there exists a natural number $n$ such that $n > x$. This rules out the existence of infinitely large or infinitely small elements within $\mathbb{R}$.
A further structural distinction separates $\mathbb{Q}$ from $\mathbb{R}$ at the level of cardinality. The rational numbers form a countable set, meaning their elements can be put in one-to-one correspondence with $\mathbb{N}$. The real numbers, by contrast, are uncountable: no such correspondence exists, as shown by Cantor's diagonal argument. In this precise sense, the irrational numbers constitute the vast majority of the real line. The properties of the real number system are discussed further in the entry on properties of real numbers.
Since zero carries no sign, it does not belong to either the positive or negative reals. For this reason the following terminology is standard: a non-negative real number satisfies $x \geq 0$, while a non-positive real number satisfies $x \leq 0$.

Algebraic and transcendental numbers
A real number is called algebraic if it is a root of some nonzero polynomial with rational coefficients, and transcendental otherwise. The set of algebraic numbers is denoted by $\mathbb{A}$, and every real number belongs to exactly one of the two classes:
\mathbb{R} = \mathbb{A} \cup (\mathbb{R} \setminus \mathbb{A})
\mathbb{A} \cap (\mathbb{R} \setminus \mathbb{A}) = \emptyset
Every rational number $p/q$ is algebraic, since it is a root of the linear polynomial $qx - p$. Several familiar irrational numbers are algebraic as well: $\sqrt{2}$ is a root of $x^2 - 2$, and $\sqrt[3]{5}$ is a root of $x^3 - 5$. The classification into algebraic and transcendental numbers is therefore independent of the classification into rational and irrational, and produces a finer partition of $\mathbb{R}$:
\mathbb{Q} \subset \mathbb{A}, \qquad \mathbb{A} \setminus \mathbb{Q} \subset \mathbb{I}
The transcendental numbers are the real numbers that lie outside $\mathbb{A}$. The two most important examples are $\pi$ and $e.$
The set $\mathbb{A}$ is countable, because the polynomials with rational coefficients form a countable family and each polynomial has finitely many roots. Since $\mathbb{R}$ is uncountable, the transcendental numbers form an uncountable set, and in this sense almost every real number is transcendental, even though explicit examples are comparatively rare.


Complex numbers
The set of complex numbers, denoted by $\mathbb{C}$, extends $\mathbb{R}$ by introducing an element $i$ satisfying $i^2 = -1$. Every complex number takes the form
z = a + bi
where $a$ and $b$ are real numbers, called respectively the real part and the imaginary part of $z$. When $b = 0$ the number reduces to a real number, so $\mathbb{R} \subset \mathbb{C}$. When $a = 0$ and $b \neq 0$ the number is called purely imaginary.
The passage to $\mathbb{C}$ makes it possible to take square roots of negative numbers and, more generally, to factor every polynomial completely: by the fundamental theorem of algebra, every non-constant polynomial with complex coefficients has at least one root in $\mathbb{C}$. This closure property is not shared by $\mathbb{R}$: the polynomial $x^2 + 1$, for instance, has no real roots. A full treatment of complex numbers is given in the entry on complex numbers.
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Definition
If $a$ and $b$ are positive real numbers, where $a \neq 1$, the logarithm of $b$ to the base $a$, denoted as $\log_a(b)$, is defined as the real number $c$ such that $a^c = b$.
\log_a{b} = c \iff a^c = b
The following conditions must be satisfied:
a>0 \quad a \neq 1 \quad b > 0
In simpler terms, the logarithm of a number refers to the exponent to which a specified base must be raised to obtain that number. Therefore, the logarithm is the inverse operation of exponentiation.
	$a$ is the base of the logarithm.
	$b$ is the argument.

To clarify the concept, let's consider a simple example: $\log{_2}8 = 3 \to 2^3 =8$.


The condition $a \neq 1$ is essential. In fact, when $a = 1$, the exponential expression $a^x$ becomes $1^x = 1 \quad \forall \, x \in \mathbb{R}$ In this case, the exponential function is constant and therefore not invertible. Since the logarithm is defined as the inverse operation of exponentiation, it cannot be defined when the base is equal to $1$. For this reason, the base of a logarithm must satisfy $a > 0$ and $a \neq 1$.

Basic identities
Understanding logarithms requires a review of the concept of powers, as these two mathematical ideas are closely related. The following identities arise directly from the principle that logarithms are the inverse operation of exponentiation:
a^0 = 1 \to \log{_a}1 = 0
a^1 = a \to \log{_a}a = 1
Since the exponential is always positive, it is not possible to determine the logarithm of a negative number. In formal terms, $\nexists$ a number $c \in \mathbb{R}$ such that $a^c < 0$.
	Logarithms with base $e$, known as natural or Napierian logarithms, are typically denoted as $\ln a$ without specifying the base, where $e \approx 2.71828$ is Euler's number, the base of the natural exponential function $e^x$.

	Logarithms with the base of the number $10$, known as common logarithms, are typically denoted as $\text{Log} a$ without specifying the base.


The base-10 logarithm is especially useful when dealing with very large or very small numbers. It helps reduce the scale, making the values easier to interpret and compare. That’s why it’s commonly used in scientific and technical fields, often represented on logarithmic scales.


Logarithmic function
As previously introduced, the logarithmic function is the inverse of the exponential function. Consequently, its domain and range are inverted compared to the exponential function. A logarithmic function is typically expressed in the following form:
\log_a : (0,+\infty) \to \mathbb{R}, \quad a > 0,\; a \neq 1
The domain is $x \in \mathbb{R}^+$ and the range is $\mathbb{R}$. The function is continuous and differentiable on $(0,+\infty)$.

The graph above illustrates the monotonic behaviour and asymptotic properties of the logarithmic function. For values of $a > 1$, the function $f(x) = \log_a x$ is strictly increasing on $(0,+\infty)$. It has a vertical asymptote at $x = 0$, and its limits are:
\begin{aligned}
\lim_{x \to 0^+} \log_a x &= -\infty \\[8pt]
\lim_{x \to +\infty} \log_a x &= +\infty
\end{aligned}

For $0 < a < 1$, the function is strictly decreasing on $(0,+\infty)$. The line $x = 0$ is again a vertical asymptote, but the limiting behaviour is reversed:
\begin{aligned}
\lim_{x \to 0^+} \log_a x &= +\infty \\[8pt]
\lim_{x \to +\infty} \log_a x &= -\infty
\end{aligned}
The logarithmic function is utilised across various disciplines, for example in computer science, where it is fundamental to the analysis of algorithmic complexity. For example, algorithms such as binary search exhibit logarithmic time complexity, indicating that their performance remains efficient as input sizes increase. This characteristic demonstrates how logarithmic growth enables concise and effective representations of exponential processes.


Properties of logarithms
Logarithms have properties that facilitate the manipulation of mathematical expressions and equations. These properties are fundamentally linked to those of exponential functions as each logarithmic identity directly results from a corresponding law of exponents.
Because the logarithm is defined as the inverse of the exponential function, the following identities are valid:
a^{\log_a x} = x \qquad \forall x \in (0,+\infty)
\log_a(a^x) = x \qquad \forall x \in \mathbb{R}

The product rule states that the logarithm of a product of two numbers is equal to the sum of their logarithms in the same base: \[\log_a(xy) = \log_ax + \log_ay \]

The quotient rule states that the logarithm of a quotient of two numbers is equal to the difference of the numerator and the denominator: \[ \log_a{\frac{x}{y}} = \log_ax-\log_ay  \] From the previous expression, if the numerator $x$ is equal to $1$, we obtain: \[ \log_a{\frac{1}{y}} = -\log_ay \] This means that the logarithm of the reciprocal of a number $\frac{1}{y}$ is the opposite of its logarithm, and this is called the co-logarithm, indicated as: \[\text{colog}_a{y} = -log_a{y} = \log_a{\frac{1}{y}}\]

The property of the logarithm of a power states that the logarithm of a power of a number is equal to the product of the exponent and the logarithm of the base number: \[ \log{_a}x^n = n \cdot \log{_a}x \] This property directly follows from the properties of exponentials, as an expression like $x^n$ can be understood as the result of multiplying $x$ by itself $n$ times.

From the previous property and the property of radicals, it follows that the logarithm of a radical is equal to the quotient between the logarithm of the radicand and the index of the root: \[\log_a\sqrt[n]{b} = \frac{1}{n}\log_ab \]

Fundamental inequality for the natural logarithm
A key inequality involving the natural logarithm $\ln$is given by:
\ln x \le x - 1 \qquad \forall x > 0
This equality holds if and only if $x = 1$. This result follows directly from the concavity of the function $\ln x$ on the interval $(0,+\infty)$. Since the second derivative satisfies:
(\ln x)^{\prime\prime} = -\frac{1}{x^2} < 0 \qquad \forall x > 0
The graph of the logarithm always lies below each of its tangent lines. In particular, consider the tangent at $x = 1$, where:
\ln 1 = 0 \quad \text{and} \quad (\ln x)’ \big|_{x=1} = 1
The equation of the tangent line is:
y = x - 1
Therefore, the inequality expresses the geometric fact that the curve $y = \ln x$ does not rise above its tangent at $x = 1$.

The role of logarithms in algebraic structure
The logarithm acts as a structural bridge between two distinct algebraic systems. Within the set of positive real numbers $(0,+\infty)$, multiplication is the primary operation, while addition serves this role in $\mathbb{R}$. The logarithm connects these systems by transforming multiplicative relationships into additive relationships. For example, consider the following product:
x^3 y^2
Taking logarithms gives:
\log_a(x^3 y^2) = 3\log_a x + 2\log_a y
This process converts the multiplicative structure, characterised by products and powers, into an additive structure, characterised by sums and scalar multiples. In this context, the logarithm functions as a homomorphism from the multiplicative group $(0,+\infty)$ to the additive group $\mathbb{R}$, preserving the underlying structure while altering the operation. The standard logarithmic rules provide exact algebraic formulations of this transformation.
A homomorphism is a function between two algebraic structures that preserves the operation, meaning $\varphi(x \star y) = \varphi(x) \circ \varphi(y)$. Here $\star$ and $\circ$ denote the operations of the two algebraic structures, such as addition or multiplication.


Example 1
Let's simplify the following logarithmic expression using the properties of logarithms:  
\log_a \left( \frac{x^3 \cdot y}{z^2} \right)
First, we apply the quotient rule, which states that the logarithm of a quotient is the difference between the logarithms of the numerator and the denominator:  
\log_a \left( \frac{x^3 \cdot y}{z^2} \right) = \log_a(x^3 \cdot y) - \log_a(z^2)
Next, we apply the product rule, which tells us that the logarithm of a product is the sum of the logarithms of the factors:  
\log_a(x^3 \cdot y) = \log_a(x^3) + \log_a(y)
Thus, the expression becomes:  
\log_a \left( \frac{x^3 \cdot y}{z^2} \right) = \log_a(x^3) + \log_a(y) - \log_a(z^2)
Now, we apply the power rule, which states that the logarithm of a power is the exponent times the logarithm of the base:  
\log_a(x^3) = 3 \log_a(x) \quad \text{and} \quad \log_a(z^2) = 2 \log_a(z)
Finally, we substitute and simplify, obtaining the expression:
\log_a \left( \frac{x^3 \cdot y}{z^2} \right) = 3 \log_a(x) + \log_a(y) - 2 \log_a(z)

Changing the base of a logarithm
Any logarithm with base $a$ can be represented as the ratio of logarithms with a common base. Specifically, a logarithm with base $a$ and argument $b$ can be written as the ratio of two logarithms with base $p$, where the numerator has argument $b$ and the denominator has argument $a$:
\log{_a}b = \frac{\log{_p}b}{\log{_p}a}
This property is advantageous because it significantly simplifies calculations in various contexts.


Example 2
Let's use a simple example to demonstrate the formula for changing the base of the logarithms. According to the definition of logarithm, the logarithm in base $a$ of a number $x$, denoted as $\log_a(x)$, represents the exponent to which we must raise the base $a$ to get the number $x$. We can write the change of base property as:
\log_a(x) = \frac{\log_b(x)}{\log_b(a)}
Let's consider the substitution $y = \log_a(x)$, which means, according to the definition of logarithm, $a^y = x$. We have:
\log_b(a^y) = \log_b(x)
For the property of the power of a logarithm, we obtain:
y \cdot \log_b(a) = \log_b(x)
Now, dividing both sides by $\log_b(a)$ we obtain:
y = \frac{\log_b(x)}{\log_b(a)}
While $y = \log_a(x)$, we have proved that:
\log_a(x) = \frac{\log_b(x)}{\log_b(a)}

Logarithmic equations
Logarithmic equations are mathematical expressions in which the variable appears within a logarithmic function. Solving such equations requires a thorough understanding of logarithmic properties, which are essential for isolating and determining the variable's value. A typical logarithmic equation is structured as follows:
\log_af(x) = g(x)
	$a$ is the base of the logarithm and it must meet the condition $a \gt 0, a\neq 1.$

	The function $f(x)$ serves as the argument of the logarithm and must be greater than zero. This requirement arises because the logarithm function is defined only for positive numbers.



The natural logarithm
From an analytical standpoint, the natural logarithm is defined independently of exponentiation using a definite integral. For every real number $x > 0$, the natural logarithm is given by:
\ln x = \int_1^x \frac{1}{t} \, dt
This definition ensures that $\ln x$ is well-defined for all positive real numbers because the function $\frac{1}{t}$ is continuous on $(0,+\infty)$. By the Fundamental Theorem of Calculus, the natural logarithm is differentiable and satisfies:
(\ln x)’ = \frac{1}{x} \qquad x>0
Furthermore, the natural logarithm is strictly increasing because its derivative is positive on $(0,+\infty)$. It is also concave, as:
(\ln x)^{\prime\prime}= -\frac{1}{x^2} < 0

The exponential function $e^x$ is defined as the inverse of $\ln x$. Once the natural logarithm is established, logarithms with any base $a>0$, $a\neq 1$, are defined by:
\log_a x = \frac{\ln x}{\ln a}
This construction offers a rigorous analytical foundation for logarithms and accounts for their continuity, differentiability, and structural properties.

The AM-GM inequality via logarithms
The arithmetic mean and the geometric mean of a finite set of positive real numbers satisfy a fundamental inequality: the arithmetic mean is always greater than or equal to the geometric mean. For positive real numbers $x_1, x_2, \ldots, x_n$, this is stated as:
\frac{x_1 + x_2 + \cdots + x_n}{n} \geq \left( x_1 x_2 \cdots x_n \right)^{\frac{1}{n}}
with equality if and only if $x_1 = x_2 = \cdots = x_n$. The logarithm provides one of the most elegant proofs of this result, relying on a single concavity argument.

The key observation is that $\ln$ is a strictly concave function on $(0,+\infty)$, since its second derivative satisfies $(\ln x)'' = -1/x^2 < 0$ for all $x > 0$. Since $\ln$ is concave, the following holds for any positive real numbers $x_1, \ldots, x_n$:
\frac{1}{n} \sum_{i=1}^{n} \ln x_i \leq \ln\\!\left( \frac{1}{n} \sum_{i=1}^{n} x_i \right)
The left-hand side is the arithmetic mean of $\ln x_1, \ldots, \ln x_n$, which by the logarithmic form of the geometric mean equals $\ln M_g$. The right-hand side is $\ln M_a$, where $M_a$ denotes the arithmetic mean. The inequality therefore becomes:
\ln M_g \leq \ln M_a
Since $\ln$ is strictly increasing, this is equivalent to $M_g \leq M_a$, which is the AM-GM inequality. Equality holds if and only if all arguments are equal, that is, $x_1 = x_2 = \cdots = x_n$.
This proof makes explicit the structural role of the logarithm: by mapping the multiplicative structure of $M_g$ into the additive structure of $M_a$, it reduces the inequality between two different types of mean to a single analytic property of $\ln$.
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Introduction to powers
Powers are mathematical operations that show how many times a number is to be multiplied by itself. The standard way of writing a power is $a^{\large{n}}$ where $a$ is the base and $n$ is the exponent:
a^n = \underbrace{a \cdot a \cdot a \cdots a}_{n \text{ times}} \quad \text{with} \quad a \in \mathbb{R}, \quad n \in \mathbb{Z}^+ \tag{1}
From a geometric perspective, when considering a positive number $a$, it can be observed that the expressions $a^2$ and $a^3$ respectively denote the area of a square with its side length being $a$ and the volume of a cube with its edge length being $a$.


The value of the exponent $n$ can be positive, negative, or zero. When the exponent is negative, it indicates a reciprocal relationship between powers, expressed as follows:
a^{-n} = \frac{1}{a^{n}}
This means that raising a number to a negative exponent is equivalent to taking the reciprocal of the same number raised to the corresponding positive exponent. If the exponent is fractional, for instance $n = \frac{1}{m}$, the power can be rewritten in radical form as follows:
a^{\frac{1}{m}} = \sqrt[m]{a}
This expression represents the $m$-th root of $a$. By combining both concepts, a negative fractional exponent can be interpreted as the reciprocal of a root:
a^{-\frac{1}{m}} = \frac{1}{\sqrt[m]{a}}
This unified notation allows exponents to represent both powers and roots, simplifying many algebraic expressions and making exponent rules consistent across different cases.

The table below illustrates selected values of $a^n$. Each row corresponds to a fixed base $a$ and each column to a fixed exponent $n$.
		$a^{-2}$	$a^{-1}$	$a^{0}$	$a^{1}$	$a^{2}$	...
	$-2$	$\dfrac{1}{4}$	$-\dfrac{1}{2}$	$1$	$-2$	$4$	...
	$-1$	$1$	$-1$	$1$	$-1$	$1$	...
	$0$	—	—	—	$0$	$0$	...
	$1$	$1$	$1$	$1$	$1$	$1$	...
	$2$	$\dfrac{1}{4}$	$\dfrac{1}{2}$	$1$	$2$	$4$	...
	...	...	...	...	...	...	...

The symbol — indicates that the expression is undefined: negative exponents of zero involve division by zero, and $0^0$ is an indeterminate form.

If the base $a$ is negative, the sign of $a^n$ alternates according to the parity of $n$. For instance, $(-1)^n = 1$ when $n$ is even, and $(-1)^n = -1$ when $n$ is odd. This alternating behaviour is particularly significant in the analysis of sequences and limits. Additionally, negative bases with fractional exponents must be treated carefully, since expressions such as $(-1)^{1/2}$ are not defined in $\mathbb{R}$.

Powers with real exponents
The definition $a^n$ in $1$ is valid only for positive integers $n$, but the idea of repeated multiplication does not work when the exponent is not an integer. Extending this concept to real exponents necessitates a different approach, one based on the exponential function and the natural logarithm. For any positive base $a > 0$ and real exponent $x \in \mathbb{R}$, the power $a^x$ is defined as follows.
a^x = e^{x \ln a}
When $x$ is a positive integer, it yields repeated multiplication. For rational $x$, it aligns with the radical interpretation. To verify this, let $x = \frac{p}{q}$ with $p, q \in \mathbb{Z}$ and $q \neq 0$. Applying the definition yields the following:
e^{\frac{p}{q} \ln a} = \left(e^{\ln a}\right)^{\frac{p}{q}} = a^{\frac{p}{q}}
This confirms that the exponential definition reduces to the usual radical interpretation when the exponent is rational, and the two notations are fully consistent.The necessity of this extension can be illustrated by considering $2^{\sqrt{2}}$. Because $\sqrt{2}$ is irrational and cannot be written as a fraction $\frac{m}{n}$, the radical definition is inapplicable. Applying the real exponent definition yields the following:
2^{\sqrt{2}} = e^{\sqrt{2} \ln 2} \approx e^{0.9803} \approx 2.665
This value is well-defined and can be approximated to any specified degree of precision. This definition also explains why the base must satisfy $a > 0$. If $a \leq 0$, the expression $\ln a$ is undefined in $\mathbb{R}$, and the extension fails. This is consistent with the earlier observation that negative bases with fractional exponents do not yield real numbers. As a result, the function $f(x) = a^x$ is continuous and differentiable for all real numbers when $a > 0$.

Fundamental rules of powers
The following rules govern the manipulation of expressions involving powers. They hold for real bases and exponents under the conditions specified in each case.
Raising any base not equal to zero to an exponent of zero always results in $1$. The value of $a$ is restricted because the operation $0^0$ is meaningless and considered an indeterminate form.
a^0 = 1 \quad \text{if} \quad a \neq 0

Any power of zero always results in zero because it corresponds to the product of $n$ zeros, where $n$ is the exponent:
0^n = 0 \quad \text{for } n > 0
The condition $n > 0$ is necessary because $0^0$ is an indeterminate form. Depending on the context, it can be approached as a limit in two ways:
\lim_{x \to 0^+} 0^x = 0
\lim_{x \to 0} x^0 = 1
The form $0^0$ is therefore left undefined in the context of limits. More generally, the following expressions are indeterminate forms, meaning their value cannot be determined without further analysis of the specific limit: $0^0$, $1^{\infty}$, and $\infty^0$.
In combinatorics and algebra, however, it is conventionally assigned the value $1$, since it arises naturally in expressions such as the binomial theorem.


The product of two or more powers with the same base $a$ is a power with the same base and exponent equal to the sum of the exponents:
a^n \cdot a^m = a^{n+m}
To see why this holds, observe that $a^n$ represents the product of $n$ factors equal to $a$, and $a^m$ represents the product of $m$ such factors. Concatenating these two products gives a total of $n+m$ factors, which is precisely $a^{n+m}$. In formal terms, the argument reads as follows:
a^n \cdot a^m = \underbrace{a \cdot a \cdots a}_{n \text{ times}} \cdot \underbrace{a \cdot a \cdots a}_{m \text{ times}} = \underbrace{a \cdot a \cdots a}_{n+m \text{ times}} = a^{n+m}
This reasoning applies directly to positive integer exponents, as it relies on counting factors. For integer, rational, or real exponents, the same result follows from the definition $a^x = e^{x \ln a}$. Since the exponential function satisfies $e^u \cdot e^v = e^{u+v}$, we have the following:
a^n \cdot a^m = e^{n \ln a} \cdot e^{m \ln a} = e^{(n+m) \ln a} = a^{n+m}

The product of powers with different bases $a$ and $b$ but the same exponent $n$ is a power whose base is the product of the original bases.
a^{n} \cdot b^n = (ab)^n
Consider the expression $2^3 \cdot 5^3$. Since both factors share the same exponent, they can be combined into a single power of the product of the bases, giving $2^3 \cdot 5^3 = (2 \cdot 5)^3 = 10^3$.


The quotient of two powers with the same base $a$ is a power with the same base and exponent equal to the difference between the exponents.
\frac{a^n}{a^m} = a^{n-m}
This follows directly from the product rule already established. Dividing by $a^m$ is equivalent to multiplying by $a^{-m}$, so the quotient can be rewritten as follows.
\frac{a^n}{a^m} = a^n \cdot a^{-m} = a^{n+(-m)} = a^{n-m}
The condition $a \neq 0$ is required for $a^{-m}$ to be defined.

The quotient of powers with different bases $a$ and $b$ but the same exponent $n$ is a power whose base is the quotient of the original bases.
\frac{a^n}{b^n} = \left(\frac{a}{b}\right)^n
Consider the expression $\dfrac{6^3}{2^3}$. Since both terms share the same exponent, the quotient can be rewritten as a single power of the ratio of the bases, giving $\dfrac{6^3}{2^3} = \left(\dfrac{6}{2}\right)^3 = 3^3 = 27$.


The power of a power is a power with the same base and exponent equal to the product of the two exponents.
(a^m)^n = a^{m \cdot n}
Consider the expression $(2^3)^4$. Applying the rule for the power of a power, the two exponents are multiplied, giving $(2^3)^4 = 2^{3 \cdot 4} = 2^{12}$.


When a base $a$ is raised to a negative exponent, the result is the reciprocal of the same base raised to the corresponding positive exponent.
a^{-n} = \frac{1}{a^n} \quad \text{with} \quad a \neq 0 \quad \text{and} \quad n > 0

When the exponent is a rational number of the form $\frac{m}{n}$, the power can be expressed as a radical.
a^{\frac{m}{n}} = \sqrt[n]{a^m} \quad \text{where} \quad m, n \in \mathbb{N} \quad \text{and} \quad n \neq 0
The properties of powers transform multiplications and divisions of numbers raised to powers into simpler operations, making calculations faster and more manageable, especially in algebraic expressions.


Summary
			
	Zero exponent	\[ a^0 = 1 \]	\[ a \neq 0 \]
	Power of zero	\[ 0^n = 0 \]	\[ n > 0 \]
	Product (same base)	\[ a^n \cdot a^m = a^{n+m} \]	\[ a \in \mathbb{R} \]
	Product (same exponent)	\[ a^n \cdot b^n = (ab)^n \]	\[ a, b \in \mathbb{R} \]
	Quotient (same base)	\[ \dfrac{a^n}{a^m} = a^{n-m} \]	\[ a \neq 0 \]
	Quotient (same exponent)	\[ \dfrac{a^n}{b^n} = \left(\dfrac{a}{b}\right)^n \]	\[ b \neq 0 \]
	Power of a power	\[ (a^m)^n = a^{mn} \]	\[ a \in \mathbb{R} \]
	Negative exponent	\[ a^{-n} = \dfrac{1}{a^n} \]	\[ a \neq 0,\ n > 0 \]
	Rational exponent	\[ a^{\frac{m}{n}} = \sqrt[n]{a^m} \]	\[ a > 0,\ n \neq 0 \]
	Real exponent	\[ a^x = e^{x \ln a} \]	\[ a > 0,\ x \in \mathbb{R} \]


Why is $a^0 = 1$?
Among the properties of exponents, the result $a^0 = 1$ may initially seem counterintuitive, but this outcome follows directly from the quotient rule, which states that dividing any power by itself yields $1$.
\frac{a^n}{a^n} = 1
Applying the quotient rule to the left-hand side gives the following.
\frac{a^n}{a^n} = a^{n-n} = a^0
This reasoning establishes that $a^0 = 1$. The condition $a \neq 0$ is a direct consequence of the argument, since the expression $\frac{a^n}{a^n}$ is defined only when $a \neq 0$.

Power and exponential
Sometimes, people mistakenly mix up the concepts of power and exponential function. A power is an arithmetic operation in which a base $a$ is multiplied by itself $n$ times, with $n$ referred to as the exponent. The exponential function, by contrast, is a function in which the variable appears in the exponent rather than the base, taking the form:
f(x) = e^x \quad \text{or} \quad f(x) = a^x
where $a > 0$ and $a \neq 1$.

Powers with complex exponents
The definition $a^x = e^{x \ln a}$ extends naturally to cases where the exponent is complex. When the exponent is purely imaginary, that is, when $x = i\theta$ with $\theta \in \mathbb{R}$, the expression $e^{i\theta}$ is well-defined provided one interprets the exponential through its Taylor series expansion. Recalling that:
e^z = \sum_{n=0}^{\infty} \frac{z^n}{n!}
and substituting $z = i\theta$, the series separates into real and imaginary parts by exploiting the periodicity of the powers of $i$, yielding Euler's formula.
e^{i\theta} = \cos\theta + i\sin\theta
This result establishes a profound connection between the exponential function and trigonometry, showing that the two are in fact different expressions of the same underlying structure over the complex numbers. It enables any complex number to be represented in exponential form as $z = re^{i\theta}$, where $r$ denotes the modulus and $\theta$ the argument. A notable consequence is one of the most celebrated identities in mathematics, obtained by setting $\theta = \pi$:
e^{i\pi} + 1 = 0
This equation, known as Euler's identity, unites five fundamental mathematical constants in a single expression. A comprehensive discussion of complex exponents, including methods for computing powers and roots of complex numbers, is provided in the page complex numbers in exponential form.
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Definition of radicals
Radicals emerge from the problem of solving equations of the form $x^n = a$, where $n \in \mathbb{N}$, $n \ge 2$, and $a \in \mathbb{R}$. In this context, the $n$-th root of a number is defined as a value whose $n$-th power yields the original number.
When $a \ge 0$, the principal real $n$-th root of $a$ is the unique non-negative real number $b$ satisfying $b^n = a$. This value is denoted by $\sqrt[n]{a}$. The defining property is that $\sqrt[n]{a} = b$ if and only if $b^n = a$ and $b \ge 0$. The condition $b \ge 0$ guarantees uniqueness in the real case when $n$ is even.
The value $a$ is referred to as the radicand, and the integer $n$ is known as the index of the root. This notation specifies both the root extraction operation and its degree.

The properties of the roots depend on whether the index is even or odd.
	For even $n$, the equation $x^n = a$ has a real solution only if $a \ge 0$, in which case the principal root $\sqrt[n]{a}$ is the non-negative solution.
	For odd $n$, the equation $x^n = a$ has exactly one real solution for every real number $a$, so the function $a \mapsto \sqrt[n]{a}$ is defined for all $a \in \mathbb{R}$.

For example, since $2^3 = 8$, it follows that $\sqrt[3]{8} = 2$, as 2 is the unique real number whose cube equals 8. More generally, extracting an $n$-th root is the inverse operation of raising a number to the $n$-th power. Solving the equation $x^n = a$ is therefore equivalent to applying the $n$-th root to $a$.

Radicals such as $\sqrt{2}$, $\sqrt{3}$, and $\sqrt{5}$ are classified as irrational numbers because they cannot be expressed as exact fractions of two integers.
Their decimal expansions are infinite and non-repeating, lacking any predictable pattern. No rational number squared yields 2, 3, or 5. These values nonetheless occupy precise positions on the real number line, interspersed among the rational numbers, with no gaps.

Formally, if $a \in \mathbb{N}$ is not a perfect square, then $\sqrt{a} \notin \mathbb{Q}$.
Square roots are not always irrational. The square root of a perfect square, such as $4$ or $9$, is rational. In contrast, the square root of a non-perfect square, such as $2$ or $5$, is irrational because it cannot be expressed as a fraction.


Why is $\sqrt{2}$ irrational?
To prove that $\sqrt{2}$ is not a rational number, consider a proof by contradiction. Assume that $\sqrt{2}$ is rational. Then it can be expressed as a fraction of two integers in lowest terms, where $a, b \in \mathbb{Z}$, $b \neq 0$, and $\gcd(a,b) = 1$:
\sqrt{2} = \frac{a}{b}
$\gcd(a,b)$ denotes the greatest common divisor of $a$ and $b$, which is the largest positive integer dividing both numbers. The condition $\gcd(a,b) = 1$ indicates that $a$ and $b$ are coprime, meaning they share no common divisors other than 1. Thus, the fraction $a/b$ is already in lowest terms.


Squaring both sides:
2 = \frac{a^2}{b^2} \to a^2 = 2b^2
This implies that $a^2$ is even, which means $a$ must also be even.  So we can write $a = 2k$ for some integer $k$. Substituting back:
(2k)^2 = 2b^2 \to 4k^2 = 2b^2 \to b^2 = 2k^2

This means $b^2$ is also even, so $b$ must be even too. But if both $a$ and $b$ are even, they share a common factor which is $2$ which contradicts our initial assumption that $\dfrac{a}{b}$ is in lowest terms. This means $\sqrt{2}$ is irrational.

Powers with rational exponents
The connection between radicals and powers becomes explicit when the exponent is a rational number. For $a \in \mathbb{R}^+$ and $n \in \mathbb{N}$ with $n \ge 1$, the $n$-th root of $a$ is equivalently written as:
\sqrt[n]{a} = a^{\frac{1}{n}}
More generally, for $m \in \mathbb{Z}$, a radical whose radicand is raised to an integer power corresponds to a power with rational exponent $\frac{m}{n}$:
\sqrt[n]{a^m} = a^{\frac{m}{n}}
This representation is not merely a notational convenience. Because radicals are powers with rational exponents, all standard rules of exponentiation extend to them without modification. For $a,\, b \in \mathbb{R}^+$ and $\frac{m}{n},\, \frac{p}{q} \in \mathbb{Q}$:
\begin{align}
a^{\frac{m}{n}} \cdot a^{\frac{p}{q}} &= a^{\frac{m}{n}+\frac{p}{q}} \\[6pt]
\dfrac{a^{\frac{m}{n}}}{a^{\frac{p}{q}}} &= a^{\frac{m}{n}-\frac{p}{q}} \\[6pt]
\left(a^{\frac{m}{n}}\right)^{\frac{p}{q}} &= a^{\frac{m}{n} \cdot \frac{p}{q}}
\end{align}
For example, $\sqrt{a^3} = a^{\frac{3}{2}}$, $\sqrt[3]{a^2} = a^{\frac{2}{3}}$, and $\sqrt[4]{a} = a^{\frac{1}{4}}$.

Properties
The following identities govern the manipulation of radicals. Each property is stated with the conditions on the radicand and index required for the expression to remain well-defined in the real numbers; these conditions depend in particular on whether the index is even or odd.
For $a \ge 0$, $n \in \mathbb{N}$ with $n \ge 1$, and $m \in \mathbb{Z}$, every radical can be written as a power with rational exponent:
\sqrt[n]{a^m} = a^{\frac{m}{n}}
If $n$ is even, the condition $a \ge 0$ is necessary to remain in the real numbers.

For $n \in \mathbb{N}$ with $n \ge 2$, the $n$-th root distributes over multiplication and division:
\sqrt[n]{ab} = \sqrt[n]{a}\,\sqrt[n]{b}
\frac{\sqrt[n]{a}}{\sqrt[n]{b}} = \sqrt[n]{\frac{a}{b}}
If $n$ is even, the product rule requires $a \ge 0$ and $b \ge 0$, and the quotient rule requires $a \ge 0$ and $b > 0$, in order to remain in the real numbers. If $n$ is odd, both identities hold for all admissible real values: any $a,\, b \in \mathbb{R}$ for the product, and any $a \in \mathbb{R}$, $b \in \mathbb{R} \setminus \{0\}$ for the quotient.

For $a \ge 0$, $n \in \mathbb{N}$ with $n \ge 1$, and $m \in \mathbb{Z}$, raising a radical to an integer power is equivalent to raising the radicand to that power and then extracting the root:
\left(\sqrt[n]{a}\right)^m = \sqrt[n]{a^m}
If $n$ is even, the condition $a \ge 0$ is required to remain in the real numbers.

Let $k \in \mathbb{N}$ with $k \ge 1$. Multiplying both the index of the root and the exponent of the radicand by the same positive integer $k$ does not alter the value of the radical:
\sqrt[n]{a^m} = \sqrt[nk]{a^{mk}}
This identity allows the index of a radical to be reduced to its lowest form. For example, $\sqrt[4]{a^2} = \sqrt[2]{a} = \sqrt{a}$, obtained by dividing both exponents by 2. If $n$ is even, the condition $a \ge 0$ applies.

For $a \ge 0$ and $m,\, n \in \mathbb{N}$ with $m,\, n \ge 1$, a nested radical reduces to a single radical whose index is the product of the two indices:
\sqrt[m]{\sqrt[n]{a}} = \sqrt[mn]{a}
If either $m$ or $n$ is even, the condition $a \ge 0$ is necessary to remain in the real numbers. If both $m$ and $n$ are odd, the identity holds for all $a \in \mathbb{R}$.

A radical $\sqrt[n]{a^m}$ can be simplified when $m \ge n$ by decomposing the exponent as $m = nq+r$, where $q$ is the quotient and $0 \le r < n$ is the remainder of the division of $m$ by $n$. The factor $a^q$ can then be extracted from the radical:
\sqrt[n]{a^m} = \sqrt[n]{a^{nq+r}} = a^q\,\sqrt[n]{a^r}
For example, $\sqrt{a^5} = \sqrt{a^4 \cdot a} = a^2\sqrt{a}$, since $5 = 2 \cdot 2+1$. Similarly, $\sqrt[3]{a^7} = a^2\,\sqrt[3]{a}$, since $7 = 3 \cdot 2+1$. The condition $a \ge 0$ applies when the index is even.

Two radicals are said to be like if they share the same index and the same radicand. Like radicals can be added and subtracted by combining their coefficients, in the same way as like terms in a polynomial:
p\,\sqrt[n]{a}+q\,\sqrt[n]{a} = (p+q)\,\sqrt[n]{a}
For example:
3\sqrt{2}+5\sqrt{2} = 8\sqrt{2}
7\sqrt[3]{5}-2\sqrt[3]{5} = 5\sqrt[3]{5}
Radicals with different indices or different radicands are not like radicals and cannot be combined in this way. In some cases, simplification may reveal that two radicals are in fact like. For example:
\sqrt{12}+\sqrt{3} = 2\sqrt{3}+\sqrt{3} = 3\sqrt{3}
since:
\sqrt{12} = \sqrt{4 \cdot 3} = 2\sqrt{3}

Example 1
Simplify the following expression and write the result in radical form:
\frac{\sqrt{a}}{\sqrt[3]{a}}
By converting each radical to a power with rational exponent:
\sqrt{a} = a^{\frac{1}{2}} \qquad \sqrt[3]{a} = a^{\frac{1}{3}}
Applying the quotient rule for powers:
\frac{a^{\frac{1}{2}}}{a^{\frac{1}{3}}} = a^{\frac{1}{2}-\frac{1}{3}} = a^{\frac{1}{6}}
Therefore we obtain:
\frac{\sqrt{a}}{\sqrt[3]{a}} = \sqrt[6]{a}

Rationalizing the denominator
An expression containing a radical in the denominator is generally rewritten in an equivalent form in which the denominator is free of radicals. This process is called rationalizing the denominator and relies on multiplying numerator and denominator by a suitably chosen expression without altering the value of the fraction. When the denominator is a single radical $\sqrt[n]{a^m}$, the goal is to complete the exponent of $a$ inside the radical to a multiple of $n$. Multiplying numerator and denominator by $\sqrt[n]{a^{n-m}}$ yields an integer in the denominator:
\frac{1}{\sqrt[n]{a^m}} \cdot \frac{\sqrt[n]{a^{n-m}}}{\sqrt[n]{a^{n-m}}} = \frac{\sqrt[n]{a^{n-m}}}{\sqrt[n]{a^n}} = \frac{\sqrt[n]{a^{n-m}}}{a}
The most common case is $n = 2$ and $m = 1$, where the denominator is a square root:
\frac{1}{\sqrt{a}} \cdot \frac{\sqrt{a}}{\sqrt{a}} = \frac{\sqrt{a}}{a}
When the denominator has the form $\sqrt{a}+\sqrt{b}$ or $\sqrt{a}-\sqrt{b}$, multiplying by the conjugate expression eliminates the radicals by applying the difference of squares identity $(x+y)(x-y) = x^2-y^2$:
\frac{1}{\sqrt{a}+\sqrt{b}} \cdot \frac{\sqrt{a}-\sqrt{b}}{\sqrt{a}-\sqrt{b}} = \frac{\sqrt{a}-\sqrt{b}}{a-b} \qquad a \ne b,\; a,b \ge 0
For example:
\begin{align}
\frac{1}{\sqrt{3}+\sqrt{2}} &= \frac{\sqrt{3}-\sqrt{2}}{(\sqrt{3})^2-(\sqrt{2})^2} \\[6pt]
&= \frac{\sqrt{3}-\sqrt{2}}{3-2} \\[6pt]
&= \sqrt{3}-\sqrt{2}
\end{align}

Example 2
Rationalization can also be applied to the numerator when this simplifies an expression. Consider the following limit, which arises naturally in the definition of the derivative:
\lim_{h \to 0} \frac{\sqrt{x+h}-\sqrt{x}}{h}
Direct substitution of $h = 0$ yields the indeterminate form $\frac{0}{0}$. To resolve this, multiply numerator and denominator by the conjugate of the numerator:
\begin{align}
\frac{\sqrt{x+h}-\sqrt{x}}{h} &= \frac{\sqrt{x+h}-\sqrt{x}}{h} \cdot \frac{\sqrt{x+h}+\sqrt{x}}{\sqrt{x+h}+\sqrt{x}} \\[6pt]
&= \frac{(x+h)-x}{h\left(\sqrt{x+h}+\sqrt{x}\right)} \\[6pt]
&= \frac{h}{h\left(\sqrt{x+h}+\sqrt{x}\right)} \\[6pt]
&= \frac{1}{\sqrt{x+h}+\sqrt{x}}
\end{align}
Taking the limit as $h \to 0$:
\lim_{h \to 0} \frac{1}{\sqrt{x+h}+\sqrt{x}} = \frac{1}{2\sqrt{x}}
This result is the derivative of $\sqrt{x}$, obtained here without invoking the general power rule.


Geometric construction of the segment $\sqrt{a}$
The square root $\sqrt{a}$ is more than a number: it can be constructed as a segment using only a compass and straightedge. This method transforms an algebraic idea into a geometric form, revealing the deep connection between numbers and shapes. Given a segment of length $a$, follow these steps:
	Draw a segment $AB$ of length $a$.
	Extend the segment to the left by 1 unit. Let point $C$ be such that $CA = 1$. Now $CB = a + 1$.
	Draw a semicircle with diameter $CB$.
	From point $A$, draw a perpendicular to $CB$, intersecting the semicircle at point $D$.
	Segment $AD$ has length $\sqrt{a}$.

In fact, in the right triangle $\triangle DAB$, the segment $AD$ is the height from point $A$ to the hypotenuse $CB$. According to Euclid’s theorem on right triangles, the height is the geometric mean between the two segments into which it divides the hypotenuse. That is:
\frac{AC}{AD} = \frac{AD}{AB}
Multiplying both sides by $AD$, we get:
AD^2 = AB \cdot AC
Since $AC = 1$ and $AB = a$, we find:
AD^2 = a \cdot 1 = a
\quad \rightarrow \quad
AD = \sqrt{a}
This completes the construction: the segment $AD$ has length exactly equal to $\sqrt{a}$.
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What are equations
An equation is a mathematical statement asserting that two expressions take the same value, typically written in the form $F(x) = G(x)$, where one or more variables act as unknowns ranging over some specified set, such as $\mathbb{R}$ or $\mathbb{C}$. To solve an equation is to determine every value of the variable, within the appropriate domain, for which the equality holds. Many equations can be reorganized into the form:
F(x) = 0
a representation that simplifies their study, highlights their structure, and provides a unified framework for approaching different methods of solution.

The solution to an equation
The solution to an equation is any value of the variables that makes the equality true. Depending on the equation and its structure, the solution set may contain:
	a unique solution  
	multiple solutions  
	infinitely many solutions  
	no solution at all  

In some cases, such as with trigonometric equations, the set of solutions can be infinite because the functions involved are periodic.

In other contexts, especially in polynomial, exponential, or transcendental equations, the solutions may not lie within the real numbers. When no real value satisfies the equation, the natural setting becomes the complex plane, where solutions can still exist and be meaningfully interpreted.
A representative instance is the quadratic equation with negative discriminant, which admits no real roots but always has two complex conjugate solutions, as discussed in detail in the page on quadratic equations with complex solutions.

Equivalent equations and admissible operations
Two equations are considered equivalent if they possess identical solution sets. The objective in solving an equation is to apply a sequence of transformations that maintain this equivalence, thereby reducing the equation to a simpler form in which the solutions are readily apparent.
Certain operations are guaranteed to yield an equivalent equation. Adding or subtracting the same expression on both sides, or multiplying both sides by a nonzero constant, does not alter the solution set. These manipulations form the basis of most elementary solution techniques. As a simple illustration, the equation $2x + 4 = 0$ is equivalent to $x + 2 = 0$, obtained by dividing both sides by $2$, and both equations share the unique solution $x = -2$.
Other operations can disrupt equivalence in less obvious ways. Multiplying both sides by an expression involving the variable may introduce extraneous solutions if the expression equals zero for some value of $x$. Similarly, squaring both sides, a common technique for irrational equations, can produce solutions that satisfy the transformed equation but not the original. Conversely, dividing both sides by a variable expression may eliminate solutions at points where the expression is zero, a phenomenon addressed in detail in the discussion on loss of roots.

Algebraic equations
Algebraic equations are equations in which both sides consist entirely of polynomials. A polynomial in one variable is a formal expression of the form
P(x) = a_{n}x^{n} + a_{n-1}x^{n-1} + \cdots + a_{1}x + a_{0}
where $n$ is a non-negative integer, the coefficients $a_0, a_1, \ldots, a_n$ belong to some fixed field (typically $\mathbb{R}$ or $\mathbb{C}$), and $a_n \neq 0$ when $n \geq 1$. The integer $n$ is the degree of the polynomial. An algebraic equation then takes the form $P(x) = Q(x)$, or equivalently $P(x) - Q(x) = 0$, which reduces the problem to finding the roots of a single polynomial. Algebraic equations are classified according to the degree of the polynomial involved.
Linear equations have degree $1$. They involve the variable raised to no power higher than the first, and their solution is always unique when the leading coefficient is nonzero.
Quadratic equations have degree $2$ and take the standard form $ax^2 + bx + c = 0$, with $a \neq 0$. The nature of their solutions is governed by the discriminant $\Delta = b^2 - 4ac$.
	If $\Delta > 0$ there are two distinct real solutions.
	If $\Delta = 0$ there is one repeated real solution.
	If $\Delta < 0$ the solutions are a pair of complex conjugates.

Cubic equations have degree $3$ and take the general form $ax^3 + bx^2 + cx + d = 0$. By the Fundamental Theorem of Algebra, every polynomial of degree $n$ with coefficients in $\mathbb{C}$ has exactly $n$ roots in $\mathbb{C}$, counted with multiplicity. A cubic equation therefore has exactly three roots in $\mathbb{C}$, which may be all real, or one real and two complex conjugates.
Equations of degree higher than three follow the same principle: a polynomial equation of degree $n$ has exactly $n$ roots in $\mathbb{C}$, counted with multiplicity, though explicit formulas for the roots in terms of radicals exist only for degrees up to four, a fact made precise by the theory of Galois.
Among higher-degree equations, binomial and trinomial equations deserve particular attention. These are equations of degree greater than two that contain only two or three distinct terms, respectively, and can often be solved by substitution or by factoring into lower-degree polynomials.

Rational equations
Rational equations are equations that contain at least one fractional expression whose numerator and denominator are polynomials. In their most general form, they involve a ratio of polynomials on both sides, and can always be reduced to the form
\frac{P(x)}{Q(x)} = 0
by transferring all terms to one side and combining them over a common denominator, with the restriction that $Q(x) \neq 0$. A standard approach is to clear denominators by multiplying both sides by the least common multiple of all denominators in the equation, thereby transforming the problem into a polynomial equation.
This step, however, requires careful attention: any value that makes a denominator vanish must be excluded from the solution set from the outset, and candidate solutions obtained after clearing must be checked against these excluded values.


Irrational equations
Irrational equations have variables inside a radical. Typically, such equations have one radical, for example:
\sqrt[n]{\,f(x)\,} = g(x)
where $f(x)$ and $g(x)$ are polynomials with real coefficients, and the standard technique consists of isolating the radical and raising both sides to the $n$-th power to eliminate it. When the equation contains more than one radical, this process must be applied iteratively. After each step, a new radical is isolated, and the procedure is repeated until none remain. Each time both sides are raised to a power, the transformation is not equivalence-preserving and may introduce extraneous solutions.
It is therefore necessary to verify every candidate solution in the original equation, and this requirement becomes increasingly important as the number of radicals grows.

Absolute value equations
Absolute value equations are equations in which the unknown appears inside an absolute value expression. The simplest case takes the form $|x| = a$, where $a$ is a real constant, and its solution set depends entirely on the sign of $a$.
	If $a > 0$, the equation has exactly two solutions, $x = a$ and $x = -a$, since both values have the same distance from the origin on the real line.
	If $a = 0$, the only solution is $x = 0$, as the absolute value of a real number vanishes if and only if the number itself is zero.
	If $a < 0$, the equation has no solution in $\mathbb{R}$, because the absolute value is by definition non-negative and cannot equal a negative constant.

Absolute value equations that contain polynomial or rational expressions often require case analysis based on the sign of the inner expression. It is essential to verify that each candidate solution satisfies the original equation, since the case-splitting procedure may introduce extraneous solutions.


Transcendental equations
Transcendental equations are equations in which one or more variables appear within transcendental functions, such as exponential, logarithmic, or trigonometric functions, that cannot be expressed as finite combinations of algebraic operations. These equations go beyond polynomial or rational forms and frequently resist closed-form solution: in many cases no explicit formula for the roots exists, and one must resort to numerical methods to approximate them.
Logarithmic equations are equations that involve a variable inside a logarithmic expression, such as $2\log_2{(2 - x)^2} = 0$. These equations are typically solved by applying logarithmic properties, such as the power rule, the product and quotient rules, or the change of base formula, to simplify the expression and isolate the variable.
Exponential equations are equations in which the variable appears in the exponent of an exponential expression. They typically involve forms like $a^x = b$, where $a$ and $b$ are constants and $x$ is the unknown.
Trigonometric equations are equations that involve periodic trigonometric functions such as $\sin(x)$, $\cos(x)$, or $\tan(x)$ containing a variable. Due to the periodic nature of these functions, trigonometric equations often have infinitely many solutions.

Systems of equations
A system of equations arises when multiple equations must be satisfied simultaneously by the same set of unknowns. Such a system consists of two or more equations involving the same variables, and a solution is any assignment of values to those variables that satisfies all equations concurrently. Systems may be classified as linear or nonlinear based on the form of their equations. Analysing these systems often requires advanced techniques beyond those used for single equations, including substitution, elimination, or matrix methods for linear systems.
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Introduction
A quadratic equation in standard form is written as:
ax^{2}+bx+c = 0, \qquad a \neq 0
Factoring the equation means rewriting the left-hand side as a product of linear factors with the same roots. When the discriminant $\Delta = b^2 - 4ac$ is non-negative, the equation admits two real roots $x_1$ and $x_2$, and the following identity holds:
ax^{2}+bx+c = a(x-x_1)(x-x_2) \tag{1}
The roots may coincide when $\Delta = 0$, in which case the factorization reduces to $a(x-x_0)^2$. When $\Delta < 0$ the polynomial is irreducible over $\mathbb{R}$ and admits a factorization only over $\mathbb{C}$, where the two roots are complex conjugates.

Derivation
Consider the quadratic polynomial associated with the equation:
P(x) = ax^2 + bx + c
Since $a \neq 0$, the leading coefficient can be factored out:
P(x) = a\left(x^2 + \frac{b}{a}x + \frac{c}{a}\right)
The coefficients of the monic polynomial inside the parentheses are linked to the roots through Viète's relations:
x_1 + x_2 = -\frac{b}{a}, \qquad x_1 \cdot x_2 = \frac{c}{a}
Substituting these expressions into the polynomial gives:
\begin{align}
P(x) &= a\left[x^2 - (x_1+x_2)\,x + x_1 x_2\right] \\[6pt]
&= a\left(x^2 - x_1 x - x_2 x + x_1 x_2\right) \\[6pt]
&= a\left[x(x-x_1) - x_2(x-x_1)\right] \\[6pt]
&= a(x-x_1)(x-x_2)
\end{align}
This establishes identity $(1)$. The roots of the equation are recovered by setting each linear factor equal to zero:
x - x_1 = 0 \;\Rightarrow\; x = x_1
x - x_2 = 0 \;\Rightarrow\; x = x_2
The factorization above is exact and follows directly from the values of the roots. When the roots are not known in advance, they are obtained from the quadratic formula and substituted into $(1)$. An alternative approach, useful when the coefficients are integers and the roots are rational, is the AC method, which factors the polynomial without computing the discriminant explicitly.


Example 1
Consider a polynomial with integer roots:
x^{2} - 4x + 3
Here $a=1$, so identity $(1)$ reduces to $(x-x_1)(x-x_2)$. The roots can be found by inspection, looking for two numbers whose sum is $4$ and whose product is $3$. The pair $(1,\,3)$ satisfies both conditions, and the factorization is:
x^{2} - 4x + 3 = (x-1)(x-3)
The associated equation has solutions $x_1 = 1$ and $x_2 = 3$.

Example 2
Consider a polynomial whose leading coefficient is different from one:
2x^{2} - 7x + 3
The discriminant is $\Delta = 49 - 24 = 25$, so the roots are real and distinct. Applying the quadratic formula:
x = \frac{7 \pm 5}{4}
which gives $x_1 = 3$ and $x_2 = \frac{1}{2}$.
Substituting these values into $(1)$ with $a = 2$:
2x^{2} - 7x + 3 = 2(x-3)\left(x-\tfrac{1}{2}\right) = (x-3)(2x-1)
The factor $2$ has been absorbed into the second linear term to produce a factorization with integer coefficients.


Example 3
Consider a polynomial whose discriminant vanishes, so that the two roots coincide:
x^{2} - 6x + 9
The discriminant is $\Delta = 36 - 36 = 0$, and the unique root is $x_0 = 3$. The factorization is:
x^{2} - 6x + 9 = (x-3)^{2}
This is consistent with identity $(1)$, where $x_1 = x_2 = x_0$.

Example 4
Consider a polynomial whose discriminant is negative, so that the polynomial is irreducible over $\mathbb{R}$:
x^{2} + 2x + 5
The discriminant is $\Delta = 4 - 20 = -16$, and the roots are the complex conjugate pair $x_{1,2} = -1 \pm 2i$.
The factorization holds only over $\mathbb{C}$:
x^{2} + 2x + 5 = (x + 1 - 2i)(x + 1 + 2i)
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Definition
A quadratic equation is considered incomplete when one or both of the terms $bx$ and $c$ are absent from the standard form $ax^2 + bx + c = 0$, provided the term $ax^2$ is present. These equations admit direct solution methods that do not require the quadratic formula or factorization.

When both $b$ and $c$ are equal to zero, the equation reduces to:
ax^2 = 0, \quad a \neq 0
Dividing both sides by $a$, which is nonzero by assumption, gives $x^2 = 0$, and the only real solution is $x = 0$ for every admissible value of $a$.
[image: Img. 1]
Graphically, the equation represents a parabola with its vertex at the origin $(0, 0)$, symmetric about the y-axis. The graph opens upward if $a > 0$ and downward if $a < 0$; the magnitude of $a$ determines the width of the parabola. Although the equation has a single solution, the function has a double root at $x = 0$: the x-axis is tangent to the parabola at the origin.


The case b = 0
When $b = 0$, the equation takes the form:
ax^2 + c = 0, \quad a \neq 0,\, c \neq 0
Isolating $x^2$ gives:
x^2 = -\frac{c}{a}
The equation represents a parabola symmetric about the y-axis. When $a$ and $c$ have opposite signs, the quantity $-c/a$ is positive and the equation has two distinct real solutions:
x_{1,2} = \pm\sqrt{-\frac{c}{a}}
The parabola intersects the x-axis in two points symmetric with respect to the origin. When $a$ and $c$ have the same sign, the quantity $-c/a$ is negative and the equation has no real solutions:
-\frac{c}{a} < 0 \implies x \notin \mathbb{R}
The parabola lies entirely above or below the x-axis and does not intersect it.

The case c = 0
When $c = 0$, the equation takes the form:
ax^2 + bx = 0, \quad a \neq 0,\, b \neq 0
Factoring out $x$ gives $x(ax + b) = 0$. Applying the zero product property, either $x = 0$ or $ax + b = 0$, and the equation has two distinct real solutions:
x_1 = 0 \qquad x_2 = -\frac{b}{a}

Examples
Consider the equation $3x^2 = 0$. Since both $b$ and $c$ are zero, the only solution is $x = 0$.

Consider the equation $2x^2 - 8 = 0$. This is of the form $ax^2 + c = 0$ with $a = 2$ and $c = -8$. Since $a$ and $c$ have opposite signs, two real solutions exist. Isolating $x^2$ gives:
x^2 = \frac{8}{2} = 4
Taking the square root of both sides yields the two solutions:
x_{1,2} = \pm\sqrt{4} = \pm 2

Consider the equation $x^2 + 5 = 0$. Here $a = 1$ and $c = 5$ have the same sign, so $-c/a = -5 < 0$. The equation has no real solutions.

Consider the equation $3x^2 - 6x = 0$. This is of the form $ax^2 + bx = 0$ with $a = 3$ and $b = -6$. Factoring out $x$ gives $x(3x - 6) = 0$, and the two solutions are:
x_1 = 0 \qquad x_2 = \frac{6}{3} = 2

A common error to avoid
For equations of the form $ax^2 + bx = 0$, a frequent error consists in dividing both sides by $x$ when the equation is written as:
ax^2 = bx
Dividing by $x$ is not a valid operation here, since $x = 0$ is itself a solution and division by zero is undefined. This manipulation eliminates the root $x = 0$ and reduces the equation to a linear one, producing only the solution $x = -b/a$. The correct approach is to collect $x$ as a common factor, as shown above.
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Definition
A first-degree linear equation involving parameters is an equation in which the unknown variable appears only to the first power, while some of the coefficients are represented by symbolic quantities rather than fixed numbers. A general form of such an equation is:
a x + b = c
	$x$ is the variable to be determined
	$a$, $b$, and $c$ are parameters. These parameters may take different real values, and their specific choice influences how the equation behaves and whether a solution exists.

One way to interpret this structure is to view each triple $(a, b, c)$ as selecting a particular instance of the equation. Changing the parameters modifies the balance between the terms and can turn the equation into a typical linear relation, an identity, or even an inconsistency. The leading coefficient $a$ is especially important: when it is nonzero, the equation defines a unique value for $x$; when it is zero, the expression reduces to a constant statement whose truth depends only on $b$ and $c$.
This parametric perspective makes it possible to study not just a single equation, but an entire family of linear equations at once, highlighting how algebraic structure shifts as the parameters vary.
This page focuses on the linear case. For a broader discussion of parametric equations across different degrees, see equations with parameters.


Classification of cases
For the parametric linear equation $a x + b = c$ all possible behaviours can be reduced to three fundamental situations:
	$a \neq 0$: the equation admits a unique solution.
	$a = 0$ and $b = c$: the equation is an identity, satisfied for every real $x$.
	$a = 0$ and $b \neq c$: the equation is a contradiction, with no solution.

These three cases cover the entire family of first-degree equations with parameters and allow the structure of the equation to be analysed systematically.


When the leading coefficient satisfies $a \neq 0$, the equation behaves as a standard linear relation. In this case the variable $x$ can be isolated directly, giving:
x = \frac{c - b}{a}
This expression provides a single real solution for every choice of parameters with $a \neq 0$.

When $a = 0$, the term containing $x$ disappears and the equation becomes the constant statement:
b = c
At this point the presence or absence of solutions depends entirely on the relationship between $b$ and $c$. When $b = c$, the statement holds for every real $x$, and the equation is an identity. When $b \neq c$, the statement is false and no solution exists.

A compact summary of the three fundamental situations can be written as follows. Each condition on the parameters determines a different algebraic behaviour, ranging from a fully determined equation to an identity or a contradiction:
a x + b = c
\quad\rightarrow\quad
\begin{cases}
a = 0,\; b = c 
& \; x \in \mathbb{R} \\[10pt]
a = 0,\; b \neq c 
& \; \varnothing \\[5pt]
a \neq 0, \; \forall \; b, c
& \; x = \dfrac{c - b}{a}
\end{cases}
This classification captures all possible outcomes for a linear equation with parameters and shows how different choices of $a$, $b$, and $c$ affect the existence and uniqueness of the solution.

Example 1
In practice, the parameters need not be independent: a single real quantity, commonly denoted (k), may appear simultaneously in several coefficients, and the classification above applies by treating that quantity as the free parameter. As a concrete illustration of the general classification, consider the parametric equation
(a - 1)x = \frac{1}{c}
Before analysing its solutions, we observe that the right-hand side is defined only when $c \neq 0.$ This condition is required for the equation to be meaningful in the real numbers. Once this requirement is satisfied, the behaviour of the equation depends on the value of the coefficient $a - 1$:
(a - 1)x = \frac{1}{c}
\quad\rightarrow\quad
\begin{cases}
c = 0 
& \text{undefined} \\[10pt]
c \neq 0,\; a = 1 
& \varnothing \\[10pt]
c \neq 0,\; a \neq 1 
& x = \dfrac{1}{c(a - 1)}
\end{cases}
From the analysis of the possible cases, we obtain:
	If $c = 0$, the quantity $1/c$ is not defined and the equation loses meaning.  
	If $c \neq 0$ and $a = 1$, the coefficient of $x$ vanishes and the equation becomes the false statement $0 = 1/c$.  
	If $c \neq 0$ and $a \neq 1$, the equation remains linear and admits a single solution.

This example highlights how changing the parameters can alter the nature of the equation itself, showing how a linear relation may shift from being undefined to impossible or uniquely solvable depending on their values.

Example 2
Let us now examine a simple linear equation that depends on a real parameter. Consider the problem of solving:
(2k - 3)x + (k + 1) = 4
where $k \in \mathbb{R}$. The equation behaves as an ordinary linear equation as long as the coefficient of $x$ does not vanish. This coefficient is $2k - 3$, so the equation is solvable in the usual way whenever:
2k - 3 \neq 0
\quad\longrightarrow\quad
k \neq \frac{3}{2}

Under this condition, isolating the variable gives:
x = \frac{4 - (k + 1)}{2k - 3}
   = \frac{3 - k}{2k - 3}
If instead the parameter takes the value $k = \frac{3}{2}$, the coefficient of $x$ becomes zero and the equation reduces to a constant statement:
k + 1 = 4
Since $k = \frac{3}{2}$, the left-hand side evaluates to $\frac{3}{2} + 1 = \frac{5}{2}$, which is not equal to $4$. The statement is therefore false.
Therefore, in this case no real value of $x$ can satisfy the equation. Summarising the two possible situations we obtain:
\begin{cases}
k = \tfrac{3}{2} 
& \varnothing \\[8pt]
k \neq \tfrac{3}{2} 
& x = \dfrac{3 - k}{2k - 3}
\end{cases}

Example 3
Consider the linear equation:
(k + 4)x = 2k - 1 \quad k \in \mathbb{R}
The equation is well defined for every $k$ except when the coefficient of $x$ becomes zero. Thus the only value that requires special attention is:
k + 4 = 0
\quad\longrightarrow\quad
k = -4
For all other values of $k$, the equation can be solved directly:
x = \frac{2k - 1}{k + 4}
Since the right-hand side is a real expression whenever $k \neq -4$, the equation admits a real solution for every parameter in:
k \in \mathbb{R} \setminus \{-4\}
If the parameter takes the value $k = -4$, the equation becomes:
0 \cdot x = -9
which is a contradiction and therefore has no solution.
In summary we have:
\begin{cases}
k = -4 
& \varnothing \\[8pt]
k \neq -4 
& x = \dfrac{2k - 1}{k + 4}\;\in\;\mathbb{R}
\end{cases}
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Definition
A linear equation in the unknowns $x_1, x_2, \ldots, x_n$ is an algebraic equation of degree one, in which each variable appears with exponent equal to $1$ and never multiplied by another variable. Its standard form is:
a_1x_1 + a_2x_2 + \ldots + a_nx_n = b
	$x_1, x_2, \ldots, x_n \in \mathbb{R}$ are the unknowns.
	$a_1, a_2, \ldots, a_n \in \mathbb{R}$ are the coefficients, with at least one $a_i \neq 0$.
	$b \in \mathbb{R}$ is the constant term.
	When $b = 0$, the equation is called homogeneous.

The adjective linear refers to a precise algebraic property of the left-hand side. If we denote it by:
L(x_1, \ldots, x_n) = a_1x_1 + \ldots + a_nx_n
then $L$ satisfies the two defining properties of linearity:
L(x + y) = L(x) + L(y)
L(\lambda x) = \lambda \, L(x)
These two identities are the algebraic counterpart of what, geometrically, makes the solution set a line, a plane, or more generally a hyperplane. The same notion of linearity underlies vector spaces and linear maps, and explains why linear equations occupy such a central role in mathematics.
A linear equation may involve any finite number of unknowns. The expression $ax + by + c = 0$, for example, is a linear equation in the two variables $x$ and $y$, with constant term $-c$ once written in standard form.
Linear equations are the foundation on which systems of linear equations and matrix calculus are built, and they provide the language in which problems involving several unknowns can be formulated and solved simultaneously.


Type of solution
The geometric nature of the solution set of a linear equation depends on the number of unknowns and on whether the equation is homogeneous. In every case the solution set is an affine subspace of $\mathbb{R}^n$, that is, a translate of a linear subspace, and its dimension equals $n - 1$ when the equation is non-degenerate.
	With one unknown, the solution reduces to a single point on the real line.
	With two unknowns, the solutions form a line in the plane, passing through the origin if the equation is homogeneous.
	With three unknowns, they form a plane in space, again through the origin in the homogeneous case.
	With $n > 3$ unknowns, the solution set is a hyperplane of $\mathbb{R}^n$, namely an affine subspace of dimension $n - 1$.

The drop in dimension by exactly one reflects the fact that a single linear equation imposes one scalar constraint on the $n$ unknowns. Imposing further independent linear conditions corresponds to intersecting hyperplanes, and leads naturally to the theory of systems of linear equations.


Linear equations in one variable
A linear equation in one unknown can always be reduced, through elementary algebraic manipulations, to the standard form:
ax = b
The behaviour of this equation depends entirely on the coefficients $a$ and $b$. Three cases need to be distinguished.
When $a \neq 0$, the equation admits one and only one solution, obtained by dividing both sides by $a$:
x = \frac{b}{a}
This is the situation contemplated by the standard definition, which requires at least one coefficient to be non-zero. The remaining two cases arise only when the original equation, after simplification, collapses into the degenerate form $0 \cdot x = b$, and they reveal the boundary between a genuine linear equation and a relation that no longer depends on the unknown.
When $a = 0$ and $b = 0$, the equation becomes $0 = 0$, an identity satisfied by every real number. The solution set is the whole of $\mathbb{R}$ and the equation is called indeterminate.
When $a = 0$ and $b \neq 0$, the equation reduces to $0 = b$, a contradiction with no solution. The solution set is empty and the equation is called impossible.
The three cases above are not abstract curiosities. They appear systematically when the coefficients depend on one or more real parameters, giving rise to linear equations with parameters of the form $a(k)\, x = b(k)$. The values of $k$ for which $a(k) = 0$ are precisely those that switch the equation between the determinate, indeterminate, and impossible regimes, and identifying them is the central problem in the parametric setting.

Example 1
Consider the equation:
2x + 3 = 11x
The unknown $x$ ranges over the whole set of real numbers, without restrictions on its domain. To solve the equation we move all terms containing $x$ to one side and the constants to the other, reducing it to the standard form $ax = b$:
\begin{align}
2x + 3 &= 11x \\[6pt]
2x - 11x &= -3 \\[6pt]
-9x &= -3
\end{align}
The coefficient of the unknown is $-9 \neq 0$, so the equation falls under the determinate case and admits one and only one solution. Dividing both sides by $-9$ we obtain:
x = \frac{-3}{-9} = \frac{1}{3}
To verify the result we substitute $x = 1/3$ into the original equation and check that both sides yield the same value:
\begin{align}
2 \left( \frac{1}{3} \right) + 3 &= 11 \left( \frac{1}{3} \right) \\[6pt]
\frac{2}{3} + \frac{9}{3} &= \frac{11}{3} \\[6pt]
\frac{11}{3} &= \frac{11}{3}
\end{align}
The identity is confirmed, and the unique solution of the equation is:
x = \frac{1}{3}

Linear equations in two variables
A linear equation in two unknowns has the standard form:
ax + by = c
with $a, b, c \in \mathbb{R}$ and at least one between $a$ and $b$ different from zero. Geometrically, its solution set is a straight line in the Cartesian plane, and the equation is the implicit representation of that line. The constant term $c$ determines the position of the line: when $c \neq 0$ the line does not pass through the origin, while when $c = 0$ the equation reduces to the homogeneous form and the corresponding line passes through the origin.
The general solution can be obtained by treating one of the unknowns as a free parameter. Assuming $b \neq 0$ and setting $x = \lambda$, the equation gives:
y = \frac{c - a \lambda}{b}, \qquad \lambda \in \mathbb{R}
Each value of the parameter $\lambda$ produces a point of the plane lying on the line, and as $\lambda$ varies over $\mathbb{R}$ the entire line is described. The role of $\lambda$ and that of the unknown chosen as free can be exchanged, with no effect on the geometric content of the solution.
The same equation $ax + by = c$ may be rewritten in the explicit form $y = mx + q$ whenever $b \neq 0$, with slope $m = -a/b$ and intercept $q = c/b$. The implicit form is more general because it also accommodates vertical lines, those with $b = 0$, which cannot be expressed in explicit form.

When $c = 0$ the equation becomes:
ax + by = 0
and represents a line through the origin. The set of its solutions is a one-dimensional vector subspace of $\mathbb{R}^2$, spanned by any non-zero vector orthogonal to the coefficient vector $(a, b)$. A particularly symmetric parametrisation, which makes the structure transparent, is:
x = \lambda b, \qquad y = -\lambda a, \qquad \lambda \in \mathbb{R}
The pair $(b, -a)$ is indeed a solution of the equation, since $a b + b(-a) = 0$, and every other solution is a scalar multiple of it. This is a first concrete instance of a phenomenon that runs through the whole theory: the solutions of a homogeneous linear equation form a vector subspace, while those of the corresponding non-homogeneous equation form an affine subspace obtained by translation.

Example 2
Consider the homogeneous linear equation:
2x - 3y = 0
The coefficients are $a = 2$ and $b = -3$, so the equation represents a line through the origin in the Cartesian plane. Solving for $y$ we obtain the explicit form:
y = \frac{2}{3} x
which shows that the line has slope $2/3$. Every solution $(x, y)$ of the equation satisfies this relation, and the entire solution set can be described by introducing a real parameter $\lambda$ and writing:
x = \lambda, \qquad y = \frac{2}{3} \lambda, \qquad \lambda \in \mathbb{R}
The same line admits the symmetric parametrisation $x = \lambda b = -3 \lambda$, $y = -\lambda a = -2 \lambda$ introduced in the general discussion. The two descriptions differ only by a rescaling of the parameter and produce the same set of points: the substitution $\lambda \mapsto -3 \lambda$ maps the second parametrisation onto the first.
Choosing arbitrary values of $\lambda$, for instance $\lambda = 3$ and $\lambda = -6$ (any real number would do), we obtain specific points on the line:
	for $\lambda = 3$, the pair $(x, y) = (3, 2)$;
	for $\lambda = -6$, the pair $(x, y) = (-6, -4)$.

A direct substitution into the original equation confirms that both pairs satisfy it.
The diagram shows the line of equation $2x - 3y = 0$ together with the two points just computed.
The solution set of the equation $2x - 3y = 0$ is the line through the origin of equation:
y = \tfrac{2}{3} x

Linear equations in three variables
A linear equation in three unknowns has the standard form:
ax + by + cz = d
with $a, b, c, d \in \mathbb{R}$ and at least one between $a$, $b$, and $c$ different from zero. Geometrically, its solution set is a plane in three-dimensional space, and the equation is the implicit representation of that plane. The vector of coefficients $(a, b, c)$ is normal to the plane and determines its orientation, while the constant term $d$ controls its distance from the origin: when $d = 0$ the plane passes through the origin and the equation is homogeneous, otherwise the plane is a parallel translate of the homogeneous one.
The general solution is obtained by choosing two unknowns as free parameters. Assuming $c \neq 0$ and setting $x = \lambda$, $y = \mu$, the equation gives:
z = \frac{d - a \lambda - b \mu}{c}, \qquad \lambda, \mu \in \mathbb{R}
Each pair $(\lambda, \mu)$ determines a point of the plane, and as the two parameters vary independently over $\mathbb{R}$ the entire plane is described. The number of free parameters required, two in this case, equals the dimension of the plane, in agreement with the general principle that a single linear equation in $n$ unknowns lowers the dimension by one.
When $d = 0$ the equation reduces to:
ax + by + cz = 0
and represents a plane through the origin. The set of its solutions is a two-dimensional vector subspace of $\mathbb{R}^3$, formed by all vectors orthogonal to the coefficient vector $(a, b, c)$. The same parametric description used above applies, with $d = 0$:
x = \lambda, \qquad y = \mu, \qquad z = -\frac{a \lambda + b \mu}{c}, \qquad \lambda, \mu \in \mathbb{R}
The role of the unknown chosen as dependent is conventional. If $c = 0$ but $a \neq 0$ or $b \neq 0$, the same construction can be carried out by isolating $x$ or $y$ instead. What does not depend on the choice is the geometric object obtained: the plane itself, with its orientation fixed by the normal vector $(a, b, c)$.


Example 3
Consider the homogeneous linear equation:
x + 2y - z = 0
The coefficients are $a = 1$, $b = 2$, $c = -1$, so the equation represents a plane through the origin in three-dimensional space, with normal vector $(1, 2, -1)$. To find the general solution we isolate $z$ and obtain:
z = x + 2y
The two unknowns $x$ and $y$ can be chosen as free parameters, setting $x = \lambda$ and $y = \mu$ with $\lambda, \mu \in \mathbb{R}$. Substituting back, the third coordinate is determined:
z = \lambda + 2 \mu
The solution set of the equation consists of all triples of the form:
(x, y, z) = (\lambda, \, \mu, \, \lambda + 2 \mu), \qquad \lambda, \mu \in \mathbb{R}
Specific points of the plane are obtained by assigning numerical values to the two parameters.
	For $\lambda = 1$, $\mu = 0$ we obtain $(1, 0, 1)$
	For $\lambda = 0$, $\mu = 1$ we obtain $(0, 1, 2)$
	For $\lambda = 2$, $\mu = -1$ we obtain $(2, -1, 0)$.

A direct substitution confirms that all three triples satisfy the original equation.
The two triples $(1, 0, 1)$ and $(0, 1, 2)$ are linearly independent and span the whole plane, in the sense that every solution can be written as the linear combination $\lambda (1, 0, 1) + \mu (0, 1, 2)$. This pair of vectors constitutes a basis of the two-dimensional subspace of $\mathbb{R}^3$ defined by the equation, and the parametrisation written above is precisely the expression of a generic vector of the subspace in terms of this basis.
The solution set of the equation $x + 2y - z = 0$ is the plane through the origin described by:
(x, y, z) = (\lambda, \, \mu, \, \lambda + 2\mu), \qquad \lambda, \mu \in \mathbb{R}

Linear equations with a parameter
A natural extension of the theory developed so far consists in allowing the coefficients to depend on one or more real parameters, rather than being fixed numbers. This gives rise to linear equations with a parameter, a family of relations of the form:
a(k)\, x + b(k) = c(k)
whose behaviour varies with the value assigned to $k$. Reducing the equation to standard form yields $a(k)\, x = c(k) - b(k)$, and the three regimes already encountered in the discussion of the one-variable case appear here in their natural setting. For values of $k$ such that $a(k) \neq 0$ the equation is determinate and admits the unique solution $x = (c(k) - b(k)) / a(k)$. For values such that $a(k) = 0$ and $c(k) - b(k) = 0$ the equation becomes the identity $0 = 0$, satisfied by every real $x$. For values such that $a(k) = 0$ and $c(k) - b(k) \neq 0$ the equation is impossible and admits no solution.
Studying a parametric equation amounts to identifying the values of $k$ that mark the transitions between these three regimes. The points at which $a(k)$ vanishes are the critical ones, since they are precisely those at which the equation may lose its determinate character and degenerate into an identity or a contradiction.
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Definition
A polynomial equation is an equation in which one side consists of a polynomial expression and the other is zero. The general form of such an equation is the following:
a_n x^n + a_{n-1} x^{n-1} + \cdots + a_1 x + a_0 = 0
In this expression:
	$n$ is a non-negative integer called the degree of the equation.
	The coefficients $a_0, a_1, \ldots, a_n$ are real or complex numbers.
	The leading coefficient $a_n$ is assumed to be non-zero.
	The unknown $x$ is the variable for which a solution is sought.

A value $x_0$ that satisfies the equation is called a root, or a solution, of the polynomial equation.

Degree and classification
The degree of a polynomial equation determines much of its behaviour and governs how many solutions one may expect to find. A polynomial equation of degree one is called a linear equation. Its general form is the following:
a_1 x + a_0 = 0
Since $a_1 \neq 0$, this equation has exactly one real solution, which is obtained by isolating $x$.
x = -\frac{a_0}{a_1}
A polynomial equation of degree two is called a quadratic equation. Its general form is the following:
a_2 x^2 + a_1 x + a_0 = 0
The solutions of a quadratic equation are described by the quadratic formula, which expresses them in terms of the discriminant $\Delta = a_1^2 - 4 a_2 a_0$. A polynomial equation of degree three is called a cubic equation, and one of degree four is called a quartic equation.
Beyond degree four, equations are generally referred to by their numerical degree: degree-five equations, degree-six equations, and so forth.


The fundamental theorem of algebra
The existence and count of roots of a polynomial equation are governed by the Fundamental Theorem of Algebra, which guarantees that every polynomial equation of degree $n \geq 1$ with complex coefficients has exactly $n$ roots in $\mathbb{C}$, counted with multiplicity.
The implications of this theorem, including the factorisation into linear factors over $\mathbb{C}$ and the conjugate-pair structure of complex roots of real polynomials, are discussed in the entry on roots of a polynomial.

Multiplicity of roots
A root $x_0$ is said to have multiplicity $m$ if the factor $(x - x_0)^m$ divides the polynomial but $(x - x_0)^{m+1}$ does not.
	A root of multiplicity one is called a simple root.
	A root of multiplicity two is called a double root, and so on.

The multiplicity of a root has a geometric interpretation: a simple root corresponds to a transversal crossing of the graph of the polynomial with the horizontal axis, while a root of even multiplicity corresponds to a tangency point where the graph touches but does not cross the axis.

Rational root theorem
When the coefficients of a polynomial equation are integers, it is possible to identify all candidates for rational roots without solving the equation directly. Suppose the equation is the following.
a_n x^n + a_{n-1} x^{n-1} + \cdots + a_1 x + a_0 = 0
If $x = p/q$ is a rational root expressed in lowest terms, then $p$ must be a divisor of the constant term $a_0$ and $q$ must be a divisor of the leading coefficient $a_n$. This result, known as the Rational Root Theorem, reduces the search for rational solutions to a finite list of candidates. As an illustration, consider the following equation.
2x^3 - 3x^2 - 11x + 6 = 0
The divisors of the constant term $6$ are $\pm 1, \pm 2, \pm 3, \pm 6$, and the divisors of the leading coefficient $2$ are $\pm 1, \pm 2$. The rational root candidates are therefore all fractions of the form $p/q$ drawn from these two sets. Testing $x = 3$ by direct substitution gives the following.
2(27) - 3(9) - 11(3) + 6 = 54 - 27 - 33 + 6 = 0
Since $x = 3$ is a root, the factor $(x - 3)$ divides the polynomial. Performing the division yields the following factorisation.
2x^3 - 3x^2 - 11x + 6 = (x - 3)(2x^2 + 3x - 2)
The residual quadratic $2x^2 + 3x - 2$ can be factored as $(2x - 1)(x + 2)$, giving the complete factorisation.
2x^3 - 3x^2 - 11x + 6 = (x - 3)(2x - 1)(x + 2)
The three real roots are therefore $x = 3$, $x = 1/2$, and $x = -2$.

Vieta's formulas
The coefficients of a polynomial equation are not independent of its roots: they are related to them through a set of identities known as Vieta's formulas. For a monic polynomial equation of degree $n$ with roots $x_1, x_2, \ldots, x_n$, these identities take the following form.
\begin{align}
x_1 + x_2 + \cdots + x_n &= -c_{n-1} \\[6pt]
\sum_{i < j} x_i x_j &= c_{n-2} \\[6pt]
&\vdots \\[6pt]
x_1 x_2 \cdots x_n &= (-1)^n c_0
\end{align}
In other words, each coefficient is an elementary symmetric polynomial in the roots. The derivation and a detailed discussion of the quadratic case are given in the entry on trinomials.

Reduction to a polynomial equation
Many equations that do not appear polynomial at first sight can be reduced to polynomial form through algebraic manipulation, after which the methods discussed in this entry apply directly. A rational equation such as the following
x + \frac{1}{x} = 3
becomes polynomial upon multiplying both sides by $x$, yielding $x^2 - 3x + 1 = 0$. An irrational equation such as:
\sqrt{x + 1} + x = 5
becomes polynomial after isolating the radical and squaring both sides. Isolating the radical gives the following.
\sqrt{x + 1} = 5 - x
Squaring both sides yields the following:
x + 1 = (5 - x)^2 = 25 - 10x + x^2
Rearranging, we obtains the quadratic equation:
x^2 - 11x + 24 = 0
whose solutions are $x = 3$ and $x = 8$. Substituting back into the original equation, $x = 3$ satisfies it, while $x = 8$ does not, since:
\sqrt{9} + 8 = 11 \neq 5
The value $x = 8$ is an extraneous solution introduced by the squaring step.
In both cases the reduction introduces constraints that must be checked: multiplying by $x$ requires $x \neq 0$, and squaring may introduce extraneous solutions that do not satisfy the original equation.
The reduction technique and the verification of solutions are treated in detail in the entries on rational equations and irrational equations.

Solvability by radicals
For polynomial equations of degree up to four, explicit formulas expressing the roots in terms of the coefficients by means of arithmetic operations and radicals are known. The quadratic formula handles degree two. Analogous but considerably more involved formulas, due to Cardano and Ferrari, handle degrees three and four respectively.
For degree five and beyond, no such general formula exists. This result, established rigorously by Abel and Ruffini and placed within a definitive theoretical framework by Galois, is one of the landmark theorems of modern algebra.
The Galois group of a general polynomial of degree five or higher is not solvable, which rules out any solution expressible solely by radicals. Particular equations of high degree may still be solvable by radicals if their Galois group happens to be solvable, but no universal formula of that type can exist.

To appreciate what this means concretely, consider this equations:
x^5 - 1 = 0
The equations factors as:
(x - 1)(x^4 + x^3 + x^2 + x + 1) = 0
and its five roots are the fifth roots of unity, which can be written explicitly in terms of radicals and trigonometric values.
Now consider the following equation:
x^5 - x - 1 = 0
This equation has no such closed form. Its real root cannot be expressed by any finite combination of arithmetic operations and radicals applied to the coefficients. Both equations have degree five, but their algebraic structure differs in a way that determines whether a radical formula is possible.

Numerical methods
When an analytic solution is unavailable or impractical, polynomial equations are typically solved by numerical methods. The most widely used of these is Newton's method, which generates successive approximations to a root by iterating the following update rule:
x_{k+1} = x_k - \frac{p(x_k)}{p'(x_k)}
Starting from an initial estimate $x_0$ sufficiently close to a simple root, the sequence $(x_k)$ converges quadratically to that root, meaning that the number of correct decimal digits roughly doubles with each iteration. Other methods, such as the bisection method and Brent's method, sacrifice speed for guaranteed convergence and are preferred when robustness is a priority.
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Introduction
A quadratic equation is a second-degree polynomial equation
in one variable. Its standard form is the following:
ax^2 + bx + c = 0
where $a$, $b$, and $c$ are real coefficients, $x$ is the unknown, and $a \neq 0$.
	The coefficients $a$, $b$, and $c$ are constants.
	$x$ represents the variable.
	$a$ is the coefficient of the quadratic term $x^2$, $b$ the coefficient of the linear term $x$ and $c$ the constant term.
	When $a = 0$, the equation reduces to the linear equation $bx + c = 0$. If $b = 0$ as well, the equation becomes constant and may have no solution or infinitely many solutions, depending on whether $c \neq 0$ or $c = 0$.

Quadratic equations are the simplest case of trinomial equation, which has the general form:
ax^{2n} + bx^{n} + c = 0
Setting $n = 1$ recovers the standard quadratic form $ax^2 + bx + c = 0.$ For $n \geq 2$ the equation can be reduced to a quadratic in the auxiliary variable $y = x^n$ and solved with the same techniques.

Geometrical interpretation
The equation $y = ax^2 + bx + c$, with $a \neq 0$, represents a parabola in the plane defined by the variables $x$ and $y$.
[image: Img. 1]
When the coefficient $a > 0$ the parabola opens upward and the vertex is a minimum of the function. When $a < 0$ it opens downward and the vertex is a maximum.
The real solutions of the equation $ax^2 + bx + c = 0$ correspond to the points at which the parabola intersects the $x$-axis. The sign of the discriminant $\Delta = b^2 - 4ac$ controls this configuration:
	For $\Delta > 0$ the parabola crosses the axis at two distinct points.
	For $\Delta = 0$ it is tangent to the axis.
	For $\Delta < 0$ it does not intersect the axis and the equation has no real solutions.

The condition $a \neq 0$ ensures that the equation describes a parabolic curve rather than a linear equation.


Resolution methods
A quadratic equation is incomplete when either the
coefficient $b$ or $c$ is equal to zero. In this case the equation takes a simpler form and can be solved directly, without applying the general formula. The first step in solving a quadratic equation is to rewrite it in standard form:
ax^2 + bx + c = 0
This form allows the coefficients to be identified and the discriminant $\Delta = b^2 - 4ac$ to be computed. The discriminant determines the nature of the solutions:
	Two distinct real roots when $\Delta > 0$.
	One real root of multiplicity two when $\Delta = 0$.
	A pair of complex conjugate roots when $\Delta < 0$.

The most general method of resolution is the quadratic formula.
In some cases, however, factoring or completing the square can offer a more direct route to the solution.
The fundamental theorem of algebra guarantees that a quadratic equation has exactly two roots in $\mathbb{C}$, counted with multiplicity. The roots are both real when $\Delta \geq 0$, and form a pair of complex conjugateswhen $\Delta < 0$.

Quadratic formula
 Given a quadratic equation in the standard form $ax^2+bx+c = 0$, the quadratic formula is:
x_{1,2} = \frac{{-b \pm \sqrt{{b^2 - 4ac}}}}{{2a}}
	$a$, $b$, $c$ are real coefficients and $a \neq 0$.
	The $\pm$ symbol reflects the existence of two solutions, corresponding to the two signs.
	A quadratic equation has exactly two roots in $\mathbb{C}$, counted with multiplicity.
	By Vieta's formulas, the roots satisfy $x_1 + x_2 = -b/a$ and $x_1 \cdot x_2 = c/a$.

A further property of the discriminant is the following:
\Delta = a^2(x_1 - x_2)^2
This identity shows directly that $\Delta \geq 0$ when the roots are real, and that
$\Delta = 0$ if and only if the two roots coincide.
When the discriminant is negative, the solutions are complex. The dedicated entry on quadratic equations with complex solutions covers this case in full.


Factoring
A quadratic equation can be factored into the following form:
ax^2 + bx + c = 0 \quad \Longleftrightarrow \quad a(x - x_1)(x - x_2) = 0
where $x_1$ and $x_2$ are the roots of the equation. By Vieta's formulas, the roots satisfy the following relations:
x_1 + x_2 = -\frac{b}{a}
x_1 \cdot x_2 = \frac{c}{a}
This method is effective when the roots can be identified by inspection or by simple
trial, but becomes impractical for equations with irrational or complex roots, where the
quadratic formula is preferable.

How to solve a quadratic equation
	Rewrite the equation in standard form: $ax^2 + bx + c = 0$.  
	Calculate the discriminant: $\Delta = b^2 - 4ac$.  
	Use the quadratic formula:  

x = \frac{-b \pm \sqrt{\Delta}}{2a}
	Simplify the result.  
	If $\Delta \geq 0$, the solutions are real; if $\Delta < 0$, the solutions are complex conjugates.

The quadratic formula is the universal method, but not always the most efficient. When the equation is incomplete or admits an obvious factorization, the roots can often be obtained more quickly by direct inspection.


Quadratic equations with parameters
A natural extension of the study of quadratic equations is to consider the case in which the coefficients are not fixed numbers but depend on an external parameter. In this setting we speak of quadratic equations with a parameter,
also called literal quadratic equations, which take the form:
a(k)\,x^2 + b(k)\,x + c(k) = 0, \quad a(k) \neq 0
Varying the parameter $k$ alters the equation and, consequently, the nature of its solutions. The analysis relies on the discriminant:
\Delta(k) = b(k)^2 - 4\,a(k)\,c(k)
which, exactly as in the classical case, determines whether the equation admits two
distinct real solutions, a repeated solution, or a pair of complex conjugate solutions.

Flowchart
	Quadratic equation to solve	IF $a = 0$	reduce to a linear equation
the leading coefficient vanishes, so the equation is no longer quadratic: $bx + c = 0$
	solve directly





x = -\frac{c}{b}
	ELSE IF $b = 0$ and $c = 0$	the equation reduces to $ax^2 = 0$
both the linear and constant terms vanish, leaving a perfect square
	conclude $x = 0$ is a double root


	ELSE IF $b = 0$ and $c \neq 0$	the equation reduces to $ax^2 + c = 0$
the linear term vanishes; the equation is a pure quadratic in $x^2$
	solve for $x^2$



x^2 = -\frac{c}{a}
- **IF** $-c/a < 0$
  - _no real solutions_
    the right-hand side is negative, so no real number satisfies the equation
- `ELSE`
  - _two real solutions_
x = \pm\sqrt{-\frac{c}{a}}
	ELSE IF $c = 0$	factor out $x$
the constant term vanishes, so $x$ is an immediate common factor: $x(ax + b) = 0$
	two solutions



x = 0 \qquad x = -\frac{b}{a}
	ELSE IF the equation is easily factorable	look for two numbers $p$ and $q$ such that



p + q = b \qquad p \cdot q = ac
- _rewrite and factor_
  if such numbers exist, the trinomial splits cleanly: $ax^2 + bx + c = a(x - r_1)(x - r_2)$
- _read off the roots_ $x = r_1$ and $x = r_2$
	ELSE	compute the discriminant
when no shortcut applies, the quadratic formula is the general method: $\Delta = b^2 - 4ac$
	IF $\Delta < 0$	no real solutions
the square root of a negative number is not real; the equation has two complex conjugate roots


	IF $\Delta = 0$	one real solution (double root)
the two roots coincide; the parabola is tangent to the $x$-axis





x = -\frac{b}{2a}
- **IF** $\Delta > 0$
  - _two distinct real solutions_
    the parabola crosses the $x$-axis at two separate points
x = \frac{-b \pm \sqrt{\Delta}}{2a}


  

    Quadratic Formula

Source: algebrica.org — CC BY-NC 4.0
https://algebrica.org/quadratic-formula/
Definition
Given a quadratic equation in standard form $ax^2 + bx + c = 0$, the quadratic formula provides an explicit expression for its roots in terms of the coefficients $a$, $b$, and $c$:
x_{1,2} = \frac{-b \pm \sqrt{b^2 - 4ac}}{2a}
The formula is derived by applying the method of completing the square to the general standard form, and constitutes one of the central results of algebra. It is universally applicable to any quadratic equation with real or complex coefficients, provided that $a \neq 0$.
	$a, b, c$ are the coefficients of the equation, with $a \neq 0$.
	The plus-minus symbol reflects the fact that the formula yields two values, corresponding to the two roots of the polynomial.
	By the Fundamental Theorem of Algebra, a polynomial of degree 2 has exactly two roots in $\mathbb{C}$, counted with multiplicity. These may be two distinct real numbers, a repeated real root, or a pair of complex conjugates depending on the sign of the discriminant.

The quadratic formula is valid only when square roots can be computed. When the coefficients are real, the formula always yields solutions in $\mathbb{C}$, since every complex number has a square root in $\mathbb{C}$. This guarantees that no quadratic equation is ever without solutions, provided one works in the right setting.
The quadratic formula also provides a natural framework for studying how the roots vary when the coefficients depend on a parameter. In that setting, the discriminant becomes a function of the parameter itself, and its sign determines how the nature of the roots changes as the parameter varies. This analysis is developed in detail in the dedicated entry on quadratic equations with parameters.


Discriminant
The term within the square root, $\Delta = b^2 - 4ac$, is known as the discriminant, and it is crucial in determining the nature and number of solutions of a quadratic equation.
If $\Delta > 0$, the quadratic equation has two distinct real solutions. \[S = \{x1, x_2\} \quad x_1, x_2 \in \mathbb{R} \quad x_1 \neq x_2 \] \[ x{1,2} = \frac{-b \pm \sqrt{b^2-4ac}}{2a}\]

If $\Delta = 0$, the quadratic equation has two coincident real solutions. \[S = \{x\} \quad x \in \mathbb{R} \quad x = x_1 = x_2 \] \[x= -\frac{b}{2a}\]

If $\Delta < 0$, the quadratic equation has no real solutions. Instead, it gives rise to a pair of complex conjugate solutions with nonzero imaginary part. \[\nexists \hspace{10px} x \in \mathbb{R}\] \[x_{1,2} = \frac{-b \pm i\sqrt{4ac - b^2}}{2a}\]
A detailed treatment of this case is presented in the entry on quadratic equations with complex solutions.

The discriminant $\Delta = b^2 - 4ac$ also determines how the graph of the quadratic function $f(x) = ax^2 + bx + c$ behaves with respect to the x-axis. Geometrically, a quadratic equation represents a parabola. Consider for example the following equation $y = x^2 + 4x + 4$.
In general we have:
	If $\Delta \gt 0$, the graph of the parabola intersects the x-axis at two distinct points.  

	if $\Delta = 0$, the graph of the parabola is tangent to the x-axis at a single point (the vertex).  

	if $\Delta \lt 0$, the graph of the parabola does not intersect the $x$-axis at all.



Vieta's formulas
For a quadratic equation $ax^2 + bx + c = 0$ with roots $x_1$ and $x_2$, the sum and product of the roots are given by:
x_1 + x_2 = -\frac{b}{a} \qquad x_1 \cdot x_2 = \frac{c}{a}
These relations hold in $\mathbb{C}$ for any value of the discriminant, and follow directly from expanding the factored form $a(x - x_1)(x - x_2)$ and comparing coefficients. Their derivation and applications, including the role they play in factoring higher-degree polynomials, are discussed in detail in the entry on trinomial equations.

Example 1
Solve the equation $x^2 - 4x + 2 = 0$ using the quadratic formula. The equation is already in standard form, with $a = 1$, $b = -4$, and $c = 2$. Substituting into the formula:
\begin{align*}
x_{1,2} &= \frac{-(-4) \pm \sqrt{(-4)^2 - 4(1)(2)}}{2(1)} \\[0.8em]
&= \frac{4 \pm \sqrt{16 - 8}}{2} \\[0.8em]
&= \frac{4 \pm \sqrt{8}}{2}
\end{align*}
Since $\Delta = 8 > 0$, the equation has two distinct real solutions. Simplifying $\sqrt{8} = 2\sqrt{2}$ we obtain:
x_{1,2} = \frac{4 \pm 2\sqrt{2}}{2} = 2 \pm \sqrt{2}
The solutions are therefore:
x_1 = 2 - \sqrt{2}
x_2 = 2 + \sqrt{2}
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Definition and basic properties
Let $R$ be a commutative ring and $R[x]$ the ring of polynomials in one indeterminate over $R$. Consider two polynomials $P(x)$ and $Q(x)$, where any missing coefficients are understood to be zero:
P(x) = \sum_{k=0}^{n} a_k x^k
Q(x) = \sum_{k=0}^{m} b_k x^k
Addition is performed by summing the coefficients of terms of equal degree:
P(x) + Q(x) = \sum_{k=0}^{\max(n,m)} (a_k + b_k)\, x^k
This operation is the Cauchy sum of the coefficient sequences of $P$ and $Q$, which ensures that polynomial addition is well-defined and independent of the representation chosen for each polynomial. The result is again a polynomial, and $R[x]$ forms an abelian group under addition.
An abelian group is a set equipped with a binary operation that is commutative, associative, admits a neutral element, and assigns an inverse to every element. The pair $(R[x], +)$ satisfies all four conditions, with the zero polynomial as neutral element and $-P(x)$ as the inverse of $P(x)$.

Subtraction is defined analogously, with each coefficient $b_k$ replaced by $-b_k$:
P(x) - Q(x) = \sum_{k=0}^{\max(n,m)} (a_k - b_k)\, x^k
The degree of the result depends on whether the leading terms cancel. Denoting $\deg P = n$ and $\deg Q = m$, the general bound is:
\deg\bigl(P(x) \pm Q(x)\bigr) \leq \max\{n,\, m\}
If $n \neq m$, the leading term of the polynomial of higher degree has no counterpart to cancel against, and the degree of the result is exactly $\max\{n,\, m\}$. When $n = m$, the degree may decrease: under addition, the leading term cancels whenever $a_n + b_n = 0$; under subtraction, whenever $a_n = b_n$. If every term cancels, the result is the zero polynomial, to which the deg

Addition and subtraction term by term
The summation form introduced above admits a concrete computational counterpart, in which the two polynomials are written in standard form and the coefficients of terms of equal degree are combined directly. This is the procedure used in practice whenever a sum or difference must be evaluated by hand.
Given two polynomials $P(x)$ and $Q(x)$, the sum is obtained in three steps: arrange both polynomials in decreasing order of degree, align the terms of equal degree, and add the corresponding coefficients. Missing terms are treated as having coefficient zero, so that every degree from $0$ up to $\max\{\deg P,\, \deg Q\}$ is represented. Consider the following polynomials:
P(x) = 4x^3 + 2x - 7
Q(x) = x^3 - 5x^2 + 3
The polynomial $P(x)$ contains no degree-2 term and $Q(x)$ contains no degree-1 term. The aligned form makes the missing coefficients explicit:
\begin{align}
P(x) &= 4x^3 + 0\,x^2 + 2x - 7 \\[6pt]
Q(x) &= x^3 - 5x^2 + 0\,x + 3
\end{align}
The sum is then computed by adding the coefficients column by column:
\begin{align}
P(x) + Q(x)
  &= (4+1)\,x^3 + (0-5)\,x^2 + (2+0)\,x + (-7+3) \\[6pt]
  &= 5x^3 - 5x^2 + 2x - 4
\end{align}
Subtraction follows the same procedure, with the coefficients of $Q(x)$ replaced by their opposites before the column-wise combination. Equivalently, one may write $P(x) - Q(x) = P(x) + (-Q(x))$ and apply the addition rule. The difference of the two polynomials above is:
\begin{align}
P(x) - Q(x)
  &= (4-1)\,x^3 + (0+5)\,x^2 + (2-0)\,x + (-7-3) \\[6pt]
  &= 3x^3 + 5x^2 + 2x - 10
\end{align}
The columnar layout is not a separate definition but a notational convenience. It corresponds exactly to the summation form $\sum (a_k \pm b_k)\, x^k$, with the convention that any coefficient absent from the standard form of a polynomial is taken to be zero.


Properties of polynomial addition and subtraction
Polynomial addition inherits its structural properties directly from the addition of the underlying ring $R$. Since the sum is defined coefficient by coefficient, every property that holds for $+$ in $R$ transfers to $+$ in $R[x]$. The four properties below characterize $(R[x], +)$ as an abelian group. The first property is commutativity. For every pair of polynomials $P(x)$ and $Q(x):$
P(x) + Q(x) = Q(x) + P(x)
The second property is associativity. For every triple $P(x)$, $Q(x)$, $R(x)$:
\bigl(P(x) + Q(x)\bigr) + R(x) = P(x) + \bigl(Q(x) + R(x)\bigr)
The third property is the existence of a neutral element. The zero polynomial, denoted $0$, satisfies:
P(x) + 0 = P(x)
The fourth property is the existence of an additive inverse. For every polynomial $P(x) = \sum_{k=0}^{n} a_k x^k$, the polynomial obtained by negating each coefficient,
-P(x) = \sum_{k=0}^{n} (-a_k)\, x^k
satisfies $P(x) + \bigl(-P(x)\bigr) = 0$. Subtraction is then defined as addition of the additive inverse:
P(x) - Q(x) = P(x) + \bigl(-Q(x)\bigr)
This definition makes subtraction a derived operation rather than a primitive one. As a consequence, subtraction is neither commutative nor associative: in general $P(x) - Q(x) \neq Q(x) - P(x)$, and $\bigl(P(x) - Q(x)\bigr) - R(x) \neq P(x) - \bigl(Q(x) - R(x)\bigr)$.
A further property concerns the interaction with multiplication. Polynomial multiplication distributes over addition, both on the left and on the right:
\begin{align}
P(x) \cdot \bigl(Q(x) + R(x)\bigr) &= P(x)\,Q(x) + P(x)\,R(x) \\[6pt]
\bigl(P(x) + Q(x)\bigr) \cdot R(x) &= P(x)\,R(x) + Q(x)\,R(x)
\end{align}
Together with the abelian group structure of $(R[x], +)$, distributivity is what makes $R[x]$ a ring. When $R$ is commutative, $R[x]$ is also commutative, and the two distributive laws coincide.

Polynomials in several indeterminates
The construction extends naturally to polynomials in more than one indeterminate. Let $R$ be a commutative ring and $R[x_1, \dots, x_n]$ the ring of polynomials in $n$ indeterminates over $R$. A polynomial in this ring is a finite sum of monomials of the form:
a_{\alpha}\, x_1^{\alpha_1} x_2^{\alpha_2} \cdots x_n^{\alpha_n}
The exponent vector $\alpha = (\alpha_1, \dots, \alpha_n)$ is a multi-index of non-negative integers, and $a_{\alpha} \in R$ is the coefficient associated with that multi-index. Using multi-index notation, a polynomial $P(x_1, \dots, x_n)$ is written compactly as:
P(x_1, \dots, x_n) = \sum_{\alpha} a_{\alpha}\, x^{\alpha}
The sum runs over a finite set of multi-indices, and $x^{\alpha}$ denotes the monomial $x_1^{\alpha_1} \cdots x_n^{\alpha_n}$.
Addition is defined by combining the coefficients of monomials with the same multi-index. Given two polynomials,
P(x_1, \dots, x_n) = \sum_{\alpha} a_{\alpha}\, x^{\alpha}
Q(x_1, \dots, x_n) = \sum_{\alpha} b_{\alpha}\, x^{\alpha},
their sum is:
P + Q = \sum_{\alpha} (a_{\alpha} + b_{\alpha})\, x^{\alpha}
Subtraction is defined analogously, with each coefficient $b_{\alpha}$ replaced by $-b_{\alpha}$. The procedure is identical to the univariate case: only the indexing changes, with multi-indices replacing single integer exponents.
Two monomials are combined only when they have identical exponents in every indeterminate. The monomials $x_1^2 x_2$ and $x_1 x_2^2$ correspond to distinct multi-indices, $(2,1)$ and $(1,2)$, and are therefore not combined.

Consider the following polynomials in two indeterminates:
P(x, y) = 3x^2 y + 2xy - y^2 + 4
Q(x, y) = x^2 y - xy + 5y^2 - 1
Their sum is computed by combining the coefficients of monomials of equal multi-index:
\begin{align}
P(x, y) + Q(x, y)
  &= (3+1)\, x^2 y + (2-1)\, xy + (-1+5)\, y^2 + (4-1) \\[6pt]
  &= 4x^2 y + xy + 4y^2 + 3
\end{align}
The structural properties carry over without modification: $(R[x_1, \dots, x_n], +)$ is an abelian group, with the zero polynomial as neutral element and $-P$ as the additive inverse of $P$. The multivariate setting introduces no new algebraic phenomena for addition and subtraction; the only conceptual shift is the indexing of coefficients by multi-indices rather than by a single integer.

Example 1
Consider the following polynomials of degree 2:
P(x) = x^2 + 3x - 1
Q(x) = 2x^2 - x + 5
Their sum is computed by adding the coefficients of terms of equal degree:
\begin{align}
P(x) + Q(x)
  &= (x^2 + 3x - 1) + (2x^2 - x + 5) \\[6pt]
  &= (1+2)\,x^2 + (3-1)\,x + (-1+5) \\[6pt]
  &= 3x^2 + 2x + 4
\end{align}
The leading coefficients satisfy $1 + 2 = 3 \neq 0$, so the degree-2 term is preserved. The sum is the polynomial $3x^2 + 2x + 4$, of degree 2.

Example 2
Consider the following polynomials of degree 2:
P(x) = 2x^2 + 3x - 1
Q(x) = 2x^2 - x + 5
Their difference is computed by subtracting the coefficients of terms of equal degree:
\begin{align}
P(x) - Q(x)
  &= (2x^2 + 3x - 1) - (2x^2 - x + 5) \\[6pt]
  &= (2-2)\,x^2 + (3+1)\,x + (-1-5) \\[6pt]
  &= 4x - 6
\end{align}
The two polynomials share the same leading coefficient, so the degree-2 term cancels and the result has degree 1. This illustrates the strict case of the bound:
\deg(P - Q) < \max\{\deg P,\, \deg Q\}
The difference is the polynomial $4x - 6$, of degree 1.

Example 3
Consider the following polynomials of different degrees:
P(x) = x^2 + 3x - 1
Q(x) = 2x^4 - x + 5
Their sum is computed by aligning the coefficients of terms of equal degree:
\begin{align}
P(x) + Q(x)
  &= (x^2 + 3x - 1) + (2x^4 - x + 5) \\[6pt]
  &= 2x^4 + x^2 + (3-1)\,x + (-1+5) \\[6pt]
  &= 2x^4 + x^2 + 2x + 4
\end{align}
Since the two polynomials have different degrees, the leading term of $Q(x)$ has no counterpart in $P(x)$ and is preserved in the result. The degree of the sum is therefore $\max\{2,\, 4\} = 4$, and the result is the polynomial $2x^4 + x^2 + 2x + 4$.

Example 4
Consider the following polynomials of degree 3:
P(x) = 2x^3 - 4x^2 + x - 7
Q(x) = 2x^3 - 4x^2 + x - 7
The two polynomials are identical, so their difference is computed by subtracting each coefficient from itself:
\begin{align}
P(x) - Q(x)
  &= (2x^3 - 4x^2 + x - 7) - (2x^3 - 4x^2 + x - 7) \\[6pt]
  &= (2-2)\, x^3 + (-4+4)\, x^2 + (1-1)\, x + (-7+7) \\[6pt]
  &= 0
\end{align}
Every coefficient cancels and the result is the zero polynomial. By the convention introduced earlier, the degree of the zero polynomial is $-\infty$, so:
\deg\bigl(P(x) - Q(x)\bigr) = -\infty
This is the extreme case of the bound $\deg(P - Q) \leq \max\{\deg P,\, \deg Q\}$, in which the difference loses every term and the inequality becomes vacuous on the right-hand side. The convention $\deg 0 = -\infty$ ensures that the multiplicative identity $\deg(PQ) = \deg P + \deg Q$ continues to hold without exception, since adding $-\infty$ to any finite degree yields $-\infty$.
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Statement
The binomial theorem asserts that for any positive integer $n$, the expression $(a+b)^n$ can be expanded as a finite sum of $n+1$ terms. Each term consists of a binomial coefficient multiplied by a power of $a$ and a power of $b$:
(a + b)^n = \binom{n}{0} a^n b^0 + \binom{n}{1} a^{n-1} b^1 + \ldots + \binom{n}{n-1} a^1 b^{n-1} + \binom{n}{n} a^0 b^n
	The exponent $n$ is a positive integer, that is $n \in \mathbb{N}^+$.
	The base $a$ is raised to a decreasing power, from $n$ down to $0$
	The base $b$ is raised to an increasing power, from $0$ up to $n$.
	The factor $\dbinom{n}{k}$ is the binomial coefficient, where the index $k$ takes integer values between $0$ and $n$.

The coefficients $\binom{n}{k}$ appearing in the expansion correspond exactly to the entries of the $n$-th row of Pascal's triangle. The symmetry $\binom{n}{k} = \binom{n}{n-k}$ reflects the fact that choosing $k$ elements from a set of $n$ is equivalent to leaving out the remaining $n-k$.

In its compact form, the binomial theorem can be expressed as a summation of $n+1$ terms:
(a + b)^n = \sum_{k=0}^{n} \binom{n}{k} a^{n-k} b^k

Binomial coefficient
The binomial coefficient represents the number of ways to choose $k$ items from a set of $n$ elements, without regard to the order of selection. In combinatorics it is commonly read as "n choose k" and is denoted by:
\binom{n}{k} = \begin{cases}
\displaystyle \frac{n!}{k!\,(n-k)!} & 0 \leq k \leq n \\[6pt]
0 & n < k
\end{cases}
	$n, k \in \mathbb{N}$.
	$n$ is the total number of elements in the set.
	$k$ is the number of items to be selected.
	$n!$ and $(n-k)!$ are the factorials of the natural numbers $n$ and $n-k$ respectively.


Proof
There are two standard proofs of the theorem. The first is based on a combinatorial argument. The expansion of $(a+b)^n$ can be viewed as the product of $n$ identical factors:
(a+b)^n = \underbrace{(a+b)(a+b)\cdots(a+b)}_{n \text{ factors}}
Each term in the expanded product results from selecting either $a$ or $b$ from each factor. A term of the form $a^{n-k} b^k$ occurs when $b$ is chosen from exactly $k$ of the $n$ factors, and $a$ from the remaining $n-k$. The number of such selections is $\binom{n}{k}$, which enumerates the $k$-element subsets of the $n$ factors. Summing over all possible values of $k$ from $0$ to $n$ establishes the theorem.
The second proof uses mathematical induction on $n$. For $n = 1$ the identity becomes $(a+b)^1 = a + b$, which is clearly valid. Assume the theorem holds for some integer $n \geq 1$. Multiplying both sides of the inductive hypothesis by $(a+b)$ yields:
\begin{align}
(a+b)^{n+1} &= (a+b) \sum_{k=0}^{n} \binom{n}{k} a^{n-k} b^k \\[6pt]
&= \sum_{k=0}^{n} \binom{n}{k} a^{n-k+1} b^k + \sum_{k=0}^{n} \binom{n}{k} a^{n-k} b^{k+1}
\end{align}
Re-indexing the second sum by setting $j = k+1$ and isolating the edge terms gives:
(a+b)^{n+1} = a^{n+1} + \sum_{k=1}^{n} \left[\binom{n}{k} + \binom{n}{k-1}\right] a^{n+1-k} b^{k} + b^{n+1}
Applying Pascal's identity $\binom{n}{k} + \binom{n}{k-1} = \binom{n+1}{k}$ to the interior coefficients yields:
(a+b)^{n+1} = \sum_{k=0}^{n+1} \binom{n+1}{k} a^{n+1-k} b^k
This is the statement of the binomial theorem for $n+1$, which completes the induction.

Properties of the binomial expansion
The binomial theorem gives rise to several identities that follow directly from specific choices of $a$ and $b$, or from structural features of the coefficients themselves.
The sum of all binomial coefficients of order $n$ is obtained by setting $a = b = 1$ in the expansion. The left-hand side becomes $2^n$, so:
\sum_{k=0}^{n} \binom{n}{k} = 2^n
This identity admits a combinatorial interpretation: the total number of subsets of a set with $n$ elements equals $2^n$, and each subset corresponds to choosing some $k$ elements out of $n$ for a value of $k$ between $0$ and $n$. Setting $a = 1$ and $b = -1$ yields the alternating sum identity:
\sum_{k=0}^{n} (-1)^k \binom{n}{k} = 0 \qquad \text{for } n \geq 1
The relation states that, for any positive integer $n$, the number of subsets of even cardinality equals the number of subsets of odd cardinality. The coefficients of the expansion satisfy the symmetry relation:
\binom{n}{k} = \binom{n}{n-k}
As a consequence, the expansion of $(a+b)^n$ is symmetric: the coefficient of $a^{n-k} b^k$ coincides with the coefficient of $a^k b^{n-k}$. When the two are listed in order, the sequence of coefficients reads identically from left to right and from right to left.
The general term of the expansion, often denoted $T_{k+1}$, is:
T_{k+1} = \binom{n}{k} a^{n-k} b^k
The index $k+1$ reflects the position of the term in the expansion, since $k$ ranges from $0$ to $n$ and the first term corresponds to $k = 0$. This formulation is useful when a specific term of the expansion is required without computing the full sum.

Special cases
Several classical identities arise as particular instances of the binomial theorem and are worth stating explicitly for their frequent use in algebraic manipulation.
The case $n = 2$ reproduces the well-known identity for the square of a binomial:
(a + b)^2 = a^2 + 2ab + b^2
The three coefficients $1, 2, 1$ correspond to the second row of Pascal's triangle, and the expansion contains the cross term $2ab$ arising from the two ways of selecting one factor of $a$ and one factor of $b$.
The case $n = 3$ gives the cube of a binomial:
(a + b)^3 = a^3 + 3a^2 b + 3a b^2 + b^3
The coefficients $1, 3, 3, 1$ form the third row of Pascal's triangle. The two interior coefficients are equal, in agreement with the symmetry relation $\binom{3}{1} = \binom{3}{2}$. When one of the two terms is equal to $1$, the theorem reduces to the expansion of $(1 + x)^n$:
(1 + x)^n = \sum_{k=0}^{n} \binom{n}{k} x^k
This form is particularly important since it expresses $(1+x)^n$ as a polynomial in $x$ whose coefficients are precisely the binomial coefficients of order $n$. It also serves as the starting point for the generalization to real and complex exponents, known as the binomial series.
Setting $x = 1$ in the previous identity recovers the sum of binomial coefficients already discussed, while setting $x = -1$ yields the alternating sum. These two evaluations show how the special case $(1+x)^n$ encodes, in a single expression, the structural identities satisfied by the binomial coefficients.

Example 1
Consider the expansion of $(x + 2)^4$ using the binomial theorem, with $a = x$, $b = 2$, and $n = 4$. Applying the formula:
(x + 2)^4 = \sum_{k=0}^{4} \binom{4}{k} x^{4-k} \cdot 2^k
Computing each term of the summation:
\begin{align}
k = 0 &\quad \binom{4}{0} x^4 \cdot 2^0 = x^4 \\[6pt]
k = 1 &\quad \binom{4}{1} x^3 \cdot 2^1 = 8x^3 \\[6pt]
k = 2 &\quad \binom{4}{2} x^2 \cdot 2^2 = 24x^2 \\[6pt]
k = 3 &\quad \binom{4}{3} x^1 \cdot 2^3 = 32x \\[6pt]
k = 4 &\quad \binom{4}{4} x^0 \cdot 2^4 = 16
\end{align}
Summing all the terms, the expansion is:
(x+2)^4 = x^4 + 8x^3 + 24x^2 + 32x + 16

Example 2
For a binomial involving subtraction, the binomial theorem applies with $b$ replaced by a negative value. The signs alternate in the expansion because $(-1)^k$ yields a positive value for even $k$ and a negative value for odd $k$. Consider the expansion of $(x - 1)^5$, where $a = x$, $b = -1$, and $n = 5$:
(x - 1)^5 = \sum_{k=0}^{5} \binom{5}{k} x^{5-k} \cdot (-1)^k
Each term of the summation is computed as follows:
\begin{align}
k = 0 &\quad \binom{5}{0} x^5 \cdot (-1)^0 = x^5 \\[6pt]
k = 1 &\quad \binom{5}{1} x^4 \cdot (-1)^1 = -5x^4 \\[6pt]
k = 2 &\quad \binom{5}{2} x^3 \cdot (-1)^2 = 10x^3 \\[6pt]
k = 3 &\quad \binom{5}{3} x^2 \cdot (-1)^3 = -10x^2 \\[6pt]
k = 4 &\quad \binom{5}{4} x^1 \cdot (-1)^4 = 5x \\[6pt]
k = 5 &\quad \binom{5}{5} x^0 \cdot (-1)^5 = -1
\end{align}
Summing all the terms, the expansion is:
(x - 1)^5 = x^5 - 5x^4 + 10x^3 - 10x^2 + 5x - 1
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Definition
A binomial refers to a polynomial that contains exactly two non-zero terms. Its general form is expressed as $(a + b)$ or $(a - b)$.
In this context, $a$ and $b$ represent non-zero, unlike terms, meaning they cannot be combined into a single term. The degree of a binomial corresponds to the highest degree among its terms. For example, $x^3 + 2$ is a binomial of degree 3, whereas $3x - 5$ is a binomial of degree $1$.
Binomials exhibit properties that facilitate algebraic manipulation. Among these properties are notable products, which are specific products involving powers, binomials, and trinomials. These products are fundamental for solving equations and for identifying common mathematical patterns.

Multiplying two binomials: The FOIL Method
When multiplying two binomials, such as $(a + b)(c + d)$ we use the FOIL method to expand the expression. FOIL is an acronym that helps remember the four steps:
	F (First): multiply the first terms: $a \cdot c$
	O (Outer): multiply the outer terms: $a \cdot d$
	I (Inner): multiply the inner terms: $b \cdot c$
	L (Last): multiply the last terms: $b \cdot d$

Putting it all together we have:
(a + b)(c + d) = ac + ad + bc + bd
The FOIL method applies exclusively to the multiplication of two binomials. For products involving polynomials with more than two terms, the general distributive property should be used.
This method provides an efficient and systematic approach to expanding binomials, particularly when each binomial contains two terms. It ensures comprehensive multiplication and maintains organisational clarity throughout the process.


Example 1
To see a practical example of multiplying two binomials, let’s consider the expression:
(x + 3)(x + 5)
We can apply the FOIL method, which helps recall the correct order of steps when multiplying the terms of each binomial.
	First, multiply the first terms: $x \cdot x = x^2$.
	Then, multiply the outer terms: $x \cdot 5 = 5x$.
	Next, multiply the inner terms: $3 \cdot x = 3x$.
	Finally, multiply the last terms: $3 \cdot 5 = 15$.

Combining all the results, we get:
x^2 + 5x + 3x + 15 = x^2 + 8x + 15
The final result shows that:
(x + 3)(x + 5) = x^2 + 8x + 15

Example 2
Let’s now look at another example that involves the product of two binomials containing complex numbers. Consider the following expression:
(2x - i)(x + 4i)
We can apply the FOIL method, following the same order of multiplication.
	First, multiply the first terms: $2x \cdot x = 2x^2$.
	Then, multiply the outer terms: $2x \cdot 4i = 8xi$.
	Next, multiply the inner terms: $-i \cdot x = -xi$.
	Finally, multiply the last terms: $-i \cdot 4i = -4i^2$.

Combining all results, we get:
2x^2 + 8xi - xi - 4i^2
Now simplify by combining like terms and recalling that $i^2 = -1$:
2x^2 + 7xi - 4(-1) = 2x^2 + 7xi + 4
The final result shows that:
(2x - i)(x + 4i) = 2x^2 + 7xi + 4

Associative, distributive and commutative properties
The associative property states that when adding or multiplying three or more binomials, the grouping does not affect the final result. For addition, given three binomials $(a + b)$, $(c + d)$, and $(e + f)$, the following holds:
((a + b) + (c + d)) + (e + f) = (a + b) + ((c + d) + (e + f))
For multiplication:
((a + b) \cdot (c + d)) \cdot (e + f) = (a + b) \cdot ((c + d) \cdot (e + f))
In both cases, the grouping of the binomials can be changed freely without
altering the overall result.

The distributive property is a principle that establishes the connection between multiplication and addition or subtraction. Specifically, it states that multiplying a term by the sum or difference of two other terms is equivalent to distributing the multiplication over each term. Formally:
\begin{align}
a(b + c) &= ab + ac \\[0.5em]
a(b - c) &= ab - ac
\end{align}
In these expressions, $a$, $b$, and $c$ may represent real numbers, variables, or more complex algebraic expressions. For example, when applied to a binomial:
x(x + 3) = x^2 + 3x
The distributive property serves as a foundational tool for expanding and factoring expressions, solving equations, and simplifying algebraic expressions.

The commutative property states that the order of terms in the addition or multiplication of binomials does not influence the final outcome. For example, given two binomials $(a + b)$ and $(c + d)$, exchanging their order does not change the overall value.
In the case of addition:
(a + b) + (c + d) = (c + d) + (a + b)
In the case of multiplication:
(a + b) \cdot (c + d) = (c + d) \cdot (a + b)
In both operations, interchanging the order of the two binomials does not alter the result.
These structural principles extend beyond binomials and originate from the foundational algebraic structure of the real number system. A detailed formal development is available in the section on properties of real numbers.


Special cases: notable products
Two fundamental examples of notable products resulting from binomial multiplication include the following:
(a+b)^2 = a^2 + 2ab + b^2
(a-b)(a+b) = a^2 - b^2
These identities result from repeated application of the distributive property and illustrate recurring algebraic patterns. They are essential for algebraic expansion, simplification, and factorisation. A comprehensive and systematic discussion is provided on the related page.

Expansion of a binomial expression
For any natural number $n$, the expansion of a binomial $(a + b)^n$ is given by the binomial theorem:
(a + b)^n = \sum_{k=0}^{n} \binom{n}{k} a^{n - k}b^k
Where $\dbinom{n}{k}$ represents the binomial coefficient calculated as:
\binom{n}{k} = \frac{n!}{k!(n - k)!}
The sum indicates that all terms are summed for $k$ ranging from $0$ to $n$ and $a^{n - k}b^k$ represents the partial terms of the expansion.

To better understand how the expansion of a binomial works through the binomial theorem, let’s expand the following expression using the formula:
(a + b)^5
According to the binomial theorem, we can write:
(a + b)^5 = \sum_{k=0}^{5} \binom{5}{k} a^{5-k} b^k
Expanding each term step by step:
\begin{aligned}
(a + b)^5 &= \binom{5}{0}a^5b^0 + \binom{5}{1}a^4b^1 + \binom{5}{2}a^3b^2 + \binom{5}{3}a^2b^3 + \binom{5}{4}a^1b^4 + \binom{5}{5}a^0b^5 \\[6pt]
&= 1 \cdot a^5 + 5a^4b + 10a^3b^2 + 10a^2b^3 + 5ab^4 + 1 \cdot b^5
\end{aligned}
Combining all the terms, we get the expanded form:
(a + b)^5 = a^5 + 5a^4b + 10a^3b^2 + 10a^2b^3 + 5ab^4 + b^5
This example shows how the binomial theorem provides a systematic way to expand powers of a binomial expression, where each coefficient corresponds to a term in the fifth row of Pascal’s triangle.
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Introduction
Completing the square is a technique used to rewrite a quadratic polynomial in a form that reveals its structural properties. Consider a polynomial of the form:
p(x) = ax^2 + bx + c, \quad a \neq 0
The objective is to determine real constants $h$ and $k$, which depend on $a$, $b$, and $c$, so that $p(x)$ assumes the vertex form
p(x) = a(x + h)^2 + k
The pair $(-h,\, k)$ specifies the vertex of the corresponding parabola. The value $k$ represents the minimum of $p$ when $a > 0$ and the maximum when $a < 0$. Setting $p(x)$ equal to zero yields the equation $a(x+h)^2 = -k$, from which the roots can be obtained by taking square roots of both sides.

To derive explicit expressions for $h$ and $k$, the process begins by factoring $a$ from the quadratic and linear terms:
p(x) = a\left(x^2 + \frac{b}{a}x\right) + c
The crucial step is to add and subtract $\left(\dfrac{b}{2a}\right)^{\\!2}$ inside the parentheses, a quantity chosen so that the three terms involving $x$ form a perfect square trinomial:
p(x) = a\left(x^2 + \frac{b}{a}x + \left(\frac{b}{2a}\right)^{\\!2} - \left(\frac{b}{2a}\right)^{\\!2}\right) + c
Recognising the perfect square trinomial allows it to be rewritten in compact form:
p(x) = a\left[\left(x + \frac{b}{2a}\right)^{\\!2} - \frac{b^2}{4a^2}\right] + c
Distributing $a$ and combining the constant terms yields:
p(x) = a\left(x + \frac{b}{2a}\right)^{\\!2} - \frac{b^2}{4a} + c
which is the vertex form with:
h = \frac{b}{2a} \qquad k = c - \frac{b^2}{4a}

Geometric interpretation
The algebraic identity underlying the method of completing the square allows for a direct geometric interpretation. Consider the following expression:
x^2 + 6x + 9
Each term represents the area of a specific geometric region: $x^2$ corresponds to a square with side length $x$; $6x$ represents the combined area of two rectangles, each measuring $x \times 3$; and $9$ denotes the area of a square with side length $3$. When these three regions are arranged around a common vertex, they tile a larger square with side length $x + 3$, thereby confirming the identity:
x^2 + 6x + 9 = (x + 3)^2
This geometric reasoning applies precisely when the constant term equals the square of half the linear coefficient, as in a polynomial with a repeated root. Setting the expression equal to zero yields the equation $(x+3)^2 = 0$, whose unique solution is $x = -3$. In the general case, completing the square provides the necessary correction algebraically, even when the resulting configuration does not correspond to a concrete geometric realisation over the positive real numbers.
When the coefficients are small integers and the polynomial factors readily, this geometric approach is often more straightforward than using the quadratic formula. Its effectiveness decreases when the leading coefficient or the linear term contains fractions or irrational numbers, as the arithmetic becomes more complex and the quadratic formula is generally preferable.


Example 1
An application of the method can be demonstrated using the following quadratic equation:
3x^2 - 4x - 1 = 0
The constant term is moved to the right-hand side, and both sides are divided by $3$:
x^2 - \frac{4}{3}x = \frac{1}{3}
The value added to both sides is the square of half the coefficient of $x$, specifically:
\left(\frac{1}{2} \cdot \frac{4}{3}\right)^{\\!2} = \left(\frac{2}{3}\right)^{\\!2} = \frac{4}{9}
x^2 - \frac{4}{3}x + \frac{4}{9} = \frac{1}{3} + \frac{4}{9}
At this stage, the left-hand side forms a perfect square trinomial:
\left(x - \frac{2}{3}\right)^{\\!2} = \frac{3}{9} + \frac{4}{9} = \frac{7}{9}
Taking the square root of both sides yields
x - \frac{2}{3} = \pm\,\frac{\sqrt{7}}{3}
The equation has two real roots:
x = \frac{2 \pm \sqrt{7}}{3}
When the coefficients are not small integers, completing the square is typically more laborious than directly applying the quadratic formula. The latter method is generally preferable in such cases.


Derivation of the quadratic formula
A principal application of completing the square is that it produces the quadratic formula as a direct consequence, rather than as an independent result. The derivation begins with the general quadratic equation:
ax^2 + bx + c = 0 \quad a \neq 0.
Dividing both sides by $a$ and transposing the constant term to the right-hand side:
x^2 + \frac{b}{a}x = -\frac{c}{a}
Adding $\left(\dfrac{b}{2a}\right)^{\\!2}$ to both sides completes the square on the left:
x^2 + \frac{b}{a}x + \left(\frac{b}{2a}\right)^{\\!2} = \left(\frac{b}{2a}\right)^{\\!2} - \frac{c}{a}
This yields:
\left(x + \frac{b}{2a}\right)^{\\!2} = \frac{b^2 - 4ac}{4a^2}
Taking the square root of both sides and solving for $x$ we obtain:
x = \frac{-b \pm \sqrt{b^2 - 4ac}}{2a}
This derivation shows that the quadratic formula is a direct consequence of completing the square applied to the general quadratic equation.


The expression $b^2 - 4ac$, which appears under the square root in the quadratic formula, is called the discriminant of the equation. Its sign determines the nature of the roots:
	When $b^2 - 4ac > 0$ the equation has two distinct real roots.
	When $b^2 - 4ac = 0$ it has a single repeated real root.
	When $b^2 - 4ac < 0$ there are no real roots, since the square root of a negative number is not defined in $\mathbb{R}$.
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Introduction
A trinomial of the form $ax^2 + bx + c$, where $a, b, c \in \mathbb{Z}$ and $a \neq 0$, is considered factorable over $\mathbb{Z}$ if it can be written as the product of two linear polynomials with integer coefficients. Specifically, this occurs if there exist integers $p, q, r, s$ such that:
ax^2 + bx + c = (px + q)(rx + s)
Expanding the right-hand side results in $pr \cdot x^2 + (ps + qr)x + qs$, which leads to the identities:
\begin{align}
a &= pr \\[6pt]
b &= ps + qr \\[6pt]
c &= qs
\end{align}
The AC method exploits the multiplicative relationships among these constraints. Notably:
ac = pr \cdot qs = (ps)(qr)
while simultaneously $b = ps + qr$. Defining $m = ps$ and $n = qr$, the problem reduces to finding two integers satisfying:
\begin{align}
mn &= ac \\[6pt]
m + n &= b
\end{align}
The existence of such a pair $(m, n)$ is both necessary and sufficient for the trinomial to be factorable over $\mathbb{Z}$. If no such integer pair exists, the trinomial is irreducible over $\mathbb{Z}$, though it may still admit a factorization over $\mathbb{Q}$ or $\mathbb{R}$, depending on the sign of the discriminant $b^2 - 4ac$.

The method
Consider a trinomial with integer coefficients in the standard form:
ax^2 + bx + c
The procedure is as follows. Compute the product $ac$. Then identify integers $m$ and $n$, if they exist, such that $mn = ac$ and $m + n = b$. This amounts to enumerating the integer divisor pairs of $ac$ and verifying which pair satisfies the sum condition. Once suitable values have been found, rewrite the middle term by splitting $bx$ into $mx + nx$:
ax^2 + bx + c = ax^2 + mx + nx + c
Group the terms into pairs and factor out the greatest common divisor from each group:
ax^2 + mx + nx + c = (ax^2 + mx) + (nx + c)
Each group yields a monomial factor, and the two resulting expressions share a common linear binomial. Extracting that common factor gives the complete factorisation of the trinomial as a product of two linear polynomials.
The two possible orderings of the pair, $(m, n)$ and $(n, m)$, result in different intermediate groupings but necessarily produce the same factorisation, since the product $(px + q)(rx + s)$ is invariant under exchange of its factors.

In summary, the procedure reduces to the following steps:
	Compute $ac$.
	List the integer divisor pairs of $ac$.
	Identify the pair $(m, n)$ whose sum equals $b$.
	Rewrite the middle term as $mx + nx$.
	Factor by grouping to extract the common linear binomial.


Example 1
Consider the trinomial $2x^2 + 7x + 3$. In this case, $a = 2$, $b = 7$, and $c = 3$, so $ac = 6$. The task is to find integers $m$ and $n$ such that $mn = 6$ and $m + n = 7$. The integer pairs $(m, n)$ with $mn = 6$, listed by absolute value, are:
\begin{array}{rrrr} m & n & mn & m+n \\\\ \hline 1 & 6 & 6 & 7 \\\\ 2 & 3 & 6 & 5 \\\\ -1 & -6 & 6 & -7 \\\\ -2 & -3 & 6 & -5 \end{array}
The pair $(m, n) = (1, 6)$ satisfies both conditions. The trinomial can therefore be rewritten as
2x^2 + 7x + 3 = 2x^2 + x + 6x + 3
Group the first two terms and the last two terms as follows:
2x^2 + x + 6x + 3 = x(2x + 1) + 3(2x + 1)
The binomial $(2x + 1)$ is a common factor in both groups, thus we obtain:
x(2x + 1) + 3(2x + 1) = (x + 3)(2x + 1)
Therefore, the trinomial factors as:
2x^2 + 7x + 3 = (x + 3)(2x + 1)
Consequently, the roots of the associated equation $2x^2 + 7x + 3 = 0$ follow from the zero-product property, which states that a product of real numbers is zero if and only if at least one factor is zero.
This yields:
x_1 = -3 \quad x_2 = -\frac{1}{2}
These results can be verified using the quadratic formula which returns the same values, confirming that the factorisation $(x + 3)(2x + 1)$ is correct.


Relation to Vieta's formulas
The conditions $mn = ac$ and $m + n = b$, which are central to the AC method, are closely related to a classical result in polynomial theory. Vieta's formulas state that, for a monic quadratic $x^2 + px + q$ with roots $x_1$ and $x_2$, the following relationships hold:
\begin{align}
x_1 + x_2 &= -p \\\\
x_1 \cdot x_2 &= q
\end{align}
In the special case where $a = 1$, the trinomial simplifies to $x^2 + bx + c$, and the AC conditions become $mn = c$ and $m + n = b$. Vieta's formulas for this polynomial give $x_1 + x_2 = -b$ and $x_1 x_2 = c$, so one has $m = -x_1$ and $n = -x_2$: the integers sought by the AC method are the negatives of the roots, and the search for the pair is equivalent to a direct application of Vieta's formulas.

When $a \neq 1$, the correspondence is less direct but remains present. Multiplying the trinomial by $a$ yields
a(ax^2 + bx + c) = (ax)^2 + b(ax) + ac
which is a monic quadratic in the auxiliary variable $u = ax$. Applying Vieta's formulas to this scaled polynomial requires identifying two numbers whose sum is $b$ and whose product is $ac$, which aligns precisely with the conditions imposed on $m$ and $n$ by the AC method.
The AC method can therefore be interpreted as an application of Vieta's formulas to a rescaled polynomial, with the splitting of the middle term serving as the mechanism that transfers the factorisation of the auxiliary polynomial back to the original trinomial.


On the irreducibility of quadratic trinomials
When no integer pair $(m, n)$ satisfies $mn = ac$ and $m + n = b$, the trinomial is irreducible over $\mathbb{Z}$. This occurs precisely when the discriminant $\Delta = b^2 - 4ac$ is not a perfect square integer.
When $\Delta > 0$ but not a perfect square integer, the trinomial has two distinct irrational real roots and is irreducible over both $\mathbb{Z}$ and $\mathbb{Q}$; when $\Delta < 0$, it has two complex conjugate roots and is likewise irreducible over $\mathbb{R}$.
When $\Delta = 0$, the trinomial has a repeated root $x = -b/(2a)$, which is rational but not necessarily an integer, so irreducibility over $\mathbb{Z}$ depends on whether $2a \mid b$. The AC method, being combinatorial in nature, terminates without output once all integer divisor pairs of $ac$ have been checked without success, and this exhaustion of cases constitutes a constructive proof of irreducibility over $\mathbb{Z}$.

For illustration, consider the trinomial $3x^2 + 5x + 4$. In this case, $a = 3$, $b = 5$, and $c = 4$, yielding $ac = 12$. The integer divisor pairs of $12$ are as follows:
\begin{array}{rrrr} m & n & mn & m+n \\\\ \hline 1 & 12 & 12 & 13 \\\\ 2 & 6 & 12 & 8 \\\\ 3 & 4 & 12 & 7 \\\\ -1 & -12 & 12 & -13 \\\\ -2 & -6 & 12 & -8 \\\\ -3 & -4 & 12 & -7 \end{array}
None of these pairs satisfies the condition $m + n = 5$. The discriminant confirms this: $\Delta = b^2 - 4ac = 25 - 48 = -23 < 0$. Because $\Delta < 0$, the trinomial has two complex conjugate roots:
\begin{align}
x_{1,2} &= \frac{-5 \pm i\sqrt{23}}{6}
\end{align}
So, the trinomial admits no factorisation over $\mathbb{R}$, nor over $\mathbb{Z}$.

Limitations of the AC method
The AC method is effective when the coefficients are small integers and the divisor search concludes rapidly. Its computational cost grows with the number of integer divisor pairs of $ac$.
When $|ac|$ is large, the enumeration becomes laborious and the method loses its practical advantage over direct application of the quadratic formula. More fundamentally, the method is inherently tied to factorisation over $\mathbb{Z}$.
When the trinomial is irreducible over $\mathbb{Z}$ but possesses real roots, one must resort to the quadratic formula, which returns the exact roots regardless of whether the discriminant is a perfect square.

An additional connection
Multiplying the trinomial $ax^2 + bx + c$ by $a$ produces a monic quadratic in the auxiliary variable $u = ax$:
\begin{align}
a(ax^2 + bx + c) &= (ax)^2 + b(ax) + ac \\[6pt]
&= u^2 + bu + ac
\end{align}
This polynomial factors over $\mathbb{Z}$ as $(u + m)(u + n)$, where $mn = ac$ and $m + n = b$.
Substituting back $u = ax$ gives $(ax + m)(ax + n) = a^2x^2 + b(ax) + ac$, which equals $a(ax^2 + bx + c)$, confirming the identity without leaving $\mathbb{Z}[x]$.
This scaling argument demonstrates that the AC method is equivalent to factoring a monic quadratic in a rescaled variable, and connects to the notion of reducibility in the polynomial ring $\mathbb{Z}[x]$. The trinomial $ax^2 + bx + c$ is reducible in $\mathbb{Z}[x]$ if and only if the integer pair $(m, n)$ exists.
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Definition
A monomial is an algebraic expression consisting of a single term. It is written as the product of a numerical coefficient and one or more variables, each raised to a non-negative integer exponent. The general form of a monomial is:
a \cdot x_1^{n_1} \cdot x_2^{n_2} \cdot \dots \cdot x_k^{n_k}
	$a \in \mathbb{R}$ is the numerical coefficient.
	$x_1, x_2, \dots, x_k$ are the variables.
	$n_1, n_2, \dots, n_k \in \mathbb{N}_0$ are the exponents.

The zero monomial is the special case where $a = 0$. It is considered a monomial but its degree is left undefined.

Examples of monomials include:
	$4$: a non-zero real constant (coefficient only, no variables).
	$-2x$: coefficient $-2$ and variable $x$ with exponent $1$.
	$3x^2y$: coefficient $3$, variable $x$ with exponent $2$, variable $y$ with exponent $1$.
	$0$: the zero monomial.

A monomial in $k$ variables can be viewed as an element of the polynomial ring $\mathbb{R}[x_1, \dots, x_k]$, where it corresponds to a single term of the form $a \cdot x_1^{n_1} \cdots x_k^{n_k}$.
A ring is an algebraic structure with two operations, addition and multiplication, that satisfy associativity, distributivity, and the existence of an additive identity and additive inverses.


A polynomial is called homogeneous if all its terms have the same total degree. Since a monomial consists of a single term, every monomial is homogeneous by definition. The monomials of degree $d$ in $k$ variables form a basis for the $\mathbb{R}$ vector space of homogeneous polynomials of degree $d$. For example, $x^2, xy, y^2$ form a basis for the space of homogeneous polynomials of degree $2$ in two variables.

Why exponents in a monomial must be non-negative integers
The constraint that exponents be non-negative integers follows directly from the definition of a polynomial: each variable must appear with an exponent in $\mathbb{N}_0$. This ensures that a monomial represents a finite product of variables, with no divisions or radicals involved. The following expressions are not monomials:
3x^{-1} \qquad 5x^{1/2} \qquad \frac{4}{x}
In the first case, $x^{-1} = 1/x$, a negative exponent introduces a division.
In the second, $x^{1/2} = \sqrt{x}$, a fractional exponent introduces a radical.
The third case, $4/x = 4x^{-1}$, is simply a negative exponent in disguise.

Degree of a monomial
The degree of a monomial is the sum of the exponents of all its variables. For the monomial $ab^2c^3$, the exponents are $1$, $2$, and $3$, so its degree is:
1 + 2 + 3 = 6
The degree of a non-zero constant is $0$, since no variables are present. The zero monomial has no defined degree.

The partial degree of a monomial with respect to a given variable is the exponent of that variable. For the monomial $3x^2y^3$, the partial degree in $x$ is $2$ and the partial degree in $y$ is $3$. The total degree is the sum of all partial degrees:
2 + 3 = 5

The total number of monomials of degree $d$ in $k$ variables can be determined using the following binomial coefficient:
\binom{d+k-1}{k-1}
For instance, the monomials of degree $2$ in $2$ variables are $x^2$, $xy$, and $y^2$. This corresponds to: \[\binom{2+2-1}{2-1} = \binom{3}{1} = 3\]

Similar, opposite and equal monomials
Two monomials are defined as similar if they possess identical variable parts, meaning the same variables raised to the same exponents. For example, $3x^2y$ and $-5x^2y$ are similar monomials.
Two monomials are considered opposite if they are similar and their coefficients sum to zero. For instance, $4xy$ and $-4xy$ are opposite monomials.
Two monomials are defined as equal if they have both the same variable part and the same coefficient. Formally, two monomials are equal if and only if they are similar and their coefficients are equal.

Addition and subtraction of monomials
In polynomial algebra, the addition or subtraction of monomials is governed by specific rules. Monomials may be combined only if their variables and corresponding exponents are identical. In these cases, the coefficients are added or subtracted, while the variables and exponents remain unchanged. For example:
3x + 2x = 5x
For the expression $3x^2 + 2x$, the monomials cannot be combined because they have different variable parts.

Product of monomials
Monomials can be multiplied by multiplying their coefficients and adding the exponents of the like variables. For instance, the product of $(3x^2)(2x^3)$ can be computed as follows:
	First, we multiply the coefficients: $3 \times 2 = 6$
	Next, we add the exponents of the like variables: $2+3 = 5$

Thus, we get:
(3x^2)(2x^3) = 6x^{2+3} = 6x^5
The same rule applies to monomials with multiple variables: multiply the coefficients and add the exponents of each variable independently. For example:
(3x^2y)(2xy^3) = 6x^{2+1}y^{1+3} = 6x^3y^4

The product of monomials is both commutative and associative, since multiplication in $\mathbb{R}[x_1, \dots, x_k]$ inherits these properties from $\mathbb{R}$. This means the order and grouping of factors does not affect the result:
(3x^2y)(2xy^3) = (2xy^3)(3x^2y) = 6x^3y^4

The set of all monomials in $k$ variables with coefficients in $\mathbb{R}$ is closed under multiplication, as the product of any two monomials yields another monomial. Consequently, the monomials constitute a multiplicative semigroup within the polynomial ring $\mathbb{R}[x_1, \dots, x_k].$

Division of monomials
To divide monomials, divide their coefficients and subtract the exponents of like variables. For example:
\frac{6x^5}{2x^2} = 3x^{5-2} = 3x^3
This rule also applies to monomials with multiple variables: divide the coefficients and subtract the exponents of each variable independently. For example:
\frac{6x^3y^2}{2xy} = 3x^{3-1}y^{2-1} = 3x^2y
If the exponent in the divisor is greater than that in the dividend, the result will have a negative exponent, which can be rewritten as a fraction. For example:
\frac{x^2}{3x^3} = \frac{1}{3} x^{2-3} = \frac{1}{3} x^{-1} = \frac{1}{3x}
Dividing monomials is straightforward when the bases are the same. In contrast, dividing polynomials is more complex and requires structured methods such as long division or Ruffini's rule.

Powers
When a monomial is raised to a power, the exponent applies to each factor: the coefficient is raised to that power, and the exponents of the variables are multiplied by it. For a monomial raised to a positive integer power $n$:
(a \cdot x_1^{n_1} \cdots x_k^{n_k})^n = a^n \cdot x_1^{n_1 \cdot n} \cdots x_k^{n_k \cdot n}
For example:
(3x^3)^2 = 3^2 \cdot x^{3 \cdot 2} = 9x^6
The same rule extends to monomials in multiple variables:
(2x^2y^3)^3 = 2^3 \cdot x^{2 \cdot 3} \cdot y^{3 \cdot 3} = 8x^6y^9
When $n = 0$, any non-zero monomial raised to the zeroth power equals $1$, since $a^0 = 1$ and $x_i^{0} = 1$ for all $i$.

GCD and LCM of monomials
The greatest common divisor (GCD) of two or more monomials is defined as the monomial with the largest coefficient that divides all given coefficients and the smallest exponent for each variable present in all monomials. In contrast, the least common multiple (LCM) is the monomial with the smallest coefficient divisible by all given coefficients and the largest exponent for each variable present in any of the monomials.
For example, consider the monomials $12x^3y^2$ and $8x^2y^4$. The GCD of the coefficients is $\gcd(12, 8) = 4$. For each variable, the minimum exponent is selected: $\min(3,2) = 2$ for $x$ and $\min(2,4) = 2$ for $y$. Therefore, the GCD is:
\gcd(12x^3y^2,\, 8x^2y^4) = 4x^2y^2
For the LCM, the least common multiple of the coefficients is $\text{lcm}(12, 8) = 24$. For each variable, the maximum exponent is selected: $\max(3,2) = 3$ for $x$ and $\max(2,4) = 4$ for $y$. Therefore, the LCM is:
\text{lcm}(12x^3y^2,\, 8x^2y^4) = 24x^3y^4
A variable that appears in only one of the monomials is included in the LCM with its full exponent, but is excluded from the GCD.
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Introduction
Notable products are identities describing the expansion or factorisation of polynomials such as binomials or trinomials. They allow rewriting such expressions in a simpler form, and this is often what makes polynomial factorisation tractable in practice or what allows us to actually solve an equation.
Consider for example the identity $(a+b)^2 = a^2 + 2ab + b^2$. A useful property is that, read from left to right, it gives us the expansion of the square, while read from right to left it gives us its factorisation.
Most of the identities collected here are special cases of the binomial theorem, which gives the expansion of $(a+b)^n$ for arbitrary non-negative integer $n$. The square and the cube of a binomial are just the cases $n=2$ and $n=3$ of this general expansion. Other identities on this page, like the difference of two squares or the factorisation of $a^3 \pm b^3$, cannot be obtained from the binomial theorem, although the underlying mechanism is essentially the same.

Square of a binomial
The square of a binomial is what we obtain when a binomial is multiplied by itself. There are two cases, depending on whether the two terms are added or subtracted:
\begin{align}
(a+b)^2 &= a^2 + 2ab + b^2 \\[6pt]
(a-b)^2 &= a^2 - 2ab + b^2
\end{align}
Working out the expansion of $(a+b)^2$, we obtain three terms:
\begin{align}
(a+b)^2 &= (a+b)(a+b) \\[6pt]
&= a^2 + ab + ab + b^2 \\[6pt]
&= a^2 + 2ab + b^2
\end{align}
Two of them are the squares of $a$ and $b$, and the third one is twice their product. The case $(a-b)^2$ is analogous, with the only difference that the middle term comes out negative, since multiplying $a$ by $-b$ introduces a minus sign.

Difference of two squares
When we multiply a sum and a difference of the same two terms, the result is the difference of their squares:
a^2 - b^2 = (a+b)(a-b)
The product on the right-hand side expands as follows:
\begin{align}
(a+b)(a-b) &= a(a-b) + b(a-b) \\[6pt]
&= a^2 - ab + ab - b^2 \\[6pt]
&= a^2 - b^2
\end{align}
The terms $-ab$ and $+ab$ cancel out, so what is left is just $a^2 - b^2$.

Cube of a binomial
When we multiply a binomial by itself three times, the result is one of the following two identities, depending on the sign between the two terms:
\begin{align}
(a+b)^3 &= a^3 + 3a^2b + 3ab^2 + b^3 \\[6pt]
(a-b)^3 &= a^3 - 3a^2b + 3ab^2 - b^3
\end{align}
Both are special cases of the binomial theorem with $n=3$.

Closely related to the cube of a binomial are the sum and difference of two cubes, which work the other way around: they take an expression of the form $a^3 \pm b^3$ and rewrite it as a product.
\begin{align}
a^3 + b^3 &= (a+b)(a^2 - ab + b^2) \\[6pt]
a^3 - b^3 &= (a-b)(a^2 + ab + b^2)
\end{align}
The first identity can be verified by expanding the right-hand side:
\begin{align}
(a+b)(a^2-ab+b^2) &= a^3 - a^2b + ab^2 + a^2b - ab^2 + b^3 \\[6pt]
&= a^3 + b^3
\end{align}
The same procedure works for $a^3 - b^3$:
\begin{align}
(a-b)(a^2+ab+b^2) &= a^3 + a^2b + ab^2 - a^2b - ab^2 - b^3 \\[6pt]
&= a^3 - b^3
\end{align}
In both cases the mixed terms cancel in pairs, and only the cubes $a^3$ and $\pm b^3$ survive.
In the expansion of $(a+b+c)^3$, the coefficient $6$ in the term $6abc$ arises from the number of permutations of the three distinct factors $a$, $b$, $c$, that is $3!=6$. This is an instance of the multinomial theorem, which generalises the binomial theorem to sums of more than two terms.


Notable products and the binomial theorem
The square and the cube of a binomial both come from a more general formula, the binomial theorem, which expands $(a+b)^n$ for any non-negative integer $n$:
(a+b)^n = \sum_{k=0}^{n} \binom{n}{k} a^{n-k} b^{k}
The coefficients $\binom{n}{k}$ are the binomial coefficients:
\binom{n}{k} = \frac{n!}{k!(n-k)!}
If we now want to use this general formula to recover the cube of a binomial, we just need to set $n=3$ and work out the four coefficients, which turn out to be $\binom{3}{0}=\binom{3}{3}=1$ and $\binom{3}{1}=\binom{3}{2}=3$. Substituting these numbers back into the formula, the expansion comes out as:
(a+b)^3 = a^3 + 3a^2b + 3ab^2 + b^3

Example 1
Consider the following equation:
x^3 - 27 = 0
Since $27 = 3^3$, the left-hand side is a difference of two cubes. Applying the identity $a^3 - b^3 = (a-b)(a^2+ab+b^2)$ with $a = x$ and $b = 3$, we factorise:
(x - 3)(x^2 + 3x + 9) = 0
The equation holds when either factor equals zero:
\begin{cases}
x - 3 = 0 \\[0.5em]
x^2 + 3x + 9 = 0
\end{cases}
The first case yields $x = 3$ directly. For the second case, the quadratic formula is applied:
\begin{align}
x &= \frac{-3 \pm \sqrt{3^2 - 4(1)(9)}}{2(1)} \\\\
  &= \frac{-3 \pm \sqrt{9 - 36}}{2} \\\\
  &= \frac{-3 \pm \sqrt{-27}}{2}
\end{align}
Because the discriminant $\Delta = -27 < 0$, the two remaining solutions are complex. Substituting $\sqrt{-27} = 3i\sqrt{3}$ gives:
x = \frac{-3 + 3i\sqrt{3}}{2} \qquad x = \frac{-3 - 3i\sqrt{3}}{2}
Therefore, by applying the expansion of the difference of two cubes, we were able to easily determine the solutions of the third-degree equation, which are:
x = 3, \quad x = \frac{-3 + 3i\sqrt{3}}{2}, \quad x = \frac{-3 - 3i\sqrt{3}}{2}

Sum and difference of nth powers
The identities seen so far cover only the cases $n=2$ and $n=3$. For a generic $n$, the parity of the exponent decides whether $a^n+b^n$ and $a^n-b^n$ admit a factorisation.
The difference $a^n-b^n$ factorises for any positive integer $n$, with no parity restrictions, as:
a^n-b^n = (a-b)(a^{n-1}+a^{n-2}b+a^{n-3}b^2+\cdots+ab^{n-2}+b^{n-1})
For the sum $a^n+b^n$ when $n$ is odd, an analogous factorisation does exist, with alternating signs in the second factor:
a^n+b^n = (a+b)(a^{n-1}-a^{n-2}b+a^{n-3}b^2-\cdots-ab^{n-2}+b^{n-1})
When $n$ is even, on the other hand, no such factorisation is available over $\mathbb{R}$ in general. The expressions $a^2+b^2$ and $a^4+b^4$, for instance, are irreducible over the reals unless further structure is brought in.
The factorisation of $a^n-b^n$ is closely related to the structure of the $n$-th roots of unity in the complex plane. The roots of $a^n-b^n=0$ are precisely $a/b=e^{2\pi i k/n}$ for $k=0,1,\dots,n-1$.


The case of even $n$ admits one exception, known as Sophie Germain's identity, which has some consequences in showing that certain integers of the form $n^4+4m^4$ admit a non-trivial factorisation and are therefore not prime. The identity is:
a^4+4b^4 = (a^2+2b^2+2ab)(a^2+2b^2-2ab)
At first sight this might seem like a contradiction, since we have just said that sums of even powers do not generally factorise over $\mathbb{R}$. In this case the coefficient $4$ makes it possible to complete the square and obtain:
a^4+4b^4 = (a^2+2b^2)^2-(2ab)^2
In this way the expression is a difference of two squares, and the factorisation follows from the standard identity.
The identities for $a^n \pm b^n$ are related to Newton's identities, which express power sums $p_k=a^k+b^k$ in terms of the elementary symmetric polynomials $e_1=a+b$ and $e_2=ab$.


-
Example 2
Let's consider the following expression:
a^4 + b^4
Since $n = 4$ is even, $a^4 + b^4$ does not factorise over $\mathbb{R}$ using the sum of nth powers formula, which applies only for odd $n$.
However, it admits the following factorisation:
a^4 + b^4 = (a^2 + \sqrt{2}\,ab + b^2)(a^2 - \sqrt{2}\,ab + b^2)
The factorisation can be verified by expanding the right-hand side:
\begin{align}
(a^2 + \sqrt{2}\,ab + b^2)(a^2 - \sqrt{2}\,ab + b^2) &= (a^2 + b^2)^2 - (\sqrt{2}\,ab)^2 \\\\
&= a^4 + 2a^2b^2 + b^4 - 2a^2b^2 \\\\
&= a^4 + b^4
\end{align}

List of the main notable products
		
	\[(a + b)^2\]	\[a^2 + 2ab + b^2\]
	\[(a - b)^2\]	\[a^2 - 2ab + b^2\]
	\[a^2 - b^2\]	\[(a + b)(a - b)\]
	\[(a + b)^3\]	\[a^3 + 3a^2b + 3ab^2 + b^3\]
	\[(a - b)^3\]	\[a^3 - 3a^2b + 3ab^2 - b^3\]
	\[a^3 + b^3\]	\[(a + b)(a^2 - ab + b^2)\]
	\[a^3 - b^3\]	\[(a - b)(a^2 + ab + b^2)\]
	\[a^n + b^n \quad (n \text{ odd})\]	\[(a + b)(a^{n-1} - a^{n-2}b + \cdots + b^{n-1})\]
	\[a^n - b^n\]	\[(a - b)(a^{n-1} + a^{n-2}b + \cdots + b^{n-1})\]
	\[a^{2n} - b^{2n}\]	\[(a^n - b^n)(a^n + b^n)\]
	\[a^4 - b^4\]	\[(a - b)(a + b)(a^2 + b^2)\]
	\[a^4 + b^4\]	\[(a^2 + \sqrt{2}\,ab + b^2)(a^2 - \sqrt{2}\,ab + b^2)\]
	\[(a + b + c)^2\]	\[a^2 + b^2 + c^2 + 2(ab + ac + bc)\]
	\[(a + b + c)^3\]	\[a^3 + b^3 + c^3 + 3(a^2b + a^2c + b^2a + b^2c + c^2a + c^2b) + 6abc\]
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Introduction
Partial fraction decomposition is a method that allows rewriting a rational function as a sum of fractions, based on the idea that when the denominator can be factored into its irreducible components, the original function can be expressed as a combination of basic terms. Consider, for example, a rational function of the form:
\frac{P(x)}{Q(x)}
We have the following constraints:
	$P(x)$ and $Q(x)$ are polynomials.
	the degree of $P(x)$ is strictly less than the degree of $Q(x)$.

The procedure consists in factoring $Q(x)$ and rewriting $P(x)/Q(x)$ as a sum of fractions whose denominators are those factors. The result is a sum of elementary fractions, one term for each linear or irreducible quadratic factor of $Q(x)$.
The method is useful, for instance, when integrating rational functions: each partial fraction has a standard antiderivative.


Example 1
To illustrate how the method works, consider the following rational function:
\frac{5x + 4}{(x - 2)(2x + 3)}
Both the numerator and the denominator are polynomials, and the degree of the numerator is strictly less than the degree of the denominator. Hence the expression is a proper rational function, and the conditions required for applying the partial fraction method are satisfied.
As a first step, we rewrite the function as a sum of two simpler terms, each having one of the linear factors of the denominator as its denominator. In other words, we seek constants $A$ and $B$ such that the expression can be written as
\frac{5x + 4}{(x - 2)(2x + 3)} = \frac{A}{x - 2} + \frac{B}{2x + 3} \tag{1}
At this point, our objective is to determine the constants $A$ and $B$ so that the identity above holds for all real values of $x$. Multiplying both sides of equation $(1)$ by $(x - 2)(2x + 3)$ clears the denominators and yields the polynomial identity:
5x + 4 = A(2x + 3) + B(x - 2) \tag{2}
This relation must hold for every value of $x$. The advantage of this transformation is that it converts the original rational expression into an equation involving only polynomials, allowing us to determine the unknown coefficients through direct algebraic comparison. To find $A$ and $B$, we apply a simple procedure known as the cover-up rule. The idea is to assign strategic values to $x$ so as to eliminate one coefficient at a time: by choosing values that make one of the linear factors vanish, we remove the corresponding term from the equation and can solve directly for the remaining coefficient.
For example, by choosing $x = 2$ we eliminate the term involving $B$, since the factor $(x - 2)$ becomes zero. Substituting $x = 2$ into identity $(2)$ we obtain:
5(2) + 4 = A(2 \cdot 2 + 3) + B(0)
This simplifies to:
14 = 7A
and therefore:
A = 2
To determine $B$, we choose the value of $x$ that makes the factor $2x + 3$ vanish. Setting $x = -\dfrac{3}{2}$ eliminates the term involving $A$. Substituting this value into identity $(2)$ we obtain:
5\left(-\frac{3}{2}\right) + 4 = A(0) + B\left(-\frac{3}{2} - 2\right)
Simplifying each term gives:
-\frac{7}{2} = -\frac{7}{2}\, B
and therefore:
B = 1
Substituting the values of $A$ and $B$ into equation $(1)$, the original rational function admits the partial fraction representation:
\frac{5x + 4}{(x - 2)(2x + 3)} = \frac{2}{x - 2} + \frac{1}{2x + 3}

Application to the computation of integrals
As mentioned at the beginning, partial fraction decomposition is useful in practical settings, especially when integrating rational functions. Returning to the function from Example 1, consider the integral:
\int \frac{5x + 4}{(x - 2)(2x + 3)} \, dx
In this form the expression is not straightforward to evaluate, but once the integrand is rewritten as a sum of simpler terms, however, we obtain:
\int \frac{5x + 4}{(x - 2)(2x + 3)} \, dx = \int \left( \frac{2}{x - 2} + \frac{1}{2x + 3} \right) \, dx
By the linearity property, the integral of a sum equals the sum of the integrals. Hence:
\int \frac{5x + 4}{(x - 2)(2x + 3)} \, dx = 2 \int \frac{1}{x - 2} \, dx + \int \frac{1}{2x + 3} \, dx
Each term on the right-hand side can now be evaluated using standard logarithmic formulas:
\int \frac{1}{x - 2} \, dx = \ln|x - 2| + c_{1}
\int \frac{1}{2x + 3} \, dx = \frac{1}{2} \ln|2x + 3| + c_{2}
Combining the results yields the antiderivative of the original rational function:
\int \frac{5x + 4}{(x - 2)(2x + 3)} \, dx = 2 \ln|x - 2| + \frac{1}{2} \ln|2x + 3| + c

General structure of partial fraction decomposition
The decomposition of a rational function into partial fractions is governed by a systematic rule that depends exclusively on the factorization of the denominator. Once the denominator is expressed as a product of linear and irreducible quadratic factors, possibly with multiplicity greater than one, the rational function admits a representation as a sum of elementary terms, each determined by one such factor.
To every linear factor of the form $x + a$ corresponds a term:
\frac{A}{x + a}
If the factor occurs with multiplicity $k$, the decomposition includes $k$ terms, one for each power up to $k$:
\frac{A_{1}}{x + a}
+ \frac{A_{2}}{(x + a)^{2}}
+ \cdots
+ \frac{A_{k}}{(x + a)^{k}}
To every irreducible quadratic factor $x^{2} + ax + b$ corresponds a term:
\frac{Bx + C}{x^{2} + ax + b}
The numerator is a linear polynomial because the denominator has degree two, and a proper fraction with such a denominator admits a numerator of degree at most one. If the quadratic factor is repeated $k$ times, the decomposition contains the full sequence:
\frac{B_{1}x + C_{1}}{x^{2} + ax + b}
+ \frac{B_{2}x + C_{2}}{(x^{2} + ax + b)^{2}}
+ \cdots
+ \frac{B_{k}x + C_{k}}{(x^{2} + ax + b)^{k}}
Every rational function whose denominator factors over the real numbers admits a unique partial fraction representation, determined up to the values of the coefficients.


Example 2
Let us now consider a more complicated example. We want to find the partial fraction decomposition of the rational function:
\frac{1}{x^{3} - 6x^{2} + 11x - 6}
Although the numerator is already as simple as possible, the denominator is a cubic polynomial, and its factorization will guide the entire decomposition process. Our first step is to factor the denominator into its irreducible components. Testing possible rational roots, we find that $x = 1$ satisfies:
1 - 6 + 11 - 6 = 0
so $(x - 1)$ is a factor. Dividing the polynomial by $(x - 1)$ using synthetic division we have:
\begin{array}{r|rrrr}
1 & 1 & -6 & 11 & -6 \\[6pt]
  &   & 1 & -5 & 6 \\[6pt]
\hline
  & 1 & -5 & 6 & 0
\end{array}
In this way we obtain the quotient $x^{2} - 5x + 6$, which further factorizes as:
x^{2} - 5x + 6 = (x - 2)(x - 3)
The complete factorization of the denominator is therefore:
x^{3} - 6x^{2} + 11x - 6 = (x - 1)(x - 2)(x - 3)
Since all factors are linear and distinct, the rational function admits the decomposition:
\frac{1}{(x - 1)(x - 2)(x - 3)} = \frac{A}{x - 1} + \frac{B}{x - 2} + \frac{C}{x - 3}
To determine the constants $A$, $B$ and $C$, we multiply both sides by the common denominator $(x - 1)(x - 2)(x - 3)$, obtaining the polynomial identity:
1 = A(x - 2)(x - 3) + B(x - 1)(x - 3) + C(x - 1)(x - 2)
This relation must hold for every real $x$. By substituting values that annul each linear factor in turn, we eliminate two of the three terms at a time and solve directly for the remaining coefficient. Setting $x = 1$ eliminates the contributions of $B$ and $C$, leaving:
1 = A(1 - 2)(1 - 3) = 2A
so that $A = \tfrac{1}{2}$. Setting $x = 2$ gives:
1 = B(2 - 1)(2 - 3) = -B
from which $B = -1$. Finally, setting $x = 3$ gives:
1 = C(3 - 1)(3 - 2) = 2C
and therefore $C = \tfrac{1}{2}$.
Substituting the three values into the decomposition, the original rational function can be written as:
\frac{1}{x^{3} - 6x^{2} + 11x - 6} = \frac{1}{2(x - 1)} - \frac{1}{x - 2} + \frac{1}{2(x - 3)}
This expresses the original rational function as a sum of elementary fractions, each associated with one of the linear factors of the denominator, and shows how the partial fraction method extends naturally to denominators of higher degree once they have been properly factorized.


Example 3
Let us now consider a case in which one of the linear factors of the denominator appears with multiplicity greater than one. We want to find the partial fraction decomposition of the rational function:
\frac{2x + 3}{(x - 1)^{2}(x + 2)}
The denominator is already factored, but the factor $(x - 1)$ appears squared. According to the general rule, the decomposition must therefore include two distinct terms associated with this repeated factor, one for each power up to the multiplicity. We may write:
\frac{2x + 3}{(x - 1)^{2}(x + 2)} = \frac{A}{x - 1} + \frac{B}{(x - 1)^{2}} + \frac{C}{x + 2}
Multiplying both sides by the common denominator $(x - 1)^{2}(x + 2)$ yields the polynomial identity:
2x + 3 = A(x - 1)(x + 2) + B(x + 2) + C(x - 1)^{2} \tag{3}
This relation must hold for every real $x$. To determine the three constants we now combine two complementary techniques. The cover-up rule allows us to compute $B$ and $C$ directly. Setting $x = 1$ annuls both $(x - 1)$ and $(x - 1)^{2}$, eliminating the contributions of $A$ and $C$:
2(1) + 3 = B(1 + 2)
which gives $B = \tfrac{5}{3}$. Setting $x = -2$ annuls $(x + 2)$ and eliminates the contributions of $A$ and $B$:
2(-2) + 3 = C(-2 - 1)^{2}
which gives $C = -\tfrac{1}{9}$. The constant $A$, however, cannot be obtained in the same way: no real value of $x$ annuls only the factors associated with $B$ and $C$ while leaving $A$ isolated. To determine it we apply the method of comparison of coefficients, which consists in expanding the right-hand side of identity $(3)$ and matching the coefficients of equal powers of $x$ with those of the left-hand side. Expanding the right-hand side gives:
\begin{align}
A(x - 1)(x + 2) &= A x^{2} + A x - 2A \\[6pt]
B(x + 2) &= B x + 2B \\[6pt]
C(x - 1)^{2} &= C x^{2} - 2C x + C
\end{align}
Collecting terms by degree, the right-hand side of identity $(3)$ becomes:
(A + C)\, x^{2} + (A + B - 2C)\, x + (-2A + 2B + C)
Since the left-hand side is $2x + 3$, the coefficient of $x^{2}$ on the right-hand side must vanish, and we obtain the relation:
A + C = 0
Substituting the value $C = -\tfrac{1}{9}$ found above gives $A = \tfrac{1}{9}$.
Substituting the three constants into the decomposition, the original rational function admits the partial fraction representation:
\frac{2x + 3}{(x - 1)^{2}(x + 2)} = \frac{1}{9(x - 1)} + \frac{5}{3(x - 1)^{2}} - \frac{1}{9(x + 2)}
This example shows that, when the denominator contains a repeated linear factor, the cover-up rule still determines the coefficients associated with the highest power of each factor, while the remaining coefficients are recovered by comparing the coefficients of the polynomial identity.


Example 4
We now consider a case in which the denominator contains an irreducible quadratic factor. We want to find the partial fraction decomposition of the rational function:
\frac{3x + 1}{(x - 1)(x^{2} + 1)}
The factor $x^{2} + 1$ has discriminant $\Delta = -4 < 0$, so it has no real roots and cannot be factored further over the real numbers. According to the general rule, the term of the decomposition associated with this factor must therefore have a numerator of degree at most one. We may write:
\frac{3x + 1}{(x - 1)(x^{2} + 1)} = \frac{A}{x - 1} + \frac{Bx + C}{x^{2} + 1}
Multiplying both sides by the common denominator $(x - 1)(x^{2} + 1)$ yields the polynomial identity:
3x + 1 = A(x^{2} + 1) + (Bx + C)(x - 1) \tag{4}
This relation must hold for every real $x$. The cover-up rule still allows us to determine the constant $A$, since $x = 1$ annuls the factor $(x - 1)$ and eliminates the contribution of $Bx + C$. Substituting into identity $(4)$ gives:
3(1) + 1 = A(1^{2} + 1)
which simplifies to $4 = 2A$, and therefore $A = 2$.
To determine $B$ and $C$ we apply the method of comparison of coefficients, since no real value of $x$ annuls the factor $x^{2} + 1$. Expanding the right-hand side of identity $(4)$ gives:
\begin{align}
A(x^{2} + 1) &= A x^{2} + A \\[6pt]
(Bx + C)(x - 1) &= B x^{2} - B x + C x - C
\end{align}
Collecting terms by degree, the right-hand side becomes:
(A + B)\, x^{2} + (-B + C)\, x + (A - C)
Since the left-hand side of identity $(4)$ is $3x + 1$, the coefficients of equal powers of $x$ on both sides must match. This produces the system:
\begin{align}
A + B &= 0 \\[6pt]
-B + C &= 3 \\[6pt]
A - C &= 1
\end{align}
Substituting $A = 2$ into the first equation gives $B = -2$. Substituting $A = 2$ into the third equation gives $C = 1$. The second equation $-(-2) + 1 = 3$ is automatically satisfied, confirming the consistency of the values found.
Substituting the three constants into the decomposition, the original rational function admits the partial fraction representation:
\frac{3x + 1}{(x - 1)(x^{2} + 1)} = \frac{2}{x - 1} + \frac{-2x + 1}{x^{2} + 1}
This example shows how the partial fraction method handles an irreducible quadratic factor: the corresponding numerator is taken as a generic polynomial of degree one, and its coefficients are recovered by comparing the


The case of improper rational functions
In the form presented above, the partial fraction method requires the rational function to be proper, that is, $\deg P(x) < \deg Q(x)$. When this condition fails, the function is improper, and a preliminary step precedes the decomposition. The numerator is divided by the denominator via polynomial division, yielding a quotient $S(x)$ and a remainder $R(x)$. The rational function then rewrites as:
\frac{P(x)}{Q(x)} = S(x) + \frac{R(x)}{Q(x)}
with $\deg R(x) < \deg Q(x)$. The first term is a polynomial and requires no further treatment; the second is a proper rational function, to which the partial fraction rules apply directly. Consider, for example:
\frac{x^{3} + 2x}{x^{2} - 1}
The numerator has degree three and the denominator degree two, so the function is improper. Polynomial division of $x^{3} + 2x$ by $x^{2} - 1$ yields quotient $x$ and remainder $3x$, giving:
\frac{x^{3} + 2x}{x^{2} - 1} = x + \frac{3x}{x^{2} - 1}
The polynomial part is now separated from the proper rational part, and the partial fraction method applies to the latter after factoring $x^{2} - 1 = (x - 1)(x + 1)$.
When the degree condition fails, the preliminary division is performed first; the partial fraction decomposition is then applied to the proper remainder, never to the original improper expression.



  

    Polynomial Division

Source: algebrica.org — CC BY-NC 4.0
https://algebrica.org/polynomial-division/
The division algorithm
Let $P(x)$ and $D(x)$ be polynomials in $\mathbb{R}[x]$ with $D(x) \neq 0$. The division algorithm asserts the existence of unique polynomials $Q(x)$ and $R(x)$ in $\mathbb{R}[x]$ such that:
P(x) = Q(x) \cdot D(x) + R(x)
\deg R(x) < \deg D(x) \quad \text{or} \quad R(x) = 0
	The polynomial $P(x)$ is referred to as the dividend.
	$D(x)$ as the divisor.
	$Q(x)$ as the quotient.
	$R(x)$ as the remainder.

If $R(x) = 0$, the division is exact and $D(x)$ divides $P(x)$ in $\mathbb{R}[x]$. This result is directly analogous to the Euclidean division of integers and holds in any polynomial ring $F[x]$, where $F$ is a field. The existence of such a representation can be established by induction on $\deg P$, while uniqueness follows from a degree argument. Suppose that two representations exist:
\begin{align}
P(x) &= Q_1(x) \cdot D(x) + R_1(x) \\[6pt]
     &= Q_2(x) \cdot D(x) + R_2(x)
\end{align}
Subtracting yields $(Q_1(x) - Q_2(x)) \cdot D(x) = R_2(x) - R_1(x)$. If $Q_1 \neq Q_2$, the left-hand side has degree at least $\deg D$, whereas the right-hand side satisfies $\deg(R_2 - R_1) < \deg D$, a contradiction. Therefore $Q_1 = Q_2$, and consequently $R_1 = R_2$.
A ring is an algebraic structure with two operations, addition and multiplication, that satisfy associativity, distributivity, and the existence of additive inverses. A field is a ring in which every nonzero element possesses a multiplicative inverse. Common examples of fields are $\mathbb{Q}$, $\mathbb{R}$, and $\mathbb{C}.$


Let $P(x)$ and $D(x)$ be nonzero polynomials such that $\deg P \geq \deg D$. The degrees of the quotient and remainder are as follows:
\deg Q(x) = \deg P(x) - \deg D(x)
\deg R(x) < \deg D(x)
If $\deg P < \deg D$, then the quotient is the zero polynomial and the remainder is $P(x)$.

Properties of polynomial division
The division algorithm gives rise to several properties that follow directly from the uniqueness of the quotient and the remainder, or from the behaviour of the degree under polynomial operations.
The quotient and the remainder are uniquely determined by the dividend and the divisor. Given $P(x)$ and $D(x)$ with $D(x) \neq 0$ there exists one pair $(Q(x), R(x))$ satisfying the division identity $P(x) = Q(x) D(x) + R(x)$ with $\deg R < \deg D$ or $R = 0$. The degree of the quotient is determined by the degrees of the dividend and the divisor:
\deg Q(x) = \deg P(x) - \deg D(x)
\deg P \geq \deg D
When $\deg P < \deg D$, the algorithm produces $Q(x) = 0$ and $R(x) = P(x)$. The degree of the remainder is always strictly less than the degree of the divisor, regardless of the dividend.
Polynomial division is linear in the dividend. Given two polynomials $P_1(x)$ and $P_2(x)$, and constants $\alpha, \beta \in \mathbb{R}$, the division of $\alpha P_1(x) + \beta P_2(x)$ by $D(x)$ yields:
\alpha P_1(x) + \beta P_2(x) = \big(\alpha Q_1(x) + \beta Q_2(x)\big) D(x) + \big(\alpha R_1(x) + \beta R_2(x)\big)
where $Q_i$ and $R_i$ are the quotient and the remainder of dividing $P_i$ by $D$. The linearity reduces the division of a sum of polynomials to the division of each term separately.
The division is invariant under multiplication of the divisor by a nonzero constant. Given $\lambda \in \mathbb{R}$ with $\lambda \neq 0$, dividing $P(x)$ by $\lambda D(x)$ produces the quotient $Q(x)/\lambda$ and the same remainder $R(x)$. The relation $P(x) = Q(x) D(x) + R(x)$ is therefore unaffected by rescaling the divisor, up to a corresponding rescaling of the quotient.
The polynomial ring $\mathbb{R}[x]$, equipped with the division algorithm, is an example of a Euclidean ring. The degree function plays the role of the Euclidean valuation, and the existence of a division with remainder satisfying $\deg R < \deg D$ is precisely what characterises Euclidean structure in the polynomial setting.


Polynomial long division
The long division algorithm involves repeatedly dividing the leading term of the current remainder by the leading term of $D(x)$, subtracting the resulting product, and continuing this process until the degree of the remainder is less than that of $D(x)$. The procedure can be summarized in the following steps:
	Divide the leading term of the current dividend by the leading term of $D(x)$ to determine the next term of $Q(x)$.
	Multiply this term by $D(x)$ and subtract the result from the current dividend.
	Repeat these steps until the degree of the remaining expression is strictly less than $\deg D(x)$.

When the divisor is a linear polynomial of the form $x - c$, the procedure can be carried out more efficiently using the synthetic division method, which reduces the computation to operations on coefficients alone.


Example 1
Consider the polynomials $P(x) = x^3 + 2x^2 - x - 2$ and $D(x) = x - 1$. The method outlined above is applied to compute the quotient and the remainder of $P(x)$ divided by $D(x)$:
P(x) = x^3 + 2x^2 - x - 2
D(x) = x - 1
The division table is constructed with terms arranged in descending order of degree:
\begin{array}{rrrr|rr}
+x^3 & +2x^2 & -x & -2 & +x & -1 \\\\
\\\\
\end{array}
Dividing the leading term $x^3$ by $x$ yields $x^2$. Multiplying $x^2$ by $D(x) = x - 1$ and subtracting the result gives:
\begin{array}{rrrr|rr}
+x^3 & +2x^2 & -x & -2 & +x & -1 \\\\
-x^3 & +x^2 &     &    & x^2 &    \\\\
\text{//} & +3x^2 & -x & -2 & &
\end{array}
Dividing $3x^2$ by $x$ yields $3x$. Multiplying and subtracting as before produces:
\begin{array}{rrrr|rr}
+x^3 & +2x^2 & -x & -2 & +x & -1 \\\\
-x^3 & +x^2 &     &    & x^2 & +3x \\\\
\text{//} & +3x^2 & -x & -2 & & \\\\
     & -3x^2 & +3x &    & & \\\\
\text{//} & \text{//} & +2x & -2 & &
\end{array}
Dividing $2x$ by $x$ yields $2$. Multiplying and subtracting completes the process:
\begin{array}{rrrr|rr}
+x^3 & +2x^2 & -x & -2 & +x & -1 \\\\
-x^3 & +x^2 &     &    & x^2 & +3x+2 \\\\
\text{//} & +3x^2 & -x & -2 & & \\\\
     & -3x^2 & +3x &    & & \\\\
\text{//} & \text{//} & +2x & -2 & & \\\\
     &      & -2x & +2 & & \\\\
     &      & \text{//} & 0 & &
\end{array}
The remainder is zero, so the division is exact. The quotient and the remainder are:
Q(x) = x^2 + 3x + 2 \qquad R(x) = 0
The factorization of $P(x)$ is therefore:
x^3 + 2x^2 - x - 2 = (x^2 + 3x + 2)(x - 1)

Example 2
The following example illustrates a case where the division is not exact: the remainder $R(x)$ is a nonzero polynomial whose degree is strictly less than $\deg D(x)$. Consider the polynomials:
P(x) = x^3 + x^2 + x + 2
D(x) = x^2 + 1
The division table is constructed with terms arranged in descending order of degree:
\begin{array}{rrrr|rr}
+x^3 & +x^2 & +x & +2 & +x^2 & +1 \\\\
\\\\
\end{array}
Dividing $x^3$ by $x^2$ yields $x$. Multiplying $x$ by $D(x)$ and subtracting the result produces:
\begin{array}{rrrr|rr}
+x^3 & +x^2 & +x & +2 & +x^2 & +1 \\\\
-x^3 &      & -x &    & +x   &    \\\\
\text{//} & +x^2 & \text{//} & +2 & &
\end{array}
Dividing $x^2$ by $x^2$ yields $1$. Multiplying and subtracting gives:
\begin{array}{rrrr|rr}
+x^3 & +x^2 & +x & +2 & +x^2 & +1 \\\\
-x^3 &      & -x &    & +x   & +1 \\\\
\text{//} & +x^2 & \text{//} & +2 & & \\\\
     & -x^2 &           & -1 & & \\\\
     & \text{//} &      & +1 & &
\end{array}
The degree of the remainder $1$ is $0$, which is strictly less than $\deg D(x) = 2$, so the algorithm terminates. The quotient and the remainder are:
Q(x) = x + 1 \qquad R(x) = 1
The division can therefore be written as:
x^3 + x^2 + x + 2 = (x + 1)(x^2 + 1) + 1

The remainder theorem and the factor theorem
The division algorithm leads to a result that connects polynomial division with the evaluation of a polynomial at a specific point. The remainder theorem expresses $P(c)$ as the remainder of dividing $P(x)$ by the linear polynomial $x - c$. Let $P(x) \in \mathbb{R}[x]$ and $c \in \mathbb{R}$. When $P(x)$ is divided by $x - c$, the remainder equals $P(c)$.
Applying the division algorithm with divisor $D(x) = x - c$, and observing that $\deg D = 1$, the remainder $R(x)$ must satisfy $\deg R < 1$, so that $R(x)$ is a constant, denoted $r$. The division algorithm yields:
P(x) = Q(x)(x - c) + r
Substituting $x = c$ into both sides gives:
P(c) = Q(c)(c - c) + r = 0 + r = r
The identity $r = P(c)$ establishes the result.
The remainder theorem offers a direct method for evaluating a polynomial at a specific point without performing the complete division. The value $P(c)$ is given by the remainder when dividing by $x - c$.


The factor theorem is a direct consequence of the remainder theorem. Let $P(x) \in \mathbb{R}[x]$ and $c \in \mathbb{R}$. The polynomial $x - c$ divides $P(x)$ in $\mathbb{R}[x]$ if and only if $P(c) = 0$.
The proof follows directly from the remainder theorem. Dividing $P(x)$ by $x - c$ gives $P(x) = Q(x)(x - c) + r$, where $r = P(c)$. The polynomial $x - c$ divides $P(x)$ if and only if $r = 0$, which is equivalent to $P(c) = 0.$
The factor theorem establishes a correspondence between the roots of a polynomial and its linear factors: $c$ is a root of $P(x)$ if and only if $x - c$ is a factor of $P(x)$ in $\mathbb{R}[x]$.
This principle underlies the factorization of polynomials over a field and will be explored further in the section on polynomial factorization.


Example 3
As an application of the remainder theorem, consider the polynomial:
P(x) = 2x^3 - 3x^2 + x - 5
and the value $c = 2$. According to the theorem, dividing $P(x)$ by $x - 2$ yields a remainder equal to $P(2)$. Computing $P(2)$ directly by substitution gives:
P(2) = 2(2)^3 - 3(2)^2 + (2) - 5 = 16 - 12 + 2 - 5 = 1
The remainder theorem predicts that the remainder of dividing $P(x)$ by $x - 2$ is $1$. The result can be verified using the long division method:
\begin{array}{rrrr|rr}
+2x^3 & -3x^2 & +x & -5 & +x & -2 \\\\
\\\\
\end{array}
Dividing the leading term $2x^3$ by $x$ yields $2x^2$, which serves as the initial term of the quotient. Multiplying $2x^2$ by $D(x) = x - 2$ and subtracting the result from the dividend produces:
\begin{array}{rrrr|rr}
+2x^3 & -3x^2 & +x & -5 & +x & -2 \\\\
-2x^3 & +4x^2 &    &    & 2x^2 &    \\\\
\text{//} & +x^2 & +x & -5 & &
\end{array}
Dividing $x^2$ by $x$ yields $x$. Multiplying and subtracting gives:
\begin{array}{rrrr|rr}
+2x^3 & -3x^2 & +x & -5 & +x & -2 \\\\
-2x^3 & +4x^2 &    &    & 2x^2 & +x \\\\
\text{//} & +x^2 & +x & -5 & & \\\\
      & -x^2 & +2x &    & & \\\\
\text{//} & \text{//} & +3x & -5 & &
\end{array}
Dividing $3x$ by $x$ yields $3$. Multiplying and subtracting:
\begin{array}{rrrr|rr}
+2x^3 & -3x^2 & +x & -5 & +x & -2 \\\\
-2x^3 & +4x^2 &    &    & 2x^2 & +x+3 \\\\
\text{//} & +x^2 & +x & -5 & & \\\\
      & -x^2 & +2x &    & & \\\\
\text{//} & \text{//} & +3x & -5 & & \\\\
      &      & -3x & +6 & & \\\\
      &      & \text{//} & +1 & &
\end{array}
The remainder is $1$, confirming that $R = P(2) = 1$ in accordance with the remainder theorem. The quotient and the remainder are:
Q(x) = 2x^2 + x + 3 \qquad R = 1
The division can therefore be written as:
2x^3 - 3x^2 + x - 5 = (2x^2 + x + 3)(x - 2) + 1

Rational functions and polynomial division
When the division of two polynomials is performed without separating the remainder, the result is represented as a rational function where $D(x) \neq 0$:
F(x) = \frac{P(x)}{D(x)}
In this context, polynomial division provides a systematic method to decompose $F(x)$ into a polynomial component and a proper rational component. A proper rational function is one in which the numerator has a strictly lower degree than the denominator:
\frac{P(x)}{D(x)} = Q(x) + \frac{R(x)}{D(x)}
The decomposition is unique: the polynomial part $Q(x)$ and the proper rational part $R(x)/D(x)$ are uniquely determined by $P(x)$ and $D(x)$, as a direct consequence of the uniqueness of the division algorithm.
The decomposition serves as the foundation for partial fraction decomposition, a technique that expresses the proper rational component as a sum of simpler fractions. The method is widely used in integration.

Polynomial division and the GCD
Polynomial division is the basic operation underlying the computation of the greatest common divisor of two polynomials. Given $P(x)$ and $D(x)$ in $\mathbb{R}[x]$ with $D(x) \neq 0$, the greatest common divisor $\gcd(P, D)$ is defined as the polynomial of highest degree that divides both $P(x)$ and $D(x)$. The Euclidean algorithm for polynomials computes $\gcd(P, D)$ through successive divisions, in direct analogy with the Euclidean algorithm for integers. The procedure rests on the following observation. Dividing $P(x)$ by $D(x)$ gives:
P(x) = Q(x) D(x) + R(x)
The common divisors of $P(x)$ and $D(x)$ coincide with the common divisors of $D(x)$ and $R(x)$. The identity $\gcd(P, D) = \gcd(D, R)$ reduces the original problem to the computation of the GCD of two polynomials of strictly smaller degree. Iterating the construction produces a sequence of remainders of decreasing degree:
\begin{align}
P(x)     &= Q_1(x) D(x) + R_1(x) \\[6pt]
D(x)     &= Q_2(x) R_1(x) + R_2(x) \\[6pt]
R_1(x)   &= Q_3(x) R_2(x) + R_3(x) \\[6pt]
         &\;\;\vdots
\end{align}
The sequence terminates when a remainder $R_n(x) = 0$ is reached. The last nonzero remainder $R_{n-1}(x)$ is the greatest common divisor of $P(x)$ and $D(x)$, determined up to multiplication by a nonzero constant.
The Euclidean algorithm for polynomials provides a constructive method for testing whether two polynomials share a common factor, for simplifying rational expressions, and for verifying coprimality. Two polynomials $P(x)$ and $D(x)$ are coprime in $\mathbb{R}[x]$ when $\gcd(P, D)$ is a nonzero constant.
The Euclidean algorithm extends to a stronger result known as Bézout's identity: given $P(x)$ and $D(x)$ in $\mathbb{R}[x]$, there exist polynomials $A(x)$ and $B(x)$ such that $A(x) P(x) + B(x) D(x) = \gcd(P, D)$. The polynomials $A(x)$ and $B(x)$ can be reconstructed by tracking the coefficients through the successive divisions of the algorithm.
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Definition
Let $\mathbb{R}$ represent the field of real numbers. A polynomial in one variable $x$ with coefficients in $\mathbb{R}$ is defined as an expression of the following form:
a_{n}x^{n}+a_{n-1}x^{n-1}+\dotsb +a_{1}x+a_{0}
$n$ is a non-negative integer and $a_0, a_1, \ldots, a_n \in \mathbb{R}$ are referred to as the coefficients, with $a_n \neq 0$. Each term $a_k x^k$ is known as a monomial of degree $k$. Polynomials are typically denoted by $P(x)$ or $p(x)$. The set of all polynomials in $x$ with real coefficients is denoted by $\mathbb{R}[x]$. This set forms a ring under two standard operations. For two polynomials:
P(x) = \sum_{k=0}^{n} a_k x^k
Q(x) = \sum_{k=0}^{m} b_k x^k
their sum is defined by adding the coefficients of corresponding degrees:
(P + Q)(x) = \sum_{k=0}^{\max(n,m)} (a_k + b_k) \, x^k
The product of two polynomials is defined by the Cauchy convolution of their coefficient sequences:
(P \cdot Q)(x) = \sum_{k=0}^{n+m} \left( \sum_{j=0}^{k} a_j b_{k-j} \right) x^k
Coefficients with indices exceeding the degree of the respective polynomial are defined to be zero. Under these two operations, $\mathbb{R}[x]$ forms a commutative ring with identity and is an integral domain, since the product of two nonzero polynomials is never the zero polynomial.
The set $\mathbb{R}[x]$ constitutes a ring under the standard operations of addition and multiplication, as the sum, difference, or product of any two polynomials in $\mathbb{R}[x]$ yields another polynomial within the same set.


Degree of a polynomial
The degree of a polynomial $P(x)$ is defined as the largest integer $k$ such that the coefficient $a_k$ is nonzero. This degree is denoted as $\deg P$ or $\deg P(x)$. For example, consider the polynomial:
P(x) = 2x^3 - 5x^2 + 3x - 7
$P(x)$ has degree 3, since the largest exponent appearing with a nonzero coefficient is 3. A polynomial may still be of degree 3 even if some intermediate terms are absent: the polynomial $P(x) = 4x^3 + x - 2$ is also of degree 3, despite the absence of the quadratic term.
The degree is well defined due to the requirement that $a_n \neq 0$ in the definition. The leading coefficient uniquely determines the highest-degree term, known as the leading term.
The zero polynomial, where all coefficients are zero, is the only polynomial that is not assigned a degree in the usual sense. By convention, $\deg 0 = -\infty$, a choice motivated by the requirement that the following identity remain valid even when one of the two factors is the zero polynomial:
\deg(P \cdot Q) = \deg P + \deg Q

Interpolation and degree of a polynomial
An important implication of the concept of polynomial degree is its role in interpolation. Given $n+1$ distinct points $\alpha_0, \alpha_1, \dots, \alpha_n \in \mathbb{R}$ and corresponding values $\beta_0, \beta_1, \dots, \beta_n \in \mathbb{R}$, there exists a unique polynomial $p(x) \in \mathbb{R}[x]$ of degree at most $n$ that satisfies the following conditions:
p(\alpha_i) = \beta_i \quad \forall \, i = 0, 1, \dots, n
This result demonstrates a direct relationship between the degree of a polynomial and the number of data points necessary for its unique determination. Specifically, a polynomial of degree at most $n$ is uniquely specified by $n+1$ distinct interpolation nodes. The process of constructing such a polynomial is known as polynomial interpolation. Several explicit methods are available for this purpose, with the Lagrange interpolation formula being the most classical approach.

Degree of a polynomial and its geometric interpretation
The degree of a polynomial directly influences the shape of its graph in the Cartesian plane, determining the overall behaviour and geometry of the curve. A first-degree polynomial, also referred to as a linear polynomial, produces a graph that is a straight line of the form:
y = mx + q
In this equation, $m$ represents the slope (also known as the angular coefficient), and $q$ denotes the y-intercept. For example, the equation $y = 2x + 1$ defines a specific straight line. The graph shows the equation of the line $y = 2x + 1$.
In the equation of a straight line, the slope $m$ corresponds to the derivative when the line is tangent to the graph of a function at a given point. In general, the derivative of a function at a point gives the slope of the tangent line at that point.


Second-degree polynomials, also known as quadratic polynomials, have a graph that corresponds to a parabola of the form:
y = ax^2 + bx + c
$a$ determines the concavity of the parabola, $b$ and $c$ jointly determine
the position of the vertex, and $c$ represents the y-intercept. The graph shows the equation of the parabola $y = x^2 + 4x - 4.$ In this case, the parabola opens upward since the coefficient of $x^2$ is positive.

Third-degree polynomials, also known as cubic polynomials, have a graph that corresponds to a cubic curve of the form:  
y = ax^3 + bx^2 + cx + d
where $a$ determines the overall shape and orientation of the curve, $b$ and $c$ influence the curvature and inflection points, and $d$ represents the y-intercept.

End behavior of polynomial
The end behavior of a polynomial is determined exclusively by its leading term, that is, the term of highest degree $a_n x^n$. As $|x|$ approaches infinity, all lower-degree terms become asymptotically negligible compared to the growth imposed by the power $x^n$.
Consequently, the description of the polynomial’s behavior for $x \to -\infty$ and $x \to +\infty$ reduces to analyzing the interplay between the parity of the degree $n$ and the sign of the leading coefficient $a_n$.
	When the degree is even, the function $x^n$ is non-negative for all real values of $x$, and the end behavior is therefore symmetric: the polynomial diverges to $+\infty$ if $a_n > 0$ and to $-\infty$ if $a_n < 0$.

	When the degree is odd, the power $x^n$ changes sign with $x$, yielding a non-symmetric configuration in which the two ends of the graph point in opposite directions.


	Degree $n$	$a_n$	$x \to -\infty$	$x \to +\infty$	Direction	End orientation
	even	$>0$	$+\infty$	$+\infty$	same	$\nwarrow$ $\nearrow$
	even	$<0$	$-\infty$	$-\infty$	same	$\swarrow$ $\searrow$
	odd	$>0$	$-\infty$	$+\infty$	opposite	$\swarrow$ $\nearrow$
	odd	$<0$	$+\infty$	$-\infty$	opposite	$\nwarrow$  $\searrow$

In all cases, the leading term fully determines the polynomial’s asymptotic behavior, while the contribution of the remaining terms diminishes progressively as $|x|$ increases.


To clarify the concept further, let us consider the case in the third row with the following polynomial:
x^3 + 5x^2 + 5x + 1
In this case the polynomial exhibits the characteristic end behavior of a cubic function with a positive leading coefficient. As $x$ moves toward $-\infty$, the term of highest degree dominates and forces the graph to decrease without bound, causing the curve to descend on the left side. Conversely, as $x$ approaches $+\infty$, the leading term becomes increasingly positive and drives the entire expression upward, making the graph rise indefinitely on the right side.
	Degree $n$	$a_n$	$x \to -\infty$	$x \to +\infty$	Direction	End orientation
	odd	$>0$	$-\infty$	$+\infty$	opposite	$\swarrow$ $\nearrow$

This behavior produces the familiar down–to–up orientation characteristic of all odd-degree polynomials with a positive leading coefficient. Understanding a polynomial’s end behavior directly from its algebraic structure is especially valuable when studying the overall behavior of functions. By focusing on the leading term $a_n x^n$, one can predict how the graph evolves as $x \to +\infty$ or $x \to -\infty$, since the rapid growth of $x^n$ dominates and makes all lower-degree contributions negligible. In many cases, identifying the degree of the polynomial and the sign of its leading coefficient already provides a clear, immediate indication of the global shape of the function.

Monomials, binomials, trinomials
A monomial is a polynomial expression comprising only one term, a constant, a single variable, or a combination of constants and variables raised to non-negative integer powers. For instance, $3x^2$ and $-5y$ are both monomials.
A binomial is a polynomial expression consisting of two terms: constants, variables, or the product of constants and variables raised to non-negative integer powers. For example, $3x + 7$ and $-2y^2 + 5y$ are both binomials.
A trinomial is a polynomial expression consisting of three terms, which can also be constants, variables, or the product of constants and variables raised to non-negative integer powers. For instance, $x^2-2x + 4$ and $3y^3 + 2y^2- y$ are both trinomials.

Sum or difference of two polynomials
The sum or difference of two polynomials of the same degree results in a polynomial of the same degree, or of lower degree if the terms of highest degree cancel out. For example, if we have two polynomials of degree $n$, say $P(x)$ and $Q(x)$, then their sum or difference, denoted by $P(x) ± Q(x)$, is also a polynomial of degree $\leq n$.
The sum or difference of the two polynomials is obtained by adding or subtracting the corresponding coefficients of the like terms.
\begin{align*}
P(x) + Q(x) &= (ax^n + bx^{n-1} + \ldots + z) + (px^n + qx^{n-1} + \ldots + w) \\[0.6em]
&= (a+p)x^n + (b+q)x^{n-1} + \ldots + (z+w) \\[0.6em]
P(x)-Q(x) &= (ax^n + bx^{n-1} + \ldots + z) - (px^n + qx^{n-1} + \ldots + w) \\[0.6em]
&= (a-p)x^n + (b-q)x^{n-1} + \ldots + (z-w)
\end{align*}

Example 1
Given two polynomial $P(x)$ and $Q(x)$, calculate the sum $P(x)$ + $Q(x)$:
P(x) = x^2 + 3x-1
Q(x) = 2x^2-x + 5
Their sum is given by:
\[ P(x) + Q(x) = \left( x^2 + 3x-1 \right) + (2x^2-x + 5) \]

Removing the parentheses and collecting terms of equal degree we obtain:
\begin{align}
P(x) + Q(x) &= x^2 + 3x - 1 + 2x^2 - x + 5 \\[0.5em]
&= (x^2 + 2x^2) + (3x - x) + (-1 + 5) \\[0.5em]
&= 3x^2 + 2x + 4
\end{align}
The result of the two polynomials $P(x) + Q(x)$ is expressed as:
3x^2 + 2x + 4

Example 2
Consider two polynomials $P(x)$ and $Q(x)$ of degree $n$. As established above, their sum or difference is a polynomial of degree at most $n$. The following example illustrates the case in which the degree strictly decreases.
P(x) = 2x^2+3x-1
Q(x) = 2x^2-x+5
The difference $P(x)-Q(x)$ is:
P(x)-Q(x) = \left( 2x^2+3x-1 \right)-\left( 2x^2-x+5 \right)
Expanding and collecting terms of equal degree:
\begin{align*}
P(x)-Q(x) &= 2x^2+3x-1-2x^2+x-5 \\[0.5em]
&= (2x^2-2x^2)+(3x+x)+(-1-5) \\[0.5em]
&= 4x-6
\end{align*}
The leading terms of degree $n=2$ cancel exactly, reducing the result to a polynomial of degree $n-1=1$. This confirms that the degree of a sum or difference can be strictly less than the degree of the summands.


How to divide two polynomials
Dividing two polynomials is a more complex process compared to their addition or subtraction. Given two polynomials $P(x)$ and $D(x)$, it is always possible to determine two polynomials $Q(x)$ and $R(x)$ such that:
P(x) = Q(x) D(x) + R(x)
	$Q(x)$ is the quotient of the division.  
	$R(x)$ is the remainder.  
	The degree of $R(x)$ is strictly less than the degree of $D(x)$

This result is known as the polynomial division algorithm, or polynomial long division. It provides a systematic procedure for dividing any polynomial by a nonzero polynomial of lower or equal degree, guaranteeing that the remainder is either zero or of strictly lower degree than the divisor.


When the division between two polynomials is expressed as a reduced quotient (without explicitly showing the remainder), we obtain a rational function defined as:
R(x) = \frac{P(x)}{Q(x)}
where $P(x)$ and $Q(x)$ are polynomials and $Q(x) \ne 0$.
In this context, it is worth exploring rational equations and rational inequalities, which involve expressions where both the numerator and the denominator are polynomials.


Factoring polynomials
A number $\alpha$ is said to be a root of the polynomial $P(x)$ if $P(\alpha) = 0$. The root $\alpha$ is called integer, rational, real, or complex depending on whether $\alpha$ is an integer, a rational number, a real number, or a complex number.

The existence of roots over $\mathbb{C}$ is guaranteed by the Fundamental Theorem of Algebra, which states that every non-constant polynomial with complex coefficients has at least one complex root. As a consequence, any polynomial of degree $n$ over $\mathbb{C}$ factors into exactly $n$ linear factors, counted with multiplicity. Over $\mathbb{R}$, the situation is more nuanced: real roots may not always exist, and irreducible quadratic factors with no real roots may appear in the factorization.
Under the assumption that all roots are known, any polynomial $P(x)$ with $P(0) \ne 0$ admits a factored representation in terms of its roots:
P(x) = P(0) \prod_{\rho} \left(1 - \frac{x}{\rho} \right)
where the product runs over all roots $\rho$ of the polynomial, real or complex, counted with multiplicity. This representation expresses the polynomial entirely in terms of the values at which it vanishes, and makes the role of each root explicit in the structure of the expression.

The manipulation of polynomials, together with a thorough understanding of their structural properties, underlies a wide range of techniques in algebra and analysis. The following topics extend the material covered in this page and are recommended as natural continuations.
	Notable products
	AC method
	Completing the square
	The Synthetic Division Method


Polynomial Equations
A polynomial equation is an equation of the form:
a_{n}x^{n}+a_{n-1}x^{n-1}+\dotsb +a_{2}x^{2}+a_{1}x+a_{0} = 0
Polynomial equations are classified according to the degree of the leading term. Depending on their degree, they are referred to as linear (degree 1), quadratic (degree 2), cubic (degree 3), or of higher degree when $n > 3$.

Polynomial functions
A polynomial function is a function of the form:
y = a_{n}x^{n}+a_{n-1}x^{n-1}+\dotsb +a_{2}x^{2}+a_{1}x+a_{0}
Let $p(x)$ and $q(x)$ be two polynomials. If the two polynomial functions are equal for every value of $x$, that is:
p(x) = q(x) \quad \text{for all } x
then the two polynomials are exactly the same, meaning they have the same coefficients. This is known as the identity principle of polynomials.

Polynomial functions possess several notable analytical properties.
	Their domain is the entire real line $\mathbb{R}$, and they are continuous and smooth at every point, with no discontinuities, singularities, cusps, or corners.
	As a consequence of their global regularity, polynomial functions do not admit asymptotes of any kind.
	Regarding symmetry, an odd polynomial function has an inflection point at the origin $(0,0)$, while an even polynomial function attains a local maximum or minimum at $x = 0$.
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Definition
Let $p(x)$ be a polynomial with coefficients in a field $\mathbb{F}$, typically $\mathbb{R}$ or $\mathbb{C}$. A root, or zero, of $p$ is any element $r \in \mathbb{F}$ such that:
p(r) = 0
Given a polynomial of the form:
p(x) = a_n x^n + a_{n-1} x^{n-1} + \cdots + a_1 x + a_0
with $a_n \neq 0$, the element $r$ is a root precisely when the substitution $x = r$ produces the value $p(r) = a_n r^n + a_{n-1} r^{n-1} + \cdots + a_1 r + a_0 = 0$. The terms root and zero are used interchangeably.
For a polynomial $p : \mathbb{R} \to \mathbb{R}$, the real roots are the $x$-intercepts of its graph. The multiplicity of a root affects the graph locally. At a simple root, of multiplicity one, the graph crosses the $x$-axis cleanly and is not tangent to it.
For a root of even multiplicity, the graph touches the $x$-axis but does not cross it. Since $(x - r)^m \geq 0$ for even $m$, the polynomial does not change sign at $r$, and the graph bounces back to the same side of the axis.
For roots of odd multiplicity greater than one, that is $m \geq 3$, the graph crosses the axis but appears flatter at the intercept. The flattening becomes more pronounced as the multiplicity increases, giving the curve an inflexion-like appearance.

These properties follow from the local factorization:
p(x) = (x - r)^m q(x)
with $q(r) \neq 0$. Since $q$ is continuous and nonzero at $r$, it maintains a constant sign in some neighborhood of $r$, so the sign of $p(x)$ near $r$ is determined entirely by the factor $(x - r)^m$.
	When $m$ is odd, $(x - r)^m$ changes sign as $x$ passes through $r$, so $p$ crosses the axis.
	When $m$ is even, $(x - r)^m \geq 0$ on both sides of $r$, so $p$ does not change sign and the graph returns to the same side of the axis.

A nonzero polynomial of degree $n$ over any field has at most $n$ roots, counted with multiplicity. This property follows from the fact that a polynomial of degree $n$ cannot be divisible by more than $n$ linear factors.
Two distinct polynomials of degree at most $n$ cannot agree at more than $n$ points. If $p(x) - q(x)$ has degree at most $n$ and vanishes at $n + 1$ points, then $p \equiv q$.


Multiplicity of a root
The notion of multiplicity refines the definition of a root by quantifying how many times a given value is a root. Let $p(x)$ be a polynomial with coefficients in a field $\mathbb{F}$, and let $r \in \mathbb{F}$ be a root of $p(x)$. The multiplicity of $r$ is the largest positive integer $m$ such that $(x - r)^m$ divides $p(x)$ in $\mathbb{F}[x]$, while $(x - r)^{m+1}$ does not. Equivalently, $p(x)$ admits the factorization:
p(x) = (x - r)^m q(x)
with $q(r) \neq 0$. The polynomial $q(x)$ collects all the remaining factors of $p(x)$, and the condition $q(r) \neq 0$ guarantees that the exponent $m$ cannot be increased.
A root of multiplicity one is called a simple root. A root of multiplicity two or more is called a multiple root, with specific names attached to the lowest cases: a root of multiplicity two is a double root, a root of multiplicity three is a triple root. The sum of the multiplicities of all the roots of a polynomial of degree $n$ cannot exceed $n$. When equality holds, the polynomial decomposes completely into linear factors over $\mathbb{F}$:
p(x) = a_n (x - r_1)^{m_1} (x - r_2)^{m_2} \cdots (x - r_k)^{m_k}
with $m_1 + m_2 + \cdots + m_k = n$. Over the field of complex numbers, the fundamental theorem of algebra ensures that this complete decomposition always exists.
The multiplicity admits a differential characterization in terms of the derivatives of $p(x)$. The element $r$ is a root of multiplicity $m$ of $p(x)$ if and only if:
p(r) = p'(r) = p''(r) = \cdots = p^{(m-1)}(r) = 0
and
p^{(m)}(r) \neq 0
This criterion provides a constructive method for determining the multiplicity of a known root: successive derivatives of $p(x)$ are evaluated at $r$ until the first nonzero value is obtained, and the order of that derivative coincides with the multiplicity.
The differential characterization explains the graphical behaviour described above. At a simple root, the polynomial vanishes but its derivative does not, so the graph crosses the $x$-axis with nonzero slope. At a root of multiplicity $m \geq 2$, the first $m-1$ derivatives also vanish at $r$, and the graph becomes increasingly flat at the intercept as $m$ grows.


Rational root theorem
Given a polynomial with integer coefficients:
p(x) = a_n x^n + \cdots + a_0 \in \mathbb{Z}[x]
the rational root theorem identifies a finite set of candidates for rational roots. If $r = s/q$ in lowest terms, with $s, q \in \mathbb{Z}$ and $q > 0$, is a root of $p(x)$, then necessarily $s \mid a_0$ and $q \mid a_n$.
The theorem reduces the search for rational roots to a finite collection of fractions, each of which can be verified by direct substitution or synthetic division.

The fundamental theorem of algebra
In the field of complex numbers $\mathbb{C}$, every non-constant polynomial has at least one root. Applying the factor theorem repeatedly, any polynomial of degree $n \geq 1$ decomposes completely into linear factors over $\mathbb{C}$:
p(x) = a_n (x - r_1)^{m_1}(x - r_2)^{m_2} \cdots (x - r_k)^{m_k}
where $m_1 + m_2 + \cdots + m_k = n$. Counting roots with their multiplicities, a degree-$n$ polynomial has exactly $n$ roots in $\mathbb{C}$. This property characterizes $\mathbb{C}$ as an algebraically closed field. Over $\mathbb{R}$, the complex roots of a real polynomial occur in conjugate pairs. If $r = \alpha + \beta i$ with $\beta \neq 0$ is a root of $p \in \mathbb{R}[x]$, then $\bar{r} = \alpha - \beta i$ is also a root, and the two factors combine into an irreducible quadratic over $\mathbb{R}$:
(x - r)(x - \bar{r}) = x^2 - 2\alpha x + (\alpha^2 + \beta^2)
Every real polynomial of odd degree therefore has at least one real root. The factored form also establishes a direct relationship between roots and coefficients. Expanding the product:
a_n(x - r_1)(x - r_2)\cdots(x - r_n)
and comparing with the standard form:
a_n x^n + a_{n-1}x^{n-1} + \cdots + a_0
yields Vieta's formulas, which express each coefficient as an elementary symmetric polynomial in the roots. In particular:
r_1 + r_2 + \cdots + r_n = \frac{-a_{n-1}}{a_n}
r_1 r_2 \cdots r_n = \frac{(-1)^n a_0}{a_n}
The quadratic case is treated in detail in the page on trinomials.

Finding roots: an overview of methods
For polynomials of degree 1 and 2, exact formulas are elementary. A linear polynomial $ax + b$ has the unique root $x = -b/a$. For a quadratic $ax^2 + bx + c$, the roots are given by the quadratic formula:
x = \frac{-b \pm \sqrt{b^2 - 4ac}}{2a}
The quantity $\Delta = b^2 - 4ac$ is the discriminant.
	If $\Delta > 0$, the polynomial has two distinct real roots.
	If $\Delta = 0$, it has one real root of multiplicity 2.
	If $\Delta < 0$, it has two complex conjugate roots.

Closed-form solutions also exist for degree 3 (Cardano's formula) and degree 4 (Ferrari's method), though they are considerably more involved. For higher degrees, the problem requires more advanced techniques.


The roots of a polynomial are precisely the solutions to the corresponding polynomial equation $p(x) = 0$, and the methods outlined above apply directly to both settings.
An important application of polynomial roots occurs in partial fraction decomposition, where a rational function $P(x)/Q(x)$ is expressed as a sum of simpler terms. The structure of these terms is determined by the roots and multiplicities of the denominator $Q(x)$. Simple roots of $Q(x)$ correspond to distinct linear factors, whereas repeated roots result in sequences of terms with increasing order.
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Introduction
The synthetic division (or Ruffini's rule) is a method for dividing a polynomial by a binomial of the form $(x - a)$. It is widely used to factorize polynomials and to simplify the resolution of equations of degree higher than two, especially when these cannot be reduced to quadratic equations, monomials, or standard trinomials. When $a$ is a root of a polynomial $P(x)$ of degree $n$ and the binomial $(x - r)$ is a factor of $P(x)$ we can write:
P(x) = (x - r)\, Q(x)
where $Q(x)$ is a polynomial of degree $n - 1$.

Synthetic division is useful for two reasons:
	The method provides a simple way to divide by $(x - r)$, making the factorization of a polynomial almost immediate once a root has been identified.

	Since each step lowers the degree of the polynomial, higher-degree equations become easier to deal with, and other roots or factors often show up along the way.


Although this method is often used in conjunction with the rational root theorem, it is not the only available technique. Depending on how the expression is built, other tools, like special products or factoring methods such as the AC method, can sometimes get you to the factorization more easily or directly.

Rational root theorem
The rational root theorem is used to find the rational roots of a polynomial with integer coefficients, when they exist. Consider a polynomial of the form:
P(x) = a_{n}x^{n} + a_{n-1}x^{n-1} + \dotsb + a_{1}x + a_{0}
where the coefficients $a_n, a_{n-1}, \dotsc, a_0 \in \mathbb{Z}$ and $a_n \neq 0$. The rational root theorem states that if $P(x)$ admits a rational root, then that root can always be written as:
r = \frac{p}{q}
where $p$ and $q$ are coprime integers, $p$ is a divisor of the constant term $a_0$ and $q$ is a divisor of the leading coefficient $a_n$. Both positive and negative divisors are admitted, since the sign of $r$ depends on the signs of $p$ and $q$. In this way it is possible to reduce the search for rational solutions to a finite list of possible candidates, obtained by combining the divisors of $a_0$ with those of $a_n$.
Two integers are coprime when their greatest common divisor is $1$. It means they share no factor other than $1$.


Statement of the method
To illustrate how the method works, consider a polynomial $P(x)$ of degree $n$ with real coefficients:
P(x) = a_{n}x^{n} + a_{n-1}x^{n-1} + \dotsb + a_{1}x + a_{0}
Dividing $P(x)$ by a binomial of the form $(x - r)$, with $r$ real, the result can be written as:
P(x) = (x - r)\, Q(x) + R
$Q(x)$, the quotient, is a polynomial of degree $n - 1$. $R$ is the remainder (a real constant) and, by the remainder theorem, coincides with the value of $P(r)$. Moreover, if $r$ is a root of $P(x)$, the remainder is zero and $(x - r)$ becomes a factor of the polynomial.
The procedure as a whole is fairly mechanical and follows these steps:
	Write down the coefficients of $P(x)$ starting from the highest degree, and remember to put a zero whenever a power of $x$ is missing.
	Place the candidate root $r$ to the left of the row of coefficients.
	Bring down the leading coefficient $a_n$ to the bottom row, where it becomes the leading coefficient of $Q(x)$.
	Multiply the value just written in the bottom row by $r$, and add the result to the next coefficient in the top row. Write the sum in the bottom row.
	Repeat the previous step for each coefficient, moving from left to right.
	The last value in the bottom row is the remainder $R$. The preceding values are the coefficients of $Q(x)$, arranged in order of decreasing degree.

After $n$ iterations the procedure stops, and you have both the quotient and the remainder. If $R = 0$, then $P(x) = (x - r)\, Q(x)$, and you can apply the same procedure to $Q(x)$ to find more roots.
Synthetic division is equivalent to polynomial long division by $(x - r)$ but it works only on the coefficients and skips rewriting the variable at each step. However, the choice of $r$ is not guaranteed to produce a factor: if $R \neq 0$, then $r$ is not a root of $P(x)$, and $(x - r)$ is not a factor of the polynomial.


Example
Let us examine a concrete example. Consider the polynomial:
P(x) = x^3 - 6x^2 + 11x - 6
We want to identify its rational roots using the rational root theorem. According to the theorem, any rational root must have the form:
r = \frac{p}{q}
where $p$ divides the constant term $a_0 = -6$ and $q$ divides the leading coefficient $a_3 = 1$. Since the only divisors of $1$ are $\pm 1$, the set of possible rational roots is:
r \in \{\, \pm 1,\ \pm 2,\ \pm 3,\ \pm 6 \,\}
To determine which of these candidates is an actual root, we evaluate $P(x)$ at each value. Testing $x = 1$:
\begin{align}
P(1) &= 1^3 - 6 \cdot 1^2 + 11 \cdot 1 - 6 \\[6pt]
     &= 1 - 6 + 11 - 6 \\[6pt]
     &= 0
\end{align}
Since $P(1) = 0$, we conclude that $x = 1$ is a root of the polynomial, and we can therefore apply synthetic division to divide $P(x)$ by $(x - 1)$.
We begin by setting up the table. In the top row we insert the coefficients of $P(x)$ in order of decreasing degree. If a coefficient of a certain degree were missing, we would write $0$ in its place. To the left we place the value of the root, which is $1$. The bottom row is initially empty and will be filled during the procedure.
\begin{array}{c|cccc}
  & 1 & -6 & 11 & -6 \\[4pt]
1 &   &    &    &    \\[4pt]
\hline
  &   &    &    &
\end{array}
We bring down the leading coefficient unchanged, placing it as the first entry of the bottom row.
\begin{array}{c|cccc}
  & 1 & -6 & 11 & -6 \\[4pt]
1 &   &    &    &    \\[4pt]
\hline
  & 1 &    &    &
\end{array}
Multiply the root by the value just written in the bottom row, and place the product in the middle row above the next coefficient.
\begin{array}{c|cccc}
  & 1 & -6 & 11 & -6 \\[4pt]
1 &   &  1 &    &    \\[4pt]
\hline
  & 1 &    &    &
\end{array}
Sum the coefficient in the top row with the product in the middle row, and write the result in the bottom row.
\begin{array}{c|cccc}
  & 1 & -6 & 11 & -6 \\[4pt]
1 &   &  1 &    &    \\[4pt]
\hline
  & 1 & -5 &    &
\end{array}
Multiply the root by the new value in the bottom row, and place the product above the next coefficient.
\begin{array}{c|cccc}
  & 1 & -6 & 11 & -6 \\[4pt]
1 &   &  1 & -5 &    \\[4pt]
\hline
  & 1 & -5 &    &
\end{array}
Sum the coefficient with the product, and write the result in the bottom row.
\begin{array}{c|cccc}
  & 1 & -6 & 11 & -6 \\[4pt]
1 &   &  1 & -5 &    \\[4pt]
\hline
  & 1 & -5 &  6 &
\end{array}
Repeat the multiplication for the last column.
\begin{array}{c|cccc}
  & 1 & -6 & 11 & -6 \\[4pt]
1 &   &  1 & -5 &  6 \\[4pt]
\hline
  & 1 & -5 &  6 &
\end{array}
Finally, sum the last coefficient with the product to obtain the remainder.
\begin{array}{c|cccc}
  & 1 & -6 & 11 & -6 \\[4pt]
1 &   &  1 & -5 &  6 \\[4pt]
\hline
  & 1 & -5 &  6 &  0
\end{array}
The last entry of the bottom row is the remainder of the division, and in this case it is zero. This confirms that $x = 1$ is a root of $P(x)$ and that $(x - 1)$ is a factor of the polynomial. The preceding entries of the bottom row are the coefficients of the quotient $Q(x)$, arranged in order of decreasing degree. Since the original polynomial has degree three, the quotient has degree two, and we obtain:
Q(x) = x^2 - 5x + 6
The polynomial can therefore be written as:
P(x) = (x - 1)(x^2 - 5x + 6)
The quadratic factor can be further decomposed by elementary techniques. The two numbers whose product is $6$ and whose sum is $-5$ are $-2$ and $-3$, so we can write:
x^2 - 5x + 6 = (x - 2)(x - 3)
Substituting this factorization into the previous expression, the polynomial $P(x)$ admits the complete factorization $P(x) = (x - 1)(x - 2)(x - 3)$, and its three roots are $1$, $2$ and $3$.
If the remainder is not zero, the value tested is not a root of the polynomial. In that case, the procedure must be repeated with a different candidate from the list provided by the rational root theorem.


Limitations
In its usual form, the method applies to polynomials with real coefficients and linear divisors of the form $(x - r)$ where $r \in \mathbb{R}$. It also has some limitations.
The first is that if the divisor has the form $x - (a + bi)$, the method cannot be applied directly, because the procedure only handles real numbers and not complex ones.
The second limitation is that dividing by $(x - r)$ provides you with only one quotient and one remainder. Therefore, in order to completely factor a polynomial of degree $n$, one must repeat the process multiple times.
Advancing through the iterations requires knowing a valid root, which makes finding the roots impractical for high-degree polynomials.
The rational root theorem makes the search easier for polynomials with integer coefficients, because it reduces it to a finite number of candidates. But it does not help when the remaining roots are irrational or complex.


A practical case where the method cannot be applied
Suppose we want to divide the polynomial $P(x)$ by the binomial $D(x)$:
P(x) = x^3 - 3x^2 + 4x - 4
D(x) = x - (1 + i)
As mentioned earlier, synthetic division only works with polynomials that have real coefficients and divisors of the form $x - r$ with $r \in \mathbb{R}$. In this example the divisor has the form $x - r$, but the value $r = 1 + i$ is a complex number rather than a real one, and for the reason explained above the synthetic division table cannot be used to carry out the division.
Consider now the case when $1 + i$ is a root of the polynomial, evaluating $P(x)$ at this value we obtain:
\begin{align}
P(1 + i) &= (1 + i)^3 - 3(1 + i)^2 + 4(1 + i) - 4 \\[6pt]
&= (-2 + 2i) - 6i + (4 + 4i) - 4 \\[6pt]
&= -2
\end{align}
The nonzero result demonstrates that $1 + i$ is not a root of $P(x)$. Although division by $x - (1 + i)$ is a valid operation, standard synthetic division is not applicable. Instead, polynomial long division must be used, as it is a general method that imposes no restrictions on the type of coefficients.
The roots of $P(x) = x^3 - 3x^2 + 4x - 4$ are the real root $x = 2$ and the complex conjugate pair $x = \frac{1 \pm i\sqrt{7}}{2}$. The real root can be identified by inspection or by applying the rational root theorem. The remaining two roots are obtained from the quadratic factor that results after performing synthetic division with the real root.


Computational insight
Why is synthetic division so useful in practice? It comes down to how it compares with the alternatives in terms of cost.
Synthetic division consists of a sequence of operations, each requiring a constant amount of work, and for this reason its complexity is linear, $O(n)$, where $n$ is the degree of the polynomial. The cost increases proportionally with the number of coefficients, making division by $(x - r)$ efficient even for polynomials of high degree.
Polynomial long division has a higher complexity of $O(n^2)$. At each step you multiply and subtract polynomials of decreasing degree, and the total effort grows quadratically. Long division works with any kind of divisor, but when the divisor is linear, like $(x - r)$, synthetic division gives you the same result at a much lower cost.
Polynomial factorization is harder. For polynomials with integer coefficients, no polynomial-time algorithm is currently known, and in practice the process combines several techniques, like testing candidate roots. In this case synthetic division plays a key role: once a root is found, it removes the corresponding factor and leaves a simpler polynomial.
The expressions $O(n)$ and $O(n^2)$ use Big-O notation, the standard way of describing how the number of operations of an algorithm scales with the size of the input.
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Source: algebrica.org — CC BY-NC 4.0
https://algebrica.org/trinomials/
Definition
A trinomial is defined as a polynomial consisting of exactly three non-zero, pairwise distinct terms. More generally, within a commutative ring with unity, a trinomial in the indeterminate $x$ is any expression of the form:
a_n x^n + a_m x^m + a_k x^k
n > m > k \geq 0
The coefficients $a_n, a_m, a_k$ are non-zero elements of the ring. When the underlying ring is $\mathbb{R}$, the coefficients are real numbers and the degree of the trinomial is $n$.
A ring is a set equipped with addition and multiplication satisfying the standard algebraic axioms: associativity, distributivity, and the existence of an additive identity and inverses. A commutative ring with unity additionally requires commutativity of multiplication and a multiplicative identity. Typical examples are $\mathbb{Z}$, $\mathbb{R}$, and $\mathbb{C}.$


The quadratic trinomial in one variable, which has degree two, is the most frequently studied case and takes the following canonical form where $a, b, c \in \mathbb{R}$ and $a \neq 0$:
ax^2 + bx + c \tag{1}
The requirement $a \neq 0$ is essential because, if omitted, the leading term vanishes and the expression ceases to be quadratic. The coefficient $a$ is referred to as the leading coefficient, $b$ as the linear coefficient, and $c$ as the constant term.
Not every polynomial with three terms is of the form (1). For example, expressions such as $x^3 + 2x + 1$, $x^4 - x^2 + 3$, and $x^2 y + xy^2 - 1$ are all trinomials, each representing a distinct class. The subsequent discussion primarily addresses the quadratic case, with a dedicated section for higher-degree trinomials that can be reduced to this form through substitution.

The quadratic trinomial (1) defines the quadratic function $f(x) = ax^2 + bx + c$, whose graph is a parabola. The vertex form indicates that the vertex of the parabola is located at
\left( -\frac{b}{2a}, \, -\frac{\Delta}{4a} \right)
The parabola opens upward if $a > 0$ and downward if $a < 0$.
The number of intersections with the $x$-axis corresponds to the number of distinct real roots. The sign of $\Delta$ provides a geometric interpretation: $\Delta > 0$ indicates two $x$-intercepts, $\Delta = 0$ indicates tangency to the $x$-axis, and $\Delta < 0$ indicates no real intersection.

Classification of trinomials
Trinomials are classified according to two primary criteria: degree and number of variables. With respect to degree, the simplest non-trivial trinomials in one variable are quadratic trinomials (degree 2). Cubic trinomials, such as $x^3 + px + q$, are significant in the theory of cubic equations, while degree-four trinomials arise in the study of biquadratic equations.
In the case of two variables, trinomials of the form $ax^2 + bxy + cy^2$ represent homogeneous quadratic forms. Homogeneous trinomials deserve a brief mention: a trinomial $ax^n + bx^{n-1}y + cy^{n-2}$ is not homogeneous unless all three terms share the same total degree. The trinomial $x^2 + xy + y^2$, for instance, is homogeneous of degree 2, while $x^2 + xy + y$ is not.

The discriminant
The algebraic properties of the quadratic trinomial $ax^2 + bx + c$ are determined by a single quantity known as the discriminant, defined as follows:
\Delta = b^2 - 4ac \tag{2}
The discriminant determines the nature of the roots of the quadratic equation $ax^2 + bx + c = 0$ and, consequently, the factorisation structure of the trinomial over the real numbers $\mathbb{R}$ and the complex numbers $\mathbb{C}$. Three distinct cases arise based on the value of the discriminant.
If $\Delta > 0$, the trinomial possesses two distinct real roots, $x_1$ and $x_2$, which are given by the quadratic formula:
x_{1,2} = \frac{-b \pm \sqrt{\Delta}}{2a} \tag{3}
If $\Delta = 0$, the two roots coincide, resulting in a single value $x_0 = -b/(2a)$, referred to as a repeated root or a root of multiplicity two.
If $\Delta < 0$, the trinomial has no real roots and is irreducible over $\mathbb{R}$, as it cannot be expressed as a product of two linear factors with real coefficients. However, over the complex numbers $\mathbb{C}$, formula (3) remains valid, with $\sqrt{\Delta}$ interpreted as $i\sqrt{|\Delta|}$, resulting in a conjugate pair of complex roots.

If $\Delta \geq 0$, the trinomial in equation (1) can be completely factorised over the real numbers:
ax^2 + bx + c = a(x - x_1)(x - x_2) \tag{4}
$x_1$ and $x_2$ denote the roots specified in equation (3). In the case of a repeated root, this factorisation simplifies to
ax^2 + bx + c = a(x - x_0)^2
The factorisation in equation (4) represents the product form of the trinomial. This form is fundamental for simplifying rational expressions, solving inequalities, and evaluating limits and integrals that involve quadratic denominators.

Vieta's formulas
An immediate consequence of equation (4) is that the roots satisfy the following relations, known as Vieta's formulas:
\begin{align}
x_1 + x_2 &= -\frac{b}{a} \\[6pt]
x_1 x_2 &= \frac{c}{a}
\end{align}
\tag{5}
These identities are derived by expanding $a(x-x_1)(x-x_2)$ and equating coefficients with $ax^2 + bx + c$. Vieta's formulas are particularly useful because they enable verification of a factorisation without explicitly computing the roots and underpin several factorisation techniques. For example, to factor $x^2 - 5x + 6$, it is necessary to identify two numbers whose sum is 5 and whose product is 6. We can use this simple scheme to find the numbers that satisfy our constraints.
\begin{array}{rrrr}
m & n & P & S \\\\ \hline
1 & 6 & 6 & 7 \\\\
-1 & -6 & 6 & -7 \\\\
2 & 3 & 6 & 5 \\\\
-2 & -3 & 6 & -5 \\\\
\end{array}
The pair $(2, 3)$ in row 3 satisfies both conditions, thus:
x^2 - 5x + 6 = (x - 2)(x - 3)
This mental arithmetic approach is effective whenever the roots are rational.


Example 1
Factor the trinomial $3x^2 - 7x + 2$. The first step is to compute the discriminant: $\Delta = (-7)^2 - 4 \cdot 3 \cdot 2 = 49 - 24 = 25 > 0$. Since $\Delta > 0$, the trinomial has two distinct real roots, which can be determined using the quadratic formula:
x_{1,2} = \frac{7 \pm \sqrt{25}}{6} = \frac{7 \pm 5}{6}
This calculation yields $x_1 = 12/6 = 2$ and $x_2 = 2/6 = 1/3$. The factorisation over $\mathbb{R}$ is therefore
\begin{align}
3x^2 - 7x + 2 &= 3\left(x - 2\right)\left(x - \tfrac{1}{3}\right) \\[6pt]
               &= (x-2)(3x-1)
\end{align}
As a consistency check, Vieta's formulas (5) require that $x_1 + x_2 = -b/a$ and $x_1 x_2 = c/a$. Indeed, $x_1 + x_2 = 2 + 1/3 = 7/3$ and $x_1 x_2 = 2 \cdot 1/3 = 2/3$, both in agreement with $-b/a = 7/3$ and $c/a = 2/3$.
The factorisation therefore yields:
(x-2)(3x-1)

Perfect square trinomials
A trinomial is defined as a perfect square if it can be expressed as the square of a binomial. The two fundamental identities are as follows:
(a + b)^2 = a^2 + 2ab + b^2
(a - b)^2 = a^2 - 2ab + b^2
To identify a perfect square trinomial, three conditions must be verified simultaneously: the first and last terms must be perfect squares (such as $a^2$ and $b^2$), and the middle term must be exactly $\pm 2ab$. If any of these conditions is not satisfied, the trinomial is not a perfect square.
For instance, $9x^2 - 12x + 4$ satisfies all conditions: $9x^2 = (3x)^2$, $4 = 2^2$, and $12x = 2 \cdot 3x \cdot 2$. Therefore
9x^2 - 12x + 4 = (3x - 2)^2
A frequent mistake is to assume that $x^2 + 4x + 8$ is a perfect square solely because the first term is a perfect square. This is incorrect, as $8 \neq (2)^2 = 4$. Calculating the discriminant confirms this: $\Delta = 16 - 32 = -16 < 0$ indicating that the trinomial is irreducible over $\mathbb{R}$.
A perfect square trinomial always has a discriminant $\Delta = 0$, as its two roots are identical. Conversely, any quadratic trinomial with $\Delta = 0$ is a perfect square.

For example, determine whether $4x^2 - 12x + 9$ is a perfect square and factor it. To verify, note that $4x^2 = (2x)^2$, $9 = 3^2$, and $12x = 2 \cdot 2x \cdot 3$. Since all three conditions are satisfied we have:
4x^2 - 12x + 9 = (2x - 3)^2
The discriminant $\Delta = 144 - 144 = 0$ confirms the presence of a repeated root at $x_0 = 3/2$.

Example 2
Determine whether the polynomial $x^2 + x + 1$ is reducible over $\mathbb{R}$, and identify its complex roots. The discriminant is $\Delta = 1 - 4 = -3 < 0$. Because $\Delta < 0$, the polynomial has no real roots and is irreducible over $\mathbb{R}$. It cannot be expressed as a product of two linear factors with real coefficients.
Over $\mathbb{C}$, the quadratic formula applies with $\sqrt{\Delta} = i\sqrt{3}$, resulting in a pair of complex conjugate roots:
x_{1,2} = \frac{-1 \pm i\sqrt{3}}{2}
These roots are primitive sixth roots of unity, as they satisfy $x^6 = 1$ but $x^k \neq 1$ for $k = 1, 2, 3, 4, 5$. The factorisation over $\mathbb{C}[x]$ is therefore given by
x^2 + x + 1 = \left(x - \frac{-1 + i\sqrt{3}}{2}\right)\left(x - \frac{-1 - i\sqrt{3}}{2}\right)
Thus, the trinomial is irreducible over $\mathbb{R}$, and its two complex roots are:
x_1 = \dfrac{-1 + i\sqrt{3}}{2} \quad x_2 = \dfrac{-1 - i\sqrt{3}}{2}

The method of completing the square
Completing the square is a technique used to rewrite any quadratic trinomial of the form $ax^2 + bx + c$ as an equivalent expression:
a(x - h)^2 + k
$h$ and $k$ are constants determined by the original coefficients. This form allows for direct identification of the vertex of the corresponding parabola and serves as a fundamental step in deriving the quadratic formula. For a comprehensive discussion, refer to the dedicated page on completing the square.

Trinomials reducible to quadratic form
Certain higher-degree trinomials may be reduced to quadratic form through an appropriate change of variable. Specifically, a trinomial of the form:
ax^{2n} + bx^n + c
$n \geq 2$ is a positive integer, becomes quadratic when the substitution $t = x^n$ is applied:
at^2 + bt + c
The roots $t_1, t_2$ of the resulting quadratic equation correspond to the roots of the original trinomial, which are obtained by solving $x^n = t_i$ for each $i$. The number and type of solutions depend on the value of $n$ and the sign of each $t_i$. When $n = 2$, the trinomial is referred to as a biquadratic trinomial. For example, consider
x^4 - 5x^2 + 4
Applying the substitution $t = x^2$ results in:
t^2 - 5t + 4 = (t-1)(t-4)
So $t = 1$ or $t = 4.$
Reverting to the original variable, $x^2 = 1$ yields $x = \pm 1$, and $x^2 = 4$ yields $x = \pm 2$. Thus, the complete factorisation over $\mathbb{R}$ is:
x^4 - 5x^2 + 4 = (x-1)(x+1)(x-2)(x+2)
If any value $t_i$ is negative and $n$ is even, the equation $x^n = t_i$ admits no real solutions. In this case, the corresponding factor is irreducible over $\mathbb{R}$ but splits over $\mathbb{C}$.
The trinomial $x^4 + x^2 + 1$ serves as a less straightforward example. Substituting $t = x^2$ yields $t^2 + t + 1$, which has discriminant $\Delta = 1 - 4 = -3 < 0$ and is therefore irreducible over $\mathbb{R}$. However, the original trinomial can be factored over $\mathbb{R}$ by alternative methods, as shown below:
\begin{align}
x^4 + x^2 + 1 &= (x^4 + 2x^2 + 1) - x^2 \\[6pt]
               &= (x^2+1)^2 - x^2 \\[6pt]
               &= (x^2 + x + 1)(x^2 - x + 1)
\end{align}
Each factor is a quadratic trinomial with a negative discriminant, so the factorisation cannot be further refined over $\mathbb{R}$.

Irreducibility and complex roots
A quadratic trinomial $ax^2 + bx + c$ with $\Delta < 0$ cannot be decomposed into linear factors over $\mathbb{R}$. Over $\mathbb{C}$, every quadratic polynomial can be factored completely. The roots form a conjugate pair:
x_{1,2} = \frac{-b \pm i\sqrt{|\Delta|}}{2a}
The corresponding factorisation is $a(x - x_1)(x - x_2)$, which holds in $\mathbb{C}[x]$. This result follows from the Fundamental Theorem of Algebra, which states that every non-constant polynomial over $\mathbb{C}$ can be factored completely into linear factors.
This irreducibility constitutes a property with significant implications in real analysis and integration theory. Specifically, integrals involving an irreducible quadratic in the denominator necessitate completing the square and substitution, rather than employing partial fractions with real linear factors.
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Introduction
Given a polynomial equation with assigned roots, the coefficients are not free parameters and are determined, up to a multiplicative constant, by the roots themselves. The identities that explicitly relate the roots to the coefficients are known as Vieta’s formulas. They provide one of the simplest examples of how symmetric relationships between the roots are reflected in the coefficients of a polynomial.
The formulas can be stated in two equivalent ways. 
	From the perspective of solving an equation, they give the sum, the product, and a hierarchy of intermediate symmetric expressions of the roots, all in terms of the coefficients. 
	From the perspective of constructing a polynomial, they describe how to assemble the coefficients once the roots are fixed.


Quadratic case
Consider the quadratic equation in standard form:
ax^2 + bx + c = 0, \qquad a \neq 0
If $x_1$ and $x_2$ denote its two roots in $\mathbb{C}$, counted with multiplicity, the polynomial admits the factorisation $a(x - x_1)(x - x_2)$. Expanding the product gives:
a(x - x_1)(x - x_2) = ax^2 - a(x_1 + x_2)\,x + a\,x_1 x_2
Equating the coefficients of $x^2$, $x$, and the constant term with those of $ax^2 + bx + c$ yields Vieta's formulas in the quadratic case:
x_1 + x_2 = -\frac{b}{a}, \qquad x_1 x_2 = \frac{c}{a}
These two identities encode all the information about the roots that can be read directly from the coefficients without solving the equation. They hold for every value of the discriminant, including the case in which the roots form a pair of complex conjugates.
The same identities can be derived from the quadratic formula by computing the sum and the product of the two expressions $\frac{-b + \sqrt{\Delta}}{2a}$ and $\frac{-b - \sqrt{\Delta}}{2a}$. The argument by factorisation is shorter and generalises to higher degrees with no modification.


General form
The same reasoning applies, with no essential change, to a polynomial of arbitrary degree. Let $p(x)$ be a polynomial of degree $n$ with leading coefficient $a_n \neq 0$:
p(x) = a_n x^n + a_{n-1} x^{n-1} + \cdots + a_1 x + a_0
By the fundamental theorem of algebra, $p(x)$ admits exactly $n$ roots in $\mathbb{C}$, counted with multiplicity. Denoting them $x_1, x_2, \ldots, x_n$, the polynomial factors as:
p(x) = a_n (x - x_1)(x - x_2) \cdots (x - x_n)
Expanding the product and collecting like terms produces a polynomial whose coefficients are themselves polynomial expressions in the roots. These expressions share two structural features: they are symmetric, in the sense that any permutation of the roots leaves them unchanged, and elementary, in the sense that each consists of a sum of products of distinct roots. They are the elementary symmetric polynomials.
For $k = 1, 2, \ldots, n$, the $k$-th elementary symmetric polynomial in the roots is defined as follows.
e_k(x_1, \ldots, x_n) = \sum_{1 \le i_1 < i_2 < \cdots < i_k \le n} x_{i_1} x_{i_2} \cdots x_{i_k}
In other words, $e_k$ is the sum of all distinct products of $k$ roots. The first and last instances are the most familiar:
e_1 = x_1 + x_2 + \cdots + x_n, \qquad e_n = x_1 x_2 \cdots x_n
With this notation, Vieta's formulas in their general form take the compact statement:
\frac{a_{n-k}}{a_n} = (-1)^k\, e_k(x_1, \ldots, x_n), \qquad k = 1, 2, \ldots, n
Two cases deserve to be singled out. The coefficient adjacent to the leading one corresponds to the negative of the sum of the roots:
\frac{a_{n-1}}{a_n} = -(x_1 + x_2 + \cdots + x_n)
The constant term encodes the product of the roots, with a sign that depends on the parity of the degree:
\frac{a_0}{a_n} = (-1)^n\, x_1 x_2 \cdots x_n
When the polynomial is monic, that is, when $a_n = 1$, the formulas simplify accordingly. The factor at the denominator disappears, and each coefficient $a_{n-k}$ coincides, up to the sign $(-1)^k$, with the corresponding elementary symmetric polynomial in the roots.


The cubic case
Specialising the general statement to degree three produces a useful intermediate case between the quadratic identities and the formal expression in arbitrary degree. Consider the cubic equation in standard form:
ax^3 + bx^2 + cx + d = 0, \qquad a \neq 0
Calling the roots $x_1$, $x_2$, $x_3$, Vieta's formulas read:
\begin{align}
x_1 + x_2 + x_3 &= -\frac{b}{a} \\[6pt]
x_1 x_2 + x_1 x_3 + x_2 x_3 &= \frac{c}{a} \\[6pt]
x_1 x_2 x_3 &= -\frac{d}{a}
\end{align}
The three identities correspond to the elementary symmetric polynomials $e_1$, $e_2$, and $e_3$. The middle one, often the least familiar, is the sum of all distinct pairwise products of the roots. The pattern of alternating signs, already visible in the quadratic case, is dictated by the formula $(-1)^k e_k = a_{n-k}/a_n$.

Example 1
Consider the quadratic equation:
x^2 - 5x + 6 = 0
Vieta's formulas demand that the two roots have sum equal to $5$ and product equal to $6$. Among the integer pairs whose product is $6$, namely $(1, 6)$, $(-1, -6)$, $(2, 3)$, and $(-2, -3)$, only the pair $(2, 3)$ also has the required sum. The polynomial therefore admits the factorisation:
x^2 - 5x + 6 = (x - 2)(x - 3)
The roots are $x_1 = 2$ and $x_2 = 3$. The procedure works whenever the roots are rational and small enough to be located by inspection. When this fails, the quadratic formula remains the general-purpose method.

Example 2
Consider the cubic equation:
x^3 - 6x^2 + 11x - 6 = 0
Suppose, by inspection or by trial, that its roots are $1$, $2$, and $3$. To confirm, we evaluate the elementary symmetric polynomials in these three values:
\begin{align}
e_1 &= 1 + 2 + 3 = 6 \\[6pt]
e_2 &= 1 \cdot 2 + 1 \cdot 3 + 2 \cdot 3 = 11 \\[6pt]
e_3 &= 1 \cdot 2 \cdot 3 = 6
\end{align}
The leading coefficient is $a = 1$, so Vieta's formulas read $-b = e_1$, $c = e_2$, and $-d = e_3$. Substituting the values from the equation gives $-(-6) = 6$, $11 = 11$, and $-(-6) = 6$, all in agreement. The factorisation is therefore:
x^3 - 6x^2 + 11x - 6 = (x - 1)(x - 2)(x - 3)

Constructing a polynomial from its roots
Vieta's formulas can be read in the opposite direction: given a list of numbers, the monic polynomial having precisely those numbers as roots is determined by their elementary symmetric polynomials. If $\alpha_1, \alpha_2, \ldots, \alpha_n$ are the assigned roots, the polynomial is:
p(x) = x^n - e_1\, x^{n-1} + e_2\, x^{n-2} - \cdots + (-1)^n e_n
As an illustration, suppose we want the monic polynomial whose roots are $2$, $-1$, and $3$. Computing the three elementary symmetric polynomials in these values:
\begin{align}
e_1 &= 2 + (-1) + 3 = 4 \\[6pt]
e_2 &= 2 \cdot (-1) + 2 \cdot 3 + (-1) \cdot 3 = 1 \\[6pt]
e_3 &= 2 \cdot (-1) \cdot 3 = -6
\end{align}
Substituting into the general formula yields:
p(x) = x^3 - 4x^2 + x + 6
The polynomial has the prescribed roots, as can be verified by direct substitution of $x = 2$, $x = -1$, and $x = 3$, each of which makes $p(x)$ vanish.

Applications
Vieta's formulas underpin a number of techniques that recur throughout elementary algebra and beyond. Three uses are worth recording.
The first is the verification of a candidate factorisation. Given a proposed pair of roots $x_1$ and $x_2$ for a quadratic with coefficients $a$, $b$, $c$, the conditions $x_1 + x_2 = -b/a$ and $x_1 x_2 = c/a$ provide a fast consistency check that requires no recomputation of the discriminant.
The second is the AC method for factoring quadratic trinomials. The conditions $mn = ac$ and $m + n = b$ imposed by that procedure are precisely Vieta's formulas applied to the rescaled polynomial $u^2 + bu + ac$, with $u = ax$. The dedicated entry develops the correspondence in detail.
The third arises in the study of the roots of unity, where the polynomial $z^n - 1$ has all its non-leading coefficients equal to zero except for the constant term. Vieta's formulas then state that the sum of the $n$-th roots of unity vanishes whenever $n \geq 2$, and that their product equals $(-1)^{n+1}$. Both results follow by inspection of the coefficients of $z^n - 1$.

Structural interpretation
Behind Vieta's formulas lies a more general phenomenon. The elementary symmetric polynomials $e_1, e_2, \ldots, e_n$ form a system of generators for the ring of symmetric polynomials in the variables $x_1, \ldots, x_n$: every polynomial expression in the roots that is invariant under permutation can be written, in a unique way, as a polynomial in the $e_k$. This statement is the fundamental theorem of symmetric polynomials.
Vieta's formulas record one half of this picture, expressing the coefficients of the polynomial in terms of the elementary symmetric polynomials. The other half consists of expressing other symmetric quantities of the roots, such as the power sums $x_1^p + x_2^p + \cdots + x_n^p$, in terms of the same $e_k$. These conversions are organised by Newton's identities. Together, the two results form the foundation on which more advanced developments rest, including the systematic study of how the roots of a polynomial transform under permutations, which eventually leads to the framework of Galois theory.
When the roots are not all distinct, Vieta's formulas remain valid provided that each root is listed in the elementary symmetric polynomials according to its multiplicity. A double root $x_0$, for instance, appears as $x_1 = x_2 = x_0$ in the list, and contributes accordingly to each $e_k$.
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Introduction
While the algebraic form $z = a + bi$ is the most familiar representation of complex numbers, an alternative and often more powerful way to express them is through their exponential form:
z = r e^{i\theta}
The quantities appearing in this expression have the following meaning:
	$r = |z| = \sqrt{a^2 + b^2}$ is the modulus, representing the distance of $z$ from the origin in the complex plane.

	$\theta = \arg(z)$ is the argument, the angle in radians between the positive real axis and the vector representing $z$.

	$r$ and $\theta$ retain their respective interpretations from the trigonometric representation of a complex number.


The point $P$ can be represented either in rectangular coordinates $(a, b)$ or in polar coordinates $(r, \theta)$. This duality highlights the connection between the algebraic and geometric perspectives of complex numbers.


The equation $z = r e^{i\theta}$ follows directly from Euler's formula:
e^{i\theta} = \cos\theta + i\sin\theta
This identity shows that the exponential representation is equivalent to the trigonometric form:
z = r(\cos\theta + i\sin\theta)
Euler's formula can be established by expanding $e^{ix}$, $\cos x$, and $\sin x$ as Taylor series and observing that the series for $e^{ix}$ splits naturally into real and imaginary parts:
e^{ix} = \sum_{n=0}^{\infty} \frac{(ix)^n}{n!} = \cos x + i\sin x
The formula involves Euler's number $e$, a fundamental constant in mathematics. To understand its origin, one may consult the topic Euler's number as the limit of a sequence, where it arises as the limit of a sequence. Geometrically, this corresponds to a reflection of $z$ across the real axis in the complex plane.


Given the complex number $z = a + bi$, its complex conjugate is defined as:
\overline{z} = a - bi
In exponential form, the conjugate of $z = r e^{i\theta}$ is obtained by negating the argument:
\overline{z} = r e^{-i\theta}

How to express a complex number in exponential form
Given a complex number $z = a + bi$, the conversion to exponential form proceeds as follows.
	Compute the modulus of $z$ according to the definition:

r = \sqrt{a^2 + b^2}
	Determine the argument $\theta$, that is, the angle that the vector representing $z$ forms with the positive real axis. When $a > 0$, one may use the formula:

\theta = \tan^{-1}\\!\left(\frac{b}{a}\right)
When $a \leq 0$, the quadrant of $z$ must be taken into account to select the correct value of $\theta$.
	Write $z$ in exponential form by applying Euler's formula:

z = r e^{i\theta}

The argument of a complex number is not uniquely determined: if $\theta$ is an argument of $z$, then so is $\theta + 2k\pi$ for any integer $k$. More precisely, one has:
z = r e^{i(\theta + 2k\pi)}
k \in \mathbb{Z}
The exponential representation is therefore not unique; it is defined modulo $2\pi$. To remove this ambiguity, one conventionally selects the principal argument, denoted $\text{Arg}(z)$, which satisfies:
-\pi < \text{Arg}(z) \leq \pi
Unless otherwise stated, the argument is understood to mean the principal argument.

Example 1
Consider the complex number $z = 2 + 3i$ and its conversion to exponential form. The modulus is computed by applying the definition directly. Since $a = 2$ and $b = 3$, one obtains:
\begin{align}
r = |z| &= \sqrt{a^2 + b^2} \\[6pt]
        &= \sqrt{2^2 + 3^2} \\[6pt]
        &= \sqrt{4 + 9} \\[6pt]
        &= \sqrt{13}
\end{align}
The argument $\theta$ is the angle that the vector representing $z$ forms with the positive real axis. Since $a = 2 > 0$, the number lies in the first quadrant and the arctangent formula applies without adjustment:
\theta = \tan^{-1}\\!\left(\frac{b}{a}\right) = \tan^{-1}\\!\left(\frac{3}{2}\right) \approx 0.98 \text{ rad}
Substituting $r = \sqrt{13}$ and $\theta \approx 0.98$ into the exponential form, the result is:
z = \sqrt{13}\, e^{\,i \cdot 0.98}

Example 2
Consider the complex number $z = -1 + i$ and its conversion to exponential form. The modulus is computed by applying the definition. Since $a = -1$ and $b = 1$, one obtains:
\begin{align}
r = |z| &= \sqrt{(-1)^2 + 1^2} \\[6pt]
        &= \sqrt{1 + 1} \\[6pt]
        &= \sqrt{2}
\end{align}
The argument requires more care. Since $a = -1 < 0$ and $b = 1 > 0$, the number lies in the second quadrant. The arctangent formula alone would give:
\tan^{-1}\!\left(\frac{b}{a}\right) = \tan^{-1}\\!\left(\frac{1}{-1}\right) = \tan^{-1}(-1) = -\frac{\pi}{4}
which corresponds to the fourth quadrant and is therefore incorrect. The correct argument is obtained by adding $\pi$:
\theta = -\frac{\pi}{4} + \pi = \frac{3\pi}{4}
Substituting $r = \sqrt{2}$ and $\theta = \dfrac{3\pi}{4}$ into the exponential form, the result is:
z = \sqrt{2}\, e^{\,i \frac{3\pi}{4}}

Properties of the exponential form
One of the principal advantages of the exponential form is the simplicity it confers on multiplication, division, and exponentiation of complex numbers. Given two complex numbers $z_1 = r_1 e^{i\theta_1}$ and $z_2 = r_2 e^{i\theta_2}$, their product is obtained by multiplying the moduli and adding the arguments:
z_1 z_2 = r_1 r_2\, e^{i(\theta_1 + \theta_2)}
As a concrete illustration, consider $z_1 = 2e^{i\pi/3}$ and $z_2 = 3e^{i\pi/6} .$ Their product is:
z_1 z_2 = 2 \cdot 3\, e^{i(\pi/3 + \pi/6)} = 6\, e^{i\pi/2}
The modulus of the product is $6$ and its argument is $\pi/2$, corresponding to the imaginary unit direction in the complex plane.

Similarly, provided $z_2 \neq 0$, the quotient is obtained by dividing the moduli and subtracting the arguments:
\frac{z_1}{z_2} = \frac{r_1}{r_2}\, e^{i(\theta_1 - \theta_2)}
Both operations correspond to simple geometric transformations in the complex plane: a dilation and a rotation. Integer powers are handled with equal efficiency. For any integer $n$, the rules of exponentiation give directly:
z^n = \left(r e^{i\theta}\right)^n = r^n e^{in\theta}
The modulus is raised to the $n$-th power and the argument is scaled by $n$. Applying Euler's formula to $e^{in\theta}$, this is equivalent to De Moivre's Theorem:
(\cos\theta + i\sin\theta)^n = \cos(n\theta) + i\sin(n\theta)
As an illustration, squaring $z = re^{i\theta}$ gives:
z^2 = r^2 e^{i2\theta}
The resulting complex number has modulus $r^2$ and argument $2\theta$. Ggeometrically, the vector is stretched by a factor of $r^2$ and rotated to twice its original angle.

Roots in exponential form
The exponential form provides a natural framework for computing the $n$-th roots of a complex number. Given $z = re^{i\theta}$, the solutions of the equation $w^n = z$ are exactly $n$ distinct complex numbers, given by:
w_k = \sqrt[n]{r}\, e^{i(\theta + 2k\pi)/n}
k = 0, 1, \ldots, n-1
The modulus of each root is $\sqrt[n]{r}$, while the arguments are equally spaced by $2\pi/n$. Geometrically, the $n$ roots correspond to the vertices of a regular polygon inscribed in a circle of radius $\sqrt[n]{r}$ in the complex plane.

As an illustration, consider the cube roots of $z = 8$. Writing $z = 8e^{i \cdot 0}$, one has $r = 8$ and $\theta = 0$, so the three roots are:
w_k = \sqrt[3]{8}\, e^{i \cdot 2k\pi/3} = 2\, e^{i \cdot 2k\pi/3}
k = 0, 1, 2
Explicitly we have:
\begin{align}
w_0 &= 2e^{i \cdot 0} = 2 \\[6pt]
w_1 &= 2e^{i \cdot 2\pi/3} = 2\\!\left(-\frac{1}{2} + i\frac{\sqrt{3}}{2}\right) = -1 + i\sqrt{3} \\[6pt]
w_2 &= 2e^{i \cdot 4\pi/3} = 2\\!\left(-\frac{1}{2} - i\frac{\sqrt{3}}{2}\right) = -1 - i\sqrt{3}
\end{align}
The three roots have equal modulus $2$ and are separated by angles of $2\pi/3$, forming the vertices of an equilateral triangle inscribed in a circle of radius $2$ centered at the origin.
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Definition
The algebraic form $z = a + bi$ represents a complex number through its real and imaginary components directly. Every nonzero complex number can also be described by two geometric quantities, its distance from the origin and its angular position in the complex plane. This leads to the trigonometric form of a complex number:
z = r (\cos\theta + i\sin\theta)
	$r = |z| = \sqrt{a^2 + b^2}$ is the modulus, representing the distance of $z$ from the origin in the complex plane.
	$\theta = \arg(z)$ is the argument, the angle in radians between the positive real axis and the vector representing $z$.

Since the point $z = (a, b)$ lies in the complex plane at distance $r$ from the origin, and $\theta$ is the angle it forms with the positive real axis, the real and imaginary components can be expressed through the definitions of sine and cosine in a right triangle. The projections onto the two axes are the following.
\overline{OA} = \overline{OP} \cdot \cos(\theta) = r \cos(\theta)
\overline{OB} = \overline{OP} \cdot \sin(\theta) = r \sin(\theta)
That is, $a = r\cos(\theta)$ and $b = r\sin(\theta)$. Substituting these into the algebraic form of a complex number yields its trigonometric representation.
\begin{align}
z = (a, b) &= a + ib \\[6pt]
           &= r \cos(\theta) + i r \sin(\theta) \\[6pt]
           &= r [\cos(\theta) + i \sin(\theta)] \\[6pt]
\end{align}

The complex conjugate $\bar{z}$ of a complex number $z$ in trigonometric form is obtained by replacing $\theta$ with $-\theta$, which corresponds geometrically to reflecting $z$ across the real axis. Since cosine is an even function and sine is odd, the result takes the following form.
\bar{z} = r (\cos\theta - i\sin\theta)
See also how to express a complex number in its exponential form.


Operations
Given two complex numbers in trigonometric form:
z_1 = r_1 [\cos(\theta_1) + i \sin(\theta_1)]
z_2 = r_2 [\cos(\theta_2) + i \sin(\theta_2)]
their product is another complex number whose modulus is the product of the moduli and whose argument is the sum of the arguments. The multiplication formula is the following.
z_1 z_2 = r_1 r_2 [\cos(\theta_1 + \theta_2) + i \sin(\theta_1 + \theta_2)]
Geometrically, multiplying two complex numbers corresponds to scaling their distances from the origin by the product of their moduli and rotating the result by the sum of their arguments, combining a dilation and a rotation in a single operation.
This interpretation extends naturally to integer powers through De Moivre's theorem.


The quotient of two complex numbers in trigonometric form, defined for $z_2 \neq 0$, follows a symmetric rule: the modulus of the result is the ratio of the moduli, and the argument is the difference of the arguments.
\frac{z_1}{z_2} = \frac{r_1}{r_2} \left[ \cos(\theta_1 - \theta_2) + i\sin(\theta_1 - \theta_2) \right]

Addition does not admit a comparably compact formula. The most direct approach is to convert both numbers to algebraic form, add their real and imaginary parts separately, and then convert the result back to trigonometric form if needed. The real and imaginary parts of the sum are the following.
x = r_1\cos\theta_1 + r_2\cos\theta_2
y = r_1\sin\theta_1 + r_2\sin\theta_2
The sum $z_1 + z_2$ is then expressed in algebraic form as $x + iy$. To recover the trigonometric form, one computes the modulus and the argument of the result. The modulus is given by the following.
r = \sqrt{x^2 + y^2}
The argument requires attention to the quadrant of the point $(x, y)$ in the complex plane. When $x > 0$, one has the following.
\theta = \arctan\\!\left(\frac{y}{x}\right)
When $x < 0$, a correction of $\pm\pi$ must be applied depending on the sign of $y$, and when $x = 0$ the argument is $\pm\pi/2$ according to the sign of $y$.

Modulus and argument
The modulus $r$ of a complex number represents its distance from the origin in the complex plane. It is computed via the Pythagorean theorem applied to the real and imaginary components, and its value is always non-negative.
r = |z| = \sqrt{a^2 + b^2} \geq 0
Since the modulus measures a geometric length, it cannot be negative. When $r = 0$, the only complex number satisfying this condition is $z = 0$, which corresponds to the origin of the complex plane. In that case, there is no directional component and the argument $\theta$ is undefined. For every nonzero complex number, the modulus is strictly positive, that is, $r > 0$.

The argument $\theta$ of a complex number describes its angular position in the complex plane, measured in radians from the positive real axis. Unlike the modulus, which is uniquely determined, the argument is not unique: two angles that differ by an integer multiple of $2\pi$ describe the same direction, and therefore the same complex number. More precisely, for any $k \in \mathbb{Z}$, the angles $\theta$ and $\theta + 2k\pi$ correspond to the same point in the complex plane. This is often written in the following compact form:
\arg(z) = \theta + 2k\pi, \quad k \in \mathbb{Z}
To obtain a unique representative, one typically selects the principal argument, denoted $\text{Arg}(z),$ which is the value of $\theta$ lying in the interval below.
-\pi < \theta \leq \pi
In this convention, angles are measured counterclockwise from the positive real axis, with negative values corresponding to directions below it. An alternative convention, common in engineering and applied mathematics, restricts the argument to the interval below.
0 \leq \theta < 2\pi
In this case all arguments are taken as non-negative. Both conventions are equally valid; the choice depends on the context. Regardless of the convention adopted, the argument of $z = 0$ remains undefined, since the origin carries no directional information.

How to express a complex number in trigonometric form
	Given a complex number $z = a + bi$, compute its modulus using the following formula.

r = \sqrt{a^2 + b^2}
	Determine the argument $\theta$ by identifying the quadrant of the point $(a, b)$ in the complex plane. When $a > 0$, the argument is given by the following.

\theta = \arctan\\!\left(\frac{b}{a}\right)
  When $a < 0$, a correction of $\pm\pi$ must be added depending on the sign of $b$. When $a = 0$ the argument is $\pi/2$ if $b > 0$ and $-\pi/2$ if $b < 0$.
	Substitute $r$ and $\theta$ into the trigonometric form.

z = r (\cos \theta + i \sin \theta)

Example
Consider the complex number $z = 1 + i$ and its conversion to trigonometric form. The modulus is computed by applying the definition directly. Since $a = 1$ and $b = 1$, one obtains the following:
r = \sqrt{a^2 + b^2} = \sqrt{1^2 + 1^2} = \sqrt{2}
To determine the argument, observe that the point $(1, 1)$ lies in the first quadrant of the complex plane, where both components are positive. Since $a > 0$, the argument is given by the arctangent of the ratio $b/a$. Substituting the values yields the following:
\theta = \arctan\\!\left(\frac{b}{a}\right) = \arctan\\!\left(\frac{1}{1}\right) = \arctan(1) = \frac{\pi}{4}
This result is consistent with the geometry of the situation: the complex number $1 + i$ lies along the bisector of the first quadrant, which forms an angle of $\pi/4$ radians with the positive real axis.
Substituting $r = \sqrt{2}$ and $\theta = \dfrac{\pi}{4}$ into the trigonometric form gives the final result.
The complex number $1 + i$ in its trigonometric form is:
z = \sqrt{2} \left(\cos\frac{\pi}{4} + i\sin\frac{\pi}{4} \right)
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Introduction
Complex numbers arise to overcome the limitations of the set of real numbers $\mathbb{R}$, particularly the impossibility of taking even-indexed roots of negative numbers. One major consequence of this restriction is the inability to determine the solutions of a quadratic equation with a negative discriminant.
In the set of real numbers $\mathbb{R}$, it is impossible to find a number whose square is $-1$, since the square of any real number is always non-negative. Consequently, solving the equation $p(x) = x^2 + 1 = 0$ has no solutions in $\mathbb{R}$. Indeed, this would lead to $x^2 = -1$, which is never satisfied in the set of real numbers $\mathbb{R}$.
Starting from this very equation, we introduce the symbol $i$, known as the imaginary unit, which is defined by the property:
i^2 = -1
In this way, the equation $x^2 + 1 = 0$ has two distinct complex roots, given by $\pm i$.

Construction of the complex numbers
The introduction of complex numbers is sometimes treated as a matter of convenient notation, as though the symbol $i$ were simply declared to satisfy $i^2 = -1$ and the matter were settled.This approach leaves an important question unanswered: does such an object actually exist, and if so, in what mathematical sense? The answer requires a short excursion into the construction of $\mathbb{C}$ from the real numbers.
The starting point is the Cartesian product $\mathbb{R}^2$, the set of all ordered pairs of real numbers. Each element of this set is a pair of the form $(a, b)$ with $a, b \in \mathbb{R}$. This set is the familiar Euclidean plane but here we want to equip it with an algebraic structure that makes it a field. To do so, addition and multiplication must be defined on $\mathbb{R}^2$.
Addition is defined componentwise. Given two pairs $(a, b)$ and $(c, d)$, their sum is the following:
(a,\, b) + (c,\, d) \;=\; (a + c,\; b + d)
This is the natural extension of vector addition in the plane and presents no difficulty.

Multiplication is more subtle, and it is precisely here that the algebraic structure of the complex numbers diverges from that of $\mathbb{R}^2$ viewed merely as a vector space. The product of two pairs is defined as follows.
(a,\, b) \cdot (c,\, d) \;=\; (ac - bd,\; ad + bc)
This rule is not arbitrary. It is the unique multiplication that turns $\mathbb{R}^2$ into a field extending $\mathbb{R}$, as will become apparent once the connection with the standard algebraic notation is made explicit. The set $\mathbb{R}^2$ equipped with these two operations is denoted $\mathbb{C}$ and its elements are called complex numbers.
The real numbers embed into $\mathbb{C}$ through the identification $a \mapsto (a, 0)$. One can verify directly that this map preserves both addition and multiplication, so $\mathbb{R}$ sits inside $\mathbb{C}$ as a subfield in a precise algebraic sense. The element $(0, 1)$, which has no counterpart in this embedded copy of $\mathbb{R}$, plays a distinguished role. Computing its square according to the multiplication rule gives the following result.
(0,\, 1) \cdot (0,\, 1) \;=\; (0 \cdot 0 - 1 \cdot 1,\; 0 \cdot 1 + 1 \cdot 0) \;=\; (-1,\; 0)
Under the identification above, the pair $(-1, 0)$ corresponds to the real number $-1$. In other words, the element $(0, 1)$ of $\mathbb{C}$ satisfies exactly the relation that the symbol $i$ is traditionally required to satisfy. This element is called the imaginary unit and is denoted $i$, so that by definition $i = (0, 1)$ and consequently $i^2 = -1$. The property $i^2 = -1$ is therefore not a postulate imposed on an undefined symbol: it is a theorem that follows from the multiplication rule on $\mathbb{R}^2$.
With this notation established, every complex number $(a, b)$ can be decomposed as a combination of the two basis elements $(1, 0)$ and $(0, 1)$, which correspond to $1$ and $i$ respectively. The decomposition takes the familiar form $a + bi$, since the following chain of equalities holds.
\begin{align}
(a,\, b) &= (a,\, 0) + (0,\, b) \\[6pt]
&= a\cdot(1,\, 0) + b\cdot(0,\, 1) \\[6pt]
&= a + bi
\end{align}
The notation $z = a + bi$ is thus a compact encoding of the ordered pair $(a, b)$, with $a$ called the real part and $b$ the imaginary part of $z$. These are written as $\mathrm{Re}(z) = a$ and $\mathrm{Im}(z) = b$. Note that the imaginary part is the real number $b$, not the quantity $bi$.

It remains to verify that the algebraic properties expected of a field actually hold. The verification is mechanical but worth summarising. Under addition, $\mathbb{C}$ forms an abelian group: commutativity and associativity are inherited directly from $\mathbb{R}$, the additive identity is $(0, 0)$, and the additive inverse of $(a, b)$ is $(-a, -b)$.
Multiplication is also commutative and associative, as can be confirmed by direct computation, and the multiplicative identity is $(1, 0)$. The distributive law holds. The only property requiring genuine attention is the existence of multiplicative inverses for nonzero elements. Given $(a, b) \neq (0, 0)$, one checks that its multiplicative inverse is the following pair.
(a,\, b)^{-1} \;=\; \left(\frac{a}{a^2 + b^2},\; \frac{-b}{a^2 + b^2}\right)
The denominator $a^2 + b^2$ is strictly positive when $(a, b) \neq (0, 0)$, which ensures the formula is well defined for every nonzero complex number. The conclusion is that $\mathbb{C}$, as constructed, is a field. Moreover, since $\mathbb{R}$ embeds into it as a subfield, $\mathbb{C}$ is an extension field of $\mathbb{R}$. This is the precise mathematical sense in which the complex numbers extend the real number system.
One may also observe that, as a vector space over $\mathbb{R}$, the field $\mathbb{C}$ has dimension two, with basis $\{1, i\}$. This two-dimensionality is what makes the geometric interpretation in the complex plane so natural: the real and imaginary parts of a complex number serve as coordinates with respect to this basis.
The construction just described also generalises: replacing $\mathbb{R}$ with an arbitrary field $F$ and seeking an extension in which a chosen irreducible polynomial has a root leads to the broader theory of field extensions, of which $\mathbb{C} \cong \mathbb{R}[x]/(x^2 + 1)$ is the simplest and most important example.

Definition
A complex number $z$ is a number of the form $z = a + bi$, where $a$ and $b$ are real numbers. The set of complex numbers is denoted by $\mathbb{C}$ and is formally defined as follows.
\mathbb{C} := \{ z = a + ib \mid a, b \in \mathbb{R}\}
Let $z$ be any complex number. The quantity $a$ is referred to as the real part of $z$ and is denoted by $\mathrm{Re}(z)$, while $b$ is called the imaginary part of $z$ and is denoted by $\mathrm{Im}(z)$:
z = a + ib \quad \rightarrow \quad
\begin{cases}
\mathrm{Re}(z) = a \\[0.6em]
\mathrm{Im}(z) = b \\\\
\end{cases}
	The representation $z = a + ib$ is called the algebraic form of a complex number. As established in the construction above, the complex number $a + bi$ is the ordered pair $(a, b) \in \mathbb{R} \times \mathbb{R}$, and the set $\mathbb{C}$ coincides with the Cartesian product $\mathbb{R} \times \mathbb{R}$ equipped with the operations defined there.
	The complex number $z = 2 + 3i$ has a real part of $2$ and an imaginary part of $3$.
	Numbers of the form $z = ib$ are called purely imaginary numbers.


While the algebraic form is the most familiar representation of complex numbers, an alternative and often more powerful way to express them is through their polar trigonometric form:
z = r (\cos\theta + i\sin\theta)
Another representation is the exponential form:
z = r e^{i\theta}

Complex plane
Due to the structure of the set $\mathbb{C}$ as a Cartesian product, complex numbers can be represented geometrically in the complex plane (also known as the Gaussian or Argand plane), where the real part corresponds to the $x$-coordinate and the imaginary part corresponds to the $y$-coordinate. Thus, the complex number:
z = x + iy
can be represented as the point $(x, y)$ in the plane, which is known as the Gaussian plane (or complex plane).
A purely imaginary number is represented by the ordered pair $i = (0,1)$.

Conjugate and modulus
Given the complex number $z = a + bi$, the conjugate of $z$ is defined as the complex number:
\overline{z} = a - bi
$\overline{z}$ is represented in the complex plane by the point symmetric to $z$ with respect to the $x$-axis.
Given the complex number $z = a + bi$, the modulus of $z$ is defined as:  
|z| = \sqrt{a^2 + b^2}
It represents the distance from the origin to the point $(a, b)$ in the complex plane. This definition is directly derived from the Pythagorean theorem, since the modulus corresponds to the hypotenuse of a right triangle with legs of lengths $|a|$ and $|b|$:
|z|^2 = a^2 + b^2

Example
Let’s consider the complex number $z = 3 + 2i$. Using the modulus formula, we substitute $a = 3$ and $b = 2$:
|z| = \sqrt{3^2 + 2^2} = \sqrt{9 + 4} = \sqrt{13}
Thus, the modulus of $z = 3 + 2i$ is:
|z| = \sqrt{13} \approx 3.61
This value represents the distance of $z$ from the origin in the complex plane for the complex number $3 + 2i$.


Argument
The argument of a complex number $z = a + bi$ is the angle $\theta$ formed between the positive real axis and the segment connecting the origin to the point $(a, b)$ in the complex plane. It is measured in radians, counterclockwise from the positive real axis, and is denoted by $\arg(z)$.
The argument is not uniquely determined: any two angles differing by an integer multiple of $2\pi$ describe the same geometric direction. To resolve this ambiguity, one typically works with the principal argument, denoted $\mathrm{Arg}(z)$, which is the unique value of $\theta$ satisfying the following condition.
-\pi < \mathrm{Arg}(z) \leq \pi
Computing the argument requires care, because the naive formula $\theta = \arctan(b/a)$ is insufficient: the arctangent function returns values only in the interval $(-\pi/2,\, \pi/2)$, which covers only the right half of the complex plane and fails entirely when $a = 0$. The correct determination of $\theta$ depends on the quadrant in which $(a, b)$ lies, and must be handled case by case.
When $a > 0$, the point lies in the right half-plane and the principal argument is given by the arctangent.
\mathrm{Arg}(z) = \arctan\\!\left(\frac{b}{a}\right)
When $a < 0$ and $b \geq 0$, the point lies in the second quadrant, and a correction of $\pi$ must be added to bring the angle into the correct range.
\mathrm{Arg}(z) = \arctan\\!\left(\frac{b}{a}\right) + \pi
When $a < 0$ and $b < 0$, the point lies in the third quadrant, and the correction is $-\pi$.
\mathrm{Arg}(z) = \arctan\\!\left(\frac{b}{a}\right) - \pi
When $a = 0$, the point lies on the imaginary axis and the arctangent is undefined. In this case the argument is determined directly from the sign of $b$: if $b > 0$ then $\mathrm{Arg}(z) = \pi/2$, and if $b < 0$ then $\mathrm{Arg}(z) = -\pi/2$. The case $z = 0$ is excluded, since the argument of the origin is undefined.

As an illustration, consider the complex number $z = -1 + i$. Its real part is negative and its imaginary part is positive, so the point lies in the second quadrant. Applying the arctangent to the ratio $b/a = 1/(-1) = -1$ gives $\arctan(-1) = -\pi/4$, which falls in the fourth quadrant and is therefore incorrect. Since $a < 0$ and $b \geq 0$, the correction of $+\pi$ must be applied, yielding the following.
\mathrm{Arg}(z) = -\frac{\pi}{4} + \pi = \frac{3\pi}{4}
This value is consistent with the geometric position of $z = -1 + i$: the point lies at equal distances from both axes in the second quadrant, forming an angle of $135°$ with the positive real axis.

Properties of $\mathbb{C}$
The sum and product of complex numbers satisfy the associative, commutative, and distributive properties, just like the set of real numbers.
Associative property for sum and product. When adding or multiplying complex numbers, the way in which the numbers are grouped does not affect the result.
(z_1 + z_2) + z_3 = z_1 + (z_2 + z_3)
(z_1 \cdot z_2) \cdot z_3 = z_1 \cdot (z_2 \cdot z_3)
Commutative property. The order in which two complex numbers are added or multiplied does not change the result.
z_1 + z_2 = z_2 + z_1
z_1 \cdot z_2 = z_2 \cdot z_1
Distributive property. Multiplying a number by a sum gives the same result as multiplying each addend individually and then adding the products.
z_1 \cdot (z_2 + z_3) = z_1 \cdot z_2 + z_1 \cdot z_3

The complex number $0 + 0i$ is the additive identity in $\mathbb{C}$, since for every complex number $z = a + bi$, we have:
\begin{align}
z + (0 + 0i) &= (a + bi) + (0 + 0i) \\[6pt]
&= (a + 0) + (b + 0)i \\[6pt]
&= a + bi \\[6pt]
&= z
\end{align}
The complex number $1 + 0i$ is the multiplicative identity in $\mathbb{C}$, since for every complex number $z = a + bi$, we have:
\begin{align}
z \cdot (1 + 0i) &= (a + bi) \cdot (1 + 0i) \\[6pt]
&= a \cdot 1 + a \cdot 0i + bi \cdot 1 + bi \cdot 0i \\[6pt]
&= a + bi \\[6pt]
&= z
\end{align}

The opposite of $a + bi$ is the complex number:
-(a + bi) = -a - bi
The reciprocal of a nonzero complex number $z = a + bi$ is the complex number:
\frac{1}{z} = \frac{a}{a^2 + b^2} - \frac{b}{a^2 + b^2} i
Complex numbers of the form $z = a + 0i$, where the imaginary part is zero, are precisely the real numbers.
The set of complex numbers $\mathbb{C}$ cannot be ordered in a way that is compatible with addition and multiplication. If there existed a total order $\leq$ on $\mathbb{C}$, we should be able to compare $i$ with $0$. There are two possible cases:  
	If $i > 0$, then multiplying both sides by $i$ gives $i^2 = -1 > 0$, which is a contradiction.  
	If $i < 0$, multiplying both sides by $i$ again leads to the same contradiction: $-1 > 0$.
Since neither case is valid, no total order on $\mathbb{C}$ can be defined.
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Motivation for De Moivre’s Theorem
Suppose we want to compute the power of a complex number $z \in \mathbb{C}$. The most straightforward approach is to start from its algebraic form and expand the expression directly. For example, given $z = a + ib$ we may want to calculate its square. We have:
\begin{align}
z^2 &= (a + ib)^2 \\[0.5em]
&= a^2 + i2ab - b^2
\end{align}
While this method is valid, as the exponent increases beyond three, the calculations become increasingly tedious and impractical. Expanding higher powers algebraically yields lengthy expressions and more terms, reducing the practicality of this approach. In these situations, De Moivre's Theorem provides a more efficient and elegant solution.

De Moivre's theorem and exponential notation for complex numbers
De Moivre's theorem provides a method for computing powers and roots of complex numbers, whether written in trigonometric or exponential form. Consider a complex number $z$ raised to an integer power $n \in \mathbb{Z}$. That is,
z^n \quad n \in \mathbb{Z}
Rewrite the number $z$ in trigonometric form:
z = r(\cos\theta + i\sin\theta)
For any integer $n$, the power $z^n$ can be computed by raising the modulus to the $n$-th power and multiplying the angle by $n$. The result is a new complex number in polar form. We have:
z^n = r^n \left(\cos(n\theta) + i\sin(n\theta)\right)
This identity holds for all integers $n$, including negative ones. When $n$ is a rational number $n = p/q$, the formula still applies but yields one of the $q$ distinct roots; the full set of roots requires considering all values of the argument of the form $\theta + 2k\pi$ for $k = 0, 1, \dots, q-1$.

Now rewrite the complex number $z$ using Euler's identity, in exponential form:
e^{i\theta} = \cos\theta + i\sin\theta
We obtain:
z = re^{i\theta}
This formulation allows us to interpret complex numbers in a way that's deeply aligned with the structure of exponentiation. It also turns De Moivre's Theorem into something almost automatic. When we raise $z$ to an integer power, we simply apply the usual exponent laws:
z^n = (re^{i\theta})^n = r^n e^{in\theta}
There's no algebra to expand, no trigonometric identities to manipulate. The modulus is raised to the power $n$, and the argument is multiplied by $n$.

A proof by induction
De Moivre's Theorem states that for any integer $n$ and any complex number $z = r(\cos\theta + i\sin\theta)$:
z^n = r^n\bigl(\cos(n\theta) + i\sin(n\theta)\bigr)
The formula can be established by induction on $n$. The argument has two parts:
	Verifying the base case.
	Showing that validity at step $n$ forces validity at step $n + 1$.


For the base case, setting $n = 1$ reduces the formula to $z = r(\cos\theta + i\sin\theta)$, which is the trigonometric form of $z$ by definition. For the inductive step, suppose the formula holds for some integer $n \geq 1$:
z^n = r^n\bigl(\cos(n\theta) + i\sin(n\theta)\bigr)
Multiplying both sides by $z = r(\cos\theta + i\sin\theta)$ and expanding the product we obtain:
z^{n+1} = r^{n+1}\Bigl[\bigl(\cos(n\theta)\cos\theta - \sin(n\theta)\sin\theta\bigr) + i\bigl(\sin(n\theta)\cos\theta + \cos(n\theta)\sin\theta\bigr)\Bigr]
The two expressions in brackets are the addition formulas for cosine and sine respectively and applying them yields:
z^{n+1} = r^{n+1}\bigl(\cos\bigl((n+1)\theta\bigr) + i\sin\bigl((n+1)\theta\bigr)\bigr)
The identity holds at step $n + 1$, which completes the induction.

Example 1
For example, squaring the complex number $z = re^{i\theta}$ gives:
z^2 = (re^{i\theta})^2 = r^2 e^{i2\theta}
The result is a new complex number whose modulus is $r^2$ and whose argument is $2\theta.$ In geometric terms, this means the vector is stretched by a factor of $r^2$ and rotated to double its original angle.

Example 2
Let’s try to compute $z^4$ for the complex number $z = 2 + 2i$.
First, we determine the modulus of $z$:
|z| = \sqrt{2^2 + 2^2} = \sqrt{8} = 2\sqrt{2}
The modulus of a complex number represents its distance from the origin in the complex plane. It is calculated using the Pythagorean theorem.


Next, we determine the argument of $z$:
\theta = \arg(z) = \arctan\left(\frac{2}{2}\right) = \frac{\pi}{4}
The argument of a complex number is the angle it makes with the positive real axis, measured counterclockwise. In this case, since both the real and imaginary parts are equal, the angle is exactly $45^\circ$, or $\frac{\pi}{4}$ radians.


We can now express $z$ in exponential form:
z = 2\sqrt{2} \cdot e^{i\frac{\pi}{4}}
This compact form makes it much easier to raise $z$ to a power, since we can apply the rules of exponents directly. Applying De Moivre’s Theorem, we compute:
z^4 = (2\sqrt{2})^4 \cdot e^{i \cdot 4 \cdot \frac{\pi}{4}} = (2\sqrt{2})^4 \cdot e^{i\pi}
Let’s simplify:
(2\sqrt{2})^4 = (2^1 \cdot 2^{1/2})^4 = 2^6 = 64

Since $e^{i\pi} = -1$ we find:
z^4 = 64 \cdot (-1) = -64
The same result can also be obtained by expanding the expression algebraically.

So the fourth power of $z = 2 + 2i$ is the real number $-64$.

Deriving trigonometric identities
One of the most practical applications of De Moivre's Theorem is the derivation of explicit formulas for sine and cosine, in particular for $\cos(n\theta)$ and $\sin(n\theta)$ in terms of powers of $\cos\theta$ and $\sin\theta$. The idea is straightforward: expand the left-hand side of the theorem using the binomial formula, then separate real and imaginary parts.
For $n = 3$, the theorem gives:
(\cos\theta + i\sin\theta)^3 = \cos(3\theta) + i\sin(3\theta)
Expanding the left-hand side with the binomial formula:
(\cos\theta + i\sin\theta)^3 = \cos^3\theta + 3i\cos^2\theta\sin\theta + 3i^2\cos\theta\sin^2\theta + i^3\sin^3\theta
Using $i^2 = -1$ and $i^3 = -i$:
= \bigl(\cos^3\theta - 3\cos\theta\sin^2\theta\bigr) + i\bigl(3\cos^2\theta\sin\theta - \sin^3\theta\bigr)
Equating real and imaginary parts with the right-hand side:
\cos(3\theta) = \cos^3\theta - 3\cos\theta\sin^2\theta
\sin(3\theta) = 3\cos^2\theta\sin\theta - \sin^3\theta
These are the triple angle formulas for cosine and sine. Both follow directly from a single application of the binomial expansion, with no need for repeated use of addition formulas or any other intermediate result. The same procedure extends to any integer $n$: the binomial expansion of $(\cos\theta + i\sin\theta)^n$ always yields $\cos(n\theta)$ as its real part and $\sin(n\theta)$ as its imaginary part.

Finding complex roots with De Moivre's theorem
De Moivre's Theorem isn't just useful for powers. It also gives us a clean and elegant way to find the roots of a complex number. Suppose we want to solve:
z^n = w
where $w \in \mathbb{C}$. This means we're looking for all the complex numbers $z$ such that raising them to the $n$-th power gives $w$. First, we write $w$ in exponential form. Since the argument of a complex number is defined up to multiples of $2\pi$, we write:
w = r e^{i(\theta + 2k\pi)}, \quad k \in \mathbb{Z}
Applying De Moivre's Theorem to $z^n = w$ and taking the $n$-th root of both sides, we obtain the general formula for the $n$-th roots:
z_k = \sqrt[n]{r} \cdot e^{i\left(\frac{\theta + 2k\pi}{n}\right)}, \quad \text{for } k = 0, 1, \dots, n - 1
This gives all the $n$ distinct complex roots. They lie on a circle of radius $\sqrt[n]{r}$, equally spaced by an angle of $\dfrac{2\pi}{n}$. This means the roots are arranged like the vertices of a regular polygon with $n$ sides inscribed in a circle of radius $\sqrt[n]{r}$. In the case of cube roots, we get three points on a circle, each separated by an angle of $\dfrac{2\pi}{3}$, forming an equilateral triangle in the complex plane.

Example 3
Let's find all the complex solutions to the equation:
z^3 = 1
At first glance, it seems obvious that $z = 1$ is a solution. But since we're working in the complex plane, we know there are three cube roots in total, equally spaced around the unit circle.
Since the argument of a complex number is defined up to multiples of $2\pi$, we write $1$ in exponential form as:
1 = e^{i \cdot 2k\pi}, \quad k \in \mathbb{Z}
Applying the general root formula with $r = 1$ and $\theta = 0$, we obtain:
z_k = \sqrt[3]{1} \cdot e^{i\left(\frac{0 + 2k\pi}{3}\right)} = e^{i \cdot \frac{2k\pi}{3}}, \quad \text{for } k = 0, 1, 2
Let's now evaluate the three roots explicitly.
For $k = 0$:
z_0 = e^{i \cdot 0} = \cos(0) + i\sin(0) = 1
For $k = 1$:
z_1 = e^{i \cdot \frac{2\pi}{3}} = \cos\left(\frac{2\pi}{3}\right) + i\sin\left(\frac{2\pi}{3}\right) = -\frac{1}{2} + \frac{\sqrt{3}}{2}i
For $k = 2$:
z_2 = e^{i \cdot \frac{4\pi}{3}} = \cos\left(\frac{4\pi}{3}\right) + i\sin\left(\frac{4\pi}{3}\right) = -\frac{1}{2} - \frac{\sqrt{3}}{2}i
These are the three cube roots of 1, arranged in the complex plane like the vertices of an equilateral triangle. Together, they form what are known as the cube roots of unity.
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Introduction
A defining feature of the field $\mathbb{C}$ is the absence of a total order compatible with its arithmetic operations. As established in the discussion of complex numbers, no relation $\leq$ can be defined on $\mathbb{C}$ so that it behaves consistently with addition and multiplication. Statements such as $z_1 < z_2$ are therefore meaningless for arbitrary complex numbers, and the comparison techniques available in $\mathbb{R}$ do not transfer to the complex setting.
What survives, and what makes a quantitative theory possible, is the modulus $|z|$. It assigns to every complex number a non-negative real value, and through it one can compare sizes, estimate distances, and bound sums and products. The inequalities collected here form the basic toolkit for these comparisons. They appear repeatedly in the analysis of complex sequences, in the convergence of series of complex terms, and in the geometric description of regions of the plane defined by analytic conditions.
The presentation that follows proceeds from the simplest estimates, those concerning the real and imaginary components, towards the triangle inequality and its consequences, and concludes with the Cauchy-Schwarz inequality, which provides a unifying perspective on the others.


Inequalities involving real and imaginary parts
Let $z = a + bi$ be a complex number, with $a = \mathrm{Re}(z)$ and $b = \mathrm{Im}(z)$. The modulus is defined by $|z| = \sqrt{a^2 + b^2}$, and from this definition follow three elementary inequalities that compare the modulus with the absolute values of the components.
The first asserts that the absolute value of either part cannot exceed the modulus:
|\mathrm{Re}(z)| \leq |z|, \qquad |\mathrm{Im}(z)| \leq |z|
The proof is immediate. Since $a^2 \leq a^2 + b^2$, taking square roots yields $|a| \leq \sqrt{a^2 + b^2} = |z|$, and the corresponding argument applies to $b$. Equality for the real part holds precisely when $b = 0$, that is, when $z$ is real. Analogously, equality for the imaginary part holds exactly when $a = 0$, so when $z$ is purely imaginary.
Geometrically, this is the statement that the projection of a vector onto either coordinate axis cannot be longer than the vector itself. The projections become equal to the original length only in the degenerate case where the vector is already aligned with the axis.

The second inequality reverses the comparison and provides an upper bound for the modulus in terms of its components:
|z| \leq |\mathrm{Re}(z)| + |\mathrm{Im}(z)|
This bound follows from the algebraic identity $(|a| + |b|)^2 = a^2 + 2|a|\,|b| + b^2$, in which the cross term is non-negative. Hence one has $a^2 + b^2 \leq (|a| + |b|)^2$, and taking square roots gives the assertion. Equality occurs when $|a|\,|b| = 0$, so when at least one of the components vanishes.
These three inequalities allow one to convert bounds on $|z|$ into bounds on the components, and conversely.

Triangle inequality
The most important inequality in the arithmetic of complex numbers is the triangle inequality, which asserts that the modulus of a sum is bounded by the sum of the moduli. For any $z_1, z_2 \in \mathbb{C}$ the following relation holds.
|z_1 + z_2| \leq |z_1| + |z_2|
The proof relies on the identity $|z|^2 = z\,\overline{z}$, which converts modulus computations into algebraic manipulations of conjugates. Expanding the square of the modulus of the sum gives the following.
\begin{align}
|z_1 + z_2|^2 &= (z_1 + z_2)\,\overline{(z_1 + z_2)} \\[6pt]
              &= (z_1 + z_2)(\overline{z_1} + \overline{z_2}) \\[6pt]
              &= |z_1|^2 + z_1 \overline{z_2} + \overline{z_1} z_2 + |z_2|^2
\end{align}
The two middle terms are complex conjugates of one another, so their sum is a real number equal to twice the real part of either:
z_1 \overline{z_2} + \overline{z_1} z_2 = 2\,\mathrm{Re}(z_1 \overline{z_2})
By the inequality on real parts established in the previous section, one has $\mathrm{Re}(z_1 \overline{z_2}) \leq |z_1 \overline{z_2}| = |z_1|\,|z_2|$. Substituting this bound yields the following estimate.
|z_1 + z_2|^2 \leq |z_1|^2 + 2|z_1|\,|z_2| + |z_2|^2 = (|z_1| + |z_2|)^2
Taking square roots, both sides being non-negative, completes the argument.

Equality in the triangle inequality holds precisely when $\mathrm{Re}(z_1 \overline{z_2}) = |z_1 \overline{z_2}|$, which occurs if and only if $z_1 \overline{z_2}$ is a non-negative real number. Geometrically, this condition means that $z_1$ and $z_2$ lie on the same ray from the origin, or that one of the two vanishes. In all other configurations the inequality is strict.
The geometric content is transparent. Interpreting $z_1$ and $z_2$ as vectors in the plane, the sum $z_1 + z_2$ is the diagonal of the parallelogram whose sides are the two vectors. The diagonal cannot exceed the sum of the lengths of the sides, and the two coincide only when the parallelogram degenerates into a segment, that is, when the vectors are parallel and point in the same direction.

A useful corollary applies to differences. Replacing $z_2$ with $-z_2$, and noting that $|-z_2| = |z_2|$, one obtains the following.
|z_1 - z_2| \leq |z_1| + |z_2|
This estimate has a direct interpretation as a bound on the distance between two points of the complex plane: the distance from $z_1$ to $z_2$ cannot exceed the sum of the distances of the two points from the origin.

Reverse triangle inequality
The triangle inequality has a companion result, often called the reverse triangle inequality, which provides a lower bound for the modulus of a difference. For any $z_1, z_2 \in \mathbb{C}$ one has the following.
\bigl|\,|z_1| - |z_2|\,\bigr| \leq |z_1 - z_2|
The derivation rests on a simple rewriting. Starting from the identity $z_1 = (z_1 - z_2) + z_2$ and applying the triangle inequality to the right-hand side, one obtains:
|z_1| \leq |z_1 - z_2| + |z_2|
Rearranging gives $|z_1| - |z_2| \leq |z_1 - z_2|$. Exchanging the roles of $z_1$ and $z_2$, and using $|z_2 - z_1| = |z_1 - z_2|$, produces the symmetric estimate $|z_2| - |z_1| \leq |z_1 - z_2|$. Combining the two inequalities yields the desired bound on the absolute value of the difference of the moduli.
Equality holds, as in the direct triangle inequality, when $z_1$ and $z_2$ lie on the same ray from the origin.

The reverse triangle inequality has an important analytic consequence. Viewed as a map $|\,\cdot\,| : \mathbb{C} \to \mathbb{R}$, the modulus is a Lipschitz function with constant $1$. The inequality says exactly that the change in modulus is no larger than the distance between the two points. As a consequence, the modulus is uniformly continuous on $\mathbb{C}$, a property routinely invoked in the analysis of sequences, series, and limits of complex-valued expressions.
Lipschitz continuity with constant $1$ is a strong form of uniform continuity. It guarantees that arbitrarily small variations of $z$ produce variations of $|z|$ that are no larger in magnitude than the variation of $z$ itself.


Generalized triangle inequality
The triangle inequality extends to finite sums of arbitrary length. For any $n \geq 1$ and any complex numbers $z_1, z_2, \ldots, z_n$, one has the following.
\left|\, \sum_{k=1}^{n} z_k \,\right| \leq \sum_{k=1}^{n} |z_k|
The proof proceeds by induction on $n$. The case $n = 1$ is trivial, since both sides reduce to $|z_1|$, and the case $n = 2$ is precisely the original triangle inequality. Suppose the bound holds for some $n \geq 2$. Writing the sum of $n + 1$ terms as the sum of two complex numbers, one consisting of the first $n$ summands and one consisting of the last, the triangle inequality gives:
\left|\, \sum_{k=1}^{n+1} z_k \,\right| = \left|\, \sum_{k=1}^{n} z_k + z_{n+1} \,\right| \leq \left|\, \sum_{k=1}^{n} z_k \,\right| + |z_{n+1}|
Applying the inductive hypothesis to the first term on the right yields:
\left|\, \sum_{k=1}^{n+1} z_k \,\right| \leq \sum_{k=1}^{n} |z_k| + |z_{n+1}| = \sum_{k=1}^{n+1} |z_k|
The estimate therefore holds at step $n + 1$, which completes the induction.

Equality requires more attention than in the two-term case. It holds if and only if all the non-zero summands lie on a single ray from the origin, that is, there exists a fixed unit vector $e^{i\alpha}$ and non-negative real numbers $r_1, r_2, \ldots, r_n$ such that $z_k = r_k e^{i\alpha}$ for every $k$. Under this condition the sum is itself a non-negative multiple of $e^{i\alpha}$, and its modulus equals the sum of the individual moduli.
The generalized triangle inequality is the foundation on which the theory of series of complex terms is built. The notion of absolute convergence, in particular, depends on this estimate, since it allows one to control the modulus of partial sums by partial sums of moduli, which are real and non-negative.

Cauchy-Schwarz inequality
The Cauchy-Schwarz inequality is a quantitative refinement that relates sums of products of complex numbers to sums of their squared moduli. In its finite form, for any complex numbers $a_1, \ldots, a_n$ and $b_1, \ldots, b_n$ one has the following.
\left|\, \sum_{k=1}^{n} a_k \overline{b_k} \,\right|^2 \leq \left( \sum_{k=1}^{n} |a_k|^2 \right) \left( \sum_{k=1}^{n} |b_k|^2 \right)
A standard derivation considers, for an arbitrary complex parameter $t$, the non-negative quantity:
P(t) = \sum_{k=1}^{n} |a_k - t b_k|^2
Setting $\sigma = \sum_{k=1}^{n} a_k \overline{b_k}$ and expanding the squared moduli gives the following.
\begin{align}
P(t) &= \sum_{k=1}^{n} (a_k - t b_k)(\overline{a_k} - \overline{t}\,\overline{b_k}) \\[6pt]
     &= \sum_{k=1}^{n} |a_k|^2 - t\,\overline{\sigma} - \overline{t}\,\sigma + |t|^2 \sum_{k=1}^{n} |b_k|^2
\end{align}
If $\sum_{k=1}^{n} |b_k|^2 = 0$, then every $b_k$ vanishes and the inequality holds trivially. In all other cases the choice $t = \sigma / \sum_{k=1}^{n} |b_k|^2$ minimises $P(t)$ and substituting this value yields the following estimate.
0 \leq P(t) = \sum_{k=1}^{n} |a_k|^2 - \frac{|\sigma|^2}{\sum_{k=1}^{n} |b_k|^2}
Rearranging the last inequality produces the bound:
|\sigma|^2 \leq \left( \sum_{k=1}^{n} |a_k|^2 \right) \left( \sum_{k=1}^{n} |b_k|^2 \right)
which is exactly the Cauchy-Schwarz inequality.

Equality holds when $P(t) = 0$ for some value of $t$, which means that $a_k = t b_k$ for every index $k$. In other words, equality occurs precisely when the tuples $(a_1, \ldots, a_n)$ and $(b_1, \ldots, b_n)$ are proportional in $\mathbb{C}^n$.
The inequality is named after Augustin-Louis Cauchy, who established the version for real numbers, and Hermann Schwarz, who later extended it to inner product spaces. The complex finite-dimensional case presented here is the natural intermediate step between the two formulations.

The role of Cauchy-Schwarz extends well beyond the present setting. In the theory of inner product spaces, of which $\mathbb{C}^n$ is the prototypical finite-dimensional example, the inequality becomes the foundational estimate from which the geometric notion of angle, the parallelogram identity, and the entire structure of orthogonality follow.

Examples and applications
A first illustration concerns the use of the elementary component inequalities. Suppose $z = a + bi$ satisfies $|z| \leq 5$. The estimate $|a| \leq |z|$ gives $-5 \leq a \leq 5$, and the corresponding bound for $b$ shows that the point $z$ is contained in the square of side $10$ centred at the origin. Conversely, if $|a| \leq 3$ and $|b| \leq 4$, the inequality $|z| \leq |a| + |b|$ gives the loose bound $|z| \leq 7$. The sharper estimate $|z| \leq \sqrt{9 + 16} = 5$ requires the full Pythagorean computation but produces a tighter result.

A second application concerns the localisation of roots of polynomials. Consider a monic polynomial of degree $n$:
p(z) = z^n + a_{n-1} z^{n-1} + \cdots + a_1 z + a_0
Suppose $z_0 \in \mathbb{C}$ is a root of $p$, so that $z_0^n = -a_{n-1} z_0^{n-1} - \cdots - a_0$. Applying the generalized triangle inequality to the right-hand side yields the following bound.
|z_0|^n \leq \sum_{k=0}^{n-1} |a_k| \cdot |z_0|^k
Setting $M = \max_{0 \leq k \leq n-1} |a_k|$ and assuming $|z_0| > 1$, the right-hand side admits the upper bound $M \cdot \frac{|z_0|^n - 1}{|z_0| - 1} \leq M \cdot \frac{|z_0|^n}{|z_0| - 1}$, from which one derives the inequality $|z_0| - 1 \leq M$. Consequently every root of $p$ satisfies the following estimate.
|z_0| \leq 1 + M
This is a classical bound, due to Cauchy, asserting that all the complex roots of a monic polynomial lie in a closed disc whose radius is determined by the largest coefficient. The argument is short, but it combines the triangle inequality with the geometric series and illustrates how the basic estimates yield substantive structural information about polynomial equations.

A third application uses the Cauchy-Schwarz inequality directly. Given complex numbers $z_1, \ldots, z_n$, choosing $a_k = z_k$ and $b_k = 1$ in the inequality gives the following.
\left|\, \sum_{k=1}^{n} z_k \,\right|^2 \leq n \sum_{k=1}^{n} |z_k|^2
This estimate compares the squared modulus of a sum of $n$ terms with the sum of the squared moduli, weighted by the number of summands. Unlike the generalized triangle inequality, which involves the linear sum of moduli, the bound on the right depends on the quadratic average of the $|z_k|$, and grows only as $\sqrt{n}$ when the moduli remain uniformly bounded. This sharper behaviour is one of the reasons why Cauchy-Schwarz plays a central role in the analysis of orthogonal sums and in the convergence of Fourier expansions.
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Introduction
A complex number $z$ is an expression of the form $z = a + bi$, where $a$ and $b$ are real numbers and $i$ is the imaginary unit, characterized by the defining relation $i^2 = -1$.
The real number $a$ is called the real part of $z$ and is denoted $\operatorname{Re}(z)$. The real number $b$ is called the imaginary part and is denoted $\operatorname{Im}(z)$. The set of all complex numbers is defined as follows:
\mathbb{C} := \{\, z = a + bi \mid a,\, b \in \mathbb{R} \,\}
Every real number $a \in \mathbb{R}$ can be identified with the complex number $a + 0i$, so $\mathbb{R}$ embeds naturally into $\mathbb{C}$ as a subfield.

The set $\mathbb{C}$, equipped with the addition and multiplication defined in the sections below, forms a field. Before examining each operation individually, it is useful to recall the field axioms that govern the arithmetic of complex numbers.
	Closure: for any $z_1, z_2 \in \mathbb{C}$, the sum $z_1 + z_2$ and the product $z_1 \cdot z_2$ both belong to $\mathbb{C}$.

	Commutativity and associativity: addition and multiplication are commutative and associative, in strict analogy with $\mathbb{R}$.

	Neutral elements: the number $0 = 0 + 0i$ is the additive identity, and $1 = 1 + 0i$ is the multiplicative identity.

	Additive inverse: for every $z = a + bi$, the additive inverse is $-z = -a - bi$, and one has $z + (-z) = 0$.

	Multiplicative inverse: for every $z \neq 0$, there exists a unique $z^{-1} \in \mathbb{C}$ such that $z \cdot z^{-1} = 1$. Its explicit form is derived in the section on division below.

	Distributivity: for all $z_1, z_2, z_3 \in \mathbb{C}$, the following identity holds:


z_1 \cdot (z_2 + z_3) = z_1 \cdot z_2 + z_1 \cdot z_3
Two structural properties distinguish $\mathbb{C}$ from $\mathbb{R}$. Unlike $\mathbb{R}$, the field $\mathbb{C}$ is not an ordered field. There is no total order on $\mathbb{C}$ compatible with its field operations, and expressions such as $z_1 < z_2$ are therefore undefined for general complex numbers.
More remarkably, $\mathbb{C}$ is algebraically closed. Every nonconstant polynomial with coefficients in $\mathbb{C}$ has at least one root in $\mathbb{C}$. This result, known as the fundamental theorem of algebra, has no analogue in $\mathbb{R}$, where polynomials such as $x^2 + 1$ admit no real roots.

Sum and difference of complex numbers
The sum and difference of two complex numbers are defined componentwise, by operating separately on the real and imaginary parts. Given $z_1 = a + bi$ and $z_2 = c + di$, the definitions are the following.
z_1 + z_2 = (a + c) + (b + d)i
z_1 - z_2 = (a - c) + (b - d)i

Let $z_1 = 2 - 3i$ and $z_2 = 3 + 5i$. To compute $z_1 - z_2$, we subtract the real parts and the imaginary parts separately. Subtracting $z_2$ is equivalent to adding the additive inverse $-z_2 = -3 - 5i$, so the operation reduces to a componentwise subtraction.
\begin{align}
z_1 - z_2 &= (2 - 3i) - (3 + 5i) \\[6pt]
&= (2 - 3) + (-3 - 5)i \\[6pt]
&= -1 - 8i
\end{align}
Let $z_1 = -4 + 2i$ and $z_2 = 6 - 7i$. To compute $z_1 + z_2$, we add the real parts and the imaginary parts separately, since addition in $\mathbb{C}$ acts componentwise by definition.
\begin{align}
z_1 + z_2 &= (-4 + 2i) + (6 - 7i) \\[6pt]
&= (-4 + 6) + (2 - 7)i \\[6pt]
&= 2 - 5i
\end{align}
The sum and difference of complex numbers inherit from the field structure of $\mathbb{C}$ all the algebraic properties that hold in $\mathbb{R}$: commutativity, associativity, and distributivity with respect to multiplication.


From a geometric point of view, complex numbers can be interpreted as vectors in the complex plane, where the horizontal axis represents the real part and the vertical axis represents the imaginary part. Given two complex numbers $z_1$ and $z_2$, represented as vectors from the origin, their sum $z_1 + z_2$ corresponds to vector addition by the parallelogram rule.
	The vector corresponding to $z_2$ is translated so that its tail coincides with the tip of the vector corresponding to $z_1$.

	The vector drawn from the origin to the new tip represents the resulting complex number $z_1 + z_2$.


The two constructions together provide a complete geometric interpretation of addition and subtraction in the complex plane.
The difference $z_1 - z_2$ is obtained by adding $z_1$ to the additive inverse $-z_2$, whose vector is the reflection of $z_2$ through the origin. Geometrically, $z_1 - z_2$ corresponds to the vector from the tip of $z_2$ to the tip of $z_1$, when both vectors originate at the origin.

Product of complex numbers
The product of two complex numbers is defined by applying the distributive property and the fundamental relation $i^2 = -1$. Given $z_1 = a + bi$ and $z_2 = c + di$, expanding the product yields the following.
(a + bi)(c + di) = (ac - bd) + (ad + bc)i
This formula need not be memorized as a rule: it is simply the result of distributing the multiplication and substituting $i^2 = -1$, as shown in the examples below.
An important property of multiplication in $\mathbb{C}$ is the multiplicativity of the modulus. Recalling that the modulus of $z = a + bi$ is defined as $|z| = \sqrt{a^2 + b^2}$, one can verify that for any $z_1, z_2 \in \mathbb{C}$ the following identity holds.
|z_1 \cdot z_2| = |z_1| \cdot |z_2|
This means that multiplication scales the moduli of the two factors. The same identity extends to division: for any $z_1, z_2 \in \mathbb{C}$ with $z_2 \neq 0$, one has the following.
\left|\frac{z_1}{z_2}\right| = \frac{|z_1|}{|z_2|}
The geometric significance of both identities becomes fully transparent in the trigonometric representation, where multiplication adds the arguments and division subtracts them.

Properties of the complex conjugate
The complex conjugate satisfies several algebraic identities that follow directly from its definition. Let $z, z_1, z_2 \in \mathbb{C}$. The conjugation map is an involution, meaning that applying it twice returns the original number:
\overline{\overline{z}} = z
Conjugation is compatible with addition, subtraction, and multiplication in the following sense:
\overline{z_1 + z_2} = \overline{z_1} + \overline{z_2}
\overline{z_1 - z_2} = \overline{z_1} - \overline{z_2}
\overline{z_1 \cdot z_2} = \overline{z_1} \cdot \overline{z_2}
These identities show that conjugation is a field automorphism of $\mathbb{C}.$ It preserves the algebraic structure of the field while fixing every element of $\mathbb{R}.$ Finally, the product of a complex number with its own conjugate yields the square of the modulus, a nonnegative real number.
z \cdot \overline{z} = a^2 + b^2 = |z|^2
This last identity is the key step in the computation of both the reciprocal and the quotient of complex numbers: multiplying the denominator by its conjugate produces the real number $|z|^2,$ which can then be divided out without leaving any imaginary part.
field automorphism is a bijective map from a field to itself that preserves addition and multiplication. Conjugation satisfies this condition, and since it fixes every real number, it is an automorphism of $\mathbb{C}$ over $\mathbb{R}$.


Division of complex numbers
To divide two complex numbers, we multiply both the numerator and the denominator by the complex conjugate of the denominator. This eliminates the imaginary part from the denominator and reduces the quotient to standard form. Given $z_1 = a + bi$ and $z_2 = c + di$ with $z_2 \neq 0$, the conjugate of the denominator is $\overline{z_2} = c - di$, and the procedure begins as follows.
\frac{a + bi}{c + di} = \frac{(a + bi)(c - di)}{(c + di)(c - di)}
Since $(c + di)(c - di) = c^2 + d^2$, which is a strictly positive real number whenever $z_2 \neq 0$, the quotient reduces to the following explicit form.
\frac{a + bi}{c + di} = \frac{ac + bd}{c^2 + d^2} + \frac{bc - ad}{c^2 + d^2}\,i
As with multiplication, this closed form need not be memorized: it is more instructive to multiply by the conjugate directly in each case.
Let $z_1 = 5 + 3i$ and $z_2 = 2 - i$. To compute the quotient $z_1 / z_2$, we multiply both numerator and denominator by the conjugate of the denominator, which is $\overline{z_2} = 2 + i$. Since we are multiplying by $\overline{z_2} / \overline{z_2} = 1$, the value of the expression is unchanged, while the denominator becomes a positive real number.
\begin{align}
\frac{5 + 3i}{2 - i} &= \frac{(5 + 3i)(2 + i)}{(2 - i)(2 + i)} \\[6pt]
&= \frac{10 + 5i + 6i + 3i^2}{4 + 1} \\[6pt]
&= \frac{10 + 11i + 3(-1)}{5} \\[6pt]
&= \frac{7 + 11i}{5} \\[6pt]
&= \frac{7}{5} + \frac{11}{5}\,i
\end{align}

Reciprocal of a complex number
The reciprocal of a nonzero complex number $z = a + bi$ is the multiplicative inverse $z^{-1}$, defined by the condition $z \cdot z^{-1} = 1$. It is a special case of division with numerator equal to $1$, and is computed by the same technique: multiplying numerator and denominator by the conjugate $\overline{z} = a - bi$. The general formula is the following.
z^{-1} = \frac{1}{a + bi} = \frac{a - bi}{a^2 + b^2} = \frac{a}{a^2 + b^2} - \frac{b}{a^2 + b^2}\,i
Let $z = 3 - 2i$. To compute $z^{-1}$, we multiply numerator and denominator by the conjugate $\overline{z} = 3 + 2i$. The denominator becomes $|z|^2 = 3^2 + 2^2 = 13$, a positive real number, so the expression reduces to a standard complex number.
\begin{align}
\frac{1}{3 - 2i} &= \frac{3 + 2i}{(3 - 2i)(3 + 2i)} \\[6pt]
&= \frac{3 + 2i}{9 + 4} \\[6pt]
&= \frac{3 + 2i}{13} \\[6pt]
&= \frac{3}{13} + \frac{2}{13}\,i
\end{align}

Multiplication and division in trigonometric form
The operations of multiplication and division acquire a particularly transparent geometric interpretation when complex numbers are expressed in trigonometric or exponential form. Consider the following complex numbers:
z_1 = r_1(\cos\theta_1 + i\sin\theta_1)
z_2 = r_2(\cos\theta_2 + i\sin\theta_2)
Their product and quotient take the following form:
z_1 \cdot z_2 = r_1 r_2 \bigl(\cos(\theta_1 + \theta_2) + i\sin(\theta_1 + \theta_2)\bigr)
\frac{z_1}{z_2} = \frac{r_1}{r_2} \bigl(\cos(\theta_1 - \theta_2) + i\sin(\theta_1 - \theta_2)\bigr)
Multiplication therefore scales the moduli and adds the arguments, while division divides the moduli and subtracts the arguments. This geometric structure is entirely hidden in the algebraic form $a + bi$, and becomes visible only in the trigonometric and exponential representations of complex numbers.
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Definition
Given a positive integer $n$, a root of unity of order $n$ is a complex number  $z$ satisfying the equation \[ z^n = 1 \] 
There are exactly $n$ such numbers in the complex plane, and they can be described with complete explicitness using Euler's formula which states that:
e^{i\theta} = \cos\theta + i\,\sin\theta
for any real $\theta$. The existence of precisely $n$ solutions follows from the fundamental theorem of algebra: the polynomial $z^n - 1$ has degree $n$ and therefore admits at most $n$ roots in $\mathbb{C}$, and one can verify directly that all $n$ candidates constructed below are distinct.
To derive the explicit form of the roots, one writes a complex number of unit modulus as $z = e^{i\theta}$ and imposes the condition $e^{in\theta} = 1$. Since the complex exponential is periodic with period $2\pi$, this requires $n\theta = 2\pi k$ for some integer $k$, giving $\theta = 2\pi k/n$. As $k$ ranges over any $n$ consecutive integers, the resulting values of $\theta$ produce $n$ distinct points on the unit circle. It is customary to take $k = 0, 1, \ldots, n-1$, which yields the $n$-th roots of unity in the form:
z_k = e^{2\pi i k/n}
k = 0, 1, \ldots, n-1
Expanding via Euler's formula, each root can be written in rectangular coordinates as:
z_k = \cos\\!\left(\frac{2\pi k}{n}\right) + i\,\sin\\!\left(\frac{2\pi k}{n}\right)
For $k = 0$ one recovers $z_0 = 1$, which is always a root regardless of $n$. When $n = 2$ the two roots are $1$ and $-1$. When $n = 4$ the four roots are $1, i, -1, -i$, which are familiar from the arithmetic of the Gaussian integers. For general $n$, the roots come in conjugate pairs: since the arguments $2\pi k/n$ and $2\pi(n-k)/n$ sum to $2\pi$, one has $z_{n-k} = \overline{z_k}$.

Group structure
The set $\mu_n$ of all $n$-th roots of unity, equipped with the operation of complex multiplication, forms a group. Closure holds because $z_j \cdot z_k = e^{2\pi i(j+k)/n}$, which is again an $n$-th root of unity since:
(z_j z_k)^n = z_j^n z_k^n = 1
The identity element is $z_0 = 1$, and the inverse of $z_k$ is $z_{n-k}$, which coincides with the complex conjugate $\overline{z_k}$ since $|z_k| = 1$. More precisely, one has:
z_j \cdot z_k = z_{(j+k) \bmod n}
This shows that $\mu_n$ is a cyclic group of order $n$, generated by the single element $z_1 = e^{2\pi i/n}.$ Every other root is a power of $z_1$, since $z_k = z_1^k$. This group is isomorphic to $\mathbb{Z}/n\mathbb{Z}$ under addition modulo $n$, with the isomorphism given explicitly by $z_k \mapsto k$.
In particular, $\mu_n$ is abelian, and its subgroup structure mirrors that of $\mathbb{Z}/n\mathbb{Z}$: for each divisor $d$ of $n$, there is a unique subgroup of order $d$, namely $\mu_d$, which embeds naturally in $\mu_n$.
The isomorphism with $\mathbb{Z}/n\mathbb{Z}$ is given explicitly by $z_k \mapsto k$, and it preserves the group operation in the sense that multiplication of roots corresponds to addition of indices modulo $n$. Since $\mathbb{Z}/n\mathbb{Z}$ is abelian, so is $\mu_n$: the order in which two roots are multiplied is irrelevant, as $z_j z_k = z_k z_j$ follows immediately from  the commutativity of addition among the exponents.


Geometric interpretation
In the complex plane, the $n$-th roots of unity are located at the vertices of a regular $n$-gon inscribed in the unit circle, with one vertex fixed at the point $1$ on the real axis. The vertices are equally spaced, with an angular separation of $2\pi/n$ radians between any two consecutive roots.
This geometric regularity is a direct consequence of the uniform spacing of the arguments $2\pi k/n$. As $k$ increases by one unit, the corresponding point on the unit circle advances by a fixed angle. The cases $n = 3, 4, 6$ are particularly natural, since the corresponding regular polygons tile the plane. For $n = 3$, for example, one obtains an equilateral triangle, with vertices at:
\begin{align}
z_0 &= 1 \\[6pt]
z_1 &= e^{2\pi i/3} = -\frac{1}{2} + \frac{\sqrt{3}}{2}\,i \\[6pt]
z_2 &= e^{4\pi i/3} = -\frac{1}{2} - \frac{\sqrt{3}}{2}\,i
\end{align}
For $n = 6$ the six roots are the vertices of a regular hexagon, and they include as a subset the roots for $n = 2$ and $n = 3$, which reflects the divisibility $2 \mid 6$ and $3 \mid 6$ and the corresponding subgroup inclusions $\mu_2, \mu_3 \subset \mu_6$.


Primitive roots
A root of unity $z_k \in \mu_n$ is called primitive if its order in the group is exactly $n$, meaning that $z_k^m \neq 1$ for every positive integer $m < n$. Equivalently, $z_k$ is a generator of $\mu_n$: every element of the group can be expressed as a power of $z_k$. Since $z_k = z_1^k$, the order of $z_k$ in the cyclic group $\mu_n$ is $n / \gcd(k, n)$. Therefore $z_k$ is primitive if and only if $\gcd(k, n) = 1$.
The number of primitive $n$-th roots of unity is consequently equal to the number of integers in $\{1, 2, \ldots, n\}$ that are coprime to $n$, which is by definition Euler's totient function $\varphi(n)$.
For instance, when $n = 6$ one has $\varphi(6) = 2$, and the primitive roots are $z_1 = e^{\pi i/3}$ and $z_5 = e^{5\pi i/3}$, corresponding to $k = 1$ and $k = 5$. When $n$ is prime, every root except $z_0 = 1$ is primitive, since $\gcd(k, n) = 1$ for all $k \in \{1, \ldots, n-1\}$, and accordingly $\varphi(n) = n - 1$. If $\zeta$ is any primitive $n$-th root of unity, then the full set $\mu_n$ can be recovered as:
\{1, \zeta, \zeta^2, \ldots, \zeta^{n-1}\}
This makes the choice of primitive root a matter of convention rather than mathematical substance, since all primitive roots generate the same group.

Sum of the roots
The sum of all $n$-th roots of unity vanishes for every $n \geq 2$. To see this, observe that the polynomial $z^n - 1$ factors completely over $\mathbb{C}$ as:
z^n - 1 = (z - z_0)(z - z_1)\cdots(z - z_{n-1})
Expanding the right-hand side and comparing the coefficient of $z^{n-1}$ on both sides, one finds that this coefficient is zero on the left and equal to $-(z_0 + z_1 + \cdots + z_{n-1})$ on the right. It follows that:
\sum_{k=0}^{n-1} z_k = 0
An alternative verification uses the formula for a geometric series: since $z_1 \neq 1$ when $n \geq 2$, one has:
\sum_{k=0}^{n-1} z_1^k = \frac{z_1^n - 1}{z_1 - 1} = \frac{1 - 1}{z_1 - 1} = 0
Geometrically, this result states that the centroid of the vertices of a regular $n$-gon inscribed in the unit circle coincides with the origin, which is geometrically evident by symmetry.

Product of the Roots
The product of all $n$-th roots of unity is given by the following identity. Since the
constant term of $z^n - 1$ is $-1$ and the leading coefficient is $1$, comparing
coefficients in the factorisation:
z^n - 1 = (z - z_0)(z - z_1)\cdots(z - z_{n-1})
yields:
\prod_{k=0}^{n-1} z_k = (-1)^{n+1}
This result is a direct consequence of Vieta's formulas, which relate the coefficients of a polynomial to the elementary symmetric polynomials of its roots. For instance, when $n = 2$ the roots are $1$ and $-1$, whose product is $-1 = (-1)^3$, and when $n = 3$ the roots are the three cube roots of unity, whose product is $1 = (-1)^4$.

Cyclotomic polynomials
The primitive $n$-th roots of unity are precisely the roots of the $n$-th cyclotomic polynomial $\Phi_n(x)$, defined as the monic polynomial whose roots are exactly the primitive $n$-th roots of unity. We have:
\Phi_n(x) = \prod_{\substack{k=1 \\ \gcd(k,\,n)=1}}^{n} \left(x - e^{2\pi i k/n}\right)
The degree of $\Phi_n(x)$ is $\varphi(n)$. The first few examples are as follows: $\Phi_1(x) = x - 1$, $\Phi_2(x) = x + 1$, $\Phi_3(x) = x^2 + x + 1$, and $\Phi_4(x) = x^2 + 1$. An important identity connects the cyclotomic polynomials to the factorisation of $z^n - 1$: since every $n$-th root of unity is a primitive $d$-th root for exactly one divisor $d$ of $n$, one has:
z^n - 1 = \prod_{d \mid n} \Phi_d(z)
This identity allows one to compute cyclotomic polynomials recursively. A fundamental theorem in algebraic number theory asserts that $\Phi_n(x)$ is irreducible over $\mathbb{Q}$ for every positive integer $n$: this is treated in detail in the dedicated entry on cyclotomic polynomials.
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Arcsine
The arcsine is the inverse of the sine function. Given a number $x \in [-1, 1]$ (i.e., the range of values the sine function can attain), $\arcsin(x)$ is defined as the angle $\theta$ in the interval $[-\pi/2, \pi/2]$ whose sine is equal to $x$. In general, an inverse function reverses the operation of the original: if a function $f$ maps a value $x$ to a value $y$, then its inverse $f^{-1}$ maps $y$ back to $x$. The sine function takes an angle and returns a real number in $[-1, 1]$ and the arcsine does the opposite, returning the angle whose sine equals the given value. This inverse relationship is expressed by the identity:
\sin(\arcsin(x)) = x \quad \forall \, x \in [-1, 1]
In formal terms, the definition of the arcsine is the following:
\arcsin(x) = \theta \quad \iff \quad \sin(\theta) = x \quad \text{and} \quad \theta \in \left[-\frac{\pi}{2}, \frac{\pi}{2}\right]
The restriction of $\theta$ to the interval $\left[-\pi/2, \pi/2 \right]$ is necessary because the sine function is not injective on its full domain. Without this restriction, the inverse would not be well-defined.

Example
Consider the computation of $\arcsin\\!\left(\frac{1}{2}\right)$. We seek the angle $\theta \in \left[-\frac{\pi}{2}, \frac{\pi}{2}\right]$ such that $\sin(\theta) = \frac{1}{2}$. From the standard values of the sine function, we know that:
\sin\\!\left(\frac{\pi}{6}\right) = \frac{1}{2}
Since $\frac{\pi}{6}$ belongs to the interval $\left[-\frac{\pi}{2}, \frac{\pi}{2}\right]$, it satisfies all the conditions required by the definition. We conclude that:
\arcsin\\!\left(\frac{1}{2}\right) = \frac{\pi}{6}

Common values of the arcsine
The following table collects the standard values of $\arcsin(x)$ for the most frequently encountered inputs:
\begin{align}
x &= -1          &\quad& \arcsin(-1) = -\pi/2 \\[6pt]
x &= -\sqrt{3}/2 &\quad& \arcsin(-\sqrt{3}/2) = -\pi/3 \\[6pt]
x &= -1/2        &\quad& \arcsin(-1/2) = -\pi/6 \\[6pt]
x &= 0           &\quad& \arcsin(0) = 0 \\[6pt]
x &= 1/2         &\quad& \arcsin(1/2) = \pi/6 \\[6pt]
x &= \sqrt{3}/2  &\quad& \arcsin(\sqrt{3}/2) = \pi/3 \\[6pt]
x &= 1           &\quad& \arcsin(1) = \pi/2
\end{align}

Arccosine
The arccosine is the inverse of the cosine function. Given a number $x \in [-1, 1]$ (i.e., the range of values the cosine function can attain), $\arccos(x)$ is defined as the angle $\theta$ in the interval $[0, \pi]$ whose cosine is equal to $x$. As with the arcsine, the restriction of the codomain to $[0, \pi]$ is necessary to ensure that the inverse is well-defined, since the cosine function is not injective on its full domain. The corresponding identity is:
\cos(\arccos(x)) = x \quad \text{for all } x \in [-1, 1]
In formal terms, the definition of the arccosine is the following:
\arccos(x) = \theta \quad \text{if and only if} \quad \cos(\theta) = x \quad \text{and} \quad \theta \in [0, \pi]

Common values of the arccosine
The following table collects the standard values of $\arccos(x)$ for the most frequently encountered inputs:
\begin{align}
x &= -1        &\quad& \arccos(-1) = \pi \\[6pt]
x &= -\sqrt{3}/2 &\quad& \arccos(-\sqrt{3}/2) = 5\pi/6 \\[6pt]
x &= -1/2      &\quad& \arccos(-1/2) = 2\pi/3 \\[6pt]
x &= 0         &\quad& \arccos(0) = \pi/2 \\[6pt]
x &= 1/2       &\quad& \arccos(1/2) = \pi/3 \\[6pt]
x &= \sqrt{3}/2  &\quad& \arccos(\sqrt{3}/2) = \pi/6 \\[6pt]
x &= 1         &\quad& \arccos(1) = 0
\end{align}

Properties of the arcsine and arccosine
The arcsine and arccosine functions are related by the following identity, which holds for every $x \in [-1, 1]$:
\arcsin(x) + \arccos(x) = \frac{\pi}{2}
This identity reflects the complementary nature of the two functions: since the sine and cosine of complementary angles are equal, the angle whose sine is $x$ and the angle whose cosine is $x$ always sum to $\pi/2$.

A second property worth noting concerns the composition of a function with its inverse. One direction is straightforward: applying the arcsine after the sine, or the arccosine after the cosine, recovers the original value, provided the argument lies in the appropriate interval. Formally:
\sin(\arcsin(x)) = x \quad \forall x \in [-1, 1]
\cos(\arccos(x)) = x \quad \forall x \in [-1, 1]
The opposite composition, however, does not hold in general. For an arbitrary angle $\theta$, one has:
\arcsin(\sin(\theta)) = \theta \quad \iff  \quad \theta \in \left[-\frac{\pi}{2}, \frac{\pi}{2}\right]
\arccos(\cos(\theta)) = \theta \quad \iff \quad \theta \in [0, \pi]
Outside these intervals, the arcsine and arccosine return the unique representative of $\theta$ within their respective ranges, not $\theta$ itself. This asymmetry is a direct consequence of the domain restrictions imposed to make the inverses well-defined, and it is what distinguishes a true inverse from a mere left or right inverse.


Arcsine and arccosine functions
The arcsine function $f(x) = \arcsin(x)$ assigns to each value $x \in [-1, 1]$ the angle $\theta \in \left[-\frac{\pi}{2}, \frac{\pi}{2}\right]$ whose sine equals $x$. Its graph is a continuous, strictly increasing curve.
	Domain: $x \in [-1, 1]$
	Range: $y \in [-\pi/2, \pi/2]$
	Periodicity: the arcsine function is not periodic.
	Parity: the function is odd, satisfying $\arcsin(-x) = -\arcsin(x)$.


The arccosine function $f(x) = \arccos(x)$ assigns to each value $x \in [-1, 1]$ the angle $\theta \in [0, \pi]$ whose cosine equals $x$. Its graph is a continuous, strictly decreasing curve.
	Domain: $x \in [-1, 1]$
	Range: $y \in [0, \pi]$
	Periodicity: the arccosine function is not periodic.
	Parity: the function is neither odd nor even, but satisfies the identity $\arccos(-x) = \pi - \arccos(x)$.
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Arctangent definition
In the unit circle, the tangent of an angle $\theta$ can be visualized as the length of the segment tangent to the circle at the point where the terminal side meets it, measured along the vertical tangent line at $(1, 0)$. The arctangent performs the reverse process: given a real number $x$, it returns the unique angle $\theta$ in the interval $\left(-\pi/2, \pi/2\right)$ whose tangent equals $x$. This geometric relationship illustrates how the tangent and arctangent are interconnected as a function and its inverse, each reversing the role of angle and ratio.
By relating the arctangent to the concept of a function, we can formally express the relationship between tangent and arctangent as follows:
\arctan(x) = \theta \quad \iff \quad \tan(\theta) = x
\theta \in \left(-\frac{\pi}{2}, \frac{\pi}{2}\right)
The arctangent establishes a correspondence between a real number $x$ and the unique angle $\theta$ in the interval $\left(-\pi/2, \pi/2\right)$ whose tangent equals $x$. The restriction to this interval is necessary because the tangent function is periodic and therefore not injective over its full domain. By confining it to $\left(-\pi/2, \pi/2\right)$, one obtains a strictly increasing bijection, which admits a well-defined inverse. This reciprocal relationship is summarized by the identity:
\tan(\arctan(x)) = x \quad \forall \, x \in \mathbb{R}
	When the tangent value $x$ is positive, the corresponding angle $\theta$ lies in the first quadrant.

	When $x$ is negative, the angle lies in the fourth quadrant; and when $x = 0$, the angle is zero.


As $x$ grows without bound, the corresponding angle $\theta$ approaches the asymptotic values:
\lim_{x \to +\infty} \arctan(x) = \frac{\pi}{2}
\lim_{x \to -\infty} \arctan(x) = -\frac{\pi}{2}
These values are never attained, since no finite value of $x$ has tangent equal to $\pm \pi/2$. They correspond to the directions in which the terminal side of the angle becomes parallel to the y-axis.

Reference values of arctangent
Below are some commonly known values of $\arctan(x)$ for selected inputs, useful in various applications of trigonometry:
\begin{align}
x &\to -\infty  &\quad& \arctan(x) \to -\pi/2 \\[6pt]
x &= -\sqrt{3} &\quad& \arctan(-\sqrt{3}) = -\pi/3 \\[6pt]
x &= -1 &\quad& \arctan(-1) = -\pi/4 \\[6pt]
x &= -1/\sqrt{3} &\quad& \arctan(-1/\sqrt{3}) = -\pi/6 \\[6pt]
x &= 0 &\quad& \arctan(0) = 0 \\[6pt]
x &= 1/\sqrt{3} &\quad& \arctan(1/\sqrt{3}) = \pi/6 \\[6pt]
x &= 1 &\quad& \arctan(1) = \pi/4 \\[6pt]
x &= \sqrt{3} &\quad& \arctan(\sqrt{3}) = \pi/3 \\[6pt]
x &\to +\infty &\quad& \arctan(x) \to \pi/2
\end{align}

Arctangent function
The arctangent function $f(x) = \arctan(x)$ assigns to each real number $x \in \mathbb{R}$ the unique angle $\theta \in \left(-\pi/2, \pi/2\right)$ whose tangent equals $x$. Its graph is a continuous, strictly increasing curve that admits two horizontal asymptotes, namely $y = -\pi/2$ and $y = \pi/2$. The function is the inverse of the tangent restricted to its principal domain $\left(-\pi/2, \pi/2\right)$, over which the tangent is strictly increasing and bijective.
	Domain: $x \in \mathbb{R}$
	Range: $y \in \left(-\frac{\pi}{2},\, \frac{\pi}{2}\right)$
	The arctangent is an odd function, meaning that:

\arctan(-x) = -\arctan(x) \quad \forall \, x \in \mathbb{R}
 This follows directly from the fact that the tangent is itself an odd function, and reflects the symmetry of the graph of $\arctan$ with respect to the origin.
A bijective function is both injective and surjective, that is, if for every $y \in B$ there exists a unique $x \in A$ such that $f(x) = y$.


Analytical expression of the arctangent
The arctangent can also be written using the sine and cosine functions, which highlights its geometric foundation within the unit circle and its connection with the other inverse trigonometric functions. Starting from the identity:
\tan(\theta) = \frac{\sin(\theta)}{\cos(\theta)}
one can consider a right triangle in which the angle $\theta$ satisfies $\tan(\theta) = x$, that is, the ratio of the opposite side to the adjacent side equals $x$. Taking the adjacent side equal to $1$ and the opposite side equal to $x$, the hypotenuse is $\sqrt{1 + x^2}$ by the Pythagorean theorem, so that:
\sin(\theta) = \frac{x}{\sqrt{1 + x^2}}
\cos(\theta) = \frac{1}{\sqrt{1 + x^2}}
Reversing these relationships yields two equivalent expressions for the arctangent:
\arctan(x) = \arcsin\\!\left(\frac{x}{\sqrt{1 + x^2}}\right)
\arctan(x) = \arccos\\!\left(\frac{1}{\sqrt{1 + x^2}}\right)
This equivalence is often useful in calculus and in analytical derivations, because it allows expressions involving the arctangent to be rewritten in terms of the arcsine or arccosine, depending on which form simplifies the computation.


Addition formula for the arctangent
The arctangent satisfies a notable identity that expresses the arctangent of a sum in terms of the individual arctangents. For any two real numbers $x$ and $y$ satisfying $xy < 1$, the following identity holds:
\arctan(x) + \arctan(y) = \arctan\\!\left(\frac{x + y}{1 - xy}\right)
This formula follows directly from the addition formula for the tangent function. If $\alpha = \arctan(x)$ and $\beta = \arctan(y)$, then $\tan(\alpha) = x$ and $\tan(\beta) = y$, and the tangent addition formula gives:
\tan(\alpha + \beta) = \frac{\tan(\alpha) + \tan(\beta)}{1 - \tan(\alpha)\tan(\beta)} = \frac{x + y}{1 - xy}
Applying the arctangent to both sides then yields the identity. The condition $xy < 1$ ensures that $\alpha + \beta \in \left(-\pi/2, \pi/2\right)$, which is the principal interval of the arctangent; when $xy > 1$, a correction term of $\pm\pi$ must be added depending on the sign of $x$.

A particularly useful special case arises by setting $y = 1/x$ with $x > 0$, so that $xy = 1$. In this situation the general formula does not apply directly, but one can verify the result by observing that $\arctan(x)$ and $\arctan\\!\left(1/x\right)$ are complementary angles. The identity takes the form:
\arctan(x) + \arctan\\!\left(\frac{1}{x}\right) = \frac{\pi}{2} \qquad (x > 0)
This follows from the fact that for $x > 0$ one has $\operatorname{arccot}(x) = \arctan\\!\left(1/x\right)$, and the complementarity relation $\arctan(x) + \operatorname{arccot}(x) = \pi/2$ holds for all positive $x$.

Arccotangent definition
In the unit circle, the cotangent of an angle $\theta$ can be visualized as the length of the segment tangent to the circle at the point where the terminal side meets it, measured along the horizontal tangent line at $(0, 1)$. The arccotangent performs the reverse process: given a real number $x$, it returns the unique angle $\theta$ in the interval $(0, \pi)$ whose cotangent equals $x$. This geometric relationship illustrates how the cotangent and arccotangent are interconnected as a function and its inverse, each reversing the role of angle and ratio.
By relating the arccotangent to the concept of a function, we can formally express the relationship between cotangent and arccotangent as follows:
\operatorname{arccot}(x) = \theta \quad \iff \quad \cot(\theta) = x
\quad \theta \in (0, \pi)
The arccotangent establishes a correspondence between a real number $x$ and the unique angle $\theta$ in the interval $(0, \pi)$ whose cotangent equals $x$. The restriction to this interval is necessary because the cotangent function is periodic and therefore not injective over its full domain; by confining it to $(0, \pi)$, one obtains a strictly decreasing bijection, which admits a well-defined inverse. This reciprocal relationship is summarized by the identity:
\cot(\operatorname{arccot}(x)) = x \quad \text{for all } x \in \mathbb{R}
	When the cotangent value $x$ is positive, the corresponding angle $\theta$ lies in the first quadrant.
	when $x$ is negative, the angle lies in the second quadrant; and when $x = 0$, the angle equals $\frac{\pi}{2}$.

As $x$ grows without bound, the corresponding angle $\theta$ approaches the asymptotic values:
\lim_{x \to +\infty} \operatorname{arccot}(x) = 0
\qquad \lim_{x \to -\infty} \operatorname{arccot}(x) = \pi
  These values are never attained, since no finite value of $x$ has cotangent equal to $0$ or $\pi$; they correspond to the directions in which the terminal side of the angle becomes parallel to the x-axis.

Reference values of arccotangent
Below are some commonly known values of $\operatorname{arccot}(x)$ for selected inputs, useful in various applications of trigonometry:
\begin{align}
x &\to -\infty  &\quad& \operatorname{arccot}(x) \to \pi \\[6pt]
x &= -\sqrt{3} &\quad& \operatorname{arccot}(-\sqrt{3}) = 2\pi/3 \\[6pt]
x &= -1 &\quad& \operatorname{arccot}(-1) = 3\pi/4 \\[6pt]
x &= -1/\sqrt{3} &\quad& \operatorname{arccot}(-1/\sqrt{3}) = 5\pi/6 \\[6pt]
x &= 0 &\quad& \operatorname{arccot}(0) = \pi/2 \\[6pt]
x &= 1/\sqrt{3} &\quad& \operatorname{arccot}(1/\sqrt{3}) = \pi/3 \\[6pt]
x &= 1 &\quad& \operatorname{arccot}(1) = \pi/4 \\[6pt]
x &= \sqrt{3} &\quad& \operatorname{arccot}(\sqrt{3}) = \pi/6 \\[6pt]
x &\to +\infty &\quad& \operatorname{arccot}(x) \to 0
\end{align}

Arccotangent function
The arccotangent function $f(x) = \operatorname{arccot}(x)$ assigns to each real number $x \in \mathbb{R}$ the unique angle $\theta \in (0, \pi)$ whose cotangent equals $x$. Its graph is a continuous, strictly decreasing curve that admits two horizontal asymptotes, namely $y = 0$ and $y = \pi$. The function is the inverse of the cotangent restricted to its principal domain $(0, \pi)$, over which the cotangent is strictly decreasing and bijective.
	Domain: $x \in \mathbb{R}$

	Range: $y \in (0, \pi)$

	The arccotangent satisfies the identity:


\operatorname{arccot}(-x) = \pi - \operatorname{arccot}(x) \quad \forall x \in \mathbb{R}
 This follows from the fact that the cotangent is an odd function, and reflects the symmetry of the graph of $\operatorname{arccot}$ with respect to the point $\left(0,\, \pi/2\right)$.

Analytical expression of the arccotangent
The arccotangent can also be expressed in relation to the arctangent, sine, and cosine functions, emphasizing its complementary nature within the family of inverse trigonometric functions. Starting from the identity:
\cot(\theta) = \frac{\cos(\theta)}{\sin(\theta)}
one can consider a right triangle in which $\cot(\theta) = x$, that is, the ratio of the adjacent side to the opposite side equals $x$. Taking the opposite side equal to $1$ and the adjacent side equal to $x,$ the hypotenuse is $\sqrt{1 + x^2}$ by the Pythagorean theorem, so that:
\sin(\theta) = \frac{1}{\sqrt{1 + x^2}}
\cos(\theta) = \frac{x}{\sqrt{1 + x^2}}
Reversing these relationships yields two equivalent expressions for the arccotangent:
\begin{align}
\operatorname{arccot}(x) &= \arcsin\\!\left(\frac{1}{\sqrt{1 + x^2}}\right) \\[6pt]
\operatorname{arccot}(x) &= \arccos\\!\left(\frac{x}{\sqrt{1 + x^2}}\right)
\end{align}
Two further identities connect the arccotangent directly to the arctangent. For positive values of $x$, one has:
\operatorname{arccot}(x) = \arctan\\!\left(\frac{1}{x}\right)
since the cotangent and tangent of the same angle are reciprocals of each other. A more general identity, valid for all $x \in \mathbb{R}$, is:
\operatorname{arccot}(x) = \frac{\pi}{2} - \arctan(x)
which follows from the complementary relationship between tangent and cotangent: for any angle $\theta$, one has $\cot(\theta) = \tan\\!\left(\frac{\pi}{2} - \theta\right)$, so inverting both sides yields the identity directly.


  

    Hyperbolic Sine and Cosine
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Introduction to hyperbolic sine and cosine
We have seen that the sine of an angle can be introduced geometrically by looking at how a point moves along the unit circle. The hyperbolic sine, instead, is obtained by relating a point on the right branch of the equilateral hyperbola:
X^{2} - Y^{2} = 1
to the area of a corresponding hyperbolic sector. For any real value $x$, we select a point:
P(X_{P},\, Y_{P})
on the branch with $X>0$ such that the signed area enclosed by the $OX$ axis, the segment from the origin to $P$, and the portion of the hyperbola between $(1,0)$ and $P$ is equal to $x/2$.
The notion of signed area makes it possible to accommodate both positive and negative values in a continuous way: when $x>0$ the sector lies in the first quadrant, while for $x<0$ it extends into the fourth quadrant, without breaking the correspondence between the parameter $x$ and the position of $P$. Once this point has been determined, the hyperbolic sine of $x$ is simply its vertical coordinate:
\sinh(x) := Y_{P}
Specularly to what has just been shown for the hyperbolic sine, we can introduce the hyperbolic cosine by looking at the same equilateral hyperbola. Once the point:
P(X_{P},\, Y_{P})
has been identified as the one corresponding to a signed hyperbolic sector of area $x/2$, the hyperbolic cosine of $x$ is defined simply as its horizontal coordinate.
While $\sinh(x)$ reflects how far the point rises or falls along the branch of the hyperbola, $\cosh(x)$ captures its horizontal position:
\cosh(x) := X_{P}
In this geometric interpretation, the pair $\bigl(\cosh(x),\, \sinh(x)\bigr)$ represents the coordinates of the unique point $P$ that produces the assigned sector $A$.

Fundamental hyperbolic identity
The hyperbolic sine and hyperbolic cosine satisfy a relationship that plays a role analogous to the Pythagorean identity. This relationship is known as the fundamental hyperbolic identity:
\cosh^{2} x - \sinh^{2} x = 1
From a geometric point of view, this equality expresses the fact that the point $\bigl(\cosh(x),\, \sinh(x)\bigr)$ lies exactly on the right branch of the equilateral hyperbola:
X^{2} - Y^{2} = 1
Here the horizontal coordinate $\cosh(x)$ and the vertical coordinate $\sinh(x)$ play roles similar to those of the adjacent and opposite sides in the unit-circle setting, but the geometry is governed by a hyperbola instead of a circle. The identity emerges from this construction: the coordinates of the point must satisfy the defining equation of the hyperbola, and this is precisely what leads to $\cosh^{2} x - \sinh^{2} x = 1$.

Hyperbolic identities
	\[
\text{1. } \quad \sinh(2x) = 2\,\sinh(x)\,\cosh(x)
\]

	\[
\text{2. } \quad \cosh(2x)
= 1 + 2\,\sinh^{2}(x)
\]

	\[
\text{3. } \quad \sinh(x+y)
= \sinh(x)\cosh(y) + \cosh(x)\sinh(y)
\]

	\[
\text{4. } \quad \cosh(x+y)
= \cosh(x)\cosh(y) + \sinh(x)\sinh(y)
\]

	\[
\text{5. } \quad \sinh(x-y)
= \sinh(x)\cosh(y) - \cosh(x)\sinh(y)
\]

	\[
\text{6. } \quad \cosh(x-y)
= \cosh(x)\cosh(y) - \sinh(x)\sinh(y)
\]


Each identity reflects the deep algebraic symmetry of the hyperbolic functions. Their addition and double-angle formulas closely parallel the circular case, but follow the geometry of the equilateral hyperbola, where $\cosh(x)$ and $\sinh(x)$ arise as the coordinates of the point associated with a hyperbolic sector.


Analytical expression of the hyperbolic sine
A first derivation comes directly from the exponential function. If we look at how $e^{x}$ and $e^{-x}$ behave, we notice that they naturally split into a symmetric and an antisymmetric part. Writing them as:
e^{x} = \cosh(x) + \sinh(x)
e^{-x} = \cosh(x) - \sinh(x)
we can treat these two expressions as a simple system in the unknowns $\cosh(x)$ and $\sinh(x)$. Subtracting one equation from the other isolates the antisymmetric component, giving:
e^{x} - e^{-x} = 2\,\sinh(x)
and therefore:
\sinh(x) = \frac{e^{x} - e^{-x}}{2}

A complementary way to obtain the same formula is to go back to geometry. The point $(\cosh(x), \sinh(x))$ belongs to the equilateral hyperbola:
X^{2} - Y^{2} = 1
Since we already know that the horizontal coordinate satisfies:
X = \cosh(x) = \frac{e^{x} + e^{-x}}{2}
we can plug this expression directly into the hyperbola’s equation and solve for $Y$. We have:
Y^{2}
= X^{2} - 1
= \left(\frac{e^{x} + e^{-x}}{2}\right)^{2} - 1
Expanding the square and simplifying leads to:
Y^{2}
= \left(\frac{e^{x} - e^{-x}}{2}\right)^{2}
Taking the square root requires paying attention to the sign of $Y$.
	If $x > 0$, the point lies in the first quadrant and $Y$ is positive.  
	If $x < 0$, it lies in the fourth quadrant and $Y$ is negative.

In both cases, the correct choice is:
Y = \frac{e^{x} - e^{-x}}{2}
Thus the analytical expression emerges naturally from the geometry of the hyperbola:
\sinh(x) = \frac{e^{x} - e^{-x}}{2}

Analytical expression of the hyperbolic cosine
Compared to the derivation of the hyperbolic sine, there is another way to obtain the analytical expression of the hyperbolic cosine, and it emerges directly from the classical geometric construction. In this approach, we start from the computation of the signed area $A$ of the hyperbolic sector on the right branch of the equilateral hyperbola. The integral that describes this area leads to the relation:
A = \frac{1}{2}\,\ln\\!\bigl(X + \sqrt{X^{2}-1}\bigr)
This motivates the introduction of the hyperbolic parameter $x$, which is defined so that it depends only on the horizontal coordinate $X$:
x = \ln\\!\bigl(X + \sqrt{X^{2}-1}\bigr) = 2A
Once this link between the sector area and the coordinate $X$ has been established, we can reverse the relation to express (X) in terms of (x). Exponentiating gives:
X + \sqrt{X^{2}-1} = e^{x}
and from here we isolate the square root:
\sqrt{X^{2}-1} = e^{x} - X
Squaring both sides and simplifying the resulting expression shows that the admissible solution must satisfy:
X = \frac{e^{x} + e^{-x}}{2}
This value is therefore taken as the analytical definition of the hyperbolic cosine:
\cosh(x) = \frac{e^{x} + e^{-x}}{2}

Analytical hyperbolic definitions
	\[
\text{1. } \quad \sinh(x)
= \frac{e^{x} - e^{-x}}{2}
\]

	\[
\text{2. } \quad \cosh(x)
= \frac{e^{x} + e^{-x}}{2}
\]


These analytic definitions express the hyperbolic sine and cosine directly in terms of the exponential function. Their symmetry follows from the structure of the equilateral hyperbola.


Hyperbolic sine and cosine function
The hyperbolic sine function $f(x) = \sinh(x)$ associates each real number $x$ with a value derived from the exponential function. Unlike the circular sine, it does not oscillate: its graph grows exponentially for large positive or negative values of $x$, crossing the origin with slope $1$. The function $f(x) = \sinh(x)$ is defined for all real numbers, and its range also spans the entire real line.
	Domain: $x \in \mathbb{R}$  
	Range: $y \in \mathbb{R}$  
	Periodicity: not periodic; grows exponentially as $|x|$ increases  
	Parity: odd, $\sinh(-x) = -\sinh(x)$


The hyperbolic cosine function $f(x) = \cosh(x)$ assigns to each real number $x$ a value obtained from the symmetric part of the exponential function. Unlike the circular cosine, it is not periodic: its graph has a minimum at $x = 0$, where $\cosh(0) = 1$, and increases exponentially as the absolute value of $x$ becomes larger. The function $f(x) = \cosh(x)$ is defined for all real numbers, and its range is given by $\cosh(x) \geq 1$.
	Domain: $x \in \mathbb{R}$  
	Range: $y \in \mathbb{R} : y \geq 1$  
	Periodicity: not periodic; grows exponentially as $|x|$ increases  
	Parity: even, $\cosh(-x) = \cosh(x)$


Relation to the circular sine and cosine
Hyperbolic sine and cosine originate from the geometry of the equilateral hyperbola:
x^{2} - y^{2} = 1
where a hyperbolic sector determines a parameter $x$. The point on the hyperbola associated with this area has coordinates:
X_{P} = \cosh(x) = \frac{e^{x} + e^{-x}}{2}
Y_{P} = \sinh(x) = \frac{e^{x} - e^{-x}}{2}
In the circular setting, the corresponding quantities arise from the unit circle of radius $1$, where a central angle $\theta$ determines the circular sine and cosine, identified by the point:
P(X_{P}, Y_{P}) = P(\cos\theta,\, \sin\theta)
Both constructions follow the same basic idea: whether on a circle or on a hyperbola, a sector picks out a point on the curve. In the circular case this leads to the familiar sine and cosine, while in the hyperbolic case it gives the hyperbolic sine and cosine, which mirror the circular behaviour but within the geometry of the hyperbola.
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Introduction
The hyperbolic tangent and cotangent arise from the hyperbolic sine and cosine in exactly the same way that the circular tangent and cotangent arise from the circular sine and cosine. Given the hyperbolic sine and cosine, both introduced in relation to the right branch of the equilateral hyperbola:
X^{2} – Y^{2} = 1
The hyperbolic tangent is defined as their ratio, provided that $\cosh(x)$ is not zero. Since $\cosh(x) \geq 1$ for all real $x$, the denominator is never zero, and the hyperbolic tangent is therefore defined on the entire real line. The hyperbolic cotangent involves the reciprocal ratio and requires $\sinh(x) \neq 0$, which excludes only $x = 0$.
Once the point $P(\cosh(x), \sinh(x))$ on the hyperbola has been identified as the one corresponding to a signed hyperbolic sector of area $x/2$, the hyperbolic tangent and cotangent can be read from its coordinates. The hyperbolic tangent is the ratio of the vertical coordinate to the horizontal coordinate:
\tanh(x) := \frac{\sinh(x)}{\cosh(x)}
To make the construction more intuitive, consider the unit hyperbola $x^2 - y^2 = 1$ and the point $P = (\cosh x, \sinh x)$, associated with a hyperbolic angle $x$. Draw the line passing through the origin $O$ and $P$, and consider the vertical line $x = 1$. Their intersection defines the point $T$, which has coordinates $T = (1, \tanh x)$, since the slope of the line $OP$ is $\sinh x/ \cosh x = \tanh x$. The vertical segment joining $(1,0)$ to $T$ therefore represents geometrically the length of the hyperbolic tangent.


The hyperbolic cotangent is the reciprocal ratio, that is, the horizontal coordinate divided by the vertical one:
\coth(x) := \frac{\cosh(x)}{\sinh(x)}
As in the case illustrated above for the hyperbolic tangent, to make the construction more intuitive, consider the unit hyperbola $x^2 - y^2 = 1$ and the point $P = (\cosh x, \sinh x)$, associated with a hyperbolic angle $x$. Draw the line passing through the origin $O$ and $P$, and consider the horizontal line $y = 1$. Their intersection defines the point $S$, which has coordinates $S = (\coth x, 1)$, since the slope of the line $OP$ is $\sinh x / \cosh x = \tanh x$, and thus its reciprocal gives $\coth x = \cosh x / \sinh x$. The horizontal segment joining $(0,1)$ to $S$ therefore represents geometrically the length of the hyperbolic cotangent.


In this geometric picture, the hyperbolic tangent and cotangent measure a kind of slope of the point on the hyperbola relative to its two coordinates, in analogy with the way the circular tangent expresses the slope of the point on the unit circle.

Fundamental hyperbolic identity for tangent and cotangent
The hyperbolic tangent and cotangent satisfy an identity that follows directly from the fundamental hyperbolic identity. Starting from:
\cosh^{2}(x) – \sinh^{2}(x) = 1
and dividing both sides by $\cosh^{2}(x)$, which is always positive, we obtain the identity for the hyperbolic tangent:
1 – \tanh^{2}(x) = \frac{1}{\cosh^{2}(x)}
Analogously, dividing the fundamental identity by $\sinh^{2}(x)$ for $x \neq 0$ gives the identity for the hyperbolic cotangent:
\coth^{2}(x) – 1 = \frac{1}{\sinh^{2}(x)}
Both identities record a direct consequence of the hyperbola equation: the coordinates of the point $P$ are constrained to satisfy $X^{2} – Y^{2} = 1$, and dividing by either coordinate squared translates this constraint into a relation involving the ratio functions.

Hyperbolic identities
	\[\text{1. } \quad \tanh(x+y) = \frac{\tanh(x) + \tanh(y)}{1 + \tanh(x)\,\tanh(y)}\]

	\[\text{2. } \quad \tanh(x-y) = \frac{\tanh(x) – \tanh(y)}{1 – \tanh(x)\,\tanh(y)}\]

	\[\text{3. } \quad \tanh(2x) = \frac{2\,\tanh(x)}{1 + \tanh^{2}(x)}\]

	\[\text{4. } \quad \coth(x+y) = \frac{1 + \coth(x)\,\coth(y)}{\coth(x) + \coth(y)}\]

	\[\text{5. } \quad \coth(x-y) = \frac{-1 + \coth(x)\,\coth(y)}{\coth(x) – \coth(y)}\]

	\[\text{6. } \quad \tanh(x)\,\coth(x) = 1\]


The addition and subtraction formulas for the hyperbolic tangent and cotangent closely mirror their circular counterparts, but are governed by the algebra of the equilateral hyperbola. The last identity simply states that $\tanh$ and $\coth$ are reciprocal functions wherever both are defined.


Analytical expression of the hyperbolic tangent
Using the analytical expressions of the hyperbolic sine and cosine in terms of the exponential function, we can write the hyperbolic tangent directly. Substituting:
\sinh(x) = \frac{e^{x} – e^{-x}}{2}
\cosh(x) = \frac{e^{x} + e^{-x}}{2}
into the definition $\tanh(x) = \sinh(x)/\cosh(x)$ and simplifying the factor $1/2$ that appears in both numerator and denominator, we obtain:
\tanh(x) = \frac{e^{x} – e^{-x}}{e^{x} + e^{-x}}
An equivalent and often more compact form is obtained by multiplying numerator and denominator by $e^{-x}$:
\tanh(x) = \frac{1 – e^{-2x}}{1 + e^{-2x}}
or, equivalently, by multiplying by $e^{x}$:
\tanh(x) = \frac{e^{2x} – 1}{e^{2x} + 1}
All three expressions are equivalent and each makes apparent a different aspect of the function: in the first form, the numerator and denominator are the analytically defined hyperbolic sine and cosine themselves. In the latter two, the exponential growth as $x \to +\infty$ or $x \to -\infty$ becomes immediately visible, and from them one can read off at once that the function tends to $1$ and $-1$ respectively.

Analytical expression of the hyperbolic cotangent
The derivation of the analytical expression for the hyperbolic cotangent follows the same pattern. Substituting the expressions of $\sinh(x)$ and $\cosh(x)$ into the definition $\coth(x) = \cosh(x)/\sinh(x)$, and again cancelling the common factor $1/2$, we get:
\coth(x) = \frac{e^{x} + e^{-x}}{e^{x} – e^{-x}}
As before, multiplying numerator and denominator by $e^{-x}$ or by $e^{x}$ gives the equivalent forms:
\coth(x) = \frac{1 + e^{-2x}}{1 – e^{-2x}} = \frac{e^{2x} + 1}{e^{2x} – 1}
The latter expressions show that for large positive $x$ the function approaches $1$ from above, while for large negative $x$ it approaches $-1$ from below, with a vertical asymptote at $x = 0$ in both cases.

Hyperbolic tangent and cotangent functions
The hyperbolic tangent function $f(x) = \tanh(x)$ is defined for all real numbers. Unlike the circular tangent, it does not have vertical asymptotes: its graph is a smooth, monotonically increasing curve that passes through the origin with slope $1$ and remains bounded for all $x$. As $x \to +\infty$ the function approaches $1$ asymptotically, while as $x \to -\infty$ it approaches $-1$, so the range is the open interval $(-1, 1)$.
	Domain: $x \in \mathbb{R}$
	Range: $y \in (-1, 1)$
	Periodicity: not periodic
	Parity: odd, $\tanh(-x) = -\tanh(x)$
	Horizontal asymptotes: $y = 1$ as $x \to +\infty$; $y = -1$ as $x \to -\infty$


The hyperbolic cotangent function $f(x) = \coth(x)$ is defined for all real $x \neq 0$. Its graph consists of two branches: one for $x > 0$, where the function decreases from $+\infty$ toward $1$, and one for $x < 0$, where it increases from $-\infty$ toward $-1$. The origin is a vertical asymptote, and the lines $y = 1$ and $y = -1$ are horizontal asymptotes.
	Domain: $x \in \mathbb{R},\; x \neq 0$
	Range: $y \in (-\infty, -1) \cup (1, +\infty)$
	Periodicity: not periodic
	Parity: odd, $\coth(-x) = -\coth(x)$
	Vertical asymptote: $x = 0$
	Horizontal asymptotes: $y = 1$ as $x \to +\infty$; $y = -1$ as $x \to -\infty$


Relation to the circular tangent and cotangent
The circular tangent and cotangent are defined as ratios of the circular sine and cosine, which in turn arise from the geometry of the unit circle. By exact analogy, the hyperbolic tangent and cotangent are ratios of the hyperbolic sine and cosine, which arise from the geometry of the equilateral hyperbola. In both settings, the underlying identity constraining the coordinates of a point on the curve propagates to a corresponding identity for the ratio functions.
There is, however, a fundamental difference between the two cases: while the circular tangent is periodic with period $\pi$ and is unbounded, the hyperbolic tangent is monotone and bounded between $-1$ and $1$. Similarly, the circular cotangent has vertical asymptotes at every integer multiple of $\pi$, whereas the hyperbolic cotangent has only one, at the origin.
Both the circular and the hyperbolic tangent measure a kind of ratio of coordinates of a point on a curve, one on the unit circle and the other on the equilateral hyperbola. The structural parallelism between the two families of functions is one of the most elegant features of classical analysis.
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Definition
The Pythagorean identity is an equation that connects trigonometry and geometry, and it derives directly from the Pythagorean theorem, which relates the sides of a right triangle. Consider a right triangle whose hypotenuse has length $1$. Placing the triangle on the unit circle and letting $\theta$ denote an angle at the origin, the two legs have lengths equal to $\sin(\theta)$ and $\cos(\theta)$, respectively.
The identity takes the form
\sin^2\theta + \cos^2\theta = 1
where $\sin^2\theta$ stands for $(\sin\theta)^2$ and $\cos^2\theta$ stands for $(\cos\theta)^2$. To see why this holds, recall that the Pythagorean theorem states that, in any right triangle, the square of the hypotenuse equals the sum of the squares of the two legs.
Denoting the hypotenuse by $c$ and the legs by $a$ and $b$, the theorem reads
a^2 + b^2 = c^2
By placing the triangle inside the unit circle, the hypotenuse $c$ coincides with the
radius of the circle, which by definition equals one. Substituting $c = 1$, \(a =
\sin\theta\), and $b = \cos\theta$ into the equation above yields the Pythagorean
identity directly.

The Pythagorean identity makes it possible to express each of the two functions in terms of
the other. Solving for sine gives
\sin\theta = \pm \sqrt{1 - \cos^2\theta}
and solving for cosine gives:
\cos\theta = \pm \sqrt{1 - \sin^2\theta}
In each case, the sign depends on the quadrant in which $\theta$ lies. In the first quadrant both functions are positive, so the positive square root applies; in the remaining quadrants the sign must be chosen in accordance with the known sign of the relevant function in that region.

The same identity also gives rise to two further relationships, one involving tangent and secant, the other involving cotangent and
cosecant.
To obtain the first, divide both sides of $\sin^2\theta + \cos^2\theta = 1$ by $\cos^2\theta$:
\frac{\sin^2\theta}{\cos^2\theta} + \frac{\cos^2\theta}{\cos^2\theta} = \frac{1}{\cos^2\theta}
Recognising that $\sin\theta / \cos\theta = \tan\theta$ and $1/\cos\theta = \sec\theta$, the equation reduces to:
\tan^2\theta + 1 = \sec^2\theta
To obtain the second, divide both sides instead by $\sin^2\theta$:
\frac{\sin^2\theta}{\sin^2\theta} + \frac{\cos^2\theta}{\sin^2\theta} = \frac{1}{\sin^2\theta}
Since $\cos\theta / \sin\theta = \cot\theta$ and $1/\sin\theta = \csc\theta$, this simplifies to:
1 + \cot^2\theta = \csc^2\theta
The three identities obtained, together with the original Pythagorean identity, form the backbone of most algebraic manipulations encountered in trigonometry.

Domain restrictions
The identities:
\tan^2\theta + 1 = \sec^2\theta
1 + \cot^2\theta = \csc^2\theta
hold only where the respective divisions are defined. Dividing by $\cos^2\theta$ is valid for all $\theta$ that are not odd multiples of $\dfrac{\pi}{2}$, since those are precisely the values at which $\cos\theta = 0$ and $\tan\theta$ and $\sec\theta$ are undefined.
Similarly, dividing by $\sin^2\theta$ requires $\sin\theta \neq 0$, which excludes all integer multiples of $\pi$, where $\cot\theta$ and $\csc\theta$ are undefined. The original identity $\sin^2\theta + \cos^2\theta = 1$, by contrast, holds for every real value of $\theta$ without exception.
This coincidence between the domain restrictions and the natural domains of $\tan$, $\sec$, $\cot$, and $\csc$ is not accidental. These four functions are defined precisely as ratios involving sine and cosine, so the values excluded from their domains are exactly those at which the relevant denominator vanishes. The restrictions that appear when deriving the identities by division are therefore the same restrictions that define the functions themselves, and could not be otherwise.

Validity for arbitrary angles
The geometric argument given above establishes the identity for acute angles, since it relies on interpreting sine and cosine as the lengths of the legs of a right triangle. This interpretation ceases to be meaningful when $\theta$ is obtuse, negative, or greater than $2\pi$, and a more general foundation is therefore needed.
The standard approach is to define sine and cosine analytically via the unit circle. For any real number $\theta$, one defines $\cos\theta$ and $\sin\theta$ as the coordinates of the point obtained by moving a distance $\theta$ along the unit circle starting from $(1, 0)$, with the convention that positive values correspond to counterclockwise motion.
Under this definition, the point $(\cos\theta, \sin\theta)$ lies on the unit circle by construction, and the equation of the unit circle is $x^2 + y^2 = 1$. Substituting $x = \cos\theta$ and $y = \sin\theta$ yields:
\cos^2\theta + \sin^2\theta = 1
for every real value of $\theta$, without any restriction on the quadrant or the magnitude of the angle. The identity is therefore not a consequence of triangle geometry, but a direct expression of the definition of the trigonometric functions on the real line.

Example 1
The Pythagorean identity is often useful in simplifying expressions that do not appear, at first glance, to involve it. The following expression illustrates how recognising an algebraic structure in the numerator can reduce an apparently non-trivial fraction to a constant. Consider the expression:
\frac{\sin^4\theta - \cos^4\theta}{\sin^2\theta - \cos^2\theta}
The numerator is a difference of two squares, and factors accordingly as:
\sin^4\theta - \cos^4\theta = (\sin^2\theta + \cos^2\theta)(\sin^2\theta - \cos^2\theta)
Since $\sin^2\theta + \cos^2\theta = 1$ by the Pythagorean identity, the numerator reduces to $\sin^2\theta - \cos^2\theta$. The expression therefore simplifies to:
\frac{\sin^2\theta - \cos^2\theta}{\sin^2\theta - \cos^2\theta} = 1
provided that $\sin^2\theta \neq \cos^2\theta$, that is, for all $\theta$ that are not odd multiples of $\dfrac{\pi}{4}$.

Rewriting expressions in a single function
A common requirement in calculus and mathematical analysis is to rewrite a trigonometric expression so that it involves only one function. The three Pythagorean identities provide a systematic way to do this, and the technique appears repeatedly across a wide range of problems, from the simplification of trigonometric expressions to the computation of integrals and the solution of differential equations.
From the fundamental identity:
\sin^2\theta + \cos^2\theta = 1
we obtain the two substitution rules:
\sin^2\theta = 1 - \cos^2\theta
\cos^2\theta = 1 - \sin^2\theta
These allow any polynomial expression in both sine and cosine to be reduced to a polynomial in one of them alone. For example, an expression of the form:
\sin^2\theta + 2\sin\theta\cos\theta + \cos^2\theta
can be simplified by observing that: $\sin^2\theta + \cos^2\theta = 1$, leaving $1 + 2\sin\theta\cos\theta$, which is recognisable as $1 + \sin 2\theta$.
The derived identities serve the same purpose for expressions involving the reciprocal and ratio functions. From $\tan^2\theta + 1 = \sec^2\theta$ one obtains $\tan^2\theta = \sec^2\theta - 1$, which is useful whenever an expression mixes $\tan\theta$ and $\sec\theta$ and a reduction to a single function is needed.
Similarly, from $1 + \cot^2\theta = \csc^2\theta$ one obtains $\cot^2\theta = \csc^2\theta - 1$, allowing expressions in $\cot\theta$ and $\csc\theta$ to be written in terms of $\csc\theta$ alone.
Many standard integrals require the integrand to be expressed in a form that matches a known pattern before a substitution can be applied. The integral of $\tan^2\theta$, for instance, is not immediately reducible by elementary rules. Substituting $\tan^2\theta = \sec^2\theta - 1$ rewrites the integrand as a difference of two terms, each of which is straightforward to integrate:
\begin{align}
\int \tan^2\theta \, d\theta &= \int (\sec^2\theta - 1) \, d\theta \\[6pt]
&= \int \sec^2\theta \, d\theta \, - \int d\theta \\[6pt]
&= \tan\theta - \theta + c
\end{align}
The same principle underlies trigonometric substitution, where expressions involving radicals such as $\sqrt{1 - x^2}$ or $\sqrt{1 + x^2}$ are handled by introducing a trigonometric variable and then applying the appropriate Pythagorean identity to eliminate the radical entirely. In the case of $\sqrt{1 - x^2}$, the substitution $x = \sin\theta$ transforms the radical as follows:
\sqrt{1 - x^2} = \sqrt{1 - \sin^2\theta} = \sqrt{\cos^2\theta} = |\cos\theta|
which reduces to $\cos\theta$ whenever $\theta \in \left[-\dfrac{\pi}{2}, \dfrac{\pi}{2}\right]$, the standard range chosen for this substitution. The radical has been eliminated entirely, and the resulting integral involves only trigonometric functions, to which standard techniques apply directly.

Example 2
The substitution $x = \sin\theta$ is a standard technique for integrals containing the radical $\sqrt{1 - x^2}$. The Pythagorean identity is what makes the substitution effective: it guarantees that the radical collapses to a single trigonometric function, eliminating the square root entirely. Consider the following integral:
\int \sqrt{1 - x^2} \, dx
Setting $x = \sin\theta$, with $\theta \in \left[-\dfrac{\pi}{2}, \dfrac{\pi}{2}\right]$, gives $dx = \cos\theta \, d\theta$. The radical transforms as follows:
\sqrt{1 - x^2} = \sqrt{1 - \sin^2\theta} = \sqrt{\cos^2\theta} = \cos\theta
where the last step uses the fact that $\cos\theta \geq 0$ on the chosen interval. Substituting into the integral gives:
\int \sqrt{1 - x^2} \, dx = \int \cos\theta \cdot \cos\theta \, d\theta = \int \cos^2\theta \, d\theta
The integrand $\cos^2\theta$ is handled via the identity $\cos^2\theta = \dfrac{1 + \cos 2\theta}{2}$, which yields:
\begin{align}
\int \cos^2\theta \, d\theta &= \int \frac{1 + \cos 2\theta}{2} \, d\theta \\[6pt]
&= \frac{\theta}{2} + \frac{\sin 2\theta}{4} + c
\end{align}
It remains to return to the original variable. Since $x = \sin\theta$, one has $\theta = \arcsin x$. For the term $\sin 2\theta$, the double angle formula gives $\sin 2\theta = 2\sin\theta\cos\theta = 2x\sqrt{1-x^2}$.
The solution is therefore:
\int \sqrt{1 - x^2} \, dx = \frac{\arcsin x}{2} + \frac{x\sqrt{1 - x^2}}{2} + c
This is the area formula for a semicircle of unit radius, as expected from the geometric interpretation of the integrand.


Connection with Euler's formula
The Pythagorean identity admits an especially transparent proof once the trigonometric functions are extended to the complex plane. Euler's formula states that for any real $\theta$, the complex exponential satisfies:
e^{i\theta} = \cos\theta + i\sin\theta
Since $e^{i\theta}$ lies on the unit circle in the complex plane, its modulus is equal to one. Computing the squared modulus directly gives:
|e^{i\theta}|^2 = \cos^2\theta + \sin^2\theta = 1
which recovers the Pythagorean identity as an immediate consequence of the definition of the exponential function on the imaginary axis.
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Statement
The Pythagorean theorem states that in every right triangle, the square of the hypotenuse is equal to the sum of the squares of the two legs:
a^2 + b^2 = c^2
In this relation $c$ denotes the hypotenuse, while $a$ and $b$ denote the two legs. The theorem applies exclusively to right triangles, that is, triangles containing exactly one angle of $90^\circ$.
From the identity $a^2 + b^2 = c^2$ one can isolate each side in turn, obtaining the hypotenuse as a function of the two legs and each leg as a function of the hypotenuse and the other leg:
\begin{align}
c &= \sqrt{a^2 + b^2} \\[6pt]
a &= \sqrt{c^2 - b^2} \\[6pt]
b &= \sqrt{c^2 - a^2}
\end{align}
The square roots are taken with the positive sign because $a$, $b$ and $c$ represent lengths.The converse of the theorem also holds. If in a triangle with sides $a$, $b$ and $c$ the relation
a^2 + b^2 = c^2
is satisfied, then the triangle is right-angled, and the right angle is the one opposite the side $c$.

Applications
The Pythagorean theorem can be applied whenever a figure admits a decomposition that isolates a right triangle. This makes it possible to determine the length of sides, diagonals or other segments belonging to the original figure. A first illustration is provided by the square shown below:
Drawing the diagonal $\overline{DB}$ partitions the square into two congruent right triangles, each having the diagonal as hypotenuse and two sides of the square as legs. The Pythagorean theorem applied to either of them gives:
\begin{align}
\overline{DB}^2 &= \overline{AB}^2 + \overline{AD}^2 \\[6pt]
\overline{DB} &= \sqrt{\overline{AB}^2 + \overline{AD}^2}
\end{align}
The same principle extends to isosceles and equilateral triangles, which can be split into two right triangles by drawing the height from the apex to the base.
Denoting by $H$ the foot of the height drawn from $C$ to the base $AB$, the right triangle $CHB$ has hypotenuse $\overline{CB}$ and legs $\overline{CH}$ and $\overline{HB}$. Applying the theorem and its inverse forms yields:
\begin{align}
\overline{CB} &= \sqrt{\overline{CH}^2 + \overline{HB}^2} \\[6pt]
\overline{CH} &= \sqrt{\overline{CB}^2 - \overline{HB}^2} \\[6pt]
\overline{HB} &= \sqrt{\overline{CB}^2 - \overline{CH}^2}
\end{align}
The same principle extends to any figure that can be partitioned into right triangles, such as rectangles, rhombi or portions of trapezoids.


Pythagorean triples
A Pythagorean triple is a set of three positive integers $(a, b, c)$ satisfying the relation:
a^2 + b^2 = c^2
The smallest examples are the following:
\begin{align}
&(3,\ 4,\ 5) \\[6pt]
&(5,\ 12,\ 13) \\[6pt]
&(7,\ 24,\ 25) \\[6pt]
&(8,\ 15,\ 17)
\end{align}
A Pythagorean triple whose three entries are pairwise coprime is called a primitive triple. Every non-primitive triple is obtained by multiplying a primitive one by a positive integer, so that $(6, 8, 10)$ and $(9, 12, 15)$ are both non-primitive triples derived from $(3, 4, 5)$. All primitive triples are therefore Pythagorean, but the converse does not hold.

Pythagorean identity on the unit circle
On the unit circle, the sine and cosine of an angle $\theta$ admit a direct geometric interpretation. Dropping a perpendicular from the point on the circle identified by $\theta$ to the horizontal axis produces a right triangle whose hypotenuse is the radius, whose horizontal leg has length $\cos\theta$ and whose vertical leg has length $\sin\theta$.
Applying the Pythagorean theorem to this triangle, with legs of length $\sin\theta$ and $\cos\theta$ and hypotenuse of length $1$, yields the fundamental trigonometric identity:
\sin^2\theta + \cos^2\theta = 1
The identity therefore holds for every real $\theta$ and is simply the Pythagorean theorem expressed in trigonometric form. The law of cosines generalises this relation to arbitrary triangles, reducing to the Pythagorean theorem when the angle between the two known sides is right, while the law of sines expresses a different link between sides and opposite angles and is used to solve triangles in which a side-angle pair is known.

Modulus of a complex number
A complex number can be written in the algebraic form:
z = a + bi
The real part $a$ and the imaginary part $b$ identify the point of coordinates $(a, b)$ in the complex plane. The modulus $|z|$ is defined as the distance from the origin to this point, and since that distance is the hypotenuse of the right triangle with legs $a$ and $b$, the Pythagorean theorem gives:
|z| = \sqrt{a^2 + b^2}
The modulus of a complex number is therefore a direct geometric application of the Pythagorean theorem in the Cartesian plane.
This construction holds for every complex number $z = a + bi$. Its modulus is always the distance from the origin to the point $(a, b)$, computed through the Pythagorean theorem applied to the right triangle with legs $a$ and $b$.
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Using reference angles to rewrite angles
Given an angle $\theta$ in standard position on the unit circle, the acute angle formed between its terminal side and the horizontal axis is called the reference angle of $\theta$, and is usually denoted by $\alpha$. The reference angle provides a direct link between the trigonometric functions of a generic angle and those of an acute angle in the first quadrant, where all values are positive and computable from elementary geometric considerations.
The identities that realize this link are known as reduction formulas. Each of them expresses a trigonometric function of $\theta$ in terms of the same function, or its cofunction, evaluated at $\alpha$, with a sign fixed by the quadrant in which $\theta$ lies. The angle forms that appear most frequently are the following:
\frac{\pi}{2}\pm\alpha,\quad \pi\pm\alpha,\quad \frac{3\pi}{2}\pm\alpha,\quad 2\pi-\alpha
Every other case reduces to one of these by adding or subtracting an integer multiple of $2\pi$.

For each of these forms, two pieces of information completely determine the corresponding reduction formula: the quadrant of the angle, which fixes the signs of the four trigonometric functions, and the axis used as reference, which determines whether the reduction preserves each function or swaps it with its cofunction.
Angles written as deviations from $\pi/2$ or $3\pi/2$ are measured from a vertical axis, and their reduction involves the exchange of sine with cosine and of tangent with cotangent. Angles written as deviations from $\pi$ or $2\pi$ are measured from a horizontal axis, and their reduction keeps each function unchanged. The table below gathers this information for all the forms considered on this page, listing the quadrant, the sign of each trigonometric function, and whether a cofunction swap occurs.
	Form	Quadrant	$\sin$	$\cos$	$\tan$	$\cot$	Cofunction swap
	$\pi/2-\alpha$	1°	$+$	$+$	$+$	$+$	yes
	$\pi/2+\alpha$	2°	$+$	$-$	$-$	$-$	yes
	$\pi-\alpha$	2°	$+$	$-$	$-$	$-$	no
	$\pi+\alpha$	3°	$-$	$-$	$+$	$+$	no
	$3\pi/2-\alpha$	3°	$-$	$-$	$+$	$+$	yes
	$3\pi/2+\alpha$	4°	$-$	$+$	$-$	$-$	yes
	$2\pi-\alpha$	4°	$-$	$+$	$-$	$-$	no

The sections that follow derive each identity geometrically, starting from the position of the terminal side on the unit circle and reading the sign of the coordinates directly from the figure.


Reduction formulas for $\pi/2 + \alpha$
Consider an angle of the form $\pi/2+\alpha$ where $\alpha$ denotes an acute angle measured from the positive $x$-axis. Starting from $\frac{\pi}{2}$, which corresponds to the vertical direction, the addition of $\alpha$ rotates the terminal side slightly to the left of the vertical axis, as shown in the figure below. The resulting angle lies strictly between $\frac{\pi}{2}$ and $\pi$, and therefore its terminal side falls in the second quadrant of the Cartesian plane.
A direct geometric analysis of the right triangle determined by the terminal side yields the following identities for sine and cosine:
\begin{align}
\sin\left(\frac{\pi}{2}+\alpha\right) &= \cos\alpha \\[6pt]
\cos\left(\frac{\pi}{2}+\alpha\right) &= -\sin\alpha
\end{align}
The geometric meaning of these identities is transparent. The sine of $\alpha$, which measures the vertical segment associated with the acute angle in the first quadrant, coincides in length with the cosine of $\frac{\pi}{2}+\alpha$, which measures the horizontal segment associated with the corresponding angle in the second quadrant. The only difference is the sign, since the latter segment extends to the left of the vertical axis and therefore carries a negative value. The identities for tangent and cotangent follow at once from the definitions:
\begin{align}
\tan\alpha &= \frac{\sin\alpha}{\cos\alpha} \\[6pt]
\cot\alpha &= \frac{\cos\alpha}{\sin\alpha}
\end{align}
Substituting the expressions obtained above into these definitions gives:
\begin{align}
\tan\left(\frac{\pi}{2}+\alpha\right) &= \frac{\cos\alpha}{-\sin\alpha} = -\cot\alpha \\[6pt]
\cot\left(\frac{\pi}{2}+\alpha\right) &= \frac{-\sin\alpha}{\cos\alpha} = -\tan\alpha
\end{align}
The tangent and cotangent of $\pi/2+\alpha$ therefore differ from the cotangent and tangent of $\alpha$ only by a change of sign, consistently with the fact that both functions are negative in the second quadrant.

Reduction formulas for $\pi/2 - \alpha$
Consider now an angle of the form $\frac{\pi}{2}-\alpha$ where $\alpha$ denotes an acute angle in the first quadrant. This angle is obtained by rotating counterclockwise from the positive $x$-axis up to $\frac{\pi}{2}$, and then turning back by $\alpha$. The backward rotation brings the terminal side to the right of the vertical axis, keeping it between $0$ and $\frac{\pi}{2}$. The resulting angle therefore lies in the first quadrant of the Cartesian plane.
A geometric analysis of the right triangle associated with the terminal side yields the following identities for sine and cosine:
\begin{align}
\sin\left(\frac{\pi}{2}-\alpha\right) &= \cos\alpha \\[6pt]
\cos\left(\frac{\pi}{2}-\alpha\right) &= \sin\alpha
\end{align}
In this case both functions retain a positive sign, consistently with the fact that the angle lies in the first quadrant, and the cofunction swap exchanges sine with cosine in a perfectly symmetric way. The identities for tangent and cotangent follow directly from their definitions as ratios:
\begin{align}
\tan\left(\frac{\pi}{2}-\alpha\right) &= \frac{\cos\alpha}{\sin\alpha} = \cot\alpha \\[6pt]
\cot\left(\frac{\pi}{2}-\alpha\right) &= \frac{\sin\alpha}{\cos\alpha} = \tan\alpha
\end{align}
The tangent of $\pi/2-\alpha$ therefore coincides with the cotangent of $\alpha$, and viceversa, in agreement with the general rule that angles measured from a vertical axis produce a cofunction swap.

Reduction formulas for $\pi + \alpha$
Consider now an angle of the form $\pi+\alpha)$, where $\alpha$ denotes an acute angle. Starting from $\pi$, which corresponds to the negative direction of the $x$-axis, the addition of $\alpha$ rotates the terminal side slightly downward, bringing it into the lower-left region of the Cartesian plane. The resulting angle lies strictly between $\pi$ and $3\pi/2$, and therefore its terminal side falls in the third quadrant.
A direct reading of the coordinates of the terminal side on the unit circle gives the following identities for sine and cosine:
\begin{align}
\sin(\pi+\alpha) &= -\sin\alpha \\[6pt]
\cos(\pi+\alpha) &= -\cos\alpha
\end{align}
Both values carry a negative sign, as expected in the third quadrant, where the terminal side lies below the horizontal axis and to the left of the vertical one. In magnitude, however, each function coincides with the corresponding value at $\alpha$, since $\pi+\alpha$ is obtained from $\alpha$ by a rotation of exactly $\pi$, which reflects the point on the unit circle through the origin. The identities for tangent and cotangent follow at once from the definitions of these functions as ratios:
\begin{align}
\tan(\pi+\alpha) &= \frac{-\sin\alpha}{-\cos\alpha} = \tan\alpha \\[6pt]
\cot(\pi+\alpha) &= \frac{-\cos\alpha}{-\sin\alpha} = \cot\alpha
\end{align}
The two negative signs cancel in each quotient, and the tangent and cotangent of $\pi+\alpha$ therefore coincide with those of $\alpha$. This is the analytic counterpart of the fact that tangent and cotangent have period $\pi$, whereas sine and cosine have period $2\pi.$

Reduction formulas for $\pi - \alpha$
Consider now an angle of the form $\pi-\alpha$ where $\alpha$ denotes an acute angle. Since $\pi$ corresponds to the negative direction of the $x$-axis, the subtraction of $\alpha$ rotates the terminal side slightly upward, bringing it into the upper-left region of the Cartesian plane. The resulting angle lies strictly between $\pi/2$ and $\pi$, and therefore its terminal side falls in the second quadrant.
A direct reading of the coordinates of the terminal side on the unit circle gives the following identities for sine and cosine:
\begin{align}
\sin(\pi-\alpha) &= \sin\alpha \\[6pt]
\cos(\pi-\alpha) &= -\cos\alpha
\end{align}
The sine retains a positive value, consistently with the fact that the terminal side lies above the horizontal axis, while the cosine changes sign because the terminal side is reflected to the left of the vertical axis. In magnitude, both functions coincide with the corresponding values at $\alpha$, since $\pi-\alpha$ and $\alpha$ are symmetric with respect to the vertical axis. The identities for tangent and cotangent follow at once from the definitions of these functions as ratios:
\begin{align}
\tan(\pi-\alpha) &= \frac{\sin\alpha}{-\cos\alpha} = -\tan\alpha \\[6pt]
\cot(\pi-\alpha) &= \frac{-\cos\alpha}{\sin\alpha} = -\cot\alpha
\end{align}
Both quotients carry a single minus sign, and the tangent and cotangent of $\pi-\alpha$ therefore differ from those of $\alpha$ only by a change of sign. This is consistent with the fact that in the second quadrant both functions take negative values.

Reduction formulas for $3\pi/2 + \alpha$
Consider now an angle of the form $\frac{3\pi}{2}+\alpha$ where $\alpha$ denotes an acute angle. Starting from $3\pi/2$, which corresponds to the negative direction of the $y$-axis, the addition of $\alpha$ rotates the terminal side slightly to the right of the vertical axis. The resulting angle lies strictly between $3\pi/2$ and $2\pi$, and therefore its terminal side falls in the fourth quadrant of the Cartesian plane.
A direct reading of the coordinates of the terminal side on the unit circle gives the following identities for sine and cosine:
\begin{align}
\sin\left(\frac{3\pi}{2}+\alpha\right) &= -\cos\alpha \\[6pt]
\cos\left(\frac{3\pi}{2}+\alpha\right) &= \sin\alpha
\end{align}
The sine takes a negative value because the terminal side lies below the horizontal axis, while the cosine remains positive since the terminal side falls to the right of the vertical axis. The cofunction swap is again present, in accordance with the general rule that angles measured from a vertical axis exchange sine with cosine and tangent with cotangent. The identities for tangent and cotangent follow at once from the definitions of these functions as ratios:
\begin{align}
\tan\left(\frac{3\pi}{2}+\alpha\right) &= \frac{-\cos\alpha}{\sin\alpha} = -\cot\alpha \\[6pt]
\cot\left(\frac{3\pi}{2}+\alpha\right) &= \frac{\sin\alpha}{-\cos\alpha} = -\tan\alpha
\end{align}
Both quotients carry a single minus sign, and the tangent and cotangent of $3\pi/2+\alpha$ therefore differ from the cotangent and tangent of $\alpha$ only by a change of sign. This is consistent with the fact that in the fourth quadrant both functions take negative values.

Reduction formulas for $3\pi/2 - \alpha$
Consider now an angle of the form $\frac{3\pi}{2}-\alpha$ where $\alpha$ denotes an acute angle. Since $3\pi/2$ corresponds to the negative direction of the $y$-axis, the subtraction of $\alpha$ rotates the terminal side backward toward $\pi$, bringing it into the lower-left region of the Cartesian plane. The resulting angle lies strictly between $\pi$ and $3\pi/2$, and therefore its terminal side falls in the third quadrant.
A direct reading of the coordinates of the terminal side on the unit circle gives the following identities for sine and cosine:
\begin{align}
\sin\left(\frac{3\pi}{2}-\alpha\right) &= -\cos\alpha \\[6pt]
\cos\left(\frac{3\pi}{2}-\alpha\right) &= -\sin\alpha
\end{align}
Both values carry a negative sign, consistently with the fact that in the third quadrant the terminal side lies below the horizontal axis and to the left of the vertical one. The cofunction swap is again present, as expected for angles measured as deviations from a vertical axis. The identities for tangent and cotangent follow at once from the definitions of these functions as ratios:
\begin{align}
\tan\left(\frac{3\pi}{2}-\alpha\right) &= \frac{-\cos\alpha}{-\sin\alpha} = \cot\alpha \\[6pt]
\cot\left(\frac{3\pi}{2}-\alpha\right) &= \frac{-\sin\alpha}{-\cos\alpha} = \tan\alpha
\end{align}
The two negative signs cancel in each quotient, and the tangent of $3\pi/2-\alpha$ therefore coincides with the cotangent of $\alpha$, while the cotangent of $3\pi/2-\alpha$ coincides with the tangent of $\alpha$. This is in agreement with the fact that both functions take positive values in the third quadrant.

Reduction formulas for $2\pi - \alpha = -\alpha$
Consider finally an angle of the form $2\pi-\alpha$ where $\alpha$ denotes an acute angle. Since $2\pi$ corresponds to a full revolution and therefore identifies the same terminal side as $0$, the subtraction of $\alpha$ rotates the terminal side slightly below the positive $x$-axis. The resulting angle lies strictly between $3\pi/2$ and $2\pi$, and therefore its terminal side falls in the fourth quadrant.
The angle $2\pi-\alpha$ is coterminal with $-\alpha$, that is, the two angles differ by an integer multiple of $2\pi$ and therefore identify the same point on the unit circle. Since the trigonometric functions have period $2\pi$, they take the same values at $2\pi-\alpha$ and at $-\alpha$, and this equivalence will be used implicitly in the identity.
A direct reading of the coordinates of the terminal side on the unit circle gives the following identities for sine and cosine:
\begin{align}
\sin(2\pi-\alpha) &= -\sin\alpha \\[6pt]
\cos(2\pi-\alpha) &= \cos\alpha
\end{align}
The sine takes a negative value because the terminal side lies below the horizontal axis, while the cosine remains positive since the terminal side falls to the right of the vertical axis. These identities also express the fact that sine is an odd function and cosine an even function of the angle, since $2\pi-\alpha$ is coterminal with $-\alpha$. The identities for tangent and cotangent follow at once from the definitions of these functions as ratios:
\begin{align}
\tan(2\pi-\alpha) &= \frac{-\sin\alpha}{\cos\alpha} = -\tan\alpha \\[6pt]
\cot(2\pi-\alpha) &= \frac{\cos\alpha}{-\sin\alpha} = -\cot\alpha
\end{align}
Both quotients carry a single minus sign, and the tangent and cotangent of $2\pi-\alpha$ therefore differ from those of $\alpha$ only by a change of sign. This is consistent with the fact that in the fourth quadrant both functions take negative values, and with the odd symmetry of tangent and cotangent with respect to the origin.

Structural remarks
Beyond their immediate computational use, the reduction formulas reveal a structural feature of the trigonometric functions that is worth stating explicitly. Every identity derived on this page is a consequence of two elementary symmetries of the unit circle: the invariance of the coordinates under a rotation by $2\pi$, which encodes the periodicity of sine and cosine, and their behaviour under reflections with respect to the coordinate axes, which produces the sign changes and the cofunction swaps. In this sense, reduction formulas are the algebraic translation of how a point moves on the unit circle under a finite group of rigid transformations.
This perspective has concrete consequences in several directions. In the solution of trigonometric equations, reduction formulas are what allows one to reduce any equation involving $\sin\theta$, $\cos\theta$, $\tan\theta$ or $\cot\theta$ to a problem on an acute reference angle, and then to recover the full set of solutions by exploiting periodicity. In integral calculus, they are routinely used to simplify integrands of the form $\sin(k\pi\pm x)$ or $\cos(k\pi\pm x)$ before applying standard integration techniques. In the study of Fourier series, the same sign rules underlie the classification of a function as even, odd, or neither, and determine which coefficients of the series vanish. From a more advanced standpoint, the reduction formulas anticipate the general addition formulas:
\begin{align}
\sin(\alpha+\beta) &= \sin\alpha\cos\beta+\cos\alpha\sin\beta \\[6pt]
\cos(\alpha+\beta) &= \cos\alpha\cos\beta-\sin\alpha\sin\beta
\end{align}
from which each identity on this page can be recovered by choosing $\beta$ equal to $\pi/2$, $\pi$, $3\pi/2$ or $2\pi$. What appears here as a catalogue of individual cases is therefore a finite specialization of a single continuous structure, and this is the viewpoint that analytic trigonometry adopts systematically.
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Understanding the sides of a right triangle
Trigonometry studies the relationships between angles and sides of triangles, and the right triangle is where the basic trigonometric functions are usually introduced: sine, cosine, and tangent. A right triangle has one interior angle of exactly $90^\circ.$ The two sides meeting at the right angle are the legs, and the third side, opposite the right angle, is the hypotenuse, which is always the longest of the three. Fix an acute angle $\theta$ inside the triangle. The hypotenuse does not depend on the choice of $\theta$, but the two legs do: one lies opposite to $\theta$, the other borders it. The trigonometric functions arise precisely from this asymmetry, as ratios between pairs of sides.
	Hypotenuse $h$: the longest side, opposite the right angle.
	Opposite leg $y$: the leg opposite to $\theta$.
	Adjacent leg $x$: the leg that bounds $\theta$ together with the hypotenuse.

A key observation is that these ratios depend only on $\theta$, not on the size of the triangle. If we scale a right triangle by any factor, all three sides grow by the same amount, so the ratio between any two of them stays the same. Two right triangles sharing the acute angle $\theta$ are therefore similar, and their corresponding ratios coincide. The trigonometric functions are for this reason well defined as functions of the angle alone.

SOH-CAH-TOA method
Place a right triangle inside a unit circle, with the acute angle $\theta$ at the origin of the Cartesian coordinate system and the hypotenuse running from the origin to a point on the circle. In this configuration the hypotenuse has length $h = 1$, and the two legs coincide with the horizontal and vertical coordinates of that point. The ratios that define the trigonometric functions take an especially transparen form here, because dividing by $h = 1$ leaves the coordinates themselves as the values of sine and cosine.
The name SOH-CAH-TOA is a mnemonic that encodes the three primary trigonometric functions as ratios of sides: sine is Opposite over Hypotenuse, cosine is Adjacent over Hypotenuse, and tangent is Opposite over Adjacent. Reading each triple from left to right gives the function on the left and the two sides forming the ratio on the right. The three reciprocal functions, cosecant, secant, and cotangent, follow by inverting each ratio.
The SOH group gives the sine of the angle and its reciprocal, the cosecant:
\begin{align}
\sin(\theta) &= \frac{y}{h} \\[6pt]
\csc(\theta) &= \frac{h}{y}
\end{align}
Rearranging the SOH relation gives $y = h \sin(\theta)$, which returns the length of the opposite leg whenever the angle and the hypotenuse are known. The CAH and TOA relations can be rearranged in the same way to recover any missing side from the other two pieces of information.


The CAH group gives the cosine and its reciprocal, the secant:
\begin{align}
\cos(\theta) &= \frac{x}{h} \\[6pt]
\sec(\theta) &= \frac{h}{x}
\end{align}
The TOA group gives the tangent and its reciprocal, the cotangent:
\begin{align}
\tan(\theta) &= \frac{y}{x} \\[6pt]
\cot(\theta) &= \frac{x}{y}
\end{align}
The tangent can also be written directly in terms of sine and cosine, since $y/x = (y/h)/(x/h)$. This gives the identity $\tan(\theta) = \sin(\theta)/\cos(\theta)$, and by reciprocation $\cot(\theta) = \cos(\theta)/\sin(\theta)$. The six trigonometric functions are therefore not independent of each other: sine and cosine alone determine all of them.

The Pythagorean identity
The sine and cosine of the same angle are not independent quantities: they satisfy the Pythagorean identity, which in any right triangle with acute angle $\theta$ takes the form:
\sin^2(\theta) + \cos^2(\theta) = 1
The identity is a direct consequence of the Pythagorean theorem. Starting from $x^2 + y^2 = h^2$ and dividing both sides by $h^2$, the equation becomes:
\left(\frac{y}{h}\right)^2 + \left(\frac{x}{h}\right)^2 = 1
The two ratios on the left coincide with $\sin(\theta)$ and $\cos(\theta)$ by the SOH and CAH relations, which gives the identity in its standard form. The same conclusion follows geometrically from the unit circle. A point on the circle has coordinates $(\cos(\theta), \sin(\theta))$, and the equation of the circle, $x^2 + y^2 =1$, is exactly the Pythagorean identity rewritten in those coordinates.

Solving a right triangle
A right triangle is fully determined by any two of its elements beyond the right angle itself, provided that at least one of the two is a side. The right angle fixes the shape up to similarity, and knowing one side sets the overall scale, so the remaining elements follow from SOH-CAH-TOA together with the Pythagorean identity. Three configurations cover all practical cases.
	Two sides are known. The third side follows from the Pythagorean theorem, and the two acute angles follow from any of the SOH-CAH-TOA ratios.
	One side and one acute angle are known. The other two sides follow from SOH-CAH-TOA, and the second acute angle is the complement $90^\circ - \theta$.
	Two angles are known. The triangle is determined only up to similarity, and an additional piece of information, typically the length of one side, is needed to fix its size.

The configuration with one side and one acute angle is the most common in applications, since in problems involving heights, distances, and slopes the angle is usually measured directly and one length is known from the setting. The example below illustrates this case.

Example
Consider a right triangle in which the leg opposite to the acute angle $\theta = 30^\circ$ measures $y = 5$, and suppose we want to determine the length of the adjacent leg $x$.
The two legs and the angle $\theta$ are linked by the TOA relation, which expresses the tangent of the angle as the ratio between the opposite and the adjacent leg:
\tan(\theta) = \frac{y}{x}
Substituting the known values, the equation becomes:
\tan(30^\circ) = \frac{5}{x}
Since the unknown $x$ appears in the denominator, we multiply both sides by $x$ to bring it to the numerator, and then divide by $\tan(30^\circ)$ to isolate it on the left:
x = \frac{5}{\tan(30^\circ)}
The tangent of $30^\circ$ is equal to $1/\sqrt{3}$, so the expression simplifies to $x = 5\sqrt{3}$, which is approximately $8.66$. The adjacent leg therefore measures about $8.66$ units.
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Secant
Consider the unit circle centered at the origin $\text{O} = (0,0)$ with radius $1$. Let $\theta$ be an angle in standard position, and denote by $\text{P}$ the point on the circle where the terminal side of $\theta$ intersects it. Draw the tangent line to the circle at the point $\text{P}$, and let $\text{S}$ be the point where this tangent line meets the $x$-axis. The secant of the angle $\theta$ is defined as the signed length of the segment $\overline{OS}$, that is, the abscissa $x_S$ of the point $\text{S}$:
\sec(\theta) = \overline{OS} = x_S
To express this length in terms of familiar trigonometric quantities, consider the right triangle formed by $\text{O}$, $\text{P}$, and the foot of the perpendicular from $\text{P}$ to the $x$-axis. Since $\text{OP} = 1$ and the horizontal component of $\text{P}$ is $\cos(\theta)$, while the tangent at $\text{P}$ is perpendicular to the radius $\overline{OP}$, one can establish by similar triangles that:
\sec(\theta) = \frac{1}{\cos(\theta)}
Since the secant is the reciprocal of the cosine, it is defined only at angles where the cosine does not vanish. The cosine equals zero at all odd multiples of $\pi/2$, so the domain of the secant excludes precisely those values:
\sec(\theta) = \frac{1}{\cos(\theta)}
\qquad \forall\, \theta \neq \frac{\pi}{2} + k\pi, \quad k \in \mathbb{Z}
From the geometric construction, the secant measures the factor by which the unit radius must be extended to reach the point $\text{S}$ where the tangent line at $\text{P}$ meets the $x$-axis. This interpretation makes it evident why $|\sec(\theta)| \geq 1$ wherever the function is defined: the intersection point $\text{S}$ necessarily lies at a distance from the origin no smaller than the radius of the unit circle itself.
This section examines the secant from a geometric point of view. For the analytical properties of the function, including domain, symmetry, limits, derivatives, and integrals, see the dedicated entry on the secant function.


Common values of the secant
Below are some commonly known values of $\sec(\theta)$ for selected angles, useful in various applications of trigonometry:
\begin{align}
\theta &= 0^\circ = 0\,\text{rad}      && \sec(\theta) = 1 \\[6pt]
\theta &= 30^\circ = \pi/6\,\text{rad} && \sec(\theta) = \tfrac{2\sqrt{3}}{3} \\[6pt]
\theta &= 45^\circ = \pi/4\,\text{rad} && \sec(\theta) = \sqrt{2} \\[6pt]
\theta &= 60^\circ = \pi/3\,\text{rad} && \sec(\theta) = 2 \\[6pt]
\theta &= 90^\circ = \pi/2\,\text{rad} && \sec(\theta) \text{ is undefined}
\end{align}

Trigonometric identities for the secant
	\[ \text{1. } \quad \sec x = \frac{1}{\cos x} \]

	\[ \text{2. } \quad 1 + \tan^{2} x = \sec^{2} x \]

	\[ \text{3. } \quad \sec(-x) = \sec x \]

	\[ \text{4. } \quad \sec x \,\tan x = \frac{\sin x}{\cos^{2} x} \]

	\[ \text{5. } \quad \sec^{2} x - \tan^{2} x = 1 \]


These formulas collect the most useful identities involving the secant, including the reciprocal definition, the Pythagorean identity, the symmetry relation, and common algebraic transformations. For a broader overview, refer to the full collection of trigonometric identities.


Cosecant
Consider again the same construction: the tangent line drawn at $\text{P}$ to the unit circle meets the $y$-axis at a point $\text{Q}$. The cosecant of the angle $\theta$ is defined as the signed length of the segment $\overline{OQ}$, that is, the ordinate $y_Q$ of the point $\text{Q}$:
\csc(\theta) = \overline{OQ} = y_Q
By an argument analogous to that given for the secant, applying similar triangles to the configuration yields the following expression in terms of the sine:
\csc(\theta) = \frac{1}{\sin(\theta)}
Since the cosecant is the reciprocal of the sine, it is defined only at angles where the sine does not vanish. The sine equals zero at all integer multiples of $\pi$, so the domain of the cosecant excludes precisely those values:
\csc(\theta) = \frac{1}{\sin(\theta)} \qquad \forall\, \theta \neq k\pi, \quad k \in \mathbb{Z}
Analogous to the secant, the cosecant measures the factor by which the unit radius must be extended to reach the point $\text{Q}$ where the tangent line at $\text{P}$ meets the $y$-axis. This interpretation makes it evident why $|\csc(\theta)| \geq 1$ wherever the function is defined: the intersection point $\text{Q}$ necessarily lies at a distance from the origin no smaller than the radius of the unit circle itself.
This section examines the cosecant from a geometric point of view. For the analytical properties of the function, including domain, symmetry, limits, derivatives, and integrals, see the dedicated entry on the cosecant function.


Geometric interpretation
Both definitions stem from a single geometric object: the tangent line drawn at $\text{P}$ simultaneously determines the point $\text{S}$ on the $x$-axis and the point $\text{Q}$ on the $y$-axis, yielding the secant and the cosecant from one construction.
This also makes transparent the asymmetric behaviour of the two functions. When the terminal side of $\theta$ approaches a horizontal position, the tangent line at $\text{P}$ becomes nearly parallel to the $x$-axis, driving $\text{S}$ to infinity and making the secant unbounded, while $\text{Q}$ remains well-defined. The situation is reversed when the terminal side approaches a vertical position.

Common values of the cosecant
Below are some commonly known values of $\csc(\theta)$ for selected angles, useful in various applications of trigonometry:
\begin{align}
\theta &= 0^\circ = 0\,\text{rad}      && \csc(\theta) \text{ is undefined} \\[6pt]
\theta &= 30^\circ = \pi/6\,\text{rad} && \csc(\theta) = 2 \\[6pt]
\theta &= 45^\circ = \pi/4\,\text{rad} && \csc(\theta) = \sqrt{2} \\[6pt]
\theta &= 60^\circ = \pi/3\,\text{rad} && \csc(\theta) = \tfrac{2\sqrt{3}}{3} \\[6pt]
\theta &= 90^\circ = \pi/2\,\text{rad} && \csc(\theta) = 1
\end{align}

Secant and cosecant functions
The secant function $f(x) = \sec(x)$ assigns to each angle $x$, measured in radians, the value $1/\cos(x)$. Its graph is a periodic curve with period $2\pi$ and features vertical asymptotes at the points where the cosine vanishes, that is, at $x = \pi/2 + k\pi$ for $k \in \mathbb{Z}$. The domain of $\sec(x)$ consists of all real numbers except those points, while its range is $(-\infty, -1] \cup [1, +\infty)$.
	Domain: $\{ x \in \mathbb{R} : \cos(x) \neq 0 \} = \{ x \in \mathbb{R} : x \neq \pi/2 + k\pi \text{ for all } k \in \mathbb{Z} \}$
	Range: $y \in (-\infty, -1] \cup [1, \infty)$
	Periodicity: periodic in $x$ with period $2\pi$
	Parity: even, $\sec(-x) = \sec(x)$


The cosecant function $f(x) = \csc(x)$ assigns to each angle $x$, measured in radians, the value $1/\sin(x)$. Its graph is a periodic curve with period $2\pi$ and features vertical asymptotes at the points where the sine vanishes, that is, at $x = k\pi$ for $k \in \mathbb{Z}$. The domain of $\csc(x)$ consists of all real numbers except those points, while its range is $(-\infty, -1] \cup [1, +\infty)$.
	Domain: $\{ x \in \mathbb{R} : \sin(x) \neq 0 \} = \{ x \in \mathbb{R} : x \neq k\pi \text{ for all } k \in \mathbb{Z} \}$
	Range: $y \in (-\infty, -1] \cup [1, \infty)$
	Periodicity: periodic in $x$ with period $2\pi$
	Parity: odd, $\csc(-x) = -\csc(x)$


Trigonometric identities for the cosecant
	\[ \text{1. } \quad \csc x = \frac{1}{\sin x} \]

	\[ \text{2. } \quad 1 + \cot^{2} x = \csc^{2} x \]

	\[ \text{3. } \quad \csc(-x) = -\,\csc x \]

	\[ \text{4. } \quad \csc x \,\cot x = \frac{\cos x}{\sin^{2} x} \]

	\[ \text{5. } \quad \csc^{2} x - \cot^{2} x = 1 \]


These formulas collect the most useful identities involving the cosecant, including the reciprocal definition, the Pythagorean identity, the symmetry relation, and common algebraic transformations. For a broader overview, refer to the full collection of trigonometric identities.
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Introduction
Sine and cosine are the two primary trigonometric functions. Given an oriented angle $\theta$, represented on the unit circle by a point $P$, the sine and cosine of $\theta$ are defined respectively as the $y$-coordinate and the $x$-coordinate of $P$. The unit circle is the circle of radius $1$ centered at the origin, described by the equation:
x^2+y^2=1
An oriented angle is positive when described by a counterclockwise rotation and negative when described by a clockwise rotation. All angles differing by an integer multiple of $2\pi$ identify the same point on the unit circle, and are therefore represented as $\theta+2k\pi$ with $k \in \mathbb{Z}$.

Definition of sine and cosine
Consider an oriented angle $\theta$ and the point $P$ on the unit circle associated with $\theta$. The sine of $\theta$ is defined as the $y$-coordinate of $P$. It coincides with the ratio between the leg $\overline{OQ}$ and the hypotenuse $\overline{OP}$ of the right triangle inscribed in the unit circle, and since $\overline{OP} = 1$, one obtains:
\sin(\theta) = \frac{\overline{OQ}}{\overline{OP}} = \frac{\overline{OQ}}{1} = y_P
Similarly, the cosine of $\theta$ is defined as the $x$-coordinate of $P$. It coincides with the ratio between the leg $\overline{OR}$ and the hypotenuse $\overline{OP}$, so that:
\cos(\theta) = \frac{\overline{OR}}{\overline{OP}} = \frac{\overline{OR}}{1} = x_P
The sine and cosine of an angle are therefore nothing more than the projections of the point $P$ onto the coordinate axes: sine onto the $y$-axis and cosine onto the $x$-axis.


Fundamental trigonometric identity
The values of sine and cosine satisfy a property known as the fundamental trigonometric identity:
\sin^2\theta + \cos^2\theta = 1
Geometrically, this identity represents the Pythagorean theorem applied to the triangle $OPR$ inscribed in the unit circle, where $PR$ and $\overline{OR}$ correspond to the legs, and $\overline{OP}$ is the hypotenuse of unit length.

Trigonometric identities
	\[
\text{1. } \quad \sin(2x) = 2\,\sin(x)\cos(x)
\]

	\[
\text{2. } \quad \cos(2x) = \cos^{2}(x) - \sin^{2}(x)
\]

	\[
\text{3. } \quad \cos(2x) = 1 - 2\sin^{2}(x)
\]

	\[
\text{4. } \quad \cos(2x) = 2\cos^{2}(x) - 1
\]

	\[
\text{5. } \quad \sin(x+y) = \sin(x)\cos(y) + \cos(x)\sin(y)
\]

	\[
\text{6. } \quad \cos(x+y) = \cos(x)\cos(y) - \sin(x)\sin(y)
\]


These identities capture the most essential relationships between sine and cosine. They follow directly from the geometry of the unit circle and form the foundation of many trigonometric transformations. For a broader overview, refer to the full collection of trigonometric identities.


Periodicity
Sine and cosine take values between $-1$ and $1$ because the lengths of segments $\overline{OR}$ and $\overline{PR}$ cannot exceed the radius, which is equal to 1.
If an integer multiple of a full revolution is added to an angle $\theta$, the sine and cosine values remain unchanged because the point $P$ returns to the same position on the unit circle. From this property, it follows that sine and cosine are periodic functions with a period of $2 \pi$:
\sin\theta = \sin(\theta + 2 \pi k) \quad k \in \mathbb{Z}
\cos\theta = \cos(\theta + 2 \pi k) \quad k \in \mathbb{Z}
This means that the functions repeat their values every $2 \pi$, reflecting the cyclic nature of circular motion.

Tangent and cotangent
The ratio of the sine to the cosine of an angle $\theta$ is equal to the tangent of that angle:
\tan(\theta) = \frac{\sin(\theta)}{\cos(\theta)}
The ratio of the cosine to the sine of an angle $\theta$ is equal to the cotangent of that angle:
\cot(\theta) = \frac{\cos(\theta)}{\sin(\theta)}

Common values
The following tables collect the values of sine at the most frequently encountered angles, expressed in radians.
\begin{align}
x &= -\pi/2  &\quad& \sin(-\pi/2) = -1 \\[6pt]
x &= -\pi/3  &\quad& \sin(-\pi/3) = -\sqrt{3}/2 \\[6pt]
x &= -\pi/4  &\quad& \sin(-\pi/4) = -\sqrt{2}/2 \\[6pt]
x &= -\pi/6  &\quad& \sin(-\pi/6) = -1/2 \\[6pt]
x &= 0       &\quad& \sin(0) = 0 \\[6pt]
x &= \pi/6   &\quad& \sin(\pi/6) = 1/2 \\[6pt]
x &= \pi/4   &\quad& \sin(\pi/4) = \sqrt{2}/2 \\[6pt]
x &= \pi/3   &\quad& \sin(\pi/3) = \sqrt{3}/2 \\[6pt]
x &= \pi/2   &\quad& \sin(\pi/2) = 1
\end{align}

The following tables collect the values of cosine at the most frequently encountered angles, expressed in radians.
\begin{align}
x &= -\pi/2  &\quad& \cos(-\pi/2) = 0 \\[6pt]
x &= -\pi/3  &\quad& \cos(-\pi/3) = 1/2 \\[6pt]
x &= -\pi/4  &\quad& \cos(-\pi/4) = \sqrt{2}/2 \\[6pt]
x &= -\pi/6  &\quad& \cos(-\pi/6) = \sqrt{3}/2 \\[6pt]
x &= 0       &\quad& \cos(0) = 1 \\[6pt]
x &= \pi/6   &\quad& \cos(\pi/6) = \sqrt{3}/2 \\[6pt]
x &= \pi/4   &\quad& \cos(\pi/4) = \sqrt{2}/2 \\[6pt]
x &= \pi/3   &\quad& \cos(\pi/3) = 1/2 \\[6pt]
x &= \pi/2   &\quad& \cos(\pi/2) = 0
\end{align}

Sine and cosine function
The sine function $f(x) = \sin(x)$ assigns to each angle $x$, expressed in radians, its corresponding sine value. Its graph is a periodic wave with a period of $2 \pi$ and an amplitude of 1, oscillating between -1 and 1. The function $f(x) = \sin x$ has all real numbers in its domain, but its range is $-1 \leq \sin(x) \leq 1$.
	Domain: $x \in \mathbb{R}$
	Range: $y \in \mathbb{R} : -1 \leq y \leq\ 1$
	Periodicity: periodic in $x$ with period $2 \pi$
	Parity: odd, $\sin(-x) = -\sin(x)$


The cosine function $f(x) = \cos(x)$ assigns to each angle $x$, expressed in radians, its corresponding cosine value. Its graph is a periodic wave with a period of $2 \pi$ and an amplitude of 1, oscillating between -1 and 1. The function $f(x) = \cos x$ has all real numbers in its domain, but its range is $-1 \leq \cos(x) \leq 1$.
	Domain: $x \in \mathbb{R}$
	Range: $y \in \mathbb{R} : -1 \leq y \leq 1$
	Periodicity: periodic in $x$ with period $2\pi$
	Parity: even, $\cos(-x) = \cos(x)$


Sine and cosine in the hyperbolic setting
In the circular case, the sine and cosine of an angle $\theta$ are obtained from the unit circle of radius $1$, where the point on the circumference provides the coordinates $(\cos\theta,\, \sin\theta)$.A closely related construction exists in the hyperbolic context, where the reference curve is the equilateral hyperbola
x^{2} - y^{2} = 1
Here, instead of an angle determined by a circular sector, one considers a hyperbolic sector whose area identifies a parameter $x$. The point on the hyperbola associated with this area has coordinates:
\cosh(x) = \frac{e^{x} + e^{-x}}{2}
\sinh(x) = \frac{e^{x} - e^{-x}}{2}
These expressions mirror the circular definitions but arise from a different geometric framework. Just as $\cos\theta$ and $\sin\theta$ describe how a point moves around the unit circle, the hyperbolic sine and cosine ( $\sinh(x), \, \cosh(x)$ )  describe how a point evolves along the hyperbola as the hyperbolic sector grows.

Trigonometric structure of complex numbers
Sine and cosine are also the building blocks of the trigonometric form of a complex number. Any complex number $z = a + bi$ can be written as:
z = r(\cos\theta + i\sin\theta)
where $r = \sqrt{a^2 + b^2}$ is the modulus and $\theta = \arctan(b/a)$ is the argument. In this representation, sine and cosine no longer describe a point on a circle, but the direction and magnitude of a complex number in the plane.

Applications in integration
The identities and properties of sine and cosine are not limited to trigonometry. They become essential tools in integrals, particularly in the technique known as trigonometric substitution, where expressions of the form:
\sqrt{a^2 - x^2}
\sqrt{x^2 + a^2}
\sqrt{x^2 - a^2}
are simplified by replacing the variable $x$ with a suitable trigonometric function. The approach works precisely because the Pythagorean identities of sine and cosine turn the expression under the square root into a perfect square, eliminating the radical entirely.

Orthogonality of sine and cosine
Beyond their geometric meaning on the unit circle, sine and cosine possess a deeper analytical property that emerges when they are considered over an entire period. When integrated across a full symmetric interval, trigonometric functions with different frequencies behave independently from one another. This phenomenon is known as orthogonality. More precisely, for any integers $n$ and $m$, the following relations hold on the interval $[-\pi, \pi]$:
\begin{aligned}
\int_{-\pi}^{\pi} \sin(nx)\cos(mx)\,dx &= 0 \\[6pt]
\int_{-\pi}^{\pi} \cos(nx)\cos(mx)\,dx &=
\begin{cases}
\pi & n = m \neq 0 \\\\
0 & n \ne m
\end{cases} \\[6pt]
\int_{-\pi}^{\pi} \sin(nx)\sin(mx)\,dx &=
\begin{cases}
\pi & n = m \\\\
0 & n \ne m
\end{cases}
\end{aligned}
These identities express the fact that trigonometric waves with distinct frequencies do not overlap when averaged through integration over $[-\pi,\pi]$. In other words, the contribution of one frequency disappears when tested against a different one across a complete period. This situation is analogous to perpendicular vectors in Euclidean geometry. There, two vectors are orthogonal if their dot product is zero. Here, the integral:
\langle f, g \rangle =
\int_{-\pi}^{\pi} f(x)g(x)\,dx
plays an analogous role (it acts as an inner product). When this integral vanishes, the functions behave as mutually perpendicular directions in a functional space.
This property reveals that sine and cosine form a structurally independent system of oscillations. Because of this orthogonality, it becomes possible to isolate individual harmonic components inside a periodic function, an idea developed systematically in the theory of Fourier Series.
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Introduction
Tangent and cotangent are two trigonometric ratios derived from sine and cosine. Given an oriented angle $\theta$, the tangent is defined as the ratio of the sine of $\theta$ to its cosine, and the cotangent as the reciprocal ratio:
\tan(\theta) = \frac{\sin(\theta)}{\cos(\theta)} \qquad \cot(\theta) = \frac{\cos(\theta)}{\sin(\theta)}
Both admit a precise geometric interpretation on the unit circle, where they appear as signed lengths of segments associated with the terminal side of the angle. Unlike sine and cosine, which are defined for every real number, tangent and cotangent are not defined everywhere: the tangent is undefined where the cosine vanishes, and the cotangent where the sine vanishes.

Tangent
Consider the unit circle centered at the origin $\text{O} = (0,0)$ with radius 1. Let $\theta$ be an angle in standard position, and denote by $\text{P}$ the point on the circle where the terminal side of $\theta$ intersects it.
	The point $\text{S} = (1, 0)$ is where the circle meets the vertical line $x = 1$. The line through $\text{S}$ perpendicular to the $x$-axis is tangent to the unit circle at $\text{S}$.
	Extend the ray from $\text{O}$ through $\text{P}$ until it meets this vertical tangent line at a point $\text{T}$.
	The signed length of the segment $\overline{ST}$ defines the tangent of $\theta$:

\tan(\theta) = \overline{ST}
From the definition, it follows that the trigonometric tangent is a numerical value representing a ratio, whereas the geometric tangent is a line. The two should not be confused: the trigonometric tangent quantifies the relationship between the sine and cosine of an angle, while the geometric tangent is the line touching a circle at exactly one point.
Triangles $\text{OST}$ and $\text{ORP}$ are similar by construction. Their proportionality gives:
\frac{\overline{ST}}{\overline{OS}} = \frac{\overline{RP}}{\overline{OR}}
By the definition of sine and cosine, one has $\overline{RP} = \sin(\theta)$ and $\overline{OR} = \cos(\theta)$, so that:
\tan(\theta) = \frac{\sin(\theta)}{\cos(\theta)}
Since the cosine vanishes at $\theta = \dfrac{\pi}{2} + k\pi$ for every $k \in \mathbb{Z}$, the tangent is undefined at those values:
\tan(\theta) = \frac{\sin(\theta)}{\cos(\theta)} \qquad \theta \neq \frac{\pi}{2} + k\pi \quad k \in \mathbb{Z}

Common values of the tangent
The following table collects the values of $\tan(x)$ at the most frequently encountered angles, expressed in radians.
\begin{align}
x &= -\pi/3  &\quad& \tan(-\pi/3) = -\sqrt{3} \\[6pt]
x &= -\pi/4  &\quad& \tan(-\pi/4) = -1 \\[6pt]
x &= -\pi/6  &\quad& \tan(-\pi/6) = -1/\sqrt{3} \\[6pt]
x &= 0       &\quad& \tan(0) = 0 \\[6pt]
x &= \pi/6   &\quad& \tan(\pi/6) = 1/\sqrt{3} \\[6pt]
x &= \pi/4   &\quad& \tan(\pi/4) = 1 \\[6pt]
x &= \pi/3   &\quad& \tan(\pi/3) = \sqrt{3}
\end{align}

Trigonometric identities for the tangent
	\[  \text{1.} \quad \tan(x+y) = \frac{\tan(x) + \tan(y)}{1 - \tan(x)\tan(y)} \]

	\[ \text{2.} \quad  \tan(x-y) = \frac{\tan(x) - \tan(y)}{1 + \tan(x)\tan(y)} \]

	\[\text{3.} \quad  \tan(2x) = \frac{2\,\tan(x)}{1 - \tan^{2}(x)} \]

	\[ \text{4.} \quad  \tan\left(\frac{x}{2}\right) = \frac{\sin x}{1 + \cos x} = \frac{1 - \cos x}{\sin x} \]

	\[\text{5.} \quad  1 + \tan^{2}(x) = \sec^{2}(x)\]

	\[\text{6.} \quad  \tan(x)\,\cot(x) = 1\]


These identities describe how tangent behaves under angle addition, subtraction, doubling, halving, and reciprocal relationships. They complement the identities for sine and cosine and are especially useful when simplifying expressions or transforming trigonometric equations. For a broader overview, refer to the full collection of trigonometric identities.


Cotangent
The reciprocal of the tangent is called the cotangent and is denoted by $\cot(\theta).$ Geometrically, it corresponds to the signed length of a segment $\overline{ZV}$ constructed on the horizontal tangent line at the top of the unit circle, in a manner analogous to the construction for the tangent. It can be expressed as:
\cot(\theta) = \frac{1}{\tan(\theta)} = \frac{\cos(\theta)}{\sin(\theta)} = \overline{ZV}
Since the sine vanishes at $\theta = k\pi$ for every $k \in \mathbb{Z}$, the cotangent is undefined at those values:
\cot(\theta) = \frac{\cos(\theta)}{\sin(\theta)} \qquad \theta \neq k\pi \quad k \in \mathbb{Z}

Trigonometric identities for the cotangent
	\[\text{1.} \quad  \cot(x+y) = \frac{\cot(x)\cot(y) - 1}{\cot(x) + \cot(y)}\]

	\[\text{2.} \quad  \cot(x-y) = \frac{\cot(x)\cot(y) + 1}{\cot(y) - \cot(x)}\]

	\[\text{3.} \quad  \cot(2x) = \frac{\cot^{2}(x) - 1}{2\,\cot(x)}  \]

	\[\text{4.} \quad \cot\left(\frac{x}{2}\right) = \frac{1 + \cos x}{\sin x}\]

	\[\text{5.} \quad 1 + \cot^{2}(x) = \csc^{2}(x)\]


These identities describe how cotangent behaves under angle addition, subtraction, doubling, halving, and reciprocal relationships.


Tangent and cotangent functions
The tangent function $f(x) = \tan(x)$ assigns to each angle $x$, expressed in radians, its corresponding tangent value. Its graph is a periodic curve with period $\pi$, crossing the horizontal axis at every integer multiple of $\pi$ and displaying vertical asymptotes at $x = \pi/2 + k\pi$ for $k \in \mathbb{Z}$, where the cosine vanishes. The domain of $\tan(x)$ consists of all real numbers except these values, and its range is the entire real line.
	Domain: $\left\{ x \in \mathbb{R} : x \neq \frac{\pi}{2} + k\pi \text{ for all } k \in \mathbb{Z} \right\}$
	Range: $y \in \mathbb{R}$
	Periodicity: periodic in $x$ with period $\pi$
	Parity: odd, $\tan(-x) = -\tan(x)$


The cotangent function $f(x) = \cot(x)$ assigns to each angle $x$, expressed in radians, its corresponding cotangent value. Its graph is a periodic curve with period $\pi$, featuring vertical asymptotes at $x = k\pi$ for $k \in \mathbb{Z}$, where the sine vanishes. The domain excludes these points, and the range is the entire real line.
	Domain: $\left\{ x \in \mathbb{R} : x \neq k\pi \text{ for all } k \in \mathbb{Z} \right\}$
	Range: $y \in \mathbb{R}$
	Periodicity: periodic in $x$ with period $\pi$
	Parity: odd, $\cot(-x) = -\cot(x)$

Tangent and cotangent in the complex setting
In the theory of complex numbers, the tangent and cotangent arise from the trigonometric form of a complex number. Any complex number $z = a + bi$ can be written as:
z = r(\cos\theta + i\sin\theta)
where $r = \sqrt{a^2+b^2}$ is the modulus and $\theta$ is the argument. In this representation, the tangent of the argument satisfies:
\tan(\theta) = \frac{\sin(\theta)}{\cos(\theta)} = \frac{b/r}{a/r} = \frac{b}{a}
so that the tangent of the argument of a complex number coincides with the ratio of its imaginary part to its real part. This is the basis of the formula $\theta = \arctan(b/a)$, used to recover the argument from the Cartesian components of $z$.
A deeper connection emerges through the exponential form. By Euler's formula:
e^{i\theta} = \cos\theta + i\sin\theta
one can express the tangent entirely in terms of complex exponentials:
\tan(\theta) = \frac{\sin\theta}{\cos\theta} = \frac{e^{i\theta} - e^{-i\theta}}{i(e^{i\theta} + e^{-i\theta})}
This expression mirrors the structure of the hyperbolic tangent, which is defined as $\tanh(x) = (e^x - e^{-x})/(e^x + e^{-x})$, and reveals that the two are related by the substitution $x \to i\theta$:
\tan(\theta) = -i\tanh(i\theta)
This identity reflects the deeper unity between circular and hyperbolic trigonometry, both of which emerge from the same exponential framework over the complex numbers.

The Weierstrass substitution
The half-angle formula for the tangent is the starting point of one of the most useful techniques in integral calculus, the Weierstrass substitution. The substitution is defined by:
t = \tan\\!\left(\frac{x}{2}\right)
From this assignment one derives the rational expressions of sine and cosine in terms of $t$:
\begin{align}
\sin x &= \frac{2t}{1+t^{2}} \\[6pt]
\cos x &= \frac{1-t^{2}}{1+t^{2}}
\end{align}
The differential transforms accordingly:
dx = \frac{2\,dt}{1+t^{2}}
Any integral whose integrand is a rational function of $\sin x$ and $\cos x$ becomes an integral of a rational function in the single variable $t$, which can be evaluated by partial fraction decomposition. The half-angle identity thus connects trigonometric integration with the integration of rational functions.


  

    The Law of Cosines

Source: algebrica.org — CC BY-NC 4.0
https://algebrica.org/law-of-cosines/
Definition
The law of cosines relates the sides of any triangle through the angle opposite to one of them. It can be viewed as a generalisation of the Pythagorean theorem, valid not only for right triangles but for every triangle: the square of a side equals the sum of the squares of the other two sides, minus a corrective term that accounts for how open the angle between them is. For a triangle with sides $a, b, c$ and angle $\theta$ opposite to side $c$, the law states:
c^2 = a^2 + b^2 - 2ab \cos(\theta)
When $\theta = 90^\circ$ the cosine term vanishes and the formula reduces exactly to the Pythagorean theorem, which confirms that the law of cosines is a strict generalisation of that result. For any other angle, the corrective term either subtracts from or adds to the sum $a^2 + b^2$, depending on whether $\theta$ is acute or obtuse.
To derive the formula, drop the altitude $h$ from the vertex opposite to $c$ to the side $b$. This divides $b$ into two segments: $m = a\cos(\theta)$ and $n = b - a\cos(\theta)$, while the altitude itself satisfies $h = a\sin(\theta)$. Applying the Pythagorean theorem to the right triangle formed by $n$, $h$ and $c$ gives:
\begin{align}
c^2 &= n^2 + h^2 \\[6pt]
&= (b - a\cos(\theta))^2 + (a\sin(\theta))^2 \\[6pt]
&= b^2 - 2ab\cos(\theta) + a^2\cos^2(\theta) + a^2\sin^2(\theta) \\[6pt]
&= b^2 - 2ab\cos(\theta) + a^2(\cos^2(\theta) + \sin^2(\theta))
\end{align}
Since the Pythagorean identity gives $\sin^2(\theta) + \cos^2(\theta) = 1$, the expression simplifies to:
c^2 = a^2 + b^2 - 2ab\cos(\theta)
The law of cosines is often used in conjunction with the law of sines, which provides a complementary approach to solving triangles when different combinations of sides and angles are known.


Example 1
Consider a triangle with sides $a = 8$, $b = 6$ and included angle $\theta = 60^\circ$. The goal is to determine the length of the third side $c$. Substituting the known values into the law of cosines gives:
\begin{align}
c^2 &= a^2 + b^2 - 2ab\cos(\theta) \\[6pt]
&= 64 + 36 - 2(8)(6)\cos(60^\circ) \\[6pt]
&= 64 + 36 - 96 \cdot \frac{1}{2} \\[6pt]
&= 100 - 48 \\[6pt]
&= 52
\end{align}
Taking the positive square root, one obtains $c = \sqrt{52} = 2\sqrt{13} \approx 7.21$.
The length of the third side is approximately $7.21$ units.

Example 2
Consider a triangle with sides $a = 5$, $b = 7$ and $c = 9$. The goal is to determine the angle $\theta$ opposite to side $c$. Solving the law of cosines for $\cos(\theta)$ gives:
\cos(\theta) = \frac{a^2 + b^2 - c^2}{2ab}
Substituting the known values:
\begin{align}
\cos(\theta) &= \frac{25 + 49 - 81}{2(5)(7)} \\[6pt]
&= \frac{-7}{70} \\[6pt]
&= -0.1
\end{align}
Since $\cos(\theta) < 0$, the angle $\theta$ is obtuse. Taking the inverse cosine yields:
\theta = \arccos(-0.1) \approx 95.7^\circ
The angle opposite to the longest side is approximately $95.7^\circ$.

Vector interpretation
The law of cosines admits a reading in terms of vectors that exposes its deeper structure and connects it to the inner product. Consider a triangle with vertex $O$, and let $\vec{u}$ and $\vec{v}$ denote the two sides of length $a$ and $b$ issuing from $O$, so that $a = \|\vec{u}\|$ and $b = \|\vec{v}\|$. The third side of the triangle, of length $c$, is then represented by the vector $\vec{v} - \vec{u}$, which joins the endpoints of $\vec{u}$ and $\vec{v}$. Expanding the squared norm of this vector through the bilinearity of the inner product gives:
\begin{align}
\|\vec{v} - \vec{u}\|^2 &= (\vec{v} - \vec{u}) \cdot (\vec{v} - \vec{u}) \\[6pt]
&= \|\vec{v}\|^2 - 2\,\vec{u} \cdot \vec{v} + \|\vec{u}\|^2
\end{align}
The geometric definition of the inner product states that:
\vec{u} \cdot \vec{v} = \|\vec{u}\|\|\vec{v}\|\cos\theta
$\theta$ is the angle between the two vectors at $O$, which coincides with the angle between the sides $a$ and $b$ of the triangle. Substituting this identity into the expansion above gives:
c^2 = a^2 + b^2 - 2ab\cos\theta
From this point of view the law of cosines is a reformulation of the identity that defines the inner product in terms of lengths and angles. The corrective term $-2ab\cos\theta$ that distinguishes a generic triangle from a right one is nothing other than $-2\,\vec{u} \cdot \vec{v}$, and the Pythagorean case corresponds to the situation in which the two vectors are orthogonal, so that $\vec{u} \cdot \vec{v} = 0$.
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Definition
The law of sines states that in any triangle, the ratio between the length of a side and the sine of its opposite angle is the same for all three sides. For a triangle with sides $a, b, c$ opposite to angles $\alpha, \beta, \gamma$ respectively, this common ratio equals twice the radius $r$ of the circumscribed circle:
\frac{a}{\sin \alpha} = \frac{b}{\sin \beta} = \frac{c}{\sin \gamma} = 2r
The quantity $2r$ is the diameter of the circumcircle, that is, the unique circle passing through all three vertices of the triangle.
The law of sines is particularly useful when some sides or angles of a triangle are known and the remaining ones must be determined, since each unknown can be recovered through a simple proportion.

To establish the equality of the three ratios, consider the altitude $h$ drawn from the vertex opposite to side $c$ to the side $c$ itself. By the definition of the sine function applied to angles $\alpha$ and $\beta$, one has $\sin(\alpha) = h/b$ and $\sin(\beta) = h/a$, from which $b\sin(\alpha) = h = a\sin(\beta)$. Dividing both sides by $\sin(\alpha)\sin(\beta)$ yields:
\frac{a}{\sin(\alpha)} = \frac{b}{\sin(\beta)}
An identical argument applied to the altitude from the vertex opposite to side $a$ gives $\sin(\beta) = h'/c$ and $\sin(\gamma) = h'/b$, and therefore:
\frac{b}{\sin(\beta)} = \frac{c}{\sin(\gamma)}
Since the first ratio equals the second and the second equals the third, all three are equal.
To see why the common value is $2r$, note that when the triangle is inscribed in its circumcircle of radius $r$, the inscribed angle theorem implies that the chord of length $a$ subtends a central angle of $2\alpha$. The relationship between a chord and the radius of the circle then gives $a = 2r\sin(\alpha)$, from which $a/\sin(\alpha) = 2r$. The same holds for the other two sides by symmetry.
The law of sines is often used in conjunction with the law of cosines, which provides a complementary approach to solving triangles when different combinations of sides and angles are known.


Example 1
Consider a triangle in which $\alpha = 40^\circ$, $\beta = 65^\circ$ and $a = 10$. The goal is to determine the length of side $b$, which lies opposite to $\beta.$ Since the interior angles of any triangle sum to $180^\circ$, the third angle is $\gamma = 180^\circ - 40^\circ - 65^\circ = 75^\circ$. Applying the law of sines to the pair involving $a$ and $b$ gives:
\frac{10}{\sin 40^\circ} = \frac{b}{\sin 65^\circ}
Multiplying both sides by $\sin 65^\circ$ isolates $b$:
b = \frac{10 \cdot \sin 65^\circ}{\sin 40^\circ} = \frac{10 \cdot 0.9063}{0.6428} \approx 14.1
The length of side $b$ is approximately $14.1$ units.

The ambiguous case
In the Side-Side-Angle (SSA) configuration, where two sides $a$ and $b$ and an angle $\alpha$ opposite to one of them are given, the law of sines does not necessarily determine a unique triangle. Isolating $\sin(\beta)$ from the proportion yields:
\sin(\beta) = \frac{b \sin(\alpha)}{a}
Since the sine function satisfies $\sin(\theta) = \sin(180^\circ - \theta)$ for every $\theta \in (0^\circ, 180^\circ)$, this value may correspond to two distinct angles, $\beta$ and $180^\circ - \beta$. Whether neither, one, or both of these yield a valid triangle depends on the relative magnitudes of $a$, $b$, and the altitude from the vertex opposite to $c$. Each candidate value of $\beta$ must therefore be examined individually to verify that the resulting angles sum to less than $180^\circ$ and that all sides are positive.

Example 2
Consider a triangle in which $\alpha = 35^\circ$, $a = 7$ and $b = 10$. The goal is to determine all possible values of angle $\beta$ and, for each, the corresponding triangle. Applying the law of sines to isolate $\sin(\beta)$ gives:
\begin{align}
\sin(\beta) &= \frac{b \sin(\alpha)}{a} \\[6pt]
&= \frac{10 \cdot \sin 35^\circ}{7} \\[6pt]
&= \frac{10 \cdot 0.5736}{7} \\[6pt]
&\approx 0.8194
\end{align}
Since $0 < 0.8194 < 1$, the equation $\sin(\beta) = 0.8194$ admits two solutions in $(0^\circ, 180^\circ)$:
\begin{align}
\beta_1 &= \arcsin(0.8194) \approx 55.0^\circ \\[6pt]
\beta_2 &= 180^\circ - 55.0^\circ = 125.0^\circ
\end{align}
Each value must be checked against the constraint that all three angles sum to $180^\circ$. For $\beta_1 = 55.0^\circ$, the third angle is:
\gamma_1 = 180^\circ - 35^\circ - 55^\circ = 90^\circ
This angle is positive, so the first triangle is valid. For $\beta_2 = 125.0^\circ$, the third angle is:
\gamma_2 = 180^\circ - 35^\circ - 125^\circ = 20^\circ
This case is also positive, so the second triangle is valid as well. The two triangles are non-congruent: the first has angles $35^\circ, 55^\circ, 90^\circ$ and the second has angles $35^\circ, 125^\circ, 20^\circ$.
Both are consistent with the given data $\alpha = 35^\circ$, $a = 7$, $b = 10$, confirming that two distinct triangles can satisfy the same initial conditions.

A geometric criterion for the ambiguous case
The algebraic analysis of the ambiguous case can be complemented by a geometric criterion that allows the number of valid triangles to be determined before performing any computation. Given the angle $\alpha$ and the two sides $a$ and $b$, the quantity $b \sin(\alpha)$ coincides with the altitude of the triangle measured from the vertex opposite to side $c$. Comparing this altitude with the length of $a$ is sufficient to predict how many triangles are compatible with the given data.
Four situations arise depending on the relative size of $a$ with respect to $b \sin(\alpha)$ and $b$.
	When $a < b \sin(\alpha)$, the side $a$ is too short to reach the base from the vertex of $\alpha$, and no triangle exists.
	When $a = b \sin(\alpha)$, the side $a$ coincides with the altitude itself, producing exactly one right triangle with the right angle at the vertex opposite to $c$.
	When $b \sin(\alpha) < a < b$, the side $a$ reaches the base in two distinct points, and two non-congruent triangles satisfy the given data.
	When $a \geq b$, only one of the two possible positions yields a geometrically consistent triangle, and the configuration is again uniquely determined.

The expression $b \sin(\alpha)$ should be read as the altitude from the vertex of angle $\alpha$ to the line containing side $c$. This interpretation makes the criterion easy to recall, since the question reduces to whether $a$ falls short of this altitude, equals it, lies between it and $b$, or exceeds $b$.


The criterion is consistent with the second example discussed above. With $\alpha = 35^\circ$ and $b = 10$, the altitude is:
b \sin(\alpha) = 10 \cdot \sin 35^\circ \approx 5.74
Since $a = 7$ satisfies $5.74 < 7 < 10$, the configuration falls in the range where two triangles coexist, which is precisely the outcome obtained from the algebraic analysis.
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Introduction
A trigonometric identity is an equation involving trigonometric functions that holds for every admissible value of the variables. Unlike a trigonometric equation, which is solved for a specific set of angles, an identity is an equality valid throughout the common domain of the functions it relates. The study of these identities organises the algebraic relationships that tie sine and cosine, tangent and cotangent together, and provides the tools needed to manipulate trigonometric expressions into equivalent forms that are easier to evaluate, differentiate, integrate, or interpret geometrically.
The identities presented below are grouped into families according to the type of transformation they perform. Some express a function of a modified angle in terms of the original angle, others convert products into sums or sums into products, and others still reduce a general angle to a parametric variable. Each group plays a distinct role in the resolution of trigonometric equations, in the simplification of expressions, and in the broader apparatus of calculus.

Fundamental identities
Before examining the transformations that relate trigonometric functions of different angles, it is useful to recall the elementary identities that connect the six trigonometric functions at a single angle. These identities descend directly from the definitions on the unit circle and from the Pythagorean theorem, and they form the algebraic foundation on which every subsequent identity is built. The Pythagorean identity expresses the constraint that the coordinates of any point on the unit circle satisfy the equation of the circle itself:
\sin^2(\theta) + \cos^2(\theta) = 1
Dividing both sides of this identity by $\cos^2(\theta)$, provided $\cos(\theta) \neq 0$, yields the corresponding identity involving the tangent and the secant:
1 + \tan^2(\theta) = \sec^2(\theta)
An analogous division by $\sin^2(\theta)$, under the assumption $\sin(\theta) \neq 0$, produces the identity involving the cotangent and the cosecant:
1 + \cot^2(\theta) = \csc^2(\theta)
The quotient identities relate tangent and cotangent to the ratio of sine and cosine. They follow directly from the definitions of the four functions on the unit circle:
\begin{align}
&\tan(\theta) = \frac{\sin(\theta)}{\cos(\theta)} \\[6pt]
&\cot(\theta) = \frac{\cos(\theta)}{\sin(\theta)}
\end{align}
The first identity is valid for $\cos(\theta) \neq 0$, the second for $\sin(\theta) \neq 0$. Together, the Pythagorean and quotient identities are sufficient to re-express any trigonometric expression in terms of sine and cosine alone, a reduction that is often the first step in the simplification of more elaborate formulas.


Reference angles and reflections
The method of reference angles, sometimes called the method of reflections, is a family of identities that allow one to express a trigonometric function of a non-acute angle in terms of the corresponding acute angle in the first quadrant of the Cartesian plane. Any trigonometric function, whether sine, cosine, tangent, or cotangent, with an argument of the form:
\frac{\pi}{2} \pm \alpha,\, \quad \pi \pm \alpha,\, \quad \frac{3\pi}{2} \pm \alpha,\, \quad 2\pi - \alpha
can be rewritten as a function of the acute angle $\alpha$, with an appropriate adjustment of the sign determined by the quadrant in which the angle lies. Consider the angle:
\frac{\pi}{2} + \alpha
In Cartesian coordinates, this angle lies in the second quadrant. A direct geometric analysis of the corresponding point on the unit circle yields the following two identities:
\begin{align}
&\sin\left(\frac{\pi}{2} + \alpha\right) = \cos\alpha \\[6pt]
&\cos\left(\frac{\pi}{2} + \alpha\right) = -\sin\alpha
\end{align}
The vertical segment associated with the sine of $\alpha$ in the first quadrant has the same length as the horizontal segment associated with the cosine of $\frac{\pi}{2} + \alpha$ in the second quadrant, while the sign of the cosine becomes negative because the second quadrant lies to the left of the vertical axis. The same procedure applied to every angle of the form listed above produces a full catalogue of reduction formulas, discussed in detail in the page on reduction formulas and reference angles.

Sum and difference
The sum and difference formulas express a trigonometric function of the sum or difference of two angles as a combination of the trigonometric functions of the individual angles. For sine and cosine the following identities hold:
\begin{align}
&\sin(a + b) = \sin(a)\cos(b) + \cos(a)\sin(b) \\[6pt]
&\sin(a - b) = \sin(a)\cos(b) - \cos(a)\sin(b) \\[6pt]
&\cos(a + b) = \cos(a)\cos(b) - \sin(a)\sin(b) \\[6pt]
&\cos(a - b) = \cos(a)\cos(b) + \sin(a)\sin(b)
\end{align}
The analogous identities for tangent and cotangent follow by taking the ratio of the corresponding sine and cosine formulas, provided the denominators do not vanish:
\begin{align}
&\tan(a + b) = \frac{\tan(a) + \tan(b)}{1 - \tan(a)\tan(b)} \\[6pt]
&\tan(a - b) = \frac{\tan(a) - \tan(b)}{1 + \tan(a)\tan(b)} \\[6pt]
&\cot(a + b) = \frac{\cot(a)\cot(b) - 1}{\cot(a) + \cot(b)} \\[6pt]
&\cot(a - b) = \frac{\cot(a)\cot(b) + 1}{\cot(b) - \cot(a)}
\end{align}
These identities form the backbone of the entire body of trigonometric identities. The double-angle, half-angle, and prosthaphaeresis formulas are all derived from them through appropriate substitutions or algebraic manipulations.


Double-angle
The double-angle formulas express the trigonometric functions of an angle $2\theta$ in terms of the trigonometric functions of $\theta$. For sine and cosine the following identities hold:
\begin{align}
&\sin(2\theta) = 2\sin(\theta)\cos(\theta) \\[6pt]
&\cos(2\theta) = \cos^2(\theta) - \sin^2(\theta)
\end{align}
The cosine double-angle formula admits two equivalent forms obtained by applying the Pythagorean identity $\sin^2\theta + \cos^2\theta = 1$:
\begin{align}
&\cos(2\theta) = 1 - 2\sin^2(\theta) \\[6pt]
&\cos(2\theta) = 2\cos^2(\theta) - 1
\end{align}
The corresponding identities for tangent and cotangent are:
\begin{align}
&\tan(2\theta) = \frac{2\tan(\theta)}{1 - \tan^2(\theta)} \\[6pt]
&\cot(2\theta) = \frac{\cot^2(\theta) - 1}{2\cot(\theta)}
\end{align}

The derivation of the sine double-angle formula proceeds from the sum identity for the sine:
\sin(a + b) = \sin(a)\cos(b) + \cos(a)\sin(b)
Setting $a = b = \theta$, the left-hand side becomes $\sin(2\theta)$ and the right-hand side reduces to two identical terms:
\sin(2\theta) = \sin(\theta)\cos(\theta) + \cos(\theta)\sin(\theta)
Combining the two identical terms on the right gives the final result:
\sin(2\theta) = 2\sin(\theta)\cos(\theta)
The same reasoning applied to the sum identity for the cosine, with $a = b = \theta$, yields the double-angle formula for the cosine.

Example
Consider the integral:
\int \frac{1 - \cos(2\theta)}{2}\,d\theta
The integrand contains a cosine of a doubled angle, which makes a direct computation awkward. The double-angle identity $\cos(2\theta) = 1 - 2\sin^2(\theta)$ allows the numerator to be rewritten as:
1 - \cos(2\theta) = 1 - \left(1 - 2\sin^2(\theta)\right) = 2\sin^2(\theta)
Substituting this result in the original expression transforms the integrand into a single power of the sine:
\int \frac{2\sin^2(\theta)}{2}\,d\theta = \int \sin^2(\theta)\,d\theta
The identity has reduced the problem to the integration of $\sin^2(\theta)$, which is a standard form. The same double-angle identity can now be applied in the opposite direction to linearise the square, writing:
\sin^2(\theta) = \frac{1 - \cos(2\theta)}{2}
The integral becomes elementary:
\int \sin^2(\theta)\,d\theta = \frac{\theta}{2} - \frac{\sin(2\theta)}{4} + c
The integral, which at first sight required a non-trivial technique, has been reduced to a sum of elementary antiderivatives through a single trigonometric identity.


Half-angle formulas
The half-angle formulas express the trigonometric functions of $\frac{\theta}{2}$ in terms of the trigonometric functions of $\theta$. For sine and cosine the following identities hold:
\begin{align}
&\sin\left(\frac{\theta}{2}\right) = \pm\sqrt{\frac{1 - \cos(\theta)}{2}} \\[6pt]
&\cos\left(\frac{\theta}{2}\right) = \pm\sqrt{\frac{1 + \cos(\theta)}{2}}
\end{align}
The sign on the right-hand side is determined by the quadrant in which the half-angle $\frac{\theta}{2}$ lies, and must be selected according to the geometric position of the angle on the unit circle.
The half-angle formulas for tangent and cotangent can be written either in radical form or in rational form. The rational form is generally preferred because it avoids the ambiguity of the sign:
\begin{align}
&\tan\left(\frac{\theta}{2}\right) = \frac{\sin(\theta)}{1 + \cos(\theta)} = \frac{1 - \cos(\theta)}{\sin(\theta)} \\[6pt]
&\cot\left(\frac{\theta}{2}\right) = \frac{1 + \cos(\theta)}{\sin(\theta)} = \frac{\sin(\theta)}{1 - \cos(\theta)}
\end{align}
The derivation of the half-angle formulas follows from the two alternative forms of the cosine double-angle identity. Writing $\cos(\theta) = 1 - 2\sin^2(\theta/2)$ and solving for $\sin(\theta/2)$ yields the half-angle formula for the sine; the analogous manipulation on $\cos(\theta) = 2\cos^2(\theta/2) - 1$ produces the half-angle formula for the cosine.


Parametric formulas
The parametric formulas express the trigonometric functions of an angle $\theta$ in terms of the single auxiliary variable:
t = \tan\left(\frac{\theta}{2}\right)
Using this substitution, sine and cosine take the rational form:
\begin{align}
&\sin(\theta) = \frac{2t}{1 + t^2} \\[6pt]
&\cos(\theta) = \frac{1 - t^2}{1 + t^2}
\end{align}
The corresponding expressions for tangent and cotangent are:
\begin{align}
&\tan(\theta) = \frac{2t}{1 - t^2} \\[6pt]
&\cot(\theta) = \frac{1 - t^2}{2t}
\end{align}
The substitution is valid whenever $\theta \neq \pi + 2k\pi$ with $k \in \mathbb{Z}$, since at those values the tangent of the half-angle is undefined. The practical importance of the parametric formulas lies in their ability to reduce a trigonometric expression to a rational function of a single algebraic variable, a property widely exploited in the integration of rational functions of sine and cosine through the Weierstrass substitution.

Werner's formulas
Werner's formulas transform the product of two trigonometric functions into a sum or difference of trigonometric functions. The three identities are:
\begin{align}
&\sin(\alpha)\sin(\beta) = \frac{1}{2}\,[\cos(\alpha - \beta) - \cos(\alpha + \beta)] \\[6pt]
&\cos(\alpha)\cos(\beta) = \frac{1}{2}\,[\cos(\alpha + \beta) + \cos(\alpha - \beta)] \\[6pt]
&\sin(\alpha)\cos(\beta) = \frac{1}{2}\,[\sin(\alpha + \beta) + \sin(\alpha - \beta)]
\end{align}
Each identity follows by adding or subtracting the appropriate pair of sum and difference formulas. For example, adding the expansions of $\cos(\alpha - \beta)$ and $\cos(\alpha + \beta)$ cancels the sine terms and leaves twice the product $\cos(\alpha)\cos(\beta)$, from which the second identity is immediate. These formulas are particularly useful in the integration of products of trigonometric functions and in the analysis of the interference of waves in physics, where the product of two sinusoidal signals is naturally decomposed into components at the sum and difference frequencies.

Prosthaphaeresis formulas
The prosthaphaeresis formulas perform the transformation opposite to Werner's: they rewrite a sum or difference of sines or cosines as a product of trigonometric functions. The four identities are:
\begin{align}
&\sin(p) + \sin(q) = 2\sin\left(\frac{p+q}{2}\right)\cos\left(\frac{p-q}{2}\right) \\[6pt]
&\sin(p) - \sin(q) = 2\cos\left(\frac{p+q}{2}\right)\sin\left(\frac{p-q}{2}\right) \\[6pt]
&\cos(p) + \cos(q) = 2\cos\left(\frac{p+q}{2}\right)\cos\left(\frac{p-q}{2}\right) \\[6pt]
&\cos(p) - \cos(q) = -2\sin\left(\frac{p+q}{2}\right)\sin\left(\frac{p-q}{2}\right)
\end{align}
These identities are derived from Werner's formulas by the substitution:
\alpha = \frac{p+q}{2},\quad \beta = \frac{p-q}{2}
so that $p = \alpha + \beta$ and $q = \alpha - \beta$. Replacing these values in Werner's identities and multiplying both sides by two yields the prosthaphaeresis formulas. Their name derives from the Greek words for addition and subtraction, and reflects the historical role they played in pre-logarithmic astronomy, where they were used to convert multiplications into additions and thus simplify numerical computation.
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Definition
The unit circle (or the trigonometric circle) is a circle of radius one centered at the origin of the Cartesian plane. It serves as the geometric reference for representing angles and their positions, providing a precise way to describe rotation, orientation, and the relationship between points on the circle as an angle varies. In formal terms, consider a circle of unit radius centered at the origin $O$, and let $P$ be a point on the circle. The segment $\overline{OP}$, which has length one, forms an angle $\theta$ with the positive $x$-axis, and $R$ denotes the foot of the perpendicular dropped from $P$ to the $x$-axis.
By convention, the counterclockwise direction is assigned a positive sign and the clockwise direction a negative sign. The angle $\theta$ is therefore positive when $P$ is reached by moving counterclockwise from the positive $x$-axis, and negative otherwise.
Let $S$ be the point $(1, 0)$ where the unit circle meets the positive $x$-axis, and let $T$ be the point where the line through $O$ and $P$ intersects the vertical tangent to the circle at $S$.
	The length of the vertical segment $\overline{PR}$ equals the sine of the angle $\theta$.
	The length of the horizontal segment $\overline{OR}$ equals the cosine of the angle $\theta$.
	The length of the vertical segment $\overline{ST}$ equals the tangent of the angle $\theta$.


Fundamental trigonometric identity
Once the notions of sine and cosine are introduced through the geometry of the unit circle, their relationship becomes obvious. If a point $P$ lies on the unit circle and the segment $\overline{OP}$ forms an angle $\theta$ with the positive $x$-axis, the right triangle with vertices at $O$, $R$, and $P$ has hypotenuse of length $1$, horizontal leg of length $\cos\theta$, and vertical leg of length $\sin\theta$. Applying the Pythagorean theorem to this triangle gives the following identity:
\sin^2\theta + \cos^2\theta = 1
This relation holds for every angle $\theta$, regardless of the position of $P$ on the circle. In analytic terms, it expresses the fact that the point $(\cos\theta, \sin\theta)$ always lies on the unit circle, whose equation is the following:
x^{2} + y^{2} = 1
Reversing the perspective, every point on the unit circle can be written in the form $(\cos\theta, \sin\theta)$ for some angle $\theta$, which is the parametric representation of the circle.
		-



Angles on the unit circle
Consider a point $P$ on the unit circle. Its position is uniquely identified by the angle $\theta$ formed between the positive $x$-axis and the segment $\overline{OP}$, where $O$ denotes the origin. The angle is measured counterclockwise from the positive $x$-axis, following the standard convention.
Angles are typically expressed in degrees according to the sexagesimal system, in which a complete revolution corresponds to $360^\circ$. Since the circle is a closed curve, rotating by $360^\circ$ returns the point $P$ to its original position, so angles are naturally defined modulo $360^\circ$. As a result, values exceeding $360^\circ$ represent rotations involving one or more full turns, while negative values indicate clockwise rotation. For instance:
	$450^\circ$ represents one full turn ($360^\circ$) plus an additional $90^\circ$.
	$-90^\circ$ corresponds to a quarter-turn in the clockwise direction.


Arc length and radians
Let $A$ be the point where the positive $x$-axis intersects the unit circle, and let $P$ be any point on the unit circle. The point $P$ can be uniquely identified by the length of the arc from $A$ to $P$, measured counterclockwise along the unit circle.
The maximum length of such an arc, corresponding to a full turn, is $2\pi$. As in the case of degrees, arc lengths greater than $2\pi$ represent multiple full rotations, while negative values correspond to clockwise movement.
This arc length is called the radian measure of the angle $\angle AOP$, and, because rotations are periodic, it is defined modulo $2\pi$. To convert an angle from degrees to radians, one multiplies its degree measure by the factor $\pi/180$. For example, the angle $\theta = 30^\circ$ corresponds to the following radian measure.
\theta = 30 \times \frac{\pi}{180} = \frac{\pi}{6}

Cartesian coordinates and parametric representation
The unit circle admits a natural parametric representation in the Cartesian coordinate system. Any point $P$ on the circle is uniquely determined by the angle $\theta$ formed between the positive $x$-axis and the segment $\overline{OP}$. As $\theta$ ranges over $[0, 2\pi)$, the point $P$ traces the circle exactly once, and the correspondence is expressed by the following parametric equations.
\begin{align}
x &= \cos\theta \\[6pt]
y &= \sin\theta \\[6pt]
\end{align}
When $\theta$ is allowed to range over all of $\mathbb{R}$, the same point may be reached multiple times, reflecting the periodicity of the trigonometric functions. Substituting the parametric expressions into the equation $x^2 + y^2 = 1$ recovers the fundamental trigonometric identity $\sin^2\theta + \cos^2\theta = 1$, confirming that every point of this form lies on the unit circle.
As an example, consider the angle $\theta = \pi/3$. The parametric equations give the following values.
\cos\frac{\pi}{3} = \frac{1}{2}
\sin\frac{\pi}{3} = \frac{\sqrt{3}}{2}
The corresponding point on the unit circle is therefore:
P\\!\left(\frac{1}{2},\, \frac{\sqrt{3}}{2}\right)
One may verify directly that:
\left(\frac{1}{2}\right)^2 + \left(\frac{\sqrt{3}}{2}\right)^2 = \frac{1}{4} + \frac{3}{4} = 1

Periodic nature of the parametrization
The parametric representation of the unit circle reflects a fundamental property of the
trigonometric functions: since the circle is a closed curve, completing a full rotation of
$2\pi$ radians returns the point $P$ to its original position. As a consequence,
adding any integer multiple of $2\pi$ to the angle $\theta$ leaves the
corresponding point on the circle unchanged. This is expressed by the following identity:
(\cos(\theta + 2k\pi),\, \sin(\theta + 2k\pi)) = (\cos\theta,\, \sin\theta)
for every integer $k \in \mathbb{Z}$. In particular, this means that the parametrization by $\theta \in \mathbb{R}$ is not injective: infinitely many values of $\theta$  correspond to the same point on the circle, and a bijective correspondence is recovered only by restricting $\theta$ to an interval of length $2\pi$, such as $[0, 2\pi)$.
This periodic behaviour is a defining property of the sine and cosine, which inherit it directly from the geometry of the unit circle.

Notable angles and their coordinates
Some angles appear frequently in trigonometry. At these values of $\theta$, sine and cosine can be calculated through elementary geometric arguments, with no need for numerical approximation. The table below lists the corresponding coordinates $(\cos\theta, \sin\theta)$ for the most common angles.
\begin{align}
\theta &= 0 &\quad& \cos 0 = 1 &\quad& \sin 0 = 0 \\[6pt]
\theta &= \frac{\pi}{6} &\quad& \cos\frac{\pi}{6} = \frac{\sqrt{3}}{2} &\quad& \sin\frac{\pi}{6} = \frac{1}{2} \\[6pt]
\theta &= \frac{\pi}{4} &\quad& \cos\frac{\pi}{4} = \frac{\sqrt{2}}{2} &\quad& \sin\frac{\pi}{4} = \frac{\sqrt{2}}{2} \\[6pt]
\theta &= \frac{\pi}{3} &\quad& \cos\frac{\pi}{3} = \frac{1}{2} &\quad& \sin\frac{\pi}{3} = \frac{\sqrt{3}}{2} \\[6pt]
\theta &= \frac{\pi}{2} &\quad& \cos\frac{\pi}{2} = 0 &\quad& \sin\frac{\pi}{2} = 1 \\[6pt]
\theta &= \pi &\quad& \cos\pi = -1 &\quad& \sin\pi = 0 \\[6pt]
\theta &= \frac{3\pi}{2} &\quad& \cos\frac{3\pi}{2} = 0 &\quad& \sin\frac{3\pi}{2} = -1
\end{align}
The values at $\theta = \pi/4$ follow from a single observation: an isosceles right triangle inscribed in the unit circle has equal legs, so that $\cos(\pi/4) = \sin(\pi/4) = \sqrt{2}/2$. The values at $\theta = \pi/6$ and $\theta = \pi/3$ come instead from the geometry of the equilateral triangle, whose interior angles all equal $\pi/3$.

The unit circle and complex numbers
The unit circle admits a natural interpretation in the context of complex numbers. Recall that a complex number $z = x + iy$ can be represented as a point $(x, y)$ in the Cartesian plane. The modulus of $z$ is defined as $|z| = \sqrt{x^2 + y^2}$, so the condition $|z| = 1$ describes precisely the set of complex numbers lying on the unit circle. By the parametric representation established above, every such number can be written in the form:
z = \cos\theta + i\sin\theta
for some angle $\theta$. This expression coincides with the exponential form of a complex number, given by Euler's formula:
e^{i\theta} = \cos\theta + i\sin\theta
The unit circle is therefore the set of all complex numbers of the form $e^{i\theta}$
as $\theta$ ranges over $\mathbb{R}$, or equivalently the set
$\{z \in \mathbb{C} : |z| = 1\}$. Multiplication of two such numbers corresponds
geometrically to a rotation: if $z_1 = e^{i\alpha}$ and $z_2 = e^{i\beta}$,
then $z_1 z_2 = e^{i(\alpha+\beta)}$, which is the point obtained by rotating
$z_1$ by the angle $\beta$. This geometric interpretation underlies both
De Moivre's theorem and the study of the roots of unity.
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Definition
To every square matrix of order $n$ one can associate a real number called the determinant of the matrix, denoted $\det(A)$ or $|A|$. The determinant is a scalar-valued function that encodes both algebraic and geometric properties of the associated linear transformation:
\det : M_n(\mathbb{R}) \to \mathbb{R}
It determines whether the matrix is invertible and measures the factor by which the transformation scales volumes. It appears in the explicit solution of systems of linear equations via Cramer's rule, and plays a central role in the study of eigenvalues and linear transformations.
The determinant of a matrix of order 1 is the element itself:
A = \begin{pmatrix} a_{11} \end{pmatrix} \implies \det(A) = a_{11}
For a square matrix of order 2, the determinant is the difference between the product of the elements on the main diagonal and the product of the elements on the secondary diagonal:
A = \begin{pmatrix} a_{11} & a_{12} \\[6pt] a_{21} & a_{22} \end{pmatrix}
\implies
\det(A) = a_{11} \cdot a_{22}-a_{21} \cdot a_{12}
For example:
A = \begin{pmatrix} 3 & 2 \\[6pt] 1 & 4 \end{pmatrix}
\implies
\det(A) = 3 \cdot 4-1 \cdot 2 = 10

Diagonal and triangular matrices
For a diagonal matrix, that is a square matrix in which all off-diagonal elements are zero, the determinant equals the product of the elements on the main diagonal:
A = \begin{pmatrix}
a_{11} & 0 & \cdots & 0 \\[6pt]
0 & a_{22} & \cdots & 0 \\[6pt]
\vdots & \vdots & \ddots & \vdots \\[6pt]
0 & 0 & \cdots & a_{nn}
\end{pmatrix}
\implies
\det(A) = a_{11} \cdot a_{22} \cdot \ldots \cdot a_{nn}
The same result holds for upper and lower triangular matrices. In both cases, the determinant is the product of the diagonal entries, since all the additional terms in the expansion vanish.

Laplace expansion
The determinant of a square matrix of order $n \geq 3$ can be computed recursively using the cofactor expansion, also known as Laplace expansion. Given a square matrix $A = (a_{ij})$ of order $n$, the minor $M_{ij}$ is the determinant of the $(n-1) \times (n-1)$ submatrix obtained by deleting the $i$-th row and $j$-th column of $A$. The cofactor $C_{ij}$ is defined as:
C_{ij} = (-1)^{i+j} \cdot M_{ij}
The sign factor $(-1)^{i+j}$ is positive when $i+j$ is even and negative when $i+j$ is odd. The determinant of $A$ is then obtained by expanding along any row $i$:
\det(A) = \sum_{k=1}^{n} a_{ik} \cdot C_{ik} = \sum_{k=1}^{n} a_{ik} \cdot (-1)^{i+k} \cdot M_{ik}
The same result is obtained by expanding along any column $j$:
\det(A) = \sum_{k=1}^{n} a_{kj} \cdot C_{kj}
The following example illustrates the computation for a matrix of order 3. Consider:
A = \begin{pmatrix}
2 & 0 & -1 \\[6pt]
3 & -2 & 0 \\[6pt]
1 & 4 & 1
\end{pmatrix}
Expanding along the first row, we compute the cofactor contribution of each element.

For $a_{11} = 2$, the minor is the determinant of the submatrix obtained by deleting row 1 and column 1:
C_{11} = (-1)^{1+1} \cdot \det\begin{pmatrix} -2 & 0 \\[6pt] 4 & 1 \end{pmatrix} = (+1) \cdot (-2-0) = -2
The contribution is $a_{11} \cdot C_{11} = 2 \cdot (-2) = -4$.

For $a_{12} = 0$, the minor is:
C_{12} = (-1)^{1+2} \cdot \det\begin{pmatrix} 3 & 0 \\[6pt] 1 & 1 \end{pmatrix} = (-1) \cdot (3-0) = -3
The contribution is $a_{12} \cdot C_{12} = 0 \cdot (-3) = 0$.

For $a_{13} = -1$, the minor is:
C_{13} = (-1)^{1+3} \cdot \det\begin{pmatrix} 3 & -2 \\[6pt] 1 & 4 \end{pmatrix} = (+1) \cdot (12+2) = 14
The contribution is $a_{13} \cdot C_{13} = (-1) \cdot 14 = -14$.

Summing the three contributions we obtain:
\det(A) = -4 + 0 + (-14) = -18
The computational cost of Laplace expansion grows factorially with the order of the matrix, resulting in a time complexity of $O(n!)$. For this reason, the method is impractical for large matrices in numerical applications, where more efficient algorithms such as LU decomposition are preferred.


Sarrus' rule
For matrices of order 3, the determinant can be computed using Sarrus' rule, a direct mnemonic method equivalent to the Laplace expansion. Given the matrix:
A = \begin{pmatrix}
a_{11} & a_{12} & a_{13} \\[6pt]
a_{21} & a_{22} & a_{23} \\[6pt]
a_{31} & a_{32} & a_{33}
\end{pmatrix}
the determinant is:
\begin{aligned}
\det(A) &= a_{11} a_{22} a_{33} + a_{12} a_{23} a_{31} + a_{13} a_{21} a_{32} \\[6pt]
&\quad - a_{13} a_{22} a_{31} - a_{11} a_{23} a_{32} - a_{12} a_{21} a_{33}
\end{aligned}
The three positive terms correspond to the products along the three main diagonals (top-left to bottom-right), and the three negative terms correspond to the products along the three secondary diagonals (top-right to bottom-left). A convenient way to visualize this is to append the first two columns of $A$ to its right:
\begin{pmatrix}
a_{11} & a_{12} & a_{13} & \color{gray}{a_{11}} & \color{gray}{a_{12}} \\[6pt]
a_{21} & a_{22} & a_{23} & \color{gray}{a_{21}} & \color{gray}{a_{22}} \\[6pt]
a_{31} & a_{32} & a_{33} & \color{gray}{a_{31}} & \color{gray}{a_{32}}
\end{pmatrix}
The following example applies Sarrus' rule to a concrete matrix. Consider:
A = \begin{pmatrix}
1 & -2 & 3 \\[6pt]
0 & 4 & -1 \\[6pt]
2 & 1 & 0
\end{pmatrix}
We obtain:
\begin{aligned}
\det(A) &= (1)(4)(0) + (-2)(-1)(2) + (3)(0)(1) \\[6pt]
&\quad - (3)(4)(2) - (1)(-1)(1) - (-2)(0)(0) \\[6pt]
&= 0 + 4 + 0 - 24 + 1 + 0 \\[6pt]
&= -19
\end{aligned}
Sarrus' rule applies exclusively to matrices of order 3. It does not generalize to higher orders.


Properties of the determinant
The following are the fundamental properties of the determinant.
	If $A$ has an entire row or column of zeros, then $\det(A) = 0$.
	If two rows or two columns of $A$ are proportional, then $\det(A) = 0$. More generally, if one row or column is a linear combination of others, then $\det(A) = 0$.
	If all elements of a row or column are multiplied by a scalar $k$, the determinant is multiplied by $k$. Equivalently, a scalar factor can be extracted from any row or column: $\det(kA) = k^n \det(A)$ for a matrix of order $n$.
	The determinant of a product equals the product of the determinants: $\det(AB) = \det(A) \cdot \det(B)$.
	The determinant of the transpose equals the determinant of the original matrix: $\det(A^{\mathrm{T}}) = \det(A)$.
	A square matrix $A$ is invertible if and only if $\det(A) \neq 0$. When $\det(A) = 0$, the matrix is called singular, as discussed in the entry on the inverse matrix.
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Definition
A linear transformation, represented by a square matrix $A$, acts on vectors by moving them in space. It can stretch, compress, rotate, or reflect them, and in general the image of a vector points in a different direction from the original. Among all vectors however there are those for which the action of $A$ is particularly simple. The transformation scales them by a constant factor, leaving their direction unchanged. Such vectors are called eigenvectors of $A$, and the corresponding scaling factors are called eigenvalues.
Eigenvectors reveal the intrinsic geometry of a linear transformation, and the collection of eigenvalues encodes information about the matrix that is invariant under a wide class of coordinate changes.


Let $A$ be a square matrix of order $n$ with entries in $\mathbb{R}$ or $\mathbb{C}$. A non-zero vector $\mathbf{v}$ is called an eigenvector of $A$ if there exists a scalar $\lambda$ such that the following equation holds:
A\mathbf{v} = \lambda\mathbf{v}
The scalar $\lambda$ is called the eigenvalue of $A$ associated with $\mathbf{v}$. The condition requires that $A$ maps $\mathbf{v}$ to a scalar multiple of itself: the vector $\mathbf{v}$ may be stretched or compressed, and its orientation may be reversed if $\lambda$ is negative, but it remains on the same line through the origin. Eigenvectors are the invariant directions of the transformation and eigenvalues are the scaling factors along those directions.
The zero vector is excluded by convention. The equation $A\mathbf{0} = \lambda\mathbf{0}$ is satisfied for every $\lambda$ and carries no information about the matrix.


The following diagram illustrates this idea for the square matrix:
A = \begin{pmatrix} 2 & 1 \\\\ 1 & 2 \end{pmatrix}
The unit circle is mapped to an ellipse: most vectors change direction under the transformation. The two eigenvectors $\mathbf{v}_1$ and $\mathbf{v}_2$ are the exception. They remain on the same line through the origin, scaled by $\lambda_1 = 3$ and $\lambda_2 = 1$ respectively.

The characteristic equation
Rewriting the eigenvalue equation as $(A - \lambda I)\mathbf{v} = \mathbf{0}$, where $I$ is the identity matrix of order $n$, it is clear that a non-zero solution $\mathbf{v}$ exists precisely when the matrix $A - \lambda I$ is singular. The condition for singularity is that its determinant vanishes. The equation
\det(A - \lambda I) = 0
is called the characteristic equation of $A$. Expanding the determinant yields a polynomial of degree $n$ in $\lambda$, known as the characteristic polynomial of $A$. The eigenvalues of $A$ are the roots of this polynomial, and by the fundamental theorem of algebra there are exactly $n$ of them, counted with multiplicity, in $\mathbb{C}$.
A matrix with real entries has a characteristic polynomial with real coefficients, but this does not prevent complex roots. Complex eigenvalues of a real matrix always appear in conjugate pairs.


Eigenspaces
For each eigenvalue $\lambda_0$, the set of all vectors satisfying $A\mathbf{v} = \lambda_0\mathbf{v}$ is a subspace of $\mathbb{R}^n$ or $\mathbb{C}^n$. It coincides with the kernel of $A - \lambda_0 I$ and is called the eigenspace of $A$ associated with $\lambda_0$:
E_{\lambda_0} = \ker(A - \lambda_0 I) = \{\, \mathbf{v} : (A - \lambda_0 I)\mathbf{v} = \mathbf{0} \,\}
The dimension of $E_{\lambda_0}$ is called the geometric multiplicity of $\lambda_0$. Separately, the multiplicity of $\lambda_0$ as a root of the characteristic polynomial is called the algebraic multiplicity of $\lambda_0$. It can be shown that the geometric multiplicity never exceeds the algebraic one, and the two coincide in the most well-behaved cases.

Example 1
Consider the following matrix:
A = \begin{pmatrix} 3 & 1 \\\\ 0 & 2 \end{pmatrix}
We compute the characteristic polynomial by forming the matrix $A - \lambda I$ and computing its determinant. Since $A - \lambda I$ is upper triangular, its determinant is the product of the diagonal entries:
\det(A - \lambda I) = (3 - \lambda)(2 - \lambda)
Setting this expression equal to zero gives $\lambda_1 = 2$ and $\lambda_2 = 3$. For $\lambda_1 = 2$, we solve $(A - 2I)\mathbf{v} = \mathbf{0}$. The matrix $A - 2I$ reduces to:
A - 2I = \begin{pmatrix} 1 & 1 \\\\ 0 & 0 \end{pmatrix}
The system yields the single condition $v_1 + v_2 = 0$, so $v_1 = -v_2$. Taking $v_2 = 1$, the eigenspace $E_2$ is spanned by:
\mathbf{v}_1 = \begin{pmatrix} -1 \\\\ 1 \end{pmatrix}
For $\lambda_2 = 3$, the matrix $A - 3I$ is:
A - 3I = \begin{pmatrix} 0 & 1 \\\\ 0 & -1 \end{pmatrix}
Both rows give the condition $v_2 = 0$, leaving $v_1$ free. Taking $v_1 = 1$, the eigenspace $E_3$ is spanned by:
\mathbf{v}_2 = \begin{pmatrix} 1 \\\\ 0 \end{pmatrix}
The matrix $A$ has therefore eigenvalue $\lambda_1 = 2$ with eigenvector $(-1, 1)^T$, and eigenvalue $\lambda_2 = 3$ with eigenvector $(1, 0)^T$.

Example 2
Consider the matrix
A = \begin{pmatrix} 2 & 1 & 0 \\\\ 0 & 2 & 0 \\\\ 0 & 0 & 3 \end{pmatrix}
The matrix $A - \lambda I$ is block upper triangular, so its determinant is again the product of the diagonal entries. The characteristic polynomial is the following:
p(\lambda) = (2 - \lambda)^2(3 - \lambda)
Setting $p(\lambda) = 0$ gives two eigenvalues: $\lambda_1 = 2$, with algebraic multiplicity two, and $\lambda_2 = 3$, with algebraic multiplicity one.
For $\lambda_2 = 3$, we solve $(A - 3I)\mathbf{v} = \mathbf{0}$. The matrix $A - 3I$ is:
A - 3I = \begin{pmatrix} -1 & 1 & 0 \\\\ 0 & -1 & 0 \\\\ 0 & 0 & 0 \end{pmatrix}
The second row gives $v_2 = 0$, and the first row then gives $v_1 = 0$, leaving $v_3$ free. Taking $v_3 = 1$, the eigenspace $E_3$ is spanned by:
\mathbf{v}_1 = \begin{pmatrix} 0 \\\\ 0 \\\\ 1 \end{pmatrix}
For $\lambda_1 = 2$, we solve $(A - 2I)\mathbf{v} = \mathbf{0}$. The matrix $A - 2I$ is:
A - 2I = \begin{pmatrix} 0 & 1 & 0 \\\\ 0 & 0 & 0 \\\\ 0 & 0 & 1 \end{pmatrix}
The first row gives $v_2 = 0$ and the third row gives $v_3 = 0$, while $v_1$ remains free. Taking $v_1 = 1$, the eigenspace $E_2$ is one-dimensional, spanned by:
\mathbf{v}_2 = \begin{pmatrix} 1 \\\\ 0 \\\\ 0 \end{pmatrix}
The geometric multiplicity of $\lambda_1 = 2$ is therefore one, while its algebraic multiplicity is two. Since these two values differ, the matrix $A$ is not diagonalizable. It possesses only two linearly independent eigenvectors, which is insufficient to form a basis of $\mathbb{R}^3$.

Linear independence of eigenvectors
Eigenvectors corresponding to distinct eigenvalues are always linearly independent. More precisely, if $\lambda_1, \ldots, \lambda_k$ are pairwise distinct eigenvalues of $A$ with associated eigenvectors $\mathbf{v}_1, \ldots, \mathbf{v}_k$, then $\mathbf{v}_1, \ldots, \mathbf{v}_k$ are linearly independent. The proof proceeds by induction on $k$ and uses the fact that each eigenvalue is distinct to derive a contradiction from any supposed linear dependence relation.
As a consequence, a square matrix of order $n$ with $n$ distinct eigenvalues always possesses $n$ linearly independent eigenvectors, and therefore admits a basis of eigenvectors.

Diagonalization
A matrix $A$ of order $n$ is called diagonalizable if it can be written in the form
A = PDP^{-1}
where $P$ is an invertible matrix and $D$ is diagonal. The columns of $P$ are eigenvectors of $A$, and the corresponding diagonal entries of $D$ are the associated eigenvalues. This decomposition, when it exists, simplifies many computations substantially. In particular, the $k$-th power of $A$ takes the form:
A^k = PD^kP^{-1}
Since raising a diagonal matrix to a power amounts to raising each diagonal entry to that power, this avoids the need to perform $k$ successive matrix multiplications.
A matrix is diagonalizable if and only if, for every eigenvalue, its geometric multiplicity equals its algebraic multiplicity. When this condition fails, the matrix cannot be diagonalized but can be reduced to Jordan canonical form, which is the closest diagonal-like structure available in the general case.

Trace, determinant and eigenvalues
Let $\lambda_1, \lambda_2, \ldots, \lambda_n$ be the eigenvalues of $A$ counted with algebraic multiplicity. Two classical identities relate them directly to entries of the matrix. The trace of $A$, defined as the sum of its diagonal entries, satisfies:
\text{tr}(A) = \lambda_1 + \lambda_2 + \cdots + \lambda_n
The determinant of $A$ satisfies:
\det(A) = \lambda_1 \cdot \lambda_2 \cdots \lambda_n
Both identities follow from the structure of the characteristic polynomial. The second has the following consequence: a matrix is singular if and only if zero is one of its eigenvalues. Together, these two relations offer a quick consistency check when eigenvalues are computed by hand, without requiring any additional verification.
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Definition
Given a square matrix of order $n$, the inverse of $A$, denoted $A^{-1}$, is the matrix such that:
A \cdot A^{-1} = A^{-1} \cdot A = I
where $I$ is the identity matrix of order $n$. When such a matrix exists, it is unique. A square matrix that admits an inverse is called invertible or nonsingular. A matrix that does not admit an inverse is called singular.
The inverse matrix represents the linear transformation that reverses the effect of the original transformation. If $A$ maps a vector $\mathbf{x}$ to $\mathbf{b}$, that is $A\mathbf{x} = \mathbf{b}$, then $A^{-1}$ maps $\mathbf{b}$ back to $\mathbf{x}$:
A\mathbf{x} = \mathbf{b} \implies \mathbf{x} = A^{-1}\mathbf{b}
This is precisely the principle underlying the solution of systems of linear equations via the inverse matrix.
A square matrix $A$ is invertible if and only if its determinant is nonzero:
A \text{ is invertible} \iff \det(A) \neq 0
The condition $\det(A) \neq 0$ is both necessary and sufficient for invertibility. It is equivalent to requiring that the rows (or columns) of $A$ are linearly independent, and that the rank of $A$ equals $n$. The set of all invertible matrices of order $n$ forms a group under matrix multiplication, known as the general linear group $GL(n, \mathbb{R})$, discussed in the entry on groups.


Properties of the inverse
The inverse matrix satisfies the following properties, for square matrices $A$ and $B$ of order $n$:
	$(A^{-1})^{-1} = A$. The inverse of the inverse is the original matrix.
	$(AB)^{-1} = B^{-1} A^{-1}$. The inverse of a product reverses the order of the factors.
	$(A^{\mathrm{T}})^{-1} = (A^{-1})^{\mathrm{T}}$. The inverse of the transpose equals the transpose of the inverse.
	$\det(A^{-1}) = \dfrac{1}{\det(A)}$. The determinant of the inverse is the reciprocal of the determinant of $A$.

The reversal of order in $(AB)^{-1} = B^{-1}A^{-1}$ is necessary for the same reason as in the transpose: matrix multiplication is not commutative, so inverting a product requires inverting each factor and reversing their order.


Computing the inverse: the cofactor method
The inverse of a square matrix $A$ of order $n$, when it exists, can be computed using the cofactor method. Given a square matrix $A = (a_{ij})$, the minor $M_{ij}$ is the determinant of the $(n-1) \times (n-1)$ submatrix obtained by deleting the $i$-th row and $j$-th column of $A$. The cofactor $C_{ij}$ is defined as:
C_{ij} = (-1)^{i+j} \cdot M_{ij}
The cofactor matrix $C$ is the matrix whose entry in position $(i,j)$ is the cofactor $C_{ij}$. The transpose of the cofactor matrix, denoted $C^{\mathrm{T}}$, is called the adjugate of $A$ and written $\mathrm{adj}(A)$. The inverse is then given by:
A^{-1} = \frac{1}{\det(A)}\, C^{\mathrm{T}} = \frac{1}{\det(A)}\, \mathrm{adj}(A)
The computation proceeds as follows: calculate the cofactor $C_{ij}$ for every entry of $A$, assemble the cofactor matrix $C$, take its transpose to obtain $\mathrm{adj}(A)$, and divide every entry by $\det(A)$.

Example
Consider the following matrix:
A = \begin{pmatrix}
3 & 0 & 0 \\[6pt]
2 & 1 & 0 \\[6pt]
-1 & 4 & 2
\end{pmatrix}
This is a lower triangular matrix. Its determinant is the product of the diagonal entries:
\begin{aligned}
C_{11} &= (+1) \qquad \det\begin{pmatrix} 1 & 0 \\[6pt] 4 & 2 \end{pmatrix} & 2 \\[12pt]
C_{12} &= (-1) \qquad \det\begin{pmatrix} 2 & 0 \\[6pt] -1 & 2 \end{pmatrix} & -4 \\[12pt]
C_{13} &= (+1) \qquad\det\begin{pmatrix} 2 & 1 \\[6pt] -1 & 4 \end{pmatrix} & 9 \\[12pt]
C_{21} &= (-1) \qquad \det\begin{pmatrix} 0 & 0 \\[6pt] 4 & 2 \end{pmatrix} & 0 \\[12pt]
C_{22} &= (+1) \qquad \det\begin{pmatrix} 3 & 0 \\[6pt] -1 & 2 \end{pmatrix} & 6 \\[12pt]
C_{23} &= (-1) \qquad \det\begin{pmatrix} 3 & 0 \\[6pt] -1 & 4 \end{pmatrix} & -12 \\[12pt]
C_{31} &= (+1) \qquad \det\begin{pmatrix} 0 & 0 \\[6pt] 1 & 0 \end{pmatrix} & 0 \\[12pt]
C_{32} &= (-1) \qquad \det\begin{pmatrix} 3 & 0 \\[6pt] 2 & 0 \end{pmatrix} & 0 \\[12pt]
C_{33} &= (+1) \qquad \det\begin{pmatrix} 3 & 0 \\[6pt] 2 & 1 \end{pmatrix} & 3
\end{aligned}
The cofactor matrix $C$ is assembled from the nine cofactors computed above:
C = \begin{pmatrix}
\phantom{-}2 & -4 & \phantom{-}9 \\[6pt]
\phantom{-}0 & \phantom{-}6 & -12 \\[6pt]
\phantom{-}0 & \phantom{-}0 & \phantom{-}3
\end{pmatrix}
Taking the transpose of $C$ gives the adjugate of $A$:
\mathrm{adj}(A) = C^{\mathrm{T}} = \begin{pmatrix}
\phantom{-}2 & \phantom{-}0 & \phantom{-}0 \\[6pt]
-4 & \phantom{-}6 & \phantom{-}0 \\[6pt]
\phantom{-}9 & -12 & \phantom{-}3
\end{pmatrix}
Dividing by $\det(A) = 6$:
A^{-1} = \frac{1}{6}
\begin{pmatrix}
\phantom{-}2 & \phantom{-}0 & \phantom{-}0 \\[6pt]
-4 & \phantom{-}6 & \phantom{-}0 \\[6pt]
\phantom{-}9 & -12 & \phantom{-}3
\end{pmatrix}
=
\begin{pmatrix}
\dfrac{1}{3} & 0 & 0 \\[10pt]
-\dfrac{2}{3} & 1 & 0 \\[10pt]
\dfrac{3}{2} & -2 & \dfrac{1}{2}
\end{pmatrix}
The cofactor method is exact but computationally expensive for large matrices, with complexity $O(n!)$ due to the determinant evaluations involved. In numerical practice, the inverse is typically computed via Gaussian elimination or LU decomposition, which achieve $O(n^3)$ complexity.


Inversion by Gauss-Jordan elimination
The cofactor method is conceptually transparent, but its computational cost becomes prohibitive as the order of the matrix grows, since it inherits the factorial cost of evaluating determinants by Laplace expansion. In practice, the inverse of a matrix is more efficiently computed using Gauss-Jordan elimination, which reduces the cost to $O(n^3)$.
The procedure begins by constructing the augmented matrix obtained by placing the identity matrix $I$ of the same order to the right of $A$:
[\, A \mid I \,]
Elementary row operations are then applied to this augmented matrix, with the goal of transforming the left-hand block into the identity. The operations admitted are the same as those used in the solution of linear systems: swapping two rows, multiplying a row by a nonzero scalar, and adding to a row a scalar multiple of another row. Each operation is applied simultaneously to both blocks of the augmented matrix.
When the procedure terminates and the left-hand block has been reduced to $I$, the right-hand block contains the inverse:
[\, A \mid I \,] \;\longrightarrow\; [\, I \mid A^{-1} \,]
The same procedure provides an immediate test for invertibility. If during the reduction a row of the left-hand block becomes entirely zero, the matrix $A$ is singular and the inverse does not exist.
The Gauss-Jordan method is the method of choice whenever the order of the matrix exceeds three. The cofactor method retains its value as a definition and as a tool for theoretical reasoning, but for explicit computation Gauss-Jordan is consistently preferable.


Example
Consider for example the following matrix:
A = \begin{pmatrix}
1 & 2 & 3 \\[6pt]
0 & 1 & 4 \\[6pt]
5 & 6 & 0
\end{pmatrix}
We construct the augmented matrix by placing the identity to the right of $A$:
[\, A \mid I \,] =
\left(
\begin{array}{ccc|ccc}
1 & 2 & 3 & 1 & 0 & 0 \\[6pt]
0 & 1 & 4 & 0 & 1 & 0 \\[6pt]
5 & 6 & 0 & 0 & 0 & 1
\end{array}
\right)
We begin by eliminating the entry in the third row of the first column. Replacing the third row with itself minus five times the first row gives:
\left(
\begin{array}{ccc|ccc}
1 & 2 & 3 & 1 & 0 & 0 \\[6pt]
0 & 1 & 4 & 0 & 1 & 0 \\[6pt]
0 & -4 & -15 & -5 & 0 & 1
\end{array}
\right)
We now eliminate the entry in the third row of the second column. Replacing the third row with itself plus four times the second row gives:
\left(
\begin{array}{ccc|ccc}
1 & 2 & 3 & 1 & 0 & 0 \\[6pt]
0 & 1 & 4 & 0 & 1 & 0 \\[6pt]
0 & 0 & 1 & -5 & 4 & 1
\end{array}
\right)
The left-hand block is now in upper triangular form with ones on the main diagonal. We continue the reduction upwards, eliminating the entries above the diagonal. Replacing the second row with itself minus four times the third row, and the first row with itself minus three times the third row, we obtain:
\left(
\begin{array}{ccc|ccc}
1 & 2 & 0 & 16 & -12 & -3 \\[6pt]
0 & 1 & 0 & 20 & -15 & -4 \\[6pt]
0 & 0 & 1 & -5 & 4 & 1
\end{array}
\right)
Finally, replacing the first row with itself minus two times the second row gives the identity on the left and the inverse on the right:
\left(
\begin{array}{ccc|ccc}
1 & 0 & 0 & -24 & 18 & 5 \\[6pt]
0 & 1 & 0 & 20 & -15 & -4 \\[6pt]
0 & 0 & 1 & -5 & 4 & 1
\end{array}
\right)
The inverse of $A$ is therefore:
A^{-1} = \begin{pmatrix}
-24 & 18 & 5 \\[6pt]
20 & -15 & -4 \\[6pt]
-5 & 4 & 1
\end{pmatrix}
A direct check confirms the result, since $A \cdot A^{-1} = I$.
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Definition
In linear algebra, a linear combination is the fundamental operation that relates vectors to one another within a given collection. Each vector is scaled by a real coefficient, and the scaled vectors are then summed to produce a new vector. Simple as this construction is, it generates the core concepts of the subject: span, linear independence, rank, and dimension. It also gives rise to the geometric objects that structure $\mathbb{R}^n$, including lines, planes, and higher-dimensional subspaces. Let $V = \mathbb{R}^n$ and consider a finite collection of vectors:
v_1, v_2, \dots, v_k \in \mathbb{R}^n
A linear combination of these vectors is any vector of the form:
c_1 v_1 + c_2 v_2 + \dots + c_k v_k
where $c_1, c_2, \dots, c_k \in \mathbb{R}$ are real scalars. Each vector $v_i$ is multiplied by a scalar coefficient $c_i$, and the resulting scaled vectors are then added. The scalars determine how strongly each vector contributes to the final result. Although the definition is elementary, it captures the fundamental mechanism through which vectors interact inside $\mathbb{R}^n$.

A linear combination carries a concrete geometric meaning. Consider two vectors $v, w \in \mathbb{R}^n$. By forming expressions of the type:
a v + b w
with $a, b \in \mathbb{R}$, we allow each vector to be independently scaled and then combined through vector addition. Varying the coefficients $a$ and $b$ produces an entire collection of vectors, all obtained from the same two building blocks.
	If the vectors $v$ and $w$ are not scalar multiples of one another, these combinations sweep out a plane passing through the origin. Every point of that plane can be reached by a suitable choice of the coefficients.
	If, on the other hand, the two vectors are collinear, all linear combinations collapse onto a single line through the origin, since one vector can already be expressed in terms of the other.

In this way, linear combinations naturally generate geometric objects such as lines and planes, and more generally subsets of $\mathbb{R}^n$ that exhibit a linear structure. The dimension of the object obtained depends entirely on how the vectors relate to one another and on whether they contribute genuinely independent directions.


Coordinate representation
To understand more concretely how linear combinations operate, it is helpful to express everything in coordinates. Since vectors in $\mathbb{R}^n$ are represented as ordered $n$-tuples of real numbers, every operation on vectors can be described component by component. Suppose each vector $v_i \in \mathbb{R}^n$ has components:
v_i =
\begin{pmatrix}
v_{i1} \\\\
v_{i2} \\\\
\vdots \\\\
v_{in}
\end{pmatrix}
When we form a linear combination of these vectors, the operation unfolds coordinatewise. Indeed, we obtain:
c_1 v_1 + \dots + c_k v_k
=
\begin{pmatrix}
c_1 v_{11} + \dots + c_k v_{k1} \\\\
c_1 v_{12} + \dots + c_k v_{k2} \\\\
\vdots \\\\
c_1 v_{1n} + \dots + c_k v_{kn}
\end{pmatrix}
Each entry of the resulting vector is therefore a linear combination of real numbers drawn from the corresponding entries of the original vectors. In other words, scalar multiplication and vector addition are performed independently in each coordinate. This explicit description confirms that the concept of linear combination is fully compatible with the coordinate structure of $\mathbb{R}^n$. The global operation of combining vectors reduces to familiar arithmetic carried out entry by entry.

Matrix–Vector interpretation
The relationship between linear combinations and matrices becomes especially clear when we look at matrix–vector multiplication more closely. Consider a matrix whose columns are the vectors $v_1, \dots, v_k$:
A =
\begin{pmatrix}
| & | & & | \\\\
v_1 & v_2 & \dots & v_k \\\\
| & | & & |
\end{pmatrix}
Now take a vector of scalars:
c =
\begin{pmatrix}
c_1 \\\\
c_2 \\\\
\vdots \\\\
c_k
\end{pmatrix}
When we compute the product $A c$ what happens is remarkably simple: each column of $A$ is multiplied by the corresponding entry of $c$, and the resulting vectors are added together. Writing this explicitly, we obtain:
A c = c_1 v_1 + c_2 v_2 + \dots + c_k v_k
In other words, multiplying a matrix by a vector is nothing more than forming a linear combination of its columns. The entries of the vector $c$ play the role of coefficients that determine how strongly each column contributes to the result.
Seen from this perspective, matrix multiplication is not just a computational rule involving rows and columns. It is a structured way of assembling vectors from simpler building blocks, and every matrix–vector product can be understood as a controlled linear combination of the columns of the matrix.


Linear systems and solvability
Let us now return to one of the central objects of linear algebra: a linear system written in matrix form:
A x = b
This equation represents a compact way of writing several linear equations at once. However, once we interpret matrix–vector multiplication as a linear combination of columns, the meaning of the system becomes much clearer. Suppose the columns of $A$ are the vectors $v_1, \dots, v_k$. Expanding the product $A x$ according to the definition of matrix multiplication, we obtain:
x_1 v_1 + x_2 v_2 + \dots + x_k v_k = b
Seen in this way, solving the system does not primarily mean manipulating equations. It means searching for scalars $x_1, \dots, x_k$ that combine the columns of $A$ to produce the vector $b$. The problem of solvability therefore acquires a geometric interpretation. The question is no longer only algebraic. It becomes: can the vector $b$ be assembled from the columns of $A$? In other words, does $b$ belong to the set of all linear combinations generated by those vectors?
	If such scalars exist, the system has at least one solution.
	If no such combination is possible, the system is inconsistent.

The structure of the solution set is thus determined entirely by how the vector $b$ relates to the space generated by the columns of $A$.

Span
Once the notion of linear combination is in place, a natural question arises: given a finite collection of vectors, what is the totality of vectors that can be produced by scaling and summing them in all possible ways? The set of all linear combinations of $v_1, \dots, v_k$ is called their span:
\operatorname{span}(v_1, \dots, v_k)
=
\{ \sum_{i=1}^k c_i v_i \mid c_i \in \mathbb{R} \}
In other words, the span consists of every vector that can be built from $v_1, \dots, v_k$ using the operations of scalar multiplication and vector addition. It represents the entire region of $\mathbb{R}^n$ that becomes accessible once those vectors are taken as building blocks.

By construction, the span is closed under addition and scalar multiplication. If two vectors belong to the span, any linear combination of them also belongs to the span. For this reason, the span is not just a subset of $\mathbb{R}^n$, but a subspace of $\mathbb{R}^n$. From a geometric point of view we have:
	A single nonzero vector spans a line through the origin.
	Two vectors that are not collinear span a plane through the origin.
	Three vectors, provided they introduce independent directions, may span a three-dimensional subspace.


The geometric description above suggests that the span behaves like a flat region passing through the origin. This intuition can be made precise by verifying that the span satisfies the defining properties of a subspace of $\mathbb{R}^n$. First, the zero vector belongs to the span. Indeed, by choosing all coefficients equal to zero, we obtain:
0 = 0 v_1 + 0 v_2 + \dots + 0 v_k
Hence:
0 \in \operatorname{span}(v_1, \dots, v_k)
Second, the span is closed under linear combinations. Let:
u = \sum_{i=1}^{k} a_i v_i
\quad
w = \sum_{i=1}^{k} b_i v_i
be two arbitrary vectors in $\operatorname{span}(v_1, \dots, v_k)$, and let $\alpha, \beta \in \mathbb{R}$. Then:
\begin{align}
\alpha u + \beta w &= \alpha \sum_{i=1}^{k} a_i v_i + \beta \sum_{i=1}^{k} b_i v_i \\[6pt]
&= \sum_{i=1}^{k} (\alpha a_i+\beta b_i) v_i
\end{align}
Since the coefficients $\alpha a_i + \beta b_i$ are real numbers, the resulting vector is again a linear combination of $v_1, \dots, v_k$. Therefore:
\alpha u + \beta w \in \operatorname{span}(v_1, \dots, v_k)
These properties show that the span is not merely a subset of $\mathbb{R}^n$, but a subspace: it contains the zero vector and is closed under addition and scalar multiplication.

Example
Let us now see how the concept of span works in practice. When we say that a vector belongs to the span of other vectors, we are claiming that it can be constructed as a linear combination of them. In concrete terms, this means that there must exist suitable scalar coefficients that, when applied to the given vectors and added together, reproduce the target vector. Testing whether a vector lies in a span therefore amounts to solving a linear system. We will make this idea explicit through a direct computation.
Consider the vectors in $\mathbb{R}^3$:
v_1 =
\begin{pmatrix}
1 \\\
2 \\\
1
\end{pmatrix}
\quad
v_2 =
\begin{pmatrix}
0 \\\
1 \\\
1
\end{pmatrix}
We ask whether the vector:
b =
\begin{pmatrix}
3 \\\\
7 \\\\
5
\end{pmatrix}
belongs to $\operatorname{span}(v_1, v_2)$. To answer this question, we must determine whether there exist scalars $c_1, c_2 \in \mathbb{R}$ such that:
c_1 v_1 + c_2 v_2 = b
Writing the linear combination explicitly, we obtain:
c_1
\begin{pmatrix}
1 \\\\
2 \\\\
1
\end{pmatrix}
+
c_2
\begin{pmatrix}
0 \\\\
1 \\\\
1
\end{pmatrix}
=
\begin{pmatrix}
3 \\\\
7 \\\\
5
\end{pmatrix}
Equating the components yields the system:
\begin{cases}
c_1 = 3 \\\\
2c_1 + c_2 = 7 \\\\
c_1 + c_2 = 5
\end{cases}
From the first equation we obtain $c_1 = 3$. Substituting into the second equation gives:
2(3) + c_2 = 7 \quad \rightarrow \quad c_2 = 1
However, checking the third equation:
3 + 1 = 4 \neq 5
The system is inconsistent. Therefore, no scalars $c_1, c_2$ produce the vector $b$, and we conclude that $b \notin \operatorname{span}(v_1, v_2)$.

Now consider instead:
b =
\begin{pmatrix}
3 \\\\
7 \\\\
4
\end{pmatrix}
Repeating the same computation, we obtain:
\begin{cases}
c_1 = 3 \\\\
2c_1 + c_2 = 7 \\\\
c_1 + c_2 = 4
\end{cases}
Substituting $c_1 = 3$ into the second equation gives $c_2 = 1$, and the third equation becomes:
3 + 1 = 4
which is satisfied. Hence:
b =
3 v_1 + 1 v_2
and therefore $b \in \operatorname{span}(v_1, v_2)$
This simple example shows concretely that belonging to a span is not an abstract property but a solvability condition: a vector lies in the span of given vectors if and only if a corresponding linear system admits a solution.

Uniqueness of representation
Suppose that a vector $b$ can be written as a linear combination of the vectors $v_1, \dots, v_k$, namely:
b = c_1 v_1 + \dots + c_k v_k
At this point, a natural question arises. Once such a representation has been found, are the coefficients $c_1, \dots, c_k$ uniquely determined? Or could there exist different choices of scalars producing the same vector $b$? To investigate this, imagine that two distinct families of scalars lead to the same vector. Subtracting the two representations would produce an expression of the form
c_1 v_1 + \dots + c_k v_k = 0
where not all the coefficients are zero. The existence of such a relation means that the zero vector itself can be obtained as a nontrivial linear combination of the vectors $v_1, \dots, v_k$ This situation has an important structural consequence. If a nontrivial combination of the vectors yields the zero vector, then at least one of the vectors can be expressed as a linear combination of the others. In that case, the original representation of $b$ need not be unique: different choices of coefficients may lead to the same vector.
The question of uniqueness is therefore connected with the existence of nontrivial linear relations among the vectors. When no such relation exists, that is, when the only way to obtain the zero vector is by setting all coefficients to zero, the representation of any vector in the span is necessarily unique. This property defines what it means for a collection of vectors to be linearly independent, a concept that will be examined in detail in the dedicated entry.


General vector spaces
The definition of linear combination given above is stated for vectors in $\mathbb{R}^n$, but the concept extends without modification to any vector space over a field. Let $V$ be a vector space over a field $\mathbb{F}$, and let $v_1, v_2, \dots, v_k \in V$. A linear combination of these vectors is any element of $V$ of the form:
c_1 v_1 + c_2 v_2 + \dots + c_k v_k
where $c_1, c_2, \dots, c_k \in \mathbb{F}$. The field $\mathbb{F}$ may be taken to be $\mathbb{R}$ or $\mathbb{C}$, and the vector space $V$ may be a space of polynomials, of matrices, or of continuous functions, among many others. In each of these settings, the notions of span and linear independence carry over directly, and the structural results of linear algebra remain valid in full generality.

Affine, conical, and convex combinations
The notion of linear combination is the most general within a family of related operations, all obtained by imposing restrictions on the coefficients. Each restriction selects a different geometric object and a different kind of subset closed under the corresponding operation. If the coefficients are required to sum to one:
c_1 + c_2 + \dots + c_k = 1
the resulting expression is called an affine combination. The set of all affine combinations of a given collection of vectors is an affine subspace, that is, a translate of a linear subspace that need not pass through the origin. Lines and planes not containing the origin are typical examples. If the coefficients are required to be nonnegative:
c_1, c_2, \dots, c_k \geq 0
the expression is called a conical combination, and the set of all such combinations forms a convex cone. Quadrants and orthants in $\mathbb{R}^n$ are simple instances.
If both conditions are imposed simultaneously, that is, nonnegative coefficients summing to one, the expression is called a convex combination. The set of all convex combinations of a finite collection of vectors is a convex polytope, the simplest example being the segment joining two points or the triangle determined by three.
Vector subspaces are the smallest of these structures: every linear combination is in particular affine, conical, and convex, so a subspace is automatically all three. The converse does not hold, and this is what makes these notions more general.
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Introduction
A matrix is a rectangular array of real numbers arranged in rows and columns. A matrix with $m$ rows and $n$ columns is said to have dimensions $m \times n$, and is called an $m \times n$ matrix. For example, a $3 \times 2$ matrix has 3 rows and 2 columns. Each number appearing in a matrix is called an element. Elements are identified by two subscript indices: the first indicates the row and the second the column. Thus $a_{2,3}$ denotes the element in the second row and third column. A matrix $A$ of dimensions $m \times n$ is written as follows:
A = \begin{pmatrix}
a_{11} & a_{12} & \cdots & a_{1n} \\[6pt]
a_{21} & a_{22} & \cdots & a_{2n} \\[6pt]
\vdots & \vdots & \ddots & \vdots \\[6pt]
a_{m1} & a_{m2} & \cdots & a_{mn}
\end{pmatrix}
This is also written in compact form as $A = (a_{ij})$, where $a_{ij}$ denotes the element in the $i$-th row and $j$-th column, with $1 \leq i \leq m$ and $1 \leq j \leq n$.
The set of all $m \times n$ matrices with real entries forms an abelian group under addition. When restricted to square matrices of order $n$, the additional structure of matrix multiplication makes $M_{n\times n}(\mathbb{R})$ a ring. The subset of invertible matrices of order $n$ forms a group under multiplication, known as the general linear group $GL(n, \mathbb{R})$.


Vectors and the zero matrix
A matrix consisting of a single row is called a row vector, and a matrix consisting of a single column is called a column vector. The following are a row vector $A$ with 3 columns and a column vector $B$ with 3 rows:
A = \begin{pmatrix} a_1 & a_2 & a_3 \end{pmatrix}
\qquad
B = \begin{pmatrix} b_1 \\[6pt] b_2 \\[6pt] b_3 \end{pmatrix}
A matrix in which every element is equal to zero is called the zero matrix, denoted $O$. The zero matrix plays the role of the additive identity in matrix addition, as discussed below.
Row and column vectors are matrices in the usual sense and obey all the same algebraic rules. They are treated as special cases here for clarity, but are studied more extensively in the context of linear combinations and vector spaces.


Square matrices and special types
A matrix is called square when its number of rows equals its number of columns, that is, when it has dimensions $n \times n$. The integer $n$ is called the order of the matrix. In a square matrix, the elements $a_{ij}$ for which $i = j$ form the main diagonal. The elements for which $i + j = n+1$ form the secondary diagonal:
A = \begin{pmatrix}
\boldsymbol{a_{11}} & a_{12} & a_{13} \\[6pt]
a_{21} & \boldsymbol{a_{22}} & a_{23} \\[6pt]
a_{31} & a_{32} & \boldsymbol{a_{33}}
\end{pmatrix}
A square matrix in which all elements outside the main diagonal are zero is called a diagonal matrix. The following is an example of a $3 \times 3$ diagonal matrix:
D = \begin{pmatrix}
4 & 0 & 0 \\[6pt]
0 & 5 & 0 \\[6pt]
0 & 0 & 6
\end{pmatrix}
A square matrix is called upper triangular if all elements below the main diagonal are zero, and lower triangular if all elements above the main diagonal are zero:
U = \begin{pmatrix}
2 & -1 & 3 \\[6pt]
0 & 5 & 4 \\[6pt]
0 & 0 & 7
\end{pmatrix}
\qquad
L = \begin{pmatrix}
3 & 0 & 0 \\[6pt]
-2 & 6 & 0 \\[6pt]
5 & 1 & 4
\end{pmatrix}
A square matrix $A$ is called symmetric if it equals its own transpose, that is, if $A = A^{\mathrm{T}}$. This means that $a_{ij} = a_{ji}$ for all $i$ and $j$: the element in row $i$ and column $j$ equals the element in row $j$ and column $i$. The following is a $3 \times 3$ symmetric matrix:
S = \begin{pmatrix}
1 & 3 & -2 \\[6pt]
3 & 0 & 5 \\[6pt]
-2 & 5 & 4
\end{pmatrix}
Symmetric matrices arise naturally in many areas of mathematics, including quadratic forms, inner product spaces, and spectral theory. Every real symmetric matrix has real eigenvalues and an orthogonal basis of eigenvectors, a result known as the spectral theorem.


Transpose
The transpose of a matrix $A$ of dimensions $m \times n$, denoted $A^{\mathrm{T}}$, is the matrix of dimensions $n \times m$ obtained by interchanging the rows and columns of $A$. Formally, the element in position $(i,j)$ of $A^{\mathrm{T}}$ is the element in position $(j,i)$ of $A$. For example:
A = \begin{pmatrix}
2 & -1 & 3 \\[6pt]
7 & 5 & 4 \\[6pt]
9 & 6 & 8
\end{pmatrix}
\qquad
A^{\mathrm{T}} = \begin{pmatrix}
2 & 7 & 9 \\[6pt]
-1 & 5 & 6 \\[6pt]
3 & 4 & 8
\end{pmatrix}
The transpose satisfies the following properties, for matrices $A$ and $B$ of compatible dimensions and any scalar $k$:
	$(A^{\mathrm{T}})^{\mathrm{T}} = A$
	$(A + B)^{\mathrm{T}} = A^{\mathrm{T}} + B^{\mathrm{T}}$
	$(kA)^{\mathrm{T}} = k A^{\mathrm{T}}$
	$(AB)^{\mathrm{T}} = B^{\mathrm{T}} A^{\mathrm{T}}$

The identity $(AB)^{\mathrm{T}} = B^{\mathrm{T}} A^{\mathrm{T}}$ reverses the order of the factors. This reversal is necessary because matrix multiplication is not commutative, and it recurs in several other contexts, including the inverse of a product.


Additive inverse matrix
The additive inverse of a matrix $A$, denoted $-A$, is the matrix obtained by negating every element of $A$: each entry $a_{ij}$ becomes $-a_{ij}$. The matrices $A$ and $-A$ have the same dimensions, and their sum is the zero matrix:
A + (-A) = O
For example:
A = \begin{pmatrix}
2 & -1 & 3 \\[6pt]
7 & 5 & 4 \\[6pt]
9 & 6 & 8
\end{pmatrix}
\qquad
-A = \begin{pmatrix}
-2 & 1 & -3 \\[6pt]
-7 & -5 & -4 \\[6pt]
-9 & -6 & -8
\end{pmatrix}

Matrix addition and subtraction
Two matrices can be added or subtracted only if they have the same dimensions. Given two $m \times n$ matrices $A = (a_{ij})$ and $B = (b_{ij})$, their sum $C = A + B$ is the $m \times n$ matrix defined by:
c_{ij} = a_{ij}+b_{ij}
That is, each element of $C$ is the sum of the corresponding elements of $A$ and $B$. The following example illustrates the computation for two $2 \times 3$ matrices:
A = \begin{pmatrix}
2 & -1 & 3 \\[6pt]
7 & 5 & 4
\end{pmatrix}
\qquad
B = \begin{pmatrix}
4 & 0 & -2 \\[6pt]
1 & 3 & 6
\end{pmatrix}
The sum is:
\begin{aligned}
A+B &= \begin{pmatrix}
2+4 & -1+0 & 3+(-2) \\[6pt]
7+1 & 5+3 & 4+6
\end{pmatrix} \\[12pt]
&= \begin{pmatrix}
6 & -1 & 1 \\[6pt]
8 & 8 & 10
\end{pmatrix}
\end{aligned}\\[20pt]
The difference $A-B$ is defined as $A+(-B)$, that is, the sum of $A$ and the additive inverse of $B$. Matrix addition satisfies the following properties, for any matrices $A$, $B$, $C$ of dimensions $m \times n$:
	Commutativity: $A+B = B+A$. The order in which two matrices are added does not affect the result.
	Associativity: $(A+B)+C = A+(B+C)$. Sums of three or more matrices can be computed in any grouping.
	Additive identity: $A+O = A$, where $O$ is the zero matrix of the same dimensions. Adding the zero matrix leaves $A$ unchanged.
	Additive inverse: $A+(-A) = O$. Every matrix has a unique additive inverse.


Scalar multiplication
Given a matrix $A = (a_{ij})$ of dimensions $m \times n$ and a real number $k$, the scalar multiple $kA$ is the $m \times n$ matrix whose element in position $(i,j)$ is $k \cdot a_{ij}$. Every entry of the matrix is multiplied by $k$. For example, with $k = 2$:
A = \begin{pmatrix}
1 & -2 & 4 \\[6pt]
0 & 3 & -1
\end{pmatrix}
\qquad
2A = \begin{pmatrix}
2 & -4 & 8 \\[6pt]
0 & 6 & -2
\end{pmatrix}
Scalar multiplication satisfies the following properties, for matrices $A$ and $B$ of the same dimensions and real numbers $k$ and $h :$
	Associativity: $k(hA) = (kh)A$. Successive scalar multiplications can be combined into one.
	Distributivity over matrix addition: $k(A+B) = kA+kB$. A scalar distributes over a sum of matrices.
	Distributivity over scalar addition: $(k+h)A = kA+hA$. A sum of scalars distributes over a single matrix.


Matrix multiplication
Matrix multiplication is defined under a compatibility condition: the product $AB$ is defined only when the number of columns of $A$ equals the number of rows of $B$. If $A$ has dimensions $m \times n$ and $B$ has dimensions $n \times p$, the product $C = AB$ is a matrix of dimensions $m \times p$, whose element in position $(i,j)$ is defined by:
c_{ij} = \sum_{k=1}^{n} a_{ik}\,b_{kj}
Each entry $c_{ij}$ is computed by taking the dot product of the $i$-th row of $A$ with the $j$-th column of $B$: multiply corresponding entries pairwise and sum the results. The following example computes the product of a $2 \times 3$ matrix $A$ and a $3 \times 2$ matrix $B$:
A = \begin{pmatrix}
1 & -2 & 3 \\[6pt]
0 & 4 & -1
\end{pmatrix}
\qquad
B = \begin{pmatrix}
2 & 0 \\[6pt]
-1 & 5 \\[6pt]
4 & -3
\end{pmatrix}
The entries $c_{ij}$ of the product matrix $AB$ are obtained by multiplying each row of $A$ by each column of $B$:
\begin{aligned}
c_{11} &= (1)(2)+(-2)(-1)+(3)(4) = 16 \\[6pt]
c_{12} &= (1)(0)+(-2)(5)+(3)(-3) = -19 \\[6pt]
c_{21} &= (0)(2)+(4)(-1)+(-1)(4) = -8 \\[6pt]
c_{22} &= (0)(0)+(4)(5)+(-1)(-3) = 23
\end{aligned}
The result is a $2 \times 2$ matrix, consistent with the dimensions $m \times p = 2 \times 2$.
C = AB = \begin{pmatrix}
16 & -19 \\[6pt]
-8 & 23
\end{pmatrix}
Matrix multiplication is not commutative in general: even when both $AB$ and $BA$ are defined, it is typically the case that $AB \neq BA$. This distinguishes matrix multiplication from multiplication of real numbers and is one of its most consequential properties.


The identity matrix of order $n$, denoted $I_n$, is the $n \times n$ square matrix with ones on the main diagonal and zeros elsewhere. It acts as the multiplicative identity: for any matrix $A$ of compatible dimensions,
A \cdot I = I \cdot A = A
For example:
\begin{pmatrix}
3 & 5 \\[6pt]
1 & -2
\end{pmatrix}
\cdot
\begin{pmatrix}
1 & 0 \\[6pt]
0 & 1
\end{pmatrix}
=
\begin{pmatrix}
3 & 5 \\[6pt]
1 & -2
\end{pmatrix}
Matrix multiplication satisfies the following properties, for matrices of compatible dimensions:
	Associativity: $(AB)C = A(BC)$. The order in which successive products are computed does not affect the result.
	Left distributivity: $A(B+C) = AB+AC$. Multiplication distributes over addition from the left.
	Right distributivity: $(B+C)A = BA+CA$. Multiplication distributes over addition from the right.
	Non-commutativity: in general, $AB \neq BA$, even when both products are defined.


To every square matrix of order $n$ one associates a real number called the determinant of the matrix, denoted $\det(A)$. The determinant encodes fundamental information about the matrix, including whether it is invertible, as discussed in the entry on the inverse matrix.
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The diagonalization condition
A square matrix is said to be diagonalizable when it is possible to find a basis of the underlying vector space consisting entirely of eigenvectors of that matrix. When such a basis exists, the matrix can be expressed in a particularly simple form: a diagonal matrix whose entries are precisely the eigenvalues. This representation is not merely a notational convenience; it reveals the intrinsic geometric structure of the linear transformation associated with the matrix and simplifies substantially the computation of powers, exponentials, and solutions to linear differential equations.
Let $A$ be a square matrix of order $n$ with entries in $\mathbb{R}$ or $\mathbb{C}$. The matrix $A$ is diagonalizable if and only if there exists an invertible matrix $P$ and a diagonal matrix $D$ such that the following relation holds:
A = P D P^{-1}
The columns of $P$ are eigenvectors of $A$, and the diagonal entries of $D$ are the corresponding eigenvalues. Equivalently, the relation above can be rewritten as follows:
P^{-1} A P = D
This formulation makes clear that $P$ is a change-of-basis matrix: it transforms the standard representation of $A$ into the diagonal representation $D$ expressed in the eigenvector basis.
The matrix $D$ is unique up to the ordering of the eigenvalues along the diagonal, while $P$ is not unique, since each eigenvector may be replaced by any nonzero scalar multiple.


Eigenvalues and eigenvectors
The construction of the diagonalization relies entirely on the eigenstructure of $A$. Recall that a scalar $\lambda$ is an eigenvalue of $A$ if there exists a nonzero vector $\mathbf{v}$ satisfying the following equation:
A \mathbf{v} = \lambda \mathbf{v}
Such a vector $\mathbf{v}$ is called an eigenvector of $A$ associated with $\lambda$. The eigenvalues are determined by solving the characteristic equation, which is obtained by requiring that the matrix $A - \lambda I$ be singular:
\det(A - \lambda I) = 0
The left-hand side of this equation is a polynomial of degree $n$ in $\lambda$, called the characteristic polynomial of $A$. Its roots, counted with multiplicity, are the eigenvalues of $A$. Once an eigenvalue $\lambda_k$ has been determined, the associated eigenvectors are the nonzero solutions of the homogeneous linear system:
(A - \lambda_k I)\,\mathbf{v} = \mathbf{0}
The set of all solutions, including the zero vector, constitutes a subspace of $\mathbb{R}^n$ (or $\mathbb{C}^n$), called the eigenspace associated with $\lambda_k$.

Algebraic and geometric multiplicity
Each eigenvalue $\lambda_k$ carries two distinct notions of multiplicity that play a central role in determining whether $A$ is diagonalizable. The algebraic multiplicity of $\lambda_k$, denoted $m_a(\lambda_k)$, is the multiplicity of $\lambda_k$ as a root of the characteristic polynomial. The geometric multiplicity of $\lambda_k$, denoted $m_g(\lambda_k)$, is the dimension of the corresponding eigenspace, that is:
m_g(\lambda_k) = \dim \ker(A - \lambda_k I)
It can be shown that for every eigenvalue the geometric multiplicity does not exceed the algebraic multiplicity:
1 \leq m_g(\lambda_k) \leq m_a(\lambda_k)
The matrix $A$ is diagonalizable if and only if, for every eigenvalue $\lambda_k$, the geometric multiplicity equals the algebraic multiplicity. In particular, a matrix with $n$ distinct eigenvalues is always diagonalizable, since in that case both multiplicities are equal to one for every eigenvalue.

The diagonalization procedure
The practical construction of the matrices $P$ and $D$ follows a well-defined sequence of steps.
	The first step consists of computing the characteristic polynomial $\det(A - \lambda I)$ and finding all its roots. These roots are the eigenvalues $\lambda_1, \lambda_2, \ldots, \lambda_k$ of $A$.

	The second step consists of determining, for each eigenvalue, a basis of the corresponding eigenspace by solving the homogeneous system $(A - \lambda_j I)\,\mathbf{v} = \mathbf{0}$. The union of all these bases must contain exactly $n$ linearly independent vectors for the matrix to be diagonalizable.

	The third step consists of forming the matrix $P$ by placing the eigenvectors as columns, in an order that corresponds to the arrangement of eigenvalues in $D$. The diagonal matrix $D$ is then constructed by placing the eigenvalue $\lambda_j$ in position $(j,j)$.


Once $P$ has been assembled, one verifies that it is invertible and computes $P^{-1}$, thereby completing the factorization $A = P D P^{-1}$.

Example 1
Consider the following matrix:
A = \begin{pmatrix} 3 & 1 \\\\ 0 & 2 \end{pmatrix}
To find the eigenvalues, one computes the determinant of $A - \lambda I$:
\det(A - \lambda I) = \det \begin{pmatrix} 3 - \lambda & 1 \\\\ 0 & 2 - \lambda \end{pmatrix} = (3 - \lambda)(2 - \lambda)
The characteristic equation is therefore the following:
(3 - \lambda)(2 - \lambda) = 0
The two roots are $\lambda_1 = 2$ and $\lambda_2 = 3$, both simple, so the matrix is diagonalizable. For $\lambda_1 = 2$, one solves the system $(A - 2I)\,\mathbf{v} = \mathbf{0}$:
\begin{pmatrix} 1 & 1 \\\\ 0 & 0 \end{pmatrix} \begin{pmatrix} v_1 \\\\ v_2 \end{pmatrix} = \begin{pmatrix} 0 \\\\ 0 \end{pmatrix}
The first row gives $v_1 + v_2 = 0$, so that $v_1 = -v_2$. Choosing $v_2 = 1$, one obtains the eigenvector $\mathbf{v}_1 = (-1,\, 1)^T$. For $\lambda_2 = 3$, one solves $(A - 3I)\,\mathbf{v} = \mathbf{0}$:
\begin{pmatrix} 0 & 1 \\\\ 0 & -1 \end{pmatrix} \begin{pmatrix} v_1 \\\\ v_2 \end{pmatrix} = \begin{pmatrix} 0 \\\\ 0 \end{pmatrix}
Both rows give $v_2 = 0$, leaving $v_1$ free. Choosing $v_1 = 1$, one obtains the eigenvector $\mathbf{v}_2 = (1,\, 0)^T$. The matrix $P$ is formed by placing these eigenvectors as columns:
P = \begin{pmatrix} -1 & 1 \\\\ 1 & 0 \end{pmatrix}
Its inverse is computed directly:
P^{-1} = \begin{pmatrix} 0 & 1 \\\\ 1 & 1 \end{pmatrix}
The diagonal matrix collects the eigenvalues in the corresponding order:
D = \begin{pmatrix} 2 & 0 \\\\ 0 & 3 \end{pmatrix}
One may verify that $A = P D P^{-1}$ holds by direct multiplication. The matrix $A$ is therefore diagonalizable, and its diagonalization is given by the factorization above, with $P$ and $D$ as constructed.

Example 2
Consider a matrix with a repeated eigenvalue. Let $A$ be the following $3 \times 3$ matrix:
A = \begin{pmatrix} 4 & 1 & 0 \\\\ 0 & 4 & 0 \\\\ 0 & 0 & 2 \end{pmatrix}
The characteristic polynomial is obtained by expanding the determinant of $A - \lambda I$:
\det(A - \lambda I) = \det \begin{pmatrix} 4 - \lambda & 1 & 0 \\\\ 0 & 4 - \lambda & 0 \\\\ 0 & 0 & 2 - \lambda \end{pmatrix} = (4 - \lambda)^2 (2 - \lambda)
The eigenvalues are therefore $\lambda_1 = 4$, with algebraic multiplicity two, and $\lambda_2 = 2$, with algebraic multiplicity one. The simple eigenvalue $\lambda_2 = 2$ presents no difficulty. Solving $(A - 2I)\,\mathbf{v} = \mathbf{0}$ gives the system:
\begin{pmatrix} 2 & 1 & 0 \\\\ 0 & 2 & 0 \\\\ 0 & 0 & 0 \end{pmatrix} \begin{pmatrix} v_1 \\\\ v_2 \\\\ v_3 \end{pmatrix} = \begin{pmatrix} 0 \\\\ 0 \\\\ 0 \end{pmatrix}
The second row gives $v_2 = 0$, and substituting into the first row gives $v_1 = 0$, while $v_3$ remains free. The eigenspace is therefore one-dimensional, spanned by the vector $\mathbf{v}_3 = (0,\, 0,\, 1)^T$. \The repeated eigenvalue $\lambda_1 = 4$ is the critical case. Solving $(A - 4I)\,\mathbf{v} = \mathbf{0}$ gives the system:
\begin{pmatrix} 0 & 1 & 0 \\\\ 0 & 0 & 0 \\\\ 0 & 0 & -2 \end{pmatrix} \begin{pmatrix} v_1 \\\\ v_2 \\\\ v_3 \end{pmatrix} = \begin{pmatrix} 0 \\\\ 0 \\\\ 0 \end{pmatrix}
The first row gives $v_2 = 0$, and the third row gives $v_3 = 0$, while $v_1$ remains free. The eigenspace associated with $\lambda_1 = 4$ is therefore one-dimensional, spanned by $\mathbf{v}_1 = (1,\, 0,\, 0)^T$. Since the geometric multiplicity of $\lambda_1 = 4$ is one, strictly less than its algebraic multiplicity of two, the three eigenvectors found are not sufficient to form a basis of $\mathbb{R}^3$, and the matrix $A$ is not diagonalizable.
This example illustrates that the presence of a repeated eigenvalue does not by itself prevent diagonalization: what matters is whether the corresponding eigenspace has dimension equal to the algebraic multiplicity. A matrix with a repeated eigenvalue may or may not be diagonalizable depending on the rank of $A - \lambda I$.


When diagonalization fails
Not every square matrix is diagonalizable. A matrix fails to be diagonalizable precisely when, for at least one eigenvalue, the geometric multiplicity is strictly less than the algebraic multiplicity. In such cases, the eigenspace associated with that eigenvalue is too small to provide a sufficient number of linearly independent eigenvectors. A standard example is the matrix:
B = \begin{pmatrix} 2 & 1 \\\\ 0 & 2 \end{pmatrix}
Its characteristic polynomial is $(2 - \lambda)^2$, so $\lambda = 2$ is the only eigenvalue with algebraic multiplicity two. Solving $(B - 2I)\,\mathbf{v} = \mathbf{0}$ yields:
\begin{pmatrix} 0 & 1 \\\\ 0 & 0 \end{pmatrix} \begin{pmatrix} v_1 \\\\ v_2 \end{pmatrix} = \begin{pmatrix} 0 \\\\ 0 \end{pmatrix}
The only condition is $v_2 = 0$, so the eigenspace is one-dimensional, spanned by $(1,\, 0)^T$. Since the geometric multiplicity is one while the algebraic multiplicity is two, it is not possible to assemble a basis of eigenvectors for $\mathbb{R}^2$, and the matrix $B$ is not diagonalizable.
Matrices of this type are studied within the framework of Jordan normal form, which provides the canonical representation for non-diagonalizable matrices through the introduction of Jordan blocks.


Powers of a diagonalizable matrix
One of the most immediate applications of diagonalization concerns the computation of integer powers of a matrix. For a diagonalizable matrix $A = P D P^{-1}$, the $k$-th power admits the following compact expression:
A^k = P D^k P^{-1}
This identity follows from the observation that $A^2 = (PDP^{-1})(PDP^{-1}) = PD^2P^{-1}$, and by induction the pattern extends to any positive integer $k$. Since $D$ is diagonal, its $k$-th power is simply obtained by raising each diagonal entry to the $k$-th power:
D^k = \begin{pmatrix} \lambda_1^k & & \\ & \ddots & \\ & & \lambda_n^k \end{pmatrix}
This observation transforms an otherwise laborious matrix multiplication into a straightforward scalar computation.
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Definition
The rank of a matrix $A$, denoted $r(A)$ or $\mathrm{rank}(A)$, is the maximum number of linearly independent rows (or equivalently, columns) of $A$. For an $m \times n$ matrix $A$, the rank satisfies:
0 \leq r(A) \leq \min(m,n)
The rank of a matrix $A$ equals the dimension of the image of the associated linear transformation $T_A : \mathbb{R}^n \to \mathbb{R}^m$, defined by $T_A(\mathbf{x}) = A\mathbf{x}$. The complementary quantity $n - r(A)$ is the dimension of the kernel of $T_A$, the subspace of vectors mapped to zero. These two quantities are related by the rank-nullity theorem: for any $A \in M_{m,n}(\mathbb{R})$ we have:
\mathrm{rank}(A) + \mathrm{nullity}(A) = n
The rank is one of the most fundamental invariants of a matrix. It determines the solvability of systems of linear equations via the Rouché-Capelli theorem, and it coincides with the condition $r(A) = n$ for a square matrix to be invertible


Submatrices and minors
A submatrix of a matrix $A \in M_{m,n}(\mathbb{R})$ is any matrix obtained by selecting $k$ rows and $h$ columns from $A$, preserving the original order of elements, with $k \leq m$ and $h \leq n$. For example, selecting rows 1 and 3 and columns 1, 2, and 4 from a $3 \times 4$ matrix $A$ yields the $2 \times 3$ submatrix:
B = \begin{pmatrix}
a_{11} & a_{12} & a_{14} \\[6pt]
a_{31} & a_{32} & a_{34}
\end{pmatrix}
A minor of order $p$ of a matrix $A$ is the determinant of a square submatrix of size $p \times p$ extracted from $A$. Since the determinant is defined only for square matrices, only square submatrices give rise to minors.

Definition via minors
The rank of a matrix $A$ is the largest integer $r$ such that at least one minor of order $r$ is nonzero. Equivalently, all minors of order $r+1$ are zero.
The following example computes the rank of a $3 \times 4$ matrix. Consider:
A = \begin{pmatrix}
1 & 2 & 3 & 4 \\[6pt]
2 & 4 & 6 & 8 \\[6pt]
1 & 0 & 1 & 2
\end{pmatrix}
The second row is exactly twice the first, so any $3 \times 3$ minor involving both rows will have two proportional rows and therefore vanish. One can verify that all minors of order 3 are zero. However, the $2 \times 2$ submatrix extracted from rows 1 and 3 and columns 1 and 2 gives:
\det\begin{pmatrix} 1 & 2 \\[6pt] 1 & 0 \end{pmatrix} = 0-2 = -2 \neq 0
Since there exists a nonzero minor of order 2 and all minors of order 3 are zero, the rank of $A$ is:
r(A) = 2

Computing the rank via Gaussian elimination
For matrices of large order, computing all minors is impractical. The standard computational method is Gaussian elimination: reduce $A$ to row echelon form by applying elementary row operations, which do not change the rank. The rank equals the number of nonzero rows in the reduced matrix. Consider the matrix from the previous example:
A = \begin{pmatrix}
1 & 2 & 3 & 4 \\[6pt]
2 & 4 & 6 & 8 \\[6pt]
1 & 0 & 1 & 2
\end{pmatrix}
Subtracting twice the first row from the second, and the first row from the third:
\begin{pmatrix}
1 & 2 & 3 & 4 \\[6pt]
0 & 0 & 0 & 0 \\[6pt]
0 & -2 & -2 & -2
\end{pmatrix}
Swapping the second and third rows:
\begin{pmatrix}
1 & 2 & 3 & 4 \\[6pt]
0 & -2 & -2 & -2 \\[6pt]
0 & 0 & 0 & 0
\end{pmatrix}
The row echelon form has 2 nonzero rows, confirming $r(A) = 2$.

Properties of the rank
	$r(A) = 0$ if and only if $A$ is the zero matrix.
	For a square matrix $A$ of order $n$, $r(A) = n$ if and only if $A$ is nonsingular, that is $\det(A) \neq 0$.
	$r(A) = r(A^{\mathrm{T}})$. The rank is unchanged by transposition.
	$r(A+B) \leq r(A) + r(B)$.
	$r(AB) \leq \min(r(A),\, r(B))$.

The rank appears in the Rouché-Capelli theorem, which characterizes the compatibility of a system of linear equations $A\mathbf{x} = \mathbf{b}$: the system is consistent if and only if $r(A) = r(A|\mathbf{b})$, where $A|\mathbf{b}$ denotes the augmented matrix. When consistent, the solution space has dimension $n - r(A)$.
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Geometric representation
A vector is a quantity characterised by both a magnitude and a direction, in contrast to a scalar, which is described by magnitude alone. This distinction arises naturally in geometry and physics, where quantities such as displacement, velocity, and force require directional information that a single real number cannot encode.
The formal treatment developed here is algebraic and applies to vectors in the Euclidean spaces $\mathbb{R}^2$ and $\mathbb{R}^3$, which are sufficient for most basic applications in calculus, geometry, and mechanics. A vector in the plane or in three-dimensional space is represented as a directed line segment, that is, a segment with a specified initial point and a terminal point. The direction of the segment indicates the orientation of the vector, and its length represents the magnitude.
Two directed segments that have the same length and the same direction are considered to represent the same vector, regardless of their position in space. This equivalence is the basis for the notion of a free vector, which is entirely characterised by its direction and magnitude, independently of where it is drawn.
It is standard to denote vectors using boldface letters such as $\mathbf{v}$, or alternatively with an arrow notation $\vec{v}$. The zero vector, denoted $\mathbf{0}$, has zero magnitude and no defined direction; it plays the role of the additive identity in vector arithmetic.

Components and coordinate representation
In a Cartesian coordinate system, every vector in $\mathbb{R}^n$ can be expressed in terms of its components along the coordinate axes. A vector $\mathbf{v}$ in $\mathbb{R}^2$ is written as an ordered pair:
\mathbf{v} = (v_1,\, v_2) \in \mathbb{R}^2
A vector in $\mathbb{R}^3$ is written as an ordered triple.
\mathbf{v} = (v_1,\, v_2,\, v_3) \in \mathbb{R}^3
The real numbers $v_1, v_2, v_3$ are called the components of $\mathbf{v}$ with respect to the chosen coordinate system. The standard basis vectors in $\mathbb{R}^3$ are defined as follows.
\mathbf{i} = (1,\,0,\,0) \qquad \mathbf{j} = (0,\,1,\,0) \qquad \mathbf{k} = (0,\,0,\,1)
Every vector in $\mathbb{R}^3$ can be expressed as a linear combination of these basis vectors.
\mathbf{v} = v_1\,\mathbf{i} + v_2\,\mathbf{j} + v_3\,\mathbf{k}
In this expression, each scalar coefficient selects the contribution of the corresponding basis vector: $v_1$ scales $\mathbf{i}$ along the $x$-axis, $v_2$ scales $\mathbf{j}$ along the $y$-axis, and $v_3$ scales $\mathbf{k}$ along the $z$-axis. The sum of these three scaled basis vectors reconstructs $\mathbf{v}$ exactly. For example, the vector $(3, -1, 2)$ is written as $3\,\mathbf{i} - \mathbf{j} + 2\,\mathbf{k}$, meaning a displacement of three units in the $x$-direction, one unit in the negative $y$-direction, and two units in the $z$-direction. This representation makes explicit the decomposition of $\mathbf{v}$ into contributions along each coordinate direction.

Vector operations
The basic algebraic operations on vectors are addition, subtraction, and scalar multiplication. These operations are defined component-wise and admit clear geometric interpretations. Given two vectors $\mathbf{u} = (u_1, u_2, u_3)$ and $\mathbf{v} = (v_1, v_2, v_3)$ in $\mathbb{R}^3$, their sum is defined as follows.
\mathbf{u} + \mathbf{v} = (u_1+v_1,\; u_2+v_2,\; u_3+v_3)
Geometrically, vector addition corresponds to placing the initial point of $\mathbf{v}$ at the terminal point of $\mathbf{u}$. The resulting vector connects the initial point of $\mathbf{u}$ to the terminal point of $\mathbf{v}$. This construction is known as the triangle rule.
An equivalent formulation, the parallelogram rule, places both vectors at a common initial point and identifies their sum with the diagonal of the parallelogram they determine.
Scalar multiplication by a real number $\lambda \in \mathbb{R}$ scales each component uniformly.
\lambda\,\mathbf{v} = (\lambda v_1,\; \lambda v_2,\; \lambda v_3)
When $\lambda > 0$, the resulting vector has the same direction as $\mathbf{v}$ and magnitude scaled by $\lambda$. When $\lambda < 0$, the direction is reversed. When $\lambda = 0$, the result is the zero vector. Subtraction is defined by combining the two preceding operations: $\mathbf{u} - \mathbf{v} = \mathbf{u} + (-1)\mathbf{v}$, which yields $(u_1-v_1,\, u_2-v_2,\, u_3-v_3)$.

Algebraic properties
The operations of vector addition and scalar multiplication satisfy a set of fundamental properties that hold for all vectors $\mathbf{u}, \mathbf{v}, \mathbf{w} \in \mathbb{R}^n$ and all scalars $\lambda, \mu \in \mathbb{R}$.
	Addition is commutative, meaning that $\mathbf{u} + \mathbf{v} = \mathbf{v} + \mathbf{u}$, and associative, so that $(\mathbf{u} + \mathbf{v}) + \mathbf{w} = \mathbf{u} + (\mathbf{v} + \mathbf{w}).$

	The zero vector $\mathbf{0}$ acts as the additive identity, satisfying $\mathbf{v} + \mathbf{0} = \mathbf{v}$ for every $\mathbf{v}$, and each vector $\mathbf{v}$ has an additive inverse $-\mathbf{v} = (-1)\mathbf{v}$ such that $\mathbf{v} + (-\mathbf{v}) = \mathbf{0}.$

	Scalar multiplication distributes over vector addition according to $\lambda(\mathbf{u} + \mathbf{v}) = \lambda\mathbf{u} + \lambda\mathbf{v}$, and over scalar addition according to $(\lambda + \mu)\mathbf{v} = \lambda\mathbf{v} + \mu\mathbf{v}$. Scalar multiplication is compatible with scalar product: $(\lambda\mu)\mathbf{v} = \lambda(\mu\mathbf{v})$, and the scalar $1$ acts as the multiplicative identity, with $1 \cdot \mathbf{v} = \mathbf{v}.$


These properties are not incidental: together they constitute the defining axioms of a vector space. The set $\mathbb{R}^n$ equipped with these two operations forms a vector space over the field $\mathbb{R}$, a structure that will be examined in greater generality in the entry on vector spaces.


Norm of a vector
The norm, or magnitude, of a vector $\mathbf{v} = (v_1, v_2, v_3)$ is a non-negative real number that measures its length. It is defined by the following expression:
\\|\mathbf{v}\\| = \sqrt{v_1^2 + v_2^2 + v_3^2}
This formula is a direct consequence of the Pythagorean theorem applied iteratively along the coordinate axes. In $\mathbb{R}^2$, the analogous formula is:
\\|\mathbf{v}\\| = \sqrt{v_1^2 + v_2^2}
As an example, consider the vector $\mathbf{v} = (2, -3, 6)$ in $\mathbb{R}^3$. Its norm is computed by summing the squares of its components and taking the square root:
\begin{align}
\\|\mathbf{v}\\| &= \sqrt{2^2+(-3)^2+6^2} \\[6pt]
               &= \sqrt{4+9+36} \\[6pt]
               &= \sqrt{49} \\[6pt]
               &= 7
\end{align}
Each term under the radical corresponds to the squared contribution of one coordinate direction, and the result confirms that $\mathbf{v}$ has length $7$. A vector whose norm is equal to one is called a unit vector. Given any non-zero vector $\mathbf{v}$, it is always possible to construct a unit vector pointing in the same direction by dividing $\mathbf{v}$ by its norm. This operation is called normalisation.
\hat{\mathbf{v}} = \frac{\mathbf{v}}{\\|\mathbf{v}\\|}
The resulting vector $\hat{\mathbf{v}}$ satisfies $\\|\hat{\mathbf{v}}\\| = 1$ by construction.

Dot product
The dot product, also called the scalar product or inner product, is a binary operation that takes two vectors and returns a real number. For $\mathbf{u}, \mathbf{v} \in \mathbb{R}^n$, it is defined algebraically as the sum of the products of corresponding components.
\mathbf{u} \cdot \mathbf{v} = \sum_{i=1}^{n} u_i\, v_i = u_1 v_1 + u_2 v_2 + \cdots + u_n v_n
The dot product admits an equivalent geometric formulation in terms of the angle $\theta$ between the two vectors.
\mathbf{u} \cdot \mathbf{v} = \\|\mathbf{u}\\| \,\\|\mathbf{v}\\|\cos\theta
The factor $\cos\theta$ connects the dot product to the cosine of the angle between the two vectors, and it is precisely this relationship that makes the dot product a powerful tool for measuring alignment and orthogonality. When $\mathbf{u} \cdot \mathbf{v} = 0$ and neither vector is zero, it follows that $\cos\theta = 0$, hence $\theta = \pi/2$. Two vectors satisfying this condition are said to be orthogonal. Conversely, when the vectors are parallel, $\theta = 0$ or $\theta = \pi$, and the dot product equals $\pm\\|\mathbf{u}\\|\,\\|\mathbf{v}\\|$. The dot product also provides a direct expression for the norm: $\|\mathbf{v}\|^2 = \mathbf{v} \cdot \mathbf{v}$. As an application, consider $\mathbf{u} = (1, 2, -1)$ and $\mathbf{v} = (3, 0, 3)$. The dot product is computed as follows.
\begin{align}
\mathbf{u} \cdot \mathbf{v} &= (1)(3)+(2)(0)+(-1)(3) \\[6pt]
                             &= 3+0-3 \\[6pt]
                             &= 0
\end{align}
Since the result is zero, the two vectors are orthogonal. This conclusion can be verified geometrically by observing that neither vector is a scalar multiple of the other and their components satisfy the orthogonality condition exactly.

Cross product
The cross product is an operation defined for vectors in $\mathbb{R}^3$ that takes two vectors and returns a third vector. Unlike the dot product, the result is not a scalar but a vector, and for this reason the operation is also called the vector product. Given $\mathbf{u} = (u_1, u_2, u_3)$ and $\mathbf{v} = (v_1, v_2, v_3)$, their cross product is defined by the following formula, expressed as the determinant of a matrix.
\mathbf{u} \times \mathbf{v} =
\begin{vmatrix}
\mathbf{i} & \mathbf{j} & \mathbf{k} \\[6pt]
u_1 & u_2 & u_3 \\[6pt]
v_1 & v_2 & v_3
\end{vmatrix}
Expanding along the first row yields the explicit component form.
\mathbf{u} \times \mathbf{v} = (u_2 v_3 - u_3 v_2,\; u_3 v_1 - u_1 v_3,\; u_1 v_2 - u_2 v_1)
The resulting vector is orthogonal to both $\mathbf{u}$ and $\mathbf{v}$, as can be verified by computing the dot products $(\mathbf{u} \times \mathbf{v}) \cdot \mathbf{u}$ and $(\mathbf{u} \times \mathbf{v}) \cdot \mathbf{v}$, both of which equal zero. The direction of $\mathbf{u} \times \mathbf{v}$ is determined by the right-hand rule: if the fingers of the right hand curl from $\mathbf{u}$ toward $\mathbf{v}$, the thumb points in the direction of $\mathbf{u} \times \mathbf{v}$. The magnitude of the cross product has a natural geometric interpretation:
\\|\mathbf{u} \times \mathbf{v}\\| = \\|\mathbf{u}\\|\,\\|\mathbf{v}\\|\sin\theta
This quantity equals the area of the parallelogram spanned by $\mathbf{u}$ and $\mathbf{v}$. In particular, $\mathbf{u} \times \mathbf{v} = \mathbf{0}$ if and only if $\sin\theta = 0$, that is, if and only if the vectors are parallel. The cross product is anti-commutative: $\mathbf{v} \times \mathbf{u} = -(\mathbf{u} \times \mathbf{v})$, which reflects the reversal of orientation when the order of the operands is exchanged.

As a concrete example, consider $\mathbf{u} = (1, 2, 3)$ and $\mathbf{v} = (4, 5, 6)$. Applying the component formula yields the following.
\begin{align}
\mathbf{u} \times \mathbf{v} &= (u_2v_3-u_3v_2,\; u_3v_1-u_1v_3,\; u_1v_2-u_2v_1) \\[6pt]
&= (2\cdot6-3\cdot5,\; 3\cdot4-1\cdot6,\; 1\cdot5-2\cdot4) \\[6pt]
&= (12-15,\; 12-6,\; 5-8) \\[6pt]
&= (-3,\; 6,\; -3)
\end{align}
One can verify that the result is orthogonal to both $\mathbf{u}$ and $\mathbf{v}$ by computing the two dot products. For the first:
(-3,\;6,\;-3)\cdot(1,\;2,\;3) = - 3 + 12 - 9 = 0
and for the second:
(-3,\;6,\;-3)\cdot(4,\;5,\;6) = - 12 + 30 - 18 = 0
Both results are zero, confirming that $\mathbf{u} \times \mathbf{v}$ is perpendicular to both factors.
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Statement of the theorem
The Rouché-Capelli theorem characterizes the solvability of a linear system in terms of two matrix invariants: the rank of the coefficient matrix and the rank of the augmented matrix. Consider a linear system of $m$ equations in $n$ unknowns written in matrix form:
A\mathbf{x} = \mathbf{b}
Here $A \in M_{m,n}(\mathbb{R})$ is the coefficient matrix, $\mathbf{x} \in \mathbb{R}^n$ is the column of unknowns, and $\mathbf{b} \in \mathbb{R}^m$ is the column of constant terms. The augmented matrix $A \mid \mathbf{b}$ is obtained by appending $\mathbf{b}$ as an additional column to $A$, producing a matrix of size $m \times (n+1)$.
The theorem can be stated as follows. Let $S$ be a linear system of $m$ equations in $n$ unknowns with coefficient matrix $A$ and augmented matrix $A \mid \mathbf{b}$. Then:
	the system $S$ is consistent if and only if $r(A) = r(A \mid \mathbf{b})$;
	when $S$ is consistent and $r(A) = r(A \mid \mathbf{b}) = r$, the system admits a unique solution if $r = n$, and infinitely many solutions depending on $n - r$ free parameters if $r < n$.

The first part of the theorem is a criterion for consistency, formulated entirely in terms of the rank. The second part, which presupposes consistency, quantifies the dimension of the solution set as the difference $n - r$ between the number of unknowns and the common value of the two ranks.

Geometric interpretation
The condition $r(A) = r(A \mid \mathbf{b})$ admits a transparent geometric reading in terms of linear combinations of the columns of $A$. Denote by $C_1, C_2, \ldots, C_n \in \mathbb{R}^m$ the columns of $A$. The matrix-vector product can be written as:
A\mathbf{x} = x_1 C_1 + x_2 C_2 + \cdots + x_n C_n
Solving the system therefore amounts to expressing $\mathbf{b}$ as a linear combination of the columns of $A$. Such an expression exists precisely when $\mathbf{b}$ belongs to the column space of $A$, and this in turn is equivalent to saying that adjoining $\mathbf{b}$ to the columns of $A$ does not enlarge the column space. Since the dimension of the column space equals the rank, this last condition is exactly $r(A) = r(A \mid \mathbf{b})$.
The rank equality is therefore a way of testing whether $\mathbf{b}$ lies in the subspace spanned by the columns of $A$. When the equality fails, $\mathbf{b}$ is independent of those columns and no linear combination can reproduce it, so the system has no solution.


Proof of the consistency criterion
The consistency part of the theorem can be proved by reducing the system to row echelon form via Gaussian elimination and analyzing the position of the pivots in the reduced matrix.
We apply elementary row operations to the augmented matrix $A \mid \mathbf{b}$ until a row echelon form $\tilde{A} \mid \tilde{\mathbf{b}}$ is obtained. The same operations transform $A$ into a row echelon matrix $\tilde{A}$, since the coefficient block is unaffected by the column appended on the right. Elementary row operations preserve the rank, so the following equalities hold:
r(A) = r(\tilde{A}), \qquad r(A \mid \mathbf{b}) = r(\tilde{A} \mid \tilde{\mathbf{b}})
Moreover, the original system $S$ and the reduced system $\tilde{S}$ defined by $\tilde{A} \mid \tilde{\mathbf{b}}$ have the same set of solutions. The proof therefore reduces to verifying the consistency criterion for systems already in row echelon form.
A system in row echelon form is inconsistent if and only if the reduced augmented matrix contains a row of the type $(0, 0, \ldots, 0 \mid c)$ with $c \neq 0$, since such a row corresponds to the impossible equation $0 = c$. The presence of such a row is equivalent to the existence of a pivot in the last column of $\tilde{A} \mid \tilde{\mathbf{b}}$, namely a pivot that does not belong to $\tilde{A}$. When such a pivot exists, the augmented matrix has exactly one more pivot than the coefficient matrix, so:
r(\tilde{A} \mid \tilde{\mathbf{b}}) = r(\tilde{A}) + 1
When no such pivot exists, all pivots of $\tilde{A} \mid \tilde{\mathbf{b}}$ lie inside $\tilde{A}$, and the two matrices have the same rank. Consistency of $\tilde{S}$ is therefore equivalent to the equality:
r(\tilde{A}) = r(\tilde{A} \mid \tilde{\mathbf{b}})
Combining this with the rank equalities above, the original system $S$ is consistent if and only if $r(A) = r(A \mid \mathbf{b})$, which is the desired statement.
The second part of the theorem follows from the same row echelon analysis. When the reduced system is consistent and has $r$ pivots, the variables associated with the pivot columns can be expressed in terms of the remaining $n - r$ variables, which act as free parameters. This produces a unique solution exactly when $n - r = 0$, and an $(n-r)$-parameter family of solutions otherwise.

Example 1
The following system illustrates the case of a unique solution:
\begin{cases}
3x - y = 7 \\[6pt]
x + 2y = 0
\end{cases}
The coefficient matrix and the augmented matrix are:
A \mid \mathbf{b} = \begin{pmatrix} 3 & -1 & 7 \\[6pt] 1 & \phantom{-}2 & 0 \end{pmatrix}
Since $\det(A) = 3 \cdot 2 - (-1) \cdot 1 = 7 \neq 0$, the rank of $A$ is $2$, the maximum possible. The augmented matrix has at most rank $2$ and contains $A$ as a submatrix of rank $2$, so its rank is also $2$. The Rouché-Capelli theorem then guarantees consistency, and because $r = n = 2$ the solution is unique. To find it, we use the second equation to write $x = -2y$, and substitute into the first equation to obtain $3(-2y) - y = 7$, which gives $y = -1$. Substituting back yields $x = 2$. The system therefore admits the unique solution $(x, y) = (2, -1)$.

Example 2
The following system illustrates the case of a infinitely many solution:
\begin{cases}
x_1 + x_2 - x_3 + 2x_4 = 1 \\[6pt]
2x_1 + 2x_2 + x_3 + x_4 = 5 \\[6pt]
x_1 + x_2 + x_4 = 2
\end{cases}
The augmented matrix is:
A \mid \mathbf{b} = \begin{pmatrix}
1 & 1 & -1 & 2 & 1 \\[6pt]
2 & 2 & \phantom{-}1 & 1 & 5 \\[6pt]
1 & 1 & \phantom{-}0 & 1 & 2
\end{pmatrix}
Reducing to row echelon form by replacing the second row with $R_2 - 2R_1$ and the third row with $R_3 - R_1$ gives:
\begin{pmatrix}
1 & 1 & -1 & \phantom{-}2 & 1 \\[6pt]
0 & 0 & \phantom{-}3 & -3 & 3 \\[6pt]
0 & 0 & \phantom{-}1 & -1 & 1
\end{pmatrix}
A further step $R_2 \to \tfrac{1}{3} R_2$ followed by $R_3 \to R_3 - R_2$ produces:
\begin{pmatrix}
1 & 1 & -1 & \phantom{-}2 & 1 \\[6pt]
0 & 0 & \phantom{-}1 & -1 & 1 \\[6pt]
0 & 0 & \phantom{-}0 & \phantom{-}0 & 0
\end{pmatrix}
The reduced coefficient matrix and the reduced augmented matrix both have two pivots, located in the first and third columns. Therefore $r(A) = r(A \mid \mathbf{b}) = 2$, and the system is consistent. Since $n = 4$ and $r = 2$, the theorem predicts a family of solutions depending on two free parameters. Treating $x_2$ and $x_4$ as parameters, the second pivot equation gives $x_3 = 1 + x_4$, and the first pivot equation gives $x_1 = 1 - x_2 + x_3 - 2 x_4 = 2 - x_2 - x_4$. The complete solution set is therefore described by:
\begin{cases}
x_1 = 2 - x_2 - x_4 \\[6pt]
x_3 = 1 + x_4
\end{cases}
with $x_2, x_4 \in \mathbb{R}$ arbitrary. The solution set is a two-dimensional affine subspace of $\mathbb{R}^4$, in agreement with the value $n - r = 2$ predicted by the theorem.

Example 3
The following system illustrates the case of an inconsistent system:
\begin{cases}
x + 2y + z = 1 \\[6pt]
2x + y + 3z = 1 \\[6pt]
3x + 3y + 4z = 0
\end{cases}
The coefficient matrix is:
A = \begin{pmatrix}
1 & 2 & 1 \\[6pt]
2 & 1 & 3 \\[6pt]
3 & 3 & 4
\end{pmatrix}
The third row is the sum of the first two, so the rows are linearly dependent and $\det(A) = 0$. Consequently $r(A) < 3$. The submatrix formed by the first two rows and the first two columns has determinant $1 \cdot 1 - 2 \cdot 2 = -3$, which is nonzero, confirming that $r(A) = 2$. The augmented matrix is:
A \mid \mathbf{b} = \begin{pmatrix}
1 & 2 & 1 & 1 \\[6pt]
2 & 1 & 3 & 1 \\[6pt]
3 & 3 & 4 & 0
\end{pmatrix}
The third row of $A \mid \mathbf{b}$ is no longer the sum of the first two, since the constant column gives $1 + 1 = 2 \neq 0$. To certify that the rank has actually increased, we evaluate the $3 \times 3$ minor formed by the first, second, and fourth columns:
\det \begin{pmatrix}
1 & 2 & 1 \\[6pt]
2 & 1 & 1 \\[6pt]
3 & 3 & 0
\end{pmatrix} = 3 \cdot (2 - 1) - 3 \cdot (1 - 2) + 0 = 3 + 3 = 6
The minor is nonzero, so $r(A \mid \mathbf{b}) = 3$. Since $r(A) = 2 \neq 3 = r(A \mid \mathbf{b})$, the Rouché-Capelli theorem certifies that the system is inconsistent.

Discussion of a parametric system
The role of the rank in the classification of solutions becomes especially transparent for systems whose coefficients depend on a parameter. Consider the system:
\begin{cases}
k x + 2 y = 2 \\[6pt]
3 x + (k+1) y = 3
\end{cases}
with parameter $k \in \mathbb{R}$. The coefficient matrix is:
A = \begin{pmatrix} k & 2 \\[6pt] 3 & k+1 \end{pmatrix}
and its determinant is:
\det(A) = k(k+1) - 6 = k^2 + k - 6 = (k - 2)(k + 3)
which vanishes precisely for $k = 2$ and $k = -3$. When $k$ lies outside this set of exceptional values, the determinant is nonzero, so $r(A) = 2$. The augmented matrix has at most rank $2$ and already contains $A$ as a submatrix of rank $2$, hence $r(A \mid \mathbf{b}) = 2$ as well. The Rouché-Capelli theorem then yields a unique solution.
For $k = 2$ the substitution gives:
A = \begin{pmatrix} 2 & 2 \\[6pt] 3 & 3 \end{pmatrix}, \qquad A \mid \mathbf{b} = \begin{pmatrix} 2 & 2 & 2 \\[6pt] 3 & 3 & 3 \end{pmatrix}
Both equations reduce to $x + y = 1$, so $r(A) = r(A \mid \mathbf{b}) = 1$. The system is consistent and admits a one-parameter family of solutions of the form $(x, y) = (1 - t, t)$ with $t \in \mathbb{R}$.
For $k = -3$ the substitution gives:
A = \begin{pmatrix} -3 & \phantom{-}2 \\[6pt] \phantom{-}3 & -2 \end{pmatrix}, \qquad A \mid \mathbf{b} = \begin{pmatrix} -3 & \phantom{-}2 & 2 \\[6pt] \phantom{-}3 & -2 & 3 \end{pmatrix}
The second row of $A$ is the opposite of the first, so $r(A) = 1$. For the augmented matrix, however, the minor formed by the first and third columns has determinant:
\det \begin{pmatrix} -3 & 2 \\[6pt] \phantom{-}3 & 3 \end{pmatrix} = -9 - 6 = -15
which is nonzero, so $r(A \mid \mathbf{b}) = 2$. The two ranks differ, and the Rouché-Capelli theorem certifies that the system is inconsistent. The classification of solutions according to the value of $k$ can therefore be summarized as follows. The system admits a unique solution when $k \neq 2$ and $k \neq -3$, infinitely many solutions when $k = 2$, and no solution when $k = -3$.

Homogeneous systems
A homogeneous linear system has the form:
A\mathbf{x} = \mathbf{0}
The augmented matrix differs from $A$ only by a column of zeros, which adds no information about the rank. Consequently $r(A) = r(A \mid \mathbf{0})$ is automatic, and the Rouché-Capelli theorem implies that every homogeneous system is consistent. The zero vector $\mathbf{x} = \mathbf{0}$ is always a solution, often referred to as the trivial solution.
The theorem also describes when nontrivial solutions exist. If $r(A) = n$, the system admits only the trivial solution. If $r(A) < n$, the solution set forms an $(n - r)$-parameter family, and in particular contains nonzero vectors. This yields a clean criterion for the existence of nontrivial solutions:
A homogeneous system $A\mathbf{x} = \mathbf{0}$ admits nontrivial solutions if and only if $r(A) < n$.

For square systems, where $m = n$, this condition becomes $\det(A) = 0$. For systems with fewer equations than unknowns, that is $m < n$, the rank cannot exceed $m$ and is therefore strictly less than $n$; such systems always admit nontrivial solutions.


  

    Definite integrals

Source: algebrica.org — CC BY-NC 4.0
https://algebrica.org/definite-integrals/
Area under a function: from curve to integral
Consider a function $f(x)$ defined on a closed interval $[a, b]$. The definite integral of $f(x)$ over this interval represents the oriented area of the region bounded by the graph of the function, the x-axis, and the vertical lines $x = a$ and $x = b$:
\int_{a}^{b} f(x) \, dx
When $f(x)$ is continuous on $[a, b]$, this region is called a curvilinear trapezoid: a planar figure bounded above by the graph of $f(x)$, below by the x-axis, and laterally by the vertical lines $x = a$ and $x = b$.
[image: Img. 1]
Its area cannot be determined by the standard formulas of elementary geometry, since one of its sides is a curve rather than a straight segment.

Approximating area with rectangular sums
The area of the curvilinear trapezoid can be approximated by dividing the interval $[a, b]$ into $n$ subintervals of equal width:
\Delta x = \frac{b - a}{n}
Over each subinterval, the region is approximated by a rectangle, and the sum of the areas of these rectangles provides an estimate of the total area.
[image: Img. 2]
Denoting by $m_i$ and $M_i$ respectively the minimum and maximum values of $f(x)$ on the $i$-th subinterval, the lower and upper sums are defined as:
s_n^{-} = \sum_{i=1}^{n} m_i \,\Delta x_i \qquad s_n^{+} = \sum_{i=1}^{n} M_i \,\Delta x_i
The lower sum $s_n^{-}$ approximates the area from below, the upper sum $s_n^{+}$ from above.
[image: Img. 3]
As the width $\Delta x$ tends to zero, both sums converge to the same limit. A bounded function $f(x)$ on $[a, b]$ is said to be integrable if:
\lim_{\Delta x \to 0} s_n^{-} = \lim_{\Delta x \to 0} s_n^{+} = I
This common limit is the definite integral of $f(x)$ over $[a, b]$:
I = \int_{a}^{b} f(x) \, dx
This approach, based on the convergence of lower and upper sums, is known as the Riemann definition of the integral. The values $a$ and $b$ are called the lower and upper limits of integration, and $f(x)$ is the integrand. Geometrically, $f(x)$ and $dx$ represent the height and the base of the infinitesimal rectangles whose areas are summed in the limit.

Computing definite integrals
If $f(x)$ is a continuous function on $[a, b]$ and $F(x)$ is any antiderivative of $f(x)$, then:
\int_{a}^{b} f(x) \, dx = F(b) - F(a)
	$F(x)$ satisfies $F'(x) = f(x)$ for all $x \in [a, b]$.
	$F(b)$ and $F(a)$ are the values of the antiderivative evaluated at the upper and lower limits of integration, respectively.

This formula is the conclusion of the Second Fundamental Theorem of Calculus. The First Fundamental Theorem establishes that the function defined by accumulating area from a fixed point is differentiable, with derivative equal to the original integrand. Specifically, if:
F(x) = \int_a^x f(t) \, dt
then $F'(x) = f(x)$, making differentiation and integration inverse operations in a precise sense. Both results are covered in the dedicated page on the Fundamental Theorem of Calculus.

Properties
When the two extremes of integration coincide, the integral is zero:
\int_{a}^{a} f(x) \, dx = 0
This follows directly from the definition: if the interval has no width, there is no area to accumulate. Reversing the limits of integration changes the sign of the integral:
\int_{a}^{b} f(x) \, dx = -\int_{b}^{a} f(x) \, dx
This reflects the oriented nature of the definite integral: traversing the interval in the opposite direction reverses the sign of the accumulated area.
If $f(x) = k$ is constant on $[a, b]$, the region under the graph is a rectangle of height $k$ and base $b - a$:
\int_{a}^{b} k \, dx = k(b - a)
If $k$ is a constant, a constant factor can be moved outside the integral:
\int_{a}^{b} k \cdot f(x) \, dx = k \int_{a}^{b} f(x) \, dx

The integral is additive over sums of functions:
\int_{a}^{b} \left( f(x) + g(x) \right) \, dx = \int_{a}^{b} f(x) \, dx + \int_{a}^{b} g(x) \, dx
Together, these two properties make the definite integral a linear operator. The integral is also additive over adjacent intervals: if $a$, $b$, and $c$ are points in the domain of $f$, then:
\int_{a}^{c} f(x) \, dx = \int_{a}^{b} f(x) \, dx + \int_{b}^{c} f(x) \, dx
If $f(x) \leq g(x)$ for every $x \in [a, b]$, then:
\int_{a}^{b} f(x) \, dx \leq \int_{a}^{b} g(x) \, dx
This is known as the comparison property of integrals. Geometrically, it states that the area under $f$ does not exceed the area under $g$ over the same interval.


Mean Value Theorem for Integrals
If $f(x)$ is continuous on $[a, b]$, then there exists at least one point $c \in (a, b)$ such that:
\int_{a}^{b} f(x) \, dx = f(c)(b - a)
The value $f(c)$ is the average value of the function over the interval. Geometrically, there exists a rectangle with base $b - a$ and height $f(c)$ whose area equals exactly the area under the curve. The theorem guarantees the existence of such a point without providing a method to locate it. The average value of $f$ over $[a, b]$ can be written explicitly as:
f(c) = \frac{1}{b - a} \int_{a}^{b} f(x) \, dx
The Mean Value Theorem for Integrals is the integral counterpart of Lagrange's Mean Value Theorem. While the latter guarantees a point where the instantaneous rate of change equals the average rate of change, this theorem guarantees a point where the function value equals the average value over the interval.


Example 1
Compute the following definite integral:
\int_{0}^{3} (3x - x^2) \, dx
Applying linearity and moving the constant factor outside the first integral gives:
3\int_{0}^{3} x \, dx - \int_{0}^{3} x^2 \, dx
Computing the antiderivative of each term:
F(x) = \frac{3x^2}{2} - \frac{x^3}{3}
Evaluating $F(3) - F(0)$:
\begin{align}
F(3) - F(0) &= \left( \frac{3 \cdot 9}{2} - \frac{27}{3} \right) - \left( \frac{3 \cdot 0}{2} - \frac{0}{3} \right) \\[6pt]
&= \frac{27}{2} - 9 \\[6pt]
&= \frac{27 - 18}{2} \\[6pt]
&= \frac{9}{2}
\end{align}
For a systematic treatment of antiderivatives and their properties, see the page on indefinite integrals.

The area of the region bounded by the graph of $f(x) = 3x - x^2$ and the x-axis over $[0, 3]$ is equal to: 
\dfrac{9}{2}
This is just a simple example that generally shows the procedure for calculating definite integrals. Very often, integrals are not so straightforward to compute, and it is necessary to resort to other solving methods such as substitution and integration by parts.


Example 2
Compute the following definite integral:
\int_{0}^{\pi} (x + \sin x) \, dx
This example combines a polynomial term with a trigonometric function. For a review of the relevant antiderivatives, see the page on integrals of trigonometric functions.


Applying linearity:
\int_{0}^{\pi} x \, dx + \int_{0}^{\pi} \sin x \, dx
Computing the antiderivative of each term:
F(x) = \frac{x^2}{2} - \cos x
Evaluating $F(\pi) - F(0)$:
\begin{align}
F(\pi) - F(0) &= \left( \frac{\pi^2}{2} - \cos\pi \right) - \left( \frac{0}{2} - \cos 0 \right) \\[6pt]
&= \left( \frac{\pi^2}{2} + 1 \right) - (0 - 1) \\[6pt]
&= \frac{\pi^2}{2} + 2
\end{align}
The area of the region bounded by the graph of $f(x) = x + \sin x$ and the x-axis over $[0, \pi]$ is equal to:
\frac{\pi^2}{2} + 2

Handling definite integrals with positive and negative areas
The interpretation of the definite integral as an area holds when $f(x) \geq 0$ throughout $[a, b]$. When $f(x)$ changes sign within the interval, the integral assigns a negative value to the portions of the region lying below the x-axis, so the result is an oriented area rather than a geometric one.
[image: Img. 4]
The interval $[a, b]$ must be divided into subintervals over which $f(x)$ maintains constant sign. If $f(x) > 0$ on $[a, c]$ and $f(x) < 0$ on $[c, b]$, the integral over each subinterval is computed separately and the results combined algebraically:
\int_{a}^{b} f(x) \, dx = \int_{a}^{c} f(x) \, dx + \int_{c}^{b} f(x) \, dx
For an even function, symmetry about the y-axis implies that the contributions from $[-a, 0]$ and $[0, a]$ are equal, so:
\int_{-a}^{a} f(x) \, dx = 2\int_{0}^{a} f(x) \, dx
[image: Img. 5]
For an odd function, symmetry about the origin implies that the contributions from $[-a, 0]$ and $[0, a]$ are equal in magnitude but opposite in sign, so:
\int_{-a}^{a} f(x) \, dx = 0
[image: Img. 6]
In both cases, the geometric area enclosed between the graph of $f(x)$ and the x-axis over $[-a, a]$ is obtained by integrating the absolute value of the function. For an even function this coincides with the oriented integral:
S = 2\int_{0}^{a} f(x) \, dx
For an odd function, where the oriented integral vanishes, the geometric area is:
S = 2\int_{0}^{a} |f(x)| \, dx

Improper integrals
Everything covered on this page assumes that the interval $[a, b]$ is finite and that $f(x)$ remains bounded throughout. These conditions are not always satisfied: it is common to encounter integrals over unbounded intervals, or functions that diverge at some point in the domain.
The standard Riemann integral cannot handle these cases directly. The approach is to replace the problematic bound with a parameter and take a limit. An integral over an unbounded interval is defined as:
\int_{a}^{+\infty} f(x) \, dx = \lim_{t \to +\infty} \int_{a}^{t} f(x) \, dx
When the limit exists and is finite, the integral converges; otherwise it diverges. These cases are treated in the dedicated page on improper integrals.
The definite integral, as developed on this page, measures signed area and provides a precise way to compute accumulated quantities. One of the most direct applications is finding the area of regions bounded by curves, a problem that reduces entirely to setting up and evaluating definite integrals of the kind studied here. This is covered in detail in the dedicated page on finding areas by integration.
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Primitives
Differentiation assigns to each function a unique derivative by definition. The inverse process asks whether, for a given function $f(x)$, there exists a function $F(x)$ whose derivative is exactly $f(x)$. Such a function is called a primitive of $f$. Formally, $F(x)$ is a primitive of $f(x)$ on the interval $[a, b]$ if $F$ is differentiable throughout $[a, b]$ and:
F'(x) = f(x), \quad \forall x \in [a, b]
Not every function admits a primitive on a given interval. A sufficient condition is continuity: every continuous function on a closed interval $[a, b]$ admits a primitive there. The converse does not hold in general. As an example, if $f(x) = 3x^2$, a primitive is $F(x) = x^3$, since:
\frac{d}{dx} x^3 = 3x^2
Unlike derivatives, primitives are not unique. Since the derivative of any constant is zero, the functions $x^3$, $x^3 + 5$, and $x^3 - \frac{1}{2}$ are all primitives of $3x^2$. More generally, if $F(x)$ is a primitive of $f(x)$, then so is $F(x) + c$ for any $c \in \mathbb{R}$, since:
\frac{d}{dx}[F(x) + c] = F'(x) = f(x)
Conversely, any two primitives of the same function differ by a constant. If $F_1(x)$ and $F_2(x)$ are both primitives of $f(x)$, then:
\frac{d}{dx}[F_1(x) - F_2(x)] = F_1'(x) - F_2'(x) = f(x) - f(x) = 0
which implies $F_1(x) - F_2(x) = c$ for some constant $c \in \mathbb{R}$.

What is the indefinite integral
The indefinite integral of a function $f(x)$ is the set of all its primitives. Since any two primitives differ by a constant, the entire family is expressed as $F(x) + c$ for $c \in \mathbb{R}$, and is denoted:
\int f(x) \, dx = F(x) + c, \quad c \in \mathbb{R}
From this definition it follows directly that:
\frac{d}{dx}\left[ \int f(x) \, dx \right] = f(x)
Differentiating an indefinite integral returns the original function. This relationship is made precise by the Fundamental Theorem of Calculus, which establishes the formal connection between differentiation and integration.

Example 1
Find the primitive of $f(x) = 3x$ that passes through the point $(2, 1)$. The general primitive is obtained by integrating:
F(x) = \int 3x \, dx = \frac{3}{2}x^2 + c
To determine the constant, the condition $F(2) = 1$ is imposed:
\begin{align}
\frac{3}{2}(2)^2 + c &= 1 \\[6pt]
6 + c &= 1 \\[6pt]
c &= -5
\end{align}
The unique primitive satisfying the given a is $F(x) = \frac{3}{2}x^2 - 5$.

Linearity properties
The indefinite integral is a linear operator. The integral of a sum of integrable functions equals the sum of their integrals:
\int \left[ f(x) + g(x) \right] \, dx = \int f(x) \, dx + \int g(x) \, dx \tag{1}
A constant factor can be moved outside the integral sign:
\int k f(x) \, dx = k \int f(x) \, dx, \quad \forall k \in \mathbb{R} \tag{2}

Example 2
Compute the integral of $f(x) = 3x^2 + 2x$. Applying property $1$, the integral splits into two terms, each of which falls under the power rule:
\int (3x^2 + 2x) \, dx = \int 3x^2 \, dx + \int 2x \, dx
The two integration constants arising from each term combine into a single arbitrary constant, giving $x^3 + x^2 + c$ with $c \in \mathbb{R}$.

Example 3
Compute the integral of $f(x) = 5\sin(x)$. Applying property $2$, the constant factor is moved outside the integral:
\int 5\sin(x) \, dx = 5 \int \sin(x) \, dx
Since the integral of $\sin(x)$ is $-\cos(x)$, the result is $-5\cos(x) + c$ with $c \in \mathbb{R}$.

Integral of a power function
The integral of a power function $x^a$ with $a \in \mathbb{R}$ and $a \neq -1$ is given by:
\int x^a \, dx = \frac{x^{a+1}}{a+1} + c
The case $a = -1$ requires a separate treatment and is discussed in the next section.

Example 4
Compute the following integral:
\int (3x^4 + 5x^2) \, dx
Applying linearity, the constant factors are moved outside and the power rule is applied to each term:
\int (3x^4 + 5x^2) \, dx = 3 \int x^4 \, dx + 5 \int x^2 \, dx = 3 \cdot \frac{x^5}{5} + 5 \cdot \frac{x^3}{3} + c
The result is $\dfrac{3}{5}x^5 + \dfrac{5}{3}x^3 + c$ with $c \in \mathbb{R}$.

Example 5
Compute the following integral:
\int \left( 4x^3 - \frac{3}{\sqrt{x}} + 2\cos x \right) \, dx
Applying linearity, the integral splits into three terms:
\int 4x^3 \, dx - \int 3x^{-1/2} \, dx + \int 2\cos x \, dx
The first term follows directly from the power rule: $\int 4x^3 \, dx = x^4$. For the second, rewriting $\frac{1}{\sqrt{x}}$ as $x^{-1/2}$ and applying the power rule with $a = -\frac{1}{2}$ gives $\int 3x^{-1/2} \, dx = 6\sqrt{x}$. The third term follows from the standard integral of the cosine: $\int 2\cos x \, dx = 2\sin x$.
Assembling the three contributions:
\int \left( 4x^3 - \frac{3}{\sqrt{x}} + 2\cos x \right) \, dx = x^4 - 6\sqrt{x} + 2\sin x + c
The result can be verified by differentiating $x^4 - 6\sqrt{x} + 2\sin x + c$ term by term, which returns the original integrand.


The logarithmic integral
When $a = -1$, the power rule formula produces a zero denominator and does not apply. The integral in this case is:
\int \frac{1}{x} \, dx = \ln |x| + c
This follows from the fact that $\frac{d}{dx} \ln |x| = \frac{1}{x}$, which holds for all $x \neq 0$. The absolute value is necessary because $\ln$ is defined only for positive arguments, while $\frac{1}{x}$ is defined on both $(-\infty, 0)$ and $(0, +\infty)$.
The identity $\int \frac{1}{x} \, dx = \ln |x| + c$ holds separately on $(-\infty, 0)$ and on $(0, +\infty)$. On each interval the arbitrary constant may take a different value, so the most general antiderivative of $\frac{1}{x}$ on its full domain is not a single expression $\ln |x| + c$ with one constant, but a piecewise family with independent constants on the two components.


Fundamental integration rules
		
	Linearity	\[ \int \left( f(x) + g(x)\right)\, dx = \int f(x)\, dx + \int g(x)\, dx \]
	Linearity	\[ \int k\, f(x)\, dx = k \int f(x)\, dx \]
	Power rule	\[ \int x^a\, dx = \dfrac{x^{a+1}}{a+1} + c \quad a \neq -1 \]
	Logarithmic case	\[ \int \dfrac{1}{x} \,dx = \ln|x| + c \]


Common Integrals
Below is a summary of the most common basic integrals, useful in calculus and for transforming complex expressions into simpler, well-known forms.
	\[\int \frac{1}{x} \, dx = \ln |x| + c\] Further reading

	\[\int a^x \, dx = \frac{1}{\ln a} \cdot a^x + c\] Further reading

	\[\int \sin x \, dx = -\cos x + c\] Further reading

	\[\int \cos x \, dx = \sin x + c\] Further reading

	\[\int \frac{1}{\sin^2x}\, dx  = \cot x +c\] Further reading

	\[\int \frac{1}{\cos^2x}\, dx  = \tan x +c\] Further reading

	\[\int \sec^2 x \, dx = \tan x + c\] Further reading

	\[\int \sec x \tan x \, dx = \sec x + c\] Further reading

	\[\int \csc^2 x \, dx = -\cot x + c\] Further reading

	\[\int \csc x \cot x \, dx = -\csc x + c\] Further reading

	\[\int \frac{dx}{1 + x^2} = \arctan x + c\]

	\[\int \frac{dx}{\sqrt{1 - x^2}} = \arcsin x + c\]


These identities hold on any interval where the integrand is defined and continuous.
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How substitution simplifies integration
Integration by substitution is a technique used to simplify an integral by introducing a suitable substitution. When the integral is not straightforward to compute, this method proves highly useful as it allows rewriting the integral of a function $f(x)$ in terms of a new variable $u$, simplifying the computation:
\int f(g(x))\,g'(x)\,dx = \int f(u)\,du
The process involves the following steps:
	Introduce a change of variable by defining $u = g(x)$, where $g(x)$ is an appropriately chosen function.
	Compute the differential transformation, given by $du = g'(x)dx.$
	Rewrite the integral in terms of $u$, replacing $x$ and $dx$ accordingly, to obtain an equivalent expression that is often more straightforward to solve.
	Once the integral is evaluated, revert to the original variable $x$ to express the final result in its initial form.

The key insight is that substitution reverses the chain rule: recognizing this connection makes it easier to identify when and how to apply the technique.


The method of substitution is a direct consequence of the chain rule for derivatives. If $F(x) = H(g(x))$, then by the chain rule:
F'(x) = H'(g(x))\, g'(x)
Therefore, whenever an integrand has the form $H'(g(x))\, g'(x)$ it is the derivative of the composite function $H(g(x))$. Integration by substitution simply reverses this process by introducing $u = g(x)$, reducing the integral to:
\int H'(u)\, du = H(u) + c

Recognizing when to use substitution
Before proceeding to concrete examples, it is useful to understand when a substitution is likely to be effective. The technique is most natural when the integrand contains a composite function. In many cases, the integral has the general form:
f(g(x))\,g'(x)
or differs from it only by a constant factor. When this pattern appears, choosing $u = g(x)$ simplifies the expression by reducing the composite structure to a single variable. A common signal is the presence of expressions such as $(ax+b)^n$, $\sqrt{ax+b}$, $\ln(ax+b)$, or $e^{ax+b}$. In these cases, the inner linear function $ax+b$ is often a natural candidate for substitution. Similarly, in rational expressions of the form:
\frac{g'(x)}{g(x)}
the derivative of the denominator suggests the substitution $u = g(x)$.
In practice, the key idea is to look for an inner expression whose derivative also appears, exactly or up to a multiplicative constant, elsewhere in the integrand. When such a relationship is present, substitution typically transforms the integral into a simpler form.


Substitution patterns
		
	\[ \int f(g(x))\, g'(x)\, dx \]	\[ u = g(x) \]
	\[ \int (ax+b)^n\, dx \]	\[ u = ax+b \]
	\[ \int e^{ax+b}\]	\[ u = ax+b \]
	\[\int \ln(ax+b)\, dx \]	\[ u = ax+b \]
	\[ \int \dfrac{g'(x)}{g(x)}\, dx \]	\[ u = g(x) \]


Example 1
Consider the following integral:
\int (2x+1)^3 \,dx

Let $u = 2x + 1$, which simplifies the exponentiation. Differentiating both sides with respect to $x$ we have:
du = 2\,dx
Solving for $dx$ we obtain:
dx = \frac{du}{2}

Expressing the integral entirely in terms of $u$:
\int u^3 \cdot \frac{du}{2} = \frac{1}{2} \int u^3 \,du
We now proceed to solve the integral in $u$, which has been reduced to a power integral of the form $u^a$. We obtain:
\frac{1}{2} \cdot \frac{u^4}{4} + c = \frac{1}{8} u^4 + c
Substituting back $u = 2x+1$, we get:
\frac{1}{8} (2x+1)^4 + c

Example 2
Evaluate the following integral:
\int \frac{1}{3x-5} \,dx

Let $u = 3x - 5$, which simplifies the denominator. Differentiating both sides with respect to $x$, we have:
du = 3\,dx
Solving for $dx$, we obtain:
dx = \frac{du}{3}

Expressing the integral entirely in terms of $u$:
\int \frac{1}{u} \cdot \frac{du}{3} = \frac{1}{3} \int \frac{du}{u}
We now proceed to solve the integral in $u$, which has been reduced to a logarithmic integral of the form $1/u$. We obtain:
\frac{1}{3} \ln |u| + c
Substituting back $u = 3x - 5$, we get:
\frac{1}{3} \ln |3x - 5| + c
Integration by substitution is an effective technique, but selecting the right substitution requires practice and the ability to recognize the structure of the integrand.


Example 3
Evaluate the following integral:
\int x \sin(x^2)\,dx

The substitution is less immediate here, since the integrand does not match the standard pattern as directly as in the previous examples. Let $u = x^2$, which simplifies the argument of the sine function. Differentiating both sides with respect to $x$, we get:
du = 2x\,dx
Solving for $dx$ we obtain:
dx = \frac{du}{2x}

Rewriting everything in terms of $u$, and since $du = 2x\,dx$, we have:
\int x \sin(u) \cdot \frac{du}{2x} = \frac{1}{2} \int \sin(u)\,du

We now proceed to solve the integral in $u$:
\int \sin u\,du = -\cos u
Thus:
\frac{1}{2} (-\cos u) + c = -\frac{1}{2} \cos u + c
Substituting back $u = x^2$, we obtain:
-\frac{1}{2} \cos(x^2) + c

Example 4
Evaluate the following integral:
\int \cos x \sqrt{\sin x}\,dx

Let $u = \sin x$, which simplifies the square root term. Differentiating both sides with respect to $x$, we get:
du = \cos x\,dx
Since $du = \cos x\,dx$, we can substitute directly into the integral.

Substituting $u = \sin x$ and $du = \cos x\,dx$ into the integral, we obtain:
\int \sqrt{u}\,du = \int u^{1/2}\,du

We now compute the integral:
\int u^{1/2}\,du = \frac{u^{3/2}}{\frac{3}{2}} = \frac{2}{3}u^{3/2} + c
Substituting back $u = \sin x$, we obtain:
\frac{2}{3} (\sin x)^{3/2} + c

Trigonometric substitutions
Trigonometric substitution applies when an integral involves polynomial, rational, or algebraic expressions that can be simplified using the fundamental trigonometric identity:
\sin^2 x + \cos^2 x = 1
which can be expressed in the following forms:
\begin{align*}
\cos^2 x &= 1 - \sin^2 x \\[0.5em]
\sec^2 x &= 1 + \tan^2 x \\[0.5em]
\tan^2 x &= \sec^2 x - 1
\end{align*}
To simplify an integral, choose an appropriate substitution based on the expression present in the integrand:
	If the integrand contains $1 - x^2$, use $x = \sin u$.
	If the integrand contains $1 + x^2$, use $x = \tan u$.
	If the integrand contains $x^2 - 1$, use $x = \sec u$.

A complete discussion of trigonometric substitution, including the geometric rationale and fully worked examples, is presented in the dedicated section Trigonometric Substitution for Integrals.


Example 5
Evaluate the following integral:
\int \frac{1}{\sqrt{9-x^2}}\,dx

For expressions of the form $a^2 - x^2$, a natural substitution is:
x = 3\sin u
Differentiating both sides:
dx = 3\cos u\,du

Substituting $x = 3\sin u$ in the denominator:
\sqrt{9-x^2} = \sqrt{9-9\sin^2 u} = \sqrt{9(1-\sin^2 u)}
Since $\sin^2 u + \cos^2 u = 1$, we obtain:
\sqrt{9(1-\sin^2 u)} = \sqrt{9\cos^2 u} = 3\cos u
Thus, the integral transforms into:
\int \frac{3\cos u\,du}{3\cos u} = \int du = u+c
This step assumes $\cos u \geq 0$, which holds since the substitution $x = 3\sin u$ implies $u \in [-\pi/2,\,\pi/2]$.


From the substitution $x = 3\sin u$, solving for $u$ via the arcsine function gives:
u = \arcsin\left(\frac{x}{3}\right)
Thus:
\arcsin\left(\frac{x}{3}\right) + c

Substitution rule for definite integrals
When applying substitution to evaluate definite integrals, the limits of integration must be adjusted to reflect the new variable. If the limits are not changed, the result will be incorrect. Given the substitution $u = g(x)$, we have:
\int_{a}^{b} f(g(x))\,g'(x)\,dx = \int_{g(a)}^{g(b)} f(u)\,du

Example 6
Evaluate the following definite integral:
\int_{0}^{1} x\cos(x^2)\,dx

Using the substitution $u = x^2$, we get:
du = 2x\,dx \qquad dx = \frac{du}{2x}

The limits of integration must be updated. When $x = 0$, then $u = 0$; when $x = 1$, then $u = 1$. In this case the transformed limits coincide with the original ones, though this is not generally the case. We obtain:
\int_{0}^{1} x\cos(x^2)\,dx = \int_{0}^{1} \cos u \cdot \frac{du}{2} = \frac{1}{2}\int_{0}^{1} \cos u\,du
Evaluating the integral we obtain:
\frac{1}{2}\sin u\Big|_{0}^{1} = \frac{1}{2}(\sin 1 - \sin 0) = \frac{\sin 1}{2}

Flowchart
	Integral to solve	IF the integrand matches a known form	integrate directly apply the corresponding standard formula (power, exponential, trigonometric…)


	ELSE IF the integrand contains $a^2 - x^2$ or $a^2 + x^2$ or $x^2 - a^2$	choose the trigonometric substitution





\begin{align*}
      a^2 - x^2 &\rightarrow x = a\sin u \\[3pt]
      a^2 + x^2 &\rightarrow x = a\tan u \\[3pt]
      x^2 - a^2 &\rightarrow x = a\sec u
      \end{align*}
- _compute $dx$ from the substitution_
  differentiate both sides: e.g. $x = a\sin u \rightarrow dx = a\cos u\,du$
- _apply the Pythagorean identity_
  the radical collapses to a single trigonometric function
- _integrate in $u$_
  the result is now a standard trigonometric integral
- **IF** the integral is definite
  - _update the limits of integration_
    replace $a$ and $b$ with the corresponding values of $u$ before evaluating
  - _evaluate and stop_
    the result is a number, no back-substitution needed
- `ELSE`
  - _back-substitute using the inverse function_
    express the result in terms of the original variable $x$
	ELSE IF the integrand has the form $f(g(x)) \cdot g'(x)$	set $u = g(x)$
choose the inner function whose derivative appears in the integrand
	compute $du = g'(x)\,dx$
if needed, solve for $dx$ and adjust for any constant factor
	rewrite the integral entirely in $u$
every occurrence of $x$ and $dx$ must be replaced
	integrate in $u$
apply the appropriate standard formula
	IF the integral is definite	update the limits of integration
 replace $a$ and $b$ with $g(a)$ and $g(b)$ before evaluating
	evaluate and stop
the result is a number, no back-substitution needed


	ELSE	substitute back $u = g(x)$
express the antiderivative in terms of the original variable $x$




	ELSE	simplify the integrand first
expand, factor, use trigonometric identities, or split into partial fractions
	restart
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Introduction
Notable limits play a central role in mathematical analysis. They are used in calculations and help describe both the local behaviour of functions and their behaviour at infinity. The most important cases are collected below. They include trigonometric, exponential, and logarithmic expressions, as well as standard comparisons between quantities that grow without bound and those that tend to zero.

The trigonometric fundamental limit
The most fundamental and structurally significant trigonometric limit is given by:
\lim_{x \to 0} \frac{\sin x}{x} = 1
This result characterizes the local linearity of the sine function at the origin and is equivalent to the following statement:
\left.\frac{d}{dx}\sin x\right|_{x=0} = 1
From this limit, it follows directly that for any real constant a we have:
\lim_{x \to 0} \frac{\sin(ax)}{ax} = 1
\lim_{x \to 0} \frac{\sin(ax)}{x} = a

The tangent limit
To evaluate the tangent limit, consider the following identity:
\frac{\tan x}{x} = \frac{\sin x}{x} \cdot \frac{1}{\cos x}
Applying the continuity of the cosine function at the origin yields:
\lim_{x \to 0} \frac{\tan x}{x} = 1
More generally, for any real constant $a$ we have:
\lim_{x \to 0} \frac{\tan(ax)}{x} = a

The cosine limit
Quadratic, or second-order, behaviour emerges in the evaluation of this limit:
\lim_{x \to 0} \frac{1 - \cos x}{x^2} = \frac{1}{2}
In this case, the numerator vanishes quadratically with respect to $x$, rather than linearly. The cosine function is tangent to the horizontal line $y = 1$ at the origin: its first derivative at $x = 0$ is zero, and the first non-vanishing term in its Taylor expansion is of order $x^2$. Indeed:
\cos x = 1 - \frac{x^2}{2} + o(x^2)
Here $o(x^2)$ denotes the little-o notation, meaning a term that becomes negligible compared to $x^2$ as $x \to 0$.

Dividing by $x^2$ isolates the leading quadratic term and yields the limit. More generally we have:
\lim_{x \to 0} \frac{1 - \cos(ax)}{x^2} = \frac{a^2}{2}

The exponential fundamental limit
The exponential function exhibits first-order behaviour near the origin: the deviation from the constant 1 is linear in $x$:
\lim_{x \to 0} \frac{e^x - 1}{x} = 1
This limit reflects the fact that the derivative of $e^x$ at the origin equals one:
\left.\frac{d}{dx}e^x\right|_{x=0} = 1
This result follows directly from the Taylor expansion of $e^x$ near the origin:
e^x = 1 + x + \frac{x^2}{2!} + o(x^2)
from which dividing by $x$ and taking the limit immediately yields 1, as all higher-order terms vanish. More generally, for any real constant $a$ we have:
\lim_{x \to 0} \frac{e^{ax} - 1}{x} = a
which follows by substituting $u = ax$ and reducing to the standard form.
Here $n!$ denotes the factorial of $n$, defined as the product of all positive integers up to $n$; in particular, $2! = 2$.


The logarithmic fundamental limit
For the natural logarithm, the following limit holds:
\lim_{x \to 0} \frac{\ln(1+x)}{x} = 1
This result corresponds to the derivative of $\ln x$ evaluated at $x = 1$:
\left.\frac{d}{dx}\ln x\right|_{x=1} = 1
More generally, for any real constant $a$ we have:
\lim_{x \to 0} \frac{\ln(1+ax)}{x} = a

Limits defining exponential functions
A standard limit that defines Euler's number is given by:
\lim_{x \to 0} (1 + x)^{\frac{1}{x}} = e
or equivalently, in its discrete form:
\lim_{n \to \infty} \left(1 + \frac{1}{n}\right)^n = e
The discrete form is obtained by restricting $x$ to values of the form $\frac{1}{n}$, where $n$ is a positive integer, so that $x \to 0$ corresponds to $n \to \infty$. Substituting yields the sequence $\left(1 + \frac{1}{n}\right)^n$, whose limit as $n \to \infty$ coincides with that of the continuous form.

More generally, for any real constant $a$ we have:
\lim_{x \to 0} (1 + ax)^{\frac{1}{x}} = e^{a}

Limits involving power functions
For any real exponent $\alpha$ we have:
\lim_{x \to 0} \frac{(1+x)^\alpha - 1}{x} = \alpha
This result may be derived using the binomial expansion when $\alpha$ is rational, or by applying logarithmic differentiation in the general case.

Asymptotic equivalence
The following notable limits illustrate local asymptotic relationships:
\sin x \sim x \qquad \tan x \sim x \qquad 1 - \cos x \sim \frac{x^2}{2}
e^x - 1 \sim x \qquad \ln(1+x) \sim x
More precisely, the notation $f(x) \sim g(x)$ as $x \to 0$ indicates that the two functions are asymptotically equivalent near the origin, meaning that:
\lim_{x \to 0} \frac{f(x)}{g(x)} = 1
Each of these relationships corresponds to the first nonzero term in the local Taylor expansion of a smooth function near a regular point. Consequently, these equivalences can be used to replace more complex expressions with simpler ones when evaluating limits.

Structural interpretation
From an advanced perspective, remarkable limits serve as expressions of differentiability and local linearization. Every limit of the form:
\lim_{x \to 0} \frac{f(x) - f(0)}{x}
corresponds to the definition of the derivative of $f$ at the origin. Classical remarkable limits represent particular cases where this derivative can be calculated explicitly and then utilised as a foundational method for addressing more complex indeterminate forms.

Summary of the main remarkable limits
		
	\[\lim_{x \to 0} \frac{\sin x}{x}\]	\[1\]
	\[\lim_{x \to 0} \frac{\sin(ax)}{ax}\]	\[1\]
	\[\lim_{x \to 0} \frac{\sin(ax)}{x}\]	\[a\]
	\[\lim_{x \to 0} \frac{\tan x}{x}\]	\[1\]
	\[\lim_{x \to 0} \frac{\tan(ax)}{x}\]	\[a\]
	\[\lim_{x \to 0} \frac{1-\cos x}{x^2}\]	\[\frac{1}{2}\]
	\[\lim_{x \to 0} \frac{1-\cos(ax)}{x^2}\]	\[\frac{a^2}{2}\]
	\[\lim_{x \to 0} \frac{e^x - 1}{x}\]	\[1\]
	\[\lim_{x \to 0} \frac{e^{ax} - 1}{x}\]	\[a\]
	\[\lim_{x \to 0} \frac{\ln(1+x)}{x}\]	\[1\]
	\[\lim_{x \to 0} \frac{\ln(1+ax)}{x}\]	\[a\]
	\[\lim_{x \to 0}(1 + x)^{1/x}\]	\[e\]
	\[\lim_{n\to\infty}\left(1+\frac{1}{n}\right)^n\]	\[e\]
	\[\lim_{x\to 0}(1+ax)^{1/x}\]	\[e^a\]
	\[\lim_{x \to 0} \frac{(1+x)^\alpha - 1}{x}\]	\[\alpha\]
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Definition
A field is an algebraic structure in which the operations of addition and multiplication are both fully invertible, subject to the sole exception that division by zero is excluded. The concept arises when one observes that certain number systems, such as the rational numbers, the real numbers, and the complex numbers, allow not only addition and subtraction but also multiplication and division by any nonzero element, with all the expected algebraic rules in force.
Formally, a field is a set $F$ together with two binary operations $+$ and $\cdot$ satisfying the following axioms:
	$(F, +)$ is an abelian group. The additive identity is denoted $0$, and the additive inverse of an element $a \in F$ is denoted $-a.$

	$(F \setminus \{0\}, \cdot)$ is an abelian group. The multiplicative identity is denoted $1$, and the multiplicative inverse of a nonzero element $a$ is denoted $a^{-1}.$

	Multiplication distributes over addition: for all $a, b, c \in F$, one has $a \cdot (b + c) = a \cdot b + a \cdot c$.


The requirement that $0 \neq 1$ is included implicitly by excluding $0$ from the multiplicative group, and it ensures that the trivial set $\{0\}$ does not qualify as a field. A field is therefore a commutative ring with unity in which every nonzero element is invertible. Every field is a ring, but a ring is generally not a field.


Properties
Several properties follow directly from the previous axioms. For any $a \in F$, multiplication by zero satisfies $a \cdot 0 = 0$. This is not assumed but derived: one writes $a \cdot 0 = a \cdot (0 + 0) = a \cdot 0 + a \cdot 0$ and then cancels $a \cdot 0$ from both sides using the additive group structure.
A field contains no zero divisors. If $a \cdot b = 0$ and $a \neq 0$, then $a$ is invertible and one obtains $b = a^{-1} \cdot (a \cdot b) = a^{-1} \cdot 0 = 0$. This means that in a field the product of two nonzero elements is always nonzero, which is the property that makes cancellation possible throughout algebra. The additive and multiplicative structures interact through the identity:
(-a) \cdot b = a \cdot (-b) = -(a \cdot b)
The expression holds or all $a, b \in F$. In particular, the product of two negative elements is positive in the sense that:
(-a) \cdot (-b) = a \cdot b
a consequence of the axioms rather than a convention.

Algebraic hierarchy
A group is the most elementary of algebraic structures. It consists of a set equipped with a single binary operation satisfying closure, associativity, the existence of an identity element, and the existence of inverses.
When a second operation is introduced and required to distribute over the first, but without demanding that this second operation admit inverses, the result is a ring. The integers $\mathbb{Z}$ are the canonical example. Every integer has an additive inverse, yet most integers lack a multiplicative inverse within $\mathbb{Z}$ itself, since $2^{-1}$ does not belong to $\mathbb{Z}$.
A field is obtained by imposing one further requirement on a commutative ring with unity, namely that every nonzero element be invertible with respect to multiplication. The three structures thus form a chain of increasing rigidity:
	A group carries one operation with inverses.
	A ring carries two operations, with inverses guaranteed only for addition.
	A field carries two operations, with inverses guaranteed for both addition and all nonzero elements under multiplication.

The rational numbers $\mathbb{Q}$, the real numbers $\mathbb{R}$, and the complex numbers $\mathbb{C}$ are all fields. The integers $\mathbb{Z}$, by contrast, form a ring but not a field, since division does not close within them.


Examples
The set $\mathbb{Q}$ of rational numbers, equipped with ordinary addition and multiplication, is the smallest field containing the integers. Every nonzero rational number $p/q$ has a multiplicative inverse $q/p$, and all field axioms are satisfied.
The set $\mathbb{R}$ of real numbers is a field extending $\mathbb{Q}$. It admits an ordering compatible with its algebraic structure, a property that distinguishes it within the family of fields and that is responsible for many of the analytic concepts built upon it.
The set $\mathbb{C}$ of complex numbers is a field extending $\mathbb{R}$. Unlike $\mathbb{R}$, it is algebraically closed: every nonconstant polynomial with coefficients in $\mathbb{C}$ has at least one root in $\mathbb{C}$, a result known as the fundamental theorem of algebra.

For any prime $p$, the set $\mathbb{Z}/p\mathbb{Z} = \{0, 1, \ldots, p-1\}$ equipped with addition and multiplication modulo $p$ is a field, commonly denoted $\mathbb{F}_p$. This is a finite field: it contains exactly $p$ elements. The primality of $p$ is essential. In $\mathbb{Z}/6\mathbb{Z}$, for instance, the elements $2$ and $3$ satisfy $2 \cdot 3 = 0$, so neither is invertible, and the structure fails to be a field.
Finite fields exist only when the number of elements is a prime power $p^n$, for some prime $p$ and positive integer $n$. For every such prime power there exists, up to isomorphism, exactly one finite field, denoted $\mathbb{F}_{p^n}$ or $\text{GF}(p^n)$.


Subfields and field extensions
A subset $K \subseteq F$ is called a subfield of $F$ if $K$ is itself a field under the operations inherited from $F$. Equivalently, $K$ is a subfield of $F$ if it contains $0$ and $1$, and is closed under addition, negation, multiplication, and taking multiplicative inverses of nonzero elements. The rational numbers $\mathbb{Q}$ form a subfield of $\mathbb{R}$, which is itself a subfield of $\mathbb{C}$. These inclusions define a chain of fields:
\mathbb{Q} \subseteq \mathbb{R} \subseteq \mathbb{C}
When $K$ is a subfield of $F$, one says that $F$ is a field extension of $K$, written $F/K$. From this perspective, $\mathbb{C}/\mathbb{R}$ is a field extension, and $\mathbb{C}$ can be studied as a two-dimensional vector space over $\mathbb{R}$ with basis $\{1, i\}$. The dimension of $F$ regarded as a vector space over $K$ is called the degree of the extension and is denoted $[F : K]$. In this example, $[\mathbb{C} : \mathbb{R}] = 2$.

Characteristic of a field
Every field $F$ has an associated non-negative integer called its characteristic, which measures how many times the multiplicative identity must be added to itself before reaching zero. Formally, the characteristic of $F$ is the smallest positive integer $n$ such that:
\underbrace{1 + 1 + \cdots + 1}_{n} = 0
If no such $n$ exists, the characteristic is defined to be $0$. The characteristic of a field is always either zero or a prime number. If the characteristic were a composite number $n = ab$ with $1 < a, b < n$, one could write:
0 = \underbrace{1 + \cdots + 1}_{n} = \left(\underbrace{1 + \cdots + 1}_{a}\right) \cdot \left(\underbrace{1 + \cdots + 1}_{b}\right)
Since a field has no zero divisors, one of the two factors would have to be zero, contradicting the minimality of $n$. The fields $\mathbb{Q}$, $\mathbb{R}$, and $\mathbb{C}$ all have characteristic zero. The finite field $\mathbb{F}_p$ has characteristic $p$.

Field homomorphisms
A field homomorphism is a function $\varphi : F \to K$ between two fields that preserves both operations: for all $a, b \in F$ holds:
\varphi(a + b) = \varphi(a) + \varphi(b)
\varphi(a \cdot b) = \varphi(a) \cdot \varphi(b)
We have that $\varphi(1_F) = 1_K$. Every field homomorphism is necessarily injective. To see this, note that its kernel is an ideal of $F$:
\ker(\varphi) = \{a \in F : \varphi(a) = 0\}
Since $F$ is a field, its only ideals are $\{0\}$ and $F$ itself, and the condition $\varphi(1) = 1 \neq 0$ rules out the second possibility. A bijective field homomorphism is called a field isomorphism. Two fields are isomorphic, written $F \cong K$, if an isomorphism between them exists. Isomorphic fields are algebraically indistinguishable: they share all properties that depend only on the field axioms.
A function is injective, or one-to-one, if distinct elements of the domain are mapped to distinct elements of the codomain: $\varphi(a) = \varphi(b)$ implies $a = b$. A function is bijective if it is both injective and surjective, meaning it is one-to-one and every element of the codomain is the image of at least one element of the domain.
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Definition
A group is one of the most fundamental structures in abstract algebra. The concept arises when one isolates the essential properties shared by many mathematical objects: the integers under addition, the nonzero real numbers under multiplication, the symmetries of a geometric figure, and the invertible matrices of a given size all exhibit the same abstract pattern. In formal terms, a group is a set $G$ together with a binary operation $\cdot : G \times G \to G$ satisfying the following four axioms:
	Closure: for all $a, b \in G$, the element $a \cdot b$ belongs to $G$.
	Associativity: For all $a, b, c \in G$, one has $(a \cdot b) \cdot c = a \cdot (b \cdot c)$.
	Identity element: there exists an element $e \in G$ such that $a \cdot e = e \cdot a = a$ for all $a \in G$.
	Inverses: for every $a \in G$ there exists an element $a^{-1} \in G$ such that $a \cdot a^{-1} = a^{-1} \cdot a = e$.

A group $(G, \cdot)$ is called abelian, or commutative, if in addition $a \cdot b = b \cdot a$ for all $a, b \in G$.
The identity element and the inverse of each element are unique. Both facts follow directly from the axioms and are standard early results in any treatment of group theory.


Properties
Several consequences follow from the previous axioms. If $a \cdot b = a \cdot c$ for some $a, b, c \in G$, then multiplying both sides on the left by $a^{-1}$ gives $b = c$. This is the left cancellation law. The right cancellation law holds by an analogous argument. Together they imply that the equation $a \cdot x = b$ has a unique solution $x = a^{-1} \cdot b$ in $G$ for any given $a, b \in G$. The inverse of a product satisfies the following identity:
(a \cdot b)^{-1} = b^{-1} \cdot a^{-1}
This reversal of order is a consequence of the associativity axiom and is sometimes called the "sock-shoe" property. To undo the operation of first putting on a sock and then a shoe, one must first remove the shoe and then the sock. The order of a group $G$, denoted $|G|$, is the cardinality of the underlying set. A group with finitely many elements is called a finite group, otherwise it is infinite.

Algebraic hierarchy
Groups are the most elementary objects in the hierarchy of algebraic structures. A group consists of a set equipped with a single binary operation satisfying closure, associativity, the existence of an identity element, and the existence of inverses. When a second operation is introduced and required to distribute over the first, the resulting structure is a ring.
Imposing the further condition that every nonzero element be invertible under multiplication then yields a field. The three structures form a chain of increasing rigidity:
	A group carries one operation with inverses.
	A ring carries two operations, with inverses guaranteed only for addition.
	A field carries two operations, with inverses guaranteed for both addition and all nonzero elements under multiplication.

For example, the integers $\mathbb{Z}$ form a ring but not a field. The rational numbers $\mathbb{Q}$ form a field. Both extend the group structure by adding a second operation.


Order of an element
The order of an element $a$ in a group $G$ is the smallest positive integer $n$ such that $a^n = e$, where $e$ is the identity element and the notation $a^n$ denotes the product of $a$ with itself $n$ times. If no such integer exists, the element is said to have infinite order. The order of $a$ is denoted $\mathrm{ord}(a)$.
As an example, consider the group $(\mathbb{Z}/6\mathbb{Z}, +)$. The element $2$ has order $3$, since $2+2+2 = 6 \equiv 0 \pmod{6}$ and neither $2$ nor $2+2 = 4$ is congruent to $0$. The element $1$ has order $6$, since one must add $1$ to itself six times to obtain $0$. In the group $(\mathbb{Z}, +)$ every nonzero element has infinite order, because no finite sum of a fixed nonzero integer can equal $0$.
The modulo operator $a \bmod n$ returns the remainder of the division of $a$ by $n$. For example, $7 \bmod 5 = 2$ since $7 = 1 \cdot 5 + 2$.


Examples
The set $\mathbb{Z}$ equipped with ordinary addition forms an abelian group. The identity element is $0$, and the inverse of an integer $n$ is $-n$. This is an infinite group and arguably the most natural example of a group in elementary mathematics.
Let $n$ be a positive integer. The set $\mathbb{Z}/n\mathbb{Z} = \{0, 1, \ldots, n-1\}$ equipped with addition modulo $n$ forms a finite abelian group of order $n$. For example, in $\mathbb{Z}/5\mathbb{Z}$ one has $3+4=2$, since $7 \equiv 2 \pmod{5}$. The identity element is $0$ and the inverse of $k$ is $n-k$.

Let $F$ be a field and let $n$ be a positive integer. The set of all invertible $n \times n$ matrices with entries in $F$, denoted $\mathrm{GL}(n, F)$, forms a group under matrix multiplication. The identity element is the identity matrix $I_n$, and the inverse of a matrix $A$ is its matrix inverse $A^{-1}$. This group is not abelian for $n \geq 2$, since matrix multiplication does not commute in general.
Given a set $\{1, 2, \ldots, n\}$, a permutation is a bijection from this set to itself. The collection of all such permutations forms a group under composition of functions, denoted $S_n$ and called the symmetric group on $n$ elements. The identity element is the identity permutation, and the inverse of a permutation $\sigma$ is the inverse function $\sigma^{-1}$. The group $S_n$ has order $n!$ and is non-abelian for $n \geq 3$.
As a concrete illustration, consider $S_3$, which has order $6$. Let $\sigma$ be the permutation sending $1 \mapsto 2$, $2 \mapsto 3$, $3 \mapsto 1$, and let $\tau$ be the permutation sending $1 \mapsto 2$, $2 \mapsto 1$, $3 \mapsto 3$.
\sigma = \begin{pmatrix} 1 & 2 & 3 \\\\ 2 & 3 & 1 \end{pmatrix} \qquad
\tau = \begin{pmatrix} 1 & 2 & 3 \\\\ 2 & 1 & 3 \end{pmatrix}
To compute $\sigma \circ \tau$, one applies $\tau$ first and then $\sigma$.
The element $1$ is sent by $\tau$ to $2$, and then $\sigma$ sends $2$
to $3$, so $1 \mapsto 3$. The element $2$ is sent by $\tau$ to $1$,
and then $\sigma$ sends $1$ to $2$, so $2 \mapsto 2$. Finally, $3$
is fixed by $\tau$, and $\sigma$ sends $3$ to $1$, so $3 \mapsto 1$.
Thus
\sigma \circ \tau = \begin{pmatrix} 1 & 2 & 3 \\\\ 3 & 2 & 1 \end{pmatrix}
An analogous computation yields
\tau \circ \sigma = \begin{pmatrix} 1 & 2 & 3 \\\\ 1 & 3 & 2 \end{pmatrix}
Since $\sigma \circ \tau \neq \tau \circ \sigma$, the group $S_3$ is indeed non-abelian.

When the axioms fail
A good way to appreciate the group axioms is to look at pairs consisting of a set and an operation that almost form a group, but fail on one specific point. Each failure isolates a different axiom and shows why the definition is cut exactly as it is.
Consider the natural numbers including zero, $\mathbb{N}_0 = \{0, 1, 2, \ldots\}$, equipped with ordinary addition. The operation is closed and associative, and $0$ acts as an identity element. The axiom that fails is the existence of inverses. In fact given any positive integer $n$, there is no element in $\mathbb{N}_0$ that added to $n$ returns $0$, because the candidate $-n$ lies outside the set. The structure $(\mathbb{N}_0, +)$ is therefore not a group, but only a monoid.

The integers with multiplication, $(\mathbb{Z}, \cdot)$, are another example. Closure, associativity, and the identity $1$ are all in place, yet the vast majority of integers lack a multiplicative inverse inside $\mathbb{Z}$. The only elements that admit an inverse are $1$ and $-1$, since for any other integer $n$ the reciprocal $1/n$ is not an integer. Dropping all non-invertible elements would leave only the two-element set $\{1, -1\}$, which is a group under multiplication but a much smaller object than the integers.
The real numbers with multiplication, $(\mathbb{R}, \cdot)$, come even closer to being a group. Every real number different from zero has a multiplicative inverse, namely its reciprocal. The obstacle is a single element: zero has no multiplicative inverse, and its presence in the set is enough to disqualify the whole structure. The fix is to remove it. The set of nonzero reals $\mathbb{R}\setminus\{0\}$ equipped with ordinary multiplication does form an abelian group, with identity $1$ and inverse $a^{-1} = 1/a$ for every $a \neq 0$.
These three cases each fail a different axiom. Iinverses for $(\mathbb{N}_0, +)$, inverses for all but two elements in $(\mathbb{Z}, \cdot)$, and the existence of an inverse for the single element $0$ in $(\mathbb{R}, \cdot)$. The last case illustrates a recurring pattern in algebra, where removing a problematic element produces a legitimate group.


Cyclic groups
A group $G$ is called cyclic if there exists an element $g \in G$ such that every element of $G$ can be written as a power of $g$, that is:
G = \{g^n : n \in \mathbb{Z}\}
Such an element $g$ is called a generator of $G$. Every cyclic group is isomorphic either to $\mathbb{Z}$ if it is infinite, or to $\mathbb{Z}/n\mathbb{Z}$ for some positive integer $n$ if it is finite.
The group $(\mathbb{Z}/6\mathbb{Z}, +)$ is cyclic with generator $1$, since every element $0, 1, 2, 3, 4, 5$ can be obtained as a multiple of $1$. The element $5$ is also a generator, as repeated addition of $5$ modulo $6$ produces all six residues. The element $2$, however, is not a generator, since the multiples of $2$ modulo $6$ are only $\{0, 2, 4\}$, which form a proper subgroup of $\mathbb{Z}/6\mathbb{Z}$.

Subgroups
A subset $H$ of a group $G$ is called a subgroup if $H$ is itself a group under the operation inherited from $G$. Rather than verifying all four group axioms separately, one may use the following criterion: a nonempty subset $H \subseteq G$ is a subgroup of $G$ if and only if for all $a, b \in H$ the element $a \cdot b^{-1}$ belongs to $H$. This condition encodes closure under the operation and under taking inverses, and the presence of the identity follows from setting $a = b$. One writes $H \leq G$ to indicate that $H$ is a subgroup of $G$.
Every group $G$ has at least two subgroups: the trivial subgroup $\{e\}$ and $G$ itself. Any subgroup other than $G$ is called a proper subgroup.
As an example, consider the set of even integers $2\mathbb{Z} = \{\ldots, -4, -2, 0, 2, 4, \ldots\}$ as a subset of $(\mathbb{Z}, +)$. Taking any two even integers $a = 2m$ and $b = 2k$, the inverse of $b$ in $\mathbb{Z}$ is $-b = -2k$, so $a+(-b) = 2(m-k)$, which is again even. The subgroup criterion is therefore satisfied, and $2\mathbb{Z}$ is a subgroup of $\mathbb{Z}$.

Group homomorphisms and isomorphisms
A group homomorphism is a function between two groups that preserves the group structure. Given two groups $(G, \cdot)$ and $(H, \star)$, a function $\varphi : G \to H$ is a homomorphism if for all $a, b \in G$ holds:
\varphi(a \cdot b) = \varphi(a) \star \varphi(b)
This condition requires that applying $\varphi$ after performing the operation in $G$ yields the same result as first applying $\varphi$ to each element and then performing the operation in $H$. Several basic properties follow from this definition. A homomorphism $\varphi : G \to H$ necessarily maps the identity of $G$ to the identity of $H$, and satisfies $\varphi(a^{-1}) = \varphi(a)^{-1}$ for all $a \in G.$ Two particularly important subsets associated with a homomorphism $\varphi : G \to H$ are the kernel and the image. The kernel is defined as:
\ker(\varphi) = \{a \in G : \varphi(a) = e_H\}
In this case $e_H$ denotes the identity of $H$, and the image is defined as:
\mathrm{im}(\varphi) = \{\varphi(a) : a \in G\}
The kernel is always a subgroup of $G$, and the image is always a subgroup of $H$. Moreover, a homomorphism is injective if and only if its kernel contains only the identity element of $G.$

A homomorphism $\varphi : G \to H$ that is injective and surjective is called an isomorphism. When an isomorphism exists between $G$ and $H$, the two groups are said to be isomorphic, written $G \cong H$. Isomorphic groups are structurally identical. They differ only in the names of their elements and their operation, not in any property that is intrinsic to their group structure. As an example, consider the group $(\mathbb{Z}/2\mathbb{Z}, +)$ and the group $(\{1,-1\}, \times)$ under ordinary multiplication. Define $\varphi : \mathbb{Z}/2\mathbb{Z} \to \{1,-1\}$ by setting $\varphi(0) = 1$ and $\varphi(1) = -1$. Since:
\begin{align}
\varphi(1+1) &= \varphi(0) \\[6pt]
&= 1 \\[6pt]
&= (-1)(-1) \\[6pt]
&= \varphi(1)\cdot\varphi(1)
\end{align}
the function $\varphi$ preserves the group operation. As it is also bijective, it is an isomorphism, and therefore $\mathbb{Z}/2\mathbb{Z} \cong \{1,-1\}$.
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Definition
A module is the algebraic structure obtained by replacing the field of scalars in the definition of a vector space with a ring. The motivation is that several familiar constructions, such as ideals inside a ring, abelian groups regarded with their canonical $\mathbb{Z}$-action, and rings of polynomials viewed over their coefficient ring, all fit a single pattern in which the scalars need not be invertible. The resulting theory is broader than that of vector spaces and provides the common language used throughout commutative algebra and homological algebra.
Let $R$ be a ring with unity. A left module over $R$, or simply a left $R$-module, is an abelian group $(M, +)$ equipped with a scalar multiplication $\cdot : R \times M \to M$ satisfying the following axioms:
	Distributivity over module addition: for all $r \in R$ and $\mathbf{u}, \mathbf{v} \in M$, one has $r \cdot (\mathbf{u} + \mathbf{v}) = r \cdot \mathbf{u} + r \cdot \mathbf{v}$. 
	Distributivity over ring addition: for all $r, s \in R$ and $\mathbf{v} \in M$, one has $(r + s) \cdot \mathbf{v} = r \cdot \mathbf{v} + s \cdot \mathbf{v}$.
	Compatibility with ring multiplication: for all $r, s \in R$ and $\mathbf{v} \in M$, one has $(rs) \cdot \mathbf{v} = r \cdot (s \cdot \mathbf{v})$.
	Identity action: for all $\mathbf{v} \in M$, the multiplicative identity $1 \in R$ satisfies $1 \cdot \mathbf{v} = \mathbf{v}$.

A right module over $R$ is defined analogously by placing the scalar on the right of the vector and reversing the compatibility condition to $\mathbf{v} \cdot (rs) = (\mathbf{v} \cdot r) \cdot s$. When $R$ is commutative the two notions coincide, and one speaks simply of an $R$-module.
The ring $R$ over which $M$ is defined is called the ring of scalars of $M$. When $R$ is a field, the axioms reduce exactly to those of a vector space, so every vector space is a module and the theory of modules contains the theory of vector spaces as a special case.


Properties
Several elementary consequences follow directly from the axioms. For any $\mathbf{v} \in M$, multiplication by the additive identity of the ring satisfies $0 \cdot \mathbf{v} = \mathbf{0}$. To see this, one writes:
0 \cdot \mathbf{v} = (0 + 0) \cdot \mathbf{v} = 0 \cdot \mathbf{v} + 0 \cdot \mathbf{v}
and then cancels $0 \cdot \mathbf{v}$ from both sides using the abelian group structure of $(M, +)$. An analogous argument shows that $r \cdot \mathbf{0} = \mathbf{0}$ for every $r \in R$, and that $(-r) \cdot \mathbf{v} = -(r \cdot \mathbf{v}) = r \cdot (-\mathbf{v})$ for all $r \in R$ and $\mathbf{v} \in M$. In particular, taking $r = 1$ one obtains $(-1) \cdot \mathbf{v} = -\mathbf{v}$.
A difference with respect to vector spaces concerns the possible presence of nonzero elements that are annihilated by some nonzero scalar. An element $\mathbf{v} \in M$ is called a torsion element if there exists a nonzero $r \in R$ such that $r \cdot \mathbf{v} = \mathbf{0}$. The set of all torsion elements of $M$ is denoted $T(M)$, and when $R$ is an integral domain it is a submodule of $M$. A module is called torsion-free if $T(M) = \{\mathbf{0}\}$, and a torsion module if $T(M) = M$. The absence of torsion is precisely the property that vector spaces enjoy automatically, since in a field the equation $\alpha \cdot \mathbf{v} = \mathbf{0}$ with $\alpha \neq 0$ forces $\mathbf{v} = \mathbf{0}$ by invertibility of $\alpha$.

Algebraic hierarchy
The structures introduced so far form a chain of increasing rigidity. A group carries one operation with inverses. A ringcarries two operations, with inverses guaranteed only for addition. A field carries two operations, with inverses guaranteed for both addition and all nonzero elements under multiplication. A vector space is then built on top of a field, with the field acting on a separate set of vectors by scaling.
A module sits between rings and vector spaces in this picture. It is constructed in the same way as a vector space, but the field of scalars is replaced by a ring. The loss of multiplicative inverses for general scalars produces a theory that is significantly richer in pathologies:
	Bases need not exist.
	Rank, when defined, need not be invariant for arbitrary rings.
	Torsion phenomena appear and play a structural role.

Every vector space is a module over its field of scalars, and every abelian group is a module over the ring of integers. The category of modules over a ring $R$ generalises both vector spaces and abelian groups, and reduces to either of them in the appropriate special case.


Examples
The most fundamental example is the following. Every abelian group $(A, +)$ carries a unique structure of $\mathbb{Z}$-module, in which the scalar multiplication of an integer $n$ by an element $a \in A$ is defined by repeated addition. For $n > 0$ one sets:
n \cdot a = \underbrace{a + a + \cdots + a}_{n \text{ summands}}
For $n < 0$ one sets $n \cdot a = -((-n) \cdot a)$, and for $n = 0$ one sets $0 \cdot a = 0$. The four module axioms reduce in this case to standard properties of integer multiples in an abelian group, so the theory of $\mathbb{Z}$-modules and the theory of abelian groups coincide.
Let $R$ be a ring and let $n$ be a positive integer. The set $R^n$ of ordered $n$-tuples with entries in $R$, equipped with componentwise addition and componentwise scalar multiplication, is an $R$-module. This is the direct generalisation of the vector space $F^n$ considered over a field $F$. When $R = \mathbb{Z}$, the module $\mathbb{Z}^n$ is the prototypical example of a free module of finite rank.

Every ring $R$ is a module over itself, with scalar multiplication given by the ring multiplication. The submodules of $R$ regarded as a left $R$-module are precisely the left ideals of $R$. This perspective unifies the language of ideals and modules and provides one of the chief motivations for studying modules in commutative algebra.
The set $\mathbb{Z}/n\mathbb{Z}$ is an abelian group of order $n$, so by the construction above it is a $\mathbb{Z}$-module. Every element $\bar{a} \in \mathbb{Z}/n\mathbb{Z}$ satisfies $n \cdot \bar{a} = 0$, so the entire module is torsion. This shows that even a finitely generated $\mathbb{Z}$-module need not admit a basis, since the existence of a torsion element prevents any subset containing it from being linearly independent.

Submodules
A nonempty subset $N \subseteq M$ is called a submodule of $M$ if $N$ is itself an $R$-module under the operations inherited from $M$. Equivalently, $N$ is a submodule if for all $\mathbf{u}, \mathbf{v} \in N$ and all $r \in R$ one has $\mathbf{u} + \mathbf{v} \in N$ and $r \cdot \mathbf{v} \in N$. The two conditions together express closure under arbitrary $R$-linear combinations, and they imply that the zero element $\mathbf{0}$ belongs to every submodule.
Every module $M$ has at least two submodules: the trivial submodule $\{\mathbf{0}\}$ and $M$ itself. Any submodule different from $M$ is called a proper submodule.
As an example, consider the $\mathbb{Z}$-module $\mathbb{Z}$ and the subset $2\mathbb{Z}$ of even integers. For any $a, b \in 2\mathbb{Z}$ the sum $a + b$ is again even, and for any $n \in \mathbb{Z}$ and $a \in 2\mathbb{Z}$ the product $n \cdot a$ is also even. Both closure conditions are satisfied, so $2\mathbb{Z}$ is a submodule of $\mathbb{Z}$. More generally, every subgroup of an abelian group $A$ is automatically a $\mathbb{Z}$-submodule of $A$, since the additive structure already controls integer scalar multiplication.

Free modules and bases
A subset $S \subseteq M$ is called linearly independent over $R$ if the only finite combination
r_1 \mathbf{v}_1 + r_2 \mathbf{v}_2 + \cdots + r_k \mathbf{v}_k = \mathbf{0}
with $\mathbf{v}_i \in S$ and $r_i \in R$ is the trivial one in which every coefficient $r_i$ is equal to zero. The set $S$ is said to span $M$ if every element of $M$ can be written as a finite $R$-linear combination of elements of $S$. A basis of $M$ is a linearly independent spanning set.
A module that admits a basis is called a free module, and the cardinality of any basis is called its rank. For modules over a commutative ring the rank is well-defined, in the sense that any two bases have the same cardinality. The module $R^n$ is free of rank $n$ over $R$, with basis given by the canonical $n$-tuples having a $1$ in one position and $0$ in all others.
Not every module is free. The $\mathbb{Z}$-module $\mathbb{Z}/n\mathbb{Z}$ admits no basis whenever $n > 1$, since every element is annihilated by $n$ and cannot belong to a linearly independent set. This is the precise point at which the analogy with vector spaces breaks down. Over a field every module is free, and the rank coincides with the dimension. Over a general ring, freeness is the exception rather than the rule.
The integers $\mathbb{Z}$, regarded as a $\mathbb{Z}$-module, are free of rank $1$ with basis $\{1\}$. The module $\mathbb{Z}/2\mathbb{Z}$, by contrast, is generated by the single element $\bar{1}$, but $\bar{1}$ is not linearly independent because $2 \cdot \bar{1} = 0$ holds in $\mathbb{Z}/2\mathbb{Z}$ while $2 \neq 0$ in $\mathbb{Z}$.


Module homomorphisms and isomorphisms
A module homomorphism, also called an $R$-linear map, is a function $\varphi : M \to N$ between two left $R$-modules that preserves both the additive structure and the action of the ring. Explicitly, $\varphi$ is a homomorphism if for all $\mathbf{u}, \mathbf{v} \in M$ and all $r \in R$ the following two identities hold:
\varphi(\mathbf{u} + \mathbf{v}) = \varphi(\mathbf{u}) + \varphi(\mathbf{v})
\varphi(r \cdot \mathbf{v}) = r \cdot \varphi(\mathbf{v})
These two conditions can be combined into the single requirement that $\varphi(r\mathbf{u} + s\mathbf{v}) = r \varphi(\mathbf{u}) + s \varphi(\mathbf{v})$ for all $r, s \in R$ and $\mathbf{u}, \mathbf{v} \in M$. The kernel and image of a module homomorphism are defined as follows:
\ker(\varphi) = \{\mathbf{v} \in M : \varphi(\mathbf{v}) = \mathbf{0}\}
\mathrm{im}(\varphi) = \{\varphi(\mathbf{v}) : \mathbf{v} \in M\}
The kernel is a submodule of $M$, and the image is a submodule of $N$. A homomorphism is injective if and only if its kernel reduces to the zero submodule.
A module homomorphism that is bijective is called a module isomorphism, and two modules are isomorphic, written $M \cong N$, if an isomorphism between them exists. As an illustration of how flexible the notion can be, consider the $\mathbb{Z}$-module $\mathbb{Z}$ and the map $\varphi : \mathbb{Z} \to \mathbb{Z}$ defined by $\varphi(a) = 2a$. For any $a, b \in \mathbb{Z}$ one has:
\begin{align}  
\varphi(a + b) &= 2(a + b) \\[6pt]  
&= 2a + 2b \\[6pt]  
&= \varphi(a) + \varphi(b)  
\end{align}
A direct verification also shows $\varphi(n \cdot a) = 2na = n \cdot \varphi(a)$ for every $n \in \mathbb{Z}$, so $\varphi$ is $\mathbb{Z}$-linear. Its kernel is the trivial submodule $\{0\}$, so $\varphi$ is injective, and its image is the proper submodule $2\mathbb{Z}$. The map $\varphi$ is therefore an isomorphism between $\mathbb{Z}$ and its proper submodule $2\mathbb{Z}$, a phenomenon that cannot occur for finite-dimensional vector spaces, where an injective linear map from a space to itself is necessarily surjective.
The example above highlights one of the most important differences between modules and vector spaces. The rank-nullity theorem and the equivalence between injectivity and surjectivity for endomorphisms of finite-dimensional spaces both rely on the absence of torsion and on the freeness of every vector space, properties that fail in the general module-theoretic setting.
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Definition
A ring is an algebraic structure that extends the notion of a group by introducing a second binary operation. The concept arises from the observation that several fundamental objects, such as the integers, the polynomials with real coefficients, and the square matrices of a given size, share a common pattern. They admit both an addition and a multiplication, the two operations interact in a predictable way, and yet multiplication need not be commutative and need not admit inverses. A ring is a set $R$ together with two binary operations $+$ and $\cdot$ (addition and multiplication), satisfying the following axioms:
	$(R, +)$ is an abelian group. In particular, there exists an element $0 \in R$ such that $a + 0 = a$ for all $a \in R$, and for every $a \in R$ there exists $-a \in R$ with $a + (-a) = 0$.
	Associativity of multiplication: for all $a, b, c \in R$, one has $(a \cdot b) \cdot c = a \cdot (b \cdot c)$.
	Distributivity: for all $a, b, c \in R$, one has $a \cdot (b + c) = a \cdot b + a \cdot c$ and $(a + b) \cdot c = a \cdot c + b \cdot c$.

A ring $(R, +, \cdot)$ is called commutative if $a \cdot b = b \cdot a$ for all $a, b \in R$. It is called a ring with unity, or unital ring, if there exists a multiplicative identity element $1 \in R$ such that $1 \cdot a = a \cdot 1 = a$ for all $a \in R$.

Properties
Several consequences follow directly from the axioms. For any $a \in R$, multiplication by the additive identity satisfies $a \cdot 0 = 0 \cdot a = 0$. This is a consequence of distributivity. One writes:
a \cdot 0 = a \cdot (0 + 0) = a \cdot 0 + a \cdot 0
and then cancels $a \cdot 0$ from both sides using the group structure of $(R, +)$. Similarly, for all $a, b \in R$ one has the following identity:
(-a) \cdot b = a \cdot (-b) = -(a \cdot b)
In particular, $(-1) \cdot a = -a$ whenever $R$ has a unity. These sign rules hold in any ring.
	A nonzero element $a \in R$ is called a zero divisor if there exists a nonzero element $b \in R$ such that $a \cdot b = 0$ or $b \cdot a = 0$.

	Zero divisors are a feature that distinguishes rings from fields: in a field, no nonzero element can be a zero divisor.

	A commutative ring with unity that contains no zero divisors is called an integral domain.



Algebraic hierarchy
A group is the most elementary of these structures. It consists of a set equipped with a single binary operation satisfying closure, associativity, the existence of an identity element, and the existence of inverses.
A ring extends this framework by introducing a second operation, multiplication, required to be associative and to distribute over addition, but not necessarily commutative and not required to admit inverses.
When the additional requirement that every nonzero element possess a multiplicative inverse is imposed on a commutative ring with unity, the structure becomes a field. The three structures thus form a chain of increasing rigidity:
	A group carries one operation with inverses.
	A ring carries two operations, with inverses guaranteed only for addition.
	A field carries two operations, with inverses guaranteed for both addition and all nonzero elements under multiplication.

The integers $\mathbb{Z}$ are the most natural example of a ring that is not a field: every integer has an additive inverse, yet $2^{-1}$ does not belong to $\mathbb{Z}.$ The rational numbers $\mathbb{Q}$, by contrast, form a field.


Examples
The set $\mathbb{Z}$ of integers, equipped with ordinary addition and multiplication, is the most simple example of a commutative ring with unity. The additive identity is $0$, the multiplicative identity is $1$, and every integer has an additive inverse. The integers form an integral domain, since the product of two nonzero integers is always nonzero.
The set of polynomials with real coefficients, denoted $\mathbb{R}[x]$, forms a commutative ring with unity under the usual addition and multiplication of polynomials. The additive identity is the zero polynomial, and the multiplicative identity is the constant polynomial $1$. This ring is also an integral domain.

Let $n$ be a positive integer. The set $\mathbb{Z}/n\mathbb{Z} = \{0, 1, \ldots, n-1\}$, equipped with addition and multiplication modulo $n$, forms a commutative ring with unity. For example, in $\mathbb{Z}/6\mathbb{Z}$ one has $2 \cdot 3 = 0$, so $2$ and $3$ are zero divisors and $\mathbb{Z}/6\mathbb{Z}$ is not an integral domain. When $n$ is prime, however, $\mathbb{Z}/n\mathbb{Z}$ contains no zero divisors and is in fact a field.
Let $F$ be a field and let $n$ be a positive integer. The set $\mathrm{M}_n(F)$ of all $n \times n$ matrices with entries in $F$ forms a ring under matrix addition and multiplication. The additive identity is the zero matrix, and the multiplicative identity is the identity matrix $I_n$. For $n \geq 2$, this ring is not commutative, since matrix multiplication does not commute in general, and it contains zero divisors.

Subrings
A subset $S$ of a ring $R$ is called a subring if $S$ is itself a ring under the operations inherited from $R$. A nonempty subset $S \subseteq R$ is a subring of $R$ if and only if it is closed under subtraction and under multiplication, that is, for all $a, b \in S$ one has $a - b \in S$ and $a \cdot b \in S$. Closure under subtraction is equivalent to requiring that $S$ be a subgroup of $(R, +)$, and closure under multiplication then ensures that the second operation is also well-defined on $S$. Every ring $R$ contains at least two subrings:
	the trivial subring $\{0\}$
	$R$ itself.

Any subring other than $R$ is called a proper subring.
As an example, the set of even integers $2\mathbb{Z} = \{\ldots, -4, -2, 0, 2, 4, \ldots\}$ is a subring of $(\mathbb{Z}, +, \cdot)$. For any two even integers $a = 2m$ and $b = 2k$, one has $a - b = 2(m-k) \in 2\mathbb{Z}$ and $a \cdot b = 4mk \in 2\mathbb{Z}$, so both conditions are satisfied. Note that $2\mathbb{Z}$ does not contain the multiplicative identity $1$ of $\mathbb{Z}$, which illustrates that a subring of a unital ring need not itself be unital.

Ideals
Ideals are the subsets that allow the construction of quotient rings, playing a role analogous to normal subgroups in group theory. A nonempty subset $I \subseteq R$
is called a left ideal of $R$ if it is closed under addition and under left multiplication by elements of $R$, that is, for all $a \in I$ and $r \in R$
one has $r \cdot a \in I$. A right ideal is defined analogously with right multiplication. A subset that is simultaneously a left and a right ideal is called a
two-sided ideal, or simply an ideal.
The set $n\mathbb{Z}$ of all multiples of a fixed integer $n$ is an ideal of
$\mathbb{Z}$: for any $a = nk \in n\mathbb{Z}$ and any $r \in \mathbb{Z}$
one has:
r \cdot a = n(rk) \in n\mathbb{Z}
Ideals are precisely the kernels of  ring homomorphisms, a fact that makes them the natural tool for constructing quotient rings and studying the structure of rings through their homomorphic images.


Ring homomorphisms and isomorphisms
A ring homomorphism is a function between two rings that preserves both operations. Given two rings $(R, +, \cdot)$ and $(S, \oplus, \odot)$, a function $\varphi : R \to S$ is a ring homomorphism if for all $a, b \in R$:
\varphi(a + b) = \varphi(a) \oplus \varphi(b)
\varphi(a \cdot b) = \varphi(a) \odot \varphi(b)
The first condition requires that $\varphi$ be a group homomorphism between the additive groups, and the second that it preserve multiplication. As a consequence, $\varphi$ maps the additive identity of $R$ to the additive identity of $S$. If both rings are unital, one often additionally requires that $\varphi(1_R) = 1_S$. The kernel and image of a ring homomorphism $\varphi : R \to S$ are defined as in the case of groups:
\ker(\varphi) = \{a \in R : \varphi(a) = 0_S\}
\qquad \mathrm{im}(\varphi) = \{\varphi(a) : a \in R\}
The kernel is always an ideal of $R$, and the image is always a subring of $S$. A homomorphism is injective if and only if its kernel contains only the additive identity of $R.$

A ring homomorphism that is injective and surjective is called a ring isomorphism. Two rings are isomorphic, written $R \cong S$, if an isomorphism between them exists. Isomorphic rings are structurally identical and share all properties that are intrinsic to their ring structure.
As an example, consider the map $\varphi : \mathbb{Z} \to \mathbb{Z}/n\mathbb{Z}$ defined by $\varphi(a) = a \bmod n$. This map preserves addition and multiplication, since $(a + b) \bmod n = (a \bmod n) + (b \bmod n)$ and analogously for multiplication. It is therefore a ring homomorphism, and its kernel is precisely $n\mathbb{Z}$, the ideal of multiples of $n$.
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Definition
A vector space is an algebraic structure that formalises the idea of quantities that can be scaled and combined linearly. The concept arises wherever one encounters objects that can be added together and multiplied by numbers in a coherent way: geometric arrows in the plane, polynomials with real coefficients, sequences of real numbers, and continuous functions on an interval all share this common pattern.
Unlike a group or a ring, which are defined on a single set, a vector space involves two distinct sets: a field $F$, whose elements are called scalars, and a set $V$, whose elements are called vectors. A vector space over $F$ is a set $V$ together with two operations, vector addition $+ : V \times V \to V$ and scalar multiplication $\cdot : F \times V \to V$, satisfying the following axioms:
	$(V, +)$ is an abelian group. In particular, there exists a zero vector $\mathbf{0} \in V$ such that $\mathbf{v} + \mathbf{0} = \mathbf{v}$ for all $\mathbf{v} \in V$, and every vector $\mathbf{v}$ has an additive inverse $-\mathbf{v}$.
	Compatibility with field multiplication: for all $\alpha, \beta \in F$ and $\mathbf{v} \in V$, one has $\alpha \cdot (\beta \cdot \mathbf{v}) = (\alpha\beta) \cdot \mathbf{v}$.
	Identity element of scalar multiplication: for all $\mathbf{v} \in V$, the multiplicative identity $1 \in F$ satisfies $1 \cdot \mathbf{v} = \mathbf{v}$.
	Distributivity of scalar multiplication over vector addition: for all $\alpha \in F$ and $\mathbf{u}, \mathbf{v} \in V$, one has $\alpha \cdot (\mathbf{u} + \mathbf{v}) = \alpha \cdot \mathbf{u} + \alpha \cdot \mathbf{v}$.
	Distributivity of scalar multiplication over field addition: for all $\alpha, \beta \in F$ and $\mathbf{v} \in V$, one has $(\alpha + \beta) \cdot \mathbf{v} = \alpha \cdot \mathbf{v} + \beta \cdot \mathbf{v}$.

The field $F$ over which $V$ is defined is called the scalar field of $V$. In most applications encountered at the undergraduate level, $F$ is either $\mathbb{R}$ or $\mathbb{C}$, and one speaks of a real vector space or a complex vector space accordingly.


Properties
Several elementary consequences follow directly from the axioms. For any scalar $\alpha \in F$ and any vector $\mathbf{v} \in V$, multiplication by zero satisfies $0 \cdot \mathbf{v} = \mathbf{0}$. To see this, one writes $0 \cdot \mathbf{v} = (0 + 0) \cdot \mathbf{v} = 0 \cdot \mathbf{v} + 0 \cdot \mathbf{v}$ and cancels $0 \cdot \mathbf{v}$ from both sides using the group structure of $(V, +)$. Similarly, for any $\mathbf{v} \in V$ one has $\alpha \cdot \mathbf{0} = \mathbf{0}$ and $(-1) \cdot \mathbf{v} = -\mathbf{v}$.
If $\alpha \cdot \mathbf{v} = \mathbf{0}$, then either $\alpha = 0$ or $\mathbf{v} = \mathbf{0}$. This is a direct consequence of the invertibility of nonzero scalars: if $\alpha \neq 0$, then $\mathbf{v} = 1 \cdot \mathbf{v} = (\alpha^{-1}\alpha) \cdot \mathbf{v} = \alpha^{-1} \cdot (\alpha \cdot \mathbf{v}) = \alpha^{-1} \cdot \mathbf{0} = \mathbf{0}$. This property is the vector space analogue of the absence of zero divisors in a field, and it plays a central role in the theory of linear independence.

Algebraic hierarchy
Vector spaces occupy a position at the top of the standard hierarchy of algebraic structures, depending essentially on the presence of a field of scalars.
A group consists of a set with a single operation admitting inverses. A ring introduces a second operation that need not be invertible. A field requires both operations to be fully invertible on nonzero elements. A vector space then takes a field as a given and builds a new structure on top of it, one in which the field acts on a separate set of vectors by scaling. The three structures form a chain of increasing rigidity:
	A group carries one operation with inverses.
	A ring carries two operations, with inverses guaranteed only for addition.
	A field carries two operations, with inverses guaranteed for both addition and all nonzero elements under multiplication.

A vector space is not itself a further step in this chain but rather a structure that presupposes a field. Every vector space over $\mathbb{R}$ or $\mathbb{C}$ depends on the field axioms being in force for its scalar multiplication to be well-defined.


Examples
The set $\mathbb{R}^n$ of all ordered $n$-tuples of real numbers is a vector space over $\mathbb{R}$ under componentwise addition and scalar multiplication. For $n = 2$, addition is defined by $(a_1, a_2) + (b_1, b_2) = (a_1 + b_1,\, a_2 + b_2)$ and scalar multiplication by $\alpha \cdot (a_1, a_2) = (\alpha a_1,\, \alpha a_2)$. The zero vector is $(0, 0)$. This is the prototype of a finite-dimensional real vector space, and it provides the geometric intuition underlying the general theory.
The set $\mathbb{C}^n$ of all ordered $n$-tuples of complex numbers is a vector space over $\mathbb{C}$ under the analogous operations. It can also be regarded as a vector space over $\mathbb{R}$, though in that case its dimension doubles: $\mathbb{C}^n$ as a real vector space has dimension $2n$.

The set $\mathbb{R}[x]_{\leq n}$ of all polynomials with real coefficients of degree at most $n$ is a vector space over $\mathbb{R}$ under the usual addition of polynomials and multiplication of a polynomial by a real constant. The zero vector is the zero polynomial. A natural basis for this space is $\{1, x, x^2, \ldots, x^n\}$, which contains $n+1$ elements, so the dimension of this space is $n+1$.
The set $\mathcal{C}([a,b])$ of all continuous real-valued functions on a closed interval $[a,b]$ is a vector space over $\mathbb{R}$ under pointwise addition and scalar multiplication: $(f + g)(x) = f(x) + g(x)$ and $(\alpha f)(x) = \alpha f(x)$. This space is infinite-dimensional, since the polynomials of all degrees form a linearly independent subset with no finite spanning set.

Subspaces
A nonempty subset $W \subseteq V$ is called a subspace of $V$ if $W$ is itself a vector space over $F$ under the operations inherited from $V$. Rather than verifying all axioms separately, it suffices to check two conditions: for all $\mathbf{u}, \mathbf{v} \in W$ and all $\alpha \in F$, one requires $\mathbf{u} + \mathbf{v} \in W$ and $\alpha \cdot \mathbf{v} \in W$. These two conditions together are called closure under linear combinations. The zero vector $\mathbf{0}$ must belong to every subspace, since setting $\alpha = 0$ gives $0 \cdot \mathbf{v} = \mathbf{0} \in W$.
As an example, the set $W = \{(x, y) \in \mathbb{R}^2 : y = 2x\}$ is a subspace of $\mathbb{R}^2$. For any two vectors $(x_1, 2x_1)$ and $(x_2, 2x_2)$ in $W$, their sum $(x_1 + x_2,\, 2x_1 + 2x_2) = (x_1 + x_2,\, 2(x_1+x_2))$ belongs to $W$, and for any scalar $\alpha \in \mathbb{R}$ the vector $\alpha(x_1, 2x_1) = (\alpha x_1,\, 2\alpha x_1)$ also belongs to $W$. Both conditions are satisfied, so $W$ is a subspace of $\mathbb{R}^2$. Geometrically, $W$ is the line through the origin with slope $2$.
The diagram illustrates the two closure conditions on the subspace $W = \{(x, y) \in \mathbb{R}^2 : y = 2x\}$. Any vector in $W$ lies on the line through the origin with slope $2$. Adding two such vectors or multiplying one by a scalar always produces a vector that remains on the same line, confirming that $W$ is closed under both operations.


Basis and dimension
A set of vectors $\{\mathbf{v}_1, \mathbf{v}_2, \ldots, \mathbf{v}_n\}$ in $V$ is called linearly independent if the only solution to the equation
\alpha_1 \mathbf{v}_1 + \alpha_2 \mathbf{v}_2 + \cdots + \alpha_n \mathbf{v}_n = \mathbf{0}
is $\alpha_1 = \alpha_2 = \cdots = \alpha_n = 0$. A set of vectors that is not linearly independent is called linearly dependent, meaning that at least one vector in the set can be expressed as a linear combination of the others. A basis of $V$ is a linearly independent set of vectors that spans $V$, meaning every vector in $V$ can be written as a linear combination of the basis vectors. The representation of any vector in terms of a given basis is unique. If
\mathbf{v} = \alpha_1 \mathbf{v}_1 + \cdots + \alpha_n \mathbf{v}_n = \beta_1 \mathbf{v}_1 + \cdots + \beta_n \mathbf{v}_n
then subtracting yields:
(\alpha_1 - \beta_1)\mathbf{v}_1 + \cdots + (\alpha_n - \beta_n)\mathbf{v}_n = \mathbf{0}
and linear independence forces $\alpha_k = \beta_k$ for all $k$.

One of the fundamental theorems of linear algebra states that any two bases of the same vector space contain the same number of elements. The argument rests on the observation that if a set of $m$ vectors spans $V$ and a set of $n$ vectors is linearly independent in $V$, then necessarily $n \leq m$. Applying this inequality twice, once in each direction, to any two bases forces their cardinalities to be equal. This common cardinality is called the dimension of $V$ and is denoted $\dim V$.
The standard basis of $\mathbb{R}^n$ consists of the $n$ vectors $\mathbf{e}_1, \mathbf{e}_2, \ldots, \mathbf{e}_n$, where $\mathbf{e}_k$ has a $1$ in position $k$ and $0$ everywhere else. For example, in $\mathbb{R}^3$ the standard basis is the following:
\mathbf{e}_1 = (1, 0, 0), \quad \mathbf{e}_2 = (0, 1, 0), \quad \mathbf{e}_3 = (0, 0, 1)
Every vector $(a, b, c) \in \mathbb{R}^3$ can be written uniquely as $a\,\mathbf{e}_1 + b\,\mathbf{e}_2 + c\,\mathbf{e}_3$, confirming that these three vectors form a basis and that $\dim \mathbb{R}^3 = 3$.

Linear maps
A linear map, or linear transformation, is a function $\varphi : V \to W$ between two vector spaces over the same field $F$ that preserves the vector space structure. Explicitly, $\varphi$ is linear if for all $\mathbf{u}, \mathbf{v} \in V$ and all $\alpha \in F$ the following two conditions hold:
\varphi(\mathbf{u} + \mathbf{v}) = \varphi(\mathbf{u}) + \varphi(\mathbf{v})
\varphi(\alpha \cdot \mathbf{v}) = \alpha \cdot \varphi(\mathbf{v})
These two conditions can be combined into the single requirement that $\varphi(\alpha \mathbf{u} + \beta \mathbf{v}) = \alpha\varphi(\mathbf{u}) + \beta\varphi(\mathbf{v})$ for all $\alpha, \beta \in F$ and $\mathbf{u}, \mathbf{v} \in V$. A linear map that is bijective is called a linear isomorphism, and two vector spaces are isomorphic if a linear isomorphism between them exists. A fundamental result states that every $n$-dimensional vector space over $F$ is isomorphic to $F^n,$ so finite-dimensional vector spaces are completely classified by their dimension and their scalar field.
The kernel and image of a linear map $\varphi : V \to W$ are defined as follows:
\ker(\varphi) = \{\mathbf{v} \in V : \varphi(\mathbf{v}) = \mathbf{0}\}
\mathrm{im}(\varphi) = \{\varphi(\mathbf{v}) : \mathbf{v} \in V\}
Both $\ker(\varphi)$ and $\mathrm{im}(\varphi)$ are subspaces of $V$ and $W$ respectively. The dimension theorem, also known as the rank-nullity theorem, states that for any linear map between finite-dimensional spaces the following identity holds:
\dim V = \dim \ker(\varphi) + \dim \mathrm{im}(\varphi)
The dimension of $\mathrm{im}(\varphi)$ is called the rank of $\varphi$ and the dimension of $\ker(\varphi)$ is called its nullity. The rank-nullity theorem is one of the central results of linear algebra and underlies the theory of systems of linear equations, the analysis of matrices, and the classification of linear maps between finite-dimensional spaces.

Example
Consider the linear map $\varphi : \mathbb{R}^3 \to \mathbb{R}^2$ defined by the following assignment:
\varphi(x, y, z) = (x + y,\; y + z)
To verify linearity, one checks that:
\varphi(\mathbf{u} + \mathbf{v}) = \varphi(\mathbf{u}) + \varphi(\mathbf{v})
\varphi(\alpha \mathbf{v}) = \alpha \varphi(\mathbf{v})
hold for all vectors and scalars, which follows immediately from the linearity of addition and scalar multiplication in $\mathbb{R}^3$. The kernel consists of all vectors $(x, y, z)$ satisfying $x + y = 0$ and $y + z = 0$, that is, $x = -y$ and $z = -y$. Every element of $\ker(\varphi)$ therefore has the form:
(-y, y, -y) = y(-1, 1, -1)
for some $y \in \mathbb{R}$, so the kernel is the one-dimensional subspace spanned by $(-1, 1, -1)$. The image is all of $\mathbb{R}^2$, since for any $(a, b) \in \mathbb{R}^2$ the vector $(a, 0, b)$ satisfies $\varphi(a, 0, b) = (a, b)$, which shows that $\varphi$ is surjective and thus $\dim \mathrm{im}(\varphi) = 2$. The rank-nullity theorem is verified:
\dim \mathbb{R}^3 = \dim \ker(\varphi) + \dim \mathrm{im}(\varphi) = 1 + 2 = 3
The solution is therefore that $\ker(\varphi)$ is the line through the origin in direction $(-1, 1, -1)$ and $\mathrm{im}(\varphi) = \mathbb{R}^2$.
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About
Algebrica is a mathematical knowledge base dedicated to clarity, structure, and conceptual coherence. It covers core areas of pure and applied mathematics (algebra, calculus, geometry, trigonometry, probability, and selected advanced topics) developing each subject with precision and situating it within a broader logical framework.
Each entry is written to balance accessibility with rigor. Definitions are contextualized, identities are motivated, and results are connected to the principles that support them. The objective is not to provide quick answers, but to cultivate understanding that extends beyond individual exercises.
The platform is designed according to a minimalist visual philosophy: black and white, free of decorative elements, with no animations or unnecessary graphics. This is not an aesthetic choice made for its own sake. It reflects a view of mathematics itself: precise, elegant, and indifferent to ornament. The interface exists to preserve attention rather than to attract it.
Algebrica does not replace university courses or formal instruction. It complements them, offering a distraction-free reference space where essential ideas can be revisited, clarified, and connected. It is not an automated problem-solving tool, and it is not designed for readers seeking quick results. It is designed for readers who value reasoning, structure, and disciplined progression.
The project is long-term and continuously refined, built around the steady construction of a coherent mathematical archive rather than around trends or advertising.
Author’s note
Algebrica is an independent project developed and curated personally, with the aim of presenting mathematical theory in a structured and coherent way, while gradually expanding toward more advanced topics. The project grows steadily. New entries, refinements, and cross-connections are added over time as parts of an increasingly integrated body of work. The intention is consistency and depth rather than speed.
Alongside theoretical content, exercises are accompanied by detailed, step-by-step solutions. Each solution is written to clarify the underlying principles, reference the relevant results, and suggest strategic approaches that help navigate complex calculations. Any inaccuracies that remain are entirely my responsibility. Constructive feedback is always welcome.
Antonio Lupetti
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Introduction
Absolute value equations are a particular class of equations in which the variable $x$ appears within an absolute value expression. The absolute value represents how far a number is from zero on the number line, regardless of its sign. It transforms any real number into its non-negative counterpart according to the following rule:
|x| = \begin{cases} +x & \text{if } x \geq 0 \quad \forall \, x \in \mathbb{R} \\[0.6em] -x & \text{if } x < 0 \quad \forall \, x \in \mathbb{R} \end{cases}
When solving an equation that involves an absolute value, it is essential to consider both possible cases (positive and negative) since the sign of the expression inside the bars determines which definition must be applied. This process often leads to two separate linear equations that need to be examined individually.
Properties
The absolute value function $|x|$ obeys several essential algebraic properties that describe how it interacts with basic arithmetic operations and comparisons. Understanding these rules is fundamental when simplifying expressions or solving equations that include absolute values. The following list summarizes the key properties that characterize the behavior of absolute values in real numbers:
|x| = |-x| \quad \forall x \in \mathbb{R}

|x \cdot y| = |x| \cdot |y| \quad \forall x, y \in \mathbb{R}

|x| = |y| \iff x = \pm y \quad \forall x, y \in \mathbb{R}

|x| \leq |y| \iff x^2 \leq y^2 \quad \forall x, y \in \mathbb{R}

\left| \frac{x}{y} \right| = \frac{|x|}{|y|} \quad \forall x, y \in \mathbb{R},\\ y \ne 0

\sqrt{x^2} = |x| \quad \forall x \in \mathbb{R}
These properties are useful for manipulating expressions involving absolute values and for simplifying calculations when solving related equations.
Solving absolute value equations
To solve equations involving absolute values, it is necessary to analyze the expression inside the bars and consider the possible signs it can assume. The general approach depends on the type of equation: whether the absolute value is equal to a constant or to another expression. In each case, the solution process involves separating the equation into distinct cases, reflecting the definition of the absolute value function.
Let’s consider the basic case:
|A(x)| = a
In general, if $a \geq 0$, the equation is equivalent to $A(x) = a$ or $A(x) = -a$. If $a < 0$, the equation has no solution. For example, the equation $|3 + 2x| = -2$ has no solution because the absolute value of an expression can never be negative.

Let’s now consider the case:
|A(x)| = B(x)
and solving it requires taking into account the sign of the absolute value when performing the calculations.
Example 1
Let’s solve the equation:
|2x - 4| = x + 1

First, we analyze the sign of the expression inside the absolute value. We have $2x - 4 \geq 0$, which leads to $x \geq 2$.
According to (1), the equation becomes:
|2x - 4| = \begin{cases} 2x-4 & \text{if } x \geq 2\\[0.5em] -2x+4 & \text{if } x < 2 \end{cases}

Let’s now solve the first system given by:
\begin{cases} x \geq 2 \\[0.5em] 2x - 4 = x + 1 \end{cases}
\begin{cases} x \geq 2 \\[0.5em] 2x - x = + 1 + 4 \rightarrow x = 5 \end{cases}
This solution is acceptable because it satisfies the condition $x \geq 2$.
What we have just seen is a system of inequalities with one variable and two inequalities. Explore the related entry to learn more about the solving process and how to handle more complex cases.

Let’s now solve the second system given by:
\begin{cases} x < 2 \\[0.5em] -2x + 4 = x + 1 \end{cases}
\begin{cases} x < 2 \\[0.5em] -2x -x =+ 1 - 4\rightarrow -3x = -3 \rightarrow x = 1 \end{cases}
This solution is acceptable because it satisfies the condition $x < 2$.
The solution to the equation is:
x= 1 \quad x=5
Example 2
Let’s solve the equation:
\frac{|3x|}{|x+1|} = |x|
We are dealing with a rational equation for which it is necessary to determine the conditions of existence, which in this case correspond to the values of $x$ that make the denominator zero. The denominator becomes zero when $x = -1$, so this value must be excluded from the set of solutions.

Using the properties of absolute value, we can rewrite the equation as:
3 \left| \frac{x}{x+1} \right| = |x|

We must therefore analyze the signs of the expressions. Let’s start by considering the following case:
\frac{3x}{x+1} = x \rightarrow 3x = x^2 + x \rightarrow x^2 -2x \rightarrow x(x - 2)
We have obtained a straightforward quadratic equation whose solutions are:
x=0 \quad x= 2
Both solutions are acceptable because they are different from $-1$.
We solved the quadratic equation without using the quadratic formula, by factoring the corresponding polynomial and finding the values of $x$ that make each linear factor equal to zero.

Let’s now consider the case:
\frac{3x}{x+1} = -x \rightarrow 3x = -x^2 - x \rightarrow x^2 + 4x \rightarrow x(x +4)
Proceeding as above we have obtained a straightforward quadratic equation whose solutions are:
x=0 \quad x= -4
Both solutions are acceptable because they are different from $-1$.
The solution to the equation is:
x=-4 \quad x=0 \quad x= 2
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Introduction
The absolute value of a number, is defined as follows:
|x| = \begin{cases} +x & \text{if } x \geq 0 \\[0.5em] -x & \text{if } x < 0 \end{cases} \quad \forall \, x \in \mathbb{R}
The absolute value function assigns to each real number its distance from zero on the number line. This means that negative numbers are mapped to their positive counterparts, while positive numbers remain unchanged, since distance is always non-negative.
[image: Geometrically, the absolute value of x, written |x|, represents the distance between x and 0 on the number line.]
More generally, the absolute value expression $|x - a|$ can be interpreted as the distance between the point $x$ and the point $a$ on the number line. We have:
|x-a| = |a-x|
In fact, we can observe that $a - x$ is simply the opposite of $x - a$; in other words $a - x = -(x - a)$. It follows that $|a - x| = |- (x - a)| = |x - a|$. This shows that the two expressions have the same absolute value, even though the terms inside the parentheses appear in reverse order.
Graph and symmetry of the absolute value function
The absolute value function is:
y = |x| = \begin{cases} +x & \text{if } x \geq 0 \\[0.5em] -x & \text{if } x < 0 \end{cases}
The graph of $y= |x|$ is:
[image: The graph of the absolute value function is symmetric with respect to the y-axis. This symmetry implies that the function is even.]

The graph of the absolute value function $|x|$ is symmetric with respect to the y-axis. This symmetry implies that the function is even, meaning it satisfies the identity:
|{-x}| = |x| \quad \text{for all } x \in \mathbb{R}
Properties
	  Domain: $\mathbb{R}$.
	  Range: $\mathbb{R}^+_0$.
	  The function is decreasing on $(-\infty, 0]$and increasing on $[0, +\infty)$.
	  The function is even, since $|{-x}| = |x|$.
	  The function is continuous over the entire real line $\mathbb{R}$.
	  The function is differentiable everywhere except at $x = 0$ where it has a corner point.
	  The function has an absolute minimum at $x = 0$, where $|x| = 0$ and it has no maximum.
	  Limits as $x$ approaches the extremes of the domain:

\begin{align} \lim_{x \to -\infty} |x| &= +\infty \\[0.5em] \lim_{x \to +\infty} |x| &= +\infty \end{align}
How to graph the absolute value of a function: flip the negative part
Let us consider the parabola defined by the equation
y = x^2 - 1
This graph includes a portion of the curve that lies below the x-axis, specifically in the interval where the function takes negative values.
[image: ]
To find this interval, we solve:
x^2 - 1 < 0 \rightarrow -1 < x < 1.
So, the function $y = x^2 - 1$ is negative on the open interval $(-1, 1)$, and the graph dips below the x-axis in that region.

To graph the function $f(x) = |x^2 - 1|$, we start from the graph of $y = x^2 - 1$. We leave unchanged the portions of the graph that lie on or above the x-axis, and we reflect across the x-axis all portions that were originally below it. We obtain:
[image: ]
This transformation ensures that all function values become non-negative, as required by the absolute value.
Limits, derivatives, and integrals of the absolute value function
The fundamental limit associated with the absolute value function is:
\lim_{x \to 0} \frac{|x|}{x}
 This limit does not exist, because the left-hand and right-hand limits are different:
\lim_{x \to 0^-} \frac{|x|}{x} = -1 \quad \text{and} \quad \lim_{x \to 0^+} \frac{|x|}{x} = 1
 This behavior highlights the non-differentiability of $|x|$ at $x = 0$.

The derivative of the absolute value function is defined piecewise as:
\frac{d}{dx} |x| = \begin{cases} 1 & \text{if } x > 0 \\[0.5em] -1 & \text{if } x < 0 \end{cases}
 The derivative does not exist at $x = 0$, because the function has a sharp corner at that point.

The indefinite integral of the absolute value function is:
\int |x| \, dx = \frac{x^2 \cdot \operatorname{sgn}(x)}{2} + c
 where $\operatorname{sgn}(x)$ is the sign function, defined as:
\operatorname{sgn}(x) = \begin{cases} -1 & \text{if } x < 0 \\[0.5em] 0 & \text{if } x = 0 \\[0.5em] 1 & \text{if } x > 0 \end{cases}
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Introduction
Kinematics is the study of the motion of objects, describing their position, velocity, and acceleration over time. Before diving into a detailed explanation of these phenomena, it is essential to introduce some key concepts.
	  A material point is an idealized object whose size is considered negligible relative to the distances involved in its motion.
	  The trajectory is the path traced by a material point as it moves through space.
	  A motion is said to be rectilinear if its trajectory lies along a straight line.

If a material point moves along a straight-line path under constant acceleration, meaning that the rate of change of velocity remains uniform over time, the motion is called uniformly accelerated rectilinear motion.
Acceleration
Let us consider a particle moving along a straight-line trajectory, where the position as a function of time is not described by a linear equation. Let $P_1$ and $P_2$ denote two positions of the material point along the $x$-axis at times $t_1$ and $t_2$, respectively. We denote by $\mathbf{v}_1$ and $\mathbf{v}_2$ the corresponding velocity vectors, with $\mathbf{v}_1 \neq \mathbf{v}_2$. The vector acceleration is defined as the following limit:
\mathbf{a} = \lim_{\Delta t \to 0} \frac{\Delta \mathbf{v}}{\Delta t} = \frac{d\mathbf{v}}{dt}
We have seen, by analyzing the velocity, that:
\lim_{\Delta t \to 0} \frac{\Delta \mathbf{r}}{\Delta t} = \frac{d\mathbf{r}}{dt} = \mathbf{v}
Thus, we have:
\mathbf{a} = \frac{d}{dt}\left( \frac{d\mathbf{r}}{dt} \right) = \frac{d^2 \mathbf{r}}{dt^2}

Starting from the general expression of acceleration it is possible to introduce the concept of tangential acceleration As a point $P$ travels along a given path, the acceleration vector $\mathbf{a}$ can be broken down into two components:
	  One tangential to the trajectory.
	  One normal to the trajectory (also called centripetal acceleration that points toward the center of the curvature of the path).

The tangential acceleration, denoted by $\mathbf{a}_t$, corresponds to the variation of the speed over time. It is defined as:
a_t = \frac{dv}{dt} = \mathbf{i} \, a_t
where $v$ represents the magnitude of the velocity vector $\mathbf{v}$ and $\mathbf{i}$ represents a directed and oriented vector.
[image: The acceleration vector consists of two parts: a tangential component and a normal component.]
	  If the magnitude of the velocity changes, there is tangential acceleration $(a_t \neq 0)$.
	  If the magnitude of the velocity remains constant, the tangential acceleration is zero $(a_t = 0)$.


Uniformly accelerated motion is a type of motion in which the tangential acceleration $a_t$ is constant at every point and equal to the average acceleration over any time interval. We have:
\frac{v - v_0}{t-t_0} = a_t
Starting from this formula, solving for $v$ and assuming $t_0 = 0$, we obtain:
v = v_0 + a_t t
In this way, derived the expression for velocity based on the definition of acceleration. Starting from the expression of velocity as a function of time we can derive the equation of motion by integrating with respect to time:
y = \int_0^t v(t) \, dt = \int_0^t (v_0 + a_t t) \, dt
Evaluating the integral, we obtain:
y = v_0 t + \frac{1}{2} a_t t^2
where $y$ represents the displacement of the material point along the trajectory as a function of time.
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Introduction
The definition of a limit offers a framework for describing how a function $f(x)$ approaches a specific value near a given point $x_0$. This definition by itself is not enough for practical calculations. In most cases, we deal with limits when functions are added, multiplied, composed, or divided.
The algebra of limits consists of operational rules derived directly from the formal definition of a limit. These rules illustrate the structural compatibility between limits and standard algebraic operations. To illustrate these rules, it is assumed that $L$ and $M$ are real numbers such that:
\lim_{x \to x_0} f(x) = L \quad \text{and} \quad \lim_{x \to x_0} g(x) = M
Limit of a sum
When two functions approach finite values near a point, the sum of the functions approaches the sum of those values. Specifically, if $f(x)$ remains close to $L$ and $g(x)$ remains close to $M$, then their combined variation remains close to $L + M$. Formally we have:
\lim_{x \to x_0} \big(f(x) + g(x)\big) = L + M
This property follows directly from the definition of a limit. For any tolerance around $L + M$, the deviations of $f(x)$ and $g(x)$ can be controlled independently to ensure that their combined deviation remains within the prescribed bound. Consider, for instance, the following expressions that involve sine and cosine functions:
f(x) = \frac{\sin x}{x} \quad g(x) = \frac{1 - \cos x}{x^2}
and suppose we wish to compute the sum:
\lim_{x \to 0} \big(f(x) + g(x)\big)
Neither function is defined at $x = 0$, which prevents evaluating the limit by direct substitution. Nevertheless, two established results from the analysis provide:
\lim_{x \to 0} \frac{\sin x}{x} = 1 \quad \lim_{x \to 0} \frac{1 - \cos x}{x^2} = \frac{1}{2}
By the sum rule for limits, we conclude:
\lim_{x \to 0} \big(f(x) + g(x)\big) = 1 + \frac{1}{2} = \frac{3}{2}
This example demonstrates the utility of the sum rule. Instead of analysing the combined expression directly, which would require substantial algebraic manipulation, the rule permits decomposition of the problem into two independent limits, each of which can be addressed separately.
Limit of a difference
A similar argument applies to subtraction. If two functions approach $L$ and $M$, then their difference approaches $L - M$. The algebraic properties of the real numbers ensure that subtraction is consistent with the limit process.
\lim_{x \to x_0} \big(f(x) - g(x)\big) = L - M
The proof parallels that of the sum because subtraction can be interpreted as the addition of the additive inverse. For instance consider the functions:
f(x) = \frac{1 - \cos x}{x^2} \quad g(x) = \frac{\sin^2 x}{2x^2}
 Suppose we wish to compute the difference:
\lim_{x \to 0} \big(f(x) - g(x)\big)
 Neither function is defined at $x = 0$, so direct substitution is not available. However, two known results give:
\lim_{x \to 0} \frac{1 - \cos x}{x^2} = \frac{1}{2} \quad \lim_{x \to 0} \frac{\sin^2 x}{2x^2} = \frac{1}{2}
The second result comes from the fact that $\lim_{x \to 0} \frac{\sin x}{x} = 1$. Using the difference rule for limits, we find:
\lim_{x \to 0} \big(f(x) - g(x)\big) = \frac{1}{2} - \frac{1}{2} = 0
 At first, this result is not obvious from the combined expression:
\frac{1 - \cos x}{x^2} - \frac{\sin^2 x}{2x^2}
because each term approaches $\frac{1}{2}$, and finding their difference takes some careful work. The difference rule, like the sum rule, lets us break the problem into two simpler limits, which makes the calculation easier.
Limit of a constant multiple
If a function gets closer to a value $L$, multiplying it by a constant will also multiply the limit by that constant. This shows that limits behave linearly. In general, for any real constant $c$, we have:
\lim_{x \to x_0} c\,f(x) = cL
The constant does not affect the limit but just changes the final value by scaling it. To analyse this case, suppose we want to find:
\lim_{x \to 0} 3 \frac{\ln(1 + x)}{x}
The logarithmic function is not defined at $x = 0$, so we can’t use direct substitution. However, a well-known result from analysis tells us:
\lim_{x \to 0} \frac{\ln(1 + x)}{x} = 1
Using the constant multiple rule for limits, we get:
\lim_{x \to 0} 3 \cdot \frac{\ln(1 + x)}{x} = 3 \cdot 1 = 3
Limit of a product
If two functions get close to certain values near a point, their product also gets close to the product of those values. For example, if $f(x)$ stays near $L$ and $g(x)$ stays near $M$, then their product stays near $L \cdot M$:
\lim_{x \to x_0} \big(f(x) \cdot g(x)\big) = L \cdot M
The key idea behind this rule is that both factors can be controlled independently near $x_0$, and their combined effect remains bounded. To illustrate this, consider the following functions:
f(x) = \frac{e^x - 1}{x} \quad g(x) = \frac{\ln(1 + x)}{x}
Neither function is defined at $x = 0$, so direct substitution is not available. However, both are remarkable limits whose values are known:
\lim_{x \to 0} \frac{e^x - 1}{x} = 1 \quad \lim_{x \to 0} \frac{\ln(1 + x)}{x} = 1
By the product rule, we can now compute the limit of their product:
\lim_{x \to 0} \frac{(e^x - 1)\ln(1 + x)}{x^2} = 1 \cdot 1 = 1
Limit of a quotient
When dividing two or more limits, there is an important restriction to keep in mind. If $g(x)$ gets close to a nonzero value $M \neq 0$, the quotient acts normally near $x_0$. But if the denominator’s limit is zero, the result can become unpredictable. Assuming $M \neq 0$, we have:
\lim_{x \to x_0} \frac{f(x)}{g(x)} = \frac{L}{M}
The main idea is that because $g(x)$ stays close to a nonzero number near $x_0$, it does not get close to zero there. This ensures the quotient does not give rise to any division-by-zero issues near $x_0$, and the limit behaves as expected. Let’s look at the following functions to analyse this case:
f(x) = \frac{e^x - 1}{x} \quad g(x) = \frac{x^2 + 1}{x + 1}
Suppose we want to find the quotient:
\lim_{x \to 0} \frac{f(x)}{g(x)}
The function $f(x)$ is not defined at $x = 0$, so we cannot use direct substitution for the numerator. However we know that:
\lim_{x \to 0} \frac{e^x - 1}{x} = 1
For the denominator, we can use direct substitution because $g(x)$ is defined at $x = 0$:
\lim_{x \to 0} \frac{x^2 + 1}{x + 1} = \frac{0 + 1}{0 + 1} = 1
 Since the denominator’s limit is $M = 1$ and not zero, we can use the quotient rule and get:
\lim_{x \to 0} \frac{f(x)}{g(x)} = \frac{1}{1} = 1
This example shows why it is important to check that the denominator’s limit is not zero before using the quotient rule. In this case, $g(x)$ stays close to $1$ near $x = 0$, so there is no risk of dividing by zero.
Limits of powers and polynomials
When we have repeated multiplication, we encounter limits on powers. If $f(x)$ approaches $L$, then for any positive integer $n$ we have:
\lim_{x \to x_0} (f(x))^n = L^n
This property means you can find the limit of a polynomial by plugging the limiting value into the polynomial. Since polynomials use only sums and products, they follow the same rules for limits as these operations. Consider the following function limit:
\lim_{x \to 0} \left(\frac{e^x - 1}{x}\right)^4
The function is not defined at $x = 0$, so direct substitution is not available. However, as a remarkable limit, we know that:
\lim_{x \to 0} \frac{e^x - 1}{x} = 1
If we use the power rule with $n = 4$, we get:
\lim_{x \to 0} \left(\frac{e^x - 1}{x}\right)^4 = 1^4 = 1
The power rule allows us to avoid expanding the expression directly, which would make the calculation much harder. Instead, once the limit of the base function is known, we just raise that value to the required power in a single step:
\left(\frac{e^x - 1}{x}\right)^4 \to 1^4 = 1
Limit of a Composition
We now consider the case of function composition. Given two functions $\varphi$ and $f$, their composition $\varphi(f(x))$ consists of applying $f$ first and then $\varphi$ to the result. Suppose that:
\lim_{x \to x_0} f(x) = L
Now, if $\varphi$ is continuous at $L$, the limit can be taken through the function:
\lim_{x \to x_0} \varphi(f(x)) = \varphi(L)
This property connects the algebra of limits with continuity. The continuity of $\varphi$ ensures that small variations in the input near $L$ produce small variations in the output. Without continuity, this rule cannot be guaranteed.
For instance, consider the following function:
f(x) = \frac{\ln(1 + x)}{x} \quad \varphi(t) = \sqrt{t}
Suppose we want to find the limit:
\lim_{x \to 0} \sqrt{\frac{\ln(1 + x)}{x}}
The function $f(x)$ is not defined at $x = 0$, so direct substitution is not available. However, this is one of the remarkable limits, and its value is known to be:
\lim_{x \to 0} \frac{\ln(1 + x)}{x} = 1
Since $\varphi(t) = \sqrt{t}$ is continuous at $t = 1$, the limit can be taken through the outer function:
\lim_{x \to 0} \sqrt{\frac{\ln(1 + x)}{x}} = \sqrt{1} = 1
This example shows that the composition rule reduces the problem to two separate steps: first identifying the limit of the inner function, and then evaluating the outer function at that value. This procedure is justified only if $\varphi$ is continuous at $L = 1$.
Summary
Sum
\lim_{x \to x_0} \big(f(x) + g(x)\big) = L + M
Difference
\lim_{x \to x_0} \big(f(x) - g(x)\big) = L - M
Constant multiple
\lim_{x \to x_0} c\,f(x) = cL
Product
\lim_{x \to x_0} \big(f(x) \cdot g(x)\big) = L \cdot M
Quotient
\lim_{x \to x_0} \frac{f(x)}{g(x)} = \frac{L}{M} \quad M \neq 0
Power
\lim_{x \to x_0} \big(f(x)\big)^n = L^n
Composition
\lim_{x \to x_0} \varphi(f(x)) = \varphi(L) \quad \varphi \text{ continuous at } L
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Introduction
Analyzing the graph of a function $y=f(x)$ allows us to analyze its behavior and key characteristics, providing valuable insights into its mathematical properties. It is a structured process that can be efficiently carried out by following a precise analytical framework, which consists of the following steps.
	  Determine the domain by identifying the set of real numbers where the function is defined.
	  Check for symmetry to see if the function is even or odd.
	  Find intercepts by locating points where the graph crosses the $x$-axis and $y$-axis.
	  Analyze the sign of the function to determine where it is positive or negative.
	  Identify asymptotes, including horizontal, vertical, or oblique boundaries.
	  Use the first derivative to find increasing and decreasing intervals.
	  Apply the second derivative to study concavity and detect inflection points.
	  Provide a qualitative representation of the function’s graph.

Domain
The first step in analyzing a function is to determine its domain, the set of all real numbers for which the function is well-defined. The domain depends on the type of function being analyzed. Identifying the domain is crucial because it establishes the input values for which the function can be evaluated and graphed. To find the domain, we examine the function’s expression and identify any mathematical constraints that may restrict certain values of $x$.
Let us consider the function $y = x^3 - 2x$ as an example. This is a polynomial function of the form:
y = a_n x^n + a_{n-1} x^{n-1} + \dots + a_1 x + a_0
 where $a_n, a_{n-1}, \dots, a_0$ are real coefficients, and $n$ is the degree of the polynomial.
Since polynomial functions are defined for all real numbers, the domain of this function is $\mathbb{R}$.
Symmetry
The following step is determining whether the function exhibits symmetry with respect to the $y$-axis or the origin.
	  A function $y=f(x)$ is classified as even if it satisfies the condition $f(-x) = f(x) \quad \forall x \in D.$ This implies that the graph is symmetric with respect to the $y$-axis.

	  A function $y=f(x)$ is classified as odd if it satisfies the condition $f(-x) = -f(x) \quad \forall x \in D.$ This implies that the graph is symmetric with respect to the origin.


To determine whether the function $f(x) = x^3 - 2x$ is even or odd, we compute $f(-x)$. Substituting ( -x ) in place of ( x ) we have:
\begin{align} f(-x) &= (-x)^3 - 2(-x) \\[0.5em] &= -x^3 + 2x \end{align}

Calculating $-f(x)$ we obtain:
\begin{align} -f(x) &= -(x^3 - 2x) \\[0.5em] &= -x^3 + 2x \end{align}
Since $f(-x) = -f(x)$, the function is odd, meaning it is symmetric with respect to the origin.
Intersections with the cartesian axes
Once the symmetry has been studied, the next step is to determine the points where the function intersects the Cartesian axes. These include:
	  $x$-intercepts, obtained by solving $f(x) = 0$.
	  $y$-intercept, given by $f(0)$ when the function is defined at $x = 0$.

To determine the intersection points with the $y$-axis, we set $x = 0$ in the function $f(x)$. We have:
f(0) = 0^3 - 2(0) = 0
Thus, the function intersects the $y$-axis at the point:
(0, 0)

Next, to find the intersection points with the $x$-axis, we set $f(x) = 0$:
x^3 - 2x = 0
x(x^2 - 2) = 0
Solving for $x$ we have:
x = 0 \quad \text{or} \quad x^2 - 2 = 0
From $x^2 - 2 = 0$, we obtain:
x = \pm \sqrt{2}
Thus, the function intersects the $x$-axis at the points:
(0,0), \quad (\sqrt{2},0), \quad (-\sqrt{2},0)
Therefore, the intersections with the Cartesian axes are:
$y$-axis: $(0,0)$
$x$-axis: $(0,0)$, $(\sqrt{2},0)$, $(-\sqrt{2},0)$
Sign analysis
Next, we analyze the sign of the function, identifying the intervals where it is positive and negative. This is done by solving the inequality $f(x) > 0$ which determines where the function takes positive values. The complementary intervals where $f(x) < 0$ indicate where the function is negative.
In this context, since we will be dealing with inequalities, it is useful to recall how to perform sign analysis in inequalities.
To analyze the sign of the function, we determine where $f(x)$ is positive, negative, or zero by solving the inequality:
x^3 - 2x \gt 0

Factoring the expression, we have:
x(x^2 - 2) \gt 0
From the first factor we obtain:
x \gt 0
From the second factor we obtain:
x^2-2 \gt 0 \Rightarrow x \gt \sqrt{2} \quad x \lt -\sqrt{2}

By multiplying the signs of the first and second factors, we obtain (in black) the intervals where the function is positive.
-\sqrt{2}
0
+\sqrt{2}
Therefore, the function $x(x^2 - 2)$ is positive for:
x \in (-\sqrt{2},0) \cup (+\sqrt{2},+\infty)
For the sake of completeness, we recall that the sign analysis of a function, as in the given example, requires examining the signs of its individual factors and determining the overall sign for each interval by computing the product of these signs.

We then represent on the Cartesian plane the intervals where the function must be located, excluding those in gray.
[image: ]
Asymptotes
Another important step in function analysis is examining its behavior at the boundaries of the domain. This involves computing limits to determine how the function behaves as $x$ approaches the endpoints of its domain or extends toward infinity. By evaluating these limits, we can identify the presence of asymptotes.
	  A function $f(x)$ has a horizontal asymptote if:

\lim\limits_{x \to \pm\infty} f(x) = L
 where $L$ is a finite real number. In this case, the line $y = L$ represents the asymptote, describing the function’s end behavior.
	  A function $f(x)$ has a vertical asymptote at $x = x_0$ if

\lim\limits_{x \to x_0^\pm} f(x) = \pm\infty
 In this case, the line $x = a$ represents the asymptote, indicating that the function grows unbounded near $x = a$.
	  A function $f(x)$ has an oblique asymptote of the form $y = mx + q$ if the following limits exist and are finite:

m = \lim\limits_{x \to \pm\infty} \frac{f(x)}{x}
q = \lim\limits_{x \to \pm\infty} \left[ f(x) - mx \right]
To determine whether horizontal asymptotes exist, we verify whether the following limit exists and is finite:
\lim\limits_{x \to \pm\infty} f(x)
We have:
\lim\limits_{x \to \pm\infty} (x^3 - 2x) = \pm\infty
The function tends to infinity in both directions thus, there are no horizontal asymptotes.

Vertical asymptotes occur at points where a function is undefined and its values grow unbounded. The given function, $y = x^3 - 2x$ is a polynomial, which is defined for all $x \in \mathbb{R}$. Since polynomials do not have points of discontinuity or infinite limits at finite values of $x$, we conclude that no vertical asymptotes exist.

To determine the existence of oblique asymptotes, we compute the slope $m$ using the following limit:
m = \lim\limits_{x \to \pm\infty} \frac{x^3 - 2x}{x} = +\infty
Since the limit is not finite, oblique asymptotes do not exist.
Therefore, there are no horizontal, vertical, or oblique asymptotes.
Maximum and minimum points
Now, by analyzing the first derivative, we first identify its domain and zeros, determining where $f^{\prime}(x) = 0$. By studying its sign, we establish the intervals where the function is increasing $f^{\prime}(x) > 0$ and consequently those where it is decreasing $f^{\prime}(x) < 0$.
Next, we identify possible local maxima and minima by evaluating the critical points of $f(x)$. Additionally, we examine the function for points of inflection, where the concavity changes, and for points where $f(x)$ is not differentiable.
We calculate the first derivative of $f(x)$ and analyze its sign.
f^{\prime}(x) = 3x^2 - 2
For
3x^2 - 2 > 0 \Rightarrow x < -\sqrt{\frac{2}{3}} \quad x > \sqrt{\frac{2}{3}}

From this, it follows that $f(x)$ is increasing for:
x < -\sqrt{\frac{2}{3}} \quad \text{or} \quad x > \sqrt{\frac{2}{3}}
and decreasing for:
-\sqrt{\frac{2}{3}} < x < \sqrt{\frac{2}{3}}

From the sign analysis, it follows that there is a local minimum at $\sqrt{\frac{2}{3}}$. We now compute the function value at this point:
\begin{align} f\left(\sqrt{\frac{2}{3}}\right) &= \left(\sqrt{\frac{2}{3}}\right)^3 - 2\left(\sqrt{\frac{2}{3}}\right) \\[0.5em] &= \frac{2\sqrt{2}}{3\sqrt{3}} - 2\sqrt{\frac{2}{3}} \\[0.5em] &= \frac{2\sqrt{6}}{9} - \frac{6\sqrt{6}}{9} \\[0.5em] &= \frac{-4\sqrt{6}}{9} \end{align}

From the sign analysis, it also follows that there is a local maximum at ( -\sqrt{\frac{2}{3}} ). We now compute the function value at this point:
\begin{align} f\left(-\sqrt{\frac{2}{3}}\right) &= \left(-\sqrt{\frac{2}{3}}\right)^3 - 2\left(-\sqrt{\frac{2}{3}}\right) \\[0.5em] &= -\frac{2\sqrt{2}}{3\sqrt{3}} + 2\sqrt{\frac{2}{3}} \\[0.5em] &= -\frac{2\sqrt{6}}{9} + \frac{6\sqrt{6}}{9} \\[0.5em] &= \frac{4\sqrt{6}}{9} \end{align}
The function has:
	  A local maximum at:

x = -\sqrt{\frac{2}{3}}, \quad y = \frac{4\sqrt{6}}{9}
	  A local minimum at:

x = \sqrt{\frac{2}{3}}, \quad y = \frac{-4\sqrt{6}}{9}
Inflection points
Finally, by analyzing the second derivative $f^{\prime\prime}(x)$, we determine the intervals where the graph is concave up $f^{\prime\prime}(x) > 0$ or concave down $f^{\prime\prime}(x) < 0$.
Now, we identify the inflection points by analyzing the sign of the second derivative. The second derivative of f(x) is:
f^{\prime\prime}(x) = 6x
Setting $f’'(x) = 0$, we find the inflection point at $x = 0$. Evaluating $f(0)$, we obtain $y = 0$.
Thus, the inflection point is:
(0,0)
The final graph
At this point, we have all the necessary information to construct a qualitative-quantitative graph of our function, considering its behavior, possible asymptotes, local maxima and minima, and inflection points.
In the given example, we obtain the following graph:
[image: ]
In conclusion, studying the graph of a function requires a structured approach that involves identifying key properties such as domain, symmetry, intercepts, sign analysis, asymptotes, monotonicity, concavity, and critical points. Following these steps systematically ensures a precise and thorough understanding of the function’s behavior.
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What is the arithmetic mean?
The arithmetic mean is the most common and intuitive form of average. As a special case within the broader family of power means it expresses the representative value of a data set by dividing the total sum of all observations by their number. Since it is grounded on additive aggregation, the arithmetic mean is ideal for describing quantities that combine linearly (for example, raw measurements or values that do not evolve proportionally or exponentially). In essence, it identifies the equilibrium point of the distribution, the value around which the data tend to balance.

In general form, the arithmetic mean is expressed as:
M_a = \frac{1}{n}\sum_{i=1}^{n} x_i
where $x_1, x_2, \dots, x_n$ are the observed values and $n$ is the total number of elements.
	  The arithmetic mean can be applied to any set of real numbers, including negative and zero values.
	  Because it is sensitive to extreme values, the arithmetic mean can be distorted by outliers, making other means, like the median or geometric mean, more appropriate in some cases.
	  The arithmetic mean is always greater than or equal to the geometric mean.

Example 1
Let’s consider the following data set of five numerical values and let’s calculate the arithmetic mean:
$\mathbf{xᵢ}$
Values
x₁
7.2
x₂
4.8
x₃
9.1
x₄
5.5
x₅
6.4
In this case, $n = 5$. Substituting the values, we get:
M_a = \frac{7.2 + 4.8 + 9.1 + 5.5 + 6.4}{5} = \frac{33.0}{5} = 6.6
Hence, the arithmetic mean of the series is approximately:
M_a = 6.6
Weighted arithmetic mean
In some cases, not all data points contribute equally to the overall result. The weighted arithmetic mean extends the idea of the simple arithmetic mean by assigning a weight $w_i$ to each observation $x_i$, reflecting its relative importance or frequency within the dataset. It is defined as:
M_{aw} = \frac{\sum_{i=1}^{n} w_i x_i}{\sum_{i=1}^{n} w_i}
where $x_i$ are the observed values and $w_i > 0$ are their associated weights.
	  The weighted arithmetic mean generalizes the simple arithmetic mean by introducing importance factors $w_i$.
	  It ensures that larger or more relevant observations have a stronger influence on the final result.
	  When all weights are equal, the weighted arithmetic mean reduces to the standard arithmetic mean.

Example 2
Let’s consider a business case where a company wants to calculate the weighted arithmetic mean of its monthly sales. Each month has a different number of working days, which serve as the weights for the calculation.
Month
$x_i$ \= daily sales in $
$w_i$ \= working days
January
420
20
February
380
22
March
460
18
April
400
21
May
440
19
By applying the formula of the weighted arithmetic mean, we obtain:
\begin{align} M_{aw} &= \frac{(420 \times 20) + (380 \times 22) + (460 \times 18) + (400 \times 21) + (440 \times 19)}{20 + 22 + 18 + 21 + 19} \\[10pt] &= \frac{8400 + 8360 + 8280 + 8400 + 8360}{100} \\[3pt] &= \frac{41800}{100} \\[10pt] &= 418 \end{align}
Hence, the weighted arithmetic mean of the company’s sales is $M_{aw} = 418$ $ per day.
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What is an arithmetic sequence
A sequence $a_n$ is called an arithmetic sequence (or arithmetic progression) if it consists of numbers arranged in such a way that the difference between any term and the one before it is constant. It is characterized by terms of the form:
a_1, a_2, \dots, a_n \quad \text{with} \quad a_n - a_{n-1} = d
	  By convention, the first term of an arithmetic progression is typically indexed with $n = 1.$
	  $d$ represents the difference between two consecutive terms in an arithmetic progression, and it is known as the common difference.
	  If $d > 0$, the progression is increasing.
	  If $d < 0$, the progression is decreasing.
	  If $d = 0$, the progression is constant.

Let’s consider, for example, the sequence of non-negative even numbers:
[image: ]

An arithmetic sequence can also be defined using a recursive formula:
a_n = a_1 + n \cdot d \quad \text{where } a_1, d \in \mathbb{R}
[image: ]
An arithmetic progression exhibits a characteristic stepwise pattern, where the height of each step corresponds to the common difference between consecutive terms in the sequence.

In an arithmetic progression, each term $a_n$ is obtained by adding the first term $a_1$ to the product of the common difference $d$ and $(n - 1)$. This gives the general formula for the $n$-th term:
a_n = a_1 + (n - 1) \cdot d \quad \text{for } n \geq 1
This formula allows you to compute any term in the sequence directly, without listing all the previous ones.
Example
Let’s define an arithmetic sequence with first term $a_1 = 2$ and common difference $d = 3$. We use the formula:
a_n = a_1 + (n - 1) \cdot d
Plug in the values:
a_n = 2 + (n - 1) \cdot 3
Now calculate the first few terms:
	  $a_1 = 2$
	  $a_2 = 2 + 1 \cdot 3 = 5$
	  $a_3 = 2 + 2 \cdot 3 = 8$
	  $a_4 = 2 + 3 \cdot 3 = 11$
	  $a_5 = 2 + 4 \cdot 3 = 14$

The resulting sequence is:
2,\\ 5,\\ 8,\\ 11,\\ 14,\\ \dots
Sum of $n$ terms of an arithmetic progression
The sum $S_n$ of the first $n$ terms $a_1, a_2, \dots, a_n$ of an arithmetic progression is equal to the product of $n$ and the average of the first and last term:
S_n = n \cdot \frac{a_1 + a_n}{2}
This formula allows you to quickly compute the total sum of a finite number of terms in an arithmetic progression. For example, consider the arithmetic progression of non-negative even numbers:
2,\\ 4,\\ 6,\\ 8,\\ 10
We want to calculate the sum of the first 5 terms $(n = 5).$ Using the formula, we have:
S_5 = 5 \cdot \frac{2 + 10}{2} = 5 \cdot 6 = 30
This illustrates the same reasoning behind Gauss’s trick: by pairing the first and last terms, you can quickly compute the total sum of an arithmetic progression.
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Horizontal asymptotes
Asymptotes are a fundamental concept in mathematical analysis. They are lines that a function approaches indefinitely without ever reaching, which helps to characterise the function’s behaviour, particularly near infinity or at points of discontinuity. Asymptotes play a fundamental role in the analysis of functions, as their definition inherently relies on the concept of limits.
In general terms, an asymptote describes the limiting behaviour of a function through a straight line.

Consider a real-valued function $y = f(x)$ defined on an interval $[a, +\infty[$, $]-\infty, b]$, or on $\mathbb{R}$. The line with equation $y = L$ is defined as a horizontal asymptote of ( f ) if:
\lim_{x \to +\infty} f(x) = L \quad \text{or} \quad \lim_{x \to -\infty} f(x) = L
In other words, the function approaches the horizontal line $y = L$ as $x$ tends to positive or negative infinity. Let us consider, for example, the function:
y = \frac{x + 1}{x}
[image: ]
By computing the limit as $x \to \pm\infty$, we obtain:
\lim_{x \to \pm\infty} \frac{x + 1}{x} = \lim_{x \to \pm\infty} \left(1 + \frac{1}{x}\right) = 1
Therefore, the function has a horizontal asymptote along the line $y = 1$. As we can see from the graph of the function, both branches get closer and closer to the line $y = 1$ as $x$ tends to positive or negative infinity. This behavior confirms that $y = 1$ is a horizontal asymptote.
Vertical asymptotes
Let $y = f(x)$ be a real-valued function defined on an interval $[a, b] \setminus {x_0}$, where $x_0 \in [a, b]$. We say that the line with equation $x = x_0$ is a vertical asymptote of $f$ if:
\lim_{x \to x_0^-} f(x) = \pm\infty \quad \text{or} \quad \lim_{x \to x_0^+} f(x) = \pm\infty
In other words, the function diverges as $x$ approaches $x_0$ from the left or the right, getting arbitrarily large in absolute value. Let us consider, for example, the function:
y = \frac{1}{x - 1}
[image: ]
We observe that the rational function is undefined at $x = 1$, since the denominator becomes zero. To analyze the behavior of $f(x)$ near $x = 1$, we compute the one-sided limits:
\lim_{x \to 1^-} \frac{1}{x - 1} = -\infty \quad \lim_{x \to 1^+} \frac{1}{x - 1} = +\infty
This means that the function diverges to $-\infty$ when approaching $1$ from the left, and to $+\infty$ when approaching from the right. Therefore, the line $x = 1$ is a vertical asymptote of the function.
Rational functions often have vertical asymptotes at points where the denominator is zero, and the function is undefined. These points correspond to non-removable discontinuities, which are typical of this type of function.
Oblique asymptotes
Let $y = f(x)$ be a real-valued function defined on the half-line $] -\infty, a]$ or $[a, +\infty[$. We say that the line with equation $y = px + q$ is an oblique asymptote of $f$ if the following condition holds:
\begin{align} \lim_{x \to -\infty} \left[f(x) - (px + q)\right] &= 0 \\[0.5em] \lim_{x \to +\infty} \left[f(x) - (px + q)\right] &= 0 \end{align}
In other words, the difference between the function and the line $y = px + q$ tends to zero as $x$ tends to infinity or negative infinity. This means that the function behaves more and more like the line $y = px + q$ for large values of $x$.

The equation of the oblique asymptote $y = px + q$ for a function $f(x)$ can be determined by computing two specific limits. The slope $p$ of the asymptote is found by evaluating the following limit:
p = \lim_{x \to \pm\infty} \frac{f(x)}{x}
Once the slope is known, we find the vertical offset $q$ by computing:
q = \lim_{x \to \pm\infty} \left[f(x) - px\right]
If both limits exist and are finite, the line $y = px + q$ is the oblique asymptote of the function.

Let us consider the function:
f(x) = \frac{x^2 + 1}{x}
[image: ]
To determine whether this function has an oblique asymptote as $x \to \pm\infty$, we begin by analyzing its behavior for large values of $x$. We start by computing the limit:
\frac{f(x)}{x} = \frac{x^2 + 1}{x^2} = 1 + \frac{1}{x^2}
As $x \to \pm\infty$, the term $\dfrac{1}{x^2}$ tends to zero, so:
\lim_{x \to \pm\infty} \frac{f(x)}{x} = 1
This tells us that the slope of the asymptote is $p = 1$. Next, we compute the limit of the difference between the function and the linear term $px$, to find the vertical offset:
f(x) - x = \frac{x^2 + 1}{x} - x = \frac{x^2 + 1 - x^2}{x} = \frac{1}{x}
And again, since $\frac{1}{x} \to 0$ as $x \to \pm\infty$, we find:
\lim_{x \to \pm\infty} [f(x) - x] = 0
Therefore, the function has an oblique asymptote with equation:
y = x
In this example, the oblique asymptote passes through the origin, resulting in $q = 0$, which represents a degenerate case. Generally, the vertical offset $q$ does not need to be zero.
Example 1
Consider the following function as an additional example, which extends the discussion beyond the degenerate case presented previously:
f(x) = \frac{2x^2 - x + 3}{2x}
To determine the oblique asymptote, first compute the slope $p$:
\begin{align} p &= \lim_{x \to \pm\infty} \frac{f(x)}{x} \\[6pt] &= \lim_{x \to \pm\infty} \frac{2x^2 - x + 3}{2x^2} \\[6pt] &= 1 \end{align}
Next, evaluate the vertical offset $q$:
\begin{align} q &= \lim_{x \to \pm\infty} \bigl(f(x) - x\bigr) \\[6pt] &= \lim_{x \to \pm\infty} \frac{2x^2 - x + 3 - 2x^2}{2x} \\[6pt] &= \lim_{x \to \pm\infty} \frac{-x + 3}{2x} \\[6pt] &= -\frac{1}{2} \end{align}
Therefore, the equation of the oblique asymptote is given by:
y = x - \frac{1}{2}
Summary
Horizontal
\lim_{x \to \pm\infty} f(x) = L
Vertical
\lim_{x \to x_0^\pm} f(x) = \pm\infty
Oblique
\lim_{x \to \pm\infty} [f(x) - (px+q)] = 0
Key properties of asymptotes
Asymptotes come in different forms and follow specific rules that are worth keeping in mind. Some of these properties are immediately intuitive, while others become clear only after working through a few examples. The following points summarize the most important facts about asymptotes and how they relate to a function’s behavior.
	  Not all functions possess asymptotes.
	  With respect to horizontal asymptotes, several configurations are possible: a function may have none, it may approach the same horizontal line as $x \to +\infty$ and $x \to -\infty$, or it may approach two different horizontal lines in the two directions.
	  Different types of asymptotes can also occur together. A function may simultaneously exhibit horizontal, vertical, and oblique asymptotes, depending on its behaviour near discontinuities and as the variable tends to infinity.
	  Vertical asymptotes typically occur at points where the function is undefined as a result of division by zero. These asymptotes correspond to non-removable discontinuities.
	  Horizontal asymptotes characterise the end behaviour of a function as it approaches a constant value when $x$ becomes very large or very small.
	  Oblique asymptotes occur when the degree of the numerator exceeds that of the denominator by exactly one, causing the function to approach a slanted line as $x$ approaches infinity.
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Technique
The structure of the entry is shown in the conceptual map, where each branch represents a core component and the sub-nodes highlight the specific notions discussed.
5
Requires
0
Enables
The following concepts, Derivative of Composite Power Functions, Derivatives, Matrices, Partial Derivatives, Vectors, are required as prerequisites for this entry.
What is backpropagation
Training a neural network means finding the values of the parameters, typically weight matrices, that minimize a loss function with respect to the training data. The fundamental problem is that even a moderately deep network can contain millions of parameters and computing the gradient of the loss with respect to each of them naively would require a number of operations proportional to the square of the network size.
Backpropagation solves this problem by exploiting the compositional structure of the network and the chain rule of differential calculus. In this way it is possible to compute all gradients in a time proportional to that required by a single forward pass through the network.
Intuitively, backpropagation answers the question: by how much should each weight be adjusted in order to reduce the error produced by the network? The answer is contained in the gradient of the loss with respect to every parameter. The algorithm proceeds in two distinct phases.
	  In the first, called the forward pass, the input is propagated layer by layer up to the output, and the intermediate values of every computation are stored.

	  In the second, the backward pass, one starts from the error committed at the output and propagates it backwards through the network, iteratively computing the gradients with respect to each layer by means of the chain rule.


This mechanism underlies the training of virtually all modern deep learning models, from convolutional networks for computer vision to transformers employed in natural language processing.
The backpropagation algorithm was formalized in 1986 by David E. Rumelhart, Geoffrey E. Hinton, and Ronald J. Williams in their seminal paper Learning representations by back-propagating errors (1986). Their work shows that training a neural network can be reduced to a systematic application of the chain rule, enabling the computation of gradients of the loss function with respect to each parameter through local derivative updates.

The chain rule as theoretical foundation
The computation of gradients in a neural network rests entirely on the chain rule. If a variable $Z$ depends on $Y$ and $Y$ depends on $X$, then the derivative of $Z$ with respect to $X$ is obtained as follows:
\frac{\partial Z}{\partial X} = \frac{\partial Z}{\partial Y} \cdot \frac{\partial Y}{\partial X}
This identity is the mechanism that allows to connect the gradient of the loss at the network output to the gradient with respect to any internal parameter, however far from the output it may be. Each layer of the network contributes a local factor to the overall product, and backpropagation exploits this structure so that no quantity is ever recomputed twice.

For completeness, it is useful to express the chain rule in its Jacobian form. If $y = g(x)$ and $z = f(y)$, then holds:
\nabla_x z = J_g(x)^\top \nabla_y z
Here $J_g(x)$ denotes the Jacobian matrix of $g$ at $x$, that is, the matrix of all partial derivatives of the components of $y$ with respect to the components of $x$. This formulation makes explicit how gradients are propagated backward through vector-valued transformations. For simplicity, this level of generality is not explicitly considered in the example discussed here.
The computational graph
To make the reasoning precise, it is convenient to describe the computation performed by a neural network by means of a directed computational graph. In this graph, square nodes represent variables (parameters, activations, inputs, outputs) while circular nodes represent operations (matrix multiplication, application of a nonlinearity, computation of the loss). Directed edges indicate the dependencies between variables and operations.
[image: Neural network.]
For simplicity, in the example presented below, the effect of bias terms along the backpropagation chain is not explicitly considered, as their contribution follows analogous derivative rules.


For example, consider a two-layer fully connected network with an activation function $\phi$ applied element-wise between the two linear layers. The equations describing the forward pass are the following:
\mathbf{z} = W^{(1)} \mathbf{x}
\mathbf{h} = \phi(\mathbf{z})
\mathbf{o} = W^{(2)} \mathbf{h}
L = \ell(\mathbf{o},\, \mathbf{y})
In these expressions, $\mathbf{x}$ is the input vector, $W^{(1)}$ and $W^{(2)}$ are the weight matrices of the two layers, $\mathbf{y}$ is the target, and $L$ is the scalar value of the loss. The goal of backpropagation is to compute the gradients $\frac{\partial L}{\partial W^{(1)}}$ and $\frac{\partial L}{\partial W^{(2)}}$, which will then be used by a gradient descent algorithm to update the weights.
Typically, the problems encountered in practice are not linear in nature, and a model that applies only linear transformations to its input would be fundamentally limited in its expressive power. An activation function is a nonlinear function applied element-wise to the output of a linear layer, whose role is precisely to introduce nonlinearity into the network. Without it, the composition of any number of linear layers would itself reduce to a single linear transformation, making deeper architectures equivalent to a single-layer model. Common choices include the sigmoid function $\sigma(s) = \frac{1}{1+e^{-s}}$, the hyperbolic tangent, and the rectified linear unit $\text{ReLU}(s) = \max(0, s)$.

Reverse-mode automatic differentiation
The concrete technique by which backpropagation is implemented is called reverse-mode automatic differentiation, or reverse autodiff. The idea is that one traverses the computational graph in reverse order, from the output towards the input, and at each node computes the gradient of the loss with respect to the corresponding variable, accumulating the contributions received from the subsequent layers. The computation always starts from the derivative of the loss with respect to itself, which is trivially equal to one:
\frac{\partial L}{\partial L} = 1
[image: Nerual network: backpropagation.]
This initial value constitutes the starting point from which the gradient is propagated backwards through all the nodes of the graph. In the following steps, we trace this propagation in detail, moving from the output layer back to the first set of parameters, and deriving at each stage the gradient that will eventually be used to update the weights.
Step 1: gradient with respect to the output $\mathbf{o}$
The next node encountered when proceeding backwards is the one that computes the loss from the output $\mathbf{o}$ and the target $\mathbf{y}.$ Applying the chain rule gives:
\frac{\partial L}{\partial \mathbf{o}} = \left(\frac{\partial L}{\partial L} \cdot \frac{\partial L}{\partial \mathbf{o}}\right) = \frac{\partial L}{\partial \mathbf{o}}
[image: ]
This gradient depends on the specific form of the loss function. For a quadratic loss $\ell(\mathbf{o}, \mathbf{y}) = |\mathbf{o} - \mathbf{y}|^2$, for instance, one has $\frac{\partial L}{\partial \mathbf{o}} = 2(\mathbf{o} - \mathbf{y})$. The concrete value of $\mathbf{o}$ is available because it was computed and stored during the forward pass.
Step 2: gradient with respect to $W^{(2)}$
The second linear layer computes $\mathbf{o} = W^{(2)} \mathbf{h}$. To determine the gradient of the loss with respect to the matrix $W^{(2)}$, the chain rule is applied:
\frac{\partial L}{\partial W^{(2)}} = \frac{\partial L}{\partial \mathbf{o}} \cdot \frac{\partial \mathbf{o}}{\partial W^{(2)}}
[image: ]
Since $\mathbf{o} = W^{(2)} \mathbf{h}$ is a linear transformation, the derivative of $\mathbf{o}$ with respect to $W^{(2)}$ applied to the already known gradient produces the following result:
\frac{\partial L}{\partial W^{(2)}} = \frac{\partial L}{\partial \mathbf{o}} \, \mathbf{h}^{\top}
The outer product between the gradient vector $\frac{\partial L}{\partial \mathbf{o}} \in \mathbb{R}^m$ and the transposed activation vector $\mathbf{h}^{\top} \in \mathbb{R}^{1 \times d}$ returns a matrix of the same dimensions as $W^{(2)}$, as is necessary. Note that the value of $\mathbf{h}$ is available because it was computed and retained during the forward pass.
Step 3: propagating the gradient towards $\mathbf{h}$
Before being able to ascend to the first layer, it is necessary to compute the gradient of the loss with respect to the activation vector $\mathbf{h}$. Once again the chain rule is applied, exploiting the fact that $\mathbf{o} = W^{(2)} \mathbf{h}$:
\frac{\partial L}{\partial \mathbf{h}} = \left(\frac{\partial \mathbf{o}}{\partial \mathbf{h}}\right)^{\top} \frac{\partial L}{\partial \mathbf{o}} = \left(W^{(2)}\right)^{\top} \frac{\partial L}{\partial \mathbf{o}}
[image: ]
The transpose of $W^{(2)}$ arises naturally in the computation of the gradient with respect to the input of a linear transformation, and this is the mechanism that allows the error signal to propagate from the output towards the input of the network.
Step 4: gradient through the activation function
The next node in the graph, proceeding further backwards, is the one that applies the activation function $\phi$ element-wise, computing $\mathbf{h} = \phi(\mathbf{z})$. Since $\phi$ acts separately on each component, its derivative is diagonal and the gradient propagates as follows:
\frac{\partial L}{\partial \mathbf{z}} = \frac{\partial L}{\partial \mathbf{h}} \odot \phi’(\mathbf{z})
[image: ]
Here $\odot$ denotes the element-wise product and $\phi’(\mathbf{z})$ is the vector containing the values of the derivative of $\phi$ evaluated at the points $z_1, z_2, \ldots, z_d$ stored during the forward pass. This formula highlights an important aspect: if the derivative of the activation function is systematically small, the gradient attenuates at every layer until it vanishes in the deepest layers. This phenomenon is known as the vanishing gradient problem and is one of the reasons why the choice of activation function has important consequences for the training of deep networks.
The vanishing gradient problem
The analysis above shows that every time the gradient passes through a layer with activation function $\phi$, it is multiplied by $\phi’(\mathbf{z})$. In a network with $n$ layers, the gradient with respect to the parameters of the first layer contains a product of $n$ such factors. If $\phi’$ is systematically less than one in absolute value, this product decreases exponentially with $n$, making the gradient negligible and rendering the update of the weights in the earliest layers effectively impossible. The sigmoid function is a particularly unfavorable example in this respect. It has the form:
\sigma(s) = \frac{1}{1+e^{-s}}
Its derivative satisfies $\sigma’(s) \leq \frac{1}{4}$ everywhere. In a deep network, the repeated multiplication of these factors causes the gradient to decay exponentially with depth, so the earliest layers receive a signal that is a small fraction of what was computed at the output. Learning in those layers becomes extremely slow or entirely ineffective.

The ReLU function was introduced precisely to mitigate this problem:
\text{ReLU}(s) = \max(0, s)
 Its derivative equals one for all positive values of the argument, which avoids the systematic attenuation of the gradient along the direction of activated neurons.
Step 5: gradient with respect to $W^{(1)}$
The last parametric node encountered when ascending the graph is the multiplication $\mathbf{z} = W^{(1)} \mathbf{x}$. The gradient with respect to $W^{(1)}$ is computed with the same scheme already used for $W^{(2)}$:
\frac{\partial L}{\partial W^{(1)}} = \frac{\partial L}{\partial \mathbf{z}} \, \mathbf{x}^{\top}
[image: ]
Here again the gradient has the same shape as the weight matrix, and is expressed as the outer product between the error signal propagated up to this point and the input vector $\mathbf{x}$, also available from the forward pass.
Summary of the computational flow
The entire procedure can be outlined as follows. During the forward pass, $\mathbf{z}$, $\mathbf{h}$, $\mathbf{o}$ and $L$ are computed in sequence, with intermediate values stored. During the backward pass, the following gradients are computed in reverse order:
\begin{array}{c} \dfrac{\partial L}{\partial L} = 1 \\[10pt] \downarrow \\[10pt] \dfrac{\partial L}{\partial \mathbf{o}} = \dfrac{\partial \ell(\mathbf{o}, \mathbf{y})}{\partial \mathbf{o}} \\[10pt] \downarrow \\[10pt] \dfrac{\partial L}{\partial W^{(2)}} = \dfrac{\partial L}{\partial \mathbf{o}} \, \mathbf{h}^{\top} \\[10pt] \downarrow \\[10pt] \dfrac{\partial L}{\partial \mathbf{h}} = \left(W^{(2)}\right)^{\top} \dfrac{\partial L}{\partial \mathbf{o}} \\[10pt] \downarrow \\[10pt] \dfrac{\partial L}{\partial \mathbf{z}} = \dfrac{\partial L}{\partial \mathbf{h}} \odot \phi’(\mathbf{z}) \\[10pt] \downarrow \\[10pt] \dfrac{\partial L}{\partial W^{(1)}} = \dfrac{\partial L}{\partial \mathbf{z}} \, \mathbf{x}^{\top} \end{array}
Each of these gradients depends exclusively on quantities already computed in previous steps, which makes the algorithm computationally efficient: every intermediate value is computed once and then reused as many times as necessary. The total number of operations is of the same order of magnitude as the forward pass, regardless of the depth of the network.
The condition that makes backpropagation possible is the differentiability of all operations in the graph. For activation functions that are not differentiable everywhere, such as ReLU, the subgradient is adopted in practice at the point of non-differentiability, and the algorithm continues to work correctly in the context of stochastic training.

The general case
The two-layer example developed above generalises directly to a network of arbitrary depth. Consider a network with $n$ weight matrices $W^{(1)}, \ldots, W^{(n)}$ and activation functions $\phi^{(1)}, \ldots, \phi^{(n-1)}$ applied between successive layers. Denoting the pre-activation at layer $k$ as $\mathbf{z}^{(k)}$ and the post-activation as $\mathbf{h}^{(k)}$, the forward pass computes, for $k = 1, \ldots, n$:
\mathbf{z}^{(k)} = W^{(k)} \mathbf{h}^{(k-1)}
\mathbf{h}^{(k)} = \phi^{(k)}(\mathbf{z}^{(k)})
In this case$\mathbf{h}^{(0)} = \mathbf{x}$ by convention. The backward pass then propagates the gradient from layer $n$ down to layer $1$. Given the gradient $\frac{\partial L}{\partial \mathbf{h}^{(k)}}$ arriving at layer $k$, the three local updates are the following:
\begin{array}{c} \dfrac{\partial L}{\partial \mathbf{z}^{(k)}} = \dfrac{\partial L}{\partial \mathbf{h}^{(k)}} \odot \left(\phi^{(k)}\right)'(\mathbf{z}^{(k)}) \\[10pt] \downarrow \\[10pt] \dfrac{\partial L}{\partial W^{(k)}} = \dfrac{\partial L}{\partial \mathbf{z}^{(k)}} \left(\mathbf{h}^{(k-1)}\right)^{\top} \\[10pt] \downarrow \\[10pt] \dfrac{\partial L}{\partial \mathbf{h}^{(k-1)}} = \left(W^{(k)}\right)^{\top} \dfrac{\partial L}{\partial \mathbf{z}^{(k)}} \end{array}
The third equation propagates the gradient to the layer below, making the recursion self-sustaining. Starting from $\frac{\partial L}{\partial \mathbf{h}^{(n)}} = \frac{\partial L}{\partial \mathbf{o}}$ and iterating from $k = n$ down to $k = 1$, one recovers all the gradients needed to update every weight matrix in the network.
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What it is and what Bayes’ Theorem is used for
Bayes’ Theorem is a fundamental result in probability theory that describes how to compute the conditional probability of a hypothesis given observed evidence. It provides a formal mechanism for updating prior beliefs in light of new data, by relating the posterior probability to the prior probability and the likelihood of the observed evidence.

In formal terms, given two events $A$ and $B$, Bayes’ Theorem states that the posterior probability of event $A$ given event $B$ is equal to the likelihood of event $B$ given event $A$ multiplied by the prior probability of event $A$, all divided by the marginal probability (or evidence) of event $B$.
P(A|B) = \frac{P(B|A)P(A)}{P(B)}
	  $P(A|B)$, posterior probability: the probability of event $A$ occurring given that event $B$ has already occurred. It represents our updated belief about $A$ after observing $B$.

	  $P(B|A)$, likelihood: the probability of observing event $B$ if event $A$ were true. It measures how compatible the observed data ($B$) is with the hypothesis ($A$).

	  $P(A)$, prior probability, the initial probability of event $A$ occurring before observing any evidence ($B$). It represents our initial belief about $A$.

	  $P(B)$, marginal probability, or evidence: the overall probability of event $B$ occurring. It can be calculated as the sum (or integral in the continuous case) of the probabilities of $B$ conditioned on all possible states of $A$, weighted by their prior probabilities.


Formally, the marginal probability of an event $B$ is calculated using the law of total probability, which expresses $P(B)$ as the sum of the probabilities of $B$ conditioned on all possible events of another complete and exclusive set of events (such as $A$ and its complement $¬A$, weighted by the probabilities of these events:
P(B) = P(B|A)P(A) + P(B|\neg A)P(\neg A)
This formula is crucial because it has significant practical implications for calculating the marginal probability of an event (B) when solving problems that utilize Bayes’ Theorem.
How to derive Bayes’ Theorem
To derive the Bayes’ Theorem, we consider the joint probability of the two events $A$ and $B$, which can be expressed as:
(A \cap B) = P(A|B)P(B)
Since the intersection of two sets is commutative, the order does not change the result, we also have that the joint probability of $B$ and $A$ can be expressed as:
(B \cap A) = P(B|A)P(A)
From this, it follows that:
(A \cap B) = P(A|B)P(B) = P(B|A)P(A) = (B \cap A)
Therefore, we obtain:
( P(A|B) = \frac{P(B|A)P(A)}{P(B)}
Example
An email filtering system tries to classify emails into two categories: spam and not spam. The filter uses the presence of certain keywords to make this decision. Let’s consider the word “discount”.
First, let’s define the events that occur in this problem:
	  $S$: the email is spam.
	  $\neg S$: the email is not spam.
	  $D$: the email contains the word “discount”.

Now, let’s consider the following probabilities, assuming that the word “discount” is present in 95% of spam emails, while it is present in only 2% of non-spam emails.
	  Prior probability of spam: $P(S) = 0.40$.
	  Prior probability of not spam: $P(\neg S) = 0.60$.
	  Likelihood of “discount” given spam: $P(D|S) = 0.95$.
	  Likelihood of “discount” given not spam: $P(D|\neg S) = 0.02$.

We want to find the probability that the email is spam given that it contains the word “discount”, which is $P(S|D)$.

Let’s apply Bayes’ Theorem to our problem, and we get
P(S|D) = \frac{P(D|S)P(S)}{P(D)}
We are missing the marginal probability of finding the word “discount” in any email, $P(D)$. We can calculate it using the law of total probability:
P(D) = P(D|S)P(S) + P(D|\neg S)P(\neg S)
Calculating $P(D)$ gives us:
\begin{align*} P(D) &= (0.95 \times 0.40) + (0.02 \times 0.60) \\[0.5em] P(D) &= 0.38 + 0.012 \\[0.5em] P(D) &= 0.392 \end{align*}
Substituting the value $P(B)$ into Bayes’ Theorem formula, we get:
\begin{align*} P(S|D) &= \frac{0.95 \times 0.40}{0.392} \\[1em] P(S|D) &= \frac{0.38}{0.392} \\[1.5em] P(S|D) &\approx 0.969 \end{align*}
Therefore, it is concluded that given that the email contains the word “discount”, the probability that it is spam is approximately 96.94%.
Glossary
	  Bayes’ Theorem: a fundamental result in probability theory that describes how to compute the conditional probability of a hypothesis given observed evidence, providing a framework for updating prior beliefs.

	  Posterior probability $P(A|B)$: the updated probability of an event $A$ occurring after observing new evidence $B$.

	  Prior probability $P(A)$: the initial probability of an event $A$ occurring before any evidence is observed.

	  Likelihood $P(B|A)$: the probability of observing the evidence $B$ if the hypothesis $A$ were true.

	  Marginal probability $P(B)$: the overall probability of the evidence $B$ occurring, regardless of the truth of the hypothesis $A$. Also referred to as the evidence.

	  Conditional probability: the probability of an event occurring given that another event has already occurred.

	  Joint probability $P(A \cap B)$: the probability that two events $A$ and $B$ both occur.
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Introduction to the Bernoulli distribution
The Bernoulli distribution models the outcome of a single experiment that can result in only two mutually exclusive events: success or failure. Such an experiment is known as a Bernoulli trial. A discrete random variable is said to follow a Bernoulli distribution when it takes the value $1$ if the trial results in success and the value $0$ if it results in failure. The uncertainty of the experiment is governed entirely by a single parameter $p$, which represents the probability of success in that trial. A Bernoulli trial must satisfy a few basic conditions:
	  Only two outcomes are possible: success with probability $p$, and failure with probability $1 - p = q$.
	  The probability structure of the trial is fixed and determined solely by the value of $p$.
	  The outcome is represented by a random variable $X$ taking values in the set ${0,1}$.
	  The result of the trial is single and mutually exclusive: either success or failure.


Formally, the Bernoulli distribution is defined by the probability mass function:
P(X = x) = b(x;p) = p^{x}\,(1-p)^{\,1-x}
where:
	  $x \in {0,1}$ is the observed outcome of the trial.
	  $p$ is the probability of success.
	  $1 - p = q$ is the probability of failure.

This simple model forms the basis for more complex discrete distributions, including the binomial distribution, which extends the same structure to a fixed number of independent Bernoulli trials.
Key features
-
\text{1. } \quad P(X = x) = b(x;p) = p^{x}(1-p)^{\,1-x} \quad x \in {0,1}
-
\text{2. } \quad \mu = E(X) = p
-
\text{3. } \quad \sigma^{2} = \mathrm{Var}(X) = p(1 - p)
-
\text{4. } \quad \sigma = \sqrt{\,p(1 - p)\,}
Each expression highlights a key property of the Bernoulli distribution, offering a quick overview of how it assigns probabilities, where its average outcome lies, and how its variability is determined.
Mean of the Bernoulli distribution
The mean, or expected value, of a Bernoulli distribution represents the long–run average outcome of a sequence of identical Bernoulli trials. Since the random variable can take only the values $0$ and $1$, the mean expresses the proportion of successes that would be observed over many repetitions of the same experiment. To compute the mean formally, we start from the definition of the expected value of a discrete random variable:
\mu = E(X) = \sum_{x \in {0,1}} x \, b(x;p)
For a Bernoulli distribution, the probability mass function, that is the rule assigning a probability to each possible value of the random variable, is given by:
b(x;p) = p^{x}(1-p)^{\,1-x}
so the expectation becomes:
E(X) = 0 \cdot (1-p) \;+\; 1 \cdot p
We obtain:
\mu = E(X) = p
The parameter $p$ of the Bernoulli distribution is itself the expected proportion of successes. If the experiment were repeated a large number of times, the average value of the observations would approach $p$.
Variance of the Bernoulli distribution
The variance of a Bernoulli distribution quantifies how much the outcomes of a single Bernoulli trial are expected to fluctuate around the mean value $\mu = p$. While the mean describes the long–run proportion of successes, the variance measures how dispersed the results are across repeated repetitions of the same experiment. Formally, the variance is defined as:
\sigma^{2} = \mathrm{Var}(X) = E(X^{2}) - [E(X)]^{2}
For a Bernoulli random variable $X$, only two outcomes are possible:
X = 0 \quad \text{or} \quad X = 1
 Because squaring does not change these values, we have $X^{2} = X$. Using this property, we can compute the expectation:
E(X^{2}) = 0^{2}(1-p) + 1^{2}p = p
We already know that:
E(X) = p
 so substituting into the variance formula yields:
\mathrm{Var}(X) = p - p^{2} = p(1-p)
Therefore, the variance of a Bernoulli distribution is:
\sigma^{2} = p(1-p)
As $p$ moves closer to $0$ or $1$, the variance decreases, since the experiment becomes more and more predictable and the outcome tends to repeat itself with little fluctuation.
Example 1
Consider a quality-control test performed on a single electronic component. During the inspection, the component is powered on and must reach a specific voltage level to be considered functional. Let $X$ be the random variable representing the outcome of the test, where:
	  $X = 1$ if the component meets the required standard (success).
	  $X = 0$ if it fails the test (failure).

Suppose that, based on historical data, the probability that a randomly selected component functions correctly is $p = 0.85$, so the random variable $X$ follows a Bernoulli distribution with parameter $p$. Since the distribution is Bernoulli, the probability mass function, that is, the rule assigning a probability to each possible value of the random variable, is given by:
P(X = x) = p^{x}(1-p)^{\,1-x}
To compute the probability of success ($X = 1$):
P(X = 1) = p^{1}(1-p)^{0} = 0.85
Similarly, the probability of failure is:
P(X = 0) = p^{0}(1-p)^{1} = 0.15
Therefore, the probability that the component passes the test is ( 0.85 ), or 85%.
This example shows how past observations and the structure of the test work together in choosing a model. The historical success rate suggests the value of $p$, and the fact that the test has only two possible outcomes makes the Bernoulli distribution a natural way to describe the uncertainty of the experiment.
The role of the Bernoulli distribution in the binomial model
The Bernoulli distribution is the foundation of the binomial distribution. A binomial random variable counts how many successes occur in $n$ independent Bernoulli trials, each with probability $p$. In this view, the binomial model simply summarizes the combined outcomes of repeated Bernoulli experiments. Its probability mass function,
P(X = k) = \binom{n}{k} p^{k} (1-p)^{\,n-k}
describes all possible ways in which $k$ successes can arise from $n$ trials. From this structure follow the main properties of the binomial distribution, including its mean $np$ and variance $np(1-p)$, which derive directly from those of the Bernoulli model.

The following table offers a concise side-by-side comparison of the Bernoulli and Binomial distributions. Although the two models are closely related, they differ in scope and interpretation: As noted above, the Bernoulli distribution describes a single success–failure experiment, while the Binomial distribution extends this idea to a fixed number of independent and identical trials.
Feature
Bernoulli
Binomial
Number of trials
1
$n$
Parameters
$p$
$n, p$
Support
${0,1}$
${0, \dots, n}$
Mean
$p$
$np$
Variance
$p(1-p)$
$np(1-p)$
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Introduction to the beta distribution
The beta distribution is a continuous probability distribution defined over the open interval $(0, 1)$. It depends on two positive numbers, $\alpha$ and $\beta$, which determine how the curve bends and how its mass is distributed along the interval. Because it only takes values between $0$ and $1$, it is often used to describe random quantities that represent proportions, ratios, or probabilities, situations where the outcomes are naturally limited within these bounds. In formal terms, the beta distribution is defined by the following probability density function:
B(x; \alpha, \beta) = \frac{x^{\alpha - 1}(1 - x)^{\beta - 1}}{B(\alpha, \beta)} \quad 0 < x < 1
where $B(\alpha, \beta)$ is the beta function, related to the Gamma function by:
B(\alpha, \beta) = \frac{\Gamma(\alpha)\Gamma(\beta)}{\Gamma(\alpha + \beta)}
Therefore, the probability density function can also be written explicitly in terms of the Gamma function as:
B(x; \alpha, \beta) = \frac{\Gamma(\alpha + \beta)}{\Gamma(\alpha)\Gamma(\beta)} \, x^{\alpha - 1}(1 - x)^{\beta - 1}
with $B(x; \alpha, \beta) = 0$ for $x \notin (0, 1)$. The gamma function $\Gamma(c)$ itself is defined, for every $c \in \mathbb{R}^+,$ by the following integral representation:
\Gamma(c) = \int_{0}^{+\infty} x^{c - 1} e^{-x} \, dx
The gamma function can be regarded as a continuous extension of the factorial, which is defined only for natural numbers, to all positive real values.
The shape of the beta distribution
The shape of the beta distribution depends on the values of its parameters $\alpha$ and $\beta$. Depending on their magnitude, the distribution can take various forms: unimodal, U-shaped, or monotonic. The distribution reaches its mode at the point
x_0 = \frac{\alpha - 1}{\alpha + \beta - 2}
	  If $\alpha > 1$ and $\beta > 1$, the distribution has a mode at $x_0$, corresponding to a maximum point of the density function.
	  If $\alpha < 1$ and $\beta < 1$, the function has a minimum at the same point.
	  In all other parameter combinations, the distribution is monotonic.
	  When $\alpha = \beta$, the distribution is symmetric with respect to the vertical line $x = x_0 = \tfrac{1}{2}$.


The figure illustrates one of the possible shapes of the beta distribution when both parameters $\alpha$ and $\beta$ are less than 1 and equal to each other. In this configuration, the distribution takes on a characteristic U-shaped form, with the density approaching infinity near the boundaries of the interval $(0, 1)$. It is possible to observe a minimum point located at $x = x_0$, corresponding to the lowest value of the probability density within the domain.
[image: Typical U-shaped form of the Beta distribution with α &lt; 1, β &lt; 1, and α = β. ]
An interesting case occurs when the two parameters are equal, that is $\alpha = \beta$, and both are greater than $1$. In this situation, the beta distribution becomes symmetric with respect to the vertical line $x = \tfrac{1}{2}$ and takes on a unimodal (that is, a single-peaked curve), bell-shaped form with a single central peak. As the values of $\alpha$ and $\beta$ increase, the curve becomes progressively narrower and increasingly similar to a normal distribution centered around $x = 0.5$.
[image: As α and β increase, the Beta distribution approaches a normal curve centered at 0.5.]
To be more precise, this is an asymptotic approximation that holds for large values of $\alpha$ and $\beta$. For sufficiently large parameters, the Beta distribution can be approximated by a normal distribution with:
\mu = \frac{\alpha}{\alpha + \beta}
\sigma^2 = \frac{\alpha \beta}{(\alpha + \beta)^2 (\alpha + \beta + 1)}
In the symmetric case, where $\alpha = \beta = k$ we have:
\mu = \tfrac{1}{2} \quad \sigma^2 = \frac{1}{8(2k + 1)} \approx \frac{1}{16k}
Therefore, as $k \to \infty$:
\mathrm{B}(x; k, k) \approx \mathcal{N}\\!\left(\tfrac{1}{2}, \tfrac{1}{8(k + 1)}\right)
Key features
-
\text{1. } \quad f(x) = \frac{x^{\alpha - 1}(1 - x)^{\beta - 1}}{B(\alpha, \beta)} \quad 0 \le x \le 1
-
\text{2. } \quad \mu = E(X) = \frac{\alpha}{\alpha + \beta}
-
\text{3. } \quad \sigma^{2} = \mathrm{Var}(X) = \frac{\alpha \beta}{(\alpha + \beta)^{2}(\alpha + \beta + 1)}
-
\text{4. } \quad \sigma = \sqrt{\frac{\alpha \beta}{(\alpha + \beta)^{2}(\alpha + \beta + 1)}}
Each expression highlights a key property of the Beta distribution, showing how its shape depends on the parameters $\alpha$ and $\beta$, and how its mean and variability reflect the balance between these two shape parameters.
Mean of the beta distribution
The mean, or expected value, of a beta distribution represents the average value of a random variable defined on the interval $(0, 1)$, depending on the shape parameters $\alpha$ and $\beta$. Formally, the mean is obtained from the general definition of the expected value:
\mu = E(X) = \int_{0}^{1} x \, B(x; \alpha, \beta) \, dx
Substituting the probability density function of the Beta distribution we have:
E(X) = \int_{0}^{1} x \, \frac{x^{\alpha - 1} (1 - x)^{\beta - 1}}{B(\alpha, \beta)} \, dx
which simplifies to:
E(X) = \frac{1}{B(\alpha, \beta)} \int_{0}^{1} x^{\alpha} (1 - x)^{\beta - 1} \, dx
Recognizing that the integral on the right-hand side is itself the Beta function $B(\alpha + 1, \beta)$, we obtain:
E(X) = \frac{B(\alpha + 1, \beta)}{B(\alpha, \beta)}
Using the identity that relates the Beta and Gamma functions we obtain:
B(\alpha, \beta) = \frac{\Gamma(\alpha)\Gamma(\beta)}{\Gamma(\alpha + \beta)}
Therefore, the mean can be expressed as:
E(X) = \frac{\alpha}{\alpha + \beta}
Hence, the mean of the Beta distribution depends only on the two shape parameters and expresses the balance between them.
Variance of the beta distribution
The variance of the beta distribution measures how much the random variable is expected to vary around its mean value. While the mean describes the central tendency of the distribution, the variance quantifies its spread — that is, how concentrated or dispersed the possible outcomes are within the interval $(0, 1)$. Formally, the variance is defined as:
\sigma^2 = \mathrm{Var}(X) = E(X^2) - [E(X)]^2
Starting from the probability density function of the beta distribution:
B(x; \alpha, \beta) = \frac{x^{\alpha - 1} (1 - x)^{\beta - 1}}{B(\alpha, \beta)}
the expression can be rewritten as:
\begin{align} E(X^2) &= \int_{0}^{1} x^2 f(x; \alpha, \beta) \, dx \\\\ &= \frac{1}{B(\alpha, \beta)} \int_{0}^{1} x^{\alpha + 1} (1 - x)^{\beta - 1} \, dx \\[12 pt] &= \frac{B(\alpha + 2, \beta)}{B(\alpha, \beta)} \end{align}
Substituting this expression and the mean into the formula gives:
\sigma^2 = \frac{B(\alpha + 2, \beta)}{B(\alpha, \beta)} - \left(\frac{\alpha}{\alpha + \beta}\right)^2
Using the relationship between the beta and gamma functions:
B(\alpha, \beta) = \frac{\Gamma(\alpha)\Gamma(\beta)}{\Gamma(\alpha + \beta)}
we obtain the simplified expression for the variance:
\sigma^2 = \frac{\alpha \beta} {(\alpha + \beta)^2 (\alpha + \beta + 1)}
When $\alpha$ and $\beta$ increase together, the variance decreases, causing the distribution to become more concentrated around its mean.
Relationship between the beta and uniform distribution
The uniform distribution can be regarded as a special case of the beta distribution. When both parameters are equal to one, that is $\alpha = \beta = 1$, the probability density function of the beta distribution becomes constant over the interval $(0, 1)$. In the general case, the continuous uniform distribution defined over an interval $(a, b)$ is given by:
f(x) = \begin{cases} \dfrac{1}{b - a} & a < x < b \\[10pt] 0 & \text{otherwise} \end{cases}
For $a = 0$ and $b = 1$, this expression reduces to $f(x) = 1$, which corresponds exactly to the $B(1, 1)$ distribution. In this case, the two parameters of the beta distribution take the values $\alpha = 1$ and $\beta = 1$, producing a constant probability density across the interval $0, 1$.
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What is Big O notation
The symbol $O(x)$, commonly known as big O of $x$, is part of the Landau symbol family. It represents the concept of asymptotic upper bounds, signifying that a function does not grow faster than another function as the input approaches a specified limit. Formally, it indicates that the ratio of the two functions remains bounded as the input approaches the limit.
Let $f(x)$ and $g(x)$ be two functions defined on a set $A$, and let $x_0$ be a limit point for $A$. If there exist positive constants $M$ and $\delta$ such that for all $x$ in a neighborhood of $x_0$ (excluding $x_0$ itself), $|f(x)| \leq M|g(x)|$, then we say that $f(x)$ is big O of $g(x)$ as $x$ approaches $x_0$. In symbols:
\exists \, M > 0, \, \delta > 0 : |x - x_0| < \delta \rightarrow |f(x)| \leq M|g(x)| \quad \rightarrow \quad f(x) = O_{x_0}(g(x))
This notation indicates that $f(x)$ grows asymptotically no faster than $g(x)$ near $x_0$. To illustrate this definition, let $f(x) = 3x^2 + 2x + 1$ and $g(x) = x^2$. The graph displays $f(x)$ together with $6x^2 = M \cdot g(x)$, which serves as the asymptotic upper bound.
[image: ]
For all $x \geq 1$, the curve $f(x)$ remains entirely below $6x^2$. Although both curves exhibit the same growth rate, $f(x)$ does not exceed its bound. This relationship represents the geometric interpretation of $f(x) = O(x^2)$.
Example
To make the concept clearer, let us consider a simple example. Consider the function $f(x) = 3x^2 + 2x + 1$ as $x \to \infty$. We want to show that $f(x) = O(x^2)$.
For large values of $x$, we can analyze:
\frac{3x^2 + 2x + 1}{x^2} = 3 + \frac{2}{x} + \frac{1}{x^2}
As $x \to \infty$, this ratio approaches 3. More precisely, for $x \geq 1$:
\frac{3x^2 + 2x + 1}{x^2} = 3 + \frac{2}{x} + \frac{1}{x^2} \leq 3 + 2 + 1 = 6
Therefore, we can choose $M = 6$ and conclude:
3x^2 + 2x + 1 = O(x^2) \quad \text{as} \quad x \to \infty
Let’s explore why this is the case. If we compare $f(x) = 3x^2 + 2x + 1$ and $g(x) = x^2$ as $x$ approaches infinity, we observe that $f(x)$ grows at most as fast as a constant multiple of $x^2$.
Here are a few examples:
	  If $x = 10$, then $f(x) = 300 + 20 + 1 = 321$ and $6x^2 = 600$.
	  If $x = 100$, then $f(x) = 30000 + 200 + 1 = 30201$ and $6x^2 = 60000$.
	  If $x = 1000$, then $f(x) = 3000000 + 2000 + 1 = 3002001$ and $6x^2 = 6000000$.

As these examples show, $f(x)$ is always bounded above by $6x^2$ for $x \geq 1$. This is the key idea behind the big O notation: it captures the fact that one function grows at most as fast as another (up to a constant factor) as the input approaches a particular value.
The meaning of $O(1)$
The symbol $O(1)$ represents the class of functions that remain bounded as $x$ approaches a specific point $x_0$. In other words, a function $f(x)$ is said to belong to $O(1)$ when it remains bounded compared to a constant as $x \to x_0$. Formally, we write $f(x) = O(1)$ as $x \to x_0$ if and only if:
\exists M > 0, \delta > 0 : |x - x_0| < \delta \Rightarrow |f(x)| \leq M
The set of all functions that belong to $O(1)$ can be described as follows:
O_{x_0}(1) = \left\lbrace f : B(x_0, \delta) \setminus {x_0} \to \mathbb{R} ,\Big|, \exists M > 0 : |f(x)| \leq M \text{ for } x \text{ near } x_0 \right\rbrace
In practice, this expression is used to describe the concept of $O(1)$ by specifying that:
	  The functions considered must be defined on a neighborhood of $x_0$, excluding the point $x_0$ itself.
	  The function must remain bounded as $x$ approaches $x_0$.
	  The notation $O(1)$ represents the set of all functions that are bounded compared to a constant, specifically to 1.
	  The symbol $B(x_0, \delta)$ denotes an open neighborhood of $x_0$ with radius $\delta$, where the function is defined.

Example 1
Let us consider the function:
f(x) = \frac{\sin(x)}{x} \quad \text{as} \quad x \to 0
Using the Taylor expansion of $\sin(x)$ near zero, as $x \to 0$, we have:
\sin(x) = x - \frac{x^3}{6} + O(x^5)
Dividing both sides by $x$, as $x \to 0$, we get:
\frac{\sin(x)}{x} = 1 - \frac{x^2}{6} + O(x^4)
Now observe that the term $\dfrac{x^2}{6}$ and the remainder $O(x^4)$ both remain bounded as $x \to 0$. Therefore, as $x \to 0$ we can write:
\frac{\sin(x)}{x} = O(1)
This expression shows that the function remains bounded near $x = 0$, even though the function has a removable singularity at that point
Example 2
Big O notation frequently arises in the context of Taylor expansions to characterise the remainder term. For example, consider the Taylor expansion of $\cos(x)$ near zero:
\cos(x) = 1 - \frac{x^2}{2} + \frac{x^4}{24} - \cdots
Truncating the series after the second term yields a remainder that is bounded by a constant multiple of $x^4$ for $x$ near zero. Therefore, it can be expressed as:
\cos(x) = 1 - \frac{x^2}{2} + O(x^4) \quad \text{as} \quad x \to 0
This means there exists a constant $M > 0$ such that:
\left| \cos(x) - 1 + \frac{x^2}{2} \right| \leq M x^4
for all $x$ in a neighborhood of zero. Since the next term in the series is $x^4/24$, it follows that $M = 1/24$ is sufficient for sufficiently small $x$. This application of big O notation is common in analysis: instead of retaining the entire infinite series, only the terms of interest are kept, and all higher-order contributions are incorporated into a single remainder term $O(x^n)$.
Properties
One fundamental property of the big O notation is that, by definition, if $g(x) = O(f(x))$ as $x \to x_0$, then the ratio of the two functions remains bounded. In formal terms:
\limsup_{x \to x_0} \left|\frac{O(f(x))}{f(x)}\right| < \infty

Multiplying a function by a nonzero constant does not change its asymptotic behavior in big O notation. For any constant $c \neq 0$ and function $g(x)$, as $x \to x_0$, we have:
O(c \cdot g(x)) = O(g(x))
c \cdot O(g(x)) = O(g(x))
This shows that big O notation absorbs constant factors: scaling by a nonzero constant factor does not affect the asymptotic upper bound near $x_0$.

Big O terms also behave predictably under addition. The sum of two big O terms of the same function remains a big O term of that function. Formally as $x \to x_0$:
O(f(x)) + O(f(x)) = O(f(x))
This means that adding two functions that are each asymptotically bounded by $f(x)$ results in a sum that is still asymptotically bounded by $f(x)$ (possibly with a larger constant).

When multiplying a big O term by a function, the result is a new big O term where the asymptotic behavior scales accordingly. Specifically, for functions $f(x)$ and $g(x)$, as (x \to x_0):
f(x) , O(g(x)) = O(f(x)g(x))
For example, if $g(x) = x$ and $O(g(x)) = O(x)$, then multiplying by $f(x) = x^2$ gives:
x^2 \cdot O(x) = O(x^3)

Another important property of the big O notation involves powers of functions. If a function $f(x)$ is asymptotically bounded by $g(x)$ as $x \to x_0$, then raising both functions to the same positive power preserves the big O relationship. Formally, for $a > 0$, if $f(x) = O(g(x)$ as $x \to x_0$, then:
[f(x)]^a = O([g(x)]^a)
This property shows that the asymptotic upper bound scales consistently under positive powers: if $f(x)$ is bounded by a multiple of $g(x)$, then $[f(x)]^a$ is also bounded by a multiple of $[g(x)]^a$ as $x \to x_0$. For example, if $f(x) = O(x)$ as $x \to \infty$, then as $x \to \infty$ we have:
[f(x)]^2 = O(x^2)

Big O notation demonstrates the property of transitivity. Specifically, if $f(x) = O(g(x))$ and $g(x) = O(h(x))$ as $x \to x_0$, then:
f(x) = O(h(x)) \quad \text{as} \quad x \to x_0
The proof is straightforward. By assumption, there exist positive constants $M_1$ and $M_2$, as well as a neighborhood of $x_0$, such that $|f(x)| \leq M_1|g(x)|$ and $|g(x)| \leq M_2|h(x)|$ both hold.
Combining these inequalities gives $|f(x)| \leq M_1 M_2 |h(x)|$, so $f(x) = O(h(x))$ with constant $M = M_1 M_2$. For example, $x^3 = O(x^4)$ and $x^4 = O(x^5)$ as $x \to \infty$, so by transitivity, $x^3 = O(x^5)$ as $x \to \infty$.
Transitivity enables chaining of asymptotic bounds: if $f$ is bounded by $g$ and $g$ is bounded by $h$, then $f$ is also bounded by $h$.
Relationship with little-o notation
It’s important to note the relationship between big O and little-o notation.
	  If $f(x) = o(g(x))$, then $f(x) = O(g(x))$: little-o implies big O.
	  The converse is not necessarily true: $f(x) = O(g(x))$ does not imply $f(x) = o(g(x))$ For example, $f(x) = x$ and $g(x) = x$ satisfy $f(x) = O(g(x))$ but not $f(x) = o(g(x))$ as $x \to \infty$, since $\lim_{x \to \infty} \frac{x}{x} = 1 \neq 0.$
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Introduction to the binomial distribution
The binomial distribution is a discrete probability distribution that models the number of successes in a sequence of independent experiments, each one following a Bernoulli distribution with the same probability of success. In this sense, the binomial model is derived directly from repeated Bernoulli trials. In each trial, only two outcomes are possible: success or failure. The binomial model therefore quantifies, for every possible value of $x$, the probability of observing exactly $x$ successes in a total of $n$ trials, assuming that the probability of success in each trial remains constant and equal to $p$. This type of experiment must satisfy a series of properties:
	  There are only two possible outcomes for each trial: success, with probability $p$, and failure, with probability $1 - p$.
	  The trials are independent.
	  The probability of success $p$ remains constant across all trials.
	  The total number of trials $n$ is fixed in advance.
	  The random variable $X$ represents the number of successes obtained in the sequence of trials.
	  Each trial produces a single, mutually exclusive outcome, either success or failure.


Formally, the binomial distribution is expressed as
P(X = x) = b(x; n, p) = \binom{n}{x} p^{x} q^{n - x}
where:
	  $q = 1 - p$.
	  $n$ represents the total number of independent trials.
	  $x$ is the number of observed successes.
	  $p$ is the probability of success in each individual trial.
	  $q$ is the probability of failure, equal to ( 1 - p ).
	  $\dbinom{n}{x}$ is the binomial coefficient, which counts the number of distinct ways to obtain $x$ successes out of $n$ trials.


Considering that $p + q = 1$, the binomial model satisfies the fundamental condition required of any probability distribution:
\sum_{x = 0}^{n} b(x; n, p) = 1
This relationship ensures that the total probability across all possible outcomes is equal to one, meaning that the distribution fully describes every potential result of the $n$ Bernoulli trials.
The binomial distribution is directly related to the binomial theorem, which states that the expansion of $(p + q)^n$ yields all possible combinations of successes and failures across $n$ trials. Each term in this expansion corresponds to a possible number of successes $x$, with its associated probability given precisely by the binomial formula above.
Key features
-
\text{1. } \quad P(X = x) = b(x; n, p) = \binom{n}{x}\, p^{x}\, q^{\,n - x} \quad x = 0,1,\dots,n
-
\text{2. } \quad \mu = E(X) = np
-
\text{3. } \quad \sigma^{2} = \mathrm{Var}(X) = np(1 - p)
-
\text{4. } \quad \sigma = \sqrt{\,np(1 - p)\,}
Each expression highlights a key property of the binomial distribution, summarizing how it models the number of successes, where its average behavior lies, and how its variability increases with the number of trials.
Mean of the binomial distribution
The mean, or expected value, of a binomial distribution represents the average number of successes that can be expected over a large number of identical experiments. To compute the mean formally, we start from the definition of the expected value:
\mu = E(X) = \sum_{x=0}^{n} x \, P(X = x) = n p
Substituting the probability mass function of the binomial distribution we have:
E(X) = \sum_{x=0}^{n} x \, \binom{n}{x} p^{x} (1 - p)^{n - x}
Using the identity, which connects two related binomial coefficients by reducing both $n$ and $x$ by one:
x \binom{n}{x} = n \binom{n-1}{x-1}
the expression becomes:
E(X) = n p \sum_{x=1}^{n} \binom{n-1}{x-1} p^{x-1} (1 - p)^{(n-1)-(x-1)}
The summation term equals 1, because it corresponds to the total probability of a binomial distribution with parameters $n - 1$ and $p$. Therefore, we obtain:
\mu = E(X) = n p
This shows that the mean of a binomial distribution depends linearly on both the number of trials and the probability of success in each trial. On average, we expect $n p$ of the $n$ experiments to produce a successful outcome.

This result can also be derived by noting that the binomial random variable $X$ can be expressed as the sum of ( n ) independent Bernoulli random variables $X_1, X_2, \ldots, X_n$, each taking the value 1 (success) with probability $p$ and 0 (failure) with probability $1 - p$:
X = X_1 + X_2 + \cdots + X_n
By the linearity of expectation:
E(X) = E(X_1) + E(X_2) + \cdots + E(X_n) = n p
Variance of the binomial distribution
The variance of a binomial distribution measures how much the number of observed successes is expected to vary around the mean value $\mu = n p$. While the mean describes the central tendency of the distribution, the variance quantifies its spread that is, how concentrated or dispersed the outcomes are across repeated experiments. Formally, the variance is defined as:
\sigma^2 = \mathrm{Var}(X) = E(X^2) - [E(X)]^2 = n p q
To compute it, we recall that the binomial variable $X$ can be expressed as the sum of $n$ independent Bernoulli variables $X_1, X_2, \ldots, X_n$, where each trial has probability of success $p$:
X = X_1 + X_2 + \cdots + X_n
Since the variance of a Bernoulli variable is $\mathrm{Var}(X_i) = p(1 - p)$, and the trials are independent, the variance of their sum is simply the sum of the individual variances:
\mathrm{Var}(X) = \mathrm{Var}(X_1) + \mathrm{Var}(X_2) + \cdots + \mathrm{Var}(X_n)
Therefore, the variance of the binomial distribution is:
\sigma^2 = n p q
This result shows that the variability of the distribution increases linearly with the number of trials $n$, and depends on both the probability of success $p$ and the probability of failure $(1 - p)$.
Example 1
Consider a factory that produces electronic sensors. Each sensor is tested to verify whether it operates correctly under specific temperature conditions. Suppose 6 sensors are selected at random from a production batch, and the probability that a single sensor passes the test is ( p = 0.7 ). We want to find the probability that exactly 4 of the 6 sensors will function properly during the test.

Assuming that each test is independent, the probability is given by:
\begin{align} b(4; 6, 0.7) &= \binom{6}{4} (0.7)^4 (0.3)^2 \\[5pt] &= \frac{6!}{4! \, 2!} (0.7)^4 (0.3)^2 \\[10pt] &= 15 \times 0.2401 \times 0.09 = 0.324135 \end{align}
The factorial symbol $(!)$ indicates the product of all positive integers up to a given number.
Therefore, the probability that exactly four sensors out of six will pass the test is approximately $0.324$, or 32.4%.
Cumulative binomial distribution
In some contexts, the goal is not to find the probability of getting exactly $x$ successes, but rather the probability of getting no more than a certain number of successes $r$ in $n$ Bernoulli trials. This type of probability is obtained by summing all individual terms of the binomial distribution from $x = 0$ up to $x = r$:
B(r; n, p) = \sum_{x = 0}^{r} b(x; n, p)
where $b(x; n, p)$ represents the probability mass function of the binomial distribution. The values of the cumulative binomial distribution are often provided in dedicated tables, similar in purpose to the standard normal Z table. Each entry in these tables corresponds to the cumulative probability of obtaining up to a given number of successes, for specific combinations of $n$ and $p$.
In more formal terms, the cumulative probability of the binomial distribution can be expressed as:
P[X \le c] = \sum_{x = 0}^{c} \binom{n}{x} p^{x} (1 - p)^{n - x}
This probability is often computed using cumulative binomial tables, which list pre-calculated values of $P[X \le c]$ for selected values of $n$ and $p$. A simplified portion of such a table is shown below.
n
c
p = 0.05
p = 0.10
p = 0.20
p = 0.30
p = 0.40
p = 0.50
…
1
0
0.950
0.900
0.800
0.700
0.600
0.500
…
1
1
1.000
1.000
1.000
1.000
1.000
1.000
…
2
0
0.903
0.810
0.640
0.490
0.360
0.250
…
2
1
0.998
0.990
0.960
0.910
0.840
0.750
…
2
2
1.000
1.000
1.000
1.000
1.000
1.000
…
…
…
…
…
…
…
…
…
…
These tables allow users to quickly find cumulative probabilities without computing each term of the summation, in the same way that the standard normal Z table is used to determine cumulative probabilities under the normal distribution. The intersection between a row and a column gives the cumulative probability $P[X \le c]$, that is, the probability of obtaining up to $c$ successes for the corresponding value of $n$ and $p$.
Such tabulated values allow for quick estimation of binomial probabilities without performing the full summation manually, just as the Z table simplifies the computation of probabilities under the normal distribution.
Normal approximation of the binomial distribution
In certain cases, the binomial distribution, which is inherently discrete, can be effectively approximated by a continuous normal distribution. This approximation is appropriate when the binomial distribution exhibits a roughly symmetric and bell-shaped form, closely resembling the profile of a normal curve. Such situations typically occur when the number of trials $n$ is large and the probability of success $p$ is not too close to 0 or 1.
In these conditions, the random variable $X$, distributed as $\mathrm{Bin}(n, p)$, can be approximated by a normal distribution with the same mean and variance:
X \approx \mathcal{N}(x; n p, n p q)
This method simplifies calculations and allows binomial probabilities to be estimated using the tools and Z tables associated with the normal distribution, providing accurate results in most practical applications.

If $X$ is a binomial random variable with mean $\mu = n p$ and variance $\sigma^2 = n p q$, then the limiting distribution of the standardized variable $Z$, defined as:
\frac{X - n p}{\sqrt{n p q}} \xrightarrow{d} \mathcal{N}(x; 0, 1) \quad \text{as } n \to \infty
is the standard normal distribution:
Z \sim \mathcal{N}(x; 0, 1)
The notation $\xrightarrow{d}$ denotes convergence in distribution, meaning that the probability distribution of the standardized variable gradually approaches the standard normal distribution as $n$ increases.
Example 2
To better illustrate the normal approximation to the binomial distribution, consider a company that produces small electronic components. During quality control, each item is tested to check whether it meets the required electrical specifications. Suppose that 100 components are tested and that the probability a single component passes the test is $p = 0.9$. We want to find the probability that between 85 and 92 components pass the inspection successfully.

Let $X$ be the discrete random variable representing the number of components that pass the test. Then the probability of interest can be written as:
P(85 \le X \le 92) = \sum_{x=85}^{92} b(x; 100, 0.9)
Since $n$ is large and $p$ is not too close to 0 or 1, we can use the normal approximation with:
\mu = n p = 100 \times 0.9 = 90
\sigma = \sqrt{n p q} = \sqrt{100 \times 0.9 \times 0.1} = 3
Because the binomial variable $X$ is discrete (it only takes integer values) and the normal distribution is continuous, the probability of $X$ lying between 85 and 92 is better approximated by the area under the normal curve from half a unit below 85 to half a unit above 92. For this reason, we replace the discrete bounds with
x_1 = 84.5 \quad \text{and} \quad x_2 = 92.5

We then compute the corresponding standardized values using the transformation:
z = \frac{x - \mu}{\sigma}
which gives:
z_1 = \frac{84.5 - 90}{3} = -1.83, \quad z_2 = \frac{92.5 - 90}{3} = 0.83
We can write:
P(85 \le X \le 92) = \sum_{x=85}^{92} b(x; 100, 0.9) \approx P(-1.83 \le Z \le 0.83)

According to the standard normal distribution, we have:
P(-1.83 \le Z \le 0.83) = P(Z \le 0.83) - P(Z \le -1.83)
From the standard normal Z table:
P(Z \le 0.83) = 0.7967, \quad P(Z \le -1.83) = 0.0336

Thus we obtain:
P(-1.83 \le Z \le 0.83) = 0.7967 - 0.0336 = 0.7631
Therefore, the probability that between 85 and 92 components pass the quality test is approximately 0.763, or 76.3%:
Comparison between the binomial and hypergeometric distributions
The binomial distribution applies when each trial has the same probability of success and when one trial does not influence the next. This setting is appropriate for sampling with replacement or for situations in which the population is large enough that removing a single item does not change its overall composition. In many real-world problems, however (such as quality control), the selected items are not replaced. In these cases, the composition of the population changes after each draw, and the binomial assumptions are no longer valid. The correct model becomes the hypergeometric distribution.
When the population size $N$ is not large compared with the sample size $n$, the probability of success can no longer be treated as constant across trials. The binomial model must then be replaced by its finite-population counterpart:
X \sim \text{Hyp}(N, K, n)
where $K$ is the number of successes in the population. Moving from the binomial to the hypergeometric distribution reflects the shift from independent trials with fixed probabilities to the more realistic setting of sampling without replacement.
Connection between the binomial and the Poisson distribution
When the number of trials $n$ is large and the probability of success $p$ is small, while keeping $n p = \lambda$ constant, the binomial distribution converges to the Poisson Distribution:
P(X = x) = \frac{e^{-\lambda}\lambda^x}{x!}
The binomial distribution thus serves as the foundation from which the Poisson model arises in the limit, offering a simplified representation of rare and independent events occurring over time or space.
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What are binomial equations
Binomial equations are a specific type of algebraic equations that involve only two terms, typically expressed in the form:
ax^n + b = 0
	  $a$ and $b$ are constants.
	  $x$ is a variable raised to a power of $n$, where $n$ is a positive integer.

Different strategies exist to solve these equations based on the value of $n$. When $n$ is an odd integer, the equation typically has a unique real solution. If $n$ is even, the presence of real solutions depends on the sign of the right-hand side: for example, the equation has no real solutions if it requires taking an even root of a negative number. In more advanced contexts, solutions may also include complex numbers, especially when working with negative or non-real results.
Equations with a degree less than two
If the value of $n$ equals $1$, the given equation reduces to a simple linear equation in the form of $ax + b = 0$ that can be solved by isolating the variable $x$ and finding its corresponding value.
ax+b= 0 \quad \rightarrow \quad x = \frac{-b}{a}
If the value of $n$ equals $2$, the given equation reduces to a quadratic equation in the form of $ax^2 + b = 0$ that can be solved using the quadratic formula or in a more straightforward calculating the square root of the term $\large{\frac{-b}{a}}$:
x = \pm \sqrt{\frac{-b}{a}}
This formula yields real solutions only when $-\dfrac{b}{a} \geq 0$. Otherwise, the equation has complex solutions.
Equations with a degree greater the than two
If $n$ is greater than 2, we are dealing with a relatively simple case of an equation with a degree higher than two. Generally, such equations can be solved by calculating the nth root of the value $\large{\frac{-b}{a}}$ while considering two two distinct cases, depending on whether $n$ os even or $n$ odd:
When $n$ is even and $\large{\frac{-b}{a}}$ is positive, we have two distinct solutions, or a single solution if $\large{\frac{-b}{a}}$ equals $0$ in the form:
x = \pm \sqrt[\Large{n}]{\frac{-b}{a}}
When $n$ is even and $\large{\frac{-b}{a}}$ is negative, the equation has no solutions in the real number field.

When $n$ is odd, there is always a single solution in the form:
x = \sqrt[\Large{n}]{\frac{-b}{a}}
In fact, the nth root of a negative number is feasible only when the root’s index is odd. This arithmetic operation is mathematically valid and can be executed using the same methodology as real positive numbers. The result of extracting the nth root of a negative number is also negative, except when the index is an even number. In such cases, there is no real solution.
Example 1
Solve the binomial equation $x^3-27 = 0$.
We have:
\begin{align*} x^3 &= 27 \\[0.6em] x &= \sqrt[\Large{3}]{27} x & = 3 \end{align*}
In this case, $n$ is odd, and the number under the root is positive, so the equation admits a single real solution.
The solution to the equation is:
x = 3
Example 2
Solve the binomial equation $x^3 + 8 = 0$.
We have:
\begin{align*} x^3 &= -8 \\[0.6em] x &= \sqrt[\large{3}]{-8} \end{align*}
In this case, $n$ is odd, and the number under the root is negative, so the equation admits a single real solution.
The solution to the equation is:
x= -2
Example 3
Solve the binomial equation $x^4 +5 = 0$.
We have:
\begin{align*} x^4 &= -5 \\[0.6em] x &= \sqrt[\large{4}]{-5} \end{align*}
In this case, $n$ is even, and the number under the root is negative, so the equation does not admit real solutions.
The solution to the equation is:
\nexists x \in \mathbb{R}
Indeed, the examples presented are merely generic illustrations of easily solvable equations. In practice, it is possible to encounter instances where complex polynomial equations may be reduced to binomial equations, which, as demonstrated, can be resolved using straightforward methods
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Introduction
Cauchy’s criterion is a useful tool for proving that a series converges without needing to know its sum. Rather than computing the exact value of the series, the criterion checks whether the partial sums eventually become arbitrarily close to one another. If this condition holds, we can conclude that the series converges even if the actual limit remains unknown.
This criterion relies on the Cauchy convergence criterion for sequences, which states that a sequence $a_n$ is convergent if and only if:
\forall \, \varepsilon > 0 \\ \exists \, \nu \in \mathbb{N} \, : \, |a_n - a_m| < \varepsilon \quad \forall\, n, m > \nu
A nice aspect of Cauchy’s approach is that it lets us understand a series by looking only at how its partial sums behave, without chasing the actual value they might approach. This perspective is especially helpful in proofs, where what matters is the structure of the argument rather than the final numerical outcome.
Cauchy’s convergence criterion
Let $\sum_{k=1}^{\infty} a_k$ be a series. According to Cauchy’s criterion, the series is convergent if and only if the following condition holds:
\forall \, \varepsilon > 0 \\ \exists \, \nu \in \mathbb{N}\, : \\ \left| \sum_{k=\nu+1}^{\nu+p} a_k \right| < \varepsilon \quad \forall \, p \in \mathbb{N}
In simple words, the sum of any tail of the series, starting from some sufficiently large index, must be arbitrarily small. This ensures that the partial sums become closer and closer, which implies convergence.

To prove this, we apply the Cauchy convergence criterion for sequences to the given series.
	  Recall that a series $\sum a_k$ converges if and only if the sequence of its partial sums $s_n = \sum_{k=1}^{n} a_k$ converges.
	  Therefore, the series converges if and only if the sequence $(s_n)$ is a Cauchy sequence.

In the case of a series, the difference between two partial sums can be written as:
s_{n+p} - s_n = \sum_{k=n+1}^{n+p} a_k
Taking the absolute value, we get:
|s_{n+p} - s_n| = \left| \sum_{k=n+1}^{n+p} a_k \right|
In simpler terms, the Cauchy criterion for sequences requires that:
|s_{n+p} - s_n| < \varepsilon
for all $p \in \mathbb{N}$, provided that $n$ is large enough. In our case, the expression:
\left| \sum_{k=n+1}^{n+p} a_k \right|
represents a tail of the series. If this tail becomes small when $n$ is large enough, then it behaves just like the $\varepsilon$ in the Cauchy condition for sequences. In other words, the tail plays the role of the difference we want to make arbitrarily small. For this reason, the criterion is proven.
Example 1
Let’s use Cauchy’s criterion to prove that the geometric series:
\sum_{k=0}^{\infty} x^k
converges when $|x| < 1$. We consider the tail of the series starting from index $n+1$:
\left| \sum_{k=n+1}^{n+p} x^k \right| = \left| x^{n+1} + x^{n+2} + \dots + x^{n+p} \right|
This is a finite geometric sum, which we can compute explicitly:
\left| \sum_{k=n+1}^{n+p} x^k \right| = \left| x^{n+1} \cdot \frac{1 - x^p}{1 - x} \right| = \frac{|x|^{n+1} \cdot |1 - x^p|}{|1 - x|}
Since $|x| < 1$, we have $|x|^{n+1} \to 0$ as $n \to \infty$, and the other factors remain bounded. Therefore, for any $\varepsilon > 0$, we can find $n$ large enough so that the entire expression is less than $\varepsilon .$
This works precisely because $x^k$ is the general term of a geometric sequence.
This shows that the tail becomes arbitrarily small, which satisfies Cauchy’s criterion.
Example 2
Let’s now prove that the geometric series:
\sum_{k=0}^{\infty} x^k
converges for a specific value, for example $x = 0.5$. Since $|x| < 1$, we expect the series to converge. To apply Cauchy’s convergence criterion, we examine the size of the tail:
\left| \sum_{k=n+1}^{n+p} x^k \right|

We can evaluate the sum using the formula:
\sum_{k=n+1}^{n+p} x^k = x^{n+1} \cdot \frac{1 - x^p}{1 - x}
Taking the absolute value gives:
\left| \sum_{k=n+1}^{n+p} x^k \right| = \frac{(0.5)^{n+1} \cdot |1 - (0.5)^p|}{|1 - 0.5|} = 2 \cdot (0.5)^{n+1} \cdot |1 - (0.5)^p|

Now note:
	  $(0.5)^{n+1} \to 0$ as $n \to \infty$
	  $|1 - (0.5)^p| \leq 1$ for all $p \in \mathbb{N}$

Therefore:
\left| \sum_{k=n+1}^{n+p} x^k \right| \leq 2 \cdot (0.5)^{n+1}

Since the right-hand side tends to zero as $n \to \infty$, for any $\varepsilon > 0$, we can find $n$ large enough so that:
\left| \sum_{k=n+1}^{n+p} x^k \right| < \varepsilon \quad \text{for all } p \in \mathbb{N}

This behavior is illustrated in the following plot, which shows how the partial sums $s_n$ rapidly approach the exact value of the series, which is $2$ when $x = 0.5$.
[image: ]
This satisfies Cauchy’s convergence criterion. So the series converges for $x = 0.5$.
Glossary
	  Cauchy’s criterion: a mathematical test used to determine the convergence of sequences and series without necessarily finding the limit or sum.

	  Convergent Series: A series whose sequence of partial sums approaches a finite limit.

	  Partial sums $s_n$: the sum of the first $n$ terms of a series, $s_n = \sum_{k=1}^{n} a_k$.

	  Cauchy sequence: a sequence in which the terms become arbitrarily close to each other as the sequence progresses.

	  Epsilon $\varepsilon$: a small positive number, typically used in definitions of limits and continuity to represent an arbitrarily small distance.

	  Nu $\nu$: an index (usually an integer) that is sufficiently large to satisfy a given condition in a convergence definition.

	  Tail of a series: the sum of the terms of a series starting from a specific index, often represented as $\sum_{k=\nu+1}^{\infty} a_k$ or, in the context of the criterion, a finite portion of the tail $\sum_{k=\nu+1}^{\nu+p} a_k$.
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What is a Cauchy sequence
A Cauchy sequence is a special type of sequence where, as you move further along, the terms get closer and closer to each other. It doesn’t matter what the limit is or even if you know it: what matters is that the difference between the terms becomes smaller and smaller. This idea is important because it helps us understand whether a sequence is behaving in a stable way, even before knowing exactly what it’s approaching. In formal terms:

Let ${a_n}$ be a sequence. Then ${a_n}$ is a Cauchy sequence if and only if it is convergent. In other words, the following condition holds:
\forall \varepsilon > 0 \quad \exists \nu \in \mathbb{N} : \quad |a_n - a_m| < \varepsilon \quad \forall n, m > \nu
This criterion also applies to series and allows us to prove convergence without knowing the exact value of the sum. Instead of computing a limit, we check whether the terms of the sequence of partial sums get arbitrarily close to one another.

A sequence of the form $a_n = \frac{1}{n}$ is a Cauchy sequence, where the values get closer and closer to each other as ( n ) increases. When plotted on a graph, it shows:
	  a curve starting from $a_1 = 1$ that decreases rapidly,
	  points that become increasingly dense near zero,
	  the distance between any two terms $a_n$ and $a_m$, for large $n$ and $m$, becomes smaller and smaller.

[image: Convergent sequence.]
As $n$ increases, the terms become smaller and smaller, approaching zero. This is a classic example of a sequence that converges to 0.

Another example of a Cauchy sequence is given by the sequence defined as:
a_n = 1 + \frac{1}{2} + \frac{1}{4} + \dots + \frac{1}{2^n}
This is the sum of the first $n$ terms of a geometric progression with ratio $\frac{1}{2}$. This sequence is a Cauchy sequence because:
	  The terms get closer and closer to each other.
	  Each new term adds less and less to the total sum.
	  The distance between $a_n$ and $a_m$ (for $m > n$) becomes extremely small, since you are only adding values like:
$\begin{align}\\[0.5em]\dfrac{1}{2^{n+1}}, \dfrac{1}{2^{n+2}}, \dots \end{align}$

[image: ]
In the limit, this sequence converges to $2$, reinforcing that it is both a Cauchy and convergent sequence.
In general, a numerical sequence is called a geometric progression when the ratio between each term and its previous one is constant
Theorem
Every convergent sequence $(x_n)_n$ is a Cauchy sequence.
A Cauchy allows us to detect convergence based solely on how close the terms get to each other, without needing to know the actual limit. In complete spaces like the real numbers, this internal consistency is enough to ensure the sequence converges.

In fact, let $(x_n)$ be a convergent sequence in $\mathbb{R}$, and let $L \in \mathbb{R}$ be its limit. By definition of convergence we have:
\forall \varepsilon > 0, \\ \exists N \in \mathbb{N} \\ \text{such that} \\ |x_n - L| < \frac{\varepsilon}{2} \quad \forall \, n \geq N
Now, for any $n, m \geq N$, we apply the triangle inequality:
|x_n - x_m| = |x_n - L + L - x_m| \leq |x_n - L| + |x_m - L| < \frac{\varepsilon}{2} + \frac{\varepsilon}{2} = \varepsilon
Thus, we have:
\forall \varepsilon > 0, \\ \exists N \in \mathbb{N} \\ \text{such that} \\ |x_n - x_m| < \varepsilon \quad \forall \, n, m \geq N
This is exactly the definition of a Cauchy sequence. Therefore, every convergent sequence is a Cauchy sequence.
Theorem
Every Cauchy sequence $(x_n)$ is also a bounded sequence. In fact, by definition, if $(x_n)$ is a Cauchy sequence, then:
\forall \varepsilon > 0, \\ \exists N \in \mathbb{N} \\ \text{such that} \\ |x_n - x_m| < \varepsilon \quad \forall n, m \geq N
Let’s choose $\varepsilon = 1$. Then there exists $N \in \mathbb{N}$ such that:
|x_n - x_m| < 1 \quad \forall n, m \geq N
Fix $m = N$, so we get:
|x_n - x_N| < 1 \Rightarrow |x_n| \leq |x_N| + 1 \quad \forall n \geq N
Now define:
M_1 := \max{|x_0|, |x_1|, \dots, |x_{N-1}|}, \quad M_2 := |x_N| + 1
Let:
M := \max{M_1, M_2} \Rightarrow |x_n| \leq M \quad \forall n \in \mathbb{N}
Therefore, the sequence $(x_n)$ stays entirely within a finite interval and is thus bounded.
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Introduction
Cauchy’s Theorem establishes a relationship between the changes of two functions over a given interval. Specifically, if $f(x)$ and $g(x)$ are continuous on a closed interval $[a, b]$ and differentiable in its interior, with $g’(x) \neq 0$, then there exists at least one point $c$ in $(a, b)$ where the ratio of their derivatives matches the ratio of their overall change across the interval:
Statement
The Cauchy’s theorem states the following. Let $f(x)$ and $g(x)$ be two functions such that:
	  $f(x)$ and $g(x)$ are continuous on the interval $[a, b]$.
	  $f(x)$ and $g(x)$ are differentiable at every point in the interior of the interval.
	  $g’(x) \neq 0$ for every $x$ in the interior of $[a, b]$.

Then, there exists at least one point $c$ in the interior of the interval $[a, b]$ such that:
\frac{f’ \left(c \right)}{g’ \left(c \right)} = \frac{f(b)-f(a)}{g(b)-g(a)}
that is, the ratio of the increments of the functions $f(x)$ and $g(x)$ over the interval $[a, b]$ is equal to the ratio of their respective derivatives evaluated at a point $c$ in the interior of the interval.
Setting $g(x) = x$ reduces Cauchy’s theorem directly to Lagrange’s theorem. With $g’(x) = 1$ and $g(b) - g(a) = b - a$, the conclusion takes the form:
\frac{f’(c)}{1} = \frac{f(b) - f(a)}{b - a}
 Lagrange’s theorem is therefore a special case of Cauchy’s theorem, obtained when one of the two functions is the identity.
Cauchy’s theorem provides the theoretical basis for the proof of L’Hôpital’s Rule.
Proof of Cauchy’s theorem
To prove the theorem, define a new function $\varphi(x)$ where $\lambda$ is a constant to be determined.:
\varphi(x) = f(x)-\lambda g(x)
We want to choose $\lambda$ such that $\varphi(a) = \varphi(b)$. From this condition, we obtain:
\lambda = \frac{f(b)-f(a)}{g(b)-g(a)}

Now the function $\varphi(x)$ is continuous on $[a, b]$ and differentiable on $(a, b)$, with $\varphi(a) = \varphi(b)$. We can apply the Rolle’s Theorem, which guarantees that there exists at least one point $c \in (a, b)$ such that $\varphi’ \left(c \right) = 0$. By calculating the derivative of $\varphi(x)$ and setting $\varphi’ \left(c \right) = 0$, we obtain:
\varphi’(x) = f’(x) - \lambda g’(x)
f’ \left(c \right) = \lambda g’ \left(c \right)

Substituting the value of $\lambda$, we get:
f’ \left(c \right) = \frac{f(b) - f(a)}{g(b) - g(a)} g’ \left(c \right)
By dividing both sides by $g’ \left(c \right )$, we obtain:
\frac{f’ \left(c \right)}{g’ \left(c \right)} = \frac{f(b) - f(a)}{g(b) - g(a)}
Thus, we have proven the conclusion of the theorem.
Example 1
Let’s verify, for example, that the theorem is applicable to the functions $f(x)$ and $g(x)$ in the interval [1,3]:
f(x) = 2x^2-4x+2
g(x) = x^2
The two functions are polynomials, therefore they are continuous and differentiable for every $x \in \mathbb{R}$. Moreover, $g’(x) = 2x \neq 0$. This satisfies the hypotheses of the theorem.

Let’s now verify the existence of a point $c \in (1,3)$ such that:
\frac{f’ \left(c \right)}{g’ \left(c \right)} = \frac{f(3)-f(1)}{g(3)-g(1)}
We obtain:
\frac{f(3)-f(1)}{g(3)-g(1)} = \frac{18-12+2-2+4-2}{9-1} = \frac{8}{8} = 1

Now let’s calculate:
\frac{f’ \left(c \right)}{g’ \left(c \right)} = \frac{4c-4}{2c}
From $1$, the equality becomes:
\begin{align} \frac{4c - 4}{2c} &= 1 \\[0.5em] \frac{4c - 4}{2c} &= \frac{2c}{2c} \\[0.5em] 4c - 4 &= 2c \\[0.5em] 2c &= 4 \\[0.5em] c &= 2\\\\ \end{align}
Since $c = 2 \in [1,3]$, the theorem is verified.
A note on the hypothesis $g’(x) \neq 0$
Consider the particular case in which $g(b) = g(a)$. In this situation, the denominator of the following ratio is zero, and the expression is undefined:
\frac{f(b)-f(a)}{g(b)-g(a)}
 For this reason, the constant cannot be introduced:
\lambda = \frac{f(b)-f(a)}{g(b)-g(a)}
 As a result, the proof utilising the following auxiliary function is no longer valid:
\varphi(x) = f(x) - \lambda g(x)
 Under the hypotheses of Cauchy’s theorem, this situation does not arise. The condition $g’(x) \neq 0$ within the interior of the interval ensures that g is strictly monotonic, which in turn guarantees that $g(b) \neq g(a)$. Therefore, the case $g(b) = g(a)$ is precluded by the theorem’s assumptions.
Selected references
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From squared normals to the chi-square distribution
The chi-square distribution is a continuous probability distribution that arises from analyzing how the sum of squared observations behaves when those observations follow a standard normal distribution. More precisely, when we say that it comes from the sum of squares, we mean the following procedure:
	  Consider a set of random variables that follow a standard normal distribution, that is $Z_1, Z_2, \dots, Z_k$ with distribution $\mathcal{N}(x; 0, 1)$.

	  Take the square of each observation: $Z_1^2, Z_2^2, \dots, Z_k^2$. Squaring ensures that the values are always positive and reflects how far each observation is from zero.

	  Sum all these squared values:


X = \sum_{i=1}^{k} Z_i^{,2}
	  The probability distribution that describes all the possible values of this sum is the chi-square distribution with $k$ degrees of freedom.

The parameter $k$ determines the shape of the distribution, influencing how much of the density is concentrated near zero and how much spreads toward larger values, as $k$ is the number of degrees of freedom.
From the gamma to the chi-square distribution
Another way to derive the chi-square distribution is through the gamma distribution, of which it is a particular case. Recall that the gamma distribution with shape parameter $\alpha$ and scale parameter $\beta$ has density
G(x;\alpha,\beta)= \begin{cases} \displaystyle \frac{1}{\beta^{\alpha}\,\Gamma(\alpha)}\, x^{\alpha-1} e^{-x/\beta} & x>0 \\[10pt] 0 & x \le 0 \end{cases}
	  The parameter $\alpha$ controls the shape of the distribution
	  The parameter $\beta$ is the scale parameter and stretches the distribution horizontally.

If we set $\alpha = k/2$ and $\beta = 2$, the gamma density reduces exactly to the form of the chi-square distribution with $k$ degrees of freedom. Therefore, the probability density function of the chi-square distribution is:
{\chi^2}(x; k) = \begin{cases} \displaystyle \frac{1}{2^{k/2}\,\Gamma(k/2)}\, x^{\,k/2 - 1} e^{-x/2} & x > 0 \\[10pt] 0 & x \le 0 \end{cases}
The behavior of the chi-square distribution is governed by the degrees of freedom $k$. As $k$ increases, the mode shifts to the right, the variance grows, and the distribution exhibits reduced skewness, gradually approaching a normal shape for large $k$.
[image: Chi-squared distribution.]
The chi-square distribution plays a central role in hypothesis testing and in the estimation of variance-related parameters, as it provides the theoretical foundation for many procedures that assess how well observed data agree with a statistical model and how much variability can be attributed to random fluctuations.
Key features
-
\text{1. } \quad {\chi^2}(x; k) = \frac{1}{2^{k/2}\,\Gamma(k/2)}\, x^{\,k/2 - 1}\, e^{-x/2} \qquad x > 0
-
\text{2. } \quad \mu = E(X) = k
-
\text{3. } \quad \sigma^{2} = \mathrm{Var}(X) = 2k
-
\text{4. } \quad \sigma = \sqrt{2k}
Each expression summarizes a fundamental property of the chi-square distribution. The density describes how the distribution depends on the degrees of freedom $k$, the mean and variance quantify its location and spread, and the standard deviation highlights how dispersion grows as additional squared normal components are added.
Sampling distribution of the sample variance
The sampling distribution of the sample variance describes the probabilistic behavior of the statistic $S^{2}$ when repeated samples are drawn from the same population. This concept is fundamental in statistical inference because it clarifies how the sample variance relates to the unknown population variance $\sigma^{2}$. Assume that:
X_1, X_2, \dots, X_n \sim N(\mu,\sigma^{2})
 are independent observations from a normal distribution. The sample variance is defined as
S^{2} = \frac{1}{n-1}\sum_{i=1}^{n}(X_i - \bar X)^{2}
 where the divisor $n-1$ accounts for the fact that the sample mean $\bar X$ is used as an estimate of $\mu$, reducing the degrees of freedom by one.
A result in mathematical statistics states that the standardized quantity:
\frac{(n-1)S^{2}}{\sigma^{2}}
 follows a chi-square distribution with $n-1$ degrees of freedom.
\frac{(n-1)S^{2}}{\sigma^{2}} \sim \chi^{2}_{\,n-1}
This result arises from the structure of the normal model. When each observation is standardized, the deviations $(X_i - \mu)/\sigma$ behave like independent $\mathcal{N}(x; 0, 1)$ variables. Squaring these deviations yields terms of the form $Z_i^{2}$, where $Z_i\sim \mathcal{N}(x; 0, 1)$, and the sum of such squared terms is precisely what defines a chi-square distribution.

In practice, the true mean $\mu$ is unknown and is replaced by the sample mean $\bar X$. This substitution introduces dependence among the deviations and reduces the number of independent squared terms from $n$ to $n-1$, explaining the degrees of freedom of the resulting chi-square distribution. The identity:
\frac{(n-1)S^{2}}{\sigma^{2}} \sim \chi^{2}_{,n-1}
 therefore characterizes the sampling distribution of the sample variance under normality.
The chi-square distribution provides the theoretical basis for inference about $\sigma^{2}$: it enables the construction of confidence intervals for the population variance and supports hypothesis tests that assess whether the observed sample variability is compatible with a hypothesized value of $\sigma^{2}$.
Understanding chi-square critical values
Once we know that the statistic:
\chi^{2} = \frac{(n-1)S^{2}}{\sigma^{2}}
 follows a chi-square distribution with $k = n - 1$ degrees of freedom under normality, the next step is to determine whether the observed value of $\chi^{2}$ is compatible with a hypothesized population variance. To answer this, we need the critical values of the chi-square distribution, that is, the points $x$ satisfying:
P(\chi^{2}_{k} \le x) = p
Because the chi-square distribution is asymmetric and lacks a simple closed-form inverse, its quantiles cannot be computed directly from an elementary formula. For this reason, just as one consults z-tables for the standard normal distribution, chi-square tables are used to look up the quantiles corresponding to specific probabilities and degrees of freedom.
When using these critical values, it is important to understand what they represent. In many statistical procedures, one is interested in the value $\chi^{2}_{\alpha}$ for which the area in the right tail of the chi-square distribution equals $\alpha$. This value satisfies:
P(\chi^{2}_{k} > \chi^{2}_{\alpha}) = \alpha
 meaning that only a fraction $\alpha$ of the total probability lies to the right of the critical point.
[image: ]
The shaded region in the figure illustrates precisely this idea: the dark area corresponds to the probability $\alpha$, and the boundary between the shaded and unshaded regions marks the critical value $\chi^{2}_{\alpha}$.

An example of a chi-square table is shown below. The rows correspond to the degrees of freedom $k$, while the columns list several probability levels $p$, each associated with the corresponding chi-square quantile $\chi^{2}_{p}$. The entry at the intersection of a given row and column represents the real number $x$ such that $P(\chi^{2}_{k} \le x) = p.$
These tables make it possible to locate the critical values required when constructing confidence intervals or performing hypothesis tests for a population variance. The fragment below illustrates the first few degrees of freedom together with commonly used probability levels; the ellipses indicate that both the rows and columns extend further.
$k$
$\chi^2_{.995}$
$\chi^2_{.990}$
$\chi^2_{.975}$
$\chi^2_{.950}$
$\chi^2_{.900}$
…
1
0.000
0.000
0.001
0.004
0.016
…
2
0.010
0.020
0.051
0.103
0.211
…
3
0.072
0.115
0.216
0.352
0.584
…
4
0.207
0.297
0.484
0.711
1.064
…
5
0.412
0.554
0.831
1.145
1.610
…
…
…
…
…
…
…
…
Complete versions of chi-square tables are widely available online and in most statistical reference books, providing a full set of critical values for many degrees of freedom and probability levels.
These critical values are essential for constructing confidence intervals for the population variance. If we choose a confidence level of $1 - \alpha$, the parameter $\alpha$ represents the total probability excluded from the interval. In a two-tailed setting, this probability is split evenly between the two tails, so that each tail contains $\alpha/2$. The central region of the chi-square distribution is therefore bounded by the two quantiles
\chi^{2}_{\alpha/2,\,k} \le \chi^{2} \le \chi^{2}_{1-\alpha/2,\,k}
Here, $\chi^{2}_{p,\,k}$ denotes the $p$-th quantile of the chi-square distribution with $k$ degrees of freedom. If the computed statistic lies within these bounds, the sample variability is consistent with the hypothesized variance; if it falls outside, the data exhibit either too little or too much dispersion to be compatible with the assumed model.
Example 1
A manufacturer of industrial pressure sensors reports that the output variability of its devices follows a normal distribution with a standard deviation of $\sigma = 0.8$ PSI (pounds per square inch). To verify whether the declared variability is plausible, an engineer decides to test four sensors selected at random (thus $n = 4$) and records their deviations from the nominal pressure. The measurements, together with the deviations from the sample mean, are summarized in the following table.
Sensor
Measured deviation (PSI)
$X_i - \bar X$
$(X_i - \bar X)^2$
1
0.5
-0.075
0.0056
2
1.1
0.525
0.2756
3
-0.2
-0.775
0.6006
4
0.9
0.325
0.1056
To proceed with the analysis, the sample mean is first computed:
\bar X = \frac{0.5 + 1.1 - 0.2 + 0.9}{4} = 0.575
The next step is to compute the sample variance, which describes the dispersion of the observed deviations around the sample mean. Using the standard definition of the unbiased estimator of the variance, one obtains:
S^{2} = \frac{1}{n-1}\sum_{i=1}^{n}(X_i - \bar X)^2 = \frac{1}{3}(0.9874) = 0.3291
The corresponding sample standard deviation is therefore
S = \sqrt{0.3291} \approx 0.574 \text{ PSI}
which gives a first indication of the variability observed in this particular sample.
To formally assess whether these data are consistent with the manufacturer’s stated standard deviation of 0.8 PSI, the variability must be related to the chi-square distribution. Under the assumption that the population truly has variance $\sigma^{2} = 0.8^{2} = 0.64$, the statistic:
\chi^{2} = \frac{(n-1)S^{2}}{\sigma^{2}}
should follow a chi-square distribution with $n-1 = 3$ degrees of freedom. Substituting the computed values gives:
\chi^{2} = \frac{3 \cdot 0.3291}{0.64} = 1.542
At this point, the observed value of the chi-square statistic must be compared with the interval that contains the central 95% of the $\chi^{2}_{3}$ distribution. The relevant bounds are:
0.215 \le \chi^{2} \le 7.815
Because the observed value $1.542$ falls inside this range, the sample does not exhibit unusual variability relative to what would be expected if the true standard deviation were indeed 0.8 PSI. In other words, the dispersion observed in the four tested sensors is entirely compatible with the manufacturer’s claim.
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Introduction to conic sections
When introducing the parabola, we observed that the intersection of a plane with a cone produces, once projected onto the plane, one of four possible curves: a circumference, a parabola, an ellipse, or a hyperbola. These four curves are collectively known as conics, and they share a common algebraic nature that allows us to treat them within a single unified framework. From a more formal standpoint, a conic is a second-degree algebraic curve in the plane, defined as the set of points $(x, y) \in \mathbb{R}^2$ whose coordinates satisfy a general quadratic equation in the variables $x$ and $y$. This equation takes the following form:
f(x, y) = a_{11}x^2 + 2a_{12}xy + a_{22}y^2 + 2a_{13}x + 2a_{23}y + a_{33} = 0
	  The coefficients $a_{ij}$ are real numbers.
	  The factor $2$ appearing in front of the mixed and linear terms is a conventional choice that simplifies the matrix representation of the conic.

In order for the equation to describe a quadratic curve, at least one among $a_{11}$, $a_{12}$, and $a_{22}$ must be different from zero otherwise the expression reduces to a linear equation and the locus degenerates into a line.

The specific type of conic obtained depends on the relative values of these coefficients, and in particular on the sign of the discriminant associated with the quadratic part. The circumference corresponds to the simplest and most symmetric case, in which the coefficients of $x^2$ and $y^2$ are equal and the mixed term $a_{12}xy$ vanishes.
[image: ]
From a geometric standpoint, this algebraic symmetry reflects the way the plane intersects the cone. When the cutting plane is perpendicular to the axis of the cone, the resulting section is a circumference, whose points are all equidistant from the axis itself. Any deviation from this perpendicularity breaks the symmetry between the two quadratic coefficients and produces one of the other conic sections.
What is a circumference
Given a point $C$ in the plane, called the center, the circumference is defined as the set of all points in the plane that are equidistant from $C$. Consider a circumference $\Gamma$ with center $C$ and radius $r$. For every point $P$ belonging to $\Gamma$ the following relation holds:
d(P, C) = r \qquad r \in \mathbb{R} \quad \\ r > 0
[image: ]
Let $C = (x_0, y_0)$ be the coordinates of the center and $P = (x, y)$ a generic point of the circumference. Using the formula for the distance between two points in the plane, the condition $d(P,C) = r$ becomes:
\sqrt{(x - x_0)^2 + (y - y_0)^2} = r
Since both sides are non-negative, squaring does not introduce spurious solutions and we obtain the standard form of the equation of a circumference:
(x - x_0)^2 + (y - y_0)^2 = r^2
Expanding the squares of the two binomials, we obtain:
x^2 - 2x\,x_0 + x_0^2 + y^2 - 2y\,y_0 + y_0^2 = r^2
We now move all terms to the left-hand side and introduce the following substitutions:
\begin{aligned} a &= -2x_0 \\[6pt] b &= -2y_0 \\[6pt] c &= x_0^2 + y_0^2 - r^2 \end{aligned}
With this choice of coefficients, the equation takes the compact form known as the general form of the equation of a circumference:
x^2 + y^2 + ax + by + c = 0
Center and radius from the general form
The general form $x^2 + y^2 + ax + by + c = 0$ is algebraically compact, but it does not expose the geometric quantities of the circumference as transparently as the standard form does. Given the coefficients $a$, $b$, and $c$, it is natural to ask whether the center and the radius can be recovered directly from them, and under which conditions the equation actually describes a circumference. Comparing the general form with the expressions of the coefficients obtained earlier:
\begin{aligned} a &= -2x_0 \\[6pt] b &= -2y_0 \\[6pt] c &= x_0^2 + y_0^2 - r^2 \end{aligned}
The first two relations give immediately the coordinates of the center:
x_0 = -\frac{a}{2} \qquad y_0 = -\frac{b}{2}
Substituting these values into the third relation and solving for $r^2$, we find:
r^2 = \frac{a^2}{4} + \frac{b^2}{4} - c
Since $r$ is a length, it must be a non-negative real number, and therefore the right-hand side of the previous equation cannot be negative. To make the discussion more compact, let us denote the quantity on the right-hand side by $\rho$:
\rho = \frac{a^2}{4} + \frac{b^2}{4} - c
The nature of the locus described by the equation $x^2 + y^2 + ax + by + c = 0$ depends entirely on the sign of $\rho$, and three distinct situations arise.
	  When $\rho > 0$, the equation represents a proper circumference. Its center has coordinates $\left(-a/2,\, -b/2\right)$ and its radius is $r = \sqrt{\rho}$. This is the only case in which the equation describes an actual curve in the plane.

	  When $\rho = 0$, the radius collapses to zero and the equation is satisfied only by the point $\left(-a/2,\, -b/2\right)$. The locus degenerates into a single point, which is sometimes referred to as a degenerate circumference of zero radius.

	  When $\rho < 0$, no real pair $(x, y)$ can satisfy the equation, because the sum of two squares can never equal a negative quantity. The locus is therefore empty: the equation still has a second-degree algebraic form, but it does not represent any real curve in the plane.


The condition $\rho > 0$ is thus the condition of existence of a real circumference expressed in general form. Whenever it is satisfied, the equation $x^2 + y^2 + ax + by + c = 0$ can be converted back into the standard form by completing the square, and the center and radius can be read off directly from the formulas above.
Circle and circumference
The terms circle and circumference are often used interchangeably but they refer to two distinct objects. The following points summarize the terminology and the formulas associated with each of them.
	  The circumference is the curve formed by all points of the plane equidistant from a fixed point called the center. It is a one-dimensional object, a closed curve with no interior.
	  The circle is the region of the plane bounded by a circumference, including all the points in its interior. It is a two-dimensional object, a surface.
	  The length of a circumference of radius $r$ is given by the formula $L = 2\pi r$. The constant $\pi$ expresses the fixed ratio between the length of any circumference and its diameter, a ratio that does not depend on the size of the circumference itself.
	  The area of a circle of radius $r$ is given by the formula $A = \pi r^2$. It would be incorrect to refer to the area of a circumference, since the circumference is a curve and, as such, has no area.

Radius, chord, diameter, and circle
Once the circumference has been defined, it is useful to introduce the basic geometric elements associated with it: the radius, the chord, the diameter, and the circle itself. These elements appear in the study of conics and in trigonometric applications and each of them identifies a specific relationship between points, segments, and regions of the plane.
[image: ]
	  A radius is any line segment that connects the center of the circumference to a point on the circumference itself.
	  A chord is any segment whose endpoints both lie on the circumference.
	  A diameter is any chord that passes through the center of the circumference; it is therefore the longest possible chord, and its length is exactly twice the radius.
	  A circle is the set containing all the points on the circumference together with all the points in its interior.


Among these elements, the chord plays a particularly important role, because its length can be expressed directly in terms of the radius and of the angle it subtends at the center. If $\theta$ denotes the central angle subtended by the chord, measured in radians, the length $c$ of the chord is given by the following formula, which involves the sine function:
c = 2r \cdot \sin\\!\left(\frac{\theta}{2}\right)
[image: ]
The formula has a geometric interpretation: the chord, together with the two radii joining its endpoints to the center, forms an isosceles triangle whose apex angle is $\theta$, and the expression $2r\sin(\theta/2)$ is precisely the length of the base of that triangle.
Arcs and circular sectors
An arc is a portion of a circumference bounded by two of its points. The endpoints of a chord divide the circumference into two arcs, and we say that the chord subtends the two arcs, or equivalently that each arc is subtended by the chord.
[image: ]
If $\theta$ denotes the central angle corresponding to the arc, measured in radians, and $r$ the radius of the circumference, the length of the arc is given by the formula:
\text{Arc length} = r \cdot \theta

A circular sector is the portion of a circle enclosed between an arc and the two radii connecting the center to the endpoints of the arc. Using the same notation as above, the area $A$ of a circular sector is given by the formula:
A = \frac{1}{2} r^2 \theta
[image: ]
Arcs represent measurable portions of a circumference, and are directly linked to central angles. Sectors, defined by an arc and two radii, allow us to compute areas and relate angular measures to linear distances. These concepts are essential for deriving arc length formulas and solving problems in trigonometry.
Example 1
Consider the circumference centered at the origin with radius $r = 1$. Substituting $x_0 = 0$, $y_0 = 0$, and $r = 1$ into the standard form $(x - x_0)^2 + (y - y_0)^2 = r^2$, we obtain:
x^2 + y^2 = 1
To express the same circumference in general form, we compare this equation with:
x^2 + y^2 + ax + by + c = 0
By direct inspection, the coefficients are:
a = 0 \qquad b = 0 \qquad c = -1
The equation of the unit circumference in general form is therefore:
x^2 + y^2 - 1 = 0
This is the simplest non-trivial instance of the general form, and it coincides with the equation of the unit circle, a reference configuration widely used in trigonometry to define the sine and cosine of an angle.
Circumferences and lines
The position of a line with respect to a circumference depends on the distance between the line and the center. A line can be classified as secant, tangent, or external to the circumference, and denoting by $D$ the distance from the center to the line and by $r$ the radius, the three cases are mutually exclusive and cover all possibilities.
[image: ]
	  A line is secant when it intersects the circumference at two distinct points, and this happens when $D < r$.
	  A line is tangent when it touches the circumference at exactly one point, and this happens when $D = r$.
	  A line is external when it does not meet the circumference at all, and this happens when $D > r$.


This geometric classification admits a purely algebraic counterpart. The intersection points between a line and a circumference are the solutions of the system formed by their equations:
\begin{cases} x^2 + y^2 + ax + by + c = 0 \\[6pt] y = mx + q \end{cases}
Substituting the expression for $y$ from the second equation into the first leads to a quadratic equation in the unknown $x$, whose number of real solutions coincides with the number of intersection points. Denoting by $\Delta$ the discriminant of this quadratic equation, the three cases discussed above correspond respectively to $\Delta > 0$, $\Delta = 0$, and $\Delta < 0$.
	  When $\Delta > 0$, the quadratic equation admits two real and distinct solutions, and the line is secant to the circumference.
	  When $\Delta = 0$, the quadratic equation admits a single real solution, counted with multiplicity two, and the line is tangent to the circumference.
	  When $\Delta < 0$, the quadratic equation has no real solutions, and the line is external to the circumference.

Example 2
Consider the circumference of equation $x^2 + y^2 - 2x - 2y - 3 = 0$ and the line of equation $y = -x + 3$. We want to determine whether the line is secant, tangent, or external to the circumference, and in the first two cases find the coordinates of the intersection points.
The intersection points are the solutions of the system formed by the two equations:
\begin{cases} x^2 + y^2 - 2x - 2y - 3 = 0 \\[6pt] y = -x + 3 \end{cases}
To simplify the calculations and to reveal the geometric content of the first equation, we rewrite it using the method of completing the square, which transforms each quadratic expression in $x$ and $y$ into a perfect square plus a constant:
(x - 1)^2 - 1 + (y - 1)^2 - 1 - 3 = 0
The method of completing the square rewrites a quadratic expression in a more structured and manageable form, making it easier to analyze and solve. The goal is to transform a quadratic polynomial or equation into an equivalent form in which a perfect square trinomial appears isolated on one side of the equation.


Moving the constants to the right-hand side, the system becomes:
\begin{cases} (x - 1)^2 + (y - 1)^2 = 5 \\[6pt] y = -x + 3 \end{cases}
The first equation now reveals that the given curve is a circumference with center $(1, 1)$ and radius $r = \sqrt{5}$. Substituting the expression for $y$ from the second equation into the first, we obtain:
(x - 1)^2 + (-x + 2)^2 = 5
Expanding both squares:
x^2 - 2x + 1 + x^2 - 4x + 4 = 5
Combining like terms and moving all terms to the left-hand side, the equation reduces to:
2x^2 - 6x = 0
Factoring out $2x$, we obtain the equivalent quadratic equation:
2x(x - 3) = 0
This equation admits two distinct real solutions:
x = 0 \qquad \text{or} \qquad x = 3
The corresponding values of $y$ are obtained by substituting into the equation of the line $y = -x + 3$. For $x = 0$ we get $y = 3$, and for $x = 3$ we get $y = 0$.
Therefore, the points of intersection are:
P_1 = (0,\\ 3) \quad \text{and} \quad P_2 = (3,\\ 0)
Since there are two distinct solutions, the line is a secant to the circle.
Concept
The structure of the entry is shown in the conceptual map, where each branch represents a core component and the sub-nodes highlight the specific notions discussed.
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Introduction
A defining feature of the field $\mathbb{C}$ is the absence of a total order compatible with its arithmetic operations. As established in the discussion of complex numbers, no relation $\leq$ can be defined on $\mathbb{C}$ so that it behaves consistently with addition and multiplication. Statements such as $z_1 < z_2$ are therefore meaningless for arbitrary complex numbers, and the comparison techniques available in $\mathbb{R}$ do not transfer to the complex setting.
What survives, and what makes a quantitative theory possible, is the modulus $|z|$. It assigns to every complex number a non-negative real value, and through it one can compare sizes, estimate distances, and bound sums and products. The inequalities collected here form the basic toolkit for these comparisons. They appear repeatedly in the analysis of complex sequences, in the convergence of series of complex terms, and in the geometric description of regions of the plane defined by analytic conditions.
The presentation that follows proceeds from the simplest estimates, those concerning the real and imaginary components, towards the triangle inequality and its consequences, and concludes with the Cauchy-Schwarz inequality, which provides a unifying perspective on the others.

Inequalities involving real and imaginary parts
Let $z = a + bi$ be a complex number, with $a = \mathrm{Re}(z)$ and $b = \mathrm{Im}(z)$. The modulus is defined by $|z| = \sqrt{a^2 + b^2}$, and from this definition follow three elementary inequalities that compare the modulus with the absolute values of the components. The first asserts that the absolute value of either part cannot exceed the modulus:
|\mathrm{Re}(z)| \leq |z|, \qquad |\mathrm{Im}(z)| \leq |z|
The proof is immediate. Since $a^2 \leq a^2 + b^2$, taking square roots yields $|a| \leq \sqrt{a^2 + b^2} = |z|$, and the corresponding argument applies to $b$. Equality for the real part holds precisely when $b = 0$, that is, when $z$ is real. Analogously, equality for the imaginary part holds exactly when $a = 0$, so when $z$ is purely imaginary.
Geometrically, this is the statement that the projection of a vector onto either coordinate axis cannot be longer than the vector itself. The projections become equal to the original length only in the degenerate case where the vector is already aligned with the axis.

The second inequality reverses the comparison and provides an upper bound for the modulus in terms of its components:
|z| \leq |\mathrm{Re}(z)| + |\mathrm{Im}(z)|
This bound follows from the algebraic identity $(|a| + |b|)^2 = a^2 + 2|a|\,|b| + b^2$, in which the cross term is non-negative. Hence one has $a^2 + b^2 \leq (|a| + |b|)^2$, and taking square roots gives the assertion. Equality occurs when $|a|\,|b| = 0$, so when at least one of the components vanishes.
These three inequalities allow one to convert bounds on $|z|$ into bounds on the components, and conversely.
Triangle inequality
The most important inequality in the arithmetic of complex numbers is the triangle inequality, which asserts that the modulus of a sum is bounded by the sum of the moduli. For any $z_1, z_2 \in \mathbb{C}$ the following relation holds.
|z_1 + z_2| \leq |z_1| + |z_2|
The proof relies on the identity $|z|^2 = z\,\overline{z}$, which converts modulus computations into algebraic manipulations of conjugates. Expanding the square of the modulus of the sum gives the following.
\begin{align} |z_1 + z_2|^2 &= (z_1 + z_2)\,\overline{(z_1 + z_2)} \\[6pt] &= (z_1 + z_2)(\overline{z_1} + \overline{z_2}) \\[6pt] &= |z_1|^2 + z_1 \overline{z_2} + \overline{z_1} z_2 + |z_2|^2 \end{align}
The two middle terms are complex conjugates of one another, so their sum is a real number equal to twice the real part of either:
z_1 \overline{z_2} + \overline{z_1} z_2 = 2\,\mathrm{Re}(z_1 \overline{z_2})
By the inequality on real parts established in the previous section, one has $\mathrm{Re}(z_1 \overline{z_2}) \leq |z_1 \overline{z_2}| = |z_1|\,|z_2|$. Substituting this bound yields the following estimate.
|z_1 + z_2|^2 \leq |z_1|^2 + 2|z_1|\,|z_2| + |z_2|^2 = (|z_1| + |z_2|)^2
Taking square roots, both sides being non-negative, completes the argument.

Equality in the triangle inequality holds precisely when $\mathrm{Re}(z_1 \overline{z_2}) = |z_1 \overline{z_2}|$, which occurs if and only if $z_1 \overline{z_2}$ is a non-negative real number. Geometrically, this condition means that $z_1$ and $z_2$ lie on the same ray from the origin, or that one of the two vanishes. In all other configurations the inequality is strict.
The geometric content is transparent. Interpreting $z_1$ and $z_2$ as vectors in the plane, the sum $z_1 + z_2$ is the diagonal of the parallelogram whose sides are the two vectors. The diagonal cannot exceed the sum of the lengths of the sides, and the two coincide only when the parallelogram degenerates into a segment, that is, when the vectors are parallel and point in the same direction.

A useful corollary applies to differences. Replacing $z_2$ with $-z_2$, and noting that $|-z_2| = |z_2|$, one obtains the following.
|z_1 - z_2| \leq |z_1| + |z_2|
This estimate has a direct interpretation as a bound on the distance between two points of the complex plane: the distance from $z_1$ to $z_2$ cannot exceed the sum of the distances of the two points from the origin.
Reverse triangle inequality
The triangle inequality has a companion result, often called the reverse triangle inequality, which provides a lower bound for the modulus of a difference. For any $z_1, z_2 \in \mathbb{C}$ one has the following.
\bigl|\,|z_1| - |z_2|\,\bigr| \leq |z_1 - z_2|
The derivation rests on a simple rewriting. Starting from the identity $z_1 = (z_1 - z_2) + z_2$ and applying the triangle inequality to the right-hand side, one obtains:
|z_1| \leq |z_1 - z_2| + |z_2|
Rearranging gives $|z_1| - |z_2| \leq |z_1 - z_2|$. Exchanging the roles of $z_1$ and $z_2$, and using $|z_2 - z_1| = |z_1 - z_2|$, produces the symmetric estimate $|z_2| - |z_1| \leq |z_1 - z_2|$. Combining the two inequalities yields the desired bound on the absolute value of the difference of the moduli.
Equality holds, as in the direct triangle inequality, when $z_1$ and $z_2$ lie on the same ray from the origin.

The reverse triangle inequality has an important analytic consequence. Viewed as a map $|\,\cdot\,| : \mathbb{C} \to \mathbb{R}$, the modulus is a Lipschitz function with constant $1$. The inequality says exactly that the change in modulus is no larger than the distance between the two points. As a consequence, the modulus is uniformly continuous on $\mathbb{C}$, a property routinely invoked in the analysis of sequences, series, and limits of complex-valued expressions.
Lipschitz continuity with constant $1$ is a strong form of uniform continuity. It guarantees that arbitrarily small variations of $z$ produce variations of $|z|$ that are no larger in magnitude than the variation of $z$ itself.

Generalized triangle inequality
The triangle inequality extends to finite sums of arbitrary length. For any $n \geq 1$ and any complex numbers $z_1, z_2, \ldots, z_n$, one has the following.
\left|\, \sum_{k=1}^{n} z_k \,\right| \leq \sum_{k=1}^{n} |z_k|
The proof proceeds by induction on $n$. The case $n = 1$ is trivial, since both sides reduce to $|z_1|$, and the case $n = 2$ is precisely the original triangle inequality. Suppose the bound holds for some $n \geq 2$. Writing the sum of $n + 1$ terms as the sum of two complex numbers, one consisting of the first $n$ summands and one consisting of the last, the triangle inequality gives:
\left|\, \sum_{k=1}^{n+1} z_k \,\right| = \left|\, \sum_{k=1}^{n} z_k + z_{n+1} \,\right| \leq \left|\, \sum_{k=1}^{n} z_k \,\right| + |z_{n+1}|
Applying the inductive hypothesis to the first term on the right yields:
\left|\, \sum_{k=1}^{n+1} z_k \,\right| \leq \sum_{k=1}^{n} |z_k| + |z_{n+1}| = \sum_{k=1}^{n+1} |z_k|
The estimate therefore holds at step $n + 1$, which completes the induction.

Equality requires more attention than in the two-term case. It holds if and only if all the non-zero summands lie on a single ray from the origin, that is, there exists a fixed unit vector $e^{i\alpha}$ and non-negative real numbers $r_1, r_2, \ldots, r_n$ such that $z_k = r_k e^{i\alpha}$ for every $k$. Under this condition the sum is itself a non-negative multiple of $e^{i\alpha}$, and its modulus equals the sum of the individual moduli.
The generalized triangle inequality is the foundation on which the theory of series of complex terms is built. The notion of absolute convergence, in particular, depends on this estimate, since it allows one to control the modulus of partial sums by partial sums of moduli, which are real and non-negative.
Cauchy-Schwarz inequality
The Cauchy-Schwarz inequality is a quantitative refinement that relates sums of products of complex numbers to sums of their squared moduli. In its finite form, for any complex numbers $a_1, \ldots, a_n$ and $b_1, \ldots, b_n$ one has the following.
\left|\, \sum_{k=1}^{n} a_k \overline{b_k} \,\right|^2 \leq \left( \sum_{k=1}^{n} |a_k|^2 \right) \left( \sum_{k=1}^{n} |b_k|^2 \right)
A standard derivation considers, for an arbitrary complex parameter $t$, the non-negative quantity:
P(t) = \sum_{k=1}^{n} |a_k - t b_k|^2
Setting $\sigma = \sum_{k=1}^{n} a_k \overline{b_k}$ and expanding the squared moduli gives the following.
\begin{align} P(t) &= \sum_{k=1}^{n} (a_k - t b_k)(\overline{a_k} - \overline{t}\,\overline{b_k}) \\[6pt] &= \sum_{k=1}^{n} |a_k|^2 - t\,\overline{\sigma} - \overline{t}\,\sigma + |t|^2 \sum_{k=1}^{n} |b_k|^2 \end{align}
If $\sum_{k=1}^{n} |b_k|^2 = 0$, then every $b_k$ vanishes and the inequality holds trivially. In all other cases the choice $t = \sigma / \sum_{k=1}^{n} |b_k|^2$ minimises $P(t)$ and substituting this value yields the following estimate.
0 \leq P(t) = \sum_{k=1}^{n} |a_k|^2 - \frac{|\sigma|^2}{\sum_{k=1}^{n} |b_k|^2}
Rearranging the last inequality produces the bound:
|\sigma|^2 \leq \left( \sum_{k=1}^{n} |a_k|^2 \right) \left( \sum_{k=1}^{n} |b_k|^2 \right)
which is exactly the Cauchy-Schwarz inequality.

Equality holds when $P(t) = 0$ for some value of $t$, which means that $a_k = t b_k$ for every index $k$. In other words, equality occurs precisely when the tuples $(a_1, \ldots, a_n)$ and $(b_1, \ldots, b_n)$ are proportional in $\mathbb{C}^n$.
The inequality is named after Augustin-Louis Cauchy, who established the version for real numbers, and Hermann Schwarz, who later extended it to inner product spaces. The complex finite-dimensional case presented here is the natural intermediate step between the two formulations.

The role of Cauchy-Schwarz extends well beyond the present setting. In the theory of inner product spaces, of which $\mathbb{C}^n$ is the prototypical finite-dimensional example, the inequality becomes the foundational estimate from which the geometric notion of angle, the parallelogram identity, and the entire structure of orthogonality follow.
Examples and applications
A first illustration concerns the use of the elementary component inequalities. Suppose $z = a + bi$ satisfies $|z| \leq 5$. The estimate $|a| \leq |z|$ gives $-5 \leq a \leq 5$, and the corresponding bound for $b$ shows that the point $z$ is contained in the square of side $10$ centred at the origin. Conversely, if $|a| \leq 3$ and $|b| \leq 4$, the inequality $|z| \leq |a| + |b|$ gives the loose bound $|z| \leq 7$. The sharper estimate $|z| \leq \sqrt{9 + 16} = 5$ requires the full Pythagorean computation but produces a tighter result.

A second application concerns the localisation of roots of polynomials. Consider a monic polynomial of degree $n$:
p(z) = z^n + a_{n-1} z^{n-1} + \cdots + a_1 z + a_0
Suppose $z_0 \in \mathbb{C}$ is a root of $p$, so that $z_0^n = -a_{n-1} z_0^{n-1} - \cdots - a_0$. Applying the generalized triangle inequality to the right-hand side yields the following bound.
|z_0|^n \leq \sum_{k=0}^{n-1} |a_k| \cdot |z_0|^k
Setting $M = \max_{0 \leq k \leq n-1} |a_k|$ and assuming $|z_0| > 1$, the right-hand side admits the upper bound:
M \cdot \frac{|z_0|^n - 1}{|z_0| - 1} \leq M \cdot \frac{|z_0|^n}{|z_0| - 1}
From this, one derives the inequality $|z_0| - 1 \leq M$. Consequently every root of $p$ satisfies the following estimate.
|z_0| \leq 1 + M
This is a classical bound, due to Cauchy, asserting that all the complex roots of a monic polynomial lie in a closed disc whose radius is determined by the largest coefficient. The argument is short, but it combines the triangle inequality with the geometric series and illustrates how the basic estimates yield substantive structural information about polynomial equations.

A third application uses the Cauchy-Schwarz inequality directly. Given complex numbers $z_1, \ldots, z_n$, choosing $a_k = z_k$ and $b_k = 1$ in the inequality gives the following.
\left|\, \sum_{k=1}^{n} z_k \,\right|^2 \leq n \sum_{k=1}^{n} |z_k|^2
This estimate compares the squared modulus of a sum of $n$ terms with the sum of the squared moduli, weighted by the number of summands. Unlike the generalized triangle inequality, which involves the linear sum of moduli, the bound on the right depends on the quadratic average of the $|z_k|$, and grows only as $\sqrt{n}$ when the moduli remain uniformly bounded. This sharper behaviour is one of the reasons why Cauchy-Schwarz plays a central role in the analysis of orthogonal sums and in the convergence of Fourier expansions.
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Introduction
A complex number $z$ is an expression of the form $z = a + bi$, where $a$ and $b$ are real numbers and $i$ is the imaginary unit, characterized by the defining relation $i^2 = -1$.
The real number $a$ is called the real part of $z$ and is denoted $\operatorname{Re}(z)$. The real number $b$ is called the imaginary part and is denoted $\operatorname{Im}(z)$. The set of all complex numbers is defined as follows:
\mathbb{C} := \{\, z = a + bi \mid a,\, b \in \mathbb{R} \,\}
Every real number $a \in \mathbb{R}$ can be identified with the complex number $a + 0i$, so $\mathbb{R}$ embeds naturally into $\mathbb{C}$ as a subfield.

The set $\mathbb{C}$, equipped with the addition and multiplication defined in the sections below, forms a field. Before examining each operation individually, it is useful to recall the field axioms that govern the arithmetic of complex numbers.
	  Closure: for any $z_1, z_2 \in \mathbb{C}$, the sum $z_1 + z_2$ and the product $z_1 \cdot z_2$ both belong to $\mathbb{C}$.

	  Commutativity and associativity: addition and multiplication are commutative and associative, in strict analogy with $\mathbb{R}$.

	  Neutral elements: the number $0 = 0 + 0i$ is the additive identity, and $1 = 1 + 0i$ is the multiplicative identity.

	  Additive inverse: for every $z = a + bi$, the additive inverse is $-z = -a - bi$, and one has $z + (-z) = 0$.

	  Multiplicative inverse: for every $z \neq 0$, there exists a unique $z^{-1} \in \mathbb{C}$ such that $z \cdot z^{-1} = 1$. Its explicit form is derived in the section on division below.

	  Distributivity: for all $z_1, z_2, z_3 \in \mathbb{C}$, the following identity holds:


z_1 \cdot (z_2 + z_3) = z_1 \cdot z_2 + z_1 \cdot z_3
Two structural properties distinguish $\mathbb{C}$ from $\mathbb{R}$. Unlike $\mathbb{R}$, the field $\mathbb{C}$ is not an ordered field. There is no total order on $\mathbb{C}$ compatible with its field operations, and expressions such as $z_1 < z_2$ are therefore undefined for general complex numbers.
More remarkably, $\mathbb{C}$ is algebraically closed. Every nonconstant polynomial with coefficients in $\mathbb{C}$ has at least one root in $\mathbb{C}$. This result, known as the fundamental theorem of algebra, has no analogue in $\mathbb{R}$, where polynomials such as $x^2 + 1$ admit no real roots.
Sum and difference of complex numbers
The sum and difference of two complex numbers are defined componentwise, by operating separately on the real and imaginary parts. Given $z_1 = a + bi$ and $z_2 = c + di$, the definitions are the following.
z_1 + z_2 = (a + c) + (b + d)i
z_1 - z_2 = (a - c) + (b - d)i

Let $z_1 = 2 - 3i$ and $z_2 = 3 + 5i$. To compute $z_1 - z_2$, we subtract the real parts and the imaginary parts separately. Subtracting $z_2$ is equivalent to adding the additive inverse $-z_2 = -3 - 5i$, so the operation reduces to a componentwise subtraction.
\begin{align} z_1 - z_2 &= (2 - 3i) - (3 + 5i) \\[6pt] &= (2 - 3) + (-3 - 5)i \\[6pt] &= -1 - 8i \end{align}
Let $z_1 = -4 + 2i$ and $z_2 = 6 - 7i$. To compute $z_1 + z_2$, we add the real parts and the imaginary parts separately, since addition in $\mathbb{C}$ acts componentwise by definition.
\begin{align} z_1 + z_2 &= (-4 + 2i) + (6 - 7i) \\[6pt] &= (-4 + 6) + (2 - 7)i \\[6pt] &= 2 - 5i \end{align}
The sum and difference of complex numbers inherit from the field structure of $\mathbb{C}$ all the algebraic properties that hold in $\mathbb{R}$: commutativity, associativity, and distributivity with respect to multiplication.


From a geometric point of view, complex numbers can be interpreted as vectors in the complex plane, where the horizontal axis represents the real part and the vertical axis represents the imaginary part. Given two complex numbers $z_1$ and $z_2$, represented as vectors from the origin, their sum $z_1 + z_2$ corresponds to vector addition by the parallelogram rule.
	  The vector corresponding to $z_2$ is translated so that its tail coincides with the tip of the vector corresponding to $z_1$.

	  The vector drawn from the origin to the new tip represents the resulting complex number $z_1 + z_2$.


[image: Sum and difference of complex numbers.]
The two constructions together provide a complete geometric interpretation of addition and subtraction in the complex plane.
The difference $z_1 - z_2$ is obtained by adding $z_1$ to the additive inverse $-z_2$, whose vector is the reflection of $z_2$ through the origin. Geometrically, $z_1 - z_2$ corresponds to the vector from the tip of $z_2$ to the tip of $z_1$, when both vectors originate at the origin.
Product of complex numbers
The product of two complex numbers is defined by applying the distributive property and the fundamental relation $i^2 = -1$. Given $z_1 = a + bi$ and $z_2 = c + di$, expanding the product yields the following.
(a + bi)(c + di) = (ac - bd) + (ad + bc)i
This formula need not be memorized as a rule: it is simply the result of distributing the multiplication and substituting $i^2 = -1$, as shown in the examples below.
An important property of multiplication in $\mathbb{C}$ is the multiplicativity of the modulus. Recalling that the modulus of $z = a + bi$ is defined as $|z| = \sqrt{a^2 + b^2}$, one can verify that for any $z_1, z_2 \in \mathbb{C}$ the following identity holds.
|z_1 \cdot z_2| = |z_1| \cdot |z_2|
This means that multiplication scales the moduli of the two factors. The same identity extends to division: for any $z_1, z_2 \in \mathbb{C}$ with $z_2 \neq 0$, one has the following.
\left|\frac{z_1}{z_2}\right| = \frac{|z_1|}{|z_2|}
The geometric significance of both identities becomes fully transparent in the trigonometric representation, where multiplication adds the arguments and division subtracts them.
Properties of the complex conjugate
The complex conjugate satisfies several algebraic identities that follow directly from its definition. Let $z, z_1, z_2 \in \mathbb{C}$. The conjugation map is an involution, meaning that applying it twice returns the original number:
\overline{\overline{z}} = z
Conjugation is compatible with addition, subtraction, and multiplication in the following sense:
\overline{z_1 + z_2} = \overline{z_1} + \overline{z_2}
\overline{z_1 - z_2} = \overline{z_1} - \overline{z_2}
\overline{z_1 \cdot z_2} = \overline{z_1} \cdot \overline{z_2}
These identities show that conjugation is a field automorphism of $\mathbb{C}.$ It preserves the algebraic structure of the field while fixing every element of $\mathbb{R}.$ Finally, the product of a complex number with its own conjugate yields the square of the modulus, a nonnegative real number.
z \cdot \overline{z} = a^2 + b^2 = |z|^2
This last identity is the key step in the computation of both the reciprocal and the quotient of complex numbers: multiplying the denominator by its conjugate produces the real number $|z|^2,$ which can then be divided out without leaving any imaginary part.
field automorphism is a bijective map from a field to itself that preserves addition and multiplication. Conjugation satisfies this condition, and since it fixes every real number, it is an automorphism of $\mathbb{C}$ over $\mathbb{R}$.

Division of complex numbers
To divide two complex numbers, we multiply both the numerator and the denominator by the complex conjugate of the denominator. This eliminates the imaginary part from the denominator and reduces the quotient to standard form. Given $z_1 = a + bi$ and $z_2 = c + di$ with $z_2 \neq 0$, the conjugate of the denominator is $\overline{z_2} = c - di$, and the procedure begins as follows.
\frac{a + bi}{c + di} = \frac{(a + bi)(c - di)}{(c + di)(c - di)}
Since $(c + di)(c - di) = c^2 + d^2$, which is a strictly positive real number whenever $z_2 \neq 0$, the quotient reduces to the following explicit form.
\frac{a + bi}{c + di} = \frac{ac + bd}{c^2 + d^2} + \frac{bc - ad}{c^2 + d^2}\,i
As with multiplication, this closed form need not be memorized: it is more instructive to multiply by the conjugate directly in each case.

Let $z_1 = 5 + 3i$ and $z_2 = 2 - i$. To compute the quotient $z_1 / z_2$, we multiply both numerator and denominator by the conjugate of the denominator, which is $\overline{z_2} = 2 + i$. Since we are multiplying by $\overline{z_2} / \overline{z_2} = 1$, the value of the expression is unchanged, while the denominator becomes a positive real number.
\begin{align} \frac{5 + 3i}{2 - i} &= \frac{(5 + 3i)(2 + i)}{(2 - i)(2 + i)} \\[6pt] &= \frac{10 + 5i + 6i + 3i^2}{4 + 1} \\[6pt] &= \frac{10 + 11i + 3(-1)}{5} \\[6pt] &= \frac{7 + 11i}{5} \\[6pt] &= \frac{7}{5} + \frac{11}{5}\,i \end{align}
Reciprocal of a complex number
The reciprocal of a nonzero complex number $z = a + bi$ is the multiplicative inverse $z^{-1}$, defined by the condition $z \cdot z^{-1} = 1$. It is a special case of division with numerator equal to $1$, and is computed by the same technique: multiplying numerator and denominator by the conjugate $\overline{z} = a - bi$. The general formula is the following.
z^{-1} = \frac{1}{a + bi} = \frac{a - bi}{a^2 + b^2} = \frac{a}{a^2 + b^2} - \frac{b}{a^2 + b^2}\,i

Let $z = 3 - 2i$. To compute $z^{-1}$, we multiply numerator and denominator by the conjugate $\overline{z} = 3 + 2i$. The denominator becomes $|z|^2 = 3^2 + 2^2 = 13$, a positive real number, so the expression reduces to a standard complex number.
\begin{align} \frac{1}{3 - 2i} &= \frac{3 + 2i}{(3 - 2i)(3 + 2i)} \\[6pt] &= \frac{3 + 2i}{9 + 4} \\[6pt] &= \frac{3 + 2i}{13} \\[6pt] &= \frac{3}{13} + \frac{2}{13}\,i \end{align}
Multiplication and division in trigonometric form
The operations of multiplication and division acquire a particularly transparent geometric interpretation when complex numbers are expressed in trigonometric or exponential form. Consider the following complex numbers:
z_1 = r_1(\cos\theta_1 + i\sin\theta_1)
z_2 = r_2(\cos\theta_2 + i\sin\theta_2)
Their product and quotient take the following form:
z_1 \cdot z_2 = r_1 r_2 \bigl(\cos(\theta_1 + \theta_2) + i\sin(\theta_1 + \theta_2)\bigr)
\frac{z_1}{z_2} = \frac{r_1}{r_2} \bigl(\cos(\theta_1 - \theta_2) + i\sin(\theta_1 - \theta_2)\bigr)
Multiplication therefore scales the moduli and adds the arguments, while division divides the moduli and subtracts the arguments. This geometric structure is entirely hidden in the algebraic form $a + bi$, and becomes visible only in the trigonometric and exponential representations of complex numbers.
Technique
The structure of the entry is shown in the conceptual map, where each branch represents a core component and the sub-nodes highlight the specific notions discussed.
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The following concepts, Complex Numbers, Properties of Real Numbers, are required as prerequisites for this entry.
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Introduction
While the algebraic form $z = a + bi$ is the most familiar representation of complex numbers, an alternative and often more powerful way to express them is through their exponential form:
z = r e^{i\theta}
The quantities appearing in this expression have the following meaning:
	  $r = |z| = \sqrt{a^2 + b^2}$ is the modulus, representing the distance of $z$ from the origin in the complex plane.

	  $\theta = \arg(z)$ is the argument, the angle in radians between the positive real axis and the vector representing $z$.

	  $r$ and $\theta$ retain their respective interpretations from the trigonometric representation of a complex number.


[image: ]
The point $P$ can be represented either in rectangular coordinates $(a, b)$ or in polar coordinates $(r, \theta)$. This duality highlights the connection between the algebraic and geometric perspectives of complex numbers.


The equation $z = r e^{i\theta}$ follows directly from Euler’s formula:
e^{i\theta} = \cos\theta + i\sin\theta
This identity shows that the exponential representation is equivalent to the trigonometric form:
z = r(\cos\theta + i\sin\theta)
Euler’s formula can be established by expanding $e^{ix}$, $\cos x$, and $\sin x$ as Taylor series and observing that the series for $e^{ix}$ splits naturally into real and imaginary parts:
e^{ix} = \sum_{n=0}^{\infty} \frac{(ix)^n}{n!} = \cos x + i\sin x
The formula involves Euler’s number $e$, a fundamental constant in mathematics. To understand its origin, one may consult the topic Euler’s number as the limit of a sequence, where it arises as the limit of a sequence. Geometrically, this corresponds to a reflection of $z$ across the real axis in the complex plane.


Given the complex number $z = a + bi$, its complex conjugate is defined as:
\overline{z} = a - bi
In exponential form, the conjugate of $z = r e^{i\theta}$ is obtained by negating the argument:
\overline{z} = r e^{-i\theta}
How to express a complex number in exponential form
Given a complex number $z = a + bi$, the conversion to exponential form proceeds as follows.
	  Compute the modulus of $z$ according to the definition:

r = \sqrt{a^2 + b^2}
	  Determine the argument $\theta$, that is, the angle that the vector representing $z$ forms with the positive real axis. When $a > 0$, one may use the formula:

\theta = \tan^{-1}\\!\left(\frac{b}{a}\right)
 When $a \leq 0$, the quadrant of $z$ must be taken into account to select the correct value of $\theta$.
	  Write $z$ in exponential form by applying Euler’s formula:

z = r e^{i\theta}

The argument of a complex number is not uniquely determined: if $\theta$ is an argument of $z$, then so is $\theta + 2k\pi$ for any integer $k$. More precisely, one has:
z = r e^{i(\theta + 2k\pi)}
k \in \mathbb{Z}
The exponential representation is therefore not unique; it is defined modulo $2\pi$. To remove this ambiguity, one conventionally selects the principal argument, denoted $\text{Arg}(z)$, which satisfies:
-\pi < \text{Arg}(z) \leq \pi
Unless otherwise stated, the argument is understood to mean the principal argument.
Example 1
Consider the complex number $z = 2 + 3i$ and its conversion to exponential form. The modulus is computed by applying the definition directly. Since $a = 2$ and $b = 3$, one obtains:
\begin{align} r = |z| &= \sqrt{a^2 + b^2} \\[6pt] &= \sqrt{2^2 + 3^2} \\[6pt] &= \sqrt{4 + 9} \\[6pt] &= \sqrt{13} \end{align}
 The argument $\theta$ is the angle that the vector representing $z$ forms with the positive real axis. Since $a = 2 > 0$, the number lies in the first quadrant and the arctangent formula applies without adjustment:
\theta = \tan^{-1}\\!\left(\frac{b}{a}\right) = \tan^{-1}\\!\left(\frac{3}{2}\right) \approx 0.98 \text{ rad}
Substituting $r = \sqrt{13}$ and $\theta \approx 0.98$ into the exponential form, the result is:
z = \sqrt{13}\, e^{\,i \cdot 0.98}
Example 2
Consider the complex number $z = -1 + i$ and its conversion to exponential form. The modulus is computed by applying the definition. Since $a = -1$ and $b = 1$, one obtains:
\begin{align} r = |z| &= \sqrt{(-1)^2 + 1^2} \\[6pt] &= \sqrt{1 + 1} \\[6pt] &= \sqrt{2} \end{align}
The argument requires more care. Since $a = -1 < 0$ and $b = 1 > 0$, the number lies in the second quadrant. The arctangent formula alone would give:
\tan^{-1}!\left(\frac{b}{a}\right) = \tan^{-1}\\!\left(\frac{1}{-1}\right) = \tan^{-1}(-1) = -\frac{\pi}{4}
 which corresponds to the fourth quadrant and is therefore incorrect. The correct argument is obtained by adding $\pi$:
\theta = -\frac{\pi}{4} + \pi = \frac{3\pi}{4}
Substituting $r = \sqrt{2}$ and $\theta = \dfrac{3\pi}{4}$ into the exponential form, the result is:
z = \sqrt{2}\, e^{\,i \frac{3\pi}{4}}
Properties of the exponential form
One of the principal advantages of the exponential form is the simplicity it confers on multiplication, division, and exponentiation of complex numbers. Given two complex numbers $z_1 = r_1 e^{i\theta_1}$ and $z_2 = r_2 e^{i\theta_2}$, their product is obtained by multiplying the moduli and adding the arguments:
z_1 z_2 = r_1 r_2\, e^{i(\theta_1 + \theta_2)}
As a concrete illustration, consider $z_1 = 2e^{i\pi/3}$ and $z_2 = 3e^{i\pi/6} .$ Their product is:
z_1 z_2 = 2 \cdot 3\, e^{i(\pi/3 + \pi/6)} = 6\, e^{i\pi/2}
 The modulus of the product is $6$ and its argument is $\pi/2$, corresponding to the imaginary unit direction in the complex plane.

Similarly, provided $z_2 \neq 0$, the quotient is obtained by dividing the moduli and subtracting the arguments:
\frac{z_1}{z_2} = \frac{r_1}{r_2}\, e^{i(\theta_1 - \theta_2)}
 Both operations correspond to simple geometric transformations in the complex plane: a dilation and a rotation. Integer powers are handled with equal efficiency. For any integer $n$, the rules of exponentiation give directly:
z^n = \left(r e^{i\theta}\right)^n = r^n e^{in\theta}
 The modulus is raised to the $n$-th power and the argument is scaled by $n$. Applying Euler’s formula to $e^{in\theta}$, this is equivalent to De Moivre’s Theorem:
(\cos\theta + i\sin\theta)^n = \cos(n\theta) + i\sin(n\theta)
 As an illustration, squaring $z = re^{i\theta}$ gives:
z^2 = r^2 e^{i2\theta}
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The resulting complex number has modulus $r^2$ and argument $2\theta$. Ggeometrically, the vector is stretched by a factor of $r^2$ and rotated to twice its original angle.
Roots in exponential form
The exponential form provides a natural framework for computing the $n$-th roots of a complex number. Given $z = re^{i\theta}$, the solutions of the equation $w^n = z$ are exactly $n$ distinct complex numbers, given by:
w_k = \sqrt[n]{r}\, e^{i(\theta + 2k\pi)/n}
k = 0, 1, \ldots, n-1
 The modulus of each root is $\sqrt[n]{r}$, while the arguments are equally spaced by $2\pi/n$. Geometrically, the $n$ roots correspond to the vertices of a regular polygon inscribed in a circle of radius $\sqrt[n]{r}$ in the complex plane.

As an illustration, consider the cube roots of $z = 8$. Writing $z = 8e^{i \cdot 0}$, one has $r = 8$ and $\theta = 0$, so the three roots are:
w_k = \sqrt[3]{8}\, e^{i \cdot 2k\pi/3} = 2\, e^{i \cdot 2k\pi/3}
k = 0, 1, 2
Explicitly we have:
\begin{align} w_0 &= 2e^{i \cdot 0} = 2 \\[6pt] w_1 &= 2e^{i \cdot 2\pi/3} = 2\\!\left(-\frac{1}{2} + i\frac{\sqrt{3}}{2}\right) = -1 + i\sqrt{3} \\[6pt] w_2 &= 2e^{i \cdot 4\pi/3} = 2\\!\left(-\frac{1}{2} - i\frac{\sqrt{3}}{2}\right) = -1 - i\sqrt{3} \end{align}
The three roots have equal modulus $2$ and are separated by angles of $2\pi/3$, forming the vertices of an equilateral triangle inscribed in a circle of radius $2$ centered at the origin.

Concept
The structure of the entry is shown in the conceptual map, where each branch represents a core component and the sub-nodes highlight the specific notions discussed.
Intermediate
2
Requires
1
Enables
The following concepts, Complex Numbers, Complex Numbers in Trigonometric Form, are required as prerequisites for this entry.
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Introduction
Complex numbers arise to overcome the limitations of the set of real numbers $\mathbb{R}$, particularly the impossibility of taking even-indexed roots of negative numbers. One major consequence of this restriction is the inability to determine the solutions of a quadratic equation with a negative discriminant.
In the set of real numbers $\mathbb{R}$, it is impossible to find a number whose square is $-1$, since the square of any real number is always non-negative. Consequently, solving the equation $p(x) = x^2 + 1 = 0$ has no solutions in $\mathbb{R}$. Indeed, this would lead to $x^2 = -1$, which is never satisfied in the set of real numbers $\mathbb{R}$.
Starting from this very equation, we introduce the symbol $i$, known as the imaginary unit, which is defined by the property:
i^2 = -1
In this way, the equation $x^2 + 1 = 0$ has two distinct complex roots, given by $\pm i$.
Construction of the complex numbers
The introduction of complex numbers is sometimes treated as a matter of convenient notation, as though the symbol $i$ were simply declared to satisfy $i^2 = -1$ and the matter were settled.This approach leaves an important question unanswered: does such an object actually exist, and if so, in what mathematical sense? The answer requires a short excursion into the construction of $\mathbb{C}$ from the real numbers.
The starting point is the Cartesian product $\mathbb{R}^2$, the set of all ordered pairs of real numbers. Each element of this set is a pair of the form $(a, b)$ with $a, b \in \mathbb{R}$. This set is the familiar Euclidean plane but here we want to equip it with an algebraic structure that makes it a field. To do so, addition and multiplication must be defined on $\mathbb{R}^2$.
Addition is defined componentwise. Given two pairs $(a, b)$ and $(c, d)$, their sum is the following:
(a,\, b) + (c,\, d) \;=\; (a + c,\; b + d)
 This is the natural extension of vector addition in the plane and presents no difficulty.

Multiplication is more subtle, and it is precisely here that the algebraic structure of the complex numbers diverges from that of $\mathbb{R}^2$ viewed merely as a vector space. The product of two pairs is defined as follows.
(a,\, b) \cdot (c,\, d) \;=\; (ac - bd,\; ad + bc)
 This rule is not arbitrary. It is the unique multiplication that turns $\mathbb{R}^2$ into a field extending $\mathbb{R}$, as will become apparent once the connection with the standard algebraic notation is made explicit. The set $\mathbb{R}^2$ equipped with these two operations is denoted $\mathbb{C}$ and its elements are called complex numbers.
The real numbers embed into $\mathbb{C}$ through the identification $a \mapsto (a, 0)$. One can verify directly that this map preserves both addition and multiplication, so $\mathbb{R}$ sits inside $\mathbb{C}$ as a subfield in a precise algebraic sense. The element $(0, 1)$, which has no counterpart in this embedded copy of $\mathbb{R}$, plays a distinguished role. Computing its square according to the multiplication rule gives the following result.
(0,\, 1) \cdot (0,\, 1) \;=\; (0 \cdot 0 - 1 \cdot 1,\; 0 \cdot 1 + 1 \cdot 0) \;=\; (-1,\; 0)
 Under the identification above, the pair $(-1, 0)$ corresponds to the real number $-1$. In other words, the element $(0, 1)$ of $\mathbb{C}$ satisfies exactly the relation that the symbol $i$ is traditionally required to satisfy. This element is called the imaginary unit and is denoted $i$, so that by definition $i = (0, 1)$ and consequently $i^2 = -1$. The property $i^2 = -1$ is therefore not a postulate imposed on an undefined symbol: it is a theorem that follows from the multiplication rule on $\mathbb{R}^2$.
With this notation established, every complex number $(a, b)$ can be decomposed as a combination of the two basis elements $(1, 0)$ and $(0, 1)$, which correspond to $1$ and $i$ respectively. The decomposition takes the familiar form $a + bi$, since the following chain of equalities holds.
\begin{align} (a,\, b) &= (a,\, 0) + (0,\, b) \\[6pt] &= a\cdot(1,\, 0) + b\cdot(0,\, 1) \\[6pt] &= a + bi \end{align}
 The notation $z = a + bi$ is thus a compact encoding of the ordered pair $(a, b)$, with $a$ called the real part and $b$ the imaginary part of $z$. These are written as $\mathrm{Re}(z) = a$ and $\mathrm{Im}(z) = b$. Note that the imaginary part is the real number $b$, not the quantity $bi$.

It remains to verify that the algebraic properties expected of a field actually hold. The verification is mechanical but worth summarising. Under addition, $\mathbb{C}$ forms an abelian group: commutativity and associativity are inherited directly from $\mathbb{R}$, the additive identity is $(0, 0)$, and the additive inverse of $(a, b)$ is $(-a, -b)$.
Multiplication is also commutative and associative, as can be confirmed by direct computation, and the multiplicative identity is $(1, 0)$. The distributive law holds. The only property requiring genuine attention is the existence of multiplicative inverses for nonzero elements. Given $(a, b) \neq (0, 0)$, one checks that its multiplicative inverse is the following pair.
(a,\, b)^{-1} \;=\; \left(\frac{a}{a^2 + b^2},\; \frac{-b}{a^2 + b^2}\right)
 The denominator $a^2 + b^2$ is strictly positive when $(a, b) \neq (0, 0)$, which ensures the formula is well defined for every nonzero complex number. The conclusion is that $\mathbb{C}$, as constructed, is a field. Moreover, since $\mathbb{R}$ embeds into it as a subfield, $\mathbb{C}$ is an extension field of $\mathbb{R}$. This is the precise mathematical sense in which the complex numbers extend the real number system.
One may also observe that, as a vector space over $\mathbb{R}$, the field $\mathbb{C}$ has dimension two, with basis ${1, i}$. This two-dimensionality is what makes the geometric interpretation in the complex plane so natural: the real and imaginary parts of a complex number serve as coordinates with respect to this basis.
The construction just described also generalises: replacing $\mathbb{R}$ with an arbitrary field $F$ and seeking an extension in which a chosen irreducible polynomial has a root leads to the broader theory of field extensions, of which $\mathbb{C} \cong \mathbb{R}[x]/(x^2 + 1)$ is the simplest and most important example.
Definition
A complex number $z$ is a number of the form $z = a + bi$, where $a$ and $b$ are real numbers. The set of complex numbers is denoted by $\mathbb{C}$ and is formally defined as follows.
\mathbb{C} := { z = a + ib \mid a, b \in \mathbb{R}}
 Let $z$ be any complex number. The quantity $a$ is referred to as the real part of $z$ and is denoted by $\mathrm{Re}(z)$, while $b$ is called the imaginary part of $z$ and is denoted by $\mathrm{Im}(z)$:
z = a + ib \quad \rightarrow \quad \begin{cases} \mathrm{Re}(z) = a \\[0.6em] \mathrm{Im}(z) = b \\\\ \end{cases}
	  The representation $z = a + ib$ is called the algebraic form of a complex number. As established in the construction above, the complex number $a + bi$ is the ordered pair $(a, b) \in \mathbb{R} \times \mathbb{R}$, and the set $\mathbb{C}$ coincides with the Cartesian product $\mathbb{R} \times \mathbb{R}$ equipped with the operations defined there.
	  The complex number $z = 2 + 3i$ has a real part of $2$ and an imaginary part of $3$.
	  Numbers of the form $z = ib$ are called purely imaginary numbers.


While the algebraic form is the most familiar representation of complex numbers, an alternative and often more powerful way to express them is through their polar trigonometric form:
z = r (\cos\theta + i\sin\theta)
 Another representation is the exponential form:
z = r e^{i\theta}
Complex plane
Due to the structure of the set $\mathbb{C}$ as a Cartesian product, complex numbers can be represented geometrically in the complex plane (also known as the Gaussian or Argand plane), where the real part corresponds to the $x$-coordinate and the imaginary part corresponds to the $y$-coordinate. Thus, the complex number:
z = x + iy
can be represented as the point $(x, y)$ in the plane, which is known as the Gaussian plane (or complex plane).
[image: ]
A purely imaginary number is represented by the ordered pair $i = (0,1)$.
Conjugate and modulus
Given the complex number $z = a + bi$, the conjugate of $z$ is defined as the complex number:
\overline{z} = a - bi
$\overline{z}$ is represented in the complex plane by the point symmetric to $z$ with respect to the $x$-axis.
[image: ]

Given the complex number $z = a + bi$, the modulus of $z$ is defined as:
|z| = \sqrt{a^2 + b^2}
It represents the distance from the origin to the point $(a, b)$ in the complex plane. This definition is directly derived from the Pythagorean theorem, since the modulus corresponds to the hypotenuse of a right triangle with legs of lengths $|a|$ and $|b|$:
|z|^2 = a^2 + b^2
[image: ]
Example
Let’s consider the complex number $z = 3 + 2i$. Using the modulus formula, we substitute $a = 3$ and $b = 2$:
|z| = \sqrt{3^2 + 2^2} = \sqrt{9 + 4} = \sqrt{13}
Thus, the modulus of $z = 3 + 2i$ is:
|z| = \sqrt{13} \approx 3.61
This value represents the distance of $z$ from the origin in the complex plane for the complex number $3 + 2i$.

Argument
The argument of a complex number $z = a + bi$ is the angle $\theta$ formed between the positive real axis and the segment connecting the origin to the point $(a, b)$ in the complex plane. It is measured in radians, counterclockwise from the positive real axis, and is denoted by $\arg(z)$.
The argument is not uniquely determined: any two angles differing by an integer multiple of $2\pi$ describe the same geometric direction. To resolve this ambiguity, one typically works with the principal argument, denoted $\mathrm{Arg}(z)$, which is the unique value of $\theta$ satisfying the following condition.
-\pi < \mathrm{Arg}(z) \leq \pi
Computing the argument requires care, because the naive formula $\theta = \arctan(b/a)$ is insufficient: the arctangent function returns values only in the interval $(-\pi/2,, \pi/2)$, which covers only the right half of the complex plane and fails entirely when $a = 0$. The correct determination of $\theta$ depends on the quadrant in which $(a, b)$ lies, and must be handled case by case.
When $a > 0$, the point lies in the right half-plane and the principal argument is given by the arctangent.
\mathrm{Arg}(z) = \arctan\\!\left(\frac{b}{a}\right)
 When $a < 0$ and $b \geq 0$, the point lies in the second quadrant, and a correction of $\pi$ must be added to bring the angle into the correct range.
\mathrm{Arg}(z) = \arctan\\!\left(\frac{b}{a}\right) + \pi
 When $a < 0$ and $b < 0$, the point lies in the third quadrant, and the correction is $-\pi$.
\mathrm{Arg}(z) = \arctan\\!\left(\frac{b}{a}\right) - \pi
 When $a = 0$, the point lies on the imaginary axis and the arctangent is undefined. In this case the argument is determined directly from the sign of $b$: if $b > 0$ then $\mathrm{Arg}(z) = \pi/2$, and if $b < 0$ then $\mathrm{Arg}(z) = -\pi/2$. The case $z = 0$ is excluded, since the argument of the origin is undefined.

As an illustration, consider the complex number $z = -1 + i$. Its real part is negative and its imaginary part is positive, so the point lies in the second quadrant. Applying the arctangent to the ratio $b/a = 1/(-1) = -1$ gives $\arctan(-1) = -\pi/4$, which falls in the fourth quadrant and is therefore incorrect. Since $a < 0$ and $b \geq 0$, the correction of $+\pi$ must be applied, yielding the following.
\mathrm{Arg}(z) = -\frac{\pi}{4} + \pi = \frac{3\pi}{4}
 This value is consistent with the geometric position of $z = -1 + i$: the point lies at equal distances from both axes in the second quadrant, forming an angle of $135°$ with the positive real axis.
Properties of $\mathbb{C}$
The sum and product of complex numbers satisfy the associative, commutative, and distributive properties, just like the set of real numbers. Associative property for sum and product. When adding or multiplying complex numbers, the way in which the numbers are grouped does not affect the result.
(z_1 + z_2) + z_3 = z_1 + (z_2 + z_3)
(z_1 \cdot z_2) \cdot z_3 = z_1 \cdot (z_2 \cdot z_3)
 Commutative property. The order in which two complex numbers are added or multiplied does not change the result.
z_1 + z_2 = z_2 + z_1
z_1 \cdot z_2 = z_2 \cdot z_1
 Distributive property. Multiplying a number by a sum gives the same result as multiplying each addend individually and then adding the products.
z_1 \cdot (z_2 + z_3) = z_1 \cdot z_2 + z_1 \cdot z_3

The complex number $0 + 0i$ is the additive identity in $\mathbb{C}$, since for every complex number $z = a + bi$, we have:
\begin{align} z + (0 + 0i) &= (a + bi) + (0 + 0i) \\[6pt] &= (a + 0) + (b + 0)i \\[6pt] &= a + bi \\[6pt] &= z \end{align}
 The complex number $1 + 0i$ is the multiplicative identity in $\mathbb{C}$, since for every complex number $z = a + bi$, we have:
\begin{align} z \cdot (1 + 0i) &= (a + bi) \cdot (1 + 0i) \\[6pt] &= a \cdot 1 + a \cdot 0i + bi \cdot 1 + bi \cdot 0i \\[6pt] &= a + bi \\[6pt] &= z \end{align}

The opposite of $a + bi$ is the complex number:
-(a + bi) = -a - bi
 The reciprocal of a nonzero complex number $z = a + bi$ is the complex number:
\frac{1}{z} = \frac{a}{a^2 + b^2} - \frac{b}{a^2 + b^2} i
 Complex numbers of the form $z = a + 0i$, where the imaginary part is zero, are precisely the real numbers.

The set of complex numbers $\mathbb{C}$ cannot be ordered in a way that is compatible with addition and multiplication. If there existed a total order $\leq$ on $\mathbb{C}$, we should be able to compare $i$ with $0$. There are two possible cases:
	  If $i > 0$, then multiplying both sides by $i$ gives $i^2 = -1 > 0$, which is a contradiction.
	  If $i < 0$, multiplying both sides by $i$ again leads to the same contradiction: $-1 > 0$.
Since neither case is valid, no total order on $\mathbb{C}$ can be defined.

Concept
The structure of the entry is shown in the conceptual map, where each branch represents a core component and the sub-nodes highlight the specific notions discussed.
Intermediate
2
Requires
6
Enables
The following concepts, Quadratic Equations, Types of Numbers, are required as prerequisites for this entry.
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Definition
The algebraic form $z = a + bi$ represents a complex number through its real and imaginary components directly. Every nonzero complex number can also be described by two geometric quantities, its distance from the origin and its angular position in the complex plane. This leads to the trigonometric form of a complex number:
z = r (\cos\theta + i\sin\theta)
	  $r = |z| = \sqrt{a^2 + b^2}$ is the modulus, representing the distance of $z$ from the origin in the complex plane.
	  $\theta = \arg(z)$ is the argument, the angle in radians between the positive real axis and the vector representing $z$.

[image: ]
Since the point $z = (a, b)$ lies in the complex plane at distance $r$ from the origin, and $\theta$ is the angle it forms with the positive real axis, the real and imaginary components can be expressed through the definitions of sine and cosine in a right triangle. The projections onto the two axes are the following.
\overline{OA} = \overline{OP} \cdot \cos(\theta) = r \cos(\theta)
\overline{OB} = \overline{OP} \cdot \sin(\theta) = r \sin(\theta)
That is, $a = r\cos(\theta)$ and $b = r\sin(\theta)$. Substituting these into the algebraic form of a complex number yields its trigonometric representation.
\begin{align} z = (a, b) &= a + ib \\[6pt] &= r \cos(\theta) + i r \sin(\theta) \\[6pt] &= r [\cos(\theta) + i \sin(\theta)] \\[6pt] \end{align}

The complex conjugate $\bar{z}$ of a complex number $z$ in trigonometric form is obtained by replacing $\theta$ with $-\theta$, which corresponds geometrically to reflecting $z$ across the real axis. Since cosine is an even function and sine is odd, the result takes the following form.
\bar{z} = r (\cos\theta - i\sin\theta)
See also how to express a complex number in its exponential form.

Operations
Given two complex numbers in trigonometric form:
z_1 = r_1 [\cos(\theta_1) + i \sin(\theta_1)]
z_2 = r_2 [\cos(\theta_2) + i \sin(\theta_2)]
their product is another complex number whose modulus is the product of the moduli and whose argument is the sum of the arguments. The multiplication formula is the following.
z_1 z_2 = r_1 r_2 [\cos(\theta_1 + \theta_2) + i \sin(\theta_1 + \theta_2)]
Geometrically, multiplying two complex numbers corresponds to scaling their distances from the origin by the product of their moduli and rotating the result by the sum of their arguments, combining a dilation and a rotation in a single operation.
This interpretation extends naturally to integer powers through De Moivre’s theorem.


The quotient of two complex numbers in trigonometric form, defined for $z_2 \neq 0$, follows a symmetric rule: the modulus of the result is the ratio of the moduli, and the argument is the difference of the arguments.
\frac{z_1}{z_2} = \frac{r_1}{r_2} \left[ \cos(\theta_1 - \theta_2) + i\sin(\theta_1 - \theta_2) \right]

Addition does not admit a comparably compact formula. The most direct approach is to convert both numbers to algebraic form, add their real and imaginary parts separately, and then convert the result back to trigonometric form if needed. The real and imaginary parts of the sum are the following.
x = r_1\cos\theta_1 + r_2\cos\theta_2
y = r_1\sin\theta_1 + r_2\sin\theta_2
The sum $z_1 + z_2$ is then expressed in algebraic form as $x + iy$. To recover the trigonometric form, one computes the modulus and the argument of the result. The modulus is given by the following.
r = \sqrt{x^2 + y^2}
The argument requires attention to the quadrant of the point $(x, y)$ in the complex plane. When $x > 0$, one has the following.
\theta = \arctan\\!\left(\frac{y}{x}\right)
When $x < 0$, a correction of $\pm\pi$ must be applied depending on the sign of $y$, and when $x = 0$ the argument is $\pm\pi/2$ according to the sign of $y$.
Modulus and argument
The modulus $r$ of a complex number represents its distance from the origin in the complex plane. It is computed via the Pythagorean theorem applied to the real and imaginary components, and its value is always non-negative.
r = |z| = \sqrt{a^2 + b^2} \geq 0
Since the modulus measures a geometric length, it cannot be negative. When $r = 0$, the only complex number satisfying this condition is $z = 0$, which corresponds to the origin of the complex plane. In that case, there is no directional component and the argument $\theta$ is undefined. For every nonzero complex number, the modulus is strictly positive, that is, $r > 0$.

The argument $\theta$ of a complex number describes its angular position in the complex plane, measured in radians from the positive real axis. Unlike the modulus, which is uniquely determined, the argument is not unique: two angles that differ by an integer multiple of $2\pi$ describe the same direction, and therefore the same complex number. More precisely, for any $k \in \mathbb{Z}$, the angles $\theta$ and $\theta + 2k\pi$ correspond to the same point in the complex plane. This is often written in the following compact form:
\arg(z) = \theta + 2k\pi, \quad k \in \mathbb{Z}
To obtain a unique representative, one typically selects the principal argument, denoted $\text{Arg}(z),$ which is the value of $\theta$ lying in the interval below.
-\pi < \theta \leq \pi
In this convention, angles are measured counterclockwise from the positive real axis, with negative values corresponding to directions below it. An alternative convention, common in engineering and applied mathematics, restricts the argument to the interval below.
0 \leq \theta < 2\pi
In this case all arguments are taken as non-negative. Both conventions are equally valid; the choice depends on the context. Regardless of the convention adopted, the argument of $z = 0$ remains undefined, since the origin carries no directional information.
How to express a complex number in trigonometric form
	  Given a complex number $z = a + bi$, compute its modulus using the following formula.

r = \sqrt{a^2 + b^2}
	  Determine the argument $\theta$ by identifying the quadrant of the point $(a, b)$ in the complex plane. When $a > 0$, the argument is given by the following.

\theta = \arctan\\!\left(\frac{b}{a}\right)
 When $a < 0$, a correction of $\pm\pi$ must be added depending on the sign of $b$. When $a = 0$ the argument is $\pi/2$ if $b > 0$ and $-\pi/2$ if $b < 0$.
	  Substitute $r$ and $\theta$ into the trigonometric form.

z = r (\cos \theta + i \sin \theta)
Example
Consider the complex number $z = 1 + i$ and its conversion to trigonometric form. The modulus is computed by applying the definition directly. Since $a = 1$ and $b = 1$, one obtains the following:
r = \sqrt{a^2 + b^2} = \sqrt{1^2 + 1^2} = \sqrt{2}
To determine the argument, observe that the point $(1, 1)$ lies in the first quadrant of the complex plane, where both components are positive. Since $a > 0$, the argument is given by the arctangent of the ratio $b/a$. Substituting the values yields the following:
\theta = \arctan\\!\left(\frac{b}{a}\right) = \arctan\\!\left(\frac{1}{1}\right) = \arctan(1) = \frac{\pi}{4}
This result is consistent with the geometry of the situation: the complex number $1 + i$ lies along the bisector of the first quadrant, which forms an angle of $\pi/4$ radians with the positive real axis.
Substituting $r = \sqrt{2}$ and $\theta = \dfrac{\pi}{4}$ into the trigonometric form gives the final result.
The complex number $1 + i$ in its trigonometric form is:
z = \sqrt{2} \left(\cos\frac{\pi}{4} + i\sin\frac{\pi}{4} \right)
Concept
The structure of the entry is shown in the conceptual map, where each branch represents a core component and the sub-nodes highlight the specific notions discussed.
Intermediate
4
Requires
2
Enables
The following concepts, Complex Numbers, Operations with Complex Numbers, Pythagorean Theorem, Sine and Cosine, are required as prerequisites for this entry.
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What are composite functions
When we talk about composite functions, we refer to the process of applying one function to the result of another. In other words, given two functions $f(x)$ and $g(x)$, a composite function is formed by evaluating $g$ at the output of $f$. This is denoted by:
g \circ f= g(f(x))
This means that we first apply $f$ to the input $x$, and then apply $g$ to the result.
[image: ]
This diagram illustrates the concept of a composite function: the input $x$ from set $A$ is first mapped to $f(x)$ in set $B$, and then $f(x)$ is mapped to $g(f(x))$ in set $C$, resulting in the composition $g \circ f$.

More formally, let two functions $f(x)$ and $g(x)$ be given such that:
	  $f \colon A \rightarrow B$
	  $g \colon B \rightarrow C$
	  $f(A) \subseteq B$

The composite function is defined as follows:
g \circ f \colon x \in A \rightarrow g(f(x)) \in C
This means that the function $g \circ f$ maps each element $x$ in the domain $A$ to the value $g(f(x))$, provided that the image of $f$ is contained in the domain of $g$.
Example
Consider the following functions:
	  $f(x) = 2x + 3$
	  $g(x) = x^2$


We wanto to define the composite function $g \circ f = g(f(x))$. Let’s start by evaluating $f(x)$:
f(x) = 2x + 3
Now plug that into $g(x)$:
g(f(x)) = g(2x + 3) = (2x + 3)^2
Therefore, the composite function is:
g \circ f = (2x + 3)^2
Composition with the inverse function
If a function $f$ is composed with its inverse $f^{-1}$, the result is the identity function, which maps each element of a set to itself:
f(f^{-1}(x)) = f^{-1}(f(x)) = x
This operation is valid only if the function $f$ is invertible, meaning that it is both one-to-one (injective) and onto (surjective) over its domain.
When the composition between two functions is well-defined, that is, when the output of the first function lies within the domain of the second, we can write:
g(f(x)) \equiv g \circ f \quad \text{and} \quad f(g(x)) \equiv f \circ g
This notation highlights that function composition is not commutative: in general, the order in which functions are composed affects the outcome, and the following holds:
g \circ f \neq f \circ g
Example
Let’s demonstrate with a simple example that function composition is not a commutative operation, that is, in general, $g \circ f \neq f \circ g$. Consider the two functions:
	  $f(x) = e^x$
	  $g(x) = x + 1$


Compute $f \circ g$:
f \circ g = f(g(x)) = f(x + 1) = e^{x + 1}
Compute $g \circ f$:
g \circ f = g(f(x)) = g(e^x) = e^x + 1
We have:
	  $(f \circ g)(x) = e^{x + 1} = e \cdot e^x$
	  $(g \circ f)(x) = e^x + 1$

These expressions are not equal and this proves that function composition is not commutative.
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Point estimation
When we rely on a sample to learn something about an unknown population parameter, say the mean $\mu$, a natural first step is to use a point estimator. In practice, this means choosing a statistic $\hat{\theta}$ computed from the data and hoping that it captures, in a reasonable way, the value of the parameter we are trying to estimate. A property of a good estimator is unbiasedness: on average, across all possible samples we could have drawn, the estimator should hit the correct target. Formally, this requirement is written as:
\mu_{\hat{\theta}} = E(\hat{\theta}) = \theta
 meaning that the sampling distribution of $\hat{\theta}$ is centered exactly at the true parameter.

Of course, being centered on the right value does not mean that every single estimate will be perfect. Each sample carries its own variability, and this inevitably propagates to the estimator. The degree of this fluctuation is described by the sampling variance
\operatorname{Var}(\hat{\theta})
 which quantifies how much the estimator tends to move around from one sample to the next. For instance, when estimating a population mean, the sample mean $\bar{X}$ has the properties
E(\bar{X})=\mu \quad \operatorname{Var}(\bar{X})=\frac{\sigma^{2}}{n}
 so its accuracy improves naturally as the sample size $n$ grows. A natural consequence of this variability is that any point estimate will generally differ from the true parameter by some amount. This difference is often referred to as the estimation error, and it can be written formally as
\delta = \hat{\theta} - \theta
 Because different samples lead to different values of $\hat{\theta}$, the estimation error is itself a random quantity. While we cannot eliminate this error $\delta$, we can study its behavior, quantify how large it is likely to be, and design estimators whose variability is as small as possible.

Despite this, it remains rather unlikely that the specific value of $\hat{\theta}$ obtained from a single sample will match the true parameter exactly. Every sample is just one of many possible snapshots of the population, each with its own quirks and randomness. This unavoidable sample-to-sample variation is precisely why statisticians often go beyond point estimates. To convey uncertainty in a more faithful and transparent way, it becomes essential to complement any point estimate with a range of plausible values, a principle that lies at the foundation of confidence intervals.
All these considerations take place within the framework of sampling distributions. Different samples drawn from the same population can produce different results, and examining the distribution of a statistic across all such samples helps us understand its variability and the uncertainty involved when inferring population parameters from sample data.
Interval estimation
Since a point estimate will almost never coincide exactly with the true value of a population parameter, it is often more meaningful to report a range of values within which the parameter is likely to fall. This leads to the idea of interval estimation. The intuition is simple: rather than committing to a single number, we use the information in the sample to build two bounds that frame the parameter. In symbolic form, we write
\hat{\theta}_{L} < \theta < \hat{\theta}_{U}
 where $\hat{\theta}_{L}$ and $\hat{\theta}_{U}$ represent the lower and upper limits derived from the data. In this way, the estimate acknowledges the uncertainty inherent in sampling and provides a realistic range of plausible values for the population parameter, such as the mean $\mu$. The interval can also be interpreted as providing bounds on the estimation error: the deviation $\delta = \hat{\theta} - \theta$ is confined between the lower and upper limits, ensuring that the error cannot exceed the specified range.

To make this idea more precise, it helps to remember that the interval itself is built from the sample. This means that its endpoints, $\hat{\theta}_{L}$ and $\hat{\theta}_{U}$, change from one sample to another—just as any statistic does. As a result, the interval is not fixed but every time we draw a new sample, we would obtain a slightly different pair of bounds.
What we can consider is the probability that the interval constructed from the sample will contain the true parameter $\theta$. This probability is called the confidence level, and it is written as:
P\\!\left( \hat{\theta}_{L} < \theta < \hat{\theta}_{U} \right) = 1 - \alpha
 In simpler terms, if we were to repeat the sampling process many times, roughly a fraction $1 - \alpha$ of the intervals we compute would succeed in capturing the actual value of the parameter. In summary:
	  The interval $\hat{\theta}_{L} < \theta < \hat{\theta}_{U}$ defines the $100(1-\alpha)%$ confidence interval.
	  The quantity $1 - \alpha$ is the confidence level.
	  The bounds $\hat{\theta}_{L}$ and $\hat{\theta}_{U}$ are the lower and upper confidence limits.

In practice, the value of $\alpha$ is often chosen so that the confidence level $1 - \alpha$ falls between 95% and 99%. These levels strike a balance between having an interval that is sufficiently narrow to be informative and sufficiently wide to capture the true parameter with high probability. As the confidence level increases, the interval necessarily widens, reflecting the fact that a broader range gives a higher chance of containing the unknown parameter.
Interval estimation of the mean with known $\sigma$
Consider the problem of estimating the population mean by constructing an interval from a single sample drawn from a normally distributed population with known $sigma$. In this setting, a confidence interval for the mean $\mu$ can be obtained by using the Central Limit Theorem and the fact that the standardized sample mean follows the standard normal distribution. These results describe the behavior of the sampling distribution of $\bar{X}$ and make it possible to quantify the uncertainty associated with the estimate.
To construct the confidence interval, we introduce the standardized variable
Z = \frac{\bar{X} - \mu}{\sigma / \sqrt{n}}
which follows the standard normal distribution when the population variance $\sigma^{2}$ is known. Using this variable, we build an interval that captures the central portion of the distribution:
P\\!\left( -z_{\alpha/2} < Z < z_{\alpha/2} \right) = 1 - \alpha
where $z_{\alpha/2}$ is the critical value such that the area in the two tails of the standard normal curve sums to $\alpha$, and each tail individually accounts for $\alpha/2$. In other words, $z_{\alpha/2}$ is chosen so that the area to its right under the standard normal density is exactly $\alpha/2$.
[image: Confidence intervals.]
To solve for the population mean $\mu$, we substitute the expression for $Z$ into the probability statement above, obtaining:
P\\!\left( -z_{\alpha/2} < \frac{\bar{X} - \mu}{\sigma / \sqrt{n}} < z_{\alpha/2} \right) = 1 - \alpha
By isolating the parameter $\mu$ within the inequality, we obtain an expression that directly describes the range of plausible values for the population mean. Solving for $\mu$ yields:
P!\left( \bar{X} - z_{\alpha/2},\frac{\sigma}{\sqrt{n}} \;<\; \mu \;<\; \bar{X} + z_{\alpha/2}\,\frac{\sigma}{\sqrt{n}} \right) = 1 - \alpha
which represents the $100(1-\alpha)%$ confidence interval for the mean.

A confidence interval with level $100(1-\alpha)%$ offers a quantitative measure of the reliability of a point estimate. If the true mean $\mu$ were positioned exactly at the midpoint of the interval, then $\bar{X}$ would coincide with $\mu$ and no estimation error would arise. In general, though, the sample mean will not match the population mean perfectly, and the resulting estimate inevitably deviates from the true value.
This deviation can be described through the absolute difference $|\bar{X} - \mu|$ and with probability $1-\alpha$ the error is bounded above by:
z_{\alpha/2}\,\frac{\sigma}{\sqrt{n}}
A common misunderstanding is to think that a 95% confidence interval means there is a 95% chance that $\mu$ is inside this interval. This is not the right interpretation. The true value $\mu$ is fixed, it does not move and it does not come with a probability attached to it. What actually changes from sample to sample is the interval itself.
If we were to collect many samples and build a new interval each time, about 95% of those intervals would include the true mean. So the 95% refers to how well the method works in the long run, not to the chance that $\mu$lies in the specific interval we obtained from our single sample.
Sample size
One practical question that often arises when working with interval estimation is how large the sample needs to be in order to keep the estimation error below a chosen threshold $\delta$. In other words, we want a sample size that allows us to be confident at the $100(1-\alpha)%$ level that the difference between the sample mean and the true population mean will not exceed $\delta$.
This formula applies specifically to the case in which the population standard deviation $\sigma$ is known. Under this assumption, the minimum sample size required is:
n = \left( \frac{z_{\alpha/2}\,\sigma}{\delta} \right)^{2}
Example
A company tests the battery life of a new model of smartphone. From a sample of 25 phones, the average battery duration recorded is $\bar{x} = 11.8$ hours. Assume that previous studies indicate a known population standard deviation of $\sigma = 1.5$ hours.
	  Compute the 95% confidence interval for the true mean battery life $\mu$.
	  Determine how large the sample must be to ensure, with 95% confidence, that the estimation error does not exceed $\delta = 0.20$ hours.


We are dealing with a standard example in which the task is to determine a confidence interval for a sample drawn from a population with known variance. Since the population standard deviation $\sigma$ is known, we use the standard normal distribution. For a 95% confidence level, the critical value is:
z_{0.025} = 1.96
The value $1.96$is obtained from the standard normal Z Table.

To construct the interval, we first compute the standard error of the sample mean, which measures how much $\bar{X}$ is expected to vary from sample to sample. Using the known population standard deviation, we obtain:
\frac{\sigma}{\sqrt{n}} = \frac{1.5}{\sqrt{25}} = \frac{1.5}{5} = 0.30
Next, we determine the margin of error by multiplying the standard error by the critical value $z_{0.025} = 1.96$:
1.96 \times 0.30 = 0.588
This gives the half-width of the confidence interval. Therefore, the 95% confidence interval for the population mean $\mu$ is $11.8 \pm 0.588$ which corresponds to the range $(11.212,\; 12.388)$.

Using the standard formula for the sample size when the population standard deviation is known, we write:
n = \left( \frac{z_{\alpha/2},\sigma}{\delta} \right)^{2}
We now substitute the numerical values into the expression:
n = \left( \frac{1.96 \times 1.5}{0.20} \right)^{2} = \left( \frac{2.94}{0.20} \right)^{2} = 216.09
Since the sample size must be an integer and we always round upward to preserve the desired confidence level, the required sample size is $n = 217$.
In summary, the two results we obtain are:
	  95% confidence interval for the mean $(11.212,\; 12.388)$.
	  Required sample size for an error of $\delta = 0.20$ is $n = 217$.
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Continuous function at a point
The concept of continuity of a function is used to determine whether the function behaves predictably near a point, without jumps, holes, or abrupt changes. Formally, a function $y = f(x)$ is said to be continuous at a point $x_0$ if the following limit holds:
\lim_{x \to x_0} f(x) = f(x_0)
In other words, this means that the limit of the function as $x$ approaches $x_0$ exists and is finite, and that this limit is equal to the value of the function at $x_0$. For example, the function $f(x) = \sin(x)$ is continuous on all of $\mathbb{R}$. At every point $x_0 \in \mathbb{R}$, the limit of $\sin(x)$ as $x \to x_0$ exists, is finite, and satisfies $\lim_{x \to x_0} \sin(x) = \sin(x_0)$.
[image: ]
In fact, consider $x_0 = \frac{\pi}{2}$ as a specific example. We have:
\lim_{x \to \frac{\pi}{2}} \sin(x) = \sin\\!\left(\frac{\pi}{2}\right) = 1
The condition for continuity for the sine function is satisfied at $x_0$, and the same reasoning extends to all other points in the domain.

Another way to express the continuity of a function at a point is to state that the right-hand and left-hand limits of the function at that point exist, are finite, and coincide with the function’s value. Referring to a generic point $x_0$, this can be written as:
\lim_{x \to x_0^+} f(x) = \lim_{x \to x_0^-} f(x) = f(x_0)
This condition guarantees that the graph of the function has no breaks or discontinuities at the point $x_0.$
This property is evident in the graph of $f(x) = \sin(x)$. At each point $x_0$, the curve approaches the same value from both the left and the right, and this value matches $f(x_0)$. The graph forms a continuous, uninterrupted path across the entire real line, and this visual continuity reflects the analytical condition that the one-sided limits of the function and its value are equal.

Example 1
Let us consider the polynomial function:
f(x) = 3x + 1
We are interested in verifying whether this function is continuous at the point $x_0 = 2$. To do so, we first compute the limit of the function as $x$ approaches $2$:
\lim_{x \to 2} f(x) = \lim_{x \to 2} (3x + 1) = 3 \cdot 2 + 1 = 7
Next, we evaluate the function directly at the point:
f(2) = 3 \cdot 2 + 1 = 7
Since the function is a first-degree polynomial, its graph is a straight line.
[image: ]
The limit exists, is finite, and coincides with the value of the function at that point. Therefore, we can conclude that
\lim_{x \to 2} f(x) = f(2) = 7
This confirms that the function $f(x) = 3x + 1$ is continuous at $x = 2.$
This reasoning extends to higher-degree polynomial functions. For example, the quadratic function $f(x) = x^2$ has a parabolic graph, and for every point $x_0 \in \mathbb{R}$, the limit exists, is finite, and satisfies $\lim_{x \to x_0} x^2 = x_0^2 = f(x_0)$.

Continuous function on an interval
When we consider an interval instead of a single point, we say that a function $y = f(x)$ is continuous on a closed and bounded interval $[a, b]$ if the following condition holds:
\lim_{x \to x_0} f(x) = f(x_0) \quad \forall \, x_0 \in (a, b)
Just as with continuity at a point, continuity over a closed interval can be expressed in terms of one-sided limits at the endpoints of the interval. Specifically, the function must satisfy:
\begin{align} \lim_{x \to a^+} f(x) &= f(a) \\[6pt] \lim_{x \to b^-} f(x) &= f(b) \end{align}
For example, the function $f(x) = \sqrt{x}$ defined on the interval $[0, 4]$ is continuous at every interior point, as the square root function is continuous on $(0, +\infty)$.
[image: Example of continuous function.]
At the left and right endpoints, the one-sided continuity conditions are respectively satisfied:
\begin{align} \lim_{x \to 0^+} \sqrt{x} &= 0 = f(0) \\[6pt] \lim_{x \to 4^-} \sqrt{x} &= 2 = f(4) \end{align}
Therefore, all three conditions for continuity are met, and $f(x) = \sqrt{x}$ is continuous on $[0, 4]$.
Functions continuous on their domain
The following functions are continuous on their respective domains:
	  Polynomial functions of the form $P(x) = a_0 + a_1 x + \cdots + a_n x^n.$
	  Rational functions.
	  The exponential function $a^x.$
	  The logarithmic function $\log_a x.$
	  The absolute value function $|x|.$
	  The trigonometric functions sine $\sin x$, cosine $\cos x$, and tangent $\tan x$, as well as their inverse functions.

Discontinuity
A function that is not continuous at a given point is said to exhibit a discontinuity at that point. Discontinuities occur when the local stability provided by continuity fails to hold. Specifically, this may happen if the function is undefined at the point, if the limit does not exist, or if the limit exists but differs from the function’s value. Discontinuities are categorised into three mutually exclusive types:
	  A removable discontinuity occurs when the limit of the function exists and is finite, but the function is either undefined at the point or its value does not equal the limit.
	  A jump discontinuity occurs when both the left-hand and right-hand limits exist and are finite, but these limits are not equal.
	  An infinite discontinuity is present when at least one of the one-sided limits is infinite, resulting in the function diverging near the point instead of approaching a finite value.

A single point cannot simultaneously exhibit more than one type of discontinuity.


Let us look at an example of a simple function that is not continuous: the sign function, denoted by $\operatorname{sign}(x)$. This function is defined as:
\operatorname{sign}(x) = \begin{cases} -1 & \text{if } x < 0 \\[0.5em] \phantom{-}0 & \text{if } x = 0 \\[0.5em] \phantom{-}1 & \text{if } x > 0 \end{cases}
At first glance, it may seem straightforward, but this function is not continuous at $x = 0$. To be continuous at a point, the limit from the left and the limit from the right must exist and be equal to the function’s value at that point. Let’s examine the limits:
	  As $x \to 0^-$, the function approaches $-1.$
	  As $x \to 0^+$, the function approaches $1.$

So we have:
\begin{align} \lim_{x \to 0^-} \operatorname{sign}(x) &= -1 \\[6pt] \lim_{x \to 0^+} \operatorname{sign}(x) &= 1 \end{align}
Since the two one-sided limits are not equal, the overall limit as $x \to 0$ does not exist. And although the function is defined at $x = 0$, we cannot match it with a limit value. Therefore, the function is discontinuous at $x = 0$, even though it is continuous everywhere else on $\mathbb{R} \setminus \{0\}$.
Properties
The sum or difference of two continuous functions is also continuous. Suppose $f$ and $g$ are functions from $\mathbb{R}$ to $\mathbb{R}$, and let $x_0$ be a point belonging to both $\operatorname{Dom}(f)$ and $\operatorname{Dom}(g)$, where both functions are continuous. Then the function $f + g$, as well as $f - g$, is continuous at the point $x_0$. In other words, if both $f$ and $g$ are continuous at a point $x_0$, that is:
\begin{align} \lim_{x \to x_0} f(x) &= f(x_0) \\[6pt] \lim_{x \to x_0} g(x) &= g(x_0) \end{align}
then the sum $f + g$ is also continuous at $x_0$, meaning:
\lim_{x \to x_0} [f(x) + g(x)] = f(x_0) + g(x_0)

The product of two continuous functions is a continuous function. Let $f, g : \mathbb{R} \to \mathbb{R}$, and let $x_0 \in \operatorname{Dom}(f) \cap \operatorname{Dom}(g)$ be a point where both functions are continuous. Then the product function $f \cdot g$ is continuous at $x_0$. In other words, if:
\begin{align} \lim_{x \to x_0} f(x) &= f(x_0) \\[6pt] \lim_{x \to x_0} g(x) &= g(x_0) \end{align}
then:
\lim_{x \to x_0} [f(x) \cdot g(x)] = f(x_0) \cdot g(x_0)

The quotient of two continuous functions remains continuous, provided that the denominator does not vanish. Let $f, g : \mathbb{R} \to \mathbb{R}$, and let $x_0 \in \operatorname{Dom}(f) \cap \operatorname{Dom}(g)$ be a point where both functions are continuous, and such that $g(x_0) \ne 0$. Under these conditions then the quotient function $f/g$ is continuous at $x_0$. In other words, if we have:
\begin{align} \lim_{x \to x_0} f(x) &= f(x_0) \\[6pt] \lim_{x \to x_0} g(x) &= g(x_0) \\[6pt] g(x_0) &\ne 0 \end{align}
then the following equality holds:
\lim_{x \to x_0} \left[ \frac{f(x)}{g(x)} \right] = \frac{f(x_0)}{g(x_0)}

The composition of continuous functions is also a continuous function. Let $f, g : \mathbb{R} \to \mathbb{R}$, and let $x_0 \in \operatorname{Dom}(f)$ be a point where $f$ is continuous. Suppose that $g$ is continuous at $y_0 = f(x_0)$. Then the composite function $g \circ f$ is continuous at $x_0$, meaning:
\lim_{x \to x_0} [g(f(x))] = g\left( \lim_{x \to x_0} f(x) \right) = g(f(x_0))

If a function $f$ is continuous and strictly monotonic on an interval $I \subset \mathbb{R}$, then it is invertible on $I$, and its inverse function $f^{-1}$ remains continuous on $f(I)$. Equivalently, for any $y_0 = f(x_0)$, the following holds:
\lim_{y \to y_0} f^{-1}(y) = x_0
Strict monotonicity guarantees that the function does not change direction, thereby preventing distinct nearby inputs from mapping to the same output. In the absence of monotonicity, continuity alone is insufficient to ensure the continuity of the inverse function.
From continuity to uniform continuity
Continuity is a local property. At each point $x_0$ and for every $\varepsilon > 0$, there exists a $\delta > 0$, which may depend on $x_0$, such that
|x - x_0| < \delta \to |f(x) - f(x_0)| < \varepsilon
The value of $\delta$ may vary from point to point. In regions where the function grows rapidly, smaller values of $\delta$ are often necessary.
Uniform continuity extends this concept by imposing a single global constraint. A function $f : A \to \mathbb{R}$ is uniformly continuous on $A$ if, for every $\varepsilon > 0$, there exists a $\delta > 0$ such that
|x - y| < \delta ;\Rightarrow; |f(x) - f(y)| < \varepsilon \quad \forall \, x, y \in A
In this context, $\delta$ depends solely on $\varepsilon$ and is independent of the specific points in the domain. In general, we have:
	  Continuity does not imply uniform continuity.
	  Uniform continuity does imply continuity.

For example, the function $f(x) = x^2$ is continuous on $\mathbb{R}$, but it is not uniformly continuous on $\mathbb{R}$ because no single $\delta$ can regulate its growth across the entire real line.
Concept
The structure of the entry is shown in the conceptual map, where each branch represents a core component and the sub-nodes highlight the specific notions discussed.
Intermediate
3
Requires
9
Enables
The following concepts, Functions, Limits, Real Numbers, are required as prerequisites for this entry.
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Definition of a continuous random variable
A continuous random variable is a function that assigns a real number to each element of a continuous sample space. Unlike discrete random variables, it can take on infinitely many values within a given interval. Formally, a continuous random variable is a function:
X : \Omega \to \mathbb{R}
where $\Omega$ is a continuous sample space composed of infinitely many outcomes that can vary smoothly. In this case, probabilities are not assigned to individual values but to intervals of values, and they are determined through a probability density function.

A continuous random variable has the special property that the probability of it assuming any precise value is zero.
P(X = x_0) = 0
What matters instead is the probability of the variable falling within a given range of values. In general, therefore, when $X$ is a continuous random variable, the probability of it taking any specific value is zero, and we have:
P(a < X \le b) = P(a < X < b) + P(X = b)
Since $P(X = b) = 0$ we have:
P(a < X \le b) = P(a < X < b)
This means that, for continuous random variables, the exact endpoints of the interval are insignificant. The probability remains the same whether the bounds are included or not.
Probability from the density function
To determine the probability distribution of a continuous random variable $X$ within a general interval $(a, b)$, it is necessary to compute the following definite integral:
P(a < X < b) = \int_a^b f(x)\,dx
The resulting probability corresponds to the area under the curve of the probability density function $f(x)$ between the limits $a$ and $b$.
[image: ]

To describe a continuous probability distribution, we use a probability density function $f(x)$. This function defines how the probability is distributed across the possible values of the random variable $X$. A function $f(x)$ qualifies as a valid probability density if it satisfies the following conditions:
\begin{align} & f(x) \ge 0, \quad \text{for all } x \in \mathbb{R} \\[12pt] & \int_{-\infty}^{+\infty} f(x),dx = 1 \\[6pt] & P(a < X < b) = \int_a^b f(x)\,dx \end{align}
These conditions ensure that the density function is always non-negative, that the total probability over the entire real line equals one, and that probabilities for any interval can be obtained by integration.
Unlike discrete random variables, which assign probabilities to individual outcomes through a probability mass function (PMF), continuous random variables are described by a probability density function (PDF). In this case, probabilities are not tied to specific points but to areas under the curve, representing the likelihood of the variable falling within a given interval.
Cumulative distribution function
As with discrete random variables, it is also possible to define a cumulative distribution function $F(x)$ for a continuous random variable $X$ with a probability density function $f(x)$. The cumulative distribution function represents the probability that the variable $X$ takes on a value less than or equal to $x$. Formally, for a variable $X$, the cumulative distribution function is defined as:
F(x) = P(X \le x) = \int_{-\infty}^{x} f(t)\,dt
It describes how probability accumulates from the left tail of the distribution up to the point $x$. Considering a general interval $(a, b)$ like the one shown in the previous figure, the probability that the variable $X$ takes a value within that range is given by:
P(a < X < b) = F(b) - F(a)
where $F(b)$ and $F(a)$ represent the values of the cumulative distribution function that is the antiderivative of the density function evaluated at the upper and lower limits of the interval.
Joint probability density function
In the case of two continuous random variables $X$ and $Y$, we can describe how their probabilities are distributed together through a joint probability density function $f(x, y)$. The term joint indicates that the function represents the combined behavior of both variables that is, how the probability is shared across different pairs of values $(x, y)$ in the two-dimensional plane. It allows us to study the relationship between $X$ and $Y$, including whether they are independent or correlated.
A function $f(x, y)$ is a valid joint probability density function if it satisfies the following conditions:
\begin{align} & f(x, y) \ge 0, \forall \, (x, y) \\[12pt] & \int_{-\infty}^{+\infty} \int_{-\infty}^{+\infty} f(x, y)\,dx\,dy = 1 \\[6pt] & P\big[(X, Y) \in A\big] = \int \int_A f(x, y)\,dx\,dy \end{align}

Starting from the joint probability density function $f_{X,Y}(x, y)$, it is possible to define the marginal distributions of $X$ and $Y$. In the continuous case, these functions describe the probability behavior of each variable individually, regardless of the other. In other words, they represent the total probability obtained by integrating out the other variable. The marginal density functions are given by:
\begin{align} f_X(x) &= \int_{-\infty}^{+\infty} f_{X,Y}(x, y)\,dy \\[12pt] f_Y(y) &= \int_{-\infty}^{+\infty} f_{X,Y}(x, y)\,dx \end{align}
where $f_X(x)$ is the marginal density of $X$, and $f_Y(y)$ is the marginal density of $Y$.
Example 1
Consider a continuous random variable $X$ that represents the lifetime in years of a light bulb. Suppose its probability density function is given by:
f(x) = \begin{cases} \lambda e^{-\lambda x} & x \ge 0 \\[6pt] 0 & x < 0 \end{cases}
where $\lambda > 0$ is a constant that determines how quickly the probability decreases. This is known as the exponential distribution, commonly used to model waiting times or lifetimes of components.
The constant $e \approx 2.71828$ naturally appears in this context through the exponential function. Its origin can be traced back to the idea of a limit of a sequence, where it first emerges as a fundamental mathematical constant.

The probability that the light bulb lasts between $a = 1$ and $b = 3$ years is obtained by integrating the density function:
P(1 < X < 3) = \int_1^3 \lambda e^{-\lambda x}\,dx = e^{-\lambda} - e^{-3\lambda}
Graphically, this probability corresponds to the area under the curve of $f(x)$ between $x = 1$ and $x = 3$.
If, for instance, $\lambda = 0.5$ then:
P(1 < X < 3) = e^{-0.5} - e^{-1.5} \approx 0.383
meaning there is about a 38% chance that the bulb will last between one and three years.
Mean of a continuous random variable
Also for continuous random variables, it is possible to define the concept of the mean or expected value. It represents the long-run average value that the variable would take if the experiment were repeated infinitely many times. For a continuous random variable $X$ with a probability density function $f(x)$, the mean is given by:
\mu = E(X) = \int_{-\infty}^{+\infty} x f(x)\,dx
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Behavior of a sequence
We introduced sequences as an ordered collection of elements, each assigned to a specific position indexed by a natural number. To every sequence $(a_n)_{n \in \mathbb{N}}$, there is an associated behavior of its terms $a_n$ that describes how they evolve as the index $n$ increases. Analyzing this behavior helps determine whether the sequence converges to a finite limit, diverges to infinity, or exhibits an oscillating pattern.
Convergent sequence
A sequence $(a_n)_{n \in \mathbb{N}}$ is said to be convergent to the limit $\ell \in \mathbb{R}$ if for every $\varepsilon > 0$, there exists $n_0 \in \mathbb{N}$ such that:
|a_n - \ell| < \varepsilon \quad \text{for all } n \geq n_0.
In this case, we write:
\lim_{n \to +\infty} a_n = \ell \quad \text{or} \quad a_n \to \ell \quad \text{as } n \to +\infty.
In other words, this means that the terms of the sequence get increasingly close to the number $\ell$ as $n$ grows larger. No matter how tight a margin $\varepsilon$, from a certain index onward all terms will stay within that distance from $\ell$. For example, consider the following sequence:
a_n = \left( \frac{1}{n}\right)_{n\geq} = \left(1, \frac{1}{2}, \frac{1}{3}, \ldots \right)
[image: Convergent sequence.]
As $n$ increases, the terms become smaller and smaller, approaching zero. This is a classic example of a sequence that converges to 0. A sequence is said to be infinitesimal when its terms get arbitrarily close to zero as the index grows and:
\lim_{n \to +\infty} a_n = 0.
The limit of a sequence $(a_n)_{n \in \mathbb{N}}$, if it exists, is unique.
Example
Let’s consider the sequence defined by:
a_n = \frac{n}{n + 2}
We aim to demonstrate that this sequence converges to 1 as $n \to +\infty$, using the formal definition of convergence.

To prove this, we must show that for every $\varepsilon > 0$, there exists a natural number $n_0$ such that for all $n \geq n_0$:
\left| \frac{n}{n + 2} - 1 \right| < \varepsilon
Let’s simplify the absolute value expression:
\left| \frac{n}{n + 2} - 1 \right| = \left| \frac{-2}{n + 2} \right| = \frac{2}{n + 2}.
Now, we want:
\frac{2}{n + 2} < \varepsilon
Solving the inequality:
n + 2 > \frac{2}{\varepsilon} \quad \Rightarrow \quad n > \frac{2}{\varepsilon} - 2
So we can define:
n_0 = \left\lceil \frac{2}{\varepsilon} - 2 \right\rceil
From this point onward, every term of the sequence stays within a distance $\varepsilon$ of the limit $1.$ Hence, by definition:
\lim_{n \to +\infty} \frac{n}{n + 2} = 1.
Divergent sequence
A sequence $(a_n)_{n \in \mathbb{N}}$ is said to be divergent if it does not converge to a finite limit. This can happen in the following ways.
A sequence diverges to $+\infty$ if, for every $M > 0$, there exists an index $n_0 \in \mathbb{N}$ such that
a_n > M \quad \text{for all } n \geq n_0
 In this case, we write:
\lim_{n \to +\infty} a_n = +\infty \quad \text{or} \quad a_n \to +\infty \text{ as } n \to +\infty

A sequence diverges to $-\infty$ if, for every $M < 0$, there exists an index $n_0 \in \mathbb{N}$ such that
a_n < M \quad \text{for all } n \geq n_0
 In this case, we write:
\lim_{n \to +\infty} a_n = -\infty \quad \text{or} \quad a_n \to -\infty \text{ as } n \to +\infty
Bounded sequence
A bounded sequence is a sequence of numbers whose terms always stay within a fixed, finite interval, no matter how large the index becomes. In formal terms, let ${a_n}$ be a sequence. We say that the sequence is bounded if there exists a constant $M > 0$ such that:
|a_n| \leq M \quad \forall n \in \mathbb{N}
We say that a sequence ${a_n}$ is bounded above if there exists a constant $M \in \mathbb{R}$ such that:
a_n \leq M \quad \forall n \in \mathbb{N}
We say that the sequence is bounded below if there exists a constant $M \in \mathbb{R}$ such that:
a_n \geq M \quad \forall n \in \mathbb{N}
Oscillating sequence
Oscillating sequences are a special type of bounded sequence. Let us consider the sequence:
(a_n)_{n \in \mathbb{N}} = ((-1)^n)_{n \in \mathbb{N}} = (+1, -1, +1, -1, +1, -1, \dots)
As the index $n$ increases, the terms of the sequence alternate consistently between $+1$ and $-1$. This type of sequence does not approach any finite value and is called an oscillating sequence. It does not converge to a finite limit, nor does it diverge to $+\infty$ or $-\infty$, and its terms continue to fluctuate between different values
[image: Oscillating sequence.]
Geometric sequence
Let us consider an example of a sequence, called a geometric sequence, which can display different behaviors depending on the fixed real number $q$. In general, a numerical sequence is called a geometric progression when the ratio between each term and its previous one is constant. More precisely, a geometric sequence is defined as follows:
a_n := q^n
It exhibits the following behavior:
	  It diverges to $+\infty$ if $q > 1$.
	  It is constant (that is, $a_n = a_0$ for every $n \in \mathbb{N}$) if $q = 1$, and thus $\lim_{n \to +\infty} a_n = a_0 = 1.$
	  It is infinitesimal if $|q| < 1$, meaning the terms approach zero.
	  It is oscillatory (irregular) if $q \leq -1$, due to alternating signs and unbounded growth.

[image: ]
As shown in the graph, when $q = 2$, the values of the geometric sequence $a_n = q^n$ grow exponentially. As $n$ increases, each term doubles the previous one, leading to a rapid escalation in magnitude.
Take a closer look at the difference between an arithmetic progression and a geometric progression to better understand how their structures and growth patterns differ.
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Introduction
The study of a function’s behaviour involves not only determining where it increases or decreases, but also understanding how its graph bends within an interval. A function may be entirely increasing or decreasing on a region while still exhibiting distinct geometric shapes: the curve may arch upward or downward, affecting the overall appearance of the graph and the nature of its variation.
These qualitative features are described by the notions of convexity and concavity. From a geometric perspective, they characterise whether the graph lies above or below its tangents; analytically, they are determined through the sign of the second derivative , which quantifies the curvature of the function. Establishing this connection provides a precise criterion for identifying how a function bends across its domain.
Convexity
A function $f$ is said to be convex on an interval when, for any two points $a$ and $b$ within that interval, the straight line that connects $(a, f(a))$ and $(b, f(b))$ remains above the graph of $f$ at every point between $a$ and $b$. In other words, the chord linking these two points does not dip below the curve.
[image: ]
The equation of the secant line passing through the points $(a, f(a))$ and $(b, f(b))$ is
h(x) = \frac{f(b)-f(a)}{b-a}(x-a) + f(a)
For the function $f$ to be convex, this line must lie above the graph of $f$ for every $x$ in the interval between $a$ and $b$. This requirement can be expressed by the inequality $h(x) > f(x)$ which explicitly becomes:
\frac{f(b)-f(a)}{b-a}(x-a) + f(a) > f(x)
Rearranging the terms yields:
\frac{f(b)-f(a)}{b-a}(x-a) > f(x) - f(a)
and consequently:
\frac{f(b)-f(a)}{b-a} > \frac{f(x)-f(a)}{x-a}
The expression highlights how convexity forces the secant slope over the whole interval $[a,b]$ to dominate the slopes over any shorter subinterval starting at $a$ (for example the line that connects $(f, f(a)))$ and $(k, f(k))$.
Concavity
A function $f$ is concave on an interval when, for any two points $a$ and $b$ in that interval, the line segment joining $(a, f(a))$ and $(b, f(b))$ lies below the graph of $f$ for every point between $a$ and $b$. Equivalently, the chord connecting the two points never rises above the curve.
[image: The graph illustrates how the concavity of the function ensures that every secant line lies below the curve.]
In an analogous way to the convex case, the equation of the secant line passing through the points ((a, f(a))) and ((b, f(b))) is
h(x) = \frac{f(b)-f(a)}{b-a}(x-a) + f(a)
For the function $f$ to be concave, this line must lie below the graph of $f$ for every $x$ in the interval between $a$ and $b$. This condition can be expressed by the inequality (h(x) < f(x)), which explicitly becomes:
\frac{f(b)-f(a)}{b-a}(x-a) + f(a) < f(x)
Rearranging the terms yields:
\frac{f(b)-f(a)}{b-a}(x-a) < f(x) - f(a)
and consequently:
\frac{f(b)-f(a)}{b-a} < \frac{f(x)-f(a)}{x-a}
The expression illustrates how concavity forces the secant slope over the entire interval $[a,b]$ to be smaller than the slopes over any shorter subinterval starting at $a$ (such as the line connecting $(a, f(a))$ and $(k, f(k))$.
Second derivative criteria for convexity and concavity
A direct way to determine the curvature of a function, in terms of concavity and convexity, is to examine its second derivative. If a function $f(x)$ is differentiable, the behaviour of its second derivative $f’'(x)$ identifies the intervals where the function is concave or convex. In other words, we have:
	  $f’'(x) > 0$, the function $f(x)$ is convex.
	  $f’'(x) < 0$, the function $f(x)$ is concave.
	  Points where $f’'(x) = 0$ are candidates for changes in curvature, marking where the function may switch between concavity and convexity.


Let us consider, for example, a simple polynomial function:
f(x) = x^{3} - 3x^{2} + 2x
We examine the concavity and convexity of the function by analysing the behaviour of its second derivative. As a first step, we compute the first derivative of $f(x)$, which, being a polynomial, can be obtained immediately:
f’(x)=3x^2−6x+2
By solving the associated quadratic inequality, we identify the values for which the first derivative is positive or negative, and therefore the intervals on which $f(x)$ is increasing or decreasing. For:
f’(x)=3x^2−6x+2 \gt 0
we obtain:
x < \frac{3 - \sqrt{3}}{3} \quad \lor \quad x > \frac{3 + \sqrt{3}}{3}
By plotting the solutions on the real line, we can visualize the intervals where the function $f(x)$ is increasing or decreasing:
\frac{3 - \sqrt{3}}{3}
\frac{3 + \sqrt{3}}{3}
$f’(x)$
$\boldsymbol{+}$
$\boldsymbol{-}$
$\boldsymbol{+}$
$f(x)$
$\nearrow$
$\searrow$
$\nearrow$
We now analyse the behaviour of $f(x)$ with respect to its convexity and concavity. To do so, we compute the second derivative of $f(x)$, which is given by:
f’'(x) = 6x - 6 = 0
The equation is satisfied at $x = 1$. For $x < 1$, the second derivative is negative, which means that the function is concave on this interval. For $x > 1$, the second derivative becomes positive, so the function is convex.
1
$f’'(x)$
$\boldsymbol{-}$
$\boldsymbol{+}$
$f(x)$
$\bigcap$
$\bigcup$
Concavity
Downward
Upward
At $x = 1$, the second derivative becomes zero, which shows that the function has an inflection point at $(1, 0)$. In fact, we have:
f(1)=13−3⋅12+2⋅1=0
This confirms the effectiveness of the second derivative in describing changes in curvature and detecting inflection points.
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Cosecant function
The cosecant function $f(x) = \csc(x)$ is defined as the reciprocal of the sine function. For any real angle $x$ (measured in radians), the cosecant takes the value:
\csc(x) = \frac{1}{\sin(x)}
as long as $\sin(x) \neq 0$. Because of this reciprocal structure, the behaviour of the cosecant function is fully determined by the properties of the sine function.
This section focuses on the analytical properties of the cosecant function. For a geometric interpretation based on the unit circle, including how the cosecant emerges from the extension of the radius and the associated right–triangle construction, see the dedicated entry.

Its graph is a periodic curve with period $2\pi$. Since the sine function reaches zero at isolated and regularly spaced points, the cosecant function has vertical asymptotes at:
x = k\pi \qquad k \in \mathbb{Z}
where the reciprocal $1/\sin(x)$ becomes undefined.
[image: Cosecant graph with asymptotic behaviour.]
These asymptotes divide the graph into separate branches, each rising or falling without bound as the angle gets close to those points. The domain of $\csc(x)$ includes all real numbers except the angles where $\sin(x) = 0$. Its range is made up of the two unbounded intervals $(-\infty, -1] \cup [1, \infty)$, reflecting the fact that the sine function never exceeds 1 in absolute value, so its reciprocal must always have magnitude at least 1.
Key properties
	  Domain: ${ x \in \mathbb{R} : \sin(x) \neq 0 } = { x \in \mathbb{R} : x \neq k\pi \text{ for all } k \in \mathbb{Z} } .$
	  Range: $y \in (-\infty, -1] \cup [1, \infty) .$
	  Periodicity: periodic in $x$ with period $2\pi .$
	  Parity: odd, $\csc(-x) = -\csc(x) .$
	  The graph has vertical asymptotes at $x = k\pi .$

Additional identity
A useful relation connects the cosecant and the cotangent. Starting from the pythagorean identity for sine and cosine and rewriting everything in terms of sine, we obtain:
\csc^{2}(x) = 1 + \cot^{2}(x)
This identity highlights the close link between the two functions: as the cotangent grows in magnitude, the cosecant increases as well, and the two share the same vertical asymptotes. It is a practical relation that appears frequently in calculus, especially when working with derivatives, integrals, or trigonometric equations involving reciprocal functions.
Limits, derivatives, and integrals of the cosecant function
Several limits help clarify how the cosecant function behaves near the critical points of its domain. When the angle moves toward values where the sine is close to one, the cosecant remains bounded and approaches a finite value. As the angle approaches those points at which the sine tends to zero, the reciprocal grows without bound, giving rise to the vertical asymptotes typical of the function. These behaviours can be summarised by the following limits:
1. \quad \lim_{x \to 0^+} \csc(x) = +\infty
2. \quad \lim_{x \to \pi/2} \csc(x) = 1
3. \quad \lim_{x \to k\pi^-} \csc(x) = -\infty
4. \quad \lim_{x \to k\pi^+} \csc(x) = +\infty

The cosecant function is continuous and differentiable at every point where it is defined, that is, on the entire real line except at the angles where the sine function vanishes. Within this domain it varies smoothly, and its rate of change follows from differentiating the reciprocal of the sine. Applying standard differentiation rules gives:
5. \quad \frac{d}{dx}\csc(x) = -\csc(x)\cot(x)
which describes how the cosecant increases or decreases depending on the combined behaviour of $\csc(x)$ and $\cot(x)$.

The antiderivative of the cosecant function can be derived through a classical substitution that rewrites the integrand in a form suitable for logarithmic integration. This leads to a compact expression involving both the cosecant and the cotangent functions. The resulting indefinite integral is:
6. \int \csc(x)\, dx = -\,\ln\\!\left|\, \csc(x) + \cot(x) \,\right| + c
A comprehensive overview of trigonometric integrals, together with the most useful transformation and substitution techniques for handling more complex cases, is available in the page on trigonometric function integrals.

A different analytical representation of $\csc(x)$ can be obtained by expressing the sine in exponential form via Euler’s identity. This connection is often useful in areas such as Fourier analysis and complex integration. Using the identity:
7. \quad \sin(x) = \frac{e^{ix} - e^{-ix}}{2i}
the cosecant function can be written as the reciprocal of this expression, yielding:
8. \quad \csc(x) = \frac{2i}{\,e^{ix} - e^{-ix}\,}
This formulation highlights the analytic structure of $\csc(x)$ and links its trigonometric definition to its complex exponential representation.
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Cosine function
The cosine function $f(x) = \cos(x)$ assigns to each angle $x$, expressed in radians, its corresponding cosine value. Its graph is a periodic wave with a period of $2 \pi$ and an amplitude of 1, oscillating between $-1$ and $1$. The function $f(x) = \cos x$ has all real numbers in its domain, but its range is $-1 \leq \cos(x) \leq 1$.
[image: ]
Together with the sine function, it represents one of the fundamental models of periodic waves, and is widely used to describe cyclic phenomena in physics, engineering, and mathematics. For example, in simple harmonic motion in physics, the cosine function often appears in the equations for displacement and acceleration, describing the oscillatory behavior of systems like springs and pendulums.
Properties
	  Domain: $x \in \mathbb{R}$
	  Range: $y \in \mathbb{R} : -1 \leq y \leq 1$
	  Periodicity: periodic in $x$ with period $2\pi$
	  Parity: even, $\cos(-x) = \cos(x)$
	  Roots: $x = \dfrac{\pi}{2} + n \pi, \quad n \in \mathbb{Z}$
	  Integer root: $x = \dfrac{\pi}{2}$
	  Maximum and minimum points: $\cos(x)$ reaches its $1$ at $x = 2k \pi$ with $k \in \mathbb{Z}$ and its minimum $-1$ at $x = \pi + 2k \pi$ with $k \in \mathbb{Z}$.

Limits, derivatives, and integrals of the cosine function
A fundamental limit involving the cosine function is:
\lim\limits_{x \to 0} \frac{1 - \cos(x)}{x} = 0

The function is continuous and differentiable at all real numbers. The derivative is:
\frac{d}{dx} \cos(x) = -\sin(x)

Indefinite integral:
\int \cos(x) dx = \sin(x) + c
A comprehensive overview of trigonometric integrals, together with the most useful transformation and substitution techniques for handling more complex cases, is available in the page on trigonometric function integrals.

An alternative form of the function $\cos(x)$ using imaginary numbers is given by Euler’s formula, where $e^{ix}$ is the exponential function with base $e$ and $i$ is the imaginary unit:
\cos(x) = \frac{e^{ix} + e^{-ix}}{2}
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What is cosine similarity
When working with large collections of text, it becomes necessary to have tools that allow a computer to evaluate how similar two documents are to each other. One of the most widely used approaches in this context is cosine similarity, a measure rooted in linear algebra that quantifies the relationship between two vectors in terms of the angle they form.
The central idea is that any document can be represented as a vector in a high-dimensional space, where each component corresponds to a feature of the text, such as the frequency of a given word or its contextual relevance. Once two documents have been encoded in this way, their degree of similarity can be assessed by examining the geometric relationship between the corresponding vectors. What distinguishes cosine similarity from simpler distance measures is that it focuses entirely on the orientation of the vectors, disregarding their magnitude: two documents will be considered similar if they point in roughly the same direction in the feature space, regardless of how long they are.
The name of the measure comes directly from the cosine function : cosine similarity is defined as the cosine of the angle between the two vectors, and its value is expressed by the following formula, which is discussed in detail in the next section:
C_s(V_x, V_y) = \frac{V_x \cdot V_y}{\\|V_x\\| \, \\|V_y\\|}
Although more sophisticated methods exist for measuring semantic similarity, such as neural embeddings or transformer-based language models, cosine similarity offers a compelling balance between mathematical simplicity and practical effectiveness. It is widely used in recommendation systems, automatic text classification, and semantic search, where the ability to quickly assess the relationship between documents is essential. In what follows, we will see how to compute cosine similarity step by step, starting from a concrete example involving a small set of sentences.
It is worth keeping in mind that cosine similarity carries no semantic understanding of language whatsoever. The measure does not grasp the actual meaning of words or sentences but operates purely on a geometric notion of proximity between vectors. Two documents may be judged similar because their numerical representations point in the same direction even when their content is conceptually unrelated, and conversely, documents with closely related meanings may appear distant if their vector representations differ in orientation.

Distance between vectors and its limitations
Before introducing cosine similarity, it is worth examining a more elementary approach to measuring how close two vectors are, namely the Euclidean distance. Given two vectors $\mathbf{u} = (u_1, u_2, \ldots, u_n)$ and $\mathbf{v} = (v_1, v_2, \ldots, v_n)$, the Euclidean distance between them is defined as follows:
d(\mathbf{u}, \mathbf{v}) = \sqrt{\sum_{i=1}^{n} (u_i - v_i)^2}
This formula measures the straight-line distance between the two points in $n$-dimensional space that the vectors identify.
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A small value of $d(\mathbf{u}, \mathbf{v})$ indicates that the two vectors are geometrically close to each other, while a large value indicates that they are far apart. Since the Euclidean distance is an unbounded quantity, it is sometimes convenient to convert it into a similarity score that takes values in a bounded interval. One common way to do this is through the following transformation:
\text{sim}(\mathbf{u}, \mathbf{v}) = \frac{1}{1 + d(\mathbf{u}, \mathbf{v})}
This expression maps the distance to a value in the interval $(0, 1]$. When the two vectors are identical, the distance is zero and the similarity equals $1$. As the distance increases, the similarity decreases monotonically towards $0$, without ever reaching it.

The Euclidean distance, however, has a significant limitation when applied to text analysis: it is sensitive to the magnitude of the vectors, not only to their direction. Two documents discussing exactly the same topics will produce vectors that point in the same direction, but one of them might have a much larger norm simply because it is longer. The Euclidean distance would then indicate that the two documents are far apart, even though their content is essentially identical. Cosine similarity addresses this limitation by normalizing the vectors before comparing them, so that only the angle between the two directions is taken into account.
How to calculate cosine similarity between two vectors
Cosine similarity is defined as the cosine of the angle formed by two vectors in a given vector space. Given two vectors $\mathbf{V_x}$ and $\mathbf{V_y}$ in $\mathbb{R}^n$, the cosine similarity between them is expressed by the following formula:
C_s(V_x, V_y) = \frac{\displaystyle\sum_{i=1}^{n} V_{x_i} \cdot V_{y_i}}{\sqrt{\displaystyle\sum_{i=1}^{n} (V_{x_i})^2} \cdot \sqrt{\displaystyle\sum_{i=1}^{n} (V_{y_i})^2}}
In compact notation, using the dot product and the Euclidean norm, the same expression takes the following form:
C_s(V_x, V_y) = \frac{V_x \cdot V_y}{\\|V_x\\| \, \\|V_y\\|}
In these expressions, $V_x \cdot V_y$ denotes the dot product of the two vectors, while $\\|V_x\\|$ and $\\|V_y\\|$ are their respective Euclidean norms. Dividing by the product of the norms is precisely the normalization step that removes the effect of vector magnitude and retains only directional information.
[image: ]
The value of cosine similarity ranges between $-1$ and $1$. In text analysis, where vector components are non-negative by construction, the range is restricted to $[0, 1]$. A value close to $1$ indicates that the angle between the two vectors is small, meaning the vectors are nearly parallel and the corresponding documents are highly similar. A value close to $0$ indicates that the vectors are nearly orthogonal, and therefore that the two documents share little to no common content.
From a purely mathematical standpoint, a value of $-1$ indicates that the two vectors point in exactly opposite directions, forming an angle of $180°$. This case does not arise in text analysis, where all vector components are non-negative, but it remains part of the general mathematical definition.

Example 1
Consider three sentences for which we wish to determine the degree of mutual similarity:
	  $x$ = I am fond of reading thriller novels.
	  $y$ = I prefer reading thriller novels.
	  $z$ = Yesterday, I arrived late.

A preliminary inspection suggests that sentences $x$ and $y$ share a common theme, while sentence $z$ is clearly unrelated to the other two.
The first step consists in transforming each sentence into a vector by extracting all distinct words and recording their frequency of occurrence. Before doing so, we remove words that carry little semantic content, such as the conjunction “of”, the pronoun “I”, and the verb “to be”. This filtering step, known as stop-word removal, is standard practice in text analysis, particularly when working with large corpora, as it ensures that the resulting vectors reflect only the most meaningful lexical elements.
arrived
fond
late
novels
prefer
reading
thriller
yesterday
$V_x$
0
1
0
1
0
1
1
0
$V_y$
0
0
0
1
1
1
1
0
$V_z$
1
0
1
0
0
0
0
1
The result of this process is the previous term-document matrix, where each entry indicates whether a given word is present in the corresponding sentence. The values are binary in this case because each meaningful word appears at most once in each sentence; in general, the entries can also represent raw word frequencies or weighted values such as TF-IDF scores. The vector representation of the three sentences is therefore the following:
	  $V_x = [0, 1, 0, 1, 0, 1, 1, 0]$
	  $V_y = [0, 0, 0, 1, 1, 1, 1, 0]$
	  $V_z = [1, 0, 1, 0, 0, 0, 0, 1]$

We now apply the cosine similarity formula to the pair $(V_x, V_y)$, which we expect to yield a high similarity value. The formula to be evaluated is the following:
C_s(V_x, V_y) = \frac{V_x \cdot V_y}{\\|V_x\\| \, \\|V_y\\|}
We begin by computing the dot product $V_x \cdot V_y$. Multiplying the corresponding components of the two vectors and summing the results, we obtain:
V_x \cdot V_y = (0 \cdot 0) + (1 \cdot 0) + (0 \cdot 0) + (1 \cdot 1) + (0 \cdot 1) + (1 \cdot 1) + (1 \cdot 1) + (0 \cdot 0) = 3
We then compute the Euclidean norm of each vector, which appears in the denominator of the formula. The norm of $V_x$ is given by:
\\|V_x\\| = \sqrt{0^2 + 1^2 + 0^2 + 1^2 + 0^2 + 1^2 + 1^2 + 0^2} = \sqrt{4} = 2
The norm of $V_y$ is computed in the same way:
\\|V_y\\| = \sqrt{0^2 + 0^2 + 0^2 + 1^2 + 1^2 + 1^2 + 1^2 + 0^2} = \sqrt{4} = 2
Substituting the computed values into the formula, we obtain a cosine similarity of:
C_s(V_x, V_y) = \frac{3}{2 \times 2} = \frac{3}{4} = 0.75
The angle between vectors
To find the angle $\theta$ between the two vectors $V_x$ and $V_y$ from the cosine similarity value, we apply the arccosine function. Since cosine similarity is defined as the cosine of the angle between the two vectors, the angle can be recovered by inverting that relationship. In the present case we obtain:
\theta = \arccos(0.75) \approx 41.4^\circ
This result is consistent with the high similarity value computed earlier: an angle of approximately $41.4^\circ$ indicates that the two vectors are oriented in nearly the same direction in the feature space. In general, as the angle between two vectors decreases towards zero, their cosine similarity approaches $1$, reflecting an increasing degree of similarity between the corresponding documents.
Cosine similarity and vector orthogonality
Let us now compute the cosine similarity between $V_x$ and $V_z$, which represent sentences with entirely different subject matter. The dot product $V_x \cdot V_z$ is obtained by multiplying the corresponding components of the two vectors and summing the results:
V_x \cdot V_z = (0 \cdot 1) + (1 \cdot 0) + (0 \cdot 1) + (1 \cdot 0) + (0 \cdot 0) + (1 \cdot 0) + (1 \cdot 0) + (0 \cdot 1) = 0
Since the numerator of the cosine similarity formula is equal to zero, the cosine similarity between $V_x$ and $V_z$ is itself equal to zero. This result indicates that the two vectors are orthogonal, meaning they share no common features whatsoever. From a linguistic standpoint, this is entirely consistent with the observation that sentences $x$ and $z$ have no words in common once the stop words have been removed.
Python implementation
Below is an example of Python code for calculating the cosine similarity of vectors $V_x$ and $V_y$ that you can test on an online IDE.
import numpy as np

# Define the vectors
Vx = np.array([0, 1, 0, 1, 0, 1, 1, 0])
Vy = np.array([0, 0, 0, 1, 1, 1, 1, 0])

# Function to calculate cosine similarity
def cosine_similarity(vector1, vector2):
    # Calculate the dot product
    dot_product = np.dot(vector1, vector2)
    # Calculate the norms of each vector
    norm1 = np.linalg.norm(vector1)
    norm2 = np.linalg.norm(vector2)
    # Calculate the cosine similarity
    cosine_sim = dot_product / (norm1 * norm2)
    return cosine_sim

# Calculate and print the cosine similarity
similarity = cosine_similarity(Vx, Vy)
print(f"Cosine similarity (Vx,Vy): {similarity}")
Having removed some words from the original example sentences to make the evaluation more precise, the sentences have been directly inserted as vectors in the code, returning a cosine similarity value of $0.75$. For a complete example that starts from the raw sentences, the following code can be considered instead. In this case, the cosine similarity value between $V_x$ and $V_y$ will be approximately $0.48$.


from sklearn.feature_extraction.text import TfidfVectorizer
from sklearn.metrics.pairwise import cosine_similarity

sentences = [
    "I am fond of reading thriller novels.",  # x
    "I prefer reading thriller novels.",      # y
    "Yesterday, I arrived late."              # z
]

# Initialize a TF-IDF Vectorizer
vectorizer = TfidfVectorizer()

# Fit and transform the sentences to a TF-IDF matrix
tfidf_matrix = vectorizer.fit_transform(sentences)

# Compute the cosine similarity matrix
cosine_sim = cosine_similarity(tfidf_matrix, tfidf_matrix)
print("Cosine Similarity Matrix:\n", cosine_sim)
Conclusions
Cosine similarity is a mathematically well-founded and computationally efficient measure for assessing the degree of similarity between documents of moderate length. Its main strength lies in the normalization it performs: by focusing on the direction of the vectors rather than their magnitude, it correctly identifies as similar those documents that share the same thematic content, regardless of how long they are.
For longer documents, however, the situation is more nuanced. As the length of a text increases, so does the complexity of its semantic structure, and a single angle in a term-frequency vector space may no longer be sufficient to capture subtle differences in meaning. In such cases, more sophisticated approaches, such as dense vector representations produced by neural language models, are generally more appropriate.
Technique
The structure of the entry is shown in the conceptual map, where each branch represents a core component and the sub-nodes highlight the specific notions discussed.
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The following concepts, Cosine Function, Vector Spaces, Vectors, are required as prerequisites for this entry.
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Cotangent function
The cotangent function $f(x) = \cot(x)$ assigns to each angle $x$, expressed in radians, its corresponding cotangent value. Its graph is a periodic curve with a period of $\pi$ and features vertical asymptotes where the sine of $x$ equals zero, specifically at $x = k\pi$ for $k \in \mathbb{Z}$. The function $f(x) = \cot(x)$ has a domain of all real numbers except these points, and its range is all real numbers.
[image: ]
	  Domain: ${ x \in \mathbb{R} : x \neq k\pi \text{ for all } k \in \mathbb{Z} }$
	  Range: $y \in \mathbb{R}$
	  Periodicity: periodic in $x$ with period $\pi$
	  Parity: odd, $\cot(-x) = -\cot(x)$


	  The cotangent of $x$ is defined as the ratio between the cosine and sine of the angle $x$.

\cot(x) = \frac{\cos(x)}{\sin(x)}

	  Roots: $x = \frac{\pi}{2} + \pi n, \quad n \in \mathbb{Z}$
	  Fundamental root: $x = \frac{\pi}{2}$


	  Notable limits:

\lim\limits_{x \to 0} x \cot(x) = 1
\lim_{x\to0^+} \cot(x) = +\infty \quad \text{and} \quad \lim_{x\to0^-} \cot(x) = -\infty

	  The function is continuous and differentiable on its domain.
	  Derivative:

\frac{d}{dx} \cot(x) = -\csc^2(x)

	  Indefinite integral:

\int \cot(x) dx = \ln |\sin(x)| + c
A comprehensive overview of trigonometric integrals, together with the most useful transformation and substitution techniques for handling more complex cases, is available in the page on trigonometric function integrals.

	  An alternative form of the function $\cot(x)$ using imaginary numbers is given by Euler’s formula. Here, $e^{ix}$ is the exponential function with base $e$ and $i$ is the imaginary unit. By expressing sine and cosine as

\sin(x) = \frac{e^{ix} - e^{-ix}}{2i} \quad \text{and} \quad \cos(x) = \frac{e^{ix} + e^{-ix}}{2}
 we obtain the cotangent function as
\cot(x) = \frac{\cos(x)}{\sin(x)} = i \frac{e^{ix} + e^{-ix}}{e^{ix} - e^{-ix}}.
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What is Cramer’s rule?
Cramer’s Rule provides a method for solving systems of $n$ linear equations in $n$ unknowns, by using the determinant of the system’s coefficient matrix. This rule applies only when the coefficient matrix is square and its determinant is non-zero, ensuring that the system has a unique solution.
Applying Cramer’s Rule
Let us consider a general system of $n$ equations in $n$ unknowns:
\begin{cases} a_{11}x_1 + a_{12}x_2 + \dots + a_{1n}x_n = b_1 \\[0.5em] a_{21}x_1 + a_{22}x_2 + \dots + a_{2n}x_n = b_2 \\[0.5em] \quad\vdots \\[0.5em] a_{n1}x_1 + a_{n2}x_2 + \dots + a_{nn}x_n = b_n \end{cases}
We can rewrite the system using matrix notation as $A \cdot \mathbf{X} = \mathbf{B}$. The system becomes:
A = \begin{bmatrix} a_{11} & a_{12} & \cdots & a_{1n} \\\\ a_{21} & a_{22} & \cdots & a_{2n} \\\\ \vdots & \vdots & \ddots & \vdots \\\\ a_{m1} & a_{n2} & \cdots & a_{nn} \end{bmatrix}
The constant terms and variables can be organized into two column vectors:
X = \begin{bmatrix} x_1 \\\\ x_2 \\\\ \vdots \\\\ x_n \end{bmatrix} \quad\quad B = \begin{bmatrix} b_1 \\\\ b_2 \\\\ \vdots \\\\ b_m \end{bmatrix}

Suppose that the coefficient matrix $A$ is invertible, which means that its determinant is non-zero ($\det(A) \ne 0$). Under this condition, the system has a unique solution, and it can be expressed using the inverse of $A$ as:
\begin{bmatrix} x_1 \\\\ x_2 \\\\ \vdots \\\\ x_n \end{bmatrix} = \frac{1}{\det(A)} \begin{bmatrix} A_{11} & A_{21} & \cdots & A_{n1} \\\\ A_{12} & A_{22} & \cdots & A_{n2} \\\\ \vdots & \vdots & \ddots & \vdots \\\\ A_{1n} & A_{2n} & \cdots & A_{nn} \\\\ \end{bmatrix} \begin{bmatrix} b_1 \\\\ b_2 \\\\ \vdots \\\\ b_n \end{bmatrix}
This is the general form of Cramer’s Rule, where each $A_{ij}$ is the cofactor of the element $a_{ji}$ in the original matrix $A$.
In this context, $A_{ij}$ refers to the cofactor of the element $a_{ji}$ from the original matrix $A$, not to the entry of the matrix itself. The matrix used here is the adjugate of $A$, denoted as $\text{adj}(A)$.

The value of the unknown in position $k$ is given by a fraction. Its denominator is $\det(A)$ and its numerator is the determinant of the matrix obtained by replacing the $k$-th column of $A$ with the column of constants:
x_k = \frac{\det(A_k)}{\det(A)}
For a clearer understanding of this step, see the detailed explanation in Example 2.
Solutions of homogeneous systems
A homogeneous system is a system of linear equations where all the constant terms are zero. These systems always have at least one solution: the trivial solution, where all the variables are zero. But something interesting happens when we look at the determinant of the coefficient matrix:
	  If $\det(A) \ne 0$, the system has only the trivial solution.
	  If $\det(A) = 0$, the system admits infinitely many solutions, including non-trivial ones, where at least one variable is not zero.

Homogeneous systems never have no solution. They’re always consistent, but the number of solutions depends entirely on the determinant.
Example 1
Let’s consider the following homogeneous system of three equations in three unknowns:
\begin{cases} x + y + z = 0 \\[0.5em] 2x - y + z = 0 \\[0.5em] 3x + y + 2z = 0 \end{cases}

This system can be written in matrix form as $A \cdot \mathbf{x} = \mathbf{0}$, where the coefficient matrix is:
A = \begin{bmatrix} 1 & 1 & 1 \\[0.5em] 2 & -1 & 1 \\[0.5em] 3 & 1 & 2 \end{bmatrix}

To understand the nature of the solutions, we compute the determinant of the matrix $A$:
\begin{align*} \det(A) &= 1 \cdot (-1 \cdot 2 - 1 \cdot 1) -1 \cdot (2 \cdot 2 - 1 \cdot 3) +1 \cdot (2 \cdot 1 - (-1) \cdot 3) \\[0.5em] &= 1(-2 - 1) - 1(4 - 3) + 1(2 + 3) \\[0.5em] &= -3 - 1 + 5 \\[0.5em] & = 1 \end{align*}
Since the determinant is non-zero, the system admits only the trivial solution:
x = 0 \quad y = 0 \quad z = 0
This outcome aligns with Cramer’s Rule: when $\det(A) \ne 0$, the only possible solution to a homogeneous system is the trivial one, since all the determinants in the numerators of Cramer’s formula become zero.
Example 2
Let’s solve the following system of two linear equations in two unknowns:
\begin{cases} 2x + 3y = 8 \\[0.5em] 4x - y = 2 \end{cases}

We identify the coefficient matrix $A$, the vector of unknowns $\mathbf{x}$, and the constants vector $\mathbf{b}$:
A = \begin{bmatrix} 2 & 3 \\\\ 4 & -1 \end{bmatrix} \quad\quad \mathbf{x} = \begin{bmatrix} x \\\\ y \end{bmatrix} \quad\quad \mathbf{b} = \begin{bmatrix} 8 \\\\ 2 \end{bmatrix}

We compute the determinant of the coefficient matrix $A$:
\det(A) = 2 \cdot (-1) - 3 \cdot 4 = -2 - 12 = -14
Since the determinant is non-zero, the system has exactly one solution, and we can apply Cramer’s rule.

We build the matrix $A_1$ by replacing the first column of $A$ with the constants:
A_1 = \begin{bmatrix} 8 & 3 \\\\ 2 & -1 \end{bmatrix} \quad \rightarrow \quad \det(A_1) = 8 \cdot (-1) - 3 \cdot 2 = -8 - 6 = -14

We now build $A_2$ by replacing the second column of $A$ with the constants:
A_2 = \begin{bmatrix} 2 & 8 \\\\ 4 & 2 \end{bmatrix} \quad \rightarrow \quad \det(A_2) = 2 \cdot 2 - 8 \cdot 4 = 4 - 32 = -28

Now we compute the values of the unknowns using the formula:
\begin{align*} x &= \frac{\det(A_1)}{\det(A)} = \frac{-14}{-14} = 1 \\[0.5em] y &= \frac{\det(A_2)}{\det(A)} = \frac{-28}{-14} = 2 \end{align*}
The solution to the system is:
x = 1 \quad\quad y = 2
Remember that the solution to a system of linear equations refers to the $n$-tuple of values that satisfies all equations in the system simultaneously. In this case, the pair $(x, y) = (1, 2)$ is the only combination of values that makes both equations true at the same time.
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This exercise requires calculating the derivative of a composite power function of the form $f(x)^{g(x)}$.
Let’s consider the function $y = x^{2cosx}$, and calculate its derivative.

First, let’s rewrite the function by applying the logarithm to both sides:
\ln y = \ln(x^{2cosx})
For the properties of logarithms $\log_a(b^c) = c \cdot \log_a(b)$
The equality can be rewritten as:
\ln y = 2cosx \cdot \ln(x)

Since $\ln y$ is a composite function, its derivative is
\frac{1}{y} \cdot y’
Let’s compute the derivative for the element on the right-hand side of the equality $2cosx \cdot \log(x)$:
-2\sin(x) \cdot \ln(x) + \frac{2\cos(x)}{x}
We obtain:
\frac{1}{y} \cdot y’ = -2\sin(x) \cdot \ln(x) + \frac{2\cos(x)}{x}

The equality can be rewritten as:
y’ = y \cdot \left(-2\sin(x) \cdot \ln(x) + \frac{2\cos(x)}{x} \right)
Since $y = x^{2cosx}$, we have:
y’ = x^{2cosx} \cdot \left(-2\sin(x) \cdot \ln(x) + \frac{2\cos(x)}{x} \right)
Thus, the derivative of $y = x^{2cosx}$ is equal to:
y’ = x^{2cosx} \cdot \left(-2\sin(x) \cdot \ln(x) + \frac{2\cos(x)}{x} \right)
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This exercise requires calculating the derivative of a composite power function of the form $f(x)^{g(x)}$.
Let’s consider the function $y = x^{ln(x)}$, and calculate its derivative.

First, let’s rewrite the function by applying the logarithm to both sides:
\ln y = \ln(x)^{ln(x)}
For the properties of logarithms $\log_a(b^c) = c \cdot \log_a(b)$
The equality can be rewritten as:
\ln y = \ln(x) \cdot \ln(x)

Since $\ln y$ is a composite function, its derivative is
\frac{1}{y} \cdot y’
Let’s compute the derivative for the element on the right-hand side of the equality $ln(x) \cdot \log(x)$:
\frac{1}{x} \cdot ln(x) + \frac{1}{x} \cdot ln(x)
We obtain:
\frac{1}{y} \cdot y’ = \frac{1}{x} \cdot ln(x) + \frac{1}{x} \cdot ln(x)

The equality can be rewritten as:
y’ = y \cdot \frac{2}{x} \cdot ln(x)
Since $y = x^{ln(x)}$, we have:
y’ = x^{ln(x)} \cdot \frac{2}{x} \cdot ln(x)
Thus, the derivative of y = x^{ln(x)} is equal to:
y’ = 2x^{ln(x)} \cdot \frac{ln(x)}{x}
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Composite Power Functions and Derivatives
We have previously introduced how to calculate the derivative of a function at a point using the definition of the difference quotient. We also studied how to differentiate simple functions and composite functions. Now, let’s see how to differentiate power functions of the form:
D[f(x)]^{g(x)}
To calculate the derivative of such a function, a combination of the logarithmic rule and the derivative of exponential functions is used. The general formula for the derivative of $f(x)^g(x)$, with $f$ and $g$ differentiable, is as follows:
D[f(x)]^{g(x)} = f(x)^{g(x)} \left[ g’(x) \ln f(x) + g(x) \frac{f’(x)}{f(x)} \right ]
Where:
	  $f(x)^{g(x)}$ is the original function.
	  $f’(x)$ is the derivative of $f(x)$.
	  $\ln f(x)$ is the natural logarithm of $f(x)$.
	  $g’(x)$ is the derivative of $g(x)$.

Example
Let’s consider the function $y = x^{2x}$ as an example, and calculate its derivative.

First, let’s rewrite the function by applying the logarithm to both sides:
\ln y = \ln(x^{2x})
For the properties of logarithms $\log_a(b^c) = c \cdot \log_a(b)$
The equality can be rewritten as:
\ln y = 2x \cdot \ln(x)

Since $\ln y$ is a composite function, its derivative is
\frac{1}{y} \cdot y’
Let’s compute the derivative for the element on the right-hand side of the equality $2x \cdot \ln(x)$:
2 \cdot \ln(x) + 2x \cdot \frac{1}{x}
We obtain:
\frac{1}{y} \cdot y’ = 2 \cdot \ln(x) + 2x \cdot \frac{1}{x}

The equality can be rewritten as:
y’ = y \cdot (2 \cdot \ln(x) + 2)
Since $y = x^{2x}$, we have:
y’ = x^{2x} \cdot (2 \cdot \ln(x) + 2)
Therefore, the derivative of $y = x^2$ is equal to:
x^{2x} \cdot (2 \cdot \ln(x) + 2)
Test yourself
-
\text{1. } \quad y = x^{2\cos(x)}
 solution
-
\text{2. } \quad y = x^{\ln(x)}
 solution
The proposed functions are designed to help you consolidate your understanding of composite function derivatives. Try solving them independently before checking the solutions provided.
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-
\text{A1. } \quad y = x^{2\cos(x)}
 solution
-
\text{A2. } \quad y = x^{\ln(x)}
 solution
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Introduction to derivatives
Consider a function $y = f(x)$ defined on an interval $[a,b]$. The derivative of $f$ at a point $c \in (a,b)$, denoted by $f’(c)$, is defined, if the limit exists and is finite, as the limit of the difference quotient as $h \to 0$:
f’(c) = \lim_{h \to 0} \frac{f(c+h) - f(c)}{h}
If this limit exists for every $x$ in an interval, then the derivative defines a new function $f’(x)$, called the derivative of $f$. The value $f’(x)$ represents the slope of the tangent line to the graph of $f$ at the point $x$.

When $h \to 0$, the point $B$ approaches the point $A$, and the line $AB$ becomes the tangent line to the curve at point $A$. The slope of the tangent line at $A$ is called the derivative of the function at point $c$.
[image: ]
With reference to the tangent at point $A$ of the function $y = mx + q$, the derivative $f’(x)$ represents the value of the slope coefficient $m$.

A function is differentiable at a point $c$ if the derivative $f’ \left(c \right)$ exists. If a function is differentiable:
	  The function is defined in a neighborhood of the point $c$.
	  The limit of the difference quotient, with respect to $c$, exists and is finite as $h \to 0$.
	  The right-hand and left-hand limits of the difference quotient exist and are equal.


The inverse operation of differentiation is integration. This deep connection between derivatives and integrals is formalized by the Fundamental Theorem of Calculus, which establishes that differentiation and integration are inverse processes.
Derivatives play a fundamental role in physics as well. A classic example is velocity, which is defined as the derivative of position with respect to time. This simple concept forms the basis for understanding motion and change in the physical world.
If a function $f(x)$ is differentiable at a point $c$, then the function is also continuous at that point. However, not all functions that are continuous at a point $c$ are differentiable. In other words, differentiable functions form a subset of continuous functions.
Example 1
Let’s calculate the derivative of the function $f(x) = 2x^2-3x$ at $c = 2$ using the definition of the derivative.
f’(2) = \lim_{h \to 0} \frac{f(2+h) - f(2)}{h}

Let’s calculate the value of $f(2+h)$:
\begin{aligned} f(2+h) &= 2(2+h)^2 - 3(2+h) \\[0.5em] &= 2(4 + 4h + h^2)-3(2 + h) \\[0.5em] &= 8 + 8h + 2h^2-6-3h \\[0.5em] &= 2 + 5h + 2h^2 \end{aligned}

Now, calculate the value of $f(2)$:
f(2) = 2(2^2)-3(2) = 8-6 = 2

Next, calculate the difference $f(2+h)-f(2)$:
f(2+h)-f(2) = (2 + 5h + 2h^2)-2 = 5h + 2h^2
Now, calculate the difference quotient:
\frac{f(2+h)-f(2)}{h} = \frac{5h + 2h^2}{h} = 5 + 2h

Finally, calculate the limit:
\lim_{h \to 0} (5 + 2h) = 5
Thus, the derivative of $f(x) = 2x^2 - 3x$ at $c = 2$ is:
f’(2) = 5
Right-hand and left-hand derivatives
Since the derivative is the limit of the difference quotient, as in the case of limits, it is possible to define the right-hand and left-hand derivatives of a function $y=f(x)$.
The right-hand derivative is:
f_{+}^{\prime} \left(c \right) = \lim_{h \to 0^+} \frac{f(c+h)-f \left(c \right)}{h}
The left-hand derivative is:
f_{-}^{\prime} \left(c \right) = \lim_{h \to 0^-} \frac{f(c+h)-f \left(c \right)}{h}
A function is differentiable at a point $c$ if the right-hand derivative and the left-hand derivative at the point exist and are equal to each other. More generally, a function $y = f(x)$ is differentiable on an interval $[A, B]$ if it is differentiable at all interior points of the interval and if the right-hand derivative at point $A$ and the left-hand derivative at point $B$ exist and are finite.
Fundamental derivatives
-
f(x) = c \quad f’(x) = 0
-
f(x) = x \quad f’(x) = 1
-
f(x) = x^a \quad a \in \mathbb{R}, x > 0 \quad f’(x) = ax^{a-1}
-
f(x) = \sqrt{x} \quad x > 0 \quad f’(x) = \frac{1}{2\sqrt{x}}
-
f(x) = a^x \quad f’(x) = a^x \ln(a)
-
f(x) = \log_a(x) \quad f’(x) = \frac{1}{x \log(a)}
-
f(x) = \ln(x) \quad f’(x) = \frac{1}{x}
-
f(x) = e^x \quad f’(x) = e^x
-
f(x) = \sin(x) \quad f’(x) = \cos(x)
-
f(x) = \cos(x) \quad f’(x) = -\sin(x)
-
f(x) = \tan(x) \quad f’(x) = 1 + \tan^2(x)
-
f(x) = \cot(x) \quad f’(x) = -(1 + \cot^2(x))
-
f(x) = \arcsin(x) \quad f’(x) = \frac{1}{\sqrt{1 - x^2}}
-
f(x) = \arccos(x) \quad f’(x) = \frac{-1}{\sqrt{1 - x^2}}
-
f(x) = \arctan(x) \quad f’(x) = \frac{1}{1 + x^2}
-
f(x) = \text{arccot}(x) \quad f’(x) = \frac{-1}{1 + x^2}
$f(x) = c$; Derivative: $f’(x) = 0$, since a line $y = c$ is parallel to the x-axis, its slope $m$ is equal to 0.
$f(x) = x$; Derivative: $f’(x) = 1$. The function $y = x$ is the bisector of the first and third quadrants, and its slope $m$ is equal to 1.
$f(x) = x^a$, $a \in \mathbb{R}, x > 0$; Derivative: $f’(x) = ax^{a-1}$
Operations with derivatives
The derivative of the product of a constant $c$ and a differentiable function $f(x)$ is equal to the product of the constant and the derivative of the function. This is expressed as:
D[c \cdot f(x)] = c \cdot f’(x)
For example, if $c = 3$ and $f(x) = x^2$, then:
D[3 \cdot x^2] = 3 \cdot f’[x^2] = 3 \cdot 2x = 6x

The derivative of the sum of two functions $f(x)$ and $g(x)$ is equal to the sum of their derivatives. This is expressed as:
D[f(x) + g(x)] = f’(x) + g’(x)
For example, if $f(x) = x^2$ and $g(x) = 3x$, then:
D[x^2 + 3x] = f’(x^2) + g’(3x) = 2x + 3

The derivative of the product of two functions $f(x)$ and $g(x)$ is given by the product rule. This is expressed as:
D[f(x) \cdot g(x)] = f’(x) \cdot g(x) + f(x) \cdot g’(x)
For example, if $f(x) = x^2$ and $g(x) = 3x$, then:
\begin{aligned} D[x^2 \cdot 3x] &= f’(x^2) \cdot g(3x) + f(x^2) \cdot g’(3x)\\[0.5em] & = 2x \cdot 3x + x^2 \cdot 3 \\[0.5em] & = 6x^2 + 3x^2 = 9x^2\\\\ \end{aligned}

The derivative of the quotient of two functions $f(x)$ and $g(x)$, where $g(x) \neq 0$, is given by the quotient rule. This is expressed as:
D\left[\frac{f(x)}{g(x)}\right] = \frac{f’(x) \cdot g(x)-f(x) \cdot g’(x)}{g^2(x)}
For example, if $f(x) = x^2$ and $g(x) = 3x + 1$, then:
\begin{aligned} D\left[\frac{x^2}{3x + 1}\right] &= \frac{2x \cdot (3x + 1)-x^2 \cdot 3}{(3x + 1)^2}\\[0.5em] &= \frac{6x^2 + 2x-3x^2}{(3x + 1)^2} \\[0.5em] &= \frac{3x^2 + 2x}{(3x + 1)^2}\\[0.5em] \end{aligned}

The derivative of the reciprocal of a function $f(x)$, where $f(x) \neq 0$, is given by:
D\left[\frac{1}{f(x)}\right] = -\frac{f’(x)}{f^2(x)}
For example, if $f(x) = 3x + 1$, then:
D\left[\frac{1}{3x + 1}\right] = -\frac{3}{(3x + 1)^2}

When differentiating a composition of two functions, these rules are not sufficient. In that case, it is necessary to apply the derivative of a composite function, also known as the chain rule.
Higher-order derivatives
In general, the derivatives we have discussed so far are the first derivatives of a function $y = f(x)$. The differentiation process can be iterated to compute the higher-order derivatives of a first derivative, such as the second derivative and the third derivative.
For example, let the function $y = f(x) = 3x^3 - 2x^2 + 1$.
	  The first derivative of the function is:

f’(x) = 9x^2 - 4x
	  The second derivative is:

f’'(x) = 18x - 4
	  The third derivative

f^{\prime \prime \prime}(x) = 18
First and second derivatives play a fundamental role in analyzing the local behavior of functions, particularly in identifying minimum and maximum points, as well as inflection points.
Key theorems in differential calculus
Derivatives are also at the foundation of some of the most important theorems in differential calculus.
	  Weierstrass’s Theorem guarantees that a continuous function on a closed and bounded interval attains both its maximum and minimum values.
	  Fermat’s Theorem establishes a necessary condition for local extrema.
	  Rolle’s Theorem and Lagrange’s Theorem, also known as the Mean Value Theorem, describe fundamental properties of differentiable functions on a closed interval.
	  Further generalizations are provided by Cauchy’s Theorem and L’Hôpital’s Rule, which extends the use of derivatives to the evaluation of indeterminate forms of limits.

Equation of the tangent line
The slope of the tangent line to the graph of a function $f(x)$ at a point $x_0$ is given by the derivative $f’(x_0)$. This value represents the instantaneous rate of change of the function at that point and coincides with the limit of the slopes of the secant lines approaching $x_0$.
More precisely, if we consider a second point $x_0 + h$, the slope of the secant line through the points $(x_0, f(x_0))$ and $(x_0 + h, f(x_0 + h))$ is:
\frac{f(x_0 + h) - f(x_0)}{h}
If the limit of this expression exists as $h \to 0$, the function is differentiable at $x_0$, and this limit equals $f’(x_0)$. The tangent line is therefore understood as the limiting position of the secant lines.
If the derivative exists and is finite, the tangent line is not vertical. In that case, its equation can be written in point–slope form. Since the line passes through the point $(x_0, f(x_0))$ and has slope $f’(x_0)$, its equation is:
y - f(x_0) = f’(x_0)(x - x_0)
This linear function provides the best linear approximation of $f$ near $x_0$. In fact, for values of $x$ close to $x_0$, the increment of the function satisfies:
f(x) \approx f(x_0) + f’(x_0)(x - x_0)
which expresses the idea that, at sufficiently small scales, a differentiable function behaves approximately like its tangent line.
Example 2
Let us consider the parabola defined by the equation $y = 2x^2 + 3x$, and determine the tangent line at the point $P(1, 5)$.

First, we compute the derivative $f’(x)$, and we obtain:
2x+3
We compute the slope of the tangent line at $x = 1$:
f’(1) = 2(1) + 3 = 5
Therefore, the slope of the tangent line is $m = 5$. We have:
y - f(1) = f{\prime}(1)(x - 1) \rightarrow y - 5 = 5(x - 1)
Completing the calculations, we obtain the equation of the tangent line:
y = 5x
Partial derivatives
Derivatives are fundamental in multivariable calculus. When a function depends on multiple variables, the rate of change with respect to a single variable, while keeping all other variables constant, is described by the partial derivative:
\frac{\partial f}{\partial x_i}(x_0) \;=\; \lim_{h \to 0} \frac{f(x_1^0, \ldots, x_i^0 + h, \ldots, x_n^0) - f(x_0)}{h}
The vector of all partial derivatives forms the gradient $\nabla f$, which indicates the direction of the steepest increase of $f$. For a comprehensive discussion, including higher-order derivatives, Schwarz’s theorem, the Jacobian matrix, and the chain rule for functions of several variables, refer to the entry on partial derivatives.
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Definition
To every square matrix of order $n$ one can associate a real number called the determinant of the matrix, denoted $\det(A)$ or $|A|$. The determinant is a scalar-valued function that encodes both algebraic and geometric properties of the associated linear transformation:
\det : M_n(\mathbb{R}) \to \mathbb{R}
It determines whether the matrix is invertible and measures the factor by which the transformation scales volumes. It appears in the explicit solution of systems of linear equations via Cramer’s rule, and plays a central role in the study of eigenvalues and linear transformations.
The determinant of a matrix of order 1 is the element itself:
A = \begin{pmatrix} a_{11} \end{pmatrix} \implies \det(A) = a_{11}
For a square matrix of order 2, the determinant is the difference between the product of the elements on the main diagonal and the product of the elements on the secondary diagonal:
A = \begin{pmatrix} a_{11} & a_{12} \\[6pt] a_{21} & a_{22} \end{pmatrix} \implies \det(A) = a_{11} \cdot a_{22}-a_{21} \cdot a_{12}
For example:
A = \begin{pmatrix} 3 & 2 \\[6pt] 1 & 4 \end{pmatrix} \implies \det(A) = 3 \cdot 4-1 \cdot 2 = 10
Diagonal and triangular matrices
For a diagonal matrix, that is a square matrix in which all off-diagonal elements are zero, the determinant equals the product of the elements on the main diagonal:
A = \begin{pmatrix} a_{11} & 0 & \cdots & 0 \\[6pt] 0 & a_{22} & \cdots & 0 \\[6pt] \vdots & \vdots & \ddots & \vdots \\[6pt] 0 & 0 & \cdots & a_{nn} \end{pmatrix} \implies \det(A) = a_{11} \cdot a_{22} \cdot \ldots \cdot a_{nn}
The same result holds for upper and lower triangular matrices. In both cases, the determinant is the product of the diagonal entries, since all the additional terms in the expansion vanish.
Laplace expansion
The determinant of a square matrix of order $n \geq 3$ can be computed recursively using the cofactor expansion, also known as Laplace expansion. Given a square matrix $A = (a_{ij})$ of order $n$, the minor $M_{ij}$ is the determinant of the $(n-1) \times (n-1)$ submatrix obtained by deleting the $i$-th row and $j$-th column of $A$. The cofactor $C_{ij}$ is defined as:
C_{ij} = (-1)^{i+j} \cdot M_{ij}
The sign factor $(-1)^{i+j}$ is positive when $i+j$ is even and negative when $i+j$ is odd. The determinant of $A$ is then obtained by expanding along any row $i$:
\det(A) = \sum_{k=1}^{n} a_{ik} \cdot C_{ik} = \sum_{k=1}^{n} a_{ik} \cdot (-1)^{i+k} \cdot M_{ik}
The same result is obtained by expanding along any column $j$:
\det(A) = \sum_{k=1}^{n} a_{kj} \cdot C_{kj}
The following example illustrates the computation for a matrix of order 3. Consider:
A = \begin{pmatrix} 2 & 0 & -1 \\[6pt] 3 & -2 & 0 \\[6pt] 1 & 4 & 1 \end{pmatrix}
Expanding along the first row, we compute the cofactor contribution of each element.

For $a_{11} = 2$, the minor is the determinant of the submatrix obtained by deleting row 1 and column 1:
C_{11} = (-1)^{1+1} \cdot \det\begin{pmatrix} -2 & 0 \\[6pt] 4 & 1 \end{pmatrix} = (+1) \cdot (-2-0) = -2
The contribution is $a_{11} \cdot C_{11} = 2 \cdot (-2) = -4$.

For $a_{12} = 0$, the minor is:
C_{12} = (-1)^{1+2} \cdot \det\begin{pmatrix} 3 & 0 \\[6pt] 1 & 1 \end{pmatrix} = (-1) \cdot (3-0) = -3
The contribution is $a_{12} \cdot C_{12} = 0 \cdot (-3) = 0$.

For $a_{13} = -1$, the minor is:
C_{13} = (-1)^{1+3} \cdot \det\begin{pmatrix} 3 & -2 \\[6pt] 1 & 4 \end{pmatrix} = (+1) \cdot (12+2) = 14
The contribution is $a_{13} \cdot C_{13} = (-1) \cdot 14 = -14$.

Summing the three contributions we obtain:
\det(A) = -4 + 0 + (-14) = -18
The computational cost of Laplace expansion grows factorially with the order of the matrix, resulting in a time complexity of $O(n!)$. For this reason, the method is impractical for large matrices in numerical applications, where more efficient algorithms such as LU decomposition are preferred.

Sarrus’ rule
For matrices of order 3, the determinant can be computed using Sarrus’ rule, a direct mnemonic method equivalent to the Laplace expansion. Given the matrix:
A = \begin{pmatrix} a_{11} & a_{12} & a_{13} \\[6pt] a_{21} & a_{22} & a_{23} \\[6pt] a_{31} & a_{32} & a_{33} \end{pmatrix}
the determinant is:
\begin{aligned} \det(A) &= a_{11} a_{22} a_{33} + a_{12} a_{23} a_{31} + a_{13} a_{21} a_{32} \\[6pt] &\quad - a_{13} a_{22} a_{31} - a_{11} a_{23} a_{32} - a_{12} a_{21} a_{33} \end{aligned}
The three positive terms correspond to the products along the three main diagonals (top-left to bottom-right), and the three negative terms correspond to the products along the three secondary diagonals (top-right to bottom-left). A convenient way to visualize this is to append the first two columns of $A$ to its right:
\begin{pmatrix} a_{11} & a_{12} & a_{13} & \color{gray}{a_{11}} & \color{gray}{a_{12}} \\[6pt] a_{21} & a_{22} & a_{23} & \color{gray}{a_{21}} & \color{gray}{a_{22}} \\[6pt] a_{31} & a_{32} & a_{33} & \color{gray}{a_{31}} & \color{gray}{a_{32}} \end{pmatrix}
The following example applies Sarrus’ rule to a concrete matrix. Consider:
A = \begin{pmatrix} 1 & -2 & 3 \\[6pt] 0 & 4 & -1 \\[6pt] 2 & 1 & 0 \end{pmatrix}
We obtain:
\begin{aligned} \det(A) &= (1)(4)(0) + (-2)(-1)(2) + (3)(0)(1) \\[6pt] &\quad - (3)(4)(2) - (1)(-1)(1) - (-2)(0)(0) \\[6pt] &= 0 + 4 + 0 - 24 + 1 + 0 \\[6pt] &= -19 \end{aligned}
Sarrus’ rule applies exclusively to matrices of order 3. It does not generalize to higher orders.

Properties of the determinant
The following are the fundamental properties of the determinant.
	  If $A$ has an entire row or column of zeros, then $\det(A) = 0$.
	  If two rows or two columns of $A$ are proportional, then $\det(A) = 0$. More generally, if one row or column is a linear combination of others, then $\det(A) = 0$.
	  If all elements of a row or column are multiplied by a scalar $k$, the determinant is multiplied by $k$. Equivalently, a scalar factor can be extracted from any row or column: $\det(kA) = k^n \det(A)$ for a matrix of order $n$.
	  The determinant of a product equals the product of the determinants: $\det(AB) = \det(A) \cdot \det(B)$.
	  The determinant of the transpose equals the determinant of the original matrix: $\det(A^{\mathrm{T}}) = \det(A)$.
	  A square matrix $A$ is invertible if and only if $\det(A) \neq 0$. When $\det(A) = 0$, the matrix is called singular, as discussed in the entry on the inverse matrix.

Concept
The structure of the entry is shown in the conceptual map, where each branch represents a core component and the sub-nodes highlight the specific notions discussed.
Intermediate
2
Requires
2
Enables
The following concepts, Matrices, Properties of Real Numbers, are required as prerequisites for this entry.
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A systematic method for determining the domain of a function
In the introduction to functions, we discussed the idea of the domain of a function, that is, the set of input values for which an expression is mathematically meaningful. We also examined how to determine the domain of basic families of functions such as polynomials, radicals, logarithms, and trigonometric expressions.
In practice, however, we often encounter more elaborate expressions that combine several types of functions in a single formula. In these situations, identifying the domain is not always immediate, because each internal component may introduce its own restrictions. When dealing with such cases, the most effective strategy can be summarized in the following steps:
	  Start by examining the inner components of the expression and determine the domain required by each of them.
	  Move outward, layer by layer, propagating the restrictions imposed by every new operation or function involved.
	  Combine all the resulting conditions by taking their intersection, since the overall domain consists only of the values that satisfy every constraint simultaneously.

To understand how this procedure works in practice, it is helpful to move directly to a concrete example and apply each step to real expressions.
Types of intervals
When studying the domain of a function, it is useful to recall how real intervals are defined, since the domain is always expressed as a union of such sets. Intervals describe continuous portions of the real line and provide a compact way to specify which values of $x$ are allowed. A first type is the open interval, which contains all points strictly between two endpoints while excluding the endpoints themselves. In descriptive form it is written
\lbrace\,x : a < x < b\,\rbrace
 and in interval notation it appears as:
(a,\,b)
 This notation is particularly convenient when the values $a$ and $b$ correspond to points where the function is not defined or where a discontinuity occurs. Graphically, the illustrations on Algebrica will follow this convention. The endpoints $a$ and $b$ are shown as open circles to indicate that they are not included in the interval, while the segment connecting them represents all values strictly between $a$ and $b$. This visual notation makes an open interval immediately recognizable, clearly emphasizing that its endpoints are excluded.
a
b
The second type is the closed interval, which includes both endpoints. In descriptive form it is written:
\lbrace\,x : a \le x \le b\,\rbrace
 and the corresponding interval notation is
[\,a,\,b\,]
 This representation is typical when the function is defined and continuous even at the boundary points $a$ and $b$. In the same spirit as the illustration shown above, the closed interval is represented graphically by filling the endpoints $a$ and $b$. The solid dots indicate that both boundary values are included, while the segment between them depicts every point from $a$ to $b$. This convention makes the structure of a closed interval immediately clear, emphasizing that its endpoints form part of the set.
a
b
Naturally, it is easy to see that other combinations of open and closed endpoints are also possible. For instance, one may have a half-closed interval such as $[a, +\infty)$, or more generally intervals that mix inclusion and exclusion at their boundaries such as $(a, b]$. These forms are illustrated in the figure below and are commonly used when describing domains that extend indefinitely or start from a specific boundary value.
a
b
The graphical notation introduced above is particularly useful because it allows the domain of a function to be identified at a glance. When several conditions of existence arise from different components of the expression, each condition can be represented as its own interval diagram. The overall domain is then obtained by intersecting these conditions: in other words, only the intervals that appear simultaneously across all lines of the diagram form the set of admissible values for $x$. This visual approach makes the structure of the domain clear and helps avoid errors in combining multiple constraints.
Domain of elementary functions
As an additional point to keep in mind, it is useful to summarize the domain restrictions induced by the most common expressions:
	  Polynomials: always defined on $\mathbb{R}.$
	  Rational functions: denominator $\neq 0.$
	  Even roots: radicand $\gt 0.$
	  Odd roots: always defined on $\mathbb{R}.$
	  Logarithms: argument $> 0$, base $> 0$, base $\neq 1.$
	  Absolute values: always defined on $\mathbb{R}.$
	  Trigonometric functions: always defined on $\mathbb{R}.$
	  Inverse trigonometric functions: argument within specific bounds

Example 1
To give an example of how the graphical method is used, let us consider the function:
f(x) = \log(x - 1) + \sqrt{x + 4}
To determine its domain, each component must be examined separately, because the function is defined only for those values of $x$ that satisfy all underlying conditions at the same time.

The logarithmic term $\log(x - 1)$ requires its argument to be strictly positive. This leads to the condition:
x - 1 > 0
which means that only values greater than $1$ are admissible. Any value less than or equal to $1$ immediately violates the definition of the logarithm. Graphically, we can represent the condition in the following way:
1
The square root term $\sqrt{x + 4}$ requires its argument to be non-negative. This condition is expressed by:
x + 4 \ge 0
 so the values $x \ge -4$ are allowed. Compared to the logarithmic constraint, this requirement is less restrictive, since every value greater than $1$ is automatically greater than $-4$. By adding this result to the previous diagram, we obtain:
-4
1
Putting everything together, the domain of the function is obtained by intersecting the two conditions $x > 1$ and $x \ge -4$. Because $x > 1$ already implies $x \ge -4$, the intersection reduces to the simple inequality $x > 1)$.
Therefore, the domain of the function is represented by the highlighted black segment, which corresponds to the interval:
(1, +\infty)
Example 2
Let us consider a relatively simple example that already combines a square root, a logarithm, and a trigonometric function. The function is given by:
f(x) = \sqrt{\frac{\log(2 + \sin x)}{\sinh(x)}}
At first glance, determining the domain of this function is not entirely straightforward. One initial observation we can make, however, is that the presence of a trigonometric term suggests that any conditions we obtain are likely to repeat periodically. We now apply the method outlined above, examining step by step the domain restrictions introduced by each individual component of the expression, starting from the innermost elements.

The first element we encounter is the logarithm:
\log(2 + \sin x)
Since the logarithm is defined only for strictly positive values, we require:
2 + \sin x > 0
Because $\sin x$ ranges between $-1$ and $1$, the smallest value this expression can take is $2 - 1 = 1$, which is already positive. This means that the logarithm introduces no restriction on the domain, as its argument is positive for every real value of $x$.

Moving a step outward, the logarithm itself appears in the numerator of a fraction whose denominator is $\sinh(x)$. A denominator cannot be zero because division by zero is not defined in the real numbers, so we must exclude the values of $x$ for which $\sinh(x) = 0$. The hyperbolic sine vanishes only at $x = 0$, so this point must be removed from the domain.

Finally, the entire fraction appears under a square root, which requires its argument to be non-negative.
	  The numerator $\log(2 + \sin x)$ is always non-negative and becomes zero precisely when $\sin x = -1$, that is, at the points $x = -\frac{\pi}{2} + 2k\pi$. At those points the fraction is equal to zero, and thus acceptable, provided the denominator is non-zero, which is always the case except at $x = 0$, already excluded.

	  For all other values, $\log(2 + \sin x)$ is strictly positive, so the sign of the entire fraction depends solely on the sign of $\sinh(x)$. The hyperbolic sine is positive for $x > 0$ and negative for $x < 0$. Since the radicand must be non-negative, the fraction is admissible exactly when $x > 0$, or when the numerator is zero.


Putting these observations together, the domain consists of all $x$ greater than zero, along with the isolated points where $\sin x = -1$. Therefore, the domain is:
(0, +\infty) \;\cup\; \left\{ -\frac{\pi}{2} + 2k\pi \,\middle|\, k \in \mathbb{Z} \right\}
Example 3
Let us consider another example and determine the domain of the function:
f(x) = \sqrt{\cos^{2}(3x - 1) - \log\\!\bigl(5 - |2x|\bigr)}
We determine the domain by examining the expression from the inside out, identifying the restrictions introduced by each component and combining them at the end. The first element that imposes a constraint is the logarithm. Since the natural logarithm accepts only strictly positive arguments, we must require
5 - |2x| > 0
Solving this inequality, which involves an absolute value, gives:
|2x| < 5 \quad \rightarrow \quad -\frac{5}{2} < x < \frac{5}{2}

The trigonometric part, $\cos^{2}(3x - 1)$, does not introduce additional restrictions, because the cosine function and its square are defined for all real values of $x$.

We now move one level outward and consider the entire expression inside the square root. A square root is defined only when its argument is non-negative, so we must impose
\cos^{2}(3x - 1) - \log(5 - |2x|) \ge 0
This inequality links together two terms with very different behaviors. The squared cosine oscillates between $0$ and $1$, while the logarithm varies over the interval $(-5/2,\; 5/2)$ and becomes arbitrarily large as $|2x|$ approaches 5 from below. The inequality therefore holds only for those values of $x$ for which the logarithmic term does not exceed the value of the squared cosine. In other words, we must have:
\log(5 - |2x|) \le \cos^{2}(3x - 1)
The set of solutions of this inequality is contained within the interval $(-5/2, 5/2)$, because outside this interval the logarithm would no longer be defined. Finally, we combine all restrictions by intersecting them, since the function is defined only when every condition is satisfied simultaneously. The logarithm gives the interval
-\frac{5}{2} < x < \frac{5}{2}
and within this interval we must additionally select only those values of $x$ for which
\cos^{2}(3x - 1) - \log(5 - |2x|) \ge 0
In conclusion, the domain of the function is given by all real values $x$ such that:
x \in \left(-\frac{5}{2},\, \frac{5}{2}\right)
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What is the difference quotient
Consider a function $y = f(x)$ defined on the interval $[a, b]$, and two real numbers $c$ and $c + h$ with $h \neq 0$, both lying within the interval $[a, b]$. The difference quotient of $f$ at the point $c$ is defined as the ratio:
\frac{\Delta y}{\Delta x} = \frac{f(c+h)-f \left(c \right)}{h}
The condition $h \neq 0$ is necessary: for $h = 0$ the points $A$ and $B$ coincide, the secant line is not defined, and the ratio reduces to $\frac{0}{0}$. Consider the points $A$ and $B$ with:
	  $A(c, f \left(c \right))$
	  $B(c+h, f(c+h))$

the difference quotient of $f$ at the point $c$ is the slope of the line passing through $A$ and $B$.
[image: ]
The difference quotient is fundamental to the definition of the derivative. The derivative of a function at a point is the limit of the difference quotient as $h$ approaches zero.
f’ \left(c \right) = \lim_{h \to 0} \frac{f(c+h)-f \left(c \right)}{h}
This process, known as the limit of the difference quotient, provides the instantaneous rate of change of the function at that point, or equivalently, the slope of the tangent line to the graph of the function.

In general, the difference quotient measures how a function changes over a finite displacement. As the interval shrinks, it transitions from a global measure of variation to a local one.
	  The difference quotient provides an approximation of the rate of change. It is calculated over a finite interval $[x, x + \Delta x]$ and represents the average rate of change.

	  The derivative provides the exact rate of change. It is calculated by taking the limit as $\Delta x \to 0$ and represents the instantaneous rate of change.


It is worth noting that the difference quotient and the derivative measure the same geometric quantity at different scales.
	  The difference quotient measures the slope of a secant line over a finite interval.
	  The derivative measures the slope of the tangent line at a point.

Alternative forms
-
\text{1.} \quad \frac{f(c+h) - f(c)}{h}
-
\text{2.} \quad \frac{f(x_1) - f(x_0)}{x_1 - x_0}
-
\text{3.} \quad \frac{f(x + \Delta x) - f(x)}{\Delta x}
-
\text{4.} \quad \frac{f(x + dx) - f(x)}{dx}
The expressions above represent the same quantity and differ only in how the two points are labeled, depending on the notation in use.
Example 1
Let us calculate the difference quotient of the function $y = f(x) = 3x^2-x$ at the point $c = 1$ for a generic $h$.
Determine $f(c+h) = f(1+h)$:
\begin{align*} f(1+h) &= 3(1+h)^2-(1+h) \\[0.4em] &= 3(1 + h^2 + 2h)-1-h \\[0.4em] &= 3 + 3h^2 + 6h-1-h \\[0.4em] &= 3h^2 + 5h + 2 \end{align*}

Determine $f \left(c \right) = f(1)$:
f(1) = 3(1)^2 - 1 = 3 - 1 = 2

Calculate the difference quotient:
\begin{align*} \frac{f(1+h)-f(1)}{h} &= \frac{(3h^2 + 5h + 2)-2}{h}\\[0.4em] &= \frac{3h^2 + 5h + 2-2}{h} \\[0.4em] &= \frac{3h^2 + 5h}{h}\\[0.4em] &= 3h + 5 \end{align*}
The expression $3h + 5$ represents, as $h$ varies, the slope of a secant line passing through point $A$ on the graph with an abscissa of 1.
Example 2
Let us now consider a function that is not polynomial: $f(x) = \sqrt{x}$,calculated at the point $c = 4$. The procedure is the same as before, but the simplification of the difference quotient requires an additional step. Determine $f(4+h)$:
f(4+h) = \sqrt{4+h}
Determine $f(4)$:
f(4) = \sqrt{4} = 2
The difference quotient takes the form:
\frac{f(4+h) - f(4)}{h} = \frac{\sqrt{4+h} - 2}{h}
As it stands, this expression cannot be simplified directly since numerator and denominator share no obvious common factor. The standard approach is to rationalize the numerator by multiplying both numerator and denominator by the conjugate expression $\sqrt{4+h} + 2$:
\begin{align*} \frac{\sqrt{4+h} - 2}{h} \cdot \frac{\sqrt{4+h} + 2}{\sqrt{4+h} + 2} &= \frac{(4+h) - 4}{h\left(\sqrt{4+h} + 2\right)} \\[0.4em] &= \frac{h}{h\left(\sqrt{4+h} + 2\right)} \\[0.4em] &= \frac{1}{\sqrt{4+h} + 2} \end{align*}
The factor $h$ cancels and the result is well-defined for every $h \neq 0$.
The expression $\dfrac{1}{\sqrt{4+h}+2}$ represents the slope of the secant through $A = (4,\\ 2)$ and $B = (4+h,\\ \sqrt{4+h})$ as $h$ varies.
As $h \to 0$, this slope approaches $\dfrac{1}{4}$ which is precisely the derivative of $\sqrt{x}$ at $x = 4$.
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What Are Differential Equations?
An ordinary differential equation is a relation involving a function $f(x)$, defined on an interval $I \subset \mathbb{R}$, together with a finite number of its derivatives. The equation is required to hold for all $x$ in the interval $I$. The general form of an ordinary differential equation of order $n$ is:
F\left(x, f(x), f’(x), f’'(x), \dots, f^{(n)}(x)\right) = 0
where $F$ is a given function that depends on the independent variable $x$, the unknown function $y = f(x)$, and its derivatives up to order $n$. An example of a differential equation is:
f’(x) + x f(x) = 0 \quad \text{or} \quad y’ + x y = 0
Order of a differential equation
The order of a differential equation is defined as the order of the highest derivative that appears in the equation. For example, the following differential equation is of third order because the third derivative of $y$ is the highest-order derivative appearing in the equation:
y’’ - 3y’ + 2y = 0
Differential equations are often considered challenging. For this reason, we will introduce the concepts gradually, with the goal of building a solid understanding of the methods used to solve them.
Solutions of a differential equation
In general, a differential equation may admit infinitely many solutions. A general solution is a family of functions depending on $n$ arbitrary constants, where $n$ corresponds to the order of the equation. This family includes every possible solution of the differential equation.
	  Any function that satisfies the differential equation is called a solution, or integral of the equation.

	  A particular solution of a differential equation is a specific function obtained by assigning concrete values to the arbitrary constants in the general solution.

	  Initial conditions are constraints that allow us to select a particular solution from the general family.


Forms and Types of Differential Equations
A differential equation is said to be in normal form when it can be written as:
y^{(n)} = F(x, y, \dots, y^{(n-1)})
That is, the equation is explicitly solved with respect to the highest-order derivative.

A differential equation is said to be autonomous if the independent variable does not appear explicitly in its expression. The equation$y’ = y^2 - 1$ is autonomous, since the right-hand side depends only on $y$, not on the independent variable $x$.

Given a differential equation along with a set of initial conditions, the problem of finding a solution that satisfies both the equation and the specified conditions is called a Cauchy problem. A Cauchy problem for a first-order differential equation is typically written as:
\begin{cases} y’(x) = f(x, y(x)) \\[0.5em] y(x_0) = y_0 \end{cases}
where $y’(x) = f(x, y(x))$ is the differential equation, and $y(x_0) = y_0$ is the initial condition, specifying the value of the solution at $x = x_0$.
How to solve simple differential equations
Let’s begin by solving very simple differential equations, specifically first-order equations of the form $y’ = f(x)$. In this case, the solution is obtained by integrating both sides of the equation, yielding:
\int y’ \, dx = \int f(x) \, dx
For this type of equation, the general solution is given by:
y(x) = \int f(x) \,dx + c
where $c \in \mathbb{R}$ is an arbitrary constant.
Example 1
Let’s solve the differential equation:
y’ - 3x = 0

Let’s rewrite it in standard form and integrate both sides:
y’ = 3x
\int y’ \,dx = \int 3x \, dx \rightarrow y(x) = \frac{3}{2}x^2 + c

The solutions are represented by the integral curves given by the equation:
y(x) = \frac{3}{2}x^2 + c
[image: ]

Each curve represents a particular solution of the general form. The value of $C$ determines the vertical position (a vertical translation) of the curve. All the curves share the same upward-opening parabolic shape, but they are vertically shifted depending on the value of $C$. Together, this family of curves represents the complete set of solutions to the differential equation.
The solution is:
y(x) = \frac{3}{2}x^2 + c
Separable Differential Equations
A first-order differential equation is said to be separable if it can be rewritten in the form:
y’ = a(x) b(y)
To find the general integral of this type of equation, we begin by dividing both sides of the equation by $b(y)$. We obtain:
\frac{y’}{b(y)} = a(x)
We then integrate both sides with respect to $x$, obtaining:
\int \frac{y(x)'}{b(y(x))}\, dx = \int a(x) \, dx + c
By substituting $y = y(x)$, we obtain:
\int \frac{dy}{b(y)}\, dx = \int a(x) \, dx + c
Example 2
Let’s solve the differential equation:
y’ = xy

We have a separable differential equation. We rewrite all the terms involving $y$ on one side and those involving $x$ on the other:
\frac{1}{y} \, dy = x \, dx

We integrate both sides and obtain:
\int \frac{1}{y} \, dy = \int x \, dx
\ln |y| = \frac{x^2}{2} + c
For a complete overview of integration rules and common integrals, see the dedicated entry on the topic.

To isolate $y$, we eliminate the logarithm by exponentiating both sides:
|y| = e^{\frac{x^2}{2} + c} = e^c \cdot e^{\frac{x^2}{2}} = c e^{\frac{x^2}{2}}
where $c$ is a constant representing $e^c$.
Since $c$ is an arbitrary constant in $\mathbb{R}$, which may be either positive or negative, we can write the general solution of the equation as:
y(x) = c e^{\frac{x^2}{2}}, \quad c \in \mathbb{R}

The solutions are represented by the following integral curves:
[image: ]
Therefore, the general solution is:
y(x) = c e^{\frac{x^2}{2}}, \quad c \in \mathbb{R}
Glossary
	  Ordinary differential equation: a relation involving a function defined on an interval and a finite number of its derivatives, which holds true at all points in the interval.

	  Order of a differential equation: the order of the highest derivative present in the equation.

	  General solution: a family of functions that satisfies the differential equation and contains arbitrary constants equal in number to the order of the equation.

	  Particular solution: a specific function obtained from the general solution by assigning concrete values to the arbitrary constants.

	  Initial conditions: conditions specifying the value of the solution and possibly its derivatives at a particular point, used to determine a unique particular solution.

	  Cauchy problem: the task of finding a solution to a differential equation that satisfies given initial conditions, typically expressed as:


y(x_0) = y_0,\quad y’(x_0) = y_1, \ldots
	  Integral curves: the graphs of the solutions of a differential equation, representing how the function evolves along the plane.
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Consider $f(x)$ a differentiable function on the interval $[a,b]$. Since the function is differentiable, it is also continuous on the given interval. Let us consider two points $x$ and $x + \Delta x \in [a,b]$.
It is defined the differential of a function $f(x)$, relative to the point $x$ and the increment $\Delta x$, as the product of the derivative of the function evaluated at $x$ and the increment $\Delta x$:
\mathrm{d}y = f’(x) \cdot \Delta x \tag{1}
The differential of the independent variable $x$ is equal to the increment of the variable itself: $\mathrm{d}x = \Delta x.$ By substituting the value into the definition, we obtain:
\mathrm{d}y = f’(x) \cdot \mathrm{d}x \tag{2}
From the formula, it follows that the first derivative of a function is the ratio between the differential of the function and that of the independent variable:
f’(x) = \frac{\mathrm{d}y}{\mathrm{d}x} \tag{3}
[image: ]
From a geometric point of view, consider the triangle ABC. By the properties of trigonometry and of right triangles, the side $\overline{BC}$ can be rewritten as:
\overline{BC} = \overline{AB} \cdot \tan(\alpha) \tag{4}
where $\overline{AB} = \Delta x$ and $\tan(\alpha) = f’(x)$. The equality $(4)$ can therefore be rewritten as:
\begin{align} \overline{BC} &= \overline{AB} \cdot \tan(\alpha) \tag{5} \\[0.5em] &= \Delta x \cdot f’(x) \\[0.5em] &= \mathrm{d}y \end{align}
In other words, the differential $dy$ is the change in the ordinate of the tangent line to the curve when moving from point A with abscissa $x$ to point B with abscissa $x + \Delta x$.
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Concept
The structure of the entry is shown in the conceptual map, where each branch represents a core component and the sub-nodes highlight the specific notions discussed.
Advanced
4
Requires
0
Enables
The following concepts, Discontinuities of Real Functions, Functions, Limits, Riemann Integrability Criteria, are required as prerequisites for this entry.
Definition
The Dirichlet function is defined on $\mathbb{R}$ by the following rule:
D(x) = \begin{cases} 1 & \text{if } x \in \mathbb{Q} \\[6pt] 0 & \text{if } x \in \mathbb{R} \setminus \mathbb{Q} \end{cases}
At first glance this appears to be an almost trivial definition, a simple distinction between rationals and irrationals. Yet precisely this simplicity conceals an extremely irregular analytic behaviour, which has made this function a key reference object in integration theory and real analysis.

A notable property of $D$ is its discontinuity at every point of $\mathbb{R}$. This result follows from the mutual density of $\mathbb{Q}$ and $\mathbb{R} \setminus \mathbb{Q}$ in the real line.
For any fixed point $x_0 \in \mathbb{R}$ and any $\varepsilon > 0$, the interval $(x_0 - \varepsilon, x_0 + \varepsilon)$ contains both rational and irrational numbers. Therefore, there is no neighborhood of $x_0$ on which $D$ is constant, and any sequence converging to $x_0$ can be constructed so that the values of $D$ alternate indefinitely between $0$ and $1$. As a result, the following limit:
\lim_{x \to x_0} D(x)
does not exist for any $x_0$, establishing discontinuity at every point. Since a function that is discontinuous everywhere cannot be Riemann integrable on any non-degenerate interval, this can be confirmed by noting that the upper and lower Darboux sums remain fixed at $1$ and $0$, respectively, for every partition of the interval.
Darboux sums are sums obtained by multiplying the maximum or minimum value of a function on each subinterval of a partition by the width of that subinterval. These sums are used to approximate the integral from above and below.
Non-integrability in the Riemann sense
Consider an interval $[a, b]$ with $a < b$ and any partition $\mathcal{P}$ such that:
\mathcal{P} = {a = x_0 < x_1 < \cdots < x_n = b}
On each subinterval $[x_{i-1}, x_i]$, the supremum of $D$ is $1$ due to the density of the rationals, while the infimum is $0$ due to the density of the irrationals. Therefore:
U(D, \mathcal{P}) = \sum_{i=1}^{n} 1 \cdot (x_i - x_{i-1}) = b - a
L(D, \mathcal{P}) = \sum_{i=1}^{n} 0 \cdot (x_i - x_{i-1}) = 0
Because $U(D, \mathcal{P}) - L(D, \mathcal{P}) = b - a > 0$ for every partition $\mathcal{P}$, the Riemann criterion is not satisfied. Consequently, the function is not integrable in the classical sense on any non-trivial interval.

Lebesgue’s integration theory introduces a significant shift in perspective. The set $\mathbb{Q}$ is countable and therefore has Lebesgue measure zero: $\lambda(\mathbb{Q}) = 0$. It follows that $D(x) = 0$ almost everywhere with respect to the Lebesgue measure, and since a function that equals zero almost everywhere has integral zero, one obtains
\int_{a}^{b} D(x) \, d\lambda = 0
for every interval $[a, b]$. This is one of the more immediate illustrations of the greater reach of Lebesgue’s theory relative to Riemann’s: by construction, it assigns no weight to sets of measure zero, even when those sets are dense in the real line.
Differentiability
The question of whether $D$ possesses a derivative at any point has a definitive answer: $D$ is nowhere differentiable. The derivative of $D$ at a point $x_0$ is defined as the limit:
D’(x_0) = \lim_{h \to 0} \frac{D(x_0 + h) - D(x_0)}{h}
provided this limit exists. Since differentiability implies continuity and $D$ is discontinuous at every point of $\mathbb{R}$, it follows immediately that $D$ cannot be differentiable anywhere.
This conclusion can also be seen directly through difference quotients. Fix any $x_0$ and consider two sequences $(r_n)$ and $(s_n)$ converging to $x_0$, with $r_n \in \mathbb{Q}$ and $s_n \in \mathbb{R} \setminus \mathbb{Q}$ for all $n$. If $x_0 \in \mathbb{Q}$, then:
\frac{D(r_n) - D(x_0)}{r_n - x_0} = \frac{1 - 1}{r_n - x_0} = 0
\frac{D(s_n) - D(x_0)}{s_n - x_0} = \frac{0 - 1}{s_n - x_0} = \frac{-1}{s_n - x_0}
The second expression is unbounded as $s_n \to x_0$. If instead $x_0 \in \mathbb{R} \setminus \mathbb{Q}$, then:
\frac{D(r_n) - D(x_0)}{r_n - x_0} = \frac{1 - 0}{r_n - x_0} = \frac{1}{r_n - x_0}
\frac{D(s_n) - D(x_0)}{s_n - x_0} = \frac{0 - 0}{s_n - x_0} = 0
It is now the first expression that grows without bound as $r_n \to x_0$. In either case, the difference quotient admits no finite limit, confirming that $D’(x_0)$ does not exist.
The Thomae function
A function closely related to the Dirichlet function, known as the Thomae function or the popcorn function, is defined as follows:
T(x) = \begin{cases} \dfrac{1}{q} & \text{if } x = \dfrac{p}{q} \\[6pt] 0 & \text{if } x \in \mathbb{R} \setminus \mathbb{Q} \end{cases}
We have $p \in \mathbb{Z}$, $q \in \mathbb{N}_{>0}$, and $\gcd(|p|, q) = 1$, that is, the fraction $p/q$ is in lowest terms.
In contrast to the Dirichlet function, the Thomae function is continuous at every irrational point and discontinuous at every rational point. This behaviour exemplifies the boundary case allowed by the Lebesgue criterion for Riemann integrability: a Riemann-integrable function may be discontinuous on a set of measure zero, and the rationals, though dense, constitute precisely such a set.
Consequently, the Thomae function is Riemann integrable, with integral equal to zero on every interval, and serves as a well-behaved counterpart to the Dirichlet function.
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Introduction
Continuity is a property of a function in which small variations in the input result in correspondingly small variations in the output within the neighbourhood of a given point. If this local stability does not hold, the function is considered discontinuous. Discontinuities are typically classified into three distinct types:
	  A removable discontinuity occurs when the limit exists and is finite, but the function is either undefined at the point or its value does not equal the limit.
	  A jump discontinuity is present when both the left-hand and right-hand limits exist and are finite, but these limits are not equal.
	  An infinite discontinuity occurs when at least one of the one-sided limits is infinite, causing the function to diverge near the point rather than approach a finite value.

A discontinuity at $x_0$ can occur in exactly one of the three mutually exclusive ways described above. A point cannot simultaneously exhibit more than one type of discontinuity.
Each of these types will be examined in detail in the following sections. In this discussion, $f$ denotes a real-valued function, and $x_0$ represents a point in its domain or a point at which the function may fail to be defined.
Recall of continuity
A function $f$ is continuous at $x_0$ if the limit as $x$ approaches $x_0$ exists, is finite, and coincides with the value of the function at that point. This condition is expressed by the following limit:
\lim_{x \to x_0} f(x) = f(x_0)
Polynomials constitute a fundamental class of elementary continuous functions. These functions represent smooth curves in the plane and exhibit no points of discontinuity. Below is the graph of the quadratic function $x^2 + 2x + 1$, which represents a parabola:
[image: The graph of a second-degree polynomial is a continuous parabola, with no jumps or interruptions.]
A discontinuity at $x_0$ arises whenever this equality does not hold, and the specific way in which the condition fails determines the type of discontinuity.
Intuitively, a function is continuous if its graph can be drawn in the plane without any interruptions, breaks, or sudden jumps.
Removable discontinuity
A removable discontinuity arises when a function possesses a well-defined finite limit at $x_0$, yet the function’s value at that point is either undefined or does not coincide with the limit. Formally, a function $f$ has a removable discontinuity at $x_0$ if the following limit exists and is finite:
\lim_{x \to x_0} f(x) = \ell \in \mathbb{R}
Moreover, at least one of the following conditions is satisfied:
	  $f(x_0)$ is undefined.
	  $f(x_0) \neq \ell$.

In such cases, the discontinuity may be removed by redefining the function at a single point as follows:
g(x) = \begin{cases} \ell & \text{if } x = x_0 \\[6pt] f(x) & \text{if } x \ne x_0 \end{cases}
With this definition, the function $g$ becomes continuous at $x_0$. The term “removable” refers to the fact that the discontinuity can be resolved in this manner.
Removable discontinuities typically occur in rational functions containing cancellable factors, resulting in a hole in the graph. They can also be present in piecewise-defined functions or in functions where the value at a single point has been modified, provided the limit at that point exists and is finite.
Example 1
Consider the function defined by the following rational expression, which is undefined at $x = 1$:
f(x) = \frac{x^2 - 1}{x - 1}
Factoring the numerator demonstrates that the expression simplifies for all values of $x$ except $1$ since $x=1$ would cancel the denominator and make the function undefined.
x^2 - 1 = (x - 1)(x + 1)
For all $x \neq 1$, the function is equivalent to a linear function:
f(x) = x + 1
Although the function is undefined at $x = 1$, the limit as $x$ approaches $1$ exists and is finite:
\lim_{x \to 1} \frac{x^2 - 1}{x - 1} = 2
This demonstrates that $x = 1$ is a removable discontinuity, as the graph corresponds to the straight line $y = x + 1$ with a single missing point at$(1,2) .$
Redefining the function at that point by assigning it the value of the limit eliminates the discontinuity:
g(x) = \begin{cases} 2 & \text{if } x = 1 \\[6pt] f(x) & \text{if } x \ne 1 \end{cases}
With this modification, the function is continuous at $x = 1$.
Jump discontinuity
A jump discontinuity arises when both the left-hand and right-hand limits at $x_0$ exist and are finite, yet these limits are not equal. Formally, $f$ has a jump discontinuity at $x_0$ if:
\begin{align} \lim_{x \to x_0^-} f(x) &= \ell_1 \in \mathbb{R} \\[6pt] \lim_{x \to x_0^+} f(x) &= \ell_2 \in \mathbb{R} \\[6pt] \ell_1 &\neq \ell_2 \end{align}
In this case, the limit $\lim_{x \to x_0} f(x)$ does not exist. The function approaches two distinct finite values depending on the direction of approach. Unlike a removable discontinuity, this type cannot be resolved by redefining the function at a single point, as the discrepancy is inherent to the local behavior.
Example 2
To analyse the jump discontinuity, consider the following simple function, which exhibits a discontinuity at the point $x = 1.$
f(x) = \begin{cases} 0 & \text{if } x < 1 \\[6pt] 2 & \text{if } x \ge 1 \end{cases}
[image: ]
For values of $x$ approaching $1$ from the left, the function remains constant at $0$. Therefore:
\lim_{x \to 1^-} f(x) = 0
For values of $x$ approaching 1 from the right, the function remains constantly equal to $2$, and therefore the limit is:
\lim_{x \to 1^+} f(x) = 2
Both one-sided limits exist and are finite but they are not equal. Since $0 \neq 2$, it follows that the two one-sided limits do not coincide, and consequently, the limit $\lim_{x \to 1} f(x)$ does not exist. The graph of the function shows a vertical jump at $x = 1$, transitioning from $0$ to $2$.
This discontinuity cannot be removed by redefining the function at $x = 1$, as the difference between the two limiting values indicates a break in the local behaviour of the function.
Infinite discontinuity
An infinite discontinuity occurs when a function diverges as $x$ approaches $x_0$, with at least one of the one-sided limits being infinite. Formally, a function $f$ exhibits an infinite discontinuity at $x_0$ if at least one of the following conditions is satisfied:
\begin{align} \lim_{x \to x_0^-} f(x) &= \pm \infty \\[6pt] \lim_{x \to x_0^+} f(x) &= \pm \infty \end{align}
In such cases, the function does not approach any finite value as $x$ nears $x_0$. The graph typically displays a vertical asymptote. This discontinuity reflects unbounded growth rather than a finite discontinuity.
Example 3
For example, consider the following function:
f(x) = \frac{1}{x - 2}
[image: ]
The behaviour of this function near $x_0 = 2$ is analysed as follows. As $x \to 2^-$, the denominator $x - 2$ becomes negative and approaches zero, causing the function to decrease without bound. Therefore we have:
\lim_{x \to 2^-} f(x) = -\infty
As $x \to 2^+$, the denominator is positive and approaches zero, which causes the function to increase without bound. The limit is:
\lim_{x \to 2^+} f(x) = +\infty
At least one of the one-sided limits is infinite, and they diverge with opposite signs. Consequently, the function exhibits an infinite discontinuity at $x = 2$. The graph displays a vertical asymptote at the line $x = 2$, and this divergence indicates unbounded growth rather than a finite jump or a removable discontinuity.
Discontinuity, continuity and differentiability
It is instructive to establish a precise link between the notions of discontinuity and differentiability. We know that if a function f is differentiable at a point $x_0$, it must also be continuous at that point. The existence of the derivative ensures that the function satisfies the condition of continuity:
f’(x_0) = \lim_{x \to x_0} \frac{f(x) - f(x_0)}{x - x_0}
\lim_{x \to x_0} f(x) = f(x_0)
Therefore, if a function exhibits a discontinuity of the type just described at $x_0$, meaning the limit does not exist or does not equal the function’s value the derivative at that point does not exist.
However, the converse is not true. A function can be continuous at $x_0$ yet not differentiable there. This situation arises when the one-sided derivatives exist but differ, when at least one is infinite, or when one of the limits diverges.
\lim_{x \to x_0^-} \frac{f(x) - f(x_0)}{x - x_0} \neq \lim_{x \to x_0^+} \frac{f(x) - f(x_0)}{x - x_0}
A common example is the absolute value function, which is continuous at $x = 0$ but not differentiable there, resulting in a corner on its graph. In summary, every discontinuity implies non-differentiability, whereas not every point of non-differentiability is associated with a discontinuity.
A particular case: essential discontinuity
An additional category, known as essential discontinuity, is sometimes recognised but not universally adopted as a formal classification. This type arises when the limit does not exist and cannot be described as infinite. Unlike a jump discontinuity, where both one-sided limits exist but are unequal, or an infinite discontinuity, where the function diverges in a particular direction, an essential discontinuity reflects fundamentally irregular behaviour that cannot be reduced to simpler forms.
A classic example is the following function, which exhibits an essential discontinuity at $x = 0$:
f(x) = \sin\left(\frac{1}{x}\right)
As $x$ approaches $0$, the argument $1/x$ grows without bound, causing the function to oscillate between $-1$ and $1$ with increasing frequency. Neither one-sided limit exists, and no value can be assigned to $f(0)$ that would restore any form of continuity.
Selected references
	  Harvard University N. Masson. Discontinuities and Monotonic Functions

	  Harvard University O. Knill. Introduction to Functions and Calculus – Continuity

	  UC Berkeley A. Vizeff. Lecture 5: Continuity and Discontinuities
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Definition of a discrete random variable
A discrete random variable is a function that assigns a real number to each element of a discrete sample space. In other words, it maps the possible outcomes of a random experiment to numerical values that can be analyzed statistically. Formally, a discrete random variable is a function:
X : \Omega \rightarrow \mathbb{R}
where $\Omega$ is a discrete sample space.
When the sample space is continuous, composed of infinitely many infinitesimally close outcomes, we speak of continuous random variables.

To illustrate the concept in a simple way, consider an experiment where a single die is rolled twice, and let the random variable $X$ represent the number of sixes obtained. The possible values of $X$ are 0, 1, and 2 where $0$ means that no six appears in the two rolls, $1$ means that exactly one six appears, and $2$ means that both rolls show a six.
$x$
0
1
2
f(x)
\frac{25}{36}
\frac{10}{36}
\frac{1}{36}
where $x$ represents the possible outcomes of the random variable $X$ and $f(x)$ represents the probability associated with each outcome. The probabilities satisfy:
\sum f(x) = 1
This is consistent with the law of total probability, which states that the sum of the probabilities of all mutually exclusive outcomes of a random variable must equal $1$. It ensures that the probability distribution accounts for every possible event in the experiment.

Since probability calculations can be tricky at first, the following shows how the values of $f(x)$ for 0, 1, and 2 are obtained.
\begin{aligned} P(X = 0) &= \left(\frac{5}{6}\right)^2 = \frac{25}{36} \\[1em] P(X = 1) &= 2 \cdot \frac{1}{6} \cdot \frac{5}{6} = \frac{10}{36} \\[1em] P(X = 2) &= \left(\frac{1}{6}\right)^2 = \frac{1}{36} \end{aligned}
	  In the case of $x = 0$, both dice show numbers other than six. Since the probability of not getting a six on a single roll is $\tfrac{5}{6}$, the probability that this happens twice in a row is $\left(\tfrac{5}{6}\right)^2$.
	  In the case of $x = 1$, exactly one six appears in the two rolls. There are two possible ways this can happen: the first die shows a six and the second does not,
or the first does not show a six and the second does. Each event has a probability of $\tfrac{1}{6} \cdot \tfrac{5}{6}$, so the total probability is $2 \cdot \tfrac{1}{6} \cdot \tfrac{5}{6}$.
	  Finally, in the case of $x = 2$, both dice show a six. Since the probability of rolling a six on a single die is $\tfrac{1}{6}$, the probability that this occurs twice in a row is $\left(\tfrac{1}{6}\right)^2$.

Discrete probability distribution
A discrete random variable has a certain probability of taking each of its possible values.
This probability is described by a function $f(x)$, called the probability mass function or discrete probability distribution. For such a distribution, the following conditions must hold:
\begin{aligned} & f(x) \ge 0 \\[8pt] & \sum_x f(x) = 1 \\[5pt] & P(X = x) = f(x) \end{aligned}
These conditions ensure that all probabilities are non-negative, that their total equals one,
and that the probability of a specific value $x$ is exactly given by its corresponding $f(x)$.

When dealing with a discrete random variable $X$, it is often useful to describe the probability that $X$ takes a value up to a certain threshold (x). This leads to the definition of the cumulative distribution function, denoted by $F(x)$:
F(x) = P(X \le x) = \sum_{t \le x} f(t)
The function $F(x)$ expresses the total probability accumulated up to $x$. It is defined for all real values of $x$ and increases step by step as new probability mass is added. Being cumulative by nature, $F(x)$ is always non-decreasing and never exceeds $1$. To better illustrate the concept, let us return to the example of rolling two dice and show how the cumulative distribution function is constructed. The random variable $X$ represents the number of sixes obtained. Its probability mass function is:
$x$
0
1
2
f(x)
\frac{25}{36}
\frac{10}{36}
\frac{1}{36}
The cumulative distribution function (F(x)) is obtained by adding the probabilities
up to each value of $x$:
$x$
0
1
2
F(x)
\frac{25}{36}
\frac{35}{36}
1
In fact, we have:
\begin{aligned} F(0) &= P(X \le 0) = f(0) = \tfrac{25}{36} \\[6pt] F(1) &= P(X \le 1) = f(0) + f(1) = \tfrac{25}{36} + \tfrac{10}{36} = \tfrac{35}{36} \\[6pt] F(2) &= P(X \le 2) = f(0) + f(1) + f(2) = 1 \end{aligned}
The function $F(x)$ shows how probability accumulates as $x$ increases. It starts at $\tfrac{25}{36}$ when no sixes are obtained and reaches 1 when all possible outcomes have been included.
Joint probability distributions
In cases where the sample space is multidimensional, meaning that each outcome depends on two or more random variables, the corresponding probabilities are described by joint probability distributions for discrete random variables. In some experiments, two discrete random variables can occur together, each taking specific values within the same outcome. The probability of this combined occurrence is described by a function $f(x, y)$, which assigns a probability to every possible pair $(x, y)$. We have:
f(x, y) = P(X = x; \quad Y = y)
This function expresses how likely it is that $X$ takes the value $x$ while, at the same time, $Y$ takes the value $y$. For joint probability distributions, the following conditions must hold:
\begin{aligned} & f(x, y) \ge 0 \quad \forall \\ (x, y) \\[8pt] & \sum_x \sum_y f(x, y) = 1 \\[5pt] & P(X = x; \\ Y = y) = f(x, y) \end{aligned}
These conditions state that all probabilities are non-negative, that their total sum over all possible pairs $(x, y)$ equals one, and that each joint probability $P(X = x, Y = y)$ is represented by the value of $f(x, y)$.
Example 1
To better illustrate the concept of a joint probability distribution for discrete random variables, consider the following simple example.Consider a small box containing 4 balls, 2 white and 2 black. Two balls are drawn at random without replacement. Let:
	  $X$ = the number of black balls drawn
	  $Y$ = the number of white balls drawn

The possible pairs $(x, y)$ represent all combinations of black and white balls that can be drawn. Since only two balls are extracted, $x + y = 2$, and the possible pairs are:
(0, 2),\\ (1, 1),\\ (2, 0)
The joint probability distribution $f(x, y)$ is given by:
f(x, y) = \frac{\binom{2}{x}\binom{2}{y}}{\binom{4}{2}}
By representing the values assumed by each pair $(x, y)$, we obtain the following table showing the joint probability distribution $f(x, y)$:
\begin{array}{c|ccc|c} f(x, y) & 0 & 1 & 2 & \text{Totals} \\[6pt] \hline 0 & \frac{0}{6} & \frac{0}{6} & \frac{1}{6} & \frac{1}{6} \\[6pt] 1 & \frac{0}{6} & \frac{4}{6} & \frac{0}{6} & \frac{4}{6} \\[6pt] 2 & \frac{1}{6} & \frac{0}{6} & \frac{0}{6} & \frac{1}{6} \\[6pt] \hline \text{Totals} & \tfrac{1}{6} & \tfrac{4}{6} & \tfrac{1}{6} & 1 \end{array}
This example helps visualize how probabilities can be distributed across two discrete random variables. Each cell in the table represents the likelihood of a specific combination of black and white balls being drawn. By summing across rows and columns, we obtain the marginal probabilities of $X$ and $Y$, confirming that the total probability of all possible outcomes equals one.
It’s a simple yet effective way to understand how joint distributions organize and relate probabilities in a two-variable system.
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On writing and transparency
Each entry on Algebrica is written from scratch, drawing on a broad range of sources, from university textbooks to lecture notes and reference works in mathematics. The process is shaped by an engineering background, which influences how material is selected, structured, and presented. Where sources differ in notation or emphasis, they are compared and reconciled, then reorganised into a single coherent flow that follows a deliberate, logical progression.
The resulting content is original. Each entry is an independent exposition built from the ground up, written to be as accurate as possible while remaining clear for the intended reader.
The aim is to reduce without distorting. University sources are often dense by necessity, and part of the editorial work is to find what can be made more direct without losing precision.
This process is iterative. A page that seems complete may be revisited as adjacent entries develop, and inconsistencies in notation or depth often prompt further revision. Algebrica’s content is open, free, downloadable in Markdown, and reusable by anyone. Entries are progressively released and updated on GitHub in Algebrica’s public repository, and can be reused for non-commercial purposes.
To increase transparency, I am also documenting the editorial process and revising content to improve accuracy and reliability. On some pages a quality indicator is now visible, including a GPTZero score (no affiliation), as an additional signal of transparency. The score, expressed as a percentage, represents the system’s level of confidence that the content is human. For example, a score of 92% means that the text is considered human with 92% confidence.
Since I am not a native English speaker, I also rely on Grammarly (no affiliation) to support the proofreading of the texts.
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Introduction to conic sections
When introducing the parabola, we saw that when a plane intersects a cone, the resulting shape, when projected onto the plane, can be a circumference, a parabola, an ellipse, or a hyperbola. These curves are collectively referred to as conics. More formally, a conic is a second-degree algebraic curve in the plane. It is defined as the set of points $(x, y) \in \mathbb{R}^2$ that satisfy a general quadratic equation in the variables $x$ and $y$:
f(x, y) = a_{11}x^2 + 2a_{12}xy + a_{22}y^2 + 2a_{13}x + 2a_{23}y + a_{33} = 0
Here, the coefficients $a_{ij} \in \mathbb{R}$, and to ensure the curve is truly quadratic, we require that both $a_{11}$ and $a_{22}$ are nonzero.
What is an ellipse
Given two fixed points in the plane, $F_1$ and $F_2$, an ellipse is defined as the set of all points $P$ in the plane such that the sum of the distances from $P$ to each focus is constant.
\overline{PF_1} + \overline{PF_2} = \text{constant}
[image: ]
$F_1$ and $F_2$ are the foci of the ellipse. Assuming that the focus $F_1$ has coordinates $(-c, 0)$ and the focus $F_2$ has coordinates $(c, 0)$, the distance between $F_1$ and $F_2$ is called the focal distance and is equal to $2c$. The midpoint of the segment $\overline{F_1F_2}$ is the center of the ellipse.

We define the major axis and minor axis of the ellipse, respectively, as the longest and shortest diameters passing through its center. The major axis lies along the direction of maximum extension of the ellipse and passes through both foci. Its total length is $2a$, where $a$ is the semi-major axis. The minor axis is perpendicular to the major axis and also passes through the center of the ellipse. Its total length is $2b$, where $b$ is the semi-minor axis.

By choosing a point $P = (a, 0)$, located at the right endpoint of the major axis, we consider the case where the ellipse intersects the $x$-axis at its farthest horizontal extent. In this configuration, the distance from the left focus $F_1 = (-c, 0)$ to the point $P$ is $\overline{F_1P} = a + c$. Similarly, we have $\overline{F_2P} = a + c$.
[image: ]
From this, we conclude that the constant sum of the distances from any point on the ellipse to the two foci is:
\overline{F_1P} + \overline{F_2P} = (a + c) + (a - c) = 2a
In the standard form, an ellipse centered at the origin with horizontal major axis is described by the equation:
\frac{x^2}{a^2} + \frac{y^2}{b^2} = 1
where $b^2 = a^2 - c^2$, with $b > 0$ and $a > b$, from which it follows that:
c = \sqrt{a^2 - b^2}
Why is the sum of distances to the foci always constant in an ellipse?
Because that’s what defines it. An ellipse is the set of all points for which the sum of the distances to the two foci is exactly $2a$. Any point not satisfying this condition lies outside or inside the curve.
Vertices
An ellipse intersects the coordinate axes at four key points, its vertices. The two on the major axis represent the farthest horizontal reach.
[image: ]
The two on the minor axis define the vertical extent. All are symmetric with respect to the center and capture the ellipse’s full geometric footprint.
Eccentricity
The ratio between the focal distance and the length of the major axis of an ellipse is called its eccentricity. It is denoted by $e$ and satisfies the condition:
0 \leq e < 1
[image: ]
The closer $e$ is to 0, the more circular the ellipse appears. As $e$ approaches 1, the ellipse becomes increasingly elongated. The value of the eccentricity $e$ is given by:
e = \frac{c}{a} = \frac{\sqrt{a^2 - b^2}}{a}
Eccentricity describes how “stretched” an ellipse is. When $e = 0$, the ellipse is indistinguishable from a circle and its foci coincide at the center. As $e$ increases, the foci move apart and the shape elongates along the major axis. What matters is not the size, but the ratio: eccentricity is a pure measure of shape.
Example
Let us determine the equation of the ellipse with foci $F_1 = (1, 0)$ and $F_2 = (-1, 0)$, such that the sum of the distances from any point on the ellipse to the two foci is equal to 6.

A point $P(x, y)$ belongs to the ellipse if it satisfies the condition:
\sqrt{(x - 1)^2 + y^2} + \sqrt{(x + 1)^2 + y^2} = 6
Each square root represents the Euclidean distance between $P(x, y)$ and one of the two foci. This equation expresses the geometric definition of the ellipse: the set of all points in the plane such that the sum of their distances to the two foci is constant. Hence, determining the equation of the ellipse simply requires performing the necessary calculations. We have:
\begin{align} &(x - 1)^2 + y^2 = 36 + (x + 1)^2 + y^2 - 12\sqrt{(x + 1)^2 + y^2}\\[0.5em] &x^2 - 2x + 1 + y^2 = 36 + x^2 +2x +1 +y^2 - 12\sqrt{(x + 1)^2 + y^2}\\[0.5em] &-4x -36 = - 12\sqrt{(x + 1)^2 + y^2}\\[0.5em] &x + 9 = 3\sqrt{(x + 1)^2 + y^2}\\[0.5em] \end{align}

By squaring both sides of the equation, we obtain:
\begin{align} &(x + 9)^2 = (3\sqrt{(x + 1)^2 + y^2})^2\\[0.5em] &x^2 + 18x +81 = 9x^2 +18x +9 + 9y^2\\[0.5em] &8x^2 + 9y^2 = 72\\[0.5em] \end{align}

Dividing both sides of the equation by 72, we obtain:
\frac{8x^2}{72} + \frac{9y^2}{72} = 1
Therefore, the equation of the ellipse passing through the points mentioned above, and such that the sum of the distances from any point ( P ) on the curve to the two foci is equal to 6, is:
\frac{x^2}{9} + \frac{y^2}{8} = 1
Glossary
	  Ellipse: the set of all points in a plane where the sum of the distances to two fixed points (foci) is constant.

	  Foci: the two fixed points in the plane used to define an ellipse.

	  Conic section: a curve formed by the intersection of a plane and a cone; includes circumferences, parabolas, ellipses, and hyperbolas.

	  Major axis: the longest diameter of an ellipse, passing through the foci and the center. Its length is $2a$.

	  Semi-najor axis: half the length of the major axis, denoted by $a$.

	  Minor axis: the shortest diameter of an ellipse, perpendicular to the major axis and passing through the center. Its length is $2b$.

	  Semi-minor axis: half the length of the minor axis, denoted by $b$.

	  Center: the midpoint of the segment connecting the two foci.

	  Focal distance: the distance between the two foci, equal to $2c$.

	  Vertices: the four points where an ellipse intersects the coordinate axes.

	  Eccentricity $e$: the ratio of the focal distance $2c$ to the length of the major axis $2a$, $e = c/a$. It is a measure of how stretched the ellipse is, with $0 \leq e < 1$.
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Concept
The structure of the entry is shown in the conceptual map, where each branch represents a core component and the sub-nodes highlight the specific notions discussed.
Easy
3
Requires
0
Enables
The following concepts, Equations, Linear Equations, Quadratic Equations, are required as prerequisites for this entry.
Introduction
A parametric equation refers to a family of equations indexed by a real quantity that is allowed to vary freely. This quantity, known as a parameter, appears among the coefficients of the equation and is regarded as a constant during the process of solving for the unknown, despite its value not being specified in advance.
A parameter differs from an ordinary unknown in that its value is fixed temporarily to solve the equation for the remaining variable. Subsequently, the behaviour of the solutions is analysed as the parameter varies. This distinction is significant from the outset. For example, in the following equation, both the structure and the solution are completely determined:
2x + 3 = 7
The situation changes when the equation is written as follows:
kx + 3 = 7
More generally we have:
kx + m = 0
In this context, $k$ and $m$ are real parameters, and the equation defines not a single algebraic problem but an entire family of problems, one for each admissible pair $(k, m)$.
Solving an equation with parameters involves determining, for each parameter configuration, the values of the unknowns that satisfy the equation, and analysing how these values depend on the parameter.

A parameter is defined as a real number that remains fixed within a single instance of an equation, whereas the unknown refers to the variable being solved for. The same symbol may assume different roles depending on the problem’s framing.
For example, in the equation $ax + b = 0$, if the objective is to find the value of $x$ that satisfies the equation, then $a$ and $b$ serve as parameters and $x$ is the unknown. Conversely, if the question concerns which pairs $(a, b)$ yield a solution equal to $1$, then $a$ and $b$ become the unknowns.
The term parametric equations commonly appears in calculus and analytic geometry to describe curves whose coordinates are expressed as functions of a common variable, such as $x(t)$ and $y(t)$. In this context, however, the term refers to equations whose coefficients depend on one or more real parameters, with solutions analysed as those parameters vary.
Linear equations with parameters
The most basic context in which parameters arise is the first-degree equation. A general linear equation with one unknown $x$ and a real parameter $k$ can be expressed as:
a(k) \cdot x + b(k) = 0
 Here, $a(k)$ and $b(k)$ represent expressions involving $k$. The analysis of this equation divides into two cases, determined by whether the coefficient of $x$ is zero. If $a(k) \neq 0$, the equation admits a unique solution, given by:
x = -\frac{b(k)}{a(k)}
This solution defines a function of the parameter.
	  If $a(k) = 0$, the equation is no longer linear.
	  If $b(k)$ also equals zero, every real number is a solution, and the equation is satisfied identically.
	  If $b(k) \neq 0$, no solution exists and the equation is inconsistent.

Example 1
Consider the following linear equation involving the parameter $k$:
(k - 1)x = k^2 - 1
 The coefficient of $x$ is $a(k) = k - 1$, and the right-hand side is $b(k) = k^2 - 1$. Since the right-hand side factors as $(k-1)(k+1)$, the case $k = 1$ requires separate consideration.
For $k \neq 1$, both sides can be divided by $k - 1$ without ambiguity, as the divisor is nonzero. This yields
x = \frac{(k-1)(k+1)}{k-1} = k + 1
 Thus, the equation has the unique solution $x = k + 1$ for every real value of $k$ except $1$. When $k = 1$, both sides become zero, and the equation reduces to $0 \cdot x = 0$. This identity is satisfied by every real $x$, so the solution set is $\mathbb{R}$.
In summary, the solution is:
\begin{align} k = 1 &\Rightarrow x \in \mathbb{R} \\[6pt] k \neq 1 &\Rightarrow x = k + 1 \end{align}
Quadratic equations with parameters
Introducing a parameter into the coefficients of a quadratic equation increases the complexity of the analysis. The structure of the solution set depends both on the potential vanishing of a coefficient and on the sign of the discriminant, which itself varies with the parameter. A general parametric quadratic equation can be expressed as follows:
a(k)x^2 + b(k)x + c(k) = 0 \qquad a(k) \neq 0
 The condition $a(k) \neq 0$ must be verified for each value of the parameter or the equation reduces to a linear form. The discriminant becomes a real-valued function of $k$:
\Delta(k) = b(k)^2 - 4\,a(k)\,c(k)
Analysing the sign of the discriminant enables classification of the solutions:
	  Two distinct real roots occur when $\Delta(k) > 0$.
	  A repeated real root arises when $\Delta(k) = 0$.
	  Two complex conjugate roots exist when $\Delta(k) < 0$.

The parameter values at which the discriminant changes sign represent critical thresholds, marking transitions between qualitatively different solution structures.
Higher-degree and transcendental equations with parameters
This reasoning extends beyond quadratic equations. Consider a general polynomial equation of degree $n$:
a_n(k)\,x^n + a_{n-1}(k)\,x^{n-1} + \cdots + a_1(k)\,x + a_0(k) = 0
 The number and nature of the solutions depend on the parameter in ways that are often more complex to characterise. For $n \geq 3$, closed-form solution formulas become highly intricate or are unavailable in the classical sense.
Parameters may also appear in non-polynomial equations, including exponential equations of the form $a^x = f(k)$, logarithmic equations involving $\log_a(x + k)$, and trigonometric equations such as $\sin x = k$.
For example, the equation $\sin x = k$ has solutions only when $|k| \leq 1$, and within this interval, there are infinitely many solutions distributed periodically along the real line. When $k$ lies outside the interval $[-1, 1]$, the equation has no solutions. In such cases, the parameter determines not only the form of the solutions but also their existence.
Example 2
The following example illustrates a case where the existence of solutions cannot be determined by algebraic manipulation alone, but requires an analytic argument based on the behaviour of a derived function. Consider the equation
\sin x = kx \qquad k \in \mathbb{R}
The solution $x = 0$ exists for every value of $k$, since $\sin 0 = 0$. The question of interest is whether non-trivial solutions exist. Defining $f(x) = \sin x - kx$, the solutions correspond to the zeros of $f$. Since $f$ is an odd function, it suffices to study the case $x > 0$.
For $x > 0$, the condition $\sin x = kx$ can be rewritten as
k = \frac{\sin x}{x}
The function $g(x) = \dfrac{\sin x}{x}$ is continuous for $x > 0$, tends to $1$ as $x \to 0^+$, and oscillates with decreasing amplitude toward $0$.
Its local maxima form a strictly decreasing sequence, all below $1$.
	  For $k \geq 1$, the line $y = kx$ is too steep to intersect the sinusoid outside the origin, and no non-trivial solution exists.

	  For $0 < k < 1$, the line intersects the curve $y = \sin x$ on each arc where $|\sin x / x| > k$, producing infinitely many non-trivial solutions, distributed symmetrically about the origin.


As $k \to 0^+$, the number of intersections grows without bound. For $k \leq 0$, the right-hand side $kx$ is non-positive for $x > 0$, while $\sin x$ changes sign, so solutions still exist but their distribution depends on the specific value of $k$.
In summary, the solution set is:
	  If $k \geq 1$: $x = 0$ is the only solution.
	  If $0 < k < 1$: $x = 0$ and infinitely many symmetric non-trivial solutions.
	  If $k \leq 0$: $x = 0$ and additional solutions depending on $k$.

Systems of equations with parameters
Parameters appear naturally in systems as well. A linear system of two equations in two unknowns takes the general form:
\begin{align} a_{11}(k)\,x + a_{12}(k)\,y &= b_1(k) \\[6pt] a_{21}(k)\,x + a_{22}(k)\,y &= b_2(k) \end{align}
The system has a unique solution when the coefficient matrix is invertible, that is, when its determinant $D(k)$is nonzero:
D(k) = a_{11}(k)\,a_{22}(k) - a_{12}(k)\,a_{21}(k)
When $D(k) = 0$ for some value of the parameter, the system either becomes inconsistent or admits infinitely many solutions, depending on whether the right-hand side vector is compatible with the structure of the coefficient matrix at that value.
Example 3
Let us examine the following system:
\begin{align} kx + y &= 1 \\[6pt] x + ky &= 1 \end{align}
The determinant of the coefficient matrix is:
D(k) = k \cdot k - 1 \cdot 1 = k^2 - 1 = (k-1)(k+1)
When $k \neq \pm 1$, the determinant is nonzero and Cramer’s rule applies directly, yielding a unique solution. Applying it, we find:
x = \frac{k - 1}{k^2 - 1} = \frac{1}{k+1}
y = \frac{k - 1}{k^2 - 1} = \frac{1}{k+1}
We obtain:
x = y = \dfrac{1}{k+1} \, \forall \, k \neq \pm 1
At $k = 1$, both equations become $x + y = 1$, so the system reduces to a single equation. The two lines are coincident, and every point on the line $x + y = 1$ is a solution. The solution set is infinite and can be parametrised as $x = t$, $y = 1 - t$ for $t \in \mathbb{R}$.
At $k = -1$, the first equation gives $-x + y = 1$ and the second gives $x - y = 1$. These two relations are inconsistent: adding them yields $0 = 2$, which is a contradiction. The lines are parallel and distinct, and the system has no solution.
The two values $k = \pm 1$ are therefore not merely special but structurally opposite: one leads to underdetermination and the other to incompatibility.
In summary, the solution is:
	  If $k = 1$: infinitely many solutions, $x = t$, $y = 1 - t$ for $t \in \mathbb{R}$.
	  If $k = -1$: no solution.
	  If $k \neq \pm 1$: unique solution $x = y = \dfrac{1}{k+1}$.
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Concept
The structure of the entry is shown in the conceptual map, where each branch represents a core component and the sub-nodes highlight the specific notions discussed.
Intermediate
3
Requires
0
Enables
The following concepts, Binomial Theorem, Geometric Series, Sequences, are required as prerequisites for this entry.
How a sequence reveals $e$
Euler’s number, denoted by $e$, is one of the most important constants in mathematics. There are several equivalent ways to introduce it: through infinite series, through the natural exponential function, or through the limit of a sequence. This page focuses on the latter approach.
We consider the sequence ${a_n}$ with $n \in \mathbb{N}$ defined by the following expression:
a_n = \left(1 + \frac{1}{n}\right)^n
 As shown in the sections below, this sequence is strictly increasing and bounded above. By the monotone convergence theorem, it therefore converges to a finite limit. That limit is taken as the definition of Euler’s number, and we write:
e := \lim_{n \to \infty} \left(1 + \frac{1}{n}\right)^n
 The symbol $:=$ indicates that this is a definition: the number $e$ is introduced as the value to which the sequence converges. Its decimal expansion begins as $e \approx 2.71828$, and $e$ can be shown to be both irrational and transcendental. Irrationality means that $e$ cannot be expressed as a ratio of two integers. Transcendence is a stronger property: it means that $e$ is not the root of any non-zero polynomial equation with rational coefficients.

The graph below illustrates how the terms of the sequence behave as $n$ grows. The values increase rapidly for small $n$, then rise more slowly, approaching $e$ from below without ever reaching it.
[image: ]
Each term $a_n$ is strictly less than $e$, and the gap closes as $n$ grows, though the rate of convergence is slow enough that even large values of $n$ yield only a rough approximation of the limit.
The following table of values illustrates how the sequence behaves for increasing indices.
\begin{align} n = 1:& \quad a_1 = \left(1 + \frac{1}{1}\right)^1 = 2 \\[6pt] n = 10:& \quad a_{10} = \left(1 + \frac{1}{10}\right)^{10} \approx 2.59374 \\[6pt] n = 100:& \quad a_{100} = \left(1 + \frac{1}{100}\right)^{100} \approx 2.70481 \\[6pt] n = 1000:& \quad a_{1000} = \left(1 + \frac{1}{1000}\right)^{1000} \approx 2.71692 \end{align}
 The terms increase steadily and approach $e \approx 2.71828$ from below, with each successive value capturing more decimal places of the limit. The convergence is monotone but slow: even at $n = 1000$, the approximation agrees with $e$ only to the second decimal place.
Demonstrating the monotonicity of the sequence
To prove that the sequence ${a_n}$ is strictly increasing, we expand each term using the Binomial Theorem. Applied to the expression $\left(1 + \frac{1}{n}\right)^n$, the expansion gives the following:
a_n = \sum_{k=0}^{n} \binom{n}{k} \frac{1}{n^k} = \sum_{k=0}^{n} \frac{1}{k!} \cdot \frac{n(n-1)\cdots(n-k+1)}{n^k}
Each factor of the form:
\frac{n(n-1)\cdots(n-k+1)}{n^k}
can be written as a product of $k$ terms of the type $\left(1 - \frac{j}{n}\right)$, for $j = 0, 1, \ldots, k-1$. The expansion therefore takes the form:
a_n = \sum_{k=0}^{n} \frac{1}{k!} \prod_{j=0}^{k-1} \left(1 - \frac{j}{n}\right)
Now consider the analogous expression for $a_{n+1}$, obtained by replacing $n$ with $n+1$ throughout. Two things happen: the upper limit of the sum increases by one, adding a new positive term, and each existing factor $\left(1 - \frac{j}{n}\right)$ is replaced by $\left(1 - \frac{j}{n+1}\right)$, which is strictly larger since the subtracted quantity decreases.
Every term in the sum for $a_{n+1}$ is therefore strictly greater than the corresponding term in the sum for $a_n$, and the sum itself contains one additional positive term. It follows that $a_{n+1} > a_n$ for all $n \in \mathbb{N}$, so the sequence is strictly increasing.
Demonstrating the boundedness of the sequence
It remains to show that the sequence is bounded. Since $a_1 = 2$ and the sequence is strictly increasing, we have $a_n > 2$ for all $n \geq 1$. It therefore suffices to establish an upper bound. We claim that $a_n < 3$ for all $n \in \mathbb{N}$. Starting from the expansion derived in the previous section, and observing that each factor $\left(1 - \frac{j}{n}\right)$ is at most $1$, we obtain the following estimate:
a_n = \sum_{k=0}^{n} \frac{1}{k!} \prod_{j=0}^{k-1} \left(1 - \frac{j}{n}\right) < \sum_{k=0}^{n} \frac{1}{k!}
To bound this sum from above, we use the inequality $k! \geq 2^{k-1}$, which holds for all $k \geq 1$ and follows from the fact that each of the $k-1$ factors in $2 \cdot 3 \cdots k$ is at least $2$. This gives:
\sum_{k=0}^{n} \frac{1}{k!} \leq 1 + \sum_{k=1}^{n} \frac{1}{2^{k-1}} = 1 + \sum_{k=0}^{n-1} \frac{1}{2^k}
The sum on the right is a partial sum of a geometric series with ratio $\frac{1}{2}$. Its value is:
\sum_{k=0}^{n-1} \frac{1}{2^k} = 2\left(1 - \frac{1}{2^n}\right) < 2
Combining these estimates, we conclude that $a_n < 1 + 2 = 3$ for all $n \in \mathbb{N}$. Together with the lower bound $a_n > 2$, this confirms that the sequence is bounded.
Connection with the series definition of $e$
The proof of boundedness reveals something more than a mere upper estimate. The quantity:
\sum_{k=0}^{n} \frac{1}{k!}
that appears as an upper bound for $a_n$ is itself a partial sum of the series:
\sum_{k=0}^{\infty} \frac{1}{k!} = 1 + 1 + \frac{1}{2!} + \frac{1}{3!} + \cdots
This series converges, and its sum is exactly $e$. In fact, the following identity shows that the two definitions are equivalent:
e = \lim_{n \to \infty} \left(1 + \frac{1}{n}\right)^n = \sum_{k=0}^{\infty} \frac{1}{k!}
The series representation, which arises from the Taylor expansion of the exponential function, converges considerably faster than the sequence ${a_n}$ and provides a more efficient route to computing decimal approximations of $e$.
Selected references
	  University of Colorado, L. Baggett. Definition of the Number $e$

	  University of Connecticut, K. Conrad. Irrationality of $\pi$ and $e$
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Behavior of a function
When analyzing the behavior of a function, it is useful to investigate whether the function exhibits symmetry with respect to the coordinate axes. In this context, functions can be classified as even, showing symmetry with respect to the $y$-axis, or odd, exhibiting symmetry with respect to the origin. In general, a function can be:
	  even
	  odd
	  neither even nor odd

Even function
More specifically, suppose we have a function $f(x): \mathbb{R} \rightarrow \mathbb{R}$, and let $D \subseteq \mathbb{R}$ be its domain. The function $f$ is said to be even if the following condition holds:
f(x) = f(-x) \quad \text{for all } x \in D
[image: ]
As shown in the figure, the function $f(x) = x^2$ is a parabola symmetric with respect to the $y$-axis. In general, functions of the form $f(x) = x^4$, $x^6$, or more generally $x^{2n}$, where the exponent is even, are examples of even functions.
[image: ]
Another example of an even function is the cosine function. It is a periodic function with period $2\pi$, and its graph is symmetric with respect to the $y$-axis. In fact, it is easy to verify that:
\cos(\pi) = \cos(-\pi) = -1
Another even function is the absolute value function.

More generally, when considering the family of functions of the form $f(x) = x^{n}$ with $n \in \mathbb{N},$ the parity of the function is entirely determined by the exponent: the function behaves as an even function whenever $n$ is an even integer, whereas it behaves as an odd function whenever $n$ is odd.
Definite integral of even function
One of the useful consequences of a function being even is the simplification it allows in definite integrals over symmetric intervals. If $f(x)$ is a continuous and even function, then its graph is symmetric with respect to the $y$-axis.
This symmetry directly influences how we evaluate definite integrals over intervals of the form $[ -a, a ]$. Specifically, the following identity holds:
\int_{-a}^{a} f(x),dx = 2\int_0^a f(x),dx
[image: ]
That is, the total area under the curve from $-a$ to $a$ is simply twice the area from 0 to (a). This works because the portion of the graph on the negative side of the $x$-axis is a mirror image of the positive side, and contributes the same value to the integral.
Odd function
Suppose we have a function $f(x): \mathbb{R} \rightarrow \mathbb{R}$, and let $D \subseteq \mathbb{R}$ be its domain. The function $f$ is said to be odd if the following condition holds:
f(-x) = -f(x) \quad \text{for all } x \in D
[image: ]
As shown in the figure, the function $f(x) = x^3$ is symmetric with respect to the origin. Functions of the form $f(x) = x^3$, $x^5$, or more generally $x^{2n+1}$, where the exponent is odd, are examples of odd functions.
[image: ]
Another example of an odd function is the sine function. It is a periodic function with period $2\pi$, and its graph is symmetric with respect to the origin. In fact, it is easy to verify that:
\sin(-\pi) = -\sin(\pi) = 0
Definite integral of odd function
In the case of an odd function, the area between $[-a, 0]$ is equal in magnitude but opposite in sign to the area between $[0, a]$. Therefore, the definite integral is equal to:
\int_{-a}^{a} f(x) \, dx = 0
[image: ]
In both situations, the area enclosed between the graph of $f(x)$ and the $x$-axis over the interval $[-a, a]$ is given by:
S = \int_{0}^{a} |f(x)| \, dx
The only function that is both even and odd
The function $f(x) = 0$ is the only function that is both even and odd, because it satisfies both $f(-x) = f(x)$ and $f(-x) = -f(x)$ for all $x \in \mathbb{R}$. In fact, if a function were to be both even and odd, we would have:
	  $f(-x) = f(x)$ when the function is even.
	  $f(-x) = -f(x)$ when the function is odd.

Therefore, the zero function is the unique case that satisfies both properties.
Properties
	  The sum of two even functions is even.
	  The product of an even function by a constant is even.
	  The product of two even functions is an even function.
	  The derivative of an even function is an odd function.
	  The sum of two odd functions is odd.
	  The product of an odd function by a constant is odd.
	  The product of two odd functions is an even function.
	  The derivative of an odd function is an even function.
	  The product of an even function and an odd function is an odd function.
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What is the exponential probability distribution
The exponential distribution characterizes the time elapsed between random, independent events occurring at a constant average rate. It is often applied to model waiting times, such as the interval before the next customer arrives or a machine experiences a failure, providing a simple and intuitive way to describe processes governed by randomness and continuity over time. In formal terms, given a random variable $X$ and a positive real parameter $\lambda$, the exponential distribution is defined by the following probability density function:
f(x; \lambda) = \begin{cases} \lambda e^{-\lambda x} & \text{for } x > 0 \\[0.6em] 0 & \text{for } x \le 0 \end{cases}
	  $\lambda$ is the rate parameter, which determines how frequently events occur.
	  A larger value of $\lambda$ corresponds to events happening more often.
	  A smaller value indicates longer expected waiting times between events.

This function represents a continuous probability model that quantifies the likelihood of waiting a certain amount of time before an event occurs in a process with a constant rate of occurrence.
[image: ]
From the definition of the exponential distribution, and as illustrated in the figure above, we can observe that the total area under the curve of $f(x; \lambda)$ equals one. In other words, the probability density function is normalized, satisfying the fundamental property
\int_{-\infty}^{+\infty} f(x; \lambda)\,dx = 1
Since $f(x; \lambda) = 0$ for $x \le 0$, the definite integral effectively reduces to
\int_{0}^{+\infty} \lambda e^{-\lambda x}\,dx = \Bigl[-e^{-\lambda x}\Bigr]_{0}^{+\infty} = 1
Therefore, the probability density function of the exponential distribution satisfies the normalization condition
\int_{-\infty}^{+\infty} f(x; \lambda)\,dx = 1
which ensures that the total probability over the entire domain is equal to one, as required for any valid continuous probability distribution.
The sum of many independent exponential random variables approaches the normal distribution, as stated by the Central Limit Theorem.
The exponential distribution derives its name from the exponential function that shapes its probability density. The decreasing pattern of the curve $\lambda e^{-\lambda x}$ shows how the probability of observing longer waiting times diminishes exponentially, highlighting the intrinsic link between the concept of probability and the mathematical properties of the exponential function.
Key features
-
\text{1. } \quad f(x) = \lambda\, e^{-\lambda x} \quad x \ge 0
-
\text{2. } \quad \mu = E(X) = \frac{1}{\lambda}
-
\text{3. } \quad \sigma^{2} = \mathrm{Var}(X) = \frac{1}{\lambda^{2}}
-
\text{4. } \quad \sigma = \frac{1}{\lambda}
Each expression highlights a key property of the exponential distribution, showing how it models waiting times between events, how its mean and variability depend on the rate parameter $\lambda$, and how its memoryless nature distinguishes it from other continuous distributions.
Expected value and variance of the exponential distribution
As introduced in the section on continuous random variables, the expected value of a continuous random variable provides a measure of the central tendency of the distribution and is defined as:
\mu = E(X) = \int_{-\infty}^{+\infty} x\,f(x)\,dx
This expression is general and applies to any continuous distribution, where $f(x)$ denotes the probability density function of the random variable $X$. In the specific case of the exponential distribution, the expected value is obtained as
\mu = E(X) = \int_{0}^{+\infty} x\,\lambda e^{-\lambda x}\,dx = \frac{1}{\lambda}
This result represents the average waiting time between two consecutive events in a process that occurs at a constant rate $\lambda$.

The variance of the exponential distribution can be obtained from the general definition of variance for continuous random variables:
\sigma^2 = E(X^2) - [E(X)]^2
Using the corresponding integral expression and substituting the exponential density function, we have:
E(X^2) = \int_{0}^{+\infty} x^2 \lambda e^{-\lambda x}\,dx = \frac{2}{\lambda^2}
Therefore, the variance is
\sigma^2 = \frac{2}{\lambda^2} - \left(\frac{1}{\lambda}\right)^2 = \frac{1}{\lambda^2}
This shows that the variability of the exponential distribution decreases as the rate parameter $\lambda$ increases, meaning that higher event frequencies correspond to shorter and more consistent waiting times.
The survival function of the exponential distribution
The survival function of the exponential distribution expresses the probability that the random variable $X$ takes on a value greater than a given threshold $x$. It is defined as the complement of the cumulative distribution function:
S(x) = P(X > x) = 1 - F(x)
For the exponential distribution with rate parameter $\lambda > 0$, the survival function takes the form
S(x) = e^{-\lambda x} \quad x \ge 0
This function shows that the probability of “surviving” beyond a certain time decreases exponentially as $x$ increases. In other words, the longer we wait, the smaller the chance that the event has not yet occurred.
The memoryless property
An important property of a random variable $X$ that follows an exponential distribution is the so-called memoryless property. This characteristic can be expressed by the equality
P(X > s + t \mid X > s) = P(X > t)
which means that the probability of waiting an additional time $t$ does not depend on how much time $s$ has already elapsed. In other words, the exponential distribution “forgets” past events, making it unique among continuous probability distributions.
Starting from the definition of conditional probability, we can write:
P(X > s + t \mid X > s) = \frac{P(X > s + t)}{P(X > s)}
By substituting the survival function of the exponential distribution, we obtain:
\begin{align} P(X > s + t \mid X > s) &= \frac{\int_{s+t}^{+\infty} \lambda e^{-\lambda x}\,dx} {\int_{s}^{+\infty} \lambda e^{-\lambda x}\,dx} \\[0.6em] &= \frac{e^{-\lambda (s + t)}}{e^{-\lambda s}} \\[0.6em] &= e^{-\lambda t} \end{align}
Finally, observing that $e^{-\lambda t} = P(X > t)$, we can conclude that
P(X > s + t \mid X > s) = P(X > t)
This confirms that the exponential distribution has no memory of past events. The probability of waiting an additional time $t$ remains the same, regardless of how long $s$ has already elapsed.
Example 1
A certain type of light bulb has a lifetime that follows an exponential distribution with a rate parameter $\lambda = 0.002$ failures per hour.
	  Find the probability that a bulb lasts more than 400 hours.
	  Determine the probability that a bulb lasts between 200 and 600 hours.
	  Compute the expected lifetime and the variance of the bulb’s duration.


To find the probability that the bulb operates for more than 400 hours, we use the survival function of the exponential distribution:
P(X > x) = e^{-\lambda x}
Substituting the given value of $\lambda = 0.002$ and $x = 400$, we obtain
P(X > 400) = e^{-0.002 \times 400} = e^{-0.8} \approx 0.4493
This means there is approximately a 44.9% probability that the bulb will last beyond 400 hours.

To determine the probability that the bulb’s lifetime falls between 200 and 600 hours, we calculate the difference between the probabilities of lasting more than 200 hours and more than 600 hours:
\begin{align} P(200 < X < 600) &= P(X > 200) - P(X > 600) \\[0.6em] &= e^{-0.002 \times 200} - e^{-0.002 \times 600} \\[0.6em] &= e^{-0.4} - e^{-1.2} \approx 0.6703 - 0.3010 = 0.3693 \end{align}
Thus, there is approximately a 36.9% probability that the bulb operates between 200 and 600 hours.

The expected lifetime of a bulb that follows an exponential distribution is given by the inverse of the rate parameter:
E(X) = \frac{1}{\lambda} = \frac{1}{0.002} = 500 \quad \text{hours}
This means that, on average, a bulb is expected to last 500 hours before failing.
The variance, which measures the spread of the distribution, is obtained as the square of the mean lifetime:
\sigma^2 = \frac{1}{\lambda^2} = \frac{1}{(0.002)^2} = 250000
Consequently, the standard deviation is:
\sigma = \sqrt{\sigma^2} = 500 \\ \text{hours}
Recapping the results of the exercise, we have:
\begin{aligned} &P(X > 400) = 0.4493 \\[6px] &P(200 < X < 600) = 0.3693 \\[6px] &E(X) = 500 \\ \text{hours} \\[6px] &\sigma^2 = \mathrm{Var}(X) = 250000 \\[6px] &\sigma = 500 \\ \text{hours} \end{aligned}
Connection to the gamma distribution
The exponential distribution can be viewed as one of the simplest special cases of the gamma distribution. In particular, by setting the shape parameter of the gamma distribution to $\alpha = 1$, the gamma density:
G(x;\alpha,\beta) = \frac{1}{\beta^{\alpha}\Gamma(\alpha)}\, x^{\alpha - 1} e^{-x/\beta} \quad x>0
simplifies considerably. When $\alpha = 1$, we have $\Gamma(1) = 1$ and the term $x^{\alpha - 1}$ becomes $x^{0} = 1$. The density therefore reduces to
G(x;1,\beta)=\frac{1}{\beta} e^{-x/\beta} \quad x>0
which is exactly the exponential distribution with scale parameter $\beta$. If we switch to the rate parametrization by setting $\lambda = 1/\beta$, the same expression becomes
G(x;\lambda)=\lambda\, e^{-\lambda x} \quad x>0
This shows that the exponential distribution is simply the gamma distribution with shape equal to one.


  

    Exponential Equations

Source: algebrica.org - CC BY-NC 4.0
https://algebrica.org/exponential-equations/
Fetched from algebrica.org post 3916; source modified 2025-11-23T21:36:39.
Introduction
Exponential equations are equations in which the unknown appears in the exponent of a power. They generally take the form:
a^{f(x)} = b^{g(x)}
or more commonly, in the simpler cases:
a^{x} = b
We assume that $a$ and $b$ are positive real numbers and that $a \ne 1$. Since $a^x > 0$ for all $x \in \mathbb{R}$ when $a > 0$, an exponential equation is impossible if $b \le 0$, while it has a unique solution if $b > 0$.

We recall the general behavior of the exponential function, for example, when $a > 1$.
[image: ]
In this case the graph of the function $y = a^x$ lies entirely above the x-axis, never touches it, always passes through the point $(0, 1)$ on the y-axis, and increases from left to right.
The fundamental principle of $1^x$
The equation
1^x = 1
is satisfied for every real number $x$. This means that, when $a = 1$ and $b = 1$, the exponential equation has infinitely many solutions and is therefore considered undetermined. $1^x = 1$ is considered a fundamental principle in mathematics. This is because, regardless of the value of $x$, the expression $1^x$ always equals $1$.
How to solve quadratic equations of the form $a^{f(x)} = b$
Equations of the form $a^{f(x)} = b$ can be solved by rewriting $b$ as a power of $a$. In this case, we have:
a^{f(x)} = a^{k}
Since the base is the same on both sides of the equation, we proceed by setting the exponents equal to each other:
f(x) = k
Example 1
Let us solve, for example, the following exponential equation:
3^{x^2-2x}-27 = 0

Let us rewrite the equation to bring it to the form $a^{f(x)} = b$. We have:
\begin{align} &3^{x^2-2x} - 27 = 0\\[0.5em] &3^{x^2-2x} = 27\\[0.5em] &3^{x^2-2x} = 3^3 \end{align}

At this point, since both sides of the equation have the same base, we can equate the exponents:
\begin{align} &x^2-2x = 3\\[0.5em] &x^2-2x - 3 = 0 \end{align}
We have obtained a quadratic equation that can be immediately solved by factoring the polynomial. We get:
(x + 1)(x - 3) = 0
The solutions that satisfy the equation are:
x_1 = -1 \quad \text{and} \quad x_2 = 3
When bases differ: solving with logarithms
In the example above, we considered an equation that could be reduced to an equality between powers with the same base. But what if this is not possible, when the two sides of the equation have different bases? How can we proceed in such cases? Let us consider the exponential equation:
3^{x^2} = 4
Since the expressions on the left and right sides of the equation cannot be rewritten with the same base, we use logarithms to rewrite them in a way that allows us to bring $x$ out of the exponent. We have:
\log_{3} 3^{x^2} = \log_{3} 4
By the properties of logarithms, we can rewrite the left-hand side as:
\begin{align} &x^2 \log_{3} 3 = \log_{3} 4\\[0.5em] &x^2 = \log_{3} 4\\[0.5em] &x= \pm \sqrt{\log_{3} 4} \end{align}
In equations of the form $a^{f(x)} = b^{f(x)}$, if $f(x) \ne 0$, we can reduce the equation by expressing $b$ as a power of $a$, so that both sides share the same base. This allows us to compare the exponents directly as in example 1. Let us consider the equation:
3^{x + 3} = 9^{\frac{1 - x}{2}}
By the properties of powers, we have:
\begin{align} &3^{x + 3} = (3^{2})^{\frac{1 - x}{2}}\\[0.5em] &3^{x + 3} = 3^{1 - x}\\[0.5em] \end{align}
At this point, we have rewritten both sides as powers with the same base, so we can equate the exponents:
\begin{align} &x + 3 = 1 - x\\[0.5em] &2x = 1 - 3\\[0.5em] &x = -1 \end{align}
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Concept
The structure of the entry is shown in the conceptual map, where each branch represents a core component and the sub-nodes highlight the specific notions discussed.
Intermediate
1
Requires
5
Enables
The following concepts, Functions, are required as prerequisites for this entry.
Introduction
The exponential function is a function of the form:
f(x) = a^x, \quad a \in \mathbb{R}^+, \quad a \neq 1
In general, for any base $a > 0$, the graph of the exponential function $y = a^x$ always intersects the y-axis at the point $(0, 1)$, because $a^0 = 1$. It lies entirely above the x-axis, since $a^x > 0$ for all $x \in \mathbb{R}$ and never intersects the x-axis; in other words, $a^x \neq 0$ for any real $x$. The behavior of the function depends on the value of the base $a$, and three cases are distinguished.
Properties for $a > 1$
When $a > 1$, the exponential function $y = a^x$ is strictly increasing over $\mathbb{R}$.
[image: Exponential function.]
	  Domain: $\mathbb{R}$.
	  Range: $\mathbb{R}^+$.
	  Monotonicity: the function is strictly increasing over $\mathbb{R}$.
	  The function is bijective from $\mathbb{R}$ to $\mathbb{R}^+$.
	  The function is continuous and differentiable over $\mathbb{R}$.
	  The function has no maximum or minimum points.
	  Limits as $x$ approaches the extremes of the domain:

\begin{align} \lim_{x \to -\infty} a^x &= 0^+ \\[6pt] \lim_{x \to +\infty} a^x &= +\infty \end{align}
When $a > 1$, the exponential function grows without bound as $x \to +\infty$ and approaches zero from above as $x \to -\infty$. Each unit increase in $x$ multiplies the value of the function by the constant factor $a$.
Properties for $0 < a < 1$
When $0 < a < 1$, the exponential function $y = a^x$ is strictly decreasing over $\mathbb{R}$.
[image: Exponential function.]
	  Domain: $\mathbb{R}$.
	  Range: $\mathbb{R}^+$.
	  Monotonicity: the function is strictly decreasing over $\mathbb{R}$.
	  The function is bijective from $\mathbb{R}$ to $\mathbb{R}^+$.
	  The function is continuous and differentiable over $\mathbb{R}$.
	  The function has no maximum or minimum points.
	  Limits as $x$ approaches the extremes of the domain:

\begin{align} \lim_{x \to -\infty} a^x &= +\infty \\[6pt] \lim_{x \to +\infty} a^x &= 0^+ \end{align}
When $0 < a < 1$, the exponential function decreases without bound as $x \to -\infty$ and approaches zero from above as $x \to +\infty$. Each unit increase in $x$ multiplies the value of the function by the constant factor $a$, which is less than one.
Properties for $a = 1$
When $a = 1$, the exponential function reduces to the constant function $y = 1^x = 1$, which is excluded from the standard definition. Its graph is a horizontal line at height $y = 1$.
[image: Exponential function.]
	  Domain: $\mathbb{R}$.
	  Range: $\{1\}$.
	  Monotonicity: the function is constant over $\mathbb{R}$.
	  The function is continuous and differentiable over $\mathbb{R}$.

Connection with the logarithmic function
The exponential function $y = a^x$ is the inverse of the logarithmic function $y = \log_a(x)$, provided $a > 0$ and $a \neq 1$. This inverse relationship means:
a^{\log_a(x)} = x
\quad \log_a(a^x) = x
When the base $a$ equals Euler’s number $e \approx 2.71828$, the function is known as the natural exponential function:
f(x) = e^x
It is the unique function that is equal to its own derivative at every point:
\frac{d}{dx} e^x = e^x
This property makes $e^x$ a fundamental object in calculus and the theory of differential equations. The same function appears in the definition of the exponential distribution, which models the waiting time between events occurring at a constant rate.
Generalized exponential functions
Three cases arise when the base or the exponent is replaced by a function of $x$.
	  If the function has the form $y = [f(x)]^{g(x)}$, it is defined at those points where $f(x) > 0$ and $g(x)$ is defined.

	  If the function has the form $y = a^{f(x)}$ with $a > 0$ and $a \neq 1$, it is defined wherever $f(x)$ is defined.

	  If the function has the form $y = [f(x)]^a$, the domain condition depends on the sign of the exponent: the function is defined for $f(x) \geq 0$ when $a \in \mathbb{R}^+$, and for $f(x) > 0$ when $a \in \mathbb{R}^-$.


Limit, derivative and integral
The fundamental limit associated with the natural exponential function is:
\lim_{x \to 0} \frac{e^x - 1}{x} = 1
This limit expresses the fact that the derivative of $e^x$ at the origin equals one, consistently with $\frac{d}{dx} e^x = e^x$. For a general base $a > 0$, $a \neq 1$, the corresponding limit is:
\lim_{x \to 0} \frac{a^x - 1}{x} = \ln(a)

The derivative of the exponential function follows directly from the fundamental limit above. Differentiating $a^x$ with respect to $x$ gives:
\frac{d}{dx} a^x = a^x \ln(a)
\frac{d}{dx} e^x = e^x

The integral of the exponential function is obtained by reversing the differentiation formulas above:
\int a^x \, dx = \frac{a^x}{\ln(a)} + c
\int e^x \, dx = e^x + c
Asymptotic growth
A fundamental property of the exponential function is that it grows faster than any polynomial or power function, and slower than the factorial. More precisely, for any $a > 1$ and any $k > 0$:
\lim_{x \to +\infty} \frac{x^k}{a^x} = 0 \qquad \lim_{x \to +\infty} \frac{a^x}{x!} = 0
This establishes the following hierarchy of growth rates as $x \to +\infty$:
\log x \ll x^k \ll a^x \ll x!
The table below illustrates this hierarchy for $a = 2$.
$x$
$\log_2 x$
$x^2$
$2^x$
$x!$
1
0
1
2
1
2
1
4
4
2
4
2
16
16
24
8
3
64
256
40,320
16
4
256
65,536
2.09 × 10¹³
32
5
1024
4.29 × 10⁹
2.63 × 10³⁵
The hierarchy $\log x \ll x^k \ll a^x \ll x!$ is a central result in asymptotic analysis and appears throughout computer science, where it underlies the classification of algorithm complexity in terms of time and space requirements.
Hyperbolic functions derived from the exponential function
The exponential function provides the natural foundation for defining the hyperbolic functions, which appear in many areas of analysis and geometry. The three fundamental ones are the hyperbolic sine and cosine and the hyperbolic tangent, defined as follows:
\cosh(x) = \frac{e^{x} + e^{-x}}{2} \quad x \in \mathbb{R}
\sinh(x) = \frac{e^{x} - e^{-x}}{2} \quad x \in \mathbb{R}
\tanh(x) = \frac{\sinh(x)}{\cosh(x)} \quad x \in \mathbb{R} \quad \tanh(x) \in (-1, 1)
Because they are defined through the exponential function, hyperbolic functions are smooth and differentiable over $\mathbb{R}$. Note that $\tanh(x)$ is bounded, unlike $\sinh(x)$ and $\cosh(x)$, which grow without bound as $x \to \pm\infty$.
Their definitions mirror those of the trigonometric functions, with the key difference that $\cosh$ and $\sinh$ parametrize the unit hyperbola $x^2 - y^2 = 1$ rather than the unit circle $x^2 + y^2 = 1$.
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Introduction
A trinomial of the form $ax^2 + bx + c$, where $a, b, c \in \mathbb{Z}$ and $a \neq 0$, is considered factorable over $\mathbb{Z}$ if it can be written as the product of two linear polynomials with integer coefficients. Specifically, this occurs if there exist integers $p, q, r, s$ such that:
ax^2 + bx + c = (px + q)(rx + s)
Expanding the right-hand side results in $pr \cdot x^2 + (ps + qr)x + qs$, which leads to the identities:
\begin{align} a &= pr \\[6pt] b &= ps + qr \\[6pt] c &= qs \end{align}
The AC method exploits the multiplicative relationships among these constraints. Notably:
ac = pr \cdot qs = (ps)(qr)
while simultaneously $b = ps + qr$. Defining $m = ps$ and $n = qr$, the problem reduces to finding two integers satisfying:
\begin{align} mn &= ac \\[6pt] m + n &= b \end{align}
The existence of such a pair $(m, n)$ is both necessary and sufficient for the trinomial to be factorable over $\mathbb{Z}$. If no such integer pair exists, the trinomial is irreducible over $\mathbb{Z}$, though it may still admit a factorization over $\mathbb{Q}$ or $\mathbb{R}$, depending on the sign of the discriminant $b^2 - 4ac$.
The method
Consider a trinomial with integer coefficients in the standard form:
ax^2 + bx + c
The procedure is as follows. Compute the product $ac$. Then identify integers $m$ and $n$, if they exist, such that $mn = ac$ and $m + n = b$. This amounts to enumerating the integer divisor pairs of $ac$ and verifying which pair satisfies the sum condition. Once suitable values have been found, rewrite the middle term by splitting $bx$ into $mx + nx$:
ax^2 + bx + c = ax^2 + mx + nx + c
Group the terms into pairs and factor out the greatest common divisor from each group:
ax^2 + mx + nx + c = (ax^2 + mx) + (nx + c)
Each group yields a monomial factor, and the two resulting expressions share a common linear binomial. Extracting that common factor gives the complete factorisation of the trinomial as a product of two linear polynomials.
The two possible orderings of the pair, $(m, n)$ and $(n, m)$, result in different intermediate groupings but necessarily produce the same factorisation, since the product $(px + q)(rx + s)$ is invariant under exchange of its factors.

In summary, the procedure reduces to the following steps:
	  Compute $ac$.
	  List the integer divisor pairs of $ac$.
	  Identify the pair $(m, n)$ whose sum equals $b$.
	  Rewrite the middle term as $mx + nx$.
	  Factor by grouping to extract the common linear binomial.

Example 1
Consider the trinomial $2x^2 + 7x + 3$. In this case, $a = 2$, $b = 7$, and $c = 3$, so $ac = 6$. The task is to find integers $m$ and $n$ such that $mn = 6$ and $m + n = 7$. The integer pairs $(m, n)$ with $mn = 6$, listed by absolute value, are:
\begin{array}{rrrr} m & n & mn & m+n \\\\ \hline 1 & 6 & 6 & 7 \\\\ 2 & 3 & 6 & 5 \\\\ -1 & -6 & 6 & -7 \\\\ -2 & -3 & 6 & -5 \end{array}
The pair $(m, n) = (1, 6)$ satisfies both conditions. The trinomial can therefore be rewritten as
2x^2 + 7x + 3 = 2x^2 + x + 6x + 3
Group the first two terms and the last two terms as follows:
2x^2 + x + 6x + 3 = x(2x + 1) + 3(2x + 1)
The binomial $(2x + 1)$ is a common factor in both groups, thus we obtain:
x(2x + 1) + 3(2x + 1) = (x + 3)(2x + 1)
Therefore, the trinomial factors as:
2x^2 + 7x + 3 = (x + 3)(2x + 1)
Consequently, the roots of the associated equation $2x^2 + 7x + 3 = 0$ follow from the zero-product property, which states that a product of real numbers is zero if and only if at least one factor is zero.
This yields:
x_1 = -3 \quad x_2 = -\frac{1}{2}
These results can be verified using the quadratic formula which returns the same values, confirming that the factorisation $(x + 3)(2x + 1)$ is correct.

Relation to Vieta’s formulas
The conditions $mn = ac$ and $m + n = b$, which are central to the AC method, are closely related to a classical result in polynomial theory. Vieta’s formulas state that, for a monic quadratic $x^2 + px + q$ with roots $x_1$ and $x_2$, the following relationships hold:
\begin{align} x_1 + x_2 &= -p \\\\ x_1 \cdot x_2 &= q \end{align}
In the special case where $a = 1$, the trinomial simplifies to $x^2 + bx + c$, and the AC conditions become $mn = c$ and $m + n = b$. Vieta’s formulas for this polynomial give $x_1 + x_2 = -b$ and $x_1 x_2 = c$, so one has $m = -x_1$ and $n = -x_2$: the integers sought by the AC method are the negatives of the roots, and the search for the pair is equivalent to a direct application of Vieta’s formulas.

When $a \neq 1$, the correspondence is less direct but remains present. Multiplying the trinomial by $a$ yields
a(ax^2 + bx + c) = (ax)^2 + b(ax) + ac
which is a monic quadratic in the auxiliary variable $u = ax$. Applying Vieta’s formulas to this scaled polynomial requires identifying two numbers whose sum is $b$ and whose product is $ac$, which aligns precisely with the conditions imposed on $m$ and $n$ by the AC method.
The AC method can therefore be interpreted as an application of Vieta’s formulas to a rescaled polynomial, with the splitting of the middle term serving as the mechanism that transfers the factorisation of the auxiliary polynomial back to the original trinomial.

On the irreducibility of quadratic trinomials
When no integer pair $(m, n)$ satisfies $mn = ac$ and $m + n = b$, the trinomial is irreducible over $\mathbb{Z}$. This occurs precisely when the discriminant $\Delta = b^2 - 4ac$ is not a perfect square integer.
When $\Delta > 0$ but not a perfect square integer, the trinomial has two distinct irrational real roots and is irreducible over both $\mathbb{Z}$ and $\mathbb{Q}$; when $\Delta < 0$, it has two complex conjugate roots and is likewise irreducible over $\mathbb{R}$.
When $\Delta = 0$, the trinomial has a repeated root $x = -b/(2a)$, which is rational but not necessarily an integer, so irreducibility over $\mathbb{Z}$ depends on whether $2a \mid b$. The AC method, being combinatorial in nature, terminates without output once all integer divisor pairs of $ac$ have been checked without success, and this exhaustion of cases constitutes a constructive proof of irreducibility over $\mathbb{Z}$.

For illustration, consider the trinomial $3x^2 + 5x + 4$. In this case, $a = 3$, $b = 5$, and $c = 4$, yielding $ac = 12$. The integer divisor pairs of $12$ are as follows:
\begin{array}{rrrr} m & n & mn & m+n \\\\ \hline 1 & 12 & 12 & 13 \\\\ 2 & 6 & 12 & 8 \\\\ 3 & 4 & 12 & 7 \\\\ -1 & -12 & 12 & -13 \\\\ -2 & -6 & 12 & -8 \\\\ -3 & -4 & 12 & -7 \end{array}
None of these pairs satisfies the condition $m + n = 5$. The discriminant confirms this: $\Delta = b^2 - 4ac = 25 - 48 = -23 < 0$. Because $\Delta < 0$, the trinomial has two complex conjugate roots:
\begin{align} x_{1,2} &= \frac{-5 \pm i\sqrt{23}}{6} \end{align}
So, the trinomial admits no factorisation over $\mathbb{R}$, nor over $\mathbb{Z}$.
Limitations of the AC method
The AC method is effective when the coefficients are small integers and the divisor search concludes rapidly. Its computational cost grows with the number of integer divisor pairs of $ac$.
When $|ac|$ is large, the enumeration becomes laborious and the method loses its practical advantage over direct application of the quadratic formula. More fundamentally, the method is inherently tied to factorisation over $\mathbb{Z}$.
When the trinomial is irreducible over $\mathbb{Z}$ but possesses real roots, one must resort to the quadratic formula, which returns the exact roots regardless of whether the discriminant is a perfect square.
An additional connection
Multiplying the trinomial $ax^2 + bx + c$ by $a$ produces a monic quadratic in the auxiliary variable $u = ax$:
\begin{align} a(ax^2 + bx + c) &= (ax)^2 + b(ax) + ac \\[6pt] &= u^2 + bu + ac \end{align}
This polynomial factors over $\mathbb{Z}$ as $(u + m)(u + n)$, where $mn = ac$ and $m + n = b$.
Substituting back $u = ax$ gives $(ax + m)(ax + n) = a^2x^2 + b(ax) + ac$, which equals $a(ax^2 + bx + c)$, confirming the identity without leaving $\mathbb{Z}[x]$.
This scaling argument demonstrates that the AC method is equivalent to factoring a monic quadratic in a rescaled variable, and connects to the notion of reducibility in the polynomial ring $\mathbb{Z}[x]$. The trinomial $ax^2 + bx + c$ is reducible in $\mathbb{Z}[x]$ if and only if the integer pair $(m, n)$ exists.
Technique
The structure of the entry is shown in the conceptual map, where each branch represents a core component and the sub-nodes highlight the specific notions discussed.
Intermediate
4
Requires
1
Enables
The following concepts, Binomials, Monomials, Polynomials, Roots of a Polynomial, are required as prerequisites for this entry.
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Introduction
Fermat’s Theorem states that any relative maximum or minimum of a differentiable function within its domain must occur at a stationary point, that is, a point where the first derivative is equal to zero, and the tangent line is horizontal (parallel to the $x$-axis).
Fermat’s Theorem states a necessary, but not sufficient, condition for identifying local extrema. Specifically, if a function has a local maximum or minimum at a point and is differentiable there, then its derivative at that point must be zero. However, the converse does not hold: a zero derivative does not necessarily imply the presence of an extremum.
Fermat’s Theorem plays a key role in the proof of Rolle’s Theorem.
Statement
Given a function $y = f(x)$ defined on a closed and bounded interval $[a, b]$, and differentiable on the open interval $(a, b)$, if the function attains a local maximum or minimum at a point $x_0 \in (a, b)$, then the derivative at that point must be zero:
f’(x_0) = 0
The following graph illustrates theorem. At a local maximum point $\mu$ within the interval $I$, the derivative of the function is equal to zero.
[image: ]
In certain cases, the derivative of a function becomes zero at a point that is neither a maximum nor a minimum. Such points are referred to as stationary points without an extremum, including stationary inflection points, where the derivative is zero but the function maintains its direction.
Proof
To prove the theorem, let us assume that $x_0$ is a point of local maximum. Then, in a neighborhood $I$ around $x_0$, the following inequality must hold:
f(x) \leq f(x_0) \quad \forall \, x \in I
 From this, it follows that the difference quotient satisfies the following:
For $h > 0$:
\frac{f(x_0 + h) - f(x_0)}{h} \leq 0
For $h < 0$:
\frac{f(x_0 + h) - f(x_0)}{h} \geq 0
From these inequalities, and by the definition of the derivative as the limit of the difference quotient, it follows that the respective limits satisfy:
\lim_{h \to 0^+} \frac{f(x_0 + h) - f(x_0)}{h} \leq 0
\lim_{h \to 0^-} \frac{f(x_0 + h) - f(x_0)}{h} \geq 0
If the function is differentiable at $x_0$, then both the left-hand and right-hand limits exist and are equal to the derivative. The only way these two inequalities can be true simultaneously is if:
f’(x_0) = 0
The theorem is thus proven, as we have shown that if a differentiable function attains a local extremum at an interior point, the derivative at that point must necessarily be zero.
Fermat’s Theorem states that if a function attains a local maximum or minimum at a point and is differentiable at that point, then its derivative must be zero. However, the converse does not hold: a zero derivative at a point does not necessarily imply that the point is a local maximum or minimum.
Example 1
Let’s explore an example that applies Fermat’s Theorem. Suppose we study the real-valued function:
f(x) = x^{3} - 3x^{2} + 2
defined for every real number. Being a polynomial, the function is continuous and differentiable on the entire real line. This ensures that if it attains a local maximum or minimum at some interior point of its domain, Fermat’s Theorem guarantees that the derivative at that point must be equal to zero. To explore where the function might have extrema, we compute its derivative:
f’(x) = 3x^{2} - 6x = 3x(x - 2)
The derivative vanishes precisely when $3x(x - 2) = 0$ which occurs at:
x = 0 \quad \text{and} \quad x = 2
These two values are therefore the only candidates for interior extrema, because Fermat’s Theorem states that any differentiable function reaching a local extremum must have a horizontal tangent line at that point.

To determine the nature of these points, we examine how the derivative behaves around them. For $x < 0$, the derivative is positive and the function increases. Between $0$ and $2$, the derivative becomes negative, so the function decreases. For $x > 2$, the derivative returns to positive, meaning the function increases again. This change in monotonicity reveals that:
	  for $x = 0$, the function transitions from increasing to decreasing, indicating a local maximum;
	  for $x = 2$, the function transitions from decreasing to increasing, indicating a local minimum.

0
2
$f'(x)$
$\boldsymbol{+}$
$\boldsymbol{-}$
$\boldsymbol{+}$
$f(x)$
$\boldsymbol{\nearrow}$
$\boldsymbol{\searrow}$
$\boldsymbol{\nearrow}$
Evaluating the function confirms this classification: $f(0) = 2$ is a local maximum, and $f(2)= -2$ is a local minimum.
This example highlights the essential role of Fermat’s Theorem: it does not ensure that every point with a zero derivative is an extremum, but it does guarantee that every interior extremum of a differentiable function must occur at such a point. It therefore provides a necessary condition that guides and narrows the search for maxima and minima.
Not all stationary points are extrema
The function $f(x) = x^3$ provides a clear example showing that a zero derivative does not necessarily imply the presence of a local extremum.
[image: ]
The derivative is:
f’(x) = 3x^2
At $x = 0$, we have $f’(0) = 0$. Thus, $x = 0$ is a stationary point. Although the derivative at $x = 0$ is zero, the point is neither a local maximum nor a local minimum. Instead, x = 0 represents a stationary inflection point, where the derivative equals zero. However, the function increases on both sides of this point without changing direction.
Stationary points and boundary behavior
The presence of a stationary point—namely, a point at which the derivative vanishes—does not by itself determine whether the function achieves a local maximum or minimum there. The classification of such points requires a more refined analysis of the function in a neighborhood of the candidate point, as well as an understanding of the structure of the domain. Consider, for instance, the absolute value function
y = f(x) = |x| = \begin{cases} +x & \text{if } x \ge 0\\[4pt] -x & \text{if } x < 0 \end{cases}
which attains a global minimum at $x = 0$ even though the derivative does not exist at that point.
[image: The function | x | has an absolute minimum at the origin, but it is not differentiable there, so Fermat’s theorem does not apply.]
This example illustrates that extrema may occur not only where the derivative is zero, but also where differentiability fails or at boundary points of the domain. When dealing with closed intervals, a function may reach its extrema at the endpoints regardless of the behavior of the derivative in the interior.
Conversely, on open intervals or unbounded domains, extrema may be absent even if stationary points exist. A complete understanding of maxima and minima therefore requires the combined use of Fermat’s condition, the study of differentiability, and the careful analysis of the domain on which the function is defined.
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Area between two curves using definite integrals
Building on the concept of definite integrals, which measure the area between a curve and the x-axis, we can extend the same idea to find the area enclosed between two curves. Let $f(x)$ and $g(x)$ be two continuous functions defined on the same interval $[a, b]$, such that $f(x) \geq g(x)$ for every $x \in [a, b]$, and suppose their graphs enclose a region. The area of this region is given by:
A = \int_a^b [f(x) - g(x)] \, dx \tag{1}
Since both $f$ and $g$ are continuous on $[a,b]$, their difference $f(x) - g(x)$ is also continuous on the same interval. A continuous function on a closed and bounded interval is Riemann-integrable. Therefore, the function $f(x) - g(x)$ is integrable on $[a,b]$, and the area between the two curves is well defined through a definite integral.

We want to calculate the area of the gray-shaded region between the curves $f(x)$ and $g(x)$:
[image: Finding areas by integration ]
Intuitively, we can see that the area $A$ is given by the difference between the area under the curve $f(x)$ and the area under the curve $g(x)$. In other words, formally:
A = \int_a^b f(x) \, dx \,\,- \int_a^b g(x) \, dx
By the linearity of the integral, this becomes equation $1$.
Areas between intersecting curves
So far we assumed that $f(x) \geq g(x)$ throughout the entire interval $[a, b]$. In many cases, however, the interval itself is not given: the two curves determine it, and the first step is to find where they meet. To locate the intersection points, set $f(x) = g(x)$ and solve for $x$. The solutions are the limits of integration.
Once the interval is known, the two curves can cross inside it, meaning that $f(x)$ and $g(x)$ swap their relative position at some interior point $c$. When this happens, the integrand $f(x) - g(x)$ changes sign, and a single integral over $[a, b]$ would cause areas above and below the x-axis to cancel out, producing an incorrect result.

The correct approach is to split the interval at each crossing point and integrate separately over each subinterval, always subtracting the lower curve from the upper one:
A = \int_{a}^{c} [f(x) - g(x)] \, dx + \int_{c}^{b} [g(x) - f(x)] \, dx
A compact way to write this without tracking which curve is on top is:
A = \int_{a}^{b} |f(x) - g(x)| \, dx
[image: ]
The absolute value guarantees that each piece of area is counted as positive, regardless of which function is larger on that subinterval.
The formula $A = \int_a^b |f(x)-g(x)|\,dx$ is valid provided that all intersection points of the two curves are included among the limits of integration. The absolute value ensures that the difference between the two functions is always taken as positive, so that no portion of the enclosed region cancels out when the curves swap their relative position.
Example 1
Suppose we want to find the area enclosed between the curves $y_1 = e^x$ and $y_2 = x^2 - 1$ over the interval $x \in [-1, 1]$. Graphically, we have the following situation:
[image: ]
To calculate the area, we use equation $(1)$ and set up the following definite integral:
A = \int_{-1}^{1} \left[ e^x - (x^2 - 1) \right] \, dx

Solving the integral, we obtain:
\begin{aligned} A &= \int_{-1}^{1} \left[ e^x - x^2 + 1 \right] \, dx \\\\ &= \left[ e^x - \frac{x^3}{3} + x \right]_{-1}^{1} \\\\ &= \left( e - \frac{1}{3} + 1 \right) - \left( e^{-1} + \frac{1}{3} - 1 \right) \\\\ &= e - \frac{1}{e} + \frac{4}{3} \end{aligned}
Therefore, the area between the two curves is:
A = e - \frac{1}{e} + \frac{4}{3}
Example 2
Find the area of the region enclosed between the curves $f(x) = x^3 - 3x$ and $g(x) = x$. The interval is not given. We start by finding where the two curves intersect, setting $f(x) = g(x)$:
\begin{aligned} x^3 - 3x &= x \\[6pt] x^3 - 4x &= 0 \\[6pt] x(x^2 - 4) &= 0 \end{aligned}
The solutions are $x = -2$, $x = 0$, and $x = 2$. These are the limits of integration.

Since the curves cross at $x = 0$, we check which function is on top in each subinterval. Evaluating at $x = -1$ we obtain:
\begin{aligned} f(-1) &= (-1)^3 - 3(-1) = 2 \\\\ g(-1) &= -1 \end{aligned}
So $f(x) \geq g(x)$ on $[-2, 0]$. By symmetry, $g(x) \geq f(x)$ on $[0, 2]$.

We now split the integral accordingly:
A = \int_{-2}^{0} [f(x) - g(x)] \, dx + \int_{0}^{2} [g(x) - f(x)] \, dx
A = \int_{-2}^{0} (x^3 - 4x) \, dx + \int_{0}^{2} (4x - x^3) \, dx

Computing the first integral, we have:
\begin{aligned} \int_{-2}^{0} (x^3 - 4x) \, dx &= \left[ \frac{x^4}{4} - 2x^2 \right]_{-2}^{0} \\\\ &= \left(0\right) - \left(\frac{16}{4} - 2 \cdot 4\right) \\\\ &= 0 - (4 - 8) \\\\ &= 4 \end{aligned}
Computing the second integral, we obtain:
\begin{aligned} \int_{0}^{2} (4x - x^3) \, dx &= \left[ 2x^2 - \frac{x^4}{4} \right]_{0}^{2} \\\\ &= \left(2 \cdot 4 - \frac{16}{4}\right) - 0 \\\\ &= 8 - 4 \\\\ &= 4 \end{aligned}
The total area is:
A = 4 + 4 = 8
The symmetry of the result is not a coincidence: $f(x) = x^3 - 3x$ is an odd function, and the two regions are mirror images of each other across the origin.
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Definition
A Fourier series represents a periodic function as an infinite sum of sine and cosine functions. More precisely, it shows that periodic behavior can be decomposed into elementary harmonic oscillations. This result expresses a structural property of periodic functions: oscillatory components form a natural coordinate system for describing repetition.

Let $f : \mathbb{R} \to \mathbb{R}$ be a function that is periodic with period $2\pi$, meaning:
f(x + 2\pi) = f(x) \, \forall x \in \mathbb{R}
Assume that $f$ is integrable on the interval $[-\pi,\pi]$. The Fourier series of $f$ is the formal trigonometric expansion:
f(x) \sim \frac{a_0}{2} + \sum_{n=1}^{\infty} a_n \cos(nx) + b_n \sin(nx)
	  The symbol $\sim$ emphasizes that we are not yet asserting equality (we are defining a trigonometric series associated with $f$).
	  The question of whether the series converges to $f$ will be addressed later.
	  Each term $\cos(nx)$ and $\sin(nx)$ represents an oscillation of frequency $n$.
	  The expansion therefore decomposes $f$ into its harmonic components.

Fourier Coefficients
The coefficients $a_n$ and $b_n$ are defined by the following integrals:
\begin{align} a_0 &= \frac{1}{\pi} \int_{-\pi}^{\pi} f(x)\,dx \\\\ a_n &= \frac{1}{\pi} \int_{-\pi}^{\pi} f(x)\cos(nx)\,dx \\\\ b_n &= \frac{1}{\pi} \int_{-\pi}^{\pi} f(x)\sin(nx)\,dx \quad n \ge 1 \end{align}
These expressions are not introduced by convention, and they are not chosen just because they work. They follow from a structural fact about sines and cosines: over a full period they are orthogonal to one another. On the interval $[-\pi,\pi]$, trigonometric waves with different frequencies remain independent under integration, which is exactly what lets us isolate one harmonic at a time and read off the corresponding coefficient.
\begin{align} \int_{-\pi}^{\pi} \cos(nx)\cos(mx)\,dx &= \begin{cases} \pi & n=m\neq 0 \\\\ 0 & n\ne m \end{cases} \\[6pt] \int_{-\pi}^{\pi} \sin(nx)\sin(mx)\,dx &= \begin{cases} \pi & n=m \\\\ 0 & n\ne m \end{cases} \\[6pt] \int_{-\pi}^{\pi} \sin(nx)\cos(mx)\,dx &= 0 \end{align}
These relations imply that the trigonometric system behaves like an orthogonal basis under the inner product:
\langle f, g \rangle = \int_{-\pi}^{\pi} f(x)g(x)\,dx
Each coefficient measures how much of a specific harmonic direction is present in the function. In this sense, the Fourier expansion is a projection process in an infinite-dimensional space.
Example 1
This example illustrates how even a simple linear function acquires a rich harmonic structure when periodically extended. Consider the function $f(x) = x$, defined on $(-\pi,\pi)$ and extended periodically with period $2\pi$. This function is odd. Therefore:
a_0 = 0 \quad a_n = 0
We compute the sine coefficients:
b_n = \frac{1}{\pi} \int_{-\pi}^{\pi} x\sin(nx)\,dx
Using integration by parts, we obtain:
b_n = \frac{2(-1)^{n+1}}{n}
Hence the Fourier series is:
x \sim 2 \sum_{n=1}^{\infty} \frac{(-1)^{n+1}}{n} \sin(nx)
The coefficients decay like $\frac{1}{n}$. The slower decay reflects the fact that $f$ is continuous but not differentiable at the endpoints of the period. The periodic extension introduces jump discontinuities at multiples of $\pi$, which influences convergence behavior.
Convergence of Fourier series
The definition of the Fourier series does not automatically guarantee convergence to the original function. A classical result states that if $f$ satisfies the following Dirichlet conditions:
	  $f$ is piecewise continuous
	  $f$ has finitely many local extrema in $[-\pi,\pi]$
	  $f$ has finitely many jump discontinuities

then the Fourier series converges at every point $x.$ More precisely consider the $N$-th partial sum:
S_N(x) = \frac{a_0}{2} + \sum_{n=1}^{N} a_n\cos(nx)+b_n\sin(nx)
\lim_{N\to\infty} S_N(x) = \frac{f(x^+)+f(x^-)}{2}
At points where $f$ is continuous, the series converges to $f(x)$. At jump discontinuities, it converges to the midpoint of the left and right limits. This behavior reveals a fundamental property of Fourier approximation: it respects average local behavior rather than pointwise values at discontinuities.
	  If $f$ is continuously differentiable, coefficients decay faster.
	  If $f$ has discontinuities, decay is slower.
	  The smoother the function, the more rapidly the harmonic amplitudes decrease.
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What is a function
A function is a mathematical rule that connects two non-empty subsets of the real numbers, typically denoted as $A \subseteq \mathbb{R}$ and $B \subseteq \mathbb{R}$. A function $f$ from $A$ to $B$ assigns exactly one real number in $B$ to each real number in $A$. This relationship is written as:
f \colon A \to B
	  The set $A$ is called the domain of the function.
	  The set $B$ is the codomain.
	  For every $x \in A$, the function produces a unique value $f(x) \in B$.
	  The variable $x$ is called the independent variable, while $y$ is the dependent variable.

[image: ]
If such a rule holds, we say that the function is well-defined. Otherwise, the relation is not a function, since it either assigns no value or more than one value to an element of the domain.


A function from a set $A$ (domain) to a set $B$ (codomain), $f : A \to B,$ can be classified as:
	  Injective: if every element of $B$ is the image of at most one element of $A$, that is, if for any $x_1, x_2 \in A$ with $x_1 \neq x_2$, we have $f(x_1) \neq f(x_2)$; equivalently, if for every $y \in B$ there is at most one $x \in A$ such that $f(x) = y$.
	  Surjective: if every element of $B$ is the image of at least one element of $A$, that is, if $\forall \, y \in B$ there exists at least one $x \in A$ such that $f(x) = y.$
	  Bijective: if the function is both injective and surjective, that is, if for every $y \in B$ there exists a unique $x \in A$ such that $f(x) = y$.


An alternative definition states that a function $f : A \to B$ is bijective if and only if there exists a function $g : B \to A$ such that:
(g \circ f)(x) = x, \; \forall \, x \in A
(f \circ g)(y) = y, \; \forall y \in B
 Whenever such a function $g$ exists, it is uniquely determined. In this case $g$ is called the inverse of $f$ and is denoted by $f^{-1}$.
An example of an inverse function is the logarithmic function, which serves as the inverse of the exponential function, and conversely.

What is not a function
For greater clarity, let us illustrate the case in which we face a situation similar to the one shown in the previous figure, but where it is not possible to define a function. In formal terms, this occurs when there exist at least two distinct points $(x, y_1)$ and $(x, y_2)$ such that $y_1 \ne y_2$. In this case, the relation does not satisfy the definition of a function, since a single value of $x$ is associated with more than one value of $y$.
[image: What is not a function.]
In the image, a single element of the domain, denoted by $x_0$, corresponds to two distinct values in the codomain. This situation is not admissible according to the very definition of a function. Formally, a relation $R \subseteq A \times B$ is a function if and only if:
\forall \, x \in A, \; \exists! \, y \in B \; : \; (x, y) \in R
In this case, there exist $y_1, y_2 \in B$ with $y_1 \ne y_2$ such that $(x_0, y_1) \in R$ and $(x_0, y_2) \in R$ which violates the condition of uniqueness required for $R$ to be a function. In simpler terms, imagine a situation where certain values of $x$ are associated with corresponding values of $y$, as shown in the following table.
X
-3
1
-3
5
2
Y
7
4
10
-2
8
In this case, the relation does not represent a function because for the same value $x = -3$, there are two different corresponding values of $y$, namely $y = 7$ and $y = 10$. This violates the fundamental definition of a function, which requires that each element of the domain be associated with one and only one element of the codomain.

A practical graphical criterion for deciding whether a curve in the plane represents a function is the vertical line test. Draw any vertical line and count how many times it intersects the curve. If every vertical line meets the curve in at most one point, then the curve represents a function.
	  For each value of $x$ there is at most one corresponding value of $y$.
	  If some vertical line crosses the curve in two or more points, the curve does not represent a function, because that value of $x$ would be associated with multiple outputs.

[image: ]
The figure shows that the curve on the left (a parabola) is a function, since each $x\\ ) corresponds to exactly one \( y$, whereas the curve on the right is not, since for $x_2$ there are multiple possible values of $y$.
Difference between codomain and range
	  The codomain is the set that we declare as the potential target of the outputs of a function. It is explicitly stated in the function’s definition. For instance, in a function written as $f: A \to B$, the set $B$ is the codomain.

	  The range (or image) is the actual set of outputs that the function attains when evaluated over its domain. It includes all values $f(x)$ for $x \in A$. The range is always a subset of the codomain.


Function equality and zeros
Two functions $y = f(x)$ and $y = g(x)$ are considered equal if they share the same domain $D$ and satisfy the condition:
f(x) = g(x) \quad \forall \, x \in D

A real number $a \in \mathbb{R}$ is called a zero of the function $y = f(x)$ if the function evaluates to zero at that point, that is:
f(a) = 0
This means that the graph of the function intersects the x-axis at the point $(a, 0)$. Identifying the zeros of a function is crucial for analyzing its behavior, solving equations, and determining where the function changes sign.
Symmetric functions
When studying real-valued functions, it is often useful to understand how a function behaves with respect to reflections around the origin. This leads to the distinction between even and odd functions. Let $A \subseteq \mathbb{R}$ be a domain that is symmetric with respect to the origin, meaning that $x \in A \Rightarrow -x \in A$. A function $f : A \to \mathbb{R}$ is said to be:
	  Even if $f(-x) = f(x) \quad \forall \; x \in A.$
	  Odd if $f(-x) = -f(x) \quad \forall \; x \in A.$

More generally, for the function $f(x) = x^{n}$ with $n \in \mathbb{N}$, the function is even exactly when the exponent $n$ is even, and it is odd exactly when $n$ is odd.
Bounded functions
Before introducing the formal definitions, it is useful to reflect on how a real-valued function behaves across its entire domain. In many situations we want to know whether the function stays within certain limits, never rising above a fixed threshold or never dropping below one. A function $f : A \subseteq \mathbb{R} \to \mathbb{R}$ is said to be:
	  Upper bounded if there exists a real number $M \in \mathbb{R}$ such that $f(x) \leq M$ $\forall \; x \in A.$
	  Lower bounded if there exists a real number $m \in \mathbb{R}$ such that $m \leq f(x) \forall \; x \in A.$
	  Bounded if it satisfies both conditions above, meaning that there exist $m, M \in \mathbb{R}$ for which $m \leq f(x) \leq M$ holds $\forall \; x \in A$.


It is important to distinguish between the notion of a bounded function and the existence of a maximum or minimum. Saying that a function is bounded does not imply that it actually attains a maximal or minimal value, either globally or locally. The requirement of boundedness simply means that the values of the function remain confined within a finite interval $[m, M]$.
Of course, if a function has a global maximum, then it is automatically bounded from above. Similarly, the presence of a global minimum ensures that it is bounded from below. However, the converse is not true: a function may be bounded without attaining any maxima or minima. A typical example is:
f(x) = \sin\\!\left(\frac{1}{x}\right) \quad x \neq 0
This function always stays between $-1$ and $1$, so it is indeed bounded. Nevertheless, it has neither a global maximum nor a global minimum, because as $x$ approaches $0$ the oscillations become arbitrarily rapid and the function never reaches its extreme values.
Monotone functions
In the analysis of real-valued functions, understanding whether a function increases, decreases, or maintains a consistent directional behavior is essential. These ideas are captured by the concepts of increasing, decreasing, and monotone functions, which describe how the output values evolve as the input grows. Let $A \subseteq \mathbb{R}$ and let $x_1, x_2 \in A$ with $x_1 < x_2$. A function $f : A \to \mathbb{R}$ is said to be:
	  Increasing if $f(x_1) \leq f(x_2).$
	  Strictly increasing if $f(x_1) < f(x_2).$
	  Decreasing if $f(x_1) \geq f(x_2).$
	  Strictly decreasing if $f(x_1) > f(x_2).$
	  Monotone if it satisfies one of the conditions above throughout its domain.

Periodic functions
A function is called periodic when its values repeat after a fixed horizontal shift. More formally, if $X \subseteq \mathbb{R}$ and $T > 0$ is such that $x + T \in X$ whenever $x \in X$, a function:
f : X \to \mathbb{R}
 is periodic with period $T$ when $T$ is the smallest positive number for which
f(x + T) = f(x)
 holds $\forall \; x$ in the domain. As a simple illustration, the sine and cosine functions are periodic: both repeat their entire pattern after an interval of length $2\pi$.
Classification of functions
Functions are classified as algebraic or transcendental. A function is said to be algebraic if its analytical expression $y = f(x)$ involves only a finite number of operations such as addition, subtraction, multiplication, division, exponentiation to a rational power, and root extraction. Algebraic functions can be further categorized based on the structure of their expressions:
	  Polynomial functions are defined by a polynomial expression involving powers of $x$ with constant coefficients.
	  Rational functions are expressed as the ratio of two polynomials.
	  Irrational functions contain the variable $x$ under a root symbol, such as $\sqrt{x}$.

Transcendental functions go beyond algebraic operations and include expressions that cannot be written using a finite combination of addition, subtraction, multiplication, division, and root extraction. Common examples are exponential functions, logarithmic functions, and trigonometric functions.
Domain of the main functions
Below we will review the domains of the most common elementary functions. In practice, however, many functions encountered in real problems are considerably more intricate, and their domains cannot be identified at a glance. For all such situations in which the structure of the expression makes the analysis less immediate, we refer to this method, which provides a systematic way to determine the domain of more complex functions.

Polynomial functions are defined by expressions of the form:
y = a_0 x^n + a_1 x^{n-1} + \dots + a_n
where $a_0, a_1, \dots, a_n$ are real coefficients and $n \in \mathbb{N}$. The domain of a polynomial function is the entire set of real numbers, $\mathbb{R}$, since it does not involve any operations that could restrict its definition. An example of a polynomial function is:
y = 2x^3 - 5x^2 + 3x - 1
This expression can be viewed as a linear combination of powers of $x$, where each term $a_i x^i$ has a real coefficient $a_i$. Polynomial functions of this type are defined for every real number $x \in \mathbb{R}$, since no operation in their form imposes any restriction on the domain.

Rational functions are expressed in the form:
y = \frac{N(x)}{D(x)}
where $N(x)$ and $D(x)$ are polynomials. These functions are defined for all real numbers $x$ such that $D(x) \neq 0$. The domain is therefore $\mathbb{R}$ excluding the values that make the denominator zero. An example of a rational function is:
y = \frac{x^2 - 4}{x - 2}
This expression represents the ratio of two polynomials and can be interpreted as a linear combination of powers of $x$ in both the numerator and denominator. Rational functions of this type are defined for all real values of $x$ except those that make the denominator equal to zero. In this example, the function is undefined at $x = 2$, since it would make the denominator vanish.

Irrational functions are expressions of the form:
y = \sqrt[n]{f(x)}
The domain depends on the parity of the index $n$. If $n$ is even, the function is defined only when $f(x) \geq 0$, so the domain is:
{ x \in \mathbb{R} \mid f(x) \geq 0 }
An example of an irrational function with an even index is:
y = \sqrt{x - 2}
In this case, the expression under the radical must be non-negative, so the domain is given by $x \ge 2$. The function is therefore defined only for values of $x$ that make the radicand $x - 2$ greater than or equal to zero. If $n$ is odd, the function is defined for every value in the domain of $f(x)$. An example with an odd index is:
y = \sqrt[3]{x - 2}
Here, the cube root is defined for every real value of $x$, since odd roots can also take negative arguments. Thus, the domain of the function is the entire set of real numbers, $\mathbb{R}$.

Logarithmic functions are defined as:
y = \log_a{f(x)} \quad \text{with} \quad a > 0,\; a \ne 1
They are defined only when the argument of the logarithm is strictly positive. Therefore, their domain is:
{x \in \mathbb{R} \mid f(x) > 0 }
An example of a logarithmic function is:
y = \log_2(x - 1)
This function is defined only when the argument of the logarithm, $x - 1$, is strictly positive. Therefore, the domain is $x > 1$. For any value of $x$ less than or equal to $1$, the expression becomes undefined because the logarithm of a non-positive number does not exist in the real domain. Another example is:
y = \ln(3x + 6)
In this case, the argument $3x + 6$ must also be positive, so the domain is $x > -2$. The same principle applies to all logarithmic functions: the argument of the logarithm must always be greater than zero for the function to be defined.

Exponential functions of the form:
y = a^{f(x)} \quad \text{with} \quad a > 0,\; a \ne 1
are defined for all values in the domain of $f(x)$. An example of an exponential function is:
y = 2^x
This function is defined for every real value of $x$, since the base $a = 2$ is positive and different from $1$. Its domain is therefore the entire set of real numbers, $\mathbb{R}$, while the range is strictly positive, $y > 0$.

Exponential functions of the form:
y = [f(x)]^{g(x)}
are defined only when the base $f(x) > 0$, since real-valued exponentiation requires a positive base. Therefore, their domain is the intersection of:
\{ x \in \mathbb{R} \mid f(x) > 0 \} \, \cap \, \text{domain of } g(x)

Exponential functions of the form:
f(x)^{\alpha}
where $\alpha \in \mathbb{R} \setminus \mathbb{Q}$ are defined under the following conditions:
\{ x \in \mathbb{R} \mid f(x) \geq 0 \}, \quad \text{if } \alpha > 0
\{ x \in \mathbb{R} \mid f(x) > 0 \}, \quad \text{if } \alpha < 0
This ensures that the result of the expression remains within the set of real numbers.

For trigonometric functions, the following domains apply:
$y = \sin x, \quad y = \cos x$
Domain: $\mathbb{R}$
$y = \tan x$
Domain: $\mathbb{R} \setminus \left\lbrace \dfrac{\pi}{2} + k\pi \right\rbrace, \quad k \in \mathbb{Z}$
$y = \cot x$
Domain: $\mathbb{R} \setminus \left\lbrace k\pi \right\rbrace, \quad k \in \mathbb{Z}$
$y = \arcsin x, \quad y = \arccos x$
Domain: $[-1, 1]$
$y = \arctan x, \quad y = \text{arccot}\,x$
Domain: $\mathbb{R}$
Understanding the domain of a function is a crucial step in solving equations, inequalities, and in analyzing functions. In most cases, identifying the domain involves recognizing a few fundamental situations, summarized below.

Operations between functions
When two real functions are defined on the same domain, it is possible to combine them through the usual algebraic operations, obtaining new functions derived from the original ones. This generalizes the basic arithmetic of real numbers to the context of functions, where each operation is applied point by point for every value of $x$ in the domain. In formal terms, if
f : X_1 \subseteq \mathbb{R} \to \mathbb{R} \quad \text{and} \quad g : X_2 \subseteq \mathbb{R} \to \mathbb{R}
are two functions, we define: $X = X_1 \cap X_2$ as the common domain on which the following operations can be performed.

The sum of two functions $f$ and $g$ is defined by:
(f + g)(x) = f(x) + g(x)
The resulting function assigns to each $x \in X$ the sum of the corresponding values of $f$ and $g$.

The difference of two functions is given by:
(f - g)(x) = f(x) - g(x)

The product of two functions is defined as:
(f \cdot g)(x) = f(x) \, g(x)
The resulting function represents the pointwise multiplication of the two values.

The quotient of two functions is expressed by
\left(\frac{f}{g}\right)(x) = \frac{f(x)}{g(x)}
but it is defined only for those values of $x \in X$ where $g(x) \neq 0$. The domain of this function is therefore obtained by excluding from $X$ all points that make the denominator vanish.

The composition of two functions, written $(g \circ f)(x) = g(f(x))$, is another fundamental operation and is treated in detail on the dedicated page on composite functions.
Concept
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Introduction
The Fundamental Theorem of Calculus establishes the exact relationship between differentiation and integration. These two operations arise from different initial motivations. Differentiation describes instantaneous variation, while integration measures accumulated quantity. The theorem proves that, under suitable regularity assumptions, they are inverse processes. The result is traditionally divided into two complementary statements:
	  The First Fundamental Theorem of Calculus
	  The Second Fundamental Theorem of Calculus

As will be shown in the following sections, the First Fundamental Theorem guarantees that every continuous function on a closed interval admits an antiderivative, constructed explicitly via integration. The Second expresses the practical consequence: the definite integral of a function over an interval can be computed directly from any of its antiderivatives, evaluated at the endpoints.
The First Fundamental Theorem of Calculus
Let $f$ be continuous on a closed interval $[a,b]$. Define the function:
F(x) = \int_a^x f(t)\,dt
for $x \in [a,b]$. Then $F$ is continuous on $[a,b]$, differentiable on $(a,b)$, and:
F’(x) = f(x)
This statement asserts that the function defined by accumulation of area from a fixed lower bound up to a variable upper limit is differentiable, and its derivative coincides with the original integrand. To justify this result, consider the difference quotient:
\frac{F(x+h) - F(x)}{h} = \frac{1}{h} \left( \int_a^{x+h} f(t)\,dt - \int_a^x f(t)\,dt \right)
Definite integrals satisfy the additivity property over adjacent intervals:
\int_a^b f(t)\,dt + \int_b^c f(t)\,dt = \int_a^c f(t)\,dt
 Applying this to our case, we obtain:
\frac{1}{h} \int_x^{x+h} f(t)\,dt
Since $f$ is continuous on $[x, x+h]$, the Mean Value Theorem for integrals guarantees the existence of a point $c$ between $x$ and $x+h$ such that:
\int_x^{x+h} f(t)\,dt = f(c)h
Hence:
\frac{F(x+h) - F(x)}{h} = f(c)
As $h \to 0$, the point $c \to x$. By continuity of $f$, it follows that
\lim_{h \to 0} \frac{F(x+h) - F(x)}{h} = f(x)
which proves $F’(x) = f(x)$. Conceptually, this theorem shows that accumulation produces a function whose instantaneous rate of change recovers the original density.

From a geometric point of view, The First Fundamental Theorem interprets the function:
F(x) = \int_a^x f(t)\,dt
as accumulated signed area. The derivative $F’(x)$ represents the instantaneous rate at which this area grows. If $f(x) > 0$, the area increases; if $f(x) < 0$, it decreases.
[image: ]
The Second Fundamental Theorem of Calculus
Let $f$ be continuous on $[a,b]$, and suppose $F$ is any antiderivative of $f$, meaning:
F’(x) = f(x)
Then:
\int_a^b f(x)\,dx = F(b) - F(a)
This second statement converts the evaluation of a definite integral into the computation of a difference of antiderivative values. To see the structural connection with the first part, define:
G(x) = \int_a^x f(t)\,dt
From the First Fundamental Theorem, $G’(x) = f(x)$. Since both $F$ and $G$ have the same derivative, their difference is constant:
F(x) = G(x) + c
Evaluating at $x = a$ gives:
F(a) = G(a) + c
Because $G(a) = 0$, we obtain $c = F(a)$, and therefore:
G(x) = F(x) - F(a)
Setting $x = b$ yields:
\int_a^b f(x)\,dx = G(b) = F(b) - F(a)
Thus the definite integral measures the net change of any primitive over the interval.

The Second Fundamental Theorem has a geometric side that is worth pausing on. Given a continuous function $f$ on $[a, b]$ and any antiderivative $F$, the definite integral measures the net signed area between the graph of $f$ and the horizontal axis. The theorem tells us that this area equals $F(b) - F(a)$, nothing more than the net change in $F$ across the interval.
What makes this striking is that one does not need to reconstruct the area piece by piece. The antiderivative $F$ already carries that information inside it, accumulated continuously. Evaluating it at the two endpoints and taking the difference is enough. The entire geometry of the curve between $a$ and $b$ collapses into a single arithmetic operation.
Example 1
Consider the following integral:
\int_0^1 3x^2\,dx
 An antiderivative of $3x^2$ is $F(x) = x^3$. By the Second Fundamental Theorem we have:
\int_0^1 3x^2\,dx = F(1) - F(0) = 1^3 - 0^3 = 1
 The area under the curve $3x^2$ over the interval $[0, 1]$ is therefore exactly $1$, obtained without any geometric argument, but solely through the evaluation of an antiderivative at the endpoints.

As a second illustration, define:
H(x) = \int_1^x \ln t\,dt
 Note that $H(1) = 0$, since the integral over a degenerate interval is zero. Since $\ln t$ is continuous for $t > 0$, the function $H$ is defined for $x > 0$, and the First Fundamental Theorem implies:
H’(x) = \ln x
 The derivative of the accumulation function recovers the integrand exactly, confirming that integration and differentiation are inverse operations in the precise sense established by the theorem.
Example 2
Apply the First Fundamental Theorem of Calculus to find the following derivative:
\frac{d}{dx} \int_1^x e^{-t^2}\,dt
	  The integrand here is $f(t) = e^{-t^2}$, a continuous function on all of $\mathbb{R}$.
	  The lower bound of integration is the constant $1$, and the upper bound is the variable $x$.

This is precisely the setting of the First Fundamental Theorem: if $F(x) = \int_a^x f(t)\,dt$, then $F’(x) = f(x)$.
Applying this directly we obtain:
\frac{d}{dx} \int_1^x e^{-t^2}\,dt = e^{-x^2}
The derivative of the accumulation function recovers the integrand evaluated at $x$. Note that $e^{-t^2}$ has no closed-form antiderivative in terms of elementary functions, yet the First Fundamental Theorem allows us to differentiate the integral without ever computing it explicitly.
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Introduction to the gamma distribution
The gamma distribution is a continuous probability distribution defined on the positive half-line. It is used to model waiting times, event durations, and phenomena where independent contributions accumulate over time. It originates from the gamma function, defined as
\Gamma(\alpha) = \int_{0}^{\infty} x^{\,\alpha - 1} e^{-x}\, dx
which extends the factorial to the real domain through the identity $\Gamma(n) = (n - 1)!$ for every positive integer $n$. In general, a continuous random variable $X$ is said to follow a gamma distribution with parameters $\alpha$ and $\beta$ when its probability density function is given by
G(x;\alpha,\beta)= \begin{cases} \dfrac{1}{\beta^{\alpha}\,\Gamma(\alpha)}\, x^{\alpha - 1}\, e^{-x/\beta} & x>0\\[10pt] 0 & x\leq 0 \end{cases}
	  $\alpha$ is the shape parameter: it controls how quickly the density rises near the origin and determines the degree of skewness. Larger values make the distribution more symmetric and shift the peak to the right.
	  $\beta$ is the scale parameter: it stretches the distribution horizontally. Increasing $\beta$ produces longer average waiting times and a broader spread.

The support of the distribution is the positive half-line, reflecting the fact that it models durations, waiting times, or other quantities that cannot take negative values. The interaction between $\alpha$ and $\beta$ shapes the overall behavior: $\alpha$ governs the internal structure, while $\beta$ sets the scale.
[image: Plot of the gamma distribution for different parameter values.]
When $\alpha$ grows beyond $1$, the gamma density no longer peaks at zero but forms a maximum at a positive value of $x$. As $\alpha$ increases, this peak moves to the right and the overall shape becomes smoother and less skewed.

As with any continuous distribution, the total area under the density curve must equal 1. This is the same principle that holds for the normal distribution, whose density integrates to $1$ over the entire real line. The gamma distribution follows the same requirement: its density is defined so that the integral over the positive half-line is exactly equal to $1$. Formally, we have
\int_{0}^{+\infty} \frac{1}{\beta^{\alpha}\,\Gamma(\alpha)}\, x^{\alpha - 1}\, e^{-x/\beta}\, dx = 1
Solving the integral by applying the substitution $x = \beta t$, which gives $dx = \beta\, dt$, we can rewrite the expression as:
\int_{0}^{+\infty} \frac{1}{\beta^{\alpha}\,\Gamma(\alpha)}\, (\beta t)^{\alpha - 1} e^{-t}\, \beta\, dt
After collecting the powers of $\beta$, this becomes:
\frac{1}{\Gamma(\alpha)} \int_{0}^{+\infty} t^{\alpha - 1} e^{-t}\, dt
The integral on the right-hand side is exactly the definition of the gamma function, so we obtain
\frac{1}{\Gamma(\alpha)} \cdot \Gamma(\alpha) = 1
Key features
-
\text{1. } \quad f(x) = \frac{1}{\Gamma(\alpha)\,\beta^{\alpha}} \, x^{\alpha - 1} e^{-x/\beta} \quad x > 0
-
\text{2. } \quad \mu = E(X) = \alpha\,\beta
-
\text{3. } \quad \sigma^{2} = \mathrm{Var}(X) = \alpha\,\beta ^{2}
-
\text{4. } \quad \sigma = \beta\,\sqrt{\alpha}
Each expression highlights a key property of the Gamma distribution, whose density is defined through the Gamma function $\Gamma(\alpha)$. Its mean and variability depend jointly on the shape parameter $\alpha$ and the scale parameter $\beta$, determining how the distribution models waiting times and positively skewed processes.
Expected value of the gamma distribution
As introduced in the section on continuous random variables, the expected value of a continuous random variable describes the central tendency of its distribution and is defined as
\mu = E(X) = \int_{-\infty}^{+\infty} x\, f(x)\, dx
This general formula applies to any continuous distribution, where $f(x)$ denotes the probability density function of the random variable $X$. For the gamma distribution with shape parameter $\alpha$ and scale parameter $\beta$, the density is:
f(x;\alpha,\beta)=\frac{1}{\beta^{\alpha}\Gamma(\alpha)}\, x^{\alpha - 1} e^{-x/\beta} \quad x>0
so the expected value is computed as:
\mu = E(X) = \int_{0}^{+\infty} x\, \frac{1}{\beta^{\alpha}\Gamma(\alpha)}\, x^{\alpha - 1} e^{-x/\beta}\, dx
Combining the powers of $x$, we obtain:
E(X) = \frac{1}{\beta^{\alpha}\Gamma(\alpha)} \int_{0}^{+\infty} x^{\alpha} e^{-x/\beta}\, dx
To simplify the integral, we apply the change of variable $x = \beta t$, which gives $dx = \beta\, dt$. Substituting, we have:
E(X) = \frac{1}{\beta^{\alpha}\Gamma(\alpha)} \int_{0}^{+\infty} (\beta t)^{\alpha} e^{-t}\, \beta\, dt
Collecting the powers of $\beta$:
\begin{align} E(X) &= \frac{1}{\beta^{\alpha}\Gamma(\alpha)} \int_{0}^{+\infty} (\beta t)^{\alpha} e^{-t}, \beta, dt \\[0.6em] &= \frac{\beta^{\alpha}\,\beta}{\beta^{\alpha}\Gamma(\alpha)} \int_{0}^{+\infty} t^{\alpha} e^{-t}\, dt \\[0.6em] &= \frac{\beta}{\Gamma(\alpha)} \int_{0}^{+\infty} t^{\alpha} e^{-t}\, dt \end{align}
The remaining integral is recognized as the gamma function evaluated at $\alpha + 1$:
\int_{0}^{+\infty} t^{\alpha} e^{-t}\, dt = \Gamma(\alpha + 1)
Using the identity $\Gamma(\alpha + 1) = \alpha \Gamma(\alpha)$, we find
\mu = \alpha \beta
This shows that the mean of the gamma distribution depends on both parameters: $\alpha$ shapes how the mass is distributed along the positive axis, while $\beta$ stretches the distribution horizontally, and their product gives the average value of the variable.

The gamma distribution is sometimes written in an alternative form that uses a rate parameter instead of a scale parameter. In that case, the density is expressed as:
f(x;\alpha,\beta)=\frac{\beta^{\alpha}}{\Gamma(\alpha)}, x^{\alpha - 1} e^{-\beta x} \quad x>0
where $\beta$ now plays the role of the rate which is the inverse of the scale. Under this parametrization, the expected value becomes:
E(X) = \frac{\alpha}{\beta}
The two expressions for the mean are completely consistent: with a scale parameter the mean is $\alpha\beta$, while with a rate parameter it is $\alpha/\beta$. The difference comes solely from the choice of parametrization, not from the distribution itself.
Variance of the gamma distribution
The variance of the gamma distribution can be obtained from the general definition of variance for continuous random variables:
\sigma^{2} = E(X^{2}) - [E(X)]^{2}
Using the corresponding integral expression and substituting the gamma density, we have:
E(X^{2}) = \int_{0}^{+\infty} x^{2}\, \frac{1}{\beta^{\alpha}\Gamma(\alpha)}\, x^{\alpha - 1} e^{-x/\beta}\, dx
Combining the powers of $x$, this becomes:
E(X^{2}) = \frac{1}{\beta^{\alpha}\Gamma(\alpha)} \int_{0}^{+\infty} x^{\alpha + 1} e^{-x/\beta}\, dx
Applying the change of variable $x = \beta t$, we may rewrite the integral as:
\begin{align} E(X^{2}) &= \frac{1}{\beta^{\alpha}\Gamma(\alpha)} \int_{0}^{+\infty} (\beta t)^{\alpha + 1} e^{-t}\, \beta\, dt \\[0.6em] &= \frac{\beta^{\alpha + 2}}{\beta^{\alpha}\Gamma(\alpha)} \int_{0}^{+\infty} t^{\alpha + 1} e^{-t}\, dt \\[0.6em] &= \frac{\beta^{2}}{\Gamma(\alpha)} \Gamma(\alpha + 2) \end{align}
Using the identity:
\Gamma(\alpha + 2) = (\alpha + 1)\alpha\, \Gamma(\alpha)
we obtain:
E(X^{2}) = \beta^{2} \alpha(\alpha + 1)
Since the mean of the gamma distribution is
E(X) = \alpha \beta
the variance becomes:
\sigma^{2} = \beta^{2}\alpha(\alpha + 1) - (\alpha\beta)^{2} = \alpha\beta^{2}

As with the expected value, when the gamma distribution is written using a rate parameter instead of a scale parameter, the expression for the variance also changes. Under this form, the variance of the gamma distribution becomes:
\mathrm{Var}(X)=\frac{\alpha}{\beta^{2}}
This result is fully consistent with the scale–parameter version. It is simply a different way of writing the same distribution.
Special cases of the gamma distribution
The gamma distribution includes several important special cases, each obtained by choosing specific values for its parameters. One of the most notable is the exponential distribution, which arises when $\alpha = 1$. In this situation, the density takes the simpler form
f(x;\lambda)= \begin{cases} \lambda e^{-\lambda x} & x>0\\[0.4em] 0 & x \le 0 \end{cases}
where $\lambda$ is the rate parameter that determines how quickly the distribution decays. The exponential distribution is often used to model waiting times between successive events that occur independently and at a constant average rate, such as the time between arrivals in a Poisson process.
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Introduction to the geometric distribution
The geometric distribution describes the number of independent trials required to observe the first success in a repeated experiment. The setting involves a sequence of identical Bernoulli trials, each with the same probability of success, so the distribution models a waiting time rather than a fixed number of successes. Unlike distributions based on sampling without replacement, for example the hypergeometric distribution where the probability of success changes after each draw, the geometric distribution assumes that the success probability remains constant across all trials.
To formalize this context, consider a sequence of trials where each outcome can be classified as either a success or a failure. The probability of success is denoted by $p$, and the trials are assumed to be independent. The random variable $X$ represents the trial on which the first success occurs. This framework is based on the following assumptions:
	  Each trial yields one of two outcomes: success or failure.
	  The probability of success $p$ is constant across all trials.
	  Trials are mutually independent.
	  The variable $X$ counts how many trials are needed before the first success appears.


Formally, the geometric distribution is defined by the probability mass function:
P(X = k) = (1 - p)^{\,k - 1}\, p
where:
	  $p$ is the probability of success in a single trial.
	  $1 - p$ represents the probability of failure.
	  $k$ denotes the index of the trial where the first success occurs, $k = 1, 2, 3, \dots$
	  The term $(1 - p)^{k - 1}$ corresponds to observing $k - 1$ consecutive failures.

This distribution is appropriate whenever one is interested in the waiting time until the first success under constant and independent probabilistic conditions. It is often used in reliability studies, communication processes, and scenarios involving repeated attempts until a favorable outcome is achieved.
Key features
-
\text{1. } \quad P(X = k) = (1 - p)^{\,k - 1}\, p \qquad k = 1, 2, 3, \dots
-
\text{2. } \quad \mu = E(X) = \frac{1}{p}
-
\text{3. } \quad \sigma^{2} = \mathrm{Var}(X) = \frac{1 - p}{p^{2}}
-
\text{4. } \quad \sigma = \sqrt{\frac{1 - p}{p^{2}}}
Each expression highlights a core aspect of the geometric distribution: the probability of observing the first success on the $k$-th trial, the average waiting time, and the variability associated with repeated independent Bernoulli experiments where the probability of success remains constant.
Deriving the geometric distribution
To understand the probability law of the geometric distribution, consider a sequence of independent Bernoulli trials $Y_1, Y_2, \dots$, each with success probability $p$. The random variable $X$ represents the index of the first trial in which a success occurs. To determine its distribution, we examine what it means for $X$ to take a specific value.
	  If $X = 1$, the first trial must already be a success, which happens with probability $p.$
	  If $X = 2$, the first trial must be a failure and the second a success, giving probability $(1 - p)p.$
	  Similarly, $X = 3$ requires two initial failures followed by a success: $(1 - p)^{2}p$.
	  In general, the event $X = k$ means that the first $k - 1$ trials produce no success and the $k$-th trial does. Because the trials are independent, the probability of observing this pattern is:

P(X = k) = (1 - p)^{\,k - 1} p
This reasoning shows that the geometric distribution arises naturally from repeating identical Bernoulli experiments until the first success occurs. The factor $(1 - p)^{k-1}$ accounts for the sequence of consecutive failures, while the final $p$ corresponds to the success that ends the waiting time.
Since observing the first success at a later trial requires a longer sequence of consecutive failures, the probability $P(X = k)$ becomes smaller as $k$ increases.
Mean of the geometric distribution
The mean or expected value of a geometric distribution represents the average number of independent trials required to observe the first success. Since each trial is a Bernoulli experiment with the same probability of success $p$, the geometric distribution models a waiting time under identical and independent probabilistic conditions. To compute the mean formally, we begin with the definition of the expected value for random discrete variables:
\mu = E(X) = \sum_{k=1}^{\infty} k\, P(X = k)
Substituting the probability mass function of the geometric distribution gives:
E(X) = \sum_{k=1}^{\infty} k\, (1 - p)^{\,k - 1} p
To simplify this expression, we recall a standard series identity involving the sum of a weighted geometric progression:
\sum_{k=1}^{\infty} k\, r^{\,k - 1} = \frac{1}{(1 - r)^{2}} \qquad |r| < 1
Setting $r = 1 - p$, we obtain:
\sum_{k=1}^{\infty} k\, (1 - p)^{\,k - 1} = \frac{1}{p^{2}}
Multiplying this result by $p$ gives the expected value of the geometric distribution:
E(X) = p \cdot \frac{1}{p^{2}} = \frac{1}{p}
This result shows that the mean of a geometric distribution depends only on the probability of success $p$. On average, one expects to perform $1/p$ independent trials before the first success occurs, reflecting the constant nature of the probability across all repetitions.
Variance of the geometric distribution
The variance of a geometric distribution quantifies how much the number of trials required to obtain the first success is expected to fluctuate around the mean value $\mu = 1/p$. While the mean represents the average waiting time, the variance describes how widely the waiting times are spread when each trial is an independent Bernoulli experiment with the same probability of success. Formally, the variance for a discrete random variable is defined as:
\sigma^{2} = \mathrm{Var}(X) = E(X^{2}) - [E(X)]^{2}
To compute it, we begin by recalling the probability mass function of the geometric distribution:
P(X = k) = (1 - p)^{\,k - 1} p
The second moment $E(X^2)$ can be obtained using a known series identity for weighted geometric sums:
\sum_{k=1}^{\infty} k^{2}\, r^{\,k - 1} = \frac{1 + r}{(1 - r)^{3}} \qquad |r| < 1
Setting $r = 1 - p$, we have:
E(X^{2}) = p \sum_{k=1}^{\infty} k^{2} (1 - p)^{,k - 1} = p \cdot \frac{1 + (1 - p)}{p^{3}} = \frac{2 - p}{p^{3}}
Using this result together with the expression for the mean $E(X) = 1/p$, the variance becomes:
\mathrm{Var}(X) = \frac{2 - p}{p^{3}} - \left(\frac{1}{p}\right)^{2}
Simplifying the expression gives the standard closed-form formula for the geometric distribution:
\sigma^{2} = \frac{1 - p}{p^{2}}
This formula shows that the variability of the geometric distribution depends only on the probability of success ( p ). When ( p ) is small, successes are rare and the waiting time becomes more dispersed; when ( p ) is large, the outcomes concentrate around a smaller number of trials.
Example 1
A technician is testing a digital sensor that occasionally fails to detect a signal. Each detection attempt is independent, and the probability that the sensor correctly registers the signal on a single attempt is $p = 0.2$. Let $X$ be the number of attempts required until the first successful detection occurs.
Write the probability mass function of $X$. Since $X$ counts the number of independent trials until the first success, it follows a geometric distribution with parameter $p = 0.2$. Therefore,
P(X = k) = (1 - p)^{k - 1} p = (0.8)^{k - 1}(0.2), \qquad k = 1, 2, 3, \dots

Compute the expected value $E(X)$. The mean of a geometric distribution is
E(X) = \frac{1}{p} = \frac{1}{0.2} = 5

Compute the variance $\mathrm{Var}(X)$. Using the closed-form expression for the variance, we have:
\mathrm{Var}(X) = \frac{1 - p}{p^{2}} = \frac{0.8}{(0.2)^{2}} = \frac{0.8}{0.04} = 20
For a geometric distribution with $p = 0.2$, the mean is $E(X) = 5$ and the variance is $\mathrm{Var}(X) = 20$.
Connection between the geometric and exponential distributions
The geometric distribution is commonly viewed as the discrete analogue of the exponential distribution because both describe how long one must wait before an event occurs for the first time. The difference lies in how time is represented. In the geometric setting, time progresses in discrete steps, each corresponding to a Bernoulli trial with constant success probability $p$. The random variable $X$ counts how many such trials take place before the first success.
In continuous time, this role is played by the exponential distribution, where events occur at a constant rate $\lambda$. The waiting time $T$ until the first event is a continuous random variable with density
f(t;\lambda) = \begin{cases} \lambda e^{-\lambda t} & t > 0 \\\\ 0 & t \le 0 \end{cases}
Even though one distribution is discrete and the other continuous, they share a distinctive structural property: memorylessness. For the geometric distribution,
P(X > m + n \mid X > m) = P(X > n)
 and the exponential distribution satisfies the corresponding identity,
P(T > s + t \mid T > s) = P(T > t)
This property shows that the probability of waiting additional time does not depend on how long one has already waited. Among standard distributions, the geometric is the only discrete law with this feature, and the exponential is the only continuous one.
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What is the geometric mean?
The geometric mean belongs to the family of power means. Unlike the simple arithmetic mean, it is based on the product of the elements rather than their sum, making it especially useful for measuring average rates of growth, returns over time, or quantities that vary multiplicatively. It captures the central tendency of data that evolves through proportional or percentage changes, offering a more accurate representation than the arithmetic mean when dealing with ratios, indices, or compound phenomena.

In general form, the geometric mean is expressed as:
M_g = \left( \prod_{i=1}^{n} x_i \right)^{\frac{1}{n}}
where $x_1, x_2, \dots, x_n$ are positive values and $n$ is the total number of elements.
	  The geometric mean can only be applied to a set of values whose overall product is positive, since the calculation involves both multiplication and the extraction of a root.
	  Because it operates on products, the geometric mean is closely related to exponential growth.
	  The geometric mean is always less than or equal to the arithmetic mean.

Geometric mean logarithmic form
Another useful way to express the geometric mean is through its logarithmic form. In this representation, the geometric mean of a set of positive values $x_1, x_2, \ldots, x_n$ can be written as:
M_g = \exp\left(\frac{1}{n} \sum_{i=1}^{n} \ln x_i \right)
	  By taking logarithms, products are transformed into sums and exponents into multipliers, which greatly simplifies both computation and interpretation.
	  This formula shows that the geometric mean is the exponential of arithmetic mean of the logarithms of the data values.
	  The logarithmic form is especially convenient when dealing with numbers that span several orders of magnitude or when direct multiplication might cause computational issues.

Example 1
Let’s consider the following data set of five positive values:
$\mathbf{x_i}$
Values
$x_1$
2.0
$x_2$
3.5
$x_3$
4.0
$x_4$
5.5
$x_5$
6.0
In this case, $n = 5$. Substituting the values, we get:
M_g = (2.0 \times 3.5 \times 4.0 \times 5.5 \times 6.0)^{\frac{1}{5}}
M_g = (924)^{\frac{1}{5}} \approx 3.93
The geometric mean provides a sense of the typical multiplicative value within a dataset.While the arithmetic mean of these numbers is $(2.0 + 3.5 + 4.0 + 5.5 + 6.0)/5 = 4.2$, the geometric mean is slightly lower ($3.93$) because it gives less weight to higher values and more to lower ones.
Hence, the geometric mean of the series is approximately:
M_g \approx 3.93
Example 2
Let’s see how the geometric mean can be applied to determine the overall average return of a stock over a given period. In finance, investment returns combine multiplicatively rather than additively, each month’s performance compounds with the previous ones, influencing the total outcome in a nonlinear way. The geometric mean naturally reflects this compounding effect, offering a more accurate measure of an asset’s true average growth rate than the arithmetic mean.

In the following example, we’ll calculate the geometric mean of Tesla’s monthly returns for the first five months of 2025 to estimate its average monthly performance across the period.
Month (2025)
Return
January
+12.4%
February
–3.8%
March
+7.6%
April
+2.1%
May
+4.5%
When dealing with percentage returns, direct multiplication can quickly lead to very small or misleading values, especially when negative returns are involved. To handle this correctly, each percentage return $x_i$ is first converted into a growth factor by adding $1$ (that is, $1 + x_i$). These factors are then multiplied together, the $n$-th root is taken, and finally, 1 is subtracted to bring the result back to percentage form.
M_g = \left[ \prod_{i=1}^{n} (1 + x_i) \right]^{\frac{1}{n}} - 1

By considering the values for the five periods, we obtain:
\begin{align} M_g &= \left[(1.124) \times (0.962) \times (1.076) \times (1.021) \times (1.045)\right]^{\tfrac{1}{5}} - 1 \\[3pt] &= 1.0442 - 1 \\[3pt] &= 0.0442 \\[3pt] &= 4.42\% \end{align}
Therefore, the average monthly return of Tesla’s stock over the first five months of 2025 was approximately $4.4\%$.
Weighted geometric mean
In some cases, not all data points contribute equally to the overall result. The weighted geometric mean extends the idea of the standard geometric mean by assigning a weight $w_i$ to each observation $x_i$, reflecting its relative importance or frequency within the dataset. It is defined as:
M_{gw} = \left( \prod_{i=1}^{n} x_i^{w_i} \right)^{\frac{1}{\sum_{i=1}^{n} w_i}}
where $x_i > 0$ are the observed values and $w_i > 0$ are their associated weights.
	  The weighted geometric mean generalizes the simple geometric mean by introducing importance factors $w_i$.
	  It ensures that larger or more relevant observations have a stronger influence on the final result.
	  When all weights are equal, the weighted geometric mean reduces to the standard geometric mean.

Example 3
Let’s consider the same Tesla example as above, this time applying a set of arbitrary weights chosen according to the rationale shown in the note.
Month
Return
Weight
January
+12.4%
3
February
–3.8%
1
March
+7.6%
2
April
+2.1%
1
May
+4.5%
3
January, strong growth period, higher importance. February, Negative month, lower importance. March, partial recovery, medium weight. April, stable month, limited impact. May, positive performance, higher importance.

We now calculate the weighted geometric mean, taking into account the growth factors $(1 + x_i)$ and the corresponding weights $w_i$ assigned to each observation. We obtain:
\begin{align} M_{gw} &= \left[(1.124)^3 \times (0.962)^1 \times (1.076)^2 \times (1.021)^1 \times (1.045)^3\right]^{\tfrac{1}{10}} - 1 \\[3pt] &= (1.5566)^{0.1} - 1 \\[3pt] &= 1.0455 - 1 \\[3pt] &= 0.0455 \\[3pt] &= 4.55\% \end{align}
In this case, the exponent $\tfrac{1}{10}$ is obtained as the reciprocal of the sum of all weights.Since the weights assigned to each month are $w_i = {3, 1, 2, 1, 3}$, their total is $\sum w_i = 10$.
Therefore, after applying the chosen weights, Tesla’s weighted average monthly return for the first five months of 2025 was approximately $4.55\%$ slightly higher than the unweighted value due to the greater influence of months with positive performance.
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What is a geometric sequence
A sequence $a_n$ is called a geometric sequence (or geometric progression) if it consists of numbers arranged in such a way that the ratio between any term and the one before it is constant. It is characterized by terms of the form:
a_1, a_2, \ldots, a_n \quad \text{with} \quad \frac{a_n}{a_{n-1}} = r
	  By convention, the first term of a geometric progression is typically indexed with $n = 1$.
	  $r$ represents the ratio between two consecutive terms in a geometric progression, and it is known as the common ratio.
	  If $r > 1$, the progression is increasing (exponentially).
	  If $0 < r < 1$, the progression is decreasing toward zero.
	  If $r = 1$, the progression is constant.
	  If $r < 0$, the progression alternates in sign.

Let us consider, for example, the sequence with general term:
a_n = 3 \cdot 2^{n-1}
This sequence is a geometric progression starting at 3, where each term is obtained by multiplying the previous one by $r = 2$.
[image: ]

A geometric progression can also be defined recursively, meaning that each term is determined from the previous one. The recursive definition is given by:
\begin{cases} a_1 = a \\[0.5em] a_n = a_{n-1} \cdot r \quad \text{for } n \geq 2 \end{cases}
	  $a \in \mathbb{R}$ is the first term,
	  $r \in \mathbb{R}$ is the common ratio,
	  $a_n$ is the general term of the sequence.

[image: ]
A geometric progression exhibits a characteristic exponential growth pattern, where the ratio between consecutive terms remains constant, leading to rapid increases (or decreases) in magnitude.
An arithmetic progression, instead, exhibits a characteristic linear growth pattern, where the difference between consecutive terms remains constant, resulting in a steady increase (or decrease) over time.

In a geometric progression, each term $a_n$ is obtained by multiplying the first term $a_1$ by the common ratio $r$ raised to the power $(n - 1)$. This gives the general formula for the $n$-th term:
a_n = a_1 \cdot r^{n - 1} \quad \text{for } n \geq 1
This formula allows you to compute any term in the sequence directly, without knowing or listing all the previous ones.
The key difference between the explicit form and the recursive form of a sequence lies in how each term is defined:
	  In the explicit form, each term $a_n$ is directly defined as a function of $n$.
You can compute any term independently, without needing the previous ones.

	  In the recursive form, each term $a_n$ is defined based on one or more previous terms in the sequence. To compute a given term, you must first know the preceding ones.


Example
Let’s define a geometric sequence with first term $a_1 = 2$ and common ratio ( r = 3 ). We use the formula:
a_n = a_1 \cdot r^{n - 1}
Plug in the values:
a_n = 2 \cdot 3^{n - 1}
Now calculate the first few terms:
	  $a_1 = 2$
	  $a_2 = 2 \cdot 3^1 = 6$
	  $a_3 = 2 \cdot 3^2 = 18$
	  $a_4 = 2 \cdot 3^3 = 54$
	  $a_5 = 2 \cdot 3^4 = 162$

The resulting sequence is:
2,\\ 6,\\ 18,\\ 54,\\ 162,\\ \dots
Sum of $n$ terms of a geometric progression
The sum $S_n$ of the first $n$ terms $a_1, a_2, \dots, a_n$ of a geometric progression is given by the formula:
S_n = a_1 \cdot \frac{1 - r^n}{1 - r} \quad \text{for } r \neq 1
This formula allows you to quickly compute the total sum of a finite number of terms in a geometric progression. For example, consider the geometric progression:
2,\\ 4,\\ 8,\\ 16,\\ 32
We want to calculate the sum of the first 5 terms ($n = 5$). Using the formula, we have:
S_5 = 2 \cdot \frac{1 - 2^5}{1 - 2} = 2 \cdot \frac{1 - 32}{-1} = 2 \cdot 31 = 62
Limit behavior of a geometric sequence
Regarding the limits of a geometric sequence, we observe the following behavior:
	  It diverges to $+\infty$ if $r > 1$.
	  It is constant (that is, $a_n = a_0$ for every $n \in \mathbb{N}$) if $q = 1$, and thus $\lim_{n \to +\infty} a_n = a_0 = 1.$
	  It is infinitesimal if $|r| < 1$, meaning the terms approach zero.
	  It is oscillatory (irregular) if $r \leq -1$, due to alternating signs and unbounded growth.


The previously shown progression:
a_n = 2 \cdot 3^{n - 1}
diverges because the common ratio between its terms is $r = 3$, which satisfies $r > 1$. As a result, the terms grow exponentially and tend to $+\infty$ as \( n )\ increases.

Let us consider, for example, the geometric progression shown in the figure:
a_n = (-2)^{n - 1}
Expanding the sequence, we observe that the common ratio is $r = -2$, which satisfies $r \leq -1$. As a result, the sequence displays an irregular oscillatory behavior, alternating the sign of each term while the absolute values grow exponentially.
[image: ]
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Determine the nature of the following series and compute their sum.
-
\text{1. } \quad \sum_{n=1}^{\infty} \left( \sqrt{3} \right)^n
 solution
-
\text{2. } \quad \sum_{n=1}^{\infty} \left( 3k + 2 \right)^n
 solution
-
\text{3. } \quad \sum_{n=1}^{\infty} \left( 1 - 2 \cos x \right)^n
 solution
The proposed series are carefully designed to help you consolidate your understanding of geometric series. Try analyzing their behavior and computing their sums on your own before checking the provided solutions.
Exercise 1
Determine the nature of the following series and compute its sum.
\sum_{n=1}^{\infty} \left( \sqrt{3} \right)^n

The given series is a geometric series with common ratio $\sqrt{3}$. A geometric series converges if and only if the common ratio satisfies:
|r| < 1
In this case we have
r = \sqrt{3} \approx 1.732 > 1
Therefore, in this case, the series diverges.
Exercise 2
Determine the nature of the following series and compute its sum.
\sum_{n=1}^{\infty} \left( 3k + 2 \right)^n

The proposed series is a geometric series whose common ratio $3k + 2$ depends on the parameter $k$. Let us recall that a geometric series converges whenever its common ratio $r$ satisfies $|r| < 1$. Therefore, the condition for convergence is:
|3k + 2| < 1
We rewrite the absolute value inequality as a double inequality:
-1 < 3k + 2 < 1
Solving for $k$, we have:
-1 < 3k + 2 < 1
Subtract $2$ from all parts and divide by $3$. We obtain:
-3 < 3k < -1
-1 < k < -\frac{1}{3}
Therefore, the series converges when $k$ satisfies the above inequality. In this case, since the series starts at index $1$, the formula to compute the sum is:
\sum_{n=1}^{\infty} r^n = \frac{r}{1 - r}, \quad \text{for } |r| < 1
In the given case, the sum is:
S = \frac{3k + 2}{1 - (3k + 2)} = \frac{3k + 2}{-3k - 1}

Let us now determine the values for which the series diverges. A geometric series diverges when $|r| \geq 1$. In this case, we simply need to impose:
|3k + 2| \geq 1
which can be rewritten as:
3k + 2 \leq -1 \quad \text{or} \quad 3k + 2 \geq 1
From the previous inequalities, we conclude that the series is indeterminate for $k \leq -1$, while it diverges for $k \geq -\dfrac{1}{3}$.
To summarize:
	  the series converges for:

-1 < k < -\frac{1}{3} \quad S = \frac{3k + 2}{-3k - 1}
	  The series diverges for $k \geq -\dfrac{1}{3}$.

	  The series is indeterminate for $k \leq -1$.


Exercise 3
Determine the nature of the following series and compute its sum.
\sum_{n=1}^{\infty} \left( 1 - 2 \cos x \right)^n

The proposed series is a geometric series whose common ratio $1 - 2\cos x.$ The series involves a cosine function, so its convergence analysis must take into account the periodic nature of the trigonometric function. By applying the convergence criterion for geometric series, we impose ( |r| < 1 ):
|1 - 2\cos x| < 1
This gives the inequality:
-1 < 1 - 2\cos x < 1
Solving it, we obtain:
0 < \cos x < 1
Therefore, the series converges for:
x \in \left(2k\pi - \frac{\pi}{2}, 2k\pi\right), \quad \text{with } k \in \mathbb{Z}
Its sum is:
S = \frac{1 - 2\cos x}{1 - (1 - 2\cos x)} = \frac{1 - 2\cos x}{2\cos x}
Glossary
	  Geometric series: a series where each term after the first is found by multiplying the previous one by a fixed, non-zero number called the common ratio.

	  Common ratio $r$: the constant factor by which each term in a geometric series is multiplied to get the next term.

	  Convergence: the property of an infinite series where the sequence of its partial sums approaches a finite limit.

	  Divergence: the property of an infinite series where the sequence of its partial sums does not approach a finite limit (it may go to infinity, negative infinity, or oscillate).

	  Indeterminate: in the context of infinite series, a series that neither converges nor diverges to positive or negative infinity.

	  Sum of a geometric series: the finite value that a convergent infinite geometric series approaches as the number of terms goes to infinity. For a series starting at index 1:


\sum_{n=1}^{\infty} r^n = \frac{r}{1 - r}, \quad \text{for } |r| < 1
	  Absolute value: the non-negative value of a real number, ignoring its sign.
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From Equation to Parabola
The graphical representation of the related function $y = ax^2 + bx + c$, associated with a quadratic equation $ax^2 + bx + c = 0$, is a parabola. Its vertex corresponds to the maximum or minimum point of the curve, depending on the sign of the coefficient $a$: the vertex is a minimum if $a > 0$ and a maximum if $a < 0$. The shape and position of the parabola are determined by the values of the coefficients $a$, $b$, and $c$.
	  The coefficient $a$ controls the direction, width, and steepness of the parabola: larger absolute values of $a$ make the graph narrower, while smaller values make it wider.
	  The coefficient $b$ influences the horizontal position of the vertex.
	  The constant term $c$ determines the vertical shift of the entire curve.


If the parabola is expressed in standard form as $f(x) = ax^2 + bx + c$, then:
	  If $a > 0$, the parabola opens upward $\cup$ and has a minimum point.

	  If $a < 0$, the parabola opens downward $\cap$ and has a maximum point.

	  In both cases, the coordinates of the vertex are given by:


V = \left(-\frac{b}{2a},\\ f\left(-\frac{b}{2a}\right)\right)

If the parabola is expressed in the standard form $f(y) = ay^2 + by + c$, then:
	  If $a > 0$, the parabola opens to the right $\subset$.

	  If $a < 0$, the parabola opens to the left $\supset$.

	  In both cases, the vertex coordinates are given by:


V = \left(f\left(-\frac{b}{2a}\right),\\ -\frac{b}{2a}\right)
Vertex and symmetry in special cases
Graphically, a generic $y = ax^2 + bx + c$ parabola with its axis parallel to the y-axis looks like the following:
[image: ]
	  When $b = 0$ and $c \neq 0$ the equation becomes $y = ax^2 + c$. The parabola has its vertex at $V(0, c)$, and its axis of symmetry is the y-axis.

	  When Case: $c = 0$ and $b \neq 0$ the equation becomes $y = ax^2 + bx$. The parabola has its vertex at:


V \left( -\frac{b}{2a}, -\frac{b^2}{4a} \right)
 The parabola always passes through the origin ( 0, 0 ).
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What is the harmonic mean?
The harmonic mean belongs to the broader family of power means and plays a distinctive role whenever the data being analyzed combine reciprocally rather than additively. Instead of summing the observations, it takes the reciprocal of each value, computes their arithmetic mean, and then takes the reciprocal of that result.
This mean is particularly appropriate when averaging rates, ratios, or speeds, such as velocity, cost per unit, or productivity, cases where smaller values exert a stronger influence on the overall balance. While the arithmetic mean emphasizes larger numbers, the harmonic mean highlights the contribution of smaller ones, providing a more accurate picture when the data vary inversely with respect to a fixed total.

In general form, the harmonic mean is expressed as:
M_{-1} = \frac{n}{\displaystyle\sum_{i=1}^{n} \frac{1}{x_i}}
where $x_1, x_2, \ldots, x_n$ are the observed positive values and $n$ is the total number of elements in the dataset.
	  The harmonic mean gives greater weight to smaller values, making it suitable for datasets based on rates or proportional quantities.
	  It can only be calculated for positive, non-zero values because it involves taking the reciprocal of each observation.
	  It is always less than or equal to the geometric mean, which in turn is less than or equal to the arithmetic mean.
	  When data represent uniform measures of work or distance completed at varying speeds, the harmonic mean expresses the true average rate more accurately than other means.

The harmonic mean is often denoted as $M_{-1}$ because it represents a specific case within the Hölder mean family (or power means), corresponding to the exponent ( s = -1 ).
Example 1
To understand how the harmonic mean works in practice, let’s look at a simple situation involving average speed. Imagine a car that travels a road divided into two equal segments:
	  On the first half, the car moves at 60 km/h.
	  On the second half, it moves faster, at 90 km/h.

Even though the distance is the same, the time spent on each part of the trip is not. Because the slower speed takes more time, it has a greater influence on the overall average. That’s why using the arithmetic mean $(75 \text{ km/h})$ would give a misleading result, the correct approach is the harmonic mean.
Substituting the two speed values to the formula we obtain:
M_{-1} = \frac{2}{\frac{1}{60} + \frac{1}{90}} = \frac{2}{\frac{5}{180}} = \frac{360}{5} = 72
The harmonic mean accurately represents the true average rate when distances are equal, because it reflects the additional time spent at lower speeds. Its formulation captures the reciprocal relationship between the variables, recognizing that time varies inversely with velocity. In essence, the harmonic mean describes balance within rate-based or proportional data, offering a precise and unbiased measure whenever the values being averaged represent performance, efficiency, or speed rather than direct quantities.
Therefore, the harmonic mean speed for the trip is:
M_h = 72 \text{ km/h}
Example 2
Consider a scenario involving a machine that operates at different production rates over five equal time periods. Each period lasts the same amount of time, but the output rate, measured in units per minute, changes due to varying efficiency or workload conditions.
Period
Rate (units/minute)
1
10
2
12
3
8
4
15
5
9
Since each interval has the same duration, the correct way to find the overall average rate is through the harmonic mean, not the arithmetic one. This is because the slower periods have a stronger impact on the final result, reflecting the inverse relationship between time and rate.
Substituting the observed values we obtain:
\begin{align} M_{-1} &= \frac{5}{\frac{1}{10} + \frac{1}{12} + \frac{1}{8} + \frac{1}{15} + \frac{1}{9}} \\[3pt] &= \frac{5}{0.1 + 0.0833 + 0.125 + 0.0667 + 0.1111} \\[8pt] &= \frac{5}{0.4861} \approx 10.29 \end{align}
Hence, the harmonic mean rate of production is approximately:
M_{-1} \approx 10.3 \text{ units per minute}
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What is a harmonic series
The harmonic series is defined as the infinite sum:
\sum_{k=1}^{\infty} \frac{1}{k}
where each term is the reciprocal of a natural number. Despite the terms approaching zero, the series diverges, meaning the sum grows without bound. In particular, since the harmonic series is a series with positive terms, it can be shown that it diverges to positive infinity. In fact, since the series has positive terms, the limit of the sequence of its partial sums exists:
S = \lim_{n \to +\infty} s_n = \lim_{n \to +\infty} \sum_{k=1}^{n} \frac{1}{k}
At first glance, one might think that as $n \to \infty$, the terms of the harmonic series tend to zero and therefore the series itself might converge. However, this is a logical error: although the terms $\frac{1}{n}$ do approach zero, they do not do so fast enough for the series to converge.
[image: ]
Here is the graph of the partial sums of the harmonic series up to $n = 100.$ As can be seen, the curve rises slowly yet unceasingly, confirming that the series is divergent.

There are several ways to demonstrate that the harmonic series diverges. One approach involves using partial sums, as shown below:
\sum_{k=1}^{\infty} \frac{1}{k} = 1 + \frac{1}{2} + \left( \frac{1}{3} + \frac{1}{4} \right) + \left( \frac{1}{5} + \frac{1}{6} + \frac{1}{7} + \frac{1}{8} \right) + \cdots
Each group contains twice as many terms as the previous one. By observing that each group adds at least $\frac{1}{2}$ to the sum, we conclude that the overall series grows without bound:
\sum_{k=1}^{\infty} \frac{1}{k} = \infty
Hence, the harmonic series diverges.
Knowing how the harmonic series and its variants behave is useful, since the comparison test often lets us relate a complex series to a harmonic one to check whether it converges.
Generalized harmonic series (p-series)
Let’s consider a generalized version of the harmonic series, where the denominator is raised to a power $a$:
\sum_{k=1}^{\infty} \frac{1}{k^a}
This series, known as generalized harmonic series, has an additional feature compared to the standard harmonic series: its convergence or divergence depends on the value of the exponent $a$. We have:
	  If $a > 1$, the series converges.
	  If $a \leq 1$, the series diverges.


A necessary condition for the convergence of a series $\sum a_k$ is that the general term tends to zero:
\lim_{k \to \infty} a_k = 0.
If this condition is not satisfied, that is, if $\lim_{k \to \infty} a_k \neq 0$, then the series diverges. In the case of the generalized harmonic series with exponent $a \leq 1$, this condition fails. For example, when $a = 0$, the terms become constant $a_k = 1$, and:
\lim_{k \to \infty} \frac{1}{k^0} = \lim_{k \to \infty} 1 = 1 \neq 0.
Hence, the series diverges because its general term does not tend to zero.

When $a > 1$, we can apply the integral test to determine the convergence of the series. Consider the corresponding improper integral, we have:
\int_1^{\infty} \frac{1}{x^a} \, dx
Since $a > 1$, we have:
\int_1^{\infty} \frac{1}{x^a} \, dx = \lim_{t \to \infty} \int_1^t x^{-a} \, dx
By evaluating the integral at the endpoints, we obtain:
\lim_{t \to \infty} \left[ \frac{x^{1-a}}{1 - a} \right]_1^t = \lim_{t \to \infty} \left( \frac{t^{1 - a}}{1 - a} - \frac{1}{1 - a} \right)
Because $a > 1$, the exponent $1 - a < 0$, so $t^{1 - a} \to 0$. Therefore:
\int_1^{\infty} \frac{1}{x^a} \, dx = \frac{1}{a - 1}
which is finite. Hence the series converges for all $a > 1$.
Logarithmically modified harmonic series
Finally, let us consider the following series:
\sum_{k=2}^{\infty} \frac{1}{k (\log^\alpha k)}
This is a so-called logarithmically modified series, where the presence of the logarithmic term affects the rate at which the series converges or diverges. The convergence of the series depends on the exponent $\alpha$ in the logarithmic term:
	  If $\alpha > 1$, the series converges.
	  If $\alpha \leq 1$, the series diverges.

The summation starts at $k = 2$ to avoid the singularities at $k = 0$ (where $\log 0$ is undefined) and $k = 1$ (where $\log 1 = 0$, causing division by zero).

To demonstrate the convergence, we apply the improper integral test. We consider the function:
f(x) = \frac{1}{x (\log x)^\alpha}
which is positive, continuous, and decreasing for $x \geq 2$. We then evaluate the improper integral:
\int_2^{\infty} \frac{1}{x (\log x)^\alpha} \, dx
Using the substitution $u = \log x$, we get:
\int_2^{\infty} \frac{1}{x (\log x)^\alpha} \, dx = \int_{\log 2}^{\infty} \frac{1}{u^\alpha} \, du
This integral converges if and only if $\alpha > 1$. Therefore, by the integral test, the series converges if and only if $\alpha > 1$.
Example
Let us determine the nature of the following series:
\sum_{n=2}^{\infty} \frac{1}{n \sqrt{\log n}}

We observe that this series has the general form:
\sum_{n=2}^{\infty} \frac{1}{n (\log n)^\alpha}
with $\alpha = \frac{1}{2}$. This is known as a logarithmically modified harmonic series. According to known results, the series converges if and only if $\alpha > 1$.
Since $\alpha = \frac{1}{2} < 1$, the series diverges.
We conclude that the series diverges by comparison with a divergent harmonic series modified by a logarithmic term.
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What are homogeneous trigonometric equations
Homogeneous trigonometric equations are equations in which all terms involve trigonometric functions, such as sine and cosine, raised to the same degree. A first-degree homogeneous trigonometric equation is generally represented by the form:
a \sin x + b \cos x = 0
Each term in the equation is of degree $1$ and $a$ and $b$ are real coefficients. A general form of a first-degree trigonometric equation is:
a \sin x + b \cos x + c = 0
This equation is considered homogeneous when the constant term $c = 0$. Similar considerations apply to second-degree homogeneous trigonometric equations, which include only terms of second degree. These equations are generally written in the form:
a \sin^2 x + b \sin x \cos x + c \cos^2 x = 0
The definition can be generalized to equations of the third, fourth, fifth degree, and so on. In these cases, all terms must involve trigonometric functions raised to the same degree, ensuring the equation remains homogeneous.
Homogeneous equations of degree $n$ can be solved by dividing each term of the equation by $\cos^n x$, thereby transforming the equation into one expressed in terms of $\tan x$.
Example 1
Let’s solve the first-degree homogeneous trigonometric equation:
\sin x - \sqrt{3} \cos x = 0

Dividing the equation by $\cos x$, we obtain:
\frac{\sin x}{\cos x} - \sqrt{3} = 0
Since the ratio of sine to cosine equals the tangent, we can rewrite the equation in terms of $\tan x.$
\tan x = \sqrt{3}
Solving the equation we get the value:
x = \arctan(\sqrt{3}) = \frac{\pi}{3}
Since the tangent function is periodic with period $\pi$, the general solution is:
x = \frac{\pi}{3} + k\pi, \quad k \in \mathbb{Z}
Whenever trigonometric identities allow us to rewrite a trigonometric equation in homogeneous form, it is generally preferable to do so, as it can simplify the calculations and make the solution process more manageable.
Example 2
Let us now consider the second-degree trigonometric equation:
\sin^2 x + \sin 2x - \cos^2 x = 0
At first glance, this is not a homogeneous equation, because not all terms are of the same degree. In particular, $\sin 2x$ is a first-degree term, while $\sin^2 x$ and $\cos^2 x$ involve second-degree expressions. In an equation like this, we cannot proceed by dividing all terms by $\cos^2 x$, because the first-degree term does not transform into a useful expression for solving the equation. In fact, this method works only when all terms are of the same degree, as in homogeneous equations.

However, using trigonometric identities, specifically the double angle formula, we can rewrite $\sin(2x)$ as $2\sin(x)\cos(x)$. The equation then becomes:
\sin^2 x + 2\sin x \cos x - \cos^2 x = 0
In this way, we have transformed the original equation into a second-degree homogeneous trigonometric equation, which can now be solved by dividing all terms by $\cos^2 x$. The equation becomes:
\frac{\sin^2 x}{\cos^2 x} + \frac{2\sin x \cos x}{\cos^2 x} - \frac{\cos^2 x}{\cos^2 x} = 0

Simplifying each term, we obtain:
\tan^2 x + 2\tan x - 1 = 0
This is a quadratic equation in $\tan x$, and can now be solved using the quadratic formula. Let’s substitute $t = \tan x$. The equation becomes:
t^2 + 2t - 1 = 0
Using the quadratic formula, we have:
t = \frac{-2 \pm \sqrt{4 + 4}}{2} = \frac{-2 \pm 2\sqrt{2}}{2} = -1 \pm \sqrt{2}
The two solutions are:
t_1 = -1 + \sqrt{2}, \quad t_2 = -1 - \sqrt{2}

Substituting back $t = \tan x$, we obtain the solutions:
\tan x = -1 + \sqrt{2} \quad \text{and} \quad \tan x = -1 - \sqrt{2}
The general solutions are:
x_1 = \arctan(-1 + \sqrt{2}) + k\pi \quad k \in \mathbb{Z}
x_2 = \arctan(-1 - \sqrt{2}) + k\pi \quad k \in \mathbb{Z}
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Indeterminate forms
L’Hôpital’s rule is a method for evaluating certain limits that result in indeterminate forms. The theorem establishes a criterion for resolving the indeterminate form of the limit of one or more functions by utilizing their derivatives. By indeterminate forms, we refer to expressions of uncertainty such as:
\frac{0}{0} \quad \text{and} \quad \frac{\infty}{\infty}
These forms prevent the direct evaluation of a limit, as they signify cases where standard limit theorems alone are insufficient to determine the result and require additional analytical techniques.
Statement
According to l’Hôpital’s rule, if two functions, $f(x)$ and $g(x)$, are defined on a punctured neighbourhood $I$ of a point $x_0$, the following conditions must be satisfied:
	  $f(x)$ and $g(x)$ are differentiable in $I$, except possibly at $x_0$.
	  $g’(x) \neq 0$ for all $x \in I$, with $x \neq x_0$.
	  $\displaystyle \lim_{x \to x_0} f(x) = \lim_{x \to x_0} g(x) = 0$.
	  The following limit exists (finite or infinite):

\lim\limits_{x \to x_0} \frac{f’(x)}{g’(x)}
If the above conditions hold, then the following limit exists:
\lim\limits_{x \to x_0} \frac{f(x)}{g(x)} = \lim\limits_{x \to x_0} \frac{f’(x)}{g’(x)}
In simpler terms, if the quotient of two functions results in an indeterminate form, its limit can be determined by evaluating the limit of their derivatives as $x \to x_0$, provided that this latter limit exists.

The rule similarly applies to the indeterminate form $\infty/\infty$. Assume that $f(x) \to \infty$ and $g(x) \to \infty$ as $x \to x_0$, and that both functions are differentiable in a neighbourhood of $x_0$ with $g’(x) \neq 0$. If the limit of the quotient of the derivatives exists, then the original limit is equal to this value, as follows:
\lim_{x \to x_0} \frac{f(x)}{g(x)} = \lim_{x \to x_0} \frac{f’(x)}{g’(x)}
Proof
To prove the theorem, let us consider an arbitrary point $x \in I$ with $x > x_0$. We apply Cauchy’s theorem to $f(x)$ and $g(x)$. The theorem states that under certain conditions, there exists a point $c \in ]x_0, x[$ such that:
\frac{f’\left( c \right )}{g’\left( c \right)} = \frac{f(x) - f(x_0)}{g(x) - g(x_0)}

By hypothesis, we have $f(x_0) = g(x_0) = 0$. Therefore, $(1)$ becomes:
\frac{f’\left( c \right)}{g’\left( c \right)} = \frac{f(x)}{g(x)}

At this stage, the point $c$ is not fixed: it depends on $x$. More precisely, for each $x \neq x_0$, Cauchy’s Theorem guarantees the existence of a point $c = c(x)$ such that:
x_0 < c(x) < x \quad \text{if } x > x_0
x < c(x) < x_0 \quad \text{if } x < x_0
 Assume for instance that $x \to x_0^+$. Then, we have $0 < c(x) - x_0 < x - x_0.$ Since $x - x_0 \to 0$, by the Squeeze Theorem it follows that $c(x) - x_0 \to 0$ and therefore $c(x) \to x_0$. An analogous argument holds when $x \to x_0^-$. Hence, we conclude that:
\lim_{x \to x_0} \frac{f’(c(x))}{g’(c(x))} = \lim_{x \to x_0} \frac{f(x)}{g(x)}

If $f’(x)$ and $g’(x)$ are continuous at $x_0$, then their limits at the points $c$ and $x$ coincide. Therefore, the following equality holds:
\lim\limits_{x \to x_0} \frac{f’ \left( c \right)}{g’ \left(c \right)} = \lim\limits_{x \to x_0} \frac{f’(x)}{g’(x)}

Then we obtain what we wanted to prove:
\lim\limits_{x \to x_0} \frac{f(x)}{g(x)} = \lim\limits_{x \to x_0} \frac{f’(x)}{g’(x)}
Example 1
Let’s compute the following limit involving the sine function.
\lim_{x \to 0} \frac{\sin x}{x}

This is a fairly simple limit, but at first glance, it leads to an indeterminate form. Indeed, substituting $0$ for $x$, we get:
\frac{\sin 0}{0} = \frac{0}{0}
Because the functions meet the necessary conditions for l’Hôpital’s Rule, the limit of the quotient may be replaced with the limit of the ratio of their derivatives:
\lim_{x \to 0} \frac{\sin x}{x} = \lim_{x \to 0} \frac{(\sin x)'}{(x)'} = \lim_{x \to 0} \frac{\cos x}{1}
The conditions of the theorem are satisfied. Indeed, we have that $\sin(x)$ and $x$ are continuous functions at $x_0 = 0$, and $\sin(0) = 0,\, x\big|_{x=0} = 0$. Moreover, both functions are differentiable in an interval $I$ containing $0$, and the derivative of the denominator $g’(x)$, which in this case is simply $1$, is different from zero.

In this case, by evaluating the limit and computing $\cos(x)$, we find that the limit is equal to (1):
\lim_{x \to 0} \frac{\cos x}{1} = \frac{\cos(0)}{1} = \frac{1}{1} = 1
We can therefore conclude that:
\lim_{x \to 0} \frac{\sin x}{x} = \lim_{x \to 0} \frac{\cos x}{1} = 1
Example 2
Let us now consider a more complex scenario in which the expression results in an indeterminate form of the type $-\infty + \infty$. In these situations, the recommended approach is to rewrite the difference between the two functions as either a product or a quotient. This transformation allows the expression to be converted into one of the standard indeterminate forms to which L’Hôpital’s Rule applies, namely:
\frac{0}{0} \quad \text{or} \quad \frac{\infty}{\infty}

Let’s consider the following limit:
\lim_{x \to 0} \left(\frac{1}{\sin x} - \frac{2}{x}\right)
This limit leads to an indeterminate form of type $-\infty + \infty$. To apply L’Hôpital’s Rule$^*$, we must first rewrite it as a single fraction, thus obtaining an indeterminate form of type $\frac{0}{0}$ or $\frac{\infty}{\infty}$. We have:
\lim_{x \to 0}\left(\frac{1}{\sin x} - \frac{2}{x}\right) = \lim_{x \to 0}\frac{x - 2\sin x}{x\sin x}
Before applying the theorem, it is always necessary to verify that the initial conditions are satisfied.

Computing the derivative, the limit becomes:
\lim_{x \to 0} \frac{1 - 2\cos x}{\sin x + x\cos x}
Substituting $x = 0$ in the resulting expression yields $-1/0$, which means the limit diverges.
The result is:
\lim_{x \to 0} \frac{1 – 2\cos x}{\sin x + x\cos x} = -\infty
Generally, if the application of L’Hôpital’s Rule yields a limit that remains an indeterminate form, the rule may be applied repeatedly, provided the necessary conditions are met at each stage. At every iteration, it is essential to confirm that both the new numerator and denominator approach either $0$ or $\infty$.
Indeterminate products
The same principle illustrated in Example 2 can be applied when encountering indeterminate forms of the type $0 \cdot \infty$, arising from the product of two functions $f(x)\cdot g(x)$. In this case, to rewrite the expression in a form suitable for applying L’Hôpital’s Rule, it is sufficient to express the product as follows:
f(x)\cdot g(x) = \frac{f(x)}{\dfrac{1}{g(x)}} \quad\text{or}\quad f(x)\cdot g(x) = \frac{g(x)}{\dfrac{1}{f(x)}}

For example, consider the following limit:
\lim_{x \to 0^+} x \ln x
This expression represents an indeterminate form of type $0 \cdot \infty$. The product can be rewritten as a quotient:
\lim_{x \to 0^+} x \ln x = \lim_{x \to 0^+} \frac{\ln x}{\dfrac{1}{x}}
The resulting expression is now an indeterminate form of type $\dfrac{\infty}{\infty}$, which is suitable for the application of L’Hôpital’s Rule:
\lim_{x \to 0^+} \frac{\ln x}{\dfrac{1}{x}} = \lim_{x \to 0^+} \frac{(\ln x)'}{\left(\dfrac{1}{x}\right)'} = \lim_{x \to 0^+} \frac{\dfrac{1}{x}}{-\dfrac{1}{x^2}} = \lim_{x \to 0^+} (-x) = 0
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Introduction to conic sections
When introducing the parabola, we saw that when a plane intersects a cone, the resulting shape, when projected onto the plane, can be a circumference, a parabola, an ellipse, or a hyperbola. These curves are collectively referred to as conics. More formally, a conic is a second-degree algebraic curve in the plane. It is defined as the set of points $(x, y) \in \mathbb{R}^2$ that satisfy a general quadratic equation in the variables $x$ and $y$:
f(x, y) = a_{11}x^2 + 2a_{12}xy + a_{22}y^2 + 2a_{13}x + 2a_{23}y + a_{33} = 0
Here, the coefficients $a_{ij} \in \mathbb{R}$, and to ensure the curve is truly quadratic, we require that both $a_{11}$ and $a_{22}$ are nonzero.
What is a hyperbola
Given two fixed points in the plane, $F_1$ and $F_2$, a hyperbola is defined as the set of all points $P$ such that the absolute value of the difference between the distances from $P$ to each focus is constant. In other words:
\left| PF_1 - PF_2 \right| = \text{constant}
[image: Standard chart of a hyperbola.]
$F_1$ and $F_2$ are the foci of the hyperbola. The midpoint of the segment $\overline{F_1F_2}$ is called the center (which, in the figure, coincides with the origin of the Cartesian axes). The midpoint of the segment $\overline{F_1F_2}$ is called the center.

Only the x-axis (also called the focal or transverse axis) intersects the hyperbola at two real points: $A(a, 0)$ and $A’(-a, 0)$, known as the vertices. The y-axis does not intersect the hyperbola and is referred to as the non-transverse axis.
[image: Asymptotes of a hyperbola.]
The asymptotes of a hyperbola are straight lines that the curve approaches but never intersects. They represent the directions along which the branches of the hyperbola extend infinitely. In the case of a standard hyperbola centered at the origin, the asymptotes are given by the equations:
y = \pm \frac{b}{a}x
As $|x|$ increases, $|y|$ also increases, and the curve gets infinitely closer to the asymptotes.

When $P$ lies on one of the two vertices, for example, $(a, 0)$, the difference between the distances from $F_1$ and $F_2$ is exactly $2a$, and this value remains constant for all points on the hyperbola. Therefore, we have:
\left| \overline{PF_1} - \overline{PF_2} \right| = 2a
In the standard form, a hyperbola centered at the origin with a horizontal transverse axis is described by the equation:
\frac{x^2}{a^2} - \frac{y^2}{b^2} = 1
where $b^2 = c^2 - a^2$, with $b > 0$ and $c > a$ from which it follows that:
c = \sqrt{a^2 + b^2}
Why is the difference of distances to the foci always constant in a hyperbola?
Because that’s what defines it. A hyperbola is the set of all points for which the absolute difference of the distances to the two foci is exactly $2a$. Any point not satisfying this condition lies outside the curve and does not belong to the hyperbola.
Rectangular hyperbola
If in the canonical equation of a hyperbola we have $a = b$, the hyperbola is called a rectangular hyperbola. This condition makes the asymptotes perpendicular, forming right angles. When the foci lie on the $x$-axis, the equation of the rectangular hyperbola becomes:
\frac{x^2}{a^2} - \frac{y^2}{a^2} = 1 \quad \rightarrow \quad x^2 - y^2 = a^2
[image: Rectangular hyperbola graph.]
In the Cartesian plane, the bisectors of the quadrants are the two lines $y = x$ and $y = -x$, which symmetrically divide the space with respect to the axes.
Eccentricity
In a hyperbola, the eccentricity is defined as the ratio between the focal distance $c$ and the semi-transverse axis $a$. This value characterizes the opening of the hyperbola and is always greater than 1, so $e > 1$. That is:
e = \frac{c}{a} = \frac{\sqrt {a^2 + b^2}}{a}
[image: Eccentricity of a hyperbola. ]
Eccentricity describes how open a hyperbola is. When $e = 1$, the branches of the hyperbola are relatively narrow. As $e$ increases, the foci move farther from the center, and the branches open wider. The eccentricity does not depend on the size of the hyperbola, but on the ratio between distances: it is a pure measure of shape.
A bridge between circular and hyperbolic trigonometry
The equilateral hyperbola plays a central role in hyperbolic trigonometry. Just as the circular sine and cosine are defined using the unit circle, the hyperbolic sine and cosine arise from the geometry of the hyperbola:
x^{2} - y^{2} = 1
 Here a hyperbolic sector determines a parameter $x$, and the point $P$on the hyperbola associated with this sector has coordinates:
P_{x} = \cosh(x) = \frac{e^{x} + e^{-x}}{2}
P_{y} = \sinh(x) = \frac{e^{x} - e^{-x}}{2}
 This parallel between the circle and the hyperbola makes it clear that each curve gives rise to its own kind of trigonometric behaviour. The familiar circular functions have their hyperbolic counterparts, and the two settings fit together in a way that highlights the shared geometric idea behind both constructions.
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Introduction to the hypergeometric distribution
The hypergeometric distribution is a discrete probability distribution that describes the number of successes drawn from a finite population without replacement. Unlike the binomial distribution, where each trial is independent and the probability of success stays constant, the hypergeometric setting involves draws that change the composition of the population at every step. As a consequence, the probability of selecting a success varies after each extraction.
To formalize this scenario, we consider a finite population divided into two categories: successes and failures. A sample of fixed size is taken without replacement, and the random variable represents the number of successes observed in that sample. This model relies on the following assumptions:
	  The population has a fixed size, with a known number of successes and failures.
	  A sample of predetermined size is drawn from the population.
	  The draws are made without replacement.
	  Each draw results in selecting either a success or a failure.
	  The discrete random variable $X$ counts how many successes are observed in the sample.


Formally, the hypergeometric distribution is defined as:
P(X = x) = \frac{\binom{K}{x}\,\binom{N-K}{n-x}}{\binom{N}{n}}
where:
	  $N$ is the total size of the population.
	  $K$ is the number of successes in the population.
	  $N - K$ is the number of failures in the population.
	  $n$ is the sample size drawn without replacement.
	  $x$ is the number of observed successes.
	  $\binom{K}{x}$ is the binomial coefficient, which counts the number of ways to choose $x$ successes from the $K$ available.
	  $\binom{N-K}{n-x}$ counts the number of ways to choose the remaining items from the failures.
	  $\binom{N}{n}$ represents the total number of distinct samples of size $n$ that can be drawn from a population of size $N$.

This distribution is used when independence does not hold and the probability of success changes after each draw. It provides a reliable model for sampling from finite populations, as in quality control, where items are inspected without replacement from a batch with known numbers of defective and non-defective units.
Key features
-
\text{1. } \quad P(X = x) = \frac{\binom{K}{x}\,\binom{N-K}{\,n-x,}}{\binom{N}{n}} \quad x = 0,1,\dots,n
-
\text{2. } \quad \mu = E(X) = n\,\frac{K}{N}
-
\text{3. } \quad \sigma^{2} = \mathrm{Var}(X) = n\,\frac{K}{N}\left(1 - \frac{K}{N}\right)\frac{N-n}{N-1}
-
\text{4. } \quad \sigma = \sqrt{\,n\,\frac{K}{N}\left(1 - \frac{K}{N}\right)\frac{N-n}{N-1}\,}
Each expression summarizes a fundamental aspect of the hypergeometric distribution, capturing how it models the number of successes drawn without replacement, where its expected value lies, and how its variability is shaped by the sample size and the finite nature of the population.
Mean of the hypergeometric distribution
The mean, or expected value, of a hypergeometric distribution represents the average number of successes that can be expected when drawing a sample without replacement from a finite population. To compute the mean formally, we begin with the definition of the expected value:
\mu = E(X) = \sum_{x=0}^{n} x \, P(X = x)
Substituting the probability mass function of the hypergeometric distribution gives:
E(X) = \sum_{x=0}^{n} x \,\frac{\binom{K}{x}\,\binom{N-K}{\,n-x\,}}{\binom{N}{n}}
To simplify this expression, we use a combinatorial identity that connects two related binomial coefficients by reducing both the number of available successes and the sample size by one:
x\,\binom{K}{x} = K\,\binom{K-1}{\,x-1\,}
Applying this identity to the summation yields:
E(X) = \frac{K}{\binom{N}{n}} \sum_{x=1}^{n} \binom{K-1}{\,x-1\,}\binom{N-K}{\,n-x\,}
We now recognize that the summation corresponds to the total probability of a hypergeometric distribution with parameters $N-1$, $K-1$, and sample size $n-1$. Therefore, the summation equals:
\binom{N-1}{\,n-1\,}
Substituting this into the expression above gives:
E(X) = \frac{K}{\binom{N}{n}} \, \binom{N-1}{\,n-1\,}
Using the identity:
\frac{\binom{N-1}{\,n-1\,}}{\binom{N}{n}} = \frac{n}{N}
we obtain the final expression for the mean:
\mu = E(X) = n\,\frac{K}{N}
This result shows that the mean of a hypergeometric distribution depends on the sample size $n$ and on the proportion of successes in the population $K/N$. On average, we expect to observe a fraction $K/N$ of successes in any sample of size $n$, even though the draws are made without replacement.
Variance of the hypergeometric distribution
The variance of a hypergeometric distribution measures how much the number of observed successes is expected to vary around the mean value $\mu = n\,K/N$. While the mean describes the central tendency of the distribution, the variance quantifies its spread, that is, how concentrated or dispersed the outcomes are when sampling without replacement from a finite population. Formally, the variance is defined as:
\sigma^{2} = \mathrm{Var}(X) = E(X^{2}) - [E(X)]^{2}
To compute it, we recall that the hypergeometric experiment consists of drawing $n$ items without replacement from a finite population of size $N$ containing $K$ successes and $N-K$ failures. Although the draws are not independent, the variance can be derived by considering indicator variables for each draw. Let $X$ be the total number of successes in the sample, and let each draw be represented by an indicator variable:
X = X_{1} + X_{2} + \cdots + X_{n}
where $X_{i} = 1$ if the $I$-th draw is a success and $X_{i} = 0$ otherwise. Each indicator has expectation:
E(X_{i}) = \frac{K}{N}
and variance:
\mathrm{Var}(X_{i}) = \frac{K}{N}\left(1 - \frac{K}{N}\right)
However, because the sampling is done without replacement, each draw slightly changes the composition of the population. After a success is drawn, fewer successes remain, and after a failure is drawn, fewer failures remain. As a result, the draws influence one another, and the total variability is reduced compared with the binomial case. Taking this effect into account, the variance becomes:
\mathrm{Var}(X) = n\,\frac{K}{N}\left(1 - \frac{K}{N}\right)\frac{N-n}{\,N-1\,}
Therefore, the variance of the hypergeometric distribution is:
\sigma^{2} = n\,\frac{K}{N}\left(1 - \frac{K}{N}\right)\frac{N-n}{\,N-1\,}
This expression shows how the spread of the distribution depends not only on the proportion of successes $K/N$, but also on the fact that sampling is done without replacement.
Example 1
A batch contains 800 items, of which 12% are defective. An inspector selects a sample of 25 items for quality control. Determine the distribution of the random variable $X$ that counts the number of defective items found in the sample. Although this may look similar to a model with independent trials, the situation is different: once an item is selected, it is not placed back into the batch. The probability of drawing a defective item changes after each draw because the composition of the batch changes. For this reason, the draws are not independent.
The problem can be handled using basic combinatorial reasoning. The number of possible samples of 25 items that can be drawn from a batch of 800 is:
\binom{800}{25}
In the original batch, there are $0.12 \times 800 = 96$ defective items and $800 - 96 = 704$ non-defective items. The probability that the sample contains exactly $x$ defective items is:
P(X = x) = \frac{ \binom{96}{x}\, \binom{704}{25 - x} }{ \binom{800}{25} }
Thus, $X$ follows a hypergeometric distribution with parameters $N = 800$, $K = 96$, and $n = 25$.
Comparison with the binomial distribution
The hypergeometric distribution is often compared to the binomial distribution because both describe the number of successes observed in a fixed number of trials. The essential difference lies in the sampling scheme.
	  The binomial distribution assumes independent trials with a constant probability of success, as if each draw were taken from an infinite population or as if the sampled item were replaced before the next draw.
	  The hypergeometric distribution, instead, models sampling without replacement from a finite population, so each draw slightly changes the composition of the remaining items. As a consequence, the probability of success varies across draws and the outcomes are not independent.

Despite these differences, the two distributions are closely related. When the population size $N$ is large compared with the sample size $n$, the effect of removing a few items becomes negligible. In this case, the hypergeometric distribution is well approximated by a binomial distribution with parameter $p = K/N$:
\text{Hyp}(N, K, n) \;\approx\; \text{Bin}\\!\left(n, \frac{K}{N}\right)
This approximation highlights how the two models describe similar situations from different perspectives: the binomial focuses on idealized independent trials, while the hypergeometric captures the more realistic behavior of sampling from a finite population.

	  Sampling
Hypergeometric: without replacement
Binomial: with replacement or independent trials

	  Probability of success
Hypergeometric: changes after each draw
Binomial: remains constant

	  Independence
Hypergeometric: dependent draws
Binomial: independent trials

	  Population
Hypergeometric: finite population explicitly matters
Binomial: population treated as infinite or irrelevant

	  When it is used
Hypergeometric: batch sampling, quality control, card problems
Binomial: repeated Bernoulli experiments

	  Conceptual idea
Hypergeometric: removing items alters future probabilities
Binomial: each draw leaves probabilities unchanged
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Definition
Improper integrals are integrals in which either the interval of integration is unbounded, or the integrand becomes unbounded at one or more points, or both. In elementary calculus, the definite integral:
\int_a^b f(x)\,dx
is defined under the assumption that:
	  The interval $[a,b]$ is bounded.
	  The function $f$ is continuous or at least integrable on that interval.

However, many relevant problems in mathematics and applications naturally lead beyond these restrictions. We may encounter an unbounded interval, such as $(a,+\infty)$ or a function that becomes unbounded at one or more points of the interval. In such cases, the integral is called an improper integral. Its meaning is not immediate: it must be defined through a limiting process.
Improper integrals do not enlarge the class of Riemann integrable functions. They reinterpret problematic situations through limits of ordinary integrals. Convergence is a global property: it depends on how the function behaves near infinity or near a singularity, not just locally.
Why a limiting process? Consider applying the Fundamental Theorem of Calculus directly to the following integral:
\int_{-1}^{1} \frac{1}{x^2}\,dx
A naive calculation gives $\left[-x^{-1}\right]_{-1}^{1} = -2$, which is clearly wrong: the integrand is strictly positive, so the integral cannot be negative. The issue is that $1/x^2$ has a singularity at $x=0$, which lies inside the interval (the Fundamental Theorem does not apply here). This example shows that extending integration beyond its classical domain requires more than mechanical computation: it requires a definition built on limits.
Blindly applying the Fundamental Theorem of Calculus to an improper integral is not just imprecise; it can produce results that are not merely inaccurate, but mathematically nonsensical.
Improper integrals over unbounded intervals
Suppose $f$ is continuous on $[a,+\infty)$. The integral:
\int_a^{+\infty} f(x)\,dx
 is defined as the limit:
\int_a^{+\infty} f(x)\,dx \;:=\; \lim_{b \to +\infty} \int_a^b f(x)\,dx
provided that this limit exists and is finite. In other words, we integrate up to a finite upper bound $b$ and then let $b$ grow without bound:
[image: ]
	  If the limit exists and is finite, the integral is said to converge: the area under the curve accumulates to a well-defined value despite the unbounded domain.
	  If the limit does not exist or is infinite, the integral diverges: no finite value can be assigned to it.


The same idea applies when the lower limit is $-\infty$. For an integral of the form:
\int_{-\infty}^b f(x)\,dx
 the definition is symmetric:
\int_{-\infty}^b f(x)\,dx \;:=\; \lim_{a \to -\infty} \int_a^b f(x)\,dx
For integrals over the entire real line, neither endpoint is finite, so a single limit no longer suffices. Instead, we split the integral at an arbitrary point $c$ and handle each half separately:
\int_{-\infty}^{+\infty} f(x)\,dx
 is defined as:
\int_{-\infty}^{+\infty} f(x)\,dx = \int_{-\infty}^c f(x)\,dx + \int_c^{+\infty} \\! f(x)\,dx
 for some real $c$, provided both integrals converge separately. The result does not depend on the choice of $c$.
Example 1
To illustrate convergence, we compute the following integral:
\int_1^{+\infty} \frac{1}{x^2}\,dx
Following the definition, we replace the infinite upper limit with a finite bound $b$ and compute the resulting ordinary integral:
\int_1^b \frac{1}{x^2}\,dx = \int_1^b x^{-2}\,dx = \left[ -x^{-1} \right]_1^b = -\frac{1}{b} + 1
It remains to take the limit as $b \to +\infty$. As $b$ grows without bound, the term $\frac{1}{b}$ vanishes, and we obtain:
\lim_{b \to +\infty} \left(1 - \frac{1}{b}\right) =1
The limit exists and is finite, so we conclude:
\int_1^{+\infty} \frac{1}{x^2}\,dx = 1
 and the integral converges to $1$.
Example 2
We now consider a case where the limit fails to be finite. The integral:
\int_1^{+\infty} \frac{1}{x}\,dx
looks structurally similar to the previous one, but the behavior is fundamentally different. We compute:
\int_1^b \frac{1}{x}\,dx = \left[ \ln x \right]_1^b = \ln b
Taking the limit as $b \to +\infty$:
\lim_{b \to +\infty} \ln b = +\infty
The limit does not exist as a finite value, and therefore the integral diverges.
Improper integrals with infinite discontinuities
A second type of improper integral occurs when $f$ is unbounded at some point in the interval. Suppose $f$ is continuous on $(a,b]$, but becomes unbounded as $x \to a^+$. Then we define
\int_a^b f(x)\,dx := \lim_{t \to a^+} \int_t^b f(x)\,dx
provided the limit exists and is finite.

Symmetrically, if $f$ is continuous on $[a,b)$ but becomes unbounded as $x \to b^-$, we define:
\int_a^b f(x)\,dx := \lim_{t \to b^-} \int_a^t f(x)\,dx
If the singularity occurs at an interior point $c \in (a,b)$, the integral is split at $c$:
\int_a^b f(x)\,dx = \int_a^c f(x)\,dx + \int_c^b f(x)\,dx
provided both integrals converge separately.
Example 3
To illustrate the case of an infinite discontinuity, we compute an integral whose integrand blows up at one of the endpoints. Consider:
\int_0^1 \frac{1}{\sqrt{x}}\,dx
The function $\frac{1}{\sqrt{x}}$ is unbounded as $x \to 0^+$, so this is an improper integral of the second type. Following the definition, we remove the singularity by introducing a lower bound $t > 0$ and taking the limit as $t \to 0^+$:
\int_0^1 \frac{1}{\sqrt{x}}\,dx := \lim_{t \to 0^+} \int_t^1 x^{-1/2}\,dx
We compute the antiderivative:
\int x^{-1/2}\,dx = 2x^{1/2} + c
Evaluating over $[t,1]$:
\int_t^1 x^{-1/2}\,dx = 2 - 2\sqrt{t}
Taking the limit as $t \to 0^+$:
\lim_{t \to 0^+} (2 - 2\sqrt{t}) =2
 The limit exists and is finite, so the integral converges and equals $2$.
The $p$-Integral Test
A fundamental reference example is the family of integrals:
\int_1^{+\infty} \frac{1}{x^p}\,dx
where $p$ is a real parameter. The behavior of this integral depends entirely on $p$, and the result serves as a benchmark for comparing more complex integrands. For $p \neq 1$, we compute:
\int_1^b x^{-p}\,dx = \left[ \frac{x^{1-p}}{1-p} \right]_1^b = \frac{b^{1-p} - 1}{1-p}
 Taking the limit as $b \to +\infty$:
	  If $p > 1$, then $1-p < 0$, so $b^{1-p} \to 0$ and the integral converges to $\dfrac{1}{p-1}$.
	  If $p < 1$, then $1-p > 0$, so $b^{1-p} \to +\infty$ and the integral diverges.
	  If $p = 1$, the antiderivative is $\ln x$, and $\lim_{b\to+\infty} \ln b = +\infty$, so the integral diverges.

In summary:
\int_1^{+\infty} \frac{1}{x^p}\,dx \quad \text{converges if and only if } p > 1.

An analogous result holds near the origin. For the integral:
\int_0^1 \frac{1}{x^p}\,dx
 the singularity is now at $x = 0$, and the roles are reversed:
\int_0^{1} \frac{1}{x^p}\,dx \quad \text{converges if and only if } p < 1.
The $p$-integral test illustrates a fundamental principle: the convergence of an improper integral is governed by the rate at which the integrand decays or blows up. What ultimately matters is not the exact form of the function, but its asymptotic behavior near infinity or near the singular point. For this reason, powers of $x$ serve as natural comparison models in a wide range of convergence arguments.
Convergence and comparison
Directly computing an improper integral is not always feasible and often not even necessary. In many situations, what one needs to know is not the exact value of the integral, but simply whether it converges or diverges. Comparison principles make it possible to answer this question by looking at how the integrand behaves, rather than by finding its antiderivative.
The most immediate tool is the direct comparison test. Suppose $0 \le f(x) \le g(x)$ for all $x \ge a$.
	  If $\int_a^{+\infty} g(x)\,dx$ converges, so does $\int_a^{+\infty} f(x)\,dx$
	  If $\int_a^{+\infty} f(x)\,dx$ diverges, so does $\int_a^{+\infty} g(x)\,dx$

The reasoning is elementary: if a larger function accumulates only a finite area, a smaller one certainly cannot do worse; conversely, if a smaller function already forces the area to grow without bound, a larger one has no hope of staying finite.

A pointwise bound is not always easy to establish, and this is where the limit comparison test becomes useful. If $f(x), g(x) > 0$ and:
\lim_{x \to +\infty} \frac{f(x)}{g(x)} = L \quad \text{with} \quad 0 < L < +\infty
then $\int_a^{+\infty} f(x)\,dx$ and $\int_a^{+\infty} g(x)\,dx$ either both converge or both diverge. When two functions are asymptotically equivalent, convergence of one implies convergence of the other, and the same holds for divergence. In practice, the reference of choice is almost always a power $1/x^p$, whose behavior is fully characterized by the $p$-integral test.
Example 4
To illustrate the limit comparison test, consider the integral:
\int_1^{+\infty} \frac{1}{x^2 + 1}\,dx
Finding an explicit antiderivative is possible here, it involves $\arctan x$, but the point of the example is different: we want to establish convergence without computing the integral, purely by comparing asymptotic rates. For large $x$, the term $+1$ in the denominator becomes negligible relative to $x^2$, so the integrand behaves like $1/x^2$. To make this precise, we compute the limit:
\lim_{x \to +\infty} \frac{\dfrac{1}{x^2+1}}{\dfrac{1}{x^2}} = \lim_{x \to +\infty} \frac{x^2}{x^2+1} =1
The limit is finite and strictly positive. By the limit comparison test, $\int_1^{+\infty} \frac{1}{x^2+1}\,dx$ and $\int_1^{+\infty} \frac{1}{x^2}\,dx$ either both converge or both diverge.
Since the latter converges by the $p$-integral test with $p = 2 > 1$, we conclude that
\int_1^{+\infty} \frac{1}{x^2+1}\,dx
 converges as well.
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Introduction
Understanding the behavior of functions is fundamental in mathematics. Depending on how their output values change with respect to the input, functions can be classified as:
	  increasing
	  decreasing
	  monotonic

These characteristics are closely tied to the geometry of their graphs in the Cartesian plane, revealing whether a function rises, falls, or maintains a consistent directional trend.

Let $y = f(x)$ be a function defined on a domain $X \subseteq \mathbb{R}$. We say that $f$ is strictly increasing on an interval $I \subseteq X$ if, for any two values $x_1, x_2 \in I$ such that $x_1 < x_2$, the following condition holds:
f(x_1) < f(x_2)
[image: ]
This means that as the input $x$ increases within the interval $I$, the output $f(x)$ also strictly increases, without any flat or decreasing segments.

Let $y = f(x)$ be a function defined on a domain $X \subseteq \mathbb{R}$. We say that $f$ is strictly decreasing on an interval $I \subseteq X$ if, for any two values $x_1, x_2 \in I$ such that $x_1 < x_2$, the following condition holds:
f(x_1) > f(x_2)
[image: ]
This means that as the input $x$ increases within the interval $I$, the output $f(x)$ strictly decreases, with no flat or increasing sections.

A function with domain $X \subseteq \mathbb{R}$ is said to be strictly monotonic on an interval $I \subseteq X$ if it is either strictly increasing or strictly decreasing throughout the entire interval $I$, with no change in direction or flat segments. In other words, the function maintains a consistent trend, either upward or downward, across $I$.
To summarize: let $X \subseteq \mathbb{R}$, and let $x_1, x_2 \in X$ with $x_1 < x_2$. Then the function $f : X \to \mathbb{R}$ is said to be:
	  Increasing: if $f(x_1) \leq f(x_2)$.
	  Strictly increasing: if $f(x_1) < f(x_2)$.
	  Decreasing: if $f(x_1) \geq f(x_2)$.
	  Strictly decreasing: if $f(x_1) > f(x_2)$.
	  (Strictly) monotonic: if the function is either (strictly) increasing or (strictly) decreasing.

Derivatives and monotonic behavior
We know that derivatives are used to describe the shape and graph of functions. In particular, the first derivative of a function, $f’(x)$, can indicate the intervals where the original function $f(x)$ is increasing and where it is decreasing.
In general, given a function $y = f(x)$ that is continuous on an interval $I$ and differentiable at the interior points of $I$:
	  If $f’(x) > 0$ for every $x$ in the interior of $I$, then $f(x)$ is increasing on $I$.
	  If $f’(x) < 0$ for every $x$ in the interior of $I$, then $f(x)$ is decreasing on $I$.
	  If $f’(x) = 0$ for every $x$ in the interior of $I$, then $f(x)$ is constant on $I$.


To demonstrate these properties, we use the Lagrange’s Theorem. Let’s imagine having two points $a$ and $b$ $\in I$ with $a < b$. Next, let us consider a point $c$ belonging to the interval $]a, b[$.
[image: ]
By the Lagrange’s Theorem, we have:
f^{\prime}\left (c \right ) = \frac{f(b) - f(a)}{b - a}
Since we have $b - a > 0$ and $f’\left (c \right) > 0$, it follows that $f(b) - f(a) > 0$, which implies $f(b) > f(a)$. Since $a$ and $b$ are arbitrary points in $I$, the function is increasing on $I$.
Similarly, considering the opposite case, since we have $b - a > 0$ and $f’\left( c \right) < 0$, it follows that $f(b) - f(a) < 0$, which implies $f(b) < f(a)$. Since $a$ and $b$ are arbitrary points in $I$, the function is decreasing on $I$.
Example 1
Let us consider the function:
f(x) = \frac{x^4}{4} - \frac{x^2}{2}

Let us compute its derivative:
f’(x) = x(x^2 - 1)
Let us find the intervals where the derivative is greater than zero. We have:
x > 0
x^2 - 1 > 0 \implies x < -1 \text{ or } x > 1
By multiplying the signs of the first and second factors, we obtain the intervals where the derivative is positive.
-1
0
1
$x > 0$
$\boldsymbol{-}$
$\boldsymbol{-}$
$\boldsymbol{+}$
$\boldsymbol{+}$
$x^2 - 1 > 0$
$\boldsymbol{+}$
$\boldsymbol{-}$
$\boldsymbol{-}$
$\boldsymbol{+}$
f’(x)
$\boldsymbol{-}$
$\boldsymbol{+}$
$\boldsymbol{-}$
$\boldsymbol{+}$
Therefore, the derivative $x(x^2 - 1)$ is positive for:
x \in (-1,0) \cup (1,+\infty)
For the sake of completeness, we recall that the sign analysis of a function, as in the given example, requires examining the signs of its individual factors and determining the overall sign for each interval by computing the product of these signs.

Graphically, its behavior is as follows:
[image: ]
Therefore, the function is increasing in the interval $(-1,0) \cup (1,+\infty)$ and decreasing in the interval $(-\infty, -1) \cup (0,1)$.
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What are indeterminate forms?
When working with limits, we will often come across expressions like these:
\frac{0}{0} \qquad \frac{\infty}{\infty} \qquad 0 \cdot \infty \qquad \infty - \infty
1^{\infty} \qquad 0^{0} \qquad \infty^{0}
These are called indeterminate forms because the value of the limit cannot be determined just by looking at them. Different functions can produce the same symbolic form yet lead to completely different results. In this section, we will see what these forms mean, why they are called indeterminate, and how to work with them.
In simple terms, an indeterminate form does not stand for a specific number. It indicates that direct substitution is not sufficient to find the limit. For example, suppose we have two functions, $f(x)$ and $g(x)$, both of which tend to zero as $x$ approaches some value $a$:
\lim_{x \to a} f(x) = 0 \qquad \text{and} \qquad \lim_{x \to a} g(x) = 0
If we try to find the limit of their ratio, direct substitution leads to:
\lim_{x \to a} \frac{f(x)}{g(x)} \to \frac{0}{0}
This is where the problem begins. That notation alone does not tell us how the ratio will behave. Depending on how $f(x)$ and $g(x)$ approach zero, the limit could be any finite number, zero, infinity, or it might not exist at all. The indeterminate form does not resolve the problem, it signals that further analysis is required.

Prior to analyzing each form, three key considerations should be noted:
	  An indeterminate form does not represent a specific number.
	  It does not signify an equality.
	  It serves as a label describing the limiting behaviour of the involved expressions.

The form $\frac{0}{0}$
This is the indeterminate form you will encounter most often. It usually shows up when both the numerator and denominator become zero at the same value. Often, you can simplify the expression using algebra before finding the limit. For example:
\lim_{x \to 2} \frac{x^2 - 4}{x - 2}
Direct substitution gives $\dfrac{0}{0}$. Factoring the numerator, we obtain:
x^2 - 4 = (x - 2)(x + 2)
so for $x \neq 2$:
\frac{x^2 - 4}{x - 2} = x + 2
Thus we obtain:
\lim_{x \to 2} \frac{x^2 - 4}{x - 2} = 4
Once we simplify and see the underlying structure, the indeterminate form goes away. In more advanced problems, we can use L’Hôpital’s Rule to resolve this type of limit, as long as the conditions for the rule are met.
The form $\dfrac{\infty}{\infty}$
This form arises when both numerator and denominator diverge. For example, consider the following limit:
\lim_{x \to \infty} \frac{3x^2 + 1}{2x^2 - 5}
Direct substitution gives $\dfrac{\infty}{\infty}$. To resolve this, we factor out the highest power of $x$:
\begin{align} \frac{3x^2 + 1}{2x^2 - 5} &= \frac{x^2(3 + 1/x^2)}{x^2(2 - 5/x^2)} \\[6pt] &= \frac{3 + 1/x^2}{2 - 5/x^2} \end{align}
As $x \to \infty$, the terms $1/x^2$ and $5/x^2$ vanish, so the limit becomes:
\lim_{x \to \infty} \frac{3x^2 + 1}{2x^2 - 5} = \frac{3}{2}
Once again, just looking at the symbols is not enough. The way the terms behave for large values of $x$ determines the answer.
The form $0 \cdot \infty$
This form arises when one factor approaches zero while the other increases without bound. For example:
\lim_{x \to 0^+} x \ln x
As $x$ approaches zero from the right, $\ln x$ becomes increasingly negative, so the product takes the form $0 \cdot (-\infty)$. To resolve this, we rewrite the expression as a ratio:
x \ln x = \frac{\ln x}{1/x}
Now, as $x \to 0^+$ we have that:
\ln x \to -\infty \qquad \frac{1}{x} \to +\infty
so we obtain the form $\dfrac{-\infty}{+\infty}$, which can be resolved using asymptotic comparison or L’Hôpital’s Rule.
The result is:
\lim_{x \to 0^+} x \ln x = 0
The key step is to transform the product into a quotient, which brings the problem back to a more familiar form.
The form $\infty - \infty$
This form can hide how divergent quantities cancel each other out. For example, consider the following limit:
\lim_{x \to \infty} \left( \sqrt{x^2 + x} - x \right)
Both terms grow without bound, which gives the form $\infty - \infty$. To resolve this, we rationalise the expression by multiplying and dividing by the conjugate:
\begin{align} \sqrt{x^2 + x} - x &= \frac{\left(\sqrt{x^2 + x} - x\right)\left(\sqrt{x^2 + x} + x\right)}{\sqrt{x^2 + x} + x} \\[6pt] &= \frac{x^2 + x - x^2}{\sqrt{x^2 + x} + x} \\[6pt] &= \frac{x}{\sqrt{x^2 + x} + x} \end{align}
Next, we factor $x$ from the denominator:
\begin{align} \frac{x}{\sqrt{x^2 + x} + x} &= \frac{x}{x\left(\sqrt{1 + 1/x} + 1\right)} \\\\ &= \frac{1}{\sqrt{1 + 1/x} + 1} \end{align}
Taking the limit as $x \to \infty$:
\lim_{x \to \infty} \frac{1}{\sqrt{1 + 1/x} + 1} = \frac{1}{\sqrt{1} + 1} = \frac{1}{2}
After simplifying, the apparent divergence disappears and the limit turns out to be finite.
Rationale for using the conjugate
In the analysis of the form $\infty - \infty$, the conjugate is employed — an expression identical to the original except that the sign between its terms is reversed. The rationale for this approach is examined below. Consider the limit:
\lim_{x \to \infty} \left(\sqrt{x^2 + 2x + 3} - x\right)
Both terms increase without bound; thus, direct substitution results in the indeterminate form $\infty - \infty$. The primary issue is not divergence itself, but rather that the two quantities grow at the same leading order. Their subtraction conceals a potential cancellation of dominant terms. If the expression remains unaltered, it is not possible to determine what remains after the dominant components offset each other. Multiplying and dividing by the conjugate makes this cancellation explicit:
\begin{align} \frac{\left(\sqrt{x^2 + 2x + 3} - x\right)\left(\sqrt{x^2 + 2x + 3} + x\right)}{\sqrt{x^2 + 2x + 3} + x} &= \frac{x^2 + 2x + 3 - x^2}{\sqrt{x^2 + 2x + 3} + x} \\[6pt] &= \frac{2x + 3}{\sqrt{x^2 + 2x + 3} + x} \end{align}
The original difference is now expressed as a quotient. The leading term $x^2$ is eliminated, and the remaining expression can be further analysed by factoring $x$ from both numerator and denominator:
\begin{align} \frac{2x + 3}{\sqrt{x^2 + 2x + 3} + x} &= \frac{x\left(2 + 3/x\right)}{x\left(\sqrt{1 + 2/x + 3/x^2} + 1\right)} \\[6pt] &= \frac{2 + 3/x}{\sqrt{1 + 2/x + 3/x^2} + 1} \end{align}
As $x \to \infty$, the terms $3/x$, $2/x$ and $3/x^2$ all approach zero, and the limit simplifies to:
\lim_{x \to \infty} \left(\sqrt{x^2 + 2x + 3} - x\right) = \frac{2}{1 + 1} = 1
The use of the conjugate exposes the cancellation of dominant terms and reveals the true order of growth of the expression. The leading $x^2$ terms cancel, and the behaviour is governed by lower-order terms. This perspective connects naturally with Big O and little-o notation, where limits are understood by comparing relative growth rates.
Exponential indeterminate forms
When working with limits that involve exponential expressions, three additional indeterminate forms can appear:
1^{\infty} \qquad 0^{0} \qquad \infty^{0}
These arise in expressions of the form:
\lim_{x \to a} F(x)^{G(x)}
where base and exponent behave in conflicting ways. As with the other indeterminate forms, the symbolic appearance alone is not enough to determine the outcome. To handle these cases, we use the logarithmic transformation. Taking the logarithm converts the exponential structure into a product, which can then be rewritten as a ratio and resolved using methods such as L’Hôpital’s Rule. The procedure is as follows. Suppose we want to compute:
L = \lim_{x \to a} F(x)^{G(x)}
Taking the natural logarithm of both sides we obtain:
\ln L = \lim_{x \to a} G(x) \ln F(x)
This reduces the problem to a limit of the form $0 \cdot \infty$ or $\dfrac{0}{0}$, both of which we already know how to handle. Once $\ln L$ is found, we recover the original limit as $L = e^{\ln L}$. As a concrete example, consider:
\lim_{x \to 0} (1 + x)^{1/x}
This has the form $1^{\infty}$. Setting $L$ equal to the limit and taking the logarithm:
\ln L = \lim_{x \to 0} \frac{\ln(1 + x)}{x}
This is now a $\dfrac{0}{0}$ form. Applying L’Hôpital’s Rule, we differentiate numerator and denominator separately:
\lim_{x \to 0} \frac{\ln(1 + x)}{x} = \lim_{x \to 0} \frac{1/(1+x)}{1} = 1
Therefore we obtain:
L = e^{1} = e
The exponential form contains a hidden quotient structure. Applying a logarithmic transformation makes this structure easier to see.
All seven indeterminate forms share a fundamental limitation: the symbolic expression alone does not determine the value of the limit. The critical factor is always the relative rate at which the quantities involved grow or diminish. Recognising the indeterminate form is only the initial step, determining the limit requires a closer analysis of the functions involved.
Structural reduction of indeterminate forms
\dfrac{0}{0}
Factor and simplify, or apply L’Hôpital’s Rule
\dfrac{\infty}{\infty}
Factor out the dominant term, or apply L’Hôpital’s Rule
0 \cdot \infty
Rewrite as $\dfrac{0}{1/\infty}$ or $\dfrac{\infty}{1/0}$ to obtain $\dfrac{0}{0}$ or $\dfrac{\infty}{\infty}$
\infty - \infty
Multiply by the conjugate, or find a common denominator
1^{\infty}
Take the logarithm and reduce to $0 \cdot \infty$
0^{0}
Take the logarithm and reduce to $0 \cdot \infty$
\infty^{0}
Take the logarithm and reduce to $0 \cdot \infty$
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Technique
The structure of the entry is shown in the conceptual map, where each branch represents a core component and the sub-nodes highlight the specific notions discussed.
Easy
4
Requires
0
Enables
The following concepts, Absolute Value, Linear Inequalities, Properties of Real Numbers, Systems of Inequalities, are required as prerequisites for this entry.
Introduction
The absolute value of a real number $x$ is defined as follows:
|x| = \begin{cases} +x & \text{if } x \geq 0 \\[6pt] -x & \text{if } x < 0 \end{cases} \, \forall \, x \in \mathbb{R}
Geometrically, $|x|$ represents the distance of $x$ from the origin on the real line, and more generally $|x - a|$ represents the distance between $x$ and the point $a$. This geometric interpretation is often the most natural way to understand inequalities involving absolute value, and it will guide the intuition behind the solution methods discussed below.

The properties that underlie the resolution of such inequalities are the following. For every real number $k > 0$ and every real expression $f(x)$, the following equivalences hold:
	  $|f(x)| \leq k \quad$ if $-k \leq f(x) \leq k.$

	  $|f(x)| \geq k \quad$ if $f(x) \leq -k \,$ or $\, f(x) \geq k.$


The same equivalences extend naturally to the strict inequality cases, replacing $\leq$ with $<$ and $\geq$ with $>$. When $k = 0$, the inequality $|f(x)| \leq 0$ is satisfied only when $f(x) = 0$, since the absolute value is always non-negative. For $k < 0$, the inequality $|f(x)| \leq k$ has no solution for any $x$.
An alternative method, applicable whenever the expression inside the absolute value is linear, consists in analysing the sign of the argument by means of its piecewise definition. One identifies the point at which the argument vanishes, divides the real line into the two corresponding half-lines, and rewrites the inequality separately on each of them, removing the absolute value. The partial solutions are then collected by union.
Solving an inequality involving absolute value follows the same principle as solving an equation with absolute value: one applies the defining properties of the absolute value function to remove it algebraically, reducing the problem to a set of ordinary inequalities to be solved and combined.
The triangle inequality
A fundamental result closely related to inequalities with absolute value is the triangle inequality. For any two real numbers $a$ and $b$, the following relation holds:
|a + b| \leq |a| + |b|
This inequality states that the absolute value of a sum never exceeds the sum of the absolute values. Its proof and a detailed discussion of its consequences are presented in the entry on the absolute value.
The result is worth keeping in mind when working with expressions involving sums of absolute values, as it provides an immediate upper bound that can simplify estimates without requiring a full case-by-case analysis.
Example 1
Consider the following simple inequality:
|x - 3| \leq 5
Applying the fundamental property for the case $\leq$, one obtains a system of two simultaneous inequalities:
-5 \leq x - 3 \leq 5
To isolate $x$, one adds $3$ to all three members of the compound inequality. This operation is admissible because adding the same quantity to both sides of an inequality does not alter its direction.
-5 + 3 \leq x \leq 5 + 3
-2 \leq x \leq 8
Representing the values obtained on the real line gives the following picture:
-2
8
The highlighted row represents the intersection of the two conditions: the solution is the set of values of $x$ for which both inequalities are simultaneously satisfied. The solution is therefore the closed interval $[-2,\, 8]$.
The solution is therefore the closed interval $[-2,\, 8]$.
Example 2
Consider the following inequality:
|2x + 1| > 3
Applying the fundamental property for the case $>$, the inequality splits into two alternative conditions, each of which must be satisfied independently.
2x + 1 < -3
2x + 1 > 3
Resolving the first condition, subtracting $1$ from both sides gives $2x < -4$, and dividing by $2$ yields $x < -2$. Since the divisor is positive, the direction of the inequality is preserved.
Resolving the second condition in the same way and subtracting $1$ gives $2x > 2$, and dividing by $2$ yields $x > 1$.
Representing the values obtained on the real line gives the following picture:
-2
1
As in the case seen previously, the highlighted row represents the union of the two conditions: the solution is the set of values of $x$ for which at least one of the two inequalities is satisfied.
The solution is therefore the union of open intervals $(-\infty,\, -2) \cup (1,\, +\infty)$.
Example 3
Consider the following inequality, in which two distinct absolute values appear:
|x + 1| + |x - 2| > 4
When an inequality contains more than one absolute value, the most systematic approach is to partition the real line according to the zeros of the arguments. The expressions $x + 1$ and $x - 2$ vanish at $x = -1$ and $x = 2$ respectively, giving three regions to be analysed separately.

Case $x < -1$. In this region $x + 1 < 0$ and $x - 2 < 0$, so both arguments are negative and the absolute value reverses their sign. The inequality becomes the following:
-(x + 1) + (-(x - 2)) > 4
-x - 1 - x + 2 > 4
-2x + 1 > 4
Subtracting $1$ from both sides gives $-2x > 3$. Dividing by $-2$ and reversing the direction of the inequality, since the divisor is negative, one obtains the following:
x < -\frac{3}{2}
This condition must hold within the region $x < -1$. Since $-\frac{3}{2} < -1$, the condition $x < -\frac{3}{2}$ is the more restrictive of the two, and the intersection with $x < -1$ reduces to $x < -\frac{3}{2}$. The contribution of this case is therefore $\left(-\infty,\, -\frac{3}{2}\right)$.

Case $-1 \leq x < 2$. In this region $x + 1 \geq 0$ and $x - 2 < 0$. The inequality becomes the following:
(x + 1) + (-(x - 2)) > 4
x + 1 - x + 2 > 4
3 > 4
This is a contradiction, which holds for no value of $x$. Case II therefore yields no solution.

Case $x \geq 2$. In this region $x + 1 > 0$ and $x - 2 \geq 0$, so both arguments are non-negative and the absolute value leaves them unchanged. The inequality becomes the following:
(x + 1) + (x - 2) > 4
2x - 1 > 4
Adding $1$ to both sides gives $2x > 5$, and dividing by $2$ yields the following:
x > \frac{5}{2}
Intersecting with $x \geq 2$: since $\frac{5}{2} > 2$, the effective condition is $x > \frac{5}{2}$. The contribution of this case is therefore $\left(\frac{5}{2},\, +\infty\right)$.

Collecting the contributions from all three cases, the partial solutions obtained on each region of the real line are plotted below.
-\frac{3}{2}
\frac{5}{2}
The union of the two open half-lines gives the complete solution set.
The solution of the inequality is therefore:
\left(-\infty,\, -\frac{3}{2}\right) \cup \left(\frac{5}{2},\, +\infty\right)
Example 4
We now consider a more involved case, in which the right-hand side of the inequality is not a fixed number but a real parameter $k$. The structure of the solution set depends on the value of $k$, and a complete discussion requires treating several cases separately. Consider the following inequality:
|x - 1| > k
The behaviour of the solution changes substantially depending on whether $k$ is negative, zero, or positive, and this is what we set out to determine.

Case $k < 0$. Since the absolute value is always non-negative, the left-hand side satisfies $|x - 1| \geq 0 > k$ for every real $x$. The inequality is therefore satisfied by all real numbers, and the solution is $\mathbb{R}$.

Case $k = 0$. The inequality reduces to $|x - 1| > 0$, which holds for every $x$ except the point where the absolute value vanishes. Since $|x - 1| = 0$ if and only if $x = 1$, the solution is $\mathbb{R} \setminus {1}$.

Case $k > 0$. Applying the fundamental property for the case $>$, the inequality splits into two alternative conditions:
x - 1 < -k
x - 1 > k
Adding $1$ to both sides of each condition yields the following:
x < 1 - k \qquad \text{or} \qquad x > 1 + k

Representing the solution on the real line gives the following picture:
1-k
1+k
Note that as $k \to 0^+$ the two boundary points $1 - k$ and $1 + k$ approach $1$ from opposite sides, and the solution set approaches $\mathbb{R} \setminus \{1\}$, consistently with case $k = 0$.
The solution is therefore the union of two open intervals:
\left(-\infty,\, 1-k\right) \cup \left(1+k,\, +\infty\right)
Inequalities with a non-constant right-hand side
The equivalences stated above assume that the right-hand side is a positive constant $k$. When the right-hand side is itself a function of $x$, say $g(x)$, the situation requires additional care. Consider the following inequality.
|f(x)| \leq g(x)
Applying the same reasoning as before, this is equivalent to the following compound inequality.
-g(x) \leq f(x) \leq g(x)
However, this reduction is valid only when $g(x) > 0$. If $g(x) \leq 0$ at some point, the inequality $|f(x)| \leq g(x)$ cannot be satisfied there, since the left-hand side is always non-negative. The correct approach is therefore to impose $g(x) > 0$ as a necessary condition and intersect it with the solution of the compound inequality. As a concrete instance, consider the following.
|x - 1| \leq 2x - 3
The right-hand side $g(x) = 2x - 3$ is positive only when $x > \frac{3}{2}$. Outside this region the inequality has no solution regardless of the value of $|x - 1|$. Within the region $x > \frac{3}{2}$, the inequality is equivalent to the following system.
-(2x - 3) \leq x - 1 \leq 2x - 3
The left inequality $-(2x - 3) \leq x - 1$ simplifies to $-2x + 3 \leq x - 1$, that is $4 \leq 3x$, yielding $x \geq \frac{4}{3}$. The right inequality $x - 1 \leq 2x - 3$ simplifies to $2 \leq x$, yielding $x \geq 2$. Since $\frac{4}{3} < \frac{3}{2} < 2$, the condition $x \geq \frac{4}{3}$ is already implied by the requirement $x > \frac{3}{2}$, and the binding constraint among all three is $x \geq 2$. Representing the solution on the real line gives the following picture.
\frac{4}{3}
\frac{3}{2}
2
The three critical values appearing in the graph reflect the three independent conditions derived during the solution: the threshold $\frac{4}{3}$ from the left inequality, the threshold $\frac{3}{2}$ from the positivity requirement on $g(x)$, and the threshold $2$ from the right inequality. Since each condition is more restrictive than the previous one, the effective solution is determined entirely by the rightmost bound.
The solution is therefore the interval $[2, +\infty)$.
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Integration of rational functions with polynomial division
Let’s see how we can proceed to calculate the integral of rational functions of the form:
\int \frac{N(x)}{D(x)} \, dx
where $N(x)$ and $D(x)$ are polynomials. When solving this type of integrals, we may encounter different scenarios. Let’s examine the case where the degree of $N(x)$ is greater than the degree of $D(x)$.

From the properties of polynomials, we know that it is always possible to perform the division of a polynomial $P(x)$ by another polynomial $D(x)$. This division yields:
	  A quotient polynomial $Q(x)$.
	  A remainder polynomial $R(x)$, where the degree of $R(x)$ is strictly less than the degree of $D(x)$.

This process leads us to obtain a polynomial in the form:
N(x) = Q(x) D(x) + R(x)
Dividing both sides by $D(x)$, we obtain:
\frac{N(x)}{D(x)} = Q(x) + \frac{R(x)}{D(x)}
If we compute the integral, we obtain:
\int\frac{N(x)}{D(x)}\,dx = \int Q(x)\,dx + \int \frac{R(x)}{D(x)}\,dx

What guides the choice of method is the comparison between the degrees of the numerator and the denominator. If $\deg N(x) \geq \deg D(x)$, the rational function is improper and must first be reduced by polynomial long division. Only after this preliminary step does the integral take a manageable form.
If instead $\deg N(x) < \deg D(x)$, the rational function is already proper, and attention shifts to the factorization of the denominator. Its algebraic structure dictates the technique:
	  when the denominator is a single linear factor, a simple substitution typically settles the integral immediately;
	  when it splits into distinct linear factors, decomposing into partial fractions converts the expression into a sum of elementary terms;
	  when a linear factor is repeated, each power of that factor generates its own term in the decomposition, forming a small hierarchy of fractions;
	  when an irreducible quadratic factor is present, the path runs through completing the square and naturally leads to an inverse tangent term.

Once the rational function has been reduced to the proper case, the denominator governs the entire strategy. Its factorization over the real numbers determines the structure of the partial fraction decomposition. Integration then becomes a systematic reduction to logarithmic and inverse trigonometric primitives.
Example 1
Let’s compute the integral of the rational function:
\int \frac{x^3 + x + 1}{x^2 + 1} \, dx
First, we proceed with the division between the numerator and the denominator, obtaining:
\begin{array}{lll|ll} +x^3 &+x &+1 &+x^2 &+1 \\\\ -x^3 &-x & &+x &\\\\ \text{//} & \text{//} & +1 \\\\ \end{array}
From the division, we obtain:
Q(x) = x \quad R(x) = 1
To learn more about the method of dividing two polynomials, refer to the relevant section on polynomials.

We can rewrite our integral as:
\int \frac{x^3 + x + 1}{x^2 + 1} \, dx = \int x \, dx + \int \frac{1}{x^2 + 1} \, dx
Solving the integral, we obtain:
\frac{x^2}{2} + \arctan(x) + c
Integrals with linear denominators
In the case where the degree of $N(x)$ is less than the degree of $D(x)$, and the denominator is of first degree, we have integrals of the form:
\int \frac{c}{ax + b} \, dx
These integrals can be solved by substitution.
Example 2
Let’s compute the integral of the rational function:
\int \frac{2}{6x+1} \,dx

Let’s apply the substitution $t = 6x + 1$. Then, we have:
\frac{dt}{dx} = 6 \rightarrow dx = \frac{dt}{6}
Replacing these into the integral, we obtain:
\int \frac{2}{6x + 1} \, dx = \int \frac{2}{t} \cdot \frac{dt}{6} = \frac{2}{6} \int \frac{1}{t} \, dt = \frac{1}{3} \int \frac{1}{t} \, dt
Now, we can proceed to integrate with respect to $t$. We have:
\frac{1}{3} \int \frac{1}{t} \, dt = \frac{1}{3} \cdot \ln | t | + c
By substituting the original value of $t$, we obtain:
\frac{1}{3} \ln | 6x + 1 | + c
Partial fraction decomposition
In many situations, the integral of a rational function cannot be computed directly by inspection. Even when the expression appears relatively simple, algebraic manipulations may not reveal an immediate antiderivative. In such cases, the method of partial fraction decomposition provides a systematic way to rewrite the function as a sum of elementary terms whose integrals are well known. By decomposing the rational function into simpler components, we obtain a representation that is far more suitable for integration. To illustrate the idea in a setting different from the earlier examples, consider the integral:
\int \frac{7x + 5}{(x - 1)(3x + 2)} \, dx
At first glance, the structure of this expression does not suggest an obvious primitive. However, once we decompose the integrand into partial fractions, the computation becomes straightforward. We begin by writing
\tag{1} \frac{7x + 5}{(x - 1)(3x + 2)} = \frac{A}{x - 1} + \frac{B}{3x + 2}
Multiplying both sides by $(x - 1)(3x + 2)$ yields the identity:
7x + 5 = A(3x + 2) + B(x - 1)
which allows us to determine the coefficients $A$ and $B$. Evaluating at the convenient values $x = 1$ and $x = -2/3$, we obtain:
A = 4 \qquad B = -5
Thus, by substituting the values obtained into identity $1$, we obtain:
\frac{7x + 5}{(x - 1)(3x + 2)} = \frac{4}{x - 1} - \frac{5}{3x + 2}
At this point the integral becomes:
\int \left( \frac{4}{x - 1} - \frac{5}{3x + 2} \right) dx
and by the linearity of the integral we may treat each term separately:
4 \int \frac{1}{x - 1} \, dx
5 \int \frac{1}{3x + 2} \, dx
Both integrals reduce to elementary logarithmic forms:
4 \ln|x - 1| + c_1
\frac{5}{3} \ln|3x + 2| + c_2
Combining the constants and simplifying, we obtain the antiderivative:
4 \ln|x - 1| -\frac{5}{3} \ln|3x + 2| + c
This example shows how a rational function that initially presents no clear path to integration becomes entirely tractable once rewritten in partial fractions. The method transforms the integral into a collection of standard forms, making the computation both systematic and transparent.
Irreducible quadratic factors in the denominator
Not every polynomial splits into linear factors over the real numbers. A quadratic expression $ax^2 + bx + c$ whose discriminant satisfies $b^2 - 4ac < 0$ has no real roots. In concrete terms, this means it cannot be written as $(x - r_1)(x - r_2)$ with $r_1, r_2 \in \mathbb{R}$.
Over the real field, such a quadratic is said to be irreducible. When a factor of this type appears in the denominator of a rational function, the strategy for partial fraction decomposition changes slightly. In the linear case, each factor $(x - r)$ gives rise to a term of the form:
\frac{A}{x - r}
Here there are no real roots to attach such terms to. The quadratic must therefore remain intact in the denominator. For this reason, an irreducible quadratic factor $ax^2 + bx + c$ contributes a term of the form:
\frac{Ax + B}{ax^2 + bx + c}
The numerator must have degree strictly smaller than the denominator, and in the quadratic case that means degree one. Using only a constant would not provide enough flexibility to match the original rational function. Once the decomposition is complete, integration typically proceeds by rewriting the quadratic denominator through completing the square. After an appropriate change of variable, one arrives at an expression of the type:
\int \frac{1}{u^2 + a^2} \, du
whose antiderivative is
\frac{1}{a}\arctan\\!\left(\frac{u}{a}\right) + c
The appearance of the arctangent reflects the geometric structure encoded in the expression $u^2 + a^2$, which cannot vanish over the real numbers and corresponds, analytically, to the derivative of the inverse tangent function.
Example 3
Consider the following integral:
\int \frac{5x^2 + 3x - 2}{(x + 1)(x^2 + 2x + 3)} \, dx
The denominator is already written as a product. One factor, $x + 1$, is linear. The other, $x^2 + 2x + 3$, deserves a closer look. Its discriminant is:
\Delta = 2^2 - 4 \cdot 1 \cdot 3 = 4 - 12 = -8 < 0
so it has no real zeros and is irreducible over $\mathbb{R}$. This immediately determines the shape of the partial fraction decomposition:
\frac{5x^2 + 3x - 2}{(x + 1)(x^2 + 2x + 3)} = \frac{A}{x + 1} + \frac{Bx + C}{x^2 + 2x + 3}
We now clear denominators by multiplying both sides by $(x + 1)(x^2 + 2x + 3)$. This produces the identity:
5x^2 + 3x - 2 = A(x^2 + 2x + 3) + (Bx + C)(x + 1)
A convenient first step is to evaluate at $x = -1$. At that value the second term vanishes, and we obtain:
5(-1)^2 + 3(-1) - 2 = A\bigl((-1)^2 + 2(-1) + 3\bigr)
The left-hand side simplifies to $5 - 3 - 2 = 0$, while the right-hand side becomes $A(1 - 2 + 3) = 2A$. Hence $0 = 2A$, so:
A = 0
With $A = 0$, the identity reduces to:
5x^2 + 3x - 2 = (Bx + C)(x + 1)
Expanding the right-hand side gives:
(Bx + C)(x + 1) = Bx^2 + (B + C)x + C
Matching coefficients term by term, we find:
B = 5 \qquad B + C = 3
From the second relation, $C = -2$. The decomposition therefore collapses to:
\frac{5x^2 + 3x - 2}{(x + 1)(x^2 + 2x + 3)} = \frac{5x - 2}{x^2 + 2x + 3}
The integral has simplified considerably:
\int \frac{5x - 2}{x^2 + 2x + 3} \, dx
At this point, the standard strategy is to relate the numerator to the derivative of the denominator. Since:
\frac{d}{dx}(x^2 + 2x + 3) = 2x + 2
we rewrite the numerator as a combination of this derivative and a constant:
5x - 2 = \frac{5}{2}(2x + 2) - 7
The integral splits accordingly:
\frac{5}{2} \int \frac{2x + 2}{x^2 + 2x + 3} \, dx - 7 \int \frac{1}{x^2 + 2x + 3} \, dx

First part: here the numerator is exactly the derivative of the denominator. This produces a logarithm:
\frac{5}{2} \ln|x^2 + 2x + 3|
Because the quadratic has negative discriminant, it is always positive, so the absolute value is not strictly necessary, though keeping it causes no harm.

Second part: we complete the square $x^2 + 2x + 3 = (x + 1)^2 + 2$ thus:
-7 \int \frac{1}{(x+1)^2 + 2} \, dx
With the substitution $u = x + 1$ and $a^2 = 2$, we obtain
-\frac{7}{\sqrt{2}} \arctan\\!\left(\frac{x+1}{\sqrt{2}}\right)
Putting everything together, an antiderivative is:
\frac{5}{2} \ln(x^2 + 2x + 3) - \frac{7}{\sqrt{2}} \arctan\\!\left(\frac{x+1}{\sqrt{2}}\right) + c
The factor $x + 1$ initially appears to require its own term in the decomposition. Yet, once the coefficients are computed, that contribution disappears entirely. For this reason, the full decomposition must always be written down: what seems essential at first may ultimately cancel.
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How the integral of the exponential function is calculated
An exponential function is a function of the form $e^x$ or $\alpha^x$ (with $\alpha > 0$ and $\alpha \neq 1$). In general, the number $e$ occupies a central position in analysis because it is the only base for which the exponential function reproduces itself under differentiation. For a general exponential function $\alpha^x$ with $\alpha > 0$, differentiation introduces an unavoidable factor:
\frac{d}{dx}\alpha^x = \alpha^x \ln \alpha
That logarithmic term reflects how the chosen base scales the growth of the function. There is exactly one case in which this extra factor disappears. If $\ln \alpha = 1$, we have:
\frac{d}{dx}\alpha^x = \alpha^x
The unique number satisfying this condition is $e \approx 2.718$. Thus $e^x$ is the only exponential function that remains unchanged by differentiation. The same simplicity extends to integration. This structural property explains why $e$ plays such a fundamental role.

Knowing how to compute the integral of such functions is very useful in exercises involving exponential terms. We have two cases.
The integral of $e^x$ is given by:
\int e^x \,dx = e^x + c \tag{1}
 Indeed, it can be proven that the derivative of $e^x$ is itself $e^x$. By differentiating the integral result:
D[e^x + c] = D[e^x] + D[c] = e^x + 0 = e^x
Delve into how Euler’s number $e$ can be defined as the limit of a known sequence.

The integral of $\alpha^x$ is given by:
\int \alpha^x \,dx =\frac{1}{\ln\alpha} \cdot \alpha^x + c \tag{2}
 In fact, we have:
D \left[ \frac{1}{\ln \alpha} \cdot \alpha^x + c \right] = \frac{1}{\ln \alpha} \cdot (\ln \alpha \cdot \alpha^x) = \alpha^x
Canonical forms of exponential integrals
Each row displays a standard exponential integrand on the left and its corresponding antiderivative on the right. These canonical patterns encompass the forms most commonly encountered in integration problems.
-
\text{1. } \quad \int e^x \, dx
e^x + c
-
\text{2. } \quad \int \alpha^x \, dx
\dfrac{1}{\ln \alpha}\,\alpha^x + c
-
\text{3. } \quad \int e^{ax+b} \, dx
\dfrac{1}{a} \,e^{ax+b} + c
-
\text{4. } \quad \int \alpha^{ax} \, dx
\dfrac{1}{a \ln \alpha}\,\alpha^{ax} + c
-
\text{5. } \quad \int e^{f(x)} f’(x) \, dx
e^{f(x)} + c
Exponential functions preserve their structure under integration: the form remains unchanged, and only a multiplicative constant reflects the rate encoded in the exponent.
Example 1
Let’s consider the following integral:
\int e^x + 3^x \,dx

By the linearity property of the integral, the integral of a sum is equal to the sum of the integrals:
\int (f(x) + g(x)) \,dx = \int f(x) \,dx + \int g(x) \,dx
We have:
\int e^x + 3^x \, dx = \int e^x \, dx + \int 3^x \, dx

The first integral can be easily derived from $(1)$:
\int e^x \, dx = e^x + c
The second integral can be derived from $(2)$:
\int 3^x \, dx = \frac{1}{\ln3} \cdot 3^x + c
Thus, our integral becomes:
e^x + \frac{1}{\ln3} \cdot 3^x + c
Exponential with a linear argument
In practice, the exponent is rarely just $x$. A very common situation is an exponential whose argument is a linear function $ax + b$, with $a \neq 0$. In that case we have:
\int e^{ax+b} \,dx = \frac{1}{a} e^{ax+b} + c
The factor $\frac{1}{a}$ compensates exactly for what the chain rule introduces when differentiating. To verify:
D \\! \left[\frac{1}{a} e^{ax+b} + c\right] = \frac{1}{a} \cdot a \cdot e^{ax+b} = e^{ax+b}
More generally, when the exponent is a differentiable function $f(x)$, integration by substitution gives:
\int e^{f(x)} \cdot f’(x) \,dx = e^{f(x)} + c
If the integrand contains an exponential $e^{f(x)}$ multiplied by the derivative of its own exponent, the integral collapses cleanly to $e^{f(x)} + c$. When $f’(x)$ is not present, an algebraic manipulation or substitution is needed first.

The same reasoning based on the chain rule applies to exponential functions with an arbitrary base $\alpha$. If the exponent is $ax$ instead of just $x$, differentiation produces two factors: the coefficient $a$ from the exponent and $\ln \alpha$ from the base. For this reason we have:
\int \alpha^{ax} \, dx = \frac{1}{a \ln \alpha} \, \alpha^{ax} + c
A direct differentiation confirms the formula. This identity is useful in practice, since expressions of this type often appear in intermediate steps when simplifying more complicated integrals.
Example 2
Let us now consider the following integral, which at first glance appears slightly more complex than the one presented in example 1.
\int 8^x \cdot 2^{(-3x + 4)} \, dx

To solve it, we can take advantage of the properties of powers. We can rewrite:
2^{-3x+4} = 2^{-3x} \cdot 2^4 = 2^{-3x} \cdot 16
The integral then becomes:
\begin{aligned} 16 \int 8^x \cdot 2^{-3x} \, dx &= 16 \int (2^3)^x \cdot 2^{-3x} \, dx \\[6pt] &= 16 \int 2^{3x} \cdot 2^{-3x} \, dx \\[6pt] &= 16 \int 2^{3x-3x} \, dx \\[6pt] &= 16 \int 1 \, dx \end{aligned}
We obtain:
16x + c
Example 3
Let’s consider the following integral:
\int 9^{x-1} \cdot 3^{-x+2} \, dx

We can rewrite the integral using the properties of powers:
\int 9^x \cdot 9^{-1} \cdot 3^{-x} \cdot 3^2 \, dx = \int 9^x \cdot 9^{-1} \cdot 3^{-x} \cdot 9 \, dx
Simplifying the terms, we obtain:
\int 9^x \cdot 3^{-x} \, dx = \int 3^{2x} \cdot 3^{-x} \, dx = \int 3^{x} \, dx
We have reduced the integral to the form:
\int \alpha^x \,dx
We obtain
\frac{1}{\ln3} \cdot 3^x + c
Example 4
Consider the following integral:
\int e^{3x - 2} \, dx
The exponent is linear, so this is a direct application of the standard rule for exponential functions of the form $e^{ax+b}$. Since the derivative of $3x - 2$ is $3$, we compensate by dividing by $3$.
\int e^{3x-2} \, dx = \frac{1}{3} e^{3x-2} + c
It is always worth checking the result. Differentiating $\frac{1}{3} e^{3x-2}$ gives:
\frac{1}{3} \cdot 3 e^{3x-2} = e^{3x-2}
so the computation is consistent.
The solution is:
\frac{1}{3} e^{3x-2} + c
A common oversight
A frequent source of error arises when the exponent carries a coefficient. It is easy to write:
\int e^{3x-2}\,dx = e^{3x-2} + c
and overlook the factor $\frac{1}{3}$. The issue becomes clear as soon as one differentiates the result:
\frac{d}{dx} e^{3x-2} = 3 e^{3x-2}
which is not the original integrand but three times as large. The check takes only a moment and immediately reveals the inconsistency. Whenever the exponent has the form $ax + b$ with $a \neq 1$, the compensating factor $\frac{1}{a}$ is essential.
Example 5
Consider now the following integral, in order to examine this new situation:
\int x \, e^{x^2} \, dx
Here the exponent is $x^2$, which is not linear, so the previous rule for $e^{ax+b}$ cannot be applied directly. However, the structure of the integrand suggests what to do. The derivative of $x^2$ is $2x$, and a factor $x$ is already present. We rewrite the integral by introducing the constant:
\int x \, e^{x^2} \, dx = \frac{1}{2} \int 2x \, e^{x^2} \, dx
Now the integrand has the form $e^{f(x)} f’(x)$ with $f(x) = x^2$. In this situation, integration is immediate:
\frac{1}{2} e^{x^2} + c
A quick verification confirms the result. Differentiating $\frac{1}{2} e^{x^2}$ produces:
\frac{1}{2} \cdot 2x \, e^{x^2} = x e^{x^2}
which matches the original integrand.
The solution is:
\frac{1}{2} e^{x^2} + c
When the matching factor is missing
It is useful to notice what happens if the factor $x$ is removed. The integral:
\int e^{x^2}\,dx
does not have an antiderivative that can be written using elementary functions. Instead, it is expressed in terms of the error function $\mathrm{erf}(x)$. It is defined by the integral:
\mathrm{erf}(x) = \frac{2}{\sqrt{\pi}} \int_0^x e^{-t^2} \, dt
Unlike elementary functions such as polynomials, exponentials, or trigonometric functions, $\mathrm{erf}(x)$ is defined directly through an integral. It was introduced precisely because integrals of the form $\int e^{-t^2} dt$ cannot be expressed in closed elementary form.
This shows that the factor $x$ in the previous example provided, up to a constant, the derivative of the exponent $x^2$. Without that match, the simple structure disappears and the integral can no longer be handled with the same elementary tools.
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Integrals of the fundamental trigonometric functions
In the section on functions, you’ll find the integrals of the main trigonometric functions (for example sine, cosine, tangent, cotangent, and the others. These integrals are easy to compute and worth keeping in mind, as they often appear when solving problems. Below is a summary list of the integrals of all the main trigonometric functions, offering an immediate overall view of the essential results.
-
\text{1. } \quad \int \sin x\,dx = -\cos x + c
-
\text{2. } \quad \int \cos x\,dx = \sin x + c
-
\text{3. } \quad \int \tan x\,dx = -\ln|\cos x| + c
-
\text{4. } \quad \int \cot x\,dx = \ln|\sin x| + c
-
\text{5. } \quad \int \sec x\,dx = \ln|\sec x + \tan x| + c
-
\text{6. } \quad \int \csc x\,dx = \ln|\csc x - \cot x| + c
-
\text{7. } \quad \int \sinh x\,dx = \cosh x + c
-
\text{8. } \quad \int \cosh x\,dx = \sinh x + c
-
\text{9. } \quad \int \tanh x\,dx = \ln|\cosh x| + c
-
\text{10. } \quad \int \coth x\,dx = \ln|\sinh x| + c
-
\text{11. } \quad \int \operatorname{sech} x\,dx = 2\,\arctan\\!\left(\tanh\frac{x}{2}\right) + c
-
\text{12. } \quad \int \operatorname{csch} x\,dx = \ln\left|\tanh\frac{x}{2}\right| + c
Remember that $c$ denotes the constant of integration, which is included to represent the entire family of antiderivatives associated with an indefinite integral. Each value of $c$ corresponds to a different primitive, all of which share the same derivative.
Integrals of trigonometric powers with $n$ even
There are, however, some important cases in which the antiderivative is not immediately accessible and requires a simple strategy to be handled effectively. Situations of this kind occur frequently in exercises and problem-solving. A classic example arises when sine or cosine appears raised to an integer power, namely:
\int \sin^{n} x\,dx
\int \cos^{n} x\,dx
In these situations, the integral can be greatly simplified by applying appropriate substitutions. When the exponent $n$ is even, one typically rewrites the squared trigonometric terms using the double-angle identities. In particular, we have:
\sin^{2} x = \frac{1 - \cos 2x}{2}
\cos^{2} x = \frac{1 + \cos 2x}{2}
These expressions reduce the power of the function and allow the integral to be computed more easily, and follow directly from following relationships. Starting from the Pythagorean identity:
\sin^{2}x + \cos^{2}x = 1
 and combining it with the double–angle formula:
\cos 2x = \cos^{2}x - \sin^{2}x
 we can express $\cos 2x$ entirely in terms of either $\cos^{2}x$ or $\sin^{2}x$.

Indeed, replacing $\sin^{2}x$ with $1 - \cos^{2}x$ we obtain:
\cos 2x = \cos^{2}x - (1 - \cos^{2}x) = 2\cos^{2}x - 1
 Solving this expression for $\cos^{2}x$ yields:
\cos^{2}x = \frac{1 + \cos 2x}{2}

A similar argument holds for $\sin^{2}x$. If we substitute $\cos^{2}x = 1 - \sin^{2}x$ into the double–angle formula, we get:
\cos 2x = (1 - \sin^{2}x) - \sin^{2}x = 1 - 2\sin^{2}x
 Solving for $\sin^{2}x$ gives:
\sin^{2}x = \frac{1 - \cos 2x}{2}
Example 1
As an illustration of the method, let us consider the following integral:
\int 2\cos^{4}x\,dx

To handle the fourth power of the cosine, we start by recalling the power-reducing identity:
\cos^{2}x = \frac{1+\cos 2x}{2}
Applying this identity allows us to rewrite the expression in a more manageable form:
\begin{aligned} \cos^{4}x & = \left(\frac{1+\cos 2x}{2}\right)^{2} \\[4pt] &= \frac{1}{4}\left(1 + 2\cos 2x + \cos^{2} 2x\right) \end{aligned}

At this point, one power of cosine still remains. We therefore reduce it using the identity:
\cos^{2} 2x = \frac{1+\cos 4x}{2}
Substituting this expression back into the formula and multiplying by 2 (as required by the original integral), we obtain the simplified form:
2\cos^{4}x = \frac{3}{4} + \cos 2x + \frac{1}{4}\cos 4x
Finally, by integrating each term separately, we obtain the solution:
\frac{3}{4}x + \frac{1}{2}\sin 2x + \frac{1}{16}\sin 4x + c
Integrals of trigonometric powers with $n$ odd
When the exponent $n$ is odd, the method becomes straightforward. In this case we can separate one factor of the trigonometric function whose power is odd and rewrite the remaining even power using the Pythagorean identity. For sine, this gives:
\begin{aligned} \int \sin^{n} x\,dx &= \int \sin x\,(\sin^{2}x)^{k},dx \\[4pt] &= \int \sin x\,(1 - \cos^{2}x)^{k}\,dx \end{aligned}
The following substitution:
u = \cos x
du = -\sin x\,dx
transforms the integral into a polynomial in $u$, which can then be integrated without difficulty. The procedure for an odd power of cosine is entirely analogous: one extracts a single $\cos x$ and rewrites the remaining even power using
\cos^{2}x = 1 - \sin^{2}x
 leading to the substitution $u = \sin x$. In both cases, isolating one factor reduces the integral to a much simpler form.
Example 2
Consider the following integral:
\int \cos^{5}x \, dx
The exponent is odd, so the strategy is to isolate one factor of cosine and rewrite the remaining even power using the Pythagorean identity. We write:
\int \cos^{5}x , dx = \int \cos^{4}x \cdot \cos x \, dx
The factor $\cos^{4}x$ is an even power, so we can express it in terms of $\sin^{2}x$:
\cos^{4}x = (\cos^{2}x)^{2} = (1 - \sin^{2}x)^{2}
The integral becomes:
\int (1 - \sin^{2}x)^{2} \cdot \cos x \, dx
At this point the factor $\cos x \, dx$ is exactly the differential of $\sin x$, so we set:
u = \sin x \qquad du = \cos x \, dx
and the integral transforms into a polynomial in $u$:
\int (1 - u^{2})^{2} \, du
Expanding the square we obtain:
\int (1 - 2u^{2} + u^{4}) \, du
Each term integrates immediately:
u - \frac{2}{3}u^{3} + \frac{1}{5}u^{5} + c
Substituting back $u = \sin x$ we have::
\sin x - \frac{2}{3}\sin^{3}x + \frac{1}{5}\sin^{5}x + c
The substitution worked cleanly because the isolated factor $\cos x$ was precisely the derivative of $u = \sin x$. Recognising this pattern is what makes the odd-exponent case straightforward once the logic is in place.
Reciprocals of sine and cosine
Other frequently encountered cases involve the integrals of the reciprocals of sine and cosine. Although these expressions may seem less straightforward at first glance, both can be derived with a single algebraic trick. For the secant, the key idea is to multiply the integrand by a fraction equal to 1:
\begin{aligned} \int \sec x\,dx &= \int \sec x \cdot \frac{\sec x + \tan x}{\sec x + \tan x}\,dx \\[6pt] &= \int \frac{\sec^{2}x + \sec x\tan x}{\sec x + \tan x}\,dx \end{aligned}
The numerator is now exactly the derivative of the denominator, since:
\frac{d}{dx}(\sec x + \tan x) = \sec x\tan x + \sec^{2}x
This means the integral has the form $\int \frac{f’(x)}{f(x)}\,dx$, which integrates directly to $\ln|f(x)|$. We obtain:
\int \frac{1}{\cos x}\,dx = \int \sec x,dx = \ln|\sec x + \tan x| + c

The same structure applies to the cosecant. Multiplying by $\frac{\csc x - \cot x}{\csc x - \cot x}$ gives a numerator that is the derivative of the denominator, since:
\frac{d}{dx}(\csc x - \cot x) = -\csc x\cot x + \csc^{2}x
and the integral of $\csc x$ produces:
\int \frac{1}{\sin x}\,dx = \int \csc x\,dx = \ln|\csc x - \cot x| + c
In both cases the result is logarithmic, and the sign inside the absolute value is easy to mix up. It is worth memorising the two forms together: $\sec x + \tan x$ for the cosine reciprocal, $\csc x - \cot x$ for the sine reciprocal.
Selected references
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What is the integral test
Determining the sum of an infinite series and assessing its convergence or divergence is not always straightforward. Several methods are available to study convergence, one of which involves comparing the series to an improper integral. This test applies to series with positive terms and relies on the principle that the convergence of the series can be determined by comparing it to the behavior of an associated improper integral.

Let $f$ be a positive, decreasing function defined on $[1, +\infty)$, such as a rational or polynomial function. Then the series
\sum_{n=1}^{\infty} f(n)
converges or diverges if and only if the improper integral
\int_{1}^{\infty} f(x) \, dx
does the same, assuming that $f$ is continuous on $[1, +\infty).$

[image: ]
The graph illustrates the connection between a series and an improper integral as stated by the Integral Test.
	  The curve $f(x)$ represents the continuous function.
	  The gray area shows a portion of the improper integral (the area under the curve from $x = 1$ to some $x = n$).
	  The vertical rectangles represent the terms of the series $f(n)$, each with base 1 and height $f(n)$.

This visual helps compare the discrete sum (the series) and the continuous accumulation (the integral). Since the rectangles overestimate or underestimate the area depending on the function’s behavior, the integral can be used to determine the convergence of the series.
Proof
Let us consider the partial sum of the series:
s_k = \sum_{n=1}^{k} f(n) \quad k \in \mathbb{N}
This represents the sum of the first $k$ terms of the series $\sum f(n)$. Since the series has positive terms, the sequence of partial sums ${s_k}$ is increasing and admits a limit as $k \to \infty$:
\lim_{k \to +\infty} s_k = s \in [0, +\infty]
Just as the series is defined by the limit of its partial sums, the improper integral is defined as the limit of the definite integral as the upper bound tends to infinity:
\lim_{k \to +\infty} \int_1^k f(x)\, dx = \int_1^{+\infty} f(x)\, dx
By the linearity of the integral, and in particular its additivity over adjacent intervals, we can write:
\int_1^k f(x)\,dx = \sum_{n=1}^{k-1} \int_n^{n+1} f(x)\,dx
This holds because the definite integral over $[1, k]$ can be decomposed into a sum of integrals over the unit-length subintervals $[n, n+1]$, which are disjoint and consecutive. Since $f$ is assumed to be decreasing, we obtain the following inequality for all $x \in [n, n+1]$:
f(n+1) \leq f(x) \leq f(n)
By applying the inequality within the integral, we obtain:
\int_n^{n+1} f(n+1)\,dx \leq \int_n^{n+1} f(x)\,dx \leq \int_n^{n+1} f(n)\,dx
By the properties of definite integrals, the first and third terms represent integrals of constant functions. Therefore, the constants can be factored out of the integrals, giving:
f(n+1) \leq \int_n^{n+1} f(x), dx \leq f(n)
Now summing these inequalities from $n = 1$ to $k-1$:
\sum_{n=1}^{k-1} f(n+1) \leq \sum_{n=1}^{k-1} \int_n^{n+1} f(x)\, dx \leq \sum_{n=1}^{k-1} f(n)
By taking the limit as $k \to \infty$, we obtain:
\sum_{n=2}^{\infty} f(n) \leq \int_1^{\infty} f(x)\, dx \leq \sum_{n=1}^{\infty} f(n)
which shows that the improper integral is bounded between two versions of the series differing only by the first term $f(1)$. Because the integral lies between two versions of the series that differ only by the first term, if the integral converges, so does the series, and if the integral diverges, the series diverges as well.
Example
Determine whether the following series converges or diverges using the integral test:
\sum_{n=2}^{\infty} \frac{1}{n \log n}

First, consider the associated function:
f(x) = \frac{1}{x \log x}
defined on the interval $x \geq 2$. This function is positive, continuous, and decreasing on $[2, +\infty) ,$ so the conditions for using the integral test are satisfied.

Now we evaluate the improper integral:
\int_2^{\infty} \frac{1}{x \log x} \, dx
To compute this, use the substitution $u = \log x$, which implies $du = \frac{1}{x} dx$. The integral becomes:
\int_{\log 2}^{\infty} \frac{1}{u} \, du = \lim_{t \to \infty} \int_{\log 2}^{t} \frac{1}{u} \, du = \lim_{t \to \infty} [\log u]_{\log 2}^{t} = \infty
Since the integral diverges, the integral test tells us that the series also diverges.
Glossary
	  Infinite Series: an expression of the form $\sum_{n=1}^{\infty} a_n = a_1 + a_2 + a_3 + \dots$, where $a_n$ are the terms of the series.

	  Convergence of a series: an infinite series converges if its sequence of partial sums approaches a finite limit.

	  Divergence of a series: an infinite series diverges if its sequence of partial sums does not approach a finite limit (either it goes to infinity or oscillates).

	  Improper integral: a definite integral where at least one of the limits of integration is infinite, or the integrand has a discontinuity within the interval of integration.

	  Decreasing function: a function $f(x)$ is decreasing on an interval if for any $x_1 < x_2$ in that interval, $f(x_1) \geq f(x_2) .$

	  Continuous function: a function whose graph can be drawn without lifting the pen, meaning there are no abrupt jumps or breaks.

	  Partial sum $s_k$: the sum of the first $k$ terms of an infinite series, denoted as $s_k = \sum_{n=1}^{k} a_n$.

	  Limit of a sequence: the value that the terms of a sequence approach as the index tends to infinity.

	  Additivity of integrals: the property that the definite integral over a compound interval is the sum of the definite integrals over the disjoint subintervals that make up the compound interval.




  

    Integrals Module A

Source: algebrica.org - CC BY-NC 4.0
https://algebrica.org/exercises/integrals-module-a/
Fetched from algebrica.org test 8170; source modified 2025-03-15T17:05:08.
-
\text{A2.} \quad \int 9 \sqrt{x} \, dx
 solution
-
\text{A1.} \quad \int \frac{1-3 \cos^3 x}{\cos^2 x}
 solution
-
\text{A2.} \quad \int (3 - 5^x)^{2} \, dx
 solution
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The method of integration by parts
The method of integration by parts allows us to rewrite the integral of the product of two functions in a more convenient form. For indefinite integrals, the formula is:
\int f(x)g’(x)\, dx = f(x)g(x) - \int f’(x)g(x)\, dx + c
For definite integrals, the formula extends as:
\int_a^b f(x)g’(x)\, dx = \Big[f(x)g(x)\Big]_a^b - \int_a^b f’(x)g(x)\, dx
where $\Big[f(x)g(x)\Big]_a^b = f(b)g(b) - f(a)g(a)$ is the boundary term, which must be evaluated.
In both cases, $f$ and $g$ are assumed to be differentiable on the interval of integration. The method is conceptually simple, but it requires practice to identify which function should be differentiated and which should be integrated in order to simplify the expression.
In some cases, integration by parts must be applied more than once to completely evaluate the integral. One should proceed carefully, since repeated applications may increase the length of the computation and make sign errors more likely.
Derivation of the formula
The integration by parts formula follows directly from the product rule for derivatives. Start from:
\frac{d}{dx}\big(f(x)g(x)\big) = f’(x)g(x) + f(x)g’(x)
Integrating both sides with respect to $x$:
\int \frac{d}{dx}\big(f(x)g(x)\big)\,dx = \int f’(x)g(x)\,dx + \int f(x)g’(x)\,dx
The left-hand side is the integral of a derivative, which returns the original function up to a constant:
f(x)g(x) = \int f’(x)g(x)\,dx + \int f(x)g’(x)\,dx
Rearranging to isolate the second integral on the left:
\int f(x)g’(x)\,dx = f(x)g(x) \,\, - \int f’(x)g(x)\,dx + c
This is the integration by parts formula. In the compact notation $u = f(x)$, $dv = g’(x)\,dx$, it takes the familiar form:
\int u\,dv = uv \,\, - \int v\,du
In practice, integration by parts is useful when differentiating one factor makes it simpler, while the other can still be integrated without difficulty. The method often turns a complicated expression into something more manageable, and in many problems it can be applied repeatedly until the integral is reduced to a standard form.
How to choose $u$ and $dv$
The method is effective only if the new integral $\int v\,du$ is simpler than the original one. This depends entirely on how $u$ and $dv$ are assigned, so the choice is not arbitrary. A practical strategy is:
	  Choose $u$ as the factor that becomes simpler when differentiated.
	  Choose $dv$ as the remaining factor, so that $v = \int dv$ is easy to compute.


A useful order for selecting $u$ is the hierarchy known by the acronym LIATE:
	  Logarithmic functions
	  Inverse trigonometric functions
	  Algebraic expressions
	  Trigonometric functions
	  Exponential functions

The ordering reflects how these functions behave under differentiation. Logarithmic and inverse trigonometric functions simplify considerably when differentiated, making them natural candidates for $u$. Exponential functions, by contrast, remain essentially unchanged after differentiation and are generally better assigned to $dv$.
Choosing $u$ according to this hierarchy often reduces the complexity of the remaining integral after a single application of the formula
Most common mistakes
A few recurring mistakes are worth keeping in mind when applying integration by parts.
Choosing $dv$ carelessly, in particular assigning to $dv$ a factor whose integral $v$ is harder to compute than the original integral, often makes the problem worse rather than better. If the resulting $\int v,du$ is more complex than what you started with, it is worth reconsidering the assignment before proceeding.
In the definite integral version of the formula, the boundary term $uv \big|_a^b$ must be evaluated explicitly. Omitting it is one of the most common sources of incorrect results, particularly when the computation spans several lines and attention drifts toward the integral that follows.
Sign errors during differentiation are especially insidious in cyclic cases, where $\sin(x)$ and $\cos(x)$ alternate and a misplaced minus sign propagates through the entire calculation. Keeping track of signs at each step, rather than reconstructing them at the end, saves considerable time.
Finally, in the indefinite case, the constant of integration $C$ must appear in the final result. After repeated applications of the formula it is easy to lose track of it, particularly when intermediate integrals are written without it. A reliable habit is to carry $C$ explicitly only in the last step and to confirm its presence before writing the answer.
Example 1
Let’s consider an example by solving the following integral:
\int x^2 \ln(x) \, dx
The integrand is a product of a logarithmic function and a power of $x$. Following the LIATE hierarchy, $\ln(x)$ takes priority and is assigned to $f$, while $x^2$ is assigned to $g’$:
f(x) = \ln(x) \quad \rightarrow \quad f’(x) = \frac{1}{x}
g’(x) = x^2 \quad \rightarrow \quad g(x) = \frac{x^3}{3}
Applying the formula, we obtain:
\begin{align} \int x^2 \ln(x), dx &= \ln(x)\cdot\frac{x^3}{3} - \int \frac{1}{x}\cdot\frac{x^3}{3}\, dx + c \\[6pt] &= \ln(x)\cdot\frac{x^3}{3} - \int \frac{x^2}{3}\, dx + c \end{align}
The remaining integral is a straightforward power rule application, considerably simpler than the original. Completing the calculation we have:
\ln(x)\cdot\frac{x^3}{3} - \frac{x^3}{9} + c
Factoring out $\frac{x^3}{3}$ gives the final result in compact form:
\frac{x^3}{3}\left(\ln(x) - \frac{1}{3}\right) + c
Example 2
Some integrals do not resolve after a single application of integration by parts. Instead, repeated application leads back to the original integral, a situation that, rather than signaling failure, opens the door to an algebraic resolution. The following example illustrates this technique. Solve the following integral:
\int e^x\sin(x)\,dx
Denote the integral by $I$:
I = \int e^x\sin(x)\,dx
Following the LIATE hierarchy, the trigonometric function $\sin(x)$ takes priority over the exponential, so we assign $u = \sin(x)$, $dv = e^x\,dx$ from which:
du = \cos(x)\,dx
v = e^x
Applying the formula, we obtain:
I = e^x\sin(x) - \int e^x\cos(x)\,dx
The new integral is no simpler in structure than the original. It still involves the product of $e^x$ and a trigonometric function. We apply integration by parts a second time, denoting:
J = \int e^x\cos(x)\,dx
and assigning with the previous choice $u = \cos(x)$ and $dv = e^x\,dx$. We obtain:
du = -\sin(x)\,dx
v = e^x
This gives:
J = e^x\cos(x) + \int e^x\sin(x)\,dx = e^x\cos(x) + I
The original integral $I$ has reappeared. Substituting back into the expression for $I$:
I = e^x\sin(x) - \bigl(e^x\cos(x) + I\bigr)
Both occurrences of $I$ now appear on the same equation. Collecting them on the left-hand side:
2I = e^x\sin(x) - e^x\cos(x)
Dividing through by $2$ and adding the constant of integration:
I = \frac{e^x}{2}\bigl(\sin(x) - \cos(x)\bigr) + c
The key observation is that the cyclic structure transforms an apparently endless recursion into a linear equation in $I$, which can be solved directly. This technique applies whenever repeated integration by parts returns the original integral with a nonzero coefficient.
Example 3
The following example illustrates the definite integral version of the formula. Compute:
\int_0^1 x\ln(x)\, dx
The integrand is a product of a logarithmic function and a power of $x$. Following the LIATE hierarchy, $\ln(x)$ takes priority and is assigned to $f$, while $x$ is assigned to $g’$:
f(x) = \ln(x) \quad \rightarrow \quad f’(x) = \frac{1}{x}
g’(x) = x \quad \rightarrow \quad g(x) = \frac{x^2}{2}
Applying the definite integral form of the formula:
\begin{align} \int_0^1 x\ln(x)\, dx &= \left[\frac{x^2}{2}\ln(x)\right]_0^1 - \int_0^1 \frac{x^2}{2} \cdot \frac{1}{x}\, dx \\[0.4em] &= \left[\frac{x^2}{2}\ln(x)\right]_0^1 - \frac{1}{2}\int_0^1 x\, dx \end{align}
The boundary term requires care at $x = 0$. Since $\ln(1) = 0$ and $x^2\ln(x) \to 0$ as $x \to 0^+$, both endpoints vanish:
\left[\frac{x^2}{2}\ln(x)\right]_0^1 = 0
The remaining integral is a standard power rule application:
\frac{1}{2}\int_0^1 x\, dx = \frac{1}{2} \cdot \frac{1}{2} = \frac{1}{4}
Therefore:
\int_0^1 x\ln(x)\, dx = -\frac{1}{4}
The limit $\lim_{x \to 0^+} x^2 \ln(x) = 0$ follows from the fact that polynomial growth dominates logarithmic decay near zero. This kind of boundary analysis is essential whenever the integrand is not defined at one of the endpoints.
Selected references
	  Harvard University, O. Knill . Lecture 29: Integration by Parts

	  UC Berkeley, A. Vizeff. Lecture 3: Integration by Parts – Calculus II

	  MIT, David Jerison. Integration by Parts

	  UC Davis, D. Kouba. Integration by Parts – Problems and Solutions




  

    Introduction to the Mean

Source: algebrica.org - CC BY-NC 4.0
https://algebrica.org/introduction-to-the-mean/
Fetched from algebrica.org post 17929; source modified 2025-11-06T21:49:32.
The central behavior of a data distribution
The mean is among the most fundamental tools in statistics for describing the central behavior of a data distribution. It condenses a collection of observations into a single, informative value that reflects the typical level around which the data are distributed. By summarizing the balance point of a dataset, the mean helps reveal its general trend and supports many methods of descriptive and inferential analysis.

A general formulation of the mean was proposed by Oscar Chisini in 1929. According to his definition, the mean of a set of numerical values is the number $M$ that, when substituted for each observation in a symmetric function $F$, leaves the overall result unchanged:
F(x_1, x_2, \dots, x_n) = F(M, M, \dots, M)
A function is symmetric if the order of the data does not matter; the function depends only on the values themselves, not on how they are arranged.
This abstract definition unifies the different types of means, such as the arithmetic, geometric, and harmonic mean within a single conceptual framework. Each specific mean can be obtained by choosing a particular function $F$ that represents the relationship among the data values. If the function $F$ iis chosen as the sum of all data values, that is:
F(x_1, x_2, \dots, x_n) = x_1 + x_2 + \dots + x_n
then the general expression becomes:
x_1 + x_2 + \dots + x_n = nM
From this relation we obtain the formula of the arithmetic mean:
M = \frac{x_1 + x_2 + \dots + x_n}{n} = \frac{1}{n} \sum_{i=1}^{n} x_i
The mean as the minimum substitution error
Another influential definition of the mean was introduced by Abraham Wald, who associated the concept of the mean with the idea of the substitution error. According to this approach, the mean is the value that minimizes the total error produced when all data points in a set are replaced by a single representative number. In essence, it identifies the point that yields the smallest possible discrepancy between the observed values and their common substitute. Mathematically, this can be expressed as:
M = \arg\min_{\mu} \sum_{i=1}^{n} (x_i - \mu)^2
The value $\mu$ that minimizes this expression corresponds to the arithmetic mean, which balances the squared deviations of the data.
Hölder Mean
The Hölder mean, also known as the power mean or generalized mean, defines a family of means that includes the arithmetic, geometric, and harmonic mean as special cases. It is defined for positive values $x_1, x_2, \dots, x_n$ as:
M_s = \left( \frac{1}{n} \sum_{i=1}^{n} x_i^s \right)^{\frac{1}{s}}
For different values of $s$, the Hölder mean reproduces the main classical means.
	  For $s = 1$ it corresponds to the arithmetic mean.
	  For $s = 0$ it becomes the geometric mean.
	  For $s = -1$ it yields the harmonic mean.
	  For $s = 2$ it represents the quadratic mean.

List of the main means
-
\text{1. } \quad M_1 = \frac{1}{n} \sum_{i=1}^{n} x_i
 more
-
\text{2. } \quad M_1 = \frac{\sum_{i=1}^{n} w_i x_i}{\sum_{i=1}^{n} w_i}
 more
-
\text{3. } \quad M_0 = \left( \prod_{i=1}^{n} x_i \right)^{\frac{1}{n}}
 more
-
\text{4. } \quad M_0 = \left( \prod_{i=1}^{n} x_i^{w_i} \right)^{\frac{1}{\sum_{i=1}^{n} w_i}}
 more
-
\text{5. } \quad M_{-1} = \frac{n}{\sum_{i=1}^{n} \frac{1}{x_i}}
 more
-
\text{6. } \quad M_2 = \left( \frac{1}{n} \sum_{i=1}^{n} x_i^2 \right)^{\frac{1}{2}}
 more
Each formula represents a specific way of summarizing a dataset, depending on how the individual values contribute to the final result. While all means describe central tendency, their interpretation varies with the mathematical operation that defines them.
When to use each mean
	  Arithmetic mean ($M_1$): used when values combine additively, such as totals of quantities like income, length, or temperature. It expresses the point of balance of a dataset, where each observation contributes equally to the result.

	  Weighted arithmetic mean ($M_1$ weighted): applied when some data points have more relevance or occur more frequently than others. Each observation is multiplied by a weight that reflects its importance before computing the average.

	  Geometric mean ($M_0$): suitable for quantities that combine multiplicatively, such as growth factors, returns, or indices. It describes the representative rate of change over time, showing how values scale proportionally.

	  Weighted geometric mean ($M_0$ weighted): used when multiplicative data have different levels of importance. Common in finance or performance analysis, where certain elements influence the result more than others.

	  Harmonic mean ($M_{-1}$): appropriate for averaging rates, speeds, or ratios where smaller values should weigh more. It reflects the true mean rate when the total distance, quantity, or workload remains constant.

	  Quadratic mean ($M_2$): chosen when values combine quadratically, as in the case of voltages, accelerations, or power. It highlights the effective magnitude of the data by giving greater influence to larger variations.


Mean or expected value of a random variable
In the case of discrete random variables, the mean or expected value is calculated as the sum of all possible values of $X$ weighted by their probabilities:
\mu = E(X) = \sum_x x f(x)
In the case of continuous random variables, the mean is obtained by integrating each possible value of $X$ weighted by its probability density over the entire range:
\mu = E(X) = \int_{-\infty}^{+\infty} x f(x)dx
Both forms express the same underlying idea: the mean reflects where the values of a random variable tend to cluster. In the discrete case it is found by summing over all possible outcomes, while in the continuous case the same principle extends smoothly through integration.
Mean of a sampling distribution
The sample mean represents the average value of observations in a sample drawn from a population and serves as an estimate of the population mean. It is defined as
\overline{X} = \frac{1}{n} \sum_{i=1}^{n} X_i
where $\overline{X}$ is the sample mean, $n$ is the sample size, and $X_i$ represents the value of the $I$-th observation in the sample.
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What is an inverse function
In the introduction to functions, we saw that a function $f: X \to Y$ is called bijective if it is both injective and surjective, that is, for every $y \in Y$, there exists a unique $x \in X$ such that $f(x) = y$.
	  $X$ is the domain.
	  $Y$ is the codomain.
	  A function is called injective if for every $x_1, x_2 \in X$, with $x_1 \ne x_2$, we have $f(x_1) \ne f(x_2)$. In other words, for every $y \in Y$, there exists at most one $x \in X$ such that $f(x) = y$.
	  A function is called surjective if for every $y \in Y$, there exists at least one $x \in X$ such that $f(x) = y$.


A function $f : X \to Y$ is bijective if and only if there exists a function $g : Y \to X$ such that:
	  $(g \circ f)(x) = g(f(x)) = x$ for every $x \in X$
	  $(f \circ g)(y) = f(g(y)) = y$ for every $y \in Y$

In this case, the function $g$ is unique and is called the inverse function of $f$, denoted by:
f^{-1} = g
$(g \circ f)(x) = g(f(x))$ is called the composite function, which means applying $f$ to $x$ first, and then applying $g$ to the result.
Making a function invertible by restricting its domain
Consider the function $f(x) = x^2$, defined on $\mathbb{R}$. This is a quadratic function, represented by a parabola with its vertex at the origin of the Cartesian plane. On its full domain $\mathbb{R}$, the function is not invertible, since it is not injective: distinct inputs can produce the same output, for example $f(-2) = f(2)$.
However, if we restrict the domain to $[0, +\infty)$, the function becomes bijective and therefore invertible. In this case, the inverse function is:
f(x) = x^2 \rightarrow f^{-1}(x) = \sqrt{x} \quad \text{for} \; x \geq 0
[image: ]
The graph of a function and that of its inverse are symmetric with respect to the line $y = x$, which is the diagonal bisecting the first and third quadrants of the Cartesian plane.
If a function $f$ is composed with its inverse $f^{-1}$, the result is the identity function, which maps each element of a set to itself:
f(f^{-1}(x)) = f^{-1}(f(x)) = x
How to find the inverse of a general function
	  Check whether the function is bijective, or determine a restriction of its domain that makes it bijective.

	  Replace $f(x)$ with $y$, so that you work with the equation $y = f(x)$.

	  Swap the variables $x$ and $y$: write $x = f(y)$. This reflects the idea of inverting input and output.

	  Solve the equation for $y$, isolating it explicitly.

	  Rewrite the result as $f^{-1}(x) = \ldots$, using $x$ as the input variable for the inverse.


Example
We want to find its inverse of the function $f(x) = \dfrac{2x - 1}{x + 3}$.
The function $f$ is bijective on its domain $\mathbb{R} \setminus {-3}$, because it is strictly increasing: its derivative is always positive. This ensures that $f$ is injective, and since the image of $f$ covers all real numbers except a single point, it is also surjective onto its codomain.

Write the function as an equation:
y = \dfrac{2x - 1}{x + 3}
Swap $x$ and $y$
x = \dfrac{2y - 1}{y + 3}

Solve for $y$. Multiply both sides by $y + 3$:
x(y + 3) = 2y - 1
Distribute the left-hand side:
xy + 3x = 2y - 1

Bring all terms to one side and factor $y$ on the left-hand side:
\begin{align} &xy - 2y = -1 - 3x\\[0.5em] &y(x - 2) = -1 - 3x \end{align}
Solve for $y$:
y = \dfrac{-1 - 3x}{x - 2}
The inverse function is:
f^{-1}(x) = \dfrac{-1 - 3x}{x - 2}
Inverse function theorem
A useful result from basic analysis is the one–dimensional version of the inverse function theorem. The idea is quite intuitive: if a function behaves regularly on an interval, then it can be inverted without difficulty. More precisely, suppose a function $f$ is continuous and differentiable on an interval $I$, and its derivative never vanishes:
f’(x) \neq 0 \quad \forall \, x \in I
Under these conditions, the function is strictly monotonic on $I$, which guarantees that it is invertible on that interval. As a consequence, an inverse function $f^{-1}$ exists on $f(I)$. This inverse is not only continuous but also differentiable, and its derivative is given by the relation:
\bigl(f^{-1}\bigr)'(y) = \frac{1}{f’\\!\bigl(f^{-1}(y)\bigr)}
This result shows how a local condition (the derivative never becomes zero) ensures a global property such as invertibility.
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Before you begin, review the key concepts behind irrational equations to better follow the solution process.
Solve the irrational equation:
\sqrt{x^2 - 2x+1} = \sqrt{3}

As a first step, we must determine the conditions of existence by imposing:
x^2 - 2x+1 \geq 0
Solve the second-degree equation associated with the inequality $x^2 - 2x+1 \geq 0$ and find its solutions. In this case, we have a notable product and the equation becomes:
(x - 1)(x - 1) = (x-1)^2
 The square of any real number is always non-negative value. Therefore, $(x - 1)^2 ≥ 0$ is true for all real values of x.
(-\infty, +\infty)

Proceed to solve the original equation. First, isolate the roots to the left and right of the equal sign, and then square both members. We have:
\begin{align} & \sqrt{x^2 - 2x+1} = \sqrt{3} \\[0.5em] & x^2 - 2x + 1 = 3\\[0.5em] & x^2 - 2x + 1 - 3 = 0\\[0.5em] & x^2 - 2x - 2 = 0\\[0.5em] \end{align}

We have obtained a second-degree equation that we can solve using the quadratic formula.
\begin{align} x_{1,2} &= \frac{-(-4) \pm \sqrt{(-2)^2 -4 \cdot 1 \cdot (-2)}}{2 \cdot 1} \\[1ex] & = \frac{4 \pm \sqrt{4 +8}}{2} \\[1ex] & = \frac{4 \pm \sqrt{12}}{2} \\[1ex] & = \frac{4 \pm 2 \sqrt{3}}{2} \\[1ex] \end{align}
We have:
x= 1 +\sqrt{3}
x= 1 -\sqrt{3}
Both solutions are acceptable since they fall within the field of existence of the initial equation.

Finally, we need to verify whether they satisfy the original equation. This step is crucial because some solutions may belong to the set of possible solutions but fail to satisfy the given equation.
For $x = 1 +\sqrt{3}$ we have:
\begin{align} &\sqrt{(1 +\sqrt{3})^2 -2(1 +\sqrt{3}) +1} = \sqrt{3}\\[0.5em] &\sqrt{1 +2\sqrt{3} +3 -2 -\sqrt{3} +1} = \sqrt{3}\\[0.5em] &\sqrt{3} = \sqrt{3}\\\\ \end{align}
 The equality is verified, so $x$ is a solution to the equation.

For $x = 1 -\sqrt{3}$ we have:
\begin{align} &\sqrt{(1 -\sqrt{3})^2 -2(1 -\sqrt{3}) +1} = \sqrt{3}\\[0.5em] &\sqrt{1 -2\sqrt{3} +3 -2 + \sqrt{3} +1} = \sqrt{3}\\[0.5em] &\sqrt{3} = \sqrt{3}\\\\ \end{align}
 The equality is verified, so $x$ is a solution to the equation.
The solution to the equation is:
x= 1 +\sqrt{3} \quad \quad x= 1 -\sqrt{3}
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Before you begin, review the key concepts behind irrational equations to better follow the solution process.
Solve the irrational equation:
\sqrt{2x-x^2} = x-2

The equation is of the form:
\sqrt[n]{f(x)} = g(x)
 where $n$, the index of the root is even. The domain (or set of admissible solutions) is determined by solving the system of inequalities:
\begin{cases} f(x) \geq 0 \\[2ex] g(x) \geq 0 \end{cases}
The system becomes:
\begin{cases} 2x-x^2 \geq 0 \\[2ex] x-2 \geq 0 \\\\ \end{cases}

For $x-2 \geq 0$ we have $x \geq 2$.
For $2x-x^2 \geq 0$, since the sign of the second-degree term is negative, multiply everything by -1 and invert the sign of the inequality. We obtain:
x^2-2x \leq 0

Solve the second-degree equation associated with the inequality $x^2-2x \leq 0$ and find its solutions. The equation becomes:
\begin{align} & x^2-2x = 0 \\[1ex] & x(x-2) = 0 \end{align}
The solution to the equation is $x=0$ and $x=2$. Since the sign of the inequality is less than 0, the set of solutions that satisfy the inequality is between 0 and 2.
The admissible set of solutions is given by the intersection of the intervals found for $f(x)$ and $g(x)$. Use the graphical method to determine it visually:
0
2
The only admissible solution of the initial equation is $x = 2$. Being the only possible value, we could stop here and verify if it satisfies the initial equation. The following steps are shown for completeness.

Solve the initial equation by squaring both members. We have:
\begin{align} &2x -x^2 = (x-2)^2 \\[1ex] &2x -x^2 = x^2 -4x +4 \\[1ex] &2x -x^2 - x^2 +4x -4 = 0\\[1ex] &-2x^2 +6x -4 = 0\\[1ex] &x^2 -3x -2 = 0 \end{align}

The second-degree equation can be factorized as:
(x-1)(x-2) = 0
The solution to the equation is $x= 1$ and $x = 2$.

The only acceptable solution is $x = 2$, since it falls within the domain of the original equation. Now verify whether it satisfies the original equation. This step is crucial, because a value may belong to the domain but still not satisfy the equation, in which case it must be discarded as an extraneous solution.
For $x = 2$ we have:
\begin{align} &\sqrt{2\cdot 2 -(2)^2} = 2-2 \\[1ex] &\sqrt{4 -4} = 0 \\[1ex] &0 = 0 \end{align}
 The equality is verified, so $x$ is a solution to the equation.
The solution to the equation is:
x= 2
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Before you begin, review the key concepts behind irrational equations to better follow the solution process.
Solve the irrational equation:
\sqrt{4 -x} = 3- \sqrt{5 +x}

Determine the set of admissible solutions. The equation is of the form:
\sqrt[n]{f(x)} = g(x)
 where $n$, the index of the root is even. The set of admissible solutions is determined by solving the system of inequalities:
\begin{cases} f(x) \geq 0 \\[2ex] g(x) \geq 0 \\\\ \end{cases}
The system becomes:
\begin{cases} 4-x \geq 0 \\[2ex] 5+x \geq 0 \\\\ \end{cases}

For $4-x \geq 0$ we have $x \leq 4$ and for $5+x \geq 0$ we have $x \geq -5$. The admissible set of solutions is given by the intersection of the intervals found for $f(x)$ and $g(x)$. Use the graphical method to determine it:
-5
4
The admissible set of solutions is within the interval $[-5, 4]$.

Solve the initial equation by squaring both members:
\begin{align} &(\sqrt{4 -x})^2 = (3- \sqrt{5+x})^2 \\[2ex] &4 -x = (3- \sqrt{5+x})^2 \end{align}
The member to the right of the equal sign is the square of a binomial $(a+b)^2 = a^2+2ab +b^2$.
The equation becomes:
\begin{align} &4-x = 9- 6\sqrt{5 +x} + (5 +x) \\[2ex] &- 6\sqrt{5 +x} = 4 -x -9 -5 -x\\[2ex] &6\sqrt{5 +x} = 2x +10 \\[2ex] &3\sqrt{5 +x} = x +5 \end{align}

We have obtained an equation similar to the starting one. Now, square both sides again:
\begin{align} &(3\sqrt{5+x})^2 = (x+5)^2\\[1ex] &9\cdot(5+x) = x^2+10x + 25\\[1ex] &45 +9x- x^2 -10x -25= 0 \\[1ex] &x^2 +10x -9x +25 -45= 0 \\[1ex] &x^2 +x -20= 0 \end{align}

The second-degree equation can be solved using the quadratic formula:
\begin{align*} x_{1,2} &= \frac{-1 \pm \sqrt{1^2 -4(1)(-20)}}{2(1)} \\[2ex] &= \frac{-1 \pm \sqrt{1 +80}}{2}\\[2ex] &= \frac{-1 \pm 9}{2}\\[2ex] \end{align*}
We have:
x = -\frac{10}{2} \to x = -5
x = \frac{8}{2} \to x = 4
The solution to the equation is:
x = -5 \quad x = 4

Both values are acceptable since they fall within the set of admissible solutions of the equation. Verify if they satisfy the initial equation. Remember that this step is crucial because solutions may occur in the set of acceptable solutions but do not satisfy the identity of the equation.
For $x = -5$ we have:
\begin{align} &\sqrt{4-(-5)} = 3- \sqrt{5+(-5)}\\[1ex] &\sqrt{9} = 3 - \sqrt{0}\\[1ex] &3 = 3 \end{align}
 The equality is verified, so $x = -5\;$ is a solution to the equation.
For $x =4$ we have:
\begin{align} &\sqrt{4-4} = 3- \sqrt{5+4}\\[1ex] &0 = 3 - \sqrt{9}\\[1ex] &0 = 3-3\\[1ex] &0 = 0 \end{align}
 The equality is verified, so $x = 4\;$ is a solution to the equation.
The solution to the equation is:
x= -5 \quad \quad x = 4


  

    Irrational Equation A4
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Before you begin, review the key concepts behind irrational equations to better follow the solution process.
Solve the irrational equation
\sqrt{3x^2-8x} = -5

The solution is immediate and requires no computation. The equation is of the form:
\sqrt[n]{f(x)} = k
where $k$ is a negative real number and $n$ is even. Since even-indexed roots of real numbers are always non-negative, the equation has no real solution.
Solution
\not \exists\; x \in \mathbb{R}


  

    Irrational Equation A5

Source: algebrica.org - CC BY-NC 4.0
https://algebrica.org/exercises/irrational-equation-a-5/
Fetched from algebrica.org test 14699; source modified 2025-04-25T17:22:46.
Before you begin, review the key concepts behind irrational equations to better follow the solution process.
Solve the irrational equation:
\sqrt[3]{2x^2+x-3} = \sqrt[3]{3}

Determine the set of admissible solutions. The equation is in the form:
\sqrt[n]{f(x)} = k
 where $n$, the index of the root is odd and $k$ is a non-negative number. Since the index of the root is an odd number, no existence conditions need to be imposed because the root exists within the set of real numbers.
Raise both members to the cube:
\begin{align} &2x^2 +x -3 = 3 \\[1ex] &2x^2 +x -3-3 = 0\\[1ex] &2x^2 +x -6 = 0\\[1ex] \end{align}

We have obtained a second-degree equation that can be solved using the quadratic formula:
\begin{align*} x_{1,2} &= \frac{-1 \pm \sqrt{1^2 -4(2)(-6)}}{2(2)} \\[1ex] x_{1,2} &= \frac{-1 \pm \sqrt{49}}{4}\\[1ex] x_{1,2} &= \frac{-1 \pm 7}{4}\\[1ex] \end{align*}
 We have:
x = -\frac{8}{4} \to x = -2
x = \frac{6}{4} \to x = \frac{3}{2}
 The solution to the equation is:
x = -2 \quad x= \frac{3}{2}

Check if the solution satisfy the initial equation by substituting the value in the original equation. Remember that this step is crucial because solutions may occur in the set of acceptable solutions but do not satisfy the identity of the equation.
For $x = -2$ we have:
\begin{align} &\sqrt[3]{2(-2)^2 +(-2) -3} = \sqrt[3]{3}\\[1ex] &\sqrt[3]{8 -2 -3} = \sqrt[3]{3}\\[1ex] &\sqrt[3]{3} = \sqrt[3]{3} \end{align}
 The equality is verified, so $x$ is a solution to the equation.
For $x = 3/2$ we have:
\begin{align} &\sqrt[3]{2(3/2)^2 +(3/2) -3} = \sqrt[3]{3}\\[1ex] &\sqrt[3]{2 \cdot 9/4 +3/2 -3} = \sqrt[3]{3}\\[1ex] &\sqrt[3]{9/2 +3/2 -3} = \sqrt[3]{3}\\[1ex] &\sqrt[3]{12/2 -3} = \sqrt[3]{3}\\[1ex] &\sqrt[3]{6-3} = \sqrt[3]{3}\\[1ex] &\sqrt[3]{3} = \sqrt[3]{3}\\[1ex] \end{align}
 The equality is verified, so $x$ is a solution to the equation.
The solution to the equation is:
x= -2 \quad \quad x = \frac{3}{2}
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Before you begin, review the key concepts behind irrational equations to better follow the solution process.
Solve the irrational equation:
\sqrt{x+3} = 1 + \sqrt{2-x}

Determine the set of admissible solutions. The equation is in the form:
\sqrt[n]{f(x)} = g(x)
 where , the index of the root is even. The admissible set of solutions is determined by solving the system of inequalities:
\begin{cases} f(x) \geq 0 \\[2ex] g(x) \geq 0 \\\\ \end{cases}
The system becomes:
\begin{cases} x+3 \geq 0 \\[2ex] 2-x \geq 0 \\\\ \end{cases}

For $x +3 \geq 0$ we have $x \geq -3$ and for $2 -x \geq 0$ we have $x \leq 2$. The admissible set of solutions is given by the intersection of the intervals found for $f(x)$ and $g(x)$. Use the graphical method to determine it:
-3
2
The admissible set of solutions is within the interval $[-3, 2]$.
Deepen your understanding of how to determine the admissible set of solutions by identifying the domain of the functions involved in the equation.

Solve the initial equation by squaring both members:
\begin{align} &(\sqrt{x+3})^2 = (1+ \sqrt{2-x})^2 \\[1ex] &x+3 = 1 +2\sqrt{2 -x} + 2 -x \\[1ex] &x +x +3 -1 -2 = 2\sqrt{2 -x} \\[1ex] &2x = 2\sqrt{2 -x} \\[1ex] &x = \sqrt{2 -x} \\[1ex] \end{align}
We have obtained an equation similar to the starting one. Now, square both sides again:
\begin{align} &(x)^2 = (\sqrt{2 -x})^2 \\[1ex] &x^2 = 2 -x \\[1ex] &x^2 +x -2 = 0 \\[1ex] \end{align}
The second-degree equation can easily be factored into:
(x+2)(x-1)
The solution to the equation is:
x= -2 \quad x= 1

Both values are acceptable since they fall within the set of admissible solutions of the equation. Verify if they satisfy the initial equation. Remember that this step is crucial because solutions may occur in the set of acceptable solutions but do not satisfy the identity of the equation.
For $x = -2$ we have:
\begin{align} &\sqrt{(-2)+3} = 1 + \sqrt{2-(-2)}\\[1ex] &\sqrt{1} = 1 + \sqrt{4}\\[1ex] &1 = 3 \end{align}
 The equality is not verified, so $x = -2$ is not a solution to the equation.
For $x =1$ we have:
\begin{align} &\sqrt{(1)+3} = 1 + \sqrt{2-(1)}\\[1ex] &\sqrt{4} = 1 + \sqrt{1}\\[1ex] &2 = 2\\\\ \end{align}
 The equality is verified, so $x= 1$ is a solution to the equation.
The solution to the equation is:
x= 1
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-
\text{A1. } \quad \sqrt{x^2 -2x +1} = \sqrt{3}
 solution
-
\text{A2. } \quad \sqrt{2x -x^2} = x -2
 solution
-
\text{A3. } \quad \sqrt{4 -x} = 3- \sqrt{5 +x}
solution
-
\text{A4. } \quad \sqrt{3x^2 -8x} = -5
solution
-
\text{A5. } \quad \sqrt[3]{2x^2 +x -3} = \sqrt[3]{3}
 solution
-
\text{A6. } \quad \sqrt{x+3} = 1 + \sqrt{2-x}
solution
-
\text{A7. } \quad \sqrt[5]{4x-6} = 2
 solution
-
\text{A8. } \quad \sqrt{x+100} -x = -10
 solution


  

    Irrational Equations

Source: algebrica.org - CC BY-NC 4.0
https://algebrica.org/irrational-equations/
Fetched from algebrica.org post 2125; source modified 2026-03-20T18:09:29.
Concept
The structure of the entry is shown in the conceptual map, where each branch represents a core component and the sub-nodes highlight the specific notions discussed.
Easy
4
Requires
0
Enables
The following concepts, Equations, Powers, Radicals, Systems of Inequalities, are required as prerequisites for this entry.
Definition of irrational equations
Irrational equations, also known as radical equations, are equations in which the unknown variable $x$ appears within a radical or is represented by a fractional exponent. These equations form a distinct class of problems that cannot be addressed solely through standard algebraic manipulations. The inclusion of roots and non-integer exponents imposes additional constraints on the permissible values of $x$, making domain analysis an essential preliminary step before solving the equation.

An irrational equation is defined as an equation of the form $F(x) = 0$ in which at least one term contains a fractional power of a function, specifically a power with a denominator greater than one in the exponent. Equivalently, these equations include radical expressions. More precisely, the defining term takes the form:
f(x)^{\frac{p}{q}} \quad \text{with } q > 1
In radical notation, we can express them as:
\sqrt[q]{\,f(x)}
Typical forms include expressions where a polynomial is placed under an $n$-th root or is raised to a reciprocal power:
\sqrt[n]{\,f(x)\,} = g(x)
f(x)^{\,\frac{1}{n}} = g(x)
where $f(x)$ and $g(x)$ are polynomials of arbitrary degree with real coefficients.
Solving such equations typically involves eliminating the radical by raising both sides to the appropriate power. This process may introduce extraneous solutions; therefore, each candidate solution must be verified against the domain constraints determined by the original radical expression.
General forms of irrational equations
-
\text{1. } \quad \sqrt[n]{\,f(x)\,} = g(x)
-
\text{2. } \quad \sqrt[n]{\,f(x)\,} = k
-
\text{3. } \quad f(x)^{1/n} = g(x)
These conditions highlight what makes irrational equations unique. Roots set clear limits on the domain, and after removing radicals, you need to check your solutions. Algebraic steps may give possible answers, but each one should be checked carefully.
How to solve irrational equations
When dealing with irrational equations, the strategy used to solve them depends heavily on the structure of the radical and on the position of the unknown within the expression. However, despite these variations, the overall approach follows a few essential steps that guide the solution process. The key stages can be summarised as follows:
	  Determine the domain by considering whether the index of the roots is even or odd, and impose the relevant conditions discussed above.

	  Eliminate the roots by raising both sides of the equation to the appropriate power.

	  Perform the necessary calculations and determine the solutions. Check their admissibility by verifying if they belong to the original domain of existence and satisfy the initial equation.


A closer look at the general forms
Irrational equations can appear in several structural patterns, and recognising these patterns is essential for understanding how to approach their solution. In this context, the position of the variable inside a radical and the value of the radical’s index play a central role, as they determine both the domain of definition and the type of algebraic manipulations that can be applied.

A first and very common case is that of irrational equations in which the index $n$ of the root is even. These equations have the general form:
\sqrt[\large{n}]{\,f(x)\,} = g(x) \quad n \in 2\mathbb{Z}
where $2\mathbb{Z}$ denotes the set of even integers. Because an even root is defined only for non-negative radicands, one must impose specific conditions of existence before attempting to solve the equation.
	  Impose the domain:$f(x) \ge 0$ and $(g(x) \ge 0.$
	  Remove the radical: raise both sides to the power $n$.
	  Solve the resulting algebraic equation.
	  Check each solution in the original equation.
	  Keep only the values that satisfy all domain conditions.

In this case, one must also verify that $g(x) \ge 0$, since an even-index root can only produce non-negative real values and cannot equal a negative quantity.

When the equation has the form
\sqrt[\large{n}]{\,f(x)\,} = k
and $k$ is a non-negative real number, the domain of existence for the unknown $x$ is given by the values of the variable that satisfy:
f(x) \ge 0
Only for those values is the expression under the radical well defined. To solve the equation, follow these essential steps:
	  Impose the domain condition: ensure that $f(x) \ge 0$.
	  Remove the radical by raising both sides to the power $n$.
	  Solve the resulting algebraic equation.
	  Check each candidate solution in the original equation.
	  Keep only the values that satisfy the domain and the original equality.


If instead the equation is of the form:
\sqrt[\large{n}]{\,f(x)\,} = k
with $k$ a negative real number, then the equation has no solution. An even-index radical cannot yield a negative value, so the equality cannot be satisfied for any real value of the variable.

A more general situation arises when the equation is written as:
\sqrt[\large{n}]{\,f(x)\,} = g(x)
where $g(x)$ is a rational function. In this case, determining the domain of existence requires analysing both sides of the equation. The allowed values of $x$ are those that satisfy the following system of inequalities defining the domain:
\begin{cases} f(x) \ge 0 \\[2ex] g(x) \ge 0 \\[2ex] \end{cases}
After establishing the domain conditions, the equation may be transformed by raising both sides to the power $n$, resulting in the following equivalent algebraic equation:
f(x) = \bigl(g(x)\bigr)^n
Given these conditions, the radical is well-defined, the equality holds significance, and the resulting equation after eliminating the radical remains consistent with the original expression.

If the equation is written in the form:
f(x)^{1/n} = g(x) \quad n \in 2\mathbb{Z}
and the expression $g(x)$ takes negative values for some real $x$, then the equation cannot have a solution at those points. When the index $n$ is even, the expression $f(x)^{1/n}$ represents an even-index root, which can only produce non-negative real numbers. As a result, the equality cannot be satisfied whenever $g(x) < 0,$ since an even root cannot return a negative value. In other words, the equation
f(x)^{1/n} = g(x)
has no solution for any $x$ such that $g(x) < 0.$ Possible solutions may exist only where $g(x) \ge 0,$ and these must also satisfy the condition that the radicand is defined, that is $f(x) \ge 0.$
Distinction between irrational and rational equations
The difference between irrational and rational equations depends on the way the variable $x$ appears within the algebraic expression. Rational equations are built from ratios of polynomials, meaning that the unknown occurs only in the numerator or denominator of a fraction whose components are polynomial expressions. An example is
\frac{2x}{2x - 1}
which remains entirely within the framework of rational expressions.
Irrational equations, on the other hand, are characterised by the presence of the variable inside a root or raised to a fractional exponent. These equations involve radical notation, often with an explicit index defining the order of the root, and their structure introduces domain restrictions that must be considered before attempting a solution. A typical example is:
\frac{2x}{\sqrt{2x - 1}}
where the square root makes the equation irrational.
Recognising whether an equation is rational or irrational is an essential first step, as each class requires different solving techniques and comes with its own set of algebraic constraints.
Roots with odd indexes
When the index $n$ of a radical is an odd integer, the behaviour of the equation becomes particularly manageable. Unlike even roots, which impose restrictions on the radicand, an odd root can be evaluated for any real input. This means that the expression remains meaningful over the entire real line, without the need to introduce conditions that limit the domain of the variable. In practice, the possibility of extracting the root of a negative number greatly simplifies the overall structure of the equation.
From a mathematical standpoint, if $n = 2k + 1$ is odd, the function:
x \longmapsto \sqrt[n]{x}
is defined for every $x \in \mathbb{R}$. This property stems from the fact that raising a real number to an odd power always gives a real value, regardless of whether the initial number is positive, negative, or zero. As a consequence, taking an odd root (the inverse operation) is always possible and never introduces inconsistencies related to sign constraints. A general irrational equation involving an odd root can be written as:
\sqrt[\large{n}]{\,f(x)\,} = g(x) \quad n \in 2\mathbb{Z} + 1
and can be transformed into an equivalent algebraic equation simply by raising both sides to the power $n$:
f(x) = \bigl(g(x)\bigr)^{n}
In this setting, the radical does not impose additional inequalities such as $f(x) \ge 0$ or $g(x) \ge 0$; any restrictions arise solely from the expressions outside the radical, for instance when denominators or further roots appear elsewhere in the equation. A straightforward numerical example illustrates this behaviour:
\sqrt[3]{-8} = -2
because:
(-2)^3 = -8
More generally, for any real number $a$ and any odd index $n = 2k + 1$:
\sqrt[n]{\,a\,} = a^{1/n}
and the result remains real. This correspondence between odd-index radicals and fractional powers explains why irrational equations of this type can often be handled through direct algebraic manipulation, without the preliminary domain checks required in the even-index case.
Rationale for maintaining roots on opposite sides
When solving equations involving roots, it is important to keep the roots on either side of the equal sign separate. This practice helps prevent the introduction of extraneous solutions that may arise during exponentiation. For example, consider the following irrational equation:
\sqrt{2x} -\sqrt{x +1} = 0

Squaring a root can introduce additional roots, which may complicate the calculation:
\begin{align} & (\sqrt{2x} -\sqrt{x +1} )^2 = 0 \\[2ex] & 2x -(x +1) + 2\sqrt{2x}\cdot\sqrt{x+1} = 0\\[2ex] \end{align}

To simplify calculations, it is preferable to isolate the roots on opposite sides of the equation whenever possible:
\begin{align} & \sqrt{2x} = \sqrt{x +1} \\[2ex] & (\sqrt{2x})^2 = (\sqrt{x +1})^2 \\[2ex] & 2x = x +1 \\[2ex] & 2x-x = 1 \\[2ex] & x = 1 \end{align}
Example 1
Solve the irrational equation:
\sqrt{x^2-2} = \sqrt{4x}

The equation is of the form:
\sqrt[\large{n}]{f(x)} = g(x)
where $n$, the index of the root is even. The admissible set of solutions is determined by solving the system of inequalities:
\begin{cases} f(x) \geq 0 \\[2ex] g(x) \geq 0 \\\\ \end{cases}

Substitute $f(x)$ and $g(x)$ for the polynomials under the roots to obtain:
\begin{cases} x^2-2 \geq 0 \\[2ex] 4x \geq 0 \\\\ \end{cases}

Solve the second-degree equation associated with the first inequality $x^2-2 \geq 0$ and find its solutions. In this case, we have:
x_{1,2} = \pm \sqrt{2}
 therefore, the domain of existence of the inequality is given by the intervals:
(-\infty, -\sqrt{2}] \\ \cup \\ [\sqrt{2}, +\infty)
For the second inequality we have $x \geq 0$. The intersection of the intervals found gives the admissible set of solutions. We can use the graphical method to determine it visually:
-\sqrt{2}
0
+\sqrt{2}
The system admits solutions in the interval $[\sqrt{2}, +\infty)$.

To solve the original equation, isolate the radicals on each side of the equation and then square both sides as follows:
\begin{align} & \sqrt{x^2 -2} = \sqrt{4x} \\[0.5em] & x^2 -2 = 4x\\[0.5em] & x^2 -4x -2 = 0 \end{align}
This gives us a quadratic equation that we can solve using the quadratic formula.
\begin{align} x_{1,2} &= \frac{-(-4) \pm \sqrt{(-4)^2 -4 \cdot 1 \cdot (-2)}}{2 \cdot 1} \\[1ex] & = \frac{4 \pm \sqrt{16 +8}}{2} \\[1ex] & = \frac{4 \pm \sqrt{24}}{2} \\[1ex] & = \frac{4 \pm 2\sqrt{6}}{2} \\[1ex] & = 2 \pm \sqrt{6} \\[1ex] \end{align}

Before verifying the solutions, it is necessary to determine whether they belong to the admissible set $[\sqrt{2}, +\infty)$:
	  $x_2 = 2 + \sqrt{6} \approx 4.449 \in [\sqrt{2}, +\infty)$
	  $x_1 = 2 - \sqrt{6} \approx -0.449 \notin [\sqrt{2}, +\infty)$

$x_1 = 2 - \sqrt{6}$ is an extraneous solution introduced during the squaring step and should be discarded. It is now necessary to verify that $x_2 = 2 +\sqrt{6}$ satisfies the original equation:
\begin{align} & \sqrt{(2 +\sqrt{6})^2 -2} = \sqrt{4\cdot(2+\sqrt{6})} \\[0.5em] & \sqrt{4 +4\sqrt{6} +6 -2}= \sqrt{8 +4\sqrt{6}} \\[0.5em] & \sqrt{8 +4\sqrt{6}} = \sqrt{8 +4\sqrt{6}}\\[0.5em] \end{align}
The equality holds. Thus, the solution to the equation is:
x = 2 + \sqrt{6}
Exercises
-
\text{1. } \quad \sqrt{x^2 -2x +1} = \sqrt{3}
 solution
-
\text{2. } \quad \sqrt{2x -x^2} = x -2
 solution
-
\text{3. } \quad \sqrt{4 -x} = 3- \sqrt{5 +x}
solution
-
\text{4. } \quad \sqrt{3x^2 -8x} = -5
solution
-
\text{5. } \quad \sqrt[3]{2x^2 +x -3} = \sqrt[3]{3}
 solution
-
\text{6. } \quad \sqrt{x+3} = 1 + \sqrt{2-x}
solution
-
\text{7. } \quad \sqrt[5]{4x-6} = 2
 solution
-
\text{8. } \quad \sqrt{x+100} -x = -10
 solution
-
\text{9. } \quad \frac{\sqrt{2x - 1}}{x - 2} = 1
 solution
-
\text{10. } \quad \sqrt{3 \sqrt{x-1}} = 3
 solution
The proposed equations are carefully designed to help you consolidate your understanding of irrational equations. Try solving them independently before checking the solutions provided.
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Concept
The structure of the entry is shown in the conceptual map, where each branch represents a core component and the sub-nodes highlight the specific notions discussed.
Easy
4
Requires
0
Enables
The following concepts, Determining the Domain of a Function, Quadratic Inequalities, Radicals, Sign Analysis in Inequalities, are required as prerequisites for this entry.
Definition
An irrational inequality is an inequality in which the unknown appears under a radical sign or is raised to a fractional exponent. More precisely, it is an inequality of the form $F(x) \geq 0$ or $F(x) > 0$ in which at least one term contains an expression of the type $\sqrt[n]{f(x)}$ or equivalently $f(x)^{p/q}$ with $q > 1$. As with irrational equations, the presence of radicals imposes constraints on the domain, and these constraints interact non-trivially with the direction of the inequality.
The central difficulty that distinguishes irrational inequalities from their equation counterparts is that raising both sides to a power is a monotone operation only under specific sign conditions:
	  When both sides are non-negative, the inequality is preserved under even-power exponentiation.
	  When the sign of one side is indeterminate, the direction of the inequality may be reversed or the operation may not be justified at all.

In practice, solving irrational inequalities requires careful control of admissible values, since algebraic transformations may introduce extraneous solutions that must be checked against the original inequality.
Even-index radicals versus odd-index radicals
The behaviour of an irrational inequality depends fundamentally on whether the index $n$ of the radical is even or odd, and this distinction shapes the entire solution strategy. When the index is odd, the function $\sqrt[n]{x}$ is defined and strictly increasing on the whole real line, provided one adopts the real-valued convention which uses the sign function:
\sqrt[n]{x} = \text{sign}(x) \cdot |x|^{1/n}
which extends the odd root to negative arguments. Under this convention, $\sqrt[3]{-8} = -2$ and more generally the odd-index radical is the inverse of the odd-power function $t \mapsto t^n$. As a consequence we have:
\sqrt[n]{f(x)} \leq \sqrt[n]{g(x)} \;\Longleftrightarrow\; f(x) \leq g(x)
without any additional domain conditions, since the function is monotone on all of $\mathbb{R}$. The odd-index case is therefore the simpler one, and it mirrors the treatment of odd-index irrational equations.

When the index is even, the situation is more delicate. The function $\sqrt[n]{x}$ is defined only for non-negative arguments, and its range is restricted to non-negative values. This means that any inequality of the form $\sqrt[n]{f(x)} \leq g(x)$ with $n$ even carries implicit constraints.
[image: ]
The radicand must be non-negative, and, depending on the sign of $g(x)$, the inequality may be satisfied trivially or may need to be squared. The even-index case therefore splits naturally into sub-cases depending on the sign of the right-hand side.
General forms and solution strategies
The most frequently encountered irrational inequalities involving a square root are outlined below. Each type necessitates a specific method of solution. For the inequality of the form:
\sqrt{f(x)} \leq g(x)
the solution proceeds as follows. If $g(x) < 0$, the inequality has no solution at that point, since a square root is always non-negative. If $g(x) \geq 0$, the inequality is equivalent to squaring both sides, which is admissible because both sides are non-negative. The full condition is therefore the following system.
\begin{cases} f(x) \geq 0 \\[6pt] g(x) \geq 0 \\[6pt] f(x) \leq \bigl(g(x)\bigr)^2 \end{cases}

For the following case one must distinguish two sub-cases:
\sqrt{f(x)} \geq g(x)
	  When $g(x) < 0$, the inequality is automatically satisfied for every $x$ in the domain of $\sqrt{f(x)}$, since the left-hand side is non-negative and therefore always greater than a negative quantity.

	  When $g(x) \geq 0$, both sides are non-negative and one may square, obtaining the following system.


\begin{cases} f(x) \geq 0 \\[6pt] g(x) \geq 0 \\[6pt] f(x) \geq \bigl(g(x)\bigr)^2 \end{cases}
The complete solution is then the union of the two sub-cases.

For the inequality of the form:
\sqrt{f(x)} \leq \sqrt{g(x)}
since both sides are non-negative wherever they are defined, squaring is always admissible when both radicands are non-negative, and the system reduces to the following.
\begin{cases} f(x) \geq 0 \\[6pt] g(x) \geq 0 \\[6pt] f(x) \leq g(x) \end{cases}
Solving an irrational inequality follows the same foundational principle as solving an irrational equation: one eliminates the radical by raising both sides to the appropriate power, and then analyses the resulting algebraic inequality together with the domain conditions imposed by the radical. The key difference is that the direction of the inequality must be monitored carefully at each step, since squaring is a monotone operation only on the non-negative reals.
Typical solution steps
Regardless of the specific form of the inequality, the solution process follows a consistent sequence of steps.
	  Determine the domain imposed by the radicals.
	  Analyse the sign of the non-radical side.
	  Square only when both sides are non-negative.
	  Solve the resulting algebraic inequality.
	  Intersect with the domain conditions.

Each step depends on the previous one: skipping the domain analysis or ignoring the sign of the right-hand side are the two most common sources of error in solving irrational inequalities.
Example 1
Consider the following inequality:
\sqrt{2x - 1} \leq x - 2
The left-hand side is defined only when the radicand is non-negative, so the first condition to impose is $2x - 1 \geq 0$, that is $x \geq \frac{1}{2}$. Since the square root is always non-negative, the right-hand side must also be non-negative for the inequality to be satisfiable: one requires $x - 2 \geq 0$, that is $x \geq 2$.
Under these two conditions both sides are non-negative, and squaring both sides is a valid operation that preserves the direction of the inequality. The problem reduces to the following system.
\begin{cases} x \geq \dfrac{1}{2} \\[6pt] x \geq 2 \\[6pt] 2x - 1 \leq (x-2)^2 \end{cases}
Expanding the right-hand side of the third inequality gives $(x-2)^2 = x^2 - 4x + 4$, so the inequality becomes $2x - 1 \leq x^2 - 4x + 4$, that is $x^2 - 6x + 5 \geq 0$. The roots of the associated quadratic equation $x^2 - 6x + 5 = 0$ are $x = 1$ and $x = 5$, so the quadratic is non-negative outside the interval $[1, 5]$, giving $x \leq 1$ or $x \geq 5$.
Intersecting all three conditions: the first two require $x \geq 2$, and the third requires $x \leq 1$ or $x \geq 5$. Within the region $x \geq 2$, only the part $x \geq 5$ survives. Representing the conditions on the real line gives the following picture.
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The highlighted row represents the intersection of the conditions: the solution is the set of values of $x$ for which both inequalities are simultaneously satisfied.
The solution is therefore the interval $[5, +\infty)$.
Example 2
Consider the following inequality:
\sqrt{x^2 - 3x} \geq x - 1
The domain requires $x^2 - 3x \geq 0$, that is $x(x-3) \geq 0$, which holds for $x \leq 0$ or $x \geq 3$. One now distinguishes two sub-cases according to the sign of the right-hand side.
The first case is $x - 1 < 0$, that is $x < 1$. In this region the right-hand side is negative and the left-hand side is non-negative, so the inequality is automatically satisfied. The contribution of this sub-case is the intersection of $x < 1$ with the domain $x \leq 0$ or $x \geq 3$, which gives $x \leq 0$.
The second case is $x - 1 \geq 0$, that is $x \geq 1$. Both sides are non-negative and squaring is admissible. The inequality becomes $x^2 - 3x \geq (x-1)^2 = x^2 - 2x + 1$, that is $-3x \geq -2x + 1$, hence $-x \geq 1$, giving $x \leq -1$. This must be intersected with $x \geq 1$ and with the domain: the intersection is empty.
Collecting the two sub-cases, the complete solution is $(-\infty, 0]$. Representing the conditions on the real line gives the following picture.
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The highlighted row represents the intersection of the conditions: the solution is the set of values of $x$ for which both inequalities are simultaneously satisfied.
The solution is therefore the interval $(-\infty, 0]$.
Example 3
Consider the following inequality:
\sqrt{x^2 - x - 6} \leq \sqrt{2x + 2}
Since both sides involve square roots, both radicands must be non-negative. The domain conditions are $x^2 - x - 6 \geq 0$ and $2x + 2 \geq 0$. The first factors as $(x-3)(x+2) \geq 0$, giving $x \leq -2$ or $x \geq 3$. The second gives $x \geq -1$. The intersection of these two conditions is $x \geq 3$.
Since both sides are non-negative on the domain, squaring is admissible and the inequality is equivalent to $x^2 - x - 6 \leq 2x + 2$, that is $x^2 - 3x - 8 \leq 0$. The roots of $x^2 - 3x - 8 = 0$ are as follows.
x = \frac{3 \pm \sqrt{9 + 32}}{2} = \frac{3 \pm \sqrt{41}}{2}
Since $\sqrt{41} \approx 6.40$, the roots are approximately $x \approx -1.70$ and $x \approx 4.70$. The quadratic is non-positive between the roots, so the inequality holds for:
\frac{3 - \sqrt{41}}{2} \leq x \leq \frac{3 + \sqrt{41}}{2}
Representing the conditions on the real line gives the following picture.
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The highlighted row represents the intersection of the conditions: the solution is the set of values of $x$ for which both inequalities are simultaneously satisfied.
The solution is therefore the closed interval:
\left[3,\, \dfrac{3 + \sqrt{41}}{2}\right]
Example 4
We now consider a more general situation in which the right-hand side contains a real parameter $k$. The structure of the solution set depends on the value of $k$, and a complete discussion requires a case analysis. Consider the following inequality.
\sqrt{x + 4} \leq k
The domain requires $x + 4 \geq 0$, that is $x \geq -4$. The behaviour of the solution then depends on the sign of $k$.
If $k < 0$, the right-hand side is negative while the left-hand side is always non-negative, so the inequality is never satisfied. There is no solution.
If $k = 0$, the inequality reduces to $\sqrt{x + 4} \leq 0$. Since the square root is always non-negative, the only possibility is $\sqrt{x + 4} = 0$, that is $x = -4$. The solution is the single point ${-4}$.
If $k > 0$, both sides are non-negative and squaring is admissible. The inequality becomes $x + 4 \leq k^2$, that is $x \leq k^2 - 4$. Intersecting with the domain $x \geq -4$, the solution is the following closed interval.
-4 \leq x \leq k^2 - 4
This interval is non-empty whenever $k^2 - 4 \geq -4$, that is whenever $k^2 \geq 0$, which is always true. Representing the solution on the real line for the case $k > 0$ gives the following picture.
-4
k^2-4
Note that as $k \to 0^+$ the right endpoint $k^2 - 4$ approaches $-4$ from the right, and the interval shrinks to the single point ${-4}$, consistently with the case $k = 0$.
The solution is therefore the closed interval:
[-4,\, k^2 - 4]
Nested radicals
A further level of complexity arises when radicals are nested, as in inequalities of the form:
\sqrt{a + \sqrt{f(x)}} \leq g(x)
In such cases the procedure described above must be applied iteratively: one first isolates the outer radical and squares, then addresses the inner radical by repeating the same analysis. At each step the domain conditions accumulate, and the intersection of all of them must be carried through to the final solution. The same monotonicity considerations apply at every level of nesting.
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Statement
The Lagrange’s theorem, also known as the mean value theorem, states the following. Consider a function $f(x)$, continuous in the closed and bounded interval $[a, b]$ and differentiable at every point inside the interval. Then, there exists at least one point $c$ inside the interval such that the following relation holds:
f’ \left (c \right ) = \frac{f(b)-f(a)}{b-a}
This means that there exists at least one point where the derivative of the function is equal to the slope of the secant line connecting $a$ and $b$. In other words, at some point in the interval, the instantaneous rate of change of the function matches its average rate of change.
A geometric view of Lagrange’s theorem
From a geometric point of view, the theorem states that there exists at least one point $c$ where the tangent line at that point is parallel to the secant line connecting points $A$ and $B$ on the graph.
[image: Lagrange’s theorem.]
In the right-angled triangle $ABH$, we have $\overline{BH} = \overline{AH} \cdot \tan{\alpha}$ that is:
\tan{\alpha} = \frac{\overline{BH}}{\overline{AH}}
We have:
\overline{BH} = f(b)-f(a), \quad \overline{AH} = b-a
The slope of segment $AB$ is equal to $\tan\alpha$ that is:
\tan{\alpha} = \frac{f(b)-f(a)}{b-a}
Since the tangent at $c$ to the curve is parallel to $AB$, both have the same slope, hence:
f’ \left(c \right) = \frac{f(b)-f(a)}{b-a}
Proof
To prove Lagrange’s theorem we define an auxiliary function $\varphi(x)$ as follows:
\varphi(x) = f(x)-f(a)-\frac{f(b)-f(a)}{b-a} \cdot (x-a)
We verify that $\varphi(x)$ satisfies the hypotheses of Rolle’s Theorem:
	  $f(x)$ is continuous on the closed interval $[a, b]$.
	  $f(x)$ is differentiable on the open interval $(a, b)$.
	  $\varphi(a) = \varphi(b)$.

By calculating $\varphi(a)$ and $\varphi(b)$, we obtain:
\varphi(a) = f(a)-f(a)-\frac{f(b)-f(a)}{b-a} \cdot (a-a) = 0
\begin{align} \varphi(b) &= f(b)-f(a)-\frac{f(b)-f(a)}{b-a} \cdot (b-a)\\[0.5em] &= f(b)-(f(b)-f(a)) = 0 \end{align}
Therefore, $\varphi(a) = \varphi(b) = 0$.

Applying Rolle’s Theorem to $\varphi(x)$, we find that there exists at least one point $c$ within the interval $]a, b[$ such that $\varphi’ \left(c \right) = 0$. Calculating the derivative of $\varphi(x)$, we have:
\varphi’(x) = f’(x)-\frac{f(b)-f(a)}{b-a}

Now, we calculate the derivative of $\varphi(x)$ at the point $c$ and set it equal to 0. From this, we obtain:
\varphi’ \left(c \right) = f’ \left(c \right)-\frac{f(b)-f(a)}{b-a} = 0
That is:
f’ \left(c \right)=\frac{f(b)-f(a)}{b-a}
which corresponds exactly to the thesis we wanted to prove.
A special case: when the derivative is zero everywhere
From Lagrange’s theorem, it follows that if a function $f(x)$ is continuous on the interval $[a,b]$, differentiable on the interval $]a,b[$, and $f’(x)$ is zero at every point in the interior of the interval, then $f(x)$ is constant on the entire interval $[a,b]$.
[image: ]
Indeed, if we take a point $\overline{x} \in [a,b]$ and apply the theorem to the interval $[a, \overline{x}]$, then there exists a point $c \in ]a, \overline{x}[$ such that:
f’\left( c \right) = \frac{f(\overline{x})-f(a)}{\overline{x}-a}
Since $f’(\overline{x}) = 0$ for every point in $]a,b[$, it follows that $f’\left( c \right) = 0$ as well. For this reason, it must be:
f(\overline{x}) – f(a) = 0 \rightarrow f(\overline{x}) = f(a) \, \forall \, \overline{x} \in [a,b]
For this reason, $f$ is constant on the entire interval $[a,b]$.
A numerical example
To see the theorem at work, let us examine a concrete case. We want to identify a point $c$ inside a given interval where the instantaneous rate of change of a function coincides with its average rate of change on that interval. The computation also shows that such a point is not something one can usually predict by inspection. Consider the polynomial:
f(x) = x^3 - 4x^2 + x + 6
on the closed interval $[1,4]$. Being a polynomial, $f$ is continuous on $[1,4]$ and differentiable on $(1,4)$. The assumptions of Lagrange’s theorem are therefore satisfied. We begin by evaluating the function at the endpoints:
f(1) = 1 - 4 + 1 + 6 = 4
f(4) = 64 - 64 + 4 + 6 = 10
The slope of the secant line through the points $(1,4)$ and $(4,10)$ is
\frac{f(4) - f(1)}{4 - 1} = \frac{10 - 4}{3} = 2
This number represents the average rate of change of $f$ over $[1,4]$. Next we compute the derivative:
f’(x) = 3x^2 - 8x + 1
We look for values of $c$ such that $f’(c) = 2.$ This leads to the equation:
3c^2 - 8c + 1 = 2
3c^2 - 8c - 1 = 0
Applying the quadratic formula gives:
c = \frac{8 \pm \sqrt{64 + 12}}{6} = \frac{8 \pm \sqrt{76}}{6} = \frac{4 \pm \sqrt{19}}{3}
We obtain two candidates:
c_1 = \frac{4 - \sqrt{19}}{3} \approx 0.21
c_2 = \frac{4 + \sqrt{19}}{3} \approx 2.79
Lagrange’s theorem guarantees a solution inside the open interval $]1,4[$. Among the two values found, only:
c = \frac{4 + \sqrt{19}}{3} \approx 2.79
lies in $]1,4[$. The other root falls outside the interval and is therefore not relevant in this context. At this point, the tangent line to the graph of $f$ is parallel to the secant line joining $(1,48)$ and $(4,10)$.
This example shows that the equation $f’(c)=2$ may admit more than one solution, yet only those inside the interval are meaningful for the theorem.
The solution is:
c = \dfrac{4+\sqrt{19}}{3}
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Definition
The law of cosines relates the sides of any triangle through the angle opposite to one of them. It can be viewed as a generalisation of the Pythagorean theorem, valid not only for right triangles but for every triangle: the square of a side equals the sum of the squares of the other two sides, minus a corrective term that accounts for how open the angle between them is. For a triangle with sides $a, b, c$ and angle $\theta$ opposite to side $c$, the law states:
c^2 = a^2 + b^2 - 2ab \cos(\theta)
When $\theta = 90^\circ$ the cosine term vanishes and the formula reduces exactly to the Pythagorean theorem, which confirms that the law of cosines is a strict generalisation of that result. For any other angle, the corrective term either subtracts from or adds to the sum $a^2 + b^2$, depending on whether $\theta$ is acute or obtuse.
[image: Law of cosine.]
To derive the formula, drop the altitude $h$ from the vertex opposite to $c$ to the side $b$. This divides $b$ into two segments: $m = a\cos(\theta)$ and $n = b - a\cos(\theta)$, while the altitude itself satisfies $h = a\sin(\theta)$. Applying the Pythagorean theorem to the right triangle formed by $n$, $h$ and $c$ gives:
\begin{align} c^2 &= n^2 + h^2 \\[6pt] &= (b - a\cos(\theta))^2 + (a\sin(\theta))^2 \\[6pt] &= b^2 - 2ab\cos(\theta) + a^2\cos^2(\theta) + a^2\sin^2(\theta) \\[6pt] &= b^2 - 2ab\cos(\theta) + a^2(\cos^2(\theta) + \sin^2(\theta)) \end{align}
Since the Pythagorean identity gives $\sin^2(\theta) + \cos^2(\theta) = 1$, the expression simplifies to:
c^2 = a^2 + b^2 - 2ab\cos(\theta)
The law of cosines is often used in conjunction with the law of sines, which provides a complementary approach to solving triangles when different combinations of sides and angles are known.

Example 1
Consider a triangle with sides $a = 8$, $b = 6$ and included angle $\theta = 60^\circ$. The goal is to determine the length of the third side $c$. Substituting the known values into the law of cosines gives:
\begin{align} c^2 &= a^2 + b^2 - 2ab\cos(\theta) \\[6pt] &= 64 + 36 - 2(8)(6)\cos(60^\circ) \\[6pt] &= 64 + 36 - 96 \cdot \frac{1}{2} \\[6pt] &= 100 - 48 \\[6pt] &= 52 \end{align}
Taking the positive square root, one obtains $c = \sqrt{52} = 2\sqrt{13} \approx 7.21$.
The length of the third side is approximately $7.21$ units.
Example 2
Consider a triangle with sides $a = 5$, $b = 7$ and $c = 9$. The goal is to determine the angle $\theta$ opposite to side $c$. Solving the law of cosines for $\cos(\theta)$ gives:
\cos(\theta) = \frac{a^2 + b^2 - c^2}{2ab}
Substituting the known values:
\begin{align} \cos(\theta) &= \frac{25 + 49 - 81}{2(5)(7)} \\[6pt] &= \frac{-7}{70} \\[6pt] &= -0.1 \end{align}
Since $\cos(\theta) < 0$, the angle $\theta$ is obtuse. Taking the inverse cosine yields:
\theta = \arccos(-0.1) \approx 95.7^\circ
The angle opposite to the longest side is approximately $95.7^\circ$.
Vector interpretation
The law of cosines admits a reading in terms of vectors that exposes its deeper structure and connects it to the inner product. Consider a triangle with vertex $O$, and let $\vec{u}$ and $\vec{v}$ denote the two sides of length $a$ and $b$ issuing from $O$, so that $a = |\vec{u}|$ and $b = |\vec{v}|$. The third side of the triangle, of length $c$, is then represented by the vector $\vec{v} - \vec{u}$, which joins the endpoints of $\vec{u}$ and $\vec{v}$. Expanding the squared norm of this vector through the bilinearity of the inner product gives:
\begin{align} |\vec{v} - \vec{u}|^2 &= (\vec{v} - \vec{u}) \cdot (\vec{v} - \vec{u}) \\[6pt] &= |\vec{v}|^2 - 2\,\vec{u} \cdot \vec{v} + |\vec{u}|^2 \end{align}
The geometric definition of the inner product states that:
\vec{u} \cdot \vec{v} = |\vec{u}||\vec{v}|\cos\theta
$\theta$ is the angle between the two vectors at $O$, which coincides with the angle between the sides $a$ and $b$ of the triangle. Substituting this identity into the expansion above gives:
c^2 = a^2 + b^2 - 2ab\cos\theta
From this point of view the law of cosines is a reformulation of the identity that defines the inner product in terms of lengths and angles. The corrective term $-2ab\cos\theta$ that distinguishes a generic triangle from a right one is nothing other than $-2\,\vec{u} \cdot \vec{v}$, and the Pythagorean case corresponds to the situation in which the two vectors are orthogonal, so that $\vec{u} \cdot \vec{v} = 0$.
Theorem
The structure of the entry is shown in the conceptual map, where each branch represents a core component and the sub-nodes highlight the specific notions discussed.
Intermediate
2
Requires
0
Enables
The following concepts, Right Triangle Trigonometry, Sine and Cosine, are required as prerequisites for this entry.
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Definition
The law of sines states that in any triangle, the ratio between the length of a side and the sine of its opposite angle is the same for all three sides. For a triangle with sides $a, b, c$ opposite to angles $\alpha, \beta, \gamma$ respectively, this common ratio equals twice the radius $r$ of the circumscribed circle:
\frac{a}{\sin \alpha} = \frac{b}{\sin \beta} = \frac{c}{\sin \gamma} = 2r
The quantity $2r$ is the diameter of the circumcircle, that is, the unique circle passing through all three vertices of the triangle.
[image: ]
The law of sines is particularly useful when some sides or angles of a triangle are known and the remaining ones must be determined, since each unknown can be recovered through a simple proportion.

To establish the equality of the three ratios, consider the altitude $h$ drawn from the vertex opposite to side $c$ to the side $c$ itself. By the definition of the sine function applied to angles $\alpha$ and $\beta$, one has $\sin(\alpha) = h/b$ and $\sin(\beta) = h/a$, from which $b\sin(\alpha) = h = a\sin(\beta)$. Dividing both sides by $\sin(\alpha)\sin(\beta)$ yields:
\frac{a}{\sin(\alpha)} = \frac{b}{\sin(\beta)}
An identical argument applied to the altitude from the vertex opposite to side $a$ gives $\sin(\beta) = h’/c$ and $\sin(\gamma) = h’/b$, and therefore:
\frac{b}{\sin(\beta)} = \frac{c}{\sin(\gamma)}
Since the first ratio equals the second and the second equals the third, all three are equal.
To see why the common value is $2r$, note that when the triangle is inscribed in its circumcircle of radius $r$, the inscribed angle theorem implies that the chord of length $a$ subtends a central angle of $2\alpha$. The relationship between a chord and the radius of the circle then gives $a = 2r\sin(\alpha)$, from which $a/\sin(\alpha) = 2r$. The same holds for the other two sides by symmetry.
The law of sines is often used in conjunction with the law of cosines, which provides a complementary approach to solving triangles when different combinations of sides and angles are known.

Example 1
Consider a triangle in which $\alpha = 40^\circ$, $\beta = 65^\circ$ and $a = 10$. The goal is to determine the length of side $b$, which lies opposite to $\beta.$ Since the interior angles of any triangle sum to $180^\circ$, the third angle is $\gamma = 180^\circ - 40^\circ - 65^\circ = 75^\circ$. Applying the law of sines to the pair involving $a$ and $b$ gives:
\frac{10}{\sin 40^\circ} = \frac{b}{\sin 65^\circ}
Multiplying both sides by $\sin 65^\circ$ isolates $b$:
b = \frac{10 \cdot \sin 65^\circ}{\sin 40^\circ} = \frac{10 \cdot 0.9063}{0.6428} \approx 14.1
The length of side $b$ is approximately $14.1$ units.
The ambiguous case
In the Side-Side-Angle (SSA) configuration, where two sides $a$ and $b$ and an angle $\alpha$ opposite to one of them are given, the law of sines does not necessarily determine a unique triangle. Isolating $\sin(\beta)$ from the proportion yields:
\sin(\beta) = \frac{b \sin(\alpha)}{a}
Since the sine function satisfies $\sin(\theta) = \sin(180^\circ - \theta)$ for every $\theta \in (0^\circ, 180^\circ)$, this value may correspond to two distinct angles, $\beta$ and $180^\circ - \beta$. Whether neither, one, or both of these yield a valid triangle depends on the relative magnitudes of $a$, $b$, and the altitude from the vertex opposite to $c$. Each candidate value of $\beta$ must therefore be examined individually to verify that the resulting angles sum to less than $180^\circ$ and that all sides are positive.
Example 2
Consider a triangle in which $\alpha = 35^\circ$, $a = 7$ and $b = 10$. The goal is to determine all possible values of angle $\beta$ and, for each, the corresponding triangle. Applying the law of sines to isolate $\sin(\beta)$ gives:
\begin{align} \sin(\beta) &= \frac{b \sin(\alpha)}{a} \\[6pt] &= \frac{10 \cdot \sin 35^\circ}{7} \\[6pt] &= \frac{10 \cdot 0.5736}{7} \\[6pt] &\approx 0.8194 \end{align}
Since $0 < 0.8194 < 1$, the equation $\sin(\beta) = 0.8194$ admits two solutions in $(0^\circ, 180^\circ)$:
\begin{align} \beta_1 &= \arcsin(0.8194) \approx 55.0^\circ \\[6pt] \beta_2 &= 180^\circ - 55.0^\circ = 125.0^\circ \end{align}
Each value must be checked against the constraint that all three angles sum to $180^\circ$. For $\beta_1 = 55.0^\circ$, the third angle is:
\gamma_1 = 180^\circ - 35^\circ - 55^\circ = 90^\circ
This angle is positive, so the first triangle is valid. For $\beta_2 = 125.0^\circ$, the third angle is:
\gamma_2 = 180^\circ - 35^\circ - 125^\circ = 20^\circ
This case is also positive, so the second triangle is valid as well. The two triangles are non-congruent: the first has angles $35^\circ, 55^\circ, 90^\circ$ and the second has angles $35^\circ, 125^\circ, 20^\circ$.
Both are consistent with the given data $\alpha = 35^\circ$, $a = 7$, $b = 10$, confirming that two distinct triangles can satisfy the same initial conditions.
A geometric criterion for the ambiguous case
The algebraic analysis of the ambiguous case can be complemented by a geometric criterion that allows the number of valid triangles to be determined before performing any computation. Given the angle $\alpha$ and the two sides $a$ and $b$, the quantity $b \sin(\alpha)$ coincides with the altitude of the triangle measured from the vertex opposite to side $c$. Comparing this altitude with the length of $a$ is sufficient to predict how many triangles are compatible with the given data.
Four situations arise depending on the relative size of $a$ with respect to $b \sin(\alpha)$ and $b$.
	  When $a < b \sin(\alpha)$, the side $a$ is too short to reach the base from the vertex of $\alpha$, and no triangle exists.
	  When $a = b \sin(\alpha)$, the side $a$ coincides with the altitude itself, producing exactly one right triangle with the right angle at the vertex opposite to $c$.
	  When $b \sin(\alpha) < a < b$, the side $a$ reaches the base in two distinct points, and two non-congruent triangles satisfy the given data.
	  When $a \geq b$, only one of the two possible positions yields a geometrically consistent triangle, and the configuration is again uniquely determined.

The expression $b \sin(\alpha)$ should be read as the altitude from the vertex of angle $\alpha$ to the line containing side $c$. This interpretation makes the criterion easy to recall, since the question reduces to whether $a$ falls short of this altitude, equals it, lies between it and $b$, or exceeds $b$.


The criterion is consistent with the second example discussed above. With $\alpha = 35^\circ$ and $b = 10$, the altitude is:
b \sin(\alpha) = 10 \cdot \sin 35^\circ \approx 5.74
Since $a = 7$ satisfies $5.74 < 7 < 10$, the configuration falls in the range where two triangles coexist, which is precisely the outcome obtained from the algebraic analysis.
Theorem
The structure of the entry is shown in the conceptual map, where each branch represents a core component and the sub-nodes highlight the specific notions discussed.
Intermediate
2
Requires
0
Enables
The following concepts, Right Triangle Trigonometry, Sine and Cosine, are required as prerequisites for this entry.
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What is Leibniz’s criterion used for
Leibniz’s criterion is used to study the convergence of alternating series, those composed of an infinite sequence of positive and negative terms that alternate in sign. Consider the alternating series
\sum_{n=1}^{+\infty} (-1)^n a_n
where $a_n \geq 0 \forall n \in \mathbb{N}$. Leibniz’s criterion states that the series converges if the following conditions are satisfied:
	  The sequence ${a_n}$ is infinitesimal, that is the limit exists and is finite:

\lim_{n \to +\infty} a_n = 0
	  ${a_n}$ is eventually non-increasing, that is there exists an index $n_0$ such that for every $n \geq n_0$, it holds that:

a_{n+1} \leq a_n

In practice, Leibniz’s criterion allows one to immediately establish the convergence of a series based solely on the verification of the above conditions. However, the test is not generalizable and applies only to alternating series.

If the series
\sum_{n=1}^{+\infty} (-1)^k a_k
is convergent and $S$ is its sum, then for every $n \in \mathbb{N}$, the error made by truncating the series at the $n$-th term is at most equal to the next term $a_{n+1}$:
\left| S - \sum_{k=1}^{n} (-1)^k a_k \right| \leq a_{n+1}.
This means that if you are summing the alternating harmonic series:
\sum_{n=1}^{+\infty} \frac{(-1)^n}{n}
and you stop at the term $n = 10$, then the maximum error you are making is:
\left| S - \sum_{k=1}^{10} \frac{(-1)^k}{k} \right| \leq \frac{1}{11}
Leibniz’s criterion only tells us whether an alternating series converges; it provides no information about the actual sum of the series. To compute the sum, one must use other tools such as Taylor or Maclaurin series expansions, when available.
Proof
Let ${a_n}$ be a sequence of positive real numbers such that $a_n \geq a_{n+1} \forall \, n$, and $\lim_{n \to \infty} a_n = 0$. We consider the alternating series:
\sum_{n=1}^{\infty} (-1)^{n+1} a_n
and aim to prove that it converges.

To do this, we examine the sequence of partial sums:
S_n = \sum_{k=1}^{n} (-1)^{k+1} a_k
We analyze this sequence by distinguishing between the even and odd partial sums. When $n$ is even, say $n = 2m$, the sum becomes:
S_{2m} = a_1 - a_2 + a_3 - a_4 + \cdots + a_{2m-1} - a_{2m}.
Grouping the terms in pairs gives:
S_{2m} = (a_1 - a_2) + (a_3 - a_4) + \cdots + (a_{2m-1} - a_{2m}).
Since the sequence ${a_n}$ is decreasing, each difference $a_{k} - a_{k+1}$ is non-negative. Therefore, each term in the grouped sum is positive, and the sequence $\lbrace S_{2m} \rbrace$ is increasing. Additionally, since each $a_n > 0$, the total sum is bounded above by $a_1$. Thus the subsequence $\lbrace S_{2m} \rbrace$ converges.

Next, we observe that the odd partial sums can be written as
S_{2m+1} = S_{2m} + a_{2m+1}.
Since $\lim_{n \to \infty} a_n = 0$, the difference between $S_{2m+1}$ and $S_{2m}$ tends to zero as $m \to \infty$. Therefore, both subsequences $\lbrace S_{2m} \rbrace$ and $\lbrace S_{2m+1} \rbrace$ converge to the same limit.
It follows that the full sequence $\lbrace S_n \rbrace$ of partial sums converges, and hence the alternating series is convergent.
Example
Let us consider the following alternating series:
\sum_{n=1}^{+\infty} \frac{(-1)^n}{n!}
We define $a_n = \frac{1}{n!}$, in this way we focus on analyzing the behavior of the absolute values of the terms, which is essential when applying Leibniz’s criterion.

To apply Leibniz’s criterion, we need to verify three conditions. First, the terms $a_n$ are all positive for every $n \in \mathbb{N}$. Second, the sequence ${a_n}$ is decreasing. In fact, since the factorial function grows rapidly, we have:
a_{n+1} = \frac{1}{(n+1)!} < \frac{1}{n!} = a_n
This confirms that the sequence is strictly decreasing. Third, the limit of the general term is zero:
\lim_{n \to +\infty} \frac{1}{n!} = 0
Since all three conditions are satisfied, Leibniz’s criterion ensures that the series
\sum_{n=1}^{+\infty} \frac{(-1)^n}{n!}
converges.
Determine the nature of the following series.
-
\text{1. } \quad \sum_{n=3}^{\infty} (-1)^n \frac{1}{\log n}
 solution
-
\text{2. } \quad \sum_{n=1}^{\infty} (-1)^n \sin\left(\frac{1}{n}\right)
 solution
-
\text{3. } \quad \sum_{n=1}^{\infty} (-1)^n \frac{\log n}{n e^n}
 solution
The proposed alternating series are selected to help you strengthen your understanding of convergence using Leibniz’s criterion. Try analyzing each series to determine whether the conditions are satisfied before checking the provided solutions.
Glossary
	  Alternating series: a series in which the terms alternate in sign.

	  Convergence: the property of an infinite series whose partial sums approach a finite limit as the number of terms increases indefinitely.

	  Leibniz’s Criterion: a test used to determine the convergence of alternating series based on the properties of the sequence of the absolute values of the terms.

	  Infinitesimal sequence: a sequence whose limit as the index approaches infinity is zero.

	  Sum of a series: the finite limit that the partial sums of a convergent series approach. Partial Sum: The sum of the first n terms of an infinite series.
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Understanding limits in calculus
The concept of a limit is fundamental in mathematics. Intuitively, the limit of a function $f(x)$ as $x$ approaches a point $x_0$ allows us to analyse the behaviour of the function as the values of $x$ get arbitrarily close to $x_0$.
A neighbourhood of $x$ refers to an interval consisting of all points sufficiently close to $x$. More formally, a neighbourhood of $x$ is any open interval $(x - \delta, x + \delta)$ where $\delta > 0$. This concept is essential for defining limits and understanding the behaviour of functions as they approach a given point.
[image: ]
The smaller the neighbourhood, the closer the points are to $x$. In other words, as the interval $(x - \delta, x + \delta)$ becomes narrower (with $\delta$ approaching zero), the distance between the points within the neighbourhood and $x$ decreases.
Definition
Suppose we have a function $f(x)$ whose behaviour we wish to study as $x$ approaches the point $x_0$. We say that as $x$ tends to $x_0$, the function $f(x)$ has a limit $\ell$, and we write:
\lim_{x \to x_0} f(x) = \ell
Formally, this statement asserts that for every tolerance $\varepsilon > 0$, there exists a corresponding distance $\delta > 0$ such that whenever:
0 < |x - x_0| < \delta
it follows that:
|f(x) - \ell| < \varepsilon
In other words, for every neighbourhood of $\ell$, there exists a sufficiently small neighbourhood of $x_0$ such that all corresponding function values remain within this neighbourhood. This formal definition precisely articulates the intuitive concept that the limit represents the value approached by $f(x)$ as $x$ becomes arbitrarily close to $x_0$.

When the definition of a limit applies only to a right neighbourhood or a left neighbourhood of $x_0$, we refer to these as the right-hand limit and left-hand limit, respectively. They are represented as follows:
\lim_{x \to x_0^+} f(x) \quad \text{and} \quad \lim_{x \to x_0^-} f(x)
Asymptotes and infinite limits
In general, the value of $x$ in a limit can approach a real number $x_0$ or $\pm \infty$.
\lim_{x \to x_0} f(x) = \ell \quad \text{or} \quad \lim_{x \to x_0} f(x) = \pm \infty
Additionally, the value of the limit itself can be either a finite number or $\pm \infty$.
\lim_{x \to \pm \infty} f(x) = \ell \quad \text{or} \quad \lim_{x \to \pm \infty} f(x) = \pm \infty

When the limit of $f(x)$ exists and tends to $\pm \infty$ as $x$ approaches a finite real number, the behaviour of the function can resemble the simplified pattern shown in the figure. The line $x = k$ is called a vertical asymptote:
[image: ]
In the example, we have the case where the right-hand and left-hand limits of $f(x)$ are, respectively:
\lim_{x \to x_0^+} f(x) = - \infty \quad \text{and} \quad \lim_{x \to x_0^-} f(x) = + \infty

When the limit of $f(x)$ exists and approaches a finite value $L$ as $x$ tends to $\pm \infty$, the behaviour of the function can resemble the simplified pattern shown in the figure. The line $y = L$ is called a horizontal asymptote:
[image: ]
In the example, we have the case where the right-hand and left-hand limits of $f(x)$ are, respectively:
\lim_{x \to +\infty} f(x) = L \quad \text{and} \quad \lim_{x \to -\infty} f(x) = L
An asymptote is defined as a line that the graph of a function approaches arbitrarily closely as either the $x$-value or $y$-value increases or decreases without bound. Consequently, the distance between the curve and the asymptote approaches zero as the graph extends toward the extremes of the coordinate plane.
Conditions for limit existence and continuity
When the left-hand and right-hand limits of a function both exist and are finite, but have different values with $\ell_1 \neq \ell_2$, we have:
\begin{cases} \lim\limits_{x \to x_0^-} f(x) = \ell_1 \in \mathbb{R} \\[0.5em] \lim\limits_{x \to x_0^+} f(x) = \ell_2 \in \mathbb{R} \end{cases} \implies \nexists \lim\limits_{x \to x_0} f(x)
In this scenario, the limit of $f(x)$ as $x$ approaches $x_0$ does not exist because the function approaches two distinct values depending on the direction of approach. However, the left-hand limit and the right-hand limit are well-defined and finite when considered separately.

According to the Uniqueness Theorem of Limits, if the limit of a function $f(x)$ as $x$ approaches $x_0$ exists, whether finite or infinite, such a limit is unique. This statement can be formally represented as:
\lim_{x \to x_0} f(x) = \ell \in \overline{\mathbb{R}} \implies \ell \text{ is unique}
The theorem ensures that if a limit exists, there cannot be two different values satisfying the definition of a limit for the same function and point.

The concept of a limit is fundamental for introducing and defining the concept of a continuous function. A function $y = f(x)$ is said to be continuous at a point $x_0$ if the limit of the function as $x$ approaches $x_0$ exists and is equal to the value of the function at that point. Formally, this is expressed as:
\lim_{x \to x_0} f(x) = f(x_0)
Properties
The following properties of limits are particularly useful for performing calculations and simplifying complex expressions. They establish the foundational rules for manipulating limits and are essential for working with more advanced mathematical problems.

The limit of the product of a constant and a function is equal to the product of the constant and the limit of the function, provided the limit exists.
\lim_{x \to x_0} \left( c \, f(x) \right) = c \, \lim_{x \to x_0} f(x) = c \cdot \ell
Multiplying a function by a constant does not affect the process of taking the limit, other than scaling the result by that constant.

The limit of the algebraic sum of two functions is equal to the sum of their individual limits, provided both limits exist.
\lim_{x \to x_0} \left( f(x) + g(x) \right) = \lim_{x \to x_0} f(x) + \lim_{x \to x_0} g(x) = \ell_1 + \ell_2
The limits of each function can therefore be evaluated separately and then added. This is particularly useful when working with polynomial functions, trigonometric functions, and other common mathematical expressions.

The limit of the product of two functions is equal to the product of their individual limits, provided both limits exist.
\lim\limits_{x \to x_0} \left( f(x) \, g(x) \right) = \lim\limits_{x \to x_0} f(x) \cdot \lim\limits_{x \to x_0} g(x) = \ell_1 \cdot \ell_2

The limit of the quotient of two functions is equal to the quotient of their individual limits, provided both limits exist and the limit of the denominator is not zero.
\lim\limits_{x \to x_0} \left( \frac{f(x)}{g(x)} \right) = \frac{\lim\limits_{x \to x_0} f(x)}{\lim\limits_{x \to x_0} g(x)} = \frac{\ell_1}{\ell_2}
When standard properties do not apply
The previously outlined properties are valid only when all relevant limits exist and are finite, and the denominator remains nonzero. However, in practical applications, it is common to encounter expressions where direct substitution produces an undefined result, such as:
\dfrac{0}{0} \quad \dfrac{\infty}{\infty} \quad \infty - \infty
Such expressions are classified as indeterminate forms. Resolving them requires specialised techniques that extend beyond standard algebraic manipulation of limits. A classic example illustrates this point:
\lim_{x \to 0} \frac{\sin x}{x}
Direct substitution of $x = 0$ yields $\frac{0}{0}$, which is undefined. The quotient property of limits does not apply in this case because the limit of the denominator is zero. The resolution of such expressions requires a specialised analytical approach, as detailed in the referenced page.
Fundamental limits of elementary functions
The following limits characterise the asymptotic behaviour of common elementary functions. These limits provide foundational tools for evaluating more complex limits and are frequently encountered in mathematical analysis.

For the constant function $f(x) = k$ with $k \in \mathbb{R}$, we have:
\lim_{x \to -\infty} k = k \quad \text{and} \quad \lim_{x \to +\infty} k = k

For the function $f(x) = x$, we have:
\lim_{x \to -\infty} x = -\infty \quad \text{and} \quad \lim_{x \to +\infty} x = +\infty

For the exponential function with base $a > 1$, we have:
\lim_{x \to -\infty} a^x = 0 \quad \text{and} \quad \lim_{x \to +\infty} a^x = +\infty

For the exponential function with base $0 < a < 1$, we have:
\lim_{x \to -\infty} a^x = +\infty \quad \text{and} \quad \lim_{x \to +\infty} a^x = 0
If the base is greater than $1$, the exponential function increases without bound in one direction and approaches zero in the other. If the base is strictly between $0$ and $1$, this behaviour is reversed.

For the power function with an even exponent, we have:
\lim_{x \to -\infty} x^n = +\infty \quad \text{and} \quad \lim_{x \to +\infty} x^n = +\infty

For the power function with an odd exponent, we have:
\lim_{x \to -\infty} x^n = -\infty \quad \text{and} \quad \lim_{x \to +\infty} x^n = +\infty

For root functions with an even index, we have:
\lim_{x \to +\infty} \sqrt[n]{x} = +\infty
For even indices, the root function is defined only for $x \geq 0$. Therefore, the limit as $x \to -\infty$ is not applicable.

For root functions with an odd index, we have:
\lim_{x \to +\infty} \sqrt[n]{x} = +\infty \quad \text{and} \quad \lim_{x \to -\infty} \sqrt[n]{x} = -\infty

For the logarithmic function with base $a > 1$, we have:
\lim_{x \to 0^+} \log_a x = -\infty \quad \text{and} \quad \lim_{x \to +\infty} \log_a x = +\infty

For the logarithmic function with base $0 < a < 1$, we have:
\lim_{x \to 0^+} \log_a x = +\infty \quad \text{and} \quad \lim_{x \to +\infty} \log_a x = -\infty

For the absolute value function $f(x) = |x|$, we have:
\lim_{x \to -\infty} |x| = +\infty \quad \text{and} \quad \lim_{x \to +\infty} |x| = +\infty

For the sign function $\text{sgn}(x)$, we have:
\lim_{x \to -\infty} \text{sgn}(x) = -1 \quad \text{and} \quad \lim_{x \to +\infty} \text{sgn}(x) = 1

When working with limits, you use algebraic operations to combine, break apart, and work with functions in a systematic way. These rules, such as limits of sums, products, quotients, powers, and compositions, are explained in more detail on the page about the algebra of limits.
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Introduction to inequalities
An inequality is a mathematical statement involving algebraic expressions for which we seek the values of the variables that make the inequality true. In general, an inequality between two algebraic expressions $A(x)$ and $B(x)$ is defined as the relation:
A(x) > B(x)
Solving an inequality involves determining the solution set, that is, all the values of $x$ that satisfy the previous inequality. The solutions of inequalities are subsets of $\mathbb{R}$ defined as intervals.

Given two real numbers $a$ and $b$ with $a < b$, a bounded interval is defined as the set of real numbers between $a$ and $b$, where $a$ and $b$ are the lower and upper bounds, respectively. An unbounded interval is the set of numbers that either precede $a$ or follow $a$. If the endpoints of a bounded interval are included, the interval is called closed, otherwise, it is called open.
[image: ]
The inequality sign determines whether the solution interval is open or closed at its boundary. A strict inequality, expressed with $>$ or $<$, excludes the boundary value, yielding an open interval. A non-strict inequality, expressed with $\geq$ or $\leq$, includes it, yielding a closed or half-open interval.
Inequality
Interval
$x > a$
$(a, +\infty)$
$x \geq a$
$[a, +\infty)$
$x < a$
$(-\infty, a)$
$x \leq a$
$(-\infty, a]$
$a < x < b$
$(a, b)$
$a \leq x \leq b$
$[a, b]$
The previous table summarizes the correspondence between the inequality sign and the resulting interval notation for a single-variable linear inequality.

The degree of an inequality corresponds to the degree of the polynomial $P(x)$ obtained by rewriting the inequality in the form $P(x) > 0$. A linear or first-degree inequality is defined in the general form:
ax > b
Every first-degree inequality with $a \neq 0$ always has an interval of values as its solution. The condition $a \neq 0$ is essential. When $a = 0$, the variable disappears entirely from the inequality, and the problem reduces to comparing two constants. Consider the general form with $a = 0$.
0 \cdot x > b
This simplifies to $0 > b$. If $b < 0$, the inequality holds regardless of the value of $x$, and the solution set is all of $\mathbb{R}$. If $b \geq 0$, the inequality is never satisfied, and the solution set is empty. In either case, there is no interval determined by a boundary point: the outcome is a global truth or a contradiction, not a proper first-degree inequality.

Given an inequality, an equivalent inequality can be obtained by adding the same number or expression to both sides, provided that the expression is well-defined within the same domain. The inequality $5x - 2 > x + 3$ is equivalent to the inequality $4x - 2 > 3$, by subtracting $x$ from both sides.
An equivalent inequality can also be obtained by dividing or multiplying both sides by the same non-zero value. However, if the value is negative, the inequality sign must be reversed. It is always useful to rewrite a first-degree inequality like $-x + 5 < -3$ in the form $x - 5 > 3$. Changing the signs requires reversing the direction of the inequality.
Geometric interpretation
The solution set of a linear inequality always corresponds to a half-line on the real number line, that is, an unbounded interval extending indefinitely in one direction from a boundary point.
	  When the inequality is strict, the boundary point is excluded and the half-line is open at that end.

	  When the inequality is non-strict, the boundary point belongs to the solution set and the half-line is closed.


Consider, for instance, the simple inequality $x \geq 1$. Its solution set is the closed half-line $[1, +\infty)$, represented below.
1
This geometric reading clarifies why the solution of a first-degree inequality is never an isolated point or a bounded interval: the linear structure of the expression $ax - b$ ensures that its sign changes exactly once, at $x = b/a$, dividing the real line into precisely two regions, one of which constitutes the solution.
Example 1
Consider the following inequality:
-\frac{x}{2} + 5 > 2x - 5
The goal is to reduce it to the standard form $ax > b$. Since the left-hand side contains a fraction with denominator $2$, multiplying both sides by $2$ clears the denominator without altering the direction of the inequality, as the multiplier is positive.
-x + 10 > 4x - 10
Collecting all terms involving $x$ on the left and moving the constant terms to the right yields the following.
-5x > -20
Dividing both sides by $-5$ isolates the variable. Since the divisor is negative, the direction of the inequality must be reversed.
x < 4
The solution set is the open interval $(-\infty, 4)$.
How to solve literal first-degree inequalities
In the case of literal first-degree inequalities, the coefficient of the variable is not a fixed constant but depends on one or more parameters. Consider the following inequality.
z(x - 1) < 2x + 1
The first step is to expand and collect terms so as to rewrite the expression in one of the standard forms $Ax > B$, $Ax < B$, $Ax \geq B$, or $Ax \leq B$. Expanding the left-hand side and moving all terms involving $x$ to the left yields the following.
\begin{align} &zx - z < 2x + 1 \\[6pt] &zx - 2x < z + 1 \\[6pt] &(z - 2)x < z + 1 \end{align}
The inequality is now in the form $Ax < B$ with $A = z - 2$ and $B = z + 1$. Since dividing both sides by $A$ requires knowing its sign, and the sign of $z - 2$ depends on the value of the parameter $z$, it is necessary to distinguish three separate cases.

When $z > 2$, the coefficient $z - 2$ is positive. Dividing both sides by a positive quantity preserves the direction of the inequality, giving the following.
x < \frac{z + 1}{z - 2}

When $z = 2$, the coefficient $z - 2$ vanishes. Substituting this value reduces the inequality to $0 \cdot x < 3$, which holds for every $x \in \mathbb{R}$. The solution set is all of $\mathbb{R}$.

When $z < 2$, the coefficient $z - 2$ is negative. Dividing both sides by a negative quantity reverses the direction of the inequality, giving the following.
x > \frac{z + 1}{z - 2}
Absolute value inequalities
Absolute value inequalities are inequalities that follow the properties of absolute value and are of the form:
|x| < z
In general, inequalities involving absolute values do not belong to the class of linear inequalities, since the presence of the absolute value function alters the behavior of the expression by introducing a discontinuity that breaks its linear structure. However, through an appropriate decomposition process, they can be transformed into one or more equivalent systems of linear inequalities, allowing them to be analyzed using the same methods applied to first-degree inequalities.

To solve them, we need to consider the sign of the absolute value by dividing it into two cases:
	  $|x| < z$ if and only if $-z < x < z$.
	  $|x| > z$ if and only if $x < -z \quad \text{or} \quad x > z$.

We must therefore solve a system of inequalities resulting from the possible cases considered in the analysis. The process is slightly more complicated than simple linear equations, and careful attention must be paid to the signs and the direction of the inequality during calculations.
Example 2
Let’s try to solve the following absolute value inequality:
|x - 1| < 2x + 4

First, we study the sign of $|x - 1|$. We have:
|x - 1| = \begin{cases} x - 1 & \quad x \ge 1 \\[0.8em] -x + 1 & \quad x < 1 \end{cases}

Substituting the first branch into the inequality and solving yields the following system.
\begin{cases} x \geq 1 \\[6pt] x - 1 < 2x + 4 \end{cases}
-5
1
The second inequality reduces to $x > -5$. The solution of the system is the intersection of $x \geq 1$ and $x > -5$, which is $x \geq 1$.

Substituting the second branch into the inequality and solving yields the following system:
\begin{cases} x < 1 \\[6pt] -x + 1 < 2x + 4 \end{cases}
$-1$
$1$
The second inequality reduces to $x > -1$. The solution of the system is the intersection of $x < 1$ and $x > -1$, which is the open interval $(-1, 1)$.
The complete solution is obtained by taking the union of the two partial solution sets. Since $x \geq 1$ and $(-1, 1)$ are adjacent intervals that together cover all values greater than $-1$, the solution to the inequality is the following.
x > -1
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What are lines
A line is a fundamental geometric object made up of infinitely many points aligned in a perfectly straight path. It has no thickness, no endpoints, and it extends endlessly in both directions. A line is completely determined by any two of its points, and represents the most basic, unchanging connection in space.

The implicit form of a line is written as:
ax + by + c = 0
where $a$, $b$, and $c$ are real numbers, and at least one of $a$ or $b$ is non-zero. This equation is called implicit because both variables appear on the same side of the equation, and the relationship between $x$ and $y$ is not isolated.
Parallel and perpendicular lines
A line is parallel to the y-axis when it runs vertically and all of its points share the same x-coordinate. This type of line does not move left or right as you go up or down. It remains perfectly vertical. Its equation is:
x = k
[image: ]
A line is parallel to the x-axis when it runs horizontally and all of its points share the same y-coordinate. This type of line does not move up or down as you go left or right. It remains perfectly horizontal. Its equation is:
y = k
[image: ]
Horizontal lines have a slope of zero and extend infinitely in both directions.
General equation of a line
In general terms, the equation of a line can be written in explicit form as:
y = mx + q
[image: ]
$m$ is the slope of the line and $q$ is the y-intercept. The x-intercept of a line is the value of x for which y = 0 (in other words, it is the root of the line’s equation).

A point lies on a line if and only if its coordinates satisfy the equation of the line. This means that when you substitute the x- and y-values of the point into the equation, both sides of the equation remain equal. For example, the point $(2, 5)$ lies on the line $y = 2x + 1$ because:
y = 2(2) + 1 = 5
So the equation holds true, and the point belongs to the line.

Two lines $r$ and $s$ are parallel if they have the same slope $m_r = m_s$. They are perpendicular if their slopes are negative reciprocals $m_r = -\dfrac{1}{m_s}$
The slope ( m ) is undefined for lines parallel to the y-axis, and equal to 0 for lines parallel to the x-axis.
A linear equation in two variables, written as $y = mx + q$, expresses a direct relationship between $x$ and $y$. This equation corresponds to a straight line in the coordinate plane, with its structure determining the line’s position and inclination.
Distance from a point to a line
The distance from a point $P(x_P, y_P)$ to a line $r$ given by the equation $ax + by + c = 0$ is the length of the segment connecting the point $P$ to the foot of the perpendicular dropped from $P$ onto the line.
[image: ]
This distance is calculated using the formula:
d = \frac{\left| ax_P + by_P + c \right|}{\sqrt{a^2 + b^2}}
This expression gives the shortest distance from the point to the line, that is, the perpendicular distance, not the length of any random segment.
Line passing through two points
Consider the line passing through two points $P(x_P, y_P)$ and $Q(x_Q, y_Q)$. If $x_P = x_Q$, the line is parallel to the y-axis and its equation is:
x = x_P

If $x_P \ne x_Q$, the line has a slope $m$ given by:
m = \frac{y_Q - y_P}{x_Q - x_P}
 Its equation is:
y - y_P = m(x - x_P)
This can also be written in the symmetric form:
\frac{y - y_P}{y_Q - y_P} = \frac{x - x_P}{x_Q - x_P}
Example 1
Let’s find the equation of the line that passes through the points:
P(1, 2) \quad \text{and} \quad Q(3, 6)
To begin, we calculate the slope of the line. The slope $m$ is the ratio between the difference in the y-values and the difference in the x-values of the two points:
m = \frac{y_Q - y_P}{x_Q - x_P} = \frac{6 - 2}{3 - 1} = \frac{4}{2} = 2
Now that we know the slope is 2, we can write the equation of the line using the point-slope form. We choose point $P(1, 2)$ and plug the values into the formula:
y - 2 = 2(x - 1)
We can leave the equation in this form, or we can expand it into slope-intercept form:
y = 2x - 2 + 2 = 2x
So the line passing through $P(1, 2)$ and $Q(3, 6)$ has the equation:
$y = 2x$
Intersection of two lines
If the lines are parallel, they never intersect, because they have the same slope and never cross each other. Two lines that are not parallel intersect at a single point. The coordinates of the point of intersection are the solutions of the system formed by the equations of the two lines.
Example 2
For example, let’s consider the following line in slope-intercept form:
y = 2x + 1
Now let’s take another line with a different slope, so that they are not parallel and will intersect:
y = -x + 4

To find the point of intersection, we solve the system formed by the two equations:
\begin{cases} y = 2x + 1 \\[0.5em] y = -x + 4 \end{cases}
By setting the right-hand sides equal to each other, we obtain:
\begin{align} &2x + 1 = -x + 4 \\[0.5em] &3x = 3 \\[0.5em] &x = 1 \end{align}

Substituting $x = 1$ into one of the original equations, we find:
y = 2(1) + 1 = 3
[image: ]
So, the two lines intersect at the point:
$(x=1, y=3)$
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What is little-o notation
The symbol $o(x)$, referred to as little-o of $x$, belongs to the Landau symbol family, which is used to characterise asymptotic relationships between functions. This notation indicates that one function is negligible compared to another as the input approaches a given limit. Thus, $o(x)$ formalises asymptotic control by signifying that the growth rate of one function is insignificant relative to the other in the limit.
Let $f, g : A \to \mathbb{R}$ (or $\mathbb{C}$) be two functions, and let $x_0$ be a limit point of $A$. We say that $f(x)$ is little-o of $g(x)$ as $x \to x_0$ if $g(x) \neq 0$ in a neighborhood of $x_0$ (except possibly at $x_0$ itself) and:
\lim_{x \to x_0} \frac{f(x)}{g(x)} = 0
Equivalently, for every $\varepsilon > 0$ there exists $\delta > 0$ such that whenever $0 < |x - x_0| < \delta$, we have $|f(x)| \le \varepsilon \cdot |g(x)|$. This definition means that $f(x)$ grows asymptotically slower than $g(x)$ near $x_0$.
This notation applies to limits at infinity by replacing $x \to x_0$ with $x \to \infty$. It also applies to sequences, where the independent variable $x$ is replaced by $n \to \infty$.

Example 1
To make the concept clearer, let us consider a simple example given by the following limit:
\lim_{x \to 0} \frac{x^2}{x} = \lim_{x \to 0} x = 0
This limit demonstrates that $x^2$ grows asymptotically slower than $x$ as $x$ approaches 0. Therefore, we can write:
x^2 = o(x) \quad \text{as} \quad x \to 0
Let’s explore why this is the case. If we compare $x$ and $x^2$ as $x$ approaches zero, we observe that both functions tend to zero, but at different rates. The graph clearly shows that, near zero, $x^2$ is much smaller than $x$.
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Here are a few examples:
	  If $x = 0.1$, then $x = 0.1$ and $x^2 = 0.01$.
	  If $x = 0.01$, then $x = 0.01$ and $x^2 = 0.0001$.
	  If $x = 0.001$, then $x = 0.001$ and $x^2 = 0.000001$.

As these examples show, $x^2$ becomes much smaller than $x$ as $x$ approaches zero. This is the key idea behind the little-o notation: it captures the fact that one function can become asymptotically negligible compared to another as the input approaches a particular value.
Example 2
Little-o notation remains applicable when the input increases without bound. The following limit illustrates this as $x \to \infty$:
\lim_{x \to \infty} \frac{x}{x^2} = \lim_{x \to \infty} \frac{1}{x} = 0
Because the ratio approaches zero, the following expression holds:
x = o(x^2) \quad \text{as} \quad x \to \infty
This result indicates that $x$ grows asymptotically more slowly than $x^2$ as $x$ increases without bound. More generally, for any two polynomials $x^a$ and $x^b$ with $a < b$, the following relationship holds:
x^a = o(x^b) \quad \text{as} \quad x \to \infty
Another example compares a logarithmic function with a power function. Since:
\lim_{x \to \infty} \frac{\log x}{x} = 0
it follows that $\log x = o(x)$ as $x \to \infty$. This result is particularly relevant in algorithm analysis, as it confirms that logarithmic growth is strictly dominated by linear growth.
The little-o condition at infinity parallels the condition at a finite point: the ratio of the two functions must approach zero as the input increases without bound, rather than as it approaches a fixed value.

The meaning of $o(1)$
The symbol $o(1)$ represents the class of functions that tend to zero as $x$ approaches a specific point $x_0$. In other words, a function $f(x)$ is said to belong to $o(1)$ when it becomes infinitesimally small compared to a constant, specifically 1, in the limit $x \to x_0$. Formally, we write $f(x) = o(1)$ as $x \to x_0$ if and only if:
\lim_{x \to x_0} \frac{f(x)}{1} = \lim_{x \to x_0} f(x) = 0
The set of all functions that belong to $o(1)$ can be described as follows:
o_{x_0}(1) = \lbrace f : B(x_0, \delta) \setminus \{x_0\} \to \mathbb{R} \,\Big|\, \lim_{x \to x_0} f(x) = 0 \rbrace
In practice, this expression is used to describe the concept of $o(1)$ by specifying that:
	  The functions considered must be defined on a neighborhood of $x_0$, excluding the point $x_0$ itself.
	  The function must tend to zero as $x$ approaches $x_0$.
	  The notation $o(1)$ represents the set of all functions that are infinitesimal compared to a constant, specifically to $1$.
	  The symbol $B(x_0, \delta)$ denotes an open neighborhood of $x_0$ with radius $\delta$, where the function is defined and the limit is taken.

Example 3
Let us consider the limit:
\lim_{x \to 0} \frac{\sin(x)}{x}
Using the Taylor expansion of $\sin(x)$ near zero, we have:
\sin(x) = x - \frac{x^3}{6} + o(x^3) \quad \text{as} \quad x \to 0

Dividing both sides by $x$, we get:
\frac{\sin(x)}{x} = 1 - \frac{x^2}{6} + o(x^2) \quad \text{as} \quad x \to 0
Now observe that both the term $\frac{x^2}{6}$ and the remainder $o(x^2)$ tend to zero as $x \to 0$.
Therefore, as $x \to 0$ we can write:
\frac{\sin(x)}{x} = 1 + o(1)
This expression shows that the difference between $\frac{\sin(x)}{x}$ and the constant $1$ tends to zero in the limit, and the correction terms are asymptotically smaller than 1.

Properties
One fundamental property of the little-o notation is that, by definition, if $g(x) = o(f(x))$ as $x \to x_0$, then the ratio of the two functions tends to zero. In formal terms:
\lim_{x \to x_0} \frac{o(f(x))}{f(x)} = 0

Multiplying a function by a nonzero constant does not change its asymptotic behavior in little-o notation. For any constant $c \in \mathbb{R}$ and function $g(x)$, as $x \to x_0$, we have:
o(c \cdot g(x)) = o(g(x))
c \cdot o(g(x)) = o(g(x))
This shows that little-o notation is about relative growth: scaling by a constant factor does not affect the asymptotic behavior near $x_0$.


Little-o terms also behave predictably under addition. The sum of two little-o terms of the same function remains a little-o term of that function. Formally as $x \to x_0$:
o(f(x)) + o(f(x)) = o(f(x))
This means that adding two functions that are each asymptotically smaller than $f(x)$ does not affect the fact that the sum is still asymptotically smaller than $f(x)$.


When multiplying a little-o term by a function, the result is a new little-o term where the asymptotic behavior scales accordingly. Specifically, for functions $f(x)$ and $g(x)$, as $x \to x_0$:
f(x) \, o(g(x)) = o(f(x)g(x))
For example, if $g(x) = x$ and $o(g(x)) = o(x)$, then multiplying by $f(x) = x^2$ gives:
x^2 \cdot o(x) = o(x^3)

Another important property of the little-o notation involves powers of functions. If a function $f(x)$ is asymptotically smaller than $g(x)$ as $x \to x_0$, then raising both functions to the same positive power preserves the little-o relationship. Formally, for $a > 0$ if $f(x) = o(g(x))$ as $x \to x_0$ then $[f(x)]^a = o([g(x)]^a)$ as $x \to x_0$.
This property demonstrates that the asymptotic behaviour remains consistent when scaled by positive powers. if $f(x)$ becomes negligible compared to $g(x)$, then $[f(x)]^a$ is also negligible compared to $[g(x)]^a$ as $x \to x_0$. For example, if $f(x) = o(x)$ as $x \to 0$, then as $x \to x_0$ we have:
[f(x)]^2 = o(x^2)

Little-o notation exhibits transitivity. Specifically, if $f(x) = o(g(x))$ and $g(x) = o(h(x))$ as $x \to x_0$, then:
f(x) = o(h(x)) \quad \text{as} \quad x \to x_0
This result follows directly from the definition. Since both ratios approach zero, their product also approaches zero, and therefore $f(x)/h(x) \to 0$. For example, since $x^3 = o(x^2)$ and $x^2 = o(x)$ as $x \to 0$, it follows that $x^3 = o(x)$ as $x \to 0$.
This property enables the composition of chains of asymptotic comparisons: if $f$ grows more slowly than $g$, and $g$ grows more slowly than $h$, then $f$ also grows more slowly than $h$.


The composition of two little-o terms reduces to a single term. Specifically, if $h(x) = o(g(x))$ and $g(x) = o(f(x))$ as $x \to x_0$, then any function that is little-o of $g$ is also little-o of $f$. In compact notation:
o(o(f(x))) = o(f(x)) \quad \text{as} \quad x \to x_0
This result follows directly from the transitivity property: if $h = o(g)$ and $g = o(f)$, then $h = o(f)$. For example, since $x^2 = o(x)$ as $x \to 0$, any function that is $o(x^2)$ is also $o(x)$.
This property is especially useful for simplifying nested asymptotic expressions, as it ensures that iterated little-o terms can be represented by a single term.

Distinction Between Little-o and Big-O Notation
Little-o and Big-O notation are both members of the Landau symbol family, but they describe distinct asymptotic behaviours. Big-O notation provides an upper bound for a function up to a constant multiple, whereas little-o notation imposes a stricter requirement: the ratio of the two functions must approach zero in the limit.
Formally, $f(x) = O(g(x))$ as $x \to x_0$ if there exist constants $M > 0$ and $\delta > 0$ such that: $|f(x)| \leq M |g(x)|$ whenever $0 < |x - x_0| < \delta$. This distinction is illustrated by the following example.
As $x \to 0$, $x^2 = o(x)$, which also implies $x^2 = O(x)$. However, $x = O(x)$ does not imply $x = o(x)$, as demonstrated below:
\lim_{x \to 0} \frac{x}{x} = 1 \neq 0
The limit fails to vanish, so the little-o condition is not satisfied. This asymmetry is the heart of the distinction: little-o requires the ratio to go to zero, while Big-O only requires it to stay bounded.
This relationship can be visualised in terms of set inclusion: the set of functions satisfying $f = o(g)$ is strictly contained within the set of functions satisfying $f = O(g)$. Every little-o relationship is also a Big-O relationship, but the converse does not hold.
Little-o notation excludes functions that merely keep pace with $g$, admitting only those that fall strictly behind in the limit.

Little-o Notation in Taylor Expansions
In Taylor expansions, little-o notation provides a rigorous framework for quantifying the error introduced by truncating an infinite series at a finite order. Instead of enumerating each remaining term, the remainder is represented by a single symbol that specifies its precise asymptotic order. Given a function $f(x)$ that is $n$ times differentiable at $x_0$, its Taylor expansion to order $n$ takes the form:
f(x) = f(x_0) + f’(x_0)(x - x_0) + \frac{f’'(x_0)}{2!}(x - x_0)^2 + \cdots + \frac{f^{(n)}(x_0)}{n!}(x - x_0)^n + o\bigl((x - x_0)^n\bigr)
The remainder $o((x - x_0)^n)$ conveys precise asymptotic information. Specifically, the error decreases more rapidly than $(x - x_0)^n$ as $x \to x_0$, rendering it negligible compared to the last explicit term in the expansion.

The following table presents the Taylor expansions of commonly encountered functions near $x = 0$, each expressed with an explicit little-o remainder:
e^x
1 + x + \dfrac{x^2}{2!} + \dfrac{x^3}{3!} + o(x^3)
\sin x
x - \dfrac{x^3}{6} + o(x^3)
\cos x
1 - \dfrac{x^2}{2} + \dfrac{x^4}{24} + o(x^4)
\ln(1+x)
x - \dfrac{x^2}{2} + \dfrac{x^3}{3} + o(x^3)
(1+x)^\alpha
1 + \alpha x + \dfrac{\alpha(\alpha-1)}{2}x^2 + o(x^2)
These expansions are particularly effective for evaluating limits involving indeterminate forms. Replacing the original function with its Taylor expansion transforms the problem into an algebraic manipulation, where the little-o remainder vanishes in the limit. The following example demonstrates this approach:
\lim_{x \to 0} \frac{e^x - 1 - x}{x^2} = \lim_{x \to 0} \frac{\dfrac{x^2}{2} + o(x^2)}{x^2} = \frac{1}{2}
As $x \to 0$, the little-o term becomes negligible, allowing the limit to be determined by the leading coefficient.
In a Taylor expansion, the little-o remainder does not simply indicate omitted terms; it specifies the rate at which the approximation improves, thereby anchoring the truncation to a precise asymptotic scale.

Definition
The structure of the entry is shown in the conceptual map, where each branch represents a core component and the sub-nodes highlight the specific notions discussed.
Advanced
2
Requires
0
Enables
The following concepts, Functions, Limits, are required as prerequisites for this entry.
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Solve the logarithmic equation:
\log_2 (x+2) + \log_2 (x-1) = \log_2 (6)

The first step is to determine the domain of the equation. We have:
\log_af(x) = \begin{cases} a > 0 \\[0.6em] a \neq 1 \\[0.6em] f(x) > 0 \\\\ \end{cases}
This gives us the following conditions:
	  The argument (x + 2) must be greater than zero, so (x > -2).
	  The argument (x - 1) must be greater than zero, so (x > 1).

Since both conditions must hold, the overall domain is (x > 1).

Next, we apply the logarithmic product rule. This rule states that:
\log_a(m) + \log_a(n) = \log_a(m \cdot n)
Using this rule, we can combine the two logarithms on the left-hand side into one:
\log_2\big[(x + 2)(x - 1)\big] = \log_2 (6)

Since the logarithms on both sides have the same base, their arguments must be equal. Therefore, we set:
(x + 2)(x - 1) = 6

We now solve the resulting equation. First, we expand the product:
x^2 + x - 2 = 6
Then, we bring all terms to one side to form a quadratic equation:
x^2 + x - 8 = 0
To solve this quadratic equation, we use the quadratic formula:
x = \frac{-b \pm \sqrt{b^2 - 4ac}}{2a}
with (a = 1), (b = 1), and (c = -8). The discriminant is:
\Delta = 1^2 - 4(1)(-8) = 1 + 32 = 33
Thus, the solutions are:
x = \frac{-1 \pm \sqrt{33}}{2}
The two potential solutions are:
x_1 = \frac{-1 + \sqrt{33}}{2} \quad \text{and} \quad x_2 = \frac{-1 - \sqrt{33}}{2}

We now test these solutions against the domain $x > 1$. Approximating $\sqrt{33} \approx 5.744$, we find:
x_1 \approx \frac{-1 + 5.744}{2} \approx 2.372 \quad (\text{valid since } 2.372 > 1)
x_2 \approx \frac{-1 - 5.744}{2} \approx -3.372 \quad (\text{invalid since } -3.372 \not> 1)
Thus, only $x_1$ is an acceptable solution.
The solution to the equation is:
x = \frac{-1 + \sqrt{33}}{2}
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In this module, a series of exercises for solving logarithmic equations is proposed. The exercises are designed to help you practice and master different solving techniques, including the use of logarithmic properties, exponentiation, and change of base.
-
\text{A1. } \quad \log_2 (x+2) + \log_2 (x-1) = \log_2 (6)
 solution
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Introduction
Logarithmic equations are equations in which the unknown appears inside a logarithm. To solve them, it is crucial to understand the properties of logarithms and how these can be applied to isolate and determine the value of the unknown. A logarithmic equation takes the form:
\log_af(x) = g(x)
	  $a$ is the base of the logarithm and and it must meet the condition $a \gt 0, a\neq 1$

	  $f(x)$, the argument of the logarithm must be greater than zero. This is because the logarithmic function is only defined for positive numbers.


Solving logarithmic equations relies on a solid understanding of logarithmic properties, such as the product, quotient, and power rules, which allow complex expressions to be simplified and the variable to be isolated more easily.
How to solve logarithmic equations
The resolution process for logarithmic equations can be structured into four fundamental steps:
	  Determine the domain of the equations by ensuring the arguments of all logarithmic expressions are greater than 0 and remembering that the base must be greater than 0 and different from 1.

\log_af(x) = \begin{cases} a > 0 \\[0.6em] a \neq 1 \\[0.6em] f(x) > 0 \\\\ \end{cases}
	  Apply logarithmic properties, such as the product, quotient, and power rules, to combine and simplify the logarithmic terms. This step aims to reduce the initial equation to a simpler form that allows for isolating the variable.

	  Once the equation is simplified, solve for the variable by eliminating the logarithms. This often involves exponentiating both sides of the equation to remove the logarithmic functions.

	  Substitute the solutions back into the original equation to ensure that they satisfy the equation. Check that all solutions are within the domain of the original logarithmic functions.


As a final remark, note that the domain restrictions identified in the first step often lead naturally to additional conditions on the variable. A systematic treatment of these cases can be found in the dedicated section on logarithmic inequalities, which complements the solution of logarithmic equations.
Simplified forms of logarithmic equations
Once a logarithmic equation is simplified to a form suitable for solving the variable, the following strategies may occur. The equation is reduced to the form:
\log_a f(x) = \log_a g(x)
 In this case, we can use the fact that when two logarithms with the same base are equal, their arguments must also be equal. Therefore, it is sufficient to set the two arguments equal and solve the resulting equation for the variable $x$:
f(x) = g(x)
This equivalence is valid only when both logarithmic expressions are defined. Always check that $f(x) > 0$, $g(x) > 0$ and that the base satisfies $a > 0$ and $a ≠ 1$ before equating the arguments.

The equation is reduced to the form:
\log_a f(x) = b
 In this case, since no further simplifications can be made, the solution requires using the definition of the logarithm and converting to the exponential form, resulting in:
f(x) = a^b

The equation is reduced to the form
\log_a^2(x+c) + \log_a(x+c) + k = 0
 where logarithms raised to a certain power $n$ appear, with the same base and the same argument. In this case, we can use a substitution of the type $z = \log_a(x+c)$, obtaining: $z^2 + z + k$. The equation is thus transformed into a quadratic equation or an equation of degree $n$, which can be solved using the quadratic formula or Ruffini’s rule for polynomials of degree $n > 2$.
Example 1
Let’s solve the logarithmic equation:
\log_3(2x + 1) = \log_3(x^2)

The first step is to determine the domain of valid solutions, ensuring that the arguments of the logarithms are positive. Therefore, we set the conditions:
2x + 1 > 0 \rightarrow x > -\frac{1}{2}
x^2 > 0 \rightarrow x \neq 0
-\frac{1}{2}
0
Therefore, the domain $D$ is given by the following intervals:
\left(-\frac12, 0\right) \;\cup\; (0, +\infty)

Since the logarithms have the same base and are in the form $\log_a f(x) = \log_a g(x)$ we can equate the arguments directly. Rearranging the terms to one side to form a standard quadratic equation, we get:
x^2-2x-1 = 0
We can solve this using the quadratic formula:
x = \frac{-b \pm \sqrt{b^2-4ac}}{2a}
where $a = 1$, $b = -2$, and $c = -1$. Substituting these values, we get:
\begin{align*} x &= \frac{-(-2) \pm \sqrt{(-2)^2-4 \cdot 1 \cdot (-1)}}{2 \cdot 1} \\[0.6em] &= \frac{2 \pm \sqrt{4 + 4}}{2} \\[0.6em] &= \frac{2 \pm \sqrt{8}}{2} \\[0.6em] &= \frac{2 \pm 2\sqrt{2}}{2} \\[0.6em] &= 1 \pm \sqrt{2} \end{align*}

Now let’s verify that the solutions satisfy the domain:
	  $x = 1 + \sqrt{2} \approx2.414 \;$ satisfies $x > -\dfrac{1}{2} \vee x \neq 0$
	  $x = 1-\sqrt{2} \approx −0.414 \;$ satisfies $x > -\dfrac{1}{2} \vee x \neq 0$

The solution to the equation is:
x = 1 \pm \sqrt{2}
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Introduction
The logarithmic function is the inverse of the exponential function. Therefore, its domain and range are inverted compared to the exponential function. A logarithmic function is defined as a function of the form:
y = \log{_a}x \quad \text{with} \quad a \gt 0 \quad a \neq 1 \quad \forall x \in \mathbb{R}^+
There are two cases to consider when examining the logarithmic function $\log_a(x)$.
	  If the base $a > 1$, the function is increasing, meaning it grows as $x$ increases.

	  If $0 < a < 1$, the function is decreasing, meaning it diminishes as $x$ increases.
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In both cases, the only point where the logarithmic function takes the value $0$ is at $x = 1$. This is because: $\log_a(1) = 0$. This result is true because by definition, by the property of powers, we have $a^0 = 1$.
The value of the base, whether it is greater than 1 or between 0 and 1, plays a crucial role in many applications. In particular, when dealing with logarithmic inequalities, a base between 0 and 1 requires reversing the direction of the inequality, due to the decreasing nature of the logarithmic function.
Properties
	  Domain: $(0, +\infty)$.
	  Range: $\mathbb{R}$.
	  Roots: $x=1$.
	  The logarithmic function is strictly increasing on $(0,+\infty)$ when the base satisfies $a>1$. If \(0
	  The function is neither even nor odd, because it is not defined for negative values of $x$.
	  The function is continuous on $(0, +\infty)$.
	  The function is differentiable on its entire domain, with derivative $f’(x) = 1/x$.
	  The function has no maximum or minimum on its domain.

Limits, derivatives, and integrals
A fundamental limit involving the logarithmic function describes its behavior near zero and at infinity and plays an important role in the study of logarithmic functions. For a logarithmic function with base $a>1$, as the variable approaches zero from the right, the value of the logarithm decreases without bound, while it grows without bound as the variable tends to infinity. This behavior is formally expressed by the following limits:
1. \quad \lim_{x \to 0^+} \log_a x = -\infty
2. \quad \lim_{x \to +\infty} \log_a x = +\infty
When the logarithm base is $0 < a < 1$, we have:
3. \quad \lim_{x \to 0^+} \log_a x = +\infty
4. \quad \lim_{x \to +\infty} \log_a x = -\infty

The derivative of the logarithmic function with base $a$ can be obtained by applying the standard differentiation rules for logarithms. In particular, for $x>0$ and $a>0$ with $a\neq 1$, the derivative of $\log_a(x)$ with respect to $x$ is given by:
5. \quad \frac{d}{dx}\,\log_a(x) = \frac{1}{x\,\ln(a)}

The indefinite integral of the logarithmic function with base $a$ can be derived by recalling the relationship between logarithms with different bases. Since:
\log_a(x) = \frac{\log(x)}{\log(a)}
the integration can be reduced to the integral of the natural logarithm. Using standard techniques from calculus, in particular integration by parts, we obtain the following result:
6. \quad \int \frac{\log(x)}{\log(a)} \, dx = \frac{x\,(\log(x)-1)}{\log(a)} + c
Natural logarithm
More generally, considering the function $y = \ln(x)$, the natural logarithm, we have:
7. \quad \ln(x) = \log_e(x)
Using the change of base formula, this can be rewritten as:
8. \quad \ln(x) = \frac{\log_a(x)}{\log_a(e)}

For the natural logarithm $\ln(x)$, which is defined for all $x>0$, the rate of change with respect to $x$ is particularly simple. Indeed, the derivative of $\ln(x)$ is given by:
9. \quad \frac{d}{dx}\,\ln(x) = \frac{1}{x}
This result reflects the fact that the natural logarithm is the inverse function of the exponential function $e^x$, and it explains why $\ln(x)$ grows slowly as $x$ increases.

An important integral representation of the natural logarithm involves the definite integral of $\ln(t)$ over an interval starting at the origin. Specifically, consider the integral
10 . \quad \int_{0}^{x} \ln(t) \, dt
 which is defined for $x>0$. Although the integrand $\ln(t)$ is not defined at $t=0$, the integral is interpreted as an improper integral. Its value can be computed using integration by parts, yielding:
\int \ln(t)\,dt = t\ln(t) - t + c
 Applying this antiderivative and taking the limit as the lower bound approaches zero, we obtain:
\int_{0}^{x} \ln(t)\,dt = \bigl[t\ln(t) - t\bigr]_{0}^{x} = x\ln(x) - x + 1

A fundamental definite integral involving the natural logarithm is
11. \quad \int_{0}^{1} \ln(x) \, dx = -1
 This integral is interpreted as an improper integral, since the natural logarithm is not defined at $x=0$. Its value can be obtained by using the antiderivative $x\ln(x) - x$ and evaluating the limit at the lower bound. The result shows that, on the interval $(0,1)$, the negative values of $\ln(x)$ dominate, leading to a net negative area equal to $-1$.
The logarithmic function models the growth of information in binary decisions. Each step in binary search answers one yes/no question, which corresponds to one binary bit. This is a deep reason why logarithms are fundamental in computer science and information theory.

Binary search and the logarithmic function
Imagine we want to find an item in a sorted list of $N$ elements. If we check the elements one by one, and the target is in the $n$-th position, we may need up to $n$ steps to find it. This approach is known as linear search, and its worst-case time complexity is:
\mathcal{O}(n)
However, linear search is inefficient for large lists. Can we do better? Yes — by using an algorithm that reduces the search space at each step. This leads us to binary search, which has logarithmic complexity:
\mathcal{O}(\log n)
Binary search is an efficient algorithm used to find a target element in a sorted list. The core idea is simple: at each step, the algorithm divides the list in half and keeps only the half that may contain the target. This process continues until the element is found or the list can no longer be divided.
At each step, the search space is divided by 2. This means that if the initial list has $n$ elements, the number of steps required to complete the search is proportional to the number of times we can divide $n$ by 2 before reaching 1. This is exactly the definition of the base-2 logarithm:
\text{Number of steps} \approx \log_2 n
Thus, the time complexity of binary search is:
\mathcal{O}(\log n)
This connection shows how logarithmic functions naturally describe processes that involve repeated halving, such as decision trees, divide-and-conquer algorithms, and exponential decay.

If a list contains 1,000,000 elements, binary search can find any element in at most:
\log_2(1,000,000) \approx 19.9
So, fewer than 20 steps are needed—an enormous efficiency gain compared to linear search, which may require up to 1,000,000 steps.
The elements must be sorted according to an ordering criterion. Binary search only works on sequences that are ordered—typically in ascending order. Without a defined ordering, the algorithm cannot determine which half of the list to discard at each step.
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Introduction
Logarithmic inequalities are inequalities that involve one or more logarithmic expressions, in which the unknown $x$ appears either in the argument of the logarithm or, in some cases, in the base itself. Before tackling logarithmic inequalities, it is essential to have a solid understanding of logarithms, their fundamental properties, and the standard methods used to solve logarithmic equations, as these tools are crucial for approaching and resolving such inequalities correctly.

Logarithmic inequalities may have the general form:
\log_af(x) \lesseqgtr \log_ag(x)
	  $a$ is the base of the logarithm, with (a > 0) and $a \neq 1.$
	  $f(x)$ and $g(x)$ are algebraic expressions depending on the variable $x.$
	  The symbol $\lesseqgtr$ denotes one of the relations $\le$, $=$, or $\ge.$

Moreover, for the inequality to be well defined, the following conditions must be satisfied:
\begin{cases} f(x) > 0\\[0.6em] g(x) > 0\\[0.6em] \end{cases}

An inequality that contains a logarithmic expression in which the unknown variable does not appear in either the argument or the base of the logarithm is not a logarithmic inequality. In other words, an inequality such as:
\log_3(9) - 3x > 0
 is not a logarithmic inequality, since the logarithmic term is a constant. By contrast,
\log_3(9x) - 3x > 0
 is a logarithmic inequality, because the variable $x$ appears inside the argument of the logarithm and directly affects its domain and behavior.
How to solve logarithmic inequalities
The solution process for logarithmic inequalities is general, however, for explanatory convenience, let us consider the following inequality:
\log_a f(x) \ge \log_a g(x)
The procedure can be structured into four fundamental steps:
	  Determine the domain of the inequality by imposing the admissibility conditions. The arguments of all logarithmic expressions must be strictly positive, and the base must satisfy:

\begin{cases} f(x) > 0 \\[0.6em] g(x) > 0 \\[0.6em] \end{cases}
	  The base must satisfy:

\begin{cases} a > 0 \\[0.6em] a \neq 1 \\[0.6em] \end{cases}
	  If $a > 1$, the logarithmic function is increasing and the inequality preserves its direction when the logarithms are removed.

	  If $0 < a < 1$, the logarithmic function is decreasing and the direction of the inequality must be reversed when eliminating the logarithms.

	  Use the monotonicity of the logarithmic function to remove the logarithms and reduce the problem to an equivalent algebraic inequality involving $f(x)$ and $g(x)$.

	  Solve the resulting algebraic inequality and intersect the solution set with the domain previously determined, discarding any values that do not satisfy the original logarithmic conditions.



To explain the role played by the base of the logarithm, let us recall the behavior of the logarithmic function when $0 < a < 1$. From its graph, we observe that the function is strictly decreasing over its entire domain, with a vertical asymptote along the $y$-axis:
[image: Graph of the logarithmic function with base between zero and one.]
The dashed curve represents the logarithmic function with base $a > 1$. In this case, the function is strictly increasing. In both cases, when $x = 1$, the value of the logarithmic function is $0$, and the graphs intersect at the point $(1,0)$.
Example 1
Consider the logarithmic inequality:
\log_{\frac{1}{2}}(x + 3) \ge \log_{\frac{1}{2}}(2x - 1)
We begin by determining the domain of the inequality. The arguments of the logarithms must be strictly positive:
\begin{cases} x + 3 > 0 \\[0.6em] 2x - 1 > 0 \end{cases}
Using a graphical representation and considering the solution intervals of the linear inequalities in the previous system, we find that their intersection, which determines the domain of the logarithmic inequality, is precisely given by $x > 1/2$.
-3
\frac{1}{2}
Therefore, the domain $D$ of the original inequality is given by the following interval:
\left(-\frac{1}{2}, +\infty\right)

Next, we analyze the base of the logarithm. Since the base satisfies
0 < \frac{1}{2} < 1
 the logarithmic function is strictly decreasing. As a consequence, when the logarithms are removed, the direction of the inequality must be reversed. Therefore, the given inequality:
\log_{\frac{1}{2}}(x + 3) \ge \log_{\frac{1}{2}}(2x - 1)
 is equivalent to:
x + 3 \le 2x - 1

We now solve the resulting algebraic inequality:
x + 3 \le 2x - 1 \quad \rightarrow \quad x \ge 4
Finally, we intersect this result with the domain previously determined. Since the domain requires $x > \frac{1}{2}$, the condition $x \ge 4$ is admissible.
Hence, the solution set of the logarithmic inequality is:
x \ge 4
Example 2
Consider the logarithmic inequality:
\log_{\frac{1}{2}}(x+1) > \log_2(2-x)
We begin by determining the domain. The arguments of the logarithms must be strictly positive, hence:
\begin{cases} x+1 > 0 \\[0.6em] 2-x > 0 \\[0.6em] \end{cases}
Using a graphical representation and considering the solution intervals of the linear inequalities in the previous system, we find that their intersection is given by $-1 < x < 2$.
-1
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Therefore, the domain $D$ of the original inequality is given by the following interval:
(-1, 2)

Next, we rewrite the logarithm with base $\tfrac{1}{2}$ in terms of base $2$. Since $\tfrac{1}{2} = 2^{-1}$, we have
\log_{\frac{1}{2}}(x+1) = \frac{\log_2(x+1)}{\log_2(\frac{1}{2})} = -\log_2(x+1)
Substituting into the original inequality, we obtain:
\log_2(x+1) < -\log_2(2-x)
Bringing all logarithmic terms to the same side and applying the properties of logarithms, we get:
\log_2(x+1) + \log_2(2-x) < 0
which, by the sum property of logarithms, stating that the sum of two logarithms equals the logarithm of their product, allows us to rewrite the expression as follows:
\log_2!\bigl((x+1)(2-x)\bigr) < 0
Since the logarithmic function with base $2>1$ is strictly increasing, this inequality is equivalent to
0 < (x+1)(2-x) < 1
Within the domain $(-1,2)$, the product $(x+1)(2-x)$ is always positive, so it suffices to solve:
(x+1)(2-x) < 1
Expanding and simplifying, we obtain
x^2 - x - 1 > 0
The associated quadratic equation has roots:
x = \frac{1 \pm \sqrt{5}}{2}
The inequality is satisfied outside the interval determined by these roots. Intersecting this result with the domain $(-1,2)$, we finally obtain the solution set:
-1 < x < \frac{1-\sqrt{5}}{2}
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Loss of Roots
Loss of roots occurs when an algebraic manipulation eliminates one or more roots of an equation, yielding a result that is only a partial solution set. The most frequent cause is dividing both sides of the equation by an expression containing the unknown, an operation that is valid only when that expression is guaranteed to be nonzero. Consider, for example, the equation:
x(2x-5) = x
A common mistake is to cancel the factor $x$ appearing on both sides:
\cancel{x}(2x-5) = \cancel{x}
This reduces the equation to a linear equation in $x$:
2x - 5 = 1
x = \frac{6}{2} = 3
The cancellation is equivalent to dividing both sides by $x$, an operation that presupposes $x \neq 0$. The case $x = 0$ is silently discarded, and one solution is lost.
More generally, any factor containing the unknown may be cancelled from both sides only after verifying that it cannot equal zero. When that condition cannot be established, the equation must be factored rather than simplified by division.
Correct method
The correct approach consists in bringing the equation to standard form before any further manipulation. Rather than attempting to simplify factors, all terms are moved to one side so that the equation takes the form $ax^2 + bx + c = 0$. Starting from the equation:
x(2x-5) = x
Expanding the left-hand side and subtracting $x$ from both members yields the following.
\begin{align} 2x^2 - 5x - x &= 0 \\[6pt] 2x^2 - 6x &= 0 \\[6pt] 2x(x - 3) &= 0 \end{align}
The result is an incomplete quadratic equation in which the constant term $c$ is zero. Applying the zero-product property, the product $2x(x-3)$ vanishes if and only if at least one of the two factors is zero.
Setting each factor equal to zero separately gives the two solutions of the equation.
x_1 = 0 \qquad x_2 = 3
The solution $x_1 = 0$, discarded by the incorrect cancellation, is recovered as a direct consequence of the factored form. The equation admits two distinct real solutions, neither of which coincides with the value obtained by the flawed procedure.
General principles
Several principles help prevent the unintentional loss of solutions when solving equations.
The most reliable strategy is to move all terms to one side and reduce the equation to zero, then factor the resulting expression. Once the equation is written as a product of factors equal to zero, the zero-product property guarantees that every solution corresponds to the vanishing of at least one factor, and none can be overlooked.
Division of both sides by an expression involving the unknown should be avoided unless that expression is known to be nonzero throughout the domain. When such a division appears necessary, the case in which the divisor equals zero must be analysed separately, as it may itself yield a valid solution.
When an equation involves even-index radicals, both the positive and the negative square root must be retained as candidates. Restricting attention to the principal root without verifying the other sign is a common source of incomplete solution sets.
Finally, substituting each candidate solution back into the original equation remains an essential step, in particular after squaring both sides or performing any transformation that is not strictly reversible. This verification detects both extraneous solutions introduced by the manipulation and any valid solutions that may have been dropped.
Loss of roots by squaring
A second common source of root loss arises when solving irrational equations. Squaring both sides of an equation is a standard technique for eliminating radicals, but it is not an equivalence transformation: the squared equation may admit solutions that the original does not, and conversely, an incorrect application of the method can suppress valid ones. Consider the equation:
\sqrt{2x + 1} = x - 1
Squaring both sides yields the following:
\begin{align} 2x + 1 &= (x-1)^2 \\[6pt] 2x + 1 &= x^2 - 2x + 1 \\[6pt] x^2 - 4x &= 0 \\[6pt] x(x - 4) &= 0 \end{align}
The two candidates are $x_1 = 0$ and $x_2 = 4$. Substituting back into the original equation, $x_1 = 0$ gives $\sqrt{1} = -1$, which is false, so $x_1 = 0$ is an extraneous solution introduced by squaring. The only valid solution is $x_2 = 4$.
In this case no root is lost, but the example illustrates why verification is indispensable: squaring can both introduce spurious solutions and, if applied selectively or incorrectly, discard valid ones.
Loss of roots in rational equations
A common mistake when solving rational equations is multiplying both sides by the denominator to eliminate fractions. If the denominator contains the variable, this step only works when the denominator is not zero. Just leaving out values that make the denominator zero does not mean you lose any solutions. But, if you don’t check whether a solution makes the denominator zero, you might include answers that don’t actually work.
On the other hand, if you simplify the equation by cancelling part of the denominator before solving, you might lose a solution. This happens because you remove any value that makes the cancelled part equal to zero from your list of possible answers. For example, consider the equation:
\frac{x^2 - 4}{x - 2} = 0
Cancelling the factor $(x-2)$ from both the numerator and denominator yields $x + 2 = 0$, so $x = -2$. The value $x = 2$ is excluded from the domain since it causes the denominator to be zero. Therefore, the equation has exactly one solution, $x = -2$. In this case, no root is lost, and the cancellation is valid because $x = 2$ is not in the domain. However, the situation differs when the cancelled factor does not correspond to a domain restriction. For instance, consider:
x(x - 3) = 2(x - 3)
Cancelling $(x - 3)$ from both sides results in $x = 2$. However, $x = 3$ also satisfies the original equation, as both sides equal zero when $x = 3$, but this solution is lost through cancellation. Thus, the equation has two solutions, $x_1 = 2$ and $x_2 = 3$, while the incorrect simplification retains only one.
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Global maximum and minimum points
The maximum and minimum of a function $f(x)$ represent, respectively, the highest and lowest values that the function can attain within its domain. In other words, they indicate the extreme points of the function, showing where $f(x)$ reaches its greatest possible value or its smallest possible value for all permissible values of $x$ in the given domain.
Given a function $y = f(x)$ with domain $D$, a point $x_0 \in D$ is a global maximum if $f(x_0) \geq f(x)$ for every $x \in D$. The value $f(x_0) = M$ is the global maximum of the function.
[image: Graph of a function f(x) showing a maximum point, where the curve reaches its highest value at a smooth peak.]

Given a function $y = f(x)$ with domain $D$, a point $x_0 \in D$ is a global minimum if $f(x_0) \leq f(x)$ for every $x \in D$. The value $f(x_0) = m$ is the global minimum of the function.
[image: Graph of a function f(x) showing a minimum point, where the curve reaches its lowest value at a smooth valley.]
If the global maximum and global minimum of a function exist, they are unique. By the Weierstrass’s Theorem, if a function is continuous on a closed and bounded interval $[a, b]$, then it attains both a global maximum and a global minimum on that interval.
Local maximum and minimum points
In some cases, a function can display more than one peak or valley within a particular interval. Such points are known as local maxima and local minima. They correspond to positions where the function reaches a relatively highest or lowest value compared to its immediate surroundings, without necessarily being the absolute extremes over the entire domain.
Given a function $y = f(x)$ defined on an interval $[a, b]$, the point $x_0 \in [a, b]$ is a local maximum if there exists a neighborhood $I$ of the point $x_0$ such that $f(x_0) \geq f(x)$ for every $x$ in the interval $I$.
[image: Graph of a function f(x) showing a local maximum point, where the curve reaches a temporary highest value compared to nearby points.]
In more formal terms, given a function $y = f(x)$ that is defined and continuous in a neighborhood of the point $x_0$, and differentiable in the same neighborhood for every $x \neq x_0$, if for every $x$ in the neighborhood the following conditions hold:
\begin{align} f’(x) &> 0 \quad \text{for} \quad x < x_0 \\\\ f’(x) &< 0 \quad \text{for} \quad x > x_0 \end{align}
then, $x_0$ is a point of local maximum for the function $f(x)$. We have:
x_0
$f’(x)$
$\boldsymbol{+}$
$\boldsymbol{-}$
$f(x)$
$\boldsymbol{\nearrow}$
$\boldsymbol{\searrow}$

Given a function $y = f(x)$ defined on an interval $[a, b]$, the point $x_0 \in [a, b]$ is a local minimum if there exists a neighborhood $I$ of the point $x_0$ such that $f(x_0) \leq f(x)$ for every $x$ in the interval $I$.
[image: Graph of a function f(x) showing a local minimum point, where the curve reaches a temporary lowest value compared to nearby points.]
If the following conditions hold:
\begin{align} f’(x) &< 0 \quad \text{for} \quad x < x_0 \\\\ f’(x) &> 0 \quad \text{for} \quad x > x_0 \end{align}
then, $x_0$ is a point of local minimum for the function $f(x)$. We have:
x_0
$f’(x)$
$\boldsymbol{-}$
$\boldsymbol{+}$
$f(x)$
$\boldsymbol{\searrow}$
$\boldsymbol{\nearrow}$

A function can have at most one global maximum and at most one global minimum, but it can have multiple local maxima and local minima within its domain. By Fermat’s theorem, the relative maximum and minimum points of a differentiable function, located within the domain of the function, are stationary points. This implies that the tangent line at a point of a relative maximum or minimum is parallel to the x-axis. In this case, the derivative of the function at $x_0$ is zero, and we have $f{\prime}(x_0) = 0$.
Upward and downward concavity
We say that the function $f(x)$ is concave upward at $x_0$ if there exists a neighborhood $I$ of $x_0$ such that, for every $x \in I$ with $x \neq x_0$, the function $f(x)$ takes values greater than those of the line $y = t(x)$, which is the tangent line to the graph of $f(x)$ at $x_0$.
f(x) > t(x) \quad \forall x \in I - \lbrace x_0 \rbrace
[image: ]

Similarly, we say that the function $f(x)$ is concave downward at $x_0$ if there exists a neighborhood $I$ of $x_0$ such that, for every $x \in I$ with $x \neq x_0$, the function $f(x)$ takes values less than those of the line $y = t(x)$.
f(x) < t(x) \quad \forall x \in I - \lbrace x_0 \rbrace
[image: ]
The concepts of concavity and convexity are discussed in detail and in their analytical formulation in the entry Convexity and Concavity of Functions
Inflection points and change in concavity
An inflection point is a point where the concavity of a function changes.
Let us consider the case where a function $y = f(x)$ is defined on an interval $(a, b)$, and let $x_0 \in (a, b)$ be either a point where $f(x)$ is differentiable, or a point where:
\lim_{x \to x_0} f’(x) = +\infty \quad \text{or} \quad \lim_{x \to x_0} f’(x) = -\infty
The point $x_0$ is defined as an inflection point if the function changes concavity at $x_0$.
[image: An _inflection point_ is a point where the concavity of a function changes.]
An inflection point is called horizontal if the tangent at the inflection point is parallel to the x-axis. When the tangent is parallel to the y-axis, the inflection point is called vertical. In all other cases, as in the case shown in the figure, it is called oblique.
[image: ]
$x_0$ is an horizontal inflection point for a function $f(x)$ if $f’(x) = 0$ and the sign of $f’(x)$ is the same$^1$ for every $x \neq x_0$ in the neighborhood $I$.
x_0
$f’(x)$
$\boldsymbol{+}$
$\boldsymbol{+}$
$f(x)$
$\boldsymbol{\nearrow}$
$\boldsymbol{\nearrow}$
The signs in the neighborhood of $x_0$ can be both positive (as in the scheme above) or both negative.
How to calculate the points of local maximum and minimum
Given a continuous function, to find the local maximum and minimum points, we analyze the sign of the first derivative. The procedure involves the following steps:
	  Compute the derivative $f’(x)$ and determine its domain to identify points where the function is not differentiable (e.g., cusps, corners).

	  Study the sign of the derivative by analyzing where $f’(x)$ is positive, negative, or zero.

	  Identify local maxima and minima: a point $x_0$ is a local maximum if $f’(x)$ changes from positive to negative around $x_0$. A point $x_0$ is a local minimum if $f’(x)$ changes from negative to positive around $x_0$.


Example 1
Let us calculate the local maximum and minimum points of the following function:
y = f(x) = x^3 - \frac{1}{2}x^2

Being a polynomial function, it is continuous and differentiable for all $x \in \mathbb{R}$. Therefore, it does not have any points of discontinuity within its domain. Let us now calculate the first derivative of the function. We obtain:
f’(x) = 3x^2 - x

Now, we study the sign of the derivative by imposing:
3x^2 - x > 0
Passing to the associated equation, we obtain:
3x^2 - x = 0 \implies x(3x -1) = 0
The equation is satisfied for $x = 0$ and $x = \dfrac{1}{3}$.

Returning to the inequality, we obtain that $f’(x) > 0$ for $x < 0$ and $x > \dfrac{1}{3}$.

Let us now represent the sign chart and observe that the function is increasing for $x < 0$, decreasing for $0 < x < \dfrac{1}{3}$, and increasing again for $x > \dfrac{1}{3}$.
0
+\dfrac{1}{3}
$f’(x)$
$\boldsymbol{+}$
$\boldsymbol{-}$
$\boldsymbol{+}$
$f(x)$
$\boldsymbol{\nearrow}$
$\boldsymbol{\searrow}$
$\boldsymbol{\nearrow}$

For ( x = 0 ) the function takes the value $f(0) = 0^3 - \dfrac{1}{2}0^2 = 0$. The point $(0,0)$ is therefore a local maximum.

For $x = \dfrac{1}{3}$, the function takes the value:
\begin{align} f\left( \dfrac{1}{3} \right) &= \left( \dfrac{1}{3} \right)^3 - \dfrac{1}{2} \left( \dfrac{1}{3} \right)^2 \\[0.5em] &= \dfrac{1}{27} - \dfrac{1}{2} \times \dfrac{1}{9} \\[0.5em] &= -\dfrac{1}{54}\\\\ \end{align}
The point $\left( \dfrac{1}{3}, -\dfrac{1}{54} \right)$ is therefore a local minimum. In this way, we have found the local maximum and minimum points of the function $f(x)$.
How to determine the concavity of a function
Let $y = f(x)$ be a continuous function defined in a neighborhood of the point $x_0$, along with its first and second derivatives.
If at $x_0$ we have $f’'(x_0) \neq 0$, then:
	  The function is concave upward if $f’'(x_0) > 0$.
	  The function is concave downward if $f’'(x_0) < 0$.

Example 2
Let us consider the function from Example 1 and determine its convexity and concavity:
y = f(x) = x^3 - \frac{1}{2}x^2

The second derivative of the function is:
f’'(x) = 6x - 1
Let us now study the sign by imposing:
6x - 1 > 0 \implies x > \frac{1}{6}

Let’s represent the sign chart, obtaining the intervals in which the function is concave upward or concave downward.
0
$f’'(x)$
$\boldsymbol{+}$
$\boldsymbol{-}$
$f(x)$
$\boldsymbol{\bigcup}$
$\boldsymbol{\bigcap}$
Concavity
Upward
Downward
In this way, we have obtained the intervals of concavity of the function.
Identifying inflection points
An inflection point occurs when the concavity of a function changes sign. This change indicates a transition from a concave upward shape to a concave downward shape, or vice versa. To determine if a point is truly an inflection point, we need to verify if the second derivative $f{\prime}{\prime}(x)$ changes sign as we pass through that point.
	  A point $x_0$ is a horizontal inflection point if:

f’(x_0) = 0, \quad f’'(x_0) = 0
 but the concavity changes sign in the neighborhood of $x_0$. In this case, the tangent line at $x_0$ is horizontal.
	  A point $x_0$ is a vertical inflection point if the function is not differentiable at $x_0$ and the concavity changes sign around $x_0$. This type of inflection point often occurs at points with sharp corners or cusps where the function is continuous but not smooth.

	  A point $x_0$ is an oblique inflection point if:


f’(x_0) \neq 0, \quad f’'(x_0) = 0
 and the concavity changes sign around $x_0$. In this case, the tangent line is neither horizontal nor vertical but has a non-zero slope.
Exercises to find maxima, minima, and inflection points of functions
-
\text{1. } \quad f(x) = x^3 - 6x^2 + 9x
 solution
-
\text{2. } \quad f(x) = \dfrac{x^2}{x^2 + 1}
 solution
-
\text{3. } \quad f(x) = \ln(x^2 + 1)
 solution
-
\text{4. } \quad f(x) = x e^{-x}
 solution
-
\text{5. } \quad f(x) = \sin(x) + \cos(x)
 solution
-
\text{5. } \quad f(x) = x^2 \ln(x)
 solution
The proposed functions are carefully designed to help you consolidate your understanding of local maxima, minima, and inflection points. Each function requires you to compute the first and second derivatives, identify critical points, and analyze concavity changes. Some are more direct, while others involve algebraic manipulation or mixed expressions (polynomial, exponential, logarithmic, or trigonometric). Try to determine and classify all relevant points independently before checking the solutions.
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What is the expected value of a random variable?
The mean represents a fundamental statistical measure that characterizes the central tendency of a dataset. It reduces an entire distribution to a single, informative quantity indicating the point around which values are balanced.
Among the main types of means are the arithmetic mean and the geometric mean, both used to summarize a finite set of numerical values. While these measures describe the central tendency of observed data, the concept of the mean can also be extended to discrete random variables and continuous random variables.
Given a random variable $X$, its mean, also called the expected value or mathematical expectation, is defined as the quantity $\mu = E[X]$. It expresses the long-term average value that the random variable would produce if the same random process were repeated indefinitely under the same conditions.
Conceptually, it marks the balance point of the distribution, the level around which the possible outcomes tend to concentrate.

In the case of discrete random variables, the mean is defined as:
\mu = E(X) = \sum_x x f(x)
where $x$ represents the possible values that the random variable $X$ can take, and $f(x)$ is the probability associated with each value of $x$.

In the case of continuous random variables, the mean is defined as:
\mu = E(X) = \int_{-\infty}^{+\infty} x f(x) dx
where $f(x)$ is the probability density function of the random variable $X$, and the integral sums the contributions of all possible values of $x$ across the entire real line.
In both cases, the mean is derived from the probability distribution itself. Instead of being calculated from a limited set of data points, it reflects the balance of all possible outcomes of $X$, each contributing in proportion to how likely it is to occur.
Properties of the expected value of a random variable
The expected value possesses several fundamental properties that emerge from its definition and are valid for both discrete and continuous random variables. The monotonicity property states that if one random variable is always greater than or equal to another for every possible outcome, then the same relation holds for their expected values. In other words, if for all outcomes $\omega$ we have $X(\omega) \ge Y(\omega)$, it follows that
E(X) \ge E(Y)
 This expresses the idea that expectation preserves order: the mean of a larger quantity cannot be smaller than the mean of a smaller one.

The linearity with respect to constants indicates how expectation reacts to a constant multiplier. When a random variable $X$ is multiplied by a real constant $c$, the expected value scales by the same factor, that is,
E(cX) = c\,E(X)
 This reflects the fact that multiplying all possible values of $X$ by the same constant simply stretches or compresses its distribution, without altering the underlying proportional relationships.

Finally, the additivity property establishes that the expected value of the sum of two random variables equals the sum of their individual expectations:
E(X + Y) = E(X) + E(Y)
 This result is particularly important because it holds regardless of whether the variables are independent or not.
Expectation for jointly distributed variables
The concept of the mean, or expected value, can also be extended to functions of two random variables $X$ and $Y$ that follow a joint probability distribution $f(x, y)$. In this case, we can compute the expected value of a new variable $g(X, Y)$, defined in terms of $X$ and $Y$.
For discrete random variables, the expected value is given by:
\mu_{g(X,Y)} = E[g(X,Y)] = \sum_x \sum_y g(x, y) f(x, y)
For continuous random variables, the expression becomes:
\mu_{g(X,Y)} = E[g(X,Y)] = \int_{-\infty}^{+\infty} \int_{-\infty}^{+\infty} g(x, y) f(x, y) dx dy
In both forms, the mean represents the weighted average of the function $g(X, Y)$, where the weights are provided by the joint probability distribution of $X$ and $Y$.
Example 1
Consider a discrete random variable $X$ that represents the number of defective items found in a random sample of two products taken from a batch where 10% of all items are defective. Each item can be either defective (D) or non-defective (N), and the probability of defect is the same for each draw.
The possible values of $X$ are $0$, $1$, and $2$, corresponding to the number of defective items in the sample. Assuming independence between draws, the probability distribution is:
$x$
$0$
$1$
$2$
$f(x)$
$0.9^2$
$2 \cdot 0.1 \cdot 0.9$
$0.1^2$
$f(x)$
$0.81$
$0.18$
$0.01$
Using the formula for the mean of a discrete random variable
\mu = E(X) = \sum_x x f(x)
we obtain:
\begin{align} \mu = E(X) &= 0 \cdot 0.81 + 1 \cdot 0.18 + 2 \cdot 0.01 \\[6pt] &= 0 + 0.18 + 0.02 \\[6pt] &= 0.20 \end{align}
The expected number of defective items in the two-product sample is therefore $0.2$. This means that, on average, one defective item is expected every five samples of two products drawn under the same conditions.
Example 2
Let’s now consider an example that involves the continuous case, where the random variable can take infinitely many values within a given interval. We will study the lifetime, measured in hours, of a light bulb, assuming that longer lifetimes are more likely than shorter ones. The random variable $X$ represents the lifetime of a light bulb, and its probability density function is defined as:
f(x) = \begin{cases} \dfrac{2x}{25^2} & 0 \le x \le 25 \\[6pt] 0 & \text{otherwise} \end{cases}
The expected value, or mean, represents the theoretical average lifetime of the bulb.
For a continuous random variable, it is defined as:
\mu = E(X) = \int_{-\infty}^{+\infty} x f(x)\,dx
Since the density is zero outside the interval $[0,25]$, this simplifies to:
\mu = \int_0^{25} x \cdot \frac{2x}{25^2}\,dx
This expression calculates the weighted average of all possible lifetimes, where each value $x$ is weighted by its likelihood according to $f(x)$.

We can now compute the integral:
\mu = \frac{2}{25^2} \int_0^{25} x^2\,dx
Let’s focus on the integral, which can be solved directly. We have:
\int_0^{25} x^2\,dx = \frac{25^3}{3} = \frac{15625}{3}
In fact, by integrating $x^2$, we obtain its antiderivative $\tfrac{1}{3}x^3$. Evaluating it at the limits from 0 to 25 gives:
\frac{1}{3} \cdot 25^3 - \frac{1}{3} \cdot 0^3 = \frac{25^3}{3}
which represents the value of the definite integral.

Substituting this result we obtain:
\mu = \frac{2}{625} \cdot \frac{15625}{3} = \frac{50}{3}
Therefore, the mean lifetime of the light bulb is:
\mu = \frac{50}{3} \approx 16.67 \text{ hours}
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The central position in a data distribution
The median is a key measure of central tendency used to describe the typical value within a dataset. While the mean expresses the numerical balance of all values, the median focuses instead on position, it identifies the value that divides the ordered data into two equally sized groups. Half of the observations fall below the median, and half lie above it. Because it depends only on the relative ordering of the data, the median remains stable in the presence of extreme values. This makes it especially useful when the distribution is skewed or when outliers would otherwise distort the arithmetic mean.

A formal definition of the median can be expressed as follows: Let $n$ numerical observations be arranged in ascending order:
x_{1} \leq x_{2} \leq \dots \leq x_{n}
If $n$ is odd, the median corresponds to the central element of the sequence:
\tilde{M} = x_{\left(\frac{n+1}{2}\right)}
If $n$ is even, it is defined as the average of the two middle values:
\tilde{M} = \frac{x_{\left(\frac{n}{2}\right)} + x_{\left(\frac{n}{2}+1\right)}}{2}
This definition ensures that the number of data points smaller than the median equals the number that are larger, providing a perfectly balanced partition of the dataset.
Example 1
To illustrate how the median is calculated when the number of observations is odd, let’s look at a simple example showing the monthly salaries of seven employees working in the same company:
Employee $x_i$
Salary ($)
$x_1$
1,200
$x_2$
1,300
$x_3$
1,400
$x_4$
1,500
$x_5$
3,000
$x_6$
3,200
$x_7$
4,000
Since there are $n = 7$ observations, the median is the value that occupies the central position:
\tilde{M} = x_{\left(\frac{n+1}{2}\right)} = x_{4}
The fourth value in the ordered list is 1,500, so the median is $\tilde{M} = 1,500$.
This means that half of the employees earn less than $ 1,500, and the other half earn more.
A distance-based definition of the median
The median can be described as the point that minimizes the total absolute deviation of all observations:
\tilde{M} = \arg \min_{m} \sum_{i=1}^{n} |x_i - m|
where $|x_i - m|$ is the sum of absolute deviations. This property emphasizes that the median identifies the value that best captures the central location of a distribution when balance is defined in terms of distances instead of averages. Because it is less affected by extreme values, the median is often preferred when data are skewed or contain outliers.

Let’s apply this property to the data from Example 1, where the salaries (in dollars) are:
1200,\\ 1300,\\ 1400,\\ 1500,\\ 3000,\\ 3200,\\ 4000
We compute the total absolute deviation for several possible values of $m$.
For $m= 1200$ we have $\sum_{i=1}^{n} |x_i - m|$:
\begin{aligned} &= |1200 - 1200| + \\\\ &+ |1300 - 1200| \\\\ &+ |1400 - 1200| \\\\ &+ |1500 - 1200| \\\\ &+ |3000 - 1200| \\\\ &+ |3200 - 1200| \\\\ &+ |4000 - 1200| \\\\ &= 7,100 \end{aligned}
For $m= 1300$ we have $\sum_{i=1}^{n} |x_i - m|$:
\begin{aligned} &= |1200 - 1300| + \\\\ &+ |1300 - 1300| \\\\ &+ |1400 - 1300| \\\\ &+ |1500 - 1300| \\\\ &+ |3000 - 1300| \\\\ &+ |3200 - 1300| \\\\ &+ |4000 - 1300| \\\\ &= 6,700 \end{aligned}
Iterating the same procedure for each value of $m$ gives the following total results.
$m$
$S(m) = \sum |x_i - m|$
1200
7,100
1300
6,700
1400
6,400
1500
6,300
3000
7,800
3200
8,400
4000
12,400
The median is therefore $1500$, as this value minimizes the total sum of absolute deviations, with $S(m) = 6300$ being the smallest among all those computed.
Example 2
Let’s now consider another example, this time with an even number of observations. The dataset shows the selling prices of six houses recently sold in the same neighborhood:
House $x_i$
Price $
$x_1$
180,000
$x_2$
190,000
$x_3$
200,000
$x_4$
220,000
$x_5$
300,000
$x_6$
450,000
Since there are $n = 6$ observations, the median is given by the average of the two central values:
\tilde{M} = \frac{x_{\left(\frac{n}{2}\right)} + x_{\left(\frac{n}{2}+1\right)}}{2} = \frac{x_{3} + x_{4}}{2}
Substituting the corresponding values:
\tilde{M} = \frac{200,000 + 220,000}{2} = 210,000
The median house price is $ 210,000.
This means that half of the houses were sold for less than $ 210,000 and the other half for more.
Example 3
Let’s now consider a slightly more complex case, where data are organized into frequency classes. When data are grouped into classes, the median is obtained by interpolation within the median class, providing an estimated measure of the central tendency of the distribution. The following table shows the monthly household electricity consumption (in kWh) for a group of families, grouped into four classes:
Class interval (kWh)
Frequency ($f_i$)
(100, 200]
5
(200, 300]
8
(300, 400]
12
(400, 500]
5
The total number of observations is:
n = \sum f_i = 5 + 8 + 12 + 5 = 30
To find the median, we first determine the class that contains the middle observation. Since $n = 30$, the middle position is:
\frac{n}{2} = \frac{30}{2} = 15
We now determine the cumulative frequencies, which represent the progressive total of observations up to each class. In this example, the cumulative frequency allows us to locate the class that contains the middle observation (that is, the median class) from which the value of the median will be computed.
Class interval (kWh)
Frequency ($f_i$)
Cumulative frequency
(100, 200]
5
5
(200, 300]
8
13
(300, 400]
12
25
(400, 500]
5
30
The 15th observation falls into the class (300, 400], which is therefore the median class. The median for grouped data is given by:
\tilde{M} = L + \left( \frac{\frac{n}{2} - F}{f_m} \right) \times c
where:
	  $L$ = lower boundary of the median class
	  $F$ = cumulative frequency before the median class
	  $f_m$ = frequency of the median class
	  $c$ = class width

Substituting the values we obtain:
L = 300, \quad F = 13, \quad f_m = 12, \quad c = 100
\tilde{M} = 300 + \left( \frac{15 - 13}{12} \right) \times 100 = 300 + \left( \frac{2}{12} \times 100 \right) = 316.7
The median electricity consumption is approximately 317 kWh.
This means that half of the families consume less than 317 kWh per month, and the other half consume more.
Median and quantiles
The median is a particular case of the quantiles, statistical measures that divide a distribution into equal parts. Specifically, the median corresponds to the quantile that separates the lower 50% of observations from the upper 50%, and it is therefore denoted as the quantile $x_{0.5}$.
To introduce the concept of a quantile, we begin by considering a real number $p$ such that $0 < p < 1$. This parameter identifies the proportion of observations lying below a specific threshold within a distribution. The corresponding value, denoted by $x_p$, is called the quantile of order $p$ and represents the point that divides the data in such a way that a fraction $p$ of the observations are less than or equal to it, and the remaining $1 - p$ are greater.
From an analytical perspective, the quantile $x_p$ can also be defined as the value that minimizes a global loss function obtained from the sum of asymmetric deviations:
g(x_i, \bar{x}) = \begin{cases} (1 - p)\, |x_i - \bar{x}| & \text{if } x_i \le \bar{x} \\[6pt] p\, |x_i - \bar{x}| & \text{if } x_i > \bar{x} \end{cases}
Commonly used quantiles include:
	  $x_{0.25}$, first quartile, that identifies the value below which lies $1/4$ of the distribution.
	  $x_{0.50}$, median, that divides the data into two equal halves $1/2$.
	  $x_{0.75}$, third quartile, that marks the value below which lies $3/4$ of the observations.


The interquantile range is a measure of statistical dispersion that expresses the spread of the central portion of a distribution. It is defined as the difference between two quantiles of order $p_1$ and $p_2$ $(0 < p_1 < p_2 < 1)$:
IQR = x_{p_2} - x_{p_1}
When the two quantiles correspond to the first and third quartiles, that is $p_1 = 0.25$ and $p_2 = 0.75$, the interquantile range becomes:
IQR = x_{0.75} - x_{0.25}
This interval contains the central 50% of the observations and is particularly useful for describing the variability of a dataset in a way that is robust to outliers, since it ignores the extreme values located in the tails of the distribution.
Example 4
Let’s consider a small dataset representing the monthly salaries of ten employees in a company:
$i$
$x_i$ (Salary in $)
1
2,200
2
2,400
3
2,600
4
2,700
5
2,800
6
2,900
7
3,100
8
3,300
9
3,400
10
3,700
Since there are $n = 10$ observations, we can compute the positions of the first and third quartiles as:
Q_1 = x_{0.25} = x_{(n+1)\times0.25} = x_{2.75}
Q_3 = x_{0.75} = x_{(n+1)\times0.75} = x_{8.25}
These positions correspond to fractional ranks, so we interpolate between the nearest observations.
$x_{2.75}$ lies between the 2nd and 3rd values:
x_{0.25} = 2400 + 0.75 \times (2600 - 2400) = 2400 + 150 = 2550
$x_{8.25}$ lies between the 8th and 9th values:
x_{0.75} = 3300 + 0.25 \times (3400 - 3300) = 3300 + 25 = 3325
We now calculate the interquantile range between the third and the first quantile. We obtain:
IQR = x_{0.75} - x_{0.25} = 3325 - 2550 = 775
The interquantile range is 775 dollars.
This means that the central 50% of the employees have salaries that fall within a range of 775 dollars.
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Definition
The structure of the entry is shown in the conceptual map, where each branch represents a core component and the sub-nodes highlight the specific notions discussed.
Intermediate
3
Requires
0
Enables
The following concepts, Properties of Real Numbers, Sequences, Supremum and Infimum, are required as prerequisites for this entry.
Definition
A sequence of real numbers may exhibit a particularly regular pattern of growth or decay: each term may be consistently larger than the previous one, or consistently smaller. Sequences with this property are called monotone. Let ${a_n}_{n \in \mathbb{N}}$ be a sequence of real numbers. The sequence is said to be monotonically increasing if the following condition holds for every index:
a_n \leq a_{n+1} \quad \, \forall \, n \in \mathbb{N}
If the inequality is strict, the sequence is called strictly increasing. Similarly, the sequence is monotonically decreasing if the reverse holds for every index:
a_n \geq a_{n+1} \quad \forall \, n \in \mathbb{N}
and strictly decreasing if $a_n > a_{n+1}$ for all $n$. A sequence is called monotone if it is either monotonically increasing or monotonically decreasing.
A constant sequence, in which every term equals the same value, satisfies both $a_n \leq a_{n+1}$ and $a_n \geq a_{n+1}$ for all $n$, and is therefore both increasing and decreasing under the non-strict definition. It is, however, neither strictly increasing nor strictly decreasing, since the condition $a_n = a_{n+1}$ holds throughout.
The monotone convergence theorem
The importance of monotone sequences lies in the following result, which gives a complete characterization of their convergence. A monotone sequence of real numbers converges if and only if it is bounded. Moreover, if ${a_n}$ is monotonically increasing and bounded above, then its limit equals the supremum of its range.
\lim_{n \to \infty} a_n = \sup\{a_n : n \in \mathbb{N}\}
Analogously, if ${a_n}$ is monotonically decreasing and bounded below, then its limit equals the infimum of its range.
\lim_{n \to \infty} a_n = \inf\{a_n : n \in \mathbb{N}\}
The proof of the increasing case runs as follows. Let $L = \sup{a_n : n \in \mathbb{N}}$, which exists as a finite real number because the sequence is bounded above. Let $\varepsilon > 0$.
Since $L$ is the least upper bound, the value $L - \varepsilon$ is not an upper bound for the sequence, and there exists therefore an index $N$ such that $a_N > L - \varepsilon$.
Because the sequence is increasing, every subsequent term satisfies $a_n \geq a_N > L - \varepsilon$ for all $n \geq N$. Since $L$ is an upper bound, we also have $a_n \leq L < L + \varepsilon$ for all $n$.
Combining these two inequalities gives $|a_n - L| < \varepsilon \, \forall \, n \geq N$, which is exactly the definition of convergence to $L$.
The theorem connects convergence directly to the supremum and infimum of the sequence, showing that monotone sequences always converge to a boundary value of their range when they are bounded, and diverge to infinity when they are not.
Example
Consider the sequence defined by the following expression:
a_n = 1 - \frac{1}{n}
Each term satisfies $a_n < a_{n+1}$, since subtracting a smaller quantity from $1$ yields a larger result as $n$ increases. The sequence is therefore strictly increasing. It is also bounded above by $1$, since $a_n < 1$ for every finite $n$. By the monotone convergence theorem, the sequence converges, and its limit equals the supremum of its range.
\lim_{n \to \infty} \left(1 - \frac{1}{n}\right) = 1

As a second example, consider the sequence defined recursively as follows:
a_1 = 2, \qquad a_{n+1} = \frac{a_n}{2} + \frac{1}{a_n}
To show that the sequence is decreasing, we examine the sign of $a_{n+1} - a_n$.
a_{n+1} - a_n = \frac{a_n}{2} + \frac{1}{a_n} - a_n = \frac{1}{a_n} - \frac{a_n}{2} = \frac{2 - a_n^2}{2a_n}
This expression is negative whenever $a_n > \sqrt{2}$, which we now show holds for all $n \geq 1$. By the AM-GM inequality applied to $\frac{a_n}{2}$ and $\frac{1}{a_n}$, we have the following:
a_{n+1} = \frac{a_n}{2} + \frac{1}{a_n} \geq 2\sqrt{\frac{a_n}{2} \cdot \frac{1}{a_n}} = 2 \cdot \frac{1}{\sqrt{2}} = \sqrt{2}
Since $a_1 = 2 > \sqrt{2}$, and each term satisfies $a_{n+1} \geq \sqrt{2}$, the sequence is bounded below by $\sqrt{2}$ and strictly decreasing. The monotone convergence theorem therefore guarantees that it converges to some limit $L \geq \sqrt{2}$.
To identify $L$, we pass to the limit in the recursive relation. Since $a_{n+1} \to L$ and $a_n \to L$, we obtain the equation:
L = \frac{L}{2} + \frac{1}{L}
which simplifies to $L^2 = 2$. Given that $L \geq \sqrt{2} > 0$, we conclude that $L = \sqrt{2}$. This example illustrates how the monotone convergence theorem can be used to establish convergence and locate the limit of a recursively defined sequence, even when no closed-form expression for the general term is available.
Unbounded monotone sequences
If a monotone sequence is not bounded, the monotone convergence theorem implies that it cannot converge to any finite limit. This is not merely a failure of the theorem: it is a precise statement about the behavior of the sequence. An increasing sequence that is unbounded above has terms that eventually exceed any fixed real number, no matter how large, and the sequence therefore diverges to $+\infty$. Symmetrically, a decreasing sequence that is unbounded below diverges to $-\infty$.
The sequence $a_n = n$ is the simplest example of the former case. It is strictly increasing and has no upper bound, so it diverges to $+\infty$. A less immediate example is the sequence of partial sums of the harmonic series, defined by the following expression:
s_n = \sum_{k=1}^{n} \frac{1}{k} = 1 + \frac{1}{2} + \frac{1}{3} + \cdots + \frac{1}{n}
This sequence is strictly increasing, since each new term adds a positive quantity. Whether it is bounded above is a non-trivial question, and the answer is negative: the harmonic series diverges, so $s_n \to +\infty$.
The divergence is slow enough that the unboundedness is not immediately apparent from numerical inspection (for instance, $s_{100} \approx 5.187$ and $s_{10000} \approx 9.787$) yet the sequence grows without bound.
This example shows that an increasing sequence can be unbounded even when its terms grow very slowly, and that the monotone convergence theorem provides no shortcut: boundedness must be verified, not assumed.
Eventual monotonicity
In practice, the condition of monotonicity need not hold from the very first term of a sequence. A sequence is called eventually increasing if there exists an index $N$ such that $a_n \leq a_{n+1}$ for all $n \geq N$, and eventually decreasing if $a_n \geq a_{n+1}$ for all $n \geq N$. The initial segment of the sequence, consisting of the finitely many terms before index $N$, is irrelevant to the question of convergence.
This is a consequence of a general principle in the theory of sequences: convergence is a property of the tail of a sequence, meaning it depends only on what happens for sufficiently large indices. Modifying or removing any finite number of terms at the beginning of a sequence leaves its convergence and its limit entirely unchanged. The monotone convergence theorem therefore applies without modification to eventually monotone sequences:
	  If a sequence is eventually increasing and bounded above, it converges.
	  If it is eventually decreasing and bounded below, it converges as well.

As an illustration, consider the sequence whose general term is the following:
a_n = \frac{n^2 - 5n}{n + 1}
The first few terms are negative and the sequence initially decreases, but from a certain index onward the terms become positive and the sequence increases without bound. The sequence is eventually increasing but unbounded above, so it diverges. Boundedness cannot be dropped from the hypothesis of the theorem.
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Definition of the normal distribution
The normal distribution, also known as the Gaussian distribution, is one of the most important continuous probability distributions in both probability and statistics. It plays a central role in modeling real-world phenomena where values tend to cluster around a mean, following a characteristic bell-shaped curve. Mathematically, the normal distribution is defined by two parameters: the mean $\mu$, which determines the center of the distribution, and the standard deviation $\sigma$, which controls its spread. It is usually denoted as:
\mathcal{N}(x; \mu, \sigma)
As previously introduced, the normal distribution has a distinctive bell-shaped form and follows a set of well-defined mathematical properties that make it unique among continuous probability distributions.
[image: ]
	  The total area under the curve equals $1$. This means that the integral of its probability density function over the entire real line, from $-\infty$ to $+\infty$, is equal to $1$.
	  The curve is symmetric around the mean $\mu$. In other words, it looks the same on both sides of the mean, with half of the total probability lying to the left and the other half to the right.
	  The curve has two inflection points, located at $x = \mu + \sigma$ and $x = \mu - \sigma$. At these points, the curvature of the graph changes sign, marking the transition between the concave and convex regions of the distribution.
	  The curve is asymptotic to the x-axis for values of $x$ that move farther away from the mean.

Key features
-
\text{1. } \quad \mathcal{N}(x; \mu, \sigma) = \frac{1}{\sigma \sqrt{2\pi}} \exp\\!\left( -\,\frac{(x - \mu)^{2}}{2\sigma^{2}} \right)
-
\text{2. } \quad \mu = E(X) = \mu
-
\text{3. } \quad \sigma^{2} = \mathrm{Var}(X) = \sigma^{2}
-
\text{4. } \quad \sigma = \sigma
Each expression highlights a key property of the normal distribution, showing how its bell shape is fully determined by the mean $\mu$ and the standard deviation $\sigma$, which control its center and spread.
Probability density function of the normal distribution
The random variable $X$ that follows a normal distribution is known as a normal random variable. It represents a continuous random variable whose probabilities are described by the normal probability density function, defined as:
\mathcal{N}(x; \mu, \sigma) = \frac{1}{\sqrt{2\pi} \,\sigma} \, e^{-\frac{1}{2\sigma^2}(x - \mu)^2}
-\infty < x < +\infty
This function describes how probability is distributed over the possible values of the continuous random variable $X$, depending on the mean $\mu$ and the standard deviation $\sigma$. To explore in greater depth the concepts of the mean (or expected value), variance, and standard deviation of a random variable (discrete or continuous), refer to the following related topics:
	  1.1k Mean or Expected Value of a Random Variable
	  1k Variance and Covariance of a Random Variable


As discussed above, the integral of the normal density function over the entire real line, from $-\infty$ to $+\infty$, is equal to 1:
\frac{1}{\sqrt{2\pi}\,\sigma} \, \int_{-\infty}^{+\infty} e^{-\frac{1}{2\sigma^2}(x - \mu)^2} \, dx = 1
From the integral it follows that, if we want to compute the area under the curve between two points $x_0$ and $x_1$, we must evaluate the definite integral of the normal density function within that interval.
[image: ]
It follows intuitively that the shaded area under the curve represents the probability that the random variable $X$ assumes a value within the interval $[x_0, x_1]$. In other words, the integral of the normal density function over this range quantifies the likelihood of observing $X$ between those two limits. Formally, the probability that the random variable $X$ takes a value between $x_0$ and $x_1$ is given by:
\begin{align} P(x_0 < X < x_1) &= \int_{x_0}^{x_1} n(x; \mu, \sigma)\,dx \\[6pt] &= \frac{1}{\sqrt{2\pi}\,\sigma} \int_{x_0}^{x_1} e^{-\frac{1}{2\sigma^2}(x - \mu)^2}\,dx \end{align}
Standard normal distribution
To make probability calculations easier and more general, the normal distribution is often rewritten in a standardized form. In this process, the original variable $X$ is transformed into a new variable $Z$, defined as:
Z = \frac{X - \mu}{\sigma}
This new variable $Z$ follows what is called the standard normal distribution, a special case where the mean is $0$ and the standard deviation is $1$. By standardizing, we can work with a single universal curve and use the standard normal Z table to find probabilities, instead of computing the integral for each specific distribution. In practice, every normal distribution can be converted into the standard one, making comparisons and calculations much simpler.
The values reported in Z-tables represent the cumulative area under the standard normal curve to the left of a given $Z$ value.

Let us reconsider the case of the probability defined over a generic interval $[x_0, x_1]$. It can be expressed as:
\begin{align} P(x_0 < X < x_1) &= \frac{1}{\sqrt{2\pi}\,\sigma} \int_{x_0}^{x_1} e^{-\frac{1}{2\sigma^2}(x - \mu)^2}\,dx \end{align}
If we transform the variable $X$ into its standardized form, the interval $P(x_0 < X < x_1)$ can be rewritten in terms of the standard variable $Z$ as:
P(x_0 < X < x_1) = P\left( \frac{x_0 - \mu}{\sigma} < Z < \frac{x_1 - \mu}{\sigma} \right)
where the variable $X$ has been replaced by its standardized form $Z$, and the limits $x_0$ and $x_1$ have been replaced by their corresponding standardized values. This transformation allows us to express the probability in the standard normal framework, where $Z$ follows a distribution with mean $0$ and standard deviation $1$. Starting from the general form of the probability over an interval $[x_0, x_1]$ we have:
\begin{align} P(x_0 < X < x_1) &= \frac{1}{\sqrt{2\pi}\,\sigma} \int_{x_0}^{x_1} e^{-\frac{1}{2\sigma^2}(x - \mu)^2}\,dx\\[6pt] &=\frac{1}{\sqrt{2\pi}\,\sigma} \int_{z_0}^{z_1} e^{-\frac{1}{2}(z)^2}\,dx = P(z_0 < Z < z_1) \end{align}
This formulation highlights how the process of standardization provides a direct link between any normal distribution and the standard normal curve, enabling probabilities to be determined through universal reference values of $Z$.
Three-sigma rule
In a normal distribution, probabilities are symmetrically arranged around the mean.
There exists a fundamental relationship between these probabilities and their distance from the mean, known as the 68–95–99.7 rule or three-sigma rule, which describes how most of the probability mass is concentrated near the center of the distribution.
[image: ]
	  Approximately 68% of all values fall within one standard deviation of the mean, with about 34.1% on each side.
	  Expanding the range to two standard deviations includes roughly 95% of the data
	  Expanding the range to three standard deviations cover about 99.7% of all possible values.

Central limit theorem
Let $X_1, X_2, \dots, X_n$ be a sequence of independent and identically distributed random variables, each having an expected value $E[X_i] = \mu$ and a finite variance $\mathrm{Var}(X_i) = \sigma^2 > 0$. We define their sample mean as:
\bar{X}_{n} = \frac{1}{n} \sum_{i=1}^{n} X_i
As the number of observations $n$ grows larger, the distribution of the standardized variable $Z$
Z = \frac{\bar{X}_n - \mu}{\sigma / \sqrt{n}}
gradually approaches the standard normal distribution in law, according to the relation:
\frac{\bar{X}_n - \mu}{\sigma / \sqrt{n}} \xrightarrow{d} \mathcal{N}(x; 0,1) \quad \text{as } n \to \infty
In other words, regardless of the original distribution of the random variables the distribution of their mean tends to become approximately normal as the sample size increases. This result explains why the normal distribution appears so frequently in statistics: it acts as a limiting model for the behavior of averages when the number of observations is sufficiently large.
The notation $\xrightarrow{d}$ denotes “convergence in distribution”, meaning that the probability distribution of the standardized variable gradually approaches the standard normal distribution as $n$ increases.
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Introduction to Conic Sections
When a plane intersects a cone, the shape formed at the intersection, when projected onto the plane, can be a circumference, a parabola, an ellipse, or a hyperbola. These curves are collectively known as conic sections, or simply conics. In more formal terms, a conic is a second-degree plane algebraic curve, defined as the set of points $(x, y) \in \mathbb{R}^2$ satisfying a quadratic equation in the variables $x$ and $y$:
f(x, y) = a_{11}x^2 + 2a_{12}xy + a_{22}y^2 + 2a_{13}x + 2a_{23}y + a_{33} = 0
where the coefficients $a_{ij} \in \mathbb{R}$, with $a_{11}$ and $a_{22}$ both nonzero to ensure the equation is genuinely quadratic.
Each coefficient carries specific geometric information about the conic.
	  $a_{11}$, $a_{22}$ determine the curvature along the x-axe and y-axe, respectively. They influence the shape (ellipse, hyperbola, parabola) and orientation of the conic.
	  $a_{12}$ controls the rotation of the conic. If $a_{12} = 0$, the conic is aligned with the coordinate axes.
	  $a_{13}$, $a_{23}$ affect the position of the conic in the plane. They act as translation terms along the x-axis and y-axis.
	  $a_{33} 1$determines the overall position of the curve with respect to the origin; it can be viewed as a constant term shifting the graph up/down or left/right depending on context.

Degenerate conic
If the polynomial $f(x, y)$ can be factored as a product of two linear polynomials:
f(x, y) = (ax + by + c)(a’x + b’y + c’) = 0
where $a, b, c, a’, b’, c’ \in \mathbb{C}$, then the conic is said to be degenerate.

A degenerate conic does not represent a proper curved figure such as a parabola, ellipse, or hyperbola. Instead, it corresponds to simpler geometric objects like a pair of lines, a single line, or in some cases the empty set.
The Parabola
The parabola is a plane curve defined as the set of all points that are equidistant from a fixed point $F$ called the focus, and a fixed line $d$ called the directrix.
[image: Parabola]
The length of the segment $\overline{FP}$ is the same as that of the segment $\overline{PD}$. The parabola is one of the so-called conic sections which includes the circle, ellipse, and hyperbola. These curves can be obtained by intersecting a conical surface with a plane. The specific curve formed depends on the angle at which the plane intersects the cone.

The line passing through the focus and perpendicular to the directrix is called the axis of the parabola. The point $V$ where the parabola intersects this axis is known as the vertex.
[image: ]
The equation of a parabola with its vertex at the origin and its axis coinciding with the y-axis of the Cartesian plane is given by:
y = ax^2, \quad a \neq 0
Every parabola that satisfies this equation is symmetric with respect to the y-axis. In the case where the coefficient $a = 0$, the parabola is said to be degenerate, and the equation becomes $y = 0$. The coordinates of the focus are:
F = \left( 0, \frac{1}{4a} \right)
The equation of the directrix is:
y = - \frac{1}{4a}

When the coefficient $a > 0$, the parabola opens upward. Therefore, $y \geq 0$ for every value of $x$. The focus is also located on the positive half of the y-axis.
[image: ]

The coefficient $a$ determines another characteristic of the parabola, namely its width or opening. If $a > 0$, as the value of $a$ increases, the opening becomes narrower. Similarly, if $a < 0$ as the absolute value of $a$ increases, the opening also becomes narrower.
[image: ]
The parabola in standard quadratic form
Let’s now consider the general case of the equation of a parabola with its axis parallel to the y-axis. The equation is given by:
y = ax^2 + bx + c \quad \text{with} \quad a \neq 0
The equation that describes a parabola is a second-degree equation.

The equation of the axis is given by:
x = -\frac{b}{2a}

The coordinates of the vertex are given by:
V \left( -\frac{b}{2a}, \, -\frac{\Delta}{4a} \right)
where $\Delta = b^2 - 4ac$ is the discriminant of the quadratic equation.

The coordinates of the focus are:
F \left( -\frac{b}{2a}, \, \frac{1 - \Delta}{4a} \right)

The equation of the directrix is:
y = -\frac{1 + \Delta}{4a}
Graphically, a generic $y = ax^2 + bx + c$ parabola with its axis parallel to the y-axis looks like the following:
[image: ]
	  When $b = 0$ and $c \neq 0$ the equation becomes $y = ax^2 + c$. The parabola has its vertex at $V(0, c)$, and its axis of symmetry is the y-axis.

	  When Case: $c = 0$ and $b \neq 0$ the equation becomes $y = ax^2 + bx$. The parabola has its vertex at:


V \left( -\frac{b}{2a}, -\frac{b^2}{4a} \right)
 The parabola always passes through the origin ( 0, 0 ).

Let’s now see how to determine the intersection points, if they exist, between a parabola and a generic line with the equation $y = mx + q$. To do this, we need to solve the system between the equation of the line and that of the parabola. We obtain:
\begin{cases} y = ax^2 + bx + c \\[0.5 em] y = mx + q \end{cases}
Performing the calculations, we obtain:
\begin{align} &ax^2 + bx + c = mx + q\\[0.5 em] &ax^2 + bx + c - mx - q = 0\\[0.5 em] &ax^2 + x(b- m) +c - q = 0 \end{align}
The solutions of equation $(5)$ represent the $x$-coordinates of the intersection points between the parabola and the line. Since we are dealing with a quadratic equation, there can be at most two distinct solutions. More precisely, the number of solutions depends on the value of the discriminant $\Delta$, as follows:
	  If $\Delta > 0$ the solutions are real and distinct, and the line intersects the parabola at two points. In this case, the line is called a secant.
	  If $\Delta = 0$ the solutions are real and coincident, and the line is tangent to the parabola at a single point.
	  If $\Delta < 0$ there are no solutions, and the line is external to the parabola.

Below is the representation of a secant line intersecting the parabola at two points.
[image: ]

Now, let’s consider a point $P$ on the plane and determine the lines passing through this point that are tangent to the parabola. There are three possible cases:
	  Both lines are tangent to the parabola: in this case, the point $P$ is external to the parabola.
	  Only one line is tangent to the parabola: in this case, the point $P$ is on the parabola.
	  There is no line tangent to the parabola: in this case, the point $P$ is internal to the parabola.

[image: ]
To find the equations of the lines passing through a given point $P(x_0, y_0)$ and tangent to the parabola described by the equation $y = ax^2 + bx + c$, we need to formulate and solve the system consisting of the parabola’s equation and the equation of the pencil of lines passing through $P$. We have:
\begin{cases} y - y_0 = m(x - x_0) \\[0.5em] y = ax^2 + bx + c \end{cases}
To impose the condition of tangency, we need to set the discriminant $\Delta$ of the equation obtained from the system equal to zero. Then, we solve with respect to $m$ and substitute the resulting values into the equation of the pencil of lines.
Example
Determine the equations of any lines passing through $P(3, -6)$ and tangent to the parabola described by the equation $y = x^2 - 4$.

The general equation of the pencil of lines is:
y - y_0 = m(x - x_0)
By substituting the values $x_0 = 3$ and $y_0 = -6$ of the point $P(3, -6)$, we obtain:
y + 6 = m(x - 3)

The system becomes:
\begin{cases} y = x^2 - 4 \\[0.5em] y + 6 = m(x - 3) \end{cases}
We obtain:
x^2 - 4 = m(x-3) - 6 \rightarrow x^2 -mx +3m -2 = 0

Let’s now determine the value of $\Delta$ considering that $a = 1$, $b = -m$, and $c = 3m - 2$. We have:
\Delta = m^2 -12m - 8

We apply the condition of tangency by setting $\Delta = 0$ and solving the second degree equation.
m^2 -12m - 8 = 0 \rightarrow m_1, m_2 = \frac{12 \pm \sqrt{144+32}}{2}
By simplifying the expression, we obtain:
m_1 = 6 - 2\sqrt{11}, \quad m_2 = 6 + 2\sqrt{11}

By substituting these values into the equation of the pencil of lines, we obtain:
y = \left(6 - 2\sqrt{11}\right)\left(x - 3\right) -6
y = \left(6 + 2\sqrt{11}\right)\left(x - 3\right) - 6
Therefore, the equations of the two tangent lines are given by:
\begin{align*} y &= \left(6 - 2\sqrt{11}\right)x + 6\sqrt{11} - 24 \\[0.5em] y &= \left(6 + 2\sqrt{11}\right)x - 6\sqrt{11} - 24 \end{align*}
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Definition
Partial derivatives generalise the concept of the derivative to functions of several real variables. For a function of a single variable, the derivative quantifies the rate of change of the function value along the sole available direction. In the context of multiple variables, it is necessary to specify the variable with respect to which the rate of change is computed, while holding all other variables constant. Formally:
	  Let $f : A \subseteq \mathbb{R}^n \to \mathbb{R}$ denote a function defined on an open set $A$.

	  Let $x_0 = (x_1^0, \ldots, x_n^0) \in A$ be a fixed point.


The partial derivative of $f$ with respect to the variable $x_i$ at $x_0$ is defined as the following limit:
\frac{\partial f}{\partial x_i}(x_0) \;=\; \lim_{h \to 0} \frac{f(x_1^0, \ldots, x_i^0 + h, \ldots, x_n^0) - f(x_0)}{h}
This definition applies whenever the limit exists and is finite. In such cases, $f$ is said to be partially differentiable with respect to $x_i$ at $x_0$.

The notation is analogous to that of the ordinary derivative:
f’(c) = \lim_{h \to 0} \frac{f(c+h) - f(c)}{h}
For the partial derivative the symbol $\partial$ indicates that only one coordinate is varied. Common alternative notations include $\partial_{x_i} f(x_0)$ and $f_{x_i}(x_0)$. From a computational perspective, evaluating $\partial f/\partial x_i$ involves differentiating $f$ with respect to $x_i$ using standard calculus rules, while treating all other variables as constants.

Consider the setting: $f : A \subseteq \mathbb{R}^2 \to \mathbb{R}$, where $A$ is open and $(x_0, y_0) \in A$. The two partial derivatives are defined as:
\frac{\partial f}{\partial x}(x_0, y_0) = \lim_{h \to 0} \frac{f(x_0 + h, y_0) - f(x_0, y_0)}{h}
\frac{\partial f}{\partial y}(x_0, y_0) = \lim_{h \to 0} \frac{f(x_0, y_0 + h) - f(x_0, y_0)}{h}
Geometrically, $\frac{\partial f}{\partial x}(x_0, y_0)$ represents the slope of the curve formed by intersecting the graph of $f$ with the plane $y = y_0$, while $\frac{\partial f}{\partial y}(x_0, y_0)$ corresponds to the slope of the intersection with the plane $x = x_0$. Along each of these curves, $f$ becomes a function of a single real variable.
[image: Partial derivatives.]
For example, consider the function of two variables:
f(x, y) = x^3 y^2 - \sin(xy)
Treating $y$ and $x$ as constants in turn yields:
\begin{align} \frac{\partial f}{\partial x} &= 3x^2 y^2 - y\cos(xy) \\[6pt] \frac{\partial f}{\partial y} &= 2x^3 y - x\cos(xy) \end{align}
The first expression results from differentiating $f$ with respect to $x$ while keeping $y$ constant. The second expression is obtained by differentiating with respect to $y$ while keeping $x$ constant. In both cases, standard differentiation rules such as the power rule and chain rule apply as they do in the single-variable context.
Example 1
To illustrate the process of partial differentiation, consider a function of three variables instead of two. The inclusion of an additional variable does not introduce conceptual complexity and the procedure remains unchanged. This example clarifies how each variable is treated independently, with the remaining variables regarded as constants. For example, let us compute the partial derivatives of the following function:
f(x, y, z) = e^{x^2 z} \ln(1 + y^2 z)
Differentiation with respect to $x$ is straightforward. Here, $y$ and $z$ are treated as constants, so $\ln(1 + y^2 z)$ factors out, and the chain rule is applied to $e^{x^2 z}$ with the inner function $x^2 z$:
\frac{\partial f}{\partial x} = 2xz\, e^{x^2 z} \ln(1 + y^2 z)
The derivative with respect to $y$ follows a similar structure but operates on the other factor. In this case, $e^{x^2 z}$ serves as the constant multiplier, and the chain rule is applied to $\ln(1 + y^2 z)$ with the inner function $1 + y^2 z$:
\frac{\partial f}{\partial y} = \frac{2yz\, e^{x^2 z}}{1 + y^2 z}
The derivative with respect to $z$ is the most complex of the three cases. Since neither factor is constant in $z$, the product rule must be applied. The exponential term $e^{x^2 z}$ yields $x^2 e^{x^2 z}$ as its derivative, while $\ln(1 + y^2 z)$ yields $\frac{y^2}{1 + y^2 z}$:
\frac{\partial f}{\partial z} = x^2 e^{x^2 z} \ln(1 + y^2 z) + \frac{y^2\, e^{x^2 z}}{1 + y^2 z}
Higher-order partial derivatives
If the partial derivatives are differentiable functions on $A$, they can be further differentiated with respect to any variable $x_j$, resulting in second-order partial derivatives. For a function of two variables $f(x, y)$, there are four possible second-order partial derivatives:
\frac{\partial^2 f}{\partial x^2} \qquad \frac{\partial^2 f}{\partial y^2} \qquad \frac{\partial^2 f}{\partial y \,\partial x} \qquad \frac{\partial^2 f}{\partial x \,\partial y}
The last two are called mixed partial derivatives. They differ in the sequence of differentiation:
	  In $\dfrac{\partial^2 f}{\partial y \,\partial x}$, differentiation is first performed with respect to $x$, followed by differentiation with respect to $y$.

	  In $\dfrac{\partial^2 f}{\partial x \,\partial y}$, the order of differentiation is reversed: differentiation is first performed with respect to $y$, then with respect to $x$.



Consider the function $f(x, y) = x^3 \sin(xy)$ in order to compute all four second-order partial derivatives. Begin by determining the first-order partial derivatives:
\begin{align} \frac{\partial f}{\partial x} &= 3x^2 \sin(xy) + x^3 y \cos(xy) \\[6pt] \frac{\partial f}{\partial y} &= x^4 \cos(xy) \end{align}
The four second-order derivatives are obtained by differentiating each first-order derivative with respect to the relevant variable. Differentiating $\frac{\partial f}{\partial x}$ with respect to $x$ requires application of the product rule twice:
\begin{align} \frac{\partial^2 f}{\partial x^2} &= 6x \sin(xy) + 3x^2 y \cos(xy) + 3x^2 y \cos(xy) - x^3 y^2 \sin(xy) \\[6pt] &= 6x \sin(xy) + 6x^2 y \cos(xy) - x^3 y^2 \sin(xy) \end{align}
Differentiating $\frac{\partial f}{\partial y}$ with respect to $y$ is more straightforward due to the simpler structure:
\frac{\partial^2 f}{\partial y^2} = -x^5 \sin(xy)
For the mixed derivatives, differentiating $\frac{\partial f}{\partial x}$ with respect to $y$ yields:
\begin{align} \frac{\partial^2 f}{\partial y \,\partial x} &= 3x^2 \cdot x\cos(xy) + x^3 \cos(xy) - x^3 y \cdot x \sin(xy) \\[6pt] &= 4x^3 \cos(xy) - x^4 y \sin(xy) \end{align}
Similarly, differentiating $\frac{\partial f}{\partial y}$ with respect to $x$ yields:
\frac{\partial^2 f}{\partial x \,\partial y} = 4x^3 \cos(xy) - x^4 y \sin(xy)
Schwarz’s theorem
Schwarz’s theorem addresses whether the order of differentiation affects the computation of mixed partial derivatives. A fundamental result in analysis establishes that, under appropriate regularity conditions, the order does not matter. Specifically, the Schwarz theorem states the following.
Let $f : A \subseteq \mathbb{R}^2 \to \mathbb{R}$ be a function for which the mixed partial derivatives exist on $A$ and are continuous at a point $(x_0, y_0) \in A$. Then these mixed derivatives are equal at that point:
\frac{\partial^2 f}{\partial y \,\partial x}(x_0, y_0) \;=\; \frac{\partial^2 f}{\partial x \,\partial y}(x_0, y_0)

Continuity of the mixed partial derivatives is the essential hypothesis in Schwarz’s theorem. There are functions for which both mixed derivatives exist but are discontinuous, resulting in different values at certain points. A classical counterexample is provided below.
f(x,y) = \begin{cases} xy \,\dfrac{x^2 - y^2}{x^2 + y^2} & (x,y) \neq (0,0) \\[8pt] 0 & (x,y) = (0,0) \end{cases}
Both mixed partial derivatives exist at the origin and can be computed directly from their definitions. To compute $\frac{\partial^2 f}{\partial y \,\partial x}(0,0)$, first evaluate
\begin{align} \frac{\partial f}{\partial x}(0,y) &= \lim_{h \to 0} \frac{f(h,y) - f(0,y)}{h} \\[8pt] &= \lim_{h \to 0} \frac{hy\,\dfrac{h^2 - y^2}{h^2 + y^2}}{h} \\[10pt] &= \lim_{h \to 0} y\,\frac{h^2 - y^2}{h^2 + y^2} \\[8pt] &= -y \end{align}
Next, differentiating with respect to $y$ at the origin:
\frac{\partial^2 f}{\partial y \,\partial x}(0,0) = \frac{\partial}{\partial y}(-y)\bigg|_{y=0} = -1
A similar calculation in the reverse order yields:
\frac{\partial f}{\partial y}(x,0) = x \qquad \frac{\partial^2 f}{\partial x \,\partial y}(0,0) = \frac{\partial}{\partial x}(x)\bigg|_{x=0} = +1
Therefore, the two mixed derivatives take opposite values at the origin confirming that the conclusion of Schwarz’s theorem does not hold when the continuity hypothesis is not satisfied:
\frac{\partial^2 f}{\partial y \,\partial x}(0,0) = -1 \neq +1 = \frac{\partial^2 f}{\partial x \,\partial y}(0,0)
Gradient
If $f : A \subseteq \mathbb{R}^n \to \mathbb{R}$ is partially differentiable with respect to each variable at a point $x_0 \in A$, the collection of all partial derivatives forms a vector known as the gradient of $f$ at $x_0$. This gradient is denoted by $\nabla f(x_0)$ or $\operatorname{grad} f(x_0)$:
\nabla f(x_0) \;=\; \left( \frac{\partial f}{\partial x_1}(x_0),\; \frac{\partial f}{\partial x_2}(x_0),\; \ldots,\; \frac{\partial f}{\partial x_n}(x_0) \right) \in \mathbb{R}^n
The gradient is fundamental in multivariable analysis providing the optimal linear approximation to the variation of $f$ near $x_0$, and its direction indicates the direction of steepest ascent. The precise meaning of this linear approximation is clarified in the definition of differentiability below.
This geometric property is also the foundation of gradient descent, the iterative optimization algorithm widely used in machine learning to minimize loss functions by moving in the direction opposite to the gradient.
Differentiability and the total differential
The existence of partial derivatives at a point does not, in general, ensure differentiability. Differentiability is a stronger condition that requires the function to admit a linear approximation at the given point. A function $f : A \subseteq \mathbb{R}^n \to \mathbb{R}$ is differentiable at $x_0 \in A$ if there exists a linear map $L : \mathbb{R}^n \to \mathbb{R}$ such that:
\lim_{h \to 0} \frac{f(x_0 + h) - f(x_0) - L(h)}{|h|} = 0
The linear map $L$ is uniquely determined and takes the form:
L(h) = \nabla f(x_0) \cdot h
Differentiability implies that in a neighbourhood of $x_0$, the function admits the following expansion:
f(x_0 + h) = f(x_0) + \nabla f(x_0) \cdot h + o(|h|)
In this formula $o(|h|)$ denotes a term that vanishes faster than $|h|$ as $h \to 0$. The linear map $h \mapsto \nabla f(x_0) \cdot h$ is called the total differential of $f$ at $x_0$.
Jacobian matrix
Consider a function that takes vector values, specifically $f : A \subseteq \mathbb{R}^n \to \mathbb{R}^m$ with $f = (f_1, \ldots, f_m)$. The partial derivative of each component $f_k$ with respect to each variable $x_j$ can be computed. The Jacobian matrix of $f$ at $x_0$ organises this information and is defined as the $m \times n$ matrix:
J_{f}(x_0) \;=\; \begin{pmatrix} \dfrac{\partial f_1}{\partial x_1}(x_0) & \cdots & \dfrac{\partial f_1}{\partial x_n}(x_0) \\[10pt] \vdots & \ddots & \vdots \\[4pt] \dfrac{\partial f_m}{\partial x_1}(x_0) & \cdots & \dfrac{\partial f_m}{\partial x_n}(x_0) \end{pmatrix}
The $k$-th row of $J_{f}(x_0)$ corresponds to the gradient $\nabla f_k(x_0)$. When $m = 1$, the Jacobian matrix reduces to a row vector, which is equivalent to the gradient of $f$.
Directional derivatives
The partial derivative with respect to $x_i$ represents a specific instance of the broader concept of the directional derivative, taken in the direction of the $i$-th canonical basis vector $e_i$. For any unit vector $v \in \mathbb{R}^n$ with $|v| = 1$, the directional derivative of $f$ at $x_0$ in the direction of $v$ is defined as follows:
D_{v} f(x_0) \;=\; \lim_{t \to 0} \frac{f(x_0 + tv) - f(x_0)}{t}
When $f$ is differentiable at $x_0$, the following formula holds:
D_{v} f(x_0) \;=\; \nabla f(x_0) \cdot v \;=\; \sum_{i=1}^n \frac{\partial f}{\partial x_i}(x_0)\, v_i
The dot represents the Euclidean inner product on $\mathbb{R}^n$. Selecting $v = e_i$ yields $\frac{\partial f}{\partial x_i}(x_0)$, which aligns with the original definition of the partial derivative. This formula is valid only when $f$ is differentiable at $x_0$, rather than when only the partial derivatives exist.
The chain rule in multivariable calculus
The chain rule for composite functions is fundamental in multivariable analysis. Suppose $g : U \subseteq \mathbb{R}^k \to \mathbb{R}^n$ is differentiable at $t_0 \in U$, and $f : A \subseteq \mathbb{R}^n \to \mathbb{R}$ is differentiable at $x_0 = g(t_0) \in A$. The composite function $h = f \circ g$ is then differentiable at $t_0$, and its partial derivative with respect to $t_j$ is given by.
\frac{\partial h}{\partial t_j}(t_0) \;=\; \sum_{i=1}^n \frac{\partial f}{\partial x_i}(x_0)\, \frac{\partial g_i}{\partial t_j}(t_0)
In matrix notation, this relationship can be expressed as:
J_h(t_0) \;=\; J_f(x_0)\, J_g(t_0)
This formula represents the product of the Jacobian matrices in the correct order. In the particular case where $k = 1$ and $g(t)$ defines a curve, the formula reduces to the standard derivative of $h(t) = f(g(t))$:
\frac{d}{dt} f(g(t))\bigg|_{t=t_0} \;=\; \nabla f(g(t_0)) \cdot g’(t_0)
Classes of regularity
A function $f$ is said to be of class $C^1$ on an open set $A$, denoted $f \in C^1(A)$, if all first-order partial derivatives exist and are continuous on $A$. More generally, $f \in C^k(A)$ if all partial derivatives up to order $k$ exist and are continuous on $A$. The notation $f \in C^\infty(A)$ indicates that $f \in C^k(A)$ for every $k \geq 1$.
	  Functions of class $C^1$ possess a significant property: continuity of the partial derivatives ensures differentiability. Specifically, if $f \in C^1(A)$, then $f$ is differentiable at every point of $A$. However, this condition is sufficient but not necessary, as there exist differentiable functions whose partial derivatives are not continuous.

	  For functions of class $C^2$, Schwarz’s theorem applies automatically because the required continuity is assumed. Consequently, the equality of mixed partial derivatives holds throughout $A$.


The Hessian matrix
Given a function $f : A \subseteq \mathbb{R}^n \to \mathbb{R}$ of class $C^2$ defined on an open set $A$, the second-order partial derivatives may be arranged into a single square matrix. The Hessian matrix of $f$ at a point $x_0 \in A$ is the $n \times n$ symmetric matrix defined as follows:
H_f(x_0) \;=\; \begin{pmatrix} \dfrac{\partial^2 f}{\partial x_1^2}(x_0) & \cdots & \dfrac{\partial^2 f}{\partial x_1 \,\partial x_n}(x_0) \\[10pt] \vdots & \ddots & \vdots \\[4pt] \dfrac{\partial^2 f}{\partial x_n \,\partial x_1}(x_0) & \cdots & \dfrac{\partial^2 f}{\partial x_n^2}(x_0) \end{pmatrix}
The entry in position $(j, k)$ is given by:
\frac{\partial^2 f}{\partial x_j \,\partial x_k}(x_0)
Because $f \in C^2(A)$, Schwarz’s theorem ensures that all mixed partial derivatives are equal, so the Hessian is symmetric:
H_f(x_0) = H_f(x_0)^T
The Hessian is fundamental in the second-order analysis of $f$. At a critical point $x_0$ where $\nabla f(x_0) = 0$, the definiteness of $H_f(x_0)$ determines the character of the point: if $H_f(x_0)$ is positive definite, then $x_0$ is a local minimum; if negative definite, a local maximum; if indefinite, a saddle point. This result generalises the second derivative test to functions of several variables, as discussed in the entry on maximum, minimum, and inflection Points.
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What are non differentiable points
In the entry on derivatives, we saw that if a function $f(x)$ is differentiable at a point $c$, then the function is continuous at that point. However, there are cases where a function is continuous at $c$ but not differentiable. More generally, the non-differentiable points of a function $f(x)$ occur when:
	  The right-hand and left-hand limits of the difference quotient exist and are finite but are not equal.

f_{-}’ \left( c \right) \neq f_{+}’ \left( c \right)
	  The limit of the difference quotient is infinite.

These points are categorized into three main types, which we will discuss below.
Inflection point with vertical tangent
An inflection point is a point where the concavity of a function changes. In this case, we have a point of non-differentiability $c$ of the function, which results in an inflection point with a tangent parallel to the $y$-axis (a vertical tangent). At such a point, the following occurs:
[image: ]
This behavior indicates that the slope of the tangent becomes vertical at $x = c$ while the function may change concavity around this point. In the case shown in the figure, we have
f_{-}’ \left (c \right) = f_{+}’ \left(c \right) = +\infty
If the curve were reflected across the y-axis, we would have
f_{-}’ \left (c \right) = f_{+}’ \left(c \right) = -\infty
Cusps
In the case of cusps, the right-hand and left-hand limits are infinite and have opposite signs.
[image: ]
In the case shown in the figure, we have:
f_{-}’ \left( c \right) = -\infty \quad \text{and} \quad f_{+}’ \left( c \right) = +\infty
If the cusp were facing upwards instead of downwards, we would have:
f_{-}’ \left( c \right) = +\infty \quad \text{and} \quad f_{+}’ \left( c \right) = -\infty
Corners
A corner occurs when the left-hand derivative and the right-hand derivative exist but are not equal. In the case of corners points, there are two tangents to the graph at the same point, and they are different from each other.
[image: ]
In this case we have:
f_{-}’ \left (c \right) \neq f_{+}’ \left(c \right)
How can we verify the differentiability of a function without relying on the limit of its difference quotient?
In general, let $f(x)$ be a function continuous on an interval ([a,b]) and differentiable on that interval, except possibly at the point $x_0 \in [a,b]$. If the limits $\lim_{x \to x_0^-} f’(x)$ and $\lim_{x \to x_0^+} f’(x)$ exist, then:
f_{-}’ (x_o) = \lim_{x \to x_0^-} f’(x) \quad \text{and} \quad f_{+}’ (x_o) = \lim_{x \to x_0^+} f’(x)
if $\underset{x \to x_0^-}{\lim} f{\prime}(x) = \underset{x \to x_0^+}{\lim} f{\prime}(x) = \ell$, with $\ell \in \mathbb{R}$ then the function is differentiable at $x_0$, and it follows that $f’(x_0) = \ell$.
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Introduction to the Poisson distribution
The Poisson distribution is a discrete probability distribution that describes how many times a specific event may occur within a fixed period of time or space. It is applied when events occur randomly, independently of each other, and with a constant average rate over the observed interval. This distribution is particularly useful for modeling rare or random occurrences, such as the number of customer arrivals per hour or the frequency of network failures in a day.
Formally, the Poisson distribution is expressed as
p(x; \lambda) = P(X = x) = \frac{e^{-\lambda} \lambda^x}{x!}
where:
	  $X$ represents the discrete random variable counting the number of events occurring in a given interval.
	  $x$ is the specific number of occurrences being observed.
	  $\lambda$ is the average rate of occurrence, that is, the expected number of events per interval.
	  $e$ is Euler’s number.
	  $x!$ denotes the factorial of $x$.

The parameter $\lambda$ fully characterizes the Poisson distribution and must be positive ($\lambda > 0$).
The Poisson process
The Poisson distribution is closely related to the Poisson process, which models the random occurrence and accumulation of events over time or space, while the Poisson distribution expresses the probability of observing a specific number of such events within a fixed interval. A process can be defined as a Poisson process if it satisfies the following conditions:
	  Events occur one at a time, never simultaneously.
	  The events are independent, meaning that the occurrence of one does not influence the probability of another.
	  The average rate of occurrence (λ) remains constant over time or space.
	  The probability of more than one event occurring in an infinitesimally small interval is negligible.

Under these assumptions, the number of events observed in any fixed interval of duration $t$ follows a Poisson distribution with parameter $\lambda t$, which represents the expected number of occurrences during that interval. Formally, the probability that exactly $x$ events occur in time $t$ is given by:
p(x; \lambda t) = P(X = x) = \frac{e^{-\lambda t}(\lambda t)^x}{x!}
x = 0, 1, 2, \ldots
When $t = 1$, the expression reduces to the standard form of the Poisson distribution with parameter $\lambda$.
Key features
-
\text{1. } \quad P(X = x) = \dfrac{\lambda^{x} e^{-\lambda}}{x!} \quad x = 0,1,2,\dots
-
\text{2. } \quad \mu = E(X) = \lambda
-
\text{3. } \quad \sigma^{2} = \mathrm{Var}(X) = \lambda
-
\text{4. } \quad \sigma = \sqrt{\lambda}
Each expression highlights a key property of the Poisson distribution, describing how it models the frequency of rare events, where its mean value lies, and how its variability is directly linked to the rate parameter $\lambda$.
Mean of the Poisson distribution
The mean, or expected value, of a Poisson distribution represents the average number of events that can be expected to occur in a fixed interval of time or space. It provides a direct measure of the central tendency of the distribution. Formally, the expected value is defined as:
\mu = E(X) = \sum_{x=0}^{\infty} x \, P(X = x) = \lambda
Substituting the probability mass function of the Poisson distribution we have:
E(X) = \sum_{x=0}^{\infty} x \frac{e^{-\lambda}\lambda^x}{x!}
Since the term with $x = 0$ equals zero, we can start the summation from $x = 1$:
E(X) = e^{-\lambda} \sum_{x=1}^{\infty} \frac{x \lambda^x}{x!}.
Using the factorial identity ( x/x! = 1/(x - 1)! ), the expression can be rewritten as:
E(X) = e^{-\lambda} \lambda \sum_{x=1}^{\infty} \frac{\lambda^{x-1}}{(x-1)!}.
By changing the index of summation $x-1 = k$, we obtain:
E(X) = e^{-\lambda} \lambda \sum_{k=0}^{\infty} \frac{\lambda^{k}}{k!}.
The infinite sum equals $e^{\lambda}$, which cancels out the $e^{-\lambda}$ term, giving:
\mu = E(X) = \lambda
This result shows that for a Poisson distribution, the mean value is equal to the parameter $\lambda$, which also represents the expected number of events occurring within the given interval. In other words, $\lambda$ characterizes both the average and the rate at which events occur.
Variance of the Poisson distribution
The variance of a Poisson distribution describes how much the number of observed events tends to fluctuate around the mean value $\mu = \lambda$. While the mean expresses the expected frequency of occurrence, the variance indicates how widely the actual counts may differ from this average when the experiment is repeated many times. By definition, the variance is written as:
\sigma^2 = \mathrm{Var}(X) = E(X^2) - [E(X)]^2 = \lambda
We can rewrite $x^2$ as $x[(x-1)+1]$, which gives:
E(X^2) = \lambda e^{-\lambda} \left[ \sum_{x=1}^{\infty} \frac{\lambda^{x-1}}{(x-1)!} + \sum_{x=2}^{\infty} \frac{\lambda^{x-2}}{(x-2)!} \right]
Since these sums correspond to exponential series, the expression can be rewritten as:
E(X^2) = \lambda e^{-\lambda} (\lambda e^{\lambda} + e^{\lambda}) = \lambda(\lambda + 1)
Since the mean of the Poisson distribution is $E(X) = \lambda$, the variance is obtained as:
\mathrm{Var}(X) = E(X^2) - [E(X)]^2 = \lambda(\lambda + 1) - \lambda^2 = \lambda
Thus, the variance of a Poisson distribution is equal to its mean:
\sigma^2 = \lambda
This equality between mean and variance is a defining property of the Poisson model, indicating that the expected frequency of events $\lambda$ also determines the variability observed within any fixed interval of time or space.
Cumulative Poisson distribution
In many applications, the focus is not on finding the probability of observing exactly $x$ events, but rather on determining the probability of observing no more than a certain number of events within a fixed time or spatial interval. This concept is described by the cumulative Poisson distribution, obtained by adding together the probabilities of all outcomes from $x = 0$ up to a chosen value $x = r$:
F(r; \lambda) = \sum_{x=0}^{r} \frac{e^{-\lambda}\lambda^x}{x!}.
Hence, the cumulative probability that the random variable $X$ takes a value less than or equal to $r$ is:
P(X \le r) = e^{-\lambda}\sum_{x=0}^{r}\frac{\lambda^x}{x!}
Each term in this summation represents the probability of exactly $x$ events occurring, while the total sum expresses the probability of observing at most $r$ events in the given interval. These probabilities are usually obtained from Poisson cumulative tables that provide pre-calculated values of $P(X \le r)$ for different values of the parameter $\lambda$. Their structure is similar to that of the standard normal Z table:
λ
x = 0
1
2
3
4
…
0.02
0.980
1.000
…
0.04
0.961
0.999
1.000
…
0.06
0.942
0.998
1.000
…
0.08
0.923
0.997
1.000
…
0.10
0.905
0.995
1.000
…
0.15
0.861
0.990
0.999
1.000
…
…
…
…
…
…
…
…
In this table, each value represents a cumulative probability of the Poisson distribution. To use it, locate the value of $\lambda$ along the rows, which indicates the average expected number of events, and find the value of x along the columns, which represents the maximum number of events considered. The cell at the intersection of these two values gives the cumulative probability $P(X \le x)$, meaning the probability that the observed number of events is less than or equal to x for the chosen $\lambda$.
Where no numerical value is displayed, the probability is either extremely small or practically equal to one, and therefore omitted for clarity.
Example 1
Consider a call center that receives customer service calls throughout the day. Historical data show that, on average, five calls are received every ten minutes. We want to determine the probability that exactly eight calls are received during a ten-minute interval.

Let $X$ be the random variable representing the number of calls received in ten minutes. Assuming that calls arrive independently and at a constant average rate, $X$ follows a Poisson distribution with parameter $\lambda = 5$. The probability mass function is:
P(X = x) = \frac{e^{-\lambda}\lambda^x}{x!}
Substituting $x = 8$ and $\lambda = 5$ we obtain:
P(X = 8) = \frac{e^{-5}5^8}{8!}
We have:
P(X = 8) = \frac{e^{-5} \cdot 390625}{40320} \approx 0.0653
Thus, the probability that exactly eight calls are received in ten minutes is approximately 0.065, or 6.5%.

However, the calculations are not always straightforward, and in such cases it is often more convenient to use cumulative Poisson tables. In these tables, each entry represents a cumulative probability up to a certain value of $x$. Therefore, to find the probability of exactly eight calls, we subtract the cumulative probability up to $x = 7$ from the cumulative probability up to $x = 8$, since both values include all outcomes up to their respective limits.
P(X \le 8) = 0.9319, \quad P(X \le 7) = 0.8666
The difference between them gives:
P(X = 8) = 0.9319 - 0.8666 = 0.0653
Therefore, the probability that exactly eight calls are received during a ten-minute interval is approximately $0.0653$, meaning there is about a $6.5%$ chance of observing this specific count of calls under the assumed conditions.
From the binomial to the Poisson distribution
The Poisson distribution can be derived as a limiting form of the binomial distribution when the number of trials becomes very large and the probability of success in each trial becomes very small. Imagine dividing a fixed time interval $T$ into $n$ smaller subintervals, each of length $T/n$. We assume that:
	  In each subinterval at most one event may occur.
	  The probability of occurrence in any subinterval is proportional to its length:

P(E_k) = \frac{\lambda}{n} \quad (k=1,2, \ldots, n)
 where $\lambda = cT$ represents the expected number of events in the whole interval.
	  All events are independent of one another.

Under these conditions, the number of observed events $X$ follows a binomial distribution:
P(X = x) = \binom{n}{x} p^x (1 - p)^{n - x} \quad \text{with } p = \frac{\lambda}{n}
Now consider the limit as $n$ grows indefinitely large and $p$ becomes very small, while keeping their product $n p = \lambda$ constant. In this limit, the binomial expression approaches:
p(x; \lambda) = P(X = x) = \frac{e^{-\lambda} \lambda^x}{x!}
which is exactly the Poisson distribution. Let’s see the derivation formally:
P(X = x) = \binom{n}{x} \left(\frac{\lambda}{n}\right)^x \left(1 - \frac{\lambda}{n}\right)^{n - x}
= \frac{n!}{x!(n - x)!} \frac{\lambda^x}{n^x} \left(1 - \frac{\lambda}{n}\right)^n \left(1 - \frac{\lambda}{n}\right)^{-x}
As $n$ increases:
\left(1 - \frac{\lambda}{n}\right)^n \to e^{-\lambda}, \quad \frac{n!}{(n - x)! n^x} \to 1
and thus we obtain the limit:
p(x; \lambda) = P(X = x) = \frac{e^{-\lambda} \lambda^x}{x!}
This limiting relationship shows that the Poisson distribution can be seen as an approximation of the binomial law for rare events that occur independently and infrequently over time or space.
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Radial–angular description of a point
The Cartesian coordinate system describes a point in the plane by projecting it onto two perpendicular axes. This representation privileges horizontal and vertical directions. There are situations, however, in which distance from a fixed point and direction relative to a fixed ray are more natural geometric descriptors. This leads to the polar coordinate system. Fix in the plane:
	  A point $O$, called the pole.
	  A reference half-line starting from $O$, called the polar axis.
	  A counterclockwise orientation.

Every point $Q \neq O$ determines a distance from the pole $\rho = |OQ|$ and an oriented angle $\theta$ between the polar axis and the ray $OQ$. The ordered pair $(\rho, \theta)$is called a system of polar coordinates for $Q$. The first component $\rho$ is called the radius vector, and the second component $\theta$ is called the anomaly.
[image: Polar coordinates.]
Let $(x,y)$ be the Cartesian coordinates of $Q$, and $(\rho,\theta)$ its polar coordinates. Consider the right triangle formed by the origin $O$, the point $Q$, and its projection onto the $x$-axis. The hypotenuse is the segment $OQ$ of length $\rho$, and the angle at the origin is $\theta$. Resolving this segment into its horizontal and vertical components yields:
\begin{align} x &= \rho \cos\theta \\[6pt] y &= \rho \sin\theta \end{align}
The point is thus reconstructed by projecting the segment of length $\rho$, inclined at angle $\theta$ with respect to the polar axis, onto each coordinate axis in turn. Conversely, starting from the Cartesian description of $Q$, the radial coordinate follows directly from the Pythagorean theorem applied to the same right triangle:
\rho = \sqrt{x^2 + y^2}
The quantity $\rho$ therefore measures the Euclidean distance of the point from the origin, regardless of the direction from which it is approached.
Determining the angle $\theta$
Given the Cartesian coordinates of a point, recovering the radial coordinate $\rho$ is straightforward. Recovering the angular coordinate $\theta$ requires more care, because the trigonometric functions involved are not injective on the full circle and the naive approach through the tangent leads to an ambiguity that must be resolved geometrically. If $x \neq 0$, we can divide the second transformation formula by the first:
\frac{y}{x} = \frac{\rho \sin\theta}{\rho \cos\theta}
Since $\rho > 0$, the factor $\rho$ cancels:
\frac{y}{x} = \frac{\sin\theta}{\cos\theta}
By definition of the tangent function, we obtain:
\tan\theta = \frac{y}{x}
However, this equation alone does not determine $\theta$ uniquely, since:
\tan\theta = \tan(\theta + \pi)
The correct angle must be chosen according to the quadrant in which the point lies. In practice, $\theta$ is the angle satisfying:
\cos\theta = \frac{x}{\rho} \qquad \sin\theta = \frac{y}{\rho}
These two conditions together pin down $\theta$ unambiguously, since the signs of $\cos\theta$ and $\sin\theta$ identify the quadrant, resolving the ambiguity left open by the tangent alone.
If $Q = O$, then $\rho = 0$ In this case, the angular coordinate becomes irrelevant. Every ray from the pole passes through the origin, so the angle carries no geometric meaning. Thus, the origin is represented by
O = (0, \theta) \quad \forall \, \theta
This reflects a structural feature of the system: angular information collapses when radial distance vanishes.
Non-uniqueness of polar representation
Polar coordinates are inherently non-unique. For every integer $k$ we have:
(\rho,\theta) = (\rho,\theta + 2\pi k)
Moreover, the same geometric point can also be represented by changing the sign of the radial coordinate while simultaneously adding $\pi$ to the angular coordinate. Indeed, reversing the direction of the radial segment and rotating it by half a turn leaves the endpoint unchanged. Thus, we obtain:
(\rho,\theta) = (-\rho, \theta + \pi)
Thus, infinitely many pairs represent the same geometric point. To obtain a canonical representation, one typically imposes:
\rho \ge 0, \qquad \theta \in [0,2\pi)
This non-uniqueness reflects the rotational symmetry of the plane: angles are periodic, and directions can be traversed in opposite orientations.
Example 1
To consolidate the procedure described above, we work through a complete conversion from Cartesian to polar coordinates. The point chosen lies in the second quadrant, which is precisely where the ambiguity of the tangent becomes relevant and must be resolved explicitly. Consider the point:
(x,y) = (-3,\\ \sqrt{3})
We begin by computing the radial coordinate. Applying the Pythagorean relation, we have:
\rho = \sqrt{(-3)^2 + (\sqrt{3})^2} = \sqrt{9 + 3} = 2\sqrt{3}
We then turn to the angular coordinate. The tangent of $\theta$ is given by:
\tan\theta = \frac{\sqrt{3}}{-3} = -\frac{\sqrt{3}}{3}
As noted in the previous section, this equation admits two solutions in $[0, 2\pi)$, differing by $\pi$. To select the correct one, we observe that the point has $x < 0$ and $y > 0$, placing it in the second quadrant. The angle consistent with this quadrant is:
\theta = \frac{5\pi}{6}
One can verify this directly:
\cos\frac{5\pi}{6} = -\frac{\sqrt{3}}{2} < 0
\sin\frac{5\pi}{6} = \frac{1}{2} > 0
which matches the signs of $x$ and $y$ respectively.
Therefore, one polar representation of the point is:
\left(2\sqrt{3},\\ \frac{5\pi}{6}\right)
Example 2
The conversion in the opposite direction, from polar to Cartesian coordinates, is more direct, since it requires no quadrant analysis. We choose a point whose polar form is clean but whose Cartesian form is not obvious at first glance, so that the calculation is worth carrying out in full. Consider, for example, the point given in polar coordinates by:
\left(\sqrt{6},\\ \frac{7\pi}{4}\right)
The angle $\frac{7\pi}{4}$ lies in the fourth quadrant, just short of a full rotation. We apply the transformation formulas directly:
x = \rho\cos\theta = \sqrt{6}\cdot\cos\frac{7\pi}{4}
Recalling that $\cos\frac{7\pi}{4} = \frac{\sqrt{2}}{2}$, we obtain:
x = \sqrt{6}\cdot\frac{\sqrt{2}}{2} = \frac{\sqrt{12}}{2} = \frac{2\sqrt{3}}{2} = \sqrt{3}
For the vertical component, we have:
y = \rho\sin\theta = \sqrt{6}\cdot\sin\frac{7\pi}{4}
Since $\sin\dfrac{7\pi}{4} = -\dfrac{\sqrt{2}}{2}$, the same calculation gives:
y = \sqrt{6}\cdot\left(-\frac{\sqrt{2}}{2}\right) = -\sqrt{3}
The angle $\frac{7\pi}{4}$ lies in the fourth quadrant and can be written as $2\pi - \frac{\pi}{4}$. Since the sine function is negative in the fourth quadrant and has the same absolute value as the reference angle $\frac{\pi}{4}$, we obtain $\sin\left(\frac{7\pi}{4}\right) = -\frac{\sqrt{2}}{2}.$
The Cartesian representation of the point is therefore:
(x, y) = \left(\sqrt{3},\\ -\sqrt{3}\right).
Canonical representation and bijectivity
The non-uniqueness of polar coordinates suggests a natural question: although many pairs $(\rho, \theta)$ may represent the same point, can we choose a single, preferred representative? This is indeed possible, once we restrict the range of the coordinates in a suitable way.
Let us consider the correspondence $f$ that assigns to every point $Q \neq O$ the pair $(\rho, \theta)$ satisfying:
\rho > 0, \qquad \theta \in [0, 2\pi)
With these restrictions in place, each point of the punctured plane $\mathbb{R}^2 \setminus {O}$ determines exactly one such pair, and conversely each admissible pair determines exactly one point. In other words, $f$ establishes a bijection between the punctured plane and the half-open strip $(0,+\infty) \times [0,2\pi)$.
To see why injectivity holds, take two distinct points $Q$ and $Q’$, neither equal to $O$. Each determines a unique ray from the pole.
	  If these rays are different, then they form different angles with the polar axis, so the corresponding angular coordinates must differ.
	  If instead the two points lie on the same ray, then they must sit at different distances from the pole, and therefore their radial coordinates are different. In either situation, the associated pairs cannot coincide.


The reverse implication is obtained by simply reversing the construction. Given any pair $(\rho, \theta)$ with $\rho > 0$ and $\theta \in [0,2\pi)$, we consider the ray forming angle $\theta$ with the polar axis and mark on it the point at distance $\rho$ from the pole. This produces a unique point $Q \neq O$, and by construction it is mapped back to the original pair. No further ambiguity appears once $\rho$ is required to be strictly positive.

The origin must be treated separately. When $\rho = 0$ every ray from the pole passes through the same point. Including the origin in the domain would therefore break injectivity. For this reason, it is customary to write its coordinates as $(0,\theta)$ for an arbitrary $\theta$, while understanding that the angular component carries no geometric information in this degenerate case.
Polar coordinates in space
The idea of polar coordinates extends naturally to three dimensions by introducing a radial distance and two angular parameters. Let $O$ be the origin of a Cartesian reference frame in space. For a point $Q$ with Cartesian coordinates $(x, y, z)$, we denote by $\rho$ the Euclidean distance from the origin:
\rho = \sqrt{x^2 + y^2 + z^2}
To describe the direction of $Q$, we proceed in two steps.
	  First, we consider the orthogonal projection of $Q$ onto the plane $XY$, and denote by $\theta$ the polar angle of this projection with respect to the positive $x$-axis.
	  Second, we introduce an angle $\psi$, measured from the positive $z$-axis to the segment $OQ$.
	  The triple $(\rho, \theta, \psi)$ provides a radial–angular description of the point in space.

[image: Polar coordinates in space.]
Here $\rho$ denotes the radial distance, $\theta$ the azimuthal angle in the $XY$-plane, and $\psi$ the zenith measured from the positive $z$-axis. From the right-triangle relations in the associated geometry, one obtains:
\begin{align} x &= \rho \sin\psi \cos\theta \\[6pt] y &= \rho \sin\psi \sin\theta \\[6pt] z &= \rho \cos\psi \end{align}
These formulas show that the Cartesian coordinates are recovered by decomposing the segment $OQ$ into a vertical component of length $\rho \cos\psi$ and a horizontal component of length $\rho \sin\psi$, the latter being further resolved in the plane through the usual planar polar relations. This coordinate system is particularly suited to problems exhibiting spherical symmetry, where distance from the origin plays a more fundamental role than alignment with coordinate axes.
Integration in Polar Coordinates
One of the main reasons for introducing polar coordinates appears in integration over planar regions possessing radial symmetry. When a region is more naturally described in terms of distance from the origin and angular spread, Cartesian coordinates may obscure the underlying structure. In polar coordinates, the elementary area element is not simply the product of two independent differentials. A small region determined by variations ( d\rho ) and ( d\theta ) has area:
dA = \rho \, d\rho \, d\theta
The additional factor $\rho$ reflects the fact that circular arcs increase in length proportionally to the distance from the origin. Accordingly, a double integral over a region $D$ can be rewritten as:
\iint_D f(x,y)\, dx\,dy = \iint_{D’} f(\rho\cos\theta,\rho\sin\theta)\, \rho \, d\rho\, d\theta
where $D’$ denotes the corresponding region in the $(\rho,\theta)$-plane. This transformation often simplifies computations when the geometry of the problem is naturally expressed in radial terms.
Summary
Property
Plane
Space
Coordinates
$(\rho,\\ \theta)$
$(\rho,\\ \theta,\\ \psi)$
Radial distance
$\rho = \sqrt{x^2 + y^2}$
$\rho = \sqrt{x^2 + y^2 + z^2}$
From polar to Cartesian
$x = \rho\cos\theta$ $y = \rho\sin\theta$
$x = \rho\sin\psi\cos\theta$ $y = \rho\sin\psi\sin\theta$ $z = \rho\cos\psi$
Angular constraint
$\theta \in [0, 2\pi)$
$\theta \in [0, 2\pi),\\ \psi \in [0, \pi]$
Canonical form
$\rho \ge 0,\\ \theta \in [0, 2\pi)$
$\rho \ge 0,\\ \theta \in [0, 2\pi),\\ \psi \in [0,\pi]$
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Concept
The structure of the entry is shown in the conceptual map, where each branch represents a core component and the sub-nodes highlight the specific notions discussed.
Easy
2
Requires
0
Enables
The following concepts, Functions, Polynomials, are required as prerequisites for this entry.
Introduction
A polynomial function is a function that consists of polynomials expressed in the following form:
f(x) = a_n x^n + a_{n-1} x^{n-1} + \dotsb + a_1 x + a_0
	  $n$ is a non-negative integer.
	  The coefficients $a_0, a_1, \ldots, a_n$ are real numbers, with $a_n \neq 0$.
	  The integer $n$ is the degree of the polynomial function
	  $a_n$ is the leading coefficient. The term $a_0$ is the constant term and coincides with the value of the function at the origin, since $f(0) = a_0$.

Polynomial functions constitute the simplest and most structurally regular class of real functions. They are defined for every real number, they possess derivatives of all orders, and their graphs are smooth curves without corners, cusps, or discontinuities of any kind.
Properties
The domain of any polynomial function is the entire real line $\mathbb{R}$, since the expression $a_n x^n + \dotsb + a_0$ involves only addition and multiplication of real numbers, neither of which imposes any restriction on the input. The range depends on the degree and the sign of the leading coefficient $a_n$, and it may be all of $\mathbb{R}$ or an interval of the form $[m, +\infty)$ or $(-\infty, M]$.
The following properties hold for every polynomial function, regardless of its degree.
	  Domain: $\mathbb{R}$.
	  A polynomial function is continuous over all of $\mathbb{R}$.
	  A polynomial function is differentiable over all of $\mathbb{R}$, with derivatives of every order.
	  A polynomial function has no asymptotes of any kind, since it is defined and finite for every finite value of $x$, and diverges to infinity as $|x| \to +\infty$.
	  The graph of a polynomial function has no corners, cusps, or discontinuities.

Polynomial function explorer
This interactive graph illustrates how the shape of a polynomial function depends on its degree and the sign of its leading coefficient. By selecting different configurations, one can observe the corresponding changes in end behavior, symmetry, and the number of turning points, providing a direct visual interpretation of the underlying algebraic structure.

Degree
1 2 3 4 5
Leading coefficient
a > 0 a < 0
Degree 1: linear functions
A polynomial function of degree 1 takes the form:
f(x) = mx + q
where $m \neq 0$ is the slope and $q$ is the y-intercept. Its graph is a straight line. The function is strictly increasing when $m > 0$ and strictly decreasing when $m < 0$.
	  Domain: $\mathbb{R}$.
	  Range: $\mathbb{R}$.
	  Monotonicity: strictly monotone over $\mathbb{R}$.
	  The function is bijective from $\mathbb{R}$ to $\mathbb{R}$.
	  It has no maximum or minimum points.

Degree 2: quadratic functions
A polynomial function of degree 2 takes the form:
f(x) = ax^2 + bx + c
where $a \neq 0$. Its graph is a parabola with vertical axis of symmetry. The vertex of the parabola is located at:
x_v = -\frac{b}{2a}
\qquad y_v = f(x_v) = c-\frac{b^2}{4a}
	  Domain: $\mathbb{R}$.
	  Range: $\left[ y_v, +\infty \right)$ if $a > 0$; $\left( -\infty, y_v \right]$ if $a < 0$.
	  When $a > 0$, the parabola opens upward and the vertex is a global minimum.
	  When $a < 0$, the parabola opens downward and the vertex is a global maximum.
	  The function is not monotone over all of $\mathbb{R}$, but it is strictly monotone on each of the two half-lines separated by the vertex.

Degree 3: cubic functions
A polynomial function of degree 3 takes the form:
f(x) = ax^3 + bx^2 + cx + d
where $a \neq 0$. Unlike the quadratic case, a cubic function has no global maximum or minimum.
	  Domain: $\mathbb{R}$.
	  Range: $\mathbb{R}$.
	  The function is bijective from $\mathbb{R}$ to $\mathbb{R}$ if and only if it has no local extrema, that is, if its derivative has no real roots.
	  It may have one or two local extrema and exactly one inflection point.
	  Limits at infinity:

\begin{align} \lim_{x \to -\infty} f(x) &= -\infty \quad \text{if } a > 0 \\[6pt] \lim_{x \to +\infty} f(x) &= +\infty \quad \text{if } a > 0 \end{align}
End behavior
The end behavior of a polynomial function is determined exclusively by its leading term $a_n x^n$. As $|x|$ grows without bound, the contributions of all lower-degree terms become negligible in comparison, and the behavior of $f(x)$ approaches that of the power function $a_n x^n$. The result depends on two parameters: the parity of $n$ and the sign of $a_n$.
When the degree is even, $x^n$ is non-negative for all $x$, so both ends of the graph point in the same vertical direction. When the degree is odd, $x^n$ changes sign with $x$, and the two ends of the graph point in opposite directions. More precisely:
Degree $n$
$a_n$
$\lim_{x \to -\infty} f(x)$
$\lim_{x \to +\infty} f(x)$
$x \to -\infty$
$x \to +\infty$
even
$>0$
$+\infty$
$+\infty$
$\nwarrow$
$\nearrow$
even
$<0$
$-\infty$
$-\infty$
$\swarrow$
$\searrow$
odd
$>0$
$-\infty$
$+\infty$
$\swarrow$
$\nearrow$
odd
$<0$
$+\infty$
$-\infty$
$\nwarrow$
$\searrow$
This relationship between the leading term and the global shape of the graph is particularly useful when studying the behavior of functions, as it allows one to predict the qualitative appearance of the curve without performing a complete analysis.
Symmetry
Polynomial functions may exhibit symmetry with respect to the y-axis or to the origin, depending on the parity of their terms.
	  A polynomial function is even if all of its terms have even degree, meaning that $f(-x) = f(x)$ for all $x$. In this case, the graph is symmetric with respect to the y-axis.
	  A polynomial function is odd if all of its terms have odd degree, meaning that $f(-x) = -f(x)$ for all $x$, and its graph is symmetric with respect to the origin.

Most polynomial functions are neither even nor odd, since they contain terms of mixed parity. For instance, $f(x) = x^3 + x^2$ is neither even nor odd.
Roots and intersections with the axes
A root of a polynomial function is a value $\alpha \in \mathbb{R}$ such that $f(\alpha) = 0$. Geometrically, the roots correspond to the points where the graph crosses or touches the x-axis. The Fundamental Theorem of Algebra guarantees that every non-constant polynomial has exactly $n$ roots in $\mathbb{C}$, counted with multiplicity. Over $\mathbb{R}$, fewer real roots may be present, as some roots may be complex conjugate pairs.
A root $\alpha$ has multiplicity $k$ if $(x-\alpha)^k$ divides $P(x)$ but $(x-\alpha)^{k+1}$ does not. The multiplicity determines the local behavior of the graph near the root.
	  If $k$ is odd, the graph crosses the x-axis at $x = \alpha$.
	  If $k$ is even, the graph is tangent to the x-axis at $x = \alpha$ and does not cross it.

The y-intercept is always $(0, a_0)$, since $f(0) = a_0$.
Derivative and integral of a polynomial function
The derivative of a polynomial function is computed term by term by applying the power rule. For the general monomial $a_k x^k$, the rule gives:
\frac{d}{dx}\left( a_k x^k \right) = k\,a_k\,x^{k-1}
Applying this to the full polynomial yields:
f’(x) = n\,a_n x^{n-1} + (n-1)\,a_{n-1} x^{n-2} + \dotsb + a_1
The derivative is a polynomial of degree $n-1$, and the constant term disappears since the derivative of a constant is zero. A polynomial function is infinitely differentiable over $\mathbb{R}$. The derivative of a polynomial function of degree $n$ is itself a polynomial function of degree $n-1$, and this operation can be repeated until the zero polynomial is reached.

The indefinite integral of a polynomial function is computed by applying the power rule for integration to each term:
\int x^k \,dx = \frac{x^{k+1}}{k+1} + c
Integrating the full polynomial gives:
\int f(x) \,dx = \frac{a_n}{n+1}\,x^{n+1} + \frac{a_{n-1}}{n}\,x^n + \dotsb + a_1 x + a_0 x + c
where $c \in \mathbb{R}$ is the constant of integration. The result is a polynomial of degree $n+1$.
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Inductive set
Mathematical induction is a fundamental principle used to rigorously prove statements concerning natural numbers. A subset $A \subseteq \mathbb{R}$ is said to be inductive if it satisfies the following two conditions:
	  $0 \in A$.
	  $\forall \, x \in A$ it follows that $x + 1 \in A$.

In other words, an inductive set contains the element $0$ and is closed under the operation of adding $1$.

Let $A, B \subseteq \mathbb{R}$ be two inductive sets. Then, their intersection $A \cap B$ is also an inductive set. Since $A$ and $B$ are inductive, we have:
	  $0 \in A$ and $0 \in B$, thus $0 \in A \cap B$.
	  If $x \in A \cap B$, then $x \in A$ and $x \in B$. By the inductive property, $x + 1 \in A$ and $x + 1 \in B$, hence $x + 1 \in A \cap B$.

Therefore, $A \cap B$ satisfies the conditions to be an inductive set. In particular, the set of natural numbers $\mathbb{N} \subseteq \mathbb{R}$ is itself an inductive set, and more precisely, it is the smallest inductive set, being the intersection of all inductive subsets of $\mathbb{R}$.
Mathematical induction
Starting from the formal definition of an inductive set, let us consider a set $A \subseteq \mathbb{N}$ defined by a property $p(n)$, such that $A = \lbrace n \in \mathbb{N} \mid p(n) \rbrace$. Suppose the following conditions hold:
	  $p(0)$ is true, that is, $0 \in A.$
	  $p(n) \rightarrow p(n+1) \, \forall \\ n \in \mathbb{N},$ that is, if $n \in A$, then $n+1 \in A.$

Thus, $p(n)$ is true for every $n \in \mathbb{N}.$

These two conditions correspond precisely to the structure of a proof by mathematical induction:
	  The base case consists of verifying that $p(0)$ holds, meaning that $0$ belongs to $A$.
	  The inductive step consists of proving that, whenever $p(n)$ is true for some $n \in \mathbb{N}$, it follows that $p(n+1)$ is also true, thereby ensuring that $n+1 \in A$.

Example 1
Let us see a practical application of the principle of mathematical induction by proving the following statement (the sum of the first $n$ natural numbers):
\sum_{i=1}^{n} i = \frac{n(n+1)}{2} \quad \forall \, n \in \mathbb{N}
We first consider the base case. For $n = 0$, the left-hand side is an empty sum, which equals $0$ by convention. The right-hand side gives:
\frac{0(0+1)}{2} = 0
Thus, the formula holds when $n = 0$.

We now move to the inductive step. We assume that the formula is true for some arbitrary $k \in \mathbb{N}$; that is, we suppose:
\sum_{i=1}^{k} i = \frac{k(k+1)}{2}.
Under this assumption, we must prove that the formula also holds for $k+1$. Starting from the left-hand side:
\sum_{i=1}^{k+1} i = \frac{k(k+1)}{2} + (k+1).
Simplifying, we obtain:
\frac{k(k+1) + 2(k+1)}{2} = \frac{(k+1)(k+2)}{2}.
This is exactly the right-hand side of the formula with $n = k+1$. Since the statement holds for $n = 0$ and its validity for $n = k$ implies its validity for $n = k+1$, by the principle of mathematical induction, the formula is true for every natural number $n$.
It follows that the formula holds for every $n \in \mathbb{N}$.
Applications: divisibility
We show that the expression $n^3 - n$ is divisible by $3$ for every $n \in \mathbb{N}$. We start with the base case. For $n = 0$, we have $0^3 - 0 = 0$, and $3 \mid 0$ holds trivially since $0 = 3 \cdot 0.$
We now turn to the inductive step. Assume that $3 \mid k^3 - k$ for some $k \in \mathbb{N}$, that is, $k^3 - k = 3m$ for some integer $m$. Under this hypothesis, we want to show that divisibility by $3$ carries over to the next term, meaning that $3 \mid (k+1)^3 - (k+1)$. Expanding the expression we obtain:
\begin{align} (k+1)^3 - (k+1) &= k^3 + 3k^2 + 3k + 1 - k - 1 \\[6pt] &= (k^3 - k) + 3k^2 + 3k \end{align}
By the inductive hypothesis, $k^3 - k = 3m$, so the expression becomes:
\begin{align} (k+1)^3 - (k+1) &= 3m + 3k^2 + 3k \\[6pt] &= 3(m + k^2 + k) \end{align}
Since $m + k^2 + k \in \mathbb{Z}$, it follows that $3 \mid (k+1)^3 - (k+1)$. By the principle of induction, the statement holds for every $n \in \mathbb{N}$.
Applications: inequality
We show that $2^n > n$ for every $n \in \mathbb{N}$. This inequality expresses the fact that exponential growth eventually and permanently dominates linear growth, a pattern that induction captures precisely: once the inequality holds at a given step, the multiplicative nature of the left-hand side guarantees it continues to hold at the next.
We start with the base case. For $n = 0$, we have $2^0 = 1 > 0$, so the inequality holds.
The inductive step proceeds as follows. Assume that $2^k > k$ for some $k \in \mathbb{N}$. The goal is to demonstrate that $2^{k+1} > k+1$. Consider the left-hand side:
\begin{align} 2^{k+1} &= 2 \cdot 2^k \\\\ &> 2k \\\\ &= k + k \end{align}
Since $k \geq 0$, we have $k + k \geq k + 1$ for every $k \geq 1$, and the case $k = 0$ is already covered by the base case. Therefore $2^{k+1} > k + 1$, and by the principle of induction, the inequality holds for every $n \in \mathbb{N}$.
Applications: geometric series
We show that for any real number $r \neq 1$ and every $n \in \mathbb{N}$:
\sum_{i=0}^{n} r^i = \frac{r^{n+1} - 1}{r - 1}
This identity is the closed form of the partial sum of a geometric sequence, and induction provides a clean route to its verification. We start with the base case. For $n = 0$, the left-hand side gives $r^0 = 1$, and the right-hand side gives:
\frac{r^1 - 1}{r - 1} = 1
The formula holds for $n = 0$.

The inductive step proceeds as follows. Assume the formula holds for some $k \in \mathbb{N}$, that is:
\sum_{i=0}^{k} r^i = \frac{r^{k+1} - 1}{r - 1}
We want to show it holds for $k + 1$. Starting from the left-hand side:
\begin{align} \sum_{i=0}^{k+1} r^i &= \sum_{i=0}^{k} r^i + r^{k+1} \\[6pt] &= \frac{r^{k+1} - 1}{r - 1} + r^{k+1} \end{align}
Combining the two terms over a common denominator:
\begin{align} \frac{r^{k+1} - 1}{r - 1} + r^{k+1} &= \frac{r^{k+1} - 1 + r^{k+1}(r-1)}{r - 1} \\[6pt] &= \frac{r^{k+2} - 1}{r - 1} \end{align}
This is exactly the right-hand side of the formula with $n = k+1$. By the principle of induction, the identity holds for every $n \in \mathbb{N}$.
Selected references
	  MIT, F. Gotti. Mathematical Induction

	  University of California, Berkeley, P. Vojta. Three Types of Induction

	  McGill University, J. Labute. Axioms for Set Theory
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Concept
The structure of the entry is shown in the conceptual map, where each branch represents a core component and the sub-nodes highlight the specific notions discussed.
Intermediate
2
Requires
0
Enables
The following concepts, Functions, Sets, are required as prerequisites for this entry.
Introduction
Propositional logic studies the inferential relationships among sentences, focusing on a class of logical operators known as propositional connectives. Inferential relationships are the logical connections that allow the truth of one proposition to be derived from the truth of others: they establish, according to the rules of logic, how the truth of a given proposition can follow necessarily from the truth of further propositions.
These relationships are fundamental in deductive reasoning and in the analysis of logical arguments. Propositional logic determines how the truth values of propositions relate to one another through logical operators, enabling automated reasoning and logical deduction in fields such as computer science, artificial intelligence, and formal verification.
Propositional language
A propositional language $\text{Prop}[P]$ consists of a set of atomic propositions, logical connectives, and formation rules that define the syntax of the language.
	  Atomic propositions are indivisible units of the language, represented by symbols such as $p, q, r$. A propositional language over a set $P$ is denoted as follows:

\text{Prop}[P], \quad P = \{p, q, r\}
	  Logical connectives include: $\neg$, $\wedge$, $\lor$, $\rightarrow$, $\leftrightarrow$, $\oplus$.

	  Propositions built from atomic formulas using logical connectives, according to the formation rules, are called well-formed formulas (WFF).


These three elements constitute the syntax of a propositional language.
Logical connectives
Propositional connectives are logical operators used in propositional logic to combine or modify atomic propositions, determining the truth conditions of the resulting compound proposition. An atomic proposition is a statement that cannot be broken down into simpler parts, such as “it is raining”. The main propositional connectives are the following.
	  $\neg$, negation: inverts the truth value of a proposition. If $p$ is true, then $\neg p$ is false, and conversely.

	  $\wedge$, conjunction: represents the logical AND. A conjunction $p \wedge q$ is true only if both $p$ and $q$ are true.

	  $\lor$, disjunction: represents the logical OR. A disjunction $p \lor q$ is true if at least one of $p$ or $q$ is true.

	  $\rightarrow$, implication: represents “if…then”. An implication $p \rightarrow q$ is false only when $p$ is true and $q$ is false, that is, when a true premise leads to a false conclusion.

	  $\leftrightarrow$, biconditional: represents “if and only if”. A biconditional $p \leftrightarrow q$ is true precisely when $p$ and $q$ share the same truth value, that is, both are true or both are false.

	  $\oplus$, exclusive disjunction (XOR): is true if and only if exactly one of $p$ or $q$ is true.


Example
Consider a propositional language $\text{Prop}[P]$ defined over the following set of atomic propositions:
P = \{p, q\}
	  $p =$ the door is open.
	  $q =$ the window is open.

The following statements can be represented using the atomic propositions $p$ and $q$ together with the logical connectives introduced above.
	  The door is closed, that is, the door is not open: $\quad \neg p$
	  The door and the window are both open: $\quad p \wedge q$
	  If the door is open, then the window is open: $\quad p \rightarrow q$
	  The door is open if and only if the window is open: $\quad p \leftrightarrow q$
	  Either the door is open or the window is open, but not both: $\quad p \oplus q$
	  It is not the case that if the door is open then the window is open: $\quad \neg(p \rightarrow q)$

Formation rules
Formation rules define how atomic propositions and logical connectives can be combined to produce well-formed formulas (WFFs). The rules are the following.
	  If $p$ is an atomic proposition, then $p$ is a WFF.
	  If $p$ is a WFF, then $\neg p$ is a WFF.
	  If $p$ and $q$ are WFFs, then each of $p \wedge q$, $p \lor q$, $p \rightarrow q$, $p \leftrightarrow q$, and $p \oplus q$ is a WFF.

Any formula that cannot be obtained by a finite application of these rules is not considered a well-formed formula of the language.
Semantics
The meaning of the syntactically correct expressions of $\text{Prop}[P]$ is provided by semantics. Defining the interpretation domain of the propositional language is essential to establishing its semantics. This domain comprises the set of objects that denote the possible meanings of the language’s expressions. In propositional logic, the interpretation domain consists of the two Boolean values true and false:
\text{Bool} = \{T, F\}
Given two formulas $p$ and $q$, the truth table illustrating their relationships under the propositional connectives is the following:
\begin{array}{cc|cccccc} p & q & \neg p & p \wedge q & p \lor q & p \rightarrow q & p \leftrightarrow q & p \oplus q \\\\ \hline T & T & F & T & T & T & T & F \\\\ T & F & F & F & T & F & F & T \\\\ F & T & T & F & T & T & F & T \\\\ F & F & T & F & F & T & T & F \\\\ \end{array}
The table covers all possible combinations of truth values for $p$ and $q$, making the effect of each connective explicit. Two notable equivalences that follow directly from the table are worth recording.
	  An implication can be rewritten in disjunctive form as $p \rightarrow q \equiv \neg p \lor q$.
	  A biconditional can be rewritten in disjunctive form as $p \leftrightarrow q \equiv (\neg p \lor q) \land (\neg q \lor p)$.

In both cases, the symbol $\equiv$ denotes logical equivalence.
Interpretations
An interpretation $M$ is a function that assigns a Boolean value to each atomic proposition in $P$:
M : P \rightarrow \{T, F\}
Given a formula $\varphi$ built from the propositions in $P$, the truth value of $\varphi$ under $M$ is determined by the values assigned to its atomic components together with the semantics of the connectives.
	  If $\varphi$ is true under $M$, we write $M \models \varphi$ and say that $M$ is a model of $\varphi$.
	  If $\varphi$ is false under $M$, we write $M \not\models \varphi$ and say that $M$ is a counter-model of $\varphi$.

Consider the following atomic propositions:
	  $p =$ the door is open.
	  $q =$ the window is open.

Let $M$ be the interpretation in which $p$ is true and $q$ is false. We want to verify whether $M$ satisfies the formula $p \rightarrow \neg q$. The relevant portion of the truth table is the following:
\begin{array}{cc|cc} p & q & \neg q & p \rightarrow \neg q \\\\ \hline T & F & T & T \\\\ \end{array}
Under this interpretation, $p$ is true, $q$ is false, and consequently $\neg q$ is true. Since both the premise and the conclusion of the implication are true, the formula $p \rightarrow \neg q$ evaluates to true, and we conclude that $M \models p \rightarrow \neg q$.
Three fundamental classifications of formulas arise from the notion of interpretation.
A formula $\varphi$ is inconsistent if no interpretation satisfies it, that is, if $\varphi$ is false under every possible interpretation:
\forall\, M, \quad M \not\models \varphi
A formula $\varphi$ is satisfiable if at least one interpretation satisfies it, that is, if $\varphi$ is true under some interpretation:
\exists\, M, \quad M \models \varphi
A formula $\varphi$ is a tautology if it is true under every possible interpretation:
\forall\, M, \quad M \models \varphi
Logical consequence
A formula $p$ is a logical consequence of a set of formulas $S$ if and only if every interpretation $M$ that satisfies all formulas in $S$ also satisfies $p$:
S \models p
In other words, $p$ is a logical consequence of $S$ whenever $p$ must be true in every interpretation that makes all formulas in $S$ true simultaneously. Consider the following example. Let:
	  $S = \{A,\, A \rightarrow B\}$
	  $p = B$

We want to verify whether $B$ is a logical consequence of $S$. The truth table for the formulas in $S$ is the following:
\begin{array}{cc|c} A & B & A \rightarrow B \\\\ \hline T & T & T \\\\ T & F & F \\\\ F & T & T \\\\ F & F & T \\\\ \end{array}
The only row in which both $A$ and $A \rightarrow B$ are true is the first, and in that row $B$ is also true. Therefore we conclude that $S \models B$, and $B$ is indeed a logical consequence of $S$.
This form of reasoning, known as modus ponens, is one of the most fundamental inference rules in propositional logic. The concept of logical consequence plays a central role not only in formal logic but also in artificial intelligence: it underpins the validity of arguments, the correctness of automated reasoning, and the reliability of conclusions drawn by AI systems from formalized knowledge.
Inference rules
The notion of logical consequence, introduced in the previous section, establishes when a formula must be true given a set of premises. Inference rules are schematic patterns that license the derivation of a conclusion from one or more premises, provided those premises are true. Each rule is valid in the sense that its conclusion is a logical consequence of its premises. The three most fundamental inference rules of propositional logic are presented below.
Modus ponens states that if $p$ is true and the implication $p \rightarrow q$ is true, then $q$ must be true. In schematic form:
\frac{p \qquad p \rightarrow q}{q}

Modus tollens states that if $q$ is false and the implication $p \rightarrow q$ is true, then $p$ must be false. In schematic form:
\frac{\neg q \qquad p \rightarrow q}{\neg p}

The hypothetical syllogism states that if $p \rightarrow q$ and $q \rightarrow r$ are both true, then $p \rightarrow r$ is also true. In schematic form:
\frac{p \rightarrow q \qquad q \rightarrow r}{p \rightarrow r}
In each schema, the formulas above the horizontal line are the premises and the formula below is the conclusion.
These three rules are not independent of one another. Modus tollens, for instance, can be derived from modus ponens together with the equivalence $(p \rightarrow q) \equiv (\neg q \rightarrow \neg p)$, known as contraposition. The hypothetical syllogism, similarly, follows from two successive applications of modus ponens.

As an illustration, consider the following premises:
	  $p =$ it is raining.
	  $q =$ the ground is wet.
	  $r =$ the match is cancelled.

Suppose we know that $p \rightarrow q$ and $q \rightarrow r$. By the hypothetical syllogism, we may conclude that $p \rightarrow r$. If it is raining, then the match is cancelled. If we further know that $p$ is true, a single application of modus ponens yields $r$: the match is cancelled.
Normal forms
Every propositional formula can be rewritten in a logically equivalent form that follows a regular syntactic structure. The two most important such structures are conjunctive normal form and disjunctive normal form.
	  A literal is either an atomic proposition or its negation. Given an atomic proposition $p$, both $p$ and $\neg p$ are literals.

	  A formula is in conjunctive normal form (CNF) if it is a conjunction of clauses, where each clause is a disjunction of literals:


(l_{1,1} \lor \cdots \lor l_{1,k}) \wedge (l_{2,1} \lor \cdots \lor l_{2,m}) \wedge \cdots
A formula is in disjunctive normal form (DNF) if it is a disjunction of terms, where each term is a conjunction of literals:
(l_{1,1} \wedge \cdots \wedge l_{1,k}) \lor (l_{2,1} \wedge \cdots \wedge l_{2,m}) \lor \cdots
It can be shown that every propositional formula is logically equivalent to some formula in CNF and to some formula in DNF. The conversion can always be carried out by applying the following standard equivalences: double negation elimination, De Morgan’s laws, and the distributivity of $\wedge$ over $\lor$ and of $\lor$ over $\wedge$.
The most widely used equivalences in normal form conversion are the following: $\neg \neg p \equiv p$, $\neg(p \wedge q) \equiv \neg p \lor \neg q$, $\neg(p \lor q) \equiv \neg p \wedge \neg q$, and the distributive laws $p \wedge (q \lor r) \equiv (p \wedge q) \lor (p \wedge r)$ and $p \lor (q \wedge r) \equiv (p \lor q) \wedge (p \lor r).$


As an example, consider the formula $\neg(p \lor q) \rightarrow r$. Using the equivalence $\varphi \rightarrow \psi \equiv \neg \varphi \lor \psi$, the formula can be rewritten as follows:
\neg(p \lor q) \rightarrow r \;\equiv\; \neg\neg(p \lor q) \lor r \;\equiv\; (p \lor q) \lor r
The resulting formula $(p \lor q) \lor r$ is a single clause and is therefore already in conjunctive normal form. The original formula is thus equivalent to the CNF formula $p \lor q \lor r$.
Normal forms play a central role in automated reasoning. Most satisfiability algorithms, including the widely used DPLL procedure, require the input formula to be expressed in CNF.
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Solve the equation:
9x^2 - 5=0

In this case, we have an incomplete quadratic equation, where $b$, the coefficient of the linear term is equal to zero. We can rewrite the equation as:
x^2=\frac{c}{a}

In this case, $a$ the coefficient of the quadratic term $x^2$ and the constant $c$ have different signs, so the equation admits two distinct real solutions:
x_{1,2} = \pm \sqrt{\frac{5}{9}}

Taking the $1/9$ out of the root, we get:
x_{1,2}=\pm \frac{\sqrt{5}}{3}
The solution to the equation is:
x_1 =-\frac{\sqrt{5}}{3} \quad x_2 =\frac{\sqrt{5}}{3}

Remember that the discriminant is crucial in determining the nature and number of solutions of quadratic equations.
	  If $b^2 - 4ac > 0$, the quadratic equation has two distinct real solutions.

S = \{x_1, x_2\} \quad x_1, x_2 \in \mathbb{R} \quad x_1 \neq x_2
	  If $b^2 - 4ac = 0$, the quadratic equation has two coincident real solutions.

S = \{x\} \quad x \in \mathbb{R} \quad x = x_1 = x_2
	  If $b^2 - 4ac = < 0$, the quadratic equation has no real solutions. Instead, it gives rise to complex solutions characterized by imaginary components.

\nexists \hspace{10px} x \in \mathbb{R}
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Solve the quadratic equation:
\frac{1}{2}x^2 + \frac{\sqrt{3}}{2}x + \frac{5}{8}=0

The equation is already reduced to the standard form $ax^2+bx+c= 0$. The coefficients $a$, $b$ and $c$ have as a common multiplier $1/2$. The equation becomes:
\frac{1}{2} \cdot \left( x^2 +\sqrt{3}x+\frac{5}{4} \right) = 0

Multiplying both sides of the equation by 2, we get:
x^2+\sqrt{3}x+\frac{5}{4}=0

The next step involves substituting the coefficients into $a, b, c$ the quadratic formula to solve the equation. This process necessitates careful consideration of the variables and their respective values. Once the coefficients are inserted, the formula for the variable in question can be solved.
x_{1,2} = \frac{{-b \pm \sqrt{{b^2-4ac}}}}{{2a}}

We have:
\begin{align*} x_{1,2} &= \frac{{-(\sqrt{3}) \pm \sqrt{{(\sqrt{3})^2-4(1)(\frac{5}{4})}}}}{{2}}\\[1em] &= \frac{{-\sqrt{3} \pm \sqrt{{3-20}}}}{{2}}\\[1em] &= \frac{{-\sqrt{3} \pm \sqrt{{-17}}}}{{2}}\\\\ \end{align*}
In this case, the discriminant $\Delta = b^2-4ac$ is $-17< 0$ so the equation has no real solutions.

The solution to the equation is:
\nexists \hspace{10px} x \in \mathbb{R}

Remember that the discriminant is crucial in determining the nature and number of solutions of quadratic equations.
	  If $b^2 - 4ac > 0$, the quadratic equation has two distinct real solutions.

S = \{x_1, x_2\} \quad x_1, x_2 \in \mathbb{R} \quad x_1 \neq x_2
	  If $b^2 - 4ac = 0$, the quadratic equation has two coincident real solutions.

S = \{x\} \quad x \in \mathbb{R} \quad x = x_1 = x_2
	  If $b^2 - 4ac = < 0$, the quadratic equation has no real solutions. Instead, it gives rise to complex solutions characterized by imaginary components.

\nexists \hspace{10px} x \in \mathbb{R}


  

    Quadratic Equation A3

Source: algebrica.org - CC BY-NC 4.0
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Fetched from algebrica.org test 3458; source modified 2025-03-06T16:14:07.
Solve the quadratic equation
-7x + 3 = -2x^2

First, we need to rewrite the second-degree equation in its standard form $ax^2+bx+c = 0$. By collecting all terms on the left side of the equal sign, we obtain::
2x^2-7x + 3 = 0

After reducing the equation to its standard form, we can substitute the coefficients $a=2, b=-7, c=3$ into the quadratic formula:
x_{1,2} = \frac{{-b \pm \sqrt{{b^2-4ac}}}}{{2a}}
We obtain:
x_{1,2} = \frac{{-(-7) \pm \sqrt{{(-7)^2-4(2)(3)}}}}{{2(2)}}

In this case, the discriminant $\Delta$ is $\geq 0$ so the equation admits two distinct real solutions.
\begin{align*} x_{1,2} &= \frac{{7 \pm \sqrt{{49-24}}}}{4}\\[0.6em] &= \frac{{7 \pm \sqrt{{25}}}}{4}\\[0.6em] &= \frac{7 \pm 5}{4}\\[0.6em] \end{align*}

Finally, by performing the calculations, we obtain:
x_1=\frac{7 + 5}{4}=\frac{12}{4} = 3
x_2=\frac{7 - 5}{4}=\frac{2}{4} = \frac{1}{2}
The solution to the equation is:
x_1 = 3 \quad \quad x_2=\frac{1}{2}

Remember that the discriminant is crucial in determining the nature and number of solutions of quadratic equations.
	  If $b^2 - 4ac > 0$, the quadratic equation has two distinct real solutions.

S = \{x_1, x_2\} \quad x_1, x_2 \in \mathbb{R} \quad x_1 \neq x_2
	  If $b^2 - 4ac = 0$, the quadratic equation has two coincident real solutions.

S = \{x\} \quad x \in \mathbb{R} \quad x = x_1 = x_2
	  If $b^2 - 4ac = < 0$, the quadratic equation has no real solutions. Instead, it gives rise to complex solutions characterized by imaginary components.

\nexists \hspace{10px} x \in \mathbb{R}


  

    Quadratic Equation A4

Source: algebrica.org - CC BY-NC 4.0
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Fetched from algebrica.org test 3464; source modified 2025-03-06T16:13:44.
Solve the quadratic equation:
x^2-5x-14 = 0

The equation is already reduced to the standard form $ax^2+bx+c= 0$. We can substitute the coefficients $a=1, b=-5, c=-14$ into the quadratic formula:
x_{1,2} = \frac{{-b \pm \sqrt{{b^2-4ac}}}}{{2a}}
We obtain:
x_{1,2} = \frac{{-(-5) \pm \sqrt{{(-5)^2-4(1)(-14)}}}}{{2(1)}}

In this case, the discriminant $\Delta$ is $\geq 0$ so the equation admits two distinct real solutions.
\begin{align*} x_{1,2} &= \frac{{5 \pm \sqrt{{25+56}}}}{2}\\[0.6em] &= \frac{{5 \pm \sqrt{{81}}}}{2}\\\\ \end{align*}

Finally, by performing the calculations, we obtain:
x_1 = \frac{5+ 9}{2} = \frac{14}{2} = 7
x_2=\frac{5-9}{2} = -\frac{4}{2} = -2
The solution to the equation is:
x =7 \quad \quad x=-2

Remember that the discriminant is crucial in determining the nature and number of solutions of quadratic equations.
	  If $b^2 - 4ac > 0$, the quadratic equation has two distinct real solutions.

S = \{x_1, x_2\} \quad x_1, x_2 \in \mathbb{R} \quad x_1 \neq x_2
	  If $b^2 - 4ac = 0$, the quadratic equation has two coincident real solutions.

S = \{x\} \quad x \in \mathbb{R} \quad x = x_1 = x_2
	  If $b^2 - 4ac = < 0$, the quadratic equation has no real solutions. Instead, it gives rise to complex solutions characterized by imaginary components.

\nexists \hspace{10px} x \in \mathbb{R}


  

    Quadratic Equation A5
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Solve the quadratic equation:
2x^2 + 10x + 11 = 0

The equation is already reduced to the standard form $ax^2+bx+c= 0$. We can substitute the coefficients $a=2, b=10, c=11$ into the quadratic formula:
x_{1,2} = \frac{{-b \pm \sqrt{{b^2-4ac}}}}{{2a}}
We obtain:
x_{1,2} = \frac{{-10 \pm \sqrt{{10^2-4(2)(11)}}}}{{2(2)}}

In this case, the discriminant $\Delta$ is $\geq 0$ so the equation admits two distinct real solutions.
\begin{align*} x_{1,2} &= \frac{{-10 \pm \sqrt{{100 - 88}}}}{4}\\[0.6em] &= \frac{{-10 \pm \sqrt{{12}}}}{4}\\[0.6em] &= \frac{{-10 \pm \sqrt{{3 \cdot 2^2}}}}{4}\\[0.6em] &= \frac{{-10 \pm 2 \sqrt{{3}}}}{4}\\\\ \end{align*}

Finally, by performing the calculations, we obtain:
x_{1,2} = \frac{-5 \pm \sqrt{3}}{2}
The solution to the equation is:
x_1=\frac{-5 + \sqrt{3}}{2} \quad x_2=\frac{-5 - \sqrt{3}}{2}

Remember that the discriminant is crucial in determining the nature and number of solutions of quadratic equations.
	  If $b^2 - 4ac > 0$, the quadratic equation has two distinct real solutions.

S = \{x_1, x_2\} \quad x_1, x_2 \in \mathbb{R} \quad x_1 \neq x_2
	  If $b^2 - 4ac = 0$, the quadratic equation has two coincident real solutions.

S = \{x\} \quad x \in \mathbb{R} \quad x = x_1 = x_2
	  If $b^2 - 4ac = < 0$, the quadratic equation has no real solutions. Instead, it gives rise to complex solutions characterized by imaginary components.

\nexists \hspace{10px} x \in \mathbb{R}


  

    Quadratic Equation A6

Source: algebrica.org - CC BY-NC 4.0
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Solve the quadratic equation:
(x - 4)^2 - 9 = 0

The term, $(x - 4)^2$, represents the square of a binomial of the form $(a-b)^2$ and can be expanded as $a^2-2ab+b^2$. Thus, the given equation can be rewritten as:
(x^2 - 8x+16)-9 = 0

After performing the necessary calculations, the equation can be written in the following form:
x^2 - 8x+7 = 0

We can substitute the coefficients $a= 1, b=-8, c=7$ into the quadratic formula:
x_{1,2} = \frac{{-b \pm \sqrt{{b^2 - 4ac}}}}{{2a}}
We obtain:
x_{1,2} = \frac{{-(-8) \pm \sqrt{{(-8)^2 - 4(1)(7)}}}}{{2(1)}}

In this case, the discriminant $\Delta$ is $\geq 0$ so the equation admits two distinct real solutions.
\begin{align*} x_{1,2} &= \frac{{8 \pm \sqrt{{64 - 28}}}}{2}\\[0.6em] &= \frac{{8 \pm \sqrt{{36}}}}{2} \end{align*}

Finally, by performing the calculations, we obtain:
x_1 = \frac{8 - 6}{2} = \frac{2}{2} = 1
x_2 = \frac{8 + 6}{2} = \frac{14}{2} = 7
The solution to the equation is:
x_1 =1 \quad x_2=7

Remember that the discriminant is crucial in determining the nature and number of solutions of quadratic equations.
	  If $b^2 - 4ac > 0$, the quadratic equation has two distinct real solutions.

S = \{x_1, x_2\} \quad x_1, x_2 \in \mathbb{R} \quad x_1 \neq x_2
	  If $b^2 - 4ac = 0$, the quadratic equation has two coincident real solutions.

S = \{x\} \quad x \in \mathbb{R} \quad x = x_1 = x_2
	  If $b^2 - 4ac = < 0$, the quadratic equation has no real solutions. Instead, it gives rise to complex solutions characterized by imaginary components.

\nexists \hspace{10px} x \in \mathbb{R}


  

    Quadratic Equation A7
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Solve the quadratic equation:
(4x + 8)\left(\frac{1}{2}x - 6\right) = 0

We can use the distributive property to expand the equation and obtain the following:
\begin{align*} \frac{4}{2}x^2 -24x + \frac{8}{2}x-48 = 0 \\[0.6em] 2x^2 - 24x +4x-48 = 0 \\[1em] 2x^2 - 20x-48 = 0 \end{align*}

The coefficients $a, b$ and $c$ have $2$ as common multiplier. We can factor out the number and obtain:
x^2 - 10x - 24 = 0

The equation is now reduced to the standard form $ax^2+bx+c= 0$. We can substitute the coefficients $a=2, b=20, c=48$ into the quadratic formula:
x_{1,2} = \frac{{-b \pm \sqrt{{b^2 - 4ac}}}}{{2a}}
We obtain:
x_{1,2}= \frac{{-(-10) \pm \sqrt{{(-10)^2-4(1)(-24)}}}}{{2(1)}}

In this case, the discriminant $\Delta$ is $\geq 0$ so the equation admits two distinct real solutions.
\begin{align*} x_{1,2} &= \frac{{10 \pm \sqrt{{100 + 96}}}}{2}\\[1em] x_{1,2} &= \frac{{10 \pm \sqrt{{196}}}}{2} \end{align*}

Finally, by performing the calculations, we obtain:
x_1 = \frac{{10 + 14}}{2} = 12
x_2 = \frac{{10 - 14}}{2} = -2
The solution to the equation is:
x =12 \quad \quad x =-2

Remember that the discriminant is crucial in determining the nature and number of solutions of quadratic equations.
	  If $b^2 - 4ac > 0$, the quadratic equation has two distinct real solutions.

S = \{x_1, x_2\} \quad x_1, x_2 \in \mathbb{R} \quad x_1 \neq x_2
	  If $b^2 - 4ac = 0$, the quadratic equation has two coincident real solutions.

S = \{x\} \quad x \in \mathbb{R} \quad x = x_1 = x_2
	  If $b^2 - 4ac = < 0$, the quadratic equation has no real solutions. Instead, it gives rise to complex solutions characterized by imaginary components.

\nexists \hspace{10px} x \in \mathbb{R}


  

    Quadratic Equation A8
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Solve the quadratic equation:
x^2 + 0.4x - 0.16 = 0

To solve the equation, we can get rid of the decimals by multiplying every coefficient by 100, obtaining:
100x^2 + 40x - 16 = 0

The equation is already reduced to the standard form $ax^2+bx+c= 0$. We can substitute the coefficients $a=2, b=10, c=11$ into the quadratic formula:
x_{1,2} = \frac{{-b \pm \sqrt{{b^2 - 4ac}}}}{{2a}}
We obtain:
\begin{align*} x_{1,2} &= \frac{-40 \pm \sqrt{40^2-4(100)(-16)}}{2(100)}\\[0.8em] &= \frac{-40 \pm \sqrt{1600+6400}}{200} \end{align*}

In this case, the discriminant $\Delta$ is $\geq 0$ so the equation admits two distinct real solutions. by performing the calculations we have:
\begin{align*} x_{1,2} &= \frac{{-40\pm \sqrt{{8000}}}}{200}\\[0.8em] &= \frac{{-40\pm \sqrt{{1600 \times 5}}}}{200}\\[0.8em] &= \frac{{-40\pm \sqrt{{40^2 \times 5}}}}{200}\\[0.8em] &= \frac{{-40\pm 40\sqrt{{5}}}}{200}\\[0.8em] &= \frac{{-1 \pm \sqrt{{5}}}}{5} \end{align*}

Finally, we obtain:
x_1 = \frac{{-1 + \sqrt{{5}}}}{5}
x_2= \frac{{-1-\sqrt{{5}}}}{5}
The solution to the equation is:
x = \frac{{-1+\sqrt{{5}}}}{5} \quad x = \frac{{-1-\sqrt{{5}}}}{5}

Remember that the discriminant is crucial in determining the nature and number of solutions of quadratic equations.
	  If $b^2 - 4ac > 0$, the quadratic equation has two distinct real solutions.

S = \{x_1, x_2\} \quad x_1, x_2 \in \mathbb{R} \quad x_1 \neq x_2
	  If $b^2 - 4ac = 0$, the quadratic equation has two coincident real solutions.

S = \{x\} \quad x \in \mathbb{R} \quad x = x_1 = x_2
	  If $b^2 - 4ac = < 0$, the quadratic equation has no real solutions. Instead, it gives rise to complex solutions characterized by imaginary components.

\nexists \hspace{10px} x \in \mathbb{R}
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Solve the quadratic equation:
7x^2+x+5=0

The equation is already reduced to the standard form $ax^2+bx+c= 0$. We can substitute the coefficients $a=2, b=10, c=11$ into the quadratic formula:
x_{1,2} = \frac{{-b \pm \sqrt{{b^2 - 4ac}}}}{{2a}}
We obtain:
\begin{align*} x_{1,2} &= \frac{{-(1) \pm \sqrt{{(1)^2 - 4(7)(5)}}}}{{2(7)}}\\[0.8em] &= \frac{{-1 \pm \sqrt{{1 - 140)}}}}{{14}}\\[0.8em] &= \frac{{-1 \pm \sqrt{{-139}}}}{{14}}\\\\ \end{align*}

In this case, the discriminant $\Delta$ is $\leq 0$ which means the equation has no real solutions.
The solution to the equation is:
\nexists \hspace{10px} x \in \mathbb{R}

Remember that the discriminant is crucial in determining the nature and number of solutions of quadratic equations.
	  If $b^2 - 4ac > 0$, the quadratic equation has two distinct real solutions.

S = \{x_1, x_2\} \quad x_1, x_2 \in \mathbb{R} \quad x_1 \neq x_2
	  If $b^2 - 4ac = 0$, the quadratic equation has two coincident real solutions.

S = \{x\} \quad x \in \mathbb{R} \quad x = x_1 = x_2
	  If $b^2 - 4ac = < 0$, the quadratic equation has no real solutions. Instead, it gives rise to complex solutions characterized by imaginary components.

\nexists \hspace{10px} x \in \mathbb{R}
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Solve the quadratic equations using the factorization method.
x^2-5x + 6 = 0

The equations is in the standard form $ax^2+bx+c=0$. First, it is essential to verify the its discriminant $\Delta = b^2 - 4ac$ is $\geq0$ to ensure the equation admits solutions in the field of real numbers. Substituting the coefficients of the equation into $\Delta$, we get:
\Delta =(-5)^2-4(1)(6) = 1 \gt 0
$\Delta \gt 0$ means the equation has real solutions.

To find the equation’s solutions using the factorization method, we must find two numbers whose sum equals $b$, or $-5$ in this case, and whose product is equal to $a \cdot c$, or $6$. It is immediate to see that the polynomial $x^2-5x + 6$ is factorizable as the product of two binomials $(x-2)$ and $(x-3)$.
We obtain:
x^2 - 5x + 6 = (x-2)(x-3) = 0

The values of $x$ that make the product null of $(x-2)(x-3)$ are $x=2$ and $x=3$.
The solution to the equation is:
x_1= 2, \\ x_2 =3
Remember that the discriminant is crucial in determining the nature and number of solutions of quadratic equations.
	  If $b^2 - 4ac > 0$, the quadratic equation has two distinct real solutions.

S = \{x_1, x_2\} \quad x_1, x_2 \in \mathbb{R} \quad x_1 \neq x_2
	  If $b^2 - 4ac = 0$, the quadratic equation has two coincident real solutions.

S = \{x\} \quad x \in \mathbb{R} \quad x = x_1 = x_2
	  If $b^2 - 4ac = < 0$, the quadratic equation has no real solutions. Instead, it gives rise to complex solutions characterized by imaginary components.

\nexists \hspace{10px} x \in \mathbb{R}
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Solve the quadratic equations using the factorization method.
12x^2 +17x - 5 = 0

The equations is in the standard form $ax^2+bx+c=0$. It is essential to verify the its discriminant $\Delta = b^2 - 4ac$ is $\geq0$ to ensure the equation admits solutions in the field of real numbers. Substituting the coefficients of the equation into $\Delta$, we get:
\Delta = (17)^2 - 4(12)(-5) = 529 \geq 0
$\Delta \gt 0$ means the equation has real solutions.

Now, we need to factorize the polynomial. We must find two numbers, $r_1, r_2$ whose sum $S = r_1 + r_2$ equals $b = 17$ and whose product $P = r_1 \cdot r_2$ equals $a \cdot c = 12 \cdot -5= -60$. We can use this simple table to find the numbers that satisfy our constraints. $-60$ can be factored into 20 and - 3 and that the sum of the two numbers gives 17.

The equations becomes:
12x^2 +20x -3x - 5 = 0
Factoring the common terms, we get: \begin{align*} & 12x^2 -3x +20x- 5 = 0 \[0.6em] & 3x(4x-1) + 5(4x-1) = 0 \[0.6em] & (3x + 5)(4x-1) = 0 \end{align*}
The solutions are the values of $x$ for which $3x + 5 = 0$ and $4x-1 = 0$
3x + 5 = 0 \to 3x=-5 \to x = -\frac{5}{3}
4x-1 = 0 \to 4x=1 \to x = \frac{1}{4}
The solution to the equation is:
x = -\frac{5}{3} \quad \quad x = \frac{1}{4}
Remember that the discriminant is crucial in determining the nature and number of solutions of quadratic equations.
	  If $b^2 - 4ac > 0$, the quadratic equation has two distinct real solutions.

S = \{x_1, x_2\} \quad x_1, x_2 \in \mathbb{R} \quad x_1 \neq x_2
	  If $b^2 - 4ac = 0$, the quadratic equation has two coincident real solutions.

S = \{x\} \quad x \in \mathbb{R} \quad x = x_1 = x_2
	  If $b^2 - 4ac = < 0$, the quadratic equation has no real solutions. Instead, it gives rise to complex solutions characterized by imaginary components.

\nexists \hspace{10px} x \in \mathbb{R}
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Solve the quadratic equations using the factorization method.
2x^2-7x+3=0

The equations is in the standard form $ax^2+bx+c=0$. First, it is essential to verify the its discriminant $\Delta = b^2 - 4ac$ is $\geq0 \quad$ to ensure the equation admits solutions in the field of real numbers. Substituting the coefficients of the equation into $\Delta$, we get:
\Delta =(-7)^2 - 4(2)(3) = 49-24 = 25 \gt 0
$\Delta \gt 0$ means the equation has real solutions.

Now, we need to factorize the polynomial. We must find two numbers, $r_1, r_2$ whose sum $S = r_1 + r_2$ equals $b = -7$ and whose product $P= r_1 \cdot r_2$ equals $a \cdot c = 6$. We can use this simple table to find the numbers that satisfy our constraints.
\begin{array}{rrrr} & r_1 & r_2 & P & S \\\\ \hline & 1 & 6 & 6 & 7 \\\\ & -1 & -6 & 6 & -7 \\\\ & 2 & 3 & 6 & 5 \\\\ & -2 & -3 & 6 & -5 \\\\ \end{array}
The numbers $r_1, r_2$ satisfying the constraint are $-1$ and $-6$ (row 2). We can rewrite the polynomial as $ax^2+r_{1}x+r_{2}x+c$.

The equation becomes:
2x^2-x-6x+3=0
Factoring common terms, we get:
\begin{align*} x(2x-1)-3(2x-1) & = 0 \\[0.6em] (2x-1)(x-3) & = 0 \end{align*}
The solutions are the values of $x$ for which $2x-1 = 0$ and $x-3 = 0$.
2x-1=0 \to x = \frac{1}{2}
x-3=0 \to x=3
The solution to the equation is:
x = \frac{1}{2} \quad \quad x = 3
Remember that the discriminant is crucial in determining the nature and number of solutions of quadratic equations.
	  If $b^2 - 4ac > 0$, the quadratic equation has two distinct real solutions.

S = \{x_1, x_2\} \quad x_1, x_2 \in \mathbb{R} \quad x_1 \neq x_2
	  If $b^2 - 4ac = 0$, the quadratic equation has two coincident real solutions.

S = \{x\} \quad x \in \mathbb{R} \quad x = x_1 = x_2
	  If $b^2 - 4ac = < 0$, the quadratic equation has no real solutions. Instead, it gives rise to complex solutions characterized by imaginary components.

\nexists \hspace{10px} x \in \mathbb{R}
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Solve the quadratic equations using the factorization method.
3x^2-4x-15=0

The equations is in the standard form $ax^2+bx+c=0$. First, it is essential to verify the its discriminant $\Delta = b^2 - 4ac$ is $\geq0 \quad$ to ensure the equation admits solutions in the field of real numbers. Substituting the coefficients of the equation into $\Delta$, we get:
\Delta = (-4)^2 - 4(3)(-15) = 16 + 180 = 196 \gt 0
$\Delta \gt 0$ means the equation has real solutions.

Now, we need to factorize the [polynomial]…/…/polynomials/). We must find two numbers, $r_1, r_2$ whose sum $S = r_1 + r_2$ equals $b = -4$ and whose product $P= r_1 \cdot r_2$ equals $a \cdot c = 3 \cdot -15 = -45$. We can use this simple table to find the numbers that satisfy our constraints.
\begin{array}{rrrr} & r_1 & r_2 & P & S \\\\ \hline & 5 & - 9 & -45 & -4 \\\\ & -5 & 9 & -45 & 4\\\\ \end{array}
	  The numbers $r_1, r_2$ satisfying the constraint are 5 and -9 (row 1).We can rewrite the polynomial as $ax^2 + r_{1}x + r_{2}x + c$.


The equation becomes:
3x^2 -9x + 5x - 15 = 0
Factoring common terms, we get:
\begin{align*} 3x(x-3)+5(x-3) & = 0\\[0.6em] (3x+5)(x-3) & = 0 \end{align*}
The solutions are the values of $x$ for which $3x+5 = 0$ and $x-3 = 0$.
3x+5 = 0 \to 3x=-5 \to x = -\frac{5}{3}
x-3 = 0 \to x=3
The solution to the equation is:
x = -\frac{5}{3} \quad\quad x = 3
Remember that the discriminant is crucial in determining the nature and number of solutions of quadratic equations.
	  If $b^2 - 4ac > 0$, the quadratic equation has two distinct real solutions.

S = \{x_1, x_2\} \quad x_1, x_2 \in \mathbb{R} \quad x_1 \neq x_2
	  If $b^2 - 4ac = 0$, the quadratic equation has two coincident real solutions.

S = \{x\} \quad x \in \mathbb{R} \quad x = x_1 = x_2
	  If $b^2 - 4ac = < 0$, the quadratic equation has no real solutions. Instead, it gives rise to complex solutions characterized by imaginary components.

\nexists \hspace{10px} x \in \mathbb{R}
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Solve the quadratic equations using the factorization method.
x^2-5x-14 = 0

The equations is in the standard form $ax^2+bx+c=0$. First, it is essential to verify the its discriminant $\Delta = b^2 - 4ac$ is $\geq0 \quad$ to ensure the equation admits solutions in the field of real numbers. Substituting the coefficients of the equation into $\Delta$, we get:
\Delta = (-5)^2-4(1)(-14) = 25 + 56 = 81 \gt 0
$\Delta \gt 0$ means the equation has real solutions.

Now, we need to factorize the polynomial. We must find two numbers, $r_1, r_2$ whose sum $S = r_1 + r_2$ equals $b = -5$ and whose product $P = r_1 \cdot r_2$ equals $a \cdot c = 1 \cdot -14 = -14$. We can use this simple table to find the numbers that satisfy our constraints.
\begin{array}{rrrr} & r_1 & r_2 & P & S \\\\ \hline & 2 & - 7 & -14 & -5 \\\\ & -2 & 7 & -14 & 5\\\\ \end{array}
The numbers $r_1, r_2$ satisfying the constraint are 2 and -7 (row 1). Then we need to rewrite the polynomial as $ax^2 + r_{1}x + r_{2}x + c$. The equation becomes:
x^2+2x-7x-14 = 0

The equation becomes:
3x^2 -9x + 5x-15 = 0
Factoring common terms, we get:
\begin{align*} x(x+2)-7(x+2) &= 0 \\[0.6em] (x+2)(x-7) & = 0 \end{align*}
The solutions are the values of $x$ for which $x+2 = 0$ and $x-7 = 0$.
x+2 = 0 \to x=-2
x-7 = 0 \to x=7
The solution to the equation is:
x_1=-2, \\ x_2=7
Remember that the discriminant is crucial in determining the nature and number of solutions of quadratic equations.
	  If $b^2 - 4ac > 0$, the quadratic equation has two distinct real solutions.

S = \{x_1, x_2\} \quad x_1, x_2 \in \mathbb{R} \quad x_1 \neq x_2
	  If $b^2 - 4ac = 0$, the quadratic equation has two coincident real solutions.

S = \{x\} \quad x \in \mathbb{R} \quad x = x_1 = x_2
	  If $b^2 - 4ac = < 0$, the quadratic equation has no real solutions. Instead, it gives rise to complex solutions characterized by imaginary components.

\nexists \hspace{10px} x \in \mathbb{R}
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Solve the quadratic equations using the factorization method.
x^2 + 8x + 15 = 0

The equations is in the standard form $ax^2+bx+c=0$. First, it is essential to verify the its discriminant $\Delta = b^2 - 4ac$ is $\geq0$ to ensure the equation admits solutions in the field of real numbers. Substituting the coefficients of the equation into $\Delta$, we get:
\Delta = (8)^2 - 4(1)(15) = 64 - 60 = 4 \gt 0
$\Delta \gt 0$ means the equation has real solutions.

Now, we need to factorize the polynomial. We must find two numbers, $r_1, r_2$ whose sum $S = r_1 + r_2$ equals $b = 8$ and whose product $P = r_1 \cdot r_2$ equals $a \cdot c = 1 \cdot 15 = 15$. We can use this simple table to find the numbers that satisfy our constraints.
\begin{array}{rrrr} & r_1 & r_2 & P & S \\\\ \hline & 3 & 5 & 15 & 8 \\\\ & -3 & -5 & 15 & -8\\\\ \end{array}
The numbers $r_1, r_2$ satisfying the constraint are 3 and 5. Then we need to rewrite the polynomial as $ax^2 + r_{1}x + r_{2}x + c$.

The equation becomes:
x^2 + 3x + 5x + 15 = 0
Factoring common terms, we get:
\begin{align*} & x(x+3)+5(x+3) = 0 \\[0.6em] & (x+3)(x+5) = 0 \end{align*}
The solutions are the values of $x$ for which $x+3= 0$ and $x+5 = 0$.
x+3= 0 \to x = -3
x+5= 0 \to x = -5
The solution to the equation is:
x_1=-3, \\ x_2=-5
Remember that the discriminant is crucial in determining the nature and number of solutions of quadratic equations.
	  If $b^2 - 4ac > 0$, the quadratic equation has two distinct real solutions.

S = \{x_1, x_2\} \quad x_1, x_2 \in \mathbb{R} \quad x_1 \neq x_2
	  If $b^2 - 4ac = 0$, the quadratic equation has two coincident real solutions.

S = \{x\} \quad x \in \mathbb{R} \quad x = x_1 = x_2
	  If $b^2 - 4ac = < 0$, the quadratic equation has no real solutions. Instead, it gives rise to complex solutions characterized by imaginary components.

\nexists \hspace{10px} x \in \mathbb{R}
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Solve the quadratic equations using the factorization method.
3x^2-9x -72 = -x^2-9x+9

As the first step, we need to convert the equation into its standard form. Thus, we get:
\begin{align*} & 3x^2-9x -72+x^2+9x-9= 0 \\[0.6em] & 3x^2+x^2-9x+9x-72-9 = 0 \\[0.6em] & 4x^2-81 =0 \end{align*}

The left member of the equation, $4x^2-81$, is a notable product, given by the difference of two squares. A difference of two squares $a^2-b^2$ can be factorised as $(a+b)(a-b)$.
In this case we have $(2x)^2$ and $9^2$.

The equation becomes:
(2x+9)(2x-9)=0
The solutions are the values of $x$ for which $2x+9= 0$ and $2x-9 = 0$.
2x+9 = 0 \to 2x=-9 \to x = -\frac{9}{2}
2x-9 = 0 \to 2x=9 \to x = \frac{9}{2}
The solution to the equation is:
x = -\frac{\displaystyle 9}{\displaystyle 2}, \quad x = \frac{\displaystyle 9}{\displaystyle 2}
Flashcard
Knowing notable products is essential for solving mathematical problems like equations, and memorizing them helps achieve accurate results efficiently and simplifies complex tasks.
(a+b)^2 = a^2+2ab+b^2
(a-b)^2 = a^2-2ab+b^2
a^2-b^2=(a+b)(a-b)
(a+b)^3 = a^3+3a^2b+3ab^2+b^3
(a-b)^3 = a^3-3a^2b+3ab^2-b^3
a^3+b^3 = (a+b)(a^2-ab+b^2)
a^3-b^3 = (a-b)(a^2+ab+b^2)
a^n + b^n = (a + b)(a^{n-1} - a^{n-2}b + a^{n-3}b^2 - \ldots - ab^{n-2} + b^{n-1})
a^n + a^n = 2a^n
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Solve the quadratic equations using the factorization method.
(4x + 8)\left(\frac{1}{2}x-6\right) = 0

Expanding the equation using the distributive property, we get:
\begin{align*} & \frac{4}{2}x^2-24x + \frac{8}{2}x-48 = 0 \\[0.6em] &2x^2-24x + 4x - 48 = 0\\[1em] &2x^2-20x-48 = 0 \end{align*}
The coefficients $a, b$ and $c$ have 2 as common multiplier. We can simplify the equation which is now brought into the standard form of a quadratic equation:
x^2-10x-24 = 0

The equations is in the standard form $ax^2+bx+c=0$. It is essential to verify the its discriminant $\Delta = b^2 - 4ac$ is $\geq0$ to ensure the equation admits solutions in the field of real numbers. Substituting the coefficients of the equation into $\Delta$, we get:
\Delta = (-10)^2 - 4(1)(-26) = 100 + 96 = 196 \geq 0
$\Delta \gt 0$ means the equation has real solutions.

Now, we need to factorize the polynomial. We must find two numbers, $r_1, r_2$ whose sum $S = r_1 + r_2$ equals $b = -10$ and whose product $P = r_1 \cdot r_2$ equals $a \cdot c = 1 \cdot -24 = -24$. We can use this simple table to find the numbers that satisfy our constraints.
\begin{array}{rrrr} & r_1 & r_2 & P & S \\\\ \hline & 2 & - 12 & -24 & -10 \\\\ & -2 & +12 & -24 & 10\\\\ \end{array}
The numbers $r_1, r_2$ satisfying the constraint are $2$ and $-12$ (row 1). Then we need to rewrite the polynomial as $ax^2 + r_{1}x + r_{2}x + c$.

The equation becomes:
x^2+2x-12x-24 = 0
Factoring common terms, we get:
\begin{align*} &x(x+2)-12(x+2) = 0 \\[0.6em] &(x+2)(x-12) = 0 \end{align*}
The solutions are the values of $x$ for which $x-2= 0$ and $x-12 = 0$.
x -2 = 0 \to x=-2
x -12 = 0 \to x=12
The solution to the equation is:
The solution to the equation is:
x_=-2 \quad \quad x_1 =12
Remember that the discriminant is crucial in determining the nature and number of solutions of quadratic equations.
	  If $b^2 - 4ac > 0$, the quadratic equation has two distinct real solutions.

S = \{x_1, x_2\} \quad x_1, x_2 \in \mathbb{R} \quad x_1 \neq x_2
	  If $b^2 - 4ac = 0$, the quadratic equation has two coincident real solutions.

S = \{x\} \quad x \in \mathbb{R} \quad x = x_1 = x_2
	  If $b^2 - 4ac = < 0$, the quadratic equation has no real solutions. Instead, it gives rise to complex solutions characterized by imaginary components.

\nexists \hspace{10px} x \in \mathbb{R}
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Solve the quadratic equations using the factorization method.
3x^2+25x-18 = 0

The equations is in the standard form $ax^2+bx+c=0$. It is essential to verify the its discriminant $\Delta = b^2 - 4ac$ is $\geq0$ to ensure the equation admits solutions in the field of real numbers. Substituting the coefficients of the equation into $\Delta$, we get:
\Delta = (25)^2 - 4(3)(-18) = 625 + 216 = 841 \gt 0
$\Delta \gt 0$ means the equation has real solutions.

Now, we need to factorize the polynomial. We must find two numbers, $r_1, r_2$ whose sum $S = r_1 + r_2$ equals $b = 25$ and whose product $P = r_1 \cdot r_2$ equals $a \cdot c = 3 \cdot -18 = -54$. We can use this simple table to find the numbers that satisfy our constraints.
\begin{array}{rrrr} & r_1 & r_2 & P & S \\\\ \hline & 2 & - 27 & -54 & -25 \\\\ & -2 & 27 & -54 & 25\\\\ \end{array}
The numbers $r_1, r_2$ satisfying the constraint are $-2$ and $27$ (row 1). Then we need to rewrite the polynomial as $ax^2 + r_{1}x + r_{2}x + c$.

The equation becomes:
3x^2-2x+27x-18 = 0
Factoring common terms, we get:
\begin{align*} x(3x-2)+9(3x-2) &= 0 \\\\ (3x-2)(x+9) &= 0 \end{align*}
The solutions are the values of $x$ for which $3x-2= 0$ and $x+9 = 0$.
3x-2 = 0 \to 3x=2 \to x = \frac{2}{3}
x + 9 = 0 \to x = -9
The solution to the equation is:
The solution to the equation is:
x_1 =\frac{2}{3} \quad \quad x_2=-9
Remember that the discriminant is crucial in determining the nature and number of solutions of quadratic equations.
	  If $b^2 - 4ac > 0$, the quadratic equation has two distinct real solutions.

S = \{x_1, x_2\} \quad x_1, x_2 \in \mathbb{R} \quad x_1 \neq x_2
	  If $b^2 - 4ac = 0$, the quadratic equation has two coincident real solutions.

S = \{x\} \quad x \in \mathbb{R} \quad x = x_1 = x_2
	  If $b^2 - 4ac = < 0$, the quadratic equation has no real solutions. Instead, it gives rise to complex solutions characterized by imaginary components.

\nexists \hspace{10px} x \in \mathbb{R}
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Solve the quadratic equations using the factorization method.
\sqrt{2}x^2 +7x +5\sqrt{2} = 0

The equations is in the standard form $ax^2+bx+c=0$. It is essential to verify the its discriminant $\Delta = b^2 - 4ac$ is $\geq0$ to ensure the equation admits solutions in the field of real numbers. Substituting the coefficients of the equation into $\Delta$, we get:
\Delta = (7)^2 - 4(\sqrt{2})(5) = 49 + 20\sqrt{2} \geq 0
$\Delta \gt 0$ means the equation has real solutions.

Now, we need to factorize the polynomial. We must find two numbers, $r_1, r_2$ whose sum $S = r_1 + r_2$ equals $b = 7$ and whose product $P = r_1 \cdot r_2$ equals $a \cdot c = \sqrt{2} \cdot 5\sqrt{2}= 10$. We can use this simple table to find the numbers that satisfy our constraints.
\begin{array}{rrrr} & r_1 & r_2 & P & S \\\\ \hline & 2 & 5 & 10 & 7 \\\\ & -2 & -5 & 10 & -7\\\\ \end{array}
The numbers $r_1, r_2$ satisfying the constraint are 2 and 5. Then we need to rewrite the polynomial as $ax^2 + r_{1}x + r_{2}x + c$.

The equation becomes:
\sqrt{2}x^2+2x++5x+5\sqrt{2} = 0
Factoring common terms, we get:
\begin{align*} & \sqrt{2}x^2+2x+5(x+\sqrt{2}) = 0 \\[1em] & \sqrt{2}x^2+\sqrt{2}\cdot\sqrt{2}x^2x+5(x+\sqrt{2}) = 0 \\[1em] & \sqrt{2}x(x+\sqrt{2})+5(x+\sqrt{2}) = 0 \\[1em] & (\sqrt{2}x+5)(x+\sqrt{2}) = 0 \end{align*}
The solutions are the values of $x$ for which $\sqrt{2}x+5 = 0$ and $x+\sqrt{2} = 0$.
\sqrt{2}x+5 = 0 \to \sqrt{2}x+5 \to \sqrt{2}x = -5 \to x = -\frac{5}{\sqrt{2}}
x+\sqrt{2} = 0 \to x=-\sqrt{2}
The solution to the equation is:
The solution to the equation is:
x=-\frac{5}{\sqrt{2}} \quad\quad x=-\sqrt{2}
Remember that the discriminant is crucial in determining the nature and number of solutions of quadratic equations.
	  If $b^2 - 4ac > 0$, the quadratic equation has two distinct real solutions.

S = \{x_1, x_2\} \quad x_1, x_2 \in \mathbb{R} \quad x_1 \neq x_2
	  If $b^2 - 4ac = 0$, the quadratic equation has two coincident real solutions.

S = \{x\} \quad x \in \mathbb{R} \quad x = x_1 = x_2
	  If $b^2 - 4ac = < 0$, the quadratic equation has no real solutions. Instead, it gives rise to complex solutions characterized by imaginary components.

\nexists \hspace{10px} x \in \mathbb{R}
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Exercise
Solve the quadratic equation:
x^2 = 5x-6

First, we need to rewrite the second-degree equation in its standard form $ax^2+bx+c = 0$. By collecting all terms on the left side of the equal sign, we obtain::
x^2-5x+6 = 0

After reducing the equation to its standard form, we can substitute the coefficients $a=1, b=-5, c=6$ into the quadratic formula:
x_{1,2} = \frac{{-b \pm \sqrt{{b^2-4ac}}}}{{2a}}
We obtain:
x_{1,2}= \frac{{-(-5) \pm \sqrt{{(-5)^2-4(1)(6)}}}}{{2(1)}}

In this case, the discriminant $\Delta$ is $\geq 0$ so the equation admits two distinct real solutions. \begin{align*} x_{1,2} &= \frac{{5 \pm \sqrt{{25 - 24}}}}{2}\\ x_{1,2} &= \frac{{5 \pm 1 }}{2} \end{align*}
Remember that the discriminant is crucial in determining the nature and number of solutions of quadratic equations.
	  If $b^2 - 4ac > 0$, the quadratic equation has two distinct real solutions.

S = \{x_1, x_2\} \quad x_1, x_2 \in \mathbb{R} \quad x_1 \neq x_2
	  If $b^2 - 4ac = 0$, the quadratic equation has two coincident real solutions.

S = \{x\} \quad x \in \mathbb{R} \quad x = x_1 = x_2
	  If $b^2 - 4ac = < 0$, the quadratic equation has no real solutions. Instead, it gives rise to complex solutions characterized by imaginary components.

\nexists \hspace{10px} x \in \mathbb{R}

Finally, by performing the calculations, we obtain:
x_1 = \frac{5 - 1}{2} = \frac{4}{2} = 2
x_2 = \frac{5 + 1}{2} = \frac{6}{2} = 3
The solution to the equation is:
x_1=2 \quad\quad x_2=3
Factorization as an alternative approach
A more immediate approach can be used to solve the proposed equation, taking advantage of the fact that this is a relatively simple trinomial that can often be factored at a glance with a bit of practice. Starting from its standard form, we can solve the quadratic equation using the factorization method.
x^2-5x + 6 = 0

The equations is in the standard form $ax^2+bx+c=0$. First, it is essential to verify the its discriminant $\Delta = b^2 - 4ac$ is $\geq0$ to ensure the equation admits solutions in the field of real numbers. Substituting the coefficients of the equation into $\Delta$, we get:
\Delta =(-5)^2-4(1)(6) = 1 \gt 0
$\Delta \gt 0$ means the equation has real solutions.

To find the equation’s solutions using the factorization method, we must find two numbers whose sum equals $b$, or $-5$ in this case, and whose product is equal to $a \cdot c$, or $6$. It is immediate to see that the polynomial $x^2-5x + 6$ is factorizable as the product of two binomials $(x-2)$ and $(x-3)$.
In situations where the correct pair of numbers is not as evident, it is helpful to organize the possible combinations in a small table listing the candidate values $r_1$ and $r_2$, together with their product $P$ and sum $S$. This allows us to quickly identify the pair that satisfies both conditions:
\begin{array}{rrrr} & r_1 & r_2 & P & S \\\\\hline & 1 & 6 & 6 & 7 \\\\ & -1 & -6 & 6 & -7 \\\\ & 2 & 3 & 6 & 5 \\\\ & -2 & -3 & 6 & -5 \\\\ \end{array}
Only the last row satisfies both conditions $P = 6$ and $S = -5$. We obtain:
x^2 - 5x + 6 = (x-2)(x-3) = 0
The values of $x$ that make the product $(x - 2)(x - 3) = 0$ are $x = 2$ and $x = 3$.
These are exactly the same solutions obtained through the quadratic formula, confirming that both methods, factorization and the general formula, lead to the same results when the trinomial is easily factorable.
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-
\text{A1. } \quad x^2 = 5x-6
 solution
-
\text{A2. } \quad \frac{1}{2}x^2+\frac{\sqrt{3}}{2}x+\frac{5}{8}
 solution
-
\text{A3. } \quad -7x + 3 = -2x^2
 solution
-
\text{A4. } \quad x^2-5x-14 = 0
 solution
-
\text{A5. } \quad 2x^2+10 +11 = 0
 solution
-
\text{A6. } \quad (x-4)^2-9 = 0
 solution
-
\text{A7. } \quad (4x+8)\left(\frac{1}{2}x-6\right) = 0
 solution
-
\text{A8. } \quad x^2 + 0.4x-0.16 = 0
 solution
-
\text{A9. } \quad 7x^2+x+5
 solution
-
\text{A10. } \quad 9x^2-5=0
 solution
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-
\text{B1. } \quad x^2-5x + 6=0
 solution
-
\text{B2. } \quad 2x^2-7x+3=0
 solution
-
\text{B3. } \quad 3x^2-4x-15=0
 solution
-
\text{B4. } \quad x^2-5x-14 = 0
 solution
-
\text{B5. } \quad x^2 + 8x + 15 = 0
 solution
-
\text{B6. } \quad 3x^2-9x-72 = -x^2-9x+9
 solution
-
\text{B7. } \quad (4x + 8)\left(\frac{1}{2}x - 6\right) = 0
 solution
-
\text{B8. } \quad 3x^2+25x-18 = 0
 solution
-
\text{B9. } \quad \sqrt{2}x^2 +7x +5\sqrt{2} = 0
 solution
-
\text{B10. } \quad 12x^2 +17x-5 = 0
 solution
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Real and complex solutions
The nature of the solutions of a quadratic equation is determined entirely by the sign of the discriminant $\Delta = b^2 - 4ac$, which appears under the radical in the quadratic formula:
x = \frac{-b \pm \sqrt{b^2 - 4ac}}{2a}
When $\Delta > 0$, the equation has two distinct real solutions. When $\Delta = 0$, the two solutions coincide and the equation has a unique real root, counted with multiplicity two. When $\Delta < 0$, the square root of a negative number is involved, and the equation has no real solutions. It does, however, admit exactly two solutions in the field of complex numbers, and these always appear as a conjugate pair.

By the Fundamental Theorem of Algebra, a polynomial equation of degree $n$ has exactly $n$ roots in $\mathbb{C}$, counted with multiplicity. Applied to the quadratic case, this guarantees that every equation of the form $ax^2 + bx + c = 0$ has exactly two roots in $\mathbb{C}$, regardless of the sign of the discriminant.

Recall that given a complex number $z = a + bi$, its conjugate is defined as the following.
\overline{z} = a - bi
The number $\overline{z}$ is represented in the Gaussian plane by the point symmetric to $z$ with respect to the $x$-axis.
[image: ]
This geometric interpretation highlights how conjugate roots naturally arise when solving quadratic equations with negative discriminant, providing a visual link between algebraic expressions and their representation in the complex plane.
Every quadratic equation can be solved, regardless of whether its discriminant is positive, zero, or negative. When the discriminant happens to be negative, the equation simply has no real roots. However, it still possesses two legitimate solutions within the complex number system. These solutions always arise as a pair of complex conjugates, reflecting the fundamental structure of quadratic equations in the complex plane.
Complex conjugate roots
If the coefficients $a$, $b$, and $c$ are real, the complex roots of the quadratic equation $ax^2 + bx + c = 0$ always occur in conjugate pairs. Specifically, if $z \in \mathbb{C}$ is a solution, then $\overline{z}$ is also a solution. This result follows directly from the properties of complex conjugation with respect to arithmetic operations.
Suppose $az^2 + bz + c = 0$. Taking the conjugate of both sides yields the following:
\overline{az^2 + bz + c} = \overline{0}
Since conjugation distributes over sums and products, and since every real number coincides with its own conjugate, it follows that $\overline{a} = a$, $\overline{b} = b$, and $\overline{c} = c$. The left-hand side therefore reduces to the following.
a\overline{z}^2 + b\overline{z} + c = 0
This is the original equation evaluated at $\overline{z}$, which is therefore a root of the same equation.
Example 1
Solve the quadratic equation:
x^2 + 4x + 5 = 0
The equation is already in standard form $ax^2 + bx + c = 0$, with coefficients $a = 1$, $b = 4$, and $c = 5$. Substituting into the quadratic formula yields the following.
x_{1,2} = \frac{-4 \pm \sqrt{4^2 - 4 \cdot 1 \cdot 5}}{2 \cdot 1}
The discriminant is negative:
\Delta = 16 - 20 = -4
Since $\Delta < 0$, the equation admits no real solutions. Proceeding with the quadratic formula and writing $\sqrt{-4} = 2i$:
x_{1,2} = \frac{-4 \pm 2i}{2}
Simplifying, the two complex conjugate solutions are the following.
x_1 = -2 + i \qquad x_2 = -2 - i
Example 2
The following example illustrates the case in which the discriminant is negative and the coefficients are not all integers, requiring an additional simplification step before the solutions can be expressed in standard complex form.
3x^2 - 2x + 4 = 0
The equation is in standard form with coefficients $a = 3$, $b = -2$, and $c = 4$. Substituting into the quadratic formula yields the following.
x_{1,2} = \frac{2 \pm \sqrt{(-2)^2 - 4 \cdot 3 \cdot 4}}{2 \cdot 3}
Computing the discriminant:
\Delta = 4 - 48 = -44
Since $\Delta < 0$, the equation admits no real solutions. Writing $\sqrt{-44} = 2\sqrt{11}\, i$:
x_{1,2} = \frac{2 \pm 2\sqrt{11}\, i}{6} = \frac{1 \pm \sqrt{11}\, i}{3}
The solution is:
x_1 = \frac{1 + \sqrt{11}\, i}{3} \qquad x_2 = \frac{1 - \sqrt{11}\, i}{3}
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Concept
The structure of the entry is shown in the conceptual map, where each branch represents a core component and the sub-nodes highlight the specific notions discussed.
Easy
0
Requires
0
Enables
Definition
Quadratic equations are usually introduced in their classical form, where all coefficients are fixed real numbers. The standard expression serves as the basic model for every second-degree equation:
a x^{2} + b x + c = 0
The key ideas behind quadratic equations are closely linked to the geometry of the parabola and to the behaviour of the discriminant. These elements determine how the graph bends, where its vertex lies, and whether the equation has two real solutions, a repeated solution, or a pair of complex roots.
[image: ]
In many situations, however, the coefficients are not constant but depend on an external quantity that we treat as a parameter. Instead of being fixed, the numbers $a$, $b$, and $c$ become functions of a real parameter $k$. A parametrised quadratic equation can therefore be written in the more general form:
a(k)\,x^{2} + b(k)\,x + c(k) = 0
a(k) \ne 0
The condition $a(k) \ne 0$ prevents the equation from collapsing into a linear equation with parameters when the parameter varies, ensuring that it retains the structure of a quadratic for all admissible values of $k$.
This page focuses on the quadratic case. For a broader discussion of parametric equations across different degrees, see equations with parameters.
The role of the discriminant
The discriminant allows to understand how the solutions of a quadratic equation behave. When the coefficients depend on a parameter, this idea remains the same, but the discriminant itself becomes a function of that parameter. Starting from the coefficients $a(k)$, $b(k)$, and $c(k)$, we obtain:
\Delta(k) = b(k)^{2} - 4\,a(k)\,c(k)
Once written in this form, the discriminant gives a picture of what happens to the roots for each value of $k$. Its sign tells us everything we need:
	  When $\Delta(k) > 0$, the equation has two distinct real solutions.
	  When $\Delta(k) = 0$, the equation has one real solution that appears as a double root.
	  When $\Delta(k) < 0$, the equation has two complex conjugate solutions.

Example 1
Let us begin with a very simple case and look at the quadratic equation:
x^{2} + kx + 1 = 0
This example is useful because each coefficient depends on the parameter $k$ in a straightforward way:
a(k) = 1 \qquad b(k) = k \qquad c(k) = 1
Before analysing the roots, it is useful to recall how the discriminant is defined in the general case. For a quadratic equation in the standard form the discriminant is:
\Delta = b^{2} - 4ac
and its sign determines the nature of the solutions. We now examine how the discriminant changes when the coefficients depend on the parameter $k$. By substituting $a(k)$, $b(k)$, and $c(k)$ into the same formula, we obtain:
\Delta(k) = b(k)^{2} - 4\,a(k)\,c(k)
The expression simplifies to:
\Delta(k) = k^{2} - 4
To understand when real solutions exist, we study the quadratic inequality:
k^{2} - 4 \ge 0
Solving it yields two separate intervals:
k \le -2 \quad\text{or}\quad k \ge 2
For these values of the parameter, the discriminant is positive and the quadratic has two distinct real roots. At the boundary points $k = \pm 2$, the discriminant becomes zero and the equation collapses to a single repeated solution. When:
-2 < k < 2
the discriminant is negative, and the equation no longer has real roots. Instead, it produces a pair of complex conjugate solutions. The following table summarises the sign analysis of the expressions $k - 2$, $k + 2$, and their product, highlighting how the sign changes across the three intervals determined by the critical points $k = -2$ and (k = 2).
-2
2
$k - 2 > 0$
$\boldsymbol{-}$
$\boldsymbol{-}$
$\boldsymbol{+}$
$k + 2 > 0$
$\boldsymbol{-}$
$\boldsymbol{+}$
$\boldsymbol{+}$
$(k - 2)(k + 2) > 0$
$\boldsymbol{+}$
$\boldsymbol{-}$
$\boldsymbol{+}$

Whenever the roots turn out to be real, it is useful to have an explicit expression for them.
By applying the quadratic formula to this particular family, the two real solutions can be written in closed form as
x = \frac{-k \pm \sqrt{k^{2} - 4}}{2}
This expression shows directly how each root depends on the parameter $k$ and makes it possible to study how the solutions move along the real line as $k$ varies.
From the analysis above, the final outcomes are:
	  If $k < -2$ or $k > 2$, the equation has two real and distinct solutions.
	  If $k = \pm 2$, there is one real double solution.
	  If $-2 < k < 2$, the equation has two complex conjugate solutions.

Geometric interpretation of parameter changes
Making reference to the quadratic equation used in example 1, it is also helpful to look at how the graph of the corresponding parabola changes as the parameter $k$ varies. To each value of $k$ we can associate the parabola:
y = x^{2} + kx + 1
so analysing the roots is equivalent to studying where this curve intersects the x-axis. As the parameter moves, the entire family of parabolas shifts in a smooth and predictable way. One way to describe this evolution is to examine what happens in three key regimes of the parameter.

When $|k|$ becomes very large ($k \to +\infty$ or $k \to -\infty$), the linear term $kx$ dominates the expression and the two roots separate widely. A simple asymptotic argument shows that one root tends to $0$, while the other behaves approximately like $-k$. Geometrically, this means that the intersection points move far apart: one stays close to the origin, while the other drifts further and further along the negative axis. The parabola becomes increasingly tilted in appearance.

At the critical values $k = \pm 2$, the discriminant becomes zero. This corresponds to the moment when the parabola touches the x-axis at exactly one point. In these cases the graph has a single point of tangency, the equation has one repeated root, and the vertex lies precisely on the axis.

Within the interval $-2 < k < 2$, the discriminant is negative, so the equation has no real solutions. From a geometric perspective, this means that the parabola does not intersect the x-axis at all. Because the leading coefficient is positive, the parabola always opens upward, and in this parameter region the vertex lies strictly above the x-axis. As a result, the entire curve stays on one side of the axis, reflecting the fact that the solutions move into the complex plane.
Example 2
Let us now consider a slightly more elaborate example than the previous one. We look at the parameter-dependent quadratic equation:
(a + 2)x^{2} + (3a - 1)x + (a - 4) = 0 a \neq -2
where the condition $a \neq -2$ ensures that the coefficient of $x^{2}$ does not vanish, so the expression remains a genuine quadratic equation for every admissible value of the parameter. Our goal is to determine for which values of $a$ the equation admits two distinct real solutions. As usual, this depends on the sign of the discriminant. To avoid confusion with the parameter $a$, we denote the coefficients of the present quadratic by $A$, $B$, $C$, so that the general formula reads:
\Delta = B^{2} - 4AC
We substitute the coefficients of the present quadratic equation and obtain:
\Delta(a) = (3a - 1)^{2} - 4(a + 2)(a - 4)

Expanding the two parts with only the essential intermediate steps, we first compute the square:
(3a - 1)^{2} = 9a^{2} - 6a + 1
Then the product involving the quadratic and constant coefficients:
(a + 2)(a - 4) = a^{2} - 2a - 8
Inserting these expressions back into the discriminant and collecting like terms leads to the simplified form
\Delta(a) = 5a^{2} + 2a + 33

This is a quadratic function of $a$ with positive leading coefficient. To understand whether it can ever be zero or negative, we examine its discriminant:
2^{2} - 4 \cdot 5 \cdot 33 = 4 - 660 < 0
Since this value is negative, the parabola associated with (5a^{2} + 2a + 33) never intersects the horizontal axis: it remains strictly positive for all real values of $a$. Therefore:
\Delta(a) > 0 \quad \forall a \in \mathbb{R}
The equation has two real and distinct solutions for every real value of the parameter $a$, except for $a = -2$, which must be excluded because it would make the coefficient of $x^{2}$ vanish and reduce the expression to a first-degree equation.
Example 3
Consider the parameter-dependent quadratic equation:
x^{2} - (a - 4)x + (a^{2} - a) = 0
where $a$ is a real parameter. We want to determine the values of $a$ for which the product of the two solutions is strictly less than $2$. For a general quadratic equation of the form:
x^{2} + bx + c = 0
the product of the solutions satisfies the identity $x_{1}x_{2} = c$.
This identity follows from the factorised form of a monic quadratic, where $x^{2} + bx + c = (x - x_{1})(x - x_{2})$. By expanding the product, the constant term appears as $x_{1}x_{2}$, which explains why the product of the solutions is equal to $c$.

In this case the constant term is $c = a^{2} - a$, and requiring the product of the two solutions to be less than $2$ translates into the inequality:
a^{2} - a < 2
Bringing all the terms to the left gives the inequality:
a^{2} - a - 2 < 0
The quadratic polynomial on the left factors as
a^{2} - a - 2 = (a - 2)(a + 1)
The critical points are therefore (a = -1) and (a = 2). To determine where the expression is negative, we analyse the signs of the two factors.
-1
2
$a - 2 > 0$
$\boldsymbol{-}$
$\boldsymbol{-}$
$\boldsymbol{+}$
$a + 1 > 0$
$\boldsymbol{-}$
$\boldsymbol{+}$
$\boldsymbol{+}$
$(a - 2)(a + 1) < 0$
$\boldsymbol{+}$
$\boldsymbol{-}$
$\boldsymbol{+}$

The sign chart shows that $(a - 2)(a + 1) < 0$ when the parameter lies between the two roots:
-1 < a < 2
The product of the solutions satisfies $x_{1}x_{2} < 2$ if and only if $-1 < a < 2.$
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What are quadratic inequalities?
A quadratic inequality or inequality of degree two is a second-degree polynomial inequality in one variable. The standard form of a quadratic inequality presents the same organization of terms as a quadratic equation, but instead of the equal sign, it presents the signs $>$, $<$, $\geq$, or $\leq$.
A quadratic inequality is of the form:
ax^2 + bx + c \gt 0 \quad \text{where} \quad a \neq 0
	  The coefficients $a$, $b$, and $c$ are constants and $x$ represents the variable.
	  $a$ is the coefficient of the quadratic term $x^2$, $b$ the coefficient of the linear term $x$ and $c$ the constant term.
	  When $a$ is equal to zero, the equation degenerates into a linear equation $bx + c = 0$, or a constant equation, depending on the values of $b$ and $c$.


Quadratic inequalities not presented in standard form can be converted by transferring all terms to one side, resulting in zero on the right-hand side. For example, the inequality:
x^2 + 3 < 2x + 1
is rewritten as $x^2 - 2x + 2 < 0$ prior to applying the methods outlined in this section.
The nature of quadratic inequality solutions
The solution to a quadratic inequality is typically expressed as a range of values that satisfy the inequality, rather than a single value. Depending on the sign of the quadratic expression and the nature of its roots, the solution may consist of:
	  an open or closed interval (a continuous set of values),
	  two separate intervals,
	  a single value, in cases where the inequality is satisfied only at one point,
	  or no solution, when the inequality is never true for any real number.

These outcomes depend on the discriminant of the associated quadratic equation and on the direction of the inequality symbol $\gt, \lt$. Understanding this structure is essential for interpreting the graphical behavior of the parabola and identifying which regions of the number line satisfy the condition.
Resolution method
The first step in solving a quadratic inequality is to find solutions to the corresponding second-degree equation. Then, based on the sign of the inequality, the range of values that satisfy it can be determined. Two widely used methods exist to obtain the solutions of the quadratic equation: the quadratic formula and the factorization method.
The quadratic formula provides solutions to any quadratic equation in a straightforward and systematic way, while the factorization method involves factoring the quadratic expression to obtain its solutions. Both methods are practical and widely used for solving quadratic equations.

Given an inequality in standard form $ax^2 +bx +c \gt 0$ or $ax^2 +bx +c \lt 0$, let’s translate it into the associated equation by setting the polynomial equal to zero. Thus, we obtain a second-degree equation in the form:
ax^2 +bx +c = 0
The real roots of the associated equation partition the real line into subintervals on which the quadratic polynomial preserves a constant sign. By determining the sign of the expression on each of these intervals, we can identify the values that satisfy the inequality.
It is often useful to understand how the behaviour of a quadratic expression changes when the coefficients depend on a parameter. In these cases, the sign of the quadratic expression is governed by the discriminant as a function of the parameter, and the intervals of positivity or negativity may shift accordingly. A complete discussion of this topic can be found in the dedicated entry on quadratic equations with parameters.
Solutions when $\Delta > 0$
As mentioned earlier, quadratic inequalities, unlike equations, typically yield a solution set consisting of a range of values, determined by the sign of the inequality. Given $\Delta > 0$ (the discriminant of the quadratic formula), the associated equation has two distinct real roots $x_1$ and $x_2$. Assuming for simplicity that $x_1 < x_2$, we have the following cases:
When the inequality is of the form $ax^2+bx+c \geq 0$ or $ax^2+bx+c > 0$:
\begin{align} x \leq x_1 \lor x \geq x_2 &\quad \text{for} \quad ax^2+bx+c \geq 0 \\[0.5em] x < x_1 \lor x > x_2 &\quad \text{for} \quad ax^2+bx+c > 0 \end{align}
When the inequality is of the form $ax^2+bx+c \leq 0$ or $ax^2+bx+c < 0$:
\begin{align} x_1 \leq x \leq x_2 &\quad \text{for} \quad ax^2+bx+c \leq 0 \\[0.5em] x_1 < x < x_2 &\quad \text{for} \quad ax^2+bx+c < 0 \end{align}
From a geometric perspective, recalling that a second-degree polynomial represents a parabola, we obtain the following intervals:
[image: ]
Unless otherwise specified, the assumption $a > 0$ is maintained throughout this page. If $a < 0$, the parabola opens downward, and the solution sets in the subsequent sections are reversed: expressions positive for $a > 0$ become negative for $a < 0$, and the converse holds.
Solutions when $\Delta = 0$
When $\Delta = 0$, the associated equation has a single real root of multiplicity two, denoted $x_1 = x_2$. We have the following cases:
When the inequality is of the form $ax^2+bx+c \geq 0$ or $ax^2+bx+c > 0$:
\begin{align} \forall , x &\quad \text{for} \quad ax^2+bx+c \geq 0 \\[0.5em] \forall , x \neq x_1 &\quad \text{for} \quad ax^2+bx+c > 0 \end{align}
When the inequality is of the form $ax^2+bx+c \leq 0$ or $ax^2+bx+c < 0$:
\begin{align} x = x_1 &\quad \text{for} \quad ax^2+bx+c \leq 0 \\[0.5em] \not\exists , x &\quad \text{for} \quad ax^2+bx+c < 0 \end{align}
From a geometric point of view, when $\Delta = 0$, the curve always takes positive values (assuming the coefficient $a$ is greater than zero). The only point where the curve touches the x-axis is at the double root, where the value of the expression is zero $x_1 = x_2$.
[image: ]
Solutions when $\Delta \lt 0$
Given $\Delta < 0$, the associated quadratic equation has complex roots. Therefore, the parabola does not intersect the x-axis. Based on the inequality sign and the sign of the leading coefficient ( a ), we distinguish the following cases:
	  When the inequality is of the form $ax^2+bx+c \geq 0$ or $ax^2+bx+c \gt 0$ we have for both cases: $\forall \, x$

	  When the inequality is of the form $ax^2+bx+c \leq 0$ or $ax^2+bx+c \lt 0$ we have for both cases: $\not\exists \; x$


[image: ]
When the coefficient $a$ is positive, the concavity of the parabola is upward, while when $a$ is negative, the concavity is downward. In the examples, we assumed the expressions were rewritten in the form $ax^2 + bx + c > 0$ with $a$ positive, resulting in a concave-up parabola.
Example 1
Solve the quadratic inequality:
2x^2 +5x - 3 \gt 0
As illustrated above, the first fundamental step is to move to the associated quadratic equation by setting the polynomial equal to zero:
2x^2+5x-3 = 0
Now we use the quadratic formula to find the solutions of the equation.
\begin{align} x_{1,2} &= \frac{-5 \pm \sqrt{5^2 -4\cdot(2)\cdot(-3)}}{2\cdot 2} \\[1em] &= \frac{-5 \pm \sqrt{25 +24}}{4} \\[1em] &= \frac{-5 \pm 7}{4} \\[1em] \end{align}

We obtain:
x_1 = \frac{2}{4} \to \frac{1}{2}
x_2 = - \frac{12}{4} \to -3

Now determine the range of solutions to the inequality. We can use the graphical method to determine it visually. The inequality is of the form $ax^2 +bx +c \gt 0$. We have:
-3
\frac{1}{2}
The solution of the inequality is:
x \lt -3 \;\lor\; x \gt \frac{1}{2} \quad\text{or}\quad x \in \left(-\infty, -3\right) \cup \left(\frac{1}{2}, +\infty\right)
If the inequality had been of the form $2x^2 +5x - 3 \lt 0$ we would have had:
-3
\frac{1}{2}
In this case, the range of values to be considered is $-3 \lt x \lt \frac{1}{2}$ and the solution to the equation is $x \in \left(-3,\frac{1}{2}\right)$.
Sign analysis
Another useful method for solving inequalities is sign analysis. This method is used to determine the intervals where a given expression is positive, negative, or zero. For example, consider the following inequality:
x^2 - 2x - 3 > 0
The polynomial can be factored as follows:
(x - 3)(x + 1) > 0
According to the sign product rule, this polynomial factored into the product of two factors is positive when the following condition is met:
\begin{align} &x - 3 > 0 \rightarrow x > 3 \\[0.5em] &x + 1 >0 \rightarrow x > -1 \end{align}
Now, we represent the values on a number line and mark the corresponding intervals of positivity and negativity. We have:
-1
3
x + 1 > 0
$\boldsymbol{-}$
$\boldsymbol{+}$
$\boldsymbol{+}$
x -3 > 0
$\boldsymbol{-}$
$\boldsymbol{-}$
$\boldsymbol{+}$
(x + 1)(x - 3) > 0
$\boldsymbol{+}$
$\boldsymbol{-}$
$\boldsymbol{+}$
A product of two factors is positive when both factors share the same sign, and negative when they have opposite signs; a complete treatment of this method is available in the dedicated entry on sign analysis.
In the last row, we insert the result of the product of the signs between the sign from row 1 and that from row 2, for each interval. The intervals that satisfy our initial inequality are:
x < -1 \quad \text{and} \quad x > 3
In interval notation, the solution set is:
(-\infty, -1) \cup (3, +\infty)
Plotting the curve on the axes, we obtain:
[image: ]
In this way, we have solved the inequality using the sign table without resorting to solving the associated quadratic equation using the quadratic formula, which would have led to the same result.
Example 2
Consider the following inequality, where the discriminant will play a decisive role in determining the solution:
3x^2 - 2x + 5 > 0
The discriminant of the associated equation $3x^2 - 2x + 5 = 0$ is computed as follows:
\Delta = (-2)^2 - 4 \cdot 3 \cdot 5 = 4 - 60 = -56
Because $\Delta < 0$ and the leading coefficient $a = 3 > 0$, the parabola opens upward and does not intersect the x-axis.
[image: Quadratic inequalities.]
As a result, the quadratic expression remains strictly positive for all real values of $x$.
The solution is:
\forall \, x \in \mathbb{R}
Selected references
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Solve the rational equation:
\frac{3x-2}{5-2x} = 0

Rational equations feature at least one fraction in which the numerator and denominator are polynomials. Such equations are categorized as rational because they can be expressed as the ratio of two polynomials. Specifically, rational equations have the following form:
\frac{P(x)}{Q(x)}=0
where $P(x)$ and $Q(x)$ are polynomials and $Q(x) \neq 0$.

	  The first step to solving rational equations is determining the values that make the denominators zero. These values are not allowable solutions because they lead to an indeterminate form.

	  The sequent step entails determining the least common multiple of the polynomials in all the denominators and finding the solutions for the polynomials in the numerator.

	  In the final stage of the process, removing the values that nullify the denominators and, subsequently, validating the acceptability of the remaining solutions to evaluate their admissibility in light of the given conditions is necessary.


Solution
The first step is determining the values that cancel the denominator:
5-2x=0 \to 2x = 5 \to x= \frac{5}{2}

The value $5/2$ cannot be considered an acceptable solution because setting the denominators to zero would result in an indeterminate form. The equation is defined in the following range:
D = \mathbb{R}-\left\{ \frac{5}{2} \right\} \quad \text{or} \quad x \neq \frac{5}{2}

The next step involves calculating the numerator’s solution and verifying its acceptability. The given equation is $3x-2 = 0$, which yields $x = \frac{2}{3}$.
The solution $x = \frac{2}{3}$ is acceptable because it differs from $\frac{5}{2}$ and does not cancel the denominator. The solution to the equation is:
x=\frac{2}{3}
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Solve the rational equation:
\frac{x^2+4x-5}{x-1} = \frac{x-2}{2}

Rational equations feature at least one fraction in which the numerator and denominator are polynomials. Such equations are categorized as rational because they can be expressed as the ratio of two polynomials. Specifically, rational equations have the following form:
\frac{P(x)}{Q(x)}=0
where $P(x)$ and $Q(x)$ are polynomials and $Q(x) \neq 0$.

	  The first step to solving rational equations is determining the values that make the denominators zero. These values are not allowable solutions because they lead to an indeterminate form.

	  The sequent step entails determining the least common multiple of the polynomials in all the denominators and finding the solutions for the polynomials in the numerator.

	  In the final stage of the process, removing the values that nullify the denominators and, subsequently, validating the acceptability of the remaining solutions to evaluate their admissibility in light of the given conditions is necessary.


Solution
The first step is determining the values that cancel the denominator to exclude them from the solutions of the equation:
x-1 = 0 \to x= 1
The value $1$ cannot be considered an acceptable solution because setting the denominators to zero would result in an indeterminate form. The solution to the equation is defined in the following range:
D = \mathbb{R}-\left\{1 \right\}

Now we must find the least common denominator of all denominators. We get:
\frac{2(x^2+4x-5)}{2(x-1)} = \frac{(x-2)(x-1)}{2(x-1)}
Now, we multiply both sides by $2(x-1)$ to simplify denominators (remember to be very careful when simplifying a variable from an equation). We get:
\begin{align} &2(x^2+4x-5) = (x-2)(x-1)\\[0.5em] &2x^2+8x-10 = x^2-2x-x+2\\[0.5em] &2x^2+8x-10 = x^2-3x-x+2\\[0.5em] &2x^2+8x-10 - x^2+3x+x+2 = 0\\[0.5em] &x^2+11x-12 = 0\\\\ \end{align}

We have obtained a second-degree equation in its standard form $ax^2+bx+c=0$. We can solve it using the quadratic formula or by factoring the associated polynomial. Since the polynomial is easy to decompose, we can use the factoring method to find the solutions to the associated equation quickly.
The polynomial is decomposable at a glance into $(x+1)(x-12)$. If you are unfamiliar with factorisation of polynomials, review the theory and follow the procedure explained below.

To factor the polynomial $x^2+11x-12$ we must find two numbers $r_1,r_2$, whose sum $S = r_1 + r_2$ equals $b=11$, and whose product $P=r_1 \cdot r_2$ equals $a \cdot c = -12$. We can use this simple table to find the numbers that satisfy our constraints: \begin{array}{rrrr} & r_1 & r_2 & P & S \\ \hline & -1 & 12 & -12 & 11 \\ & 1 & -12 & -12 & -11\\ \end{array}
The numbers $r_1, r_2$ satisfying the constraint are -1 and 12. The equation becomes:
(x-1)(x+12) = 0
We have:
x-1 = 0 \to x=1
x+12= 0 \to x= -12
The solution $x=1$ is unacceptable since it cancels the denominator. The solution to the equation is:
x= -12
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Solve the rational equation:
1-\frac{6}{x} = -\frac{8}{x^2}

Rational equations feature at least one fraction in which the numerator and denominator are polynomials. Such equations are categorized as rational because they can be expressed as the ratio of two polynomials. Specifically, rational equations have the following form:
\frac{P(x)}{Q(x)}=0
where $P(x)$ and $Q(x)$ are polynomials and $Q(x) \neq 0$.

	  The first step to solving rational equations is determining the values that make the denominators zero. These values are not allowable solutions because they lead to an indeterminate form.

	  The sequent step entails determining the least common multiple of the polynomials in all the denominators and finding the solutions for the polynomials in the numerator.

	  In the final stage of the process, removing the values that nullify the denominators and, subsequently, validating the acceptability of the remaining solutions to evaluate their admissibility in light of the given conditions is necessary.


Solution
The first step is determining the values that cancel the denominator:
x = 0
The value $x = 0$ cannot be considered an acceptable solution because settings the denominators to zero would result in an indeterminate form. So, the equation is defined in the following range:
D = \mathbb{R} - \left\{ 0 \right\}

Now, we must find the least common denominator of all denominators. We have:
\frac{x^2-6x+8}{x^2}=0
We multiply both sides by $x^2$ to simplify denominators (remember to be very careful when simplifying a variable from an equation):
\cancel{{\color{gray}{x^2}}} \cdot \frac{x^2-6x+8}{\cancel{{\color{gray}{x^2}}}}=0 \cdot \cancel{{\color{gray}{x^2}}}

We have obtained a quadratic equation in its standard form $ax^2+bx+c=0$. We can solve it using the quadratic formula or by factoring the associated polynomial. Using the quadratic formula, we get: \begin{align*} x_{1,2} &= \frac{6 \pm \sqrt{(-6)^2-4(1)(8)}}{2} \\ &= \frac{6 \pm \sqrt{36-32}}{2} \\ &= \frac{6 \pm \sqrt{4}}{2} \\ \end{align*}

We have:
\\ x = \frac{6 + \sqrt{4}}{2} = \frac{6 + 2}{2} = \frac{8}{2} = 4
x = \frac{6 - \sqrt{4}}{2} = \frac{6 - 2}{2} = \frac{4}{2} = 2

Both solutions are acceptable since they differ from $x = 0$ and do not cancel the denominator.
The solution to the equation is:
x_1=2 \quad x_2=4
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Solve the rational equation:
\frac{2x+1}{6} = \frac{1}{x}

Rational equations feature at least one fraction in which the numerator and denominator are polynomials. Such equations are categorized as rational because they can be expressed as the ratio of two polynomials. Specifically, rational equations have the following form:
\frac{P(x)}{Q(x)}=0
where $P(x)$ and $Q(x)$ are polynomials and $Q(x) \neq 0$.

	  The first step to solving rational equations is determining the values that make the denominators zero. These values are not allowable solutions because they lead to an indeterminate form.

	  The sequent step entails determining the least common multiple of the polynomials in all the denominators and finding the solutions for the polynomials in the numerator.

	  In the final stage of the process, removing the values that nullify the denominators and, subsequently, validating the acceptability of the remaining solutions to evaluate their admissibility in light of the given conditions is necessary.


Solution
The first step is determining the values that cancel the denominator to exclude them from the solutions of the equation:
x = 0
The value $x = 0$ cannot be considered an acceptable solution because setting the denominators to zero would result in an indeterminate form. So, the equation is defined in the following range:
D = \mathbb{R}-\left\{ 0 \right\}

Now, we must find the least common denominator of all denominators. We get:
\frac{x(2x+1)}{6x} = \frac{6}{6x}
The equation becomes:
\frac{x(2x+1)}{6x}-\frac{6}{6x} = 0

Now, we multiply both sides by $6x$ to simplify denominators (remember to be very careful when simplifying a variable from an equation): \begin{align*} & \cancel{{\color{gray}{6x}}} \cdot \frac{x(2x+1)}{\cancel{{\color{gray}{6x}}}}-\frac{6}{\cancel{{\color{gray}{6x}}}} = 0 \cdot \cancel{{\color{gray}{6x}}} \end{align*}
	  We obtain: \begin{align*} & x(2x+1)-6 = 0 \\ & 2x^2 + x-6 = 0 \\ & x^2 + x-6 = 0 \end{align*}


We have obtained a second-degree equation in its standard form $ax^2+bx+c=0$. We can solve it using the quadratic formula or by factoring the associated polynomial. Since the polynomial is easy to decompose, we can use the factoring method to find the solutions to the associated equation quickly.

The polynomial is decomposable at a glance into $(x-2)(x+3)$. If you are unfamiliar with factorisation of polynomials, review the theory and follow the procedure explained below.
To factor the polynomial $2x^2 + x - 6$ we must find two numbers $r_1,r_2$, whose sum $S = r_1 + r_2$ equals $b=1$, and whose product $P=r_1 \cdot r_2$ equals $a \cdot c = -6$. We can use this simple table to find the numbers that satisfy our constraints: \begin{array}{rrrr} & r_1 & r_2 & P & S \\ \hline & 2 & -3 & -6 & -1 \\ & -2 & 3 & -6 & 1\\ \end{array}

The numbers $r_1, r_2$ satisfying the constraint are -2 and 3. The equation becomes:
(x-2)(x+3) = 0
We have:
x-2 = 0 \to x=2
x+3 = 0 \to x= -3

Both solutions are acceptable since they differ from $x = 0$ and do not cancel the denominator.
The solution to the equation is:
x_1=2 \quad\quad x_2=-3
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Solve the rational equation:
\frac{1}{x+2}-\frac{1}{x-1} = \frac{2}{x^2-1}

Rational equations feature at least one fraction in which the numerator and denominator are polynomials. Such equations are categorized as rational because they can be expressed as the ratio of two polynomials. Specifically, rational equations have the following form:
\frac{P(x)}{Q(x)}=0
where $P(x)$ and $Q(x)$ are polynomials and $Q(x) \neq 0$.

	  The first step to solving rational equations is determining the values that make the denominators zero. These values are not allowable solutions because they lead to an indeterminate form.

	  The sequent step entails determining the least common multiple of the polynomials in all the denominators and finding the solutions for the polynomials in the numerator.

	  In the final stage of the process, removing the values that nullify the denominators and, subsequently, validating the acceptability of the remaining solutions to evaluate their admissibility in light of the given conditions is necessary.


Solution
The first step is determining the values that cancel the denominators to exclude them from the solutions to the equation. We have: \begin{align*} x-2 = 0 \to x &= 2 \\ x-1 = 0 \to x &= 1 \\ x^2 -1 = 0 \to x &= \pm 1 \end{align*}
These values cannot be considered acceptable solutions because setting the denominators to zero would result in an indeterminate form. So, the equation is defined in the following range:
D = \mathbb{R} - \left\{ -1, 1, 2 \right\}

Now we must find the least common denominator of all denominators. The polynomial $x^2-1$ is a notable product we can factorise as $(x+1)(x-1)$. We get:
\frac{1}{x+2}-\frac{1}{x-1} = \frac{2}{(x+1)(x-1)}
The equation becomes:
\frac{x^2-1 -(x+2)(x+1)-2(x+2)}{(x+2)(x+1)(x-1)} = 0

Simplifying the denominator (remember to be very careful when simplifying a variable from an equation) we obtain: \begin{align*} &x^2-1 -(x^2+x+2x+2)-2x+4 = 0\[0.6em] &-5x-7 = 0 \[0.6em] &x =-\frac{7}{5} \end{align*}
The solution is acceptable since it differs from $x = 2, x= \pm 1$ and does not cancel the denominator. The solution to the equation is:
x=-\frac{7}{5}
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Solve the rational equation:
\frac{2x}{x+1}-\frac{3}{x+5} = \frac{-8x^2}{x^2+6x+5}

Rational equations feature at least one fraction in which the numerator and denominator are polynomials. Such equations are categorized as rational because they can be expressed as the ratio of two polynomials. Specifically, rational equations have the following form:
\frac{P(x)}{Q(x)}=0
where $P(x)$ and $Q(x)$ are polynomials and $Q(x) \neq 0$.

	  The first step to solving rational equations is determining the values that make the denominators zero. These values are not allowable solutions because they lead to an indeterminate form.

	  The sequent step entails determining the least common multiple of the polynomials in all the denominators and finding the solutions for the polynomials in the numerator.

	  In the final stage of the process, removing the values that nullify the denominators and, subsequently, validating the acceptability of the remaining solutions to evaluate their admissibility in light of the given conditions is necessary.


Solution
The first step is determining the values that cancel the denominators to exclude them from the solutions to the equation. The polynomial $x^2+6x+5$ can be factorised as $(x+1)(x+5)$. We can rewrite the equation as:
\frac{2x}{x+1} - \frac{3}{x+5} = \frac{-8x^2}{(x+1)(x+5)}
We have: \begin{align*} x+1 = 0 \to x &= -1 \\ x+5 = 0 \to x &= 5 \end{align*}
These values cannot be considered acceptable solutions because setting the denominators to zero would result in an indeterminate form. So, the equation is defined in the following range:
D = \mathbb{R} - \left\{ -1, 5 \right\}

Now we must find the least common denominator of all denominators.
\frac{2x(x+5)- 3(x+1)}{(x+1)(x+5)} = \frac{-8x^2}{(x+1)(x+5)}
The equation becomes:
\frac{2x^2+10x-3x-3 +8x^2}{(x+1)(x+5)} = 0

Simplifying the denominator (remember to be very careful when simplifying a variable from an equation) we obtain: \begin{align*} & 2x^2+10x-3x-3 +8x^2 = 0\[0.6em] & 10x^2 +7x-3 = 0 \\ \end{align*}

We obtain a quadratic equation that we can solve through the quadratic formula. \begin{align*} x_{1,2} &= \frac{-7 \pm \sqrt{(-7^2)-(4)(10)(-3)}}{2(10)} \[0.6em] & = \frac{-7 \pm \sqrt{49 + 120}}{20} \[0.6em] & = \frac{-7 \pm \sqrt{169}}{20} \[0.6em] &=\frac{-7 \pm 13}{20} \end{align*}

We have:
x= \frac{-7 + 13}{20} = \frac{6}{20} = \frac{3}{10}
x= \frac{-7-13}{20} = -\frac{20}{20} = -1
The solution $-1$ is unacceptable since it cancels the denominator.
The solution to the equation is:
x= \frac{3}{10}
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Solve the rational equation:
\frac{4x-x}{3x+2}-\frac{1}{9x^2-4} = 0

Rational equations feature at least one fraction in which the numerator and denominator are polynomials. Such equations are categorized as rational because they can be expressed as the ratio of two polynomials. Specifically, rational equations have the following form:
\frac{P(x)}{Q(x)}=0
where $P(x)$ and $Q(x)$ are polynomials and $Q(x) \neq 0$.

	  The first step to solving rational equations is determining the values that make the denominators zero. These values are not allowable solutions because they lead to an indeterminate form.

	  The sequent step entails determining the least common multiple of the polynomials in all the denominators and finding the solutions for the polynomials in the numerator.

	  In the final stage of the process, removing the values that nullify the denominators and, subsequently, validating the acceptability of the remaining solutions to evaluate their admissibility in light of the given conditions is necessary.


Solution
The first step is determining the values that cancel the denominators to exclude them from the solutions to the equation. The polynomial $9x^2-4$ is a notable product and can be factorised as $(3x+2)(3x-2)$. We can rewrite the equation as:
\frac{4x-x}{3x+2}-\frac{1}{(3x+2)(3x-2)} = 0
We have: \begin{align*} 3x+2 = 0 \to x &= -\frac{2}{3} \\ 3x-2 = 0 \to x &= \frac{2}{3} \end{align*}
These values cannot be considered acceptable solutions because setting the denominators to zero would result in an indeterminate form. So, the equation is defined in the following range:
D = \mathbb{R} - \left\{ -\frac{2}{3}, \frac{2}{3} \right\}

Now we must find the least common denominator of all denominators.
\frac{(4x-x)(3x-2)}{(3x+2)(3x-2)} - \frac{1}{(3x+2)(3x-2)} = 0
The equation becomes:
\frac{3x(3x-2) - 1}{(3x+2)(3x-2)} = 0

Simplifying the denominator (remember to be very careful when simplifying a variable from an equation) we obtain: \begin{align*} & 3x(3x-2) - 1 = 0\\ & 9x^2 -6x -1 = 0 \\ \end{align*}
We have a quadratic equation that we can solve through the quadratic formula. \begin{align*} x_{1,2} &= \frac{-(-6) \pm \sqrt{(-6^2)-(4)(9)(-1)}}{2(9)} \[0.6em] & = \frac{6 \pm \sqrt{36+36}}{18} \[0.6em] & = \frac{6 \pm \sqrt{72}}{18} \[0.6em] \end{align*}

Applying the exponent properties whe have $\sqrt{72} = \sqrt{2^2 \cdot3^2 \cdot2} = 6\sqrt{2}$. We obtain:
x_{1,2}= \frac{6 \pm 6\sqrt{2}}{18}

We have:
x = \frac{6 + 6\sqrt{2}}{18} = \frac{1 + \sqrt{2}}{3}
x = \frac{6 - 6\sqrt{2}}{18} = \frac{1- \sqrt{2}}{3}
Both solutions are acceptable since they differ from $\pm \frac{2}{3}$ and do not cancel the denominator.
The solution to the equation is:
x = \frac{1 + \sqrt{2}}{3} \quad \quad x = \frac{1-\sqrt{2}}{3}
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Solve the rational equation:
\frac{x-5}{x^3+9x+27x+27} =0

Rational equations feature at least one fraction in which the numerator and denominator are polynomials. Such equations are categorized as rational because they can be expressed as the ratio of two polynomials. Specifically, rational equations have the following form:
\frac{P(x)}{Q(x)}=0
where $P(x)$ and $Q(x)$ are polynomials and $Q(x) \neq 0$.

	  The first step to solving rational equations is determining the values that make the denominators zero. These values are not allowable solutions because they lead to an indeterminate form.

	  The sequent step entails determining the least common multiple of the polynomials in all the denominators and finding the solutions for the polynomials in the numerator.

	  In the final stage of the process, removing the values that nullify the denominators and, subsequently, validating the acceptability of the remaining solutions to evaluate their admissibility in light of the given conditions is necessary.


The first step is determining the values that cancel the denominators to exclude them from the solutions to the equation. The polynomial $x^3+9x+27x+27$ is a notable product, more specifically, it is the cube of a binomial and can be rewritten as $(x+3)^3$. The equation becomes:
\frac{x-5}{(x+3)^3} =0

We have:
x+3 = 0 \to x = -3
 This value cannot be considered an acceptable solution because setting the denominators to zero would result in an indeterminate form. The solution to the equation is defined in the following range:
D = \mathbb{R}-\left\{ -3 \right\}

Simplifying the denominator (remember to be very careful when simplifying a variable from an equation) we obtain:
x-5=0 \to x = 5
The solution to the equation is:
x= 5


  

    Rational Equation A9

Source: algebrica.org - CC BY-NC 4.0
https://algebrica.org/exercises/rational-equation-a-9/
Fetched from algebrica.org test 5802; source modified 2025-03-07T09:40:00.
Solve the rational equation:
\frac{x^2-9}{x-3} = 4

Rational equations feature at least one fraction in which the numerator and denominator are polynomials. Such equations are categorized as rational because they can be expressed as the ratio of two polynomials. Specifically, rational equations have the following form:
\frac{P(x)}{Q(x)}=0
where $P(x)$ and $Q(x)$ are polynomials and $Q(x) \neq 0$.

	  The first step to solving rational equations is determining the values that make the denominators zero. These values are not allowable solutions because they lead to an indeterminate form.

	  The sequent step entails determining the least common multiple of the polynomials in all the denominators and finding the solutions for the polynomials in the numerator.

	  In the final stage of the process, removing the values that nullify the denominators and, subsequently, validating the acceptability of the remaining solutions to evaluate their admissibility in light of the given conditions is necessary.


Solution
The first step is determining the values that cancel the denominator to exclude them from the solutions of the equation:
x-3 = 0 \to x= 3
The value $3$ cannot be considered an acceptable solution because setting the denominators to zero would result an indeterminate form. The solution to the equation is defined in the following range:
D = \mathbb{R} - \left\{ -3, +3 \right\}

Now we must find the least common denominator of all denominators. We get:
\frac{x^2-9}{x-3} = \frac{4(x-3)}{{x-3}}

Now, we multiply both sides by $x-3$ to simplify denominators (remember to be very careful when simplifying a variable from an equation). We get:
\begin{align} &x^2-9 = 4(x-3)\\\\ &x^2-9 = 4x-12 \\\\ &x^2-9-4x+12 =0 \\\\ &x^2-4x+3 = 0 \end{align}

We have obtained a second-degree equation in its standard form $ax^2+bx+c=0$. We can solve it using the quadratic formula or by factoring the associated polynomial. Since the polynomial is easy to decompose, we can use the factoring method to find the solutions to the associated equation quickly.
The polynomial is decomposable at a glance into $(x-1)(x-3)$. If you are unfamiliar with factorisation of polynomials, review the theory and follow the procedure explained below.
To factor the polynomial $x^2 -4x +3$ we must find two numbers $r_1,r_2$, whose sum $S = r_1 + r_2$ equals $b=-4$, and whose product $P=r_1 \cdot r_2$ equals $a \cdot c = 3$. We can use this simple table to find the numbers that satisfy our constraints: \begin{array}{rrrr} & r_1 & r_2 & P & S \\ \hline & 1 & 3 & 3 & 4 \\ & -1 & -3 & 3 & -4\\ \end{array}

	  The numbers $r_1, r_2$ satisfying the constraint are -1 and -3. The equation becomes:

(x-1)(x-3) = 0
We have:
x-1 = 0 \to x=1
x-3 = 0 \to x= 3
The solution $x=3$ is unacceptable since it cancels the denominator. The solution to the equation is:
x= 1
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Solve the rational equation:
\frac{1}{x-4} = \frac{7}{x^2+x-20}

Rational equations feature at least one fraction in which the numerator and denominator are polynomials. Such equations are categorized as rational because they can be expressed as the ratio of two polynomials. Specifically, rational equations have the following form:
\frac{P(x)}{Q(x)}=0
where $P(x)$ and $Q(x)$ are polynomials and $Q(x) \neq 0$.

	  The first step to solving rational equations is determining the values that make the denominators zero. These values are not allowable solutions because they lead to an indeterminate form.

	  The sequent step entails determining the least common multiple of the polynomials in all the denominators and finding the solutions for the polynomials in the numerator.

	  In the final stage of the process, removing the values that nullify the denominators and, subsequently, validating the acceptability of the remaining solutions to evaluate their admissibility in light of the given conditions is necessary.


Solution
The first step is to determine the values that cancel the denominators to exclude them from the solutions to the equation. We have: \begin{align*} & x-4 = 0 \[0.6em] & x^2 +x-20 = 0 \end{align*}
For $x-4=0$ we have $x=4$. For $x^2 +x-20 = 0$ we can use the quadratic formula to find the solutions to the quadratic equation . We have: \begin{align*} x_{1,2} & = \frac{-1 \pm \sqrt{{1^2-4(1)(20)}}}{{2}}\[0.6em] &= \frac{-1 \pm \sqrt{81}}{2}\[0.6em] &= \frac{-1 \pm 9}{2}\[0.6em] \end{align*}
The solution is $x=-2$ and $x=4$. These values cannot be considered acceptable solutions because setting the denominators to zero would result in an indeterminate form. The solution to the original equation is defined in the following range:
D = \mathbb{R}-\left\{ -2, 4 \right\}

Now we must find the least common denominator of all denominators. \begin{align*} & \frac{1}{x-4} = \frac{7}{x^2+x-20} \[0.6em] & \frac{1}{x-4}-\frac{7}{x^2+x-20} = 0 \end{align*}
The equation becomes:
\frac{x^2+x-20-7\cdot (x-4) }{(x-4)(x^2+x-20)} = 0

Simplifying the denominator (remember to be very careful when simplifying a variable from an equation) we obtain:
x^2-6x+8 = 0

We have a quadratic equation that we can solve through the quadratic formula. \begin{align*} x_{1,2} &= \frac{-(-6) \pm \sqrt{(-6^2)-(4)(1)(8)}}{2} \[0.6em] & = \frac{6 \pm \sqrt{36-32}}{2} \[0.6em] & = \frac{6 \pm \sqrt{4}}{2} \\ \end{align*}

We obtain:
x = \frac{6 + 2}{2} =4
x = \frac{6-2}{2} = 2
The only acceptable solution is $x= 2$ since $x= 4$ is among those that cancel the denominator of the initial equation. The solution to the equation is:
x = 2
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-
\text{A1. } \quad \frac{3x-2}{5-2x} = 0
 solution
-
\text{A2. } \quad 1-\frac{6}{x} = -\frac{8}{x^2}
 solution
-
\text{A3. } \quad \frac{2x+1}{6} = \frac{1}{x}
 solution
-
\text{A4. } \quad \frac{1}{x+2}-\frac{1}{x-1} = \frac{2}{x^2-1}
 solution
-
\text{A5. } \quad \frac{2x}{x+1}-\frac{3}{x+5} = \frac{-8x^2}{x^2+6x+5}
 solution
-
\text{A6. } \quad \frac{4x-x}{3x+2}-\frac{1}{9x^2-4} = 0
 solution
-
\text{A7. } \quad \frac{1}{x-4} = \frac{7}{x^2+x-20}
 solution
-
\text{A8. } \quad \frac{x-5}{x^3+9x+27x+27} =0
 solution
-
\text{A9. } \quad \frac{x^2-9}{x-3} = 4
 solution
-
\text{A10. } \quad \frac{x^2+4x-5}{x-1} = \frac{x-2}{2}
 solution
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What are rational equations
Rational equations feature at least one fraction in which the numerator and denominator are polynomials. Such equations are categorized as rational because they can be expressed as the ratio of two polynomials. Specifically, rational equations have the following form:
\frac{P(x)}{Q(x)}=0
where $P(x)$ and $Q(x)$ are polynomials and $Q(x) \neq 0$. Recall that a polynomial expression is made up of a combination of monomials that are added or subtracted to form the full expression. A polynomial therefore has the general form:
a_nx^n + a_{n-1}x^{n-1} + \dotsb + a_2x^2 + a_1x + a_0
Where:
	  $ax^n$ is a monomial;
	  $a$ is a real number, known as the coefficient of the term;
	  $n$ is a non-negative integer, representing the exponent of the variable.

Distinction between irrational and rational equations
The key distinction between rational and irrational equations lies in their structure. Rational equations consist of fractions with polynomials in both numerator and denominator and can always be expressed as a ratio of two polynomials. Irrational equations feature roots of various orders and solutions that cannot be described as rational numbers. These roots are represented using radical notation and an index that indicates their order.

This fundamental difference is crucial to understanding the nature of these equations. For example:
	  $\dfrac{2s}{2x-1}$ is a rational equation since the expression contains only ratios of polynomial terms

	  $\dfrac{1}{\sqrt{2x-1}}$ is an irrational since the variable is inside a root.


How to Solve Rational Equations
	  The first step to solving rational equations is determining the values that make the denominators zero. These values are not allowable solutions because they lead to an indeterminate form.

	  The sequent step entails determining the least common multiple (LCM) of the polynomials in all the denominators and finding the solutions for the polynomials in the numerator.

	  In the final stage of the process, removing the values that nullify the denominators and, subsequently, validating the acceptability of the remaining solutions to evaluate their admissibility in light of the given conditions is necessary.


Example
Solve the rational equation:
\frac{1}{x+1} + \frac{1}{x+2} = 0

The first step to solving these equations is determining the values that make the denominators zero. These values are not allowable solutions because they lead to an indeterminate form:
\begin{align} x+1 = 0 \quad\quad x = -1\\[0.5em] x+2 = 0 \quad\quad x = -2\\[0.5em] \end{align}
Values for which $x = -1$ and $x = -2$ must be excluded from the solutions because they would make the denominators zero.

Now let’s proceed with the calculations and obtain:
\begin{align} &\frac{x+2}{(x+1)(x+2)} + \frac{x+1}{(x+1)(x+2)} = 0\\[1em] & \frac{x+2+x+1}{(x+1)(x+2)} = 0\\[1em] &\frac{2x+3}{(x+1)(x+2)} = 0 \end{align}

Let’s find solutions that set the numerator $2x+3 = 0$ and then check their validity. The equation is reduced to a first-degree linear equation, which admits a unique solution $\large{x = -\frac{3}{2}}$. The solution is not among the values that nullify $x$ in the denominator; therefore, it is an admissible solution. Finally, we substitute the solution into the initial equation and verify whether equality holds.
\begin{align*} \frac{1}{{-\frac{3}{2}+1}} + \frac{1}{{-\frac{3}{2}+2}} &= 0\\[1em] \frac{1}{{-\frac{1}{2}}} + \frac{1}{{\frac{1}{2}}} &= 0\\[1em] +2-2 &=0 \end{align*}
The equality is verified, therefore $x = \large(-\frac{3}{2})$ is the solution of the equation.
The solution to the equation is:
x= - \frac{3}{2}
Solve the following rational equations
-
\text{1. } \quad \frac{3x-2}{5-2x} = 0
 solution
-
\text{2. } \quad 1-\frac{6}{x} = -\frac{8}{x^2}
 solution
-
\text{3. } \quad \frac{2x+1}{6} = \frac{1}{x}
 solution
-
\text{4. } \quad \frac{1}{x+2}-\frac{1}{x-1} = \frac{2}{x^2-1}
 solution
-
\text{5. } \quad \frac{2x}{x+1}-\frac{3}{x+5} = \frac{-8x^2}{x^2+6x+5}
 solution
-
\text{6. } \quad \frac{4x-x}{3x+2}-\frac{1}{9x^2-4} = 0
 solution
-
\text{7. } \quad \frac{1}{x-4} = \frac{7}{x^2+x-20}
 solution
-
\text{8. } \quad \frac{x-5}{x^3+9x+27x+27} =0
 solution
-
\text{9. } \quad \frac{x^2-9}{x-3} = 4
 solution
-
\text{10. } \quad \frac{x^2+4x-5}{x-1} = \frac{x-2}{2}
 solution
The proposed equations are carefully designed to help you consolidate your understanding of irrational equations. Try solving them independently before checking the solutions provided.
GLossary
	  Rational equation: an equation featuring at least one fraction in which the numerator and denominator are polynomials.

	  Polynomial: an expression made up of a combination of monomials that are added or subtracted.

	  Monomial: a term within a polynomial, typically of the form $ax^n$, where $a$ is a real number coefficient and $n$ is a non-negative integer exponent.

	  Numerator: The top part of a fraction.

	  Denominator: The bottom part of a fraction.

	  Excluded values: values of the variable that make the denominator of a rational expression zero and are therefore not allowed as solutions.

	  Least Common Multiple (LCM): the smallest positive integer that is a multiple of two or more given integers or polynomials. Used to combine fractions in rational equations.

	  Irrational equation: an equation that features roots of variables, often represented using radical notation.
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What are rational functions
Rational functions are functions in which both the numerator and the denominator are polynomials, typically of degrees $n$ and $m$. They are usually written in the form
y = \frac{P(x)}{Q(x)}
where $P(x)$ and $Q(x)$ are polynomials and $Q(x) \neq 0$. In their most explicit form, a rational function can be expressed as
y = \frac{a_n x^n + a_{n-1} x^{n-1} + \dots + a_1 x + a_0}{b_m x^m + b_{m-1} x^{m-1} + \dots + b_1 x + b_0}
To make this structure more concrete, consider the simple function:
R(x) = \frac{2x + 3}{x - 1}
In this example both the numerator and the denominator are first–degree polynomials. The expression is well defined for every real number except the value that makes the denominator vanish. Here this happens at $x = 1$, which must therefore be excluded. The domain of the function is:
{\, x \in \mathbb{R} : x \neq 1 \,}
Even in such an elementary case, we see the typical features of a rational function: a clearly recognisable algebraic form, a domain determined by the points where the denominator becomes zero, and a behaviour that can be further explored through limits, asymptotes, and algebraic simplification.
Properties
	  Domain: it consists of all real numbers except those that make the denominator $Q(x)$ equal to zero. $D = \mathbb{R} \setminus { x \in \mathbb{R} \mid Q(x) = 0 .}$
	  Range: it represents the set of all real values that the function is capable of attaining, except for those that are inherently unreachable based on the function’s algebraic structure. In essence, it depends on the specific form and behavior of the function.

As for the evenness or oddness of the function, as well as its boundedness, monotonicity, concavity, and convexity, these properties cannot be determined in advance. They depend entirely on the specific form of the rational function under consideration.
Continuity of rational functions
Rational functions are among the most well-behaved objects in real analysis when it comes to continuity. Since they are defined as ratios of polynomials and polynomials are continuous for all real numbers, a rational function is automatically continuous at any point $x_0$ where $Q(x_0) \neq 0$. Possible discontinuities occur only at the solutions of:
Q(x) = 0
where the expression is not defined. Even in these cases, the type of discontinuity is highly structured. If numerator and denominator both vanish:
P(x_0) = 0 \quad Q(x_0) = 0
the discontinuity may be removable, since a common factor can often be cancelled. If instead
P(x_0) \neq 0 \quad Q(x_0) = 0
the function diverges and a vertical asymptote appears.
Because their behaviour is dictated by algebraic properties, rational functions are continuous everywhere on their domain and exhibit only a small, predictable set of discontinuities.
Limits at infinity for rational functions
To understand how a rational function behaves for very large values of $x$, it is enough to examine how fast the numerator and the denominator grow. Far from the origin, the lower–degree terms become negligible, and the function is essentially governed by the degrees and leading coefficients of the two polynomials. Consider:
R(x) = \frac{P(x)}{Q(x)}
 where $P(x)$ and $Q(x)$ have degrees $n$ and $m$. The comparison between $n$ and $m$ determines the behaviour of the function as $x \to \pm\infty$:
If $n < m$, the denominator dominates and the limit is:
\lim_{x \to \pm\infty} R(x) = 0
If $n = m$, the highest–degree terms balance. The limit becomes the ratio of the leading coefficients:
\lim_{x \to \pm\infty} R(x) = \frac{a_n}{b_m}
If $n = m + 1$, the function behaves like a line for large $|x|$, giving rise to an oblique asymptote. Although the limit does not exist as a finite number, the difference:
R(x) - (ax + b)
 tends to zero for a suitable line $ax + b$.
If $n > m + 1$, the numerator grows too fast, and the function diverges, depending on the signs of the leading terms:
\lim_{x \to \pm\infty} R(x) = \pm\infty
These cases offer a structured way to predict the long-range behaviour of any rational function simply by looking at the degrees of the polynomials involved, without the need for detailed algebraic manipulation.
Limits at points where the denominator becomes zero
When analysing a rational function the most delicate situations arise at the values of $x$ for which the denominator vanishes. Around these points the behaviour of the function can change drastically, and understanding what happens requires distinguishing two fundamentally different cases. In the first case, the denominator becomes zero at a point $x_0$ while the numerator remains nonzero. This corresponds to the situation:
Q(x_0) = 0 \qquad P(x_0) \neq 0
 Near $x_0$, the expression looks like:
\frac{P(x_0)}{0}
 which indicates that the function grows without bound as $x$ approaches that value. What emerges is a true vertical asymptote, and the limit takes the form:
\lim_{x \to x_0^\pm} R(x) = \pm\infty
 with the sign determined by how the denominator changes on either side of $x_0$.

A different situation occurs when both numerator and denominator become zero at the same point which produces the indeterminate form
\frac{0}{0}
 In this scenario, the value of the limit cannot be inferred directly from the polynomials evaluated at $x_0$. The function might simplify to something well-behaved, it might diverge, or it might lead to a finite limit after suitable manipulation. To uncover what truly happens, one usually proceeds by factoring both numerator and denominator to cancel any common factors, or by applying L’Hôpital’s rule when its conditions are satisfied.
Asymptotes
Rational functions always exhibit at least one type of asymptote, the nature of which depends on the specific structure of the function. In general, the following cases can be identified:
	  If $Q(x_0) = 0$ and $P(x_0) \neq 0$, then $x = x_0$, that is the point where the denominator becomes zero, is a vertical asymptote.
	  If the degree of $P(x)$ is equal to the degree of $Q(x)$, that is, $n = m$, the function has a horizontal asymptote at the ratio of the leading coefficients $a_n/b_m$. If $n < m$, the horizontal asymptote is the x-axis, represented by the line $y = 0$.
	  Finally, an oblique asymptote may occur when the degree of the polynomial $P(x)$ is greater than the degree of $Q(x)$, specifically when $n = m + 1$.

Derivatives and integrals
Rational functions are continuous and differentiable throughout their entire domain. It is not possible to provide a single general form for the derivative, but the expression used to compute it is given by the following formula:
\frac{d}{dx} \left[ \frac{N(x)}{D(x)} \right] = \frac{N’(x)D(x) - N(x)D’(x)}{[D(x)]^2}

Similarly, there is no single standard method for integrating rational functions; the integration process depends entirely on the specific form of the function. However, in general, the integral of a rational function can be computed by applying the following formula:
\int \frac{N(x)}{D(x)} \, dx = \int Q(x) \, dx + \int \frac{R(x)}{D(x)} \, dx
	  $Q(x)$ is the quotient obtained from the division of $N(x)$ by $D(x)$.
	  $R(x)$ is the remainder of the division.
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Introduction
A rational inequality is an inequality that involves at least one rational expression, that is, a ratio in which both the numerator and the denominator are polynomials. The natural domain of such an expression is the set of all real numbers for which the denominator does not vanish; any value of $x$ that makes the denominator equal to zero is excluded from the domain and cannot belong to the solution set. Every rational inequality can be reduced to one of the following canonical forms.
\frac{P(x)}{Q(x)} > 0 \qquad \frac{P(x)}{Q(x)} \geq 0
\frac{P(x)}{Q(x)} < 0 \qquad \frac{P(x)}{Q(x)} \leq 0
In each case, $P(x)$ and $Q(x)$ are polynomials with real coefficients, and the expression on the left-hand side is defined only where $Q(x) \neq 0$. These inequalities take their name from the notion of a rational function, in the same way that rational equations do. All four forms are handled by the same method, as illustrated in the examples below.

Solving a rational inequality means finding all values of $x$ in the natural domain of the expression for which the inequality holds. The standard approach proceeds through the following steps.
	  The first step is to rewrite the inequality so that all terms appear on the left-hand side and the right-hand side is zero, thereby reducing the problem to one of the canonical forms above. This allows one to study the sign of a single rational expression rather than comparing two separate expressions.
	  The second step is to determine the natural domain of the rational expression by identifying all values of $x$ for which the denominator vanishes. These values must be excluded from the solution set regardless of the inequality symbol.
	  The third step is to find the zeros of the numerator and the zeros of the denominator separately. These critical points, taken together, partition the real line into open intervals on which the rational expression maintains a constant sign, since the sign of a ratio can change only where the numerator or the denominator equals zero.
	  The fourth step is to construct a sign chart, recording the sign of the numerator and the sign of the denominator in each interval, and then determining the sign of the ratio by the standard rule: the ratio is positive when numerator and denominator share the same sign, and negative when they have opposite signs.
	  The fifth step is to collect the intervals where the sign of the expression is consistent with the original inequality, taking care to include the zeros of the numerator if and only if the inequality is non-strict, and to exclude in every case the zeros of the denominator.

The key observation underlying this method is that a rational expression $P(x)/Q(x)$ can change sign only at a zero of $P(x)$ or at a zero of $Q(x)$. Between any two consecutive critical points, the expression is either strictly positive or strictly negative throughout, which makes it sufficient to test a single representative value in each interval.
Multiplicity and sign changes
The multiplicity of each zero is crucial in determining how the sign of a rational expression changes across its critical points. A zero of odd multiplicity, whether located in the numerator or denominator, causes the expression to change sign as $x$ crosses that point. The expression is positive on one side and negative on the other.
In contrast, a zero of even multiplicity does not produce a sign change. The expression maintains the same sign on both sides of that point because the corresponding factor contributes an even power, which does not change sign in a neighbourhood of the zero.
This behaviour must be explicitly considered when constructing the sign chart. Treating all critical points as sign-change points, regardless of multiplicity, is a common error that yields incorrect solution sets when repeated factors appear in the numerator or denominator.

Consider the following inequality, which demonstrates the effect of even multiplicity on the sign chart.
\frac{(x-1)^2}{x-3} \geq 0
The denominator vanishes at $x = 3$, which must therefore be excluded from the solution set regardless of the inequality symbol, since the expression is undefined at that point. The natural domain is thus the set of all real numbers with $x \neq 3$. The numerator vanishes at $x = 1$, which is a zero of multiplicity two. The critical points are $x = 1$ and $x = 3$, and they partition the real line into three intervals.
1
3
(x-1)^2 \geq 0
$\boldsymbol{+}$
$\boldsymbol{+}$
$\boldsymbol{+}$
x - 3 \geq 0
$\boldsymbol{-}$
$\boldsymbol{-}$
$\boldsymbol{+}$
\frac{(x-1)^2}{x-3} \geq 0
$\boldsymbol{-}$
$\boldsymbol{-}$
$\boldsymbol{+}$
Since $(x-1)^2$ is non-negative for all real $x$ and equals zero only at $x = 1$, it does not change sign as $x$ crosses $x = 1$. The sign of the entire expression is therefore determined solely by the sign of the denominator $x - 3$.
The expression is non-negative when $x > 3$, and it equals zero at $x = 1$. The point $x = 3$ is excluded from the solution set because it does not belong to the natural domain of the expression. The solution set is as follows.
\{1\} \cup (3, +\infty)
The point $x = 1$ appears as an isolated point in the solution set, a consequence of the even multiplicity of the corresponding zero.
Structure of the solution set
The solution set of a rational inequality is always a union of intervals of the real line, possibly supplemented by isolated points. Each interval in the solution set is bounded by critical points, and its endpoints are either zeros of the numerator, which may be included if the inequality is non-strict, or zeros of the denominator, which are always excluded. When a zero of even multiplicity appears in the numerator, it contributes an isolated point to the solution set rather than an interval, as discussed in the preceding section on multiplicity and sign changes.
To make this concrete, consider a rational expression with critical points at $x = 1$, $x = 2$, and $x = 4$, where $x = 2$ is a zero of the denominator. If the sign chart shows that the expression is non-negative on $[1, 2)$ and on $(2, 4]$, the solution set is the following.
[1, 2) \;\cup\; (2, 4]
The point $x = 2$ is absent from both intervals because it does not belong to the natural domain of the expression, even though the adjacent intervals extend up to it from both sides.
Example 1
Determine the values of $x$ that satisfy the following inequality.
\frac{x - 1}{2 - x} < 0
The inequality is already in canonical form. The denominator $2 - x$ vanishes at $x = 2$, so this value must be excluded from the solution set. The natural domain of the expression is the following.
D = \lbrace x \in \mathbb{R} : x \neq 2 \rbrace
To determine the intervals where the inequality is satisfied, we use the fact that a rational expression is negative exactly when the numerator and the denominator have opposite signs. The numerator $x - 1$ is negative when $x < 1$, while the denominator $2 - x$ is negative when $x > 2$. By constructing the sign chart, we obtain:
1
2
x - 1 \lt 0
$\boldsymbol{-}$
$\boldsymbol{+}$
$\boldsymbol{+}$
2 - x \lt 0
$\boldsymbol{+}$
$\boldsymbol{+}$
$\boldsymbol{-}$
\frac{x-1}{2-x} \lt 0
$\boldsymbol{-}$
$\boldsymbol{+}$
$\boldsymbol{-}$
From the sign chart, the expression is negative on the intervals $x < 1$ and $x > 2$. Since the inequality is strict, the endpoints are excluded, and the solution set is the following:
(-\infty,\, 1) \;\cup\; (2,\, +\infty)
Example 2
Determine the values of $x$ that satisfy the following inequality.
\frac{x - 1}{x^2 - 5x + 6} \geq 0
The denominator is a quadratic polynomial whose zeros are found by solving the associated quadratic equation. The polynomial factors as follows.
(x-3)(x-2) = 0
This gives $x = 2$ and $x = 3$, which are the values that make the denominator zero and must therefore be excluded from the solution set. The natural domain is the following.
D = \lbrace \, x \in \mathbb{R} : x \neq 2, \, x \neq 3 \,\rbrace
The numerator vanishes at $x = 1$, which together with $x = 2$ and $x = 3$ gives three critical points partitioning the real line into four open intervals. We now represent their signs on a sign chart:
1
2
3
x-1 \geq 0
$\boldsymbol{-}$
$\boldsymbol{+}$
$\boldsymbol{+}$
$\boldsymbol{+}$
x^2 - 5x + 6 \geq 0
$\boldsymbol{+}$
$\boldsymbol{+}$
$\boldsymbol{-}$
$\boldsymbol{+}$
\frac{x - 1}{x^2 - 5x + 6} \geq 0
$\boldsymbol{-}$
$\boldsymbol{+}$
$\boldsymbol{-}$
$\boldsymbol{+}$
From the sign chart, the expression is non-negative on the interval $1 \leq x < 2$ and on the interval $x > 3$. The endpoints $x = 2$ and $x = 3$ are excluded because they do not belong to the natural domain, while $x = 1$ is included because the inequality is non-strict and the numerator vanishes there.
The solution set is the following:
[1, 2) \;\cup\; (3, +\infty)
Reduction to canonical form
The method described above assumes that the inequality is already in canonical form, with a single rational expression on the left-hand side and zero on the right. In practice, inequalities do not always appear in this form. A common case is one in which a rational expression appears on both sides, such as the following.
\frac{2x + 1}{x - 3} \geq \frac{1}{x + 1}
The correct approach is to move all terms to the left-hand side and combine them into a single rational expression. Subtracting the right-hand side from both sides gives the following.
\frac{2x + 1}{x - 3} - \frac{1}{x + 1} \geq 0
The two fractions are then combined over a common denominator.
\frac{(2x + 1)(x + 1) - (x - 3)}{(x - 3)(x + 1)} \geq 0
Expanding the numerator yields the following.
\frac{2x^2 + 3x + 1 - x + 3}{(x - 3)(x + 1)} \geq 0
which simplifies to the following.
\frac{2x^2 + 2x + 4}{(x - 3)(x + 1)} \geq 0
The numerator $2x^2 + 2x + 4$ can be written as $2(x^2 + x + 2)$. The discriminant of $x^2 + x + 2$ is $\Delta = 1 - 8 = -7 < 0$, so the quadratic has no real roots and is strictly positive for all real $x$. The sign of the entire expression is therefore determined solely by the sign of the denominator $(x-3)(x+1)$, which is positive when $x < -1$ or $x > 3$. Since the numerator is never zero, neither endpoint can be included, and the solution set is the following.
(-\infty, -1) \;\cup\; (3, +\infty)
A common error in this type of problem is to multiply both sides of the original inequality by $x - 3$ or $x + 1$ without accounting for the sign of those factors. Since the sign of a linear expression depends on $x$, such a multiplication would require a case analysis and is more error-prone than the reduction to canonical form illustrated above.
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Introduction
The Riemann integral is built to measure the net area under a bounded function on a closed interval by approximating it with rectangles. The subtle point is not computing the integral once it exists, but deciding when the limiting process is well-defined. This page collects the most useful criteria for Riemann integrability, in a form that is easy to apply when you meet a function that is not obviously continuous.
If you want the definition and basic properties of the definite integral first, see: Definite Integrals.
Partitions, upper sums, lower sums
Let $f:[a,b]\to\mathbb{R}$ be bounded. A partition $P$ of $[a,b]$ is a finite collection of points
P={x_0,x_1,\dots,x_n}
a=x_0 < x_1 < \cdots < x_n=b
On each subinterval $[x_{i-1},x_i]$ we record how high and how low the function can reach. Since $f$ is bounded, both quantities are well defined:
M_i=\sup_{x\in[x_{i-1},x_i]} f(x)
m_i=\inf_{x\in[x_{i-1},x_i]} f(x)
	  $M_i$ is the least upper bound of $f$ on that subinterval (the smallest value that is still at least as large as every value $f$ takes there).
	  $m_i$ is the greatest lower bound (the largest value that is still no greater than any value $f$ takes there).

[image: ]
The diagram above shows the lower sum: each rectangle is built using the infimum of $f$ on its subinterval, so every rectangle fits entirely below the curve. No part of any rectangle sticks out above it. The diagram below shows the upper sum: here each rectangle uses the supremum, so the rectangles overshoot the curve and cover more area than is actually there. The true area under the curve lies somewhere between the two.
[image: ]
As the partition gets finer and the subintervals shrink, the rectangles in both sums become thinner and more numerous, and the two approximations are forced closer and closer together.

When $f$ is continuous, these coincide with the actual maximum and minimum on the subinterval. For a general bounded function, sup and inf are used because a maximum or minimum may not be attained. Using $M_i$ and $m_i$, we define the Darboux upper and lower sums:
U(f,P)=\sum_{i=1}^n M_i(x_i-x_{i-1})
L(f,P)=\sum_{i=1}^n m_i(x_i-x_{i-1})
Two facts keep the whole construction coherent. First, making a partition finer, adding points to it, can only push upper sums down and lower sums up. Second, no matter which partition you choose, the lower sum never exceeds the upper sum:
L(f,P) \leq U(f,P)
Together, these mean that as partitions get finer, the upper and lower sums are squeezed toward each other. When they meet at a common limit, the function is integrable and that limit is the integral.
The Darboux criterion
Before stating the criterion, it helps to fix two numbers that summarize all possible upper and lower sums at once. Define the upper and lower integrals as:
U(f)=\inf_{P} U(f,P)
L(f)=\sup_{P} L(f,P)
where the infimum and supremum range over all partitions $P$ of $[a,b]$. In plain terms:
	  $U(f)$ is the smallest value the upper sums can be pushed down to, by choosing finer and finer partitions.
	  $L(f)$ is the largest value the lower sums can be pushed up to.

One can show that $L(f) \leq U(f)$ always holds, regardless of the function.

A bounded function $f$ is Riemann integrable on $[a,b]$ if and only if these two numbers coincide:
U(f) = L(f)
In that case, their common value is the integral:
\int_a^b f(x)\,dx = U(f) = L(f)
This is clean as a definition, but in practice it is hard to compute $U(f)$ and $L(f)$ directly. The following equivalent formulation is far more useful when you actually want to prove integrability: a bounded function $f$ is Riemann integrable on $[a,b]$ if and only if for every $\varepsilon > 0$ there exists a partition $P$ such that
U(f,P) - L(f,P) < \varepsilon
[image: ]
The difference becomes clear looking at the two diagrams. With a coarse partition, each rectangle is wide enough to leave a noticeable gap between the upper and lower bounds. Narrowing the subintervals forces both sums to track the curve more closely, and the space between them shrinks accordingly.
[image: ]
In other words, you can always find a partition that forces the upper and lower sums as close together as you like. This is the criterion to reach for when you want to prove integrability by squeezing the two sums toward each other.

On each subinterval $[x_{i-1},x_i]$, the difference $M_i - m_i$ represents the range of values taken by $f$ on that portion of the interval, that is, its oscillation over that segment. A straightforward computation then shows that:
U(f,P) - L(f,P) = \sum_{i=1}^n (M_i - m_i)(x_i - x_{i-1})
This is the central idea. A function is integrable if we can divide the interval into sufficiently small pieces so that the variation of the function on each piece contributes only a negligible error to the total sum. If, on the contrary, the function keeps oscillating in an uncontrollable way on every subinterval, no matter how fine the partition, then this condition cannot be met, and the function fails to be integrable in the Riemann sense.
Once a function is known to be Riemann integrable, the Fundamental Theorem of Calculus provides the main tool for evaluating it.
Common sufficient conditions
The Darboux criterion is the foundation, but in practice most functions you encounter fall into one of three categories that guarantee integrability without any direct computation of sums. A function $f$ on $[a,b]$ is Riemann integrable if it satisfies any one of the following conditions.
	  If $f$ is continuous on $[a,b]$, integrability follows from uniform continuity: on a closed bounded interval, continuity forces the oscillation $M_i - m_i$ to be uniformly small on every sufficiently short subinterval, which is exactly what the Darboux criterion requires.

	  If $f$ is monotone on $[a,b]$, the oscillation on each subinterval reduces to a difference of endpoint values. These differences telescope when summed across the partition, and the total $U(f,P) - L(f,P)$ can be made small simply by taking the mesh fine enough.

	  If $f$ is bounded and has only finitely many discontinuities, each can be enclosed in a subinterval of arbitrarily small length, while the function remains continuous and well-behaved everywhere else.


These three conditions are independent: a function can be monotone without being continuous, and can have finitely many discontinuities without being monotone. What they share is that none of them allows discontinuities to accumulate densely, and that is the key.
The discontinuity-set criterion
A bounded function $f:[a,b]\to\mathbb{R}$ is Riemann integrable if and only if its set of discontinuities has Lebesgue measure zero. A set $D \subset [a,b]$ has measure zero if for every $\varepsilon > 0$ you can cover $D$ with a countable collection of intervals whose total length is less than $\varepsilon$. The discontinuities can be hidden inside intervals that, taken together, occupy as little of the real line as you want. Two examples show what this means in practice.
Lebesgue measure is the standard way of assigning length to subsets of the real line. For an interval $[c,d]$ it equals $d - c$. A set has measure zero if it can be covered by intervals of arbitrarily small total length — it occupies no space on the line in any meaningful sense. Finite and countable sets, such as the rationals, all have measure zero.

Dirichlet’s function is defined as:
f(x) = \begin{cases} 1 & x \in \mathbb{Q} \\[6pt] 0 & x \notin \mathbb{Q} \end{cases}
It is discontinuous at every point of $[a,b]$, so its discontinuity set is the entire interval, which does not have measure zero. It is not Riemann integrable. Every subinterval contains both rationals and irrationals, so every $M_i = 1$ and every $m_i = 0$, which gives $U(f,P) - L(f,P) = b - a$ for every partition $P$, regardless of how fine it is.

Thomae’s function is defined as
t(x) = \begin{cases} 0 & x \notin \mathbb{Q} \\\\ \dfrac{1}{q} & x = \dfrac{p}{q} \text{ in lowest terms} \end{cases}
It is discontinuous exactly at the rationals and continuous at every irrational. The rationals in $[a,b]$ form a countable set, and every countable set has measure zero. So Thomae’s function is Riemann integrable and its integral over any interval is zero, despite being discontinuous at infinitely many points.
Recognising Riemann integrability
When you encounter a bounded function $f$ on $[a,b]$ and need to decide whether it is Riemann integrable, the following sequence of checks usually settles the question quickly.
	  If $f$ is continuous on $[a,b]$, then it is integrable.
	  If $f$ is monotone on $[a,b]$, then it is integrable.
	  If $f$ has only finitely many discontinuities, then it is integrable.
	  If the discontinuities of $f$ form a set of measure zero, then it is integrable.
	  If $f$ is discontinuous on a set that cannot be made small, show that $U(f,P) - L(f,P)$ stays bounded away from zero for every partition $P$. Then $f$ is not Riemann integrable.
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Statement
Given a function $f(x)$ defined on a closed and bounded interval $[a, b]$, such that the following conditions are satisfied:
	  $f(x)$ is continuous on the closed interval $[a, b]$.
	  $f(x)$ is differentiable on the open interval $(a, b)$.
	  $f(a) = f(b)$.

Then, there exists at least one point $c \in (a, b)$ such that $f’ \left(c \right) = 0$
Rolle’s Theorem is a special case of the Mean Value Theorem (Lagrange). Under the same hypotheses of continuity on $[a,b]$ and differentiability on $(a,b)$, if $f(a) = f(b)$, then the secant slope is zero and there exists $c \in (a,b)$ such that \( f’(c) = 0 ).
A geometric view of Rolle’s theorem
From a geometric point of view, Rolle’s theorem states that there always exists at least one point $c$ where the tangent to the graph is parallel to the line $AB$ passing through the points $A$ and $B$, and thus parallel to the $x$-axis.
[image: ]
Rolle’s Theorem helps illustrate the idea that a function reaching the same value at two points must have a flat tangent somewhere in between. This concept underlies many real-world applications, such as finding the peak of a parabolic trajectory.
Proof
By the Weierstrass’s Theorem, since $f(x)$ is continuous on $[a, b]$, it attains a maximum and a minimum on $[a, b]$. Let:
M = f(x_M), \quad m = f(x_m)
where $x_M, x_m \in [a, b]$ are points where $f(x)$ reaches its maximum $M$ and minimum $m$, respectively. If $M = m$, the function $f(x)$ is constant, and hence for all $x \in (a, b)$ $f’(x) = 0$. In this case, the theorem is trivially true.

Now assume $M > m$. Since $f(a) = f(b)$, if both the maximum and the minimum were attained only at the endpoints, we would have $f(a) = f(b) = M = m$, contradicting $M > m$. Therefore, at least one of $M$ or $m$ is attained at some interior point $c \in (a, b)$.
	  $f(x)$ reaches a local maximum at $c \in (a, b)$: since $f$ is differentiable at $c$ and $c$ is an interior extremum, by Fermat’s Theorem the derivative satisfies $f’ \left(c \right) = 0.$
	  $f(x)$ reaches a local minimum at $c \in (a, b)$: similarly, by Fermat’s Theorem, the derivative satisfies: $f’ \left(c \right) = 0.$

Thus, in both cases, there exists at least one $c \in (a, b)$ such that $f’ \left(c \right) = 0.$
Failure of the hypotheses in Rolle’s Theorem
Rolle’s Theorem is a conditional statement, and its conclusion is valid only if all three hypotheses are satisfied simultaneously. To demonstrate the necessity of each condition, it is instructive to analyse cases where one hypothesis is omitted.

The first hypothesis requires continuity on the closed interval $[a, b]$, so consider the following function:
f(x) = \begin{cases} x & \text{if } x \in [0, 1) \\[0.5em] 0 & \text{if } x = 1 \end{cases}
This function satisfies $f(0) = f(1) = 0$ and is differentiable on $(0, 1)$ with derivative $f’(x) = 1$ throughout the open interval. However, there is no point $c \in (0, 1)$ where $f’(c) = 0$. The failure arises from a jump discontinuity at $x = 1$, violating the continuity hypothesis. The derivative remains nonzero because the function increases strictly until the discontinuity.

The second hypothesis requires differentiability on the open interval $(a, b)$. The absolute value function $f(x) = |x|$ on $[-1, 1]$ is continuous on the closed interval and satisfies $f(-1) = f(1) = 1$, so the first and third hypotheses are met. However, at $x = 0$, the function has a corner and the derivative does not exist.
The left and right derivatives at this point are $-1$ and $1$, respectively, indicating non-differentiability on all of $(-1, 1)$. Consequently, there is no horizontal tangent in the interior, demonstrating that differentiability is essential.

The third hypothesis requires that the function values at the endpoints are equal. A strictly monotonic function can be continuous and differentiable everywhere, yet may lack an interior stationary point. For example, $f(x) = x$ on $[0, 1]$ satisfies $f(0) \neq f(1)$.
Since $f’(x) = 1$ for all $x \in (0, 1)$, the derivative never vanishes. This demonstrates that equal endpoint values are necessary to guarantee an interior stationary point, regardless of other properties.
Example
Let’s consider the function:
f(x) = x^2 - 4x + 3
on the closed interval $[1, 3]$. We want to verify whether Rolle’s Theorem applies, and if so, find the value of $c$ such that $f^\prime ( c ) = 0$.

First, we check the three conditions required by Rolle’s Theorem:
	  Continuity: the function is a polynomial, so it is continuous on the entire real line, including the interval $[1, 3]$.

	  Differentiability: since $f(x)$ is a polynomial, it is differentiable on $(1, 3)$.

	  Let’s now verify that the value of the function at the endpoints is the same:


f(1) = 1^2 - 4(1) + 3 = 0 \\[0.5em] f(3) = 3^2 - 4(3) + 3 = 0
Since all three conditions are satisfied, Rolle’s Theorem guarantees that there is at least one value $c \in (1, 3)$ such that $f^\prime ( c ) = 0$. Let’s find it.

We compute the derivative:
f’(x) = 2x - 4
Now solve:
f^\prime ( c ) = 0 \rightarrow 2c - 4 = 0 \rightarrow c = 2
So, the point $c = 2$ lies within the interval $(1, 3)$, and at that point, the derivative is zero. This means the function has a horizontal tangent line at $x = 2$, as predicted by Rolle’s Theorem.
Exercises: check whether Rolle’s Theorem is applicable to the following functions, and if so, find the point $c$ where $f^\prime ( c ) = 0.$
-
\text{1. } \quad f(x) = \sqrt{4 - x^2}
 solution
-
\text{2. } \quad f(x) = |x - 1|
 solution
Exercise 1
Let’s consider the following function on the closed interval $[-2, 2]$:
f(x) = \sqrt{4 - x^2}
This is not a polynomial, but we can still check whether Rolle’s Theorem applies. The function is a square root of a quadratic expression, and it is defined and continuous for all $x$ such that $4 - x^2 \geq 0$. This inequality holds exactly on the interval $[-2, 2]$, so the function is continuous on the entire interval.

The function is differentiable on the open interval $(-2, 2)$ because there are no corners or cusps, and the square root is smooth where defined. The derivative of the function is given by:
f’(x) = \frac{-x}{\sqrt{4 - x^2}}
The derivative diverges as $x \to \pm 2$, indicating that the function is not differentiable at the endpoints. However, this does not violate Rolle’s Theorem, which requires differentiability only on the open interval $(-2, 2)$.

Let’s check the values of the function at $x = -2$ and $x = 2$:
\begin{aligned} &f(-2) = \sqrt{4 - (-2)^2} = \sqrt{0} = 0 \\[0.5em] &f(2) = \sqrt{4 - 2^2} = \sqrt{0} = 0 \end{aligned}
Since the function values at the endpoints are equal, all the conditions of Rolle’s Theorem are satisfied.

Now we apply the theorem. It tells us that there must be at least one value $c \in (-2, 2)$ such that the $f’( c ) = 0$. We first compute the derivative:
f^\prime(x) = \frac{-x}{\sqrt{4 - x^2}}
Now we solve:
f^\prime ( c ) = 0 \Rightarrow \frac{-c}{\sqrt{4 - c^2}} = 0 \rightarrow c = 0
The function satisfies all the conditions of Rolle’s Theorem, and the point $c = 0$ is the value where the derivative is zero. So, the function has a horizontal tangent line at $x = 0.$
Exercise 2
Now let’s consider the following function on the closed interval $[0, 2]$:
f(x) = |x - 1|

The function $f(x) = |x - 1|$ is an absolute value function. It is continuous on the entire real line, including the interval $[0, 2]$.

To analyze $f(x) = |x - 1|$, observe the following:
f(x) = \begin{cases} 1 - x & \text{if } x < 1 \\[0.5em] x - 1 & \text{if } x \geq 1 \end{cases}
The left and right derivatives at $x = 1$ are computed as follows. The left derivative is:
\lim_{h \to 0^-} \frac{f(1+h) - f(1)}{h} = \lim_{h \to 0^-} \frac{|h|}{h} = -1
The right derivative is:
\lim_{h \to 0^+} \frac{f(1+h) - f(1)}{h} = \lim_{h \to 0^+} \frac{|h|}{h} = 1
Because the left and right derivatives are not equal, the derivative does not exist at $x = 1$.
To apply Rolle’s Theorem, the function must be differentiable on the open interval $(0, 2)$. But here’s the problem: At $x = 1$, the function has a corner, which means the derivative does not exist at that point. So the second condition of Rolle’s Theorem fails.
Selected references
	  Harvard University O. Knill. The Mean Value Theorem
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What is the quadratic mean?
The quadratic mean, also called the root mean square, belongs to the general family of power means. It is obtained by taking the square root of the arithmetic mean of the squared values in a dataset. This measure is particularly useful when the direction of the data is irrelevant, but the magnitude of each value matters.
Because each value is squared before being averaged, larger numbers have a stronger influence on the result. For this reason, the quadratic mean effectively represents quantities that combine according to quadratic relationships, where variations in magnitude must be preserved rather than canceled by sign.
In simple terms, it describes the equilibrium point of the squared distribution, providing a realistic measure of the average intensity or effective value of a set of data.

In general form, the quadratic mean is expressed as:
M_2 = \sqrt{\frac{1}{n} \sum_{i=1}^{n} x_i^2}
where $x_1, x_2, \ldots, x_n$ are the observed values and $n$ is the total number of elements.
	  The quadratic mean can be applied to any set of real numbers, positive or negative.
	  Since the calculation involves squaring each term, it is always greater than or equal to the arithmetic and geometric means.
	  It provides an accurate description of data representing magnitudes, such as voltage, acceleration, power, or standard deviation, where the overall strength of variation is more important than its direction.

Example 1
Let’s consider the average temperature variation in a small mountain town during five consecutive autumn days. Because temperatures can fluctuate above and below zero, we will use the quadratic mean to capture the overall magnitude of the variation, regardless of sign.
Day
Temperature (°C)
Monday
–3.5
Tuesday
0.0
Wednesday
2.8
Thursday
–1.6
Friday
3.2
Substituting the observed values to the quadratic mean formula, we get:
\begin{align} M_2 &= \sqrt{\frac{(-3.5)^2 + 0.0^2 + (2.8)^2 + (-1.6)^2 + (3.2)^2}{5}} \\[3pt] &= \sqrt{\frac{12.25 + 0.00 + 7.84 + 2.56 + 10.24}{5}} \\[3pt] & = \sqrt{\frac{32.89}{5}} \approx 2.56 \end{align}

	  If we consider the arithmetic mean (0.18 °C), it is noticeably lower than the quadratic mean (2.56 °C).
	  This happens because the arithmetic mean takes into account the sign of each value, so negative temperatures offset the positive ones.
	  The quadratic mean, on the other hand, measures the overall magnitude of the variations, providing a more realistic picture of the actual thermal intensity during the period.

Hence, the quadratic mean temperature is approximately:
M_2 = 2.56 \text{ °C}
This result shows that, even though the temperature fluctuates above and below zero, the quadratic mean captures the overall intensity of these variations.
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What is the root test
The root test is a method used to determine whether an infinite series converges or diverges. It is particularly useful when each term of the series involves an expression raised to the $n$-th power, such as exponentials or roots. Suppose we have a series with positive terms of the form:
\sum_{n=1}^{+\infty} a_n
Assume that the limit exists and is finite:
\limsup_{n \to \infty} \sqrt[n]{|a_n|} = L
We use $\limsup$ because it is always defined for real sequences that are bounded from below. This makes the root test reliable even when the usual limit $\lim_{n \to \infty} \sqrt[n]{|a_n|}$ does not exist. By taking the limit superior, the test can still detect the long-term behavior of the sequence and determine whether the series converges or diverges.
If the limit $L$ exists, three cases can occur:
	  If $L < 1$, the series converges absolutely.
	  If $L > 1$ or $L = \infty$, the series diverges.
	  If $L = 1$, the test is inconclusive.

We use the absolute value $|a_n|$ to apply the root test to the absolute convergence of the series. This ensures the test works even if the terms $a_n$ are negative or alternate in sign, allowing us to focus only on their magnitude.
How to recognize when to apply the root test
The root test is especially useful when the general term of a series is expressed in the form $a_n = (b_n)^n$, that is, when the entire term is raised to the power of $n$. In such cases, taking the $n$-th root of $a_n$ simplifies the expression significantly and often leads directly to a manageable limit.
By contrast, other tests may become more complicated in this context, especially when the ratio $\frac{a_{n+1}}{a_n}$ does not simplify easily or when factorials or exponential terms are involved in a way that makes limits more difficult to compute.
In summary, the Root Test is particularly effective in the following situations:
	  When $a_n = (f(n))^n$, with $f(n) > 0$
	  When the terms involve exponential-like growth or decay
	  When the limit $\sqrt[n]{|a_n|}$ is easier to compute than $\frac{a_{n+1}}{a_n}$

In all other cases, if the general term is not raised to the $n$-th power other tests may be more suitable.
Proof
Let us consider the case of absolute convergence where $L < 1$. Since $L < 1$, there exists a real number $r$ such that:
L < r < 1
By the definition of $\limsup$, there exists an integer $N$ such that for all $n \geq N$:
\sqrt[n]{|a_n|} < r \quad \rightarrow \quad |a_n| < r^n
So the tail of the series satisfies:
\sum_{n=N}^{\infty} |a_n| < \sum_{n=N}^{\infty} r^n
Since $0 < r < 1$, the geometric series $\sum r^n$ converges. Therefore, by the comparison test, the tail $\sum_{n=N}^{\infty} |a_n|$ converges, and so does the entire series $\sum |a_n|$.

Let us now consider the case in which the series diverges, assuming $L > 1$. Then, by definition of $\limsup$, for infinitely many indices $n$, we have:
\sqrt[n]{|a_n|} > r \quad \text{for some } r > 1
Thus, $|a_n| > r^n$ infinitely often. But since $r^n \to \infty$, we know that $|a_n| \nrightarrow 0$.
Therefore, the necessary condition for convergence of $\sum a_n$ fails. So, the series diverges.

Let us consider the final case, where nothing can be concluded about the convergence of the series, namely, when $L = 1$. If $L = 1$, then for every $\varepsilon > 0$, we can find infinitely many $n$ such that:
\sqrt[n]{|a_n|} > 1 - \varepsilon \quad \text{and} \quad \sqrt[n]{|a_n|} < 1 + \varepsilon
This range includes both convergent and divergent behaviors. For example, the harmonic series $a_n = \frac{1}{n}$ has $\sqrt[n]{|a_n|} \to 1$ and diverges. The p-series ( a_n = \frac{1}{n^2} ) also has $\sqrt[n]{|a_n|} \to 1$, but it converges. So, the test is inconclusive when $L = 1$.
Example
Consider the series:
\sum_{n=1}^{\infty} \left( \frac{3n}{5n + 2} \right)^n
We want to determine whether this series converges or diverges. In this case, we choose to apply the root test because each term of the series is given in the form $a_n = (\text{expression})^n$. This structure makes the root test especially effective and simpler to use than other methods.

Let us define the sequence:
a_n = \left( \frac{3n}{5n + 2} \right)^n
To apply the root test, we evaluate the limit superior of the $n$-th root of $a_n$:
\limsup_{n \to \infty} \sqrt[n]{a_n} = \lim_{n \to \infty} \left( \frac{3n}{5n + 2} \right)
Since the terms are positive, we omit the absolute value. Now we simplify the expression:
\frac{3n}{5n + 2} = \frac{3}{5 + \frac{2}{n}} \longrightarrow \frac{3}{5} \quad \text{as } n \to \infty
Therefore, we find:
\limsup_{n \to \infty} \sqrt[n]{a_n} = \frac{3}{5} < 1
Since the limit is less than 1, the Root Test tells us that the series converges absolutely.
Glossary
	  Infinite series: the sum of an infinite sequence of numbers, typically represented as $\sum_{n=1}^{+\infty} a_n.$

	  Convergence of a series: an infinite series converges if the sequence of its partial sums approaches a finite limit.

	  Absolute convergence: a series $\sum a_n$ converges absolutely if the series of the absolute values of its terms, $\sum |a_n|$, converges. Absolute convergence implies convergence.

	  Root test: a method for determining the convergence or divergence of an infinite series by analyzing the limit of the $n$-th root of the absolute value of its terms.

	  Limit superior: for a sequence, the largest limit point of the sequence. It is always defined for bounded sequences and provides a way to analyze the long-term behavior even if a standard limit does not exist.

	  General term $a_n$: the formula or expression that defines the $n$-th term of a sequence or series.

	  Geometric series: a series of the form $\sum_{n=0}^{\infty} ar^n$, which converges if $|r| < 1$ and diverges if $|r| \geq 1.$

	  Comparison test: a test for the convergence or divergence of a series by comparing it to another series whose convergence or divergence is known.
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From Populations to samples
A sampling distribution represents the distribution of a statistic obtained from all possible samples of a given size drawn from a population. In statistics, some problems, due to the size or complexity of the observable data, do not allow for a direct analysis of every element in a population.
For this reason, it becomes necessary to select a sample, that is, a smaller set of observations drawn from the population. A sample is a representative subset of the population, chosen randomly to minimize potential distortions or bias arising from other selection criteria. The process of selecting a sample is called sampling.
Inferential statistics uses samples to infer, from their observed characteristics, the properties or parameters of the entire population. A statistic is the value of a variable computed from the data of a sample. Examples of statistics include the sample mean, the sample variance, and the sample proportion. Sampling distributions describe how these values vary from one sample to another when the sampling process is repeated from the same population.
Mean, mode, and median of a sampling distribution
Also for sampling distributions, it is possible to define the mean, mode, and median, each describing in a different way the central tendency of the distribution. The sample mean differs from the simple arithmetic mean in that it represents the average of the observed values in a sample drawn from a population and is used as an estimate of the population mean. Unlike the arithmetic mean, which describes a fixed set of known data, the sample mean plays an inferential role, as it varies from one sample to another and follows its own sampling distribution.

In formal terms, the sample mean is defined as
\overline{X} = \frac{1}{n} \sum_{i=1}^{n} X_i
	  $\overline{X}$ represents the sample mean.
	  $n$ is the sample size.
	  $X_i$ denotes the value of the $i$-th observation in the sample.

For example, consider a sample $X$ consisting of $5$ observed values:
$i$
1
2
3
4
5
$X_i$
4
6
5
7
8
The sample mean is computed as
\overline{X} = \frac{1}{n} \sum_{i=1}^{n} X_i = \frac{1}{5}(4 + 6 + 5 + 7 + 8)
\overline{X} = \frac{30}{5} = 6
Therefore, the sample mean is $\overline{X} = 6$.
It is worth noting that this mean is representative only of the specific sample considered and not of all the possible samples that could be drawn from the population, nor of the population itself.

The sample mode, on the other hand, is the value that occurs most frequently within the sample. It represents the most common observation and provides an indication of where the sample values tend to cluster. Formally, the sample mode can be expressed as
\mathrm{Mode}(X) = x_k \, : \, f(x_k) = \max_{x_i} f(x_i)
	  $X$ denotes the random variable representing the sample data.
	  $f(x_i)$ denotes the frequency of the value $x_i$ in the sample
	  $x_k$ is the observation that occurs most frequently.

Consider a sample $X$ consisting of 7 observed values:
$i$
1
2
3
4
5
6
7
$X_i$
4
6
5
6
8
6
7
The sample mode is the value that occurs most frequently within the sample. In this case, the value $6$ appears three times, more than any other observation. Therefore, the sample mode is $6$.
It is important to note that the mode is sensitive to the frequency of individual observations and may not be unique — multiple modes can exist if two or more values occur with the same highest frequency. In such cases, the distribution is referred to as multimodal.

The sample median, on the other hand, is defined as the middle value of the ordered sample.
It divides the data set into two equal parts, with 50% of the observations below and 50% above this value. Formally, the sample median can be expressed as
\tilde{x} = \begin{cases} x_{\frac{n+1}{2}}, & \text{if } n \text{ is odd} \\[6pt] \frac{1}{2}\left(x_{\frac{n}{2}} + x_{\frac{n}{2}+1}\right), & \text{if } n \text{ is even} \end{cases}
	  $x_i$ are the ordered observations of the sample.
	  $n$ is the sample size.

Consider a sample $X$ consisting of 6 observed values:
$i$
1
2
3
4
5
6
$X_i$
4
5
6
8
9
10
To find the sample median, the observations must first be ordered from smallest to largest (which they already are in this case). When the sample size $n$ is even, the median is calculated as the average of the two central values:
\begin{align} \tilde{x} = \frac{1}{2}\left(x_{\frac{n}{2}} + x_{\frac{n}{2}+1}\right) \end{align}
Substituting the corresponding values we have:
\begin{align} \tilde{x} = \frac{1}{2}(x_3 + x_4) = \frac{1}{2}(6 + 8) = 7 \end{align}
Therefore, the sample median is $\tilde{x} = 7$.
The median is less sensitive to extreme values (outliers) compared to the mean, making it a more robust measure of central tendency in samples that contain skewed or non-symmetric data.
Sample variance and sample standard deviation
The sample variance measures how the observations in a sample are distributed with respect to the sample mean. Larger values of variance indicate that the observations are spread out more widely around the mean, while smaller values indicate that they are more tightly clustered.
Formally, given $X_1, X_2, \dots, X_n$ random variables, the sample variance is defined as
\begin{align} S^2 = \frac{1}{n - 1} \sum_{i=1}^{n} (X_i - \overline{X})^2 \end{align}
	  $S^2$ denotes the sample variance
	  $\overline{X}$ is the sample mean
	  $n$ is the sample size.

The sample variance differs from the simple variance because it divides by $n - 1$ instead of $n$, where $n - 1$ represents the degrees of freedom. This adjustment accounts for the fact that the sample mean, being used in the calculation, constrains one observation and leaves only $n - 1$ values free to vary. Dividing by $n - 1$ compensates for this constraint and ensures that the sample variance is an unbiased estimator of the population variance.

The sample variance can also be written in an equivalent computational form that avoids explicitly calculating the sample mean. This alternative expression is obtained by expanding the squared differences and simplifying the terms of the variance formula:
S^2 = \frac{1}{n(n - 1)} \left[ n \sum_{i=1}^{n} X_i^2 - \left( \sum_{i=1}^{n} X_i \right)^2 \right]
This formulation is particularly useful for manual calculations or when working with large data sets, as it reduces the need for repeated subtraction of the mean and minimizes rounding errors.

The sample standard deviation is defined as the square root of the sample variance $S^2$. It provides a measure of dispersion expressed in the same units as the data, indicating how much, on average, the observations deviate from the sample mean.
Formally, it is expressed as
S = \sqrt{S^2} = \sqrt{\frac{1}{n - 1} \sum_{i=1}^{n} (X_i - \overline{X})^2}
A smaller value of ( S ) indicates that the data points are closely clustered around the mean, whereas a larger value suggests greater variability within the sample.
Sample range
The sample range is defined as the difference between the largest and smallest observed values within a sample. It provides a simple measure of dispersion that indicates the total spread of the data, though it is highly sensitive to extreme values. Formally, it can be expressed as
R = X_{\text{max}} - X_{\text{min}}
where $X_{\text{max}}$ and $X_{\text{min}}$ represent, respectively, the maximum and minimum observations in the sample.
Connection with the normal distribution
As a consequence of the Central Limit Theorem, when the sample size $n$ becomes large, the distribution of the sample mean $\overline{X}$ approaches a normal distribution with mean $\mu$ and variance $\frac{\sigma^2}{n}$. This can be expressed through the standardized variable
Z = \frac{\overline{X} - \mu}{\sigma / \sqrt{n}}
which, for sufficiently large $n$, follows approximately the standard normal distribution
Z \sim \mathcal{N}(x; 0, 1)
regardless of the shape of the population distribution. There is no exact value of $n$ that guarantees normality, since the Central Limit Theorem describes an asymptotic behavior.
However, in practice, the sample mean tends to be approximately normal when:
	  $n \ge 30$ for most population distributions with finite variance.
	  $n < 30$ if the population is already close to normal.
	  $n > 50$ or $n > 100$ if the population is highly skewed or contains outliers.

In general, the larger the sample size, the closer the sampling distribution of the mean is to the normal distribution.
Example 1
To show in practice how sampling distributions are connected to the normal distribution, consider a company that manufactures industrial machines whose operating lifespan follows a normal distribution with a mean of 5,000 hours and a standard deviation of 200 hours.
We want to calculate the probability that a random sample of 25 machines has an average lifespan of less than 4,950 hours.

According to the Central Limit Theorem, the sampling distribution of $\overline{X}$ will be approximately normal, with mean
\mu_{\overline{X}} = 5000
and standard deviation
\sigma_{\overline{X}} = \frac{\sigma}{\sqrt{n}} = \frac{200}{\sqrt{25}} = 40
For the observed sample mean $\overline{X} = 4950$, we can apply the standardization formula to convert it into a corresponding $z$-score. The transformation from a sample mean to a standard normal variable is given by:
Z = \frac{\overline{X} - \mu_{\overline{X}}}{\sigma_{\overline{X}}}
Substituting the known values, we obtain
z = \frac{4{,}950 - 5{,}000}{40} = \frac{-50}{40} = -1.25
This means that the sample mean of 4950 hours is 1.25 standard deviations below the expected population mean. We can therefore express the probability associated with the sample mean in terms of the standardized variable $Z$. By substituting the corresponding $z$-score, the probability becomes
P(\overline{X} < 4{,}950) = P(Z < -1.25)
Using the standard normal Z table, we find that
P(Z < -1.25) = 0.1056
This means there is approximately a 10.56% probability that the sample of 25 machines will have an average lifespan shorter than 4,950 hours.
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Secant function
The secant function $f(x) = \sec(x)$ is defined as the reciprocal of the cosine function. For any real angle $x$ (measured in radians), the secant takes the value:
\sec(x) = \frac{1}{\cos(x)}
as long as the $\cos(x) \neq 0)$. This reciprocal relationship means that the behaviour of the secant function is entirely determined by the properties of the cosine function.
This section focuses on the analytical properties of the secant function. For a geometric interpretation based on the unit circle, including how the secant arises from the extension of the radius and the corresponding right–triangle construction, see the dedicated entry.

Its graph is a periodic curve with period $2\pi$. Because cosine reaches the value zero at isolated and regularly spaced points, the secant function exhibits vertical asymptotes at:
x = \frac{\pi}{2} + k\pi \qquad k \in \mathbb{Z}
where the reciprocal $1/\cos(x)$ becomes undefined.
[image: Secant graph with asymptotic behaviour.]
These asymptotes separate the graph into distinct branches in which the function grows without bound as the angle approaches any of these points. The domain of $\sec(x)$ is therefore the set of all real numbers except the points where $\cos(x)=0$. Its range consists of the unbounded intervals $(-\infty, -1] \cup [1, \infty)$ reflecting the fact that the cosine function never takes values whose absolute value exceeds $1$, making its reciprocal always greater than or equal to 1 in magnitude.
Key properties
	  Domain: ${ x \in \mathbb{R} : \cos(x) \neq 0 } = { x \in \mathbb{R} : x \neq \pi/2 + k\pi \text{ for all } k \in \mathbb{Z} } .$
	  Range: $y \in (-\infty, -1] \cup [1, \infty) .$
	  Periodicity: periodic in $x$ with period $2\pi .$
	  Parity: even, $\sec(-x) = \sec(x) .$
	  The graph has vertical asymptotes at $x = \frac{\pi}{2} + k\pi .$

Additional identity
There is a simple but meaningful relation that ties the secant and the tangent together. Starting from the pythagorean identity for sine and cosine and rewriting everything in terms of cosine, we arrive at:
\sec^{2}(x) = 1 + \tan^{2}(x)
This identity shows how closely the two functions are linked: when the tangent becomes large, the secant grows as well, and both share the same vertical asymptotes. It is a handy relation that often appears in calculus, especially when dealing with derivatives, integrals, or trigonometric equations involving reciprocal functions.
Limits, derivatives, and integrals of the secant function
Several limits help illustrate how the secant function behaves near key points of its domain. When the angle approaches values where the cosine is close to one, the secant remains bounded and approaches a finite value. As the angle nears those points at which the cosine tends to zero, the reciprocal grows without bound, giving rise to the vertical asymptotes characteristic of the function. These behaviours can be summarised through the following limits:
1. \quad \lim_{x \to 0} \sec(x) = 1
2. \quad \lim_{x \to \frac{\pi}{2}^-} \sec(x) = +\infty
3. \quad \lim_{x \to \frac{\pi}{2}^+} \sec(x) = -\infty

The secant function is continuous and differentiable at every point where it is defined, that is, on the entire real line except at the angles where the cosine function vanishes. Within this domain it varies smoothly, and its rate of change follows from differentiating the reciprocal of the cosine. Using standard differentiation rules gives the derivative:
4. \quad \frac{d}{dx}\sec(x) = \sec(x)\tan(x)
which expresses how the secant function grows or decreases depending on the combined behaviour of $\sec(x)$ and $\tan(x)$ at each point of its domain.

The antiderivative of the secant function can be obtained by a classical substitution that rewrites the integrand in a form suitable for logarithmic integration. This procedure leads to a compact expression involving both the secant and the tangent functions. The result is the following indefinite integral:
5. \int \sec(x)\, dx = \ln\\!\left|\, \sec(x) + \tan(x) \,\right| + c
A comprehensive overview of trigonometric integrals, together with the most useful transformation and substitution techniques for handling more complex cases, is available in the page on trigonometric function integrals.

An alternative expression for the function $\sec(x)$ can be obtained by rewriting the cosine in exponential form through Euler’s identity. This approach highlights the connection between trigonometric and complex exponential functions, and it often proves useful in contexts such as Fourier analysis or complex integration. Using the identity:
6. \quad \cos(x) = \frac{e^{ix} + e^{-ix}}{2}
the secant function can be expressed as the reciprocal of this quantity, which yields:
7. \quad \sec(x) = \frac{2}{\,e^{ix} + e^{-ix}\,}
This formulation emphasises the analytic structure of $\sec(x)$ and provides a bridge between its trigonometric definition and its complex exponential representation.
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Introduction
Imagine you have a list of different functions, where each function in the list is linked to a number $n = 1, 2, 3… \in \mathbb{N}$. So, for each $n$, you get a different function, and that ordered list of functions is essentially what a sequence of functions is. In formal terms, let $A \subseteq \mathbb{R}$ be a non-empty subset and suppose that for each $n \in \mathbb{N}$ we have a function $f_n: A \rightarrow \mathbb{R}$. We then say that $(f_n) = (f_1, f_2, f_3, \dots)$ is a sequence of functions on $A.$

Let’s consider a simple practical example. Let $(f_n)$ be a sequence of functions, with $n \in \mathbb{N}_0$ and $x \in \mathbb{R}$, defined by:
f_n(x) = \frac{x}{n+1}
This is a family of functions where each function is linear, and the slope decreases as $n$ increases. For $n = 0, 1, 2, 3, …$, we have:
\begin{aligned} f_0(x) &= \frac{x}{0+1} = x \\[0.5em] f_1(x) &= \frac{x}{1+1} = \frac{x}{2} \\[0.5em] f_2(x) &= \frac{x}{2+1} = \frac{x}{3} \\[0.5em] f_3(x) &= \frac{x}{3+1} = \frac{x}{4} \\[0.5em] \vdots \end{aligned}
Thus, the sequence of functions is:
(f_n) = \left( x, \frac{x}{2}, \frac{x}{3}, \frac{x}{4}, \dots \right)
Graphically, this situation can be observed as follows:
[image: ]
The graph shows how, as the index $n$ increases, the slope of the line $f_n(x)$ progressively decreases. This reflects the fact that the function flattens toward the zero function $f(x) = 0$ for every $x$. In other words, the sequence of functions $f_n(x)$ converges pointwise to the zero function as $n$ approaches infinity.
Pointwise convergence
Let $\lbrace f_n(x) \rbrace$ be a sequence of functions defined on a common domain $A \subseteq \mathbb{R}$, with $n \in \mathbb{N}$. We say that the sequence $\lbrace f_n(x) \rbrace$ converges pointwise on a set $C \subseteq A$ if, for every $x \in C$, the numerical sequence $\lbrace f_n(x) \rbrace$ converges. In this case, the limit function $f(x)$ is defined as:
f(x) = \lim_{n \to +\infty} f_n(x) \quad \forall \, x \in C
The set $C$ is called the pointwise convergence set of the sequence ${f_n(x)}$.

Pointwise convergence can also be expressed as follows. Let $(f_n)$ be a sequence of functions defined on a set $A$. Then $(f_n)$ converges pointwise to $f : A \to \mathbb{R}$ if and only if $\forall \, x \in A$ and $\forall \varepsilon > 0$ exists $K \in \mathbb{N}$ such that:
|f_n(x) - f(x)| < \varepsilon \quad \forall \; n \geq K
In other words, for each fixed point $x$, we can make $f_n(x)$ as close as we like to $f(x)$ by choosing $n$ large enough. The index $K$ required to achieve the desired accuracy may vary depending on $x$ and $\varepsilon$.

Let us consider the sequence of functions as previously discussed:
f_n(x) = \frac{x}{n+1}, \quad x \in \mathbb{R}, \quad n \in \mathbb{N}_0
Let us examine what happens for each $x$ as $n \to \infty$. If we fix a generic $x$, for example $x = 2$, the associated sequence is:
\begin{aligned} f_0(2) &= 2 \\[0.5em] f_1(2) &= 1 \\[0.5em] f_2(2) &= \frac{2}{3} \\[0.5em] f_3(2) &= \frac{2}{4} \\[0.5em] &\vdots \end{aligned}
This sequence of numbers tends to zero as $n \to \infty$. In general, for every $x \in \mathbb{R}$:
\lim_{n \to \infty} f_n(x) = \lim_{n \to \infty} \frac{x}{n+1} = 0
Therefore, the limit function is:
f(x) = 0 \quad \forall \, x \in \mathbb{R}
By the uniqueness of limits of sequences of real numbers, the pointwise limit of a sequence of functions $(f_n)$ is unique.
Example
Let’s study the behavior of the following sequence of functions in the interval $-1 < x < 1$:
f_n(x) = x^n
For a fixed value of $x$ in this interval, we know that the absolute value of $x$ is less than $1$, that is, $|x| < 1$. This means we are considering powers of a number smaller than $1$ in absolute value. By properties of exponents, when the base has an absolute value less than $1$, the sequence $x^n$ tends to zero as $n$ tends to infinity:
\lim_{n \to \infty} x^n = 0
The sequence of powers of a real number $x$ with $|x| < 1$ converges to zero.
Therefore, for every $x$ in the interval $-1 < x < 1$, the sequence of functions $f_n(x) = x^n$ converges pointwise to the zero function.
f(x) = 0 \quad \forall \, x \in (-1,1)
Consequences of pointwise convergence
Let ${f_n}$ be a sequence of functions $f_n : A \to \mathbb{R}$ that converges pointwise to a function $f : A \to \mathbb{R}$. The following properties hold:
	  If each $f_n(x) \geq 0$ for all $x \in A$, then $f(x) \geq 0$ for all $x \in A$. In practice, if each function $f_n(x)$ is non-negative on $A$, then the limit function $f(x)$ will also be non-negative on $A$. This reflects the fact that the limit of a sequence of non-negative real numbers cannot be negative.

	  If each $f_n$ is non-decreasing on $A$, then $f$ is non-decreasing on $A$. Consequently, if each function $f_n$ is non-decreasing on $A$, then the limit function $f$ will also be non-decreasing on $A$. In other words, the property of monotonicity is preserved under pointwise convergence.


Uniform convergence
Let $(f_n)$ be a sequence of functions defined on a set $A \subseteq \mathbb{R}$. We say that $(f_n)$ converges uniformly on $A$ to the function $f : A \to \mathbb{R}$ if, for any $\varepsilon > 0$, there exists a natural number $K$ such that, for all $n \geq K$ and all $x \in A$, the following inequality holds:
|f_n(x) - f(x)| < \varepsilon
If $(f_n)$ converges uniformly to $f$, then $(f_n)$ also converges pointwise to $f.$

Let us consider the sequence of functions:
f_n(x) = \frac{x}{n}, \quad x \in [0,1], \quad n \in \mathbb{N}.
For each fixed $x$ in the interval $[0,1]$, we have:
\lim_{n \to \infty} f_n(x) = 0
This means that the sequence $f_n(x)$ converges pointwise to the function (f(x) = 0). Let us now check whether the convergence is uniform on $[0,1]$. We compute the difference between $f_n(x)$ and the limit function $f(x)$:
|f_n(x) - f(x)| = \left| \frac{x}{n} - 0 \right| = \frac{x}{n}
The maximum value of this difference on the interval $[0,1]$ is:
\sup_{x \in [0,1]} |f_n(x) - f(x)| = \frac{1}{n}
Given any $\varepsilon > 0$, we can choose $N$ such that:
\frac{1}{N} < \varepsilon
Therefore, for all $n \geq N$ and for all $x \in [0,1]$, we have:
|f_n(x) - f(x)| < \varepsilon
This confirms that the sequence of functions $f_n(x) = \frac{x}{n}$ converges uniformly to the limit function $f(x) = 0$ on the interval $[0,1]$.
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What is a sequence
A sequence is an ordered collection of elements, each assigned to a specific position indexed by a natural number. Let us consider the set of real numbers $\mathbb{R}$. A sequence with values in $\mathbb{R}$ is a function of the form $\mathbb{N} \rightarrow \mathbb{R}$, that assigns to each $n \in \mathbb{N}$ a unique real number $a(n) \in \mathbb{R}$.
	  A sequence $a : \mathbb{N} \rightarrow \mathbb{R}$ is denoted by $\lbrace a_n \rbrace_{n \in \mathbb{N}}.$
	  Each element produced by the sequence is known as a term.
	  The expression for $a_n$ defines the rule that determines every term of the sequence.

It is often useful to consider sequences defined only on a subset of natural numbers, such as those starting from a specific integer value. These are sequences of the form:
a : {n \in \mathbb{N} : n \geq n_0} \to \mathbb{R}.
This means the sequence is defined for all natural numbers greater than or equal to some initial index $n_0$.

Consider, for example, the function $a: \mathbb{N}^+ \to \mathbb{R}$ defined by $a(n) := \dfrac{1}{n}$. This is a real-valued sequence defined for every $n \in \mathbb{N}^+$, and its terms are:
a_1 = 1, \quad a_2 = \frac{1}{2}, \quad \dots, \quad a_n = \frac{1}{n} \quad \forall n \in \mathbb{N}^+.

Another example of a sequence is $a_n = n!$, the factorial of $n$, which is defined as the product of all positive integers from 1 to $n$. The first few terms of the sequence are:
a_1 = 1, \quad a_2 = 2, \quad a_3 = 6, \quad a_4 = 24, \quad a_5 = 120, \quad \dots
Example
Consider, for example, the formula:
a_n := \frac{1}{n - 2}
defines a real-valued sequence $a : {3, 4, 5, \dots} \to \mathbb{R}$, where the values $3, 4, 5, \dots$ represent the indices of the sequence. Indeed, since the denominator becomes zero for $n = 2$, the term $a_2$ is undefined. To avoid this singularity, we restrict the domain to $n \geq 3$. In this case, we write the sequence as:
(a_n)_{n \geq 3} = \left( \frac{1}{n - 2} \right)_{n \geq 3}
The first few terms of the sequence are:
a_3 = 1, \quad a_4 = \frac{1}{2}, \quad a_5 = \frac{1}{3}, \quad a_6 = \frac{1}{4}, \quad a_7 = \frac{1}{5}, \\ \dots
As we can see, this sequence decreases and converges to zero as $n \to \infty$ (we will see later what this means).
Recursively defined sequences
A recursive sequence is a sequence where each term is defined in terms of one or more of the preceding terms. To define such a sequence, two components are needed:
	  An initial value.
	  A recurrence relation, which determines how to compute each new term.


One of the most famous recursive sequences is the Fibonacci sequence, defined as:
\begin{cases} a_0 = 0, \\[0.5em] a_1 = 1, \\[0.5em] a_n = a_{n-1} + a_{n-2} \quad \text{for all } n \geq 2 \end{cases}
This means that every term is the sum of the two preceding ones. The first few terms of the sequence are:
\begin{aligned} a_0 &= 0 \\[0.5em] a_1 &= 1 \\[0.5em] a_2 &= 1 \\[0.5em] a_3 &= 2 \\[0.5em] a_4 &= 3 \\[0.5em] a_5 &= 5 \\[0.5em] a_6 &= 8 \\[0.5em] &\vdots \end{aligned}
Recursion is a common strategy in programming that allows complex tasks to be solved by repeatedly applying the same rule until a base case is reached. It’s especially effective for generating sequences and solving problems with a self-repeating structure.
Monotonic sequences
A sequence can be classified based on how its terms evolve. In general, a sequence that satisfies any of these conditions is called a monotonic sequence:
	  Constant: if every term is equal to the previous one: $a_n = a_{n+1} \quad \forall n \in \mathbb{N}$.

	  Increasing: if each term is greater than the previous one: $a_n < a_{n+1} \quad \forall n \in \mathbb{N}$.

	  Decreasing: if each term is less than the previous one: $a_n > a_{n+1} \quad \forall n \in \mathbb{N}$.

	  Non-decreasing: $a_n \leq a_{n+1} \quad \forall n \in \mathbb{N}$.

	  Non-increasing: $a_n \geq a_{n+1} \quad \forall n \in \mathbb{N}$.



If a sequence $(a_n)_{n \in \mathbb{N}}$ is monotonic, then it admits a limit and this limit is finite. Moreover, the following holds:
\lim_{n \to +\infty} a_n = \begin{cases} \sup { a_n : n \in \mathbb{N} } & \text{if } (a_n)_{n \in \mathbb{N}} \text{ is increasing} \\[0.5em] \inf { a_n : n \in \mathbb{N} } & \text{if } (a_n)_{n \in \mathbb{N}} \text{ is decreasing} \end{cases}
This result guarantees that bounded monotonic sequences always converge, and their limit corresponds to the supremum or infimum depending on the direction of monotonicity.
Glossary
	  Sequence: an ordered collection of elements, each assigned to a specific position indexed by a natural number.

	  Term: each individual element produced by a sequence.

	  Index: a natural number that indicates the position of a term within a sequence.

	  Monotonic sequence: a sequence that is either constant, increasing, decreasing, non-decreasing, or non-increasing.

	  Limit: the value that the terms of a sequence approach as the index $n$ goes to infinity.

	  Supremum: the least upper bound of a set of numbers.

	  Infimum: the greatest lower bound of a set of numbers.
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What is a series with positive terms?
A series with positive terms is one in which every term $a_k$ satisfies $a_k > 0$ for all $k \in \mathbb{N}$. As a result, the sequence of partial sums:
S_n = \sum_{k=1}^{n} a_k
is strictly increasing, since each new term contributes a positive quantity. This guarantees that the series cannot oscillate or decrease. Such a series has only two possible behaviors: it either converges to a finite value if the partial sums are bounded above, or it diverges to infinity if they are not. It is never indeterminate or conditionally convergent. More formally, for a series of the form:
\sum_{k=1}^{\infty} a_k \quad \text{with } a_k > 0
the series converges if and only if the sequence of partial sums $(S_n)$ is bounded. This property makes positive-term series especially suitable for convergence tests such as the comparison test, the integral test, and the ratio test, all of which require non-negative terms.

The harmonic series is an example of a positive-term series that diverges:
\sum_{k=1}^{\infty} \frac{1}{k}
In fact, despite the fact that the terms $\frac{1}{k}$ tend to zero, the sequence of partial sums increases without limit.
In general, we refer to a constant-sign series when the terms of the sequence ${a_n}$ all have the same sign for every $n \in \mathbb{N}$; that is, they are either all positive or all negative.
Comparison test
The comparison test is a method used to determine whether a series converges or diverges by comparing it to another series whose behavior is already known. It is particularly useful when dealing with series with positive terms, where direct evaluation of convergence is difficult.
Let $\sum a_k$ and $\sum b_k$ be two series with positive terms. Suppose there exists an integer $N \in \mathbb{N}$ such that:
0 \leq a_k \leq b_k \quad \text{for all } k \geq N
In other words, each term $a_k$ is non-negative and is less than or equal to the corresponding term $b_k$ (this condition is essential for applying the comparison test correctly). Then:
	  If $\sum b_k$ converges, then $\sum a_k$ also converges.
	  If $\sum a_k$ diverges, then $\sum b_k$ also diverges.


Let’s consider the partial sums of each series:
S_n = \sum_{k=1}^{n} a_k, \quad T_n = \sum_{k=1}^{n} b_k
Since both sequences $a_k$ and $b_k$ are made of non-negative terms, both $S_n$ and $T_n$ are non-decreasing. Now, because $a_k \leq b_k$ for all $k \geq N$, we have:
S_n \leq T_n \quad \text{for all } n \geq N
If the series $\sum b_k$ converges, that means $T_n$ has a finite limit — it is bounded above. Since $S_n \leq T_n$, the sequence of partial sums $S_n$ is also bounded above. And since $S_n$ is non-decreasing and bounded, it must converge. Therefore, $\sum a_k$ also converges.
If $\sum a_k$ diverges, then $S_n \to \infty$. But since $S_n \leq T_n$, the only way this inequality can hold is if $T_n$ also grows without bound. Therefore, $\sum b_k$ also diverges.
Example
Using the comparison test, we determine the nature of the following series:
\sum_{n=1}^{\infty} \frac{1}{n^2 + 2n + 1}
The series is a positive-term series, since the denominator is a polynomial and all terms are positive. Therefore, its nature can be determined using the comparison test.
It is important to verify this point, since the comparison test is only valid for series in which all terms are positive.

First, we check whether the necessary condition for convergence is satisfied:
\lim_{n \to +\infty} \frac{1}{n^2 + 2n + 1} = 0
It is evident that the limit has the form $\frac{1}{\infty}$, which implies that it equals zero. The necessary condition for convergence is therefore satisfied. At this point, using the comparison test, we can state that:
\frac{1}{n^2 + 2n + 1} < \frac{1}{n^2}
since the denominator in the first expression is greater than the denominator in the second. Let
a_n = \frac{1}{n^2 + 2n + 1} \quad \text{and} \quad b_n = \frac{1}{n^2}
using the comparison test, we observe that
a_n < b_n
The series
\sum_{n=1}^{\infty} b_n = \sum_{n=1}^{\infty} \frac{1}{n^2}
is a generalized harmonic series, which is known to converge when the exponent in the denominator satisfies the condition $p > 1$.
Hence, by the comparison test, since the series $\sum b_n$ converges, the series $\sum a_n$ also converges.
Determining the nature of a positive-term series using the comparison test is relatively straightforward, but it requires plenty of practice to choose the right comparison and justify the inequality correctly.
Glossary
	  Series with positive terms: a series where every term $a_k$ is greater than zero for all indices $k$.

	  Sequence of partial sums $S_n$: the sequence formed by the sum of the first $n$ terms of a series, $S_n = \sum_{k=1}^{n} a_k$.

	  Strictly increasing sequence: a sequence where each term is greater than the previous term.

	  Bounded above: a sequence is bounded above if there exists a number $M$ such that every term in the sequence is less than or equal to $M$.

	  Constant-sign series: a series where all terms have the same sign (either all positive or all negative).

	  Comparison test: a method used to determine the convergence or divergence of a series by comparing it term-by-term to another series whose behavior is already known.

	  Harmonic series: The series $\sum_{k=1}^{\infty} \frac{1}{k}$, which is a known example of a positive-term series that diverges.

	  Generalized harmonic series: A series of the form $\sum_{n=1}^{\infty} \frac{1}{n^p}$, which converges if $p > 1$ and diverges if $p \leq 1$.

	  Necessary condition for convergence: For a series $\sum a_k$ to converge, it is necessary that $\lim_{k \to \infty} a_k = 0$. However, this condition is not sufficient for convergence.
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What is a series
The concept of a series is closely tied to infinite sequences of real numbers, with the main goal of studying the behavior of their infinite sum. This involves determining whether the sum approaches a finite limit (convergence) or grows without bound (divergence). From a formal point of view, let $\lbrace a_n \rbrace_{n \in \mathbb{N}}$ be a sequence of real numbers. We define the partial sums of the sequence as follows:
\begin{align} s_1 &= a_1\\[0.5em] s_2 &= a_1 + a_2 \\[0.5em] s_3 &= a_1 + a_2 + a_3 \\[0.5em] \vdots \\[0.5em] s_n &= a_1 + a_2 + \cdots + a_n \end{align}
The sequence ${s_n}$, with $n \geq 1$, is called the sequence of partial sums, and each term is given by:
s_n = \sum_{k=1}^{n} a_k
A series with general term $a_k$ is defined as the formal expression:
\sum_{k=1}^{\infty} a_k
Nature of a series
The nature of a series is determined by analyzing the limit of its sequence of partial sums:
\lim_{n \to \infty} s_n = \lim_{n \to \infty} \sum_{k=1}^{n} a_k
	  If the limit exists and is finite, the series $\sum a_n$ is said to converge. In this case, the value of the limi is called the sum of the series.
	  If the limit is $+\infty$ or $-\infty$, the series $\sum a_n$ is said to diverge.
	  In all other cases, such as when the limit does not exist or oscillates, the series $\sum a_n$ is considered indeterminate.

A series $\sum a_k$ is said to converge absolutely if the series of absolute values $\sum |a_k|$ also converges. That is, the convergence is not affected by the signs of the terms.
The expression “sum of a series” is a conventional term: since infinitely many terms are involved, it is not a finite sum in the traditional sense, but the limit of the sequence of partial sums.
Altering a finite number of terms in the series does not affect its convergence or divergence. That is, two series that differ only by finitely many terms share the same convergence nature. However, they do not necessarily have the same sum.
Necessary condition for convergence
Suppose that the series $\sum_{n=1}^{\infty} a_n$ is convergent. As discussed above, this means that the sequence of partial sums converges to a finite limit. A necessary condition for convergence is:
\lim_{n \to \infty} a_n = 0
In other words, the general term of the series must tend to zero. However, this condition is not sufficient: the fact that $a_n \to 0$ does not guarantee that the series converges.

This property can be proven by analyzing the sequence of partial sums ${s_n}$, where:
s_n = \sum_{k=1}^{n} a_k
By definition, if the series converges, this sequence must tend to a finite limit. Let $S$ be the sum of the series; then:
S = \lim_{n \to \infty} s_n = \lim_{n \to \infty} s_{n-1}
Since both $s_n$ and $s_{n-1}$ converge to the same limit $S$, the difference between consecutive partial sums must tend to zero:
\lim_{n \to \infty} (s_n - s_{n-1}) = \lim_{n \to \infty} a_n = S - S = 0
Linear properties of series
Let $\sum_{k=1}^{\infty} a_k$ be a convergent series, and let $\lambda \in \mathbb{R}$, $\lambda \ne 0$. Then the series $\sum_{k=1}^{\infty} \lambda a_k$ also converges, and its sum is:
\sum_{k=1}^{\infty} \lambda a_k = \lambda \sum_{k=0}^{\infty} a_k

If both series $\sum_{k=1}^{\infty} a_k$ and $\sum_{k=1}^{\infty} b_k$ converge, then their term-by-term sum also defines a convergent series:
\sum_{k=1}^{\infty} (a_k + b_k)
Moreover, the sum of the resulting series is equal to the sum of the individual series:
\sum_{k=1}^{\infty} (a_k + b_k) = \sum_{k=1}^{\infty} a_k + \sum_{k=1}^{\infty} b_k
Well-known series
Consider the following series:
\sum_{n=1}^{\infty} \frac{1}{n} = 1 + \frac{1}{2} + \frac{1}{3} + \cdots + \frac{1}{n} + \cdots
The series is called the harmonic series, and it is divergent.

The following series is called the generalized harmonic series:
\sum_{n=1}^{\infty} \frac{1}{n^p} = 1 + \frac{1}{2^p} + \frac{1}{3^p} + \cdots + \frac{1}{n^p} + \cdots, \quad p \in \mathbb{R}
The convergence of the series depends on the value of $p$:
	  If $p > 1$ the series converges.
	  If $p \leq 1$ the series diverges.


Consider the geometric series of ratio $q$:
\sum_{n=0}^{\infty} q^n = 1 + q + q^2 + q^3 + \cdots + q^n + \cdots
The convergence of the series depends on the value of $q$:
	  If $-1 < q < 1$, the series converges.
	  If $q \geq 1$, the series diverges.
	  If $q \leq -1$, the series is irregular (diverges or oscillates).


Consider the following series, known as a telescoping series:
\sum_{n=1}^{\infty} \frac{1}{n(n+1)} = \frac{1}{2} + \frac{1}{6} + \cdots + \frac{1}{n(n+1)} + \cdots = 1
This series is convergent.
Glossary
	  Series: the limit of the sum of the terms of a sequence.

	  Sequence: an ordered list of numbers.

	  Partial sums $s_n$: the sum of the first $n$ terms of a sequence.

	  Convergence: a series converges if the limit of its sequence of partial sums is a finite number.

	  Converge absolutely: a series $\sum a_k$ converges absolutely if the series of absolute values $\sum |a_k|$ converges.

	  Divergence: a series diverges if the limit of its sequence of partial sums is $+\infty$ or $-\infty$.

	  Indeterminate: a series is indeterminate if the limit of its sequence of partial sums does not exist or oscillates.

	  Sum of the series: the finite limit of the sequence of partial sums for a convergent series.

	  General term $a_n$ or $a_k$: the formula or expression that defines each term of a sequence or series.
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Concept
The structure of the entry is shown in the conceptual map, where each branch represents a core component and the sub-nodes highlight the specific notions discussed.
Advanced
2
Requires
0
Enables
The following concepts, Exponential Function, Functions, are required as prerequisites for this entry.
Definition
The sigmoid function is a real-valued function of a real variable that takes values strictly between $0$ and $1$, approaching each of the two extremes asymptotically. It provides a smooth mapping from the real line to the unit interval and is widely used in analysis and machine learning. Its definition is the following:
\sigma(x) = \frac{1}{1 + e^{-x}}
The sigmoid function can be written in equivalent forms that are sometimes more convenient for computation or for establishing certain properties. One such form is obtained by multiplying both numerator and denominator by $e^x$:
\sigma(x) = \frac{e^x}{e^x + 1}
This expression is entirely equivalent to the original definition and can simplify certain algebraic manipulations.
[image: Sigmoid function.]
	  The domain is $\mathbb{R}$, while the range is the open interval $(0,1)$.
	  The function is strictly increasing on $\mathbb{R}$, since its derivative is always positive, and is therefore bijective from $\mathbb{R}$ onto $(0,1)$.
	  The function has no local extrema and exactly one inflection point at $(0, \frac{1}{2})$.
	  The limits at infinity are the following:

\lim_{x \to -\infty} \sigma(x) = 0
\lim_{x \to +\infty} \sigma(x) = 1
The S-shaped curve reflects the behaviour of the function: slow growth for very negative values of $x$, a rapid transition in a neighbourhood of the origin, and saturation for very positive values.

Properties of the sigmoid function
The following properties characterise the sigmoid function analytically and justify its widespread use in both mathematical analysis and applications. The function satisfies the following symmetry relation with respect to the origin:
\sigma(-x) = 1 - \sigma(x)
This identity, which can be verified by direct substitution, implies that the graph of $\sigma$ is symmetric about the point:
\left(0,\, \frac{1}{2}\right)
The value of the function at the origin is:
\sigma(0) = \frac{1}{1 + e^{0}} = \frac{1}{2}
The limits at the extremes of the real line are the following:
\lim_{x \to -\infty} \sigma(x) = 0
\lim_{x \to +\infty} \sigma(x) = 1
The lines $y = 0$ and $y = 1$ are therefore horizontal asymptotes of the graph.
Derivative of the sigmoid function
One of the most notable properties of the sigmoid function is that its derivative can be expressed in a remarkably compact form in terms of the function itself. The first derivative is the following:
\sigma’(x) = \sigma(x)\,\bigl(1 - \sigma(x)\bigr)
To verify this identity one may proceed by direct computation. Writing $\sigma(x) = (1 + e^{-x})^{-1}$ and applying the chain rule gives the following:
\sigma’(x) = \frac{e^{-x}}{(1 + e^{-x})^2}
Observing that the numerator can be written as $(1 + e^{-x}) - 1$, the expression separates into the product:
\begin{align} \sigma’(x) &= \frac{1}{1 + e^{-x}} \cdot \frac{e^{-x}}{1 + e^{-x}} \\[6pt] &= \sigma(x)\,\bigl(1 - \sigma(x)\bigr) \end{align}
Since $\sigma(x) \in (0, 1)$ for every $x \in \mathbb{R}$, the derivative is always strictly positive, confirming that the function is strictly increasing. The maximum value of the derivative is attained at $x = 0$, where $\sigma’(0) = 1/4$.
Second derivative and concavity
The second derivative of the sigmoid function is obtained by differentiating the expression:
\sigma’(x) = \sigma(x)\,(1 - \sigma(x))
Applying the product rule and substituting the expression for $\sigma’(x)$ gives the following:
\begin{align} \sigma’‘(x) &= \sigma’(x),(1 - \sigma(x)) - \sigma(x)\,\sigma’(x) \\[6pt] &= \sigma’(x)\,(1 - 2\sigma(x)) \\[6pt] &= \sigma(x)\,(1 - \sigma(x))\,(1 - 2\sigma(x)) \end{align}
The sign of $\sigma’'(x)$ is determined entirely by the factor $1 - 2\sigma(x)$, since $\sigma(x)(1 - \sigma(x)) > 0$ for all $x \in \mathbb{R}$. Since $\sigma$ is strictly increasing and $\sigma(0) = \tfrac{1}{2}$, the factor $1 - 2\sigma(x)$ is positive for $x < 0$ and negative for $x > 0$.
[image: ]
It follows that the function is concave upward on $(-\infty, 0)$ and concave downward on $(0, +\infty)$. The point $x = 0$ is therefore an inflection point, at which $\sigma’'(0) = 0$ and the concavity changes sign.
Relation to the logistic function
The sigmoid function coincides with the special case of the logistic function in which the growth rate equals $1$ and the inflection point is located at the origin. The general form of the logistic function is the following:
f(x) = \frac{L}{1 + e^{-k(x - x_0)}}
In this expression $L$ denotes the upper asymptotic value, $k$ the growth rate, and $x_0$ the inflection point. The standard sigmoid function corresponds to the choice $L = 1$, $k = 1$, and $x_0 = 0$.
Relation to the hyperbolic tangent
The sigmoid function is closely related to the hyperbolic tangent $\tanh.$ The following identity holds:
\sigma(x) = \frac{1 + \tanh\\!\left(\dfrac{x}{2}\right)}{2}
An equivalent form is the following:
\tanh(x) = 2\,\sigma(2x) - 1
This relation shows that the two functions differ essentially by a vertical translation and a rescaling. While the sigmoid maps $\mathbb{R}$ into the interval $(0, 1)$, the hyperbolic tangent maps $\mathbb{R}$ into the interval $(-1, 1)$. Both functions exhibit the same S-shaped curve and the same type of saturation at the extremes.
Inverse of the sigmoid function
Since the sigmoid function is strictly monotone, it admits an inverse function defined on $(0, 1)$. This inverse is known as the logit function, and its expression is the following:
\sigma^{-1}(p) = \ln\\!\left(\frac{p}{1-p}\right)
The argument of the logarithm is called the odds ratio. The logit function therefore maps a probability $p \in (0,1)$ to the corresponding real value on the log-odds scale.
Example
Consider the problem of computing the value of the sigmoid function at $x = 2$ and verifying that its derivative at that point is consistent with the formula $\sigma’(x) = \sigma(x)(1 - \sigma(x))$. The value of the function is the following:
\sigma(2) = \frac{1}{1 + e^{-2}}
Since $e^{-2} \approx 0.1353$, one obtains:
\sigma(2) \approx \frac{1}{1.1353} \approx 0.8808
Applying the derivative formula, the value of $\sigma’(2)$ is the following:
\sigma’(2) = \sigma(2),\bigl(1 - \sigma(2)\bigr) \approx 0.8808 \cdot 0.1192 \approx 0.1050
The value of the derivative of the sigmoid function at $x = 2$ is therefore approximately $0.1050$, confirming both the formula and the fact that the function grows very slowly in that region, having already approached saturation.
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What is sign analysis
Sign analysis of inequalities is a method for determining the intervals in which a given expression is positive, negative, or zero. This approach is especially valuable for solving polynomial and rational inequalities and for analysing the behaviour of functions within specifieddomains.

The sign of a product is determined by whether the number of negative factors is even or odd. A product is positive if the number of negative factors is even, and negative if the number of negative factors is odd. We have:
\begin{align} +\times + &\quad = + \\\\ +\times - &\quad = - \\\\ -\times - &\quad = + \\\\ -\times + &\quad = - \end{align}
Example 1
Let’s consider a simple quadratic inequality:
x^2 + x - 2 > 0
We need to determine the range of x values that satisfy the inequality. First, we can factor the polynomial in the form:
(x - 1)(x + 2) > 0
According to the sign product rule, this polynomial factored into the product of two factors is positive when the following condition is met:
\begin{align} &x - 1 > 0 \to x > 1 \\[6pt] &x + 2 > 0 \to x > -2 \end{align}
The values $x = 1$ and $x = -2$ divide the real line into disjoint intervals. Since the expression is continuous and can change sign only at its zeros, its sign remains constant within each interval. These values are then marked on a number line, with $+$ and $-$ indicating the sign on each interval.
-2
1
$x - 1 > 0$
$\boldsymbol{-}$
$\boldsymbol{-}$
$\boldsymbol{+}$
$x +2 > 0$
$\boldsymbol{-}$
$\boldsymbol{+}$
$\boldsymbol{+}$
$(x - 1)(x+2) > 0$
$\boldsymbol{+}$
$\boldsymbol{-}$
$\boldsymbol{+}$

In the last row, we insert the result of the product of the signs between the sign from row 1 and that from row 2, for each interval. The intervals that satisfy our initial inequality $(x - 1)(x + 2) > 0$ are:
x < -2 \quad \text{and} \quad x > 1
In interval notation, the solution set is:
$(-\infty, -2) \cup (1, +\infty)$
If the inequality is non-strict, the zeros of the expression belong to the solution. For the inequality: $x^2 + x - 2 \geq 0$ the procedure is identical, but since the inequality is satisfied also when $f(x) = 0$, the zeros $x = -2$ and $x = 1$ are included in the solution set $(-\infty, -2] \cup [1, +\infty)$.
Systematic procedure for sign analysis
In general, sign analysis of inequalities follows a systematic procedure that applies consistently to any polynomial or rational expression.
	  Rewrite the inequality in the form $f(x) > 0$ (or $< 0$, $\geq 0$, $\leq 0$), with zero on the right-hand side.
	  Factor $f(x)$ into a product or quotient of linear or irreducible factors. For rational inequalities, analyse the numerator and denominator independently.
	  Find the zeros of each factor. Zeros of the denominator never belong to the solution and must be marked on the number line with an open circle.
	  Arrange the zeros in ascending order along the real line, thereby partitioning $\mathbb{R}$ into disjoint intervals. For each interval, determine the sign of each factor.
	  Combine the signs for each interval using the product rule: the overall sign is positive if the number of negative factors is even and negative if it is odd. Factors with even multiplicity do not produce a sign change at their corresponding zero.
	  Identify the intervals where the overall sign fulfils the original inequality. For strict inequalities, exclude zeros from the solution; for non-strict inequalities, include them. Always exclude zeros of the denominator.
	  Present the solution using set notation, combining disjoint intervals with $\cup$.

Geometric representation
Plotting the curve on the axes, we obtain:
[image: ]
In this way, we have solved the inequality using the sign table without resorting to solving the associated quadratic equation using the quadratic formula, which would have led to the same result.
In fact, when the inequality is of the form $ax^2 + bx + c \ge 0$ or $ax^2 + bx + c > 0$, and the corresponding quadratic equation $ax^2 + bx + c = 0$ has two distinct real solutions $x_1 < x_2$, we have:
\begin{align} &x \leq x_1 \lor x \geq x_2 &&\text{for} \quad ax^2+bx+c \geq 0 \\\\ &x < x_1 \lor x > x_2 &&\text{for} \quad ax^2+bx+c > 0 \end{align}
If a function $f(x)$ is continuous on an interval $[a,b]$ and $f(a)$ and $f(b)$ have opposite signs, then by the Intermediate Value Theorem there exists at least one point $c \in (a,b)$ such that $f(c) = 0.$
In other words, for a continuous function, a change of sign occurs only by crossing a zero of the function, which is a point where $f(x) = 0$. In the example shown above, the change of sign occurs precisely near the solutions of the equation associated with the inequality, namely $-2$ and $1$.
Example 2
The same approach discussed above can be applied to solving rational inequalities of the type:
\frac{N(x)}{D(x)}
To analyse the sign of an inequality of this type, we need to separately study the sign of the numerator and the sign of the denominator. Then, we verify the intervals where the signs are concordant (both positive or both negative) or discordant (one positive, the other negative).

Let’s consider the following rational inequality:
\frac{2x - 3}{1 - x} > 0
Let’s analyse the numerator and the denominator separately by setting: $N(x) > 0$ and $D(x) > 0$. We obtain:
\begin{align} &2x - 3 > 0 \to x > \frac{3}{2}\\[0.5em] &1 - x > 0 \to x < 1\\\\ \end{align}
By representing the signs on the number line, we have:
1
\frac{3}{2}
$N(x) > 0$
$\boldsymbol{+}$
$\boldsymbol{-}$
$\boldsymbol{-}$
$D(x) > 0$
$\boldsymbol{-}$
$\boldsymbol{-}$
$\boldsymbol{+}$
$\dfrac{N(x)}{D(x)} > 0$
$\boldsymbol{-}$
$\boldsymbol{+}$
$\boldsymbol{-}$
The interval of positivity that satisfies our initial inequality is therefore:
$x \in \left(1, \dfrac{3}{2}\right)$
Example 3
Consider the following inequality, which involves a factor with even multiplicity:
(x - 1)^2(x + 3) > 0
The zeros are $x = 1$ (with multiplicity $2$) and $x = -3$ (with multiplicity $1$). They partition the real line into three intervals:
-3
1
$(x-1)^2 > 0$
$\boldsymbol{+}$
$\boldsymbol{+}$
$\boldsymbol{+}$
$x + 3 > 0$
$\boldsymbol{-}$
$\boldsymbol{+}$
$\boldsymbol{+}$
$(x-1)^2(x+3) > 0$
$\boldsymbol{-}$
$\boldsymbol{+}$
$\boldsymbol{+}$

Notice that $(x-1)^2$ is always non-negative and equals zero only at $x = 1$. As a result, the sign of the product is determined entirely by the factor $(x+3)$, and no sign change occurs at $x = 1.$ The overall sign transitions from $-$ to $+$ only at $x = -3$, where the factor $(x+3)$ changes sign.
The solution to the inequality is therefore:
x \in (-3, 1) \cup (1, +\infty)
The point $x = 1$ is excluded because the inequality is strict and $f(1) = 0$, even though no sign change occurs there.
Selected references
	  City University of New York, N. Apostolakis. Handout About the Table of Signs Method
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Introduction
The sign function assigns to each real number its sign, disregarding its magnitude. The function is defined as follows:
\operatorname{sgn}(x) = \begin{cases} -1 & \text{if } x < 0 \\[6pt] 0 & \text{if } x = 0 \\[6pt] 1 & \text{if } x > 0 \end{cases} \quad \forall \, x \in \mathbb{R}
Specifically, $\operatorname{sgn}(x)$ returns $-1$ for negative values, $0$ when $x = 0$, and $1$ for positive values. The function does not quantify the magnitude of $x$ but solely indicates the position of $x$ relative to zero. For example, applying the definition we have:
\operatorname{sgn}(-7) = -1 \qquad \operatorname{sgn}(0) = 0 \qquad \operatorname{sgn}(4) = 1

The graph of $y = \operatorname{sgn}(x)$ consists of two horizontal rays and one isolated point. The ray on $y = -1$ extends over all $x < 0$, the ray on $y = 1$ extends over all $x > 0$, and the isolated point at the origin $(0, 0)$ lies on $y = 0$. The two rays approach but do not intersect the y-axis.
[image: Sign function.]
The sign function is classified as an odd function because it satisfies the identity:
\operatorname{sgn}(-x) = -\operatorname{sgn}(x) \quad \forall \, x \in \mathbb{R}
Properties
	  Domain: $\mathbb{R}$.
	  Range: ${-1,\, 0,\, 1}$.
	  The function is odd, since $\operatorname{sgn}(-x) = -\operatorname{sgn}(x)$.
	  The function has exactly one root at $x = 0$, since $\operatorname{sgn}(x) = 0$ only when $x = 0$.
	  The function is constant on $(-\infty, 0)$ and on $(0, +\infty)$, hence increasing in the sense that it is non-decreasing over $\mathbb{R}$.
	  The function has a jump discontinuity at $x = 0$; it is continuous everywhere else.
	  The function is not differentiable at $x = 0$. It is differentiable, with zero derivative, at every other point.
	  Limits approaching $x = 0$ from either side:

\begin{align} \lim_{x \to 0^-} \operatorname{sgn}(x) &= -1 \\[0.5em] \lim_{x \to 0^+} \operatorname{sgn}(x) &= 1 \end{align}
Since the two one-sided limits differ, the two-sided the following limit does not exist:
\lim_{x \to 0} \operatorname{sgn}(x)
Limits at infinity
As $x$ moves away from the origin in either direction, the sign function stabilizes at a constant value:
\begin{align} \lim_{x \to -\infty} \operatorname{sgn}(x) &= -1 \\[6pt] \lim_{x \to +\infty} \operatorname{sgn}(x) &= 1 \end{align}
These are simply a consequence of the fact that $\operatorname{sgn}(x) = -1$ for all $x < 0$ and $\operatorname{sgn}(x) = 1$ for all $x > 0$, so the function value does not change as $x$ moves further from zero.
Derivative and integral
On each of the two open half-lines where the sign function is constant, its derivative is zero:
\frac{d}{dx} \operatorname{sgn}(x) = 0 \quad \text{for } x \neq 0
At $x = 0$, the derivative does not exist because the function is discontinuous there. In the sense of distributions, however, the derivative of the sign function is:
\frac{d}{dx} \operatorname{sgn}(x) = 2\delta(x)
$\delta(x)$ is the Dirac delta, a generalised function that is zero everywhere except at the origin and integrates to one over the entire real line. This distributional identity demonstrates that the sign function exhibits a discontinuity of amplitude $2$ at the origin, as:
\lim_{x \to 0^-} \operatorname{sgn}(x) = -1
\lim_{x \to 0^+} \operatorname{sgn}(x) = 1
This amplitude explains the presence of the factor $2$ preceding the Dirac delta function.

The indefinite integral of the sign function, computed away from the origin, gives back the absolute value:
\int \operatorname{sgn}(x) \, dx = |x| + c
This is consistent with the fact that the derivative of $|x|$ equals $\operatorname{sgn}(x)$ wherever the former is differentiable.
Relationship with the absolute value function
A direct algebraic relationship exists between the sign function and the absolute value. For any $x \neq 0$, the following identity holds:
\operatorname{sgn}(x) = \frac{x}{|x|}
This result is consistent with the definition: when $x > 0$, the ratio $x / |x| = x/x = 1$. When $x < 0$, the ratio $x / |x| = x/(-x) = -1$. The formula is undefined at $x = 0$, so the value $\operatorname{sgn}(0) = 0$ is assigned separately by convention.
Conversely, the absolute value can be expressed in terms of the sign function using the following identity:
|x| = x \cdot \operatorname{sgn}(x)
This identity holds for all $x \in \mathbb{R}$, including $x = 0$, where both sides are zero. Together, these two identities demonstrate that $|x|$ and $\operatorname{sgn}(x)$ are complementary: the absolute value preserves magnitude and omits sign, whereas the sign function preserves sign and omits magnitude.

Two additional identities arise from the relationship between the sign function and the absolute value. The first identity is as follows:
x = |x| \cdot \operatorname{sgn}(x)
This identity expresses any real number as the product of its magnitude and its sign. The second identity utilises the equality $|x| = \sqrt{x^2}$, which is valid for all $x \in \mathbb{R}$, and provides an alternative representation of the sign function for $x \neq 0$:
\operatorname{sgn}(x) = \frac{x}{\sqrt{x^2}}
Relationship with the Heaviside step function
The Heaviside step function $H(x)$ is defined as:
H(x) = \begin{cases} 0 & \text{if } x < 0 \\[6pt] \dfrac{1}{2} & \text{if } x = 0 \\[8pt] 1 & \text{if } x > 0 \end{cases}
[image: Heaviside step function.]
The sign function and the Heaviside step function are related by a simple linear transformation. Specifically:
\operatorname{sgn}(x) = 2H(x) - 1
Equivalently, we have:
H(x) = \frac{1 + \operatorname{sgn}(x)}{2}
This relationship is frequently utilised as converting between these representations can simplify calculations. The Heaviside function maps $(-\infty, 0)$ to $0$ and $(0, +\infty)$ to $1$, and may therefore be interpreted as a shifted and rescaled form of the sign function.
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What is simple harmonic motion
A simple harmonic motion is a straight-line motion obtained by projecting the uniform circular motion of a body onto a fixed diameter of the circle. In this case, a material point repeatedly moves along the diameter, oscillating back and forth, and returning to the same position at regular intervals of time equal to the period of the motion.
[image: ]
This projection creates a smooth and continuous oscillation, where the displacement from the center varies sinusoidally with time. The position as a function of time for simple harmonic motion is given by the equation:
x(t) = A \sin(\omega t)
	  $A$ is the amplitude, the maximum displacement from the equilibrium position (the function $\sin(\omega t)$ oscillates between the values $+1$ and $-1$).
	  $\omega$ is the angular frequency (in radians per second).
	  $t$ is the time variable.

Since the function is periodic with period $T$, meaning it repeats itself from $t$ to $t+T$, the argument of the trigonometric function must change by $2\pi$.
Therefore, we have:
\omega(t+T) - \omega t = 2\pi
From this, we derive the fundamental relation:
\omega = \frac{2\pi}{T}
 where $\nu$ represents the frequency of the harmonic motion, and is related to the period by:
\nu = \frac{1}{T}

In simple harmonic motion where the center of oscillation does not coincide with the origin but is located at $x_0$, the general equation of motion is:
x - x_0 = A \sin(\omega t + \varphi)
	  $x(t)$ is the position of the material point at time ( t ),
	  $x_0$ is the center around which the motion oscillates,
	  $A$ is the amplitude,
	  $\omega$ is the angular frequency,
	  $\varphi$ is the initial phase.

Example 1
For example, calculate the equation of a simple harmonic motion with period $T = 3 \, \text{s}$ and amplitude $A = 0.5 \, \text{m}$.
We find the angular frequency.
\omega = \frac{2\pi}{T} = \frac{2\pi}{3} \, \text{rad/s}
Thus, the motion equation is:
x(t) = 0.5 \sin\left( \frac{2\pi}{3} t \right)
Velocity
To find the instantaneous scalar velocity $v(t)$, we differentiate $x(t)$ with respect to time:
v(t) = \frac{dx}{dt}
Applying the derivative:
\frac{d}{dt} \left( A \sin(\omega t) \right) = A \omega \cos(\omega t)
Thus, the instantaneous velocity of the material point is:
v(t) = A \omega \cos(\omega t)
This expression shows that the velocity varies over time following a cosine function, reaching its maximum when the particle passes through the equilibrium position.
	  The velocity in simple harmonic motion is not constant: it changes over time following the trend of a cosine function.
	  When the body passes through the equilibrium position (that is, $x = 0$, the center of motion), the velocity is maximum.
	  When the body reaches the extremes (that is, at the points $x = +A$ or $x = -A$), the velocity is zero.
	  The velocity, being a function of the cosine, is phase-advanced with respect to the displacement $x$ in simple harmonic motion.

Example 2
For example, calculate the instantaneous velocity of a simple harmonic motion with period $T = 3 \, \text{s}$ and amplitude $A = 0.5 \, \text{m}$.

We find the angular frequency.
\omega = \frac{2\pi}{T} = \frac{2\pi}{3} \, \text{rad/s}
The position function is:
x(t) = 0.5 \sin\left( \frac{2\pi}{3} t \right)
Differentiating with respect to time to find the velocity:
v(t) = \frac{dx}{dt} = 0.5 \times \frac{2\pi}{3} \cos\left( \frac{2\pi}{3} t \right)
Simplifying we obtain:
v(t) = \frac{\pi}{3} \cos\left( \frac{2\pi}{3} t \right)
Acceleration
To find the instantaneous acceleration $a(t)$, we differentiate the velocity function $v(t)$ with respect to time:
a(t) = \frac{dv}{dt}
Applying the derivative:
\frac{d}{dt} \left( A \omega \cos(\omega t) \right) = -A \omega^2 \sin(\omega t)
Thus, the instantaneous acceleration of the material point is:
a(t) = -A \omega^2 \sin(\omega t)
This expression shows that the acceleration varies over time following a sine function, reaching its maximum magnitude when the particle is at the maximum displacement from the equilibrium position.
	  The acceleration in simple harmonic motion is not constant: it changes over time following the trend of a sine function.
	  When the body passes through the equilibrium position (that is, $x = 0$, the center of motion), the acceleration is zero.
	  When the body reaches the extremes (that is, at the points $x = +A$ or $x = -A$), the acceleration reaches its maximum magnitude.

The acceleration, being a function of the sine, is in phase opposition with respect to the displacement $x$. In simple harmonic motion the acceleration has only a normal component $a_n$ and it is centripetal, always directed toward the center of oscillation. This means that as the particle moves, the acceleration acts continuously to pull it back toward the equilibrium position.
In uniformly accelerated rectilinear motion, the acceleration vector has two components: a normal component $a_n$ and a tangential component $a_t$. Since the trajectory is still a straight line, the normal component $a_n = 0$. However, the tangential component $a_t$ is constant and nonzero, representing a steady change in the velocity’s magnitude along the direction of motion.

Example 3
For example, calculate the acceleration in a simple harmonic motion with period $T = 3 , \text{s}$ and amplitude $A = 0.5 \, \text{m}$.

Let’s review the steps followed in the previous examples. First, we find the angular frequency.
\omega = \frac{2\pi}{T} = \frac{2\pi}{3} \, \text{rad/s}
Starting from the motion equation:
x(t) = 0.5 \sin\left( \frac{2\pi}{3} t \right)
The velocity is:
v(t) = 0.5 \times \frac{2\pi}{3} \cos\left( \frac{2\pi}{3} t \right) = \frac{\pi}{3} \cos\left( \frac{2\pi}{3} t \right)
Differentiating again, we find the acceleration:
a(t) = \frac{dv}{dt} = -\left( \frac{\pi}{3} \times \frac{2\pi}{3} \right) \sin\left( \frac{2\pi}{3} t \right)
Simplifying:
a(t) = -\frac{2\pi^2}{9} \sin\left( \frac{2\pi}{3} t \right)
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Sine function
The sine function $f(x) = \sin(x)$ assigns to each angle $x$, expressed in radians, its corresponding sine value. Its graph is a periodic wave with a period of $2 \pi$ and an amplitude of 1, oscillating between $-1$ and $1$. The function $f(x) = \cos x$ has all real numbers in its domain, but its range is $-1 \leq \cos(x) \leq 1$.
[image: ]
Together with the cosine function, it represents one of the fundamental models of periodic waves, and is widely used to describe cyclic phenomena in physics, engineering, and mathematics. For example, in simple harmonic motion in physics, the sine function typically appears in the equations for both displacement and velocity, describing the oscillatory behavior of systems like springs and pendulums.
Properties
	  Domain: $x \in \mathbb{R}$
	  Range: $y \in \mathbb{R} : -1 \leq y \leq\\ 1$
	  Periodicity: periodic in $x$ with period $2 \pi$
	  Parity: odd, $\sin(-x) = -\sin(x)$
	  Roots: $x = \pi n, \quad n \in \mathbb{Z}$
	  Integer root: $x=0$
	  Maximum and minimum points: $\sin(x)$ reaches its maximum $1$ at $x = \dfrac{\pi}{2} + 2k \pi$ with $k \in \mathbb{Z}$ and its minimum $-1$ at $x = \dfrac{3\pi}{2} + 2k \pi$ with $k \in \mathbb{Z}$.

Limits, derivatives, and integrals of the cosine function
A fundamental limit involving the sine function captures how $\sin(x)$ behaves in a neighbourhood of the origin and plays a central role in differential calculus. As $x$ approaches zero, the value of $\sin(x)$ becomes increasingly close to $x$ itself when both are measured in radians. This reflects the fact that, near the origin, the sine curve is almost indistinguishable from the line $y = x$. This relationship is formalised through the following limit:
\text{1.} \quad \lim_{x \to 0} \frac{\sin(x)}{x} = 1

The function $\sin(x)$ is continuous and differentiable for every real value of $x$. Its behaviour is smooth and regular across the entire real line, with no points of discontinuity or non-differentiability. Moreover, since $\sin(x)$ is differentiable everywhere, its derivative is defined at all real numbers and is given by:
2. \quad \frac{d}{dx}\,\sin(x) = \cos(x)

Since the derivative of $-\cos(x)$ is $\sin(x)$, the indefinite integral of the sine function can be written as:
3. \quad \int \sin(x) dx = -\cos(x) + c
A comprehensive overview of trigonometric integrals, together with the most useful transformation and substitution techniques for handling more complex cases, is available in the page on trigonometric function integrals.

An alternative form of the function $\sin(x)$ using imaginary numbers is given by Euler’s formula, where $e^{ix}$ is the exponential function with base $e$ and $I$ is the imaginary unit:
4. \quad \sin(x) = \frac{e^{ix} - e^{-ix}}{2i}
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What is Gaussian elimination
The Gauss method, or Gaussian elimination, is a technique used to solve systems of $n$ linear equations in $n$ unknowns. The process involves applying a sequence of operations iteratively to eliminate one variable at a time, transforming the system into a form that is easy to solve. Let us consider the following system of equations:
\begin{cases} a_{11}x_1 + a_{12}x_2 + a_{13}x_3 = b_1 \\[0.5em] a_{21}x_1 + a_{22}x_2 + a_{23}x_3 = b_2 \\[0.5em] a_{31}x_1 + a_{32}x_2 + a_{33}x_3 = b_3 \end{cases}
To apply the method, it is essential that the system is square, that is, it must have the same number of equations and unknowns, like the $3 \times 3$ system shown above.
The process involves the following steps:
	  Eliminate the variable $x_1$ from all equations except the first one.
	  Eliminate the variable $x_2$ from the third equation.
	  Solve the third equation to find the value of $x_3$.
	  Work backwards to find the values of the remaining variables.

When the algorithm produces an inconsistent or indeterminate equation, the system cannot proceed further: this signals either no solution or an infinite set of solutions.
Connection with Matrices
The Gaussian elimination method transforms a matrix into its row-echelon form. The objective is to rewrite the matrix so that each pivot position (on the main diagonal) contains a 1, and all entries below each pivot are 0. For example, starting from a generic matrix:
A = \begin{bmatrix} a_{11} & a_{12} & a_{13} \\\\ a_{21} & a_{22} & a_{23} \\\\ a_{31} & a_{32} & a_{33} \end{bmatrix} \quad \xrightarrow{\text{to}} \quad \begin{bmatrix} 1 & b_{12} & b_{13} \\\\ 0 & 1 & b_{23} \\\\ 0 & 0 & 1 \end{bmatrix}
Let’s start by eliminating the variable $x_1$ from all equations except the first one.
To eliminate $x_1$ from the second equation, we multiply the first equation by $a_{21}$ and the second by $a_{11}$. We then subtract the two resulting equations and replace the second equation with the result. We obtain:
\begin{cases} a_{11}x_1 + a_{12}x_2 + a_{13}x_3 = b_1 \\[0.5em] \left(a_{11}a_{22} - a_{21}a_{12}\right)x_2 + \left(a_{11}a_{23} - a_{21}a_{13}\right)x_3 = a_{11}b_2 - a_{21}b_1 \\[0.5em] a_{31}x_1 + a_{32}x_2 + a_{33}x_3 = b_3 \end{cases}
To simplify the calculations, we rewrite the second equation as:
a^\prime_{22} x_2 + a^\prime_{23} x_3 = b^\prime_2
The system becomes:
\begin{cases} a_{11}x_1 + a_{12}x_2 + a_{13}x_3 = b_1 \\[0.5em] a^\prime_{22} x_2 + a^\prime_{23} x_3 = b^\prime_2\\[0.5em] a_{31}x_1 + a_{32}x_2 + a_{33}x_3 = b_3 \end{cases}

Now, we multiply the first equation by $a_{31}$ and the third equation by $a_{11}$. We then subtract the two resulting equations and replace the third equation with the result.
\begin{cases} a_{11}x_1 + a_{12}x_2 + a_{13}x_3 = b_1 \\[0.5em] a^\prime_{22} x_2 + a^\prime_{23} x_3 = b^\prime_2\\[0.5em] \left(a_{11}a_{32} - a_{31}a_{12}\right)x_2 + \left(a_{11}a_{33} - a_{31}a_{13}\right)x_3 = a_{11}b_3 - a_{31}b_1 \end{cases}
We rewrite the third equation as:
a^\prime_{32}x_2 + a^\prime_{33}x_3 = b’_3
We obtain:
\begin{cases} a_{11}x_1 + a_{12}x_2 + a_{13}x_3 = b_1 \\[0.5em] a^\prime_{22} x_2 + a^\prime_{23} x_3 = b^\prime_2\\[0.5em] a^\prime_{32}x_2 + a^\prime_{33}x_3 = b’_3\end{cases}
We proceed with the second step and eliminate the variable $x_2$ from the third equation.
We multiply the second equation by $a^\prime_{32}$ and the third equation by $a^\prime_{22}$. We then subtract the two resulting equations and replace the third equation with the result. By completing the calculations as in the first step, the system reduces to the following:
\begin{cases} a_{11}x_1 + a_{12} x_2 + a_{13} x_3 = b_1 \\[0.5em] a^\prime_{22} x_2 + a^\prime_{23} x_3 = b^\prime_2 \\[0.5em] a^{\prime\prime}_{33} x_3 = b^{\prime\prime}_3 \end{cases}
We have obtained a triangular system. At this point, we can solve for $x_3$ from the third equation, obtaining:
x_3 = \frac{b^{\prime\prime_3}}{a^{\prime\prime_{33}}}
We can now determine each variable, starting from the known value of $x_3$.
Example
Let’s walk through a concrete example of Gaussian elimination applied to a 3×3 system. Consider the following system of linear equations:
\begin{cases} x + y + z = 6 \\[0.5em] 2x + 3y + z = 14 \\[0.5em] x + 2y + 3z = 14 \end{cases}
To eliminate $x$ from the second equation, subtract $2 \times$ equation 1 from equation 2:
(2x + 3y + z) - 2(x + y + z) = 0x + y - z = 2

Now eliminate $x$ from the third equation by subtracting equation 1 from equation 3:
(x + 2y + 3z) - (x + y + z) = 0x + y + 2z = 8
The system becomes:
\begin{cases} x + y + z = 6 \\[0.5em] y - z = 2 \\[0.5em] y + 2z = 8 \end{cases}

Now use the second equation as the new pivot. To eliminate $y$ from the third equation, subtract equation 2 from equation 3:
(y + 2z) - (y - z) = 3z = 6 \Rightarrow z = 2
Substituting back to find the remaining variables. From equation 2:
y - z = 2 \rightarrow y = 2 + z = 2 + 2 = 4
From equation 1:
x + y + z = 6 \Rightarrow x = 6 - y - z = 6 - 4 - 2 = 0
The solution is
x = 0 \quad y = 4 \quad z = 2
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What is the Squeeze Theorem
The Squeeze Theorem, also referred to as the Sandwich Theorem, provides a method for determining the limit of a function when direct evaluation is challenging or when the function displays complex oscillatory behaviour near a specific point. This theorem is frequently applied to functions involving sine and cosine, particularly when these trigonometric terms exhibit oscillatory behaviour that precludes straightforward limit evaluation, such as:
\sin\left(\frac{1}{x}\right) \quad \text{or} \quad \cos\left(\frac{1}{x}\right)
In these situations, the function is constrained between two other functions with known and equal limits, which facilitates the evaluation of the target limit.
Statement
Let $x_0 \in \mathbb{R} \cup { \pm\infty }$ be a limit point, meaning that every neighborhood of $x_0$ contains at least one point of the domain different from $x_0$. Let $f$, $g$, and $h$ be real-valued functions defined on a neighborhood $I$ of $x_0$. Assume that for every $x \in I$, the following inequality holds:
g(x) \leq f(x) \leq h(x)
Also assume that the limits of $f(x)$ and $h(x)$ as $x \to x_0$ exist and are equal to some real number $\ell$:
\lim_{x \to x_0} g(x) = \lim_{x \to x_0} h(x) = \ell
Then, under these hypotheses, the function $g(x)$ also admits a limit as $x \to x_0$, and that limit is:
\lim_{x \to x_0} f(x) = \ell

In the graph, the black curve representing $f(x)$ lies entirely between the lower bound $g(x)$ and the upper bound $h(x)$. As both bounding functions tend to $\ell$, the function $f(x)$ is forced to approach the same limit.
[image: ]
This demonstrates the geometric intuition underlying the theorem: if a function is bounded above and below by two functions that both converge to the same value, then it must converge to that value.
Proof of the Squeeze Theorem
Let $\varepsilon > 0$ be arbitrary. Our objective is to prove that the function $f(x)$, which is bounded between $g(x)$ and $h(x)$, tends to the same limit $\ell$ as $x \to x_0$. By assumption, we know that $\lim_{x \to x_0} g(x) = \ell$. This means that there exists a positive number $\delta_1$ such that for every $x$ sufficiently close to $x_0$ (specifically, for all $x$ with $0 < |x - x_0| < \delta_1$), we have:
|g(x) - \ell| < \varepsilon \quad \to \quad \ell - \varepsilon < g(x) < \ell + \varepsilon
Similarly, since $\lim_{x \to x_0} h(x) = \ell$, there exists another positive number $\delta_2$ such that:
|h(x) - \ell| < \varepsilon \quad \to \quad \ell - \varepsilon < h(x) < \ell + \varepsilon
Now let $\delta = \min(\delta_1, \delta_2)$. Then for every $x$ such that $0 < |x - x_0| < \delta$, both inequalities above are satisfied. But $f(x)$ is squeezed between $g(x)$ and $h(x)$, so:
g(x) \leq f(x) \leq h(x)
Combining this with the bounds on $g(x)$ and $h(x)$, we obtain:
\ell - \varepsilon < f(x) < \ell + \varepsilon \quad \to \quad |f(x) - \ell| < \varepsilon
Since this inequality holds for every $\varepsilon > 0$, we conclude that:
\lim_{x \to x_0} f(x) = \ell
Example
The subsequent example demonstrates how the theorem is applied to compute the following limit:
\lim_{x \to 0} x \cdot \sin\left( \frac{1}{x} \right)

The term $\sin\left( \frac{1}{x} \right)$ does not admit a limit as $x \to 0$, since it oscillates indefinitely between $-1$ and $1$. However, for every real number $x \neq 0$, the following inequality holds:
-1 \leq \sin\left( \frac{1}{x} \right) \leq 1
Multiplying the entire inequality by $x$, we obtain:
-|x| \leq x \cdot \sin\left( \frac{1}{x} \right) \leq |x|

Indeed, when $x > 0$, the inequality is preserved, while for $x < 0$, the inequality is reversed, but the absolute value ensures that the comparison remains symmetric with respect to zero. Now observe that both bounding functions $-|x|$ and $|x|$ tend to zero as $x \to 0$:
\lim_{x \to 0} -|x| = 0 \qquad \lim_{x \to 0} |x| = 0
Since $f(x)$ is squeezed between two functions that both approach zero, we can apply the squeeze theorem and conclude that:
\lim_{x \to 0} x \cdot \sin\left( \frac{1}{x} \right) = 0
In many instances, when an oscillating function is multiplied by a power of $x$ that approaches zero, the overall limit is zero. This result arises because the oscillation remains bounded, as demonstrated by sine and cosine functions, which are always confined between $-1$ and $1$. Conversely, the factor $x^n$ approaches zero rapidly enough to dominate the oscillation, causing the entire product to converge to zero.
Exercises: compute the following limits using the Squeeze Theorem
-
\text{1. } \quad \lim_{x \to +\infty} \frac{\ln(3 + \sin x)}{x^3}
 solution
-
\text{2. } \quad \lim_{x \to 0} x^4 \cdot \cos\left(\frac{2}{x}\right) + 2
 solution
Exercise 1
Evaluate the following limit:
\lim_{x \to +\infty} \frac{\ln(3 + \sin x)}{x^3}

To begin, observe that the sine function is always bounded between $-1$ and $1$ for all real $x$, so we can write:
-1 \leq \sin x \leq 1
From the previous inequality, we can write:
2 \leq 3 + \sin x \leq 4 \quad \text{for all } x \in \mathbb{R}

Now, since the logarithmic function is strictly increasing, we have:
\log 2 \leq \log(3 + \sin x) \leq \log 4
We now divide all parts of the inequality by $x^3$ obtaining:
\frac{\log 2}{x^3} \leq \frac{\ln(3 + \sin x)}{x^3} \leq \frac{\log 4}{x^3} \quad \forall \, x > 0
Since both bounding functions tend to zero as $x \to +\infty$, we apply the Squeeze Theorem and obtain:
\lim_{x \to +\infty} \frac{\ln(3 + \sin x)}{x^3} = 0
Exercise 2
Evaluate the following limit:
\lim_{x \to 0} x^4 \cdot \cos\left( \frac{2}{x} \right) + 2
To do so, we start by analyzing the behavior of the function $x^4 \cdot \cos\left( \frac{2}{x} \right)$. We know that the cosine function is bounded between $-1$ and $1$ for all real values:
-1 \leq \cos\left( \frac{2}{x} \right) \leq 1
Multiplying all parts of this inequality by $x^4$, which is always non-negative, we get:
-x^4 \leq x^4 \cdot \cos\left( \frac{2}{x} \right) \leq x^4

Now we take the limit of the left and right bounds as $x \to 0$:
\lim_{x \to 0} (-x^4) = 0 \qquad \lim_{x \to 0} x^4 = 0
Therefore, by the Squeeze Theorem, we conclude:
\lim_{x \to 0} x^4 \cdot \cos\left( \frac{2}{x} \right) = 0
Now we return to the original expression:
\lim_{x \to 0} \left( x^4 \cdot \cos\left( \frac{2}{x} \right) + 2 \right)
Since:
\lim_{x \to 0} x^4 \cdot \cos\left( \frac{2}{x} \right) = 0
we obtain
\lim_{x \to 0} x^4 \cdot \cos\left( \frac{2}{x} \right) + 2 = 0 + 2 = 2
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From the normal to the standard normal distribution
A generic normal distribution $\mathcal{N}(x; \mu, \sigma)$ can always be transformed into its standardized form $N(x; 0, 1)$ by introducing the standard variable $Z$, defined as
Z = \frac{X - \mu}{\sigma}
This transformation, known as standardization, expresses each value of the continuous random variable $X$ in terms of the number of standard deviations it lies away from the mean $\mu$. As a result, the new variable $Z$ follows a standard normal distribution with mean $0$ and standard deviation $1$.

The process of standardization is particularly useful because it places different normal distributions on a common scale. Once the variable $X$ has been transformed into the standard variable $Z$, probabilities and critical values can be derived directly from the standard normal distribution $N(x; 0, 1)$.
This allows statistical problems to be solved using a single universal reference table (Z table), simplifying calculations and comparisons across different contexts.
Standard Z Table
The standard Z table lists, for each cell, the cumulative probability to the left of a given $Z$ value. In other words, it shows the probability that a standard normal variable takes on a value less than or equal to a specified Z-score. These values correspond to the area under the standard normal curve from negative infinity up to the chosen point on the horizontal axis, represented by the value of $z$.
[image: ]
The complete Z table is extensive, as it contains values for a wide range of Z-scores. For brevity, only a portion of the table is shown below as an illustrative extract.
z
.00
.01
.02
.03
.04
.05
.06
.07
.08
…
0.0
.5000
.5040
.5080
.5120
.5160
.5199
.5239
.5279
.5319
…
0.1
.5398
.5438
.5478
.5517
.5557
.5596
.5636
.5675
.5714
…
0.2
.5793
.5832
.5871
.5910
.5948
.5987
.6026
.6064
.6103
…
0.3
.6179
.6217
.6255
.6293
.6331
.6368
.6406
.6443
.6480
…
0.4
.6554
.6591
.6628
.6664
.6700
.6736
.6772
.6808
.6844
…
0.5
.6915
.6950
.6985
.7019
.7054
.7088
.7123
.7157
.7190
…
0.6
.7257
.7291
.7324
.7357
.7389
.7422
.7454
.7486
.7517
…
0.7
.7580
.7611
.7642
.7673
.7704
.7734
.7764
.7794
.7823
…
0.8
.7881
.7910
.7939
.7967
.7995
.8023
.8051
.8078
.8106
…
0.9
.8159
.8186
.8212
.8238
.8264
.8289
.8315
.8340
.8365
…
1.0
.8413
.8438
.8461
.8485
.8508
.8531
.8554
.8577
.8599
…
…
…
…
…
…
…
…
…
…
…
…
Several online resources, both static and interactive, allow users to compute cumulative probabilities for different values of $z$.

Using the Z table is straightforward.
	  The row corresponding to the $Z$ value contains the integer part and the first decimal place
	  The column represents the remaining decimal places starting from the second one.
	  The cell at the intersection of the selected row and column gives the cumulative probability up to the specified value of $z$.

Example 1
Let us consider a simple example to illustrate how the Z table is used to determine the cumulative probability corresponding to a given value of the standardized variable $Z$. Let us consider the case of a standardized variable $Z$ such that:
z = 0.16
To find the cumulative probability to the left of the standardized variable $z$, we locate the value 0.1 in the row and 0.06 in the column of the Z table. The intersection of these two entries gives the corresponding probability value, which in this case is $0.5636$.
z
.00
.01
.02
.03
.04
.05
.06
.07
.08
…
0.0
.5000
.5040
.5080
.5120
.5160
.5199
.5239
.5279
.5319
…
0.1
.5398
.5438
.5478
.5517
.5557
.5596
.5636
.5675
.5714
…
…
…
…
…
…
…
…
…
…
…
…

This means that approximately 56.36% of the observations in a standard normal distribution fall below this value of $z$. We can therefore state that the probability of the standardized variable $Z$ being less than $z = 0.16$ is equal to $0.5636$, that is:
P(Z < 0.16) = 0.5636
[image: ]
Since the total area under the standard normal curve equals $1$, and the distribution is symmetric with respect to its mean, we can immediately deduce that
P(Z > 0.16) = 1 - 0.5636
Moreover, the probability that $Z$ lies between $0$ and $0.16$ is obtained by subtracting the cumulative probability up to $Z = 0$ from that up to $Z = 0.16$:
P(0 < Z < 0.16) = P(Z < 0.16) - P(Z < 0)
Substituting the corresponding values gives
P(0 < Z < 0.16) = 0.5636 - 0.5 = 0.0636
Finally, due to the symmetry of the normal distribution about its mean, the probability that $Z$ lies within the interval $-0.16 < Z < 0.16$ is twice the probability of being between $0$ and $0.16$:
P(-0.16 < Z < 0.16) = 2 \times P(0 < Z < 0.16) = 0.1272
Example 2
Suppose that the average lifetime of a rechargeable battery is $\mu = 8.0$ hours, with a standard deviation of $\sigma = 1.2$ hours, and that battery life follows a normal distribution. We want to calculate the probability that a randomly selected battery lasts less than $6.5$ hours.

To find the probability $P(X < 6.5)$, we need to determine the area under the normal curve to the left of $6.5$. For this purpose, we apply the standardization formula:
z = \frac{x - \mu}{\sigma}
where $x$ represents the observed value of the random variable, which in this case corresponds to 6.5 hours. We have:
z = \frac{6.5 - 8.0}{1.2} = \frac{-1.5}{1.2} = -1.25
We can then use the Z table to find $P(Z < -1.25)$, which gives the cumulative probability associated with this value of $z$.
z
.00
.01
.02
.03
.04
.05
.06
.07
.08
…
-1.0
.1587
.1562
.1539
.1515
.1492
.1469
.1446
.1423
.1401
…
-1.2
.1151
.1131
.1112
.1093
.1075
.1056
.1038
.1020
.1003
…
-1.3
.0968
.0951
.0934
.0918
.0901
.0885
.0869
.0853
.0838
…
…
…
…
…
…
…
…
…
…
…
…

From the intersection of the selected row and column, we obtain a probability value equal to $0.1056$. The figure below illustrates where this probability is located under the standard normal curve, corresponding to the cumulative area to the left of $z = -1.25$.
[image: ]
From the standard normal table, we obtain
P(Z < -1.25) = 0.1056
This means that approximately 10.56% of all batteries are expected to last less than 6.5 hours.
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Introduction to the student’s $t$ distribution
In statistical inference, when the goal is to draw conclusions about the mean of a normally distributed population but the variance is unknown and must be estimated from the sample, the standard normal distribution $\mathcal{N}(x; 0, 1)$ is no longer the correct reference model. In such situations, the student’s $t$ distribution is used because it incorporates the additional variability introduced by estimating the population variance. The student’s $t$ continuous random variable is defined as:
T = \frac{Z}{\sqrt{V/k}}
	  $Z$ is a standard normal random variable.
	  $V$ is a chi-square random variable with $k$ degrees of freedom, independent of $Z$.
	  $k$ denotes the degrees of freedom and determines how heavy the tails of the distribution are.


For a student’s $t$ random variable $T$ with $k$ degrees of freedom, the probability density function is:
f(t,k) = \frac{\Gamma\left(\frac{k+1}{2}\right)}{\Gamma\left(\frac{k}{2}\right)\sqrt{k\pi}} \left(1 + \frac{t^{2}}{k}\right)^{-\frac{k+1}{2}}
This expression shows how the shape of the distribution depends on the parameter $k$. Smaller values of $k$ produce heavier tails, reflecting the additional uncertainty associated with estimating the population variance. As $k \to \infty$, the density converges to the standard normal distribution $\mathcal{N}(x; 0, 1).$
[image: ]
The plot visually highlights how the $t$ curves gradually tighten around the center as the degrees of freedom grow, illustrating the smooth transition from a heavier-tailed distribution to the familiar bell shape of the normal model.
	  The total area under the curve equals $1$. This means that the integral of its probability density function over the entire real line, from $-\infty$ to $+\infty$, is equal to $1$.

	  The curve is symmetric around the mean $0$. Because the student’s $t$ distribution is centered at zero and is symmetric, half of the total probability lies on each side of the origin.

	  The curve has two inflection points, whose location depends on the degrees of freedom $k$. For small $k$, the inflection points lie farther from the center, reflecting the heavier tails; as $k$ increases, they move closer to $0$, approaching those of the standard normal curve.

	  The curve is asymptotic to the x-axis. As $t$ moves farther away from the center, the probability density approaches (0), but more slowly than the normal distribution when $k$ is small, due to its heavier tails.


Key features
-
\text{1. } \quad f(t; k) = \frac{\Gamma\left(\frac{k+1}{2}\right)} {\Gamma\left(\frac{k}{2}\right)\sqrt{k\pi}} \left(1 + \frac{t^{2}}{k}\right)^{-\frac{k+1}{2}}
-
\text{2. } \quad \mu = E(T) = 0 \quad \text{for } k > 1
-
\text{3. } \quad \sigma^{2} = \mathrm{Var}(T) = \frac{k}{k-2} \quad \text{for } k > 2
Each expression summarizes a fundamental property of the student’s $t$ distribution, whose center is fixed at zero while its spread and tail behavior depend entirely on the degrees of freedom $k$.
The mean and variance of the student’s $t$ distribution exist only when the integrals that define them converge. For $k \le 1$ the integral for the mean diverges, and for $k \le 2$ the integral for the variance diverges because the distribution has heavy tails, meaning that the density decreases so slowly that observations far from the center contribute enough to make the integral infinite.
Symmetry of the student’s $t$ distribution
The student’s $t$ distribution is symmetric around zero, and this structural property has important consequences for how its critical values are interpreted. Because the left and right sides of the curve are mirror images of one another, every probability located on one tail corresponds to an equal probability on the opposite tail. This symmetry can be expressed through the relationship
t_{1-\alpha} = -\,t_{\alpha}
which states that the $t$ value leaving an area of $1 - \alpha$ in the right tail is simply the negative of the $t$ value leaving an area of $\alpha$ in that same tail. Equivalently, the quantile on the left that captures probability $\alpha$ is positioned at the same height as its right-tail counterpart but reflected across the vertical axis.
[image: ]
Assuming that the area to the left of $t_{1-\alpha}$ is roughly 12%, the area to the right of $t_{\alpha}$ is approximately the same, about 12%. Taken together, the two tails account for about 24% of the total area under the curve.
Visually, the graph of the $t$ density makes this behavior immediate: the curve descends from its peak at zero in a perfectly balanced way, and the shaded tail areas match in both shape and magnitude.

When computing areas under the student’s $t$ distribution, the procedure is similar to that used for other continuous distributions. In the same way that the standard normal distribution relies on z-tables to report cumulative probabilities and critical values, the $t$ distribution uses dedicated t-tables. These tables list the critical values associated with specific tail areas, but they also account for the degrees of freedom $k$, which determine the exact shape of the distribution.
The idea is the same as in the normal case: z-tables allow you to find either the probability $P(Z < z)$ or the z-value corresponding to a chosen area. T-tables serve the same purpose for the $t$ distribution, with the only difference being that each row corresponds to a different value of $k$. Because the distribution changes with $k$, the critical values do as well.
In practice, both tables provide a convenient way to obtain probabilities and quantiles without performing the integral of the density function, with t-tables extending the logic of z-tables to situations where the variance must be estimated from the sample.
Example 1
Suppose we want to determine the value of the $t$ statistic with $k = 12$ degrees of freedom that leaves an area of $0.01$ in the left tail of the distribution. Because the student’s $t$ distribution is symmetric around zero, the $t$ value that leaves an area of $0.01$ in the left tail corresponds to the negative of the $t$ value that leaves an area of $0.01$ in the right tail. In terms of quantiles, this means:
t_{0.99} = -\,t_{0.01}
To find the needed value, we use te T-table and look up the row corresponding to $k = 12$ and the column for a tail probability of $0.01$. The intersection in the is shown below:
$k$
0.10
0.05
0.025
0.01
…
10
1.372
1.812
2.228
2.764
…
11
1.363
1.796
2.201
2.718
…
12
1.356
1.782
2.179
2.681
…
13
1.350
1.771
2.160
2.650
…
…
…
…
…
…
…
From the table we obtain:
-t_{0.01} = -2.681
Thus, the $t$ value that leaves 1% of the total probability on the left side of the distribution is: $t_{0.99} = 2.681$.
Note on tail probabilities
Since the student’s $t$ distribution is symmetric around zero, the probability contained in the two tails is simply twice the probability in one tail. In the example 1, the right-tail area is $0.01$, and the left-tail area is the same. Therefore, the total probability outside the interval $[-t_{0.99},1, t_{0.99}]$ is:
2 \times 0.01 = 0.02
Consequently, the central area between $-t_{0.99}$ and $t_{0.99}$ equals:
1 - 0.02 = 0.98
This illustrates how single-tail critical values allow you to determine both the tail probability and the corresponding central probability under the $t$ distribution.


  

    The Synthetic Division Method

Source: algebrica.org - CC BY-NC 4.0
https://algebrica.org/synthetic-division/
Fetched from algebrica.org post 5063; source modified 2026-04-28T21:14:42.
Introduction
The synthetic division (or Ruffini’s rule) is a method for dividing a polynomial by a binomial of the form $(x - a)$. It is widely used to factorize polynomials and to simplify the resolution of equations of degree higher than two, especially when these cannot be reduced to quadratic equations, monomials, or standard trinomials. When $a$ is a root of a polynomial $P(x)$ of degree $n$ and the binomial $(x - r)$ is a factor of $P(x)$ we can write:
P(x) = (x - r)\, Q(x)
 where $Q(x)$ is a polynomial of degree $n - 1$.

Synthetic division is useful for two reasons:
	  The method provides a simple way to divide by $(x - r)$, making the factorization of a polynomial almost immediate once a root has been identified.

	  Since each step lowers the degree of the polynomial, higher-degree equations become easier to deal with, and other roots or factors often show up along the way.


Although this method is often used in conjunction with the rational root theorem, it is not the only available technique. Depending on how the expression is built, other tools, like special products or factoring methods such as the AC method, can sometimes get you to the factorization more easily or directly.
94% human
What is this?
Rational root theorem
The rational root theorem is used to find the rational roots of a polynomial with integer coefficients, when they exist. Consider a polynomial of the form:
P(x) = a_{n}x^{n} + a_{n-1}x^{n-1} + \dotsb + a_{1}x + a_{0}
where the coefficients $a_n, a_{n-1}, \dotsc, a_0 \in \mathbb{Z}$ and $a_n \neq 0$. The rational root theorem states that if $P(x)$ admits a rational root, then that root can always be written as:
r = \frac{p}{q}
where $p$ and $q$ are coprime integers, $p$ is a divisor of the constant term $a_0$ and $q$ is a divisor of the leading coefficient $a_n$. Both positive and negative divisors are admitted, since the sign of $r$ depends on the signs of $p$ and $q$. In this way it is possible to reduce the search for rational solutions to a finite list of possible candidates, obtained by combining the divisors of $a_0$ with those of $a_n$.
Two integers are coprime when their greatest common divisor is $1$. It means they share no factor other than $1$.
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What is this?
Statement of the method
To illustrate how the method works, consider a polynomial $P(x)$ of degree $n$ with real coefficients:
P(x) = a_{n}x^{n} + a_{n-1}x^{n-1} + \dotsb + a_{1}x + a_{0}
Dividing $P(x)$ by a binomial of the form $(x - r)$, with $r$ real, the result can be written as:
P(x) = (x - r)\, Q(x) + R
$Q(x)$, the quotient, is a polynomial of degree $n - 1$. $R$ is the remainder (a real constant) and, by the remainder theorem, coincides with the value of $P(r)$. Moreover, if $r$ is a root of $P(x)$, the remainder is zero and $(x - r)$ becomes a factor of the polynomial.
The procedure as a whole is fairly mechanical and follows these steps:
	  Write down the coefficients of $P(x)$ starting from the highest degree, and remember to put a zero whenever a power of $x$ is missing.
	  Place the candidate root $r$ to the left of the row of coefficients.
	  Bring down the leading coefficient $a_n$ to the bottom row, where it becomes the leading coefficient of $Q(x)$.
	  Multiply the value just written in the bottom row by $r$, and add the result to the next coefficient in the top row. Write the sum in the bottom row.
	  Repeat the previous step for each coefficient, moving from left to right.
	  The last value in the bottom row is the remainder $R$. The preceding values are the coefficients of $Q(x)$, arranged in order of decreasing degree.

After $n$ iterations the procedure stops, and you have both the quotient and the remainder. If $R = 0$, then $P(x) = (x - r)\, Q(x)$, and you can apply the same procedure to $Q(x)$ to find more roots.
Synthetic division is equivalent to polynomial long division by $(x - r)$ but it works only on the coefficients and skips rewriting the variable at each step. However, the choice of $r$ is not guaranteed to produce a factor: if $R \neq 0$, then $r$ is not a root of $P(x)$, and $(x - r)$ is not a factor of the polynomial.
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Example
Let us examine a concrete example. Consider the polynomial:
P(x) = x^3 - 6x^2 + 11x - 6
We want to identify its rational roots using the rational root theorem. According to the theorem, any rational root must have the form:
r = \frac{p}{q}
where $p$ divides the constant term $a_0 = -6$ and $q$ divides the leading coefficient $a_3 = 1$. Since the only divisors of $1$ are $\pm 1$, the set of possible rational roots is:
r \in \{, \pm 1,\\ \pm 2,\\ \pm 3,\\ \pm 6 ,\}
To determine which of these candidates is an actual root, we evaluate $P(x)$ at each value. Testing $x = 1$:
\begin{align} P(1) &= 1^3 - 6 \cdot 1^2 + 11 \cdot 1 - 6 \\[6pt] &= 1 - 6 + 11 - 6 \\[6pt] &= 0 \end{align}
Since $P(1) = 0$, we conclude that $x = 1$ is a root of the polynomial, and we can therefore apply synthetic division to divide $P(x)$ by $(x - 1)$.
We begin by setting up the table. In the top row we insert the coefficients of $P(x)$ in order of decreasing degree. If a coefficient of a certain degree were missing, we would write $0$ in its place. To the left we place the value of the root, which is $1$. The bottom row is initially empty and will be filled during the procedure.
\begin{array}{c|cccc} & 1 & -6 & 11 & -6 \\[4pt] 1 & & & & \\[4pt] \hline & & & & \end{array}
We bring down the leading coefficient unchanged, placing it as the first entry of the bottom row.
\begin{array}{c|cccc} & 1 & -6 & 11 & -6 \\[4pt] 1 & & & & \\[4pt] \hline & 1 & & & \end{array}
Multiply the root by the value just written in the bottom row, and place the product in the middle row above the next coefficient.
\begin{array}{c|cccc} & 1 & -6 & 11 & -6 \\[4pt] 1 & & 1 & & \\[4pt] \hline & 1 & & & \end{array}
Sum the coefficient in the top row with the product in the middle row, and write the result in the bottom row.
\begin{array}{c|cccc} & 1 & -6 & 11 & -6 \\[4pt] 1 & & 1 & & \\[4pt] \hline & 1 & -5 & & \end{array}
Multiply the root by the new value in the bottom row, and place the product above the next coefficient.
\begin{array}{c|cccc} & 1 & -6 & 11 & -6 \\[4pt] 1 & & 1 & -5 & \\[4pt] \hline & 1 & -5 & & \end{array}
Sum the coefficient with the product, and write the result in the bottom row.
\begin{array}{c|cccc} & 1 & -6 & 11 & -6 \\[4pt] 1 & & 1 & -5 & \\[4pt] \hline & 1 & -5 & 6 & \end{array}
Repeat the multiplication for the last column.
\begin{array}{c|cccc} & 1 & -6 & 11 & -6 \\[4pt] 1 & & 1 & -5 & 6 \\[4pt] \hline & 1 & -5 & 6 & \end{array}
Finally, sum the last coefficient with the product to obtain the remainder.
\begin{array}{c|cccc} & 1 & -6 & 11 & -6 \\[4pt] 1 & & 1 & -5 & 6 \\[4pt] \hline & 1 & -5 & 6 & 0 \end{array}
The last entry of the bottom row is the remainder of the division, and in this case it is zero. This confirms that $x = 1$ is a root of $P(x)$ and that $(x - 1)$ is a factor of the polynomial. The preceding entries of the bottom row are the coefficients of the quotient $Q(x)$, arranged in order of decreasing degree. Since the original polynomial has degree three, the quotient has degree two, and we obtain:
Q(x) = x^2 - 5x + 6
The polynomial can therefore be written as:
P(x) = (x - 1)(x^2 - 5x + 6)
The quadratic factor can be further decomposed by elementary techniques. The two numbers whose product is $6$ and whose sum is $-5$ are $-2$ and $-3$, so we can write:
x^2 - 5x + 6 = (x - 2)(x - 3)
Substituting this factorization into the previous expression, the polynomial $P(x)$ admits the complete factorization $P(x) = (x - 1)(x - 2)(x - 3)$, and its three roots are $1$, $2$ and $3$.
If the remainder is not zero, the value tested is not a root of the polynomial. In that case, the procedure must be repeated with a different candidate from the list provided by the rational root theorem.

Limitations
In its usual form, the method applies to polynomials with real coefficients and linear divisors of the form $(x - r)$ where $r \in \mathbb{R}$. It also has some limitations.
The first is that if the divisor has the form $x - (a + bi)$, the method cannot be applied directly, because the procedure only handles real numbers and not complex ones.
The second limitation is that dividing by $(x - r)$ provides you with only one quotient and one remainder. Therefore, in order to completely factor a polynomial of degree $n$, one must repeat the process multiple times.
Advancing through the iterations requires knowing a valid root, which makes finding the roots impractical for high-degree polynomials.
The rational root theorem makes the search easier for polynomials with integer coefficients, because it reduces it to a finite number of candidates. But it does not help when the remaining roots are irrational or complex.
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A practical case where the method cannot be applied
Suppose we want to divide the polynomial $P(x)$ by the binomial $D(x)$:
P(x) = x^3 - 3x^2 + 4x - 4
D(x) = x - (1 + i)
As mentioned earlier, synthetic division only works with polynomials that have real coefficients and divisors of the form $x - r$ with $r \in \mathbb{R}$. In this example the divisor has the form $x - r$, but the value $r = 1 + i$ is a complex number rather than a real one, and for the reason explained above the synthetic division table cannot be used to carry out the division.
Consider now the case when $1 + i$ is a root of the polynomial, evaluating $P(x)$ at this value we obtain:
\begin{align} P(1 + i) &= (1 + i)^3 - 3(1 + i)^2 + 4(1 + i) - 4 \\[6pt] &= (-2 + 2i) - 6i + (4 + 4i) - 4 \\[6pt] &= -2 \end{align}
The nonzero result demonstrates that $1 + i$ is not a root of $P(x)$. Although division by $x - (1 + i)$ is a valid operation, standard synthetic division is not applicable. Instead, polynomial long division must be used, as it is a general method that imposes no restrictions on the type of coefficients.
The roots of $P(x) = x^3 - 3x^2 + 4x - 4$ are the real root $x = 2$ and the complex conjugate pair $x = \frac{1 \pm i\sqrt{7}}{2}$. The real root can be identified by inspection or by applying the rational root theorem. The remaining two roots are obtained from the quadratic factor that results after performing synthetic division with the real root.
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Computational insight
Why is synthetic division so useful in practice? It comes down to how it compares with the alternatives in terms of cost.
Synthetic division consists of a sequence of operations, each requiring a constant amount of work, and for this reason its complexity is linear, $O(n)$, where $n$ is the degree of the polynomial. The cost increases proportionally with the number of coefficients, making division by $(x - r)$ efficient even for polynomials of high degree.
Polynomial long division has a higher complexity of $O(n^2)$. At each step you multiply and subtract polynomials of decreasing degree, and the total effort grows quadratically. Long division works with any kind of divisor, but when the divisor is linear, like $(x - r)$, synthetic division gives you the same result at a much lower cost.
Polynomial factorization is harder. For polynomials with integer coefficients, no polynomial-time algorithm is currently known, and in practice the process combines several techniques, like testing candidate roots. In this case synthetic division plays a key role: once a root is found, it removes the corresponding factor and leaves a simpler polynomial.
The expressions $O(n)$ and $O(n^2)$ use Big-O notation, the standard way of describing how the number of operations of an algorithm scales with the size of the input.
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Technique
The structure of the entry is shown in the conceptual map, where each branch represents a core component and the sub-nodes highlight the specific notions discussed.
Easy
2
Requires
0
Enables
The following concepts, Polynomials, Roots of a Polynomial, are required as prerequisites for this entry.
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Linear systems of inequalities in one variable
A system of inequalities is a collection of two or more inequalities that involve one or several variables and are considered simultaneously. The goal is to determine the set of all values of the variables that satisfy every inequality in the system at the same time. In other words, the solution is given by the common region (or the intersection) of the individual solution sets associated with each inequality.
In this section, we focus on linear systems involving a single real variable $x$. Such systems typically consist of inequalities of first degree and can be written in the general form:
\begin{cases} f_1(x) \geq 0 \\[0.6em] f_2(x) \geq 0 \\[0.6em] \quad \quad \quad \vdots \\[0.6em] f_k(x) \geq 0 \end{cases}
where $f_i(x)$ are functions or expressions involving the variable $x$ and the relation can be any inequality sign: $<, \leq, >, \geq$. A system with no solutions is called an inconsistent system. If even a single inequality in the system has no solution, the entire system is considered inconsistent.
In the section on linear inequalities, we have seen examples of how to solve inequalities involving the absolute value function. In such cases, it is necessary to use a system of inequalities to find the solution. Let’s look at another example of how to solve a system of linear inequalities.
Example 1
Consider the following system of linear inequalities:
\begin{cases} 3x + 6 > 0 \\[0.6em] x - 3 \geq 0 \\[0.6em] 9 - x > 0 \end{cases}
We need to find the values of $x$ that simultaneously satisfy all three inequalities. Solving the individual inequalities, we obtain:
\begin{cases} 3x + > -6 \rightarrow x > -2\\[0.6em] x \geq 3 \\[0.6em] -x > -9 \rightarrow x < 9 \end{cases}
We have, therefore, three intervals: $x > -2$, $x \geq 3$, $x<9$. As mentioned, the solution to the system is the one that satisfies all three inequalities simultaneously. We will represent the values on the number line and determine the common interval that meets the requirements.
-2
3
9
The solution to the system is:
x \in [3, 9)
This interval includes $3$ and excludes $9$. For a more detailed discussion of the structure and interpretation of intervals, refer to the dedicated entry.
General strategy for solving systems of inequalities
What we have seen is a very simple system of three linear inequalities involving the variable $x$. Systems of inequalities can be much more complex and may include rational functions, roots, powers, logarithms, exponentials, and trigonometric functions.
Although the specific solution procedure depends on the particular form and properties of the functions involved, the overarching principle remains the same: the admissible values are those that satisfy all inequalities in the system simultaneously, that is, the intersection of their individual solution sets.
In general, the solution of a system of inequalities follows a well-defined sequence of steps. The typical procedure is as follows:
	  Solve each inequality individually and determine its corresponding solution set.
	  When appropriate, represent the solution sets on the real line to visualize the resulting intervals.
	  Identify the intersection of all solution sets, since only the values shared by every inequality satisfy the system.
	  Express the final solution using the appropriate interval notation, ensuring that inclusions and exclusions at the endpoints are correctly indicated.

This structured approach provides a dependable framework that can be adapted to a wide variety of problems. As the complexity of the functions involved increases, the same principles guide the analysis, ensuring that each step remains logically grounded and methodologically consistent.
Example 2
Consider the following system of linear inequalities:
\begin{cases} \log_2(2x+4) > \log_2(x) \\[0.9em] x - 2 > 0 \end{cases}
To solve this inequality, we first need to determine the domain of the logarithm. A logarithm is defined only when its argument is greater than zero. Therefore, in this case, we have:
\begin{align} &2x + 4 > 0 \rightarrow x > -2 \\[0.6em] &x > 0 \rightarrow x > 0 \end{align}
The intersection of these two conditions yields $x > 0$. At this stage, we turn to the first inequality. Since the logarithms $\log_2(2x + 4)$ and $\log_2(x)$ share the same base, the inequality can be analyzed by directly comparing the arguments of the two logarithmic expressions.
2x+4 > x \rightarrow x > -2
Now, by intersecting this solution with the domain of the logarithm, we obtain $x > 0$. Considering the second inequality, we obtain $x > 2$. Now, let’s check where the two solutions are satisfied simultaneously:
0
2
The solution to the system is:
x> 2
Multivariable systems of inequalities
There are also more complex systems of inequalities consisting of $k$ inequalities involving $m$ variables, having the general form:
\begin{cases} f_1(x_1, x_2, \ldots x_m) \geq 0 \\[0.6em] f_2(x_1, x_2, \ldots x_m) \geq 0 \\[0.6em] \quad \quad \quad \vdots \\[0.6em] f_k(x_1, x_2, \ldots x_m) \geq 0 \end{cases}
These systems require more advanced solution methods, such as graphical methods, sign analysis, linear programming, and various numerical techniques. Therefore, they will be covered in more detail in other sections.
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What is a linear system?
Linear systems model problems where multiple conditions must be satisfied at the same time. They form the basis of many solution methods in algebra and applied mathematics. Given $n$ variables $x_1, x_2, \dots, x_n$, a system is called linear if all the equations are linear equations, meaning each variable appears to the first power, with no products between variables. The standard form of a linear system with $m$ equations and $n$ unknowns is written as:
\begin{cases} a_{11}x_1 + a_{12}x_2 + \dots + a_{1n}x_n = b_1 \\[0.5em] a_{21}x_1 + a_{22}x_2 + \dots + a_{2n}x_n = b_2 \\[0.5em] \quad\vdots \\[0.5em] a_{m1}x_1 + a_{m2}x_2 + \dots + a_{mn}x_n = b_m \end{cases}
In a linear system written in standard form, the coefficients $a_{ij}$ represent the value multiplying the variable $x_j$ in the $i$-th equation.
Omogeneous systems
Each $b_i$ denotes the constant term (also called the known term) on the right-hand side of the $i$-th equation. If all constant terms are zero, that is, $\forall i,\\ b_i = 0$, the system is called homogeneous.
\begin{cases} a_{11}x_1 + a_{12}x_2 + \dots + a_{1n}x_n = 0 \\[0.5em] a_{21}x_1 + a_{22}x_2 + \dots + a_{2n}x_n = 0 \\[0.5em] \quad\vdots \\[0.5em] a_{m1}x_1 + a_{m2}x_2 + \dots + a_{mn}x_n = 0 \end{cases}
Solutions
Solving a linear system means finding an ordered $n$-tuple of values denoted as $(s_1, s_2, \dots, s_n)$, that satisfies all the equations in the system.
	  A system is said to be consistent (or possible) if at least one solution exists, and its equations are compatible.
	  If no solution exists, the system is called inconsistent (or impossible), and its equations are incompatible.
	  If there is only one solution, the system is called determined.
	  If there are infinitely many solutions, it is called undetermined.

Linear systems are defined by their coefficients and constants, which can be naturally organized into matrices. This connection allows us to represent the system compactly and apply matrix methods to analyze and solve it.
Any linear system in standard form can be represented by an $m \times n$ matrix, where $m$ is the number of equations and $n$ is the number of variables. The matrix formed by the coefficients of the variables is called the coefficient matrix:
A = \begin{bmatrix} a_{11} & a_{12} & \cdots & a_{1n} \\[0.5em] a_{21} & a_{22} & \cdots & a_{2n} \\[0.5em] \vdots & \vdots & \ddots & \vdots \\[0.5em] a_{m1} & a_{m2} & \cdots & a_{mn} \end{bmatrix}
The constant terms and variables can be organized into two column vectors:
X = \begin{bmatrix} x_1 \\\\ x_2 \\\\ \vdots \\\\ x_n \end{bmatrix} \quad\quad B = \begin{bmatrix} b_1 \\\\ b_2 \\\\ \vdots \\\\ b_m \end{bmatrix}
Therefore, the system can be rewritten in matrix form as:
A \cdot X = B
This compact form summarizes the entire system, where $A$ is the coefficient matrix, $X$ is the vector of variables, and $B$ is the vector of constants.
Why is the matrix form important?
Solving systems of linear equations can become challenging, especially as the number of equations and variables increases. While we’ll explore various solution methods, it’s worth noting that rewriting a system in matrix form is particularly useful. It provides a more compact representation and often simplifies the process of finding solutions.
How to solve a linear system with the same number of equations and unknowns ($n = m$)
A linear system with $n$ equations and $n$ unknowns can be solved using the inverse matrix method. If the coefficient matrix $A$ is non-singular, that is, if its determinant is nonzero the system $A \cdot X = B$ has a unique solution, given by:
X = A^{-1}B
Example
Let’s solve a relatively simple example: a linear system with 3 equations in 3 unknowns, where $n = m$.
\begin{cases} x_1 + x_2 + x_3 = 3 \\[0.5em] 2x_1 + x_2 + x_3 = 4 \\[0.5em] 2x_1 + x_2 + 3x_3 = 8 \end{cases}

First, let’s determine the coefficient matrix $A$ and compute the determinant:
A = \begin{bmatrix} 1 & 1 & 1 \\\\ 2 & 1 & 1 \\\\ 2 & 1 & 3 \end{bmatrix} \quad \det(A) = -2
Refer to the section on computing the determinant of a square matrix for a clearer understanding of the method.

Since the determinant of the matrix is nonzero, the matrix is non-singular and its inverse can be computed.
A^{-1} = \begin{bmatrix} -\dfrac{1}{2} & -\dfrac{1}{2} & \dfrac{1}{2} \\\\ 0 & -\dfrac{1}{2} & \dfrac{1}{2} \\\\ \dfrac{1}{2} & 1 & -\dfrac{1}{2} \end{bmatrix}
Refer to the section on computing the inverse matrix for all the steps.

We now express the system as $X = A^{-1}B$ in order to determine the unknown variables:
\begin{bmatrix} x_1 \\\\ x_2 \\\\ x_3 \end{bmatrix} = \begin{bmatrix} -\dfrac{1}{2} & -\dfrac{1}{2} & \dfrac{1}{2} \\\\ 0 & -\dfrac{1}{2} & \dfrac{1}{2} \\\\ \dfrac{1}{2} & 1 & -\dfrac{1}{2} \end{bmatrix} \cdot \begin{bmatrix} 3 \\\\ 4 \\\\ 8 \end{bmatrix}

We now compute the values of $x_1$, $x_2$, and $x_3$ from the matrix equation.
\begin{aligned} x_1 &= -\dfrac{1}{2} \cdot 3 - \dfrac{1}{2} \cdot 4 + \dfrac{1}{2} \cdot 8 = \dfrac{1}{2} \\[0.5em] x_2 &= 0 \cdot 3 - \dfrac{1}{2} \cdot 4 + \dfrac{1}{2} \cdot 8 = 2 \\[0.5em] x_3 &= \dfrac{1}{2} \cdot 3 + 1 \cdot 4 - \dfrac{1}{2} \cdot 8 = \dfrac{3}{2} \end{aligned}
Therefore, the solutions of the system are:
x_1 = \dfrac{1}{2} \quad\quad x_2 = 2 \quad\quad x_3 = \dfrac{3}{2}
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Tangent function
The tangent function $f(x) = \tan(x)$ assigns to each angle $x$, expressed in radians, its corresponding tangent value. Its graph is a periodic curve with a period of $\pi$ and features vertical asymptotes where the cosine of $x$ equals zero, specifically at $x = \pi/2 + k\pi$ for $k \in \mathbb{Z}$. The function $f(x) = \tan(x)$ has a domain of all real numbers except these points, and its range is all real numbers.
[image: ]
A useful way to read this graph is to keep in mind that the tangent is defined as
\tan(x) = \frac{\sin(x)}{\cos(x)}
 Thinking of it as a ratio helps make sense of the curve: the tangent varies gently where the underlying sine and cosine change smoothly, while it rises or falls sharply as the cosine approaches zero, shaping the overall appearance of the graph.
The graph also shows that near the origin the tangent function behaves almost like a straight line: for small values of $x$, $\tan(x)$ increases smoothly before its growth becomes more pronounced as it approaches the discontinuities.
Properties
	  Domain: ${ x \in \mathbb{R} : x \neq \frac{\pi}{2} + k\pi \text{ for all } k \in \mathbb{Z} }$
	  Range: $y \in \mathbb{R}$
	  Periodicity: periodic in $x$ with period $\pi$
	  Parity: odd, $\tan(-x) = -\tan(x)$
	  Roots: $x = \pi n, \qquad n \in \mathbb{Z}$
	  Integer root: $x = 0$

Limits, derivatives, and integrals of the tangent function
The tangent of $x$ is defined as the ratio between the sine and cosine of the angle $x$.
\tan(x) = \frac{\sin(x)}{\cos(x)}

A useful limit to remember is:
\lim_{x \to 0} \frac{\tan(x)}{x} = 1
 which shows that, near the origin, the tangent behaves almost like the function $x$. The behaviour of the tangent near its first vertical asymptote is also well described by limits. As $x$ approaches $\pi/2$ from the left, the function grows without bound:
\lim_{x \to \frac{\pi}{2}^-} \tan(x) = +\infty
 Coming from the right, the values instead diverge negatively:
\lim_{x \to \frac{\pi}{2}^+} \tan(x) = -\infty

The function is continuous and differentiable on its domain. The derivative is:
\frac{d}{dx} \tan(x) = \sec^2(x)

The indefinite integral is:
\int \tan(x) dx = -\ln |\cos(x)| + c
A comprehensive overview of trigonometric integrals, together with the most useful transformation and substitution techniques for handling more complex cases, is available in the page on trigonometric function integrals.

An alternative form of the function $\tan(x)$ using imaginary numbers is given by Euler’s formula. Here, $e^{ix}$ is the exponential function with base $e$ and $i$ is the imaginary unit:
\tan(x) = \frac{e^{ix} - e^{-ix}}{i \left(e^{ix} + e^{-ix}\right)}
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Introduction
The idea behind a Taylor series is to replace a function with an infinite polynomial whose coefficients are entirely determined by the local behaviour of the function at a single point. This perspective reduces the study of a wide class of functions to the algebraic manipulation of power series and at the same time it provides a constructive way to approximate values that would otherwise be inaccessible by elementary means.
Throughout this page we shall assume familiarity with the notion of derivative of arbitrary order and with the basic theory of power series, in particular with the notion of radius of convergence.
Analytic functions and the motivating problem
Let $f$ be a real function defined on an open interval containing the point $a$. The question we want to address is whether it is possible to represent $f$ on a neighbourhood of $a$ by means of an expression of the form:
f(x) = \sum_{n=0}^{\infty} c_n (x-a)^n
The coefficients $c_n$ are real numbers and the series converges in some interval centred at $a$. When such a representation exists with positive radius of convergence, the function is said to be analytic at $a$.

The class of analytic functions is nevertheless extremely rich and includes essentially every elementary function on its domain: polynomials, exponentials, logarithms on the positive half-line, trigonometric and hyperbolic functions, rational functions away from their poles, and roots away from branch points. The functions that fail to be analytic at a given point are those that exhibit a singular behaviour there, such as a vertical tangent, an infinite value, or some form of irregular oscillation.
Determination of the coefficients
The main observation is that, if a representation of the form written above exists, then the coefficients $c_n$ are determined by $f$ and its derivatives at $a$. To see this, recall that within the radius of convergence a power series can be differentiated term by term, and the resulting series has the same radius of convergence as the original one. Setting $x = a$ in the original series leaves only the term with $n = 0$, so we obtain:
c_0 = f(a)
Differentiating once and then evaluating at $a$ again eliminates all term except for the one corresponding to $n = 1$, yielding:
c_1 = f’(a)
Differentiating twice produces a factor $2 \cdot 1$ in front of $c_2$, so that:
c_2 = \frac{f’'(a)}{2!}
Iterating this procedure, the $N$-th derivative of the series evaluated at $a$ yields a single non-vanishing term, which carries the factorial $N!$ and the coefficient $c_N$. The general formula is therefore:
c_n = \frac{f^{(n)}(a)}{n!}
This computation, which is essentially algebraic once term-by-term differentiation has been justified, is the content of the following statement.
The Taylor series theorem
Let $f$ be analytic at $a$, so that there exist coefficients $c_n$ and a positive radius $R$ for which, for $|x-a| < R$ holds:
f(x) = \sum_{n=0}^{\infty} c_n (x-a)^n
Then the coefficients are given by:
c_n = \frac{f^{(n)}(a)}{n!} \qquad n = 0, 1, 2, \dots
The representation takes the explicit form:
f(x) = \sum_{n=0}^{\infty} \frac{f^{(n)}(a)}{n!} (x-a)^n
This expression is called the Taylor series of $f$ centred at $a$. When the centre is chosen at the origin (when $a = 0$), the series is referred to as the Maclaurin series of $f$.
A common source of confusion concerns the meaning of the symbols $f^{(n)}(a)$. These are real numbers, obtained by computing the $n$-th derivative as a function of $x$ and then evaluating at the centre $a$. They are not functions of $x$ and the variable $x$ appears only through the factors $(x-a)^n$.

Taylor polynomials and the formula with remainder
In practice the infinite series cannot be summed exactly and one truncates it after a finite number of terms. The following polynomial is called the Taylor polynomial of $f$ of order $N$ centred at $a$:
T_N(x) = \sum_{n=0}^{N} \frac{f^{(n)}(a)}{n!} (x-a)^n
The first non-trivial case, corresponding to $N = 1$, recovers the linear approximation:
T_1(x) = f(a) + f’(a)(x-a)
whose graph is the tangent line to $f$ at $a$. Higher-order Taylor polynomials provide successively better local approximations, in the sense that they share with $f$ an increasing number of derivatives at the centre. The discrepancy between the function and its $N$-th Taylor polynomial is called the remainder of order $N$ and is denoted as:
R_N(x) = f(x) - T_N(x)
If $f$ is of class $C^{N+1}$ on an interval containing both $a$ and $x$, then there exists a point $\xi$ strictly between $a$ and $x$ such that:
R_N(x) = \frac{f^{(N+1)}(\xi)}{(N+1)!} (x-a)^{N+1}
Saying that the Taylor series of $f$ converges to $f$ on an interval is therefore equivalent to saying that $R_N(x) \to 0$ as $N \to \infty$ for every $x$ in that interval.
The mere existence of all derivatives of $f$ at $a$ is sufficient to write down the Taylor series formally, but it does not guarantee that the series converges to $f$. The convergence must be checked separately, and this is precisely the role of the remainder.

Maclaurin series of the exponential function
Consider the function $f(x) = e^x$, which satisfies the elementary differential identity $f’(x) = f(x)$. Every derivative of $f$ coincides with $f$ itself and evaluating at the origin, for every $n \geq 0$, yields:
f^{(n)}(0) = e^0 = 1
The Maclaurin coefficients are therefore $c_n = 1/n!$, and the resulting series is:
e^x = \sum_{n=0}^{\infty} \frac{x^n}{n!} = 1 + x + \frac{x^2}{2!} + \frac{x^3}{3!} + \cdots
To establish convergence for every real $x$ it suffices to apply the ratio test to the absolute values of the terms:
\lim_{n \to \infty} \left| \frac{x^{n+1}/(n+1)!}{x^n/n!} \right| = \lim_{n \to \infty} \frac{|x|}{n+1} = 0
Since the limit is zero regardless of $x$, the series converges absolutely on the whole real line, and one can verify through the Lagrange remainder that its sum is precisely $e^x$.
Maclaurin series of sine and cosine
The functions sine and cosine are perhaps the most instructive example because their derivatives cycle through a period of length four. For $f(x) = \sin x$ we have:
\begin{aligned} f(x) &= \sin x \\[6pt] f’(x) &= \cos x \\[6pt] f’'(x) &= -\sin x \\[6pt] f^{\prime''}(x) &= -\cos x \end{aligned}
From the fourth derivative onwards the pattern repeats. Evaluating at the origin we obtain the following sequence:
0, 1, 0, -1, 0, 1, 0, -1, \dots
So that all even-indexed coefficients vanish and the odd-indexed ones alternate in sign. Substituting into the general formula gives:
\sin x = \sum_{n=0}^{\infty} (-1)^n \frac{x^{2n+1}}{(2n+1)!} = x - \frac{x^3}{3!} + \frac{x^5}{5!} - \frac{x^7}{7!} + \cdots
An analogous computation, starting from $f(x) = \cos x$, yields:
\cos x = \sum_{n=0}^{\infty} (-1)^n \frac{x^{2n}}{(2n)!} = 1 - \frac{x^2}{2!} + \frac{x^4}{4!} - \frac{x^6}{6!} + \cdots
The ratio test, applied as in the case of the exponential, shows that both series converge for every real $x$. Note that the same series interpreted with complex arguments are the foundation of Euler’s identity $e^{ix} = \cos x + i \sin x$, but this connection lies beyond the scope of the present discussion.
The fact that the Maclaurin series of $\sin x$ contains only odd powers, and that of $\cos x$ only even powers, is a manifestation of the parity of these functions: $\sin$ is odd and $\cos$ is even.

Maclaurin series of the logarithm
The logarithmic function presents an additional subtlety, because $\ln x$ is not defined at the origin. To obtain a Maclaurin series we therefore consider the shifted function $f(x) = \ln(1+x)$, which is well defined and infinitely differentiable on the interval $(-1, +\infty)$. Computing successive derivatives we find:
f^{(n)}(x) = (-1)^{n-1} \frac{(n-1)!}{(1+x)^n} \qquad \text{for } n \geq 1
Evaluating at the origin yields $f^{(n)}(0) = (-1)^{n-1} (n-1)!$. The corresponding coefficients are $c_n = (-1)^{n-1}/n$, and the Maclaurin series reads:
\ln(1+x) = \sum_{n=1}^{\infty} (-1)^{n-1} \frac{x^n}{n} = x - \frac{x^2}{2} + \frac{x^3}{3} - \frac{x^4}{4} + \cdots
The ratio test shows that the radius of convergence is exactly equal to $1$, and a more delicate analysis at the boundary establishes convergence at $x = 1$, with the celebrated identity:
\ln 2 = 1 - \frac{1}{2} + \frac{1}{3} - \frac{1}{4} + \cdots
The binomial series
A further fundamental example is provided by the function $f(x) = (1+x)^{\alpha}$, where $\alpha$ is an arbitrary real exponent. When $\alpha$ is a non-negative integer the function is a polynomial and the Maclaurin series reduces to the binomial expansion of Newton. For a general real exponent the situation is more interesting, since the series is infinite and its convergence depends on the magnitude of $x$. Successive differentiation gives:
f^{(n)}(x) = \alpha (\alpha - 1) \cdots (\alpha - n + 1) (1+x)^{\alpha - n}
Evaluation at the origin yields the generalised binomial coefficients:
\binom{\alpha}{n} = \frac{\alpha (\alpha - 1) \cdots (\alpha - n + 1)}{n!}
The Maclaurin series therefore takes the form:
(1+x)^{\alpha} = \sum_{n=0}^{\infty} \binom{\alpha}{n} x^n
Note that one can show that it converges to $(1+x)^{\alpha}$ on the open interval $|x| < 1$.

Example
To appreciate the practical strength of the method we compute an approximation of $\sin(10^{\circ})$. Trigonometric arguments must first be expressed in radians, so we write
10^{\circ} = \frac{\pi}{180} \cdot 10 = \frac{\pi}{18}
The value $\pi/18$ is approximately $0.1745$, which is small enough to expect rapid convergence of the Maclaurin series. Truncating after the cubic term we obtain:
\sin!\left(\tfrac{\pi}{18}\right) \approx \frac{\pi}{18} - \frac{1}{3!} \left(\frac{\pi}{18}\right)^3
Substituting a sufficiently accurate value of $\pi$ and performing the arithmetic, the Taylor polynomial of order three already yields $\sin(10^{\circ}) \approx 0.173648$, in agreement with the true value to five decimal places.
Choice of the centre
An essential aspect of the method concerns the choice of the centre $a$ of the expansion. The choice is constrained by three requirements that must be balanced against one another:
	  the function must be analytic at $a.$
	  the value $f(a)$ and the derivatives $f^{(n)}(a)$ must be computable in closed form.
	  the distance $|x - a|$ must be small enough to fall within the radius of convergence and to ensure rapid decay of the terms.

To illustrate this point, suppose we wish to compute $\sqrt{2}$ by means of the Taylor series of $f(x) = \sqrt{x}$. The candidate $a = 0$ is excluded, because $\sqrt{x}$ is not analytic at the origin: a series in non-negative powers of $x$ would force the function to be defined for negative arguments, which is impossible.
The choice $a = 1$ gives convergent derivatives, but the distance $|2 - 1| = 1$ coincides with the radius of convergence and the series converges extremely slowly. The choice $a = 2$ is circular, since computing $f(2)$ is exactly the problem we wish to solve. A compromise is $a = 9/4$, because $\sqrt{9/4} = 3/2$ is rational, the distance $|2 - 9/4| = 1/4$ is small, and the derivatives can be evaluated explicitly. With this choice the partial sums of the Taylor series converge to $\sqrt{2}$ at a satisfactory rate, and a few terms suffice to obtain five-digit accuracy.
The result of this construction is that $\sqrt{2} \approx 1.41421$, already attained by the Taylor polynomial of order four centred at $9/4$.
Smooth functions that are not analytic
It is natural to wonder whether infinite differentiability alone is enough to guarantee that a function coincides with the sum of its Taylor series. The answer is negative, and the standard counterexample is the function:
f(x) = \begin{cases} e^{-1/x^2} & \text{if } x \neq 0 \\[6pt] 0 & \text{if } x = 0\end{cases}
A direct computation, based on the fact that exponentials decay faster than any polynomial growth, shows that all derivatives of $f$ at the origin are equal to zero. Consequently the Maclaurin series of $f$ is identically zero,
\sum_{n=0}^{\infty} \frac{f^{(n)}(0)}{n!} x^n = 0
Yet the function itself takes strictly positive values for every $x \neq 0$. The Taylor series exists, converges everywhere, but does not represent the function except at the single point $x = 0$. This phenomenon clarifies once more that analyticity is a stronger property than $C^{\infty}$ regularity, and that the Lagrange remainder cannot be ignored.
Applications
The range of applications of Taylor series extends far beyond the numerical evaluation of functions. Three classes of problems deserve to be mentioned at least briefly.
The first concerns the computation of limits of indeterminate form. Replacing each factor of an expression by a Taylor polynomial of suitable order often reveals the dominant behaviour and resolves indeterminacies of type $0/0$ without recourse to repeated applications of de l’Hôpital’s rule. For instance, the well-known limit $\lim_{x \to 0} (\sin x)/x = 1$ follows immediately from the Maclaurin series of the sine, since $(\sin x)/x = 1 - x^2/6 + O(x^4)$ tends to $1$ as $x \to 0$.
The second class concerns the integration of functions whose antiderivatives cannot be expressed in elementary terms. The following integrals have no representation in closed form:
\int e^{-x^2}\, dx \qquad \text{and} \qquad \int \frac{\sin x}{x}\, dx
Their integrands admit Maclaurin series that can be integrated term by term, producing series representations of the antiderivatives that are perfectly suited for numerical evaluation.
The third class concerns the resolution of differential equations by series methods. Seeking a solution in the form of a power series and substituting into the equation produces a recurrence relation for the coefficients, which in many cases can be solved explicitly. Several special functions of mathematical physics, including the Bessel and Legendre functions, are most naturally defined in this way.
We close with a remark of a more conceptual nature. The Taylor series construction shows that the entire global behaviour of an analytic function is encoded in the sequence of its derivatives at a single point. This rigidity is one of the defining features of the analytic category and has no counterpart among smooth functions, where local data and global behaviour are to a large extent independent. The same rigidity reappears, in an even more striking form, in the theory of holomorphic functions of a complex variable, where it leads to the principle of analytic continuation and to the celebrated identity theorem. The real-variable Taylor series presented here is the elementary face of a phenomenon that pervades large portions of modern analysis.
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The chain rule
Let $g$ be differentiable at $x$, and let $f$ be differentiable at $z = g(x)$. Then the composite function $y = f(g(x))$ is differentiable at $x$, and its derivative is the product of the derivative of $f$ evaluated at $g(x)$ and the derivative of $g$ at $x$:
D[f(g(x))] = f’(g(x)) \cdot g’(x)
This result is known as the chain rule. It states that to differentiate a composite function, one multiplies the derivative of the outer function, evaluated at the inner function, by the derivative of the inner function.
In Leibniz notation, if $y = f(u)$ and $u = g(x)$, the chain rule takes the form:
\frac{dy}{dx} = \frac{dy}{du} \cdot \frac{du}{dx}
Proof
To prove that $D[f(g(x))] = f’(g(x)) \cdot g’(x)$ we calculate the following limit:
D[f(g(x))] = \lim_{h \to 0} \frac{f(g(x + h))-f(g(x))}{h}

Let $z = g(x)$, then $g(x+h)-g(x) = \Delta z.$ This implies that $g(x+h) = g(x) + \Delta z.$ The limit becomes:
D[f(g(x))] = \lim_{h \to 0} \frac{f(z+\Delta z)-f(z)}{h}

Multiplying both the numerator and the denominator by $\Delta z$, we get:
\begin{aligned} D[f(g(x))] &= \lim_{h \to 0} \frac{f(z + \Delta z)-f(z)}{\Delta z} \cdot \frac{\Delta z}{h} \\[0.5em] &= \lim_{h \to 0} \frac{f(z + \Delta z)-f(z)}{\Delta z} \cdot \frac{g(x + h)-g(x)}{h} \\[0.8em] &= f’(z) \cdot g’(x)\\[1em] &= f’(g(x)) \cdot g’(x) \end{aligned}
This argument assumes $\Delta z \neq 0$ for $h$ sufficiently small. A complete proof handles the case $\Delta z = 0$ separately via an auxiliary function; the conclusion is the same.

In the case of powers of a function, the rule generalizes as follows:
D[f(x)^a] = a[f(x)]^{a-1}f’(x)
Example 1
Let’s compute the derivative of the following composite function:
y = f(g(x)) = \sin(3x^2 + 2x)
In this case, we have:
	  The inner function $g(x) = 3x^2 + 2x$
	  The outer function $f(t) = \sin(t)$, where $t = g(x) = 3x^2 + 2x$


The outer function is $f(t) = \sin(t)$. Its derivative is:
f’(t) = \cos(t)
Substituting $t = g(x)$:
f’(g(x)) = \cos(3x^2 + 2x)

The inner function is $g(x) = 3x^2 + 2x$. Its derivative is:
g’(x) = 6x + 2
Applying the chain rule we obtain:
D[f(g(x))] = f’(g(x)) \cdot g’(x)
The result is:
(6x + 2)\cos(3x^2 + 2x)
Explore the case of composite power functions, specifically the calculation of the derivative of functions of the type:
D[f(x)^{g(x)}]
Extension to multiple compositions
The chain rule can be extended to compositions involving three or more functions. For example, given $y = f(g(h(x)))$, the derivative is:
D[f(g(h(x)))] = f’(g(h(x))) \cdot g’(h(x)) \cdot h’(x)
Each factor represents the derivative of a function in the composition, evaluated at the composition of all subsequent functions. This pattern generalises to any finite number of nested functions. For $y = f_1(f_2(\cdots f_n(x)\cdots))$, the derivative is given by the product:
f_1’(f_2(\cdots f_n(x)\cdots)) \cdot f_2’(f_3(\cdots f_n(x)\cdots)) \cdots f_{n-1}'(f_n(x)) \cdot f_n’(x)
In practical applications, differentiation proceeds from the outermost function inward, with each derivative computed in sequence and the results multiplied together.

As an example, consider $y = \sin(e^{3x})$. The composition involves three functions:
\begin{align} h(x) &= 3x \\[6pt] g(t) &= e^t \\[6pt] f(s) &= \sin(s) \end{align}
Applying the chain rule from the outside inward we obtain:
\begin{align} D[\sin(e^{3x})] &= \cos(e^{3x}) \cdot e^{3x} \cdot 3 \\[6pt] &= 3e^{3x}\cos(e^{3x}) \end{align}
Example 2
Consider the following function:
y = \ln\left(e^{x^2} + 1\right)
The composition involves three functions:
\begin{align} h(x) &= x^2 \\[6pt] g(t) &= e^t + 1 \\[6pt] f(s) &= \ln(s) \end{align}

The derivative of the outer function $f(s) = \ln(s)$ is $f’(s) = \frac{1}{s}$, evaluated at $s = g(h(x)) = e^{x^2} + 1$:
f’(g(h(x))) = \frac{1}{e^{x^2} + 1}
The derivative of the middle function $g(t) = e^t + 1$ is $g’(t) = e^t$, evaluated at $t = h(x) = x^2$:
g’(h(x)) = e^{x^2}
The derivative of the inner function $h(x) = x^2$ is:
h’(x) = 2x

Applying the chain rule from the outside inward:
\begin{align} D\left[\ln\left(e^{x^2} + 1\right)\right] &= \frac{1}{e^{x^2} + 1} \cdot e^{x^2} \cdot 2x \\[6pt] &= \frac{2x e^{x^2}}{e^{x^2} + 1} \end{align}
The result is:
\frac{2x e^{x^2}}{e^{x^2} + 1}
Selected references
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-
\text{A1. } \sin(x) = 3\sin(x) -\frac{1}{2}
 solution
-
\text{A2. } \tan(2x+1) = 1
 solution
-
\text{A3. } \sec(x) = 2\sec(x) +2
 solution
-
\text{A4. } 2\cos\left(\frac{\pi}{3} - x\right) = 0
 solution
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Trigonometric equations are equations in which the unknown appears as the argument of trigonometric functions. There are various types of such equations, each with its corresponding solution method, as outlined below. In this first part, we will explore how to solve simple trigonometric equations of the form:
\sin(x) = m, \quad \cos(x) = m , \quad \tan(x) = m, \quad …
as well as equations of the type:
\sin[f(x)], \quad \cos[f(x)], \quad \tan[f(x)], \quad …
and so on.

Simple Trigonometric Equations
Let’s start with the simplest cases. Consider, for example, equations involving a single trigonometric function of the form:
\sin(x) = m \tag{1}
To solve this equation, we need to determine all angles $x$ whose sine equals $m$. Since the sine function is defined in the range $-1 \leq m \leq 1$, this constraint must be satisfied; otherwise, the equation has no real solutions and is considered impossible. On the unit circle, we can visualize this equation by drawing a horizontal line at $y = m$ which intersects the circle at two points in the first and second quadrants, provided that $-1 \leq m \leq 1$.
[image: ]
These intersection points correspond to two angles:
x = \alpha \quad \text{and} \quad x = \pi - \alpha
where $\alpha$ is the reference angle satisfying $\sin(\alpha) = m$ in the principal range $[0, \pi]$. Since the sine function is periodic with period $2\pi$, the general solution can be written as:
x = \alpha + 2k\pi, \quad x = \pi - \alpha + 2k\pi, \quad k \in \mathbb{Z}
where $k$ is any integer, accounting for the periodic nature of the sine function.

For example, we want to solve the equation $\cos x = 1/2$ within the interval $[0, 2\pi]$. Let’s plot a line at the value $1/2$ on the graph of the cosine function.
[image: ]
From known cosine values, we recall that:
\cos\left(\frac{\pi}{3}\right) = \frac{1}{2}
Since cosine is positive in the first and fourth quadrants, the two solutions within the given interval are:
x_1 = \frac{\pi}{3}, \quad x_2 = \frac{5\pi}{3}

Let’s now try to solve the equation $\tan x = 2$. Let’s plot a line at the value $2$ on the graph of the tangent function.
[image: ]
To determine the solutions, we first identify the principal angle $x$ such that:
\tan x = 2
Since the tangent function is periodic with period $\pi$ the general solution is:
x = \arctan(2) + k\pi, \quad k \in \mathbb{Z}
where $k$ is any integer, representing all possible solutions.
When the tangent value isn’t one of the commonly used ones, we can apply the arctangent—the inverse of the tangent—to determine the principal angle. This approach allows us to compute the corresponding angle directly without relying on standard tangent values. The same principle applies to other inverse trigonometric functions, such as arcsin e and arccosine, which enable us to find the respective angles for any given sine or cosine values.

Trigonometric Equations Solvable by Substitution
Another example of trigonometric equations are those that are generally solved by substitution and are of the form:
\sin[f(x)] = m \tag{2}
To solve such an equation, first ensure that $m$ is within the interval $[-1,1]$, which is the valid range for the sine function. Then, apply a substitution to $f(x)$ to simplify the equation and solve it more easily. For example, consider the equation
\sin(2x) = \frac{1}{2}
Since $1/2$ is within the valid range, we set $2x$ equal to the angles whose sine is $1/2$. We know that if $\sin(u) = 1/2$, then:
u = \frac{\pi}{6} + 2\pi k \quad \text{or} \quad u = \frac{5\pi}{6} + 2\pi k, \quad k \in \mathbb{Z}
Substituting $u = 2x$ into these expressions, we obtain:
2x = \frac{\pi}{6} + 2\pi k \quad \text{or} \quad 2x = \frac{5\pi}{6} + 2\pi k
Dividing both equations by 2, the solutions for $x$ are:
x = \frac{\pi}{12} + \pi k \quad \text{or} \quad x = \frac{5\pi}{12} + \pi k, \quad k \in \mathbb{Z}

Example
Solve the equation:
\cos(3x + 2) = \frac{1}{\sqrt{2}}

We first recall that $\cos u = \frac{1}{\sqrt{2}}$ has solutions at
u= \frac{\pi}{4} + 2k\pi \quad \text{or} \quad u = -\frac{\pi}{4} + 2k\pi, \quad k \in \mathbb{Z}.
Setting $3x + 2$ equal to these solutions, we obtain the two equations:
3x + 2 = \frac{\pi}{4} + 2k\pi
3x + 2 = -\frac{\pi}{4} + 2k\pi

Subtracting $2$ from both sides:
3x = \frac{\pi}{4} - 2 + 2k\pi
3x = -\frac{\pi}{4} - 2 + 2k\pi
Dividing everything by 3, we find:
x = \frac{\pi}{12} - \frac{2}{3} + \frac{2k\pi}{3}
x = -\frac{\pi}{12} - \frac{2}{3} + \frac{2k\pi}{3}, \quad k \in \mathbb{Z}
Thus, the general solutions can be written as:
x = \frac{\pi - 8}{12} + \frac{2k\pi}{3}
x = \frac{-\pi - 8}{12} + \frac{2k\pi}{3}, \quad k \in \mathbb{Z}
These represent all possible values of $x$ that satisfy the given equation.
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Technique
The structure of the entry is shown in the conceptual map, where each branch represents a core component and the sub-nodes highlight the specific notions discussed.
Intermediate
2
Requires
0
Enables
The following concepts, Trigonometric Equations: Part 1, Unit Circle, are required as prerequisites for this entry.
Introduction
A trigonometric inequality is an inequality in which the unknown appears as the argument of one or more trigonometric functions. Unlike algebraic inequalities, the solution set is typically an infinite union of intervals, a consequence of the periodic nature of the functions involved. This page focuses on the three fundamental cases involving sine and cosine, and tangent, and then examines how more complex expressions can be reduced to these standard forms.

The method for solving trigonometric inequalities is based on a geometric interpretation of the unit circle. As a reminder, $\sin x$ corresponds to the vertical coordinate, and $\cos x$ to the horizontal coordinate, of the point determined by the angle $x$ on the unit circle.
[image: ]
	  The vertical segment $\overline{PR}$ is defined as the sine of the angle $\theta$.

	  The horizontal segment $\overline{OR}$ is defined as the cosine of the angle $\theta$.

	  The vertical segment $\overline{ST}$ is defined as the tangent of the angle $\theta$.


Determining where these coordinates are greater or less than a specified value constitutes the geometric approach to solving such inequalities. Since sine and cosine are periodic with period $2\pi$, and tangent with period $\pi$, solutions identified within a single period must be generalised to the entire real line by adding integer multiples of the relevant period.
Inequalities involving sine
Consider an inequality of the form below, where $k$ is a real constant with $|k| \leq 1$.
\sin x > k
The first step is to locate the reference angle $\alpha = \arcsin k$, which lies in $[-\pi/2,\, \pi/2]$. On the unit circle, the condition $\sin x > k$ is satisfied on the arc where the vertical coordinate exceeds $k$. This arc runs counterclockwise from $\alpha$ to $\pi - \alpha$.
[image: ]
The solution within one period is therefore the open interval $(\alpha,\, \pi - \alpha)$, and the general solution on $\mathbb{R}$ is the following.
\alpha + 2k\pi < x < \pi - \alpha + 2k\pi
k \in \mathbb{Z}
For the non-strict version $\sin x \geq k$, the endpoints are included and the intervals become closed.
	  When $k > 1$ the inequality has no solution, since $\sin x \leq 1$ for all $x$.
	  When $k < -1$ the inequality is satisfied for every real number.


For example, find all real solutions to the following inequality:
\sin x > \frac{\sqrt{3}}{2}
The reference angle is $\arcsin(\sqrt{3}/2) = \pi/3$. Since the sine function exceeds $\sqrt{3}/2$ on the arc between $\pi/3$ and $\pi - \pi/3 = 2\pi/3$, the general solution is:
\frac{\pi}{3} + 2k\pi < x < \frac{2\pi}{3} + 2k\pi
k \in \mathbb{Z}
A practical remark: solving trigonometric inequalities in closed form requires familiarity with the principal values of sine and cosine at the standard angles $\pi/6$, $\pi/4$, $\pi/3$, and $\pi/2$. Without this, the step from $\arcsin(\sqrt{3}/2)$ to $\pi/3$ is not immediate.
Inequalities involving cosine
An inequality of the form below is handled similarly, though the relevant arc on the unit circle is now symmetric about the horizontal axis.
\cos x < k
Let $\alpha = \arccos k \in [0,\, \pi]$. The condition $\cos x < k$ is satisfied where the horizontal coordinate of the unit circle point falls below $k$. This occurs on the arc running from $\alpha$ to $2\pi - \alpha$ (equivalently, from $\alpha$ to $-\alpha$ going clockwise through $\pi$).
[image: ]
The general solution is stated as follows:
\alpha + 2k\pi < x < 2\pi - \alpha + 2k\pi
k \in \mathbb{Z}
An equivalent and often more compact form uses the symmetric interval around $\pi$.

For example, determine the solution set of the inequality below:
\cos x \leq -\frac{1}{2}
The reference angle is $\arccos(-1/2) = 2\pi/3$. Since the inequality is non-strict, the solution in each period is the closed interval $[2\pi/3,\, 4\pi/3]$, and the general solution on $\mathbb{R}$ is the following.
\frac{2\pi}{3} + 2k\pi \leq x \leq \frac{4\pi}{3} + 2k\pi
k \in \mathbb{Z}
As with the sine case discussed above, solving cosine inequalities in closed form requires familiarity with the principal values of cosine at the standard angles $\pi/6$, $\pi/4$, $\pi/3$, and $\pi/2$. Without this, the step from $\arccos(-1/2)$ to $2\pi/3$ is not immediate.
Inequalities involving tangent
The tangent function has period $\pi$ and is strictly increasing on each interval of the form $(-\pi/2 + k\pi,\, \pi/2 + k\pi)$. This monotonicity considerably simplifies the analysis: within each such interval, the inequality $\tan x > k$ reduces to a straightforward comparison with the reference angle $\arctan k$.
[image: ]
Consider the following inequality:
\tan x > k
The general solution is:
\arctan k + n\pi < x < \frac{\pi}{2} + n\pi
n \in \mathbb{Z}
The upper bound $\pi/2 + n\pi$ is a vertical asymptote and is therefore always excluded, regardless of whether the inequality is strict or not.

For example, solve the inequality stated below:
\tan x \leq -1
The reference angle is $\arctan(-1) = -\pi/4$. Since tangent is increasing on each branch, the condition $\tan x \leq -1$ is satisfied from the left endpoint of each branch up to and including $-\pi/4$. The general solution is the following.
-\frac{\pi}{2} + n\pi < x \leq -\frac{\pi}{4} + n\pi
n \in \mathbb{Z}
The left endpoint is excluded because the tangent function is not defined there.
Reducible inequalities
Many trigonometric inequalities do not appear in standard form but can be reduced to one of the cases above through algebraic manipulation or the application of trigonometric identities.
Consider the inequality below, obtained by isolating the sine function from a linear expression.
2\sin x - \sqrt{2} \geq 0
Isolating the sine function gives $\sin x \geq \sqrt{2}/2$. This is now in standard form with $k = \sqrt{2}/2$ and reference angle $\pi/4$, so the general solution is the following.
\frac{\pi}{4} + 2k\pi \leq x \leq \frac{3\pi}{4} + 2k\pi
k \in \mathbb{Z}

A second class of reducible inequalities arises when the argument of the trigonometric function is not simply $x$ but a linear expression in $x$. Consider the following inequality:
\sin\\!\left(2x - \frac{\pi}{3}\right) > \frac{1}{2}
Introducing the substitution $t = 2x - \pi/3$, the inequality becomes:
\sin t > 1/2
The solution is:
\pi/6 + 2k\pi < t < 5\pi/6 + 2k\pi
Substituting back and solving for $x$: since $t = 2x - \pi/3$, we can write:
\pi/6 + 2k\pi < 2x - \pi/3 < 5\pi/6 + 2k\pi
Adding $\pi/3$ throughout gives:
\pi/2 + 2k\pi < 2x < 7\pi/6 + 2k\pi
Dividing every term by 2, because all expressions are being scaled uniformly without altering the direction of the inequalities, one obtains the following.
\frac{\pi}{4} + k\pi < x < \frac{7\pi}{12} + k\pi
k \in \mathbb{Z}

A third reduction technique applies when the inequality is quadratic in a trigonometric function. Consider the following:
2\cos^2 x - \cos x - 1 > 0
Setting $u = \cos x$, this becomes the quadratic inequality:
2u^2 - u - 1 > 0
Factoring yields $(2u + 1)(u - 1) > 0$, which holds when $u < -1/2$ or $u > 1$. Since $\cos x \leq 1$ for all real $x$, the condition $\cos x > 1$ is never satisfied.
The inequality therefore reduces to $\cos x < -1/2$, which is the standard cosine case with reference angle $2\pi/3$, giving the following.
\frac{2\pi}{3} + 2k\pi < x < \frac{4\pi}{3} + 2k\pi
k \in \mathbb{Z}
Example 1
A more involved reduction arises when the inequality contains both $\sin x$ and $\cos^2 x$, making a direct substitution impossible without first applying a trigonometric identity. Consider the following equations:
\cos^2 x - \sin x - 1 > 0
The presence of both $\cos^2 x$ and $\sin x$ prevents an immediate substitution. Replacing $\cos^2 x$ with $1 - \sin^2 x$ via the Pythagorean identity reduces the expression to a single trigonometric function. The inequality becomes the following.
1 - \sin^2 x - \sin x - 1 > 0
Simplifying, one obtains $-\sin^2 x - \sin x > 0$, or equivalently $\sin^2 x + \sin x < 0$. Setting $u = \sin x$, this becomes:
u^2 + u < 0
which factors as:
u(u + 1) < 0
This holds when $-1 < u < 0$, that is, when $-1 < \sin x < 0$. Since the boundary values $u = 0$ and $u = -1$ are excluded, the solution within one period is the open interval $(\pi, 2\pi)$ with the endpoint $x = 3\pi/2$ retained, except that $\sin(3\pi/2) = -1$ is excluded by the strict inequality.
The general solution is therefore the following.
\pi + 2k\pi < x < 2\pi + 2k\pi, \quad k \in \mathbb{Z}
Example 2
A more demanding case arises when none of the three standard reductions applies in isolation. Consider the inequality below, which requires both a substitution and a quadratic factoring step before reaching standard form:
\sin^2 x - \sin x \cdot \cos x < 0
Factoring the left-hand side directly, we obtains the following:
\sin x (\sin x - \cos x) < 0
This expression involves a product of two factors, each depending on $x$, so neither a simple substitution nor an identity elimination is immediately applicable. Dividing both sides by $\cos^2 x$ would introduce tangent but would also require tracking the sign of $\cos^2 x$, which is always non-negative and vanishes at the asymptotes.

A cleaner approach is to divide by $\cos^2 x > 0$ on each interval where cosine does not vanish, which does not alter the direction of the inequality, and rewrite the expression in terms of $\tan x.$
Dividing through by $\cos^2 x$, the inequality becomes the following.
\frac{\sin x}{\cos x}\left(\frac{\sin x}{\cos x} - 1\right) < 0
Setting $u = \tan x$, this reduces to the algebraic inequality $u(u - 1) < 0$, which holds when $0 < u < 1$, that is, when $0 < \tan x < 1$. This is now a system of two standard tangent inequalities to be solved simultaneously within each branch of the tangent function. The inequality $\tan x > 0$ is satisfied on the following interval:
(0 + n\pi,\, \tfrac{\pi}{2} + n\pi)
The inequality $\tan x < 1$ is satisfied on the following interval:
(-\tfrac{\pi}{2} + n\pi,\, \tfrac{\pi}{4} + n\pi)
Taking the intersection within each branch, the general solution is the following.
n\pi < x < \frac{\pi}{4} + n\pi
n \in \mathbb{Z}
Systems of trigonometric inequalities
A system of trigonometric inequalities consists of two or more inequalities that must be satisfied simultaneously. The solution set is the intersection of the individual solution sets, computed period by period.

For example, solve the system formed by the two inequalities below:
\begin{cases} \sin x \geq 0 \\[6pt] \cos x < \dfrac{1}{2} \end{cases}
The first inequality, $\sin x \geq 0$, is satisfied for each $k \in \mathbb{Z}$ on:
[0 + 2k\pi,\, \pi + 2k\pi]
The second inequality, $\cos x < 1/2$, has reference angle $\arccos(1/2) = \pi/3$, and is satisfied on:
(\pi/3 + 2k\pi,\, 5\pi/3 + 2k\pi)
To find the intersection, it suffices to work within a single period, say $[0,\, 2\pi)$. The first condition restricts attention to $[0,\, \pi]$. The second condition on this interval is satisfied where $x > \pi/3$. The intersection within one period is therefore $(\pi/3,\, \pi]$, and the general solution is the following.
\frac{\pi}{3} + 2k\pi < x \leq \pi + 2k\pi
k \in \mathbb{Z}
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How trigonometric substitution works
Trigonometric substitution is a method for evaluating integrals that contain square roots of quadratic expressions. It is based on a simple idea: certain algebraic forms become much easier to handle once they are rewritten using the Pythagorean identities of trigonometry. The method consists of a change of variables $x=\phi(\theta)$ chosen so that the quadratic expression under the radical is transformed into the square of a trigonometric function in the new variable.

After an appropriate algebraic manipulation, many integrals in elementary calculus can be reduced to one of the following canonical forms, with $a > 0$:
\sqrt{a^2-x^2}
\sqrt{x^2+a^2}
\sqrt{x^2-a^2}
For the radical to be real-valued, the variable $x$ must lie in the corresponding domain:
	  $\sqrt{a^2 - x^2}\;$ requires $x \in [-a, a]$
	  $\sqrt{x^2 + a^2}\,$ is defined $\forall \, x \in \mathbb{R}$
	  $\sqrt{x^2 - a^2}\,$ requires $x \in (-\infty, -a] \cup [a, \infty)$

These restrictions are essential, since they determine not only where the integrand is defined, but also the admissible range of the auxiliary angle $\theta$ introduced in the substitution. In particular, the choice of the interval for $\theta$ ensures that inverse trigonometric functions are well defined and that absolute values arising from square roots can be handled consistently. Each of these expressions is naturally linked to a Pythagorean identity:
1-\sin^2\theta=\cos^2\theta
1+\tan^2\theta=\sec^2\theta
\sec^2\theta-1=\tan^2\theta
The substitutions are chosen so that the term inside the square root matches the left-hand side of one of these identities, turning the radical into an expression without radicals. The three standard cases are shown below, each illustrating how a suitable trigonometric substitution transforms the radical expression into a perfect square and simplifies the integral.
In practice, the expression under the square root is rarely presented in one of the three canonical forms straight away. A common preliminary step is to rewrite a general quadratic $ax^2+bx+c$ in a form that matches one of the standard patterns, by completing the square.
For instance, $x^2+4x+5$ becomes $(x+2)^2+1$ after completing the square, which is of the form $u^2+a^2$ with $u=x+2$ and $a=1$. Once the quadratic has been rewritten in this way, a simple substitution $u=x+k$ reduces the integral to one of the three cases described below, and the appropriate trigonometric substitution can then be applied.
Recognizing this preliminary step is often the key to seeing which substitution is needed, and skipping it is a frequent source of confusion when the integrand does not immediately match a familiar pattern.
From substitutions to geometry
From a geometric point of view, these substitutions can be interpreted as parametrizations of conic sections.
	  The identity $\sin^2\theta + \cos^2\theta = 1$ corresponds to the unit circle and underlies the case $\sqrt{a^2 - x^2}$.
	  The identities $1 + \tan^2\theta = \sec^2\theta$ and $\sec^2\theta - 1 = \tan^2\theta$ are related to the geometry of the hyperbola $x^2 - y^2 = a^2$, and underlie the forms $\sqrt{x^2 + a^2}$ and $\sqrt{x^2 - a^2}$.

In this sense, trigonometric substitution is not merely an algebraic trick, but a geometric reparametrization of quadratic curves.
The form $\sqrt{a^2-x^2}$
When the integrand contains an expression of the form $\sqrt{a^2 - x^2}$, it is appropriate to introduce a trigonometric substitution that reflects the Pythagorean identity $1 - \sin^2\theta = \cos^2\theta$ which itself follows from the fundamental relation between sine and cosine. For this reason, we set:
x = a \sin\theta
so that the algebraic quantity under the square root can be rewritten in terms of a trigonometric function. Differentiating both sides of the substitution with respect to $\theta$, we obtain:
dx = a \cos\theta \, d\theta
Substituting $x = a \sin\theta$ into the radical expression, we can rewrite the square root as follows:
\sqrt{a^2 - x^2} = \sqrt{a^2 - a^2 \sin^2\theta}
Factoring out $a^2$ from the expression inside the radical yields:
\sqrt{a^2(1 - \sin^2\theta)}
Using the identity $1 - \sin^2\theta = \cos^2\theta$, this becomes:
\sqrt{a^2 \cos^2\theta} = a \sqrt{\cos^2\theta} = a |\cos\theta|
To avoid ambiguity related to the absolute value, it is customary to restrict the angle $\theta$ to the interval:
\theta \in \left[-\frac{\pi}{2}, \frac{\pi}{2}\right]
since on this interval we have $\cos\theta \ge 0$. Under this restriction, the absolute value is no longer necessary, and the radical simplifies to:
\sqrt{a^2 - x^2} = a \cos\theta
Finally, returning to the original variable $x$, the relationships implied by the substitution can be written explicitly as:
\sin\theta = \frac{x}{a}
\cos\theta = \frac{\sqrt{a^2 - x^2}}{a}
and therefore the angle can be expressed through the arcsine:
\theta = \arcsin\left(\frac{x}{a}\right)
These relations allow us to express the final result of the integration entirely in terms of the original variable.
A geometric interpretation is often helpful: if $\sin\theta=x/a$, one may use a right triangle with hypotenuse $a$, opposite side $x$, and adjacent side $\sqrt{a^2-x^2}$.
The standard correspondences for $\sqrt{a^2-x^2}$ can be memorized as follows:
	  Radical form: $\sqrt{a^2-x^2}$
	  Substitution: $x=a\sin\theta$
	  Identity used: $1-\sin^2\theta=\cos^2\theta$

Geometric interpretation
When working with trigonometric substitutions, it is often useful to visualize the relationship between $\theta$ and $x$ through a right triangle. Rather than relying on algebraic identities alone, one can read off the values of all trigonometric functions directly from the sides of the triangle, without needing to solve for $\theta$ explicitly.
[image: Right triangle for the substitution with sine: the three sides correspond to the hypotenuse, the opposite, and the adjacent as labeled.]
From $x = a\sin\theta$, we construct a right triangle where:
	  the hypotenuse is $a$
	  the opposite side is $x$
	  the adjacent side is $\sqrt{a^2 - x^2}$

Since $\sin\theta = \frac{x}{a}$ it follows that $\cos\theta = \frac{\sqrt{a^2 - x^2}}{a}.$ This geometric representation allows all trigonometric functions of $\theta$ to be rewritten directly in terms of $x$.
The same construction applies to the other two standard forms: for $\sqrt{x^2+a^2}$ one draws a triangle with opposite side $x$, adjacent side $a$, and hypotenuse $\sqrt{x^2+a^2}$; for $\sqrt{x^2-a^2}$ the hypotenuse becomes $x$, the adjacent side $a$, and the opposite side $\sqrt{x^2-a^2}$. In each case the triangle is built directly from the substitution and serves as a reliable guide for the back-substitution step.
Example 1
Let us evaluate the following integral:
\int \sqrt{a^2 - x^2}\,dx \quad (a>0)
Since the integrand contains the expression $\sqrt{a^2 - x^2}$, we introduce the trigonometric substitution:
x = a\sin\theta \quad \theta \in \left[-\frac{\pi}{2},\frac{\pi}{2}\right]
so that we can use the identity $1 - \sin^2\theta = \cos^2\theta$ with $\cos\theta \ge 0$ on this interval. Differentiating the substitution gives:
dx = a\cos\theta\,d\theta

We now rewrite the radical:
\sqrt{a^2 - x^2} = \sqrt{a^2 - a^2\sin^2\theta} = a\sqrt{1 - \sin^2\theta} = a\cos\theta
Substituting everything into the integral we obtain:
\int \sqrt{a^2 - x^2}\,dx = \int (a\cos\theta)(a\cos\theta\,d\theta) = a^2\int \cos^2\theta\,d\theta
To integrate $\cos^2\theta$, we use the double-angle identity:
\cos^2\theta = \frac{1+\cos 2\theta}{2}
Therefore:
a^2\int \cos^2\theta\,d\theta = \frac{a^2}{2}\int (1+\cos 2\theta)\,d\theta
Integrating term by term we have:
\frac{a^2}{2}\theta + \frac{a^2}{4}\sin 2\theta + c

Returning to the variable $x$, from the substitution $x = a\sin\theta$, we have:
\theta = \arcsin\left(\frac{x}{a}\right)
To rewrite $\sin 2\theta$, we use:
\sin 2\theta = 2\sin\theta\cos\theta
And since:
\sin\theta=\frac{x}{a} \qquad \cos\theta=\frac{\sqrt{a^2-x^2}}{a}
we obtain:
\sin 2\theta = 2\cdot \frac{x}{a}\cdot \frac{\sqrt{a^2-x^2}}{a} = \frac{2x\sqrt{a^2-x^2}}{a^2}
Substituting back:
\frac{a^2}{2}\theta + \frac{a^2}{4}\sin 2\theta = \frac{a^2}{2}\arcsin\left(\frac{x}{a}\right) + \frac{x}{2}\sqrt{a^2-x^2}
The result is:
\int \sqrt{a^2 - x^2}\,dx = \frac{x}{2}\sqrt{a^2-x^2} + \frac{a^2}{2}\arcsin\left(\frac{x}{a}\right) + c
This completes the computation. The integral has been reduced to a trigonometric form, evaluated using standard identities, and finally rewritten entirely in terms of the original variable $x$.
The form $\sqrt{x^2+a^2}$
When the integrand contains an expression of the form $\sqrt{x^2 + a^2}$, it is convenient to introduce a substitution based on the Pythagorean identity:
1 + \tan^2\theta = \sec^2\theta
which relates the tangent and the secant. For this reason, we set $x = a \tan\theta$ so that the quadratic expression inside the square root can be rewritten in terms of a trigonometric function. Differentiating both sides with respect to $\theta$, we obtain:
dx = a \sec^2\theta \, d\theta
Substituting $x = a \tan\theta$ into the radical expression gives:
\sqrt{x^2 + a^2} = \sqrt{a^2 \tan^2\theta + a^2}
Factoring out $a^2$ from the expression inside the square root, we obtain:
\sqrt{a^2(\tan^2\theta + 1)}
Using the identity $1 + \tan^2\theta = \sec^2\theta$, this becomes:
\sqrt{a^2 \sec^2\theta} = a \sqrt{\sec^2\theta} = a |\sec\theta|
To eliminate the ambiguity introduced by the absolute value, it is standard to restrict the angle $\theta$ to the following interval:
\theta \in \left(-\frac{\pi}{2}, \frac{\pi}{2}\right)
since on this interval $\cos\theta > 0$ and therefore $\sec\theta > 0$. Under this restriction, the radical simplifies to:
\sqrt{x^2 + a^2} = a \sec\theta
Returning to the original variable $x$, the relationships implied by the substitution can be written explicitly as:
\tan\theta = \frac{x}{a}
\sec\theta = \frac{\sqrt{x^2 + a^2}}{a}
\theta = \arctan\left(\frac{x}{a}\right)
The corresponding geometric interpretation is immediate: from the relation $\tan\theta = \frac{x}{a}$, one may construct a right triangle in which the adjacent side has length $a$, the opposite side has length $x$, and the hypotenuse, by the Pythagorean theorem, has length $\sqrt{x^2 + a^2}$. This triangle provides a clear geometric picture of the substitution and helps visualize why the radical expression becomes a trigonometric function.
The standard correspondences for $\sqrt{x^2+a^2}$ can be memorized as follows:
	  Radical form: $\sqrt{x^2+a^2}$
	  Substitution: $x=a\tan\theta$
	  Identity used: $1+\tan^2\theta=\sec^2\theta$

Example 2
Let us evaluate the following integral:
\int \frac{dx}{\sqrt{x^2+a^2}} \quad (a>0)
Since the integrand contains the expression $\sqrt{x^2+a^2}$, we introduce the trigonometric substitution:
x = a\tan\theta \quad \theta \in \left(-\frac{\pi}{2},\frac{\pi}{2}\right)
so that we can use the identity $1+\tan^2\theta=\sec^2\theta$ with $\sec\theta > 0$ on this interval. Differentiating the substitution gives:
dx = a\sec^2\theta\,d\theta

We now rewrite the radical:
\begin{align} \sqrt{x^2+a^2} &= \sqrt{a^2\tan^2\theta+a^2} \\[6pt] &= a\sqrt{\tan^2\theta+1} \\[6pt] &= a\sec\theta \end{align}
Substituting everything into the integral we obtain:
\int \frac{dx}{\sqrt{x^2+a^2}} = \int \frac{a\sec^2\theta}{a\sec\theta}\,d\theta = \int \sec\theta\,d\theta
To evaluate $\int\sec\theta\,d\theta$, we multiply numerator and denominator by $\sec\theta+\tan\theta$:
\begin{align} \int \sec\theta\,d\theta &= \int \frac{\sec\theta(\sec\theta+\tan\theta)}{\sec\theta+\tan\theta}\,d\theta \\[6pt] &= \int \frac{\sec^2\theta+\sec\theta\tan\theta}{\sec\theta+\tan\theta}\,d\theta \end{align}
Setting $u = \sec\theta+\tan\theta$, we have $du = (\sec^2\theta+\sec\theta\tan\theta),d\theta$, so the numerator is exactly $du$ and the integral reduces to:
\int \frac{du}{u} = \ln|u|+c = \ln|\sec\theta+\tan\theta|+c

Returning to the variable $x$, since:
\tan\theta = \frac{x}{a} \qquad \sec\theta = \frac{\sqrt{x^2+a^2}}{a}
we obtain:
\ln|\sec\theta+\tan\theta|+c = \ln\left|\frac{\sqrt{x^2+a^2}+x}{a}\right|+c
Since $\sqrt{x^2+a^2} > |x|$ for all $x \in \mathbb{R}$, the quantity $\sqrt{x^2+a^2}+x$ is strictly positive, and the absolute value can be dropped. Moreover:
\ln\left|\frac{\sqrt{x^2+a^2}+x}{a}\right| = \ln \\! \left(\sqrt{x^2+a^2}+x\right)-\ln a
and $\ln a$ is a constant that can be absorbed into $c$.
The result is:
\int \frac{dx}{\sqrt{x^2+a^2}} = \ln \\! \left(\sqrt{x^2+a^2}+x\right)+c
This completes the computation. The integral has been reduced to a trigonometric form, evaluated by a standard manipulation of the secant, and finally rewritten entirely in terms of the original variable $x$.
The form $\sqrt{x^2 - a^2}$
When the integrand contains an expression of the form $\sqrt{x^2 - a^2}$, it is natural to introduce a substitution based on the Pythagorean identity:
\sec^2\theta - 1 = \tan^2\theta
which is equivalent to the fundamental relation $1 + \tan^2\theta = \sec^2\theta$. For this reason, we set:
x = a \sec\theta
so that the quadratic expression inside the square root can be rewritten in terms of trigonometric functions. Differentiating both sides with respect to $\theta$, we obtain:
dx = a \sec\theta \tan\theta \, d\theta
Substituting $x = a \sec\theta$ into the radical expression gives:
\sqrt{x^2 - a^2} = \sqrt{a^2 \sec^2\theta - a^2}
Factoring out $a^2$ inside the square root, we obtain
\sqrt{a^2(\sec^2\theta - 1)}
Using the identity $\sec^2\theta - 1 = \tan^2\theta$, this becomes:
\sqrt{a^2 \tan^2\theta} = a \sqrt{\tan^2\theta} = a |\tan\theta|
The presence of the absolute value reflects the fact that the sign of $\tan\theta$ depends on the chosen domain for $\theta$. For example, if we are working under the assumption $x \ge a$, a convenient restriction is:
\theta \in \left[0, \frac{\pi}{2}\right)
since on this interval we have $\sec\theta \ge 1$ and $\tan\theta \ge 0$. Under this restriction, the radical simplifies to:
\sqrt{x^2 - a^2} = a \tan\theta
When $x \leq -a$, one instead restricts $\theta \in \left(\frac{\pi}{2}, \pi\right]$, so that $\sec\theta \leq -1$ and $\tan\theta \leq 0$; in that case $|\tan\theta| = -\tan\theta.$ For most textbook problems it suffices to assume $x \geq a$ and work with the interval $\left[0,\frac{\pi}{2}\right)$.

Returning to the original variable $x$, the relationships implied by the substitution can be written explicitly as:
\sec\theta = \frac{x}{a}
\tan\theta = \frac{\sqrt{x^2 - a^2}}{a}
Equivalently, one may express the angle itself through an inverse trigonometric function, writing:
\theta = \operatorname{arcsec}\left(\frac{x}{a}\right)
on a suitable domain. In many practical situations, however, it is sufficient to rewrite $\tan\theta$ and $\sec\theta$ directly in terms of $x$ and $\sqrt{x^2 - a^2}$, without explicitly solving for $\theta$.
The corresponding geometric interpretation follows directly from the relation $\sec\theta = x/a$: one may construct a right triangle in which the hypotenuse has length $x$, the adjacent side has length $a$, and the opposite side, by the Pythagorean theorem, has length $\sqrt{x^2-a^2}$. This triangle makes the substitution geometrically transparent and provides a reliable way to read off the values of $\sec\theta$ and $\tan\theta$ directly from the sides, without solving for $\theta$ explicitly.
The standard correspondences for $\sqrt{x^2-a^2}$ can be memorized as follows:
	  Radical form:$\sqrt{x^2-a^2}$
	  Substitution: $x=a\sec\theta$
	  Identity used: $\sec^2\theta-1=\tan^2\theta$

Example 3
Let us evaluate the following integral:
\int \frac{dx}{\sqrt{x^2-a^2}} \quad (a>0, \; x>a)
Since the integrand contains the expression $\sqrt{x^2-a^2}$, we introduce the trigonometric substitution:
x = a\sec\theta \quad \theta \in \left[0,\frac{\pi}{2}\right)
so that we can use the identity $\sec^2\theta-1=\tan^2\theta$ with $\tan\theta \ge 0$ on this interval. Differentiating the substitution gives:
dx = a\sec\theta\tan\theta\,d\theta

We now rewrite the radical:
\begin{align} \sqrt{x^2-a^2} &= \sqrt{a^2\sec^2\theta-a^2} \\[6pt] &= a\sqrt{\sec^2\theta-1} \\[6pt] &= a\tan\theta \end{align}
Substituting everything into the integral we obtain:
\int \frac{dx}{\sqrt{x^2-a^2}} = \int \frac{a\sec\theta\tan\theta}{a\tan\theta}\,d\theta = \int \sec\theta\,d\theta
To evaluate $\int\sec\theta,d\theta$, we multiply numerator and denominator by $\sec\theta+\tan\theta$:
\begin{align} \int \sec\theta,d\theta &= \int \frac{\sec\theta(\sec\theta+\tan\theta)}{\sec\theta+\tan\theta}\,d\theta \\[6pt] &= \int \frac{\sec^2\theta+\sec\theta\tan\theta}{\sec\theta+\tan\theta}\,d\theta \end{align}
Setting $u = \sec\theta+\tan\theta$, we have $du = (\sec^2\theta+\sec\theta\tan\theta),d\theta$, so the numerator is exactly $du$ and the integral reduces to:
\int \frac{du}{u} = \ln|u|+c = \ln|\sec\theta+\tan\theta|+c

Returning to the variable $x$, since:
\sec\theta = \frac{x}{a} \quad \tan\theta = \frac{\sqrt{x^2-a^2}}{a}
we obtain:
\ln|\sec\theta+\tan\theta|+c = \ln \\! \left|\frac{x+\sqrt{x^2-a^2}}{a}\right|+c
Since $x > a > 0$ and $\sqrt{x^2-a^2} \ge 0$, the quantity $x+\sqrt{x^2-a^2}$ is strictly positive, and the absolute value can be dropped. Moreover:
\ln \\! \left(\frac{x+\sqrt{x^2-a^2}}{a}\right) = \ln \\! \left(x+\sqrt{x^2-a^2}\right)-\ln a
and $\ln a$ is a constant that can be absorbed into $c$.
The result is:
\int \frac{dx}{\sqrt{x^2-a^2}} = \ln \\! \left(x+\sqrt{x^2-a^2}\right)+c
This completes the computation. The structure of the derivation closely mirrors that of Example 2: in both cases the substitution reduces the integral to $\int\sec\theta,d\theta$, and the difference lies entirely in the back-substitution step, where the expressions for $\sec\theta$ and $\tan\theta$ in terms of $x$ reflect the geometry of the two distinct radical forms.
Summary
Radical form
Substitution
Identity
Domain
$\sqrt{a^2 - x^2}$
$x = a\sin\theta$
$1 - \sin^2\theta = \cos^2\theta$
$\theta \in \left[-\dfrac{\pi}{2}, \dfrac{\pi}{2}\right]$
$\sqrt{x^2 + a^2}$
$x = a\tan\theta$
$1 + \tan^2\theta = \sec^2\theta$
$\theta \in \left(-\dfrac{\pi}{2}, \dfrac{\pi}{2}\right)$
$\sqrt{x^2 - a^2}$
$x = a\sec\theta$
$\sec^2\theta - 1 = \tan^2\theta$
$\theta \in \left[0, \dfrac{\pi}{2}\right)$
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What are trinomial equations
Trinomial equations are a specific type of polynomial equation that consist of three terms involving constants and powers of a variable.
ax^{2n} + bx^{n} + c = 0
This form is especially useful because it allows for substitution strategies such as setting $x^n = y$ to transform the equation into a standard quadratic.
	  $a$, $b$, and $c$ are numerical coefficients.
	  $x$ is the unknown variable.

It is worth noting that if $n = 1$, the equation becomes a quadratic equation, often written in the form:
ax^2 + bx + c = 0
How to solve trinomial equations
A general set of steps can be followed to solve a trinomial equation of the form $ax^{2n} + bx^n + c = 0$. The first step is to make a substitution that transforms the equation into a quadratic equation in $y$, which is easier to solve. For example, we let:
x^n = y
and obtain:
ay^2 + by + c = 0
We can use techniques such as factoring, completing the square, or the quadratic formula to solve the resulting quadratic equation in $y$. Once we find the solutions for $y$, we substitute them back using the original substitution $y = x^n$ to determine the corresponding values of $x$. In short:
	  Let $y = x^n$, so the equation becomes $ay^2 + by + c = 0$.

	  Solve the quadratic equation in $y$.

	  For each solution $y_i$, solve $x^n = y_i$ to find the corresponding $x$-values.

	  Check all solutions in the original equation to ensure they are valid.


It is important to verify each solution by substituting it into the original equation to ensure its validity. The process may seem complex, but it’s actually practical and straightforward to implement.
When solving equations through substitution, extra solutions, called extraneous solutions, can sometimes appear. These might satisfy the transformed equation but not the original one. By substituting each solution back into the original equation, we ensure that it truly works and doesn’t violate any implicit conditions.
Example
Solve the equation $3x^4-7x^2 + 2 = 0$.
Let’s substitute $y = x^2$ to transform the equation into a quadratic equation:
3y^2-7y + 2 = 0

We can use the quadratic formula to find the value of $y$. We obtain:
\begin{align*} y &= \frac{{-(-7) \pm \sqrt{{(-7)^2-4 \cdot 3 \cdot 2}}}}{{2 \cdot 3}} \\[0.6em] &= \frac{{7 \pm \sqrt{{49-24}}}}{6} \\[0.6em] &= \frac{{7 \pm \sqrt{25}}}{6} \\[0.6em] &= \frac{{7 \pm 5}}{6} \end{align*}
So, we found:
y_1 = \frac{12}{6} = 2
y_2 = \frac{2}{6} = \frac{1}{3}

Once the solution for $y$ are found, they can be substituted back into the original equation with $x^2 = y$ to find the corresponding values of $x$.
For $y = 2$ we have:
x^2 = 2 \quad \rightarrow \quad x = \pm \sqrt{2}
For $y = \frac{1}{3}$ we have
x^2 = \frac{1}{3} \quad \rightarrow \quad \pm \sqrt{\frac{1}{3}}

It’s essential to verify that the solutions are correct by substituting them back into the original equation to ensure accuracy. To check if the given values are solutions to the equation $3x^4-7x^2 + 2 = 0$, we must plug them into the equation and verify if they satisfy it.
For $x = \sqrt{2}$:
3(\sqrt{2})^4-7(\sqrt{2})^2 + 2 = 3 \cdot 2^2-7 \cdot 2 + 2
= 12 - 14 + 2 = 0

For $x = -\sqrt{2}$:
3(-\sqrt{2})^4-7(-\sqrt{2})^2 + 2 = 3 \cdot 2^2-7 \cdot 2 + 2
= 12 - 14 + 2 = 0

For $x = \sqrt{\dfrac{1}{3}}$:
3\left(\sqrt{\frac{1}{3}}\right)^4-7\left(\sqrt{\frac{1}{3}}\right)^2 + 2 = 3 \cdot \left(\frac{1}{3}\right)^2 - 7 \cdot \frac{1}{3} + 2
= \frac{3}{9}-\frac{7}{3} + 2 = 0

For $x = -\sqrt{\dfrac{1}{3}}$:
3\left(-\sqrt{\frac{1}{3}}\right)^4-7\left(-\sqrt{\frac{1}{3}}\right)^2 + 2 = 3 \cdot \left(\frac{1}{3}\right)^2-7 \cdot \frac{1}{3} + 2
= \frac{3}{9}- \frac{7}{3} + 2 = 0
All solutions satisfy the original equation.
The solution to the equation is:
x = \pm \sqrt{2} \quad \text{and} \quad \pm \sqrt{\frac{1}{3}}
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Introduction
Ordinary continuity describes the local behaviour of a function, where small changes in the input near each point result in small changes in the output. This property can depend on the specific point, and in many contexts, a more robust form of continuity is required to ensure consistent regulation of oscillations across the entire domain. Uniform continuity addresses this need by requiring a single tolerance for input variations to apply everywhere in the set.
This stability property leads to several important consequences:
	  Continuous functions can be extended from dense subsets to their closures.
	  Integrability and limit operations behave in a controlled, predictable manner.
	  Uncontrolled oscillations near infinity are prevented whenever the domain is compact.

Oscillations refer to the variation in the output values of a function over a given region, specifically how much the function rises and falls within a small portion of the domain. For example, the function $\sin(1/x)$ near the origin exhibits infinite oscillations within any small interval, which makes its behaviour increasingly difficult to control.
Definition
Consider a function $f : A \subset \mathbb{R} \to \mathbb{R}$. The function is uniformly continuous on $A$ if, for every $\varepsilon > 0$ there exists a $\delta > 0$ such that for all $x, y \in A$ the following implication holds:
|x - y| < \delta \to |f(x) - f(y)| < \varepsilon
The essential feature of this definition is that the value of $\delta$ depends solely on $\varepsilon$, and not on the particular points $x$ and $y$. The same $\delta$ must be valid for every pair of points in the domain.
[image: Uniform continuity.]
The graph shows the global nature of the condition, highlighting that the same $\delta$ controls the function’s variation throughout the domain. Specifically, whenever $|x - y| < \delta$, it follows that $|f(x) - f(y)| < \varepsilon$ for all $x, y \in A$.

The distinction between continuity and uniform continuity is clarified by comparing the standard definition of continuity at a point $x_0$. A function is continuous at $x_0$ if, for every $\varepsilon > 0$, there exists a $\delta > 0$, which may depend on $x_0$, such that:
|x - x_0| < \delta \to |f(x) - f(x_0)| < \varepsilon
The distinction lies in the dependence of $\delta$:
	  For ordinary continuity, $\delta$ may vary with each point in the domain.
	  For uniform continuity, a single value of $\delta$ is valid for all points in the set.

Heine–Cantor Theorem
The Heine–Cantor theorem establishes the conditions under which continuity implies uniform continuity. Specifically, on compact sets, the local property of continuity suffices to guarantee the existence of a single global control parameter $\delta$ applicable to the entire domain.
Let $K \subset \mathbb{R}$ be a compact set. If a function $f : K \to \mathbb{R}$ is continuous on $K$, then it is uniformly continuous on $K$. In particular, since compactness in $\mathbb{R}$ is equivalent to the set being closed and bounded, the theorem admits the following equivalent formulation:
If $f : [a,b] \to \mathbb{R}$ is continuous on a closed and bounded interval $[a,b]$, then $f$ is uniformly continuous on $[a,b]$.
The theorem identifies compactness as the precise structural property of the domain that prevents local continuity from degenerating into purely pointwise behaviour, ensuring instead a global form of regularity.
Sequential characterization
Uniform continuity can be equivalently formulated in terms of sequences. Specifically, a function $f : A \to \mathbb{R}$ is uniformly continuous on $A$ if and only if, for every pair of sequences $(x_n)$ and $(y_n)$ in $A$ that satisfy $|x_n - y_n| \to 0$ we also have:
|f(x_n) - f(y_n)| \to 0
This formulation highlights that uniformly continuous functions preserve infinitesimal closeness between sequences, which is also why they map Cauchy sequences to Cauchy sequences.
This criterion is particularly useful for establishing that a function is not uniformly continuous, as shown in Example 1.
Example 1
Consider the function $f(x) = x^2$ on the interval $\mathbb{R}$. This function is continuous everywhere, since it is a polynomial, but it is not uniformly continuous on $\mathbb{R}$. The reason is that the function grows faster and faster as $|x|$ increases. For points far from the origin, even a small variation in ( x ) can produce a large variation in $f(x)$ and no single $\delta$ can control this behaviour simultaneously across the real line.
In contrast, when the function is restricted to a closed and bounded interval $[a, b]$, it becomes uniformly continuous. On such domains, the growth of the function is effectively bounded. This can be made precise using the sequential characterization and considering the sequences defined by $x_n = n + \frac{1}{n}$ and $y_n = n.$ The difference between these sequences is given by:
|x_n - y_n| = \frac{1}{n} \to 0
The difference between the images of these sequences under the function satisfies:
|f(x_n) - f(y_n)| = \left(n + \frac{1}{n}\right)^2 - n^2 = 2 + \frac{1}{n^2} \to 2
Since $|f(x_n) - f(y_n)|$ does not tend to zero, the function fails the sequential criterion for uniform continuity, therefore, the function is not uniformly continuous on $\mathbb{R}$.

This example clarifies the relationship between continuity and uniform continuity. In general terms we have:
	  Continuity does not imply uniform continuity. A function may be continuous at every point of its domain without satisfying a single global $\delta$ that works uniformly for all pairs of points.

	  Uniform continuity, however, is a stronger condition. If a function is uniformly continuous on $A$, then it is necessarily continuous at every point of $A$.


Lipschitz Continuity
A particular form of uniform continuity is Lipschitz continuity. A function $f : A \subset \mathbb{R} \to \mathbb{R}$ is said to be Lipschitz continuous on $A$ if there exists a constant $L > 0$, called a Lipschitz constant, such that, for all ( x,y \in A ) we have:
|f(x) - f(y)| \le L |x - y|
This condition guarantees that nearby points are mapped to nearby values and establishes a global linear bound on the function’s oscillation: the output’s variation is proportional to the input’s variation. The same constant $L$ must work everywhere on the domain. The implication for uniform continuity follows directly. Given any $\varepsilon > 0$, selecting $\delta = \varepsilon / L$ guarantees that:
|x - y| < \delta \to |f(x) - f(y)| \le L |x - y| < L \delta = \varepsilon
Therefore, every Lipschitz continuous function is uniformly continuous.
However, the converse does not hold in general. A function may be uniformly continuous without satisfying any global linear bound of this form. Thus, Lipschitz continuity constitutes a strictly stronger condition.
A useful criterion links Lipschitz continuity to differentiability. If a function $f$ is differentiable on an interval and its derivative is bounded, that is, there exists $M > 0$ such that for all $x$ in the interval:
|f’(x)| \le M
Then, by the Mean Value Theorem, $f$ is Lipschitz continuous with Lipschitz constant $L = M$. For any two points $x, y$ in the interval, there exists $c$ between them such that:
f(x) - f(y) = f’(c)(x - y)
Taking absolute values then yields $|f(x) - f(y)| \leq M|x - y|$, which is the Lipschitz condition with constant $L = M$.
Geometrically, Lipschitz continuity restricts the steepness of the graph. The slopes of all secant lines are uniformly bounded in magnitude by $L$. Thus, the function cannot oscillate more rapidly than a fixed linear rate.
Example 2
The Heine–Cantor theorem guarantees uniform continuity whenever the domain is compact. However, compactness is a sufficient but not necessary condition, and uniform continuity can also hold on domains that are not compact. This example demonstrates this situation.
Consider the function $f(x) = \sin(x)$ defined on the entire real line $\mathbb{R}$. The domain is unbounded and not compact, so uniform continuity is not guaranteed a priori and must be verified directly.
Given $\varepsilon > 0$ and arbitrary $x, y \in \mathbb{R}$, the objective is to find a single $\delta > 0$, depending only on $\varepsilon$, such that whenever $|x - y| < \delta$, it follows that $|\sin(x) - \sin(y)| < \varepsilon$. Applying the sum-to-product identity yields:
|\sin(x) - \sin(y)| = 2\left|\cos\\!\left(\frac{x+y}{2}\right)\sin\\!\left(\frac{x-y}{2}\right)\right|
Since $|\cos(\cdot)| \leq 1$ everywhere, this simplifies to:
|\sin(x) - \sin(y)| \leq 2\left|\sin\\!\left(\frac{x-y}{2}\right)\right|
Applying the standard inequality $|\sin(t)| \leq |t|$, valid for all $t \in \mathbb{R}$, gives:
|\sin(x) - \sin(y)| \leq 2 \cdot \frac{|x - y|}{2} = |x - y|
This satisfies the Lipschitz condition with constant $L = 1$, which holds for every pair of points in $\mathbb{R}$ without restriction. By selecting $\delta = \varepsilon$, whenever $|x - y| < \delta$, it follows that:
|\sin(x) - \sin(y)| \leq |x - y| < \delta = \varepsilon
Here, $\delta$ depends solely on $\varepsilon$, therefore, $f$ is uniformly continuous on $\mathbb{R}$.
The underlying reason is geometric: the sine function oscillates indefinitely, but its oscillations remain permanently bounded in amplitude, and its slope never exceeds one in absolute value, since $|f’(x)| = |\cos(x)| \leq 1$ everywhere. This global bound on the rate of change prevents the uncontrolled growth observed in Example 1 and ensures that a uniform $\delta$ is attainable across the entire real line.
Summary
Pointwise continuity does not imply uniform continuity.
Uniform continuity implies pointwise continuity.
Lipschitz continuity implies uniform continuity.
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Definition of the uniform distribution
The uniform distribution is one of the simplest continuous distributions to describe. It models a random variable that can take any value within a specified interval, assigning the same probability to all subintervals of equal length. In other words, the possible outcomes are spread evenly across the interval, with no region being more likely than another.
In formal terms, a continuous random variable $X$ is said to follow a uniform distribution on the interval $A = [a, b]$ if its probability density function is constant on that interval. Formally we have:
U(x;a,b) = \begin{cases} \dfrac{1}{\,b - a\,} & x \in A \\[0.6em] 0 & x \notin A \end{cases}
For any two subintervals $I_1$ and $I_2$ contained in $[a, b]$ and having the same length, the uniform distribution assigns them the same probability. If $w$ denotes the common width of these intervals, then:
P(I_1) = P(I_2) = \frac{w}{\,b - a\,}
The image shows the density of the uniform distribution over the interval $[a, b]$. The flat horizontal line indicates that every value between $a$ and $b$ is assigned the same likelihood. The endpoints are drawn as open circles to highlight a key property of continuous distributions: individual points have zero probability and we have:
P(X = x_0) = 0
[image: The figure illustrates the density of the uniform distribution on the interval [a,b], showing its constant height and the equal likelihood assigned to all values within the range.]
Key features
-
\text{1. } \quad U(x;a,b) = \frac{1}{b - a} \quad a \le x \le b
-
\text{2. } \quad \mu = E(X) = \frac{a + b}{2}
-
\text{3. } \quad \sigma^{2} = \mathrm{Var}(X) = \frac{(b - a)^{2}}{12}
-
\text{4. } \quad \sigma = \frac{b - a}{2\sqrt{3}}
Each expression highlights a key property of the uniform distribution, showing how probability is spread evenly across the interval and how its mean and variability depend solely on the endpoints $a$ and $b$.
Mean of the uniform distribution
The mean, or expected value, of a uniform distribution describes the average outcome we would expect from a random variable that can take any value between $a$ and $b$ with equal likelihood. Because the distribution is completely flat over this interval, computing the expected value is straightforward and follows directly from the general definition:
\mu = E(X) = \int_{a}^{b} x\, U(x;a,b) \, dx
For the uniform distribution, the probability density function is constant:
f(x) = \frac{1}{b - a} \qquad \text{for } a \le x \le b
Substituting this expression into the integral gives us:
E(X) = \int_{a}^{b} x \frac{1}{b - a} \, dx
Since the density does not vary across the interval, we can simply factor it out of the integral:
E(X) = \frac{1}{b - a} \int_{a}^{b} x \, dx
The remaining integral is elementary. The antiderivative of $x$ is $x^{2}/2$, so evaluating it between $a$ and $b$ yields:
\int_{a}^{b} x \, dx = \frac{b^{2}}{2} - \frac{a^{2}}{2}
Plugging this back into the expression for the expected value, we obtain:
E(X) = \frac{1}{b - a} \left( \frac{b^{2} - a^{2}}{2} \right)
Noting that $b^{2} - a^{2} = (b - a)(b + a)$, the expression simplifies neatly to:
E(X) = \frac{b + a}{2}
This shows that the mean of the uniform distribution is exactly the midpoint of the interval $[a, b]$.
Variance of the uniform distribution
The variance of a uniform distribution describes how much the random variable is expected to spread out around its mean. While the mean identifies the central value of the interval, the variance quantifies how concentrated or dispersed the outcomes are across $[a, b]$. Because the uniform distribution assigns the same density to every point in the interval, its variability depends entirely on the length of that interval. Formally, the variance for a continuous random variable is defined as:
\sigma^{2} = \mathrm{Var}(X) = E(X^{2}) - [E(X)]^{2}
Starting from the probability density function of the uniform distribution we have:
E(X^{2}) = \int_{a}^{b} x^{2} U(x;a,b)\, dx
For the uniform distribution, the density is:
U(x;a,b) = \frac{1}{b - a}
Substituting this expression into the formula gives:
E(X^{2}) = \int_{a}^{b} x^{2} \frac{1}{b - a} \, dx = \frac{1}{b - a} \int_{a}^{b} x^{2}\, dx
The integral of $x^{2}$ is straightforward to evaluate:
\int_{a}^{b} x^{2}\, dx = \frac{b^{3}}{3} - \frac{a^{3}}{3}
Thus, we have:
E(X^{2}) = \frac{1}{b - a} \left( \frac{b^{3} - a^{3}}{3} \right)
Using the factorization $b^{3} - a^{3} = (b - a)(b^{2} + ab + a^{2})$, the expression simplifies to:
E(X^{2}) = \frac{b^{2} + ab + a^{2}}{3}
We now combine this with the mean of the uniform distribution,
E(X) = \frac{a + b}{2}
so that:
[E(X)]^{2} = \left( \frac{a + b}{2} \right)^{2} = \frac{a^{2} + 2ab + b^{2}}{4}
Putting everything together, we obtain:
\mathrm{Var}(X) = \frac{b^{2} + ab + a^{2}}{3} - \frac{a^{2} + 2ab + b^{2}}{4}
After simplifying the expression, the variance reduces to the form:
\sigma^{2} = \mathrm{Var}(X) = \frac{(b - a)^{2}}{12}
Relationship between the uniform and the beta distribution
There is a connection between the uniform distribution and the beta distribution $B(x),\alpha,\beta$. When the two shape parameters are both equal to one, that is $\alpha = 1$ and $\beta = 1$, the density of the beta distribution becomes perfectly flat over the interval $(0,1)$. The probability density function of a beta distribution is:
B(x;\alpha,\beta) = \frac{x^{\alpha - 1} (1 - x)^{\beta - 1}}{B(\alpha,\beta)}
0 < x < 1
Setting $\alpha = 1$ and $\beta = 1$ makes both exponents in the numerator equal to zero, and the beta function evaluates to $B(1,1) = 1$. As a result, the density simplifies to:
B(x;1,1) = 1
which is exactly the density of a uniform random variable on $(0,1)$.
Example 1
An industrial cutting machine completes a full cycle in a time that varies slightly due to mechanical tolerances and temperature fluctuations. Measurements show that the cycle time is equally likely to take any value between $4.8$ and $5.4$ seconds. Let $X$ denote the cycle time in seconds, and assume
X \sim \mathrm{U}(x; 4.8, 5.4)

Compute the probability that a randomly selected cycle lasts less than 5 seconds. The density of a uniform distribution on $(a, b)$ is constant and equal to $1/(b - a)$. Therefore,
P(X < 5) = \frac{5 - 4.8}{5.4 - 4.8}
We obtain:
P(X < 5) = \frac{0.2}{0.6} = \frac{1}{3}
So the probability is approximately $0.333$.

Determine the probability that the cycle time lies between 5.1 and 5.3 seconds. We have:
P(5.1 \le X \le 5.3) = \frac{5.3 - 5.1}{5.4 - 4.8}
This gives:
P(5.1 \le X \le 5.3) = \frac{0.2}{0.6} = \frac{1}{3}
So the probability is again approximately $0.333$.

Find the expected cycle time $E(X)$. For a uniform distribution on $(a, b)$ we have:
E(X) = \frac{a + b}{2}
Thus:
E(X) = \frac{4.8 + 5.4}{2} = \frac{10.2}{2} = 5.1
The expected cycle time is 5.1 seconds.

Calculate the variance $\mathrm{Var}(X)$. The variance of a uniform distribution on $(a, b)$ is:
\mathrm{Var}(X) = \frac{(b - a)^{2}}{12}
Substituting the values we obtain:
\mathrm{Var}(X) = \frac{(5.4 - 4.8)^{2}}{12} = \frac{0.6^{2}}{12} = \frac{0.36}{12} = 0.03
So the variance is $0.03$.


  

    Variance and Covariance of a Random Variable

Source: algebrica.org - CC BY-NC 4.0
https://algebrica.org/variance-and-covariance-of-a-random-variable/
Fetched from algebrica.org post 18757; source modified 2025-10-31T19:25:05.
What is the variance of a random variable?
In descriptive statistics, the variance expresses how much a set of values differs, on average, from its mean. It is obtained by squaring each deviation from the mean and taking their average and is generally expressed as:
\sigma^2 = \frac{1}{n}\sum_{i=1}^{n}(x_i - M)^2
An equivalent form emphasizes that variance can also be obtained through the relationship:
\sigma^2 = M(x^2) - [M(x)]^2
This second formulation connects the average of squared values with the square of the average, offering a simpler way to compute dispersion when both quantities are known.

When we move to random variables, the concept of the variance of a random variable $X$ naturally follows from the general definition introduced above, with a few important refinements. In general terms, the variance of a random variable $X$ expresses how much the possible values of $X$ are expected to deviate from their mean, that is, from their expected value $E[X]$. It quantifies the overall spread of the distribution, providing a measure of how far the outcomes of the variable tend to lie from this theoretical center.
In the case of discrete random variables, the variance is expressed as:
\sigma^2 = E[(X - \mu)^2] = \sum_x (x - \mu)^2 f(x)
	  $x$ represents each possible value that the random variable \(X) can take
	  $\mu = E[X]$ is the expected value or theoretical mean of the variable
	  $f(x)$ is the probability mass function, which assigns a probability to each possible outcome of $X$.


In the case of continuous random variables, the variance is given by the following integral:
\sigma^2 = E[(X - \mu)^2] = \int_{-\infty}^{+\infty} (x - \mu)^2 f(x)\,dx
Here, $f(x)$ is the probability density function, which describes how the probability is distributed over the possible values of $X$.
It should be recalled that when moving from variables that take discrete values to those defined over a continuous range, the summation is replaced by an integral.
Deviation and Standard Deviation
The term $x - \mu$ is called the deviation of an observation from its mean. It indicates how far a specific value $x$ lies from the central reference point $\mu = E[X]$, showing whether that value is above or below the mean and by how much.
The positive square root of the variance, denoted by $\sigma$, is known as the standard deviation. It represents the typical amount by which the values of a random variable tend to differ from their mean, providing a more intuitive measure of spread expressed in the same units as the data.
Example 1
Let us consider a random variable $X$ representing the number of defective pieces found in a batch of ten components produced by a manufacturing line. Based on previous observations, the probability distribution of $X$ is given as follows:
$x$
$0$
$1$
$2$
$3$
$4$
$f(x)$
$0.1$
$0.3$
$0.4$
$0.1$
$0.1$
Let us now try to calculate the variance and the standard deviation of this random variable.

We start by finding the expected value, which represents the theoretical mean of the distribution. For a discrete random variable, the expected value is defined as:
E[X] = \sum_x x f(x)
By substituting the numerical values, we obtain:
\begin{align} E[X] &= (0)(0.1) + (1)(0.3) + (2)(0.4) + (3)(0.1) + (4)(0.1) \\[6pt] &= 0 + 0.3 + 0.8 + 0.3 + 0.4 = 1.8 \end{align}
Therefore, the mean value of (X) is $mu = 1.8$ This means that, on average, about 1.8 defective pieces are expected in each production batch.

We can now compute the variance, which for a discrete random variable is defined as:
\mathrm{Var}(X) = \sum_x (x - \mu)^2 f(x)
Substituting the values from the table gives:
\begin{align} \mathrm{Var}(X) &= (0 - 1.8)^2(0.1) + (1 - 1.8)^2(0.3) + (2 - 1.8)^2(0.4) + (3 - 1.8)^2(0.1) + (4 - 1.8)^2(0.1) \\[6pt] &= (3.24)(0.1) + (0.64)(0.3) + (0.04)(0.4) + (1.44)(0.1) + (4.84)(0.1)\\[6pt] &= 0.324 + 0.192 + 0.016 + 0.144 + 0.484 = 1.16 \end{align}
Finally, the standard deviation is the positive square root of the variance:
\sigma = \sqrt{\mathrm{Var}(X)} = \sqrt{1.16} \approx 1.08
In conclusion, the variance of $X$ is $\sigma^2 = 1.16$, and the standard deviation is $\sigma \approx 1.08$.
This result shows that the number of defective pieces per batch typically deviates by about one unit from the average value of 1.8, indicating a moderate level of variability in the production process.
Covariance of a random variable
When we want to examine how two random variables are related, we use the covariance. It quantifies the extent to which two variables, $X$ and $Y$, vary together. In the case of discrete random variables, the covariance is given by:
\sigma_{XY} = E[(X - \mu_X)(Y - \mu_Y)] = \sum_x \sum_y (x - \mu_X)(y - \mu_Y) f(x, y)
	  $(x - \mu_X)$ represents the deviation of each value of $X$ from its mean.
	  $(y - \mu_Y)$ represents the deviation of each value of $Y$ from its mean.
	  $f(x, y)$ denotes the joint probability distribution of the two variables, which assigns a probability to each possible pair of outcomes $(x, y)$.


In the case of continuous random variables, the covariance is defined as:
\sigma_{XY} = E[(X - \mu_X)(Y - \mu_Y)] = \int_{-\infty}^{+\infty} \int_{-\infty}^{+\infty} (x - \mu_X)(y - \mu_Y) f(x, y), dx, dy
In this expression, $f(x, y)$ denotes the joint probability density function of the two variables.
Correlation coefficient
To understand how strongly two random variables $X$ and $Y$ are linearly related, we use a measure known as the correlation coefficient. Unlike covariance, which only indicates whether two quantities move in the same or in opposite directions, the correlation coefficient provides a standardized measure that is independent of the scale of the variables.
It is obtained by dividing the covariance by the product of the standard deviations of $X$ and $Y$. This normalization step removes the influence of the measurement units and allows the relationship between the two variables to be expressed on a fixed numerical scale.
Formally, the correlation coefficient, denoted by $\rho_{XY}$, is defined as:
\rho_{XY} = \frac{\sigma_{XY}}{\sigma_X \sigma_Y} = \frac{\mathrm{Cov}(X, Y)}{\sqrt{\mathrm{Var}(X)} \sqrt{\mathrm{Var}(Y)}}
	  $\sigma_{XY}$ represents the covariance between $X$ and $Y$
	  $\sigma_X$, $\sigma_Y$ are the respective standard deviations of the two variables.
	  The value of $\rho_{XY}$ always lies between $−1$ and $+1$.

A value close to $1$ indicates a strong positive linear relationship and both variables tend to increase together. A value close to $−1$ indicates a strong negative relationship, so when one variable increases, the other tends to decrease. A value near $0$ suggests that there is no linear association between them.
Example 2
Let us consider a situation in which two random variables are strongly, but not perfectly, related. The variable $X$ may represent the number of hours spent studying during a week, and $Y$ the corresponding result obtained in a short assessment. Their joint probability distribution is defined as follows:
$X$
$Y$
$f(x, y)$
1
2
0.2
2
3
0.3
3
5
0.3
4
6
0.2
Let us compute the correlation coefficient.
The table shows a clear positive relationship: larger values of $X$ are generally associated with higher values of $Y$, though not in a perfectly proportional way.

We begin by calculating the expected values of the two variables, which are obtained as follows:
\begin{align} E[X] &= (1)(0.2) + (2)(0.3) + (3)(0.3) + (4)(0.2) = 2.5 \\[6pt] E[Y] &= (2)(0.2) + (3)(0.3) + (5)(0.3) + (6)(0.2)\\ = 4.0 \end{align}
The expected value of the product $XY$ is:
\begin{align} E[XY] &= (1 \cdot 2)(0.2) + (2 \cdot 3)(0.3) + (3 \cdot 5)(0.3) + (4 \cdot 6)(0.2) \\[6pt] &= 0.4 + 1.8 + 4.5 + 4.8 = 11.5 \end{align}

We can now compute the covariance:
\begin{align} \mathrm{Cov}(X, Y) &= E[XY] - E[X]E[Y] \\[6pt] &= 11.5 - (2.5)(4.0) = 11.5 - 10 = 1.5 \end{align}

The variance of $X$ is:
\mathrm{Var}(X) = E[X^2] - [E[X]\]^2 = 7.3 - (2.5)^2 = 7.3 - 6.25 = 1.05
The variance of $Y$ is:
\mathrm{Var}(Y) = E[Y^2] - [E[Y]\]^2 = 18.2 - (4.0)^2 = 18.2 - 16 = 2.2

The correlation coefficient is obtained as:
\begin{align} \rho_{XY} &= \frac{\mathrm{Cov}(X, Y)}{\sqrt{\mathrm{Var}(X)} \sqrt{\mathrm{Var}(Y)}} \\[6pt] &= \frac{1.5}{\sqrt{1.05}\sqrt{2.2}} \\[6pt] &= \frac{1.5}{1.075 \times 1.483} = \frac{1.5}{1.594} \approx 0.94 \end{align}
The correlation between $X$ and $Y$ is approximately $0.94$. This value indicates a very strong positive linear relationship: when $X$ increases, $Y$ tends to increase almost proportionally, though not in a perfectly exact way.
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Introduction to mean deviations
One of the key principles in statistics is that the mean alone cannot fully describe a dataset. What truly matters is understanding how the individual observations are spread around the mean, that is, how far each value deviates from the central tendency. For this reason, it is essential to introduce the concept of mean deviations, expressed by the following general formula:
^sS_{\bar{x}} = \left[ \frac{ \sum_{i=1}^{n} \left| x_i - \bar{x} \right|^s }{n} \right]^{1/s}
	  The symbol $\bar{x}$ represents the reference mean value around which deviations are measured.
	  The superscript $s$ denotes the order of the powered mean being considered.


Within the family of mean deviations, the quadratic mean deviation (or root mean square deviation) measures the average magnitude of deviations from the mean. It is defined as the square root of the ratio between the sum of squared deviations (also known as deviance) and the total number of observations:
^2S = \sqrt{ \frac{\sum_{i=1}^{n}(x_i - M)^2}{n} }
Here, $x_i$ represents the $i-th$ observation in the dataset, while $M$ denotes the reference mean value, typically the arithmetic mean.
Example 1
To illustrate how the quadratic mean deviation is computed, let us consider a simple dataset composed of five observed values. This measure will allow us to understand how far, on average, each observation lies from the mean when larger deviations are given proportionally greater weight. The dataset is as follows:
$X_i$
Observation
$x_{1}$
3
$x_{2}$
5
$x_{3}$
7
$x_{4}$
10
$x_{5}$
15
The arithmetic mean of the observations is:
\bar{x} = \frac{3 + 5 + 7 + 10 + 15}{5} = \frac{40}{5} = 8

Next, we calculate the squared deviations of each observation from the mean:
$x_i$
$x_i - \bar{x}$
$(x_i - \bar{x})^2$
3
-5
25
5
-3
9
7
-1
1
10
2
4
15
7
49
The sum of squared deviations is:
\sum (x_i - \bar{x})^2 = 25 + 9 + 1 + 4 + 49 = 88

Dividing this value by the total number of observations and taking the square root, we obtain:
^2S = \sqrt{ \frac{ \sum (x_i - \bar{x})^2 }{n} } = \sqrt{ \frac{88}{5} } = \sqrt{17.6} \approx 4.195
The quadratic mean deviation of the dataset is therefore $^2S \approx 4.20$. This means that, on average, the observations differ from the mean by about 4.2 units.
Variance
The square of the quadratic mean deviation is called the variance. It represents the average of the squared differences between each observation and a reference value $M$, providing a measure of how widely the data are dispersed around that point. Unlike the quadratic mean deviation, which retains the same unit of measurement as the data, the variance is expressed in squared units. Its expression is:
\sigma^2 = \frac{\sum_{i=1}^{n}(x_i - M)^2}{n}
	  When $\sigma^2 = 0$, all the observed values coincide with the reference value $M$. In this case, there is no dispersion at all, since every observation is identical and perfectly aligned with the mean.
	  When $\sigma^2 = 1$, the average squared deviation of the observations from the reference value (M) is exactly one unit. This means that, on average, each observation differs from (M) by one unit in squared terms. In practical terms, it indicates a moderate level of dispersion: the data are not identical, but their deviations from the mean are relatively small and balanced.
	  If a constant value is added to all observations, the variance remains unchanged.
	  If each observation is multiplied by a constant $a$, the variance is multiplied by $a^2$.
	  The larger the variance, the greater the spread of the data around $M$, indicating higher heterogeneity within the dataset.


The variance can also be expressed in an alternative and more compact form by expanding the squared term in its definition. We start from the general formula:
\sigma^2 = \frac{\sum_{i=1}^{n}(x_i - M)^2}{n}
Expanding the square gives:
(x_i - M)^2 = x_i^2 - 2Mx_i + M^2
By substituting this expression into the original formula, we obtain:
\sigma^2 = \frac{\sum_{i=1}^{n}x_i^2 - 2M\sum_{i=1}^{n}x_i + nM^2}{n}
At this point, we recall that the mean $M$ is defined as $M = \frac{\sum_{i=1}^{n}x_i}{n}$. Replacing this relationship inside the equation allows us to simplify the expression step by step:
\sigma^2 = \frac{\sum_{i=1}^{n}x_i^2}{n} - 2M^2 + M^2
Simplifying further, the two terms in $M^2$ combine as follows:
\sigma^2 = \frac{\sum_{i=1}^{n}x_i^2}{n} - M^2
We can therefore express the variance in a more compact and elegant way:
\sigma^2 = M(x^2) - M^2
Here, $M(x^2)$ represents the mean of the squared observations, while $M$ denotes the mean of the original data. This identity shows that the variance can be computed simply as the mean of the squares minus the square of the mean.
Example 2
Let us now compute the variance for the following dataset, which consists of five observed values:
$X_i$
Observation
$x_{(1)}$
5
$x_{(2)}$
7
$x_{(3)}$
9
$x_{(4)}$
12
$x_{(5)}$
17
The first step is to determine the mean of the observations. By summing all the values and dividing by the number of cases, we obtain:
M = \frac{5 + 7 + 9 + 12 + 17}{5} = \frac{50}{5} = 10

Each observation can now be compared with the mean to find out how far it deviates from it.
We then square these deviations to avoid sign cancellation and to give greater weight to larger differences:
$x_i$
$x_i - M$
$(x_i - M)^2$
5
-5
25
7
-3
9
9
-1
1
12
2
4
17
7
49
Adding up all the squared deviations gives:
\sum (x_i - M)^2 = 25 + 9 + 1 + 4 + 49 = 88

To obtain the variance, we divide this total by the number of observations:
\sigma^2 = \frac{88}{5} = 17.6
The variance of this dataset is therefore equal to:
\sigma^2 = 17.6
This result means that, on average, the squared distance of the observations from the mean is 17.6 units. If we take the square root of this value, we find the corresponding quadratic mean deviation $\sigma = \sqrt{17.6} \approx 4.20$. In other words, the data values differ from the mean by about 4.2 units on average, indicating a moderate level of dispersion around the central value.
Example 3
In some cases, the variance can be computed more efficiently by using an alternative expression that involves the mean of the squared values and the square of the mean. This formulation provides the same result as the standard definition but simplifies the calculation, especially when the necessary sums are already known. Let’s see how it works through a simple example. Consider the following dataset:
$i$
$x_i$
1
3
2
9
3
11
4
14
First, we calculate the mean of the observations:
M = \frac{3 + 9 + 11 + 14}{4} = \frac{37}{4} = 9.25

Next, we find the mean of the squared values:
\begin{align} M(x^2) &= \frac{3^2 + 9^2 + 11^2 + 14^2}{4} \\[3pt] &= \frac{9 + 81 + 121 + 196}{4} \\[3pt] &= \frac{407}{4} = 101.75 \end{align}

Now we apply the simplified formula for the variance:
\sigma^2 = M(x^2) - M^2
Substituting the values gives:
\sigma^2 = 101.75 - (9.25)^2 = 101.75 - 85.56 = 16.19
Therefore, the variance of the dataset is $\sigma^2 = 16.19$.
This approach shows that the variance can be derived directly from the mean of the squared values and the square of the mean, offering a more streamlined way to measure data dispersion when working with aggregated information.
Variance of discrete and continuous random variables
In the case of discrete random variables, the variance is defined as:
\sigma^2 = E[(X - \mu)^2] = \sum_x (x - \mu)^2 f(x)
where $x$ denotes each possible value that the random variable $X$ can assume, $\mu = E[X]$ represents the expected value or theoretical mean of the variable and $f(x)$ is the probability mass function (PMF), which assigns a probability to every possible outcome of $X$.

In the case of continuous random variables, the variance is defined as:
\sigma^2 = E[(X - \mu)^2] = \int_{-\infty}^{+\infty} (x - \mu)^2 f(x),dx
Here, $f(x)$ is the probability density function, which describes how the probability is distributed over the possible values of $X$.
Variance of a sampling distribution
The sample variance describes how the data in a sample are spread around the sample mean. A larger variance means that the observations are more widely dispersed, while a smaller variance indicates that they are closer to the mean. Formally, given $X_1, X_2, \ldots, X_n$ random variables, the sample variance is defined as:
S^2 = \frac{1}{n - 1} \sum_{i=1}^{n} (X_i - \overline{X})^2
where $S^2$ is the sample variance, $\overline{X}$ is the sample mean, and $n$ is the sample size.
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From Cartesian to vector form
We’ve seen that the equation of a line can be written in Cartesian form, such as the explicit equation:
y = mx + q
where the line is described using coordinates in the plane. However, lines can also be expressed in vector form, using points and direction vectors to represent their position and orientation.

Let’s consider a directed vector $\vec{v}$. The line passing through a point $P_0$ and parallel to $\vec{v}$ consists of all points $P$ such that the vector $P - P_0$ is parallel to $\vec{v}$. The vector equation of a line is given by:
P - P_0 = t \vec{v} \quad \text{with} \quad t \in \mathbb{R}
[image: Vector equations of a line.]
Here, $P_0$ is a fixed point on the line, $\vec{v}$ is a direction vector, and $t$ is a real parameter. The point $P$ varies along the line as $t$ changes.
The vector representation of a line expresses all its points in a compact and geometric form, making the direction and position immediately clear, and serves as a natural bridge between coordinate geometry and linear algebra.
Parametric form
Let’s now fix an orthonormal basis, that is a reference system where the axes are perpendicular to each other and the vectors that define them have unit length. In practice, this means we’re working in the standard Cartesian plane, where the x-axis is aligned with $\vec{i} = (1, 0)$ and the y-axis with $\vec{j} = (0, 1)$.
Let’s represent the fixed point $P_0$ and a generic point $P$ using coordinates:
P_0 = (x_0, y_0) \quad \text{and} \quad P = (x, y)
Using the vector equation of the line, we obtain:
\begin{align} P - P_0 &= (P - O) - (P_0 - O)\\[0.5em] &= (x - x_0)\vec{i} + (y - y_0)\vec{j} \end{align}
Let’s now take into account the fact that in an orthonormal basis, any vector can be decomposed along the x and y axes. In other words:
\vec{v} = \text{(movement along x)} \cdot \vec{i} + \text{(movement along y)} \cdot \vec{j}
Therefore, the term $t\vec{v}$ on the right-hand side of the vector equation of the line can be written as:
\vec{v} = k\vec{i} + h\vec{j}
so the expression becomes:
t\vec{v} = t(k\vec{i} + h\vec{j})
We can now rewrite the vector equation of the line as:
(x - x_0)\vec{i} + (y - y_0)\vec{j} = tk\vec{i} + th\vec{j}
By equating the components along the $\vec{i}$ and $\vec{j}$ directions, we obtain the following system of parametric equations:
\begin{cases} x = x_0 + kt \\[0.5em] y = y_0 + ht \end{cases}
Example
Let’s find the parametric equations of the line passing through the points:
P_0 = (2, 1) \quad \text{and} \quad P = (5, 4)

To define a line parametrically, we need a point and a direction. Since both $P_0$ and $P$ lie on the line, we can compute the direction vector $\vec{v}$ by subtracting their coordinates:
\vec{v} = P - P_0 = (5 - 2, 4 - 1) = (3, 3)
This vector tells us how to move along the line starting from $P_0$: for every 3 units in the x-direction, we move 3 units in the y-direction. We now use the parametric form of the line, which expresses each coordinate as a function of a parameter $t$:
\begin{cases} x = x_0 + kt \\[0.5em] y = y_0 + ht \end{cases} \quad \text{with } t \in \mathbb{R}
In our case we have:
	  Coordinates of $P_0$: $x_0 = 2$, $y_0 = 1$
	  components of the direction vector $\vec{v}$: $k = 3$, $h = 3$

Substituting into the equations, we obtain:
$\begin{cases} x = 2 + 3t \\[0.5em] y = 1 + 3t \end{cases} \quad \text{with } t \in \mathbb{R}$
This system describes all the points on the line that passes through $(2, 1)$ and $(5, 4)$. By varying $t$, we can generate every point along the line in both directions.
This method works for any two points: by finding the direction vector and using the parametric form, we can always describe the entire line.
How are the vector and parametric forms of a line different?
The vector form describes the line geometrically: it builds every point $P$ by starting from a fixed point $P_0$ and moving in the direction of a vector $\vec{v}$. It looks like this:
P = P_0 + t\vec{v}
The parametric form takes that same rule and writes it out in terms of coordinates, one equation for each axis, using the components of the direction vector:
\begin{cases} x = x_0 + kt \\[0.5em] y = y_0 + ht \end{cases} \quad t \in \mathbb{R}
Both forms describe the same set of points. The vector form is compact and geometric; the parametric form is explicit and ready to calculate with. Use whichever makes more sense for the problem you’re solving, they’re mathematically identical.
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Introduction
Kinematics is the study of the motion of objects, describing their position, velocity, and acceleration over time. Before diving into a detailed explanation of these phenomena, it is essential to introduce some key concepts.
	  A material point is an idealized object whose size is considered negligible relative to the distances involved in its motion.
	  The trajectory is the path traced by a material point as it moves through space.
	  A motion is said to be rectilinear if its trajectory lies along a straight line.

If a material point moves along a straight-line path at constant velocity, meaning that the distances traveled are proportional to the time intervals taken, the motion is called uniform rectilinear motion.
Velocity
Let’s consider two points, $x_1$ and $x_2$, representing the position $P$ of a point at two successive moments in time, $t_1$ and $t_2$, respectively.
[image: ]
We can express the following relationship:
\frac{x_2 - x_1}{t_2 - t_1} = v
This relationship shows that the distance traveled is proportional to the elapsed time, and the ratio remains constant, equal to the magnitude $v$. The instantaneous scalar speed is defined as the limit of the ratio as the time interval approaches zero:
v_s = \lim_{\Delta t \to 0} \frac{\Delta x}{\Delta t} = \lim_{\Delta t \to 0} \frac{x(t + \Delta t) - x(t)}{\Delta t}
where $v$ represents the instantaneous speed, $\Delta x$ is the displacement, and $\Delta t$ is the time interval. Therefore, the instantaneous scalar speed is given by the derivative of $x = x(t)$ with respect to time.

Let us now imagine that the position $P$ of the point at time $t$ is identified by the displacement vector $\vec{r}$. The displacement from $P$ to $P’$ occurs over a time interval $\Delta t$ and is represented by the vector $\Delta \vec{r}$. We have:
\lim_{\Delta t \to 0} \frac{\Delta \mathbf{r}}{\Delta t} = \frac{d\mathbf{r}}{dt} = \mathbf{v}
[image: ]
Thus, we can define the velocity vector as:
\mathbf{v} = \frac{dx}{dt} = \mathbf{i} \frac{dx(t)}{dt}
where $\mathbf{i}$ represents a directed and oriented vector. The velocity vector is tangent to the trajectory at each point, oriented according to the direction of motion, and has a magnitude equal to the scalar speed.
	  In uniform rectilinear motion, the velocity vector remains constant.
	  In uniform rectilinear motion, the trajectory’s position-time equation is a straight line, meaning the position varies linearly with time.


Velocity is measured in units of length multiplied by time raised to the power of $-1$, and its standard unit is meters per second $(\text{ms}^{-1})$.
Example
Imagine a car traveling along a straight road at a constant speed of $v = 20\\ \mathrm{m/s}$. Since the velocity is constant, the distance traveled by the car is directly proportional to the elapsed time. The position $x(t)$ of the car at any time $t$ can be expressed as:
x(t) = x_0 + v t
where:
	  $x_0$ is the initial position (at $t = 0$).
	  $v$ is the constant velocity.
	  $t$ is the time elapsed.

This means that for every second that passes, the car moves exactly 20 meters forward, without speeding up or slowing down. Let’s summarize the data in a table:
\begin{array}{c|c} \text{Time } (\mathrm{s}) & \text{Position } (\mathrm{m}) \\\\ \hline 0 & 0 \\\\ 1 & 20 \\\\ 2 & 40 \\\\ 3 & 60 \\\\ 4 & 80 \\\\ \vdots & \vdots \end{array}
Glossary
	  Kinematics: the study of the motion of objects, describing their position, velocity, and acceleration over time.

	  Material point: an idealized object whose size is considered negligible relative to the distances involved in its motion.

	  Trajectory: the path traced by a material point as it moves through space.

	  Rectilinear motion: motion whose trajectory lies along a straight line.

	  Uniform rectilinear motion: motion along a straight line with constant velocity, where distances traveled are proportional to time intervals.

	  Scalar speed: the limit of the ratio of displacement to time interval as the time interval approaches zero; the magnitude of the velocity vector.

	  Velocity vector: the rate of change of the displacement vector with respect to time; a vector tangent to the trajectory, oriented in the direction of motion, with a magnitude equal to the scalar speed.


What is velocity
	  Velocity describes how fast and in what direction an object moves.
	  Scalar velocity refers to the absolute value of velocity, representing only the speed of the object without considering the direction.
	  Vector velocity is the rate of change of position with respect to time, expressed as a vector tangent to the trajectory and oriented in the direction of motion.
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Statement
Let $f : [a,b] \to \mathbb{R}$ be a continuous function on a closed and bounded interval $[a,b]$. Then there exist points $x_{\min}, x_{\max} \in [a,b]$ such that:
f(x_{\min}) \le f(x) \le f(x_{\max}) \quad \forall \; x \in [a,b]
In other words, a continuous function on a closed interval attains both its minimum and its maximum. This result is often referred to as the Extreme Value Theorem. The following graph illustrates the theorem: the function reaches a maximum and a minimum at two interior points of the interval $[a, b]$.
[image: ]
It is helpful to relate the notation to the figure. The quantity $f(x_{\max})$ denotes the value of the function at the point marked Max in the graph, that is, the highest point reached on the interval. Likewise, $f(x_{\min})$ represents the value of the function at the point marked min, where the graph attains its lowest value.

Each assumption plays a precise role.
	  The interval must be closed and bounded. Closed means that the endpoints are included. Bounded means that it has finite length. Together, these conditions express compactness on the real line.

	  Continuity is equally essential. The theorem does not require differentiability. It only requires that the function have no jumps or breaks on the interval.

	  If either condition is removed, the conclusion may fail.


A full proof lies beyond this page, but the main idea is straightforward. On a closed and bounded interval, a continuous function cannot diverge or skip values. Because the interval includes its endpoints and continuity prevents jumps, the function does not merely approach its largest and smallest values; it actually attains them.
Why closed and bounded matters
Consider the function $f(x) = x$ on the open interval $(0,1)$.
[image: ]
The function is continuous, yet it has no maximum and no minimum on that interval. The infimum is $0$ and the supremum is $1$, but neither value is attained because the endpoints are not included.

Now consider $f(x) = \dfrac{1}{x}$ on $(0,1]$. The interval is bounded but not closed. The function is continuous on its domain, yet it does not attain a maximum. As $x \to 0^+$, the function grows without bound.
These examples show that compactness of the domain is not a technical detail but the structural reason the theorem holds.
Example 1
Let us now see a concrete application of the theorem. Consider the function:
f(x) = x^3 - 3x
on the interval $[-2,2]$. This is a polynomial, therefore continuous on the whole real line. In particular, it is continuous on the closed and bounded interval $[-2,2]$. By Weierstrass’ theorem, we already know that the function must attain both a maximum and a minimum somewhere in this interval. To determine where these extreme values occur, we proceed using differential calculus. First compute the derivative:
f’(x) = 3x^2 - 3 = 3(x^2 - 1)
The critical points are obtained by solving $f’(x)=0$:
3(x^2 - 1)=0 \quad \rightarrow \quad x^2=1
so we have:
x=-1 \quad x=1
These are the only interior points where the slope of the tangent line vanishes. However, the absolute extrema on a closed interval may also occur at the endpoints. For this reason, we evaluate the function at all candidates: the critical points and the endpoints.
\begin{array}{ll} f(-2) = -2 & f(-1) = 2 \\[6pt] f(1) = -2 & f(2) = 2 \end{array}
Comparing these values, we observe that the maximum value is $2$, attained at $x=-1$ and $x=2$, while the minimum value is $-2$, attained at $x=-2$ and $x=1$.
To summarize, one important point of this example is that Weierstrass’ theorem does not tell us where the extreme values are located, nor how many there are. It simply guarantees that they exist. It is the derivative that allows us to find them explicitly.
The range of a continuous function
Let $f$ be continuous on a closed and bounded interval $[a,b]$. By the Weierstrass theorem, $f$ attains a minimum value $m$ and a maximum value $M$ on $[a,b]$. This means there exist points $x_{\min}, x_{\max} \in [a,b]$ such that
f(x_{\min}) = m \qquad f(x_{\max}) = M
By the Intermediate Value Theorem, the function takes every value between $m$ and $M$. In other words, if $y$ satisfies:
m \le y \le M
then there exists some $x \in [a,b]$ such that $f(x) = y$. Putting these two facts together, we conclude that the image of $f$ is exactly $f([a,b]) = [m, M].$ So a continuous function on a closed interval does not leave gaps in its values, and its range is itself a closed interval.
Where this theorem is used
The Weierstrass theorem plays a direct role in the proofs of several fundamental theorems of differential calculus.
	  Fermat’s theorem relies on it to guarantee that a maximum or minimum actually exists on the interval before concluding that the derivative must vanish at that point.
	  Rolle’s theorem uses it to establish that the function attains its maximum and minimum on the closed interval, which is the first step of its proof.
	  Lagrange’s theorem depends on Rolle’s theorem and therefore, indirectly, on Weierstrass as well.

Selected references
	  University of Washington, J. Burke. Weierstrass Extreme Value Theorem

	  University of California Davis, J. Hunter. Continuous Functions

	  University of Washington, J. Lee. The Extreme Value Theorem in Two Variables

	  University of Chicago, J. Murphy. Topological Proofs of the Extreme Value Theorems
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