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    A Murder of Crows
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A Murder of Crows, aka amoc, is a simple framework for running massively parallel tests in a distributed environment.
It can be used as a rebar3 dependency:
{deps, [
    {amoc, "3.2.0"}
]}.
or in mix:
defp deps() do
  [
    {:amoc, "~> 3.2"}
  ]
end
MongooseIM is continuously being load tested with Amoc.
All the XMPP scenarios can be found here.

In order to implement and run locally your scenarios, follow the chapters about
developing and running
a scenario locally.
Before setting up the distributed environment,
please read through the configuration overview.
To see the full documentation, see hexdocs.
You can also try with the livebook demo here:
[image: Run in Livebook]
Releasing to Hex.pm
Creating a GitHub release (non-draft, non-prerelease) automatically publishes the package to Hex.pm via the Publish to Hex workflow.
This workflow can also be triggered manually from the Actions tab — make sure to run it from the specific tag you want to publish.
To revert a published version, run the Revert published version from Hex workflow from the Actions tab, providing the version to revert.
Hex.pm only allows reverting within 1 hour of publishing — after that, the version can only be retired.


  

    Developing a scenario

Developing a scenario
A scenario specification is an Erlang or Elixir module that implements the amoc_scenario behaviour.
It has to export two callback functions:
	init/0 - called only once per test run on every node, at the very beginning.
It can be used for setting up initial (global) state: metrics, database connections, etc.
It can return an ok or a tuple {ok, State} from which the State may be passed to every user.
	start/1 or start/2 - implements the actual scenario and is executed for
each user, in the context of that user's process.
The first argument is the given user's unique integer id.
The second, which is optional, is the state, as returned from the init/0 function.

In addition to that, the scenario module can implement a terminate/0,1 callback;
it has one optional argument – the scenario state, as returned from the init/0 function.
A typical scenario file will look like this:
-module(my_scenario).

-behaviour(amoc_scenario).

-export([init/0]).
-export([start/1]).

init() ->
    %% initialize some metrics
    ok.

start(Id) ->
    %% connect user
    %% fetch user's history
    %% send some messages
    %% wait a little bit
    %% send some messages again
    ok.
defmodule LoadTest do
  @behaviour :amoc_scenario

  def init do
    ## initialize some metrics
    :ok
  end

  def start(id) do
    ## connect user
    ## fetch user's history
    ## send some messages
    ## wait a little bit
    ## send some messages again
    :ok
  end

end
or, using the start/2 function:
-module(my_scenario).

-behaviour(amoc_scenario).

-export([init/0]).
-export([start/2]).

init() ->
    %% initialize some metrics
    Settings = get_settings(),
    {ok, Settings}.

start(Id, Settings) ->
    %% connect user using Settings
    %% fetch user's history
    %% send some messages
    %% wait a little bit
    %% send some messages again
    ok.
defmodule LoadTest do
  @behaviour :amoc_scenario

  def init do
    ## initialize some metrics
    settings = get_settings()
    {:ok, settings}
  end

  def start(id, settings) do
    ## connect user using Settings
    ## fetch user's history
    ## send some messages
    ## wait a little bit
    ## send some messages again
    :ok
  end

end
For developing XMPP scenarios, we recommend the
esl/escalus library.
If additional dependencies are required by your scenario,
a rebar.config file can be created inside the scenario dir
and deps from that file will be merged with Amoc's dependencies.
Coordinate users
See Amoc coordinator.
Throttle actions
See Amoc throttle.


  

    Running locally

Test your scenario locally
Everything you need to do is to create the release. To achieve that run:
make rel. Now you are ready to test our scenario locally with one Amoc node;
to start the node run _build/default/rel/amoc/bin/amoc console.
Start my_scenario spawning 10 amoc users with IDs from range (1,10) inclusive.
amoc:do(my_scenario, 10, []).
:amoc.do(:my_scenario, 10, [])
Add 10 more user sessions.
amoc:add(10).
:amoc.add(10)
Remove 10 users.
amoc:remove(10, true).
:amoc.remove(10, true)
Note that removal operation is asynchronous, and if we call amoc_controller:remove_users/2 two times in a row, it may select the same users for removal.
Also note that all the user processes trap exits.
Many independent Amoc nodes
Sometimes a need arises to run several Amoc nodes independently from each other.
In this case we would like to be able to run different ranges of user ids on every node.
To do so, the following trick could be applied:
	amoc:start(my_scenario, 0, []).
	amoc_controller:add_users(StartId, StopId).

NODE: in case of independent Amoc nodes, it's also possible to run different scenarios on different nodes.


  

    Configuration

Configuration
Amoc is configured through environment variables (uppercase with prefix AMOC_).
Note that by default, environment variables values are deserialized as Erlang terms. This behavior can be customized by providing an alternative parsing module in the config_parser_mod configuration parameter for the amoc application. It can be done using the application:set_env/4 interface or via a config file. The custom parsing module must implement the amoc_config_env behavior.
Amoc supports the following generic configuration parameters:
	nodes - required for the distributed scenario execution, a list of nodes that should be clustered together:
	default value - empty list ([])
	example: AMOC_NODES="['amoc@amoc-1', 'amoc@amoc-2']"


	user_rate - a rate (implemented as a amoc_throttle:rate/0) of user processes per minute:
	default value - 1200.
	example: AMOC_USER_RATE="600"
	this parameter can be updated at runtime (in the same way as scenario configuration).


	extra_code_paths - a list of paths that should be included using code:add_pathsz/1 interface
	default value - empty list ([])
	example: AMOC_EXTRA_CODE_PATHS='["/some/path", "/another/path"]'



In the same manner you can also define your own entries to configure the scenario.
Required Variables
The amoc_config:get/1 and amoc_config:get/2 interfaces can be used to get
parameters required for your scenario, however every scenario must declare (using
-required_variable(...)/@required_variable ... attributes) all the required parameters in advance.
For more information, see the example dummy_scenario in integration tests.
Scenario configuration also can be set/updated at runtime using an API.
-required_variable(
    #{name => Name, description => Description,
      default_value => Value,
      update => UpdateMfa,
      verification => VerificationMfa}
  ).
  ## Note that the attribute needs to be marked as persisted
  ## for the Elixir compiler to store it in the generated BEAM file.
  Module.register_attribute(__MODULE__, :required_variable, accumulate: true, persist: true)

  @required_variable %{
    name: name,
    description: description,
    default_value: 6,
    update: updated_mfa,
    verification: verification_mfa
  }
where
name
	Syntax: atom
	Example: var1
	Default: this field is mandatory

description
	Syntax: A string describing how this variable is used, can be extracted by APIs to document the behavior
	Example: "a description of this variable"
	Default: this field is mandatory

default_value
	Syntax: value of the expected type
	Example: 10
	Default: undefined

verification
	Syntax: none, a list of allowed values, or an mfa of arity 1
	Example: {?MODULE, is_binary, 1}
	Default: none

A verification function that will check the given value is correct. It is trigger for verifying the initial values, including the default value, and before updated values are applied.
	If it is set to none, all values are allowed.
	If it is set to a list of values, any given value checks that the new value is in such allowlist.
	If it is an mfa, the given function will be called on the given value. This function
must be pure and return a boolean or a {true, NewValue} | {false, Reason}. It can also be used for preprocessing of the input value by returning {true, NewValue}.

update
	Syntax: read_only, none, or an mfa of arity 2
	Example: {?MODULE, update, 2}
	Default: read_only

An action to take when the value of this variable is updated. It is triggered at runtime when updates to the value are applied.
	If it is set to read_only, updates will fail.
	If it is set to none, all updates are allowed.
	If it is an mfa, the given function will be called on the old and new value.

Rationale
The reason why the -required_variable(...) is preferred over the usual behavior
callback is because the orchestration tools can easily extract the attributes even
without the compilation, while configuring via a callback, requires a successful
compilation of the module. As an example, a module:
-module(example).
-include("some_unavailable_header.hrl").
-some_attr({"some", value}).
-some_attr([{another, "value"},
            {yet, <<"another">>, "value"}]).
cannot be compiled without the some_unavailable_header.hrl file, but we still
can parse it and extract the attributes:
Eshell V14.0 (press Ctrl+G to abort, type help(). for help)
1> c(example).
example.erl:2: can't find include file "some_unavailable_header.hrl"
error
2> {ok, AbstractForm} = epp:parse_file("example.erl", []).
{ok,[{attribute,1,file,{"example.erl",1}},
     {attribute,1,module,example},
     {error,{2,epp,{include,file,"some_unavailable_header.hrl"}}},
     {attribute,3,some_attr,{"some",value}},
     {attribute,4,some_attr,
                [{another,"value"},{yet,<<"another">>,"value"}]},
     {eof,6}]}
3> lists:flatten([Value || {attribute, _, some_attr, Value} <- AbstractForm]).
[{"some",value},
 {another,"value"},
 {yet,<<"another">>,"value"}]


  

    Setting up a distributed environment

To build a Docker image with Amoc, run the following command from the root of
the repository:
docker build -t amoc_image:tag .
It is important to start building at project root
(it is indicated with dot . at the end of command).
It will set build context at the project root.
Dockerfile commands expects a context to be set like that:
	it copies the current source code into the container to compile it.
	It looks for files in docker/ relative path.

When the image is ready you can start either a single instance of Amoc or configure a distributed environment,
for which you should follow the steps described below.
Before running Amoc containers, create a network and start a Graphite instance to collect and visualize some metrics.
docker network create amoc-test-network

docker run --rm -d --name=graphite --network amoc-test-network \
    -p 2003:2003 -p 8080:80 graphiteapp/graphite-statsd
Start two Amoc containers, export all of the necessary environmental variables so that the nodes can communicate with each other and send metrics to Graphite.
In order to use Amoc HTTP API for uploading and starting scenarios, port 4000 should be published.
docker run --rm -t -d --name amoc-1 -h amoc-1 \
    --network amoc-test-network \
    -e AMOC_NODES="['amoc@amoc-1','amoc@amoc-2']" \
    -e AMOC_GRAPHITE_HOST='"graphite"' \
    -e AMOC_GRAPHITE_PORT=2003 \
    -e AMOC_GRAPHITE_PREFIX='"amoc1"' \
    --health-cmd="/home/amoc/amoc/bin/amoc status" \
    -p 8081:4000 \
    amoc_image:tag

docker run --rm -t -d --name amoc-2 -h amoc-2 \
    --network amoc-test-network \
    -e AMOC_NODES="['amoc@amoc-1','amoc@amoc-2']" \
    -e AMOC_GRAPHITE_HOST='"graphite"' \
    -e AMOC_GRAPHITE_PORT=2003 \
    -e AMOC_GRAPHITE_PREFIX='"amoc2"' \
    --health-cmd="/home/amoc/amoc/bin/amoc status" \
    -p 8082:4000 \
    amoc_image:tag
Connect to Amoc console and go to the next section.
docker exec -it amoc-1 /home/amoc/amoc/bin/amoc remote_console


  

    Running a load test

Running load test
Starting a scenario on multiple nodes is slightly more difficult.
You need a number of machines that will be actually running the test
(slaves) and one controller machine (master, which might be one of the test nodes).
Another aproach to do it is to use docker containers.
Now instead of amoc use amoc_dist - this will tell amoc to distribute
and start scenarios on all known nodes (except master).
amoc_dist:do(my_scenario, 100, Settings).
:amoc_dist.do(:my_scenario, 100, settings)
Start my_scenario spawning 100 amoc users with IDs from the range [1, 100] inclusive.
In this case sessions are going to be distributed across all nodes except master.
Settings is an optional proplist with scenario options that can be extracted using amoc_config module.
The values provided in this list shadow OS and APP environment variables.
Note that these settings will be propagated automatically among all the nodes in the amoc cluster.
amoc_dist:add(50).
:amoc_dist.add(50)
Add 50 more users to the currently started scenario.
amoc_dist:remove(50, Force).
:amoc_dist.remove(50, force)
Remove 50 sessions.
Where Force is a boolean of value:
	true - to kill the user processes using supervisor:terminate_child/2 function
	false - to send exit(User, shutdown) signal to the user process (can be ignored by the user)

All the users are temporary children of a simple_one_for_one supervisor with the shutdown key set to 2000.
Note that removal operation is asynchronous, and if we call amoc_controller:remove_users/2 two times in a row, it may select the same users for removal.
Also all the user processes trap exits.
Don't stop scenario on exit
There is one problem with the bin/amoc console command. When you exit the Erlang
shell the scenario is stopped (in fact the erlang nodes are killed).
To prevent that start the amoc node in the background using bin/amoc start.
Now you can run commands by attaching to the amoc's node with bin/amoc attach,
typing a command and then pressing Ctrl+D to exit the shell.
After that the scenario will keep running.


  

    Telemetry events

Amoc also exposes the following telemetry events:
Scenario
All telemetry spans below contain an extra key return in the metadata for the stop event with the return value of the given callback.
A telemetry span of a scenario initialisation (i.e. the exported init/0 function):
event_name: [amoc, scenario, init, _]
measurements: #{}                 %% As described in `telemetry:span/3`
metadata: #{scenario := module()} %% Plus as described in `telemetry:span/3`
A telemetry span of a full scenario execution for a user (i.e. the exported start/1,2 function):
event_name: [amoc, scenario, start, _]
measurements: #{}                        %% As described in `telemetry:span/3`
metadata: #{scenario := module(),        %% Running scenario
            state := term(),             %% The state as returned by `init/0`
            user_id := non_neg_integer() %% User ID assigned to the running process
           }                             %% Plus as described in `telemetry:span/3`
A telemetry span of a full scenario execution for a user (i.e. the exported terminate/1,2 function):
event_name: [amoc, scenario, terminate, _]
measurements: #{}                 %% As described in `telemetry:span/3`
metadata: #{scenario := module(), %% Running scenario
            state := term()       %% The state as returned by `init/0`
           }                      %% Plus as described in `telemetry:span/3`
Controller
Indicates the number of users manually added or removed
event_name: [amoc, controller, users]
measurements: #{count := non_neg_integer()}
metadata: #{monotonic_time := integer(), scenario := module(), type := add | remove}
Throttle
Init
Raised when a throttle mechanism is initialised.
event_name: [amoc, throttle, init]
measurements: #{count := 1}
metadata: #{monotonic_time := integer(), name := atom()}
Rate
Raised when a throttle mechanism is initialised or its configured rate is changed.
This event is raised only on the master node.
event_name: [amoc, throttle, rate]
measurements: #{rate := rate(), interval := interval()}
metadata: #{monotonic_time := integer(), name := atom(), msg => binary()}
Request
Raised when a process client requests to be allowed pass through a throttled mechanism.
event_name: [amoc, throttle, request]
measurements: #{count := 1}
metadata: #{monotonic_time := integer(), name := atom()}
Execute
Raised when a process client is allowed to execute after a throttled mechanism.
event_name: [amoc, throttle, execute]
measurements: #{count := 1}
metadata: #{monotonic_time := integer(), name := atom()}
Throttle process internals
Events related to internals of the throttle processes, these might expose unstable conditions you
might want to log or reconfigure:
event_name: [amoc, throttle, process]
measurements: #{logger:level() => 1}
metadata: #{monotonic_time := integer(),
            log_level := logger:level(),
            msg := binary(),
            rate => non_neg_integer(),
            interval => non_neg_integer(),
            state => map(),
            _ => _}
Coordinator
Event
Indicates when a coordinating event was raised, like a process being added for coordination or a timeout being triggered
event_name: [amoc, coordinator, start | stop | add | reset | timeout]
measurements: #{count := 1}
metadata: #{monotonic_time := integer(), name := atom()}
Action triggered
Indicates an action is about to be triggered, either by enough users in the group or by timeout
event_name: [amoc, coordinator, execute]
measurements: #{count := num_of_users()}
metadata: #{monotonic_time := integer(), event := coordinate | reset | timeout | stop}
Config
Internal events
There are related to bad configuration events, they might deserve logging
event_name: [amoc, config, get | verify | env]
measurements: #{logger:level() => 1}
metadata: #{monotonic_time := integer(),
            log_level => logger:level(),
            setting => atom(),
            msg => binary(), _ => _}
Cluster
Internal events
There are related to clustering events
event_name: [amoc, cluster, connect_nodes | nodedown | master_node_down]
measurements: #{count => non_neg_integer()},
metadata: #{nodes => nodes(), state => map()}


  

    Amoc throttle

API
See amoc_throttle.
Overview
Amoc throttle is a module that allows limiting the number of users' actions per given interval, no matter how many users there are in a test.
It works in both local and distributed environments, allows for dynamic rate changes during a test and exposes telemetry events showing the number of requests and executions.
Amoc throttle allows to:
	Setting the execution Rate per Interval, or inversely, the Interarrival time between actions.
	Limiting the number of parallel executions when interval is set to 0.

Each throttle is identified with a Name.
The rate limiting mechanism allows responding to a request only when it does not exceed the given throttle.
Amoc throttle makes sure that the given throttle is maintained on a constant level.
It prevents bursts of executions which could blurry the results, as they technically produce a desired rate in a given interval.
Because of that, it may happen that the actual throttle rate would be slightly below the demanded rate. However, it will never be exceeded.
Examples
A typical use of Amoc throttle will look something like this:
-module(scenario_with_throttle).

-behaviour(amoc_scenario).

-export([init/0]).
-export([start/1]).

init() ->
    amoc_throttle:start(messages_rate, 100), %% 100 messages per minute
    %% continue initialization
    ok.

start(Id) ->
    %% initialize user
    user_loop(Id),
    ok.

user_loop(Id) ->
    amoc_throttle:send_and_wait(messages_rate, some_message),
    send_message(Id),
    user_loop(Id).
Here a system should be under a continuous load of 100 messages per minute.
Note that if we used something like amoc_throttle:run(messages_rate, fun() -> send_message(Id) end) instead of amoc_throttle:wait/1 the system would be flooded with requests.
A test may of course be much more complicated.
For example it can have the load changing in time.
A plan for that can be set for the whole test in init/1:
init() ->
    amoc_throttle:start(messages_rate, 100),
    %% 9 steps of 100 increases in Rate, each lasting one minute
    Gradual = #{from_rate => 100,
                to_rate => 1000,
                step_count => 9,
                step_size => 100,
                step_interval => timer:minutes(1)},
    amoc_throttle:change_rate_gradually(messages_rate, Gradual).
Normal Erlang messages can be used to schedule tasks for users by themselves or by some controller process.
Below is a sketch of a user's behaviour during a test.
It waits for messages in a loop, and sends one after receiving the message {send_message, To}.
The rate of messages sent during a test will not exceed the one set in the message_rate.
Sending messages is scheduled in the set_up/1 function and in the user loop if some arbitrary condition is met.
This models the behaviour common across load tests, when users respond only to some messages.
set_up(Users) ->
    [User ! {send_message, To} || User <- Users, To <- Users].

user_loop() ->
    receive
        {send_message, To} ->
            send_xmpp_message(To),
            user_loop();
        Message ->
            process_message(Message),
            user_loop()
    end.

process_message(Message) ->
    case some_condition(Message) of
        true ->
            To = get_sender(Message),
            amoc_throttle:send(message_rate, {send_message, To});
        false ->
            ok
    end.
For a more comprehensive example please refer to the throttle_test scenario, which shows possible usages of the Amoc throttle.
How it works
Module overview
	amoc_throttle.erl - provides an API for amoc_throttle_controller.
	amoc_throttle_controller.erl - a gen_server which is responsible for reacting to requests, and managing throttle_processes.
In a distributed environment an instance of throttle_controller runs on every node, and the one running on the master Amoc node stores the state for all nodes.
	amoc_throttle_process.erl - gen_server module, implements the logic responsible for limiting the rate.
For every Name, a number of processes are created, each responsible for keeping executions at a level proportional to their part of the throttle.

Distributed environment
Metrics
In a distributed environment every Amoc node with a throttle started, exposes telemetry events showing the numbers of requests and executions.
Those exposed by the master node show the aggregate of all telemetry events from all nodes.
This allows to quickly see the real rates across the whole system.
Workflow
When a user executes amoc_throttle:run/2, a request is reported to a metric that runs on the user's node.
Then a runner process is spawned on the same node.
Its task will be to execute Fun asynchronously.
A random throttle process which is assigned to the Name is asked for a permission for asynchronous runner to execute Fun.
When the request reaches the master node, where throttle processes reside, the request metric on the master node is updated and the throttle process which got the request starts monitoring the asynchronous runner process.
Then, depending on the system's load and the current rate of executions, the asynchronous runner is allowed to run the Fun or compelled to wait, because executing the function would exceed the calculated throttle.
When the rate finally allows it, the asynchronous runner gets the permission to run the function from the throttle process.
Both processes increase the metrics which count executions, but for each the metric is assigned to their own node.
Then the asynchronous runner tries to execute Fun.
It may succeed or fail, either way it dies and an 'EXIT' signal is sent to the throttle process.
This way it knows that the execution of a task has ended, and can allow a different process to run its task connected to the same Name if the current throttle allows it.
Below is a graph showing the communication between processes on different nodes described above.
[image: amoc_throttle_dist]


  

    Amoc coordinator

API
See amoc_coordinator.
Description
This module allows to synchronize the users and act on groups of them.
The coordinator reacts to new users showing up in a system, according to the Coordination Plan.
The Coordination Plan consists of Coordination Items, and each of them is defined as one of the following: {NumberOfUsers, CoordinationActions}.
	When the NumberOfUsers is set to all, then only Coordination Actions with the arities /1, /2 are handled.
The Coordination Items with all are triggered by the timeout event type.
	When the NumberOfUsers is set to a positive integer or a range, all Coordination Actions with arities /1, /2 and /3 are handled.

Note that NumberOfUsers can be a range, in which case a new integer within the range will be randomly selected every time the coordinator fills a batch, to ensure a non-equal but uniform distribution of coordination.
The timeout timer is reset by calling the add function.
A new batch size is set in the NumberOfUsers. Each user in the batch calls the add function registering to the coordinator and triggering the Coordination Plan.
If more than one of the Coordination Items matching the NumberOfUsers is triggered, each of them will be passed a respective number of users.
For example if the Coordination Plan is [{2, Act1}, {3, Act2}] then on the 6th user calling add, Act1 will be called with 2 users passed and Act2 will be called with 3 users passed.
Coordination Actions may be one of the following:
	fun(Event) -> any() - this type of action does not care about particular users, but only about the number of them;
	fun(Event, ListOfUsersData) -> any() - this type of action gets ListOfUsersData which is a list of {Pid, Data} tuples with Pids passed by users calling amoc_coordinator:add/2 or amoc_coordinator:add/3;
	fun(Event, User1, User2) -> any() - this type of action gets distinct pairs from the batch of users User1 and User2 which are {Pid, Data} tuples with Pids passed by users calling amoc_coordinator:add/2 or amoc_coordinator:add/3;

where an Event is a {EventType, NumOfUsers} tuple, in which NumOfUsers is the number of users passed to the event.
The order of Coordination Actions execution is not guaranteed.
It’s guaranteed that all the Coordination Actions with all are executed after all numbered Coordination Actions are done.
distinct pairs - in the context, these are pairs from a given collection of users, where:
	when {A, B} is in the distinct pairs then {B, A} is not;
	{A, A} is not in the distinct pairs;
	all pairs are distinct;
	Eg. for [a], the distinct pairs collection is [{a, undefined}];
	Eg. for [a, b], the distinct pairs collection is [{a, b}];
	Eg. for [a, b, c], the distinct pairs collection is [{a, b}, {a, c}, {b, c}].

Example
This scenario shows how the users interact with amoc_coordinator:
-module(example).

-behaviour(amoc_scenario).

-export([init/0]).
-export([start/2]).

init() ->
    Plan = [
        {2, fun(Event) ->
                io:fwrite("Two new users showed up: Event = ~p\n", [Event])
            end},
        {2, fun(Event, ListOfUsers) ->
                io:fwrite("Two new users showed up: Event = ~p; ListOfUsers = ~p\n", [Event, ListOfUsers]),
                [ Pid ! {hello, Data} || {Pid, Data} <- ListOfUsers]
            end},
        {2, fun(Event, User1, User2) ->
                io:fwrite("Two new users showed up: Event = ~p; User1 = ~p; User2 = ~p\n", [Event, User1, User2])
            end},

        {3, fun(_Event) ->
                io:fwrite("Three new users showed up\n", [])
            end},
        {all, fun(Event) ->
                io:fwrite("All users have called amoc_coordinator:add in Event = ~p\n", [Event])
            end}

    ],
    Settings = [setting1, {setting2, something}],
    amoc_coordinator:start(?MODULE, Plan),
    {ok, Settings}.

start(Id, _Settings) ->
    io:fwrite("User = ~p\n", [Id]),
    amoc_coordinator:add(?MODULE, Id),
    receive
        Msg ->
            io:fwrite("{Msg = ~p, Id = ~p\n", [Msg, Id])
    end,
    ok.
To run it:
$ make rel
$ _build/default/rel/amoc/bin/amoc console

1> amoc:do(example, 5, []).

Filtered, formatted and explained output:
User = 1  % First user is started

ok  % result of calling amoc:do/3

User = 2 % First user is started

% We have 2 users added to amoc_coordinator so all of actions {2, _} are triggered:
Two new users showed up: Event = {coordinate,2}; User1 = {<0.1142.0>,2}; User2 = {<0.1140.0>,1}
% This action triggers sending {hello,Id} to the users 1 and 2
Two new users showed up: Event = {coordinate,2}; ListOfUsers = [{<0.1142.0>,2},{<0.1140.0>,1}]
Two new users showed up: Event = {coordinate,2}

% Users 1 and 2 received messages and print them:
{Msg = {hello,2}, Id = 2
{Msg = {hello,1}, Id = 1

User = 3
% We have 3 users added to amoc_coordinator so all of the {3, _} actions are triggered:
Three new users showed up

User = 4
% We have 4 and 4 rem 2 == 0 therefore users added to amoc_coordinator so all of the {2, _} actions are triggered:
Two new users showed up: Event = {coordinate,2}; User1 = {<0.1144.0>,4}; User2 = {<0.1143.0>,3}
Two new users showed up: Event = {coordinate,2}; ListOfUsers = [{<0.1144.0>,4},{<0.1143.0>,3}]
Two new users showed up: Event = {coordinate,2}

{Msg = {hello,4}, Id = 4
{Msg = {hello,3}, Id = 3
User = 5

% You need to wait for a while, and ...
% Timeout has been reached, which triggers all of the Coordination Actions with the remaining number of users.
Three new users showed up
Two new users showed up: Event = {timeout,1}; User1 = {<0.1139.0>,5}; User2 = undefined
Two new users showed up: Event = {timeout,1}; ListOfUsers = [{<0.1139.0>,5}]
{Msg = {hello,5}, Id = 5
Two new users showed up: Event = {timeout,1}
All users have called amoc_coordinator:add in Event = {timeout,5}


  

    Amoc

Mix.install([
  {:ranch, "~> 2.1"},
  {:jiffy, "~> 1.1"},
  {:gen_state_machine, "~> 2.0"},
  {:uuid, "~> 1.1"},
  {:amoc, "~> 3.0"},
  {:kino, "~> 0.11.3"},
  {:vega_lite, "~> 0.1.6"},
  {:kino_vega_lite, "~> 0.1.10"},
  {:kino_explorer, "~> 0.1.11"}
])
Getting Started
In this book, we're going to experiment with some barebones load testing cases. We will define a server, a scenario, some instrumentation, and we will load-test the server and get some results.
Let's get started!
The Server
For this demo, we will need something to load-test to begin with. So let's create a very basic super private messaging server. The server is a barebones message-router and nothing more, and it works with JSON payloads, we will define the protocol as follows:
	On user connect, the user provides %{<<"connect">> => user_id} where user_id is any binary, for example a UUIDv4 or something even more impossible to guess:	The server checks only that no other user is connected with this user_id:	If the user_id is free, accept the connection;
	If the user_id is taken, then it closes the connection;




	On a connected session, the server takes any JSON payload, provided it has two mandatory fields, from and to:	The server checks only that the specified from matches the one the connection was establised with:	If it matches, then it routes the entire payload to to, transparently;
	If it doesn't, then it does not route the message knowing it was a pishing attemp;


	Note that in any case the server tell anything to the client about whether the peer was connected or the pishing attempt, to avoid leaking any knowledge about the intention of the payload. It is the responsibility of the peer, if wants to, to react to the message.



How does the routing work? Simply, it delivers the payload to the recipient, if a recipient is connected, otherwise it does nothing. As the recipient's user_id is arbitrarily set by the recipient, the sender can only write to the recipient if it already knows his user_id.
See the code below!
The Session Manager
defmodule MessagingServer.SM do
  @moduledoc """
  This is a simple wrapper around an ETS table that stores {user_id, pid} pairs,
  in order to be able to deliver messages from one user_id to another.
  """

  use GenServer
  @table __MODULE__
  @type user_id() :: term()

  @doc "Puts a _new_ user in the session table"
  def put_new(user_id, pid) do
    :ets.insert_new(@table, {user_id, pid})
  end

  @doc "Gets the pid of a user by its ID, if the ID is registered"
  def get(user_id) do
    case :ets.lookup_element(@table, user_id, 2, {:error, :not_found}) do
      {:error, :not_found} -> {:error, :not_found}
      pid -> pid
    end
  end

  @doc "Removes a user from the session table"
  def delete(user_id) do
    :ets.delete(@table, user_id)
  end

  def start_link() do
    GenServer.start_link(__MODULE__, :no_args, [])
  end

  def init(_) do
    :ets.new(@table, [
      :named_table,
      :public,
      :set,
      write_concurrency: true,
      read_concurrency: true
    ])

    {:ok, :no_state}
  end
end
The C2S code
This is what implements the protocol, as a very simple state machine
defmodule MessagingServer.C2S do
  @moduledoc """
  Implements the server-side protocol
  """

  use GenStateMachine, callback_mode: :handle_event_function

  require Record
  require Logger

  Record.defrecord(:data, ref: nil, transport: nil, socket: nil)

  @type state() :: :connecting | {:connected, term()}

  def start_link(ref, transport, opts) do
    GenStateMachine.start_link(__MODULE__, {ref, transport, opts}, [])
  end

  def init({ref, transport, _}) do
    do_connect = {:next_event, :internal, {:do_connect, ref}}
    {:ok, :connecting, data(ref: ref, transport: transport), do_connect}
  end

  ## get ranch handshake and socket
  def handle_event(:internal, {:do_connect, ref}, :connecting, data) do
    {:ok, socket} = :ranch.handshake(ref)
    full_data = data(data, socket: socket)
    active_once(full_data)
    {:next_state, :connecting, full_data}
  end

  ## From device to server
  ## Connecting a session
  def handle_event(:internal, %{"connect" => user_id}, :connecting, data) do
    case MessagingServer.SM.put_new(user_id, self()) do
      true ->
        payload = %{"connected" => user_id}
        transport_send(data, payload)
        {:next_state, {:connected, user_id}, data}

      false ->
        payload = %{"rejected" => "duplicate"}
        transport_send(data, payload)
        {:stop, :rejected_connection_because_of_duplicate}
    end
  end

  ## Sending messages
  def handle_event(:internal, payload, {:connected, user_id}, _) do
    case payload do
      ## user_id =:= from -> no pishing
      %{"from" => ^user_id, "to" => to} ->
        case MessagingServer.SM.get(to) do
          {:error, :not_found} ->
            :keep_state_and_data

          pid ->
            send(pid, {:route, payload})
            :keep_state_and_data
        end

      _ ->
        :keep_state_and_data
    end
  end

  ## From peer to peer
  ## Receiving messages
  def handle_event(:info, {:route, payload}, {:connected, user_id}, data) do
    case payload do
      ## user_id =:= to
      %{"to" => ^user_id} ->
        transport_send(data, payload)
        :keep_state_and_data

      ## message wasnt to me, ignore without revealing who wrote to me
      _ ->
        :keep_state_and_data
    end
  end

  ## TCP related handlers
  def handle_event(:info, {:tcp_closed, socket}, _, data(socket: socket)) do
    {:stop, :normal}
  end

  def handle_event(:info, {:tcp_error, socket, reason}, _, data(socket: socket)) do
    {:stop, reason}
  end

  def handle_event(:info, {:tcp, socket, packet}, _, data = data(socket: socket)) do
    case decode_all(packet) do
      :bad_json_received ->
        {:stop, :bad_json_received}

      events ->
        active_once(data)
        {:keep_state_and_data, events}
    end
  end

  ## Match-all ignore-rest
  def handle_event(event_type, event_content, _state, _data) do
    Process.sleep(500)
    Logger.alert("we got something")
    Logger.alert(%{type: event_type, content: event_content, where: 105})
    :keep_state_and_data
  end

  def terminate(reason, state, d = data(socket: socket, transport: transport))
      when socket != nil and transport != nil do
    try do
      apply(transport, :close, [socket])
    catch
      _ -> :ok
    end

    terminate(reason, state, data(d, socket: nil, transport: nil))
  end

  def terminate(reason, {:connected, user_id}, data) do
    MessagingServer.SM.delete(user_id)
    terminate(reason, :connecting, data)
  end

  def terminate(_, _, _) do
    :ok
  end

  defp active_once(data(transport: transport, socket: socket)) do
    :ok = transport.setopts(socket, active: :once)
  end

  defp transport_send(data(transport: transport, socket: socket), payload) do
    packet = :jiffy.encode(payload)
    transport.send(socket, packet)
  end

  defp decode_all(packet, events \\ []) do
    try do
      case :jiffy.decode(packet, [:return_maps, :return_trailer]) do
        {:has_trailer, payload, trailer} ->
          payload_event = {:next_event, :internal, payload}
          decode_all(trailer, [payload_event | events])

        payload ->
          payload_event = {:next_event, :internal, payload}
          Enum.reverse([payload_event | events])
      end
    catch
      _, _ -> :bad_json_received
    end
  end
end
The Supervisor and Application modules
defmodule MessagingServer.Sup do
  use Supervisor

  def start_link(_) do
    Supervisor.start_link(__MODULE__, [], name: __MODULE__)
  end

  def init([]) do
    ranch =
      :ranch.child_spec(
        MessagingServer,
        :ranch_tcp,
        %{socket_opts: [port: 8888]},
        MessagingServer.C2S,
        []
      )

    sm = %{id: MessagingServer.SM, start: {MessagingServer.SM, :start_link, []}}
    supFlags = %{strategy: :one_for_all, intensity: 0, period: 1}
    childSpecs = [sm, ranch]
    {:ok, {supFlags, childSpecs}}
  end
end
defmodule MessagingServer do
  use Application

  def start(_type, _args) do
    children = [MessagingServer.Sup]
    Supervisor.start_link(children, strategy: :one_for_one)
  end
end
MessagingServer.start(:normal, [])
The Scenario
Developing a scenario
TL;DR: https://hexdocs.pm/amoc/scenario.html
Now, say you've read the official guide, now you know we need two special callbacks, init/0 and start/1,2. Let's separate them into different modules, for readability.
The user process
We first define a simple struct that will hold the permanent data for the connection, like socket and config state. Then, we define a state machine that knows how to send messages. After a connection is established:
	Every ~1 second it will send a message of 20-30 characters to some randomly selected neighbour
	If it receives a message, it adds this message to the list of pending messages to send and continues going through its ~1 second loop
	The user will have capped the maximum number of messages that it will send to ~20..30
	When it can't send more messages nor it has received any for long enough, ~3 seconds, it will die

defmodule LoadTest.User.Data do
  defstruct([:id, :neighbours, :socket])
end
defmodule LoadTest.User do
  alias LoadTest.User.Data, as: Data
  use GenStateMachine, callback_mode: :handle_event_function

  defstruct([:id, :neighbours, :socket])

  def init(_) do
    raise "This should be unreachable"
  end

  def handle_event(:info, {:tcp_error, socket, reason}, _, %Data{socket: socket}) do
    {:stop, reason}
  end

  def handle_event(:info, {:tcp, socket, packet}, _, %Data{socket: socket}) do
    case decode_all(packet) do
      :bad_json_received ->
        {:stop, :bad_json_received}

      events ->
        {:keep_state_and_data, events}
    end
  end

  def handle_event(:info, {:EXIT, _pid, reason}, _, _) do
    {:stop, reason}
  end

  ## Connecting a session
  def handle_event(:internal, :do_connect, :connecting, data = %Data{id: my_id}) do
    payload = %{"connect" => my_id}
    transport_send(data, payload)
    {:next_state, :waiting_for_connection_ack, data}
  end

  def handle_event(
        :internal,
        %{"connected" => my_id},
        :waiting_for_connection_ack,
        %Data{id: my_id, neighbours: neighbours} = data
      ) do
    left = num_of_messages()
    pending = build_pendings(my_id, neighbours)
    schedule = [{:next_event, {:timeout, :time_to_send_one}, :time_to_send_one}]
    {:next_state, {:connected, left, pending}, data, schedule}
  end

  ## This is it, it really can't send any more messages, nor has it received any, DIE!
  def handle_event(:timeout, :inactive_long_enough, {:connected, 0, _}, _) do
    :stop
  end

  ## It is still receiving messages, act like you stay a bit longer to read them but then die
  def handle_event(_, _, {:connected, 0, _}, _) do
    schedule = [{:timeout, time_to_die_if_inactive(), :inactive_long_enough}]
    {:keep_state_and_data, schedule}
  end

  ## Nothing has really happened in a while, disconnect the user
  def handle_event(:timeout, :inactive_long_enough, _, _) do
    :stop
  end

  ## Time to send a message
  def handle_event(
        {:timeout, :time_to_send_one},
        :time_to_send_one,
        {:connected, left, pending},
        data
      ) do
    send_now = Enum.random(pending)
    new_pending = List.delete(pending, send_now)
    transport_send(data, send_now)

    case {left, Enum.count(new_pending)} do
      {1, _} ->
        schedule = [{:timeout, time_to_die_if_inactive(), :inactive_long_enough}]
        {:next_state, {:connected, 0, []}, data, schedule}

      {_, 0} ->
        schedule = [{:timeout, time_to_die_if_inactive(), :inactive_long_enough}]
        {:next_state, {:connected, left - 1, new_pending}, data, schedule}

      _ ->
        schedule = [{{:timeout, :time_to_send_one}, time_to_respond(), :time_to_send_one}]
        {:next_state, {:connected, left - 1, new_pending}, data, schedule}
    end
  end

  ## I received a message, note that we match the Data.id with the "to" field
  def handle_event(
        :internal,
        %{"to" => my_id} = payload,
        {:connected, left, pending},
        %Data{id: my_id} = data
      ) do
    new_pending = [build_answer(my_id, payload) | pending]

    case Enum.count(pending) do
      ## then we know we didn't have anything schedule, do so now
      0 ->
        schedule = [{{:timeout, :time_to_send_one}, time_to_respond(), :time_to_send_one}]
        {:next_state, {:connected, left, new_pending}, data, schedule}

      ## So something else is coming already, this only append to pending
      _ ->
        {:next_state, {:connected, left, new_pending}, data}
    end
  end

  def handle_event(_, _, _, _) do
    :keep_state_and_data
  end

  def terminate(_, _, %Data{socket: socket}) do
    :gen_tcp.close(socket)
  end

  defp transport_send(%Data{socket: socket}, payload) do
    packet = :jiffy.encode(payload)
    :gen_tcp.send(socket, packet)
  end

  defp decode_all(packet, events \\ []) do
    try do
      case :jiffy.decode(packet, [:return_maps, :return_trailer]) do
        {:has_trailer, payload, trailer} ->
          payload_event = {:next_event, :internal, payload}
          decode_all(trailer, [payload_event | events])

        payload ->
          payload_event = {:next_event, :internal, payload}
          Enum.reverse([payload_event | events])
      end
    catch
      _, _ -> :bad_json_received
    end
  end

  defp build_pendings(my_id, range) do
    Enum.map(range, payload_builder(my_id))
  end

  defp build_answer(my_id, %{"from" => from_id, "msg_id" => msg_id}) do
    %{
      "from" => my_id,
      "to" => from_id,
      "msg" => generate_msg(),
      "msg_id" => UUID.uuid4(),
      "resp_to" => msg_id
    }
  end

  defp payload_builder(my_id) do
    fn i ->
      id = Integer.to_string(i)
      %{"from" => my_id, "to" => id, "msg" => generate_msg(), "msg_id" => UUID.uuid4()}
    end
  end

  ## Approximately 20..30 messages
  defp num_of_messages() do
    :rand.uniform(10) + 20
  end

  ## Approximately ~1s
  defp time_to_respond() do
    :rand.uniform(200) + 900
  end

  ## Approximately ~3s
  defp time_to_die_if_inactive() do
    :rand.uniform(200) + 2900
  end

  ## generate a message between 16 and 24 characters long
  defp generate_msg() do
    (10 + :rand.uniform(6))
    |> :crypto.strong_rand_bytes()
    |> Base.encode64(case: :lower)
  end
end
Initialisation
We first implement what is going to be the initialisation module.
defmodule LoadTest.Init do
  def init do
    {:ok, build_state()}
  end

  defp build_state() do
    host = :amoc_config.get(:host)
    port = :amoc_config.get(:port)
    %{host: host, port: port}
  end
end
User runs
And here, we define a function that each user will execute:
defmodule LoadTest.Start do
  def start(my_id, %{host: host, port: port}) do
    {:ok, socket} = :gen_tcp.connect(host, port, [:binary, active: true])

    data = %LoadTest.User.Data{
      id: Integer.to_string(my_id),
      neighbours: build_neighbours(my_id),
      socket: socket
    }

    try do
      schedule = [{:next_event, :internal, :do_connect}]
      :gen_statem.enter_loop(LoadTest.User, [], :connecting, data, schedule)
    catch
      :exit, :normal -> :ok
    end
  end

  defp build_neighbours(my_id) do
    n = :amoc_config.get(:number_of_neighbours)
    a = my_id - n
    b = my_id + n

    a..b
    |> Enum.to_list()
    |> List.delete(my_id)
  end
end
The load testing module
Alas, this module does implement the :amoc_scenario behaviour, and its two main callbacks simply call the previously defined two modules.
defmodule LoadTest do
  @behaviour :amoc_scenario

  Module.register_attribute(__MODULE__, :required_variable, persist: true)

  @required_variable [
    %{:name => :host, :default_value => ~c"localhost", :description => ~c"host to connect to"},
    %{:name => :port, :default_value => 8888, :description => ~c"port to connect to"},
    %{
      :name => :number_of_neighbours,
      :default_value => 10,
      :description => ~c"number of neighbours a user will write to"
    }
  ]

  def init do
    LoadTest.Init.init()
  end

  def start(user_id, opts) do
    LoadTest.Start.start(user_id, opts)
  end
end
Running the scenario!
Now we're ready to run this scenario, we will just ensure amoc has been just cleanly (re-)started, as this also ensures the created module has been loaded, and we're good to go!
Application.stop(:amoc)
Application.ensure_all_started(:amoc)

:amoc.do(LoadTest, 6,
  host: ~c"localhost",
  port: 8888,
  number_of_neighbours: 2
)
Don't forget to check the status of the run every once in a while:
:amoc_controller.get_status()
:amoc.stop()
The Instrumentation
Collect metrics
We have already seen that we can run a scenario, now, let's see about collecting some basic metrics thanks to amoc's telemetry instrumentation.
We will collect first timestamps of the scenario start, so that timestamps of user starts can be aggregated to it, and then we also define collectors for users. We store everything on ets tables, for simplicity, to analyse later.
defmodule AmocHandlers.ScenarioStats do
  @scenario_stats :amoc_html_reporter_scenario_stats

  def attach_handlers do
    @scenario_stats =
      :ets.new(@scenario_stats, [:named_table, :ordered_set, :public, write_concurrency: true])

    :ok =
      :telemetry.attach_many(
        "amoc_html_reporter-scenario-init",
        [
          [:amoc, :scenario, :init, :start],
          [:amoc, :scenario, :init, :stop],
          [:amoc, :scenario, :init, :exception]
        ],
        &__MODULE__.handle_event/4,
        %{}
      )
  end

  def handle_event(
        [:amoc, :scenario, :init, :start],
        %{monotonic_time: monotonicTime},
        %{scenario: scenario},
        _config
      ) do
    milliseconds = System.convert_time_unit(monotonicTime, :native, :millisecond)

    record = %{
      scenario: :erlang.atom_to_binary(scenario),
      status: "started",
      reason: nil,
      started_at: milliseconds,
      duration: nil
    }

    :ets.insert(@scenario_stats, {scenario, record})
  end

  def handle_event(
        [:amoc, :scenario, :init, :stop],
        %{duration: duration},
        %{scenario: scenario},
        _config
      ) do
    [{_, record}] = :ets.lookup(@scenario_stats, scenario)
    milliseconds = System.convert_time_unit(duration, :native, :millisecond)
    newrecord = %{record | status: "finished", reason: :normal, duration: milliseconds}
    :ets.insert(@scenario_stats, {scenario, newrecord})
  end

  def handle_event(
        [:amoc, :scenario, :init, :exception],
        %{duration: duration},
        %{scenario: scenario, kind: class, reason: reason},
        _config
      ) do
    [{_, record}] = :ets.lookup(@scenario_stats, scenario)
    milliseconds = System.convert_time_unit(duration, :native, :millisecond)
    newrecord = %{record | status: "exited", reason: {class, reason}, duration: milliseconds}
    :ets.insert(@scenario_stats, {scenario, newrecord})
  end
end
defmodule AmocHandlers.UserStats do
  @scenario_stats :amoc_html_reporter_scenario_stats
  @users_plot :amoc_html_reporter_users_plot

  def attach_handlers do
    @users_plot =
      :ets.new(@users_plot, [
        :named_table,
        :ordered_set,
        :public,
        read_concurrency: true,
        write_concurrency: true
      ])

    :ok =
      :telemetry.attach_many(
        "amoc_html_reporter-scenario-user",
        [
          [:amoc, :scenario, :start, :start],
          [:amoc, :scenario, :start, :stop],
          [:amoc, :scenario, :start, :exception]
        ],
        &AmocHandlers.UserStats.handle_event/4,
        %{}
      )
  end

  def handle_event(
        [:amoc, :scenario, :start, :start],
        %{monotonic_time: monotonicTime},
        %{scenario: scenario, user_id: userId},
        _config
      ) do
    milliseconds = System.convert_time_unit(monotonicTime, :native, :millisecond)

    record = %{
      id: userId,
      scenario: :erlang.atom_to_binary(scenario),
      status: "started",
      reason: nil,
      started_at: milliseconds,
      duration: nil
    }

    :ets.insert(@users_plot, {userId, record})
  end

  def handle_event(
        [:amoc, :scenario, :start, :stop],
        %{duration: duration},
        %{scenario: scenario, user_id: user_id},
        _config
      ) do
    status = "finished"
    event_reason = :normal
    handle_end(user_id, scenario, duration, status, event_reason)
  end

  def handle_event(
        [:amoc, :scenario, :start, :exception],
        %{duration: duration},
        %{scenario: scenario, user_id: user_id, kind: class, reason: reason, stacktrace: s},
        _config
      ) do
    status = "exited"
    event_reason = {class, reason, s}
    handle_end(user_id, scenario, duration, status, event_reason)
  end

  defp handle_end(user_id, scenario, duration, status, reason) do
    duration_ms = System.convert_time_unit(duration, :native, :millisecond)
    [{_, scenario_record}] = :ets.lookup(@scenario_stats, scenario)
    scenario_started_at = scenario_record.started_at
    [{_, user_record}] = :ets.lookup(@users_plot, user_id)
    started_at = user_record.started_at

    new_record = %{
      user_record
      | status: status,
        reason: reason,
        started_at: scenario_started_at - started_at,
        duration: duration_ms
    }

    :ets.insert(@users_plot, {user_id, new_record})
  end
end
defmodule AmocHandlers do
  use GenServer

  # Initialization
  def start_link() do
    case :erlang.whereis(__MODULE__) do
      :undefined -> :ok
      _pid -> GenServer.stop(__MODULE__)
    end

    GenServer.start_link(__MODULE__, :no_opts, name: __MODULE__)
  end

  def init(:no_opts) do
    attach_handlers()
    {:ok, :no_state}
  end

  # Callbacks
  def handle_call(_msg, _from, state) do
    {:reply, :ok, state}
  end

  def handle_cast(_msg, state) do
    {:noreply, state}
  end

  def handle_info(_msg, state) do
    {:noreply, state}
  end

  defp attach_handlers() do
    AmocHandlers.UserStats.attach_handlers()
    AmocHandlers.ScenarioStats.attach_handlers()
  end
end
The Results
Don't forget to restart amoc
Application.stop(:amoc)
Application.stop(:telemetry)
{ok, apps} = Application.ensure_all_started([:telemetry, :amoc])
{ok, server_handler} = AmocHandlers.start_link()
{apps, server_handler}
:amoc.do(LoadTest, 5000,
  host: ~c"localhost",
  port: 8888,
  number_of_neighbours: 10
)
And we can some time check the scenario status
:amoc_controller.get_status()
And then finally stop the scenario
# :amoc.stop()
mapper = fn {_id, value} -> Map.delete(value, :reason) end

tab =
  :ets.tab2list(:amoc_html_reporter_users_plot)
  |> Enum.map(mapper)
  |> Explorer.DataFrame.new()
require Explorer.DataFrame

done_so_far =
  tab
  |> Explorer.DataFrame.lazy()
  |> Explorer.DataFrame.filter(duration >= 0)
  |> Explorer.DataFrame.collect()
require Explorer.DataFrame

tab
|> Explorer.DataFrame.lazy()
|> Explorer.DataFrame.group_by("status")
|> Explorer.DataFrame.summarise(status_count: count(status))
VegaLite.new(width: 800)
|> VegaLite.data_from_values(done_so_far, only: ["started_at", "duration"])
|> VegaLite.mark(:line)
|> VegaLite.encode_field(:x, "started_at", type: :quantitative, scale: [type: :linear])
|> VegaLite.encode_field(:y, "duration", type: :quantitative, scale: [type: :linear])
Interpretation
We can see it this simple result, that on average, users took around 25-30 seconds to carry on their tasks, with no spikes delayed long above, meaning, the users didn't have to wait long for the server to accept their messages. Note however, that we don't know if the messages were delivered, nor how long they took, because the server had hidden this information from us. But we have written a server, and a scenario, and we have run the scenario, purely in Elixir and Livebook.
May this guide have served you well!
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                                 Apache License
                           Version 2.0, January 2004
                        http://www.apache.org/licenses/

   TERMS AND CONDITIONS FOR USE, REPRODUCTION, AND DISTRIBUTION

   1. Definitions.

      "License" shall mean the terms and conditions for use, reproduction,
      and distribution as defined by Sections 1 through 9 of this document.

      "Licensor" shall mean the copyright owner or entity authorized by
      the copyright owner that is granting the License.

      "Legal Entity" shall mean the union of the acting entity and all
      other entities that control, are controlled by, or are under common
      control with that entity. For the purposes of this definition,
      "control" means (i) the power, direct or indirect, to cause the
      direction or management of such entity, whether by contract or
      otherwise, or (ii) ownership of fifty percent (50%) or more of the
      outstanding shares, or (iii) beneficial ownership of such entity.

      "You" (or "Your") shall mean an individual or Legal Entity
      exercising permissions granted by this License.

      "Source" form shall mean the preferred form for making modifications,
      including but not limited to software source code, documentation
      source, and configuration files.

      "Object" form shall mean any form resulting from mechanical
      transformation or translation of a Source form, including but
      not limited to compiled object code, generated documentation,
      and conversions to other media types.

      "Work" shall mean the work of authorship, whether in Source or
      Object form, made available under the License, as indicated by a
      copyright notice that is included in or attached to the work
      (an example is provided in the Appendix below).

      "Derivative Works" shall mean any work, whether in Source or Object
      form, that is based on (or derived from) the Work and for which the
      editorial revisions, annotations, elaborations, or other modifications
      represent, as a whole, an original work of authorship. For the purposes
      of this License, Derivative Works shall not include works that remain
      separable from, or merely link (or bind by name) to the interfaces of,
      the Work and Derivative Works thereof.

      "Contribution" shall mean any work of authorship, including
      the original version of the Work and any modifications or additions
      to that Work or Derivative Works thereof, that is intentionally
      submitted to Licensor for inclusion in the Work by the copyright owner
      or by an individual or Legal Entity authorized to submit on behalf of
      the copyright owner. For the purposes of this definition, "submitted"
      means any form of electronic, verbal, or written communication sent
      to the Licensor or its representatives, including but not limited to
      communication on electronic mailing lists, source code control systems,
      and issue tracking systems that are managed by, or on behalf of, the
      Licensor for the purpose of discussing and improving the Work, but
      excluding communication that is conspicuously marked or otherwise
      designated in writing by the copyright owner as "Not a Contribution."

      "Contributor" shall mean Licensor and any individual or Legal Entity
      on behalf of whom a Contribution has been received by Licensor and
      subsequently incorporated within the Work.

   2. Grant of Copyright License. Subject to the terms and conditions of
      this License, each Contributor hereby grants to You a perpetual,
      worldwide, non-exclusive, no-charge, royalty-free, irrevocable
      copyright license to reproduce, prepare Derivative Works of,
      publicly display, publicly perform, sublicense, and distribute the
      Work and such Derivative Works in Source or Object form.

   3. Grant of Patent License. Subject to the terms and conditions of
      this License, each Contributor hereby grants to You a perpetual,
      worldwide, non-exclusive, no-charge, royalty-free, irrevocable
      (except as stated in this section) patent license to make, have made,
      use, offer to sell, sell, import, and otherwise transfer the Work,
      where such license applies only to those patent claims licensable
      by such Contributor that are necessarily infringed by their
      Contribution(s) alone or by combination of their Contribution(s)
      with the Work to which such Contribution(s) was submitted. If You
      institute patent litigation against any entity (including a
      cross-claim or counterclaim in a lawsuit) alleging that the Work
      or a Contribution incorporated within the Work constitutes direct
      or contributory patent infringement, then any patent licenses
      granted to You under this License for that Work shall terminate
      as of the date such litigation is filed.

   4. Redistribution. You may reproduce and distribute copies of the
      Work or Derivative Works thereof in any medium, with or without
      modifications, and in Source or Object form, provided that You
      meet the following conditions:

      (a) You must give any other recipients of the Work or
          Derivative Works a copy of this License; and

      (b) You must cause any modified files to carry prominent notices
          stating that You changed the files; and

      (c) You must retain, in the Source form of any Derivative Works
          that You distribute, all copyright, patent, trademark, and
          attribution notices from the Source form of the Work,
          excluding those notices that do not pertain to any part of
          the Derivative Works; and

      (d) If the Work includes a "NOTICE" text file as part of its
          distribution, then any Derivative Works that You distribute must
          include a readable copy of the attribution notices contained
          within such NOTICE file, excluding those notices that do not
          pertain to any part of the Derivative Works, in at least one
          of the following places: within a NOTICE text file distributed
          as part of the Derivative Works; within the Source form or
          documentation, if provided along with the Derivative Works; or,
          within a display generated by the Derivative Works, if and
          wherever such third-party notices normally appear. The contents
          of the NOTICE file are for informational purposes only and
          do not modify the License. You may add Your own attribution
          notices within Derivative Works that You distribute, alongside
          or as an addendum to the NOTICE text from the Work, provided
          that such additional attribution notices cannot be construed
          as modifying the License.

      You may add Your own copyright statement to Your modifications and
      may provide additional or different license terms and conditions
      for use, reproduction, or distribution of Your modifications, or
      for any such Derivative Works as a whole, provided Your use,
      reproduction, and distribution of the Work otherwise complies with
      the conditions stated in this License.

   5. Submission of Contributions. Unless You explicitly state otherwise,
      any Contribution intentionally submitted for inclusion in the Work
      by You to the Licensor shall be under the terms and conditions of
      this License, without any additional terms or conditions.
      Notwithstanding the above, nothing herein shall supersede or modify
      the terms of any separate license agreement you may have executed
      with Licensor regarding such Contributions.

   6. Trademarks. This License does not grant permission to use the trade
      names, trademarks, service marks, or product names of the Licensor,
      except as required for reasonable and customary use in describing the
      origin of the Work and reproducing the content of the NOTICE file.

   7. Disclaimer of Warranty. Unless required by applicable law or
      agreed to in writing, Licensor provides the Work (and each
      Contributor provides its Contributions) on an "AS IS" BASIS,
      WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or
      implied, including, without limitation, any warranties or conditions
      of TITLE, NON-INFRINGEMENT, MERCHANTABILITY, or FITNESS FOR A
      PARTICULAR PURPOSE. You are solely responsible for determining the
      appropriateness of using or redistributing the Work and assume any
      risks associated with Your exercise of permissions under this License.

   8. Limitation of Liability. In no event and under no legal theory,
      whether in tort (including negligence), contract, or otherwise,
      unless required by applicable law (such as deliberate and grossly
      negligent acts) or agreed to in writing, shall any Contributor be
      liable to You for damages, including any direct, indirect, special,
      incidental, or consequential damages of any character arising as a
      result of this License or out of the use or inability to use the
      Work (including but not limited to damages for loss of goodwill,
      work stoppage, computer failure or malfunction, or any and all
      other commercial damages or losses), even if such Contributor
      has been advised of the possibility of such damages.

   9. Accepting Warranty or Additional Liability. While redistributing
      the Work or Derivative Works thereof, You may choose to offer,
      and charge a fee for, acceptance of support, warranty, indemnity,
      or other liability obligations and/or rights consistent with this
      License. However, in accepting such obligations, You may act only
      on Your own behalf and on Your sole responsibility, not on behalf
      of any other Contributor, and only if You agree to indemnify,
      defend, and hold each Contributor harmless for any liability
      incurred by, or claims asserted against, such Contributor by reason
      of your accepting any such warranty or additional liability.

   END OF TERMS AND CONDITIONS
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API module for running locally, in a non-distributed environment
Use amoc_dist module to run scenarios in a distributed environment
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Dynamically remove more users from a currently running scenario, optionally forcibly
Forcing user removal means that all users will be signal to exit in parallel, and will forcibly be killed after a short timeout (2 seconds), whether they have exited already or not.
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TODO
See also: amoc_config.
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This module defines a behaviour to parse values as extracted from environment variables.
The default implementation is amoc_config_parser, which implements Erlang parsing. This way plain strings in valid Erlang syntax can be passed by env-vars and transformed into full Erlang terms.
This module is to be used directly only for the read-only env init parameters, do not use it for the scenarios/helpers configuration, the amoc_config module must be used instead! This allows to provide configuration via REST API in a JSON format
See also: amoc_config.
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This module defines a behaviour to parse values as extracted from environment variables. This module implements the default parser for the amoc_config_env module
See also: amoc_config, amoc_config_env.
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      reason/0



        
          
        

    

  


  

      

          -type reason() :: any().


      



  



  
    
      
    
    
      settings/0



        
          
        

    

  


  

      

          -type settings() :: [{name(), value()}].


      



  



  
    
      
    
    
      update_fun/0



        
          
        

    

  


  

      

          -type update_fun() :: fun((ParamName :: name(), NewValue :: value()) -> any()).


      



  



  
    
      
    
    
      value/0



        
          
        

    

  


  

      

          -type value() :: any().


      



  



  
    
      
    
    
      verification_fun/0



        
          
        

    

  


  

      

          -type verification_fun() ::
          fun((Value :: value()) -> boolean() | {true, NewValue :: value()} | {false, reason()}).


      



  


        

      

      
        Functions


        


  
    
      
    
    
      get_current_configuration()



        
          
        

    

  


  

      

          -spec get_current_configuration() -> {ok, module_configuration_map()}.


      



  



  
    
      
    
    
      get_default_configuration(Module)



        
          
        

    

  


  

      

          -spec get_default_configuration(module()) -> {ok, module_configuration_map()} | error().


      



  



  
    
      
    
    
      parse_scenario_settings(Module, Settings)



        
          
        

    

  


  

      

          -spec parse_scenario_settings(module(), settings()) -> ok | error().


      



  



  
    
      
    
    
      update_settings(Settings)



        
          
        

    

  


  

      

          -spec update_settings(settings()) -> ok | error().


      



  


        

      


  

    
amoc_config_verification 
    



      
This module is responsible for processing scenario configuration. It applies the verification function provided in the required_variable parameter to the respective value
See also: amoc_config.

      


      
        Summary


  
    Types
  


    
      
        error/0

      


    


    
      
        error_type/0

      


    


    
      
        maybe_update_fun/0

      


    


    
      
        maybe_verification_fun/0

      


    


    
      
        module_configuration/0

      


    


    
      
        module_parameter/0

      


    


    
      
        name/0

      


    


    
      
        reason/0

      


    


    
      
        settings/0

      


    


    
      
        update_fun/0

      


    


    
      
        value/0

      


    


    
      
        verification_fun/0

      


    





  
    Functions
  


    
      
        process_scenario_config(Config, Settings)

      


        Applies the processing as provided by the required_variable list to the provided scenario config



    





      


      
        Types


        


  
    
      
    
    
      error/0



        
          
        

    

  


  

      

          -type error() :: {error, error_type(), reason()}.


      



  



  
    
      
    
    
      error_type/0



        
          
        

    

  


  

      

          -type error_type() :: atom().


      



  



  
    
      
    
    
      maybe_update_fun/0



        
          
        

    

  


  

      

          -type maybe_update_fun() :: update_fun() | fun((_, _) -> any()).


      



  



  
    
      
    
    
      maybe_verification_fun/0



        
          
        

    

  


  

      

          -type maybe_verification_fun() :: verification_fun() | fun((_) -> any()).


      



  



  
    
      
    
    
      module_configuration/0



        
          
        

    

  


  

      

          -type module_configuration() :: [module_parameter()].


      



  



  
    
      
    
    
      module_parameter/0



        
          
        

    

  


  

      

          -type module_parameter() ::
          #module_parameter{name :: name(),
                            mod :: module(),
                            value :: value(),
                            description :: unicode:chardata(),
                            verification_fn :: maybe_verification_fun(),
                            update_fn :: maybe_update_fun() | read_only}.


      



  



  
    
      
    
    
      name/0



        
          
        

    

  


  

      

          -type name() :: atom().


      



  



  
    
      
    
    
      reason/0



        
          
        

    

  


  

      

          -type reason() :: any().


      



  



  
    
      
    
    
      settings/0



        
          
        

    

  


  

      

          -type settings() :: [{name(), value()}].


      



  



  
    
      
    
    
      update_fun/0



        
          
        

    

  


  

      

          -type update_fun() :: fun((ParamName :: name(), NewValue :: value()) -> any()).


      



  



  
    
      
    
    
      value/0



        
          
        

    

  


  

      

          -type value() :: any().


      



  



  
    
      
    
    
      verification_fun/0



        
          
        

    

  


  

      

          -type verification_fun() ::
          fun((Value :: value()) -> boolean() | {true, NewValue :: value()} | {false, reason()}).


      



  


        

      

      
        Functions


        


  
    
      
    
    
      process_scenario_config(Config, Settings)



        
          
        

    

  


  

      

          -spec process_scenario_config(module_configuration(), settings()) ->
                                 {ok, module_configuration()} | error().


      


Applies the processing as provided by the required_variable list to the provided scenario config

  


        

      


  

    
amoc_controller 
    



      
Main controller of a node, responsible for the scenario and the users
Note that this module should be rarely used, APIs are fully exposed by amoc and amoc_dist for local or distributed environments respectively.

      


      
        Summary


  
    Types
  


    
      
        amoc_status/0

      


        Status of the node, note that amoc_controller is disabled for the master node



    


    
      
        handle_call_res/0

      


    


    
      
        last_user_id/0

      


        Highest user id registered in the node



    


    
      
        running_status/0

      


        Details about the scenario currently running



    


    
      
        state/0

      


        Internal state of the node's controller



    


    
      
        status/0

      


        Scenario status.



    


    
      
        user_count/0

      


        Number of users currently running in the node



    


    
      
        user_rate/0

      


        Time to wait in between spawning new users



    





  
    Functions
  


    
      
        add_users(StartId, EndId)

      


    


    
      
        disable()

      


    


    
      
        get_status()

      


    


    
      
        remove_users(Count, ForceRemove)

      


    


    
      
        start_scenario(Scenario, Settings)

      


    


    
      
        stop_scenario()

      


    


    
      
        update_settings(Settings)

      


    


    
      
        wait_user_rate()

      


    





      


      
        Types


        


  
    
      
    
    
      amoc_status/0



        
          
        

    

  


  

      

          -type amoc_status() ::
          idle |
          {running, running_status()} |
          {terminating, amoc:scenario()} |
          {finished, amoc:scenario()} |
          {error, any()} |
          disabled.


      


Status of the node, note that amoc_controller is disabled for the master node

  



  
    
      
    
    
      handle_call_res/0



        
          
        

    

  


  

      

          -type handle_call_res() :: ok | {ok, term()} | {error, term()}.


      



  



  
    
      
    
    
      last_user_id/0



        
          
        

    

  


  

      

          -type last_user_id() :: non_neg_integer().


      


Highest user id registered in the node

  



  
    
      
    
    
      running_status/0



        
          
        

    

  


  

      

          -type running_status() ::
          #{scenario := amoc:scenario(),
            currently_running_users := user_count(),
            highest_user_id := last_user_id()}.


      


Details about the scenario currently running

  



  
    
      
    
    
      state/0



        
          
        

    

  


  

      

          -type state() ::
          #state{scenario :: amoc:scenario() | undefined,
                 status :: status(),
                 last_user_id :: last_user_id(),
                 scenario_state :: amoc_scenario:state()}.


      


Internal state of the node's controller

  



  
    
      
    
    
      status/0



        
          
        

    

  


  

      

          -type status() :: idle | running | terminating | finished | {error, any()} | disabled.


      


Scenario status.

  



  
    
      
    
    
      user_count/0



        
          
        

    

  


  

      

          -type user_count() :: non_neg_integer().


      


Number of users currently running in the node

  



  
    
      
    
    
      user_rate/0



        
          
        

    

  


  

      

          -type user_rate() :: amoc_throttle:rate().


      


Time to wait in between spawning new users

  


        

      

      
        Functions


        


  
    
      
    
    
      add_users(StartId, EndId)



        
          
        

    

  


  

      

          -spec add_users(amoc_scenario:user_id(), amoc_scenario:user_id()) -> ok | {error, term()}.


      



  



  
    
      
    
    
      disable()



        
          
        

    

  


  

      

          -spec disable() -> ok | {error, term()}.


      



  



  
    
      
    
    
      get_status()



        
          
        

    

  


  

      

          -spec get_status() -> amoc_status().


      



  



  
    
      
    
    
      remove_users(Count, ForceRemove)



        
          
        

    

  


  

      

          -spec remove_users(user_count(), boolean()) -> {ok, user_count()}.


      



  



  
    
      
    
    
      start_scenario(Scenario, Settings)



        
          
        

    

  


  

      

          -spec start_scenario(amoc:scenario(), amoc_config:settings()) -> ok | {error, term()}.


      



  



  
    
      
    
    
      stop_scenario()



        
          
        

    

  


  

      

          -spec stop_scenario() -> ok | {error, term()}.


      



  



  
    
      
    
    
      update_settings(Settings)



        
          
        

    

  


  

      

          -spec update_settings(amoc_config:settings()) -> ok | {error, term()}.


      



  



  
    
      
    
    
      wait_user_rate()



        
          
        

    

  


  

      

          -spec wait_user_rate() -> boolean().


      



  


        

      


  

    
amoc_coordinator 
    



      
This module allows to synchronize the users and act on groups of them.

      


      
        Summary


  
    Types
  


    
      
        action/0

      


    


    
      
        coordination_actions/0

      


    


    
      
        coordination_event/0

      


    


    
      
        coordination_item/0

      


    


    
      
        coordination_timeout_in_sec/0

      


    


    
      
        data/0

      


    


    
      
        event/0

      


    


    
      
        event_type/0

      


    


    
      
        maybe_coordination_data/0

      


    


    
      
        name/0

      


    


    
      
        normalized_coordination_item/0

      


    


    
      
        num_of_users/0

      


    


    
      
        plan/0

      


    





  
    Functions
  


    
      
        add(Name, Data)

      


        See also: add/3.



    


    
      
        add(Name, Pid, Data)

      


        Adds the current process data. Usually called in the start/2 callback of an amoc scenario.



    


    
      
        notify(Name, Event)

      


    


    
      
        reset(Name)

      


        Resets a coordinator, that is, calls all coordination actions with reset as the coordination data.



    


    
      
        start(Name, CoordinationPlan)

      


        See also: start/3.



    


    
      
        start(Name, CoordinationPlan, Timeout)

      


        Starts a coordinator. Usually called in the init callback of an amoc scenario.



    


    
      
        stop(Name)

      


        Stops a coordinator.



    





      


      
        Types


        


  
    
      
    
    
      action/0



        
          
        

    

  


  

      

          -type action() ::
          fun((coordination_event(), [data()]) -> any()) |
          fun((coordination_event(), maybe_coordination_data(), maybe_coordination_data()) -> any()) |
          fun((coordination_event()) -> any()).


      



  



  
    
      
    
    
      coordination_actions/0



        
          
        

    

  


  

      

          -type coordination_actions() :: [action()] | action().


      



  



  
    
      
    
    
      coordination_event/0



        
          
        

    

  


  

      

          -type coordination_event() :: {event_type(), non_neg_integer()}.


      



  



  
    
      
    
    
      coordination_item/0



        
          
        

    

  


  

      

          -type coordination_item() :: {num_of_users(), coordination_actions()}.


      



  



  
    
      
    
    
      coordination_timeout_in_sec/0



        
          
        

    

  


  

      

          -type coordination_timeout_in_sec() :: pos_integer() | infinity.


      



  



  
    
      
    
    
      data/0



        
          
        

    

  


  

      

          -type data() :: {pid(), Data :: any()}.


      



  



  
    
      
    
    
      event/0



        
          
        

    

  


  

      

          -type event() :: coordinator_timeout | reset_coordinator | {coordinate, {pid(), term()}}.


      



  



  
    
      
    
    
      event_type/0



        
          
        

    

  


  

      

          -type event_type() :: coordinate | timeout | stop | reset.


      



  



  
    
      
    
    
      maybe_coordination_data/0



        
          
        

    

  


  

      

          -type maybe_coordination_data() :: data() | undefined.


      



  



  
    
      
    
    
      name/0



        
          
        

    

  


  

      

          -type name() :: term().


      



  



  
    
      
    
    
      normalized_coordination_item/0



        
          
        

    

  


  

      

          -type normalized_coordination_item() :: {NoOfUsers :: pos_integer() | all, [action()]}.


      



  



  
    
      
    
    
      num_of_users/0



        
          
        

    

  


  

      

          -type num_of_users() :: pos_integer() | {Min :: pos_integer(), Max :: pos_integer()} | all.


      



  



  
    
      
    
    
      plan/0



        
          
        

    

  


  

      

          -type plan() :: [coordination_item()] | coordination_item().


      



  


        

      

      
        Functions


        


  
    
      
    
    
      add(Name, Data)



        
          
        

    

  


  

      

          -spec add(name(), any()) -> ok.


      


See also: add/3.

  



  
    
      
    
    
      add(Name, Pid, Data)



        
          
        

    

  


  

      

          -spec add(name(), pid(), any()) -> ok.


      


Adds the current process data. Usually called in the start/2 callback of an amoc scenario.

  



  
    
      
    
    
      notify(Name, Event)



        
          
        

    

  


  

      

          -spec notify(name(), coordinator_timeout | reset_coordinator | {coordinate, {pid(), term()}}) -> ok.


      



  



  
    
      
    
    
      reset(Name)



        
          
        

    

  


  

      

          -spec reset(name()) -> ok.


      


Resets a coordinator, that is, calls all coordination actions with reset as the coordination data.

  



  
    
      
    
    
      start(Name, CoordinationPlan)



        
          
        

    

  


  

      

          -spec start(name(), plan()) -> ok | error.


      


See also: start/3.

  



  
    
      
    
    
      start(Name, CoordinationPlan, Timeout)



        
          
        

    

  


  

      

          -spec start(name(), plan(), coordination_timeout_in_sec()) -> ok | error.


      


Starts a coordinator. Usually called in the init callback of an amoc scenario.

  



  
    
      
    
    
      stop(Name)



        
          
        

    

  


  

      

          -spec stop(name()) -> ok.


      


Stops a coordinator.

  


        

      


  

    
amoc_dist 
    



      
API module to run tests in a distributed environment

      


      
        Summary


  
    Types
  


    
      
        cluster_state/0

      


    





  
    Functions
  


    
      
        add(Count)

      


        Dynamically add more users to a currently running scenario, in all nodes



    


    
      
        add(Count, Nodes)

      


        Dynamically add more users to a currently running scenario, in the specified nodes



    


    
      
        do(Scenario, Count, Settings)

      


        Start a scenario with the given number of users and configuration



    


    
      
        get_state()

      


        Get the scenario running status in the cluster



    


    
      
        remove(Count, ForceRemove)

      


        Dynamically remove more users from a currently running scenario, optionally forcibly, in all nodes



    


    
      
        remove(Count, ForceRemove, Nodes)

      


        Dynamically remove more users from a currently running scenario, optionally forcibly, in the specified nodes



    


    
      
        stop()

      


        Stop a running scenario in the whole cluster



    


    
      
        update_settings(Settings)

      


        Update the settings of a currently running scenario, in all nodes



    


    
      
        update_settings(Settings, Nodes)

      


        Update the settings of a currently running scenario, in the specified nodes



    





      


      
        Types


        


  
    
      
    
    
      cluster_state/0



        
          
        

    

  


  

      

          -type cluster_state() :: idle | running | stopped.


      



  


        

      

      
        Functions


        


  
    
      
    
    
      add(Count)



        
          
        

    

  


  

      

          -spec add(pos_integer()) -> {ok, any()} | {error, any()}.


      


Dynamically add more users to a currently running scenario, in all nodes
See also: add/2.

  



  
    
      
    
    
      add(Count, Nodes)



        
          
        

    

  


  

      

          -spec add(pos_integer(), [node()]) -> {ok, any()} | {error, any()}.


      


Dynamically add more users to a currently running scenario, in the specified nodes

  



  
    
      
    
    
      do(Scenario, Count, Settings)



        
          
        

    

  


  

      

          -spec do(amoc:scenario(), non_neg_integer(), amoc_config:settings()) -> {ok, any()} | {error, any()}.


      


Start a scenario with the given number of users and configuration

  



  
    
      
    
    
      get_state()



        
          
        

    

  


  

      

          -spec get_state() -> cluster_state().


      


Get the scenario running status in the cluster

  



  
    
      
    
    
      remove(Count, ForceRemove)



        
          
        

    

  


  

      

          -spec remove(pos_integer(), boolean()) -> {ok, any()} | {error, any()}.


      


Dynamically remove more users from a currently running scenario, optionally forcibly, in all nodes
See also: remove/3.

  



  
    
      
    
    
      remove(Count, ForceRemove, Nodes)



        
          
        

    

  


  

      

          -spec remove(pos_integer(), boolean(), [node()]) -> {ok, any()} | {error, any()}.


      


Dynamically remove more users from a currently running scenario, optionally forcibly, in the specified nodes
Forcing user removal means that all users will be signal to exit in parallel, and will forcibly be killed after a short timeout (2 seconds), whether they have exited already or not.

  



  
    
      
    
    
      stop()



        
          
        

    

  


  

      

          -spec stop() -> {ok, any()} | {error, any()}.


      


Stop a running scenario in the whole cluster

  



  
    
      
    
    
      update_settings(Settings)



        
          
        

    

  


  

      

          -spec update_settings(amoc_config:settings()) -> {ok, any()} | {error, any()}.


      


Update the settings of a currently running scenario, in all nodes
See also: update_settings/2.

  



  
    
      
    
    
      update_settings(Settings, Nodes)



        
          
        

    

  


  

      

          -spec update_settings(amoc_config:settings(), [node()]) -> {ok, any()} | {error, any()}.


      


Update the settings of a currently running scenario, in the specified nodes

  


        

      


  

    
amoc_scenario behaviour
    



      
Wrapper around the defined scenario

      


      
        Summary


  
    Types
  


    
      
        state/0

      


        The state of the scenario as returned by init/0



    


    
      
        user_id/0

      


        Unique integer ID of every actor spawned



    





  
    Callbacks
  


    
      
        init/0

      


    


    
      
        start/1

      


    


    
      
        start/2

      


        


    


    
      
        terminate/0

      


    


    
      
        terminate/1

      


        


    





  
    Functions
  


    
      
        init(Scenario)

      


        Applies the Scenario:init/0 callback



    


    
      
        start(Scenario, Id, State)

      


        Applies the Scenario:start/1,2 callback



    


    
      
        terminate(Scenario, State)

      


        Applies the Scenario:terminate/0,1 callback



    





      


      
        Types


        


  
    
      
    
    
      state/0



        
          
        

    

  


  

      

          -type state() :: term().


      


The state of the scenario as returned by init/0

  



  
    
      
    
    
      user_id/0



        
          
        

    

  


  

      

          -type user_id() :: pos_integer().


      


Unique integer ID of every actor spawned

  


        

      

      
        Callbacks


        


  
    
      
    
    
      init/0



        
          
        

    

  


  

      

          -callback init() -> ok | {ok, state()} | {error, Reason :: term()}.


      



  



  
    
      
    
    
      start/1


        (optional)


        
          
        

    

  


  

      

          -callback start(user_id()) -> any().


      



  



  
    
      
    
    
      start/2


        (optional)


        
          
        

    

  


  

      

          -callback start(user_id(), state()) -> any().


      


start/2 is preferred over start/1. At least one of them is required.
  



  
    
      
    
    
      terminate/0


        (optional)


        
          
        

    

  


  

      

          -callback terminate() -> any().


      



  



  
    
      
    
    
      terminate/1


        (optional)


        
          
        

    

  


  

      

          -callback terminate(state()) -> any().


      


terminate/1 is preferred over terminate/0
  


        

      

      
        Functions


        


  
    
      
    
    
      init(Scenario)



        
          
        

    

  


  

      

          -spec init(amoc:scenario()) -> {ok, state()} | {error, Reason :: term()}.


      


Applies the Scenario:init/0 callback
Runs on the controller process and spans a [amoc, scenario, init, _] telemetry event.

  



  
    
      
    
    
      start(Scenario, Id, State)



        
          
        

    

  


  

      

          -spec start(amoc:scenario(), user_id(), state()) -> term().


      


Applies the Scenario:start/1,2 callback
Either Scenario:start/1 or Scenario:start/2 must be exported from the behaviour module. if scenario module exports both functions, Scenario:start/2 is used.
Runs on the user process and spans a [amoc, scenario, user, _] telemetry event.

  



  
    
      
    
    
      terminate(Scenario, State)



        
          
        

    

  


  

      

          -spec terminate(amoc:scenario(), state()) -> ok | {ok, any()} | {error, Reason :: term()}.


      


Applies the Scenario:terminate/0,1 callback
Scenario:terminate/0 and Scenario:terminate/1 callbacks are optional. If the scenario module exports both functions, Scenario:terminate/1 is used.
Runs on the controller process and spans a [amoc, scenario, terminate, _] telemetry event.

  


        

      


  

    
amoc_throttle 
    



      
Allows limiting the number of users' actions per interval.

      


      
        Summary


  
    Types
  


    
      
        gradual/0

      


        Configuration throttle for a gradual rate change.



    


    
      
        gradual_plan/0

      


        Gradual plan details. Must specify a gradual/0, and a plan/0.



    


    
      
        interarrival/0

      


        Time in milliseconds between two events.



    


    
      
        interval/0

      


        In milliseconds, defaults to 60000 (one minute).



    


    
      
        name/0

      


        Atom representing the name of the throttle.



    


    
      
        plan/0

      


        Configuration plan for a gradual rate change.



    


    
      
        rate/0

      


        Number of events per given interval/0.



    


    
      
        t/0

      


        Throttle unit of measurement



    





  
    Functions
  


    
      
        change_rate(Name, Config)

      


        Sets the throttle Config for Name according to the given values.



    


    
      
        change_rate_gradually(Name, Config)

      


        Allows to set a plan of gradual rate changes for a given Name.



    


    
      
        pause(Name)

      


        Pauses executions for the given Name as if Rate was set to 0.



    


    
      
        resume(Name)

      


        Resumes the executions for the given Name, to their original configuration value.



    


    
      
        run(Name, Fn)

      


        Executes a given function Fn when it does not exceed the rate for Name.



    


    
      
        send(Name, Msg)

      


        Sends a given message to erlang:self()



    


    
      
        send(Name, Pid, Msg)

      


        Sends a given message Msg to a given Pid when the rate for Name allows for that.



    


    
      
        start(Name, Config)

      


        Starts the throttle mechanism for a given Name with a given config.



    


    
      
        stop(Name)

      


        Stops the throttle mechanism for the given Name.



    


    
      
        unlock(Name)

      


        Unlocks executions for the given Name by setting Rate to infinity.



    


    
      
        wait(Name)

      


        Blocks the caller until the throttle mechanism allows.



    





      


      
        Types


        


  
    
      
    
    
      gradual/0



        
          
        

    

  


  

      

          -type gradual() ::
          #{from_rate := non_neg_integer(), to_rate := non_neg_integer(), interval => interval()} |
          #{from_interarrival := non_neg_integer(), to_interarrival := non_neg_integer()}.


      


Configuration throttle for a gradual rate change.
"from" and "to" prefixed parameters, whether rates or interarrivals, are required. interval applies only to rate and defaults to 1s.

  



  
    
      
    
    
      gradual_plan/0



        
          
        

    

  


  

      

          -type gradual_plan() :: #{throttle := gradual(), plan := plan()}.


      


Gradual plan details. Must specify a gradual/0, and a plan/0.

  



  
    
      
    
    
      interarrival/0



        
          
        

    

  


  

      

          -type interarrival() :: infinity | non_neg_integer().


      


Time in milliseconds between two events.
It can also be:
	infinity for effectively pausing the throttle,
	zero for effectively unlocking all throttling.


  



  
    
      
    
    
      interval/0



        
          
        

    

  


  

      

          -type interval() :: non_neg_integer().


      


In milliseconds, defaults to 60000 (one minute).
Note that an interval of zero means effectively allowing rate/0 number of executions in parallel. It might be expected for this to be always infinity as a result of the limit when dividing by zero, but this needs to be made explicit in the rate/0 by setting it to infinity.

  



  
    
      
    
    
      name/0



        
          
        

    

  


  

      

          -type name() :: atom().


      


Atom representing the name of the throttle.

  



  
    
      
    
    
      plan/0



        
          
        

    

  


  

      

          -type plan() ::
          #{step_interval := pos_integer(), step_count := pos_integer()} | #{duration := pos_integer()}.


      


Configuration plan for a gradual rate change.
The throttle mechanism will take a series of discrete steps, for as long as the duration given, or in the shape of the step_interval and step_count.

  



  
    
      
    
    
      rate/0



        
          
        

    

  


  

      

          -type rate() :: infinity | non_neg_integer().


      


Number of events per given interval/0.
It can also be:
	infinity for effectively unlocking all throttling,
	zero for effectively pausing the throttle.


  



  
    
      
    
    
      t/0



        
          
        

    

  


  

      

          -type t() :: #{rate := rate(), interval => interval()} | #{interarrival := interarrival()}.


      


Throttle unit of measurement

  


        

      

      
        Functions


        


  
    
      
    
    
      change_rate(Name, Config)



        
          
        

    

  


  

      

          -spec change_rate(name(), t() | rate()) -> ok | {error, any()}.


      


Sets the throttle Config for Name according to the given values.

  



  
    
      
    
    
      change_rate_gradually(Name, Config)



        
          
        

    

  


  

      

          -spec change_rate_gradually(name(), gradual_plan()) -> ok | {error, any()}.


      


Allows to set a plan of gradual rate changes for a given Name.
The configuration will be changed in a series of consecutive steps. Rates can be changed upwards as well as downwards. See the documentation for gradual_plan/0 for more info.
Be aware that, at first, the rate will be changed to the initial point given in the configuration, and this is not considered a step.

  



  
    
      
    
    
      pause(Name)



        
          
        

    

  


  

      

          -spec pause(name()) -> ok | {error, any()}.


      


Pauses executions for the given Name as if Rate was set to 0.
Does not stop the scheduled rate changes. resume/1 undoes the pausing.

  



  
    
      
    
    
      resume(Name)



        
          
        

    

  


  

      

          -spec resume(name()) -> ok | {error, any()}.


      


Resumes the executions for the given Name, to their original configuration value.
It is the counterpart to the pause/1 API, resuming the execution of what that mechanism paused.

  



  
    
      
    
    
      run(Name, Fn)



        
          
        

    

  


  

      

          -spec run(name(), fun(() -> any())) -> ok | {error, any()}.


      


Executes a given function Fn when it does not exceed the rate for Name.
Fn is executed in the context of a new process spawned on the same node on which the process executing run/2 runs, so a call to run/2 is non-blocking.
Diagram showing function execution flow in distributed environment.
  title Amoc distributed
  participantgroup  **Slave node**
      participant User
      participant Async runner
  end
  participantgroup **Master node**
      participant Throttle process
  end
  box left of User: request telemetry event
 
  User -> *Async runner : Fun
 
  User -> Throttle process : {schedule, Async runner PID}
  box right of Throttle process : request telemetry event
 
  ==throtlling delay==
 
  Throttle process -> Async runner: scheduled
  box right of Throttle process : execution telemetry event
  space -5
  box left of Async runner : execution telemetry event
  abox over Async runner : scheduled action
  activate Async runner
  space
  deactivate Async runner
  Async runner ->Throttle process:'DOWN'
  destroy Async runner

  



  
    
      
    
    
      send(Name, Msg)



        
          
        

    

  


  

      

          -spec send(name(), any()) -> ok | {error, any()}.


      


Sends a given message to erlang:self()
See also: send/3.

  



  
    
      
    
    
      send(Name, Pid, Msg)



        
          
        

    

  


  

      

          -spec send(name(), pid(), any()) -> ok | {error, any()}.


      


Sends a given message Msg to a given Pid when the rate for Name allows for that.
May be used to schedule tasks.

  



  
    
      
    
    
      start(Name, Config)



        
          
        

    

  


  

      

          -spec start(name(), t() | rate()) -> {ok, started | already_started} | {error, any()}.


      


Starts the throttle mechanism for a given Name with a given config.
Name is needed to identify the rate as a single test can have different rates for different tasks.

  



  
    
      
    
    
      stop(Name)



        
          
        

    

  


  

      

          -spec stop(name()) -> ok | {error, any()}.


      


Stops the throttle mechanism for the given Name.

  



  
    
      
    
    
      unlock(Name)



        
          
        

    

  


  

      

          -spec unlock(name()) -> ok | {error, any()}.


      


Unlocks executions for the given Name by setting Rate to infinity.

  



  
    
      
    
    
      wait(Name)



        
          
        

    

  


  

      

          -spec wait(name()) -> ok | {error, any()}.


      


Blocks the caller until the throttle mechanism allows.
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