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    Anubis MCP
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A high-performance Model Context Protocol (MCP) implementation in Elixir.
Overview
Anubis MCP is a comprehensive Elixir SDK for the Model Context Protocol, providing complete client and server implementations with Elixir's exceptional concurrency model and fault tolerance.
Installation
def deps do
  [
    {:anubis_mcp, "~> 0.13.1"}  # x-release-please-version
  ]
end
Quick Start
Server
# Define a server with tools capabilities
defmodule MyApp.MCPServer do
  use Anubis.Server,
    name: "My Server",
    version: "1.0.0",
    capabilities: [:tools]

  @impl true
  # this callback will be called when the
  # MCP initialize lifecycle completes
  def init(_client_info, frame) do
    {:ok,frame
      |> assign(counter: 0)
      |> register_tool("echo",
        input_schema: %{
          text: {:required, :string, max: 150, description: "the text to be echoed"}
        },
        annotations: %{read_only: true},
        description: "echoes everything the user says to the LLM") }
  end

  @impl true
  def handle_tool("echo", %{text: text}, frame) do
    Logger.info("This tool was called #{frame.assigns.counter + 1}")
    {:reply, text, assign(frame, counter: frame.assigns.counter + 1)}
  end
end

# Add to your application supervisor
children = [
  Anubis.Server.Registry,
  {MyApp.MCPServer, transport: :streamable_http}
]

# Add to your Phoenix router (if using HTTP)
forward "/mcp", Anubis.Server.Transport.StreamableHTTP.Plug, server: MyApp.MCPServer

# Or if using only Plug router
forward "/mcp", to: Anubis.Server.Transport.StreamableHTTP.Plug, init_opts: [server: MyApp.MCPServer]
Now you can achieve your MCP server on http://localhost:<port>/mcp
Client
# Define a client module
defmodule MyApp.MCPClient do
  use Anubis.Client,
    name: "MyApp",
    version: "1.0.0",
    protocol_version: "2025-03-26"
end

# Add to your application supervisor
children = [
  {MyApp.MCPClient,
   transport: {:streamable_http, base_url: "http://localhost:4000"}}
]

# Use the client
{:ok, result} = MyApp.MCPClient.call_tool("echo", %{text: "this will be echoed!"})
Why Anubis?
Named after Anubis, the Egyptian god of the underworld and guide to the afterlife, this library helps navigate the boundaries between Large Language Models and external tools. Much like how Anubis guided souls through transitions, this SDK guides data through the liminal space between AI and external systems. 
The name also carries personal significance - after my journey through the corporate underworld ended unexpectedly, this project was reborn from the ashes of its predecessor, ready to guide developers through their own MCP adventures. Sometimes you need a deity of transitions to help you... transition. 🏳️‍⚧️
Documentation
For detailed guides and examples, visit the official documentation.
Examples
We have build some elixir implementation examples using plug based and phoenix apps:
	upcase-server: plug based MCP server using streamable_http
	echo-elixir: phoenix based MCP server using sse
	ascii-server: phoenix_live_view based MCP server using streamable_http and UI

License
LGPL-v3 License. See LICENSE for details.


  

    Welcome to Anubis MCP

Let's explore how Anubis helps you build bridges between AI assistants and your Elixir applications. Have you ever wished your AI could directly interact with your code? That's exactly what we're enabling here.
What's This All About?
Anubis implements the Model Context Protocol (MCP) - think of it as a secure conversation channel between AI assistants and your applications. Your AI can discover what your app offers and interact with it safely.
Three minutes. That's all we need to show you something working.
Your First Connection
What if we started by connecting to an existing MCP server? Let's see how this feels:
# In your mix.exs
{:anubis_mcp, "~> 0.11.2"} # x-release-please-version
Now, let's define a client that can talk to Claude's own MCP server:
defmodule MyApp.ClaudeClient do
  use Anubis.Client,
    name: "MyApp",
    version: "1.0.0",
    protocol_version: "2024-11-05",
    capabilities: [:roots]
end
Add it to your application:
# considering you have `claude-code` installed
children = [
  {MyApp.ClaudeClient,
   transport: {:stdio, command: "claude", args: ["mcp", "serve"]}}
]
What can your client do now? Let's explore:
# Is anyone there?
MyApp.ClaudeClient.ping()
# => :pong

# What tools are available?
{:ok, response} = MyApp.ClaudeClient.list_tools()
# => Discover web search, news, and more...

# Let's search for something
{:ok, result} = MyApp.ClaudeClient.call_tool("search", %{query: "elixir lang"})
How does that feel? In just a few lines, you've connected your Elixir app to Claude's capabilities.
Building Your Own Server
What if you want to expose your own functionality to AI assistants? Let's create a simple server:
defmodule MyApp.Server do
  use Anubis.Server,
    name: "my-app",
    version: "1.0.0",
    capabilities: [:tools]

  component MyApp.Greeter
end

defmodule MyApp.Greeter do
  @moduledoc "Greet someone warmly"

  use Anubis.Server.Component, type: :tool

  schema do
    field :name, :string, required: true
  end

  def execute(%{name: name}, _frame) do
    {:ok, "Hello #{name}! Welcome to the MCP world!"}
  end
end

# on your application.ex
children = [
  Anubis.Server.Registry,
  {MyApp.Greeter, transport: :stdio}
]
Start your server and any AI assistant can now discover and use your greeter. Interesting, right?
Where to Go Next?
What interests you most?
	Building a Client - Connect to any MCP server and leverage its capabilities
	Building a Server - Expose your Elixir application's features to AI assistants
	Recipes - Real-world patterns we've discovered along the way

The protocol handles all the complexity - transport negotiation, capability exchange, error handling. You just focus on what your application does best.
Ready to explore further?


  

    Building a Client

Let's explore how to connect your Elixir application to MCP servers. What possibilities open up when your code can leverage AI-enhanced services?
Starting Simple
Remember our first client? Let's understand what's happening:
defmodule MyApp.WeatherClient do
  use Anubis.Client,
    name: "MyApp",                    # How you introduce yourself
    version: "1.0.0",                 # Your client's version
    protocol_version: "2024-11-05",   # MCP protocol target version
    capabilities: [:roots]            # What features you support
end
When you add this to your supervision tree, something interesting happens:
{MyApp.WeatherClient,
 transport: {:stdio, command: "weather-server", args: []}}
The client automatically:
	Launches the weather server as a subprocess
	Negotiates capabilities
	Maintains the connection
	Handles all the protocol details

How might you use this connection?
Discovering Capabilities
What can a connected server actually do? Let's find out:
# What's this server about?
info = MyApp.WeatherClient.get_server_info()
# => %{"name" => "Weather Server", "version" => "2.0.0", ...}

# What capabilities does it offer?
caps = MyApp.WeatherClient.get_server_capabilities()
# => %{"tools" => %{"listChanged" => false}, ...}

# What tools are available?
{:ok, %{result: %{"tools" => tools}}} = MyApp.WeatherClient.list_tools()

Enum.each(tools, fn tool ->
  IO.puts("#{tool["name"]}: #{tool["description"]}")
end)
# => get_weather: Get current weather for a location
# => get_forecast: Get weather forecast
Notice how we're exploring the server's interface dynamically?
Using Tools
Now for the interesting part - actually using these discovered tools:
# Simple tool call
{:ok, %{result: weather}} =
  MyApp.WeatherClient.call_tool("get_weather", %{
    "location" => "San Francisco"
  })

# Tool with complex parameters
{:ok, %{result: forecast}} =
  MyApp.WeatherClient.call_tool("get_forecast", %{
    "location" => "Tokyo",
    "days" => 5,
    "units" => "metric"
  })
What happens if something goes wrong?
case MyApp.WeatherClient.call_tool("get_weather", %{"location" => ""}) do
  {:ok, %{is_error: false, result: weather}} ->
    # Success path

  {:ok, %{is_error: true, result: error}} ->
    # The tool itself reported an error
    IO.puts("Tool error: #{error["message"]}")

  {:error, error} ->
    # Protocol or connection error
    IO.puts("Connection error: #{inspect(error)}")
end
Working with Resources
Some servers expose resources - think files, databases, or any readable content:
# What resources are available?
{:ok, %{result: %{"resources" => resources}}} =
  MyApp.WeatherClient.list_resources()

# Read a specific resource
{:ok, %{result: %{"contents" => contents}}} =
  MyApp.WeatherClient.read_resource("weather://stations/KSFO")

# Resources can have multiple content types
for content <- contents do
  case content do
    %{"text" => text} ->
      IO.puts("Text content: #{text}")

    %{"blob" => blob} ->
      IO.puts("Binary data: #{byte_size(blob)} bytes")
  end
end
Transport Options
How does your client actually connect to servers? Let's explore the options:
# Local subprocess
transport: {:stdio, command: "python", args: ["-m", "my_server"]}

# HTTP endpoint
transport: {:streamable_http, base_url: "http://localhost:8000"}

# WebSocket for real-time
transport: {:websocket, base_url: "ws://localhost:8000"}

# Server-Sent Events
transport: {:sse, base_url: "http://localhost:8000"}
Which transport should you choose?
	STDIO: Perfect for local tools and subprocess isolation
	HTTP: Great for remote services and web APIs
	WebSocket: When you need bidirectional real-time communication
	SSE: For servers that push updates to clients (deprecated)

Advanced Patterns
Multiple Client Instances
Need to connect to multiple servers? No problem:
children = [
  Supervisor.child_spec(
    {MyApp.WeatherClient,
     name: :weather_us,
     transport: {:stdio, command: "weather-server", args: ["--region", "US"]}},
    id: :weather_us
  ),

  Supervisor.child_spec(
    {MyApp.WeatherClient,
     name: :weather_eu,
     transport: {:stdio, command: "weather-server", args: ["--region", "EU"]}},
    id: :weather_eu
  )
]

# Use specific instances
MyApp.WeatherClient.call_tool(:weather_us, "get_weather", %{location: "NYC"})
MyApp.WeatherClient.call_tool(:weather_eu, "get_weather", %{location: "Paris"})
Handling Timeouts
Long-running operations? Adjust timeouts:
# 5 minute timeout for slow operations
opts = [timeout: 300_000]
MyApp.WeatherClient.call_tool("analyze_historical_data", params, opts)
Progress Tracking
Need to track progress on long-running operations? Here's how:
# Generate a unique token for this operation
progress_token = Anubis.MCP.ID.generate_progress_token()

# Option 1: Just track with a token
MyApp.WeatherClient.call_tool("analyze_data", params,
  progress: [token: progress_token]
)

# Option 2: Receive real-time updates
callback = fn ^progress_token, progress, total ->
  percentage = if total, do: "#{progress}/#{total}", else: "#{progress}"
  IO.puts("Progress: #{percentage}")
end

MyApp.WeatherClient.call_tool("analyze_data", params,
  progress: [token: progress_token, callback: callback]
)
The server sends progress notifications that your callback receives automatically.
Graceful Shutdown
When you're done:
MyApp.WeatherClient.close()
This cleanly shuts down the connection and any associated resources.
What's Next?
Now that you understand clients, what interests you?
	Building your own server to expose functionality?
	Exploring specific recipes for common patterns?
	Understanding how to handle errors gracefully?

The client abstraction handles all the protocol complexity - you just focus on using the capabilities. What will you connect to first?


  

    Building a Server

What if your Elixir application could become a capability that AI assistants can discover and use? Let's explore how to expose your application's features through MCP.
Your First Tool
Remember our greeter from the introduction? Let's understand what's really happening:
defmodule MyApp.Greeter do
  @moduledoc "Greet someone warmly"

  use Anubis.Server.Component, type: :tool

  schema do
    field :name, :string, required: true
  end

  def execute(%{name: name}, _frame) do
    {:ok, "Hello #{name}! Welcome to the MCP world!"}
  end
end
What makes this special? When an AI assistant connects to your server, it can:
	Discover this tool exists
	Understand what parameters it needs
	Call it with the right data
	Get a response back

The schema block defines what the tool expects. The execute function does the work. That's it.
Creating Your Server
Now let's build a server that exposes this tool:
defmodule MyApp.Server do
  use Anubis.Server,
    name: "my-app",
    version: "1.0.0",
    capabilities: [:tools]

  # Register our greeter tool
  component MyApp.Greeter
end
Add it to your supervision tree:
children = [
  # Start with STDIO for easy testing
  {MyApp.Server, transport: :stdio}
]
How do you test this? Complete one file for reference:
Mix.install([{:anubis_mcp, "~> 0.11"}])

defmodule MyApp.Greeter do
  @moduledoc "Greet someone warmly"

  use Anubis.Server.Component, type: :tool

  schema do
    field :name, :string, required: true
  end

  def execute(%{name: name}, _frame) do
    {:ok, "Hello #{name}! Welcome to the MCP world!"}
  end
end

defmodule MyApp.Server do
  use Anubis.Server,
    name: "my-app",
    version: "1.0.0",
    capabilities: [:tools]

  # Register our greeter tool
  component MyApp.Greeter
end

children = [Anubis.Server.Registry, {MyApp.Server, transport: :stdio}]
{:ok, _pid} = Supervisor.start_link(children, strategy: :one_for_one, name: MyApp.Supervisor)
Save it to my_app.exs and you can test it with the helper task:
mix anubis.stdio.interactive -c elixir --args=--no-halt,my_app.exs

Or you can add it to claude, assuming you have claude-code installed:
claude mcp add my-app -- elixir --no-halt my_app.exs

Building Real Tools
Let's create something more substantial. What if we built a tool that searches through your application's data?
defmodule MyApp.ProductSearch do
  @moduledoc "Search for products in our catalog"

  use Anubis.Server.Component, type: :tool

  alias Anubis.Server.Response

  schema do
    field :query, :string, required: true
    field :limit, :integer, default: 10
    field :category, :string
  end

  @impl true
  def execute(%{query: query} = params, frame) do
    limit = params[:limit] || 10
    category = params[:category]

    products =
      MyApp.Catalog.search(query)
      |> maybe_filter_by_category(category)
      |> Enum.take(limit)
      |> Enum.map(&format_product/1)

    {:reply, Response.json(Response.tool(), products), frame}
  end

  defp maybe_filter_by_category(products, nil), do: products
  defp maybe_filter_by_category(products, category) do
    Enum.filter(products, &(&1.category == category))
  end

  defp format_product(product) do
    %{
      id: product.id,
      name: product.name,
      price: product.price,
      description: product.description
    }
  end
end
Notice how we're using your existing business logic? The tool is just a thin wrapper that makes it accessible to AI.
Adding Resources
Tools perform actions. Resources provide data. What if AI assistants could read your application's data directly?
defmodule MyApp.ConfigResource do
  @moduledoc "Current application configuration"

  use Anubis.Server.Component,
    type: :resource,
    uri: "config://app/settings"

  alias Anubis.Server.Response

  @impl true
  def read(_params, frame) do
    config = %{
      environment: Application.get_env(:my_app, :environment),
      features: Application.get_env(:my_app, :feature_flags),
      version: Application.spec(:my_app, :vsn) |> to_string()
    }

    {:reply, Response.json(Response.resource(), config), frame}
  end
end
Resources have URIs. AI assistants can discover and read them:
Client: list_resources()
Server: [{uri: "config://app/settings", name: "Application Config", ...}]
Client: read_resource("config://app/settings")
Server: {contents: [{text: "{\n  \"environment\": \"production\",\n  ..."}]}
Creating Prompts
Prompts are templates that help AI assistants interact with your users more effectively:
defmodule MyApp.BugReportPrompt do
  @moduledoc "Generate a structured bug report"

  use Anubis.Server.Component, type: :prompt

  alias Anubis.Server.Response

  schema do
    field :title, :string, required: true
    field :severity, :string, values: ["low", "medium", "high", "critical"]
    field :steps_to_reproduce, :string
    field :expected_behavior, :string
    field :actual_behavior, :string
  end

  @impl true
  def get_messages(params, frame) do
    content = build_report_content(params)

    response =
      Response.prompt()
      |> Response.user_message(content)
      |> Response.system_message("This is the Bug report prompt, user already have the data")

    {:reply, response, frame}
  end

  defp bug_report_content(params) do
    """
    Please help me file a bug report for: #{params.title}

    Severity: #{params.severity || "not specified"}

    Steps to reproduce:
    #{params.steps_to_reproduce || "not provided"}

    Expected behavior:
    #{params.expected_behavior || "not provided"}

    Actual behavior:
    #{params.actual_behavior || "not provided"}

    Please format this as a proper bug report and suggest any missing information.
    """
  end
end
Transport Options
How do clients connect to your server? Let's explore your options:
STDIO (Development & CLIs)
Perfect for CLI tools and development:
{MyApp.Server, transport: :stdio}
Your server communicates through standard input/output. Great for:
	Command-line tools
	Development and testing
	Subprocess isolation

HTTP (Web Applications)
For web services that multiple clients connect to:
{MyApp.Server, transport: {:streamable_http, port: 8080}}
This creates an HTTP endpoint at http://localhost:8080/mcp. Each client gets its own session.
Integration with Phoenix
Already have a Phoenix app? Integrate MCP as a route:
# In your Phoenix endpoint (lib/my_app_web/endpoint.ex)
defmodule MyAppWeb.Endpoint do
  use Phoenix.Endpoint, otp_app: :my_app

  # Add the MCP plug before your router
  plug Anubis.Server.Transport.StreamableHTTP.Plug,
    server: MyApp.Server,
    path: "/mcp"

  # Your other plugs...
  plug MyAppWeb.Router
end

# In your application supervisor
children = [
  MyAppWeb.Endpoint,
  Anubis.Server.Registry,
  {MyApp.Server, transport: :streamable_http}
]
Now your MCP server is available at http://localhost:4000/mcp.
Error Handling
What happens when things go wrong? Let's handle errors gracefully:
defmodule MyApp.DatabaseQuery do
  @moduledoc "Query the database"

  use Anubis.Server.Component, type: :tool

  schema do
    field :query, :string, required: true
  end

  @impl true
  def execute(%{query: query}, frame) do
    case MyApp.Repo.query(query) do
      {:ok, result} ->
        {:reply, Response.json(Response.tool(), format_result(result)), frame}

      {:error, reason} ->
        {:reply, Response.error(Response.tool(), "Query failed: #{to_string(reason)}")}
    end
  end
end
Anubis automatically formats your error responses according to the MCP protocol.
Stateful Operations
Need to maintain state across calls? The frame provides context:
defmodule MyApp.Conversation do
  @moduledoc "Continue a conversation"

  use Anubis.Server.Component, type: :tool

  schema do
    field :message, :string, required: true
  end

  @impl true
  def execute(%{message: message}, frame) do
    session_id = frame.private.session_id
    history = ConversationStore.get_history(session_id)

    new_history = history ++ [message]
    ConversationStore.save_history(session_id, new_history)

    content = generate_response(new_history)

    {:reply, Response.text(Response.tool(), content), frame}
  end
end
Tool Annotations
Need to add extra metadata to your tools? Annotations provide additional context:
defmodule MyApp.DatabaseQuery do
  @moduledoc "Query the application database"

  use Anubis.Server.Component,
    type: :tool,
    annotations: %{
      "x-api-version" => "2.0",
      "x-rate-limit" => "10/minute",
      "x-auth-required" => true
    }

  schema do
    field :query, :string, required: true
  end

  @impl true
  def execute(params, frame) do
    # Implementation...
  end
end
These annotations are exposed in the tool definition, helping clients understand additional constraints or requirements.
Testing Your Server
How do you know your server works correctly? Let's explore interactive testing first:
Interactive CLI Testing
Anubis provides interactive Mix tasks for different transports if you need quick testing:
# Test STDIO server
mix anubis.stdio.interactive --command elixir --args=--no-halt,my_app.exs

# Test HTTP server
mix anubis.streamable_http.interactive --base-url=http://localhost:8080 --header 'authorization: Bearer 123'

# With verbose logging
mix anubis.stdio.sse --base-url=http//:localhost:4000 -vvv

In the interactive session:
mcp> ping
pong

mcp> list_tools
Available tools:
- greeter: Greet someone warmly
- product_search: Search for products in our catalog

mcp> call_tool
Tool name: greeter
Tool arguments (JSON): {"name": "Alice"}
Result: Hello Alice! Welcome to the MCP world!

mcp> show_state
Client State:
  Protocol: 2024-11-05
  Initialized: true
  ...
Unit Testing
Now let's write some tests:
defmodule MyApp.ServerTest do
  use ExUnit.Case

  alias Anubis.Server.Frame

  test "greeter tool works correctly" do
    frame = %Frame{}

    assert {:reply, resp, ^frame} = Greeter.execute(%{name: "joe"}, frame)
    assert {:ok, %{"result" => %{"content" => content}}} = JSON.decode(resp)
    assert [%{"text" => "Hello joe! Welcome to the MCP world!"}] = content
  end
end
What's Next?
You've seen how to expose your Elixir application's capabilities to AI assistants. What patterns interest you most?
	Complex multi-step workflows?
	Authentication and authorization?
	Real-time updates and notifications?

The server abstraction handles all the protocol complexity. You just focus on what your application does best.


  

    Recipes

Let's explore patterns we've discovered while building with Anubis MCP. What challenges are you facing?
Authentication & Authorization
How do you ensure only authorized clients can access your server? Let's explore a few approaches:
API Key Authentication
defmodule MyApp.AuthenticatedServer do
  use Anubis.Server,
    name: "secure-app",
    version: "1.0.0",
    capabilities: [:tools]

  def init(arg, frame) do
    # Check API key from transport metadata
    api_key = get_in(frame.transport, [:headers, "x-api-key"])

    case authenticate_api_key(api_key) do
      {:ok, user} ->
        # Store user in frame assigns for later use
        {:ok, Map.put(frame, :assigns, %{user: user})}

      :error ->
        {:stop, :unauthorized}
    end
  end

  defp authenticate_api_key(nil), do: :error
  defp authenticate_api_key(key) do
    # Your authentication logic here
    MyApp.Auth.verify_api_key(key)
  end
end
Now your tools can access the authenticated user:
defmodule MyApp.SecureTool do
  use Anubis.Server.Component, type: :tool

  def execute(params, frame) do
    user = frame.assigns.user

    # User-scoped operations
    {:ok, "Hello #{user.name}, you have access to this tool!"}
  end
end
OAuth Integration
For more complex authentication flows:
defmodule MyApp.OAuthResource do
  use Anubis.Server.Component,
    type: :resource,
    uri: "auth://oauth/status"

  def read(_params, frame) do
    case frame.assigns[:oauth_token] do
      nil ->
        {:ok, Jason.encode!(%{
          authenticated: false,
          login_url: generate_oauth_url(frame.private.session_id)
        })}

      token ->
        {:ok, Jason.encode!(%{
          authenticated: true,
          user: fetch_user_info(token)
        })}
    end
  end
end
File Operations
Need to work with files? Here's a safe pattern:
defmodule MyApp.FileManager do
  use Anubis.Server.Component, type: :tool

  @moduledoc "Safely read files from allowed directories"

  schema do
    field :path, :string, required: true
  end

  def execute(%{path: path}, frame) do
    user = frame.assigns.user
    allowed_dirs = get_allowed_directories(user)

    with :ok <- validate_path_access(path, allowed_dirs),
         {:ok, content} <- File.read(path) do
      {:ok, %{
        path: path,
        size: byte_size(content),
        content: content,
        mime_type: MIME.from_path(path)
      }}
    else
      {:error, :access_denied} ->
        {:error, "Access denied to path: #{path}"}

      {:error, reason} ->
        {:error, "Failed to read file: #{inspect(reason)}"}
    end
  end

  defp validate_path_access(path, allowed_dirs) do
    real_path = Path.expand(path)

    if Enum.any?(allowed_dirs, &String.starts_with?(real_path, &1)) do
      :ok
    else
      {:error, :access_denied}
    end
  end
end
Database Operations
How do you expose database queries safely?
defmodule MyApp.QueryBuilder do
  use Anubis.Server.Component, type: :tool

  @moduledoc "Build and execute safe database queries"

  schema do
    field :table, :string, required: true, values: ["users", "products", "orders"]
    field :filters, :map
    field :limit, :integer, default: 100, max: 1000
    field :order_by, :string
  end

  def execute(params, frame) do
    query =
      build_base_query(params.table)
      |> apply_filters(params[:filters])
      |> apply_order(params[:order_by])
      |> apply_limit(params.limit)
      |> apply_user_scope(frame.assigns.user)

    case MyApp.Repo.all(query) do
      results when is_list(results) ->
        {:ok, Enum.map(results, &sanitize_result/1)}

      error ->
        {:error, "Query failed: #{inspect(error)}"}
    end
  end

  defp build_base_query("users"), do: from(u in User)
  defp build_base_query("products"), do: from(p in Product)
  defp build_base_query("orders"), do: from(o in Order)

  defp apply_filters(query, nil), do: query
  defp apply_filters(query, filters) do
    Enum.reduce(filters, query, fn {field, value}, q ->
      where(q, [r], field(r, ^String.to_atom(field)) == ^value)
    end)
  end

  defp sanitize_result(record) do
    # Remove sensitive fields
    record
    |> Map.from_struct()
    |> Map.drop([:password_hash, :api_key, :secret_token])
  end
end
Long-Running Operations
What about operations that take time? Let's handle them gracefully:
defmodule MyApp.ReportGenerator do
  use Anubis.Server.Component, type: :tool

  @moduledoc "Generate complex reports"

  schema do
    field :report_type, :string, required: true
    field :date_range, :map
  end

  def execute(params, frame) do
    # Start async task
    task_id = UUID.uuid4()

    Task.start(fn ->
      result = generate_report(params)
      ReportStore.save(task_id, result)
    end)

    # Return immediately with task ID
    {:ok, %{
      task_id: task_id,
      status: "processing",
      check_status_with: "report_status"
    }}
  end
end

defmodule MyApp.ReportStatus do
  use Anubis.Server.Component, type: :tool

  schema do
    field :task_id, :string, required: true
  end

  def execute(%{task_id: task_id}, _frame) do
    case ReportStore.get(task_id) do
      nil ->
        {:ok, %{status: "processing"}}

      {:completed, result} ->
        {:ok, %{status: "completed", result: result}}

      {:error, reason} ->
        {:ok, %{status: "failed", error: reason}}
    end
  end
end
Real-time Updates
Need to push updates to clients? Here's how:
defmodule MyApp.LiveDataServer do
  use Anubis.Server,
    name: "live-data",
    version: "1.0.0",
    capabilities: [:tools]

  def init(arg, frame) do
    # Subscribe to Phoenix PubSub
    Phoenix.PubSub.subscribe(MyApp.PubSub, "data_updates")
    {:ok, frame}
  end

  def handle_info({:data_update, data}, frame) do
    # Send notification to client
    notification = %{
      method: "notifications/resources/list_changed",
      params: %{}
    }

    send_notification(notification)
    {:noreply, frame}
  end
end
Testing Patterns
How do you test MCP components effectively?
defmodule MyApp.ComponentTest do
  use ExUnit.Case, async: true

  describe "complex tool validation" do
    test "validates required fields" do
      tool = MyApp.ComplexTool

      # Test schema validation
      assert {:error, errors} =
        Anubis.Server.Component.validate_params(tool, %{})

      assert errors[:required_field] == ["is required"]
    end

    test "executes with valid params" do
      params = %{required_field: "value", optional_field: 42}
      frame = %Anubis.Server.Frame{assigns: %{user: %{id: 1}}}

      assert {:ok, result} = MyApp.ComplexTool.execute(params, frame)
      assert result.processed == true
    end
  end
end
Error Recovery
How do you handle and recover from errors gracefully?
defmodule MyApp.ResilientTool do
  use Anubis.Server.Component, type: :tool

  def execute(params, frame) do
    with {:ok, data} <- fetch_external_data(params),
         {:ok, processed} <- process_data(data),
         {:ok, stored} <- store_results(processed) do
      {:ok, format_success(stored)}
    else
      {:error, :external_service_down} ->
        # Fallback to cache
        case get_cached_data(params) do
          {:ok, cached} ->
            {:ok, %{data: cached, source: "cache", warning: "Using cached data"}}
          :error ->
            {:error, "Service unavailable and no cached data found"}
        end

      {:error, :rate_limited} ->
        {:error, "Rate limited. Please try again in a few minutes."}

      {:error, reason} ->
        Logger.error("Tool execution failed: #{inspect(reason)}")
        {:error, "An unexpected error occurred"}
    end
  end
end
Performance Optimization
Need to handle high-throughput scenarios?
defmodule MyApp.BatchProcessor do
  use Anubis.Server.Component, type: :tool

  schema do
    field :items, {:array, :map}, required: true, max_items: 1000
  end

  def execute(%{items: items}, frame) do
    # Process in parallel with flow control
    results =
      items
      |> Task.async_stream(
        &process_item/1,
        max_concurrency: System.schedulers_online() * 2,
        timeout: 5_000,
        on_timeout: :kill_task
      )
      |> Enum.map(fn
        {:ok, result} -> result
        {:exit, :timeout} -> {:error, "Processing timeout"}
      end)

    successful = Enum.filter(results, &match?({:ok, _}, &1))
    failed = Enum.filter(results, &match?({:error, _}, &1))

    {:ok, %{
      processed: length(successful),
      failed: length(failed),
      results: successful
    }}
  end
end
Logging & Monitoring
How do you track what's happening in your MCP system? Let's explore logging patterns:
MCP Protocol Logging
Control log verbosity from servers you connect to:
# Tell the server to only send warnings and above
MyApp.Client.set_log_level("warning")

# Register a handler for incoming logs
MyApp.Client.register_log_callback(fn level, data, logger ->
  # Forward to your monitoring service
  MyApp.Telemetry.log_event(level, data, source: logger)

  # Or filter specific loggers
  if logger == "database" do
    Logger.warning("Database: #{data}")
  end
end)
Server-Side Logging
Send structured logs to connected clients:
defmodule MyApp.LoggingServer do
  use Anubis.Server,
    name: "logging-demo",
    version: "1.0.0",
    capabilities: [:logging]  # Advertise logging support

  def handle_request(%{"method" => "tools/call"} = request, frame) do
    # Send log notifications to client
    send_log_message(self(), "info", "Processing tool request", "request_handler")

    # Do the work...
    result = process_request(request)

    send_log_message(self(), "debug", "Request completed", "request_handler")
    {:reply, result, frame}
  end
end
Configuring Library Logging
Control Anubis's internal logging verbosity:
# In config/config.exs
config :anubis_mcp, :logging,
  client_events: :info,      # Client lifecycle events
  server_events: :info,      # Server request handling
  transport_events: :warning, # Connection issues
  protocol_messages: :debug   # Raw message exchanges

# Or disable completely for production
config :anubis_mcp, log: false
What Pattern Do You Need?
These recipes come from real-world usage. What challenges are you facing?
	Complex authentication flows?
	Multi-step workflows?
	Integration with existing systems?
	Performance at scale?
	Logging and observability?

Each pattern can be adapted to your specific needs. The key insight? MCP handles the protocol complexity while you focus on your domain logic.
Ready to implement one of these patterns?


  

    API Reference

A quick reference for the most commonly used functions. Looking for more detailed examples? Check out our guides.
Client API
Module Definition
use Anubis.Client, options
Required Options:
	name - Your client name (string)
	version - Your client version (string)
	protocol_version - MCP protocol version (string)
	capabilities - List of capabilities (atoms or tuples)

Starting a Client
{MyApp.Client, transport: transport_config}
Transport Options:
	{:stdio, command: "cmd", args: ["arg1", "arg2"]}
	{:streamable_http, url: "http://localhost:8000/mcp"}
	{:websocket, url: "ws://localhost:8000/ws"}
	{:sse, base_url: "http://localhost:8000"}

Client Functions
All functions accept an optional process name as the first argument:
# Default process
MyApp.Client.ping()

# Named process
MyApp.Client.ping(:my_client)
Connection Management:
	ping/0,1 - Check if server is responsive
	close/0,1 - Close the connection gracefully

Discovery:
	get_server_info/0,1 - Get server information
	get_server_capabilities/0,1 - Get server capabilities

Tools:
	list_tools/0,1 - List available tools
	call_tool/2,3,4 - Call a tool with arguments

Resources:
	list_resources/0,1,2 - List available resources (supports pagination)
	read_resource/1,2 - Read a specific resource

Prompts:
	list_prompts/0,1,2 - List available prompts (supports pagination)
	get_prompt/2,3 - Get a prompt with arguments

Autocompletion:
	complete/2,3 - Get completion suggestions

Options
Functions that make requests accept options:
	timeout: milliseconds - Request timeout (default: 30_000)

Server API
Module Definition
use Anubis.Server, options
Required Options:
	name - Your server name (string)
	version - Your server version (string)
	capabilities - List of capabilities to expose

Starting a Server
{MyApp.Server, transport: transport_config}
Transport Options:
	:stdio - Standard input/output
	{:streamable_http, port: 8080} - HTTP server
	:none - No transport (for embedding)

Server Callbacks
@behaviour Anubis.Server.Behaviour

# Optional initialization
def init(arg, frame) do
  {:ok, frame}
end

# Handle incoming requests (optional)
def handle_request(request, frame) do
  {:reply, result, frame}
end

# Handle notifications (optional)
def handle_notification(notification, frame) do
  {:noreply, frame}
end
Component Definition
Tools
use Anubis.Server.Component, type: :tool

# Schema definition
schema do
  field :name, :string, required: true
  field :age, :integer, min: 0
end

# Execution callback
def execute(params, frame) do
  {:ok, result}  # or {:error, reason}
end
Resources
use Anubis.Server.Component,
  type: :resource,
  uri: "resource://type/name"

# Read callback
def read(params, frame) do
  {:ok, content}  # or {:error, reason}
end
Prompts
use Anubis.Server.Component, type: :prompt

# Schema for arguments
schema do
  field :context, :string
end

# Get messages callback
def get_messages(params, frame) do
  {:ok, [%{role: "user", content: "..."}]}
end
Component Registration
defmodule MyApp.Server do
  use Anubis.Server, ...

  # Register components
  component MyApp.MyTool
  component MyApp.MyResource
  component MyApp.MyPrompt
end
Schema DSL
Available field types and validations:
schema do
  field :string_field, :string,
    required: true,
    min_length: 1,
    max_length: 100,
    format: ~r/pattern/

  field :number_field, :number,
    min: 0,
    max: 100

  field :integer_field, :integer,
    min: 0

  field :boolean_field, :boolean,
    default: false

  field :enum_field, :string,
    values: ["option1", "option2"]

  field :array_field, {:array, :string},
    min_items: 1,
    max_items: 10

  field :map_field, :map
end
Return Values
Client Returns
Most client functions return:
	{:ok, %{result: data}} - Successful response
	{:ok, %{is_error: true, result: error}} - Tool-level error
	{:error, reason} - Protocol or connection error

Server Returns
Component callbacks should return:
	{:ok, result} - Success with result
	{:error, message} - Error with message

Server callbacks return:
	{:reply, result, frame} - Reply with result
	{:noreply, frame} - No reply
	{:stop, reason, frame} - Stop the server

Error Handling
Errors are automatically formatted according to MCP protocol. You can return:
	String error messages
	Error tuples
	Exceptions (will be caught and formatted)

Useful Mix Tasks
Interactive Testing:
	mix anubis.stdio.interactive Module - Test with STDIO
	mix anubis.streamable_http.interactive Module - Test with HTTP

Development:
	mix compile --force - Recompile all components
	mix test - Run tests

Need More?
This reference covers the essential API. For detailed examples and patterns:
	Building a Client
	Building a Server
	Recipes

Remember: the protocol complexity is handled for you. Focus on what your application does best.


  

    Changelog

All notable changes to this project are documented in this file.
0.13.1 (2025-07-31)
Bug Fixes
	not crash server on empty tool/prompt args (#4) (ee8043f)

Miscellaneous Chores
	old release are from the original fork (e99d8ba)
	plug router config on readme (#2) (243176c)
	readme (bed6ff7)

0.13.0 (2025-07-18)
Features
	allow redact patterns on server assigns/data (#190) (07af99f)
	better dsl for embedded nested fields on server components (#199) (097f5fd)
	new server response contents for tools/resources with annotations (2025-06-18) (#195) (9b65308)
	resources templates (#193) (1457e59)
	tools output schema feature (2025-06-18) (#194) (8088a49)

Miscellaneous Chores
	deprecate sse transport (#187) (1932fbc)
	deps: bump the npm_and_yarn group across 1 directory with 2 updates (#198) (5e21aac)
	readme (bed6ff7)

0.12.1 (2025-07-14)
Code Refactoring
	do not hangle on transport process (#185) (e6ba926)
	remove batch messaging feature (#183) (99458c0)

0.12.0 (2025-07-11)
Features
	client sampling capability (#170) (da617a6)
	roots/list and completion features (#178) (d22a6bd)
	server components cursor pagination (#177) (a95eba7)
	server-side sampling capability (#173) (c09e7f3)

Bug Fixes
	allow configuring server request timeout (#182) (e79fe2f)
	do not allow duplicate server components and more convenient API (#180) (bc71df8)

Miscellaneous Chores
	add llms summary about the library (#175) (ed0e608)
	allow different kind of components have the same name (#181) (d5ba6f5)

Code Refactoring
	handle_sampling callback, use frame as entrypoint for notifications (#176) (1e88711)
	interactive tasks now support JSON file input (#172) (9465266)

0.11.3 (2025-07-02)
Bug Fixes
	correctly parse dates when default values are passed (58f6368)
	include frame helpers on module-based component (#163) (15ba2c7)
	server can now send notifications correctly (#166) (33f32de)

Miscellaneous Chores
	update documentation, simplify, more storytelling (#168) (ccdddc1)

0.11.2 (2025-06-30)
Bug Fixes
	correctly parse peri numeric contrainsts to json-schema (#160) (808c2c0)
	interactive http tasks should accept custom headers (#159) (c2fe91e)

0.11.1 (2025-06-30)
Bug Fixes
	loggin should respect the logger config (#157) (0fbf6a6)

0.11.0 (2025-06-30)
Features
	runtime server components, simplified api (#153) (8af35d6)

Bug Fixes
	allow users to control external process messages (#149) (8fef4eb)
	correctly encode prompt/resource (#155) (4249b13)
	more genserver mcp server callbacks, plug based startup and documentation (#152) (9c26b1c)
	server behaviour with optional callbacks (#151) (91aa191)

Code Refactoring
	improve runtime components schema def (#154) (96ff2a9)

0.10.5 (2025-06-25)
Bug Fixes
	normalize transport api (#146) (8a30a34), closes #145

0.10.4 (2025-06-24)
Bug Fixes
	server session expiration on idle (configurable) (#143) (d9f7164)

0.10.3 (2025-06-23)
Bug Fixes
	include formatter on hex release (#139) (d91b244)

0.10.2 (2025-06-23)
Bug Fixes
	default implementation for server handle_notification (#135) (c958041)

Code Refactoring
	cleaner peri integration (#137) (43226cc), closes #123

0.10.1 (2025-06-21)
Bug Fixes
	client should send both sse/json headers on POST requests (#134) (e906b7f)
	correctly allows macro-based/callback-based server implementations (#131) (d7bfc75)
	remove last uses of hard-coded Anubis.Server.Registry (cc0ffd9)

0.10.0 (2025-06-18)
Features
	batch operations on server-side (#125) (28eea7c)
	missing notifications handlers (#129) (34d5934)
	support batch operations on client side (#101) (fadf28d)
	tools annotations (#127) (c83e8f1)

Miscellaneous Chores
	release please correct version on readme (#128) (d0125c6)
	update peri (#126) (7292615)

0.9.1 (2025-06-13)
Bug Fixes
	allow enum specific type on json-schema (#121) (23c9ce2), closes #114
	correctly escape quoted expressions (#119) (0c469c5), closes #118

0.9.0 (2025-06-12)
Features
	add independently configurable logs (#113) (bb0be27)

Bug Fixes
	allow registering a name for the client supervisor (#117) (d356511)

0.8.2 (2025-06-11)
Code Refactoring
	higher-level client implementation (#111) (5de2162)

0.8.1 (2025-06-10)
Bug Fixes
	anubis should respect mix releases startup (#109) (f42d476)

0.8.0 (2025-06-10)
Features
	inject user and transport data on mcp server frame (#106) (feb2ce3)
	legacy sse server transport (#102) (4a71088)

Bug Fixes
	allow empty capabilities on incoming JSON-RPC messages (#105) (f0ad4cf), closes #96

Miscellaneous Chores
	release please should include all files (#108) (d0a25b9)

0.7.0 (2025-06-09)
Features
	allow json schema fields on tools/prompts definition (#99) (0345f12)

0.6.0 (2025-06-09)
Features
	allow customize server registry impl (#94) (f3ac087)
	mcp high level server components definition (#91) (007f41d)
	mcp server handlers refactored (#92) (e213e04)

Bug Fixes
	correctly handle mcp requests on phoenix apps (#88) (09f4235), closes #86

Miscellaneous Chores
	upcate automatic version (#98) (0c08233)

Code Refactoring
	tests (#93) (ca31feb)

0.5.0 (2025-06-05)
Features
	client support new mcp spec (#83) (73d14f7)
	enable log disabling (#78) (fa1453f)
	low level genservy mcp server implementation (stdio + stremable http) (#77) (e6606b4)
	mvp higher level mcp server definition (#84) (a5fec1c)

Code Refactoring
	base mcp server implementation correctly uses streamable http (#85) (29060fd)

0.4.0 - 2025-05-06
Added
	Implemented WebSocket transport (#70)
	Emit telemetry events (#54)
	Implement client feature completion request (#72)
	Implement client feature roots, server requests (#73)

0.3.12 - 2025-04-24
Fixed
	Correctly handles "nested" timeouts (genserver vs MCP) (#71)

0.3.11 - 2025-04-17
Added
	Improved core library logging and added verbosity level on interactive/CLI (#68)

0.3.10 - 2025-04-17
Fixed
	Handle SSE ping and reconnect events from server (#65)

0.3.9 - 2025-04-15
Fixed
	Improved and simplified SSE endpoint event URI merging (#64)

Added
	Added internal client/transport state inspection on CLI/mix tasks (#61)

0.3.8 - 2025-04-10
Added
	Created Operation struct to standardize client API calls (#56)
	Fixed ERTS version to avoid release errors

Fixed
	Resolved client timeout confusion by standardizing timeout handling (#42)

0.3.7 - 2025-04-01
Fixed
	Client reinitialization from interactive CLI (#55)

0.3.6 - 2025-03-28
Added
	New roadmap and protocol update proposal (#53)
	Added documentation for the 2025-03-26 protocol update

0.3.5 - 2025-03-25
Documentation
	Added Roadmap to README (#47)

0.3.4 - 2025-03-20
Added
	help command and flag on the interactive CLI (#37)
	improve SSE connection status on interactive task/cli (#37)

0.3.3 - 2025-03-20
Added
	Client request cancellation support (#35)
	Improved URI path handling for SSE transport (#36)
	Enhanced interactive mix tasks for testing MCP servers (#34)

0.3.2 - 2025-03-19
Added
	Ship static binaries to use anubis-mcp as standalone application

0.3.1 - 2025-03-19
Added
	Ship interactive mix tasks stdio.interactive and sse.interactive to test MCP servers

0.3.0 - 2025-03-18
Added
	Structured server-client logging support (#27)
	Progress notification tracking (#26)
	MCP domain model implementation (#28)
	Comprehensive SSE unit tests (#20)
	Centralized state management (#31)
	Standardized error response handling (#32)

Fixed
	Improved domain error handling (#33)

0.2.3 - 2025-03-12
Added
	Enhanced SSE transport with graceful shutdown capabilities (#25)
	Improved SSE streaming with automatic reconnection handling (#25)

0.2.2 - 2025-03-05
Added
	Support for multiple concurrent client <> transport pairs (#24)
	Improved client resource management

0.2.1 - 2025-02-28
Added
	Support for custom base and SSE paths in HTTP/SSE client (#19)
	Enhanced configuration options for SSE endpoints

0.2.0 - 2025-02-27
Added
	Implemented HTTP/SSE transport (#7)	Support for server-sent events communication
	HTTP client integration for MCP protocol
	Streaming response handling



Documentation
	Extensive guides and documentation improvements

0.1.0 - 2025-02-26
Added
	Implemented STDIO transport (#1) for MCP communication
	Support for bidirectional communication via standard I/O
	Automatic process monitoring and recovery
	Environment variable handling for cross-platform support
	Integration test utilities in Mix tasks


	Created stateful client interface (#6)
	Robust GenServer implementation for MCP client
	Automatic initialization and protocol handshake
	Synchronous-feeling API over asynchronous transport
	Support for all MCP operations (ping, resources, prompts, tools)
	Proper error handling and logging
	Capability negotiation and management


	Developed JSON-RPC message parsing (#5)
	Schema-based validation of MCP messages
	Support for requests, responses, notifications, and errors
	Comprehensive test suite for message handling
	Encoding/decoding functions with proper validation


	Established core architecture and client API
	MCP protocol implementation following specification
	Client struct for maintaining connection state
	Request/response correlation with unique IDs
	Initial transport abstraction layer



Documentation
	Added detailed RFC document describing the library architecture
	Enhanced README with project overview and installation instructions



  

    Contributing to Anubis MCP

Thank you for your interest in contributing to Anubis MCP! This document provides guidelines and instructions for contributing to the project.
Firstly, have sure to follow the official MCP (Model Context Protocol) specification!
Development Setup
Prerequisites
	Elixir 1.18+
	Erlang/OTP 26+
	Python 3.11+ with uv (for echo server)
	Go 1.21+ (for calculator server)
	Just command runner

Getting Started
	Clone the repository
git clone https://github.com/zoedsoupe/anubis-mcp.git
cd anubis-mcp


	Install dependencies
mix setup


	Run tests to ensure everything is working
mix test



Development Workflow
Running MCP Servers
For development and testing, you can use the provided MCP server implementations:
# Start the Echo server (Python)
# For now only support stdio transport
just echo-server

# Start the Calculator server (Go)
# Supports both stdio and http/sse transport
just calculator-server sse

Code Quality
Before submitting a pull request, ensure your code passes all quality checks:
# Run all code quality checks
mix lint

# Individual checks
mix format        # Code formatting
mix credo         # Linting
mix dialyzer      # Type checking

Testing
Write tests for all new features and bug fixes:
# Run all tests
mix test

Submitting Contributions
	Create a new branch for your feature or bugfix
git checkout -b feature/your-feature-name


	Make your changes and commit them with clear, descriptive messages

	Push your branch to GitHub
git push origin feature/your-feature-name


	Open a pull request against the main branch


Pull Request Guidelines
	Follow the existing code style and conventions
	Include tests for new functionality
	Update documentation as needed
	Keep pull requests focused on a single topic
	Reference any related issues in your PR description

Documentation
Update documentation for any user-facing changes:
	Update relevant sections in pages/ directory
	Add examples for new features
	Document any breaking changes

Release Process
Releases are managed by the maintainers. Version numbers follow Semantic Versioning.
License
By contributing to Anubis MCP, you agree that your contributions will be licensed under the project's MIT License.


  

    LICENSE


                   GNU LESSER GENERAL PUBLIC LICENSE
                       Version 3, 29 June 2007

 Copyright (C) 2025 <zoey.spessanha@zeetech.io> aka zoedsoupe.

 This program is free software: you can redistribute it and/or modify
 it under the terms of the GNU Lesser General Public License as published by
 the Free Software Foundation, either version 3 of the License, or
 (at your option) any later version.

 This program is distributed in the hope that it will be useful,
 but WITHOUT ANY WARRANTY; without even the implied warranty of
 MERCHANTABILITY or FITNESS FOR A PARTICULAR PURPOSE.  See the
 GNU Lesser General Public License for more details.

 You should have received a copy of the GNU Lesser General Public License
 along with this program.  If not, see <https://www.gnu.org/licenses/>.

 Copyright (C) 2007 Free Software Foundation, Inc. <https://fsf.org/>
 Everyone is permitted to copy and distribute verbatim copies
 of this license document, but changing it is not allowed.


  This version of the GNU Lesser General Public License incorporates
the terms and conditions of version 3 of the GNU General Public
License, supplemented by the additional permissions listed below.

  0. Additional Definitions.

  As used herein, "this License" refers to version 3 of the GNU Lesser
General Public License, and the "GNU GPL" refers to version 3 of the GNU
General Public License.

  "The Library" refers to a covered work governed by this License,
other than an Application or a Combined Work as defined below.

  An "Application" is any work that makes use of an interface provided
by the Library, but which is not otherwise based on the Library.
Defining a subclass of a class defined by the Library is deemed a mode
of using an interface provided by the Library.

  A "Combined Work" is a work produced by combining or linking an
Application with the Library.  The particular version of the Library
with which the Combined Work was made is also called the "Linked
Version".

  The "Minimal Corresponding Source" for a Combined Work means the
Corresponding Source for the Combined Work, excluding any source code
for portions of the Combined Work that, considered in isolation, are
based on the Application, and not on the Linked Version.

  The "Corresponding Application Code" for a Combined Work means the
object code and/or source code for the Application, including any data
and utility programs needed for reproducing the Combined Work from the
Application, but excluding the System Libraries of the Combined Work.

  1. Exception to Section 3 of the GNU GPL.

  You may convey a covered work under sections 3 and 4 of this License
without being bound by section 3 of the GNU GPL.

  2. Conveying Modified Versions.

  If you modify a copy of the Library, and, in your modifications, a
facility refers to a function or data to be supplied by an Application
that uses the facility (other than as an argument passed when the
facility is invoked), then you may convey a copy of the modified
version:

   a) under this License, provided that you make a good faith effort to
   ensure that, in the event an Application does not supply the
   function or data, the facility still operates, and performs
   whatever part of its purpose remains meaningful, or

   b) under the GNU GPL, with none of the additional permissions of
   this License applicable to that copy.

  3. Object Code Incorporating Material from Library Header Files.

  The object code form of an Application may incorporate material from
a header file that is part of the Library.  You may convey such object
code under terms of your choice, provided that, if the incorporated
material is not limited to numerical parameters, data structure
layouts and accessors, or small macros, inline functions and templates
(ten or fewer lines in length), you do both of the following:

   a) Give prominent notice with each copy of the object code that the
   Library is used in it and that the Library and its use are
   covered by this License.

   b) Accompany the object code with a copy of the GNU GPL and this license
   document.

  4. Combined Works.

  You may convey a Combined Work under terms of your choice that,
taken together, effectively do not restrict modification of the
portions of the Library contained in the Combined Work and reverse
engineering for debugging such modifications, if you also do each of
the following:

   a) Give prominent notice with each copy of the Combined Work that
   the Library is used in it and that the Library and its use are
   covered by this License.

   b) Accompany the Combined Work with a copy of the GNU GPL and this license
   document.

   c) For a Combined Work that displays copyright notices during
   execution, include the copyright notice for the Library among
   these notices, as well as a reference directing the user to the
   copies of the GNU GPL and this license document.

   d) Do one of the following:

       0) Convey the Minimal Corresponding Source under the terms of this
       License, and the Corresponding Application Code in a form
       suitable for, and under terms that permit, the user to
       recombine or relink the Application with a modified version of
       the Linked Version to produce a modified Combined Work, in the
       manner specified by section 6 of the GNU GPL for conveying
       Corresponding Source.

       1) Use a suitable shared library mechanism for linking with the
       Library.  A suitable mechanism is one that (a) uses at run time
       a copy of the Library already present on the user's computer
       system, and (b) will operate properly with a modified version
       of the Library that is interface-compatible with the Linked
       Version.

   e) Provide Installation Information, but only if you would otherwise
   be required to provide such information under section 6 of the
   GNU GPL, and only to the extent that such information is
   necessary to install and execute a modified version of the
   Combined Work produced by recombining or relinking the
   Application with a modified version of the Linked Version. (If
   you use option 4d0, the Installation Information must accompany
   the Minimal Corresponding Source and Corresponding Application
   Code. If you use option 4d1, you must provide the Installation
   Information in the manner specified by section 6 of the GNU GPL
   for conveying Corresponding Source.)

  5. Combined Libraries.

  You may place library facilities that are a work based on the
Library side by side in a single library together with other library
facilities that are not Applications and are not covered by this
License, and convey such a combined library under terms of your
choice, if you do both of the following:

   a) Accompany the combined library with a copy of the same work based
   on the Library, uncombined with any other library facilities,
   conveyed under the terms of this License.

   b) Give prominent notice with the combined library that part of it
   is a work based on the Library, and explaining where to find the
   accompanying uncombined form of the same work.

  6. Revised Versions of the GNU Lesser General Public License.

  The Free Software Foundation may publish revised and/or new versions
of the GNU Lesser General Public License from time to time. Such new
versions will be similar in spirit to the present version, but may
differ in detail to address new problems or concerns.

  Each version is given a distinguishing version number. If the
Library as you received it specifies that a certain numbered version
of the GNU Lesser General Public License "or any later version"
applies to it, you have the option of following the terms and
conditions either of that published version or of any later version
published by the Free Software Foundation. If the Library as you
received it does not specify a version number of the GNU Lesser
General Public License, you may choose any version of the GNU Lesser
General Public License ever published by the Free Software Foundation.

  If the Library as you received it specifies that a proxy can decide
whether future versions of the GNU Lesser General Public License shall
apply, that proxy's public statement of acceptance of any version is
permanent authorization for you to choose that version for the
Library.



  

    
Anubis.Client 
    



      
High-level DSL for defining MCP (Model Context Protocol) clients.
This module provides an Ecto-like interface for creating MCP clients with minimal boilerplate.
By using this module, you get a fully functional MCP client with automatic supervision,
transport management, and all standard MCP operations.
Usage
Define a client module:
defmodule MyApp.AnthropicClient do
  use Anubis.Client,
    name: "MyApp",
    version: "1.0.0",
    protocol_version: "2024-11-05",
    capabilities: [:roots, {:sampling, list_changed?: true}]
end
Add it to your supervision tree:
children = [
  {MyApp.AnthropicClient, 
   transport: {:stdio, command: "uvx", args: ["mcp-server-anthropic"]}}
]
Use the client:
{:ok, tools} = MyApp.AnthropicClient.list_tools()
{:ok, result} = MyApp.AnthropicClient.call_tool("search", %{query: "elixir"})
Options
The use macro accepts the following required options:
	:name - The client name to advertise to the server (string)
	:version - The client version (string)
	:protocol_version - The MCP protocol version (string)
	:capabilities - List of client capabilities (see below)

Capabilities
Capabilities can be specified as:
	Atoms: :roots, :sampling
	Tuples with options: {:roots, list_changed?: true}
	Maps for custom capabilities: %{"custom" => %{"feature" => true}}

Transport Configuration
When starting the client, you must provide transport configuration:
	{:stdio, command: "cmd", args: ["arg1", "arg2"]}
	{:sse, base_url: "http://localhost:8000"}
	{:websocket, url: "ws://localhost:8000/ws"}
	{:streamable_http, url: "http://localhost:8000/mcp"}

Process Naming
By default, the client process is registered with the module name.
You can override this with the :name option in child_spec or start_link:
# Custom atom name
{MyApp.AnthropicClient, name: :my_custom_client, transport: ...}

# For distributed systems with registries (e.g., Horde)
{MyApp.AnthropicClient,
 name: {:via, Horde.Registry, {MyCluster, "client_1"}},
 transport_name: {:via, Horde.Registry, {MyCluster, "transport_1"}},
 transport: ...}
When using via tuples or other non-atom names, you must explicitly provide
the :transport_name option. For atom names, the transport is automatically
named as Module.concat(ClientName, "Transport").
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    Functions
  


    
      
        __using__(opts)

      


        Generates an MCP client module with all necessary functions.



    


    
      
        is_client_capability(capability)

      


        Guard to check if an atom is a valid client capability.



    


    
      
        is_supported_capability(capabilities, capability)

      


        Guard to check if a capability is supported by checking map keys.



    





      


      
        Types

        


  
    
      
    
    
      capabilities()



    

  


  

      

          @type capabilities() :: [capability() | {capability(), capability_opts()} | map()]
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          @type capability() :: :roots | :sampling
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          @type capability_opts() :: [{:list_changed?, boolean()}]
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      __using__(opts)


        (macro)


    

  


  

      

          @spec __using__(keyword()) :: Macro.t()


      


Generates an MCP client module with all necessary functions.
This macro is used via the use directive and accepts the following options:
	:name - Client name (required, string)
	:version - Client version (required, string)  
	:protocol_version - MCP protocol version (required, string)
	:capabilities - List of capabilities (optional, defaults to empty list)

The macro generates:
	child_spec/1 - For supervision tree integration
	start_link/1 - To start the client
	All MCP operation functions (ping, list_tools, call_tool, etc.)


  



  
    
      
    
    
      is_client_capability(capability)


        (macro)


    

  


  

Guard to check if an atom is a valid client capability.

  



  
    
      
    
    
      is_supported_capability(capabilities, capability)


        (macro)


    

  


  

Guard to check if a capability is supported by checking map keys.
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Represents an operation to be performed by the MCP client.
This struct encapsulates all information about a client API call:
	method - The MCP method to call
	params - The parameters to send to the server
	progress_opts - Progress tracking options (optional)
	timeout - The timeout for this specific operation (default: 30 seconds)
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        new(attrs)

      


        Creates a new operation struct.
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          @type progress_options() :: [
  token: String.t() | integer(),
  callback: (String.t() | integer(), number(), number() | nil -> any())
]


      



  



  
    
      
    
    
      t()



    

  


  

      

          @type t() :: %Anubis.Client.Operation{
  method: String.t(),
  params: map(),
  progress_opts: progress_options() | nil,
  timeout: pos_integer()
}
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          @spec new(%{
  :method => String.t(),
  optional(:params) => map(),
  optional(:progress_opts) => progress_options() | nil,
  optional(:timeout) => pos_integer()
}) :: t()


      


Creates a new operation struct.
Parameters
	attrs - Map containing the operation attributes	:method - The MCP method name (required)
	:params - The parameters to send to the server (required)
	:progress_opts - Progress tracking options (optional)
	:timeout - The timeout for this operation in milliseconds (optional, defaults to 30s)




  


        

      


  

    
Anubis.MCP.Case 
    



      
Test case template for MCP protocol testing.
Provides a consistent setup and common imports for MCP tests.
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Fluent API for building MCP protocol errors.
This module provides a semantic interface for creating errors that comply with
the MCP specification and JSON-RPC 2.0 error standards.
Error Categories
	Protocol Errors: Standard JSON-RPC errors (parse, invalid request, etc.)
	Transport Errors: Connection and communication issues
	Resource Errors: MCP-specific resource handling errors
	Execution Errors: Tool and operation execution failures

Examples
# Protocol errors
Anubis.MCP.Error.protocol(:parse_error)
Anubis.MCP.Error.protocol(:method_not_found, %{method: "unknown"})

# Transport errors
Anubis.MCP.Error.transport(:connection_refused)
Anubis.MCP.Error.transport(:timeout, %{elapsed_ms: 30000})

# Resource errors
Anubis.MCP.Error.resource(:not_found, %{uri: "file:///missing.txt"})

# Execution errors with custom messages
Anubis.MCP.Error.execution("Database connection failed", %{retries: 3})

# Converting from JSON-RPC
Anubis.MCP.Error.from_json_rpc(%{"code" => -32700, "message" => "Parse error"})
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        build_json_rpc(error, id \\ ID.generate_error_id())

      


    


    
      
        execution(message, data \\ %{})

      


        Creates an execution error with a custom message.



    


    
      
        from_json_rpc(error)

      


        Creates an error from a JSON-RPC error object.



    


    
      
        protocol(reason, data \\ %{})

      


        Creates a protocol-level error.



    


    
      
        resource(atom, data \\ %{})

      


        Creates a resource-specific error.



    


    
      
        to_json_rpc(error, id \\ ID.generate_error_id())

      


        Encodes the error as a JSON-RPC error response.



    


    
      
        transport(reason, data \\ %{})

      


        Creates a transport-level error.
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          @type t() :: %Anubis.MCP.Error{
  code: integer(),
  data: map(),
  message: String.t() | nil,
  reason: atom()
}
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      build_json_rpc(error, id \\ ID.generate_error_id())



    

  


  


  



    

  
    
      
    
    
      execution(message, data \\ %{})



    

  


  

      

          @spec execution(String.t(), map()) :: t()


      


Creates an execution error with a custom message.
Used for tool execution failures and domain-specific errors.
Examples
iex> Anubis.MCP.Error.execution("Database connection failed")
%Anubis.MCP.Error{code: -32000, reason: :execution_error, message: "Database connection failed", data: %{}}

iex> Anubis.MCP.Error.execution("API rate limit exceeded", %{retry_after: 60})
%Anubis.MCP.Error{code: -32000, reason: :execution_error, message: "API rate limit exceeded", data: %{retry_after: 60}}

  



  
    
      
    
    
      from_json_rpc(error)



    

  


  

      

          @spec from_json_rpc(map()) :: t()


      


Creates an error from a JSON-RPC error object.
Examples
iex> Anubis.MCP.Error.from_json_rpc(%{"code" => -32700, "message" => "Parse error"})
%Anubis.MCP.Error{code: -32700, reason: :parse_error, message: "Parse error", data: %{}}

iex> Anubis.MCP.Error.from_json_rpc(%{"code" => -32002, "message" => "Not found", "data" => %{"uri" => "/file"}})
%Anubis.MCP.Error{code: -32002, reason: :resource_not_found, message: "Not found", data: %{"uri" => "/file"}}

  



    

  
    
      
    
    
      protocol(reason, data \\ %{})



    

  


  

      

          @spec protocol(atom(), map()) :: t()


      


Creates a protocol-level error.
These are standard JSON-RPC errors that occur during message parsing and validation.
Supported Reasons
	:parse_error - Invalid JSON was received
	:invalid_request - The JSON is not a valid Request object
	:method_not_found - The method does not exist
	:invalid_params - Invalid method parameters
	:internal_error - Internal JSON-RPC error

Examples
iex> Anubis.MCP.Error.protocol(:parse_error)
%Anubis.MCP.Error{code: -32700, reason: :parse_error, message: "Parse error", data: %{}}

iex> Anubis.MCP.Error.protocol(:method_not_found, %{method: "foo"})
%Anubis.MCP.Error{code: -32601, reason: :method_not_found, message: "Method not found", data: %{method: "foo"}}

  



    

  
    
      
    
    
      resource(atom, data \\ %{})



    

  


  

      

          @spec resource(atom(), map()) :: t()


      


Creates a resource-specific error.
Used for MCP resource operations.
Examples
iex> Anubis.MCP.Error.resource(:not_found, %{uri: "file:///missing.txt"})
%Anubis.MCP.Error{code: -32002, reason: :resource_not_found, message: "Resource not found", data: %{uri: "file:///missing.txt"}}

  



    

  
    
      
    
    
      to_json_rpc(error, id \\ ID.generate_error_id())



    

  


  

      

          @spec to_json_rpc(t(), String.t() | integer()) :: {:ok, String.t()} | {:error, term()}


      


Encodes the error as a JSON-RPC error response.
Examples
iex> error = Anubis.MCP.Error.protocol(:parse_error)
iex> {:ok, encoded} = Anubis.MCP.Error.to_json_rpc(error, "req-123")
iex> String.contains?(encoded, "Parse error")
true
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          @spec transport(atom(), map()) :: t()


      


Creates a transport-level error.
Used for network, connection, and communication failures.
Examples
iex> Anubis.MCP.Error.transport(:connection_refused)
%Anubis.MCP.Error{code: -32000, reason: :connection_refused, message: "Connection Refused", data: %{}}

iex> Anubis.MCP.Error.transport(:timeout, %{elapsed_ms: 5000})
%Anubis.MCP.Error{code: -32000, reason: :timeout, message: "Timeout", data: %{elapsed_ms: 5000}}
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Handles parsing and validation of MCP (Model Context Protocol) messages using the Peri library.
This module provides functions to parse and validate MCP messages based on the Model Context Protocol schema

      


      
        Summary


  
    Functions
  


    
      
        build_error(error, id)

      


        Builds an error message map without encoding to JSON.



    


    
      
        build_notification(method, params)

      


        Builds a notification message map without encoding to JSON.



    


    
      
        build_response(result, id)

      


        Builds a response message map without encoding to JSON.



    


    
      
        decode(data)

      


        Decodes raw data (possibly containing multiple messages) into JSON-RPC messages.



    


    
      
        encode_error(response, id)

      


        Encodes an error message to a JSON-RPC 2.0 compliant string.



    


    
      
        encode_log_message(level, data, logger \\ nil)

      


        Encodes a log message notification to be sent to the client.



    


    
      
        encode_notification(notification)

      


        Encodes a notification message to a JSON-RPC 2.0 compliant string.



    


    
      
        encode_notification(notification, schema)

      


        Encodes a notification message using a custom schema.



    


    
      
        encode_progress_notification(params, params_schema \\ %{"progress" => {:required, {:either, {:float, :integer}}}, "progressToken" => {:required, {:either, {:string, :integer}}}, "total" => {:either, {:float, :integer}}})

      


        Encodes a progress notification message to a JSON-RPC 2.0 compliant string.



    


    
      
        encode_progress_notification(progress_token, progress, total)

          deprecated

      


        Legacy function for progress notifications with individual parameters.



    


    
      
        encode_request(request, id)

      


        Encodes a request message to a JSON-RPC 2.0 compliant string.



    


    
      
        encode_request(request, id, schema)

      


        Encodes a request message using a custom schema.



    


    
      
        encode_response(response, id)

      


        Encodes a response message to a JSON-RPC 2.0 compliant string.



    


    
      
        encode_response(response, id, schema)

      


        Encodes a response message using a custom schema.



    


    
      
        encode_sampling_response(response, id)

      


    


    
      
        error_schema(data)

      


    


    
      
        error_schema!(data)

      


    


    
      
        get_schema(atom)

      


    


    
      
        is_error(data)

      


        Guard to determine if a JSON-RPC message is an error.



    


    
      
        is_initialize(data)

      


        Guard to check if a request is an initialize request.



    


    
      
        is_initialize_lifecycle(data)

      


        Guard to check if a message is part of the initialization lifecycle.



    


    
      
        is_notification(data)

      


        Guard to determine if a JSON-RPC message is a notification.



    


    
      
        is_ping(data)

      


        Guard to check if a request is a ping request.



    


    
      
        is_request(data)

      


        Guard to determine if a JSON-RPC message is a request.



    


    
      
        is_response(data)

      


        Guard to determine if a JSON-RPC message is a response.



    


    
      
        mcp_message_schema(data)

      


    


    
      
        mcp_message_schema!(data)

      


    


    
      
        notification_schema(data)

      


    


    
      
        notification_schema!(data)

      


    


    
      
        progress_params_schema()

      


        Returns the standard progress notification parameters schema for 2024-11-05.



    


    
      
        progress_params_schema_2025()

      


        Returns the progress notification parameters schema for 2025-03-26 (with message field).



    


    
      
        request_schema(data)

      


    


    
      
        request_schema!(data)

      


    


    
      
        response_schema(data)

      


    


    
      
        response_schema!(data)

      


    


    
      
        sampling_response_schema(data)

      


    


    
      
        sampling_response_schema!(data)

      


    


    
      
        sampling_result_schema(data)

      


    


    
      
        sampling_result_schema!(data)

      


    


    
      
        validate_message(message)

      


        Validates a decoded JSON message to ensure it complies with the MCP schema.
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      build_error(error, id)



    

  


  

      

          @spec build_error(map(), String.t() | integer() | nil) :: map()


      


Builds an error message map without encoding to JSON.
Examples
iex> Message.build_error(%{"code" => -32600, "message" => "Invalid Request"}, "req_123")
%{"jsonrpc" => "2.0", "error" => %{"code" => -32600, "message" => "Invalid Request"}, "id" => "req_123"}

  



  
    
      
    
    
      build_notification(method, params)



    

  


  

      

          @spec build_notification(String.t(), map()) :: map()


      


Builds a notification message map without encoding to JSON.
Examples
iex> Message.build_notification("notifications/message", %{"level" => "info", "data" => "test"})
%{"jsonrpc" => "2.0", "method" => "notifications/message", "params" => %{"level" => "info", "data" => "test"}}

  



  
    
      
    
    
      build_response(result, id)



    

  


  

      

          @spec build_response(map(), String.t() | integer()) :: map()


      


Builds a response message map without encoding to JSON.
Examples
iex> Message.build_response(%{"value" => 42}, "req_123")
%{"jsonrpc" => "2.0", "result" => %{"value" => 42}, "id" => "req_123"}

  



  
    
      
    
    
      decode(data)



    

  


  

Decodes raw data (possibly containing multiple messages) into JSON-RPC messages.
Returns either:
	{:ok, messages} where messages is a list of parsed JSON-RPC messages
	{:error, reason} if parsing fails


  



  
    
      
    
    
      encode_error(response, id)



    

  


  

Encodes an error message to a JSON-RPC 2.0 compliant string.
Returns the encoded string with a newline character appended.

  



    

  
    
      
    
    
      encode_log_message(level, data, logger \\ nil)



    

  


  

      

          @spec encode_log_message(String.t(), term(), String.t() | nil) ::
  {:ok, String.t()} | {:error, term()}


      


Encodes a log message notification to be sent to the client.
Parameters
	level - The log level (debug, info, notice, warning, error, critical, alert, emergency)
	data - The data to be logged (any JSON-serializable value)
	logger - Optional name of the logger issuing the message

Returns the encoded notification string with a newline character appended.

  



  
    
      
    
    
      encode_notification(notification)



    

  


  

Encodes a notification message to a JSON-RPC 2.0 compliant string.
Returns the encoded string with a newline character appended.

  



  
    
      
    
    
      encode_notification(notification, schema)



    

  


  

Encodes a notification message using a custom schema.
Parameters
	notification - The notification map containing method and params
	schema - The Peri schema to use for validation

Returns the encoded string with a newline character appended.

  



    

  
    
      
    
    
      encode_progress_notification(params, params_schema \\ %{"progress" => {:required, {:either, {:float, :integer}}}, "progressToken" => {:required, {:either, {:string, :integer}}}, "total" => {:either, {:float, :integer}}})



    

  


  

      

          @spec encode_progress_notification(map(), term() | nil) ::
  {:ok, String.t()} | {:error, term()}


      


Encodes a progress notification message to a JSON-RPC 2.0 compliant string.
Parameters
	params - Map containing progress parameters:	"progressToken" - The token that was provided in the original request (string or integer)
	"progress" - The current progress value (number) 
	"total" - Optional total value for the operation (number)
	"message" - Optional descriptive message (string, for 2025-03-26)


	params_schema - Optional Peri schema for params validation (defaults to @progress_notif_params_schema)

Returns the encoded string with a newline character appended.

  



  
    
      
    
    
      encode_progress_notification(progress_token, progress, total)



    

  


    
      This function is deprecated. Use encode_progress_notification/2 with a params map. This function will be removed in a future release..
    


  

      

          @spec encode_progress_notification(
  String.t() | integer(),
  number(),
  number() | nil
) :: {:ok, String.t()} | {:error, term()}


      


Legacy function for progress notifications with individual parameters.
Deprecated: Prefer using encode_progress_notification/2 with a params map.
This function will be removed in a future release. Update your code to use the newer function:
encode_progress_notification(%{
  "progressToken" => progress_token,
  "progress" => progress,
  "total" => total
})

  



  
    
      
    
    
      encode_request(request, id)



    

  


  

Encodes a request message to a JSON-RPC 2.0 compliant string.
Returns the encoded string with a newline character appended.

  



  
    
      
    
    
      encode_request(request, id, schema)



    

  


  

Encodes a request message using a custom schema.
Parameters
	request - The request map containing method and params
	id - The request ID
	schema - The Peri schema to use for validation

Returns the encoded string with a newline character appended.

  



  
    
      
    
    
      encode_response(response, id)



    

  


  

Encodes a response message to a JSON-RPC 2.0 compliant string.
Returns the encoded string with a newline character appended.

  



  
    
      
    
    
      encode_response(response, id, schema)



    

  


  

Encodes a response message using a custom schema.
Parameters
	response - The response map containing result
	id - The response ID
	schema - The Peri schema to use for validation

Returns the encoded string with a newline character appended.

  



  
    
      
    
    
      encode_sampling_response(response, id)



    

  


  


  



  
    
      
    
    
      error_schema(data)



    

  


  


  



  
    
      
    
    
      error_schema!(data)



    

  


  


  



  
    
      
    
    
      get_schema(atom)



    

  


  


  



  
    
      
    
    
      is_error(data)


        (macro)


    

  


  

Guard to determine if a JSON-RPC message is an error.
A message is considered an error if it contains both "error" and "id" fields.
Examples
iex> message = %{"jsonrpc" => "2.0", "error" => %{"code" => -32600}, "id" => 1}
iex> is_error(message)
true

  



  
    
      
    
    
      is_initialize(data)


        (macro)


    

  


  

Guard to check if a request is an initialize request.
Examples
iex> message = %{"jsonrpc" => "2.0", "method" => "initialize", "id" => 1, "params" => %{}}
iex> is_initialize(message)
true

  



  
    
      
    
    
      is_initialize_lifecycle(data)


        (macro)


    

  


  

Guard to check if a message is part of the initialization lifecycle.
This includes both the initialize request and the notifications/initialized notification.
Examples
iex> init_request = %{"jsonrpc" => "2.0", "method" => "initialize", "id" => 1, "params" => %{}}
iex> is_initialize_lifecycle(init_request)
true

iex> init_notification = %{"jsonrpc" => "2.0", "method" => "notifications/initialized"}
iex> is_initialize_lifecycle(init_notification)
true

iex> other_message = %{"jsonrpc" => "2.0", "method" => "tools/list", "id" => 2}
iex> is_initialize_lifecycle(other_message)
false

  



  
    
      
    
    
      is_notification(data)


        (macro)


    

  


  

Guard to determine if a JSON-RPC message is a notification.
A message is considered a notification if it contains a "method" field but no "id" field.
Examples
iex> message = %{"jsonrpc" => "2.0", "method" => "notification"}
iex> is_notification(message)
true

iex> request = %{"jsonrpc" => "2.0", "method" => "ping", "id" => 1}
iex> is_notification(request)
false

  



  
    
      
    
    
      is_ping(data)


        (macro)


    

  


  

Guard to check if a request is a ping request.
Examples
iex> message = %{"jsonrpc" => "2.0", "method" => "ping", "id" => 1}
iex> is_ping(message)
true

  



  
    
      
    
    
      is_request(data)


        (macro)


    

  


  

Guard to determine if a JSON-RPC message is a request.
A message is considered a request if it contains both "method" and "id" fields.
Examples
iex> message = %{"jsonrpc" => "2.0", "method" => "ping", "id" => 1}
iex> is_request(message)
true

iex> notification = %{"jsonrpc" => "2.0", "method" => "notification"}
iex> is_request(notification)
false

  



  
    
      
    
    
      is_response(data)


        (macro)


    

  


  

Guard to determine if a JSON-RPC message is a response.
A message is considered a response if it contains both "result" and "id" fields.
Examples
iex> message = %{"jsonrpc" => "2.0", "result" => %{}, "id" => 1}
iex> is_response(message)
true

  



  
    
      
    
    
      mcp_message_schema(data)



    

  


  


  



  
    
      
    
    
      mcp_message_schema!(data)



    

  


  


  



  
    
      
    
    
      notification_schema(data)



    

  


  


  



  
    
      
    
    
      notification_schema!(data)



    

  


  


  



  
    
      
    
    
      progress_params_schema()



    

  


  

Returns the standard progress notification parameters schema for 2024-11-05.

  



  
    
      
    
    
      progress_params_schema_2025()



    

  


  

Returns the progress notification parameters schema for 2025-03-26 (with message field).

  



  
    
      
    
    
      request_schema(data)



    

  


  


  



  
    
      
    
    
      request_schema!(data)



    

  


  


  



  
    
      
    
    
      response_schema(data)



    

  


  


  



  
    
      
    
    
      response_schema!(data)



    

  


  


  



  
    
      
    
    
      sampling_response_schema(data)



    

  


  


  



  
    
      
    
    
      sampling_response_schema!(data)



    

  


  


  



  
    
      
    
    
      sampling_result_schema(data)



    

  


  


  



  
    
      
    
    
      sampling_result_schema!(data)



    

  


  


  



  
    
      
    
    
      validate_message(message)



    

  


  

Validates a decoded JSON message to ensure it complies with the MCP schema.

  


        

      


  

    
Anubis.MCP.Response 
    



      
Represents successful responses in the MCP protocol.
This module provides a wrapper around JSON-RPC responses, handling
domain-specific error semantics for MCP's "isError" field in results.
Response Structure
Each response includes:
	result: The response data from the server
	id: The request ID this response is associated with
	is_error: Boolean flag indicating if this is a domain-level error

Domain vs. Protocol Errors
The MCP protocol distinguishes between two types of errors:
	Protocol errors: Standard JSON-RPC errors with error codes (handled by Anubis.MCP.Error)
	Domain errors: Valid responses that indicate application-level errors with isError: true

This module specifically handles domain errors, which are successful at the protocol level
but indicate failures at the application level.
Examples
# Create from a JSON-RPC response
response = Anubis.MCP.Response.from_json_rpc(%{"result" => %{"data" => "value"}, "id" => "req_123"})

# Check if the response is successful or has a domain error
if Anubis.MCP.Response.success?(response) do
  # Handle success
else
  # Handle domain error
end

# Unwrap the response to get the result or error
case Anubis.MCP.Response.unwrap(response) do
  {:ok, result} -> # Handle success
  {:error, error} -> # Handle domain error
end

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        error?(arg1)

      


        Checks if the response has a domain error.



    


    
      
        from_json_rpc(map)

      


        Creates a Response struct from a JSON-RPC response.



    


    
      
        get_id(response)

      


        Gets the request ID associated with this response.



    


    
      
        get_result(response)

      


        Gets the result data from the response.



    


    
      
        success?(arg1)

      


        Checks if the response is successful (no domain error).



    


    
      
        unwrap(response)

      


        Unwraps the response, returning the raw result.



    





      


      
        Types

        


  
    
      
    
    
      t()



    

  


  

      

          @type t() :: %Anubis.MCP.Response{
  id: String.t(),
  is_error: boolean(),
  method: String.t() | nil,
  result: map()
}


      



  


        

      

      
        Functions

        


  
    
      
    
    
      error?(arg1)



    

  


  

      

          @spec error?(t()) :: boolean()


      


Checks if the response has a domain error.
Examples
iex> response = Anubis.MCP.Response.from_json_rpc(%{"result" => %{"data" => "value"}, "id" => "req_123"})
iex> Anubis.MCP.Response.error?(response)
false

iex> error_response = Anubis.MCP.Response.from_json_rpc(%{"result" => %{"isError" => true}, "id" => "req_123"})
iex> Anubis.MCP.Response.error?(error_response)
true

  



  
    
      
    
    
      from_json_rpc(map)



    

  


  

      

          @spec from_json_rpc(map()) :: t()


      


Creates a Response struct from a JSON-RPC response.
Automatically detects domain errors by checking for the "isError" field.
Parameters
	response - A map containing the JSON-RPC response

Examples
iex> Anubis.MCP.Response.from_json_rpc(%{"result" => %{}, "id" => "req_123"})
%Anubis.MCP.Response{result: %{}, id: "req_123", is_error: false}

iex> Anubis.MCP.Response.from_json_rpc(%{"result" => %{"isError" => true}, "id" => "req_123"})
%Anubis.MCP.Response{result: %{"isError" => true}, id: "req_123", is_error: true}

  



  
    
      
    
    
      get_id(response)



    

  


  

      

          @spec get_id(t()) :: String.t()


      


Gets the request ID associated with this response.
Examples
iex> response = Anubis.MCP.Response.from_json_rpc(%{"result" => %{}, "id" => "req_123"})
iex> Anubis.MCP.Response.get_id(response)
"req_123"

  



  
    
      
    
    
      get_result(response)



    

  


  

      

          @spec get_result(t()) :: map()


      


Gets the result data from the response.
This function returns the raw result regardless of whether it represents
a success or domain error.
Examples
iex> response = Anubis.MCP.Response.from_json_rpc(%{"result" => %{"data" => "value"}, "id" => "req_123"})
iex> Anubis.MCP.Response.get_result(response)
%{"data" => "value"}

  



  
    
      
    
    
      success?(arg1)



    

  


  

      

          @spec success?(t()) :: boolean()


      


Checks if the response is successful (no domain error).
Examples
iex> response = Anubis.MCP.Response.from_json_rpc(%{"result" => %{"data" => "value"}, "id" => "req_123"})
iex> Anubis.MCP.Response.success?(response)
true

iex> error_response = Anubis.MCP.Response.from_json_rpc(%{"result" => %{"isError" => true}, "id" => "req_123"})
iex> Anubis.MCP.Response.success?(error_response)
false

  



  
    
      
    
    
      unwrap(response)



    

  


  

      

          @spec unwrap(t()) :: map()


      


Unwraps the response, returning the raw result.
Returns the raw result data regardless of whether it represents
a success or domain error.
Examples
iex> response = Anubis.MCP.Response.from_json_rpc(%{"result" => %{"data" => "value"}, "id" => "req_123"})
iex> Anubis.MCP.Response.unwrap(response)
%{"data" => "value"}

iex> error_response = Anubis.MCP.Response.from_json_rpc(%{"result" => %{"isError" => true, "reason" => "not_found"}, "id" => "req_123"})
iex> Anubis.MCP.Response.unwrap(error_response)
%{"isError" => true, "reason" => "not_found"}

  


        

      


  

    
Anubis.Server behaviour
    



      
Build MCP servers that extend language model capabilities.
MCP servers are specialized processes that provide three core primitives to AI assistants:
Resources (contextual data like files or schemas), Tools (actions the model can invoke),
and Prompts (user-selectable templates). They operate in a secure, isolated architecture
where clients maintain 1:1 connections with servers, enabling composable functionality while
maintaining strict security boundaries.
Quick Start
Create a server in three steps:
defmodule MyServer do
  use Anubis.Server,
    name: "my-server",
    version: "1.0.0",
    capabilities: [:tools]

  component MyServer.Calculator
end

defmodule MyServer.Calculator do
  use Anubis.Server.Component, type: :tool

  def definition do
    %{
      name: "add",
      description: "Add two numbers",
      input_schema: %{
        type: "object",
        properties: %{
          a: %{type: "number"},
          b: %{type: "number"}
        }
      }
    }
  end

  def call(%{"a" => a, "b" => b}), do: {:ok, a + b}
end

# Start your server
{:ok, _pid} = Anubis.Server.start_link(MyServer, [], transport: :stdio)
Your server is now a living process that AI assistants can connect to, discover available
tools, and execute calculations through a secure protocol boundary.
Capabilities
Declare what your server can do:
	:tools - Execute functions with structured inputs and outputs
	:resources - Provide data that models can read (files, APIs, databases)
	:prompts - Offer reusable templates for common interactions
	:logging - Allow clients to configure verbosity levels

Configure capabilities with options:
use Anubis.Server,
  capabilities: [
    :tools,
    {:resources, subscribe?: true},      # Enable resource update subscriptions
    {:prompts, list_changed?: true}      # Notify when prompts change
  ]
Components
Register tools, resources, and prompts as components:
component MyServer.FileReader           # Auto-named as "file_reader"
component MyServer.ApiClient, name: "api"   # Custom name
Components are modules that implement specific behaviors
and are automatically discovered by clients through the protocol.
Server Lifecycle
Your server follows a predictable lifecycle with callbacks you can hook into:
	init/2 - Set up initial state when the server starts
	handle_request/2 - Process MCP protocol requests from clients
	handle_notification/2 - React to one-way client messages
	handle_info/2 - Bridge external events into MCP notifications

Most protocol handling is automatic - you typically only implement init/2 for setup
and occasionally override other callbacks for custom behavior.
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        mcp_error()

      


    


    
      
        notification()

      


    


    
      
        progress_step()

      


    


    
      
        progress_token()

      


    


    
      
        progress_total()

      


    


    
      
        request()

      


    


    
      
        response()

      


    


    
      
        server_capabilities()

      


    


    
      
        server_info()

      


    





  
    Callbacks
  


    
      
        handle_call(request, from, t)

      


        Handles synchronous calls to the server process.



    


    
      
        handle_cast(request, t)

      


        Handles asynchronous casts to the server process.



    


    
      
        handle_completion(ref, argument, t)

      


        Handles completion requests from the client.



    


    
      
        handle_info(event, t)

      


        Handles non-MCP messages sent to the server process.



    


    
      
        handle_notification(notification, state)

      


        Handles incoming MCP notifications from clients.



    


    
      
        handle_prompt_get(name, arguments, t)

      


        Handles a prompt get request.



    


    
      
        handle_request(request, state)

      


        Low-level handler for any MCP request.



    


    
      
        handle_resource_read(uri, t)

      


        Handles a resource read request.



    


    
      
        handle_roots(roots, request_id, t)

      


        Handles the response from a roots/list request sent to the client.



    


    
      
        handle_sampling(response, request_id, t)

      


        Handles the response from a sampling/createMessage request sent to the client.



    


    
      
        handle_tool_call(name, arguments, t)

      


        Handles a tool call request.



    


    
      
        init(client_info, t)

      


        Called after a client requests a initialize request.



    


    
      
        server_capabilities()

      


        Declares the server's capabilities during initialization.



    


    
      
        server_info()

      


        Provides the server's identity information during initialization.



    


    
      
        supported_protocol_versions()

      


        Specifies which MCP protocol versions this server can speak.



    


    
      
        terminate(reason, t)

      


        Cleans up when the server process terminates.



    





  
    Functions
  


    
      
        component(module, opts \\ [])

      


        Registers a component (tool, prompt, or resource) with the server.



    


    
      
        initialized?(frame)

      


        Checks if the MCP session has been initialized.



    


    
      
        send_log_message(frame, level, message, data \\ nil)

      


        Sends a log message to the client.



    


    
      
        send_progress(frame, progress_token, progress, opts \\ [])

      


        Sends a progress notification for an ongoing operation.



    


    
      
        send_prompts_list_changed(frame)

      


        Sends a prompts list changed notification to connected clients.



    


    
      
        send_resource_updated(frame, uri, timestamp \\ nil)

      


        Sends a resource updated notification for a specific resource.



    


    
      
        send_resources_list_changed(frame)

      


        Sends a resources list changed notification to connected clients.



    


    
      
        send_roots_request(frame, opts \\ [])

      


        Sends a roots/list request to the client.



    


    
      
        send_sampling_request(frame, messages, opts \\ [])

      


        Sends a sampling/createMessage request to the client.



    


    
      
        send_tools_list_changed(frame)

      


        Sends a tools list changed notification to connected clients.



    





      


      
        Types

        


  
    
      
    
    
      mcp_error()



    

  


  

      

          @type mcp_error() :: Anubis.MCP.Error.t()


      



  



  
    
      
    
    
      notification()



    

  


  

      

          @type notification() :: map()


      



  



  
    
      
    
    
      progress_step()



    

  


  

      

          @type progress_step() :: number()


      



  



  
    
      
    
    
      progress_token()



    

  


  

      

          @type progress_token() :: String.t() | non_neg_integer()


      



  



  
    
      
    
    
      progress_total()



    

  


  

      

          @type progress_total() :: number()


      



  



  
    
      
    
    
      request()



    

  


  

      

          @type request() :: map()


      



  



  
    
      
    
    
      response()



    

  


  

      

          @type response() :: map()


      



  



  
    
      
    
    
      server_capabilities()



    

  


  

      

          @type server_capabilities() :: map()


      



  



  
    
      
    
    
      server_info()



    

  


  

      

          @type server_info() :: map()


      



  


        

      

      
        Callbacks

        


  
    
      
    
    
      handle_call(request, from, t)


        (optional)


    

  


  

      

          @callback handle_call(
  request :: term(),
  from :: GenServer.from(),
  Anubis.Server.Frame.t()
) ::
  {:reply, reply :: term(), Anubis.Server.Frame.t()}
  | {:reply, reply :: term(), Anubis.Server.Frame.t(),
     timeout() | :hibernate | {:continue, arg :: term()}}
  | {:noreply, Anubis.Server.Frame.t()}
  | {:noreply, Anubis.Server.Frame.t(),
     timeout() | :hibernate | {:continue, arg :: term()}}
  | {:stop, reason :: term(), reply :: term(), Anubis.Server.Frame.t()}
  | {:stop, reason :: term(), Anubis.Server.Frame.t()}


      


Handles synchronous calls to the server process.
This optional callback allows you to handle custom synchronous calls made to your
MCP server process using GenServer.call/2. This is useful for implementing
administrative functions, status queries, or any synchronous operations that
need to interact with the server's internal state.
The callback follows standard GenServer semantics and should return appropriate
reply tuples. If not implemented, the Base module provides a default implementation
that handles standard MCP operations.

  



  
    
      
    
    
      handle_cast(request, t)


        (optional)


    

  


  

      

          @callback handle_cast(request :: term(), Anubis.Server.Frame.t()) ::
  {:noreply, Anubis.Server.Frame.t()}
  | {:noreply, Anubis.Server.Frame.t(),
     timeout() | :hibernate | {:continue, arg :: term()}}
  | {:stop, reason :: term(), Anubis.Server.Frame.t()}


      


Handles asynchronous casts to the server process.
This optional callback allows you to handle custom asynchronous messages sent to your
MCP server process using GenServer.cast/2. This is useful for fire-and-forget
operations, background tasks, or any asynchronous operations that don't require
an immediate response.
The callback follows standard GenServer semantics. If not implemented, the Base
module provides a default implementation that handles standard MCP operations.

  



  
    
      
    
    
      handle_completion(ref, argument, t)


        (optional)


    

  


  

      

          @callback handle_completion(ref :: String.t(), argument :: map(), Anubis.Server.Frame.t()) ::
  {:reply, Anubis.Server.Response.t() | map(), Anubis.Server.Frame.t()}
  | {:error, mcp_error(), Anubis.Server.Frame.t()}


      


Handles completion requests from the client.
This callback is invoked when a client requests completions for a reference.
The reference indicates what type of completion is being requested.
Note: This callback will only be invoked if user declared the completion capability
on server definition

  



  
    
      
    
    
      handle_info(event, t)


        (optional)


    

  


  

      

          @callback handle_info(event :: term(), Anubis.Server.Frame.t()) ::
  {:noreply, Anubis.Server.Frame.t()}
  | {:noreply, Anubis.Server.Frame.t(),
     timeout() | :hibernate | {:continue, arg :: term()}}
  | {:stop, reason :: term(), Anubis.Server.Frame.t()}


      


Handles non-MCP messages sent to the server process.
While handle_request and handle_notification deal with MCP protocol messages,
this callback handles everything else - timer events, messages from other processes,
system signals, and any custom inter-process communication your server needs.
This is particularly useful for servers that need to react to external events
(like file system changes or database updates) and notify connected clients through
MCP notifications. Think of it as the bridge between your Elixir application's
internal events and the MCP protocol's notification system.

  



  
    
      
    
    
      handle_notification(notification, state)


        (optional)


    

  


  

      

          @callback handle_notification(
  notification :: notification(),
  state :: Anubis.Server.Frame.t()
) ::
  {:noreply, new_state :: Anubis.Server.Frame.t()}
  | {:error, error :: mcp_error(), new_state :: Anubis.Server.Frame.t()}


      


Handles incoming MCP notifications from clients.
Notifications are one-way messages in the MCP protocol - the client informs the server
about events or state changes without expecting a response. This fire-and-forget pattern
is perfect for status updates, progress tracking, and lifecycle events.
Standard MCP Notifications from Clients:
	notifications/initialized - Client signals it's ready after successful initialization
	notifications/cancelled - Client requests cancellation of an in-progress operation
	notifications/progress - Client reports progress on a long-running operation
	notifications/roots/list_changed - Client's available filesystem roots have changed

Unlike requests, notifications never receive responses. Any errors during processing
are typically logged but not communicated back to the client. This makes notifications
ideal for optional features like progress tracking where delivery isn't guaranteed.
The server processes these notifications to update its internal state, trigger side effects,
or coordinate with other parts of the system. When using use Anubis.Server, basic
notification handling is provided, but you'll often want to override this callback
to handle progress updates or cancellations specific to your server's operations.

  



  
    
      
    
    
      handle_prompt_get(name, arguments, t)


        (optional)


    

  


  

      

          @callback handle_prompt_get(
  name :: String.t(),
  arguments :: map(),
  Anubis.Server.Frame.t()
) ::
  {:reply, messages :: list(), Anubis.Server.Frame.t()}
  | {:error, mcp_error(), Anubis.Server.Frame.t()}


      


Handles a prompt get request.
This callback is invoked when a client requests a specific prompt template. It receives
the prompt name, any arguments to fill into the template, and the current frame.
This callback handles both module-based components (registered with component) and
runtime components (registered with Frame.register_prompt/3). For module-based prompts,
the framework automatically generates pattern-matched clauses during compilation.

  



  
    
      
    
    
      handle_request(request, state)


        (optional)


    

  


  

      

          @callback handle_request(request :: request(), state :: Anubis.Server.Frame.t()) ::
  {:reply, response :: response(), new_state :: Anubis.Server.Frame.t()}
  | {:noreply, new_state :: Anubis.Server.Frame.t()}
  | {:error, error :: mcp_error(), new_state :: Anubis.Server.Frame.t()}


      


Low-level handler for any MCP request.
This is an advanced callback that gives you complete control over request handling.
When implemented, it bypasses the automatic routing to handle_tool_call/3,
handle_resource_read/2, and handle_prompt_get/3 and all other requests that are
handled internally, like tools/list and logging/setLevel.
Use this when you need to:
	Implement custom request methods beyond the standard MCP protocol
	Add middleware-like processing before requests reach specific handlers
	Override the framework's default request routing behavior

Note: If you implement this callback, you become responsible for handling ALL
MCP requests, including standard protocol methods like tools/list, resources/list, etc.
Consider using the specific callbacks instead unless you need this level of control.

  



  
    
      
    
    
      handle_resource_read(uri, t)


        (optional)


    

  


  

      

          @callback handle_resource_read(uri :: String.t(), Anubis.Server.Frame.t()) ::
  {:reply, content :: map(), Anubis.Server.Frame.t()}
  | {:error, mcp_error(), Anubis.Server.Frame.t()}


      


Handles a resource read request.
This callback is invoked when a client requests to read a specific resource. It receives
the resource URI and the current frame. Developer's implementation should retrieve and return
the resource content.
This callback handles both module-based components (registered with component) and
runtime components (registered with Frame.register_resource/3). For module-based resources,
the framework automatically generates pattern-matched clauses during compilation.

  



  
    
      
    
    
      handle_roots(roots, request_id, t)


        (optional)


    

  


  

      

          @callback handle_roots(
  roots :: [map()],
  request_id :: String.t(),
  Anubis.Server.Frame.t()
) ::
  {:noreply, Anubis.Server.Frame.t()}
  | {:stop, reason :: term(), Anubis.Server.Frame.t()}


      


Handles the response from a roots/list request sent to the client.
This callback is invoked when the client responds to a roots list request
initiated by the server. The response contains the available root URIs.

  



  
    
      
    
    
      handle_sampling(response, request_id, t)


        (optional)


    

  


  

      

          @callback handle_sampling(
  response :: map(),
  request_id :: String.t(),
  Anubis.Server.Frame.t()
) ::
  {:noreply, Anubis.Server.Frame.t()}
  | {:stop, reason :: term(), Anubis.Server.Frame.t()}


      


Handles the response from a sampling/createMessage request sent to the client.
This callback is invoked when the client responds to a sampling request initiated
by the server. The response contains the generated message from the client's LLM.
Parameters
	response - The response from the client containing:	"role" - The role of the generated message (typically "assistant")
	"content" - The content object with type and data
	"model" - The model used for generation
	"stopReason" - Why generation stopped (e.g., "endTurn")


	request_id - The ID of the original request for correlation
	frame - The current server frame

Returns
	{:noreply, frame} - Continue processing
	{:stop, reason, frame} - Stop the server

Examples
def handle_sampling(response, request_id, frame) do
  %{"content" => %{"text" => text}} = response
  # Process the generated text...
  {:noreply, frame}
end

  



  
    
      
    
    
      handle_tool_call(name, arguments, t)


        (optional)


    

  


  

      

          @callback handle_tool_call(
  name :: String.t(),
  arguments :: map(),
  Anubis.Server.Frame.t()
) ::
  {:reply, result :: term(), Anubis.Server.Frame.t()}
  | {:error, mcp_error(), Anubis.Server.Frame.t()}


      


Handles a tool call request.
This callback is invoked when a client calls a specific tool. It receives the tool name,
the arguments provided by the client, and the current frame. Developers's implementation should
execute the tool's logic and return the result.
This callback handles both module-based components (registered with component) and
runtime components (registered with Frame.register_tool/3). For module-based tools,
the framework automatically generates pattern-matched clauses during compilation.

  



  
    
      
    
    
      init(client_info, t)


        (optional)


    

  


  

      

          @callback init(client_info :: map(), Anubis.Server.Frame.t()) ::
  {:ok, Anubis.Server.Frame.t()}


      


Called after a client requests a initialize request.
This callback is invoked while the MCP handshake starts and so the client may not sent
the notifications/initialized message yet. For checking if the notification was already sent
and the MCP handshare was successfully completed, you can call the initialized?/1 function.
It receives the client's information and
the current frame, allowing you to perform client-specific setup, validate capabilities,
or prepare resources based on the connected client.
The client_info parameter contains details about the connected client including its
name, version, and any additional metadata. Use this to tailor your server's behavior
to specific client implementations or versions.

  



  
    
      
    
    
      server_capabilities()



    

  


  

      

          @callback server_capabilities() :: server_capabilities()


      


Declares the server's capabilities during initialization.
This callback tells clients what features your server supports - which types of resources
it can provide, what tools it can execute, whether it supports logging configuration, etc.
The capabilities you declare here directly impact which requests the client will send.
When using use Anubis.Server with the capabilities option, this callback is automatically
implemented based on your configuration. The macro analyzes your registered components and
builds the appropriate capability map, so you rarely need to implement this manually.

  



  
    
      
    
    
      server_info()



    

  


  

      

          @callback server_info() :: server_info()


      


Provides the server's identity information during initialization.
This callback is called during the MCP handshake to identify your server to connecting clients.
The information returned here helps clients understand which server they're talking to and
ensures version compatibility.
When using use Anubis.Server, this callback is automatically implemented using the
name and version options you provide. You only need to implement this manually if
you require dynamic server information based on runtime conditions.
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          @callback supported_protocol_versions() :: [String.t()]


      


Specifies which MCP protocol versions this server can speak.
Protocol version negotiation ensures client and server can communicate effectively.
During initialization, the client and server agree on a mutually supported version.
This callback returns the list of versions your server understands, typically in
order of preference from newest to oldest.
When using use Anubis.Server, this is automatically implemented with sensible defaults
covering current and recent protocol versions. Override only if you need to restrict
or extend version support for specific compatibility requirements.

  



  
    
      
    
    
      terminate(reason, t)


        (optional)


    

  


  

      

          @callback terminate(reason :: term(), Anubis.Server.Frame.t()) :: term()


      


Cleans up when the server process terminates.
This optional callback is invoked when the server process is about to terminate.
It allows you to perform cleanup operations, close connections, save state,
or release resources before the process exits.
The callback receives the termination reason and the current frame. Any return
value is ignored. If not implemented, the Base module provides a default
implementation that logs the termination event.

  


        

      

      
        Functions

        


    

  
    
      
    
    
      component(module, opts \\ [])


        (macro)


    

  


  

Registers a component (tool, prompt, or resource) with the server.
Examples
# Register with auto-derived name
component MyServer.Tools.Calculator

# Register with custom name
component MyServer.Tools.FileManager, name: "files"

  



  
    
      
    
    
      initialized?(frame)



    

  


  

      

          @spec initialized?(Anubis.Server.Frame.t()) :: boolean()


      


Checks if the MCP session has been initialized.
Returns true if the client has completed the initialization handshake and sent
the notifications/initialized message. This is useful for guarding operations
that require an active session.
Examples
def handle_info(:check_status, frame) do
  if Anubis.Server.initialized?(frame) do
    # Perform operations requiring initialized session
    {:noreply, frame}
  else
    # Wait for initialization
    {:noreply, frame}
  end
end

  



    

  
    
      
    
    
      send_log_message(frame, level, message, data \\ nil)



    

  


  

      

          @spec send_log_message(
  Anubis.Server.Frame.t(),
  level :: Logger.level(),
  message :: String.t(),
  metadata :: map() | nil
) :: :ok


      


Sends a log message to the client.
Use this to send diagnostic or informational messages to the client's logging system.

  



    

  
    
      
    
    
      send_progress(frame, progress_token, progress, opts \\ [])



    

  


  

      

          @spec send_progress(Anubis.Server.Frame.t(), progress_token(), progress_step(), opts) ::
  :ok
when opts: [total: progress_total(), message: String.t()]


      


Sends a progress notification for an ongoing operation.
Use this to update the client on the progress of long-running operations.

  



  
    
      
    
    
      send_prompts_list_changed(frame)



    

  


  

      

          @spec send_prompts_list_changed(Anubis.Server.Frame.t()) :: :ok


      


Sends a prompts list changed notification to connected clients.
Use this when the available prompts have changed (added, removed, or modified).
The client will typically re-fetch the prompt list in response.

  



    

  
    
      
    
    
      send_resource_updated(frame, uri, timestamp \\ nil)



    

  


  

      

          @spec send_resource_updated(
  Anubis.Server.Frame.t(),
  uri :: String.t(),
  timestamp :: DateTime.t() | nil
) :: :ok


      


Sends a resource updated notification for a specific resource.
Use this when the content of a specific resource has changed.
Clients that have subscribed to this resource will be notified.

  



  
    
      
    
    
      send_resources_list_changed(frame)



    

  


  

      

          @spec send_resources_list_changed(Anubis.Server.Frame.t()) :: :ok


      


Sends a resources list changed notification to connected clients.
Use this when the available resources have changed (added, removed, or modified).
The client will typically re-fetch the resource list in response.

  



    

  
    
      
    
    
      send_roots_request(frame, opts \\ [])



    

  


  

      

          @spec send_roots_request(Anubis.Server.Frame.t(), [
  {:timeout, non_neg_integer() | nil}
]) :: :ok


      


Sends a roots/list request to the client.
This function queries the client for available root URIs. The client must have
declared the roots capability during initialization.

  



    

  
    
      
    
    
      send_sampling_request(frame, messages, opts \\ [])



    

  


  

      

          @spec send_sampling_request(Anubis.Server.Frame.t(), [map()], configuration) :: :ok
when configuration: [
       model_preferences: map() | nil,
       system_prompt: String.t() | nil,
       max_token: non_neg_integer() | nil,
       timeout: non_neg_integer() | nil
     ]


      


Sends a sampling/createMessage request to the client.
This function is used when the server needs the client to generate a message
using its language model. The client must have declared the sampling capability
during initialization.
Note: This is an asynchronous operation. The response will be delivered to your
handle_sampling/3 callback.
Check https://modelcontextprotocol.io/specification/2025-06-18/client/sampling for more information
Examples
messages = [
  %{"role" => "user", "content" => %{"type" => "text", "text" => "Hello"}}
]

model_preferences = %{"costPriority" => 1.0, "speedPriority" => 0.1, "hints" => [%{"name" => "claude"}]}

:ok = Anubis.Server.send_sampling_request(frame, messages,
  model_preferences: model_preferences,
  system_prompt: "You are a helpful assistant",
  max_tokens: 100
)

  



  
    
      
    
    
      send_tools_list_changed(frame)



    

  


  

      

          @spec send_tools_list_changed(Anubis.Server.Frame.t()) :: :ok


      


Sends a tools list changed notification to connected clients.
Use this when the available tools have changed (added, removed, or modified).
The client will typically re-fetch the tool list in response.

  


        

      


  

    
Anubis.Server.Component.Prompt behaviour
    



      
Defines the behaviour for MCP prompts.
Prompts are reusable templates that generate messages based on provided arguments.
They help standardize common interactions and can be customized with parameters.
Example
defmodule MyServer.Prompts.CodeReview do
  @behaviour Anubis.Server.Behaviour.Prompt

  alias Anubis.Server.Frame

  @impl true
  def name, do: "code_review"

  @impl true
  def description do
    "Generate a code review prompt for the given programming language and code"
  end

  @impl true
  def arguments do
    [
      %{
        "name" => "language",
        "description" => "The programming language of the code",
        "required" => true
      },
      %{
        "name" => "code",
        "description" => "The code to review",
        "required" => true
      },
      %{
        "name" => "focus_areas",
        "description" => "Specific areas to focus on (e.g., performance, security)",
        "required" => false
      }
    ]
  end

  @impl true
  def get_messages(%{"language" => lang, "code" => code} = args, frame) do
    focus = Map.get(args, "focus_areas", "general quality")

    messages = [
      %{
        "role" => "user",
        "content" => %{
          "type" => "text",
          "text" => """
          Please review the following #{lang} code, focusing on #{focus}:

          ```#{lang}
          #{code}
          ```

          Provide constructive feedback on:
          1. Code quality and readability
          2. Potential bugs or issues
          3. Performance considerations
          4. Best practices for #{lang}
          """
        }
      }
    ]

    # Can track prompt usage
    new_frame = Frame.assign(frame, :last_prompt_used, "code_review")

    {:ok, messages, new_frame}
  end
end
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          @type argument_def() :: %{
  required(String.t()) => String.t(),
  optional(String.t()) => boolean()
}


      



  



  
    
      
    
    
      arguments()



    

  


  

      

          @type arguments() :: map()
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          @type message() :: map()


      



  



  
    
      
    
    
      t()



    

  


  

      

          @type t() :: %Anubis.Server.Component.Prompt{
  arguments: map() | nil,
  description: String.t() | nil,
  handler: module() | nil,
  name: String.t(),
  validate_input: (map() -> {:ok, map()} | {:error, [Peri.Error.t()]}) | nil
}


      



  


        

      

      
        Callbacks
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          @callback arguments() :: [argument_def()]


      


Returns the list of arguments this prompt accepts.
Each argument should include:
	"name" - The argument name
	"description" - What the argument is for
	"required" - Whether the argument is required (optional, defaults to false)

Example
[
  %{
    "name" => "topic",
    "description" => "The topic to generate content about",
    "required" => true
  },
  %{
    "name" => "tone",
    "description" => "The tone of voice (formal, casual, etc.)",
    "required" => false
  }
]

  



  
    
      
    
    
      get_messages(args, frame)



    

  


  

      

          @callback get_messages(args :: arguments(), frame :: Anubis.Server.Frame.t()) ::
  {:reply, response :: Anubis.Server.Response.t(),
   new_state :: Anubis.Server.Frame.t()}
  | {:noreply, new_state :: Anubis.Server.Frame.t()}
  | {:error, error :: Anubis.MCP.Error.t(),
     new_state :: Anubis.Server.Frame.t()}


      


Generates messages based on the provided arguments.
Parameters
	args - The arguments provided by the client
	frame - The server frame containing context and state

Return Values
	{:ok, messages} - Messages generated successfully, frame unchanged
	{:ok, messages, new_frame} - Messages generated with frame updates
	{:error, reason} - Failed to generate messages

Message Format
Messages should follow the MCP message format:
%{
  "role" => "user" | "assistant",
  "content" => %{
    "type" => "text",
    "text" => "The message content"
  }
}
Multiple messages can be returned to create a conversation context.
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Defines the behaviour for MCP resources.
Resources represent data that can be read by the client, such as files,
documents, or any other content. Each resource is identified by a URI
and can provide content in various formats.
Example
defmodule MyServer.Resources.Documentation do
  @behaviour Anubis.Server.Behaviour.Resource

  alias Anubis.Server.Frame

  @impl true
  def uri, do: "file:///docs/readme.md"

  @impl true
  def name, do: "Project README"

  @impl true
  def description, do: "The main documentation for this project"

  @impl true
  def mime_type, do: "text/markdown"

  @impl true
  def read(_params, frame) do
    case File.read("README.md") do
      {:ok, content} -> 
        # Can track access in frame
        new_frame = Frame.assign(frame, :last_resource_access, DateTime.utc_now())
        {:ok, content, new_frame}

      {:error, reason} -> 
        {:error, "Failed to read README: #{inspect(reason)}"}
    end
  end
end
Example with dynamic content
defmodule MyServer.Resources.SystemStatus do
  @behaviour Anubis.Server.Behaviour.Resource

  @impl true
  def uri, do: "system://status"

  @impl true
  def name, do: "System Status"

  @impl true
  def description, do: "Current system status and metrics"

  @impl true
  def mime_type, do: "application/json"

  @impl true
  def read(_params, frame) do
    status = %{
      uptime: System.uptime(),
      memory: :erlang.memory(),
      user_id: frame.assigns[:user_id],
      timestamp: DateTime.utc_now()
    }

    {:ok, Jason.encode!(status), frame}
  end
end
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          @type content() :: binary() | String.t()
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          @type params() :: map()


      



  



  
    
      
    
    
      t()



    

  


  

      

          @type t() :: %Anubis.Server.Component.Resource{
  description: String.t() | nil,
  handler: module() | nil,
  mime_type: String.t(),
  name: String.t(),
  title: String.t() | nil,
  uri: String.t(),
  uri_template: String.t() | nil
}
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          @callback mime_type() :: String.t()


      


Returns the MIME type of the resource content.
Common MIME types:
	text/plain for plain text
	text/markdown for Markdown
	application/json for JSON data
	text/html for HTML
	application/octet-stream for binary data


  



  
    
      
    
    
      read(params, frame)



    

  


  

      

          @callback read(params :: params(), frame :: Anubis.Server.Frame.t()) ::
  {:reply, response :: Anubis.Server.Response.t(),
   new_state :: Anubis.Server.Frame.t()}
  | {:noreply, new_state :: Anubis.Server.Frame.t()}
  | {:error, error :: Anubis.MCP.Error.t(),
     new_state :: Anubis.Server.Frame.t()}


      


Reads the resource content.
Parameters
	params - Optional parameters from the client (typically empty for resources)
	frame - The server frame containing context and state

Return Values
	{:ok, content} - Resource read successfully, frame unchanged
	{:ok, content, new_frame} - Resource read successfully with frame updates
	{:error, reason} - Failed to read resource

Content Types
The content should match the declared MIME type:
	For text types, return a String
	For binary types, return binary data
	For JSON, return the JSON-encoded string
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          @callback uri() :: String.t()


      


Returns the URI that identifies this resource.
The URI should be unique within the server and follow standard URI conventions.
Common schemes include:
	file:// for file-based resources
	http:// or https:// for web resources
	Custom schemes for application-specific resources
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Defines the behaviour for MCP tools.
Tools are functions that can be invoked by the client with specific parameters.
Each tool must define its name, description, and parameter schema, as well as
implement the execution logic.
Example
defmodule MyServer.Tools.Calculator do
  @behaviour Anubis.Server.Behaviour.Tool

  alias Anubis.Server.Frame

  @impl true
  def name, do: "calculator"

  @impl true
  def description, do: "Performs basic arithmetic operations"

  @impl true
  def input_schema do
    %{
      "type" => "object",
      "properties" => %{
        "operation" => %{
          "type" => "string",
          "enum" => ["add", "subtract", "multiply", "divide"]
        },
        "a" => %{"type" => "number"},
        "b" => %{"type" => "number"}
      },
      "required" => ["operation", "a", "b"]
    }
  end

  @impl true
  def execute(%{"operation" => "add", "a" => a, "b" => b}, frame) do
    result = a + b

    # Can access frame assigns
    user_id = frame.assigns[:user_id]

    # Can return updated frame if needed
    new_frame = Frame.assign(frame, :last_calculation, result)

    {:ok, result, new_frame}
  end

  @impl true
  def execute(%{"operation" => "divide", "a" => a, "b" => 0}, _frame) do
    {:error, "Cannot divide by zero"}
  end
end
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          @type t() :: %Anubis.Server.Component.Tool{
  annotations: map() | nil,
  description: String.t() | nil,
  handler: module() | nil,
  input_schema: map() | nil,
  name: String.t(),
  output_schema: map() | nil,
  title: String.t() | nil,
  validate_input: (map() -> {:ok, map()} | {:error, [Peri.Error.t()]}) | nil,
  validate_output: (map() -> {:ok, map()} | {:error, [Peri.Error.t()]}) | nil
}
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          @callback annotations() :: annotations()


      


Returns optional annotations for the tool.
Annotations provide additional metadata about the tool that may be used
by clients for enhanced functionality. This is an optional callback.
Examples
def annotations do
  %{
    "confidence" => 0.95,
    "category" => "text-processing",
    "tags" => ["nlp", "text"]
  }
end
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          @callback execute(params :: params(), frame :: Anubis.Server.Frame.t()) ::
  {:reply, response :: Anubis.Server.Response.t(),
   new_state :: Anubis.Server.Frame.t()}
  | {:noreply, new_state :: Anubis.Server.Frame.t()}
  | {:error, error :: Anubis.MCP.Error.t(),
     new_state :: Anubis.Server.Frame.t()}


      


Executes the tool with the given parameters.
Parameters
	params - The validated input parameters from the client
	frame - The server frame containing:	assigns - Custom data like session_id, client_info, user permissions
	initialized - Whether the server has been initialized



Return Values
	{:ok, result} - Tool executed successfully, frame unchanged
	{:ok, result, new_frame} - Tool executed successfully with frame updates
	{:error, reason} - Tool failed with the given reason

Frame Usage
The frame provides access to server state and context:
def execute(params, frame) do
  # Access assigns
  user_id = frame.assigns[:user_id]
  permissions = frame.assigns[:permissions]

  # Update frame if needed
  new_frame = Frame.assign(frame, :last_tool_call, DateTime.utc_now())

  {:ok, "Result", new_frame}
end
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          @callback input_schema() :: schema()


      


Returns the JSON Schema for the tool's input parameters.
This schema is used to validate client requests and generate documentation.
The schema should follow the JSON Schema specification.
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          @callback output_schema() :: schema()


      


Returns the JSON Schema for the tool's output structure.
This schema defines the expected structure of the tool's output in the
structuredContent field. The schema should follow the JSON Schema specification.
This is an optional callback.

  


        

      


  

    
Anubis.Server.Frame 
    



      
The Anubis Frame.
This module defines a struct and functions for working with
MCP server state throughout the request/response lifecycle.
User fields
These fields contain user-controlled data:
	assigns - shared user data as a map. For HTTP transports, this inherits
from Plug.Conn.assigns. Users are responsible for populating authentication
data through their Plug pipeline before it reaches the MCP server.

Transport fields
These fields contain transport-specific context. The structure varies by transport type:
HTTP transport (when transport.type == :http)
	req_headers - the request headers as a list, example: [{"content-type", "application/json"}].
All header names are downcased.
	query_params - the request query params as a map, example: %{"session" => "abc123"}.
Returns nil if query params were not fetched by the Plug pipeline.
	remote_ip - the IP of the client, example: {151, 236, 219, 228}. 
This field is set by the transport layer.
	scheme - the request scheme as an atom, example: :https
	host - the requested host as a binary, example: "api.example.com"
	port - the requested port as an integer, example: 443
	request_path - the requested path, example: "/mcp"

STDIO transport (when transport.type == :stdio)
	env - environment variables as a map, example: %{"USER" => "alice", "HOME" => "/home/alice"}
	pid - the OS process ID as a string, example: "12345"

MCP protocol fields
These fields contain MCP-specific data:
	request - the current MCP request being processed, with fields:	id - the request ID for correlation
	method - the MCP method being called, example: "tools/call"
	params - the raw request parameters (before validation)


	initialized - boolean indicating if the MCP session has been initialized

Private fields
These fields are reserved for framework usage:
	private - shared framework data as a map. Contains MCP session context:	session_id - unique identifier for the current client session being handled
	client_info - client information from initialization, example: %{"name" => "my-client", "version" => "1.0.0"}
	client_capabilities - negotiated client capabilities
	protocol_version - active MCP protocol version, example: "2025-03-26"
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        Gets the protocol version from the frame's private data.
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        Gets a query parameter value from HTTP transport.
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        Gets a request header value from HTTP transport.
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        Creates a new frame with optional initial assigns.
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        Sets the pagination limit for listing operations.
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        Sets or updates private session data in the frame.
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        Sets the current request being processed.
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        Sets or updates transport data in the frame.
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        Registers a prompt definition.
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        Registers a resource definition. THis also supports resource templates (via URI templates).
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          @type http_t() :: %{
  type: :http,
  req_headers: [{String.t(), String.t()}],
  query_params: %{optional(String.t()) => String.t()} | nil,
  remote_ip: term(),
  scheme: :http | :https,
  host: String.t(),
  port: non_neg_integer(),
  request_path: String.t()
}
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          @type private_t() :: %{
  optional(:session_id) => String.t(),
  optional(:client_info) => map(),
  optional(:client_capabilities) => map(),
  optional(:protocol_version) => String.t(),
  optional(:server_module) => module(),
  optional(:server_registry) => module(),
  optional(:pagination_limit) => non_neg_integer(),
  optional(:__mcp_components__) => [server_component_t()]
}


      



  



  
    
      
    
    
      request_t()



    

  


  

      

          @type request_t() :: %{id: String.t(), method: String.t(), params: map()}


      



  



  
    
      
    
    
      server_component_t()



    

  


  

      

          @type server_component_t() ::
  Anubis.Server.Component.Tool.t()
  | Anubis.Server.Component.Resource.t()
  | Anubis.Server.Component.Prompt.t()


      



  



  
    
      
    
    
      stdio_t()



    

  


  

      

          @type stdio_t() :: %{type: :stdio, os_pid: non_neg_integer(), env: map()}


      



  



  
    
      
    
    
      t()



    

  


  

      

          @type t() :: %Anubis.Server.Frame{
  assigns: Enumerable.t(),
  initialized: boolean(),
  private: private_t(),
  request: request_t() | nil,
  transport: transport_t()
}


      



  



  
    
      
    
    
      transport_t()



    

  


  

      

          @type transport_t() :: http_t() | stdio_t()


      



  


        

      

      
        Functions

        


  
    
      
    
    
      assign(frame, assigns)



    

  


  

      

          @spec assign(t(), Enumerable.t()) :: t()


      


Assigns a value or multiple values to the frame.
Examples
# Single assignment
frame = Frame.assign(frame, :status, :active)

# Multiple assignments via map
frame = Frame.assign(frame, %{status: :active, count: 5})

# Multiple assignments via keyword list
frame = Frame.assign(frame, status: :active, count: 5)

  



  
    
      
    
    
      assign(frame, key, value)



    

  


  

      

          @spec assign(t(), key :: atom(), value :: any()) :: t()


      



  



  
    
      
    
    
      assign_new(frame, key, fun)



    

  


  

      

          @spec assign_new(t(), key :: atom(), value_fun :: (-> term())) :: t()


      


Assigns a value to the frame only if the key doesn't already exist.
The value is computed lazily using the provided function, which is only
called if the key is not present in assigns.
Examples
# Only assigns if :timestamp doesn't exist
frame = Frame.assign_new(frame, :timestamp, fn -> DateTime.utc_now() end)

# Function is not called if key exists
frame = frame |> Frame.assign(:count, 5)
              |> Frame.assign_new(:count, fn -> expensive_computation() end)
# count remains 5

  



  
    
      
    
    
      clear_components(frame)



    

  


  

      

          @spec clear_components(t()) :: t()


      


Clears all current registered components (tools, resources, prompts)

  



  
    
      
    
    
      clear_request(frame)



    

  


  

      

          @spec clear_request(t()) :: t()


      


Clears the current request from the frame.
This should be called after processing a request to ensure the frame doesn't
retain stale request data.
Examples
frame = Frame.clear_request(frame)

  



  
    
      
    
    
      clear_session(frame)



    

  


  

      

          @spec clear_session(t()) :: t()


      


Clears all session-specific private data from the frame.
This should be called when a session ends to ensure the frame doesn't
retain stale session data.
Examples
frame = Frame.clear_session(frame)

  



  
    
      
    
    
      get_client_capabilities(frame)



    

  


  

      

          @spec get_client_capabilities(t()) :: map() | nil


      


Gets the client capabilities from the frame's private data.
Examples
capabilities = Frame.get_client_capabilities(frame)
# => %{"tools" => %{}, "resources" => %{}}

  



  
    
      
    
    
      get_client_info(frame)



    

  


  

      

          @spec get_client_info(t()) :: map() | nil


      


Gets the client info from the frame's private data.
Examples
client_info = Frame.get_client_info(frame)
# => %{"name" => "my-client", "version" => "1.0.0"}

  



  
    
      
    
    
      get_components(frame)



    

  


  

      

          @spec get_components(t()) :: [server_component_t()]


      


Retrieves all current registered components (tools, resources, prompts)

  



  
    
      
    
    
      get_mcp_session_id(frame)



    

  


  

      

          @spec get_mcp_session_id(t()) :: String.t() | nil


      


Gets the MCP session ID from the frame's private data.
Examples
session_id = Frame.get_mcp_session_id(frame)
# => "session_abc123"

  



  
    
      
    
    
      get_protocol_version(frame)



    

  


  

      

          @spec get_protocol_version(t()) :: String.t() | nil


      


Gets the protocol version from the frame's private data.
Examples
version = Frame.get_protocol_version(frame)
# => "2025-03-26"

  



  
    
      
    
    
      get_query_param(frame, key)



    

  


  

      

          @spec get_query_param(t(), String.t()) :: String.t() | nil


      


Gets a query parameter value from HTTP transport.
Returns the parameter value, or nil if the transport is not HTTP,
query params weren't fetched, or the parameter doesn't exist.
Examples
# HTTP transport with query params
session = Frame.get_query_param(frame, "session")
# => "abc123"

# Missing parameter or non-HTTP transport
missing = Frame.get_query_param(frame, "nonexistent")
# => nil

  



  
    
      
    
    
      get_req_header(frame, name)



    

  


  

      

          @spec get_req_header(t(), String.t()) :: String.t() | nil


      


Gets a request header value from HTTP transport.
Returns the first value for the header, or nil if the transport
is not HTTP or the header is not present.
Examples
# HTTP transport
auth_header = Frame.get_req_header(frame, "authorization")
# => "Bearer token123"

# Non-HTTP transport or missing header
auth_header = Frame.get_req_header(frame, "authorization")
# => nil

  



    

  
    
      
    
    
      new(assigns \\ %{})



    

  


  

      

          @spec new(assigns :: Enumerable.t()) :: t()


      


Creates a new frame with optional initial assigns.
Examples
iex> Frame.new()
%Frame{assigns: %{}, initialized: false}

iex> Frame.new(%{user: "alice"})
%Frame{assigns: %{user: "alice"}, initialized: false}

  



  
    
      
    
    
      put_pagination_limit(frame, limit)



    

  


  

      

          @spec put_pagination_limit(t(), non_neg_integer()) :: t()


      


Sets the pagination limit for listing operations.
This limit is used by handlers when returning lists of tools, prompts, or resources
to control the maximum number of items returned in a single response. When the limit
is set and the total number of items exceeds it, the response will include a
nextCursor field for pagination.
Examples
# Set pagination limit to 10 items per page
frame = Frame.put_pagination_limit(frame, 10)

# The limit is stored in private data
frame.private.pagination_limit
# => 10

  



  
    
      
    
    
      put_private(frame, private)



    

  


  

      

          @spec put_private(t(), Enumerable.t()) :: t()


      



  



  
    
      
    
    
      put_private(frame, key, value)



    

  


  

      

          @spec put_private(t(), atom(), any()) :: t()


      


Sets or updates private session data in the frame.
Private data is used for framework-internal session context that persists
across requests, similar to Plug.Conn.private.
Examples
# Set single private value
frame = Frame.put_private(frame, :session_id, "abc123")

# Set multiple private values
frame = Frame.put_private(frame, %{
  session_id: "abc123",
  client_info: %{name: "my-client", version: "1.0.0"}
})

  



  
    
      
    
    
      put_request(frame, request)



    

  


  

      

          @spec put_request(t(), map()) :: t()


      


Sets the current request being processed.
The request includes the request ID, method, and raw parameters before validation.
Examples
frame = Frame.put_request(frame, %{
  id: "req_123",
  method: "tools/call",
  params: %{"name" => "calculator", "arguments" => %{}}
})

  



  
    
      
    
    
      put_transport(frame, transport)



    

  


  

      

          @spec put_transport(t(), Enumerable.t()) :: t()


      



  



  
    
      
    
    
      put_transport(frame, key, value)



    

  


  

      

          @spec put_transport(t(), atom(), any()) :: t()


      


Sets or updates transport data in the frame.
Check transport_t() for reference.
Examples
# Set single transport value
frame = Frame.put_transport(frame, :session_id, "abc123")

# Set multiple transport values
frame = Frame.put_transport(frame, %{
  session_id: "abc123",
  client_info: %{name: "my-client", version: "1.0.0"}
})

  



  
    
      
    
    
      register_prompt(frame, name, opts)



    

  


  

      

          @spec register_prompt(t(), String.t(), [prompt_opt]) :: t()
when prompt_opt: {:description, String.t() | nil} | {:arguments, map() | nil}


      


Registers a prompt definition.

  



  
    
      
    
    
      register_resource(frame, uri, opts)



    

  


  

      

          @spec register_resource(t(), String.t(), [resource_opt]) :: t()
when resource_opt:
       {:title, String.t() | nil}
       | {:name, String.t() | nil}
       | {:description, String.t() | nil}
       | {:mime_type, String.t() | nil}


      


Registers a resource definition. THis also supports resource templates (via URI templates).

  



  
    
      
    
    
      register_tool(frame, name, opts)



    

  


  

      

          @spec register_tool(t(), String.t(), [tool_opt]) :: t()
when tool_opt:
       {:description, String.t() | nil}
       | {:input_schema, map() | nil}
       | {:output_schema, map() | nil}
       | {:title, String.t() | nil}
       | {:annotations, map() | nil}


      


Registers a tool definition.

  


        

      


  

    
Anubis.Server.Registry.Adapter behaviour
    



      
Behaviour for registry adapters in MCP servers.
This module defines the interface that registry implementations must follow
to be pluggable into the Anubis MCP server architecture. It allows users
to provide custom registry implementations (e.g., using Horde for cluster-wide
distribution) while maintaining compatibility with the existing API.
Implementing a Custom Registry
To implement a custom registry adapter, create a module that implements
all the callbacks defined in this behaviour:
defmodule MyApp.HordeRegistry do
  @behaviour Anubis.Server.Registry.Adapter

  def child_spec(opts) do
    %{
      id: __MODULE__,
      start: {Horde.Registry, :start_link, [
        [
          name: __MODULE__,
          keys: :unique,
          members: :auto
        ] ++ opts
      ]}
    }
  end

  def server(module) do
    {:via, Horde.Registry, {__MODULE__, {:server, module}}}
  end

  # ... implement other callbacks
end
Using a Custom Registry
You can configure a custom registry at multiple levels:
  Anubis.Server.start_link(MyServer, :ok, transport: :stdio, registry: MyApp.HordeRegistry)
Default Implementation
The default implementation uses Elixir's built-in Registry module.

      


      
        Summary


  
    Callbacks
  


    
      
        child_spec(opts)

      


        Returns a child specification for the registry.



    


    
      
        server(module)

      


        Returns a name for a server process.



    


    
      
        server_session(server_module, session_id)

      


        Returns a name for a server session process.



    


    
      
        supervisor(kind, server_module)

      


        Returns a name for a supervisor process.



    


    
      
        task_supervisor(module)

      


        Returns a name for a Task.Supervisor process.



    


    
      
        transport(server_module, transport_type)

      


        Returns a name for a transport process.



    


    
      
        whereis_server(server_module)

      


        Gets the PID of a registered server.



    


    
      
        whereis_server_session(server_module, session_id)

      


        Gets the PID of a server session process.



    


    
      
        whereis_supervisor(kind, server_module)

      


        Gets the PID of a supervisor process.



    


    
      
        whereis_transport(server_module, transport_type)

      


        Gets the PID of a transport process.



    





      


      
        Callbacks

        


  
    
      
    
    
      child_spec(opts)



    

  


  

      

          @callback child_spec(opts :: keyword()) :: Supervisor.child_spec()


      


Returns a child specification for the registry.
This is used when starting the registry as part of a supervision tree.
The implementation should return a valid child specification map or tuple.

  



  
    
      
    
    
      server(module)



    

  


  

      

          @callback server(module :: module()) :: GenServer.name()


      


Returns a name for a server process.
The returned value must be a valid GenServer name that can be passed
to GenServer.start_link/3 and similar functions.
Parameters
	module - The module implementing the server


  



  
    
      
    
    
      server_session(server_module, session_id)



    

  


  

      

          @callback server_session(server_module :: module(), session_id :: String.t()) ::
  GenServer.name()


      


Returns a name for a server session process.
Parameters
	server_module - The module implementing the server
	session_id - The unique session identifier


  



  
    
      
    
    
      supervisor(kind, server_module)



    

  


  

      

          @callback supervisor(kind :: atom(), server_module :: module()) :: GenServer.name()


      


Returns a name for a supervisor process.
Parameters
	kind - The kind of supervisor (e.g., :supervisor, :session_supervisor)
	server_module - The module implementing the server


  



  
    
      
    
    
      task_supervisor(module)



    

  


  

      

          @callback task_supervisor(module :: module()) :: GenServer.name()


      


Returns a name for a Task.Supervisor process.
The returned value must be a valid GenServer name that can be passed
to GenServer.start_link/3 and similar functions.
Parameters
	module - The module implementing the server


  



  
    
      
    
    
      transport(server_module, transport_type)



    

  


  

      

          @callback transport(server_module :: module(), transport_type :: atom()) ::
  GenServer.name()


      


Returns a name for a transport process.
Parameters
	server_module - The module implementing the server
	transport_type - The type of transport (e.g., :stdio, :sse, :websocket)


  



  
    
      
    
    
      whereis_server(server_module)



    

  


  

      

          @callback whereis_server(server_module :: module()) :: pid() | nil


      


Gets the PID of a registered server.
Returns the PID if the server is registered, nil otherwise.
Parameters
	server_module - The module implementing the server


  



  
    
      
    
    
      whereis_server_session(server_module, session_id)



    

  


  

      

          @callback whereis_server_session(
  server_module :: module(),
  session_id :: String.t()
) :: pid() | nil


      


Gets the PID of a server session process.
Returns the PID if the session is registered, nil otherwise.
Parameters
	server_module - The module implementing the server
	session_id - The unique session identifier


  



  
    
      
    
    
      whereis_supervisor(kind, server_module)



    

  


  

      

          @callback whereis_supervisor(kind :: atom(), server_module :: module()) :: pid() | nil


      


Gets the PID of a supervisor process.
Returns the PID if the supervisor is registered, nil otherwise.
Parameters
	kind - The kind of supervisor
	server_module - The module implementing the server


  



  
    
      
    
    
      whereis_transport(server_module, transport_type)



    

  


  

      

          @callback whereis_transport(server_module :: module(), transport_type :: atom()) ::
  pid() | nil


      


Gets the PID of a transport process.
Returns the PID if the transport is registered, nil otherwise.
Parameters
	server_module - The module implementing the server
	transport_type - The type of transport


  


        

      


  

    
Anubis.Server.Response 
    



      
Fluent interface for building MCP component responses.
This module provides builders for tool, prompt, and resource responses
that integrate seamlessly with the component system.
Examples
# Tool response
Response.tool()
|> Response.text("Result: " <> result)
|> Response.build()

# Resource response (uri and mime_type come from component)
Response.resource()
|> Response.text(file_contents)
|> Response.build()

# Prompt response
Response.prompt()
|> Response.user_message("What is the weather?")
|> Response.assistant_message("Let me check...")
|> Response.build()

      


      
        Summary


  
    Types
  


    
      
        annotations()

      


    


    
      
        t()

      


    





  
    Functions
  


    
      
        assistant_message(r, content)

      


        Add an assistant message to a prompt response.



    


    
      
        audio(r, data, mime_type, opts \\ [])

      


        Add audio content to a tool response.



    


    
      
        blob(r, data)

      


        Set blob (base64) content for a resource response.



    


    
      
        completion()

      


        Start building a completion response.



    


    
      
        completion_value(r, value, opts \\ [])

      


        Add a completion value to a completion response.



    


    
      
        completion_values(r, values)

      


        Add multiple completion values at once.



    


    
      
        description(r, desc)

      


        Set optional description for a resource response.



    


    
      
        embedded_resource(r, uri, opts \\ [])

      


        Add an embedded resource reference to a tool response.



    


    
      
        error(r, message)

      


        Mark a tool response as an error and add error message.



    


    
      
        image(r, data, mime_type, opts \\ [])

      


        Add image content to a tool response.



    


    
      
        json(r, data, opts \\ [])

      


        Add JSON-encoded content to a tool response.



    


    
      
        name(r, name)

      


        Set optional name for a resource response.



    


    
      
        prompt(description \\ nil)

      


        Start building a prompt response with optional description.



    


    
      
        resource()

      


        Start building a resource response.



    


    
      
        resource_link(r, uri, name, opts \\ [])

      


        Add a resource link to a tool response.



    


    
      
        size(r, size)

      


        Set optional size for a resource response.



    


    
      
        structured(r, data)

      


        Set structured content for a tool response.



    


    
      
        system_message(r, content)

      


        Add a system message to a prompt response.



    


    
      
        text(r, text, opts \\ [])

      


        Add text content to a tool or resource response.



    


    
      
        to_protocol(r)

      


        Build the final response structure.



    


    
      
        to_protocol(r, uri, mime_type)

      


    


    
      
        tool()

      


        Start building a tool response.



    


    
      
        user_message(r, content)

      


        Add a user message to a prompt response.



    


    
      
        with_pagination(r, total, has_more)

      


        Set pagination information for completion response.



    





      


      
        Types

        


  
    
      
    
    
      annotations()



    

  


  

      

          @type annotations() ::
  Enumerable.t(
    {:last_modified, DateTime.t() | nil}
    | {:audience, [:user | :assistant] | nil}
    | {:priority, float() | nil}
  )


      



  



  
    
      
    
    
      t()



    

  


  

      

          @type t() :: %Anubis.Server.Response{
  content: [map()],
  contents: map() | nil,
  hasMore: boolean(),
  isError: boolean(),
  messages: [map()],
  metadata: map(),
  structured_content: map() | nil,
  total: integer() | nil,
  type: :tool | :prompt | :resource | :completion,
  values: [map()]
}


      



  


        

      

      
        Functions

        


  
    
      
    
    
      assistant_message(r, content)



    

  


  

      

          @spec assistant_message(t(), term()) :: t()


      


Add an assistant message to a prompt response.
Parameters
	response - A prompt response struct
	content - The message content (string or structured content)

Examples
iex> Response.prompt() |> Response.assistant_message("Let me check the weather for you.")
%Response{
  type: :prompt,
  messages: [%{"role" => "assistant", "content" => "Let me check the weather for you."}]
}

  



    

  
    
      
    
    
      audio(r, data, mime_type, opts \\ [])



    

  


  

      

          @spec audio(t(), blob :: binary(), mime_type :: String.t(), annotations()) :: t()


      


Add audio content to a tool response.
Parameters
	response - A tool response struct
	data - Base64 encoded audio data
	mime_type - MIME type of the audio (e.g., "audio/wav")
	opts - Optional keyword list with:	:transcription - Optional text transcription of the audio



Examples
iex> Response.tool() |> Response.audio(audio_data, "audio/wav")
%Response{
  type: :tool,
  content: [%{"type" => "audio", "data" => audio_data, "mimeType" => "audio/wav"}],
  isError: false
}

iex> Response.tool() |> Response.audio(audio_data, "audio/wav", transcription: "Hello")
%Response{
  type: :tool,
  content: [%{
    "type" => "audio",
    "data" => audio_data,
    "mimeType" => "audio/wav",
    "transcription" => "Hello"
  }],
  isError: false
}

  



  
    
      
    
    
      blob(r, data)



    

  


  

Set blob (base64) content for a resource response.
Parameters
	response - A resource response struct
	data - binary data

Examples
iex> Response.resource() |> Response.blob(data)
%Response{type: :resource, contents: %{"blob" => base64_data}}

  



  
    
      
    
    
      completion()



    

  


  

      

          @spec completion() :: t()


      


Start building a completion response.
Examples
iex> Response.completion()
%Response{type: :completion, values: [], hasMore: false}

  



    

  
    
      
    
    
      completion_value(r, value, opts \\ [])



    

  


  

      

          @spec completion_value(t(), value :: String.t(), [completion_opt]) :: t()
when completion_opt:
       {:description, String.t() | nil} | {:label, String.t() | nil}


      


Add a completion value to a completion response.
Parameters
	response - A completion response struct
	value - The completion value
	opts - Optional keyword list with:	:description - Description of the completion value
	:label - Optional label for the value



Examples
iex> Response.completion() |> Response.completion_value("tool:calculator", description: "Math calculator tool")
%Response{
  type: :completion,
  values: [%{"value" => "tool:calculator", "description" => "Math calculator tool"}]
}

  



  
    
      
    
    
      completion_values(r, values)



    

  


  

      

          @spec completion_values(t(), [completion]) :: t()
when completion: %{
       :value => binary(),
       optional(:description) => String.t() | nil,
       optional(:label) => String.t() | nil
     }


      


Add multiple completion values at once.
Parameters
	response - A completion response struct
	values - List of values (strings or maps with value/description/label)

Examples
iex> Response.completion() |> Response.completion_values(["foo", "bar"])
%Response{
  type: :completion,
  values: [%{"value" => "foo"}, %{"value" => "bar"}]
}

iex> Response.completion() |> Response.completion_values([
...>   %{value: "foo", description: "Foo option"},
...>   %{value: "bar", description: "Bar option"}
...> ])

  



  
    
      
    
    
      description(r, desc)



    

  


  

      

          @spec description(t(), String.t()) :: t()


      


Set optional description for a resource response.
Parameters
	response - A resource response struct
	desc - Description of the resource

Examples
iex> Response.resource() |> Response.description("Application configuration settings")
%Response{type: :resource, metadata: %{description: "Application configuration settings"}}

  



    

  
    
      
    
    
      embedded_resource(r, uri, opts \\ [])



    

  


  

      

          @spec embedded_resource(t(), uri :: String.t(), annotations()) :: t()


      


Add an embedded resource reference to a tool response.
Parameters
	response - A tool response struct
	uri - The resource URI
	opts - Optional keyword list with:	:name - Human-readable name
	:description - Resource description
	:mime_type - MIME type
	:text - Text content (for text resources)
	:blob - Base64 data (for binary resources)



Examples
iex> Response.tool() |> Response.embedded_resource("file://example.txt",
...>   name: "Example File",
...>   mime_type: "text/plain",
...>   text: "File contents"
...> )

  



  
    
      
    
    
      error(r, message)



    

  


  

      

          @spec error(t(), message :: String.t()) :: t()


      


Mark a tool response as an error and add error message.
Parameters
	response - A tool response struct
	message - The error message

Examples
iex> Response.tool() |> Response.error("Division by zero")
%Response{
  type: :tool,
  content: [%{"type" => "text", "text" => "Error: Division by zero"}],
  isError: true
}

  



    

  
    
      
    
    
      image(r, data, mime_type, opts \\ [])



    

  


  

      

          @spec image(t(), blob :: binary(), mime_type :: String.t(), annotations()) :: t()


      


Add image content to a tool response.
Parameters
	response - A tool response struct
	data - Base64 encoded image data
	mime_type - MIME type of the image (e.g., "image/png")

Examples
iex> Response.tool() |> Response.image(base64_data, "image/png")
%Response{
  type: :tool,
  content: [%{"type" => "image", "data" => base64_data, "mimeType" => "image/png"}],
  isError: false
}

  



    

  
    
      
    
    
      json(r, data, opts \\ [])



    

  


  

      

          @spec json(t(), data :: map(), annotations()) :: t()


      


Add JSON-encoded content to a tool response.
This is a convenience function that automatically encodes data as JSON
and adds it as text content. Useful for returning structured data from tools.
Parameters
	response - A tool response struct
	data - Any JSON-encodable data structure

Examples
iex> Response.tool() |> Response.json(%{status: "ok", count: 42})
%Response{
  type: :tool,
  content: [%{"type" => "text", "text" => "{\"status\":\"ok\",\"count\":42}"}],
  isError: false
}

iex> Response.tool() |> Response.json([1, 2, 3])
%Response{
  type: :tool,
  content: [%{"type" => "text", "text" => "[1,2,3]"}],
  isError: false
}

  



  
    
      
    
    
      name(r, name)



    

  


  

      

          @spec name(t(), String.t()) :: t()


      


Set optional name for a resource response.
Parameters
	response - A resource response struct
	name - Human-readable name for the resource

Examples
iex> Response.resource() |> Response.name("Configuration File")
%Response{type: :resource, metadata: %{name: "Configuration File"}}

  



    

  
    
      
    
    
      prompt(description \\ nil)



    

  


  

      

          @spec prompt(description :: String.t() | nil) :: t()


      


Start building a prompt response with optional description.
Parameters
	description - Optional description of the prompt

Examples
iex> Response.prompt()
%Response{type: :prompt, messages: []}

iex> Response.prompt("Weather assistant prompt")
%Response{type: :prompt, messages: [], description: "Weather assistant prompt"}

  



  
    
      
    
    
      resource()



    

  


  

      

          @spec resource() :: t()


      


Start building a resource response.
The uri and mimeType are automatically injected from the component's
uri/0 and mime_type/0 callbacks when the response is built by the server.
Examples
iex> Response.resource()
%Response{type: :resource, contents: nil}

  



    

  
    
      
    
    
      resource_link(r, uri, name, opts \\ [])



    

  


  

      

          @spec resource_link(t(), uri :: String.t(), name :: String.t(), annotations()) :: t()


      


Add a resource link to a tool response.
Parameters
	response - A tool response struct
	uri - The resource URI
	name - The name of the resource
	opts - Optional keyword list with:	:title - Human-readable title
	:description - Resource description
	:mime_type - MIME type
	:size - Size in bytes
	:annotations - Optional annotations map



Examples
iex> Response.tool() |> Response.resource_link("file://main.rs", "main.rs",
...>   title: "Main File",
...>   description: "Primary application entry point",
...>   mime_type: "text/x-rust",
...>   annotations: %{audience: ["assistant"], priority: 0.9}
...> )
%Response{
  type: :tool,
  content: [%{
    "type" => "resource_link",
    "uri" => "file://main.rs",
    "name" => "main.rs",
    "title" => "Main File",
    "description" => "Primary application entry point",
    "mimeType" => "text/x-rust",
    "annotations" => %{"audience" => ["assistant"], "priority" => 0.9}
  }],
  isError: false
}

  



  
    
      
    
    
      size(r, size)



    

  


  

      

          @spec size(t(), non_neg_integer()) :: t()


      


Set optional size for a resource response.
Parameters
	response - A resource response struct
	size - Size in bytes

Examples
iex> Response.resource() |> Response.size(1024)
%Response{type: :resource, metadata: %{size: 1024}}

  



  
    
      
    
    
      structured(r, data)



    

  


  

      

          @spec structured(t(), data :: map()) :: t()


      


Set structured content for a tool response.
This adds structured JSON content that conforms to the tool's output schema.
For backward compatibility, this also adds the JSON as text content.
Parameters
	response - A tool response struct
	data - A map containing the structured data

Examples
iex> Response.tool() |> Response.structured(%{temperature: 22.5, conditions: "Partly cloudy"})
%Response{
  type: :tool,
  content: [%{"type" => "text", "text" => "{\"temperature\":22.5,\"conditions\":\"Partly cloudy\"}"}],
  structured_content: %{temperature: 22.5, conditions: "Partly cloudy"},
  isError: false
}

  



  
    
      
    
    
      system_message(r, content)



    

  


  

      

          @spec system_message(t(), term()) :: t()


      


Add a system message to a prompt response.
Parameters
	response - A prompt response struct
	content - The message content (string or structured content)

Examples
iex> Response.prompt() |> Response.system_message("You are a helpful weather assistant.")
%Response{
  type: :prompt,
  messages: [%{"role" => "system", "content" => "You are a helpful weather assistant."}]
}

  



    

  
    
      
    
    
      text(r, text, opts \\ [])



    

  


  

      

          @spec text(t(), content :: String.t(), annotations()) :: t()


      


Add text content to a tool or resource response.
For tool responses, adds text to the content array.
For resource responses, sets the text content.
Parameters
	response - A tool or resource response struct
	text - The text content

Examples
iex> Response.tool() |> Response.text("Hello world")
%Response{
  type: :tool,
  content: [%{"type" => "text", "text" => "Hello world"}],
  isError: false
}

iex> Response.resource() |> Response.text("File contents")
%Response{type: :resource, contents: %{"text" => "File contents"}}

  



  
    
      
    
    
      to_protocol(r)



    

  


  

      

          @spec to_protocol(t()) :: map()


      


Build the final response structure.
Transforms the response struct into the appropriate format for the MCP protocol.
Parameters
	response - A response struct of any type

Examples
iex> Response.tool() |> Response.text("Hello") |> Response.to_protocol()
%{"content" => [%{"type" => "text", "text" => "Hello"}], "isError" => false}

iex> Response.prompt() |> Response.user_message("Hi") |> Response.to_protocol()
%{"messages" => [%{"role" => "user", "content" => "Hi"}]}

iex> Response.resource() |> Response.text("data") |> Response.to_protocol()
%{"text" => "data"}

  



  
    
      
    
    
      to_protocol(r, uri, mime_type)



    

  


  


  



  
    
      
    
    
      tool()



    

  


  

      

          @spec tool() :: t()


      


Start building a tool response.
Examples
iex> Response.tool()
%Response{type: :tool, content: [], isError: false}

  



  
    
      
    
    
      user_message(r, content)



    

  


  

      

          @spec user_message(t(), term()) :: t()


      


Add a user message to a prompt response.
Parameters
	response - A prompt response struct
	content - The message content (string or structured content)

Examples
iex> Response.prompt() |> Response.user_message("What's the weather?")
%Response{
  type: :prompt,
  messages: [%{"role" => "user", "content" => "What's the weather?"}]
}

  



  
    
      
    
    
      with_pagination(r, total, has_more)



    

  


  

      

          @spec with_pagination(t(), total :: non_neg_integer(), has_more? :: boolean()) :: t()


      


Set pagination information for completion response.
Parameters
	response - A completion response struct
	total - Total number of available completions
	has_more - Whether more completions are available

Examples
iex> Response.completion() 
...> |> Response.completion_values(["foo", "bar"])
...> |> Response.with_pagination(10, true)
%Response{
  type: :completion,
  values: [%{"value" => "foo"}, %{"value" => "bar"}],
  total: 10,
  hasMore: true
}

  


        

      


  

    
Anubis.Server.Transport.SSE 
    



      
SSE (Server-Sent Events) transport implementation for MCP servers.
Deprecated
This transport has been deprecated as of MCP specification 2025-03-26 in favor
of the Streamable HTTP transport (Anubis.Server.Transport.StreamableHTTP).
The HTTP+SSE transport from protocol version 2024-11-05 has been replaced by
the more flexible Streamable HTTP transport which supports optional SSE streaming
on a single endpoint.
For new implementations, please use Anubis.Server.Transport.StreamableHTTP instead.
This module is maintained for backward compatibility with clients using the
2024-11-05 protocol version.
This module provides backward compatibility with the HTTP+SSE transport
from MCP protocol version 2024-11-05. It supports multiple concurrent
client sessions through Server-Sent Events for server-to-client communication
and HTTP POST for client-to-server messages.
Features
	Multiple concurrent client sessions
	Server-Sent Events for real-time server-to-client communication
	Separate SSE and POST endpoints (as per 2024-11-05 spec)
	Automatic session cleanup on disconnect
	Integration with existing Phoenix/Plug applications

Usage
SSE transport is typically started through the server supervisor:
Anubis.Server.start_link(MyServer, [],
  transport: :sse,
  sse: [port: 8080, sse_path: "/sse", post_path: "/messages"]
)
For integration with existing Phoenix/Plug applications:
# In your router
forward "/sse", Anubis.Server.Transport.SSE.Plug,
  server: MyApp.MCPServer,
  mode: :sse

forward "/messages", Anubis.Server.Transport.SSE.Plug,
  server: MyApp.MCPServer,
  mode: :post
Message Flow
	Client connects to SSE endpoint, receives "endpoint" event with POST URL
	Client sends messages via POST to the endpoint URL
	Server responses are pushed through the SSE connection
	Connection closes on client disconnect or server shutdown

Configuration
	:port - HTTP server port (default: 8080)
	:sse_path - Path for SSE connections (default: "/sse")
	:post_path - Path for POST messages (default: "/messages")
	:server - The MCP server process to connect to
	:name - Process registration name
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        option()

      


        SSE transport options



    


    
      
        t()

      


    





  
    Functions
  


    
      
        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        get_endpoint_url(transport)

      


        Gets the endpoint URL that should be sent to clients.



    


    
      
        get_schema(atom)

          deprecated

      


    


    
      
        get_sse_handler(transport, session_id)

      


        Gets the SSE handler process for a session.



    


    
      
        handle_message(transport, session_id, message, context)

      


        Handles an incoming message from a client with request context.



    


    
      
        parse_options(data)

      


    


    
      
        parse_options!(data)

      


    


    
      
        register_sse_handler(transport, session_id)

      


        Registers an SSE handler process for a session.



    


    
      
        route_to_session(transport, session_id, message)

      


        Routes a message to a specific session's SSE handler.



    


    
      
        send_message(transport, message)

      


        Sends a message to the client via the active SSE connection.



    


    
      
        shutdown(transport)

      


        Shuts down the transport connection.



    


    
      
        start_link(opts)

      


        Starts the SSE transport.



    


    
      
        unregister_sse_handler(transport, session_id)

      


        Unregisters an SSE handler process for a session.



    





      


      
        Types

        


  
    
      
    
    
      option()



    

  


  

      

          @type option() ::
  {:server, GenServer.server()}
  | {:name, GenServer.name()}
  | {:base_url, String.t()}
  | {:post_path, String.t()}
  | GenServer.option()


      


SSE transport options
	:server - The server process (required)
	:name - Name for registering the GenServer (required)
	:base_url - Base URL for constructing endpoint URLs
	:post_path - Path for POST endpoint (default: "/messages")


  



  
    
      
    
    
      t()



    

  


  

      

          @type t() :: GenServer.server()


      



  


        

      

      
        Functions

        


  
    
      
    
    
      child_spec(init_arg)



    

  


  

Returns a specification to start this module under a supervisor.
See Supervisor.

  



  
    
      
    
    
      get_endpoint_url(transport)



    

  


  

      

          @spec get_endpoint_url(GenServer.server()) :: String.t()


      


Gets the endpoint URL that should be sent to clients.
This constructs the URL that clients should use for POST requests.

  



  
    
      
    
    
      get_schema(atom)



    

  


    
      This function is deprecated. Use Anubis.Server.Transport.StreamableHTTP instead.
    


  


  



  
    
      
    
    
      get_sse_handler(transport, session_id)



    

  


  

      

          @spec get_sse_handler(GenServer.server(), String.t()) :: pid() | nil


      


Gets the SSE handler process for a session.
Returns the pid of the process handling SSE for this session,
or nil if no SSE connection exists.

  



  
    
      
    
    
      handle_message(transport, session_id, message, context)



    

  


  

      

          @spec handle_message(GenServer.server(), String.t(), map(), map()) ::
  {:ok, binary() | nil} | {:error, term()}


      


Handles an incoming message from a client with request context.
Called by the Plug when a message is received via HTTP POST.

  



  
    
      
    
    
      parse_options(data)



    

  


  


  



  
    
      
    
    
      parse_options!(data)



    

  


  


  



  
    
      
    
    
      register_sse_handler(transport, session_id)



    

  


  

      

          @spec register_sse_handler(GenServer.server(), String.t()) :: :ok | {:error, term()}


      


Registers an SSE handler process for a session.
Called by the Plug when establishing an SSE connection.
The calling process becomes the SSE handler for the session.

  



  
    
      
    
    
      route_to_session(transport, session_id, message)



    

  


  

      

          @spec route_to_session(GenServer.server(), String.t(), binary()) ::
  :ok | {:error, term()}


      


Routes a message to a specific session's SSE handler.
Used for targeted server notifications to specific clients.

  



  
    
      
    
    
      send_message(transport, message)



    

  


  

      

          @spec send_message(GenServer.server(), binary()) :: :ok | {:error, term()}


      


Sends a message to the client via the active SSE connection.
This broadcasts to all active SSE connections for the session.
Parameters
	transport - The transport process
	message - The message to send

Returns
	:ok if message was sent successfully
	{:error, reason} otherwise


  



  
    
      
    
    
      shutdown(transport)



    

  


  

      

          @spec shutdown(GenServer.server()) :: :ok


      


Shuts down the transport connection.
This terminates all active sessions managed by this transport.
Parameters
	transport - The transport process


  



  
    
      
    
    
      start_link(opts)



    

  


  

      

          @spec start_link(Enumerable.t(option())) :: GenServer.on_start()


      


Starts the SSE transport.

  



  
    
      
    
    
      unregister_sse_handler(transport, session_id)



    

  


  

      

          @spec unregister_sse_handler(GenServer.server(), String.t()) :: :ok


      


Unregisters an SSE handler process for a session.
Called when the SSE connection is closed.

  


        

      


  

    
Anubis.Server.Transport.SSE.Plug 
    



      
A Plug implementation for the SSE (Server-Sent Events) transport.
Deprecated
This Plug has been deprecated as of MCP specification 2025-03-26 in favor
of the Streamable HTTP transport (Anubis.Server.Transport.StreamableHTTP.Plug).
The HTTP+SSE transport from protocol version 2024-11-05 has been replaced by
the more flexible Streamable HTTP transport which supports optional SSE streaming
on a single endpoint.
For new implementations, please use Anubis.Server.Transport.StreamableHTTP.Plug instead.
This module is maintained for backward compatibility with clients using the
2024-11-05 protocol version.
This plug handles the MCP HTTP+SSE protocol as specified in MCP 2024-11-05.
It provides two separate endpoints:
	SSE endpoint: Opens an SSE stream and sends "endpoint" event
	POST endpoint: Handles JSON-RPC messages from client to server

SSE Streaming Architecture
This Plug handles SSE streaming by keeping the request process alive 
and managing the streaming loop for server-to-client communication.
Usage in Phoenix Router
pipeline :mcp do
  plug :accepts, ["json", "event-stream"]
end

scope "/mcp" do
  pipe_through :mcp

  # SSE endpoint
  get "/sse", Anubis.Server.Transport.SSE.Plug,
    server: :your_server_name, mode: :sse

  # POST endpoint
  post "/messages", Anubis.Server.Transport.SSE.Plug,
    server: :your_server_name, mode: :post
end
Usage in Plug Router (Standalone)
# When using in a standalone Plug.Router app
plug Anubis.Server.Transport.SSE.Plug,
  server: :your_server_name,
  mode: :sse,
  at: "/sse",
  method_whitelist: ["GET"]

plug Anubis.Server.Transport.SSE.Plug,
  server: :your_server_name,
  mode: :post,
  at: "/messages",
  method_whitelist: ["POST"]
Configuration Options
	:server - The server process name (required)
	:mode - Either :sse or :post to determine endpoint behavior (required)
	:timeout - Request timeout in milliseconds (default: 30000)
	:registry - The registry to use. See Anubis.Server.Registry.Adapter for more information (default: Elixir's Registry implementation)

Security Features
	Origin header validation for DNS rebinding protection
	Session-based request validation
	Automatic session cleanup on connection loss

HTTP Response Codes
	200: Successful request or SSE stream established
	202: Accepted (for notifications)
	400: Bad request (malformed JSON-RPC)
	405: Method not allowed
	500: Internal server error


      




  

    
Anubis.Server.Transport.STDIO 
    



      
STDIO transport implementation for MCP servers.
This module handles communication with MCP clients via standard input/output streams,
processing incoming JSON-RPC messages and forwarding responses.
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        option()

      


        STDIO transport options
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    Functions
  


    
      
        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        get_schema(atom)

      


    


    
      
        parse_options(data)

      


    


    
      
        parse_options!(data)

      


    


    
      
        send_message(transport, message)

      


        Sends a message to the client via stdout.



    


    
      
        shutdown(transport)

      


        Shuts down the transport connection.



    


    
      
        start_link(opts)

      


        Starts a new STDIO transport process.



    





      


      
        Types

        


  
    
      
    
    
      option()



    

  


  

      

          @type option() ::
  {:server, GenServer.server()} | {:name, GenServer.name()} | GenServer.option()


      


STDIO transport options
	:server - The server process (required)
	:name - Optional name for registering the GenServer


  



  
    
      
    
    
      t()



    

  


  

      

          @type t() :: GenServer.server()


      



  


        

      

      
        Functions

        


  
    
      
    
    
      child_spec(init_arg)



    

  


  

Returns a specification to start this module under a supervisor.
See Supervisor.

  



  
    
      
    
    
      get_schema(atom)



    

  


  


  



  
    
      
    
    
      parse_options(data)



    

  


  


  



  
    
      
    
    
      parse_options!(data)



    

  


  


  



  
    
      
    
    
      send_message(transport, message)



    

  


  

      

          @spec send_message(GenServer.server(), binary()) :: :ok | {:error, term()}


      


Sends a message to the client via stdout.
Parameters
	transport - The transport process
	message - The message to send

Returns
	:ok if message was sent successfully
	{:error, reason} otherwise


  



  
    
      
    
    
      shutdown(transport)



    

  


  

      

          @spec shutdown(GenServer.server()) :: :ok


      


Shuts down the transport connection.
Parameters
	transport - The transport process


  



  
    
      
    
    
      start_link(opts)



    

  


  

      

          @spec start_link(Enumerable.t(option())) :: GenServer.on_start()


      


Starts a new STDIO transport process.
Parameters
	opts - Options	:server - (required) The server to forward messages to
	:name - Optional name for the GenServer process



Examples
iex> Anubis.Server.Transport.STDIO.start_link(server: my_server)
{:ok, pid}

  


        

      


  

    
Anubis.Server.Transport.StreamableHTTP 
    



      
StreamableHTTP transport implementation for MCP servers.
This module provides an HTTP-based transport layer that supports multiple
concurrent client sessions through Server-Sent Events (SSE). It enables
web-based MCP clients to communicate with the server using standard HTTP
protocols.
Features
	Multiple concurrent client sessions
	Server-Sent Events for real-time server-to-client communication
	HTTP POST endpoint for client-to-server messages
	Automatic session cleanup on disconnect
	Integration with Phoenix/Plug applications

Usage
StreamableHTTP is typically started through the server supervisor:
Anubis.Server.start_link(MyServer, [],
  transport: :streamable_http,
  streamable_http: [port: 4000]
)
For integration with existing Phoenix/Plug applications:
# In your router
forward "/mcp", Anubis.Server.Transport.StreamableHTTP.Plug,
  server: MyApp.MCPServer
Message Flow
	Client connects to /sse endpoint, receives a session ID
	Client sends messages via POST to /messages with session ID header
	Server responses are pushed through the SSE connection
	Connection closes on client disconnect or server shutdown

Configuration
	:port - HTTP server port (default: 4000)
	:server - The MCP server process to connect to
	:name - Process registration name
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        option()

      


        StreamableHTTP transport options



    


    
      
        t()

      


    





  
    Functions
  


    
      
        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        get_schema(atom)

      


    


    
      
        get_sse_handler(transport, session_id)

      


        Gets the SSE handler process for a session.



    


    
      
        handle_message(transport, session_id, message, context)

      


        Handles an incoming message from a client with request context.



    


    
      
        handle_message_for_sse(transport, session_id, message, context)

      


        Handles an incoming message with context and returns {:sse, response} if SSE handler exists.



    


    
      
        parse_options(data)

      


    


    
      
        parse_options!(data)

      


    


    
      
        register_sse_handler(transport, session_id)

      


        Registers an SSE handler process for a session.



    


    
      
        route_to_session(transport, session_id, message)

      


        Routes a message to a specific session's SSE handler.



    


    
      
        send_message(transport, message)

      


        Sends a message to the client via the active SSE connection.



    


    
      
        shutdown(transport)

      


        Shuts down the transport connection.



    


    
      
        start_link(opts)

      


        Starts the StreamableHTTP transport.



    


    
      
        unregister_sse_handler(transport, session_id)

      


        Unregisters an SSE handler process for a session.



    





      


      
        Types

        


  
    
      
    
    
      option()



    

  


  

      

          @type option() ::
  {:server, GenServer.server()} | {:name, GenServer.name()} | GenServer.option()


      


StreamableHTTP transport options
	:server - The server process (required)
	:name - Name for registering the GenServer (required)


  



  
    
      
    
    
      t()



    

  


  

      

          @type t() :: GenServer.server()


      



  


        

      

      
        Functions

        


  
    
      
    
    
      child_spec(init_arg)



    

  


  

Returns a specification to start this module under a supervisor.
See Supervisor.

  



  
    
      
    
    
      get_schema(atom)



    

  


  


  



  
    
      
    
    
      get_sse_handler(transport, session_id)



    

  


  

      

          @spec get_sse_handler(GenServer.server(), String.t()) :: pid() | nil


      


Gets the SSE handler process for a session.
Returns the pid of the process handling SSE for this session,
or nil if no SSE connection exists.

  



  
    
      
    
    
      handle_message(transport, session_id, message, context)



    

  


  

      

          @spec handle_message(GenServer.server(), String.t(), map() | [map()], map()) ::
  {:ok, binary() | nil} | {:error, term()}


      


Handles an incoming message from a client with request context.
Called by the Plug when a message is received via HTTP POST.

  



  
    
      
    
    
      handle_message_for_sse(transport, session_id, message, context)



    

  


  

      

          @spec handle_message_for_sse(GenServer.server(), String.t(), map(), map()) ::
  {:ok, binary()} | {:sse, binary()} | {:error, term()}


      


Handles an incoming message with context and returns {:sse, response} if SSE handler exists.
This allows the Plug to know whether to stream the response via SSE
or return it as a regular HTTP response.

  



  
    
      
    
    
      parse_options(data)



    

  


  


  



  
    
      
    
    
      parse_options!(data)



    

  


  


  



  
    
      
    
    
      register_sse_handler(transport, session_id)



    

  


  

      

          @spec register_sse_handler(GenServer.server(), String.t()) :: :ok | {:error, term()}


      


Registers an SSE handler process for a session.
Called by the Plug when establishing an SSE connection.
The calling process becomes the SSE handler for the session.

  



  
    
      
    
    
      route_to_session(transport, session_id, message)



    

  


  

      

          @spec route_to_session(GenServer.server(), String.t(), binary()) ::
  :ok | {:error, term()}


      


Routes a message to a specific session's SSE handler.
Used for targeted server notifications to specific clients.

  



  
    
      
    
    
      send_message(transport, message)



    

  


  

      

          @spec send_message(GenServer.server(), binary()) :: :ok | {:error, term()}


      


Sends a message to the client via the active SSE connection.
This function is used for server-initiated notifications.
It will broadcast to all active SSE connections.
Parameters
	transport - The transport process
	message - The message to send

Returns
	:ok if message was sent successfully
	{:error, reason} otherwise


  



  
    
      
    
    
      shutdown(transport)



    

  


  

      

          @spec shutdown(GenServer.server()) :: :ok


      


Shuts down the transport connection.
This terminates all active sessions managed by this transport.
Parameters
	transport - The transport process


  



  
    
      
    
    
      start_link(opts)



    

  


  

      

          @spec start_link(Enumerable.t(option())) :: GenServer.on_start()


      


Starts the StreamableHTTP transport.

  



  
    
      
    
    
      unregister_sse_handler(transport, session_id)



    

  


  

      

          @spec unregister_sse_handler(GenServer.server(), String.t()) :: :ok


      


Unregisters an SSE handler process for a session.
Called when the SSE connection is closed.

  


        

      


  

    
Anubis.Server.Transport.StreamableHTTP.Plug 
    



      
A Plug implementation for the Streamable HTTP transport.
This plug handles the MCP Streamable HTTP protocol as specified in MCP 2025-03-26.
It provides a single endpoint that supports both GET and POST methods:
	GET: Opens an SSE stream for server-to-client communication
	POST: Handles JSON-RPC messages from client to server
	DELETE: Closes a session

SSE Streaming Architecture
This Plug handles SSE streaming by keeping the request process alive 
and managing the streaming loop for server-to-client communication.
Usage in Phoenix Router
pipeline :mcp do
  plug :accepts, ["json"]
end

scope "/mcp" do
  pipe_through :mcp
  forward "/", to: Anubis.Server.Transport.StreamableHTTP.Plug, server: :your_server_name
end
Usage in Plug Router
forward "/mcp", to: Anubis.Server.Transport.StreamableHTTP.Plug, init_opts: [server: :your_server_name]
Configuration Options
	:server - The server process name (required)
	:session_header - Custom header name for session ID (default: "mcp-session-id")
	:timeout - Request timeout in milliseconds (default: 30000)
	:registry - The registry to use. See Anubis.Server.Registry.Adapter for more information (default: Elixir's Registry implementation)

Security Features
	Origin header validation for DNS rebinding protection
	Session-based request validation
	Automatic session cleanup on connection loss
	Rate limiting support (when configured)

HTTP Response Codes
	200: Successful request
	202: Accepted (for notifications and responses)
	400: Bad request (malformed JSON-RPC)
	404: Session not found
	405: Method not allowed
	500: Internal server error


      




  

    
Anubis.Transport.Behaviour behaviour
    



      
Defines the behavior that all transport implementations must follow.
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          @type message() :: String.t()


      


The JSON-RPC message encoded
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          @type reason() :: term() | Anubis.MCP.Error.t()
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          @type t() :: GenServer.server()
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          @callback send_message(t(), message()) :: :ok | {:error, reason()}
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          @callback shutdown(t()) :: :ok | {:error, reason()}
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          @callback start_link(keyword()) :: GenServer.on_start()
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          @callback supported_protocol_versions() :: [String.t()] | :all


      


Returns the list of MCP protocol versions supported by this transport.
Examples
iex> MyTransport.supported_protocol_versions()
["2024-11-05", "2025-03-26"]

  


        

      


  

    
Anubis.Transport.SSE 
    



      
A transport implementation that uses Server-Sent Events (SSE) for receiving messages
and HTTP POST requests for sending messages back to the server.
Deprecated
This transport has been deprecated as of MCP specification 2025-03-26 in favor
of the Streamable HTTP transport (Anubis.Transport.StreamableHTTP).
The HTTP+SSE transport from protocol version 2024-11-05 has been replaced by
the more flexible Streamable HTTP transport which supports optional SSE streaming
on a single endpoint.
For new implementations, please use Anubis.Transport.StreamableHTTP instead.
This module is maintained for backward compatibility with servers using the
2024-11-05 protocol version.
Notes
For initialization and setup, check our Installation & Setup and
the Transport options guides for reference.
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        The options for the MCP server.
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        Returns a specification to start this module under a supervisor.
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          @type option() ::
  {:name, GenServer.name()}
  | {:client, GenServer.server()}
  | {:server, server()}
  | {:headers, map()}
  | {:transport_opts, keyword()}
  | {:http_options, Finch.request_opts()}
  | GenServer.option()


      


The options for the SSE transport.
	:name - The name of the transport process, respecting the GenServer "Name Registration" section.
	:client - The client to send the messages to, respecting the GenServer "Name Registration" section.
	:server - The server configuration.
	:headers - The headers to send with the HTTP requests.
	:transport_opts - The underlying HTTP transport options to pass to the HTTP client. You can check on the Mint docs
	:http_options - The underlying HTTP client options to pass to the HTTP client. You can check on the Finch docs
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          @type params_t() :: Enumerable.t(option())
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          @type server() ::
  Enumerable.t(
    {:base_url, String.t()}
    | {:base_path, String.t()}
    | {:sse_path, String.t()}
  )


      


The options for the MCP server.
	:base_url - The base URL of the MCP server (e.g. http://localhost:8000) (required).
	:base_path - The base path of the MCP server (e.g. /mcp).
	:sse_path - The path to the SSE endpoint (e.g. /mcp/sse) (default :base_path + /sse).
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          @type t() :: GenServer.server()
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Returns a specification to start this module under a supervisor.
See Supervisor.
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      This function is deprecated. Use Anubis.Transport.StreamableHTTP instead.
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Anubis.Transport.STDIO 
    



      
A transport implementation that uses standard input/output.
Notes
For initialization and setup, check our Installation & Setup and
the Transport options guides for reference.
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        Returns a specification to start this module under a supervisor.
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          @type option() ::
  {:command, Path.t()}
  | {:args, [String.t()] | nil}
  | {:env, map() | nil}
  | {:cwd, Path.t() | nil}
  | {:client, GenServer.server()}
  | GenServer.option()


      


The options for the STDIO transport.
	:command - The command to run, it will be searched in the system's PATH.
	:args - The arguments to pass to the command, as a list of strings.
	:env - The extra environment variables to set for the command, as a map.
	:cwd - The working directory for the command.
	:client - The client to send the messages to, respecting the GenServer "Name Registration" section

And any other GenServer init option.
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          @type params_t() :: Enumerable.t(option())
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          @type t() :: GenServer.server()
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Returns a specification to start this module under a supervisor.
See Supervisor.
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Anubis.Transport.StreamableHTTP 
    



      
A transport implementation that uses Streamable HTTP as specified in MCP 2025-03-26.
This transport communicates with MCP servers via HTTP POST requests for sending messages
and optionally uses Server-Sent Events (SSE) for receiving streaming responses.
Usage
# Start the transport with a base URL
{:ok, transport} = Anubis.Transport.StreamableHTTP.start_link(
  client: client_pid,
  base_url: "http://localhost:8000",
  mcp_path: "/mcp"
)

# Send a message
:ok = Anubis.Transport.StreamableHTTP.send_message(transport, encoded_message)
Session Management
The transport automatically handles MCP session IDs via the mcp-session-id header:
	Extracts session ID from server responses
	Includes session ID in subsequent requests
	Maintains session state throughout the connection lifecycle
	Handles session expiration (404 responses) by reinitializing

Response Handling
Based on the response status and content type:
	202 Accepted: Message acknowledged, no immediate response
	200 OK with application/json: Single JSON response forwarded to client
	200 OK with text/event-stream: SSE stream parsed and events forwarded to client
	404 Not Found: Session expired, triggers reinitialization

SSE Support
The transport can establish a separate GET connection for server-initiated messages.
This allows the server to send requests and notifications without a client request.
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          @type option() ::
  {:name, GenServer.name()}
  | {:client, GenServer.server()}
  | {:base_url, String.t()}
  | {:mcp_path, String.t()}
  | {:headers, map()}
  | {:transport_opts, keyword()}
  | {:http_options, Finch.request_opts()}
  | {:enable_sse, boolean()}
  | GenServer.option()


      


The options for the Streamable HTTP transport.
	:base_url - The base URL of the MCP server (e.g. http://localhost:8000) (required).
	:mcp_path - The MCP endpoint path (e.g. /mcp) (default "/mcp").
	:client - The client to send the messages to.
	:headers - The headers to send with the HTTP requests.
	:transport_opts - The underlying HTTP transport options.
	:http_options - The underlying HTTP client options.
	:enable_sse - Whether to establish a GET connection for server-initiated messages (default false).
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Returns a specification to start this module under a supervisor.
See Supervisor.
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Anubis.Transport.WebSocket 
    



      
A transport implementation that uses WebSockets for bidirectional communication
with the MCP server.
Notes
For initialization and setup, check our Installation & Setup and
the Transport options guides for reference.
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        Returns a specification to start this module under a supervisor.
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          @type option() ::
  {:name, GenServer.name()}
  | {:client, GenServer.server()}
  | {:server, server()}
  | {:headers, map()}
  | {:transport_opts, keyword()}
  | GenServer.option()


      


The options for the WebSocket transport.
	:name - The name of the transport process, respecting the GenServer "Name Registration" section.
	:client - The client to send the messages to, respecting the GenServer "Name Registration" section.
	:server - The server configuration.
	:headers - The headers to send with the HTTP requests.
	:transport_opts - The underlying transport options to pass to Gun.
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          @type params_t() :: Enumerable.t(option())
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          @type server() ::
  Enumerable.t(
    {:base_url, String.t()}
    | {:base_path, String.t()}
    | {:ws_path, String.t()}
  )


      


The options for the MCP server.
	:base_url - The base URL of the MCP server (e.g. http://localhost:8000) (required).
	:base_path - The base path of the MCP server (e.g. /mcp).
	:ws_path - The path to the WebSocket endpoint (e.g. /mcp/ws) (default :base_path + /ws).
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          @type t() :: GenServer.server()
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Returns a specification to start this module under a supervisor.
See Supervisor.
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StubServer 
    



      
Minimal test server that implements only the required callbacks.
Used for testing low-level server functionality (Base server tests).
This server has no components and provides only the bare minimum implementation.
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StubTransport 
    



      
Simple mock transport for MCP protocol testing.
Records all messages sent through it for inspection in tests.
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        clear(transport \\ __MODULE__)

      


        Clears all recorded messages.
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        get_last_message(transport \\ __MODULE__)

      


    


    
      
        get_messages(transport \\ __MODULE__)

      


        Gets all messages sent through this transport.
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        Sets the test process to receive message notifications.



    


    
      
        start_link(opts \\ [])

      


        Starts the mock transport.
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  messages: [String.t()],
  client: GenServer.name() | nil,
  session_id: String.t(),
  test_pid: pid() | nil
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Returns a specification to start this module under a supervisor.
See Supervisor.
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Gets all messages sent through this transport.
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Sets the test process to receive message notifications.
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Starts the mock transport.
Options
	:name - Process name (defaults to MODULE)
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Test prompt with field metadata
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Legacy prompt without field macros
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Prompt with nested fields
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Tool with list of dates
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Tool with datetime field
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Tool with date field
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Tool with deeply nested fields
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Tool demonstrating enum with type specification
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Tool with nested date fields
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Tool using traditional Peri schema syntax without field macros
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Tool with naive datetime field
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Tool with nested field definitions
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Tool demonstrating required: true option
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Tool with single nested field
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Anubis.Server.ConfigurationError exception
    



      
Raised when required MCP server configuration is missing or invalid.
The MCP specification requires servers to provide:
	name: A human-readable name for the server
	version: The server's version string

Examples
# This will raise an error - missing required options
defmodule BadServer do
  use Anubis.Server  # Raises Anubis.Server.ConfigurationError
end

# This is correct
defmodule GoodServer do
  use Anubis.Server,
    name: "My Server",
    version: "1.0.0"
end

      




  

    
mix anubis.sse.interactive 
    



      
Mix task to test the SSE transport implementation, interactively sending commands.
Deprecated
This task uses the deprecated SSE transport. As of MCP specification 2025-03-26,
the HTTP+SSE transport has been replaced by the Streamable HTTP transport.
For testing new servers, please use mix anubis.streamable_http.interactive instead.
This task is maintained for backward compatibility with servers using the
2024-11-05 protocol version.
Options
	--base-url - Base URL for the SSE server (default: http://localhost:8000)
	--base-path - Base path to append to the base URL
	--sse-path - Specific SSE endpoint path
	--header - Add a header to requests (can be specified multiple times)

Examples
mix anubis.sse.interactive --base-url http://localhost:8000
mix anubis.sse.interactive --header "Authorization: Bearer token123"
mix anubis.sse.interactive --header "X-API-Key: secret" --header "X-Custom: value"
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mix anubis.stdio.interactive 
    



      
Mix task to test the STDIO transport implementation, interactively sending commands.
Options
	--command - Command to execute for the STDIO transport (default: "mcp")
	--args - Comma-separated arguments for the command (default: "run,priv/dev/echo/index.py")
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        Callback implementation for Mix.Task.run/1.
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mix anubis.streamable_http.interactive 
    



      
Mix task to test the Streamable HTTP transport implementation, interactively sending commands.
Options
	--base-url - Base URL for the MCP server (default: http://localhost:8000)
	--mcp-path - MCP endpoint path (default: /mcp)
	--header - Add a header to requests (can be specified multiple times)

Examples
mix anubis.streamable_http.interactive --base-url http://localhost:8000
mix anubis.streamable_http.interactive --header "Authorization: Bearer token123"
mix anubis.streamable_http.interactive --header "X-API-Key: secret" --header "X-Custom: value"
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        Callback implementation for Mix.Task.run/1.
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Callback implementation for Mix.Task.run/1.

  


        

      


  

    
mix anubis.websocket.interactive 
    



      
Mix task to test the WebSocket transport implementation, interactively sending commands.
Options
	--base-url - Base URL for the WebSocket server (default: http://localhost:8000)
	--base-path - Base path to append to the base URL
	--ws-path - Specific WebSocket endpoint path (default: /ws)
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        run(args)

      


        Callback implementation for Mix.Task.run/1.
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