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Labeling queue and governance toolkit for human-in-the-loop workflows. Anvil provides GenServer-based queues for fast, in-memory work plus a Postgres/Oban pipeline for production-grade exports, telemetry, and retention.
Installation
Add Anvil to your dependencies:
{:anvil_ex, "~> 0.1.1"}
Highlights
	Schema-driven validation with typed fields (:text, :select, :multiselect, :range, :number, :boolean, :date, :datetime)
	Pluggable assignment policies: round-robin, random, weighted expertise, redundancy (k labels per sample), or custom policy modules
	Storage adapters for ETS (default) and Postgres (Anvil.Storage.Postgres) with Ecto schemas for queues, assignments, labels, schema versions, and audit logs
	Agreement metrics (Cohen, Fleiss, Krippendorff) with telemetry and background recomputation
	PII-aware exports with redaction, pseudonyms, manifests, and reproducibility verification
	Background jobs via Oban for timeouts, agreement recompute, and retention sweeps
	Optional Forge sample bridge and simple ACL helpers for queue membership

Quickstart (in-memory queue)
# 1) Define a schema
schema =
  Anvil.Schema.new(
    name: "sentiment",
    fields: [
      %Anvil.Schema.Field{
        name: "sentiment",
        type: :select,
        required: true,
        options: ["positive", "negative", "neutral"]
      }
    ]
  )

# 2) Start a queue (ETS storage by default)
{:ok, queue} =
  Anvil.create_queue(
    queue_id: "sentiment_queue",
    schema: schema,
    labels_per_sample: 2,
    policy: :round_robin
  )

# 3) Load work and labelers
Anvil.add_samples(queue, [%{id: "s1", text: "Great product!"}])
Anvil.add_labelers(queue, ["alice", "bob"])

# 4) Pull and start an assignment
{:ok, assignment} = Anvil.get_next_assignment(queue, "alice")
{:ok, assignment} = Anvil.Queue.start_assignment(queue, assignment.id)

# 5) Submit a label (validated against the schema)
{:ok, label} =
  Anvil.submit_label(queue, assignment.id, %{"sentiment" => "positive"})

# 6) Fetch labels and compute agreement
labels = Anvil.Queue.get_labels(queue)
{:ok, score} = Anvil.Agreement.compute(labels)
Assignment policies
	:round_robin – walks samples in order
	:random – random sample from available set
	:expertise – weighted expertise policy (:expertise_scores, :min_expertise, optional :difficulty_field)
	:redundancy – prioritize under-labeled samples; default when labels_per_sample > 1
	Custom module – pass a module or {module, config} that implements Anvil.Queue.Policy

Storage backends
	ETS (default): zero-dependency, in-memory storage for tests and ephemeral queues.
	Postgres: use Anvil.Storage.Postgres (defaults to Anvil.Repo). Requires the host app to provide the database schema matching the Ecto modules under Anvil.Schema.*; migrations are not bundled in this repo.

{:ok, queue} =
  Anvil.create_queue(
    queue_id: "prod_queue",
    schema: schema,
    storage: Anvil.Storage.Postgres
  )
Agreement metrics
	Anvil.Agreement.compute/2 auto-selects Cohen/Fleiss based on rater count or accepts metric: :cohen | :fleiss | :krippendorff.

	Helpers: compute_for_field/3, compute_all_dimensions/3, and summary/3 for per-field rollups.
	Telemetry emits low-agreement events when scores drop below 0.6.

Exporting labels
	Manifested export (ADR-005): deterministic ordering, SHA256 manifest, optional PII redaction and pseudonyms. Requires Postgres data with schema versions.
{:ok, %{manifest: manifest, output_path: path}} =
  Anvil.Export.to_format(:csv, queue_id, %{
    schema_version_id: schema_version_id,
    output_path: "/tmp/labels.csv",
    redaction_mode: :automatic
  })

{:ok, :reproducible} = Anvil.Export.verify_reproducibility(manifest)

	Legacy export: works with ETS queues; serializes current in-memory labels.
:ok = Anvil.Export.export(queue, format: :csv, path: "labels.csv")


PII, retention, and governance
	PII metadata on fields (pii, retention_days, redaction_policy) drives redaction and retention.
	Anvil.PII.Redactor supports strip/truncate/hash/regex policies and payload redaction modes (:none, :automatic, :aggressive).
	Anvil.PII.Retention and the Anvil.Workers.RetentionSweep Oban job enforce retention windows and optional soft/hard deletion.
	Labeler pseudonyms available via Anvil.PII.Pseudonym.

Background jobs and telemetry
	Oban cron (see config/config.exs): timeout sweeps, agreement recompute, retention sweeps.
	Telemetry events cover queue creation, assignment dispatch/completion, validation errors, exports, agreement, and storage queries.

Forge integration
	Anvil.ForgeBridge fetches samples via pluggable backends (Direct, HTTP, Cached, Mock) with Cachex-based caching.

Authentication and access control
	Anvil.Auth.ACL provides queue membership checks (:labeler, :reviewer, :owner) plus helpers for granting/revoking access.
	Signed URL and OIDC helpers are available under Anvil.Auth.

Development
mix test
mix docs

License
MIT License - see LICENSE for details.
Acknowledgments
Built by the North Shore AI team for the machine learning community.


  

    Changelog

All notable changes to this project will be documented in this file.
The format is based on Keep a Changelog,
and this project adheres to Semantic Versioning.
Unreleased
0.1.1 - 2025-12-02
Added
	/v1 REST surface backed by shared labeling_ir structs with new Ecto schemas (Queue, Schema, Sample, Assignment, Label, Dataset), tenant-scoped migrations, and assignment retrieval using stored samples.
	Anvil.API.Router and Anvil.API.State wired through Plug.Cowboy to expose CRUD operations with tenant isolation enforced via X-Tenant-ID and actor context.

Changed
	Label submission tolerates unknown fields in payloads to prevent component forks per ADR-002.
	Test environment uses Supertester full isolation with sandbox mode enabled for migration setup.

0.1.0 - 2024-12-01
Added
	Initial release
	Anvil.Schema for label schema definition with 8 field types
	Anvil.Schema.Field - field type definitions (text, select, multiselect, range, number, boolean, date, datetime)
	Anvil.Queue GenServer for queue management
	Anvil.Queue.Policy - assignment policies (round_robin, random, expertise)
	Anvil.Assignment struct with lifecycle states
	Anvil.Label struct with validation
	Anvil.Agreement module for inter-rater reliability metrics
	Anvil.Agreement.Cohen - Cohen's kappa for 2 raters
	Anvil.Agreement.Fleiss - Fleiss' kappa for n raters
	Anvil.Agreement.Krippendorff - Krippendorff's alpha
	Anvil.Export module with CSV and JSONL formatters
	Anvil.Storage behaviour with ETS implementation
	Comprehensive test suite using Supertester



  

    LICENSE


MIT License

Copyright (c) 2024-2025 North-Shore-AI

Permission is hereby granted, free of charge, to any person obtaining a copy
of this software and associated documentation files (the "Software"), to deal
in the Software without restriction, including without limitation the rights
to use, copy, modify, merge, publish, distribute, sublicense, and/or sell
copies of the Software, and to permit persons to whom the Software is
furnished to do so, subject to the following conditions:

The above copyright notice and this permission notice shall be included in all
copies or substantial portions of the Software.

THE SOFTWARE IS PROVIDED "AS IS", WITHOUT WARRANTY OF ANY KIND, EXPRESS OR
IMPLIED, INCLUDING BUT NOT LIMITED TO THE WARRANTIES OF MERCHANTABILITY,
FITNESS FOR A PARTICULAR PURPOSE AND NONINFRINGEMENT. IN NO EVENT SHALL THE
AUTHORS OR COPYRIGHT HOLDERS BE LIABLE FOR ANY CLAIM, DAMAGES OR OTHER
LIABILITY, WHETHER IN AN ACTION OF CONTRACT, TORT OR OTHERWISE, ARISING FROM,
OUT OF OR IN CONNECTION WITH THE SOFTWARE OR THE USE OR OTHER DEALINGS IN THE
SOFTWARE.
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Plug router exposing /v1 IR endpoints for assignments, labels,
schemas, queues, samples, and datasets.
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        call(conn, opts)

      


        Callback implementation for Plug.call/2.



    


    
      
        init(opts)

      


        Callback implementation for Plug.init/1.
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Callback implementation for Plug.call/2.
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Callback implementation for Plug.init/1.

  


        

      


  

    
Anvil.API.Server 
    



      
Boots the Anvil /v1 Plug router via Plug.Cowboy.
Controlled by :anvil, :api_server config:
config :anvil, :api_server, enabled: true, port: 4101
In test, this is disabled to avoid port binding.
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        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        start_link(opts)
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Returns a specification to start this module under a supervisor.
See Supervisor.
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Anvil.API.State 
    



      
Repo-backed persistence for the /v1 IR API.
Uses dedicated tables to store the LabelingIR structs while enforcing
tenant scoping.
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          @spec get_dataset(String.t(), String.t() | nil) ::
  {:ok, LabelingIR.Dataset.t()} | :error


      



  



    

  
    
      
    
    
      get_dataset_slice(id, slice_name, tenant_id \\ nil)



        
          
        

    

  


  

      

          @spec get_dataset_slice(String.t(), String.t(), String.t() | nil) ::
  {:ok, map()} | :error
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          @spec get_queue(String.t(), String.t() | nil) :: {:ok, map()} | :error
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          @spec get_sample(String.t(), String.t() | nil) ::
  {:ok, LabelingIR.Sample.t()} | :error
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          @spec get_schema(String.t(), String.t() | nil) ::
  {:ok, LabelingIR.Schema.t()} | :error
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          @spec next_assignment(String.t(), String.t(), String.t()) ::
  {:ok, LabelingIR.Assignment.t()} | {:error, :not_found | :no_samples}
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          @spec put_assignment(LabelingIR.Assignment.t()) :: :ok | {:error, term()}


      



  



  
    
      
    
    
      put_dataset(dataset)



        
          
        

    

  


  

      

          @spec put_dataset(LabelingIR.Dataset.t()) :: :ok | {:error, term()}
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          @spec put_label(LabelingIR.Label.t()) ::
  {:ok, LabelingIR.Label.t()} | {:error, term()}
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          @spec put_queue(map()) :: :ok | {:error, term()}
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          @spec put_sample(LabelingIR.Sample.t()) :: :ok | {:error, term()}
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          @spec put_schema(LabelingIR.Schema.t()) :: :ok | {:error, term()}
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          @spec queue_stats(String.t(), String.t()) :: map() | :error
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          @spec reset!() :: :ok


      



  


        

      


  

    
Anvil.Agreement.Accumulator 
    



      
Incrementally accumulates agreement statistics for online computation.
Maintains running statistics that can be updated as new labels arrive,
avoiding the need to recompute from scratch on every label submission.
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    Functions
  


    
      
        add_label(acc, label)

      


        Adds a label to the accumulator, updating statistics.



    


    
      
        compute_kappa(acc)

      


        Computes Cohen's kappa from the accumulated statistics.



    


    
      
        merge(acc1, acc2)

      


        Merges two accumulators, combining their statistics.



    


    
      
        new()

      


        Creates a new empty accumulator.
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          @type t() :: %Anvil.Agreement.Accumulator{
  confusion_matrix: map(),
  label_counts: map(),
  labeler_counts: map(),
  last_updated: DateTime.t() | nil
}
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          @spec add_label(t(), map()) :: t()


      


Adds a label to the accumulator, updating statistics.
The label should have the structure:
	labeler_id: identifier for the labeler
	values: map of field names to values

Examples
iex> acc = Accumulator.new()
iex> label = %{labeler_id: "l1", values: %{"coherence" => 4}}
iex> acc = Accumulator.add_label(acc, label)
iex> acc.labeler_counts
%{"l1" => 1}

  



  
    
      
    
    
      compute_kappa(acc)



        
          
        

    

  


  

      

          @spec compute_kappa(t()) :: {:ok, float()} | {:error, term()}


      


Computes Cohen's kappa from the accumulated statistics.
Returns {:ok, kappa} if sufficient data exists, {:error, reason} otherwise.
Examples
iex> acc = Accumulator.new()
iex> acc = Accumulator.add_label(acc, %{labeler_id: "l1", values: %{"field" => "a"}})
iex> acc = Accumulator.add_label(acc, %{labeler_id: "l2", values: %{"field" => "a"}})
iex> Accumulator.compute_kappa(acc)
{:ok, 1.0}  # Perfect agreement

  



  
    
      
    
    
      merge(acc1, acc2)



        
          
        

    

  


  

      

          @spec merge(t(), t()) :: t()


      


Merges two accumulators, combining their statistics.
Useful for parallel computation where multiple accumulators
process different subsets of data.
Examples
iex> acc1 = Accumulator.new() |> Accumulator.add_label(%{labeler_id: "l1", values: %{}})
iex> acc2 = Accumulator.new() |> Accumulator.add_label(%{labeler_id: "l2", values: %{}})
iex> merged = Accumulator.merge(acc1, acc2)
iex> map_size(merged.labeler_counts)
2
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          @spec new() :: t()


      


Creates a new empty accumulator.
Examples
iex> Accumulator.new()
%Accumulator{
  confusion_matrix: %{},
  label_counts: %{},
  labeler_counts: %{},
  last_updated: nil
}

  


        

      


  

    
Anvil.Auth.ACL 
    



      
Access Control List (ACL) management for queue memberships.
Implements queue-level access control with roles:
	:labeler - Can request assignments and submit labels
	:reviewer - Can view all labels, audit, and export data
	:owner - Can manage queue membership and settings

Supports time-limited access with expiration and revocation.
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    Types
  


    
      
        error_reason()

      


    


    
      
        labeler()

      


    


    
      
        queue()

      


    





  
    Functions
  


    
      
        active?(queue_membership)

      


        Checks if a membership is currently active.



    


    
      
        can_audit?(labeler, queue, memberships)

      


        Checks if a labeler can audit/view all labels in a queue.



    


    
      
        can_export?(labeler, queue, memberships)

      


        Checks if a labeler can export data from a queue.



    


    
      
        can_label?(labeler, queue, memberships)

      


        Checks if a labeler can label in a queue.



    


    
      
        can_manage?(labeler, queue, memberships)

      


        Checks if a labeler can manage a queue (membership, settings).



    


    
      
        filter_active(memberships)

      


        Filters a list of memberships to only active ones.



    


    
      
        grant_access(params)

      


        Grants queue access to a labeler.



    


    
      
        revoke_access(membership)

      


        Revokes queue access for a labeler.
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          @type error_reason() ::
  :not_member
  | :membership_revoked
  | :membership_expired
  | :insufficient_permissions
  | :tenant_mismatch


      



  



  
    
      
    
    
      labeler()



        
          
        

    

  


  

      

          @type labeler() :: %{id: String.t(), tenant_id: String.t()}
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          @type queue() :: %{id: String.t(), tenant_id: String.t()}
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          @spec active?(Anvil.Auth.ACL.QueueMembership.t()) :: boolean()


      


Checks if a membership is currently active.
A membership is active if:
	It has not been revoked
	It has not expired

Examples
iex> membership = %QueueMembership{
...>   queue_id: "q1",
...>   labeler_id: "l1",
...>   role: :labeler,
...>   tenant_id: "t1",
...>   expires_at: nil,
...>   revoked_at: nil
...> }
iex> Anvil.Auth.ACL.active?(membership)
true

  



  
    
      
    
    
      can_audit?(labeler, queue, memberships)



        
          
        

    

  


  

      

          @spec can_audit?(labeler(), queue(), [Anvil.Auth.ACL.QueueMembership.t()]) ::
  :ok | {:error, error_reason()}


      


Checks if a labeler can audit/view all labels in a queue.
Requires active membership with :reviewer or :owner role.
Examples
iex> membership = %QueueMembership{
...>   queue_id: "q1",
...>   labeler_id: "l1",
...>   role: :reviewer,
...>   tenant_id: "t1",
...>   expires_at: nil,
...>   revoked_at: nil
...> }
iex> labeler = %{id: "l1", tenant_id: "t1"}
iex> queue = %{id: "q1", tenant_id: "t1"}
iex> Anvil.Auth.ACL.can_audit?(labeler, queue, [membership])
:ok

  



  
    
      
    
    
      can_export?(labeler, queue, memberships)



        
          
        

    

  


  

      

          @spec can_export?(labeler(), queue(), [Anvil.Auth.ACL.QueueMembership.t()]) ::
  :ok | {:error, error_reason()}


      


Checks if a labeler can export data from a queue.
Requires active membership with :reviewer or :owner role.
Examples
iex> membership = %QueueMembership{
...>   queue_id: "q1",
...>   labeler_id: "l1",
...>   role: :owner,
...>   tenant_id: "t1",
...>   expires_at: nil,
...>   revoked_at: nil
...> }
iex> labeler = %{id: "l1", tenant_id: "t1"}
iex> queue = %{id: "q1", tenant_id: "t1"}
iex> Anvil.Auth.ACL.can_export?(labeler, queue, [membership])
:ok

  



  
    
      
    
    
      can_label?(labeler, queue, memberships)



        
          
        

    

  


  

      

          @spec can_label?(labeler(), queue(), [Anvil.Auth.ACL.QueueMembership.t()]) ::
  :ok | {:error, error_reason()}


      


Checks if a labeler can label in a queue.
Requires active membership with :labeler, :reviewer, or :owner role.
Examples
iex> membership = %QueueMembership{
...>   queue_id: "q1",
...>   labeler_id: "l1",
...>   role: :labeler,
...>   tenant_id: "t1",
...>   expires_at: nil,
...>   revoked_at: nil
...> }
iex> labeler = %{id: "l1", tenant_id: "t1"}
iex> queue = %{id: "q1", tenant_id: "t1"}
iex> Anvil.Auth.ACL.can_label?(labeler, queue, [membership])
:ok

  



  
    
      
    
    
      can_manage?(labeler, queue, memberships)



        
          
        

    

  


  

      

          @spec can_manage?(labeler(), queue(), [Anvil.Auth.ACL.QueueMembership.t()]) ::
  :ok | {:error, error_reason()}


      


Checks if a labeler can manage a queue (membership, settings).
Requires active membership with :owner role.
Examples
iex> membership = %QueueMembership{
...>   queue_id: "q1",
...>   labeler_id: "l1",
...>   role: :owner,
...>   tenant_id: "t1",
...>   expires_at: nil,
...>   revoked_at: nil
...> }
iex> labeler = %{id: "l1", tenant_id: "t1"}
iex> queue = %{id: "q1", tenant_id: "t1"}
iex> Anvil.Auth.ACL.can_manage?(labeler, queue, [membership])
:ok

  



  
    
      
    
    
      filter_active(memberships)



        
          
        

    

  


  

      

          @spec filter_active([Anvil.Auth.ACL.QueueMembership.t()]) :: [
  Anvil.Auth.ACL.QueueMembership.t()
]


      


Filters a list of memberships to only active ones.
Examples
iex> active = %QueueMembership{
...>   queue_id: "q1",
...>   labeler_id: "l1",
...>   role: :labeler,
...>   tenant_id: "t1",
...>   expires_at: nil,
...>   revoked_at: nil
...> }
iex> revoked = %QueueMembership{
...>   queue_id: "q2",
...>   labeler_id: "l1",
...>   role: :labeler,
...>   tenant_id: "t1",
...>   expires_at: nil,
...>   revoked_at: DateTime.utc_now()
...> }
iex> result = Anvil.Auth.ACL.filter_active([active, revoked])
iex> length(result)
1

  



  
    
      
    
    
      grant_access(params)



        
          
        

    

  


  

      

          @spec grant_access(map()) ::
  {:ok, Anvil.Auth.ACL.QueueMembership.t()} | {:error, term()}


      


Grants queue access to a labeler.
Examples
iex> params = %{
...>   queue_id: "q1",
...>   labeler_id: "l1",
...>   role: :labeler,
...>   tenant_id: "t1",
...>   granted_by: "admin1"
...> }
iex> {:ok, membership} = Anvil.Auth.ACL.grant_access(params)
iex> membership.role
:labeler

  



  
    
      
    
    
      revoke_access(membership)



        
          
        

    

  


  

      

          @spec revoke_access(Anvil.Auth.ACL.QueueMembership.t()) ::
  {:ok, Anvil.Auth.ACL.QueueMembership.t()}


      


Revokes queue access for a labeler.
Examples
iex> membership = %QueueMembership{
...>   queue_id: "q1",
...>   labeler_id: "l1",
...>   role: :labeler,
...>   tenant_id: "t1",
...>   expires_at: nil,
...>   revoked_at: nil
...> }
iex> {:ok, revoked} = Anvil.Auth.ACL.revoke_access(membership)
iex> revoked.revoked_at != nil
true

  


        

      


  

    
Anvil.Auth.ACL.QueueMembership 
    



      
Represents a labeler's membership in a queue with specific role and permissions.
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          @type role() :: :labeler | :reviewer | :owner


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Anvil.Auth.ACL.QueueMembership{
  expires_at: DateTime.t() | nil,
  granted_at: DateTime.t() | nil,
  granted_by: String.t() | nil,
  labeler_id: String.t(),
  queue_id: String.t(),
  revoked_at: DateTime.t() | nil,
  role: role(),
  tenant_id: String.t()
}


      



  


        

      


  

    
Anvil.Auth.OIDC behaviour
    



      
OIDC (OpenID Connect) authentication behaviour for Anvil.
Defines interface for authenticating labelers via OIDC tokens from
identity providers like Auth0, Okta, Keycloak, Google, etc.
Implementations should verify JWT signatures, check expiration,
validate issuer, and extract standard OIDC claims.
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        authenticate(token, opts)

      


        Authenticates a labeler using an OIDC token.



    


    
      
        verify_token(token)

      


        Verifies OIDC token and extracts claims.
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      error_reason()



        
          
        

    

  


  

      

          @type error_reason() ::
  :invalid_token | :expired_token | :invalid_issuer | :missing_claims


      



  



  
    
      
    
    
      opts()



        
          
        

    

  


  

      

          @type opts() :: keyword()


      



  



  
    
      
    
    
      token()



        
          
        

    

  


  

      

          @type token() :: String.t()
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      authenticate(token, opts)



        
          
        

    

  


  

      

          @callback authenticate(token(), opts()) ::
  {:ok, Anvil.Auth.OIDC.Labeler.t()} | {:error, error_reason()}


      


Authenticates a labeler using an OIDC token.
Returns labeler identity with external_id, email, tenant_id, and default role.
Implements just-in-time provisioning - creates labeler on first login.
Options
	:tenant_id - Override tenant_id from token claims
	:role - Override default role (:labeler)


  



  
    
      
    
    
      verify_token(token)



        
          
        

    

  


  

      

          @callback verify_token(token()) :: {:ok, map()} | {:error, error_reason()}


      


Verifies OIDC token and extracts claims.
Should verify:
	JWT signature using provider's public key
	Token expiration (exp claim)
	Issuer matches expected value (iss claim)
	Audience matches client ID (aud claim)


  


        

      


  

    
Anvil.Auth.OIDC.Claims 
    



      
Standard OIDC claims extracted from ID token.
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          @type t() :: %Anvil.Auth.OIDC.Claims{
  email: String.t(),
  exp: integer(),
  iss: String.t(),
  name: String.t() | nil,
  preferred_username: String.t() | nil,
  sub: String.t(),
  tenant_id: String.t()
}


      



  


        

      


  

    
Anvil.Auth.OIDC.Labeler 
    



      
Labeler identity created from OIDC authentication.
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          @type t() :: %Anvil.Auth.OIDC.Labeler{
  email: String.t(),
  external_id: String.t(),
  role: Anvil.Auth.Role.role(),
  status: :active | :suspended | :deactivated,
  tenant_id: String.t()
}


      



  


        

      


  

    
Anvil.Auth.OIDC.Mock 
    



      
Mock OIDC adapter for testing.
Accepts specific token patterns for testing various scenarios:
	"valid-token-*" -> Returns successful authentication
	"expired-token" -> Returns expired error
	"invalid-token" -> Returns invalid error
	Anything else -> Returns invalid error


      




  

    
Anvil.Auth.Role 
    



      
Role definitions and hierarchy for Anvil access control.
Defines four core roles:
	:labeler - Request assignments, submit labels, view own labels
	:auditor - View all labels, export data, compute agreement metrics (read-only)
	:adjudicator - Resolve label conflicts, override labels, approve/reject labels
	:admin - Manage queue membership, update policies, create queues, manage labelers

Roles have a hierarchical relationship where higher roles inherit permissions from lower roles
in the context of override operations.
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        all()

      


        Returns all valid roles.



    


    
      
        can_override?(role1, role2)

      


        Checks if one role can override another role's decisions.



    


    
      
        default()

      


        Returns the default role for new labelers.



    


    
      
        has_permission?(role, permission)

      


        Checks if a role has a specific permission.



    


    
      
        hierarchy()

      


        Returns the role hierarchy mapping.



    


    
      
        permissions(role)

      


        Returns the list of permissions for a given role.



    


    
      
        valid?(role)

      


        Checks if a given value is a valid role.
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          @type permission() ::
  :request_assignment
  | :submit_label
  | :view_own_labels
  | :view_all_labels
  | :export_data
  | :compute_agreement
  | :override_label
  | :resolve_conflicts
  | :manage_queue
  | :manage_labelers
  | :grant_access
  | :revoke_access
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          @type role() :: :labeler | :auditor | :adjudicator | :admin
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          @spec all() :: [role()]


      


Returns all valid roles.
Examples
iex> Anvil.Auth.Role.all()
[:labeler, :auditor, :adjudicator, :admin]

  



  
    
      
    
    
      can_override?(role1, role2)



        
          
        

    

  


  

      

          @spec can_override?(role(), role()) :: boolean()


      


Checks if one role can override another role's decisions.
Roles can override themselves or lower-level roles based on the hierarchy.
Examples
iex> Anvil.Auth.Role.can_override?(:admin, :labeler)
true

iex> Anvil.Auth.Role.can_override?(:labeler, :admin)
false

iex> Anvil.Auth.Role.can_override?(:adjudicator, :adjudicator)
true

  



  
    
      
    
    
      default()



        
          
        

    

  


  

      

          @spec default() :: role()


      


Returns the default role for new labelers.
Examples
iex> Anvil.Auth.Role.default()
:labeler

  



  
    
      
    
    
      has_permission?(role, permission)



        
          
        

    

  


  

      

          @spec has_permission?(role(), permission()) :: boolean()


      


Checks if a role has a specific permission.
Examples
iex> Anvil.Auth.Role.has_permission?(:admin, :manage_queue)
true

iex> Anvil.Auth.Role.has_permission?(:labeler, :manage_queue)
false
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          @spec hierarchy() :: %{required(role()) => pos_integer()}


      


Returns the role hierarchy mapping.
Higher numbers indicate higher privilege levels.
Examples
iex> hierarchy = Anvil.Auth.Role.hierarchy()
iex> hierarchy[:admin] > hierarchy[:labeler]
true

  



  
    
      
    
    
      permissions(role)



        
          
        

    

  


  

      

          @spec permissions(role()) :: [permission()]


      


Returns the list of permissions for a given role.
Examples
iex> perms = Anvil.Auth.Role.permissions(:labeler)
iex> :request_assignment in perms
true

  



  
    
      
    
    
      valid?(role)



        
          
        

    

  


  

      

          @spec valid?(any()) :: boolean()


      


Checks if a given value is a valid role.
Examples
iex> Anvil.Auth.Role.valid?(:labeler)
true

iex> Anvil.Auth.Role.valid?(:invalid)
false

  


        

      


  

    
Anvil.Auth.SignedURL 
    



      
Time-limited signed URLs for secure asset access.
Generates cryptographically signed URLs with expiration timestamps
for accessing sensitive resources (samples, artifacts, etc).
URLs contain:
	Resource identifier
	Expiration timestamp
	HMAC signature (prevents tampering)

Example
# Generate signed URL (expires in 1 hour)
{:ok, url} = SignedURL.generate("sample-123", secret, expires_in: 3600)

# Verify URL before serving asset
case SignedURL.verify(url, secret) do
  {:ok, resource_id} -> serve_asset(resource_id)
  {:error, :expired} -> {:error, :url_expired}
  {:error, :invalid_signature} -> {:error, :unauthorized}
end
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        expired?(url)

      


        Checks if a signed URL has expired.



    


    
      
        extract_resource_id(url)

      


        Extracts the resource ID from a signed URL without verification.



    


    
      
        generate(resource_id, secret, opts \\ [])

      


        Generates a signed URL for a resource.



    


    
      
        time_remaining(url)

      


        Returns time remaining before URL expires (in seconds).



    


    
      
        verify(url, secret, opts \\ [])

      


        Verifies a signed URL and returns the resource ID if valid.
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          @type error_reason() :: :malformed_url | :invalid_signature | :expired
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          @type opts() :: keyword()
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          @type resource_id() :: String.t()
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          @type secret() :: String.t()
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          @type url() :: String.t()
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      expired?(url)



        
          
        

    

  


  

      

          @spec expired?(url()) :: boolean()


      


Checks if a signed URL has expired.
Examples
iex> {:ok, url} = SignedURL.generate("sample-123", "secret", expires_in: 3600)
iex> SignedURL.expired?(url)
false

  



  
    
      
    
    
      extract_resource_id(url)



        
          
        

    

  


  

      

          @spec extract_resource_id(url()) :: {:ok, resource_id()} | {:error, :malformed_url}


      


Extracts the resource ID from a signed URL without verification.
Examples
iex> {:ok, url} = SignedURL.generate("sample-123", "secret")
iex> SignedURL.extract_resource_id(url)
{:ok, "sample-123"}
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          @spec generate(resource_id(), secret(), opts()) :: {:ok, url()}


      


Generates a signed URL for a resource.
Options
	:expires_in - Expiration time in seconds (default: 3600 / 1 hour)
	:tenant_id - Include tenant ID in signature for multi-tenant isolation
	:base_url - Base URL for the resource (default: "http://localhost/assets")

Examples
iex> {:ok, url} = SignedURL.generate("sample-123", "secret-key")
iex> String.contains?(url, "sample-123")
true

iex> {:ok, url} = SignedURL.generate("sample-123", "secret", expires_in: 7200)
iex> String.contains?(url, "signature=")
true

  



  
    
      
    
    
      time_remaining(url)



        
          
        

    

  


  

      

          @spec time_remaining(url()) :: {:ok, integer()} | {:error, :malformed_url}


      


Returns time remaining before URL expires (in seconds).
Returns negative value if already expired.
Examples
iex> {:ok, url} = SignedURL.generate("sample-123", "secret", expires_in: 3600)
iex> {:ok, remaining} = SignedURL.time_remaining(url)
iex> remaining > 3595
true
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          @spec verify(url(), secret(), opts()) ::
  {:ok, resource_id()} | {:error, error_reason()}


      


Verifies a signed URL and returns the resource ID if valid.
Options
	:tenant_id - Expected tenant ID (must match signature)

Examples
iex> {:ok, url} = SignedURL.generate("sample-123", "secret")
iex> SignedURL.verify(url, "secret")
{:ok, "sample-123"}

iex> SignedURL.verify("invalid-url", "secret")
{:error, :malformed_url}

  


        

      


  

    
Anvil.Auth.TenantContext 
    



      
Multi-tenant isolation utilities for Anvil.
Provides helper functions for enforcing tenant boundaries across
all operations. Prevents cross-tenant data access by validating
tenant_id matches between resources and actors.
Tenant Isolation Principles
	Default Deny: All cross-tenant access is forbidden by default
	Explicit Validation: Every operation must validate tenant context
	Filter at Source: Apply tenant filters as early as possible
	Audit Trail: Log all tenant boundary violations

Usage
In context modules:
def get_queue(id, labeler) do
  queue = Repo.get!(Queue, id)

  with :ok <- TenantContext.validate_tenant(queue, labeler) do
    {:ok, queue}
  end
end
In queries:
def list_queues(labeler) do
  from(q in Queue)
  |> where([q], q.tenant_id == ^labeler.tenant_id)
  |> Repo.all()
end
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        ensure_tenant_isolation(resource, actor, opts \\ [])

      


        Ensures strict tenant isolation with forbidden error.



    


    
      
        extract_tenant_id(arg1)

      


        Extracts tenant_id from a resource or actor.



    


    
      
        filter_by_tenant(resources, actor)

      


        Filters a list of resources to only include those matching the actor's tenant.



    


    
      
        same_tenant?(resource1, resource2)

      


        Checks if two resources belong to the same tenant.



    


    
      
        tenant_scope(conditions, tenant_id)

      


        Adds tenant_id filter to a keyword list of query conditions.



    


    
      
        validate_tenant(resource, actor)

      


        Validates that a resource belongs to the actor's tenant.



    


    
      
        validate_tenant_list(resources, actor)

      


        Validates that all resources in a list belong to the actor's tenant.
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          @type actor() :: tenant_scopeable()


      



  



  
    
      
    
    
      error_reason()



        
          
        

    

  


  

      

          @type error_reason() :: :tenant_mismatch | :forbidden_cross_tenant_access
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          @type tenant_id() :: String.t()
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          @type tenant_resource() :: tenant_scopeable()
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          @type tenant_scopeable() :: %{:tenant_id => tenant_id(), optional(atom()) => term()}
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      ensure_tenant_isolation(resource, actor, opts \\ [])



        
          
        

    

  


  

      

          @spec ensure_tenant_isolation(tenant_resource(), actor(), keyword()) ::
  :ok | {:error, error_reason()}


      


Ensures strict tenant isolation with forbidden error.
Returns :ok if access allowed, {:error, :forbidden_cross_tenant_access} otherwise.
Use this for operations that should never cross tenant boundaries.
Options
	:error - Custom error atom to return (default: :forbidden_cross_tenant_access)

Examples
iex> queue = %{id: "q1", tenant_id: "tenant-1"}
iex> labeler = %{id: "l1", tenant_id: "tenant-1"}
iex> TenantContext.ensure_tenant_isolation(queue, labeler)
:ok
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          @spec extract_tenant_id(tenant_resource() | actor()) :: tenant_id() | nil


      


Extracts tenant_id from a resource or actor.
Works with both structs and maps. Returns nil if tenant_id not found.
Examples
iex> resource = %{id: "r1", tenant_id: "tenant-1"}
iex> TenantContext.extract_tenant_id(resource)
"tenant-1"
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          @spec filter_by_tenant([tenant_resource()], actor()) :: [tenant_resource()]


      


Filters a list of resources to only include those matching the actor's tenant.
Examples
iex> resources = [
...>   %{id: "r1", tenant_id: "tenant-1"},
...>   %{id: "r2", tenant_id: "tenant-2"}
...> ]
iex> labeler = %{id: "l1", tenant_id: "tenant-1"}
iex> filtered = TenantContext.filter_by_tenant(resources, labeler)
iex> length(filtered)
1
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          @spec same_tenant?(tenant_resource(), tenant_resource()) :: boolean()


      


Checks if two resources belong to the same tenant.
Examples
iex> r1 = %{id: "r1", tenant_id: "tenant-1"}
iex> r2 = %{id: "r2", tenant_id: "tenant-1"}
iex> TenantContext.same_tenant?(r1, r2)
true
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          @spec tenant_scope(
  keyword(),
  tenant_id()
) :: keyword()


      


Adds tenant_id filter to a keyword list of query conditions.
Examples
iex> conditions = [status: :active]
iex> TenantContext.tenant_scope(conditions, "tenant-1")
[tenant_id: "tenant-1", status: :active]
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          @spec validate_tenant(tenant_resource(), actor()) :: :ok | {:error, error_reason()}


      


Validates that a resource belongs to the actor's tenant.
Returns :ok if tenant_ids match, {:error, :tenant_mismatch} otherwise.
Examples
iex> queue = %{id: "q1", tenant_id: "tenant-1"}
iex> labeler = %{id: "l1", tenant_id: "tenant-1"}
iex> TenantContext.validate_tenant(queue, labeler)
:ok

iex> queue = %{id: "q1", tenant_id: "tenant-1"}
iex> labeler = %{id: "l1", tenant_id: "tenant-2"}
iex> TenantContext.validate_tenant(queue, labeler)
{:error, :tenant_mismatch}
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          @spec validate_tenant_list([tenant_resource()], actor()) ::
  :ok | {:error, error_reason()}


      


Validates that all resources in a list belong to the actor's tenant.
Returns :ok if all resources match, {:error, :tenant_mismatch} if any don't.
Examples
iex> resources = [
...>   %{id: "r1", tenant_id: "tenant-1"},
...>   %{id: "r2", tenant_id: "tenant-1"}
...> ]
iex> labeler = %{id: "l1", tenant_id: "tenant-1"}
iex> TenantContext.validate_tenant_list(resources, labeler)
:ok

  


        

      


  

    
Anvil.Export.Manifest 
    



      
Export manifest for tracking dataset lineage and reproducibility.
Manifests include:
	Export metadata (queue, schema version, format)
	File hash for integrity verification
	Export parameters for reproducibility
	Anvil version for compatibility tracking
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        compute_file_hash(path)

      


        Computes the SHA256 hash of a file.



    


    
      
        from_json(json)

      


        Parses a JSON string into a manifest struct.



    


    
      
        load(path)

      


        Loads a manifest from a file.



    


    
      
        new(params)

      


        Creates a new manifest with the given parameters.



    


    
      
        save(manifest, custom_path \\ nil)

      


        Saves the manifest to a file.



    


    
      
        to_json(manifest)

      


        Converts the manifest to a JSON string.
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      t()



        
          
        

    

  


  

      

          @type t() :: %Anvil.Export.Manifest{
  anvil_version: String.t(),
  export_id: String.t(),
  exported_at: DateTime.t(),
  format: :csv | :jsonl | :parquet | :huggingface,
  output_path: String.t(),
  parameters: map(),
  queue_id: binary(),
  row_count: non_neg_integer(),
  sample_version: String.t() | nil,
  schema_definition_hash: String.t() | nil,
  schema_version_id: binary(),
  sha256_hash: String.t()
}
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          @spec compute_file_hash(String.t()) :: {:ok, String.t()} | {:error, term()}


      


Computes the SHA256 hash of a file.
Uses streaming to handle large files without loading them into memory.
Examples
iex> Anvil.Export.Manifest.compute_file_hash("/tmp/export.csv")
{:ok, "e3b0c44298fc1c149afbf4c8996fb92427ae41e4649b934ca495991b7852b855"}
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          @spec from_json(String.t()) :: {:ok, t()} | {:error, term()}


      


Parses a JSON string into a manifest struct.
Examples
iex> json = ~s({"export_id": "exp_123", ...})
iex> Anvil.Export.Manifest.from_json(json)
{:ok, %Anvil.Export.Manifest{...}}
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          @spec load(String.t()) :: {:ok, t()} | {:error, term()}


      


Loads a manifest from a file.
Examples
iex> Anvil.Export.Manifest.load("/tmp/export.csv.manifest.json")
{:ok, %Anvil.Export.Manifest{...}}
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          @spec new(map()) :: t()


      


Creates a new manifest with the given parameters.
Examples
iex> Anvil.Export.Manifest.new(%{
...>   queue_id: "queue_123",
...>   schema_version_id: "schema_v1",
...>   format: :csv,
...>   output_path: "/tmp/export.csv",
...>   row_count: 100,
...>   sha256_hash: "abc123",
...>   exported_at: ~U[2025-12-01 10:00:00Z],
...>   parameters: %{}
...> })
%Anvil.Export.Manifest{...}
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          @spec save(t(), String.t() | nil) :: :ok | {:error, term()}


      


Saves the manifest to a file.
By default, saves to <output_path>.manifest.json.
A custom path can be provided as the second argument.
Examples
iex> manifest = %Anvil.Export.Manifest{output_path: "/tmp/export.csv", ...}
iex> Anvil.Export.Manifest.save(manifest)
:ok
# Creates /tmp/export.csv.manifest.json

iex> Anvil.Export.Manifest.save(manifest, "/tmp/custom.json")
:ok
# Creates /tmp/custom.json

  



  
    
      
    
    
      to_json(manifest)



        
          
        

    

  


  

      

          @spec to_json(t()) :: String.t()


      


Converts the manifest to a JSON string.
Examples
iex> manifest = %Anvil.Export.Manifest{...}
iex> Anvil.Export.Manifest.to_json(manifest)
"{\"export_id\": \"exp_123\", ...}"

  


        

      


  

    
Anvil.PII 
    



      
PII (Personally Identifiable Information) field annotation handling.
This module provides functions for managing PII metadata on schema fields,
including PII levels, retention policies, and redaction strategies.
PII Levels
	:none - No PII expected (e.g., boolean labels, enums)
	:possible - May contain PII (free-text fields with guidelines to avoid PII)
	:likely - Expected to contain PII (e.g., labeler feedback, error reports)
	:definite - Always contains PII (e.g., labeler email, IP address)

Retention Policies
	:indefinite - Keep forever (structural labels with no PII)
	<integer> - Days until eligible for deletion (e.g., 90, 365)

Redaction Policies
	:preserve - Keep field unchanged (explicit opt-in)
	:strip - Remove field entirely
	:truncate - Truncate to first N characters
	:hash - Hash value (preserves uniqueness for grouping)
	:regex_redact - Apply regex-based redaction patterns

Examples
iex> field_metadata = %{pii: :possible, retention_days: 365, redaction_policy: :truncate}
iex> Anvil.PII.pii_level(field_metadata)
:possible

iex> Anvil.PII.redaction_policy(field_metadata)
:truncate

      


      
        Summary


  
    Types
  


    
      
        pii_level()

      


    


    
      
        redaction_policy()

      


    


    
      
        retention_policy()

      


    





  
    Functions
  


    
      
        expiration_date(metadata, submitted_at)

      


        Calculates the expiration date for a field based on retention policy.



    


    
      
        expired?(metadata, submitted_at, now \\ DateTime.utc_now())

      


        Checks if a field is expired based on retention policy.



    


    
      
        has_pii_risk?(metadata)

      


        Returns true if the field has any PII risk (level other than :none).



    


    
      
        pii_level(metadata)

      


        Returns the PII level for a field based on its metadata.



    


    
      
        redaction_policy(metadata)

      


        Returns the redaction policy for a field based on its metadata.



    


    
      
        retention_policy(metadata)

      


        Returns the retention policy for a field based on its metadata.



    


    
      
        should_redact?(metadata, atom)

      


        Checks if a field should be redacted during export based on redaction mode.



    


    
      
        validate_metadata(metadata)

      


        Validates PII metadata structure.



    





      


      
        Types


        


  
    
      
    
    
      pii_level()



        
          
        

    

  


  

      

          @type pii_level() :: :none | :possible | :likely | :definite


      



  



  
    
      
    
    
      redaction_policy()



        
          
        

    

  


  

      

          @type redaction_policy() :: :preserve | :strip | :truncate | :hash | :regex_redact


      



  



  
    
      
    
    
      retention_policy()



        
          
        

    

  


  

      

          @type retention_policy() :: :indefinite | pos_integer()


      



  


        

      

      
        Functions


        


  
    
      
    
    
      expiration_date(metadata, submitted_at)



        
          
        

    

  


  

      

          @spec expiration_date(map(), DateTime.t()) :: DateTime.t() | nil


      


Calculates the expiration date for a field based on retention policy.
Returns nil for indefinite retention.
Examples
iex> submitted_at = ~U[2025-01-01 00:00:00Z]
iex> metadata = %{retention_days: 90}
iex> Anvil.PII.expiration_date(metadata, submitted_at)
~U[2025-04-01 00:00:00Z]

iex> metadata = %{retention_days: :indefinite}
iex> Anvil.PII.expiration_date(metadata, ~U[2025-01-01 00:00:00Z])
nil

  



    

  
    
      
    
    
      expired?(metadata, submitted_at, now \\ DateTime.utc_now())



        
          
        

    

  


  

      

          @spec expired?(map(), DateTime.t(), DateTime.t()) :: boolean()


      


Checks if a field is expired based on retention policy.
Examples
iex> submitted_at = ~U[2024-01-01 00:00:00Z]
iex> now = ~U[2025-12-01 00:00:00Z]
iex> metadata = %{retention_days: 90}
iex> Anvil.PII.expired?(metadata, submitted_at, now)
true

iex> metadata = %{retention_days: :indefinite}
iex> Anvil.PII.expired?(metadata, submitted_at, now)
false

  



  
    
      
    
    
      has_pii_risk?(metadata)



        
          
        

    

  


  

      

          @spec has_pii_risk?(map()) :: boolean()


      


Returns true if the field has any PII risk (level other than :none).

  



  
    
      
    
    
      pii_level(metadata)



        
          
        

    

  


  

      

          @spec pii_level(map()) :: pii_level()


      


Returns the PII level for a field based on its metadata.
Defaults to :none if not specified.

  



  
    
      
    
    
      redaction_policy(metadata)



        
          
        

    

  


  

      

          @spec redaction_policy(map()) :: redaction_policy()


      


Returns the redaction policy for a field based on its metadata.
Defaults to automatic policy based on PII level if not specified:
	:none -> :preserve
	:possible -> :truncate
	:likely -> :strip
	:definite -> :strip


  



  
    
      
    
    
      retention_policy(metadata)



        
          
        

    

  


  

      

          @spec retention_policy(map()) :: retention_policy()


      


Returns the retention policy for a field based on its metadata.
Defaults to :indefinite if not specified.

  



  
    
      
    
    
      should_redact?(metadata, atom)



        
          
        

    

  


  

      

          @spec should_redact?(map(), :none | :automatic | :aggressive) :: boolean()


      


Checks if a field should be redacted during export based on redaction mode.
Redaction Modes
	:none - No redaction (trusted internal exports)
	:automatic - Apply schema-defined redaction policies
	:aggressive - Strip all fields with PII level :possible or higher

Examples
iex> field_meta = %{pii: :none}
iex> Anvil.PII.should_redact?(field_meta, :automatic)
false

iex> field_meta = %{pii: :possible, redaction_policy: :truncate}
iex> Anvil.PII.should_redact?(field_meta, :automatic)
true

iex> field_meta = %{pii: :possible}
iex> Anvil.PII.should_redact?(field_meta, :aggressive)
true

  



  
    
      
    
    
      validate_metadata(metadata)



        
          
        

    

  


  

      

          @spec validate_metadata(map()) :: :ok | {:error, String.t()}


      


Validates PII metadata structure.
Returns :ok if valid, {:error, reason} otherwise.

  


        

      


  

    
Anvil.PII.Pseudonym 
    



      
Labeler pseudonymization for privacy-preserving exports.
This module generates stable pseudonyms for labelers that:
	Are consistent within a tenant (same labeler always gets same pseudonym)
	Are unlinkable across tenants (different pseudonym per tenant)
	Cannot be reversed to recover the original external_id
	Are suitable for publication in research datasets

Security Properties
	Uses HMAC-SHA256 for cryptographically secure hashing
	Requires a secret key configured at application level
	Includes tenant_id in hash to prevent cross-tenant linking
	Truncates hash to 16 characters for readability

Examples
iex> Anvil.PII.Pseudonym.generate("user123", "tenant456")
"labeler_a1b2c3d4e5f6g7h8"

iex> Anvil.PII.Pseudonym.generate("user123", "tenant456")
"labeler_a1b2c3d4e5f6g7h8"  # Same result (stable)

iex> Anvil.PII.Pseudonym.generate("user123", "tenant789")
"labeler_x9y8z7w6v5u4t3s2"  # Different result (tenant-specific)

      


      
        Summary


  
    Functions
  


    
      
        ensure_pseudonym(labeler)

      


        Returns the pseudonym for a labeler, generating one if not present.



    


    
      
        export_identifier(labeler)

      


        Returns the labeler identifier to use in exports.



    


    
      
        generate(external_id, tenant_id \\ "default")

      


        Generates a stable pseudonym for a labeler.



    


    
      
        rotate_secret(new_secret)

      


        Rotates the pseudonym secret and regenerates all pseudonyms.



    


    
      
        valid_format?(pseudonym)

      


        Validates that a string is a valid pseudonym format.



    





      


      
        Functions


        


  
    
      
    
    
      ensure_pseudonym(labeler)



        
          
        

    

  


  

      

          @spec ensure_pseudonym(Anvil.Schema.Labeler.t()) ::
  {:ok, String.t()} | {:error, term()}


      


Returns the pseudonym for a labeler, generating one if not present.
This is the main entry point for ensuring labelers have pseudonyms.
It will update the labeler record if a pseudonym needs to be generated.
Parameters
	labeler - An Anvil.Schema.Labeler struct

Returns
{:ok, pseudonym} or {:error, reason}
Examples
iex> labeler = %Labeler{external_id: "user123", tenant_id: "tenant1", pseudonym: nil}
iex> Anvil.PII.Pseudonym.ensure_pseudonym(labeler)
{:ok, "labeler_a1b2c3d4e5f6g7h8"}

  



  
    
      
    
    
      export_identifier(labeler)



        
          
        

    

  


  

      

          @spec export_identifier(Anvil.Schema.Labeler.t()) ::
  {:ok, String.t()} | {:error, term()}


      


Returns the labeler identifier to use in exports.
Always returns the pseudonym, never the external_id or internal UUID.
Generates a pseudonym if one doesn't exist.
Examples
iex> labeler = %Labeler{pseudonym: "labeler_abc123"}
iex> Anvil.PII.Pseudonym.export_identifier(labeler)
{:ok, "labeler_abc123"}

  



    

  
    
      
    
    
      generate(external_id, tenant_id \\ "default")



        
          
        

    

  


  

      

          @spec generate(String.t(), String.t() | nil) :: String.t()


      


Generates a stable pseudonym for a labeler.
Parameters
	external_id - The labeler's external identifier (e.g., OIDC sub claim)
	tenant_id - The tenant ID (optional, defaults to "default")

Returns
A pseudonym string in the format "labeler_XXXXXXXXXXXXXXXX" where X is a hex digit.
Examples
iex> Anvil.PII.Pseudonym.generate("user@example.com", "acme-corp")
"labeler_7a3b9f2c1e4d8a6b"

  



  
    
      
    
    
      rotate_secret(new_secret)



        
          
        

    

  


  

      

          @spec rotate_secret(String.t()) :: {:ok, non_neg_integer()} | {:error, term()}


      


Rotates the pseudonym secret and regenerates all pseudonyms.
WARNING: This breaks the linkage with previous exports. Only use when
required for security purposes (e.g., secret compromise).
This function should be called manually and will update all labeler records.
Parameters
	new_secret - The new secret to use for pseudonym generation

Returns
{:ok, count} where count is the number of labelers updated, or {:error, reason}

  



  
    
      
    
    
      valid_format?(pseudonym)



        
          
        

    

  


  

      

          @spec valid_format?(String.t()) :: boolean()


      


Validates that a string is a valid pseudonym format.
Examples
iex> Anvil.PII.Pseudonym.valid_format?("labeler_a1b2c3d4e5f6g7h8")
true

iex> Anvil.PII.Pseudonym.valid_format?("invalid")
false

iex> Anvil.PII.Pseudonym.valid_format?("labeler_short")
false

  


        

      


  

    
Anvil.PII.Redactor 
    



      
Redaction strategies for PII fields during export.
This module applies various redaction policies to field values to protect
sensitive information while preserving analytical value.
Redaction Strategies
	:preserve - Keep field unchanged (explicit opt-in)
	:strip - Remove field entirely (returns nil)
	:truncate - Truncate to first N characters
	:hash - Hash value (preserves uniqueness for grouping)
	:regex_redact - Apply regex-based redaction patterns

Examples
iex> Anvil.PII.Redactor.redact("sensitive text", :strip)
nil

iex> Anvil.PII.Redactor.redact("long text here", :truncate, max_length: 10)
"long text "

iex> Anvil.PII.Redactor.redact("test@example.com", :hash)
"a7b2c3..." # SHA256 hash

      


      
        Summary


  
    Types
  


    
      
        redaction_opts()

      


    


    
      
        redaction_policy()

      


    





  
    Functions
  


    
      
        default_patterns()

      


        Returns the default PII detection patterns.



    


    
      
        detect_pii(value)

      


        Detects potential PII in a string value using regex patterns.



    


    
      
        redact(value, policy, opts \\ [])

      


        Applies a redaction policy to a field value.



    


    
      
        redact_payload(payload, field_metadata_map, redaction_mode, opts \\ [])

      


        Redacts a map of field values based on field metadata.



    





      


      
        Types


        


  
    
      
    
    
      redaction_opts()



        
          
        

    

  


  

      

          @type redaction_opts() :: keyword()


      



  



  
    
      
    
    
      redaction_policy()



        
          
        

    

  


  

      

          @type redaction_policy() :: :preserve | :strip | :truncate | :hash | :regex_redact


      



  


        

      

      
        Functions


        


  
    
      
    
    
      default_patterns()



        
          
        

    

  


  

      

          @spec default_patterns() :: [{Regex.t(), String.t()}]


      


Returns the default PII detection patterns.
Each pattern is a tuple of {regex, replacement_text}.

  



  
    
      
    
    
      detect_pii(value)



        
          
        

    

  


  

      

          @spec detect_pii(String.t()) :: [atom()]


      


Detects potential PII in a string value using regex patterns.
Returns a list of detected PII types.
Examples
iex> Anvil.PII.Redactor.detect_pii("Contact me at test@example.com")
[:email]

iex> Anvil.PII.Redactor.detect_pii("Call 555-123-4567")
[:phone]

iex> Anvil.PII.Redactor.detect_pii("No PII here")
[]

  



    

  
    
      
    
    
      redact(value, policy, opts \\ [])



        
          
        

    

  


  

      

          @spec redact(any(), redaction_policy(), redaction_opts()) :: any()


      


Applies a redaction policy to a field value.
Options
	:max_length - Maximum length for :truncate policy (default: 100)
	:patterns - List of {regex, replacement} tuples for :regex_redact (default: common PII patterns)
	:salt - Salt for hashing (default: nil)

Examples
iex> Anvil.PII.Redactor.redact("value", :preserve)
"value"

iex> Anvil.PII.Redactor.redact("value", :strip)
nil

iex> Anvil.PII.Redactor.redact("long text", :truncate, max_length: 4)
"long"

iex> Anvil.PII.Redactor.redact("test", :hash)
"9f86d081884c7d659a2feaa0c55ad015a3bf4f1b2b0b822cd15d6c15b0f00a08"

  



    

  
    
      
    
    
      redact_payload(payload, field_metadata_map, redaction_mode, opts \\ [])



        
          
        

    

  


  

      

          @spec redact_payload(map(), map(), :none | :automatic | :aggressive, keyword()) ::
  map()


      


Redacts a map of field values based on field metadata.
Parameters
	payload - Map of field names to values
	field_metadata_map - Map of field names to metadata maps
	redaction_mode - Redaction mode (:none, :automatic, :aggressive)
	opts - Additional options passed to redaction functions

Examples
iex> payload = %{"name" => "John", "age" => 30}
iex> metadata = %{
...>   "name" => %{pii: :definite, redaction_policy: :strip},
...>   "age" => %{pii: :none}
...> }
iex> Anvil.PII.Redactor.redact_payload(payload, metadata, :automatic)
%{"age" => 30}

  


        

      


  

    
Anvil.PII.Retention 
    



      
Retention policy enforcement for PII fields.
This module provides functions for identifying expired labels and applying
retention actions (soft delete, hard delete, or field-level redaction).
Retention Actions
	:soft_delete - Tombstone: keep metadata, strip payload
	:hard_delete - Permanent deletion (breaks reproducibility)
	:field_redaction - Redact only expired fields, keep unexpired

Examples
iex> schema_def = %{
...>   fields: [
...>     %{name: "notes", pii: :possible, retention_days: 90}
...>   ]
...> }
iex> label = %{submitted_at: ~U[2024-01-01 00:00:00Z], payload: %{"notes" => "test"}}
iex> now = ~U[2025-01-01 00:00:00Z]
iex> Anvil.PII.Retention.has_expired_fields?(schema_def, label, now)
true

      


      
        Summary


  
    Types
  


    
      
        retention_action()

      


    





  
    Functions
  


    
      
        apply_retention_action(label, action, schema_definition, opts \\ [])

      


        Applies retention action to a label.



    


    
      
        extract_field_metadata(schema_definition)

      


        Extracts field metadata from schema definition.



    


    
      
        find_expired_labels(opts \\ [])

      


        Finds labels with expired PII fields based on retention policies.



    


    
      
        has_expired_fields?(schema_definition, label, now \\ DateTime.utc_now())

      


        Checks if a label has any expired fields based on schema definition.



    


    
      
        process_expired_labels(opts \\ [])

      


        Processes a batch of expired labels with the specified retention action.



    





      


      
        Types


        


  
    
      
    
    
      retention_action()



        
          
        

    

  


  

      

          @type retention_action() :: :soft_delete | :hard_delete | :field_redaction


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      apply_retention_action(label, action, schema_definition, opts \\ [])



        
          
        

    

  


  

      

          @spec apply_retention_action(
  Anvil.Schema.Label.t(),
  retention_action(),
  map(),
  keyword()
) ::
  {:ok, Anvil.Schema.Label.t()} | {:error, term()}


      


Applies retention action to a label.
Parameters
	label - The label to process
	action - Retention action to apply (:soft_delete, :hard_delete, :field_redaction)
	schema_definition - Schema definition with field metadata
	opts - Additional options

Returns
{:ok, label} on success, {:error, reason} on failure.

  



  
    
      
    
    
      extract_field_metadata(schema_definition)



        
          
        

    

  


  

      

          @spec extract_field_metadata(map()) :: map()


      


Extracts field metadata from schema definition.
Returns a map of field names to metadata maps.
Examples
iex> schema_def = %{
...>   fields: [
...>     %{name: "notes", metadata: %{pii: :possible, retention_days: 90}}
...>   ]
...> }
iex> Anvil.PII.Retention.extract_field_metadata(schema_def)
%{"notes" => %{pii: :possible, retention_days: 90}}

  



    

  
    
      
    
    
      find_expired_labels(opts \\ [])



        
          
        

    

  


  

      

          @spec find_expired_labels(keyword()) :: [Anvil.Schema.Label.t()]


      


Finds labels with expired PII fields based on retention policies.
Returns a list of labels where at least one field has exceeded its retention period.
Options
	:now - Current time for expiration check (default: DateTime.utc_now())
	:queue_id - Filter by specific queue
	:limit - Limit number of results

Examples
iex> labels = Anvil.PII.Retention.find_expired_labels()
[%Label{...}, ...]

  



    

  
    
      
    
    
      has_expired_fields?(schema_definition, label, now \\ DateTime.utc_now())



        
          
        

    

  


  

      

          @spec has_expired_fields?(map(), map(), DateTime.t()) :: boolean()


      


Checks if a label has any expired fields based on schema definition.
Examples
iex> schema_def = %{fields: [%{name: "notes", metadata: %{retention_days: 90}}]}
iex> label = %{submitted_at: ~U[2024-01-01 00:00:00Z], payload: %{"notes" => "test"}}
iex> now = ~U[2025-01-01 00:00:00Z]
iex> Anvil.PII.Retention.has_expired_fields?(schema_def, label, now)
true

  



    

  
    
      
    
    
      process_expired_labels(opts \\ [])



        
          
        

    

  


  

      

          @spec process_expired_labels(keyword()) :: {:ok, non_neg_integer()} | {:error, term()}


      


Processes a batch of expired labels with the specified retention action.
Returns {:ok, count} where count is the number of labels processed.
Options
	:dry_run - If true, only counts labels without processing (default: false)
	:now - Current time for expiration check (default: DateTime.utc_now())
	:action - Retention action to apply (default: :field_redaction)

Examples
iex> Anvil.PII.Retention.process_expired_labels(queue_id: queue_id, dry_run: true)
{:ok, 42}

iex> Anvil.PII.Retention.process_expired_labels(action: :soft_delete)
{:ok, 15}

  


        

      


  

    
Anvil.Queue.Policy.Composite 
    



      
Composite policy for chaining multiple policies together.
Allows combining multiple policies with filters and selectors.
For example: filter by expertise, then select with redundancy logic.

      




  

    
Anvil.Queue.Policy.Random 
    



      
Random assignment policy.
Selects a random sample from available samples.

      




  

    
Anvil.Queue.Policy.Redundancy 
    



      
Redundancy assignment policy.
Ensures k independent labels per sample for inter-rater reliability.
Tracks label counts and prioritizes under-labeled samples.

      


      
        Summary


  
    Functions
  


    
      
        record_label(state, sample_id, labeler_id)

      


        Updates the label count for a sample with a specific labeler.



    





      


      
        Functions


        


  
    
      
    
    
      record_label(state, sample_id, labeler_id)



        
          
        

    

  


  

Updates the label count for a sample with a specific labeler.

  


        

      


  

    
Anvil.Queue.Policy.RoundRobin 
    



      
Round-robin assignment policy.
Cycles through samples in creation order, ensuring fair distribution.

      




  

    
Anvil.Queue.Policy.WeightedExpertise 
    



      
Weighted expertise assignment policy.
Routes samples based on labeler skill levels and sample difficulty.
Only assigns to labelers meeting minimum expertise threshold.

      




  

    
Anvil.Repo 
    



      
Ecto repository for Anvil's Postgres storage adapter.
Provides database access for labeling queues, assignments, labels,
and related entities.

      


      
        Summary


  
    Functions
  


    
      
        aggregate(queryable, aggregate, opts \\ [])

      


        Callback implementation for Ecto.Repo.aggregate/3.



    


    
      
        aggregate(queryable, aggregate, field, opts)

      


        Callback implementation for Ecto.Repo.aggregate/4.



    


    
      
        all(queryable, opts \\ [])

      


        Callback implementation for Ecto.Repo.all/2.



    


    
      
        all_by(queryable, clauses, opts \\ [])

      


        Callback implementation for Ecto.Repo.all_by/3.



    


    
      
        checked_out?()

      


        Callback implementation for Ecto.Repo.checked_out?/0.



    


    
      
        checkout(fun, opts \\ [])

      


        Callback implementation for Ecto.Repo.checkout/2.



    


    
      
        child_spec(opts)

      


    


    
      
        config()

      


        Callback implementation for Ecto.Repo.config/0.



    


    
      
        default_options(operation)

      


        Callback implementation for Ecto.Repo.default_options/1.



    


    
      
        delete(struct, opts \\ [])

      


        Callback implementation for Ecto.Repo.delete/2.



    


    
      
        delete!(struct, opts \\ [])

      


        Callback implementation for Ecto.Repo.delete!/2.



    


    
      
        delete_all(queryable, opts \\ [])

      


        Callback implementation for Ecto.Repo.delete_all/2.



    


    
      
        disconnect_all(interval, opts \\ [])

      


        Forces all connections in the repo pool to disconnect within the given interval.



    


    
      
        exists?(queryable, opts \\ [])

      


        Callback implementation for Ecto.Repo.exists?/2.



    


    
      
        explain(operation, queryable, opts \\ [])

      


        Executes an EXPLAIN statement or similar for the given query according to its kind and the
adapter in the given repository.



    


    
      
        get(queryable, id, opts \\ [])

      


        Callback implementation for Ecto.Repo.get/3.



    


    
      
        get!(queryable, id, opts \\ [])

      


        Callback implementation for Ecto.Repo.get!/3.



    


    
      
        get_by(queryable, clauses, opts \\ [])

      


        Callback implementation for Ecto.Repo.get_by/3.



    


    
      
        get_by!(queryable, clauses, opts \\ [])

      


        Callback implementation for Ecto.Repo.get_by!/3.



    


    
      
        get_dynamic_repo()

      


        Callback implementation for Ecto.Repo.get_dynamic_repo/0.



    


    
      
        in_transaction?()

      


        Callback implementation for Ecto.Repo.in_transaction?/0.



    


    
      
        insert(struct, opts \\ [])

      


        Callback implementation for Ecto.Repo.insert/2.



    


    
      
        insert!(struct, opts \\ [])

      


        Callback implementation for Ecto.Repo.insert!/2.



    


    
      
        insert_all(schema_or_source, entries, opts \\ [])

      


        Callback implementation for Ecto.Repo.insert_all/3.



    


    
      
        insert_or_update(changeset, opts \\ [])

      


        Callback implementation for Ecto.Repo.insert_or_update/2.



    


    
      
        insert_or_update!(changeset, opts \\ [])

      


        Callback implementation for Ecto.Repo.insert_or_update!/2.



    


    
      
        load(schema_or_types, data)

      


        Callback implementation for Ecto.Repo.load/2.



    


    
      
        one(queryable, opts \\ [])

      


        Callback implementation for Ecto.Repo.one/2.



    


    
      
        one!(queryable, opts \\ [])

      


        Callback implementation for Ecto.Repo.one!/2.



    


    
      
        preload(struct_or_structs_or_nil, preloads, opts \\ [])

      


        Callback implementation for Ecto.Repo.preload/3.



    


    
      
        prepare_query(operation, query, opts)

      


        Callback implementation for Ecto.Repo.prepare_query/3.



    


    
      
        prepare_transaction(fun_or_multi, opts)

      


        Callback implementation for Ecto.Repo.prepare_transaction/2.



    


    
      
        put_dynamic_repo(dynamic)

      


        Callback implementation for Ecto.Repo.put_dynamic_repo/1.



    


    
      
        query(sql, params \\ [], opts \\ [])

      


        Runs a custom SQL query.



    


    
      
        query!(sql, params \\ [], opts \\ [])

      


        Same as query/3 but returns result directly without :ok tuple
and raises on invalid queries



    


    
      
        query_many(sql, params \\ [], opts \\ [])

      


        Runs a custom SQL query that returns multiple results on the given repo.



    


    
      
        query_many!(sql, params \\ [], opts \\ [])

      


        Same as query_many/4 but returns result directly without :ok tuple
and raises on invalid queries



    


    
      
        reload(queryable, opts \\ [])

      


        Callback implementation for Ecto.Repo.reload/2.



    


    
      
        reload!(queryable, opts \\ [])

      


        Callback implementation for Ecto.Repo.reload!/2.



    


    
      
        rollback(value)

      


        Callback implementation for Ecto.Repo.rollback/1.



    


    
      
        start_link(opts \\ [])

      


        Callback implementation for Ecto.Repo.start_link/1.



    


    
      
        stop(timeout \\ 5000)

      


        Callback implementation for Ecto.Repo.stop/1.



    


    
      
        stream(queryable, opts \\ [])

      


        Callback implementation for Ecto.Repo.stream/2.



    


    
      
        to_sql(operation, queryable)

      


        Converts the given query to SQL according to its kind and the
adapter in the given repository.



    


    
      
        transact(fun_or_multi, opts \\ [])

      


        Callback implementation for Ecto.Repo.transact/2.



    


    
      
        transaction(fun_or_multi, opts \\ [])

      


        Callback implementation for Ecto.Repo.transaction/2.



    


    
      
        update(struct, opts \\ [])

      


        Callback implementation for Ecto.Repo.update/2.



    


    
      
        update!(struct, opts \\ [])

      


        Callback implementation for Ecto.Repo.update!/2.



    


    
      
        update_all(queryable, updates, opts \\ [])

      


        Callback implementation for Ecto.Repo.update_all/3.



    





      


      
        Functions


        


    

  
    
      
    
    
      aggregate(queryable, aggregate, opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.aggregate/3.

  



  
    
      
    
    
      aggregate(queryable, aggregate, field, opts)



        
          
        

    

  


  

Callback implementation for Ecto.Repo.aggregate/4.

  



    

  
    
      
    
    
      all(queryable, opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.all/2.

  



    

  
    
      
    
    
      all_by(queryable, clauses, opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.all_by/3.

  



  
    
      
    
    
      checked_out?()



        
          
        

    

  


  

Callback implementation for Ecto.Repo.checked_out?/0.

  



    

  
    
      
    
    
      checkout(fun, opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.checkout/2.

  



  
    
      
    
    
      child_spec(opts)



        
          
        

    

  


  


  



  
    
      
    
    
      config()



        
          
        

    

  


  

Callback implementation for Ecto.Repo.config/0.

  



  
    
      
    
    
      default_options(operation)



        
          
        

    

  


  

Callback implementation for Ecto.Repo.default_options/1.

  



    

  
    
      
    
    
      delete(struct, opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.delete/2.

  



    

  
    
      
    
    
      delete!(struct, opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.delete!/2.

  



    

  
    
      
    
    
      delete_all(queryable, opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.delete_all/2.

  



    

  
    
      
    
    
      disconnect_all(interval, opts \\ [])



        
          
        

    

  


  

      

          @spec disconnect_all(non_neg_integer(), opts :: Keyword.t()) :: :ok


      


Forces all connections in the repo pool to disconnect within the given interval.
Once this function is called, the pool will disconnect all of its connections
as they are checked in or as they are pinged. Checked in connections will be
randomly disconnected within the given time interval. Pinged connections are
immediately disconnected - as they are idle (according to :idle_interval).
If the connection has a backoff configured (which is the case by default),
disconnecting means an attempt at a new connection will be done immediately
after, without starting a new process for each connection. However, if backoff
has been disabled, the connection process will terminate. In such cases,
disconnecting all connections may cause the pool supervisor to restart
depending on the max_restarts/max_seconds configuration of the pool,
so you will want to set those carefully.

  



    

  
    
      
    
    
      exists?(queryable, opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.exists?/2.

  



    

  
    
      
    
    
      explain(operation, queryable, opts \\ [])



        
          
        

    

  


  

      

          @spec explain(
  :all | :update_all | :delete_all,
  Ecto.Queryable.t(),
  opts :: Keyword.t()
) ::
  String.t() | Exception.t() | [map()]


      


Executes an EXPLAIN statement or similar for the given query according to its kind and the
adapter in the given repository.
Examples
# Postgres
iex> MyRepo.explain(:all, Post)
"Seq Scan on posts p0  (cost=0.00..12.12 rows=1 width=443)"

iex> Ecto.Adapters.SQL.explain(Repo, :all, Post)
"Seq Scan on posts p0  (cost=0.00..12.12 rows=1 width=443)"

# MySQL
iex> MyRepo.explain(:all, from(p in Post, where: p.title == "title")) |> IO.puts()
+----+-------------+-------+------------+------+---------------+------+---------+------+------+----------+-------------+
| id | select_type | table | partitions | type | possible_keys | key  | key_len | ref  | rows | filtered | Extra       |
+----+-------------+-------+------------+------+---------------+------+---------+------+------+----------+-------------+
|  1 | SIMPLE      | p0    | NULL       | ALL  | NULL          | NULL | NULL    | NULL |    1 |    100.0 | Using where |
+----+-------------+-------+------------+------+---------------+------+---------+------+------+----------+-------------+

# Shared opts
iex> MyRepo.explain(:all, Post, analyze: true, timeout: 20_000)
"Seq Scan on posts p0  (cost=0.00..11.70 rows=170 width=443) (actual time=0.013..0.013 rows=0 loops=1)\nPlanning Time: 0.031 ms\nExecution Time: 0.021 ms"
It's safe to execute it for updates and deletes, no data change will be committed:
iex> MyRepo.explain(Repo, :update_all, from(p in Post, update: [set: [title: "new title"]]))
"Update on posts p0  (cost=0.00..11.70 rows=170 width=449)\n  ->  Seq Scan on posts p0  (cost=0.00..11.70 rows=170 width=449)"
This function is also available under the repository with name explain:
iex> MyRepo.explain(:all, from(p in Post, where: p.title == "title"))
"Seq Scan on posts p0  (cost=0.00..12.12 rows=1 width=443)\n  Filter: ((title)::text = 'title'::text)"
Options
Built-in adapters support passing opts to the EXPLAIN statement according to the following:
	Adapter	Supported opts
	Postgrex	analyze, verbose, costs, settings, buffers, timing, summary, format, plan
	MyXQL	format

All options except format are boolean valued and default to false.
The allowed format values are :map, :yaml, and :text:
	:map is the deserialized JSON encoding.
	:yaml and :text return the result as a string.

The built-in adapters support the following formats:
	Postgrex: :map, :yaml and :text
	MyXQL: :map and :text

The :plan option in Postgrex can take the values :custom or :fallback_generic. When :custom
is specified, the explain plan generated will consider the specific values of the query parameters
that are supplied. When using :fallback_generic, the specific values of the query parameters will
be ignored. :fallback_generic does not use PostgreSQL's built-in support for a generic explain
plan (available as of PostgreSQL 16), but instead uses a special implementation that works for PostgreSQL
versions 12 and above. Defaults to :custom.
Any other value passed to opts will be forwarded to the underlying adapter query function, including
shared Repo options such as :timeout. Non built-in adapters may have specific behaviour and you should
consult their documentation for more details.
For version compatibility, please check your database's documentation:
	Postgrex: PostgreSQL doc.
	MyXQL: MySQL doc.


  



    

  
    
      
    
    
      get(queryable, id, opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.get/3.

  



    

  
    
      
    
    
      get!(queryable, id, opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.get!/3.

  



    

  
    
      
    
    
      get_by(queryable, clauses, opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.get_by/3.

  



    

  
    
      
    
    
      get_by!(queryable, clauses, opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.get_by!/3.

  



  
    
      
    
    
      get_dynamic_repo()



        
          
        

    

  


  

Callback implementation for Ecto.Repo.get_dynamic_repo/0.

  



  
    
      
    
    
      in_transaction?()



        
          
        

    

  


  

Callback implementation for Ecto.Repo.in_transaction?/0.

  



    

  
    
      
    
    
      insert(struct, opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.insert/2.

  



    

  
    
      
    
    
      insert!(struct, opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.insert!/2.

  



    

  
    
      
    
    
      insert_all(schema_or_source, entries, opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.insert_all/3.

  



    

  
    
      
    
    
      insert_or_update(changeset, opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.insert_or_update/2.

  



    

  
    
      
    
    
      insert_or_update!(changeset, opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.insert_or_update!/2.

  



  
    
      
    
    
      load(schema_or_types, data)



        
          
        

    

  


  

Callback implementation for Ecto.Repo.load/2.

  



    

  
    
      
    
    
      one(queryable, opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.one/2.

  



    

  
    
      
    
    
      one!(queryable, opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.one!/2.

  



    

  
    
      
    
    
      preload(struct_or_structs_or_nil, preloads, opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.preload/3.

  



  
    
      
    
    
      prepare_query(operation, query, opts)



        
          
        

    

  


  

Callback implementation for Ecto.Repo.prepare_query/3.

  



  
    
      
    
    
      prepare_transaction(fun_or_multi, opts)



        
          
        

    

  


  

Callback implementation for Ecto.Repo.prepare_transaction/2.

  



  
    
      
    
    
      put_dynamic_repo(dynamic)



        
          
        

    

  


  

Callback implementation for Ecto.Repo.put_dynamic_repo/1.

  



    

    

  
    
      
    
    
      query(sql, params \\ [], opts \\ [])



        
          
        

    

  


  

      

          @spec query(iodata(), Ecto.Adapters.SQL.query_params(), Keyword.t()) ::
  {:ok, Ecto.Adapters.SQL.query_result()} | {:error, Exception.t()}


      


Runs a custom SQL query.
If the query was successful, it will return an :ok tuple containing
a map with at least two keys:
	:num_rows - the number of rows affected
	:rows - the result set as a list. nil may be returned
instead of the list if the command does not yield any row
as result (but still yields the number of affected rows,
like a delete command without returning would)

Options
	:log - When false, does not log the query
	:timeout - Execute request timeout, accepts: :infinity (default: 15000);

Examples
iex> MyRepo.query("SELECT $1::integer + $2", [40, 2])
{:ok, %{rows: [[42]], num_rows: 1}}

iex> Ecto.Adapters.SQL.query(MyRepo, "SELECT $1::integer + $2", [40, 2])
{:ok, %{rows: [[42]], num_rows: 1}}

  



    

    

  
    
      
    
    
      query!(sql, params \\ [], opts \\ [])



        
          
        

    

  


  

      

          @spec query!(iodata(), Ecto.Adapters.SQL.query_params(), Keyword.t()) ::
  Ecto.Adapters.SQL.query_result()


      


Same as query/3 but returns result directly without :ok tuple
and raises on invalid queries

  



    

    

  
    
      
    
    
      query_many(sql, params \\ [], opts \\ [])



        
          
        

    

  


  

      

          @spec query_many(iodata(), Ecto.Adapters.SQL.query_params(), Keyword.t()) ::
  {:ok, [Ecto.Adapters.SQL.query_result()]} | {:error, Exception.t()}


      


Runs a custom SQL query that returns multiple results on the given repo.
In case of success, it must return an :ok tuple containing a list of
maps with at least two keys:
	:num_rows - the number of rows affected

	:rows - the result set as a list. nil may be returned
instead of the list if the command does not yield any row
as result (but still yields the number of affected rows,
like a delete command without returning would)


Options
	:log - When false, does not log the query
	:timeout - Execute request timeout, accepts: :infinity (default: 15000);

Examples
iex> MyRepo.query_many("SELECT $1; SELECT $2;", [40, 2])
{:ok, [%{rows: [[40]], num_rows: 1}, %{rows: [[2]], num_rows: 1}]}

iex> Ecto.Adapters.SQL.query_many(MyRepo, "SELECT $1; SELECT $2;", [40, 2])
{:ok, [%{rows: [[40]], num_rows: 1}, %{rows: [[2]], num_rows: 1}]}

  



    

    

  
    
      
    
    
      query_many!(sql, params \\ [], opts \\ [])



        
          
        

    

  


  

      

          @spec query_many!(iodata(), Ecto.Adapters.SQL.query_params(), Keyword.t()) :: [
  Ecto.Adapters.SQL.query_result()
]


      


Same as query_many/4 but returns result directly without :ok tuple
and raises on invalid queries

  



    

  
    
      
    
    
      reload(queryable, opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.reload/2.

  



    

  
    
      
    
    
      reload!(queryable, opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.reload!/2.

  



  
    
      
    
    
      rollback(value)



        
          
        

    

  


  

      

          @spec rollback(term()) :: no_return()


      


Callback implementation for Ecto.Repo.rollback/1.

  



    

  
    
      
    
    
      start_link(opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.start_link/1.

  



    

  
    
      
    
    
      stop(timeout \\ 5000)



        
          
        

    

  


  

Callback implementation for Ecto.Repo.stop/1.

  



    

  
    
      
    
    
      stream(queryable, opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.stream/2.

  



  
    
      
    
    
      to_sql(operation, queryable)



        
          
        

    

  


  

      

          @spec to_sql(:all | :update_all | :delete_all, Ecto.Queryable.t()) ::
  {String.t(), Ecto.Adapters.SQL.query_params()}


      


Converts the given query to SQL according to its kind and the
adapter in the given repository.
Examples
The examples below are meant for reference. Each adapter will
return a different result:
iex> MyRepo.to_sql(:all, Post)
{"SELECT p.id, p.title, p.inserted_at, p.created_at FROM posts as p", []}

iex> MyRepo.to_sql(:update_all, from(p in Post, update: [set: [title: ^"hello"]]))
{"UPDATE posts AS p SET title = $1", ["hello"]}

iex> Ecto.Adapters.SQL.to_sql(:all, MyRepo, Post)
{"SELECT p.id, p.title, p.inserted_at, p.created_at FROM posts as p", []}

  



    

  
    
      
    
    
      transact(fun_or_multi, opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.transact/2.

  



    

  
    
      
    
    
      transaction(fun_or_multi, opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.transaction/2.

  



    

  
    
      
    
    
      update(struct, opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.update/2.

  



    

  
    
      
    
    
      update!(struct, opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.update!/2.

  



    

  
    
      
    
    
      update_all(queryable, updates, opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.update_all/3.

  


        

      


  

    
Anvil.Schema.Assignment 
    



      
Ecto schema for labeling assignments.
Tracks the lifecycle of a sample assigned to a labeler, including
status transitions, deadlines, and optimistic locking.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        complete(assignment)

      


        Marks an assignment as completed.



    


    
      
        requeue(assignment, delay_seconds \\ 0)

      


        Requeues an assignment after timeout.



    


    
      
        reserve(assignment, timeout_seconds)

      


        Reserves an assignment for a labeler with a timeout.



    


    
      
        skip(assignment, reason \\ nil)

      


        Marks an assignment as skipped.



    


    
      
        timeout(assignment)

      


        Marks an assignment as timed out.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Anvil.Schema.Assignment{
  __meta__: term(),
  deadline: DateTime.t() | nil,
  id: Ecto.UUID.t() | nil,
  inserted_at: DateTime.t() | nil,
  labeler: Anvil.Schema.Labeler.t() | Ecto.Association.NotLoaded.t() | nil,
  labeler_id: Ecto.UUID.t() | nil,
  labels: [Anvil.Schema.Label.t()] | Ecto.Association.NotLoaded.t(),
  queue: Anvil.Schema.Queue.t() | Ecto.Association.NotLoaded.t() | nil,
  queue_id: Ecto.UUID.t() | nil,
  requeue_attempts: integer(),
  requeue_delay_until: DateTime.t() | nil,
  reserved_at: DateTime.t() | nil,
  sample_id: Ecto.UUID.t() | nil,
  skip_reason: String.t() | nil,
  status: :pending | :reserved | :completed | :timed_out | :requeued | :skipped,
  timeout_seconds: integer() | nil,
  updated_at: DateTime.t() | nil,
  version: integer()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      complete(assignment)



        
          
        

    

  


  

Marks an assignment as completed.

  



    

  
    
      
    
    
      requeue(assignment, delay_seconds \\ 0)



        
          
        

    

  


  

Requeues an assignment after timeout.

  



  
    
      
    
    
      reserve(assignment, timeout_seconds)



        
          
        

    

  


  

Reserves an assignment for a labeler with a timeout.

  



    

  
    
      
    
    
      skip(assignment, reason \\ nil)



        
          
        

    

  


  

Marks an assignment as skipped.

  



  
    
      
    
    
      timeout(assignment)



        
          
        

    

  


  

Marks an assignment as timed out.

  


        

      


  

    
Anvil.Schema.AuditLog 
    



      
Ecto schema for audit trail.
Provides immutable record of all operations for compliance and debugging.

      




  

    
Anvil.Schema.Label 
    



      
Ecto schema for submitted labels.
Stores label data validated against schema versions with optional
blob storage for large attachments.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Anvil.Schema.Label{
  __meta__: term(),
  assignment:
    %Anvil.Schema.Assignment{
      __meta__: term(),
      deadline: term(),
      id: term(),
      inserted_at: term(),
      labeler: term(),
      labeler_id: term(),
      labels: term(),
      queue: term(),
      queue_id: term(),
      requeue_attempts: term(),
      requeue_delay_until: term(),
      reserved_at: term(),
      sample_id: term(),
      skip_reason: term(),
      status: term(),
      timeout_seconds: term(),
      updated_at: term(),
      version: term()
    }
    | Ecto.Association.NotLoaded.t()
    | nil,
  assignment_id: Ecto.UUID.t() | nil,
  blob_pointer: String.t() | nil,
  deleted_at: DateTime.t() | nil,
  id: Ecto.UUID.t() | nil,
  inserted_at: DateTime.t() | nil,
  labeler:
    %Anvil.Schema.Labeler{
      __meta__: term(),
      assignments: term(),
      blocklisted_queues: term(),
      expertise_weights: term(),
      external_id: term(),
      id: term(),
      inserted_at: term(),
      max_concurrent_assignments: term(),
      pseudonym: term(),
      tenant_id: term(),
      updated_at: term()
    }
    | Ecto.Association.NotLoaded.t()
    | nil,
  labeler_id: Ecto.UUID.t() | nil,
  payload: map(),
  schema_version:
    %Anvil.Schema.SchemaVersion{
      __meta__: term(),
      frozen_at: term(),
      id: term(),
      inserted_at: term(),
      label_count: term(),
      queue_id: term(),
      schema_definition: term(),
      transform_from_previous: term(),
      version_number: term()
    }
    | Ecto.Association.NotLoaded.t()
    | nil,
  schema_version_id: Ecto.UUID.t() | nil,
  submitted_at: DateTime.t() | nil
}


      



  


        

      


  

    
Anvil.Schema.Labeler 
    



      
Ecto schema for labelers (annotators).
Stores labeler profiles, expertise weights, and access control.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Anvil.Schema.Labeler{
  __meta__: term(),
  assignments: [Anvil.Schema.Assignment.t()] | Ecto.Association.NotLoaded.t(),
  blocklisted_queues: [Ecto.UUID.t()],
  expertise_weights: map() | nil,
  external_id: String.t() | nil,
  id: Ecto.UUID.t() | nil,
  inserted_at: DateTime.t() | nil,
  max_concurrent_assignments: integer(),
  pseudonym: String.t() | nil,
  tenant_id: Ecto.UUID.t() | nil,
  updated_at: DateTime.t() | nil
}


      



  


        

      


  

    
Anvil.Schema.Migration behaviour
    



      
Forward-only migrations between schema versions.
Provides utilities for migrating labels from one schema version to another
using transform callbacks.

      


      
        Summary


  
    Callbacks
  


    
      
        transform(old_label, from_version, to_version)

      


        Transform callback behaviour for schema migrations.



    





  
    Functions
  


    
      
        freeze_schema_version(schema_version_id)

      


        Freezes a schema version when the first label is submitted.



    


    
      
        migrate_labels(labels, from_version, to_version, transformer, opts \\ [])

      


        Migrates labels from one schema version to another.



    


    
      
        validate_against_schema(label_values, schema_version)

      


        Validates that a label payload conforms to a schema version.



    





      


      
        Callbacks


        


  
    
      
    
    
      transform(old_label, from_version, to_version)



        
          
        

    

  


  

      

          @callback transform(
  old_label :: map(),
  from_version :: integer(),
  to_version :: integer()
) ::
  {:ok, new_label :: map()} | {:error, :incompatible}


      


Transform callback behaviour for schema migrations.
Transform modules must implement forward/3 to convert labels from one version to another.

  


        

      

      
        Functions


        


  
    
      
    
    
      freeze_schema_version(schema_version_id)



        
          
        

    

  


  

      

          @spec freeze_schema_version(binary()) ::
  {:ok, Anvil.Schema.SchemaVersion.t()} | {:error, term()}


      


Freezes a schema version when the first label is submitted.
This is typically called automatically via a database trigger or
application hook.

  



    

  
    
      
    
    
      migrate_labels(labels, from_version, to_version, transformer, opts \\ [])



        
          
        

    

  


  

      

          @spec migrate_labels(
  [Anvil.Schema.Label.t()],
  non_neg_integer(),
  non_neg_integer(),
  module(),
  keyword()
) :: {:ok, map()} | {:error, term()}


      


Migrates labels from one schema version to another.
Options
	:batch_size - Number of labels to process per batch (default: 100)
	:dry_run - If true, only validates transformations without creating new labels
	:transformer - Module implementing transform/3 callback

Examples
iex> migrate_labels(labels, 1, 2, MyApp.Transforms.V1ToV2)
{:ok, %{migrated: 150, failed: 0}}

iex> migrate_labels(labels, 1, 2, MyApp.Transforms.V1ToV2, dry_run: true)
{:ok, %{valid: 150, invalid: 0}}

  



  
    
      
    
    
      validate_against_schema(label_values, schema_version)



        
          
        

    

  


  

      

          @spec validate_against_schema(map(), Anvil.Schema.SchemaVersion.t()) ::
  {:ok, map()} | {:error, [term()]}


      


Validates that a label payload conforms to a schema version.
Returns {:ok, payload} if valid, {:error, errors} if invalid.

  


        

      


  

    
Anvil.Schema.Queue 
    



      
Ecto schema for labeling queues.
Stores queue configuration including policy settings and schema version.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Anvil.Schema.Queue{
  __meta__: term(),
  assignments: [Anvil.Schema.Assignment.t()] | Ecto.Association.NotLoaded.t(),
  id: Ecto.UUID.t() | nil,
  inserted_at: DateTime.t() | nil,
  name: String.t() | nil,
  policy: map() | nil,
  schema_version:
    Anvil.Schema.SchemaVersion.t() | Ecto.Association.NotLoaded.t() | nil,
  schema_version_id: Ecto.UUID.t() | nil,
  status: :active | :paused | :archived,
  tenant_id: Ecto.UUID.t() | nil,
  updated_at: DateTime.t() | nil
}


      



  


        

      


  

    
Anvil.Schema.SampleRef 
    



      
Ecto schema for sample references.
Stores references to samples managed by Forge, supporting either
foreign key constraints (Option A) or logical references (Option B).

      




  

    
Anvil.Schema.SchemaVersion 
    



      
Ecto schema for label schema versions.
Tracks evolution of label schemas with immutability guarantees.
Once a schema version is frozen (first label written), it becomes read-only.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        freeze(schema_version)

      


        Freezes a schema version, making it immutable.



    


    
      
        mutable?(arg1)

      


        Checks if schema version can be modified.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Anvil.Schema.SchemaVersion{
  __meta__: term(),
  frozen_at: DateTime.t() | nil,
  id: Ecto.UUID.t(),
  inserted_at: DateTime.t(),
  label_count: integer(),
  queue_id: Ecto.UUID.t(),
  schema_definition: map(),
  transform_from_previous: String.t() | nil,
  version_number: integer()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      freeze(schema_version)



        
          
        

    

  


  

Freezes a schema version, making it immutable.

  



  
    
      
    
    
      mutable?(arg1)



        
          
        

    

  


  

      

          @spec mutable?(t()) :: boolean()


      


Checks if schema version can be modified.
A schema version is mutable if:
	It has not been frozen (frozen_at is nil)
	It has no labels (label_count is 0)


  


        

      


  

    
Anvil.Storage.Postgres 
    



      
Postgres storage adapter for Anvil.
Implements the Anvil.Storage behaviour using Ecto and Postgres for
durable, scalable storage with multi-tenancy support.

      




  

    
Anvil.Telemetry 
    



      
Telemetry integration for Anvil labeling system.
Provides instrumentation for all core operations following the event naming convention:
[:anvil, domain, action, lifecycle?]
Event Categories
	Queue Events: queue creation, status changes
	Assignment Events: dispatch, timeout, completion
	Label Events: submission, validation
	Agreement Events: computation, low score detection
	Export Events: generation, progress tracking
	Storage Events: query timing

Usage
Emitting Events
# Count event
Anvil.Telemetry.emit_queue_created(queue_id, metadata)

# Duration event (using span)
Anvil.Telemetry.span(:assignment_dispatch, metadata, fn ->
  result = perform_dispatch()
  {result, additional_metadata}
end)
Attaching Handlers
:telemetry.attach(
  "my-handler",
  [:anvil, :label, :submit, :stop],
  &MyModule.handle_event/4,
  nil
)
Testing
import Telemetry.Test

test "emits telemetry event" do
  attach_telemetry_handler([:anvil, :queue, :created])

  Anvil.Telemetry.emit_queue_created(queue_id, %{})

  assert_received {:telemetry, [:anvil, :queue, :created], %{}, %{queue_id: ^queue_id}}
end

      


      
        Summary


  
    Functions
  


    
      
        emit_assignment_completed(assignment_id, metadata)

      


        Emits an assignment completed event.



    


    
      
        emit_assignment_created(assignment_id, metadata)

      


        Emits an assignment created event.



    


    
      
        emit_assignment_expired(assignment_id, metadata)

      


        Emits an assignment expired event.



    


    
      
        emit_assignment_timed_out(count, metadata)

      


        Emits an assignment timeout event (batch).



    


    
      
        emit_export_completed(export_id, metadata)

      


        Emits an export completed event.



    


    
      
        emit_export_failed(export_id, reason, metadata)

      


        Emits an export failed event.



    


    
      
        emit_export_progress(rows_processed, metadata)

      


        Emits an export progress event.



    


    
      
        emit_label_validation_failed(assignment_id, errors, metadata)

      


        Emits a label validation failed event.



    


    
      
        emit_low_agreement_score(score, metadata)

      


        Emits a low agreement score event.



    


    
      
        emit_queue_created(queue_id, metadata)

      


        Emits a queue created event.



    


    
      
        emit_queue_status_changed(queue_id, from_status, to_status, metadata)

      


        Emits a queue status changed event.



    


    
      
        emit_schema_migration(from_version, to_version, metadata)

      


        Emits a schema migration event.



    


    
      
        emit_schema_validation(schema_id, valid?, metadata)

      


        Emits a schema validation event.



    


    
      
        span(operation, metadata, fun)

      


        Generic telemetry span wrapper.



    


    
      
        span_agreement_batch_recompute(metadata, fun)

      


        Wraps batch agreement recomputation in a telemetry span.



    


    
      
        span_agreement_compute(metadata, fun)

      


        Wraps agreement computation in a telemetry span.



    


    
      
        span_assignment_dispatch(metadata, fun)

      


        Wraps assignment dispatch in a telemetry span.



    


    
      
        span_export_generate(metadata, fun)

      


        Wraps export generation in a telemetry span.



    


    
      
        span_label_submit(metadata, fun)

      


        Wraps label submission in a telemetry span.



    


    
      
        span_storage_query(operation, metadata, fun)

      


        Wraps storage query in a telemetry span.



    





      


      
        Functions


        


  
    
      
    
    
      emit_assignment_completed(assignment_id, metadata)



        
          
        

    

  


  

      

          @spec emit_assignment_completed(binary(), map()) :: :ok


      


Emits an assignment completed event.

  



  
    
      
    
    
      emit_assignment_created(assignment_id, metadata)



        
          
        

    

  


  

      

          @spec emit_assignment_created(binary(), map()) :: :ok


      


Emits an assignment created event.

  



  
    
      
    
    
      emit_assignment_expired(assignment_id, metadata)



        
          
        

    

  


  

      

          @spec emit_assignment_expired(binary(), map()) :: :ok


      


Emits an assignment expired event.

  



  
    
      
    
    
      emit_assignment_timed_out(count, metadata)



        
          
        

    

  


  

      

          @spec emit_assignment_timed_out(integer(), map()) :: :ok


      


Emits an assignment timeout event (batch).

  



  
    
      
    
    
      emit_export_completed(export_id, metadata)



        
          
        

    

  


  

      

          @spec emit_export_completed(binary(), map()) :: :ok


      


Emits an export completed event.

  



  
    
      
    
    
      emit_export_failed(export_id, reason, metadata)



        
          
        

    

  


  

      

          @spec emit_export_failed(binary(), term(), map()) :: :ok


      


Emits an export failed event.

  



  
    
      
    
    
      emit_export_progress(rows_processed, metadata)



        
          
        

    

  


  

      

          @spec emit_export_progress(integer(), map()) :: :ok


      


Emits an export progress event.

  



  
    
      
    
    
      emit_label_validation_failed(assignment_id, errors, metadata)



        
          
        

    

  


  

      

          @spec emit_label_validation_failed(binary(), list(), map()) :: :ok


      


Emits a label validation failed event.

  



  
    
      
    
    
      emit_low_agreement_score(score, metadata)



        
          
        

    

  


  

      

          @spec emit_low_agreement_score(float(), map()) :: :ok


      


Emits a low agreement score event.

  



  
    
      
    
    
      emit_queue_created(queue_id, metadata)



        
          
        

    

  


  

      

          @spec emit_queue_created(binary(), map()) :: :ok


      


Emits a queue created event.

  



  
    
      
    
    
      emit_queue_status_changed(queue_id, from_status, to_status, metadata)



        
          
        

    

  


  

      

          @spec emit_queue_status_changed(binary(), atom(), atom(), map()) :: :ok


      


Emits a queue status changed event.

  



  
    
      
    
    
      emit_schema_migration(from_version, to_version, metadata)



        
          
        

    

  


  

      

          @spec emit_schema_migration(binary(), binary(), map()) :: :ok


      


Emits a schema migration event.

  



  
    
      
    
    
      emit_schema_validation(schema_id, valid?, metadata)



        
          
        

    

  


  

      

          @spec emit_schema_validation(binary(), boolean(), map()) :: :ok


      


Emits a schema validation event.

  



  
    
      
    
    
      span(operation, metadata, fun)



        
          
        

    

  


  

      

          @spec span(atom(), map(), (-> {any(), map()})) :: any()


      


Generic telemetry span wrapper.
The function must return a {result, metadata} tuple where metadata will be
merged with the initial metadata for the stop/exception events.
Examples
Anvil.Telemetry.span(:my_operation, %{queue_id: id}, fn ->
  result = do_work()
  {result, %{work_count: 42}}
end)
This emits:
	[:anvil, :my_operation, :start] with initial metadata
	[:anvil, :my_operation, :stop] with duration and merged metadata
	[:anvil, :my_operation, :exception] if an error occurs


  



  
    
      
    
    
      span_agreement_batch_recompute(metadata, fun)



        
          
        

    

  


  

      

          @spec span_agreement_batch_recompute(map(), (-> {any(), map()})) :: any()


      


Wraps batch agreement recomputation in a telemetry span.

  



  
    
      
    
    
      span_agreement_compute(metadata, fun)



        
          
        

    

  


  

      

          @spec span_agreement_compute(map(), (-> {any(), map()})) :: any()


      


Wraps agreement computation in a telemetry span.

  



  
    
      
    
    
      span_assignment_dispatch(metadata, fun)



        
          
        

    

  


  

      

          @spec span_assignment_dispatch(map(), (-> {any(), map()})) :: any()


      


Wraps assignment dispatch in a telemetry span.
Returns {result, metadata} tuple from the function.

  



  
    
      
    
    
      span_export_generate(metadata, fun)



        
          
        

    

  


  

      

          @spec span_export_generate(map(), (-> {any(), map()})) :: any()


      


Wraps export generation in a telemetry span.

  



  
    
      
    
    
      span_label_submit(metadata, fun)



        
          
        

    

  


  

      

          @spec span_label_submit(map(), (-> {any(), map()})) :: any()


      


Wraps label submission in a telemetry span.

  



  
    
      
    
    
      span_storage_query(operation, metadata, fun)



        
          
        

    

  


  

      

          @spec span_storage_query(binary(), map(), (-> {any(), map()})) :: any()


      


Wraps storage query in a telemetry span.

  


        

      


  

    
Anvil.Telemetry.Alerts 
    



      
Alerting hooks for critical Anvil telemetry events.
Provides configurable alerting for:
	Low agreement scores (quality degradation)
	Queue backup (throughput issues)
	Export failures (operational issues)
	Assignment timeout spikes (policy issues)

Usage
Attach alerting handlers in your application supervisor:
def start(_type, _args) do
  children = [
    # ... other children
  ]

  # Attach alert handlers after supervisor starts
  :ok = Anvil.Telemetry.Alerts.attach_handlers()

  Supervisor.start_link(children, strategy: :one_for_one)
end
Configuration
config :anvil, :alerts,
  enabled: true,
  low_agreement_threshold: 0.4,
  queue_backup_threshold: 100,
  timeout_spike_threshold: 50,
  timeout_spike_window: :hour,
  handlers: [
    log: true,
    slack: [enabled: false, webhook_url: nil],
    pagerduty: [enabled: false, api_key: nil]
  ]

      


      
        Summary


  
    Functions
  


    
      
        attach_handlers()

      


        Attaches telemetry handlers for alerting.



    


    
      
        detach_handlers()

      


        Detaches telemetry handlers for alerting.



    





      


      
        Functions


        


  
    
      
    
    
      attach_handlers()



        
          
        

    

  


  

      

          @spec attach_handlers() :: :ok


      


Attaches telemetry handlers for alerting.
Call this once during application startup, typically in Application.start/2.

  



  
    
      
    
    
      detach_handlers()



        
          
        

    

  


  

      

          @spec detach_handlers() :: :ok | {:error, :not_found}


      


Detaches telemetry handlers for alerting.

  


        

      


  

    
Anvil.Telemetry.Metrics 
    



      
TelemetryMetrics definitions for Anvil.
Defines counters, distributions, and summaries for monitoring labeling operations.
Compatible with TelemetryMetricsStatsd, Prometheus, and other exporters.
Metric Categories
	Counters: Total counts (queues created, labels submitted, assignments)
	Distributions: Latency histograms (assignment dispatch, agreement compute)
	Summaries: Percentiles (agreement scores)
	Last Values: Current state (export progress, queue depth)

Usage
In your application supervisor:
children = [
  # Other children...
  {TelemetryMetricsStatsd, metrics: Anvil.Telemetry.Metrics.metrics(), port: 8125}
]
Or with Prometheus:
children = [
  {TelemetryMetricsPrometheus, metrics: Anvil.Telemetry.Metrics.metrics()}
]

      


      
        Summary


  
    Functions
  


    
      
        core_metrics()

      


        Returns core metrics for basic monitoring (subset of all metrics).



    


    
      
        extract_tags(metadata)

      


        Extracts metadata tags from telemetry metadata map.



    


    
      
        metrics()

      


        Returns all metric definitions for Anvil.



    





      


      
        Functions


        


  
    
      
    
    
      core_metrics()



        
          
        

    

  


  

      

          @spec core_metrics() :: [Telemetry.Metrics.t()]


      


Returns core metrics for basic monitoring (subset of all metrics).
Use this for minimal overhead monitoring or when cardinality is a concern.

  



  
    
      
    
    
      extract_tags(metadata)



        
          
        

    

  


  

      

          @spec extract_tags(map()) :: map()


      


Extracts metadata tags from telemetry metadata map.
Filters to only include known tag keys to prevent cardinality explosion.

  



  
    
      
    
    
      metrics()



        
          
        

    

  


  

      

          @spec metrics() :: [Telemetry.Metrics.t()]


      


Returns all metric definitions for Anvil.

  


        

      


  

    
Anvil.Workers.AgreementRecompute 
    



      
Background job worker that recomputes agreement metrics for labeled samples.
This worker can be scheduled to run periodically (nightly at 2 AM) or triggered
on-demand for specific queues. It processes samples in batches to compute
inter-rater agreement scores when multiple labelers have labeled the same sample.
Configuration
Queue: :agreement
Max Attempts: 5
Priority: 2 (medium priority)
Scheduled Execution
Configured in config.exs via Oban.Plugins.Cron:
{"0 2 * * *", Anvil.Workers.AgreementRecompute}
Job Arguments
	queue_id (optional) - If provided, only recomputes agreement for samples in this queue
	batch_size (optional) - Number of samples to process per batch (default: 100)

Telemetry
Emits the following telemetry events:
	[:anvil, :workers, :agreement_recompute, :started] - Job execution started
	[:anvil, :workers, :agreement_recompute, :batch_processed] - Batch completed
	[:anvil, :workers, :agreement_recompute, :completed] - Job completed successfully


      


      
        Summary


  
    Functions
  


    
      
        enqueue(queue_id, opts \\ [])

      


        Enqueues an agreement recomputation job for a specific queue.



    





      


      
        Functions


        


    

  
    
      
    
    
      enqueue(queue_id, opts \\ [])



        
          
        

    

  


  

      

          @spec enqueue(
  String.t(),
  keyword()
) :: {:ok, Oban.Job.t()} | {:error, term()}


      


Enqueues an agreement recomputation job for a specific queue.
Uses uniqueness constraints to prevent duplicate jobs for the same queue
within a 24-hour period.
Options
	:batch_size - Number of samples per batch (default: 100)
	:unique_period - Uniqueness window in milliseconds (default: 24 hours)


  


        

      


  

    
Anvil.Workers.RetentionSweep 
    



      
Background job worker that enforces data retention policies.
This worker runs periodically (daily at 3 AM) to clean up old data according
to retention policies. It handles:
	Deletion of audit logs older than the retention period (default: 7 years)
	Redaction of PII in labels past their retention period (field-level retention)
	Cleanup of expired assignments and temporary data

PII Retention Actions
The worker supports three retention actions for labels with expired PII fields:
	:field_redaction - Redact only expired fields, keep unexpired (default)
	:soft_delete - Keep metadata, strip entire payload
	:hard_delete - Permanent deletion (breaks reproducibility)

Configuration
Queue: :maintenance
Max Attempts: 3
Priority: 2 (medium priority)
Scheduled Execution
Configured in config.exs via Oban.Plugins.Cron:
{"0 3 * * *", Anvil.Workers.RetentionSweep}
Job Arguments
	retention_days (optional) - Number of days to retain audit logs (default: 2555 = ~7 years)
	dry_run (optional) - If true, only counts records without deleting (default: false)
	pii_retention_action (optional) - Retention action for PII fields (:field_redaction, :soft_delete, :hard_delete) (default: :field_redaction)
	process_pii (optional) - If true, process PII retention (default: true)

Telemetry
Emits the following telemetry events:
	[:anvil, :workers, :retention_sweep, :started] - Job execution started
	[:anvil, :workers, :retention_sweep, :completed] - Job completed successfully


      


      
        Summary


  
    Functions
  


    
      
        delete_old_audit_logs(cutoff, dry_run \\ false)

      


        Deletes audit logs older than the specified cutoff date.



    


    
      
        enqueue(opts \\ [])

      


        Enqueues a retention sweep job.



    





      


      
        Functions


        


    

  
    
      
    
    
      delete_old_audit_logs(cutoff, dry_run \\ false)



        
          
        

    

  


  

      

          @spec delete_old_audit_logs(DateTime.t(), boolean()) :: {non_neg_integer(), nil}


      


Deletes audit logs older than the specified cutoff date.
Parameters
	cutoff - DateTime before which logs should be deleted
	dry_run - If true, only counts without deleting

Returns
A tuple {count, nil} where count is the number of records deleted (or counted in dry run mode).

  



    

  
    
      
    
    
      enqueue(opts \\ [])



        
          
        

    

  


  

      

          @spec enqueue(keyword()) :: {:ok, Oban.Job.t()} | {:error, term()}


      


Enqueues a retention sweep job.
Options
	:retention_days - Number of days to retain audit logs (default: 2555)
	:dry_run - If true, only counts records without deleting (default: false)
	:process_pii - If true, process PII retention (default: true)
	:pii_retention_action - Retention action for PII (default: :field_redaction)


  


        

      


  

    
Anvil.Workers.TimeoutChecker 
    



      
Background job worker that checks for timed-out assignments and requeues them.
This worker runs periodically (every 5 minutes via cron) to find assignments
that have exceeded their deadline and transitions them from :reserved to
:timed_out status, then requeues them for another labeler.
Configuration
Queue: :timeouts
Max Attempts: 3
Priority: 1 (high priority)
Scheduled Execution
Configured in config.exs via Oban.Plugins.Cron:
{"*/5 * * * *", Anvil.Workers.TimeoutChecker}
Telemetry
Emits the following telemetry events:
	[:anvil, :workers, :timeout_checker, :started] - Job execution started
	[:anvil, :workers, :timeout_checker, :completed] - Job completed successfully
	[:anvil, :workers, :timeout_checker, :failed] - Job failed


      


      
        Summary


  
    Functions
  


    
      
        handle_timeout(assignment)

      


        Handles a single timed-out assignment by marking it as timed_out and requeuing it.



    





      


      
        Functions


        


  
    
      
    
    
      handle_timeout(assignment)



        
          
        

    

  


  

      

          @spec handle_timeout(Anvil.Schema.Assignment.t()) ::
  {:ok, :requeued} | {:error, term()}


      


Handles a single timed-out assignment by marking it as timed_out and requeuing it.

  


        

      


  

    
Anvil 
    



      
Labeling queue library for managing human labeling workflows.
Anvil is a domain-agnostic system for orchestrating human annotation tasks
across any sample type - images, text, audio, video, or custom data structures.
Quick Start
# 1. Define a schema
schema = Anvil.Schema.new(
  name: "sentiment",
  fields: [
    %Anvil.Schema.Field{
      name: "sentiment",
      type: :select,
      required: true,
      options: ["positive", "negative", "neutral"]
    }
  ]
)

# 2. Create a queue
{:ok, queue} = Anvil.create_queue(
  queue_id: "sentiment_queue",
  schema: schema
)

# 3. Add samples
Anvil.add_samples(queue, [
  %{id: "s1", text: "Great product!"},
  %{id: "s2", text: "Not good."}
])

# 4. Add labelers
Anvil.add_labelers(queue, ["labeler_1", "labeler_2"])

# 5. Get assignment
{:ok, assignment} = Anvil.get_next_assignment(queue, "labeler_1")

# 6. Submit label
{:ok, label} = Anvil.submit_label(queue, assignment.id, %{"sentiment" => "positive"})

      


      
        Summary


  
    Functions
  


    
      
        add_labelers(queue, labelers)

      


        Adds labelers to a queue.



    


    
      
        add_samples(queue, samples)

      


        Adds samples to a queue for labeling.



    


    
      
        compute_agreement(queue, opts \\ [])

      


        Computes inter-rater agreement metrics.



    


    
      
        create_queue(opts)

      


        Creates a new labeling queue.



    


    
      
        export(queue, opts)

      


        Exports labeled data.



    


    
      
        get_next_assignment(queue, labeler_id)

      


        Gets the next assignment for a labeler.



    


    
      
        skip_assignment(queue, assignment_id, opts \\ [])

      


        Skips an assignment.



    


    
      
        submit_label(queue, assignment_id, values)

      


        Submits a label for an assignment.



    





      


      
        Functions


        


  
    
      
    
    
      add_labelers(queue, labelers)



        
          
        

    

  


  

      

          @spec add_labelers(pid() | atom(), [String.t()]) :: :ok


      


Adds labelers to a queue.

  



  
    
      
    
    
      add_samples(queue, samples)



        
          
        

    

  


  

      

          @spec add_samples(pid() | atom(), [map()]) :: :ok | {:error, term()}


      


Adds samples to a queue for labeling.

  



    

  
    
      
    
    
      compute_agreement(queue, opts \\ [])



        
          
        

    

  


  

      

          @spec compute_agreement(
  pid() | atom(),
  keyword()
) :: {:ok, float()} | {:error, term()}


      


Computes inter-rater agreement metrics.

  



  
    
      
    
    
      create_queue(opts)



        
          
        

    

  


  

      

          @spec create_queue(keyword()) :: {:ok, pid()} | {:error, term()}


      


Creates a new labeling queue.
Options
	:queue_id - Unique identifier for the queue (required)
	:schema - LabelSchema defining the label structure (required)
	:policy - Assignment policy (:round_robin, :random, :expertise) (default: :round_robin)
	:labels_per_sample - Number of labels needed per sample (default: 1)
	:assignment_timeout - Timeout in seconds (default: 3600)


  



  
    
      
    
    
      export(queue, opts)



        
          
        

    

  


  

      

          @spec export(
  pid() | atom(),
  keyword()
) :: :ok | {:error, term()}


      


Exports labeled data.

  



  
    
      
    
    
      get_next_assignment(queue, labeler_id)



        
          
        

    

  


  

      

          @spec get_next_assignment(pid() | atom(), String.t()) ::
  {:ok, Anvil.Assignment.t()} | {:error, term()}


      


Gets the next assignment for a labeler.

  



    

  
    
      
    
    
      skip_assignment(queue, assignment_id, opts \\ [])



        
          
        

    

  


  

      

          @spec skip_assignment(pid() | atom(), String.t(), keyword()) ::
  {:ok, Anvil.Assignment.t()} | {:error, term()}


      


Skips an assignment.

  



  
    
      
    
    
      submit_label(queue, assignment_id, values)



        
          
        

    

  


  

      

          @spec submit_label(pid() | atom(), String.t(), map()) ::
  {:ok, Anvil.Label.t()} | {:error, term()}


      


Submits a label for an assignment.

  


        

      


  

    
Anvil.Assignment 
    



      
Represents a labeling task assigned to a specific labeler.
Tracks the lifecycle of an assignment from creation through completion,
expiration, or skipping.

      


      
        Summary


  
    Types
  


    
      
        status()

      


    


    
      
        t()

      


    





  
    Functions
  


    
      
        complete(assignment, label_id)

      


        Completes an assignment with a label ID.



    


    
      
        expire(assignment)

      


        Expires an assignment that has passed its deadline.



    


    
      
        labeling_time_seconds(assignment)

      


        Returns the labeling time in seconds, or nil if not completed.



    


    
      
        new(opts)

      


        Creates a new pending assignment.



    


    
      
        past_deadline?(assignment)

      


        Checks if the assignment is past its deadline.



    


    
      
        skip(assignment, reason \\ nil)

      


        Skips an assignment with an optional reason.



    


    
      
        start(assignment, timeout_seconds)

      


        Starts an assignment, transitioning from :pending to :in_progress.



    





      


      
        Types


        


  
    
      
    
    
      status()



        
          
        

    

  


  

      

          @type status() :: :pending | :in_progress | :completed | :expired | :skipped


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Anvil.Assignment{
  attempts: non_neg_integer(),
  completed_at: DateTime.t() | nil,
  created_at: DateTime.t(),
  deadline: DateTime.t() | nil,
  expired_at: DateTime.t() | nil,
  id: String.t(),
  label_id: String.t() | nil,
  labeler_id: String.t(),
  queue_id: String.t(),
  sample_id: String.t(),
  skip_reason: String.t() | nil,
  skipped_at: DateTime.t() | nil,
  started_at: DateTime.t() | nil,
  status: status()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      complete(assignment, label_id)



        
          
        

    

  


  

      

          @spec complete(t(), String.t()) :: {:ok, t()} | {:error, term()}


      


Completes an assignment with a label ID.

  



  
    
      
    
    
      expire(assignment)



        
          
        

    

  


  

      

          @spec expire(t()) :: {:ok, t()} | {:error, term()}


      


Expires an assignment that has passed its deadline.

  



  
    
      
    
    
      labeling_time_seconds(assignment)



        
          
        

    

  


  

      

          @spec labeling_time_seconds(t()) :: non_neg_integer() | nil


      


Returns the labeling time in seconds, or nil if not completed.

  



  
    
      
    
    
      new(opts)



        
          
        

    

  


  

      

          @spec new(keyword()) :: t()


      


Creates a new pending assignment.

  



  
    
      
    
    
      past_deadline?(assignment)



        
          
        

    

  


  

      

          @spec past_deadline?(t()) :: boolean()


      


Checks if the assignment is past its deadline.

  



    

  
    
      
    
    
      skip(assignment, reason \\ nil)



        
          
        

    

  


  

      

          @spec skip(t(), String.t() | nil) :: {:ok, t()} | {:error, term()}


      


Skips an assignment with an optional reason.

  



  
    
      
    
    
      start(assignment, timeout_seconds)



        
          
        

    

  


  

      

          @spec start(t(), pos_integer()) :: {:ok, t()} | {:error, term()}


      


Starts an assignment, transitioning from :pending to :in_progress.

  


        

      


  

    
Anvil.Label 
    



      
Represents a label submitted by a labeler for an assignment.
Labels are validated against the queue's schema before being stored.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        new(opts)

      


        Creates a new label.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Anvil.Label{
  assignment_id: String.t(),
  created_at: DateTime.t(),
  errors: [map()],
  id: String.t(),
  labeler_id: String.t(),
  labeling_time_seconds: non_neg_integer() | nil,
  sample_id: String.t(),
  valid?: boolean(),
  values: map()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      new(opts)



        
          
        

    

  


  

      

          @spec new(keyword()) :: t()


      


Creates a new label.

  


        

      


  

    
Anvil.Queue 
    



      
GenServer that manages a labeling queue.
Handles sample assignment, label submission, and queue state management.

      


      
        Summary


  
    Functions
  


    
      
        add_labelers(queue, labelers)

      


        Adds labelers to the queue.



    


    
      
        add_samples(queue, samples)

      


        Adds samples to the queue.



    


    
      
        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        get_assignments(queue, filters \\ [])

      


        Gets all assignments for the queue.



    


    
      
        get_labels(queue, filters \\ [])

      


        Gets all labels for the queue.



    


    
      
        get_next_assignment(queue, labeler_id)

      


        Gets the next assignment for a labeler.



    


    
      
        skip_assignment(queue, assignment_id, opts \\ [])

      


        Skips an assignment.



    


    
      
        start_assignment(queue, assignment_id)

      


        Starts an assignment.



    


    
      
        start_link(opts)

      


        Starts a queue process.



    


    
      
        submit_label(queue, assignment_id, values)

      


        Submits a label for an assignment.



    





      


      
        Functions


        


  
    
      
    
    
      add_labelers(queue, labelers)



        
          
        

    

  


  

      

          @spec add_labelers(pid() | atom(), [String.t()]) :: :ok


      


Adds labelers to the queue.

  



  
    
      
    
    
      add_samples(queue, samples)



        
          
        

    

  


  

      

          @spec add_samples(pid() | atom(), [map()]) :: :ok | {:error, term()}


      


Adds samples to the queue.

  



  
    
      
    
    
      child_spec(init_arg)



        
          
        

    

  


  

Returns a specification to start this module under a supervisor.
See Supervisor.

  



    

  
    
      
    
    
      get_assignments(queue, filters \\ [])



        
          
        

    

  


  

      

          @spec get_assignments(
  pid() | atom(),
  keyword()
) :: [Anvil.Assignment.t()]


      


Gets all assignments for the queue.

  



    

  
    
      
    
    
      get_labels(queue, filters \\ [])



        
          
        

    

  


  

      

          @spec get_labels(
  pid() | atom(),
  keyword()
) :: [Anvil.Label.t()]


      


Gets all labels for the queue.

  



  
    
      
    
    
      get_next_assignment(queue, labeler_id)



        
          
        

    

  


  

      

          @spec get_next_assignment(pid() | atom(), String.t()) ::
  {:ok, Anvil.Assignment.t()} | {:error, term()}


      


Gets the next assignment for a labeler.

  



    

  
    
      
    
    
      skip_assignment(queue, assignment_id, opts \\ [])



        
          
        

    

  


  

      

          @spec skip_assignment(pid() | atom(), String.t(), keyword()) ::
  {:ok, Anvil.Assignment.t()} | {:error, term()}


      


Skips an assignment.

  



  
    
      
    
    
      start_assignment(queue, assignment_id)



        
          
        

    

  


  

      

          @spec start_assignment(pid() | atom(), String.t()) ::
  {:ok, Anvil.Assignment.t()} | {:error, term()}


      


Starts an assignment.

  



  
    
      
    
    
      start_link(opts)



        
          
        

    

  


  

      

          @spec start_link(keyword()) :: GenServer.on_start()


      


Starts a queue process.

  



  
    
      
    
    
      submit_label(queue, assignment_id, values)



        
          
        

    

  


  

      

          @spec submit_label(pid() | atom(), String.t(), map()) ::
  {:ok, Anvil.Label.t()} | {:error, term()}


      


Submits a label for an assignment.

  


        

      


  

    
Anvil.Schema 
    



      
Defines the structure and validation rules for labels.
Schemas are domain-agnostic and support various field types for
diverse annotation tasks.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        get_field(schema, name)

      


        Returns the field with the given name, or nil if not found.



    


    
      
        new(opts)

      


        Creates a new schema with the given options.



    


    
      
        optional_fields(schema)

      


        Returns all optional field names.



    


    
      
        required_fields(schema)

      


        Returns all required field names.



    


    
      
        validate(schema, values)

      


        Validates a map of values against the schema.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Anvil.Schema{
  fields: [Anvil.Schema.Field.t()],
  metadata: map(),
  name: String.t(),
  version: String.t()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      get_field(schema, name)



        
          
        

    

  


  

      

          @spec get_field(t(), String.t()) :: Anvil.Schema.Field.t() | nil


      


Returns the field with the given name, or nil if not found.

  



  
    
      
    
    
      new(opts)



        
          
        

    

  


  

      

          @spec new(keyword()) :: t()


      


Creates a new schema with the given options.
Examples
iex> schema = Anvil.Schema.new(
...>   name: "sentiment",
...>   fields: [
...>     %Anvil.Schema.Field{
...>       name: "score",
...>       type: :range,
...>       required: true,
...>       min: 1,
...>       max: 5
...>     }
...>   ]
...> )
iex> schema.name
"sentiment"

  



  
    
      
    
    
      optional_fields(schema)



        
          
        

    

  


  

      

          @spec optional_fields(t()) :: [String.t()]


      


Returns all optional field names.

  



  
    
      
    
    
      required_fields(schema)



        
          
        

    

  


  

      

          @spec required_fields(t()) :: [String.t()]


      


Returns all required field names.

  



  
    
      
    
    
      validate(schema, values)



        
          
        

    

  


  

      

          @spec validate(t(), map()) :: {:ok, map()} | {:error, [map()]}


      


Validates a map of values against the schema.
Returns {:ok, values} if valid, or {:error, errors} with a list
of validation errors.
Examples
iex> schema = Anvil.Schema.new(
...>   name: "test",
...>   fields: [
...>     %Anvil.Schema.Field{name: "category", type: :select, required: true, options: ["a", "b"]}
...>   ]
...> )
iex> Anvil.Schema.validate(schema, %{"category" => "a"})
{:ok, %{"category" => "a"}}
iex> Anvil.Schema.validate(schema, %{"category" => "c"})
{:error, [%{field: "category", error: "must be one of: a, b"}]}

  


        

      


  

    
Anvil.Schema.Field 
    



      
Represents a field in a label schema.
Supports various field types with appropriate validation rules.

      


      
        Summary


  
    Types
  


    
      
        field_type()

      


    


    
      
        t()

      


    





  
    Functions
  


    
      
        types()

      


        Returns a list of all supported field types.



    


    
      
        validate(field, value)

      


        Validates a value against this field's constraints.



    





      


      
        Types


        


  
    
      
    
    
      field_type()



        
          
        

    

  


  

      

          @type field_type() ::
  :text
  | :select
  | :multiselect
  | :range
  | :number
  | :boolean
  | :date
  | :datetime


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Anvil.Schema.Field{
  default: any(),
  description: String.t() | nil,
  max: number() | nil,
  metadata: map(),
  min: number() | nil,
  name: String.t(),
  options: [String.t()] | nil,
  pattern: Regex.t() | nil,
  required: boolean(),
  type: field_type()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      types()



        
          
        

    

  


  

      

          @spec types() :: [field_type()]


      


Returns a list of all supported field types.

  



  
    
      
    
    
      validate(field, value)



        
          
        

    

  


  

      

          @spec validate(t(), any()) :: :ok | {:error, String.t()}


      


Validates a value against this field's constraints.

  


        

      


  

    
Anvil.Queue.Policy behaviour
    



      
Behaviour for queue assignment policies.
Policies control how samples are assigned to labelers.

      


      
        Summary


  
    Types
  


    
      
        policy_state()

      


    


    
      
        sample()

      


    





  
    Callbacks
  


    
      
        init(config)

      


    


    
      
        next_assignment(policy_state, labeler_id, available_samples)

      


    


    
      
        update_state(policy_state, sample)

      


    





  
    Functions
  


    
      
        init_policy(module, config)

      


        Initializes policy state based on the policy type.



    


    
      
        next_sample(module, state, labeler_id, available_samples)

      


        Returns the next sample for a labeler based on the policy.



    


    
      
        update_state(module, state, sample)

      


        Updates the policy state after an assignment.



    





      


      
        Types


        


  
    
      
    
    
      policy_state()



        
          
        

    

  


  

      

          @type policy_state() :: map()


      



  



  
    
      
    
    
      sample()



        
          
        

    

  


  

      

          @type sample() :: map()


      



  


        

      

      
        Callbacks


        


  
    
      
    
    
      init(config)



        
          
        

    

  


  

      

          @callback init(config :: map()) :: {:ok, policy_state()}


      



  



  
    
      
    
    
      next_assignment(policy_state, labeler_id, available_samples)



        
          
        

    

  


  

      

          @callback next_assignment(
  policy_state(),
  labeler_id :: String.t(),
  available_samples :: [sample()]
) :: {:ok, sample()} | {:error, atom()}


      



  



  
    
      
    
    
      update_state(policy_state, sample)



        
          
        

    

  


  

      

          @callback update_state(policy_state(), sample()) :: policy_state()


      



  


        

      

      
        Functions


        


  
    
      
    
    
      init_policy(module, config)



        
          
        

    

  


  

      

          @spec init_policy(atom() | module(), map()) :: {:ok, map()}


      


Initializes policy state based on the policy type.
Dispatches to the appropriate policy module.

  



  
    
      
    
    
      next_sample(module, state, labeler_id, available_samples)



        
          
        

    

  


  

      

          @spec next_sample(atom() | module(), map(), String.t(), [map()]) ::
  {:ok, map()} | {:error, atom()}


      


Returns the next sample for a labeler based on the policy.
Dispatches to the appropriate policy module.

  



  
    
      
    
    
      update_state(module, state, sample)



        
          
        

    

  


  

      

          @spec update_state(atom() | module(), map(), map()) :: map()


      


Updates the policy state after an assignment.

  


        

      


  

    
Anvil.Agreement 
    



      
Inter-rater agreement metrics for measuring labeler consistency.
Automatically selects the appropriate metric based on the data.

      


      
        Summary


  
    Functions
  


    
      
        compute(labels, opts \\ [])

      


        Computes agreement metric, automatically selecting the appropriate algorithm.



    


    
      
        compute_all_dimensions(labels, schema, opts \\ [])

      


        Computes agreement for all dimensions in the schema.



    


    
      
        compute_for_field(labels, field_name, opts \\ [])

      


        Computes agreement for a specific dimension/field.



    


    
      
        recompute_all(queue_id, opts \\ [])

      


        Batch recomputes agreement for all samples in a queue.



    


    
      
        summary(labels, schema, opts \\ [])

      


        Returns a comprehensive agreement summary with per-dimension breakdown.



    





      


      
        Functions


        


    

  
    
      
    
    
      compute(labels, opts \\ [])



        
          
        

    

  


  

      

          @spec compute(
  [Anvil.Label.t()],
  keyword()
) :: {:ok, float()} | {:error, term()}


      


Computes agreement metric, automatically selecting the appropriate algorithm.
Options
	:metric - Force a specific metric (:cohen, :fleiss, :krippendorff)
	:field - Field name to compute agreement for (default: uses all fields)


  



    

  
    
      
    
    
      compute_all_dimensions(labels, schema, opts \\ [])



        
          
        

    

  


  

      

          @spec compute_all_dimensions([map()], map(), keyword()) :: map()


      


Computes agreement for all dimensions in the schema.
Returns a map with per-dimension agreement scores.
Examples
iex> labels = [...]
iex> schema = %{fields: ["coherence", "grounded", "balance"]}
iex> Agreement.compute_all_dimensions(labels, schema)
%{
  coherence: {:ok, 0.72},
  grounded: {:ok, 0.85},
  balance: {:ok, 0.45}
}

  



    

  
    
      
    
    
      compute_for_field(labels, field_name, opts \\ [])



        
          
        

    

  


  

      

          @spec compute_for_field([map()], String.t(), keyword()) ::
  {:ok, float()} | {:error, term()}


      


Computes agreement for a specific dimension/field.
Examples
iex> labels = [
...>   %{labeler_id: "l1", values: %{"coherence" => 4, "grounded" => 3}},
...>   %{labeler_id: "l2", values: %{"coherence" => 4, "grounded" => 5}}
...> ]
iex> Agreement.compute_for_field(labels, "coherence")
{:ok, 1.0}  # Perfect agreement on coherence

  



    

  
    
      
    
    
      recompute_all(queue_id, opts \\ [])



        
          
        

    

  


  

      

          @spec recompute_all(
  binary(),
  keyword()
) :: {:ok, map()} | {:error, term()}


      


Batch recomputes agreement for all samples in a queue.
This is useful for full recalculation after schema migrations or data changes.
Options
	:batch_size - Number of samples to process per batch (default: 100)
	:metric - Force a specific metric for all computations


  



    

  
    
      
    
    
      summary(labels, schema, opts \\ [])



        
          
        

    

  


  

      

          @spec summary([map()], map(), keyword()) :: map()


      


Returns a comprehensive agreement summary with per-dimension breakdown.
Examples
iex> labels = [...]
iex> schema = %{fields: ["coherence", "grounded"]}
iex> Agreement.summary(labels, schema)
%{
  overall: {:ok, 0.78},
  by_dimension: %{
    coherence: {:ok, 0.72},
    grounded: {:ok, 0.85}
  },
  sample_count: 50,
  labeler_count: 3
}

  


        

      


  

    
Anvil.Agreement.Cohen 
    



      
Cohen's kappa for measuring agreement between two raters.
κ = (p_o - p_e) / (1 - p_e)
where:
	p_o = observed agreement
	p_e = expected agreement by chance


      


      
        Summary


  
    Functions
  


    
      
        compute(labels, opts \\ [])

      


        Computes Cohen's kappa for two raters.



    





      


      
        Functions


        


    

  
    
      
    
    
      compute(labels, opts \\ [])



        
          
        

    

  


  

      

          @spec compute(
  [Anvil.Label.t()],
  keyword()
) :: {:ok, float()} | {:error, term()}


      


Computes Cohen's kappa for two raters.
Options
	:field - Field name to compute agreement for (default: first field in values)


  


        

      


  

    
Anvil.Agreement.Fleiss 
    



      
Fleiss' kappa for measuring agreement among multiple raters.
κ = (P̄ - P̄_e) / (1 - P̄_e)
where:
	P̄ = mean observed agreement across samples
	P̄_e = expected agreement by chance


      


      
        Summary


  
    Functions
  


    
      
        compute(labels, opts \\ [])

      


        Computes Fleiss' kappa for n raters.



    





      


      
        Functions


        


    

  
    
      
    
    
      compute(labels, opts \\ [])



        
          
        

    

  


  

      

          @spec compute(
  [Anvil.Label.t()],
  keyword()
) :: {:ok, float()} | {:error, term()}


      


Computes Fleiss' kappa for n raters.
Options
	:field - Field name to compute agreement for (default: first field in values)


  


        

      


  

    
Anvil.Agreement.Krippendorff 
    



      
Krippendorff's alpha for measuring agreement with support for missing data.
α = 1 - (D_o / D_e)
where:
	D_o = observed disagreement
	D_e = expected disagreement by chance


      


      
        Summary


  
    Functions
  


    
      
        compute(labels, opts \\ [])

      


        Computes Krippendorff's alpha.



    





      


      
        Functions


        


    

  
    
      
    
    
      compute(labels, opts \\ [])



        
          
        

    

  


  

      

          @spec compute(
  [Anvil.Label.t()],
  keyword()
) :: {:ok, float()} | {:error, term()}


      


Computes Krippendorff's alpha.
Options
	:field - Field name to compute agreement for (default: first field in values)
	:metric - Distance metric (:nominal, :ordinal, :interval, :ratio) (default: :nominal)


  


        

      


  

    
Anvil.Export 
    



      
Export labeled data in various formats with deterministic lineage tracking.
This module provides two interfaces:
	New ADR-005 interface: to_format/3 with streaming, deterministic ordering, and manifests
	Legacy interface: export/2 for backward compatibility

ADR-005 Interface
The new interface requires explicit schema version specification and produces:
	Deterministically ordered exports
	Export manifests with SHA256 hashes
	Streaming for large datasets

Examples
# New interface (recommended)
{:ok, result} = Anvil.Export.to_format(:csv, queue_id, %{
  schema_version_id: schema_version_id,
  output_path: "/tmp/export.csv"
})

# Legacy interface (for backward compatibility)
Anvil.Export.export(queue, format: :csv, path: "/tmp/export.csv")

      


      
        Summary


  
    Types
  


    
      
        export_result()

      


    


    
      
        format()

      


    





  
    Functions
  


    
      
        export(queue, opts)

      


        Legacy export function for backward compatibility.



    


    
      
        to_format(format, queue_id, opts)

      


        Exports labels to the specified format following ADR-005 specification.



    


    
      
        verify_reproducibility(manifest)

      


        Verifies export reproducibility by re-exporting and comparing hashes.



    





      


      
        Types


        


  
    
      
    
    
      export_result()



        
          
        

    

  


  

      

          @type export_result() :: %{
  manifest: Anvil.Export.Manifest.t(),
  output_path: String.t()
}


      



  



  
    
      
    
    
      format()



        
          
        

    

  


  

      

          @type format() :: :csv | :jsonl


      



  


        

      

      
        Functions


        


  
    
      
    
    
      export(queue, opts)



        
          
        

    

  


  

      

          @spec export(
  pid() | atom(),
  keyword()
) :: :ok | {:error, term()}


      


Legacy export function for backward compatibility.
This function is deprecated in favor of to_format/3 which provides
better reproducibility guarantees through deterministic ordering and
export manifests.
Options
	:format - Export format (:csv or :jsonl)
	:path - Output file path
	:filter - Filter function to select labels
	:include_metadata - Include labeling metadata (default: true)

Examples
iex> Anvil.Export.export(queue, format: :csv, path: "/tmp/labels.csv")
:ok

  



  
    
      
    
    
      to_format(format, queue_id, opts)



        
          
        

    

  


  

      

          @spec to_format(format(), binary(), map()) ::
  {:ok, export_result()} | {:error, term()}


      


Exports labels to the specified format following ADR-005 specification.
This is the recommended interface for exports, providing:
	Deterministic ordering for reproducibility
	Export manifests with cryptographic hashes
	Streaming for memory safety
	Version pinning

Parameters
	format - Export format (:csv or :jsonl)
	queue_id - UUID of the queue to export
	opts - Export options (map)

Options
	:schema_version_id - (required) UUID of the schema version
	:output_path - (required) File path for export
	:sample_version - (optional) Forge version tag
	:limit - (optional) Maximum number of rows
	:offset - (optional) Number of rows to skip
	:filter - (optional) Filter criteria

Returns
	{:ok, %{manifest: manifest, output_path: path}} on success
	{:error, reason} on failure

Examples
iex> Anvil.Export.to_format(:csv, queue_id, %{
...>   schema_version_id: schema_v2_id,
...>   output_path: "/tmp/labels.csv"
...> })
{:ok, %{manifest: %Manifest{...}, output_path: "/tmp/labels.csv"}}

iex> Anvil.Export.to_format(:jsonl, queue_id, %{
...>   schema_version_id: schema_v2_id,
...>   output_path: "/tmp/labels.jsonl",
...>   limit: 1000,
...>   offset: 0
...> })
{:ok, %{manifest: %Manifest{...}, output_path: "/tmp/labels.jsonl"}}

  



  
    
      
    
    
      verify_reproducibility(manifest)



        
          
        

    

  


  

      

          @spec verify_reproducibility(Anvil.Export.Manifest.t()) ::
  {:ok, :reproducible} | {:error, term()}


      


Verifies export reproducibility by re-exporting and comparing hashes.
Examples
iex> manifest = Anvil.Export.Manifest.load("/tmp/export.csv.manifest.json")
iex> Anvil.Export.verify_reproducibility(manifest)
{:ok, :reproducible}

  


        

      


  

    
Anvil.Export.CSV 
    



      
CSV export adapter with deterministic ordering and lineage tracking.
Implements the ADR-005 export system with:
	Streaming for memory safety
	Deterministic ordering (sample_id ASC, labeler_id ASC, submitted_at ASC)
	Export manifest generation with SHA256 hashes
	Proper CSV escaping


      


      
        Summary


  
    Functions
  


    
      
        export(labels, path, opts \\ [])

      


        Legacy export function for backward compatibility.



    


    
      
        to_format(queue_id, opts)

      


        Exports labels to CSV format following ADR-005 specification.



    





      


      
        Functions


        


    

  
    
      
    
    
      export(labels, path, opts \\ [])



        
          
        

    

  


  

      

          @spec export([Anvil.Label.t()], String.t(), keyword()) :: :ok | {:error, term()}


      


Legacy export function for backward compatibility.
This function is deprecated in favor of to_format/2.

  



  
    
      
    
    
      to_format(queue_id, opts)



        
          
        

    

  


  

      

          @spec to_format(binary(), map()) :: {:ok, map()} | {:error, term()}


      


Exports labels to CSV format following ADR-005 specification.
Options
	:schema_version_id - (required) UUID of the schema version for reproducibility
	:output_path - (required) File path for the CSV export
	:sample_version - (optional) Forge version tag for full lineage tracking
	:limit - (optional) Maximum number of rows to export
	:offset - (optional) Number of rows to skip before exporting
	:filter - (optional) Additional filter criteria
	:redaction_mode - (optional) Redaction mode (:none, :automatic, :aggressive) (default: :automatic)
	:use_pseudonyms - (optional) Use labeler pseudonyms instead of IDs (default: true)

Returns
	{:ok, %{manifest: manifest, output_path: path}} on success
	{:error, reason} on failure

Examples
iex> Anvil.Export.CSV.to_format(queue_id, %{
...>   schema_version_id: schema_v2_id,
...>   output_path: "/tmp/labels.csv"
...> })
{:ok, %{manifest: %Manifest{...}, output_path: "/tmp/labels.csv"}}

  


        

      


  

    
Anvil.Export.JSONL 
    



      
JSONL (JSON Lines) export adapter with deterministic ordering and lineage tracking.
Implements the ADR-005 export system with:
	Streaming for memory safety
	Deterministic ordering (sample_id ASC, labeler_id ASC, submitted_at ASC)
	Export manifest generation with SHA256 hashes
	Preservation of nested JSON structures


      


      
        Summary


  
    Functions
  


    
      
        export(labels, path, opts \\ [])

      


        Legacy export function for backward compatibility.



    


    
      
        to_format(queue_id, opts)

      


        Exports labels to JSONL format following ADR-005 specification.



    





      


      
        Functions


        


    

  
    
      
    
    
      export(labels, path, opts \\ [])



        
          
        

    

  


  

      

          @spec export([Anvil.Label.t()], String.t(), keyword()) :: :ok | {:error, term()}


      


Legacy export function for backward compatibility.
This function is deprecated in favor of to_format/2.

  



  
    
      
    
    
      to_format(queue_id, opts)



        
          
        

    

  


  

      

          @spec to_format(binary(), map()) :: {:ok, map()} | {:error, term()}


      


Exports labels to JSONL format following ADR-005 specification.
Options
	:schema_version_id - (required) UUID of the schema version for reproducibility
	:output_path - (required) File path for the JSONL export
	:sample_version - (optional) Forge version tag for full lineage tracking
	:limit - (optional) Maximum number of rows to export
	:offset - (optional) Number of rows to skip before exporting
	:filter - (optional) Additional filter criteria
	:redaction_mode - (optional) Redaction mode (:none, :automatic, :aggressive) (default: :automatic)
	:use_pseudonyms - (optional) Use labeler pseudonyms instead of IDs (default: true)

Returns
	{:ok, %{manifest: manifest, output_path: path}} on success
	{:error, reason} on failure

Examples
iex> Anvil.Export.JSONL.to_format(queue_id, %{
...>   schema_version_id: schema_v2_id,
...>   output_path: "/tmp/labels.jsonl"
...> })
{:ok, %{manifest: %Manifest{...}, output_path: "/tmp/labels.jsonl"}}

  


        

      


  

    
Anvil.Storage behaviour
    



      
Behaviour for storage backends.
Allows pluggable storage implementations (ETS, Postgres, etc.)

      


      
        Summary


  
    Callbacks
  


    
      
        get_assignment(state, id)

      


    


    
      
        get_label(state, id)

      


    


    
      
        get_sample(state, id)

      


    


    
      
        init(opts)

      


    


    
      
        list_assignments(state, filters)

      


    


    
      
        list_labels(state, filters)

      


    


    
      
        list_samples(state, filters)

      


    


    
      
        put_assignment(state, assignment)

      


    


    
      
        put_label(state, label)

      


    


    
      
        put_sample(state, sample)

      


    





      


      
        Callbacks


        


  
    
      
    
    
      get_assignment(state, id)



        
          
        

    

  


  

      

          @callback get_assignment(state :: any(), id :: String.t()) ::
  {:ok, Anvil.Assignment.t(), state :: any()} | {:error, term()}


      



  



  
    
      
    
    
      get_label(state, id)



        
          
        

    

  


  

      

          @callback get_label(state :: any(), id :: String.t()) ::
  {:ok, Anvil.Label.t(), state :: any()} | {:error, term()}


      



  



  
    
      
    
    
      get_sample(state, id)



        
          
        

    

  


  

      

          @callback get_sample(state :: any(), id :: String.t()) ::
  {:ok, map(), state :: any()} | {:error, term()}


      



  



  
    
      
    
    
      init(opts)



        
          
        

    

  


  

      

          @callback init(opts :: keyword()) :: {:ok, state :: any()} | {:error, term()}


      



  



  
    
      
    
    
      list_assignments(state, filters)



        
          
        

    

  


  

      

          @callback list_assignments(state :: any(), filters :: keyword()) ::
  {:ok, [Anvil.Assignment.t()], state :: any()}


      



  



  
    
      
    
    
      list_labels(state, filters)



        
          
        

    

  


  

      

          @callback list_labels(state :: any(), filters :: keyword()) ::
  {:ok, [Anvil.Label.t()], state :: any()}


      



  



  
    
      
    
    
      list_samples(state, filters)



        
          
        

    

  


  

      

          @callback list_samples(state :: any(), filters :: keyword()) ::
  {:ok, [map()], state :: any()}


      



  



  
    
      
    
    
      put_assignment(state, assignment)



        
          
        

    

  


  

      

          @callback put_assignment(state :: any(), assignment :: Anvil.Assignment.t()) ::
  {:ok, state :: any()} | {:error, term()}


      



  



  
    
      
    
    
      put_label(state, label)



        
          
        

    

  


  

      

          @callback put_label(state :: any(), label :: Anvil.Label.t()) ::
  {:ok, state :: any()} | {:error, term()}


      



  



  
    
      
    
    
      put_sample(state, sample)



        
          
        

    

  


  

      

          @callback put_sample(state :: any(), sample :: map()) ::
  {:ok, state :: any()} | {:error, term()}


      



  


        

      


  

    
Anvil.Storage.ETS 
    



      
ETS-based storage implementation for testing and development.

      




  

    
Anvil.ForgeBridge behaviour
    



      
Abstract interface for fetching samples from Forge.
Supports multiple backends (direct DB, HTTP, cached) to enable different
deployment topologies:
	Direct: Same Postgres cluster, cross-schema queries
	HTTP: Separate services with REST API
	Cached: Performance wrapper with TTL-based caching

Configuration
# config/config.exs
config :anvil,
  forge_bridge_backend: Anvil.ForgeBridge.Direct
Usage
{:ok, sample} = Anvil.ForgeBridge.fetch_sample(sample_id)
%SampleDTO{id: id, content: content, version: version} = sample

      


      
        Summary


  
    Types
  


    
      
        error_reason()

      


    


    
      
        sample_dto()

      


    


    
      
        sample_id()

      


    





  
    Callbacks
  


    
      
        fetch_sample(sample_id, opts)

      


        Fetches a single sample from Forge by ID.



    


    
      
        fetch_sample_version(sample_id)

      


        Fetches only the version tag for a sample (lightweight query).



    


    
      
        fetch_samples(list, opts)

      


        Batch fetch multiple samples from Forge.



    


    
      
        verify_sample_exists(sample_id)

      


        Verifies if a sample exists in Forge (lightweight check).



    





  
    Functions
  


    
      
        fetch_sample(sample_id, opts \\ [])

      


        Fetches a single sample using the configured backend.



    


    
      
        fetch_sample_version(sample_id)

      


        Fetches sample version using the configured backend.



    


    
      
        fetch_samples(sample_ids, opts \\ [])

      


        Batch fetches samples using the configured backend.



    


    
      
        verify_sample_exists(sample_id)

      


        Verifies sample existence using the configured backend.



    





      


      
        Types


        


  
    
      
    
    
      error_reason()



        
          
        

    

  


  

      

          @type error_reason() :: :not_found | :forge_unavailable | atom()


      



  



  
    
      
    
    
      sample_dto()



        
          
        

    

  


  

      

          @type sample_dto() :: Anvil.ForgeBridge.SampleDTO.t()


      



  



  
    
      
    
    
      sample_id()



        
          
        

    

  


  

      

          @type sample_id() :: binary()


      



  


        

      

      
        Callbacks


        


  
    
      
    
    
      fetch_sample(sample_id, opts)



        
          
        

    

  


  

      

          @callback fetch_sample(sample_id(), opts :: keyword()) ::
  {:ok, sample_dto()} | {:error, error_reason()}


      


Fetches a single sample from Forge by ID.
Options
	:version - Fetch specific version (optional)
	:include_metadata - Include full metadata (default: true)


  



  
    
      
    
    
      fetch_sample_version(sample_id)



        
          
        

    

  


  

      

          @callback fetch_sample_version(sample_id()) ::
  {:ok, String.t()} | {:error, error_reason()}


      


Fetches only the version tag for a sample (lightweight query).

  



  
    
      
    
    
      fetch_samples(list, opts)



        
          
        

    

  


  

      

          @callback fetch_samples([sample_id()], opts :: keyword()) ::
  {:ok, [sample_dto()]} | {:error, error_reason()}


      


Batch fetch multiple samples from Forge.
Returns samples in same order as input IDs. Missing samples are omitted.

  



  
    
      
    
    
      verify_sample_exists(sample_id)



        
          
        

    

  


  

      

          @callback verify_sample_exists(sample_id()) :: boolean()


      


Verifies if a sample exists in Forge (lightweight check).

  


        

      

      
        Functions


        


    

  
    
      
    
    
      fetch_sample(sample_id, opts \\ [])



        
          
        

    

  


  

      

          @spec fetch_sample(
  sample_id(),
  keyword()
) :: {:ok, sample_dto()} | {:error, error_reason()}


      


Fetches a single sample using the configured backend.

  



  
    
      
    
    
      fetch_sample_version(sample_id)



        
          
        

    

  


  

      

          @spec fetch_sample_version(sample_id()) ::
  {:ok, String.t()} | {:error, error_reason()}


      


Fetches sample version using the configured backend.

  



    

  
    
      
    
    
      fetch_samples(sample_ids, opts \\ [])



        
          
        

    

  


  

      

          @spec fetch_samples(
  [sample_id()],
  keyword()
) :: {:ok, [sample_dto()]} | {:error, error_reason()}


      


Batch fetches samples using the configured backend.

  



  
    
      
    
    
      verify_sample_exists(sample_id)



        
          
        

    

  


  

      

          @spec verify_sample_exists(sample_id()) :: boolean()


      


Verifies sample existence using the configured backend.

  


        

      


  

    
Anvil.ForgeBridge.Cached 
    



      
Caching wrapper for ForgeBridge backends.
Adds TTL-based caching layer on top of any ForgeBridge backend to improve
performance and reduce load on Forge. Best for hybrid deployments where
sample content is relatively stable.
Configuration
# config/config.exs
config :anvil,
  forge_bridge_backend: Anvil.ForgeBridge.Cached,
  forge_bridge_primary_backend: Anvil.ForgeBridge.Direct,
  forge_cache_ttl: :timer.minutes(15)
Features
	TTL-based expiration (default 15 minutes)
	Cache warming for hot queues
	Graceful degradation (serve stale on backend failure)
	Telemetry events for cache hits/misses

Cache Invalidation
Subscribe to sample update events for proactive invalidation:
Phoenix.PubSub.subscribe(Forge.PubSub, "sample_updates")

def handle_info({:sample_updated, sample_id}, state) do
  Anvil.ForgeBridge.Cached.invalidate(sample_id)
  {:noreply, state}
end

      


      
        Summary


  
    Functions
  


    
      
        clear_cache()

      


        Clears the entire sample cache.



    


    
      
        invalidate(sample_id)

      


        Invalidates a cached sample by ID.



    


    
      
        warm_cache(sample_ids)

      


        Warms the cache for a list of sample IDs.



    





      


      
        Functions


        


  
    
      
    
    
      clear_cache()



        
          
        

    

  


  

      

          @spec clear_cache() :: {:ok, integer()}


      


Clears the entire sample cache.

  



  
    
      
    
    
      invalidate(sample_id)



        
          
        

    

  


  

      

          @spec invalidate(binary()) :: :ok


      


Invalidates a cached sample by ID.

  



  
    
      
    
    
      warm_cache(sample_ids)



        
          
        

    

  


  

      

          @spec warm_cache([binary()]) :: :ok


      


Warms the cache for a list of sample IDs.
Useful for preloading samples for a queue before labelers request them.

  


        

      


  

    
Anvil.ForgeBridge.Direct 
    



      
Direct database access implementation for ForgeBridge.
Queries Forge samples directly from the database using cross-schema queries.
Best for shared Postgres deployments where Anvil and Forge share the same
database cluster.
Configuration
# config/config.exs
config :anvil,
  forge_bridge_backend: Anvil.ForgeBridge.Direct,
  forge_schema: "forge"  # Schema name in Postgres
Performance
	Fastest option (<5ms p99)
	No network overhead
	Transactional consistency
	Requires shared database cluster

Database Setup
Requires Forge samples table to be accessible:
-- Cross-schema query
SELECT * FROM forge.samples WHERE id = $1;

      




  

    
Anvil.ForgeBridge.HTTP 
    



      
HTTP API client implementation for ForgeBridge.
Fetches samples from Forge via REST API. Best for microservices deployments
where Anvil and Forge are separate services with independent databases.
Configuration
# config/prod.exs
config :anvil,
  forge_bridge_backend: Anvil.ForgeBridge.HTTP,
  forge_base_url: "https://forge.nsai.example.com",
  forge_api_token: System.fetch_env!("FORGE_API_TOKEN"),
  forge_timeout: 5_000
Circuit Breaker
Uses Fuse for circuit breaking to fail fast when Forge is unavailable:
	5 failures in 10s window → open circuit for 30s
	Prevents cascading failures
	Graceful degradation

API Contract
GET /api/samples/:id
Authorization: Bearer {token}

Response:
{
  "id": "uuid",
  "content": {...},
  "version_tag": "v2024-12-01",
  "metadata": {...}
}

      




  

    
Anvil.ForgeBridge.Mock 
    



      
Mock implementation of ForgeBridge for testing.
Returns fixture data without requiring Forge to be running. Useful for:
	Unit tests
	Integration tests
	Development without Forge dependency

Configuration
# config/test.exs
config :anvil, forge_bridge_backend: Anvil.ForgeBridge.Mock
Behavior
	fetch_sample/2 - Returns mock sample with predictable content
	fetch_samples/2 - Batch returns mock samples
	verify_sample_exists/1 - Always returns true
	fetch_sample_version/1 - Returns "mock_v1" version

Mock samples have content based on their ID for deterministic testing.

      




  

    
Anvil.ForgeBridge.SampleDTO 
    



      
Data Transfer Object for samples fetched from Forge.
Isolates Anvil from Forge's internal schema details, allowing independent
evolution of both systems.
Fields
	id - Sample UUID
	content - Primary sample content (text, JSON, etc.)
	version - Version tag from Forge (e.g., "v2024-12-01" or content hash)
	metadata - Optional metadata map
	asset_urls - Pre-signed URLs for media assets
	source - Source system identifier (e.g., "gsm8k", "human_eval")
	created_at - Sample creation timestamp

Example
%SampleDTO{
  id: "550e8400-e29b-41d4-a716-446655440000",
  content: %{"text" => "What is 2+2?", "answer" => "4"},
  version: "v2024-12-01-abc123",
  metadata: %{"difficulty" => "easy"},
  asset_urls: [],
  source: "gsm8k",
  created_at: ~U[2024-12-01 10:00:00Z]
}

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        from_map(map)

      


        Creates a SampleDTO from a map with atom or string keys.



    


    
      
        validate(dto)

      


        Validates a SampleDTO struct.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Anvil.ForgeBridge.SampleDTO{
  asset_urls: [String.t()] | nil,
  content: map() | String.t(),
  created_at: DateTime.t() | nil,
  id: binary(),
  metadata: map() | nil,
  source: String.t() | nil,
  version: String.t()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      from_map(map)



        
          
        

    

  


  

      

          @spec from_map(map()) :: {:ok, t()} | {:error, atom()}


      


Creates a SampleDTO from a map with atom or string keys.
Examples
iex> SampleDTO.from_map(%{
...>   "id" => "abc",
...>   "content" => "test",
...>   "version" => "v1"
...> })
{:ok, %SampleDTO{id: "abc", content: "test", version: "v1"}}

iex> SampleDTO.from_map(%{id: "missing content"})
{:error, :invalid_dto}

  



  
    
      
    
    
      validate(dto)



        
          
        

    

  


  

      

          @spec validate(t()) :: {:ok, t()} | {:error, atom()}


      


Validates a SampleDTO struct.
Returns {:ok, dto} if valid, {:error, reason} otherwise.
Examples
iex> dto = %SampleDTO{id: "abc", content: "test", version: "v1"}
iex> SampleDTO.validate(dto)
{:ok, %SampleDTO{}}

iex> invalid = %SampleDTO{id: nil, content: "test", version: "v1"}
iex> SampleDTO.validate(invalid)
{:error, :missing_id}
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