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    Arex

Arex is an ArcadeDB-native Elixir client for applications that want a direct, idiomatic API over ArcadeDB's HTTP interface.
It is built around a small set of promises:
	plain Elixir maps in and out
	one-off function calls instead of a public client struct
	tenant and scope boundaries enforced by the high-level helpers
	normalized {:ok, value} and {:error, error_map} return shapes
	practical coverage for document, graph, schema, database, key/value, time-series, and vector workflows

Highlights
	Arex.Query and Arex.Command wrap raw query and command execution.
	Arex.Record provides document-style CRUD with tenant and scope awareness.
	Arex.Vertex and Arex.Edge cover graph creation and traversal.
	Arex.Schema and Arex.Database handle types, properties, indexes, buckets, and databases.
	Arex.KV wraps ArcadeDB's Redis-language key/value support over HTTP.
	Arex.TimeSeries covers TimeSeries DDL, SQL helpers, and dedicated HTTP endpoints.
	Arex.Vector wraps ArcadeDB dense, sparse, and hybrid vector search SQL patterns.
	Arex.Error exposes stable error.kind values for branching in application code.

Documentation Map
	Getting Started covers installation, configuration, first reads, and first writes.
	Records and Queries explains CRUD helpers, paging, batching, upserts, and when to drop to raw SQL.
	Graph and Schema documents provisioning, schema changes, graph helpers, and traversal patterns.
	Runtime Behavior explains option resolution, retries, timeouts, normalized errors, and observability expectations.
	AI Skill Guide summarizes safe usage rules for automation and agent workflows.

Installation
Add Arex to your dependencies:
defp deps do
  [
    {:arex, "~> 0.1.0"}
  ]
end
Then fetch dependencies:
mix deps.get

Configuration
Arex resolves connection settings in this order:
	per-call options
	application config
	environment variables for url, user, pwd, and db

language works a little differently. It is resolved from call options or application config and otherwise defaults to "sql".
Recommended runtime.exs configuration:
import Config

config :arex,
  url: System.fetch_env!("ARCADEDB_URL"),
  user: System.fetch_env!("ARCADEDB_USER"),
  pwd: System.fetch_env!("ARCADEDB_PASSWORD"),
  db: System.fetch_env!("ARCADEDB_DATABASE"),
  language: "sql"
If you want Arex's built-in environment fallback, export these variables:
	AREX_URL
	AREX_USER
	AREX_PWD
	AREX_DB

Common call options:
	db selects the ArcadeDB database when you do not want to use the configured default.
	type supplies the record type for helpers such as Arex.Record.get/2.
	tenant and scope define the application boundary for boundary-aware helpers.
	receive_timeout sets the HTTP receive timeout in milliseconds.
	retry enables read retries with a value such as [max: 3, backoff_ms: 200].
	transaction and transaction_timeout tune write helpers that need transactional behavior.
	headers merges extra request headers without allowing callers to override auth headers.
	req_options merges sanitized Req options after Arex strips retry settings that would bypass helper policy.

Quick Start
The following example assumes you have a running ArcadeDB server and want to store tenant-scoped customer records in a crm database.
alias Arex.{Query, Record, Schema}

# Run this once when bootstrapping an empty database.
{:ok, _} = Schema.create_document_type("Customer", db: "crm")
{:ok, _} = Schema.create_property("Customer", "external_id", :string, db: "crm")
{:ok, _} = Schema.create_index("Customer", ["external_id"], db: "crm", unique: true)

{:ok, customer} =
  Record.persist(
    %{external_id: "cust-1", name: "Ada Lovelace"},
    db: "crm",
    type: "Customer",
    tenant: "ankara",
    scope: "sales"
  )

{:ok, same_customer} =
  Record.fetch(customer["@rid"], db: "crm", tenant: "ankara", scope: "sales")

{:ok, page} =
  Query.page(
    "select from Customer where tenant = :tenant and scope = :scope order by @rid",
    %{"tenant" => "ankara", "scope" => "sales"},
    db: "crm",
    limit: 25
  )
Boundary Model
Arex treats db, tenant, and scope as separate layers of isolation.
	db chooses the ArcadeDB database.
	tenant scopes records inside a database.
	scope refines data inside a tenant and always requires tenant.

Boundary rules are consistent across the high-level APIs:
	insert-like helpers stamp tenant and scope into written content when present
	boundary-aware reads automatically filter by tenant and scope
	Arex.KV namespaces wrapped key helpers by tenant and scope
	Arex.TimeSeries stamps tenant and scope as tags on boundary-aware writes and filters wrapped SQL/latest reads by those tags
	attempts to mutate protected boundary fields through helper APIs are rejected
	cross-boundary access behaves as :not_found rather than leaking existence

Raw escape hatches such as Arex.KV.run/2, Arex.KV.batch/2, and hand-written TimeSeries SQL or PromQL remain caller-controlled.
This gives application code a stable model without repeating the same predicates in every call site.
Module Guide
	Module	Use it for
	Arex	connectivity checks and server metadata
	Arex.Query	raw reads, paging, and streaming
	Arex.Command	raw write commands and SQLScript execution
	Arex.Record	document-style CRUD helpers
	Arex.Schema	types, properties, indexes, and buckets
	Arex.Database	database creation, existence checks, and summaries
	Arex.KV	Redis-style key/value and hash helpers
	Arex.TimeSeries	TimeSeries DDL, ingestion, and query endpoints
	Arex.Vector	dense, sparse, and hybrid vector search helpers
	Arex.Vertex	vertex creation, updates, and traversal
	Arex.Edge	edge creation and lookups between vertices
	Arex.Error	normalized error maps returned by all helpers

Common Workflows
Records And Queries
Use Arex.Record when you want the library to handle type resolution, boundary stamping, and common CRUD patterns for you.
{:ok, customer} =
  Arex.Record.upsert(
    "Customer",
    %{name: "Ada Lovelace", status: "active"},
    db: "crm",
    where: %{external_id: "cust-1"},
    tenant: "ankara",
    scope: "sales"
  )

{:ok, exists?} =
  Arex.Record.is_there?(
    %{external_id: "cust-1"},
    db: "crm",
    type: "Customer",
    tenant: "ankara",
    scope: "sales"
  )

{:ok, first_row} =
  Arex.Query.first(
    "select from Customer where tenant = :tenant and scope = :scope order by @rid",
    %{"tenant" => "ankara", "scope" => "sales"},
    db: "crm"
  )
Use Arex.Query or Arex.Command when you need explicit control over the statement you send to ArcadeDB.
Graph Workflows
Use Arex.Vertex and Arex.Edge when your application works with graph types but you still want the same boundary semantics as document helpers.
{:ok, alice} =
  Arex.Vertex.create(
    "Person",
    %{name: "Alice"},
    db: "social",
    tenant: "ankara",
    scope: "graph"
  )

{:ok, bob} =
  Arex.Vertex.create(
    "Person",
    %{name: "Bob"},
    db: "social",
    tenant: "ankara",
    scope: "graph"
  )

{:ok, _edge} =
  Arex.Edge.create(
    "Knows",
    alice["@rid"],
    bob["@rid"],
    %{},
    db: "social",
    tenant: "ankara",
    scope: "graph"
  )

{:ok, neighbors} =
  Arex.Vertex.out(alice["@rid"], "Knows", db: "social", tenant: "ankara", scope: "graph")
Schema And Database Administration
Use Arex.Database and Arex.Schema for setup, migrations, test provisioning, and operational inspection.
{:ok, :created} = Arex.Database.create("analytics")
{:ok, _} = Arex.Schema.create_document_type("Event", db: "analytics")
{:ok, _} = Arex.Schema.create_property("Event", "kind", :string, db: "analytics")
{:ok, _} = Arex.Schema.create_index("Event", ["kind"], db: "analytics")
{:ok, stats} = Arex.Database.stats(db: "analytics")
For a deeper walkthrough, see Graph and Schema.
Key/Value Workflows
Use Arex.KV when you want Redis-style helpers over ArcadeDB's Redis-language
command surface without constructing raw command strings.
{:ok, "OK"} =
  Arex.KV.set(
    "session:ada",
    "online",
    db: "crm",
    tenant: "ankara",
    scope: "sales"
  )

{:ok, "online"} =
  Arex.KV.get(
    "session:ada",
    db: "crm",
    tenant: "ankara",
    scope: "sales"
  )
Wrapped key helpers namespace keys by active tenant and scope. Raw helpers
such as Arex.KV.run/2 and Arex.KV.batch/2 stay raw and do not rewrite
arbitrary Redis command strings.
Time-Series Workflows
Use Arex.TimeSeries when you want TimeSeries DDL, ingestion, and endpoint
helpers without hand-building /ts requests or raw create timeseries type
statements.
{:ok, _} =
  Arex.TimeSeries.create_type(
    "CpuMetric",
    "ts",
    [{"host", :string}],
    [{"value", :double}],
    db: "metrics",
    tenant: "ankara",
    scope: "ops"
  )

{:ok, _} =
  Arex.TimeSeries.insert(
    "CpuMetric",
    %{"ts" => 1_715_000_001_000, "host" => "app-1", "value" => 0.42},
    db: "metrics",
    tenant: "ankara",
    scope: "ops"
  )

{:ok, rows} =
  Arex.TimeSeries.query_sql(
    "select from CpuMetric where host = :host order by ts desc",
    %{"host" => "app-1"},
    db: "metrics",
    tenant: "ankara",
    scope: "ops"
  )
Structured TimeSeries helpers stamp tenant and scope as tags when present.
Raw SQL, PromQL, and raw payload endpoints remain available when you need full
control over the underlying ArcadeDB surface.
Vector Workflows
Use Arex.Vector when you want a typed wrapper around ArcadeDB vector indexes
and nearest-neighbor queries.
{:ok, _} = Arex.Schema.create_document_type("Doc", db: "search")
{:ok, _} = Arex.Vector.create_embedding_property("Doc", "embedding", db: "search")

{:ok, _} =
  Arex.Vector.create_dense_index(
    "Doc",
    "embedding",
    768,
    db: "search",
    similarity: :cosine
  )

{:ok, neighbors} =
  Arex.Vector.neighbors(
    "Doc[embedding]",
    [0.12, 0.34, 0.56],
    10,
    db: "search"
  )
The wrapper does not hide ArcadeDB vector concepts. It exists to make common
index metadata and query construction easier to read and harder to get wrong.
Return Values And Errors
All public helpers return one of two shapes:
	{:ok, value}
	{:error, error_map}

Example error:
{:error,
 %{
   kind: :not_found,
   message: "record not found",
   status: nil,
   arcade_code: nil,
   details: nil,
   body: %{},
   request: %{method: :post, path: "/api/v1/query/mydb"}
 }}
Important contract notes:
	persist_multi/2 runs inside one SQLScript transaction and is atomic.
	fetch_multi/2 returns nil entries for missing or out-of-boundary records.
	get_one/2 returns {:ok, nil} for no rows and {:error, %{kind: :multiple_results}} for ambiguous matches.
	upsert/3 requires a non-empty where: clause and fails when more than one row matches.
	Arex.Query.page/3 accepts offset: at the Elixir API boundary, but internally emits ArcadeDB skip and limit syntax.

Runtime Behavior
Arex exposes a small, explicit set of transport controls:
	receive_timeout defaults to 60_000 milliseconds when omitted.
	retry is disabled by default and is supported only on read helpers.
	write helpers reject retry: instead of silently retrying writes.
	req_options are sanitized before merge so callers cannot override helper retry policy.
	headers can add request headers but cannot replace Arex's auth handling.

If you need the lower-level details, see Runtime Behavior.
ArcadeDB Compatibility Notes
Arex documents the ArcadeDB quirks it depends on rather than hiding them:
	generated pagination uses skip and limit because direct offset SQL parsing failed in live ArcadeDB testing
	non-unique index creation must emit ArcadeDB's explicit notunique keyword
	dropping bracketed index names such as Customer[field] requires backtick quoting around the raw SQL index name
	SQLScript scalar returns arrive through the HTTP API as rows such as %{"value" => 5} rather than bare integers

Observability
Arex does not emit its own Telemetry events or logs. Instrumentation belongs at the application boundary:
	wrap Arex calls in your own logging, tracing, or telemetry spans
	use error.request, error.status, and error.details when enriching logs
	redact passwords, auth headers, and other secrets before logging inputs or failures

Local Development
The integration suite expects a live ArcadeDB server with an empty test_db database and the test_user account available. The official Docker image can provision that in one command:
docker run --rm -p 2480:2480 -p 2424:2424 \
  -e 'JAVA_OPTS=-Darcadedb.server.rootPassword=root_password -Darcadedb.server.defaultDatabases=test_db[test_user:test_password]' \
  arcadedata/arcadedb:latest

With the server running, export the values expected by local docs generation and the integration tests:
export AREX_URL=http://localhost:2480/
export AREX_USER=test_user
export AREX_PWD=test_password
export AREX_DB=test_db

Typical maintenance flow:
mix format
mix docs
mix test --cover

mix docs writes the generated site to doc/.
Additional Reading
	Getting Started
	Records and Queries
	Graph and Schema
	Runtime Behavior
	CHANGELOG.md



  

    Getting Started

This guide takes you from a running ArcadeDB server to your first successful reads and writes with Arex.
Arex stays small by design. You do not create a public client struct or open a session object in normal usage. Instead, you call module functions and pass options when you need to override defaults.
Prerequisites
You need:
	an ArcadeDB server that is reachable over HTTP
	credentials for that server
	a target database, or permission to create one

If you want a predictable local environment, the Docker command in README.md starts ArcadeDB with an empty test_db database and test credentials.
Install The Library
Add Arex to your dependency list:
defp deps do
  [
    {:arex, "~> 0.1.0"}
  ]
end
Then fetch dependencies:
mix deps.get

Configure Connection Defaults
Arex resolves connection settings in this order:
	per-call options
	application config
	environment variables for url, user, pwd, and db

language is resolved from call options or application config and otherwise defaults to "sql".
Example runtime.exs:
import Config

config :arex,
  url: System.fetch_env!("ARCADEDB_URL"),
  user: System.fetch_env!("ARCADEDB_USER"),
  pwd: System.fetch_env!("ARCADEDB_PASSWORD"),
  db: System.fetch_env!("ARCADEDB_DATABASE"),
  language: "sql"
Environment fallback names:
	AREX_URL
	AREX_USER
	AREX_PWD
	AREX_DB

Verify Connectivity
Before writing application code, confirm that Arex can reach the server:
{:ok, :pong} = Arex.ping()
{:ok, info} = Arex.server_info()
{:ok, dbs} = Arex.Database.list()
If you need to target a specific server without changing app config, pass connection options directly:
Arex.ping(
  url: "http://localhost:2480/",
  user: "test_user",
  pwd: "test_password"
)
Read Existing Data
When a database already contains data, Arex.Query is the fastest way to get started. With the empty local test database, create a type first and then query it:
{:ok, _} = Arex.Schema.create_document_type("Beer", db: "test_db")
{:ok, _} = Arex.Record.persist(%{id: 1, name: "Hocus Pocus"}, db: "test_db", type: "Beer")

{:ok, rows} =
  Arex.Query.sql(
    "select from Beer where id = :id",
    %{"id" => 1},
    db: "test_db"
  )
Helpful read helpers:
	Arex.Query.sql/3 executes SQL and returns all rows.
	Arex.Query.first/3 returns the first row or nil.
	Arex.Query.one/3 returns exactly one row or fails with :multiple_results.
	Arex.Query.page/3 returns a page map with entries, limit, offset, count, and has_more?.
	Arex.Query.stream_pages/3 yields pages as a stream for larger result sets.

Create Your Own Database And Type
If you are starting from an empty environment, provision a database and type first:
{:ok, :created} = Arex.Database.create("crm")
{:ok, _} = Arex.Schema.create_document_type("Customer", db: "crm")
{:ok, _} = Arex.Schema.create_property("Customer", "external_id", :string, db: "crm")
{:ok, _} = Arex.Schema.create_index("Customer", ["external_id"], db: "crm", unique: true)
That gives you a concrete record type for the higher-level CRUD helpers.
Write Your First Record
Arex.Record.persist/2 inserts when no @rid is present and updates when @rid is present.
{:ok, customer} =
  Arex.Record.persist(
    %{external_id: "cust-1", name: "Ada Lovelace"},
    db: "crm",
    type: "Customer",
    tenant: "ankara",
    scope: "sales"
  )
Important rules:
	type is required for inserts unless the input map already contains @type
	scope always requires tenant
	insert-like helpers stamp tenant and scope into the record when present
	reads using the same boundary only see records that match that boundary

Fetch the record again by RID:
{:ok, same_customer} =
  Arex.Record.fetch(
    customer["@rid"],
    db: "crm",
    tenant: "ankara",
    scope: "sales"
  )
Understand The Boundary Model
Arex uses three layers of isolation:
	db picks the ArcadeDB database.
	tenant scopes records inside that database.
	scope narrows records inside the tenant.

Boundary-aware helpers use these rules consistently:
	writes stamp tenant and scope into stored content
	reads automatically filter by those fields when provided
	attempting to cross boundaries yields :not_found
	helper APIs reject direct mutation of protected boundary keys

This is one of Arex's main advantages over scattering raw SQL through application code.
Pick The Right Module
	Module	Start here when you need
	Arex	connectivity checks and server metadata
	Arex.Query	raw reads and paging
	Arex.Command	raw write commands or SQLScript
	Arex.Record	document-style CRUD
	Arex.Schema	types, properties, indexes, and buckets
	Arex.Database	create, drop, list, or inspect databases
	Arex.KV	Redis-style key/value and hash commands
	Arex.TimeSeries	TimeSeries DDL and endpoint wrappers
	Arex.Vector	vector properties, indexes, and search
	Arex.Vertex	graph vertex creation and traversal
	Arex.Edge	graph edge creation and lookup

Specialized Models
Once the basic record flow is clear, the specialized modules follow the same
core Arex rules: option resolution, normalized {:ok, value} and
{:error, error_map} tuples, and explicit control over when you drop to raw
statements or raw HTTP.
Key/Value
Arex.KV wraps ArcadeDB's Redis-language command surface with boundary-aware
key helpers.
{:ok, "OK"} =
  Arex.KV.set(
    "session:ada",
    "online",
    db: "crm",
    tenant: "ankara",
    scope: "sales"
  )

{:ok, "online"} =
  Arex.KV.get(
    "session:ada",
    db: "crm",
    tenant: "ankara",
    scope: "sales"
  )
Important behavior:
	wrapped key helpers namespace keys by tenant and scope
	raw run/2 and batch/2 stay caller-controlled
	scope still requires tenant

Time-Series
Arex.TimeSeries covers type creation, helper-managed inserts, and dedicated
TimeSeries endpoints.
{:ok, _} =
  Arex.TimeSeries.create_type(
    "CpuMetric",
    "ts",
    [{"host", :string}],
    [{"value", :double}],
    db: "metrics",
    tenant: "ankara",
    scope: "ops"
  )

{:ok, _} =
  Arex.TimeSeries.insert(
    "CpuMetric",
    %{"ts" => 1_715_000_001_000, "host" => "app-1", "value" => 0.42},
    db: "metrics",
    tenant: "ankara",
    scope: "ops"
  )
Important behavior:
	helper-managed writes stamp tenant and scope as tags when present
	wrapped SQL and latest-point reads apply those tags automatically
	raw SQL, raw PromQL, and raw payload helpers stay available when you need full control

Vector Search
Arex.Vector is the convenience layer for ArcadeDB vector properties, indexes,
and nearest-neighbor queries.
{:ok, _} = Arex.Schema.create_document_type("Doc", db: "search")
{:ok, _} = Arex.Vector.create_embedding_property("Doc", "embedding", db: "search")
{:ok, _} = Arex.Vector.create_dense_index("Doc", "embedding", 768, db: "search")
This module keeps the public API close to ArcadeDB's vector features while
avoiding repetitive metadata JSON and index SQL.
What To Read Next
	Records and Queries for the high-level CRUD API and paging semantics.
	Graph and Schema for schema changes, graph helpers, and provisioning workflows.
	Runtime Behavior for retries, timeouts, and normalized error handling.



  

    Records And Queries

This guide covers the core day-to-day API surface in Arex: read helpers, document-style CRUD helpers, boundary behavior, and batching.
Read Helpers
Arex.Query is the direct path when you already know the statement you want ArcadeDB to execute.
	Helper	Use it when
	run/3	you want to use the resolved language from opts or config
	sql/3	you want an explicit SQL query
	first/3	you want the first row or nil
	one/3	you expect zero or one row and want ambiguity to fail
	page/3	you want one page of results plus paging metadata
	stream_pages/3	you want to consume multiple pages lazily

Example:
{:ok, page} =
  Arex.Query.page(
    "select from Customer where tenant = :tenant and scope = :scope order by @rid",
    %{"tenant" => "ankara", "scope" => "sales"},
    db: "crm",
    limit: 100,
    offset: 0
  )
Notes:
	limit must be a positive integer.
	offset must be a non-negative integer.
	the Elixir API accepts offset, but Arex emits ArcadeDB skip and limit internally because that is what the tested HTTP API accepts reliably.

Raw Write Helpers
Arex.Command is the escape hatch when a write does not fit the higher-level APIs.
	Helper	Use it when
	run/3	you want the resolved language for a command
	sql/3	you want an explicit SQL command
	sqlscript/3	you need multiple command steps or explicit transaction blocks

Arex normalizes raw command results to %{count: ..., records: ...}.
Example:
{:ok, %{count: count, records: rows}} =
  Arex.Command.sql(
    "select count(*) as count from Customer where tenant = :tenant and scope = :scope",
    %{"tenant" => "ankara", "scope" => "sales"},
    db: "crm"
  )
Document-Style CRUD Helpers
Arex.Record exists so application code does not need to rebuild the same insert, update, boundary, and cardinality logic over and over.
Insert Or Update With persist/2
persist/2 chooses its behavior from the presence of @rid:
	without @rid, it inserts a new record
	with @rid, it updates the existing record by RID

Insert example:
{:ok, customer} =
  Arex.Record.persist(
    %{external_id: "cust-1", name: "Ada Lovelace"},
    db: "crm",
    type: "Customer",
    tenant: "ankara",
    scope: "sales"
  )
Update example:
{:ok, updated} =
  Arex.Record.persist(
    %{"@rid" => customer["@rid"], "name" => "Ada Byron"},
    db: "crm",
    tenant: "ankara",
    scope: "sales"
  )
persist_new/2 is the clone-like variant. It removes any existing @rid and always inserts a new record.
Fetch By RID
fetch/2 returns one record and enforces boundary checks when tenant or scope are active.
{:ok, record} =
  Arex.Record.fetch(customer["@rid"], db: "crm", tenant: "ankara", scope: "sales")
fetch_multi/2 is useful when you want positional results back. Missing or out-of-boundary rows come back as nil entries instead of failing the whole call.
Find By Filters
get/2, get_one/2, and is_there?/2 are type-aware query helpers.
{:ok, matches} =
  Arex.Record.get(
    %{status: "active"},
    db: "crm",
    type: "Customer",
    tenant: "ankara",
    scope: "sales"
  )

{:ok, maybe_customer} =
  Arex.Record.get_one(
    %{external_id: "cust-1"},
    db: "crm",
    type: "Customer",
    tenant: "ankara",
    scope: "sales"
  )
Important behavior:
	type is required
	filters cannot be empty
	get_one/2 returns {:ok, nil} when nothing matches
	get_one/2 fails with :multiple_results when the filter is ambiguous
	boundary filters are appended automatically when tenant or scope are present

Targeted Mutation Helpers
Arex includes convenience helpers for common mutations:
	update_property/4
	push/4
	pop/4
	switch_on/3
	switch_off/3
	merge/3
	replace/3

Example:
{:ok, updated} =
  Arex.Record.update_property(
    customer["@rid"],
    :city,
    "Ankara",
    db: "crm",
    tenant: "ankara",
    scope: "sales"
  )
Protected fields such as tenant, scope, @rid, @type, @in, and @out are rejected when a helper is documented as protecting them.
Upserts
upsert/3 is useful when your logical identity is a filter rather than a known RID.
{:ok, customer} =
  Arex.Record.upsert(
    "Customer",
    %{name: "Ada Lovelace", status: "active"},
    db: "crm",
    where: %{external_id: "cust-1"},
    tenant: "ankara",
    scope: "sales"
  )
Rules:
	where: is required
	where: cannot be empty
	attributes cannot be empty
	the operation fails if more than one row matches the where: clause

Deletes
vaporize/2 deletes a record map that contains @rid.
vaporize_by_id/2 deletes directly by RID.
Both variants enforce the active boundary before deleting.
Batch Writes And Atomicity
persist_multi/2 stores multiple records inside one SQLScript transaction.
{:ok, [updated, inserted]} =
  Arex.Record.persist_multi(
    [
      %{"@rid" => existing_rid, "name" => "Updated Name"},
      %{"@type" => "Customer", "external_id" => "cust-2", "name" => "New Customer"}
    ],
    db: "crm",
    tenant: "ankara",
    scope: "sales"
  )
If one operation fails, the batch fails as a unit.
Boundary Semantics
Boundaries are a major part of the record API and they apply consistently:
	inserts stamp tenant and scope when present
	reads only return rows that match the active boundary
	RID-based helpers still enforce tenant and scope validation after fetch
	a boundary mismatch is reported as :not_found
	scope cannot be used without tenant

This means identical logical records can exist across tenants or scopes without leaking into one another.
When To Use Query Or Command Instead
Prefer the high-level record API when you want:
	automatic boundary stamping and filtering
	normalized CRUD behavior
	where:-based upserts
	list and boolean convenience helpers

Drop to Arex.Query or Arex.Command when you need:
	a statement that is easier to express directly in SQL
	schema or traversal logic not covered by the higher-level helpers
	SQLScript control over multi-step writes

Related Guides
	Getting Started
	Graph and Schema
	Runtime Behavior

 This guide stays focused on document-style CRUD and raw query/command
helpers. For boundary-aware key/value and time-series workflows, see
README.md and Getting Started, then use
Arex.KV and Arex.TimeSeries directly.


  

    Graph And Schema

This guide covers the operational and graph-oriented parts of Arex: database provisioning, schema changes, vertex and edge helpers, and the boundary rules that apply to graph workflows.
Database Helpers
Arex.Database works at the database level rather than inside a specific record type.
	Helper	Behavior
	list/1	lists database names visible to the configured credentials
	create/2	creates a database and returns {:ok, :created}
	drop/2	drops a database and returns {:ok, :missing} if it does not exist
	exists?/2	returns whether a database exists
	stats/1 and stats/2	returns a lightweight summary built from schema:types

Example:
{:ok, :created} = Arex.Database.create("social")
{:ok, true} = Arex.Database.exists?("social")
{:ok, stats} = Arex.Database.stats("social", [])
Schema Helpers
Arex.Schema keeps the API close to ArcadeDB's schema commands while normalizing some common missing-resource cases.
Types
Use these helpers to create or inspect document, vertex, and edge types:
	types/1
	type/2
	create_document_type/2
	create_vertex_type/2
	create_edge_type/2
	drop_type/2

Example:
{:ok, _} = Arex.Schema.create_document_type("Customer", db: "crm")
{:ok, _} = Arex.Schema.create_vertex_type("Person", db: "social")
{:ok, _} = Arex.Schema.create_edge_type("Knows", db: "social")
drop_type/2 returns {:ok, :missing} when the type is not present.
Properties
Properties are managed per type:
	properties/2
	create_property/4
	drop_property/3

Example:
{:ok, _} = Arex.Schema.create_property("Customer", "external_id", :string, db: "crm")
{:ok, props} = Arex.Schema.properties("Customer", db: "crm")
drop_property/3 also returns {:ok, :missing} when the property does not exist.
Indexes
Index helpers are available globally or per type:
	indexes/1
	indexes/2
	create_index/3
	drop_index/2

Example:
{:ok, _} = Arex.Schema.create_index("Customer", ["external_id"], db: "crm", unique: true)
{:ok, _} = Arex.Schema.create_index("Customer", ["status"], db: "crm")
Important ArcadeDB behavior that Arex handles explicitly:
	non-unique indexes must be created with the notunique keyword
	bracketed index names such as Customer[external_id] must be dropped with backtick quoting

drop_index/2 returns {:ok, :missing} when the index cannot be found.
Buckets
Bucket helpers are available when you need them:
	buckets/1
	bucket/2
	create_bucket/2
	drop_bucket/2

drop_bucket/2 returns {:ok, :missing} when the bucket is absent.
Bootstrapping A Graph Database
The following example shows a small but complete setup flow:
{:ok, :created} = Arex.Database.create("social")
{:ok, _} = Arex.Schema.create_vertex_type("Person", db: "social")
{:ok, _} = Arex.Schema.create_property("Person", "external_id", :string, db: "social")
{:ok, _} = Arex.Schema.create_index("Person", ["external_id"], db: "social", unique: true)
{:ok, _} = Arex.Schema.create_edge_type("Knows", db: "social")
Once the schema exists, the graph helpers become straightforward.
Vertex Helpers
Arex.Vertex builds on the record and query layers.
	Helper	Behavior
	create/3	creates a vertex and stamps active boundaries
	fetch/2	fetches a vertex by RID
	delete/2	deletes a vertex by RID
	merge/3	merges attributes into a vertex
	replace/3	replaces a vertex content payload
	upsert/3	uses the same upsert rules as Arex.Record.upsert/3
	out/3	returns outgoing neighbor vertices
	incoming/3	returns incoming neighbor vertices
	both/3	returns incoming and outgoing neighbor vertices

Example:
{:ok, alice} =
  Arex.Vertex.create(
    "Person",
    %{external_id: "p-1", name: "Alice"},
    db: "social",
    tenant: "ankara",
    scope: "graph"
  )
Traversal calls can optionally limit by edge type:
{:ok, neighbors} =
  Arex.Vertex.out(alice["@rid"], "Knows", db: "social", tenant: "ankara", scope: "graph")
Edge Helpers
Arex.Edge is the companion module for graph relationships.
	Helper	Behavior
	create/5	creates an edge between two existing vertices
	fetch/2	fetches an edge by RID
	delete/2	deletes an edge by RID
	between/4	finds edges from one vertex to another, optionally by edge type
	out_rid/1	extracts the source RID from an edge record
	in_rid/1	extracts the destination RID from an edge record

Example:
{:ok, bob} =
  Arex.Vertex.create(
    "Person",
    %{external_id: "p-2", name: "Bob"},
    db: "social",
    tenant: "ankara",
    scope: "graph"
  )

{:ok, edge} =
  Arex.Edge.create(
    "Knows",
    alice["@rid"],
    bob["@rid"],
    %{},
    db: "social",
    tenant: "ankara",
    scope: "graph"
  )

{:ok, edges} =
  Arex.Edge.between(
    alice["@rid"],
    bob["@rid"],
    "Knows",
    db: "social",
    tenant: "ankara",
    scope: "graph"
  )
Boundary-Aware Graph Behavior
The graph helpers use the same tenant and scope rules as the record helpers:
	vertex and edge creation stamp active boundaries into the stored record
	the source and destination records must already be visible within the active boundary
	traversal results are filtered to the active boundary before they are returned
	cross-boundary access behaves as :not_found or an empty result, depending on the helper

This matters when multiple tenants can have similarly shaped graph data inside the same database.
Related Guides
	Getting Started
	Records and Queries
	Runtime Behavior



  

    Runtime Behavior

This guide documents the parts of Arex that affect production behavior: option resolution, retries, timeouts, normalized errors, observability, and ArcadeDB-specific quirks.
Option Resolution
Arex resolves options in a predictable order:
	per-call options
	application config for :arex
	environment variables for url, user, pwd, and db

language does not use environment fallback. It comes from call options or application config and otherwise defaults to "sql".
This means you can keep stable connection defaults in config while overriding them per call for tests, admin jobs, or multi-database workloads.
Important Call Options
	Option	Meaning
	db	target database for the call
	type	type name for type-aware record helpers
	tenant	tenant boundary
	scope	scope boundary inside a tenant
	language	query or command language, defaulting to sql
	receive_timeout	HTTP receive timeout in milliseconds
	retry	read retry policy such as [max: 3, backoff_ms: 200]
	transaction	write transaction mode, one of :auto, :required, or false
	transaction_timeout	positive integer timeout for transactional helpers
	headers	extra request headers, merged without overriding auth
	req_options	sanitized Req options merged into the request

Validation rules worth remembering:
	scope requires tenant
	receive_timeout and transaction_timeout must be positive integers when present
	retry must be false or a keyword list with non-negative max and backoff_ms
	headers must be a map or keyword list
	req_options must be a map or keyword list

Timeouts And Retries
Arex makes retry behavior explicit instead of hiding it behind transport defaults.
	receive_timeout defaults to 60_000 milliseconds when omitted
	read helpers can opt into retry with retry: [max: n, backoff_ms: ms]
	write helpers reject retry: with {:error, %{kind: :bad_opts, ...}}
	req_options retry-related keys are stripped so callers cannot override helper retry policy indirectly

Example read tuning:
Arex.Query.sql(
  "select from Customer where external_id = :external_id",
  %{"external_id" => "cust-1"},
  db: "crm",
  receive_timeout: 15_000,
  retry: [max: 2, backoff_ms: 100]
)
Return Contract
Every public helper returns one of two shapes:
	{:ok, value}
	{:error, error_map}

Arex uses normalized error maps so application code can branch on error.kind instead of parsing raw HTTP bodies.
Example:
{:error,
 %{
   kind: :arcadedb,
   message: "Database 'crm' is not available",
   status: 500,
   arcade_code: nil,
   details: nil,
   body: %{},
   request: %{method: :post, path: "/api/v1/query/crm"}
 }}
Common kind values:
	:arcadedb
	:database_required
	:type_required
	:scope_without_tenant
	:invalid_identifier
	:multiple_results
	:transaction_required
	:bad_opts
	:not_found

Boundary Behavior
Boundary rules are runtime behavior, not just convenience syntax.
	insert-like helpers stamp tenant and scope into stored content
	boundary-aware reads filter by tenant and scope
	Arex.KV applies boundary namespaces on wrapped key helpers such as get/2, set/3, and exists?/2
	Arex.TimeSeries stamps tenant and scope into boundary-aware writes and filters wrapped SQL/latest reads through those tags
	RID-based reads and writes still enforce boundary visibility
	crossing a boundary is treated as :not_found

That behavior is what lets Arex provide safe multi-tenant helpers without exposing cross-boundary existence through helper APIs.
Raw escape hatches stay raw:
	Arex.KV.run/2 and Arex.KV.batch/2 do not rewrite arbitrary Redis command strings
	hand-written TimeSeries SQL, PromQL, JSON payloads, or remote-read/write payloads are still caller-controlled unless a wrapper explicitly adds boundary tags or filters

Transport Details
Arex builds on Req and ArcadeDB's HTTP API.
Important details:
	caller headers are merged on top of Arex defaults, except authorization, which is protected
	req_options are merged after sanitization
	low-level helpers use /api/v1/query/:db, /api/v1/command/:db, and /api/v1/server
	Arex.Query.sql/3 and Arex.Command.sql/3 always force language: "sql"
	Arex.Command.sqlscript/3 forces language: "sqlscript"

Observability And Logging
Arex does not emit Telemetry events or structured logs on its own.
Recommended practice:
	wrap Arex calls in your own tracing, logging, or telemetry spans
	attach error.kind, error.status, and error.request to logs or spans
	redact passwords, auth headers, and other secrets before logging inputs or failures
	keep any Req or Finch instrumentation at your application boundary rather than expecting Arex-specific events

ArcadeDB-Specific Behavior
Arex documents the ArcadeDB behavior it relies on explicitly:
	pagination uses skip and limit, not raw offset, in generated SQL
	non-unique index creation requires explicit notunique
	dropping bracketed index names requires backtick quoting
	SQLScript scalar results come back as rows such as %{"value" => 5}

These are not theoretical notes. They are behaviors observed against the live HTTP API and encoded into helper behavior.


  

    skill


name: arex
description: 'Use when working with Arex, the ArcadeDB-native Elixir client, including tenant/scope aware records, schema helpers, graph helpers, raw query/command usage, and production rollout guidance.'

Arex Skill Guide
Use this guide when an AI agent needs to work with Arex in application code.
Purpose
Arex is an ArcadeDB-native Elixir client that wraps the HTTP API with higher-level helpers for:
	querying and raw commands
	key/value and time-series access
	vector search and embedding index helpers
	tenant and scope aware records
	schema and database operations
	graph traversal and edge creation

Guide Map
	../getting_started.md for setup, configuration, and first-use examples.
	../records_and_queries.md for CRUD helpers, paging, batching, and upserts.
	../graph_and_schema.md for provisioning, schema changes, and graph usage.
	../runtime_behavior.md for retries, timeouts, normalized errors, and observability.

Configuration Rules
	Connection values are resolved from call opts, then app config, then env for url, user, pwd, and db.
	language is not env-backed. It comes from call opts or app config and otherwise defaults to "sql".
	receive_timeout defaults to 60 seconds when omitted.
	retry is disabled by default and is only supported on read helpers.
	transaction_timeout is a call-local write option, not config or env state.
	scope requires tenant.

Core Modules
	Arex: ping and server info.
	Arex.Query: read-oriented helpers such as sql/3, first/3, one/3, page/3, and stream_pages/3.
	Arex.Command: raw command helpers such as sql/3 and sqlscript/3.
	Arex.KV: Redis-language key/value and persistent hash helpers over HTTP.
	Arex.TimeSeries: TimeSeries DDL, SQL access, line protocol, JSON query, PromQL, and Grafana endpoint helpers.
	Arex.Vector: vector property setup, dense and sparse index creation, nearest-neighbor queries, and hybrid fusion helpers.
	Arex.Record: CRUD helpers with boundary stamping and filtering.
	Arex.Schema and Arex.Database: administrative helpers.
	Arex.Vertex and Arex.Edge: graph helpers built on top of Arex.Record, Arex.Query, and Arex.Command.

Usage Conventions
	Prefer Arex.Query.sql/3 and Arex.Command.sql/3 unless you explicitly need a non-SQL language.
	Prefer Arex.KV over hand-built Redis command strings for common key/value flows.
	Prefer Arex.TimeSeries for TimeSeries DDL and dedicated endpoint usage instead of hand-building /ts paths.
	Prefer Arex.Vector for LSM_VECTOR, LSM_SPARSE_VECTOR, and vector.* SQL wrappers instead of hand-building metadata JSON.
	Use Arex.Record for document-style reads and writes instead of building raw statements for common CRUD paths.
	Use tenant and scope consistently on both reads and writes when the application model is boundary-aware.
	Prefer wrapped Arex.KV helpers over run/2 when you want tenant/scope key isolation.
	Prefer wrapped Arex.TimeSeries insert and query helpers over raw SQL or raw line protocol when you want tenant/scope tags enforced automatically.
	Do not try to mutate tenant, scope, @rid, @type, @in, or @out through helper APIs that explicitly protect those fields.
	Use persist_multi/2 when you need one transaction across many record changes.

Important Behaviors
	persist_multi/2 runs inside one SQLScript transaction.
	fetch_multi/2 returns nil entries for missing or out-of-boundary records.
	get_one/2 returns {:ok, nil} for no rows and {:error, %{kind: :multiple_results}} for ambiguous matches.
	upsert/3 requires a non-empty where: clause and fails when more than one row matches.
	Query pagination uses skip and limit under the hood because ArcadeDB rejected direct offset SQL in live testing.
	Non-unique index creation requires the explicit notunique keyword in ArcadeDB SQL.
	Dropping bracketed index names such as Customer[field] requires backtick quoting.
	SQLScript scalar responses come back through the HTTP API as result rows such as %{"value" => 5}.
	Write helpers reject retry: and Arex strips retry-related keys from req_options.
	Arex.Http.request/4 is the low-level escape hatch for authenticated non-standard ArcadeDB endpoints.
	Wrapped Arex.KV key helpers namespace keys by active tenant and scope, but run/2 and batch/2 are still raw.
	Wrapped Arex.TimeSeries writes stamp tenant and scope tags, and wrapped SQL/latest reads apply those boundaries when present.

Operational Rules
	Arex does not emit its own Telemetry events or logs; instrument call sites at the application boundary.
	Log normalized error maps instead of raw payload guesses, but redact credentials and auth headers.
	For local verification or CI, start arcadedata/arcadedb with an empty test_db database provisioned as test_db[test_user:test_password]; integration tests must run without relying on sample imports or root-only database creation.

Example
{:ok, customer} =
  Arex.Record.persist(
    %{name: "Ada"},
    db: "crm",
    type: "Customer",
    tenant: "ankara",
    scope: "sales"
  )

{:ok, page} =
  Arex.Query.page(
    "select from Customer order by @rid",
    %{},
    db: "crm",
    tenant: "ankara",
    scope: "sales",
    limit: 50
  )
When To Drop Lower
	Use Arex.Http only when you need raw request/response control.
	Use Arex.Sql and Arex.Options only for internal extensions or library work, not typical application code.



  

    Changelog

[0.1.0] - 2026-05-19
Added
	Initial release
	ArcadeDB-native Elixir client
	Tenant/scope-aware record, graph, KV, TimeSeries, and vector helpers



  

    
Arex 
    



      
Small top-level entry points for server reachability and metadata.
Arex keeps the root module minimal. It does not expose a
public client struct or a connection process. Instead, the library is
organized into focused modules such as Arex.Record, Arex.Query,
Arex.Command, Arex.Schema, Arex.KV, Arex.TimeSeries, Arex.Vertex,
and Arex.Edge.
Use this module when you need:
	a lightweight startup or readiness check
	server metadata such as version and server name
	a simple top-level health probe without choosing a model-specific module

Like the rest of Arex, these helpers return normalized {:ok, value} and
{:error, error_map} tuples so application code can treat connectivity
checks the same way it treats ordinary data access.

      


      
        Summary


  
    Functions
  


    
      
        ping(opts \\ [])

      


        Performs a lightweight connectivity check against the configured ArcadeDB server.



    


    
      
        server_info(opts \\ [])

      


        Fetches raw server metadata from ArcadeDB.



    





      


      
        Functions


        


    

  
    
      
    
    
      ping(opts \\ [])



        
          
        

    

  


  

Performs a lightweight connectivity check against the configured ArcadeDB server.
This helper delegates to server_info/1 and returns {:ok, :pong} when the
server metadata request succeeds. On failure it returns the same normalized
error tuple that server_info/1 would return.

  



    

  
    
      
    
    
      server_info(opts \\ [])



        
          
        

    

  


  

Fetches raw server metadata from ArcadeDB.
This is a thin wrapper over the low-level HTTP transport and is useful for
diagnostics, startup checks, and admin tooling that needs server details such
as version or server identity.

  


        

      


  

    
Arex.Command 
    



      
Write-oriented raw command helpers.
Use this module for ArcadeDB commands that are not naturally modeled by the
higher-level Arex.Record, Arex.Schema, Arex.Vertex, or Arex.Edge
helpers.
Results are normalized to %{count: ..., records: ...} so application code
can handle common command shapes consistently even when ArcadeDB returns
slightly different response bodies.
Use Arex.Command when you want explicit write statements and still want:
	Arex option resolution
	normalized error tuples
	stable result normalization
	explicit control over SQL versus SQLScript

If a write maps cleanly to a higher-level helper, prefer that helper first.

      


      
        Summary


  
    Functions
  


    
      
        run(statement, params \\ %{}, opts \\ [])

      


        Executes a raw command using the resolved language.



    


    
      
        sql(statement, params \\ %{}, opts \\ [])

      


        Executes a SQL command.



    


    
      
        sqlscript(statement, params \\ %{}, opts \\ [])

      


        Executes a SQLScript command.



    





      


      
        Functions


        


    

    

  
    
      
    
    
      run(statement, params \\ %{}, opts \\ [])



        
          
        

    

  


  

Executes a raw command using the resolved language.
The return value is normalized to %{count: ..., records: ...} so callers can
handle common command shapes consistently.
Use this when you want the command language to come from resolved options
rather than forcing sql or sqlscript explicitly.

  



    

    

  
    
      
    
    
      sql(statement, params \\ %{}, opts \\ [])



        
          
        

    

  


  

Executes a SQL command.
This helper always forces language: "sql" regardless of any configured
default language.

  



    

    

  
    
      
    
    
      sqlscript(statement, params \\ %{}, opts \\ [])



        
          
        

    

  


  

Executes a SQLScript command.
Use this for multi-step write flows, explicit transactional scripts, or other
SQLScript-only features.

  


        

      


  

    
Arex.KV 
    



      
Key/value helpers built on ArcadeDB's Redis-language command support.
Arex.KV wraps the Redis-compatible HTTP command surface that ArcadeDB
exposes through /api/v1/command/:db with language: "redis".
Use this module when you want transient Redis-style key/value operations or
persistent hash-style commands without constructing raw Redis command strings
by hand. Wrapped helpers apply active tenant and scope values as a key
namespace. When you need a command that is not wrapped here, use run/2.
The important distinction is between structured helpers and raw commands:
	wrapped helpers such as get/2, set/3, exists?/2, and hset/3 apply
Arex boundary behavior when the target shape is known
	run/2 and batch/2 remain raw Redis-language escape hatches

That split keeps the public API predictable without pretending Arex can
safely rewrite arbitrary Redis command strings.

      


      
        Summary


  
    Functions
  


    
      
        batch(commands, opts \\ [])

      


        Executes multiple Redis-language commands as a newline-delimited batch.



    


    
      
        decr(key, opts \\ [])

      


        Decrements a transient numeric key by 1 with DECR.



    


    
      
        decrby(key, amount, opts \\ [])

      


        Decrements a transient numeric key by the provided amount with DECRBY.



    


    
      
        delete(keys, opts \\ [])

      


        Deletes one or more transient keys with DEL.



    


    
      
        exists?(key, opts \\ [])

      


        Returns whether a transient key exists.



    


    
      
        get(key, opts \\ [])

      


        Reads a transient key with GET.



    


    
      
        hdel(target, keys, opts \\ [])

      


        Deletes one or more persistent records or indexed entries with HDEL.



    


    
      
        hget(target, key, opts \\ [])

      


        Retrieves a persistent record or indexed value with HGET.



    


    
      
        hmget(target, keys, opts \\ [])

      


        Retrieves multiple persistent records or indexed values with HMGET.



    


    
      
        hset(target, payload, opts \\ [])

      


        Creates or updates one persistent record payload with HSET.



    


    
      
        incr(key, opts \\ [])

      


        Increments a transient numeric key by 1 with INCR.



    


    
      
        incrby(key, amount, opts \\ [])

      


        Increments a transient numeric key by the provided amount with INCRBY.



    


    
      
        incrbyfloat(key, amount, opts \\ [])

      


        Increments a transient numeric key by a floating-point amount with INCRBYFLOAT.



    


    
      
        ping(opts \\ [])

      


        Sends PING and returns the Redis-compatible response payload.



    


    
      
        run(command, opts \\ [])

      


        Executes a raw Redis-language command and returns the normalized command result.



    


    
      
        set(key, value, opts \\ [])

      


        Writes a transient key with SET.



    


    
      
        value(arg)

      


        Unwraps the first value field from a normalized Redis-language command result.



    





      


      
        Functions


        


    

  
    
      
    
    
      batch(commands, opts \\ [])



        
          
        

    

  


  

Executes multiple Redis-language commands as a newline-delimited batch.

  



    

  
    
      
    
    
      decr(key, opts \\ [])



        
          
        

    

  


  

Decrements a transient numeric key by 1 with DECR.

  



    

  
    
      
    
    
      decrby(key, amount, opts \\ [])



        
          
        

    

  


  

Decrements a transient numeric key by the provided amount with DECRBY.

  



    

  
    
      
    
    
      delete(keys, opts \\ [])



        
          
        

    

  


  

Deletes one or more transient keys with DEL.

  



    

  
    
      
    
    
      exists?(key, opts \\ [])



        
          
        

    

  


  

Returns whether a transient key exists.

  



    

  
    
      
    
    
      get(key, opts \\ [])



        
          
        

    

  


  

Reads a transient key with GET.

  



    

  
    
      
    
    
      hdel(target, keys, opts \\ [])



        
          
        

    

  


  

Deletes one or more persistent records or indexed entries with HDEL.

  



    

  
    
      
    
    
      hget(target, key, opts \\ [])



        
          
        

    

  


  

Retrieves a persistent record or indexed value with HGET.

  



    

  
    
      
    
    
      hmget(target, keys, opts \\ [])



        
          
        

    

  


  

Retrieves multiple persistent records or indexed values with HMGET.

  



    

  
    
      
    
    
      hset(target, payload, opts \\ [])



        
          
        

    

  


  

Creates or updates one persistent record payload with HSET.

  



    

  
    
      
    
    
      incr(key, opts \\ [])



        
          
        

    

  


  

Increments a transient numeric key by 1 with INCR.

  



    

  
    
      
    
    
      incrby(key, amount, opts \\ [])



        
          
        

    

  


  

Increments a transient numeric key by the provided amount with INCRBY.

  



    

  
    
      
    
    
      incrbyfloat(key, amount, opts \\ [])



        
          
        

    

  


  

Increments a transient numeric key by a floating-point amount with INCRBYFLOAT.

  



    

  
    
      
    
    
      ping(opts \\ [])



        
          
        

    

  


  

Sends PING and returns the Redis-compatible response payload.

  



    

  
    
      
    
    
      run(command, opts \\ [])



        
          
        

    

  


  

Executes a raw Redis-language command and returns the normalized command result.

  



    

  
    
      
    
    
      set(key, value, opts \\ [])



        
          
        

    

  


  

Writes a transient key with SET.

  



  
    
      
    
    
      value(arg)



        
          
        

    

  


  

Unwraps the first value field from a normalized Redis-language command result.

  


        

      


  

    
Arex.Query 
    



      
Read-oriented query helpers.
Arex.Query is the lowest-friction way to execute read statements without
dropping all the way to Arex.Http. It keeps option resolution, normalized
error handling, and paging behavior aligned with the rest of the library.
Use sql/3 for ordinary ArcadeDB SQL queries and run/3 when you want the
query language to come from call options or application config.
Arex.Query is statement-oriented. It does not infer record
types or append tenant and scope predicates automatically. If you want
type-aware or boundary-aware CRUD semantics, prefer Arex.Record.

      


      
        Summary


  
    Functions
  


    
      
        first(statement, params \\ %{}, opts \\ [])

      


        Returns the first row from a paged query or nil when the query is empty.



    


    
      
        one(statement, params \\ %{}, opts \\ [])

      


        Returns exactly one row or nil.



    


    
      
        page(statement, params \\ %{}, opts \\ [])

      


        Returns one page of rows using ArcadeDB skip and limit semantics.



    


    
      
        run(statement, params \\ %{}, opts \\ [])

      


        Executes a raw query using the resolved query language.



    


    
      
        sql(statement, params \\ %{}, opts \\ [])

      


        Executes a SQL query.



    


    
      
        stream_pages(statement, params \\ %{}, opts \\ [])

      


        Streams query pages until there are no more rows.



    





      


      
        Functions


        


    

    

  
    
      
    
    
      first(statement, params \\ %{}, opts \\ [])



        
          
        

    

  


  

Returns the first row from a paged query or nil when the query is empty.
Internally this delegates to page/3 with limit: 1.

  



    

    

  
    
      
    
    
      one(statement, params \\ %{}, opts \\ [])



        
          
        

    

  


  

Returns exactly one row or nil.
When the query returns more than one row, the function fails with a normalized
:multiple_results error.

  



    

    

  
    
      
    
    
      page(statement, params \\ %{}, opts \\ [])



        
          
        

    

  


  

Returns one page of rows using ArcadeDB skip and limit semantics.
The returned map contains :entries, :limit, :offset, :count, and
:has_more?. Arex fetches one extra row internally so it can answer the
has_more? question without requiring a separate count query.

  



    

    

  
    
      
    
    
      run(statement, params \\ %{}, opts \\ [])



        
          
        

    

  


  

Executes a raw query using the resolved query language.
language comes from call options, application config, or the default
"sql". This helper is useful when you want Arex to honor the resolved
language instead of forcing SQL.

  



    

    

  
    
      
    
    
      sql(statement, params \\ %{}, opts \\ [])



        
          
        

    

  


  

Executes a SQL query.
This helper always forces language: "sql" regardless of any configured
default language.

  



    

    

  
    
      
    
    
      stream_pages(statement, params \\ %{}, opts \\ [])



        
          
        

    

  


  

Streams query pages until there are no more rows.
The stream yields {:ok, page_map} tuples and stops at the first error,
which is yielded as {:error, error_map}.

  


        

      


  

    
Arex.Record 
    



      
Document-style CRUD helpers with tenant and scope awareness.
Arex.Record is the main high-level API for working with ordinary ArcadeDB
records. It stamps boundaries on writes, filters reads by boundaries when
provided, and returns normalized errors for missing or ambiguous results.
Input maps may use atom or string keys for ordinary fields. The module keeps
common CRUD workflows, boundary enforcement, and RID-based operations out of
handwritten SQL so application code can stay focused on domain logic.
Reach for Arex.Record when you want:
	inserts and updates decided from record shape
	where:-based upserts
	boundary-aware reads and deletes
	batch persistence in one SQLScript transaction

This is the module that most application code should start with before
dropping to raw Arex.Query or Arex.Command.

      


      
        Summary


  
    Functions
  


    
      
        category(record)

      


        Extracts @cat from a record map.



    


    
      
        fetch(rid, opts \\ [])

      


        Fetches a record by RID and enforces the active tenant and scope boundary.



    


    
      
        fetch_multi(rids, opts \\ [])

      


        Fetches many records by RID, returning nil for missing or out-of-boundary rows.



    


    
      
        get(filters, opts \\ [])

      


        Finds records by filters and the required type option.



    


    
      
        get_one(filters, opts \\ [])

      


        Returns one matching record or nil, failing on ambiguous matches.



    


    
      
        get_property(rid, property, opts \\ [])

      


        Fetches one property from a record identified by RID.



    


    
      
        is_there?(filters, opts \\ [])

      


        Returns whether at least one record matches the provided filters.



    


    
      
        merge(rid, attrs, opts \\ [])

      


        Merges attributes into an existing record and re-fetches the result.



    


    
      
        persist(record, opts \\ [])

      


        Inserts a new record or updates an existing one.



    


    
      
        persist_multi(records, opts \\ [])

      


        Persists many records in a single SQLScript transaction.



    


    
      
        persist_new(record, opts \\ [])

      


        Inserts a copy of a record while ignoring any existing @rid.



    


    
      
        pop(rid, property, value, opts \\ [])

      


        Removes a value from a list property when present.



    


    
      
        push(rid, property, value, opts \\ [])

      


        Appends a value to a list property when it is not already present.



    


    
      
        replace(rid, attrs, opts \\ [])

      


        Replaces a record's content while preserving its current boundary fields.



    


    
      
        rid(record)

      


        Extracts @rid from a record map.



    


    
      
        switch_off(rid, property, opts \\ [])

      


        Sets a boolean property to false.



    


    
      
        switch_on(rid, property, opts \\ [])

      


        Sets a boolean property to true.



    


    
      
        type(record)

      


        Extracts @type from a record map.



    


    
      
        update_property(rid, property, value, opts \\ [])

      


        Updates one mutable property and re-fetches the record.



    


    
      
        upsert(type, attrs, opts \\ [])

      


        Upserts one record by type and where: filter.



    


    
      
        vaporize(record, opts \\ [])

      


        Deletes a record map that contains @rid.



    


    
      
        vaporize_by_id(rid, opts \\ [])

      


        Deletes a record by RID.



    





      


      
        Functions


        


  
    
      
    
    
      category(record)



        
          
        

    

  


  

Extracts @cat from a record map.

  



    

  
    
      
    
    
      fetch(rid, opts \\ [])



        
          
        

    

  


  

Fetches a record by RID and enforces the active tenant and scope boundary.

  



    

  
    
      
    
    
      fetch_multi(rids, opts \\ [])



        
          
        

    

  


  

Fetches many records by RID, returning nil for missing or out-of-boundary rows.
This keeps the returned list aligned with the input RID order.

  



    

  
    
      
    
    
      get(filters, opts \\ [])



        
          
        

    

  


  

Finds records by filters and the required type option.
Active tenant and scope values are appended automatically to the filter
predicate when present.

  



    

  
    
      
    
    
      get_one(filters, opts \\ [])



        
          
        

    

  


  

Returns one matching record or nil, failing on ambiguous matches.

  



    

  
    
      
    
    
      get_property(rid, property, opts \\ [])



        
          
        

    

  


  

Fetches one property from a record identified by RID.

  



    

  
    
      
    
    
      is_there?(filters, opts \\ [])



        
          
        

    

  


  

Returns whether at least one record matches the provided filters.
This is a convenience wrapper over get/2 with limit: 1.

  



    

  
    
      
    
    
      merge(rid, attrs, opts \\ [])



        
          
        

    

  


  

Merges attributes into an existing record and re-fetches the result.

  



    

  
    
      
    
    
      persist(record, opts \\ [])



        
          
        

    

  


  

Inserts a new record or updates an existing one.
Records without @rid are inserted. Records with @rid are updated by RID.

  



    

  
    
      
    
    
      persist_multi(records, opts \\ [])



        
          
        

    

  


  

Persists many records in a single SQLScript transaction.
The batch succeeds or fails atomically. Records with @rid are updated and
records without @rid are inserted.

  



    

  
    
      
    
    
      persist_new(record, opts \\ [])



        
          
        

    

  


  

Inserts a copy of a record while ignoring any existing @rid.

  



    

  
    
      
    
    
      pop(rid, property, value, opts \\ [])



        
          
        

    

  


  

Removes a value from a list property when present.

  



    

  
    
      
    
    
      push(rid, property, value, opts \\ [])



        
          
        

    

  


  

Appends a value to a list property when it is not already present.

  



    

  
    
      
    
    
      replace(rid, attrs, opts \\ [])



        
          
        

    

  


  

Replaces a record's content while preserving its current boundary fields.

  



  
    
      
    
    
      rid(record)



        
          
        

    

  


  

Extracts @rid from a record map.

  



    

  
    
      
    
    
      switch_off(rid, property, opts \\ [])



        
          
        

    

  


  

Sets a boolean property to false.

  



    

  
    
      
    
    
      switch_on(rid, property, opts \\ [])



        
          
        

    

  


  

Sets a boolean property to true.

  



  
    
      
    
    
      type(record)



        
          
        

    

  


  

Extracts @type from a record map.

  



    

  
    
      
    
    
      update_property(rid, property, value, opts \\ [])



        
          
        

    

  


  

Updates one mutable property and re-fetches the record.

  



    

  
    
      
    
    
      upsert(type, attrs, opts \\ [])



        
          
        

    

  


  

Upserts one record by type and where: filter.
The where: clause must be non-empty, and the operation fails when more than
one row matches. Boundary fields from opts remain authoritative and are
stamped onto the stored record.

  



    

  
    
      
    
    
      vaporize(record, opts \\ [])



        
          
        

    

  


  

Deletes a record map that contains @rid.

  



    

  
    
      
    
    
      vaporize_by_id(rid, opts \\ [])



        
          
        

    

  


  

Deletes a record by RID.

  


        

      


  

    
Arex.TimeSeries 
    



      
Time-series helpers for ArcadeDB TimeSeries types and endpoints.
Arex.TimeSeries covers three layers of the ArcadeDB time-series surface:
	SQL-backed DDL and analytical queries
	dedicated JSON and line-protocol HTTP endpoints
	PromQL, Grafana, and Prometheus-compatible HTTP endpoints

The helpers return the same {:ok, value} and {:error, error_map} shapes as
the rest of Arex. When you need a TimeSeries capability that is not wrapped
here yet, use Arex.Query.sql/3, Arex.Command.sql/3, or Arex.Http.request/4.
Arex treats time-series data as boundary-aware when you use the structured
helpers:
	helper-managed type creation adds tenant and scope tags when needed
	helper-managed writes stamp active boundaries into rows or line protocol
	wrapped SQL and latest-point helpers apply those boundary tags on read

Raw SQL, raw PromQL, and raw payload helpers remain available when callers
need full control over the underlying ArcadeDB surface.

      


      
        Summary


  
    Functions
  


    
      
        add_downsampling_policy(name, policies, opts \\ [])

      


        Adds one or more downsampling policies to a TimeSeries type.



    


    
      
        continuous_aggregates(opts \\ [])

      


        Lists continuous aggregates from schema:continuousAggregates.



    


    
      
        create_continuous_aggregate(name, query, opts \\ [])

      


        Creates a continuous aggregate.



    


    
      
        create_type(name, timestamp, tags, fields, opts \\ [])

      


        Creates a TimeSeries type with the given timestamp, tags, and fields definition.



    


    
      
        drop_continuous_aggregate(name, opts \\ [])

      


        Drops a continuous aggregate.



    


    
      
        drop_downsampling_policy(name, opts \\ [])

      


        Drops all downsampling policies from a TimeSeries type.



    


    
      
        drop_type(name, opts \\ [])

      


        Drops a TimeSeries type.



    


    
      
        grafana_health(opts \\ [])

      


        Checks the Grafana datasource health endpoint for ArcadeDB TimeSeries.



    


    
      
        grafana_metadata(opts \\ [])

      


        Fetches Grafana metadata for ArcadeDB TimeSeries types.



    


    
      
        grafana_query(payload, opts \\ [])

      


        Executes a Grafana DataFrame-style query.



    


    
      
        insert(type, attrs, opts \\ [])

      


        Inserts a single sample map into a TimeSeries type using SQL content syntax.



    


    
      
        insert_many(type, rows, opts \\ [])

      


        Inserts multiple sample maps into a TimeSeries type in one SQLScript transaction.



    


    
      
        latest(type, opts \\ [])

      


        Fetches the latest point for a TimeSeries type.



    


    
      
        prom_label_values(name, opts \\ [])

      


        Lists available values for a PromQL label.



    


    
      
        prom_labels(opts \\ [])

      


        Lists available PromQL label names.



    


    
      
        prom_remote_read(payload, opts \\ [])

      


        Sends a raw Prometheus remote-read payload.



    


    
      
        prom_remote_write(payload, opts \\ [])

      


        Sends a raw Prometheus remote-write payload.



    


    
      
        prom_series(matchers, opts \\ [])

      


        Finds series matching one or more PromQL selectors.



    


    
      
        promql(expression, opts \\ [])

      


        Executes a PromQL instant query.



    


    
      
        promql_range(expression, opts \\ [])

      


        Executes a PromQL range query.



    


    
      
        promql_sql(expression, timestamp_ms \\ nil, opts \\ [])

      


        Evaluates a PromQL expression through SQL using promql().



    


    
      
        query_json(payload, opts \\ [])

      


        Executes a TimeSeries JSON query against /api/v1/ts/:db/query.



    


    
      
        query_sql(statement, params \\ %{}, opts \\ [])

      


        Executes a SQL query against TimeSeries data.



    


    
      
        refresh_continuous_aggregate(name, opts \\ [])

      


        Refreshes a continuous aggregate.



    


    
      
        write_lines(lines, opts \\ [])

      


        Writes InfluxDB line protocol samples to /api/v1/ts/:db/write.



    





      


      
        Functions


        


    

  
    
      
    
    
      add_downsampling_policy(name, policies, opts \\ [])



        
          
        

    

  


  

Adds one or more downsampling policies to a TimeSeries type.

  



    

  
    
      
    
    
      continuous_aggregates(opts \\ [])



        
          
        

    

  


  

Lists continuous aggregates from schema:continuousAggregates.

  



    

  
    
      
    
    
      create_continuous_aggregate(name, query, opts \\ [])



        
          
        

    

  


  

Creates a continuous aggregate.

  



    

  
    
      
    
    
      create_type(name, timestamp, tags, fields, opts \\ [])



        
          
        

    

  


  

Creates a TimeSeries type with the given timestamp, tags, and fields definition.

  



    

  
    
      
    
    
      drop_continuous_aggregate(name, opts \\ [])



        
          
        

    

  


  

Drops a continuous aggregate.

  



    

  
    
      
    
    
      drop_downsampling_policy(name, opts \\ [])



        
          
        

    

  


  

Drops all downsampling policies from a TimeSeries type.

  



    

  
    
      
    
    
      drop_type(name, opts \\ [])



        
          
        

    

  


  

Drops a TimeSeries type.

  



    

  
    
      
    
    
      grafana_health(opts \\ [])



        
          
        

    

  


  

Checks the Grafana datasource health endpoint for ArcadeDB TimeSeries.

  



    

  
    
      
    
    
      grafana_metadata(opts \\ [])



        
          
        

    

  


  

Fetches Grafana metadata for ArcadeDB TimeSeries types.

  



    

  
    
      
    
    
      grafana_query(payload, opts \\ [])



        
          
        

    

  


  

Executes a Grafana DataFrame-style query.

  



    

  
    
      
    
    
      insert(type, attrs, opts \\ [])



        
          
        

    

  


  

Inserts a single sample map into a TimeSeries type using SQL content syntax.

  



    

  
    
      
    
    
      insert_many(type, rows, opts \\ [])



        
          
        

    

  


  

Inserts multiple sample maps into a TimeSeries type in one SQLScript transaction.

  



    

  
    
      
    
    
      latest(type, opts \\ [])



        
          
        

    

  


  

Fetches the latest point for a TimeSeries type.

  



    

  
    
      
    
    
      prom_label_values(name, opts \\ [])



        
          
        

    

  


  

Lists available values for a PromQL label.

  



    

  
    
      
    
    
      prom_labels(opts \\ [])



        
          
        

    

  


  

Lists available PromQL label names.

  



    

  
    
      
    
    
      prom_remote_read(payload, opts \\ [])



        
          
        

    

  


  

Sends a raw Prometheus remote-read payload.

  



    

  
    
      
    
    
      prom_remote_write(payload, opts \\ [])



        
          
        

    

  


  

Sends a raw Prometheus remote-write payload.

  



    

  
    
      
    
    
      prom_series(matchers, opts \\ [])



        
          
        

    

  


  

Finds series matching one or more PromQL selectors.

  



    

  
    
      
    
    
      promql(expression, opts \\ [])



        
          
        

    

  


  

Executes a PromQL instant query.

  



    

  
    
      
    
    
      promql_range(expression, opts \\ [])



        
          
        

    

  


  

Executes a PromQL range query.

  



    

    

  
    
      
    
    
      promql_sql(expression, timestamp_ms \\ nil, opts \\ [])



        
          
        

    

  


  

Evaluates a PromQL expression through SQL using promql().

  



    

  
    
      
    
    
      query_json(payload, opts \\ [])



        
          
        

    

  


  

Executes a TimeSeries JSON query against /api/v1/ts/:db/query.

  



    

    

  
    
      
    
    
      query_sql(statement, params \\ %{}, opts \\ [])



        
          
        

    

  


  

Executes a SQL query against TimeSeries data.

  



    

  
    
      
    
    
      refresh_continuous_aggregate(name, opts \\ [])



        
          
        

    

  


  

Refreshes a continuous aggregate.

  



    

  
    
      
    
    
      write_lines(lines, opts \\ [])



        
          
        

    

  


  

Writes InfluxDB line protocol samples to /api/v1/ts/:db/write.

  


        

      


  

    
Arex.Vector 
    



      
Vector search helpers for ArcadeDB dense, sparse, and hybrid retrieval.
Arex.Vector wraps the ArcadeDB SQL surface for vector properties, dense
LSM_VECTOR indexes, sparse LSM_SPARSE_VECTOR indexes, nearest-neighbor
queries, and hybrid fusion.
Use this module when the raw SQL is too repetitive or too easy to get wrong.
It keeps the public API focused on the practical tasks most application code
cares about:
	declaring the right property types for embeddings
	building dense and sparse vector indexes with validated options
	issuing nearest-neighbor queries with structured parameters
	composing hybrid fusion queries without hand-building metadata JSON

The goal is not to hide the underlying ArcadeDB model, but to make the
common vector workflows safer and easier to read.

      


      
        Summary


  
    Functions
  


    
      
        create_dense_index(type_name, property_name, dimensions, opts \\ [])

      


        Creates a dense LSM_VECTOR index on an embedding property.



    


    
      
        create_embedding_property(type_name, property_name, opts \\ [])

      


        Creates an embedding property with the correct ArcadeDB type for the selected encoding.



    


    
      
        create_sparse_index(type_name, tokens_property, weights_property, opts \\ [])

      


        Creates a sparse LSM_SPARSE_VECTOR index on token and weight properties.



    


    
      
        create_sparse_properties(type_name, tokens_property, weights_property, opts \\ [])

      


        Creates the token and weight properties required for sparse vector indexes.



    


    
      
        fuse(source_queries, opts \\ [])

      


        Runs a hybrid vector fusion query from multiple ranked SQL sub-pipelines.



    


    
      
        index_ref(type_name, property_name)

      


        Builds the ArcadeDB index reference string Type[property].



    


    
      
        neighbors(index, query_vector, limit, opts \\ [])

      


        Runs a dense nearest-neighbor query and returns expanded result rows.



    


    
      
        sparse_neighbors(index, query_indices, query_weights, limit, opts \\ [])

      


        Runs a sparse nearest-neighbor query and returns expanded result rows.



    





      


      
        Functions


        


    

  
    
      
    
    
      create_dense_index(type_name, property_name, dimensions, opts \\ [])



        
          
        

    

  


  

Creates a dense LSM_VECTOR index on an embedding property.

  



    

  
    
      
    
    
      create_embedding_property(type_name, property_name, opts \\ [])



        
          
        

    

  


  

Creates an embedding property with the correct ArcadeDB type for the selected encoding.

  



    

  
    
      
    
    
      create_sparse_index(type_name, tokens_property, weights_property, opts \\ [])



        
          
        

    

  


  

Creates a sparse LSM_SPARSE_VECTOR index on token and weight properties.

  



    

  
    
      
    
    
      create_sparse_properties(type_name, tokens_property, weights_property, opts \\ [])



        
          
        

    

  


  

Creates the token and weight properties required for sparse vector indexes.

  



    

  
    
      
    
    
      fuse(source_queries, opts \\ [])



        
          
        

    

  


  

Runs a hybrid vector fusion query from multiple ranked SQL sub-pipelines.

  



  
    
      
    
    
      index_ref(type_name, property_name)



        
          
        

    

  


  

Builds the ArcadeDB index reference string Type[property].

  



    

  
    
      
    
    
      neighbors(index, query_vector, limit, opts \\ [])



        
          
        

    

  


  

Runs a dense nearest-neighbor query and returns expanded result rows.

  



    

  
    
      
    
    
      sparse_neighbors(index, query_indices, query_weights, limit, opts \\ [])



        
          
        

    

  


  

Runs a sparse nearest-neighbor query and returns expanded result rows.

  


        

      


  

    
Arex.Edge 
    



      
Graph edge helpers with tenant and scope awareness.
Edges are created and queried with the same tenant and scope boundary rules as
records and vertices.
Use this module when your relationship data is naturally represented as
ArcadeDB edges and you want Arex to validate vertex visibility, stamp active
boundaries, and normalize RID-oriented operations.
Arex.Edge complements Arex.Vertex rather than replacing it. Use the two
together when you want explicit graph workflows with the same boundary model
that Arex applies to document helpers.

      


      
        Summary


  
    Functions
  


    
      
        between(from_rid, to_rid, edge_type \\ nil, opts \\ [])

      


        Finds edges from one vertex RID to another, optionally restricted by edge type.



    


    
      
        create(edge_type, from_rid, to_rid, attrs \\ %{}, opts \\ [])

      


        Creates an edge between two existing vertices.



    


    
      
        delete(rid, opts \\ [])

      


        Deletes an edge by RID after confirming it is visible within the active boundary.



    


    
      
        fetch(rid, opts \\ [])

      


        Fetches an edge by RID using the same boundary rules as record fetches.



    


    
      
        in_rid(edge_record)

      


        Extracts the incoming RID from an edge record.



    


    
      
        out_rid(edge_record)

      


        Extracts the outgoing RID from an edge record.



    





      


      
        Functions


        


    

    

  
    
      
    
    
      between(from_rid, to_rid, edge_type \\ nil, opts \\ [])



        
          
        

    

  


  

Finds edges from one vertex RID to another, optionally restricted by edge type.
Returned rows are filtered to the active tenant and scope boundary.

  



    

    

  
    
      
    
    
      create(edge_type, from_rid, to_rid, attrs \\ %{}, opts \\ [])



        
          
        

    

  


  

Creates an edge between two existing vertices.
Both endpoint RIDs must be valid and visible within the active boundary
before the edge is created.

  



    

  
    
      
    
    
      delete(rid, opts \\ [])



        
          
        

    

  


  

Deletes an edge by RID after confirming it is visible within the active boundary.

  



    

  
    
      
    
    
      fetch(rid, opts \\ [])



        
          
        

    

  


  

Fetches an edge by RID using the same boundary rules as record fetches.

  



  
    
      
    
    
      in_rid(edge_record)



        
          
        

    

  


  

Extracts the incoming RID from an edge record.

  



  
    
      
    
    
      out_rid(edge_record)



        
          
        

    

  


  

Extracts the outgoing RID from an edge record.

  


        

      


  

    
Arex.Vertex 
    



      
Graph vertex helpers with boundary-aware traversal.
This module builds vertex creation and traversal operations on top of the core
record, query, and command helpers while preserving tenant and scope
boundaries.
Use Arex.Vertex when your application works with ArcadeDB vertex types but
still wants the same ergonomics as Arex.Record: validated identifiers,
normalized errors, boundary stamping on writes, and boundary filtering on
reads and traversals.
In practice this module is a thin, focused graph layer over the record and
query primitives. It exists so graph code can stay as concise and explicit as
document code without losing the tenant/scope model.

      


      
        Summary


  
    Functions
  


    
      
        both(rid, edge_type \\ nil, opts \\ [])

      


        Traverses both incoming and outgoing neighbor vertices, optionally restricted by edge type.



    


    
      
        create(type, attrs, opts \\ [])

      


        Creates a vertex and stamps any active tenant and scope values.



    


    
      
        delete(rid, opts \\ [])

      


        Deletes a vertex by RID after confirming it is visible within the active boundary.



    


    
      
        fetch(rid, opts \\ [])

      


        Fetches a vertex by RID using the same boundary rules as Arex.Record.fetch/2.



    


    
      
        incoming(rid, edge_type \\ nil, opts \\ [])

      


        Traverses incoming neighbor vertices, optionally restricted by edge type.



    


    
      
        merge(rid, attrs, opts \\ [])

      


        Merges attributes into a vertex and re-fetches the updated record.



    


    
      
        out(rid, edge_type \\ nil, opts \\ [])

      


        Traverses outgoing neighbor vertices, optionally restricted by edge type.



    


    
      
        replace(rid, attrs, opts \\ [])

      


        Replaces a vertex content payload while preserving its current boundary fields.



    


    
      
        upsert(type, attrs, opts \\ [])

      


        Upserts a vertex type using the same cardinality and boundary rules as Arex.Record.upsert/3.



    





      


      
        Functions


        


    

    

  
    
      
    
    
      both(rid, edge_type \\ nil, opts \\ [])



        
          
        

    

  


  

Traverses both incoming and outgoing neighbor vertices, optionally restricted by edge type.

  



    

  
    
      
    
    
      create(type, attrs, opts \\ [])



        
          
        

    

  


  

Creates a vertex and stamps any active tenant and scope values.
The type name is validated before Arex sends the create vertex command.

  



    

  
    
      
    
    
      delete(rid, opts \\ [])



        
          
        

    

  


  

Deletes a vertex by RID after confirming it is visible within the active boundary.

  



    

  
    
      
    
    
      fetch(rid, opts \\ [])



        
          
        

    

  


  

Fetches a vertex by RID using the same boundary rules as Arex.Record.fetch/2.

  



    

    

  
    
      
    
    
      incoming(rid, edge_type \\ nil, opts \\ [])



        
          
        

    

  


  

Traverses incoming neighbor vertices, optionally restricted by edge type.

  



    

  
    
      
    
    
      merge(rid, attrs, opts \\ [])



        
          
        

    

  


  

Merges attributes into a vertex and re-fetches the updated record.

  



    

    

  
    
      
    
    
      out(rid, edge_type \\ nil, opts \\ [])



        
          
        

    

  


  

Traverses outgoing neighbor vertices, optionally restricted by edge type.

  



    

  
    
      
    
    
      replace(rid, attrs, opts \\ [])



        
          
        

    

  


  

Replaces a vertex content payload while preserving its current boundary fields.

  



    

  
    
      
    
    
      upsert(type, attrs, opts \\ [])



        
          
        

    

  


  

Upserts a vertex type using the same cardinality and boundary rules as Arex.Record.upsert/3.

  


        

      


  

    
Arex.Database 
    



      
Database-level administrative helpers.
These functions operate on ArcadeDB databases themselves rather than records
inside a database. They are typically used in setup, provisioning, test
workflows, and lightweight operational inspection.
Reach for this module when you need to create or drop databases, check server
visibility, or collect a compact type summary for a target database.
This module stays narrow on purpose. It does not try to expose every
server-level administrative operation, only the ones that are common in test
setup, local development, and operational checks.

      


      
        Summary


  
    Functions
  


    
      
        create(name, opts \\ [])

      


        Creates a database and returns {:ok, :created} on success.



    


    
      
        drop(name, opts \\ [])

      


        Drops a database when it exists.



    


    
      
        exists?(name, opts \\ [])

      


        Returns whether the named database exists.



    


    
      
        list(opts \\ [])

      


        Lists database names visible to the configured ArcadeDB server credentials.



    


    
      
        stats(opts)

      


        Returns a lightweight summary for the current database in opts.



    


    
      
        stats(name, opts)

      


        Returns a lightweight summary for the named database.



    





      


      
        Functions


        


    

  
    
      
    
    
      create(name, opts \\ [])



        
          
        

    

  


  

Creates a database and returns {:ok, :created} on success.
The database name is validated before the command is sent to ArcadeDB.

  



    

  
    
      
    
    
      drop(name, opts \\ [])



        
          
        

    

  


  

Drops a database when it exists.
Returns {:ok, :missing} when the database does not exist.

  



    

  
    
      
    
    
      exists?(name, opts \\ [])



        
          
        

    

  


  

Returns whether the named database exists.
This checks the server-scoped existence endpoint rather than querying inside
the database.

  



    

  
    
      
    
    
      list(opts \\ [])



        
          
        

    

  


  

Lists database names visible to the configured ArcadeDB server credentials.

  



  
    
      
    
    
      stats(opts)



        
          
        

    

  


  

Returns a lightweight summary for the current database in opts.
The result includes :type_count and the raw type rows returned from
schema:types.

  



  
    
      
    
    
      stats(name, opts)



        
          
        

    

  


  

Returns a lightweight summary for the named database.
This variant injects db: name into the query options before loading
schema:types.

  


        

      


  

    
Arex.Schema 
    



      
Schema, index, and bucket helpers.
Arex.Schema keeps common ArcadeDB schema operations close to the underlying
SQL commands while normalizing return values for missing resources. Use it to
inspect types, create or drop schema elements, and provision buckets.
The module aims to sit in the middle ground between raw SQL and a large DSL:
	identifiers are validated before commands are sent
	common missing-resource cases come back as {:ok, :missing}
	the public API stays close to ArcadeDB terminology

That makes it suitable for migrations, application bootstrapping, and test
setup without forcing callers to build schema SQL by hand.

      


      
        Summary


  
    Functions
  


    
      
        bucket(name, opts \\ [])

      


        Returns one bucket row by name or nil when the bucket does not exist.



    


    
      
        buckets(opts \\ [])

      


        Lists buckets in the target database.



    


    
      
        create_bucket(name, opts \\ [])

      


        Creates a bucket.



    


    
      
        create_document_type(name, opts \\ [])

      


        Creates a document type.



    


    
      
        create_edge_type(name, opts \\ [])

      


        Creates an edge type.



    


    
      
        create_index(type_name, fields, opts \\ [])

      


        Creates an index on one or more fields.



    


    
      
        create_property(type_name, property_name, property_type, opts \\ [])

      


        Creates a property on a type using the given ArcadeDB property type.



    


    
      
        create_vertex_type(name, opts \\ [])

      


        Creates a vertex type.



    


    
      
        drop_bucket(name, opts \\ [])

      


        Drops a bucket and returns {:ok, :missing} when the bucket does not exist.



    


    
      
        drop_index(index_name, opts \\ [])

      


        Drops an index by name, returning {:ok, :missing} when absent.



    


    
      
        drop_property(type_name, property_name, opts \\ [])

      


        Drops a property and returns {:ok, :missing} when the property does not exist.



    


    
      
        drop_type(name, opts \\ [])

      


        Drops a type when it exists, returning {:ok, :missing} when absent.



    


    
      
        indexes(opts \\ [])

      


        Lists all indexes across all types in the target database.



    


    
      
        indexes(type_name, opts)

      


        Lists indexes for a single type.



    


    
      
        properties(type_name, opts \\ [])

      


        Lists all properties for a type.



    


    
      
        type(name, opts \\ [])

      


        Returns one type row by name or nil when the type does not exist.



    


    
      
        types(opts \\ [])

      


        Lists all types in the target database.



    





      


      
        Functions


        


    

  
    
      
    
    
      bucket(name, opts \\ [])



        
          
        

    

  


  

Returns one bucket row by name or nil when the bucket does not exist.

  



    

  
    
      
    
    
      buckets(opts \\ [])



        
          
        

    

  


  

Lists buckets in the target database.

  



    

  
    
      
    
    
      create_bucket(name, opts \\ [])



        
          
        

    

  


  

Creates a bucket.

  



    

  
    
      
    
    
      create_document_type(name, opts \\ [])



        
          
        

    

  


  

Creates a document type.

  



    

  
    
      
    
    
      create_edge_type(name, opts \\ [])



        
          
        

    

  


  

Creates an edge type.

  



    

  
    
      
    
    
      create_index(type_name, fields, opts \\ [])



        
          
        

    

  


  

Creates an index on one or more fields.
Pass unique: true for a unique index. Otherwise Arex emits ArcadeDB's
explicit notunique type because that is the syntax required by the tested
HTTP API.

  



    

  
    
      
    
    
      create_property(type_name, property_name, property_type, opts \\ [])



        
          
        

    

  


  

Creates a property on a type using the given ArcadeDB property type.

  



    

  
    
      
    
    
      create_vertex_type(name, opts \\ [])



        
          
        

    

  


  

Creates a vertex type.

  



    

  
    
      
    
    
      drop_bucket(name, opts \\ [])



        
          
        

    

  


  

Drops a bucket and returns {:ok, :missing} when the bucket does not exist.

  



    

  
    
      
    
    
      drop_index(index_name, opts \\ [])



        
          
        

    

  


  

Drops an index by name, returning {:ok, :missing} when absent.

  



    

  
    
      
    
    
      drop_property(type_name, property_name, opts \\ [])



        
          
        

    

  


  

Drops a property and returns {:ok, :missing} when the property does not exist.

  



    

  
    
      
    
    
      drop_type(name, opts \\ [])



        
          
        

    

  


  

Drops a type when it exists, returning {:ok, :missing} when absent.

  



    

  
    
      
    
    
      indexes(opts \\ [])



        
          
        

    

  


  

Lists all indexes across all types in the target database.

  



  
    
      
    
    
      indexes(type_name, opts)



        
          
        

    

  


  

Lists indexes for a single type.

  



    

  
    
      
    
    
      properties(type_name, opts \\ [])



        
          
        

    

  


  

Lists all properties for a type.

  



    

  
    
      
    
    
      type(name, opts \\ [])



        
          
        

    

  


  

Returns one type row by name or nil when the type does not exist.

  



    

  
    
      
    
    
      types(opts \\ [])



        
          
        

    

  


  

Lists all types in the target database.

  


        

      


  

    
Arex.Error 
    



      
Normalized error constructors used across Arex.
Public helpers return {:error, error_map} tuples where error_map.kind is
suitable for pattern matching and the remaining fields preserve debugging
context from the originating request.
The goal of this module is stability at the API boundary. Callers should be
able to branch on error.kind without parsing raw response payloads, while
still having access to the request metadata and any ArcadeDB-specific detail
that was available.
In practice this means:
	transport errors and ArcadeDB errors share one shape
	kind is the main field for pattern matching in application code
	request metadata stays attached for observability and debugging
	helper-level validation failures look the same as remote failures

Most application code will not call these constructors directly, but the
module is public so consumers can rely on the documented error shape and the
stable kind vocabulary.

      


      
        Summary


  
    Types
  


    
      
        request_meta()

      


        Metadata about the request that produced the error.



    


    
      
        t()

      


        Normalized error map returned by Arex APIs.



    





  
    Functions
  


    
      
        arcadedb(message, status, body, request, arcade_code \\ nil, details \\ nil)

      


        Builds a normalized error map from an ArcadeDB failure response.



    


    
      
        bad_opts(message, request, details \\ nil)

      


        Returns an error indicating that call options were invalid.



    


    
      
        database_required(request)

      


        Returns an error indicating that a database name was required but absent.



    


    
      
        from_body(status, body, request)

      


        Builds a normalized ArcadeDB error map from a response body.



    


    
      
        invalid_identifier(identifier, request)

      


        Returns an error indicating that an identifier failed validation.



    


    
      
        multiple_results(message, request, details \\ nil)

      


        Returns an error indicating that a query or helper matched too many rows.



    


    
      
        not_found(message, request, details \\ nil)

      


        Returns an error indicating that a requested entity was not found.



    


    
      
        scope_without_tenant(request)

      


        Returns an error indicating that scope cannot be used without tenant.



    


    
      
        transaction_required(message, request, details \\ nil)

      


        Returns an error indicating that a transaction was required.



    


    
      
        transport(exception, request)

      


        Builds an error map from a transport-layer exception.



    


    
      
        type_required(request)

      


        Returns an error indicating that a type name was required but absent.



    





      


      
        Types


        


  
    
      
    
    
      request_meta()



        
          
        

    

  


  

      

          @type request_meta() :: %{method: atom() | nil, path: String.t() | nil}


      


Metadata about the request that produced the error.

  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %{
  kind: atom(),
  message: String.t(),
  status: integer() | nil,
  arcade_code: String.t() | nil,
  details: any(),
  body: map(),
  request: request_meta()
}


      


Normalized error map returned by Arex APIs.
kind is the field intended for pattern matching. The remaining fields carry
human-readable diagnostics and request context.

  


        

      

      
        Functions


        


    

    

  
    
      
    
    
      arcadedb(message, status, body, request, arcade_code \\ nil, details \\ nil)



        
          
        

    

  


  

Builds a normalized error map from an ArcadeDB failure response.

  



    

  
    
      
    
    
      bad_opts(message, request, details \\ nil)



        
          
        

    

  


  

Returns an error indicating that call options were invalid.

  



  
    
      
    
    
      database_required(request)



        
          
        

    

  


  

Returns an error indicating that a database name was required but absent.

  



  
    
      
    
    
      from_body(status, body, request)



        
          
        

    

  


  

Builds a normalized ArcadeDB error map from a response body.
Structured bodies contribute error, detail, and exception fields when
they are present. Plain bodies are wrapped into a minimal map so callers still
receive a consistent error shape.

  



  
    
      
    
    
      invalid_identifier(identifier, request)



        
          
        

    

  


  

Returns an error indicating that an identifier failed validation.

  



    

  
    
      
    
    
      multiple_results(message, request, details \\ nil)



        
          
        

    

  


  

Returns an error indicating that a query or helper matched too many rows.

  



    

  
    
      
    
    
      not_found(message, request, details \\ nil)



        
          
        

    

  


  

Returns an error indicating that a requested entity was not found.

  



  
    
      
    
    
      scope_without_tenant(request)



        
          
        

    

  


  

Returns an error indicating that scope cannot be used without tenant.

  



    

  
    
      
    
    
      transaction_required(message, request, details \\ nil)



        
          
        

    

  


  

Returns an error indicating that a transaction was required.

  



  
    
      
    
    
      transport(exception, request)



        
          
        

    

  


  

Builds an error map from a transport-layer exception.

  



  
    
      
    
    
      type_required(request)



        
          
        

    

  


  

Returns an error indicating that a type name was required but absent.

  


        

      


  

    
Arex.Http 
    



      
Low-level ArcadeDB HTTP transport.
Most application code should prefer higher-level modules such as
Arex.Query, Arex.Command, Arex.Record, Arex.Schema, Arex.Vertex,
and Arex.Edge. This module is the thin boundary to the underlying Req-based
transport layer.
Arex.Http resolves options, builds authenticated requests, normalizes error
responses, and applies the library's read-versus-write retry policy. It is
useful for extensions, diagnostics, and coverage of ArcadeDB endpoints that
do not justify a dedicated public wrapper yet.
Reach for Arex.Http when you need:
	raw access to an ArcadeDB HTTP endpoint
	custom request bodies, query params, or response decoding behavior
	a temporary escape hatch while evaluating a new public helper

Stay on the higher-level helpers when you want Arex to handle model-specific
concerns such as boundary stamping, result normalization, or purpose-built
input validation.

      


      
        Summary


  
    Functions
  


    
      
        command_raw(statement, params \\ %{}, opts \\ [])

      


        Executes a raw command request against /api/v1/command/:db.



    


    
      
        exists_database?(db_name, opts \\ [])

      


        Checks whether a database exists on the configured server.



    


    
      
        list_databases(opts \\ [])

      


        Lists databases visible to the configured server credentials.



    


    
      
        query_raw(statement, params \\ %{}, opts \\ [])

      


        Executes a raw query request against /api/v1/query/:db.



    


    
      
        request(method, path, body \\ nil, opts \\ [])

      


        Performs an authenticated HTTP request against an arbitrary ArcadeDB path.



    


    
      
        server_command(command, opts \\ [])

      


        Executes a server-scoped administrative command.



    


    
      
        server_info(opts \\ [])

      


        Fetches ArcadeDB server metadata from /api/v1/server.



    


    
      
        unwrap_result(body)

      


        Unwraps the common %{"result" => ...} ArcadeDB response envelope when present.



    





      


      
        Functions


        


    

    

  
    
      
    
    
      command_raw(statement, params \\ %{}, opts \\ [])



        
          
        

    

  


  

Executes a raw command request against /api/v1/command/:db.
The target database must be resolved before the request is sent. Write
helpers do not allow retry configuration.

  



    

  
    
      
    
    
      exists_database?(db_name, opts \\ [])



        
          
        

    

  


  

Checks whether a database exists on the configured server.

  



    

  
    
      
    
    
      list_databases(opts \\ [])



        
          
        

    

  


  

Lists databases visible to the configured server credentials.

  



    

    

  
    
      
    
    
      query_raw(statement, params \\ %{}, opts \\ [])



        
          
        

    

  


  

Executes a raw query request against /api/v1/query/:db.
The target database must be resolved before the request is sent. Read retry
settings are honored when present.

  



    

    

  
    
      
    
    
      request(method, path, body \\ nil, opts \\ [])



        
          
        

    

  


  

Performs an authenticated HTTP request against an arbitrary ArcadeDB path.

  



    

  
    
      
    
    
      server_command(command, opts \\ [])



        
          
        

    

  


  

Executes a server-scoped administrative command.
This helper targets /api/v1/server and is used for operations such as
database creation and deletion.

  



    

  
    
      
    
    
      server_info(opts \\ [])



        
          
        

    

  


  

Fetches ArcadeDB server metadata from /api/v1/server.

  



  
    
      
    
    
      unwrap_result(body)



        
          
        

    

  


  

Unwraps the common %{"result" => ...} ArcadeDB response envelope when present.

  


        

      


  

    
Arex.Options 
    



      
Internal option normalization and precedence rules.
Resolution order is:
	per-call options
	application config for :arex
	environment variables for url, user, pwd, and db

language is not env-backed. It comes from call options or
application config and otherwise defaults to "sql".
The resolved output is the internal options map used throughout Arex. This
module validates boundary rules, normalizes string-like values, sanitizes
transport options, and ensures callers cannot bypass retry policy through
nested Req configuration.
Arex.Options is public mainly for transparency and extension work. Typical
application code should pass ordinary keyword lists to the public helpers and
let those helpers resolve options internally.
Use this module directly only when you are extending Arex or building wrapper
layers that need to mirror the library's exact precedence and validation
rules.

      


      
        Summary


  
    Functions
  


    
      
        resolve(resolved)

      


        Resolves Arex options into Arex's internal options map.



    


    
      
        sanitize_req_options(req_options)

      


        Removes Req retry settings so callers cannot bypass Arex retry rules.



    





      


      
        Functions


        


  
    
      
    
    
      resolve(resolved)



        
          
        

    

  


  

Resolves Arex options into Arex's internal options map.
Already-resolved maps are returned unchanged. Keyword-list input is validated,
merged with config and environment fallback values, and normalized so
connection-related values become strings internally.

  



  
    
      
    
    
      sanitize_req_options(req_options)



        
          
        

    

  


  

Removes Req retry settings so callers cannot bypass Arex retry rules.
This is applied before req_options are merged into the transport request.

  


        

      


  

    
Arex.Sql 
    



      
Lower-level SQL validation and query-building helpers.
Most application code should prefer Arex.Record, Arex.Query,
Arex.Schema, and the graph helpers. Arex.Sql is useful when extending
Arex or building custom wrappers on top of the same validation and boundary
rules.
This module is where Arex centralizes reusable SQL-oriented behavior such as:
	identifier and RID validation
	boundary stamping for inserts
	boundary-aware filter construction
	protection of system-managed or boundary-managed fields

Keeping those rules here lets higher-level modules stay small while still
sharing one consistent definition of tenant/scope behavior.

      


      
        Summary


  
    Functions
  


    
      
        build_assignment_clause(attrs, prefix \\ "s")

      


        Builds a parameterized set clause from an attribute map.



    


    
      
        build_filter_clause(filters, opts)

      


        Builds a parameterized where clause from filters and the active boundary.



    


    
      
        content_from_insert_attrs(attrs, opts)

      


        Drops system fields and stamps boundaries for insert content payloads.



    


    
      
        drop_system_and_boundary_keys(attrs)

      


        Drops system-managed and boundary keys before merge-style updates.



    


    
      
        json_map(map)

      


        JSON-encodes a map for inline SQL content and merge clauses.



    


    
      
        matches_boundary?(record, arg2)

      


        Returns whether a record matches the active tenant and scope boundary.



    


    
      
        normalize_map(map)

      


        Normalizes a map so all keys are strings.



    


    
      
        reject_protected_attrs(attrs)

      


        Rejects attribute maps that attempt to mutate protected or system-managed keys.



    


    
      
        reject_protected_property(property)

      


        Rejects protected property names that helper APIs must not mutate directly.



    


    
      
        stamp_boundaries(attrs, map)

      


        Stamps active tenant and scope values onto an attribute map.



    


    
      
        type_from_attrs(attrs, map)

      


        Resolves the effective type from record attrs and the resolved type option.



    


    
      
        validate_identifier(identifier)

      


        Validates a type, property, or other generated SQL identifier.



    


    
      
        validate_index_name(index_name)

      


        Validates an ArcadeDB index name, including bracketed names such as Customer[field].



    


    
      
        validate_rid(rid)

      


        Validates an ArcadeDB RID such as #12:0.



    





      


      
        Functions


        


    

  
    
      
    
    
      build_assignment_clause(attrs, prefix \\ "s")



        
          
        

    

  


  

Builds a parameterized set clause from an attribute map.

  



  
    
      
    
    
      build_filter_clause(filters, opts)



        
          
        

    

  


  

Builds a parameterized where clause from filters and the active boundary.

  



  
    
      
    
    
      content_from_insert_attrs(attrs, opts)



        
          
        

    

  


  

Drops system fields and stamps boundaries for insert content payloads.

  



  
    
      
    
    
      drop_system_and_boundary_keys(attrs)



        
          
        

    

  


  

Drops system-managed and boundary keys before merge-style updates.

  



  
    
      
    
    
      json_map(map)



        
          
        

    

  


  

JSON-encodes a map for inline SQL content and merge clauses.

  



  
    
      
    
    
      matches_boundary?(record, arg2)



        
          
        

    

  


  

Returns whether a record matches the active tenant and scope boundary.

  



  
    
      
    
    
      normalize_map(map)



        
          
        

    

  


  

Normalizes a map so all keys are strings.

  



  
    
      
    
    
      reject_protected_attrs(attrs)



        
          
        

    

  


  

Rejects attribute maps that attempt to mutate protected or system-managed keys.

  



  
    
      
    
    
      reject_protected_property(property)



        
          
        

    

  


  

Rejects protected property names that helper APIs must not mutate directly.

  



  
    
      
    
    
      stamp_boundaries(attrs, map)



        
          
        

    

  


  

Stamps active tenant and scope values onto an attribute map.

  



  
    
      
    
    
      type_from_attrs(attrs, map)



        
          
        

    

  


  

Resolves the effective type from record attrs and the resolved type option.

  



  
    
      
    
    
      validate_identifier(identifier)



        
          
        

    

  


  

Validates a type, property, or other generated SQL identifier.

  



  
    
      
    
    
      validate_index_name(index_name)



        
          
        

    

  


  

Validates an ArcadeDB index name, including bracketed names such as Customer[field].

  



  
    
      
    
    
      validate_rid(rid)



        
          
        

    

  


  

Validates an ArcadeDB RID such as #12:0.
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