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Ash Framework Documentation
    

Welcome! Here you will find everything you need to know to get started with and use Ash.

  
    
  
  Dive In


	What is Ash?
	Get Started


  
    
  
  About the Documentation


Tutorials walk you through a series of steps to accomplish a goal. These are learning-oriented, and are a great place for beginners to start.

Topics provide a high level overview of a specific concept or feature. These are understanding-oriented, and are perfect for discovering design patterns, features, and tools related to a given topic.

How-to guides are goal-oriented recipes for accomplishing specific tasks. These are also good to browse to get an idea of how Ash works and what is possible with it.

Reference documentation is produced automatically from our source code. It comes in the form of module documentation and DSL documentation. This documentation is information-oriented. Use the sidebar and the searchbar to find relevant reference information.
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  Packages


The Ash ecosystem consists of numerous packages, all of which have their own documentation. If you can't find something in this documentation, don't forget to search in any potentially relevant package.

  
    
  
  Data Layers


	AshPostgres | PostgreSQL data layer
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  Learn with Livebook


We have a basic step by step tutorial in Livebook that introduces you to Ash. No prior Ash knowledge is required.
The Livebook tutorial is self contained and separate from the documentation below.
[image: Run in Livebook]


  
    
  
  Goals


In this guide we will:
	Create a new Elixir application and add Ash as a dependency
	Create a simple set of resources and see how they can be used
	Go over some core concepts of Ash
	Find out what material might be good to visit next


  
    
  
  Requirements


If you want to follow along yourself, you will need the following things:
	Elixir and Erlang installed
	A text editor to make the changes that we make
	A terminal to run the examples using iex


  
    
  
  Steps


For this tutorial, we'll use examples based around creating a help desk.
We will make the following resources:
	Helpdesk.Support.Ticket
	Helpdesk.Support.Representative

The actions we will be able to take on these resources include:
	Opening a new Ticket
	Closing a Ticket
	Assigning a Ticket to a representative


  
    
  
  Create a new project


We first create a new project with the --sup flag to add a supervision tree. This will be necessary for other follow-up tutorials.
# In your terminal
mix new --sup helpdesk && cd helpdesk

It is a good idea to make it a git repository and commit the initial project. You'll be able to see what changes we made, and can save your changes once we're done.
# Run in your terminal
git init
git add -A
git commit -m "first commit"
git branch -M main

Open the project in your text editor, and we'll get started.

  
    
  
  Add Ash to your application


Add the ash and picosat_elixir dependencies to your mix.exs
defp deps do
  [
    {:ash, "~> 3.0"},
    {:picosat_elixir, "~> 0.2"}
  ]
end
And then run mix deps.get && mix deps.compile to install the dependencies

  
    
  
  Picosat installation issues?


Replace {:picosat_elixir, "~> 0.2"} with {:simple_sat, "~> 0.1"} to use a simpler (but mildly slower) solver. You can always switch back to picosat_elixir later once you're done with the tutorial.


  
    
  
  Formatting


To ensure that your code stays formatted like the examples here, you can add :ash as an import dependency in your .formatter.exs:
[
  # ...
  import_deps: [..., :ash],
  # ...
]
Note
For more auto-formatting options, see the Development Utilities guide.

And run mix deps.get, to install the dependency.

  
    
  
  Building your first Ash Domain


The basic building blocks of an Ash application are Ash resources. They are tied together by a domain module, which will allow you to interact with those resources.

  
    
  
  Creating our first resource


Let's start by creating our first resource along with our first domain. We will create the following files:
	The domain Helpdesk.Support, in lib/helpdesk/support.ex
	Our Ticket resource Helpdesk.Support.Ticket, in lib/helpdesk/support/ticket.ex.

To create the required folders and files, you can use the following command in your terminal:
mkdir -p lib/helpdesk/support && touch $_/ticket.ex
touch lib/helpdesk/support.ex

Your project structure should now include the following files:
lib/
├─ helpdesk/
│  ├─ support/
│  │  ├─ ticket.ex
│  ├─ support.ex
Add the following to the files we created
# lib/helpdesk/support.ex

defmodule Helpdesk.Support do
  use Ash.Domain

  resources do
    resource Helpdesk.Support.Ticket
  end
end
# lib/helpdesk/support/ticket.ex

defmodule Helpdesk.Support.Ticket do
  # This turns this module into a resource
  use Ash.Resource, domain: Helpdesk.Support

  actions do
    # Use the default implementation of the :read action
    defaults [:read]

    # and a create action, which we'll customize later
    create :create
  end

  # Attributes are the simple pieces of data that exist on your resource
  attributes do
    # Add an autogenerated UUID primary key called `:id`.
    uuid_primary_key :id

    # Add a string type attribute called `:subject`
    attribute :subject, :string
  end
end
Next, add your domain to your config.exs
Run the following to create your config.exs if it doesn't already exist
mkdir -p config
touch config/config.exs
and add the following contents to it.
# in config/config.exs
import Config

config :helpdesk, :ash_domains, [Helpdesk.Support]

  
    
  
  Try our first resource out


Run iex -S mix in your project's root directory and try out the following.
To create a ticket, we first make an Ash.Changeset for the :create action of the Helpdesk.Support.Ticket resource. Then we pass it to the Ash.create!/1 function.
Helpdesk.Support.Ticket
|> Ash.Changeset.for_create(:create)
|> Ash.create!()
This returns what we call a record which is an instance of a resource.
#Helpdesk.Support.Ticket<
  ...,
  id: "c0f8dc32-a018-4eb4-8656-d5810118f4ea",
  subject: nil,
  ...
>

  
    
  
  Customizing our Actions


One thing you may have noticed earlier is that we created a ticket without providing any input, and as a result our ticket had a subject of nil. Additionally, we don't have any other data on the ticket. Lets add a status attribute, ensure that subject can't be nil, and provide a better interface by giving the :create action a better name, and accepting :subject as part of the action.
We'll start with the attribute changes:
# lib/helpdesk/support/ticket.ex

attributes do
  ...
  attribute :subject, :string do
    # Don't allow `nil` values
    allow_nil? false

    # Allow this attribute to be public. By default, all attributes are private.
    public? true
  end

  # status is either `open` or `closed`. We can add more statuses later
  attribute :status, :atom do
    # Constraints allow you to provide extra rules for the value.
    # The available constraints depend on the type
    # See the documentation for each type to know what constraints are available
    # Since atoms are generally only used when we know all of the values
    # it provides a `one_of` constraint, that only allows those values
    constraints [one_of: [:open, :closed]]

    # The status defaulting to open makes sense
    default :open

    # We also don't want status to ever be `nil`
    allow_nil? false
  end
end
And then replace the :create action with :open, and accept :subject as input.
# lib/helpdesk/support/ticket.ex

actions do
  ...
  create :open do
    accept [:subject]
  end
end
Let's try these changes in iex:
We use create! with an exclamation point here because that will raise the error which gives a nicer view of the error in iex
# Use this to pick up changes you've made to your code, or restart your session
recompile()

Helpdesk.Support.Ticket
|> Ash.Changeset.for_create(:open, %{subject: "My mouse won't click!"})
|> Ash.create!()
And we can see our newly created ticket with a subject and a status.
#Helpdesk.Support.Ticket<
  ...
  id: "3c94d310-7b5e-41f0-9104-5b193b831a5d",
  status: :open,
  subject: "My mouse won't click!",
  ...
>
If we didn't include a subject, or left off the arguments completely, we would see an error instead
** (Ash.Error.Invalid) Invalid Error

* attribute subject is required

  
    
  
  Updates and validations


Now let's add some logic to close a ticket. This time we'll add an update action.
Here we will use a change. Changes allow you to customize how an action executes with very fine-grained control. There are built-in changes that are automatically available as functions, but you can define your own and pass it in as shown below. You can add multiple, and they will be run in order. See the Ash.Changeset module documentation for more.
# lib/helpdesk/support/ticket.ex

actions do
  ...
  update :close do
    # We don't want to accept any input here
    accept []

    validate attribute_does_not_equal(:status, :closed) do
      message "Ticket is already closed"
    end

    change set_attribute(:status, :closed)
    # A custom change could be added like so:
    #
    # change MyCustomChange
    # change {MyCustomChange, opt: :val}
  end
end
Try out opening and closing a ticket in iex:
# Use this to pick up changes you've made to your code, or restart your session
recompile()

# parenthesis so you can paste into iex
ticket = (
  Helpdesk.Support.Ticket
  |> Ash.Changeset.for_create(:open, %{subject: "My mouse won't click!"})
  |> Ash.create!()
)

ticket
|> Ash.Changeset.for_update(:close)
|> Ash.update!()

#Helpdesk.Support.Ticket<
  ...
  status: :closed,
  subject: "My mouse won't click!",
  ...
>

  
    
  
  Querying without persistence


So far we haven't used a data layer that does any persistence, like storing records in a database. All that this simple resource does is return the record back to us. You can see this lack of persistence by attempting to use a read action:
Ash.read!(Helpdesk.Support.Ticket)
Which will raise an error explaining that there is no data to be read for that resource.
In order to save our data somewhere, we need to add a data layer to our resources. Before we do that, however, let's go over how Ash allows us to work against many different data layers (or even no data layer at all).
Resources without a data layer will implicitly be using Ash.DataLayer.Simple, which will just return structs and won't actually store anything. The way that we make our queries return some data is by leveraging context, a free-form map available on queries and changesets. The simple data layer looks for query.context[:data_layer][:data][resource]. It provides a utility, Ash.DataLayer.Simple.set_data/2 to set it.
Try the following in iex. We will open some tickets, and close some of them, and then use Ash.DataLayer.Simple.set_data/2 to use those tickets.
# Ash.Query is a macro, so it must be required
require Ash.Query

tickets =
  for i <- 0..5 do
    ticket =
      Helpdesk.Support.Ticket
      |> Ash.Changeset.for_create(:open, %{subject: "Issue #{i}"})
      |> Ash.create!()

    if rem(i, 2) == 0 do
      ticket
      |> Ash.Changeset.for_update(:close)
      |> Ash.update!()
    else
      ticket
    end
  end
Find the tickets where the subject contains "2". Note that the we're setting the ticket data that we're querying using set_data.
Helpdesk.Support.Ticket
|> Ash.Query.filter(contains(subject, "2"))
|> Ash.DataLayer.Simple.set_data(tickets)
|> Ash.read!()
Find the tickets that are closed and their subject does not contain "4"
Helpdesk.Support.Ticket
|> Ash.Query.filter(status == :closed and not(contains(subject, "4")))
|> Ash.DataLayer.Simple.set_data(tickets)
|> Ash.read!()
The examples above could be easily implemented with Enum.filter, but the real power here is to allow you to use the same tools when working with any data layer. If you were using the AshPostgres.DataLayer data layer.
Even though it doesn't persist data in any way, Ash.DataLayer.Simple can be useful to model static data, or be used for resources where all the actions are manual and inject data from other sources.

  
    
  
  Adding basic persistence


Before we get into working with relationships, let's add some real persistence to our resource. This will let us add relationships and try out querying data.
There is a built in data layer that is useful for testing and prototyping, that uses ETS. ETS (Erlang Term Storage) is OTP's in-memory database, so the data won't actually stick around beyond the lifespan of your program, but it's a simple way to try things out.
To add it to your resource, modify it like so:
# lib/helpdesk/support/ticket.ex

use Ash.Resource,
  domain: Helpdesk.Support,
  data_layer: Ash.DataLayer.Ets
Now we can slightly modify our code above, by removing the Ash.DataLayer.Simple.set_data/2 calls, and we can see our persistence in action. Remember, ETS is in-memory, meaning restarting your application/iex session will remove all of the data.
# Use this to pick up changes you've made to your code, or restart your session
recompile()

require Ash.Query

for i <- 0..5 do
  ticket =
    Helpdesk.Support.Ticket
    |> Ash.Changeset.for_create(:open, %{subject: "Issue #{i}"})
    |> Ash.create!()

  if rem(i, 2) == 0 do
    ticket
    |> Ash.Changeset.for_update(:close)
    |> Ash.update!()
  end
end

# Show the tickets where the subject contains "2"
Helpdesk.Support.Ticket
|> Ash.Query.filter(contains(subject, "2"))
|> Ash.read!()

# Show the tickets that are closed and their subject does not contain "4"
Helpdesk.Support.Ticket
|> Ash.Query.filter(status == :closed and not(contains(subject, "4")))
|> Ash.read!()

  
    
  
  Adding relationships


Now we want to be able to assign a Ticket to a Representative. First, let's create the Representative resource:
# lib/helpdesk/support/representative.ex

defmodule Helpdesk.Support.Representative do
  # This turns this module into a resource using the in memory ETS data layer
  use Ash.Resource,
    domain: Helpdesk.Support,
    data_layer: Ash.DataLayer.Ets

  actions do
    # Add the default simple actions
    defaults [:read]

    create :create do
      accept [:name]
    end
  end

  # Attributes are the simple pieces of data that exist on your resource
  attributes do
    # Add an autogenerated UUID primary key called `:id`.
    uuid_primary_key :id

    # Add a string type attribute called `:name`
    attribute :name, :string do
      # Make the attribute public in order to give a name when calling functions from `Ash.Changeset`.
      public? true
    end
  end

  relationships do
    # `has_many` means that the destination attribute is not unique, therefore many related records could exist.
    # We assume that the destination attribute is `representative_id` based
    # on the module name of this resource and that the source attribute is `id`.
    has_many :tickets, Helpdesk.Support.Ticket
  end
end
Now let's modify our Ticket resource to have the inverse relationship to the Representative.
# lib/helpdesk/support/ticket.ex

relationships do
  # belongs_to means that the destination attribute is unique, meaning only one related record could exist.
  # We assume that the destination attribute is `representative_id` based
  # on the name of this relationship and that the source attribute is `representative_id`.
  # We create `representative_id` automatically.
  belongs_to :representative, Helpdesk.Support.Representative
end
Finally, let's add our new Representative resource to our domain module
# lib/helpdesk/support.ex

resources do
 ...
 resource Helpdesk.Support.Representative
end
You may notice that if you don't add the resource to your domain, or if you don't add the belongs_to relationship, that you'll get helpful errors at compile time. Helpful compile time validations are a core concept of Ash as we really want to ensure that your application is valid.

  
    
  
  Working with relationships


There are a wide array of options when managing relationships, and we won't cover all of them here. See the guide on Managing Relationships for a full explanation.
In this example we'll demonstrate the use of action arguments, the method by which you can accept additional input to an action.
Add the assign action to allow us to assign a Ticket to a Representative.
# lib/helpdesk/support/ticket.ex

update :assign do
  # No attributes should be accepted
  accept []

  # We accept a representative's id as input here
  argument :representative_id, :uuid do
    # This action requires representative_id
    allow_nil? false
  end

  # We use a change here to replace the related Representative
  # If there is a different representative for this Ticket, it will be changed to the new one
  # The Representative itself is not modified in any way
  change manage_relationship(:representative_id, :representative, type: :append_and_remove)
end
Let's try it out in our iex console!
Use recompile to pick up changes you've made to your code, or just restart your session.
recompile()

  
    
  
  Open a Ticket


ticket = (
  Helpdesk.Support.Ticket
  |> Ash.Changeset.for_create(:open, %{subject: "I can't find my hand!"})
  |> Ash.create!()
)

  
    
  
  Create a Representative


representative = (
  Helpdesk.Support.Representative
  |> Ash.Changeset.for_create(:create, %{name: "Joe Armstrong"})
  |> Ash.create!()
)

  
    
  
  Assign that Representative to the Ticket


ticket
|> Ash.Changeset.for_update(:assign, %{representative_id: representative.id})
|> Ash.update!()

  
    
  
  What next?


What you've seen above barely scratches the surface of what Ash can do. In a lot of ways, it will look very similar to other tools that you've seen. If all that you ever used was the above, then realistically you won't see much benefit to using Ash.
Where Ash shines however, is all of the tools that can work with your resources. You have the ability to extend the framework yourself, and apply consistent design patterns that enable unparalleled efficiency, power and flexibility as your application grows.
Get Help
	Check out ElixirForum
	Join our Discord server
	Open a GitHub issue

Persist your data
See The AshPostgres getting started guide to see how to back your resources with Postgres. This is highly recommended, as the Postgres data layer provides tons of advanced capabilities.
Add a web API
Check out  AshJsonApi and AshGraphql extensions to build APIs around your resource
Authorize access and work with users
See the Policies guide for information on how to authorize access to your resources using actors and policies.
Clean up your code that uses Ash?
Creating and using changesets manually can be verbose, and they all look very similar. Luckily, Ash has your back and can help you build high quality interfaces for you!
Check out the Code Interface Guide to derive things like Helpdesk.Support.Ticket.assign!(representative.id)



  

    
What is Ash?
    

Ash is an opinionated, composable set of application building blocks designed for extensibility. It shines when building web apps, APIs and services (though it can be used for any kind of Elixir application). It has integrations for Phoenix, LiveView, Postgres, GraphQL, Oban, and many more.
To achieve this Ash provides a "Resource" abstraction you use to model the heart of your application. These resources then determine the database schema, API endpoints, state machines, background jobs, and more. Resources are the source of truth for your entire application, and everything stems from them.
Ash is a declarative framework with deep extensibility. We provide a suite of extensions informed from building production apps, as well as a toolkit so you can build your own. We provide escape hatches ranging from the simple and small to the ability to override large pieces of behavior. Your Ash application is just an Elixir application, so if you want to do something completely custom then Ash won’t get in your way.
It is not a web framework, like Phoenix or Rails. It is a framework for building your application layer, independent of how it is exposed or consumed. It is not an alternative to frameworks like Phoenix, rather a complement to them.
Model your domain, derive the rest
Ash derives significant portions of your application directly from your resources, with little to no effort required. This allows you to focus on what matters most: your business logic.
We leverage the best of the Elixir ecosystem under the hood, providing a single unified tool-chain for our users.


A good analogy is design systems in the world of web development. When you use a design system, you get a set of components that are designed to work together, and you can build your application by combining these components in different ways. Ash is like a design system for your application's domain model.
Or, for a less technical analogy, Ash is like a fully stocked workshop. When you arrive at the workshop, you may need to learn where everything is, but once you do, you have everything you need to build anything you can dream up.

  
    
  
  Why should I use it?


The fundamental idea behind Ash is that when the various components of your system can have consistent expectations of how the other components around them work, you can ultimately do a significant amount more, with less. For example, once you've defined your resources, it takes only a few additional lines of code to have your database structure generated, and a full featured API built around it.
Ash has many use cases, with varying degrees of complexity. Ash helps you on day 1 of your project, removing boiler plate and allowing you to focus on the essential complexity of your application. It also helps you on year 5, lending consistency, code reuse, and maintainability.
Ash is a force multiplier
Things that once took days or weeks can be done in hours, and to a degree of quality that would have been unreasonable before. Entire classes of bugs are eliminated. And the best part is, you can do all of this without sacrificing the flexibility, robustness and ecosystem that Elixir is known for.


  
    
  
  Watch the ElixirConf 2023 Talk





  

    
Design Principles
    

The design principles behind Ash allows us to build an extremely flexible and powerful set of tools, without locking users into specific choices at any level. The framework acts as a spinal cord for your application, with extension points at every level to allow for custom behavior. What follows are the core tenets behind Ash Framework.

  
    
  
  Anything, not Everything


"Anything, not Everything" means building a framework capable of doing anything, not providing a framework that already does everything. The first is possible, the second is not. Our primary goal is to provide a framework that unlocks potential, and frees developers to work on the things that make their application special.
To this end, there are many prebuilt extensions to use, but there is also a rich suite of tools to build your own extensions. In this way, you can make the framework work for you, instead of struggling to fit your application to a strictly prescribed pattern. Use as much of Ash as you can, and leverage the amazing Elixir ecosystem for everything else.

  
    
  
  Declarative, Introspectable, Derivable


The real superpower behind Ash is the declarative design pattern. All behavior is driven by explicit, static declarations. A resource, for example, is really just a configuration file. On its own it does nothing. It is provided to code that reads that configuration and acts accordingly.
You can read more about some simple declarative design patterns outside of the context of Ash Framework in An Incremental Approach to Declarative Design.

  
    
  
  Configuration over Convention


While convention has value, we believe that explicit configuration ultimately leads to more discoverable, maintainable and flexible applications than a convention driven approach. This means that we never do things like assume that files with a given name are a certain type of thing, or that because a file is in a certain location, it should perform a specific function.

  
    
  
  Pragmatism First


While Ash does have lofty goals and a roadmap, the priority for development is always what the current users of Ash need or are having trouble with. We focus on simple, pragmatic, and integrated solutions that meld well with the rest of the framework.
A high priority is placed on ensuring that our users don't experience feature whip-lash due to poorly thought out implementations, and that any breaking changes (a rare occurrence) have a clean and simple upgrade path. This is something made much easier by the declarative pattern.

  
    
  
  Community


The Ash community comes together and collaborates to make sure that we can all build our software quickly, effectively and in a way that will age gracefully. We have a strict code of conduct, and love working with people of any experience level or background. To experience this first-hand, participate on ElixirForum or join our discord!

  
    
  
  Domain Driven Design?


 Ash is not a Domain Driven Design framework, if we're talking about "proper" Domain Driven Design as it is taught and discussed today. Domain Driven Design comes with a considerable amount of baggage and unnecessary complexity. While we identify with the goals of Domain Driven Design, we believe that a simpler approach is more effective, and that much of what DDD teaches are actually implementation details, and not design concepts. If the name wasn't taken, we would surely have claimed it for ourselves. If you must have a similar term for Ash, consider it a "Resource-oriented, Declarative Design Application Framework".




  

    
Contributing to Ash
    


  
    
  
  Welcome!


We are delighted to have anyone contribute to Ash, regardless of their skill level or background. We welcome contributions both large and small, from typos and documentation improvements, to bug fixes and features. There is a place for everyone's contribution here. Check the issue tracker or join the ElixirForum/discord server to see how you can help! Make sure to read the rules below as well.

  
    
  
  Rules


	We have a zero tolerance policy for failure to abide by our code of conduct. It is very standard, but please make sure
you have read it.
	Issues may be opened to propose new ideas, to ask questions, or to file bugs.
	Before working on a feature, please talk to the core team/the rest of the community via a proposal. We are
building something that needs to be cohesive and well thought out across all use cases. Our top priority is
supporting real life use cases like yours, but we have to make sure that we do that in a sustainable way. The
best compromise there is to make sure that discussions are centered around the use case for a feature, rather
than the proposed feature itself.
	Before starting work, please comment on the issue and/or ask in the discord if anyone is handling an issue. Be aware that if you've commented on an issue that you'd like to tackle it, but no one can reach you and/or demand/need arises sooner, it may still need to be done before you have a chance to finish. However, we will make all efforts to allow you to finish anything you claim.




  

    
CHANGELOG
    

All notable changes to this project will be documented in this file.
See Conventional Commits for commit guidelines.

  
    
  
  v3.0.0-rc.19 (2024-04-11)



  
    
  
  Bug Fixes:


	properly load depended on fields for relationships even if public?: false

	fix date_add query function (#1010)

	pass name through to underlying tasks

	Validate all conditions in a numericality validation instead of only the last (#997)



  
    
  
  Improvements:


	support builder options in read code interfaces

	support omitting generic action return types

	call ToTenant protocol when setting tenant in actions (#1004)



  
    
  
  v3.0.0-rc.18 (2024-04-10)



  
    
  
  Bug Fixes:


	swap the parameters in Ash.ToTenant.to_tenant/2 (#1003)

	Ash.Reactor: crash when calling an ash reactor for the first time.

	add context argument to before_action and after_action for read actions

	add base case for  Ash.Resource.Info.public_relationship/2 (#1000)



  
    
  
  Improvements:


	add ash.rollback mix task

	add ash.rollback task

	add config :ash, require_atomic_by_default?, false, for upgrading

	support skip_unknown_inputs in Ash.bulk_create



  
    
  
  v3.0.0-rc.17 (2024-04-08)



  
    
  
  Features:


	Ash.Reactor: Add new change step type which can be used to modify changesets.


  
    
  
  Bug Fixes:


	honor new calcualtion sort format in sort parser

	don't raise error on keyword input to create interface

	action is an atom in erroor case for bulk update



  
    
  
  Improvements:


	Ash.Reactor: Allow create to be provided an initial value.

	Allow Reactor modules to be run directly from generic actions. (#993)



  
    
  
  v3.0.0-rc.16 (2024-04-07)



  
    
  
  Improvements:


	add Ash.Query.apply_to/3


  
    
  
  v3.0.0-rc.15 (2024-04-07)



  
    
  
  Features:


	add update_change function and builtin change (#976)


  
    
  
  Bug Fixes:


	undo adding primary key argument for methods with get? (#989)

	remove internal? and stacktraces? from common opts (#988)

	pattern match error in managed relationships

	include options for generic action code interfaces

	logic errors around arguments/changing attributes in validations

	handle partially atomic validations in run_action_changes



  
    
  
  Improvements:


	synthesize attributes from atomics for better notifications

	make Ash.Resource.Validation.Match partially atomic (#979)

	make Ash.Resource.Validation.Match partially atomic



  
    
  
  v3.0.0-rc.14 (2024-04-05)



  
    
  
  Breaking Changes:


	3.0 (#955)

	use %Ash.NotSelected{} for unselected values

	default require_atomic? to true

	raise errors on unknown generic action arguments

	default bulk strategy to :atomic

	warnings on require_atomic? true actions

	revise Ash.NotSelected to Ash.NotLoaded

	errors on unknown action inputs across the board

	default api.authorization.authorize to :by_default

	require the api when constructing changesets

	code_interface.define_for -> code_interface.api

	remove registries

	pubsub notifier default to previous_values?: false

	requires_original_data? callback defaults to false

	rename Ash.Calculation -> Ash.Resource.Calculation

	improve Ash.Query.Calculation.new signature

	anonymous function calculations now take lists and return lists

	make callback contexts into structs

	pass context to builtin lifecycle hook changes

	calculation arguments are now in the arguments key of the context

	remove aggregates and calculations from Filter.parse and Filter.parse_input

	make picosat_elixir optional with simple_sat

	rename api to domain

	remove Ash.Changeset.new!

	deprecate private?: false in favor of public?: true

	default default_accept is now []

	Ash.CiString.new/1 returns nil on nil input

	clean up and reorganize Ash functions

	remove context-based functionality

	Deprecate calling functions on (domain) api in favor of Ash

	add attribute_public? and update attribute_writable? behavior

	update atomic behaviors, default to invalid

	changeset.filters -> changeset.filter

	remove deprecated functions

	remove and simplify Ash.Filter.TemplateHelpers

	keyword lists are no longer special cased in ash expressions

	introduce strict mode to calculations

	reverse order of before action & before transaction hooks

	default read actions are now paginatable

	require explicit accept lists in default actions

	remove Ash.Flow and Ash.Engine

	standardize various exception keys and names

	use Splode for errors

	move simple_notifiers to an option instead of a DSL builder

	update spark for better autocomplete, configure autocomplete for key functions

	swap position of sort order and arguments in calculation sorting

	add include_nil? aggregate option, and default it to false

	errors on unknown inputs for calculations



  
    
  
  Features:


	code interface on the domain


  
    
  
  Bug Fixes:


	more improvements to resource matching in can?

	detect more cases for domain extraction from resources

	properly dispatch managed relationships to proper domain

	check target resource's domain before assuming it is the same as current domain

	return {:error, query} for invalid query in Aggregate.run/4 (#982)

	allow strings in Ash.Type.Enum again

	set tenant in bulk creates after setting up changeset

	use the resource's domain above option domain

	properly cast identity keys before comparison

	properly handle multiple paths for checking sortable relationships

	multi-line DSL doc options in Ash.Reactor. (#974)

	don't call domain at compile time if its not loaded

	ensure that generic action arguments have proper default for public?

	ensure we don't double-query values after manual actions

	properly handle lists of errors added by validations

	honor only_when_valid? on validations in bulk actions

	fix typespec for bulk_create

	ending a policy w/ authorize_if had flipped conditional

	handle sensitive? option in query aggregate/calculation (#963)

	properly retain input order for embedded attributes

	fix changing_attributes check implementation

	properly handle transaction errors from bulk creates

	set tenant on query so that root calles to Api.aggreagte work as expected (#929)

	properly construct new query in build/3

	make bang variant of field aggregates work correctly (#954)

	enforce multitenancy on aggregates (#952)

	fix missing tenant in some bulk contexts (#951)

	Fix places where tenant is not passed along (#950)



  
    
  
  Improvements:


	add skip_unknown_inputs for generic actions

	support allow_nil_input dsl option in update/destroy (#964)

	allow accepting private attributes

	allow adding non-public attributes to explicit accept lists

	better error messages for private attribute accepting

	use resource api when verifying its presence in a known api

	change type argument position in Ash.Query.calculate (#959)

	allow simple check to return error tuple (#956)

	skip unknown inputs when managing relationships

	ignore unknown string-keyed inputs beginning with _

	support requesting to ignore additional keys

	add skip_unknown_inputs option, use it for embeds in unions

	ensure that update defaults are set

	update spark to 2.0

	update reactor to 3.0

	import Ash.Expr in modules where it is used

	require Ash.QUery in modules where it makes sense

	add structs for more context implementations

	ensure selects are applied on destroys

	support custom expressions

	update upgrade guide to include Splode

	only require primary key if resource has actions or fields

	only build schema if resource has actions or fields

	verify primary key in its own verifier

	add resource/1 builtin check

	better code interface documentation

	support notifiers within actions

	support specifying multiple filters

	add sortable? flags to all fields

	support multiple filters on relationships

	support sensitive? on calculations and arguments

	validate resources in inputs to code interface

	update reactor and tests

	don't require domain on relationships if destination has domain

	always choose to cast atomic

	support casting some embeds atomically

	various 3.0 updates, documented in upgrade.md

	ensure non-static dynamic domains works

	add Ash.ToTenant protocol

	use Keyword.put_new in Ash.Context.to_opts (#953)

	support bulk and atomic operations in code interfaces



  
    
  
  v3.0.0-rc.13 (2024-04-05)



  
    
  
  Breaking Changes:


	3.0 (#955)

	use %Ash.NotSelected{} for unselected values

	default require_atomic? to true

	raise errors on unknown generic action arguments

	default bulk strategy to :atomic

	warnings on require_atomic? true actions

	revise Ash.NotSelected to Ash.NotLoaded

	errors on unknown action inputs across the board

	default api.authorization.authorize to :by_default

	require the api when constructing changesets

	code_interface.define_for -> code_interface.api

	remove registries

	pubsub notifier default to previous_values?: false

	requires_original_data? callback defaults to false

	rename Ash.Calculation -> Ash.Resource.Calculation

	improve Ash.Query.Calculation.new signature

	anonymous function calculations now take lists and return lists

	make callback contexts into structs

	pass context to builtin lifecycle hook changes

	calculation arguments are now in the arguments key of the context

	remove aggregates and calculations from Filter.parse and Filter.parse_input

	make picosat_elixir optional with simple_sat

	rename api to domain

	remove Ash.Changeset.new!

	deprecate private?: false in favor of public?: true

	default default_accept is now []

	Ash.CiString.new/1 returns nil on nil input

	clean up and reorganize Ash functions

	remove context-based functionality

	Deprecate calling functions on (domain) api in favor of Ash

	add attribute_public? and update attribute_writable? behavior

	update atomic behaviors, default to invalid

	changeset.filters -> changeset.filter

	remove deprecated functions

	remove and simplify Ash.Filter.TemplateHelpers

	keyword lists are no longer special cased in ash expressions

	introduce strict mode to calculations

	reverse order of before action & before transaction hooks

	default read actions are now paginatable

	require explicit accept lists in default actions

	remove Ash.Flow and Ash.Engine

	standardize various exception keys and names

	use Splode for errors

	move simple_notifiers to an option instead of a DSL builder

	update spark for better autocomplete, configure autocomplete for key functions

	swap position of sort order and arguments in calculation sorting

	add include_nil? aggregate option, and default it to false

	errors on unknown inputs for calculations



  
    
  
  Features:


	code interface on the domain


  
    
  
  Bug Fixes:


	set tenant in bulk creates after setting up changeset

	use the resource's domain above option domain

	properly cast identity keys before comparison

	properly handle multiple paths for checking sortable relationships

	multi-line DSL doc options in Ash.Reactor. (#974)

	don't call domain at compile time if its not loaded

	ensure that generic action arguments have proper default for public?

	ensure we don't double-query values after manual actions

	properly handle lists of errors added by validations

	honor only_when_valid? on validations in bulk actions

	fix typespec for bulk_create

	ending a policy w/ authorize_if had flipped conditional

	handle sensitive? option in query aggregate/calculation (#963)

	properly retain input order for embedded attributes

	fix changing_attributes check implementation

	properly handle transaction errors from bulk creates

	set tenant on query so that root calles to Api.aggreagte work as expected (#929)

	properly construct new query in build/3

	make bang variant of field aggregates work correctly (#954)

	enforce multitenancy on aggregates (#952)

	fix missing tenant in some bulk contexts (#951)

	Fix places where tenant is not passed along (#950)



  
    
  
  Improvements:


	add skip_unknown_inputs for generic actions

	support allow_nil_input dsl option in update/destroy (#964)

	allow accepting private attributes

	allow adding non-public attributes to explicit accept lists

	better error messages for private attribute accepting

	use resource api when verifying its presence in a known api

	change type argument position in Ash.Query.calculate (#959)

	allow simple check to return error tuple (#956)

	skip unknown inputs when managing relationships

	ignore unknown string-keyed inputs beginning with _

	support requesting to ignore additional keys

	add skip_unknown_inputs option, use it for embeds in unions

	ensure that update defaults are set

	update spark to 2.0

	update reactor to 3.0

	import Ash.Expr in modules where it is used

	require Ash.QUery in modules where it makes sense

	add structs for more context implementations

	ensure selects are applied on destroys

	support custom expressions

	update upgrade guide to include Splode

	only require primary key if resource has actions or fields

	only build schema if resource has actions or fields

	verify primary key in its own verifier

	add resource/1 builtin check

	better code interface documentation

	support notifiers within actions

	support specifying multiple filters

	add sortable? flags to all fields

	support multiple filters on relationships

	support sensitive? on calculations and arguments

	validate resources in inputs to code interface

	update reactor and tests

	don't require domain on relationships if destination has domain

	always choose to cast atomic

	support casting some embeds atomically

	various 3.0 updates, documented in upgrade.md

	ensure non-static dynamic domains works

	add Ash.ToTenant protocol

	use Keyword.put_new in Ash.Context.to_opts (#953)

	support bulk and atomic operations in code interfaces



  
    
  
  v3.0.0-rc.12 (2024-04-04)



  
    
  
  Breaking Changes:


	3.0 (#955)

	use %Ash.NotSelected{} for unselected values

	default require_atomic? to true

	raise errors on unknown generic action arguments

	default bulk strategy to :atomic

	warnings on require_atomic? true actions

	revise Ash.NotSelected to Ash.NotLoaded

	errors on unknown action inputs across the board

	default api.authorization.authorize to :by_default

	require the api when constructing changesets

	code_interface.define_for -> code_interface.api

	remove registries

	pubsub notifier default to previous_values?: false

	requires_original_data? callback defaults to false

	rename Ash.Calculation -> Ash.Resource.Calculation

	improve Ash.Query.Calculation.new signature

	anonymous function calculations now take lists and return lists

	make callback contexts into structs

	pass context to builtin lifecycle hook changes

	calculation arguments are now in the arguments key of the context

	remove aggregates and calculations from Filter.parse and Filter.parse_input

	make picosat_elixir optional with simple_sat

	rename api to domain

	remove Ash.Changeset.new!

	deprecate private?: false in favor of public?: true

	default default_accept is now []

	Ash.CiString.new/1 returns nil on nil input

	clean up and reorganize Ash functions

	remove context-based functionality

	Deprecate calling functions on (domain) api in favor of Ash

	add attribute_public? and update attribute_writable? behavior

	update atomic behaviors, default to invalid

	changeset.filters -> changeset.filter

	remove deprecated functions

	remove and simplify Ash.Filter.TemplateHelpers

	keyword lists are no longer special cased in ash expressions

	introduce strict mode to calculations

	reverse order of before action & before transaction hooks

	default read actions are now paginatable

	require explicit accept lists in default actions

	remove Ash.Flow and Ash.Engine

	standardize various exception keys and names

	use Splode for errors

	move simple_notifiers to an option instead of a DSL builder

	update spark for better autocomplete, configure autocomplete for key functions

	swap position of sort order and arguments in calculation sorting

	add include_nil? aggregate option, and default it to false

	errors on unknown inputs for calculations



  
    
  
  Features:


	code interface on the domain


  
    
  
  Bug Fixes:


	properly cast identity keys before comparison

	properly handle multiple paths for checking sortable relationships

	multi-line DSL doc options in Ash.Reactor. (#974)

	don't call domain at compile time if its not loaded

	ensure that generic action arguments have proper default for public?

	ensure we don't double-query values after manual actions

	properly handle lists of errors added by validations

	honor only_when_valid? on validations in bulk actions

	fix typespec for bulk_create

	ending a policy w/ authorize_if had flipped conditional

	handle sensitive? option in query aggregate/calculation (#963)

	properly retain input order for embedded attributes

	fix changing_attributes check implementation

	properly handle transaction errors from bulk creates

	set tenant on query so that root calles to Api.aggreagte work as expected (#929)

	properly construct new query in build/3

	make bang variant of field aggregates work correctly (#954)

	enforce multitenancy on aggregates (#952)

	fix missing tenant in some bulk contexts (#951)

	Fix places where tenant is not passed along (#950)



  
    
  
  Improvements:


	add skip_unknown_inputs for generic actions

	support allow_nil_input dsl option in update/destroy (#964)

	allow accepting private attributes

	allow adding non-public attributes to explicit accept lists

	better error messages for private attribute accepting

	use resource api when verifying its presence in a known api

	change type argument position in Ash.Query.calculate (#959)

	allow simple check to return error tuple (#956)

	skip unknown inputs when managing relationships

	ignore unknown string-keyed inputs beginning with _

	support requesting to ignore additional keys

	add skip_unknown_inputs option, use it for embeds in unions

	ensure that update defaults are set

	update spark to 2.0

	update reactor to 3.0

	import Ash.Expr in modules where it is used

	require Ash.QUery in modules where it makes sense

	add structs for more context implementations

	ensure selects are applied on destroys

	support custom expressions

	update upgrade guide to include Splode

	only require primary key if resource has actions or fields

	only build schema if resource has actions or fields

	verify primary key in its own verifier

	add resource/1 builtin check

	better code interface documentation

	support notifiers within actions

	support specifying multiple filters

	add sortable? flags to all fields

	support multiple filters on relationships

	support sensitive? on calculations and arguments

	validate resources in inputs to code interface

	update reactor and tests

	don't require domain on relationships if destination has domain

	always choose to cast atomic

	support casting some embeds atomically

	various 3.0 updates, documented in upgrade.md

	ensure non-static dynamic domains works

	add Ash.ToTenant protocol

	use Keyword.put_new in Ash.Context.to_opts (#953)

	support bulk and atomic operations in code interfaces



  
    
  
  v3.0.0-rc.11 (2024-04-04)



  
    
  
  Bug Fixes:


	properly handle multiple paths for checking sortable relationships

	multi-line DSL doc options in Ash.Reactor. (#974)



  
    
  
  v3.0.0-rc.10 (2024-04-03)



  
    
  
  Bug Fixes:


	don't call domain at compile time if its not loaded


  
    
  
  v3.0.0-rc.9 (2024-04-03)



  
    
  
  Bug Fixes:


	ensure that generic action arguments have proper default for public?


  
    
  
  Improvements:


	add skip_unknown_inputs for generic actions


  
    
  
  v3.0.0-rc.8 (2024-04-03)



  
    
  
  Breaking Changes:


	3.0 (#955)

	use %Ash.NotSelected{} for unselected values

	default require_atomic? to true

	raise errors on unknown generic action arguments

	default bulk strategy to :atomic

	warnings on require_atomic? true actions

	revise Ash.NotSelected to Ash.NotLoaded

	errors on unknown action inputs across the board

	default api.authorization.authorize to :by_default

	require the api when constructing changesets

	code_interface.define_for -> code_interface.api

	remove registries

	pubsub notifier default to previous_values?: false

	requires_original_data? callback defaults to false

	rename Ash.Calculation -> Ash.Resource.Calculation

	improve Ash.Query.Calculation.new signature

	anonymous function calculations now take lists and return lists

	make callback contexts into structs

	pass context to builtin lifecycle hook changes

	calculation arguments are now in the arguments key of the context

	remove aggregates and calculations from Filter.parse and Filter.parse_input

	make picosat_elixir optional with simple_sat

	rename api to domain

	remove Ash.Changeset.new!

	deprecate private?: false in favor of public?: true

	default default_accept is now []

	Ash.CiString.new/1 returns nil on nil input

	clean up and reorganize Ash functions

	remove context-based functionality

	Deprecate calling functions on (domain) api in favor of Ash

	add attribute_public? and update attribute_writable? behavior

	update atomic behaviors, default to invalid

	changeset.filters -> changeset.filter

	remove deprecated functions

	remove and simplify Ash.Filter.TemplateHelpers

	keyword lists are no longer special cased in ash expressions

	introduce strict mode to calculations

	reverse order of before action & before transaction hooks

	default read actions are now paginatable

	require explicit accept lists in default actions

	remove Ash.Flow and Ash.Engine

	standardize various exception keys and names

	use Splode for errors

	move simple_notifiers to an option instead of a DSL builder

	update spark for better autocomplete, configure autocomplete for key functions

	swap position of sort order and arguments in calculation sorting

	add include_nil? aggregate option, and default it to false

	errors on unknown inputs for calculations



  
    
  
  Features:


	code interface on the domain


  
    
  
  Bug Fixes:


	ensure we don't double-query values after manual actions

	properly handle lists of errors added by validations

	honor only_when_valid? on validations in bulk actions

	fix typespec for bulk_create

	ending a policy w/ authorize_if had flipped conditional

	handle sensitive? option in query aggregate/calculation (#963)

	properly retain input order for embedded attributes

	fix changing_attributes check implementation

	properly handle transaction errors from bulk creates

	set tenant on query so that root calles to Api.aggreagte work as expected (#929)

	properly construct new query in build/3

	make bang variant of field aggregates work correctly (#954)

	enforce multitenancy on aggregates (#952)

	fix missing tenant in some bulk contexts (#951)

	Fix places where tenant is not passed along (#950)



  
    
  
  Improvements:


	support allow_nil_input dsl option in update/destroy (#964)

	allow accepting private attributes

	allow adding non-public attributes to explicit accept lists

	better error messages for private attribute accepting

	use resource api when verifying its presence in a known api

	change type argument position in Ash.Query.calculate (#959)

	allow simple check to return error tuple (#956)

	skip unknown inputs when managing relationships

	ignore unknown string-keyed inputs beginning with _

	support requesting to ignore additional keys

	add skip_unknown_inputs option, use it for embeds in unions

	ensure that update defaults are set

	update spark to 2.0

	update reactor to 3.0

	import Ash.Expr in modules where it is used

	require Ash.QUery in modules where it makes sense

	add structs for more context implementations

	ensure selects are applied on destroys

	support custom expressions

	update upgrade guide to include Splode

	only require primary key if resource has actions or fields

	only build schema if resource has actions or fields

	verify primary key in its own verifier

	add resource/1 builtin check

	better code interface documentation

	support notifiers within actions

	support specifying multiple filters

	add sortable? flags to all fields

	support multiple filters on relationships

	support sensitive? on calculations and arguments

	validate resources in inputs to code interface

	update reactor and tests

	don't require domain on relationships if destination has domain

	always choose to cast atomic

	support casting some embeds atomically

	various 3.0 updates, documented in upgrade.md

	ensure non-static dynamic domains works

	add Ash.ToTenant protocol

	use Keyword.put_new in Ash.Context.to_opts (#953)

	support bulk and atomic operations in code interfaces



  
    
  
  v3.0.0-rc.7 (2024-04-01)



  
    
  
  Bug Fixes:


	fix typespec for bulk_create


  
    
  
  Improvements:


	allow accepting private attributes


  
    
  
  v3.0.0-rc.6 (2024-04-01)



  
    
  
  Breaking Changes:


	3.0 (#955)

	use %Ash.NotSelected{} for unselected values

	default require_atomic? to true

	raise errors on unknown generic action arguments

	default bulk strategy to :atomic

	warnings on require_atomic? true actions

	revise Ash.NotSelected to Ash.NotLoaded

	errors on unknown action inputs across the board

	default api.authorization.authorize to :by_default

	require the api when constructing changesets

	code_interface.define_for -> code_interface.api

	remove registries

	pubsub notifier default to previous_values?: false

	requires_original_data? callback defaults to false

	rename Ash.Calculation -> Ash.Resource.Calculation

	improve Ash.Query.Calculation.new signature

	anonymous function calculations now take lists and return lists

	make callback contexts into structs

	pass context to builtin lifecycle hook changes

	calculation arguments are now in the arguments key of the context

	remove aggregates and calculations from Filter.parse and Filter.parse_input

	make picosat_elixir optional with simple_sat

	rename api to domain

	remove Ash.Changeset.new!

	deprecate private?: false in favor of public?: true

	default default_accept is now []

	Ash.CiString.new/1 returns nil on nil input

	clean up and reorganize Ash functions

	remove context-based functionality

	Deprecate calling functions on (domain) api in favor of Ash

	add attribute_public? and update attribute_writable? behavior

	update atomic behaviors, default to invalid

	changeset.filters -> changeset.filter

	remove deprecated functions

	remove and simplify Ash.Filter.TemplateHelpers

	keyword lists are no longer special cased in ash expressions

	introduce strict mode to calculations

	reverse order of before action & before transaction hooks

	default read actions are now paginatable

	require explicit accept lists in default actions

	remove Ash.Flow and Ash.Engine

	standardize various exception keys and names

	use Splode for errors

	move simple_notifiers to an option instead of a DSL builder

	update spark for better autocomplete, configure autocomplete for key functions

	swap position of sort order and arguments in calculation sorting

	add include_nil? aggregate option, and default it to false

	errors on unknown inputs for calculations



  
    
  
  Features:


	code interface on the domain


  
    
  
  Bug Fixes:


	ending a policy w/ authorize_if had flipped conditional

	handle sensitive? option in query aggregate/calculation (#963)

	properly retain input order for embedded attributes

	fix changing_attributes check implementation

	properly handle transaction errors from bulk creates

	set tenant on query so that root calles to Api.aggreagte work as expected (#929)

	properly construct new query in build/3

	make bang variant of field aggregates work correctly (#954)

	enforce multitenancy on aggregates (#952)

	fix missing tenant in some bulk contexts (#951)

	Fix places where tenant is not passed along (#950)



  
    
  
  Improvements:


	allow adding non-public attributes to explicit accept lists

	better error messages for private attribute accepting

	use resource api when verifying its presence in a known api

	change type argument position in Ash.Query.calculate (#959)

	allow simple check to return error tuple (#956)

	skip unknown inputs when managing relationships

	ignore unknown string-keyed inputs beginning with _

	support requesting to ignore additional keys

	add skip_unknown_inputs option, use it for embeds in unions

	ensure that update defaults are set

	update spark to 2.0

	update reactor to 3.0

	import Ash.Expr in modules where it is used

	require Ash.QUery in modules where it makes sense

	add structs for more context implementations

	ensure selects are applied on destroys

	support custom expressions

	update upgrade guide to include Splode

	only require primary key if resource has actions or fields

	only build schema if resource has actions or fields

	verify primary key in its own verifier

	add resource/1 builtin check

	better code interface documentation

	support notifiers within actions

	support specifying multiple filters

	add sortable? flags to all fields

	support multiple filters on relationships

	support sensitive? on calculations and arguments

	validate resources in inputs to code interface

	update reactor and tests

	don't require domain on relationships if destination has domain

	always choose to cast atomic

	support casting some embeds atomically

	various 3.0 updates, documented in upgrade.md

	ensure non-static dynamic domains works

	add Ash.ToTenant protocol

	use Keyword.put_new in Ash.Context.to_opts (#953)

	support bulk and atomic operations in code interfaces



  
    
  
  v3.0.0-rc.5 (2024-03-30)



  
    
  
  Bug Fixes:


	properly retain input order for embedded attributes


  
    
  
  Improvements:


	better error messages for private attribute accepting

	use resource api when verifying its presence in a known api



  
    
  
  v3.0.0-rc.4 (2024-03-29)



  
    
  
  Bug Fixes:


	fix changing_attributes check implementation


  
    
  
  Improvements:


	change type argument position in Ash.Query.calculate (#959)

	allow simple check to return error tuple (#956)



  
    
  
  v3.0.0-rc.3 (2024-03-28)



  
    
  
  Improvements:


	skip unknown inputs when managing relationships


  
    
  
  v3.0.0-rc.2 (2024-03-28)



  
    
  
  Improvements:


	ignore unknown string-keyed inputs beginning with _

	support requesting to ignore additional keys

	add skip_unknown_inputs option, use it for embeds in unions



  
    
  
  v3.0.0-rc.1 (2024-03-28)



  
    
  
  Breaking Changes:


	3.0 (#955)

	use %Ash.NotSelected{} for unselected values

	default require_atomic? to true

	raise errors on unknown generic action arguments

	default bulk strategy to :atomic

	warnings on require_atomic? true actions

	revise Ash.NotSelected to Ash.NotLoaded

	errors on unknown action inputs across the board

	default api.authorization.authorize to :by_default

	require the api when constructing changesets

	code_interface.define_for -> code_interface.api

	remove registries

	pubsub notifier default to previous_values?: false

	requires_original_data? callback defaults to false

	rename Ash.Calculation -> Ash.Resource.Calculation

	improve Ash.Query.Calculation.new signature

	anonymous function calculations now take lists and return lists

	make callback contexts into structs

	pass context to builtin lifecycle hook changes

	calculation arguments are now in the arguments key of the context

	remove aggregates and calculations from Filter.parse and Filter.parse_input

	make picosat_elixir optional with simple_sat

	rename api to domain

	remove Ash.Changeset.new!

	deprecate private?: false in favor of public?: true

	default default_accept is now []

	Ash.CiString.new/1 returns nil on nil input

	clean up and reorganize Ash functions

	remove context-based functionality

	Deprecate calling functions on (domain) api in favor of Ash

	add attribute_public? and update attribute_writable? behavior

	update atomic behaviors, default to invalid

	changeset.filters -> changeset.filter

	remove deprecated functions

	remove and simplify Ash.Filter.TemplateHelpers

	keyword lists are no longer special cased in ash expressions

	introduce strict mode to calculations

	reverse order of before action & before transaction hooks

	default read actions are now paginatable

	require explicit accept lists in default actions

	remove Ash.Flow and Ash.Engine

	standardize various exception keys and names

	use Splode for errors

	move simple_notifiers to an option instead of a DSL builder

	update spark for better autocomplete, configure autocomplete for key functions

	swap position of sort order and arguments in calculation sorting

	add include_nil? aggregate option, and default it to false

	errors on unknown inputs for calculations



  
    
  
  Features:


	code interface on the domain


  
    
  
  Bug Fixes:


	properly handle transaction errors from bulk creates

	set tenant on query so that root calles to Api.aggreagte work as expected (#929)

	properly construct new query in build/3

	make bang variant of field aggregates work correctly (#954)

	enforce multitenancy on aggregates (#952)

	fix missing tenant in some bulk contexts (#951)

	Fix places where tenant is not passed along (#950)



  
    
  
  Improvements:


	ensure that update defaults are set

	update spark to 2.0

	update reactor to 3.0

	import Ash.Expr in modules where it is used

	require Ash.QUery in modules where it makes sense

	add structs for more context implementations

	ensure selects are applied on destroys

	support custom expressions

	update upgrade guide to include Splode

	only require primary key if resource has actions or fields

	only build schema if resource has actions or fields

	verify primary key in its own verifier

	add resource/1 builtin check

	better code interface documentation

	support notifiers within actions

	support specifying multiple filters

	add sortable? flags to all fields

	support multiple filters on relationships

	support sensitive? on calculations and arguments

	validate resources in inputs to code interface

	update reactor and tests

	don't require domain on relationships if destination has domain

	always choose to cast atomic

	support casting some embeds atomically

	various 3.0 updates, documented in upgrade.md

	ensure non-static dynamic domains works

	add Ash.ToTenant protocol

	use Keyword.put_new in Ash.Context.to_opts (#953)

	support bulk and atomic operations in code interfaces



  
    
  
  v3.0.0-rc.0 (2024-03-27)



  
    
  
  Breaking Changes:


	use %Ash.NotSelected{} for unselected values

	default require_atomic? to true

	raise errors on unknown generic action arguments

	default bulk strategy to :atomic

	warnings on require_atomic? true actions

	revise Ash.NotSelected to Ash.NotLoaded

	errors on unknown action inputs across the board

	default api.authorization.authorize to :by_default

	require the api when constructing changesets

	code_interface.define_for -> code_interface.api

	remove registries

	pubsub notifier default to previous_values?: false

	requires_original_data? callback defaults to false

	rename Ash.Calculation -> Ash.Resource.Calculation

	improve Ash.Query.Calculation.new signature

	anonymous function calculations now take lists and return lists

	make callback contexts into structs

	pass context to builtin lifecycle hook changes

	calculation arguments are now in the arguments key of the context

	remove aggregates and calculations from Filter.parse and Filter.parse_input

	make picosat_elixir optional with simple_sat

	rename api to domain

	remove Ash.Changeset.new!/2 (Ash.Changeset.new/1 is still present)

	deprecate private?: false in favor of public?: true

	default default_accept is now []

	Ash.CiString.new/1 returns nil on nil input

	clean up and reorganize Ash functions

	remove context-based functionality

	Deprecate calling functions on (domain) api in favor of Ash

	add attribute_public? and update attribute_writable? behavior

	changeset.filters was a map, it is now changeset.filter and is an expression

	remove Ash.Filter.TemplateHelpers, all functionality moved to Ash.Expr

	keyword lists are no longer special cased in ash expressions

	introduce strict mode to calculations

	reverse order of before action & before transaction hooks

	default read actions are now paginatable with keyset and offset pagination

	move Ash.Flow and Ash.Engine into a separate package

	standardize various exception keys and names

	use splode for errors

	move simple_notifiers to an option to use Ash.Resource instead of its own DSL

	update spark for better autocomplete, configure autocomplete for key functions

	swap position of sort order and arguments in calculation sorting

	add include_nil? aggregate option, and default it to false



  
    
  
  Features:


	code interface on the domain

	Policies on the domain

	add Ash.ToTenant protocol

	support for custom expressions

	support action-specific notifiers

	support specifying multiple filters in a read action and relationship

	support sensitive? on calculations and arguments

	support bulk and atomic operations in code interfaces



  
    
  
  Bug Fixes:


	set tenant on query so that root calles to Api.aggreagte work as expected (#929)

	properly construct new query in build/3



  
    
  
  Improvements:


	update spark to 2.0

	import Ash.Expr in modules where it is used

	use structs for more context implementations

	only require primary key and build schema if resource has actions or fields

	better generated code interface documentation

	add sortable? flags to all fields

	validate resources in inputs to code interface

	don't require domain on relationships if destination resource has domain



  
    
  
  v2.21.2 (2024-03-26)



  
    
  
  Bug Fixes:


	don't try to reselect fields when pkeys are missing


  
    
  
  v2.21.1 (2024-03-25)



  
    
  
  Improvements:


	detect loaded-through types


  
    
  
  v2.21.0 (2024-03-24)



  
    
  
  Features:


	add less_than, greater_than constraints to float, decimal (#936)

	allow providing descriptions to Ash.Type.Enum values (#940)



  
    
  
  Bug Fixes:


	convert %{__struct__: T} into %T{} (#947)

	corrections for reload/reload! (#942)

	show that Policy.Check.strict_check can return an error tuple (#945)

	remove unnecessary function

	fully expand calculation and aggregate references for applying authorization

	batch_change/3 is never called for updates (#938)

	bulk updates for streams ignore :batch_size

	don't double-encode vector data (#934)

	update set/get/update_context function specs to use maps (#935)



  
    
  
  Improvements:


	support load option for create/update/destroy (#946)

	restore old behavior of leveraging in memory values for calculations

	simplify inspect for aggregates

	add matches built-in policy check (#937)



  
    
  
  v2.20.3 (2024-03-20)



  
    
  
  Bug Fixes:


	ensure calculation context is set on aggregate contents

	set source_attribute from join_relationship in many_to_many (#932)



  
    
  
  v2.20.2 (2024-03-19)



  
    
  
  Bug Fixes:


	use proper logic for atomic present validations

	Set tenant correctly when reading many_to_many relationship. (#928)

	properly match no_rollback error

	load with right module in get_rewrites of Ash.Type.Struct (#927)

	ensure that calculation dependency loader combines selects

	properly handle raised errors from async calculations

	ensure depended on attributes are selected in calculations

	properly merge related selects when merging loads



  
    
  
  Improvements:


	cast atomic reference types, makes life easier for data layers

	use wrap_list for where in changes.change (#926)

	don't require Mix to compile an Ash resource



  
    
  
  v2.20.1 (2024-03-11)



  
    
  
  Bug Fixes:


	typespec for action policy check supports list of action names (#924)

	ensure that message is honored in atomic validations

	don't require actor when constructing aggregate query



  
    
  
  Improvements:


	store casted values even if they are nil

	Ash.Reactor: Backport improvements from 3.0 branch.



  
    
  
  v2.20.0 (2024-03-05)



  
    
  
  Features:


	Ash.Reactor: Add a Reactor extension that makes working with resources easy. (#683)

	Add Ash.Reactor with create support.



  
    
  
  Bug Fixes:


	correct atomic implementation of present validation

	track keys that are set to nil in changesets, for use in atomic upgrade

	properly cast atomic constraints for integer

	more fixes for atomic length validations

	fix atomic error for string length type validation

	Mimic copying Ash.Notifier seems to break the compiler for some reason.



  
    
  
  Improvements:


	do not perform atomic upgrade on destroy actions

	Make undo actions for update and destroy actions more explicit. (#920)

	Ash.Reactor: Make undo actions for update and destroy more explicit.

	rename get to read_one in Ash.Reactor

	Add Ash.Reactor update support.

	Add Ash.Reactor destroy support.

	Ash.Reactor: Support for transactional handling of notifications.

	Ash.Reactor: Add read and get steps.

	Ash.Reactor: add support for generic actions.

	Add undo capability to create step.

	transaction and undo working.

	Automatically thread Ash tracers through Reactor.

	Ash.Reactor: Add undo to generic actions.



  
    
  
  v2.19.14 (2024-03-01)



  
    
  
  Bug Fixes:


	properly match return type of Type.new in expr expansion


  
    
  
  v2.19.13 (2024-03-01)



  
    
  
  Improvements:


	cast expression calculations if they don't do it


  
    
  
  v2.19.12 (2024-02-29)



  
    
  
  Bug Fixes:


	properly scope expanded calculations

	properly scope expanded calculations



  
    
  
  Improvements:


	aggregate sort replaces query sort


  
    
  
  v2.19.11 (2024-02-29)



  
    
  
  Bug Fixes:


	properly add aggregate authorization everywhere

	ensure calculation arguments are not ignored when parsing filters

	properly authorize aggregates



  
    
  
  v2.19.10 (2024-02-29)



  
    
  
  Bug Fixes:


	bad reference in atomic validations

	prevent leakage of stale async_limiter's pid (#916)



  
    
  
  v2.19.9 (2024-02-26)



  
    
  
  Bug Fixes:


	ensure that policies are applied to aggregates referenced in calculations

	ensure records are returned from bulk actions in atomic upgrades

	handle small logic error in notification sending for bulk actions



  
    
  
  v2.19.8 (2024-02-25)



  
    
  
  Bug Fixes:


	ensure actor context is set in filter

	properly handle limit/offset for aggregates

	don't use Aggregate.new for builtin aggregates

	merge root query into aggregate queries, don't apply both



  
    
  
  Improvements:


	don't duplicate base filter in aggregates


  
    
  
  v2.19.7 (2024-02-24)



  
    
  
  Bug Fixes:


	return proper pattern from select builtin change


  
    
  
  v2.19.6 (2024-02-24)



  
    
  
  Bug Fixes:


	properly catch errors in atomic changeset casting

	use Ash.Changeset.set_context on changesets



  
    
  
  v2.19.5 (2024-02-22)



  
    
  
  Bug Fixes:


	properly fail early on missing actor in policies

	handle :continue case in authorizer

	validations run regardless of if the relevant fields are changing



  
    
  
  v2.19.4 (2024-02-22)



  
    
  
  Bug Fixes:


	honor soft destroys for atomic bulk destroys

	properly set context on query and changeset

	pass correct options into Api.stream! for bulk_destroy

	check attributes after arguments for present?

	correct for_read calls in update and destroy actions (#907)



  
    
  
  v2.19.3 (2024-02-17)



  
    
  
  Bug Fixes:


	properly annotate run_flow's recursive DSL tag


  
    
  
  v2.19.2 (2024-02-17)



  
    
  
  Bug Fixes:


	ensure that to-many relationships are loaded as lists


  
    
  
  v2.19.1 (2024-02-16)



  
    
  
  Bug Fixes:


	honor not_found_error? in read_one


  
    
  
  Improvements:


	pass tenant to context in custom changes

	Ash.Context.to_opts now checks for a tenant



  
    
  
  v2.19.0 (2024-02-16)



  
    
  
  Features:


	allow using custom delimiters for pubsub topics

	support functions in parse predicates (#874)

	support returning streams from mod calc (#864)



  
    
  
  Bug Fixes:


	remove unneeded code for calculations in a filter (#904)

	restore not_found_error? behavior in Ash.Flow

	handle cases where no primary keys are present better

	ensure that filters are parsed from policy authorizer ahead of time

	check if query is a query before calling .__validated_for_action__

	properly authorize actions in flow

	handle warning about incompatible types (#892)

	properly refer to attributes in changing_attributes/1

	remove unneeded code for calculations in a filter (#891)

	evaluate templates to unknown at ref

	handle atomic_ref templates and changing_attributes/1

	replace refs for relationships use correct action (#888)

	handle not found case in destroy (#890)

	handle not found case in destroy

	add case where authoriztion did not change query

	properly map sort input and non-input refs in keyset filters

	properly match on invalid query from before_action

	ensure proper context set on atomic upgrade

	fix nil ++ list error in bulk destroy

	ensure we retain the sort order of embedded resources

	retain sort on inputs on casting embedded inputs

	properly get rewrites for embedded types

	ensure after_transaction hooks are always run

	handle records in Ash.destroy and Ash.update

	pre-template change/validation option in bulk update/destroy

	fix query match error in bulk destroy/update

	don't consider primary key matches with nil values

	continue cleanup in ManagedRelationshipHelpers (#873)

	fix pattern match error on certain policy conditions

	use primary key for lateral join source in ets

	set right accessing_from name in many to many managed create (#868)

	set_tenant on fully atomic changesets

	handle api.can case in authorize_changeset

	properly bypass authorization in atomic update switch-over

	properly set action_type on atomic changesets

	extract relationship filters from pre-authorization query

	retain metadata on updates, atomic and otherwise

	properly load expression -> runtime calculation deps

	ignore input? when considering refs equal in filter subset checking

	change names of code interface methods for calculations (#863)

	properly mark manuall created input refs with input?: true

	clean vars should handle map vars

	properly merge union loads

	support expression calculations referencing runtime calculations

	set default access type properly

	properly handle the case where all valid scenarios are pruned

	properly prevent the atomic handling of manual update actions

	fix passing extra opts to stream

	properly check if data layer can update_query

	Ash.Type.Float to support min/max constraints(#856)

	add calculations before distinct is applied in data layer query

	properly set index on embedded type array errors

	use correct option for relationship in atomic relate_actor (#855)

	only count resources the actor is allowed to see (#853)

	only count resources the actor is allowed to see

	deselect known forbidden fields after query authorization is complete

	soft? in destroy action options is a boolean, not an atom (#851)

	load fails because of empty list instead of query (#847)

	don't attempt to derive destination_attribute_on_join_resource

	join_relationship in many to many can make through optional (#846)

	make sure query has action (#844)

	pass in actor to api.can call (#843)

	pass in actor to api.can call

	do not check primary key fields in filter (#839)

	add page opts to context again (#838)

	return errors with query from read action

	properly set defaults on upsert in mnesia

	don't load through attributes twice, but also don't miss any

	handle errors properly from invalid loads

	handle data layer calculations for missing records

	only load through calculations in the correct order

	properly detect cyclic dependencies in calculation runner

	properly annotate in-query calculations as complete for dependency calculation

	fix present? and load_through bugs

	don't require pagination in incorrect cases

	get tests passing for bulk creates again



  
    
  
  Improvements:


	handle stale update/destroys

	support authorize_query_with for bulk updates/destroys

	support authorize_changeset_with for bulk updates/destroys

	don't authorize query on synthesized atomic update/destroys

	show field name in NotLoaded inspect

	implement requires_original_data? for Ash.Notifier.PubSub

	support policies requiring original data

	change atomicity requirements when datalayers don't support it

	add on_match: :update_join to manage_relationship (#875)

	don't call telemetry when compiling

	various policy behavior cleanups

	add join_keys option to manage_relationship (#866)

	don't run check in cases that require strict checks

	atomic_batches behavior for bulk destroys

	allow strategy selection for bulk actions

	change nested field filtering to be done with at_path

	support referencing non-array embeds in input filters

	bulk update in batches if not given a query

	update action should respect load and select

	introduce require_atomic?, which defaults to false in 2.0, true in 3.0

	better support around the mixing of atomic and non atomic changes/validations

	more atomic implementations

	support loading and selecting in bulk operations

	use atomic create actions where possible

	always define merge_load/4

	derive source_attribute_on_join_resource for many to many

	atomic implementation for relate_actor

	include a message along with the non-atomic signifier

	support transactions on bulk destroys

	support transactions in bulk updates

	count_nils/1 function

	present/absent atomic implementation

	add atomic_ref/1 template helper

	Change typespec of tenant from String.t() to term() (#845)

	handle pkey-less resources when attaching fields

	set lazy defaults when applying changeset attributes

	add prepend?: true option to add_change

	optimize embedded resource creation

	rewrite read actions to not use Ash.Engine (#836)



  
    
  
  v2.18.1 (2024-01-12)



  
    
  
  Bug Fixes:


	use current read action for counting


  
    
  
  v2.18.0 (2024-01-12)



  
    
  
  Features:


	Allow :self as an option when requesting a relative page from a given page (#833)


  
    
  
  Bug Fixes:


	set tenant attribute in bulk create


  
    
  
  Improvements:


	add all_tenants? option to identities

	support Ash.CiString in string_join (#832)

	Add code interface support in Info and Builder. (#828)

	authorize each related join using join_filters



  
    
  
  v2.17.24 (2024-01-12)



  
    
  
  Bug Fixes:


	fix runtime filter parsing & make last arg optional

	undo incorrect behaviour in runtime evaluation

	fix typespecs and cleanup Ash.Resource.Builder (#827)



  
    
  
  Improvements:


	support join_filters in aggregates


  
    
  
  v2.17.23 (2024-01-10)



  
    
  
  Bug Fixes:


	authorize aggregate references in calculations


  
    
  
  Improvements:


	error on using relate_actor with :many cardinality relationships


  
    
  
  v2.17.22 (2024-01-09)



  
    
  
  Bug Fixes:


	only put keywords to be interpolated in message in error vars (#821)

	only put keywords to be interpolated in message in error vars

	ignore empty relationship paths when authorizing relationships

	properly build query from opts in aggregates



  
    
  
  Improvements:


	append new entities in Ash.Resource.Builder

	simplify aggregate loading, remove Ash.Engine from it

	add atomic implementation for builtin increment change

	simplify related path authorization, use same tool as aggregates now use



  
    
  
  v2.17.21 (2024-01-05)



  
    
  
  Bug Fixes:


	don't consider ash field signals as present


  
    
  
  Improvements:


	refactor filter requests to not use Ash.Engine


  
    
  
  v2.17.20 (2024-01-04)



  
    
  
  Bug Fixes:


	add required check for stream pagination


  
    
  
  Improvements:


	atomic validation implementations for most validations

	support type operator overloading

	add some atomic implementations



  
    
  
  v2.17.19 (2023-12-30)



  
    
  
  Improvements:


	support :no_rollback and return_query/2 callback

	add a return_query/2 callback for data layers



  
    
  
  v2.17.18 (2023-12-29)



  
    
  
  Bug Fixes:


	ensure __source__ is set on nested embedded attributes

	don't include unknown authorize? value in changesets



  
    
  
  Improvements:


	support {:error, :no_rollback, error} from data layer callbacks

	always update the join relationship

	use new api option in Ash.Query.for_read/4

	support using the new api option in actions

	accept api option in Ash.Changeset.for_* functions

	update Ash interface for working with new style resources

	better formatting of nested expressions

	helpful errors when misusing . in expressions



  
    
  
  v2.17.17 (2023-12-23)



  
    
  
  Bug Fixes:


	properly move maps & lists to expression paths

	set tenant when running authorization queries



  
    
  
  v2.17.16 (2023-12-23)



  
    
  
  Improvements:


	simplify used aggregate detection

	add lazy/1 to expressions

	support providing an input key in predicate maps



  
    
  
  v2.17.15 (2023-12-21)



  
    
  
  Improvements:


	support streaming without keyset pagination

	add callbacks for bulk actions on manual actions

	base case iterative bulk destroy implemented

	add iterative, streaming implementation for bulk updates

	test ASH_THREE subprojects



  
    
  
  v2.17.14 (2023-12-20)



  
    
  
  Bug Fixes:


	empty milliseconds for utc datetime must have precision 6

	ensure actor & authorize? contexts are set even if not provided

	ignore load/limit/offset in aggregate queries, instead of raising

	properly set changed? for all changesets

	honor tenant option on aggregates

	pass proper context into manual actions, remove unnecessary changeset code

	ensure actions always raise an error class



  
    
  
  Improvements:


	detect impending manage_relationship calls when checking attribute presence

	add stacktrace context to errors better

	support tenancy on manual actions

	lay the groundwork for fully atomic actions

	rewrite creates to not use Ash.Engine

	remove Ash.Engine from update/destroy actions



  
    
  
  v2.17.13 (2023-12-14)



  
    
  
  Bug Fixes:


	properly unnested union values passed into Ash.Type.Union.prepare_change_array


  
    
  
  Improvements:


	add Ash.Error.from_json/2

	accept expressions in Ash.Query.calculate



  
    
  
  v2.17.12 (2023-12-14)



  
    
  
  Bug Fixes:


	thread context through when setting source constraint on embeds


  
    
  
  Improvements:


	honor field policies in sort expressions


  
    
  
  v2.17.11 (2023-12-13)



  
    
  
  Bug Fixes:


	don't create invalid datetimes when scrubbing microseconds

	prepare change with nil old value on union type change

	properly prepare union value changes when old & new are union structs

	fix dump_to_embedded_array

	test failures and credo issue



  
    
  
  Improvements:


	additional atomic callbacks

	add warn_on_transaction_hooks?: false config

	accept an action input in Ash.Error.to_ash_error/3

	include tenant in change context



  
    
  
  v2.17.10 (2023-12-10)



  
    
  
  Bug Fixes:


	add back in api level verifiers


  
    
  
  Improvements:


	support nil values in struct type callbacks


  
    
  
  v2.17.9 (2023-12-07)



  
    
  
  Bug Fixes:


	don't apply default limit unless pagination is required

	properly handle union changes for lists of embeds

	honor default_limit option in pagination



  
    
  
  Improvements:


	support embed_nil_values? for trimming down stored embeds


  
    
  
  v2.17.8 (2023-12-06)



  
    
  
  Bug Fixes:


	add back in builtin_predicate_operators/0

	various runtime expression evaluation fixes

	honor read action for Api.get calls.

	various fixes to calculation expansion and execution



  
    
  
  Improvements:


	use loaded calculation values in expressions


  
    
  
  v2.17.7 (2023-11-29)



  
    
  
  Bug Fixes:


	don't eager evaluate composite type construction


  
    
  
  Improvements:


	forbid using resources as types

	add composite_type/2 and composite_type/3



  
    
  
  v2.17.6 (2023-11-27)



  
    
  
  Bug Fixes:


	ensure NewType honors new composite callbacks


  
    
  
  Improvements:


	support key aliases for composite types


  
    
  
  v2.17.5 (2023-11-27)



  
    
  
  Bug Fixes:


	properly create new vectors from strings


  
    
  
  Improvements:


	add composite?/1 and composite_types/1 to Ash.Type


  
    
  
  v2.17.4 (2023-11-24)



  
    
  
  Bug Fixes:


	properly resolve nested calculation dependencies

	don't apply sort on manage relationship lookup

	don't apply filter on manage relationship lookup if it has a parent expr

	change_attribute failing on a union attribute (#778)

	convert upsert fields before passing to data layer (#777)



  
    
  
  v2.17.3 (2023-11-16)



  
    
  
  Bug Fixes:


	use sort and filter to synonymous_relationship checks


  
    
  
  v2.17.2 (2023-11-16)



  
    
  
  Bug Fixes:


	properly set actor context on calc expressions in ets data layer

	properly pass authorize? option when loading aggregates

	properly associate lateral join records with no_attributes? true

	set aggregate context as well as calculation context in filters

	set actor when computing aggregates that reference calculations

	dialyzer issues on sort



  
    
  
  v2.17.1 (2023-11-14)



  
    
  
  Bug Fixes:


	properly return constraints in aggregate get_type

	properly include relationship name message when relationship cannot be found (#770)



  
    
  
  v2.17.0 (2023-11-13)



  
    
  
  Features:


	Expand upsert_fields option (#761)


  
    
  
  Bug Fixes:


	properly thread constraints through aggregates

	remove destroyed or unrelated data from the relationship (#767)

	properly strip extra record requested to detect more? pages.

	don't attempt to key a struct



  
    
  
  Improvements:


	honor authorize?: false option in generic actions


  
    
  
  v2.16.1 (2023-10-27)



  
    
  
  Bug Fixes:


	ensure item constraints are passed to array casting

	handle non-list values in Ash.Actions.Sort.process/4

	optimize and make Ash.Type more consistent

	fix typespec for include_source/2



  
    
  
  Improvements:


	detect more parent expressions


  
    
  
  v2.16.0 (2023-10-25)



  
    
  
  Features:


	Add unknown argument error when passing an unknown key to an action. (#750)


  
    
  
  Bug Fixes:


	don't reorder global validations/changes

	use latest spark, and new persisters callback

	properly validate belongs_to relationships

	remove invalid usages of unsafe_change_attribute/3

	handle builtin types in unions (#752)



  
    
  
  Improvements:


	Add ash_three? feature flag for Ash 3.0 related behaviors.


  
    
  
  v2.15.20 (2023-10-24)



  
    
  
  Bug Fixes:


	Change heading levels in generated livebook to have only one H1 (#747)

	code gen interfaces check type first argument (#749)

	properly support get in Ash

	add back in accidentally removed transformer

	properly determine resource from Ash.get!/2

	cast functional default values

	temporarily omit overzealous validation

	properly honor max_concurrency option

	support tenant option in api.can

	properly use constraints when casting expression values

	don't re-case constraints in the type function



  
    
  
  Improvements:


	add Ash.Test.assert_has_error and Ash.Test.refute_has_error

	support to_error_class taking changeset/query/input

	add "filename" parameter to the livebook generator. (#746)

	support an api option to use Ash.Resource (#715)

	support an api option to use Ash.Resource

	add functions to Ash for resources w/ configured apis

	default code_interface.define_for to resource's ash api

	cast_input for default values at compile time

	optimize bulk creates where results are not returned

	rewrite bulk creates, optimize changeset functions (#744)

	better storage_type handling, undo function change



  
    
  
  v2.15.19 (2023-10-17)



  
    
  
  Bug Fixes:


	handle new type constraints properly


  
    
  
  Improvements:


	properly honor ecto type init callback


  
    
  
  v2.15.18 (2023-10-17)



  
    
  
  Bug Fixes:


	honor max_concurrency option

	handle generic actions in list_arguments_and_attributes

	fix type casting for embedded resources

	ensure after action hooks are run on bulk creates

	return records from batches if items have after action hooks

	don't transform errors to changesets when rolling back in with_hooks

	undo previous changes where transactional actions might not roll back

	undo regression where errors weren't wrapped in a changeset

	provide full constraints when determining Ash.Type.NewType storage types

	go back to original default timestamp behavior



  
    
  
  Improvements:


	various optimizations and compile time caching

	set default many to many options (#737)

	various performance improvements

	various optimizations for bulk create actions

	support max_concurrency option on bulk creates

	better error message on missing identities

	better error message on invalid data passed to YourApi.load

	better handling of nested errors in transactions



  
    
  
  v2.15.17 (2023-10-11)



  
    
  
  Bug Fixes:


	properly authorize access to query aggregates in all cases


  
    
  
  v2.15.16 (2023-10-11)



  
    
  
  Improvements:


	move various transformers to be verifiers


  
    
  
  v2.15.15 (2023-10-11)



  
    
  
  Improvements:


	support atomics on upserts


  
    
  
  v2.15.14 (2023-10-11)



  
    
  
  Improvements:


	ensure all changesets sent batched to data layer have same set of atomics


  
    
  
  v2.15.13 (2023-10-11)



  
    
  
  Bug Fixes:


	move misplaced file and fix typespecs for Ash.DataLayer.Ets.Info

	properly set invalid_keys on action inputs

	properly validate required arguments for generic actions



  
    
  
  v2.15.12 (2023-10-10)



  
    
  
  Improvements:


	set storage type for citext to ci_string


  
    
  
  v2.15.11 (2023-10-10)



  
    
  
  Bug Fixes:


	honor authorize? option for calls to aggregate


  
    
  
  v2.15.10 (2023-10-09)



  
    
  
  Bug Fixes:


	handle false values properly when passed to flows


  
    
  
  Improvements:


	support to-one reference paths in calculations

	add Ash.Sort.expr_sort. In 3.0 sort should be a macro



  
    
  
  v2.15.9 (2023-10-06)



  
    
  
  Bug Fixes:


	properly rollback transactions on returned errors in generic actions

	generate keysets immediately after read action

	prepare_change_array on embedded types needs to handle nil

	handle_change_array on embedded types needs to honor nil



  
    
  
  Improvements:


	allow overriding cast_input/2 on NewType


  
    
  
  v2.15.8 (2023-10-03)



  
    
  
  Bug Fixes:


	don't use || when fetching arguments because false || nil is nil

	handle exceptions in generic actions

	fix types for min/max constraints in Type.Float (#718)

	lower compile time dependencies

	raise cleaner error on missing action in bulk creates

	allow for ref to contain nested templates



  
    
  
  Improvements:


	massage changesets & queries in Ash.Error.to_ash_error/3


  
    
  
  v2.15.7 (2023-09-29)



  
    
  
  Bug Fixes:


	return unions as is if load is empty (#714)


  
    
  
  v2.15.6 (2023-09-29)



  
    
  
  Bug Fixes:


	unions, only load through types when loadable

	handle empty list loads



  
    
  
  v2.15.5 (2023-09-28)



  
    
  
  Bug Fixes:


	ensure constraints are properly set in map/new_types


  
    
  
  Improvements:


	don't double cast ci strings


  
    
  
  v2.15.4 (2023-09-28)



  
    
  
  Bug Fixes:


	only set non-nil values unless keep_nil in seed creation


  
    
  
  v2.15.3 (2023-09-28)



  
    
  
  Bug Fixes:


	Ash.Seed extracts attributes from the struct now


  
    
  
  v2.15.2 (2023-09-28)



  
    
  
  Bug Fixes:


	properly perform field authorization on loaded through types

	usage of get_by with belongs_to attribute (#712)



  
    
  
  v2.15.1 (2023-09-27)



  
    
  
  Bug Fixes:


	static checks with conditions could be overly or insufficiently restrictive

	set field policy opts on field policy conditions

	move Resource.Transformers.BelongsToSourceField into entity (#709)



  
    
  
  Improvements:


	add context option to bulk_create


  
    
  
  v2.15.0 (2023-09-27)



  
    
  
  Features:


	expose query or changeset to field policies (#701)


  
    
  
  Bug Fixes:


	don't authorize on identity usage validations

	handle empty batches in bulk create

	update stream_data dependency, as we use the latest version



  
    
  
  Improvements:


	expose max/min constraints on Ash.Type.Float

	rework utc_datetime to datetime

	explicitly validate manual action return types



  
    
  
  v2.14.21 (2023-09-25)



  
    
  
  Improvements:


	deprecate old school manual actions

	better UX around nimble options errors

	remove old, now-deprecated config

	add Ash.Query.around_transaction/2



  
    
  
  v2.14.20 (2023-09-22)



  
    
  
  Bug Fixes:


	revert :wrap_list usage for topic in PubSub, needs recursion (#702)


  
    
  
  v2.14.19 (2023-09-21)



  
    
  
  Bug Fixes:


	more usages of :wrap_list type (#700)

	add missing usage of :default_belongs_to_type (#699)



  
    
  
  Improvements:


	add sequence generator utility


  
    
  
  v2.14.18 (2023-09-20)



  
    
  
  Bug Fixes:


	properly wrap [tracer] in Ash.Flow

	use :wrap_list type where appropriate (#698)

	get_by option can accept a single atom (#697)

	properly handle nil values in embedded resources

	ensure that can always returns an error when asked

	get type for manual action at compile time



  
    
  
  Improvements:


	make storage_type overridable by new_types

	support map_with_tag storage mode for Ash.Union.

	if no authorizers are set, anyone can do anything

	explicit error on after_action hook mismatch



  
    
  
  v2.14.17 (2023-09-15)



  
    
  
  Improvements:


	recommit the dsl cheatsheets, and update ash-ci

	add allow_nil? to generic actions, defaults to false



  
    
  
  v2.14.16 (2023-09-13)



  
    
  
  Bug Fixes:


	properly handle bubbled up exceptions from type casting

	typo in new tracer setting logic

	properly expose nested errors on unions



  
    
  
  Improvements:


	set_handled_error/3 for when errors are returned


  
    
  
  v2.14.15 (2023-09-13)



  
    
  
  Bug Fixes:


	propertly handle configured list of tracers


  
    
  
  v2.14.14 (2023-09-12)



  
    
  
  Improvements:


	support trace_type?/2 in tracers

	support stacktraces in set_error

	support multiple tracers, instead of just one



  
    
  
  v2.14.13 (2023-09-12)



  
    
  
  Bug Fixes:


	fix formatting for policies with conditions

	policy mermaid chart fix forbid_unless behavior



  
    
  
  Improvements:


	support vector types


  
    
  
  v2.14.12 (2023-09-05)



  
    
  
  Improvements:


	Allow resources to opt out of the primary key requirement. (#687)


  
    
  
  v2.14.11 (2023-09-04)



  
    
  
  Bug Fixes:


	better handling for negate error messages


  
    
  
  v2.14.10 (2023-09-04)



  
    
  
  Improvements:


	raise runtime error on misuse of negate


  
    
  
  v2.14.9 (2023-09-04)



  
    
  
  Bug Fixes:


	compile before ash tasks


  
    
  
  v2.14.8 (2023-09-04)



  
    
  
  Improvements:


	add ash.reset and ash.tear_down


  
    
  
  v2.14.7 (2023-09-04)



  
    
  
  Bug Fixes:


	fix no such action error on create changesets

	remove policy documentation due to compile time links

	show policy conditions, and fix final destination of last policy condition

	include path in unique path for anonymous aggregates



  
    
  
  Improvements:


	show policy mermaid chart in moduledocs

	add mix ash.generate_policy_chart



  
    
  
  v2.14.6 (2023-09-01)



  
    
  
  Bug Fixes:


	give anonymous aggregates constant names

	sort operator names in keyset (#684)



  
    
  
  v2.14.5 (2023-08-31)



  
    
  
  Bug Fixes:


	action.update_default -> field.update_default typo

	ensure that errors/records return the proper value in bulk creates

	properly optimized nested get_path calls

	simplify and fix duplicate detection in embedded resources

	better handling of runtime maps & lists

	properly handle as option for calculations in calculation dependencies



  
    
  
  Improvements:


	add Ash.Context.to_opts/1-2

	add topic docs for atomics

	implement atomics, expression-based changes (#682)

	hide __order__ and __lateral_join_source__ on records



  
    
  
  v2.14.4 (2023-08-22)



  
    
  
  Bug Fixes:


	handle inline aggregates in calculation resolver


  
    
  
  v2.14.3 (2023-08-22)



  
    
  
  Bug Fixes:


	init validations at runtime not compile time

	Ash.Filter: Don't overly constrain related references. (#678)

	handle nil constraints in cast_input

	properly handle in-line maps in exprs

	don't cast notloaded/forbidden values at runtime

	add required errors for missing read arguments

	don't evaluate unknown types in basic operators



  
    
  
  Improvements:


	support in-line aggregates

	Set api field for ActionInput when running action (#676)

	make resource's DSL attributes section patchable (#675)

	validate all actions and accept/reject fields at once. (#674)



  
    
  
  v2.14.2 (2023-08-17)



  
    
  
  Bug Fixes:


	Enum types only have storage_type/0 still

	inspecting a query now only shows arguments explicitly set

	don't set attributes or arguments to invalid values



  
    
  
  Improvements:


	storage_type/0 -> storage_type/1

	Ash.Resource.Calculation: set struct defaults. (#673)

	track invalid keys, don't add required errors for them

	properly set path into error instead of on error messages

	expose union errors with path when tag is set

	find all installed extensions by default



  
    
  
  v2.14.1 (2023-08-14)



  
    
  
  Bug Fixes:


	handle atomic/string union type identifiers better

	handle empty field policy lists better internally



  
    
  
  Improvements:


	add initial implementation of new mix tasks

	add plural_name



  
    
  
  v2.14.0 (2023-08-09)



  
    
  
  Bug Fixes:


	optimized boolean expression building typo


  
    
  
  v2.13.4 (2023-08-08)



  
    
  
  Bug Fixes:


	don't optimized in/== predicates across incorrect boolean expressions

	various fixes with runtime evaluation of aggregates

	handle mnesia transaction errors properly

	fix badly formatted error message

	better error message in validate_related_resource_inclusion



  
    
  
  Improvements:


	add from_many? option to has_one

	initialize change opts in bulk actions



  
    
  
  v2.13.3 (2023-08-01)



  
    
  
  Bug Fixes:


	handle changeset errors in mnesia transactions

	fix builder for action preparations



  
    
  
  Improvements:


	validate resourcesin apis

	added round/1 and round/2 to expressions

	add new/1 to all ash errors, because its nicer

	allow for parent/1 expressions to be resolved "later"

	support parent/1 in relationships

	enrich mnesdia data layer



  
    
  
  v2.13.2 (2023-07-22)



  
    
  
  Bug Fixes:


	before/after batch callbacks are no longer broken


  
    
  
  v2.13.1 (2023-07-21)



  
    
  
  Improvements:


	remove ecto after compile hook


  
    
  
  v2.13.0 (2023-07-21)



  
    
  
  Features:


	validate arg (#662)

	validate argument unequality

	validate argument in



  
    
  
  Bug Fixes:


	try to cast_stored expression calculation results

	read argument value in ArgumentEquals validation (#664)



  
    
  
  Improvements:


	add aggregate context when adding aggregates


  
    
  
  v2.12.1 (2023-07-19)



  
    
  
  Improvements:


	support distinct_sort in Query.build/2

	inspect distinct_sort



  
    
  
  v2.12.0 (2023-07-19)



  
    
  
  Features:


	validate argument equality (#659)


  
    
  
  Bug Fixes:


	Keyword.fetch on keywords, fix test name

	allow the query & related fields to be read before authorization status is complete



  
    
  
  Improvements:


	support distinct_sort

	use Comp.equal? for actor_attribute_equals check



  
    
  
  v2.11.11 (2023-07-18)



  
    
  
  Bug Fixes:


	only depend on calcs in runtime calcs


  
    
  
  Improvements:


	support distincting on calculations

	support distinct in ets data layer for testing



  
    
  
  v2.11.10 (2023-07-18)



  
    
  
  Bug Fixes:


	handle manual relationships where source field doesn't exist


  
    
  
  v2.11.9 (2023-07-18)



  
    
  
  Bug Fixes:


	only error on incorrect destination managed relationships when they are resources


  
    
  
  Improvements:


	support the - unary operator


  
    
  
  v2.11.8 (2023-07-13)



  
    
  
  Improvements:


	add ForbiddenField exception

	warn on api missing from config

	support resources directly in API modules

	compile time warning on resources not detected in any apis



  
    
  
  v2.11.7 (2023-07-13)



  
    
  
  Improvements:


	exists type aggregate


  
    
  
  v2.11.6 (2023-07-12)



  
    
  
  Improvements:


	add at/2 function


  
    
  
  v2.11.5 (2023-07-12)



  
    
  
  Bug Fixes:


	incorrect error for casting binary UUID (#653)

	fix and improve policy breakdown logs

	incorrect typespec for bulk_create/5. (#646)



  
    
  
  Improvements:


	add string_split expression

	add field_policy_bypass

	optimize field selection/loading when possible

	deselect fields we know statically are not visible



  
    
  
  v2.11.4 (2023-07-10)



  
    
  
  Bug Fixes:


	add handle_change/3 and prepare_change/3 to Ash.Type.Union (#642)


  
    
  
  v2.11.3 (2023-07-06)



  
    
  
  Bug Fixes:


	properly detect selected attributes for changeset field policies

	run before_action after authorization



  
    
  
  Improvements:


	Add Negate validation (#636)


  
    
  
  v2.11.2 (2023-07-04)



  
    
  
  Bug Fixes:


	return accumulator to correct state after altering exists

	typo in at_most validation message (#640)



  
    
  
  v2.11.1 (2023-07-04)



  
    
  
  Bug Fixes:


	select attributes in load statement


  
    
  
  v2.11.0 (2023-07-04)



  
    
  
  Bug Fixes:


	don't loan unless we need to for runtime filters


  
    
  
  v2.11.0-rc.3 (2023-06-29)



  
    
  
  Bug Fixes:


	load after all hooks have completed

	don't allow is_nil as an expression operator

	proper source field loading on related data

	reselect all selected attributes on action loading

	don't deselect fields on loading for changesets



  
    
  
  Improvements:


	better behavior for invalid filter value errors


  
    
  
  v2.11.0-rc.2 (2023-06-28)



  
    
  
  Features:


	Adds Ash.Changeset around_transaction (#632)


  
    
  
  Bug Fixes:


	select after setting notification data


  
    
  
  Improvements:


	support partial eager evaluation of functions


  
    
  
  v2.11.0-rc.1 (2023-06-24)



  
    
  
  Improvements:


	support specifying calculation as an option


  
    
  
  v2.11.0-rc.0 (2023-06-23)



  
    
  
  Features:


	add field_policies


  
    
  
  Bug Fixes:


	fix field policy expressions

	handle various inconsistencies in runtime expression runner



  
    
  
  v2.10.2 (2023-06-22)



  
    
  
  Improvements:


	fix loading w/ only nil values

	add verifier for identity fields. (#626)

	adds verifier for identity fields.



  
    
  
  v2.10.1 (2023-06-16)



  
    
  
  Bug Fixes:


	check paginability before streaming

	properly set notification_data from loaded record

	properly handle lazy loaded many to many relationships

	remove duplicate doc for authorize? in Query.for_read_opts (#623)

	set notification data with loaded result

	honor not_found_error?: true opt in code interface get actions (#620)

	typo on keyset refactor



  
    
  
  Improvements:


	fix problems w/ nested loads using relationship load calcs


  
    
  
  v2.10.0 (2023-06-14)



  
    
  
  Features:


	generate some action helpers with code interface (#614)


  
    
  
  Bug Fixes:


	ensure attributes for keyset pagination are selected


  
    
  
  Improvements:


	add support for generic actions in api.can (#617)


  
    
  
  v2.9.29 (2023-06-12)



  
    
  
  Bug Fixes:


	can_load?/1 -> can_load?/2

	handle new load calculations in nested loading? checks



  
    
  
  v2.9.28 (2023-06-12)



  
    
  
  Bug Fixes:


	don't load nil values for runtime types

	properly set upsert_keys on bulk upserts

	continue refactor in code interface (#611)



  
    
  
  Improvements:


	properly pass calculation args in keyset filters


  
    
  
  v2.9.27 (2023-06-10)



  
    
  
  Bug Fixes:


	honor query limit when streaming

	refactor out some repetition in code interface (#609)



  
    
  
  v2.9.26 (2023-06-09)



  
    
  
  Bug Fixes:


	properly handle loading through list types


  
    
  
  Improvements:


	better keyset pagination behavior on first and last pages


  
    
  
  v2.9.25 (2023-06-09)



  
    
  
  Bug Fixes:


	handle api missing in code interface calls


  
    
  
  v2.9.24 (2023-06-09)



  
    
  
  Bug Fixes:


	pass empty select statement when loading on changesets

	fixes for loading through attributes

	drop proper opts keys when calling api in code interface (#608)



  
    
  
  v2.9.23 (2023-06-09)



  
    
  
  Bug Fixes:


	remove validation that was breaking real design patterns


  
    
  
  v2.9.22 (2023-06-09)



  
    
  
  Bug Fixes:


	various fixes to data loading

	properly set tenant on nested calculation loads

	properly set calc_name to resource calculation name on aliased calc loads

	check correct calculation dependency for relationship

	don't use to_string on the calculation names

	don't need to check current aggs/calcs in filters anymore

	set query tenant on calc dep loads

	copy tenant to step on flow build (#603)

	ensure add_tenant/1 checks the correctkey (#601)



  
    
  
  Improvements:


	optimize LoadRelationship calculation

	Ash.Query.accessing/2 to get a list of fields being accessed

	builting LoadAttribute and LoadRelationship calculations

	warn on invalid/impossible policies

	support loading through types

	properly set tenant from initial data



  
    
  
  v2.9.21 (2023-06-06)



  
    
  
  Bug Fixes:


	properly chain batch to each change in bulk creates

	properly handle failed bulk creates with no errors



  
    
  
  Improvements:


	handle nils in memory the same way sql would have


  
    
  
  v2.9.20 (2023-06-05)



  
    
  
  Bug Fixes:


	also do not autogenerate values for optional fields that have a generator (#599)

	rename few error files to match module names (#597)



  
    
  
  Improvements:


	support changeset.load


  
    
  
  v2.9.19 (2023-06-02)



  
    
  
  Bug Fixes:


	Only create values for attributes that did not get a generator (#595)

	remove field name from string length error message (#594)

	remove field name from string length error message

	remove old unused Error.Changes.UnknownError

	do not capitalize ash error messages

	change error kind code for Ash.Error.Forbidden.Policy



  
    
  
  Improvements:


	verify reserved calc names, support as input


  
    
  
  v2.9.18 (2023-05-31)



  
    
  
  Bug Fixes:


	properly load aggregates required for keyset pagination


  
    
  
  v2.9.17 (2023-05-31)



  
    
  
  Bug Fixes:


	properly load depended on source attributes


  
    
  
  v2.9.16 (2023-05-29)



  
    
  
  Bug Fixes:


	handle pre-hydrated predicates in expressions

	handle nil errors on bulk creates

	add :forbidden to error_class, lowercase code for Forbidden (#589)



  
    
  
  v2.9.15 (2023-05-27)



  
    
  
  Bug Fixes:


	proper required value validations in bulk creates

	don't use error count in place of errors



  
    
  
  Improvements:


	make loading?/2 smarter


  
    
  
  v2.9.14 (2023-05-26)



  
    
  
  Bug Fixes:


	properly manage relationships on bulk creates

	validations could undo certain changeset changes in bulk creates

	properly upsert on non batchable rows



  
    
  
  v2.9.13 (2023-05-25)



  
    
  
  Bug Fixes:


	properly honor the return_errors? option


  
    
  
  v2.9.12 (2023-05-23)



  
    
  
  Bug Fixes:


	properly wrap errored changesets in bulk creates

	don't notify unless notify?: true in bulk creates

	properly wrap errored changesets in {:error in bulk creates



  
    
  
  Improvements:


	better support for multiple code interfaces w/ same name


  
    
  
  v2.9.11 (2023-05-23)



  
    
  
  Bug Fixes:


	swap Exception.exception? for Kernel.is_exception (#584)


  
    
  
  Improvements:


	handle bulk transaction errors better


  
    
  
  v2.9.10 (2023-05-18)



  
    
  
  Bug Fixes:


	accidental variable shadowing in calculation loading.

	add missing batch_size opt for bulk_create (#581)



  
    
  
  v2.9.9 (2023-05-18)



  
    
  
  Bug Fixes:


	errors on casting arrays of unions in newtypes


  
    
  
  v2.9.8 (2023-05-17)



  
    
  
  Improvements:


	add unavailable error


  
    
  
  v2.9.7 (2023-05-16)



  
    
  
  Bug Fixes:


	don't require {:data_layer, *} for custom locks


  
    
  
  Improvements:


	add get_and_lock/1 builtin change


  
    
  
  v2.9.6 (2023-05-15)



  
    
  
  Bug Fixes:


	don't use :map as storage type for Map


  
    
  
  Improvements:


	Ash.Type.Module: Add :module type. (#578)

	handle ci strings in cast_stored

	better default overflow logic

	custom stale record error



  
    
  
  v2.9.5 (2023-05-08)



  
    
  
  Bug Fixes:


	user proper upsert identity for bulk operations


  
    
  
  Improvements:


	optimistic locking via changeset.filters


  
    
  
  v2.9.4 (2023-05-04)



  
    
  
  Bug Fixes:


	ecto type of map is just :map


  
    
  
  v2.9.3 (2023-05-03)



  
    
  
  Bug Fixes:


	unbound variable in schema definition


  
    
  
  Improvements:


	support bulk upserts


  
    
  
  v2.9.2 (2023-05-02)



  
    
  
  Bug Fixes:


	fix dialyzer

	proper return value for synthesized bulk creates

	assorted bulk create fixes

	set upsert context from action on create changesets

	handle invalid input in basic actions



  
    
  
  Improvements:


	bulk create improvements, docs

	finishing initial touches on bulk actions

	bulk create actions

	initial support for basic actions

	better messages for missed notifications

	retain stacktraces from task errors



  
    
  
  v2.9.1 (2023-05-01)



  
    
  
  Bug Fixes:


	handle map relationship data in lateral join


  
    
  
  v2.9.0 (2023-05-01)



  
    
  
  Features:


	attribute_in/2 builtin validation


  
    
  
  Bug Fixes:


	proper source path for lateral joined relationships


  
    
  
  Improvements:


	error if relationship.api is not an Ash.Api


  
    
  
  v2.8.1 (2023-04-28)



  
    
  
  Improvements:


	more typespec fixes

	support lock option on read

	data layer can? might get a dsl, not a resource



  
    
  
  v2.8.0 (2023-04-28)



  
    
  
  Features:


	add Api.stream!/1


  
    
  
  Bug Fixes:


	set flow argument defaults

	handle join relationship in different api

	don't warn on being managed from attribute changing

	don't initially require attributes for belongs to relationships being managed

	simple equality filter should not traverse ors



  
    
  
  Improvements:


	introduce basic locking

	include resource validations by default

	validate explicit api configurations, with good error messages



  
    
  
  v2.7.1 (2023-04-21)



  
    
  
  Bug Fixes:


	more fixes to optimized boolean filter building


  
    
  
  v2.7.0 (2023-04-20)



  
    
  
  Features:


	add fields/1 and public_fields/1 to Ash.Resource.Info (#569)


  
    
  
  Bug Fixes:


	don't optimize across or boundaries

	handle calculation deps w/ multiple nested relationship paths

	only do tenant things in ETS if strategy is :context

	add the spark function version of calculations

	proper error message on invalid inline function calculation

	Add tenant attribute to identity attributes on upserts (#565)



  
    
  
  Improvements:


	Add upserts option to flow's create step (#566)

	Change storage type of Ash.Type.Term to :binary (#561)

	automatically gather up notifications



  
    
  
  v2.6.31 (2023-04-11)



  
    
  
  Bug Fixes:


	properly require attributes on creates


  
    
  
  v2.6.30 (2023-04-10)



  
    
  
  Bug Fixes:


	don't require values if a changeset result has been set

	properly return errors on invalid calculation arguments

	user unpaginated_read for read_one

	handle strings better in refs

	consider strings in ref



  
    
  
  Improvements:


	add build_action_metadata to resource builder

	add Ash.merge_context/1 and Ash.update_context/1

	add constraints to maps (#556)



  
    
  
  v2.6.29 (2023-04-04)



  
    
  
  Bug Fixes:


	various ash flow return value fixes

	Fix set_new_attribute by adding missing option to set_attribute (#553)

	show context on all errors

	include error context in top level of errors



  
    
  
  Improvements:


	validate returnable steps in flow returns

	update touched_resources logic

	Add :field option to relate_actor change (#546)



  
    
  
  v2.6.28 (2023-04-03)



  
    
  
  Bug Fixes:


	properly handle nested calculation selects

	fix typespecs and not_found_error? code interface option

	typespec support Expr.t() in calculation builder

	remove bad default for struct constraint

	use values when already loading aggregates



  
    
  
  Improvements:


	thread context through when loading data

	update spark to fix deeply nested DSLs

	read_uses_flow?: Build stub for Ash.Actions.Flows.Read.

	properly set related resource

	simpler required attributes behavior

	add :subfield option to relates_to_actor_via (#540)

	add accessing_from/2 builtin check

	rewrite calculation loader

	add {set,update,get}_context to Ash.PlugHelpers (#534)

	improve compile times with ð�ª�

	fix action typespecs

	add option set_when_nil? to builtin change set_attribute (#528)



  
    
  
  v2.6.27 (2023-03-22)



  
    
  
  Improvements:


	add update_actor to Ash.Plughelpers (#532)


  
    
  
  v2.6.26 (2023-03-21)



  
    
  
  Bug Fixes:


	use proper arguments for aggregating queries


  
    
  
  v2.6.25 (2023-03-21)



  
    
  
  Improvements:


	add skip_global_validations? option for actions


  
    
  
  v2.6.24 (2023-03-21)



  
    
  
  Bug Fixes:


	datetime_add was actually datetime_subtract in elixir

	prevent exception when describing some checks (#531)



  
    
  
  Improvements:


	Add get_by option to read actions. (#530)


  
    
  
  v2.6.23 (2023-03-21)



  
    
  
  Improvements:


	builder & typespec improvements


  
    
  
  v2.6.22 (2023-03-20)



  
    
  
  Bug Fixes:


	properly handle multi-resource transaction return values

	various fixes in aggregate authorization behavior

	use builtin short names for builtin type helper

	properly set builtin types



  
    
  
  Improvements:


	better resource detection of transactions in Ash.Flow

	better formatting for branches in flow charts

	add :read_action and :authorize? configurations for resource aggregates

	Add before_action/1 and after_action/1 to Ash.Resource.Preparations.Builtins. (#526)



  
    
  
  v2.6.21 (2023-03-13)



  
    
  
  Improvements:


	add Ash.Type.NewType

	add :unknown for all potential facts

	optimize policy check running with laziness

	don't select when running policy queries



  
    
  
  v2.6.20 (2023-03-10)



  
    
  
  Bug Fixes:


	remove pre_flight expression checking


  
    
  
  Improvements:


	Add builtin changes for lifecycle hooks. (#523)


  
    
  
  v2.6.19 (2023-03-09)



  
    
  
  Bug Fixes:


	properly return false on forbidden errors


  
    
  
  v2.6.18 (2023-03-08)



  
    
  
  Improvements:


	add Api.can? and Api.can


  
    
  
  v2.6.17 (2023-03-06)



  
    
  
  Bug Fixes:


	add actor back to transaction metadata


  
    
  
  Improvements:


	add delay_global_validations? action option


  
    
  
  v2.6.16 (2023-03-03)



  
    
  
  Bug Fixes:


	calc loading in keyset pagination


  
    
  
  Improvements:


	add new date expressions


  
    
  
  v2.6.15 (2023-02-27)



  
    
  
  Bug Fixes:


	properly handle allow_nil fields in keyset pagination


  
    
  
  v2.6.14 (2023-02-24)



  
    
  
  Bug Fixes:


	don't reselect fields automatically

	ensure data layer is compiled



  
    
  
  Improvements:


	introduce reselect_all? option for loading


  
    
  
  v2.6.13 (2023-02-24)



  
    
  
  Bug Fixes:


	only use resource_to_query/2


  
    
  
  v2.6.12 (2023-02-24)



  
    
  
  Bug Fixes:


	support nil values in dump_to_native

	properly support calc expansion in policies

	support nil cast for resource type



  
    
  
  Improvements:


	support record's as calculate arguments

	include actor in all calculation context



  
    
  
  v2.6.11 (2023-02-23)



  
    
  
  Bug Fixes:


	allow argument references in policies


  
    
  
  Improvements:


	don't eager load sort data


  
    
  
  v2.6.10 (2023-02-21)



  
    
  
  Bug Fixes:


	properly handle list args for functions

	set query context from before_action hooks into initial query

	set context into initial_query



  
    
  
  Improvements:


	Implement string_join expr function (#515)


  
    
  
  v2.6.9 (2023-02-21)



  
    
  
  Bug Fixes:


	make resource diagram task recursive

	use private.internal? to bypass require_actor?

	properly call run_aggregate_query_with_lateral_join



  
    
  
  Improvements:


	add force variations of set arguments


  
    
  
  v2.6.8 (2023-02-16)



  
    
  
  Bug Fixes:


	don't overwrite keyset when loading data


  
    
  
  v2.6.7 (2023-02-16)



  
    
  
  Bug Fixes:


	properly return {:ok, page} in all cases


  
    
  
  v2.6.6 (2023-02-16)



  
    
  
  Bug Fixes:


	authorize?: true by default on flows, pass actor through

	pass actor into engine



  
    
  
  v2.6.5 (2023-02-15)



  
    
  
  Bug Fixes:


	properly handle optional args in code interface


  
    
  
  v2.6.4 (2023-02-15)



  
    
  
  Bug Fixes:


	handle cases where union type is already atom

	various union fixes

	make depend_on_resources more reliable

	use load/3 for builtin concat calc



  
    
  
  Improvements:


	Add error message when page is added but pagination is not enabled (#511)

	add union type and some tests around it

	add union short name

	add union type

	better operator type casting and expression fixes



  
    
  
  v2.6.3 (2023-02-12)



  
    
  
  Bug Fixes:


	fix non-optional pagination


  
    
  
  Improvements:


	add warning on usage of transaction hooks when in a surrounding transaction

	add before_transaction and after_transaction



  
    
  
  v2.6.2 (2023-02-10)



  
    
  
  Bug Fixes:


	pagination behavior is incorrect

	nil as page_opts is acceptable

	fix aggregate.uniq?



  
    
  
  v2.6.1 (2023-02-09)



  
    
  
  Bug Fixes:


	Type error: Suggest custom short type names as well (#508)


  
    
  
  Improvements:


	support uniq? for count/list attributes


  
    
  
  v2.6.0 (2023-02-05)



  
    
  
  Features:


	initial (and slightly experimental) Api.aggregate support


  
    
  
  Bug Fixes:


	handle {:ref, ...} tuple in static syntax

	various fast follows to api aggregate functions

	pattern match problem in aggregate action

	properly handle nested array type constraint validation



  
    
  
  Improvements:


	update spark for latest doc improvements

	better description of action_type check

	add more builders

	stop running preparations if one of them returns an error



  
    
  
  v2.5.16 (2023-02-01)



  
    
  
  Bug Fixes:


	load lazily after action when results are set

	fix typespec for Ash.set_tenant/1



  
    
  
  v2.5.15 (2023-01-31)



  
    
  
  Bug Fixes:


	set proper query aggregate when fetching aggregate values


  
    
  
  v2.5.14 (2023-01-30)



  
    
  
  Improvements:


	registry resource validations transformers -> verifiers

	better error message on unknown relationship



  
    
  
  v2.5.13 (2023-01-30)



  
    
  
  Bug Fixes:


	use destination query for aggregates, join auth to come later

	check changeset.valid? properly on destroys

	properly halt on action errors in before_action hooks



  
    
  
  Improvements:


	no async loads except when loading on initial data

	support length constraints on array embeds



  
    
  
  v2.5.12 (2023-01-29)



  
    
  
  Improvements:


	simplify aggregate loading, fix bug with auth query resource


  
    
  
  v2.5.11 (2023-01-28)



  
    
  
  Improvements:


	support {:ignore, changeset} from error handlers

	add read action metadata



  
    
  
  v2.5.10 (2023-01-27)



  
    
  
  Improvements:


	upgrade to latest spark for compile time improvements

	improve compile times by reorienting some compile deps

	add relationships to underlying ecto schemas for better escape hatches

	reselect explicitly selected queries on reload



  
    
  
  v2.5.9 (2023-01-22)



  
    
  
  Bug Fixes:


	properly surface errors from embedded attributes

	use original pkey for ets upsert lookup



  
    
  
  v2.5.8 (2023-01-20)



  
    
  
  Bug Fixes:


	properly prepend the prefix to the topic


  
    
  
  v2.5.7 (2023-01-20)



  
    
  
  Bug Fixes:


	properly load depended on aggregates

	properly handle functional manual creates

	Use proper options in confirm change.

	only pass action name in Ash.Changeset.for_action (#476)

	properly set the context option on changesets

	return proper value from validation



  
    
  
  Improvements:


	include value in invalid error messages

	cleaner inspect for calculations

	add set_result for conditional manual actions/caching

	update docs to new links formats for ash_hq (#483)

	add nil return type to api get/3, read_one/2 and read_one!/2 (#482)

	don't load dependencies for calcs in query

	add action_is/1 builtin validation

	more compile time optimizations



  
    
  
  v2.5.6 (2023-01-19)



  
    
  
  Bug Fixes:


	properly load depended on aggregates

	properly handle functional manual creates

	Use proper options in confirm change.

	only pass action name in Ash.Changeset.for_action (#476)

	properly set the context option on changesets

	return proper value from validation



  
    
  
  Improvements:


	cleaner inspect for calculations

	add set_result for conditional manual actions/caching

	update docs to new links formats for ash_hq (#483)

	add nil return type to api get/3, read_one/2 and read_one!/2 (#482)

	don't load dependencies for calcs in query

	add action_is/1 builtin validation

	more compile time optimizations



  
    
  
  v2.5.5 (2023-01-19)



  
    
  
  Bug Fixes:


	properly handle functional manual creates

	Use proper options in confirm change.

	only pass action name in Ash.Changeset.for_action (#476)

	properly set the context option on changesets

	return proper value from validation



  
    
  
  Improvements:


	add set_result for conditional manual actions/caching

	update docs to new links formats for ash_hq (#483)

	add nil return type to api get/3, read_one/2 and read_one!/2 (#482)

	don't load dependencies for calcs in query

	add action_is/1 builtin validation

	more compile time optimizations



  
    
  
  v2.5.4 (2023-01-18)



  
    
  
  Bug Fixes:


	Use proper options in confirm change.

	only pass action name in Ash.Changeset.for_action (#476)

	properly set the context option on changesets

	return proper value from validation



  
    
  
  Improvements:


	update docs to new links formats for ash_hq (#483)

	add nil return type to api get/3, read_one/2 and read_one!/2 (#482)

	don't load dependencies for calcs in query

	add action_is/1 builtin validation

	more compile time optimizations



  
    
  
  v2.5.3 (2023-01-18)



  
    
  
  Bug Fixes:


	Use proper options in confirm change.

	only pass action name in Ash.Changeset.for_action (#476)

	properly set the context option on changesets

	return proper value from validation



  
    
  
  Improvements:


	update docs to new links formats for ash_hq (#483)

	add nil return type to api get/3, read_one/2 and read_one!/2 (#482)

	don't load dependencies for calcs in query

	add action_is/1 builtin validation

	more compile time optimizations



  
    
  
  v2.5.2 (2023-01-12)



  
    
  
  Bug Fixes:


	properly set the context option on changesets

	return proper value from validation



  
    
  
  Improvements:


	add action_is/1 builtin validation

	more compile time optimizations



  
    
  
  v2.5.1 (2023-01-11)



  
    
  
  Bug Fixes:


	return proper value from validation


  
    
  
  Improvements:


	more compile time optimizations


  
    
  
  v2.5.0 (2023-01-11)



  
    
  
  v2.5.0-rc.6 (2023-01-09)



  
    
  
  Bug Fixes:


	set interface args to empty list by default


  
    
  
  v2.5.0-rc.5 (2023-01-09)



  
    
  
  Bug Fixes:


	properly zip calculation results with primary keys


  
    
  
  Improvements:


	add Api.calculate/3 and define_calculation code interface builder


  
    
  
  v2.5.0-rc.4 (2023-01-06)



  
    
  
  Bug Fixes:


	more fixes for synonymous relationship paths


  
    
  
  v2.5.0-rc.3 (2023-01-06)



  
    
  
  Bug Fixes:


	stop seeing incorrect relationships as synonymous


  
    
  
  v2.5.0-rc.2 (2023-01-05)



  
    
  
  Bug Fixes:


	various filter & expression fixes

	handle aggregate defaults when evaluating expressions



  
    
  
  v2.5.0-rc.1 (2023-01-05)



  
    
  
  Bug Fixes:


	remove all URI encoding/decoding from core for keysets


  
    
  
  Improvements:


	rename this to parent for clarity


  
    
  
  v2.5.0-rc.0 (2023-01-04)



  
    
  
  Features:


	add this/1 for use inside exists/2 (and other places eventually)


  
    
  
  Bug Fixes:


	various fixes to expression syntax

	encode the keyset for display in a URI automatically

	fix authorize? method (#472)

	calculations depending on aggregates were not including those dependencies properly

	load types marked with cast_in_query? false at runtime

	proper support for nested expressions in calculations

	typo in cast_in_query?

	allow lists in expr syntax



  
    
  
  Improvements:


	warn on potentially incompatible relationship attributes

	add default_belongs_to_type configuration

	loading an attribute is now equivalent to ensure_selected

	support module attributes in exprs

	Add Ash.Error.Invalid.TenantRequired error (#471)

	add constraints to query calculations

	cast_in_query? takes constraints

	support for calculations in aggregate fields



  
    
  
  v2.4.30 (2022-12-27)



  
    
  
  Bug Fixes:


	calculation builder using wrong builder


  
    
  
  Improvements:


	add simple_notifiers as a compile time optimization


  
    
  
  v2.4.29 (2022-12-27)



  
    
  
  Bug Fixes:


	handle nil constraints in array

	only start transactions for resources not already in one



  
    
  
  Improvements:


	add calculations to builder


  
    
  
  v2.4.28 (2022-12-23)



  
    
  
  Bug Fixes:


	import builtins at the action level, not the section level

	fix broken default behavior around managing relationships.



  
    
  
  Improvements:


	fix tests to handle new defaults

	optimize strict checks



  
    
  
  v2.4.27 (2022-12-21)



  
    
  
  Bug Fixes:


	properly include module in doc links

	add test for string generator, and fix it

	only allow nil in appropriate circumstances in generator

	respect selects in related_query (#464)

	use action name not struct for embedded generators

	use create generators for embedded types

	support dependencies on pruned branch steps

	ensure type compiled for generator



  
    
  
  Improvements:


	fix decimal generator to only compare with floats at generation

	filter min_length strings in generators



  
    
  
  v2.4.26 (2022-12-15)



  
    
  
  Improvements:


	update spark


  
    
  
  v2.4.25 (2022-12-15)



  
    
  
  Bug Fixes:


	transaction steps use failure_mode: :stop


  
    
  
  Improvements:


	better expression detection


  
    
  
  v2.4.24 (2022-12-10)



  
    
  
  Improvements:


	more dependable notifications, support custom notifications better


  
    
  
  v2.4.23 (2022-12-08)



  
    
  
  Improvements:


	add more transaction types


  
    
  
  v2.4.22 (2022-12-08)



  
    
  
  Bug Fixes:


	depend on latest spark

	different formats for extensions



  
    
  
  Improvements:


	add :struct (Ash.Type.struct) type


  
    
  
  v2.4.21 (2022-12-08)



  
    
  
  Bug Fixes:


	don't lock specific nimble options version


  
    
  
  Improvements:


	replace doc links in sidebar also

	better doc replacement behavior

	dep updates & new aggregate types avg/min/max/custom



  
    
  
  v2.4.20 (2022-12-07)



  
    
  
  Bug Fixes:


	more matching fixes on manual relationships

	handle manual relationship load results when building query



  
    
  
  Improvements:


	only set defaults when attribute is actually set

	Pass context into query and changeset for_... functions. (#460)



  
    
  
  v2.4.19 (2022-12-04)



  
    
  
  Improvements:


	set context once, early


  
    
  
  v2.4.18 (2022-12-01)



  
    
  
  Bug Fixes:


	set proper types in transaction reasons


  
    
  
  v2.4.17 (2022-12-01)



  
    
  
  Improvements:


	support data layers implementing transaction level hooks


  
    
  
  v2.4.16 (2022-11-30)



  
    
  
  Bug Fixes:


	properly authorize manage relationship calls


  
    
  
  Improvements:


	don't run calculation queries if no records were returned

	don't run queries with limit: 0

	more readable flow charts

	not_found_error? option on get?: true read flow steps



  
    
  
  v2.4.15 (2022-11-29)



  
    
  
  Improvements:


	add not_found_error? option to interface builder and when calling


  
    
  
  v2.4.14 (2022-11-29)



  
    
  
  Bug Fixes:


	properly handle arguments with default values in code interface


  
    
  
  v2.4.13 (2022-11-29)



  
    
  
  Bug Fixes:


	don't raise a backwards incompatible error message on certian changeset functions

	properly apply managed relationships on manual actions

	properly pass resource option in filter policies



  
    
  
  v2.4.12 (2022-11-25)



  
    
  
  Bug Fixes:


	don't revisit nodes in the ash engine

	properly map to :destroy step names

	handle Ash.Flow.Step.Destroy in path matchers

	resolve issue with authorize_unless and filter checks

	fix pattern match error in manage relationship reduce



  
    
  
  Improvements:


	optimize various solver boolean optimizations

	more comprehensively remove unnecessary clauses

	prevent changing attributes and arguments after action validation



  
    
  
  v2.4.11 (2022-11-22)



  
    
  
  Bug Fixes:


	fix typespec for Api.Info.trace_name/3


  
    
  
  Improvements:


	add error context to error creation / normalisation (#440)

	update hexdocs processor to link guides on hexdocs



  
    
  
  v2.4.10 (2022-11-21)



  
    
  
  Improvements:


	return invalid primary key errors for Api.get when the input can't be cast

	much more readable errors when building loads

	better check module validation



  
    
  
  v2.4.9 (2022-11-21)



  
    
  
  Bug Fixes:


	reselect relationship source fields when loading relationships

	make plug an optional dependency of Ash



  
    
  
  v2.4.8 (2022-11-19)



  
    
  
  Bug Fixes:


	fix where and or_where implementation


  
    
  
  v2.4.7 (2022-11-19)



  
    
  
  Improvements:


	add where and or_where to expr


  
    
  
  v2.4.6 (2022-11-19)



  
    
  
  Improvements:


	mark manual action modules as modules


  
    
  
  v2.4.5 (2022-11-19)



  
    
  
  Bug Fixes:


	properly pass a map to manual action context

	destroy action types default to accepts [] (#453)



  
    
  
  v2.4.4 (2022-11-18)



  
    
  
  Bug Fixes:


	various typespec/build fixes

	handle tuples properly in some cases in expression syntax

	Add missing [:ash, :query] telemetry (#451)



  
    
  
  Improvements:


	improve runtime expression running

	add default description for filter checks

	validate that modules exist and are documented when referenced



  
    
  
  v2.4.3 (2022-11-15)



  
    
  
  Bug Fixes:


	don't incur compile time dependency for resources used as types

	allow for not-yet-compiled resources as Ash types

	properly raise error on invalid type.



  
    
  
  Improvements:


	optimize sat solving


  
    
  
  v2.4.2 (2022-11-03)



  
    
  
  Bug Fixes:


	properly set error vars with list constraints

	when creating changesets/queries that already have arguments, revalidate arguments



  
    
  
  Improvements:


	update to latest spark

	support statically configured upsert actions

	add more builders



  
    
  
  v2.4.1 (2022-10-31)



  
    
  
  Bug Fixes:


	fix depend on resources to depend on each resource

	allow references on both sides of in

	properly upsert all explicitly changed fields

	traverse maps for template_references_actor?/1



  
    
  
  Improvements:


	replace templates in change/preparation/validation opts


  
    
  
  v2.4.0 (2022-10-31)



  
    
  
  Features:


	support anonymous functions in DSL

These include:
- custom create/read/update/destroy actions
- changes
- preparations
- validations
- calculations
- manual relationships

See the respective DSL guides for more.

  
    
  
  Bug Fixes:


	don't add required belongs_to error if changeset is invalid (#437)

	don't lazy load when managing relationships



  
    
  
  Improvements:


	support anonymous functions for various behaviour based options

	add more ergonomic manual action definitions.

	more additions to the resource builder, update spark



  
    
  
  v2.3.0 (2022-10-27)



  
    
  
  Features:


	Ash.PlugHelpers: standardise conn interface for actors/tenants. (#432)

	add Ash.Resource.Builder, the start of DSL builder utilities of rextension writing



  
    
  
  Bug Fixes:


	DataLayer: incorrect typespec for run_query/2 callback. (#431)

	in Ash.Seed, don't try to update a non-loaded record

	properly load manual to_one relationships

	properly compare against decimal values



  
    
  
  Improvements:


	pass tenant to calculation query explicitly

	allow using get_path/2 by name, as well as bracket access

	SVG, PDF, PNG, Markdown and plain mermaid formats (#428)

	optimize nested exists filter statements

	support floats & decimals in the compare validation



  
    
  
  v2.2.0 (2022-10-21)



  
    
  
  Features:


	add Ash.Api.Info.depend_on_resources/1 to get the list of resources at compile time


  
    
  
  Bug Fixes:


	don't attempt to re-authorize access to already retrieved records in Api.load/2


  
    
  
  Improvements:


	when returning a page, choose keyset if before or after was supplied

	add keysets to records if any action supports keysets

	show conditions in policy breakdowns



  
    
  
  v2.1.0 (2022-10-19)



  
    
  
  Features:


	Custom short names for types (#423)

A compile env can be set to allow customizing the available type short names. This supports two things:
	Adding custom type short names, like attribute :price, :money mapping to MyApp.Type.Money
	Overriding the builtin type short names, like attribute, :price, :string mapping to a custom string type implementation (there is likely no reason to do this)
Commit with unknown type in: feat: Custom short names for types (#423)

See the docs for Ash.Type for more information
	add now() to expressions


  
    
  
  Bug Fixes:


	set defaults before running changes


  
    
  
  Improvements:


	sort relationship in order of input when managing it

This helps with things like https://github.com/ash-project/ash_phoenix/issues/57
which involve rendering the relationship value after editing it. Retaining
the order allows direct reuse without any gymnastics

  
    
  
  v2.0.0 (2022-10-17)



  
    
  
  Features:


	basic livebook generator and mix task (#420)

	mermaid class diagram mix task (#417)



  
    
  
  Bug Fixes:


	properly lateral join when possible

	use prepend?: true when applying relationship sorts

	don't miss dependencies in flow diagrams

	fix deps finding in flow charts & flows

	properly load calcs/aggs on manual relationships

	properly load nested manual relationships

	allow overriding validation message on a list of errors (#412)

	reraise errors on task error

	don't show dependencies for run_flow steps in expanded view(they are duplicates)



  
    
  
  Improvements:


	don't eager evaluate type/2

	support depending on requests that will be added

	support dynamic action steps in Ash.Flow

	add prepend?: true option to sort

	use simple_equality?/0 to allow for optimized equality checking

	mermaid mix task for ER diagrams (#415)

	try to resolve flaky tests by not using named tables for private ets resources

	better unknown error handling

	allow passing query or changeset in can/can?/4 (#410)



  
    
  
  v2.0.0-rc.15 (2022-10-10)



  
    
  
  Bug Fixes:


	handle upsert_identity better with ets/mnesia

	always set source on attributes



  
    
  
  Improvements:


	Improve error when actions reject and accept keys overlap (#405)

	update to latest spark



  
    
  
  v2.0.0-rc.14 (2022-10-07)



  
    
  
  Features:


	list arguments for resource actions in class diagrams (#399)


  
    
  
  Bug Fixes:


	fix chart links rendering

	make loading?/2 know about calcs and aggs

	properly set source on attributes

	policy fixes from pair session (#403)

	don't evaluate expressions incorrectly after casting



  
    
  
  Improvements:


	add type function to ash core

	Allow a single where condition for validations (#407)

	haltable flows, branch step type

	simplify async task strategy

	clean up new create authorization simplification

	remove the need for SetTypes

	add some info to policy errors

	experimental support for calcualtions accepting expression arguments

	various Ash.Flow improvements, including returning the new Ash.Flow.Result



  
    
  
  v2.0.0-rc.13 (2022-10-04)



  
    
  
  Features:


	show_private? option for diagrams (#396)

	generate mermaid entity relationship diagrams from a given api (#376)



  
    
  
  Bug Fixes:


	add back in new/2 to Changeset

	properly load nested calcs

	switch from no_depend_modules in most places

	properly display compare/2 error message

	use the short type for aggregate types

	kind_to_type/2 returns tagged tuple



  
    
  
  Improvements:


	allow select/load callbacks for calcs to return irrelevant keys

	optimize load equality matching by not using Comp

	Forbid reserved field names (#388)

	validate accepted and rejected attributes in actions (#395)

	support zero argument functions in compare/2



  
    
  
  v2.0.0-rc.12 (2022-09-30)



  
    
  
  Improvements:


	optimize for relates_to_actor_via


  
    
  
  v2.0.0-rc.11 (2022-09-29)



  
    
  
  Bug Fixes:


	use at_path when parsing Exists

	properly require a condition of a following bypasses

	don't transform == nil to is_nil automatically

	pass path down to keyword list errors



  
    
  
  Improvements:


	optimize relates_to_actor_via checks


  
    
  
  v2.0.0-rc.10 (2022-09-28)



  
    
  
  Bug Fixes:


	bad pattern in filter.ex, fix dialyzer

	attempt to evaluate filter checks for strict checks

	only return errors when there actually are errors

	return an error if data_layer_query/2 is given a query with errors

	various fixes with complex policy statements

	ensure fields selected in-line when loading calcs

	handle statically false conditions in filter logic

	cast embedded datetimes properly

	Ash.Calculation: fix return type for load/3 callback. (#384)

	warn instead of raise on :replace usage

	handle var_args expression with literal args



  
    
  
  Improvements:


	catch more cases in preflight authorization checks

	lazily set required loads/selects for calcs/sorts

	reselect any necessary fields when loading calcs

	set context when creating related filters allowing checks like filtering_on

	simplify filter statements further

	don't overconstraint filters on related data

	any filter being statically true means :authorized

	properly mark conditions w/ access_type

	use IsNil instead of Eq when either side is nil

	handle string dates for embeds

	remove timestamps in favor of simpler macro



  
    
  
  v2.0.0-rc.9 (2022-09-21)



  
    
  
  Bug Fixes:


	fix replace_relationship type


  
    
  
  v2.0.0-rc.8 (2022-09-21)



  
    
  
  Bug Fixes:


	properly handle args/nested expression for tuple calcs

	add a case for calculations as tuples in expr filters

	return count, not {:ok, count}

	bad return value when async fetching counts

	remove dbg() call



  
    
  
  Improvements:


	update to latest spark, support dsls in resource info

	deprecate :replace in favor of :append_and_remove

	add loading?/1 query helper

	add loading/1 built in check



  
    
  
  v2.0.0-rc.7 (2022-09-15)



  
    
  
  Bug Fixes:


	nil casts as any type (sort of)

	return nil on nil inputs for length/1

	properly reraise errors raised in tasks

	properly return errors from tasks

	use Comp.equal?/2 when finding loaded data matches



  
    
  
  v2.0.0-rc.6 (2022-09-15)



  
    
  
  Bug Fixes:


	properly error on types when evaluating expressions at runtime

	properly surface errors all the way from runtime filters

	properly catch errors when running expressions at runtime



  
    
  
  Improvements:


	Implement length function (#379)


  
    
  
  v2.0.0-rc.5 (2022-09-14)



  
    
  
  Bug Fixes:


	inspect the match for default message


  
    
  
  Improvements:


	validate aggregate paths supported

	add filterable? option to relationships

	add data layer capability for aggregate relationships & filter relationships

	add guide on manual relationships



  
    
  
  v2.0.0-rc.4 (2022-09-12)



  
    
  
  Bug Fixes:


	fix keyset pagination ordering bug

	short names are snake cased

	properly do pagination

	handle pins in exists

	add better error for exists/2

	use root_resource for related path in filter

	add match/3 to upgrading guide

	set root_resource in exists parsing

	error fetching relationships in filter expressions

	filter check typespecs



  
    
  
  Improvements:


	add aggregate_type/2 helper

	make two queries for full keyset pagination support



  
    
  
  v2.0.0-rc.3 (2022-09-06)



  
    
  
  Bug Fixes:


	runtime filter handle new relationship shape


  
    
  
  Improvements:


	add exists/2 expression


  
    
  
  v2.0.0-rc.2 (2022-09-04)



  
    
  
  Bug Fixes:


	the semantics of forbid_unless were not wrong


  
    
  
  v2.0.0-rc.1 (2022-09-04)



  
    
  
  Bug Fixes:


	forbid_unless expression compilation

	fix runtime filter join simulation for multiple rows



  
    
  
  v2.0.0-rc.0 (2022-09-04)



  
    
  
  Bug Fixes:


	Initial Ash 2.0.0-rc.0 release!


  
    
  
  v1.53.3 (2022-08-22)



  
    
  
  Bug Fixes:


	False default value for argument is nil in changeset (#364)

	ignore belongs_to in preflight attribute check

	clean up relationship validation logic

	clean up logic around preflight belongs_to validation



  
    
  
  Improvements:


	add value_is_key option for managed relationships

	Replace usage of Timex.shift with builtin Calendar functions (#362)

	handle required but not accepted values better



  
    
  
  v1.53.2 (2022-08-10)



  
    
  
  Bug Fixes:


	persist a nil actor properly


  
    
  
  v1.53.1 (2022-08-10)



  
    
  
  Bug Fixes:


	properly set authorize?: false on runtime filter

	explicitly don't authorize the runtime filter authorization logic

	fix eager function/operator evaluation

	scrub values properly, same as last bug

	map update bug when sanitizing boolean expressions

	fixs runtime filter fallbacks



  
    
  
  Improvements:


	support authorize? as a changeset option

	add actor_present policy

	add error? option to get

	fix various operator evaluators



  
    
  
  v1.53.0 (2022-08-04)



  
    
  
  Bug Fixes:


	(attempt) to fix calc loading issue


  
    
  
  v1.52.0-rc.22 (2022-08-03)



  
    
  
  Bug Fixes:


	actually use warn_on_empty? config

	check for actor on query/changeset for actor context

	pass actor opt down

	don't skip setting tenant when actor is present

	don't use apply/3 on kernel macros

	small bug in DSL transformer manipulation.

	&& and || don't short-circuit to nil

	{:ok, _} -> {:known, _} when evaluating operators

	fix bad evaluation case for operators

	ensure we only take unique related records when lazy loading



  
    
  
  Improvements:


	add warnings to DSL transformer returns

	warn on empty registries

	better sanitization around sensitive attributes in filters

	change always_authorize? to authorize for multiple options

	add error message for manual action missed



  
    
  
  v1.52.0-rc.21 (2022-07-19)



  
    
  
  Bug Fixes:


	use Map.get/2 when getting paths if the value is a struct


  
    
  
  Improvements:


	add || and && operators

	sort parsing helpers

	add Ash.Sort.parse_input!/2

	add transfer_context/1 and get_context_for_transfer/0

	add process-based actor, tenant and query/changeset context

	add always_authorize? and require_actor? to api config

	support paths in actor/1



  
    
  
  v1.52.0-rc.20 (2022-07-14)



  
    
  
  Features:


	add can?/4 policy utility (#349)

	add can?/4 policy utility



  
    
  
  Improvements:


	add default guide to doc_index


  
    
  
  v1.52.0-rc.19 (2022-07-13)



  
    
  
  Bug Fixes:


	make mnesia and ets work properly when sharing tables

	make updates properly merge with mnesia and ets

	attribute_writable? also makes it public



  
    
  
  Improvements:


	code_interface optional arguments

	improve behavior of lazy?: true option



  
    
  
  v1.52.0-rc.18 (2022-07-10)



  
    
  
  Bug Fixes:


	fix doc links and include in release


  
    
  
  v1.52.0-rc.17 (2022-07-06)



  
    
  
  Bug Fixes:


	add back in writable? option to relationships, and add attribute_writable? to belongs_to

	don't rescue arbitrary exception/exits



  
    
  
  Improvements:


	add back in DSL docs

	add match_other_defaults? to attribute



  
    
  
  v1.52.0-rc.16 (2022-07-05)



  
    
  
  Bug Fixes:


	fix return type for dump/3 ecto type

	load/3 returns {:ok, value} | :error



  
    
  
  Improvements:


	remove relationship writability, as it all happens through arguments now

	repurpose writable? on belongs_to to make the attribute writable



  
    
  
  v1.52.0-rc.15 (2022-06-28)



  
    
  
  Bug Fixes:


	ensure type is always set on attributes


  
    
  
  v1.52.0-rc.14 (2022-06-28)



  
    
  
  Bug Fixes:


	don't try to read files that don't exist


  
    
  
  Improvements:


	new timeout error message and test it


  
    
  
  v1.52.0-rc.13 (2022-06-27)



  
    
  
  Bug Fixes:


	bad return value for destroy! + return_notifications?: true

	use digraph to order transformers

	things breaking due to stricter expectations on type function inputs

	depend on all entries in registry



  
    
  
  Improvements:


	Ash.Generator

	add Ash.Seed module with seed helpers

	add basic type handling for non embedded resources

	better transformer ordering error

	don't pay massive costs of a function undefined error

	optimize related resource inclusion check



  
    
  
  v1.52.0-rc.12 (2022-06-14)



  
    
  
  Bug Fixes:


	don't disable lexical tracker for extensions

	properly set the changed? context

	always return all notifications if return_notifications?: true

	read file at compile time for doc index

	when casting atom -> string, stringify it first



  
    
  
  Improvements:


	add resource to notification warning

	add config :ash, :pub_sub, debug?: true

	add from to notification, and notification_metadata to api



  
    
  
  v1.52.0-rc.11 (2022-06-03)



  
    
  
  Bug Fixes:


	move preparation init to runtime

	don't automatically url encode keyset values

	fixed bug where embedded resources would always provide defaults, not allowing you to declare your own (primary?) actions (#339)

	keyset pagination counts all rows

	fetch items closest to cursor by reversing keyset sort

	keyset + before results must be reversed



  
    
  
  Improvements:


	add identity_priority and use_identities option to manage_relationship

	support limit in simple data layer

	add key to InvalidKeyset error



  
    
  
  v1.52.0-rc.10 (2022-05-30)



  
    
  
  Improvements:


	better error message on invalid keyset

	added options to the built-in function relate_actor/1 (#332)

	add :_pkey shortcut in pub_sub

	validate pre_check_with is set for ets/mnesia identities

	clearer and raised error message on changeset action mismatch

	accept atoms when casting strings



  
    
  
  v1.52.0-rc.9 (2022-05-23)



  
    
  
  Bug Fixes:


	rename interval to duration_name

	Fix concat (#326)

	Make get and get! consistent with what they raise when no record found (#325)



  
    
  
  Improvements:


	specify that upserts could be related at creation


  
    
  
  v1.52.0-rc.8 (2022-05-18)



  
    
  
  Bug Fixes:


	add resource/action to policy error context


  
    
  
  v1.52.0-rc.7 (2022-05-18)



  
    
  
  Bug Fixes:


	don't ignore lazy load option


  
    
  
  v1.52.0-rc.6 (2022-05-18)



  
    
  
  Bug Fixes:


	return {:ok, nil} on nil cast for strings


  
    
  
  v1.52.0-rc.5 (2022-05-17)



  
    
  
  Improvements:


	move ash_policy_authorizer into core as Ash.Policy.Authorizer


  
    
  
  v1.52.0-rc.4 (2022-05-17)



  
    
  
  Bug Fixes:


	run after_action in create properly


  
    
  
  v1.52.0-rc.3 (2022-05-17)



  
    
  
  Bug Fixes:


	require calculations specified on resource load


  
    
  
  v1.52.0-rc.2 (2022-05-13)



  
    
  
  Bug Fixes:


	ensure that the default accept is used

	distinct before limit and offset

	add distinct in data_layer_query

	merge calculations when merging loads

	add no_depend_modules for changes/validations

	match on :unknown not {:ok, :unknown}

	run calc in data layer if it returns :unknown

	don't ignore lexical tracker on modules in DSL

	don't treat single actions of a type as primary

	render contributor images correctly in hexdocs (#321)

	go back to old method of checking for resource

	properly load from load statement in calculations

	send notifications in all cases

	use unpaginated read when loading

	properly handle errors in mnesia transactions

	default custom steps to be async?: false

	get tests/dialyzer passing



  
    
  
  Improvements:


	work on module dependencies

	use new no_depend_modules everywhere

	add no_attributes? relationships

	add manual read actions

	calculation values from requests

	small optimizations

	more flow features/fixes, debug step

	work on transaction flow steps



  
    
  
  v1.52.0-rc.1 (2022-04-19)



  
    
  
  Bug Fixes:


	Handle date type cast_input with nil value (#311)

	fix expression logic

	don't throw away timeout exit

	timeouts @ the engine, not the parent process

	timeout logic was timing out after the fact

	uniqueify list_refs even further

	flaky test issue

	Enforce unique action names (#308)

	pass tenant option to requests properly

	Fix typespecs in Ash.Api (#307)

	fix resource relationship validation

	fix paths for load in flow

	aggregate/calculation filter issues

	show error message in NoSuchResource

	import builtin preparations in global preparations block



  
    
  
  Improvements:


	load on cast_stored in embedded type

	add descriptions to mermaid charts/flow

	tons of engine/timeout improvements

	implement NaiveDateTime type (#312)

	Improve usability of finding by primary key (ID) (#294)

	Add time type matching existing date type (#310)

	flow -> mermaid chart

	flow tenants

	fix nested map statements in flow

	add dynamic allow list

	uniqify list_references

	set default timeout to 30_000

	remove coverage from CI

	fully deprecate the resource entity

	add eager validate identities

	percolate nil values in operators in ash expression language (like SQL)

	add return_destroyed? option

	add api option to relationships

	make default actions and primary actions far more explicit

	better error messages on unknown

	better loading behavior for managed relationships

	add lazy? option for loading

	show value in atom error list

	add modify_query callback

	add overview

	add build_entity!

	properly parse {:_ref, path, name}

	add deselect to build

	validates attributes and relationships have unique names (#300)

	validate no embeds in api



  
    
  
  v1.52.0-rc.0 (2022-03-25)



  
    
  
  Features:


	add Ash.Flow

	support recursive DSL entities.

	manual relationships



  
    
  
  Bug Fixes:


	add load option convenience for reads/code interface

	handle errors in all action types where changeset wasn't resolved

	always sanitize requests before we spawn them

	context name in loading manual relationships

	get aggregate query from proper engine path

	handle error case in create

	don't require attributes if an argument overrides them

	fix hanging issue when adding engine requests

	don't require writable?: false attributes

	pull aggregate values properly

	fix nested section configs having wrong path

	don't rescue errors in resource_formatter

	add input/2 to resource modules

	move back to more efficient formatter

	make the formatter safer, again

	typo in changeset.ex (#291)



  
    
  
  Improvements:


	properly attach authorization_filters to loaded items

	add ref template helper

	add transaction steps to flow

	unimport to avoid name collisions in nested DSLs

	disable lexical tracker when expanding aliases

	temporarily move init to runtime for changes



  
    
  
  v1.51.2 (2022-02-17)



  
    
  
  Bug Fixes:


	don't blow away sections when formatting

	properly reorder sections in the formatter



  
    
  
  v1.51.1 (2022-02-17)



  
    
  
  Bug Fixes:


	solve reorder bugs in formatter


  
    
  
  v1.51.0 (2022-02-14)



  
    
  
  Features:


	add source option to attributes


  
    
  
  v1.50.21 (2022-02-14)



  
    
  
  Improvements:


	add cast_in_query?/0 to Ash.Type


  
    
  
  v1.50.20 (2022-02-11)



  
    
  
  Improvements:


	small data layer improvements


  
    
  
  v1.50.19 (2022-02-07)



  
    
  
  Bug Fixes:


	include a missing module

	properly set filterability on attributes



  
    
  
  v1.50.18 (2022-02-07)



  
    
  
  Bug Fixes:



  
    
  
  Improvements:


	initial implementation of ash resource formatter

	ensure no reserved names can be used as constraints



  
    
  
  v1.50.17 (2022-01-31)



  
    
  
  Improvements:


	optimize if and is_nil functions


  
    
  
  v1.50.16 (2022-01-24)



  
    
  
  Bug Fixes:


	use ash_struct_fields to accumulate schema struct field defaults


  
    
  
  v1.50.15 (2022-01-19)



  
    
  
  Bug Fixes:


	don't call add_aggregates w/ a map

	allow new filter pattern in typespec



  
    
  
  Improvements:


	add where to change

	support data layers bulk adding aggregates



  
    
  
  v1.50.14 (2021-12-21)



  
    
  
  Bug Fixes:


	fix recursion in do_reverse_relationship_path/3


  
    
  
  Improvements:


	add more authorizer state management

	customizable exception for authorizers



  
    
  
  v1.50.13 (2021-12-21)



  
    
  
  Bug Fixes:


	properly construct reverse relationship paths


  
    
  
  Improvements:


	cover more potential cases in filter parsing


  
    
  
  v1.50.12 (2021-12-19)



  
    
  
  Bug Fixes:


	support new versions of ecto's struct fields

	fixes for elixir_sense plugin



  
    
  
  v1.50.11 (2021-12-13)



  
    
  
  Improvements:


	add elixir_sense extension, to be merged when ready (#275)


  
    
  
  v1.50.10 (2021-12-08)



  
    
  
  Improvements:


	add Ash.DataLayer.Simple.set_data/2

	complete mutually_exclusive_and_collectively_exhaustive logic



  
    
  
  v1.50.9 (2021-12-06)



  
    
  
  Bug Fixes:


	undo an unnecessary contains change

	WIP attempt to resolve ci_string typing errors



  
    
  
  Improvements:


	catch more equivalencey cases around is_nil in sat solver


  
    
  
  v1.50.8 (2021-12-01)



  
    
  
  Bug Fixes:


	case clause error in Query.equivalent_to?


  
    
  
  v1.50.7 (2021-12-01)



  
    
  
  Bug Fixes:


	missing rename on refactor

	typo in unquote

	mark contains as a predicate



  
    
  
  Improvements:


	expose small filter helpers

	make to_simple_filter fail better, add failure option



  
    
  
  v1.50.6 (2021-11-26)



  
    
  
  Improvements:


	add Transformer.eval/3 (for special use cases only)


  
    
  
  v1.50.5 (2021-11-25)



  
    
  
  Improvements:


	track defaults being set


  
    
  
  v1.50.4 (2021-11-17)



  
    
  
  Improvements:


	add Ash.Query.equivalent_to/2


  
    
  
  v1.50.3 (2021-11-17)



  
    
  
  Improvements:


	add subset_of? and superset_of? query macros


  
    
  
  v1.50.2 (2021-11-13)



  
    
  
  Bug Fixes:


	run calculations inline by default

	use Date.add when using LessThanOrEqual with date value (#281)

	cast nil input on strings



  
    
  
  Improvements:


	support do/else blocks in if

	support cond



  
    
  
  v1.50.1 (2021-11-09)



  
    
  
  Bug Fixes:


	simplify and improve allow_nil checking


  
    
  
  v1.50.0 (2021-11-09)



  
    
  
  Breaking Changes:


	breaking!: explicitly setting a value to nil on create no longer falls back to the default value


  
    
  
  v1.49.0 (2021-11-03)



  
    
  
  Bug Fixes:


	don't ask the data layer to sort if no sort is applied

	set tenant at start of query build (#278)



  
    
  
  Improvements:


	still filter in cases w/o a lateral join on load


  
    
  
  v1.48.0-rc.30 (2021-11-01)



  
    
  
  Bug Fixes:


	set storage_type to :uuid for Ash.Type.UUID


  
    
  
  Improvements:


	only_when_valid? on changes


  
    
  
  v1.48.0-rc.29 (2021-10-29)



  
    
  
  Bug Fixes:



  
    
  
  v1.48.0-rc.28 (2021-10-29)



  
    
  
  Bug Fixes:


	add changes from last release that I forgot


  
    
  
  v1.48.0-rc.27 (2021-10-29)



  
    
  
  Improvements:


	compile time optimizations via configuration


  
    
  
  v1.48.0-rc.26 (2021-10-28)



  
    
  
  Bug Fixes:


	correctly handle errors in validate_required_belongs_to (#276)

	set actor when loading to manage belongs_to

	cast to string before concatenating



  
    
  
  Improvements:


	set action into data layer context


  
    
  
  v1.48.0-rc.25 (2021-10-25)



  
    
  
  Bug Fixes:


	always lateral join for many to many relationships


  
    
  
  Improvements:


	add default option for aggregates


  
    
  
  v1.48.0-rc.24 (2021-10-25)



  
    
  
  Bug Fixes:


	unset load when running calculation queries


  
    
  
  Improvements:


	add allow_async? to calculations, default to false

	add elixir evaluation step to expression calculations

	global resource preparations



  
    
  
  v1.48.0-rc.23 (2021-10-24)



  
    
  
  Bug Fixes:


	breaking change! disambiguating functions in keyword filter syntax


  
    
  
  v1.48.0-rc.22 (2021-10-23)



  
    
  
  Bug Fixes:


	use correct typespec for Ash.Sort.parse_input/2


  
    
  
  v1.48.0-rc.21 (2021-10-22)



  
    
  
  Improvements:


	add get? metadata


  
    
  
  v1.48.0-rc.20 (2021-10-21)



  
    
  
  Improvements:


	custom error paths for managed relationships


  
    
  
  v1.48.0-rc.19 (2021-10-20)



  
    
  
  Bug Fixes:


	honor get_by and get_by_identity on bang (!) interfaces


  
    
  
  v1.48.0-rc.18 (2021-10-20)



  
    
  
  Improvements:


	add get_by and get_by_identity to code interface

	compile time validations for managed relationships



  
    
  
  v1.48.0-rc.17 (2021-10-19)



  
    
  
  Bug Fixes:


	don't require primary actions if disabled


  
    
  
  v1.48.0-rc.16 (2021-10-19)



  
    
  
  Improvements:


	add primary_actions? option


  
    
  
  v1.48.0-rc.15 (2021-10-15)



  
    
  
  Bug Fixes:


	don't validate allow_nil in attribute casting


  
    
  
  v1.48.0-rc.14 (2021-10-13)



  
    
  
  Bug Fixes:


	fix code interface on resources


  
    
  
  Improvements:


	breaking change! api level code interface removed, contact me on discord if you want a way to avoid changing to resource-based interface, but otherwise

	use proper equality checking in places where we were using simple elixir equality checking



  
    
  
  v1.48.0-rc.13 (2021-10-12)



  
    
  
  Bug Fixes:


	honor base query still when removing filters


  
    
  
  v1.48.0-rc.12 (2021-10-11)



  
    
  
  Bug Fixes:


	move related field validations to resource

	remove join_attributes, which didn't do anything anyway



  
    
  
  Improvements:


	add resource registry validation


  
    
  
  v1.48.0-rc.11 (2021-10-09)



  
    
  
  Bug Fixes:


	handle errors when validation calculation constraints

	remove certain modules from avoiding recompilation



  
    
  
  Improvements:


	support module_prefix for dsl extensions


  
    
  
  v1.48.0-rc.10 (2021-10-07)



  
    
  
  Bug Fixes:


	remove certain modules from avoiding recompilation


  
    
  
  v1.48.0-rc.9 (2021-10-07)



  
    
  
  Improvements:


	deprecation!


  
    
  
  v1.48.0-rc.8 (2021-10-06)



  
    
  
  Bug Fixes:


	make arrays default to nil_items?: false


  
    
  
  Improvements:


	breaking change! don't define code interface by default


  
    
  
  v1.48.0-rc.7 (2021-09-30)



  
    
  
  Bug Fixes:


	ensure changeset is up to date in after_action hooks

	fix a case where unwrap_or_raise! returned the wrong value on destroy

	fix typo on lateral join checker

	set default attribute type (in case it is explicitly set to nil) on belongs_to attributes

	if an error with no message is produced, don't attempt to concat nil with a string



  
    
  
  Improvements:


	simpler patterns around soft destroy actions

	add set_option/4 to transformer helpers

	add where option to validate that accepts a list of validations

	prevent more unnecessary lateral joins

	only issue a lateral join when required (#269)



  
    
  
  v1.48.0-rc.6 (2021-09-20)



  
    
  
  Bug Fixes:


	support on for global changes

	return proper result when input is struct

	remove File.read! from docs



  
    
  
  Improvements:


	skip resource action if no changes have been made

	add changing_attributes?/1 to determine if any attributes are changing

	add global changes



  
    
  
  v1.48.0-rc.5 (2021-09-17)



  
    
  
  Improvements:


	upgrade docs/tooling for elixir_sense

	set docs statically



  
    
  
  v1.48.0-rc.4 (2021-09-17)



  
    
  
  Improvements:


	improvements for elixirsense integration


  
    
  
  v1.48.0-rc.3 (2021-09-16)



  
    
  
  Improvements:


	transformer/extension improvements

	add path to errors



  
    
  
  v1.48.0-rc.2 (2021-09-15)



  
    
  
  Bug Fixes:


	set tenant properly on create interface

	update type spec for Ash.Sort to include single atom instead of only list. (#263)



  
    
  
  Improvements:


	support non-endpoint pubsub adapters


  
    
  
  v1.48.0-rc.1 (2021-09-13)



  
    
  
  Bug Fixes:


	check action type properly in attribute validations


  
    
  
  v1.48.0-rc.0 (2021-09-13)



  
    
  
  Breaking Changes:


	update ecto version


  
    
  
  Bug Fixes:


	pass constraints to sub-fields loaded in embeddable resources

	take creates into account w/ attribute_equals and attribute_does_not_equal

	set changeset in destroy authorization request



  
    
  
  Improvements:


	use paramaterized types under the hood


  
    
  
  v1.47.12 (2021-09-12)



  
    
  
  Bug Fixes:


	return not found in all cases on get

	don't allow get! to return nil

	don't do db filters on creation

	honor allow_nil_input in required validations



  
    
  
  Improvements:


	add after_action option to create/update

	add config :ash, disable_async?: true

	add meta[:order] option for managed relationships



  
    
  
  v1.47.11 (2021-08-29)



  
    
  
  Bug Fixes:


	hydrate metadata types


  
    
  
  Improvements:


	remove metadata from read actions


  
    
  
  v1.47.10 (2021-08-29)



  
    
  
  Bug Fixes:


	update to latest picosat_elixir for releases

	cast nil enum values properly

	set api in destroy action hooks



  
    
  
  Improvements:


	support action level metadata

	add on_match: :destroy option

	if a map is given for a list, take it's keys

	set better error paths for invalid relationships

	include api in changeset inspect



  
    
  
  v1.47.9 (2021-08-11)



  
    
  
  Bug Fixes:


	set argument defaults early

	don't add indices to non-list inputs in managed relationships



  
    
  
  v1.47.8 (2021-08-05)



  
    
  
  Bug Fixes:


	stop managed relationships from sourcing wrong data


  
    
  
  v1.47.7 (2021-08-04)



  
    
  
  Bug Fixes:


	redact fields in the resource struct as well

	allow before_action to manage belongs_to relationships

	load belongs to relationships before managing them

	don't lookup nil input

	don't look for matches for nil

	don't accept list inputs for managed belongs_to

	don't use list inputs in belongs_to managed

	remove belongs to related after action

	fix more cases where belongs_to isn't replaced



  
    
  
  v1.47.6 (2021-08-01)



  
    
  
  Bug Fixes:


	honor on_missing: behavior for belongs_to relationships

	properly remove old belongs_to records



  
    
  
  v1.47.5 (2021-07-28)



  
    
  
  Bug Fixes:


	set source_query tenant in lateral join


  
    
  
  Improvements:


	add belongs_to attributes after the others


  
    
  
  v1.47.4 (2021-07-25)



  
    
  
  Improvements:


	pull relationship paths out of functions


  
    
  
  v1.47.3 (2021-07-23)



  
    
  
  Bug Fixes:


	no need to trap exits anymore


  
    
  
  v1.47.2 (2021-07-23)



  
    
  
  Bug Fixes:


	don't match on explicitly :exit


  
    
  
  v1.47.1 (2021-07-23)



  
    
  
  Bug Fixes:


	catch normal exit message from engine

	flush engine state always



  
    
  
  v1.47.0 (2021-07-22)



  
    
  
  Features:


	Ash.Resource.Info: add &public_field/2 helper (#254)

	Ash.Resource.Info: add &sortable?/3 helper



  
    
  
  Bug Fixes:


	load calculations from sorts properly

	rename conflicting test name

	fix complex attribute check

	disallow aggregate/calculation sorting w/ keyset pagination



  
    
  
  v1.46.13 (2021-07-21)



  
    
  
  Bug Fixes:


	ensure calculation compiled

	don't limit/offset aggregate queries



  
    
  
  v1.46.12 (2021-07-20)



  
    
  
  Bug Fixes:


	call get_type in cast_stored again


  
    
  
  v1.46.11 (2021-07-19)



  
    
  
  Improvements:


	speed up type loading

	add __order__ field to be used by data layers



  
    
  
  v1.46.10 (2021-07-18)



  
    
  
  Bug Fixes:


	missing apply_attributes clause


  
    
  
  Improvements:


	add force? option to apply_attributes/2


  
    
  
  v1.46.9 (2021-07-18)



  
    
  
  Bug Fixes:


	demonitor engine pid after run


  
    
  
  v1.46.8 (2021-07-18)



  
    
  
  Bug Fixes:


	on_lookup read is always on destination


  
    
  
  v1.46.7 (2021-07-17)



  
    
  
  Bug Fixes:


	set item constraints properly


  
    
  
  Improvements:


	add on_lookup_read_action


  
    
  
  v1.46.6 (2021-07-15)



  
    
  
  Bug Fixes:


	fix simple data layer filtering


  
    
  
  Improvements:


	add in error paths for managed relationships

	set error paths on managed rels



  
    
  
  v1.46.5 (2021-07-09)



  
    
  
  Improvements:


	always replace error message vars

	minimize relationship source changeset context inspect size



  
    
  
  v1.46.4 (2021-07-08)



  
    
  
  Bug Fixes:


	cast empty string to nil in atom

	accept strings for atom types again

	don't turn strings to atoms in :atom type

	don't do unnecessary validation in type



  
    
  
  v1.46.3 (2021-07-05)



  
    
  
  Bug Fixes:


	build aggregate paths properly


  
    
  
  v1.46.2 (2021-07-04)



  
    
  
  Improvements:


	info only required? flag for has_one


  
    
  
  v1.46.1 (2021-07-02)



  
    
  
  Bug Fixes:


	properly determine reverse aggregate relationship

	ensure calculation modules are compiled

	attempt to fix calculation compile time issues



  
    
  
  v1.46.0 (2021-07-02)



  
    
  
  v1.45.0-rc20 (2021-07-01)



  
    
  
  Bug Fixes:


	allow sorting on aggs, w/o loading

	ensure query in ensure_selected

	handle sorting empty data properly

	manage ets tables properly

	link request handler to engine and runner, solve mem leak

	ensure ci_strings casted after constraints

	Revert "more optimized types"

	revert a suboptimal change to the type system

	don't call type() on :string

	optimize ash type loading



  
    
  
  Improvements:


	if "" fails to cast, cast it as nil instead

	ReadActionRequiresActor error

	ensure_selected change

	don't perform match on nil

	add {:arg, :name} input for set_attribute

	revamp ci_string

	add Ash.Type.type/1

	more optimized types



  
    
  
  v1.45.0-rc19 (2021-06-29)



  
    
  
  Bug Fixes:


	ensure query in ensure_selected

	handle sorting empty data properly

	manage ets tables properly

	link request handler to engine and runner, solve mem leak

	ensure ci_strings casted after constraints

	Revert "more optimized types"

	revert a suboptimal change to the type system

	don't call type() on :string

	optimize ash type loading



  
    
  
  Improvements:


	if "" fails to cast, cast it as nil instead

	ReadActionRequiresActor error

	ensure_selected change

	don't perform match on nil

	add {:arg, :name} input for set_attribute

	revamp ci_string

	add Ash.Type.type/1

	more optimized types



  
    
  
  v1.45.0-rc18 (2021-06-28)



  
    
  
  Bug Fixes:


	handle sorting empty data properly

	manage ets tables properly

	link request handler to engine and runner, solve mem leak

	ensure ci_strings casted after constraints

	Revert "more optimized types"

	revert a suboptimal change to the type system

	don't call type() on :string

	optimize ash type loading



  
    
  
  Improvements:


	if "" fails to cast, cast it as nil instead

	ReadActionRequiresActor error

	ensure_selected change

	don't perform match on nil

	add {:arg, :name} input for set_attribute

	revamp ci_string

	add Ash.Type.type/1

	more optimized types



  
    
  
  v1.45.0-rc17 (2021-06-28)



  
    
  
  Bug Fixes:


	link request handler to engine and runner, solve mem leak

	ensure ci_strings casted after constraints

	Revert "more optimized types"

	revert a suboptimal change to the type system

	don't call type() on :string

	optimize ash type loading



  
    
  
  Improvements:


	if "" fails to cast, cast it as nil instead

	ReadActionRequiresActor error

	ensure_selected change

	don't perform match on nil

	add {:arg, :name} input for set_attribute

	revamp ci_string

	add Ash.Type.type/1

	more optimized types



  
    
  
  v1.45.0-rc16 (2021-06-25)



  
    
  
  Bug Fixes:


	ensure ci_strings casted after constraints

	Revert "more optimized types"

	revert a suboptimal change to the type system

	don't call type() on :string

	optimize ash type loading



  
    
  
  Improvements:


	add {:arg, :name} input for set_attribute

	revamp ci_string

	add Ash.Type.type/1

	more optimized types



  
    
  
  v1.45.0-rc15 (2021-06-25)



  
    
  
  Bug Fixes:


	ensure ci_strings casted after constraints

	Revert "more optimized types"

	revert a suboptimal change to the type system

	don't call type() on :string

	optimize ash type loading



  
    
  
  Improvements:


	revamp ci_string

	add Ash.Type.type/1

	more optimized types



  
    
  
  v1.45.0-rc14 (2021-06-24)



  
    
  
  Bug Fixes:


	Revert "more optimized types"

	revert a suboptimal change to the type system

	don't call type() on :string

	optimize ash type loading



  
    
  
  Improvements:


	add Ash.Type.type/1

	more optimized types



  
    
  
  v1.45.0-rc11 (2021-06-24)



  
    
  
  Bug Fixes:


	revert a suboptimal change to the type system

	don't call type() on :string

	optimize ash type loading



  
    
  
  Improvements:


	add Ash.Type.type/1

	more optimized types



  
    
  
  v1.45.0-rc10 (2021-06-24)



  
    
  
  Bug Fixes:


	optimize ash type loading


  
    
  
  v1.45.0-rc9 (2021-06-23)



  
    
  
  Bug Fixes:


	pass opts through to Jason.Encode.string/2


  
    
  
  Improvements:


	add error_handler for create/update/destroy actions


  
    
  
  v1.45.0-rc8 (2021-06-23)



  
    
  
  Bug Fixes:


	properly encode ci string to json


  
    
  
  Improvements:


	more engine logging


  
    
  
  v1.45.0-rc7 (2021-06-22)



  
    
  
  Bug Fixes:


	:infinity on engine genserver calls


  
    
  
  v1.45.0-rc6 (2021-06-08)



  
    
  
  Bug Fixes:


	hide metadata field on inspect

	load relationships required for calculations (optimize later)



  
    
  
  v1.45.0-rc5 (2021-06-08)



  
    
  
  Bug Fixes:


	don't halt on request handler failure

	properly error when more than 2 requests of the same type are primary

	properly process sort when the sort is an atom

	properly calculate reverse relationship paths



  
    
  
  v1.45.0-rc4 (2021-06-05)



  
    
  
  Improvements:


	support calculation sorts


  
    
  
  v1.45.0-rc3 (2021-06-05)



  
    
  
  Bug Fixes:


	always wait on the engine if it hasn't completed


  
    
  
  v1.45.0-rc2 (2021-06-04)



  
    
  
  Bug Fixes:


	always wait for engine


  
    
  
  Improvements:


	spawn async requests where possible


  
    
  
  v1.45.0-rc1 (2021-06-04)



  
    
  
  Bug Fixes:


	constraints on calculations

	better calculation inspect

	allow supplying stacktraces when building errors



  
    
  
  v1.45.0-rc0 (2021-06-04)



  
    
  
  Features:


	expression based calculations for filterable/sortable calculations

	expression calculations for sorting/filtering

	add compare validator (#242)



  
    
  
  Bug Fixes:


	aggregate authorization issues

	ensure create functions generated by code_interface accept tenant in the opts list (#243)



  
    
  
  Improvements:


	tons of improvements across the board

	small improvements/fixes across the board

	Update remaining builtin validators (#244)



  
    
  
  v1.44.13 (2021-05-28)



  
    
  
  Bug Fixes:


	properly process managed belongs to relationships

	cast nil -> {:ok, nil} in all cases

	set tenant even on non-tenant resources where relevant (#241)



  
    
  
  v1.44.12 (2021-05-23)



  
    
  
  Improvements:


	define embedded schemas where appropriate


  
    
  
  v1.44.11 (2021-05-20)



  
    
  
  Improvements:


	calculation.select/2 + select calculation option


  
    
  
  v1.44.10 (2021-05-20)



  
    
  
  Bug Fixes:


	run after_action hooks in the proper order


  
    
  
  Improvements:


	add validate_destination_attribute?

	add builtin select change



  
    
  
  v1.44.9 (2021-05-20)



  
    
  
  Improvements:


	set moduledoc to description if one is not set


  
    
  
  v1.44.8 (2021-05-19)



  
    
  
  Bug Fixes:


	fix dialyzer errors for enum + code interface


  
    
  
  v1.44.7 (2021-05-19)



  
    
  
  Bug Fixes:


	fix code interface + args combo error


  
    
  
  Improvements:


	support specifying the upsert_identity option


  
    
  
  v1.44.6 (2021-05-18)



  
    
  
  Bug Fixes:


	ignore?: true still accumulates changes

	properly require_attributes before setting defaults



  
    
  
  v1.44.5 (2021-05-18)



  
    
  
  Bug Fixes:


	set default values before calling resource changes


  
    
  
  Improvements:


	ignore? option for manage_relationship change


  
    
  
  v1.44.4 (2021-05-17)



  
    
  
  Bug Fixes:


	reverse-reverse relationship detection


  
    
  
  v1.44.3 (2021-05-17)



  
    
  
  Bug Fixes:


	support non-predicates in satsolver


  
    
  
  v1.44.2 (2021-05-15)



  
    
  
  Bug Fixes:


	raise better error w/ invalid filter expression


  
    
  
  Improvements:


	expose default_value/1 in aggregate

	transactions for reads, notifications from read callbacks



  
    
  
  v1.44.1 (2021-05-14)



  
    
  
  Bug Fixes:


	handle error return in code_interface getter


  
    
  
  v1.44.0 (2021-05-14)



  
    
  
  Features:


	on_no_match: :match supported for to_one rels


  
    
  
  Bug Fixes:


	rename context -> relationship_context to avoid conflict


  
    
  
  Improvements:


	various managed relationship improvements


  
    
  
  v1.43.12 (2021-05-11)



  
    
  
  Improvements:


	set __source__ context for embeds

	utility manage_relationship_source context



  
    
  
  v1.43.11 (2021-05-09)



  
    
  
  Bug Fixes:


	internal rename (requires version bump for other packages)


  
    
  
  v1.43.10 (2021-05-09)



  
    
  
  Bug Fixes:


	run action changes on destroy

	pattern match manage_relationship notifications fix



  
    
  
  Improvements:


	add manual? option for create/update/destroy

	ensure data layer can perform aggregates



  
    
  
  v1.43.9 (2021-05-09)



  
    
  
  Bug Fixes:


	don't fail on nil root filters


  
    
  
  Improvements:


	support filtering on related aggregates

	autoload aggregates used in filters



  
    
  
  v1.43.8 (2021-05-07)



  
    
  
  Bug Fixes:


	don't raise unnecessary side load error


  
    
  
  v1.43.7 (2021-05-07)



  
    
  
  Improvements:


	fix data-based side loads


  
    
  
  v1.43.6 (2021-05-07)



  
    
  
  Bug Fixes:


	IsNil function to IsNil operator

	function clause match error in not expression



  
    
  
  v1.43.5 (2021-05-07)



  
    
  
  Bug Fixes:


	limit 1 on to one side load queries


  
    
  
  v1.43.4 (2021-05-07)



  
    
  
  Improvements:


	support sorted relationships


  
    
  
  v1.43.3 (2021-05-06)



  
    
  
  Bug Fixes:


	don't consider contextual relationships as reverse relationships

	support not in query expressions



  
    
  
  v1.43.2 (2021-05-04)



  
    
  
  Bug Fixes:


	include aggregates in count request for aggregate filters


  
    
  
  v1.43.1 (2021-05-04)



  
    
  
  Bug Fixes:


	use base_query for aritifical limit/offset when loading


  
    
  
  v1.43.0 (2021-05-03)



  
    
  
  Features:


	rework lateral joins for many to many performance boost


  
    
  
  Improvements:


	add read_action option


  
    
  
  v1.42.0 (2021-04-29)



  
    
  
  Features:


	inner lateral join for many to many relationships


  
    
  
  Improvements:


	inner later join for many to many relationships

	support relationship filters



  
    
  
  v1.41.12 (2021-04-27)



  
    
  
  Improvements:


	add has filter predicate


  
    
  
  v1.41.11 (2021-04-26)



  
    
  
  Improvements:


	add :list aggregate kind


  
    
  
  v1.41.10 (2021-04-25)



  
    
  
  Bug Fixes:


	don't include NotLoaded in manage_relationship


  
    
  
  v1.41.9 (2021-04-23)



  
    
  
  Bug Fixes:


	compile time fixes


  
    
  
  Improvements:


	add require_attributes to create/update/destroy


  
    
  
  v1.41.8 (2021-04-21)



  
    
  
  Bug Fixes:


	don't consider nils for pkey matching


  
    
  
  Improvements:


	add first class support for enum types

	Add detailed parameter checking for Api read functions (#229)



  
    
  
  v1.41.7 (2021-04-18)



  
    
  
  Bug Fixes:


	clearer errors when resource fails to compile

	don't preload multiplicatively

	Decimal casting issues on ash_postgres (#227)



  
    
  
  Improvements:


	add list access to context

	add Resource.input/1



  
    
  
  v1.41.6 (2021-04-16)



  
    
  
  Bug Fixes:


	use items for single constraints


  
    
  
  v1.41.5 (2021-04-15)



  
    
  
  Bug Fixes:


	don't overwrite select in side_load


  
    
  
  v1.41.4 (2021-04-15)



  
    
  
  Bug Fixes:


	load relationships for management properly

	fetch_key bug in embedded types

	handle_indexed_maps for embedded types



  
    
  
  v1.41.3 (2021-04-14)



  
    
  
  Bug Fixes:


	handle no key provided to NotFound


  
    
  
  v1.41.2 (2021-04-13)



  
    
  
  Bug Fixes:


	embedded cast_stored must cast all key/values

	ci_string constraints when nil

	manage_relationship change turns embedded resources to maps

	fixes for common types parsing from embedded, e.g utc_datetime_usec



  
    
  
  Improvements:


	special provisions for casting to embedded type (e.g uuid)


  
    
  
  v1.41.1 (2021-04-13)



  
    
  
  Bug Fixes:


	get! should raise on nil not {:ok, nil}


  
    
  
  v1.41.0 (2021-04-13)



  
    
  
  Features:


	change get?: true interface functions to raise on nil


  
    
  
  Bug Fixes:


	allow_nil -> allow_nil_input

	allow api.load/2 to load calculations



  
    
  
  Improvements:


	add allow_nil_input to create actions for api layers

	add load/1 builtin change



  
    
  
  v1.40.0 (2021-04-13)



  
    
  
  Features:


	change get?: true interface functions to raise on nil


  
    
  
  Bug Fixes:


	allow api.load/2 to load calculations


  
    
  
  Improvements:


	add allow_nil_input to create actions for api layers

	add load/1 builtin change



  
    
  
  v1.39.7 (2021-04-12)



  
    
  
  Bug Fixes:


	always select necessary load fields for nested loads


  
    
  
  v1.39.6 (2021-04-10)



  
    
  
  Bug Fixes:


	always select necessary fields for side loading


  
    
  
  v1.39.5 (2021-04-09)



  
    
  
  Bug Fixes:


	logic bug in selecting specific fields


  
    
  
  v1.39.4 (2021-04-09)



  
    
  
  Improvements:


	support the datalayer selecting fields in reads


  
    
  
  v1.39.3 (2021-04-04)



  
    
  
  Improvements:


	add sum aggregate (#221)


  
    
  
  v1.39.2 (2021-04-04)



  
    
  
  Improvements:


	allow specifying that calculation can't be nil (#220)


  
    
  
  v1.39.1 (2021-04-03)



  
    
  
  Bug Fixes:


	update struct_field logic for latest ecto

	apply proper interface operation when opts aren't passed



  
    
  
  v1.39.0 (2021-04-01)



  
    
  
  Features:


	support Ash.Query.distinct/2

	add build/2 query preparation



  
    
  
  Bug Fixes:


	managerelationships _before after_action callbacks


  
    
  
  Improvements:


	before_action? on validate, validate inline


  
    
  
  v1.38.0 (2021-03-31)



  
    
  
  Features:


	support Ash.Query.distinct/2

	add build/2 query preparation



  
    
  
  Bug Fixes:


	managerelationships _before after_action callbacks


  
    
  
  v1.37.2 (2021-03-29)



  
    
  
  Bug Fixes:


	don't overwrite managed belongs_to relationships

	handle on_lookup + on_no_match for belongs_to

	fix required relationships and add test

	fix required relationships

	various managed_relationship fixes



  
    
  
  v1.37.1 (2021-03-28)



  
    
  
  Bug Fixes:


	fix required relationships and add test

	fix required relationships

	various managed_relationship fixes



  
    
  
  v1.37.0 (2021-03-25)



  
    
  
  Features:


	add manage relationship types


  
    
  
  Improvements:


	don't accept relationships on actions anymore

	require arguments



  
    
  
  v1.36.22 (2021-03-24)



  
    
  
  Bug Fixes:


	add tenant metadata before after action hooks


  
    
  
  v1.36.21 (2021-03-24)



  
    
  
  Bug Fixes:


	support type aliases in more type casting functions

	support tenant option in read interface



  
    
  
  v1.36.20 (2021-03-24)



  
    
  
  Bug Fixes:


	support tenant option in read interface


  
    
  
  v1.36.19 (2021-03-22)



  
    
  
  Bug Fixes:


	always return changeset when runner failed


  
    
  
  v1.36.18 (2021-03-22)



  
    
  
  Improvements:


	docs + dialyzer + error improvements


  
    
  
  v1.36.17 (2021-03-22)



  
    
  
  Bug Fixes:


	don't require values when managing relationships

	Revert "fix: force_change_attributes before passing to action"



  
    
  
  v1.36.16 (2021-03-22)



  
    
  
  Bug Fixes:


	force_change_attributes before passing to action


  
    
  
  v1.36.15 (2021-03-21)



  
    
  
  Bug Fixes:


	exception on invalid query arguments

	allow casting strings as uuids (for embedded types)



  
    
  
  Improvements:


	retain actor context from changeset


  
    
  
  v1.36.14 (2021-03-21)



  
    
  
  Improvements:


	Add float type (#204)


  
    
  
  v1.36.13 (2021-03-20)



  
    
  
  Bug Fixes:


	avoid exception in Changeset.new/2 for bad attribute

	use ecto's uuid type under the hood



  
    
  
  Improvements:


	raise informative errors on bad inputs to for_*


  
    
  
  v1.36.12 (2021-03-19)



  
    
  
  Improvements:


	make Ash.Error a public module


  
    
  
  v1.36.11 (2021-03-19)



  
    
  
  Improvements:


	docs/default value for params


  
    
  
  v1.36.10 (2021-03-19)



  
    
  
  Bug Fixes:


	set source_attribute when replacing belongs_to relationship

	don't consider false as absent value

	set argument name in manage_relationship



  
    
  
  Improvements:


	trim whitespace in uuid


  
    
  
  v1.36.9 (2021-03-18)



  
    
  
  Improvements:


	improve the behavior of defaults


  
    
  
  v1.36.8 (2021-03-17)



  
    
  
  Bug Fixes:


	validate required attributes after before_action hooks


  
    
  
  v1.36.7 (2021-03-17)



  
    
  
  Improvements:


	discard certain empty values for embed input


  
    
  
  v1.36.6 (2021-03-15)



  
    
  
  Bug Fixes:


	forcechange attrs _after for_create/update

	pattern match errors in manage_relationships

	clean up some error cases

	only default accept to public attributes

	allow_nil?: false + default interaction



  
    
  
  v1.36.5 (2021-03-14)



  
    
  
  Bug Fixes:


	remove the as option


  
    
  
  Improvements:


	Add timestamps() attribute (#198)


  
    
  
  v1.36.4 (2021-03-13)



  
    
  
  Bug Fixes:


	properly validate allow_nil?: false on update

	properly validate allow_nil?: false private attributes



  
    
  
  v1.36.3 (2021-03-13)



  
    
  
  Bug Fixes:


	set argument default on cast


  
    
  
  v1.36.2 (2021-03-12)



  
    
  
  Bug Fixes:


	fix pub_sub on update

	fix publish_all pub_sub notifier



  
    
  
  Improvements:


	derive has_one destination_attribute

	finalize code API logic

	add not_found_message + violation_message for relationships

	support get_by_<identity> in interface

	support sublists in pub_sub topics

	support :_tenant in pub_sub topics



  
    
  
  v1.36.1 (2021-03-09)



  
    
  
  Bug Fixes:


	properly filter aggregates


  
    
  
  Improvements:


	accept tenant in for_read


  
    
  
  v1.36.0 (2021-03-08)



  
    
  
  Features:


	functional interface on the Api module

	resource aliases



  
    
  
  Improvements:


	update interface to accept query/changesets

	require completely unique action names



  
    
  
  v1.35.1 (2021-03-07)



  
    
  
  Bug Fixes:


	don't reverse sub-entities in DSL


  
    
  
  v1.35.0 (2021-03-07)



  
    
  
  Features:


	support Ash.Query.select/3 and Ash.Changeset.select/3


  
    
  
  v1.34.9 (2021-03-05)



  
    
  
  Improvements:


	ignore destination field on some relationship inputs


  
    
  
  v1.34.8 (2021-03-05)



  
    
  
  Bug Fixes:


	various validation lifecycle fixes

	don't fetch sideloads for empty data



  
    
  
  Improvements:


	various validation lifecycle options


  
    
  
  v1.34.7 (2021-02-26)



  
    
  
  Bug Fixes:


	fix nested boolean expression optimization


  
    
  
  v1.34.6 (2021-02-24)



  
    
  
  Bug Fixes:


	manage_relationship fixes, input + option defaults


  
    
  
  v1.34.5 (2021-02-24)



  
    
  
  Bug Fixes:


	treat empty string as nil in manage_relationship

	be more conservative (and more correct) when optimizing predicates



  
    
  
  v1.34.4 (2021-02-24)



  
    
  
  Bug Fixes:


	treat empty string as nil in manage_relationship

	be more conservative (and more correct) when optimizing predicates



  
    
  
  v1.34.3 (2021-02-23)



  
    
  
  Bug Fixes:


	fix builtin mange_relationship change


  
    
  
  v1.34.2 (2021-02-23)



  
    
  
  Bug Fixes:


	support belongs_to relationships properly


  
    
  
  v1.34.1 (2021-02-23)



  
    
  
  Bug Fixes:


	authorize if actor key is present


  
    
  
  v1.34.0 (2021-02-23)



  
    
  
  Features:


	refactored manage_relationship options/behavior


  
    
  
  Improvements:


	many compile time fixes via code splitting

	Guess destination_attribute for has many relationships (#187)

	Implement string length validation (#183)



  
    
  
  v1.33.1 (2021-02-23)



  
    
  
  Improvements:


	many compile time fixes via code splitting

	Guess destination_attribute for has many relationships (#187)

	Implement string length validation (#183)



  
    
  
  v1.33.0 (2021-02-05)



  
    
  
  Features:


	add default_context

	add manage_relationship/4

	add relationship specific context (for postgres polymorphism)

	add reject (opposite of accept)



  
    
  
  Bug Fixes:


	support manage_relationship for belongs_to


  
    
  
  Improvements:


	set_context change/preparation

	set accept by default



  
    
  
  v1.32.2 (2021-01-28)



  
    
  
  Improvements:


	support {:filter, _} authorization results for changesets


  
    
  
  v1.32.1 (2021-01-27)



  
    
  
  Bug Fixes:


	only run authorization once per request

	don't error on replacing empty relationship with empty



  
    
  
  Improvements:


	support tenant option to get/2

	support message option on identities



  
    
  
  v1.32.0 (2021-01-25)



  
    
  
  Features:


	add after_action for queries


  
    
  
  Bug Fixes:


	default to calculating filters on data_layer_query


  
    
  
  v1.31.1 (2021-01-24)



  
    
  
  Bug Fixes:


	remove invalid boolean expression optimization


  
    
  
  Improvements:


	make form errors work better with phoenix


  
    
  
  v1.31.0 (2021-01-24)



  
    
  
  Features:


	add contains/2 query function


  
    
  
  Bug Fixes:


	various ci_string improvements


  
    
  
  v1.30.2 (2021-01-22)



  
    
  
  Bug Fixes:


	add explicit jason dependency


  
    
  
  v1.30.1 (2021-01-22)



  
    
  
  Bug Fixes:


	update elixir versions in CI


  
    
  
  v1.30.0 (2021-01-22)



  
    
  
  Bug Fixes:


	add action filters in for_read/3

	don't let local runner processes mix up messages

	runtime filter filters properly



  
    
  
  v1.29.0-rc1 (2021-01-21)



  
    
  
  v1.29.0-rc0 (2021-01-21)



  
    
  
  Features:


	freeform expressions

	validatiosn in actions

	query arguments

	add Ash.Query.for_read/3

	return changeset with API errors

	add case insensitive string CiString/:ci_string

	support context/1 and arg/1 in filter templates

	support targeting notifications with the for option

	add ago/2 query function

	add basic arithmetic operators (+, *, -, /)

	sensitive? option for attributes

	sensitive? option for arguments

	private arguments, which canâ��t be set using for_<action>

	add prevent_change which will erase changes just before the changeset is committed

	add match? validation that supports a custom error message

	add interval type to support ago/2 function

	add url_encoded_binary type

	add function type



  
    
  
  Bug Fixes:


	properly expand module aliases for options w/o compile time dependency


  
    
  
  Improvements:


	support all string constraints for ci_string

	changing? is now a validation

	add Transformer.get_persisted/3

	add api field to Notification

	standardize errors, add to_error_class

	use Comp everywhere

	use action on changeset if set by for_<action_type>

	action_failed? field on change sets

	remove ability for data layers to add operators (for now at least)

	Changeset.apply_attributes/2 now returns an error tuple

	add a bunch of new/informative errors

	runtime filter now uses left join logic (a naive implementation of it)

	support more filter templates in resources

	basic/naive type system for operators/functions

	Add trim/allow_empty to string type (#171)



  
    
  
  v1.28.1 (2021-01-12)



  
    
  
  Improvements:


	Improve attribute defaults (#164)


  
    
  
  v1.28.0 (2021-01-12)



  
    
  
  Features:


	Add Embedded Resources (#170)


  
    
  
  Bug Fixes:


	Correct error message (#163)


  
    
  
  Improvements:


	Add built in decimal type (#162)


  
    
  
  v1.27.1 (2021-01-08)



  
    
  
  Bug Fixes:


	fix small sort bugs


  
    
  
  Improvements:


	add Ash.Sort.parse_input/2


  
    
  
  v1.27.0 (2021-01-08)



  
    
  
  Breaking Changes:


	Use usec timestamps by default


  
    
  
  Improvements:


	Add built in usec datetime type (#160) (#161)


  
    
  
  v1.26.13 (2021-01-08)



  
    
  
  Bug Fixes:


	only cast public relationships/attributes


  
    
  
  v1.26.12 (2021-01-08)



  
    
  
  Bug Fixes:


	allow_nil?: false for integer_primary_key


  
    
  
  v1.26.11 (2021-01-08)



  
    
  
  Improvements:


	add for_<action> helpers


  
    
  
  v1.26.10 (2021-01-07)



  
    
  
  Improvements:


	Add built in binary type (#156)


  
    
  
  v1.26.9 (2021-01-06)



  
    
  
  Bug Fixes:


	the __resource__ change broke some extensions


  
    
  
  v1.26.8 (2021-01-06)



  
    
  
  Bug Fixes:


	add back extensions/1 helper to resources


  
    
  
  v1.26.7 (2021-01-06)



  
    
  
  Bug Fixes:


	lazy loaded module issues (e.g in iex)


  
    
  
  Improvements:


	optimize not-in and fix dialyzer

	rework filter creation + subset checking



  
    
  
  v1.26.6 (2020-12-30)



  
    
  
  Bug Fixes:


	validate read action existence


  
    
  
  Improvements:


	support autocompletion on Api funcs


  
    
  
  v1.26.5 (2020-12-30)



  
    
  
  Improvements:


	default actions


  
    
  
  v1.26.4 (2020-12-30)



  
    
  
  Bug Fixes:


	fix compile issues, add docs


  
    
  
  v1.26.3 (2020-12-30)



  
    
  
  Improvements:


	add parse_input/3 to Ash.Filter


  
    
  
  v1.26.2 (2020-12-29)



  
    
  
  Improvements:


	describe operator types


  
    
  
  v1.26.1 (2020-12-29)



  
    
  
  Bug Fixes:


	only accept kw list in aggregate/5


  
    
  
  v1.26.0 (2020-12-29)



  
    
  
  Features:


	support :first aggregate (#153)

	support more sort orders



  
    
  
  v1.25.8 (2020-12-27)



  
    
  
  Bug Fixes:


	separate builders + description in sections


  
    
  
  v1.25.7 (2020-12-27)



  
    
  
  Bug Fixes:


	support examples on dsl sections


  
    
  
  v1.25.6 (2020-12-27)



  
    
  
  Bug Fixes:


	cast string argument names

	uuid/id pkeys should allow_nil



  
    
  
  v1.25.5 (2020-12-23)



  
    
  
  Bug Fixes:


	support operators on both sides for not_eq


  
    
  
  v1.25.4 (2020-12-23)



  
    
  
  Bug Fixes:


	fix filtering for ets + mnesia data layers


  
    
  
  v1.25.3 (2020-12-23)



  
    
  
  Bug Fixes:


	various pagination, runtime, and auth bugs

	default pagination limit triggers pagination



  
    
  
  v1.25.2 (2020-12-06)



  
    
  
  Bug Fixes:


	resolve warning from nimbleoptions deprecation


  
    
  
  v1.25.1 (2020-12-02)



  
    
  
  Improvements:


	support confirming arguments, test allow_nil?


  
    
  
  v1.25.0 (2020-12-02)



  
    
  
  Features:


	support arguments for actions


  
    
  
  v1.24.2 (2020-12-01)



  
    
  
  Bug Fixes:


	various build fixes

	various small utility fixes

	update get-tag



  
    
  
  v1.24.1 (2020-11-08)



  
    
  
  Bug Fixes:


	do not require private attributes in create api (#143)


  
    
  
  v1.24.0 (2020-11-07)



  
    
  
  Features:


	add uuid_primary_key/2 and integer_primary_key/2


  
    
  
  v1.23.3 (2020-11-07)



  
    
  
  Bug Fixes:


	derived belongs_to attributes are required if their parent is


  
    
  
  v1.23.2 (2020-11-06)



  
    
  
  Bug Fixes:


	default create/update timestamps to private?


  
    
  
  v1.23.1 (2020-11-06)



  
    
  
  Bug Fixes:


	set proper pagination defaults


  
    
  
  v1.23.0 (2020-11-03)



  
    
  
  Features:


	Add property: private? for attributes, relationships, aggregates, and calculations (#140)


  
    
  
  v1.22.1 (2020-10-29)



  
    
  
  Improvements:


	support specifying that some options are modules


  
    
  
  v1.22.0 (2020-10-28)



  
    
  
  Features:


	multitenancy! and tons of various fixes (#139)


  
    
  
  v1.21.0 (2020-10-28)



  
    
  
  Improvements:


	trace $callers through engine genservers


  
    
  
  v1.20.1 (2020-10-21)



  
    
  
  Bug Fixes:


	better not_found error handling


  
    
  
  v1.20.0 (2020-10-21)



  
    
  
  Features:


	Optimize relationship records replacement (#135)


  
    
  
  Bug Fixes:


	remove unused code

	various fixes and improvements



  
    
  
  v1.19.1 (2020-10-17)



  
    
  
  Bug Fixes:


	invalid function arg parsing w/ ref


  
    
  
  v1.19.0 (2020-10-17)



  
    
  
  Features:


	pubsub notifier (#134)


  
    
  
  v1.18.1 (2020-10-16)



  
    
  
  Bug Fixes:


	engine hanging on parallel requests


  
    
  
  v1.18.0 (2020-10-15)



  
    
  
  Features:


	add notifiers (#133)

	Add :one_of constraint to the Atom type (#130)



  
    
  
  v1.17.1 (2020-10-12)



  
    
  
  Bug Fixes:


	bugs with keyset pagination


  
    
  
  v1.17.0 (2020-10-12)



  
    
  
  Features:


	Add pagination (#131)


  
    
  
  v1.16.2 (2020-10-10)



  
    
  
  Bug Fixes:


	parse functions properly


  
    
  
  v1.16.1 (2020-10-10)



  
    
  
  Bug Fixes:


	fix dialyzer

	fix certain versions of elixir having issues



  
    
  
  v1.16.0 (2020-10-08)



  
    
  
  Features:


	expression based filter


  
    
  
  v1.15.1 (2020-10-07)



  
    
  
  v1.15.0 (2020-10-06)



  
    
  
  Features:


	filter rewrite to op/function/ref based structure

	added description for missing resources (#117)



  
    
  
  Bug Fixes:


	add module name to errors (#127)

	Fix composite key in changeset functions (#125)



  
    
  
  v1.14.0 (2020-09-24)



  
    
  
  Features:


	descriptions for actions and relationships (#116)


  
    
  
  Bug Fixes:


	typespec/error message improvements


  
    
  
  v1.13.4 (2020-09-21)



  
    
  
  Bug Fixes:


	upgrade picosat dependency

	correct comment in UUID type (#115)



  
    
  
  v1.13.3 (2020-09-19)



  
    
  
  Features:


	set_attribute builtin change

	(greater_than/less_than)_or_equal predicates

	support deletes as updates via "soft"

	support base_filters



  
    
  
  Bug Fixes:


	less_than predicate was flipped for runtime


  
    
  
  v1.13.2 (2020-09-07)



  
    
  
  Bug Fixes:


	remove delegate data layer (#112)

	delete process/global storage properly



  
    
  
  v1.13.1 (2020-09-04)



  
    
  
  Bug Fixes:


	Fix identities (#110)


  
    
  
  v1.13.0 (2020-09-02)



  
    
  
  Features:


	required belongs_to relationships (#107)

	support filter templates on read actions

	builtin concat calculation

	add changes to actions (#106)

	add accept option to create/update actions (#105)

	add Ash.NotLoaded back, simpler defaults

	improve errors (add stacktraces)



  
    
  
  Bug Fixes:


	various delegate data layer improvements

	engine halting issues

	resolve engine deadlocks

	support nested lists of filters



  
    
  
  v1.12.0 (2020-08-27)



  
    
  
  Features:


	add one_of validation

	add simple data layer, and make it default



  
    
  
  Bug Fixes:


	allow anonymous functions in the dsl


  
    
  
  v1.11.1 (2020-08-26)



  
    
  
  Bug Fixes:


	only update filter when its a filter

	set resource in delegation query



  
    
  
  v1.11.0 (2020-08-26)



  
    
  
  Features:


	support inner lateral joins (#100)

	add identities, to enhance get calls (#99)

	initial calculation support (#98)

	initial calculation support



  
    
  
  Bug Fixes:


	spec + dialyzer fixes

	spec mix task run as no_return



  
    
  
  v1.10.0 (2020-08-22)



  
    
  
  Features:


	Add delegate data_layer (#97)


  
    
  
  v1.9.0 (2020-08-19)



  
    
  
  Features:


	various custom data_layer features


  
    
  
  v1.8.0 (2020-08-18)



  
    
  
  Features:


	streamline load by accepting ok/error


  
    
  
  Bug Fixes:


	extensions: resolve duplicate nested entities

	use Ecto's NotLoaded for assocs for now

	create/update typespecs were wrong



  
    
  
  v1.7.0 (2020-08-17)



  
    
  
  Features:


	add is_nil predicate


  
    
  
  Bug Fixes:


	add lexical scope to DSL for imports

	crash on entity w/ no options specified

	convert eq: nil into is_nil, fix credo



  
    
  
  v1.6.8 (2020-08-15)



  
    
  
  Bug Fixes:


	some day tag names will work


  
    
  
  v1.6.7 (2020-08-15)



  
    
  
  Bug Fixes:


	get the tag name for real this time


  
    
  
  v1.6.6 (2020-08-15)



  
    
  
  Bug Fixes:


	try again to get the version name in tweets


  
    
  
  v1.6.5 (2020-08-15)



  
    
  
  Bug Fixes:


	get the version property


  
    
  
  v1.6.4 (2020-08-15)



  
    
  
  Bug Fixes:


	test out automatic tweeting


  
    
  
  v1.6.3 (2020-08-15)



  
    
  
  Bug Fixes:


	remove bad package reference from the docs


  
    
  
  v1.6.2 (2020-08-13)



  
    
  
  Bug Fixes:


	various fixes for graphql extension


  
    
  
  v1.6.1 (2020-08-10)



  
    
  
  Bug Fixes:


	load typespecs


  
    
  
  v1.6.0 (2020-08-10)



  
    
  
  Features:


	add named aggregates


  
    
  
  Bug Fixes:


	various fixes from json:api integration


  
    
  
  v1.5.1 (2020-07-24)



  
    
  
  Bug Fixes:


	scope data layer feature to aggregate kind


  
    
  
  v1.5.0 (2020-07-24)



  
    
  
  Features:


	group metadata by path and async?: false

	run aggregates async if not in query

	aggregations!



  
    
  
  v1.4.1 (2020-07-20)



  
    
  
  Bug Fixes:


	simplify dsl building using on_load


  
    
  
  v1.4.0 (2020-07-16)



  
    
  
  Features:


	allow editing join association attributes


  
    
  
  v1.3.1 (2020-07-16)



  
    
  
  Bug Fixes:


	use proper errors everywhere


  
    
  
  v1.3.0 (2020-07-15)



  
    
  
  Features:


	various small refactors + validations


  
    
  
  v1.2.1 (2020-07-13)



  
    
  
  Bug Fixes:


	changeset + set_state issues


  
    
  
  v1.2.0 (2020-07-13)



  
    
  
  Features:


	refactor changes into changesets


  
    
  
  v1.1.3 (2020-07-09)



  
    
  
  v1.1.2 (2020-07-09)



  
    
  
  v1.1.1 (2020-07-09)



  
    
  
  Bug Fixes:


	small fixes


  
    
  
  v1.1.0 (2020-07-09)



  
    
  
  Features:


	lots of docs, simplify query generation

	validate relationship keys



  
    
  
  v1.0.3 (2020-07-08)



  
    
  
  v1.0.2 (2020-07-07)



  
    
  
  v1.0.1 (2020-07-07)



  
    
  
  v1.0.0 (2020-07-07)



  
    
  
  Breaking Changes:


	remove initial subscriptions pass


  
    
  
  Features:


	general improvements


  
    
  
  Bug Fixes:


	in predicate + engine errors


  
    
  
  v0.10.0 (2020-07-02)



  
    
  
  Breaking Changes:


	remove atom type, add docs


  
    
  
  Features:


	list types

	refactor ash types to modules, add constraints



  
    
  
  Bug Fixes:


	remove benchee, ensure mnesia always uses transactions

	try clearing cache to fix CI

	stop gitignoring the mnesia data layer

	try to fix ash.formatter task

	test/improve parallelizable requests

	require that resources have primary keys



  
    
  
  v0.9.1 (2020-06-30)



  
    
  
  Bug Fixes:


	move to simpler transaction logic


  
    
  
  v0.9.0 (2020-06-29)



  
    
  
  Features:


	add less_than and greater_than filter support

	validate all related resources in API



  
    
  
  Bug Fixes:


	fix tests/credo

	fix tests, add tests for gt/lt filters



  
    
  
  v0.8.0 (2020-06-29)



  
    
  
  Features:


	cross data layer filters

	cross data layer filtering



  
    
  
  v0.7.0 (2020-06-27)



  
    
  
  Features:


	section option configuration


  
    
  
  Bug Fixes:


	set persistent_term properly


  
    
  
  v0.6.5 (2020-06-22)



  
    
  
  Bug Fixes:


	use authorization filters in side loads


  
    
  
  v0.6.4 (2020-06-22)



  
    
  
  Bug Fixes:


	remove reverse relationships


  
    
  
  v0.6.3 (2020-06-22)



  
    
  
  Bug Fixes:


	many filter/side load fixes/improvements


  
    
  
  v0.6.2 (2020-06-20)



  
    
  
  Bug Fixes:


	allow side_load option on create/update


  
    
  
  v0.6.1 (2020-06-20)



  
    
  
  Bug Fixes:


	raised error message contents

	parent error messages

	relationship path clause



  
    
  
  v0.6.0 (2020-06-19)



  
    
  
  Features:


	boolean filter refactor (#78)

	predicate behaviour



  
    
  
  v0.5.2 (2020-06-15)



  
    
  
  Bug Fixes:


	consider nested entities in ash.formatter


  
    
  
  v0.5.1 (2020-06-15)



  
    
  
  Bug Fixes:


	compile application in ash.formatter task


  
    
  
  v0.5.0 (2020-06-15)



  
    
  
  Features:


	extension section module imports, generated .formatter.exs (#71)


  
    
  
  v0.4.0 (2020-06-14)



  
    
  
  Features:


	rebuild DSL inner workings for extensibility (#70)

	add after_compile and validate primary key



  
    
  
  Bug Fixes:


	dialyzer warnings

	honor the authorize? flag



  
    
  
  Improvements:


	add date support (#68)


  
    
  
  v0.3.0 (2020-06-05)



  
    
  
  Features:


	remove name/type from ash core


  
    
  
  Bug Fixes:


	account for action/actor args to interface

	remove the rest of the deps on name/type

	add resource_module?/1 back to Ash



  
    
  
  v0.2.0 (2020-06-05)



  
    
  
  Features:


	use option schemas in the interface (#30)


  
    
  
  v0.1.9 (2020-06-04)



  
    
  
  Bug Fixes:


	references to error handling code

	fix empty filter checks



  
    
  
  v0.1.8 (2020-06-02)


This release is a test of our automatic hex.pm package publishing

  
    
  
  v0.1.7 (2020-06-02)


This release is a test of our automatic hex.pm package publishing

  
    
  
  v0.1.6 (2020-06-02)


This release is a test of our automatic hex.pm package publishing

  
    
  
  v0.1.5 (2020-06-02)


This release is a test of our automatic hex.pm package publishing

  
    
  
  v0.1.4 (2020-06-02)


This release covers the initial linting/dialyzing improvements

  
    
  
  (2020-06-01)



  
    
  
  Changelog Begins





  

    
Domains
    

Domains serve three primary purposes:
	They group related resources together, providing organization and structure to your project.
	They allow you to define a centralized code interfaces
	They allow you to configure certain cross-cutting concerns of those resources in a single place.

If you are familiar with a Phoenix Context, you can think of a domain as the Ash equivalent.

  
    
  
  Grouping Resources


In an Ash.Domain, you will typically see something like this:
defmodule MyApp.Tweets do
  use Ash.Domain

  resources do
    resource MyApp.Tweets.Tweet
    resource MyApp.Tweets.Comment
  end
end
With this definition, you can do things like placing all of these resources into a GraphQL Api with AshGraphql. You'd see a line like this:
use AshGraphql, domains: [MyApp.Tweets]

  
    
  
  Centralized Code Interface


Working with our domain & resources in code can be done the long form way, by building changesets/queries/action inputs and calling the relevant function in Ash. However, we generally want to expose a well defined code API for working with our resources. This makes our code much clearer, and gives us nice things like auto complete and inline documentation.
defmodule MyApp.Tweets do
  use Ash.Domain

  resources do
    resource MyApp.Tweets.Tweet do
      # define a function called `tweet` that uses
      # the `:create` action on MyApp.Tweets.Tweet
      define :tweet, :create, args: [:text]
    end

    resource MyApp.Tweets.Comment do
      # define a function called `comment` that uses
      # the `:create` action on MyApp.Tweets.Comment
      define :comment, :create, args: [:tweet_id, :text]
    end
  end
end
With these definitions, we can now do things like this:
tweet = MyApp.Tweets.tweet!("My first tweet!", actor: user1)
comment = MyApp.Tweets.comment!(tweet.id, "What a cool tweet!", actor: user2)

  
    
  
  Configuring Cross-cutting Concerns



  
    
  
  Built in configuration


Ash.Domain comes with a number of built-in configuration options. See d:Ash.Domain for more.
For example:
defmodule MyApp.Tweets do
  use Ash.Domain

  resources do
    resource MyApp.Tweets.Tweet
    resource MyApp.Tweets.Comment
  end

  execution do
    # raise the default timeout for all actions in this domain from 30s to 60s
    timeout :timer.seconds(60)
  end

  authorization do
    # disable using the authorize?: false flag when calling actions
    authorize :always
  end
end

  
    
  
  Extensions


Extensions will often come with "domain extensions" to allow you to configure the behavior of all resources within a domain, as it pertains to that extension. For example:
defmodule MyApp.Tweets do
  use Ash.Domain,
    extensions: [AshGraphql.Domain]

  graphql do
    # skip authorization for these resources
    authorize? false
  end

  resources do
    resource MyApp.Tweets.Tweet
    resource MyApp.Tweets.Comment
  end
end

  
    
  
  Policies


You can also use Ash.Policy.Authorizer on your domains. This allows you to add policies that apply to all actions using this domain. For example:
defmodule MyApp.Tweets do
  use Ash.Domain,
    extensions: [Ash.Policy.Authorizer]

  resources do
    resource MyApp.Tweets.Tweet
    resource MyApp.Tweets.Comment
  end

  policies do
    # add a bypass up front to allow administrators to do whatever they want
    bypass actor_attribute_equals(:is_admin, true) do
      authorize_if always()
    end

    # forbid all access from disabled users
    policy actor_attribute_equals(:disabled, true) do
      forbid_if always()
    end
  end
end



  

    
Attributes
    

Attributes specify the name, type and additional configuration of a simple property of a record. When using SQL data layers, for example, an attribute would correspond to a column in a database table. For information on types, see Ash.Type.
To see all of the options available when building attributes, see d:Ash.Resource.Dsl.attributes.attribute
If you are looking to compute values on demand, see the Calculations guide and the aggregates guide.

  
    
  
  Special attributes


In Ash there are 4 special attributes these are:
	create_timestamp
	update_timestamp
	integer_primary_key
	uuid_primary_key

These are really just shorthand for an attribute with specific options set. They're outlined below.

  
    
  
  create_timestamp


You may recognise this if you have used Ecto before. This attribute will record the time at which each row is created, by default it uses DateTime.utc_now/1.
create_timestamp :inserted_at is equivalent to an attribute with these options:
attribute :inserted_at, :utc_datetime_usec do
  writable? false
  default &DateTime.utc_now/0
  match_other_defaults? true
  allow_nil? false
end

  
    
  
  update_timestamp


This is also similar in Ecto. This attribute records the last time a row was updated, also using DateTime.utc_now/1 by default.
update_timestamp :updated_at is equivalent to:
attribute :updated_at, :utc_datetime_usec do
  writable? false
  default &DateTime.utc_now/0
  update_default &DateTime.utc_now/0
  match_other_defaults? true
  allow_nil? false
end

  
    
  
  uuid_primary_key


This attribute is used in almost every resource. It generates a UUID every time a new record is made.
uuid_primary_key :id is equivalent to:
attribute :id, :uuid do
  writable? false
  default &Ash.UUID.generate/0
  primary_key? true
  allow_nil? false
end

  
    
  
  integer_primary_key


Creates a generated integer primary key. Keep in mind that not all data layers support auto incrementing ids, but for SQL data layers this is a very common practice. For those that don't, it is your own job to provide values for the primary key. We generally suggest using UUIDs over integers, as there are a lot of good reasons to not use autoincrementing integer ids.
integer_primary_key :id is equivalent to:
attribute :id, :integer do
  writable? false
  generated? true
  primary_key? true
  allow_nil? false
end



  

    
Relationships
    

Relationships describe the connections between resources and are a core component of Ash. Defining relationships enables you to do things like
	Loading related data
	Filtering on related data
	Managing related records through changes on a single resource
	Authorizing based on the state of related data


  
    
  
  Relationships Basics


A relationship exists between a source resource and a destination resource. These are defined in the relationships block of the source resource. For example, if MyApp.Tweet is the source resource, and MyApp.User is the destination resource, we could define a relationship called :owner like this:
defmodule MyApp.Tweet do
  use Ash.Resource,
    data_layer: my_data_layer

  attributes do
    uuid_primary_key :id
    attribute :body, :string
  end

  relationships do
    belongs_to :owner, MyApp.User
  end
end

  
    
  
  Managing related data


See Managing Relationships for more information.
Your data layer may enforce foreign key constraints, see the following guides for more information:
	AshPostgres references


  
    
  
  Kinds of relationships


There are four kinds of relationships:
	belongs_to
	has_one
	has_many
	many_to_many

Each of these relationships has a source resource and a destination resource with a corresponding attribute on the source resource (source_attribute), and destination resource (destination_attribute). Relationships will validate that their configured attributes exist at compile time.
You don't need to have a corresponding "reverse" relationship for every relationship, i.e if you have a MyApp.Tweet resource with belongs_to :user, MyApp.User you aren't required to have a has_many :tweets, MyApp.Tweet on MyApp.User. All that is required is that the attributes used by the relationship exist.

  
    
  
  Belongs To


# on MyApp.Tweet
belongs_to :owner, MyApp.User
A belongs_to relationship means that there is an attribute (source_attribute) on the source resource that uniquely identifies a record with a matching attribute (destination_attribute) in the destination. In the example above, the source attribute on MyApp.Tweet is :owner_id and the destination attribute on MyApp.User is :id.
Attribute Defaults
By default, the source_attribute is defined as :<relationship_name>_id of the type :uuid on the source resource and the destination_attribute is assumed to be :id. You can override the attribute names by specifying the source_attribute and destination_attribute options like so:
belongs_to :owner, MyApp.User do
  # defaults to :<relationship_name>_id (i.e. :owner_id)
  source_attribute :custom_attribute_name

  # defaults to :id
  destination_attribute :custom_attribute_name
end
You can further customize the source_attribute using options such as:
	d:Ash.Resource.Dsl.relationships.belongs_to|define_attribute? to define it yourself
	d:Ash.Resource.Dsl.relationships.belongs_to|attribute_type to modify the default type
	d:Ash.Resource.Dsl.relationships.belongs_to|attribute_public? to make the source attribute public?: true

For example:
belongs_to :owner, MyApp.User do
  attribute_type :integer
  attribute_writable? false
end
Or if you wanted to define the attribute yourself,
attributes do
  attribute :owner_foo, MyApp.CustomType
end

...
relationships do
  belongs_to :owner, MyApp.User do
    define_attribute? false
    source_attribute :owner_foo
  end
end
Customizing default belongs_to attribute type
Destination attributes that are added by default are assumed to be :uuid. To change this, set the following configuration in config.exs:
config :ash, :default_belongs_to_type, :integer
See the docs for more: d:Ash.Resource.Dsl.relationships.belongs_to

  
    
  
  Has One


# on MyApp.User
has_one :profile, MyApp.Profile
A has_one relationship means that there is a unique attribute (destination_attribute) on the destination resource that identifies a record with a matching unique attribute (source_resource) in the source. In the example above, the source attribute on MyApp.User is :id and the destination attribute on MyApp.Profile is :user_id.
A has_one is similar to a belongs_to except the reference attribute is on
the destination resource, instead of the source.
Attribute Defaults
By default, the source_attribute is assumed to be :id, and destination_attribute defaults to <snake_cased_last_part_of_module_name>_id.
See the docs for more: d:Ash.Resource.Dsl.relationships.has_one

  
    
  
  Has Many


# on MyApp.User
has_many :tweets, MyApp.Tweet
A has_many relationship means that there is a non-unique attribute (destination_attribute) on the destination resource that identifies a record with a matching unique attribute (source_resource) in the source. In the example above, the source attribute on MyApp.User is :id and the destination attribute on MyApp.Tweet is :user_id.
A has_many relationship is similar to a has_one because the reference attribute exists on the destination resource. The only difference between this and has_one is that the destination attribute is not unique, and therefore will produce a list of related items. In the example above, :tweets corresponds to a list of MyApp.Tweet records.
Attribute Defaults
By default, the source_attribute is assumed to be :id, and destination_attribute defaults to <snake_cased_last_part_of_module_name>_id.
See the docs for more: d:Ash.Resource.Dsl.relationships.has_many

  
    
  
  Many To Many


A many_to_many relationship can be used to relate many source resources to many destination resources. To achieve this, the source_attribute and destination_attribute are defined on a join resource. A many_to_many relationship can be thought of as a combination of a has_many relationship on the source/destination resources and a belongs_to relationship on the join resource.
For example, consider two resources MyApp.Tweet and MyApp.Hashtag representing tweets and hashtags. We want to be able to associate a tweet with many hashtags, and a hashtag with many tweets. To do this, we could define the following many_to_many relationship:
# on MyApp.Tweet
many_to_many :hashtags, MyApp.Hashtag do
  through MyApp.TweetHashtag
  source_attribute_on_join_resource :tweet_id
  destination_attribute_on_join_resource :hashtag_id
end
The through option specifies the "join" resource that will be used to store the relationship. We need to define this resource as well:
defmodule MyApp.TweetHashtag do
  use Ash.Resource,
    data_layer: your_data_layer

  postgres do
    table "tweet_hashtags"
    repo MyApp.Repo
  end

  relationships do
    belongs_to :tweet, MyApp.Tweet, primary_key?: true, allow_nil?: false
    belongs_to :hashtag, MyApp.Hashtag, primary_key?: true, allow_nil?: false
  end

  actions do
    defaults [:read, :destroy, create: :*, update: :*]
  end
end
It is convention to name this resource <source_resource_name><destination_resource_name> however this is not required. The attributes on the join resource must match the source_attribute_on_join_resource and destination_attribute_on_join_resource options on the many_to_many relationship. The relationships on the join resource are standard belongs_to relationships, and can be configured as such. In this case, we have specified that the :tweet_id and :hashtag_id attributes form the primary key for the join resource, and that they cannot be nil.
Now that we have a resource with the proper attributes, Ash will use this automatically under the hood when
performing relationship operations like filtering and loading.
See the docs for more: d:Ash.Resource.Dsl.relationships.many_to_many

  
    
  
  Cross-domain relationships


You will need to specify the domain option in the relationship if the destination resource and/or the join table are parts of a different domain:
many_to_many :authors, MyApp.OtherDomain.Resource do
  domain MyApp.OtherDomain
  ...
end
However, if the join table is a part of the same domain but the destination resource is a part of a different domain, you will have to add a custom has_many association to the source domain as well. Suppose you have a domain called MyApp.Organizations with a resource named MyApp.Organizations.Organization, a domain called MyApp.Accounts with a resource named MyApp.Accounts.User, as well as a join resource MyApp.Organizations.OrganizationUsers. Then, in order to add many_to_many :users for MyApp.Organizations.Organization, you'll need the following setup:
relationships do
  ...

  has_many :users_join_assoc, MyApp.Organizations.OrganizationUsers

  many_to_many :users, MyApp.Accounts.User do
    domain MyApp.Accounts
    through MyApp.Organizations.OrganizationUsers
    source_attribute_on_join_resource :organization_id
    destination_attribute_on_join_resource :user_id
  end
end

  
    
  
  Loading related data


There are two ways to load relationships:
	in the query using Ash.Query.load/2
	directly on records using Ash.load/3


  
    
  
  On records


Given a single record or a set of records, it is possible to load their relationships by calling the load function on the record's parent domain. For example:
# user = %User{...}
Ash.load(user, :tweets)

# users = [%User{...}, %User{...}, ....]
Ash.load(users, :tweets)
This will fetch the tweets for each user, and set them in the corresponding tweets key.
%User{
  ...
  tweets: [
    %Tweet{...},
    %Tweet{...},
    ...
  ]
}
See Ash.load/3 for more information.

  
    
  
  In the query


The following will return a list of users with their tweets loaded identically to the previous example:
User
|> Ash.Query.load(:tweets)
|> Ash.read()
At present, loading relationships in the query is fundamentally the same as loading on records. Eventually, data layers will be able to optimize these loads (potentially including them as joins in the main query).
See Ash.Query.load/2 for more information.

  
    
  
  More complex data loading


Multiple relationships can be loaded at once, i.e
Ash.load(users, [:tweets, :followers])
Nested relationships can be loaded:
Ash.load(users, followers: [:tweets, :followers])
The queries used for loading can be customized by providing a query as the value.
followers = Ash.Query.sort(User, follower_count: :asc)

Ash.load(users, followers: followers)
Nested loads will be included in the parent load.
followers =
  User
  |> Ash.Query.sort(follower_count: :asc)
  |> Ash.Query.load(:followers)

# Will load followers and followers of those followers
Ash.load(users, followers: followers)

  
    
  
  no_attributes? true


This is really useful when creating customized relationships that aren't joined with simple attribute matches. For example:
has_many :higher_priority_tickets, __MODULE__ do
  no_attributes? true
  # parent/1 in this case puts the expression on this current resource
  # so this is "tickets with priority higher than this ticket"
  filter expr(priority > parent(priority))
end
This can also be very useful when combined with multitenancy. Specifically, if you have a tenant resource like Organization,
you can use no_attributes? to do things like has_many :employees, Employee, no_attributes?: true, which lets you avoid having an
unnecessary organization_id field on Employee. The same works in reverse: has_one :organization, Organization, no_attributes?: true
allows relating the employee to their organization.

  
    
  
  caveats for using no_attributes?


	You can still manage relationships from one to the other, but "relate" and "unrelate" will have no effect, because there are no fields to change.
	Loading the relationship on a list of resources will not behave as expected in all circumstances involving multitenancy. For example, if you get a list of Organization and then try to load employees, you would need to set a single tenant on the load query, meaning you'll get all organizations back with the set of employees from one tenant. This could eventually be solved, but for now it is considered an edge case.



  
    
  
  Manual Relationships


Manual relationships allow you to express complex or non-typical relationships between resources in a standard way. Individual data layers may interact with manual relationships in their own way, so see their corresponding guides. In general, you should try to use manual relationships sparingly, as you can do a lot with filters on relationships, and the no_attributes? flag.

  
    
  
  Example


In our Helpdesk example, we'd like to have a way to find tickets
In the Rep? resource, define a has_many relationship as manual and point to the module where
it will be implemented.
relationships do
  has_many :tickets_above_threshold, Helpdesk.Support.Ticket do
    manual Helpdesk.Support.Ticket.Relationships.TicketsAboveThreshold
  end
end
Using Ash to get the destination records is ideal, so you can authorize access like normal
but if you need to use a raw ecto query here, you can. As long as you return the right structure.
The TicketsAboveThreshold module is implemented as follows.
defmodule Helpdesk.Support.Ticket.Relationships.TicketsAboveThreshold do
  use Ash.Resource.ManualRelationship
  require Ash.Query

  def load(records, _opts, %{query: query, actor: actor, authorize?: authorize?}) do
    # Use existing records to limit resultds
    rep_ids = Enum.map(records, & &1.id)

    {:ok,
     query
     |> Ash.Query.filter(representative_id in ^rep_ids)
     |> Ash.Query.filter(priority > representative.priority_threshold)
     |> Helpdesk.Support.read!(actor: actor, authorize?: authorize?)
     # Return the items grouped by the primary key of the source, i.e representative.id => [...tickets above threshold]
     |> Enum.group_by(& &1.representative_id)}
  end
end

  
    
  
  Reusing the Query


Since you likely want to support things like filtering your relationship when being loaded, you will want to make sure that you use the query being provided. However, depending on how you're loading the relationship, you may need to do things like fetch extra records. To do this, you might do things like
def load(records, _opts, %{query: query, ..}) do
  # unset some fields
  fetch_query = Ash.Query.unset(query, [:limit, :offset])

  # or, to be more safe/explicit, you might make a new query, explicitly setting only a few fields
  fetch_query = query.resource |> Ash.Query.filter(^query.filter) |> Ash.Query.sort(query.sort)

  ...
end

  
    
  
  Fetching the records and then applying a query


Lets say the records come from some totally unrelated source, or you can't just modify the query to fetch the records you need. You can fetch the records you need and then apply the query to them in memory.
def load(records, _opts, %{query: query, ..}) do
  # fetch the data from the other source, which is capabale of sorting
  data = get_other_data(data, query.sort)

  query
  # unset the sort since we already applied that
  |> Ash.Query.unset([:sort])
  # apply the query in memory (filtering, distinct, limit, offset)
  |> Ash.Query.apply_to(data)
end

  
    
  
  Managing Relationships


In Ash, managing related data is done via Ash.Changeset.manage_relationship/4. There are various ways to leverage the functionality expressed there. If you are working with changesets directly, you can call that function. However, if you want that logic to be portable (e.g available in ash_graphql mutations and ash_json_api actions), then you want to use the following argument + change pattern:
actions do
  update :update do
    argument :add_comment, :map do
      allow_nil? false
    end

    argument :tags, {:array, :uuid} do
      allow_nil? false
    end

    # First argument is the name of the action argument to use
    # Second argument is the relationship to be managed
    # Third argument is options. For more, see `Ash.Changeset.manage_relationship/4`. This accepts the same options.
    change manage_relationship(:add_comment, :comments, type: :create)

    # Second argument can be omitted, as the argument name is the same as the relationship
    change manage_relationship(:tags, type: :append_and_remove)
  end
end
With this, those arguments can be used in action input:
post
|> Ash.Changeset.for_update(:update, tags: [tag1.id, tag2.id], add_comment: %{text: "comment text"})
|> Ash.update!()

  
    
  
  Argument Types


Notice how we provided a map as input to add_comment, and a list of UUIDs as an input to manage_relationship. When providing maps or lists of maps, you are generally just providing input that will eventually be passed into actions on the destination resource. However, you can also provide individual values or lists of values. By default, we assume that value maps to the primary key of the destination resource, but you can use the value_is_key option to modify that behavior. For example, if you wanted adding a comment to take a list of strings, you could say:
argument :add_comment, :string

...
change manage_relationship(:add_comment, :comments, type: :create, value_is_key: :text)
And then you could use it like so:
post
|> Ash.Changeset.for_update(:update, tags: [tag1.id, tag2.id], add_comment: "comment text")
|> Ash.update!()

  
    
  
  Derived behavior


Determining what will happen when managing related data can be complicated, as the nature of the problem itself is quite complicated. In some simple cases, like type: :create, there may be only one action that will be called. But in order to support all of the various ways that related resources may need to be managed, Ash provides a rich set of options to determine what happens with the provided input. Tools like AshPhoenix.Form can look at your arguments that have a corresponding manage_relationship change, and derive the structure of those nested forms. Tools like AshGraphql can derive complex input objects to allow manipulating those relationships over a graphql Api. This all works because the options are, ultimately, quite explicit. It can be determined exactly what actions might be called, and therefore what input could be needed.
To see all of the options available, see Ash.Changeset.manage_relationship/4



  

    
Calculations
    

Calculations in Ash allow for displaying complex values as a top level value of a resource.

  
    
  
  Primer



  
    
  
  Declaring calculations on a resource



  
    
  
  Expression Calculations


The simplest kind of calculation refers to an Ash expression. For example:
calculations do
  calculate :full_name, :string, expr(first_name <> " " <> last_name)
end
See the Expressions guide for more.

  
    
  
  Module Calculations


When calculations require more complex code or can't be pushed down into the data layer, a module that uses Ash.Resource.Calculation can be used.
defmodule Concat do
  # An example concatenation calculation, that accepts the delimiter as an argument,
  #and the fields to concatenate as options
  use Ash.Resource.Calculation

  # Optional callback that verifies the passed in options (and optionally transforms them)
  @impl true
  def init(opts) do
    if opts[:keys] && is_list(opts[:keys]) && Enum.all?(opts[:keys], &is_atom/1) do
      {:ok, opts}
    else
      {:error, "Expected a `keys` option for which keys to concat"}
    end
  end

  @impl true
  # A callback to tell Ash what keys must be loaded/selected when running this calculation
  # you can include related data here, but be sure to include the attributes you need from said related data
  # i.e `posts: [:title, :body]`.
  def load(_query, opts, _context) do
    opts[:keys]
  end

  @impl true
  def calculate(records, opts, %{separator: separator}) do
    Enum.map(records, fn record ->
      Enum.map_join(opts[:keys], separator, fn key ->
        to_string(Map.get(record, key))
      end)
    end)
  end

  # You can implement this callback to make this calculation possible in the data layer
  # *and* in elixir. Ash expressions are already executable in Elixir or in the data layer, but this gives you fine grain control over how it is done
  # @impl true
  # def expression(opts, context) do
  # end
end

# Usage in a resource
calculations do
  calculate :full_name, :string, {Concat, keys: [:first_name, :last_name]} do
    # You need to use the [allow_empty?: true, trim?: false] constraints here.
    # The separator could be an empty string or require a leading or trailing space,
    # but would be trimmed or even set to `nil` without the constraints shown below.
    argument :separator, :string do
      allow_nil? false
      constraints [allow_empty?: true, trim?: false]
      default ""
    end
  end
end
See the documentation for the calculations section in Resource DSL docs and the Ash.Resource.Calculation docs for more information.
The calculations declared on a resource allow for declaring a set of named calculations that can be used by extensions.
They can also be loaded in the query using Ash.Query.load/2, or after the fact using Ash.load/3. Calculations declared on the resource will be keys in the resource's struct.

  
    
  
  Custom calculations in the query


Example:
User
|> Ash.Query.calculate(:full_name, {Concat, keys: [:first_name, :last_name]}, :string, %{separator: ","})
See the documentation for Ash.Query.calculate/4 for more information.

  
    
  
  Arguments in calculations


Using the above example with arguments, you can load a calculation with arguments like so:
load(full_name: [separator: ","])
If the calculation uses an expression, you can also filter and sort on it like so:
query
|> Ash.Query.filter(full_name(separator: ","))
|> Ash.Query.sort(full_name: {%{separator: ","}, :asc})



  

    
Aggregates
    

Aggregates in Ash allow for retrieving summary information over groups of related data. A simple example might be to show the "count of published posts for a user". Aggregates allow us quick and performant access to this data, in a way that supports being filtered/sorted on automatically. More aggregate types can be added, but you will be restricted to only the supported types. In cases where aggregates don't suffice, use Calculations, which are intended to be much more flexible.

  
    
  
  Declaring aggregates on a resource


Example:
aggregates do
  count :count_of_posts, :posts do
    filter expr(published == true)
  end
end
The available aggregate types are:
	count - counts related items meeting the criteria.
	exists - checks if any related items meet the criteria.
	first - gets the first related value matching the criteria. Must specify the field.
	sum - sums the related items meeting the criteria. Must specify the field.
	list - lists the related values. Must specify the field.
	max - gets the maximum related value. Must specify the field.
	min - gets the minimum related value. Must specify the field.
	avg - gets the average related value. Must specify the field.
	custom - allows for a custom aggregate. Implementation depends on the data layer. Must provide an implementation.

The declared set of named aggregates can be used by extensions and referred to throughout your application As an escape hatch, they can also be loaded in the query using Ash.Query.load/2, or after the fact using Ash.load/3. Aggregates declared on the resource will be keys in the resource's struct.
See the docs on d:Ash.Resource.Dsl.aggregates for more information.

  
    
  
  Custom aggregates in the query


Custom aggregates can be added to the query and will be placed in the aggregates key of the results. This is an escape hatch, and is not the primary way that you should be using aggregates. It does, however, allow for dynamism, i.e if you are accepting user input that determines what the filter and/or field should be, that kind of thing.
Example:
User
|> Ash.Query.aggregate(
  :count_of_posts,
  :count,
  :posts,
  query: [
    filter: [published: published?]
  ]
)
See the documentation for Ash.Query.aggregate/4 for more information.

  
    
  
  Join Filters


Join filters allows for more complex aggregate queries, including joining with predicates based on multiple related values.

  
    
  
  Example


  aggregates do
    sum :saved_money, [:redeems, :deal], :amount do
      # where any redeem of the deal is redeemed
      filter expr(redeems.redeemed == true)

      # where the `redeems` are `redeemed`
      join_filter :redeems, expr(redeemed == true)

      # where the `redeems.deal.active` == `redeems.require_active`
      join_filter [:redeems, :deal], expr(active == parent(require_active))
    end
  end

  
    
  
  Inline Aggregates


Aggregates can be created in-line in expressions, with their relationship path specified and any options provided that match the options given to Ash.Query.Aggregate.new/4. For example:
calculate :grade, :decimal, expr(
  count(answers, query: [filter: expr(correct == true)]) /
  count(answers, query: [filter: expr(correct == false)])
)
See the Expressions guide for more.



  

    
Validations
    

Validations are similar to changes, except they cannot modify the changeset. They can only continue, or add an error.

  
    
  
  Builtin Validations


There are a number of builtin validations that can be used, and are automatically imported into your resources. See Ash.Resource.Validation.Builtins for more.
Some examples of usage of builtin validations
validate match(:email, ~r/@/)

validate compare(:age, greater_than_or_equal_to: 18) do
  message "must be over 18 to sign up"
end

validate present(:last_name) do
  where [present(:first_name), present(:middle_name)]
  message "must also be supplied if setting first name and middle_name"
end

  
    
  
  Custom Validations


defmodule MyApp.Validations.IsPrime do
  # transform and validate opts

  use Ash.Resource.Validation

  @impl true
  def init(opts) do
    if is_atom(opts[:attribute]) do
      {:ok, opts}
    else
      {:error, "attribute must be an atom!"}
    end
  end

  @impl true
  def validate(changeset, opts, _context) do
    value = Ash.Changeset.get_attribute(changeset, opts[:attribute])
    # this is a function I made up for example
    if is_nil(value) || Math.is_prime?(value) do
      :ok
    else
      # The returned error will be passed into `Ash.Error.to_ash_error/3`
      {:error, field: opts[:attribute], message: "must be prime"}
    end
  end
end
This could then be used in a resource via:
validate {MyApp.Validations.IsPrime, attribute: :foo}

  
    
  
  Anonymous Function Validations


You can also use anonymous functions for validations. Keep in mind, these cannot be made atomic. This is great for prototyping, but we generally recommend using a module, both for organizational purposes, and to allow adding atomic behavior.
validate fn changeset, _context ->
  # put your code here
end

  
    
  
  Where


The where can be used to perform validations conditionally. This functions by running the validation, and if the validation returns an error, we discard the error and skip the operation. This means that even custom validations can be used in conditions.
For example:
validate present(:other_number) do
  where [{MyApp.Validations.IsPrime, attribute: :foo}]
end

  
    
  
  Action vs Global Validations


You can place a validation in any create, update, or destroy action. For example:
actions do
  create :create do
    validate compare(:age, greater_than_or_equal_to: 18)
  end
end
Or you can use the global validations block to validate on all actions of a given type. Where statements can be used in either. Note the warning about runningo on destroy actions below.
validations do
  validate present([:foo, :bar], at_least: 1) do
    on [:create, :update]
    where present(:baz)
  end
end
The validations section allows you to add validations across multiple actions of a changeset

  
    
  
  Running on destroy actions


By default, validations in the global validations block will run on create and update only. Many validations don't make sense in the context of destroys. To make them run on destroy, use on: [:create, :update, :destroy]


  
    
  
  Examples


validations do
  validate present([:foo, :bar]), on: :update
  validate present([:foo, :bar, :baz], at_least: 2), on: :create
  validate present([:foo, :bar, :baz], at_least: 2), where: [action_is(:action1, :action2)]
  validate absent([:foo, :bar, :baz], exactly: 1), on: [:update, :destroy]
  validate {MyCustomValidation, [foo: :bar]}, on: :create
end

  
    
  
  Atomic Validations


To make a validation atomic, you have to implement the Ash.Resource.Validation.atomic/3 callback. This callback returns an atomic instruction, or a list of atomic instructions, or an error/indication that the validation cannot be done atomically. For our IsPrime example above, this would look something like:
defmodule MyApp.Validations.IsPrime do
  # transform and validate opts

  use Ash.Resource.Validation

  ...

  def atomic(changeset, opts, context) do
    # lets ignore that there is no easy/built-in way to check prime numbers in postgres
    {:atomic,
      # the list of attributes that are involved in the validation
      [opts[:attribute]],
      # the condition that should cause the error
      # here we refer to the new value or the current value
      expr(not(fragment("is_prime(?)", ^atomic_ref(opts[:attribute)))),
      # the error expression
      expr(
        error(^InvalidAttribute, %{
          field: ^opts[:attribute],
          # the value that caused the error
          value: ^atomic_ref(opts[:attribute]),
          # the message to display
          message: ^(context.message || "%{field} must be prime"),
          vars: %{field: ^opts[:attribute]}
        })
      )
    )}
  end
end
In some cases, validations operate on arguments only and therefore have no need of atomic behavior. for this, you can call validate/3 directly from atomic/3. The builtin Ash.Resource.Validation.Builtins.argument_equals/2 validation does this, for example.
@impl true
def atomic(changeset, opts, context) do
  validate(changeset, opts, context)
end



  

    
Changes
    

Changes are the primary way of customizing action behavior. If you are familiar with Plug, you can think of an Ash.Resource.Change as the equivalent of a Plug for changesets. At its most basic, a change will take a changeset and return a new changeset. Changes can be simple, like setting or modifying an attribute value, or more complex, attaching hooks to be executed within the lifecycle of the action.

  
    
  
  Builtin Changes


There are a number of builtin changes that can be used, and are automatically imported into your resources. See Ash.Resource.Change.Builtins for more.
Some examples of usage of builtin validations
# set the `owner` to the current actor
change relate_actor(:owner)

# set `commited_at` to the current timestamp when the action is called
change set_attribute(:committed_at, &DateTime.utc_now/0)

# optimistic lock using the `version` attribute
change optimistic_lock(:version)

  
    
  
  Custom Changes


defmodule MyApp.Changes.Slugify do
  # transform and validate opts

  use Ash.Resource.Change

  @impl true
  def init(opts) do
    if is_atom(opts[:attribute]) do
      {:ok, opts}
    else
      {:error, "attribute must be an atom!"}
    end
  end

  @impl true
  def change(changeset, opts, _context) do
    case Ash.Changeset.fetch_change(changeset, opts[:attribute)) do
      {:ok, new_value} ->
        slug = String.replace(new_value, ~r/\s+/, "-")
        Ash.Changeset.force_change_attribute(changeset, opts[:attribute], slug)
      :error ->
        changeset
    end
  end
end
This could then be used in a resource via:
change {MyApp.Changes.Slugify, attribute: :foo}

  
    
  
  Anonymous Function Changes


You can also use anonymous functions for changes. Keep in mind, these cannot be made atomic, or support batching. This is great for prototyping, but we generally recommend using a module, both for organizational purposes, and to allow adding atomic/batch behavior.
change fn changeset, _context ->
  # put your code here
end

  
    
  
  Where


The where can be used to perform changes conditionally. This functions by running the validations in the where, and if the validation returns an error, we discard the error and skip the operation. This means that even custom validations can be used in conditions.
For example:
change {Slugify, attribute: :foo} do
  where [attribute_equals(:slugify, true)]
end

  
    
  
  Action vs Global Changes


You can place a change on any create, update, or destroy action. For example:
actions do
  create :create do
    change {Slugify, attribute: :name}
  end
end
Or you can use the global changes block to apply to all actions of a given type. Where statements can be used in both cases. Use on to determine the types of actions the validation runs on. By default, it only runs on create an update actions.
changes do
  change {Slugify, attribute: :name} do
    on [:create]
  end
end
The changes section allows you to add validations across multiple actions of a changeset.

  
    
  
  Running on destroy actions


By default, changes in the global changes block will run on create and update only. Many changes don't make sense in the context of destroys. To make them run on destroy, use on: [:create, :update, :destroy]


  
    
  
  Examples


changes do
  change relate_actor(:owner)
  change set_attribute(:committed_at, &DateTime.utc_now/0)
  change optimistic_lock(:version), on: [:create, :update, :destroy]
  change {Slugify, [attribute: :foo]}, on: :create
end

  
    
  
  Atomic Changes


To make a change atomic, you have to implement the Ash.Resource.Change.atomic/3 callback. This callback returns a map of changes to attributes that should be changed atomically. You can also add the Ash.Resource.Change.after_atomic/4 callback to run code after atomic changes have been applied.
defmodule MyApp.Changes.Slugify do
  # transform and validate opts

  use Ash.Resource.Validation

  ...

  def atomic(changeset, opts, context) do
    {:atomic, %{
      opts[:attribute] => expr(
        fragment("regexp_replace(?, ?, ?)", ^ref(opts[:attribute]), ~r/\s+/, "-"")
      )
    }}
  end
end
In some cases, changes operate only on arguments or context, or otherwise can do their work regardless of atomicity. In these cases, you can make your atomic callback call the change/3 function
@impl true
def atomic(changeset, opts, context) do
  {:ok, change(changeset, opts, context)}
end
In other cases, a change may not be necessary in a fully atomic action. For this, you can simply return :ok
@impl true
def atomic(_changeset, _opts, _context) do
  :ok
end

  
    
  
  Batches


Changes can support being run on batches of changesets, using the Ash.Resource.Change.batch_change/3, Ash.Resource.Change.before_batch/3, and Ash.Resource.Change.after_batch/3 callbacks.
For some changes, this may not be necessary at all, i.e the Slugify example has no benefit from batching. If no batch callbacks are added, your change will be run on a loop over the changesets. For the sake of example, however, we will show what it might look like to implement batching for our Slugify example.
defmodule MyApp.Changes.Slugify do
  # transform and validate opts

  use Ash.Resource.Change

  @impl true
  def init(opts) do
    if is_atom(opts[:attribute]) do
      {:ok, opts}
    else
      {:error, "attribute must be an atom!"}
    end
  end

  @impl true
  def batch_change(changeset, opts, context) do
    # here we could run queries or do common work required
    # for a given batch of changesets.
    # in this example, however, we just return the changests with
    # the change logic applied.
    Enum.map(changesets, &change(&1, opts, contextk)
  end
end



  

    
Code Interface
    

One of the ways that we interact with our resources is via hand-written code. The general pattern for that looks like building a query or a changeset for a given action, and calling it via functions like Ash.read/2 and Ash.create/2. This, however, is just one way to use Ash, and is designed to help you build tools that work with resources, and to power things like AshPhoenix.Form, AshGraphql.Resource and AshJsonApi.Resource. When working with your resources in code, we generally want something more idiomatic and simple. For example, on a domain called Helpdesk.Support.
resources do
  resource Ticket do
    define :open_ticket, args: [:subject], action: :open
  end
end
This simple setup now allows you to open a ticket with Helpdesk.Support.open_ticket(subject). You can cause it to raise errors instead of return them with Helpdesk.Support.open_ticket!(subject). For information on the options and additional inputs these defined functions take, look at the generated function documentation, which you can do in iex with h Helpdesk.Support.open_ticket. For more information on the code interface, read the DSL documentation: d:Ash.Domain.Dsl.resource.interfaces.

  
    
  
  Code interfaces on the resource


You can define a code interface on individual resources as well, using the code_interface block. The DSL is the same as the DSL for defining it in the domain. For example:
code_interface do
  # the action open can be omitted because it matches the functon name
  define :open, args: [:subject]
end
These will then be called on the resource itself, i.e Helpdesk.Support.Ticket.open(subject).

  
    
  
  Using the code interface


If the action is an update or destroy, it will take a record or a changeset as its first argument.
If the action is a read action, it will take a starting query as an opt in the last argument.
All functions will have an optional last argument that accepts options. See Ash.Resource.Interface.interface_options/1 for valid options.
For reads:
	:query - a query to start the action with, can be used to filter/sort the results of the action.

For creates:
	:changeset - a changeset to start the action with

They will also have an optional second to last argument that is a freeform map to provide action input. It must be a map.
If it is a keyword list, it will be assumed that it is actually options (for convenience).
This allows for the following behaviour:
# Because the 3rd argument is a keyword list, we use it as options
Accounts.register_user(username, password, [tenant: "organization_22"])
# Because the 3rd argument is a map, we use it as action input
Accounts.register_user(username, password, %{key: "val"})
# When all arguments are provided it is unambiguous
Accounts.register_user(username, password, %{key: "val"}, [tenant: "organization_22"])

  
    
  
  Calculations


Resource calculations can be run dynamically using Ash.calculate/3, but
you can also expose them using the code_interface with define_calculation.
For example:
calculations do
  calculate :full_name, :string, expr(first_name <> ^arg(:separator) <> last_name) do
    argument :separator, :string do
      allow_nil? false
      default " "
    end
  end
end

# in your domain
resource User do
  define_calculation :full_name, args: [:first_name, :last_name, {:optional, :separator}]
  # or if you want to take a record as an argument
  define_calculation :full_name, args: [:_record]
end
This could now be used like so:
Accounts.full_name("Jessie", "James", "-")
# or with a record as an argument
Accounts.full_name(user)
This allows for running calculations without an instance of a resource, normally done via Ash.load(user, :full_name)
By default, configured args will be provided for any matching named reference or argument. This is normally fine, but in the case that you have an argument and a reference with the same name, you can specify it by supplying {:arg, :name} and {:ref, :name}. For example:
define_calculation :id_matches, args: [{:arg, :id}, {:ref, :id}]
To make arguments optional, wrap them in {:optional, ..}, for example:
define_calculation :id_matches, args: [{:arg, :id}, {:optional, {:ref, :id}}]

  
    
  
  Bulk & atomic actions



  
    
  
  Bulk Updates & Destroys


Updates support a list, stream, or query as the first argument. This allows for bulk updates. In this mode, an %Ash.BulkResult{} is returned.

  
    
  
  Valid inputs


You cannot provide "any enumerable", only lists, streams (a function or a %Stream{}), and queries. We have to be able to distinguish the input as a bulk input and not input to the action itself.

For example:
Post
|> Ash.Query.filter(author_id == ^author_id)
|> MyApp.Blog.archive_post!()
# => %Ash.BulkResult{}

[%Post{}, %Post{}]
|> MyApp.Blog.destroy_post!()
# => %Ash.BulkResult{}
end
You can pass options to the bulk operation with the bulk_options option to your code interface function.

  
    
  
  Bulk Creates


For bulk creates, you can provide a list or stream of inputs. In this mode also, an %Ash.BulkResult{} is returned.

  
    
  
  Valid inputs


You cannot provide "any enumerable", only lists, streams (a function or a %Stream{}). We have to be able to distinguish the input as a bulk input and not input to the action itself.

Any arguments on the code interface will be applied to all inputs given as a list, and the arguments will come first.
[%{title: "Post 1"}, %{title: "Post 2"}, ...]
# if `:special` is an action argument, it will be applied to all inputs
|> MyApp.Blog.create_post!(:special, bulk_options: [batch_size: 10])

  
    
  
  Returning streams from read actions


The :stream? option allows you to return a stream to be enumerated later.
For example:
MyApp.Blog.my_posts(stream?: true, actor: me)
# => #Stream<...>



  

    
Embedded Resources
    

Embedded resources are stored as maps in attributes of other resources. They are great for storing structured data, and support a whole range of useful features that resources support. For example, you can have calculations, validations, policies and even relationships on embedded resources.Here is an example of a simple embedded resource:
defmodule MyApp.Profile do
  use Ash.Resource,
    data_layer: :embedded # Use the atom `:embedded` as the data layer.

  attributes do
    attribute :first_name, :string, public?: true
    attribute :last_name, :string, public?: true
  end
end

  
    
  
  embedded resources can't do everything


Embedded resources cannot have aggregates, or expression calculations that rely on data-layer-specific capabilities.


  
    
  
  Adding embedded resource attributes


Embedded resources define an Ash.Type under the hood, meaning you can use them anywhere you would use an Ash type.
defmodule MyApp.User do
  use Ash.Resource, ...

  attributes do
    ...

    attribute :profile, MyApp.Profile, public?: true
    attribute :profiles, {:array, MyApp.Profile}, public?: true # You can also have an array of embeds
  end
end

  
    
  
  Handling nil values


By default, all fields on an embedded resource will be included in the data layer, including keys with nil values. To prevent this, add the embed_nil_values? option to use Ash.Resource. For example:
defmodule YourEmbed do
  use Ash.Resource,
    data_layer: :embedded,
    embed_nil_values?: false
end

  
    
  
  Editing embedded attributes


If you manually supply instances of the embedded structs, the structs you provide are used with no validation. For example:
Ash.Changeset.for_update(user, :update, %{profile: %MyApp.Profile{first_name: "first_name", last_name: "last_name}})
However, you can also treat embedded resources like regular resources that can be "created", "updated", and "destroyed".
To do this, provide maps as the input, instead of structs. In the example above, if you just wanted to change the first_name, you'd provide:
Ash.Changeset.for_update(user, :update, %{profile: %{first_name: "first_name"}})
This will call the primary update action on the resource. This allows you to define an action on the embed, and add validations to it. For example, you might have something like this:
defmodule MyApp.Profile do
  use Ash.Resource,
    data_layer: :embedded # Use the atom `:embedded` as the data layer.

  attributes do
    attribute :first_name, :string, public?: true
    attribute :last_name, :string, public?: true
  end

  validations do
    validate present([:first_name, :last_name], at_least: 1)
  end
end

  
    
  
  Calculations


Calculations can be added to embedded resources. When you use an embedded resource, you declare what calculations to load via a constraint.
For example:
defmodule MyApp.Profile do
  use Ash.Resource,
    data_layer: :embedded # Use the atom `:embedded` as the data layer.

  attributes do
    attribute :first_name, :string, public?: true
    attribute :last_name, :string, public?: true
  end

  calculations do
    calculate :full_name, :string, concat([:first_name, :last_name], " ")
  end
end

defmodule MyApp.User do
  use Ash.Resource,
    ...

  attributes do
    attribute :profile, MyApp.Profile do
      public? true
      constraints [load: [:full_name]]
    end
  end
end

  
    
  
  Determining what action(s) will be called:


Remember: default actions are already implemented for a resource, with no need to add them. They are called :create, :update, :destroy, and :read. You can use those without defining them. You only need to define them if you wish to override their configuration.

  
    
  
  Single Embeds


	If the current value is nil - a create with the provided values
	If the current value is not nil - an update with the provided values
	If the current value is not nil and the new value is nil - a destroy with the original value


  
    
  
  Array Embeds


All values in the original array are destroyed, and all maps in the new array are used to create new records.

  
    
  
  Adding a primary key


Adding a primary key to your embedded resources is especially useful when managing lists of data. Specifically, it allows you to consider changes to elements with matching primary key values as updates.
For example:
defmodule MyApp.Tag do
  use Ash.Resource,
    data_layer: :embedded

  attributes do
    uuid_primary_key :id
    attribute :name, :string, public?: true
    attribute :counter, :integer, public?: true
  end

  validations do
    validate {Increasing, field: :counter}, on: :update
  end
end
Now, you can accept input meant to update individual list items. The entire list must still be provided, but any items with a matching id will be considered an update instead of a destroy + create.

  
    
  
  Determining what action(s) will be called with a primary key:


Single Embeds with primary keys
	If you provide a struct, instead of a map, the value provided is used as the new relationship value directly.
	If the current value is nil - a create with the provided values
	If the current value is not nil and the primary keys match - an update with the provided values
	If the current value is not nil and the primary keys don't match - a destroy of the original value and a create of the new value
	If the current value is not nil and the new value is nil - a destroy with the original value

Array Embeds with primary keys
	If you provide structs, instead of maps, the value provided is used as the new relationship value directly.
	Any values in the original list with no primary key matching in the new list are destroyed.
	Any values in the new list with no primary key matching in the original list are created.
	Any values with a primary key match in the original list and the new list are updated


  
    
  
  Identities


Identities can be added on an embedded resource, which will ensure that for any given list, they are unique on that identity. For example, if you had an embedded resource called Tag, you could add an identity on name to ensure that nothing has duplicate tag names.

  
    
  
  Usage in Extensions


The AshJsonApi extension exposes these attributes as maps. However, the AshGraphql extension allows you
to specify a type (but not queries/mutations) for an embedded resource. If you do, instead of being treated as a :json type it will get its own named input object type and field type.

  
    
  
  Accessing the source changeset


When building changesets for embedded resources, the source changeset will be available in action changes under changeset.context.__source__.
This allows you to customize the action based on the details of the parent changeset.



  

    
Identities
    

Identities are a way to declare that a record (an instance of a resource) can be uniquely identified by a set of attributes. This information can be used in various ways throughout the framework. The primary key of the resource does not need to be listed as an identity.

  
    
  
  Using Ash.get


This will allow these fields to be passed to Ash.get/3, e.g Ash.get(Resource, %{email: "foo"}).

  
    
  
  Using upserts


Create actions support the upsert?: true option, if the data layer supports it. An upsert? involves checking for a conflict on some set of attributes, and translating the behavior to an update in the case one is found. By default, the primary key is used when looking for duplicates, but you can set [upsert?: true, upsert_identity: :identity_name] to tell it to look for conflicts on a specific identity.

  
    
  
  Creating unique constraints


Tools like AshPostgres will create unique constraints in the database automatically for each identity. These unique constraints will honor other configuration on your resource, like the base_filter and attribute multitenancy

  
    
  
  Eager Checking


Setting eager_check_with: DomainName on an identity will allow that identity to be checked when building a create changeset over the resource. This allows for showing quick up-front validations about whether some value is taken, for example.
If you are using AshPhoenix.Form, for example, this looks for a conflicting record on each call to Form.validate/2.
For updates, it is only checked if one of the involved fields is being changed.
For creates, The identity is checked unless your are performing an upsert, and the upsert_identity is this identity. Keep in mind that for this to work properly, you will need to pass the upsert?: true, upsert_identity: :identity_name when creating the changeset. The primary? read action is used to search for a record. This will error if you have not configured one.

  
    
  
  Pre Checking


pre_check_with: DomainName behaves the same as eager_check_with, but it runs just prior to the action being committed. Useful for data layers that don't support transactions/unique constraints, or manual resources with identities. Ash.DataLayer.Ets will require you to set pre_check_with since the ETS data layer has no built in support for unique constraints.



  

    
Notifiers
    


  
    
  
  Built-in Notifiers


Ash comes with a builtin pub_sub notifier: Ash.Notifier.PubSub. See the module documentation for more.

  
    
  
  Creating your own notifier


A notifier is a simple extension that must implement a single callback notify/1. Notifiers do not have to implement an Ash DSL extension, but they may in order to configure how that notifier should behave. See Ash.Notifier.Notification for the currently available fields on a notification.
For more information on creating a DSL extension to configure your notifier, see the docs for Spark.Dsl.Extension.

  
    
  
  notifier performance


Notifiers should not do intensive synchronous work. If any heavy work needs to be done, they should delegate to something else to handle the notification, like sending it to a GenServer or GenStage.


  
    
  
  Example notifier


defmodule ExampleNotifier do
  use Ash.Notifier

  def notify(%Ash.Notifier.Notification{resource: resource, action: %{type: :create}, actor: actor}) do
    if actor do
      Logger.info("#{actor.id} created a #{resource}")
    else
      Logger.info("A non-logged in user created a #{resource}")
    end
  end
end

  
    
  
  Including a notifier in a resource


If the notifier is also an extension, include it in the notifiers key:
defmodule MyResource do
  use Ash.Resource,
    notifiers: [ExampleNotifier]
end
Configuring a notifier for a specific action or actions can be a great way to avoid complexity in the implementation of a notifier. It allows you to avoid doing things like pattern matching on the action, and treat it more like a change module, that does its work whenever it is called.
create :create do
  notifiers [ExampleNotifier]
end
When your notifier is not an extension, and you want it to run on all actions, include it this way to avoid unnecessary compile time dependencies:
defmodule MyResource do
  use Ash.Resource,
    simple_notifiers: [ExampleNotifier]
end

  
    
  
  Transactions


Domain calls involving resources who's datalayer supports transactions (like Postgres), notifications are saved up and sent after the transaction is closed. For example, the domain call below ultimately results in many many database calls.
Post
|> Ash.Changeset.for_update(:update, %{})
|> Ash.Changeset.manage_relationship(:related_posts, [1, 2, 3], type: :append)
|> Ash.Changeset.manage_relationship(:related_posts, [4, 5], type: :remove)
|> Ash.Changeset.manage_relationship(:comments, [10], type: :append)
|> Ash.update!()
Ash.Changeset.manage_relationship doesn't leverage bulk operations yet, so it performs the following operations:
	a read of the currently related posts
	a read of the currently related comments
	a creation of a post_link to relate to 1
	a creation of a post_link to relate to 2
	a creation of a post_link to relate to 3
	a destruction of the post_link related to 4
	a destruction of the post_link related to 5
	an update to comment 10, to set its post_id to this post

If all three of these resources have notifiers configured, we need to send a notification for each operation (notifications are not sent for reads). For data consistency reasons, if a data layer supports transactions, all writes are done in a transaction. However, if you try to read the record from the database that you have just received a notification about before the transaction has been closed, in a different process, the information will be wrong. For this reason, Ash accumulates notifications until they can be sent.
If you need to perform multiple operations against your resources in your own transaction, you will have to handle that case yourself. To support this, Ash.create/2, Ash.update/2 and Ash.destroy/2 support a return_notifications?: true option. This causes the domain call to return {:ok, result, notifications} in the successful case. Here is an example of how you might use it.
result =
  Ash.DataLayer.transaction(resource, fn ->
    {:ok, something, notifications1} = create_something()
    {:ok, result, notifications2} = create_another_thing(something)
    {:ok, notifications3} = destroy_something(something)

    {result, Enum.concat([notifications1, notifications2, notifications3])}
  end)

case result do
  {:ok, value, notifications} ->
     Ash.Notifier.notify(notifications)

     value
  {:error, error} ->
    handle_error(error)
end



  

    
Actions
    

In Ash, actions are the primary way to interact with your resources. There are five types of actions:
	Read
	Create
	Update
	Destroy
	Generic

Each action has its own set of options, ways of calling it, and ways of customizing it. See the relevant guide for specifics on each action type. This topic focuses on idiomatic ways to use actions, and concepts that cross all action types.

  
    
  
  Primary Actions


Primary actions are a way to inform the framework which actions should be used in certain "automated" circumstances, or in cases where an action has not been specified. If a primary action is attempted to be used but does not exist, you will get an error about it at runtime.
The place you typically need primary actions is when Managing Relationships. When using the defaults option to add default actions, they are marked as primary.
A simple example where a primary action would be used:
# No action is specified, so we look for a primary read.
Ash.get!(Resource, "8ba0ab56-c6e3-4ab0-9c9c-df70e9945281")
To mark an action as primary, add the option, i.e
read :action_name do
  primary? true
end

  
    
  
  Idiomatic Actions



  
    
  
  Name Your Actions


The intent behind Ash is not to have you building simple CRUD style applications. In a typical set up you may have a resource with four basic actions, there is even a shorthand to accomplish this:
actions do
  defaults [:read, :destroy, create: :*, update: :*]
end
But that is just a simple way to get started, or to create resources that really don't do anything beyond those four operations. You can have as many actions as you want. The best designed Ash applications will have numerous actions, named after the intent behind how they are used. They won't have all reads going through a single read action, and the same goes for the other action types. The richer the actions on the resource, the better interface you can have. With that said, many resources may only have those four basic actions, especially those that are "managed" through some parent resource. See the guide on Managing Relationships for more.

  
    
  
  Put everything inside the action


Ash provides utilities to modify queries and changesets outside of the actions on the resources. This is a very important tool in our tool belt, but it is very easy to abuse. The intent is that as much behavior as possible is put into the action. Here is the "wrong way" to do it. There is a lot going on here, so don't hesitate to check out other relevant guides if you see something you don't understand.
def top_tickets(user_id) do
  Ticket
  |> Ash.Query.for_read(:read)
  |> Ash.Query.filter(priority in [:medium, :high])
  |> Ash.Query.filter(representative_id == ^user_id)
  |> Ash.Query.filter(status == :open)
  |> Ash.Query.sort(opened_at: :desc)
  |> Ash.Query.limit(10)
  |> Helpdesk.Support.read!()
end

# in the resource

defaults [:read, ...]
And here is the "right way", where the rules about getting the top tickets have been moved into the resource as a nicely named action, and included in the code_interface of that resource. The reality of the situation is that top_tickets/1 is meant to be obsoleted by your Ash resource! Here is how it should be done.
# in the resource

code_interface do
  define :top, args: [:user_id]
end

read :top do
  argument :user_id, :uuid do
    allow_nil? false
  end

  prepare build(limit: 10, sort: [opened_at: :desc])

  filter expr(priority in [:medium, :high] and representative_id == ^arg(:user_id) and status == :open)
end
Now, whatever code I had that would have called top_tickets/1 can now call Helpdesk.Support.Ticket.top(user.id). By doing it this way, you get the primary benefit of getting a nice simple interface to call into, but you also have a way to modify how the action is invoked in any way necessary, by going back to the old way of building the query manually. For example, if I also only want to see top tickets that were opened in the last 10 minutes:
Ticket
|> Ash.Query.for_read(:top, %{user_id: user.id})
|> Ash.Query.filter(opened_at > ago(10, :minute))
|> Helpdesk.Support.read!()
That is the best of both worlds! These same lessons transfer to changeset based actions as well.



  

    
Read Actions
    

Read actions operate on an Ash.Query. Read actions always return lists of data. The act of pagination, or returning a single result, is handled as part of the interface, and is not a concern of the action itself. Here is an example of a read action:
# Giving your actions informative names is always a good idea
read :ticket_queue do
  # Use arguments to take in values you need to run your read action.
  argument :priorities, {:array, :atom} do
    constraints items: [one_of: [:low, :medium, :high]]
  end

  # This action may be paginated,
  # and returns a total count of records by default
  pagination offset: true, countable: :by_default

  # Arguments can be used in preparations and filters
  filter expr(status == :open and priority in ^arg(:priorities))
end

  
    
  
  Ash.get!


The Ash.get! function is a convenience function for running a read action, filtering by a unique identifier, and expecting only a single result. It is equivalent to the following code:
Ash.get!(Resource, 1)

# is roughly equivalent to

Resource
|> Ash.Query.filter(id == 1)
|> Ash.Query.limit(2)
|> Ash.read!()
|> case do
  [] -> # raise not found error
  [result] -> result
  [_, _] -> # raise too many results error
end

  
    
  
  Ash.read_one!


The Ash.read_one! function is a similar convenience function to Ash.get!, but it does not take a unique identifier. It is useful when you expect an action to return only a single result, and want to enforce that and return a single result.
Ash.read_one!(query)

# is roughly equivalent to

query
|> Ash.Query.limit(2)
|> Ash.read!()
|> case do
  [] -> nil
  [result] -> result
  [_, _] -> # raise too many results error
end

  
    
  
  Pagination


Pagination when reading records is configured on a per-action basis. Ash supports two kinds of pagination: keyset and offset.
A single action can use both kinds of pagination if desired, but typically you would use one or the other.
For pagination configuration reference, see d:Ash.Resource.Dsl.actions.read.pagination.
Counting records
When calling an action that uses pagination, the full count of records can be requested by adding the option page: [count: true].
Note that this will perform a similar query a second time to fetch the count, which can be expensive on large data sets.


  
    
  
  Offset Pagination


Offset pagination is done via providing a limit and an offset when making queries.
	The limit determines how many records should be returned in the query.
	The offset describes how many records from the beginning should be skipped.

Using this, you might make requests like the following:
# Get the first ten records
Ash.read(Resource, page: [limit: 10])
# or by using an action named `read` directly through a
# code interface on the domain
Domain.read(page: [limit: 10])

# Get the next ten records
Ash.read(Resource, page: [limit: 10, offset: 10])
# or by using an action named `read` directly through a
# code interface on the domain
Domain.read(page: [limit: 10, offset: 10])
Next/previous page requests can also be made in memory, using an existing page of search results:
# Return page three of search results
{:ok, third_page} = Resource.read(page: [limit: 10, offset: 20])

# Use `:prev` and `:next` to go backwards and forwards.
# `:first`, `:last`, `:self` and specifying a page number are also supported.
{:ok, second_page} = Ash.page(third_page, :prev)
{:ok, fourth_page} = Ash.page(third_page, :next)
Pros of offset pagination
	Simple to think about
	Possible to skip to a page by number. E.g the 5th page of 10 records is offset: 40
	Easy to reason about what page you are currently on (if the total number of records is requested)
	Can go to the last page (though data may have changed between calculating the last page details, and requesting it)

Cons of offset pagination
	Does not perform well on large datasets (if you have to ask if your dataset is "large", it probably isn't)
	When moving between pages, if data was created or deleted, individual records may be missing or appear on multiple pages


  
    
  
  Keyset Pagination


Keyset pagination is done via providing an after or before option, as well as a limit.
	The limit determines how many records should be returned in the query.
	The after or before value should be a keyset value that has been returned from a previous request. Keyset values are returned whenever there is any read action on a resource that supports keyset pagination, and they are stored in the __metadata__ key of each record.

Keysets are directly tied to the sorting applied to the query
 You can't change the sort applied to a request being paginated, and use the same keyset. If you want to change the sort, but keep the record who's keyset you are using in the before or after option,  you must first request the individual record, with the new sort applied. Then, you can use the new keyset.

For example:
{:ok, page} = Ash.read(Resource, page: [limit: 10])
# Returns `{:ok, %Ash.Page.Keyset{results: [...], before: nil, after: nil}}`
# The `before`/`after` values are the keysets used for this request.

# Fetch the keyset for the next request from the results list
last_record = List.last(page.results)
# Returns `%Resource{__metadata__: %{keyset: "g2wAAAABbQAAACQzOWNjNTcwNy00NjlmL..."}, ...}``

# Use this keyset value to fetch the next page
{:ok, next_page} = Ash.read(Resource, page: [limit: 10, after: last_record.__metadata__.keyset])
Like offset pagination, next/previous page requests can also be made in memory, using an existing page of search results:
# Return page three of search results
{:ok, third_page} = Resource.read(page: [limit: 10])

# Use `:prev` and `:next` to go backwards and forwards.
# `:first` and `:self` can also be used, but `:last` and specifying a page number are not supported.
{:ok, second_page} = Ash.page(third_page, :prev)
{:ok, fourth_page} = Ash.page(third_page, :next)
Pros of keyset pagination
	Performs very well on large datasets (assuming indices exist on the columns being sorted on)
	Behaves well as data changes. The record specified will always be the first or last item in the page

Cons of keyset paginations
	A bit more complex to use
	Can't go to a specific page number


  
    
  
  Example implementation


Setting up the resource
Add the pagination macro call to the action of the resource that you want to be paginated.
defmodule AppName.ResourceName do
  use Ash.Resource

  actions do
    read :read_action_name do
      pagination offset?: true, default_limit: 3, countable: true
    end

    # ...
For all available pagination options, see d:Ash.Resource.Dsl.actions.read|pagination.
Check the updated query return type!
Pagination will modify the return type of calling the query action.
Without pagination, Ash will return a list of records.
But with pagination, Ash will return an Ash.Page.Offset struct (for offset pagination) or Ash.Page.Keyset struct (for keyset pagination). Both structs contain the list of records in the results key of the struct.


  
    
  
  What happens when you call Ash.Query.for_read/4


The following steps are performed when you call Ash.Query.for_read/4.
	Cast input arguments - d:Ash.Resource.Dsl.actions.read.argument
	Set default argument values - d:Ash.Resource.Dsl.actions.read.argument|default
	Add errors for missing required arguments | d:Ash.Resource.Dsl.actions.read.argument|allow_nil?

	Run query preparations | d:Ash.Resource.Dsl.actions.read.prepare

	Add action filter | d:Ash.Resource.Dsl.actions.read|filter



  
    
  
  What happens when you run the action


These steps are trimmed down, and are aimed at helping users understand the general flow. Some steps are omitted.
	Run Ash.Query.for_read/3 if it has not already been run
	Apply tenant filters for attribute
	Apply pagination options
	Run before action hooks
	Multi-datalayer filter is synthesized. We run queries in other data layers to fetch ids and translate related filters to (destination_field in ^ids)
	Strict Check & Filter Authorization is run
	Data layer query is built and validated
	Field policies are added to the query
	Data layer query is Run
	Authorizer "runtime" checks are run (you likely do not have any of these)

The following steps happen while(asynchronously) or after the main data layer query has been run
	If paginating and count was requested, the count is determined at the same time as the query is run.
	Any calculations & aggregates that were able to be run outside of the main query are run
	Relationships, calculations, and aggregates are loaded




  

    
Create Actions
    

Create actions are used to create new records in the data layer. For example:
# on a ticket resource
create :open do
  accept [:title]
  change set_attribute(status: :open)
end
Here we have a create action called :open that allows setting the title, and sets the status to :open. It could be called like so:
Ticket
|> Ash.Changeset.for_create(:open, %{title: "Need help!"})
|> Ash.create!()
See the Code Interface guide for creating an interface to call the action more elegantly, like so:
Support.open_ticket!("Need help!")

  
    
  
  Bulk creates


Bulk creates take a list or stream of inputs for a given action, and batches calls to the underlying data layer.
Given our example above, you could call Ash.bulk_create like so:
Ash.bulk_create([%{title: "Foo"}, %{title: "Bar"}], Ticket, :open)

  
    
  
  Check the docs!


Make sure to thoroughly read and understand the documentation in Ash.bulk_create/4 before using. Read each option and note the default values. By default, bulk creates don't return records or errors, and don't emit notifications.


  
    
  
  Performance


Generally speaking, all regular Ash create actions are compatible (or can be made to be compatible) with bulk create actions. However, there are some important considerations.
	Ash.Resource.Change modules can be optimized for bulk actions by implementing batch_change/3, before_batch/3 and after_batch/3. If you implement batch_change/3, the change function will no longer be called, and you should swap any behavior implemented with before_action and after_action hooks to logic in the before_batch and after_batch callbacks.

	Actions that reference arguments in changes, i.e change set_attribute(:attr, ^arg(:arg)) will prevent us from using the batch_change/3 behavior. This is usually not a problem, for instance that change is lightweight and would not benefit from being optimized with batch_change/3

	If your action uses after_action hooks, or has after_batch/3 logic defined for any of its changes, then we must ask the data layer to return the records it inserted. Again, this is not generally a problem because we throw away the results of each batch by default. If you are using return_records?: true then you are already requesting all of the results anyway.



  
    
  
  Returning a Stream


Returning a stream allows you to work with a bulk action as an Elixir Stream. For example:
input_stream()
|> Ash.bulk_create(Resource, :action, return_stream?: true, return_records?: true)
|> Stream.map(fn {:ok, result} ->
  # process results
  {:error, error} ->
  # process errors
end)
|> Enum.reduce(%{}, fn {:ok, result}, acc ->
   # process results
   {:error, error} ->
   # process errors
end)

  
    
  
  Be careful with streams


Because streams are lazily evaluated, if you were to do something like this:
[input1, input2, ...] # has 300 things in it
|> Ash.bulk_create(
  Resource,
  :action,
  return_stream?: true,
  return_records?: true,
  batch_size: 100 #  default is 100
)
|> Enum.take(150) # stream has 300, but we only take 150
What would happen is that we would insert 200 records. The stream would end after we process the first two batches of 100. Be sure you aren't using things like Stream.take or Enum.take to limit the amount of things pulled from the stream, unless you actually want to limit the number of records created.


  
    
  
  Upserts


Upserting is the process of "creating or updating" a record, modeled with a single simple create. Both bulk creates and regular creates support upserts. Upserts can be declared in the action, like so:
create :create_user do
  accept [:email]
  upsert? true
  upsert_identity :unique_email
end
Or they can be done with options when calling the create action.
Ash.create!(changeset, upsert?: true, upsert_identity: :unique_email)

  
    
  
  Upserts do not use an update action


While an upsert is conceptually a "create or update" operation, it does not result in an update action being called. The data layer contains the upsert implementation. This means that if you have things like global changes that are only run on update, they will not be run on upserts that result in an update. Additionally, notifications for updates will not be emitted from upserts.


  
    
  
  Atomic Updates


Upserts support atomic updates. These atomic updates do not apply to the data being created. They are only applied in the case of an update. For example:
create :create_game do
  accept [:identifier]
  upsert? true
  upsert_identity :identifier
  change set_attribute(:score, 0)
  change atomic_update(:score, expr(score + 1))
end
This will result in creating a game with a score of 0, and if the game already exists, it will increment the score by 1.
For information on options configured in the action, see d:Ash.Resource.Dsl.actions.create.
For information on options when calling the action, see Ash.create/2.

  
    
  
  What happens when you run a create Action


All actions are run in a transaction if the data layer supports it. You can opt out of this behavior by supplying transaction?: false when creating the action. When an action is being run in a transaction, all steps inside of it are serialized because transactions cannot be split across processes.
	Authorization is performed on the changes
	A before action hook is added to set up belongs_to relationships that are managed. This means potentially creating/modifying the destination of the relationship, and then changing the destination_attribute of the relationship.
	before_transaction and around_transaction hooks are called (Ash.Changeset.before_transaction/2). Keep in mind, any validations that are marked as before_action? true (or all global validations if your action has delay_global_validations? true) will not have happened at this point.
	A transaction is opened if the action is configured for it (by default they are) and the data layer supports transactions
	before_action hooks are performed in order
	The main action is sent to the data layer
	after_action hooks are performed in order
	Non-belongs-to relationships are managed, creating/updating/destroying related records.
	The transaction is closed, if one was opened
	after_transaction hooks are invoked with the result of the transaction (even if it was an error)




  

    
Update Actions
    

Update actions are used to update records in the data layer. For example:
# on a ticket resource
update :close do
  accept [:close_reason]
  change set_attribute(status: :closed)
end
Here we have an update action called :close that allows setting the close_reason, and sets the status to :closed. It could be called like so:
ticket # providing an initial ticket to close
|> Ash.Changeset.for_update(:close, %{close_reason: "I figured it out."})
|> Ash.update!()
See the Code Interface guide for creating an interface to call the action more elegantly, like so:
Support.close_ticket!(ticket, "I figured it out.")
# You can also provide an id
Support.close_ticket!(ticket.id, "I figured it out.")

  
    
  
  Atomics


Atomic updates can be added to a changeset, which will update the value of an attribute given by an expression. Atomics can be a very powerful way to model updating data in a simple way. An action does not have to be fully atomic in order to leverage atomic updates. For example:
update :add_to_name do
  argument :to_add, :string, allow_nil? false
  change atomic_update(:name, expr("#{name}_#{to_add}"))
end
Changing attributes in this way makes them safer to use in concurrent environments, and is typically more performant than doing it manually in memory.

  
    
  
  atomics are not stored with other changes


While we recommend using atomics wherever possible, it is important to note that they are stored in their own map in the changeset, i.e changeset.atomics, meaning if you need to do something later in the action with the new value for an attribute, you won't be able to access the new value. This is because atomics are evaluated in the data layer.


  
    
  
  Fully Atomic updates


Atomic updates are a special case of update actions that can be done atomically. If your update action can't be done atomically, you will get an error unless you have set require_atomic? false. This is to encourage you to opt for atomic updates whereever reasonable. Not all actions can reasonably be made atomic, and not all non-atomic actions are problematic for concurrency. The goal is only to make sure that you are aware and have considered the implications.

  
    
  
  What does atomic mean?


An atomic update is one that can be done in a single operation in the data layer. This ensures that there are no issues with concurrent access to the record being updated, and that it is as performant as possible.
For example, the following action cannot be done atomically, because it has
an anonymous function change on it.
update :increment_score do
  change fn changeset, _ ->
    Ash.Changeset.set_attribute(changeset, :score, changeset.data.score + 1)
  end
end
The action shown above is not safe to run concurrently. If two separate processes fetch the record with score 1, and then call increment_score, they will both set the score to 2, when what you almost certainly intended to do was end up with a score of 3
By contrast, the following action can be done atomically
update :increment_score do
  change atomic_update(:score, expr(score + 1)
end
In a SQL data layer, this would produce SQL along the lines of
"UPDATE table SET score = score + 1 WHERE id = post_id"


  
    
  
  What makes an action not atomic?



  
    
  
  Types that can't be atomically casted


Not all types support being casted atomically. For instance, :union types, and embedded resources that have primary keys(and therefore may need to use an update action) cannot currently be casted atomically.

  
    
  
  Changes without an atomic callback


Changes can be enhanced to support atomics by defining Ash.Resource.Change.atomic/3. This callback can return a map of atomic updates to be made to attributes. Here is a simplified example from the built in Ash.Resource.Change.Builtins.increment/2 change:
@impl true
def atomic(_changeset, opts, _context) do
  # Set the requested attribute to its current value (atomic_ref) + the amount
  {:atomic, %{opts[:attribute] => expr(^atomic_ref(opts[:attribute]) + ^opts[:amount])}}
end

  
    
  
  Validations without an atomic callback


Validations can be enhanced to support atomics by defining Ash.Resource.Validation.atomic/3. This callback can return an atomic validation (or a list of atomic validations), which is represented by a list of affected attributes (not currently used), an expression that should trigger an error, and the expression producing the error. Here is an example from the built in Ash.Resource.Validations.Builtins.attribute_equals/2 validation:
@impl true
def atomic(_changeset, opts, context) do
  {:atomic, [opts[:attribute]], expr(^atomic_ref(opts[:attribute]) != ^opts[:value]),
   expr(
     error(^InvalidAttribute, %{
       field: ^opts[:attribute],
       value: ^atomic_ref(opts[:attribute]),
       message: ^(context.message || "must equal %{value}"),
       vars: %{field: ^opts[:attribute], value: ^opts[:value]}
     })
   )}
end

  
    
  
  Bulk updates


There are three strategies for bulk updating data. They are, in order of preference: :atomic, :atomic_batches, and :stream. When calling Ash.bulk_update/4, you can provide a strategy or strategies that can be used, and Ash will choose the best one available. The implementation of the update action and the capabilities of the data layer determine what strategies can be used.

  
    
  
  Atomic


Atomic bulk updates are used when the subject of the bulk update is a query, and the update action can be done atomically and the data layer supports updating a query. They map to a single statement to the data layer to update all matching records. The data layer must support updating a query.

  
    
  
  Example


Ticket
|> Ash.Query.filter(status == :open)
|> Ash.bulk_update!(:close, %{reason: "Closing all open tickets."})
If using a SQL data layer, this would produce a query along the lines of
UPDATE tickets
SET status = 'closed',
    reason = 'Closing all open tickets.'
WHERE status = 'open';

  
    
  
  Atomic Batches


Atomic batches is used when the subject of the bulk update is an enumerable (i.e list or stream) of records and the update action can be done atomically and the data layer supports updating a query. The records are pulled out in batches, and then each batch follows the logic described above. The batch size is controllable by the batch_size option.

  
    
  
  Example



Ash.bulk_update!(one_hundred_tickets, :close, %{reason: "Closing all open tickets."}, batch_size: 10)
If using a SQL data layer, this would produce ten queries along the lines of
UPDATE tickets
SET status = 'closed',
    reason = 'Closing all open tickets.'
WHERE id IN (...ids)

  
    
  
  Stream


Stream is used when the update action cannot be done atomically or if the data layer does not support updating a query. If a query is given, it is run and the records are used as an enumerable of inputs. If an enumerable of inputs is given, each one is updated individually. There is nothing inherently wrong with doing this kind of update, but it will naturally be slower than the other two strategies.
The benefit of having a single interface (Ash.bulk_update/4) is that the caller doesn't need to change based on the performance implications of the action.

  
    
  
  Running a standard update action


All actions are run in a transaction if the data layer supports it. You can opt out of this behavior by supplying transaction?: false when creating the action. When an action is being run in a transaction, all steps inside of it are serialized because transactions cannot be split across processes.
	Authorization is performed on the changes
	A before action hook is added to set up belongs_to relationships that are managed. This means potentially creating/modifying the destination of the relationship, and then changing the destination_attribute of the relationship.
	before_transaction and around_transaction hooks are called (Ash.Changeset.before_transaction/2). Keep in mind, any validations that are marked as before_action? true (or all global validations if your action has delay_global_validations? true) will not have happened at this point.
	A transaction is opened if the action is configured for it (by default they are) and the data layer supports transactions
	before_action hooks are performed in order
	The main action is sent to the data layer
	after_action hooks are performed in order
	Non-belongs-to relationships are managed, creating/updating/destroying related records.
	The transaction is closed, if one was opened
	after_transaction hooks are invoked with the result of the transaction (even if it was an error)




  

    
Destroy Actions
    

Destroy actions are comparatively simple. They expect to remove a given record, and by default return :ok in the successful case.
Most destroy actions are one-liners, for example:
destroy :destroy
# Can be added with the defaults
defualts [:read, :destroy]

  
    
  
  Soft Destroy


You can mark a destroy action as soft? true, in which case it is handled by the update action logic.
For example:
destroy :archive do
  soft? true
  change set_attribute(:archived_at, &DateTime.utc_now/0)
end

  
    
  
  Returning the destroyed record


You can use the return_destroyed? option to return the destroyed record.
ticket = Ash.get!(Ticket, 1)
Ash.destroy!(ticket)
# => :ok
ticket = Ash.get!(Ticket, 2)
Ash.destroy!(ticket, return_destroyed?: true)
# => {:ok, %Ticket{}}

  
    
  
  Loading on destroyed records


Keep in mind that using Ash.load on destroyed data will produced mixed results. Relationships may appear as empty, or may be loaded as expected (depending on the data layer/relationship implementation) and calculations/aggregates may show as nil if they must be run in the data layer.


  
    
  
  Bulk Destroys


There are three strategies for bulk destroying data. They are, in order of preference: :atomic, :atomic_batches, and :stream. When calling Ash.bulk_destroy/4, you can provide a strategy or strategies that can be used, and Ash will choose the best one available. The capabilities of the data layer determine what strategies can be used.

  
    
  
  Atomic


Atomic bulk destroys are used when the subject of the bulk destroy is a query and the data layer supports destroying a query. They map to a single statement to the data layer to destroy all matching records.

  
    
  
  Example


Ticket
|> Ash.Query.filter(status == :open)
|> Ash.bulk_destroy!(:close)
If using a SQL data layer, this would produce a query along the lines of
DELETE FROM tickets
WHERE status = 'open';

  
    
  
  Atomic Batches


Atomic batches are used when the subject of the bulk destroy is an enumerable (i.e list or stream) of records and the data layer supports destroying a query. The records are pulled out in batches, and then each batch follows the logic described above. The batch size is controllable by the batch_size option.

  
    
  
  Example



Ash.bulk_destroy!(one_hundred_tickets, :close, %{}, batch_size: 10)
If using a SQL data layer, this would produce ten queries along the lines of
DELETE FROM tickets
WHERE id IN (...ids)

  
    
  
  Stream


Stream is used when the data layer does not support destroying a query. If a query is given, it is run and the records are used as an enumerable of inputs. If an enumerable of inputs is given, each one is destroyed individually. There is nothing inherently wrong with doing this kind of destroy, but it will naturally be slower than the other two strategies.
The benefit of having a single interface (Ash.bulk_destroy/4) is that the caller doesn't need to change based on the performance implications of the action.

  
    
  
  Check the docs!


Make sure to thoroughly read and understand the documentation in Ash.bulk_destroy/4 before using. Read each option and note the default values. By default, bulk destroys don't return records or errors, and don't emit notifications.


  
    
  
  Destroying records


If you provide an enumerable of records, they will be destroyed in batches. For example:
Ash.bulk_destroy([%Ticket{}, %Ticket{}], :destroy)

  
    
  
  Destroying



  
    
  
  Running the Destroy Action


All actions are run in a transaction if the data layer supports it. You can opt out of this behavior by supplying transaction?: false when creating the action. When an action is being run in a transaction, all steps inside of it are serialized because transactions cannot be split across processes.
	Authorization is performed on the changes
	A before action hook is added to set up belongs_to relationships that are managed. This means potentially creating/modifying the destination of the relationship, and then changing the destination_attribute of the relationship.
	before_transaction and around_transaction hooks are called (Ash.Changeset.before_transaction/2). Keep in mind, any validations that are marked as before_action? true (or all global validations if your action has delay_global_validations? true) will not have happened at this point.
	A transaction is opened if the action is configured for it (by default they are) and the data layer supports transactions
	before_action hooks are performed in order
	The main action is sent to the data layer
	after_action hooks are performed in order
	Non-belongs-to relationships are managed, creating/updating/destroying related records.
	The transaction is closed, if one was opened
	after_transaction hooks are invoked with the result of the transaction (even if it was an error)




  

    
Generic Actions
    

Generic actions are so named because there are no special rules about how they work. A generic action takes arguments and returns a value. The struct used for building input for a generic action is Ash.ActionInput.
action :say_hello, :string do
  argument :name, :string, allow_nil?: false

  run fn input, _ ->
    {:ok, "Hello: #{input.arguments.name}"}
  end
end
A generic action declares its arguments, return type, and implementation, as illustrated above.

  
    
  
  No return? No problem!


Generic actions can omit a return type, in which case running them returns :ok if successful.
action :schedule_job do
  argument :job_name, :string, allow_nil?: false
  run fn input ->
    # Schedule the job
    :ok
  end
end


  
    
  
  Why use generic actions?


The example above could be written as a normal function in elixir, i.e
def say_hello(name), do: "Hello: #{name}"
The benefit of using generic actions instead of defining normal functions:
	They can be used with api extensions like ash_json_api and ash_graphql
	Their inputs are type checked and casted
	They support Ash authorization patterns (i.e policies)
	They can be included in the code interface of a resource
	They can be made transactional with a single option (transaction? true)

If you don't need any of the above, then there is no problem with writing regular Elixir functions!

  
    
  
  Return types and constraints


Generic actions do not cast their return types. It is expected that the action return a valid value for the type that they declare. However, declaring additional constraints can inform API usage, and make the action more clear. For example:
action :priority, :integer do
  constraints [min: 1, max: 3]
  argument :status, :atom, constraints: [one_of: [:high, :medium, :low]]

  run fn input, _ ->
    case input.arguments.status do
      :high -> {:ok, 3}
      :medium -> {:ok, 2}
      :low -> {:ok, 1}
    end
  end
end
Returning resource instances
It sometimes happens that you want to make a generic action which returns an
instance or instances of the resource. It's natural to assume that you can
set your action's return type to the name of your resource. This won't work
as resources do not define a type, unless they are embedded. In embedded resources, this won't work because the module is still being compiled, so referencing yourself as a type causes a compile error. Instead, use the :struct type and the instance_of constraint, like so:
action :get, :struct do
  constraints instance_of: __MODULE__

  run # ...
end




  

    
Manual Actions
    

Manual actions allow you to control how an action is performed instead of dispatching to a data layer. To do this, specify the manual option with a module that adopts the appropriate behavior.
Manual actions are a way to implement an action in a fully custom way. This can be a very useful escape hatch when you have something that you are finding difficult to model with Ash's builtin tools.

  
    
  
  Manual Creates/Updates/Destroy


For manual create, update and destroy actions, a module is passed that uses one of the following (Ash.Resource.ManualCreate, Ash.Resource.ManualUpdate and Ash.Resource.ManualDestroy).
For example:
create :special_create do
  manual MyApp.DoCreate
end

# The implementation
defmodule MyApp.DoCreate do
  use Ash.Resource.ManualCreate

  def create(changeset, _, _) do
    record = create_the_record(changeset)
    {:ok, record}

    # An `{:error, error}` tuple should be returned if something failed
  end
end
The underlying record can be retrieved from changeset.data for update and destroy manual actions. The changeset given to the manual action will be after any before_action hooks, and before any after_action hooks.

  
    
  
  Manual Read Actions


Manual read actions work the same, except the will also get the "data layer query". For AshPostgres, this means you get the ecto query that would have been run. You can use Ash.Query.apply_to/3 to apply a query to records in memory. This allows you to fetch the data in a way that is not possible with the data layer, but still honor the query that was provided to.
# in the resource
actions do
  read :action_name do
    manual MyApp.ManualRead
    # or `{MyApp.ManualRead, ...opts}`
  end
end

# the implementation
defmodule MyApp.ManualRead do
  use Ash.Resource.ManualRead

  def read(ash_query, ecto_query, _opts, _context) do
    ...
    {:ok, query_results} | {:error, error}
  end
end

  
    
  
  Modifying the query


As an alternative to manual read actions, you can also provide the modify_query option, which takes an MFA and allows low level manipulation of the query just before it is dispatched to the data layer.
For example:
read :read do
  modify_query {MyApp.ModifyQuery, :modify, []}
end

defmodule MyApp.ModifyQuery do
  def modify(ash_query, data_layer_query) do
    {:ok, modify_data_layer_query(data_layer_query)}
  end
end
This can be used as a last-resort escape hatch when you want to still use resource actions but need to do something that you can't do easily with Ash tools. As with any low level escape hatch, here be dragons.
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