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Ash integration for BAML (Boundary ML) functions, enabling type-safe LLM interactions with support for structured outputs, tool calling, and streaming.
What is AshBaml?
Production-ready AI agents with full control.
After shipping AI agents to production, a pattern became clear: pre-built agent frameworks sacrifice control for convenience. When agents fail, you need complete visibility into state, errors, and decisions. You need to apply standard software engineering practices to AI development—version control, testing, debugging, code review.
AshBaml provides the most flexible foundation for production AI agents by combining:
	Ash Framework: Composable actions and resources for custom orchestration
	BAML: Schema-first prompts with 91-94% accuracy (vs 57-87% for provider-native)

Why BAML?
	45+ providers and hundreds of models with native integration
	91-94% accuracy via Schema-Aligned Parsing (proven on Berkeley benchmarks)
	2-4x faster with 50-80% token reduction vs alternatives

You implement the agentic loop. You control state, termination, and error handling. No magic—just typed primitives and explicit orchestration.
Quick Start
# 1. Add to mix.exs
def deps do
  [
    {:ash_baml, "~> 0.1"}
  ]
end

# 2. Configure your BAML client in config/config.exs
config :ash_baml,
  clients: [
    default: {MyApp.BamlClient, baml_src: "baml_src"}
  ]

# 3. Define a BAML function in baml_src/functions.baml
function ExtractUser(text: string) -> User {
  client GPT5
  prompt #"Extract user information from: {{ text }}"#
}

class User {
  name string
  email string
}

# 4. Generate types
$ mix ash_baml.gen.types MyApp.BamlClient

# 5. Create an Ash resource
defmodule MyApp.Extractor do
  use Ash.Resource,
    extensions: [AshBaml.Resource]

  baml do
    client :default
    import_functions [:ExtractUser]
  end
end

# 6. Use it!
{:ok, response} = MyApp.Extractor
  |> Ash.ActionInput.for_action(:extract_user, %{text: "Alice alice@example.com"})
  |> Ash.run_action()

user = response.data
IO.inspect(response.usage)  # Token usage: %{input_tokens: 10, output_tokens: 5, total_tokens: 15}
📚 Read the full Getting Started tutorial →
Installation
Add ash_baml to your list of dependencies in mix.exs:
def deps do
  [
    {:ash_baml, "~> 0.1"}
  ]
end
Then configure your BAML client in config/config.exs:
config :ash_baml,
  clients: [
    default: {MyApp.BamlClient, baml_src: "baml_src"}
  ]
This config-driven approach:
	Auto-generates the client module at compile time
	Keeps all client configuration in one place
	Allows multiple resources to share clients
	Supports environment-specific overrides

You can also use the installer for quick setup:
# Recommended: config-driven client
mix ash_baml.install --client default

# Alternative: manual client module
mix ash_baml.install --module MyApp.BamlClient

Features
	Auto-Generated Actions: Automatically generate Ash actions from BAML functions via import_functions
	Streaming Support: Both regular and streaming action variants generated automatically
	Automatic Stream Cancellation: Streams automatically cancel LLM generation when consumers exit or when the stream is explicitly closed
	Type Safety: Compile-time validation of BAML function signatures and generated types
	Tool Calling Support: Use union types to handle LLM tool selection
	Type Generation: Generate explicit Ash.TypedStruct modules from BAML schemas
	Ash Integration: Seamless integration with Ash resources and actions

Type Generation
AshBaml can generate explicit Ash type modules from your BAML schemas, providing:
	Full IDE support (autocomplete, go-to-definition, type checking)
	Visible, version-controlled type definitions
	Native Ash type integration with validation
	Clear separation between BAML schema and Elixir types

Note on Type Generation Approaches: There are two ways to work with BAML types in Elixir:
	BAML's native generation (via BamlElixir.Client): Generates structs directly under your client module (e.g., MyApp.BamlClient.WeatherTool). These are created automatically when you call BAML functions.

	AshBaml's type generation (via mix ash_baml.gen.types): Generates types in a Types submodule (e.g., MyApp.BamlClient.Types.WeatherTool) with full Ash integration. This is the recommended approach for Ash resources as it provides TypedStruct definitions with validation and IDE support.


This guide focuses on the second approach using the mix task.

Generating Types
After defining your BAML schemas, generate Ash type modules:
mix ash_baml.gen.types MyApp.BamlClient

This creates explicit type modules in lib/my_app/baml_client/types/:
# Generated from BAML
defmodule MyApp.BamlClient.Types.WeatherTool do
  use Ash.TypedStruct

  typed_struct do
    field :city, :string
    field :units, :string
  end
end
Using Generated Types
Reference generated types in your Ash union actions:
defmodule MyApp.Assistant do
  use Ash.Resource,
    extensions: [AshBaml.Resource]

  baml do
    client :default
  end

  actions do
    action :select_tool, :union do
      argument :message, :string

      constraints [
        types: [
          weather_tool: [
            type: :struct,
            constraints: [instance_of: MyApp.BamlClient.Types.WeatherTool]
          ],
          calculator_tool: [
            type: :struct,
            constraints: [instance_of: MyApp.BamlClient.Types.CalculatorTool]
          ]
        ]
      ]

      run call_baml(:SelectTool)
    end
  end
end
Note: For Ash union actions, you must use type: :struct with constraints: [instance_of: YourModule]. The direct type reference syntax is not supported for union constraints.

Type Mapping
	BAML Type	Ash Type	Example
	class	Ash.TypedStruct	class Person { name string } → field :name, :string
	enum	Ash.Type.Enum	enum Status { Active Inactive } → values: [:active, :inactive]
	string	:string	Direct mapping
	int	:integer	Direct mapping
	float	:float	Direct mapping
	bool	:boolean	Direct mapping
	T[]	{:array, T}	Arrays
	T?	allow_nil?: true	Optional fields

Regenerating Types
When you modify your BAML schemas:
	Update the .baml files
	Run mix ash_baml.gen.types YourClient
	Review the changes in git diff
	Commit the updated type modules

Generated files are checked into version control to ensure visibility and IDE support.
Usage Examples
Auto-Generated Actions (Recommended)
The simplest way to use ash_baml is to let it auto-generate actions from your BAML functions:
defmodule MyApp.ChatResource do
  use Ash.Resource,
    extensions: [AshBaml.Resource]

  baml do
    client :default
    import_functions [:ChatAgent, :ExtractTasks]
  end

  # Actions are auto-generated:
  # - :chat_agent (regular)
  # - :chat_agent_stream (streaming)
  # - :extract_tasks (regular)
  # - :extract_tasks_stream (streaming)
end

# Usage - Regular action
{:ok, reply} = MyApp.ChatResource
  |> Ash.ActionInput.for_action(:chat_agent, %{message: "Hello"})
  |> Ash.run_action()

# Usage - Streaming action
{:ok, stream} = MyApp.ChatResource
  |> Ash.ActionInput.for_action(:chat_agent_stream, %{message: "Hello"})
  |> Ash.run_action()

stream |> Stream.each(&IO.inspect/1) |> Stream.run()
Prerequisites for Auto-Generation
Before using import_functions, you must:
	Define BAML functions in your baml_src/ directory
	Generate types using mix ash_baml.gen.types YourClient
	Import functions in your resource

The transformer validates at compile-time that functions exist and types are generated, providing helpful error messages if anything is missing.
Manual Actions (Advanced)
For more control, you can still define actions manually:
defmodule MyApp.ChatResource do
  use Ash.Resource,
    extensions: [AshBaml.Resource]

  baml do
    client :default
  end

  actions do
    action :chat, MyApp.BamlClient.Types.Reply do
      argument :message, :string
      argument :context, :string

      prepare PrepareContext

      run call_baml(:ChatAgent)
    end
  end
end
Manual actions are useful when you need:
	Custom preparations or changes
	Authorization logic
	Composition of multiple BAML calls
	Post-processing of results

Tool Calling
Tool calling lets the LLM select a tool and populate its parameters. BAML parses the response
into a struct, and you decide what to do with it.
defmodule MyApp.AssistantResource do
  use Ash.Resource,
    extensions: [AshBaml.Resource]

  baml do
    client :default
  end

  actions do
    # Tool selection with union return type
    action :select_tool, :union do
      argument :message, :string

      constraints [
        types: [
          weather_tool: [
            type: :struct,
            constraints: [instance_of: MyApp.BamlClient.Types.WeatherTool]
          ],
          calculator_tool: [
            type: :struct,
            constraints: [instance_of: MyApp.BamlClient.Types.CalculatorTool]
          ]
        ]
      ]

      run call_baml(:SelectTool)
    end

    # Tool execution actions
    action :execute_weather, :map do
      argument :city, :string
      argument :units, :string
      run fn input, _ctx ->
        # Execute weather API
      end
    end

    action :execute_calculator, :map do
      argument :operation, :string
      argument :numbers, {:array, :float}
      run fn input, _ctx ->
        # Execute calculator logic
      end
    end
  end
end

# Using tool calling - LLM selects tool and populates parameters
{:ok, tool_call} = MyApp.AssistantResource
  |> Ash.ActionInput.for_action(:select_tool, %{message: "Weather in NYC?"})
  |> Ash.run_action()

# You decide what to do with the tool selection
case tool_call do
  %Ash.Union{type: :weather_tool, value: tool} ->
    # Execute weather action with extracted parameters
    MyApp.AssistantResource
    |> Ash.ActionInput.for_action(:execute_weather, %{
      city: tool.city,
      units: tool.units
    })
    |> Ash.run_action()

  %Ash.Union{type: :calculator_tool, value: tool} ->
    # Execute calculator action
    MyApp.AssistantResource
    |> Ash.ActionInput.for_action(:execute_calculator, %{
      operation: tool.operation,
      numbers: tool.numbers
    })
    |> Ash.run_action()
end
Why ash_baml?
Schema-Aligned Parsing: 91-94% Accuracy
ash_baml leverages BAML's Schema-Aligned Parsing (SAP) - a Rust-based algorithm achieving consistently high accuracy across all LLM providers.
Berkeley Function Calling Leaderboard Results (n=1,000):
	Model	Provider-Native	BAML SAP	Improvement
	GPT-4o-mini	19.8%	92.4%	+72.6%
	Claude-3-Haiku	57.3%	91.7%	+34.4%
	GPT-4o	87.4%	93.0%	+5.6%
	Claude-3.5-Sonnet	78.1%	94.4%	+16.3%
	Llama-3.1-7b	N/A	76.8%	Works!

SAP beats provider-native function calling even when native APIs are available.
Custom Agentic Loop Control
Unlike libraries with pre-built agent loops, ash_baml provides typed BAML actions as composable primitives. You implement orchestration using Ash.Resource.Actions.Implementation, giving full control over:
	State management
	Termination conditions
	Error handling and recovery
	Multi-agent coordination

See Building an Agent for details.
True Provider Independence
BAML doesn't abstract over provider-native APIs - it bypasses them entirely with SAP. Switch providers by changing configuration only:
// Works with OpenAI, Anthropic, Gemini, Ollama, 45+ providers
function ExtractUser(text: string) -> User {
  client MyClient  // Just change this reference
  prompt #"Extract user information from: {{ text }}"#
}
No code changes needed. The same SAP algorithm works everywhere.
Deployment
Deploying applications that use ash_baml is straightforward since baml_elixir comes with precompiled NIFs for common platforms (Linux, macOS, Windows). See the Deployment Guide for detailed instructions including:
	Complete Dockerfile example for containerized deployment
	Build optimization strategies
	Platform-specific considerations
	Production checklist and security considerations

Quick summary: Standard Elixir deployment practices apply. The precompiled NIFs are included in your release automatically.
Documentation
Full documentation is available on HexDocs.
Tutorials
	Get Started - Your first BAML function call
	Structured Output - Working with complex types
	Tool Calling - LLM-driven tool selection
	Building an Agent - Multi-step autonomous agents

Topics
	Why AshBaml? - Philosophy and benefits
	Type Generation - BAML to Ash type mapping
	Actions - Understanding action generation
	Telemetry - Monitoring and observability
	Patterns - Common patterns and best practices

How-to Guides
	Call BAML Functions
	Implement Tool Calling
	Add Streaming
	Configure Telemetry
	Build Agentic Loop
	Customize Actions

Related Packages
AshBaml is part of the AshAgent Stack ecosystem:
	ash_agent - Core agent framework with declarative DSL
	ash_agent_tools - Tool calling support

Contributing
Contributions are welcome! Please feel free to submit a Pull Request.
License
This project is licensed under the MIT License - see the LICENSE file for details.


  

    Changelog

All notable changes to this project will be documented in this file.
The format is based on Keep a Changelog,
and this project adheres to Semantic Versioning.
[Unreleased]
[0.2.0] - 2024-11-27
Added
	Add http_response_body field to AshBaml.Response struct
	Add thinking/1 function to extract extended thinking content from response

[0.1.0] - 2024-11-26
Added
	Initial release
	AshBaml.Resource extension for integrating BAML with Ash resources
	Auto-generated actions from BAML functions via import_functions DSL
	Streaming support with automatic stream cancellation when consumers exit
	Type generation from BAML schemas via mix ash_baml.gen.types
	call_baml/1 helper for manual action definitions
	Support for union types in tool calling patterns
	Telemetry events for monitoring BAML function calls
	mix ash_baml.install task for quick project setup
	Config-driven BAML client setup with auto-generation at compile time
	Comprehensive documentation with tutorials, how-to guides, and topic guides

Dependencies
	Requires Ash ~> 3.0
	Requires baml_elixir ~> 1.0.0-pre.23
	Requires Spark ~> 2.2



  

    Get Started with ash_baml

In this tutorial, you'll create your first AI-powered Ash resource using BAML. By the end, you'll have a working resource that calls an LLM and returns structured output.
Prerequisites
	Elixir and Erlang installed
	Familiarity with Ash Framework (resources, actions, domains)
	A text editor and terminal

Goals
	Install ash_baml and BAML
	Define a simple BAML function
	Create an Ash resource that calls it
	See structured LLM output in action

Installation
Add ash_baml to your dependencies in mix.exs:
def deps do
  [
    {:ash, "~> 3.0"},
    {:ash_baml, "~> 0.1"}
  ]
end
Then run:
mix deps.get

Set Up BAML
Create a baml_src/ directory in your project root for BAML files:
mkdir -p baml_src

This directory will contain your BAML schema definitions (classes, enums, functions, and client configurations).
Define Your First BAML Function
Create baml_src/functions.baml:
class Reply {
  content string @description("The AI's response")
  confidence float @description("Confidence score 0.0-1.0")
}

client GPT4 {
  provider openai
  options {
    model gpt-4
    api_key env.OPENAI_API_KEY
  }
}

function SayHello(name: string) -> Reply {
  client GPT4
  prompt #"
    Say a friendly hello to {{ name }}.
    Be enthusiastic!

    {{ ctx.output_format }}
  "#
}
Note: See BAML documentation for more on BAML syntax, clients, and prompts.

Configure BAML Client
Add client configuration to config/config.exs:
config :ash_baml,
  clients: [
    default: {MyApp.BamlClient, baml_src: "baml_src"}
  ]
This tells ash_baml to auto-generate a MyApp.BamlClient module at compile-time that reads from your baml_src/ directory.
Generate Ash Types
Generate Ash-compatible types from your BAML schemas:
mix ash_baml.gen.types MyApp.BamlClient

This creates lib/my_app/baml_client/types/reply.ex:
defmodule MyApp.BamlClient.Types.Reply do
  use Ash.TypedStruct

  typed_struct do
    field :content, :string
    field :confidence, :float
  end
end
Note: The BAML client module itself is generated automatically at compile-time based on your config. The mix ash_baml.gen.types task generates separate Ash type modules for use in your resources.

Create Your First AI-Powered Resource
Create lib/my_app/assistant.ex:
defmodule MyApp.Assistant do
  use Ash.Resource,
    domain: MyApp.Domain,
    extensions: [AshBaml.Resource]

  baml do
    client :default
    import_functions [:SayHello]
  end

  # Actions are auto-generated:
  # - :say_hello (regular)
  # - :say_hello_stream (streaming)
end
Add to your domain (lib/my_app/domain.ex):
defmodule MyApp.Domain do
  use Ash.Domain

  resources do
    resource MyApp.Assistant
  end
end
Call Your First BAML Function
Start IEx:
iex -S mix

Call the function:
{:ok, reply} = MyApp.Assistant
  |> Ash.ActionInput.for_action(:say_hello, %{name: "Alice"})
  |> Ash.run_action()
You'll get a structured response:
reply
# => %MyApp.BamlClient.Types.Reply{
#      content: "Hello Alice! It's wonderful to meet you! 🎉",
#      confidence: 0.95
#    }
What Just Happened?
	AshBaml auto-generated the MyApp.BamlClient module at compile-time from your baml_src/ directory
	You generated Ash types from BAML schemas using mix ash_baml.gen.types
	AshBaml.Resource extension auto-generated two actions:	:say_hello - Regular action returning Reply
	:say_hello_stream - Streaming action returning Stream


	Ash executed the action, calling the BAML function
	Structured output was returned as an Ash TypedStruct

Try Streaming
For long-running LLM calls, use the streaming action:
{:ok, stream} = MyApp.Assistant
  |> Ash.ActionInput.for_action(:say_hello_stream, %{name: "Bob"})
  |> Ash.run_action()

stream
|> Stream.each(&IO.inspect/1)
|> Stream.run()
Next Steps
	Tutorial 2: Learn about structured output with complex types
	Tutorial 3: Implement tool calling with union types
	Tutorial 4: Build a multi-step agentic loop

See also:
	Type Generation - Deep dive into BAML → Ash type mapping
	Actions - Understanding auto-generated vs manual actions



  

    Structured Output with Complex Types

Learn how to work with complex BAML types including nested structures, arrays, optional fields, and enums in your Ash resources.
Prerequisites
	Completed Get Started tutorial
	Understanding of Ash TypedStruct
	Familiarity with BAML class syntax

Goals
	Define complex BAML classes with nested structures
	Work with arrays and optional fields
	Use enums for constrained values
	Generate and use complex Ash types

Define a Complex BAML Schema
Let's build a task extraction system that returns structured task data.
Create baml_src/task_schema.baml:
enum Priority {
  Low
  Medium
  High
  Urgent
}

enum Status {
  Todo
  InProgress
  Done
}

class Assignee {
  name string
  email string?
}

class Task {
  title string @description("Brief task title")
  description string? @description("Detailed description")
  priority Priority @description("Task priority level")
  status Status @description("Current status")
  assignee Assignee? @description("Optional assignee")
  tags string[] @description("Task tags")
  due_date string? @description("Due date in ISO format")
}

class TaskList {
  tasks Task[]
  total_count int
  extracted_from string
}

function ExtractTasks(input: string) -> TaskList {
  client GPT4
  prompt #"
    Extract all tasks from the following text.
    For each task, identify:
    - Title (required)
    - Description (if available)
    - Priority (default to Medium if not specified)
    - Status (default to Todo)
    - Assignee (if mentioned)
    - Tags (relevant keywords)
    - Due date (if mentioned)

    Text: {{ input }}

    {{ ctx.output_format }}
  "#
}
Generate Ash Types
Run the type generator:
mix ash_baml.gen.types MyApp.BamlClient

This creates several type modules:
lib/my_app/baml_client/types/priority.ex:
defmodule MyApp.BamlClient.Types.Priority do
  use Ash.Type.Enum,
    values: [:low, :medium, :high, :urgent]
end
lib/my_app/baml_client/types/assignee.ex:
defmodule MyApp.BamlClient.Types.Assignee do
  use Ash.TypedStruct

  typed_struct do
    field :name, :string
    field :email, :string, allow_nil?: true
  end
end
lib/my_app/baml_client/types/task.ex:
defmodule MyApp.BamlClient.Types.Task do
  use Ash.TypedStruct

  typed_struct do
    field :title, :string
    field :description, :string, allow_nil?: true
    field :priority, MyApp.BamlClient.Types.Priority
    field :status, MyApp.BamlClient.Types.Status
    field :assignee, MyApp.BamlClient.Types.Assignee, allow_nil?: true
    field :tags, {:array, :string}
    field :due_date, :string, allow_nil?: true
  end
end
lib/my_app/baml_client/types/task_list.ex:
defmodule MyApp.BamlClient.Types.TaskList do
  use Ash.TypedStruct

  typed_struct do
    field :tasks, {:array, MyApp.BamlClient.Types.Task}
    field :total_count, :integer
    field :extracted_from, :string
  end
end
Create the Ash Resource
Create lib/my_app/task_extractor.ex:
defmodule MyApp.TaskExtractor do
  use Ash.Resource,
    domain: MyApp.Domain,
    extensions: [AshBaml.Resource]

  baml do
    client :default
    import_functions [:ExtractTasks]
  end

  # Auto-generated actions:
  # - :extract_tasks (returns TaskList)
  # - :extract_tasks_stream (returns Stream of TaskList)
end
Add to your domain:
defmodule MyApp.Domain do
  use Ash.Domain

  resources do
    resource MyApp.Assistant
    resource MyApp.TaskExtractor  # Add this
  end
end
Use the Complex Types
Start IEx and extract tasks from natural language:
iex> input = """
...> Project tasks:
...> - HIGH: Fix authentication bug (assign to alice@example.com, due Friday)
...> - Implement user dashboard #frontend #ui
...> - URGENT: Deploy hotfix for payment issue (Bob)
...> - Write API documentation #docs
...> """

iex> {:ok, result} = MyApp.TaskExtractor
...>   |> Ash.ActionInput.for_action(:extract_tasks, %{input: input})
...>   |> Ash.run_action()

iex> result
%MyApp.BamlClient.Types.TaskList{
  tasks: [
    %MyApp.BamlClient.Types.Task{
      title: "Fix authentication bug",
      description: nil,
      priority: :high,
      status: :todo,
      assignee: %MyApp.BamlClient.Types.Assignee{
        name: "Alice",
        email: "alice@example.com"
      },
      tags: [],
      due_date: "2025-11-01"
    },
    %MyApp.BamlClient.Types.Task{
      title: "Implement user dashboard",
      description: nil,
      priority: :medium,
      status: :todo,
      assignee: nil,
      tags: ["frontend", "ui"],
      due_date: nil
    },
    # ... more tasks
  ],
  total_count: 4,
  extracted_from: "Project tasks: ..."
}
Working with Nested Data
Access nested fields naturally:
# Get all high priority tasks
high_priority_tasks =
  result.tasks
  |> Enum.filter(&(&1.priority == :high))

# Get tasks with assignees
assigned_tasks =
  result.tasks
  |> Enum.filter(&(&1.assignee != nil))
  |> Enum.map(fn task ->
    {task.title, task.assignee.name}
  end)

# Get all unique tags
all_tags =
  result.tasks
  |> Enum.flat_map(&(&1.tags))
  |> Enum.uniq()
Type Mapping Reference
	BAML Type	Ash Type	Notes
	class Task { ... }	MyApp.BamlClient.Types.Task	TypedStruct module
	enum Priority { ... }	Ash.Type.Enum	Atom values (:low, :medium, etc.)
	string	:string	Direct mapping
	string?	:string with allow_nil?: true	Optional field
	string[]	{:array, :string}	Array type
	Task[]	{:array, MyApp.BamlClient.Types.Task}	Array of structs

Custom Validation
You can add custom validation to generated types:
defmodule MyApp.BamlClient.Types.Task do
  use Ash.TypedStruct

  typed_struct do
    field :title, :string
    field :priority, MyApp.BamlClient.Types.Priority
    # ... other fields
  end

  # Add custom validation
  def validate(task) do
    cond do
      String.length(task.title) < 3 ->
        {:error, "Title must be at least 3 characters"}

      task.priority == :urgent and is_nil(task.assignee) ->
        {:error, "Urgent tasks must have an assignee"}

      true ->
        :ok
    end
  end
end
Multiple Return Types
You can define multiple BAML functions with different return types in the same resource:
function ExtractTasks(input: string) -> TaskList { ... }
function SummarizeTasks(tasks: Task[]) -> string { ... }
function CategorizeTasks(input: string) -> Task[] { ... }
defmodule MyApp.TaskExtractor do
  use Ash.Resource,
    domain: MyApp.Domain,
    extensions: [AshBaml.Resource]

  baml do
    client :default
    import_functions [:ExtractTasks, :SummarizeTasks, :CategorizeTasks]
  end

  # Auto-generates 6 actions:
  # :extract_tasks, :extract_tasks_stream
  # :summarize_tasks, :summarize_tasks_stream
  # :categorize_tasks, :categorize_tasks_stream
end
What You Learned
	Defining complex BAML schemas with nested structures
	Using enums for constrained values
	Working with optional fields and arrays
	Generating multiple related Ash types
	Accessing nested data in returned structures
	Type mapping from BAML to Ash
	Adding custom validation to generated types

Next Steps
	Tutorial 3: Tool Calling - Let the LLM select and invoke tools
	Tutorial 4: Building an Agent - Create multi-step agentic workflows

See also:
	Type Generation - Complete type mapping reference
	How to Call BAML Functions - Advanced usage patterns



  

    Tool Calling with Union Types

Learn how to implement tool calling where the LLM selects which tool to use and extracts the parameters, then you execute the selected tool.
Prerequisites
	Completed Get Started and Structured Output tutorials
	Understanding of Ash union types
	Familiarity with pattern matching in Elixir

Goals
	Define multiple tools as BAML classes
	Create a BAML function that returns a union type
	Use Ash's :union return type for tool selection
	Implement tool execution actions
	Dispatch to the correct tool based on LLM selection

The Tool Calling Pattern
Tool calling is a two-phase pattern:
	Selection Phase: LLM examines user input, selects appropriate tool, extracts parameters
	Execution Phase: Your code executes the selected tool with extracted parameters

This gives you full control over tool execution while letting the LLM handle selection and parameter extraction.
Define Your Tools
Create baml_src/tools.baml:
class WeatherTool {
  city string @description("City name for weather lookup")
  units string @description("Temperature units: celsius or fahrenheit")
}

class CalculatorTool {
  operation string @description("Operation: add, subtract, multiply, divide")
  numbers float[] @description("Numbers to perform operation on")
}

class SearchTool {
  query string @description("Search query")
  max_results int @description("Maximum number of results")
}

client GPT4 {
  provider openai
  options {
    model gpt-4
    api_key env.OPENAI_API_KEY
  }
}

function SelectTool(message: string) -> WeatherTool | CalculatorTool | SearchTool {
  client GPT4
  prompt #"
    Based on the user's message, determine which tool to call and extract the parameters.

    Available tools:
    - WeatherTool: Get weather information for a city
    - CalculatorTool: Perform mathematical operations
    - SearchTool: Search for information

    User message: {{ message }}

    {{ ctx.output_format }}
  "#
}
The key is the union return type: WeatherTool | CalculatorTool | SearchTool
Generate Ash Types
Run the type generator:
mix ash_baml.gen.types MyApp.BamlClient

This creates a type module for each tool:
defmodule MyApp.BamlClient.Types.WeatherTool do
  use Ash.TypedStruct

  typed_struct do
    field :city, :string
    field :units, :string
  end
end

defmodule MyApp.BamlClient.Types.CalculatorTool do
  use Ash.TypedStruct

  typed_struct do
    field :operation, :string
    field :numbers, {:array, :float}
  end
end

defmodule MyApp.BamlClient.Types.SearchTool do
  use Ash.TypedStruct

  typed_struct do
    field :query, :string
    field :max_results, :integer
  end
end
Create the Assistant Resource
Create lib/my_app/assistant.ex:
defmodule MyApp.Assistant do
  use Ash.Resource,
    domain: MyApp.Domain,
    extensions: [AshBaml.Resource]

  baml do
    client :default
  end

  actions do
    # Tool selection action - returns union type
    action :select_tool, :union do
      argument :message, :string, allow_nil?: false

      constraints [
        types: [
          weather_tool: [
            type: :struct,
            constraints: [instance_of: MyApp.BamlClient.Types.WeatherTool]
          ],
          calculator_tool: [
            type: :struct,
            constraints: [instance_of: MyApp.BamlClient.Types.CalculatorTool]
          ],
          search_tool: [
            type: :struct,
            constraints: [instance_of: MyApp.BamlClient.Types.SearchTool]
          ]
        ]
      ]

      run call_baml(:SelectTool)
    end

    # Tool execution actions
    action :execute_weather, :map do
      argument :city, :string, allow_nil?: false
      argument :units, :string, allow_nil?: false

      run fn input, _context ->
        # Call weather API
        weather_data = get_weather(input.arguments.city, input.arguments.units)

        {:ok, %{
          city: input.arguments.city,
          temperature: weather_data.temp,
          condition: weather_data.condition,
          units: input.arguments.units
        }}
      end
    end

    action :execute_calculator, :float do
      argument :operation, :string, allow_nil?: false
      argument :numbers, {:array, :float}, allow_nil?: false

      run fn input, _context ->
        result = case input.arguments.operation do
          "add" -> Enum.sum(input.arguments.numbers)
          "subtract" -> Enum.reduce(input.arguments.numbers, &(&2 - &1))
          "multiply" -> Enum.reduce(input.arguments.numbers, 1, &(&1 * &2))
          "divide" -> Enum.reduce(input.arguments.numbers, &(&2 / &1))
        end

        {:ok, result}
      end
    end

    action :execute_search, :map do
      argument :query, :string, allow_nil?: false
      argument :max_results, :integer, allow_nil?: false

      run fn input, _context ->
        # Call search API
        results = perform_search(input.arguments.query, input.arguments.max_results)

        {:ok, %{
          query: input.arguments.query,
          results: results,
          count: length(results)
        }}
      end
    end
  end

  # Placeholder functions - replace with real implementations
  defp get_weather(city, units) do
    %{temp: 72.0, condition: "sunny"}
  end

  defp perform_search(query, max_results) do
    ["Result 1", "Result 2", "Result 3"] |> Enum.take(max_results)
  end
end
Use Tool Calling
Here's the complete workflow:
# Step 1: User provides natural language input
iex> user_message = "What's the weather like in Tokyo?"

# Step 2: LLM selects tool and extracts parameters
iex> {:ok, tool_call} = MyApp.Assistant
...>   |> Ash.ActionInput.for_action(:select_tool, %{message: user_message})
...>   |> Ash.run_action()

iex> tool_call
%Ash.Union{
  type: :weather_tool,
  value: %MyApp.BamlClient.Types.WeatherTool{
    city: "Tokyo",
    units: "celsius"
  }
}

# Step 3: Dispatch to appropriate execution action
iex> case tool_call do
...>   %Ash.Union{type: :weather_tool, value: params} ->
...>     MyApp.Assistant
...>     |> Ash.ActionInput.for_action(:execute_weather, %{
...>       city: params.city,
...>       units: params.units
...>     })
...>     |> Ash.run_action()
...>
...>   %Ash.Union{type: :calculator_tool, value: params} ->
...>     MyApp.Assistant
...>     |> Ash.ActionInput.for_action(:execute_calculator, %{
...>       operation: params.operation,
...>       numbers: params.numbers
...>     })
...>     |> Ash.run_action()
...>
...>   %Ash.Union{type: :search_tool, value: params} ->
...>     MyApp.Assistant
...>     |> Ash.ActionInput.for_action(:execute_search, %{
...>       query: params.query,
...>       max_results: params.max_results
...>     })
...>     |> Ash.run_action()
...> end
{:ok, %{city: "Tokyo", temperature: 72.0, condition: "sunny", units: "celsius"}}
Create a Helper Function
Wrap the dispatch logic in a helper:
defmodule MyApp.AssistantHelper do
  def process_message(message) do
    # Step 1: Tool selection
    {:ok, tool_call} = MyApp.Assistant
      |> Ash.ActionInput.for_action(:select_tool, %{message: message})
      |> Ash.run_action()

    # Step 2: Tool execution
    case tool_call do
      %Ash.Union{type: :weather_tool, value: params} ->
        execute_tool(:execute_weather, %{
          city: params.city,
          units: params.units
        })

      %Ash.Union{type: :calculator_tool, value: params} ->
        execute_tool(:execute_calculator, %{
          operation: params.operation,
          numbers: params.numbers
        })

      %Ash.Union{type: :search_tool, value: params} ->
        execute_tool(:execute_search, %{
          query: params.query,
          max_results: params.max_results
        })
    end
  end

  defp execute_tool(action, params) do
    MyApp.Assistant
    |> Ash.ActionInput.for_action(action, params)
    |> Ash.run_action()
  end
end
Usage:
iex> MyApp.AssistantHelper.process_message("Calculate 15.5 + 23 + 7.5")
{:ok, 46.0}

iex> MyApp.AssistantHelper.process_message("Search for Elixir tutorials")
{:ok, %{query: "Elixir tutorials", results: [...], count: 3}}
Understanding Ash.Union
The :union return type creates a tagged struct:
%Ash.Union{
  type: :weather_tool,    # Which variant was selected
  value: %WeatherTool{    # The actual struct
    city: "Tokyo",
    units: "celsius"
  }
}
Pattern match on type to determine which tool was selected:
case tool_call do
  %Ash.Union{type: :weather_tool, value: tool} -> # Handle weather
  %Ash.Union{type: :calculator_tool, value: tool} -> # Handle calculator
  %Ash.Union{type: :search_tool, value: tool} -> # Handle search
end
Adding More Tools
To add a new tool:
	Define the tool class in your BAML file:
class EmailTool {
  recipient string
  subject string
  body string
}

	Add to union return type:
function SelectTool(message: string) -> WeatherTool | CalculatorTool | SearchTool | EmailTool {
  ...
}

	Regenerate types:
mix ash_baml.gen.types MyApp.BamlClient


	Add to union constraints:
email_tool: [
  type: :struct,
  constraints: [instance_of: MyApp.BamlClient.Types.EmailTool]
]

	Add execution action:
action :execute_email, :map do
  argument :recipient, :string, allow_nil?: false
  argument :subject, :string, allow_nil?: false
  argument :body, :string, allow_nil?: false
  run fn input, _ctx -> send_email(input.arguments) end
end

	Update dispatch logic in your helper.


Error Handling
Handle cases where tool selection or execution fails:
def process_message(message) do
  case select_tool(message) do
    {:ok, tool_call} ->
      execute_selected_tool(tool_call)

    {:error, reason} ->
      {:error, "Tool selection failed: #{inspect(reason)}"}
  end
end

defp execute_selected_tool(%Ash.Union{type: type, value: params}) do
  case execute_tool_for_type(type, params) do
    {:ok, result} ->
      {:ok, result}

    {:error, reason} ->
      {:error, "Tool execution failed: #{inspect(reason)}"}
  end
end
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    Building an Agent with Agentic Loops

Learn how to build a multi-step agent that makes sequential LLM calls, maintains state, and decides when to terminate.
Prerequisites
	Completed previous tutorials (Get Started, Structured Output, Tool Calling)
	Understanding of Ash actions and Ash.Resource.Actions.Implementation
	Familiarity with Elixir processes and state management

Goals
	Understand the agentic loop pattern
	Define BAML functions for agent steps
	Implement custom action logic with Ash.Resource.Actions.Implementation
	Manage state across iterations
	Implement termination conditions
	Handle feedback loops (output → next input)

The Agentic Loop Pattern
An agent is a system that:
	Observes: Takes input from environment/previous step
	Thinks: Calls LLM to decide next action
	Acts: Executes the decided action
	Repeats: Continues until goal is achieved or max iterations reached

This differs from simple tool calling because the agent can make multiple decisions in sequence, learning from each step.
Define Agent BAML Functions
Create baml_src/agent.baml:
enum AgentAction {
  Search
  Analyze
  Complete
}

class AgentStep {
  action AgentAction @description("What action to take next")
  reasoning string @description("Why this action is needed")
  query string? @description("Query for search action")
  analysis string? @description("Analysis results")
  final_answer string? @description("Final answer if completing")
}

class AgentState {
  goal string @description("User's original goal")
  steps_taken string[] @description("Actions taken so far")
  information_gathered string[] @description("Information collected")
  iteration int @description("Current iteration number")
}

client GPT4 {
  provider openai
  options {
    model gpt-4
    api_key env.OPENAI_API_KEY
  }
}

function PlanNextStep(state: AgentState) -> AgentStep {
  client GPT4
  prompt #"
    You are a research agent. Your goal: {{ state.goal }}

    Current state:
    - Iteration: {{ state.iteration }}
    - Steps taken: {{ state.steps_taken }}
    - Information gathered: {{ state.information_gathered }}

    Decide the next action:
    - Search: If you need more information
    - Analyze: If you need to process gathered information
    - Complete: If you have enough to answer the goal

    {{ ctx.output_format }}
  "#
}

function AnalyzeInformation(information: string[], goal: string) -> string {
  client GPT4
  prompt #"
    Analyze the following information to answer: {{ goal }}

    Information:
    {% for item in information %}
    - {{ item }}
    {% endfor %}

    Provide your analysis:
    {{ ctx.output_format }}
  "#
}
Generate Types
Generate Ash types from BAML:
mix ash_baml.gen.types MyApp.BamlClient

This creates:
	MyApp.BamlClient.Types.AgentAction (enum)
	MyApp.BamlClient.Types.AgentStep (struct)
	MyApp.BamlClient.Types.AgentState (struct)

Create Agent Resource with Custom Logic
Create lib/my_app/research_agent.ex:
defmodule MyApp.ResearchAgent do
  use Ash.Resource,
    domain: MyApp.Domain,
    extensions: [AshBaml.Resource]

  alias MyApp.BamlClient.Types.{AgentAction, AgentStep, AgentState}

  baml do
    client :default
    import_functions [:PlanNextStep, :AnalyzeInformation]
  end

  actions do
    # Main agent loop action
    action :run_agent, :map do
      argument :goal, :string, allow_nil?: false
      argument :max_iterations, :integer, default: 5

      run MyApp.ResearchAgent.AgentLoop
    end

    # Auto-generated BAML actions:
    # :plan_next_step, :plan_next_step_stream
    # :analyze_information, :analyze_information_stream
  end
end
Implement the Agent Loop
Create lib/my_app/research_agent/agent_loop.ex:
defmodule MyApp.ResearchAgent.AgentLoop do
  @moduledoc """
  Custom action implementation for the agentic loop.
  """

  use Ash.Resource.Actions.Implementation

  alias MyApp.ResearchAgent
  alias MyApp.BamlClient.Types.{AgentAction, AgentStep, AgentState}

  @impl true
  def run(input, _opts, _context) do
    goal = input.arguments.goal
    max_iterations = input.arguments.max_iterations || 5

    # Initialize state
    initial_state = %AgentState{
      goal: goal,
      steps_taken: [],
      information_gathered: [],
      iteration: 0
    }

    # Run the loop
    case run_loop(initial_state, max_iterations) do
      {:ok, result} ->
        {:ok, result}

      {:error, reason} ->
        {:error, reason}
    end
  end

  # Private functions

  defp run_loop(state, max_iterations) do
    if state.iteration >= max_iterations do
      {:ok, %{
        status: :max_iterations_reached,
        iterations: state.iteration,
        steps_taken: state.steps_taken,
        information: state.information_gathered
      }}
    else
      # Step 1: Plan next action
      case plan_next_step(state) do
        {:ok, step} ->
          # Step 2: Execute action
          case execute_step(step, state) do
            {:ok, :complete, final_answer} ->
              {:ok, %{
                status: :completed,
                answer: final_answer,
                iterations: state.iteration + 1,
                steps_taken: state.steps_taken ++ [step.reasoning]
              }}

            {:ok, :continue, updated_state} ->
              # Continue loop with updated state
              run_loop(updated_state, max_iterations)

            {:error, reason} ->
              {:error, {:execution_failed, reason, state}}
          end

        {:error, reason} ->
          {:error, {:planning_failed, reason, state}}
      end
    end
  end

  defp plan_next_step(state) do
    ResearchAgent
    |> Ash.ActionInput.for_action(:plan_next_step, %{state: state})
    |> Ash.run_action()
  end

  defp execute_step(%AgentStep{action: :complete, final_answer: answer}, _state) do
    {:ok, :complete, answer}
  end

  defp execute_step(%AgentStep{action: :search, query: query, reasoning: reasoning}, state) do
    # Simulate search (replace with real search API)
    search_results = perform_search(query)

    updated_state = %AgentState{
      state
      | iteration: state.iteration + 1,
        steps_taken: state.steps_taken ++ ["Search: #{reasoning}"],
        information_gathered: state.information_gathered ++ [search_results]
    }

    {:ok, :continue, updated_state}
  end

  defp execute_step(%AgentStep{action: :analyze, reasoning: reasoning}, state) do
    # Call BAML analyze function
    case analyze_information(state.information_gathered, state.goal) do
      {:ok, analysis} ->
        updated_state = %AgentState{
          state
          | iteration: state.iteration + 1,
            steps_taken: state.steps_taken ++ ["Analyze: #{reasoning}"],
            information_gathered: state.information_gathered ++ [analysis]
        }

        {:ok, :continue, updated_state}

      {:error, reason} ->
        {:error, reason}
    end
  end

  defp analyze_information(information, goal) do
    ResearchAgent
    |> Ash.ActionInput.for_action(:analyze_information, %{
      information: information,
      goal: goal
    })
    |> Ash.run_action()
  end

  # Placeholder search function
  defp perform_search(query) do
    "Search results for: #{query}"
  end
end
Use the Agent
# Start the agent with a research goal
iex> {:ok, result} = MyApp.ResearchAgent
...>   |> Ash.ActionInput.for_action(:run_agent, %{
...>     goal: "What are the key benefits of using Elixir for web development?",
...>     max_iterations: 5
...>   })
...>   |> Ash.run_action()

iex> result
%{
  status: :completed,
  answer: "Elixir offers several key benefits for web development: 1) Concurrency through lightweight processes...",
  iterations: 3,
  steps_taken: [
    "Search: Need to gather information about Elixir benefits",
    "Search: Need more specific information about web development use cases",
    "Analyze: Have enough information to provide comprehensive answer"
  ]
}
Understanding State Management
The agent maintains state through the AgentState struct:
%AgentState{
  goal: "User's question",
  steps_taken: ["Action 1", "Action 2"],        # History
  information_gathered: ["Info 1", "Info 2"],   # Knowledge base
  iteration: 2                                   # Progress tracker
}
State flows through the loop:
	Initial State: Created with user's goal
	Planning: State sent to PlanNextStep BAML function
	Execution: Action updates state with new information
	Feedback: Updated state becomes input for next iteration

Termination Conditions
The agent stops when:
	Goal Achieved: LLM returns Complete action
defp execute_step(%AgentStep{action: :complete, final_answer: answer}, _state) do
  {:ok, :complete, answer}
end

	Max Iterations: Safety limit reached
if state.iteration >= max_iterations do
  {:ok, %{status: :max_iterations_reached, ...}}
end

	Error: Execution fails
{:error, reason} -> {:error, {:execution_failed, reason, state}}


Adding Streaming Support
For long-running agents, provide progress updates:
defmodule MyApp.ResearchAgent.AgentLoopStream do
  use Ash.Resource.Actions.Implementation

  @impl true
  def run(input, _opts, _context) do
    goal = input.arguments.goal
    max_iterations = input.arguments.max_iterations || 5

    initial_state = %AgentState{
      goal: goal,
      steps_taken: [],
      information_gathered: [],
      iteration: 0
    }

    # Return a stream that emits progress updates
    stream = Stream.resource(
      fn -> initial_state end,
      fn state ->
        case run_iteration(state, max_iterations) do
          {:ok, :complete, final_answer} ->
            {[%{type: :complete, answer: final_answer}], :halt}

          {:ok, :continue, step, updated_state} ->
            {[%{type: :step, step: step, state: updated_state}], updated_state}

          {:error, reason} ->
            {[%{type: :error, reason: reason}], :halt}
        end
      end,
      fn _ -> :ok end
    )

    {:ok, stream}
  end

  defp run_iteration(state, max_iterations) do
    # Similar logic but returns per-iteration results
    # ...
  end
end
Add to actions:
action :run_agent_stream, AshBaml.Type.Stream do
  argument :goal, :string, allow_nil?: false
  argument :max_iterations, :integer, default: 5

  run MyApp.ResearchAgent.AgentLoopStream
end
Usage:
{:ok, stream} = MyApp.ResearchAgent
  |> Ash.ActionInput.for_action(:run_agent_stream, %{goal: "..."})
  |> Ash.run_action()

stream
|> Stream.each(fn
  %{type: :step, step: step} ->
    IO.puts("Step: #{step.reasoning}")

  %{type: :complete, answer: answer} ->
    IO.puts("Complete: #{answer}")

  %{type: :error, reason: reason} ->
    IO.puts("Error: #{inspect(reason)}")
end)
|> Stream.run()
Advanced Patterns
1. State Persistence
Save state between runs:
defmodule MyApp.PersistentAgent do
  use Ash.Resource,
    data_layer: AshPostgres.DataLayer

  attributes do
    uuid_primary_key :id

    attribute :goal, :string, allow_nil?: false
    attribute :state, :map, allow_nil?: false
    attribute :status, :atom, allow_nil?: false
    attribute :result, :map
  end

  actions do
    action :continue_agent, :map do
      argument :agent_id, :uuid, allow_nil?: false

      run fn input, _ctx ->
        # Load saved state
        agent = MyApp.PersistentAgent |> Ash.get!(input.arguments.agent_id)

        # Continue from saved state
        case run_loop(agent.state, 5) do
          {:ok, result} ->
            # Update with result
            agent
            |> Ash.Changeset.for_update(:update, %{
              status: :completed,
              result: result
            })
            |> Ash.update!()

            {:ok, result}

          {:error, reason} ->
            {:error, reason}
        end
      end
    end
  end
end
2. Multi-Agent Collaboration
Multiple agents working together:
defmodule MyApp.AgentOrchestrator do
  def run_multi_agent(goal) do
    # Agent 1: Research
    {:ok, research_results} = MyApp.ResearchAgent
      |> Ash.ActionInput.for_action(:run_agent, %{goal: goal})
      |> Ash.run_action()

    # Agent 2: Critic (review research)
    {:ok, critique} = MyApp.CriticAgent
      |> Ash.ActionInput.for_action(:critique, %{
        content: research_results.answer
      })
      |> Ash.run_action()

    # Agent 3: Synthesizer (combine insights)
    {:ok, final_answer} = MyApp.SynthesizerAgent
      |> Ash.ActionInput.for_action(:synthesize, %{
        research: research_results.answer,
        critique: critique.feedback
      })
      |> Ash.run_action()

    {:ok, final_answer}
  end
end
3. Error Recovery
Implement retry and fallback logic:
defp execute_step_with_retry(step, state, retries \\ 3) do
  case execute_step(step, state) do
    {:ok, result} ->
      {:ok, result}

    {:error, reason} when retries > 0 ->
      # Log error
      Logger.warning("Step failed: #{inspect(reason)}, retrying...")

      # Wait and retry
      Process.sleep(1000)
      execute_step_with_retry(step, state, retries - 1)

    {:error, reason} ->
      # All retries exhausted, try fallback action
      fallback_step = %AgentStep{
        action: :analyze,
        reasoning: "Original action failed, analyzing available information"
      }
      execute_step(fallback_step, state)
  end
end
Telemetry Integration
Add telemetry events for monitoring:
defp run_loop(state, max_iterations) do
  :telemetry.execute(
    [:my_app, :agent, :iteration, :start],
    %{iteration: state.iteration},
    %{goal: state.goal}
  )

  result = if state.iteration >= max_iterations do
    # ... termination logic
  else
    # ... loop logic
  end

  :telemetry.execute(
    [:my_app, :agent, :iteration, :stop],
    %{iteration: state.iteration},
    %{goal: state.goal, result: result}
  )

  result
end
See Telemetry for complete integration guide.
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    Why ash_baml?

Understanding the philosophy, use cases, and design decisions behind ash_baml.
Origin Story: Production AI Agents
After building and shipping AI agents to production, a clear pattern emerged: pre-built agent frameworks sacrifice control for convenience. When agents fail in production, you need complete visibility into state transitions, error handling, and decision-making. You need to compose complex multi-step workflows with custom termination conditions. You need to treat AI agents with the same software engineering rigor as any other production system.
ash_baml was built to solve this: providing the most flexible foundation for production AI agents while applying standard software engineering practices to both prompts and agent logic.
Why BAML?
After evaluating LLM libraries, BAML stood out for three critical reasons:
	Native provider integration - Supports 45+ providers and hundreds of models out of the box
	Higher accuracy - Schema-Aligned Parsing (SAP) achieves 91-94% accuracy vs 57-87% for provider-native function calling
	Faster performance - 2-4x faster than alternatives with 50-80% token reduction

These aren't incremental improvements—they're fundamental advantages that compound in production environments where reliability, cost, and latency matter.
The Philosophy: Standard Software Engineering for AI
AI development should follow the same proven practices as any other software:
Prompts are code:
	Version controlled in schema files (.baml)
	Tested independently of application logic
	Refactored with clear diffs
	Reviewed in pull requests

Agents are composable actions:
	Built from typed primitives (BAML functions → Ash actions)
	Orchestrated with explicit control flow
	Tested with standard unit/integration patterns
	Debugged with full state visibility

No magic abstractions:
	You implement the agentic loop
	You manage state transitions
	You define termination conditions
	You handle errors and retries

This isn't about making AI development harder—it's about making it production-ready.
The Problem
Building LLM-powered applications involves several challenges:
	Type Safety: LLM responses are unstructured text that needs parsing and validation
	Prompt Management: Prompts are scattered across code as strings, hard to version and test
	Integration: Connecting LLM calls to application logic requires boilerplate
	Observability: Monitoring LLM calls, costs, and performance is manual work
	Agent Control: Pre-built agent loops work for demos but fail in production when you need custom orchestration

The Solution: Ash + BAML
ash_baml combines two powerful tools:
BAML (Boundary ML)
BAML treats prompts as typed functions:
function ExtractUser(text: string) -> User {
  client GPT4
  prompt #"Extract user info from: {{ text }}"#
}
Benefits:
	Type-safe LLM interactions
	Prompts as code (version control, testing, refactoring)
	Language-agnostic (define once, use in any language)
	Automatic output parsing and validation

Ash Framework
Ash provides resource-based application architecture:
defmodule MyApp.Assistant do
  use Ash.Resource,
    extensions: [AshBaml.Resource]

  baml do
    client :default
  end
end
Benefits:
	Declarative resource definitions
	Powerful action system for business logic
	Built-in authorization, validation, lifecycle hooks
	Composable extensions (GraphQL, JSON:API, etc.)

Together: ash_baml
ash_baml bridges these tools, giving you:
	Declarative LLM Resources: Define AI capabilities as Ash resources
	Auto-Generated Actions: BAML functions become Ash actions automatically
	Type Safety: BAML types map to Ash types seamlessly
	Observability: Built-in telemetry for all LLM calls
	Extensibility: Full access to Ash's action system for custom logic

Use Cases
Simple: Structured Output
Extract structured data from unstructured text:
{:ok, user} = MyApp.Extractor
  |> Ash.ActionInput.for_action(:extract_user, %{text: "..."})
  |> Ash.run_action()
Good for:
	Form filling from user input
	Data extraction from documents
	Sentiment analysis with structured results

Intermediate: Tool Calling
Let LLM select and invoke tools:
{:ok, %Ash.Union{type: :weather_tool, value: params}} = MyApp.Assistant
  |> Ash.ActionInput.for_action(:select_tool, %{message: "..."})
  |> Ash.run_action()
Good for:
	Conversational interfaces
	Task automation
	Multi-capability assistants

Advanced: Agentic Loops
Build autonomous agents with feedback loops:
{:ok, result} = MyApp.Agent
  |> Ash.ActionInput.for_action(:run_agent, %{goal: "...", max_iterations: 5})
  |> Ash.run_action()
Good for:
	Research assistants
	Complex problem-solving
	Multi-step workflows with decision-making

Enterprise: Custom Orchestration
Combine multiple agents with custom control flow:
defmodule MyApp.Orchestrator do
  def run_workflow(input) do
    # Custom logic using multiple Ash resources
    with {:ok, analysis} <- MyApp.Analyzer |> run_action(:analyze, input),
         {:ok, plan} <- MyApp.Planner |> run_action(:plan, analysis),
         {:ok, result} <- MyApp.Executor |> run_action(:execute, plan) do
      {:ok, result}
    end
  end
end
Good for:
	Production applications at scale
	Complex business requirements
	Integration with existing Ash applications

Design Philosophy
1. Progressive Disclosure
Start simple, add complexity only when needed:
	Begin with auto-generated actions (import_functions)
	Add custom actions when requirements change
	Full escape hatch: implement Ash.Resource.Actions.Implementation

2. Ash-Native
Leverage Ash's ecosystem instead of reinventing:
	Actions, not custom abstractions
	Resources, not special LLM classes
	Extensions, not middleware

This means ash_baml applications work with:
	AshGraphql - Expose LLM actions via GraphQL
	AshJsonApi - REST API for LLM calls
	AshAdmin - Admin UI for LLM resources
	AshAuthorization - Authorize LLM access

3. BAML-First
Prompts belong in BAML files, not Elixir code:
Anti-pattern:
# Don't do this
def get_completion(prompt) do
  HTTPoison.post("https://api.openai.com/...", %{
    prompt: "Extract user from #{prompt}"
  })
end
Better:
// Define in BAML
function ExtractUser(text: string) -> User {
  client GPT4
  prompt #"Extract user from: {{ text }}"#
}
# Use in Elixir
MyApp.Extractor
|> Ash.ActionInput.for_action(:extract_user, %{text: prompt})
|> Ash.run_action()
4. Observability by Default
Every BAML call emits telemetry:
:telemetry.attach(
  "baml-handler",
  [:ash_baml, :function_call, :stop],
  fn _event, measurements, metadata, _config ->
    Logger.info("LLM call completed", [
      function: metadata.function_name,
      duration_ms: measurements.duration,
      model: metadata.model
    ])
  end,
  nil
)
Track costs, latency, and errors without custom instrumentation.
When to Use ash_baml
✅ Use ash_baml when:
	Building applications with Ash Framework
	Need type-safe LLM interactions
	Want observability and monitoring
	Require custom action logic around LLM calls
	Building complex multi-step agents
	Need to expose LLM capabilities via API (GraphQL, JSON:API)

❌ Consider alternatives when:
	Not using Ash: If you're not building with Ash, BAML alone may be simpler
	Script/prototype: For quick experiments, direct API calls may be faster
	Streaming-first: While ash_baml supports streaming, pure streaming UIs may need custom solutions
	Non-Elixir: BAML supports many languages; ash_baml is Elixir-specific

Comparison: ash_baml vs Elixir Alternatives
For Elixir developers choosing an LLM library, here's how ash_baml compares to other options in the ecosystem.
Core Philosophy: Agentic Loop Control
A fundamental difference between ash_baml and alternatives is who controls the agentic loop:
ash_baml: Provides typed BAML actions as composable primitives. You implement the orchestration using Ash.Resource.Actions.Implementation, giving you full control over state management, termination conditions, and error handling.
LangChain/ash_ai: Provide pre-built agentic loops (:while_needs_response, :until_success) that automatically handle tool calling iterations. Convenient for standard patterns, but opinionated about control flow.
req_llm: Provides only HTTP-level primitives with no loop orchestration.
See Building an Agent for ash_baml's approach to custom agentic loops.

vs langchain (Elixir)
LangChain (364K downloads) is an Elixir implementation of LangChain-style frameworks focused on agentic workflows and chaining LLMs with data sources.
	Aspect	langchain	ash_baml
	Agent loops	Pre-built (:while_needs_response)	Custom implementation (full control)
	Type safety	Compile-time (Ecto + @type specs)	Compile-time (BAML → Ash.TypedStruct)
	Function calling	Behavior abstraction (8+ providers)	SAP (91-94% accuracy, any provider)
	Prompt management	EEx templates with composition	BAML files (language-agnostic schema)
	Observability	Callback system	:telemetry (Elixir standard)
	Framework requirement	None (standalone)	Ash Framework
	Focus	Quick agent setup	Custom orchestration + type safety

Choose langchain when:
	Need quick agent setup with pre-built loops
	Want automatic tool calling without custom logic
	Not using Ash Framework
	Prefer opinionated "it just works" patterns
	Need multi-modal ContentParts support

Choose ash_baml when:
	Need full control over agentic loop orchestration
	Want higher function calling accuracy (SAP: 91-94% vs provider-native: 57-87%)
	Building with Ash Framework
	Complex termination conditions or state persistence required
	Want prompts as versioned, language-agnostic schemas


vs req_llm
req_llm (2.5K downloads, v1.0) is a composable library focused on provider abstraction, offering unified access to 45+ providers and 665+ models.
	Aspect	req_llm	ash_baml
	Provider support	45 providers, 665+ models	Any provider (SAP-based)
	Function calling	Provider-native (variable quality)	SAP (91-94% consistent accuracy)
	Cost tracking	Automatic USD calculation	Manual (telemetry data available)
	Streaming	Production HTTP/2 multiplexing	BAML streaming + Ash
	Prompt management	Context API (composable in Elixir)	BAML files (schema-first)
	Agent loops	None (HTTP primitives only)	Custom implementation
	Framework requirement	None (Req plugin)	Ash Framework

Choose req_llm when:
	Need automatic cost tracking out of the box
	Real-time chat with production-grade streaming infrastructure
	Want to support 45+ providers with minimal setup
	Prefer prompts as composable Elixir code
	Not using Ash Framework
	Rapid prototyping without build steps

Choose ash_baml when:
	Want higher function calling accuracy (SAP: 91-94% vs provider-native variable quality)
	Need prompts as versioned schemas separate from code
	Building with Ash + need custom agentic loops
	Want provider-agnostic function calling without dependency on native APIs
	Complex prompts that benefit from schema-first design


vs ash_ai
ash_ai (42K downloads) is the official Ash extension for LLM features, focusing on exposing domain resources as tools and prompt-backed actions.
	Aspect	ash_ai	ash_baml
	Ash integration	✅ Native	✅ Native
	Primary use case	Resource exposure + prompt-backed actions	Typed prompt functions + composable actions
	Agent loops	Uses LangChain (pre-built)	Custom implementation (full control)
	Prompt definition	In Ash action DSL (EEx templates)	Separate BAML files
	Function calling	LangChain models (variable quality)	SAP (91-94% consistent accuracy)
	Vector search	✅ PostgreSQL vectors + embeddings	❌ (use ash_ai for this)
	MCP server	✅ IDE/Claude Desktop integration	❌
	Chat scaffolding	✅ mix ash_ai.gen.chat	❌
	Action generation	Manual definitions	Auto-generated from BAML
	Security	✅ Policy enforcement built-in	Ash policies (manual integration)
	Multi-modal	✅ Image analysis	Depends on BAML/provider support

Choose ash_ai when:
	Need vector search and RAG with PostgreSQL
	Want MCP server for IDE integration (Claude Desktop, etc.)
	Need chat scaffolding with mix ash_ai.gen.chat
	Exposing existing Ash resources as LLM tools
	Want pre-built agent loops (LangChain integration)
	Security-critical: need automatic policy enforcement
	Multi-modal applications (images, etc.)

Choose ash_baml when:
	Need custom agentic loop orchestration with full control
	Want higher function calling accuracy (SAP: 91-94% vs LangChain variable)
	Prompts are complex and change frequently (benefit from schema versioning)
	Want provider-agnostic function calling that works without native APIs
	Need to compose multiple BAML actions with custom logic
	Prefer explicit type generation over prompt strings in code

Can you use both? Theoretically yes, but this adds architectural complexity:
	⚠️ Two different approaches to prompts (BAML files vs in-code)
	⚠️ Two different agentic patterns (custom loops vs LangChain)
	⚠️ Cognitive overhead deciding which to use for new features
	✅ Practical combination: ash_ai for vector search/MCP, ash_baml for complex prompt orchestration

Most projects should choose one primary approach for consistency.

vs Direct API Calls (OpenAI SDK, etc.)
	Aspect	Direct API	ash_baml
	Type safety	Manual parsing	Automatic (BAML + Ash types)
	Prompt management	Strings in code	BAML files (versioned schema)
	Function calling	Provider-specific (variable quality)	SAP (91-94% consistent)
	Observability	Manual	Built-in telemetry
	Testing	Mock HTTP	Mock BAML client
	Schema evolution	Manual updates	Type regeneration (mix ash_baml.gen.types)


vs BAML Alone
	Aspect	BAML Only	ash_baml
	LLM interaction	✅ Excellent	✅ Excellent
	Function calling	✅ SAP (91-94% accuracy)	✅ SAP (91-94% accuracy)
	Authorization	Manual	Ash policies
	API generation	Manual	AshGraphql, AshJsonApi
	Action system	Manual orchestration	Ash actions
	Agentic loops	Custom code	Ash.Resource.Actions.Implementation
	Observability	BAML telemetry	Ash + BAML telemetry


Why BAML's Schema-Aligned Parsing Matters
ash_baml's most significant technical advantage is BAML's Schema-Aligned Parsing (SAP) - a Rust-based algorithm that achieves consistently high accuracy across all LLM providers.
Proven Accuracy: Berkeley Function Calling Leaderboard
Independent benchmarks (n=1,000 per model) comparing SAP vs provider-native function calling:
	Model	Provider-Native	BAML SAP	Improvement
	GPT-4o-mini	19.8%	92.4%	+72.6%
	Claude-3-Haiku	57.3%	91.7%	+34.4%
	GPT-3.5-turbo	87.5%	92.0%	+4.5%
	Claude-3.5-Sonnet	78.1%	94.4%	+16.3%
	GPT-4o	87.4%	93.0%	+5.6%
	Llama-3.1-7b	N/A (no native)	76.8%	Works!

Key Findings:
	Consistent 91-94% accuracy across all frontier models
	Dramatic improvement for weaker models (GPT-4o-mini: 72.6% boost)
	Works with models lacking native function calling (Llama, Mistral, smaller models)
	Beats native function calling even when available (see GPT-4o, Claude)

How SAP Works
Unlike provider-native function calling that constrains generation, SAP:
	Allows free generation - Model can "think out loud" with chain-of-thought
	Rust-based parser with <10ms overhead using edit-distance algorithm
	Schema-aware error correction - Fixes invalid JSON, type mismatches, formatting errors
	Semantic validation - Catches schema violations that valid JSON can still have
	Provider-agnostic - Same algorithm works across all providers

Performance Benefits
	2-4x faster than OpenAI FC-strict (~380ms median latency)
	50-80% token reduction - Compressed BAML schema vs verbose JSON Schema
	Sub-10ms parsing overhead - Negligible compared to API latency
	Independent validation: Instill AI found "only BAML produced valid JSON on every call"

True Provider Independence
BAML doesn't abstract over provider-native APIs - it bypasses them entirely:
// Define function once
function ExtractUser(text: string) -> User {
  client MyClient  // Switch providers by changing this
  prompt #"Extract user information from: {{ text }}"#
}

// Switch from Ollama to OpenAI to Claude - just change client config
client MyClient {
  provider "openai"        // Change to "anthropic", "vertex-ai", "ollama", etc.
  options { model "gpt-4" }
}
No code changes needed. The same BAML function works across 45+ providers because SAP uses the same parsing algorithm everywhere.
When SAP Provides Maximum Value
	Models without native function calling (open-source, smaller models)
	Weaker models where accuracy boost is dramatic (GPT-4o-mini: 72.6% improvement)
	Multi-provider strategies - no lock-in to provider-specific APIs
	Cost optimization - fewer tokens + fewer failed calls = lower bills
	Provider flexibility - switch providers without rewriting code


ash_baml's Unique Positioning
Combining BAML's SAP with Ash's action system creates a unique approach:
Type-Safe Primitives:
function PlanNextStep(state: AgentState) -> AgentStep {
  client GPT4
  prompt #"Decide next action: Search, Analyze, or Complete"#
}
Custom Orchestration:
defmodule MyApp.Agent.Loop do
  use Ash.Resource.Actions.Implementation

  def run(input, _opts, _context) do
    initial_state = %AgentState{goal: input.arguments.goal, ...}
    run_loop(initial_state, max_iterations: 5)
  end

  defp run_loop(state, opts) do
    case plan_next_step(state) do
      {:ok, step} -> execute_step(step, state)
      {:error, reason} -> handle_error(reason, state)
    end
  end
end
Result: 91-94% accurate function calling + full control over agentic loops + Ash ecosystem integration.
Real-World Example: Content Moderation
Let's see ash_baml in action for content moderation:
BAML Definition (baml_src/moderation.baml):
enum Severity { Safe, Warning, Unsafe }

class ModerationResult {
  severity Severity
  categories string[]
  explanation string
  flagged_content string[]?
}

function ModerateContent(content: string) -> ModerationResult {
  client GPT4
  prompt #"
    Analyze this content for harmful material:
    {{ content }}

    Categorize and explain any issues.
  "#
}
Ash Resource (lib/my_app/moderator.ex):
defmodule MyApp.Moderator do
  use Ash.Resource,
    domain: MyApp.Domain,
    extensions: [AshBaml.Resource]

  baml do
    client :default
    import_functions [:ModerateContent]
  end

  actions do
    # Custom action combining moderation with database update
    action :moderate_and_update, :map do
      argument :post_id, :uuid, allow_nil?: false
      argument :content, :string, allow_nil?: false

      run fn input, _ctx ->
        # Step 1: Moderate with BAML
        {:ok, result} = __MODULE__
          |> Ash.ActionInput.for_action(:moderate_content, %{
            content: input.arguments.content
          })
          |> Ash.run_action()

        # Step 2: Update post in database
        case result.severity do
          :unsafe ->
            MyApp.Post
            |> Ash.Changeset.for_update(:flag, %{
              status: :flagged,
              flag_reason: result.explanation
            })
            |> Ash.update()

          _ ->
            {:ok, result}
        end
      end
    end
  end
end
Usage:
# Moderate and automatically update database
{:ok, result} = MyApp.Moderator
  |> Ash.ActionInput.for_action(:moderate_and_update, %{
    post_id: post.id,
    content: post.content
  })
  |> Ash.run_action()
What this gives you:
	Type-safe moderation results
	Versioned prompt in BAML file
	Custom action combining LLM + database
	Automatic telemetry for LLM calls
	Easy to test (mock BAML client)
	Can expose via GraphQL/JSON:API

Next Steps
	Tutorial: Get Started - Build your first ash_baml resource
	Topic: Patterns - Architectural patterns for different use cases
	Topic: Actions - Deep dive into the action system
	How-to: Call BAML Function - Learn all the ways to call BAML functions

Further Reading
	BAML Documentation - Learn BAML in depth
	Ash Framework Guide - Master Ash resources and actions
	Why BAML? - BAML's philosophy



  

    Type Generation

Deep dive into how BAML types map to Ash types and how the type generator works.
Overview
The mix ash_baml.gen.types task generates Ash-compatible type modules from your BAML schemas. This gives you:
	Type Safety: Compile-time checking of BAML function return types
	IDE Support: Autocomplete and inline documentation
	Runtime Validation: Ash's type system validates data at runtime
	Composability: Generated types work with Ash resources, GraphQL, JSON:API, etc.

Running the Generator
# Generate types for your BAML client
mix ash_baml.gen.types MyApp.BamlClient

# With custom output directory
mix ash_baml.gen.types MyApp.BamlClient --output-dir lib/my_app/custom_types

The generator:
	Reads your BAML schema from baml_src/
	Parses class and enum definitions
	Generates Elixir modules in lib/<app>/<client>/types/
	Creates Ash.TypedStruct for classes and Ash.Type.Enum for enums

Type Mapping Reference
Primitive Types
	BAML Type	Ash Type	Elixir Type	Notes
	string	:string	String.t()	UTF-8 strings
	int	:integer	integer()	64-bit integers
	float	:float	float()	IEEE 754 floats
	bool	:boolean	boolean()	true or false

Optional Types
	BAML Type	Ash Type	Generated Field
	string?	:string with allow_nil?: true	field :name, :string, allow_nil?: true
	int?	:integer with allow_nil?: true	field :age, :integer, allow_nil?: true

Array Types
	BAML Type	Ash Type	Generated Field
	string[]	{:array, :string}	field :tags, {:array, :string}
	User[]	{:array, MyApp.BamlClient.Types.User}	field :users, {:array, MyApp.BamlClient.Types.User}

Class Types
BAML:
class User {
  name string
  email string?
  age int
}
Generated Ash Type:
defmodule MyApp.BamlClient.Types.User do
  use Ash.TypedStruct

  typed_struct do
    field :name, :string
    field :email, :string, allow_nil?: true
    field :age, :integer
  end
end
Nested Classes
BAML:
class Address {
  street string
  city string
  zip string
}

class User {
  name string
  address Address
}
Generated:
defmodule MyApp.BamlClient.Types.Address do
  use Ash.TypedStruct

  typed_struct do
    field :street, :string
    field :city, :string
    field :zip, :string
  end
end

defmodule MyApp.BamlClient.Types.User do
  use Ash.TypedStruct

  typed_struct do
    field :name, :string
    field :address, MyApp.BamlClient.Types.Address
  end
end
Enum Types
BAML:
enum Status {
  Active
  Inactive
  Suspended
}
Generated:
defmodule MyApp.BamlClient.Types.Status do
  use Ash.Type.Enum,
    values: [:active, :inactive, :suspended]
end
Conversion:
	BAML enum values (PascalCase) → Ash atoms (snake_case)
	Active → :active
	InProgress → :in_progress

Maps and Dictionaries
BAML map types are generated as :map:
BAML:
class Config {
  settings map<string, string>
}
Generated:
typed_struct do
  field :settings, :map
end
Note: Ash's :map type accepts any key-value pairs. For stronger typing, consider using embedded resources.
Generated File Structure
For a BAML client MyApp.BamlClient, types are generated in:
lib/
└── my_app/
    └── baml_client/
        └── types/
            ├── status.ex           # Enums
            ├── user.ex             # Classes
            ├── address.ex          # Nested classes
            └── task_list.ex        # Complex classes
Each file contains a single module:
# lib/my_app/baml_client/types/user.ex
defmodule MyApp.BamlClient.Types.User do
  @moduledoc """
  Generated from BAML class: User

  ## Fields

  - `:name` - User's full name
  - `:email` - Optional email address
  - `:age` - User's age in years
  """

  use Ash.TypedStruct

  typed_struct do
    field :name, :string
    field :email, :string, allow_nil?: true
    field :age, :integer
  end
end
Using Generated Types
In BAML Actions
Generated types are automatically used as return types for BAML actions:
defmodule MyApp.Extractor do
  use Ash.Resource,
    extensions: [AshBaml.Resource]

  baml do
    client :default
    import_functions [:ExtractUser]  # Returns MyApp.BamlClient.Types.User
  end
end
In Custom Actions
Use generated types in custom action signatures:
actions do
  action :process_user, :map do
    argument :user, MyApp.BamlClient.Types.User, allow_nil?: false

    run fn input, _ctx ->
      user = input.arguments.user
      # user.name, user.email, user.age are all type-safe
      {:ok, %{processed: true, user_name: user.name}}
    end
  end
end
Pattern Matching
Generated structs support pattern matching:
case extract_user(text) do
  {:ok, %MyApp.BamlClient.Types.User{email: nil}} ->
    {:error, "Email required"}

  {:ok, %MyApp.BamlClient.Types.User{age: age}} when age < 18 ->
    {:error, "Must be 18+"}

  {:ok, user} ->
    {:ok, user}
end
Type Generator Implementation
The type generator:
	Parses BAML schema using AshBaml.BamlParser
	Extracts definitions for classes and enums
	Generates Elixir AST for each type
	Writes files to output directory

Key components:
BamlParser
Reads and parses BAML files:
{:ok, schema} = AshBaml.BamlParser.parse_schema("baml_src")

schema
|> Enum.filter(fn
  {:class, _name, _fields} -> true
  {:enum, _name, _values} -> true
  _ -> false
end)
TypeGenerator
Generates Ash type modules:
AshBaml.TypeGenerator.generate_types(
  client_module: MyApp.BamlClient,
  output_dir: "lib/my_app/baml_client/types"
)
CodeWriter
Formats and writes Elixir code:
AshBaml.CodeWriter.write_module(
  module_name: MyApp.BamlClient.Types.User,
  code: generated_ast,
  file_path: "lib/my_app/baml_client/types/user.ex"
)
Customizing Generated Types
Adding Validations
You can extend generated types with custom validations:
# Generated type
defmodule MyApp.BamlClient.Types.User do
  use Ash.TypedStruct

  typed_struct do
    field :name, :string
    field :email, :string, allow_nil?: true
    field :age, :integer
  end

  # Add custom validation
  def validate(user) do
    cond do
      String.length(user.name) < 2 ->
        {:error, "Name too short"}

      user.age < 0 ->
        {:error, "Invalid age"}

      user.email && !String.contains?(user.email, "@") ->
        {:error, "Invalid email"}

      true ->
        :ok
    end
  end
end
Adding Helper Functions
Extend generated types with domain logic:
defmodule MyApp.BamlClient.Types.User do
  use Ash.TypedStruct

  typed_struct do
    field :name, :string
    field :email, :string, allow_nil?: true
    field :age, :integer
  end

  def adult?(%__MODULE__{age: age}), do: age >= 18

  def initials(%__MODULE__{name: name}) do
    name
    |> String.split()
    |> Enum.map(&String.first/1)
    |> Enum.join()
  end
end
Usage:
{:ok, user} = MyApp.Extractor
  |> Ash.ActionInput.for_action(:extract_user, %{text: "..."})
  |> Ash.run_action()

if MyApp.BamlClient.Types.User.adult?(user) do
  # Process adult user
end
Using Embedded Resources
For more complex validation and lifecycle hooks, use Ash embedded resources:
# Replace generated TypedStruct with embedded resource
defmodule MyApp.BamlClient.Types.User do
  use Ash.Resource,
    data_layer: :embedded

  attributes do
    attribute :name, :string, allow_nil?: false
    attribute :email, :string

    attribute :age, :integer do
      constraints min: 0, max: 150
    end
  end

  validations do
    validate present(:name)
    validate string_length(:name, min: 2)

    validate fn changeset, _ctx ->
      if email = Ash.Changeset.get_attribute(changeset, :email) do
        if String.contains?(email, "@") do
          :ok
        else
          {:error, field: :email, message: "Invalid email format"}
        end
      else
        :ok
      end
    end
  end

  calculations do
    calculate :adult?, :boolean, expr(age >= 18)

    calculate :initials, :string do
      calculation fn records, _ctx ->
        Enum.map(records, fn record ->
          record.name
          |> String.split()
          |> Enum.map(&String.first/1)
          |> Enum.join()
        end)
      end
    end
  end
end
Edge Cases and Limitations
Union Types
BAML union types require manual mapping to Ash :union type:
BAML:
function SelectTool(msg: string) -> WeatherTool | CalculatorTool | SearchTool {
  // ...
}
Ash Resource:
action :select_tool, :union do
  argument :msg, :string

  constraints [
    types: [
      weather_tool: [
        type: :struct,
        constraints: [instance_of: MyApp.BamlClient.Types.WeatherTool]
      ],
      calculator_tool: [
        type: :struct,
        constraints: [instance_of: MyApp.BamlClient.Types.CalculatorTool]
      ],
      search_tool: [
        type: :struct,
        constraints: [instance_of: MyApp.BamlClient.Types.SearchTool]
      ]
    ]
  ]

  run call_baml(:SelectTool)
end
See Tool Calling Tutorial for details.
Recursive Types
BAML recursive types are supported but may need manual adjustment:
BAML:
class TreeNode {
  value string
  children TreeNode[]?
}
Generated (may need @opaque):
defmodule MyApp.BamlClient.Types.TreeNode do
  use Ash.TypedStruct

  @type t :: %__MODULE__{
    value: String.t(),
    children: [t()] | nil
  }

  typed_struct do
    field :value, :string
    field :children, {:array, __MODULE__}, allow_nil?: true
  end
end
Large Schemas
For projects with many BAML classes:
	Selective Generation: Generate only types you need
	Module Organization: Use subdirectories for namespacing
	Incremental Updates: Regenerate when BAML schema changes

Type Safety in Action
The type generator enables end-to-end type safety:
BAML Schema:
class Task {
  title string
  priority Priority  // Enum
  assignee User?     // Optional nested class
}

function ExtractTask(text: string) -> Task { ... }
Generated Types:
	MyApp.BamlClient.Types.Priority (enum)
	MyApp.BamlClient.Types.User (struct)
	MyApp.BamlClient.Types.Task (struct)

Usage (fully typed):
{:ok, task} = MyApp.Extractor
  |> Ash.ActionInput.for_action(:extract_task, %{text: "..."})
  |> Ash.run_action()

# All fields are type-checked
task.title               # String.t()
task.priority            # :low | :medium | :high | :urgent
task.assignee            # MyApp.BamlClient.Types.User.t() | nil
task.assignee.name       # Compile error if assignee is nil!

# Pattern matching is safe
case task do
  %MyApp.BamlClient.Types.Task{priority: :urgent, assignee: nil} ->
    {:error, "Urgent tasks need assignee"}

  %MyApp.BamlClient.Types.Task{assignee: %{email: email}} when not is_nil(email) ->
    notify_assignee(email)

  _ ->
    :ok
end
Regenerating Types
After updating BAML schemas, regenerate types:
# 1. Update BAML schema
vim baml_src/functions.baml

# 2. Regenerate Ash types
mix ash_baml.gen.types MyApp.BamlClient

# 3. Verify compilation
mix compile

Tip: Add to your CI/CD pipeline:
# .github/workflows/ci.yml
- name: Check generated types are up to date
  run: |
    mix ash_baml.gen.types MyApp.BamlClient
    git diff --exit-code lib/my_app/baml_client/types/
Next Steps
	Tutorial: Structured Output - See type generation in action
	Topic: Actions - Use generated types in actions
	How-to: Call BAML Function - Working with typed BAML functions

Reference
	Module: AshBaml.TypeGenerator - Type generation API
	Module: AshBaml.BamlParser - BAML schema parsing
	Module: AshBaml.CodeWriter - Code generation utilities
	Task: mix ash_baml.gen.types - CLI task documentation



  

    Actions

Understanding how ash_baml integrates with Ash's action system for BAML function calls.
Overview
ash_baml leverages Ash's powerful action system to provide a consistent interface for LLM interactions. Every BAML function call happens through an Ash action, giving you:
	Consistent Interface: Use Ash.ActionInput and Ash.run_action/1 for all LLM calls
	Authorization: Ash policies work on BAML actions
	Validation: Argument validation using Ash types
	Telemetry: Automatic instrumentation of all actions
	Composability: Mix BAML actions with regular Ash actions

Action Types
Auto-Generated Actions
When you use import_functions, ash_baml automatically generates two actions per BAML function:
defmodule MyApp.Assistant do
  use Ash.Resource,
    extensions: [AshBaml.Resource]

  baml do
    client :default
    import_functions [:SayHello]
  end

  # Auto-generates:
  # - :say_hello (returns Reply)
  # - :say_hello_stream (returns Stream)
end
Regular Action
Returns the complete result:
{:ok, result} = MyApp.Assistant
  |> Ash.ActionInput.for_action(:say_hello, %{name: "Alice"})
  |> Ash.run_action()

result
# => %MyApp.BamlClient.Types.Reply{content: "Hello Alice!", confidence: 0.95}
Implementation: Uses AshBaml.Actions.CallBamlFunction
Streaming Action
Returns a stream for incremental results:
{:ok, stream} = MyApp.Assistant
  |> Ash.ActionInput.for_action(:say_hello_stream, %{name: "Bob"})
  |> Ash.run_action()

stream |> Stream.each(&IO.inspect/1) |> Stream.run()
# Outputs partial results as they arrive
Implementation: Uses AshBaml.Actions.CallBamlStream
Return Types
Auto-generated actions infer return types from BAML:
	BAML Return Type	Ash Action Type	Returns
	class User	Matches generated type	MyApp.BamlClient.Types.User.t()
	string	:string	String.t()
	int	:integer	integer()
	float	:float	float()
	bool	:boolean	boolean()
	Tool1 | Tool2	:union	Ash.Union.t()

For complex return types, manually specify the action type:
# BAML: function GetData() -> DataClass { ... }
actions do
  action :get_data, MyApp.BamlClient.Types.DataClass do
    run call_baml(:GetData)
  end

  action :get_data_stream, AshBaml.Type.Stream do
    run call_baml_stream(:GetData)
  end
end
Manual Action Definition
For more control, define actions manually:
Basic Manual Action
actions do
  action :custom_hello, :string do
    argument :name, :string, allow_nil?: false
    argument :language, :string, default: "en"

    run call_baml(:SayHello)
  end
end
When to use:
	Add custom arguments
	Set argument defaults
	Change action name
	Add argument constraints

With Validation
Add validation before calling BAML:
actions do
  action :extract_email, MyApp.BamlClient.Types.Email do
    argument :text, :string, allow_nil?: false

    validate fn input, _ctx ->
      if String.length(input.arguments.text) < 10 do
        {:error, "Text too short for extraction"}
      else
        :ok
      end
    end

    run call_baml(:ExtractEmail)
  end
end
With Authorization
Apply Ash policies to BAML actions:
defmodule MyApp.Assistant do
  use Ash.Resource,
    extensions: [AshBaml.Resource]

  policies do
    policy action(:extract_sensitive_data) do
      authorize_if actor_attribute_equals(:role, :admin)
    end

    policy action_type(:action) do
      authorize_if always()
    end
  end

  actions do
    action :extract_sensitive_data, :map do
      argument :text, :string

      run call_baml(:ExtractSensitiveData)
    end
  end
end
Usage:
# Only admins can call this
{:ok, result} = MyApp.Assistant
  |> Ash.ActionInput.for_action(:extract_sensitive_data, %{text: "..."})
  |> Ash.run_action(actor: current_user)
Custom Action Implementation
For complex logic, implement Ash.Resource.Actions.Implementation:
Pattern: Pre-processing + BAML
defmodule MyApp.PreprocessAndExtract do
  use Ash.Resource.Actions.Implementation

  @impl true
  def run(input, _opts, _context) do
    # Pre-process
    cleaned_text = input.arguments.text
      |> String.trim()
      |> String.downcase()

    # Call BAML
    MyApp.Extractor
    |> Ash.ActionInput.for_action(:extract_data, %{text: cleaned_text})
    |> Ash.run_action()
  end
end

# In resource
actions do
  action :preprocess_and_extract, MyApp.BamlClient.Types.Data do
    argument :text, :string

    run MyApp.PreprocessAndExtract
  end
end
Pattern: BAML + Post-processing
defmodule MyApp.ExtractAndSave do
  use Ash.Resource.Actions.Implementation

  @impl true
  def run(input, _opts, _context) do
    # Call BAML
    with {:ok, extracted} <- extract_baml(input),
         {:ok, saved} <- save_to_db(extracted) do
      {:ok, saved}
    end
  end

  defp extract_baml(input) do
    MyApp.Extractor
    |> Ash.ActionInput.for_action(:extract_user, %{text: input.arguments.text})
    |> Ash.run_action()
  end

  defp save_to_db(user_data) do
    MyApp.User
    |> Ash.Changeset.for_create(:create, user_data)
    |> Ash.create()
  end
end
Pattern: Multi-Step BAML Calls
defmodule MyApp.AnalyzeAndSummarize do
  use Ash.Resource.Actions.Implementation

  @impl true
  def run(input, _opts, _context) do
    text = input.arguments.text

    # Step 1: Analyze sentiment
    {:ok, sentiment} = MyApp.Analyzer
      |> Ash.ActionInput.for_action(:analyze_sentiment, %{text: text})
      |> Ash.run_action()

    # Step 2: Extract entities
    {:ok, entities} = MyApp.Extractor
      |> Ash.ActionInput.for_action(:extract_entities, %{text: text})
      |> Ash.run_action()

    # Step 3: Generate summary with context
    {:ok, summary} = MyApp.Summarizer
      |> Ash.ActionInput.for_action(:summarize, %{
        text: text,
        sentiment: sentiment,
        entities: entities
      })
      |> Ash.run_action()

    {:ok, %{
      sentiment: sentiment,
      entities: entities,
      summary: summary
    }}
  end
end
Pattern: Conditional BAML
Choose which BAML function to call based on input:
defmodule MyApp.SmartExtractor do
  use Ash.Resource.Actions.Implementation

  @impl true
  def run(input, _opts, _context) do
    text = input.arguments.text

    # Detect language first
    {:ok, language} = MyApp.Detector
      |> Ash.ActionInput.for_action(:detect_language, %{text: text})
      |> Ash.run_action()

    # Choose appropriate extraction function
    action = case language do
      "en" -> :extract_english
      "es" -> :extract_spanish
      "fr" -> :extract_french
      _ -> :extract_generic
    end

    MyApp.Extractor
    |> Ash.ActionInput.for_action(action, %{text: text})
    |> Ash.run_action()
  end
end
Action Arguments
Mapping BAML Parameters
BAML function parameters become action arguments:
BAML:
function Translate(text: string, target_language: string) -> string {
  // ...
}
Auto-generated action:
action :translate, :string do
  argument :text, :string, allow_nil?: false
  argument :target_language, :string, allow_nil?: false

  run call_baml(:Translate)
end
Adding Extra Arguments
Include arguments not in BAML function:
actions do
  action :translate_with_options, :string do
    # BAML arguments
    argument :text, :string, allow_nil?: false
    argument :target_language, :string, allow_nil?: false

    # Extra arguments for your logic
    argument :save_to_history, :boolean, default: false
    argument :user_id, :uuid

    run fn input, _ctx ->
      # Call BAML
      {:ok, translation} = call_baml_function(
        :Translate,
        %{
          text: input.arguments.text,
          target_language: input.arguments.target_language
        }
      )

      # Use extra arguments
      if input.arguments.save_to_history do
        save_translation_history(
          input.arguments.user_id,
          translation
        )
      end

      {:ok, translation}
    end
  end
end
Argument Constraints
Use Ash's constraint system:
actions do
  action :generate_text, :string do
    argument :prompt, :string do
      allow_nil? false
      constraints min_length: 10, max_length: 5000
    end

    argument :max_tokens, :integer do
      default 100
      constraints min: 1, max: 4096
    end

    argument :temperature, :float do
      default 0.7
      constraints min: 0.0, max: 2.0
    end

    run call_baml(:GenerateText)
  end
end
Composing Actions
Chaining BAML Actions
Call multiple actions in sequence:
def process_document(doc_text) do
  with {:ok, extracted} <- extract_data(doc_text),
       {:ok, validated} <- validate_data(extracted),
       {:ok, enriched} <- enrich_data(validated),
       {:ok, summarized} <- summarize_data(enriched) do
    {:ok, summarized}
  end
end

defp extract_data(text) do
  MyApp.Extractor
  |> Ash.ActionInput.for_action(:extract_from_document, %{text: text})
  |> Ash.run_action()
end

defp validate_data(data) do
  MyApp.Validator
  |> Ash.ActionInput.for_action(:validate_extraction, %{data: data})
  |> Ash.run_action()
end
Parallel BAML Actions
Run multiple BAML calls concurrently:
def analyze_all(text) do
  tasks = [
    Task.async(fn -> analyze_sentiment(text) end),
    Task.async(fn -> extract_entities(text) end),
    Task.async(fn -> detect_language(text) end)
  ]

  results = Task.await_many(tasks)

  {:ok, %{
    sentiment: Enum.at(results, 0),
    entities: Enum.at(results, 1),
    language: Enum.at(results, 2)
  }}
end
Mixing BAML with Database Actions
Combine LLM calls with Ash CRUD:
defmodule MyApp.ContentPipeline do
  def process_and_save(content) do
    Ash.DataLayer.transaction(fn ->
      # 1. Create draft
      {:ok, draft} = MyApp.Post
        |> Ash.Changeset.for_create(:create, %{content: content, status: :draft})
        |> Ash.create()

      # 2. Generate tags with BAML
      {:ok, tags} = MyApp.Tagger
        |> Ash.ActionInput.for_action(:generate_tags, %{text: content})
        |> Ash.run_action()

      # 3. Update with tags
      {:ok, updated} = draft
        |> Ash.Changeset.for_update(:update, %{tags: tags})
        |> Ash.update()

      # 4. Moderate content with BAML
      {:ok, moderation} = MyApp.Moderator
        |> Ash.ActionInput.for_action(:moderate, %{content: content})
        |> Ash.run_action()

      # 5. Update status based on moderation
      final_status = if moderation.safe?, do: :published, else: :flagged

      updated
      |> Ash.Changeset.for_update(:update, %{status: final_status})
      |> Ash.update()
    end)
  end
end
Testing Actions
Mocking BAML Calls
Mock BAML functions for testing:
# test/support/mocks.ex
Mox.defmock(MyApp.BamlClientMock, for: MyApp.BamlClientBehaviour)

# test/my_app/assistant_test.exs
defmodule MyApp.AssistantTest do
  use ExUnit.Case, async: true

  import Mox

  setup :verify_on_exit!

  test "extract_user returns structured data" do
    expect(MyApp.BamlClientMock, :extract_user, fn %{text: text} ->
      {:ok, %MyApp.BamlClient.Types.User{
        name: "Test User",
        email: "test@example.com"
      }}
    end)

    {:ok, user} = MyApp.Assistant
      |> Ash.ActionInput.for_action(:extract_user, %{text: "..."})
      |> Ash.run_action()

    assert user.name == "Test User"
  end
end
Testing Custom Actions
Test custom action implementations:
defmodule MyApp.CustomActionTest do
  use ExUnit.Case

  test "preprocess_and_extract cleans text" do
    # Mock BAML client to verify it receives cleaned text
    expect(MyApp.BamlClientMock, :extract_data, fn %{text: text} ->
      assert text == "cleaned text"  # Verify pre-processing
      {:ok, %{data: "result"}}
    end)

    MyApp.Processor
    |> Ash.ActionInput.for_action(:preprocess_and_extract, %{
      text: "  CLEANED TEXT  "  # Uppercase with whitespace
    })
    |> Ash.run_action()
  end
end
Performance Considerations
Caching Results
Cache expensive BAML calls:
defmodule MyApp.CachedExtractor do
  use Ash.Resource.Actions.Implementation

  @impl true
  def run(input, _opts, _context) do
    text = input.arguments.text
    cache_key = :crypto.hash(:sha256, text) |> Base.encode16()

    case Cachex.get(:baml_cache, cache_key) do
      {:ok, nil} ->
        # Cache miss, call BAML
        {:ok, result} = MyApp.Extractor
          |> Ash.ActionInput.for_action(:extract, %{text: text})
          |> Ash.run_action()

        # Store in cache
        Cachex.put(:baml_cache, cache_key, result, ttl: :timer.hours(1))

        {:ok, result}

      {:ok, cached_result} ->
        # Cache hit
        {:ok, cached_result}
    end
  end
end
Batching Requests
Batch multiple requests together:
defmodule MyApp.BatchProcessor do
  def process_batch(texts) do
    # Call BAML once with concatenated text
    combined_text = Enum.join(texts, "\n---\n")

    {:ok, results} = MyApp.Extractor
      |> Ash.ActionInput.for_action(:extract_batch, %{text: combined_text})
      |> Ash.run_action()

    # Split results back
    split_results(results, length(texts))
  end
end
Next Steps
	Tutorial: Building an Agent - Advanced custom actions
	Topic: Patterns - Action patterns for common use cases
	How-to: Call BAML Function - All the ways to call BAML
	How-to: Customize Actions - Deep customization

Reference
	Module: AshBaml.Actions.CallBamlFunction - Regular action implementation
	Module: AshBaml.Actions.CallBamlStream - Streaming action implementation
	Module: Ash.Resource.Actions.Implementation - Custom action behavior
	Guide: Ash Actions - Complete Ash action reference



  

    Telemetry

Complete guide to monitoring, observability, and telemetry in ash_baml applications.
Overview
ash_baml emits telemetry events for all BAML function calls, giving you insight into:
	Performance: Duration, latency, throughput
	Costs: Token usage and API costs
	Errors: Failures, timeouts, rate limits
	Usage: Which functions are called, how often

All events follow Telemetry conventions and integrate with popular observability tools.
Telemetry Events
Function Call Events
Every BAML function call emits three events:
[:ash_baml, :call, :start]
Emitted when a BAML function call starts.
Measurements:
%{
  system_time: integer()  # Monotonic time when call started
}
Metadata:
%{
  resource: module(),                    # Ash resource (e.g., MyApp.Assistant)
  action: atom(),                        # Action name (e.g., :say_hello)
  function_name: String.t(),             # BAML function (e.g., "SayHello")
  collector_name: String.t()             # Collector reference identifier
  # Optional fields (configured via `metadata` DSL option):
  # llm_client: any()                    # LLM client used (opt-in)
  # stream: boolean()                    # true if streaming call (opt-in)
}
[:ash_baml, :call, :stop]
Emitted when a BAML function call completes successfully.
Measurements:
%{
  duration: integer(),                   # Duration in native time units
  total_tokens: integer() | nil,         # Total tokens (input + output)
  input_tokens: integer() | nil,         # Tokens in input/prompt
  output_tokens: integer() | nil         # Tokens in output/completion
}
Metadata:
%{
  resource: module(),
  action: atom(),
  function_name: String.t(),
  collector_name: String.t(),
  # New observability fields (v1.x):
  provider: String.t() | nil,            # LLM provider (e.g., "openai", "anthropic")
  client_name: String.t() | nil,         # BAML client identifier
  num_attempts: integer() | nil,         # Total attempts (includes retries)
  request_id: String.t() | nil,          # Unique request identifier
  timing: map() | nil,                   # Performance metrics map
  # Optional fields (configured via `metadata` DSL option):
  # llm_client: any()                    # LLM client used (opt-in)
  # stream: boolean()                    # true if streaming call (opt-in)
}
New Observability Metadata
The :stop events include comprehensive observability data extracted from BAML's function logs:
provider (String.t() | nil)
	LLM provider name (e.g., "openai", "anthropic", "google-ai")
	Useful for tracking costs and performance across different providers
	nil if provider information is unavailable

client_name (String.t() | nil)
	BAML client identifier from your BAML configuration
	Enables tracking which client configuration was used
	Useful for A/B testing different client settings

num_attempts (integer() | nil)
	Total number of LLM call attempts, including retries
	Helps track retry behavior and reliability
	A value > 1 indicates retries occurred

request_id (String.t() | nil)
	Unique identifier for the request
	Useful for correlating logs and tracing requests
	Generated by the LLM provider

timing (map() | nil)
	Performance metrics map with keys:	duration_ms - Total duration in milliseconds
	start_time_utc_ms - Start time in UTC milliseconds since epoch
	time_to_first_token_ms - Time to first token (for streaming)


	Only includes non-nil values
	nil if timing information is unavailable

Example handler using new metadata:
def handle_event([:ash_baml, :call, :stop], measurements, metadata, _config) do
  Logger.info("BAML call completed", [
    function: metadata.function_name,
    provider: metadata.provider,
    client: metadata.client_name,
    attempts: metadata.num_attempts,
    request_id: metadata.request_id,
    timing: metadata.timing,
    tokens: measurements.total_tokens
  ])
end
[:ash_baml, :call, :exception]
Emitted when a BAML function call fails.
Measurements:
%{
  duration: integer()  # Duration until failure
}
Metadata:
%{
  resource: module(),
  action: atom(),
  function_name: String.t(),
  collector_name: String.t(),
  kind: :error | :exit | :throw,
  reason: any(),                         # Error reason
  stacktrace: list()
  # Optional fields (configured via `metadata` DSL option):
  # llm_client: any()                    # LLM client used (opt-in)
  # stream: boolean()                    # true if streaming call (opt-in)
}
Response Usage Tracking
In addition to telemetry events, BAML function calls return an AshBaml.Response struct that includes usage metadata alongside the result data. This enables programmatic access to token usage without attaching telemetry handlers.
Response Structure
Every successful BAML function call returns:
{:ok, %AshBaml.Response{
  data: term(),           # Your BAML function result
  usage: %{               # Token usage metadata
    input_tokens: 10,
    output_tokens: 5,
    total_tokens: 15
  },
  collector: reference()  # Internal collector reference
}}
Accessing Usage Data
Extract usage information from responses:
{:ok, response} = MyApp.Assistant
  |> Ash.ActionInput.for_action(:say_hello, %{name: "Alice"})
  |> Ash.run_action()

# Access the result data
result = response.data
# or
result = AshBaml.Response.unwrap(response)

# Access token usage
usage = response.usage
# => %{input_tokens: 10, output_tokens: 5, total_tokens: 15}

# Or use the helper
usage = AshBaml.Response.usage(response)
Integration with Application Logic
The Response wrapper enables programmatic integration with your application logic:
defmodule MyApp.LLMService do
  def call_with_budget(action_input, max_tokens) do
    {:ok, response} = action_input |> Ash.run_action()

    # Check token usage against budget
    if response.usage.total_tokens > max_tokens do
      {:error, :budget_exceeded, response.usage}
    else
      {:ok, response.data, response.usage}
    end
  end

  def track_cost(response) do
    # Calculate cost based on usage
    cost = calculate_cost(response.usage)
    MyApp.CostTracker.record(cost)
    response
  end
end
This enables cost tracking, rate limiting, and usage analytics at the application level without relying solely on telemetry events.
Usage vs Telemetry
Response usage is best for:
	Immediate cost calculations in-request
	Conditional logic based on token usage
	Returning usage info to API clients
	Single-call usage inspection

Telemetry events are best for:
	Aggregated metrics across many calls
	Long-term monitoring and alerting
	Integration with APM tools (Datadog, Honeycomb, etc.)
	Tracking failures and exceptions

Use both together for comprehensive observability:
def expensive_operation(input) do
  # Make BAML call
  {:ok, response} = MyApp.Assistant
    |> Ash.ActionInput.for_action(:analyze, input)
    |> Ash.run_action()

  # Check usage immediately
  if response.usage.total_tokens > 10_000 do
    Logger.warning("High token usage: #{response.usage.total_tokens} tokens")
  end

  # Return both result and usage
  {:ok, response.data, response.usage}
end
Metadata Configuration
By default, telemetry events include only safe metadata fields:
	resource - The Ash resource module
	action - The action name
	function_name - The BAML function name
	collector_name - The collector reference identifier

Optional metadata fields can be enabled per-resource using the metadata DSL option:
defmodule MyApp.Assistant do
  use Ash.Resource, extensions: [AshBaml.Resource]

  baml do
    client :default
    import_functions [:SayHello]

    telemetry do
      enabled true
      # Enable optional metadata fields
      metadata [:llm_client, :stream]
    end
  end
end
Available optional fields:
	:llm_client - The LLM client used for the call
	:stream - Whether this was a streaming call (boolean)

These fields are opt-in for privacy and performance reasons. Only include metadata you need for your observability use case.
Attaching Handlers
Basic Handler
Log all BAML calls:
# application.ex
defmodule MyApp.Application do
  use Application

  def start(_type, _args) do
    # Attach telemetry handler
    :telemetry.attach_many(
      "baml-logger",
      [
        [:ash_baml, :call, :start],
        [:ash_baml, :call, :stop],
        [:ash_baml, :call, :exception]
      ],
      &MyApp.TelemetryHandler.handle_event/4,
      nil
    )

    # Start your app...
  end
end

# lib/my_app/telemetry_handler.ex
defmodule MyApp.TelemetryHandler do
  require Logger

  def handle_event([:ash_baml, :call, :start], measurements, metadata, _config) do
    Logger.info("BAML call started: #{metadata.function_name}")
  end

  def handle_event([:ash_baml, :call, :stop], measurements, metadata, _config) do
    duration_ms = System.convert_time_unit(measurements.duration, :native, :millisecond)

    Logger.info("BAML call completed", [
      function: metadata.function_name,
      duration_ms: duration_ms,
      tokens: measurements.total_tokens
    ])
  end

  def handle_event([:ash_baml, :call, :exception], measurements, metadata, _config) do
    duration_ms = System.convert_time_unit(measurements.duration, :native, :millisecond)

    Logger.error("BAML call failed", [
      function: metadata.function_name,
      duration_ms: duration_ms,
      error: inspect(metadata.reason)
    ])
  end
end
Metrics Handler
Track metrics with Telemetry.Metrics:
# lib/my_app/telemetry.ex
defmodule MyApp.Telemetry do
  use Supervisor
  import Telemetry.Metrics

  def start_link(arg) do
    Supervisor.start_link(__MODULE__, arg, name: __MODULE__)
  end

  def init(_arg) do
    children = [
      {:telemetry_poller, measurements: periodic_measurements(), period: 10_000},
      {TelemetryMetricsPrometheus, metrics: metrics()}
    ]

    Supervisor.init(children, strategy: :one_for_one)
  end

  def metrics do
    [
      # Function call duration
      distribution(
        "ash_baml.call.duration",
        event_name: [:ash_baml, :call, :stop],
        measurement: :duration,
        unit: {:native, :millisecond},
        tags: [:function_name, :model, :resource],
        tag_values: &tag_values/1
      ),

      # Token usage
      sum(
        "ash_baml.call.tokens.total",
        event_name: [:ash_baml, :call, :stop],
        measurement: :total_tokens,
        tags: [:function_name, :model]
      ),

      # Call count
      counter(
        "ash_baml.call.count",
        event_name: [:ash_baml, :call, :stop],
        tags: [:function_name, :model, :resource]
      ),

      # Error count
      counter(
        "ash_baml.call.errors",
        event_name: [:ash_baml, :call, :exception],
        tags: [:function_name, :kind]
      )
    ]
  end

  defp tag_values(metadata) do
    Map.take(metadata, [:function_name, :model, :resource])
  end

  defp periodic_measurements do
    []
  end
end
Add to your application supervision tree:
# application.ex
children = [
  MyApp.Telemetry,
  # ... other children
]
Cost Tracking
Track LLM API costs using the new observability metadata:
defmodule MyApp.CostTracker do
  use GenServer
  require Logger

  # Cost per 1K tokens by provider and model (example prices)
  @costs %{
    "openai" => %{
      "gpt-5" => %{prompt: 0.003, completion: 0.012},
      "gpt-5-mini" => %{prompt: 0.0002, completion: 0.0008}
    },
    "anthropic" => %{
      "claude-3-5-sonnet" => %{prompt: 0.003, completion: 0.015},
      "claude-3-5-haiku" => %{prompt: 0.0008, completion: 0.004}
    }
  }

  def start_link(_) do
    GenServer.start_link(__MODULE__, %{}, name: __MODULE__)
  end

  def init(_) do
    :telemetry.attach(
      "cost-tracker",
      [:ash_baml, :call, :stop],
      &__MODULE__.handle_event/4,
      nil
    )

    {:ok, %{total_cost: 0.0, calls: 0, by_provider: %{}, by_client: %{}}}
  end

  def handle_event([:ash_baml, :call, :stop], measurements, metadata, _) do
    cost = calculate_cost(
      metadata.provider,
      metadata.model_name,
      measurements.input_tokens,
      measurements.output_tokens
    )

    GenServer.cast(__MODULE__, {
      :track_cost,
      cost,
      metadata.provider,
      metadata.client_name,
      metadata.num_attempts
    })
  end

  def handle_cast({:track_cost, cost, provider, client_name, attempts}, state) do
    # Track retries
    if attempts && attempts > 1 do
      Logger.info("LLM call required #{attempts} attempts (retries occurred)")
    end

    new_state = %{
      total_cost: state.total_cost + cost,
      calls: state.calls + 1,
      by_provider: update_provider_stats(state.by_provider, provider, cost),
      by_client: update_client_stats(state.by_client, client_name, cost)
    }

    Logger.info("Current LLM costs: $#{Float.round(new_state.total_cost, 2)} over #{new_state.calls} calls")

    {:noreply, new_state}
  end

  defp calculate_cost(provider, model, input_tokens, output_tokens) do
    with provider_costs when not is_nil(provider_costs) <- @costs[provider],
         model_costs when not is_nil(model_costs) <- provider_costs[model] do
      prompt_cost = (input_tokens || 0) / 1000 * model_costs.prompt
      completion_cost = (output_tokens || 0) / 1000 * model_costs.completion
      prompt_cost + completion_cost
    else
      _ -> 0.0
    end
  end

  defp update_provider_stats(stats, nil, _cost), do: stats

  defp update_provider_stats(stats, provider, cost) do
    Map.update(stats, provider, cost, &(&1 + cost))
  end

  defp update_client_stats(stats, nil, _cost), do: stats

  defp update_client_stats(stats, client, cost) do
    Map.update(stats, client, cost, &(&1 + cost))
  end

  # Public API
  def get_stats do
    GenServer.call(__MODULE__, :get_stats)
  end

  def handle_call(:get_stats, _from, state) do
    {:reply, state, state}
  end
end
Performance Monitoring
Tracking Slow Calls
Alert on slow BAML calls:
defmodule MyApp.SlowCallTracker do
  require Logger

  @slow_threshold_ms 2000

  def attach do
    :telemetry.attach(
      "slow-call-tracker",
      [:ash_baml, :call, :stop],
      &__MODULE__.handle_event/4,
      nil
    )
  end

  def handle_event([:ash_baml, :call, :stop], measurements, metadata, _) do
    duration_ms = System.convert_time_unit(measurements.duration, :native, :millisecond)

    if duration_ms > @slow_threshold_ms do
      Logger.warning("Slow BAML call detected", [
        function: metadata.function_name,
        duration_ms: duration_ms,
        threshold_ms: @slow_threshold_ms,
        resource: metadata.resource,
        action: metadata.action
      ])
    end
  end
end
Percentile Tracking
Track p50, p95, p99 latencies:
defmodule MyApp.LatencyTracker do
  use GenServer

  def start_link(_) do
    GenServer.start_link(__MODULE__, %{}, name: __MODULE__)
  end

  def init(_) do
    :telemetry.attach(
      "latency-tracker",
      [:ash_baml, :call, :stop],
      &__MODULE__.handle_event/4,
      nil
    )

    # Store last 1000 durations per function
    {:ok, %{}}
  end

  def handle_event([:ash_baml, :call, :stop], measurements, metadata, _) do
    duration_ms = System.convert_time_unit(measurements.duration, :native, :millisecond)
    GenServer.cast(__MODULE__, {:record, metadata.function_name, duration_ms})
  end

  def handle_cast({:record, function, duration}, state) do
    durations = Map.get(state, function, [])
    updated_durations = Enum.take([duration | durations], 1000)

    {:noreply, Map.put(state, function, updated_durations)}
  end

  # Calculate percentiles
  def get_percentiles(function) do
    GenServer.call(__MODULE__, {:percentiles, function})
  end

  def handle_call({:percentiles, function}, _from, state) do
    durations = Map.get(state, function, [])

    if Enum.empty?(durations) do
      {:reply, nil, state}
    else
      sorted = Enum.sort(durations)
      count = length(sorted)

      percentiles = %{
        p50: Enum.at(sorted, round(count * 0.50)),
        p95: Enum.at(sorted, round(count * 0.95)),
        p99: Enum.at(sorted, round(count * 0.99)),
        max: Enum.max(sorted),
        count: count
      }

      {:reply, percentiles, state}
    end
  end
end
Integration with Observability Tools
Phoenix LiveDashboard
Display BAML metrics in LiveDashboard:
# lib/my_app_web/router.ex
import Phoenix.LiveDashboard.Router

scope "/" do
  pipe_through :browser

  live_dashboard "/dashboard",
    metrics: MyApp.Telemetry,
    additional_pages: [
      baml_metrics: {MyAppWeb.BamlMetricsLive, []}
    ]
end
Datadog
Send metrics to Datadog:
defmodule MyApp.DatadogReporter do
  require Logger

  def attach do
    :telemetry.attach_many(
      "datadog-reporter",
      [
        [:ash_baml, :call, :stop],
        [:ash_baml, :call, :exception]
      ],
      &__MODULE__.handle_event/4,
      nil
    )
  end

  def handle_event([:ash_baml, :call, :stop], measurements, metadata, _) do
    duration_ms = System.convert_time_unit(measurements.duration, :native, :millisecond)

    # Build tags with new observability fields
    tags = [
      "function:#{metadata.function_name}",
      "resource:#{inspect(metadata.resource)}"
    ]

    tags = if metadata.provider, do: ["provider:#{metadata.provider}" | tags], else: tags
    tags = if metadata.client_name, do: ["client:#{metadata.client_name}" | tags], else: tags

    # Send to Datadog
    Statix.histogram("baml.call.duration", duration_ms, tags: tags)

    if tokens = measurements.total_tokens do
      Statix.histogram("baml.call.tokens", tokens, tags: tags)
    end

    # Track retries
    if metadata.num_attempts && metadata.num_attempts > 1 do
      Statix.increment("baml.call.retries", metadata.num_attempts - 1, tags: tags)
    end
  end

  def handle_event([:ash_baml, :call, :exception], _measurements, metadata, _) do
    Statix.increment("baml.call.errors", 1, [
      tags: [
        "function:#{metadata.function_name}",
        "kind:#{metadata.kind}"
      ]
    ])
  end
end
Honeycomb
Send traces to Honeycomb:
defmodule MyApp.HoneycombReporter do
  def attach do
    :telemetry.attach_many(
      "honeycomb-reporter",
      [
        [:ash_baml, :call, :start],
        [:ash_baml, :call, :stop],
        [:ash_baml, :call, :exception]
      ],
      &__MODULE__.handle_event/4,
      %{api_key: System.get_env("HONEYCOMB_API_KEY")}
    )
  end

  def handle_event([:ash_baml, :call, :start], _measurements, metadata, config) do
    span_id = generate_span_id()
    trace_id = Process.get(:honeycomb_trace_id, generate_trace_id())
    Process.put(:honeycomb_trace_id, trace_id)
    Process.put(:honeycomb_span_id, span_id)

    # Start span in Honeycomb with new observability fields
    span_data = %{
      name: "baml.#{metadata.function_name}",
      "baml.function": metadata.function_name,
      "baml.resource": inspect(metadata.resource),
      "baml.provider": metadata.provider,
      "baml.client": metadata.client_name,
      "baml.request_id": metadata.request_id
    }

    # Add optional metadata if configured
    span_data = if metadata[:stream], do: Map.put(span_data, "baml.stream", metadata.stream), else: span_data

    Honeycomb.start_span(trace_id, span_id, span_data, config.api_key)
  end

  def handle_event([:ash_baml, :call, :stop], measurements, metadata, config) do
    span_id = Process.get(:honeycomb_span_id)
    duration_ms = System.convert_time_unit(measurements.duration, :native, :millisecond)

    # Finish span with comprehensive metadata
    finish_data = %{
      "duration_ms": duration_ms,
      "baml.tokens.total": measurements.total_tokens,
      "baml.tokens.prompt": measurements.input_tokens,
      "baml.tokens.completion": measurements.output_tokens,
      "baml.model": metadata.model_name,
      "baml.attempts": metadata.num_attempts
    }

    # Add timing details if available
    finish_data = if metadata.timing do
      Map.merge(finish_data, %{
        "baml.timing.duration_ms": metadata.timing[:duration_ms],
        "baml.timing.start_time_utc_ms": metadata.timing[:start_time_utc_ms],
        "baml.timing.time_to_first_token_ms": metadata.timing[:time_to_first_token_ms]
      })
    else
      finish_data
    end

    Honeycomb.finish_span(span_id, finish_data, config.api_key)
  end

  defp generate_span_id, do: :crypto.strong_rand_bytes(8) |> Base.encode16(case: :lower)
  defp generate_trace_id, do: :crypto.strong_rand_bytes(16) |> Base.encode16(case: :lower)
end
Custom Telemetry Events
Add your own telemetry events in custom actions:
defmodule MyApp.CustomAction do
  use Ash.Resource.Actions.Implementation

  @impl true
  def run(input, _opts, _context) do
    # Emit custom event
    :telemetry.execute(
      [:my_app, :custom_processing, :start],
      %{system_time: System.system_time()},
      %{input: input}
    )

    start_time = System.monotonic_time()

    result = case do_processing(input) do
      {:ok, result} ->
        duration = System.monotonic_time() - start_time

        :telemetry.execute(
          [:my_app, :custom_processing, :stop],
          %{duration: duration},
          %{result: result}
        )

        {:ok, result}

      {:error, reason} ->
        duration = System.monotonic_time() - start_time

        :telemetry.execute(
          [:my_app, :custom_processing, :exception],
          %{duration: duration},
          %{reason: reason}
        )

        {:error, reason}
    end

    result
  end
end
Testing with Telemetry
Verify telemetry events in tests:
defmodule MyApp.TelemetryTest do
  use ExUnit.Case

  test "BAML call emits telemetry events" do
    # Attach test handler
    ref = :telemetry_test.attach_event_handlers(self(), [
      [:ash_baml, :call, :start],
      [:ash_baml, :call, :stop]
    ])

    # Make BAML call
    {:ok, _result} = MyApp.Assistant
      |> Ash.ActionInput.for_action(:say_hello, %{name: "Test"})
      |> Ash.run_action()

    # Assert events were emitted
    assert_received {[:ash_baml, :call, :start], ^ref, %{}, %{function_name: "SayHello"}}
    assert_received {[:ash_baml, :call, :stop], ^ref, %{duration: _}, %{function_name: "SayHello"}}
  end
end
Best Practices
	Attach handlers in Application.start/2: Ensure handlers are active before any BAML calls
	Use tags for filtering: Tag metrics with function_name, model, resource for filtering
	Sample high-volume events: For high-traffic apps, sample telemetry events
	Monitor both duration and tokens: Track latency and cost separately
	Alert on errors: Set up alerts for exception events
	Track percentiles: p95/p99 latencies reveal tail performance
	Include business context: Add custom metadata relevant to your domain

Next Steps
	How-to: Configure Telemetry - Step-by-step telemetry setup
	Topic: Patterns - Observability patterns
	External: Telemetry Guide - Complete Telemetry documentation

Reference
	Module: AshBaml.Telemetry - Telemetry event definitions
	Library: :telemetry - Telemetry library
	Library: telemetry_metrics - Metrics aggregation



  

    Patterns

Architectural patterns and best practices for building LLM-powered applications with ash_baml.
Overview
This guide presents battle-tested patterns for common use cases, from simple structured output to complex multi-agent systems.
Pattern: Structured Data Extraction
Use case: Extract structured data from unstructured text.
When to use:
	Form filling from user input
	Document parsing
	Data normalization
	Information extraction

Implementation:
# BAML schema
class Contact {
  name string
  email string?
  phone string?
  company string?
}

function ExtractContact(text: string) -> Contact {
  client GPT4
  prompt #"Extract contact information from: {{ text }}"#
}

# Ash resource
defmodule MyApp.ContactExtractor do
  use Ash.Resource,
    extensions: [AshBaml.Resource]

  baml do
    client :default
    import_functions [:ExtractContact]
  end
end

# Usage
{:ok, contact} = MyApp.ContactExtractor
  |> Ash.ActionInput.for_action(:extract_contact, %{text: raw_text})
  |> Ash.run_action()
Escape hatch: Add validation and post-processing:
actions do
  action :extract_and_validate, MyApp.BamlClient.Types.Contact do
    argument :text, :string

    run fn input, _ctx ->
      # Extract
      {:ok, contact} = MyApp.ContactExtractor
        |> Ash.ActionInput.for_action(:extract_contact, %{text: input.arguments.text})
        |> Ash.run_action()

      # Validate
      case validate_contact(contact) do
        :ok -> {:ok, contact}
        {:error, reason} -> {:error, reason}
      end
    end
  end
end

defp validate_contact(%{email: email}) when not is_nil(email) do
  if String.contains?(email, "@"), do: :ok, else: {:error, "Invalid email"}
end
defp validate_contact(_), do: :ok

Pattern: Classification and Routing
Use case: Classify input and route to appropriate handler.
When to use:
	Intent detection in chatbots
	Content moderation
	Support ticket routing
	Document categorization

Implementation:
enum Category {
  Question
  Complaint
  Feedback
  Bug_Report
  Feature_Request
}

class Classification {
  category Category
  confidence float
  reasoning string
}

function ClassifyMessage(message: string) -> Classification {
  client GPT4
  prompt #"Classify this customer message: {{ message }}"#
}
defmodule MyApp.MessageRouter do
  use Ash.Resource,
    extensions: [AshBaml.Resource]

  baml do
    client :default
    import_functions [:ClassifyMessage]
  end

  actions do
    action :route_message, :map do
      argument :message, :string

      run fn input, _ctx ->
        # Classify
        {:ok, classification} = __MODULE__
          |> Ash.ActionInput.for_action(:classify_message, %{message: input.arguments.message})
          |> Ash.run_action()

        # Route based on category
        case classification.category do
          :question -> handle_question(input.arguments.message)
          :complaint -> escalate_to_human(input.arguments.message)
          :feedback -> save_feedback(input.arguments.message)
          :bug_report -> create_bug_ticket(input.arguments.message)
          :feature_request -> add_to_roadmap(input.arguments.message)
        end
      end
    end
  end

  defp handle_question(message), do: {:ok, %{action: "answered_automatically"}}
  defp escalate_to_human(message), do: {:ok, %{action: "escalated"}}
  defp save_feedback(message), do: {:ok, %{action: "saved"}}
  defp create_bug_ticket(message), do: {:ok, %{action: "ticket_created"}}
  defp add_to_roadmap(message), do: {:ok, %{action: "added_to_roadmap"}}
end

Pattern: Tool Calling (LLM-Selected)
Use case: Let LLM choose which tool to use based on user input.
When to use:
	Conversational interfaces
	Multi-capability assistants
	Task automation

Implementation: See Tool Calling Tutorial for complete example.
Key points:
	Define tools as BAML classes
	Use union return type: ToolA | ToolB | ToolC

	Map to Ash :union action type
	Pattern match on result to execute tool

case tool_selection do
  %Ash.Union{type: :weather_tool, value: params} ->
    execute_weather(params)

  %Ash.Union{type: :calculator_tool, value: params} ->
    execute_calculator(params)

  %Ash.Union{type: :search_tool, value: params} ->
    execute_search(params)
end

Pattern: Agentic Loop
Use case: Multi-step reasoning where agent decides next actions.
When to use:
	Research tasks
	Complex problem-solving
	Planning and execution
	Autonomous workflows

Implementation: See Building an Agent Tutorial for complete example.
Key structure:
defp agent_loop(state, max_iterations) do
  if should_terminate?(state, max_iterations) do
    {:ok, finalize(state)}
  else
    # 1. Plan next step
    {:ok, next_step} = plan_next_action(state)

    # 2. Execute step
    {:ok, updated_state} = execute_action(next_step, state)

    # 3. Recurse
    agent_loop(updated_state, max_iterations)
  end
end
Escape hatches:
	Custom termination conditions
	State persistence
	Manual intervention points
	Fallback strategies


Pattern: Multi-Agent Collaboration
Use case: Multiple specialized agents working together.
When to use:
	Complex workflows requiring specialization
	Peer review / validation workflows
	Multi-perspective analysis

Implementation:
defmodule MyApp.MultiAgentOrchestrator do
  def research_and_validate(topic) do
    # Agent 1: Research
    {:ok, research} = MyApp.ResearchAgent
      |> Ash.ActionInput.for_action(:research, %{topic: topic})
      |> Ash.run_action()

    # Agent 2: Fact-check
    {:ok, fact_check} = MyApp.FactChecker
      |> Ash.ActionInput.for_action(:verify_claims, %{
        content: research.findings
      })
      |> Ash.run_action()

    # Agent 3: Synthesize (if facts check out)
    if fact_check.all_verified? do
      MyApp.Writer
      |> Ash.ActionInput.for_action(:write_article, %{
        research: research,
        verified_facts: fact_check.facts
      })
      |> Ash.run_action()
    else
      {:error, "Fact check failed: #{fact_check.failed_claims}"}
    end
  end
end
Variations:
	Sequential: Each agent builds on previous (pipeline)
	Parallel: Agents work independently, results combined
	Iterative: Agents critique each other until consensus


Pattern: Hierarchical Agent
Use case: Manager agent delegates to worker agents.
When to use:
	Complex tasks requiring decomposition
	Resource-intensive operations need load balancing
	Different subtasks need different expertise

Implementation:
defmodule MyApp.ManagerAgent do
  def process_request(request) do
    # Manager decomposes task
    {:ok, subtasks} = MyApp.PlannerAgent
      |> Ash.ActionInput.for_action(:decompose_task, %{task: request})
      |> Ash.run_action()

    # Delegate to workers in parallel
    results = subtasks.tasks
    |> Task.async_stream(&execute_subtask/1, max_concurrency: 5)
    |> Enum.to_list()

    # Manager synthesizes results
    MyApp.SynthesizerAgent
    |> Ash.ActionInput.for_action(:combine_results, %{
      results: results,
      original_request: request
    })
    |> Ash.run_action()
  end

  defp execute_subtask(subtask) do
    case subtask.type do
      "research" -> MyApp.ResearchWorker.execute(subtask)
      "calculate" -> MyApp.CalculationWorker.execute(subtask)
      "query_db" -> MyApp.DatabaseWorker.execute(subtask)
    end
  end
end

Pattern: Streaming with Progressive Disclosure
Use case: Show incremental results as they arrive.
When to use:
	Long-running LLM calls
	User interfaces need immediate feedback
	Partial results are useful

Implementation:
# Controller (Phoenix)
def stream_response(conn, %{"prompt" => prompt}) do
  {:ok, stream} = MyApp.Generator
    |> Ash.ActionInput.for_action(:generate_stream, %{prompt: prompt})
    |> Ash.run_action()

  conn
  |> put_resp_content_type("text/event-stream")
  |> send_chunked(200)
  |> stream_chunks(stream)
end

defp stream_chunks(conn, stream) do
  Enum.reduce_while(stream, conn, fn chunk, conn ->
    case Plug.Conn.chunk(conn, "data: #{Jason.encode!(chunk)}\n\n") do
      {:ok, conn} -> {:cont, conn}
      {:error, :closed} -> {:halt, conn}
    end
  end)
end

Pattern: Caching and Memoization
Use case: Avoid redundant LLM calls for identical inputs.
When to use:
	Expensive/slow operations
	Identical requests are common
	Results don't change frequently

Implementation:
defmodule MyApp.CachedExtractor do
  use Ash.Resource.Actions.Implementation

  @cache_ttl :timer.hours(24)

  @impl true
  def run(input, _opts, _context) do
    text = input.arguments.text
    cache_key = generate_cache_key(text)

    case Cachex.get(:baml_cache, cache_key) do
      {:ok, nil} ->
        # Cache miss - call BAML
        {:ok, result} = call_baml(text)
        Cachex.put(:baml_cache, cache_key, result, ttl: @cache_ttl)
        {:ok, result}

      {:ok, cached_result} ->
        # Cache hit
        {:ok, cached_result}
    end
  end

  defp generate_cache_key(text) do
    :crypto.hash(:sha256, text) |> Base.encode16()
  end

  defp call_baml(text) do
    MyApp.Extractor
    |> Ash.ActionInput.for_action(:extract, %{text: text})
    |> Ash.run_action()
  end
end
Considerations:
	Cache invalidation strategy
	Cache key generation (hash sensitive fields)
	TTL based on data freshness requirements
	Memory/storage limits


Pattern: Fallback and Retry
Use case: Handle LLM failures gracefully.
When to use:
	API rate limits
	Transient errors
	Need high availability

Implementation:
defmodule MyApp.ResilientExtractor do
  use Ash.Resource.Actions.Implementation

  @max_retries 3
  @retry_delay 1_000

  @impl true
  def run(input, _opts, _context) do
    execute_with_retry(input, @max_retries)
  end

  defp execute_with_retry(input, retries_left) do
    case call_primary(input) do
      {:ok, result} ->
        {:ok, result}

      {:error, reason} when retries_left > 0 ->
        Logger.warning("BAML call failed, retrying... (#{retries_left} attempts left)")
        Process.sleep(@retry_delay)
        execute_with_retry(input, retries_left - 1)

      {:error, _reason} ->
        # All retries exhausted, try fallback
        call_fallback(input)
    end
  end

  defp call_primary(input) do
    MyApp.Extractor
    |> Ash.ActionInput.for_action(:extract_with_gpt4, %{text: input.arguments.text})
    |> Ash.run_action()
  end

  defp call_fallback(input) do
    Logger.info("Using fallback model")

    MyApp.Extractor
    |> Ash.ActionInput.for_action(:extract_with_claude, %{text: input.arguments.text})
    |> Ash.run_action()
  end
end

Pattern: Validation and Refinement
Use case: Iteratively improve LLM output until it meets criteria.
When to use:
	Output must meet strict requirements
	First attempt often needs refinement
	Quality is more important than latency

Implementation:
defmodule MyApp.RefinementLoop do
  @max_iterations 3

  def generate_and_refine(prompt) do
    refinement_loop(prompt, nil, @max_iterations)
  end

  defp refinement_loop(_prompt, result, 0), do: result

  defp refinement_loop(prompt, nil, iterations_left) do
    # Initial generation
    {:ok, draft} = MyApp.Generator
      |> Ash.ActionInput.for_action(:generate, %{prompt: prompt})
      |> Ash.run_action()

    case validate(draft) do
      :ok -> {:ok, draft}
      {:error, issues} -> refinement_loop(prompt, {draft, issues}, iterations_left - 1)
    end
  end

  defp refinement_loop(prompt, {draft, issues}, iterations_left) do
    # Refinement
    {:ok, refined} = MyApp.Refiner
      |> Ash.ActionInput.for_action(:refine, %{
        original_prompt: prompt,
        draft: draft,
        issues: issues
      })
      |> Ash.run_action()

    case validate(refined) do
      :ok -> {:ok, refined}
      {:error, new_issues} -> refinement_loop(prompt, {refined, new_issues}, iterations_left - 1)
    end
  end

  defp validate(content) do
    # Custom validation logic
    cond do
      String.length(content) < 100 -> {:error, ["Too short"]}
      !String.contains?(content, "key_phrase") -> {:error, ["Missing key phrase"]}
      true -> :ok
    end
  end
end

Pattern: Batch Processing
Use case: Process multiple inputs efficiently.
When to use:
	Many similar items to process
	Latency per item is not critical
	Want to optimize for throughput/cost

Implementation:
defmodule MyApp.BatchProcessor do
  def process_batch(items, batch_size \\ 10) do
    items
    |> Enum.chunk_every(batch_size)
    |> Task.async_stream(&process_chunk/1, max_concurrency: 3)
    |> Enum.flat_map(fn {:ok, results} -> results end)
  end

  defp process_chunk(chunk) do
    # Process chunk with single BAML call
    combined_text = Enum.map_join(chunk, "\n---\n", & &1.text)

    {:ok, results} = MyApp.BatchExtractor
      |> Ash.ActionInput.for_action(:extract_batch, %{text: combined_text})
      |> Ash.run_action()

    # Map results back to original items
    Enum.zip(chunk, results.items)
    |> Enum.map(fn {original, extracted} ->
      Map.merge(original, %{extracted_data: extracted})
    end)
  end
end

Pattern: Hybrid LLM + Rules
Use case: Combine LLM flexibility with deterministic rules.
When to use:
	Some logic is best handled by code
	Need guaranteed behavior for specific cases
	Want to reduce LLM calls

Implementation:
defmodule MyApp.HybridProcessor do
  def process(input) do
    # Try rules first (fast, deterministic)
    case apply_rules(input) do
      {:ok, result} -> {:ok, %{source: :rules, result: result}}
      :no_match -> call_llm(input)
    end
  end

  defp apply_rules(input) do
    cond do
      # Exact match rules
      input.text == "help" -> {:ok, %{intent: :help, action: :show_help}}
      input.text == "cancel" -> {:ok, %{intent: :cancel, action: :cancel_operation}}

      # Pattern match rules
      String.starts_with?(input.text, "/") -> parse_command(input.text)

      # No rules matched
      true -> :no_match
    end
  end

  defp call_llm(input) do
    {:ok, result} = MyApp.Classifier
      |> Ash.ActionInput.for_action(:classify_intent, %{text: input.text})
      |> Ash.run_action()

    {:ok, %{source: :llm, result: result}}
  end
end

Pattern: Progressive Enhancement
Use case: Start simple, progressively add AI capabilities.
When to use:
	Existing application adding AI features
	Want to test AI capabilities incrementally
	Need escape hatches to non-AI fallbacks

Implementation:
defmodule MyApp.SmartSearch do
  def search(query, opts \\ []) do
    ai_enabled? = Keyword.get(opts, :ai_enabled, true)

    results = basic_search(query)

    if ai_enabled? && should_enhance?(results) do
      enhance_with_ai(query, results)
    else
      results
    end
  end

  defp basic_search(query) do
    # Traditional search (database, Elasticsearch, etc.)
    MyApp.Posts
    |> Ash.Query.filter(contains(title, ^query))
    |> Ash.read!()
  end

  defp should_enhance?(results) do
    # Only use AI if basic search yields few results
    length(results) < 3
  end

  defp enhance_with_ai(query, basic_results) do
    # Use LLM to understand intent and expand query
    {:ok, intent} = MyApp.QueryExpander
      |> Ash.ActionInput.for_action(:expand_query, %{query: query})
      |> Ash.run_action()

    # Re-search with expanded terms
    expanded_results = search_with_expansion(intent.expanded_terms)

    # Combine and re-rank with AI
    all_results = basic_results ++ expanded_results

    {:ok, ranked} = MyApp.Ranker
      |> Ash.ActionInput.for_action(:rank_results, %{
        query: query,
        results: all_results
      })
      |> Ash.run_action()

    ranked.sorted_results
  end
end

Anti-Patterns
❌ God Resource
Don't put all BAML functions in one resource:
# Don't do this
defmodule MyApp.AIResource do
  baml do
    import_functions [
      :ExtractUser, :ClassifyMessage, :GenerateText,
      :Translate, :Summarize, :Moderate, :Tag, ...
    ]
  end
end
Instead: Organize by domain:
defmodule MyApp.Extractor do
  baml do
    import_functions [:ExtractUser, :ExtractContact]
  end
end

defmodule MyApp.Classifier do
  baml do
    import_functions [:ClassifyMessage, :DetectIntent]
  end
end
❌ Ignoring Errors
Don't assume LLM calls always succeed:
# Don't do this
def process(input) do
  {:ok, result} = call_llm(input)  # What if this fails?
  save_to_db(result)
end
Instead: Handle errors explicitly:
def process(input) do
  case call_llm(input) do
    {:ok, result} -> save_to_db(result)
    {:error, reason} -> handle_error(reason)
  end
end
❌ Blocking on LLM Calls
Don't block user-facing requests on slow LLM calls:
# Don't do this (in web controller)
def create(conn, params) do
  {:ok, extracted} = extract_data(params)  # Blocks request!
  # ... rest of handler
end
Instead: Use background jobs:
def create(conn, params) do
  job = Oban.insert!(ExtractJob.new(%{data: params}))
  render(conn, "accepted.json", job_id: job.id)
end

Next Steps
	Tutorials: See patterns in action across all tutorials
	How-to Guides: Implementation details for specific patterns
	Topic: Actions - Understanding the action system
	Topic: Telemetry - Monitoring pattern performance

Further Reading
	Ash Patterns - General Ash patterns
	BAML Best Practices - BAML-specific patterns



  

    How to Call BAML Functions

Step-by-step guide to calling BAML functions from ash_baml resources.
Auto-Generated Actions
The simplest way to call BAML functions is through auto-generated actions.
Step 1: Define BAML Function
Create baml_src/functions.baml:
class Reply {
  content string
  confidence float
}

client GPT4 {
  provider openai
  options {
    model gpt-4
    api_key env.OPENAI_API_KEY
  }
}

function SayHello(name: string) -> Reply {
  client GPT4
  prompt #"Say hello to {{ name }}"#
}
Step 2: Generate Ash Types
mix ash_baml.gen.types MyApp.BamlClient

Step 3: Create Ash Resource
defmodule MyApp.Assistant do
  use Ash.Resource,
    domain: MyApp.Domain,
    extensions: [AshBaml.Resource]

  baml do
    client :default
    import_functions [:SayHello]
  end
end
Step 4: Call the Function
{:ok, reply} = MyApp.Assistant
  |> Ash.ActionInput.for_action(:say_hello, %{name: "Alice"})
  |> Ash.run_action()

reply.content
# => "Hello Alice! How are you today?"
Manual Actions
For more control, define actions manually.
Basic Manual Action
defmodule MyApp.Assistant do
  use Ash.Resource,
    domain: MyApp.Domain,
    extensions: [AshBaml.Resource]

  baml do
    client :default
  end

  actions do
    # Manually define action
    action :greet, MyApp.BamlClient.Types.Reply do
      argument :name, :string, allow_nil?: false
      argument :language, :string, default: "en"

      run call_baml(:SayHello)
    end
  end
end
Usage:
{:ok, reply} = MyApp.Assistant
  |> Ash.ActionInput.for_action(:greet, %{name: "Bob", language: "es"})
  |> Ash.run_action()
With Preprocessing
actions do
  action :greet_formatted, MyApp.BamlClient.Types.Reply do
    argument :name, :string

    run fn input, _ctx ->
      # Preprocess: capitalize name
      formatted_name = String.capitalize(input.arguments.name)

      # Call BAML
      __MODULE__
      |> Ash.ActionInput.for_action(:say_hello, %{name: formatted_name})
      |> Ash.run_action()
    end
  end
end
With Validation
actions do
  action :greet_validated, MyApp.BamlClient.Types.Reply do
    argument :name, :string, allow_nil?: false

    validate fn input, _ctx ->
      name = input.arguments.name

      cond do
        String.length(name) < 2 ->
          {:error, "Name too short"}

        String.length(name) > 50 ->
          {:error, "Name too long"}

        true ->
          :ok
      end
    end

    run call_baml(:SayHello)
  end
end
Custom Action Implementation
For complex logic, use Ash.Resource.Actions.Implementation.
Step-by-Step Implementation
Step 1: Create implementation module:
defmodule MyApp.CustomGreeting do
  use Ash.Resource.Actions.Implementation

  @impl true
  def run(input, _opts, _context) do
    # Your custom logic here
    name = input.arguments.name

    # Determine time of day
    time_of_day = get_time_of_day()

    # Build context
    prompt = "Say #{time_of_day} greeting to #{name}"

    # Call BAML
    MyApp.Assistant
    |> Ash.ActionInput.for_action(:say_hello, %{name: name})
    |> Ash.run_action()
  end

  defp get_time_of_day do
    hour = Time.utc_now().hour

    cond do
      hour < 12 -> "morning"
      hour < 17 -> "afternoon"
      true -> "evening"
    end
  end
end
Step 2: Use in action:
actions do
  action :contextual_greeting, MyApp.BamlClient.Types.Reply do
    argument :name, :string

    run MyApp.CustomGreeting
  end
end
Calling from Controllers (Phoenix)
In a Phoenix Controller
defmodule MyAppWeb.GreetingController do
  use MyAppWeb, :controller

  def create(conn, %{"name" => name}) do
    case MyApp.Assistant
         |> Ash.ActionInput.for_action(:say_hello, %{name: name})
         |> Ash.run_action() do
      {:ok, reply} ->
        json(conn, %{greeting: reply.content})

      {:error, error} ->
        conn
        |> put_status(:unprocessable_entity)
        |> json(%{error: Exception.message(error)})
    end
  end
end
With Background Jobs
For long-running operations:
defmodule MyApp.GreetingWorker do
  use Oban.Worker, queue: :llm

  @impl Oban.Worker
  def perform(%Oban.Job{args: %{"name" => name, "user_id" => user_id}}) do
    {:ok, reply} = MyApp.Assistant
      |> Ash.ActionInput.for_action(:say_hello, %{name: name})
      |> Ash.run_action()

    # Store result
    MyApp.Greeting
    |> Ash.Changeset.for_create(:create, %{
      user_id: user_id,
      content: reply.content
    })
    |> Ash.create()
  end
end

# In controller
def create(conn, %{"name" => name}) do
  %{name: name, user_id: conn.assigns.current_user.id}
  |> MyApp.GreetingWorker.new()
  |> Oban.insert()

  json(conn, %{status: "processing"})
end
Error Handling
Basic Error Handling
case MyApp.Assistant
     |> Ash.ActionInput.for_action(:say_hello, %{name: name})
     |> Ash.run_action() do
  {:ok, reply} ->
    IO.puts("Success: #{reply.content}")

  {:error, %Ash.Error.Invalid{} = error} ->
    IO.puts("Validation error: #{Exception.message(error)}")

  {:error, error} ->
    IO.puts("Unexpected error: #{inspect(error)}")
end
With Retry Logic
defmodule MyApp.ResilientCaller do
  @max_retries 3

  def call_with_retry(resource, action, args, retries \\ @max_retries) do
    case Ash.run_action(
           Ash.ActionInput.for_action(resource, action, args)
         ) do
      {:ok, result} ->
        {:ok, result}

      {:error, _reason} when retries > 0 ->
        Process.sleep(1000)
        call_with_retry(resource, action, args, retries - 1)

      {:error, reason} ->
        {:error, reason}
    end
  end
end

# Usage
{:ok, reply} = MyApp.ResilientCaller.call_with_retry(
  MyApp.Assistant,
  :say_hello,
  %{name: "Alice"}
)
Multiple Functions
Chaining Functions
def process_text(text) do
  with {:ok, analyzed} <- analyze(text),
       {:ok, summarized} <- summarize(analyzed),
       {:ok, tagged} <- tag(summarized) do
    {:ok, tagged}
  end
end

defp analyze(text) do
  MyApp.Analyzer
  |> Ash.ActionInput.for_action(:analyze, %{text: text})
  |> Ash.run_action()
end

defp summarize(analysis) do
  MyApp.Summarizer
  |> Ash.ActionInput.for_action(:summarize, %{text: analysis.content})
  |> Ash.run_action()
end

defp tag(summary) do
  MyApp.Tagger
  |> Ash.ActionInput.for_action(:tag, %{text: summary.content})
  |> Ash.run_action()
end
Parallel Calls
def analyze_comprehensive(text) do
  tasks = [
    Task.async(fn -> call_sentiment(text) end),
    Task.async(fn -> call_entities(text) end),
    Task.async(fn -> call_topics(text) end)
  ]

  [sentiment, entities, topics] = Task.await_many(tasks)

  {:ok, %{
    sentiment: sentiment,
    entities: entities,
    topics: topics
  }}
end

defp call_sentiment(text) do
  {:ok, result} = MyApp.Analyzer
    |> Ash.ActionInput.for_action(:analyze_sentiment, %{text: text})
    |> Ash.run_action()

  result
end
Testing
Mocking BAML Calls
# test/my_app/assistant_test.exs
defmodule MyApp.AssistantTest do
  use ExUnit.Case
  import Mox

  setup :verify_on_exit!

  test "say_hello returns greeting" do
    # Mock BAML client
    expect(MyApp.BamlClientMock, :say_hello, fn %{name: "Alice"} ->
      {:ok, %MyApp.BamlClient.Types.Reply{
        content: "Hello Alice!",
        confidence: 0.95
      }}
    end)

    # Call action
    {:ok, reply} = MyApp.Assistant
      |> Ash.ActionInput.for_action(:say_hello, %{name: "Alice"})
      |> Ash.run_action()

    assert reply.content == "Hello Alice!"
    assert reply.confidence == 0.95
  end
end
Next Steps
	Implement Tool Calling - Call functions with union returns
	Add Streaming - Stream function results
	Topic: Actions - Deep dive into actions

Related
	Tutorial: Get Started - Your first BAML function
	Topic: Actions - Action system overview



  

    How to Implement Tool Calling

Step-by-step guide to implementing tool calling where the LLM selects which tool to use.
Quick Start
Tool calling has two phases:
	Selection: LLM chooses tool and extracts parameters
	Execution: Your code executes the selected tool

Step 1: Define Tools in BAML
Create baml_src/tools.baml:
class WeatherTool {
  city string @description("City name")
  units string @description("celsius or fahrenheit")
}

class CalculatorTool {
  operation string @description("add, subtract, multiply, divide")
  numbers float[] @description("Numbers to operate on")
}

class SearchTool {
  query string @description("Search query")
  max_results int @description("Maximum results to return")
}

client GPT4 {
  provider openai
  options {
    model gpt-4
    api_key env.OPENAI_API_KEY
  }
}

function SelectTool(message: string) -> WeatherTool | CalculatorTool | SearchTool {
  client GPT4
  prompt #"
    Based on the user's message, select the appropriate tool and extract parameters.

    Available tools:
    - WeatherTool: Get weather for a city
    - CalculatorTool: Perform math operations
    - SearchTool: Search for information

    User message: {{ message }}

    {{ ctx.output_format }}
  "#
}
Step 2: Generate Types
mix ash_baml.gen.types MyApp.BamlClient

This creates:
	MyApp.BamlClient.Types.WeatherTool
	MyApp.BamlClient.Types.CalculatorTool
	MyApp.BamlClient.Types.SearchTool

Step 3: Create Resource with Union Action
defmodule MyApp.Assistant do
  use Ash.Resource,
    domain: MyApp.Domain,
    extensions: [AshBaml.Resource]

  alias MyApp.BamlClient.Types

  baml do
    client :default
  end

  actions do
    # Tool selection action
    action :select_tool, :union do
      argument :message, :string, allow_nil?: false

      constraints [
        types: [
          weather_tool: [
            type: :struct,
            constraints: [instance_of: Types.WeatherTool]
          ],
          calculator_tool: [
            type: :struct,
            constraints: [instance_of: Types.CalculatorTool]
          ],
          search_tool: [
            type: :struct,
            constraints: [instance_of: Types.SearchTool]
          ]
        ]
      ]

      run call_baml(:SelectTool)
    end

    # Tool execution actions
    action :execute_weather, :map do
      argument :city, :string, allow_nil?: false
      argument :units, :string, allow_nil?: false

      run fn input, _ctx ->
        # Call weather API
        weather = get_weather(input.arguments.city, input.arguments.units)
        {:ok, weather}
      end
    end

    action :execute_calculator, :float do
      argument :operation, :string, allow_nil?: false
      argument :numbers, {:array, :float}, allow_nil?: false

      run fn input, _ctx ->
        result = case input.arguments.operation do
          "add" -> Enum.sum(input.arguments.numbers)
          "subtract" -> Enum.reduce(input.arguments.numbers, &(&2 - &1))
          "multiply" -> Enum.reduce(input.arguments.numbers, 1, &(&1 * &2))
          "divide" -> Enum.reduce(input.arguments.numbers, &(&2 / &1))
        end

        {:ok, result}
      end
    end

    action :execute_search, :map do
      argument :query, :string, allow_nil?: false
      argument :max_results, :integer, allow_nil?: false

      run fn input, _ctx ->
        results = perform_search(input.arguments.query, input.arguments.max_results)
        {:ok, %{results: results, count: length(results)}}
      end
    end
  end

  # Placeholder implementations
  defp get_weather(city, units) do
    %{city: city, temp: 72, condition: "sunny", units: units}
  end

  defp perform_search(query, max_results) do
    ["Result 1", "Result 2", "Result 3"] |> Enum.take(max_results)
  end
end
Step 4: Implement Dispatch Logic
Create a helper module:
defmodule MyApp.ToolDispatcher do
  alias MyApp.Assistant

  def process_message(message) do
    # Step 1: Tool selection
    {:ok, tool_call} = Assistant
      |> Ash.ActionInput.for_action(:select_tool, %{message: message})
      |> Ash.run_action()

    # Step 2: Tool execution
    execute_tool(tool_call)
  end

  defp execute_tool(%Ash.Union{type: :weather_tool, value: params}) do
    Assistant
    |> Ash.ActionInput.for_action(:execute_weather, %{
      city: params.city,
      units: params.units
    })
    |> Ash.run_action()
  end

  defp execute_tool(%Ash.Union{type: :calculator_tool, value: params}) do
    Assistant
    |> Ash.ActionInput.for_action(:execute_calculator, %{
      operation: params.operation,
      numbers: params.numbers
    })
    |> Ash.run_action()
  end

  defp execute_tool(%Ash.Union{type: :search_tool, value: params}) do
    Assistant
    |> Ash.ActionInput.for_action(:execute_search, %{
      query: params.query,
      max_results: params.max_results
    })
    |> Ash.run_action()
  end
end
Step 5: Use It
# Example: Weather query
iex> MyApp.ToolDispatcher.process_message("What's the weather in Tokyo?")
{:ok, %{city: "Tokyo", temp: 72, condition: "sunny", units: "celsius"}}

# Example: Calculator
iex> MyApp.ToolDispatcher.process_message("Calculate 15 + 23 + 7")
{:ok, 45.0}

# Example: Search
iex> MyApp.ToolDispatcher.process_message("Search for Elixir tutorials")
{:ok, %{results: ["Result 1", "Result 2", "Result 3"], count: 3}}
Advanced: Adding New Tools
1. Define Tool in BAML
class EmailTool {
  recipient string
  subject string
  body string
}

// Update function signature
function SelectTool(message: string) -> WeatherTool | CalculatorTool | SearchTool | EmailTool {
  // ... prompt updated to include EmailTool
}
2. Regenerate Types
mix ash_baml.gen.types MyApp.BamlClient

3. Update Union Constraints
action :select_tool, :union do
  argument :message, :string

  constraints [
    types: [
      weather_tool: [...],
      calculator_tool: [...],
      search_tool: [...],
      email_tool: [
        type: :struct,
        constraints: [instance_of: MyApp.BamlClient.Types.EmailTool]
      ]
    ]
  ]

  run call_baml(:SelectTool)
end
4. Add Execution Action
action :execute_email, :map do
  argument :recipient, :string, allow_nil?: false
  argument :subject, :string, allow_nil?: false
  argument :body, :string, allow_nil?: false

  run fn input, _ctx ->
    send_email(
      input.arguments.recipient,
      input.arguments.subject,
      input.arguments.body
    )
  end
end
5. Update Dispatcher
defp execute_tool(%Ash.Union{type: :email_tool, value: params}) do
  Assistant
  |> Ash.ActionInput.for_action(:execute_email, %{
    recipient: params.recipient,
    subject: params.subject,
    body: params.body
  })
  |> Ash.run_action()
end
Testing Tool Calling
defmodule MyApp.ToolDispatcherTest do
  use ExUnit.Case

  import Mox
  setup :verify_on_exit!

  test "dispatches to weather tool" do
    # Mock tool selection
    expect(MyApp.BamlClientMock, :select_tool, fn %{message: _} ->
      {:ok, %Ash.Union{
        type: :weather_tool,
        value: %MyApp.BamlClient.Types.WeatherTool{
          city: "Tokyo",
          units: "celsius"
        }
      }}
    end)

    {:ok, result} = MyApp.ToolDispatcher.process_message("Weather in Tokyo?")

    assert result.city == "Tokyo"
  end

  test "dispatches to calculator tool" do
    expect(MyApp.BamlClientMock, :select_tool, fn %{message: _} ->
      {:ok, %Ash.Union{
        type: :calculator_tool,
        value: %MyApp.BamlClient.Types.CalculatorTool{
          operation: "add",
          numbers: [15.0, 23.0, 7.0]
        }
      }}
    end)

    {:ok, result} = MyApp.ToolDispatcher.process_message("Add 15, 23, and 7")

    assert result == 45.0
  end
end
Error Handling
defmodule MyApp.ToolDispatcher do
  def process_message(message) do
    with {:ok, tool_call} <- select_tool(message),
         {:ok, result} <- execute_tool(tool_call) do
      {:ok, result}
    else
      {:error, reason} ->
        {:error, "Tool execution failed: #{inspect(reason)}"}
    end
  end

  defp select_tool(message) do
    MyApp.Assistant
    |> Ash.ActionInput.for_action(:select_tool, %{message: message})
    |> Ash.run_action()
  end

  defp execute_tool(tool_call) do
    case tool_call do
      %Ash.Union{type: type, value: params} ->
        action = tool_to_action(type)

        MyApp.Assistant
        |> Ash.ActionInput.for_action(action, Map.from_struct(params))
        |> Ash.run_action()

      _ ->
        {:error, "Unknown tool type"}
    end
  end

  defp tool_to_action(:weather_tool), do: :execute_weather
  defp tool_to_action(:calculator_tool), do: :execute_calculator
  defp tool_to_action(:search_tool), do: :execute_search
end
Phoenix Controller Integration
defmodule MyAppWeb.AssistantController do
  use MyAppWeb, :controller

  def process(conn, %{"message" => message}) do
    case MyApp.ToolDispatcher.process_message(message) do
      {:ok, result} ->
        json(conn, %{success: true, result: result})

      {:error, reason} ->
        conn
        |> put_status(:unprocessable_entity)
        |> json(%{success: false, error: reason})
    end
  end
end
Next Steps
	Tutorial: Tool Calling - Complete tutorial
	Add Streaming - Stream tool selection results
	Topic: Patterns - Tool calling patterns

Related
	Tutorial: Tool Calling - Complete walkthrough
	Topic: Actions - Understanding union actions



  

    How to Add Streaming

Step-by-step guide to adding streaming support to BAML function calls.
Why Streaming?
Streaming provides:
	Immediate feedback: Show results as they arrive
	Better UX: Users see progress, not loading spinners
	Lower latency: First token arrives faster than waiting for complete response

Auto-Generated Streaming Actions
Every import_functions creates two actions:
	:function_name - Regular (waits for full response)
	:function_name_stream - Streaming (returns Stream)

Example
defmodule MyApp.Generator do
  use Ash.Resource,
    extensions: [AshBaml.Resource]

  baml do
    client :default
    import_functions [:GenerateStory]
  end

  # Auto-generates:
  # - :generate_story (returns complete Story)
  # - :generate_story_stream (returns Stream)
end
Using Streaming Actions
Basic Usage
{:ok, stream} = MyApp.Generator
  |> Ash.ActionInput.for_action(:generate_story_stream, %{
    prompt: "Write a short story about a dragon"
  })
  |> Ash.run_action()

# Process stream
stream
|> Stream.each(fn chunk ->
  IO.write(chunk)
end)
|> Stream.run()
In IEx
iex> {:ok, stream} = MyApp.Generator
...>   |> Ash.ActionInput.for_action(:generate_story_stream, %{prompt: "..."})
...>   |> Ash.run_action()

iex> stream |> Enum.each(&IO.write/1)
# Outputs: Once upon a time, there was a dragon...
Phoenix LiveView Integration
Step 1: Create LiveView
defmodule MyAppWeb.GeneratorLive do
  use MyAppWeb, :live_view

  def mount(_params, _session, socket) do
    {:ok, assign(socket, prompt: "", output: "", streaming: false)}
  end

  def handle_event("generate", %{"prompt" => prompt}, socket) do
    # Start streaming
    {:ok, stream} = MyApp.Generator
      |> Ash.ActionInput.for_action(:generate_story_stream, %{prompt: prompt})
      |> Ash.run_action()

    # Process stream asynchronously
    pid = self()
    Task.start(fn -> stream_to_liveview(stream, pid) end)

    {:noreply, assign(socket, output: "", streaming: true)}
  end

  def handle_info({:chunk, chunk}, socket) do
    {:noreply, assign(socket, output: socket.assigns.output <> chunk)}
  end

  def handle_info(:done, socket) do
    {:noreply, assign(socket, streaming: false)}
  end

  defp stream_to_liveview(stream, pid) do
    stream
    |> Stream.each(fn chunk ->
      send(pid, {:chunk, chunk})
    end)
    |> Stream.run()

    send(pid, :done)
  end
end
Step 2: Create Template
<div>
  <form phx-submit="generate">
    <textarea name="prompt" placeholder="Enter prompt..." />
    <button type="submit">Generate</button>
  </form>

  <div class="output">
    <%= if @streaming do %>
      <div class="spinner">Generating...</div>
    <% end %>
    <pre><%= @output %></pre>
  </div>
</div>
Phoenix Controller (Server-Sent Events)
defmodule MyAppWeb.StreamController do
  use MyAppWeb, :controller

  def stream(conn, %{"prompt" => prompt}) do
    {:ok, stream} = MyApp.Generator
      |> Ash.ActionInput.for_action(:generate_story_stream, %{prompt: prompt})
      |> Ash.run_action()

    conn
    |> put_resp_content_type("text/event-stream")
    |> put_resp_header("cache-control", "no-cache")
    |> put_resp_header("connection", "keep-alive")
    |> send_chunked(200)
    |> stream_response(stream)
  end

  defp stream_response(conn, stream) do
    Enum.reduce_while(stream, conn, fn chunk, conn ->
      data = Jason.encode!(%{chunk: chunk})

      case Plug.Conn.chunk(conn, "data: #{data}\n\n") do
        {:ok, conn} ->
          {:cont, conn}

        {:error, :closed} ->
          {:halt, conn}
      end
    end)

    conn
  end
end
Client-Side (JavaScript)
const eventSource = new EventSource('/api/stream?prompt=' + encodeURIComponent(prompt));

eventSource.onmessage = (event) => {
  const data = JSON.parse(event.data);
  document.getElementById('output').textContent += data.chunk;
};

eventSource.onerror = () => {
  eventSource.close();
  console.log('Stream ended');
};
Manual Streaming Action
Define streaming actions manually for custom logic:
actions do
  action :generate_with_progress, AshBaml.Type.Stream do
    argument :prompt, :string

    run fn input, _ctx ->
      {:ok, stream} = __MODULE__
        |> Ash.ActionInput.for_action(:generate_story_stream, %{
          prompt: input.arguments.prompt
        })
        |> Ash.run_action()

      # Wrap stream with progress tracking
      tracked_stream = Stream.transform(stream, 0, fn chunk, count ->
        new_count = count + String.length(chunk)

        # Emit progress every 100 characters
        if rem(new_count, 100) < String.length(chunk) do
          IO.puts("Progress: #{new_count} characters")
        end

        {[chunk], new_count}
      end)

      {:ok, tracked_stream}
    end
  end
end
Collecting Stream into Result
Sometimes you want to process the stream and return a final result:
defmodule MyApp.StreamCollector do
  def generate_and_collect(prompt) do
    {:ok, stream} = MyApp.Generator
      |> Ash.ActionInput.for_action(:generate_story_stream, %{prompt: prompt})
      |> Ash.run_action()

    # Collect all chunks
    complete_text = stream
      |> Enum.to_list()
      |> Enum.join()

    {:ok, complete_text}
  end
end
Error Handling in Streams
def handle_stream(stream) do
  try do
    stream
    |> Stream.each(fn chunk ->
      process_chunk(chunk)
    end)
    |> Stream.run()

    :ok
  rescue
    error ->
      Logger.error("Stream processing failed: #{inspect(error)}")
      {:error, error}
  end
end
Stream Cleanup and Message Handling
AshBaml automatically cleans up stream resources when the stream consumer stops or exits. This prevents memory leaks and mailbox buildup.
How It Works
When a stream is created with Stream.resource/3, the cleanup function automatically:
	Detects when the consumer process exits or stops consuming
	Flushes remaining messages from the mailbox to prevent buildup
	Releases stream resources

Important: The cleanup does not actively cancel the underlying BAML streaming process. The backend may continue generating tokens briefly after you stop consuming the stream. The cleanup focuses on preventing mailbox overflow in the consumer process.
Benefits
	Memory safety: Prevents mailbox buildup from unconsumed messages
	Resource cleanup: Automatic cleanup via Stream.resource/3
	No manual cleanup: Cleanup happens automatically on stream halt or process exit

When Cleanup Happens
Stream cleanup happens automatically when:
Stream consumer stops early:
{:ok, stream} = MyApp.Generator
  |> Ash.ActionInput.for_action(:generate_story_stream, %{prompt: "Long story..."})
  |> Ash.run_action()

# Taking only first 5 chunks triggers cleanup for remaining messages
Enum.take(stream, 5)
Process exits or crashes:
task = Task.async(fn ->
  {:ok, stream} = MyApp.Generator
    |> Ash.ActionInput.for_action(:generate_story_stream, %{prompt: "Long story..."})
    |> Ash.run_action()

  Enum.each(stream, fn chunk ->
    send_to_client(chunk)
  end)
end)

# If task is killed (e.g., user disconnects), stream cleanup happens automatically
Task.shutdown(task, :brutal_kill)
Cost Considerations
Since stream cleanup does not actively cancel the underlying LLM generation:
	Backend may continue briefly: The BAML backend may generate additional tokens after you stop consuming
	Already-queued chunks are discarded: Messages in flight are flushed from the mailbox
	For cost control: Consider using token limits in your BAML client configuration rather than relying on early stream termination
	Process termination helps: When the consumer process fully terminates, message flow eventually stops

Important Notes
Due to asynchronous message passing, the backend may generate and queue additional chunks even after your consumer stops. These chunks are automatically flushed from the mailbox to prevent memory issues. Stream cleanup is about mailbox hygiene, not cost optimization.
Custom Stream Implementation
For complete control, implement streaming from scratch:
actions do
  action :custom_stream, AshBaml.Type.Stream do
    argument :prompt, :string

    run fn input, _ctx ->
      stream = Stream.resource(
        fn ->
          # Initialize: Call BAML client
          {:ok, baml_stream} = MyApp.BamlClient.generate_story_stream(%{
            prompt: input.arguments.prompt
          })

          baml_stream
        end,
        fn baml_stream ->
          # Emit: Get next chunk
          case Enum.take(baml_stream, 1) do
            [chunk] -> {[chunk], Stream.drop(baml_stream, 1)}
            [] -> {:halt, baml_stream}
          end
        end,
        fn _baml_stream ->
          # Cleanup
          :ok
        end
      )

      {:ok, stream}
    end
  end
end
Testing Streaming
defmodule MyApp.StreamingTest do
  use ExUnit.Case

  test "streams story generation" do
    {:ok, stream} = MyApp.Generator
      |> Ash.ActionInput.for_action(:generate_story_stream, %{
        prompt: "Test story"
      })
      |> Ash.run_action()

    chunks = Enum.to_list(stream)

    assert length(chunks) > 0
    assert Enum.all?(chunks, &is_binary/1)

    complete = Enum.join(chunks)
    assert String.length(complete) > 0
  end

  test "handles stream errors" do
    # Mock to return error stream
    expect(MyApp.BamlClientMock, :generate_story_stream, fn _ ->
      {:ok, Stream.map([1, 2, 3], fn _ ->
        raise "Simulated error"
      end)}
    end)

    {:ok, stream} = MyApp.Generator
      |> Ash.ActionInput.for_action(:generate_story_stream, %{prompt: "Test"})
      |> Ash.run_action()

    assert_raise RuntimeError, fn ->
      Enum.to_list(stream)
    end
  end
end
Performance Tips
1. Buffer Small Chunks
def buffer_chunks(stream, min_size \\ 100) do
  Stream.transform(stream, "", fn chunk, buffer ->
    new_buffer = buffer <> chunk

    if String.length(new_buffer) >= min_size do
      {[new_buffer], ""}
    else
      {[], new_buffer}
    end
  end)
  |> Stream.concat(fn -> Stream.emit_final_buffer() end)
end
2. Timeout Handling
def stream_with_timeout(stream, timeout_ms \\ 30_000) do
  Stream.transform(stream, nil, fn chunk, _state ->
    Task.await(Task.async(fn -> chunk end), timeout_ms)
    {[chunk], nil}
  end)
end
3. Rate Limiting
def rate_limit_stream(stream, delay_ms \\ 100) do
  Stream.transform(stream, nil, fn chunk, _state ->
    Process.sleep(delay_ms)
    {[chunk], nil}
  end)
end
Next Steps
	Configure Telemetry - Monitor streaming performance
	Tutorial: Get Started - Basic streaming example
	Topic: Actions - Understanding streaming actions

Related
	How to: Call BAML Function - Non-streaming calls
	Topic: Actions - Action system overview



  

    How to Configure Telemetry

Step-by-step guide to setting up telemetry for monitoring ash_baml applications.
Quick Setup
Add telemetry handlers to your Application.start/2:
defmodule MyApp.Application do
  use Application

  def start(_type, _args) do
    # Attach telemetry handler
    :telemetry.attach_many(
      "ash-baml-handler",
      [
        [:ash_baml, :call, :start],
        [:ash_baml, :call, :stop],
        [:ash_baml, :call, :exception]
      ],
      &MyApp.Telemetry.handle_event/4,
      nil
    )

    children = [
      # Your other children
    ]

    Supervisor.start_link(children, strategy: :one_for_one)
  end
end
Step 1: Create Telemetry Handler Module
defmodule MyApp.Telemetry do
  require Logger

  def handle_event([:ash_baml, :call, :start], _measurements, metadata, _config) do
    Logger.info("BAML call started: #{metadata.function_name}")
  end

  def handle_event([:ash_baml, :call, :stop], measurements, metadata, _config) do
    duration_ms = System.convert_time_unit(measurements.duration, :native, :millisecond)

    Logger.info("BAML call completed",
      function: metadata.function_name,
      duration_ms: duration_ms,
      tokens: measurements.total_tokens
    )
  end

  def handle_event([:ash_baml, :call, :exception], measurements, metadata, _config) do
    duration_ms = System.convert_time_unit(measurements.duration, :native, :millisecond)

    Logger.error("BAML call failed",
      function: metadata.function_name,
      duration_ms: duration_ms,
      error: inspect(metadata.reason)
    )
  end
end
Step 2: Add Metrics (Optional)
Install dependencies:
# mix.exs
defp deps do
  [
    {:telemetry_metrics, "~> 1.0"},
    {:telemetry_poller, "~> 1.0"}
  ]
end
Create metrics module:
defmodule MyApp.Telemetry.Metrics do
  use Supervisor
  import Telemetry.Metrics

  def start_link(arg) do
    Supervisor.start_link(__MODULE__, arg, name: __MODULE__)
  end

  def init(_arg) do
    children = [
      {:telemetry_poller, measurements: [], period: 10_000}
    ]

    Supervisor.init(children, strategy: :one_for_one)
  end

  def metrics do
    [
      # Duration distribution
      distribution("ash_baml.call.duration",
        event_name: [:ash_baml, :call, :stop],
        measurement: :duration,
        unit: {:native, :millisecond},
        tags: [:function_name, :model]
      ),

      # Token usage sum
      sum("ash_baml.call.tokens",
        event_name: [:ash_baml, :call, :stop],
        measurement: :total_tokens,
        tags: [:function_name, :model]
      ),

      # Call counter
      counter("ash_baml.call.count",
        event_name: [:ash_baml, :call, :stop],
        tags: [:function_name]
      ),

      # Error counter
      counter("ash_baml.call.errors",
        event_name: [:ash_baml, :call, :exception],
        tags: [:function_name, :kind]
      )
    ]
  end
end
Add to supervision tree:
children = [
  MyApp.Telemetry.Metrics,
  # other children
]
Step 3: Track Costs
defmodule MyApp.CostTracker do
  use GenServer
  require Logger

  @costs %{
    "gpt-5" => %{prompt: 0.003, completion: 0.012},
    "gpt-5-mini" => %{prompt: 0.0002, completion: 0.0008}
  }

  def start_link(_) do
    GenServer.start_link(__MODULE__, %{total: 0.0, calls: 0}, name: __MODULE__)
  end

  def init(state) do
    :telemetry.attach(
      "cost-tracker",
      [:ash_baml, :call, :stop],
      &__MODULE__.handle_telemetry/4,
      nil
    )

    {:ok, state}
  end

  def handle_telemetry(_event, measurements, metadata, _config) do
    cost = calculate_cost(
      metadata[:model],
      measurements[:input_tokens],
      measurements[:output_tokens]
    )

    GenServer.cast(__MODULE__, {:add_cost, cost})
  end

  def handle_cast({:add_cost, cost}, state) do
    new_state = %{
      total: state.total + cost,
      calls: state.calls + 1
    }

    Logger.info("Total LLM cost: $#{Float.round(new_state.total, 4)}")

    {:noreply, new_state}
  end

  defp calculate_cost(nil, _, _), do: 0.0

  defp calculate_cost(model, input_tokens, output_tokens) do
    case @costs[model] do
      nil ->
        0.0

      rates ->
        prompt_cost = (input_tokens || 0) / 1000 * rates.prompt
        completion_cost = (output_tokens || 0) / 1000 * rates.completion
        prompt_cost + completion_cost
    end
  end

  # Public API
  def get_stats do
    GenServer.call(__MODULE__, :get_stats)
  end

  def handle_call(:get_stats, _from, state) do
    {:reply, state, state}
  end
end
Add to supervision tree:
children = [
  MyApp.CostTracker,
  # other children
]
Step 4: Phoenix LiveDashboard Integration
Install dependency:
{:phoenix_live_dashboard, "~> 0.8"}
Add to router:
import Phoenix.LiveDashboard.Router

scope "/" do
  live_dashboard "/dashboard",
    metrics: MyApp.Telemetry.Metrics
end
Step 5: Export to External Systems
Datadog
# mix.exs
{:statix, "~> 1.4"}

# config/config.exs
config :statix, MyApp.Statix,
  host: System.get_env("DATADOG_HOST", "localhost"),
  port: 8125

# lib/my_app/telemetry/datadog.ex
defmodule MyApp.Telemetry.Datadog do
  use Statix

  def attach do
    :telemetry.attach(
      "datadog-reporter",
      [:ash_baml, :call, :stop],
      &__MODULE__.handle_event/4,
      nil
    )
  end

  def handle_event(_event, measurements, metadata, _config) do
    duration_ms = System.convert_time_unit(measurements.duration, :native, :millisecond)

    histogram("baml.call.duration", duration_ms,
      tags: ["function:#{metadata.function_name}", "model:#{metadata.model}"]
    )

    if tokens = measurements.total_tokens do
      histogram("baml.call.tokens", tokens,
        tags: ["function:#{metadata.function_name}"]
      )
    end
  end
end
Call in Application.start/2:
MyApp.Telemetry.Datadog.attach()
Prometheus
# mix.exs
{:telemetry_metrics_prometheus, "~> 1.1"}

# lib/my_app/telemetry/prometheus.ex
defmodule MyApp.Telemetry.Prometheus do
  use Supervisor

  def start_link(arg) do
    Supervisor.start_link(__MODULE__, arg, name: __MODULE__)
  end

  def init(_arg) do
    children = [
      {TelemetryMetricsPrometheus, metrics: MyApp.Telemetry.Metrics.metrics()}
    ]

    Supervisor.init(children, strategy: :one_for_one)
  end
end
Add to supervision tree and configure endpoint in config.exs:
config :telemetry_metrics_prometheus, port: 9568
Testing Telemetry
defmodule MyApp.TelemetryTest do
  use ExUnit.Case

  test "emits telemetry events on BAML call" do
    # Attach test handler
    ref = make_ref()

    :telemetry.attach(
      "test-handler-#{inspect(ref)}",
      [:ash_baml, :call, :stop],
      fn _event, measurements, metadata, _config ->
        send(self(), {:telemetry_event, measurements, metadata})
      end,
      nil
    )

    # Make BAML call
    {:ok, _result} = MyApp.Assistant
      |> Ash.ActionInput.for_action(:say_hello, %{name: "Test"})
      |> Ash.run_action()

    # Assert event received
    assert_receive {:telemetry_event, measurements, metadata}, 1000

    assert is_integer(measurements.duration)
    assert metadata.function_name == "SayHello"

    # Cleanup
    :telemetry.detach("test-handler-#{inspect(ref)}")
  end
end
Next Steps
	Topic: Telemetry - Complete telemetry reference
	Topic: Patterns - Observability patterns

Related
	Topic: Telemetry - Deep dive into telemetry events



  

    How to Build Agentic Loop

Step-by-step guide to building autonomous agents with feedback loops.
Overview
An agentic loop allows the LLM to:
	Plan the next action based on current state
	Execute that action
	Update state with results
	Repeat until goal achieved or max iterations

Step 1: Define State and Action Types
Create baml_src/agent.baml:
enum AgentAction {
  Search
  Analyze
  Complete
}

class AgentStep {
  action AgentAction
  reasoning string
  query string?
  final_answer string?
}

class AgentState {
  goal string
  steps_taken string[]
  information_gathered string[]
  iteration int
}

function PlanNextStep(state: AgentState) -> AgentStep {
  client GPT4
  prompt #"
    You are a research agent. Goal: {{ state.goal }}

    Current iteration: {{ state.iteration }}
    Steps taken: {{ state.steps_taken }}
    Information: {{ state.information_gathered }}

    Decide next action:
    - Search: Need more information
    - Analyze: Process gathered information
    - Complete: Have enough to answer

    {{ ctx.output_format }}
  "#
}
Step 2: Generate Types
mix ash_baml.gen.types MyApp.BamlClient

Step 3: Create Agent Resource
defmodule MyApp.Agent do
  use Ash.Resource,
    domain: MyApp.Domain,
    extensions: [AshBaml.Resource]

  baml do
    client :default
    import_functions [:PlanNextStep]
  end

  actions do
    action :run_agent, :map do
      argument :goal, :string, allow_nil?: false
      argument :max_iterations, :integer, default: 5

      run MyApp.Agent.AgentLoop
    end
  end
end
Step 4: Implement Agent Loop
defmodule MyApp.Agent.AgentLoop do
  use Ash.Resource.Actions.Implementation

  alias MyApp.BamlClient.Types.{AgentState, AgentStep}

  @impl true
  def run(input, _opts, _context) do
    initial_state = %AgentState{
      goal: input.arguments.goal,
      steps_taken: [],
      information_gathered: [],
      iteration: 0
    }

    run_loop(initial_state, input.arguments.max_iterations)
  end

  defp run_loop(state, max_iterations) do
    if state.iteration >= max_iterations do
      {:ok, %{
        status: :max_iterations,
        iterations: state.iteration,
        steps: state.steps_taken
      }}
    else
      # Plan next step
      case plan_step(state) do
        {:ok, step} ->
          # Execute step
          case execute_step(step, state) do
            {:ok, :complete, answer} ->
              {:ok, %{
                status: :completed,
                answer: answer,
                iterations: state.iteration + 1,
                steps: state.steps_taken ++ [step.reasoning]
              }}

            {:ok, :continue, updated_state} ->
              run_loop(updated_state, max_iterations)

            {:error, reason} ->
              {:error, reason}
          end

        {:error, reason} ->
          {:error, reason}
      end
    end
  end

  defp plan_step(state) do
    MyApp.Agent
    |> Ash.ActionInput.for_action(:plan_next_step, %{state: state})
    |> Ash.run_action()
  end

  defp execute_step(%AgentStep{action: :complete, final_answer: answer}, _state) do
    {:ok, :complete, answer}
  end

  defp execute_step(%AgentStep{action: :search, query: query, reasoning: reasoning}, state) do
    # Perform search
    results = search(query)

    updated_state = %AgentState{
      state
      | iteration: state.iteration + 1,
        steps_taken: state.steps_taken ++ ["Search: #{reasoning}"],
        information_gathered: state.information_gathered ++ [results]
    }

    {:ok, :continue, updated_state}
  end

  defp execute_step(%AgentStep{action: :analyze, reasoning: reasoning}, state) do
    # Analyze gathered information
    analysis = analyze(state.information_gathered, state.goal)

    updated_state = %AgentState{
      state
      | iteration: state.iteration + 1,
        steps_taken: state.steps_taken ++ ["Analyze: #{reasoning}"],
        information_gathered: state.information_gathered ++ [analysis]
    }

    {:ok, :continue, updated_state}
  end

  # Placeholder functions - replace with real implementations
  defp search(query), do: "Results for: #{query}"
  defp analyze(info, goal), do: "Analysis of #{length(info)} items for #{goal}"
end
Step 5: Use the Agent
{:ok, result} = MyApp.Agent
  |> Ash.ActionInput.for_action(:run_agent, %{
    goal: "What are the benefits of Elixir?",
    max_iterations: 5
  })
  |> Ash.run_action()

IO.inspect(result)
# %{
#   status: :completed,
#   answer: "Elixir provides...",
#   iterations: 3,
#   steps: ["Search: ...", "Analyze: ...", "Search: ..."]
# }
Adding Streaming Progress Updates
defmodule MyApp.Agent.AgentLoopStream do
  use Ash.Resource.Actions.Implementation

  @impl true
  def run(input, _opts, _context) do
    initial_state = %AgentState{
      goal: input.arguments.goal,
      steps_taken: [],
      information_gathered: [],
      iteration: 0
    }

    stream = Stream.resource(
      fn -> initial_state end,
      fn state ->
        if state.iteration >= input.arguments.max_iterations do
          {[%{type: :max_iterations, state: state}], :halt}
        else
          case run_iteration(state) do
            {:ok, :complete, answer} ->
              {[%{type: :complete, answer: answer, state: state}], :halt}

            {:ok, :continue, step, updated_state} ->
              {[%{type: :step, step: step, state: updated_state}], updated_state}

            {:error, reason} ->
              {[%{type: :error, reason: reason}], :halt}
          end
        end
      end,
      fn _ -> :ok end
    )

    {:ok, stream}
  end

  defp run_iteration(state) do
    # Similar logic but returns per-iteration
    # ...
  end
end
Add streaming action:
action :run_agent_stream, AshBaml.Type.Stream do
  argument :goal, :string
  argument :max_iterations, :integer, default: 5

  run MyApp.Agent.AgentLoopStream
end
State Persistence
For long-running agents, persist state:
defmodule MyApp.PersistentAgent do
  use Ash.Resource,
    data_layer: AshPostgres.DataLayer

  attributes do
    uuid_primary_key :id
    attribute :goal, :string
    attribute :state, :map
    attribute :status, :atom
    attribute :result, :map
  end

  actions do
    create :start do
      accept [:goal]

      change fn changeset, _context ->
        Ash.Changeset.change_attribute(changeset, :state, %{
          iteration: 0,
          steps_taken: [],
          information_gathered: []
        })
        |> Ash.Changeset.change_attribute(:status, :running)
      end
    end

    action :continue, :map do
      argument :agent_id, :uuid

      run fn input, _ctx ->
        agent = MyApp.PersistentAgent |> Ash.get!(input.arguments.agent_id)

        case run_next_iteration(agent.state, agent.goal) do
          {:ok, :complete, answer} ->
            agent
            |> Ash.Changeset.for_update(:update, %{
              status: :completed,
              result: %{answer: answer}
            })
            |> Ash.update!()

            {:ok, %{status: :completed, answer: answer}}

          {:ok, :continue, new_state} ->
            agent
            |> Ash.Changeset.for_update(:update, %{state: new_state})
            |> Ash.update!()

            {:ok, %{status: :running, state: new_state}}
        end
      end
    end
  end
end
Error Recovery
Add retry and fallback logic:
defp execute_step_with_retry(step, state, retries \\ 3) do
  case execute_step(step, state) do
    {:ok, result} ->
      {:ok, result}

    {:error, _reason} when retries > 0 ->
      Process.sleep(1000)
      execute_step_with_retry(step, state, retries - 1)

    {:error, _reason} ->
      # Fallback: try analysis instead
      fallback_step = %AgentStep{
        action: :analyze,
        reasoning: "Original action failed, analyzing available data"
      }
      execute_step(fallback_step, state)
  end
end
Testing
defmodule MyApp.AgentTest do
  use ExUnit.Case

  test "agent completes within max iterations" do
    {:ok, result} = MyApp.Agent
      |> Ash.ActionInput.for_action(:run_agent, %{
        goal: "Test goal",
        max_iterations: 5
      })
      |> Ash.run_action()

    assert result.status in [:completed, :max_iterations]
    assert result.iterations <= 5
  end

  test "agent state progresses" do
    # Mock plan_next_step to return predictable steps
    expect(MyApp.BamlClientMock, :plan_next_step, fn %{state: state} ->
      step = case state.iteration do
        0 -> %AgentStep{action: :search, query: "test", reasoning: "Need info"}
        1 -> %AgentStep{action: :analyze, reasoning: "Process results"}
        _ -> %AgentStep{action: :complete, final_answer: "Done"}
      end

      {:ok, step}
    end)

    {:ok, result} = MyApp.Agent
      |> Ash.ActionInput.for_action(:run_agent, %{goal: "Test"})
      |> Ash.run_action()

    assert result.status == :completed
    assert length(result.steps) == 3
  end
end
Next Steps
	Tutorial: Building an Agent - Complete tutorial
	Topic: Patterns - Agent patterns
	How to: Customize Actions - Advanced customization

Related
	Tutorial: Building an Agent - Full walkthrough
	Topic: Actions - Custom action implementations



  

    How to Customize Actions

Step-by-step guide to customizing BAML actions beyond auto-generation.
When to Customize
Customize actions when you need:
	Preprocessing before BAML call
	Post-processing after BAML call
	Multiple BAML calls in sequence
	Conditional logic
	State management
	Database integration

Method 1: Inline Anonymous Function
Simplest customization for lightweight logic.
actions do
  action :extract_formatted, MyApp.BamlClient.Types.User do
    argument :text, :string

    run fn input, _ctx ->
      # Preprocessing
      cleaned_text = input.arguments.text
        |> String.trim()
        |> String.downcase()

      # Call BAML
      {:ok, user} = __MODULE__
        |> Ash.ActionInput.for_action(:extract_user, %{text: cleaned_text})
        |> Ash.run_action()

      # Post-processing
      {:ok, normalize_user(user)}
    end
  end

  defp normalize_user(user) do
    %{user | email: String.downcase(user.email || "")}
  end
end
Method 2: Custom Action Module
For complex logic, create dedicated module.
Step 1: Create Module
defmodule MyApp.Actions.ExtractAndValidate do
  use Ash.Resource.Actions.Implementation

  @impl true
  def run(input, _opts, _context) do
    with {:ok, extracted} <- extract(input),
         :ok <- validate(extracted),
         {:ok, enriched} <- enrich(extracted) do
      {:ok, enriched}
    end
  end

  defp extract(input) do
    MyApp.Extractor
    |> Ash.ActionInput.for_action(:extract_user, %{text: input.arguments.text})
    |> Ash.run_action()
  end

  defp validate(user) do
    cond do
      is_nil(user.email) -> {:error, "Email required"}
      String.length(user.name) < 2 -> {:error, "Name too short"}
      true -> :ok
    end
  end

  defp enrich(user) do
    # Add additional data
    {:ok, Map.put(user, :created_at, DateTime.utc_now())}
  end
end
Step 2: Use Module in Action
actions do
  action :extract_and_validate, MyApp.BamlClient.Types.User do
    argument :text, :string

    run MyApp.Actions.ExtractAndValidate
  end
end
Method 3: Chaining Multiple BAML Calls
Sequential Calls
defmodule MyApp.Actions.ProcessDocument do
  use Ash.Resource.Actions.Implementation

  @impl true
  def run(input, _opts, _context) do
    text = input.arguments.text

    # Step 1: Extract entities
    {:ok, entities} = MyApp.Extractor
      |> Ash.ActionInput.for_action(:extract_entities, %{text: text})
      |> Ash.run_action()

    # Step 2: Classify sentiment
    {:ok, sentiment} = MyApp.Classifier
      |> Ash.ActionInput.for_action(:classify_sentiment, %{text: text})
      |> Ash.run_action()

    # Step 3: Generate summary
    {:ok, summary} = MyApp.Summarizer
      |> Ash.ActionInput.for_action(:summarize, %{
        text: text,
        entities: entities,
        sentiment: sentiment
      })
      |> Ash.run_action()

    {:ok, %{
      entities: entities,
      sentiment: sentiment,
      summary: summary
    }}
  end
end
Parallel Calls
defmodule MyApp.Actions.ParallelAnalysis do
  use Ash.Resource.Actions.Implementation

  @impl true
  def run(input, _opts, _context) do
    text = input.arguments.text

    # Run all analyses in parallel
    tasks = [
      Task.async(fn -> extract_entities(text) end),
      Task.async(fn -> classify_sentiment(text) end),
      Task.async(fn -> detect_language(text) end)
    ]

    [entities, sentiment, language] = Task.await_many(tasks)

    {:ok, %{
      entities: entities,
      sentiment: sentiment,
      language: language
    }}
  end

  defp extract_entities(text) do
    {:ok, result} = MyApp.Extractor
      |> Ash.ActionInput.for_action(:extract_entities, %{text: text})
      |> Ash.run_action()

    result
  end

  # ... other helper functions
end
Method 4: Conditional Logic
Choose BAML function based on input:
defmodule MyApp.Actions.SmartExtractor do
  use Ash.Resource.Actions.Implementation

  @impl true
  def run(input, _opts, _context) do
    text = input.arguments.text

    # Detect content type
    type = detect_type(text)

    # Choose appropriate extraction function
    action = case type do
      :email -> :extract_email
      :address -> :extract_address
      :person -> :extract_person
      _ -> :extract_generic
    end

    MyApp.Extractor
    |> Ash.ActionInput.for_action(action, %{text: text})
    |> Ash.run_action()
  end

  defp detect_type(text) do
    cond do
      String.contains?(text, "@") -> :email
      String.contains?(text, "Street") || String.contains?(text, "Ave") -> :address
      String.match?(text, ~r/\b[A-Z][a-z]+ [A-Z][a-z]+\b/) -> :person
      true -> :generic
    end
  end
end
Method 5: Database Integration
Combine BAML with Ash CRUD:
defmodule MyApp.Actions.ExtractAndSave do
  use Ash.Resource.Actions.Implementation

  @impl true
  def run(input, _opts, _context) do
    # Extract data with BAML
    {:ok, user_data} = MyApp.Extractor
      |> Ash.ActionInput.for_action(:extract_user, %{text: input.arguments.text})
      |> Ash.run_action()

    # Save to database
    MyApp.User
    |> Ash.Changeset.for_create(:create, %{
      name: user_data.name,
      email: user_data.email,
      extracted_from: input.arguments.text
    })
    |> Ash.create()
  end
end
Method 6: Caching
Add caching layer:
defmodule MyApp.Actions.CachedExtractor do
  use Ash.Resource.Actions.Implementation

  @impl true
  def run(input, _opts, _context) do
    text = input.arguments.text
    cache_key = generate_cache_key(text)

    case Cachex.get(:baml_cache, cache_key) do
      {:ok, nil} ->
        # Cache miss - call BAML
        {:ok, result} = MyApp.Extractor
          |> Ash.ActionInput.for_action(:extract, %{text: text})
          |> Ash.run_action()

        # Cache result
        Cachex.put(:baml_cache, cache_key, result, ttl: :timer.hours(1))

        {:ok, result}

      {:ok, cached_result} ->
        # Cache hit
        {:ok, cached_result}
    end
  end

  defp generate_cache_key(text) do
    :crypto.hash(:sha256, text) |> Base.encode16()
  end
end
Method 7: Retry Logic
Add resilience with retries:
defmodule MyApp.Actions.ResilientExtractor do
  use Ash.Resource.Actions.Implementation

  @max_retries 3
  @backoff_ms 1000

  @impl true
  def run(input, _opts, _context) do
    execute_with_retry(input, @max_retries)
  end

  defp execute_with_retry(input, retries_left) do
    case call_baml(input) do
      {:ok, result} ->
        {:ok, result}

      {:error, reason} when retries_left > 0 ->
        Logger.warning("BAML call failed, retrying... #{retries_left} attempts left")
        Process.sleep(@backoff_ms)
        execute_with_retry(input, retries_left - 1)

      {:error, reason} ->
        {:error, "All retries exhausted: #{inspect(reason)}"}
    end
  end

  defp call_baml(input) do
    MyApp.Extractor
    |> Ash.ActionInput.for_action(:extract, %{text: input.arguments.text})
    |> Ash.run_action()
  end
end
Method 8: Custom Return Types
Transform BAML output to custom structure:
defmodule MyApp.Actions.CustomFormatter do
  use Ash.Resource.Actions.Implementation

  @impl true
  def run(input, _opts, _context) do
    {:ok, baml_result} = MyApp.Extractor
      |> Ash.ActionInput.for_action(:extract_user, %{text: input.arguments.text})
      |> Ash.run_action()

    # Transform to custom format
    custom_result = %{
      full_name: format_name(baml_result),
      contact: %{
        email: baml_result.email,
        phone: baml_result.phone
      },
      metadata: %{
        extracted_at: DateTime.utc_now(),
        source: input.arguments.source
      }
    }

    {:ok, custom_result}
  end

  defp format_name(user) do
    "#{user.first_name} #{user.last_name}"
  end
end
Testing Custom Actions
defmodule MyApp.Actions.ExtractAndValidateTest do
  use ExUnit.Case

  import Mox
  setup :verify_on_exit!

  test "extracts and validates successfully" do
    # Mock BAML call
    expect(MyApp.BamlClientMock, :extract_user, fn %{text: _} ->
      {:ok, %MyApp.BamlClient.Types.User{
        name: "Alice",
        email: "alice@example.com"
      }}
    end)

    {:ok, result} = MyApp.Extractor
      |> Ash.ActionInput.for_action(:extract_and_validate, %{text: "Alice alice@example.com"})
      |> Ash.run_action()

    assert result.name == "Alice"
    assert result.email == "alice@example.com"
  end

  test "returns error on validation failure" do
    expect(MyApp.BamlClientMock, :extract_user, fn _ ->
      {:ok, %MyApp.BamlClient.Types.User{name: "A", email: nil}}
    end)

    assert {:error, "Email required"} = MyApp.Extractor
      |> Ash.ActionInput.for_action(:extract_and_validate, %{text: "A"})
      |> Ash.run_action()
  end
end
Best Practices
	Keep actions focused: One action, one responsibility
	Handle errors: Always use with or case for BAML calls
	Log appropriately: Log failures, not successes (unless debugging)
	Test thoroughly: Mock BAML calls in tests
	Document intent: Add @moduledoc explaining what the action does

Next Steps
	Topic: Actions - Complete action system overview
	Topic: Patterns - Common customization patterns
	How to: Build Agentic Loop - Complex custom actions

Related
	How to: Call BAML Function - Basic function calling
	Topic: Actions - Action system deep dive



  

    AshBaml.Resource

The AshBaml resource extension.
Adds the baml do ... end DSL block to Ash resources.
The call_baml/1 helper macro is automatically available when using this extension:
defmodule MyApp.ChatResource do
  use Ash.Resource,
    domain: MyApp.Domain,
    extensions: [AshBaml.Resource]

  baml do
    client_module MyApp.BamlClient
  end

  actions do
    action :chat, MyApp.BamlClient.Types.Reply do
      argument :message, :string
      run call_baml(:ChatAgent)
    end
  end
end
baml
Configure BAML client integration for this resource.
Client Configuration
client - Client identifier that references a client configured in application config.
This is the recommended approach for defining BAML clients. Configure your clients in
config and reference them by identifier:
config/config.exs
config :ash_baml,
clients: [
support: {MyApp.BamlClients.Support, baml_src: "baml_src/support"},
content: {MyApp.BamlClients.Content, baml_src: "baml_src/content"}
]
In your resource
baml do
client :support
import_functions [:AnalyzeTicket]
end
The client module will be automatically generated at compile time using the configured
module name and baml_src path. Multiple resources can share the same client by using
the same identifier.
client_module - The module that uses BamlElixir.Client to define BAML functions.
This is an alternative approach where you manually create a client module file. For most
use cases, consider using client with config-based clients instead, which auto-generates
the module and centralizes configuration.
Either client or client_module must be provided, but not both.
Importing Functions
import_functions - List of BAML function names to import as Ash actions.
For each function listed, two actions are automatically generated:
	Regular action: :function_name - Returns the complete result
	Streaming action: :function_name_stream - Returns a Stream

The function names must match BAML function definitions, and their return types must have
corresponding generated types in ClientModule.Types.
Example:
baml do
client :support
import_functions [:ExtractTasks, :SummarizeTasks]
end
This generates 4 actions:
	:extract_tasks - Regular action
	:extract_tasks_stream - Streaming action
	:summarize_tasks - Regular action
	:summarize_tasks_stream - Streaming action

Before importing functions, you must:
	Define BAML functions in your baml_src/ directory
	Run mix ash_baml.gen.types YourClient to generate types
	Ensure types exist in YourClient.Types namespace

The transformer will validate at compile-time that functions exist in the BAML client,
return types have been generated, and argument types are valid.
Example
baml do
client :support
telemetry do
enabled true
end
end
Nested DSLs
	telemetry

Examples
# Config-driven client (recommended)
baml do
  client :default
  import_functions [:AnalyzeTicket]
end

# With telemetry
baml do
  client :support

  telemetry do
    enabled true
    metadata [:function_name, :llm_client]
  end
end

# Manual client module (alternative)
baml do
  client_module MyApp.BamlClient
end

Options
	Name	Type	Default	Docs
	client	atom		Client identifier that references a client configured in application config
	client_module	atom		The module that uses BamlElixir.Client to define BAML functions
	import_functions	list(atom)	[]	List of BAML function names to import as Ash actions

baml.telemetry
Configure telemetry for BAML function calls.
Telemetry is opt-in and disabled by default. When enabled, emits
:telemetry events for observability into LLM interactions.
Telemetry Options
enabled - When false, no collectors are created and no telemetry events
are emitted, resulting in zero overhead. Default: false
prefix - Event name prefix for telemetry events. Events will be named
prefix ++ [:call, event_type]. Default: [:ash_baml] which produces events like
[:ash_baml, :call, :start], [:ash_baml, :call, :stop], [:ash_baml, :call, :exception]
events - Which telemetry events to emit. Allowed values: :start, :stop, :exception.
Default: [:start, :stop, :exception]
metadata - Additional metadata fields to include in telemetry events.
Safe fields (always included): :resource, :action, :function_name, :collector_name.
Opt-in fields (must be explicitly listed): :llm_client, :stream.
Default: [] (only safe fields included)
sample_rate - Sampling rate for telemetry (0.0 - 1.0). Use lower rates for high-volume
operations to reduce overhead. 1.0 = 100% of calls tracked, 0.1 = 10% of calls tracked,
0.0 = effectively disables telemetry. Default: 1.0
collector_name - Custom name for collectors. Can be a string like "my-collector" or
a function that receives the input and returns a string like
fn input -> "#{input.resource}-#{input.action.name}" end. If not provided, a unique name
is generated: "ResourceModule-FunctionName-unique_integer". Default: nil (auto-generated)
Events Emitted
	[:ash_baml, :call, :start] - Before BAML function call
	[:ash_baml, :call, :stop] - After successful call
	[:ash_baml, :call, :exception] - On error

Example
telemetry do
enabled true
metadata [:function_name, :resource]
sample_rate 1.0
end
Examples
telemetry do
  enabled true
  prefix [:my_app, :ai]
  metadata [:function_name, :resource, :action]
  sample_rate 0.1  # Track 10% of calls
end

Options
	Name	Type	Default	Docs
	enabled	boolean	false	Enable telemetry for BAML function calls
	prefix	list(atom)	[:ash_baml]	Event name prefix for telemetry events
	events	list(:start | :stop | :exception)	[:start, :stop, :exception]	Which telemetry events to emit
	metadata	list(atom)	[]	Additional metadata fields to include in telemetry events
	sample_rate	float	1.0	Sampling rate for telemetry (0.0 - 1.0)
	collector_name	String.t | (any -> any) | nil		Custom name for collectors



  

    
AshBaml.Response 
    



      
Wrapper for BAML function responses including usage metadata.
This struct wraps the result of a BAML function call with token usage information,
enabling integration with observability systems like AshAgent's response_usage/1.
Fields
	:data - The actual BAML function result (struct or primitive)
	:usage - Token usage map with :input_tokens, :output_tokens, :total_tokens
	:collector - The BamlElixir.Collector reference used for the call
	:model_name - LLM model name (e.g., "gpt-4", "claude-3-opus")
	:provider - LLM provider (e.g., "openai", "anthropic")
	:client_name - BAML client name used for the call
	:timing - Timing information map with :duration_ms, :start_time_utc_ms, :time_to_first_token_ms
	:num_attempts - Number of LLM call attempts (tracks retries/fallbacks)
	:function_name - BAML function name that was called
	:request_id - Unique identifier for this request
	:raw_response - Raw LLM text output before BAML parsing
	:http_response_body - Full HTTP response body JSON string (contains thinking blocks)
	:tags - Custom metadata tags map
	:log_type - Type of call: "call" or "stream"

Example
response = AshBaml.Response.new(result, collector)
response.data           # => %ChatResponse{message: "Hello!"}
response.usage          # => %{input_tokens: 10, output_tokens: 5, total_tokens: 15}
response.model_name     # => "gpt-4"
response.provider       # => "openai"
response.timing         # => %{duration_ms: 234, start_time_utc_ms: 1699123456789}
response.num_attempts   # => 1
response.function_name  # => "ChatAgent"

data = AshBaml.Response.unwrap(response)
usage = AshBaml.Response.usage(response)
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    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        new(data, collector)

      


        Creates a new Response wrapping BAML function result with usage metadata.



    


    
      
        thinking(arg1)

      


        Extracts thinking content from the HTTP response body.



    


    
      
        unwrap(data)

      


        Extracts the original data from a Response struct.



    


    
      
        usage(response)

      


        Extracts usage metadata from a Response struct.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %AshBaml.Response{
  client_name: String.t() | nil,
  collector: %BamlElixir.Collector{reference: reference()} | nil,
  data: term(),
  function_name: String.t() | nil,
  http_response_body: String.t() | nil,
  log_type: String.t() | nil,
  model_name: String.t() | nil,
  num_attempts: non_neg_integer() | nil,
  provider: String.t() | nil,
  raw_response: String.t() | nil,
  request_id: String.t() | nil,
  tags: map() | nil,
  timing:
    %{
      duration_ms: number(),
      start_time_utc_ms: number(),
      time_to_first_token_ms: number() | nil
    }
    | nil,
  usage:
    %{
      input_tokens: non_neg_integer(),
      output_tokens: non_neg_integer(),
      total_tokens: non_neg_integer()
    }
    | nil
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      new(data, collector)



        
          
        

    

  


  

Creates a new Response wrapping BAML function result with usage metadata.
Arguments
	data - The BAML function result to wrap
	collector - The BamlElixir.Collector used for the call (may be nil)

Returns
Returns a %AshBaml.Response{} struct with extracted usage information.

  



  
    
      
    
    
      thinking(arg1)



        
          
        

    

  


  

      

          @spec thinking(t()) :: String.t() | nil


      


Extracts thinking content from the HTTP response body.
Extended thinking models return content blocks with type "thinking".
This parses the http_response_body JSON to extract that content.
Arguments
	response - A %AshBaml.Response{} struct

Returns
Returns the thinking content as a string, or nil if no thinking content is present.

  



  
    
      
    
    
      unwrap(data)



        
          
        

    

  


  

      

          @spec unwrap(t() | term()) :: term()


      


Extracts the original data from a Response struct.
This is a convenience function that handles both Response structs
and raw data, making it safe to use in contexts where you're unsure
if the data has been wrapped.
Arguments
	response - Either a %AshBaml.Response{} struct or raw data

Returns
Returns the unwrapped data.
Examples
iex> response = %AshBaml.Response{data: "hello"}
iex> AshBaml.Response.unwrap(response)
"hello"

iex> AshBaml.Response.unwrap("hello")
"hello"

  



  
    
      
    
    
      usage(response)



        
          
        

    

  


  

      

          @spec usage(t()) :: map() | nil


      


Extracts usage metadata from a Response struct.
Arguments
	response - A %AshBaml.Response{} struct

Returns
Returns a map with :input_tokens, :output_tokens, and :total_tokens,
or nil if usage information is unavailable.
Example
iex> response = %AshBaml.Response{usage: %{input_tokens: 10, output_tokens: 5, total_tokens: 15}}
iex> AshBaml.Response.usage(response)
%{input_tokens: 10, output_tokens: 5, total_tokens: 15}

  


        

      


  

    
AshBaml.Transformers.DefineClientModules 
    



      
Transformer that auto-generates BAML client modules from application config.
For resources using client :identifier instead of client_module, this
transformer reads the application config and dynamically creates the client
module using Module.create/3.
Follows the AshOban pattern for generating worker modules.
Example
Config:
config :ash_baml,
  clients: [
    support: {MyApp.BamlClients.Support, baml_src: "baml_src/support"}
  ]
Resource:
baml do
  client :support
end
Generated module:
defmodule MyApp.BamlClients.Support do
  use BamlElixir.Client, path: "baml_src/support"
end
The module is created during compilation and available to subsequent
transformers like ImportBamlFunctions.

      


      
        Summary


  
    Functions
  


    
      
        after_compile?()

      


        Callback implementation for Spark.Dsl.Transformer.after_compile?/0.



    


    
      
        before?(arg1)

      


        Must run BEFORE ImportBamlFunctions so generated modules are available.



    


    
      
        transform(dsl_state)

      


        Transforms the DSL state by generating client modules for config-driven clients.



    





      


      
        Functions


        


  
    
      
    
    
      after_compile?()



        
          
        

    

  


  

Callback implementation for Spark.Dsl.Transformer.after_compile?/0.

  



  
    
      
    
    
      before?(arg1)



        
          
        

    

  


  

Must run BEFORE ImportBamlFunctions so generated modules are available.

  



  
    
      
    
    
      transform(dsl_state)



        
          
        

    

  


  

Transforms the DSL state by generating client modules for config-driven clients.
If resource uses client :identifier, reads config and creates the module.
If resource uses client_module, does nothing (legacy pattern).

  


        

      


  

    
AshBaml.Transformers.ValidateClientConfig 
    



      
Validates that either :client or :client_module is specified, but not both.
This transformer runs first in the chain to ensure consistent configuration
before other transformers process the DSL state.

      


      
        Summary


  
    Functions
  


    
      
        after?(_)

      


        Callback implementation for Spark.Dsl.Transformer.after?/1.



    


    
      
        after_compile?()

      


        Callback implementation for Spark.Dsl.Transformer.after_compile?/0.



    


    
      
        before?(_)

      


        Callback implementation for Spark.Dsl.Transformer.before?/1.



    


    
      
        transform(dsl_state)

      


        Callback implementation for Spark.Dsl.Transformer.transform/1.



    





      


      
        Functions


        


  
    
      
    
    
      after?(_)



        
          
        

    

  


  

Callback implementation for Spark.Dsl.Transformer.after?/1.

  



  
    
      
    
    
      after_compile?()



        
          
        

    

  


  

Callback implementation for Spark.Dsl.Transformer.after_compile?/0.

  



  
    
      
    
    
      before?(_)



        
          
        

    

  


  

Callback implementation for Spark.Dsl.Transformer.before?/1.

  



  
    
      
    
    
      transform(dsl_state)



        
          
        

    

  


  

Callback implementation for Spark.Dsl.Transformer.transform/1.

  


        

      


  

    
AshBaml 
    



      
AshBaml provides Ash integration for BAML (Boundary ML) functions.
Usage
Config-Driven Clients (Recommended)
Configure BAML clients in your application config:
# config/config.exs
config :ash_baml,
  clients: [
    support: {MyApp.BamlClients.Support, baml_src: "baml_src/support"},
    content: {MyApp.BamlClients.Content, baml_src: "baml_src/content"}
  ]
Reference them in your resources by identifier:
defmodule MyApp.Tickets do
  use Ash.Resource,
    domain: MyApp.Domain,
    extensions: [AshBaml.Resource]

  baml do
    client :support
    import_functions [:AnalyzeTicket]
  end
end
Client modules are auto-generated at compile time. No manual client files needed!
Legacy Pattern (Standalone Modules)
You can still manually create client modules:
defmodule MyApp.BamlClient do
  use BamlElixir.Client, path: "baml_src"
end

# In resource
defmodule MyApp.ChatResource do
  use Ash.Resource,
    domain: MyApp.Domain,
    extensions: [AshBaml.Resource]

  baml do
    client_module MyApp.BamlClient
  end

  actions do
    action :chat, MyApp.BamlClient.Types.Reply do
      argument :message, :string
      run call_baml(:ChatAgent)
    end
  end
end
Tool Calling with Union Types
AshBaml supports BAML tool calling using Ash union types. When a BAML function
returns a union of tool classes (e.g., ToolA | ToolB), the LLM selects which
tool to use and populates its parameters. BAML parses the response into the
appropriate struct, and you receive it wrapped in an Ash.Union.
Key Concept: Tool calling is about parameter extraction, not execution.
The LLM chooses a tool and fills in the parameters. You decide what to do with it.
Define your action with a :union return type:
defmodule MyApp.AssistantResource do
  use Ash.Resource,
    domain: MyApp.Domain,
    extensions: [AshBaml.Resource]

  baml do
    client_module MyApp.BamlClient
  end

  actions do
    # Tool selection action - returns union of tool types
    action :select_tool, :union do
      argument :message, :string

      constraints [
        types: [
          weather_tool: [
            type: :struct,
            constraints: [instance_of: MyApp.BamlClient.Types.WeatherTool]
          ],
          calculator_tool: [
            type: :struct,
            constraints: [instance_of: MyApp.BamlClient.Types.CalculatorTool]
          ]
        ]
      ]

      run call_baml(:SelectTool)
    end

    # Tool execution actions
    action :execute_weather, :map do
      argument :city, :string
      argument :units, :string
      run fn input, _ctx ->
        # Call weather API
        {:ok, get_weather(input.arguments.city, input.arguments.units)}
      end
    end

    action :execute_calculator, :float do
      argument :operation, :string
      argument :numbers, {:array, :float}
      run fn input, _ctx ->
        # Perform calculation
        {:ok, calculate(input.arguments.operation, input.arguments.numbers)}
      end
    end
  end
end
BAML Tool Definition:
In your BAML files, define tool classes as parameter schemas:
class WeatherTool {
  city string @description("City name")
  units string @description("celsius or fahrenheit")
}

class CalculatorTool {
  operation "add" | "subtract" | "multiply" | "divide"
  numbers float[] @description("Numbers to perform operation on")
}

function SelectTool(message: string) -> WeatherTool | CalculatorTool {
  client GPT4  // Configure your LLM client
  prompt #"
    Based on the user's message, determine which tool to call.
    Extract the necessary parameters for the selected tool.

    {{ ctx.output_format }}

    User message: {{ message }}
  "#
}
Using Tool Calling:
# Step 1: LLM selects tool and populates parameters
{:ok, tool_call} =
  MyApp.AssistantResource
  |> Ash.ActionInput.for_action(:select_tool, %{message: "Weather in NYC?"})
  |> Ash.run_action()

# Step 2: You decide what to do with the tool selection
result = case tool_call do
  %Ash.Union{type: :weather_tool, value: %WeatherTool{city: city, units: units}} ->
    # You control execution - call API, trigger action, whatever you need
    MyApp.AssistantResource
    |> Ash.ActionInput.for_action(:execute_weather, %{city: city, units: units})
    |> Ash.run_action()

  %Ash.Union{type: :calculator_tool, value: %CalculatorTool{operation: op, numbers: nums}} ->
    # Different tool, different handling
    MyApp.AssistantResource
    |> Ash.ActionInput.for_action(:execute_calculator, %{operation: op, numbers: nums})
    |> Ash.run_action()
end
Prerequisites
You must:
	Write BAML files manually (e.g., in priv/baml_src/)
	Create a module using BamlElixir.Client to generate Elixir code
	Reference the generated client in your resource's baml block
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    Functions
  


    
      
        version()

      


        Returns the current version of the AshBaml library.
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      version()



        
          
        

    

  


  

Returns the current version of the AshBaml library.

  


        

      


  

    
AshBaml.Dsl 
    



      
DSL for configuring BAML integration in Ash resources.

      




  

    
AshBaml.Helpers 
    



      
Helper macros for using BAML functions in Ash actions.

      


      
        Summary


  
    Functions
  


    
      
        call_baml(function_name)

      


        Calls a BAML function from an Ash action.



    


    
      
        call_baml(function_name, opts)

      


        Calls a BAML function with options.



    


    
      
        call_baml_stream(function_name)

      


        Macro for calling BAML functions with streaming.



    





      


      
        Functions


        


  
    
      
    
    
      call_baml(function_name)


        (macro)


        
          
        

    

  


  

Calls a BAML function from an Ash action.
This macro expands to an action implementation that delegates to the
BAML function module generated by BamlElixir.Client.
This macro is automatically available when using the AshBaml.Resource extension.
Example
actions do
  action :chat, MyApp.BamlClient.Types.Reply do
    argument :message, :string
    run call_baml(:ChatAgent)
  end
end
How It Works
	Gets the client_module from the resource's baml configuration
	Constructs the function module: ClientModule.FunctionName
	Calls FunctionModule.call(arguments)
	Returns {:ok, result} or {:error, reason}

Arguments
	function_name - Atom matching a BAML function name

Options (via call_baml/2)
	telemetry: false - Disable telemetry for this specific call
	telemetry: keyword() - Override telemetry configuration


  



  
    
      
    
    
      call_baml(function_name, opts)


        (macro)


        
          
        

    

  


  

Calls a BAML function with options.
Accepts the same options as call_baml/1, plus additional options
for controlling execution behavior.
Options
	telemetry: false - Disable telemetry for this specific call
	telemetry: keyword() - Override telemetry configuration (e.g., sample_rate: 0.1)

Examples
# Disable telemetry for this call
run call_baml(:InternalFunction, telemetry: false)

# Override sample rate for expensive function
run call_baml(:ExpensiveFunction, telemetry: [sample_rate: 0.1])

  



  
    
      
    
    
      call_baml_stream(function_name)


        (macro)


        
          
        

    

  


  

Macro for calling BAML functions with streaming.
Returns a Stream that emits chunks as they arrive from the LLM.
Example
action :chat_stream, AshBaml.Type.Stream do
  argument :message, :string
  run call_baml_stream(:ChatAgent)
end

  


        

      


  

    
AshBaml.Info 
    



      
Introspection functions for AshBaml configuration.
Example
iex> AshBaml.Info.baml_client_module(MyApp.ChatResource)
MyApp.BamlClient

      


      
        Summary


  
    Functions
  


    
      
        baml_client_identifier(resource)

      


        Returns the client identifier atom if using config-driven clients.



    


    
      
        baml_client_module(resource)

      


        Returns the BAML client module for a resource.



    


    
      
        baml_import_functions(resource)

      


        Gets the list of BAML functions to import as actions.



    


    
      
        baml_telemetry_collector_name(resource)

      


        Returns the custom collector name or function for a resource.



    


    
      
        baml_telemetry_config(resource)

      


        Returns the full telemetry configuration for a resource.



    


    
      
        baml_telemetry_enabled?(resource)

      


        Returns whether telemetry is enabled for a resource.



    


    
      
        baml_telemetry_events(resource)

      


        Returns which telemetry events to emit for a resource.



    


    
      
        baml_telemetry_metadata(resource)

      


        Returns additional metadata fields to include in telemetry events.



    


    
      
        baml_telemetry_prefix(resource)

      


        Returns the telemetry event prefix for a resource.



    


    
      
        baml_telemetry_sample_rate(resource)

      


        Returns the telemetry sampling rate for a resource.



    


    
      
        client_baml_src(identifier)

      


        Gets the baml_src path for a client identifier from config.



    


    
      
        resolve_client_module(identifier)

      


        Resolves a client identifier to its configured module name.
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      baml_client_identifier(resource)



        
          
        

    

  


  

      

          @spec baml_client_identifier(Spark.Dsl.t() | map()) :: atom() | nil


      


Returns the client identifier atom if using config-driven clients.
Returns nil if using explicit client_module.
Example
iex> AshBaml.Info.baml_client_identifier(MyApp.ChatResource)
:support

  



  
    
      
    
    
      baml_client_module(resource)



        
          
        

    

  


  

Returns the BAML client module for a resource.
Resolves from either:
	Explicit client_module option (legacy)
	client identifier via application config (recommended)

Example
iex> AshBaml.Info.baml_client_module(MyApp.ChatResource)
MyApp.BamlClients.Support

  



  
    
      
    
    
      baml_import_functions(resource)



        
          
        

    

  


  

      

          @spec baml_import_functions(Spark.Dsl.t() | map()) :: [atom()]


      


Gets the list of BAML functions to import as actions.
Returns a list of function name atoms that should be auto-generated
as Ash actions.

  



  
    
      
    
    
      baml_telemetry_collector_name(resource)



        
          
        

    

  


  

      

          @spec baml_telemetry_collector_name(Spark.Dsl.t() | map()) ::
  String.t() | function() | nil


      


Returns the custom collector name or function for a resource.
Default: nil (auto-generated)

  



  
    
      
    
    
      baml_telemetry_config(resource)



        
          
        

    

  


  

      

          @spec baml_telemetry_config(Spark.Dsl.t() | map()) :: keyword()


      


Returns the full telemetry configuration for a resource.
Returns a keyword list with all telemetry options, or default config
if telemetry section is not defined.
Example
iex> AshBaml.Info.baml_telemetry_config(MyApp.ChatResource)
[
  enabled: true,
  prefix: [:ash_baml],
  events: [:start, :stop, :exception],
  metadata: [:function_name, :resource],
  sample_rate: 1.0,
  collector_name: nil
]

  



  
    
      
    
    
      baml_telemetry_enabled?(resource)



        
          
        

    

  


  

      

          @spec baml_telemetry_enabled?(Spark.Dsl.t() | map()) :: boolean()


      


Returns whether telemetry is enabled for a resource.
Default: false (opt-in)
Example
iex> AshBaml.Info.baml_telemetry_enabled?(MyApp.ChatResource)
true

  



  
    
      
    
    
      baml_telemetry_events(resource)



        
          
        

    

  


  

      

          @spec baml_telemetry_events(Spark.Dsl.t() | map()) :: [atom()]


      


Returns which telemetry events to emit for a resource.
Default: [:start, :stop, :exception]

  



  
    
      
    
    
      baml_telemetry_metadata(resource)



        
          
        

    

  


  

      

          @spec baml_telemetry_metadata(Spark.Dsl.t() | map()) :: [atom()]


      


Returns additional metadata fields to include in telemetry events.
Default: []

  



  
    
      
    
    
      baml_telemetry_prefix(resource)



        
          
        

    

  


  

      

          @spec baml_telemetry_prefix(Spark.Dsl.t() | map()) :: [atom()]


      


Returns the telemetry event prefix for a resource.
Default: [:ash_baml]

  



  
    
      
    
    
      baml_telemetry_sample_rate(resource)



        
          
        

    

  


  

      

          @spec baml_telemetry_sample_rate(Spark.Dsl.t() | map()) :: float()


      


Returns the telemetry sampling rate for a resource.
Default: 1.0 (100%)

  



  
    
      
    
    
      client_baml_src(identifier)



        
          
        

    

  


  

      

          @spec client_baml_src(atom()) :: String.t() | nil


      


Gets the baml_src path for a client identifier from config.
Example
iex> AshBaml.Info.client_baml_src(:support)
"baml_src/support"

  



  
    
      
    
    
      resolve_client_module(identifier)



        
          
        

    

  


  

      

          @spec resolve_client_module(atom()) :: module() | nil


      


Resolves a client identifier to its configured module name.
Reads from application config:
config :ash_baml,
  clients: [
    support: {MyApp.BamlClients.Support, baml_src: "..."}
  ]
Example
iex> AshBaml.Info.resolve_client_module(:support)
MyApp.BamlClients.Support

  


        

      


  

    
AshBaml.Resource 
    



      
The AshBaml resource extension.
Adds the baml do ... end DSL block to Ash resources.
The call_baml/1 helper macro is automatically available when using this extension:
defmodule MyApp.ChatResource do
  use Ash.Resource,
    domain: MyApp.Domain,
    extensions: [AshBaml.Resource]

  baml do
    client_module MyApp.BamlClient
  end

  actions do
    action :chat, MyApp.BamlClient.Types.Reply do
      argument :message, :string
      run call_baml(:ChatAgent)
    end
  end
end

      


      
        Summary
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        baml(body)
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      baml(body)


        (macro)


        
          
        

    

  


  


  


        

      


  

    
AshBaml.Actions.CallBamlFunction 
    



      
Action implementation that calls BAML functions.
This module implements Ash.Resource.Actions.Implementation and is used
internally by the call_baml/1 helper macro.

      


      
        Summary


  
    Functions
  


    
      
        run(input, opts, context)

      


        Executes the BAML function call action.



    





      


      
        Functions


        


  
    
      
    
    
      run(input, opts, context)



        
          
        

    

  


  

Executes the BAML function call action.
This callback is invoked by Ash when the action is run. It retrieves the
configured BAML client module, constructs the function module name, validates
it exists, and delegates the call to the generated BAML function.
Telemetry is automatically integrated based on resource configuration and
can be overridden per-action via the telemetry option.
Returns {:ok, result} on success or {:error, reason} on failure.

  


        

      


  

    
AshBaml.Actions.CallBamlStream 
    



      
Action implementation that calls BAML functions with streaming.
This module wraps BAML's streaming API in an Elixir Stream, allowing
actions to return token-by-token results from LLM calls.

      


      
        Summary


  
    Functions
  


    
      
        run(input, opts, context)

      


        Executes the BAML function with streaming.



    





      


      
        Functions


        


  
    
      
    
    
      run(input, opts, context)



        
          
        

    

  


  

Executes the BAML function with streaming.
Returns {:ok, stream} where stream is an Elixir Stream that emits
chunks as they arrive from the LLM.

  


        

      


  

    
AshBaml.Type.Stream 
    



      
An Ash type for BAML streaming actions.
Represents a Stream that emits chunks as they arrive from the LLM.
Constraints
	:element_type (an Ash.Type) - The type of elements ultimately emitted by the Stream.
For documentation and validation purposes. While the stream may emit
partial results during iteration, this specifies the final complete
type that will be produced.
Example:  action :chat_agent_stream, AshBaml.Type.Stream do
  constraints [
    element_type: MyApp.BamlClient.Types.Reply
  ]
end



      


      
        Summary


  
    Functions
  


    
      
        apply_constraints(value, arg2)

      


        Applies constraints to validate the value.



    


    
      
        cast_input(value, constraints)

      


        Casts input values to a Stream.



    


    
      
        cast_stored(value, _)

      


        Casts values loaded from storage.



    


    
      
        constraints()

      


        Returns the constraint schema for this type.



    


    
      
        dump_to_native(value, _)

      


        Dumps values to their native storage representation.



    


    
      
        handle_change?()

      


    


    
      
        init(constraints)

      


        Initializes and validates the type constraints.



    


    
      
        matches_type?(value, arg2)

      


        Checks if a value matches this type without full validation.



    


    
      
        prepare_change?()

      


    


    
      
        storage_type(_)

      


        Returns the storage type for this custom type.
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      apply_constraints(value, arg2)



        
          
        

    

  


  

Applies constraints to validate the value.
Called by Ash to ensure the value conforms to the type's constraints.
For Streams, this verifies the value is a Stream struct.

  



  
    
      
    
    
      cast_input(value, constraints)



        
          
        

    

  


  

Casts input values to a Stream.
Called by Ash when validating action inputs. Verifies that the provided
value is an Elixir Stream struct.

  



  
    
      
    
    
      cast_stored(value, _)



        
          
        

    

  


  

Casts values loaded from storage.
Since Streams are not stored, this simply returns the value as-is.

  



  
    
      
    
    
      constraints()



        
          
        

    

  


  

Returns the constraint schema for this type.
Defines the element_type constraint that specifies the type of elements
emitted by the Stream.

  



  
    
      
    
    
      dump_to_native(value, _)



        
          
        

    

  


  

Dumps values to their native storage representation.
Since Streams are not stored, this simply returns the value as-is.

  



  
    
      
    
    
      handle_change?()



        
          
        

    

  


  


  



  
    
      
    
    
      init(constraints)



        
          
        

    

  


  

Initializes and validates the type constraints.
Verifies that the element_type constraint (if provided) is a valid Ash type.
This runs at compile-time when the type is defined.

  



  
    
      
    
    
      matches_type?(value, arg2)



        
          
        

    

  


  

Checks if a value matches this type without full validation.
Returns true if the value is a Stream struct, false otherwise.
Used by Ash for type checking and introspection.

  



  
    
      
    
    
      prepare_change?()



        
          
        

    

  


  


  



  
    
      
    
    
      storage_type(_)



        
          
        

    

  


  

Returns the storage type for this custom type.
Streams are stored as :any since they are runtime values that don't
get persisted to a database.

  


        

      


  

    
AshBaml.TypeGenerator 
    



      
Generates Ash type module definitions from BAML type metadata.
This module takes parsed BAML type information and produces Elixir code
for Ash.TypedStruct and Ash.Type.Enum modules.

      


      
        Summary


  
    Functions
  


    
      
        generate_enum(enum_name, variants, target_module, opts \\ [])

      


        Generates an Ash.Type.Enum module definition from a BAML enum.



    


    
      
        generate_typed_struct(class_name, class_def, target_module, opts \\ [])

      


        Generates an Ash.TypedStruct module definition from a BAML class.
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      generate_enum(enum_name, variants, target_module, opts \\ [])



        
          
        

    

  


  

Generates an Ash.Type.Enum module definition from a BAML enum.
Parameters
	enum_name - String name of the BAML enum
	variants - List of variant strings
	target_module - Module name for the generated type
	opts - Options including :source_file

Returns
	String containing the complete module definition


  



    

  
    
      
    
    
      generate_typed_struct(class_name, class_def, target_module, opts \\ [])



        
          
        

    

  


  

Generates an Ash.TypedStruct module definition from a BAML class.
Parameters
	class_name - String name of the BAML class
	class_def - Map with "fields" and "dynamic" keys
	target_module - Module name for the generated type
	opts - Options including :source_file

Returns
	String containing the complete module definition


  


        

      


  

    
AshBaml.Telemetry 
    



      
Telemetry integration for AshBaml.
Provides observability into BAML function calls through Elixir's
:telemetry ecosystem. Integrates with baml_elixir's collector
API to track token usage, performance, and execution details.
Events
This module emits three telemetry events per BAML function call:
	[:ash_baml, :call, :start] - Before function execution
	[:ash_baml, :call, :stop] - After successful execution
	[:ash_baml, :call, :exception] - On error

Event names can be customized via the prefix DSL option.
Measurements
:start event
%{
  system_time: System.system_time(),
  monotonic_time: System.monotonic_time()
}
:stop event
%{
  duration: native_time,              # Time elapsed
  input_tokens: 150,                   # From collector
  output_tokens: 75,                   # From collector
  total_tokens: 225,                   # Sum of input + output
  monotonic_time: System.monotonic_time()
}
:exception event
%{
  duration: native_time,
  monotonic_time: System.monotonic_time()
}
Metadata
All events include standard metadata:
%{
  resource: MyApp.Assistant,
  action: :chat,
  function_name: "ChatAgent",
  collector_name: "MyApp.Assistant-ChatAgent-12345"
}
The :stop event additionally includes observability metadata:
%{
  model_name: "gpt-4",
  provider: "openai",
  client_name: "GPT4Client",
  num_attempts: 1,
  request_id: "req_abc123",
  raw_response: "The capital of France is Paris.",
  tags: %{"environment" => "production"},
  log_type: "call",
  http_request: %{
    url: "https://api.openai.com/v1/chat/completions",
    method: "POST",
    headers: %{"content-type" => "application/json"},
    body: "{...}"
  },
  http_response: %{
    status_code: 200,
    headers: %{"content-type" => "application/json"},
    body: "{...}"
  }
}
Additional metadata can be configured via the DSL.
Privacy
By default, only safe, aggregate data is included:
	Token counts
	Timing information
	Resource/action/function names

Sensitive data (prompts, responses, arguments) is NEVER included
without explicit configuration.
Performance
When telemetry is disabled (default), this module has near-zero
overhead through early return checks. When enabled, overhead is
minimal (~10µs per call for collector creation and usage reading).
Example
:telemetry.attach(
  "log-token-usage",
  [:ash_baml, :call, :stop],
  fn _event, measurements, metadata, _config ->
    Logger.info("BAML call completed",
      function: metadata.function_name,
      tokens: measurements.total_tokens,
      duration_ms: System.convert_time_unit(
        measurements.duration,
        :native,
        :millisecond
      )
    )
  end,
  nil
)
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    Functions
  


    
      
        with_telemetry(input, function_name, config, func)

      


        Wraps a BAML function call with telemetry.
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      with_telemetry(input, function_name, config, func)



        
          
        

    

  


  

Wraps a BAML function call with telemetry.
Emits :start, :stop, and :exception events with measurements
and metadata. Creates a BamlElixir.Collector to track token usage
and execution details.
Arguments
	input - The Ash action input containing resource, action, and arguments
	function_name - The BAML function name (atom)
	config - Telemetry configuration (from DSL)
	func - Function to wrap (receives collector options)

Returns
Returns a tuple {result, collector} where result is {:ok, term()} or
{:error, term()} from the function call, and collector is the
BamlElixir.Collector reference used for the call.
Examples
{result, collector} = AshBaml.Telemetry.with_telemetry(
  input,
  :ChatAgent,
  config,
  fn collector_opts ->
    ClientModule.ChatAgent.call(args, collector_opts)
  end
)

  


        

      


  

    
AshBaml.BamlParser 
    



      
Parses BAML schemas and extracts type information for code generation.
This module wraps the baml_elixir parsing functionality to provide
a clean interface for extracting classes, enums, and functions.

      


      
        Summary


  
    Functions
  


    
      
        extract_classes(map)

      


        Extracts class definitions from parsed BAML schema.



    


    
      
        extract_enums(map)

      


        Extracts enum definitions from parsed BAML schema.



    


    
      
        get_baml_path(client_module)

      


        Gets the BAML source path from a client module's configuration.



    


    
      
        parse_schema(baml_src_path)

      


        Extracts all type definitions from BAML files in the given path.
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      extract_classes(map)



        
          
        

    

  


  

Extracts class definitions from parsed BAML schema.
Returns a map where keys are class names and values contain field definitions.

  



  
    
      
    
    
      extract_enums(map)



        
          
        

    

  


  

Extracts enum definitions from parsed BAML schema.
Returns a map where keys are enum names and values are lists of variants.

  



  
    
      
    
    
      get_baml_path(client_module)



        
          
        

    

  


  

Gets the BAML source path from a client module's configuration.
Parameters
	client_module - Module that uses BamlElixir.Client

Returns
	{:ok, path} if configuration found
	{:error, reason} if not found

Implementation Notes
The __baml_src_path__/0 callback is automatically generated by both:
	use BamlElixir.Client macro (for explicit client modules)
	DefineClientModules transformer (for config-driven clients)

At compile time, if the module is not yet loaded, this will attempt to
extract the path from the module's source file as a fallback.

  



  
    
      
    
    
      parse_schema(baml_src_path)



        
          
        

    

  


  

Extracts all type definitions from BAML files in the given path.
Parameters
	baml_src_path - Path to directory containing .baml files

Returns
	{:ok, %{classes: map, enums: map, functions: map}} on success
	{:error, reason} on failure


  


        

      


  

    
AshBaml.CodeWriter 
    



      
Handles writing and formatting generated Elixir code files.

      


      
        Summary


  
    Functions
  


    
      
        ensure_types_directory(types_dir)

      


        Ensures a .gitkeep or README exists in the types directory.



    


    
      
        module_to_path(module_name, base_path)

      


        Converts a module name to a file path.



    


    
      
        write_module(module_name, module_code, base_path)

      


        Writes a module definition to a file.
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      ensure_types_directory(types_dir)



        
          
        

    

  


  

Ensures a .gitkeep or README exists in the types directory.
Returns
	:ok on success
	{:error, reason} on failure


  



  
    
      
    
    
      module_to_path(module_name, base_path)



        
          
        

    

  


  

Converts a module name to a file path.
Example: MyApp.BamlClient.Types.Foo -> "lib/my_app/baml_client/types/foo.ex"

  



  
    
      
    
    
      write_module(module_name, module_code, base_path)



        
          
        

    

  


  

Writes a module definition to a file.
Parameters
	module_name - Full module name (e.g., MyApp.Types.Foo)
	module_code - String containing the module definition
	base_path - Base directory for output (e.g., "lib")

Returns
	{:ok, file_path} on success
	{:error, reason} on failure


  


        

      


  

    
AshBaml.FunctionIntrospector 
    



      
Introspects BAML client modules to extract function metadata.
Used by transformers to validate and generate actions at compile-time.

      


      
        Summary


  
    Functions
  


    
      
        get_function_metadata(client_module, function_name)

      


        Gets metadata for a specific BAML function.



    


    
      
        get_function_names(client_module)

      


        Gets all available BAML function names from a client module.



    


    
      
        map_params_to_arguments(params)

      


        Maps BAML parameters to Ash action arguments.



    


    
      
        validate_function_exists(client_module, function_name)

      


        Validates that a function exists in the BAML client.



    


    
      
        validate_return_type_exists(client_module, return_type)

      


        Validates that the return type has a generated Ash type module.
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      get_function_metadata(client_module, function_name)



        
          
        

    

  


  

Gets metadata for a specific BAML function.
Returns a map with:
	:params - Map of parameter names to types
	:return_type - The BAML return type

Example
iex> get_function_metadata(MyApp.BamlClient, :ExtractTasks)
{:ok, %{
  params: %{"input" => {:primitive, :string}},
  return_type: {:class, "TaskList"}
}}

  



  
    
      
    
    
      get_function_names(client_module)



        
          
        

    

  


  

Gets all available BAML function names from a client module.
Example
iex> get_function_names(MyApp.BamlClient)
{:ok, [:ExtractTasks, :SummarizeTasks, :ChatAgent]}

  



  
    
      
    
    
      map_params_to_arguments(params)



        
          
        

    

  


  

Maps BAML parameters to Ash action arguments.
Returns a list of argument specifications suitable for
Ash.Resource.Builder.add_action/3.

  



  
    
      
    
    
      validate_function_exists(client_module, function_name)



        
          
        

    

  


  

Validates that a function exists in the BAML client.
Returns :ok if valid, {:error, reason} otherwise.

  



  
    
      
    
    
      validate_return_type_exists(client_module, return_type)



        
          
        

    

  


  

Validates that the return type has a generated Ash type module.
Checks that ClientModule.Types.ReturnType exists.

  


        

      


  

    
AshBaml.Transformers.ImportBamlFunctions 
    



      
Transformer that auto-generates Ash actions from imported BAML functions.
For each function in import_functions, this transformer:
	Validates the function exists in the BAML client
	Validates return types have been generated
	Generates a regular action (:function_name)
	Generates a streaming action (:function_name_stream)

Streaming Actions with Automatic Cleanup
Streaming actions automatically clean up stream resources when the stream consumer
exits or crashes. This prevents mailbox buildup and memory leaks.
Example: Process Exit Triggers Cancellation
task = Task.async(fn ->
  {:ok, stream} =
    MyResource
    |> Ash.ActionInput.for_action(:generate_story_stream, %{prompt: "..."})
    |> Ash.run_action()

  Enum.each(stream, fn chunk ->
    # Process chunks...
  end)
end)

# If task is killed (e.g., user disconnects), stream cleanup happens automatically
Task.shutdown(task, :brutal_kill)
Runs at compile-time and fails fast with helpful error messages.
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    Functions
  


    
      
        after?(_)

      


        Specifies transformers that must run after this one.



    


    
      
        after_compile?()

      


        Callback implementation for Spark.Dsl.Transformer.after_compile?/0.



    


    
      
        before?(_)

      


        Specifies transformers that must run before this one.



    


    
      
        transform(dsl_state)

      


        Transforms the DSL state by auto-generating Ash actions from imported BAML functions.
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      after?(_)



        
          
        

    

  


  

Specifies transformers that must run after this one.
Returns false to indicate no specific ordering requirements - this transformer
can run before any other transformers.

  



  
    
      
    
    
      after_compile?()



        
          
        

    

  


  

Callback implementation for Spark.Dsl.Transformer.after_compile?/0.

  



  
    
      
    
    
      before?(_)



        
          
        

    

  


  

Specifies transformers that must run before this one.
Returns false to indicate no specific ordering requirements - this transformer
can run after any other transformers.

  



  
    
      
    
    
      transform(dsl_state)



        
          
        

    

  


  

Transforms the DSL state by auto-generating Ash actions from imported BAML functions.
For each function in import_functions, validates the function exists and generates
both regular and streaming action variants.
Returns {:ok, dsl_state} with added actions or {:error, reason} if validation fails.

  


        

      


  

    
mix ash_baml.gen.types 
    



      
Generates explicit Ash type modules from BAML schema definitions.
Usage
$ mix ash_baml.gen.types MyApp.BamlClient
$ mix ash_baml.gen.types MyApp.BamlClient --dry-run
$ mix ash_baml.gen.types MyApp.BamlClient --verbose

Arguments
	client_module - The BAML client module to generate types from

Options
	--dry-run - Preview what would be generated without writing files
	--verbose - Show detailed output during generation
	--output-dir - Custom output directory (default: lib/)

Generated Files
For each BAML class, generates an Ash.TypedStruct module.
For each BAML enum, generates an Ash.Type.Enum module.
Example:
class WeatherTool {
  city string
  units string
}

defmodule MyApp.BamlClient.Types.WeatherTool do
  use Ash.TypedStruct

  typed_struct do
    field :city, :string
    field :units, :string
  end
end
All generated files are placed in the Types submodule of your BAML client.
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        run(args)

      


        Callback implementation for Mix.Task.run/1.



    





      


      
        Functions


        


  
    
      
    
    
      run(args)



        
          
        

    

  


  

Callback implementation for Mix.Task.run/1.

  


        

      


  

    
mix ash_baml.install 
    



      
Generates a BAML client module and example BAML files
Examples
# Generate config-driven client setup (recommended)
mix ash_baml.install --client support --path baml_src/support

# Generate multiple clients
mix ash_baml.install --client support --path baml_src/support
mix ash_baml.install --client content --path baml_src/content

# Legacy: Generate standalone client module file
mix ash_baml.install --module MyApp.BamlClient --path baml_src

Options
	--client - Client identifier (e.g., :support). Recommended approach.
	--module - Module name for legacy standalone client file
	--path - Path to baml_src directory. Defaults to "baml_src"

Note: Specify either --client or --module, not both.
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