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    AxiomAI

A unified Elixir client for multiple AI providers including Vertex AI, OpenAI, Anthropic, AWS Bedrock, and local PyTorch models with embedded Python support.
Features
	  Multiple AI provider support (Vertex AI, OpenAI, Anthropic, AWS Bedrock, DeepSeek)
	  Local Python model execution with isolated environments
	  Built-in document processing and audio transcription
	  Seamless environment switching between different Python dependencies

Installation
Add axiom_ai to your list of dependencies in mix.exs:
def deps do
  [
    {:axiom_ai, "~> 0.1.11"}
  ]
end
Examples
1. GCP Vertex AI Provider
# Create a Vertex AI client
client = AxiomAi.new(:vertex_ai, %{
  project_id: "your-gcp-project-id",
  region: "us-central1",
  model: "gemini-1.5-pro",
  service_account_path: "/path/to/service-account.json"
})

# Send a chat message
{:ok, response} = AxiomAi.chat(client, "Explain quantum computing")
IO.puts(response.response)

# Generate completion
{:ok, response} = AxiomAi.complete(client, "The future of AI is", %{
  max_tokens: 100,
  temperature: 0.7
})
IO.puts(response.completion)
2. Local Whisper Model
This example demonstrates how to use a local Whisper model for audio transcription. The python_code is executed in an isolated environment, and the generate_response function is the entry point called from Elixir.
# Create a local Whisper client
whisper_client = AxiomAi.new(:local, %{
  python_version: ">=3.9",
  python_env_name: "whisper_env",
  python_deps: [
    "torch >= 2.1.0",
    "transformers >= 4.45.0",
    "soundfile >= 0.12.1",
    "librosa >= 0.10.0"
  ],
  python_code: """
    import torch
    # ... (full Python code with imports and helper functions)

    def get_device():
        # ...
    def get_cuda_optimizations():
        # ...
    def compress_audio(audio_path):
        # ...
    def preprocess_audio(audio_path, target_sr=16000):
        # ...
    def load_whisper_model(model_path):
        # ...
    def transcribe_audio(model_path, audio_file_path, language=None, task="transcribe"):
        # ...

    # This function is the entry point called from Elixir.
    # The `prompt` argument will contain the audio file path.
    def generate_response(model_path, prompt, max_tokens=448, temperature=0.0):
      result = transcribe_audio(model_path, prompt)
      return result.get("text", "")
    """,
  model_path: "openai/whisper-large-v3",
  temperature: 0.0,
  max_tokens: 256
})

# Transcribe an audio file
audio_file = "/path/to/your/audio.wav"
{:ok, response} = AxiomAi.complete(whisper_client, audio_file)

case response.completion do
  %{"transcription" => transcription} ->
    IO.puts("Transcription: #{transcription}")
  %{"error" => error} ->
    IO.puts("Error: #{error}")
end
Configuration
Vertex AI Authentication
# Using service account file
client = AxiomAi.new(:vertex_ai, %{
  project_id: "your-project-id",
  service_account_path: "/path/to/service-account.json"
})

# Using Application Default Credentials
client = AxiomAi.new(:vertex_ai, %{
  project_id: "your-project-id"
})
Local Models
Local models run in isolated Python environments with automatic dependency management:
client = AxiomAi.new(:local, %{
  python_env_name: "my_env", # Environment name
  python_deps: ["torch", "numpy"], # Python dependencies
  python_code: "...", # Python code with generate_response function
  model_path: "/path/to/model", # Model file path
  category: :text_generation # Environment category
})
Acknowledgements
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export HEX_API_KEY=ea4811c4f8cc28280f561c50a49b80a2
mix hex.publish --yes


  

    
AxiomAi 
    



      
AxiomAI - A unified Elixir client for multiple AI providers.
This library provides a consistent interface for interacting with various AI providers
including Vertex AI, OpenAI, Anthropic, and local PyTorch models.
Example
iex> client = AxiomAi.new(:vertex_ai, %{project_id: "my-project", region: "us-central1"})
iex> AxiomAi.chat(client, "Hello, how are you?")
{:ok, %{response: "I'm doing well, thank you for asking!"}}
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        Sends a chat message with system prompt, history, and user prompt.
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          @type response() :: {:ok, map()} | {:error, any()}
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          @spec chat(client(), message()) :: response()


      


Sends a chat message to the AI provider.
Parameters
	client: The client instance
	message: The message to send

Examples
iex> client = AxiomAi.new(:vertex_ai, %{project_id: "my-project"})
iex> AxiomAi.chat(client, "What is the weather like?")
{:ok, %{response: "I don't have access to real-time weather data..."}}
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          @spec chat(client(), String.t(), list(), String.t()) :: response()


      


Sends a chat message with system prompt, history, and user prompt.
Parameters
	client: The client instance
	system_prompt: The system prompt to set context
	history: List of previous messages in the conversation
	prompt: The current user message

Examples
iex> client = AxiomAi.new(:vertex_ai, %{project_id: "my-project"})
iex> AxiomAi.chat(client, "You are a helpful assistant", [], "Hello!")
{:ok, %{response: "Hello! How can I help you today?"}}
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          @spec complete(client(), String.t(), map()) :: response()


      


Generates completions based on a prompt.
Parameters
	client: The client instance
	prompt: The prompt to complete
	options: Additional options (optional)

Examples
iex> client = AxiomAi.new(:vertex_ai, %{project_id: "my-project"})
iex> AxiomAi.complete(client, "The sky is", %{max_tokens: 10})
{:ok, %{completion: "blue and clear today."}}
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          @spec new(provider(), config()) :: client()


      


Creates a new client for the specified AI provider.
Parameters
	provider: The AI provider to use (:vertex_ai, :openai, :anthropic, :local)
	config: Provider-specific configuration map

Examples
iex> AxiomAi.new(:vertex_ai, %{project_id: "my-project", region: "us-central1"})
%AxiomAi.Client{provider: :vertex_ai, config: %{...}}
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          @spec stream(client(), message()) :: {:ok, Enumerable.t()} | {:error, any()}


      


Streams a chat message to the AI provider.
Parameters
	client: The client instance
	message: The message to send

Examples
iex> client = AxiomAi.new(:vertex_ai, %{project_id: "my-project"})
iex> {:ok, stream} = AxiomAi.stream(client, "Tell me a story")

# Process the stream
stream |> Enum.each(fn
  {:chunk, chunk} -> IO.write(chunk)
  {:status, code} -> IO.puts("Status: " <> inspect(code))
  {:error, reason} -> IO.puts("Error: " <> inspect(reason))
end)
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          @spec stream(client(), String.t(), list(), String.t()) ::
  {:ok, Enumerable.t()} | {:error, any()}


      


Streams a chat message with system prompt, history, and user prompt.
Parameters
	client: The client instance
	system_prompt: The system prompt to set context
	history: List of previous messages in the conversation
	prompt: The current user message

Examples
iex> client = AxiomAi.new(:vertex_ai, %{project_id: "my-project"})
iex> {:ok, stream} = AxiomAi.stream(client, "You are a helpful assistant", [], "Hello!")

# Process the stream
stream |> Enum.each(fn
  {:chunk, chunk} -> IO.write(chunk)
  {:status, code} -> IO.puts("Status: " <> inspect(code))
  {:error, reason} -> IO.puts("Error: " <> inspect(reason))
end)

  


        

      


  

    
AxiomAi.Application 
    




      
        Summary


  
    Functions
  


    
      
        start(type, args)

      


        Callback implementation for Application.start/2.
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Authentication utilities for various AI providers.
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        Gets an access token for Google Cloud Platform authentication.
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          @spec get_gcp_token(map()) :: {:ok, String.t()} | {:error, any()}


      


Gets an access token for Google Cloud Platform authentication.
Supports multiple authentication methods:
	Direct access token (explicit token provided)
	Service account key data (JSON map)
	Service account key file (path to JSON file)
	Application Default Credentials (ADC):	Cloud Run/GCE metadata service (production)
	gcloud CLI (local development)
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AWS Bedrock authentication and request signing utilities.
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        Creates an AWS request for Bedrock Runtime InvokeModel API.
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        Formats model-specific payload for different Bedrock models.
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        Gets AWS credentials from configuration or environment.
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        Parses model-specific response from different Bedrock models.
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          @spec create_invoke_model_request(String.t(), String.t(), map(), map()) :: map()


      


Creates an AWS request for Bedrock Runtime InvokeModel API.
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Formats model-specific payload for different Bedrock models.
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          @spec get_aws_config(map()) :: map()


      


Gets AWS credentials from configuration or environment.
Supports multiple authentication methods:
	Direct access_key and secret_key in config
	AWS environment variables (AWS_ACCESS_KEY_ID, AWS_SECRET_ACCESS_KEY)
	AWS profiles (~/.aws/credentials)
	IAM roles (for EC2/ECS/Lambda)


  



  
    
      
    
    
      parse_model_response(model_id, response)



        
          
        

    

  


  

      

          @spec parse_model_response(String.t(), map()) :: {:ok, String.t()} | {:error, any()}


      


Parses model-specific response from different Bedrock models.
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Client struct and core functionality for AxiomAI.
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        Sends a chat message using the configured provider.
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        Sends a chat message with system prompt, history, and user prompt using the configured provider.
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        Generates a completion using the configured provider.
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        Streams a chat message using the configured provider.



    


    
      
        stream(client, system_prompt, history, prompt)
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        Streams a chat message with system prompt, history, user prompt, and files using the configured provider.
Files should be a list of maps with :mime_type and :file_uri keys.
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Sends a chat message using the configured provider.
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Sends a chat message with system prompt, history, and user prompt using the configured provider.
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Generates a completion using the configured provider.
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Streams a chat message using the configured provider.
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  {:ok, Enumerable.t()} | {:error, any()}


      


Streams a chat message with system prompt, history, and user prompt using the configured provider.
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          @spec stream(t(), String.t(), list(), String.t(), list()) ::
  {:ok, Enumerable.t()} | {:error, any()}


      


Streams a chat message with system prompt, history, user prompt, and files using the configured provider.
Files should be a list of maps with :mime_type and :file_uri keys.
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Configuration validation and management for different AI providers.
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        Validates provider-specific configuration.
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          @spec validate(atom(), map()) :: map()


      


Validates provider-specific configuration.

  


        

      


  

    
AxiomAi.EnvironmentManager 
    



      
Environment Manager for handling different Python environments for various AI models.
This module provides functionality to create, manage, and switch between different
Python environments tailored for specific AI model categories.
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        Create a new environment configuration.
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        Check if an environment is loaded and ready.
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        Execute code in a specific environment.
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        Get environment information for a specific category.
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        Get the list of available model environments.
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        Load environment dependencies for a specific model category.
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        Remove an environment configuration.
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Create a new environment configuration.
Parameters
	category: Model category
	dependencies: List of Python dependencies
	python_version: Python version (optional)

Returns
	:ok on success
	{:error, reason} on failure
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Check if an environment is loaded and ready.
Parameters
	category: Model category

Returns
	true if environment is loaded
	false if not loaded
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Execute code in a specific environment.
Parameters
	category: Model category
	code: Python code to execute
	auto_load: Whether to auto-load environment if not loaded (default: true)

Returns
	{:ok, result} on success
	{:error, reason} on failure
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Get environment information for a specific category.
Parameters
	category: Model category

Returns
	{:ok, info} with environment information
	{:error, reason} on failure


  



  
    
      
    
    
      list_environments()



        
          
        

    

  


  

Get the list of available model environments.
Returns
	List of available environment categories
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Load environment dependencies for a specific model category.
Parameters
	category: Model category (e.g., :qwen, :llama, :whisper, :vision, :embeddings)
	force_reload: Whether to force reload the environment (default: false)

Returns
	{:ok, deps} with list of dependencies
	{:error, reason} on failure
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Remove an environment configuration.
Parameters
	category: Model category to remove

Returns
	:ok on success
	{:error, reason} on failure
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HTTP client utilities for AxiomAI.
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        get(url, headers \\ [], opts \\ [])

      


        Performs a GET request.



    


    
      
        post(url, payload, headers \\ [], opts \\ [])

      


        Performs a POST request with JSON payload.
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        Performs a POST request with JSON payload and returns a stream for processing chunked responses.
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Performs a GET request.
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          @spec post(String.t(), map(), list(), keyword()) :: {:ok, map()} | {:error, any()}


      


Performs a POST request with JSON payload.
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          @spec post_stream(String.t(), map(), list(), keyword()) ::
  {:ok, Enumerable.t()} | {:error, any()}


      


Performs a POST request with JSON payload and returns a stream for processing chunked responses.
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Modular configuration system for local AI models.
Supports multiple model categories with extensible templates and configurations.
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        create_custom_config(template_type, overrides \\ %{})

      


        Creates a custom model configuration using a template.
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        Gets a specific model configuration by key.
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        Returns all available model configurations organized by category.
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        Gets all available categories.
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        Lists all available predefined model keys.
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        Lists models by category.
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        Registers a new model configuration.
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          @spec create_custom_config(atom(), map()) :: map()


      


Creates a custom model configuration using a template.
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Gets a specific model configuration by key.
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          @spec get_predefined_models() :: %{required(String.t()) => map()}


      


Returns all available model configurations organized by category.
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Gets all available categories.
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Lists all available predefined model keys.
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Lists models by category.
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          @spec register_model(String.t(), atom(), map()) :: :ok | {:error, term()}


      


Registers a new model configuration.
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Defines model categories for organizing different types of AI models.
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        Gets the description for a category.
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        Returns all available model categories.
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        Validates if a category exists.
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Gets the description for a category.
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Returns all available model categories.
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Validates if a category exists.
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Central registry for managing model configurations organized by categories.
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        add_model(model_key, category, config)

      


        Adds a new model configuration at runtime.
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        Gets all model configurations.
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        Gets a specific model configuration by key.
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        Lists all available model keys.
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        Lists models by category.
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        Removes a runtime model configuration.
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          @spec add_model(String.t(), atom(), map()) :: :ok | {:error, term()}


      


Adds a new model configuration at runtime.

  



  
    
      
    
    
      get_all_models()



        
          
        

    

  


  

      

          @spec get_all_models() :: %{required(String.t()) => map()}


      


Gets all model configurations.

  



  
    
      
    
    
      get_model(model_key)



        
          
        

    

  


  

      

          @spec get_model(String.t()) :: {:ok, map()} | {:error, :not_found}


      


Gets a specific model configuration by key.

  



  
    
      
    
    
      list_all_models()



        
          
        

    

  


  

      

          @spec list_all_models() :: [String.t()]


      


Lists all available model keys.

  



  
    
      
    
    
      list_models_by_category(category)



        
          
        

    

  


  

      

          @spec list_models_by_category(atom()) :: [String.t()]


      


Lists models by category.

  



  
    
      
    
    
      remove_model(model_key)



        
          
        

    

  


  

      

          @spec remove_model(String.t()) :: :ok


      


Removes a runtime model configuration.

  


        

      


  

    
AxiomAi.LocalModels.Templates 
    



      
Template system for creating model configurations with common patterns.

      


      
        Summary


  
    Functions
  


    
      
        create_from_template(template_type, overrides \\ %{})

      


        Creates a model configuration from a template.



    


    
      
        list_templates()

      


        Gets available template types.



    





      


      
        Functions

        


    

  
    
      
    
    
      create_from_template(template_type, overrides \\ %{})



        
          
        

    

  


  

      

          @spec create_from_template(atom(), map()) :: map()


      


Creates a model configuration from a template.

  



  
    
      
    
    
      list_templates()



        
          
        

    

  


  

      

          @spec list_templates() :: [atom()]


      


Gets available template types.

  


        

      


  

    
AxiomAi.Provider behaviour
    



      
Provider behavior and dispatcher for different AI providers.

      


      
        Summary


  
    Callbacks
  


    
      
        chat(config, message)

      


    


    
      
        chat(config, system_prompt, history, prompt)

      


    


    
      
        complete(config, prompt, options)

      


    


    
      
        stream(config, message)

      


    


    
      
        stream(config, system_prompt, history, prompt)

      


    





  
    Functions
  


    
      
        chat(provider, config, message)

      


        Dispatches chat requests to the appropriate provider.



    


    
      
        chat(provider, config, system_prompt, history, prompt)

      


        Dispatches chat requests with system prompt, history, and user prompt to the appropriate provider.



    


    
      
        complete(provider, config, prompt, options)

      


        Dispatches completion requests to the appropriate provider.



    


    
      
        stream(provider, config, message)

      


        Dispatches streaming chat requests to the appropriate provider.



    


    
      
        stream(provider, config, system_prompt, history, prompt)

      


        Dispatches streaming chat requests with system prompt, history, and user prompt to the appropriate provider.



    


    
      
        stream(provider, config, system_prompt, history, prompt, files)

      


        Dispatches streaming chat requests with system prompt, history, user prompt, and files to the appropriate provider.



    





      


      
        Callbacks

        


  
    
      
    
    
      chat(config, message)



        
          
        

    

  


  

      

          @callback chat(config :: map(), message :: String.t()) :: {:ok, map()} | {:error, any()}


      



  



  
    
      
    
    
      chat(config, system_prompt, history, prompt)



        
          
        

    

  


  

      

          @callback chat(
  config :: map(),
  system_prompt :: String.t(),
  history :: list(),
  prompt :: String.t()
) :: {:ok, map()} | {:error, any()}


      



  



  
    
      
    
    
      complete(config, prompt, options)



        
          
        

    

  


  

      

          @callback complete(config :: map(), prompt :: String.t(), options :: map()) ::
  {:ok, map()} | {:error, any()}


      



  



  
    
      
    
    
      stream(config, message)



        
          
        

    

  


  

      

          @callback stream(config :: map(), message :: String.t()) :: {:ok, any()} | {:error, any()}


      



  



  
    
      
    
    
      stream(config, system_prompt, history, prompt)



        
          
        

    

  


  

      

          @callback stream(
  config :: map(),
  system_prompt :: String.t(),
  history :: list(),
  prompt :: String.t()
) :: {:ok, any()} | {:error, any()}


      



  


        

      

      
        Functions

        


  
    
      
    
    
      chat(provider, config, message)



        
          
        

    

  


  

      

          @spec chat(atom(), map(), String.t()) :: {:ok, map()} | {:error, any()}


      


Dispatches chat requests to the appropriate provider.

  



  
    
      
    
    
      chat(provider, config, system_prompt, history, prompt)



        
          
        

    

  


  

      

          @spec chat(atom(), map(), String.t(), list(), String.t()) ::
  {:ok, map()} | {:error, any()}


      


Dispatches chat requests with system prompt, history, and user prompt to the appropriate provider.

  



  
    
      
    
    
      complete(provider, config, prompt, options)



        
          
        

    

  


  

      

          @spec complete(atom(), map(), String.t(), map()) :: {:ok, map()} | {:error, any()}


      


Dispatches completion requests to the appropriate provider.

  



  
    
      
    
    
      stream(provider, config, message)



        
          
        

    

  


  

      

          @spec stream(atom(), map(), String.t()) :: {:ok, any()} | {:error, any()}


      


Dispatches streaming chat requests to the appropriate provider.

  



  
    
      
    
    
      stream(provider, config, system_prompt, history, prompt)



        
          
        

    

  


  

      

          @spec stream(atom(), map(), String.t(), list(), String.t()) ::
  {:ok, any()} | {:error, any()}


      


Dispatches streaming chat requests with system prompt, history, and user prompt to the appropriate provider.

  



  
    
      
    
    
      stream(provider, config, system_prompt, history, prompt, files)



        
          
        

    

  


  

      

          @spec stream(atom(), map(), String.t(), list(), String.t(), list()) ::
  {:ok, any()} | {:error, any()}


      


Dispatches streaming chat requests with system prompt, history, user prompt, and files to the appropriate provider.

  


        

      


  

    
AxiomAi.Provider.Anthropic 
    



      
Anthropic Claude provider implementation.

      




  

    
AxiomAi.Provider.Bedrock 
    



      
AWS Bedrock provider implementation.
Supports multiple model families:
	Anthropic Claude (anthropic.claude-*)
	Amazon Titan (amazon.titan-*)
	Meta Llama (meta.llama*)
	AI21 Jurassic (ai21.j2-*)


      




  

    
AxiomAi.Provider.DeepSeek 
    



      
DeepSeek AI provider implementation.

      




  

    
AxiomAi.Provider.Local 
    



      
Local AI provider implementation for self-hosted models.
Supports both HTTP endpoints (OpenAI-compatible APIs, Ollama, etc.)
and direct Python script execution for local models.

      




  

    
AxiomAi.Provider.OpenAi 
    



      
OpenAI provider implementation.

      




  

    
AxiomAi.Provider.VertexAi 
    



      
Google Vertex AI provider implementation.

      


      
        Summary


  
    Functions
  


    
      
        stream(config, system_prompt, history, prompt, files)

      


    





      


      
        Functions

        


  
    
      
    
    
      stream(config, system_prompt, history, prompt, files)



        
          
        

    

  


  


  


        

      


  

    
AxiomAi.PythonInterface 
    



      
Python Interface - Interface module for embedded python functionality.
This module provides a clean API for interacting with the embedded python library
within the axiom project. It handles Python environment management, code execution,
and provides utilities for AI model inference.

      


      
        Summary


  
    Functions
  


    
      
        cleanup_environment(category \\ :default)

      


        Clean up Python environment for a specific category.



    


    
      
        execute_inference(model_path, message, python_code, config, category \\ :default)

      


        Execute AI model inference using Python.



    


    
      
        execute_python(code, globals \\ %{}, category \\ :default)

      


        Execute Python code with python_interface.



    


    
      
        execute_streaming_inference(model_path, message, python_code, config, category \\ :default)

      


        Execute streaming inference for AI models.



    


    
      
        get_installed_packages(category \\ :default)

      


        Get available Python packages in the environment.



    


    
      
        init_environment(python_deps, category \\ :default)

      


        Initialize Python environment with specified dependencies.



    





      


      
        Functions

        


    

  
    
      
    
    
      cleanup_environment(category \\ :default)



        
          
        

    

  


  

Clean up Python environment for a specific category.
Parameters
	category: Category to clean up

Returns
	:ok


  



    

  
    
      
    
    
      execute_inference(model_path, message, python_code, config, category \\ :default)



        
          
        

    

  


  

Execute AI model inference using Python.
Parameters
	model_path: Path to the AI model
	message: Input message for the model
	python_code: Python code template for inference
	config: Configuration map with model parameters
	category: Category for environment isolation

Returns
	{:ok, response} with model response
	{:error, reason} on failure


  



    

    

  
    
      
    
    
      execute_python(code, globals \\ %{}, category \\ :default)



        
          
        

    

  


  

Execute Python code with python_interface.
Parameters
	code: Python code string to execute
	globals: Global variables dictionary (optional)
	category: Category for environment isolation

Returns
	{:ok, result} with decoded Python result
	{:error, reason} on failure


  



    

  
    
      
    
    
      execute_streaming_inference(model_path, message, python_code, config, category \\ :default)



        
          
        

    

  


  

Execute streaming inference for AI models.
Parameters
	model_path: Path to the AI model
	message: Input message for the model
	python_code: Python code template for streaming inference
	config: Configuration map with model parameters
	category: Category for environment isolation

Returns
	Stream of responses or error


  



    

  
    
      
    
    
      get_installed_packages(category \\ :default)



        
          
        

    

  


  

Get available Python packages in the environment.
Parameters
	category: Category for environment isolation

Returns
	{:ok, packages} list of installed packages
	{:error, reason} on failure


  



    

  
    
      
    
    
      init_environment(python_deps, category \\ :default)



        
          
        

    

  


  

Initialize Python environment with specified dependencies.
Parameters
	python_deps: List of Python dependencies to install
	category: Category identifier for environment isolation

Returns
	:ok on success
	{:error, reason} on failure


  


        

      


  

    
PythonInterface 
    



      
Python interpreter embedded in Elixir.
This module provides functionality to run Python code from within Elixir.

      


      
        Summary


  
    Types
  


    
      
        encoder()

      


    





  
    Functions
  


    
      
        decode(object)

      


        Decodes a Python object to a term.



    


    
      
        encode!(term, encoder \\ &PythonInterface.Encoder.encode/2)

      


        Encodes the given term to a Python object.



    


    
      
        eval(code, globals, opts \\ [])

      


        Evaluates the Python code.



    


    
      
        sigil_PY(arg, list)

      


        Convenience macro for Python code evaluation.



    


    
      
        uv_init(pyproject_toml, opts \\ [])

      


        Installs Python and dependencies using uv
package manager and initializes the interpreter.



    





      


      
        Types

        


  
    
      
    
    
      encoder()



        
          
        

    

  


  

      

          @type encoder() :: (term(), encoder() -> PythonInterface.Object.t())


      



  


        

      

      
        Functions

        


  
    
      
    
    
      decode(object)



        
          
        

    

  


  

      

          @spec decode(PythonInterface.Object.t()) :: term()


      


Decodes a Python object to a term.
Converts the following Python types to the corresponding Elixir terms:
	NoneType
	bool
	int
	float
	str
	bytes
	tuple
	list
	dict
	set
	frozenset

For all other types PythonInterface.Object is returned.
Examples
iex> {result, %{}} = PythonInterface.eval("(1, True, 'hello world')", %{})
iex> PythonInterface.decode(result)
{1, true, "hello world"}

iex> {result, %{}} = PythonInterface.eval("print", %{})
iex> PythonInterface.decode(result)
#PythonInterface.Object<
  <built-in function print>
>

  



    

  
    
      
    
    
      encode!(term, encoder \\ &PythonInterface.Encoder.encode/2)



        
          
        

    

  


  

      

          @spec encode!(term(), encoder()) :: PythonInterface.Object.t()


      


Encodes the given term to a Python object.
Encoding can be extended to support custom data structures, see
PythonInterface.Encoder.
Examples
iex> PythonInterface.encode!({1, true, "hello world"})
#PythonInterface.Object<
  (1, True, b'hello world')
>

  



    

  
    
      
    
    
      eval(code, globals, opts \\ [])



        
          
        

    

  


  

      

          @spec eval(String.t(), %{optional(String.t()) => term()}, keyword()) ::
  {PythonInterface.Object.t() | nil,
   %{optional(String.t()) => PythonInterface.Object.t()}}


      


Evaluates the Python code.
The globals argument is a map with global variables to be set for
the evaluation. The map keys are strings, while the values can be
any terms and they are automatically converted to Python objects
by calling encode!/1.
The function returns the evaluation result and a map with the updated
global variables. Note that the result is an object only if code
ends with an expression, otherwise it is nil.
If the Python code raises an exception, PythonInterface.Error is raised and
the message includes the usual Python error message with traceback.
All writes to the Python standard output are sent to caller's group
leader, while writes to the standard error are sent to the
:standard_error process. Reading from the standard input is not
supported and raises and error.
Concurrency
The Python interpreter has a mechanism known as global interpreter
lock (GIL), which prevents from multiple threads executing Python
code at the same time. Consequently, calling eval/2 from multiple
Elixir processes does not provide the concurrency you might expect
and thus it can be a source of bottlenecks. However, this concerns
regular Python code. Packages with CPU-intense functionality, such
as numpy, have native implementation of many functions and invoking
those releases the GIL. GIL is also released when waiting on I/O
operations.
Options
	:stdout_device - IO process to send Python stdout output to.
Defaults to the caller's group leader.

	:stderr_device - IO process to send Python stderr output to.
Defaults to the global :standard_error.


Examples
iex> {result, globals} =
...>   PythonInterface.eval(
...>     """
...>     y = 10
...>     x + y
...>     """,
...>     %{"x" => 1}
...>   )
iex> result
#PythonInterface.Object<
  11
>
iex> globals["x"]
#PythonInterface.Object<
  1
>
iex> globals["y"]
#PythonInterface.Object<
  10
>
You can carry evaluation state by passing globals from one evaluation
to the next:
iex> {_result, globals} = PythonInterface.eval("x = 1", %{})
iex> {result, _globals} = PythonInterface.eval("x + 1", globals)
iex> result
#PythonInterface.Object<
  2
>
Mutability
Reassigning variables will have no effect on the given globals,
the returned globals will simply hold different objects:
iex> {_result, globals1} = PythonInterface.eval("x = 1", %{})
iex> {_result, globals2} = PythonInterface.eval("x = 2", globals1)
iex> globals1["x"]
#PythonInterface.Object<
  1
>
iex> globals2["x"]
#PythonInterface.Object<
  2
>
However, objects in globals are not automatically cloned, so if
you explicitly mutate an object, it changes across all references:
iex> {_result, globals1} = PythonInterface.eval("x = []", %{})
iex> {_result, globals2} = PythonInterface.eval("x.append(1)", globals1)
iex> globals1["x"]
#PythonInterface.Object<
  [1]
>
iex> globals2["x"]
#PythonInterface.Object<
  [1]
>

  



  
    
      
    
    
      sigil_PY(arg, list)


        (macro)


        
          
        

    

  


  

Convenience macro for Python code evaluation.
This has all the characteristics of eval/2, except that globals
are handled implicitly. This means that any Elixir variables
referenced in the Python code will automatically get encoded and
passed as globals for evaluation. Similarly, any globals assigned
in the code will result in Elixir variables being defined.
Compilation
This macro evaluates Python code at compile time, so it requires
the Python interpreter to be already initialized. In practice,
this means that you can use this sigil in environments with
dynamic evaluation, such as IEx and Livebook, but not in regular
application code. In application code it is preferable to use
eval/2 regardless, to make the globals management explicit.
Examples
iex> import PythonInterface
iex> x = 1
iex> ~PY"""
...> y = 10
...> x + y
...> """
#PythonInterface.Object<
  11
>
iex> x
1
iex> y
#PythonInterface.Object<
  10
>

  



    

  
    
      
    
    
      uv_init(pyproject_toml, opts \\ [])



        
          
        

    

  


  

      

          @spec uv_init(
  String.t(),
  keyword()
) :: :ok


      


Installs Python and dependencies using uv
package manager and initializes the interpreter.
The interpreter is automatically initialized using the installed
Python. The dependency packages are added to the module search path.
Expects a string with pyproject.toml file content, which is used
to configure the project environment. The config requires project.name
and project.version fields to be set. It is also a good idea to
specify the Python version by setting project.requires-python.
PythonInterface.uv_init("""
[project]
name = "project"
version = "0.0.0"
requires-python = "==3.13.*"
""")
To install Python packages, set the project.dependencies field:
PythonInterface.uv_init("""
[project]
name = "project"
version = "0.0.0"
requires-python = "==3.13.*"
dependencies = [
  "numpy==2.2.2"
]
""")
For more configuration options, refer to the uv documentation.
Options
	:force - if true, runs with empty project cache. Defaults to false.


  


        

      


  

    
PythonInterface.Encoder protocol
    



      
A protocol for converting data structures to Python objects.
The protocol has implementation for Elixir built-in data types.
In order to define it for other data structures, you can use PythonInterface.eval/2
and pass necessary information as built-in types. For example, imagine
we have the following struct representing a complex number:
defmodule Complex do
  defstruct [:re, :im]
end
The protocol implementation could look like this:
defimpl PythonInterface.Encoder, for: Complex do
  def encode(complex, _encoder) do
    {result, %{}} =
      PythonInterface.eval(
        """
        complex(re, im)
        """,
        %{"re" => complex.re, "im" => complex.im}
      )

    result
  end
end

PythonInterface.encode!(%Complex{re: 1, im: -1})
#=> #PythonInterface.Object<
#=>   (1-1j)
#=> >
When dealing with more complex data structures, you will want to
return an object from a Python package. In that case, it is a good
idea to raise a clear error if the package is not installed. For
example, here is one possible implementation for Explorer.DataFrame:
defimpl PythonInterface.Encoder, for: Explorer.DataFrame do
  def encode(df, _encoder) do
    {result, %{}} =
      PythonInterface.eval(
        """
        try:
          import polars
          result = polars.read_ipc(ipc)
        except ModuleNotFoundError:
          result = None

        result
        """,
        %{"ipc" => Explorer.DataFrame.dump_ipc!(df)}
      )

    case PythonInterface.decode(result) do
      %PythonInterface.Object{} ->
        result

      nil ->
        raise Protocol.UndefinedError,
          protocol: @protocol,
          value: df,
          description:
            "cannot encode Explorer.DataFrame, because the polars Python package is not installed"
    end
  end
end

      


      
        Summary


  
    Types
  


    
      
        t()

      


        All the types that implement this protocol.



    





  
    Functions
  


    
      
        encode(term, encoder)

      


        A function invoked to encode the given term to PythonInterface.Object.



    





      


      
        Types

        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: term()


      


All the types that implement this protocol.

  


        

      

      
        Functions

        


  
    
      
    
    
      encode(term, encoder)



        
          
        

    

  


  

      

          @spec encode(term :: term(), PythonInterface.encoder()) :: PythonInterface.Object.t()


      


A function invoked to encode the given term to PythonInterface.Object.

  


        

      


  

    
PythonInterface.Object 
    



      
A struct holding a Python object.
This is an opaque struct used to pass Python objects around in
Elixir code.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





      


      
        Types

        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %PythonInterface.Object{resource: reference()}


      



  


        

      


  

    
PythonInterface.Error exception
    



      
An exception raised when Python raises an exception.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





      


      
        Types

        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %{
  type: PythonInterface.Object.t(),
  value: PythonInterface.Object.t(),
  traceback: PythonInterface.Object.t()
}
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