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    Barrel P2P

Barrel P2P is an Erlang/OTP library for peer-to-peer clusters.
It keeps the Erlang programming model: Pid ! Msg, gen_server,
rpc, links, monitors, and the usual supervision habits. It changes
what happens underneath:
	distribution runs over QUIC, not TCP;
	nodes authenticate with Ed25519;
	membership is bounded with HyParView, not full mesh;
	services are discovered through a CRDT registry;
	EPMD is not required.

The result is a cluster where each node keeps a small number of gossip
connections, while any process can still talk to any process in the
cluster.
Why Erlang developers may care
Standard Erlang distribution is simple and good. It becomes harder to
operate when the cluster grows, when every node must connect to every
other node, when EPMD is not welcome, or when nodes move between
network paths.
Barrel P2P keeps your application code close to normal OTP code. You
still register processes, call servers, monitor pids, and send
messages. The library takes care of the cluster shape, peer identity,
service discovery, and the QUIC dist carrier.
The cluster shape
Read this graph from node A. The green nodes are the active view:
the small set of peers node A uses for gossip and membership
maintenance. The grey nodes are known peers kept in the passive view.
They are not connected now, but they are warm spares when the topology
changes.
[image: HyParView active view: a node connects to a small set of gossip peers, with additional known peers held in a passive cache.]
The important point: the active view is not the cluster. It is not
the list of nodes your application may talk to. It is only the
maintenance topology.
Application traffic is different. If code on node A sends to a pid on
node E, OTP can open a dist channel on demand. Barrel P2P authenticates
that channel, then the normal Erlang message is delivered.
[image: Sending a message to a pid on a node that is not in the local active view: OTP opens a QUIC dist channel on demand, runs Ed25519 auth, then delivers the message.]
Once you hold the pid, Barrel P2P is no longer on the application data
path. You use Erlang.
Project status
Barrel P2P is experimental and pre-1.0. APIs may change between minor
releases until a 1.0 tag.
The cryptographic and transport layers, Ed25519 dist auth and the
QUIC carrier, have unit and multi-node test coverage. They have not
been independently audited. Do not use Barrel P2P where a transport
compromise would be costly without doing your own review first.
Bug reports and PRs are welcome. Security reports go through
SECURITY.md.
Five-minute start
Add Barrel P2P to rebar.config:
{deps, [
    {barrel_p2p, "0.1.0"}
]}.
Use Barrel P2P as the Erlang distribution carrier:
-proto_dist barrel_p2p
-epmd_module barrel_p2p_epmd
-start_epmd false
Start the application and join a seed:
application:ensure_all_started(barrel_p2p).
ok = barrel_p2p:join('seed@192.168.1.10').
Register the current process as a service:
ok = barrel_p2p:register_service(worker_pool, #{shard => 1}).
Find it from another node:
{ok, _Node, Worker} = barrel_p2p:whereis_service(worker_pool),
Worker ! {work, <<"payload">>}.
That send is a standard Erlang send. whereis_service/1 returns
{ok, Pid} for a local service and {ok, Node, Pid} for a remote
one. If the target node is not already connected, the dist channel is
opened on demand over QUIC.
Configuration
A small development config:
{barrel_p2p, [
    {active_size, 5},
    {passive_size, 30},
    {listen_port, 9100},
    {contact_nodes, ['seed@192.168.1.10']},
    {auth_enabled, true},
    {auth_trust_mode, tofu}
]}.
The defaults are intentionally narrow:
	active_size bounds the number of gossip peers.
	passive_size bounds the known-but-disconnected peer cache.
	listen_port is the UDP port for QUIC distribution.
	contact_nodes gives the node a first place to join.
	auth_trust_mode is tofu or strict.

For production notes, see run in production.
What is included
	QUIC distribution. -proto_dist barrel_p2p plugs into Erlang's
alternative distribution layer. No stock EPMD daemon is required.
	HyParView membership. Each node keeps a bounded active view
instead of a full mesh.
	Service registry. Processes can be registered by name and found
from any node through a CRDT-backed registry.
	Replicated state. barrel_p2p_map is a gossiped, last-write-wins
key-value map for cluster-wide config, flags, and routing tables;
the barrel_p2p_replica behaviour underneath is public for custom
merge.
	Plumtree broadcast. Registry changes and gossip move through an
efficient epidemic broadcast tree.
	Ed25519 peer identity. Nodes prove their identity after the QUIC
TLS handshake and before application traffic flows.
	Tagged QUIC streams. Applications can open tagged streams for
large or byte-oriented transfers.
	Operational tools. Helpers exist for one-shot RPC, TLS material,
key rotation, metrics, migration, and test clusters.

Documentation
The docs are organised into five sections. Each section has a hub
page that lists its children; the hub pages are linked below.
Overview
Read this first if barrel_p2p is new to you.
	What is barrel_p2p? — the
project in one page, with the architecture diagram and the
load-bearing ideas.
	Benefits and trade-offs — why pick
barrel_p2p, and what you give up.
	Introduction — the long
narrative through every layer.
	Getting started — boot two
nodes and send a real message.

Core concepts
How each subsystem works, explained one page at a time.
	Cluster membership —
HyParView's bounded active and passive views.
	Service registry — OR-Map
CRDT, eventual consistency, the registration lifecycle.
	Gossip broadcast — Plumtree
push-lazy-push trees, self-healing graft/prune.
	Dist channel —
-proto_dist barrel_p2p over QUIC, the discovery chain, the
idle GC.
	Authentication — Ed25519
mutual challenge-response, trust modes.
	Streams — tagged user-stream
multiplex over the same QUIC connection.
	Connection migration —
RFC 9000 §9 path rebind.
	Hybrid logical clocks —
the timestamps the CRDT uses.

Tutorials
End-to-end walkthroughs.
	Hello, cluster — the
smallest two-node walkthrough.
	Distributed chat — a
small application that uses the service registry and service
events.

How-to guides
Task-focused recipes for operating a cluster.
	Run in production — sizing,
network surface, secrets, shutdown.
	Configure authentication
— TOFU and strict modes, provisioning, rotation.
	Observe a cluster — metrics
catalogue and exporter wiring.
	Troubleshoot — symptom-cause-fix
tables.
	Migrate connections — a
watchdog recipe for path migration.
	Route through a relay —
wiring an external tunnel or proxy adapter.
	Run the tests — EUnit, Common Test,
docker, and soak suites.

Reference
Authoritative material when you know what you are looking for.
	API overview — every public
function in barrel_p2p.erl, grouped by subsystem.
	Configuration — every key
under {barrel_p2p, [...]} in sys.config.
	Architecture — the full
supervision tree and protocol-level details.
	Comparison with Partisan
— side-by-side, when to pick which library.
	Feature stability — public API tiers and
coverage.

Example application
A small distributed chat app lives under
examples/chat.
cd examples/chat
./scripts/run-demo.sh seed
./scripts/run-demo.sh node 1

The demo starts Erlang nodes with -proto_dist barrel_p2p, generates
local TLS and Ed25519 material on first boot, and uses the service
registry to find chat rooms across the cluster.
Testing
Run the local suites:
rebar3 eunit
rebar3 ct

The Docker scripts under docker/scripts/ exercise multi-node
clusters. See run the tests for the
full command list.
API reference
Generate HTML documentation:
rebar3 ex_doc

Versioning
Barrel P2P is still in 0.x.
	Minor bumps, 0.x to 0.y, may change documented public APIs.
	Patch bumps, 0.x.y to 0.x.y+1, are non-breaking.
	1.0 will come after an external audit of the dist auth and
transport layers, and after public user feedback on a 0.x release.

Public API stability tiers are tracked in docs/features.md.
Anything not listed there is internal.
License
Apache-2.0


  

    Overview

This section introduces barrel_p2p: what it is, why it exists, and
how to start using it. Read it in order if you are new to the
project.
In this section
	What is barrel_p2p? — the project in one
page, with the architecture diagram and the load-bearing ideas.
	Benefits and trade-offs — why pick barrel_p2p, and
what you give up by doing so.
	Introduction — a longer narrative that walks
through every layer in plain language.
	Getting started — install, configure, and
bring up a two-node cluster.

After the overview
Once you have a cluster running:
	Core concepts explain each subsystem
(membership, registry, gossip, dist channel, authentication,
streams, migration, hybrid logical clocks) on its own page.
	Tutorials walk through building a real
application end to end.
	How-to guides are task-focused recipes for
operating a cluster (production, observability, troubleshooting,
rotation, relays, testing).
	Reference is the API surface, the full
configuration list, the architecture deep dive, and the
comparison with Partisan.



  

    What is barrel_p2p?

Barrel P2P is a peer-to-peer distribution layer for Erlang/OTP. It
replaces the default TCP-based Erlang distribution with three
opinionated pieces, while keeping Pid ! Msg, gen_server,
rpc:call/4, and global working exactly as you expect.
The three pieces are:
	A bounded membership protocol (HyParView). Each node keeps a
small, bounded set of gossip peers. The cluster as a whole
remains fully addressable: any node can reach any other node on
demand, through OTP's auto-connect.
	A secure transport (QUIC + Ed25519). One QUIC connection per
peer carries the dist channel; an Ed25519 mutual handshake
proves identity before any Erlang traffic flows. Connection
migration moves the session to a new local network path without
dropping streams.
	A service registry (CRDT-backed). Processes register under a
name; the name is replicated through the cluster and lookups
return either a local pid or the remote node + pid. No external
service-discovery service is required.

Visually, this is the shape of a barrel_p2p cluster from one node's
point of view:
[image: HyParView active view: a node connects to a small set of gossip peers, with additional known peers held in a passive cache.]
Each node holds a small active view (its current gossip peers,
typically five) and a larger passive view (known but
disconnected peers used as warm spares). The cluster topology
scales: a node with a thousand peers in its passive view still
keeps only five active links.
What you get out of the box
	Capability	What it gives you	Where to read more
	-proto_dist barrel_p2p boot flag	Drop-in replacement for the default dist	Dist channel concept
	HyParView membership	Bounded connection count, gossip-based reachability	Cluster membership concept
	Ed25519 mutual auth	TOFU or strict per-peer key pinning	Authentication concept
	CRDT service registry	Cluster-wide named services with eventual consistency	Service registry concept
	Replicated maps	Gossiped key-value state for config, flags, routing tables	Replicated maps concept
	Plumtree gossip	Efficient broadcast for service-state updates	Gossip broadcast concept
	Tagged user streams	App-level multiplex over the same QUIC connection	Streams concept
	Connection migration	RFC 9000 §9 path rebind without restart	Migration concept
	instrument metrics	OpenTelemetry-style counters and histograms	Observe a cluster

What barrel_p2p does not do
A few things are explicitly not part of the project:
	NAT traversal, STUN, UPnP, hole punching. Nodes are expected
to reach each other directly. If they cannot, an external relay
is wired through the connect-time override hook
(route through a relay).
	Topologies other than HyParView. There is no full-mesh, no
client-server, no hub-and-spoke mode. If you need topology
flexibility, Partisan
is the right library.
	A standalone HTTP metrics server. The instrument library
provides formatters; you wire them into your existing HTTP
layer.

When to use barrel_p2p
Barrel P2P is a good fit when:
	You want a partial-membership topology to replace Erlang's
full mesh, without giving up Pid ! Msg.
	You need cluster-wide service discovery without standing up a
separate registry (Consul, etcd).
	You want encryption between peers by default, with no
certificate authority to operate.
	You prefer opinionated defaults to a wide configuration
surface.

Barrel P2P is the wrong fit when:
	You need multiple topology backends.
	You need explicit message channels with per-channel parallelism.
	You are building research on distributed protocols.

For each of those, Partisan
is the better library.
Next
	Benefits lists the trade-offs in more detail.
	Introduction is the longer narrative, ideal
if you want to understand why each piece is shaped the way it
is before reading the per-concept pages.
	Getting started gets a two-node cluster
running.



  

    Benefits and trade-offs

This page is a short, honest list. What you get with barrel_p2p,
what you give up, and what is intentionally out of scope.
What you get
A bounded connection count
Default Erlang distribution is full mesh: every node opens a TCP
connection to every other node. The cost is O(n²) connections
across the cluster. With a few dozen nodes that is fine; past a
few hundred it starts to bite (kernel resources, monitoring
overhead, slow startup as joins ripple).
Barrel P2P keeps each node connected to a small, bounded set of
gossip peers (the HyParView active view, typically five). The
cluster as a whole stays fully addressable through OTP's
demand-driven auto-connect. When you send to a pid on a peer
outside the active view, a fresh QUIC channel opens on demand and
is later reaped if it goes idle. The result: connection count is
O(active_size), not O(n).
Secure by default
The QUIC TLS layer encrypts everything on the wire. The Ed25519
mutual handshake then proves each peer's identity before any
Erlang traffic flows. There is no certificate authority to
operate; nodes self-sign their TLS material and pin each other's
Ed25519 public keys on first contact (TOFU) or via pre-shared
keys (strict mode).
The handshake is bound to the TLS channel (the signature covers a
hash of the server's TLS certificate), so it holds against an
active on-path attacker, not only a passive one: a relayed
handshake lands on a different certificate and fails to verify.
Service discovery without a registry service
Names are cluster-wide. A register_service/2 call replicates
through a CRDT and is observable on every peer within a fraction
of a second. whereis_service/1 returns either a local pid or
the remote node + pid; you reach for it from any node and treat
the result as a normal pid.
Standard Erlang patterns still work
Pid ! Msg, gen_server:call/2, rpc:call/4, global, links,
and monitors all work over the barrel_p2p carrier exactly as they
do over the default TCP carrier. If you ever need to drop down to
raw distribution semantics, you do not have to rewrite any code
paths.
Connection migration
A QUIC connection can rebind to a new local UDP 4-tuple without
losing keys or streams. barrel_p2p:migrate_peer/1,2 is the
trigger. Useful when a node's local network changes (laptop
switching from Wi-Fi to cellular; a CGNAT shuffle changes the
outbound IP; a tunnel reconnects).
One UDP port per node
The full externally-visible network footprint is one UDP socket.
No EPMD. No second TCP control channel. The QUIC handshake
handles encryption, multiplexing, and migration on that single
socket.
What you give up
Topology flexibility
There is one membership protocol (HyParView). No full mesh, no
client-server, no custom topology backend. If you need any of
those, barrel_p2p is not the right library; see
Partisan.
Per-channel parallelism
There are no explicit message channels with per-channel
parallelism. All Erlang dist traffic flows over one bidirectional
QUIC stream per peer, multiplexed at the QUIC layer. For most
workloads this matches or exceeds what you get from multiple TCP
connections; if you require explicit channel control, barrel_p2p is
not the right shape.
Tunable consistency for the registry
The service registry is eventually consistent. Adds and removes
commute and converge without coordination, but a registration on
node A is only visible from node B "soon" (typically under a
second). If you need linearizable naming, build that on top.
NAT traversal, hole punching, relay autodiscovery
None of these ship in barrel_p2p. If two peers cannot reach each
other directly, the answer is to wire an external relay through
the connect-time override hook
(route through a relay).
When the trade-offs are wrong
If you can answer "yes" to any of these, look elsewhere:
	"I need full-mesh semantics for a small, trusted cluster."
Use the default Erlang dist.
	"I need a research toolkit for experimenting with overlay
protocols." Use Partisan.
	"I need linearizable cluster-wide naming." Build on top of
barrel_p2p or use a coordination service (consul, etcd).
	"I need a custom transport other than QUIC." Barrel P2P is QUIC
only.

Stability tiers
The public API is split into three tiers, tracked in
docs/features.md:
	supported — covered by deprecation and breaking-change
notice across minor bumps.
	beta — likely stable, may change shape across minors.
	experimental — anything goes.

The cluster membership API, the service registry API, the via-barrel_p2p
callbacks, and the Ed25519 trust store are supported. The
streams demuxer and connection-migration trigger are beta. New
features land as experimental first.
See Versioning policy for
the semver contract while we are still pre-1.0.


  

    Introduction

This is the longer companion to What is barrel_p2p?.
It explains why each piece of the system is shaped the way it
is. Read this once; the per-concept pages then make sense without
context-switching.
The problem
Erlang's default distribution is wonderful for what it was
designed to do: tightly couple a small set of nodes that trust
each other on a local network, and make Pid ! Msg work across
machines as if they were one.
It struggles outside that envelope. Three specific ways:
	Full mesh. Every node opens a TCP connection to every other
node. Past a few dozen nodes, the connection count, the kernel
resources, and the nodeup/nodedown event volume start to be
expensive.
	No identity layer. The Erlang cookie is a shared secret;
knowing the cookie is enough to join the cluster. There is no
per-peer identity, no rotation, no revocation.
	No service discovery. global provides cluster-wide
registration coordinated through a distributed
consensus-but-not-quite, and it does not scale much past the
full mesh.

Barrel P2P addresses all three, while preserving the property that
matters most: standard Erlang code paths still work. Pid ! Msg
is still the right way to send a message.
The shape of the solution
Three subsystems, mostly independent of each other:
	The dist carrier. A QUIC-based replacement for the TCP
carrier, with Ed25519 mutual authentication slotted in between
the QUIC TLS handshake and the Erlang dist handshake.
	The membership protocol. HyParView keeps each node
connected to a small, bounded set of gossip peers. The cluster
stays fully reachable through OTP's demand-driven auto-connect.
	The service registry. An Observed-Remove Map (OR-Map) CRDT
replicated through Plumtree epidemic broadcast. Names are
cluster-wide; eventual consistency, no coordination.

The rest of this introduction walks through each in turn, in
enough depth that the per-concept pages make sense.
Layer one: the QUIC carrier
Why QUIC?
	Encryption is mandatory. Every Erlang dist byte rides on a
TLS-protected QUIC connection. No mode where you accidentally
ship cleartext over a hostile network.
	One UDP socket per peer. A single connection multiplexes
the Erlang dist control stream plus any application streams
(barrel_p2p_streams) plus the Ed25519 auth handshake. This is
the natural shape for a P2P system.
	Connection migration. A QUIC connection can rebind to a
new local 4-tuple without losing keys or streams. Useful when
the local network changes (laptops, CGNAT shuffles, tunnel
reconnects).

The carrier itself is upstream quic_dist. Barrel P2P is a thin
proto_dist shim on top: it auto-generates the self-signed TLS
material on first boot, projects the right defaults into the
quic.dist app env, and wires the Ed25519 callback. Everything
else delegates to upstream.
Why Ed25519 on top of TLS
The QUIC TLS handshake gives us a confidential channel, but it
does not say who is on the other side. The certs are
self-signed; there is no authority barrel_p2p expects you to trust.
The Ed25519 layer adds that. Each node has a long-lived Ed25519
keypair stored on disk. The public key is the node's identity;
the private key is what the node uses to prove that identity.
Across TLS rotations, across reboots, the Ed25519 keypair
persists. Peers pin each other's public keys under the node
atom; subsequent handshakes verify the pinned key matches.
Two trust modes:
	TOFU (trust on first use): the first handshake records the
peer's key. Subsequent handshakes verify the pin.
	Strict: every peer's key must be pre-pinned. No
first-contact window.

The same mechanism powers SSH's known_hosts.
Layer two: bounded membership
The HyParView protocol gives each node two sets:
	The active view, a small bounded set (default 5) of peers
this node currently exchanges gossip with. Symmetric: if A has
B in its active view, B has A in its active view.
	The passive view, a larger bounded cache (default 30) of
known but disconnected peers, used as warm spares.

The key insight: the active view does not need to grow with
the cluster. The protocol guarantees that any peer is reachable
from any starting point by repeatedly forwarding through this
small bounded view. For a cluster of thousands of nodes, five
active links per node is enough.
When a peer fails, exponential backoff prevents reconnection
storms. After enough failures, the protocol promotes a peer from
the passive view to replace the failed one in the active view.
A periodic shuffle (every 10 seconds by default) exchanges a
small random sample of the active and passive views with one
active peer. That is how new members reach corners of the
cluster that did not see their initial join, and how the passive
view stays fresh enough that there is always a spare.
Why this matters for Pid ! Msg
In the default Erlang dist, every node has a TCP connection to
every other node, so Pid ! Msg is always a no-op at the
connection level. In a partial-membership setting, two nodes that
have never met have no open connection between them.
Barrel P2P leans on OTP's demand-driven dist auto-connect. When
Pid ! Msg targets a node outside the active view, a fresh
QUIC channel opens on demand: TLS handshake, Ed25519 mutual auth,
Erlang dist handshake, and only then does the message flow. If
the channel is then idle for long enough, the dist GC reaps it.
The end result: from the application's perspective, sending to
any peer works. The connection count stays bounded.
[image: Sending a message to a pid on a node that is not in the local active view: OTP opens a QUIC dist channel on demand, runs Ed25519 auth, then delivers the message.]
Layer three: the service registry
Names are stored in an Observed-Remove Map (OR-Map) CRDT. Three
properties matter:
	Adds and removes commute. Two concurrent adds of the same
name produce two entries; removes only delete the dots they
have observed.
	Tombstones are bounded. Old removes can be garbage
collected once every node has observed them.
	Causal merging. Two replicas merge by union plus the rule
that a tombstoned dot stays tombstoned.

Each registration carries a dot: a {node, hlc_timestamp}
pair. The hybrid logical clock guarantees that two registrations
from the same node are ordered, and two registrations from
different nodes can be compared causally.
Replication happens through Plumtree epidemic broadcast:
	Each broadcast goes to the eager peers in the active view
first (full message body).
	Lazy peers receive only the message ID (IHAVE announcement).
	A duplicate triggers a PRUNE (the sender becomes lazy).
	A missing message triggers a GRAFT (the lazy peer is
promoted back to eager).

The tree self-organises into a near-optimal spanning structure
for broadcasts and self-heals through GRAFT after peer
failures. The cost of a broadcast is O(n) messages, not
O(n²).
Putting it together
A real example: a registration on node A flows like this:
	The application calls register_service/2. The local
registry updates its OR-Map with a fresh dot.
	The registry's barrel_p2p_replica instance produces a delta and
broadcasts it through Plumtree.
	Each eager peer receives the delta, merges into its OR-Map,
and forwards to its own eager peers. Lazy peers receive an
IHAVE and graft if they have not seen the message.
	Within a fraction of a second, every node has the
registration in its local OR-Map.
	A whereis_service/1 call on any node now finds the
registration.

From the application's point of view, the call returned ok and
the name is "out there". The protocol does the work.
Where to read next
If you want to skim:
	What is barrel_p2p? is the short version.
	Benefits and trade-offs tells you when to pick
this and when not to.

If you want to start using it:
	Getting started.

If you want to dig into one piece at a time:
	Cluster membership concept
	Service registry concept
	Gossip broadcast concept
	Dist channel concept
	Authentication concept
	Streams concept
	Connection migration concept
	Hybrid logical clocks concept



  

    Getting started

This guide takes a working Erlang/OTP environment and walks you to a
two-node barrel_p2p cluster, with a real handshake and a real service
lookup. We do not skip the underlying ideas: each step explains what
the system does and why.
The audience is an Erlang developer comfortable with gen_server,
releases, and the standard distribution. You do not need prior
knowledge of HyParView, QUIC, or CRDTs; we will introduce the parts
that matter as they appear.
What you are about to build
A barrel_p2p cluster is, on the surface, a normal Erlang cluster:
Pid ! Msg, rpc:call/4, gen_server:call/2, and global all work
as you expect. Under that surface, three pieces replace the default
Erlang behaviour:
	The dist carrier. Instead of TCP, barrel_p2p runs the distribution
channel over a single QUIC connection per peer. That gives us
encryption by default, multiplexed streams on top of the same
connection, and connection migration when the local network
changes.
	The membership protocol. Instead of a full mesh where every
node opens a TCP connection to every other node, each node keeps
a small, bounded set of gossip peers (the HyParView "active
view", typically five). The cluster as a whole remains fully
addressable through OTP's demand-driven auto-connect.
	A service registry. Processes can be registered under a name
and discovered from any node in the cluster, without you running a
separate service-discovery service.

Read the graph from the node in the centre. The active view is the
small set of peers used for gossip. The passive view is a cache of
known peers. They are not connected now, but they are useful when an
active peer drops or when the topology needs to refresh.
[image: HyParView active view: a node connects to a small set of gossip peers, with additional known peers held in a passive cache.]
For an Erlang application, this graph is not nodes(). It is only
the maintenance topology. Application traffic can still reach a pid
on another cluster member.
The rest of this guide is the smallest path from a fresh checkout to
two nodes exchanging a message.
Prerequisites
	Erlang/OTP 27 or later.
	rebar3.
	A single UDP port available on each node (the default is
0, meaning "let the OS assign one"; in production you pin it).

We assume no EPMD daemon is running. Barrel P2P does not use it: peers
discover each other through the discovery chain described later.
One-time setup: where credentials live
Each barrel_p2p node carries two kinds of credentials on disk. They are
generated the first time the node boots; you do not have to create
them manually.
data/
├── quic/
│   ├── node.crt    (TLS certificate; auto-generated, self-signed)
│   └── node.key    (TLS private key; chmod 0600)
└── keys/
    ├── node.pub    (Ed25519 public key, 32 bytes)
    ├── node.key    (Ed25519 private key, 32 bytes; chmod 0600)
    └── trusted/
        └── ...     (one .pub per peer this node has pinned)
The two layers serve different purposes:
	The TLS material secures the transport. QUIC needs a cert to
start a listener. Barrel P2P uses self-signed certs by default; the
certificate's identity is the Ed25519 public key recorded below,
not the CN field.
	The Ed25519 keypair is the node's identity. After the QUIC
TLS handshake completes, the two peers run a short
challenge-response over a pair of QUIC streams to prove they hold
the private key matching the public key they presented. The
cluster uses this layer, not the TLS layer, to decide whether to
trust the peer.

Both materials are regenerated on a fresh boot if missing. You can
also pre-generate the TLS material with the helper script:
_build/default/lib/barrel_p2p/priv/bin/barrel_p2p_gen_cert.sh

(--out-dir, --cn, --days, --key-bits, --force are the
flags; the script is idempotent unless you pass --force.)
Adding barrel_p2p to a project
In rebar.config:
{deps, [
    {barrel_p2p, "0.1.0"}
]}.
Fetch and compile:
rebar3 get-deps
rebar3 compile

That is the full dependency setup. Barrel P2P pulls in the upstream
QUIC implementation, hlc for hybrid logical clocks, and instrument
for metrics.
Configuring the node
Barrel P2P is opinionated about defaults. A minimal config/sys.config
that lets you boot a node looks like this:
[
    {barrel_p2p, [
        %% HyParView membership parameters
        {active_size, 5},          %% Maximum concurrent gossip peers
        {passive_size, 30},        %% Known-but-disconnected peers

        %% Network
        {listen_port, 9100},       %% 0 lets the OS choose

        %% Authentication
        {auth_enabled, true},      %% Default; flip to false only for dev
        {auth_trust_mode, tofu}    %% tofu | strict
    ]}
].
The two membership parameters deserve a word. The active view is
the small set of peers a node currently exchanges gossip with. The
protocol guarantees that the whole cluster is reachable from any
node by repeatedly forwarding through this view, so the active view
does not need to grow with the cluster: five peers per node is
enough for thousands of nodes. The passive view is a cache of
known peers that are not currently in the active view; they are
warm spares used when an active peer drops.
Trust mode controls the authentication layer:
	tofu ("trust on first use") is the default. The first time a
node meets a peer, it records the peer's Ed25519 public key. From
then on, that peer is rejected if it presents a different key.
	strict requires every peer's key to be pinned in advance. Useful
in environments where you do not want any first-contact window.

See authentication.md for the operational side
of trust modes.
Boot arguments
Two BEAM-level boot flags switch Erlang's distribution layer to
barrel_p2p:
-proto_dist barrel_p2p
-epmd_module barrel_p2p_epmd
-start_epmd false

The first selects barrel_p2p as the dist module. The second tells
net_kernel to use barrel_p2p's discovery shim instead of the stock
EPMD daemon. The third disables the daemon entirely; barrel_p2p does
not need it.
These three lines are the entire dist configuration. Everything
else, certificate paths, the auth callback, the discovery chain, is
projected by barrel_p2p into the underlying quic_dist app
environment when the listener starts.
Starting one node
The fastest path is a rebar3 shell with the boot args injected:
ERL_AFLAGS="-proto_dist barrel_p2p -epmd_module barrel_p2p_epmd -start_epmd false" \
rebar3 shell --config config/sys.config --sname node1

Inside the shell:
1> barrel_p2p:active_view().
[]
You have a running barrel_p2p node with no peers yet. The TLS material
and the Ed25519 keypair are in data/quic/ and data/keys/.
To inspect the identity:
2> {ok, PubKey} = barrel_p2p_dist_auth:get_public_key().
{ok, <<...32 bytes...>>}
3> barrel_p2p_dist_keys:fingerprint(PubKey).
<<...32 bytes SHA-256...>>
The fingerprint is what you log and share when verifying a node out
of band.
Forming a two-node cluster
Open a second terminal and start a second node:
ERL_AFLAGS="-proto_dist barrel_p2p -epmd_module barrel_p2p_epmd -start_epmd false" \
rebar3 shell --config config/sys.config --sname node2

On node2, ask to join node1:
1> barrel_p2p:join('node1@yourhost').
ok
2> barrel_p2p:active_view().
['node1@yourhost']
On node1, you will see the symmetric view:
4> barrel_p2p:active_view().
['node2@yourhost']
What happened, in order:
	node2's join/1 produced a JOIN message to node1.
	The QUIC layer opened a UDP-backed connection between the two
nodes. The TLS handshake completed using the self-signed certs.
	The Ed25519 challenge-response ran on a pair of unidirectional
QUIC streams. Because both nodes are in tofu mode and neither
had seen the other before, both pinned the other's public key
under its node atom.
	The standard Erlang dist handshake then ran on top of the
authenticated channel.
	HyParView added each side to the other's active view.

From this point on, anything you can do with stock Erlang
distribution works: rpc:call/4, Pid ! Msg, global, links,
monitors.
Seeds and discovery
The manual join/1 above is the teaching path. In a real deployment a
node joins the cluster from configuration, and you never type a node name.
This section explains the two pieces that make that work: what a seed is,
and how a node turns a seed's name into an address.
What a seed is
A seed is just an existing cluster member that a new node contacts to get
in. Nothing about a seed's own configuration is special; what matters is
that other nodes know how to reach it. The very first node you start has
no one to join (it is the seed); every later node joins through one or
more seeds. Seeds are not masters: once a node is in the overlay it is an
equal peer, and any member can seed the next joiner.
Because membership is gossiped, you need only a few seeds. Two or three
stable, well-known addresses are enough for a large cluster, since a
joiner needs just one of them to answer.
How a node resolves a seed's address
Barrel P2P runs no EPMD, so a node name like seed@10.0.0.1 must be turned
into a UDP {address, port} some other way. That is the discovery chain:
a list of backends tried in order, first hit wins.
{barrel_p2p, [
    {discovery_backends, [
        barrel_p2p_discovery_static,   %% explicit {Node, {Addr, Port}} table
        barrel_p2p_discovery_file,     %% shared dir of <node>.endpoint files
        barrel_p2p_discovery_dns       %% resolve the host part via DNS
    ]}
]}
	static reads an explicit table from the quic app's dist env. Use
it when seed addresses are fixed and known up front:
{quic, [
    {dist, [
        {nodes, [
            {'seed1@10.0.0.1', {"10.0.0.1", 9100}},
            {'seed2@10.0.0.2', {"10.0.0.2", 9100}}
        ]}
    ]}
]}

	file uses a directory every node can read. Each node writes its own
<node>.endpoint file there at boot (discovery_dir, default
data/discovery), so peers sharing the filesystem (one host, or a
shared/NFS volume) find each other with no static table. This is what
the local multi-node examples use.

	dns takes the host part of the node name
(seed@db.svc.cluster.local), resolves it through DNS, and pairs it
with the listen port. Handy on Kubernetes or anywhere the name already
resolves to an address.


A seed must be reachable through whatever chain its joiners use. The
simplest setups are one static entry per seed (cloud VMs with fixed IPs)
or a shared discovery_dir (a single host or a shared volume).
Auto-joining seeds with contact_nodes
List the seeds in contact_nodes and barrel_p2p joins them at boot, so you
never call barrel_p2p:join/1:
{barrel_p2p, [
    {listen_port, 9100},
    {contact_nodes, ['seed1@10.0.0.1', 'seed2@10.0.0.2']}
]}
While its active view is empty, the node asks each contact to let it in,
retrying every contact_retry_ms (default 5000) until it is in the
overlay. A seed that comes up after its joiners, or a node that briefly
loses every peer, recovers on its own. The seeds must be resolvable
through the discovery chain.
Ship the same contact_nodes list to every node, seeds included (a node
skips its own name), so the configuration is uniform across the fleet. A
single-seed cluster leaves the seed's list effectively empty and points
everyone else at it.
Starting a node in production
In a release the three dist flags go in vm.args and the barrel_p2p
configuration in sys.config:
## vm.args
-name app@10.0.0.5
-setcookie <your-secret>
-proto_dist barrel_p2p
-epmd_module barrel_p2p_epmd
-start_epmd false
%% sys.config
[
    {barrel_p2p, [
        {listen_port, 9100},
        {contact_nodes, ['seed1@10.0.0.1', 'seed2@10.0.0.2']},
        {dist_cookie, <<"your-secret">>},
        {auth_trust_mode, tofu}
    ]},
    {quic, [
        {dist, [{nodes, [
            {'seed1@10.0.0.1', {"10.0.0.1", 9100}},
            {'seed2@10.0.0.2', {"10.0.0.2", 9100}}
        ]}]}
    ]}
].
The node generates its TLS and Ed25519 material on first boot (see
where credentials live), resolves
the seeds through discovery, and joins the overlay, all without a scripted
join step. See run in production for
ports, secrets, sizing, and shutdown.
A first service lookup
Service registration is the part of barrel_p2p that you reach for
most often when building a real application. A service is a process
registered under a name; that name is replicated across the cluster
so any peer can find the process.
On node1:
5> barrel_p2p:register_service(my_worker, #{role => worker}).
ok
The service is registered for the process that calls
register_service/2. In a real application this call normally lives
in the service process itself, often in init/1. The metadata map is
free-form; you can store anything that fits naturally in a Map.
On node2, a moment later (replication is asynchronous, typically
under a second):
3> barrel_p2p:lookup(my_worker).
{ok, [{service_entry, my_worker, <0.123.0>, 'node1@yourhost', #{role => worker}}]}

4> {ok, _Node, FoundPid} = barrel_p2p:whereis_service(my_worker).
{ok, 'node1@yourhost', <0.123.0>}

5> FoundPid ! hello.
hello
Three things to notice:
	lookup/1 returns all instances registered under the name. There
may be more than one if multiple nodes register the same name.
	whereis_service/1 returns a single instance and prefers a local
one when there is a choice. The shape is {ok, Pid} for a local
service and {ok, Node, Pid} for a remote one. It is the function
you reach for from application code.
	The pid we got back is the real pid on node1. The send-bang
uses standard Erlang distribution, opened on demand. No barrel_p2p
primitive is on the data path once you hold the pid.

The flow of a cross-node send, when the target is not in the local
active view, is the part to keep in mind:
[image: Sending a message to a pid on a node that is not in the local active view: OTP opens a QUIC dist channel on demand, runs Ed25519 auth, then delivers the message.]
Barrel P2P helps you find the pid. OTP sends to it. If no dist channel
exists yet, the QUIC channel is opened and authenticated before the
message is delivered.
Subscribing to membership and service events
If your application needs to react to cluster changes:
6> barrel_p2p:subscribe().
ok
%% receive {barrel_p2p_event, {peer_up, Node}} | {barrel_p2p_event, {peer_down, Node, Reason}}

7> barrel_p2p:subscribe_services().
ok
%% receive {barrel_p2p_service_event, {service_registered, Name, Node}}
%%       | {barrel_p2p_service_event, {service_unregistered, Name, Node}}
%%       | {barrel_p2p_service_event, {service_down, Name, Node, Reason}}
These two subscription bus are independent and idempotent: subscribing
twice from the same pid is a no-op. Both deliver standard Erlang
messages, so you can route them through your existing handler.
Tearing down
Either call barrel_p2p:leave/0 for a graceful exit (peers move you
to their passive view immediately), or stop the application:
8> barrel_p2p:leave().
ok
In production, the recommended shutdown order is
barrel_p2p:leave/0, then application:stop(barrel_p2p), then
init:stop/0. The reasoning is in deployment.md.
A quick look at what just happened
Stepping back from the commands you typed:
	Two BEAM nodes ran with -proto_dist barrel_p2p. That replaced the
default TCP dist with a QUIC carrier, automatically projected the
certificate paths and the auth callback, and disabled EPMD.
	Each node generated its identity material on first boot. No
manual provisioning.
	A join over QUIC was authenticated end to end: TLS at the
transport layer, Ed25519 at the identity layer, the dist cookie
at the Erlang layer.
	Membership was managed by HyParView with active view size 5; even
with thousands of nodes, each node would keep only five active
peers.
	The service registry is a CRDT (an Observed-Remove Map). That is
why we said "a moment later": registrations are gossiped through
the cluster and merge without coordination.

Where to go next
	tutorial.md is the practice handbook: build a small
Erlang application using the primitives introduced here.
	internals.md describes the protocols in more
depth: HyParView's failure handling, Plumtree's gossip tree, the
OR-Map merge, and how the QUIC carrier is wired.
	authentication.md covers strict mode, key
rotation, and the trust store on disk.
	deployment.md is the operational reference: ports,
permissions, sizing, shutdown.
	troubleshooting.md is the table to skim when
the cluster does not do what you expect.



  

    Core concepts

These pages explain how each piece of barrel_p2p works. They are
not API references; the goal is to give you a mental model.
Reach for the Reference when you need
exact function signatures or configuration keys.
The concepts are mostly independent. You can read them in any
order, but if it is your first pass, the order below is the
natural one.
Membership and reachability
	Cluster membership — HyParView's
bounded active and passive views, joining, shuffle, failure
handling.
	Gossip broadcast — Plumtree
push-lazy-push trees, the self-healing graft/prune dance.

Naming and replication
	Service registry — the OR-Map CRDT
behind register_service/2, whereis_service/1, and the
eventually-consistent service catalogue.
	Hybrid logical clocks — the
timestamps the CRDT uses to merge concurrent updates.
	Leader election — cluster-wide singletons
via barrel_p2p:lead/2, with fencing tokens for safety.
	Sharded placement — consistent hashing
over a replicated live-node set; place/1 and ownership events.
	Durable reminders — replicated,
fire-at-most-once timers that survive the node that armed them.
	Replicated maps — barrel_p2p_map, a
gossiped last-write-wins key-value map for cluster-wide
control-plane state.

The transport
	Dist channel — the -proto_dist barrel_p2p
shim over quic_dist, the discovery chain, the idle GC.
	Authentication — Ed25519 mutual
challenge-response between TLS handshake and Erlang dist
handshake.
	Streams — application-level multiplex over the
same QUIC connection.
	Connection migration — RFC 9000 §9
path rebind for laptops, tunnels, and CGNATs.

After the concepts
	The Tutorials put these concepts to
work in a real application.
	The How-to guides cover operational
tasks: production deployment, observability, troubleshooting,
rotation, relays, testing.
	The Reference has the API, the full
configuration list, and the architecture deep dive.



  

    Cluster membership

Barrel P2P does not maintain a full mesh. Each node keeps a small,
bounded set of gossip peers; the cluster as a whole remains
reachable through OTP's demand-driven dist auto-connect. The
membership protocol that keeps the gossip topology coherent is
HyParView.
This page explains the protocol from a developer's point of view:
the two views it maintains, how a node joins, how failures are
handled, and how the picture is kept fresh.
The two views
Every node maintains two ordered sets of peers:
	The active view is the small bounded set (default size 5)
of peers this node currently exchanges gossip with. The links
are symmetric: if A has B in its active view, B has A in its
active view. The size is active_size in sys.config.
	The passive view is a larger bounded cache (default size	of known peers that this node is not currently
connected to. The passive view is a reserve: when an active
link drops, a passive peer is promoted to replace it. The
size is passive_size.



[image: HyParView active view: a node connects to a small set of gossip peers, with additional known peers held in a passive cache.]
The crucial property: the active view does not need to grow
with the cluster. A node with a thousand peers in its passive
view still keeps only five active links. The protocol guarantees
that any peer is reachable from any starting point by repeatedly
forwarding through these small bounded views.
Joining the cluster
When a new node joins, it sends a JOIN message to one contact
node it knows about. The contact node is either named explicitly
via barrel_p2p:join/1 or configured in sys.config:
{barrel_p2p, [
    {contact_nodes, ['seed1@host', 'seed2@host']}
]}.
The protocol flow:
NewNode ----JOIN----> ContactNode
                            |
                            +-- adds NewNode to its active view
                            |
                            +-- sends FORWARD_JOIN(TTL=ARWL) to a
                                random active peer (which forwards
                                again, until TTL=0)
Forwarding has two purposes:
	Knowledge of the new node spreads beyond the contact node.
	Each receiving node either adds the new node to its own
active view (small probability, decreasing with TTL) or to
its passive view (at TTL=0). The passive entry is a warm
spare for future use.

The TTL is the active random walk length (arwl, default 6).
A smaller value confines the join to the contact node's
neighbourhood; a larger value spreads the new node more widely
at the cost of more messages.
Failure handling
A peer failure is detected through the dist channel:
net_kernel reports a nodedown event, barrel_p2p translates it
into a HyParView failure, and the protocol takes over:
	The failed peer is moved from active to a transient
"failed" state with an exponential backoff timer.
	After max_fail_count consecutive failures (default 5), the
peer is moved out of the active view entirely and into the
passive view.
	A replacement is picked from the passive view and sent a
NEIGHBOR request. If the candidate accepts, the active
view is back to its target size.

Backoff prevents reconnection storms during network partitions.
If half the cluster becomes unreachable at once, each surviving
node retries its neighbours on staggered timers rather than
simultaneously.
Shuffle: keeping passive views fresh
Every shuffle_period ms (default 10s), a node picks a random
active peer and exchanges a small sample of its active and
passive views. This is how:
	A node learns about peers that joined after it did and that
the contact-node FORWARD_JOIN did not reach.
	The passive view stays fresh enough that there is always a
spare to replace a failed active peer.

The exchange is bounded: a fixed-size random sample
(shuffle_length, default 8), never the full views.
Active view eviction
When the active view is full and a new peer wants to enter (via
JOIN or NEIGHBOR), the protocol evicts an existing active
peer to make room. The evicted peer goes to the passive view; the
HyParView-level connection (a disconnect protocol message) is
sent so the peer learns we no longer treat it as gossip-active.
The dist channel between us and the evicted peer stays up. The
peer is still reachable for Pid ! Msg; it just is not in the
gossip topology any more. The idle dist GC will eventually reap
the channel if no traffic flows over it.
The relationship with erlang:nodes/0
Two important calls return different things:
	barrel_p2p:active_view/0 returns the small HyParView gossip
topology. It is bounded by active_size. This is the set
used for gossip and for the broadcast tree.
	erlang:nodes/0 returns every node this BEAM currently has a
dist channel with. It includes the active view and any
on-demand channels opened by Pid ! Msg.

The two sets can differ. After a Pid ! Msg to a peer outside
the active view, that peer appears in erlang:nodes/0 but not
in barrel_p2p:active_view/0. Once the idle GC reaps the channel,
it disappears from erlang:nodes/0 too.
Configuration knobs
	Key	Default	Purpose
	active_size	5	Maximum concurrent gossip peers.
	passive_size	30	Maximum known-but-disconnected peers.
	arwl	6	Active random walk length (join propagation TTL).
	prwl	3	Passive random walk length (when a forward-join lands in passive).
	shuffle_length	8	Peers exchanged per shuffle round.
	shuffle_period	10000 ms	Time between shuffle rounds.
	max_fail_count	5	Failures before a peer is demoted to passive.
	base_backoff_ms	1000	Initial backoff after a failure (doubles up to 5 min).
	passive_max_age_ms	300000	Maximum age before a passive entry is dropped.

For sizing recommendations by cluster size, see
run in production.
API
The relevant entry points in barrel_p2p.erl:
barrel_p2p:join(ContactNode) -> ok | {error, term()}.
barrel_p2p:leave() -> ok.
barrel_p2p:active_view() -> [node()].
barrel_p2p:passive_view() -> [node()].

%% Subscribe to membership transitions.
barrel_p2p:subscribe() -> ok.
barrel_p2p:subscribe(Pid) -> ok.
barrel_p2p:unsubscribe(Pid) -> ok.

%% Events delivered as:
%%   {barrel_p2p_event, {peer_up, Node}}
%%   {barrel_p2p_event, {peer_down, Node, Reason}}
%%   {barrel_p2p_event, joined}
%%   {barrel_p2p_event, left}
subscribe/0 is the right entry point if your application needs
to react to cluster changes (cache invalidation, lease renewal,
metric updates).
Related
	Gossip broadcast is the protocol that
uses the active view for message dissemination.
	Dist channel describes how on-demand
channels open when sending to a peer outside the active view.
	Run in production has the
operational sizing table.
	Architecture has the
supervision-tree-level picture.



  

    Service registry

Barrel P2P's service registry lets a process register itself under
a name; every other node in the cluster can then find that
process. The registration is replicated across the cluster
without coordination, and it merges deterministically under
concurrent updates.
This page covers the data model, the lifecycle, and the patterns
you reach for when building on top.
The data model
The registry is an Observed-Remove Map (OR-Map): a CRDT
designed for the "named registrations that come and go" pattern.
Three properties matter:
	Adds and removes commute. Two concurrent adds of the same
name produce two entries. A subsequent remove only deletes
the dots it has observed; new concurrent adds survive.
	Tombstones are bounded. Old removes carry only the dots
they observed and are garbage-collected once every node has
applied them.
	Causal merging. Two replicas merge by union of dots plus
the rule that a tombstoned dot stays tombstoned.

Each registration carries a dot, a {node, hlc_timestamp}
pair. The hybrid logical clock guarantees that two registrations
from the same node are ordered and that two registrations from
different nodes can be compared causally. The CRDT does not need
synchronised wall clocks.
For the underlying clock, see
hybrid logical clocks.
The registration lifecycle
The typical flow:
%% On node A
1> barrel_p2p:register_service(my_worker, #{role => primary}).
ok

%% A moment later, on node B. lookup/1 returns #service_entry{}
%% records (fields: name, pid, node, meta).
2> barrel_p2p:lookup(my_worker).
{ok, [{service_entry, my_worker, <0.123.0>, 'node1@host', #{role => primary}}]}

3> {ok, Node, Pid} = barrel_p2p:whereis_service(my_worker).
{ok, 'node1@host', <0.123.0>}

4> Pid ! Msg.   %% standard Erlang send, opens dist on demand
What happens under the hood:
	register_service/2 inserts an entry into the local OR-Map
with a fresh dot.
	The registry's barrel_p2p_replica instance builds a delta of
"what changed" and broadcasts it through
Plumtree.
	Each peer receives the delta and merges it into its own
OR-Map.
	From the moment the merge completes on node B, B's
whereis_service/1 finds the registration.

Replication is asynchronous and eventually consistent. The
delay between registration on A and visibility on B is
typically under one second on a healthy cluster. Code that
registers and immediately looks up on a different node should
expect to retry briefly; whereis_service/2 accepts a
retries option that does this for you.
Local vs remote lookups
Three lookup primitives, in increasing scope:
%% Local pids only.
barrel_p2p:lookup_local(Name) -> {ok, pid()} | {error, not_found}.

%% Every replica we know about, including remote ones.
barrel_p2p:lookup(Name) -> {ok, [#service_entry{}]} | {error, not_found}.

%% Single best match: local preferred, then remote, then overlay.
barrel_p2p:whereis_service(Name) ->
    {ok, pid()}              %% local
  | {ok, node(), pid()}      %% remote
  | {error, not_found}.

barrel_p2p:whereis_service(Name, #{retries => 3}).
whereis_service/1 is the function you reach for from
application code. It tries the local registry, then the local
cache of remote registrations, and finally an overlay route
request. The retries option absorbs the small replication
delay after a fresh registration.
Metadata
The third argument to register_service/2 is a map. The map is
replicated alongside the name and pid:
barrel_p2p:register_service(worker_service, #{
    shard => 1,
    capacity => 10000,
    version => <<"1.4.2">>
}).
You can put anything that fits a Map there. Two common uses:
	Load shedding. A worker periodically re-registers with an
updated load metric; a load balancer reads the map at lookup
time and picks the least-loaded worker.
	Capability discovery. A service publishes a list of
capabilities; clients filter by capability when picking a
service instance.

The metadata is not indexed: lookup/1 returns all instances
and the caller filters. For most workloads this is fine; if you
need a queryable index, build it on top.
Multiple instances per name
The OR-Map permits multiple entries under the same name, one per
registering node:
%% On node A
barrel_p2p:register_service(worker, #{shard => 1}).

%% On node B
barrel_p2p:register_service(worker, #{shard => 2}).

%% From node C
{ok, Entries} = barrel_p2p:lookup(worker).
%% length(Entries) =:= 2
This is the natural shape for a worker pool. If you want
exclusivity, layer it on top: only one node calls
register_service/2 at a time, or your application checks the
existing entries before registering.
Service events
A subscriber receives messages when services come and go:
barrel_p2p:subscribe_services().
%% Receives:
%%   {barrel_p2p_service_event, {service_registered, Name, Node}}
%%   {barrel_p2p_service_event, {service_unregistered, Name, Node}}
%%   {barrel_p2p_service_event, {service_down, Name, Node, Reason}}
service_down fires when the registered pid dies (the registry
monitors every pid it stores). The local node's service_down
fires immediately; remote nodes see it after the gossip
propagates.
Via callbacks
Barrel P2P implements the standard via-name interface, so
gen_server (and any module that uses the same convention) can
use barrel_p2p names directly:
%% Start a gen_server registered through barrel_p2p
gen_server:start({via, barrel_p2p, my_service}, my_module, [], []).

%% Call it by name
gen_server:call({via, barrel_p2p, my_service}, request).

%% Send to it
barrel_p2p:send(my_service, Msg).
This makes barrel_p2p a drop-in replacement for gproc-style
name registration when the name needs to be cluster-wide.
For remote services, the registry returns a service proxy: a
local pid that forwards gen_server calls and casts to the
remote service. The proxy is what makes via-barrel_p2p work for
processes that live on another node.
Common patterns
Pool of workers
-include_lib("barrel_p2p/include/barrel_p2p.hrl").

least_loaded(Name) ->
    {ok, Entries} = barrel_p2p:lookup(Name),
    Sorted = lists:sort(
        fun(A, B) ->
            maps:get(load, A#service_entry.meta, 0)
            =< maps:get(load, B#service_entry.meta, 0)
        end,
        Entries
    ),
    hd(Sorted).
A worker that re-registers periodically with an updated load
key publishes a load signal that callers can use.
Graceful degradation
call_service(Name, Request) ->
    case barrel_p2p:whereis_service(Name, #{retries => 3}) of
        {ok, Pid} ->
            call_with_timeout(Pid, Request);
        {ok, _Node, Pid} ->
            call_with_timeout(Pid, Request);
        {error, not_found} ->
            {error, unavailable}
    end.

call_with_timeout(Pid, Request) ->
    try gen_server:call(Pid, Request, 5000) of
        Reply -> Reply
    catch
        exit:{timeout, _} -> {error, timeout};
        exit:{noproc, _}  -> {error, gone}
    end.
Cache invalidation via service events
init(_) ->
    barrel_p2p:subscribe_services(),
    {ok, #{cache => #{}}}.

handle_info({barrel_p2p_service_event, {service_down, Name, _N, _R}}, S) ->
    {noreply, S#{cache := maps:remove(Name, maps:get(cache, S))}};
handle_info(_, S) ->
    {noreply, S}.
Configuration knobs
The registry itself has no operator-tunable knobs; it follows
the cluster topology. Performance settings that matter live
under the gossip broadcast layer.
API
%% Register and unregister.
register_service(Name) -> ok | {error, term()}.
register_service(Name, Meta) -> ok | {error, term()}.
register_service(Name, Pid, Meta) -> ok | {error, term()}.
unregister_service(Name) -> ok.

%% Lookup.
lookup(Name) -> {ok, [#service_entry{}]} | {error, not_found}.
lookup_local(Name) -> {ok, pid()} | {error, not_found}.
list_services() -> [Name].
whereis_service(Name) ->
    {ok, pid()} | {ok, node(), pid()} | {error, not_found}.
whereis_service(Name, #{retries => N}) -> same.

%% Via callbacks.
register_name(Name, Pid) -> yes | no.
unregister_name(Name) -> ok.
whereis_name(Name) -> pid() | undefined.
send(Name, Msg) -> pid().

%% Events.
subscribe_services() -> ok.
subscribe_services(Pid) -> ok.
unsubscribe_services(Pid) -> ok.

%% Global integration (beta).
global_register(Name) -> {ok, pid()} | {error, term()}.
get_proxy(Name) -> {ok, pid()} | not_found.
Related
	Gossip broadcast is the protocol
underneath the registry's replication.
	Hybrid logical clocks are the
timestamps in each OR-Map dot.
	Cluster membership — the registry
builds on top of the active view.
	Distributed chat tutorial
applies the registry to a real application.



  

    Gossip broadcast

The protocol that moves registry updates and other cluster
gossip across the network is Plumtree (Push-Lazy-Push Multicast
Tree). It produces an efficient broadcast tree that self-heals
under churn.
This page explains the algorithm and the invariants it
maintains.
The problem
Naive epidemic gossip floods. Every node retransmits every
message it sees to every neighbour, generating O(n²) wire
traffic. The cluster converges, but the cost grows quadratically
with size.
Plumtree replaces the flood with a spanning tree that
self-organises out of the active-view links. Once the tree is
stable, each broadcast costs O(n) messages: one per node, not
one per pair.
The clever bit is that the tree heals automatically when peers
fail: there is no separate maintenance pass.
The algorithm
Each node classifies its active-view
peers into two sets:
	Eager peers receive the full body of every broadcast.
	Lazy peers receive only an IHAVE announcement
(essentially the message ID and the sender).

The split starts trivially: when a node first joins, all of its
active peers are eager. From then on, the protocol re-shapes
the sets as broadcasts flow:
	A duplicate arrival (you already have the body, somebody
sent it again) triggers a PRUNE: the sender becomes lazy
for you. The next broadcast they originate, they will
announce to you via IHAVE rather than push directly.
	A missing message (you received an IHAVE but never the
body) triggers a GRAFT: the lazy peer is promoted back to
eager, and they retransmit the message.

In the steady state, each broadcast flows down a single
spanning tree of eager links. Lazy links act as a backup index;
when the tree breaks, GRAFT repairs it.
Protocol messages
GOSSIP(MsgId, Payload, Round)         %% full body, push
IHAVE(MsgId, Round)                   %% announcement, lazy
GRAFT(MsgId)                          %% "promote me to eager"
PRUNE                                 %% "demote me to lazy"
Round is a counter on broadcasts; it lets a receiver detect
out-of-order delivery and decide when to give up waiting for a
graft.
Visualising a broadcast
A single broadcast through a six-node cluster, after the tree
has stabilised:
        origin
         /  \
        v    v
     peerA  peerB
      / \     \
     v   v     v
   peerC peerD peerE
                |
                v
              peerF
Solid edges (->) are eager. Every peer receives the body
exactly once.
A peer that fails (say, peerD disconnects) removes its slice
of the tree. The next broadcast from peerA propagates to
peerC only. peerE and peerF still receive via the
right-hand branch through peerB. The lazy backups will
re-graft peerC to one of peerE's parents if needed.
Why this is efficient
For a cluster of n nodes:
	A naïve flood sends O(n²) messages per broadcast.
	Plumtree sends O(n) GOSSIP messages (one per node) plus
O(n) IHAVE messages (one per lazy edge), in the steady
state.
	Repair messages (GRAFT / PRUNE) are bounded by the rate
of churn; on a healthy cluster they are rare.

The protocol scales gracefully with cluster size and tolerates
peer failures without a separate repair pass.
When the tree breaks
Two failure modes are interesting:
	A peer crashes mid-broadcast. The next-hop peers receive
the message via the eager edge only if the crash happened
after the body was sent. If not, they will see the
IHAVE from a lazy peer and GRAFT to recover. Total
recovery time is bounded by one round-trip plus the
retransmit.
	A network partition splits the active view. Plumtree
keeps broadcasting on each side; when the partition heals,
the next broadcast picks up missed messages through
GRAFT. Older messages (past MESSAGE_TTL, default 5
minutes) are dropped: the system is eventually consistent,
not infinitely retentive.

Message deduplication
Each peer maintains a small ETS-backed cache of recently-seen
message IDs. On each GOSSIP arrival, the cache is checked
first; duplicates trigger PRUNE and are dropped from the
broadcast path.
The cache has a TTL (MESSAGE_TTL, 5 minutes); entries past
that age are discarded. Past the TTL, a re-broadcast of an old
message would be re-flooded as if new. This is intentional: it
bounds memory.
Observability
Plumtree exposes a small set of metrics. The interesting ratios:
	Metric	Healthy ratio
	barrel_p2p.plumtree.graft.sent / gossip.received	Should be small. A high ratio means lots of self-healing, which is a symptom of churn in the active view.
	barrel_p2p.plumtree.prune.sent / gossip.received	A non-trivial steady-state value is normal (the tree settling). A spike means the tree is reshaping (peer failures, joins).
	barrel_p2p.plumtree.ihave.sent	Roughly tracks active-view size × broadcast rate.

See observe a cluster for the
full catalogue.
Configuration
There are no operator-tunable Plumtree knobs in barrel_p2p today.
The defaults match the HyParView paper. If you want to tweak the
deduplication TTL or the graft timeout, the constants live in
src/barrel_p2p_plumtree.erl.
API
Plumtree is internal; you do not call it directly. The
subsystems that use it (the service registry,
service-event broadcasts) are the consumers.
If you want to broadcast your own message:
barrel_p2p_plumtree:broadcast(Tag, Payload).

%% Subscribe to receive broadcasts.
barrel_p2p_plumtree:subscribe(self()).
%% Receives: {plumtree_broadcast, {Tag, Payload}}
barrel_p2p_plumtree:unsubscribe(self()).
The API is beta — the calling shape may change across minor
bumps. For application-level pub/sub, prefer building on
top of the service registry's events; for large blobs, use the
tagged-stream multiplex (streams concept).
Related
	Cluster membership is what produces
the active-view links Plumtree builds the tree on top of.
	Service registry is the main consumer
of Plumtree broadcasts inside barrel_p2p.
	Observe a cluster lists the
metrics emitted by the gossip layer.



  

    Dist channel

The dist channel is what carries Erlang distribution traffic
between two barrel_p2p nodes. It replaces the default TCP carrier
with QUIC, slots in Ed25519 mutual authentication, and exposes
the discovery chain that lets nodes find each other without
EPMD.
This page covers the layer between Erlang's
net_kernel/erts_dist_main and the wire.
Why QUIC
The barrel_p2p proto_dist module sits on top of upstream
quic_dist. QUIC was
chosen for three properties:
	Encryption is mandatory. Every byte of Erlang dist
traffic rides on a TLS-protected connection. There is no
unencrypted mode, accidental or otherwise.
	One connection per peer. A single QUIC connection
multiplexes the Erlang dist control stream, any
application-level streams (barrel_p2p_streams), and the
Ed25519 handshake streams. One UDP socket per node.
	Connection migration. A QUIC connection can rebind to a
new local 4-tuple without losing keys or streams. See
connection migration.

The TLS certs are self-signed: there is no certificate authority
barrel_p2p expects you to trust. Peer identity is established at
the Ed25519 layer, not at the TLS layer.
Boot
A barrel_p2p node boots with three flags:
-proto_dist barrel_p2p
-epmd_module barrel_p2p_epmd
-start_epmd false

The first selects barrel_p2p_dist as Erlang's distribution
module. The second tells net_kernel to use barrel_p2p's
discovery shim instead of the stock EPMD daemon. The third
disables the daemon entirely; barrel_p2p does not need it.
These three lines are the entire dist configuration. Everything
else, certificate paths, the auth callback, the discovery
chain, is projected into the underlying quic.dist app env
when the listener starts.
What barrel_p2p_dist:listen/1 does
When net_kernel starts the listener, barrel_p2p_dist:listen/1
runs four steps in order:
	Ensures TLS material. If data/quic/node.crt and
data/quic/node.key exist, they are used as is. Otherwise
barrel_p2p_quic_cert generates a self-signed pair.
	Loads the quic and barrel_p2p apps. Without this, the
user's sys.config entries under {quic, [{dist, _}]} and
{barrel_p2p, _} are invisible to application:get_env/3.
	Projects defaults into quic.dist. Sets
auth_callback => {barrel_p2p_dist_auth_callback, authenticate},
discovery_module => barrel_p2p_discovery, and the cert/key
paths. User-supplied values under {quic, [{dist, _}]}
always win; this step only fills missing keys.
	Validates the projected config. If
barrel_p2p.auth_enabled = true but the projected
auth_callback is undefined (because the user explicitly
nulled it), boot fails with {barrel_p2p_dist, auth_enabled_without_callback}. Loud failure rather than
silently shipping an unauthenticated cluster.

Then control passes to quic_dist:listen/1.
The handshake
For an outgoing connection, barrel_p2p_dist:setup/5 is the
proto_dist callback. It opens the QUIC connection, runs the
authentication handshake on a pair of unidirectional QUIC
streams, then hands the dist control stream to the dist
controller.
1. quic:connect/4              QUIC TLS handshake (encrypted)
2. barrel_p2p_dist_auth_stream   Ed25519 mutual auth (Hello,
                               Challenge, Response, Ok)
3. dist_util:handshake_*       standard Erlang dist handshake
                               (cookie, version negotiation)
Steps 1 and 3 are conventional. Step 2 is what barrel_p2p adds.
See authentication for the full protocol.
The discovery chain
When a peer atom node@host needs to be resolved to an IP and
port, barrel_p2p runs through a chain of backends. The default
chain has three:
	Static. Reads {quic, [{dist, [{nodes, [...]}]}]} from
sys.config. Each entry is {NodeAtom, {Host, Port}}. The
simplest backend; useful in docker-compose, in tests, and
for any deployment with a fixed topology.
	File. Reads data/discovery/<node>.endpoint files. Each
file is the JSON-encoded {host, port} for one node. A
shared volume across hosts effectively gives you a
filesystem-backed registry. Useful on a single host where
every node writes its own endpoint to the shared
directory.
	DNS. Resolves the host portion of the node atom via
the system's resolver. Port comes from
application:get_env(quic, dist_port, _). Useful in
environments with proper DNS plumbing.

The chain is configurable:
{barrel_p2p, [
    {discovery_backends, [
        barrel_p2p_discovery_static,
        barrel_p2p_discovery_file,
        barrel_p2p_discovery_dns
    ]}
]}.
Lookups try each backend in order; first hit wins. Registration
(the path that publishes our own endpoint) fans out, so a
node's filesystem entry is visible to siblings regardless of
the lookup order.
You can add your own backend: implement the quic_discovery
behaviour and put it in the chain.
On-demand dist channels
When Pid ! Msg targets a node that is not in the local
active view, OTP's net_kernel
auto-connect fires. The flow:
	net_kernel:connect_node(TargetNode) is invoked
implicitly.
	barrel_p2p_dist:setup/5 opens a QUIC connection, runs the
Ed25519 handshake, and starts the dist controller.
	The message is delivered through the new channel.

From the application's point of view, nothing changed: it
called Pid ! Msg and the message arrived. The dist channel
is then a normal Erlang dist link; everything that works over
the default carrier works here too.
If the channel is then idle long enough, the dist GC reaps it
(see below).
The idle dist GC
Without a reaper, on-demand channels would accumulate over
time as the application talks to more peers ad hoc. The dist
GC keeps the connection count bounded.
The reap predicate is conservative. A channel is eligible only
when all of these hold:
	The peer is not in the local HyParView active view.
	quic_dist:list_streams/1 returns the empty list (no live
application streams ride the channel).
	The channel is older than dist_gc_min_age_ms (default 5
minutes).

A reaped channel is closed cleanly. If the application sends
to the same peer later, a fresh channel opens on demand.
The GC has no enable/disable flag. The
decoupled-from-active-view design relies on its presence; see
features for the stability tier.
Tunables:
	Key	Default	Purpose
	dist_gc_sweep_period_ms	60000	Sweep cadence.
	dist_gc_min_age_ms	300000	Minimum age before a channel may be reaped.

Bridge: from HyParView to net_kernel
barrel_p2p_bridge is the small gen_server that translates
between HyParView events and net_kernel events. It used to
auto-bind every nodeup to the active view; that coupling is
gone (post-decoupling). It now keeps only the bookkeeping
needed for the failure handler to fire HyParView's
peer_failed/2 when a dist channel drops.
API and configuration
The proto_dist module has no public API; you select it with
-proto_dist barrel_p2p. The relevant public functions:
%% Inspect the configured local listen port.
barrel_p2p_dist:listen_port() -> {ok, inet:port_number()} | undefined.

%% Validate a config snapshot without booting (used in tests).
barrel_p2p_dist:validate_auth_config(QuicDistOpts) -> ok.

%% Project the defaults (used in tests).
barrel_p2p_dist:project_defaults() -> ok.
Relevant sys.config keys (under {barrel_p2p, [...]}):
	Key	Default	Purpose
	listen_port	0 (auto)	UDP port for the listener.
	quic_cert_dir	data/quic	Where the TLS material lives.
	discovery_backends	(default chain)	Discovery backend modules in order.
	dist_cookie	barrel_p2p	Erlang dist cookie applied at app start.
	dist_gc_sweep_period_ms	60000	Idle GC sweep cadence.
	dist_gc_min_age_ms	300000	Minimum age before GC may reap.

Under {quic, [{dist, [...]}]} (upstream quic_dist):
	Key	Purpose
	cert_file	TLS certificate path.
	key_file	TLS private-key path.
	auth_callback	Set by barrel_p2p; see authentication.
	discovery_module	Set by barrel_p2p to barrel_p2p_discovery.
	nodes	Static discovery entries.

Related
	Authentication is the Ed25519 layer
that runs between the QUIC TLS handshake and the Erlang
dist handshake.
	Cluster membership builds on top of
the dist channel for gossip.
	Streams reuses the same QUIC connection for
application traffic outside the dist control stream.
	Connection migration covers
re-binding an established QUIC connection to a new local
network path.
	Route through a relay
uses the per-node connect-options hook to send dist traffic
through an external transport.



  

    Authentication

Barrel P2P authenticates every dist connection with Ed25519
mutual signatures. The authentication runs after the QUIC TLS
handshake and before Erlang's dist handshake; two peers that
have not proved possession of the right private key never
reach the cookie exchange.
This page is the concept: what the protocol does and why
the shape is the way it is. For operational tasks
(provisioning, rotation, cookie-only peers), see
configure authentication.
Why a second identity layer
The QUIC TLS handshake gives us an encrypted transport. The
certificate is self-signed: there is no authority barrel_p2p
expects you to trust, and a fresh node generates its own TLS
material on first boot. So the TLS layer establishes a secure
channel, but it does not say who is on the other side.
The Ed25519 layer adds that. Each node has a long-lived
Ed25519 keypair stored on disk. The public key is the node's
identity; the private key is what the node uses to prove that
identity.
Across cert rotation, across reboots, across TLS material
regeneration, the Ed25519 keypair persists. Peers trust each
other by pinning each other's public keys under the node atom.
The cluster also retains the standard Erlang dist cookie. With
Ed25519 enabled (the default), the cookie is
defense-in-depth; with Ed25519 disabled, it is the only
authentication that remains.
The handshake
When two nodes connect, immediately after the QUIC TLS
handshake finishes, each side opens one unidirectional QUIC
stream toward the other. The four streams (two per side, one
for sending, one for receiving) carry the auth protocol:
Node A (client)                          Node B (server)
      |                                        |
      |--HELLO(node_A, pubkey_A)-------------->|
      |<-HELLO(node_B, pubkey_B)---------------|
      |                                        |
      |--CHALLENGE(nonce_A, wall_ts_A)-------->|
      |<-CHALLENGE(nonce_B, wall_ts_B)---------|
      |                                        |
      |--RESPONSE(sig over nonce_B,ts_B,pub_A)>|
      |<-RESPONSE(sig over nonce_A,ts_A,pub_B)-|
      |                                        |
      |--OK----------------------------------->|
      |<-OK------------------------------------|
                    |
                    v
           Erlang dist handshake
Two design points are worth knowing in advance.
The signed message is bound to the responder's identity and to
the TLS channel. A signature is taken over
<<nonce, timestamp, responder_pubkey, channel_binding>>, where
channel_binding is the SHA-256 of the server's QUIC TLS
certificate. The responder pubkey means a signature from peer X
cannot be replayed against peer Y. The channel binding means a
signature cannot be relayed across a different TLS connection:
the QUIC certs are self-signed and unvalidated, so an active
on-path attacker could otherwise terminate two TLS legs and relay
the handshake frames verbatim. The client derives the binding
from the server cert it observed (quic:peercert/1); the server
from its own listener cert. Under a relay these differ, so
verification fails. A stolen Ed25519 key alone, or a relayed
pinned key, does not let an attacker sit in the middle.
The window check uses monotonic time. The wall timestamp
goes on the wire so peers can sanity-check each other's clocks,
but the responder's own duration check uses
erlang:monotonic_time/1. An NTP step during the handshake
will not cause a spurious failure.
Trust modes
The interesting decision happens on the server side after
HELLO: "have I seen this peer before, and does the key it just
presented match the one I have on file?"
	Scenario	TOFU mode	Strict mode
	No pin recorded	Accept, pin the presented key	Reject (untrusted_key)
	Pin matches presented key	Accept	Accept
	Pin differs from presented	Reject (key_mismatch)	Reject (key_mismatch)

The "pin differs" case is rejected in both modes. TOFU does
not silently re-pin, no matter what mode the peer is in. Once
a peer is recorded, you must remove the pin explicitly before
a different key for the same node atom can be accepted.
The trade-off:
	TOFU is zero-configuration. Joining a node is one
command, the first contact pins both sides. Operational
simplicity. The first contact is theoretically vulnerable to
an active attacker who outraces the legitimate peer; in
controlled environments that window is acceptable.
	Strict never auto-pins. Every peer must already have its
public key on disk under
data/keys/trusted/<node-atom>.pub. No first-contact
window. The price is that you must provision keys before
nodes can connect.

The same TOFU model powers SSH's known_hosts.
What lives on disk
data/keys/
├── node.pub                      # 32 bytes, the node's Ed25519 public key
├── node.key                      # 32 bytes, the private key (chmod 0600)
└── trusted/
    ├── node1@host1.pub           # 32 bytes, raw public key
    ├── node2@host2.pub
    └── ...
The file format is the raw 32-byte public key. No PEM headers,
no base64. This matches the on-the-wire shape; the cluster
does not have a separate "import" step beyond placing the
file.
A few invariants the runtime preserves:
	The private key file is created with mode 0600. The helper
that writes secret material (barrel_p2p_file:write_secure/2)
chmods the temporary file before any plaintext bytes are
written, so a co-tenant cannot race the write.
	Writes go through a temp file and rename, so a crash
mid-write never leaves a half-written pin that the next boot
would silently drop.
	The keypair is consistency-checked on load: the public key
on disk must derive from the private key on disk. If they
disagree (because a previous rotation crashed mid-flight),
the load returns {error, keypair_mismatch} and the node
refuses to start until the operator decides which side is
correct.

For provisioning, rotation, and the cookie-only escape hatch,
see configure authentication.
Cookie-only peers
A small whitelist of node-atom patterns can bypass the Ed25519
handshake on the strength of the Erlang dist cookie alone:
{barrel_p2p, [
    {cookie_only_nodes, ['probe@*', 'monitor@trusted.example']}
]}.
This is meant for one specific case: short-lived probes (an
erl_call-style helper, a monitoring agent) that cannot carry
an Ed25519 keypair and that you trust on cookie grounds.
The check is symmetric. If the cluster runs without this
whitelist on the client side, the client refuses an
unsolicited AUTH_OK from a server even if the server thinks
the client is in its own cookie_only list. Both ends must list
the peer for the short-circuit to apply.
Configuration
{barrel_p2p, [
    %% Master switch. Defaults to true. Setting this to false in
    %% production removes the Ed25519 layer; the dist cookie
    %% becomes the only authentication. Do not do this.
    {auth_enabled, true},

    %% Trust mode: tofu | strict.
    {auth_trust_mode, tofu},

    %% Directory holding the local keypair and the trust store.
    {auth_key_dir, "data/keys"},

    %% Handshake budget. The full Ed25519 round trip must
    %% complete within this many milliseconds; otherwise the
    %% connection is closed.
    {auth_handshake_timeout, 10000},

    %% Acceptable skew (per direction) between the local clock
    %% and the peer's wall-clock timestamps in the CHALLENGE.
    %% The local handshake duration check uses monotonic time;
    %% this controls the cross-host sanity check.
    {auth_timestamp_window, 30000},

    %% Short-circuit whitelist. Each entry is a node-atom
    %% pattern with optional `*` wildcards.
    {cookie_only_nodes, []}
]}.
API
The relevant entry points. The public ones from barrel_p2p.erl
are minimal because most authentication is automatic; the
inspection and provisioning lives in barrel_p2p_dist_keys and
barrel_p2p_dist_auth.
%% Inspect or pin keys.
barrel_p2p_dist_keys:store_key(Node, PubKey) -> ok.
barrel_p2p_dist_keys:store_key_if_new(Node, PubKey) -> ok.
barrel_p2p_dist_keys:lookup_pin(Node) -> not_pinned | {pinned, PubKey}.
barrel_p2p_dist_keys:delete_key(Node) -> ok.
barrel_p2p_dist_keys:list_trusted() -> [#peer_key{}].
barrel_p2p_dist_keys:set_trust_mode(tofu | strict) -> ok.
barrel_p2p_dist_keys:get_trust_mode() -> tofu | strict.
barrel_p2p_dist_keys:fingerprint(PubKey) -> binary().  %% SHA-256

%% Identity.
barrel_p2p_dist_auth:ensure_keypair() -> ok.
barrel_p2p_dist_auth:get_public_key() -> {ok, binary()}.
barrel_p2p_dist_auth:is_cookie_only_allowed(Node) -> boolean().

%% Rotation.
barrel_p2p_rotate:rotate_identity() -> {ok, Info}.
barrel_p2p_rotate:rotate_cert() -> {ok, Info}.
Related
	Configure authentication
is the operational guide (TOFU vs strict, provisioning,
rotation, cookie-only).
	Dist channel explains where the Ed25519
handshake fits in the larger boot flow.
	Run in production covers
ports, secrets, and the operational checklist that includes
authentication.



  

    Streams

A QUIC connection multiplexes streams natively. Over the dist
connection, upstream quic_dist runs a control stream (ticks and
system messages, highest priority) alongside a pool of data
streams: each distribution message is routed onto a data stream by
hashing its {From, To} process pair, so traffic between different
process pairs flows on independent streams while messages within a
pair keep their order. On top of that barrel_p2p adds one pair of
unidirectional streams for the
Ed25519 authentication handshake, and
application-level streams managed by barrel_p2p_streams.
This page is about that third category: the tagged user-stream
multiplex. It is the right tool when message passing is not
the right shape and you want a stream of bytes between two
nodes.
When to reach for streams
Pid ! Msg is great for sending one message. It is poor for:
	A large blob that would monopolise a shared dist data stream
(and pay the cost of Erlang term encoding) while it copies
through.
	A long-running byte stream (a log feed, a snapshot upload, a
video frame stream).
	An application protocol with its own framing where you do not
want the overhead of Erlang term encoding.

Streams give you a separate QUIC stream over the same connection,
off the dist data-stream pool: it cannot stall ordinary messages,
it has its own flow control, and ownership is explicit.
The wire shape
Every barrel_p2p-managed user stream starts with a short preamble:
<<TagLen:8, Tag:TagLen/binary, Payload/binary>>
The tag is a short binary identifier you choose for your
protocol (<<"acme.snapshots">>, <<"chat:transcripts">>).
The demultiplexer reads the first 1 + TagLen bytes, looks up
the registered acceptor for the tag, and hands the stream to
that acceptor process. From then on the acceptor owns the
stream; barrel_p2p is off the data path.
Reserved tags:
	<<"barrel_p2p:", _/binary>> — reserved for future internals.

Registering an acceptor
To receive streams under a tag, register an acceptor pid:
barrel_p2p_streams:register_acceptor(<<"my.protocol">>, self()).
The acceptor pid receives one
{mstream, StreamRef, opened, FromNode} message per inbound
stream, then native {quic_dist_stream, StreamRef, _} events
for the duration of the stream.
To unregister:
barrel_p2p_streams:unregister_acceptor(<<"my.protocol">>).
Only one acceptor per tag per node. Attempting to register a
second acceptor for an in-use tag returns {error, conflict}.
The registry monitors the acceptor pid: if it crashes, the
registration is automatically removed and inbound streams under
that tag are refused with a reset.
Opening a stream
To open a stream to a peer:
{ok, StreamRef} = barrel_p2p_streams:open(<<"my.protocol">>, 'peer@host').
The call:
	Opens a fresh QUIC stream over the existing dist channel
(opening a dist channel on demand if there is none yet).
	Sends the preamble (<<TagLen:8, Tag:TagLen/binary>>).
	Returns the StreamRef. From this point on, you own the
stream and use the upstream quic_dist API:

quic_dist:send(StreamRef, <<"hello">>).
quic_dist:send(StreamRef, <<"more">>).
quic_dist:close_stream(StreamRef).
Receiving data
After the acceptor receives {mstream, StreamRef, opened, FromNode},
it receives the standard QUIC stream events:
receive
    {quic_dist_stream, SR, {data, Bytes, _Fin}} ->
        process(Bytes);
    {quic_dist_stream, SR, closed} ->
        cleanup()
end.
The Fin flag indicates the sender called close_stream/1.
Ownership transfer
By default, the registered acceptor owns the stream when it
opens. If you want a different process to own it (for example,
the acceptor is a dispatcher that hands the stream to a
per-connection gen_server), use the controlling-process
mechanism:
quic_dist:controlling_process(StreamRef, NewOwnerPid).
After this, NewOwnerPid receives all subsequent
{quic_dist_stream, _, _} events.
Back-pressure
QUIC streams have their own flow control. A slow consumer
causes the sender's quic_dist:send/2 to block (or return
{error, would_block} depending on the upstream's mode). The
dist control stream is unaffected; only the slow stream itself
slows down.
This is the natural shape for "do not let one slow consumer
take down the cluster": the slow stream backs up; everything
else flows.
The pending cap
The demultiplexer parks each inbound stream's tag preamble
buffer until the tag has been fully received. To prevent a
hostile peer from opening many streams and dripping bytes
without completing the preamble, barrel_p2p caps the number of
in-flight pending streams at 64. Excess streams are reset; a
metric (barrel_p2p.streams.preamble_dropped) tracks the rate.
In a healthy cluster the metric should be zero.
Worked example
A simple "dump a transcript" protocol between two nodes:
%% On the receiving node, register an acceptor.
DumpReceiver = spawn(fun receive_loop/0),
barrel_p2p_streams:register_acceptor(<<"chat:dump">>, DumpReceiver).

receive_loop() ->
    receive
        {mstream, SR, opened, _FromNode} ->
            transcript_loop(SR, []);
        _ ->
            receive_loop()
    end.

transcript_loop(SR, Acc) ->
    receive
        {quic_dist_stream, SR, {data, Chunk, _Fin}} ->
            transcript_loop(SR, [Chunk | Acc]);
        {quic_dist_stream, SR, closed} ->
            Transcript = iolist_to_binary(lists:reverse(Acc)),
            store_transcript(Transcript),
            receive_loop()  %% Back to waiting for the next stream.
    end.
%% On the sending node, open and send.
{ok, SR} = barrel_p2p_streams:open(<<"chat:dump">>, 'peer@host'),
ok = quic_dist:send(SR, transcript_chunk_1()),
ok = quic_dist:send(SR, transcript_chunk_2()),
ok = quic_dist:close_stream(SR).
The two nodes never exchange a control message at the Erlang
dist layer; the entire interaction is on the application
stream.
When not to use streams
Streams are powerful but more complex than a gen_server:call:
	For small messages, gen_server:call over the dist channel
is faster to write and reason about.
	For request/response, an RPC-shaped pattern with the service
registry is usually the right shape.
	For broadcasting to many peers, use the service registry
events or build on top of
gossip broadcast.

Streams shine when:
	One direction carries a lot of bytes.
	The protocol is already designed as a byte stream.
	You want the dist control stream to stay responsive while
the bulk transfer runs in the background.

API
barrel_p2p_streams:register_acceptor(Tag, Pid) -> ok | {error, conflict}.
barrel_p2p_streams:unregister_acceptor(Tag) -> ok.
barrel_p2p_streams:open(Tag, Node) -> {ok, StreamRef} | {error, term()}.
barrel_p2p_streams:list_acceptors() -> [{Tag, Pid}].
The streams subsystem is marked beta in
features.md. Wire-protocol changes are
flagged in the CHANGELOG.
Related
	Dist channel explains the QUIC connection
the streams ride on.
	Connection migration covers what
happens to in-flight streams when the underlying connection
moves to a new network path (they ride through).
	Distributed chat tutorial
introduces streams in the "when message-passing is not the
right shape" section.



  

    Connection migration

A QUIC connection has a property no other Erlang dist carrier
offers: it can rebind to a new local UDP 4-tuple without losing
keys, ordering, or streams. RFC 9000 §9 specifies the
mechanism; barrel_p2p exposes it as a one-shot trigger via
barrel_p2p:migrate_peer/1,2.
This page explains what migration solves and when it makes
sense. For the watchdog recipe and the operational details, see
migrate connections.
What migration solves
Three motivating cases:
	A laptop running barrel_p2p moves between networks. Wi-Fi
to wired, one Wi-Fi network to another, Wi-Fi to cellular.
The local IP changes; the peer expects packets on the old
4-tuple.
	A server's outbound IP changes. A CGNAT shuffle, a
routing-table change, a NIC swap. The peer holds a
connection that is now silently dead from one side.
	A user-space tunnel reconnects. A WireGuard daemon, a
MASQUE proxy, an SSH ProxyCommand reconnects and exposes
a new local socket.

In each case the alternatives without migration are
unsatisfactory:
	Closing and re-establishing the dist channel triggers
HyParView churn (one peer_down, then a peer_up).
	Any in-flight Erlang dist data is flushed.
	With strict trust mode, the re-handshake re-runs the
Ed25519 round trip.

Migration moves the session to the new path in milliseconds,
with no observable interruption at the Erlang layer. Open
streams ride through. The dist controller continues sending on
the new path.
What migration is not
Migration is not an automatic feature. Barrel P2P does not
poll the local network state and decide when the path has
changed. Two reasons:
	"The network has changed enough to warrant a migration" is
environment-specific. A laptop wants different signals than
a server in a CGNAT.
	A one-size-fits-all heuristic would be wrong for half of the
cases that matter.

So barrel_p2p provides the trigger; you provide the policy.
The primitive
ok                              = barrel_p2p:migrate_peer(Node).
ok                              = barrel_p2p:migrate_peer(Node, #{timeout => 5000}).

%% Errors:
{error, not_connected}          %% no current dist channel to Node
{error, no_conn}                %% controller alive but QUIC conn gone
{error, peer_disable_migration} %% peer set the transport-param flag
{error, timeout}                %% path validation didn't complete in time
The call is synchronous. It blocks until the new path is
validated by the QUIC layer (the PATH_CHALLENGE /
PATH_RESPONSE exchange) or until the timeout fires. The
default timeout is 5000 ms.
On success the dist channel and any open user streams ride
through; the application does not see an interruption.
Error semantics
A short note on each error.
	{error, not_connected} and {error, no_conn} mean there
is nothing to migrate. The dist channel does not exist or
has already gone away. Wait for peer_up and try again.
	{error, peer_disable_migration} is terminal for the
connection. The peer set the QUIC
disable_active_migration transport parameter at handshake
time; no migration on this connection will ever succeed.
Cache this fact and skip the peer until HyParView reports
peer_down/peer_up. Retrying on the same connection wastes
time.
	{error, timeout} means the new path did not validate
within the budget. Either the new route is genuinely broken
(in which case HyParView will notice the failure and demote
the peer at its own cadence), or it is simply slow.
Retrying with a larger timeout is fine; the old path
remains usable while the new path is being validated.

What rides through
When the migration completes, the following state is preserved:
	The QUIC connection's TLS keys.
	The Erlang dist control stream and its in-flight messages.
	Every application stream
(barrel_p2p_streams) opened on this connection.
	The dist controller process and its registration in
net_kernel.

What changes:
	The local UDP 4-tuple (source IP and port).
	The QUIC connection's path stats (RTT, congestion state)
reset, since the new path may have different characteristics.

erlang:nodes/0 continues to report the peer. Pid ! Msg to
processes on the peer continues to work, with no observable
interruption.
Interaction with relays
A common use case: rebind a connection from one external relay
to another. See route through a relay.
The flow:
	Establish a new socket adapter pointing at the new relay.
	Call barrel_p2p:migrate_peer(Node, #{timeout => 5000}).
	After migration succeeds, the dist controller continues on
the new path.

This lets you swap relays without dropping any in-flight dist
traffic.
Path statistics
The watchdog recipe in
migrate connections reads
the QUIC path stats via barrel_p2p_path_stats:
%% Smoothed RTT in microseconds.
barrel_p2p_path_stats:srtt(Node) -> {ok, integer()} | {error, term()}.

%% Wider snapshot.
barrel_p2p_path_stats:summary(Node) ->
    {ok, #{srtt := integer(),
           latest_rtt := integer(),
           cwnd := integer(),
           in_flight := integer(),
           congested := boolean()}}
  | {error, term()}.
These are read-only views over the underlying quic:get_path_stats/1
state. They are useful for triggers and for diagnostic logging;
they do not initiate any action.
Stability tier
migrate_peer/1,2 is marked beta in
features.md. The opts map may grow new
keys across minor bumps; the existing timeout key is stable.
The error returns are stable. Code that pattern-matches
{error, peer_disable_migration} will continue to work.
API
barrel_p2p:migrate_peer(Node) -> ok | {error, term()}.
barrel_p2p:migrate_peer(Node, Opts) -> ok | {error, term()}.

%% Path statistics for diagnostics or triggers.
barrel_p2p_path_stats:srtt(Node) -> {ok, integer()} | {error, term()}.
barrel_p2p_path_stats:summary(Node) -> {ok, map()} | {error, term()}.
barrel_p2p_path_stats:connection(Node) -> {ok, pid()} | {error, term()}.
Related
	Migrate connections is
the operational recipe with a watchdog example.
	Dist channel is the QUIC connection that
carries the dist traffic and that migration rebinds.
	Streams explains what rides through a
migration alongside the dist control stream.
	Route through a relay is
how migration is used to swap external relay paths.



  

    Hybrid logical clocks

The service registry's CRDT needs a way
to order events across nodes that does not assume synchronised
wall clocks. Barrel P2P uses hybrid logical clocks (HLC), an
algorithm that combines a wall-clock timestamp with a logical
counter.
This page explains how HLCs work and where barrel_p2p uses them.
The problem
Two events on different nodes can have arbitrarily related
wall-clock timestamps. A node's clock may drift, an NTP step
may move it backwards, a virtual machine may pause and resume.
Comparing two wall timestamps tells you nothing about which
event happened first.
A pure logical clock (a Lamport clock) gives you ordering, but
it loses any connection to physical time. You cannot ask "did
this event happen in the last minute" with a Lamport clock.
Hybrid logical clocks combine the two: they order events
across nodes (like a Lamport clock) while staying close to
physical wall time (close enough to use for human-readable
timestamps and for "in the last minute" queries).
The shape
An HLC timestamp is a pair {wall_ms, logical}:
-record(timestamp, {
    wall_time :: integer(),  %% milliseconds since epoch
    logical   :: integer()   %% counter, breaks ties
}).
The wall_time field is approximately the local wall clock.
The logical field is incremented when the local clock did not
move forward fast enough to distinguish two adjacent events,
and when receiving a timestamp from a peer with the same or
higher wall_time.
The operations
There are two operations:
Generate a new local timestamp.
barrel_p2p_hlc:now() -> #timestamp{}.
The implementation reads the local wall clock and ensures the
returned timestamp is strictly greater than any previously
generated timestamp on this node.
Update on receiving a peer timestamp.
barrel_p2p_hlc:update(PeerTs) -> ok.
Advances the local HLC to be strictly greater than both the
local reading and the peer's timestamp. The next
barrel_p2p_hlc:now/0 returns a value greater than PeerTs.
The algorithm preserves the invariant: for any two events A and
B in the cluster, if A's HLC < B's HLC, then either A happened
before B in the local-clock sense, or A's effect was observed
before B was generated.
Comparing timestamps
barrel_p2p_hlc:compare(T1, T2) -> lt | eq | gt.
Lexicographic order on (wall_time, logical). A timestamp with
a larger wall_time is greater; ties on wall_time are broken by
logical.
Where barrel_p2p uses HLCs
Three subsystems:
	The service registry. Each OR-Map dot is
{node, hlc_timestamp}. The HLC guarantees that two
registrations from the same node are ordered, and that two
registrations from different nodes can be compared causally.
	The router's route cache. Cached overlay routes are
stamped with an HLC and aged out by wall-time TTL.
	Anywhere an application wants causally-ordered timestamps
across the cluster. The barrel_p2p_hlc module is public.

On-the-wire encoding
For network transmission, HLC timestamps encode to a fixed-size
binary:
barrel_p2p_hlc:to_binary(Ts) -> binary().    %% 12 bytes
barrel_p2p_hlc:from_binary(Bin) -> Ts.
The format is <<WallTime:64/big, Logical:32/big>>. Endian and
size are stable; any future change would be a wire-protocol
break and would land in the CHANGELOG.
Clock requirements
HLCs work best when wall clocks are roughly synchronised. NTP-level
precision (within a few hundred milliseconds across the cluster)
is sufficient; nanosecond precision is unnecessary.
If wall clocks drift very far apart, two consequences:
	The logical field stays small in steady state, but two
registrations from clock-disagreeing peers may have a large
gap in wall_time order. This is fine: the algorithm still
orders them correctly relative to causality.
	Wall-time queries ("which entries are older than five
minutes") may be off by the drift amount. If you need
millisecond-precise expiry across the cluster, do not use
HLC alone.

Barrel P2P's own use cases tolerate drift up to a few minutes
without operational impact.
Comparison with alternatives
	Property	Wall clock	Lamport	HLC
	Orders across nodes	No	Yes	Yes
	Close to physical time	Yes	No	Yes
	Survives NTP step	No	Yes	Yes
	Bounded by clock drift	n/a	n/a	Yes

HLCs give you the union of properties; the cost is one extra
counter per timestamp.
API
barrel_p2p_hlc:now() -> #timestamp{}.
barrel_p2p_hlc:update(PeerTs) -> ok.
barrel_p2p_hlc:compare(T1, T2) -> lt | eq | gt.
barrel_p2p_hlc:wall_time(Ts) -> integer().     %% extract wall_ms
barrel_p2p_hlc:logical(Ts) -> integer().       %% extract logical
barrel_p2p_hlc:to_binary(Ts) -> binary().      %% 12 bytes
barrel_p2p_hlc:from_binary(Bin) -> Ts.
The HLC API is supported in
features.md.
Further reading
The original paper:
Logical Physical Clocks. Sandeep S. Kulkarni, Murat Demirbas,
Deepak Madappa, Bharadwaj Avva, Marcelo Leone. OPODIS 2014.

The algorithm is small enough to fit on a card and has been
re-implemented in many distributed systems (CockroachDB, MongoDB,
Yugabyte, others use variants).
Related
	Service registry is the main consumer
of HLCs in barrel_p2p.
	Architecture covers the
supervision tree position of barrel_p2p_hlc.



  

    Leader election and singletons

Many applications need "exactly one node runs this job": a cron
driver, a queue compactor, a shard owner. Barrel P2P provides this as
a small campaign-and-notify API. A process calls barrel_p2p:lead/2,
the cluster elects one leader, and the leader is re-elected
automatically when membership changes.
Because barrel_p2p is an AP/gossip system with no consensus layer,
election is deterministic rather than coordinated, and each
leadership term carries a fencing token so a stale leader cannot
corrupt shared state. This page explains both.
The campaign-and-notify model
The calling process is the candidate. It is monitored, so if it dies
it stops being a candidate. lead/2 returns the caller's initial
role, and every later transition arrives as a message:
%% The worker process campaigns, then runs only while it leads.
run() ->
    case barrel_p2p:lead(report_roller) of
        {ok, {leader, Fence}}  -> start_job(Fence);
        {ok, follower}         -> wait()
    end,
    loop().

loop() ->
    receive
        {barrel_p2p_leader, report_roller, {elected, Fence}} ->
            start_job(Fence), loop();
        {barrel_p2p_leader, report_roller, revoked} ->
            stop_job(), loop()
    end.
Supporting calls:
barrel_p2p:leader(report_roller).     %% {ok, Node, Pid} | {error, no_leader}
barrel_p2p:is_leader(report_roller).  %% boolean()
barrel_p2p:fence(report_roller).      %% {ok, Fence} | {error, not_leader}
barrel_p2p:resign(report_roller).     %% step down (no `revoked' is sent)
The caller owns its own job lifecycle: barrel_p2p tells it when it
holds leadership and when it loses it, and the caller decides what to
start and stop.
How the winner is chosen
Every node holds a replicated set of candidates (which node is
campaigning for which name), gossiped exactly like the
service registry: an OR-Map keyed by
{Name, node()}, broadcast over Plumtree,
full-synced on peer_up, and pruned on peer_down.
Given that set, each node computes the leader independently and
identically:
	highest priority (a lead/2 option, default 0),
	ties broken by the lowest node atom.

No votes, no quorum, no coordination round. Two nodes with the same
candidate set always agree. During membership flux they may disagree
briefly and then converge, which is the same trade the bare
whereis_service + node-atom approach already makes.
priority lets you pin a preference (for example a node with more
resources) without giving up the deterministic tiebreaker:
barrel_p2p:lead(shard_owner, #{priority => 1}).  %% beats priority 0
Re-election
Re-election is driven by the same membership events the rest of
barrel_p2p uses:
	A new candidate appears (someone calls lead/2): its candidacy
gossips out, every node recomputes, and a node that loses gets
revoked.
	The leader resigns or its process dies: the candidacy is
tombstoned and the next-best candidate is elected.
	The leader's node leaves or fails (peer_down): each surviving
node drops that node's candidacies and recomputes. The next-best
survivor is elected.

Fencing
A leader that is paused (long GC), partitioned, or simply slow can
keep believing it leads after the cluster has moved on. If it then
writes to a shared resource, it corrupts state. This is the classic
split-brain hazard, and election alone does not solve it.
The fix is a fencing token. Each leadership term mints one, and
the leader stamps it on every write to the protected resource. The
resource records the highest token it has accepted and rejects any
operation whose token is not strictly greater:
{ok, {leader, Fence}} = barrel_p2p:lead(ledger_writer),
ok = ledger:append(Entry, #{fence => Fence}).

%% Inside the resource:
append(Entry, #{fence := F}) when F > LastAcceptedFence ->
    do_append(Entry, F);
append(_Entry, _) ->
    {error, fenced_out}.   %% a newer leader has taken over
A revoked leader's token is now stale, so its late writes are
refused. That is what turns "we elected one leader" into "exactly
one leader can actually mutate state".
How the token is built
The token is a non_neg_integer(), minted from barrel_p2p's
hybrid logical clock. When a node takes a
term it advances its HLC past a replicated per-name high-water mark
and then takes a fresh timestamp, so the new token is strictly
greater than every token observed in its connected component. The
high-water mark is gossiped, so the next leader (on any node) mints
above it.
What the guarantee is, and is not
	Within a connected partition, tokens are strictly monotonic:
each term's token exceeds every earlier term's. This is the
property the resource check relies on, and it holds across a real
leader death (proven in barrel_p2p_leader_e2e_SUITE: kill the
leader, the survivor takes over with a strictly greater token).
	Across a network partition, barrel_p2p cannot guarantee
monotonicity without a consensus layer it deliberately does not
have. Each side may elect its own leader. Safety then rests
entirely on the resource's reject-if-not-greater check; the HLC
wall-clock component keeps cross-partition tokens approximately
ordered, but you must not assume strict ordering there.

If you need cross-partition exclusivity guarantees, you need a
consensus system; that is outside barrel_p2p's AP design.
API
%% Campaign. Returns the initial role; transitions arrive as messages.
lead(Name) -> {ok, {leader, Fence}} | {ok, follower} | {error, term()}.
lead(Name, #{priority => integer()}) -> same.

%% Messages delivered to the candidate process:
%%   {barrel_p2p_leader, Name, {elected, Fence}}
%%   {barrel_p2p_leader, Name, revoked}

resign(Name)    -> ok.
leader(Name)    -> {ok, node(), pid()} | {error, no_leader}.
is_leader(Name) -> boolean().
fence(Name)     -> {ok, Fence} | {error, not_leader}.

%% Name :: term().  Fence :: non_neg_integer().
The API is beta: the message and return shapes may change across
a 0.x minor bump.
Related
	Service registry shares the OR-Map and
gossip machinery that replicates the candidate set.
	Gossip broadcast is how candidacies and
fencing high-water marks propagate.
	Hybrid logical clocks are the source of
the fencing token.
	Cluster membership provides the
peer_up / peer_down events that drive re-election.



  

    Sharded placement

Sharded placement answers one question: given a key, which node
should own it? Every node computes the same answer, so you can
partition state across the cluster (caches, in-memory shards, work
queues) and route a key to its owner from anywhere.
The service registry tells you where a process is registered today.
Placement tells you where a key should live, which is what you need
to spread state evenly and to know who takes over a key when a node
leaves. This page covers the membership model, the hash ring, and the
ownership events you react to on churn.
The live-node set
Placement needs every node to agree on the set of members, or the ring
diverges. Barrel P2P does not keep a full cluster roster in HyParView
(the active and passive views are bounded, per-node, partial), so the
shard builds its own replicated, lease-based live-node set:
	Each node gossips a small heartbeat carrying its wall-clock time,
every member_heartbeat_ms.
	A node is "in the ring" while its lease is fresh, that is while
Now - EmitTime =< member_ttl_ms.
	Heartbeats whose timestamp is too far in the future (more than
member_skew_ms ahead) are rejected, so a node with a fast clock
cannot keep a dead node alive.

This is deliberately NOT driven by HyParView peer_down. A peer
leaving your active view is topology churn, not cluster death; the
node may still be alive and reachable through the overlay. Liveness is
decided by the lease alone, so the answer is the same on every node.
Because liveness is a timestamp, the set converges without tombstones:
a stale entry that arrives in a full-sync is simply already expired,
and a node that comes back starts heartbeating again. Expired entries
are swept locally so the set stays bounded.
Agreement is eventual. After a join, a leave, or a crash, nodes
converge once heartbeats and sweeps have propagated; during that window
they can briefly disagree on an owner. That is the same trade every
other eventually-consistent piece of barrel_p2p makes.
The hash ring
Ownership uses rendezvous hashing (HRW, highest random weight) over
the live set, bucketed into ring_size partitions:
partition(Key) = phash2(Key, ring_size)
owner(P)       = the node maximizing {phash2({Node, P}), Node}
place(Key)     = owner(partition(Key))
Two properties make this the right fit:
	Minimal disruption. When a node joins, it only takes the
partitions that now hash highest to it. When a node leaves, only the
partitions it owned move, and they spread across the remaining nodes.
Ownership of every other partition is unchanged. No global reshuffle.
	Deterministic. The trailing Node in {Score, Node} is an
explicit tie-breaker: phash2 has a finite range and can collide, so
ownership must not depend on map or set traversal order. Given the
same member set, every node computes the identical ring.

ring_size (default 64) is the granularity of ownership events. It
must be identical on every node: a node running a different
ring_size computes a different partition/1 and place/1 and will
diverge. Treat it, and the lease timings, as cluster-wide settings.
Placing keys
barrel_p2p:place(Key).        %% node() that should own Key
barrel_p2p:is_owner(Key).     %% am I that node?
barrel_p2p:owners(Key, 3).    %% top-3 distinct nodes, for replicated placement
barrel_p2p:partition(Key).    %% 0..ring_size-1 bucket Key falls in
barrel_p2p:members().         %% the current live set (sorted)
place/1 and friends are lock-free reads off a hot path: the shard
publishes the live member list to an ETS table and these functions
compute the answer locally, with no gen_server round trip.
owners/2 returns the N best nodes for a key. Use it when you keep a
key on more than one node (a primary plus replicas): write to all N,
read from the first reachable.
Reacting to churn
Owning a partition usually means holding state for it. When the ring
changes you need to take over the partitions you gained and release the
ones you lost. Subscribe and react:
init(_) ->
    ok = barrel_p2p:subscribe_shard(),
    {ok, #{}}.

handle_info({barrel_p2p_shard, {acquired, P}}, S) ->
    %% This node now owns partition P: load / take over its state.
    {noreply, take_over(P, S)};
handle_info({barrel_p2p_shard, {released, P}}, S) ->
    %% This node no longer owns P: stop serving / hand off its state.
    {noreply, hand_off(P, S)}.
Map your keys to partitions with barrel_p2p:partition(Key) so you know
which keys an {acquired, P} / {released, P} event covers.
Events fire only when the live set actually changes, not on every
heartbeat. During churn you may briefly own a partition on two nodes
before the set converges, so make take-over and hand-off idempotent.
Configuration
	Key	Default	Meaning
	ring_size	64	Partition count. Must match on every node.
	member_heartbeat_ms	2000	How often a node re-announces itself.
	member_ttl_ms	6000	Lease lifetime; a node drops after this.
	member_skew_ms	5000	Reject heartbeats this far in the future.

member_ttl_ms should comfortably exceed member_heartbeat_ms plus
the expected clock skew between nodes, so a live node is never swept
between beats.
Related
	Gossip broadcast carries the heartbeats and
full-syncs the member set on peer_up.
	Leader election is the "exactly one" cousin;
placement is "one of N, by key".
	Cluster membership is the HyParView overlay
the heartbeats travel over.



  

    Durable reminders

A durable reminder answers one question: how do I run something at a
future time, somewhere in the cluster, even if the node that scheduled
it dies first? erlang:send_after/3 cannot: the timer lives in one
process on one node and disappears with it. A reminder is replicated, so
it survives the node that armed it, and it fires from whichever node
owns its key when the time comes.
This is built directly on sharded placement: the
owner of a reminder is barrel_p2p:place(Key). When that node leaves, the
key reassigns to a survivor, and the survivor takes over the unfired
reminder.
The store
A reminder is an entry Key => {FireAt, Payload, Version} in a
replicated OR-Map (the same gossip substrate the registry and leader
election use). FireAt is absolute wall-clock time in milliseconds.
Version is a hybrid-logical-clock stamp minted once when the reminder
is set; it names this exact reminder version and is identical on every
node. Because the store is replicated, every node holds the reminder, so
any of them can fire it after the original owner is gone.
Who fires it
Only the owner arms a local timer and fires:
owner(Key) = barrel_p2p:place(Key)
Other nodes hold the reminder in their store but do nothing with it. On
churn, when a node gains the key's partition (an {acquired, P}
ownership event from the shard), it arms the reminders it now owns; when
it loses the partition, it disarms them. That hand-off is how a survivor
picks up a dead owner's work.
Timers are hints
The local erlang:send_after is only a hint. When it fires, the owner
re-reads the live entry and proceeds only if all of these still
hold:
	the reminder still exists,
	its stored version still equals the one the timer carried,
	this node is still the owner, and
	the fire time has actually been reached.

That makes a stale timer harmless. A reminder that was re-set (new
version), cancelled, handed to another node, or whose timer raced a
cancellation simply does not fire on the stale hint. A periodic safety
sweep (reminder_scan_ms) re-arms anything the owner holds but missed,
and re-arms far-future reminders as their fire time nears.
Firing order
Firing is tombstone-first: the owner writes and gossips the removal
before delivering the payload to local subscribers. Committing "fired"
first biases the system toward not firing twice rather than toward
firing twice.
Delivery is a message to subscribers on the firing node:
{barrel_p2p_reminder, Key, Payload, Fence}
Fence is the packed version stamp (a positive, comparable integer). It
is the same on every node and names the exact reminder version, so a
handler can use it to deduplicate.
What it guarantees
There is no consensus here, the same as everywhere else in barrel_p2p, so
the guarantee is stated honestly:
	Steady state (membership converged): fires exactly once. One owner,
one timer, tombstone-first.
	During churn: best-effort. Before the live-node set converges, two
nodes can both believe they own the key and both fire before the
tombstone propagates. No crash is needed for this window to exist.
	Crash at the fire instant: best-effort. A crash between writing
the tombstone and delivering drops the fire (zero deliveries). A crash
before the tombstone gossips can let the new owner fire again.

If you need stronger than best-effort under churn, make your handler
idempotent and dedup on Fence. That turns the contract into
at-least-once with an idempotent sink, which is the usual way to run
jobs safely on an AP system.
Fire time is wall-clock ("cluster-time"). Nodes do not share a clock, so
a reminder can fire slightly early or late by the same skew bound that
governs membership. It is right for "around 09:00", not for hard
real-time deadlines.
Durability model
"Durable" means replicated AND persisted to disk. A reminder survives
the death of the node that armed it because every node holds a replica, so a
survivor takes over and fires it. It also survives a full-cluster restart:
each node writes its reminder store to disk (a write-ahead log plus periodic
snapshots under reminder_data_dir, default data/reminders) and recovers it
on boot, after which the cluster re-converges. A remind/cancel is flushed
to disk before the call returns, so an acknowledged reminder survives a crash
of its node as long as that node's disk does. On recovery the local HLC is
advanced past every persisted timestamp, and fire/cancel tombstones are
persisted too, so a fired reminder is never re-fired after a restart.
The reminder store also reconverges after a partition heals via periodic
anti-entropy (a background full-sync pull every replica_anti_entropy_ms,
default 30s), so a reminder reaches every node even if some link survived the
split without a fresh connection event.
The payload must be restart-safe data: a self-contained value, not a pid,
port, ref, or fun. This already holds without persistence, because a reminder
is delivered on whichever node owns the key at fire time, not where it was
set, so a live local reference is already meaningless cross-node. Persistence
extends that to "after a restart": a pid/ref/fun reloaded from disk points at
something that no longer exists. Pass an id or descriptor the handler resolves
locally.
Give each node its own reminder_data_dir. A write made on a non-owning node
and not yet snapshotted there can be lost if that node dies abruptly, but the
node that set it flushed it, so no acknowledged reminder is lost cluster-wide.
Fire and cancel both leave a tombstone in the replicated store. A
periodic sweep drops tombstones older than reminder_tombstone_ttl_ms
(default one hour) so the store stays bounded. The horizon must comfortably
exceed gossip propagation plus the membership lease, so a delayed add can
never out-live the tombstone that cancelled it; the only way to defeat
that is a partition longer than the horizon replaying an add older than a
dropped tombstone, which would spuriously re-create the reminder.
Setting and cancelling
%% Fire at an absolute wall-clock instant (ms).
barrel_p2p:remind(Key, FireAtMs, Payload).

%% Fire DelayMs from now (converted to an absolute target so all
%% nodes agree).
barrel_p2p:remind_after(Key, DelayMs, Payload).

%% Cancel cluster-wide.
barrel_p2p:cancel_reminder(Key).
Re-setting an existing Key replaces it with a fresh version, which
invalidates any timer already armed for the old one.
Receiving
Subscribe on every node where the handler could run, since you do not
know in advance which node will own the key at fire time. The reminder
fires on the current owner and is delivered to that node's subscribers,
so the work runs there:
init(_) ->
    ok = barrel_p2p:subscribe_reminders(),
    {ok, #{}}.

handle_info({barrel_p2p_reminder, Key, Payload, Fence}, S) ->
    case already_done(Fence) of
        true  -> {noreply, S};                 %% idempotent dedup
        false -> {noreply, run(Key, Payload, Fence, S)}
    end.
Configuration
	Key	Default	Meaning
	reminder_scan_ms	1000	Safety sweep that re-arms owned reminders missed, and re-arms far-future ones as they near.
	reminder_tombstone_ttl_ms	3600000	Drop fire/cancel tombstones older than this. Must exceed gossip propagation plus member_ttl_ms.
	reminder_data_dir	data/reminders	Per-node directory for the on-disk store (WAL + snapshot).

Reminders also depend on the placement settings (ring_size and the
lease timings); see sharded placement.
Related
	Sharded placement decides the owner and emits
the ownership events that drive hand-off.
	Hybrid logical clocks mint the version
stamp behind Fence.
	Schedule durable jobs is the
worked recipe.



  

    Replicated maps

A replicated map answers one question: how do I keep a small piece of
state that every node can read and any node can update, without standing
up an external store? Config, feature flags, a routing or placement
table, presence, a small catalogue. barrel_p2p_map is a named,
gossiped, last-write-wins key-value map for exactly that: control-plane
state that should be cluster-wide and eventually consistent.
It is built on the same gossip substrate as the service registry, leader
election, and durable reminders (the replicated
substrate). Writes broadcast
OR-Map deltas, peers converge, and a map started after the cluster has
already formed pulls existing state from its peers.
The model
Each named map is a last-write-wins OR-Map: a key
holds a value tagged with the hybrid-logical-clock
stamp of the write that set it. Concurrent writes to the same key on
different nodes resolve deterministically by that stamp, so every node
ends up with the same value. A remove leaves a tombstone, so a delayed
add cannot resurrect a deleted key.
Reads are the live view of that map: get/2 returns the current value of
a key, keys/1 and to_list/1 the live entries. Tombstones and the dot
bookkeeping are not visible to readers.
One owner, lock-free reads
Each named map on a node is one owner process plus its own gossip
instance:
	The owner is the sole writer. Every put/remove and every merged
delta or full-sync serialises through its mailbox, so the OR-Map is
never torn. This bounds write throughput per map, which is the right
trade for low-rate control-plane state.
	Reads never touch the owner. The owner projects the live map into a
per-map ETS table (protected, {read_concurrency, true}), and
get/keys/to_list read that table directly. Reads never block on or
contend with writes.

On every change the owner updates the OR-Map, writes the ETS projection
(ets:insert/ets:delete, atomic per key), then emits the change event.
So a subscriber that reads after receiving an event always sees the new
value. ETS gives per-key atomicity but no cross-key snapshot: a multi-key
merge may be observed half-applied. That matches the eventual-consistency
contract.
Each map is its own owner process and its own ETS table, so maps never
contend with one another.
A map is node-local
barrel_p2p:new_map/1,2 starts a map on the calling node only. A named
map converges across exactly the nodes that run it; a node that never
calls new_map has no replica for that map and silently misses its data.
This mirrors the built-in features, which run on every node because
barrel_p2p itself starts them.
To make a map cluster-wide you host it on every participating node, one of
two ways:
	Declare it in the replicated_maps app env. Every node ships the
same config, so the map exists cluster-wide with no per-node call. This
is the recommended shape for a fixed, cluster-wide map.
	Call new_map/2 on each node that should host it (from your app
start, or fanned out) for runtime or ad-hoc maps.

delete_map/1 is likewise node-local: it stops the map on the calling
node only. It is NOT a cluster-wide erase.
Joining after the cluster formed
A map started after its peers are already connected does not get a
peer_up for them, so on start it seeds its peer set from the current
active view and pulls a full sync from those peers. The new map populates
from existing state and emits a {put, _, _} for every key it learns,
through the same path a live delta takes. A restarted owner recovers the
same way.
Events
Subscribe to observe changes, on local AND remote writes:
ok = barrel_p2p:subscribe_map(config),

handle_info({barrel_p2p_map, config, {put, Key, Value}}, S) -> ...;
handle_info({barrel_p2p_map, config, {remove, Key}}, S) -> ...
The owner monitors subscriber pids and drops them on DOWN. Subscribe
on each node where a process needs to react, since each node emits the
events for its own copy of the map.
Membership churn
By default a map keeps its entries when a peer leaves the active view
(prune_on_peer_down is false). A peer_down is HyParView topology
churn, not necessarily node death, so dropping data on it would be
surprising for a config or routing map: the entries simply stay and
re-converge.
Set prune_on_peer_down => true for presence-style maps, where an entry
means "node X is here". Then when a node leaves, the keys whose writes were
all authored by it are dropped locally. The prune is local and eventual,
not a coordinated delete.
Tombstones and GC
A remove leaves a tombstone so the deletion propagates and a delayed add
cannot resurrect the key. A periodic sweep (scan_ms) drops tombstones
older than tombstone_ttl_ms (default one hour) so the store stays
bounded. As with reminders, the horizon must comfortably exceed gossip
propagation plus the membership lease, or a long partition could replay an
add older than a dropped tombstone and spuriously re-create a key. GC never
touches live values.
What it guarantees, and when not to use it
State is in memory plus gossip by default. A map survives the death of
individual nodes (a survivor full-syncs a restarted one), but a whole-cluster
restart loses its contents unless you opt into persistence.
Pass persist => true to back the map with a write-ahead log plus periodic
snapshots on disk (under barrel_p2p_map_data_dir, default data/maps, per
node). Writes are flushed before the call returns and the map is recovered on
boot, so a persisted map survives a full-cluster restart. Persisted values
must be restart-safe data (no pids/ports/refs/funs, which reload as stale
references). Host the persisted map on every node (each keeps its own copy);
recover-then-re-converge on restart works best from a quiesced cluster.
Reads are eventually consistent: there is no consensus, so after a write
other nodes converge once the delta has propagated, and during a partition
two sides can briefly disagree. This is the same trade every other
eventually-consistent piece of barrel_p2p makes. After a partition heals the
map reconverges on its own via periodic anti-entropy (a background full-sync
pull every replica_anti_entropy_ms, default 30s), even on a node whose link
survived the split and got no fresh connection event.
barrel_p2p_map fits small, cluster-wide, eventually-consistent
control-plane state. It is the wrong tool for:
	data that needs custom conflict resolution (drop to the
behaviour),
	high write rates or large values (single writer per map; every value is
gossiped),
	durable storage beyond persist => true (no per-key history, no
cross-key transactions; it is a recovered OR-Map, not a database),
	unbounded keyspaces (every node holds every key), or
	linearizable reads (reads are eventually consistent).

Configuration
Per-map options (via new/2, or the config-friendly subset in
replicated_maps):
	Option	Default	Meaning
	validator	accept all	fun((term()) -> boolean()) or {Mod, Fun}; rejects bad puts and bad incoming values.
	tombstone_ttl_ms	env default	Drop tombstones older than this.
	scan_ms	env default	Tombstone-GC sweep cadence.
	prune_on_peer_down	false	Drop a departed node's entries on peer_down (presence maps).
	persist	false	Back the map with an on-disk WAL + snapshot; durable across a full-cluster restart.

App env defaults:
	Key	Default	Meaning
	replicated_maps	[]	[{Name, Opts}] maps started on boot.
	barrel_p2p_map_scan_ms	1000	Default scan_ms for maps.
	barrel_p2p_map_tombstone_ttl_ms	3600000	Default tombstone_ttl_ms for maps.
	barrel_p2p_map_data_dir	data/maps	Per-node directory for persisted maps.

Related
	Share replicated state is the
worked recipe.
	The replicated substrate is the
low-level barrel_p2p_replica behaviour underneath, for custom merge.
	Service registry is the same OR-Map model
specialised for process names.
	Gossip broadcast carries the deltas and
full-syncs.
	Hybrid logical clocks stamp the writes the
merge resolves on.



  

    Tutorials

End-to-end walkthroughs. Each tutorial builds something real;
you should be able to follow it from a clean checkout and end up
with a running example.
In this section
	Hello, cluster — the minimal two-node
walkthrough. If you have not done Getting started
yet, do that first; this tutorial assumes a working cluster.
	Create an application — build a
minimal OTP app from scratch: a worker that registers a service
and an API that discovers and calls it on any node. Runnable
source under examples/quickstart.
	Distributed chat — a small chat
application that uses the service registry, service events,
and gen_server patterns over the barrel_p2p dist channel.
The full source is under examples/chat.

After the tutorials
	Concepts explains why each piece
works the way it does.
	How-to guides cover the operational
side: production, observability, troubleshooting.
	Reference is the API surface and the
configuration list.



  

    Hello, cluster

This is the smallest end-to-end exercise: two nodes, one
registered service, one cross-node message. If you have read
Getting started, you have
already done most of this; the goal here is to put it in one
self-contained tutorial.
Prerequisites
	Erlang/OTP 27 or later.
	rebar3.
	An empty project (or any project where you can add a
dependency).

Step 1: add the dependency
In your rebar.config:
{deps, [
    {barrel_p2p, "0.1.0"}
]}.

{ex_doc, [
    {extras, [<<"README.md">>]}
]}.
Fetch and compile:
rebar3 get-deps
rebar3 compile

Step 2: minimal sys.config
config/sys.config:
[
    {barrel_p2p, [
        {active_size, 5},
        {passive_size, 30},
        {listen_port, 9100},
        {auth_enabled, true},
        {auth_trust_mode, tofu}
    ]}
].
Step 3: start two nodes
In one terminal:
ERL_AFLAGS="-proto_dist barrel_p2p -epmd_module barrel_p2p_epmd -start_epmd false" \
rebar3 shell --config config/sys.config --sname node1

In another:
ERL_AFLAGS="-proto_dist barrel_p2p -epmd_module barrel_p2p_epmd -start_epmd false" \
rebar3 shell --config config/sys.config --sname node2

On node2:
1> barrel_p2p:join('node1@yourhost').
ok
2> barrel_p2p:active_view().
['node1@yourhost']
Replace yourhost with the short hostname from
inet:gethostname/0. Both shells need to resolve the same
hostname.
Step 4: register a service
On node1:
1> Pid = spawn(fun() -> timer:sleep(infinity) end).
<0.123.0>
2> barrel_p2p:register_service(my_worker, Pid, #{role => worker}).
ok
On node2, after a moment:
3> {ok, _Node, FoundPid} = barrel_p2p:whereis_service(my_worker).
{ok, 'node1@yourhost', <0.123.0>}
4> FoundPid ! hello.
hello
The whereis_service/1 call returns {ok, Node, Pid} for a
remote service. The send-bang uses standard Erlang distribution
on top of the barrel_p2p dist channel.
Step 5: subscribe to events
Still on node2:
5> barrel_p2p:subscribe_services().
ok
Now have node1 register and unregister a service:
%% On node1
3> barrel_p2p:register_service(another, #{}).
4> barrel_p2p:unregister_service(another).
On node2, the listening process receives:
{barrel_p2p_service_event, {service_registered, another, 'node1@yourhost'}}
{barrel_p2p_service_event, {service_unregistered, another, 'node1@yourhost'}}
The subscription is per-pid. Use it to invalidate caches or to
trigger application-level reactions to cluster changes.
What this tutorial covered
	Booting a node with -proto_dist barrel_p2p.
	Joining a peer with barrel_p2p:join/1.
	Registering a service with metadata.
	Discovering the service from another node.
	Subscribing to service events.

Next
	Distributed chat — the same primitives
applied to a small chat application.
	Service registry concept —
how registration and discovery work under the hood.
	Cluster membership concept
— how HyParView keeps the membership bounded.



  

    Create an application

This tutorial builds a minimal OTP application on barrel_p2p from scratch: a
worker that registers itself in the cluster-wide service registry, and a
small API that discovers and calls a worker on any node. It is the setup
companion to Distributed chat, which builds something
larger on the same primitives.
The full source is under
examples/quickstart; this page
explains each piece. If you have not read Getting started,
skim it first: it covers the boot flags and the credential layout in more
depth.
What you get
A normal OTP app where Pid ! Msg, gen_server:call, global, links and
monitors all work as usual, but distribution rides barrel_p2p's QUIC carrier
and HyParView membership, and you get a built-in service registry.
Prerequisites
	Erlang/OTP 27 or later, and rebar3.
	No EPMD: barrel_p2p does not use it.
	One UDP port per node (the default 9100 in this example).

Step 1: scaffold the app
rebar3 new app myapp
cd myapp

Step 2: add the dependency
In rebar.config:
{deps, [
    {barrel_p2p, "0.1.0"}
]}.
rebar3 get-deps && rebar3 compile

Barrel P2P pulls in the QUIC transport, hlc, and instrument.
Step 3: declare barrel_p2p as a runtime dependency
List it in src/myapp.app.src so the release boots it before your
supervisor starts (your services register against a running barrel_p2p):
{applications, [kernel, stdlib, barrel_p2p]}
Step 4: configure the node
config/sys.config (barrel_p2p projects the underlying quic_dist wiring
itself; you only set barrel_p2p env):
[
 {barrel_p2p, [
    {active_size, 5}, {passive_size, 30},   %% HyParView views
    {listen_port, 9100},                    %% pin in prod; 0 = OS-assigned
    {contact_nodes, []},                    %% seeds to auto-join at boot
    {dist_cookie, quickstart},              %% set as the node cookie at boot
    {auth_enabled, true},                   %% Ed25519 mutual auth (default)
    {auth_trust_mode, tofu}                 %% tofu | strict
 ]}
].
config/vm.args (the three flags switch Erlang's distribution to barrel_p2p):
-name myapp@127.0.0.1
-setcookie quickstart
-proto_dist barrel_p2p
-epmd_module barrel_p2p_epmd
-start_epmd false
Step 5: write a worker that registers a service
register_service/2 registers the calling process, so a gen_server that
calls it in init/1 publishes itself under a cluster-wide name:
-module(myapp_worker).
-behaviour(gen_server).
-export([start_link/0]).
-export([init/1, handle_call/3, handle_cast/2, handle_info/2, terminate/2]).

start_link() -> gen_server:start_link({local, ?MODULE}, ?MODULE, [], []).

init([]) ->
    process_flag(trap_exit, true),
    ok = barrel_p2p:register_service(myapp_worker, #{node => node()}),
    ok = barrel_p2p:register_service({worker, node()}, #{}),
    {ok, #{}}.

handle_call({work, X}, _From, State) ->
    {reply, {worked_on, node(), X}, State};
handle_call(_Request, _From, State) ->
    {reply, {error, unknown_request}, State}.

handle_cast(_Msg, State) -> {noreply, State}.
handle_info(_Info, State) -> {noreply, State}.

terminate(_Reason, _State) ->
    barrel_p2p:unregister_service(myapp_worker),
    barrel_p2p:unregister_service({worker, node()}),
    ok.
It registers two names: a generic myapp_worker (local-preferred by
whereis_service/1) and a per-node {worker, node()} so a specific node can
be targeted. The registry monitors the pid, so the entries also disappear
automatically if the worker dies.
The discover-and-call API. whereis_service/1 returns {ok, Pid} for a
local service and {ok, Node, Pid} for a remote one; handle both, then send
over standard distribution:
-module(myapp).
-export([work/1, work_on/2]).

work(X)          -> call(myapp_worker, {work, X}).
work_on(Node, X) -> call({worker, Node}, {work, X}).

call(Name, Msg) ->
    case barrel_p2p:whereis_service(Name) of
        {ok, Pid}        -> gen_server:call(Pid, Msg);
        {ok, _Node, Pid} -> gen_server:call(Pid, Msg);
        {error, not_found} -> {error, no_worker}
    end.
Step 6: supervise it
Add the worker to your supervisor's children (one_for_one), and start the
supervisor from your application callback. (See quickstart_sup.erl and
quickstart_app.erl in the example.)
Step 7: run one node
ERL_AFLAGS="-proto_dist barrel_p2p -epmd_module barrel_p2p_epmd -start_epmd false" \
rebar3 shell --config config/sys.config --sname q1

1> myapp:work(hello).
{worked_on, q1@yourhost, hello}
2> barrel_p2p:lookup(myapp_worker).
{ok, [{service_entry, myapp_worker, <0.123.0>, q1@yourhost, #{node => q1@yourhost}}]}
The node generated its TLS cert and Ed25519 identity under data/ on first
boot. lookup/1 returns #service_entry{} records ({service_entry, name, pid, node, meta}).
Step 8: two nodes
The example ships scripts/run-local.sh, which gives each node its own keys
and cert under data/node<N>/ while sharing data/discovery so they find
each other on one host:
./scripts/run-local.sh 1     # seed
./scripts/run-local.sh 2     # joins node1

In node2's shell:
1> myapp:work_on('node1@yourhost', hi).
{worked_on, node1@yourhost, hi}
The reply is tagged by node1: node2 discovered node1's worker through the
registry and called the real pid over standard distribution. Across hosts you
would instead list seeds in contact_nodes and let nodes auto-join at boot
(see Getting started).
Step 9: keys
Each node has an Ed25519 identity. In tofu mode the first handshake pins
peers automatically, so the two-node demo needs no key setup. For strict
mode, or to verify a node out of band, see
Manage node keys: create keys, read a
fingerprint, and share public keys with peers.
Step 10: production
For a real deployment, build a release (rebar3 as prod release), pin
listen_port, set a real dist_cookie, list seeds in contact_nodes, and
persist data/. See Run in production for
ports, secrets, sizing, and the graceful shutdown order.
Where to go next
	Distributed chat builds a fuller app on the same
primitives, including service events.
	Share replicated state,
Schedule durable jobs, and the
leader-election and sharded-placement concepts add the other building
blocks.



  

    Practice handbook

This handbook picks up where getting-started.md
ends. It is written for Erlang developers who already know OTP and
want to build something real on top of Barrel P2P.
We will build a small distributed chat application. The point is not
the chat itself. The point is the practice:
	register a process as a cluster service;
	find that service from another node;
	send normal Erlang messages to the returned pid;
	subscribe to cluster and service events;
	keep local caches correct while the cluster moves;
	open tagged QUIC streams when Pid ! Msg is not the right shape.

The full source is under examples/chat.
Use this document as a handbook: copy the shapes, then adapt them to
your own supervisors and gen_server modules.
The mental model
Barrel P2P does not ask you to stop writing Erlang. You still build OTP
trees. You still pass pids around. You still use gen_server:call/2,
monitors, links, and normal messages.
What changes is the cluster below your code.
In standard Erlang distribution, every node connects to every other
node. That works well for small, trusted clusters. It becomes
expensive when the cluster grows, and awkward when nodes appear,
disappear, or move between network paths.
Barrel P2P splits the problem in two:
	Membership is kept small. Each node keeps a bounded active view,
usually five peers, used for gossip and topology maintenance.
	Addressing stays Erlang. If your code holds a pid on another
node, OTP opens the dist channel on demand and the send works.
	Names are cluster-wide. The service registry is a CRDT, so
services can be registered on any node and discovered from any
other node.

Read this graph from node A. The green peers are the active view.
They are the maintenance topology, not the whole cluster.
[image: HyParView active view: node A keeps a small set of active gossip peers and a passive cache of known peers.]
The practice model is simple: many small OTP processes, registered
under useful names, addressed by name, then handled as normal pids.
When the cluster grows, the per-node maintenance cost stays bounded.
What we are building
A chat application that lets nodes host chat rooms and lets clients
join, send, and receive messages. The interesting properties:
	Any node can host any room. The location of a room is discovered
by name through the service registry.
	A new node joining the cluster sees existing rooms automatically.
	A client subscribing to a room receives messages from any sender
on any node, with no extra wiring.

We will not build a UI; the application is meant to be poked at
through the shell or a small CLI.
The shape of a chat room
Each room is a process. The process is a gen_server that holds:
	The room's name.
	The set of clients currently subscribed, with monitor refs so we
notice when one dies.

That is the entire state. Senders cast messages into the room; the
room iterates over its subscriber set and forwards each message.
In code:
-module(chat_server).
-behaviour(gen_server).

-export([start_link/1]).
-export([send/2, join_room/2, leave_room/1, list_rooms/0]).
-export([init/1, handle_call/3, handle_cast/2, handle_info/2, terminate/2]).

-record(state, {
    room :: atom(),
    members = [] :: [{pid(), reference()}]
}).
The room name is registered as a tagged service name:
init(Room) ->
    process_flag(trap_exit, true),
    ServiceName = {chat_room, Room},
    case barrel_p2p:register_service(ServiceName, #{created => erlang:timestamp()}) of
        ok          -> {ok, #state{room = Room}};
        {error, Why} -> {stop, Why}
    end.
A few things are worth pointing out.
The tagged name. We register {chat_room, Room} rather than
just Room. The tuple shape gives us a namespace for chat-room
services: every name that begins with chat_room is unambiguously
a chat room. When we want to list rooms, we filter on the tag (see
below). This is a common pattern; barrel_p2p does not care about the
shape of the name as long as it is hashable.
process_flag(trap_exit, true). Not strictly required by
barrel_p2p, but it is what lets us run cleanup code in terminate/2.
A clean exit calls unregister_service so the room disappears from
the cluster's view without waiting for the registry's down-detector.
The metadata map. The second argument to register_service/2 is
any map you like. The registry stores it alongside the pid of the
calling process and replicates it with the registration. We store a
creation timestamp here; in a richer application, you might store the
room's settings, a load metric, a capability list, or any small
annotation that lets callers pick between multiple instances.
Sending and receiving messages
The room may live on the local node or on a remote node. The caller
does not need to know. It asks the registry for a pid, then uses the
pid as Erlang code normally would.
This is the important flow. The service lookup is a Barrel P2P concern.
The message send is an Erlang distribution concern.
[image: Service lookup returns a pid, then OTP opens a QUIC dist channel on demand and delivers the Erlang message.]
Senders look up the room and cast:
send(Room, Message) ->
    case find_room(Room) of
        {ok, Pid} ->
            gen_server:cast(Pid, {message, node(), Message});
        {error, not_found} ->
            {error, room_not_found}
    end.

%% Helper that unwraps both local and remote whereis_service results.
find_room(Room) ->
    case barrel_p2p:whereis_service({chat_room, Room}) of
        {ok, Pid}             -> {ok, Pid};
        {ok, _Node, Pid}      -> {ok, Pid};
        {error, not_found}    -> {error, not_found}
    end.
whereis_service/1 may return either {ok, Pid} (local instance)
or {ok, Node, Pid} (remote instance reachable through Erlang
distribution). The helper above hides that distinction; from the
application's point of view, both are "a pid I can talk to".
The receiving side is the room's handle_cast:
handle_cast({message, FromNode, Text}, State = #state{room = Room, members = Members}) ->
    Msg = {chat_message, Room, FromNode, Text, erlang:timestamp()},
    lists:foreach(fun({Pid, _Ref}) -> Pid ! Msg end, Members),
    {noreply, State};
We use a plain Pid ! Msg to deliver. Because the dist channel is
opened on demand, this works whether the subscriber lives on the
same node as the room or on a different one.
Joining and leaving a room
Two simple handle_call clauses:
handle_call({join, Pid}, _From, S = #state{members = M}) ->
    case lists:keyfind(Pid, 1, M) of
        false ->
            Ref = monitor(process, Pid),
            {reply, ok, S#state{members = [{Pid, Ref} | M]}};
        _ ->
            {reply, {error, already_joined}, S}
    end;

handle_call({leave, Pid}, _From, S = #state{members = M}) ->
    case lists:keyfind(Pid, 1, M) of
        {Pid, Ref} ->
            demonitor(Ref, [flush]),
            {reply, ok, S#state{members = lists:keydelete(Pid, 1, M)}};
        false ->
            {reply, ok, S}
    end;
The monitor is the only state of substance. When a subscriber dies
(because its node went away, or because it crashed), we receive a
'DOWN' message and clean up:
handle_info({'DOWN', Ref, process, Pid, _Reason}, S = #state{members = M}) ->
    case lists:keyfind(Ref, 2, M) of
        {Pid, Ref} ->
            {noreply, S#state{members = lists:keydelete(Pid, 1, M)}};
        false ->
            {noreply, S}
    end;
This is one of the places where barrel_p2p fades into the background:
the monitor is a standard Erlang feature, and it works across the
barrel_p2p dist channel exactly as it does over the default TCP
carrier.
Listing rooms
A new client should discover rooms without prior knowledge. We list
all registered services and keep only the ones with our tag:
list_rooms() ->
    [Room || {chat_room, Room} <- barrel_p2p:list_services()].
list_services/0 returns the set of names registered in the
cluster, as it is currently known on this node. The result is
eventually consistent: a room registered on another node may not
appear here for a fraction of a second. For a chat use-case that is
fine; for a hard-real-time application you would either ask through
the originating node or layer a stronger consistency primitive on
top.
Wiring the room supervisor
Rooms are spun up on demand. A simple_one_for_one supervisor lets
us create one when a user asks:
-module(chat_room_sup).
-behaviour(supervisor).

-export([start_link/0, create_room/1, stop_room/1]).
-export([init/1]).

start_link() ->
    supervisor:start_link({local, ?MODULE}, ?MODULE, []).

create_room(Room) ->
    supervisor:start_child(?MODULE, [Room]).

stop_room(Pid) ->
    supervisor:terminate_child(?MODULE, Pid).

init([]) ->
    SupFlags = #{strategy => simple_one_for_one,
                 intensity => 5,
                 period => 10},
    ChildSpec = #{id => chat_server,
                  start => {chat_server, start_link, []},
                  restart => temporary,
                  type => worker},
    {ok, {SupFlags, [ChildSpec]}}.
The room is restart => temporary: if a room crashes, we do not
restart it. The clients monitoring it will see the registration
disappear via barrel_p2p:subscribe_services/0 (see the next
section).
The chat client
The client side is small. It subscribes to service events, joins
rooms, and listens for chat messages:
-module(chat_client).

-export([start/0, stop/1]).
-export([create_room/1, join/2, leave/2, send/2, rooms/0]).

start() ->
    Pid = spawn_link(fun() ->
        barrel_p2p:subscribe_services(),
        listener_loop()
    end),
    {ok, Pid}.

stop(Pid) -> Pid ! stop, ok.

create_room(Name) -> chat_room_sup:create_room(Name).
join(Room, Pid)   -> chat_server:join_room(Room, Pid).
leave(Room, _Pid) -> chat_server:leave_room(Room).
send(Room, Text)  -> chat_server:send(Room, Text).
rooms()           -> chat_server:list_rooms().

listener_loop() ->
    receive
        {chat_message, Room, FromNode, Text, _Ts} ->
            io:format("[~p] <~p> ~s~n", [Room, FromNode, Text]),
            listener_loop();
        {barrel_p2p_service_event, {service_registered, {chat_room, Room}, Node}} ->
            io:format("*** Room ~p available on ~p~n", [Room, Node]),
            listener_loop();
        {barrel_p2p_service_event, {service_unregistered, {chat_room, Room}, Node}} ->
            io:format("*** Room ~p left ~p~n", [Room, Node]),
            listener_loop();
        stop ->
            ok;
        _Other ->
            listener_loop()
    end.
Three things to notice:
	The listener does not care which node hosts a room. The cluster
reports the events; the listener formats them.
	The event payload is structured, not stringly typed. You can
match on the tag, the name, the originating node, and the reason
without parsing text.
	The pattern of "subscribe and loop" is the natural shape; in your
own application you would typically run the listener inside a
gen_server and route events to its handle_info/2.

Running the example
The full sources live under examples/chat/. To try the
three-node walkthrough on one host:
cd examples/chat
./scripts/run-demo.sh seed                    # terminal 1
./scripts/run-demo.sh node 1                  # terminal 2
./scripts/run-demo.sh node 2                  # terminal 3

Each node generates its own TLS material and Ed25519 identity on
first boot. The script wires the local barrel_p2p source into the
release via _checkouts/, so any change you make in the parent
tree is visible after a recompile.
To exercise the cluster:
%% On node 2
chat_room_sup:create_room(general).
chat_client:join(general, self()).
chat_client:send(general, "hello, barrel_p2p").
You will see the message arrive on the listener, and (on the other
nodes) a *** Room general available on node2@host event when the
room registration propagates.
A four-node docker compose stack is also available:
./scripts/run-demo.sh docker-up
docker compose exec seed /app/bin/chat remote_console

Service patterns you will reach for
Three patterns recur in real applications. Each builds on the
primitives above.
Pool of workers
When several nodes register the same service name, lookup/1
returns all of them. Picking one (for example, the least loaded) is
a tiny helper:
-include_lib("barrel_p2p/include/barrel_p2p.hrl").

least_loaded(Name) ->
    {ok, Entries} = barrel_p2p:lookup(Name),
    Sorted = lists:sort(
        fun(A, B) ->
            maps:get(load, A#service_entry.meta, 0)
            =<
            maps:get(load, B#service_entry.meta, 0)
        end,
        Entries
    ),
    hd(Sorted).
The metadata you set at registration time is what makes this work.
A worker that periodically calls register_service/2 (with the
same name and updated metadata) effectively publishes a load
signal.
Graceful degradation
Service lookups should not crash callers when the cluster is in
flux. The recommended shape:
call_service(Name, Request) ->
    case barrel_p2p:whereis_service(Name, #{retries => 3}) of
        {ok, Pid} ->
            try gen_server:call(Pid, Request, 5000)
            catch
                exit:{timeout, _}  -> {error, timeout};
                exit:{noproc, _}   -> {error, gone}
            end;
        {ok, _Node, Pid} ->
            try gen_server:call(Pid, Request, 5000)
            catch
                exit:{timeout, _}  -> {error, timeout};
                exit:{noproc, _}   -> {error, gone}
            end;
        {error, not_found} ->
            {error, unavailable}
    end.
The retries option to whereis_service/2 performs a small,
exponentially-backed-off retry loop when the lookup fails initially;
this absorbs the small replication delay after a new registration.
Subscribing as cache invalidation
If you cache a service pid yourself for performance, subscribe to
service events and invalidate the cache when the cached service
goes down:
init(_) ->
    barrel_p2p:subscribe_services(),
    {ok, #{cache => #{}}}.

handle_info({barrel_p2p_service_event, {service_down, Name, _Node, _Reason}}, S) ->
    {noreply, S#{cache := maps:remove(Name, maps:get(cache, S))}};
handle_info(_, S) ->
    {noreply, S}.
This pattern lets the cache stay accurate without polling.
When register_service is not enough
Sometimes you do not want named processes; you want a stream of
bytes between two nodes. Barrel P2P ships a tagged-stream multiplex
for exactly this case: any application can open a QUIC stream
between two cluster peers, attach a short binary tag, and hand the
stream to a handler process.
The full surface is in internals.md. The minimal
shape:
%% On the receiving side
barrel_p2p_streams:register_acceptor(<<"chat:dump">>, self()).
%% receive {mstream, StreamRef, opened, FromNode} and then
%% native {quic_dist_stream, StreamRef, {data, _, _}} messages.

%% On the sending side
{ok, SR} = barrel_p2p_streams:open(<<"chat:dump">>, 'node2@host').
quic_dist:send(SR, <<"transcript starts here\n">>).
quic_dist:close_stream(SR).
This is the right tool when you want to move a large blob between
two nodes (an avatar, a log dump, a snapshot) without going through
the gossip layer.
Things worth knowing before deploying
A few short notes that will save you time later:
	Register early; unregister on exit. The registry uses
monitors, so a crashed process is eventually cleaned up
automatically, but a graceful unregister_service is faster and
removes the entry without waiting for the monitor to fire.
	Names are global, not unique. Two nodes can register the same
name; consumers see both. If you want exclusivity, layer it on
top, for example by having only one node attempt the registration.
	Replication has a small delay. A service registered on node A
is observable from node B "soon", typically in a fraction of a
second. Code that registers and immediately looks up on a
different node should expect to retry briefly. The
whereis_service/2 retry option does this for you.
	Active view is not the cluster. barrel_p2p:active_view/0
returns a small subset of peers; it is not the whole cluster.
Use erlang:nodes/0 to see every node you have an open dist
channel with, or list_services/0 for service-level visibility.

Where to go from here
	internals.md for the protocols underneath:
HyParView, Plumtree, OR-Map, the QUIC carrier.
	authentication.md for trust modes, the
on-disk format, and key rotation.
	observability.md for the metrics catalog.
	deployment.md when you are ready to put a
cluster behind a load.
	migration.md for the QUIC connection-migration
feature, which is useful when nodes change network paths at
runtime.



  

    How-to guides

Task-focused recipes. Each page is "how do I do X?", not "what
is X?". For the conceptual side, read the
Concepts section.
Operating a cluster
	Run in production — sizing, network
surface, secrets, configuration reference, logging, shutdown.
	Configure authentication — TOFU
versus strict, provisioning the trust store, key rotation.
	Manage node keys — create a node's keys,
read its fingerprint, and share public keys so peers trust each
other.
	Observe a cluster — the metrics
catalogue, wiring a Prometheus or OTLP exporter, alerting.
	Troubleshoot — symptom-cause-fix tables for
boot failures, authentication, cluster membership, GC.

Specific tasks
	Migrate connections — RFC 9000 §9
path rebind via migrate_peer/1,2, including a small watchdog
recipe.
	Route through a relay — wiring an
external relay or tunnel adapter for peers that cannot reach
each other directly.
	Run the tests — local CT and EUnit suites,
the gated soak suite, the docker auth integration suite.
	Partition state across nodes — route keys
to owners with place/1 and hand off on ownership events.
	Schedule durable jobs — run work at a
future time with remind/3, surviving the scheduling node's death.
	Share replicated state — a
cluster-wide config/flags map with barrel_p2p_map: put, get,
subscribe, validate, tune GC.

After how-tos
	Concepts for the "why".
	Reference for the API surface and the
full configuration list.



  

    Deployment

Practical guidance for running a barrel_p2p cluster in production.
Pair this with getting-started.md for the
initial bring-up and troubleshooting.md for
the symptoms-and-fixes table.
The structure: sizing, network, secrets, configuration, logging,
shutdown, rotation, and a final checklist.
Sizing the cluster
The two parameters that matter most are active_size and
passive_size. The active view is the small bounded set of peers
each node currently exchanges gossip with; the passive view is a
warm-spare cache of additional known peers.
The HyParView protocol does not require the active view to grow
with the cluster. Five peers per node is enough to cover a cluster
of a few thousand. The trade-off is that a slightly larger active
view reduces the number of hops a broadcast takes, at the cost of
more direct connections to maintain.
Suggested starting points:
	Cluster size	active_size	passive_size
	3 to 10	3	10
	10 to 50	5 (default)	30 (default)
	50 to 200	6	40
	200+	7	60

Pid ! Msg works to any cluster member regardless of active-view
membership. The dist GC reaps the resulting idle dist channels,
so the per-node connection count stays bounded even if your
application talks to many peers ad hoc.
To set these:
{barrel_p2p, [
    {active_size, 5},
    {passive_size, 30}
]}.
Network surface
A barrel_p2p node opens one UDP socket. That is the whole
externally-visible network footprint, aside from any metrics
exporter you wire in.
	Port purpose	Default	Protocol	Direction
	QUIC distribution	listen_port env or 0	UDP	Bidirectional, peer-to-peer
	Prometheus scrape (optional)	9568	TCP	Inbound from your scraper

No EPMD. No separate TCP control channel. The QUIC handshake
handles encryption, multiplexing, and connection migration on the
single UDP port.
For production, pin the dist port (do not leave it at 0):
{barrel_p2p, [{listen_port, 9100}]}.
Open that port between every pair of cluster nodes in your
firewall.
Secrets and on-disk material
A node carries four pieces of material on disk. They are listed
here with their default location and sensitivity:
	Asset	Default location	Sensitivity
	QUIC node certificate	data/quic/node.crt (quic_cert_dir env)	Public; per-node
	QUIC node private key	data/quic/node.key	Private; chmod 0600
	Ed25519 identity public key	data/keys/node.pub (auth_key_dir env)	Public; advertised in handshake
	Ed25519 identity private key	data/keys/node.key	Private; chmod 0600
	Trusted peer keys	data/keys/trusted/<node>.pub	Public; reviewable
	Erlang dist cookie	barrel_p2p.dist_cookie env (default barrel_p2p)	Private; pre-shared secret

Recommended file mode for the parent directories: 0700 (owner
only).
Two recovery properties worth knowing:
	Both private keys can be regenerated on a fresh boot. Lose the
QUIC private key and your peers will reject the new certificate
until you re-pin (or run in tofu mode). Lose the Ed25519
private key and the node loses its identity across reconnects.
	The trust store is rebuildable from the peers' public keys; you
do not need to back it up if you can re-derive it.

Barrel P2P writes new secrets atomically (write to a temp file with
0600 perms, then rename). A crash during a key rotation will not
leave a permissive transient on disk; the on-disk file is either
the old one or the new one, never something in between.
Configuration reference
Every key below goes under {barrel_p2p, [...]} in sys.config.
	Key	Default	Purpose
	listen_port	0 (random)	UDP port for QUIC dist
	active_size	5	HyParView active-view bound
	passive_size	30	HyParView passive-view bound
	arwl	6	Active random walk length (join propagation)
	prwl	3	Passive random walk length
	shuffle_length	8	Peers exchanged per shuffle round
	shuffle_period	10000 ms	Time between shuffle rounds
	max_fail_count	5	Failures before a peer is demoted to passive
	base_backoff_ms	1000	Initial backoff after a failure
	passive_max_age_ms	300000	Maximum age before passive entries are dropped
	auth_enabled	true	Ed25519 challenge-response between peers
	auth_trust_mode	tofu	tofu or strict
	auth_handshake_timeout	10000 ms	Total budget for the Ed25519 handshake
	auth_timestamp_window	30000 ms	Acceptable peer wall-clock skew
	cookie_only_nodes	[]	Patterns of node atoms exempt from Ed25519
	dist_cookie	barrel_p2p	Erlang dist cookie applied at app start
	dist_gc_sweep_period_ms	60000	Idle GC sweep cadence
	dist_gc_min_age_ms	300000	Minimum age before GC may reap a channel
	pending_timeout_ms	30000	Backstop for HyParView pending entries (silent peers)
	router_max_in_flight	256	Cap on concurrent overlay route-request handlers
	proxy_cast_max_in_flight	32	Per-proxy cap on concurrent overlay-cast helpers
	route_cache_sweep_period_ms	60000	Periodic sweep of stale route-cache entries
	contact_nodes	[]	Bootstrap node atoms tried on application start
	discovery_backends	(default chain)	List of {Module, Args} for the discovery chain

The dist GC has no enable/disable flag: the decoupled-from-active-view
design depends on it (Pid ! Msg to any peer opens an ad-hoc
channel; the GC keeps the overall connection count bounded). The
sweep cadence and minimum age are tunable.
Logging
Barrel P2P logs to standard logger. The levels we use:
	error for operational failure (cert generation, listener bind
failure, keypair load mismatch).
	warning for recoverable anomalies worth a human glance (key
mismatch, discovery lookup miss, pending-entry backstop fire).
	info for lifecycle (app start/stop).
	debug for protocol-level traces; off in production by default.

No special handler is required. Any structured-logger formatter
that emits JSON or logfmt will surface the messages.
The important log call-sites are listed in
troubleshooting.md; use it as a grep
reference when investigating an alert.
Graceful shutdown
The clean shutdown order is three steps:
	barrel_p2p:leave/0. Sends a HyParView disconnect to every
active peer so they move you to passive view immediately
instead of waiting for a nodedown failure.
	application:stop(barrel_p2p). Tears down the supervision tree
in reverse order; the dist GC will reap the remaining
channels from the other side over the next sweep window.
	init:stop/0. Terminates the VM.

Skipping step 1 is safe but causes a brief failure-shaped churn
event on every peer that had you in active view (peer_down with
reason nodedown). For an orchestrator-driven restart, step 1
is worth the few extra milliseconds.
Rotation runbook
barrel_p2p_rotate handles both QUIC TLS material and Ed25519
identity keys. Each call atomically backs the old material up
under <dir>/backups/<UTC-timestamp>/.
Identity rotation (no restart needed)
Takes effect on the next handshake:
{ok, Info} = barrel_p2p_rotate:rotate_identity().
%% Info = #{key_file        := PrivPath,
%%          cert_file       := PubPath,
%%          backup_dir      := BackupPath,
%%          restart_required := false}
Caveats:
	Strict peers will reject the new identity until you have
provisioned the new public key on each of them.
	TOFU peers will pin the new identity on first handshake.
Their old pin remains in the trust store; clean it up if you
want to prevent rollback.
	The log line on a successful rotation includes the new
fingerprint. Record it for audit.

Certificate rotation (restart required)
QUIC TLS material is loaded at listener start. Rotating requires
a restart:
	barrel_p2p:leave/0 so peers move you to passive view promptly.
	barrel_p2p_rotate:rotate_cert/0.
	application:stop(barrel_p2p); init:stop/0.
	Boot the node back up; the listener picks up the new cert.

Peers see one peer_down and re-establish on next demand. The
Ed25519 identity is independent of the cert; it is not touched
by this path.
Rollback
The backup directory keeps the previous node.crt / node.key
(cert rotation) or node.pub / node.key (identity rotation).
Copy them back over the active files. For cert rotations,
restart the node after the swap.
Capacity planning checklist
A quick checklist before promoting a cluster to production:
	One UDP port pinned and open between every node pair in the
firewall.
	Discovery configured: shared directory for the file backend, or
DNS records for the DNS backend, or static topology for the
static backend.
	active_size and passive_size sized to the cluster.
	auth_enabled = true (the default).
	dist_cookie rotated to a high-entropy secret. The default
cookie barrel_p2p is a placeholder.
	Cert and key directories on persistent storage; rotation
backup directory included in your backup policy.
	instrument exporter wired to your monitoring backend.
	Alerts on:	barrel_p2p.dist.auth.attempts{outcome=fail} sustained rate.
	barrel_p2p.hyparview.peer_down{reason=nodedown} spikes.
	barrel_p2p.dist_gc.reap rate vs steady-state baseline.
	barrel_p2p.dist.auth.duration_ms p95 trending up.


	A documented runbook for cert rotation and identity rotation.
	A documented procedure for adding and removing a node from the
cluster.

Containers and orchestrators
Two notes for containerised deployments:
	Barrel P2P needs persistent storage for data/quic/ and
data/keys/. On Kubernetes, mount a PersistentVolumeClaim
per pod. On docker-compose, mount a named volume per service.
Re-generating these on every restart is technically supported
(TOFU peers will simply re-pin), but it defeats most of the
point of Ed25519.
	Discovery: on Kubernetes, use a Service with a DNS name; on
docker-compose, use a static topology file (see
docker/cluster-topology.config in the project tree); on bare
metal, share the file-discovery directory between hosts.

The docker-compose stack under docker/ is the canonical
reference for a small, fully-authenticated cluster. Read its
docker-compose-auth.yml and cluster-topology.config if you
want to mirror the pattern.


  

    Authentication

Barrel P2P authenticates every dist connection with Ed25519
signatures. The authentication runs after the QUIC TLS handshake
and before Erlang's dist handshake, so two nodes that have not
proved possession of the right private key never reach the cookie
exchange.
This document covers what the protocol does, how trust works in
practice, and how you operate a cluster (provisioning, rotation,
recovery).
Why a second layer of identity
The QUIC TLS handshake gives us an encrypted transport, but the
certificate is self-signed. There is no certificate authority
barrel_p2p expects you to trust, and a fresh node generates its own
TLS material on first boot. So the TLS layer establishes a secure
channel, but it does not say who is on the other side.
The Ed25519 layer adds that. Each node has a long-lived Ed25519
keypair stored on disk. The public key is the node's identity;
the private key is what the node uses to prove that identity.
Across cert rotation, across reboots, across TLS material
regeneration, the Ed25519 keypair persists. Peers trust each
other by pinning each other's public key under the node atom.
The cluster also retains the standard Erlang dist cookie. With
Ed25519 enabled, the cookie is a defense-in-depth layer; with
Ed25519 disabled (which we do not recommend in production), it is
the only authentication that remains.
The handshake
When two nodes connect, immediately after the QUIC TLS handshake
finishes, each side opens one unidirectional QUIC stream toward
the other. The four streams (two per side, one for sending, one
for receiving) carry the auth protocol:
Node A (client)                          Node B (server)
      |                                        |
      |--HELLO(node_A, pubkey_A)-------------->|
      |<-HELLO(node_B, pubkey_B)---------------|
      |                                        |
      |--CHALLENGE(nonce_A, wall_ts_A)-------->|
      |<-CHALLENGE(nonce_B, wall_ts_B)---------|
      |                                        |
      |--RESPONSE(sig over nonce_B,ts_B,pub_A)>|
      |<-RESPONSE(sig over nonce_A,ts_A,pub_B)-|
      |                                        |
      |--OK----------------------------------->|
      |<-OK------------------------------------|
                    |
                    v
           Erlang dist handshake
Two design points are worth knowing.
The signed message includes the responder's own public key.
A signature over <<nonce, timestamp, responder_pubkey>> is bound
to the identity the responder claims. A signature from peer X
cannot be replayed against peer Y to impersonate X, because the
message X signs is different from the one Y would.
The window check uses monotonic time. The wall timestamp goes
on the wire so peers can sanity-check each other's clocks, but the
responder's own duration check uses erlang:monotonic_time/1. An
NTP step during the handshake will not cause a spurious failure.
Trust modes
The interesting decision happens on the server side after HELLO:
"have I seen this peer before, and does the key it just presented
match the one I have on file?"
	Scenario	TOFU mode	Strict mode
	No pin recorded	accept, pin the presented key	reject (untrusted_key)
	Pin matches presented	accept	accept
	Pin differs from presented	reject (key_mismatch)	reject (key_mismatch)

The "pin differs" case is rejected in both modes. TOFU does
not silently re-pin, no matter what mode the peer is in. Once a
peer is recorded, you have to remove the pin explicitly before a
different key for the same node atom can be accepted.
TOFU (default)
{barrel_p2p, [
    {auth_enabled, true},
    {auth_trust_mode, tofu}
]}
TOFU is the right default for most clusters. Joining a node is
zero-configuration, and the first-contact window is small in
practice: a malicious peer would have to outrace a legitimate one
to the first handshake. In a controlled environment, that
window is acceptable; the trade-off is operational simplicity.
The same property powers SSH's known_hosts model.
Strict
{barrel_p2p, [
    {auth_enabled, true},
    {auth_trust_mode, strict}
]}
Strict mode never auto-pins. Every peer the cluster needs to
accept must already have its public key on disk under
data/keys/trusted/<node-atom>.pub. This rules out the
first-contact window entirely; the price is that you must
provision keys before nodes can connect.
Strict mode is the right choice for clusters spanning untrusted
network segments, for compliance-driven environments, or any
context where the operator does not want a TOFU window to exist.
Where credentials live on disk
data/keys/
├── node.pub                      # 32 bytes, the node's Ed25519 public key
├── node.key                      # 32 bytes, the private key (chmod 0600)
└── trusted/
    ├── node1@host1.pub           # 32 bytes, raw public key
    ├── node2@host2.pub
    └── ...
The file format is the raw 32-byte public key. No PEM headers, no
base64. This matches the on-the-wire shape; the cluster does not
have a separate "import" step beyond placing the file.
A few invariants the runtime preserves:
	The private key file is created with mode 0600. The helper that
writes secret material (barrel_p2p_file:write_secure/2) chmods
the temporary file before any plaintext bytes are written, so
a co-tenant cannot race the write.
	Writes go through a tmp file and rename, so a crash mid-write
never leaves a half-written pin that the next boot would
silently drop.
	The keypair is consistency-checked on load: the public key on
disk must derive from the private key on disk. If they
disagree (because a previous rotation crashed mid-flight), the
load returns {error, keypair_mismatch} and the node refuses
to start until the operator decides which side is correct.

Provisioning
TOFU: nothing to do
In TOFU mode you do not provision anything. Start the cluster;
the first handshake of each pair pins both sides.
Strict: distribute public keys ahead of time
The minimum to get a strict cluster up is to copy every node's
public key to every other node's trusted/ directory.
Step 1: generate each node's keypair (the simplest way is to
boot once and stop):
erl -sname node1 -eval 'application:ensure_all_started(barrel_p2p), init:stop().'

Step 2: collect the public keys:
scp node1:data/keys/node.pub  /tmp/keys/node1@host1.pub
scp node2:data/keys/node.pub  /tmp/keys/node2@host2.pub
scp node3:data/keys/node.pub  /tmp/keys/node3@host3.pub

Step 3: distribute each public key to every other node:
for node in node1 node2 node3; do
    scp /tmp/keys/*.pub $node:data/keys/trusted/
done

Step 4: flip the mode on every node:
{barrel_p2p, [{auth_trust_mode, strict}]}
After this, the cluster will accept only the listed peers. Adding
a new node means provisioning its public key on every existing
node and provisioning theirs in its trusted/ directory.
Runtime registration
If running an automation tool, you can place keys without
restarting:
PeerPubKey = <<...32 bytes...>>,
ok = barrel_p2p_dist_keys:store_key('node@host', PeerPubKey).
store_key/2 writes the file atomically; the runtime is happy to
pick up the new pin without a restart on the receiving side.
Provisioning script
The same pattern as a small escript:
#!/usr/bin/env escript
%% provision_keys.escript: read NodeName.pub files into a trust dir.
main([KeyDir | Nodes]) ->
    lists:foreach(
        fun(NodeStr) ->
            Path = NodeStr ++ ".pub",
            case file:read_file(Path) of
                {ok, PubKey} when byte_size(PubKey) =:= 32 ->
                    Target = filename:join([KeyDir, "trusted", Path]),
                    ok = filelib:ensure_dir(Target),
                    ok = file:write_file(Target, PubKey),
                    io:format("provisioned ~s~n", [NodeStr]);
                _ ->
                    io:format("skipped ~s (bad size)~n", [NodeStr])
            end
        end,
        Nodes
    ).
Key rotation
Two rotations to keep distinct:
	Identity rotation (Ed25519 keypair). Takes effect on the
next handshake; no restart required on the rotating node.
Peers must accept the new identity (either via TOFU or by
having the new public key provisioned).
	Certificate rotation (QUIC TLS material). Requires a node
restart for the listener to load the new credentials.

Both are wrapped by barrel_p2p_rotate:
{ok, Info} = barrel_p2p_rotate:rotate_identity().
%% Info = #{key_file := PrivPath,
%%          cert_file := PubPath,
%%          backup_dir := BackupPath,
%%          restart_required := false}

{ok, Info} = barrel_p2p_rotate:rotate_cert().
%% Info#{restart_required := true}
Each call atomically writes the new material and moves the old
material to <dir>/backups/<UTC-timestamp>/. The backup directory
is what you copy back if you decide to roll back.
Identity rotation runbook
{ok, _} = barrel_p2p_rotate:rotate_identity().
The new public key takes effect on the next handshake. What you
do next depends on the peer side's trust mode:
	TOFU peers will see the new identity, notice that they have
no pin for this node atom (because the old pin was removed when
the operator chose to rotate), and pin the new key. Existing
trust entries pointing at the old key remain in the peer's
store until you clean them out, which means rolling back to the
old identity would still succeed; if that is not what you want,
also delete the old pin on every peer.
	Strict peers will reject the new identity until you have
provisioned the new public key on each of them. The rotation
log line includes the new fingerprint; record it.

Certificate rotation runbook
A cert rotation requires a node restart. The recommended order
per node:
	barrel_p2p:leave/0 so peers move you to passive view
immediately.
	barrel_p2p_rotate:rotate_cert/0.
	application:stop(barrel_p2p) then init:stop/0.
	Bring the node back up; the listener loads the new cert.

Peers will see one peer_down event and re-establish on next
demand. The Ed25519 identity is independent of the cert; it is
not affected.
Rollback
The backup directory keeps the previous node.crt/node.key
(for cert rotation) or node.pub/node.key (for identity
rotation). Copy them back over the active files manually. For
cert rotations, restart the node after the swap.
Inspecting state
%% This node's identity.
{ok, MyPub} = barrel_p2p_dist_auth:get_public_key().
barrel_p2p_dist_keys:fingerprint(MyPub).        %% SHA-256 of the pubkey

%% All pinned peers.
barrel_p2p_dist_keys:list_trusted().

%% A specific peer's pinned key, if any.
barrel_p2p_dist_keys:lookup_pin('peer@host').
%% => not_pinned | {pinned, <<32 bytes>>}

%% Current trust mode.
barrel_p2p_dist_keys:get_trust_mode().
%% => tofu | strict
Cookie-only peers
A small escape hatch: cookie_only_nodes is a list of node-atom
patterns that are exempt from the Ed25519 handshake. They get
through on the strength of the dist cookie alone.
{barrel_p2p, [
    {cookie_only_nodes, ['probe@*', 'monitor@trusted.example']}
]}
Patterns support * as a wildcard on either the name or host
half of the atom. This is meant for one specific case:
short-lived probes (an erl_call-style helper, a monitoring
agent) that cannot carry an Ed25519 keypair and that you trust
on cookie grounds.
The check is symmetric. If the cluster runs without this
whitelist on the client side, the client refuses an unsolicited
AUTH_OK from a server even if the server thinks the client is
in its own cookie_only list. Both ends must list the peer for the
short-circuit to apply.
API reference
barrel_p2p_dist_keys
	Function	Purpose
	store_key/2	Pin a peer's public key (permanent).
	store_key_if_new/2	Pin only if no pin exists; TOFU primitive.
	lookup_pin/1	not_pinned or {pinned, Key}.
	lookup_key/1	{ok, Key} or {error, not_found} (legacy).
	is_trusted/2	true if the presented key matches the pin.
	delete_key/1	Remove a pin from the store.
	list_trusted/0	All current pins.
	set_trust_mode/1	Switch between tofu and strict at runtime.
	get_trust_mode/0	Current trust mode.
	fingerprint/1	SHA-256 of a public key, for logs.

barrel_p2p_dist_auth
	Function	Purpose
	ensure_keypair/0	Generate the local keypair if missing.
	get_public_key/0	Read node.pub.
	get_private_key/0	Read node.key.
	is_cookie_only_allowed/1	Check the cookie_only_nodes whitelist.
	validate_peer_ts/1	Wall-clock skew sanity check (defense-in-depth).

barrel_p2p_rotate
	Function	Purpose
	rotate_identity/0,1	Replace the Ed25519 keypair. No restart needed.
	rotate_cert/0,1	Replace the QUIC TLS material. Restart required.

Configuration reference
{barrel_p2p, [
    %% Master switch. Defaults to true. Setting this to false in
    %% production removes the Ed25519 layer; the dist cookie
    %% becomes the only authentication. Do not do this.
    {auth_enabled, true},

    %% Trust mode: tofu | strict.
    {auth_trust_mode, tofu},

    %% Directory holding the local keypair and the trust store.
    {auth_key_dir, "data/keys"},

    %% Handshake budget. The full Ed25519 round-trip must complete
    %% within this many milliseconds; otherwise the connection is
    %% closed.
    {auth_handshake_timeout, 10000},

    %% Acceptable skew (per direction) between the local clock
    %% and the peer's wall-clock timestamps in the CHALLENGE.
    %% The local handshake duration check uses monotonic time;
    %% this controls the cross-host sanity check.
    {auth_timestamp_window, 30000},

    %% Short-circuit list. Each entry is a node-atom pattern with
    %% optional `*` wildcards.
    {cookie_only_nodes, []}
]}.
Security notes
	Keep node.key mode 0600. Barrel P2P writes new keys this
way; if you copy files in from elsewhere, verify the
permissions.
	Use strict mode when the network is hostile. TOFU's
first-contact window is small but not zero. If your cluster
spans untrusted networks, provision keys before nodes meet.
	Treat key_mismatch as a security event. The log line
identifies the peer and the fingerprints involved. A legitimate
rotation produces the line on every peer until the new pin is
in place; an unexpected occurrence is worth investigating.
	Keep clocks roughly synchronised. The wall-time
cross-check is 30 seconds wide by default. NTP-level
synchronisation is sufficient; you do not need millisecond
precision.
	Rotate the dist cookie. The default cookie barrel_p2p is a
placeholder. Set dist_cookie to a high-entropy value in any
environment where you would not be comfortable disabling Ed25519.



  

    Manage node keys

Every barrel_p2p node has two on-disk credentials: an Ed25519 identity
keypair (the node's identity, used to authenticate peers) and a QUIC TLS
certificate (secures the transport). This guide is the task-first version:
create them, read a node's fingerprint, and share keys so peers trust each
other. For the protocol and trust-mode background, see
Configure authentication.
Where keys live
data/
├── quic/
│   ├── node.crt          # TLS certificate (self-signed, auto-generated)
│   └── node.key          # TLS private key (chmod 0600)
└── keys/
    ├── node.pub          # Ed25519 public key (raw 32 bytes) - the identity
    ├── node.key          # Ed25519 private key (raw 32 bytes, chmod 0600)
    └── trusted/
        └── <node>.pub    # one pinned public key per trusted peer
The Ed25519 public key file is the raw 32 bytes, no PEM, no base64. The
directory is the auth_key_dir env (default data/keys); the cert dir is
quic_cert_dir (default data/quic).
Create a node's keys
You normally do nothing: both credentials are generated on first boot if
missing. To create them ahead of time without starting a cluster, boot the
application once and stop:
erl -sname tmp -eval 'application:ensure_all_started(barrel_p2p), init:stop().'

This writes data/keys/node.{pub,key} and data/quic/node.{crt,key}. To
pre-generate just the TLS material (for example to bake it into an image),
use the helper script:
_build/default/lib/barrel_p2p/priv/bin/barrel_p2p_gen_cert.sh --out-dir data/quic

Flags: --out-dir, --cn, --days, --key-bits, --force (idempotent
unless --force).
Persist data/keys/ across restarts so a node keeps its identity. If you
lose it, the node generates a new identity and peers must re-trust it.
Read a node's fingerprint
Share the fingerprint (a SHA-256 of the public key) to verify a node out of
band, the same way you would compare an SSH host key:
{ok, Pub} = barrel_p2p_dist_auth:get_public_key().
barrel_p2p_dist_keys:fingerprint(Pub).        %% <<...32 bytes...>>
Share keys with peers
How you share depends on the trust mode (auth_trust_mode).
TOFU (default): nothing to do
In tofu mode the first handshake of each pair pins both sides
automatically. Just start the nodes. A pin never silently changes
afterwards: if a node later presents a different key for the same node
name, the connection is rejected (key_mismatch).
Strict: distribute public keys ahead of time
In strict mode a peer is accepted only if its public key is already in
data/keys/trusted/<node>.pub. Provision before nodes meet.
	Collect each node's public key, naming the file after its node atom:
scp node1:data/keys/node.pub  /tmp/keys/node1@host1.pub
scp node2:data/keys/node.pub  /tmp/keys/node2@host2.pub


	Copy every public key into every node's trust store:
for n in node1 node2; do scp /tmp/keys/*.pub $n:data/keys/trusted/; done


	Set strict mode on each node:
{barrel_p2p, [{auth_trust_mode, strict}]}


Adding a node later means provisioning its key on every existing node and
theirs on the new node.
Share a key at runtime (no restart)
From an automation tool or a running node, pin a peer's key directly; the
file is written atomically and picked up without a restart:
ok = barrel_p2p_dist_keys:store_key('peer@host', PeerPubKey).   %% PeerPubKey :: <<_:256>>
Verify what is trusted
barrel_p2p_dist_keys:list_trusted().              %% all pins
barrel_p2p_dist_keys:lookup_pin('peer@host').     %% not_pinned | {pinned, <<32 bytes>>}
barrel_p2p_dist_keys:get_trust_mode().            %% tofu | strict
To replace a pin (after a peer rotates its identity, below), delete the old
one first; TOFU never re-pins over a different key:
ok = barrel_p2p_dist_keys:delete_key('peer@host').
Rotate keys
	Identity (Ed25519): barrel_p2p_rotate:rotate_identity() takes effect on
the next handshake, no restart. TOFU peers re-pin; strict peers need the
new public key provisioned first.
	Certificate (TLS): barrel_p2p_rotate:rotate_cert() needs a node
restart to load the new cert; the identity is unaffected.

Both move the old material to a timestamped backup dir for rollback. See the
rotation runbooks in Configure authentication.
See also
	Configure authentication - trust modes, the
handshake, cookie-only peers, the full key API and config reference.
	Create an application - where keys
fit when you build an app from scratch.



  

    Observability

A barrel_p2p cluster has three categories of telemetry you will want
in production: membership transitions, authentication outcomes,
and dist-layer events (broadcast, GC, migration). All of them go
through one module, barrel_p2p_metrics, which in turn emits to the
instrument library.
The principle: every emit site is wrapped in a try/catch. A
misconfigured exporter cannot crash protocol code. If instrument
is not running, the emit becomes a no-op.
This document is the catalogue, organised by subsystem, plus a
short guide on wiring an exporter.
Conventions
	Instrument names are dot-namespaced under
barrel_p2p.<subsystem>.<event>.
	Attribute keys are atoms: peer, outcome, reason, role,
from, target.
	Counter values are integers; histogram values are milliseconds.
	The instrument application must be started; otherwise emits
silently no-op.

Membership (HyParView)
	Name	Kind	Attributes	Fires when
	barrel_p2p.hyparview.peer_up	counter	peer	A node enters the local active view
	barrel_p2p.hyparview.peer_down	counter	peer, reason	A node leaves the active view
	barrel_p2p.hyparview.joined	counter	-	The local node joined the cluster
	barrel_p2p.hyparview.left	counter	-	The local node left the cluster
	barrel_p2p.hyparview.shuffle	counter	target	The local node initiated a shuffle
	barrel_p2p.hyparview.pending_timeout	counter	peer	A pending JOIN/CONNECT/NEIGHBOR backstop fired

reason is normalised: an atom stays as-is, a {tag, _} tuple is
reduced to its tag, anything else becomes other.
The pending_timeout counter is a backstop. A non-zero rate means
some of your peers are responding to JOIN but never producing a
peer_connected or peer_failed callback; this usually points at
a network drop in one direction. The cluster recovers, but it is
worth investigating.
Authentication
	Name	Kind	Attributes	Records
	barrel_p2p.dist.auth.attempts	counter	role, outcome	One per handshake attempt
	barrel_p2p.dist.auth.duration_ms	histogram	role, outcome	Handshake wall time, milliseconds

role is outgoing (we dialed) or incoming (we accepted).
outcome is ok or fail. A handshake that crashes counts as
fail; the metric is recorded before the exception is re-raised,
so you never lose an attempt.
A non-trivial fail rate is the signal worth alerting on. A pinned
peer reconnecting with a new key, a wrong cookie, a clock skew
beyond the configured window: all of these surface as fail.
Plumtree gossip
	Name	Kind	Attributes	Fires when
	barrel_p2p.plumtree.gossip.sent	counter	-	Each GOSSIP frame placed on the wire
	barrel_p2p.plumtree.gossip.received	counter	from	A GOSSIP frame arrives
	barrel_p2p.plumtree.ihave.sent	counter	-	Each IHAVE frame placed on the wire
	barrel_p2p.plumtree.graft.sent	counter	peer	A GRAFT request is sent
	barrel_p2p.plumtree.prune.sent	counter	peer	A PRUNE notification is sent

sent counters add length(Peers) per fanout, so the totals
match the number of frames placed on the wire, not the number of
broadcasts.
A reasonable health check: the ratio of graft.sent to
gossip.received should be small. A high graft rate means lots
of self-healing, which is usually a symptom of churn in the
active view.
Idle dist-channel GC
	Name	Kind	Attributes	Fires when
	barrel_p2p.dist_gc.reap	counter	peer	The reaper closes an idle dist channel

A non-zero rate is normal. It means Pid ! Msg opened ad-hoc dist
channels that no one used afterwards. A sustained burst suggests
the sweep period or min_age tuning is too aggressive for your
workload, or that your application closes dist channels too often.
Connection migration
	Name	Kind	Attributes	Fires when
	barrel_p2p.dist.migrate	counter	peer, outcome	A call to barrel_p2p:migrate_peer/1,2

outcome is ok when path validation succeeded, otherwise
fail. If you wrote a custom trigger (see
migration.md), the peer attribute tells you
which peer the trigger acted on.
Router and service proxy
	Name	Kind	Attributes	Fires when
	barrel_p2p.router.request_dropped	counter	-	A route request was refused (cap reached)
	barrel_p2p.service_proxy.cast_dropped	counter	-	An overlay cast was refused (cap reached)

These are operator signals. A non-zero rate means the router or
a proxy is hitting its in-flight cap. If sustained, raise
router_max_in_flight or proxy_cast_max_in_flight in
sys.config.
Streams demultiplexer
	Name	Kind	Attributes	Fires when
	barrel_p2p.streams.preamble_dropped	counter	-	An inbound stream was reset for not completing the tag preamble

A non-zero rate suggests a buggy peer is opening streams without
sending the tag preamble. In production this should be zero.
Wiring an exporter
instrument does not ship a standalone HTTP server. It gives you
the building blocks; you wire them into whatever HTTP layer your
release already uses.
Prometheus
instrument_prometheus is a formatter, not a server. Two
functions matter:
	instrument_prometheus:format/0 returns the metrics body as a
binary (Prometheus text exposition format).
	instrument_prometheus:content_type/0 returns the matching
text/plain; version=0.0.4; charset=utf-8 header value.

A minimal cowboy handler:
-module(my_metrics_handler).
-export([init/2]).

init(Req0, State) ->
    Body = instrument_prometheus:format(),
    Headers = #{<<"content-type">> => instrument_prometheus:content_type()},
    Req = cowboy_req:reply(200, Headers, Body, Req0),
    {ok, Req, State}.
Wire it in your router and point your Prometheus scraper at the
resulting endpoint.
Barrel P2P emits as soon as its supervision tree is up. Make sure
instrument is in your release applications list (it is pulled in
as a transitive dependency of barrel_p2p, so you usually do not have
to add it explicitly).
OTLP
OTLP export is configured through the instrument application env
or through the standard OTEL_* environment variables. The
canonical setup lives in the upstream
instrument README;
barrel_p2p does not add or replace any of it.
A typical sys.config entry:
{instrument, [
    {service_name, <<"my_barrel_p2p_node">>}
]}.
Combined with OTEL_EXPORTER_OTLP_ENDPOINT=http://collector:4318
in the node's environment, this is enough for the metrics to flow.
What to alert on
A short list of metrics that tend to matter in production:
	barrel_p2p.dist.auth.attempts{outcome=fail} rate.
Sustained failures are either a misconfiguration (wrong
cookie, wrong proto_dist), a clock issue, a rotation in
progress, or an active attack. Either way they warrant a
human's attention.
	barrel_p2p.hyparview.peer_down{reason=nodedown} spikes.
A burst of node-downs usually means a network event. The
cluster recovers, but the spike is the trigger for
investigation.
	barrel_p2p.dist_gc.reap rate vs steady-state baseline.
A sudden change either way is worth looking at: a high rate
suggests an application opening too many ad-hoc dist
channels; a low rate after a baseline of activity may mean
channels are not being released.
	barrel_p2p.dist.auth.duration_ms p95. A creeping p95 is an
early signal that the cluster is loaded or that the
authentication code path is contending on file I/O (the
keypair is read from disk per attempt).



  

    Troubleshooting

A table per category, ordered by how often we see each symptom in
practice. Every row gives a likely cause and a place to look.
The structure of every cell: what you see, what is probably
happening, and the code or configuration to inspect. Where the
fix is simple, it is included; where it requires a runbook, the
relevant doc is linked.
A node fails to boot
	Symptom	Likely cause	What to do
	Protocol 'quic': register/listen error: {credentials,no_credentials}	TLS material missing, listener cannot find a cert/key	Check data/quic/node.crt and data/quic/node.key exist and are readable. Run priv/bin/barrel_p2p_gen_cert.sh to generate by hand.
	barrel_p2p_dist: cert ensure failed: <reason>	Cert directory is not writable	Confirm auth_key_dir / quic_cert_dir point to a writable path. Check disk quota.
	Boot fails with {barrel_p2p_dist, auth_enabled_without_callback}	barrel_p2p.auth_enabled = true but the projected auth_callback is undefined (you set it explicitly)	This is fail-safe behaviour. Either set auth_enabled = false or do not override the auth callback.
	Failed to initialize keypair: <reason>	Cannot write to auth_key_dir	Verify filesystem permissions and free space.
	{error, keypair_mismatch} on load	Identity rotation crashed mid-flight; node.pub does not derive from node.key	Restore from the most recent data/keys/backups/<ts>/ or regenerate with barrel_p2p_rotate:rotate_identity/0.

A peer cannot connect
	Symptom	Likely cause	What to do
	Key mismatch for node <peer> - existing key differs from presented key	A peer's identity rotated, or someone is impersonating it	If you just rotated keys, delete the stale pin and let TOFU re-pin (barrel_p2p_dist_keys:delete_key/1). Otherwise treat as a security event.
	{auth_rejected, untrusted_key}	Strict mode, no pin for this peer	Provision the peer's public key (barrel_p2p_dist_keys:store_key/2) or switch to TOFU.
	auth_stream_timeout	The handshake did not complete within auth_handshake_timeout (default 10s)	Inspect the network between peers. Raise the timeout if the link is genuinely slow.
	{auth_rejected, signature_invalid}	Wrong private key in use, or clock skew beyond the wall-time window	Verify the keypair on disk derives correctly (barrel_p2p_dist_auth:load_keypair/1); check auth_timestamp_window and NTP.
	{error, unexpected_auth_ok}	A server sent AUTH_OK but the client did not have the target in its own cookie_only_nodes	Cookie-only is symmetric: both ends must list the peer. Either provision the whitelist on both sides or remove cookie_only_nodes.
	Pid ! Msg returns immediately but the peer never receives	Dist channel silently closed (reaped, or remote nodedown)	Check erlang:nodes/0 on both sides; check the barrel_p2p.dist_gc.reap rate; resend (auto-connect will reopen).

A new node cannot find the cluster
	Symptom	Likely cause	What to do
	barrel_p2p:active_view/0 always empty	Discovery chain returns nothing for the contact nodes	Inspect each backend in barrel_p2p.discovery_backends. The file backend needs a shared directory; the DNS backend needs records.
	barrel_p2p_discovery_dns: no records for <host> in the log	DNS records missing	Confirm the zone publishes records for the host portion of every node atom.
	File-based discovery: peer not visible to other hosts	Discovery directory is local to each host	Mount a shared volume; use rsync/NFS; or switch to the DNS backend.
	[barrel_p2p_app] no listen port found; skipping discovery publish	The QUIC listener did not bind, or the node is not running -proto_dist barrel_p2p	Confirm the listener bound (netstat -unlp | grep beam). Confirm -proto_dist barrel_p2p in your boot args.

Cluster membership instability
	Symptom	Likely cause	What to do
	Nodes oscillate in and out of the active view	Network instability or max_fail_count too low	Inspect barrel_p2p.hyparview.peer_down by reason. Tune max_fail_count, base_backoff_ms.
	Active view grows past active_size	Should not happen post-decoupling; HyParView caps the active view itself	Confirm the running build. barrel_p2p:active_view/0 should never exceed active_size; erlang:nodes/0 may legitimately be larger.
	peer_up/peer_down events arrive in unexpected orders	Multiple shuffles interleaving	Order is best-effort; consume both events and treat them as state transitions, not strict sequences.

Discovery and ports
	Symptom	Likely cause	What to do
	Connection refused on the dist port	Firewall, or listen_port not what you think	netstat -unlp | grep beam shows the actual port; check container or host firewall rules.
	A new container cannot reach existing peers	docker-compose discovery shares no state between containers	Provide a static topology (see docker/cluster-topology.config in the project), or share a volume for the file backend.

Idle dist-channel GC
	Symptom	Likely cause	What to do
	barrel_p2p.dist_gc.reap rate is high	Application opens dist channels faster than GC's min_age	Raise dist_gc_min_age_ms so transient sends do not get reaped mid-conversation.
	Streams on a non-active peer keep disappearing	Stream owners are short-lived pids; GC sees no live owner	Pin a long-lived owner pid for any stream you expect to outlive the call that opened it.
	GC never reaps anything	Every peer is in active view or carries a live stream	This is correct behaviour; no action needed.

Cookies and Erlang dist handshake
	Symptom	Likely cause	What to do
	{exit, normal} immediately after dist handshake start	Cookie mismatch	Set barrel_p2p.dist_cookie to the same value on every node; barrel_p2p_app applies it at start.
	Peer "connects" but nodes/0 shows only the local node	Proto_dist mismatch or cookie mismatch	Confirm both sides have -proto_dist barrel_p2p and the same cookie atom.

Metrics absent or zero
	Symptom	Likely cause	What to do
	No barrel_p2p.* instruments in the exporter	instrument not started, or no exporter wired	application:which_applications/0 must show instrument. Confirm the exporter (Prometheus/OTLP/live) is started.
	Counters present but always zero	The code path never fired on this run	Cross-check the seam in the relevant module (barrel_p2p_hyparview_events, barrel_p2p_dist_auth_stream, barrel_p2p_plumtree, barrel_p2p_dist_gc).
	dist.auth.attempts{outcome=fail} rising	Something rejected the handshake (key, cookie, clock, mode)	Skim the recent log for key_mismatch, untrusted_key, signature_invalid, auth_stream_timeout.

When to look at logs vs metrics
	Metrics are good for "is something happening at the wrong
rate". Use them for paging, dashboards, capacity planning.
	Logs are good for "what was the specific reason". The auth
rejection log lines carry the node atom and (for key mismatch)
the fingerprints; the discovery log lines carry the host that
failed to resolve.

Both layers share a vocabulary; if you see key_mismatch in a
log, expect the dist.auth.attempts{outcome=fail} counter to
have moved at the same time.


  

    Connection migration

Barrel P2P runs the Erlang distribution channel on a single QUIC
connection per peer. QUIC supports connection migration: an
established session can rebind to a new local UDP 4-tuple without
losing keys, ordering, or streams. RFC 9000 §9 specifies the
mechanism; barrel_p2p exposes it as a one-shot trigger.
This document covers when migration is useful, how to call it,
and a small watchdog recipe for driving it from an application.
What migration solves
Three motivating cases:
	A laptop running barrel_p2p moves from Wi-Fi to a wired link, or
from one Wi-Fi network to another, or from Wi-Fi to a cellular
uplink. The local IP changes; the peer expects packets on the
old 4-tuple.
	A server's outbound IP changes because of a CGNAT shuffle, a
routing-table change, or a NIC swap. The peer holds a
connection that is now silently dead.
	A user-space tunnel (WireGuard, MASQUE, an SSH ProxyCommand)
reconnects and exposes a new local socket.

In each case the alternatives are unsatisfactory: closing and
re-establishing the dist channel triggers HyParView churn,
flushes any in-flight Erlang dist data, and (with strict trust
mode) requires a full re-handshake. Migration moves the session
to the new path in milliseconds, with no observable interruption
in the Erlang layer.
Migration is not something barrel_p2p does on its own. It is an
application-driven trigger: you decide when the local network has
changed enough to warrant a path validation.
The API
ok                              = barrel_p2p:migrate_peer(Node).
ok                              = barrel_p2p:migrate_peer(Node, #{timeout => 5000}).

%% Errors:
{error, not_connected}          %% no current dist channel to Node
{error, no_conn}                %% controller alive but QUIC conn gone
{error, peer_disable_migration} %% peer set the transport-param flag
{error, timeout}                %% path validation didn't complete in time
The call is synchronous. It blocks until the new path is
validated by the QUIC layer (the PATH_CHALLENGE / PATH_RESPONSE
exchange) or until the timeout fires. The default timeout is
5000 ms.
On success the dist channel and any open user streams ride
through; the application does not see an interruption.
Error semantics
A short note on each error.
	{error, not_connected} and {error, no_conn} mean there is
nothing to migrate. The dist channel does not exist or has
already gone away. Wait for peer_up and try again.
	{error, peer_disable_migration} is terminal for the
connection. The peer set the QUIC
disable_active_migration transport parameter at handshake
time; no migration on this connection will ever succeed.
Cache this fact and skip the peer until HyParView reports
peer_down/peer_up. Retrying on the same connection wastes
time.
	{error, timeout} means the new path did not validate within
the budget. Either the new route is genuinely broken (in
which case HyParView will notice the failure and demote the
peer at its own cadence), or it is simply slow. Retrying
with a larger timeout is fine; the old path remains usable
while the new path is being validated.

Writing a trigger
Barrel P2P does not run an automatic migration policy. The
deliberate choice: deciding "the network has changed" depends on
your environment (mobile device, container with a CGNAT, custom
tunnel), and a one-size-fits-all heuristic would be wrong for
half of them.
The pieces you need are already public:
	barrel_p2p:subscribe/0 produces peer_up / peer_down events,
so a trigger knows the current active view.
	barrel_p2p_path_stats:srtt/1 returns the smoothed RTT for a
peer's underlying QUIC path.
	barrel_p2p_path_stats:summary/1 returns a richer snapshot
(srtt, latest_rtt, cwnd, in_flight, congested).
	barrel_p2p:migrate_peer/1,2 is the trigger.

Recipe: srtt-threshold watchdog
The simplest useful trigger samples each active peer's SRTT
periodically and migrates a peer whose SRTT exceeds a threshold
on two consecutive samples:
-module(my_migration_watchdog).
-behaviour(gen_server).
-export([start_link/0]).
-export([init/1, handle_call/3, handle_cast/2, handle_info/2]).

-define(SAMPLE_MS, 5000).
-define(THRESHOLD_US, 200000).   %% 200 ms

start_link() ->
    gen_server:start_link(?MODULE, [], []).

init([]) ->
    ok = barrel_p2p:subscribe(),
    erlang:send_after(?SAMPLE_MS, self(), tick),
    {ok, #{strikes => #{}}}.

handle_info(tick, #{strikes := Strikes} = S) ->
    NewStrikes = lists:foldl(fun sample/2, Strikes, barrel_p2p:active_view()),
    erlang:send_after(?SAMPLE_MS, self(), tick),
    {noreply, S#{strikes := NewStrikes}};

handle_info({barrel_p2p_event, {peer_down, Node, _}}, #{strikes := Strikes} = S) ->
    {noreply, S#{strikes := maps:remove(Node, Strikes)}};

handle_info(_, S) ->
    {noreply, S}.

handle_call(_, _, S) -> {reply, ok, S}.
handle_cast(_, S)    -> {noreply, S}.

sample(Node, Strikes) ->
    case barrel_p2p_path_stats:srtt(Node) of
        {ok, Us} when Us > ?THRESHOLD_US ->
            case maps:get(Node, Strikes, 0) of
                N when N >= 1 ->
                    %% Spawn so we do not block the watchdog tick on
                    %% the synchronous migrate call.
                    spawn(fun() -> barrel_p2p:migrate_peer(Node) end),
                    maps:remove(Node, Strikes);
                N ->
                    Strikes#{Node => N + 1}
            end;
        _ ->
            maps:remove(Node, Strikes)
    end.
Two design points worth keeping in your own watchdog:
	Do not block the trigger on migrate_peer/1. Path
validation can take up to the configured timeout (default
5000 ms). Spawn the call so the sample cadence stays steady.
	Cache peer_disable_migration. Once a peer returns it,
retries on the same connection will always return the same
error. Skip the peer until you see peer_down/peer_up.

Other trigger sources
Anything that signals a local network change can drive the same
call:
	Linux inet/netlink events on default-route flip.
	macOS SCNetworkReachability notifications.
	A user-space VPN/tunnel daemon that just rebound its local
socket.
	An MDM agent telling the node "you're now on cellular".
	A docker network reconfiguration.

In each case the trigger code is the same one-line call to
barrel_p2p:migrate_peer(Node). The trigger itself is your code
and your decision.
Multi-peer migration
Migrating only one peer is the common case (one peer is on a new
route; the others remain reachable). If your local network change
affects many or all peers, iterate:
[ spawn(fun() -> barrel_p2p:migrate_peer(N) end)
  || N <- barrel_p2p:active_view() ].
Spawning per call keeps the trigger from serialising on a slow
peer's timeout.
Interaction with relays
If you are routing some peers through an external relay (see
external-relay.md), the same migration
primitive applies: register a new socket adapter pointing at the
new relay path, then call barrel_p2p:migrate_peer/1,2. The
running QUIC connection migrates to the new path; the dist
controller continues sending on the new adapter.
This is how a relay swap can be done without dropping any
in-flight dist traffic.


  

    Running barrel_p2p dist over an external relay

Barrel P2P assumes nodes can reach each other directly. The
codebase contains no NAT traversal, no UDP hole punching, and no
firewall-bypass logic. When two peers cannot route to each other
directly, the recommended path is to send the dist UDP traffic
through an external relay that you already trust to handle
the traversal: a forwarding proxy, a MASQUE CONNECT-UDP gateway,
a WireGuard tunnel, an SSH ProxyCommand, or any other transport
your environment provides.
This document describes the seam the upstream
quic_dist layer
exposes for that purpose and gives one worked example. The
barrel_p2p-specific work is small; most of the integration lives
outside this codebase.
The seam: per-node connect-time overrides
Barrel P2P's distribution layer is quic_dist. Before opening a
QUIC connection to a peer, quic_dist:setup/5 consults a small
ETS table of per-node overrides:
quic_dist:set_connect_options(Node, Opts).
quic_dist:get_connect_options(Node).
quic_dist:clear_connect_options(Node).
Opts is a map merged on top of the defaults quic_dist would
otherwise use for the connection. It is consumed once: the next
setup/5 against the same node sees no override unless you set
it again. This makes the seam easy to compose with a supervisor
that re-registers the override after every reconnect, and
straightforward to use for one-shot operations.
The two keys that matter for a relay:
#{
  socket_backend => adapter,
  socket_adapter => Adapter
}
Adapter is a map describing a custom datagram transport that
erlang_quic will use instead of opening a real UDP socket. The
upstream quic_socket.erl documents the callbacks; at a high
level you provide functions for open/1, send/4, and an event
stream that hands inbound datagrams back to QUIC.
Because the QUIC handshake, the Ed25519 auth callback, and the
Erlang dist handshake all run on top of whatever socket the
adapter exposes, no other code in barrel_p2p needs to know about
the relay. The adapter looks like a UDP socket to everything
above it.
A worked example
Route a single peer through a hypothetical MASQUE-style relay:
ok = quic_dist:set_connect_options('peer@remote', #{
    socket_backend => adapter,
    socket_adapter => my_relay_adapter:new(#{
        proxy  => <<"https://proxy.example.com/connect-udp/">>,
        target => {<<"remote">>, 4433},
        token  => os:getenv("RELAY_TOKEN")
    })
}),

%% This call uses the relay. Subsequent reconnects without a
%% fresh set_connect_options would fall back to a direct
%% connection (which would fail in this scenario).
true = net_kernel:connect_node('peer@remote').
my_relay_adapter is your module: it implements the quic_socket
adapter contract for whatever protocol your relay speaks. Barrel P2P
does not ship one. The protocol-specific work, including
authentication against the relay and re-handshake on tunnel
disconnect, lives in your adapter.
For long-lived static routing (always relay this peer), put the
set_connect_options call in a small supervisor that
re-registers on every {nodedown, 'peer@remote'} event.
Migrating between relays
QUIC connection migration lets an established session move to a
different UDP path without renegotiating keys or losing streams.
The same barrel_p2p:migrate_peer/1,2 primitive that handles
local-network changes also handles relay swaps:
	Establish a new socket adapter pointing at the new relay path
(whatever "new relay path" means in your protocol).
	Call barrel_p2p:migrate_peer(Node, #{timeout => 5000}) to
migrate the running connection.
	After migration succeeds, the dist controller continues
sending on the new path.

See migration.md for the migration primitive and
a watchdog recipe.
What barrel_p2p does not do
It is worth being explicit about what is not part of the
barrel_p2p codebase:
	No STUN.
	No UPnP/NAT-PMP/PCP discovery.
	No ICE-style candidate gathering.
	No UDP hole punching.
	No automatic "direct first, then relay" fallback.

The decision of when to relay and when to go direct is the
operator's. Barrel P2P provides the seam; you provide the policy.
If you need any of these, run them out of process: a sidecar
daemon, a MASQUE proxy, a tailscale-style mesh. Present the
result as an adapter through the seam above. The dividing line
keeps the codebase small and keeps the protocol-specific
complexity outside the dist channel itself.


  

    Testing

Barrel P2P ships three layers of tests, in order of increasing
realism:
	EUnit and CT suites that run inside a single BEAM. Property
tests, gen_server fixtures, small two-node CT cases driven by
ct_slave or peer. No docker, no external network.
	Local multi-node CT suites that spawn slave BEAMs on the
same host and exercise the full dist handshake, including
Ed25519 authentication and the -proto_dist barrel_p2p boot
path. Still no docker.
	Docker e2e suites that bring up a multi-container cluster
on a bridged docker network, with the full transport, Ed25519
authentication, and orchestrated startup ordering.

This document explains what each layer covers, how to run it,
and where to look when something fails.
Quick reference
	Command	Scope
	rebar3 eunit	All EUnit tests (pure)
	rebar3 ct	All non-docker CT suites
	rebar3 check	xref + dialyzer + eunit + ct (the green-or-not signal)
	rebar3 ct --suite=test/<name>_SUITE	One CT suite
	BARREL_P2P_CT_SOAK=1 rebar3 ct --suite=test/barrel_p2p_soak_SUITE	The gated soak suite
	./docker/scripts/run_auth_tests.sh	Docker compose stack + auth integration suite
	./docker/scripts/run_auth_tests.sh --no-build	Same, reusing the existing image
	./docker/scripts/run_auth_tests.sh --cleanup	Tear down a previous run, do nothing else

A clean rebar3 check reports Passed N tests. Skipped K (K, 0) tests. where K accounts for the docker-only suite and the gated
soak suite, both of which print a tc_user_skip and exit
cleanly.
EUnit and property tests
These live under test/*_tests.erl (EUnit) and
test/*_prop_tests.erl (proper). They are fast and have no
external dependencies.
rebar3 eunit

The interesting ones for understanding the system:
	Module	Covers
	barrel_p2p_ormap_prop_tests	CRDT laws: commutativity, associativity, idempotence
	barrel_p2p_hlc_prop_tests	HLC monotonicity, total ordering, binary round-trip
	barrel_p2p_dist_protocol_prop_tests	Auth-protocol decode round-trip and fuzz survival
	barrel_p2p_streams_prop_tests	Tag preamble demux under random fragmentation
	barrel_p2p_streams_tests	Tagged user-stream demuxer edge cases
	barrel_p2p_dist_keys_tests	Trust store ops, atomic writes, fingerprint helper
	barrel_p2p_dist_tests	project_defaults/0 boot-time validation
	barrel_p2p_file_tests	Secure-write helper (chmod-before-write + rename)
	barrel_p2p_quic_cert_tests	Cert encoding (RFC 5280 validity, CSPRNG serial)

To run a single module:
rebar3 eunit --module=barrel_p2p_ormap_prop_tests

Local CT suites
These live under test/*_SUITE.erl. Most are single-node CT
suites that exercise one module's gen_server behaviour. A few are
multi-node:
	Suite	What it covers
	barrel_p2p_dist_basic_SUITE	Two-node cluster mechanics via ct_slave (no docker)
	barrel_p2p_dist_auth_basic_SUITE	Three-node Ed25519 key / trust API via ct_slave
	barrel_p2p_dist_auth_SUITE	Single-node CT around the auth protocol primitives
	barrel_p2p_proto_dist_SUITE	-proto_dist barrel_p2p boot path via the peer module
	barrel_p2p_audit_e2e_SUITE	End-to-end coverage for the audit fixes (TOFU re-pin, AUTH_OK gate, etc.)
	barrel_p2p_hyparview_SUITE	HyParView state machine, including the pending-entry backstop
	barrel_p2p_plumtree_SUITE	Plumtree broadcast tree, subscriber lifecycle
	barrel_p2p_registry_SUITE	Service registry, proxies, via-callbacks
	barrel_p2p_router_SUITE	Service overlay routing, cache sweep, in-flight cap
	barrel_p2p_service_proxy_SUITE	Proxy fan-out cap, relay TTL/visited
	barrel_p2p_failure_SUITE	Failure scenarios under churn
	barrel_p2p_churn_SUITE	Sustained join/leave behaviour
	barrel_p2p_ormap_SUITE	CRDT add/remove/merge
	barrel_p2p_hlc_SUITE	HLC integration
	barrel_p2p_soak_SUITE	Gated soak (BARREL_P2P_CT_SOAK=1); broadcast burst on 5 nodes

To run one suite:
rebar3 ct --suite=test/barrel_p2p_dist_basic_SUITE

To run a single case:
rebar3 ct --suite=test/barrel_p2p_proto_dist_SUITE --case=two_node_connect

CT logs land in _build/test/logs/. The HTML index is
_build/test/logs/index.html.
Soak suite
BARREL_P2P_CT_SOAK=1 rebar3 ct --suite=test/barrel_p2p_soak_SUITE.erl

One active case (broadcast_burst): five nodes, 40 plumtree
broadcasts at 50 ms intervals, asserts every subscriber receives
every marker. Useful as a regression check on the gossip layer.
Other scaffolding cases (partition-and-heal,
cross-active-view-bang) live in the suite but are commented out
of all/0; they have proven flaky under QUIC dist and we run
them only manually.
Docker e2e
./docker/scripts/run_auth_tests.sh

What happens:
	The script builds the multi-stage Docker image
(docker/Dockerfile).
	docker compose -f docker/docker-compose-auth.yml up brings
up three cluster nodes (node1, node2, node3) with
auth_enabled=true and auth_trust_mode=tofu, and a
test_runner container.
	The test_runner waits for the cluster to be healthy
(/tmp/barrel_p2p_ready marker on each node), then runs
barrel_p2p_docker_auth_SUITE.
	The script exits with the test_runner's exit code; the stack
is torn down.

What the suite covers:
	Three-node TOFU bootstrap: each peer pins the others on first
contact.
	The Ed25519 challenge-response running through the upstream
quic_dist_auth callback.
	Trust persistence across restarts.
	Whitelist (cookie_only_nodes) pattern matching.
	Service registration and RPC across the cluster.
	Cluster reformation after a node restart.

Flags:
	--no-build reuses the existing image (faster after a code
change confined to test files).
	--cleanup tears down containers, networks, and volumes from
a previous run.

CT logs from the docker run land in test_results/ on the host
(via a bind mount).
Reading the results
test_results/index.html is the top-level CT report.
test_results/all_runs.html lists every run; click into a
specific one to see the per-case HTML.
The script's own exit code is 0 for green, non-zero on any
failure. CI consumes the exit code; the HTML is for humans.
Interactive testing
For poking at a running cluster by hand:
ERL_AFLAGS="-proto_dist barrel_p2p -epmd_module barrel_p2p_epmd -start_epmd false" \
rebar3 shell --config config/sys.config --sname node1

In another terminal:
ERL_AFLAGS="-proto_dist barrel_p2p -epmd_module barrel_p2p_epmd -start_epmd false" \
rebar3 shell --config config/sys.config --sname node2

On node2:
1> barrel_p2p:join('node1@yourhost').
ok
2> barrel_p2p:active_view().
['node1@yourhost']
3> rpc:call('node1@yourhost', barrel_p2p, active_view, []).
['node2@yourhost']
inet:gethostname/0 tells you the short hostname; both shells
need to resolve to the same yourhost.
Useful inspection:
%% Cluster + transport
barrel_p2p:active_view().
barrel_p2p:passive_view().
nodes().
sys:get_state(barrel_p2p_hyparview).

%% Trust + auth
barrel_p2p_dist_keys:list_trusted().
barrel_p2p_dist_keys:get_trust_mode().
{ok, Pub} = barrel_p2p_dist_auth:get_public_key().
barrel_p2p_dist_keys:fingerprint(Pub).

%% Process view
observer:start().
To run without auth (for faster local poking):
ERL_AFLAGS="-proto_dist barrel_p2p -epmd_module barrel_p2p_epmd -start_epmd false -barrel_p2p auth_enabled false" \
rebar3 shell --sname node1

Recovery
rebar3 ct reports '<some>_SUITE cannot be compiled or loaded'
for a suite you have not touched: probably stale .erl files
left in _build/test/lib/barrel_p2p/test/ from a different branch.
Wipe the test profile and try again:
rebar3 clean -a
rm -rf _build/test
rebar3 ct

peer:start boot-timeout errors during a CT run usually mean
the parent's code path was not propagated to the spawned BEAM.
The convention used by the suites is to pass -pa flags built
from code:get_path/0 explicitly; check the suite's
start_peer/3 helper if you see this.
Adding your own test
For a new EUnit module, create test/<name>_tests.erl and add
test functions ending in _test/0 or _test_/0. Properties go
in test/<name>_prop_tests.erl using the proper macro form
shown in the existing files.
For a CT suite, create test/<name>_SUITE.erl with the standard
all/0, init_per_suite/1, etc. Multi-node CT cases should
reuse the start_peer/3 helper from
barrel_p2p_proto_dist_SUITE (which is -compile([export_all])
specifically to be reusable across suites).


  

    Partition state across nodes

You have per-key state (a cache, a counter, an in-memory aggregate)
that is too big or too hot for one node, and you want each key handled
by exactly one node, with automatic hand-off when the cluster changes.
This is what barrel_p2p_shard gives you.
Route a key to its owner
Anywhere in the cluster, ask who owns a key and act accordingly:
handle(Key, Request) ->
    case barrel_p2p:place(Key) of
        Node when Node =:= node() ->
            handle_locally(Key, Request);
        Other ->
            %% Forward to the owner. Any transport works; a registered
            %% gen_server reached through the dist channel is simplest.
            gen_server:call({my_shard_server, Other}, {Key, Request})
    end.
Every node computes the same owner for Key, so a client can hit any
node and the request lands on the one node that holds the state.
Hold state for the partitions you own
A shard worker owns a slice of the ring. Subscribe to ownership events,
load state when you acquire a partition, and drop it when you lose one:
-behaviour(gen_server).

init(_) ->
    ok = barrel_p2p:subscribe_shard(),
    %% Take over whatever we already own at boot.
    Owned = [P || P <- lists:seq(0, ring_size() - 1), owns(P)],
    {ok, #{owned => sets:from_list(Owned), state => #{}}}.

handle_info({barrel_p2p_shard, {acquired, P}}, S) ->
    {noreply, load_partition(P, S)};
handle_info({barrel_p2p_shard, {released, P}}, S) ->
    {noreply, drop_partition(P, S)}.

owns(P) ->
    %% A partition is ours when its owner is this node.
    barrel_p2p:place({partition_probe, P}) =:= node().

ring_size() ->
    application:get_env(barrel_p2p, ring_size, 64).
To find which keys an event covers, map your keys to partitions with
barrel_p2p:partition(Key). Keep a key only if barrel_p2p:is_owner(Key).
Replicate a key across N nodes
For state you cannot afford to lose on a single node death, place a key
on its top-N owners and write to all of them:
put(Key, Value) ->
    [ gen_server:cast({my_shard_server, N}, {put, Key, Value})
      || N <- barrel_p2p:owners(Key, 3) ],
    ok.

get(Key) ->
    %% Read from the first reachable owner, best owner first.
    first_reachable(barrel_p2p:owners(Key, 3), Key).
When a node dies, HRW moves only that node's partitions, so the other
two replicas are unaffected and a fresh third owner is chosen for the
moved keys.
Make hand-off safe
Ownership is eventually consistent. During churn a partition can be
owned on two nodes for a short window before the member set converges,
so:
	Make acquired (load / take over) and released (drop / hand off)
idempotent: acquiring a partition you already serve, or dropping
one you already dropped, must be harmless.
	Do not treat losing a partition as data loss. The new owner loads the
same keys; if the data is authoritative elsewhere (a database, the
replicas above), hand-off is just moving the cache.

Tune the lease, cluster-wide
ring_size, member_heartbeat_ms, member_ttl_ms, and
member_skew_ms must be the same on every node, or nodes compute
different rings. Set them in sys.config:
{barrel_p2p, [
    {ring_size, 128},
    {member_heartbeat_ms, 2000},
    {member_ttl_ms, 6000}
]}.
A larger ring_size spreads keys more evenly and makes ownership
events finer-grained, at the cost of more per-partition bookkeeping.
Keep member_ttl_ms well above member_heartbeat_ms plus the clock
skew you expect, so a live node is never swept between beats.
See also
	Sharded placement for the model
and the consistency guarantees.



  

    Schedule durable jobs

You want to run something at a future time, somewhere in the cluster,
and have it survive the node that scheduled it. A cron-like "run the
nightly rollup at 02:00", a "retry this in 5 minutes", a "expire this
session at midnight". erlang:send_after/3 dies with its node;
barrel_p2p:remind/3 does not.
Schedule a one-shot job
Pick a stable Key, an absolute fire time, and a payload. Subscribe so
your process receives the fire:
-behaviour(gen_server).

init(_) ->
    ok = barrel_p2p:subscribe_reminders(),
    {ok, #{}}.

schedule_rollup(Date) ->
    Key     = {nightly_rollup, Date},
    FireAt  = at_0200(Date),                 %% ms, system_time scale
    Payload = #{date => Date},
    barrel_p2p:remind(Key, FireAt, Payload).

handle_info({barrel_p2p_reminder, {nightly_rollup, Date}, _Payload, Fence}, S) ->
    {noreply, run_rollup_once(Date, Fence, S)}.
The reminder fires on whichever node owns Key at 02:00, and is
delivered to that node's subscribers. The work runs there. If the node
that called schedule_rollup/1 is gone by then, a survivor that took
over the key fires it instead.
Subscribe everywhere the handler may run
You do not know in advance which node will own the key at fire time, so
subscribe on every node that can do the work. Only the owner delivers,
so exactly one node's subscribers see each fire in steady state. The
simplest shape is a registered worker started on every node, each
subscribing in init/1.
Fire after a delay
When you think in "from now" rather than absolute time:
%% Retry in 5 minutes.
barrel_p2p:remind_after({retry, JobId}, 5 * 60 * 1000, JobSpec).
remind_after/3 converts the delay to an absolute target immediately,
so every node agrees on the fire time even though the call happened on
one of them.
Write an idempotent handler
The guarantee is exactly-once in steady state, best-effort under churn
or a crash at the fire instant (see
durable reminders).
Treat the delivery as at-least-once and dedup on Fence, which is a
stable, comparable id for that exact reminder version:
run_rollup_once(Date, Fence, S) ->
    case mark_done(Date, Fence) of    %% atomic check-and-set in your store
        already_done -> S;
        ok           -> do_rollup(Date), S
    end.
If the job is naturally idempotent (an upsert, a "set state to expired"),
you can skip the dedup and just run it.
Reschedule and cancel
Re-setting the same Key replaces the reminder with a fresh version and
invalidates the old timer, so reschedule by calling remind/3 again:
barrel_p2p:remind(Key, NewFireAt, Payload).   %% replaces
barrel_p2p:cancel_reminder(Key).              %% cancels cluster-wide
Recurring jobs
Reminders are one-shot. For a recurring job, re-arm the next occurrence
from inside the handler:
handle_info({barrel_p2p_reminder, {nightly_rollup, Date}, P, Fence}, S) ->
    S1 = run_rollup_once(Date, Fence, S),
    Next = next_day(Date),
    ok = barrel_p2p:remind({nightly_rollup, Next}, at_0200(Next), P),
    {noreply, S1}.
Because the handler runs on the current owner, the chain keeps going
across node deaths: each fire arms the next on whoever owns the key then.
Mind the clock
Fire time is wall-clock, and nodes do not share a clock. A reminder can
fire a little early or late by the cluster's skew bound. It is right for
"around 02:00", not for hard real-time deadlines. Keep fire times
comfortably larger than the membership lease (member_ttl_ms) when you
rely on a survivor taking over after a crash, so the new owner is in the
ring well before the reminder is due.
See also
	Durable reminders for the model
and the exact guarantees.
	Sharded placement for the
ownership and hand-off mechanics underneath.



  

    Share replicated state

You want a small piece of state that every node can read and any node can
update: a cluster-wide config table, a set of feature flags, a routing
table. You want a write on one node to show up on the others, without
running Consul or etcd. barrel_p2p_map is a named, gossiped, last-write-
wins key-value map for exactly that.
The example here is a cluster-wide feature-flag map called flags.
Host the map on every node
A map is node-local: it only converges across the nodes that actually run
it. For a cluster-wide map, host it everywhere. The simplest way is to
declare it in the app env so every node starts it at boot:
%% sys.config
{barrel_p2p, [
    {replicated_maps, [
        {flags, #{}}
    ]}
]}.
Since every node ships the same config, flags exists cluster-wide with
no per-node call. For a runtime or ad-hoc map, call new_map/2 instead on
each node that should host it (for example from your own application
start):
{ok, _} = barrel_p2p:new_map(flags).
new_map is idempotent, so calling it again on a node that already runs
the map is a no-op.
Put and get
ok = barrel_p2p:map_put(flags, dark_mode, true),

{ok, true} = barrel_p2p:map_get(flags, dark_mode),   %% on any node
not_found  = barrel_p2p:map_get(flags, missing).
Reads are lock-free ETS reads; they never block on writes. map_keys/1
and map_to_list/1 return the live entries:
[dark_mode]          = barrel_p2p:map_keys(flags),
[{dark_mode, true}]  = barrel_p2p:map_to_list(flags).
A write on one node converges to the others eventually, not instantly.
After map_put on node A, node B sees the value once the delta gossips.
React to changes
Subscribe to receive a message on every change, local or remote:
init(_) ->
    ok = barrel_p2p:subscribe_map(flags),
    {ok, #{}}.

handle_info({barrel_p2p_map, flags, {put, Key, Value}}, S) ->
    {noreply, apply_flag(Key, Value, S)};
handle_info({barrel_p2p_map, flags, {remove, Key}}, S) ->
    {noreply, clear_flag(Key, S)}.
Subscribe on each node where a process needs to react: each node emits the
events for its own copy of the map. The owner monitors subscribers and
drops them automatically when they exit.
Validate values
Reject bad writes (local puts and incoming gossip) with a validator. It
runs on the writing node and on every node merging a delta, so a malformed
value never lands in the map:
%% via new_map/2
{ok, _} = barrel_p2p:new_map(flags, #{validator => fun erlang:is_boolean/1}),

{error, invalid_value} = barrel_p2p:map_put(flags, dark_mode, "yes").
In replicated_maps config, supply the validator as {Mod, Fun} (a fun
is not config-friendly):
{replicated_maps, [
    {flags, #{validator => {erlang, is_boolean}}}
]}.
Tune tombstone GC
A remove leaves a tombstone so the deletion propagates; a periodic sweep
drops old tombstones so the store stays bounded. The defaults (sweep every
second, drop after an hour) suit most maps. Lower the TTL only if you
remove keys often and want the store to shrink faster, and keep it well
above your gossip propagation time plus the membership lease:
{ok, _} = barrel_p2p:new_map(flags, #{scan_ms => 5000,
                                    tombstone_ttl_ms => 600000}).
Persist across a full-cluster restart
By default a map is in memory plus gossip, so a whole-cluster restart loses
it. Pass persist => true to back it with an on-disk write-ahead log plus
snapshots, recovered on boot:
{ok, _} = barrel_p2p:new_map(flags, #{persist => true}).
In replicated_maps config:
{replicated_maps, [
    {flags, #{persist => true}}
]}.
Writes are flushed before the call returns, and each node recovers its own
copy from disk on boot, after which the cluster re-converges. Give each node
its own barrel_p2p_map_data_dir (default data/maps). Persisted values must
be restart-safe data (no pids/ports/refs/funs). Note delete_map/1 removes
the persisted files on that node, so a re-created map starts fresh.
Remove and delete
map_remove/2 deletes a key cluster-wide (it converges like a put):
ok = barrel_p2p:map_remove(flags, dark_mode).
delete_map/1 is different and node-local: it stops the map on the
calling node only. It is NOT a cluster-wide erase. To tear a map down
across the cluster, stop it on every node (or stop declaring it and
restart the nodes).
Mind the contract
barrel_p2p_map is for small, cluster-wide, eventually-consistent
control-plane state. State is in memory plus gossip: it survives
individual node deaths (a survivor full-syncs a restarted node) but not a
whole-cluster restart. Reads are eventually consistent. If you need custom
conflict resolution, large values, durable storage, or linearizable
reads, see the replicated maps concept
for the boundaries and drop to the substrate
behaviour when you need custom
merge.
See also
	Replicated maps for the model and the
exact guarantees.
	The replicated substrate for the
low-level behaviour behind the map.



  

    Reference

Authoritative material: API surfaces, full configuration lists,
architectural details, comparison with adjacent projects.
In this section
	API overview — every public function in
barrel_p2p.erl, grouped by subsystem, with stability tier.
	Configuration — every key under
{barrel_p2p, [...]} in sys.config, with default, type, and
one-line purpose.
	Architecture — the full supervision tree,
protocol-level details that did not fit in the concept pages,
and pointers into the source code.
	Comparison with Partisan —
side-by-side feature matrix, when to pick which library.
	The replicated substrate — the
low-level barrel_p2p_replica behaviour and barrel_p2p_crdt_wire,
for custom merge beyond barrel_p2p_map.

Related
	The Concepts section explains the same
systems with a teaching focus rather than a reference focus.
	The How-to guides are task-focused
recipes.



  

    API overview

Every public function in barrel_p2p.erl, grouped by subsystem.
Each entry shows the spec and the stability tier in
features.md.
For implementation modules (barrel_p2p_dist_keys,
barrel_p2p_dist_auth, barrel_p2p_streams, etc.), see the
generated API reference sidebar or the
per-concept pages.
Cluster membership
%% Join a cluster through a contact node.
%% supported.
-spec join(ContactNode :: node()) -> ok | {error, term()}.

%% Leave the cluster gracefully.
%% supported.
-spec leave() -> ok.

%% Return the current HyParView active view.
%% supported.
-spec active_view() -> [node()].

%% Return the passive view (known but disconnected peers).
%% supported.
-spec passive_view() -> [node()].
Membership events
%% Subscribe the calling pid (or a specific pid) to events.
%% Idempotent: subscribing twice is a no-op.
%% supported.
-spec subscribe() -> ok.
-spec subscribe(Pid :: pid()) -> ok.
-spec unsubscribe(Pid :: pid()) -> ok.
Events delivered as messages:
{barrel_p2p_event, {peer_up, Node}}.
{barrel_p2p_event, {peer_down, Node, Reason}}.
{barrel_p2p_event, joined}.
{barrel_p2p_event, left}.
Service registry
%% Register the current process as a named service.
%% supported.
-spec register_service(Name :: atom() | binary()) -> ok | {error, term()}.
-spec register_service(Name, Meta :: map()) -> ok | {error, term()}.
-spec register_service(Name, Pid :: pid(), Meta :: map()) -> ok | {error, term()}.

%% Remove a registration.
%% supported.
-spec unregister_service(Name) -> ok.

%% Local registry only.
%% supported.
-spec lookup_local(Name) -> {ok, pid()} | {error, not_found}.

%% Every replica we know of.
%% supported.
-spec lookup(Name) -> {ok, [#service_entry{}]} | {error, not_found}.

%% Full names list.
%% supported.
-spec list_services() -> [Name].

%% Single best match: local preferred, then remote, then overlay.
%% supported.
-spec whereis_service(Name) ->
    {ok, pid()} | {ok, node(), pid()} | {error, not_found}.
-spec whereis_service(Name, Opts :: #{retries => non_neg_integer()}) ->
    {ok, pid()} | {ok, node(), pid()} | {error, not_found}.
Service events
%% Subscribe to service registry events.
%% beta. Event shape may evolve across 0.x minors.
-spec subscribe_services() -> ok.
-spec subscribe_services(Pid) -> ok.
-spec unsubscribe_services(Pid) -> ok.
Events delivered as messages:
{barrel_p2p_service_event, {service_registered, Name, Node}}.
{barrel_p2p_service_event, {service_unregistered, Name, Node}}.
{barrel_p2p_service_event, {service_down, Name, Node, Reason}}.
Via callbacks ({via, barrel_p2p, Name})
The standard name-registration interface. Use barrel_p2p as a
process registry with gen_server, gen_statem, etc.
%% supported.
-spec register_name(Name :: term(), Pid :: pid()) -> yes | no.
-spec unregister_name(Name :: term()) -> ok.
-spec whereis_name(Name :: term()) -> pid() | undefined.
-spec send(Name :: term(), Msg :: term()) -> pid().
Example:
%% Start a gen_server registered through barrel_p2p.
gen_server:start({via, barrel_p2p, my_service}, my_module, [], []).

%% Call it by name.
gen_server:call({via, barrel_p2p, my_service}, request).

%% Send to it.
barrel_p2p:send(my_service, Msg).
Connection migration
%% Trigger RFC 9000 §9 path migration on the QUIC connection
%% backing the dist channel to Node.
%% beta. Opts may grow new keys; existing keys stay.
-spec migrate_peer(Node :: node()) -> ok | {error, term()}.
-spec migrate_peer(Node, Opts :: #{timeout => pos_integer()}) ->
    ok | {error, term()}.
Errors documented under
connection migration.
Leader election (beta)
%% Campaign for the singleton Name. Returns the initial role;
%% transitions arrive as {barrel_p2p_leader, Name, {elected, Fence} | revoked}.
-spec lead(Name) -> {ok, {leader, non_neg_integer()}} | {ok, follower}
                  | {error, term()}.
-spec lead(Name, Opts :: #{priority => integer()}) -> same.
-spec resign(Name) -> ok.
-spec leader(Name) -> {ok, node(), pid()} | {error, no_leader}.
-spec is_leader(Name) -> boolean().
-spec fence(Name) -> {ok, non_neg_integer()} | {error, not_leader}.
See leader election.
Sharded placement (beta)
%% Owner of Key cluster-wide (eventual agreement). undefined only
%% before the local member set is seeded.
-spec place(Key) -> node() | undefined.
%% Top-N distinct owners (best first), for replicated placement.
-spec owners(Key, N :: pos_integer()) -> [node()].
-spec is_owner(Key) -> boolean().
%% Ring partition Key falls in (0..ring_size-1).
-spec partition(Key) -> non_neg_integer().
%% Current live member set (sorted).
-spec members() -> [node()].
%% Subscribe to {barrel_p2p_shard, {acquired | released, Partition}}.
-spec subscribe_shard() -> ok.
-spec subscribe_shard(Pid :: pid()) -> ok.
See sharded placement and
partition state across nodes.
Durable reminders (beta)
%% Fire at an absolute wall-clock instant (system_time(millisecond)
%% scale); Payload is delivered on the owning node. Re-setting a Key
%% replaces it. Exactly once in steady state, best-effort under churn.
-spec remind(Key, FireAtMs :: integer(), Payload) -> ok.
%% Fire DelayMs from now (converted to an absolute target).
-spec remind_after(Key, DelayMs :: non_neg_integer(), Payload) -> ok.
%% Cancel cluster-wide.
-spec cancel_reminder(Key) -> ok.
%% Subscribe to {barrel_p2p_reminder, Key, Payload, Fence}.
-spec subscribe_reminders() -> ok.
-spec subscribe_reminders(Pid :: pid()) -> ok.
-spec unsubscribe_reminders(Pid :: pid()) -> ok.
Delivered to subscribers on the firing (owner) node:
%% Fence :: non_neg_integer() is the packed version stamp; stable
%% across nodes, usable to dedup an idempotent handler.
{barrel_p2p_reminder, Key, Payload, Fence}.
See durable reminders and
schedule durable jobs.
Replicated maps (beta)
%% Start a named map on THIS node (idempotent). A map is node-local:
%% host it on every participating node (the replicated_maps env, or
%% new_map/2 per node). Opts: validator | tombstone_ttl_ms | scan_ms |
%% prune_on_peer_down.
-spec new_map(Name :: atom()) -> {ok, pid()} | {error, term()}.
-spec new_map(Name, Opts :: barrel_p2p_map:opts()) -> {ok, pid()} | {error, term()}.
%% Stop the map on THIS node (node-local; not a cluster-wide erase).
-spec delete_map(Name) -> ok.
%% {error, invalid_value} if the map's validator rejects Value.
-spec map_put(Name, Key, Value) -> ok | {error, invalid_value | no_such_map}.
-spec map_remove(Name, Key) -> ok | {error, no_such_map}.
%% Lock-free ETS reads.
-spec map_get(Name, Key) -> {ok, term()} | not_found.
-spec map_keys(Name) -> [term()].
-spec map_to_list(Name) -> [{term(), term()}].
%% Subscribe to {barrel_p2p_map, Name, {put, K, V} | {remove, K}}.
-spec subscribe_map(Name) -> ok | {error, no_such_map}.
-spec subscribe_map(Name, Pid :: pid()) -> ok | {error, no_such_map}.
-spec unsubscribe_map(Name) -> ok | {error, no_such_map}.
-spec unsubscribe_map(Name, Pid :: pid()) -> ok | {error, no_such_map}.
See replicated maps,
share replicated state, and
the replicated substrate for custom merge.
Global integration (beta)
%% Register a service with global for transparency.
%% beta.
-spec global_register(Name) -> {ok, pid()} | {error, term()}.

%% Get the existing proxy pid for a service, if any.
%% beta.
-spec get_proxy(Name) -> {ok, pid()} | not_found.
Test helpers (experimental)
These will likely move to a dedicated test-helper module before
1.0.
%% Spawn a long-lived holder that registers a service and
%% receives stop.
%% experimental.
-spec start_service_holder(Name) -> {ok, pid()} | {error, term()}.
-spec stop_service_holder(Pid) -> ok.
Related modules
For finer-grained control, the following modules are also
public. Each one's concept page or how-to has the full surface;
the entries here are the most commonly used.
barrel_p2p_dist_keys
barrel_p2p_dist_keys:store_key(Node, PubKey).
barrel_p2p_dist_keys:lookup_pin(Node).
barrel_p2p_dist_keys:delete_key(Node).
barrel_p2p_dist_keys:list_trusted().
barrel_p2p_dist_keys:set_trust_mode(tofu | strict).
barrel_p2p_dist_keys:get_trust_mode().
barrel_p2p_dist_keys:fingerprint(PubKey).
See configure authentication.
barrel_p2p_dist_auth
barrel_p2p_dist_auth:ensure_keypair().
barrel_p2p_dist_auth:get_public_key().
barrel_p2p_dist_auth:is_cookie_only_allowed(Node).
barrel_p2p_rotate
barrel_p2p_rotate:rotate_identity().
barrel_p2p_rotate:rotate_cert().
See configure authentication.
barrel_p2p_streams
barrel_p2p_streams:register_acceptor(Tag, Pid).
barrel_p2p_streams:unregister_acceptor(Tag).
barrel_p2p_streams:open(Tag, Node).
barrel_p2p_streams:list_acceptors().
See the streams concept.
barrel_p2p_path_stats
barrel_p2p_path_stats:srtt(Node).
barrel_p2p_path_stats:summary(Node).
barrel_p2p_path_stats:connection(Node).
Read-only views over the underlying QUIC path stats. Useful for
diagnostics and migration triggers; see
migrate connections.
barrel_p2p_hlc
barrel_p2p_hlc:now().
barrel_p2p_hlc:update(PeerTs).
barrel_p2p_hlc:compare(T1, T2).
barrel_p2p_hlc:wall_time(Ts).
barrel_p2p_hlc:logical(Ts).
barrel_p2p_hlc:to_binary(Ts).
barrel_p2p_hlc:from_binary(Bin).
See the hybrid logical clocks concept.
Stability tiers
The tiers supported, beta, experimental follow the
contract in features.md:
	supported survives across minor bumps with deprecation
notices in the CHANGELOG.
	beta is likely stable; expect shape changes across
minors.
	experimental can change without warning.

Anything not listed there is internal.
Related
	Configuration for sys.config keys.
	Architecture for the supervision tree and
protocol-level details.
	Concepts for the per-subsystem
explanations.



  

    Configuration reference

Every key barrel_p2p reads from sys.config, with default, type,
and one-line purpose. Keys live under {barrel_p2p, [...]}.
For the underlying QUIC dist options (set under
{quic, [{dist, [...]}]}), see the
upstream quic_dist documentation;
barrel_p2p projects defaults into that block at listen time and
respects any user values.
Network
	Key	Default	Type	Purpose
	listen_port	0	non_neg_integer()	UDP port for the QUIC dist listener. 0 lets the OS choose. Pin in production.
	quic_cert_dir	"data/quic"	string()	Where TLS material lives. node.crt and node.key are written under this path on first boot.

Membership (HyParView)
	Key	Default	Type	Purpose
	active_size	5	pos_integer()	Maximum concurrent gossip peers.
	passive_size	30	pos_integer()	Maximum known-but-disconnected peers held as warm spares.
	arwl	6	pos_integer()	Active random walk length. TTL on FORWARD_JOIN messages during a node join.
	prwl	3	pos_integer()	Passive random walk length. Threshold inside FORWARD_JOIN at which the receiving node prefers the passive view.
	shuffle_length	8	pos_integer()	Peers exchanged per shuffle round.
	shuffle_period	10000	pos_integer()	Milliseconds between shuffle rounds.
	max_fail_count	5	pos_integer()	Consecutive failures before a peer moves from active to passive.
	base_backoff_ms	1000	pos_integer()	Initial backoff after a failure. Doubles up to 5 minutes.
	passive_max_age_ms	300000	pos_integer()	Maximum age before a passive entry is dropped.
	pending_timeout_ms	30000	pos_integer()	Backstop timer for pending join/connect/neighbor entries when no peer_connected/peer_failed callback fires.
	contact_nodes	[]	[node()]	Bootstrap nodes tried on application start.

Distribution
	Key	Default	Type	Purpose
	dist_cookie	barrel_p2p	atom()	Erlang dist cookie applied at app start. Override to a high-entropy secret in production. Boot warns when the default is in use, and refuses to start if cookie_only_nodes is non-empty while the cookie is still the default.
	dist_gc_sweep_period_ms	60000	pos_integer()	Idle GC sweep cadence.
	dist_gc_min_age_ms	300000	pos_integer()	Minimum age before the GC may reap an idle channel.
	discovery_backends	(default chain)	[module() | {module(), term()}]	Discovery backend modules in order. Default chain: [barrel_p2p_discovery_static, barrel_p2p_discovery_file, barrel_p2p_discovery_dns].
	discovery_dir	"data/discovery"	string()	Directory the file-based discovery backend reads and writes.

Authentication
	Key	Default	Type	Purpose
	auth_enabled	true	boolean()	Ed25519 challenge-response between peers, bound to the TLS channel. Disabling removes the only identity layer; the dist cookie becomes the sole gate over an unauthenticated TLS channel, and boot logs a warning.
	auth_trust_mode	tofu	tofu | strict	TOFU pins keys on first contact; strict requires every peer's key to be pre-provisioned.
	auth_key_dir	"data/keys"	string()	Directory holding node.pub, node.key, and the trusted/ pin store.
	auth_handshake_timeout	10000	pos_integer()	Total budget for the Ed25519 round trip.
	auth_timestamp_window	30000	pos_integer()	Acceptable peer wall-clock skew, in milliseconds. The responder's own duration check uses monotonic time and is unaffected by NTP steps.
	cookie_only_nodes	[]	[atom()]	Patterns of node atoms exempt from Ed25519, gated by the dist cookie alone. Supports * wildcards on either side of @. Reduced assurance: such peers have no channel binding and no MITM protection, and boot warns once when one is accepted. Refused at boot if the cookie is still the default.

Routing and proxies
	Key	Default	Type	Purpose
	router_max_in_flight	256	pos_integer()	Cap on concurrent overlay route-request handlers. Over-cap requests reply with {error, overloaded} and increment barrel_p2p.router.request_dropped.
	proxy_cast_max_in_flight	32	pos_integer()	Per-proxy cap on concurrent overlay-cast helpers. Over-cap casts are dropped and counted via barrel_p2p.service_proxy.cast_dropped.
	route_cache_sweep_period_ms	60000	pos_integer()	Periodic sweep of stale route-cache entries.

Placement (barrel_p2p_shard)
These govern sharded placement and its lease-based live-node set. ring_size MUST be identical on every node, or nodes compute different rings and diverge; treat the lease timings as cluster-wide too.
	Key	Default	Type	Purpose
	ring_size	64	pos_integer()	Number of ring partitions. Granularity of ownership events. Must match on every node.
	member_heartbeat_ms	2000	pos_integer()	How often a node re-announces itself into the live-node set.
	member_ttl_ms	6000	pos_integer()	Lease lifetime. A node drops out of the ring once Now - last heartbeat exceeds this. Keep well above member_heartbeat_ms plus expected clock skew.
	member_skew_ms	5000	non_neg_integer()	Reject heartbeats whose timestamp is more than this far in the future, so a fast clock cannot pin a dead node.

Reminders (barrel_p2p_reminder)
Durable reminders build on placement, so they also obey the placement keys above.
	Key	Default	Type	Purpose
	reminder_scan_ms	1000	pos_integer()	Periodic safety sweep that re-arms reminders this node owns and missed, and re-arms far-future reminders as their fire time nears.
	reminder_tombstone_ttl_ms	3600000	non_neg_integer()	Drop fire/cancel tombstones older than this so the replicated store stays bounded. Must exceed max gossip-propagation plus member_ttl_ms.
	reminder_data_dir	"data/reminders"	string()	Per-node directory for the on-disk reminder store (WAL + snapshot). Reminders persist by default and recover on boot, so they survive a full-cluster restart. Give each node its own path.

Replicated maps (barrel_p2p_map)
	Key	Default	Type	Purpose
	replicated_maps	[]	[{atom(), map()}]	Maps started on every node at boot. Each entry is {Name, Opts}.
	barrel_p2p_map_scan_ms	1000	pos_integer()	Default tombstone-GC sweep cadence for maps (overridable per map).
	barrel_p2p_map_tombstone_ttl_ms	3600000	non_neg_integer()	Default tombstone TTL for maps (overridable per map).
	barrel_p2p_map_data_dir	"data/maps"	string()	Per-node directory for maps started with persist => true (WAL + snapshot).

Replication / anti-entropy
	Key	Default	Type	Purpose
	replica_anti_entropy_ms	30000	non_neg_integer()	Periodic anti-entropy interval for the value-carrying replica stores (reminder, map): each pulls a full sync from a random peer this often, so they reconverge after a partition heal even without a fresh peer_up. 0 disables. Cost is one full-sync of the store per interval; raise it (or 0) for very large maps. Does not affect registry/leader/shard.

Examples
Minimal development config
[
    {barrel_p2p, [
        {active_size, 5},
        {passive_size, 30},
        {listen_port, 9100},
        {auth_enabled, true},
        {auth_trust_mode, tofu}
    ]}
].
Production cluster, strict mode, pinned ports
[
    {barrel_p2p, [
        {active_size, 5},
        {passive_size, 30},
        {listen_port, 9100},
        {auth_enabled, true},
        {auth_trust_mode, strict},
        {auth_key_dir, "/var/lib/barrel_p2p/keys"},
        {dist_cookie, 'redacted-high-entropy-cookie'},
        {contact_nodes, ['seed1@host', 'seed2@host']},
        {discovery_backends, [barrel_p2p_discovery_static]}
    ]},
    {quic, [
        {dist, [
            {nodes, [
                {'node1@host', {"node1.example.internal", 9100}},
                {'node2@host', {"node2.example.internal", 9100}},
                {'node3@host', {"node3.example.internal", 9100}}
            ]}
        ]}
    ]}
].
Large cluster (200+ nodes)
[
    {barrel_p2p, [
        {active_size, 7},
        {passive_size, 60},
        {shuffle_period, 15000},
        {listen_port, 9100},
        {auth_enabled, true},
        {auth_trust_mode, strict}
    ]}
].
Related
	Run in production for
sizing guidance and operational context.
	Cluster membership for
the meaning of active/passive view parameters.
	Authentication for the
meaning of the trust-mode keys.



  

    Internals

This document describes how barrel_p2p works underneath the API. It
is meant for two readers: Erlang developers who have followed the
getting started guide and the
practice handbook, and contributors planning a change
to the protocols.
We move from the layers closest to the application code down to
the dist carrier and the credentials, then describe the few
in-tree services that keep the whole picture together.
Layered view
+----------------------------------------------------------+
|                        Application                       |
|   barrel_p2p:register_service/2  whereis_service  Pid ! Msg|
+------------------------+---------------------------------+
                         |
+------------------------+---------------------------------+
|                       barrel_p2p.erl                       |
|   (public API: thin wrappers over the layers below)      |
+----+--------+--------------+---------------+-------------+
     |        |              |               |
     v        v              v               v
+--------+ +--------+ +---------------+ +-----------+
|HyParView| |Registry| |   Plumtree    | |  Streams  |
|Membership|(OR-Map)| |Gossip broadcast| |  multiplex|
+--------+ +--------+ +---------------+ +-----------+
                         |
                         v
                +------------------+
                |  barrel_p2p_dist   |
                |  (proto_dist     |
                |   shim + cert    |
                |   + defaults)    |
                +--------+---------+
                         |
                +--------+---------+
                |    quic_dist     |   <-- upstream
                |   (auth callback,|
                |   discovery, port|
                |   pinning, etc.) |
                +--------+---------+
                         |
                +--------+---------+
                |   erlang_quic    |   <-- transport
                +------------------+
The application only ever calls into barrel_p2p.erl. Every other
module in the diagram is internal; you are free to read its code,
but you should not depend on its names from outside.
Supervision tree
A running barrel_p2p node has the following supervision shape:
barrel_p2p_sup  (one_for_one)
|
+- barrel_p2p_hlc           hybrid logical clock for CRDT timestamps
|
+- barrel_p2p_dist_keys     trust store (ETS) for Ed25519 pins
|
+- barrel_p2p_hyparview_sup (rest_for_one)
|  +- barrel_p2p_hyparview          HyParView state machine
|  +- barrel_p2p_hyparview_events   subscriber bus for peer_up/peer_down
|  +- barrel_p2p_hyparview_shuffle  periodic view exchange timer
|  +- barrel_p2p_hyparview_cleanup  passive view aging timer
|
+- barrel_p2p_plumtree_sup
|  +- barrel_p2p_plumtree           epidemic broadcast tree
|
+- barrel_p2p_registry_sup  (rest_for_one)
|  +- barrel_p2p_registry           local registry + CRDT
|  +- barrel_p2p_registry_replica   replication driver (barrel_p2p_replica)
|
+- barrel_p2p_leader               cluster-wide singleton election
+- barrel_p2p_leader_replica       election replication (barrel_p2p_replica)
|
+- barrel_p2p_shard                sharded placement (HRW ring)
+- barrel_p2p_members_replica      lease-based live-node set (barrel_p2p_replica)
+- barrel_p2p_reminder             durable reminders (owner-fires-once)
+- barrel_p2p_reminder_replica     reminder store (barrel_p2p_replica)
|
+- barrel_p2p_proxy_sup     (simple_one_for_one)
|  +- barrel_p2p_service_proxy * N  per-name remote proxies
|
+- barrel_p2p_router               service overlay routing cache
+- barrel_p2p_streams              tagged user-stream demultiplexer
+- barrel_p2p_bridge               dist connection bookkeeping
+- barrel_p2p_dist_gc              idle dist channel reaper
The vertical structure is not random. barrel_p2p_hlc and
barrel_p2p_dist_keys start first because every other subsystem
depends on monotonic timestamps and on the trust store being
available. The HyParView subtree is restart-as-a-block
(rest_for_one): if the state machine crashes, the event bus,
shuffle timer, and cleanup timer all restart together, which keeps
the cluster's view of the node coherent.
HyParView: how membership stays bounded
HyParView is a partial-view membership protocol. Each node holds
two sets:
	The active view, a small bounded set (default 5) of peers
this node currently exchanges gossip with. Active links are
symmetric: if A has B in its active view, B has A in its active
view.
	The passive view, a larger bounded cache (default 30) of
known peers that are not currently active. Members of the
passive view are warm spares used when an active link drops.

The key property is that the active view does not need to grow
with the cluster. A node with thousands of peers in its passive
view still keeps only five active links; messages reach the rest
of the cluster by being forwarded along the active links of other
nodes.
Read this graph from node A. The active view is the maintenance
topology. The passive view is a reserve of known peers. Neither is
the full set of nodes your Erlang code may eventually talk to.
[image: HyParView active view: node A keeps a small set of active gossip peers and a passive cache of known peers.]
Joining the cluster
When a new node joins, it sends a JOIN message to one contact
node it knows about (either explicitly through barrel_p2p:join/1
or implicitly through the contact_nodes config key):
NewNode ----JOIN----> ContactNode
                            |
                            +--- adds NewNode to its active view
                            |
                            +--- sends FORWARD_JOIN(TTL=ARWL) to a
                                 random active peer (and so on, until
                                 TTL=0)
Forwarding has two purposes. First, it spreads knowledge of the
new node across the cluster without flooding. Second, when TTL
reaches zero, the receiving node adds the new node to its own
passive view, which becomes a warm spare for future use.
The TTL (arwl, default 6) controls how widely the new node
propagates. A smaller value means a more local join; a larger
value spreads farther but costs more messages.
Failure handling
A node failure is detected through the dist channel:
net_kernel reports a nodedown event, which barrel_p2p translates
into a HyParView failure. The protocol then:
	Moves the failed peer from active to a transient "failed"
state with an exponential backoff timer.
	After max_fail_count consecutive failures (default 5), moves
the peer to the passive view.
	Picks a replacement from the passive view and sends a
NEIGHBOR request. If the candidate accepts, the active view
is back to its target size.

Backoff prevents reconnection storms during network partitions:
if half the cluster becomes unreachable at once, each surviving
node retries its neighbours on staggered timers rather than all
at once.
Shuffle: keeping passive views fresh
Periodically (every shuffle_period ms, default 10s), each node
picks a random active peer and exchanges a small sample of its
known peers. This is how new members reach corners of the cluster
that did not see the original FORWARD_JOIN, and how the passive
view stays large enough that there is always a spare to replace a
failed active peer.
The exchange is bounded: a fixed-size random sample, never the
full view.
Plumtree: broadcasting changes efficiently
Plumtree (Push-Lazy-Push Multicast Tree) is the protocol that
moves registry updates and other gossip across the cluster. The
input is "broadcast this message"; the output is that every peer
eventually sees the message exactly once, even under churn.
The idea: each node classifies its active-view peers into two
sets.
	Eager peers receive the full message body.
	Lazy peers receive only the message identifier (an IHAVE
announcement); they fetch the body only if they have not seen
it.

The first time a message goes out, all peers are eager. When a
duplicate arrives (because some other path got there first), the
recipient sends a PRUNE, demoting the sender to lazy. The tree
self-organises into a spanning structure where each message
flows through one path; the lazy backups cover the case where a
node drops mid-flight.
If a node receives an IHAVE for a message it never sees, it
sends GRAFT to the lazy peer, promoting it back to eager so the
message is re-pushed. This is the self-healing path.
The two interesting consequences:
	Broadcast cost is O(n) messages, not O(n log n) or worse.
	A single peer failure costs at most one GRAFT/PRUNE
exchange, not a full re-flood.

The service registry: an OR-Map CRDT
The service registry is the part of barrel_p2p that requires the
most thought to use correctly. We use a CRDT because we want
registration to work without coordination: any node can register
a service at any time, and all nodes converge to the same view
without locking.
The data structure is an Observed-Remove Map (OR-Map). A few
properties worth stating explicitly:
	Add and remove commute. Two concurrent adds of the same
name produce two entries; if a third node later removes the
name, only the additions visible to that third node are
removed.
	Tombstones are bounded. Each remove carries the set of
dots it observed; once every node has applied the remove, the
dots can be discarded.
	Causal merging. Two replicas merge by union of dots plus
the rule that a tombstoned dot stays tombstoned.

Each add gets a unique dot, which is a {node, hlc_timestamp}
pair. The hybrid logical clock guarantees that two adds from the
same node are ordered, and that two adds from different nodes can
be compared causally.
-type dot()    :: {node(), barrel_p2p_hlc:timestamp()}.
-type or_map() :: #{
    Key => {
        dots   :: sets:set(dot()),
        values :: [{dot(), Value}]
    }
}.
Operationally: when you call register_service/2, the registry
adds an entry with a fresh dot, and its barrel_p2p_replica
instance broadcasts the delta over Plumtree. When the broadcast reaches
peer B, B merges the delta into its local OR-Map; from then on
B's whereis_service/1 can find the new registration.
Sharded placement and the live-node set
barrel_p2p_shard answers "which node should own this key" with
rendezvous (HRW) hashing over a replicated live-node set. The set is
NOT the bounded HyParView active view and is not driven by peer_down
(which is active-view churn, not cluster death). Instead each node
gossips a periodic heartbeat carrying its wall-clock time through its
own barrel_p2p_replica instance (barrel_p2p_members_replica); a node is
in the ring while its lease is fresh (Now - heartbeat =< member_ttl_ms),
and heartbeats too far in the future are rejected so a fast clock cannot
pin a dead node. The set converges without tombstones: a stale entry in
a full-sync is already expired by its timestamp.
The live member list is published to a read-concurrency ETS table, so
place/1, owners/2, is_owner/1, and partition/1 are lock-free
local reads. When the live set changes, the shard diffs the partitions
this node owns and emits {barrel_p2p_shard, {acquired | released, P}}
to subscribers, which is how consumers hand off partitioned state.
Durable reminders
barrel_p2p_reminder layers fire-at-most-once timers on placement. A
reminder Key => {FireAt, Payload, Version} lives in its own
barrel_p2p_replica instance (barrel_p2p_reminder_replica), so every node
holds it and it survives the node that armed it. The owner of a reminder
is barrel_p2p_shard:place(Key); only the owner arms a local
erlang:send_after and fires. The timer is a versioned hint: on timeout
the owner re-checks that the reminder still exists, still names the same
version, is still owned here, and is actually due. Firing is
tombstone-first (gossip the removal, then deliver
{barrel_p2p_reminder, Key, Payload, Fence} locally), and ownership
events plus a periodic reminder_scan_ms sweep re-arm a survivor's
inherited reminders. The result is exactly-once in steady state and
best-effort under churn or a crash at the fire instant; Fence (the
packed version) lets a handler dedup.
Hybrid logical clocks
Standard wall-clock timestamps can move backwards if NTP corrects
a drifting clock, and they cannot order events from different
nodes consistently. A pure logical clock (a Lamport clock) orders
events but loses the connection to physical time. Barrel P2P uses
hybrid logical clocks (HLC), which combine the two.
The shape is {wall_ms, logical}:
	wall_ms is the current wall time in milliseconds.
	logical is a counter that breaks ties when two events share a
wall-time.

The clock has two operations:
	barrel_p2p_hlc:now/0 produces the next local timestamp, ensuring
monotonic progress relative to the previous local timestamp.
	barrel_p2p_hlc:update/1 accepts a timestamp from a peer and
advances the local clock to be greater than both the local
reading and the peer's timestamp.

HLC timestamps serve two roles in barrel_p2p:
	They are the dot component in OR-Map adds. This is where
causality across nodes lives.
	They are exposed to applications that need cluster-wide
ordering without coordinating; the barrel_p2p_hlc module is
public.

Authentication: Ed25519 over a QUIC stream pair
Authentication runs between the QUIC TLS handshake and the
Erlang dist handshake. The flow is a mutual challenge-response on
a pair of unidirectional QUIC streams:
Node A (client)                               Node B (server)
      |                                             |
      | open uni stream 2                           |
      |-- HELLO(node_A, pubkey_A) ----------------->|
      |                                             |
      |                                  open uni stream 3
      |<------------------------ HELLO(node_B, pubkey_B)
      |                                             |
      |-- CHALLENGE(nonce_A, wall_ts_A) ----------->|
      |<------------ CHALLENGE(nonce_B, wall_ts_B)  |
      |                                             |
      |-- RESPONSE(sign(nonce_B, ts_B, pubkey_A)) ->|
      |<----------- RESPONSE(sign(nonce_A, ts_A, pubkey_B))
      |                                             |
      |-- OK -------------------------------------->|
      |<----------------------------------------- OK
      v                                             v
            Erlang dist handshake (cookie)
The signed message includes the responder's own public key. That
binds the signature to the identity the responder claims, so a
peer cannot relay a signature to impersonate someone else.
Trust modes operate on what happens when the presented public key
is not the one already pinned for that node atom:
	Mode	No pin yet	Pin matches	Pin differs
	tofu	accept and pin	accept	reject
	strict	reject	accept	reject

The trust store lives on disk under data/keys/trusted/,
one file per peer (<node-atom>.pub). Writes are atomic
(write-then-rename) and use 0600 permissions; see
authentication.md for the full lifecycle.
The dist carrier: barrel_p2p_dist + quic_dist
barrel_p2p_dist is the proto_dist module Erlang loads when you
boot with -proto_dist barrel_p2p. It is intentionally a thin
shim: the bulk of the QUIC transport is upstream
quic_dist.
What barrel_p2p_dist:listen/1 does, in order:
	Ensures TLS material. If data/quic/node.crt and
data/quic/node.key exist, it uses them; otherwise it
generates a self-signed pair via barrel_p2p_quic_cert.
	Projects defaults into the quic.dist app env. Sets
auth_callback => {barrel_p2p_dist_auth_callback, authenticate},
discovery_module => barrel_p2p_discovery, and the cert/key
paths. User-supplied values under {quic, [{dist, [...]}]} in
sys.config always win; this step only fills gaps.
	Validates the projected config. If auth_enabled is
true but the projected auth_callback is undefined
(because the user explicitly nulled it), boot fails loudly
rather than silently shipping an unauthenticated cluster.
	Delegates to quic_dist:listen/1.

For outgoing connections, the setup/5 callback runs the
auth-callback in the same process that initiated the QUIC connect,
so we can pass the dialed node atom to the callback through the
process dictionary. This is needed so the client side of the
handshake can check cookie_only_nodes for the target (the node
we asked to connect to) rather than the peer's self-reported
identity.
Discovery
The default discovery_module is barrel_p2p_discovery, a
composing dispatcher: it asks each backend in a chain until one
returns a hit, then caches the result. The default backend chain
is:
	Static. Reads {quic, [{dist, [{nodes, [...]}]}]} from
sys.config. The shape is {NodeAtom, {Host, Port}}. Useful in
docker-compose, in tests, and any environment with a fixed
topology.
	File. Reads data/discovery/<node>.endpoint files. Useful
on a single host where every node writes its own endpoint to a
shared directory.
	DNS. Resolves <host> portions of node atoms via DNS.
Useful in environments with proper DNS plumbing.

You can replace the chain entirely by setting
barrel_p2p.discovery_backends in sys.config.
The idle dist-channel GC
Pid ! Msg to any cluster node works through OTP's demand-driven
auto-connect. That can open a dist channel that the application
then never uses again, which would accumulate over time. The dist
GC reaps such channels.
The flow below is the reason the GC exists. A service lookup may
return a pid on a node outside the local active view. Sending to that
pid opens an authenticated QUIC dist channel. If the application does
not keep using it, Barrel P2P closes it later.
[image: Sending to a pid outside the active view opens an authenticated QUIC dist channel on demand.]
The predicate is conservative. A channel is eligible for reaping
when all of the following hold:
	The peer is not in the local HyParView active view.
	quic_dist:list_streams/1 returns the empty list (no live user
streams are riding the dist channel).
	The channel is older than dist_gc_min_age_ms (default 5
minutes).

A reaped channel is closed cleanly. If the application sends to
the same peer later, a new dist channel opens on demand.
This GC is unconditionally on. The decoupled-from-active-view
design relies on its presence; see
features.md for the stability tier.
Service overlay routing and proxies
whereis_service/1 resolves a service name in three steps:
	Look up locally.
	Look up in the local cache (populated by gossip).
	If neither, ask through the overlay.

The overlay step uses barrel_p2p_router: it sends a route request
to a random active peer with a TTL, which forwards in turn until
a peer finds the service or the TTL runs out. The path is cached
on success so subsequent lookups are direct.
When the resolved service is on a remote node, whereis_service/2
optionally hands you a service proxy: a local pid that
forwards gen_server calls and casts to the remote service over
the dist channel. The proxy is what makes
{via, barrel_p2p, Name} registrations transparent: a caller can
gen_server:call({via, barrel_p2p, my_service}, request) and the
proxy handles the remote dispatch.
Proxies are reference-counted and reaped when the remote service
goes down.
Tagged-stream multiplex
The dist channel between two peers is multiplexed: the Erlang
dist control stream is one QUIC bidirectional stream, but the
application can open additional streams alongside it. Barrel P2P
exposes that as barrel_p2p_streams, a single demultiplexer per
node.
Wire format: every barrel_p2p-managed user stream starts with
<<TagLen:8, Tag:TagLen/binary, Payload/binary>>
The demuxer reads the first 1 + TagLen bytes, looks up the
registered acceptor for the tag, and hands the stream to that
acceptor. From then on the acceptor owns the stream and uses
quic_dist:send/2 / close_stream/1 directly; the demuxer is
off the data path.
The cap on parked-but-not-yet-dispatched streams is small
(currently 64); a peer that opens many streams and drips bytes
without ever completing the tag preamble has its excess streams
reset.
Connection migration
A single QUIC connection can rebind to a new local UDP 4-tuple
(NIC change, IP change, default-route change) without losing
keys, streams, or ordering. barrel_p2p:migrate_peer/1,2 exposes
that primitive as a synchronous call.
The decision of when to migrate is the application's. Barrel P2P
provides the trigger and the path statistics
(barrel_p2p_path_stats:srtt/1); a watchdog can poll, evaluate, and
call.
The motivating cases are: a mobile node moves between Wi-Fi and
cellular; a server's outbound IP changes because of a CGNAT
shuffle; a peer is being routed through a different relay. See
migration.md for the recipe.
Observability
Every metric barrel_p2p emits goes through barrel_p2p_metrics. The
catalog is in observability.md; the design
note for this document is: emit sites are wrapped in a
try/catch, so a misconfigured exporter cannot crash protocol
code.
Reading the source
If you want to follow a code path end-to-end, the natural seams
are:
	A barrel_p2p:join/1 call. Start in barrel_p2p_hyparview's
handle_call({join, ...}) and follow the barrel_p2p_bridge
request, the QUIC connect, the auth callback, the dist
handshake, the peer_up event.
	A register_service/2 call. Start in barrel_p2p_registry's
handle_call({register, ...}) and follow the OR-Map add, the
barrel_p2p_replica broadcast, the barrel_p2p_plumtree
fanout, and the merge on a remote node.
	A whereis_service/1 call. Start in barrel_p2p.erl, see how
the local lookup is tried first, then the cache, then the
overlay route request.

The test suites that exercise each path are named after the
module under test (test/barrel_p2p_hyparview_SUITE.erl,
test/barrel_p2p_registry_SUITE.erl, test/barrel_p2p_router_SUITE.erl,
etc.). testing.md lists them and explains the
docker-only suite for the full transport behaviour.


  

    Barrel P2P and Partisan

Both barrel_p2p and Partisan
address the limits of Erlang's built-in distribution: the full-mesh
topology that becomes expensive past a few dozen nodes, and the
lack of secure-by-default authentication between peers. They reach
that target from different directions; this document helps you
choose between them.
The short version: pick barrel_p2p when you want service discovery,
secure dist out of the box, and few configuration choices. Pick
Partisan when you want topology flexibility, explicit message
channels, and a research-grade toolkit.
What each one is
Partisan is a distributed-systems toolkit. It replaces Erlang
distribution entirely with its own peer-service abstraction;
several topology backends are available (full mesh, HyParView,
client-server, custom), and messages flow through named channels
with configurable parallelism. Partisan is designed for research
on distributed protocols and for production systems that need the
flexibility.
Barrel P2P is an enhancement to Erlang distribution. It runs as
a proto_dist module, so Pid ! Msg, gen_server:call/2,
rpc:call/4, and global keep working. It ships one membership
protocol (HyParView), one broadcast protocol (Plumtree), one
service registry (CRDT-backed), one transport (QUIC), and one
authentication layer (Ed25519). The defaults are opinionated; the
configuration surface is small.
Side by side
	Dimension	Partisan	Barrel P2P
	Relationship to Erlang dist	Replaces	Enhances (proto_dist module over QUIC)
	Topology	Configurable (full mesh, HyParView, client-server, custom)	HyParView only
	Messaging surface	partisan_peer_service:forward_message/2,3 + channels	Standard Pid ! Msg, gen_server:call/2, etc.
	Service discovery	External (or build on Plumtree)	Built in (CRDT-backed registry)
	Authentication	Optional	Ed25519 mutual auth by default
	State replication	Pluggable broadcast modules	Plumtree + OR-Map CRDT (fixed)
	Transport	TCP	QUIC (encrypted by default; per-pair stream multiplexing; connection migration)
	global compatibility	No	Yes
	Process monitors / links	Custom	Standard Erlang

How a message gets sent
In Partisan, you reach for the peer-service abstraction:
%% Forward a message to a peer (default channel)
partisan_peer_service:forward_message(Node, Message).

%% Forward on a named channel with explicit parallelism
partisan_peer_service:forward_message(Node, {channel, high_priority}, Message).
The channel layer is where Partisan's flexibility lives: you can
declare multiple channels with different parallelism degrees, and
the framework will fan messages out across the configured
connections.
In barrel_p2p, you reach for whatever you would have reached for in
plain Erlang:
%% Send to a pid
Pid ! Message.

%% Or look up a service by name
{ok, _Node, Pid} = barrel_p2p:whereis_service(my_service),
gen_server:call(Pid, Request).
For a local service the return shape is {ok, Pid}; for a remote
service it is {ok, Node, Pid}. The dist channel is opened on
demand. There are no channels to configure.
How membership is configured
In Partisan, you pick a topology backend:
{partisan, [
    {peer_service_manager, partisan_hyparview_peer_service_manager}
    %% Or: partisan_full_mesh_peer_service_manager
    %% Or: partisan_client_server_peer_service_manager
    %% Or: your own
]}
In barrel_p2p, you tune HyParView's two main parameters; there is
no other topology to choose:
{barrel_p2p, [
    {active_size, 5},
    {passive_size, 30}
]}
If you want a non-HyParView topology, barrel_p2p is not the right
library.
How service discovery works
Partisan does not ship service discovery. You can build it on top
of partisan_plumtree_backend (the upstream broadcast layer) or
integrate an external registry like Consul.
Barrel P2P ships a service registry:
%% Register
barrel_p2p:register_service(my_service, #{version => "1.0"}).

%% Discover anywhere in the cluster
{ok, _Node, Pid} = barrel_p2p:whereis_service(my_service).

%% Subscribe to changes
barrel_p2p:subscribe_services().
The registry is a CRDT (an Observed-Remove Map). Adds and
removes commute; multiple replicas converge without coordination.
A registration on node A is visible from node B within a fraction
of a second.
When to pick barrel_p2p
If you can answer "yes" to two or more of these, barrel_p2p is
probably the right choice:
	"I want service discovery in the box, not as a separate
service."
	"I want Pid ! Msg, gen_server, and global to work
normally."
	"I prefer opinionated defaults to a large configuration
surface."
	"I want encryption between peers by default, with no extra
setup."
	"I want a small cluster (10–500 nodes) with secure peer
identity."

Barrel P2P is a good fit for microservice-style applications that
need to discover sibling services by name, applications migrating
off the full-mesh dist into a partial-membership topology, and
internal tools that want a secure dist without standing up a CA.
When to pick Partisan
If you can answer "yes" to two or more of these, Partisan is
probably the right choice:
	"I need multiple topologies (full mesh for one cluster,
client-server for another, custom for a third)."
	"I need explicit channels with different parallelism for
different message classes."
	"I am experimenting with distributed protocols and want a
research-friendly toolkit."
	"I am willing to build service discovery on top of broadcast."
	"TCP is fine; I do not need encryption between peers in the
framework itself."

Partisan is a good fit for research platforms, applications
needing multiple topology modes simultaneously, and systems where
explicit channel control is part of the design.
Migration sketches
Partisan to barrel_p2p
Membership calls change:
%% Partisan
partisan_peer_service:join(Node).
partisan_peer_service:members().

%% Barrel P2P
barrel_p2p:join(Node).
barrel_p2p:active_view().
Message forwarding becomes service discovery plus a normal send:
%% Partisan
partisan_peer_service:forward_message(Node, Msg).

%% Barrel P2P
{ok, _Node, Pid} = barrel_p2p:whereis_service(target_service),
Pid ! Msg.
Channels disappear; everything goes through standard Erlang
distribution. If you depended on channel parallelism for
throughput, the carrier already provides it: barrel_p2p's QUIC
connection routes distribution messages across a pool of streams,
hashing each {From, To} process pair onto its own stream (the
control stream stays separate and highest priority). Independent
process pairs run in parallel without head-of-line blocking, with
no channels to declare.
Barrel P2P to Partisan
You will need to write or wire in a service-discovery story.
Either build one on top of Partisan's broadcast layer, or
integrate an external service registry, depending on what you
need.
Membership calls and message-forwarding APIs both change; expect
to touch most code paths that talk across the cluster.
Performance shape
A direct comparison is not particularly meaningful: the two
projects optimise for different shapes of workload. A few
qualitative notes:
	Connection count. Partisan with full-mesh keeps O(n^2)
connections; barrel_p2p and Partisan-with-HyParView keep O(n log n).
	Encryption. Barrel P2P is encrypted by default (QUIC).
Partisan adds TLS on top of TCP only when you opt in.
	Service-lookup latency. Barrel P2P's registry hits the local
CRDT cache for known services; Partisan's depends on what you
built on top of broadcast.
	Broadcast cost. Both projects can use Plumtree; the algorithm
is the same. Barrel P2P ships it integrated; Partisan ships it as
one of several broadcast modules.
	Stream parallelism. barrel_p2p's QUIC carrier hashes each
{From, To} process pair onto its own stream from a per-connection
pool, so independent flows do not head-of-line block one another
and control traffic is prioritised above data. This is automatic;
Partisan reaches the same parallelism through channels you declare
and route messages onto explicitly.

Pick by feature fit, not by performance benchmark. Both projects
scale to clusters of hundreds of nodes.
Summary
	If you need...	Use
	Built-in service discovery	Barrel P2P
	Multiple topology backends	Partisan
	Standard Pid ! Msg and gen_server	Barrel P2P
	Explicit per-class message channels	Partisan
	Automatic per-pair stream parallelism	Barrel P2P
	Minimal configuration	Barrel P2P
	Maximum flexibility	Partisan
	QUIC transport + Ed25519 in the box	Barrel P2P
	TCP + your own protocols	Partisan
	Production service mesh on Erlang	Either



  

    The replicated substrate

barrel_p2p_replica is the low-level gossip/CRDT engine behind
barrel_p2p_map, the service registry,
leader election, sharded placement, and durable reminders. It drives a
gossiped OR-Map: it broadcasts add/remove deltas, routes incoming deltas
to your merge callback, full-syncs state to peers on connect (and pulls
state on start), and drops a node's entries on peer_down.
Reach for it directly only when barrel_p2p_map does not fit, that is when
you need custom merge or snapshot semantics: layering extra invariants
on top of the OR-Map (leader election layers fencing tokens), a different
projection, or a tailored full-sync. For an ordinary replicated key-value
map, use barrel_p2p_map. Stability: beta.
Starting an instance
barrel_p2p_replica:start_link(#{name => my_instance, callback => my_module}).
name is BOTH the registered process name AND the Plumtree tag that
scopes this instance's broadcasts, so it must be a unique atom. All
instances share the one Plumtree bus; each ignores payloads carrying
another instance's tag. One callback module can back several
independently-named instances, because every callback receives the
instance name as its first argument (this is how every barrel_p2p_map
shares the barrel_p2p_map module).
The OWNER process holds the actual OR-Map and implements the callbacks, so
it can run its side effects synchronously. Start the owner BEFORE its
replica instance: the callbacks run in the replica process and cast into
the owner, which must already exist. The per-instance supervisor uses
rest_for_one (owner then replica) to enforce that on every restart.
The callback contract
-callback replica_merge_delta(Name, Delta)        -> ok.
-callback replica_apply_full_sync(Name, Snapshot) -> ok.
-callback replica_full_sync_snapshot(Name)        -> {sync, Snapshot} | empty.
-callback replica_remove_node(Name, node())       -> ok.
-callback replica_merge_custom(Name, Payload)     -> ok.       %% optional
-callback replica_anti_entropy()                  -> boolean(). %% optional
	replica_merge_delta/2 — merge an incoming {Key, entry} delta into the
owner's map and run its side effects.
	replica_apply_full_sync/2 — apply a snapshot received from a peer on
connect (or pulled on start). Same path as a delta for most consumers.
	replica_full_sync_snapshot/1 — produce the snapshot to push to a newly
connected peer, or empty when there is nothing to send.
	replica_remove_node/2 — drop entries owned by a node that left or
failed. A no-op is a valid choice (most built-ins keep their data; see
the prune_on_peer_down discussion in replicated
maps).
	replica_merge_custom/2 — merge a feature-specific broadcast (see
below). Optional; omit it if you do not use broadcast_custom/2.
	replica_anti_entropy/0 — return true to make periodic anti-entropy
intrinsic to this module's instances (see below).
Optional; omit it (the default) to leave it off.

Broadcasting
barrel_p2p_replica:broadcast_update(Name, {add, Key, Value}).
barrel_p2p_replica:broadcast_update(Name, {remove, Key}).
barrel_p2p_replica:broadcast_custom(Name, Payload).
broadcast_update/2 gossips OR-Map add/remove deltas: an add carries a
fresh dot, a remove a tombstone, so the receiver's merge resolves against
any in-flight value by HLC. broadcast_custom/2 gossips an arbitrary
payload on the instance's tag, delivered to replica_merge_custom/2. Use
it for invariants the plain OR-Map cannot express: leader election
broadcasts {Name, Fence} this way to publish the fencing token alongside
the election (barrel_p2p_leader.erl:142, barrel_p2p_leader.erl:316).
Late start and recovery
An instance started after the cluster has already formed gets no peer_up
for already-connected peers, so on start it seeds its peer set from the
active view and pulls a full sync from those peers via
replica_full_sync_snapshot/1 / replica_apply_full_sync/2. A restarted
owner recovers state the same way. There is nothing to do in your
callbacks for this; it is built into the driver.
Anti-entropy
The full-sync above is one-shot (on start / peer_up). State learned via
full-sync is not re-broadcast, so after a partition heals a node whose link
survived the split gets no fresh peer_up and could stay behind. To close that
gap an instance can run periodic anti-entropy: it pulls a full sync from one
random peer every replica_anti_entropy_ms (default 30000), so it reconverges
on its own. Because the merge is idempotent and the snapshot is full-state,
repeated pulls are safe and state propagates transitively.
A callback module turns this on by exporting replica_anti_entropy/0 returning
true. It is a property of the module, not a per-instance or operator flag:
the only knob is the global interval. The built-in reminder and barrel_p2p_map
do so, so their convergence is intrinsic with no opt-out. Implement it only for
a store whose replica_full_sync_snapshot/1 returns the WHOLE state and whose
removals are tombstones, so a re-pull cannot resurrect a hard-deleted entry. The
registry (local-only snapshot, overlay-lookup fallback), leader, and shard
(heartbeat-driven self-healing) do not implement it, so they stay off.
Wire safety
Your callbacks receive entries straight off gossip. There are two distinct
concerns:
	Wrapper safety. Feeding malformed dots/HLCs, an empty dot map, or a
non-map payload to barrel_p2p_ormap:absorb_clock/merge can crash the
merge or the shared barrel_p2p_hlc server. An implementer that merges
deltas from sources it does not fully control SHOULD validate the
wrapper before merging.
	Leaf/payload validation (is this value well-formed for my app?) is
entirely your own concern.

barrel_p2p_crdt_wire is the provided helper for the
first, with an optional leaf hook for the second. Using it is
recommended, not enforced: an implementer with full control of its
writers, or its own validation, may skip it. Be aware that of the
built-ins only the reminder validates today; the registry, leader, and
shard have purely internal writers, so they do not. Validate if your deltas
can come from a source you do not fully control.
barrel_p2p_crdt_wire
barrel_p2p_crdt_wire is the safe gossip-ingest surface. Stability:
supported.
%% Wrapper validity (and an optional leaf-value check).
barrel_p2p_crdt_wire:valid_entry(Entry).
barrel_p2p_crdt_wire:valid_entry(Entry, fun is_my_value/1).

%% Keep only the valid entries of a (possibly non-map) payload.
Accepted = barrel_p2p_crdt_wire:accept(Payload, LeafFun).

%% accept + absorb_clock + merge, in one step.
{Merged, Accepted} = barrel_p2p_crdt_wire:ingest(LocalMap, Incoming, LeafFun).
accept/2 and ingest/3 guard the top-level argument: a non-map payload
(a malformed broadcast could deliver {delta, Node, garbage}) returns
#{} / leaves the local map unchanged, never crashing the caller on any
peer-supplied term. ingest/3 returns BOTH the merged OR-Map AND the
accepted (validated, filtered) sub-map, so you can reconcile and emit
events for exactly the keys that changed instead of rescanning. On a
full-sync snapshot, Accepted is the whole validated snapshot, which is
how a map populates on first sync.
Transport coupling
Gossip rides barrel_p2p_plumtree + barrel_p2p_hyparview_events over
barrel_p2p's distribution carrier, so a consumer must run on barrel_p2p's
distribution. A pluggable transport (for apps with their own membership)
is future work.
Related
	Replicated maps is the high-level map
built on this behaviour; start there unless you need custom merge.
	Leader election is the canonical
custom-merge consumer (fencing via broadcast_custom/2).
	Service registry explains the OR-Map
model the deltas carry.



  

    Changelog

All notable changes to this project are documented in this file.
The format follows Keep a Changelog,
and this project adheres to the 0.x semantics described in the README
(a minor bump may break).
0.1.0 - 2026-05-26
First public release. Barrel P2P is an enhancement to Erlang distribution:
a proto_dist module over QUIC with HyParView membership, Plumtree gossip,
a CRDT service registry, and Ed25519 peer authentication, while keeping
Pid ! Msg, gen_server, rpc, global, links, and monitors working
normally.
Membership and gossip
	HyParView partial-view membership: bounded active/passive views, ARWL/PRWL
forwarding, shuffle, neighbor swap, age-based passive cleanup, churn
handling, and a backstop timer (pending_timeout_ms, default 30s) so a peer
that goes silent mid-handshake never leaks a pending entry.
	Plumtree epidemic broadcast: eager/lazy push with ihave/graft/prune and
self-healing; peers are removed from both eager and lazy sets on peer_down.
	Membership event subscription: barrel_p2p:subscribe/0,1, unsubscribe/1
deliver {barrel_p2p_event, {peer_up, Node} | {peer_down, Node, Reason}}.

Distribution carrier
	-proto_dist barrel_p2p: a transparent boot shim over upstream quic_dist.
One QUIC connection per peer carries the Erlang dist channel, multiplexed
across a pool of streams (the control stream is prioritised). Three vm.args
flags select it; certificate paths, the auth callback, and discovery are
projected into quic_dist automatically.
	Dist channels are decoupled from the HyParView active view: Pid ! Msg
works between any cluster members via OTP's demand-driven auto-connect,
resolved through the discovery chain. The active view tracks only the
bounded gossip topology.
	EPMD-less by default (barrel_p2p_epmd).
	Composing discovery chain (barrel_p2p_discovery): static config
(barrel_p2p_discovery_static), a shared on-disk registry
(barrel_p2p_discovery_file), and DNS host fallback
(barrel_p2p_discovery_dns).
	Config-driven seeding: contact_nodes auto-joins the listed seeds at boot
(barrel_p2p_bootstrap), retrying every contact_retry_ms (default 5000)
until the node is in the overlay, with no manual barrel_p2p:join/1.
	Idle dist-channel GC (barrel_p2p_dist_gc): an always-on reaper that drops
channels not in the active view, carrying no live user stream, and aged
past dist_gc_min_age_ms.
	Connection migration: barrel_p2p:migrate_peer/1,2 triggers RFC 9000 §9 path
migration on a peer's dist channel, rebinding to a new local 4-tuple without
rekey or HyParView churn.
	Pluggable transport seam: quic_dist:set_connect_options/2 routes a peer
through an out-of-tree relay/tunnel adapter (MASQUE, WireGuard, SSH
ProxyCommand). Experimental; no committed adapter.

Authentication and identity
	Ed25519 mutual authentication after the QUIC TLS handshake and before the
Erlang dist handshake. The signed message is bound to the QUIC TLS channel
(a SHA-256 of the server cert) and to the responder's own public key, so a
relayed handshake lands on a different cert and fails: this closes an
on-path MITM in both trust modes. Wire protocol v2.
	TOFU (default) and strict trust modes; a pinned node is rejected if it
presents a different key in either mode (no silent re-pin). Fingerprint-keyed
trust store on disk; cookie_only_nodes whitelist for probes that cannot
speak the auth protocol (symmetric check).
	The dist handshake carries the claimed node name as a binary and mints the
atom only after the signature verifies, closing an atom-table exhaustion DoS
reachable before authentication. Names are format- and length-validated
(255-byte cap, name@host shape, restricted charset).
	Self-signed QUIC TLS cert is ECDSA P-256 with notBefore backdated for peer
clock skew, a CSPRNG 127-bit serial, and GeneralizedTime encoding for
validity years >= 2050.
	Secret material (node.key, trust-store pins) is written through
barrel_p2p_file:write_secure/2: chmod 0600 before any plaintext byte, then
atomic rename. The keypair is consistency-checked on load
({error, keypair_mismatch} rather than using mismatched material).
	Boot guards: auth_enabled defaults to true; boot warns on the default
cookie, on auth_enabled = false, and on accepting a cookie-only peer, and
refuses to start when cookie_only_nodes is set with the default cookie or
when auth_enabled = true with an undefined auth callback.
	Handshake enforces a wall deadline across all recv sites; the replay-window
check is responder-side monotonic with a cross-host wall-clock sanity bound,
so an NTP step mid-handshake cannot spuriously fail.
	barrel_p2p_rotate:rotate_cert/0,1 and rotate_identity/0,1: atomic backup
under <dir>/backups/<UTC-timestamp>/. Identity rotation takes effect on the
next handshake; cert rotation requires a restart.

Service registry
	CRDT (Observed-Remove Map) registry replicated through the gossip layer:
register_service/1,2,3, unregister_service/1, lookup/1,
lookup_local/1, list_services/0, whereis_service/1,2 with overlay-routed
fallback, and local-pid proxies for remote services.
	OTP via callbacks ({via, barrel_p2p, Name}), global_register/1, and
get_proxy/1.
	Service events: subscribe_services/0,1, unsubscribe_services/1 deliver
{barrel_p2p_service_event, {service_registered | service_unregistered, Name, Node} | {service_down, Name, Node, Reason}}.
	Overlay routing is bounded: barrel_p2p_router caps concurrent in-flight
handlers (router_max_in_flight, default 256; over-cap replies
{error, overloaded}), relays carry a TTL and visited list to prevent
ping-pong, and a periodic sweep (route_cache_sweep_period_ms) evicts stale
cache entries. barrel_p2p_service_proxy bounds overlay casts
(proxy_cast_max_in_flight, default 32) and reaps dead remote proxies.

Replicated state and coordination
	barrel_p2p_replica: a public behaviour for replicated state with custom
merge or snapshot semantics. Gossiped OR-Map deltas, full-sync on peer_up,
prune on peer_down, and seed-from-active-view plus pull-on-start so an
instance created after the cluster formed recovers existing state. Callbacks
take the instance name first, so one module backs many named instances.
Periodic anti-entropy (replica_anti_entropy_ms, default 30000, 0
disables) reconverges value-carrying stores after a partition heal even
without a fresh peer_up.
	barrel_p2p_crdt_wire: supported helper for safe gossip ingest (wrapper
validation plus an optional leaf check; guards non-map payloads). The
registry, leader, shard, and reminder validate incoming gossip before
merging.
	barrel_p2p_map: replicated last-write-wins maps for small cluster-wide
control-plane state. new_map/1,2, delete_map/1, map_put/3,
map_remove/2, map_get/2, map_keys/1, map_to_list/1,
subscribe_map/1,2, unsubscribe_map/1,2. One owner gen_server per map with
a lock-free ETS read cache; per-map validator, tombstone_ttl_ms,
scan_ms, prune_on_peer_down, and opt-in persist => true. Beta.
	Durable reminders (barrel_p2p_reminder): remind/3, remind_after/3,
cancel_reminder/1, subscribe_reminders/0,1. Replicated, disk-persisted,
fire-at-most-once timers that survive the node that armed them; the owner is
barrel_p2p:place/1, so a survivor fires after the owner dies. Delivery is
{barrel_p2p_reminder, Key, Payload, Fence} with a stable fence for idempotent
dedup. Beta.
	Sharded placement (barrel_p2p_shard): place/1, owners/2, is_owner/1,
partition/1, members/0, subscribe_shard/0,1. Rendezvous (HRW) hashing
over a replicated, lease-based live-node set (periodic heartbeats), bucketed
into ring_size partitions; owners react to
{barrel_p2p_shard, {acquired | released, Partition}}. Beta.
	Leader election / singletons (barrel_p2p_leader): lead/1,2, resign/1,
leader/1, is_leader/1, fence/1. A process campaigns for a named
singleton and is notified with {barrel_p2p_leader, Name, {elected, Fence} | revoked}; the cluster elects one leader (highest priority, ties to lowest
node atom) and re-elects on churn. Each term carries an HLC fencing token,
strictly monotonic within a connected partition. Beta.
	Disk persistence (barrel_p2p_replica_log): a write-ahead log plus periodic
snapshots, recovered on boot. Durable reminders survive a full-cluster
restart (a remind/cancel is flushed before it returns); maps opt in with
persist => true. Persisted values must be restart-safe data (no
pids/ports/refs/funs). Config: reminder_data_dir, barrel_p2p_map_data_dir.
	Hybrid Logical Clocks (barrel_p2p_hlc) for causally-ordered timestamps used
by the CRDT and coordination layers.

Streams
	Tagged user-stream multiplex (barrel_p2p_streams): one acceptor per tag,
demultiplexed by a <<TagLen:8, Tag/binary>> preamble, handed to the
acceptor process which then owns the stream. Independent QUIC flow control
per stream; inbound streams awaiting a preamble are capped (64) to bound a
hostile peer. For bulk byte transfer where message passing is the wrong
shape. Beta.

Observability
	barrel_p2p_metrics: counters and histograms emitted through the instrument
library at the HyParView, dist-auth, Plumtree, GC, router, service-proxy,
streams, and migrate seams. Cached in persistent_term; emit sites stay off
the hot path.
	barrel_p2p_path_stats: summary/1, srtt/1, connection/1 over upstream
quic:get_path_stats/1, resolving a peer node to its QUIC connection pid.

Tooling
	priv/bin/barrel_p2p_call.sh: an erl_call-style one-shot RPC helper that
boots a hidden probe with a full Ed25519 identity and runs rpc:call against
a live node.
	priv/bin/barrel_p2p_gen_cert.sh: a self-signed cert generator for the QUIC
dist channel (--out-dir, --cn, --days, --key-bits, --force;
idempotent).

Tests and CI
	Property-based tests (PropEr) for the OR-Map CRDT laws, HLC monotonicity and
binary round-trip, dist-protocol encode/decode plus fuzz survival, and the
stream demuxer under random fragmentation.
	EUnit and Common Test suites covering membership, registry (incl. via
callbacks and the global bridge), Plumtree, dist auth, two/three-node
cluster mechanics, the -proto_dist barrel_p2p boot path, maps, reminders,
leader election, sharded placement, and end-to-end convergence and
partition-heal scenarios. A gated soak suite (BARREL_P2P_CT_SOAK=1) and a
bench harness (bench/run.sh) round these out.
	GitHub Actions matrix on OTP 27 and 28: compile, xref, dialyzer, EUnit,
Common Test, lint (elvis), formatting (erlfmt), and a bench gate.
Dialyzer- and xref-clean.

Documentation
	A documentation tree under docs/ (overview, concepts, tutorials including
a from-scratch quickstart, how-to guides including key management and
production, and reference including the configuration list, the replicated
substrate, and a Partisan comparison), published via ex_doc. Runnable
examples under examples/.
	LICENSE (Apache-2.0) and SECURITY.md.



  

    Security Policy

Supported Versions
Barrel P2P is pre-1.0 and unreleased. Only the main branch is supported; old commits receive no fixes.
Reporting a Vulnerability
Please do not open a public GitHub issue for security-impacting bugs.
Email reports to benoitc@enki-multimedia.eu with:
	A description of the issue and the impact you believe it has.
	Reproduction steps or a minimal proof-of-concept.
	The commit hash you tested against.
	Whether you would like to be credited in the fix commit / advisory.

Acknowledgement of a report happens within 5 business days. Triage and a fix or mitigation plan typically follow within 30 days for confirmed reports; complex issues may take longer and will be communicated.
If a fix lands publicly before disclosure is coordinated, the commit message will not point to the vulnerability until an advisory is published.
Scope
In scope:
	The Ed25519 distribution authentication (barrel_p2p_dist_auth*, barrel_p2p_dist_keys).
	The QUIC dist carrier integration (barrel_p2p_dist_auth_callback, barrel_p2p_discovery).
	Multi-hop circuit framing (barrel_p2p_circuit*, barrel_p2p_streams).
	HyParView / Plumtree / OR-Map registry behaviour under adversarial peers.

Out of scope:
	Vulnerabilities in upstream erlang_quic, hlc, or other dependencies. Report those to their respective projects.
	DoS via legitimate but resource-intensive workloads.
	Issues requiring local code execution as the BEAM user.

Known Limitations
These are documented design properties, not vulnerabilities:
	TOFU mode (auth_trust_mode = tofu) trusts the first key seen for a node. Use strict mode if you need to pre-pin keys.
	Barrel P2P has no built-in NAT traversal; bypass is left to an external relay/tunnel adapter (see docs/external-relay.md).
	The cookie_only_nodes whitelist and auth_enabled = false disable the Ed25519 handshake (and its TLS channel binding) for matching peers. These are reduced-assurance modes: the connection is then gated by the dist cookie over an unauthenticated TLS channel, with no protection against an active MITM. Use cookie_only_nodes only for c-nodes that genuinely cannot speak the auth protocol, and never with the default cookie (boot refuses that combination).
	The QUIC TLS certificate is self-signed (ECDSA P-256). Peer authentication and the anti-relay channel binding come from the Ed25519 layer, not from validating the TLS certificate.



  

    Feature stability and coverage

Barrel P2P follows semantic versioning for 0.x: minor bumps (0.x → 0.y) may
change documented public APIs; patch bumps (0.x.y → 0.x.y+1) are
non-breaking. See README.md for the
full policy. 1.0 is not yet on the roadmap.
Stability tiers used below:
	Tier	Promise
	supported	The team avoids silently breaking it. Intentional breaks land with a CHANGELOG entry and deprecation.
	beta	Works as documented but the shape may change across a 0.x minor bump.
	experimental	Anything may change. Use at your own risk; the next minor may rename, redesign, or remove it.

Membership and overlay
	Feature	Tier	Coverage notes
	barrel_p2p:join/1, leave/0	supported	CT: barrel_p2p_hyparview_SUITE, barrel_p2p_proto_dist_SUITE
	barrel_p2p:active_view/0, passive_view/0	supported	CT: barrel_p2p_hyparview_SUITE
	HyParView shuffle and promote-from-passive	supported	CT: barrel_p2p_churn_SUITE, soak broadcast_burst
	barrel_p2p:subscribe/0,1, unsubscribe/1	supported	CT: barrel_p2p_hyparview_SUITE
	Plumtree gossip (barrel_p2p_plumtree)	supported	CT: barrel_p2p_plumtree_SUITE; soak broadcast_burst

Distribution
	Feature	Tier	Coverage notes
	-proto_dist barrel_p2p boot path	supported	CT: barrel_p2p_proto_dist_SUITE
	barrel_p2p_dist carrier defaults	supported	CT: barrel_p2p_dist_basic_SUITE
	Ed25519 auth + TLS channel binding (v2)	supported	CT: barrel_p2p_dist_auth_SUITE, barrel_p2p_proto_dist_SUITE
	TOFU vs strict trust modes	supported	CT: barrel_p2p_dist_auth_basic_SUITE
	Idle dist-channel GC (barrel_p2p_dist_gc)	supported	CT case gc_skips_live_streams; EUnit barrel_p2p_dist_gc_tests
	barrel_p2p:migrate_peer/1,2	beta	EUnit: barrel_p2p_migrate_peer_tests

Service registry
	Feature	Tier	Coverage notes
	register_service/1,2,3, unregister_service/1	supported	CT: barrel_p2p_registry_SUITE
	lookup/1, lookup_local/1, list_services/0	supported	CT: barrel_p2p_registry_SUITE
	whereis_service/1,2 with overlay fallback	supported	CT: barrel_p2p_registry_SUITE, barrel_p2p_router_SUITE
	Via callbacks ({via, barrel_p2p, _})	supported	CT: barrel_p2p_registry_SUITE
	global_register/1 proxy bridge	beta	CT: barrel_p2p_registry_SUITE
	get_proxy/1	beta	CT: barrel_p2p_registry_SUITE
	Service events API (subscribe_services/0,1)	beta	CT: barrel_p2p_service_events_SUITE

Singletons and leader election
	Feature	Tier	Coverage notes
	lead/1,2, resign/1, leader/1, is_leader/1	beta	CT: barrel_p2p_leader_SUITE, barrel_p2p_leader_e2e_SUITE
	{barrel_p2p_leader, _, {elected, Fence} | revoked} msgs	beta	CT: barrel_p2p_leader_SUITE
	HLC fencing token (fence/1)	beta	CT: barrel_p2p_leader_e2e_SUITE (F2 > F1 across leader failover)
	peer_up/peer_down re-election	beta	CT: barrel_p2p_leader_e2e_SUITE

Sharded placement
	Feature	Tier	Coverage notes
	place/1, owners/2, is_owner/1, partition/1	beta	CT: barrel_p2p_shard_SUITE, barrel_p2p_shard_e2e_SUITE
	members/0 (lease-based live-node set)	beta	CT: barrel_p2p_shard_SUITE, barrel_p2p_shard_e2e_SUITE
	{barrel_p2p_shard, {acquired | released, P}} events	beta	CT: barrel_p2p_shard_SUITE, barrel_p2p_shard_e2e_SUITE

Durable reminders
	Feature	Tier	Coverage notes
	remind/3, remind_after/3, cancel_reminder/1	beta	CT: barrel_p2p_reminder_SUITE, barrel_p2p_reminder_e2e_SUITE
	subscribe_reminders/0,1, unsubscribe_reminders/1	beta	CT: barrel_p2p_reminder_SUITE
	{barrel_p2p_reminder, Key, Payload, Fence} delivery	beta	CT: barrel_p2p_reminder_SUITE (stable fence, no double-fire)
	Survivor fires after owner death	beta	CT: barrel_p2p_reminder_e2e_SUITE (kill owner before fire)
	Disk persistence (survives full-cluster restart)	beta	CT: barrel_p2p_reminder_e2e_SUITE (reminder_survives_full_cluster_restart)

Replicated maps
	Feature	Tier	Coverage notes
	new_map/1,2, delete_map/1	beta	CT: barrel_p2p_map_SUITE, barrel_p2p_map_e2e_SUITE
	map_put/3, map_remove/2, map_get/2, map_keys/1, map_to_list/1	beta	CT: barrel_p2p_map_SUITE; convergence in barrel_p2p_map_e2e_SUITE
	subscribe_map/1,2, unsubscribe_map/1,2	beta	CT: barrel_p2p_map_SUITE (events, DOWN cleanup)
	{barrel_p2p_map, Name, {put | remove, ...}} events	beta	CT: barrel_p2p_map_SUITE
	Late-join full-sync from peers	beta	CT: barrel_p2p_map_e2e_SUITE (map created after cluster formation)
	Optional disk persistence (persist => true)	beta	CT: barrel_p2p_map_SUITE (persist_recovers_after_restart), barrel_p2p_map_e2e_SUITE (persist_map_survives_full_cluster_restart)

Streams
	Feature	Tier	Coverage notes
	barrel_p2p_streams tagged multiplex	supported	EUnit: barrel_p2p_streams_tests, prop suite
	Reserved <<"barrel_p2p:", _>> tag namespace	supported	(documented; future-proofs internal protocols)

CRDT and time
	Feature	Tier	Coverage notes
	barrel_p2p_ormap (OR-Map CRDT)	supported	CT: barrel_p2p_ormap_SUITE; prop suite
	barrel_p2p_hlc (Hybrid Logical Clock)	supported	CT: barrel_p2p_hlc_SUITE; prop suite
	barrel_p2p_replica replication behaviour	beta	CT: the 4 consumer suites + barrel_p2p_map_e2e_SUITE
	Periodic anti-entropy (reminder + map)	beta	CT: barrel_p2p_anti_entropy_e2e_SUITE (off/on convergence)
	barrel_p2p_crdt_wire safe gossip ingest	supported	EUnit: barrel_p2p_crdt_wire_tests; CT: barrel_p2p_map_SUITE
	barrel_p2p_replica_log (WAL + snapshot store)	supported	EUnit: barrel_p2p_replica_log_tests

Operations
	Feature	Tier	Coverage notes
	barrel_p2p_rotate:rotate_cert/0,1	beta	EUnit: barrel_p2p_rotate_tests
	barrel_p2p_rotate:rotate_identity/0,1	beta	EUnit: barrel_p2p_rotate_tests
	instrument metrics	beta	EUnit: barrel_p2p_metrics_tests
	Discovery backends (file, DNS, static)	supported	EUnit: barrel_p2p_discovery_tests

Auxiliary
	Feature	Tier	Coverage notes
	External relay adapter seam	experimental	Docs only; no committed adapter
	Soak suite (BARREL_P2P_CT_SOAK=1)	experimental	One active case; rest is scaffolding
	Bench harness (bench/run.sh)	experimental	Soft CI regression gate
	barrel_p2p:start_service_holder/1	experimental	Integration-test helper; may move out of barrel_p2p.erl

When a feature changes
	supported → supported (refined): CHANGELOG entry, no version bump required if the change is non-breaking.
	supported → breaking change: deprecation in one minor, removal at the earliest in the next minor. CHANGELOG entry on both.
	beta → supported: CHANGELOG entry on the minor that promotes it.
	beta → breaking: minor bump, CHANGELOG entry, no deprecation cycle required.
	experimental: changes land without ceremony but should still appear in CHANGELOG when they affect callers.
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        Summary


  
    Functions
  


    
      
        active_view()

      


    


    
      
        cancel_reminder(Key)

      


        Cancel a pending reminder cluster-wide. Stability: beta.



    


    
      
        delete_map(Name)

      


        Stop a map on this node (node-local; not a cluster-wide erase). Stability: beta.



    


    
      
        fence(Name)

      


        This node's fencing token for Name, valid only while it leads. Stability: beta.



    


    
      
        get_proxy(Name)

      


    


    
      
        global_register(Name)

      


    


    
      
        is_leader(Name)

      


        Whether this node currently holds leadership for Name. Stability: beta.



    


    
      
        is_owner(Key)

      


        Whether this node currently owns Key. Stability: beta.



    


    
      
        join(ContactNode)

      


    


    
      
        lead(Name)

      


        Campaign for leadership of the singleton Name. The calling process becomes a candidate and is monitored; if it dies it stops being a candidate. The return value is the caller's initial role: - {ok, {leader, Fence}} if it holds leadership now - {ok, follower} otherwise On every later transition the caller is sent one of: - {barrel_p2p_leader, Name, {elected, Fence}} - {barrel_p2p_leader, Name, revoked}



    


    
      
        lead(Name, Opts)

      


        As lead/1 with options. #{priority => integer()} (default 0) biases the election: higher priority wins, ties fall back to the lowest node atom. Stability: beta.



    


    
      
        leader(Name)

      


        The current leader for Name cluster-wide, if any. Stability: beta.



    


    
      
        leave()

      


    


    
      
        list_services()

      


    


    
      
        lookup(Name)

      


    


    
      
        lookup_local(Name)

      


    


    
      
        map_get(Name, Key)
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        map_put(Name, Key, Value)

      


    


    
      
        map_remove(Name, Key)

      


    


    
      
        map_to_list(Name)

      


    


    
      
        members()

      


        The current live member set (sorted). Stability: beta.



    


    
      
        migrate_peer(Node)

      


        Trigger RFC 9000 §9 path migration on the QUIC connection backing the dist channel to Node. The connection rebinds to a new local 4-tuple via PATH_CHALLENGE/PATH_RESPONSE; keys, streams, and any open circuits ride through transparently. Useful when the local network changes (NIC/IP swap, tethering, multi-link policy).



    


    
      
        migrate_peer(Node, Opts)

      


    


    
      
        new_map(Name)

      


        Start a replicated map named Name on this node. A map is node-local: to be cluster-wide it must run on every participating node (declare it in the replicated_maps env, or call this on each node). Idempotent. See barrel_p2p_map for the full API and caveats. Stability: beta.



    


    
      
        new_map(Name, Opts)

      


    


    
      
        owners(Key, N)

      


        The top-N distinct owner nodes for Key (best first), for replicated placement. Stability: beta.



    


    
      
        partition(Key)

      


        The ring partition Key falls in (0..ring_size-1). Use it to map keys to partitions when reacting to ownership events. Stability: beta.



    


    
      
        passive_view()

      


    


    
      
        place(Key)

      


        The node that should own Key cluster-wide. Agreement is eventual: under churn nodes can briefly disagree until the member set converges. Stability: beta.



    


    
      
        register_name(Name, Pid)

      


    


    
      
        register_service(Name)

      


    


    
      
        register_service(Name, Meta)

      


    


    
      
        register_service(Name, Pid, Meta)

      


    


    
      
        remind(Key, FireAtMs, Payload)

      


        Set a reminder for Key to fire at absolute wall-clock FireAtMs (erlang:system_time(millisecond) scale), delivering Payload to subscribers on the owning node. Re-setting a Key replaces it. Fires exactly once in steady state; best-effort under churn or a crash at the fire instant. Stability: beta.



    


    
      
        remind_after(Key, DelayMs, Payload)

      


        Like remind/3 but DelayMs from now, converted to an absolute target so all nodes agree. Stability: beta.



    


    
      
        resign(Name)

      


        Stop campaigning for Name and yield leadership if held. No revoked message is sent (the caller asked to step down). Stability: beta.



    


    
      
        send(Name, Msg)

      


    


    
      
        start_service_holder(ServiceName)

      


    


    
      
        stop_service_holder(Pid)

      


    


    
      
        subscribe()

      


    


    
      
        subscribe(Pid)

      


    


    
      
        subscribe_map(Name)

      


        Subscribe the caller to a map's change events: {barrel_p2p_map, Name, {put, Key, Value} | {remove, Key}}. Stability: beta.



    


    
      
        subscribe_map(Name, Pid)

      


    


    
      
        subscribe_reminders()

      


        Subscribe the caller to reminder deliveries. Receives {barrel_p2p_reminder, Key, Payload, Fence} on the node that owns the key when it fires. Subscribe on every node where the handler may run. Stability: beta.



    


    
      
        subscribe_reminders(Pid)

      


    


    
      
        subscribe_services()

      


    


    
      
        subscribe_services(Pid)

      


    


    
      
        subscribe_shard()

      


        Subscribe the caller to ownership events. Receives {barrel_p2p_shard, {acquired, Partition}} when this node gains a partition and {barrel_p2p_shard, {released, Partition}} when it loses one. Stability: beta.
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        unregister_service(Name)

      


    


    
      
        unsubscribe(Pid)
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        unsubscribe_map(Name, Pid)
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        whereis_name(Name)

      


    


    
      
        whereis_service(Name)

      


    


    
      
        whereis_service(Name, Opts)

      


    





      


      
        Functions


        


  
    
      
    
    
      active_view()



        
          
        

    

  


  

      

          -spec active_view() -> [node()].


      



  



  
    
      
    
    
      cancel_reminder(Key)



        
          
        

    

  


  

      

          -spec cancel_reminder(term()) -> ok.


      


Cancel a pending reminder cluster-wide. Stability: beta.

  



  
    
      
    
    
      delete_map(Name)



        
          
        

    

  


  

      

          -spec delete_map(atom()) -> ok.


      


Stop a map on this node (node-local; not a cluster-wide erase). Stability: beta.

  



  
    
      
    
    
      fence(Name)



        
          
        

    

  


  

      

          -spec fence(term()) -> {ok, non_neg_integer()} | {error, not_leader}.


      


This node's fencing token for Name, valid only while it leads. Stability: beta.

  



  
    
      
    
    
      get_proxy(Name)



        
          
        

    

  


  

      

          -spec get_proxy(atom() | binary()) -> {ok, pid()} | not_found.


      



  



  
    
      
    
    
      global_register(Name)



        
          
        

    

  


  

      

          -spec global_register(atom() | binary()) -> {ok, pid()} | {error, term()}.


      



  



  
    
      
    
    
      is_leader(Name)



        
          
        

    

  


  

      

          -spec is_leader(term()) -> boolean().


      


Whether this node currently holds leadership for Name. Stability: beta.

  



  
    
      
    
    
      is_owner(Key)



        
          
        

    

  


  

      

          -spec is_owner(term()) -> boolean().


      


Whether this node currently owns Key. Stability: beta.

  



  
    
      
    
    
      join(ContactNode)



        
          
        

    

  


  

      

          -spec join(node()) -> ok | {error, term()}.


      



  



  
    
      
    
    
      lead(Name)



        
          
        

    

  


  

      

          -spec lead(term()) -> {ok, {leader, non_neg_integer()}} | {ok, follower} | {error, term()}.


      


Campaign for leadership of the singleton Name. The calling process becomes a candidate and is monitored; if it dies it stops being a candidate. The return value is the caller's initial role: - {ok, {leader, Fence}} if it holds leadership now - {ok, follower} otherwise On every later transition the caller is sent one of: - {barrel_p2p_leader, Name, {elected, Fence}} - {barrel_p2p_leader, Name, revoked}
Fence is a non_neg_integer() fencing token, strictly increasing across leadership terms within a connected partition. Stamp it on writes to a shared resource and have the resource reject any operation whose token is not strictly greater than the highest it has accepted; that is what makes "exactly one" safe when an old leader is paused or partitioned.
Partition caveat: under a network partition each side may elect its own leader, and token monotonicity is only guaranteed within a connected component. Safety then rests on the resource's fence check.
Stability: beta. The message and return shapes may change across a 0.x minor bump.

  



  
    
      
    
    
      lead(Name, Opts)



        
          
        

    

  


  

      

          -spec lead(term(), map()) -> {ok, {leader, non_neg_integer()}} | {ok, follower} | {error, term()}.


      


As lead/1 with options. #{priority => integer()} (default 0) biases the election: higher priority wins, ties fall back to the lowest node atom. Stability: beta.

  



  
    
      
    
    
      leader(Name)



        
          
        

    

  


  

      

          -spec leader(term()) -> {ok, node(), pid()} | {error, no_leader}.


      


The current leader for Name cluster-wide, if any. Stability: beta.

  



  
    
      
    
    
      leave()



        
          
        

    

  


  

      

          -spec leave() -> ok.


      



  



  
    
      
    
    
      list_services()



        
          
        

    

  


  

      

          -spec list_services() -> [atom() | binary()].


      



  



  
    
      
    
    
      lookup(Name)



        
          
        

    

  


  

      

          -spec lookup(atom() | binary()) -> {ok, [tuple()]} | {error, not_found}.


      



  



  
    
      
    
    
      lookup_local(Name)



        
          
        

    

  


  

      

          -spec lookup_local(atom() | binary()) -> {ok, pid()} | {error, not_found}.


      



  



  
    
      
    
    
      map_get(Name, Key)



        
          
        

    

  


  

      

          -spec map_get(atom(), term()) -> {ok, term()} | not_found.


      



  



  
    
      
    
    
      map_keys(Name)



        
          
        

    

  


  

      

          -spec map_keys(atom()) -> [term()].


      



  



  
    
      
    
    
      map_put(Name, Key, Value)



        
          
        

    

  


  

      

          -spec map_put(atom(), term(), term()) -> ok | {error, invalid_value | no_such_map}.


      



  



  
    
      
    
    
      map_remove(Name, Key)



        
          
        

    

  


  

      

          -spec map_remove(atom(), term()) -> ok | {error, no_such_map}.


      



  



  
    
      
    
    
      map_to_list(Name)



        
          
        

    

  


  

      

          -spec map_to_list(atom()) -> [{term(), term()}].


      



  



  
    
      
    
    
      members()



        
          
        

    

  


  

      

          -spec members() -> [node()].


      


The current live member set (sorted). Stability: beta.

  



  
    
      
    
    
      migrate_peer(Node)



        
          
        

    

  


  

      

          -spec migrate_peer(node()) -> ok | {error, term()}.


      


Trigger RFC 9000 §9 path migration on the QUIC connection backing the dist channel to Node. The connection rebinds to a new local 4-tuple via PATH_CHALLENGE/PATH_RESPONSE; keys, streams, and any open circuits ride through transparently. Useful when the local network changes (NIC/IP swap, tethering, multi-link policy).
Returns ok on successful path validation. Common errors: - {error, not_connected} — no current dist channel to Node - {error, no_conn} — controller alive but underlying conn gone - {error, peer_disable_migration} — peer set the transport-param flag forbidding migration; treat as terminal for this connection - {error, timeout} — path validation didn't complete in time
Stability: beta. The opts map may grow keys; existing keys stay.

  



  
    
      
    
    
      migrate_peer(Node, Opts)



        
          
        

    

  


  

      

          -spec migrate_peer(node(), #{timeout => pos_integer()}) -> ok | {error, term()}.


      



  



  
    
      
    
    
      new_map(Name)



        
          
        

    

  


  

      

          -spec new_map(atom()) -> {ok, pid()} | {error, term()}.


      


Start a replicated map named Name on this node. A map is node-local: to be cluster-wide it must run on every participating node (declare it in the replicated_maps env, or call this on each node). Idempotent. See barrel_p2p_map for the full API and caveats. Stability: beta.

  



  
    
      
    
    
      new_map(Name, Opts)



        
          
        

    

  


  

      

          -spec new_map(atom(), barrel_p2p_map:opts()) -> {ok, pid()} | {error, term()}.


      



  



  
    
      
    
    
      owners(Key, N)



        
          
        

    

  


  

      

          -spec owners(term(), pos_integer()) -> [node()].


      


The top-N distinct owner nodes for Key (best first), for replicated placement. Stability: beta.

  



  
    
      
    
    
      partition(Key)



        
          
        

    

  


  

      

          -spec partition(term()) -> non_neg_integer().


      


The ring partition Key falls in (0..ring_size-1). Use it to map keys to partitions when reacting to ownership events. Stability: beta.

  



  
    
      
    
    
      passive_view()



        
          
        

    

  


  

      

          -spec passive_view() -> [node()].


      



  



  
    
      
    
    
      place(Key)



        
          
        

    

  


  

      

          -spec place(term()) -> node() | undefined.


      


The node that should own Key cluster-wide. Agreement is eventual: under churn nodes can briefly disagree until the member set converges. Stability: beta.
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          -spec register_name(Name :: term(), Pid :: pid()) -> yes | no.
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          -spec register_service(atom() | binary()) -> ok | {error, term()}.
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          -spec register_service(atom() | binary(), map()) -> ok | {error, term()}.
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          -spec register_service(atom() | binary(), pid(), map()) -> ok | {error, term()}.


      



  



  
    
      
    
    
      remind(Key, FireAtMs, Payload)



        
          
        

    

  


  

      

          -spec remind(term(), integer(), term()) -> ok.


      


Set a reminder for Key to fire at absolute wall-clock FireAtMs (erlang:system_time(millisecond) scale), delivering Payload to subscribers on the owning node. Re-setting a Key replaces it. Fires exactly once in steady state; best-effort under churn or a crash at the fire instant. Stability: beta.

  



  
    
      
    
    
      remind_after(Key, DelayMs, Payload)



        
          
        

    

  


  

      

          -spec remind_after(term(), non_neg_integer(), term()) -> ok.


      


Like remind/3 but DelayMs from now, converted to an absolute target so all nodes agree. Stability: beta.

  



  
    
      
    
    
      resign(Name)



        
          
        

    

  


  

      

          -spec resign(term()) -> ok.


      


Stop campaigning for Name and yield leadership if held. No revoked message is sent (the caller asked to step down). Stability: beta.

  



  
    
      
    
    
      send(Name, Msg)



        
          
        

    

  


  

      

          -spec send(Name :: term(), Msg :: term()) -> pid().


      



  



  
    
      
    
    
      start_service_holder(ServiceName)



        
          
        

    

  


  

      

          -spec start_service_holder(atom() | binary()) -> {ok, pid()} | {error, term()}.
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          -spec stop_service_holder(pid()) -> ok.
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          -spec subscribe() -> ok.
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          -spec subscribe(pid()) -> ok.


      



  



  
    
      
    
    
      subscribe_map(Name)



        
          
        

    

  


  

      

          -spec subscribe_map(atom()) -> ok | {error, no_such_map}.


      


Subscribe the caller to a map's change events: {barrel_p2p_map, Name, {put, Key, Value} | {remove, Key}}. Stability: beta.

  



  
    
      
    
    
      subscribe_map(Name, Pid)



        
          
        

    

  


  

      

          -spec subscribe_map(atom(), pid()) -> ok | {error, no_such_map}.


      



  



  
    
      
    
    
      subscribe_reminders()



        
          
        

    

  


  

      

          -spec subscribe_reminders() -> ok.


      


Subscribe the caller to reminder deliveries. Receives {barrel_p2p_reminder, Key, Payload, Fence} on the node that owns the key when it fires. Subscribe on every node where the handler may run. Stability: beta.
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          -spec subscribe_reminders(pid()) -> ok.
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          -spec subscribe_services() -> ok.
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          -spec subscribe_services(pid()) -> ok.


      



  



  
    
      
    
    
      subscribe_shard()



        
          
        

    

  


  

      

          -spec subscribe_shard() -> ok.


      


Subscribe the caller to ownership events. Receives {barrel_p2p_shard, {acquired, Partition}} when this node gains a partition and {barrel_p2p_shard, {released, Partition}} when it loses one. Stability: beta.
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          -spec unregister_name(Name :: term()) -> ok.
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          -spec unregister_service(atom() | binary()) -> ok.
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          -spec unsubscribe(pid()) -> ok.
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          -spec unsubscribe_map(atom()) -> ok | {error, no_such_map}.
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          -spec unsubscribe_map(atom(), pid()) -> ok | {error, no_such_map}.
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          -spec unsubscribe_services(pid()) -> ok.
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          -spec whereis_name(Name :: term()) -> pid() | undefined.
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          -spec whereis_service(atom() | binary()) -> {ok, pid()} | {ok, node(), pid()} | {error, not_found}.
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          -spec whereis_service(atom() | binary(), map()) ->
                         {ok, pid()} | {ok, node(), pid()} | {error, not_found}.
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          -spec request_connect(node()) -> ok.
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        Summary
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        leaf_validator/0

      


    





  
    Functions
  


    
      
        accept(Map, LeafFun)

      


        Keep only the entries that pass valid_entry/2. Guards the top-level argument: a non-map payload (a malformed broadcast can deliver any term) returns #{} rather than letting maps:filter crash. The helper never crashes the caller on any peer-supplied term.



    


    
      
        ingest(Local, Incoming, LeafFun)

      


        Validate, absorb the incoming clock, and merge into Local. Returns {Merged, Accepted}: Merged is the new local OR-Map and Accepted is the validated sub-map of incoming entries - the keys that changed, so the caller can update its projection and emit events without rescanning the whole map. A non-map Incoming is a no-op: {Local, #{}}. Works identically for a delta and a full-sync snapshot.



    


    
      
        valid_entry(Entry)

      


        Wrapper-only validity: the entry shape absorb_clock/merge require (a value with a non-empty dot map keyed by {node(), HLC}, or a tombstone carrying an HLC). Accepts any leaf value.



    


    
      
        valid_entry(Entry, LeafFun)

      


        Wrapper validity plus an application leaf-value check.
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          -type leaf_validator() :: fun((term()) -> boolean()).
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          -spec accept(term(), leaf_validator()) -> barrel_p2p_ormap:ormap().


      


Keep only the entries that pass valid_entry/2. Guards the top-level argument: a non-map payload (a malformed broadcast can deliver any term) returns #{} rather than letting maps:filter crash. The helper never crashes the caller on any peer-supplied term.
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          -spec ingest(barrel_p2p_ormap:ormap(), term(), leaf_validator()) ->
                {barrel_p2p_ormap:ormap(), barrel_p2p_ormap:ormap()}.


      


Validate, absorb the incoming clock, and merge into Local. Returns {Merged, Accepted}: Merged is the new local OR-Map and Accepted is the validated sub-map of incoming entries - the keys that changed, so the caller can update its projection and emit events without rescanning the whole map. A non-map Incoming is a no-op: {Local, #{}}. Works identically for a delta and a full-sync snapshot.

  



  
    
      
    
    
      valid_entry(Entry)



        
          
        

    

  


  

      

          -spec valid_entry(term()) -> boolean().


      


Wrapper-only validity: the entry shape absorb_clock/merge require (a value with a non-empty dot map keyed by {node(), HLC}, or a tombstone carrying an HLC). Accepts any leaf value.

  



  
    
      
    
    
      valid_entry(Entry, LeafFun)



        
          
        

    

  


  

      

          -spec valid_entry(term(), leaf_validator()) -> boolean().


      


Wrapper validity plus an application leaf-value check.
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        lookup(Node, Host)

      


    


    
      
        register(Node, Port, State)

      


    


    
      
        unregister(Node)

      


        Remove this node's endpoint file. Useful in init:stop-style shutdown hooks.
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          -spec unregister(node() | string() | binary()) -> ok | {error, term()}.


      


Remove this node's endpoint file. Useful in init:stop-style shutdown hooks.
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          -spec listen_port() -> {ok, inet:port_number()} | undefined.
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        Summary


  
    Functions
  


    
      
        cache_server_cert_binding()

      


        Cache the SHA-256 of the effective listener TLS certificate, for use as the handshake channel binding. Called once at listen time, after the quic.dist config is projected, so the hash matches exactly the cert quic_dist serves. Reads cert_file from the merged config (honours -barrel_p2p_dist_cert_dir and a user-supplied cert), not the default path. Best-effort: logs and continues on failure (the auth path then fails closed when it cannot resolve the binding).



    


    
      
        create_challenge()

      


        Build a fresh challenge. The wall-clock timestamp is what the peer signs and what is compared cross-host. The monotonic start lets the responder measure the handshake duration without an NTP-induced spurious failure.



    


    
      
        ensure_keypair()

      


        Ensure a node keypair exists, generating one if needed.



    


    
      
        generate_keypair()

      


        Generate a fresh Ed25519 keypair.



    


    
      
        get_private_key()

      


        Read the node's Ed25519 private key from disk.



    


    
      
        get_public_key()

      


        Read the node's Ed25519 public key from disk.



    


    
      
        init()

      


        Initialize the authentication subsystem.



    


    
      
        is_cookie_only_allowed(Node)

      


        Check if a node may bypass the Ed25519 handshake on the strength of the Erlang dist cookie alone (c-nodes, legacy tools). Accepts a node atom or a (peer-supplied) name binary. The binary form is matched without atomising, so the cookie-only check that runs before Ed25519 verification cannot mint atoms.



    


    
      
        load_keypair(KeyDir)

      


        Load a keypair from disk. Verifies that the public key on disk is the one derived from the private key: a crash between the two file renames in save_keypair/3 could otherwise leave a mismatched pair, and load would silently return inconsistent material.



    


    
      
        save_keypair(KeyDir, PubKey, PrivKey)

      


        Save a keypair to disk atomically. Each file goes through the barrel_p2p_file:write_secure/2 chmod-before-write+rename helper, so neither key is ever world-readable mid-write. Two separate renames are not collectively atomic, but load_keypair/1 detects the mismatched-pair window and refuses to load.



    


    
      
        server_cert_binding()

      


        The server-side channel binding: SHA-256 of the listener cert. Returns the cached value, recomputing from the effective config if the cache is cold (e.g. the auth path runs before listen cached it).



    


    
      
        sign_challenge(Nonce, Timestamp, Binding)

      


        Sign a challenge built locally. The message format Nonce | Timestamp | OwnPubKey | Binding binds the signature to the signer's own identity and to the QUIC TLS channel: Binding is the SHA-256 of the server's TLS certificate (H1). A relayed signature computed over a different channel's cert no longer verifies.



    


    
      
        validate_peer_ts(PeerTs)

      


        Reject a peer-supplied wall timestamp that is too far from local wall time. Defense-in-depth against an attacker replaying an old peer CHALLENGE: the nonce alone protects against replay within a single signing session, this widens that to gross clock skew.



    


    
      
        verify_response(Signature, ResponderPubKey, _, Binding)

      


        Verify a peer's response. Rebuilds the signed message as Nonce | WallTs | ResponderPubKey and checks the signature. The handshake-elapsed window is measured against the monotonic clock captured by create_challenge/0, so an NTP step during the handshake cannot spuriously fail (or pass) the duration check.
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      cache_server_cert_binding()



        
          
        

    

  


  

      

          -spec cache_server_cert_binding() -> ok.


      


Cache the SHA-256 of the effective listener TLS certificate, for use as the handshake channel binding. Called once at listen time, after the quic.dist config is projected, so the hash matches exactly the cert quic_dist serves. Reads cert_file from the merged config (honours -barrel_p2p_dist_cert_dir and a user-supplied cert), not the default path. Best-effort: logs and continues on failure (the auth path then fails closed when it cannot resolve the binding).

  



  
    
      
    
    
      create_challenge()



        
          
        

    

  


  

      

          -spec create_challenge() -> {Nonce :: binary(), WallTs :: integer(), MonoStart :: integer()}.


      


Build a fresh challenge. The wall-clock timestamp is what the peer signs and what is compared cross-host. The monotonic start lets the responder measure the handshake duration without an NTP-induced spurious failure.

  



  
    
      
    
    
      ensure_keypair()



        
          
        

    

  


  

      

          -spec ensure_keypair() -> ok | {error, term()}.


      


Ensure a node keypair exists, generating one if needed.
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          -spec generate_keypair() -> {PublicKey :: binary(), PrivateKey :: binary()}.


      


Generate a fresh Ed25519 keypair.
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          -spec get_private_key() -> {ok, binary()} | {error, term()}.


      


Read the node's Ed25519 private key from disk.
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          -spec get_public_key() -> {ok, binary()} | {error, term()}.


      


Read the node's Ed25519 public key from disk.
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          -spec init() -> ok | {error, term()}.


      


Initialize the authentication subsystem.

  



  
    
      
    
    
      is_cookie_only_allowed(Node)



        
          
        

    

  


  

      

          -spec is_cookie_only_allowed(node() | binary()) -> boolean().


      


Check if a node may bypass the Ed25519 handshake on the strength of the Erlang dist cookie alone (c-nodes, legacy tools). Accepts a node atom or a (peer-supplied) name binary. The binary form is matched without atomising, so the cookie-only check that runs before Ed25519 verification cannot mint atoms.

  



  
    
      
    
    
      load_keypair(KeyDir)



        
          
        

    

  


  

      

          -spec load_keypair(string()) -> {ok, binary(), binary()} | {error, term()}.


      


Load a keypair from disk. Verifies that the public key on disk is the one derived from the private key: a crash between the two file renames in save_keypair/3 could otherwise leave a mismatched pair, and load would silently return inconsistent material.

  



  
    
      
    
    
      save_keypair(KeyDir, PubKey, PrivKey)



        
          
        

    

  


  

      

          -spec save_keypair(string(), binary(), binary()) -> ok | {error, term()}.


      


Save a keypair to disk atomically. Each file goes through the barrel_p2p_file:write_secure/2 chmod-before-write+rename helper, so neither key is ever world-readable mid-write. Two separate renames are not collectively atomic, but load_keypair/1 detects the mismatched-pair window and refuses to load.

  



  
    
      
    
    
      server_cert_binding()



        
          
        

    

  


  

      

          -spec server_cert_binding() -> {ok, binary()} | {error, term()}.


      


The server-side channel binding: SHA-256 of the listener cert. Returns the cached value, recomputing from the effective config if the cache is cold (e.g. the auth path runs before listen cached it).

  



  
    
      
    
    
      sign_challenge(Nonce, Timestamp, Binding)



        
          
        

    

  


  

      

          -spec sign_challenge(binary(), integer(), binary()) -> {ok, binary()} | {error, term()}.


      


Sign a challenge built locally. The message format Nonce | Timestamp | OwnPubKey | Binding binds the signature to the signer's own identity and to the QUIC TLS channel: Binding is the SHA-256 of the server's TLS certificate (H1). A relayed signature computed over a different channel's cert no longer verifies.
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          -spec validate_peer_ts(integer()) -> ok | {error, peer_ts_skew}.


      


Reject a peer-supplied wall timestamp that is too far from local wall time. Defense-in-depth against an attacker replaying an old peer CHALLENGE: the nonce alone protects against replay within a single signing session, this widens that to gross clock skew.

  



  
    
      
    
    
      verify_response(Signature, ResponderPubKey, _, Binding)



        
          
        

    

  


  

      

          -spec verify_response(binary(), binary(), {binary(), integer(), integer()}, binary()) -> boolean().


      


Verify a peer's response. Rebuilds the signed message as Nonce | WallTs | ResponderPubKey and checks the signature. The handshake-elapsed window is measured against the monotonic clock captured by create_challenge/0, so an NTP step during the handshake cannot spuriously fail (or pass) the duration check.
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          -spec authenticate(Conn :: pid(), Side :: client | server, Timeout :: timeout()) ->
                      {ok, node() | undefined} | {error, term()}.
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        authenticate_incoming(Conn, Timeout)

      


        Run the auth protocol as the connection responder.



    


    
      
        authenticate_outgoing(Conn, TargetNode, Timeout)

      


        Run the auth protocol as the connection initiator. Returns the node atom claimed by the peer (verified by signature against the trusted key for that atom). The dist handshake that runs immediately after refuses the connection if that name does not match the target.
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          -spec authenticate_incoming(Conn :: pid(), Timeout :: timeout()) ->
                               {ok, node() | undefined} | {error, term()}.


      


Run the auth protocol as the connection responder.

  



  
    
      
    
    
      authenticate_outgoing(Conn, TargetNode, Timeout)



        
          
        

    

  


  

      

          -spec authenticate_outgoing(Conn :: pid(), TargetNode :: node() | undefined, Timeout :: timeout()) ->
                               {ok, node() | undefined} | {error, term()}.


      


Run the auth protocol as the connection initiator. Returns the node atom claimed by the peer (verified by signature against the trusted key for that atom). The dist handshake that runs immediately after refuses the connection if that name does not match the target.
TargetNode is the node we dialed. It gates the AUTH_OK short-circuit: a server claiming the cookie-only path is only trusted if TargetNode matches the client's own cookie_only_nodes whitelist.
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          -spec get_age_ms(node()) -> pos_integer() | not_tracked.
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          -spec sweep_now() -> ok.
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        delete_key(Node)

      


        Delete a trusted key



    


    
      
        fingerprint(PubKey)

      


        SHA-256 fingerprint of an Ed25519 public key. Pure helper for diagnostics (logs, key-mismatch reports). The store/lookup API is keyed by node atom, not by fingerprint.



    


    
      
        get_trust_mode()

      


        Get current trust mode



    


    
      
        handle_call(Request, From, State)

      


    


    
      
        handle_cast(Msg, State)

      


    


    
      
        handle_info(Info, State)

      


    


    
      
        init(_)

      


    


    
      
        is_trusted(Node, PubKey)

      


        Check if a node's public key is trusted. Thin wrapper around lookup_pin/1 kept for back-compat with existing boolean callers.



    


    
      
        list_trusted()

      


        List all trusted nodes



    


    
      
        lookup_key(Node)

      


        Lookup the public key for a node



    


    
      
        lookup_pin(Node)

      


        Tri-state pin lookup. Distinguishes "no pin recorded" from "pin exists" so callers can refuse re-pin attempts. Accepts a node atom or a (peer-supplied) name binary; a binary resolves through binary_to_existing_atom so a lookup never mints a new atom. An unknown name is not_pinned.



    


    
      
        set_trust_mode(Mode)

      


        Set trust mode (strict or tofu)



    


    
      
        start_link()

      


        Start the key storage server



    


    
      
        store_key(Node, PubKey)

      


        Store a public key for a node, overwriting any existing pin unconditionally. This is an operator API and is NOT reachable from the wire; the handshake path uses store_key_if_new/2, which refuses to re-pin a different key. To rotate a peer's pin deliberately, delete_key/1 then store_key/2.



    


    
      
        store_key_if_new(Node, PubKey)

      


        Store a key if no key exists for this node (TOFU mode)
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          -spec delete_key(node()) -> ok.


      


Delete a trusted key
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          -spec fingerprint(binary()) -> binary().


      


SHA-256 fingerprint of an Ed25519 public key. Pure helper for diagnostics (logs, key-mismatch reports). The store/lookup API is keyed by node atom, not by fingerprint.

  



  
    
      
    
    
      get_trust_mode()



        
          
        

    

  


  

      

          -spec get_trust_mode() -> strict | tofu.


      


Get current trust mode
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      is_trusted(Node, PubKey)



        
          
        

    

  


  

      

          -spec is_trusted(node(), binary()) -> boolean().


      


Check if a node's public key is trusted. Thin wrapper around lookup_pin/1 kept for back-compat with existing boolean callers.
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          -spec list_trusted() ->
                      [#peer_key{node :: node() | undefined,
                                 fingerprint :: binary() | undefined,
                                 public_key :: binary(),
                                 added_at :: integer(),
                                 last_seen :: integer(),
                                 trust_level :: permanent | tofu}].


      


List all trusted nodes
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          -spec lookup_key(node()) -> {ok, binary()} | {error, not_found}.


      


Lookup the public key for a node

  



  
    
      
    
    
      lookup_pin(Node)



        
          
        

    

  


  

      

          -spec lookup_pin(node() | binary() | term()) -> not_pinned | {pinned, binary()}.


      


Tri-state pin lookup. Distinguishes "no pin recorded" from "pin exists" so callers can refuse re-pin attempts. Accepts a node atom or a (peer-supplied) name binary; a binary resolves through binary_to_existing_atom so a lookup never mints a new atom. An unknown name is not_pinned.

  



  
    
      
    
    
      set_trust_mode(Mode)



        
          
        

    

  


  

      

          -spec set_trust_mode(strict | tofu) -> ok.


      


Set trust mode (strict or tofu)
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          -spec start_link() -> {ok, pid()} | ignore | {error, term()}.


      


Start the key storage server

  



  
    
      
    
    
      store_key(Node, PubKey)



        
          
        

    

  


  

      

          -spec store_key(node() | term(), binary()) -> ok | {error, term()}.


      


Store a public key for a node, overwriting any existing pin unconditionally. This is an operator API and is NOT reachable from the wire; the handshake path uses store_key_if_new/2, which refuses to re-pin a different key. To rotate a peer's pin deliberately, delete_key/1 then store_key/2.
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          -spec store_key_if_new(node() | term(), binary()) -> ok | {error, term()}.


      


Store a key if no key exists for this node (TOFU mode)
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        decode(_)

      


        Decode an authentication message The HELLO node name is returned as a *validated binary*, not an atom. Atomising peer-controlled bytes here would let an unauthenticated peer flood the (never-GC'd) atom table; the caller mints the atom only after the Ed25519 signature is verified. See barrel_p2p_dist_auth_stream.



    


    
      
        encode_challenge(Nonce, Timestamp)

      


        Encode AUTH_CHALLENGE message Format: <<Type:8, Nonce:32/binary, Timestamp:64/big>>



    


    
      
        encode_fail(Reason)

      


        Encode AUTH_FAIL message Format: <<Type:8, ReasonLen:16/big, Reason/binary>>



    


    
      
        encode_hello(NodeName, PubKey)

      


        Encode AUTH_HELLO message Format: <<Type:8, Version:8, NodeNameLen:16/big, NodeName/binary, PubKey:32/binary>>



    


    
      
        encode_ok()

      


        Encode AUTH_OK message Format: <<Type:8>>



    


    
      
        encode_response(Signature)

      


        Encode AUTH_RESPONSE message Format: <<Type:8, Signature:64/binary>>



    


    
      
        validate_node_name(Bin)

      


        Validate a node name binary. Returns ok if the bytes form a well-shaped name@host atom by Erlang dist conventions.
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      decode(_)



        
          
        

    

  


  

      

          -spec decode(binary()) ->
                {hello, binary(), binary()} |
                {challenge, binary(), integer()} |
                {response, binary()} |
                ok |
                {fail, binary()} |
                {error, term()}.


      


Decode an authentication message The HELLO node name is returned as a *validated binary*, not an atom. Atomising peer-controlled bytes here would let an unauthenticated peer flood the (never-GC'd) atom table; the caller mints the atom only after the Ed25519 signature is verified. See barrel_p2p_dist_auth_stream.

  



  
    
      
    
    
      encode_challenge(Nonce, Timestamp)



        
          
        

    

  


  

      

          -spec encode_challenge(binary(), integer()) -> binary().


      


Encode AUTH_CHALLENGE message Format: <<Type:8, Nonce:32/binary, Timestamp:64/big>>

  



  
    
      
    
    
      encode_fail(Reason)



        
          
        

    

  


  

      

          -spec encode_fail(binary()) -> binary().


      


Encode AUTH_FAIL message Format: <<Type:8, ReasonLen:16/big, Reason/binary>>

  



  
    
      
    
    
      encode_hello(NodeName, PubKey)
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      encode_ok()



        
          
        

    

  


  

      

          -spec encode_ok() -> binary().
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Validate a node name binary. Returns ok if the bytes form a well-shaped name@host atom by Erlang dist conventions.
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Atomically write Data to Path with 0600 permissions. Writes through a Path ++ ".tmp" shadow, chmods the empty file to 0600, then writes the payload and renames. Cleans up the temp file on any failure.
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        Test-support: refuse overlay links to Nodes - drop them from the active/passive views, stop gossiping to them, and never (re)connect them - until unblock_peers/0. Holds a partition that disconnect_node alone cannot (HyParView would re-dial via passive promotion). Inert in normal operation: nothing calls it and the blocked set defaults empty.
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          -type hyparview_msg() ::
          {join,
           Sender ::
               #peer{id :: node(),
                     address :: inet:ip_address() | undefined,
                     port :: inet:port_number() | undefined,
                     quic_port :: inet:port_number() | undefined,
                     connected :: boolean(),
                     priority :: high | low,
                     last_seen :: integer() | undefined,
                     fail_count :: non_neg_integer(),
                     backoff_until :: integer() | undefined}} |
          {forward_join,
           NewPeer ::
               #peer{id :: node(),
                     address :: inet:ip_address() | undefined,
                     port :: inet:port_number() | undefined,
                     quic_port :: inet:port_number() | undefined,
                     connected :: boolean(),
                     priority :: high | low,
                     last_seen :: integer() | undefined,
                     fail_count :: non_neg_integer(),
                     backoff_until :: integer() | undefined},
           TTL :: integer(),
           Sender ::
               #peer{id :: node(),
                     address :: inet:ip_address() | undefined,
                     port :: inet:port_number() | undefined,
                     quic_port :: inet:port_number() | undefined,
                     connected :: boolean(),
                     priority :: high | low,
                     last_seen :: integer() | undefined,
                     fail_count :: non_neg_integer(),
                     backoff_until :: integer() | undefined}} |
          {disconnect,
           Sender ::
               #peer{id :: node(),
                     address :: inet:ip_address() | undefined,
                     port :: inet:port_number() | undefined,
                     quic_port :: inet:port_number() | undefined,
                     connected :: boolean(),
                     priority :: high | low,
                     last_seen :: integer() | undefined,
                     fail_count :: non_neg_integer(),
                     backoff_until :: integer() | undefined}} |
          {neighbor,
           Priority :: high | low,
           Sender ::
               #peer{id :: node(),
                     address :: inet:ip_address() | undefined,
                     port :: inet:port_number() | undefined,
                     quic_port :: inet:port_number() | undefined,
                     connected :: boolean(),
                     priority :: high | low,
                     last_seen :: integer() | undefined,
                     fail_count :: non_neg_integer(),
                     backoff_until :: integer() | undefined}} |
          {neighbor_reply,
           Accept :: boolean(),
           Sender ::
               #peer{id :: node(),
                     address :: inet:ip_address() | undefined,
                     port :: inet:port_number() | undefined,
                     quic_port :: inet:port_number() | undefined,
                     connected :: boolean(),
                     priority :: high | low,
                     last_seen :: integer() | undefined,
                     fail_count :: non_neg_integer(),
                     backoff_until :: integer() | undefined}} |
          {shuffle,
           TTL :: integer(),
           Peers ::
               [#peer{id :: node(),
                      address :: inet:ip_address() | undefined,
                      port :: inet:port_number() | undefined,
                      quic_port :: inet:port_number() | undefined,
                      connected :: boolean(),
                      priority :: high | low,
                      last_seen :: integer() | undefined,
                      fail_count :: non_neg_integer(),
                      backoff_until :: integer() | undefined}],
           Sender ::
               #peer{id :: node(),
                     address :: inet:ip_address() | undefined,
                     port :: inet:port_number() | undefined,
                     quic_port :: inet:port_number() | undefined,
                     connected :: boolean(),
                     priority :: high | low,
                     last_seen :: integer() | undefined,
                     fail_count :: non_neg_integer(),
                     backoff_until :: integer() | undefined}} |
          {shuffle_reply,
           Peers ::
               [#peer{id :: node(),
                      address :: inet:ip_address() | undefined,
                      port :: inet:port_number() | undefined,
                      quic_port :: inet:port_number() | undefined,
                      connected :: boolean(),
                      priority :: high | low,
                      last_seen :: integer() | undefined,
                      fail_count :: non_neg_integer(),
                      backoff_until :: integer() | undefined}],
           Sender ::
               #peer{id :: node(),
                     address :: inet:ip_address() | undefined,
                     port :: inet:port_number() | undefined,
                     quic_port :: inet:port_number() | undefined,
                     connected :: boolean(),
                     priority :: high | low,
                     last_seen :: integer() | undefined,
                     fail_count :: non_neg_integer(),
                     backoff_until :: integer() | undefined}}.
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          -spec block_peers([node()]) -> ok.


      


Test-support: refuse overlay links to Nodes - drop them from the active/passive views, stop gossiping to them, and never (re)connect them - until unblock_peers/0. Holds a partition that disconnect_node alone cannot (HyParView would re-dial via passive promotion). Inert in normal operation: nothing calls it and the blocked set defaults empty.
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          -spec unblock_peers() -> ok.


      


Test-support: clear the blocked set (heal the partition).
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        Look up a live value (lock-free ETS read).



    


    
      
        handle_call(Req, From, State)

      


    


    
      
        handle_cast(Msg, State)

      


    


    
      
        handle_info(Info, State)

      


    


    
      
        init(_)

      


    


    
      
        keys(Name)

      


        Live keys (lock-free ETS read).



    


    
      
        new(Name)

      


        Start a replicated map named Name on this node. Idempotent.



    


    
      
        new(Name, Opts)

      


    


    
      
        owner_name(Name)

      


    


    
      
        put(Name, Key, Value)

      


        Put Value under Key. Rejected with {error, invalid_value} if the map's validator rejects the value.



    


    
      
        remove(Name, Key)

      


        Remove Key.



    


    
      
        replica_anti_entropy()

      


    


    
      
        replica_apply_full_sync(ReplicaName, Snapshot)

      


    


    
      
        replica_full_sync_snapshot(ReplicaName)

      


    


    
      
        replica_merge_delta(ReplicaName, Delta)

      


    


    
      
        replica_name(Name)

      


    


    
      
        replica_remove_node(ReplicaName, Node)

      


    


    
      
        start_link(Name, Opts)

      


    


    
      
        subscribe(Name)

      


        Subscribe the calling process to {barrel_p2p_map, Name, Event} change events, where Event is {put, Key, Value} or {remove, Key}.



    


    
      
        subscribe(Name, Pid)

      


    


    
      
        tab_name(Name)

      


    


    
      
        terminate(Reason, State)

      


    


    
      
        to_list(Name)

      


        Live key/value pairs (lock-free ETS read).



    


    
      
        unsubscribe(Name)

      


    


    
      
        unsubscribe(Name, Pid)

      


    





      


      
        Types


        


  
    
      
    
    
      opts/0



        
          
        

    

  


  

      

          -type opts() ::
          #{validator => fun((term()) -> boolean()) | {module(), atom()},
            tombstone_ttl_ms => non_neg_integer(),
            scan_ms => pos_integer(),
            prune_on_peer_down => boolean(),
            persist => boolean()}.


      



  


        

      

      
        Functions


        


  
    
      
    
    
      delete(Name, Key)



        
          
        

    

  


  

      

          -spec delete(atom(), term()) -> ok | {error, no_such_map}.


      


Alias for remove/2.

  



  
    
      
    
    
      delete_map(Name)



        
          
        

    

  


  

      

          -spec delete_map(atom()) -> ok.


      


Stop the map on THIS node (node-local; not a cluster-wide erase). Also removes any persisted files, so a later new/2 starts fresh rather than reloading stale data. stop_map/1 is synchronous (it waits for the owner to terminate, which closes the log), so the delete runs strictly AFTER the log is closed - no terminate/2 write can race the delete. The file delete is a no-op for a map that did not persist.

  



  
    
      
    
    
      get(Name, Key)



        
          
        

    

  


  

      

          -spec get(atom(), term()) -> {ok, term()} | not_found.


      


Look up a live value (lock-free ETS read).

  



  
    
      
    
    
      handle_call(Req, From, State)



        
          
        

    

  


  


  



  
    
      
    
    
      handle_cast(Msg, State)



        
          
        

    

  


  


  



  
    
      
    
    
      handle_info(Info, State)



        
          
        

    

  


  


  



  
    
      
    
    
      init(_)



        
          
        

    

  


  


  



  
    
      
    
    
      keys(Name)



        
          
        

    

  


  

      

          -spec keys(atom()) -> [term()].


      


Live keys (lock-free ETS read).

  



  
    
      
    
    
      new(Name)



        
          
        

    

  


  

      

          -spec new(atom()) -> {ok, pid()} | {error, term()}.


      


Start a replicated map named Name on this node. Idempotent.

  



  
    
      
    
    
      new(Name, Opts)



        
          
        

    

  


  

      

          -spec new(atom(), opts()) -> {ok, pid()} | {error, term()}.


      



  



  
    
      
    
    
      owner_name(Name)



        
          
        

    

  


  


  



  
    
      
    
    
      put(Name, Key, Value)



        
          
        

    

  


  

      

          -spec put(atom(), term(), term()) -> ok | {error, invalid_value | no_such_map}.


      


Put Value under Key. Rejected with {error, invalid_value} if the map's validator rejects the value.

  



  
    
      
    
    
      remove(Name, Key)



        
          
        

    

  


  

      

          -spec remove(atom(), term()) -> ok | {error, no_such_map}.


      


Remove Key.

  



  
    
      
    
    
      replica_anti_entropy()



        
          
        

    

  


  


  



  
    
      
    
    
      replica_apply_full_sync(ReplicaName, Snapshot)
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      replica_merge_delta(ReplicaName, Delta)



        
          
        

    

  


  


  



  
    
      
    
    
      replica_name(Name)



        
          
        

    

  


  


  



  
    
      
    
    
      replica_remove_node(ReplicaName, Node)



        
          
        

    

  


  


  



  
    
      
    
    
      start_link(Name, Opts)



        
          
        

    

  


  


  



  
    
      
    
    
      subscribe(Name)



        
          
        

    

  


  

      

          -spec subscribe(atom()) -> ok | {error, no_such_map}.


      


Subscribe the calling process to {barrel_p2p_map, Name, Event} change events, where Event is {put, Key, Value} or {remove, Key}.

  



  
    
      
    
    
      subscribe(Name, Pid)



        
          
        

    

  


  

      

          -spec subscribe(atom(), pid()) -> ok | {error, no_such_map}.


      



  



  
    
      
    
    
      tab_name(Name)



        
          
        

    

  


  


  



  
    
      
    
    
      terminate(Reason, State)



        
          
        

    

  


  


  



  
    
      
    
    
      to_list(Name)



        
          
        

    

  


  

      

          -spec to_list(atom()) -> [{term(), term()}].


      


Live key/value pairs (lock-free ETS read).

  



  
    
      
    
    
      unsubscribe(Name)



        
          
        

    

  


  

      

          -spec unsubscribe(atom()) -> ok | {error, no_such_map}.


      



  



  
    
      
    
    
      unsubscribe(Name, Pid)



        
          
        

    

  


  

      

          -spec unsubscribe(atom(), pid()) -> ok | {error, no_such_map}.
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        Summary


  
    Functions
  


    
      
        init(_)

      


    


    
      
        start_link()

      


    


    
      
        start_map(Name, Opts)

      


        Start (or return the existing) named map. Idempotent.



    


    
      
        stop_map(Name)

      


        Stop the named map on this node.



    


    
      
        which_maps()

      


        Names of the maps running on this node.



    





      


      
        Functions


        


  
    
      
    
    
      init(_)



        
          
        

    

  


  


  



  
    
      
    
    
      start_link()



        
          
        

    

  


  


  



  
    
      
    
    
      start_map(Name, Opts)



        
          
        

    

  


  

      

          -spec start_map(atom(), barrel_p2p_map:opts()) -> {ok, pid()} | {error, term()}.


      


Start (or return the existing) named map. Idempotent.

  



  
    
      
    
    
      stop_map(Name)



        
          
        

    

  


  

      

          -spec stop_map(atom()) -> ok.


      


Stop the named map on this node.

  



  
    
      
    
    
      which_maps()



        
          
        

    

  


  

      

          -spec which_maps() -> [atom()].


      


Names of the maps running on this node.
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        Summary


  
    Functions
  


    
      
        auth_attempt(Role, Outcome, DurationMs)

      


    


    
      
        gc_reap(Peer)

      


    


    
      
        gossip_received(From)

      


    


    
      
        gossip_sent(N)

      


    


    
      
        graft_sent(Peer)

      


    


    
      
        hyparview_event(_)

      


    


    
      
        ihave_sent(N)

      


    


    
      
        migrate_result(Peer, Outcome)

      


    


    
      
        pending_timeout(Peer)

      


    


    
      
        proxy_cast_dropped()

      


    


    
      
        prune_sent(Peer)

      


    


    
      
        router_request_dropped()

      


    


    
      
        streams_preamble_dropped()

      


    





      


      
        Functions


        


  
    
      
    
    
      auth_attempt(Role, Outcome, DurationMs)



        
          
        

    

  


  

      

          -spec auth_attempt(outgoing | incoming, ok | fail, integer()) -> ok.


      



  



  
    
      
    
    
      gc_reap(Peer)



        
          
        

    

  


  

      

          -spec gc_reap(node()) -> ok.


      



  



  
    
      
    
    
      gossip_received(From)



        
          
        

    

  


  

      

          -spec gossip_received(node()) -> ok.


      



  



  
    
      
    
    
      gossip_sent(N)



        
          
        

    

  


  

      

          -spec gossip_sent(non_neg_integer()) -> ok.


      



  



  
    
      
    
    
      graft_sent(Peer)



        
          
        

    

  


  

      

          -spec graft_sent(node()) -> ok.


      



  



  
    
      
    
    
      hyparview_event(_)



        
          
        

    

  


  

      

          -spec hyparview_event(term()) -> ok.


      



  



  
    
      
    
    
      ihave_sent(N)



        
          
        

    

  


  

      

          -spec ihave_sent(non_neg_integer()) -> ok.


      



  



  
    
      
    
    
      migrate_result(Peer, Outcome)



        
          
        

    

  


  

      

          -spec migrate_result(node(), ok | fail) -> ok.


      



  



  
    
      
    
    
      pending_timeout(Peer)



        
          
        

    

  


  

      

          -spec pending_timeout(node()) -> ok.


      



  



  
    
      
    
    
      proxy_cast_dropped()



        
          
        

    

  


  

      

          -spec proxy_cast_dropped() -> ok.


      



  



  
    
      
    
    
      prune_sent(Peer)



        
          
        

    

  


  

      

          -spec prune_sent(node()) -> ok.


      



  



  
    
      
    
    
      router_request_dropped()



        
          
        

    

  


  

      

          -spec router_request_dropped() -> ok.


      



  



  
    
      
    
    
      streams_preamble_dropped()



        
          
        

    

  


  

      

          -spec streams_preamble_dropped() -> ok.
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        ormap/0

      


    


    
      
        tombstone_entry/0

      


    


    
      
        value_entry/0

      


    





  
    Functions
  


    
      
        absorb_clock(Map)

      


    


    
      
        add(Key, Value, Map)

      


    


    
      
        gc_tombstones(Map, CutoffWallMs)

      


    


    
      
        get(Key, Map)

      


    


    
      
        get_entry(Key, Map)

      


    


    
      
        is_empty(Map)

      


    


    
      
        keys(Map)

      


    


    
      
        merge(Map1, Map2)

      


    


    
      
        new()

      


    


    
      
        remove(Key, Map)

      


    


    
      
        to_list(Map)

      


    





      


      
        Types


        


  
    
      
    
    
      dot/0



        
          
        

    

  


  

      

          -type dot() :: {node(), barrel_p2p_hlc:timestamp()}.


      



  



  
    
      
    
    
      entry/0



        
          
        

    

  


  

      

          -type entry() :: value_entry() | tombstone_entry().


      



  



  
    
      
    
    
      ormap/0



        
          
        

    

  


  

      

          -type ormap() :: #{term() => entry()}.


      



  



  
    
      
    
    
      tombstone_entry/0



        
          
        

    

  


  

      

          -type tombstone_entry() :: {tombstone, barrel_p2p_hlc:timestamp()}.


      



  



  
    
      
    
    
      value_entry/0



        
          
        

    

  


  

      

          -type value_entry() :: {value, term(), #{dot() => true}}.


      



  


        

      

      
        Functions


        


  
    
      
    
    
      absorb_clock(Map)



        
          
        

    

  


  

      

          -spec absorb_clock(ormap()) -> ok.


      



  



  
    
      
    
    
      add(Key, Value, Map)



        
          
        

    

  


  

      

          -spec add(term(), term(), ormap()) -> ormap().


      



  



  
    
      
    
    
      gc_tombstones(Map, CutoffWallMs)



        
          
        

    

  


  

      

          -spec gc_tombstones(ormap(), non_neg_integer()) -> ormap().


      



  



  
    
      
    
    
      get(Key, Map)



        
          
        

    

  


  

      

          -spec get(term(), ormap()) -> {ok, term()} | not_found.


      



  



  
    
      
    
    
      get_entry(Key, Map)



        
          
        

    

  


  

      

          -spec get_entry(term(), ormap()) -> {ok, entry()} | not_found.


      



  



  
    
      
    
    
      is_empty(Map)



        
          
        

    

  


  

      

          -spec is_empty(ormap()) -> boolean().


      



  



  
    
      
    
    
      keys(Map)



        
          
        

    

  


  

      

          -spec keys(ormap()) -> [term()].


      



  



  
    
      
    
    
      merge(Map1, Map2)



        
          
        

    

  


  

      

          -spec merge(ormap(), ormap()) -> ormap().


      



  



  
    
      
    
    
      new()



        
          
        

    

  


  

      

          -spec new() -> ormap().


      



  



  
    
      
    
    
      remove(Key, Map)



        
          
        

    

  


  

      

          -spec remove(term(), ormap()) -> ormap().


      



  



  
    
      
    
    
      to_list(Map)



        
          
        

    

  


  

      

          -spec to_list(ormap()) -> [{term(), term()}].


      



  


        

      


  

    
barrel_p2p_path_stats 
    




      
        Summary


  
    Types
  


    
      
        summary/0

      


    





  
    Functions
  


    
      
        connection(Node)

      


        Resolve a peer node to the underlying QUIC connection pid. Used by summary/1 here and by barrel_p2p:migrate_peer/1,2 for RFC 9000 §9 path migration. Returns {error, not_connected} if there is no current dist channel; {error, no_conn} if the controller is alive but the connection extraction fails.



    


    
      
        srtt(Node)

      


        Smoothed RTT in microseconds, or {error, _} if unavailable.



    


    
      
        summary(Node)

      


        Return the full path-stats map for Node. Returns {error, not_connected} if there is no current dist connection.
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      summary/0



        
          
        

    

  


  

      

          -type summary() ::
          #{srtt => non_neg_integer(),
            latest_rtt => non_neg_integer(),
            min_rtt => non_neg_integer(),
            rtt_var => non_neg_integer(),
            cwnd => non_neg_integer(),
            bytes_in_flight => non_neg_integer(),
            in_recovery => boolean(),
            congested => boolean()}.


      



  


        

      

      
        Functions


        


  
    
      
    
    
      connection(Node)



        
          
        

    

  


  

      

          -spec connection(node()) -> {ok, pid()} | {error, term()}.


      


Resolve a peer node to the underlying QUIC connection pid. Used by summary/1 here and by barrel_p2p:migrate_peer/1,2 for RFC 9000 §9 path migration. Returns {error, not_connected} if there is no current dist channel; {error, no_conn} if the controller is alive but the connection extraction fails.

  



  
    
      
    
    
      srtt(Node)



        
          
        

    

  


  

      

          -spec srtt(node()) -> {ok, non_neg_integer()} | {error, term()}.


      


Smoothed RTT in microseconds, or {error, _} if unavailable.

  



  
    
      
    
    
      summary(Node)



        
          
        

    

  


  

      

          -spec summary(node()) -> {ok, summary()} | {error, term()}.


      


Return the full path-stats map for Node. Returns {error, not_connected} if there is no current dist connection.
NB: quic_dist:get_controller/1 returns the dist controller gen_statem, not the underlying QUIC connection. quic:get_path_stats/1 expects the connection. Until upstream exposes a get-path-stats wrapper on the dist controller itself, we extract the conn pid by inspecting the controller's gen_statem state. The accessor is structurally defensive: it first tries the known field position, then falls back to probing every pid in the state tuple with a test call to quic:get_path_stats/1.
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          -spec broadcast(term(), term()) -> ok.


      



  



  
    
      
    
    
      broadcast(Tag, Payload, MsgId)



        
          
        

    

  


  

      

          -spec broadcast(term(), term(), binary()) -> ok.


      



  



  
    
      
    
    
      get_stats()



        
          
        

    

  


  

      

          -spec get_stats() -> map().


      



  



  
    
      
    
    
      handle_call(Request, From, State)



        
          
        

    

  


  


  



  
    
      
    
    
      handle_cast(Msg, State)



        
          
        

    

  


  


  



  
    
      
    
    
      handle_info(Info, State)



        
          
        

    

  


  


  



  
    
      
    
    
      init(_)



        
          
        

    

  


  


  



  
    
      
    
    
      start_link()



        
          
        

    

  


  


  



  
    
      
    
    
      subscribe(Pid)



        
          
        

    

  


  

      

          -spec subscribe(pid()) -> ok.


      



  



  
    
      
    
    
      terminate(Reason, State)



        
          
        

    

  


  


  



  
    
      
    
    
      unsubscribe(Pid)



        
          
        

    

  


  

      

          -spec unsubscribe(pid()) -> ok.
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        Summary


  
    Types
  


    
      
        hyparview_msg/0

      


    





  
    Functions
  


    
      
        decode(Bin)

      


    


    
      
        encode(_)

      


    


    
      
        handle_message(Other, Handler)

      


    


    
      
        send(Node, Msg)
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      hyparview_msg/0



        
          
        

    

  


  

      

          -type hyparview_msg() ::
          {join,
           Sender ::
               #peer{id :: node(),
                     address :: inet:ip_address() | undefined,
                     port :: inet:port_number() | undefined,
                     quic_port :: inet:port_number() | undefined,
                     connected :: boolean(),
                     priority :: high | low,
                     last_seen :: integer() | undefined,
                     fail_count :: non_neg_integer(),
                     backoff_until :: integer() | undefined}} |
          {forward_join,
           NewPeer ::
               #peer{id :: node(),
                     address :: inet:ip_address() | undefined,
                     port :: inet:port_number() | undefined,
                     quic_port :: inet:port_number() | undefined,
                     connected :: boolean(),
                     priority :: high | low,
                     last_seen :: integer() | undefined,
                     fail_count :: non_neg_integer(),
                     backoff_until :: integer() | undefined},
           TTL :: integer(),
           Sender ::
               #peer{id :: node(),
                     address :: inet:ip_address() | undefined,
                     port :: inet:port_number() | undefined,
                     quic_port :: inet:port_number() | undefined,
                     connected :: boolean(),
                     priority :: high | low,
                     last_seen :: integer() | undefined,
                     fail_count :: non_neg_integer(),
                     backoff_until :: integer() | undefined}} |
          {disconnect,
           Sender ::
               #peer{id :: node(),
                     address :: inet:ip_address() | undefined,
                     port :: inet:port_number() | undefined,
                     quic_port :: inet:port_number() | undefined,
                     connected :: boolean(),
                     priority :: high | low,
                     last_seen :: integer() | undefined,
                     fail_count :: non_neg_integer(),
                     backoff_until :: integer() | undefined}} |
          {neighbor,
           Priority :: high | low,
           Sender ::
               #peer{id :: node(),
                     address :: inet:ip_address() | undefined,
                     port :: inet:port_number() | undefined,
                     quic_port :: inet:port_number() | undefined,
                     connected :: boolean(),
                     priority :: high | low,
                     last_seen :: integer() | undefined,
                     fail_count :: non_neg_integer(),
                     backoff_until :: integer() | undefined}} |
          {neighbor_reply,
           Accept :: boolean(),
           Sender ::
               #peer{id :: node(),
                     address :: inet:ip_address() | undefined,
                     port :: inet:port_number() | undefined,
                     quic_port :: inet:port_number() | undefined,
                     connected :: boolean(),
                     priority :: high | low,
                     last_seen :: integer() | undefined,
                     fail_count :: non_neg_integer(),
                     backoff_until :: integer() | undefined}} |
          {shuffle,
           TTL :: integer(),
           Peers ::
               [#peer{id :: node(),
                      address :: inet:ip_address() | undefined,
                      port :: inet:port_number() | undefined,
                      quic_port :: inet:port_number() | undefined,
                      connected :: boolean(),
                      priority :: high | low,
                      last_seen :: integer() | undefined,
                      fail_count :: non_neg_integer(),
                      backoff_until :: integer() | undefined}],
           Sender ::
               #peer{id :: node(),
                     address :: inet:ip_address() | undefined,
                     port :: inet:port_number() | undefined,
                     quic_port :: inet:port_number() | undefined,
                     connected :: boolean(),
                     priority :: high | low,
                     last_seen :: integer() | undefined,
                     fail_count :: non_neg_integer(),
                     backoff_until :: integer() | undefined}} |
          {shuffle_reply,
           Peers ::
               [#peer{id :: node(),
                      address :: inet:ip_address() | undefined,
                      port :: inet:port_number() | undefined,
                      quic_port :: inet:port_number() | undefined,
                      connected :: boolean(),
                      priority :: high | low,
                      last_seen :: integer() | undefined,
                      fail_count :: non_neg_integer(),
                      backoff_until :: integer() | undefined}],
           Sender ::
               #peer{id :: node(),
                     address :: inet:ip_address() | undefined,
                     port :: inet:port_number() | undefined,
                     quic_port :: inet:port_number() | undefined,
                     connected :: boolean(),
                     priority :: high | low,
                     last_seen :: integer() | undefined,
                     fail_count :: non_neg_integer(),
                     backoff_until :: integer() | undefined}}.
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          -spec decode(binary()) -> hyparview_msg().
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          -spec encode(hyparview_msg()) -> binary().


      



  



  
    
      
    
    
      handle_message(Other, Handler)



        
          
        

    

  


  

      

          -spec handle_message({atom(), node(), term()}, pid()) -> ok.


      



  



  
    
      
    
    
      send(Node, Msg)



        
          
        

    

  


  

      

          -spec send(node(), hyparview_msg()) -> ok.


      



  


        

      


  

    
barrel_p2p_proxy_sup 
    




      
        Summary


  
    Functions
  


    
      
        get_proxy(Name)

      


    


    
      
        init(_)

      


    


    
      
        list_proxies()

      


    


    
      
        start_link()

      


    


    
      
        start_proxy(Name, TargetNode)

      


    


    
      
        stop_proxy(Name)

      


    





      


      
        Functions


        


  
    
      
    
    
      get_proxy(Name)



        
          
        

    

  


  

      

          -spec get_proxy(atom() | binary()) -> {ok, pid()} | not_found.


      



  



  
    
      
    
    
      init(_)



        
          
        

    

  


  


  



  
    
      
    
    
      list_proxies()



        
          
        

    

  


  

      

          -spec list_proxies() -> [{atom() | binary(), pid()}].


      



  



  
    
      
    
    
      start_link()



        
          
        

    

  


  


  



  
    
      
    
    
      start_proxy(Name, TargetNode)



        
          
        

    

  


  

      

          -spec start_proxy(atom() | binary(), node()) -> {ok, pid()} | {error, term()}.


      



  



  
    
      
    
    
      stop_proxy(Name)



        
          
        

    

  


  

      

          -spec stop_proxy(atom() | binary()) -> ok.


      



  


        

      


  

    
barrel_p2p_quic_cert 
    




      
        Summary


  
    Functions
  


    
      
        ensure_cert()

      


        Ensure QUIC certificates exist, generating them if needed. Uses default directory from application config.



    


    
      
        ensure_cert(CertDir)

      


        Ensure QUIC certificates exist in the specified directory.



    


    
      
        generate_cert(CertDir)

      


        Generate a new self-signed certificate and key.



    


    
      
        get_cert_paths()

      


        Get the paths to the certificate and key files.



    





      


      
        Functions


        


  
    
      
    
    
      ensure_cert()



        
          
        

    

  


  

      

          -spec ensure_cert() -> ok | {error, term()}.


      


Ensure QUIC certificates exist, generating them if needed. Uses default directory from application config.

  



  
    
      
    
    
      ensure_cert(CertDir)



        
          
        

    

  


  

      

          -spec ensure_cert(file:filename()) -> ok | {error, term()}.


      


Ensure QUIC certificates exist in the specified directory.

  



  
    
      
    
    
      generate_cert(CertDir)



        
          
        

    

  


  

      

          -spec generate_cert(file:filename()) -> ok | {error, term()}.


      


Generate a new self-signed certificate and key.

  



  
    
      
    
    
      get_cert_paths()



        
          
        

    

  


  

      

          -spec get_cert_paths() -> {CertFile :: file:filename(), KeyFile :: file:filename()}.


      


Get the paths to the certificate and key files.

  


        

      


  

    
barrel_p2p_registry 
    




      
        Summary


  
    Functions
  


    
      
        ensure_proxy(Name, TargetNode)

      


    


    
      
        get_all_local()

      


    


    
      
        get_local_ormap()

      


    


    
      
        get_proxy(Name)

      


    


    
      
        handle_call(Request, From, State)

      


    


    
      
        handle_cast(Msg, State)

      


    


    
      
        handle_info(Info, State)

      


    


    
      
        init(_)

      


    


    
      
        list_services()

      


    


    
      
        lookup(Name)

      


    


    
      
        lookup_local(Name)

      


    


    
      
        merge_remote(DeltaMap)

      


    


    
      
        overlay_lookup(Name)

      


    


    
      
        register_service(Name, Meta)

      


    


    
      
        register_service(Name, Pid, Meta)

      


        Register a service with a specific pid (for via callbacks)



    


    
      
        remove_entry(Name, Node)

      


    


    
      
        remove_node_entries(Node)

      


    


    
      
        replica_apply_full_sync(Name, RemoteORMap)

      


    


    
      
        replica_full_sync_snapshot(Name)

      


    


    
      
        replica_merge_delta(Name, Delta)

      


    


    
      
        replica_remove_node(Name, Node)

      


    


    
      
        start_link()

      


    


    
      
        terminate(Reason, State)

      


    


    
      
        unregister_service(Name)

      


    





      


      
        Functions


        


  
    
      
    
    
      ensure_proxy(Name, TargetNode)



        
          
        

    

  


  

      

          -spec ensure_proxy(atom() | binary(), node()) -> {ok, pid()} | {error, term()}.


      



  



  
    
      
    
    
      get_all_local()



        
          
        

    

  


  

      

          -spec get_all_local() ->
                       [#service_entry{name :: atom() | binary(),
                                       pid :: pid(),
                                       node :: node(),
                                       meta :: map()}].


      



  



  
    
      
    
    
      get_local_ormap()



        
          
        

    

  


  

      

          -spec get_local_ormap() -> barrel_p2p_ormap:ormap().


      



  



  
    
      
    
    
      get_proxy(Name)



        
          
        

    

  


  

      

          -spec get_proxy(atom() | binary()) -> {ok, pid()} | not_found.


      



  



  
    
      
    
    
      handle_call(Request, From, State)



        
          
        

    

  


  


  



  
    
      
    
    
      handle_cast(Msg, State)



        
          
        

    

  


  


  



  
    
      
    
    
      handle_info(Info, State)



        
          
        

    

  


  


  



  
    
      
    
    
      init(_)



        
          
        

    

  


  


  



  
    
      
    
    
      list_services()



        
          
        

    

  


  

      

          -spec list_services() -> [atom() | binary()].


      



  



  
    
      
    
    
      lookup(Name)



        
          
        

    

  


  

      

          -spec lookup(atom() | binary()) ->
                {ok,
                 [#service_entry{name :: atom() | binary(), pid :: pid(), node :: node(), meta :: map()}]} |
                {error, not_found}.


      



  



  
    
      
    
    
      lookup_local(Name)



        
          
        

    

  


  

      

          -spec lookup_local(atom() | binary()) -> {ok, pid()} | {error, not_found}.


      



  



  
    
      
    
    
      merge_remote(DeltaMap)



        
          
        

    

  


  

      

          -spec merge_remote(barrel_p2p_ormap:ormap()) -> ok.


      



  



  
    
      
    
    
      overlay_lookup(Name)



        
          
        

    

  


  

      

          -spec overlay_lookup(atom() | binary()) -> {ok, node(), pid()} | {error, not_found}.


      



  



  
    
      
    
    
      register_service(Name, Meta)



        
          
        

    

  


  

      

          -spec register_service(atom() | binary(), map()) -> ok | {error, term()}.


      



  



  
    
      
    
    
      register_service(Name, Pid, Meta)



        
          
        

    

  


  

      

          -spec register_service(atom() | binary(), pid(), map()) -> ok | {error, term()}.


      


Register a service with a specific pid (for via callbacks)

  



  
    
      
    
    
      remove_entry(Name, Node)



        
          
        

    

  


  

      

          -spec remove_entry(atom() | binary(), node()) -> ok.


      



  



  
    
      
    
    
      remove_node_entries(Node)



        
          
        

    

  


  

      

          -spec remove_node_entries(node()) -> ok.


      



  



  
    
      
    
    
      replica_apply_full_sync(Name, RemoteORMap)



        
          
        

    

  


  


  



  
    
      
    
    
      replica_full_sync_snapshot(Name)



        
          
        

    

  


  


  



  
    
      
    
    
      replica_merge_delta(Name, Delta)



        
          
        

    

  


  


  



  
    
      
    
    
      replica_remove_node(Name, Node)



        
          
        

    

  


  


  



  
    
      
    
    
      start_link()



        
          
        

    

  


  


  



  
    
      
    
    
      terminate(Reason, State)



        
          
        

    

  


  


  



  
    
      
    
    
      unregister_service(Name)



        
          
        

    

  


  

      

          -spec unregister_service(atom() | binary()) -> ok.


      



  


        

      


  

    
barrel_p2p_registry_sup 
    




      
        Summary


  
    Functions
  


    
      
        init(_)

      


    


    
      
        start_link()

      


    





      


      
        Functions


        


  
    
      
    
    
      init(_)



        
          
        

    

  


  


  



  
    
      
    
    
      start_link()



        
          
        

    

  


  


  


        

      


  

    
barrel_p2p_reminder 
    




      
        Summary


  
    Types
  


    
      
        fence/0

      


    


    
      
        key/0

      


    


    
      
        payload/0

      


    





  
    Functions
  


    
      
        cancel_reminder(Key)

      


        Cancel a pending reminder cluster-wide. Stability: beta.



    


    
      
        handle_call(Request, From, State)

      


    


    
      
        handle_cast(Msg, State)

      


    


    
      
        handle_info(Info, State)

      


    


    
      
        init(_)

      


    


    
      
        remind(Key, FireAtMs, Payload)

      


        Set a reminder for Key to fire at absolute wall-clock FireAtMs (milliseconds, erlang:system_time(millisecond) scale), delivering Payload on whichever node owns Key at fire time. Re-setting an existing Key replaces it. Stability: beta.



    


    
      
        remind_after(Key, DelayMs, Payload)

      


        Like remind/3 but DelayMs from now; converted to an absolute target so every node agrees on the fire time. Stability: beta.



    


    
      
        replica_anti_entropy()

      


    


    
      
        replica_apply_full_sync(Name, Snapshot)

      


    


    
      
        replica_full_sync_snapshot(Name)

      


    


    
      
        replica_merge_delta(Name, Delta)

      


    


    
      
        replica_remove_node(Name, Node)

      


    


    
      
        start_link()

      


    


    
      
        subscribe(Pid)

      


    


    
      
        terminate(Reason, State)

      


    


    
      
        unsubscribe(Pid)

      


    





      


      
        Types


        


  
    
      
    
    
      fence/0



        
          
        

    

  


  

      

          -type fence() :: non_neg_integer().


      



  



  
    
      
    
    
      key/0



        
          
        

    

  


  

      

          -type key() :: term().


      



  



  
    
      
    
    
      payload/0



        
          
        

    

  


  

      

          -type payload() :: term().


      



  


        

      

      
        Functions


        


  
    
      
    
    
      cancel_reminder(Key)



        
          
        

    

  


  

      

          -spec cancel_reminder(key()) -> ok.


      


Cancel a pending reminder cluster-wide. Stability: beta.

  



  
    
      
    
    
      handle_call(Request, From, State)



        
          
        

    

  


  


  



  
    
      
    
    
      handle_cast(Msg, State)



        
          
        

    

  


  


  



  
    
      
    
    
      handle_info(Info, State)



        
          
        

    

  


  


  



  
    
      
    
    
      init(_)



        
          
        

    

  


  


  



  
    
      
    
    
      remind(Key, FireAtMs, Payload)



        
          
        

    

  


  

      

          -spec remind(key(), integer(), payload()) -> ok.


      


Set a reminder for Key to fire at absolute wall-clock FireAtMs (milliseconds, erlang:system_time(millisecond) scale), delivering Payload on whichever node owns Key at fire time. Re-setting an existing Key replaces it. Stability: beta.

  



  
    
      
    
    
      remind_after(Key, DelayMs, Payload)



        
          
        

    

  


  

      

          -spec remind_after(key(), non_neg_integer(), payload()) -> ok.


      


Like remind/3 but DelayMs from now; converted to an absolute target so every node agrees on the fire time. Stability: beta.

  



  
    
      
    
    
      replica_anti_entropy()



        
          
        

    

  


  


  



  
    
      
    
    
      replica_apply_full_sync(Name, Snapshot)



        
          
        

    

  


  


  



  
    
      
    
    
      replica_full_sync_snapshot(Name)



        
          
        

    

  


  


  



  
    
      
    
    
      replica_merge_delta(Name, Delta)



        
          
        

    

  


  


  



  
    
      
    
    
      replica_remove_node(Name, Node)



        
          
        

    

  


  


  



  
    
      
    
    
      start_link()



        
          
        

    

  


  


  



  
    
      
    
    
      subscribe(Pid)



        
          
        

    

  


  

      

          -spec subscribe(pid()) -> ok.


      



  



  
    
      
    
    
      terminate(Reason, State)



        
          
        

    

  


  


  



  
    
      
    
    
      unsubscribe(Pid)



        
          
        

    

  


  

      

          -spec unsubscribe(pid()) -> ok.


      



  


        

      


  

    
barrel_p2p_replica behaviour
    




      
        Summary


  
    Types
  


    
      
        config/0

      


    





  
    Callbacks
  


    
      
        replica_anti_entropy/0

      


    


    
      
        replica_apply_full_sync/2

      


    


    
      
        replica_full_sync_snapshot/1

      


    


    
      
        replica_merge_custom/2

      


    


    
      
        replica_merge_delta/2

      


    


    
      
        replica_remove_node/2

      


    





  
    Functions
  


    
      
        broadcast_custom(Name, Payload)

      


    


    
      
        broadcast_update(Name, Update)

      


    


    
      
        handle_call(Request, From, State)

      


    


    
      
        handle_cast(Msg, State)

      


    


    
      
        handle_info(Info, State)

      


    


    
      
        init(_)

      


    


    
      
        start_link(Config)

      


    


    
      
        terminate(Reason, State)

      


    





      


      
        Types


        


  
    
      
    
    
      config/0



        
          
        

    

  


  

      

          -type config() :: #{name := atom(), callback := module()}.


      



  


        

      

      
        Callbacks


        


  
    
      
    
    
      replica_anti_entropy/0


        (optional)


        
          
        

    

  


  

      

          -callback replica_anti_entropy() -> boolean().


      



  



  
    
      
    
    
      replica_apply_full_sync/2



        
          
        

    

  


  

      

          -callback replica_apply_full_sync(Name :: atom(), Snapshot :: term()) -> ok.


      



  



  
    
      
    
    
      replica_full_sync_snapshot/1



        
          
        

    

  


  

      

          -callback replica_full_sync_snapshot(Name :: atom()) -> {sync, Snapshot :: term()} | empty.


      



  



  
    
      
    
    
      replica_merge_custom/2


        (optional)


        
          
        

    

  


  

      

          -callback replica_merge_custom(Name :: atom(), Payload :: term()) -> ok.


      



  



  
    
      
    
    
      replica_merge_delta/2



        
          
        

    

  


  

      

          -callback replica_merge_delta(Name :: atom(), Delta :: barrel_p2p_ormap:ormap()) -> ok.


      



  



  
    
      
    
    
      replica_remove_node/2



        
          
        

    

  


  

      

          -callback replica_remove_node(Name :: atom(), node()) -> ok.


      



  


        

      

      
        Functions


        


  
    
      
    
    
      broadcast_custom(Name, Payload)



        
          
        

    

  


  

      

          -spec broadcast_custom(atom(), term()) -> ok.


      



  



  
    
      
    
    
      broadcast_update(Name, Update)



        
          
        

    

  


  

      

          -spec broadcast_update(atom(), {add, term(), term()} | {remove, term()}) -> ok.


      



  



  
    
      
    
    
      handle_call(Request, From, State)



        
          
        

    

  


  


  



  
    
      
    
    
      handle_cast(Msg, State)



        
          
        

    

  


  


  



  
    
      
    
    
      handle_info(Info, State)



        
          
        

    

  


  


  



  
    
      
    
    
      init(_)



        
          
        

    

  


  


  



  
    
      
    
    
      start_link(Config)



        
          
        

    

  


  

      

          -spec start_link(config()) -> {ok, pid()} | {error, term()}.


      



  



  
    
      
    
    
      terminate(Reason, State)



        
          
        

    

  


  


  


        

      


  

    
barrel_p2p_replica_log 
    




      
        Summary


  
    Types
  


    
      
        handle/0

      


    





  
    Functions
  


    
      
        append(Handle, Delta)

      


        Append a delta (the concrete OR-Map entries just minted, so replay never re-mints an HLC). A non-map or empty delta is ignored.



    


    
      
        close(_)

      


        Close the log cleanly (called from the owner's terminate/2).



    


    
      
        delete(Name, Dir)

      


        Remove the on-disk files for Name under Dir. Idempotent; used by delete_map/1 so a re-created map does not reload stale data.



    


    
      
        open(Name, Dir)

      


        Open (creating if needed) the store for Name under Dir and return the recovered OR-Map (snapshot with the logged deltas merged on top). The caller must barrel_p2p_ormap:absorb_clock/1 the result.



    


    
      
        snapshot(_, Map)

      


        Write the full map to the snapshot atomically, then truncate the log. Bounds the log and purges GC'd tombstones from disk.



    


    
      
        sync(_)

      


        Flush the log to disk (persisted-before-ack for user writes).



    





      


      
        Types


        


  
    
      
    
    
      handle/0



        
          
        

    

  


  

      

          -type handle() :: undefined | #{name := atom(), log := atom(), snapshot := file:filename_all()}.


      



  


        

      

      
        Functions


        


  
    
      
    
    
      append(Handle, Delta)



        
          
        

    

  


  

      

          -spec append(handle(), barrel_p2p_ormap:ormap()) -> ok.


      


Append a delta (the concrete OR-Map entries just minted, so replay never re-mints an HLC). A non-map or empty delta is ignored.

  



  
    
      
    
    
      close(_)



        
          
        

    

  


  

      

          -spec close(handle()) -> ok.


      


Close the log cleanly (called from the owner's terminate/2).

  



  
    
      
    
    
      delete(Name, Dir)



        
          
        

    

  


  

      

          -spec delete(atom(), file:filename_all()) -> ok.


      


Remove the on-disk files for Name under Dir. Idempotent; used by delete_map/1 so a re-created map does not reload stale data.

  



  
    
      
    
    
      open(Name, Dir)



        
          
        

    

  


  

      

          -spec open(atom(), file:filename_all()) -> {ok, handle(), barrel_p2p_ormap:ormap()} | {error, term()}.


      


Open (creating if needed) the store for Name under Dir and return the recovered OR-Map (snapshot with the logged deltas merged on top). The caller must barrel_p2p_ormap:absorb_clock/1 the result.

  



  
    
      
    
    
      snapshot(_, Map)



        
          
        

    

  


  

      

          -spec snapshot(handle(), barrel_p2p_ormap:ormap()) -> ok | {error, term()}.


      


Write the full map to the snapshot atomically, then truncate the log. Bounds the log and purges GC'd tombstones from disk.

  



  
    
      
    
    
      sync(_)



        
          
        

    

  


  

      

          -spec sync(handle()) -> ok.


      


Flush the log to disk (persisted-before-ack for user writes).

  


        

      


  

    
barrel_p2p_rotate 
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    Types
  


    
      
        result/0

      


    





  
    Functions
  


    
      
        rotate_cert()

      


    


    
      
        rotate_cert(Opts)

      


    


    
      
        rotate_identity()

      


    


    
      
        rotate_identity(Opts)

      


    





      


      
        Types


        


  
    
      
    
    
      result/0



        
          
        

    

  


  

      

          -type result() ::
          {ok,
           #{cert_file => file:filename(),
             key_file => file:filename(),
             backup_dir => file:filename() | undefined,
             restart_required => boolean()}} |
          {error, term()}.


      



  


        

      

      
        Functions


        


  
    
      
    
    
      rotate_cert()



        
          
        

    

  


  

      

          -spec rotate_cert() -> result().


      



  



  
    
      
    
    
      rotate_cert(Opts)



        
          
        

    

  


  

      

          -spec rotate_cert(map()) -> result().


      



  



  
    
      
    
    
      rotate_identity()



        
          
        

    

  


  

      

          -spec rotate_identity() -> result().


      



  



  
    
      
    
    
      rotate_identity(Opts)



        
          
        

    

  


  

      

          -spec rotate_identity(map()) -> result().


      



  


        

      


  

    
barrel_p2p_router 
    




      
        Summary


  
    Functions
  


    
      
        cache_route(ServiceName, ViaNode)

      


    


    
      
        find_route(Target)

      


    


    
      
        find_service(ServiceName)

      


    


    
      
        handle_call(Request, From, State)

      


    


    
      
        handle_cast(Msg, State)

      


    


    
      
        handle_info(Info, State)

      


    


    
      
        init(_)

      


    


    
      
        invalidate_all()

      


    


    
      
        invalidate_route(Key)

      


    


    
      
        start_link()

      


    


    
      
        terminate(Reason, State)

      


    





      


      
        Functions


        


  
    
      
    
    
      cache_route(ServiceName, ViaNode)



        
          
        

    

  


  

      

          -spec cache_route(atom() | binary(), node()) -> ok.


      



  



  
    
      
    
    
      find_route(Target)



        
          
        

    

  


  

      

          -spec find_route(node()) -> {direct, node()} | {via, node()} | no_route.


      



  



  
    
      
    
    
      find_service(ServiceName)



        
          
        

    

  


  

      

          -spec find_service(atom() | binary()) -> {found, node(), pid()} | {error, term()}.


      



  



  
    
      
    
    
      handle_call(Request, From, State)



        
          
        

    

  


  


  



  
    
      
    
    
      handle_cast(Msg, State)



        
          
        

    

  


  


  



  
    
      
    
    
      handle_info(Info, State)



        
          
        

    

  


  


  



  
    
      
    
    
      init(_)



        
          
        

    

  


  


  



  
    
      
    
    
      invalidate_all()



        
          
        

    

  


  

      

          -spec invalidate_all() -> ok.


      



  



  
    
      
    
    
      invalidate_route(Key)



        
          
        

    

  


  

      

          -spec invalidate_route(atom() | binary() | node()) -> ok.


      



  



  
    
      
    
    
      start_link()



        
          
        

    

  


  


  



  
    
      
    
    
      terminate(Reason, State)



        
          
        

    

  


  


  


        

      


  

    
barrel_p2p_service_events 
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    Functions
  


    
      
        handle_call(Request, From, State)

      


    


    
      
        handle_cast(Msg, State)

      


    


    
      
        handle_info(Info, State)
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        notify(Event)

      


    


    
      
        start_link()

      


    


    
      
        subscribe(Pid)

      


    


    
      
        subscribe(Pid, Filter)
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        unsubscribe(Pid)

      


    





      


      
        Types


        


  
    
      
    
    
      filter/0



        
          
        

    

  


  

      

          -type filter() :: all | {name, atom() | binary()} | {pattern, binary()}.


      



  


        

      

      
        Functions


        


  
    
      
    
    
      handle_call(Request, From, State)
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      handle_info(Info, State)
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