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    Changelog

All notable changes to this project will be documented in this file.
The format is based on Keep a Changelog,
and this project adheres to Semantic Versioning.
[0.19.0] - 2026-02-10 | CC 2.1.38
Added
BEAM-native extensibility
Hooks, permissions, and MCP tools that run inside your application process — no external subprocesses required.
	In-process hooks and permission control ([22da55c], [f36b270], [a6034d0], [5faf1f2], [e3bdbc9], [df300a9])	ClaudeCode.Hook behaviour - Define hook modules implementing call/2 for lifecycle events (PreToolUse, PostToolUse, Stop, UserPromptSubmit, PreCompact, Notification, etc.)
	:can_use_tool option - Permission callback (module or 2-arity function) invoked before tool execution; returns :allow, {:deny, reason}, or {:allow, updated_input}
	:hooks option - Lifecycle hook configurations as a map of event names to matcher/callback pairs


	In-process MCP tool servers ([5c049d4], [2b156c4], [f1a4420])	ClaudeCode.Tool.Server macro - Concise DSL for declaring tools with typed schemas and execute callbacks, generating Hermes Server.Component modules
	ClaudeCode.MCP.Router - JSONRPC dispatcher that routes initialize, tools/list, and tools/call requests to in-process tool modules
	Auto-detects Tool.Server modules in :mcp_servers and emits type: "sdk" config, routing through the control protocol instead of spawning a subprocess



Subagents
	ClaudeCode.Agent struct - Idiomatic builder for subagent configurations ([1d0188b])	ClaudeCode.Agent.new/1 accepts keyword options: :name, :description, :prompt, :model, :tools
	Pass a list of Agent structs to the :agents option instead of raw maps
	Implements Jason.Encoder and JSON.Encoder protocols; raw map format still supported



Session control and new options
	ClaudeCode.interrupt/1 - Fire-and-forget signal to cancel a running generation mid-stream ([5c04495])
	:extra_args - Pass-through arbitrary CLI flags not covered by named options ([5c04495])
	:max_buffer_size - Protection against unbounded buffer growth from large JSON responses. Default: 1MB ([5c04495])

[0.18.0] - 2026-02-10 | CC 2.1.37
Breaking
	SDK bundles its own CLI binary by default - The SDK now downloads and manages its own Claude CLI in priv/bin/, auto-installing on first use. To use a globally installed CLI instead, set cli_path: :global or pass an explicit path like cli_path: "/usr/local/bin/claude". The bundled version defaults to the latest CLI version tested with the SDK, configurable via cli_version. See ClaudeCode.Options for details.

# config.exs
config :claude_code, cli_path: :global
Added
Control protocol
Runtime control of sessions without restarting. See Sessions — Runtime Control.
	ClaudeCode.set_model/2 - Change the model mid-conversation ([7ba2007])
	ClaudeCode.set_permission_mode/2 - Change the permission mode mid-conversation ([7ba2007])
	ClaudeCode.get_mcp_status/1 - Query MCP server connection status ([7ba2007])
	ClaudeCode.get_server_info/1 - Get server info cached from handshake ([228c57f])
	ClaudeCode.rewind_files/2 - Rewind files to a checkpoint. See File Checkpointing. ([7ba2007])
	Returns {:error, :not_supported} for adapters without control protocol support
	Initialize handshake - Adapter sends initialize request on startup, transitions through :initializing → :ready. Agents are now delivered through the handshake (matching the Python SDK) instead of as a CLI flag. See Subagents. ([228c57f], [2a4473b])

New options
	:sandbox - Sandbox config for bash isolation (map merged into --settings). See Secure Deployment. ([5f48858])
	:enable_file_checkpointing - Track file changes for rewinding. See File Checkpointing. ([5f48858])
	:allow_dangerously_skip_permissions - Required guard for permission_mode: :bypass_permissions. See Permissions. ([c9dc6fa])
	:file - File resources (repeatable, format: file_id:path) ([d6c1869])
	:from_pr - Resume session linked to a PR ([d6c1869])
	:debug / :debug_file - Debug mode with optional filter and log file ([d6c1869])

Adapter system
Swappable backends for different execution environments.
	ClaudeCode.Adapter behaviour - 4 callbacks: start_link/2, send_query/4, health/1, stop/1 ([1582644])
	Adapter notification helpers - notify_message/2, notify_done/2, notify_error/2, notify_status/2 ([1704326])
	ClaudeCode.health/1 - Check adapter health (:healthy | :degraded | {:unhealthy, reason}). See Hosting. ([383dda6])


CLI management
	mix claude_code.install - Install the bundled CLI binary, auto-updating on version mismatch. ([6e7c837])
	mix claude_code.path - Print resolved binary path, e.g. $(mix claude_code.path) /login ([94b5143])
	mix claude_code.uninstall - Remove the bundled CLI binary ([6e7c837])

Changed
	:cli_path resolution modes - :bundled (default), :global, or explicit path string. See ClaudeCode.Options. ([94b5143])
	Async adapter provisioning - start_link/1 returns immediately; CLI setup runs in the background. Queries queue until ready. ([f1a0875], [91ee60d], [6a60eb4])
	Schema alignment with CLI v2.1.37 - New fields across message types ([482c603], [42b6c27])	AssistantMessage.error (:authentication_failed, :billing_error, :rate_limit, :invalid_request, :server_error, :unknown)
	UserMessage.tool_use_result, ResultMessage.stop_reason, AssistantMessage usage inference_geo
	SystemMessage handles all subtypes (init, hook_started, hook_response); plugins supports object format



[0.17.0] 2026-02-01 | CC 2.1.29
Added
	:max_thinking_tokens option - Maximum tokens for thinking blocks (integer)	Available for both session and query options
	Maps to --max-thinking-tokens CLI flag


	:continue option - Continue the most recent conversation in the current directory (boolean)	Maps to --continue CLI flag
	Aligns with Python/TypeScript SDK continue option


	:plugins option - Load custom plugins from local paths (list of paths or maps)	Accepts ["./my-plugin"] or [%{type: :local, path: "./my-plugin"}]
	Plugin type uses atom :local (only supported type currently)
	Maps to multiple --plugin-dir CLI flags
	Aligns with Python/TypeScript SDK plugins option


	:output_format option - Structured output format configuration (replaces :json_schema)	Format: %{type: :json_schema, schema: %{...}}
	Currently only :json_schema type is supported
	Maps to --json-schema CLI flag
	Aligns with Python/TypeScript SDK outputFormat option


	context_management field in AssistantMessage - Support for context window management metadata in assistant messages ([f4ea348])
	CLI installer - Automatic CLI binary management following phoenixframework/esbuild patterns	mix claude_code.install - Mix task to install CLI with --version, --if-missing, --force flags
	ClaudeCode.Installer module for programmatic CLI management
	Uses official Anthropic install scripts (https://claude.ai/install.sh)
	Binary resolution checks: explicit path → bundled → PATH → common locations


	:cli_path option - Specify a custom path to the Claude CLI binary
	Configuration options for CLI management:	cli_version - Version to install (default: SDK's tested version)
	cli_path - Explicit path to CLI binary (highest priority)
	cli_dir - Directory for downloaded binary (default: priv/bin/)



[0.16.0] - 2026-01-27
Added
	:env option - Pass custom environment variables to the CLI subprocess ([aa2d3eb])	Merge precedence: system env → user :env → SDK vars → :api_key
	Useful for MCP tools that need specific env vars or custom PATH configurations
	Aligns with Python SDK's environment handling



[0.15.0] - 2026-01-26
Added
	Session history reading - Read and parse conversation history from session files ([ad737ea])	ClaudeCode.conversation/2 - Read conversation (user/assistant messages) by session ID
	ClaudeCode.History.list_projects/1 - List all projects with session history
	ClaudeCode.History.list_sessions/2 - List all sessions for a project
	ClaudeCode.History.read_session/2 - Read all raw entries from a session (low-level)


	JSON encoding for all structs - Implement Jason.Encoder and JSON.Encoder protocols ([a511d5c])	All message types: SystemMessage, AssistantMessage, UserMessage, ResultMessage, PartialAssistantMessage, CompactBoundaryMessage
	All content blocks: TextBlock, ThinkingBlock, ToolUseBlock, ToolResultBlock
	Nil values are automatically excluded from encoded output


	String.Chars for messages and content blocks - Use to_string/1 or string interpolation ([b3a9571])	TextBlock - returns the text content
	ThinkingBlock - returns the thinking content
	AssistantMessage - concatenates all text blocks from the message
	PartialAssistantMessage - returns delta text (empty string for non-text deltas)



Changed
	Conversation message parsing refactored - Extracted to dedicated module with improved error logging ([22c381c])

[0.14.0] - 2026-01-15
Added
	:session_id option - Specify a custom UUID as the session ID for conversations ([2f2c919])
	:disable_slash_commands option - Disable all skills/slash commands ([16f96b4])
	:no_session_persistence option - Disable session persistence so sessions are not saved to disk ([16f96b4])
	New permission modes - :delegate, :dont_ask, and :plan added to :permission_mode option ([16f96b4])
	New usage tracking fields - cache_creation, service_tier, web_fetch_requests, cost_usd, context_window, max_output_tokens in result and assistant message usage ([bed060b])
	New system message fields - claude_code_version, agents, skills, plugins for enhanced session metadata ([bed060b])

Fixed
	SystemMessage slash_commands and output_style parsing - Fields were always empty/default ([bed060b])
	ResultMessage model_usage parsing - Per-model token counts and costs were always 0/nil ([bed060b])

[0.13.3] - 2026-01-14
Changed
	ResultMessage optional fields use sensible defaults - model_usage defaults to %{} and permission_denials defaults to [] instead of nil ([cda582b])

Fixed
	ResultMessage.result is now optional - Error messages from the CLI may contain an errors array instead of a result field. The field no longer crashes when nil and displays errors appropriately ([c06e825])

[0.13.2] - 2026-01-08
Fixed
	ToolResultBlock content parsing - When CLI returns content as a list of text blocks, they are now parsed into TextBlock structs instead of raw maps ([5361e2d])

[0.13.1] - 2026-01-07
Changed
	Simplified test stub naming - Default stub name changed from ClaudeCode.Session to ClaudeCode ([2fd244f])	Config: adapter: {ClaudeCode.Test, ClaudeCode} instead of {ClaudeCode.Test, ClaudeCode.Session}
	Stubs: ClaudeCode.Test.stub(ClaudeCode, fn ...) instead of stub(ClaudeCode.Session, fn ...)
	Custom names still supported for multiple stub behaviors in same test



Added
	tool_result/2 accepts maps - Maps are automatically JSON-encoded ([6d9fca6])	Example: ClaudeCode.Test.tool_result(%{status: "success", data: [1, 2, 3]})



Fixed
	tool_result content format - Content is now [TextBlock.t()] instead of plain string ([dfba539])	Matches MCP CallToolResult format where content is an array of content blocks
	Fixes compatibility with code expecting content: [%{"type" => "text", "text" => ...}]



[0.13.0] - 2026-01-07
Added
	ClaudeCode.Test module - Req.Test-style test helpers for mocking Claude responses ([9f78103])	stub/2 - Register function or static message stubs for test isolation
	allow/3 - Share stubs with spawned processes for async tests
	set_mode_to_shared/0 - Enable shared mode for integration tests
	Message helpers: text/2, tool_use/3, tool_result/2, thinking/2, result/2, system/1
	Auto-generates system/result messages, links tool IDs, unifies session IDs
	Uses NimbleOwnership for process-based isolation with async: true support


	ClaudeCode.Test.Factory module - Test data generation for all message and content types ([54dcfd7])	Struct factories: assistant_message/1, user_message/1, result_message/1, system_message/1
	Content block factories: text_block/1, tool_use_block/1, tool_result_block/1, thinking_block/1
	Stream event factories for partial message testing
	Convenience functions with positional arguments for common cases


	Testing guide - Comprehensive documentation for testing ClaudeCode integrations ([7dfe509])

[0.12.0] - 2026-01-07
Added
	New stream helpers for common use cases ([0775bd4])	final_text/1 - Returns only the final result text, simplest way to get Claude's answer
	collect/1 - Returns structured summary with text, thinking, tool_calls, and result
	tap/2 - Side-effect function for logging/monitoring without filtering the stream
	on_tool_use/2 - Callback invoked for each tool use, useful for progress indicators



Changed
	collect/1 returns tool_calls instead of tool_uses ([7eebfeb])	Now returns {tool_use, tool_result} tuples pairing each tool invocation with its result
	If a tool use has no matching result, the result will be nil
	Migration: Change summary.tool_uses to summary.tool_calls and update iteration to handle tuples



Removed
	buffered_text/1 stream helper - Use final_text/1 or collect/1 instead ([4a1ee97])

[0.11.0] - 2026-01-07
Changed
	Renamed StreamEventMessage to PartialAssistantMessage - Aligns with TypeScript SDK naming (SDKPartialAssistantMessage)	ClaudeCode.Message.StreamEventMessage → ClaudeCode.Message.PartialAssistantMessage
	The struct still uses type: :stream_event to match the wire format
	Helper function renamed: stream_event?/1 → partial_assistant_message?/1



Added
	:fork_session option - Create a new session ID when resuming a conversation	Use with :resume to branch a conversation: start_link(resume: session_id, fork_session: true)
	Original session continues unchanged, fork gets its own session ID after first query



[0.9.0] - 2026-01-06
Changed
	BREAKING: Simplified public API - Renamed and reorganized query functions ([e7ca31a])	query_stream/3 → stream/3 - Primary API for session-based streaming queries
	query/3 (session-based sync) → Removed - Use stream/3 instead
	query/2 (new) - One-off convenience function with auto session management
	Migration: Replace ClaudeCode.query(session, prompt) with ClaudeCode.stream(session, prompt) |> Enum.to_list()
	Migration: Replace ClaudeCode.query_stream(session, prompt) with ClaudeCode.stream(session, prompt)



Added
	Concurrent request queuing - Multiple concurrent streams on same session are now properly queued and executed sequentially ([e7ca31a])

Fixed
	Named process handling - Stream cleanup now properly handles named processes (atoms, :via, :global tuples) ([e7ca31a])

[0.8.1] - 2026-01-06
Fixed
	Process cleanup on stop - Claude subprocess now properly terminates when calling ClaudeCode.stop/1 ([a560ff1])

[0.8.0] - 2026-01-06
Changed
	BREAKING: Renamed message type modules - Added "Message" suffix for clarity	ClaudeCode.Message.Assistant → ClaudeCode.Message.AssistantMessage
	ClaudeCode.Message.User → ClaudeCode.Message.UserMessage
	ClaudeCode.Message.Result → ClaudeCode.Message.ResultMessage
	ClaudeCode.Message.StreamEvent → ClaudeCode.Message.PartialAssistantMessage
	New ClaudeCode.Message.SystemMessage and ClaudeCode.Message.CompactBoundaryMessage message types


	BREAKING: Renamed content block modules - Added "Block" suffix for consistency	ClaudeCode.Content.Text → ClaudeCode.Content.TextBlock
	ClaudeCode.Content.ToolUse → ClaudeCode.Content.ToolUseBlock
	ClaudeCode.Content.ToolResult → ClaudeCode.Content.ToolResultBlock
	ClaudeCode.Content.Thinking → ClaudeCode.Content.ThinkingBlock



Added
	New system message fields - Support for additional Claude Code features	:output_style - Claude's configured output style
	:slash_commands - Available slash commands
	:uuid - Session UUID


	Extended message type fields - Better access to API response metadata	AssistantMessage: :priority, :sequence_id, :finalize_stack
	ResultMessage: :session_id, :duration_ms, :usage, :parent_message_id, :sequence_id
	UserMessage: :priority, :sequence_id, :finalize_stack



Fixed
	:mcp_servers option validation - Fixed handling of MCP server configurations ([0c7e849])

[0.7.0] - 2026-01-02
Added
	:strict_mcp_config option - Control MCP server loading behavior ([a095516])	When true, ignores global MCP server configurations
	Useful for disabling all MCP tools: tools: [], strict_mcp_config: true
	Or using only built-in tools: tools: :default, strict_mcp_config: true



Changed
	BREAKING: ClaudeCode.query now returns full %Result{} struct instead of just text	Before: {:ok, "response text"} or {:error, {:claude_error, "message"}}
	After: {:ok, %ClaudeCode.Message.Result{result: "response text", ...}} or {:error, %ClaudeCode.Message.Result{is_error: true, ...}}
	Provides access to metadata: session_id, is_error, subtype, duration_ms, usage, etc.
	Migration: Change {:ok, text} to {:ok, result} and use result.result to access the response text
	Result implements String.Chars, so IO.puts(result) prints just the text



Removed
	:input_format option - No longer exposed in public API ([c7ebab2])
	:output_format option - No longer exposed in public API ([c7ebab2])

[0.6.0] - 2025-12-31
Added
	:mcp_servers module map format - Pass Hermes modules with custom environment variables ([63d4b72])	Simple form: %{"tools" => MyApp.MCPServer}
	Extended form with env: %{"tools" => %{module: MyApp.MCPServer, env: %{"DEBUG" => "1"}}}
	Custom env is merged with defaults (MIX_ENV: "prod"), can override MIX_ENV
	Updated MCP docs to recommend mcp_servers as the primary configuration method


	:json_schema option - JSON Schema for structured output validation ([485513f])	Accepts a map (auto-encoded to JSON) or pre-encoded JSON string
	Maps to --json-schema CLI flag


	:max_budget_usd option - Maximum dollar amount to spend on API calls ([5bf996a])	Accepts float or integer values
	Maps to --max-budget-usd CLI flag


	:tools option - Specify available tools from the built-in set ([5bf996a])	Use :default for all tools, [] to disable all, or a list of tool names
	Maps to --tools CLI flag


	:agent option - Agent name for the session ([5bf996a])	Different from :agents which defines custom agent configurations
	Maps to --agent CLI flag


	:betas option - Beta headers to include in API requests ([5bf996a])	Accepts a list of beta feature names
	Maps to --betas CLI flag



Removed
	query_async/3 - Removed push-based async API in favor of query_stream/3	query_stream/3 provides a more idiomatic Elixir Stream-based API
	For push-based messaging (LiveView, GenServers), wrap query_stream/3 in a Task
	See Phoenix integration guide for migration examples


	Advanced Streaming API - Removed low-level streaming functions	receive_messages/2 - Use query_stream/3 instead
	receive_response/2 - Use query_stream/3 |> ClaudeCode.Stream.until_result() instead
	interrupt/2 - To cancel, use Task.shutdown/2 on the consuming task



Changed
	ClaudeCode.Stream - Now uses pull-based messaging internally instead of process mailbox

[0.5.0] - 2025-12-30
Removed
	:permission_handler option - Removed unimplemented option from session schema

Added
	Persistent streaming mode - Sessions use bidirectional stdin/stdout communication	Auto-connect on first query, auto-disconnect on session stop
	Multi-turn conversations without subprocess restarts
	New :resume option in start_link/1 for resuming sessions
	New ClaudeCode.get_session_id/1 and ClaudeCode.Input module


	Extended thinking support - ClaudeCode.Content.Thinking for reasoning blocks	Stream utilities: ClaudeCode.Stream.thinking_content/1, ClaudeCode.Stream.thinking_deltas/1
	StreamEvent helpers: thinking_delta?/1, get_thinking/1


	MCP servers map option - :mcp_servers accepts inline server configurations	Supports stdio, sse, and http transport types


	Character-level streaming - include_partial_messages: true option	Stream utilities: ClaudeCode.Stream.text_deltas/1, ClaudeCode.Stream.content_deltas/1
	Enables real-time streaming for LiveView applications


	Tool callback - :tool_callback option for logging/auditing tool usage	ClaudeCode.ToolCallback module for correlating tool use and results


	Hermes MCP integration - Expose Elixir tools to Claude via MCP	Optional dependency: {:hermes_mcp, "~> 0.14", optional: true}
	ClaudeCode.MCP.Config for generating MCP configuration
	ClaudeCode.MCP.Server for starting Hermes MCP servers



Changed
	Minimum Elixir version raised to 1.18
	ClaudeCode.Stream.filter_type/2 now supports :stream_event and :text_delta

[0.4.0] - 2025-10-02
Added
	Custom agents support - :agents option for defining agent configurations
	Settings options - :settings and :setting_sources for team settings

Changed
	:api_key now optional - CLI handles ANTHROPIC_API_KEY fallback

Fixed
	CLI streaming with explicit output-format support

[0.3.0] - 2025-06-16
Added
	ClaudeCode.Supervisor - Production supervision for multiple Claude sessions	Static named sessions and dynamic session management
	Global, local, and registry-based naming
	OTP supervision with automatic restarts



[0.2.0] - 2025-06-16
Added
	ANTHROPIC_API_KEY environment variable fallback

Changed
	BREAKING: Renamed API functions:	query_sync/3 → query/3
	query/3 → query_stream/3


	start_link/1 options now optional (defaults to [])

[0.1.0] - 2025-06-16
Added
	Complete SDK Implementation (Phases 1-4):
	Session management with GenServer-based architecture
	Synchronous queries with query_sync/3 (renamed to query/3 in later version)
	Streaming queries with native Elixir streams via query/3 (renamed to query_stream/3 in later version)
	Async queries with query_async/3 for manual message handling
	Complete message type parsing (system, assistant, user, result)
	Content block handling (text, tool use, tool result) with proper struct types
	Flattened options API with NimbleOptions validation
	Option precedence system: query > session > app config > defaults
	Application configuration support via config :claude_code
	Comprehensive CLI flag mapping for all Claude Code options


	Core Modules:
	ClaudeCode - Main interface with session management
	ClaudeCode.Session - GenServer for CLI subprocess management
	ClaudeCode.CLI - Binary detection and command building
	ClaudeCode.Options - Options validation and CLI conversion
	ClaudeCode.Stream - Stream utilities for real-time processing
	ClaudeCode.Message - Unified message parsing
	ClaudeCode.Content - Content block parsing
	ClaudeCode.Types - Type definitions matching SDK schema


	Message Type Support:
	System messages with session initialization
	Assistant messages with nested content structure
	User messages with proper content blocks
	Result messages with error subtypes
	Tool use and tool result content blocks


	Streaming Features:
	Native Elixir Stream integration with backpressure handling
	Stream utilities: text_content/1, tool_uses/1, filter_type/2
	Buffered text streaming with buffered_text/1
	Concurrent streaming request support
	Proper stream cleanup and error handling


	Configuration System:
	15+ configuration options with full validation
	Support for API key, model, system prompt, allowed tools
	Permission mode options: :default, :accept_edits, :bypass_permissions
	Timeout, max turns, working directory configuration
	Custom permission handler support
	Query-level option overrides



Implementation Details
	Flattened options API for intuitive configuration
	Updated CLI flag mappings to match latest Claude Code CLI
	Enhanced error handling with proper message subtypes
	Shell wrapper implementation to prevent CLI hanging
	Proper JSON parsing for all message types
	Concurrent query isolation with dedicated ports
	Memory management for long-running sessions
	Session continuity across multiple queries

Security
	API keys passed via environment variables only
	Shell command injection prevention with proper escaping
	Subprocess isolation with dedicated ports per query
	No sensitive data in command arguments or logs

Documentation
	Complete module documentation with doctests
	Comprehensive README with installation and usage examples
	Streamlined roadmap focusing on current status and future enhancements

Testing
	146+ comprehensive tests covering all functionality
	Unit tests for all modules with mock CLI support
	Integration tests with real CLI when available
	Property-based testing for message parsing
	Stream testing with concurrent scenarios
	Coverage reporting with ExCoveralls



  

    Claude Agent SDK for Elixir

The Elixir SDK for building AI agents with Claude Code.
	✅ Full Feature Parity: 100% feature parity with the official Python and TypeScript SDKs
	🏭 OTP Supervision: Fault-tolerant sessions with automatic restarts and concurrent actors
	🔄 Elixir Streams: Native streaming with backpressure, composable pipelines, and LiveView support
	🔒 In-Process Hooks: Control tool permissions and lifecycle events inside your BEAM application
	🧪 Built-in Test Stubs: Mock Claude responses for fast, deterministic tests without API calls
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    Streaming Input

Understanding the two input modes for the Claude Code Elixir SDK and when to use each.
📚 Official Documentation: This guide is based on the official Claude Agent SDK documentation. Examples are adapted for Elixir.


Overview
The Claude Code SDK supports two distinct input modes for interacting with agents:
	Session-Based Streaming (Default & Recommended) - A persistent, interactive session
	Single-Shot Queries - One-off queries that use session state and resuming

This guide explains the differences, benefits, and use cases for each mode to help you choose the right approach for your application.
Session-Based Streaming (Recommended)
Session-based streaming is the preferred way to use the Claude Code SDK. It provides full access to the agent's capabilities and enables rich, interactive experiences.
It allows the agent to operate as a long-lived process that takes in user input, handles interruptions, surfaces permission requests, and handles session management.
How It Works
sequenceDiagram
    participant App as Your Application
    participant Session as Claude Session
    participant Tools as Tools/Hooks
    participant FS as Environment/<br/>File System

    App->>Session: start_link(options)
    activate Session

    App->>Session: stream("Message 1")
    Session->>Tools: Execute tools
    Tools->>FS: Read files
    FS-->>Tools: File contents
    Tools->>FS: Write/Edit files
    FS-->>Tools: Success/Error
    Session-->>App: Stream partial response
    Session-->>App: Stream more content...
    Session->>App: Complete Message 1

    App->>Session: stream("Message 2")
    Session->>Tools: Process & execute
    Tools->>FS: Access filesystem
    FS-->>Tools: Operation results
    Session-->>App: Stream response 2

    App->>Session: stream("Message 3")
    App->>Session: Interrupt/Cancel
    Session->>App: Handle interruption

    Note over App,Session: Session stays alive
    Note over Tools,FS: Persistent file system<br/>state maintained

    deactivate Session
Benefits
	Tool Integration - Full access to all tools and custom MCP servers during the session
	Hooks Support - Use lifecycle hooks to customize behavior at various points
	Real-time Feedback - See responses as they're generated, not just final results
	Context Persistence - Maintain conversation context across multiple turns naturally
	Session Management - Resume, continue, or fork previous conversations
	Multi-turn Conversations - Natural conversation flow with maintained context

Implementation Example
# Start a persistent session with tools
{:ok, session} = ClaudeCode.start_link(
  allowed_tools: ["Read", "Grep"]
)

# First message
session
|> ClaudeCode.stream("Analyze this codebase for security issues")
|> ClaudeCode.Stream.text_content()
|> Enum.each(&IO.write/1)

# Wait for conditions or user input
Process.sleep(2000)

# Follow-up message - context is maintained
session
|> ClaudeCode.stream("Now check the authentication module specifically")
|> ClaudeCode.Stream.text_content()
|> Enum.each(&IO.write/1)

# Clean shutdown
ClaudeCode.stop(session)
Single-Shot Queries
Single-shot mode is simpler but more limited.
When to Use Single-Shot Queries
Use single-shot queries when:
	You need a one-shot response
	You do not need hooks, real-time streaming, etc.
	You need to operate in a stateless environment, such as a serverless function

Limitations

Single-shot mode does **not** support:

- Real-time streaming to your application (blocks until completion)
- Hook integration
- Natural multi-turn conversations (requires explicit session management)

**Note:** Image attachments are not currently supported by the SDK.

Implementation Example
# Simple one-shot query
result =
  ClaudeCode.query("Explain the authentication flow",
    allowed_tools: ["Read", "Grep"]
  )

case result do
  {:ok, response} -> IO.puts(response.result)
  {:error, reason} -> IO.puts("Error: #{inspect(reason)}")
end

# Continue conversation with session management
result =
  ClaudeCode.query("Now explain the authorization process",
    continue: true
  )

case result do
  {:ok, response} -> IO.puts(response.result)
  {:error, reason} -> IO.puts("Error: #{inspect(reason)}")
end
Next Steps
	Streaming Output - Character-level deltas and partial messages
	Sessions - Session management, resume, and forking
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    Stream Responses in Real-time

📚 Official Documentation: This guide is based on the official Claude Agent SDK documentation. Examples are adapted for Elixir.

Get real-time responses from the Agent SDK as text and tool calls stream in.

By default, the SDK yields complete AssistantMessage structs after Claude finishes generating each response. To receive incremental updates as text and tool calls are generated, enable partial message streaming by setting include_partial_messages: true in your options.
Tip: This page covers output streaming (receiving tokens in real-time). For input modes (how you send messages), see Streaming vs Single Mode.

Stream text responses
Set include_partial_messages: true, then pattern match on the event field to extract text chunks as they arrive:
{:ok, session} = ClaudeCode.start_link(include_partial_messages: true)

session
|> ClaudeCode.stream("Explain how databases work")
|> Enum.each(fn
  %{event: %{delta: %{type: :text_delta, text: text}}} -> IO.write(text)
  _ -> :ok
end)
Or use the convenience function:
session
|> ClaudeCode.stream("Explain how databases work", include_partial_messages: true)
|> ClaudeCode.Stream.text_deltas()
|> Enum.each(&IO.write/1)
PartialAssistantMessage reference
When partial messages are enabled, you receive raw Claude API streaming events wrapped in a PartialAssistantMessage struct. This corresponds to StreamEvent in Python and SDKPartialAssistantMessage in TypeScript.
%ClaudeCode.Message.PartialAssistantMessage{
  type: :stream_event,                  # Always :stream_event
  event: %{type: event_type, ...},      # The raw Claude API stream event
  session_id: "session_id",             # Session identifier
  parent_tool_use_id: nil,              # Parent tool ID if from a subagent
  uuid: "uuid"                          # Unique identifier for this event
}
Common event types in the event field:
	Event Type	Description
	:message_start	Start of a new message
	:content_block_start	Start of a new content block (text or tool use)
	:content_block_delta	Incremental update to content
	:content_block_stop	End of a content block
	:message_delta	Message-level updates (stop reason, usage)
	:message_stop	End of the message

Message flow
With partial messages enabled, you receive messages in this order:
PartialAssistantMessage (message_start)
PartialAssistantMessage (content_block_start) - text block
PartialAssistantMessage (content_block_delta) - text chunks...
PartialAssistantMessage (content_block_stop)
PartialAssistantMessage (content_block_start) - tool_use block
PartialAssistantMessage (content_block_delta) - tool input chunks...
PartialAssistantMessage (content_block_stop)
PartialAssistantMessage (message_delta)
PartialAssistantMessage (message_stop)
AssistantMessage - complete message with all content
... tool executes ...
... more streaming events for next turn ...
ResultMessage - final result
Without partial messages, you receive all message types except PartialAssistantMessage: SystemMessage (session initialization), AssistantMessage (complete responses), ResultMessage (final result), and CompactBoundaryMessage (context compaction).
Stream tool calls
Tool calls also stream incrementally. Track when tools start, receive their input as it's generated, and see when they complete:
{:ok, session} = ClaudeCode.start_link(
  include_partial_messages: true,
  allowed_tools: ["Read", "Bash"]
)

session
|> ClaudeCode.stream("Read the README.md file")
|> Enum.reduce({nil, ""}, fn
  %{event: %{type: :content_block_start, content_block: %{type: :tool_use, name: name}}}, _ ->
    IO.puts("Starting tool: #{name}")
    {name, ""}

  %{event: %{delta: %{type: :input_json_delta, partial_json: chunk}}}, {tool, input} ->
    {tool, input <> chunk}

  %{event: %{type: :content_block_stop}}, {tool, input} when tool != nil ->
    IO.puts("Tool #{tool} called with: #{input}")
    {nil, ""}

  _, acc ->
    acc
end)
Build a streaming UI
Combine text and tool streaming into a cohesive UI. This tracks whether a tool is executing to show status indicators like [Using Read...] while tools run, and streams text normally otherwise:
{:ok, session} = ClaudeCode.start_link(
  include_partial_messages: true,
  allowed_tools: ["Read", "Bash", "Grep"]
)

session
|> ClaudeCode.stream("Find all TODO comments in the codebase")
|> Enum.reduce(_in_tool = false, fn
  %{event: %{type: :content_block_start, content_block: %{type: :tool_use, name: name}}}, _ ->
    IO.write("\n[Using #{name}...]")
    true

  %{event: %{delta: %{type: :text_delta, text: text}}}, false ->
    IO.write(text)
    false

  %{event: %{type: :content_block_stop}}, true ->
    IO.puts(" done")
    false

  %{type: :result}, _ ->
    IO.puts("\n\n--- Complete ---")
    false

  _, in_tool ->
    in_tool
end)
Phoenix LiveView integration
Stream text directly to a LiveView process:
defmodule MyAppWeb.ChatLive do
  use MyAppWeb, :live_view

  def handle_event("send", %{"message" => message}, socket) do
    session = socket.assigns.session

    Task.start(fn ->
      session
      |> ClaudeCode.stream(message, include_partial_messages: true)
      |> ClaudeCode.Stream.text_deltas()
      |> Enum.each(&send(socket.root_pid, {:text_chunk, &1}))

      send(socket.root_pid, :stream_done)
    end)

    {:noreply, socket}
  end

  def handle_info({:text_chunk, chunk}, socket) do
    {:noreply, assign(socket, response: socket.assigns.response <> chunk)}
  end

  def handle_info(:stream_done, socket) do
    {:noreply, assign(socket, streaming: false)}
  end
end
For multi-subscriber broadcasting, use PubSub:
session
|> ClaudeCode.stream("Generate report", include_partial_messages: true)
|> ClaudeCode.Stream.text_deltas()
|> Enum.each(&Phoenix.PubSub.broadcast(MyApp.PubSub, "chat:#{chat_id}", {:text_chunk, &1}))
Convenience functions
The Elixir SDK provides high-level stream utilities that handle the pattern matching shown above.
Partial message streams (include_partial_messages: true):
	Function	Description
	text_deltas/1	Extracts text chunks from :text_delta events
	thinking_deltas/1	Extracts thinking chunks from :thinking_delta events
	content_deltas/1	All delta types with index (text, tool input, thinking)
	filter_event_type/2	Filter to a specific event type (e.g., :content_block_start)

Complete message streams (no include_partial_messages required):
	Function	Description
	text_content/1	Complete text strings from assistant messages
	thinking_content/1	Complete thinking strings from assistant messages
	tool_uses/1	ToolUseBlock structs from assistant messages
	final_text/1	Single result string (consumes stream)
	collect/1	Summary map with text, tool_calls, thinking, result
	on_tool_use/2	Side-effect callback when tools are used

Known limitations
	Extended thinking: when you set max_thinking_tokens, PartialAssistantMessage events are not emitted. You'll only receive complete messages after each turn. Thinking is disabled by default, so streaming works unless you enable it.
	Structured output: the JSON result appears only in the final ResultMessage, not as streaming deltas. See Structured Outputs for details.

Next steps
	Streaming vs Single Mode - Choose between input modes
	Structured Outputs - Get typed JSON responses
	Permissions - Control which tools the agent can use
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    Session Management

📚 Official Documentation: This guide is based on the official Claude Agent SDK documentation. Examples are adapted for Elixir.

Sessions maintain a persistent connection to Claude and preserve conversation context across queries.
Starting a Session
# Basic - uses ANTHROPIC_API_KEY from environment
{:ok, session} = ClaudeCode.start_link()

# With options
{:ok, session} = ClaudeCode.start_link(
  model: "sonnet",
  system_prompt: "You are an Elixir expert",
  timeout: 120_000
)

# Always stop when done
ClaudeCode.stop(session)
Multi-Turn Conversations
Sessions automatically maintain conversation context:
{:ok, session} = ClaudeCode.start_link()

session |> ClaudeCode.stream("My name is Alice") |> Stream.run()

response =
  session
  |> ClaudeCode.stream("What's my name?")
  |> ClaudeCode.Stream.final_text()
# => "Your name is Alice!"

ClaudeCode.stop(session)
Session IDs and Resuming
Save and resume conversations across process restarts:
# Get the session ID after a conversation
{:ok, session} = ClaudeCode.start_link()
session |> ClaudeCode.stream("Remember: the code is 12345") |> Stream.run()
session_id = ClaudeCode.get_session_id(session)
ClaudeCode.stop(session)

# Later: resume with the same context
{:ok, session} = ClaudeCode.start_link(resume: session_id)

response =
  session
  |> ClaudeCode.stream("What was the code?")
  |> ClaudeCode.Stream.final_text()
# => "The code is 12345"
Continuing the Most Recent Conversation
Use :continue to automatically resume the last conversation in the current directory:
{:ok, session} = ClaudeCode.start_link(continue: true)

session
|> ClaudeCode.stream("What were we talking about?")
|> ClaudeCode.Stream.text_content()
|> Enum.each(&IO.write/1)
Forking Sessions
Create a branch from an existing conversation:
{:ok, session} = ClaudeCode.start_link()
session |> ClaudeCode.stream("My name is Mike") |> Stream.run()
session_id = ClaudeCode.get_session_id(session)

# Fork the conversation
{:ok, forked} = ClaudeCode.start_link(
  resume: session_id,
  fork_session: true
)

# Fork has the same context but gets its own session ID
forked
|> ClaudeCode.stream("What is my name?")
|> ClaudeCode.Stream.final_text()
# => "Your name is Mike."

# After first query, fork has a new session ID
ClaudeCode.get_session_id(forked) != session_id
# => true
Clearing Context
Reset conversation history without stopping the session:
ClaudeCode.clear(session)

# Next query starts fresh
session
|> ClaudeCode.stream("Hello!")
|> ClaudeCode.Stream.final_text()
Reading Conversation History
Access past conversations stored in ~/.claude/projects/:
# By session ID
{:ok, messages} = ClaudeCode.conversation("abc123-def456")

Enum.each(messages, fn
  %ClaudeCode.Message.UserMessage{} = msg ->
    IO.puts("User: #{inspect(msg.message.content)}")
  %ClaudeCode.Message.AssistantMessage{message: %{content: blocks}} ->
    text = Enum.map_join(blocks, "", fn
      %ClaudeCode.Content.TextBlock{text: t} -> t
      _ -> ""
    end)
    IO.puts("Assistant: #{text}")
end)

# From a running session
{:ok, messages} = ClaudeCode.conversation(session)
Named Sessions
Register sessions with atoms for easy access:
{:ok, _} = ClaudeCode.start_link(name: :assistant)

# Use from anywhere in your app
:assistant
|> ClaudeCode.stream("Hello!")
|> ClaudeCode.Stream.final_text()
Supervised Sessions
For production fault tolerance, use ClaudeCode.Supervisor:
children = [
  {ClaudeCode.Supervisor, [
    [name: :assistant, system_prompt: "General helper"],
    [name: :code_reviewer, system_prompt: "You review Elixir code"]
  ]}
]

Supervisor.start_link(children, strategy: :one_for_one)

# Sessions restart automatically on crashes
:assistant |> ClaudeCode.stream("Hello!") |> Stream.run()
Dynamic Session Management
{:ok, supervisor} = ClaudeCode.Supervisor.start_link([])

# Add sessions on demand
ClaudeCode.Supervisor.start_session(supervisor, [
  name: :temp_session,
  system_prompt: "Temporary helper"
])

# Remove when done
ClaudeCode.Supervisor.terminate_session(supervisor, :temp_session)

# List active sessions
ClaudeCode.Supervisor.list_sessions(supervisor)
Session Options Reference
	Option	Type	Description
	name	atom	Register with a name for global access
	resume	string	Session ID to resume
	continue	boolean	Continue the most recent conversation
	fork_session	boolean	Create new session ID when resuming (use with resume)
	session_id	string	Use a specific session ID (must be a valid UUID)
	no_session_persistence	boolean	Don't save sessions to disk
	model	string	Claude model ("sonnet", "opus", etc.)
	system_prompt	string	Override system prompt
	timeout	integer	Query timeout in ms (default: 300,000)

Runtime Control
Change session settings mid-conversation without restarting:
# Switch model mid-conversation
{:ok, _} = ClaudeCode.set_model(session, "claude-sonnet-4-5-20250929")

# Change permission mode
{:ok, _} = ClaudeCode.set_permission_mode(session, :bypass_permissions)

# Query MCP server status
{:ok, %{"servers" => servers}} = ClaudeCode.get_mcp_status(session)

# Rewind files to a checkpoint (requires enable_file_checkpointing: true)
{:ok, _} = ClaudeCode.rewind_files(session, "user-msg-uuid-123")

# Get server info from the initialize handshake
{:ok, info} = ClaudeCode.get_server_info(session)
These functions use the bidirectional control protocol to communicate with the CLI subprocess without interrupting the conversation flow.
Session Lifecycle
	Event	Behavior
	start_link/1	Creates GenServer, CLI adapter starts eagerly
	Adapter initializing	Sends initialize handshake, adapter status is :initializing
	Adapter ready	Handshake complete, adapter status is :ready
	First query	Sent to the already-running CLI subprocess
	Subsequent queries	Reuses existing CLI connection with session context
	clear/1	Resets session ID, next query starts fresh
	stop/1	Terminates GenServer and CLI subprocess
	Process crash	Supervisor restarts if supervised

Next Steps
	Streaming Output - Real-time character-level streaming
	Hosting - Production deployment with OTP
	File Checkpointing - Track and revert file changes
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    Handling Stop Reasons

Detect refusals and other stop reasons directly from result messages in the SDK.
Official Documentation: This guide is based on the official Claude Agent SDK documentation. Examples are adapted for Elixir.

The stop_reason field on ClaudeCode.Message.ResultMessage tells you why the model stopped generating. This is the recommended way to detect refusals, max-token limits, and other termination conditions (no stream parsing required).
Note: stop_reason is available on every ClaudeCode.Message.ResultMessage, regardless of whether streaming is enabled. You don't need to set include_partial_messages: true.

Reading stop_reason
The stop_reason field is present on both success and error result messages. Use ClaudeCode.Stream.final_result/1 to extract the ClaudeCode.Message.ResultMessage from a stream:
session
|> ClaudeCode.stream("Write a poem about the ocean")
|> ClaudeCode.Stream.final_result()
|> case do
  %{stop_reason: :refusal} ->
    IO.puts("The model declined this request.")

  result ->
    IO.puts("Stop reason: #{result.stop_reason}")
end
Available stop reasons
	Stop reason	Meaning
	:end_turn	The model finished generating its response normally.
	:max_tokens	The response reached the maximum output token limit.
	:stop_sequence	The model generated a configured stop sequence.
	:refusal	The model declined to fulfill the request.
	:tool_use	The model's final output was a tool call. This is uncommon in SDK results because tool calls are normally executed before the result is returned.
	nil	No API response was received; for example, an error occurred before the first request, or the result was replayed from a cached session.

Stop reasons on error results
Error results (such as :error_max_turns or :error_during_execution) also carry stop_reason. The value reflects the last assistant message received before the error occurred:
	Result subtype	stop_reason value
	:success	The stop reason from the final assistant message.
	:error_max_turns	The stop reason from the last assistant message before the turn limit was hit.
	:error_max_budget_usd	The stop reason from the last assistant message before the budget was exceeded.
	:error_max_structured_output_retries	The stop reason from the last assistant message before the retry limit was hit.
	:error_during_execution	The last stop reason seen, or nil if the error occurred before any API response.

session
|> ClaudeCode.stream("Refactor this module", max_turns: 3)
|> ClaudeCode.Stream.final_result()
|> case do
  %{subtype: :error_max_turns} = result ->
    IO.puts("Hit turn limit. Last stop reason: #{result.stop_reason}")
    # stop_reason might be :end_turn or :tool_use
    # depending on what the model was doing when the limit hit

  _result ->
    :ok
end
Detecting refusals
stop_reason == :refusal is the simplest way to detect when the model declines a request. Previously, detecting refusals required enabling partial message streaming and manually scanning stream events for message_delta. With stop_reason on the ClaudeCode.Message.ResultMessage, you can check directly:
session
|> ClaudeCode.stream("Summarize this article")
|> ClaudeCode.Stream.final_result()
|> case do
  %{stop_reason: :refusal} ->
    IO.puts("Request was declined. Please revise your prompt.")

  %{subtype: :success, result: text} ->
    IO.puts(text)

  result ->
    IO.puts("Unexpected result: #{inspect(result.subtype)}")
end
Next steps
	Streaming Output - Access raw API events including message_delta as they arrive
	Structured Output - Get typed JSON responses from the agent
	Cost Tracking - Understand token usage and billing from result messages
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    Structured Outputs

Get structured JSON from agent workflows using JSON Schema. Get type-safe, structured data after multi-turn tool use.
Official Documentation: This guide is based on the official Claude Agent SDK documentation. Examples are adapted for Elixir.

Why structured outputs?
Agents return free-form text by default, which works for chat but not when you need to use the output programmatically. Structured outputs give you typed data you can pass directly to your application logic, database, or UI components.
Consider a recipe app where an agent searches the web and brings back recipes. Without structured outputs, you get free-form text that you'd need to parse yourself. With structured outputs, you define the shape you want and get typed data you can use directly in your app.
Without structured outputs:
Here's a classic chocolate chip cookie recipe!

**Chocolate Chip Cookies**
Prep time: 15 minutes | Cook time: 10 minutes

Ingredients:
- 2 1/4 cups all-purpose flour
- 1 cup butter, softened
...
To use this in your app, you'd need to parse out the title, convert "15 minutes" to a number, separate ingredients from instructions, and handle inconsistent formatting across responses.
With structured outputs:
{
  "name": "Chocolate Chip Cookies",
  "prep_time_minutes": 15,
  "cook_time_minutes": 10,
  "ingredients": [
    { "item": "all-purpose flour", "amount": 2.25, "unit": "cups" },
    { "item": "butter, softened", "amount": 1, "unit": "cup" }
  ],
  "steps": ["Preheat oven to 375F", "Cream butter and sugar"]
}
Typed data you can use directly in your UI.
Quick start
To use structured outputs, define a JSON Schema describing the shape of data you want, then pass it via the output_format option. When the agent finishes, the ClaudeCode.Message.ResultMessage struct includes a structured_output field with validated data matching your schema.
The example below asks the agent to research Anthropic and return the company name, year founded, and headquarters as structured output.
# Define the shape of data you want back
schema = %{
  "type" => "object",
  "properties" => %{
    "company_name" => %{"type" => "string"},
    "founded_year" => %{"type" => "number"},
    "headquarters" => %{"type" => "string"}
  },
  "required" => ["company_name"]
}

{:ok, result} = ClaudeCode.query(
  "Research Anthropic and provide key company information",
  output_format: %{type: :json_schema, schema: schema}
)

# The result message contains structured_output with validated data
IO.inspect(result.structured_output)
# %{"company_name" => "Anthropic", "founded_year" => 2021, "headquarters" => "San Francisco, CA"}
Defining schemas
Since Elixir doesn't have built-in schema-to-JSON-Schema libraries like Zod (TypeScript) or Pydantic (Python), you define JSON Schema as plain maps. For complex schemas, consider extracting reusable schema fragments into module attributes or helper functions.
The example below defines a schema for a feature implementation plan with a summary, list of steps (each with complexity level), and potential risks:
# Define a complex schema with nested objects and enums
schema = %{
  "type" => "object",
  "properties" => %{
    "feature_name" => %{"type" => "string"},
    "summary" => %{"type" => "string"},
    "steps" => %{
      "type" => "array",
      "items" => %{
        "type" => "object",
        "properties" => %{
          "step_number" => %{"type" => "number"},
          "description" => %{"type" => "string"},
          "estimated_complexity" => %{
            "type" => "string",
            "enum" => ["low", "medium", "high"]
          }
        },
        "required" => ["step_number", "description", "estimated_complexity"]
      }
    },
    "risks" => %{
      "type" => "array",
      "items" => %{"type" => "string"}
    }
  },
  "required" => ["feature_name", "summary", "steps", "risks"]
}

{:ok, result} = ClaudeCode.query(
  "Plan how to add dark mode support to a React app. Break it into implementation steps.",
  output_format: %{type: :json_schema, schema: schema}
)

plan = result.structured_output
IO.puts("Feature: #{plan["feature_name"]}")
IO.puts("Summary: #{plan["summary"]}")

Enum.each(plan["steps"], fn step ->
  IO.puts("#{step["step_number"]}. [#{step["estimated_complexity"]}] #{step["description"]}")
end)
For reusable schemas, extract them into module attributes:
defmodule MyApp.Schemas do
  @step_schema %{
    "type" => "object",
    "properties" => %{
      "step_number" => %{"type" => "number"},
      "description" => %{"type" => "string"},
      "estimated_complexity" => %{
        "type" => "string",
        "enum" => ["low", "medium", "high"]
      }
    },
    "required" => ["step_number", "description", "estimated_complexity"]
  }

  def feature_plan do
    %{
      "type" => "object",
      "properties" => %{
        "feature_name" => %{"type" => "string"},
        "summary" => %{"type" => "string"},
        "steps" => %{"type" => "array", "items" => @step_schema},
        "risks" => %{"type" => "array", "items" => %{"type" => "string"}}
      },
      "required" => ["feature_name", "summary", "steps", "risks"]
    }
  end
end
Output format configuration
The output_format option accepts a map with:
	type: Set to :json_schema for structured outputs
	schema: A JSON Schema map defining your output structure

The SDK supports standard JSON Schema features including all basic types (object, array, string, number, boolean, null), enum, const, required, nested objects, and $ref definitions.
Example: TODO tracking agent
This example demonstrates how structured outputs work with multi-step tool use. The agent needs to find TODO comments in the codebase, then look up git blame information for each one. It autonomously decides which tools to use (Grep to search, Bash to run git commands) and combines the results into a single structured response.
The schema includes optional fields (author and date) since git blame information might not be available for all files. The agent fills in what it can find and omits the rest.
# Define structure for TODO extraction
todo_schema = %{
  "type" => "object",
  "properties" => %{
    "todos" => %{
      "type" => "array",
      "items" => %{
        "type" => "object",
        "properties" => %{
          "text" => %{"type" => "string"},
          "file" => %{"type" => "string"},
          "line" => %{"type" => "number"},
          "author" => %{"type" => "string"},
          "date" => %{"type" => "string"}
        },
        "required" => ["text", "file", "line"]
      }
    },
    "total_count" => %{"type" => "number"}
  },
  "required" => ["todos", "total_count"]
}

# Agent uses Grep to find TODOs, Bash to get git blame info
{:ok, result} = ClaudeCode.query(
  "Find all TODO comments in this codebase and identify who added them",
  output_format: %{type: :json_schema, schema: todo_schema}
)

data = result.structured_output
IO.puts("Found #{data["total_count"]} TODOs")

Enum.each(data["todos"], fn todo ->
  IO.puts("#{todo["file"]}:#{todo["line"]} - #{todo["text"]}")

  if todo["author"] do
    IO.puts("  Added by #{todo["author"]} on #{todo["date"]}")
  end
end)
Error handling
Structured output generation can fail when the agent cannot produce valid JSON matching your schema. This typically happens when the schema is too complex for the task, the task itself is ambiguous, or the agent hits its retry limit trying to fix validation errors.
When an error occurs, the ClaudeCode.Message.ResultMessage has a subtype indicating what went wrong:
	Subtype	Meaning
	:success	Output was generated and validated successfully
	:error_max_structured_output_retries	Agent couldn't produce valid output after multiple attempts

The example below checks the subtype field to determine whether the output was generated successfully or if you need to handle a failure:
alias ClaudeCode.Message.ResultMessage

case ClaudeCode.query(
  "Extract contact info from the document",
  output_format: %{type: :json_schema, schema: contact_schema}
) do
  {:ok, result} ->
    # Use the validated output
    IO.inspect(result.structured_output)

  {:error, %ResultMessage{subtype: :error_max_structured_output_retries}} ->
    # Handle the failure - retry with simpler prompt, fall back to unstructured, etc.
    Logger.error("Could not produce valid output")

  {:error, reason} ->
    Logger.error("Unexpected error: #{inspect(reason)}")
end
Tips for avoiding errors:
	Keep schemas focused. Deeply nested schemas with many required fields are harder to satisfy. Start simple and add complexity as needed.
	Match schema to task. If the task might not have all the information your schema requires, make those fields optional.
	Use clear prompts. Ambiguous prompts make it harder for the agent to know what output to produce.

With streaming
For multi-turn sessions or when you need to process intermediate messages (tool use, thinking) alongside the structured result, use ClaudeCode.stream/3:
{:ok, session} = ClaudeCode.start_link()

result =
  session
  |> ClaudeCode.stream(
    "Analyze this code",
    output_format: %{type: :json_schema, schema: schema}
  )
  |> ClaudeCode.Stream.final_result()

IO.inspect(result.structured_output)
Related resources
	JSON Schema documentation - Learn JSON Schema syntax for defining complex schemas
	Modifying System Prompts - Guide output with system prompts
	Stop Reasons - Understanding result subtypes
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    Handling Permissions

Control how your agent uses tools with permission modes and declarative allow/deny rules.
Official Documentation: This guide is based on the official Claude Agent SDK documentation. Examples are adapted for Elixir.


The Elixir SDK provides permission controls to manage how Claude uses tools. Use permission modes and tool rules to define what is allowed automatically, and the permission_prompt_tool option to delegate decisions at runtime.
This page covers permission modes and tool rules. To build interactive approval flows where users approve or deny tool requests at runtime, see Handle approvals and user input.

How permissions are evaluated
When Claude requests a tool, the SDK checks permissions in this order:
	Permission rules -- Check declarative rules defined in settings (via the :settings option or settings files loaded by :setting_sources). deny rules block regardless of other rules, allow rules permit if matched, and ask rules prompt for approval.
	Permission mode -- Apply the active permission mode (:default, :accept_edits, :bypass_permissions, etc.).
	Permission prompt tool -- If not resolved by rules or modes, call your permission_prompt_tool MCP tool for a decision.

This page focuses on permission modes (step 2), the static configuration that controls default behavior. For the other steps:
	Permission rules: configure declarative allow/deny rules in settings. See Secure Deployment.
	Permission prompt tool: delegate permission decisions to an MCP tool. See Permission delegation.

Permission modes
Permission modes provide global control over how Claude uses tools. Set the permission mode when starting a session or override it per query.
Available modes
The SDK supports these permission modes:
	Mode	Description	Tool behavior
	:default	Standard permission behavior	No auto-approvals; unmatched tools trigger your permission prompt tool or are rejected
	:accept_edits	Auto-accept file edits	File edits and filesystem operations are automatically approved
	:bypass_permissions	Bypass all permission checks	All tools run without permission prompts (use with caution)
	:plan	Planning mode	No tool execution; Claude plans without making changes
	:dont_ask	Reject operations that would require permission	Tools needing approval are silently denied
	:delegate	Delegate to MCP tool	Permission decisions are forwarded to the permission_prompt_tool

Warning: When using :bypass_permissions, all subagents inherit this mode and it cannot be overridden. Subagents may have different system prompts and less constrained behavior than your main agent. Enabling :bypass_permissions grants them full, autonomous system access without any approval prompts.

Set permission mode
You can set the permission mode at session start, or override it for individual queries.
At session start:
{:ok, session} = ClaudeCode.start_link(
  permission_mode: :accept_edits
)
Per-query override:
# Session starts in default mode
{:ok, session} = ClaudeCode.start_link(permission_mode: :default)

# Override to accept_edits for this specific query
session
|> ClaudeCode.stream("Refactor this module", permission_mode: :accept_edits)
|> ClaudeCode.Stream.text_content()
|> Enum.each(&IO.write/1)
Mode details
Accept edits mode (:accept_edits)
Auto-approves file operations so Claude can edit code without prompting. Other tools (like Bash commands that are not filesystem operations) still require normal permissions.
Auto-approved operations:
	File edits (Edit, Write tools)
	Filesystem commands: mkdir, touch, rm, mv, cp

Use when: you trust Claude's edits and want faster iteration, such as during prototyping or when working in an isolated directory.
{:ok, result} = ClaudeCode.query("Add error handling to lib/my_app/api.ex",
  permission_mode: :accept_edits
)
Bypass permissions mode (:bypass_permissions)
Auto-approves all tool uses without prompts. Requires allow_dangerously_skip_permissions: true.
Warning: Use with extreme caution. Claude has full system access in this mode. Only use in controlled, sandboxed environments where you trust all possible operations and there is no internet access.

{:ok, session} = ClaudeCode.start_link(
  permission_mode: :bypass_permissions,
  allow_dangerously_skip_permissions: true
)
For additional isolation, combine with the :sandbox option to restrict bash command execution:
{:ok, session} = ClaudeCode.start_link(
  permission_mode: :bypass_permissions,
  allow_dangerously_skip_permissions: true,
  sandbox: %{
    "environment" => "docker",
    "container" => "my-sandbox"
  }
)
The :sandbox option is merged into the --settings flag and configures how bash commands are isolated. See Secure Deployment for details.
Plan mode (:plan)
Prevents tool execution entirely. Claude can analyze code and create plans but cannot make changes.
Use when: you want Claude to propose changes without executing them, such as during code review or when you need to approve changes before they are made.
{:ok, result} = ClaudeCode.query(
  "How should we restructure the authentication module?",
  permission_mode: :plan,
  system_prompt: "Analyze the codebase and propose a refactoring plan."
)
Don't ask mode (:dont_ask)
Silently rejects any tool use that would normally require permission. Unlike :plan mode, which prevents all tool execution, :dont_ask allows tools that are pre-approved but rejects anything that would trigger a permission prompt.
Use when: you want the agent to operate autonomously without blocking on permission prompts, and you prefer denied operations over interactive approval.
{:ok, session} = ClaudeCode.start_link(
  permission_mode: :dont_ask
)
Tool control
In addition to permission modes, you can restrict which tools Claude has access to using allow and deny lists.
Allowed tools
Restrict Claude to a specific set of tools:
{:ok, session} = ClaudeCode.start_link(
  allowed_tools: ["Read", "Glob", "Grep"]
)
Supports glob patterns for granular control:
# Only allow git commands via Bash
{:ok, session} = ClaudeCode.start_link(
  allowed_tools: ["Read", "Bash(git:*)"]
)

# Allow all MCP tools from a specific server
{:ok, session} = ClaudeCode.start_link(
  allowed_tools: ["Read", "mcp__my_server__*"]
)
Disallowed tools
Block specific tools while allowing everything else:
{:ok, session} = ClaudeCode.start_link(
  disallowed_tools: ["Bash", "Write"]
)
Available tools set
Control which built-in tools are available with the :tools option. This is different from :allowed_tools -- it controls the base set of tools the CLI loads, while :allowed_tools filters what the agent can actually use.
# Use all default tools
{:ok, session} = ClaudeCode.start_link(tools: :default)

# Only load specific tools from the built-in set
{:ok, session} = ClaudeCode.start_link(tools: ["Bash", "Read", "Edit"])

# Disable all built-in tools (useful with MCP-only setups)
{:ok, session} = ClaudeCode.start_link(tools: [])
Per-query overrides
Tool restrictions can be changed per query. Query options take precedence over session defaults:
# Session allows Read and Write
{:ok, session} = ClaudeCode.start_link(allowed_tools: ["Read", "Write"])

# But this specific query is read-only
session
|> ClaudeCode.stream("Review this code", allowed_tools: ["Read"])
|> ClaudeCode.Stream.text_content()
|> Enum.join()
Permission delegation
The :delegate permission mode forwards permission decisions to an MCP tool specified by permission_prompt_tool. This is useful when you want to implement custom approval logic, such as prompting a user through a web UI or applying policy rules from an external service.
{:ok, session} = ClaudeCode.start_link(
  permission_mode: :delegate,
  permission_prompt_tool: "mcp__my_server__approve_tool",
  mcp_config: "/path/to/mcp-config.json"
)
When Claude requests a tool that needs approval, the SDK calls the specified MCP tool with the tool name and input, and expects a response indicating whether to allow or deny the operation.
Permission denials
When tools are denied due to permission settings, the ClaudeCode.Message.ResultMessage tracks them in the permission_denials field. Each denial is a map with :tool_name, :tool_use_id, and :tool_input keys.
alias ClaudeCode.Message.ResultMessage

session
|> ClaudeCode.stream("Edit some files")
|> ClaudeCode.Stream.final_result()
|> case do
  %ResultMessage{permission_denials: denials} when denials != [] ->
    IO.puts("#{length(denials)} tool(s) were denied:")

    Enum.each(denials, fn denial ->
      IO.puts("  - #{denial.tool_name} (#{inspect(denial.tool_input)})")
    end)

  %ResultMessage{} ->
    IO.puts("All tools were approved.")
end
Read-only agent example
Combine :plan mode with :allowed_tools to create an agent that can only read and analyze code:
{:ok, reviewer} = ClaudeCode.start_link(
  name: :code_reviewer,
  system_prompt: "You are a code reviewer. Analyze code and suggest improvements.",
  permission_mode: :plan,
  allowed_tools: ["Read", "Glob", "Grep"]
)

:code_reviewer
|> ClaudeCode.stream("Review the error handling in lib/my_app/api.ex")
|> ClaudeCode.Stream.text_content()
|> Enum.each(&IO.write/1)
Confirming active permissions
The ClaudeCode.Message.SystemMessage emitted at session start (subtype :init) includes the active permission_mode and the list of available tools. Use this to verify your configuration:
alias ClaudeCode.Message.SystemMessage

session
|> ClaudeCode.stream("Hello")
|> Enum.each(fn
  %SystemMessage{subtype: :init, permission_mode: mode, tools: tools} ->
    IO.puts("Permission mode: #{mode}")
    IO.puts("Available tools: #{Enum.join(tools, ", ")}")

  _ ->
    :ok
end)
Next steps
	Secure Deployment -- Sandboxing, permission rules, and production security
	User Input -- Handle approvals and multi-turn interactions
	Hooks -- Monitor tool execution with callbacks
	MCP -- Connect external tools via MCP servers
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    User Approvals and Input

Programmatic tool approval, multi-turn conversations, and interactive sessions.
Official Documentation: This guide is based on the official Claude Agent SDK documentation. Examples are adapted for Elixir.

Programmatic Tool Approval
The :can_use_tool option lets you approve or reject tool calls before they execute. This replaces the interactive permission prompt with your own logic.
Read-only mode
Restrict Claude to read-only tools:
{:ok, session} = ClaudeCode.start_link(
  can_use_tool: fn %{tool_name: name}, _id ->
    if name in ["Read", "Glob", "Grep"], do: :allow, else: {:deny, "Read-only mode"}
  end
)

session
|> ClaudeCode.stream("Summarize the README")
|> ClaudeCode.Stream.final_text()
Interactive approval
Prompt a human operator for each tool call:
{:ok, session} = ClaudeCode.start_link(
  can_use_tool: fn %{tool_name: name, input: input}, _id ->
    IO.puts("Tool: #{name}")
    IO.puts("Input: #{inspect(input)}")

    case IO.gets("Allow? [y/n] ") |> String.trim() do
      "y" -> :allow
      _ -> {:deny, "User rejected"}
    end
  end
)
Module-based approval
For more complex logic, implement the ClaudeCode.Hook behaviour:
defmodule MyApp.ToolPermissions do
  @behaviour ClaudeCode.Hook

  @impl true
  def call(%{tool_name: "Bash", input: %{"command" => cmd}}, _tool_use_id) do
    cond do
      String.contains?(cmd, "rm -rf") -> {:deny, "Destructive command blocked"}
      String.starts_with?(cmd, "sudo") -> {:deny, "No sudo allowed"}
      true -> :allow
    end
  end

  def call(_input, _tool_use_id), do: :allow
end

{:ok, session} = ClaudeCode.start_link(can_use_tool: MyApp.ToolPermissions)
See the Hooks guide for the full :can_use_tool API including input rewriting and return value reference.
Multi-Turn Conversations
Sessions maintain conversation context automatically. Each call to ClaudeCode.stream/3 continues the conversation:
{:ok, session} = ClaudeCode.start_link()

# Turn 1
session
|> ClaudeCode.stream("What is the Fibonacci sequence?")
|> ClaudeCode.Stream.final_text()
|> IO.puts()

# Turn 2 - Claude remembers the context
session
|> ClaudeCode.stream("Write an Elixir function that generates the first N numbers")
|> ClaudeCode.Stream.text_content()
|> Enum.each(&IO.write/1)

# Turn 3
session
|> ClaudeCode.stream("Now add memoization")
|> ClaudeCode.Stream.text_content()
|> Enum.each(&IO.write/1)

ClaudeCode.stop(session)
Interactive Loop
Build a simple REPL-style interaction:
{:ok, session} = ClaudeCode.start_link(
  system_prompt: "You are a helpful coding assistant."
)

defmodule ChatLoop do
  def run(session) do
    case IO.gets("You: ") do
      :eof -> :ok
      {:error, _} -> :ok
      input ->
        prompt = String.trim(input)

        unless prompt == "" do
          IO.write("Claude: ")

          session
          |> ClaudeCode.stream(prompt)
          |> ClaudeCode.Stream.text_content()
          |> Enum.each(&IO.write/1)

          IO.puts("")
        end

        run(session)
    end
  end
end

ChatLoop.run(session)
ClaudeCode.stop(session)
Health Checking
Check if a session's CLI subprocess is healthy:
case ClaudeCode.health(session) do
  :healthy ->
    IO.puts("Session is ready")

  {:unhealthy, reason} ->
    IO.puts("Session is unhealthy: #{inspect(reason)}")
end
Next Steps
	Hooks -- Lifecycle hooks, audit logging, and budget guards
	Sessions -- Resume, fork, and manage conversation history
	Permissions -- Static permission modes and tool restrictions
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    Control Execution with Hooks

Intercept, approve, and observe every tool execution in your Claude session.
Official Documentation: This guide is based on the official Claude Agent SDK documentation. Examples are adapted for Elixir.

Overview
The SDK provides two complementary systems for controlling tool execution:
	System	Option	Purpose
	can_use_tool	:can_use_tool	Permission decisions before every tool execution
	Hooks	:hooks	Lifecycle event callbacks (pre/post tool use, stop, compact, etc.)

Both accept modules implementing ClaudeCode.Hook or anonymous functions with the same call/2 signature. They can be used independently or together.
can_use_tool
The :can_use_tool option registers a permission callback that the CLI invokes before every tool execution. Your callback decides whether to allow, deny, or modify the tool call.
Module callback
defmodule MyApp.ToolPermissions do
  @behaviour ClaudeCode.Hook

  @impl true
  def call(%{tool_name: "Bash", input: %{"command" => cmd}}, _tool_use_id) do
    cond do
      String.contains?(cmd, "rm -rf") -> {:deny, "Destructive command blocked"}
      String.starts_with?(cmd, "sudo") -> {:deny, "No sudo allowed"}
      true -> :allow
    end
  end

  def call(_input, _tool_use_id), do: :allow
end

{:ok, session} = ClaudeCode.start_link(can_use_tool: MyApp.ToolPermissions)
Anonymous function
{:ok, session} = ClaudeCode.start_link(
  can_use_tool: fn %{tool_name: name}, _id ->
    if name in ["Read", "Glob", "Grep"], do: :allow, else: {:deny, "Read-only mode"}
  end
)
Return values
	Return	Effect
	:allow	Permit the tool call
	{:allow, updated_input}	Permit with modified input
	{:allow, updated_input, permissions: updates}	Permit with modified input and permission updates
	{:deny, reason}	Block the tool call with an explanation
	{:deny, reason, interrupt: true}	Block and interrupt the session

Input rewriting
Return {:allow, updated_input} to modify tool input before execution. This is useful for enforcing constraints like sandbox paths:
defmodule MyApp.SandboxEnforcer do
  @behaviour ClaudeCode.Hook

  @impl true
  def call(%{tool_name: "Write", input: %{"file_path" => path} = input}, _id) do
    if String.starts_with?(path, "/sandbox/") do
      :allow
    else
      {:allow, Map.put(input, "file_path", "/sandbox" <> path)}
    end
  end

  def call(_input, _id), do: :allow
end
How it works
When :can_use_tool is set, the SDK automatically adds --permission-prompt-tool stdio to the CLI flags. The CLI sends a control request before each tool execution, and the adapter invokes your callback synchronously to get a decision.
Note: :can_use_tool and :permission_prompt_tool cannot be used together. If you need programmatic tool approval, use :can_use_tool.

Hooks
The :hooks option registers lifecycle callbacks for specific events. Unlike :can_use_tool (which only handles pre-execution permission), hooks cover the full tool lifecycle and session events.
Configuration
Hooks are configured as a map of event names to lists of matcher configs:
{:ok, session} = ClaudeCode.start_link(
  hooks: %{
    PreToolUse: [
      %{matcher: "Bash", hooks: [MyApp.BashAuditor], timeout: 30},
      %{hooks: [MyApp.GlobalLogger]}
    ],
    PostToolUse: [
      %{matcher: "Write|Edit", hooks: [MyApp.FileChangeTracker]}
    ],
    Stop: [
      %{hooks: [MyApp.SessionSummary]}
    ]
  }
)
Each matcher config has:
	:matcher -- Regex pattern matched against tool names. Omit or set to nil to match all tools. Only applies to tool-based events (PreToolUse, PostToolUse, PostToolUseFailure).
	:hooks -- List of modules implementing ClaudeCode.Hook or 2-arity anonymous functions.
	:timeout -- Optional timeout in seconds for the hook execution.

Events
	Event	When it fires	Return type
	PreToolUse	Before tool execution	:allow, {:deny, reason}, or {:allow, updated_input}
	PostToolUse	After successful tool execution	:ok
	PostToolUseFailure	After failed tool execution	:ok
	UserPromptSubmit	When user submits a prompt	:ok or {:reject, reason}
	Stop	When session is about to stop	:ok or {:continue, reason}
	SubagentStop	When a subagent is about to stop	:ok or {:continue, reason}
	PreCompact	Before context compaction	:ok or {:instructions, text}
	Notification	On notification events	:ok
	SubagentStart	When a subagent starts	:ok

Audit logging
defmodule MyApp.AuditLogger do
  @behaviour ClaudeCode.Hook

  @impl true
  def call(%{hook_event_name: "PostToolUse"} = event, _tool_use_id) do
    MyApp.AuditLog.insert(%{
      tool: event.tool_name,
      input: event.tool_input,
      result: event.tool_response
    })
    :ok
  end
end
Budget guard
Use a Stop hook to keep a session running when budget remains:
defmodule MyApp.BudgetGuard do
  @behaviour ClaudeCode.Hook

  @impl true
  def call(%{hook_event_name: "Stop"}, _tool_use_id) do
    if MyApp.Budget.remaining() > 0 do
      {:continue, "Budget remaining, keep working"}
    else
      :ok
    end
  end
end
Anonymous function hooks
You can use anonymous functions instead of modules for simple hooks:
{:ok, session} = ClaudeCode.start_link(
  hooks: %{
    PreToolUse: [
      %{matcher: "Bash", hooks: [
        fn %{tool_input: %{"command" => cmd}}, _id ->
          Logger.info("Bash: #{cmd}")
          :ok
        end
      ]}
    ]
  }
)
Using Both Together
:can_use_tool handles permission decisions while hooks handle lifecycle observation and other event types:
{:ok, session} = ClaudeCode.start_link(
  can_use_tool: MyApp.ToolPermissions,
  hooks: %{
    PostToolUse: [%{hooks: [MyApp.AuditLogger]}],
    Stop: [%{hooks: [MyApp.BudgetGuard]}]
  }
)
The Hook Behaviour
Both :can_use_tool and :hooks use the same ClaudeCode.Hook behaviour:
defmodule MyApp.MyHook do
  @behaviour ClaudeCode.Hook

  @impl true
  def call(input, tool_use_id) do
    # input is a map with event-specific fields like :tool_name, :tool_input, :hook_event_name
    # tool_use_id is a string identifier (or nil for non-tool events)
    :ok
  end
end
The input map contains fields that vary by event. Common fields include :tool_name, :tool_input, :hook_event_name, and :tool_response (for post-execution events).
If a callback raises an exception, ClaudeCode.Hook.invoke/3 catches it and returns {:error, reason}, which is translated to a safe default response on the wire.
Migration from tool_callback
The :tool_callback option is deprecated. Replace it with a PostToolUse hook:
# Before (deprecated)
ClaudeCode.start_link(
  tool_callback: fn event ->
    Logger.info("Tool #{event.name} completed")
  end
)

# After
ClaudeCode.start_link(
  hooks: %{
    PostToolUse: [%{hooks: [
      fn %{tool_name: name}, _id -> Logger.info("Tool #{name} completed"); :ok end
    ]}]
  }
)
Next Steps
	User Approvals and Input -- Programmatic tool approval with can_use_tool
	Permissions -- Static permission modes and tool restrictions
	Sessions -- Session management and conversation history
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    Tool Callbacks

Tool callbacks allow you to monitor, log, and audit all tool executions during a ClaudeCode session. The callback is invoked asynchronously after each tool completes.
Basic Usage
callback = fn event ->
  IO.puts("Tool: #{event.name}, Success: #{not event.is_error}")
end

{:ok, session} = ClaudeCode.start_link(tool_callback: callback)
Callback Event Structure
The callback receives an event map with:
	Field	Type	Description
	name	string	Tool name (e.g., "View", "Edit", "Bash")
	tool_use_id	string	Unique identifier for this tool invocation
	input	map	Input parameters passed to the tool
	result	string	Tool output (may be nil)
	is_error	boolean	Whether the tool execution failed
	timestamp	DateTime	When the tool was executed

Logging
require Logger

callback = fn event ->
  Logger.info("Tool executed",
    tool: event.name,
    input: event.input,
    success: not event.is_error,
    timestamp: event.timestamp
  )
end

{:ok, session} = ClaudeCode.start_link(tool_callback: callback)
Telemetry Integration
Emit telemetry events for metrics and monitoring:
callback = fn event ->
  :telemetry.execute(
    [:claude_code, :tool, :executed],
    %{duration_ms: 0},
    %{
      tool_name: event.name,
      tool_use_id: event.tool_use_id,
      is_error: event.is_error,
      input_keys: Map.keys(event.input),
      result_length: String.length(event.result || "")
    }
  )
end

{:ok, session} = ClaudeCode.start_link(tool_callback: callback)

# Attach a handler
:telemetry.attach(
  "tool-logger",
  [:claude_code, :tool, :executed],
  fn _event, _measurements, metadata, _config ->
    IO.puts("Tool #{metadata.tool_name} executed")
  end,
  nil
)
Security Monitoring
Monitor for sensitive operations:
@sensitive_tools ["Edit", "Write", "Bash"]
@sensitive_paths ["/etc", "/usr", "~/.ssh"]

callback = fn event ->
  if sensitive_operation?(event) do
    alert_security_team(event)
  end
end

defp sensitive_operation?(event) do
  event.name in @sensitive_tools and
    path_is_sensitive?(event.input["path"] || event.input["file_path"])
end

defp path_is_sensitive?(nil), do: false
defp path_is_sensitive?(path) do
  Enum.any?(@sensitive_paths, &String.starts_with?(path, &1))
end

defp alert_security_team(event) do
  Logger.warning("Sensitive operation",
    tool: event.name,
    input: event.input
  )
end
Analytics Dashboard
Track tool usage statistics:
defmodule ToolAnalytics do
  use GenServer

  def start_link(opts \\ []) do
    GenServer.start_link(__MODULE__, opts, name: __MODULE__)
  end

  def get_stats, do: GenServer.call(__MODULE__, :get_stats)

  def callback(event) do
    GenServer.cast(__MODULE__, {:record, event})
  end

  def init(_opts) do
    {:ok, %{tool_counts: %{}, error_counts: %{}, total: 0}}
  end

  def handle_cast({:record, event}, state) do
    new_state = state
    |> Map.update!(:total, &(&1 + 1))
    |> update_in([:tool_counts, event.name], &((&1 || 0) + 1))
    |> then(fn s ->
      if event.is_error do
        update_in(s, [:error_counts, event.name], &((&1 || 0) + 1))
      else
        s
      end
    end)

    {:noreply, new_state}
  end

  def handle_call(:get_stats, _from, state) do
    {:reply, state, state}
  end
end

# Usage
{:ok, _} = ToolAnalytics.start_link()
{:ok, session} = ClaudeCode.start_link(tool_callback: &ToolAnalytics.callback/1)

# Later
ToolAnalytics.get_stats()
# => %{total: 15, tool_counts: %{"View" => 10, "Edit" => 5}, error_counts: %{}}
Audit Trail
Store tool executions for compliance:
defmodule AuditLog do
  def callback(event) do
    audit_entry = %{
      tool: event.name,
      tool_use_id: event.tool_use_id,
      input: event.input,
      result_preview: String.slice(event.result || "", 0, 100),
      is_error: event.is_error,
      timestamp: event.timestamp
    }

    # Store in database, send to logging service, etc.
    MyApp.AuditRepo.insert!(audit_entry)
  end
end

{:ok, session} = ClaudeCode.start_link(tool_callback: &AuditLog.callback/1)
Combining Multiple Callbacks
defmodule CombinedCallbacks do
  def callback(event) do
    log_event(event)
    emit_telemetry(event)
    check_security(event)
  end

  defp log_event(event), do: Logger.info("Tool: #{event.name}")
  defp emit_telemetry(event), do: :telemetry.execute([:tool], %{}, %{name: event.name})
  defp check_security(event), do: SecurityMonitor.check(event)
end
Next Steps
	Permissions Guide - Control tool access
	Hosting - Production patterns
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    Modifying System Prompts

Customize Claude's behavior by modifying system prompts using custom prompts, appended instructions, and CLAUDE.md project files.
Official Documentation: This guide is based on the official Claude Agent SDK documentation. Examples are adapted for Elixir.


System prompts define Claude's behavior, capabilities, and response style. The Elixir SDK provides several ways to customize system prompts: using CLAUDE.md files for project-level instructions, appending to the default prompt, using a fully custom prompt, or passing settings directly.
Understanding system prompts
A system prompt is the initial instruction set that shapes how Claude behaves throughout a conversation.
Default behavior: The Agent SDK uses a minimal system prompt by default. It contains only essential tool instructions but omits Claude Code's coding guidelines, response style, and project context. To customize behavior, use :system_prompt to replace the default entirely, or :append_system_prompt to add instructions while keeping the defaults.

Claude Code's default system prompt includes:
	Tool usage instructions and available tools
	Code style and formatting guidelines
	Response tone and verbosity settings
	Security and safety instructions
	Context about the current working directory and environment

Methods of modification
Method 1: CLAUDE.md files (project-level instructions)
CLAUDE.md files provide project-specific context and instructions that are automatically read by the SDK when configured with :setting_sources. They serve as persistent "memory" for your project.
How CLAUDE.md works with the SDK
Location and discovery:
	Project-level: CLAUDE.md or .claude/CLAUDE.md in your working directory
	User-level: ~/.claude/CLAUDE.md for global instructions across all projects

The SDK only reads CLAUDE.md files when you explicitly configure :setting_sources:
	Include "project" to load project-level CLAUDE.md
	Include "user" to load user-level CLAUDE.md (~/.claude/CLAUDE.md)

Content format:
CLAUDE.md files use plain markdown and can contain:
	Coding guidelines and standards
	Project-specific context
	Common commands or workflows
	API conventions
	Testing requirements

Example CLAUDE.md
# Project Guidelines

## Code Style
- Use Elixir 1.18+ features
- Prefer pattern matching over conditionals
- Always include @moduledoc and @doc attributes

## Testing
- Run `mix test` before committing
- Maintain >80% code coverage
- Use ExUnit with Mox for mocking

## Commands
- Quality checks: `mix quality`
- Dev server: `iex -S mix phx.server`
- Type check: `mix dialyzer`
Using CLAUDE.md with the SDK
# You must specify setting_sources to load CLAUDE.md
{:ok, result} = ClaudeCode.query("Add a new GenServer module for user sessions",
  setting_sources: ["project"]
)
When to use CLAUDE.md
Best for:
	Team-shared context -- Guidelines everyone should follow
	Project conventions -- Coding standards, file structure, naming patterns
	Common commands -- Build, test, deploy commands specific to your project
	Long-term memory -- Context that should persist across all sessions
	Version-controlled instructions -- Commit to git so the team stays in sync

Key characteristics:
	Persistent across all sessions in a project
	Shared with team via git
	Automatic discovery (no code changes needed beyond setting sources)
	Requires loading settings via :setting_sources

Method 2: Appending to the system prompt
Use :append_system_prompt to add your custom instructions while preserving all built-in functionality. This is the recommended approach for most use cases.
{:ok, result} = ClaudeCode.query("Help me process this large CSV file",
  append_system_prompt: "Focus on performance optimization. Prefer Stream over Enum for large datasets."
)
This keeps Claude's tool-usage instructions, safety guidelines, and environment context intact while adding your custom behavior.
Method 3: Custom system prompts
Use :system_prompt to replace the default system prompt entirely with your own instructions:
{:ok, result} = ClaudeCode.query("Create a data processing pipeline",
  system_prompt: """
  You are an Elixir coding specialist.
  Follow these guidelines:
  - Write clean, well-documented code
  - Use typespecs for all public functions
  - Include comprehensive @moduledoc and @doc attributes
  - Prefer functional programming patterns
  - Always explain your code choices
  """
)
Warning: Overriding the system prompt replaces Claude Code's default instructions, which include tool usage guidance, safety instructions, and environment context. Only use this when you need complete control over Claude's behavior.

Method 4: Settings configuration
Pass settings directly as a map or file path using the :settings option:
# As a map (auto-encoded to JSON for the CLI)
{:ok, session} = ClaudeCode.start_link(
  settings: %{
    "preferredLanguage" => "elixir",
    "codeStyle" => "functional"
  }
)

# Or as a path to a JSON file
{:ok, session} = ClaudeCode.start_link(
  settings: "/path/to/settings.json"
)
Comparison of approaches
	Feature	CLAUDE.md	:append_system_prompt	Custom :system_prompt	:settings
	Persistence	Per-project file	Session only	Session only	Session only
	Reusability	Per-project	Code duplication	Code duplication	File or code
	Default tools	Preserved	Preserved	Lost (unless included)	Preserved
	Built-in safety	Maintained	Maintained	Must be added	Maintained
	Environment context	Automatic	Automatic	Must be provided	Automatic
	Customization level	Additions only	Additions only	Complete control	Key-value config
	Version control	With project	With code	With code	File or code
	Scope	Project-specific	Code session	Code session	Code session

Per-query overrides
Both :system_prompt and :append_system_prompt can be overridden at the query level. Query-level options take precedence over session defaults for that single query only:
{:ok, session} = ClaudeCode.start_link(
  append_system_prompt: "You are a general coding assistant."
)

# This query uses a different system prompt override
session
|> ClaudeCode.stream("Review this module",
     system_prompt: "You are a security auditor. Focus on OWASP vulnerabilities.")
|> ClaudeCode.Stream.text_content()
|> Enum.each(&IO.write/1)

# Next query goes back to the session default
session
|> ClaudeCode.stream("Help me write tests")
|> ClaudeCode.Stream.text_content()
|> Enum.each(&IO.write/1)
Use cases and best practices
When to use CLAUDE.md
	Project-specific coding standards and conventions
	Documenting project structure and architecture
	Listing common commands (build, test, deploy)
	Team-shared context that should be version controlled
	Instructions that apply to all SDK usage in a project

When to use :append_system_prompt
	Adding specific coding standards or preferences
	Customizing output formatting
	Adding domain-specific knowledge
	Modifying response verbosity
	Enhancing Claude Code's default behavior without losing tool instructions

When to use custom :system_prompt
	Complete control over Claude's behavior
	Specialized single-session tasks
	Testing new prompt strategies
	Situations where default tools are not needed
	Building specialized agents with unique behavior

Combining approaches
You can combine these methods for maximum flexibility:
{:ok, result} = ClaudeCode.query("Review this authentication module",
  # Keep default instructions, add custom ones
  append_system_prompt: "You write idiomatic Elixir. Use pattern matching over conditionals.",
  # Load project CLAUDE.md
  setting_sources: ["project"],
  # Additional settings
  settings: %{"preferredTestFramework" => "ExUnit"}
)
Loading multiple setting sources
The :setting_sources option accepts a list of sources to load:
{:ok, session} = ClaudeCode.start_link(
  setting_sources: ["user", "project", "local"]
)
Available sources:
	Source	Description
	"user"	User-level settings (~/.claude/CLAUDE.md)
	"project"	Project-level settings (CLAUDE.md in project root)
	"local"	Local settings (.claude/settings.local.json)

Next steps
	Permissions -- Control tool access
	Subagents -- Custom agent definitions with specialized prompts
	Sessions -- Session management and multi-turn conversations
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    MCP (Model Context Protocol)

Configure MCP servers to extend your agent with external tools. Covers transport types, tool permissions, authentication, and error handling.
Official Documentation: This guide is based on the official Claude Agent SDK documentation. Examples are adapted for Elixir.

Partial implementation: In-process SDK MCP servers via ClaudeCode.Tool.Server are not yet implemented. All other MCP patterns (stdio, HTTP/SSE, Hermes modules, config files) are fully supported today.

The Model Context Protocol (MCP) is an open standard for connecting AI agents to external tools and data sources. With MCP, your agent can query databases, integrate with APIs like Slack and GitHub, and connect to other services without writing custom tool implementations.
MCP servers can run as local processes (stdio), connect over HTTP/SSE, or execute directly within your Elixir application using in-process tools.
For building your own custom tools, see the Custom Tools guide.
Quickstart
This example connects to an external MCP server and uses :allowed_tools with a wildcard to permit all tools from the server:
{:ok, result} = ClaudeCode.query(
  "Use the docs MCP server to explain what hooks are in Claude Code",
  mcp_servers: %{
    "claude-code-docs" => %{
      type: "http",
      url: "https://code.claude.com/docs/mcp"
    }
  },
  allowed_tools: ["mcp__claude-code-docs__*"]
)
Add an MCP server
You can configure MCP servers in code when calling ClaudeCode.query/2 or ClaudeCode.start_link/1, or in a .mcp.json file that the CLI loads automatically.
In code
Pass MCP servers directly in the :mcp_servers option:
{:ok, result} = ClaudeCode.query("List files in my project",
  mcp_servers: %{
    "filesystem" => %{
      command: "npx",
      args: ["-y", "@modelcontextprotocol/server-filesystem", "/Users/me/projects"]
    }
  },
  allowed_tools: ["mcp__filesystem__*"]
)
From a config file
Create a .mcp.json file at your project root. The CLI loads this automatically:
{
  "mcpServers": {
    "filesystem": {
      "command": "npx",
      "args": ["-y", "@modelcontextprotocol/server-filesystem", "/Users/me/projects"]
    }
  }
}
Or point to a config file explicitly with the :mcp_config option:
{:ok, session} = ClaudeCode.start_link(
  mcp_config: "/path/to/mcp-config.json"
)
Allow MCP tools
MCP tools require explicit permission before Claude can use them. Without permission, Claude sees that tools are available but cannot call them.
Tool naming convention
MCP tools follow the naming pattern mcp__<server-name>__<tool-name>. For example, a GitHub server named "github" with a list_issues tool becomes mcp__github__list_issues.
Grant access with allowed_tools
Use the :allowed_tools option to specify which MCP tools Claude can use:
{:ok, session} = ClaudeCode.start_link(
  mcp_servers: %{"github" => github_config, "db" => db_config},
  allowed_tools: [
    "mcp__github__*",              # All tools from the github server
    "mcp__db__query",              # Only the query tool from db server
    "Read"                          # Built-in tools can be mixed in
  ]
)
Wildcards (*) let you allow all tools from a server without listing each one individually.
Alternative: change the permission mode
Instead of listing allowed tools, you can change the permission mode to grant broader access:
	:accept_edits -- Automatically approves tool usage (still prompts for destructive operations)
	:bypass_permissions -- Skips all safety prompts. Use with caution. Requires :allow_dangerously_skip_permissions.

{:ok, session} = ClaudeCode.start_link(
  mcp_servers: %{"my-tools" => MyApp.MCPServer},
  permission_mode: :accept_edits  # No need for allowed_tools
)
See Permissions for more details on permission modes.
Discover available tools
Inspect the system init message at the start of each session to see what tools an MCP server provides:
alias ClaudeCode.Message.SystemMessage

session
|> ClaudeCode.stream("List files")
|> ClaudeCode.Stream.filter_type(:system)
|> Enum.take(1)
|> case do
  [%SystemMessage{tools: tools}] ->
    mcp_tools = Enum.filter(tools, &String.starts_with?(&1, "mcp__"))
    IO.inspect(mcp_tools, label: "Available MCP tools")

  _ ->
    IO.puts("No system message received")
end
Transport types
MCP servers communicate with your agent using different transport protocols:
	If the docs give you a command to run (like npx @modelcontextprotocol/server-github), use stdio
	If the docs give you a URL, use HTTP or SSE
	If you want to build tools in Elixir, see the Custom Tools guide

stdio servers
Local processes that communicate via stdin/stdout. Use this for MCP servers you run on the same machine:
{:ok, session} = ClaudeCode.start_link(
  mcp_servers: %{
    "github" => %{
      command: "npx",
      args: ["-y", "@modelcontextprotocol/server-github"],
      env: %{
        "GITHUB_TOKEN" => System.get_env("GITHUB_TOKEN")
      }
    }
  },
  allowed_tools: ["mcp__github__list_issues", "mcp__github__search_issues"]
)
HTTP/SSE servers
Use HTTP or SSE for cloud-hosted MCP servers and remote APIs:
{:ok, session} = ClaudeCode.start_link(
  mcp_servers: %{
    "remote-api" => %{
      type: "sse",
      url: "https://api.example.com/mcp/sse",
      headers: %{
        "Authorization" => "Bearer #{System.get_env("API_TOKEN")}"
      }
    }
  },
  allowed_tools: ["mcp__remote-api__*"]
)
For HTTP (non-streaming), use "type" => "http" instead of "sse".
In-process SDK servers
Not yet implemented. This transport type requires the planned ClaudeCode.Tool.Server API.

Define custom tools that run in the same BEAM process, with access to Ecto repos, GenServers, and caches. See the Custom Tools guide for the full API and examples.
{:ok, result} = ClaudeCode.query("Find user alice@example.com",
  mcp_servers: %{"my-tools" => MyApp.Tools},
  allowed_tools: ["mcp__my-tools__*"]
)
Hermes MCP servers
Define tools using Hermes MCP modules. The SDK spawns the module as a stdio subprocess automatically. See the Custom Tools guide for defining Hermes tool components.
{:ok, session} = ClaudeCode.start_link(
  mcp_servers: %{"my-tools" => MyApp.MCPServer},
  allowed_tools: ["mcp__my-tools__*"]
)
Pass custom environment variables to Hermes subprocesses with the %{module: ..., env: ...} form:
{:ok, session} = ClaudeCode.start_link(
  mcp_servers: %{
    "db-tools" => %{
      module: MyApp.DBTools,
      env: %{"DATABASE_URL" => System.get_env("DATABASE_URL")}
    }
  }
)
Mixing server types
All transport types work together in a single session:
db_url = System.get_env("DATABASE_URL")

{:ok, session} = ClaudeCode.start_link(
  mcp_servers: %{
    # In-process (runs in your BEAM VM)
    "app-tools" => MyApp.Tools,
    # Hermes module (spawns as subprocess)
    "db-tools" => %{module: MyApp.DBServer, env: %{"DATABASE_URL" => db_url}},
    # External Node.js server
    "browser" => %{command: "npx", args: ["@playwright/mcp@latest"]},
    # Remote HTTP server
    "docs" => %{type: "http", url: "https://code.claude.com/docs/mcp"}
  },
  allowed_tools: ["mcp__app-tools__*", "mcp__db-tools__*", "mcp__browser__*", "mcp__docs__*"]
)
Strict MCP configuration
By default, the CLI may load MCP servers from global configurations (such as ~/.claude/settings.json). To ignore these and only use explicitly provided servers, set :strict_mcp_config to true:
{:ok, session} = ClaudeCode.start_link(
  mcp_servers: %{"my-tools" => MyApp.MCPServer},
  strict_mcp_config: true,
  allowed_tools: ["mcp__my-tools__*"]
)
This is especially useful in production deployments where you want deterministic tool availability.
MCP tool search
When you have many MCP tools configured, tool definitions can consume a significant portion of your context window. MCP tool search solves this by dynamically loading tools on-demand instead of preloading all of them.
How it works
Tool search runs in auto mode by default. It activates when your MCP tool descriptions would consume more than 10% of the context window. When triggered:
	MCP tools are marked with defer_loading: true rather than loaded into context upfront
	Claude uses a search tool to discover relevant MCP tools when needed
	Only the tools Claude actually needs are loaded into context

Configure tool search
Control tool search behavior with the ENABLE_TOOL_SEARCH environment variable via the :env option:
	Value	Behavior
	auto	Activates when MCP tools exceed 10% of context (default)
	auto:5	Activates at 5% threshold (customize the percentage)
	true	Always enabled
	false	Disabled, all MCP tools loaded upfront

{:ok, session} = ClaudeCode.start_link(
  mcp_servers: %{"large-server" => large_server_config},
  env: %{"ENABLE_TOOL_SEARCH" => "auto:5"},
  allowed_tools: ["mcp__large-server__*"]
)
Authentication
Most MCP servers require authentication to access external services. Pass credentials through environment variables or HTTP headers in the server configuration.
Environment variables
Use the env field to pass API keys, tokens, and other credentials:
# External stdio server
{:ok, session} = ClaudeCode.start_link(
  mcp_servers: %{
    "github" => %{
      command: "npx",
      args: ["-y", "@modelcontextprotocol/server-github"],
      env: %{"GITHUB_TOKEN" => System.get_env("GITHUB_TOKEN")}
    }
  },
  allowed_tools: ["mcp__github__list_issues"]
)

# Hermes MCP module
{:ok, session} = ClaudeCode.start_link(
  mcp_servers: %{
    "db-tools" => %{
      module: MyApp.DBTools,
      env: %{"DATABASE_URL" => System.get_env("DATABASE_URL")}
    }
  }
)
For in-process tools (ClaudeCode.Tool.Server), credentials are accessed directly via System.get_env/1 or application config since the tools run in your application process.
In config files, use the ${VAR_NAME} syntax to expand environment variables at runtime:
{
  "mcpServers": {
    "github": {
      "command": "npx",
      "args": ["-y", "@modelcontextprotocol/server-github"],
      "env": {
        "GITHUB_TOKEN": "${GITHUB_TOKEN}"
      }
    }
  }
}
HTTP headers for remote servers
For HTTP and SSE servers, pass authentication headers directly in the server configuration:
{:ok, session} = ClaudeCode.start_link(
  mcp_servers: %{
    "secure-api" => %{
      type: "http",
      url: "https://api.example.com/mcp",
      headers: %{
        "Authorization" => "Bearer #{System.get_env("API_TOKEN")}"
      }
    }
  },
  allowed_tools: ["mcp__secure-api__*"]
)
Permission delegation
Delegate permission decisions to an MCP tool instead of handling them in the SDK. This is useful when you want a custom server to control which operations Claude is allowed to perform:
{:ok, session} = ClaudeCode.start_link(
  mcp_servers: %{"permissions" => MyApp.PermissionServer},
  permission_mode: :delegate,
  permission_prompt_tool: "mcp__permissions__check_permission",
  allowed_tools: ["mcp__permissions__*"]
)
The :permission_prompt_tool option specifies the MCP tool that the CLI calls when Claude requests permission to use a tool. See Permissions for details on permission modes.
Examples
List issues from a GitHub repository
This example connects to the GitHub MCP server to list recent issues. It includes message inspection to verify the MCP connection and tool calls.
Before running, create a GitHub personal access token with repo scope:
export GITHUB_TOKEN=ghp_xxxxxxxxxxxxxxxxxxxx

alias ClaudeCode.Message.{SystemMessage, AssistantMessage, ResultMessage}
alias ClaudeCode.Content.ToolUseBlock

{:ok, session} = ClaudeCode.start_link(
  mcp_servers: %{
    "github" => %{
      command: "npx",
      args: ["-y", "@modelcontextprotocol/server-github"],
      env: %{"GITHUB_TOKEN" => System.get_env("GITHUB_TOKEN")}
    }
  },
  allowed_tools: ["mcp__github__list_issues"]
)

session
|> ClaudeCode.stream("List the 3 most recent issues in anthropics/claude-code")
|> Enum.each(fn
  %SystemMessage{tools: tools} ->
    mcp_tools = Enum.filter(tools, &String.starts_with?(&1, "mcp__github__"))
    IO.inspect(mcp_tools, label: "GitHub MCP tools")

  %AssistantMessage{message: %{content: blocks}} ->
    for %ToolUseBlock{name: name} <- blocks,
        String.starts_with?(name, "mcp__") do
      IO.puts("MCP tool called: #{name}")
    end

  %ResultMessage{result: result, is_error: false} ->
    IO.puts(result)

  _ ->
    :ok
end)
Query a database
This example uses the Postgres MCP server to query a database. The agent automatically discovers the schema, writes SQL, and returns results:
connection_string = System.get_env("DATABASE_URL")

{:ok, result} = ClaudeCode.query(
  "How many users signed up last week? Break it down by day.",
  mcp_servers: %{
    "postgres" => %{
      command: "npx",
      args: ["-y", "@modelcontextprotocol/server-postgres", connection_string]
    }
  },
  allowed_tools: ["mcp__postgres__query"]
)
Error handling
MCP servers can fail to connect for various reasons: the server process might not be installed, credentials might be invalid, or a remote server might be unreachable.
The SDK emits a ClaudeCode.Message.SystemMessage with subtype :init at the start of each query. Inspect it to detect connection failures before the agent starts working:
alias ClaudeCode.Message.{SystemMessage, ResultMessage}

session
|> ClaudeCode.stream("Process data")
|> Enum.each(fn
  %SystemMessage{subtype: :init} = msg ->
    IO.inspect(msg, label: "System init")

  %ResultMessage{is_error: true, subtype: subtype} ->
    IO.puts("Execution failed: #{subtype}")

  _ ->
    :ok
end)
For errors inside tool handlers (tool execution errors), see the Custom Tools error handling section.
Troubleshooting
Server shows failed status
Check the init message to see which servers failed to connect. Common causes:
	Missing environment variables -- Ensure required tokens and credentials are set. For stdio servers, check that the env map matches what the server expects.
	Server not installed -- For npx commands, verify the package exists and Node.js is in your PATH.
	Invalid connection string -- For database servers, verify the connection string format and that the database is accessible.
	Network issues -- For remote HTTP/SSE servers, check that the URL is reachable and any firewalls allow the connection.

Tools not being called
If Claude sees tools but does not use them, check that you have granted permission with :allowed_tools or by changing the :permission_mode:
{:ok, session} = ClaudeCode.start_link(
  mcp_servers: %{"my-tools" => MyApp.MCPServer},
  allowed_tools: ["mcp__my-tools__*"]  # Required for Claude to use the tools
)
Connection timeouts
The MCP protocol has a default timeout of 60 seconds for server connections. If your server takes longer to start, the connection will fail. Consider:
	Using a lighter-weight server if available
	Pre-warming the server before starting your agent
	Checking server logs for slow initialization causes

Related resources
	Custom Tools -- Build in-process tools and Hermes MCP servers
	Permissions -- Control which MCP tools your agent can use
	Subagents -- Define specialized agents with tool access
	MCP server directory -- Browse available MCP servers
	MCP specification -- The full MCP protocol specification
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    Custom Tools

Build custom tools to extend Claude's capabilities with your own functionality.
Official Documentation: This guide is based on the official Claude Agent SDK documentation. Examples are adapted for Elixir.

Partial implementation: In-process tools via ClaudeCode.Tool.Server are not yet implemented. The Hermes MCP subprocess pattern and external command configurations are fully supported today.

Custom tools allow you to extend Claude Code's capabilities through MCP (Model Context Protocol) servers. The Elixir SDK supports two approaches for building tools:
	In-process tools -- Define tools with ClaudeCode.Tool.Server that run in your BEAM VM, with full access to application state (Ecto repos, GenServers, caches)
	Hermes MCP servers -- Define tools as Hermes MCP components that run as a separate subprocess

For connecting to external MCP servers, configuring permissions, and authentication, see the MCP guide.
Prerequisites
The hermes_mcp dependency is optional. Add it to your mix.exs to enable custom tool integration:
defp deps do
  [
    {:claude_code, "~> 0.19"},
    {:hermes_mcp, "~> 0.14"}  # Required for custom tool integration
  ]
end
Then run mix deps.get.
You can check availability at runtime with ClaudeCode.MCP.available?/0.
Creating in-process tools
Not yet implemented. This section describes the planned ClaudeCode.Tool.Server API.

Use ClaudeCode.Tool.Server to define tools that run in the same BEAM process as your application. This is the recommended approach when your tools need access to application state:
defmodule MyApp.Tools do
  use ClaudeCode.Tool.Server, name: "my-tools"

  tool :get_weather, "Get current temperature for a location using coordinates" do
    field :latitude, :float, required: true
    field :longitude, :float, required: true

    def execute(%{latitude: lat, longitude: lon}, _frame) do
      url = "https://api.open-meteo.com/v1/forecast?latitude=#{lat}&longitude=#{lon}&current=temperature_2m&temperature_unit=fahrenheit"

      case Req.get(url) do
        {:ok, %{body: %{"current" => %{"temperature_2m" => temp}}}} ->
          {:ok, "Temperature: #{temp}F"}

        {:error, reason} ->
          {:error, "Failed to fetch weather: #{inspect(reason)}"}
      end
    end
  end
end
Pass the module to a session via :mcp_servers and it runs in-process automatically:
{:ok, result} = ClaudeCode.query("What's the weather in San Francisco?",
  mcp_servers: %{"my-tools" => MyApp.Tools},
  allowed_tools: ["mcp__my-tools__get_weather"]
)
How it works
The tool macro generates Hermes MCP Server.Component modules under the hood. Each tool block becomes a nested module (e.g., MyApp.Tools.GetWeather) with a schema, execute/2 callback, and JSON Schema definition -- all derived from the field declarations and your execute function.
When passed to a session via :mcp_servers, the SDK detects in-process tool servers and emits type: "sdk" in the MCP configuration. The CLI routes JSONRPC messages through the control protocol instead of spawning a subprocess, and the SDK dispatches them to your tool modules via ClaudeCode.MCP.Router.
Schema definition
Use the Hermes field DSL inside each tool block. Hermes handles conversion to JSON Schema automatically:
tool :search, "Search for items" do
  field :query, :string, required: true
  field :limit, :integer, default: 10
  field :category, :string

  def execute(%{query: query} = params, _frame) do
    limit = Map.get(params, :limit, 10)
    {:ok, "Results for #{query} (limit: #{limit})"}
  end
end
Return values
Tool handlers return simple values. The macro wraps them into the MCP response format automatically:
	Handler returns	Behavior
	{:ok, text} when text is a binary	Returned as text content
	{:ok, data} when data is a map or list	Returned as JSON content
	{:error, message}	Returned as error content (is_error: true)

Accessing application state
In-process tools can call into your application directly -- Ecto repos, GenServers, caches, and any other running processes. This is the primary advantage over subprocess-based tools:
defmodule MyApp.Tools do
  use ClaudeCode.Tool.Server, name: "app-tools"

  tool :query_user, "Look up a user by email" do
    field :email, :string, required: true

    def execute(%{email: email}, _frame) do
      case MyApp.Repo.get_by(MyApp.User, email: email) do
        nil -> {:error, "User not found"}
        user -> {:ok, "#{user.name} (#{user.email})"}
      end
    end
  end

  tool :cache_stats, "Get cache statistics" do
    def execute(_params, _frame) do
      stats = MyApp.Cache.stats()
      {:ok, stats}
    end
  end
end
Creating Hermes MCP tools
For tools that don't need application state access, or when you want a full Hermes MCP server with resources and prompts, define tools as Hermes MCP server components. Each tool is a module that implements definition/0 and execute/2:
defmodule MyApp.WeatherTool do
  use Hermes.Server.Component, type: :tool

  @impl true
  def definition do
    %{
      name: "get_weather",
      description: "Get current temperature for a location using coordinates",
      inputSchema: %{
        type: "object",
        properties: %{
          latitude: %{type: "number", description: "Latitude coordinate"},
          longitude: %{type: "number", description: "Longitude coordinate"}
        },
        required: ["latitude", "longitude"]
      }
    }
  end

  @impl true
  def execute(%{"latitude" => lat, "longitude" => lon}, _frame) do
    url = "https://api.open-meteo.com/v1/forecast?latitude=#{lat}&longitude=#{lon}&current=temperature_2m&temperature_unit=fahrenheit"

    case Req.get(url) do
      {:ok, %{body: %{"current" => %{"temperature_2m" => temp}}}} ->
        {:ok, [%{type: "text", text: "Temperature: #{temp}F"}]}

      {:error, reason} ->
        {:error, "Failed to fetch weather: #{inspect(reason)}"}
    end
  end
end
Register tools on a Hermes server module:
defmodule MyApp.MCPServer do
  use Hermes.Server,
    name: "my-custom-tools",
    version: "1.0.0"

  tool MyApp.WeatherTool
end
When passed to :mcp_servers, the SDK auto-generates a stdio command configuration that spawns the Hermes server as a subprocess:
{:ok, result} = ClaudeCode.query("What's the weather in San Francisco?",
  mcp_servers: %{"my-custom-tools" => MyApp.MCPServer},
  allowed_tools: ["mcp__my-custom-tools__get_weather"]
)
Error handling
Handle errors gracefully in your tool handlers. Return {:error, message} to provide meaningful feedback to Claude.
In-process tools
tool :fetch_data, "Fetch data from an API endpoint" do
  field :endpoint, :string, required: true

  def execute(%{endpoint: endpoint}, _frame) do
    case Req.get(endpoint) do
      {:ok, %{status: status, body: body}} when status in 200..299 ->
        {:ok, body}

      {:ok, %{status: status}} ->
        {:error, "API error: HTTP #{status}"}

      {:error, reason} ->
        {:error, "Failed to fetch data: #{inspect(reason)}"}
    end
  end
end
Hermes MCP tools
@impl true
def execute(%{"endpoint" => endpoint}, _frame) do
  case Req.get(endpoint) do
    {:ok, %{status: status, body: body}} when status in 200..299 ->
      {:ok, [%{type: "text", text: Jason.encode!(body, pretty: true)}]}

    {:ok, %{status: status}} ->
      {:ok, [%{type: "text", text: "API error: HTTP #{status}"}]}

    {:error, reason} ->
      {:error, "Failed to fetch data: #{inspect(reason)}"}
  end
end
Claude sees the error message and can adjust its approach or report the issue to the user. Unhandled exceptions in in-process tools are caught automatically and returned as error content.
For connection-level errors (server failed to start, timeouts), see the MCP error handling section.
Testing
Test in-process tool modules directly
Generated modules are standard Hermes components that can be tested without a running session:
test "add tool returns correct result" do
  frame = %Hermes.Server.Frame{assigns: %{}}
  assert {:reply, response, _frame} = MyApp.Tools.Add.execute(%{x: 3, y: 4}, frame)
  # response contains Hermes Response struct with text "7"
end
Test the router in isolation
test "tools/list returns all registered tools" do
  message = %{"jsonrpc" => "2.0", "id" => 1, "method" => "tools/list"}
  response = ClaudeCode.MCP.Router.handle_request(MyApp.Tools, message)

  assert %{"result" => %{"tools" => tools}} = response
  assert Enum.any?(tools, &(&1["name"] == "get_weather"))
end

test "tools/call dispatches to the right tool" do
  message = %{
    "jsonrpc" => "2.0", "id" => 2,
    "method" => "tools/call",
    "params" => %{"name" => "add", "arguments" => %{"x" => 5, "y" => 3}}
  }

  response = ClaudeCode.MCP.Router.handle_request(MyApp.Tools, message)
  assert %{"result" => %{"content" => [%{"type" => "text", "text" => "8"}]}} = response
end
Example tools
Database query tool
defmodule MyApp.DBTools do
  use ClaudeCode.Tool.Server, name: "database-tools"

  tool :query_users, "Search users by name or email" do
    field :search, :string, required: true

    def execute(%{search: search}, _frame) do
      import Ecto.Query

      users =
        from(u in MyApp.User,
          where: ilike(u.name, ^"%#{search}%") or ilike(u.email, ^"%#{search}%"),
          limit: 10,
          select: map(u, [:id, :name, :email])
        )
        |> MyApp.Repo.all()

      {:ok, %{count: length(users), users: users}}
    end
  end
end
API gateway tool
defmodule MyApp.APITools do
  use ClaudeCode.Tool.Server, name: "api-gateway"

  tool :api_request, "Make authenticated API requests to external services" do
    field :service, :string, required: true
    field :endpoint, :string, required: true
    field :method, :string, required: true

    def execute(%{service: service, endpoint: endpoint, method: method}, _frame) do
      config = %{
        "github" => %{base_url: "https://api.github.com", key_env: "GITHUB_TOKEN"},
        "slack" => %{base_url: "https://slack.com/api", key_env: "SLACK_TOKEN"}
      }

      case Map.fetch(config, service) do
        {:ok, %{base_url: base_url, key_env: key_env}} ->
          url = base_url <> endpoint
          headers = [{"authorization", "Bearer #{System.get_env(key_env)}"}]
          http_method = method |> String.downcase() |> String.to_existing_atom()

          case Req.request(method: http_method, url: url, headers: headers) do
            {:ok, %{body: data}} -> {:ok, data}
            {:error, reason} -> {:error, "API request failed: #{inspect(reason)}"}
          end

        :error ->
          {:error, "Unknown service: #{service}. Available: github, slack"}
      end
    end
  end
end
Calculator tool
defmodule MyApp.Calculator do
  use ClaudeCode.Tool.Server, name: "calculator"

  tool :calculate, "Perform mathematical calculations" do
    field :expression, :string, required: true
    field :precision, :integer

    def execute(%{expression: expr} = params, _frame) do
      precision = Map.get(params, :precision, 2)

      try do
        {result, _} = Code.eval_string(expr)
        formatted = :erlang.float_to_binary(result / 1, decimals: precision)
        {:ok, "#{expr} = #{formatted}"}
      rescue
        e -> {:error, "Invalid expression: #{Exception.message(e)}"}
      end
    end
  end

  tool :compound_interest, "Calculate compound interest for an investment" do
    field :principal, :float, required: true
    field :rate, :float, required: true
    field :time, :float, required: true
    field :n, :integer

    def execute(%{principal: principal, rate: rate, time: time} = params, _frame) do
      n = Map.get(params, :n, 12)
      amount = principal * :math.pow(1 + rate / n, n * time)
      interest = amount - principal

      {:ok, """
      Investment Analysis:
      Principal: $#{:erlang.float_to_binary(principal, decimals: 2)}
      Rate: #{:erlang.float_to_binary(rate * 100, decimals: 2)}%
      Time: #{time} years
      Compounding: #{n} times per year

      Final Amount: $#{:erlang.float_to_binary(amount, decimals: 2)}
      Interest Earned: $#{:erlang.float_to_binary(interest, decimals: 2)}
      Return: #{:erlang.float_to_binary(interest / principal * 100, decimals: 2)}%\
      """}
    end
  end
end
Next steps
	MCP -- Connect to MCP servers, configure permissions, authentication, and troubleshooting
	Permissions -- Control tool access and permission modes
	Streaming Output -- Stream tool call progress in real-time
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Extend Claude with specialized capabilities using Agent Skills.
Official Documentation: This guide is based on the official Claude Agent SDK documentation. Examples are adapted for Elixir.

Agent Skills extend Claude with specialized capabilities that Claude autonomously invokes when relevant. Skills are packaged as SKILL.md files containing instructions, descriptions, and optional supporting resources.
For comprehensive information about Skills, including benefits, architecture, and authoring guidelines, see the Agent Skills overview.
How Skills work with the SDK
When using the ClaudeCode SDK, Skills are:
	Defined as filesystem artifacts -- Created as SKILL.md files in specific directories (.claude/skills/)
	Loaded from filesystem -- Skills are loaded from configured filesystem locations. You must specify setting_sources to load Skills from the filesystem
	Automatically discovered -- Once filesystem settings are loaded, Skill metadata is discovered at startup from user and project directories; full content is loaded when triggered
	Model-invoked -- Claude autonomously chooses when to use them based on context
	Enabled via allowed_tools -- Add "Skill" to your allowed_tools to enable Skills

Unlike subagents (which can be defined programmatically), Skills must be created as filesystem artifacts. The SDK does not provide a programmatic API for registering Skills.
Default behavior: By default, the SDK does not load any filesystem settings. To use Skills, you must explicitly configure setting_sources: ["user", "project"] in your options. You must also include "Skill" in allowed_tools or Skills will not be available.

Using Skills with the SDK
To use Skills, you need to:
	Include "Skill" in your allowed_tools configuration
	Configure setting_sources to load Skills from the filesystem

Once configured, Claude automatically discovers Skills from the specified directories and invokes them when relevant to the user's request.
{:ok, result} = ClaudeCode.query("Help me process this PDF document",
  cwd: "/path/to/project",                          # Project with .claude/skills/
  setting_sources: ["user", "project"],              # Load Skills from filesystem
  allowed_tools: ["Skill", "Read", "Write", "Bash"] # Enable Skill tool
)
Skill locations
Skills are loaded from filesystem directories based on your setting_sources configuration:
	Source	Directory	Loaded when
	Project Skills	.claude/skills/ (relative to cwd)	setting_sources includes "project"
	User Skills	~/.claude/skills/	setting_sources includes "user"
	Plugin Skills	Bundled with installed Claude Code plugins	Plugins are configured via the plugins option

Use setting_sources: ["user", "project"] to load Skills from both personal and project directories.
Creating Skills
Skills are defined as directories containing a SKILL.md file with YAML frontmatter and Markdown content. The description field in the frontmatter determines when Claude invokes your Skill.
Example directory structure:
.claude/skills/processing-pdfs/
  SKILL.md
Example SKILL.md:
---
description: Extract text and data from PDF documents using poppler utilities
allowed-tools:
  - Bash
  - Read
  - Write
---

# PDF Processing

When asked to process a PDF document:

1. Use `pdftotext` to extract raw text
2. Parse the extracted text for structured data
3. Return the results in the requested format
For complete guidance on creating Skills, including multi-file Skills and examples, see:
	Agent Skills in Claude Code -- Complete guide with examples
	Agent Skills Best Practices -- Authoring guidelines and naming conventions

Tool restrictions
The allowed-tools frontmatter field in SKILL.md is only supported when using the Claude Code CLI directly. It does not apply when using Skills through the SDK.
When using the SDK, control tool access through the allowed_tools option in your session or query configuration.

To restrict which tools are available when Skills run, set the allowed_tools option:
{:ok, result} = ClaudeCode.query("Analyze the codebase structure",
  setting_sources: ["user", "project"],          # Load Skills from filesystem
  allowed_tools: ["Skill", "Read", "Grep", "Glob"] # Restricted toolset
)
Discovering available Skills
To see which Skills are available, you can ask Claude directly or inspect the ClaudeCode.Message.SystemMessage emitted at the start of each query. The skills field on the system message contains the list of discovered Skill names.
Asking Claude
{:ok, result} = ClaudeCode.query("What Skills are available?",
  setting_sources: ["user", "project"],
  allowed_tools: ["Skill"]
)
Inspecting the system message
alias ClaudeCode.Message.SystemMessage

session
|> ClaudeCode.stream("Hello")
|> Enum.each(fn
  %SystemMessage{skills: skills} ->
    IO.puts("Available skills: #{inspect(skills)}")

  _ ->
    :ok
end)
The skills field on ClaudeCode.Message.SystemMessage is a [String.t()] list of Skill names discovered from the configured setting sources.
Testing Skills
Test Skills by asking questions that match their descriptions. Claude automatically invokes the relevant Skill if the description matches your request:
{:ok, result} = ClaudeCode.query("Extract text from invoice.pdf",
  cwd: "/path/to/project",
  setting_sources: ["user", "project"],
  allowed_tools: ["Skill", "Read", "Bash"]
)
To verify that a Skill was actually invoked, use ClaudeCode.Stream.tool_uses/1 to inspect tool calls in the stream:
alias ClaudeCode.Content.ToolUseBlock

session
|> ClaudeCode.stream("Extract text from invoice.pdf")
|> ClaudeCode.Stream.tool_uses()
|> Enum.each(fn %ToolUseBlock{name: name, input: input} ->
  IO.puts("Tool called: #{name} with input: #{inspect(input)}")
end)
Disabling Skills
Skills can be disabled using the disable_slash_commands option. This disables both Skills and slash commands:
{:ok, session} = ClaudeCode.start_link(
  disable_slash_commands: true
)
The disable_slash_commands option disables Skills as well as slash commands. There is no separate option to disable only Skills while keeping slash commands active.

Troubleshooting
Skills not found
Check setting_sources configuration. Skills are only loaded when you explicitly configure setting_sources. This is the most common issue:
# Wrong -- Skills won't be loaded (no setting_sources)
{:ok, session} = ClaudeCode.start_link(
  allowed_tools: ["Skill"]
)

# Correct -- Skills will be loaded from filesystem
{:ok, session} = ClaudeCode.start_link(
  setting_sources: ["user", "project"],
  allowed_tools: ["Skill"]
)
Check allowed_tools configuration. Even with setting_sources configured, Skills require "Skill" in allowed_tools:
# Wrong -- Skills are loaded but not enabled as a tool
{:ok, session} = ClaudeCode.start_link(
  setting_sources: ["user", "project"]
)

# Correct -- Skills are loaded and enabled
{:ok, session} = ClaudeCode.start_link(
  setting_sources: ["user", "project"],
  allowed_tools: ["Skill"]
)
Check working directory. The SDK loads project Skills relative to the cwd option. Ensure it points to a directory containing .claude/skills/:
{:ok, session} = ClaudeCode.start_link(
  cwd: "/path/to/project",             # Must contain .claude/skills/
  setting_sources: ["user", "project"],
  allowed_tools: ["Skill"]
)
Verify filesystem location:
# Check project Skills
ls .claude/skills/*/SKILL.md

# Check personal Skills
ls ~/.claude/skills/*/SKILL.md

Skill not being used
Check the Skill tool is enabled. Confirm "Skill" is in your allowed_tools.
Check the description. Ensure the description field in the SKILL.md frontmatter is specific and includes relevant keywords. Claude uses the description to decide when to invoke a Skill. See Agent Skills Best Practices for guidance on writing effective descriptions.
Additional troubleshooting
For general Skills troubleshooting (YAML syntax, debugging, etc.), see the Claude Code Skills troubleshooting section.
Next steps
	Slash Commands -- User-invoked commands (also loaded via setting_sources)
	Subagents -- Similar filesystem-based agents with programmatic options
	Plugins -- Plugin configuration and management
	Modifying System Prompts -- Customize Claude's behavior
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Use slash commands to control Claude Code sessions with special commands that start with /.
Official Documentation: This guide is based on the official Claude Agent SDK documentation. Examples are adapted for Elixir.

Slash commands provide a way to control Claude Code sessions with special commands that start with /. These commands can be sent through the SDK as prompt text to perform actions like clearing conversation history, compacting messages, or triggering custom workflows.
Discovering available slash commands
The ClaudeCode.Message.SystemMessage emitted at session initialization includes a slash_commands field listing all available commands (both built-in and custom). Access this information when your session starts:
alias ClaudeCode.Message.SystemMessage

session
|> ClaudeCode.stream("Hello Claude")
|> Enum.each(fn
  %SystemMessage{subtype: :init, slash_commands: commands} ->
    IO.inspect(commands, label: "Available slash commands")
    # Example output: ["/compact", "/clear", "/help", "/review"]

  _ ->
    :ok
end)
The slash_commands field is a list of strings ([String.t()]), each prefixed with /.
Sending slash commands
Send slash commands by passing them as the prompt string to ClaudeCode.query/2 or ClaudeCode.stream/3, just like regular text. The CLI recognizes the / prefix and executes the command instead of treating it as a conversation prompt.
alias ClaudeCode.Message.ResultMessage

# Send a slash command and get the result
result =
  session
  |> ClaudeCode.stream("/compact")
  |> ClaudeCode.Stream.final_result()

case result do
  %ResultMessage{is_error: false, result: text} ->
    IO.puts("Command executed: #{text}")

  %ResultMessage{is_error: true, result: error} ->
    IO.puts("Command failed: #{error}")
end
Common slash commands
/compact -- Compact conversation history
The /compact command reduces the size of your conversation history by summarizing older messages while preserving important context. When the CLI compacts the conversation, it emits a ClaudeCode.Message.CompactBoundaryMessage with metadata about the compaction:
alias ClaudeCode.Message.CompactBoundaryMessage
alias ClaudeCode.Message.ResultMessage

session
|> ClaudeCode.stream("/compact")
|> Enum.each(fn
  %CompactBoundaryMessage{compact_metadata: metadata} ->
    IO.puts("Compaction completed")
    IO.puts("Trigger: #{metadata.trigger}")
    IO.puts("Pre-compaction tokens: #{metadata.pre_tokens}")

  %ResultMessage{result: text} ->
    IO.puts("Result: #{text}")

  _ ->
    :ok
end)
The ClaudeCode.Message.CompactBoundaryMessage struct contains:
	Field	Type	Description
	type	:system	Always :system
	subtype	:compact_boundary	Identifies this as a compaction boundary
	session_id	String.t()	The current session ID
	uuid	String.t()	Unique identifier for this message
	compact_metadata	map()	Contains :trigger ("manual" or "auto") and :pre_tokens (token count before compaction)

Compaction can also happen automatically when the conversation approaches the context window limit. Automatic compaction emits the same ClaudeCode.Message.CompactBoundaryMessage with trigger: "auto".
/clear -- Clear conversation
The /clear command starts a fresh conversation by clearing all previous history. After clearing, a new ClaudeCode.Message.SystemMessage with subtype: :init is emitted with a new session ID:
alias ClaudeCode.Message.SystemMessage

session
|> ClaudeCode.stream("/clear")
|> Enum.each(fn
  %SystemMessage{subtype: :init, session_id: session_id} ->
    IO.puts("Conversation cleared, new session started")
    IO.puts("Session ID: #{session_id}")

  _ ->
    :ok
end)
Creating custom slash commands
Custom slash commands are defined as markdown files in specific directories. Once created, they are automatically discovered by the CLI and appear in the slash_commands list on ClaudeCode.Message.SystemMessage.
File locations
Custom slash commands are stored in designated directories based on their scope:
	Location	Scope
	.claude/commands/	Project commands -- available only in the current project
	~/.claude/commands/	Personal commands -- available across all your projects

File format
Each custom command is a markdown file where:
	The filename (without .md extension) becomes the command name
	The file content defines the prompt that Claude receives when the command is invoked
	Optional YAML frontmatter provides configuration (allowed tools, description, model)

Basic example
Create .claude/commands/refactor.md:
Refactor the selected code to improve readability and maintainability.
Focus on clean code principles and best practices.
This creates the /refactor command.
With frontmatter
Create .claude/commands/security-check.md:
---
allowed-tools: Read, Grep, Glob
description: Run security vulnerability scan
model: claude-opus-4-6
---

Analyze the codebase for security vulnerabilities including:

- SQL injection risks
- XSS vulnerabilities
- Exposed credentials
- Insecure configurations
Using custom commands in the SDK
Once defined in the filesystem, custom commands are automatically available through the SDK. They appear alongside built-in commands in the slash_commands list and are invoked the same way:
alias ClaudeCode.Message.SystemMessage
alias ClaudeCode.Message.ResultMessage

# Custom commands appear in the slash_commands list
session
|> ClaudeCode.stream("Hello")
|> Enum.each(fn
  %SystemMessage{subtype: :init, slash_commands: commands} ->
    IO.inspect(commands)
    # Example: ["/compact", "/clear", "/help", "/refactor", "/security-check"]

  _ ->
    :ok
end)

# Invoke a custom command
result =
  session
  |> ClaudeCode.stream("/security-check", max_turns: 5)
  |> ClaudeCode.Stream.final_result()

IO.puts(result)
Advanced features
Arguments and placeholders
Custom commands support dynamic arguments using numbered placeholders ($1, $2) and the $ARGUMENTS placeholder for the full argument string:
Create .claude/commands/fix-issue.md:
---
argument-hint: [issue-number] [priority]
description: Fix a GitHub issue
---

Fix issue #$1 with priority $2.
Check the issue description and implement the necessary changes.
Send arguments after the command name:
# $1 = "123", $2 = "high"
result =
  session
  |> ClaudeCode.stream("/fix-issue 123 high", max_turns: 5)
  |> ClaudeCode.Stream.final_result()

IO.puts(result)
Use $ARGUMENTS to capture the entire argument string:
Create .claude/commands/test.md:
---
allowed-tools: Bash, Read, Edit
argument-hint: [test-pattern]
description: Run tests with optional pattern
---

Run tests matching pattern: $ARGUMENTS

1. Detect the test framework
2. Run tests with the provided pattern
3. If tests fail, analyze and fix them
4. Re-run to verify fixes
# $ARGUMENTS = "auth --verbose"
result =
  session
  |> ClaudeCode.stream("/test auth --verbose", max_turns: 5)
  |> ClaudeCode.Stream.final_result()

IO.puts(result)
Bash command execution
Custom commands can execute bash commands inline and include their output as context. Prefix a command with ! inside backticks:
Create .claude/commands/code-review.md:
---
allowed-tools: Read, Grep, Glob, Bash(git diff:*)
description: Comprehensive code review
---

## Changed Files

!`git diff --name-only HEAD~1`

## Detailed Changes

!`git diff HEAD~1`

## Review Checklist

Review the above changes for:

1. Code quality and readability
2. Security vulnerabilities
3. Performance implications
4. Test coverage
5. Documentation completeness

Provide specific, actionable feedback organized by priority.
result =
  session
  |> ClaudeCode.stream("/code-review", max_turns: 3)
  |> ClaudeCode.Stream.final_result()

IO.puts(result)
File references
Include file contents in your command prompt using the @ prefix:
Create .claude/commands/review-config.md:
---
description: Review configuration files
---

Review the following configuration files for issues:

- Mix config: @config/config.exs
- Runtime config: @config/runtime.exs
- Environment: @.env.example

Check for security issues, outdated dependencies, and misconfigurations.
Organization with namespacing
Organize commands in subdirectories for better structure. The subdirectory name appears in the command description but does not affect the command name itself:
.claude/commands/
  frontend/
    component.md      # /component (project:frontend)
    style-check.md    # /style-check (project:frontend)
  backend/
    api-test.md       # /api-test (project:backend)
    db-migrate.md     # /db-migrate (project:backend)
  review.md           # /review (project)
Disabling slash commands
To disable all slash commands (both built-in and custom), use the disable_slash_commands option:
{:ok, session} = ClaudeCode.start_link(
  disable_slash_commands: true
)
This can also be set at the query level:
result =
  session
  |> ClaudeCode.stream("Hello", disable_slash_commands: true)
  |> ClaudeCode.Stream.final_result()
Next steps
	Subagents -- Similar filesystem-based configuration for custom agents
	Modifying System Prompts -- Customize Claude's behavior with system prompts
	Sessions -- Session management and multi-turn conversations
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📚 Official Documentation: This guide is based on the official Claude Agent SDK documentation. Examples are adapted for Elixir.

Define and invoke subagents to isolate context, run tasks in parallel, and apply specialized instructions.
Overview
Subagents are separate agent instances that your main agent can spawn to handle focused subtasks. Use subagents to:
	Isolate context for focused subtasks without bloating the main prompt
	Run multiple analyses in parallel (e.g., style check + security scan simultaneously)
	Apply specialized instructions with tailored system prompts and tool restrictions

You can create subagents in three ways:
	Method	Description
	Programmatic	Use ClaudeCode.Agent structs with the agents option in start_link/1 or stream/3 (recommended for SDK applications)
	Filesystem-based	Define agents as markdown files in .claude/agents/ directories
	Built-in	Claude can invoke the built-in general-purpose subagent via the Task tool without any configuration

This guide focuses on the programmatic approach.
How agents are delivered
Agent configurations are sent to the CLI via the control protocol initialize handshake, not as CLI flags. When a session starts, the adapter sends an initialize control request that includes the agents map. This matches the behavior of the Python/TypeScript Agent SDKs.
Creating subagents
Define subagents using ClaudeCode.Agent structs and the agents option. The Task tool must be in allowed_tools since Claude invokes subagents through it.
alias ClaudeCode.Agent

{:ok, session} = ClaudeCode.start_link(
  agents: [
    Agent.new(
      name: "code-reviewer",
      # description tells Claude when to use this subagent
      description: "Expert code review specialist. Use for quality, security, and maintainability reviews.",
      # prompt defines the subagent's behavior and expertise
      prompt: """
      You are a code review specialist with expertise in security, performance, and Elixir best practices.

      When reviewing code:
      - Identify security vulnerabilities
      - Check for performance issues
      - Verify adherence to coding standards
      - Suggest specific improvements
      """,
      # tools restricts what the subagent can do (read-only here)
      tools: ["Read", "Grep", "Glob"],
      # model overrides the default model for this subagent
      model: "sonnet"
    ),
    Agent.new(
      name: "test-runner",
      description: "Runs and analyzes test suites. Use for test execution and coverage analysis.",
      prompt: """
      You are a test execution specialist. Run tests and provide clear analysis of results.

      Focus on:
      - Running test commands
      - Analyzing test output
      - Identifying failing tests
      - Suggesting fixes for failures
      """,
      # Bash access lets this subagent run test commands
      tools: ["Bash", "Read", "Grep"]
    )
  ],
  # Task tool is required for subagent invocation
  allowed_tools: ["Read", "Grep", "Glob", "Task"]
)
Agent fields
	Field	Type	Required	Description
	name	string	Yes	Unique agent identifier
	description	string	Recommended	When to use this agent. Claude matches tasks to agents based on this.
	prompt	string	Recommended	System prompt defining the agent's role and behavior
	tools	list	No	Tools the agent can use. If omitted, inherits all tools.
	model	string	No	Model override: "sonnet", "opus", "haiku", or "inherit". Defaults to session model.

Subagents cannot spawn their own subagents. Don't include "Task" in a subagent's tools list.

Invoking subagents
Automatic invocation
Claude automatically decides when to invoke subagents based on the task and each subagent's "description". Write clear, specific descriptions so Claude can match tasks to the right subagent.
# Claude will automatically delegate to the code-reviewer agent
session
|> ClaudeCode.stream("Review the authentication module for security issues")
|> ClaudeCode.Stream.text_content()
|> Enum.each(&IO.write/1)
Explicit invocation
To guarantee Claude uses a specific subagent, mention it by name in your prompt:
session
|> ClaudeCode.stream("Use the code-reviewer agent to check the authentication module")
|> ClaudeCode.Stream.text_content()
|> Enum.each(&IO.write/1)
Dynamic agent configuration
Create agent definitions dynamically based on runtime conditions:
defmodule MyApp.Agents do
  alias ClaudeCode.Agent

  def security_reviewer(level) do
    strict? = level == :strict

    Agent.new(
      name: "security-reviewer",
      description: "Security code reviewer",
      prompt: if(strict?,
        do: "You are a strict security reviewer. Flag all potential issues, even minor ones.",
        else: "You are a balanced security reviewer. Focus on critical and high-severity issues."
      ),
      tools: ["Read", "Grep", "Glob"],
      # Use a more capable model for strict reviews
      model: if(strict?, do: "opus", else: "sonnet")
    )
  end
end

# The agent is created at session time, so each session can use different settings
{:ok, session} = ClaudeCode.start_link(
  agents: [MyApp.Agents.security_reviewer(:strict)],
  allowed_tools: ["Read", "Grep", "Glob", "Task"]
)
Detecting subagent invocation
Subagents are invoked via the Task tool. Check for tool_use blocks with name: "Task". Messages from within a subagent's context include a parent_tool_use_id field.
session
|> ClaudeCode.stream("Review the code and write tests for lib/my_app.ex")
|> Stream.each(fn
  %ClaudeCode.Message.AssistantMessage{message: %{content: blocks}} ->
    Enum.each(blocks, fn
      %ClaudeCode.Content.ToolUseBlock{name: "Task", input: input} ->
        IO.puts("Subagent invoked: #{input["subagent_type"]}")
      _ -> :ok
    end)

  %{parent_tool_use_id: id} when not is_nil(id) ->
    IO.puts("  (running inside subagent)")

  _ -> :ok
end)
|> Stream.run()
Per-query agent overrides
Override agent definitions for specific queries:
session
|> ClaudeCode.stream("Review this module",
     agents: [
       Agent.new(
         name: "code-reviewer",
         description: "Security-focused code reviewer",
         prompt: "Focus exclusively on security vulnerabilities and OWASP issues.",
         tools: ["Read", "Grep"]
       )
     ])
|> ClaudeCode.Stream.text_content()
|> Enum.each(&IO.write/1)
Using the agent option
Select a specific agent for the entire session:
{:ok, session} = ClaudeCode.start_link(
  agents: [
    Agent.new(
      name: "reviewer",
      description: "Code reviewer",
      prompt: "You review code for quality."
    )
  ],
  agent: "reviewer"
)
Tool restrictions
Subagents can have restricted tool access via the "tools" field:
	Omit the field: agent inherits all available tools (default)
	Specify tools: agent can only use listed tools

Common tool combinations
	Use case	Tools	Description
	Read-only analysis	Read, Grep, Glob	Can examine code but not modify or execute
	Test execution	Bash, Read, Grep	Can run commands and analyze output
	Code modification	Read, Edit, Write, Grep, Glob	Full read/write access without command execution
	Full access	(omit field)	Inherits all tools from parent

Troubleshooting
Claude not delegating to subagents
	Include the Task tool: subagents are invoked via the Task tool, so it must be in allowed_tools
	Use explicit prompting: mention the subagent by name (e.g., "Use the code-reviewer agent to...")
	Write a clear description: explain exactly when the subagent should be used

Subagents not spawning their own subagents
This is by design. Don't include "Task" in a subagent's "tools" list.
Next Steps
	Custom Tools - Build tools with Hermes MCP
	Modifying System Prompts - Customize agent behavior
	Permissions - Control tool access per agent
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Load custom plugins to extend Claude Code with commands, agents, skills, and hooks through the Agent SDK.
Official Documentation: This guide is based on the official Claude Agent SDK documentation. Examples are adapted for Elixir.

Plugins allow you to extend Claude Code with custom functionality that can be shared across projects. Through the Elixir SDK, you can programmatically load plugins from local directories to add custom slash commands, agents, skills, hooks, and MCP servers to your agent sessions.
What are plugins?
Plugins are packages of Claude Code extensions that can include:
	Commands -- Custom slash commands
	Agents -- Specialized subagents for specific tasks
	Skills -- Model-invoked capabilities that Claude uses autonomously
	Hooks -- Event handlers that respond to tool use and other events
	MCP servers -- External tool integrations via Model Context Protocol

For complete information on plugin structure and how to create plugins, see the Plugins guide in the Claude Code documentation.
Loading plugins
Load plugins by providing their local file system paths via the :plugins option. The SDK supports loading multiple plugins from different locations. Each plugin path is passed to the CLI as a --plugin-dir flag.
# As simple path strings
{:ok, session} = ClaudeCode.start_link(
  plugins: ["./my-plugin", "/absolute/path/to/another-plugin"]
)

# As typed configuration maps
{:ok, session} = ClaudeCode.start_link(
  plugins: [
    %{type: :local, path: "./my-plugin"},
    %{type: :local, path: "/absolute/path/to/another-plugin"}
  ]
)

# Mixed formats also work
{:ok, session} = ClaudeCode.start_link(
  plugins: [
    "./my-plugin",
    %{type: :local, path: "./another-plugin"}
  ]
)
Both path strings and %{type: :local, path: "..."} maps are accepted. See ClaudeCode.Options for the full schema.
Path specifications
Plugin paths can be:
	Relative paths -- Resolved relative to the current working directory (e.g., "./plugins/my-plugin")
	Absolute paths -- Full file system paths (e.g., "/home/user/plugins/my-plugin")

The path should point to the plugin's root directory -- the directory containing .claude-plugin/plugin.json.
Query-level overrides
Plugins can also be specified (or overridden) at query time:
session
|> ClaudeCode.stream("Hello",
  plugins: [
    %{type: :local, path: "./dev-plugins/experimental"}
  ]
)
|> Enum.each(fn msg -> IO.inspect(msg) end)
Verifying plugin installation
When plugins load successfully, they appear in the ClaudeCode.Message.SystemMessage sent during session initialization. Inspect the plugins and slash_commands fields to verify your plugins loaded correctly:
alias ClaudeCode.Message.SystemMessage

session
|> ClaudeCode.stream("Hello",
  plugins: [%{type: :local, path: "./my-plugin"}]
)
|> ClaudeCode.Stream.filter_type(:system)
|> Enum.each(fn
  %SystemMessage{subtype: :init, plugins: plugins, slash_commands: commands} ->
    # Check loaded plugins
    IO.puts("Loaded plugins:")

    Enum.each(plugins, fn
      %{name: name, path: path} -> IO.puts("  #{name} (#{path})")
      name when is_binary(name) -> IO.puts("  #{name}")
    end)

    # Check available commands (plugins add namespaced commands)
    IO.puts("Available commands:")
    Enum.each(commands, &IO.puts("  #{&1}"))

  _ ->
    :ok
end)
The ClaudeCode.Message.SystemMessage struct includes these plugin-related fields:
	Field	Type	Description
	plugins	list of maps or strings	Loaded plugins, each with :name and :path keys
	slash_commands	list of strings	All available slash commands, including plugin-namespaced ones
	skills	list of strings	Available skills, including those from plugins
	tools	list of strings	Available tools, including those from plugin MCP servers

Using plugin commands
Commands from plugins are automatically namespaced with the plugin name to avoid conflicts. The format is plugin-name:command-name.
alias ClaudeCode.Message.{AssistantMessage, ResultMessage}

# Invoke a plugin command by using the namespaced format
session
|> ClaudeCode.stream("/my-plugin:greet",
  plugins: [%{type: :local, path: "./my-plugin"}]
)
|> Enum.each(fn
  %AssistantMessage{} = msg ->
    IO.inspect(msg, label: "assistant")

  %ResultMessage{result: text} ->
    IO.puts("Result: #{text}")

  _ ->
    :ok
end)
If you installed a plugin via the CLI (e.g., /plugin install my-plugin@marketplace), you can still use it in the SDK by providing its installation path. Check ~/.claude/plugins/ for CLI-installed plugins.
Complete example
A full example demonstrating plugin loading, verification, and usage:
alias ClaudeCode.Message.{SystemMessage, ResultMessage}

plugin_path = Path.join([__DIR__, "plugins", "my-plugin"])
IO.puts("Loading plugin from: #{plugin_path}")

{:ok, session} = ClaudeCode.start_link(
  plugins: [%{type: :local, path: plugin_path}],
  max_turns: 3
)

session
|> ClaudeCode.stream("What custom commands do you have available?")
|> Enum.each(fn
  %SystemMessage{subtype: :init, plugins: plugins, slash_commands: commands} ->
    IO.puts("Loaded plugins: #{inspect(plugins)}")
    IO.puts("Available commands: #{inspect(commands)}")

  %ResultMessage{result: text} ->
    IO.puts("Result: #{text}")

  _ ->
    :ok
end)
Plugin structure reference
A plugin directory must contain a .claude-plugin/plugin.json manifest file. It can optionally include custom commands, agents, skills, hooks, and MCP server definitions:
my-plugin/
+-- .claude-plugin/
|   +-- plugin.json          # Required: plugin manifest
+-- commands/                 # Custom slash commands
|   +-- custom-cmd.md
+-- agents/                   # Custom agents
|   +-- specialist.md
+-- skills/                   # Agent Skills
|   +-- my-skill/
|       +-- SKILL.md
+-- hooks/                    # Event handlers
|   +-- hooks.json
+-- .mcp.json                # MCP server definitions
For detailed information on creating plugins, see:
	Plugins -- Complete plugin development guide
	Plugins reference -- Technical specifications and schemas

Common use cases
Development and testing
Load plugins during development without installing them globally:
{:ok, session} = ClaudeCode.start_link(
  plugins: [%{type: :local, path: "./dev-plugins/my-plugin"}]
)
Project-specific extensions
Include plugins in your project repository for team-wide consistency:
{:ok, session} = ClaudeCode.start_link(
  plugins: [%{type: :local, path: "./project-plugins/team-workflows"}]
)
Multiple plugin sources
Combine plugins from different locations:
{:ok, session} = ClaudeCode.start_link(
  plugins: [
    %{type: :local, path: "./local-plugin"},
    %{type: :local, path: Path.expand("~/.claude/custom-plugins/shared-plugin")}
  ]
)
Troubleshooting
Plugin not loading
If your plugin does not appear in the init message:
	Check the path -- Ensure the path points to the plugin root directory (the one containing .claude-plugin/)
	Validate plugin.json -- Ensure the manifest file has valid JSON syntax
	Check file permissions -- Ensure the plugin directory and its contents are readable

Commands not available
If plugin commands are not working:
	Use the namespace -- Plugin commands require the plugin-name:command-name format
	Check the init message -- Verify the command appears in slash_commands with the correct namespace prefix
	Validate command files -- Ensure command markdown files are in the commands/ directory within the plugin

Path resolution issues
If relative paths do not resolve correctly:
	Check the working directory -- Relative paths are resolved from the process working directory (or the :cwd option if set)
	Use absolute paths -- For reliability, construct absolute paths with Path.join/2 or Path.expand/1
	Normalize paths -- Use Path.expand/1 to resolve ~ and other path shortcuts

Next Steps
	Slash Commands -- Using slash commands in the SDK
	Subagents -- Working with specialized agents
	Skills -- Using Agent Skills
	Hooks -- Event handlers for tool use
	MCP -- Extend Claude with MCP tools
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Official Documentation: This guide is based on the official Claude Agent SDK documentation. Examples are adapted for Elixir.

Deploy ClaudeCode sessions in production using OTP supervision trees and Elixir releases.
Supervision Trees
Use ClaudeCode.Supervisor to manage multiple agent sessions with automatic restart and fault isolation:
# lib/my_app/application.ex
defmodule MyApp.Application do
  use Application

  def start(_type, _args) do
    children = [
      MyAppWeb.Endpoint,
      {ClaudeCode.Supervisor, [
        [name: :assistant, system_prompt: "General-purpose helper"],
        [name: :code_reviewer, system_prompt: "You review Elixir code for quality"],
        [name: :test_writer, system_prompt: "You write ExUnit tests"]
      ]}
    ]

    Supervisor.start_link(children, strategy: :one_for_one, name: MyApp.Supervisor)
  end
end
Use named sessions from anywhere in your app:
# Controller
def chat(conn, %{"message" => message}) do
  response =
    :assistant
    |> ClaudeCode.stream(message)
    |> ClaudeCode.Stream.text_content()
    |> Enum.join()

  json(conn, %{response: response})
end

# GenServer
def handle_call({:review, code}, _from, state) do
  result =
    :code_reviewer
    |> ClaudeCode.stream("Review: #{code}")
    |> ClaudeCode.Stream.text_content()
    |> Enum.join()

  {:reply, {:ok, result}, state}
end
Supervisor Options
{ClaudeCode.Supervisor, session_configs,
  name: MyApp.ClaudeSupervisor,
  max_restarts: 5,
  max_seconds: 10
}
Per-Session Configuration
{ClaudeCode.Supervisor, [
  # Fast for simple queries
  [name: :quick, timeout: 30_000, max_turns: 5],

  # Deep analysis
  [name: :analyzer, timeout: 600_000, max_turns: 50],

  # Code assistant with file access
  [name: :coder,
   allowed_tools: ["View", "Edit", "Bash(git:*)"],
   add_dir: ["/app/lib"]]
]}
Dynamic Sessions
Add and remove sessions at runtime:
# Start with base sessions
{ClaudeCode.Supervisor, [
  [name: :shared_assistant]
]}

# Add user-specific session
def create_user_session(user_id) do
  ClaudeCode.Supervisor.start_session(ClaudeCode.Supervisor, [
    name: {:user, user_id},
    system_prompt: "You are helping user #{user_id}"
  ])
end

# Query user session
{:user, user_id} |> ClaudeCode.stream(message) |> Stream.run()

# Clean up
def cleanup_user_session(user_id) do
  ClaudeCode.Supervisor.terminate_session(ClaudeCode.Supervisor, {:user, user_id})
end
Registry-Based Sessions
For advanced session discovery:
children = [
  {Registry, keys: :unique, name: MyApp.SessionRegistry},
  {ClaudeCode.Supervisor, [
    [name: {:via, Registry, {MyApp.SessionRegistry, :primary}}]
  ]}
]

# Access via registry
session = {:via, Registry, {MyApp.SessionRegistry, :primary}}
session |> ClaudeCode.stream("Hello") |> Stream.run()
Fault Tolerance
Automatic Restart
Sessions restart transparently after crashes:
:assistant |> ClaudeCode.stream("Complex task") |> Stream.run()
# Even if :assistant crashes, it restarts automatically
:assistant |> ClaudeCode.stream("Another task") |> Stream.run()
Note: Conversation history is lost on restart.
Independent Failure
One session crash doesn't affect others:
# If :code_reviewer crashes, :test_writer continues working
try do
  :code_reviewer |> ClaudeCode.stream(bad_input) |> Stream.run()
catch
  :error, _ -> :crashed
end

# Still works
:test_writer
|> ClaudeCode.stream("Write tests")
|> ClaudeCode.Stream.text_content()
|> Enum.join()
Management API
# List sessions
ClaudeCode.Supervisor.list_sessions(ClaudeCode.Supervisor)

# Count sessions
ClaudeCode.Supervisor.count_sessions(ClaudeCode.Supervisor)

# Restart session (clears history)
ClaudeCode.Supervisor.restart_session(ClaudeCode.Supervisor, :assistant)

# Add session at runtime
ClaudeCode.Supervisor.start_session(ClaudeCode.Supervisor, [
  name: :temporary,
  system_prompt: "Temporary helper"
])

# Remove session
ClaudeCode.Supervisor.terminate_session(ClaudeCode.Supervisor, :temporary)
Elixir Releases
For deploying with mix release, ensure the CLI binary is included:
# config/runtime.exs
config :claude_code,
  api_key: System.get_env("ANTHROPIC_API_KEY"),
  model: System.get_env("CLAUDE_MODEL", "sonnet")
The default cli_path: :bundled mode uses the CLI binary in priv/bin/, which is automatically included in releases. Pre-install it during your release build:
mix claude_code.install

For alternative setups, see the CLI Configuration section of ClaudeCode.Options.
Resource Considerations
Each ClaudeCode session runs a separate CLI subprocess:
	Resource	Per Session
	OS process	1 Node.js process
	Memory	~50-100 MB
	File descriptors	3 (stdin, stdout, stderr)
	Ports	1 Erlang port

Plan accordingly when running multiple concurrent sessions.
Scaling Patterns
Task Pool
For handling many concurrent requests with a fixed number of sessions:
defmodule MyApp.AgentPool do
  def query(prompt) do
    session = select_session()

    session
    |> ClaudeCode.stream(prompt)
    |> ClaudeCode.Stream.final_text()
  end

  defp select_session do
    sessions = ClaudeCode.Supervisor.list_sessions(MyApp.ClaudeSupervisor)
    {_id, pid, _, _} = Enum.random(sessions)
    pid
  end
end
Per-Request Sessions
For isolation between requests:
defmodule MyApp.IsolatedAgent do
  def run(prompt, opts \\ []) do
    {:ok, session} = ClaudeCode.start_link(opts)

    try do
      session
      |> ClaudeCode.stream(prompt)
      |> ClaudeCode.Stream.collect()
    after
      ClaudeCode.stop(session)
    end
  end
end
Health Monitoring
defmodule MyApp.HealthCheck do
  def ai_status do
    sessions = ClaudeCode.Supervisor.list_sessions(ClaudeCode.Supervisor)

    %{
      total: length(sessions),
      active: Enum.count(sessions, fn {_, pid, _, _} -> Process.alive?(pid) end)
    }
  end

  def test_connectivity do
    try do
      :assistant
      |> ClaudeCode.stream("ping", timeout: 10_000)
      |> Stream.run()

      :healthy
    catch
      error -> {:unhealthy, error}
    end
  end
end
Troubleshooting
Session not found:
ClaudeCode.Supervisor.list_sessions(ClaudeCode.Supervisor)
Session keeps crashing:
valid_config = [
  name: :test,
  api_key: System.fetch_env!("ANTHROPIC_API_KEY"),
  timeout: 60_000
]
Next Steps
	Secure Deployment - Security hardening
	Sessions - Session management details
	Cost Tracking - Monitor API costs
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📚 Official Documentation: This guide is based on the official Claude Agent SDK documentation. Examples are adapted for Elixir.

⚠️ TODO: THESE DOCS ARE INCOMPLETE
Harden your ClaudeCode deployment for production use.
Sandbox Configuration
Isolate bash command execution with the sandbox option:
{:ok, session} = ClaudeCode.start_link(
  sandbox: %{
    "environment" => "docker",
    "container" => "my-sandbox"
  }
)
The sandbox configuration is merged into the CLI's --settings flag as {"sandbox": {...}}.
Permission Modes for Production
Choose the least-privileged permission mode for your use case:
	Mode	Use Case
	:plan	Read-only analysis, code review
	:dont_ask	Automated pipelines where prompts can't be answered
	:accept_edits	Supervised environments where file edits are expected
	:default	Interactive use with a human in the loop

# Code review agent - read-only
{:ok, reviewer} = ClaudeCode.start_link(
  permission_mode: :plan,
  allowed_tools: ["Read", "Glob", "Grep"]
)

# CI/CD agent - rejects anything needing permission
{:ok, ci_agent} = ClaudeCode.start_link(
  permission_mode: :dont_ask,
  allowed_tools: ["Read", "Bash(mix:*)"]
)
Least-Privilege Tool Access
Restrict tools to only what's needed:
# Analysis-only agent
{:ok, session} = ClaudeCode.start_link(
  allowed_tools: ["Read", "Glob", "Grep"],
  add_dir: ["/app/src"]  # Only access source directory
)

# Build agent - limited bash commands
{:ok, session} = ClaudeCode.start_link(
  allowed_tools: ["Read", "Edit", "Bash(mix:*)", "Bash(git:*)"],
  disallowed_tools: ["Bash(rm:*)", "Bash(curl:*)"]
)
API Key Management
Never hardcode API keys. Use environment variables:
# config/runtime.exs
config :claude_code,
  api_key: System.fetch_env!("ANTHROPIC_API_KEY")
Or pass via the env option for per-session keys:
{:ok, session} = ClaudeCode.start_link(
  api_key: System.fetch_env!("ANTHROPIC_API_KEY")
)
The SDK passes the API key via the ANTHROPIC_API_KEY environment variable to the CLI subprocess. It is never included in command-line arguments.
Directory Access Control
Limit which directories Claude can access:
{:ok, session} = ClaudeCode.start_link(
  cwd: "/app/workspace",
  add_dir: ["/app/shared/config"]
  # Claude can access /app/workspace (cwd) and /app/shared/config
)
Cost Controls
Prevent runaway costs with budget limits:
{:ok, session} = ClaudeCode.start_link(
  max_turns: 10,
  max_budget_usd: 1.00
)
If either limit is hit, the session returns an error result (subtype: :error_max_turns or :error_max_budget_usd).
Audit Trail
Enable tool callbacks for a complete audit trail:
{:ok, session} = ClaudeCode.start_link(
  tool_callback: fn event ->
    Logger.info("Tool #{event.name}: error=#{event.is_error}",
      tool_use_id: event.tool_use_id,
      input: event.input
    )
  end
)
Disable Session Persistence
For ephemeral workloads, prevent session data from being saved to disk:
{:ok, session} = ClaudeCode.start_link(
  no_session_persistence: true
)
Production Checklist
	[ ] Use a restrictive permission_mode (:plan, :dont_ask, or :accept_edits)
	[ ] Set allowed_tools to only what's needed
	[ ] Set max_turns and max_budget_usd limits
	[ ] Store API keys in environment variables
	[ ] Enable tool_callback for auditing
	[ ] Use cwd and add_dir to limit file access
	[ ] Consider sandbox for bash isolation
	[ ] Use no_session_persistence: true for sensitive workloads
	[ ] Run sessions under ClaudeCode.Supervisor for fault tolerance

Next Steps
	Permissions - Detailed permission configuration
	Hosting - OTP supervision and deployment
	Cost Tracking - Usage monitoring
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    File Checkpointing

Track file changes during agent sessions and restore files to any previous state.
Official Documentation: This guide is based on the official Claude Agent SDK documentation. Examples are adapted for Elixir.

File checkpointing tracks file modifications made through the Write, Edit, and NotebookEdit tools during an agent session, allowing you to rewind files to any previous state.
With checkpointing, you can:
	Undo unwanted changes by restoring files to a known good state
	Explore alternatives by restoring to a checkpoint and trying a different approach
	Recover from errors when the agent makes incorrect modifications

Only changes made through the Write, Edit, and NotebookEdit tools are tracked. Changes made through Bash commands (like echo > file.txt or sed -i) are not captured by the checkpoint system.

How checkpointing works
When you enable file checkpointing, the SDK creates backups of files before modifying them through the Write, Edit, or NotebookEdit tools. User messages in the response stream include a checkpoint UUID that you can use as a restore point.
Checkpointing works with these built-in tools that the agent uses to modify files:
	Tool	Description
	Write	Creates a new file or overwrites an existing file with new content
	Edit	Makes targeted edits to specific parts of an existing file
	NotebookEdit	Modifies cells in Jupyter notebooks (.ipynb files)

File rewinding restores files on disk to a previous state. It does not rewind the conversation itself. The conversation history and context remain intact after calling ClaudeCode.rewind_files/2.

The checkpoint system tracks:
	Files created during the session
	Files modified during the session
	The original content of modified files

When you rewind to a checkpoint, created files are deleted and modified files are restored to their content at that point.
Implement checkpointing
To use file checkpointing, enable it in your session options, capture checkpoint UUIDs from the response stream, then call ClaudeCode.rewind_files/2 when you need to restore.
The following example shows the complete flow: enable checkpointing, capture the checkpoint UUID from the response stream, then rewind files. Each step is explained in detail below.
alias ClaudeCode.Message.UserMessage

# Step 1: Enable checkpointing
{:ok, session} = ClaudeCode.start_link(
  enable_file_checkpointing: true,
  permission_mode: :accept_edits
)

# Step 2: Run a query and capture the first user message UUID as a checkpoint
checkpoint_id =
  session
  |> ClaudeCode.stream("Refactor the authentication module")
  |> Enum.reduce(nil, fn
    %UserMessage{uuid: uuid}, nil when not is_nil(uuid) -> uuid
    _, cp -> cp
  end)

# Step 3: Rewind files to the checkpoint
{:ok, _} = ClaudeCode.rewind_files(session, checkpoint_id)
Step 1: Enable checkpointing
Configure your session with enable_file_checkpointing: true. This automatically sets the CLAUDE_CODE_ENABLE_SDK_FILE_CHECKPOINTING environment variable for the CLI subprocess.
	Option	Description
	enable_file_checkpointing: true	Tracks file changes for rewinding
	permission_mode: :accept_edits	Auto-accept file edits without prompting

{:ok, session} = ClaudeCode.start_link(
  enable_file_checkpointing: true,
  permission_mode: :accept_edits
)
The Elixir SDK uses --input-format stream-json for bidirectional streaming, so user messages with checkpoint UUIDs are automatically included in the response stream. No additional flags are needed (unlike the Python/TypeScript SDKs which require extra_args: {"replay-user-messages": None}).

Step 2: Capture checkpoint UUID
Each user message in the response stream has a uuid field that serves as a checkpoint.
For most use cases, capture the first user message UUID; rewinding to it restores all files to their original state. To store multiple checkpoints and rewind to intermediate states, see Multiple restore points.
alias ClaudeCode.Message.UserMessage

checkpoint_id =
  session
  |> ClaudeCode.stream("Refactor the authentication module")
  |> Enum.reduce(nil, fn
    %UserMessage{uuid: uuid}, nil when not is_nil(uuid) -> uuid
    _, cp -> cp
  end)
If you also need the session ID (for example, to resume from the CLI later), use ClaudeCode.Stream.final_result/1 instead — it returns the full ClaudeCode.Message.ResultMessage which includes session_id. However, for rewinding you don't need it — the Elixir SDK keeps the session alive as a GenServer, so you can call ClaudeCode.rewind_files/2 directly.

Step 3: Rewind files
Call ClaudeCode.rewind_files/2 with the session and checkpoint UUID to restore files:
{:ok, _} = ClaudeCode.rewind_files(session, checkpoint_id)
Since the Elixir SDK maintains a persistent GenServer session, you can rewind at any time while the session is alive — no need to resume with an empty prompt as in the Python/TypeScript SDKs.
You can also rewind from the CLI if you have the session ID and checkpoint UUID:
claude --resume <session-id> --rewind-files <checkpoint-uuid>

To get the session ID programmatically, use ClaudeCode.Stream.final_result/1:
result =
  session
  |> ClaudeCode.stream("Refactor the authentication module")
  |> ClaudeCode.Stream.final_result()

IO.puts("Session ID: #{result.session_id}")
Common patterns
These patterns show different ways to capture and use checkpoint UUIDs depending on your use case.
Checkpoint before risky operations
This pattern keeps only the most recent checkpoint UUID, updating it before each agent turn. If something goes wrong during processing, you can immediately rewind to the last safe state and break out of the stream.
alias ClaudeCode.Message.UserMessage

session
|> ClaudeCode.stream("Refactor the authentication module")
|> Enum.reduce_while(nil, fn message, safe_checkpoint ->
  # Update checkpoint on each user message (keeps the latest)
  safe_checkpoint = case message do
    %UserMessage{uuid: uuid} when not is_nil(uuid) -> uuid
    _ -> safe_checkpoint
  end

  # Decide when to revert based on your own logic
  # For example: error detection, validation failure, or user input
  if should_revert?(message) and safe_checkpoint do
    ClaudeCode.rewind_files(session, safe_checkpoint)
    # Exit the stream after rewinding, files are restored
    {:halt, safe_checkpoint}
  else
    {:cont, safe_checkpoint}
  end
end)
Multiple restore points
If Claude makes changes across multiple turns, you might want to rewind to a specific point rather than all the way back. For example, if Claude refactors a file in turn one and adds tests in turn two, you might want to keep the refactor but undo the tests.
This pattern stores all checkpoint UUIDs in a list with metadata. After the session completes, you can rewind to any previous checkpoint:
alias ClaudeCode.Message.UserMessage

defmodule Checkpoint do
  defstruct [:id, :description, :timestamp]
end

checkpoints =
  session
  |> ClaudeCode.stream("Refactor the authentication module")
  |> Enum.reduce([], fn message, acc ->
    case message do
      %UserMessage{uuid: uuid} when not is_nil(uuid) ->
        checkpoint = %Checkpoint{
          id: uuid,
          description: "After turn #{length(acc) + 1}",
          timestamp: DateTime.utc_now()
        }
        [checkpoint | acc]

      _ -> acc
    end
  end)
  |> Enum.reverse()

# Rewind to any checkpoint
target = List.first(checkpoints)
{:ok, _} = ClaudeCode.rewind_files(session, target.id)
Combining with sandbox mode
For maximum safety, combine file checkpointing with sandboxing:
{:ok, session} = ClaudeCode.start_link(
  enable_file_checkpointing: true,
  permission_mode: :accept_edits,
  sandbox: %{
    "environment" => "docker",
    "container" => "my-sandbox"
  }
)
Limitations
File checkpointing has the following limitations:
	Limitation	Description
	Write/Edit/NotebookEdit tools only	Changes made through Bash commands are not tracked
	Same session	Checkpoints are tied to the session that created them
	File content only	Creating, moving, or deleting directories is not undone by rewinding
	Local files	Remote or network files are not tracked

Troubleshooting
User messages don't have UUIDs
If uuid is nil on user messages, ensure enable_file_checkpointing: true is set in your session options. The Elixir SDK automatically handles the --input-format stream-json flag which includes user messages in the response stream.
"No file checkpoint found for message" error
This error occurs when the checkpoint data doesn't exist for the specified user message UUID.
Common causes:
	The enable_file_checkpointing: true option wasn't set when starting the session
	The session wasn't properly completed before attempting to rewind

Solution: Ensure enable_file_checkpointing: true is passed to ClaudeCode.start_link/1, then capture the user message UUID from the response stream and call ClaudeCode.rewind_files/2 while the session is still alive.
Next steps
	Sessions — Session management and resuming, which covers session IDs and multi-turn conversations
	Secure Deployment — Sandboxing and production security



  

  
    
    Tracking Costs and Usage - ClaudeCode v0.19.0
    
    

    


  
  

    Tracking Costs and Usage

Understand and track token usage for billing in the ClaudeCode SDK.
Official Documentation: This guide is based on the official Claude Agent SDK documentation. Examples are adapted for Elixir.

Understanding Token Usage
When Claude processes requests, it reports token usage at the message level. This usage data is essential for tracking costs and billing users appropriately.
Key Concepts
	Steps: A step is a single request/response pair between your application and Claude
	Messages: Individual messages within a step (text, tool uses, tool results)
	Usage: Token consumption data attached to assistant messages

Usage Reporting Structure
Single vs Parallel Tool Use
When Claude executes tools, the usage reporting differs based on whether tools are executed sequentially or in parallel:
alias ClaudeCode.Message.AssistantMessage

# Tracking usage in a conversation
session
|> ClaudeCode.stream("Analyze this codebase and run tests")
|> Enum.each(fn
  %AssistantMessage{message: %{id: id, usage: usage}} ->
    IO.puts("Message ID: #{id}")
    IO.inspect(usage, label: "Usage")

  _ ->
    :ok
end)
Message Flow Example
Here's how messages and usage are reported in a typical multi-step conversation:
# Step 1: Initial request with parallel tool uses
assistant (text)      %{id: "msg_1", usage: %{output_tokens: 100, ...}}
assistant (tool_use)  %{id: "msg_1", usage: %{output_tokens: 100, ...}}
assistant (tool_use)  %{id: "msg_1", usage: %{output_tokens: 100, ...}}
assistant (tool_use)  %{id: "msg_1", usage: %{output_tokens: 100, ...}}
user (tool_result)
user (tool_result)
user (tool_result)

# Step 2: Follow-up response
assistant (text)      %{id: "msg_2", usage: %{output_tokens: 98, ...}}
Important Usage Rules
1. Same ID = Same Usage
All messages with the same id field report identical usage. When Claude sends multiple messages in the same turn (e.g., text + tool uses), they share the same message ID and usage data.
alias ClaudeCode.Message.AssistantMessage

# All these assistant messages have the same ID and usage.
# Charge only once per unique message ID.
session
|> ClaudeCode.stream("Complex task")
|> Enum.reduce(%{}, fn
  %AssistantMessage{message: %{id: id, usage: usage}}, seen ->
    if Map.has_key?(seen, id) do
      seen
    else
      IO.puts("Step #{map_size(seen) + 1} — #{usage.output_tokens} output tokens")
      Map.put(seen, id, usage)
    end

  _, seen ->
    seen
end)
2. Charge Once Per Step
You should only charge users once per step, not for each individual message. When you see multiple assistant messages with the same ID, use the usage from any one of them.
3. Result Message Contains Cumulative Usage
The final ClaudeCode.Message.ResultMessage contains the total cumulative usage from all steps in the conversation:
result = session
|> ClaudeCode.stream("Multi-step task")
|> ClaudeCode.Stream.final_result()

IO.puts("Total cost: $#{result.total_cost_usd}")
IO.inspect(result.usage, label: "Total usage")
4. Per-Model Usage Breakdown
The model_usage field on ClaudeCode.Message.ResultMessage provides authoritative per-model usage data. Like total_cost_usd, this field is accurate and suitable for billing purposes. This is especially useful when using multiple models (e.g., Haiku for subagents, Opus for the main agent).
result = session
|> ClaudeCode.stream("Complex task")
|> ClaudeCode.Stream.final_result()

Enum.each(result.model_usage, fn {model, usage} ->
  IO.puts("#{model}: $#{usage.cost_usd}")
  IO.puts("  Input tokens: #{usage.input_tokens}")
  IO.puts("  Output tokens: #{usage.output_tokens}")
  IO.puts("  Cache read: #{usage.cache_read_input_tokens}")
  IO.puts("  Web searches: #{usage.web_search_requests}")
end)
Implementation: Cost Tracking System
Here's a complete example of implementing a cost tracking system using an OTP Agent:
defmodule CostTracker do
  @moduledoc """
  Tracks per-step and cumulative costs across Claude conversations.
  Deduplicates usage by message ID to avoid double-counting parallel tool uses.
  """

  use Agent

  alias ClaudeCode.Message.{AssistantMessage, ResultMessage}

  defstruct processed_ids: MapSet.new(), step_usages: [], total_cost: 0.0

  def start_link(_opts) do
    Agent.start_link(fn -> %__MODULE__{} end, name: __MODULE__)
  end

  @doc "Process an assistant message, deduplicating by message ID."
  def process_message(%AssistantMessage{message: %{id: id, usage: usage}})
      when is_binary(id) do
    Agent.update(__MODULE__, fn state ->
      if MapSet.member?(state.processed_ids, id) do
        state
      else
        %{
          state
          | processed_ids: MapSet.put(state.processed_ids, id),
            step_usages: state.step_usages ++ [%{message_id: id, usage: usage}]
        }
      end
    end)
  end

  def process_message(%ResultMessage{total_cost_usd: cost}) do
    Agent.update(__MODULE__, &%{&1 | total_cost: cost})
  end

  def process_message(_), do: :ok

  @doc "Return the tracked state."
  def summary do
    Agent.get(__MODULE__, fn state ->
      %{
        steps: length(state.step_usages),
        step_usages: state.step_usages,
        total_cost: state.total_cost
      }
    end)
  end
end

# Usage
{:ok, _} = CostTracker.start_link([])

session
|> ClaudeCode.stream("Analyze and refactor this code")
|> Stream.each(&CostTracker.process_message/1)
|> Stream.run()

summary = CostTracker.summary()
IO.puts("Steps processed: #{summary.steps}")
IO.puts("Total cost: $#{Float.round(summary.total_cost, 4)}")
Cost Controls
Max Turns
Limit the number of agentic turns to control costs:
{:ok, session} = ClaudeCode.start_link(max_turns: 5)
If the limit is hit, the result will have subtype: :error_max_turns.
Max Budget
Set a dollar amount limit per session:
{:ok, session} = ClaudeCode.start_link(max_budget_usd: 0.50)
If the budget is exceeded, the result will have subtype: :error_max_budget_usd.
Combining Limits
{:ok, session} = ClaudeCode.start_link(
  max_turns: 10,
  max_budget_usd: 1.00,
  model: "sonnet"  # Choose a cost-effective model
)
Handling Edge Cases
Output Token Discrepancies
In rare cases, you might observe different output_tokens values for messages with the same ID. When this occurs:
	Use the highest value - The final message in a group typically contains the accurate total
	Verify against total cost - The total_cost_usd in the result message is authoritative
	Report inconsistencies - File issues at the Claude Code GitHub repository

Cache Token Tracking
When using prompt caching, track these token types separately:
# From result.usage
%{
  cache_creation_input_tokens: integer(),
  cache_read_input_tokens: integer(),
  cache_creation: %{
    ephemeral_5m_input_tokens: integer(),
    ephemeral_1h_input_tokens: integer()
  }
}
Best Practices
	Use Message IDs for Deduplication: Always track processed message IDs to avoid double-charging
	Monitor the Result Message: Use ClaudeCode.Stream.final_result/1 to get authoritative cumulative usage
	Implement Logging: Log all usage data for auditing and debugging
	Handle Failures Gracefully: Track partial usage even if a conversation fails
	Use Stream Processing: Process usage as messages arrive with Stream.each/2

Usage Fields Reference
Each usage map on ClaudeCode.Message.ResultMessage contains:
	Field	Description
	input_tokens	Base input tokens processed
	output_tokens	Tokens generated in the response
	cache_creation_input_tokens	Tokens used to create cache entries
	cache_read_input_tokens	Tokens read from cache
	service_tier	The service tier used (e.g., "standard")
	server_tool_use	Map with web_search_requests and web_fetch_requests counts
	cache_creation	Map with ephemeral_5m_input_tokens and ephemeral_1h_input_tokens

Each per-model usage entry in model_usage contains:
	Field	Description
	input_tokens	Input tokens for this model
	output_tokens	Output tokens for this model
	cache_creation_input_tokens	Cache creation tokens
	cache_read_input_tokens	Cache read tokens
	web_search_requests	Web search request count
	cost_usd	Cost in USD for this model
	context_window	Context window size
	max_output_tokens	Maximum output token limit

Aggregating Costs Across Queries
Track costs across multiple queries in a session:
{:ok, _} = CostTracker.start_link([])

for prompt <- ["Task 1", "Task 2", "Task 3"] do
  session
  |> ClaudeCode.stream(prompt)
  |> Stream.each(&CostTracker.process_message/1)
  |> Stream.run()
end

summary = CostTracker.summary()
IO.puts("Total session cost: $#{Float.round(summary.total_cost, 4)}")
Next Steps
	Stop Reasons - Understanding error subtypes
	Hosting - Production deployment
	Secure Deployment - Budget and safety controls
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    Testing Guide

ClaudeCode provides a test adapter that lets you mock Claude responses without making real API calls. This enables fast, deterministic tests for applications built on ClaudeCode.
Setup
1. Add Test Configuration
Configure the test adapter in your test environment:
# config/test.exs
config :claude_code, adapter: {ClaudeCode.Test, ClaudeCode}
2. Start the Ownership Server
Add ClaudeCode.Test to your test helper:
# test/test_helper.exs
ExUnit.start()
Supervisor.start_link([ClaudeCode.Test], strategy: :one_for_one)
3. Register Stubs in Tests
test "returns greeting" do
  ClaudeCode.Test.stub(ClaudeCode, fn _query, _opts ->
    [
      ClaudeCode.Test.text("Hello! How can I help?")
    ]
  end)

  {:ok, session} = ClaudeCode.start_link()
  result = session |> ClaudeCode.stream("Hi") |> ClaudeCode.Stream.final_text()
  assert result == "Hello! How can I help?"
end
Message Helpers
ClaudeCode.Test provides helpers to construct realistic Claude messages:
	Helper	Description
	text/2	Assistant message with text content
	tool_use/3	Assistant message with tool invocation
	tool_result/2	User message with tool execution result
	thinking/2	Assistant message with thinking block
	result/2	Final result message
	system/1	System initialization message

Text Messages
# Simple text response
ClaudeCode.Test.text("Hello world!")

# With options
ClaudeCode.Test.text("Done", stop_reason: :end_turn)
Tool Use
# Tool invocation
ClaudeCode.Test.tool_use("Read", %{file_path: "/tmp/file.txt"})

# With preceding text
ClaudeCode.Test.tool_use("Bash", %{command: "ls -la"}, text: "Let me check the directory...")
Tool Results
# Successful tool result (string)
ClaudeCode.Test.tool_result("file contents here")

# Structured data (maps are auto-encoded to JSON)
ClaudeCode.Test.tool_result(%{status: "success", files: ["a.ex", "b.ex"]})

# Failed tool result
ClaudeCode.Test.tool_result("Permission denied", is_error: true)
Thinking Blocks
# Extended thinking
ClaudeCode.Test.thinking("Let me analyze step by step...")

# Thinking followed by response
ClaudeCode.Test.thinking("First I need to...", text: "Here's my answer")
Result Messages
# Default success result
ClaudeCode.Test.result()

# Custom result
ClaudeCode.Test.result("Task completed successfully")

# Error result
ClaudeCode.Test.result("Rate limit exceeded", is_error: true)
Dynamic Stubs
Stubs can be functions that receive the query and options:
ClaudeCode.Test.stub(ClaudeCode, fn query, opts ->
  cond do
    String.contains?(query, "error") ->
      [ClaudeCode.Test.result("Something went wrong", is_error: true)]

    String.contains?(query, "file") ->
      [
        ClaudeCode.Test.tool_use("Read", %{file_path: "/tmp/test.txt"}),
        ClaudeCode.Test.tool_result(%{content: "file contents", size: 123}),
        ClaudeCode.Test.text("I read the file"),
        ClaudeCode.Test.result()
      ]

    true ->
      [ClaudeCode.Test.text("Default response")]
  end
end)
Testing Tool Sequences
Simulate multi-step tool interactions:
test "handles file read and edit sequence" do
  ClaudeCode.Test.stub(ClaudeCode, fn _query, _opts ->
    [
      ClaudeCode.Test.text("I'll read the file first"),
      ClaudeCode.Test.tool_use("Read", %{file_path: "lib/app.ex"}),
      ClaudeCode.Test.tool_result("defmodule App do\nend"),
      ClaudeCode.Test.text("Now I'll edit it"),
      ClaudeCode.Test.tool_use("Edit", %{
        file_path: "lib/app.ex",
        old_string: "defmodule App do",
        new_string: "defmodule MyApp do"
      }),
      ClaudeCode.Test.tool_result("File updated"),
      ClaudeCode.Test.text("Done! I renamed the module."),
      ClaudeCode.Test.result("Done! I renamed the module.")
    ]
  end)

  {:ok, session} = ClaudeCode.start_link()

  summary = session
  |> ClaudeCode.stream("Rename the module")
  |> ClaudeCode.Stream.collect()

  assert length(summary.tool_calls) == 2
  assert summary.result == "Done! I renamed the module."
end
Concurrent Tests
ClaudeCode.Test uses NimbleOwnership for process-based isolation. Each test process owns its stubs, allowing concurrent test execution with async: true:
defmodule MyAppTest do
  use ExUnit.Case, async: true

  test "concurrent test 1" do
    ClaudeCode.Test.stub(ClaudeCode, fn _, _ ->
      [ClaudeCode.Test.text("Response 1")]
    end)
    # ...
  end

  test "concurrent test 2" do
    ClaudeCode.Test.stub(ClaudeCode, fn _, _ ->
      [ClaudeCode.Test.text("Response 2")]
    end)
    # ...
  end
end
Allowing Spawned Processes
If your test spawns processes that need stub access:
test "spawned process can use stub" do
  ClaudeCode.Test.stub(ClaudeCode, fn _, _ ->
    [ClaudeCode.Test.text("Hello")]
  end)

  task = Task.async(fn ->
    {:ok, session} = ClaudeCode.start_link()
    ClaudeCode.stream(session, "hi") |> Enum.to_list()
  end)

  # Allow the task to access our stubs
  ClaudeCode.Test.allow(ClaudeCode, self(), task.pid)

  messages = Task.await(task)
  assert length(messages) > 0
end
Shared Mode
For complex scenarios where process ownership is difficult to track:
setup do
  ClaudeCode.Test.set_mode_to_shared()
  :ok
end
In shared mode, all processes can access stubs without explicit allowances.
Using Different Names
The name in {ClaudeCode.Test, name} can be any term. This is useful when you need different stub behaviors in the same test, or when building wrapper modules around ClaudeCode:
defmodule MyApp.AIAgentTest do
  use ExUnit.Case, async: true

  test "different agents have different behaviors" do
    # Stub different "personas" with different names
    ClaudeCode.Test.stub(MyApp.CodingAgent, fn _query, _opts ->
      [ClaudeCode.Test.text("Here's the code you requested...")]
    end)

    ClaudeCode.Test.stub(MyApp.ResearchAgent, fn _query, _opts ->
      [ClaudeCode.Test.text("Based on my research...")]
    end)

    # Start sessions with different adapters
    {:ok, coder} = ClaudeCode.start_link(adapter: {ClaudeCode.Test, MyApp.CodingAgent})
    {:ok, researcher} = ClaudeCode.start_link(adapter: {ClaudeCode.Test, MyApp.ResearchAgent})

    coding_result = coder |> ClaudeCode.stream("write code") |> ClaudeCode.Stream.final_text()
    research_result = researcher |> ClaudeCode.stream("research") |> ClaudeCode.Stream.final_text()

    assert coding_result =~ "code"
    assert research_result =~ "research"
  end
end
This pattern is inspired by Req.Test, where the name represents the semantic entity being mocked rather than an internal module.
Testing with Tool Callbacks
Test your tool callback handlers:
test "tool callback receives events" do
  events = []

  callback = fn event ->
    send(self(), {:tool_event, event})
    :ok
  end

  ClaudeCode.Test.stub(ClaudeCode, fn _, _ ->
    [
      ClaudeCode.Test.tool_use("Bash", %{command: "echo hi"}),
      ClaudeCode.Test.tool_result("hi"),
      ClaudeCode.Test.result()
    ]
  end)

  {:ok, session} = ClaudeCode.start_link(tool_callback: callback)
  session |> ClaudeCode.stream("run echo") |> Stream.run()

  assert_received {:tool_event, {:tool_start, _}}
  assert_received {:tool_event, {:tool_end, _, _}}
end
Auto-Generated Messages
ClaudeCode.Test automatically:
	Prepends a system message if none is provided
	Appends a result message if none is provided
	Links tool_use IDs to subsequent tool_result messages
	Unifies session IDs across all messages

This means minimal stubs work correctly:
# This minimal stub works - system and result are auto-added
ClaudeCode.Test.stub(ClaudeCode, fn _, _ ->
  [ClaudeCode.Test.text("Hello")]
end)
Common Patterns
Testing Error Handling
test "handles API errors gracefully" do
  ClaudeCode.Test.stub(ClaudeCode, fn _, _ ->
    [ClaudeCode.Test.result("Rate limit exceeded", is_error: true)]
  end)

  {:ok, session} = ClaudeCode.start_link()

  result = session
  |> ClaudeCode.stream("test")
  |> Enum.find(&match?(%ClaudeCode.Message.ResultMessage{}, &1))

  assert result.is_error == true
end
Testing Stream Processing
test "processes streaming text correctly" do
  ClaudeCode.Test.stub(ClaudeCode, fn _, _ ->
    [
      ClaudeCode.Test.text("Part 1"),
      ClaudeCode.Test.text("Part 2"),
      ClaudeCode.Test.text("Part 3")
    ]
  end)

  {:ok, session} = ClaudeCode.start_link()

  texts = session
  |> ClaudeCode.stream("test")
  |> ClaudeCode.Stream.text_content()
  |> Enum.to_list()

  assert texts == ["Part 1", "Part 2", "Part 3"]
end
Testing Multi-Turn Conversations
test "maintains context across turns" do
  counter = :counters.new(1, [])

  ClaudeCode.Test.stub(ClaudeCode, fn query, _opts ->
    :counters.add(counter, 1, 1)
    turn = :counters.get(counter, 1)

    [ClaudeCode.Test.text("Turn #{turn}: #{query}")]
  end)

  {:ok, session} = ClaudeCode.start_link()

  r1 = session |> ClaudeCode.stream("First") |> ClaudeCode.Stream.final_text()
  r2 = session |> ClaudeCode.stream("Second") |> ClaudeCode.Stream.final_text()

  assert r1 == "Turn 1: First"
  assert r2 == "Turn 2: Second"
end
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    Phoenix Integration

This guide covers integrating ClaudeCode with Phoenix applications, including LiveView real-time streaming and controller patterns.
Setup
Add ClaudeCode to your supervision tree:
# lib/my_app/application.ex
def start(_type, _args) do
  children = [
    MyAppWeb.Endpoint,
    {ClaudeCode.Supervisor, [
      [name: :assistant]
    ]}
  ]

  Supervisor.start_link(children, strategy: :one_for_one)
end
LiveView with Streaming (Recommended)
defmodule MyAppWeb.ChatLive do
  use MyAppWeb, :live_view

  def mount(_params, _session, socket) do
    {:ok, assign(socket, messages: [], response: "", streaming: false)}
  end

  def handle_event("send", %{"message" => message}, socket) do
    parent = self()

    Task.start(fn ->
      :assistant
      |> ClaudeCode.stream(message, include_partial_messages: true)
      |> ClaudeCode.Stream.text_deltas()
      |> Enum.each(fn chunk ->
        send(parent, {:chunk, chunk})
      end)

      send(parent, :complete)
    end)

    messages = socket.assigns.messages ++ [%{role: :user, content: message}]
    {:noreply, assign(socket, messages: messages, response: "", streaming: true)}
  end

  def handle_info({:chunk, chunk}, socket) do
    {:noreply, assign(socket, response: socket.assigns.response <> chunk)}
  end

  def handle_info(:complete, socket) do
    messages = socket.assigns.messages ++ [%{role: :assistant, content: socket.assigns.response}]
    {:noreply, assign(socket, messages: messages, response: "", streaming: false)}
  end

  def render(assigns) do
    ~H"""
    <div class="chat">
      <div class="messages">
        <%= for msg <- @messages do %>
          <div class={"message #{msg.role}"}><%= msg.content %></div>
        <% end %>
        <%= if @streaming do %>
          <div class="message assistant streaming"><%= @response %></div>
        <% end %>
      </div>

      <form phx-submit="send">
        <input type="text" name="message" disabled={@streaming} autocomplete="off" />
        <button type="submit" disabled={@streaming}>Send</button>
      </form>
    </div>
    """
  end
end
Controller Integration
For traditional request/response patterns:
defmodule MyAppWeb.ClaudeController do
  use MyAppWeb, :controller

  def ask(conn, %{"prompt" => prompt}) do
    try do
      response =
        :assistant
        |> ClaudeCode.stream(prompt)
        |> ClaudeCode.Stream.text_content()
        |> Enum.join()

      json(conn, %{response: response})
    catch
      error ->
        conn
        |> put_status(:service_unavailable)
        |> json(%{error: inspect(error)})
    end
  end
end
Streaming HTTP Response
For Server-Sent Events or chunked responses:
def stream(conn, %{"prompt" => prompt}) do
  conn = put_resp_header(conn, "content-type", "text/event-stream")
  conn = send_chunked(conn, 200)

  :assistant
  |> ClaudeCode.stream(prompt)
  |> ClaudeCode.Stream.text_content()
  |> Enum.reduce_while(conn, fn chunk, conn ->
    case chunk(conn, "data: #{chunk}\n\n") do
      {:ok, conn} -> {:cont, conn}
      {:error, :closed} -> {:halt, conn}
    end
  end)
end
PubSub Broadcasting
For multi-user applications where multiple clients see the same response:
defmodule MyApp.ClaudeStreamer do
  def stream_to_topic(prompt, topic) do
    Task.start(fn ->
      :assistant
      |> ClaudeCode.stream(prompt, include_partial_messages: true)
      |> ClaudeCode.Stream.text_deltas()
      |> Enum.each(fn chunk ->
        Phoenix.PubSub.broadcast(MyApp.PubSub, topic, {:claude_chunk, chunk})
      end)

      Phoenix.PubSub.broadcast(MyApp.PubSub, topic, :claude_complete)
    end)
  end
end

# In your LiveView
def mount(_params, _session, socket) do
  Phoenix.PubSub.subscribe(MyApp.PubSub, "chat:#{socket.assigns.room_id}")
  {:ok, socket}
end

def handle_info({:claude_chunk, chunk}, socket) do
  {:noreply, assign(socket, response: socket.assigns.response <> chunk)}
end

def handle_info(:claude_complete, socket) do
  {:noreply, assign(socket, streaming: false)}
end
Service Module Pattern
Wrap ClaudeCode in a service module for cleaner integration:
defmodule MyApp.Claude do
  @moduledoc "Service wrapper for Claude interactions"

  def ask(prompt, opts \\ []) do
    session = Keyword.get(opts, :session, :assistant)

    session
    |> ClaudeCode.stream(prompt)
    |> ClaudeCode.Stream.text_content()
    |> Enum.join()
  end

  def stream(prompt, opts \\ []) do
    session = Keyword.get(opts, :session, :assistant)
    include_partial = Keyword.get(opts, :partial, true)

    session
    |> ClaudeCode.stream(prompt, include_partial_messages: include_partial)
    |> ClaudeCode.Stream.text_deltas()
  end
end

# Usage in controller/LiveView
response = MyApp.Claude.ask("Hello!")
# => "Hello! How can I help you today?"
Error Handling
Graceful error handling in LiveView:
def handle_event("send", %{"message" => message}, socket) do
  parent = self()

  Task.start(fn ->
    try do
      :assistant
      |> ClaudeCode.stream(message)
      |> ClaudeCode.Stream.text_content()
      |> Enum.each(fn chunk -> send(parent, {:chunk, chunk}) end)

      send(parent, :complete)
    catch
      error -> send(parent, {:error, inspect(error)})
    end
  end)

  {:noreply, assign(socket, streaming: true)}
end

def handle_info({:error, message}, socket) do
  {:noreply,
   socket
   |> put_flash(:error, "Claude error: #{message}")
   |> assign(streaming: false)}
end
Next Steps
	Streaming Output - Detailed streaming patterns
	Hosting - Production setup
	Tool Callbacks - Monitor Claude's actions
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    Examples

Code patterns and recipes for common ClaudeCode use cases.
For specific topics, see the dedicated guides:
	Streaming Output - Real-time response streaming
	Sessions - Multi-turn conversations
	Phoenix - LiveView and controller integration
	MCP - Custom tools with Hermes MCP
	Tool Callbacks - Monitoring and auditing

CLI Applications
Interactive Code Assistant
defmodule CodeAssistant do
  def main(args) do
    case setup_session() do
      {:ok, session} ->
        run_loop(session, args)
        ClaudeCode.stop(session)

      {:error, reason} ->
        IO.puts("Failed to start: #{reason}")
        System.halt(1)
    end
  end

  defp setup_session do
    ClaudeCode.start_link(
      system_prompt: "You are an expert Elixir developer.",
      allowed_tools: ["View", "Edit", "Bash(git:*)"],
      timeout: 300_000
    )
  end

  defp run_loop(session, []) do
    IO.puts("Code Assistant Ready! (type 'quit' to exit)")
    interactive_loop(session)
  end

  defp run_loop(session, args) do
    prompt = Enum.join(args, " ")

    session
    |> ClaudeCode.stream(prompt)
    |> ClaudeCode.Stream.text_content()
    |> Enum.each(&IO.write/1)

    IO.puts("\n")
  end

  defp interactive_loop(session) do
    case IO.gets("> ") |> String.trim() do
      "quit" -> IO.puts("Goodbye!")
      "" -> interactive_loop(session)
      prompt ->
        session
        |> ClaudeCode.stream(prompt)
        |> ClaudeCode.Stream.text_content()
        |> Enum.each(&IO.write/1)

        IO.puts("\n")
        interactive_loop(session)
    end
  end
end
Batch Processing
File Analysis Pipeline
Analyze multiple files with concurrent processing:
defmodule FileAnalyzer do
  def analyze_directory(path, pattern \\ "**/*.ex") do
    files = Path.wildcard(Path.join(path, pattern))
    session_count = min(System.schedulers_online(), 4)
    sessions = start_sessions(session_count)

    try do
      files
      |> Task.async_stream(
           fn file -> analyze_file(sessions, file) end,
           max_concurrency: session_count,
           timeout: 300_000
         )
      |> Enum.map(fn {:ok, result} -> result end)
    after
      stop_sessions(sessions)
    end
  end

  defp start_sessions(count) do
    Enum.map(1..count, fn _ ->
      {:ok, session} = ClaudeCode.start_link(
        system_prompt: "Analyze Elixir code for quality and issues.",
        allowed_tools: ["View"],
        timeout: 180_000
      )
      session
    end)
  end

  defp stop_sessions(sessions) do
    Enum.each(sessions, &ClaudeCode.stop/1)
  end

  defp analyze_file(sessions, file_path) do
    session = Enum.at(sessions, :erlang.phash2(file_path, length(sessions)))

    try do
      analysis =
        session
        |> ClaudeCode.stream("Analyze: #{file_path}")
        |> ClaudeCode.Stream.text_content()
        |> Enum.join()

      %{file: file_path, analysis: analysis, analyzed_at: DateTime.utc_now()}
    catch
      error -> %{file: file_path, error: error, analyzed_at: DateTime.utc_now()}
    end
  end
end
Code Analysis Tools
Dependency Analyzer
defmodule DependencyAnalyzer do
  def analyze_mix_file(project_path \\ ".") do
    mix_file = Path.join(project_path, "mix.exs")
    lock_file = Path.join(project_path, "mix.lock")

    {:ok, session} = ClaudeCode.start_link(
      system_prompt: "You are an Elixir dependency expert.",
      allowed_tools: ["View"]
    )

    prompt = """
    Analyze the dependencies in #{mix_file} and #{lock_file}.
    Check for security vulnerabilities, outdated versions, and conflicts.
    """

    try do
      analysis =
        session
        |> ClaudeCode.stream(prompt)
        |> ClaudeCode.Stream.text_content()
        |> Enum.join()

      {:ok, analysis}
    after
      ClaudeCode.stop(session)
    end
  end
end
Test Generator
defmodule TestGenerator do
  def generate_tests_for_module(module_file) do
    {:ok, session} = ClaudeCode.start_link(
      system_prompt: """
      You are an Elixir testing expert.
      Generate comprehensive ExUnit tests including happy paths,
      edge cases, and error conditions.
      """,
      allowed_tools: ["View", "Edit"],
      timeout: 300_000
    )

    prompt = "Generate tests for: #{module_file}"

    result =
      session
      |> ClaudeCode.stream(prompt)
      |> ClaudeCode.Stream.text_content()
      |> Enum.join()

    ClaudeCode.stop(session)
    {:ok, result}
  end
end
Error Recovery
Retry with Backoff
defmodule ResilientQuery do
  def query_with_retry(session, prompt, opts \\ []) do
    max_retries = Keyword.get(opts, :max_retries, 3)
    base_delay = Keyword.get(opts, :base_delay_ms, 1000)

    do_query(session, prompt, opts, max_retries, base_delay, 0)
  end

  defp do_query(session, prompt, opts, max_retries, base_delay, attempt) do
    try do
      result =
        session
        |> ClaudeCode.stream(prompt, opts)
        |> ClaudeCode.Stream.text_content()
        |> Enum.join()

      {:ok, result}
    catch
      error when attempt < max_retries ->
        delay = base_delay * :math.pow(2, attempt)
        :timer.sleep(round(delay))
        do_query(session, prompt, opts, max_retries, base_delay, attempt + 1)

      error ->
        {:error, {error, attempts: attempt + 1}}
    end
  end
end
Circuit Breaker Pattern
defmodule ClaudeCircuitBreaker do
  use GenServer

  def start_link(opts) do
    GenServer.start_link(__MODULE__, opts, name: __MODULE__)
  end

  def query(prompt) do
    GenServer.call(__MODULE__, {:query, prompt}, 60_000)
  end

  def init(opts) do
    {:ok, session} = ClaudeCode.start_link(opts)
    {:ok, %{session: session, failures: 0, state: :closed}}
  end

  def handle_call({:query, _prompt}, _from, %{state: :open} = state) do
    {:reply, {:error, :circuit_open}, state}
  end

  def handle_call({:query, prompt}, _from, %{session: session} = state) do
    try do
      response =
        session
        |> ClaudeCode.stream(prompt)
        |> ClaudeCode.Stream.text_content()
        |> Enum.join()

      {:reply, {:ok, response}, %{state | failures: 0, state: :closed}}
    catch
      error ->
        new_failures = state.failures + 1
        new_state = if new_failures >= 3, do: :open, else: :closed

        if new_state == :open do
          Process.send_after(self(), :half_open, 30_000)
        end

        {:reply, {:error, error}, %{state | failures: new_failures, state: new_state}}
    end
  end

  def handle_info(:half_open, state) do
    {:noreply, %{state | state: :half_open, failures: 0}}
  end
end
Telemetry Integration
defmodule ClaudeMetrics do
  def stream_with_metrics(session, prompt, opts \\ []) do
    start_time = System.monotonic_time(:millisecond)

    try do
      result =
        session
        |> ClaudeCode.stream(prompt, opts)
        |> ClaudeCode.Stream.text_content()
        |> Enum.join()

      duration = System.monotonic_time(:millisecond) - start_time

      :telemetry.execute(
        [:claude_code, :query],
        %{duration_ms: duration},
        %{success: true}
      )

      {:ok, result}
    catch
      error ->
        duration = System.monotonic_time(:millisecond) - start_time

        :telemetry.execute(
          [:claude_code, :query],
          %{duration_ms: duration},
          %{success: false}
        )

        {:error, error}
    end
  end
end

# Attach handler
:telemetry.attach(
  "claude-logger",
  [:claude_code, :query],
  fn _event, %{duration_ms: duration}, %{success: success}, _config ->
    IO.puts("Query took #{duration}ms, success: #{success}")
  end,
  nil
)
Next Steps
	ClaudeCode.Options - All options and precedence rules
	Troubleshooting - Common issues
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    Troubleshooting

This guide helps you diagnose and resolve common issues with the ClaudeCode Elixir SDK.
Table of Contents
	Installation Issues
	Authentication Problems
	CLI Integration Issues
	Session Management
	Streaming Problems
	Performance Issues
	Error Reference

Installation Issues
ClaudeCode Package Not Found
Problem: mix deps.get fails to find the ClaudeCode package.
Solution:
# Make sure you're using the correct package name and version
def deps do
  [
    {:claude_code, "~> 0.19"}
  ]
end
If using a pre-release version:
def deps do
  [
    {:claude_code, github: "guess/claude_code", branch: "main"}
  ]
end
Compilation Errors
Problem: ClaudeCode fails to compile with dependency errors.
Common causes:
	Incompatible Elixir/OTP versions
	Missing required dependencies

Solution:
# Check your Elixir version (requires 1.18+)
elixir --version

# Clean and reinstall dependencies
mix deps.clean --all
mix deps.get
mix compile

Authentication Problems
Invalid API Key Error
Problem: Getting authentication errors when starting a session.
Error message:
{:error, {:claude_error, "Authentication failed"}}
Solutions:
	Check your API key:
echo $ANTHROPIC_API_KEY


	Verify the key format:
# Should start with 'sk-ant-'
export ANTHROPIC_API_KEY="sk-ant-your-key-here"


	Test with the Claude CLI directly:
claude --version
echo "Hello" | claude


	Use a different environment variable:
{:ok, session} = ClaudeCode.start_link(
  api_key: System.get_env("MY_CLAUDE_KEY")
)


API Key Not Found
Problem: Session fails to start with missing API key.
Error message:
{:error, "API key is required"}
Solutions:
	Set the environment variable:
export ANTHROPIC_API_KEY="your-key-here"


	Pass the key directly:
{:ok, session} = ClaudeCode.start_link(
  api_key: "your-key-here"  # Not recommended for production
)

	Use application config:
# config/config.exs
config :claude_code,
  api_key: System.get_env("ANTHROPIC_API_KEY")


CLI Integration Issues
Claude CLI Not Found
Problem: ClaudeCode can't find the Claude CLI binary.
Error message:
{:error, {:cli_not_found, "Claude CLI not found."}}
Solutions:
	Use the default bundled mode (auto-installs to priv/bin/):
mix claude_code.install

With the default cli_path: :bundled, the SDK auto-installs the CLI on first use.
If auto-install fails (e.g., no network), pre-install with the mix task.

	Use a global installation:
# Install the CLI system-wide
curl -fsSL https://claude.ai/install.sh | bash

# Then configure the SDK to use it
config :claude_code, cli_path: :global


	Use an explicit path:
config :claude_code, cli_path: "/path/to/claude"

	Check the resolved path:
mix claude_code.path



CLI Version Compatibility
Problem: ClaudeCode doesn't work with your Claude CLI version.
Solution:
# Check CLI version
claude --version

# Update to latest version
# Follow update instructions at claude.ai/code

Supported CLI versions: 0.8.0+
CLI Hangs or Times Out
Problem: CLI subprocess hangs or doesn't respond.
Common causes:
	CLI waiting for input
	Network connectivity issues
	CLI process stuck

Solutions:
	Check timeout settings:
{:ok, session} = ClaudeCode.start_link(
  api_key: "...",
  timeout: 300_000  # 5 minutes
)

	Test CLI directly:
echo "Hello" | claude --print


	Check network connectivity:
curl -I https://api.anthropic.com



Session Management
Session Dies Unexpectedly
Problem: Session GenServer crashes or stops responding.
Debugging steps:
	Check session status:
ClaudeCode.alive?(session)

	Use supervision (manual setup required):
# ClaudeCode doesn't provide built-in child_spec
# You need to create a wrapper or use a simple supervisor
defmodule MyApp.ClaudeSupervisor do
  use Supervisor

  def start_link(opts) do
    Supervisor.start_link(__MODULE__, opts, name: __MODULE__)
  end

  def init(opts) do
    children = [
      {ClaudeCode, [api_key: "...", name: :claude_session]}
    ]

    Supervisor.init(children, strategy: :one_for_one)
  end
end


Session State Corruption
Problem: Session maintains incorrect conversation context.
Solutions:
	Clear session state:
ClaudeCode.clear(session)

	Restart session:
ClaudeCode.stop(session)
{:ok, new_session} = ClaudeCode.start_link(opts)

	Use fresh sessions for unrelated queries:
# For isolated queries, use the one-off query/2
{:ok, result} = ClaudeCode.query(prompt)

# Or manually manage a session
{:ok, temp_session} = ClaudeCode.start_link()
temp_session |> ClaudeCode.stream(prompt) |> Stream.run()
ClaudeCode.stop(temp_session)


Streaming Problems
Stream Doesn't Start
Problem: Streaming query returns empty stream or never yields data.
Debugging:
	Test with one-off query first:
case ClaudeCode.query(prompt) do
  {:ok, response} -> IO.puts("One-off works: #{response}")
  error -> IO.puts("One-off error: #{inspect(error)}")
end

	Check stream consumption:
# Force stream evaluation
session
|> ClaudeCode.stream(prompt)
|> Enum.to_list()
|> IO.inspect()

	Use stream utilities:
session
|> ClaudeCode.stream(prompt)
|> ClaudeCode.Stream.text_content()
|> Enum.each(&IO.write/1)


Stream Hangs or Stalls
Problem: Stream starts but stops producing data.
Solutions:
	Add timeouts:
session
|> ClaudeCode.stream(prompt, timeout: 120_000)
|> Stream.take_while(fn _ -> true end)
|> Enum.to_list()

	Use stream debugging:
session
|> ClaudeCode.stream(prompt)
|> Stream.each(fn msg -> IO.inspect(msg, label: "Stream message") end)
|> ClaudeCode.Stream.text_content()
|> Enum.to_list()


Memory Issues with Large Streams
Problem: Streaming large responses causes memory issues.
Solutions:
	Process chunks immediately:
session
|> ClaudeCode.stream(prompt)
|> ClaudeCode.Stream.text_content()
|> Stream.each(&IO.write/1)  # Don't accumulate
|> Stream.run()

	Use collect for structured results:
# When you need the full response organized
summary = session
|> ClaudeCode.stream(prompt)
|> ClaudeCode.Stream.collect()

# Process the collected data
IO.puts(summary.result)


Performance Issues
Slow Query Response
Problem: Queries take too long to respond.
Optimization strategies:
	Use appropriate models:
# For simple tasks, use faster models
{:ok, session} = ClaudeCode.start_link(
  api_key: "...",
  model: "claude-3-haiku-20240307"  # Faster model
)

	Optimize prompts:
# Be specific and concise
prompt = "Briefly explain GenServers in 2 paragraphs."

	Use streaming for responsiveness:
# User sees response immediately
session
|> ClaudeCode.stream(prompt)
|> ClaudeCode.Stream.text_content()
|> Enum.each(&IO.write/1)


High Memory Usage
Problem: ClaudeCode uses too much memory.
Solutions:
	Limit concurrent sessions:
# Limit the number of concurrent sessions manually
# (No built-in session pooling - you need to implement this)
max_sessions = System.schedulers_online()
# Example: Use Task.async_stream with max_concurrency

	Clean up sessions:
# Always stop sessions when done
ClaudeCode.stop(session)

	Monitor memory usage:
:erlang.memory()


Connection Limits
Problem: Too many concurrent requests to Claude API.
Error message:
{:error, {:claude_error, "Rate limit exceeded"}}
Solutions:
	Implement backoff:
defp query_with_backoff(session, prompt, retries \\ 3) do
  try do
    result =
      session
      |> ClaudeCode.stream(prompt)
      |> ClaudeCode.Stream.text_content()
      |> Enum.join()
    {:ok, result}
  catch
    error when retries > 0 ->
      :timer.sleep(2000)  # Wait 2 seconds
      query_with_backoff(session, prompt, retries - 1)
    error -> {:error, error}
  end
end

	Use fewer concurrent sessions:
# Limit parallelism
Task.async_stream(tasks, &process_task/1, max_concurrency: 2)


Error Reference
Common Error Patterns
CLI Errors
{:error, {:cli_not_found, message}}     # Claude CLI not installed
{:error, {:cli_exit, exit_code}}        # CLI crashed or failed
{:error, {:port_closed, reason}}        # Communication failure
Authentication Errors
{:error, {:claude_error, "Invalid API key"}}
{:error, {:claude_error, "Authentication failed"}}
{:error, {:claude_error, "Rate limit exceeded"}}
Session Errors
{:error, :timeout}                      # Query timed out
{:error, :session_not_found}            # Session doesn't exist
{:error, {:invalid_options, details}}   # Bad configuration
Stream Errors
{:stream_error, reason}                 # Generic stream error
{:stream_timeout, request_ref}          # Stream timed out
{:stream_init_error, reason}            # Failed to start stream
Debugging Commands
Check System Status
# Check if Claude CLI is available
System.cmd("which", ["claude"])

# Test CLI directly
System.cmd("claude", ["--version"])

# Check environment
System.get_env("ANTHROPIC_API_KEY")

# Test network connectivity
System.cmd("curl", ["-I", "https://api.anthropic.com"])
Enable Debug Logging
# Add to config/config.exs
config :logger, :console,
  level: :debug,
  format: "$time $metadata[$level] $message\n"

# Or in IEx
Logger.configure(level: :debug)
Monitor Resource Usage
# Memory usage
:erlang.memory()

# Process info
Process.info(session_pid)

# System info
:erlang.system_info(:process_count)
Getting Help
If you're still having issues:
	Check the logs - Enable debug logging to see what's happening
	Test components individually - CLI, network, authentication
	Create a minimal reproduction - Isolate the problem
	Check GitHub issues - Someone might have seen this before
	Open an issue - Include logs, environment details, and reproduction steps

Minimal Reproduction Template
# Paste this into IEx to reproduce the issue
alias ClaudeCode

# Your environment
IO.puts("Elixir: #{System.version()}")
IO.puts("OTP: #{System.otp_release()}")

case System.cmd("claude", ["--version"]) do
  {output, 0} -> IO.puts("Claude CLI: #{String.trim(output)}")
  {error, code} -> IO.puts("Claude CLI error: #{error} (exit: #{code})")
end

# Your code that demonstrates the problem
{:ok, session} = ClaudeCode.start_link(
  api_key: System.get_env("ANTHROPIC_API_KEY")
)

# The failing operation
result =
  session
  |> ClaudeCode.stream("Hello")
  |> Enum.to_list()

IO.inspect(result, label: "Result")

ClaudeCode.stop(session)
Include this output when reporting issues for faster resolution.
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ClaudeCode.Agent 
    



      
Struct and builder for custom subagent configurations.
Provides a structured alternative to raw maps when configuring the :agents
option for sessions and queries.
Examples
# Build agents with the struct builder
reviewer = ClaudeCode.Agent.new(
  name: "code-reviewer",
  description: "Expert code reviewer",
  prompt: "You review code for quality and best practices.",
  tools: ["View", "Grep", "Glob"],
  model: "sonnet"
)

planner = ClaudeCode.Agent.new(
  name: "architect",
  description: "Software architect",
  prompt: "You design system architectures."
)

{:ok, session} = ClaudeCode.start_link(agents: [reviewer, planner])

# Raw maps still work too
{:ok, session} = ClaudeCode.start_link(agents: %{
  "code-reviewer" => %{"description" => "Expert code reviewer", ...}
})
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    Functions
  


    
      
        new(opts)

      


        Creates a new Agent struct.



    


    
      
        to_agents_map(agents)

      


        Converts a list of Agent structs to the map format expected by the CLI.
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          @type t() :: %ClaudeCode.Agent{
  description: String.t() | nil,
  model: String.t() | nil,
  name: String.t(),
  prompt: String.t() | nil,
  tools: [String.t()] | nil
}
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          @spec new(keyword()) :: t()


      


Creates a new Agent struct.
Options
	:name - (required) Agent name used as the identifier
	:description - What the agent does (shown to Claude for dispatch)
	:prompt - System prompt for the agent
	:model - Model to use (e.g. "sonnet", "haiku", "opus")
	:tools - List of tool names the agent can access

Examples
iex> ClaudeCode.Agent.new(name: "reviewer", prompt: "Review code.")
%ClaudeCode.Agent{name: "reviewer", prompt: "Review code.", description: nil, model: nil, tools: nil}

iex> ClaudeCode.Agent.new(name: "planner", description: "Plans work", prompt: "You plan.", model: "haiku", tools: ["View"])
%ClaudeCode.Agent{name: "planner", description: "Plans work", prompt: "You plan.", model: "haiku", tools: ["View"]}

  



  
    
      
    
    
      to_agents_map(agents)



        
          
        

    

  


  

      

          @spec to_agents_map([t()]) :: %{
  required(String.t()) => %{required(String.t()) => any()}
}


      


Converts a list of Agent structs to the map format expected by the CLI.
Returns %{name => %{"description" => ..., "prompt" => ..., ...}}.
Examples
iex> agents = [ClaudeCode.Agent.new(name: "reviewer", prompt: "Review code.", model: "haiku")]
iex> ClaudeCode.Agent.to_agents_map(agents)
%{"reviewer" => %{"prompt" => "Review code.", "model" => "haiku"}}
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Behaviour for hook callbacks.
Implement this behaviour in a module, or pass an anonymous function
with the same call/2 signature. Used by both :can_use_tool and
:hooks options.
Return types by event
The return type depends on which event the hook is registered for:
can_use_tool / PreToolUse (permission decisions)
:allow
{:allow, updated_input}
{:allow, updated_input, permissions: [permission_update]}
{:deny, reason}
{:deny, reason, interrupt: true}
PostToolUse / PostToolUseFailure (observation only)
:ok
UserPromptSubmit
:ok
{:reject, reason}
Stop / SubagentStop
:ok
{:continue, reason}
PreCompact
:ok
{:instructions, custom_instructions}
Notification / SubagentStart (observation only)
:ok
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    Functions
  


    
      
        invoke(hook, input, tool_use_id)

      


        Invokes a hook callback (module or function) with error protection.



    





      


      
        Callbacks

        


  
    
      
    
    
      call(input, tool_use_id)



        
          
        

    

  


  

      

          @callback call(input :: map(), tool_use_id :: String.t() | nil) :: term()


      



  


        

      

      
        Functions
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          @spec invoke(module() | function(), map(), String.t() | nil) :: term()


      


Invokes a hook callback (module or function) with error protection.
Returns the callback's result, or {:error, reason} if it raises.
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Macro for generating Hermes MCP tool modules from a concise DSL.
Each tool block becomes a nested module that implements
Hermes.Server.Component with type :tool. The generated modules
have proper schema definitions, execute wrappers, and metadata.
Usage
defmodule MyApp.Tools do
  use ClaudeCode.Tool.Server, name: "my-tools"

  tool :add, "Add two numbers" do
    field :x, :integer, required: true
    field :y, :integer, required: true

    def execute(%{x: x, y: y}) do
      {:ok, "#{x + y}"}
    end
  end

  tool :get_time, "Get current UTC time" do
    def execute(_params) do
      {:ok, DateTime.utc_now() |> to_string()}
    end
  end
end
Generated Module Structure
Each tool block generates a nested module (e.g., MyApp.Tools.Add) that:
	Uses Hermes.Server.Component, type: :tool
	Has __tool_name__/0 returning the string tool name
	Has a schema block with the user's field declarations
	Has __description__/0 returning the tool description (via @moduledoc)
	Has execute/2 implementing the Hermes tool callback
	Wraps user return values into proper Hermes responses

Return Value Wrapping
The user's execute function can return:
	{:ok, binary} - wrapped into a text response
	{:ok, map | list} - wrapped into a JSON response

	{:ok, other} - converted to string and wrapped into text response
	{:error, message} - wrapped into an MCP execution error
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        sdk_server?(module)

      


        Checks if the given module was defined using ClaudeCode.Tool.Server.



    


    
      
        tool(name, description, list)

      


        Defines a tool within a ClaudeCode.Tool.Server module.
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          @spec sdk_server?(module()) :: boolean()


      


Checks if the given module was defined using ClaudeCode.Tool.Server.
Returns true if the module exports __tool_server__/0, false otherwise.

  



  
    
      
    
    
      tool(name, description, list)
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Defines a tool within a ClaudeCode.Tool.Server module.
Parameters
	name - atom name for the tool (e.g., :add)
	description - string description of what the tool does
	block - the tool body containing optional field declarations and a def execute function

Examples
tool :add, "Add two numbers" do
  field :x, :integer, required: true
  field :y, :integer, required: true

  def execute(%{x: x, y: y}) do
    {:ok, "#{x + y}"}
  end
end
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Elixir SDK for Claude Code CLI.
This module provides the main interface for interacting with Claude Code
through the command-line interface. It manages sessions as GenServer processes
that maintain persistent CLI subprocesses for efficient bidirectional communication.
API Overview
	Function	Purpose
	start_link/1	Start a session (with optional resume: id)
	stop/1	Stop a session
	stream/3	Send prompt to session, get message stream
	query/2	One-off query (auto start/stop)
	health/1	Check adapter health status

Quick Start
# Multi-turn conversation (primary API)
{:ok, session} = ClaudeCode.start_link(api_key: "sk-ant-...")

ClaudeCode.stream(session, "What is 5 + 3?")
|> Enum.each(&IO.inspect/1)

ClaudeCode.stream(session, "Multiply that by 2")
|> Enum.each(&IO.inspect/1)

ClaudeCode.stop(session)

# One-off query (convenience)
{:ok, result} = ClaudeCode.query("What is 2 + 2?", api_key: "sk-ant-...")
IO.puts(result)
Session Lifecycle
Sessions automatically connect to the Claude CLI on startup and disconnect on stop.
The persistent connection enables:
	Efficient multi-turn conversations without CLI restart overhead
	Automatic session continuity via session IDs
	Real-time streaming of responses

Supervision for Production
For production applications, use the supervisor for fault tolerance and
automatic restart capabilities:
# In your application supervision tree
children = [
  {ClaudeCode.Supervisor, [
    [name: :code_reviewer, api_key: api_key, system_prompt: "You review Elixir code"],
    [name: :test_writer, api_key: api_key, system_prompt: "You write ExUnit tests"]
  ]}
]

Supervisor.start_link(children, strategy: :one_for_one)

# Access supervised sessions from anywhere
:code_reviewer
|> ClaudeCode.stream("Review this function")
|> ClaudeCode.Stream.text_content()
|> Enum.join()
Resume Previous Conversations
# Get session ID from a previous interaction
session_id = ClaudeCode.get_session_id(session)

# Later: resume the conversation
{:ok, new_session} = ClaudeCode.start_link(
  api_key: "sk-ant-...",
  resume: session_id
)

ClaudeCode.stream(new_session, "Continue where we left off")
|> Enum.each(&IO.inspect/1)

# Or fork to create a branch with a new session ID
{:ok, forked} = ClaudeCode.start_link(
  resume: session_id,
  fork_session: true
)
See ClaudeCode.Supervisor for advanced supervision patterns.
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    Functions
  


    
      
        alive?(session)

      


        Checks if a session is alive.



    


    
      
        clear(session)

      


        Clears the current session ID to start a fresh conversation.



    


    
      
        conversation(session_or_id, opts \\ [])

      


        Reads conversation history from a session's JSONL file.



    


    
      
        get_mcp_status(session)

      


        Queries MCP server connection status.



    


    
      
        get_server_info(session)

      


        Gets server initialization info cached from the control handshake.



    


    
      
        get_session_id(session)

      


        Gets the current session ID for conversation continuity.



    


    
      
        health(session)

      


        Returns the health status of the session's adapter.



    


    
      
        interrupt(session)

      


        Interrupts the current generation.



    


    
      
        query(prompt, opts \\ [])

      


        Sends a one-off query to Claude and returns the result.



    


    
      
        rewind_files(session, user_message_id)

      


        Rewinds tracked files to the state at a specific user message checkpoint.



    


    
      
        set_model(session, model)

      


        Changes the model mid-conversation.



    


    
      
        set_permission_mode(session, mode)

      


        Changes the permission mode mid-conversation.



    


    
      
        start_link(opts \\ [])

      


        Starts a new Claude Code session.



    


    
      
        stop(session)

      


        Stops a Claude Code session.



    


    
      
        stream(session, prompt, opts \\ [])

      


        Sends a query to a session and returns a stream of messages.



    


    
      
        version()

      


        Returns the SDK version string.



    





      


      
        Types

        


  
    
      
    
    
      message_stream()



        
          
        

    

  


  

      

          @type message_stream() :: Enumerable.t(ClaudeCode.Message.t())


      



  



  
    
      
    
    
      query_response()



        
          
        

    

  


  

      

          @type query_response() ::
  {:ok, ClaudeCode.Message.ResultMessage.t()}
  | {:error, ClaudeCode.Message.ResultMessage.t() | term()}


      



  



  
    
      
    
    
      session()



        
          
        

    

  


  

      

          @type session() :: pid() | atom() | {:via, module(), any()}


      



  


        

      

      
        Functions

        


  
    
      
    
    
      alive?(session)



        
          
        

    

  


  

      

          @spec alive?(session()) :: boolean()


      


Checks if a session is alive.
Examples
true = ClaudeCode.alive?(session)

  



  
    
      
    
    
      clear(session)



        
          
        

    

  


  

      

          @spec clear(session()) :: :ok


      


Clears the current session ID to start a fresh conversation.
This will cause the next query to start a new conversation context
rather than continuing the existing one. Useful when you want to
reset the conversation history.
Examples
:ok = ClaudeCode.clear(session)

# Next stream will start fresh
ClaudeCode.stream(session, "Hello!")
|> Enum.each(&IO.inspect/1)

  



    

  
    
      
    
    
      conversation(session_or_id, opts \\ [])



        
          
        

    

  


  

      

          @spec conversation(
  session() | String.t(),
  keyword()
) ::
  {:ok,
   [
     ClaudeCode.Message.AssistantMessage.t()
     | ClaudeCode.Message.UserMessage.t()
   ]}
  | {:error, term()}


      


Reads conversation history from a session's JSONL file.
Accepts either a session ID string or a running session reference.
Returns user and assistant messages parsed into SDK message structs.
Options
	:project_path - Specific project path to search in (optional)
	:claude_dir - Override the Claude directory (default: ~/.claude)

Examples
# Read conversation history by session ID
{:ok, messages} = ClaudeCode.conversation("abc123-def456")

# Or from a running session
{:ok, session} = ClaudeCode.start_link()
ClaudeCode.query(session, "Hello!")
{:ok, messages} = ClaudeCode.conversation(session)

Enum.each(messages, fn
  %ClaudeCode.Message.UserMessage{message: %{content: content}} ->
    IO.puts("User: #{inspect(content)}")
  %ClaudeCode.Message.AssistantMessage{message: %{content: blocks}} ->
    text = Enum.map_join(blocks, "", fn
      %ClaudeCode.Content.TextBlock{text: t} -> t
      _ -> ""
    end)
    IO.puts("Assistant: #{text}")
end)
See ClaudeCode.History for more options.

  



  
    
      
    
    
      get_mcp_status(session)



        
          
        

    

  


  

      

          @spec get_mcp_status(session()) :: {:ok, map()} | {:error, term()}


      


Queries MCP server connection status.
Examples
{:ok, %{"servers" => servers}} = ClaudeCode.get_mcp_status(session)

  



  
    
      
    
    
      get_server_info(session)



        
          
        

    

  


  

      

          @spec get_server_info(session()) :: {:ok, map() | nil} | {:error, term()}


      


Gets server initialization info cached from the control handshake.
Examples
{:ok, info} = ClaudeCode.get_server_info(session)

  



  
    
      
    
    
      get_session_id(session)



        
          
        

    

  


  

      

          @spec get_session_id(session()) :: String.t() | nil


      


Gets the current session ID for conversation continuity.
Returns the session ID that Claude CLI is using to maintain conversation
context. This ID is automatically captured from CLI responses and used
for subsequent queries to continue the conversation.
You can use this session ID with the :resume option when starting a
new session to continue the conversation later, or with :fork_session
to create a branch.
Examples
session_id = ClaudeCode.get_session_id(session)
# => "abc123-session-id"

# For a new session with no queries yet
nil = ClaudeCode.get_session_id(session)

# Resume later
{:ok, new_session} = ClaudeCode.start_link(resume: session_id)

# Or fork the conversation
{:ok, forked} = ClaudeCode.start_link(resume: session_id, fork_session: true)

  



  
    
      
    
    
      health(session)



        
          
        

    

  


  

      

          @spec health(session()) :: ClaudeCode.Adapter.health()


      


Returns the health status of the session's adapter.
Examples
:healthy = ClaudeCode.health(session)
{:unhealthy, :port_dead} = ClaudeCode.health(session)

  



  
    
      
    
    
      interrupt(session)



        
          
        

    

  


  

      

          @spec interrupt(session()) :: :ok | {:error, term()}


      


Interrupts the current generation.
Sends an interrupt signal to the CLI to stop the current generation.
This is a fire-and-forget operation — the CLI will stop generating
and emit a result message.
Examples
:ok = ClaudeCode.interrupt(session)

  



    

  
    
      
    
    
      query(prompt, opts \\ [])



        
          
        

    

  


  

      

          @spec query(
  String.t(),
  keyword()
) :: query_response()


      


Sends a one-off query to Claude and returns the result.
This is a convenience function that automatically manages a temporary session.
For multi-turn conversations, use start_link/1 and stream/3 instead.
Options
See ClaudeCode.Options.session_schema/0 for all available options.
Examples
# Simple one-off query
{:ok, result} = ClaudeCode.query("What is 2 + 2?", api_key: "sk-ant-...")
IO.puts(result)  # Result implements String.Chars
# => "4"

# With options
{:ok, result} = ClaudeCode.query("Complex query",
  api_key: "sk-ant-...",
  model: "opus",
  system_prompt: "Focus on performance optimization"
)

# Handle errors
case ClaudeCode.query("Do something risky", api_key: "sk-ant-...") do
  {:ok, result} -> IO.puts(result.result)
  {:error, %ClaudeCode.Message.ResultMessage{is_error: true} = result} ->
    IO.puts("Claude error: #{result.result}")
  {:error, reason} -> IO.puts("Error: #{inspect(reason)}")
end

  



  
    
      
    
    
      rewind_files(session, user_message_id)



        
          
        

    

  


  

      

          @spec rewind_files(session(), String.t()) :: {:ok, map()} | {:error, term()}


      


Rewinds tracked files to the state at a specific user message checkpoint.
Examples
{:ok, _} = ClaudeCode.rewind_files(session, "user-msg-uuid-123")

  



  
    
      
    
    
      set_model(session, model)



        
          
        

    

  


  

      

          @spec set_model(session(), String.t()) :: {:ok, map()} | {:error, term()}


      


Changes the model mid-conversation.
Examples
{:ok, _} = ClaudeCode.set_model(session, "claude-sonnet-4-5-20250929")

  



  
    
      
    
    
      set_permission_mode(session, mode)



        
          
        

    

  


  

      

          @spec set_permission_mode(session(), atom()) :: {:ok, map()} | {:error, term()}


      


Changes the permission mode mid-conversation.
Examples
{:ok, _} = ClaudeCode.set_permission_mode(session, :bypass_permissions)

  



    

  
    
      
    
    
      start_link(opts \\ [])



        
          
        

    

  


  

      

          @spec start_link(keyword()) :: GenServer.on_start()


      


Starts a new Claude Code session.
The session automatically connects to a persistent CLI subprocess on startup.
This enables efficient multi-turn conversations without CLI restart overhead.
Options
For complete option documentation including types, validation rules, and examples,
see ClaudeCode.Options.session_schema/0 and the ClaudeCode.Options module.
Key options:
	:api_key - Anthropic API key (or set ANTHROPIC_API_KEY env var)
	:resume - Session ID to resume a previous conversation
	:model - Claude model to use
	:system_prompt - Custom system prompt

Examples
# Start a basic session
{:ok, session} = ClaudeCode.start_link(api_key: "sk-ant-...")

# Start with application config (if api_key is configured)
{:ok, session} = ClaudeCode.start_link()

# Resume a previous conversation
{:ok, session} = ClaudeCode.start_link(
  api_key: "sk-ant-...",
  resume: "previous-session-id"
)

# Start with custom options
{:ok, session} = ClaudeCode.start_link(
  api_key: "sk-ant-...",
  model: "opus",
  system_prompt: "You are an Elixir expert",
  allowed_tools: ["View", "Edit", "Bash(git:*)"],
  add_dir: ["/tmp", "/var/log"],
  max_turns: 20,
  timeout: 180_000,
  name: :my_session
)

  



  
    
      
    
    
      stop(session)



        
          
        

    

  


  

      

          @spec stop(session()) :: :ok


      


Stops a Claude Code session.
This closes the CLI subprocess and cleans up resources.
Examples
:ok = ClaudeCode.stop(session)

  



    

  
    
      
    
    
      stream(session, prompt, opts \\ [])



        
          
        

    

  


  

      

          @spec stream(session(), String.t(), keyword()) :: message_stream()


      


Sends a query to a session and returns a stream of messages.
This is the primary API for interacting with Claude. The stream emits messages
as they arrive and automatically completes when Claude finishes responding.
Options
Query-level options override session-level options. See ClaudeCode.Options.query_schema/0
for all available query options.
Examples
# Stream all messages
session
|> ClaudeCode.stream("Write a hello world program")
|> Enum.each(&IO.inspect/1)

# Stream with option overrides
session
|> ClaudeCode.stream("Explain quantum computing",
     system_prompt: "Focus on practical applications",
     allowed_tools: ["View"])
|> ClaudeCode.Stream.text_content()
|> Enum.each(&IO.write/1)

# Collect all text content
text =
  session
  |> ClaudeCode.stream("Tell me a story")
  |> ClaudeCode.Stream.text_content()
  |> Enum.join()

# Multi-turn conversation
{:ok, session} = ClaudeCode.start_link(api_key: "sk-ant-...")

ClaudeCode.stream(session, "What is 5 + 3?")
|> Enum.each(&IO.inspect/1)

ClaudeCode.stream(session, "Multiply that by 2")
|> Enum.each(&IO.inspect/1)

  



  
    
      
    
    
      version()



        
          
        

    

  


  

      

          @spec version() :: String.t()


      


Returns the SDK version string.
Used internally for environment variables passed to the CLI subprocess.
Examples
iex> ClaudeCode.version()
"0.19.0"
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ClaudeCode.Session 
    



      
GenServer that manages Claude Code sessions.
Each session maintains a connection to Claude (via an adapter) and handles
request queuing, subscriber management, and session continuity.
The session uses adapters for communication:
	ClaudeCode.Adapter.Local (default) - Manages a CLI subprocess via Port
	ClaudeCode.Adapter.Test - Delivers mock messages for testing


      


      
        Summary


  
    Functions
  


    
      
        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        start_link(opts)

      


        Starts a new session GenServer.



    





      


      
        Functions

        


  
    
      
    
    
      child_spec(init_arg)



        
          
        

    

  


  

Returns a specification to start this module under a supervisor.
See Supervisor.

  



  
    
      
    
    
      start_link(opts)



        
          
        

    

  


  

Starts a new session GenServer.
The session eagerly starts the adapter process during init.
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Supervisor for managing multiple ClaudeCode sessions.
This supervisor allows you to start and manage multiple named Claude sessions
in your application's supervision tree, providing fault tolerance and automatic
restart capabilities.
Examples
Basic usage with predefined sessions
children = [
  {ClaudeCode.Supervisor, [
    [name: :code_reviewer, api_key: api_key, system_prompt: "You are an expert code reviewer"],
    [name: :test_writer, api_key: api_key, system_prompt: "You write comprehensive tests"]
  ]}
]

Supervisor.start_link(children, strategy: :one_for_one)
Using global names for distributed access
children = [
  {ClaudeCode.Supervisor, [
    [name: {:global, :main_assistant}, api_key: api_key],
    [name: {:via, Registry, {MyApp.Registry, :helper}}, api_key: api_key]
  ]}
]
Dynamic session management
# Start the supervisor without initial sessions
{:ok, supervisor} = ClaudeCode.Supervisor.start_link([])

# Add sessions dynamically
ClaudeCode.Supervisor.start_session(supervisor, [
  name: :dynamic_session,
  api_key: api_key,
  system_prompt: "Dynamic helper"
])

# Remove sessions when no longer needed
ClaudeCode.Supervisor.terminate_session(supervisor, :dynamic_session)
Session Access
Once supervised, sessions can be accessed by name from anywhere in your application:
# Query a supervised session
{:ok, response} = ClaudeCode.query(:code_reviewer, "Review this function")

# Stream from a supervised session
:test_writer
|> ClaudeCode.query_stream("Write tests for UserController")
|> Stream.each(&IO.inspect/1)
|> Stream.run()
Fault Tolerance
If a session crashes, the supervisor will automatically restart it:
	Session state is lost but the process name is preserved
	Conversation history is cleared on restart
	Other sessions continue running unaffected

Configuration
Sessions inherit application configuration and can override specific options:
# config/config.exs
config :claude_code,
  model: "opus",
  timeout: 300_000

# Supervisor sessions automatically use app config
{ClaudeCode.Supervisor, [
  [name: :assistant, api_key: api_key],  # Uses app config defaults
  [name: :writer, api_key: api_key, model: "sonnet"]  # Overrides model
]}

      


      
        Summary


  
    Functions
  


    
      
        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        count_sessions(supervisor)

      


        Gets the count of sessions managed by the supervisor.



    


    
      
        list_sessions(supervisor)

      


        Lists all sessions currently managed by the supervisor.



    


    
      
        restart_session(supervisor, session_id)

      


        Restarts a specific session.



    


    
      
        start_link(sessions, opts \\ [])

      


        Starts the ClaudeCode supervisor.



    


    
      
        start_session(supervisor, session_config, opts \\ [])

      


        Dynamically starts a new session under the supervisor.



    


    
      
        terminate_session(supervisor, session_id)

      


        Terminates a session managed by the supervisor.



    





      


      
        Functions

        


  
    
      
    
    
      child_spec(init_arg)



        
          
        

    

  


  

Returns a specification to start this module under a supervisor.
See Supervisor.

  



  
    
      
    
    
      count_sessions(supervisor)



        
          
        

    

  


  

Gets the count of sessions managed by the supervisor.
Examples
count = ClaudeCode.Supervisor.count_sessions(supervisor)
#=> 3

  



  
    
      
    
    
      list_sessions(supervisor)



        
          
        

    

  


  

Lists all sessions currently managed by the supervisor.
Returns a list of {child_id, child_pid, type, modules} tuples.
Examples
sessions = ClaudeCode.Supervisor.list_sessions(supervisor)
#=> [{:assistant, #PID<0.123.0>, :worker, [ClaudeCode.Session]}]

  



  
    
      
    
    
      restart_session(supervisor, session_id)



        
          
        

    

  


  

Restarts a specific session.
This will terminate the current session process and start a new one with the same configuration.
Note that conversation history will be lost.
Examples
:ok = ClaudeCode.Supervisor.restart_session(supervisor, :assistant)

  



    

  
    
      
    
    
      start_link(sessions, opts \\ [])



        
          
        

    

  


  

Starts the ClaudeCode supervisor.
Arguments
	sessions - List of session configurations. Each session config is a keyword list
of options passed to ClaudeCode.Session.start_link/1.

Options
	:name - Name for the supervisor process (optional)
	:strategy - Supervision strategy (defaults to :one_for_one)
	:max_restarts - Maximum restarts allowed (defaults to 3)
	:max_seconds - Time window for max restarts (defaults to 5)

Examples
# Start with predefined sessions
{:ok, sup} = ClaudeCode.Supervisor.start_link([
  [name: :assistant, api_key: "sk-ant-..."],
  [name: :reviewer, api_key: "sk-ant-...", system_prompt: "Review code"]
])

# Start empty supervisor for dynamic management
{:ok, sup} = ClaudeCode.Supervisor.start_link([])

# Start with custom supervisor options
{:ok, sup} = ClaudeCode.Supervisor.start_link(
  [
    [name: :assistant, api_key: "sk-ant-..."]
  ],
  name: MyApp.ClaudeSupervisor,
  max_restarts: 5,
  max_seconds: 10
)

  



    

  
    
      
    
    
      start_session(supervisor, session_config, opts \\ [])



        
          
        

    

  


  

Dynamically starts a new session under the supervisor.
Arguments
	supervisor - PID or name of the ClaudeCode.Supervisor
	session_config - Keyword list of session options

Examples
ClaudeCode.Supervisor.start_session(supervisor, [
  name: :new_assistant,
  api_key: api_key,
  system_prompt: "You are helpful"
])

# With custom child ID
ClaudeCode.Supervisor.start_session(supervisor, [
  name: :temp_session,
  api_key: api_key
], id: :my_temp_session)

  



  
    
      
    
    
      terminate_session(supervisor, session_id)



        
          
        

    

  


  

Terminates a session managed by the supervisor.
Arguments
	supervisor - PID or name of the ClaudeCode.Supervisor  
	session_id - Child ID or session name

Examples
ClaudeCode.Supervisor.terminate_session(supervisor, :old_session)
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Option validation, CLI flag conversion, and configuration guide.
This module is the single source of truth for all ClaudeCode options.
It provides validation for session and query options using NimbleOptions,
converts Elixir options to CLI flags, and manages option precedence.
Option Precedence
Options are resolved in this order (highest to lowest priority):
	Query-level options — passed to query/3 or stream/3

	Session-level options — passed to start_link/1

	Application config — set in config/config.exs

	Default values — built-in defaults
 # Application config (lowest priority)
 config :claude_code, timeout: 300_000
 # Session-level overrides app config
 {:ok, session} = ClaudeCode.start_link(timeout: 120_000)
 # Query-level overrides session
 ClaudeCode.stream(session, "Hello", timeout: 60_000)


Session Options
All options for ClaudeCode.start_link/1:
Authentication
	Option	Type	Default	Description
	api_key	string	ANTHROPIC_API_KEY env	Anthropic API key
	name	atom	-	Register session with a name

Model Configuration
	Option	Type	Default	Description
	model	string	"sonnet"	Claude model to use
	fallback_model	string	-	Fallback if primary model fails
	system_prompt	string	-	Override system prompt
	append_system_prompt	string	-	Append to default system prompt
	max_turns	integer	-	Limit conversation turns
	max_budget_usd	number	-	Maximum dollar amount to spend on API calls
	agent	string	-	Agent name for the session
	betas	list	-	Beta headers for API requests
	max_thinking_tokens	integer	-	Maximum tokens for thinking blocks

Timeouts
	Option	Type	Default	Description
	timeout	integer	300_000	Query timeout in milliseconds

Tool Control
	Option	Type	Default	Description
	tools	atom/list	-	Available tools: :default, [], or list of names
	allowed_tools	list	-	Tools Claude can use
	disallowed_tools	list	-	Tools Claude cannot use
	add_dir	list	-	Additional accessible directories
	permission_mode	atom	:default	Permission handling mode

Advanced
	Option	Type	Default	Description
	adapter	tuple	CLI adapter	Backend adapter as {Module, config} tuple
	resume	string	-	Session ID to resume
	fork_session	boolean	false	Create new session ID when resuming
	continue	boolean	false	Continue most recent conversation in current directory
	mcp_config	string	-	Path to MCP config file
	strict_mcp_config	boolean	false	Only use MCP servers from explicit config
	agents	list/map	-	Custom agent configurations (list of Agent structs or map)
	settings	map/string	-	Team settings
	setting_sources	list	-	Setting source priority
	tool_callback	function	-	Called after tool executions
	include_partial_messages	boolean	false	Enable character-level streaming
	output_format	map	-	Structured output format (see Structured Outputs section)
	plugins	list	-	Plugin configurations to load (paths or maps with type: :local)

Query Options
Options that can be passed to stream/3:
	Option	Type	Description
	timeout	integer	Override session timeout
	system_prompt	string	Override system prompt for this query
	append_system_prompt	string	Append to system prompt
	max_turns	integer	Limit turns for this query
	max_budget_usd	number	Maximum dollar amount for this query
	agent	string	Agent to use for this query
	betas	list	Beta headers for this query
	max_thinking_tokens	integer	Maximum tokens for thinking blocks
	tools	list	Available tools for this query
	allowed_tools	list	Allowed tools for this query
	disallowed_tools	list	Disallowed tools for this query
	output_format	map	Structured output format for this query
	plugins	list	Plugin configurations for this query
	include_partial_messages	boolean	Enable deltas for this query

Note: api_key and name cannot be overridden at query time.
Application Configuration
Set defaults in config/config.exs:
config :claude_code,
  api_key: System.get_env("ANTHROPIC_API_KEY"),
  model: "sonnet",
  timeout: 180_000,
  system_prompt: "You are a helpful assistant",
  allowed_tools: ["View"]
CLI Configuration
The SDK manages the Claude CLI binary via the :cli_path option:
config :claude_code,
  cli_path: :bundled,               # :bundled (default), :global, or "/path/to/claude"
  cli_version: "x.y.z",            # Version to install (default: SDK's tested version)
  cli_dir: nil                      # Directory for downloaded binary (default: priv/bin/)
Resolution modes:
	Mode	Value	Behavior
	Bundled	:bundled (default)	Uses priv/bin/ binary. Auto-installs if missing. Verifies version matches SDK.
	Global	:global	Finds existing system install via PATH or common locations. No auto-install.
	Explicit	"/path/to/claude"	Uses that exact binary. Error if not found.

Mix tasks:
mix claude_code.install              # Install or update to SDK's tested version
mix claude_code.install --version x.y.z   # Install specific version
mix claude_code.install --force      # Force reinstall even if version matches
mix claude_code.uninstall            # Remove the bundled CLI binary
mix claude_code.path                 # Print the resolved CLI binary path
For releases:
# Option 1: Pre-install during release build (recommended)
# (Run mix claude_code.install before building the release)

# Option 2: Configure writable directory for runtime download
config :claude_code, cli_dir: "/var/lib/claude_code"

# Option 3: Use system-installed CLI
config :claude_code, cli_path: :global
Environment-Specific Configuration
# config/dev.exs
config :claude_code,
  timeout: 60_000,
  permission_mode: :accept_edits

# config/prod.exs
config :claude_code,
  timeout: 300_000,
  permission_mode: :default

# config/test.exs
config :claude_code,
  api_key: "test-key",
  timeout: 5_000
Model Selection
# Use a specific model
{:ok, session} = ClaudeCode.start_link(model: "opus")

# With fallback
{:ok, session} = ClaudeCode.start_link(
  model: "opus",
  fallback_model: "sonnet"
)
Available models: "sonnet", "opus", "haiku", or full model IDs.
System Prompts
# Override completely
{:ok, session} = ClaudeCode.start_link(
  system_prompt: "You are an Elixir expert. Only discuss Elixir."
)

# Append to default
{:ok, session} = ClaudeCode.start_link(
  append_system_prompt: "Always format code with proper indentation."
)
Cost Control
# Limit spending per query
session
|> ClaudeCode.stream("Complex analysis task", max_budget_usd: 5.00)
|> Stream.run()

# Set a session-wide budget limit
{:ok, session} = ClaudeCode.start_link(
  max_budget_usd: 25.00
)
Structured Outputs
Use the :output_format option with a JSON Schema to get validated structured responses:
schema = %{
  "type" => "object",
  "properties" => %{
    "name" => %{"type" => "string"},
    "age" => %{"type" => "integer"},
    "skills" => %{"type" => "array", "items" => %{"type" => "string"}}
  },
  "required" => ["name", "age"]
}

session
|> ClaudeCode.stream("Extract person info from: John is 30 and knows Elixir",
     output_format: %{type: :json_schema, schema: schema})
|> ClaudeCode.Stream.text_content()
|> Enum.join()
The :output_format option accepts a map with:
	:type — currently only :json_schema is supported
	:schema — a JSON Schema map defining the expected structure

Tool Configuration
# Use all default tools
{:ok, session} = ClaudeCode.start_link(tools: :default)

# Specify available tools (subset of built-in)
{:ok, session} = ClaudeCode.start_link(
  tools: ["Bash", "Edit", "Read"]
)

# Disable all tools
{:ok, session} = ClaudeCode.start_link(tools: [])

# Allow specific tools with patterns
{:ok, session} = ClaudeCode.start_link(
  allowed_tools: ["View", "Edit", "Bash(git:*)"]
)

# Disallow specific tools
{:ok, session} = ClaudeCode.start_link(
  disallowed_tools: ["Bash", "Write"]
)

# Additional directories
{:ok, session} = ClaudeCode.start_link(
  add_dir: ["/app/lib", "/app/test"]
)
MCP Server Control
Claude Code can connect to MCP (Model Context Protocol) servers for additional
tools. By default, it uses globally configured MCP servers. Use strict_mcp_config
to control this:
# No tools at all (no built-in tools, no MCP servers)
{:ok, session} = ClaudeCode.start_link(
  tools: [],
  strict_mcp_config: true
)

# Built-in tools only (ignore global MCP servers)
{:ok, session} = ClaudeCode.start_link(
  tools: :default,
  strict_mcp_config: true
)

# Default behavior (built-in tools + global MCP servers)
{:ok, session} = ClaudeCode.start_link()

# Specific MCP servers only (no global config)
{:ok, session} = ClaudeCode.start_link(
  strict_mcp_config: true,
  mcp_servers: %{
    "my-tools" => %{command: "npx", args: ["my-mcp-server"]}
  }
)
Using Hermes MCP Modules
You can use Elixir-based MCP servers built with Hermes MCP:
{:ok, session} = ClaudeCode.start_link(
  strict_mcp_config: true,
  mcp_servers: %{
    "my-tools" => MyApp.MCPServer,
    "custom" => %{module: MyApp.MCPServer, env: %{"DEBUG" => "1"}}
  }
)
Custom Agents
Configure custom agents with ClaudeCode.Agent structs:
alias ClaudeCode.Agent

agents = [
  Agent.new(
    name: "code-reviewer",
    description: "Expert code reviewer",
    prompt: "You review code for quality and best practices.",
    tools: ["View", "Grep", "Glob"],
    model: "sonnet"
  )
]

{:ok, session} = ClaudeCode.start_link(agents: agents)
Raw maps are also accepted for backwards compatibility:
{:ok, session} = ClaudeCode.start_link(agents: %{
  "code-reviewer" => %{
    "description" => "Expert code reviewer",
    "prompt" => "You review code for quality and best practices."
  }
})
See the Subagents Guide for more details.
Team Settings
# From file path
{:ok, session} = ClaudeCode.start_link(
  settings: "/path/to/settings.json"
)

# From map (auto-encoded to JSON)
{:ok, session} = ClaudeCode.start_link(
  settings: %{
    "team_name" => "My Team",
    "preferences" => %{"theme" => "dark"}
  }
)

# Control setting sources
{:ok, session} = ClaudeCode.start_link(
  setting_sources: [:user, :project, :local]
)
Plugins
Load custom plugins to extend Claude's capabilities:
# From a directory path
{:ok, session} = ClaudeCode.start_link(
  plugins: ["./my-plugin"]
)

# With explicit type (currently only :local is supported)
{:ok, session} = ClaudeCode.start_link(
  plugins: [
    %{type: :local, path: "./my-plugin"},
    "./another-plugin"
  ]
)
Runtime Control
Some settings can be changed mid-conversation without restarting the session,
using the bidirectional control protocol:
# Switch model on the fly
{:ok, _} = ClaudeCode.set_model(session, "opus")

# Change permission mode
{:ok, _} = ClaudeCode.set_permission_mode(session, :bypass_permissions)

# Query MCP server status
{:ok, status} = ClaudeCode.get_mcp_status(session)
See the Sessions guide for more details.
Validation Errors
Invalid options raise descriptive errors:
{:ok, session} = ClaudeCode.start_link(timeout: "not a number")
# => ** (NimbleOptions.ValidationError) invalid value for :timeout option:
#       expected positive integer, got: "not a number"
Security Considerations
	:permission_mode — controls permission handling behavior.
Use :bypass_permissions only in development environments.
	:add_dir — grants tool access to additional directories.
Only include safe directories.
	:allowed_tools — use tool restrictions to limit Claude's capabilities.
Example: ["View", "Bash(git:*)"] allows read-only operations and git commands.
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        apply_app_config_defaults(session_opts)

      


        Applies application config defaults to session options.



    


    
      
        get_app_config()

      


        Gets application configuration for claude_code.



    


    
      
        merge_options(session_opts, query_opts)

      


        Merges session and query options with query taking precedence.



    


    
      
        query_schema()

      


        Returns the query options schema.



    


    
      
        session_schema()

      


        Returns the session options schema.



    


    
      
        validate_query_options(opts)

      


        Validates query options using NimbleOptions.



    


    
      
        validate_session_options(opts)

      


        Validates session options using NimbleOptions.



    





      


      
        Functions

        


  
    
      
    
    
      apply_app_config_defaults(session_opts)



        
          
        

    

  


  

Applies application config defaults to session options.
Session options take precedence over app config.

  



  
    
      
    
    
      get_app_config()



        
          
        

    

  


  

Gets application configuration for claude_code.
Returns only valid option keys from the session schema.

  



  
    
      
    
    
      merge_options(session_opts, query_opts)



        
          
        

    

  


  

Merges session and query options with query taking precedence.
Examples
iex> session_opts = [timeout: 60_000, model: "sonnet"]
iex> query_opts = [timeout: 120_000]
iex> ClaudeCode.Options.merge_options(session_opts, query_opts)
[model: "sonnet", timeout: 120_000]

  



  
    
      
    
    
      query_schema()



        
          
        

    

  


  

Returns the query options schema.

  



  
    
      
    
    
      session_schema()



        
          
        

    

  


  

Returns the session options schema.

  



  
    
      
    
    
      validate_query_options(opts)



        
          
        

    

  


  

Validates query options using NimbleOptions.
Examples
iex> ClaudeCode.Options.validate_query_options([timeout: 60_000])
{:ok, [timeout: 60_000]}

iex> ClaudeCode.Options.validate_query_options([invalid: "option"])
{:error, %NimbleOptions.ValidationError{}}
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Validates session options using NimbleOptions.
The CLI will handle API key resolution from the environment if not provided.
Examples
iex> ClaudeCode.Options.validate_session_options([api_key: "sk-test"])
{:ok, [api_key: "sk-test", timeout: 300_000]}

iex> ClaudeCode.Options.validate_session_options([])
{:ok, [timeout: 300_000]}
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Stream utilities for handling Claude Code responses.
This module provides functions to create and manipulate streams of messages
from Claude Code sessions. It enables real-time processing of Claude's
responses without waiting for the complete result.
Example
session
|> ClaudeCode.stream("Write a story")
|> ClaudeCode.Stream.text_content()
|> Stream.each(&IO.write/1)
|> Stream.run()
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    Functions
  


    
      
        collect(stream)

      


        Consumes the stream and returns a structured summary of the conversation.



    


    
      
        content_deltas(stream)

      


        Extracts all content deltas from a partial message stream.



    


    
      
        create(session, prompt, opts \\ [])

      


        Creates a stream of messages from a Claude Code query.



    


    
      
        filter_event_type(stream, event_type)

      


        Filters stream to only stream events of a specific event type.



    


    
      
        filter_type(stream, type)

      


        Filters a message stream by message type.



    


    
      
        final_result(stream)

      


        Returns the final ResultMessage, consuming the stream.



    


    
      
        final_text(stream)

      


        Returns only the final result text, consuming the stream.



    


    
      
        on_tool_use(stream, callback)

      


        Invokes a callback whenever a tool is used, without filtering the stream.



    


    
      
        tap(stream, fun)

      


        Applies a side-effect function to each message without filtering.



    


    
      
        text_content(stream)

      


        Extracts text content from a message stream.



    


    
      
        text_deltas(stream)

      


        Extracts text deltas from a partial message stream.



    


    
      
        thinking_content(stream)

      


        Extracts thinking content from a message stream.



    


    
      
        thinking_deltas(stream)

      


        Extracts thinking deltas from a partial message stream.



    


    
      
        tool_results_by_name(stream, tool_name)

      


        Extracts tool results for a specific tool name from a message stream.



    


    
      
        tool_uses(stream)

      


        Extracts tool use blocks from a message stream.



    


    
      
        until_result(stream)

      


        Takes messages until a result is received.
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          @spec collect(Enumerable.t()) :: %{
  text: String.t(),
  tool_calls: [
    {ClaudeCode.Content.ToolUseBlock.t(),
     ClaudeCode.Content.ToolResultBlock.t() | nil}
  ],
  thinking: String.t(),
  result: String.t() | nil,
  is_error: boolean()
}


      


Consumes the stream and returns a structured summary of the conversation.
Returns a map containing:
	text - All text content concatenated
	tool_calls - List of {tool_use, tool_result} tuples pairing each tool
invocation with its result. If a tool use has no matching result, the
result will be nil.
	thinking - All thinking content concatenated
	result - The final result text
	is_error - Whether the result was an error

Examples
summary = session
|> ClaudeCode.stream("Create a hello.txt file")
|> ClaudeCode.Stream.collect()

IO.puts("Claude said: #{summary.text}")
IO.puts("Tool calls: #{length(summary.tool_calls)}")
IO.puts("Final result: #{summary.result}")

# Process each tool call with its result
Enum.each(summary.tool_calls, fn {tool_use, tool_result} ->
  IO.puts("Tool: #{tool_use.name}")
  if tool_result, do: IO.puts("Result: #{tool_result.content}")
end)
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          @spec content_deltas(Enumerable.t()) :: Enumerable.t()


      


Extracts all content deltas from a partial message stream.
Returns a stream of delta maps, useful for tracking both text
and tool use input as it arrives. Each element contains:
	type: :text_delta, :input_json_delta, or :thinking_delta
	index: The content block index
	Content-specific fields (text, partial_json, or thinking)

Examples
ClaudeCode.stream(session, "Create a file", include_partial_messages: true)
|> ClaudeCode.Stream.content_deltas()
|> Enum.each(fn delta ->
  case delta.type do
    :text_delta -> IO.write(delta.text)
    :input_json_delta -> handle_tool_json(delta.partial_json)
    _ -> :ok
  end
end)
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          @spec create(pid(), String.t(), keyword()) :: Enumerable.t()


      


Creates a stream of messages from a Claude Code query.
This is the primary function for creating message streams. It returns a
Stream that emits messages as they arrive from the CLI.
Options
	:timeout - Maximum time to wait for each message (default: 60_000ms)
	:filter - Message type filter (:all, :assistant, :tool_use, :result)

Examples
# Stream all messages
ClaudeCode.Stream.create(session, "Hello")
|> Enum.each(&IO.inspect/1)

# Stream only assistant messages
ClaudeCode.Stream.create(session, "Hello", filter: :assistant)
|> Enum.map(& &1.message.content)

  



  
    
      
    
    
      filter_event_type(stream, event_type)



        
          
        

    

  


  

      

          @spec filter_event_type(
  Enumerable.t(),
  ClaudeCode.Message.PartialAssistantMessage.event_type()
) ::
  Enumerable.t()


      


Filters stream to only stream events of a specific event type.
Valid event types: :message_start, :content_block_start,
:content_block_delta, :content_block_stop, :message_delta, :message_stop
Examples
# Only content block deltas
stream
|> ClaudeCode.Stream.filter_event_type(:content_block_delta)
|> Enum.each(&process_delta/1)

  



  
    
      
    
    
      filter_type(stream, type)



        
          
        

    

  


  

      

          @spec filter_type(Enumerable.t(), atom()) :: Enumerable.t()


      


Filters a message stream by message type.
Examples
# Only assistant messages
stream |> ClaudeCode.Stream.filter_type(:assistant)

# Only result messages
stream |> ClaudeCode.Stream.filter_type(:result)

  



  
    
      
    
    
      final_result(stream)



        
          
        

    

  


  

      

          @spec final_result(Enumerable.t()) :: ClaudeCode.Message.ResultMessage.t() | nil


      


Returns the final ResultMessage, consuming the stream.
Use this when you need the full result struct with stop_reason, usage,
session_id, and other metadata — not just the text.
Examples
result = session
|> ClaudeCode.stream("Write a poem about the ocean")
|> ClaudeCode.Stream.final_result()

IO.puts("Stop reason: #{result.stop_reason}")
IO.puts("Cost: $#{result.total_cost_usd}")
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          @spec final_text(Enumerable.t()) :: String.t() | nil


      


Returns only the final result text, consuming the stream.
This is the most common use case - when you just want Claude's answer
without processing intermediate messages.
Examples
# Simple query
result = session
|> ClaudeCode.stream("What is 2 + 2?")
|> ClaudeCode.Stream.final_text()
# => "2 + 2 equals 4."

# With error handling
case ClaudeCode.Stream.final_text(stream) do
  nil -> IO.puts("No result received")
  text -> IO.puts(text)
end
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          @spec on_tool_use(Enumerable.t(), (ClaudeCode.Content.ToolUseBlock.t() -> any())) ::
  Enumerable.t()


      


Invokes a callback whenever a tool is used, without filtering the stream.
This is useful for progress indicators, logging, or triggering side effects
when Claude uses tools. The callback receives each ToolUseBlock.
Examples
# Progress indicator for tool usage
stream
|> ClaudeCode.Stream.on_tool_use(fn tool ->
  IO.puts("Using tool: #{tool.name}")
end)
|> ClaudeCode.Stream.final_text()

# Send tool events to a LiveView process
stream
|> ClaudeCode.Stream.on_tool_use(fn tool ->
  send(liveview_pid, {:tool_started, tool.name, tool.input})
end)
|> Enum.to_list()

# Track tool usage
stream
|> ClaudeCode.Stream.on_tool_use(&Agent.update(tracker, fn tools -> [&1 | tools] end))
|> ClaudeCode.Stream.collect()

  



  
    
      
    
    
      tap(stream, fun)



        
          
        

    

  


  

      

          @spec tap(Enumerable.t(), (ClaudeCode.Message.t() -> any())) :: Enumerable.t()


      


Applies a side-effect function to each message without filtering.
This is useful for logging, monitoring, or sending events while still
allowing the stream to continue unchanged. Unlike Stream.each/2, this
is designed for observation within a pipeline.
Examples
# Logging all messages
stream
|> ClaudeCode.Stream.tap(fn msg -> Logger.debug("Got: #{inspect(msg)}") end)
|> ClaudeCode.Stream.text_content()
|> Enum.join()

# Progress notifications
stream
|> ClaudeCode.Stream.tap(&send(progress_pid, {:message, &1}))
|> ClaudeCode.Stream.final_text()

  



  
    
      
    
    
      text_content(stream)



        
          
        

    

  


  

      

          @spec text_content(Enumerable.t()) :: Enumerable.t()


      


Extracts text content from a message stream.
Filters the stream to only emit text content from assistant messages,
making it easy to collect the textual response.
Examples
text = session
|> ClaudeCode.stream("Tell me about Elixir")
|> ClaudeCode.Stream.text_content()
|> Enum.join()

  



  
    
      
    
    
      text_deltas(stream)



        
          
        

    

  


  

      

          @spec text_deltas(Enumerable.t()) :: Enumerable.t()


      


Extracts text deltas from a partial message stream.
This enables character-by-character streaming from Claude's responses.
Use with include_partial_messages: true option.
Examples
# Real-time character streaming for LiveView
ClaudeCode.stream(session, "Tell a story", include_partial_messages: true)
|> ClaudeCode.Stream.text_deltas()
|> Enum.each(fn chunk ->
  Phoenix.PubSub.broadcast(MyApp.PubSub, "chat:123", {:text_chunk, chunk})
end)

# Simple console output
session
|> ClaudeCode.stream("Hello", include_partial_messages: true)
|> ClaudeCode.Stream.text_deltas()
|> Enum.each(&IO.write/1)
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          @spec thinking_content(Enumerable.t()) :: Enumerable.t()


      


Extracts thinking content from a message stream.
Filters the stream to only emit thinking content from assistant messages,
making it easy to collect Claude's extended reasoning.
Examples
thinking = session
|> ClaudeCode.stream("Complex problem")
|> ClaudeCode.Stream.thinking_content()
|> Enum.join()

  



  
    
      
    
    
      thinking_deltas(stream)



        
          
        

    

  


  

      

          @spec thinking_deltas(Enumerable.t()) :: Enumerable.t()


      


Extracts thinking deltas from a partial message stream.
This enables streaming of Claude's extended reasoning as it arrives.
Use with include_partial_messages: true option.
Examples
# Stream thinking content in real-time
session
|> ClaudeCode.stream("Complex problem", include_partial_messages: true)
|> ClaudeCode.Stream.thinking_deltas()
|> Enum.each(&IO.write/1)

  



  
    
      
    
    
      tool_results_by_name(stream, tool_name)



        
          
        

    

  


  

      

          @spec tool_results_by_name(Enumerable.t(), String.t()) :: Enumerable.t()


      


Extracts tool results for a specific tool name from a message stream.
Since tool results reference tool uses by ID (not name), this function
tracks tool use blocks and matches their IDs with subsequent tool results.
Examples
# Get all Read tool results
session
|> ClaudeCode.stream("Read some files")
|> ClaudeCode.Stream.tool_results_by_name("Read")
|> Enum.each(&IO.inspect/1)

# Get Bash command outputs
session
|> ClaudeCode.stream("Run some commands")
|> ClaudeCode.Stream.tool_results_by_name("Bash")
|> Enum.map(& &1.content)

  



  
    
      
    
    
      tool_uses(stream)



        
          
        

    

  


  

      

          @spec tool_uses(Enumerable.t()) :: Enumerable.t()


      


Extracts tool use blocks from a message stream.
Filters the stream to only emit tool use content blocks, making it easy
to react to tool usage in real-time.
Examples
session
|> ClaudeCode.stream("Create some files")
|> ClaudeCode.Stream.tool_uses()
|> Enum.each(&handle_tool_use/1)

  



  
    
      
    
    
      until_result(stream)



        
          
        

    

  


  

      

          @spec until_result(Enumerable.t()) :: Enumerable.t()


      


Takes messages until a result is received.
This is useful when you want to process messages but stop as soon as
the final result arrives.
Examples
messages = session
|> ClaudeCode.stream("Quick task")
|> ClaudeCode.Stream.until_result()
|> Enum.to_list()
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Utilities for working with content blocks in Claude messages.
Content blocks can be text, thinking, tool use requests, or tool results.
This module provides functions to parse and work with any content type.
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    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        content?(arg1)

      


        Checks if a value is any type of content block.



    


    
      
        content_type(arg1)

      


        Returns the type of a content block.
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          @type t() ::
  ClaudeCode.Content.TextBlock.t()
  | ClaudeCode.Content.ThinkingBlock.t()
  | ClaudeCode.Content.ToolUseBlock.t()
  | ClaudeCode.Content.ToolResultBlock.t()
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          @spec content?(any()) :: boolean()


      


Checks if a value is any type of content block.

  



  
    
      
    
    
      content_type(arg1)



        
          
        

    

  


  

      

          @spec content_type(t()) :: :text | :thinking | :tool_use | :tool_result


      


Returns the type of a content block.
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Utilities for working with messages from the Claude CLI.
Messages can be system initialization, assistant responses, user tool results,
result messages, stream events, or conversation compaction boundaries.
This module provides functions to parse and work with any message type.
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    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        message?(arg1)

      


        Checks if a value is any type of message.



    


    
      
        message_type(arg1)

      


        Returns the type of a message.
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          @type t() ::
  ClaudeCode.Message.SystemMessage.t()
  | ClaudeCode.Message.CompactBoundaryMessage.t()
  | ClaudeCode.Message.AssistantMessage.t()
  | ClaudeCode.Message.UserMessage.t()
  | ClaudeCode.Message.ResultMessage.t()
  | ClaudeCode.Message.PartialAssistantMessage.t()
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          @spec message?(any()) :: boolean()


      


Checks if a value is any type of message.

  



  
    
      
    
    
      message_type(arg1)



        
          
        

    

  


  

      

          @spec message_type(t()) :: :system | :assistant | :user | :result | :stream_event


      


Returns the type of a message.
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Type definitions for the ClaudeCode SDK.
These types match the official Claude SDK schema for messages
returned from the CLI with --output-format stream-json.
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          @type cache_creation() :: %{
  ephemeral_5m_input_tokens: non_neg_integer(),
  ephemeral_1h_input_tokens: non_neg_integer()
}


      



  



  
    
      
    
    
      context_management()



        
          
        

    

  


  

      

          @type context_management() :: map() | nil


      



  



  
    
      
    
    
      mcp_server()



        
          
        

    

  


  

      

          @type mcp_server() :: %{name: String.t(), status: String.t()}


      



  



  
    
      
    
    
      message()



        
          
        

    

  


  

      

          @type message() :: %{
  id: String.t(),
  type: :message,
  role: role(),
  content: [ClaudeCode.Content.t()],
  model: model(),
  stop_reason: stop_reason(),
  stop_sequence: String.t() | nil,
  usage: usage(),
  context_management: context_management()
}


      



  



  
    
      
    
    
      message_content()



        
          
        

    

  


  

      

          @type message_content() :: String.t() | [ClaudeCode.Content.t()]
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          @type message_param() :: %{content: message_content(), role: role()}
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          @type model() :: String.t()
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          @type model_usage() :: %{
  input_tokens: non_neg_integer(),
  output_tokens: non_neg_integer(),
  cache_creation_input_tokens: non_neg_integer() | nil,
  cache_read_input_tokens: non_neg_integer() | nil,
  web_search_requests: non_neg_integer(),
  cost_usd: float() | nil,
  context_window: non_neg_integer() | nil,
  max_output_tokens: non_neg_integer() | nil
}
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          @type permission_denial() :: %{
  tool_name: String.t(),
  tool_use_id: String.t(),
  tool_input: map()
}
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          @type permission_mode() ::
  :default | :accept_edits | :bypass_permissions | :delegate | :dont_ask | :plan
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          @type plugin() :: %{name: String.t(), path: String.t()} | String.t()


      



  



  
    
      
    
    
      result_subtype()



        
          
        

    

  


  

      

          @type result_subtype() ::
  :success
  | :error_max_turns
  | :error_during_execution
  | :error_max_budget_usd
  | :error_max_structured_output_retries
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          @type role() :: :user | :assistant
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          @type server_tool_usage() :: %{
  web_search_requests: non_neg_integer(),
  web_fetch_requests: non_neg_integer()
}
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          @type session_id() :: String.t()


      



  



  
    
      
    
    
      stop_reason()



        
          
        

    

  


  

      

          @type stop_reason() :: :end_turn | :max_tokens | :stop_sequence | :tool_use | nil


      



  



  
    
      
    
    
      usage()



        
          
        

    

  


  

      

          @type usage() :: %{
  input_tokens: non_neg_integer(),
  output_tokens: non_neg_integer(),
  cache_creation_input_tokens: non_neg_integer() | nil,
  cache_read_input_tokens: non_neg_integer() | nil,
  server_tool_use: server_tool_usage() | nil,
  service_tier: String.t() | nil,
  cache_creation: cache_creation() | nil
}
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ClaudeCode.ToolCallback 
    



      
Handles post-execution tool callbacks for logging and auditing.
This module correlates tool use requests (from Assistant messages) with their
results (from User messages) and invokes callbacks asynchronously when results
are received.
Usage
Configure a callback when starting a session:
callback = fn event ->
  Logger.info("Tool #{event.name} executed: #{inspect(event.result)}")
end

{:ok, session} = ClaudeCode.start_link(
  api_key: "sk-ant-...",
  tool_callback: callback
)
Event Structure
The callback receives a map with the following keys:
	:name - Tool name (e.g., "Read", "Write", "Bash")
	:input - Tool input parameters (map)
	:result - Tool execution result (string)
	:is_error - Whether the tool execution failed (boolean)
	:tool_use_id - Unique identifier for correlation (string)
	:timestamp - When the result was received (DateTime)


      


      
        Summary


  
    Types
  


    
      
        pending_tools()

      


    


    
      
        tool_event()

      


    





  
    Functions
  


    
      
        process_message(message, pending_tools, callback)

      


        Processes a message and invokes callback when tool results are detected.



    





      


      
        Types

        


  
    
      
    
    
      pending_tools()



        
          
        

    

  


  

      

          @type pending_tools() :: %{
  required(String.t()) => %{
    name: String.t(),
    input: map(),
    started_at: DateTime.t()
  }
}


      



  



  
    
      
    
    
      tool_event()



        
          
        

    

  


  

      

          @type tool_event() :: %{
  name: String.t(),
  input: map(),
  result: String.t(),
  is_error: boolean(),
  tool_use_id: String.t(),
  timestamp: DateTime.t()
}


      



  


        

      

      
        Functions

        


  
    
      
    
    
      process_message(message, pending_tools, callback)



        
          
        

    

  


  

      

          @spec process_message(
  message :: struct(),
  pending_tools :: pending_tools(),
  callback :: (tool_event() -> any()) | nil
) :: {pending_tools(), [tool_event()]}


      


Processes a message and invokes callback when tool results are detected.
For Assistant messages with ToolUse blocks, stores tool info in pending_tools map.
For User messages with ToolResult blocks, correlates with pending tools and invokes callback.
Returns {updated_pending_tools, events} where events is a list of tool events
that were processed (for testing/debugging purposes).
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ClaudeCode.Adapter.Test 
    



      
Test adapter that delivers mock messages synchronously.
This adapter retrieves messages from registered stubs in ClaudeCode.Test
and sends them to the Session. Used for testing applications built on ClaudeCode.

      


      
        Summary


  
    Functions
  


    
      
        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    





      


      
        Functions

        


  
    
      
    
    
      child_spec(init_arg)



        
          
        

    

  


  

Returns a specification to start this module under a supervisor.
See Supervisor.

  


        

      


  

  
    
    ClaudeCode.Test - ClaudeCode v0.19.0
    
    

    


  
  

    
ClaudeCode.Test 
    



      
Req.Test-style test helpers for ClaudeCode.
This module provides a simple way to mock Claude responses in your tests,
following the same patterns as Req.Test.
Setup
	Configure the adapter in your test environment:
 # config/test.exs
 config :claude_code, adapter: {ClaudeCode.Test, ClaudeCode}

	In your test helper, start the ownership server:
 # test/test_helper.exs
 ExUnit.start()
 Supervisor.start_link([ClaudeCode.Test], strategy: :one_for_one)

	Register stubs in your tests:
 test "returns greeting" do
   ClaudeCode.Test.stub(ClaudeCode, fn _query, _opts ->
     [
       ClaudeCode.Test.text("Hello! How can I help?"),
       ClaudeCode.Test.result()
     ]
   end)

   {:ok, session} = ClaudeCode.start_link([])
   result = session |> ClaudeCode.stream("Hi") |> ClaudeCode.Stream.final_text()
   assert result == "Hello! How can I help?"
 end


Message Helpers
	text/2 - Creates an assistant message with text content
	tool_use/3 - Creates a tool invocation message
	tool_result/2 - Creates a tool result message
	thinking/2 - Creates a thinking block message
	result/2 - Creates the final result message
	system/1 - Creates a system initialization message

Async Tests
This module uses NimbleOwnership for process-based isolation, allowing
concurrent test execution. Stubs registered in a test process are only
visible to that process and its allowees.
To allow a spawned process to access stubs:
ClaudeCode.Test.allow(ClaudeCode, self(), pid_of_spawned_process)
Using Different Names
The name in {ClaudeCode.Test, name} can be any term. This is useful when
you need different stub behaviors in the same test, or when building wrapper
modules around ClaudeCode:
# Testing multiple "agents" with different behaviors
ClaudeCode.Test.stub(MyApp.CodingAgent, fn _query, _opts ->
  [ClaudeCode.Test.text("Here's the code...")]
end)

ClaudeCode.Test.stub(MyApp.ResearchAgent, fn _query, _opts ->
  [ClaudeCode.Test.text("Based on my research...")]
end)

{:ok, coder} = ClaudeCode.start_link(adapter: {ClaudeCode.Test, MyApp.CodingAgent})
{:ok, researcher} = ClaudeCode.start_link(adapter: {ClaudeCode.Test, MyApp.ResearchAgent})

      


      
        Summary


  
    Functions
  


    
      
        allow(name, owner_pid, pid_to_allow)

      


        Allows pid_to_allow to access stubs owned by owner_pid.



    


    
      
        result(result_text \\ "Done", opts \\ [])

      


        Creates a final result message.



    


    
      
        set_mode_to_shared()

      


        Sets the mode to shared global.



    


    
      
        stream(name, query, opts, callers \\ nil)

      


        Returns a list of messages from the registered stub.



    


    
      
        stub(name, fun_or_messages)

      


        Registers a stub for the given name.



    


    
      
        system(opts \\ [])

      


        Creates a system initialization message.



    


    
      
        text(text, opts \\ [])

      


        Creates an assistant message with text content.



    


    
      
        thinking(thinking_text, opts \\ [])

      


        Creates an assistant message with a thinking block.



    


    
      
        tool_result(content \\ "", opts \\ [])

      


        Creates a user message with a tool result block.



    


    
      
        tool_use(name, input, opts \\ [])

      


        Creates an assistant message with a tool use block.



    





      


      
        Functions

        


  
    
      
    
    
      allow(name, owner_pid, pid_to_allow)



        
          
        

    

  


  

      

          @spec allow(name :: term(), owner_pid :: pid(), pid_to_allow :: pid()) ::
  :ok | {:error, term()}


      


Allows pid_to_allow to access stubs owned by owner_pid.
This is useful when you spawn processes that need to access the same stubs
as the test process.
Example
test "spawned process can use stub" do
  ClaudeCode.Test.stub(ClaudeCode, fn _, _ -> [...] end)

  task = Task.async(fn ->
    # This task can now access the stub
    {:ok, session} = ClaudeCode.start_link([])
    ClaudeCode.stream(session, "hi") |> Enum.to_list()
  end)

  # Allow the task to access our stubs
  ClaudeCode.Test.allow(ClaudeCode, self(), task.pid)

  Task.await(task)
end

  



    

    

  
    
      
    
    
      result(result_text \\ "Done", opts \\ [])



        
          
        

    

  


  

      

          @spec result(
  String.t(),
  keyword()
) :: ClaudeCode.Message.ResultMessage.t()


      


Creates a final result message.
Options
	:is_error - Whether this is an error result (default: false)
	:subtype - Result subtype (default: :success or :error_during_execution)
	:session_id - Session ID (default: auto-generated)
	:duration_ms - Duration in milliseconds (default: 100)
	:num_turns - Number of turns (default: 1)

Examples
ClaudeCode.Test.result()
ClaudeCode.Test.result("Task completed successfully")
ClaudeCode.Test.result("Rate limit exceeded", is_error: true)

  



  
    
      
    
    
      set_mode_to_shared()



        
          
        

    

  


  

      

          @spec set_mode_to_shared() :: :ok


      


Sets the mode to shared global.
In shared mode, all processes can access stubs without explicit allowances.
This is useful for integration tests or when process ownership is complex.
Example
setup do
  ClaudeCode.Test.set_mode_to_shared()
  :ok
end

  



    

  
    
      
    
    
      stream(name, query, opts, callers \\ nil)



        
          
        

    

  


  

Returns a list of messages from the registered stub.
Called by ClaudeCode.Adapter.Test to retrieve stub messages.
The optional callers argument allows passing the caller chain from
a different process (used by the test adapter).

  



  
    
      
    
    
      stub(name, fun_or_messages)



        
          
        

    

  


  

      

          @spec stub(
  name :: term(),
  fun_or_messages :: (String.t(), keyword() -> [term()]) | [term()]
) :: :ok


      


Registers a stub for the given name.
The stub can be either a function or a list of messages:
Function stub
Receives the query and options, returns a list of messages:
ClaudeCode.Test.stub(ClaudeCode, fn query, opts ->
  [
    ClaudeCode.Test.text("Response to: #{query}"),
    ClaudeCode.Test.result()
  ]
end)
Static stub
A list of messages that will be returned for any query:
ClaudeCode.Test.stub(ClaudeCode, [
  ClaudeCode.Test.text("Static response"),
  ClaudeCode.Test.result()
])

  



    

  
    
      
    
    
      system(opts \\ [])



        
          
        

    

  


  

      

          @spec system(keyword()) :: ClaudeCode.Message.SystemMessage.t()


      


Creates a system initialization message.
Options
	:session_id - Session ID (default: auto-generated)
	:model - Model name (default: "claude-sonnet-4-20250514")
	:tools - List of available tools (default: [])
	:cwd - Current working directory (default: "/test")

Examples
ClaudeCode.Test.system()
ClaudeCode.Test.system(model: "claude-opus-4-20250514", tools: ["Read", "Edit"])

  



    

  
    
      
    
    
      text(text, opts \\ [])



        
          
        

    

  


  

      

          @spec text(
  String.t(),
  keyword()
) :: ClaudeCode.Message.AssistantMessage.t()


      


Creates an assistant message with text content.
Options
	:session_id - Session ID (default: auto-generated)
	:stop_reason - Stop reason atom (default: nil)
	:message_id - Message ID (default: auto-generated)

Examples
ClaudeCode.Test.text("Hello world!")
ClaudeCode.Test.text("Done", stop_reason: :end_turn)

  



    

  
    
      
    
    
      thinking(thinking_text, opts \\ [])



        
          
        

    

  


  

      

          @spec thinking(
  String.t(),
  keyword()
) :: ClaudeCode.Message.AssistantMessage.t()


      


Creates an assistant message with a thinking block.
Options
	:signature - Thinking signature (default: auto-generated)
	:text - Optional text to include after thinking
	:session_id - Session ID (default: auto-generated)

Examples
ClaudeCode.Test.thinking("Let me analyze this step by step...")
ClaudeCode.Test.thinking("First...", text: "Here's my answer")

  



    

    

  
    
      
    
    
      tool_result(content \\ "", opts \\ [])



        
          
        

    

  


  

      

          @spec tool_result(
  String.t() | map(),
  keyword()
) :: ClaudeCode.Message.UserMessage.t()


      


Creates a user message with a tool result block.
The content can be a string or a map. Maps are automatically JSON-encoded.
Content is wrapped as a list of content blocks: [%{"type" => "text", "text" => content}]
Options
	:tool_use_id - ID of the tool use this is responding to (default: nil for auto-linking)
	:is_error - Whether the tool execution failed (default: false)
	:session_id - Session ID (default: auto-generated)

Examples
ClaudeCode.Test.tool_result("file contents here")
ClaudeCode.Test.tool_result("Permission denied", is_error: true)
ClaudeCode.Test.tool_result(%{status: "success", data: [1, 2, 3]})

  



    

  
    
      
    
    
      tool_use(name, input, opts \\ [])



        
          
        

    

  


  

      

          @spec tool_use(String.t(), map(), keyword()) ::
  ClaudeCode.Message.AssistantMessage.t()


      


Creates an assistant message with a tool use block.
Options
	:id - Tool use ID (default: auto-generated)
	:text - Optional text to include before the tool use
	:session_id - Session ID (default: auto-generated)

Examples
ClaudeCode.Test.tool_use("Read", %{path: "/tmp/file.txt"})
ClaudeCode.Test.tool_use("Bash", %{command: "ls -la"}, text: "Let me check...")

  


        

      


  

  
    
    ClaudeCode.Test.Factory - ClaudeCode v0.19.0
    
    

    


  
  

    
ClaudeCode.Test.Factory 
    



      
Test factories for ClaudeCode structs.
Provides simple factory functions with sensible defaults that accept
keyword lists or maps for overrides.
Usage
import ClaudeCode.Test.Factory

# Create with defaults
text_block()

# Override with keywords
text_block(text: "custom text")

# Override with map
text_block(%{text: "custom text"})

# Compose factories
assistant_message(message: %{content: [text_block(text: "Hello")]})

      


      
        Summary


  
    Functions
  


    
      
        assistant_message(attrs \\ [])

      


        Creates an AssistantMessage with default values.



    


    
      
        compact_boundary_message(attrs \\ [])

      


        Creates a CompactBoundaryMessage with default values.



    


    
      
        default_usage()

      


        Returns default usage map for messages



    


    
      
        generate_message_id()

      


        Generates a test message ID



    


    
      
        generate_session_id()

      


        Generates a test session ID



    


    
      
        generate_signature()

      


        Generates a test signature



    


    
      
        generate_tool_id()

      


        Generates a test tool ID



    


    
      
        generate_uuid()

      


        Generates a test UUID



    


    
      
        partial_message(attrs \\ [])

      


        Creates a PartialAssistantMessage (stream event) with default values.



    


    
      
        result_message(attrs \\ [])

      


        Creates a ResultMessage with default values.



    


    
      
        stream_event_content_block_start(attrs \\ %{})

      


        Creates a content_block_start stream event.



    


    
      
        stream_event_content_block_stop(attrs \\ %{})

      


        Creates a content_block_stop stream event.



    


    
      
        stream_event_input_json_delta(partial_json, attrs \\ %{})

      


        Creates an input_json_delta stream event for tool use streaming.



    


    
      
        stream_event_message_delta(attrs \\ %{})

      


        Creates a message_delta stream event.



    


    
      
        stream_event_message_start(attrs \\ %{})

      


        Creates a message_start stream event.



    


    
      
        stream_event_message_stop(attrs \\ %{})

      


        Creates a message_stop stream event.



    


    
      
        stream_event_sequence(text_chunks)

      


        Creates a complete sequence of stream events simulating a text response.



    


    
      
        stream_event_text_delta(text, attrs \\ %{})

      


        Creates a text delta stream event.



    


    
      
        stream_event_thinking_delta(thinking, attrs \\ %{})

      


        Creates a thinking_delta stream event for extended thinking streaming.



    


    
      
        system_message(attrs \\ [])

      


        Creates a SystemMessage with default values.



    


    
      
        text_block(attrs \\ [])

      


        Creates a TextBlock with default text.



    


    
      
        text_content(text)

      


        Creates a TextBlock with the given text.



    


    
      
        text_delta(text)

      


    


    
      
        thinking_block(attrs \\ [])

      


        Creates a ThinkingBlock with default values.



    


    
      
        thinking_content(thinking, signature \\ nil)

      


        Creates a ThinkingBlock with positional arguments.



    


    
      
        thinking_delta(thinking)

      


    


    
      
        tool_result_block(attrs \\ [])

      


        Creates a ToolResultBlock with default values.



    


    
      
        tool_result_content(content, tool_use_id \\ nil, is_error \\ false)

      


        Creates a ToolResultBlock with positional arguments.



    


    
      
        tool_use_block(attrs \\ [])

      


        Creates a ToolUseBlock with default values.



    


    
      
        tool_use_content(name, input, id \\ nil)

      


        Creates a ToolUseBlock with positional arguments.



    


    
      
        unique_id()

      


        Generates a unique numeric ID



    


    
      
        user_message(attrs \\ [])

      


        Creates a UserMessage with default values.



    





      


      
        Functions

        


    

  
    
      
    
    
      assistant_message(attrs \\ [])



        
          
        

    

  


  

Creates an AssistantMessage with default values.
The nested message field can be overridden with a map.
assistant_message()
assistant_message(message: %{content: [text_block()]})
assistant_message(session_id: "custom-session")

  



    

  
    
      
    
    
      compact_boundary_message(attrs \\ [])



        
          
        

    

  


  

Creates a CompactBoundaryMessage with default values.
compact_boundary_message()
compact_boundary_message(compact_metadata: %{trigger: "auto", pre_tokens: 5000})

  



  
    
      
    
    
      default_usage()



        
          
        

    

  


  

Returns default usage map for messages

  



  
    
      
    
    
      generate_message_id()



        
          
        

    

  


  

Generates a test message ID

  



  
    
      
    
    
      generate_session_id()



        
          
        

    

  


  

Generates a test session ID

  



  
    
      
    
    
      generate_signature()



        
          
        

    

  


  

Generates a test signature

  



  
    
      
    
    
      generate_tool_id()



        
          
        

    

  


  

Generates a test tool ID

  



  
    
      
    
    
      generate_uuid()



        
          
        

    

  


  

Generates a test UUID

  



    

  
    
      
    
    
      partial_message(attrs \\ [])



        
          
        

    

  


  

Creates a PartialAssistantMessage (stream event) with default values.
partial_message()
partial_message(event: %{type: :content_block_delta, delta: %{type: :text_delta, text: "Hi"}})

  



    

  
    
      
    
    
      result_message(attrs \\ [])



        
          
        

    

  


  

Creates a ResultMessage with default values.
result_message()
result_message(result: "Task completed", is_error: false)
result_message(is_error: true, subtype: :error_during_execution)

  



    

  
    
      
    
    
      stream_event_content_block_start(attrs \\ %{})



        
          
        

    

  


  

Creates a content_block_start stream event.
stream_event_content_block_start()
stream_event_content_block_start(%{index: 0, content_block: %{type: :text, text: ""}})

  



    

  
    
      
    
    
      stream_event_content_block_stop(attrs \\ %{})



        
          
        

    

  


  

Creates a content_block_stop stream event.
stream_event_content_block_stop()
stream_event_content_block_stop(%{index: 0})

  



    

  
    
      
    
    
      stream_event_input_json_delta(partial_json, attrs \\ %{})



        
          
        

    

  


  

Creates an input_json_delta stream event for tool use streaming.
stream_event_input_json_delta("{"path":")
stream_event_input_json_delta(""/test.txt"}", %{index: 1})

  



    

  
    
      
    
    
      stream_event_message_delta(attrs \\ %{})



        
          
        

    

  


  

Creates a message_delta stream event.
stream_event_message_delta()
stream_event_message_delta(%{delta: %{stop_reason: "end_turn"}})

  



    

  
    
      
    
    
      stream_event_message_start(attrs \\ %{})



        
          
        

    

  


  

Creates a message_start stream event.
stream_event_message_start()
stream_event_message_start(%{message: %{id: "msg_123"}})

  



    

  
    
      
    
    
      stream_event_message_stop(attrs \\ %{})



        
          
        

    

  


  

Creates a message_stop stream event.
stream_event_message_stop()

  



  
    
      
    
    
      stream_event_sequence(text_chunks)



        
          
        

    

  


  

Creates a complete sequence of stream events simulating a text response.
stream_event_sequence(["Hello", " ", "World!"])

  



    

  
    
      
    
    
      stream_event_text_delta(text, attrs \\ %{})



        
          
        

    

  


  

Creates a text delta stream event.
stream_event_text_delta("Hello")
stream_event_text_delta("world", %{index: 0})

  



    

  
    
      
    
    
      stream_event_thinking_delta(thinking, attrs \\ %{})



        
          
        

    

  


  

Creates a thinking_delta stream event for extended thinking streaming.
stream_event_thinking_delta("Let me reason...")
stream_event_thinking_delta("more reasoning", %{index: 0})

  



    

  
    
      
    
    
      system_message(attrs \\ [])



        
          
        

    

  


  

Creates a SystemMessage with default values.
system_message()
system_message(model: "claude-opus-4-20250514")

  



    

  
    
      
    
    
      text_block(attrs \\ [])



        
          
        

    

  


  

Creates a TextBlock with default text.
text_block()
text_block(text: "custom text")

  



  
    
      
    
    
      text_content(text)



        
          
        

    

  


  

Creates a TextBlock with the given text.
text_content("Hello world")

  



  
    
      
    
    
      text_delta(text)



        
          
        

    

  


  


  



    

  
    
      
    
    
      thinking_block(attrs \\ [])



        
          
        

    

  


  

Creates a ThinkingBlock with default values.
thinking_block()
thinking_block(thinking: "Let me analyze this...")

  



    

  
    
      
    
    
      thinking_content(thinking, signature \\ nil)



        
          
        

    

  


  

Creates a ThinkingBlock with positional arguments.
thinking_content("Let me reason through this...")
thinking_content("Reasoning...", "sig_abc123")

  



  
    
      
    
    
      thinking_delta(thinking)



        
          
        

    

  


  


  



    

  
    
      
    
    
      tool_result_block(attrs \\ [])



        
          
        

    

  


  

Creates a ToolResultBlock with default values.
tool_result_block()
tool_result_block(content: "file contents", is_error: false)

  



    

    

  
    
      
    
    
      tool_result_content(content, tool_use_id \\ nil, is_error \\ false)



        
          
        

    

  


  

Creates a ToolResultBlock with positional arguments.
tool_result_content("file contents")
tool_result_content("file contents", "tool_123")
tool_result_content("error message", "tool_123", true)

  



    

  
    
      
    
    
      tool_use_block(attrs \\ [])



        
          
        

    

  


  

Creates a ToolUseBlock with default values.
tool_use_block()
tool_use_block(name: "Bash", input: %{command: "ls"})

  



    

  
    
      
    
    
      tool_use_content(name, input, id \\ nil)



        
          
        

    

  


  

Creates a ToolUseBlock with positional arguments.
tool_use_content("Read", %{path: "/tmp/file.txt"})
tool_use_content("Read", %{path: "/tmp/file.txt"}, "tool_123")

  



  
    
      
    
    
      unique_id()



        
          
        

    

  


  

Generates a unique numeric ID

  



    

  
    
      
    
    
      user_message(attrs \\ [])



        
          
        

    

  


  

Creates a UserMessage with default values.
user_message()
user_message(message: %{content: [tool_result_block()]})
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ClaudeCode.MCP 
    



      
Optional integration with Hermes MCP (Model Context Protocol).
This module provides helpers for exposing Elixir tools to Claude via the MCP protocol.
It requires the optional hermes_mcp dependency to be installed.
Overview
MCP (Model Context Protocol) allows Claude to interact with external tools and services.
With this integration, you can:
	Define tools using Hermes MCP patterns
	Start an MCP server (HTTP or stdio transport)
	Generate config files for the Claude CLI
	Connect ClaudeCode sessions to your MCP servers

Installation
Add hermes_mcp to your dependencies in mix.exs:
defp deps do
  [
    {:claude_code, "~> 0.19"},
    {:hermes_mcp, "~> 0.14"}  # Required for MCP integration
  ]
end
Usage Example
1. Define your tools using Hermes
defmodule MyApp.Calculator do
  use Hermes.Server.Component, type: :tool

  @impl true
  def definition do
    %{
      name: "add",
      description: "Add two numbers together",
      inputSchema: %{
        type: "object",
        properties: %{
          a: %{type: "number", description: "First number"},
          b: %{type: "number", description: "Second number"}
        },
        required: ["a", "b"]
      }
    }
  end

  @impl true
  def execute(%{"a" => a, "b" => b}, _frame) do
    {:ok, [%{type: "text", text: "#{a + b}"}]}
  end
end

defmodule MyApp.MCPServer do
  use Hermes.Server,
    name: "my-tools",
    version: "1.0.0"

  tool MyApp.Calculator
end
2. Start the MCP server and connect to ClaudeCode
# Start MCP server
{:ok, config_path} = ClaudeCode.MCP.Server.start_link(MyApp.MCPServer, port: 9001)

# Connect ClaudeCode session with the MCP server
{:ok, session} = ClaudeCode.start_link(
  mcp_config: config_path
)

# Claude can now use your tools!
{:ok, response} = ClaudeCode.query(session, "What is 5 + 3?")
Architecture
┌─────────────────────┐     ┌──────────────────┐     ┌─────────────────┐
│   ClaudeCode        │────▶│   Claude CLI     │────▶│  Hermes MCP     │
│   Session           │     │   (subprocess)   │     │  Server         │
└─────────────────────┘     └──────────────────┘     └─────────────────┘
                                    │                        │
                                    │  MCP Protocol          │
                                    │  (HTTP/SSE or stdio)   │
                                    └────────────────────────┘
Submodules
	ClaudeCode.MCP.Config - Generate MCP configuration files
	ClaudeCode.MCP.Server - Start and manage Hermes MCP servers


      


      
        Summary


  
    Functions
  


    
      
        available?()

      


        Checks if Hermes MCP is available.



    


    
      
        require_hermes!()

      


        Raises an error if Hermes MCP is not available.



    





      


      
        Functions

        


  
    
      
    
    
      available?()



        
          
        

    

  


  

      

          @spec available?() :: boolean()


      


Checks if Hermes MCP is available.
Returns true if the hermes_mcp dependency is installed and loaded.
Example
if ClaudeCode.MCP.available?() do
  # Use MCP features
else
  # Fall back or show error
end

  



  
    
      
    
    
      require_hermes!()



        
          
        

    

  


  

      

          @spec require_hermes!() :: :ok | no_return()


      


Raises an error if Hermes MCP is not available.
Use this at the start of functions that require Hermes to provide
a clear error message.
Example
def start_mcp_server(module, opts) do
  ClaudeCode.MCP.require_hermes!()
  # ... rest of implementation
end

  


        

      


  

  
    
    ClaudeCode.MCP.Config - ClaudeCode v0.19.0
    
    

    


  
  

    
ClaudeCode.MCP.Config 
    



      
Generates MCP configuration files for the Claude CLI.
The Claude CLI expects MCP server configurations in a specific JSON format.
This module provides helpers to generate these configuration files for
different transport types (HTTP/SSE and stdio).
Configuration Format
The Claude CLI expects a JSON file with the following structure:
{
  "mcpServers": {
    "server-name": {
      "command": "path/to/executable",
      "args": ["arg1", "arg2"],
      "env": {"KEY": "value"}
    }
  }
}
For HTTP/SSE transport:
{
  "mcpServers": {
    "server-name": {
      "url": "http://localhost:9001/sse"
    }
  }
}
Usage
# Generate HTTP config
config = ClaudeCode.MCP.Config.http_config("my-server", port: 9001)

# Generate stdio config
config = ClaudeCode.MCP.Config.stdio_config("my-server",
  command: "elixir",
  args: ["-S", "mix", "run", "--no-halt", "-e", "MyApp.MCPServer.start_link()"]
)

# Write to temp file for Claude CLI
{:ok, path} = ClaudeCode.MCP.Config.write_temp_config(config)

# Use with ClaudeCode session
{:ok, session} = ClaudeCode.start_link(mcp_config: path)

      


      
        Summary


  
    Types
  


    
      
        mcp_config()

      


    


    
      
        server_config()

      


    





  
    Functions
  


    
      
        http_config(name, opts)

      


        Generates an HTTP/SSE transport configuration for an MCP server.



    


    
      
        merge_configs(configs)

      


        Merges multiple MCP configurations into a single configuration.



    


    
      
        stdio_config(name, opts)

      


        Generates a stdio transport configuration for an MCP server.



    


    
      
        to_json(config, opts \\ [])

      


        Converts an MCP configuration to a JSON string.



    


    
      
        write_temp_config(config, opts \\ [])

      


        Writes an MCP configuration to a temporary file.



    





      


      
        Types

        


  
    
      
    
    
      mcp_config()



        
          
        

    

  


  

      

          @type mcp_config() :: %{mcpServers: %{required(String.t()) => server_config()}}


      



  



  
    
      
    
    
      server_config()



        
          
        

    

  


  

      

          @type server_config() :: %{
  optional(:command) => String.t(),
  optional(:args) => [String.t()],
  optional(:env) => %{required(String.t()) => String.t()},
  optional(:url) => String.t()
}


      



  


        

      

      
        Functions

        


  
    
      
    
    
      http_config(name, opts)



        
          
        

    

  


  

      

          @spec http_config(
  String.t(),
  keyword()
) :: mcp_config()


      


Generates an HTTP/SSE transport configuration for an MCP server.
Options
	:port - Port number (required)
	:host - Hostname (default: "localhost")
	:path - SSE endpoint path (default: "/sse")
	:scheme - URL scheme (default: "http")

Example
config = ClaudeCode.MCP.Config.http_config("calculator", port: 9001)
# => %{mcpServers: %{"calculator" => %{url: "http://localhost:9001/sse"}}}

config = ClaudeCode.MCP.Config.http_config("secure-server",
  port: 443,
  host: "api.example.com",
  scheme: "https",
  path: "/mcp/sse"
)

  



  
    
      
    
    
      merge_configs(configs)



        
          
        

    

  


  

      

          @spec merge_configs([mcp_config()]) :: mcp_config()


      


Merges multiple MCP configurations into a single configuration.
This is useful when you have multiple MCP servers that should all
be available to Claude.
Example
calculator = ClaudeCode.MCP.Config.http_config("calculator", port: 9001)
database = ClaudeCode.MCP.Config.http_config("database", port: 9002)

merged = ClaudeCode.MCP.Config.merge_configs([calculator, database])
# => %{mcpServers: %{"calculator" => ..., "database" => ...}}

  



  
    
      
    
    
      stdio_config(name, opts)



        
          
        

    

  


  

      

          @spec stdio_config(
  String.t(),
  keyword()
) :: mcp_config()


      


Generates a stdio transport configuration for an MCP server.
Options
	:command - Executable command (required)
	:args - List of command arguments (default: [])
	:env - Environment variables map (default: %{})

Example
config = ClaudeCode.MCP.Config.stdio_config("my-tools",
  command: "elixir",
  args: ["-S", "mix", "run", "--no-halt", "-e", "MyApp.start_mcp()"]
)

config = ClaudeCode.MCP.Config.stdio_config("node-server",
  command: "npx",
  args: ["@example/mcp-server"],
  env: %{"API_KEY" => "secret"}
)

  



    

  
    
      
    
    
      to_json(config, opts \\ [])



        
          
        

    

  


  

      

          @spec to_json(
  mcp_config(),
  keyword()
) :: {:ok, String.t()} | {:error, term()}


      


Converts an MCP configuration to a JSON string.
Options
	:pretty - Format with indentation (default: false)

Example
config = ClaudeCode.MCP.Config.http_config("my-server", port: 9001)
{:ok, json} = ClaudeCode.MCP.Config.to_json(config, pretty: true)

  



    

  
    
      
    
    
      write_temp_config(config, opts \\ [])



        
          
        

    

  


  

      

          @spec write_temp_config(
  mcp_config(),
  keyword()
) :: {:ok, String.t()} | {:error, term()}


      


Writes an MCP configuration to a temporary file.
Returns the path to the temporary file, which can be passed to
ClaudeCode via the :mcp_config option.
The temporary file is created in the system's temp directory and
will be automatically cleaned up by the OS eventually.
Options
	:prefix - Filename prefix (default: "claude_mcp_config")
	:dir - Directory for temp file (default: System.tmp_dir!())

Example
config = ClaudeCode.MCP.Config.http_config("my-server", port: 9001)
{:ok, path} = ClaudeCode.MCP.Config.write_temp_config(config)

{:ok, session} = ClaudeCode.start_link(mcp_config: path)
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ClaudeCode.MCP.Router 
    



      
Dispatches JSONRPC requests to in-process MCP tool server modules.
Handles the MCP protocol methods (initialize, tools/list, tools/call)
by routing to the appropriate tool module's execute/2 callback.
This module is called by the adapter when it receives an mcp_message
control request from the CLI for a type: "sdk" server.

      


      
        Summary


  
    Functions
  


    
      
        handle_request(server_module, message)

      


        Handles a JSONRPC request for the given tool server module.



    





      


      
        Functions

        


  
    
      
    
    
      handle_request(server_module, message)



        
          
        

    

  


  

      

          @spec handle_request(module(), map()) :: map()


      


Handles a JSONRPC request for the given tool server module.
Returns a JSONRPC response map ready for JSON encoding.
Parameters
	server_module - A module that uses ClaudeCode.Tool.Server and
exports __tool_server__/0
	message - A decoded JSONRPC request map with "method" key

Supported Methods
	"initialize" - Returns protocol version, capabilities, and server info
	"notifications/initialized" - Acknowledges initialization (returns empty result)
	"tools/list" - Returns all registered tools with their schemas
	"tools/call" - Dispatches to the named tool's execute/2 callback

Examples
iex> message = %{"jsonrpc" => "2.0", "id" => 1, "method" => "initialize", "params" => %{}}
iex> Router.handle_request(MyApp.Tools, message)
%{"jsonrpc" => "2.0", "id" => 1, "result" => %{"protocolVersion" => "2024-11-05", ...}}
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ClaudeCode.MCP.Server 
    



      
Helper for starting and managing Hermes MCP servers for use with ClaudeCode.
This module provides convenience functions to start Hermes MCP servers
and automatically generate the configuration files needed by the Claude CLI.
Prerequisites
This module requires the hermes_mcp dependency:
{:hermes_mcp, "~> 0.14"}
Usage
Starting an HTTP Server
# Define your Hermes server module
defmodule MyApp.MCPServer do
  use Hermes.Server,
    name: "my-tools",
    version: "1.0.0"

  tool MyApp.Calculator
  tool MyApp.FileReader
end

# Start the server and get config path
{:ok, config_path} = ClaudeCode.MCP.Server.start_link(MyApp.MCPServer, port: 9001)

# Use with ClaudeCode
{:ok, session} = ClaudeCode.start_link(mcp_config: config_path)
With Supervision
# In your application supervisor
children = [
  {ClaudeCode.MCP.Server, server: MyApp.MCPServer, port: 9001, name: :my_mcp}
]
Architecture
When started, this module:
	Validates that Hermes MCP is available
	Starts the Hermes server with HTTP transport
	Generates an MCP config file pointing to the server
	Returns the config file path for use with ClaudeCode


      


      
        Summary


  
    Types
  


    
      
        start_option()

      


    





  
    Functions
  


    
      
        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        get_config_path(server)

      


        Gets the config path from a running MCP server.



    


    
      
        start_link(opts)

      


        Starts an MCP server as a linked process.



    


    
      
        stdio_command(opts)

      


        Generates a stdio command configuration for a Hermes server.



    





      


      
        Types

        


  
    
      
    
    
      start_option()



        
          
        

    

  


  

      

          @type start_option() ::
  {:server, module()}
  | {:port, pos_integer()}
  | {:host, String.t()}
  | {:name, GenServer.name()}
  | {:hermes_opts, keyword()}


      



  


        

      

      
        Functions

        


  
    
      
    
    
      child_spec(init_arg)



        
          
        

    

  


  

Returns a specification to start this module under a supervisor.
See Supervisor.

  



  
    
      
    
    
      get_config_path(server)



        
          
        

    

  


  

      

          @spec get_config_path(GenServer.server()) :: String.t()


      


Gets the config path from a running MCP server.
Example
config_path = ClaudeCode.MCP.Server.get_config_path(:my_mcp)

  



  
    
      
    
    
      start_link(opts)



        
          
        

    

  


  

      

          @spec start_link([start_option()]) :: {:ok, String.t()} | {:error, term()}


      


Starts an MCP server as a linked process.
Options
	:server - The Hermes server module (required)
	:port - Port for HTTP transport (required)
	:host - Hostname to bind (default: "localhost")
	:name - GenServer name for this process (optional)
	:hermes_opts - Additional options passed to Hermes.Server.start_link/1

Returns
	{:ok, config_path} - Path to the generated MCP config file
	{:error, reason} - If startup fails

Example
{:ok, config_path} = ClaudeCode.MCP.Server.start_link(
  server: MyApp.MCPServer,
  port: 9001
)

  



  
    
      
    
    
      stdio_command(opts)



        
          
        

    

  


  

      

          @spec stdio_command(keyword()) :: %{
  command: String.t(),
  args: [String.t()],
  env: %{required(String.t()) => String.t()}
}


      


Generates a stdio command configuration for a Hermes server.
This creates the command and args needed to start a Hermes server
as a subprocess using stdio transport.
Options
	:module - The Hermes server module (required)
	:mix_env - Mix environment (default: "prod")

Example
config = ClaudeCode.MCP.Server.stdio_command(
  module: MyApp.MCPServer
)
# => %{command: "mix", args: ["run", "--no-halt", "-e", "..."]}
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ClaudeCode.Message.AssistantMessage 
    



      
Represents an assistant message from the Claude CLI.
Assistant messages contain Claude's responses, which can include text,
tool use requests, or a combination of both.
Matches the official SDK schema:
{
  type: "assistant",
  uuid: string,
  message: { ... },  # Anthropic SDK Message type
  session_id: string,
  parent_tool_use_id?: string | null,
  error?: "authentication_failed" | "billing_error" | "rate_limit"
          | "invalid_request" | "server_error" | "unknown" | null
}

      


      
        Summary


  
    Types
  


    
      
        assistant_message_error()

      


    


    
      
        t()

      


    





  
    Functions
  


    
      
        assistant_message?(arg1)

      


        Type guard to check if a value is an AssistantMessage.



    


    
      
        new(json)

      


        Creates a new AssistantMessage from JSON data.



    





      


      
        Types

        


  
    
      
    
    
      assistant_message_error()



        
          
        

    

  


  

      

          @type assistant_message_error() ::
  :authentication_failed
  | :billing_error
  | :rate_limit
  | :invalid_request
  | :server_error
  | :unknown


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %ClaudeCode.Message.AssistantMessage{
  error: assistant_message_error() | nil,
  message: ClaudeCode.Types.message(),
  parent_tool_use_id: String.t() | nil,
  session_id: String.t(),
  type: :assistant,
  uuid: String.t() | nil
}


      



  


        

      

      
        Functions

        


  
    
      
    
    
      assistant_message?(arg1)



        
          
        

    

  


  

      

          @spec assistant_message?(any()) :: boolean()


      


Type guard to check if a value is an AssistantMessage.

  



  
    
      
    
    
      new(json)



        
          
        

    

  


  

      

          @spec new(map()) :: {:ok, t()} | {:error, atom() | tuple()}


      


Creates a new AssistantMessage from JSON data.
Examples
iex> AssistantMessage.new(%{"type" => "assistant", "message" => %{...}})
{:ok, %AssistantMessage{...}}

iex> AssistantMessage.new(%{"type" => "user"})
{:error, :invalid_message_type}
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ClaudeCode.Message.CompactBoundaryMessage 
    



      
Represents a conversation compaction boundary message from the Claude CLI.
Compact boundary messages indicate that the CLI has compacted the conversation
history to reduce token usage. This message provides metadata about the compaction.
Matches the official SDK schema:
{
  type: "system",
  subtype: "compact_boundary",
  uuid: string,
  session_id: string,
  compact_metadata: {
    trigger: "manual" | "auto",
    pre_tokens: number
  }
}

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        compact_boundary_message?(arg1)

      


        Type guard to check if a value is a CompactBoundaryMessage.



    


    
      
        new(json)

      


        Creates a new CompactBoundaryMessage from JSON data.



    





      


      
        Types

        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %ClaudeCode.Message.CompactBoundaryMessage{
  compact_metadata: %{trigger: String.t(), pre_tokens: non_neg_integer()},
  session_id: ClaudeCode.Types.session_id(),
  subtype: :compact_boundary,
  type: :system,
  uuid: String.t()
}


      



  


        

      

      
        Functions

        


  
    
      
    
    
      compact_boundary_message?(arg1)



        
          
        

    

  


  

      

          @spec compact_boundary_message?(any()) :: boolean()


      


Type guard to check if a value is a CompactBoundaryMessage.

  



  
    
      
    
    
      new(json)



        
          
        

    

  


  

      

          @spec new(map()) ::
  {:ok, t()} | {:error, :invalid_message_type | {:missing_fields, [atom()]}}


      


Creates a new CompactBoundaryMessage from JSON data.
Examples
iex> CompactBoundaryMessage.new(%{
...>   "type" => "system",
...>   "subtype" => "compact_boundary",
...>   "uuid" => "...",
...>   "session_id" => "...",
...>   "compact_metadata" => %{"trigger" => "auto", "pre_tokens" => 5000}
...> })
{:ok, %CompactBoundaryMessage{...}}

iex> CompactBoundaryMessage.new(%{"type" => "assistant"})
{:error, :invalid_message_type}
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ClaudeCode.Message.PartialAssistantMessage 
    



      
Represents a partial assistant message from the Claude CLI when using partial message streaming.
Partial assistant messages are emitted when include_partial_messages: true is enabled.
They provide real-time updates as Claude generates responses, enabling
character-by-character streaming for LiveView applications.
This type corresponds to SDKPartialAssistantMessage in the TypeScript SDK.
Event Types
	message_start - Signals the beginning of a new message
	content_block_start - Signals the beginning of a new content block (text or tool_use)
	content_block_delta - Contains incremental content updates (text chunks, tool input JSON)
	content_block_stop - Signals the end of a content block
	message_delta - Contains message-level updates (stop_reason, usage)
	message_stop - Signals the end of the message

Example Usage
ClaudeCode.query_stream(session, "Hello", include_partial_messages: true)
|> ClaudeCode.Stream.text_deltas()
|> Enum.each(&IO.write/1)
JSON Format
{
  "type": "stream_event",
  "event": {
    "type": "content_block_delta",
    "index": 0,
    "delta": {"type": "text_delta", "text": "Hello"}
  },
  "session_id": "...",
  "parent_tool_use_id": null,
  "uuid": "..."
}

      


      
        Summary


  
    Types
  


    
      
        delta()

      


    


    
      
        event()

      


    


    
      
        event_type()

      


    


    
      
        t()

      


    





  
    Functions
  


    
      
        event_type(partial_assistant_message)

      


        Gets the event type.



    


    
      
        get_index(arg1)

      


        Gets the content block index for delta events.



    


    
      
        get_partial_json(arg1)

      


        Extracts partial JSON from an input_json_delta event.



    


    
      
        get_text(arg1)

      


        Extracts text from a text_delta event.



    


    
      
        get_thinking(arg1)

      


        Extracts thinking from a thinking_delta event.



    


    
      
        input_json_delta?(arg1)

      


        Checks if this partial message is an input JSON delta (for tool use).



    


    
      
        new(json)

      


        Creates a new PartialAssistantMessage from JSON data.



    


    
      
        partial_assistant_message?(arg1)

      


        Type guard to check if a value is a PartialAssistantMessage.



    


    
      
        text_delta?(arg1)

      


        Checks if this partial message is a text delta.



    


    
      
        thinking_delta?(arg1)

      


        Checks if this partial message is a thinking delta.



    





      


      
        Types

        


  
    
      
    
    
      delta()



        
          
        

    

  


  

      

          @type delta() ::
  %{type: :text_delta, text: String.t()}
  | %{type: :input_json_delta, partial_json: String.t()}
  | %{type: :thinking_delta, thinking: String.t()}
  | map()


      



  



  
    
      
    
    
      event()



        
          
        

    

  


  

      

          @type event() ::
  %{type: event_type()}
  | %{
      type: :content_block_start,
      index: non_neg_integer(),
      content_block: map()
    }
  | %{type: :content_block_delta, index: non_neg_integer(), delta: delta()}
  | %{type: :content_block_stop, index: non_neg_integer()}
  | %{type: :message_start, message: map()}
  | %{type: :message_delta, delta: map(), usage: map()}
  | %{type: :message_stop}


      



  



  
    
      
    
    
      event_type()



        
          
        

    

  


  

      

          @type event_type() ::
  :message_start
  | :content_block_start
  | :content_block_delta
  | :content_block_stop
  | :message_delta
  | :message_stop


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %ClaudeCode.Message.PartialAssistantMessage{
  event: event(),
  parent_tool_use_id: String.t() | nil,
  session_id: String.t(),
  type: :stream_event,
  uuid: String.t() | nil
}


      



  


        

      

      
        Functions

        


  
    
      
    
    
      event_type(partial_assistant_message)



        
          
        

    

  


  

      

          @spec event_type(t()) :: event_type()


      


Gets the event type.

  



  
    
      
    
    
      get_index(arg1)



        
          
        

    

  


  

      

          @spec get_index(t()) :: non_neg_integer() | nil


      


Gets the content block index for delta events.
Returns nil for non-content block events.

  



  
    
      
    
    
      get_partial_json(arg1)



        
          
        

    

  


  

      

          @spec get_partial_json(t()) :: String.t() | nil


      


Extracts partial JSON from an input_json_delta event.
Returns nil if not an input_json_delta event.

  



  
    
      
    
    
      get_text(arg1)



        
          
        

    

  


  

      

          @spec get_text(t()) :: String.t() | nil


      


Extracts text from a text_delta event.
Returns nil if not a text delta event.

  



  
    
      
    
    
      get_thinking(arg1)



        
          
        

    

  


  

      

          @spec get_thinking(t()) :: String.t() | nil


      


Extracts thinking from a thinking_delta event.
Returns nil if not a thinking delta event.

  



  
    
      
    
    
      input_json_delta?(arg1)



        
          
        

    

  


  

      

          @spec input_json_delta?(t()) :: boolean()


      


Checks if this partial message is an input JSON delta (for tool use).

  



  
    
      
    
    
      new(json)



        
          
        

    

  


  

      

          @spec new(map()) :: {:ok, t()} | {:error, atom() | tuple()}


      


Creates a new PartialAssistantMessage from JSON data.
Examples
iex> PartialAssistantMessage.new(%{
...>   "type" => "stream_event",
...>   "event" => %{"type" => "content_block_delta", "index" => 0, "delta" => %{"type" => "text_delta", "text" => "Hi"}},
...>   "session_id" => "abc123"
...> })
{:ok, %PartialAssistantMessage{type: :stream_event, event: %{type: :content_block_delta, ...}, ...}}

  



  
    
      
    
    
      partial_assistant_message?(arg1)



        
          
        

    

  


  

      

          @spec partial_assistant_message?(any()) :: boolean()


      


Type guard to check if a value is a PartialAssistantMessage.

  



  
    
      
    
    
      text_delta?(arg1)



        
          
        

    

  


  

      

          @spec text_delta?(t()) :: boolean()


      


Checks if this partial message is a text delta.

  



  
    
      
    
    
      thinking_delta?(arg1)



        
          
        

    

  


  

      

          @spec thinking_delta?(t()) :: boolean()


      


Checks if this partial message is a thinking delta.
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ClaudeCode.Message.ResultMessage 
    



      
Represents a result message from the Claude CLI.
Result messages are the final message in a conversation, containing
the final response, timing information, token usage, and cost.
String.Chars Protocol
Result implements String.Chars, so you can use it directly with
IO.puts/1 or string interpolation:
{:ok, result} = ClaudeCode.query(session, "Hello")
IO.puts(result)  # prints just the result text
Matches the official SDK schema for successful results:
{
  type: "result",
  subtype: "success",
  uuid: string,
  duration_ms: float,
  duration_api_ms: float,
  is_error: boolean,
  num_turns: int,
  result: string,
  stop_reason: string | null,
  session_id: string,
  total_cost_usd: float,
  usage: object,
  modelUsage: {model: ModelUsage},
  permission_denials: PermissionDenial[],
  structured_output?: unknown
}
And for error results:
{
  type: "result",
  subtype: "error_max_turns" | "error_during_execution" | "error_max_budget_usd" | "error_max_structured_output_retries",
  uuid: string,
  duration_ms: float,
  duration_api_ms: float,
  is_error: boolean,
  num_turns: int,
  session_id: string,
  total_cost_usd: float,
  usage: object,
  modelUsage: {model: ModelUsage},
  permission_denials: PermissionDenial[],
  errors: string[]
}

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        new(json)

      


        Creates a new Result message from JSON data.



    


    
      
        result_message?(arg1)

      


        Type guard to check if a value is a Result message.



    





      


      
        Types

        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %ClaudeCode.Message.ResultMessage{
  duration_api_ms: float(),
  duration_ms: float(),
  errors: [String.t()] | nil,
  is_error: boolean(),
  model_usage: %{required(String.t()) => ClaudeCode.Types.model_usage()},
  num_turns: non_neg_integer(),
  permission_denials: [ClaudeCode.Types.permission_denial()],
  result: String.t() | nil,
  session_id: ClaudeCode.Types.session_id(),
  stop_reason: ClaudeCode.Types.stop_reason(),
  structured_output: any() | nil,
  subtype: ClaudeCode.Types.result_subtype(),
  total_cost_usd: float(),
  type: :result,
  usage: ClaudeCode.Types.usage(),
  uuid: String.t() | nil
}


      



  


        

      

      
        Functions

        


  
    
      
    
    
      new(json)



        
          
        

    

  


  

      

          @spec new(map()) :: {:ok, t()} | {:error, atom() | {:missing_fields, [atom()]}}


      


Creates a new Result message from JSON data.
Examples
iex> Result.new(%{"type" => "result", "subtype" => "success", ...})
{:ok, %Result{...}}

iex> Result.new(%{"type" => "assistant"})
{:error, :invalid_message_type}

  



  
    
      
    
    
      result_message?(arg1)



        
          
        

    

  


  

      

          @spec result_message?(any()) :: boolean()


      


Type guard to check if a value is a Result message.

  


        

      


  

  
    
    ClaudeCode.Message.SystemMessage - ClaudeCode v0.19.0
    
    

    


  
  

    
ClaudeCode.Message.SystemMessage 
    



      
Represents a system message from the Claude CLI.
System messages cover multiple subtypes:
	:init - Session initialization with tools, model, MCP servers, etc.
	:hook_started - Hook execution started
	:hook_response - Hook execution completed with output
	Any future subtypes the CLI may add

For :init messages, all the dedicated fields (tools, model, mcp_servers, etc.)
are populated. For other subtypes, extra fields are stored in the data map.
For conversation compaction boundaries, use ClaudeCode.Message.CompactBoundaryMessage.
Mirrors the Python SDK's generic approach: SystemMessage(subtype=str, data=dict).

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        new(json)

      


        Creates a new SystemMessage from JSON data.



    


    
      
        system_message?(arg1)

      


        Type guard to check if a value is a SystemMessage.



    





      


      
        Types

        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %ClaudeCode.Message.SystemMessage{
  agents: [String.t()],
  api_key_source: String.t() | nil,
  claude_code_version: String.t() | nil,
  cwd: String.t() | nil,
  data: map(),
  fast_mode_state: String.t() | nil,
  mcp_servers: [ClaudeCode.Types.mcp_server()] | nil,
  model: String.t() | nil,
  output_style: String.t(),
  permission_mode: ClaudeCode.Types.permission_mode() | nil,
  plugins: [ClaudeCode.Types.plugin()],
  session_id: ClaudeCode.Types.session_id(),
  skills: [String.t()],
  slash_commands: [String.t()],
  subtype: atom(),
  tools: [String.t()] | nil,
  type: :system,
  uuid: String.t() | nil
}


      



  


        

      

      
        Functions

        


  
    
      
    
    
      new(json)



        
          
        

    

  


  

      

          @spec new(map()) ::
  {:ok, t()}
  | {:error,
     :invalid_message_type | :missing_session_id | {:missing_fields, [atom()]}}


      


Creates a new SystemMessage from JSON data.
For init subtypes, validates required fields and populates dedicated struct fields.
For all other subtypes, stores extra fields in the data map.
Examples
iex> SystemMessage.new(%{"type" => "system", "subtype" => "init", ...})
{:ok, %SystemMessage{subtype: :init, ...}}

iex> SystemMessage.new(%{"type" => "system", "subtype" => "hook_started", ...})
{:ok, %SystemMessage{subtype: :hook_started, data: %{...}}}

iex> SystemMessage.new(%{"type" => "assistant"})
{:error, :invalid_message_type}

  



  
    
      
    
    
      system_message?(arg1)



        
          
        

    

  


  

      

          @spec system_message?(any()) :: boolean()


      


Type guard to check if a value is a SystemMessage.

  


        

      


  

  
    
    ClaudeCode.Message.UserMessage - ClaudeCode v0.19.0
    
    

    


  
  

    
ClaudeCode.Message.UserMessage 
    



      
Represents a user message from the Claude CLI.
User messages typically contain tool results in response to Claude's
tool use requests.
Matches the official SDK schema:
{
  type: "user",
  uuid?: string,
  message: MessageParam,  # from Anthropic SDK
  session_id: string,
  parent_tool_use_id?: string | null,
  tool_use_result?: object | null  # Rich metadata about the tool result
}

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        new(json)

      


        Creates a new UserMessage from JSON data.



    


    
      
        user_message?(arg1)

      


        Type guard to check if a value is a UserMessage.



    





      


      
        Types

        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %ClaudeCode.Message.UserMessage{
  message: ClaudeCode.Types.message_param(),
  parent_tool_use_id: String.t() | nil,
  session_id: ClaudeCode.Types.session_id(),
  tool_use_result: map() | nil,
  type: :user,
  uuid: String.t() | nil
}


      



  


        

      

      
        Functions

        


  
    
      
    
    
      new(json)



        
          
        

    

  


  

      

          @spec new(map()) :: {:ok, t()} | {:error, atom() | tuple()}


      


Creates a new UserMessage from JSON data.
Examples
iex> UserMessage.new(%{"type" => "user", "message" => %{...}})
{:ok, %UserMessage{...}}

iex> UserMessage.new(%{"type" => "assistant"})
{:error, :invalid_message_type}

  



  
    
      
    
    
      user_message?(arg1)



        
          
        

    

  


  

      

          @spec user_message?(any()) :: boolean()


      


Type guard to check if a value is a UserMessage.

  


        

      


  

  
    
    ClaudeCode.Content.TextBlock - ClaudeCode v0.19.0
    
    

    


  
  

    
ClaudeCode.Content.TextBlock 
    



      
Represents a text content block within a Claude message.
Text blocks contain plain text content that represents Claude's response
or user input.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        new(data)

      


        Creates a new Text content block from JSON data.



    


    
      
        text_content?(arg1)

      


        Type guard to check if a value is a Text content block.



    





      


      
        Types

        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %ClaudeCode.Content.TextBlock{text: String.t(), type: :text}


      



  


        

      

      
        Functions

        


  
    
      
    
    
      new(data)



        
          
        

    

  


  

      

          @spec new(map()) :: {:ok, t()} | {:error, atom()}


      


Creates a new Text content block from JSON data.
Examples
iex> Text.new(%{"type" => "text", "text" => "Hello!"})
{:ok, %Text{type: :text, text: "Hello!"}}

iex> Text.new(%{"type" => "tool_use", "text" => "Hi"})
{:error, :invalid_content_type}

  



  
    
      
    
    
      text_content?(arg1)



        
          
        

    

  


  

      

          @spec text_content?(any()) :: boolean()


      


Type guard to check if a value is a Text content block.

  


        

      


  

  
    
    ClaudeCode.Content.ThinkingBlock - ClaudeCode v0.19.0
    
    

    


  
  

    
ClaudeCode.Content.ThinkingBlock 
    



      
Represents a thinking content block within a Claude message.
Thinking blocks contain Claude's extended reasoning, visible when
extended thinking is enabled on supported models.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        new(data)

      


        Creates a new Thinking content block from JSON data.



    


    
      
        thinking_content?(arg1)

      


        Type guard to check if a value is a Thinking content block.



    





      


      
        Types

        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %ClaudeCode.Content.ThinkingBlock{
  signature: String.t(),
  thinking: String.t(),
  type: :thinking
}


      



  


        

      

      
        Functions

        


  
    
      
    
    
      new(data)



        
          
        

    

  


  

      

          @spec new(map()) :: {:ok, t()} | {:error, atom() | {:missing_fields, [atom()]}}


      


Creates a new Thinking content block from JSON data.
Examples
iex> Thinking.new(%{"type" => "thinking", "thinking" => "Let me reason...", "signature" => "sig_123"})
{:ok, %Thinking{type: :thinking, thinking: "Let me reason...", signature: "sig_123"}}

iex> Thinking.new(%{"type" => "text"})
{:error, :invalid_content_type}

  



  
    
      
    
    
      thinking_content?(arg1)



        
          
        

    

  


  

      

          @spec thinking_content?(any()) :: boolean()


      


Type guard to check if a value is a Thinking content block.

  


        

      


  

  
    
    ClaudeCode.Content.ToolResultBlock - ClaudeCode v0.19.0
    
    

    


  
  

    
ClaudeCode.Content.ToolResultBlock 
    



      
Represents a tool result content block within a Claude message.
Tool result blocks contain the output from a tool execution, which can be
either successful results or error messages.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        new(data)

      


        Creates a new ToolResult content block from JSON data.



    


    
      
        tool_result_content?(arg1)

      


        Type guard to check if a value is a ToolResult content block.



    





      


      
        Types

        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %ClaudeCode.Content.ToolResultBlock{
  content: [ClaudeCode.Content.TextBlock.t()],
  is_error: boolean(),
  tool_use_id: String.t(),
  type: :tool_result
}


      



  


        

      

      
        Functions

        


  
    
      
    
    
      new(data)



        
          
        

    

  


  

      

          @spec new(map()) :: {:ok, t()} | {:error, atom() | {:missing_fields, [atom()]}}


      


Creates a new ToolResult content block from JSON data.
Examples
iex> ToolResult.new(%{"type" => "tool_result", "tool_use_id" => "123", "content" => "OK"})
{:ok, %ToolResult{type: :tool_result, tool_use_id: "123", content: "OK", is_error: false}}

iex> ToolResult.new(%{"type" => "text"})
{:error, :invalid_content_type}

  



  
    
      
    
    
      tool_result_content?(arg1)



        
          
        

    

  


  

      

          @spec tool_result_content?(any()) :: boolean()


      


Type guard to check if a value is a ToolResult content block.
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ClaudeCode.Content.ToolUseBlock 
    



      
Represents a tool use content block within a Claude message.
Tool use blocks indicate that Claude wants to invoke a specific tool
with the given parameters.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        new(data)

      


        Creates a new ToolUse content block from JSON data.



    


    
      
        tool_use_content?(arg1)

      


        Type guard to check if a value is a ToolUse content block.



    





      


      
        Types

        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %ClaudeCode.Content.ToolUseBlock{
  id: String.t(),
  input: map(),
  name: String.t(),
  type: :tool_use
}


      



  


        

      

      
        Functions

        


  
    
      
    
    
      new(data)



        
          
        

    

  


  

      

          @spec new(map()) :: {:ok, t()} | {:error, atom() | {:missing_fields, [atom()]}}


      


Creates a new ToolUse content block from JSON data.
Examples
iex> ToolUse.new(%{"type" => "tool_use", "id" => "123", "name" => "Read", "input" => %{}})
{:ok, %ToolUse{type: :tool_use, id: "123", name: "Read", input: %{}}}

iex> ToolUse.new(%{"type" => "text"})
{:error, :invalid_content_type}

  



  
    
      
    
    
      tool_use_content?(arg1)



        
          
        

    

  


  

      

          @spec tool_use_content?(any()) :: boolean()


      


Type guard to check if a value is a ToolUse content block.

  


        

      


  

  
    
    ClaudeCode.Adapter.Local.Installer - ClaudeCode v0.19.0
    
    

    


  
  

    
ClaudeCode.Adapter.Local.Installer 
    



      
Manages Claude CLI binary installation.
This module handles automatic CLI binary management following patterns from
phoenixframework/esbuild and phoenixframework/tailwind, using the official
Anthropic install scripts.
Installation Methods
	Automatic - CLI is auto-installed to priv/bin/ on first use when cli_path: :bundled (the default)
	Manual - Run mix claude_code.install to pre-install the CLI
	Pre-installed - Use a system CLI with cli_path: :global or cli_path: "/path/to/claude"

Configuration
# config/config.exs
config :claude_code,
  cli_path: :bundled,               # :bundled (default), :global, or "/path/to/claude"
  cli_version: "x.y.z",            # Version to install (default: SDK's tested version)
  cli_dir: nil                      # Directory for downloaded binary
CLI Resolution Modes
The :cli_path option controls how the CLI binary is found (see ClaudeCode.Adapter.Local.Resolver.find_binary/1):
	:bundled (default) — Uses priv/bin/ binary. Auto-installs if missing.
Verifies version matches the SDK's pinned version and re-installs on mismatch.
	:global — Finds existing system install via PATH or common locations. No auto-install.
	"/path/to/claude" — Uses that exact binary path.

Release Configuration
For releases, you have several options:
	Pre-install during build - Run mix claude_code.install in your release build
	Configure writable directory - Set :cli_dir to a writable runtime location
	Use system CLI - Set cli_path: :global and ensure claude is in PATH


      


      
        Summary


  
    Functions
  


    
      
        bundled_path()

      


        Returns the path to the bundled CLI binary.



    


    
      
        cli_dir()

      


        Returns the directory where the CLI binary should be stored.



    


    
      
        cli_not_found_message()

      


        Returns the error message shown when the CLI binary cannot be found.



    


    
      
        configured_version()

      


        Returns the configured CLI version to install.



    


    
      
        find_in_common_locations()

      


        Searches for the CLI in common installation locations.



    


    
      
        install!(opts \\ [])

      


        Installs the Claude CLI using the official Anthropic install script.



    


    
      
        version_of(path)

      


        Returns the version of the CLI binary at the given path.



    





      


      
        Functions

        


  
    
      
    
    
      bundled_path()



        
          
        

    

  


  

      

          @spec bundled_path() :: String.t()


      


Returns the path to the bundled CLI binary.
This is the path where the installer places the CLI binary,
not necessarily where it currently exists.
Examples
iex> ClaudeCode.Adapter.Local.Installer.bundled_path()
"/path/to/app/priv/bin/claude"

  



  
    
      
    
    
      cli_dir()



        
          
        

    

  


  

      

          @spec cli_dir() :: String.t()


      


Returns the directory where the CLI binary should be stored.
Defaults to priv/bin/ within the application directory.
Examples
iex> ClaudeCode.Adapter.Local.Installer.cli_dir()
"/path/to/app/priv/bin"

  



  
    
      
    
    
      cli_not_found_message()



        
          
        

    

  


  

      

          @spec cli_not_found_message() :: String.t()


      


Returns the error message shown when the CLI binary cannot be found.
Used by both the Installer and CLI modules to provide consistent error messaging.

  



  
    
      
    
    
      configured_version()



        
          
        

    

  


  

      

          @spec configured_version() :: String.t()


      


Returns the configured CLI version to install.
Defaults to the SDK's tested version if not configured.
Examples
iex> ClaudeCode.Adapter.Local.Installer.configured_version()
"2.1.38"

  



  
    
      
    
    
      find_in_common_locations()



        
          
        

    

  


  

      

          @spec find_in_common_locations() :: String.t() | nil


      


Searches for the CLI in common installation locations.
Returns the path if found, nil otherwise.

  



    

  
    
      
    
    
      install!(opts \\ [])



        
          
        

    

  


  

      

          @spec install!(keyword()) :: :ok | {:ok, map()}


      


Installs the Claude CLI using the official Anthropic install script.
The binary is installed to the configured cli_dir (default: priv/bin/).
Options
	:version - Version to install (default: configured version)
	:return_info - When true, returns {:ok, info_map} instead of :ok (default: false).
The info map contains: version, path, size_bytes.

Examples
iex> ClaudeCode.Adapter.Local.Installer.install!()
:ok

iex> ClaudeCode.Adapter.Local.Installer.install!(version: "2.1.38")
:ok

iex> ClaudeCode.Adapter.Local.Installer.install!(return_info: true)
{:ok, %{version: "2.1.38", path: "/path/to/claude", size_bytes: 1234567}}

  



  
    
      
    
    
      version_of(path)



        
          
        

    

  


  

      

          @spec version_of(String.t()) :: {:ok, String.t()} | {:error, term()}


      


Returns the version of the CLI binary at the given path.
Runs claude --version and parses the output.
Examples
iex> ClaudeCode.Adapter.Local.Installer.version_of("/usr/local/bin/claude")
{:ok, "2.1.38"}

iex> ClaudeCode.Adapter.Local.Installer.version_of("/nonexistent")
{:error, {:execution_failed, "enoent"}}
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ClaudeCode.Adapter.Local.Resolver 
    



      
Resolves the Claude CLI binary for the local adapter.
This module handles finding the CLI binary using one of three resolution modes:
	:bundled (default) -- Uses the binary in priv/bin/. Auto-installs if missing.
Verifies version matches the SDK's pinned version and re-installs on mismatch.
	:global -- Finds an existing system install via PATH or common locations. No auto-install.
	"/path/to/claude" -- Uses that exact binary path.

Can also be configured via application config:
config :claude_code, cli_path: :global

      


      
        Summary


  
    Functions
  


    
      
        find_binary(opts \\ [])

      


        Finds the claude binary using the configured resolution mode.



    


    
      
        validate_installation(opts \\ [])

      


        Validates that the Claude CLI is properly installed and accessible.



    





      


      
        Functions

        


    

  
    
      
    
    
      find_binary(opts \\ [])



        
          
        

    

  


  

      

          @spec find_binary(keyword()) :: {:ok, String.t()} | {:error, term()}


      


Finds the claude binary using the configured resolution mode.
Resolution Modes
The :cli_path option (or app config) determines how the binary is found:
	:bundled (default) -- Use priv/bin/ binary. Auto-installs if missing.
Verifies the installed version matches Installer.configured_version() and
re-installs on mismatch.
	:global -- Finds an existing system install via PATH or common locations.
Does not auto-install. Returns {:error, :not_found} if not found.
	"/path/to/claude" -- Uses that exact binary. Returns {:error, :not_found}
if it doesn't exist.

Examples
iex> ClaudeCode.Adapter.Local.Resolver.find_binary()
{:ok, "/path/to/priv/bin/claude"}

iex> ClaudeCode.Adapter.Local.Resolver.find_binary(cli_path: :global)
{:ok, "/usr/local/bin/claude"}

iex> ClaudeCode.Adapter.Local.Resolver.find_binary(cli_path: "/custom/path/claude")
{:ok, "/custom/path/claude"}

  



    

  
    
      
    
    
      validate_installation(opts \\ [])



        
          
        

    

  


  

      

          @spec validate_installation(keyword()) :: :ok | {:error, term()}


      


Validates that the Claude CLI is properly installed and accessible.

  


        

      


  

  
    
    ClaudeCode.Adapter - ClaudeCode v0.19.0
    
    

    


  
  

    
ClaudeCode.Adapter behaviour
    



      
Behaviour for ClaudeCode adapters.
Adapters handle the full lifecycle of a Claude Code execution environment:
provisioning, communication, health checking, and cleanup.
Message Protocol
Adapters communicate with Session using the notification helpers:
	notify_message(session, request_id, message) - A parsed message from Claude
	notify_done(session, request_id, reason) - Query complete (reason: :completed)
	notify_error(session, request_id, reason) - Error occurred
	notify_status(session, status) - Adapter status change (:provisioning | :ready | {:error, reason})


Usage
Adapters are specified as {Module, config} tuples:
{:ok, session} = ClaudeCode.start_link(
  adapter: {ClaudeCode.Adapter.Local, cli_path: "/usr/bin/claude"},
  model: "opus"
)
The default adapter is ClaudeCode.Adapter.Local.

      


      
        Summary


  
    Types
  


    
      
        adapter_config()

      


    


    
      
        done_reason()

      


    


    
      
        health()

      


    





  
    Callbacks
  


    
      
        get_server_info(adapter)

      


        Returns cached server initialization info from the control handshake.



    


    
      
        health(adapter)

      


        Returns the health status of the adapter's execution environment.



    


    
      
        interrupt(adapter)

      


        Sends an interrupt signal to stop the current generation.



    


    
      
        send_control_request(adapter, subtype, params)

      


        Sends a control request to the adapter and waits for a response.



    


    
      
        send_query(adapter, request_id, prompt, opts)

      


        Sends a query to the adapter.



    


    
      
        start_link(session, adapter_config)

      


        Starts the adapter process and provisions the execution environment.



    


    
      
        stop(adapter)

      


        Stops the adapter and cleans up resources.



    





  
    Functions
  


    
      
        notify_control_request(session, request_id, request)

      


        Forwards an inbound control request from adapter to session.



    


    
      
        notify_done(session, request_id, reason)

      


        Notifies the session that a request has completed.



    


    
      
        notify_error(session, request_id, reason)

      


        Notifies the session that a request encountered an error.



    


    
      
        notify_message(session, request_id, message)

      


        Sends a parsed message to the session for a specific request.



    


    
      
        notify_status(session, status)

      


        Notifies the session of an adapter status change.



    





      


      
        Types

        


  
    
      
    
    
      adapter_config()



        
          
        

    

  


  

      

          @type adapter_config() :: keyword()


      



  



  
    
      
    
    
      done_reason()



        
          
        

    

  


  

      

          @type done_reason() :: :completed


      



  



  
    
      
    
    
      health()



        
          
        

    

  


  

      

          @type health() :: :healthy | :degraded | {:unhealthy, reason :: term()}


      



  


        

      

      
        Callbacks

        


  
    
      
    
    
      get_server_info(adapter)


        (optional)


        
          
        

    

  


  

      

          @callback get_server_info(adapter :: pid()) :: {:ok, map() | nil} | {:error, term()}


      


Returns cached server initialization info from the control handshake.
This is an optional callback.

  



  
    
      
    
    
      health(adapter)



        
          
        

    

  


  

      

          @callback health(adapter :: pid()) :: health()


      


Returns the health status of the adapter's execution environment.

  



  
    
      
    
    
      interrupt(adapter)


        (optional)


        
          
        

    

  


  

      

          @callback interrupt(adapter :: pid()) :: :ok | {:error, term()}


      


Sends an interrupt signal to stop the current generation.
This is an optional, fire-and-forget callback — the CLI stops generating
and emits a result message. No response is expected.

  



  
    
      
    
    
      send_control_request(adapter, subtype, params)


        (optional)


        
          
        

    

  


  

      

          @callback send_control_request(adapter :: pid(), subtype :: atom(), params :: map()) ::
  {:ok, map()} | {:error, term()}


      


Sends a control request to the adapter and waits for a response.
This is an optional callback — adapters that don't support the control
protocol simply don't implement it. Use function_exported?/3 to check.

  



  
    
      
    
    
      send_query(adapter, request_id, prompt, opts)



        
          
        

    

  


  

      

          @callback send_query(
  adapter :: pid(),
  request_id :: reference(),
  prompt :: String.t(),
  opts :: keyword()
) :: :ok | {:error, term()}


      


Sends a query to the adapter.
The adapter should send messages back to the session via send/2:
	{:adapter_message, request_id, message} for each message
	{:adapter_done, request_id, reason} when the query completes
	{:adapter_error, request_id, reason} on errors

Parameters
	adapter - PID of the adapter process
	request_id - Unique reference for this request
	prompt - The user's query string
	opts - Query options (includes :session_id if resuming)


  



  
    
      
    
    
      start_link(session, adapter_config)



        
          
        

    

  


  

      

          @callback start_link(session :: pid(), adapter_config()) ::
  {:ok, pid()} | {:error, term()}


      


Starts the adapter process and provisions the execution environment.
This should eagerly provision resources (find binary, start container, etc.)
and return {:error, reason} immediately if provisioning fails.
Parameters
	session - PID of the Session GenServer
	adapter_config - Adapter-specific configuration keyword list


  



  
    
      
    
    
      stop(adapter)



        
          
        

    

  


  

      

          @callback stop(adapter :: pid()) :: :ok


      


Stops the adapter and cleans up resources.

  


        

      

      
        Functions

        


  
    
      
    
    
      notify_control_request(session, request_id, request)



        
          
        

    

  


  

      

          @spec notify_control_request(pid(), String.t(), map()) :: :ok


      


Forwards an inbound control request from adapter to session.

  



  
    
      
    
    
      notify_done(session, request_id, reason)



        
          
        

    

  


  

      

          @spec notify_done(pid(), reference(), done_reason()) :: :ok


      


Notifies the session that a request has completed.

  



  
    
      
    
    
      notify_error(session, request_id, reason)



        
          
        

    

  


  

      

          @spec notify_error(pid(), reference(), term()) :: :ok


      


Notifies the session that a request encountered an error.

  



  
    
      
    
    
      notify_message(session, request_id, message)



        
          
        

    

  


  

      

          @spec notify_message(pid(), reference(), term()) :: :ok


      


Sends a parsed message to the session for a specific request.

  



  
    
      
    
    
      notify_status(session, status)



        
          
        

    

  


  

      

          @spec notify_status(pid(), :provisioning | :ready | {:error, term()}) :: :ok


      


Notifies the session of an adapter status change.
Status values:
	:provisioning — adapter is starting up
	:ready — adapter is ready to accept queries
	{:error, reason} — provisioning failed
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ClaudeCode.Adapter.Local 
    



      
Local CLI adapter that manages a persistent Port connection to the Claude CLI.
This adapter:
	Spawns the CLI subprocess with --input-format stream-json
	Receives async messages from the Port
	Parses JSON and forwards structured messages to Session
	Handles Port lifecycle (connect, reconnect, cleanup)


      


      
        Summary


  
    Functions
  


    
      
        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    





      


      
        Functions

        


  
    
      
    
    
      child_spec(init_arg)



        
          
        

    

  


  

Returns a specification to start this module under a supervisor.
See Supervisor.
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ClaudeCode.CLI.Command 
    



      
Builds CLI command arguments from validated options.
This module is the CLI protocol layer responsible for:
	Converting Elixir options to CLI flags (to_cli_args/1)
	Assembling the full argument list for a CLI invocation (build_args/3)

It is used by ClaudeCode.Adapter.Local for local subprocess management.

      


      
        Summary


  
    Functions
  


    
      
        build_args(prompt, opts, session_id)

      


        Builds the full argument list for a CLI invocation.



    


    
      
        to_cli_args(opts)

      


        Converts Elixir options to CLI arguments.



    





      


      
        Functions

        


  
    
      
    
    
      build_args(prompt, opts, session_id)



        
          
        

    

  


  

      

          @spec build_args(String.t(), keyword(), String.t() | nil) :: [String.t()]


      


Builds the full argument list for a CLI invocation.
Combines required flags, optional --resume flag, option-derived CLI flags,
and the prompt into a single flat list of strings.
Parameters
	prompt - The user prompt string (appended as the final argument)
	opts   - Validated option keyword list
	session_id - Optional session ID for --resume (nil to omit)

Examples
iex> ClaudeCode.CLI.Command.build_args("hello", [model: "opus"], nil)
["--output-format", "stream-json", "--verbose", "--print", "--model", "opus", "hello"]

iex> ClaudeCode.CLI.Command.build_args("hello", [], "sess-123")
["--output-format", "stream-json", "--verbose", "--print", "--resume", "sess-123", "hello"]

  



  
    
      
    
    
      to_cli_args(opts)



        
          
        

    

  


  

      

          @spec to_cli_args(keyword()) :: [String.t()]


      


Converts Elixir options to CLI arguments.
Ignores internal options like :api_key, :name, and :timeout that are not CLI flags.
Examples
iex> ClaudeCode.CLI.Command.to_cli_args([system_prompt: "You are helpful"])
["--system-prompt", "You are helpful"]

iex> ClaudeCode.CLI.Command.to_cli_args([allowed_tools: ["View", "Bash(git:*)"]])
["--allowedTools", "View,Bash(git:*)"]

  


        

      


  

  
    
    ClaudeCode.CLI.Control - ClaudeCode v0.19.0
    
    

    


  
  

    
ClaudeCode.CLI.Control 
    



      
Bidirectional control protocol for the Claude CLI.
Builds and classifies control messages that share the stdin/stdout
transport with regular SDK messages. Part of the CLI protocol layer.
Message Classification
All messages from the CLI are classified into one of three categories:
	{:control_request, msg} — The CLI is requesting something from the SDK
	{:control_response, msg} — The CLI is responding to a previous SDK request
	{:message, msg} — A regular SDK message (system, assistant, user, result, etc.)

Outbound Requests (SDK -> CLI)
Request builders produce single-line JSON strings suitable for writing
to the CLI's stdin:
	initialize_request/3 — Initialize the control protocol
	set_model_request/2 — Change the active model
	set_permission_mode_request/2 — Change the permission mode
	rewind_files_request/2 — Rewind files to a previous state
	mcp_status_request/1 — Query MCP server status

Response Builders (SDK -> CLI)
When the CLI sends a control request, the SDK responds with:
	success_response/2 — Successful response with data
	error_response/2 — Error response with message

Response Parsing (CLI -> SDK)
When the CLI responds to an SDK request:
	parse_control_response/1 — Parse into tagged tuples


      


      
        Summary


  
    Functions
  


    
      
        classify(msg)

      


        Classifies a decoded JSON message as a control or regular message.



    


    
      
        error_response(request_id, error_message)

      


        Builds an error control response JSON string.



    


    
      
        generate_request_id(counter)

      


        Generates a unique request ID with the given counter prefix.



    


    
      
        initialize_request(request_id, hooks \\ nil, agents \\ nil)

      


        Builds an initialize control request JSON string.



    


    
      
        interrupt_request(request_id)

      


        Builds an interrupt control request JSON string.



    


    
      
        mcp_status_request(request_id)

      


        Builds an mcp_status control request JSON string.



    


    
      
        parse_control_response(arg1)

      


        Parses a control response message from the CLI.



    


    
      
        rewind_files_request(request_id, user_message_id)

      


        Builds a rewind_files control request JSON string.



    


    
      
        set_model_request(request_id, model)

      


        Builds a set_model control request JSON string.



    


    
      
        set_permission_mode_request(request_id, mode)

      


        Builds a set_permission_mode control request JSON string.



    


    
      
        success_response(request_id, response_data)

      


        Builds a success control response JSON string.



    





      


      
        Functions

        


  
    
      
    
    
      classify(msg)



        
          
        

    

  


  

      

          @spec classify(map()) ::
  {:control_request, map()} | {:control_response, map()} | {:message, map()}


      


Classifies a decoded JSON message as a control or regular message.
Examples
iex> ClaudeCode.CLI.Control.classify(%{"type" => "control_request", "request_id" => "req_1"})
{:control_request, %{"type" => "control_request", "request_id" => "req_1"}}

iex> ClaudeCode.CLI.Control.classify(%{"type" => "assistant", "message" => %{}})
{:message, %{"type" => "assistant", "message" => %{}}}

  



  
    
      
    
    
      error_response(request_id, error_message)



        
          
        

    

  


  

      

          @spec error_response(String.t(), String.t()) :: String.t()


      


Builds an error control response JSON string.
Used to respond to a control request from the CLI with an error.
Parameters
	request_id - The request ID being responded to
	error_message - The error description string


  



  
    
      
    
    
      generate_request_id(counter)



        
          
        

    

  


  

      

          @spec generate_request_id(non_neg_integer()) :: String.t()


      


Generates a unique request ID with the given counter prefix.
The format is req_{counter}_{hex} where hex is 8 random hex characters.
Examples
iex> id = ClaudeCode.CLI.Control.generate_request_id(0)
iex> String.starts_with?(id, "req_0_")
true

  



    

    

  
    
      
    
    
      initialize_request(request_id, hooks \\ nil, agents \\ nil)



        
          
        

    

  


  

      

          @spec initialize_request(String.t(), map() | nil, map() | nil) :: String.t()


      


Builds an initialize control request JSON string.
Parameters
	request_id - Unique request identifier
	hooks - Optional hook configurations (map or nil)
	agents - Optional agent configurations (map or nil)


  



  
    
      
    
    
      interrupt_request(request_id)



        
          
        

    

  


  

      

          @spec interrupt_request(String.t()) :: String.t()


      


Builds an interrupt control request JSON string.
Interrupt is fire-and-forget — the CLI stops generating and emits a result message.
Parameters
	request_id - Unique request identifier


  



  
    
      
    
    
      mcp_status_request(request_id)



        
          
        

    

  


  

      

          @spec mcp_status_request(String.t()) :: String.t()


      


Builds an mcp_status control request JSON string.
Parameters
	request_id - Unique request identifier


  



  
    
      
    
    
      parse_control_response(arg1)



        
          
        

    

  


  

      

          @spec parse_control_response(map()) ::
  {:ok, String.t(), map()} | {:error, String.t() | nil, String.t()}


      


Parses a control response message from the CLI.
Returns tagged tuples indicating success or error:
	{:ok, request_id, response_data} — Successful response
	{:error, request_id, error_message} — Error response or parse failure

Examples
iex> msg = %{"type" => "control_response", "response" => %{"subtype" => "success", "request_id" => "req_1", "response" => %{}}}
iex> ClaudeCode.CLI.Control.parse_control_response(msg)
{:ok, "req_1", %{}}

  



  
    
      
    
    
      rewind_files_request(request_id, user_message_id)



        
          
        

    

  


  

      

          @spec rewind_files_request(String.t(), String.t()) :: String.t()


      


Builds a rewind_files control request JSON string.
Parameters
	request_id - Unique request identifier
	user_message_id - The user message ID to rewind to


  



  
    
      
    
    
      set_model_request(request_id, model)



        
          
        

    

  


  

      

          @spec set_model_request(String.t(), String.t()) :: String.t()


      


Builds a set_model control request JSON string.
Parameters
	request_id - Unique request identifier
	model - The model identifier string


  



  
    
      
    
    
      set_permission_mode_request(request_id, mode)



        
          
        

    

  


  

      

          @spec set_permission_mode_request(String.t(), String.t()) :: String.t()


      


Builds a set_permission_mode control request JSON string.
Parameters
	request_id - Unique request identifier
	mode - The permission mode string (e.g., "bypassPermissions")


  



  
    
      
    
    
      success_response(request_id, response_data)



        
          
        

    

  


  

      

          @spec success_response(String.t(), map()) :: String.t()


      


Builds a success control response JSON string.
Used to respond to a control request from the CLI with a successful result.
Parameters
	request_id - The request ID being responded to
	response_data - The response payload (map)
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ClaudeCode.CLI.Input 
    



      
Builds input messages for stream-json input format.
When using --input-format stream-json, the CLI accepts NDJSON messages via stdin.
This module provides builders for the various message types.
Message Format
Messages are JSON objects with the following structure:
%{
  type: "user",
  message: %{role: "user", content: "Your message"},
  session_id: "default",
  parent_tool_use_id: nil
}
Usage
# Build a user message
json = ClaudeCode.CLI.Input.user_message("Hello, Claude!")

# With explicit session ID
json = ClaudeCode.CLI.Input.user_message("Hello!", "my-session-123")

      


      
        Summary


  
    Functions
  


    
      
        tool_response(tool_use_id, result, session_id, opts \\ [])

      


        Builds a tool response message for stream-json input.



    


    
      
        user_message(content, session_id \\ "default", opts \\ [])

      


        Builds a user message for stream-json input.



    





      


      
        Functions

        


    

  
    
      
    
    
      tool_response(tool_use_id, result, session_id, opts \\ [])



        
          
        

    

  


  

      

          @spec tool_response(String.t(), String.t() | map(), String.t(), keyword()) ::
  String.t()


      


Builds a tool response message for stream-json input.
Use this when responding to a tool use request from Claude.
Parameters
	tool_use_id - The ID of the tool use being responded to
	result - The result of the tool execution (string or map)
	session_id - Session ID for conversation continuity
	opts - Additional options:	:is_error - Whether the tool execution resulted in an error (default: false)



Examples
iex> ClaudeCode.CLI.Input.tool_response("tool-123", "File created", "session-456")
# Returns JSON with tool result

  



    

    

  
    
      
    
    
      user_message(content, session_id \\ "default", opts \\ [])



        
          
        

    

  


  

      

          @spec user_message(String.t(), String.t(), keyword()) :: String.t()


      


Builds a user message for stream-json input.
Parameters
	content - The message content (string)
	session_id - Session ID for conversation continuity (default: "default")
	opts - Additional options:	:parent_tool_use_id - Tool use ID if responding to a tool (default: nil)



Examples
iex> ClaudeCode.CLI.Input.user_message("What is 2 + 2?")
~s({"type":"user","message":{"role":"user","content":"What is 2 + 2?"},"session_id":"default","parent_tool_use_id":null})

iex> ClaudeCode.CLI.Input.user_message("Hello", "session-123")
~s({"type":"user","message":{"role":"user","content":"Hello"},"session_id":"session-123","parent_tool_use_id":null})
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ClaudeCode.CLI.Parser 
    



      
Parses CLI JSON output into message and content structs.
This module is the CLI protocol layer responsible for converting
newline-delimited JSON from --output-format stream-json into
the adapter-agnostic struct types defined in ClaudeCode.Message.*
and ClaudeCode.Content.*.
A future native API adapter would produce the same structs but from
a different wire format. The struct definitions and type-checking
functions remain in ClaudeCode.Message and ClaudeCode.Content.

      


      
        Summary


  
    Functions
  


    
      
        parse_all_contents(blocks)

      


        Parses a list of decoded JSON maps into content block structs.



    


    
      
        parse_all_messages(messages)

      


        Parses a list of decoded JSON maps into message structs.



    


    
      
        parse_content(data)

      


        Parses a decoded JSON map into a content block struct.



    


    
      
        parse_message(data)

      


        Parses a decoded JSON map into a message struct.



    


    
      
        parse_stream(stream)

      


        Parses a newline-delimited JSON stream from the CLI.



    





      


      
        Functions

        


  
    
      
    
    
      parse_all_contents(blocks)



        
          
        

    

  


  

      

          @spec parse_all_contents([map()]) ::
  {:ok, [ClaudeCode.Content.t()]} | {:error, term()}


      


Parses a list of decoded JSON maps into content block structs.
Returns {:ok, contents} if all blocks parse successfully,
or {:error, {:parse_error, index, error}} for the first failure.

  



  
    
      
    
    
      parse_all_messages(messages)



        
          
        

    

  


  

      

          @spec parse_all_messages([map()]) ::
  {:ok, [ClaudeCode.Message.t()]} | {:error, term()}


      


Parses a list of decoded JSON maps into message structs.
Returns {:ok, messages} if all messages parse successfully,
or {:error, {:parse_error, index, error}} for the first failure.

  



  
    
      
    
    
      parse_content(data)



        
          
        

    

  


  

      

          @spec parse_content(map()) :: {:ok, ClaudeCode.Content.t()} | {:error, term()}


      


Parses a decoded JSON map into a content block struct.
Dispatches on "type" to the appropriate content module's new/1
constructor.
Examples
iex> ClaudeCode.CLI.Parser.parse_content(%{"type" => "text", "text" => "Hello"})
{:ok, %ClaudeCode.Content.TextBlock{type: :text, text: "Hello"}}

iex> ClaudeCode.CLI.Parser.parse_content(%{"type" => "unknown"})
{:error, {:unknown_content_type, "unknown"}}

  



  
    
      
    
    
      parse_message(data)



        
          
        

    

  


  

      

          @spec parse_message(map()) :: {:ok, ClaudeCode.Message.t()} | {:error, term()}


      


Parses a decoded JSON map into a message struct.
Dispatches on "type" to the appropriate message module's new/1
constructor.
Examples
iex> ClaudeCode.CLI.Parser.parse_message(%{"type" => "system", "subtype" => "init", ...})
{:ok, %ClaudeCode.Message.SystemMessage{...}}

iex> ClaudeCode.CLI.Parser.parse_message(%{"type" => "unknown"})
{:error, {:unknown_message_type, "unknown"}}

  



  
    
      
    
    
      parse_stream(stream)



        
          
        

    

  


  

      

          @spec parse_stream(String.t()) :: {:ok, [ClaudeCode.Message.t()]} | {:error, term()}


      


Parses a newline-delimited JSON stream from the CLI.
This is the format output by the CLI with --output-format stream-json.
Each line is a complete JSON object representing a single message.
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ClaudeCode.History 
    



      
Utilities for reading and parsing Claude Code session history files.
Claude Code stores conversation history in JSONL files at:
~/.claude/projects/<encoded-project-path>/<session-id>.jsonl
This module provides functions to:
	Find session files by session ID
	Read and parse session JSONL files
	Extract conversation history (user/assistant messages)

Session File Format
Session files contain various message types:
	user - User messages (prompts and tool results)
	assistant - Assistant responses
	system - System events (errors, etc.)
	summary - Conversation summary
	file-history-snapshot - File tracking metadata
	queue-operation - Internal operations

Examples
# Read a session by ID
{:ok, messages} = ClaudeCode.History.read_session("abc123-def456")

# Get just the conversation (user/assistant messages)
{:ok, conversation} = ClaudeCode.History.conversation("abc123-def456")

# Read from a specific file path
{:ok, messages} = ClaudeCode.History.read_file("/path/to/session.jsonl")

# Find session file location
{:ok, path} = ClaudeCode.History.find_session_path("abc123-def456")

      


      
        Summary


  
    Types
  


    
      
        history_entry()

      


    


    
      
        parsed_message()

      


    


    
      
        session_id()

      


    





  
    Functions
  


    
      
        conversation(session_id, opts \\ [])

      


        Extracts the conversation history from a session.



    


    
      
        conversation_from_file(path)

      


        Extracts the conversation history from a session file path.



    


    
      
        decode_project_path(encoded)

      


        Decodes an encoded project path back to a path format.



    


    
      
        encode_project_path(path)

      


        Encodes a project path to the format used by Claude Code.



    


    
      
        find_session_path(session_id, opts \\ [])

      


        Finds the file path for a session ID.



    


    
      
        list_projects(opts \\ [])

      


        Lists all projects that have session history.



    


    
      
        list_sessions(project_path, opts \\ [])

      


        Lists all session IDs for a project.



    


    
      
        read_file(path)

      


        Reads and parses a session JSONL file from a specific path.



    


    
      
        read_session(session_id, opts \\ [])

      


        Reads and parses a session file by session ID.



    


    
      
        summary(session_id, opts \\ [])

      


        Gets the conversation summary from a session, if available.



    





      


      
        Types

        


  
    
      
    
    
      history_entry()



        
          
        

    

  


  

      

          @type history_entry() :: map()


      



  



  
    
      
    
    
      parsed_message()



        
          
        

    

  


  

      

          @type parsed_message() ::
  ClaudeCode.Message.AssistantMessage.t()
  | ClaudeCode.Message.UserMessage.t()
  | map()


      



  



  
    
      
    
    
      session_id()



        
          
        

    

  


  

      

          @type session_id() :: String.t()


      



  


        

      

      
        Functions

        


    

  
    
      
    
    
      conversation(session_id, opts \\ [])



        
          
        

    

  


  

      

          @spec conversation(
  session_id(),
  keyword()
) :: {:ok, [parsed_message()]} | {:error, term()}


      


Extracts the conversation history from a session.
Returns only user and assistant messages, parsed into SDK message structs.
Other message types (system events, metadata) are excluded.
Options
Same as read_session/2.
Examples
{:ok, conversation} = ClaudeCode.History.conversation("abc123-def456")

# Each message is a UserMessage or AssistantMessage struct
Enum.each(conversation, fn
  %UserMessage{message: %{content: content}} ->
    IO.puts("User: #{inspect(content)}")
  %AssistantMessage{message: %{content: content}} ->
    IO.puts("Assistant: #{inspect(content)}")
end)

  



  
    
      
    
    
      conversation_from_file(path)



        
          
        

    

  


  

      

          @spec conversation_from_file(Path.t()) :: {:ok, [parsed_message()]} | {:error, term()}


      


Extracts the conversation history from a session file path.
Returns only user and assistant messages, parsed into SDK message structs.
Examples
{:ok, conversation} = ClaudeCode.History.conversation_from_file("/path/to/session.jsonl")

  



  
    
      
    
    
      decode_project_path(encoded)



        
          
        

    

  


  

      

          @spec decode_project_path(String.t()) :: Path.t()


      


Decodes an encoded project path back to a path format.
Replaces - with /. Note that this encoding is lossy - if the original
path contained - or _ characters, they cannot be distinguished from path
separators. For example, /a/b-c, /a/b_c, and /a/b/c all encode to -a-b-c.
This function is primarily useful for display purposes. For matching against
known paths, use encode_project_path/1 instead.
Examples
iex> ClaudeCode.History.decode_project_path("-Users-me-project")
"/Users/me/project"

  



  
    
      
    
    
      encode_project_path(path)



        
          
        

    

  


  

      

          @spec encode_project_path(Path.t()) :: String.t()


      


Encodes a project path to the format used by Claude Code.
Replaces / and _ with - in the path to match the CLI's encoding.
Examples
iex> ClaudeCode.History.encode_project_path("/Users/me/project")
"-Users-me-project"

iex> ClaudeCode.History.encode_project_path("/Users/me/my_project")
"-Users-me-my-project"

  



    

  
    
      
    
    
      find_session_path(session_id, opts \\ [])



        
          
        

    

  


  

      

          @spec find_session_path(
  session_id(),
  keyword()
) :: {:ok, Path.t()} | {:error, term()}


      


Finds the file path for a session ID.
Searches through all project directories in ~/.claude/projects/.
Options
	:project_path - Specific project path to search in (optional)
	:claude_dir - Override the Claude directory (default: ~/.claude)

Examples
{:ok, "/Users/me/.claude/projects/-my-project/abc123.jsonl"} =
  ClaudeCode.History.find_session_path("abc123")

{:error, {:session_not_found, "abc123"}} =
  ClaudeCode.History.find_session_path("nonexistent")

  



    

  
    
      
    
    
      list_projects(opts \\ [])



        
          
        

    

  


  

      

          @spec list_projects(keyword()) :: {:ok, [Path.t()]} | {:error, term()}


      


Lists all projects that have session history.
Options
	:claude_dir - Override the Claude directory (default: ~/.claude)

Examples
{:ok, ["/Users/me/project1", "/Users/me/project2"]} =
  ClaudeCode.History.list_projects()

  



    

  
    
      
    
    
      list_sessions(project_path, opts \\ [])



        
          
        

    

  


  

      

          @spec list_sessions(
  Path.t(),
  keyword()
) :: {:ok, [session_id()]} | {:error, term()}


      


Lists all session IDs for a project.
Options
	:claude_dir - Override the Claude directory (default: ~/.claude)

Examples
{:ok, ["abc123", "def456"]} = ClaudeCode.History.list_sessions("/my/project")

  



  
    
      
    
    
      read_file(path)



        
          
        

    

  


  

      

          @spec read_file(Path.t()) :: {:ok, [history_entry()]} | {:error, term()}


      


Reads and parses a session JSONL file from a specific path.
Returns all entries from the file as maps with normalized keys.
Examples
{:ok, entries} = ClaudeCode.History.read_file("/path/to/session.jsonl")

  



    

  
    
      
    
    
      read_session(session_id, opts \\ [])



        
          
        

    

  


  

      

          @spec read_session(
  session_id(),
  keyword()
) :: {:ok, [history_entry()]} | {:error, term()}


      


Reads and parses a session file by session ID.
Searches through all project directories to find the session file.
Returns all entries from the session file, including metadata entries.
Options
	:project_path - Specific project path to search in (optional)
	:claude_dir - Override the Claude directory (default: ~/.claude)

Examples
{:ok, messages} = ClaudeCode.History.read_session("abc123-def456")

# Search in a specific project
{:ok, messages} = ClaudeCode.History.read_session("abc123", project_path: "/my/project")

  



    

  
    
      
    
    
      summary(session_id, opts \\ [])



        
          
        

    

  


  

      

          @spec summary(
  session_id(),
  keyword()
) :: {:ok, String.t() | nil} | {:error, term()}


      


Gets the conversation summary from a session, if available.
Returns the summary text or nil if no summary exists.
Examples
{:ok, "User asked about..."} = ClaudeCode.History.summary("abc123-def456")
{:ok, nil} = ClaudeCode.History.summary("new-session-id")
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ClaudeCode.JSONEncoder 
    



      
Shared JSON encoding logic for ClaudeCode structs.
Converts structs to maps with nil values removed for clean JSON output.
Used by both Jason.Encoder and JSON.Encoder protocol implementations.

      


      
        Summary


  
    Functions
  


    
      
        to_encodable(struct)

      


        Converts a struct to an encodable map, excluding nil values.



    





      


      
        Functions

        


  
    
      
    
    
      to_encodable(struct)



        
          
        

    

  


  

      

          @spec to_encodable(struct()) :: map()


      


Converts a struct to an encodable map, excluding nil values.
Handles nested structs, maps, and lists recursively.
Examples
iex> block = %ClaudeCode.Content.TextBlock{type: :text, text: "hello"}
iex> ClaudeCode.JSONEncoder.to_encodable(block)
%{type: :text, text: "hello"}

iex> msg = %ClaudeCode.Message.ResultMessage{result: nil, is_error: false, ...}
iex> ClaudeCode.JSONEncoder.to_encodable(msg)
%{is_error: false, ...}  # result key excluded
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mix claude_code.install 
    



      
Installs the Claude CLI binary.
Usage
mix claude_code.install
Options
	--version VERSION - Install a specific version (default: SDK's tested version)
	--force - Reinstall even if already present and version matches

Examples
# Install or update to the configured version
mix claude_code.install

# Install a specific version
mix claude_code.install --version x.y.z

# Force reinstall even if version matches
mix claude_code.install --force
Configuration
You can configure the default version in your config:
config :claude_code,
  cli_version: "x.y.z",      # Default version to install
  cli_dir: "/custom/path"    # Custom installation directory
The CLI binary is installed to priv/bin/ by default.
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mix claude_code.path 
    



      
Prints the path to the resolved Claude CLI binary.
This is useful for running the CLI directly, e.g., for authentication:
$(mix claude_code.path) /login
Usage
mix claude_code.path
Resolution
The path is resolved based on the :cli_path configuration:
	:bundled (default) — Uses the binary in priv/bin/, auto-installs if missing
	:global — Finds the system-installed claude binary
	"/path/to/claude" — Uses the explicit path

Configure via application config:
config :claude_code, cli_path: :global
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mix claude_code.uninstall 
    



      
Removes the bundled Claude CLI binary.
Usage
mix claude_code.uninstall
This removes the CLI binary from priv/bin/ (or the configured :cli_dir).
It does not affect globally installed CLIs (:global or explicit path configurations).
Examples
# Remove the bundled CLI
mix claude_code.uninstall
Reinstalling
To reinstall after uninstalling:
mix claude_code.install
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