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A modern, feature-complete Elixir client for the Anthropic API

Claudio provides a comprehensive, idiomatic Elixir interface for Claude AI models with support for streaming, tool calling, prompt caching, vision, and batch processing.
Why Claudio?
	🚀 Production Ready: Configurable timeouts, automatic retries, and comprehensive error handling
	⚡ High Performance: Built on Req for fast HTTP operations with excellent streaming support
	💎 Idiomatic Elixir: Fluent API, pattern matching on errors, and proper supervision tree integration
	📦 Feature Complete: Messages, Batches, Files, Tools, Caching, Vision - everything you need
	🧪 Well Tested: 76 tests covering unit and integration scenarios
	📚 Fully Documented: Complete API documentation with examples on HexDocs

Features
	✅ Messages API - Send messages with streaming support
	✅ Request Builder - Type-safe, fluent API for building requests
	✅ Tool/Function Calling - Integrate external tools with structured schemas
	✅ MCP Support - Full Model Context Protocol integration with adapter system
	✅ Claudio.Agent - Stateless tool-calling loop for autonomous behavior
	✅ Agent-to-Agent (A2A) - Standardized communication between agents
	✅ Telemetry - Emit events for monitoring and performance tracking
	✅ Message Batches - Process up to 100,000 requests asynchronously
	✅ Files API - Upload, list, fetch, download, and delete files referenced by messages
	✅ Prompt Caching - Cache large contexts for up to 90% cost reduction
	✅ Vision Support - Analyze images (base64, URL, Files API)
	✅ PDF/Document Support - Process documents directly
	✅ Streaming Responses - Real-time Server-Sent Events (SSE) streaming
	✅ Token Counting - Estimate costs before making requests
	✅ Configurable Timeouts - Fine-tune connection and receive timeouts
	✅ Automatic Retries - Handle transient failures gracefully
	✅ Structured Errors - Pattern match on error types
	✅ Cache Metrics - Track cache hits and creation

Installation
Add claudio to your list of dependencies in mix.exs:
def deps do
  [
    {:claudio, "~> 0.2.0"}
  ]
end
Then fetch dependencies:
mix deps.get

Quick Start
1. Get an API Key
Sign up for an Anthropic API key at console.anthropic.com
2. Set Your API Key
export ANTHROPIC_API_KEY="your-api-key-here"

3. Send Your First Message
# Create a client
client = Claudio.Client.new(%{
  token: System.get_env("ANTHROPIC_API_KEY")
})

# Use the Request builder (recommended)
alias Claudio.Messages.{Request, Response}

request =
  Request.new("claude-sonnet-4-5-20250929")
  |> Request.add_message(:user, "Explain quantum computing in simple terms")
  |> Request.set_max_tokens(1024)

{:ok, response} = Claudio.Messages.create(client, request)

# Extract the text
text = Response.get_text(response)
IO.puts(text)
Examples
Multi-Turn Conversation
alias Claudio.Messages.{Request, Response}

request =
  Request.new("claude-sonnet-4-5-20250929")
  |> Request.set_system("You are a helpful Python tutor")
  |> Request.add_message(:user, "How do I read a file in Python?")
  |> Request.add_message(:assistant, "You can use the open() function...")
  |> Request.add_message(:user, "What about writing to a file?")
  |> Request.set_max_tokens(500)

{:ok, response} = Claudio.Messages.create(client, request)
IO.puts(Response.get_text(response))
Streaming Responses
Perfect for chat interfaces or real-time applications:
alias Claudio.Messages.{Request, Stream}

request =
  Request.new("claude-sonnet-4-5-20250929")
  |> Request.add_message(:user, "Write a haiku about Elixir")
  |> Request.set_max_tokens(100)
  |> Request.enable_streaming()

{:ok, stream_response} = Claudio.Messages.create(client, request)

# Stream text in real-time
stream_response.body
|> Stream.parse_events()
|> Stream.filter_events(:content_block_delta)
|> Enum.each(fn event ->
  IO.write(event.delta.text)
end)
Tool/Function Calling
Let Claude use your functions:
alias Claudio.{Tools, Messages.Request}

# Define a weather tool
weather_tool = Tools.define_tool(
  "get_weather",
  "Get current weather for a location",
  %{
    type: "object",
    properties: %{
      location: %{type: "string", description: "City name"},
      unit: %{type: "string", enum: ["celsius", "fahrenheit"]}
    },
    required: ["location"]
  }
)

# Create request with tool
request =
  Request.new("claude-sonnet-4-5-20250929")
  |> Request.add_message(:user, "What's the weather in Tokyo?")
  |> Request.add_tool(weather_tool)
  |> Request.set_max_tokens(500)

{:ok, response} = Claudio.Messages.create(client, request)

# Check if Claude wants to use the tool
if Tools.has_tool_uses?(response) do
  tool_uses = Tools.extract_tool_uses(response)

  Enum.each(tool_uses, fn tool_use ->
    # Execute your function
    result = get_weather(tool_use.input["location"])

    # Send result back to Claude
    tool_result = Tools.create_tool_result(tool_use.id, Jason.encode!(result))

    request =
      Request.new("claude-sonnet-4-5-20250929")
      |> Request.add_messages(response.content)
      |> Request.add_message(:user, [tool_result])
      |> Request.set_max_tokens(500)

    {:ok, final_response} = Claudio.Messages.create(client, request)
    IO.puts(Response.get_text(final_response))
  end)
end

defp get_weather(location) do
  # Your weather API implementation
  %{temp: 72, condition: "sunny", location: location}
end
Vision - Analyze Images
# From a file
image_data = File.read!("screenshot.png") |> Base.encode64()

request =
  Request.new("claude-sonnet-4-5-20250929")
  |> Request.add_message_with_image(
    :user,
    "What's in this image?",
    image_data,
    "image/png"
  )
  |> Request.set_max_tokens(500)

{:ok, response} = Claudio.Messages.create(client, request)
IO.puts(Response.get_text(response))

# Or from a URL
request =
  Request.new("claude-sonnet-4-5-20250929")
  |> Request.add_message_with_image_url(
    :user,
    "Describe this diagram",
    "https://example.com/diagram.jpg"
  )
  |> Request.set_max_tokens(500)
Prompt Caching - Save 90% on Costs
Cache large contexts like documentation or code:
large_codebase = File.read!("lib/my_app.ex")

request =
  Request.new("claude-sonnet-4-5-20250929")
  |> Request.set_system_with_cache("""
    You are a code reviewer. Here is the codebase:

    #{large_codebase}

    Review code changes carefully for bugs and style.
    """, ttl: "5m")
  |> Request.add_message(:user, "Review this function: def foo(x), do: x + 1")
  |> Request.set_max_tokens(1000)

{:ok, response} = Claudio.Messages.create(client, request)

# Check cache savings
IO.inspect(response.usage.cache_read_input_tokens, label: "Tokens from cache")
IO.inspect(response.usage.cache_creation_input_tokens, label: "Tokens cached")
Batch Processing
Process thousands of requests asynchronously:
alias Claudio.Batches

# Create a batch of analysis tasks
requests =
  Enum.map(1..1000, fn i ->
    %{
      custom_id: "review-#{i}",
      params: %{
        model: "claude-sonnet-4-5-20250929",
        max_tokens: 500,
        messages: [
          %{role: "user", content: "Analyze pull request ##{i}"}
        ]
      }
    }
  end)

# Submit batch (processes asynchronously)
{:ok, batch} = Batches.create(client, requests)
IO.puts("Batch created: #{batch["id"]}")

# Wait for completion with progress updates
{:ok, completed} = Batches.wait_for_completion(
  client,
  batch["id"],
  fn status ->
    counts = status["request_counts"]
    progress = counts["succeeded"] + counts["errored"]
    total = counts["processing"]
    IO.puts("Progress: #{progress}/#{total}")
  end,
  poll_interval: 10_000  # Check every 10 seconds
)

# Download results as JSONL
{:ok, results_jsonl} = Batches.get_results(client, batch["id"])

# Parse results
results =
  results_jsonl
  |> String.split("\n", trim: true)
  |> Enum.map(&Jason.decode!/1)

Enum.each(results, fn result ->
  case result["result"]["type"] do
    "succeeded" ->
      message = result["result"]["message"]
      IO.puts("#{result["custom_id"]}: Success")

    "errored" ->
      error = result["result"]["error"]
      IO.puts("#{result["custom_id"]}: Error - #{error["message"]}")
  end
end)
Files API
Upload files to Anthropic's storage and reference them from message content
blocks. The Files API is currently behind the files-api-2025-04-14 Anthropic
beta — opt in by passing it on the client.
alias Claudio.Files
alias Claudio.Messages.Request

client = Claudio.Client.new(%{
  token: System.get_env("ANTHROPIC_API_KEY"),
  beta: ["files-api-2025-04-14"]
})

# Upload a PDF
{:ok, %{"id" => file_id}} =
  Files.upload(client, File.read!("contract.pdf"),
    content_type: "application/pdf",
    filename: "contract.pdf"
  )

# Reference it from a message (no extra builder needed — the document helper
# already accepts a file_id)
request =
  Request.new("claude-sonnet-4-5-20250929")
  |> Request.add_message_with_document(:user, "Summarise this contract.", file_id)
  |> Request.set_max_tokens(1024)

{:ok, response} = Claudio.Messages.create(client, request)

# Manage uploaded files
{:ok, %{"data" => files}} = Files.list(client, limit: 50)
{:ok, _meta}              = Files.get(client, file_id)
{:ok, bytes}              = Files.download(client, file_id)
{:ok, _}                  = Files.delete(client, file_id)
Autonomous Agents
Run complex tool-calling loops with Claudio.Agent:
alias Claudio.{Agent, Tools}
alias Claudio.Messages.{Request, Response}

# Define your tools and their implementation logic
weather_tool = Tools.define_tool("get_weather", "Get weather", %{
  "type" => "object",
  "properties" => %{"location" => %{"type" => "string"}},
  "required" => ["location"]
})

handlers = %{
  "get_weather" => fn %{"location" => loc} ->
    {:ok, "72°F and sunny in #{loc}"}
  end
}

request =
  Request.new("claude-sonnet-4-5-20250929")
  |> Request.add_message(:user, "What's the weather in SF?")
  |> Request.add_tool(weather_tool)

# Agent.run handles the multi-turn loop automatically
{:ok, final_response, history} = Agent.run(client, request, handlers)

IO.puts(Response.get_text(final_response))
MCP (Model Context Protocol)
Connect Claude to any MCP server:
alias Claudio.MCP.{ToolAdapter, ResultMapper}
alias Claudio.Messages.Request

# 1. List tools from an MCP server (e.g. using ex_mcp)
{:ok, mcp_tools} = ExMCP.list_tools(mcp_client)

# 2. Add MCP tools to a Claudio request
request =
  Request.new("claude-sonnet-4-5-20250929")
  |> Request.add_message(:user, "Use your tools to search for Elixir libraries")
  |> ToolAdapter.add_tools(mcp_tools, prefix: "my_server")

{:ok, response} = Claudio.Messages.create(client, request)

# 3. Map results back to MCP calls
mcp_calls = ResultMapper.claudio_to_mcp(response)
Agent-to-Agent (A2A) Protocol
Communicate with other agents over a standardized protocol:
alias Claudio.A2A.{Client, Message, Part}

# Discover a remote agent's capabilities
{:ok, card} = Client.discover("https://expert-agent.com")

# Send a message over HTTP (default) or gRPC
message = Message.new(:user, [Part.text("Analyze this dataset")])
{:ok, task} = Client.send_message("https://expert-agent.com/a2a", message)

# Poll for task completion
{:ok, updated_task} = Client.get_task("https://expert-agent.com/a2a", task.id)
Telemetry & Monitoring
Claudio emits :telemetry events for all API calls:
require Logger

:telemetry.attach(
  "claudio-monitoring",
  [:claudio, :request, :stop],
  fn _name, measurements, metadata, _config ->
    Logger.info("API Call: #{metadata.model} took #{measurements.duration}ms")
    Logger.info("Tokens: #{metadata.usage.total_tokens}")
  end,
  nil
)
Configuration
Basic Setup
# config/config.exs
config :claudio,
  default_api_version: "2023-06-01",
  default_beta_features: []
Timeout Configuration
Configure timeouts for different use cases:
# config/config.exs
config :claudio, Claudio.Client,
  timeout: 60_000,        # Connection timeout: 60s
  recv_timeout: 120_000   # Receive timeout: 120s (important for streaming)

# For long-running operations
config :claudio, Claudio.Client,
  timeout: 60_000,
  recv_timeout: 600_000   # 10 minutes

# Production with retries
config :claudio, Claudio.Client,
  timeout: 30_000,
  recv_timeout: 180_000,
  retry: true  # Automatic retry on transient failures
Custom Retry Logic
config :claudio, Claudio.Client,
  retry: [
    delay: 1000,          # Initial delay: 1s
    max_retries: 3,       # Retry up to 3 times
    max_delay: 10_000     # Max delay: 10s
  ]
Error Handling
Claudio provides structured error types for pattern matching:
alias Claudio.APIError

case Claudio.Messages.create(client, request) do
  {:ok, response} ->
    # Success
    handle_response(response)

  {:error, %APIError{type: :rate_limit_error} = error} ->
    # Rate limited - wait and retry
    Logger.warning("Rate limited: #{error.message}")
    Process.sleep(60_000)
    retry_request()

  {:error, %APIError{type: :authentication_error}} ->
    # Invalid API key
    Logger.error("Authentication failed - check your API key")

  {:error, %APIError{type: :invalid_request_error} = error} ->
    # Bad request - fix and retry
    Logger.error("Invalid request: #{error.message}")
    fix_and_retry()

  {:error, %APIError{type: :overloaded_error}} ->
    # Service overloaded - retry with backoff
    exponential_backoff_retry()

  {:error, %APIError{} = error} ->
    # Other API error
    Logger.error("API error [#{error.status_code}]: #{error.message}")

  {:error, reason} ->
    # Network or timeout error
    Logger.error("Request failed: #{inspect(reason)}")
end
Error Types
	:authentication_error - Invalid API key
	:invalid_request_error - Malformed request
	:rate_limit_error - Too many requests
	:overloaded_error - Service overloaded
	:permission_error - Insufficient permissions
	:not_found_error - Resource not found
	:api_error - General API error

Best Practices
1. Use the Request Builder
The fluent Request API is more maintainable than raw maps:
# Good ✓
request =
  Request.new("claude-sonnet-4-5-20250929")
  |> Request.add_message(:user, "Hello")
  |> Request.set_max_tokens(100)

# Works, but less maintainable
request = %{
  "model" => "claude-sonnet-4-5-20250929",
  "messages" => [%{"role" => "user", "content" => "Hello"}],
  "max_tokens" => 100
}
2. Handle Errors Properly
Always pattern match on error types:
# Good ✓
case Claudio.Messages.create(client, request) do
  {:ok, response} -> handle_success(response)
  {:error, %APIError{type: :rate_limit_error}} -> retry_with_backoff()
  {:error, error} -> handle_error(error)
end

# Bad ✗
{:ok, response} = Claudio.Messages.create(client, request)  # Crashes on error
3. Use System Prompts
Guide the model's behavior with system prompts:
request =
  Request.new("claude-sonnet-4-5-20250929")
  |> Request.set_system("You are a helpful coding assistant. Always explain your code.")
  |> Request.add_message(:user, "Write a function to reverse a string")
4. Set Appropriate Timeouts
Long operations need longer timeouts:
# For batch processing or large responses
config :claudio, Claudio.Client,
  recv_timeout: 600_000  # 10 minutes
5. Enable Retries in Production
Handle transient failures automatically:
config :claudio, Claudio.Client,
  retry: true
6. Cache Large Contexts
Use prompt caching for repeated contexts:
# Cache documentation or code for multiple queries
request =
  Request.new("claude-sonnet-4-5-20250929")
  |> Request.set_system_with_cache(large_documentation, ttl: "5m")
7. Count Tokens for Cost Control
{:ok, count} = Claudio.Messages.count_tokens(client, request)
estimated_cost = count["input_tokens"] * 0.003 / 1000
IO.puts("Estimated cost: $#{estimated_cost}")
Testing
# Run unit tests
mix test

# Run with integration tests (requires ANTHROPIC_API_KEY)
export ANTHROPIC_API_KEY="your-key"
mix test --include integration

# Run specific test file
mix test test/messages_test.exs

# Check code formatting
mix format --check-formatted

Documentation
Full API documentation is available on HexDocs:
	Main Documentation - Complete API reference
	Getting Started Guide - Detailed tutorial
	GitHub Repository - Source code

Generate documentation locally:
mix docs
open doc/index.html

Contributing
Contributions are welcome! Please feel free to submit a Pull Request.
	Fork the repository
	Create your feature branch (git checkout -b feature/amazing-feature)
	Write tests for your changes
	Ensure all tests pass (mix test)
	Commit your changes (git commit -am 'Add amazing feature')
	Push to the branch (git push origin feature/amazing-feature)
	Open a Pull Request

License
This project is licensed under the MIT License - see the LICENSE file for details.
Links
	Hex Package - Latest releases
	Documentation - Full API reference
	GitHub - Source code
	Anthropic API Docs - Official API documentation
	Anthropic Console - Get your API key

Acknowledgments
Built with ❤️ using Req for HTTP client operations.

Made with Elixir 💜


  

    LICENSE


MIT License

Copyright (c) 2025 Antonio Cabrera

Permission is hereby granted, free of charge, to any person obtaining a copy
of this software and associated documentation files (the "Software"), to deal
in the Software without restriction, including without limitation the rights
to use, copy, modify, merge, publish, distribute, sublicense, and/or sell
copies of the Software, and to permit persons to whom the Software is
furnished to do so, subject to the following conditions:

The above copyright notice and this permission notice shall be included in all
copies or substantial portions of the Software.

THE SOFTWARE IS PROVIDED "AS IS", WITHOUT WARRANTY OF ANY KIND, EXPRESS OR
IMPLIED, INCLUDING BUT NOT LIMITED TO THE WARRANTIES OF MERCHANTABILITY,
FITNESS FOR A PARTICULAR PURPOSE AND NONINFRINGEMENT. IN NO EVENT SHALL THE
AUTHORS OR COPYRIGHT HOLDERS BE LIABLE FOR ANY CLAIM, DAMAGES OR OTHER
LIABILITY, WHETHER IN AN ACTION OF CONTRACT, TORT OR OTHERWISE, ARISING FROM,
OUT OF OR IN CONNECTION WITH THE SOFTWARE OR THE USE OR OTHER DEALINGS IN THE
SOFTWARE.



  

    Getting Started with Claudio

This guide will help you get up and running with Claudio, the Elixir client for the Anthropic API.
Installation
Add claudio to your list of dependencies in mix.exs:
def deps do
  [
    {:claudio, "~> 0.2.0"}
  ]
end
Then run:
mix deps.get

Configuration
Basic Configuration
Set up your API key and default settings in config/config.exs:
config :claudio,
  default_api_version: "2023-06-01",
  default_beta_features: []

config :claudio, Claudio.Client,
  timeout: 60_000,        # Connection timeout in ms (default: 60s)
  recv_timeout: 120_000   # Receive timeout in ms (default: 120s)
Optional: Enable Retry Logic
For production environments, you can enable automatic retries:
config :claudio, Claudio.Client,
  retry: true  # Uses sensible defaults

# Or with custom options:
config :claudio, Claudio.Client,
  retry: [
    delay: 1000,
    max_retries: 3,
    max_delay: 10_000,
    should_retry: fn
      {:ok, %{status: status}} when status in [429, 500, 502, 503, 504] -> true
      {:ok, _} -> false
      {:error, _} -> true
    end
  ]
Quick Start
Creating a Client
# Using environment variable
api_key = System.get_env("ANTHROPIC_API_KEY")

client = Claudio.Client.new(%{
  token: api_key
})

# Version and beta features are set from config by default
# Or override them:
client = Claudio.Client.new(%{
  token: api_key,
  version: "2023-06-01",
  beta: ["prompt-caching-2024-07-31"]
})
Sending Your First Message
Using the Simple API
alias Claudio.Messages

{:ok, response} = Messages.create_message(client, %{
  "model" => "claude-sonnet-4-5-20250929",
  "max_tokens" => 1024,
  "messages" => [
    %{"role" => "user", "content" => "Hello, Claude!"}
  ]
})

# Access the response
text = response["content"]
|> Enum.find(&(&1["type"] == "text"))
|> Map.get("text")

IO.puts(text)
Using the Request Builder (Recommended)
alias Claudio.Messages.{Request, Response}

# Build the request
request = Request.new("claude-sonnet-4-5-20250929")
|> Request.add_message(:user, "Hello, Claude!")
|> Request.set_max_tokens(1024)

# Send it
{:ok, response} = Messages.create(client, request)

# Extract text easily
text = Response.get_text(response)
IO.puts(text)
Multi-turn Conversation
request = Request.new("claude-sonnet-4-5-20250929")
|> Request.add_message(:user, "What's 2+2?")
|> Request.add_message(:assistant, "2+2 equals 4.")
|> Request.add_message(:user, "What about 3+3?")
|> Request.set_max_tokens(100)

{:ok, response} = Messages.create(client, request)
With System Prompt
request = Request.new("claude-sonnet-4-5-20250929")
|> Request.set_system("You are a helpful math tutor. Always show your work.")
|> Request.add_message(:user, "What's 15 * 23?")
|> Request.set_max_tokens(200)

{:ok, response} = Messages.create(client, request)
Adjusting Model Parameters
request = Request.new("claude-sonnet-4-5-20250929")
|> Request.add_message(:user, "Write a creative story.")
|> Request.set_max_tokens(1024)
|> Request.set_temperature(0.8)  # More creative
|> Request.set_top_p(0.9)

{:ok, response} = Messages.create(client, request)
Error Handling
alias Claudio.APIError

case Messages.create(client, request) do
  {:ok, response} ->
    IO.puts("Success: #{Response.get_text(response)}")

  {:error, %APIError{type: :rate_limit_error} = error} ->
    IO.puts("Rate limited: #{error.message}")
    # Maybe wait and retry

  {:error, %APIError{type: :invalid_request_error} = error} ->
    IO.puts("Invalid request: #{error.message}")
    # Fix the request

  {:error, %APIError{} = error} ->
    IO.puts("API error [#{error.status_code}]: #{error.message}")
end
Counting Tokens
Before sending a large request, you can count tokens:
request = Request.new("claude-sonnet-4-5-20250929")
|> Request.add_message(:user, "Long message here...")

{:ok, count} = Messages.count_tokens(client, request)
IO.puts("Input tokens: #{count["input_tokens"]}")
Common Patterns
Helper Function for Simple Queries
defmodule MyApp.Claude do
  alias Claudio.Messages.{Request, Response}
  alias Claudio.Messages

  def ask(client, question, opts \\ []) do
    model = Keyword.get(opts, :model, "claude-sonnet-4-5-20250929")
    max_tokens = Keyword.get(opts, :max_tokens, 1024)
    system = Keyword.get(opts, :system)

    request = Request.new(model)
    |> Request.add_message(:user, question)
    |> Request.set_max_tokens(max_tokens)
    |> maybe_set_system(system)

    case Messages.create(client, request) do
      {:ok, response} -> {:ok, Response.get_text(response)}
      error -> error
    end
  end

  defp maybe_set_system(request, nil), do: request
  defp maybe_set_system(request, system), do: Request.set_system(request, system)
end

# Usage
{:ok, answer} = MyApp.Claude.ask(client, "What is the capital of France?")
Creating a GenServer Client
defmodule MyApp.ClaudeClient do
  use GenServer

  def start_link(opts) do
    GenServer.start_link(__MODULE__, opts, name: __MODULE__)
  end

  def ask(question) do
    GenServer.call(__MODULE__, {:ask, question}, 30_000)
  end

  @impl true
  def init(opts) do
    api_key = Keyword.fetch!(opts, :api_key)

    client = Claudio.Client.new(%{
      token: api_key
    })

    {:ok, %{client: client}}
  end

  @impl true
  def handle_call({:ask, question}, _from, state) do
    alias Claudio.Messages.{Request, Response}

    request = Request.new("claude-sonnet-4-5-20250929")
    |> Request.add_message(:user, question)
    |> Request.set_max_tokens(1024)

    result = case Claudio.Messages.create(state.client, request) do
      {:ok, response} -> {:ok, Response.get_text(response)}
      error -> error
    end

    {:reply, result, state}
  end
end

# In your application.ex
children = [
  {MyApp.ClaudeClient, api_key: System.get_env("ANTHROPIC_API_KEY")}
]

# Usage
{:ok, answer} = MyApp.ClaudeClient.ask("Hello!")
Next Steps
	Full Documentation - Complete API reference
	README Examples - More code examples including streaming, tools, and batching
	Anthropic API Docs - Official API documentation

Best Practices
	Store API keys securely - Use environment variables, never commit keys
	Use the Request builder - It's more maintainable than raw maps
	Handle errors properly - Always pattern match on error types
	Set appropriate timeouts - Long-running requests need longer timeouts
	Use system prompts - They help guide the model's behavior
	Count tokens first - For large requests, check token count before sending
	Enable retries in production - Handle transient network errors automatically

Troubleshooting
"authentication_error: invalid x-api-key"
Your API key is incorrect or not set. Check:
System.get_env("ANTHROPIC_API_KEY")
"rate_limit_error"
You've exceeded your rate limit. Either wait or implement exponential backoff:
defp retry_with_backoff(fun, attempt \\ 1, max_attempts \\ 3) do
  case fun.() do
    {:error, %APIError{type: :rate_limit_error}} when attempt < max_attempts ->
      delay = :math.pow(2, attempt) * 1000 |> round()
      Process.sleep(delay)
      retry_with_backoff(fun, attempt + 1, max_attempts)

    result -> result
  end
end
"model_context_window_exceeded"
Your input is too large. Try:
	Reducing the input length
	Using a model with a larger context window
	Implementing prompt caching for repeated context

Support
	Documentation: https://hexdocs.pm/claudio
	GitHub Issues: Report bugs or request features
	Anthropic API Reference: https://docs.anthropic.com



  

    
Claudio 
    



      
Claudio - An Elixir client for the Anthropic API.
Claudio provides a comprehensive interface for interacting with Claude models
through the Anthropic API, including support for:
	Messages API with streaming support
	Tool/function calling
	Message Batches API for large-scale processing
	Request building with validation
	Structured response handling
	Token counting

Quick Start
# Create a client
client = Claudio.Client.new(%{
  token: "your-api-key",
  version: "2023-06-01"
})

# Build and send a request
alias Claudio.Messages.{Request, Response}

request = Request.new("claude-3-5-sonnet-20241022")
|> Request.add_message(:user, "Hello!")
|> Request.set_max_tokens(1024)

{:ok, response} = Claudio.Messages.create(client, request)
text = Response.get_text(response)
IO.puts(text)
Modules
	Claudio.Client - HTTP client configuration
	Claudio.Messages - Messages API operations
	Claudio.Messages.Request - Request builder
	Claudio.Messages.Response - Response parsing
	Claudio.Messages.Stream - Streaming response handling
	Claudio.Batches - Message Batches API
	Claudio.Tools - Tool/function calling utilities
	Claudio.Agent - Stateless agent tool-calling loop
	Claudio.MCP.Client - Model Context Protocol adapter
	Claudio.A2A.Client - Agent-to-Agent protocol client
	Claudio.APIError - API error handling

Examples
Basic Message
client = Claudio.Client.new(%{
  token: System.get_env("ANTHROPIC_API_KEY"),
  version: "2023-06-01"
})

request = Request.new("claude-3-5-sonnet-20241022")
|> Request.add_message(:user, "What is 2+2?")
|> Request.set_max_tokens(100)

{:ok, response} = Claudio.Messages.create(client, request)
IO.puts(Response.get_text(response))
Streaming
request = Request.new("claude-3-5-sonnet-20241022")
|> Request.add_message(:user, "Write a poem")
|> Request.set_max_tokens(1024)
|> Request.enable_streaming()

{:ok, stream} = Claudio.Messages.create(client, request)

stream
|> Claudio.Messages.Stream.parse_events()
|> Claudio.Messages.Stream.accumulate_text()
|> Enum.each(&IO.write/1)
Tool Use
alias Claudio.Tools

weather_tool = Tools.define_tool(
  "get_weather",
  "Get weather for a location",
  %{
    "type" => "object",
    "properties" => %{
      "location" => %{"type" => "string"}
    },
    "required" => ["location"]
  }
)

request = Request.new("claude-3-5-sonnet-20241022")
|> Request.add_message(:user, "What's the weather in Paris?")
|> Request.add_tool(weather_tool)
|> Request.set_max_tokens(1024)

{:ok, response} = Claudio.Messages.create(client, request)

if Tools.has_tool_uses?(response) do
  tool_uses = Tools.extract_tool_uses(response)
  # Execute tools and continue conversation
end
Batch Processing
requests = [
  %{
    "custom_id" => "req-1",
    "params" => %{
      "model" => "claude-3-5-sonnet-20241022",
      "max_tokens" => 1024,
      "messages" => [%{"role" => "user", "content" => "Hello"}]
    }
  }
]

{:ok, batch} = Claudio.Batches.create(client, requests)
{:ok, final} = Claudio.Batches.wait_for_completion(client, batch.id)
{:ok, results} = Claudio.Batches.get_results(client, batch.id)

      




  

    
Claudio.A2A.AgentCard 
    



      
A2A Agent Card — describes an agent's identity, capabilities, and skills.
Discoverable at {base_url}/.well-known/agent-card.json.
Parsing a discovered agent card
{:ok, card} = Claudio.A2A.Client.discover("https://agent.example.com")
card.name       # "My Agent"
card.skills     # [%Skill{id: "search", ...}]
Building an agent card
AgentCard.new("My Agent", "Helps with tasks")
|> AgentCard.set_version("1.0.0")
|> AgentCard.set_provider("https://example.com", "My Org")
|> AgentCard.add_skill("search", "Search the web", tags: ["search", "web"])
|> AgentCard.add_interface("https://agent.example.com/a2a", "jsonrpc+http", "0.3")
|> AgentCard.set_capabilities(streaming: true, push_notifications: false)
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          @type t() :: %Claudio.A2A.AgentCard{
  capabilities: Claudio.A2A.AgentCard.Capabilities.t() | nil,
  default_input_modes: [String.t()],
  default_output_modes: [String.t()],
  description: String.t(),
  documentation_url: String.t() | nil,
  icon_url: String.t() | nil,
  name: String.t(),
  provider: Claudio.A2A.AgentCard.Provider.t() | nil,
  security_requirements: list() | nil,
  security_schemes: map() | nil,
  signatures: list() | nil,
  skills: [Claudio.A2A.AgentCard.Skill.t()],
  supported_interfaces: [Claudio.A2A.AgentCard.Interface.t()],
  version: String.t() | nil
}
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Agent capability flags.
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          @type t() :: %Claudio.A2A.AgentCard.Capabilities{
  extended_agent_card: boolean() | nil,
  push_notifications: boolean() | nil,
  streaming: boolean() | nil
}
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Agent interface endpoint.
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Agent provider information.
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          @type t() :: %Claudio.A2A.AgentCard.Provider{
  organization: String.t(),
  url: String.t()
}
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An agent skill — describes a specific capability.
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  description: String.t(),
  examples: [String.t()] | nil,
  id: String.t(),
  input_modes: [String.t()] | nil,
  name: String.t(),
  output_modes: [String.t()] | nil,
  tags: [String.t()]
}
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A2A Artifact — output generated by an agent during task processing.
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          @type t() :: %Claudio.A2A.Artifact{
  artifact_id: String.t(),
  description: String.t() | nil,
  extensions: [String.t()] | nil,
  metadata: map() | nil,
  name: String.t() | nil,
  parts: [Claudio.A2A.Part.t()]
}
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A2A client for discovering and interacting with remote agents.
Delegates to a transport implementation. Defaults to JSON-RPC 2.0 over HTTP.
Examples
# Discover an agent (default HTTP transport)
{:ok, card} = Claudio.A2A.Client.discover("https://agent.example.com")

# Send a message
alias Claudio.A2A.{Message, Part}
message = Message.new(:user, [Part.text("Search for Elixir libraries")])
{:ok, task} = Claudio.A2A.Client.send_message("https://agent.example.com/a2a", message)

# Check task status
{:ok, task} = Claudio.A2A.Client.get_task("https://agent.example.com/a2a", task.id)

# Use a different transport
{:ok, task} = Claudio.A2A.Client.send_message("agent:443", message,
  transport: Claudio.A2A.Transport.GRPC)
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Options
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Options
	:transport — Transport module (default: Claudio.A2A.Transport.HTTP)
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Get a task by ID.
Options
	:history_length — Number of history messages to include
	:transport — Transport module
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) ::
  {:ok, %{tasks: [Claudio.A2A.Task.t()], next_page_token: String.t()}}
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List tasks, optionally filtered.
Options
	:context_id — Filter by context
	:status — Filter by state (atom, e.g. :working)
	:page_size — Results per page
	:page_token — Pagination token
	:history_length — Number of history messages to include
	:transport — Transport module
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  {:ok, Claudio.A2A.Task.t() | Claudio.A2A.Message.t()} | {:error, term()}


      


Send a message to an agent, creating or continuing a task.
Options
	:task_id — Continue an existing task
	:configuration — SendMessageConfiguration map
	:metadata — Additional metadata
	:auth_token — Bearer token for authentication
	:transport — Transport module (default: Claudio.A2A.Transport.HTTP)


  


        

      


  

    
Claudio.A2A.Message 
    



      
A2A Message — a communication turn between a client and remote agent.
Examples
alias Claudio.A2A.{Message, Part}

message = Message.new(:user, [Part.text("Search for Elixir libraries")])

# With task context
message = Message.new(:user, [Part.text("Continue searching")])
|> Message.set_task_id("task-123")
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  message_id: String.t() | nil,
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  parts: [Claudio.A2A.Part.t()],
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A2A Part — the smallest unit of content within a Message or Artifact.
Parts can contain text, file references, raw bytes, or structured data.
Examples
Part.text("Hello, world!")
Part.file("https://example.com/doc.pdf", "application/pdf")
Part.data(%{"key" => "value"})
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  data: term() | nil,
  filename: String.t() | nil,
  media_type: String.t() | nil,
  metadata: map() | nil,
  raw: binary() | nil,
  text: String.t() | nil,
  url: String.t() | nil
}
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Create a text part.
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A2A Task — the fundamental unit of work in the A2A protocol.
Tasks have a lifecycle: submitted → working → input_required → completed/failed/canceled.
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  :submitted
  | :working
  | :input_required
  | :completed
  | :failed
  | :canceled
  | :rejected
  | :auth_required
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  artifacts: [Claudio.A2A.Artifact.t()],
  context_id: String.t() | nil,
  history: [Claudio.A2A.Message.t()],
  id: String.t(),
  metadata: map() | nil,
  status: task_status()
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  message: Claudio.A2A.Message.t() | nil,
  timestamp: String.t() | nil
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Behaviour for A2A transport implementations.
Claudio supports multiple transport bindings for the A2A protocol:
	Claudio.A2A.Transport.HTTP — JSON-RPC 2.0 over HTTP (default)
	Claudio.A2A.Transport.GRPC — gRPC (requires optional protox + grpc deps)

Usage
# Default HTTP transport
Client.send_message("https://agent.example.com/a2a", message)

# Explicit gRPC transport
Client.send_message("agent.example.com:443", message,
  transport: Claudio.A2A.Transport.GRPC)
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        Discover an agent's capabilities.



    


    
      
        get_task(endpoint, task_id, opts)

      


        Get a task by ID.



    


    
      
        list_tasks(endpoint, opts)

      


        List tasks with optional filters.
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        Send a message to an agent.
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          @type endpoint() :: String.t()
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          @type list_response() :: %{tasks: [Claudio.A2A.Task.t()], next_page_token: String.t()}
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          @type opts() :: keyword()
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          @type send_response() :: Claudio.A2A.Task.t() | Claudio.A2A.Message.t()
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      cancel_task(endpoint, task_id, opts)



        
          
        

    

  


  

      

          @callback cancel_task(endpoint(), task_id :: String.t(), opts()) ::
  {:ok, Claudio.A2A.Task.t()} | {:error, term()}


      


Cancel a task.
Common options
	:auth_token — Bearer token for authentication


  



  
    
      
    
    
      discover(endpoint, opts)



        
          
        

    

  


  

      

          @callback discover(endpoint(), opts()) ::
  {:ok, Claudio.A2A.AgentCard.t()} | {:error, term()}


      


Discover an agent's capabilities.
Common options
	:auth_token — Bearer token for authentication
	:receive_timeout — HTTP receive timeout in ms
	:connect_options — Connection options (e.g., transport opts)


  



  
    
      
    
    
      get_task(endpoint, task_id, opts)



        
          
        

    

  


  

      

          @callback get_task(endpoint(), task_id :: String.t(), opts()) ::
  {:ok, Claudio.A2A.Task.t()} | {:error, term()}


      


Get a task by ID.
Common options
	:history_length — Number of history messages to include
	:auth_token — Bearer token for authentication


  



  
    
      
    
    
      list_tasks(endpoint, opts)



        
          
        

    

  


  

      

          @callback list_tasks(endpoint(), opts()) :: {:ok, list_response()} | {:error, term()}


      


List tasks with optional filters.
Common options
	:context_id — Filter by context ID
	:status — Filter by task state atom (e.g., :working, :completed)
	:page_size — Results per page
	:page_token — Pagination token
	:history_length — Number of history messages to include
	:auth_token — Bearer token for authentication


  



  
    
      
    
    
      send_message(endpoint, t, opts)



        
          
        

    

  


  

      

          @callback send_message(endpoint(), Claudio.A2A.Message.t(), opts()) ::
  {:ok, send_response()} | {:error, term()}


      


Send a message to an agent.
Common options
	:auth_token — Bearer token for authentication
	:configuration — SendMessageConfiguration map
	:metadata — Additional metadata
	:receive_timeout — HTTP receive timeout in ms
	:connect_options — Connection options


  


        

      


  

    
Claudio.A2A.Transport.GRPC 
    



      
gRPC transport for the A2A protocol (v0.3+).
Requires optional dependencies:
{:protox, "~> 1.7"}
{:grpc, "~> 0.11"}
Note: This transport is not yet implemented. It will use protox for
protobuf encoding and the grpc package for transport. See a2a.proto
for the service definition.


      




  

    
Claudio.A2A.Transport.HTTP 
    



      
JSON-RPC 2.0 over HTTP transport for the A2A protocol.
This is the default transport. Uses Req for HTTP and Poison for JSON.

      




  

    
Claudio.MCP.Adapters.ExMCP 
    



      
Adapter for the ex_mcp library.
Requires {:ex_mcp, "~> 0.2"} in your dependencies.
Usage
{:ok, client} = ExMCP.Client.start_link(transport: :stdio, command: "server")

{:ok, tools} = Claudio.MCP.Adapters.ExMCP.list_tools(client)

      




  

    
Claudio.MCP.Adapters.HermesMCP 
    



      
Adapter for the hermes_mcp (anubis-mcp) library.
Requires {:hermes_mcp, "~> 0.14"} in your dependencies.
The client argument is a {module, client} tuple where module is the
Hermes client module and client is the client reference (PID or struct).
Note: This adapter is untested without hermes_mcp installed.
It will return {:error, :hermes_mcp_not_available} if the library
is not available.

Usage
# Start a Hermes client (see hermes_mcp docs)
{:ok, pid} = MyHermesClient.start_link(transport: {:stdio, command: "server"})

# Use via the adapter with {module, client} tuple
client = {MyHermesClient, pid}
{:ok, tools} = Claudio.MCP.Adapters.HermesMCP.list_tools(client)

      




  

    
Claudio.MCP.Adapters.MCPEx 
    



      
Adapter for the mcp_ex library.
Requires {:mcp_ex, "~> 0.3"} in your dependencies.
Usage
{:ok, client} = MCPEx.Client.start_link(transport: :stdio, command: "server")

{:ok, tools} = Claudio.MCP.Adapters.MCPEx.list_tools(client)

      




  

    
Claudio.MCP.Client behaviour
    



      
Behaviour for MCP client adapters.
Defines a common interface that abstracts over different Elixir MCP client
libraries (hermes_mcp, ex_mcp, mcp_ex, or custom implementations).
Implementing an adapter
defmodule MyApp.MCPAdapter do
  @behaviour Claudio.MCP.Client

  @impl true
  def list_tools(client, opts \\ []) do
    # Call your MCP library and normalize the response
    {:ok, [%Claudio.MCP.Client.Tool{name: "search", ...}]}
  end

  # ... implement other callbacks
end
Normalized types
All adapters return the same normalized types regardless of the underlying
library. This ensures that Claudio.MCP.ToolAdapter and
Claudio.MCP.ResultMapper work consistently across implementations.
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        Execute a tool on the MCP server.
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        Get a prompt by name with optional arguments.
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        List available prompts from the MCP server.
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        List available resources from the MCP server.
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        List available tools from the MCP server.
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        Ping the MCP server to check connectivity.



    


    
      
        read_resource(client, uri, opts)

      


        Read a resource by URI from the MCP server.
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          @type prompt() :: Claudio.MCP.Client.Prompt.t()
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          @type resource() :: Claudio.MCP.Client.Resource.t()
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          @type tool() :: Claudio.MCP.Client.Tool.t()


      



  


        

      

      
        Callbacks


        


  
    
      
    
    
      call_tool(client, name, args, opts)



        
          
        

    

  


  

      

          @callback call_tool(
  client :: term(),
  name :: String.t(),
  args :: map(),
  opts :: keyword()
) ::
  {:ok, term()} | {:error, term()}


      


Execute a tool on the MCP server.
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          @callback get_prompt(
  client :: term(),
  name :: String.t(),
  args :: map(),
  opts :: keyword()
) ::
  {:ok, term()} | {:error, term()}


      


Get a prompt by name with optional arguments.
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          @callback list_prompts(client :: term(), opts :: keyword()) ::
  {:ok, [prompt()]} | {:error, term()}


      


List available prompts from the MCP server.
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          @callback list_resources(client :: term(), opts :: keyword()) ::
  {:ok, [resource()]} | {:error, term()}


      


List available resources from the MCP server.
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          @callback list_tools(client :: term(), opts :: keyword()) ::
  {:ok, [tool()]} | {:error, term()}


      


List available tools from the MCP server.
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          @callback ping(client :: term(), opts :: keyword()) :: :ok | {:error, term()}


      


Ping the MCP server to check connectivity.
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          @callback read_resource(client :: term(), uri :: String.t(), opts :: keyword()) ::
  {:ok, term()} | {:error, term()}


      


Read a resource by URI from the MCP server.

  


        

      


  

    
Claudio.MCP.Client.Prompt 
    



      
Normalized MCP prompt definition.
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          @type t() :: %Claudio.MCP.Client.Prompt{
  arguments: [map()],
  description: String.t() | nil,
  name: String.t()
}


      



  


        

      


  

    
Claudio.MCP.Client.Resource 
    



      
Normalized MCP resource definition.
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          @type t() :: %Claudio.MCP.Client.Resource{
  description: String.t() | nil,
  mime_type: String.t() | nil,
  name: String.t(),
  uri: String.t()
}


      



  


        

      


  

    
Claudio.MCP.Client.Tool 
    



      
Normalized MCP tool definition.
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          @type t() :: %Claudio.MCP.Client.Tool{
  description: String.t() | nil,
  input_schema: map(),
  name: String.t()
}


      



  


        

      


  

    
Claudio.MCP.ResultMapper 
    



      
Maps tool use blocks from Claudio responses back to MCP call format.
After Claude responds with tool_use or mcp_tool_use blocks, this module
extracts them into a format suitable for calling back to MCP servers.
Example
response = Claudio.Messages.create(client, request)
calls = Claudio.MCP.ResultMapper.extract_mcp_calls(response)

results = Enum.map(calls, fn call ->
  {:ok, result} = MyAdapter.call_tool(mcp_client, call.name, call.arguments)
  Claudio.Tools.create_tool_result(call.id, result)
end)
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        Extracts MCP tool calls from a response.
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        Extracts MCP tool calls for a specific server.
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          @type mcp_call() :: %{
  id: String.t(),
  name: String.t(),
  arguments: map(),
  server_name: String.t() | nil
}
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          @spec claudio_to_mcp(Claudio.Messages.Response.t()) :: [mcp_call()]


      


Alias for extract_mcp_calls/1.
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          @spec extract_mcp_calls(Claudio.Messages.Response.t()) :: [mcp_call()]


      


Extracts MCP tool calls from a response.
Handles both mcp_tool_use blocks (from server-side MCP connector) and
regular tool_use blocks with prefixed names (from client-side MCP tools).
Note: Regular tool_use blocks are identified as MCP calls when their name
contains __ (double underscore) as a separator — e.g., server_name__tool_name.
If you define non-MCP tools with __ in their names, they will be incorrectly
captured. Use mcp_tool_use blocks (from the server-side MCP connector) or avoid
__ in regular tool names to prevent ambiguity.
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          @spec extract_mcp_calls(Claudio.Messages.Response.t(), String.t()) :: [mcp_call()]


      


Extracts MCP tool calls for a specific server.

  


        

      


  

    
Claudio.MCP.ServerConfig 
    



      
Structured configuration for MCP servers passed to the Anthropic Messages API.
The Anthropic API supports a server-side MCP connector where Claude connects
to MCP servers on your behalf. This module provides a typed builder for those
server configurations.
Example
alias Claudio.MCP.ServerConfig

server = ServerConfig.new("my_server", "https://mcp.example.com/sse")
|> ServerConfig.set_auth_token("bearer-token-here")
|> ServerConfig.allow_tools(["search_*", "fetch_data"])

request = Request.new("claude-sonnet-4-5-20250929")
|> Request.add_mcp_server(server)
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        allow_tools(config, patterns)

      


        Sets which tools are allowed from this MCP server.



    


    
      
        new(name, url)

      


        Creates a new MCP server configuration.



    


    
      
        set_auth_token(config, token)

      


        Sets the authorization token for authenticating with the MCP server.



    


    
      
        to_map(config)

      


        Converts the server configuration to a map suitable for the API payload.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Claudio.MCP.ServerConfig{
  authorization_token: String.t() | nil,
  name: String.t(),
  tool_configuration: map() | nil,
  type: String.t(),
  url: String.t()
}
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          @spec allow_tools(t(), [String.t()]) :: t()


      


Sets which tools are allowed from this MCP server.
Accepts a list of tool name patterns (supports glob-style matching).
Example
ServerConfig.new("my_server", "https://mcp.example.com")
|> ServerConfig.allow_tools(["search_*", "fetch_data"])
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          @spec new(String.t(), String.t()) :: t()


      


Creates a new MCP server configuration.
Parameters
	name - Human-readable server name
	url - The server's HTTP URL

Example
ServerConfig.new("my_server", "https://mcp.example.com/sse")
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          @spec set_auth_token(t(), String.t()) :: t()


      


Sets the authorization token for authenticating with the MCP server.
Example
ServerConfig.new("my_server", "https://mcp.example.com")
|> ServerConfig.set_auth_token("my-bearer-token")
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          @spec to_map(t()) :: map()


      


Converts the server configuration to a map suitable for the API payload.

  


        

      


  

    
Claudio.MCP.ToolAdapter 
    



      
Bridges MCP tools into Claudio request format.
Converts Claudio.MCP.Client.Tool structs (from any adapter) into the tool
map format used by Claudio.Messages.Request.add_tool/2.
Example
{:ok, tools} = MyAdapter.list_tools(client)

request = Request.new("claude-sonnet-4-5-20250929")
|> Claudio.MCP.ToolAdapter.add_tools(tools)

# With server prefix for disambiguation:
|> Claudio.MCP.ToolAdapter.add_tools(tools, prefix: "my_server")
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        add_tools(request, tools, opts \\ [])

      


        Converts a list of MCP tools and adds them to a request.



    


    
      
        mcp_to_claudio(tool, prefix \\ nil)

      


        Alias for to_claudio_tool/2.



    


    
      
        to_claudio_tool(tool, prefix \\ nil)

      


        Converts a single MCP tool to the Claudio tool map format.
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          @spec add_tools(
  Claudio.Messages.Request.t(),
  [Claudio.MCP.Client.Tool.t()],
  keyword()
) ::
  Claudio.Messages.Request.t()


      


Converts a list of MCP tools and adds them to a request.
Options
	:prefix - Prefix tool names with a server name (e.g., "my_server" → "my_server__search")
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          @spec mcp_to_claudio(Claudio.MCP.Client.Tool.t(), String.t() | nil) :: map()


      


Alias for to_claudio_tool/2.
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          @spec to_claudio_tool(Claudio.MCP.Client.Tool.t(), String.t() | nil) :: map()


      


Converts a single MCP tool to the Claudio tool map format.

  


        

      


  

    
Claudio.Messages 
    



      
Client for the Anthropic Messages API.
This module provides functions for creating messages, counting tokens, and working
with streaming responses. It supports both a structured Request/Response API and
a legacy map-based API for backward compatibility.
New API (Recommended)
The new API provides type-safe request building and structured response handling:
alias Claudio.Messages.{Request, Response}

# Build a request
request = Request.new("claude-3-5-sonnet-20241022")
|> Request.add_message(:user, "Hello!")
|> Request.set_max_tokens(1024)
|> Request.set_temperature(0.7)

# Create message
{:ok, response} = Claudio.Messages.create(client, request)

# Extract text
text = Response.get_text(response)
Features
	Streaming: Real-time response streaming with SSE parsing
	Tool calling: Function calling with structured schemas
	Prompt caching: Cache large contexts to reduce costs
	Vision: Send images for analysis
	Token counting: Estimate costs before making requests
	Type safety: Structured Request/Response types

Streaming
For streaming responses, enable streaming and consume events:
request = Request.new("claude-3-5-sonnet-20241022")
|> Request.add_message(:user, "Tell me a story")
|> Request.set_max_tokens(1024)
|> Request.enable_streaming()

{:ok, stream_response} = Claudio.Messages.create(client, request)

# Parse and accumulate text
text = stream_response.body
|> Claudio.Messages.Stream.parse_events()
|> Claudio.Messages.Stream.accumulate_text()

IO.puts(text)
Tool Calling
Define and use tools for function calling:
alias Claudio.Tools

tool = Tools.define_tool("get_weather", "Get weather", %{
  type: "object",
  properties: %{location: %{type: "string"}},
  required: ["location"]
})

request = Request.new("claude-3-5-sonnet-20241022")
|> Request.add_message(:user, "What's the weather?")
|> Request.add_tool(tool)
|> Request.set_max_tokens(1024)

{:ok, response} = Claudio.Messages.create(client, request)

# Check for tool uses
if Tools.has_tool_uses?(response) do
  tool_uses = Tools.extract_tool_uses(response)
  # Execute tools and continue conversation...
end
Prompt Caching
Cache large contexts to reduce costs (up to 90% savings):
request = Request.new("claude-3-5-sonnet-20241022")
|> Request.set_system_with_cache("Large context here...", ttl: "5m")
|> Request.add_message(:user, "Question about context")
|> Request.set_max_tokens(1024)

{:ok, response} = Claudio.Messages.create(client, request)

# Check cache metrics
IO.inspect(response.usage.cache_read_input_tokens)
Legacy API (Backward Compatible)
The original API using raw maps is still supported:
{:ok, response} = Claudio.Messages.create_message(client, %{
  "model" => "claude-3-5-sonnet-20241022",
  "max_tokens" => 1024,
  "messages" => [%{"role" => "user", "content" => "Hello"}]
})
Error Handling
All functions return {:ok, result} or {:error, reason} tuples:
case Claudio.Messages.create(client, request) do
  {:ok, response} ->
    IO.puts("Success!")

  {:error, %Claudio.APIError{} = error} ->
    IO.puts("API Error: #{error.message}")

  {:error, reason} ->
    IO.puts("Error: #{inspect(reason)}")
end
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        Counts tokens for a message request.



    


    
      
        create(client, request)

      


        Creates a message using the new structured API.



    


    
      
        create_message(client, payload)

      


        Creates a message (legacy API, backward compatible).
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          @spec count_tokens(Req.Request.t(), map() | Claudio.Messages.Request.t()) ::
  {:ok, map()} | {:error, Claudio.APIError.t() | term()}


      


Counts tokens for a message request.
Example
{:ok, count} = Claudio.Messages.count_tokens(client, %{
  "model" => "claude-3-5-sonnet-20241022",
  "messages" => [%{"role" => "user", "content" => "Hello"}]
})

IO.puts("Input tokens: #{count.input_tokens}")

  



  
    
      
    
    
      create(client, request)



        
          
        

    

  


  

      

          @spec create(Req.Request.t(), Claudio.Messages.Request.t() | map()) ::
  {:ok, Claudio.Messages.Response.t() | Req.Response.t()}
  | {:error, Claudio.APIError.t() | term()}


      


Creates a message using the new structured API.
Accepts either a Request struct or a raw map (for backward compatibility).
Returns either a Response struct or raw stream data for streaming requests.
Examples
# Using Request builder
request = Request.new("claude-3-5-sonnet-20241022")
|> Request.add_message(:user, "Hello!")
|> Request.set_max_tokens(1024)

{:ok, response} = Claudio.Messages.create(client, request)

# Using raw map (backward compatible)
{:ok, response} = Claudio.Messages.create(client, %{
  "model" => "claude-3-5-sonnet-20241022",
  "max_tokens" => 1024,
  "messages" => [%{"role" => "user", "content" => "Hello"}]
})
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          @spec create_message(Req.Request.t(), map()) ::
  {:ok, map() | Req.Response.t()} | {:error, term()}


      


Creates a message (legacy API, backward compatible).
This function maintains backward compatibility with the original implementation.
For new code, consider using create/2 instead.

  


        

      


  

    
Claudio.Messages.Request 
    



      
Builder for constructing Messages API requests.
Example
alias Claudio.Messages.Request

Request.new("claude-sonnet-4-5-20250929")
|> Request.add_message(:user, "Hello!")
|> Request.set_system("You are a helpful assistant")
|> Request.set_max_tokens(1024)
|> Request.set_temperature(0.7)
|> Request.to_map()
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        add_mcp_server(request, server)

      


        Adds MCP (Model Context Protocol) server definitions.



    


    
      
        add_message(request, role, content)

      


        Adds a message to the conversation.



    


    
      
        add_message_with_document(request, role, text, file_id)

      


        Adds a text message with a document from the Files API.



    


    
      
        add_message_with_image(request, role, text, base64_data, media_type \\ "image/jpeg")

      


        Adds a text message with an image from a base64-encoded string.



    


    
      
        add_message_with_image_url(request, role, text, image_url)

      


        Adds a text message with an image from a URL.



    


    
      
        add_tool(request, tool)

      


        Adds a tool definition.



    


    
      
        add_tool_with_cache(request, tool, opts \\ [])

      


        Adds a tool definition with prompt caching enabled.



    


    
      
        enable_streaming(request)

      


        Enables streaming responses.



    


    
      
        enable_thinking(request, config)

      


        Enables extended thinking with optional budget.



    


    
      
        new(model)

      


        Creates a new request builder with the specified model.



    


    
      
        set_container(request, container)

      


        Sets container identifier for tool reuse.



    


    
      
        set_context_management(request, config)

      


        Sets context management configuration.



    


    
      
        set_max_tokens(request, max_tokens)

      


        Sets the maximum number of tokens to generate.



    


    
      
        set_metadata(request, metadata)

      


        Sets request metadata.



    


    
      
        set_service_tier(request, tier)

      


        Sets service tier for capacity selection.



    


    
      
        set_stop_sequences(request, sequences)

      


        Sets custom stop sequences.



    


    
      
        set_system(request, system)

      


        Sets the system prompt.



    


    
      
        set_system_with_cache(request, text, opts \\ [])

      


        Sets the system prompt with prompt caching enabled.



    


    
      
        set_temperature(request, temperature)

      


        Sets the temperature (0.0-1.0).



    


    
      
        set_tool_choice(request, arg2)

      


        Sets tool choice strategy.



    


    
      
        set_top_k(request, top_k)

      


        Sets top_k for sampling from top K options.



    


    
      
        set_top_p(request, top_p)

      


        Sets top_p for nucleus sampling (0.0-1.0).



    


    
      
        to_map(request)

      


        Converts the request to a map suitable for the API.



    





      


      
        Types


        


  
    
      
    
    
      content()



        
          
        

    

  


  

      

          @type content() :: String.t() | [map()]


      



  



  
    
      
    
    
      role()



        
          
        

    

  


  

      

          @type role() :: :user | :assistant


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Claudio.Messages.Request{
  container: String.t() | map() | nil,
  context_management: map() | nil,
  max_tokens: integer() | nil,
  mcp_servers: [map()] | nil,
  messages: [map()],
  metadata: map() | nil,
  model: String.t(),
  service_tier: String.t() | nil,
  stop_sequences: [String.t()] | nil,
  stream: boolean() | nil,
  system: String.t() | list() | nil,
  temperature: float() | nil,
  thinking: map() | nil,
  tool_choice: map() | nil,
  tools: [map()] | nil,
  top_k: integer() | nil,
  top_p: float() | nil
}


      



  



  
    
      
    
    
      tool_choice()



        
          
        

    

  


  

      

          @type tool_choice() :: :auto | :any | {:tool, String.t()} | :none


      



  


        

      

      
        Functions


        


  
    
      
    
    
      add_mcp_server(request, server)



        
          
        

    

  


  

      

          @spec add_mcp_server(t(), Claudio.MCP.ServerConfig.t() | map()) :: t()


      


Adds MCP (Model Context Protocol) server definitions.
Example
Request.new("claude-sonnet-4-5-20250929")
|> Request.add_mcp_server(%{
  "name" => "my_server",
  "url" => "http://localhost:8080"
})

  



  
    
      
    
    
      add_message(request, role, content)



        
          
        

    

  


  

      

          @spec add_message(t(), role(), content()) :: t()


      


Adds a message to the conversation.
Content can be:
	A string for simple text messages
	A list of content blocks for multimodal messages (text, images, documents)

Examples
# Simple text message
Request.new("claude-3-5-sonnet-20241022")
|> Request.add_message(:user, "What is the weather?")

# Multimodal message with image
Request.new("claude-3-5-sonnet-20241022")
|> Request.add_message(:user, [
  %{"type" => "image", "source" => %{
    "type" => "base64",
    "media_type" => "image/jpeg",
    "data" => base64_image
  }},
  %{"type" => "text", "text" => "What's in this image?"}
])

  



  
    
      
    
    
      add_message_with_document(request, role, text, file_id)



        
          
        

    

  


  

      

          @spec add_message_with_document(t(), role(), String.t(), String.t()) :: t()


      


Adds a text message with a document from the Files API.
Example
Request.new("claude-3-5-sonnet-20241022")
|> Request.add_message_with_document(:user, "Summarize this document", "file_abc123")

  



    

  
    
      
    
    
      add_message_with_image(request, role, text, base64_data, media_type \\ "image/jpeg")



        
          
        

    

  


  

      

          @spec add_message_with_image(t(), role(), String.t(), String.t(), String.t()) :: t()


      


Adds a text message with an image from a base64-encoded string.
Example
Request.new("claude-3-5-sonnet-20241022")
|> Request.add_message_with_image(:user, "What's in this image?", base64_data, "image/jpeg")

  



  
    
      
    
    
      add_message_with_image_url(request, role, text, image_url)



        
          
        

    

  


  

      

          @spec add_message_with_image_url(t(), role(), String.t(), String.t()) :: t()


      


Adds a text message with an image from a URL.
Example
Request.new("claude-3-5-sonnet-20241022")
|> Request.add_message_with_image_url(:user, "What's in this image?", "https://example.com/image.jpg")

  



  
    
      
    
    
      add_tool(request, tool)



        
          
        

    

  


  

      

          @spec add_tool(t(), map()) :: t()


      


Adds a tool definition.
Example
tool = %{
  "name" => "get_weather",
  "description" => "Get weather for a location",
  "input_schema" => %{
    "type" => "object",
    "properties" => %{
      "location" => %{"type" => "string"}
    },
    "required" => ["location"]
  }
}

Request.new("claude-3-5-sonnet-20241022")
|> Request.add_tool(tool)

  



    

  
    
      
    
    
      add_tool_with_cache(request, tool, opts \\ [])



        
          
        

    

  


  

      

          @spec add_tool_with_cache(t(), map(), keyword()) :: t()


      


Adds a tool definition with prompt caching enabled.
Useful when you have many tool definitions and want to cache them.
Example
tool = %{
  "name" => "get_weather",
  "description" => "Get weather for a location",
  "input_schema" => %{"type" => "object", "properties" => %{}}
}

Request.new("claude-3-5-sonnet-20241022")
|> Request.add_tool_with_cache(tool)

  



  
    
      
    
    
      enable_streaming(request)



        
          
        

    

  


  

      

          @spec enable_streaming(t()) :: t()


      


Enables streaming responses.
Example
Request.new("claude-3-5-sonnet-20241022")
|> Request.enable_streaming()

  



  
    
      
    
    
      enable_thinking(request, config)



        
          
        

    

  


  

      

          @spec enable_thinking(t(), map()) :: t()


      


Enables extended thinking with optional budget.
Example
Request.new("claude-3-5-sonnet-20241022")
|> Request.enable_thinking(%{"type" => "enabled", "budget_tokens" => 1000})

  



  
    
      
    
    
      new(model)



        
          
        

    

  


  

      

          @spec new(String.t()) :: t()


      


Creates a new request builder with the specified model.
Example
Request.new("claude-sonnet-4-5-20250929")

  



  
    
      
    
    
      set_container(request, container)



        
          
        

    

  


  

      

          @spec set_container(t(), String.t() | map()) :: t()


      


Sets container identifier for tool reuse.
Allows tools to maintain state across requests.
Example
# String container ID
Request.new("claude-3-5-sonnet-20241022")
|> Request.set_container("my-container-123")

# Container config object
Request.new("claude-3-5-sonnet-20241022")
|> Request.set_container(%{
  "id" => "my-container",
  "ttl" => 3600
})

  



  
    
      
    
    
      set_context_management(request, config)



        
          
        

    

  


  

      

          @spec set_context_management(t(), map()) :: t()


      


Sets context management configuration.
Controls how context is managed across requests.
Example
Request.new("claude-3-5-sonnet-20241022")
|> Request.set_context_management(%{
  "strategy" => "auto",
  "max_context_tokens" => 100000
})

  



  
    
      
    
    
      set_max_tokens(request, max_tokens)



        
          
        

    

  


  

      

          @spec set_max_tokens(t(), integer()) :: t()


      


Sets the maximum number of tokens to generate.
Example
Request.new("claude-3-5-sonnet-20241022")
|> Request.set_max_tokens(1024)

  



  
    
      
    
    
      set_metadata(request, metadata)



        
          
        

    

  


  

      

          @spec set_metadata(t(), map()) :: t()


      


Sets request metadata.
Example
Request.new("claude-3-5-sonnet-20241022")
|> Request.set_metadata(%{"user_id" => "123"})

  



  
    
      
    
    
      set_service_tier(request, tier)



        
          
        

    

  


  

      

          @spec set_service_tier(t(), String.t()) :: t()


      


Sets service tier for capacity selection.
Options:
	"auto" - Automatically select based on availability
	"standard_only" - Only use standard tier capacity

Example
Request.new("claude-3-5-sonnet-20241022")
|> Request.set_service_tier("auto")

  



  
    
      
    
    
      set_stop_sequences(request, sequences)



        
          
        

    

  


  

      

          @spec set_stop_sequences(t(), [String.t()]) :: t()


      


Sets custom stop sequences.
Example
Request.new("claude-3-5-sonnet-20241022")
|> Request.set_stop_sequences(["END", "STOP"])

  



  
    
      
    
    
      set_system(request, system)



        
          
        

    

  


  

      

          @spec set_system(t(), String.t() | list()) :: t()


      


Sets the system prompt.
Can be a string or a list of content blocks with optional cache_control.
Examples
# Simple string
Request.new("claude-3-5-sonnet-20241022")
|> Request.set_system("You are a helpful assistant")

# With prompt caching
Request.new("claude-3-5-sonnet-20241022")
|> Request.set_system([
  %{
    "type" => "text",
    "text" => "Long system prompt here...",
    "cache_control" => %{"type" => "ephemeral"}
  }
])

  



    

  
    
      
    
    
      set_system_with_cache(request, text, opts \\ [])



        
          
        

    

  


  

      

          @spec set_system_with_cache(t(), String.t(), keyword()) :: t()


      


Sets the system prompt with prompt caching enabled.
Options
	:ttl - Cache duration, either "5m" (default) or "1h"

Example
Request.new("claude-3-5-sonnet-20241022")
|> Request.set_system_with_cache("Long system prompt...", ttl: "1h")

  



  
    
      
    
    
      set_temperature(request, temperature)



        
          
        

    

  


  

      

          @spec set_temperature(t(), float()) :: t()


      


Sets the temperature (0.0-1.0).
Example
Request.new("claude-3-5-sonnet-20241022")
|> Request.set_temperature(0.7)

  



  
    
      
    
    
      set_tool_choice(request, arg2)



        
          
        

    

  


  

      

          @spec set_tool_choice(t(), tool_choice()) :: t()


      


Sets tool choice strategy.
Example
Request.new("claude-3-5-sonnet-20241022")
|> Request.set_tool_choice(:auto)
|> Request.set_tool_choice(:any)
|> Request.set_tool_choice({:tool, "get_weather"})
|> Request.set_tool_choice(:none)

  



  
    
      
    
    
      set_top_k(request, top_k)



        
          
        

    

  


  

      

          @spec set_top_k(t(), integer()) :: t()


      


Sets top_k for sampling from top K options.
Example
Request.new("claude-3-5-sonnet-20241022")
|> Request.set_top_k(40)

  



  
    
      
    
    
      set_top_p(request, top_p)



        
          
        

    

  


  

      

          @spec set_top_p(t(), float()) :: t()


      


Sets top_p for nucleus sampling (0.0-1.0).
Example
Request.new("claude-3-5-sonnet-20241022")
|> Request.set_top_p(0.9)

  



  
    
      
    
    
      to_map(request)



        
          
        

    

  


  

      

          @spec to_map(t()) :: map()


      


Converts the request to a map suitable for the API.

  


        

      


  

    
Claudio.Messages.Response 
    



      
Structured response from the Messages API.

      


      
        Summary


  
    Types
  


    
      
        content_block()

      


    


    
      
        mcp_tool_result_block()

      


    


    
      
        mcp_tool_use_block()

      


    


    
      
        stop_reason()

      


    


    
      
        t()

      


    


    
      
        text_block()

      


    


    
      
        thinking_block()

      


    


    
      
        tool_result_block()

      


    


    
      
        tool_use_block()

      


    


    
      
        usage()

      


    





  
    Functions
  


    
      
        from_map(data)

      


        Converts a raw API response map into a structured Response.



    


    
      
        get_mcp_tool_uses(response)

      


        Extracts all MCP tool use requests from the response.



    


    
      
        get_mcp_tool_uses(response, server_name)

      


        Extracts MCP tool use requests from the response for a specific server.



    


    
      
        get_text(response)

      


        Extracts all text content from the response.



    


    
      
        get_tool_uses(response)

      


        Extracts all tool use requests from the response.



    





      


      
        Types


        


  
    
      
    
    
      content_block()



        
          
        

    

  


  

      

          @type content_block() ::
  text_block()
  | thinking_block()
  | tool_use_block()
  | tool_result_block()
  | mcp_tool_use_block()
  | mcp_tool_result_block()


      



  



  
    
      
    
    
      mcp_tool_result_block()



        
          
        

    

  


  

      

          @type mcp_tool_result_block() :: %{
  type: :mcp_tool_result,
  tool_use_id: String.t(),
  server_name: String.t(),
  content: term(),
  is_error: boolean()
}


      



  



  
    
      
    
    
      mcp_tool_use_block()



        
          
        

    

  


  

      

          @type mcp_tool_use_block() :: %{
  type: :mcp_tool_use,
  id: String.t(),
  name: String.t(),
  server_name: String.t(),
  input: map()
}


      



  



  
    
      
    
    
      stop_reason()



        
          
        

    

  


  

      

          @type stop_reason() ::
  :end_turn
  | :max_tokens
  | :stop_sequence
  | :tool_use
  | :pause_turn
  | :refusal
  | :model_context_window_exceeded


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Claudio.Messages.Response{
  content: [content_block()],
  id: String.t(),
  model: String.t(),
  role: String.t(),
  stop_reason: stop_reason() | nil,
  stop_sequence: String.t() | nil,
  type: String.t(),
  usage: usage()
}


      



  



  
    
      
    
    
      text_block()



        
          
        

    

  


  

      

          @type text_block() :: %{type: :text, text: String.t()}


      



  



  
    
      
    
    
      thinking_block()



        
          
        

    

  


  

      

          @type thinking_block() :: %{type: :thinking, thinking: String.t()}


      



  



  
    
      
    
    
      tool_result_block()



        
          
        

    

  


  

      

          @type tool_result_block() :: %{
  type: :tool_result,
  tool_use_id: String.t(),
  content: String.t() | list()
}


      



  



  
    
      
    
    
      tool_use_block()



        
          
        

    

  


  

      

          @type tool_use_block() :: %{
  type: :tool_use,
  id: String.t(),
  name: String.t(),
  input: map()
}


      



  



  
    
      
    
    
      usage()



        
          
        

    

  


  

      

          @type usage() :: %{
  input_tokens: integer(),
  output_tokens: integer(),
  cache_creation_input_tokens: integer() | nil,
  cache_read_input_tokens: integer() | nil
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      from_map(data)



        
          
        

    

  


  

      

          @spec from_map(map()) :: t()


      


Converts a raw API response map into a structured Response.

  



  
    
      
    
    
      get_mcp_tool_uses(response)



        
          
        

    

  


  

      

          @spec get_mcp_tool_uses(t()) :: [mcp_tool_use_block()]


      


Extracts all MCP tool use requests from the response.

  



  
    
      
    
    
      get_mcp_tool_uses(response, server_name)



        
          
        

    

  


  

      

          @spec get_mcp_tool_uses(t(), String.t()) :: [mcp_tool_use_block()]


      


Extracts MCP tool use requests from the response for a specific server.

  



  
    
      
    
    
      get_text(response)



        
          
        

    

  


  

      

          @spec get_text(t()) :: String.t()


      


Extracts all text content from the response.

  



  
    
      
    
    
      get_tool_uses(response)



        
          
        

    

  


  

      

          @spec get_tool_uses(t()) :: [tool_use_block()]


      


Extracts all tool use requests from the response.

  


        

      


  

    
Claudio.Messages.Stream 
    



      
Utilities for parsing and consuming Server-Sent Events (SSE) from streaming Messages API responses.
Streaming usage telemetry is emitted via [:claudio, :messages, :stream, :usage]
when parse_events/1 reaches the terminal message_stop event and final usage
is available from message_delta frames.
Event Types
The Messages API streaming responses include the following event types:
	message_start - Initial message with empty content
	content_block_start - Beginning of a content block
	content_block_delta - Incremental content updates (text, JSON, thinking)
	content_block_stop - End of a content block
	message_delta - Top-level message changes (usage updates)
	message_stop - Stream completion
	ping - Keep-alive events
	error - Error events

Example
response = Claudio.Messages.create_message(client, request)

response
|> Claudio.Messages.Stream.parse_events()
|> Stream.filter(&match?({:ok, %{event: "content_block_delta"}}, &1))
|> Enum.each(fn {:ok, event} ->
  IO.puts(event.data["delta"]["text"])
end)

      


      
        Summary


  
    Types
  


    
      
        event()

      


    


    
      
        parsed_event()

      


    





  
    Functions
  


    
      
        accumulate_text(event_stream)

      


        Accumulates text deltas from streaming events into complete text chunks.



    


    
      
        build_final_message(event_stream)

      


        Accumulates all events and returns the final complete message.



    


    
      
        filter_events(event_stream, event_types)

      


        Filters stream to only specific event types.



    


    
      
        parse_events(stream)

      


        Parses Server-Sent Events from a streaming response body.



    





      


      
        Types


        


  
    
      
    
    
      event()



        
          
        

    

  


  

      

          @type event() :: %{event: String.t(), data: map() | nil}


      



  



  
    
      
    
    
      parsed_event()



        
          
        

    

  


  

      

          @type parsed_event() :: {:ok, event()} | {:error, term()}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      accumulate_text(event_stream)



        
          
        

    

  


  

      

          @spec accumulate_text(Enumerable.t()) :: Enumerable.t()


      


Accumulates text deltas from streaming events into complete text chunks.
Example
response
|> Stream.parse_events()
|> Stream.accumulate_text()
|> Enum.each(&IO.puts/1)

  



  
    
      
    
    
      build_final_message(event_stream)



        
          
        

    

  


  

      

          @spec build_final_message(Enumerable.t()) :: {:ok, map()} | {:error, term()}


      


Accumulates all events and returns the final complete message.
Example
{:ok, final_message} =
  response
  |> Stream.parse_events()
  |> Stream.build_final_message()

  



  
    
      
    
    
      filter_events(event_stream, event_types)



        
          
        

    

  


  

      

          @spec filter_events(Enumerable.t(), [String.t()]) :: Enumerable.t()


      


Filters stream to only specific event types.
Example
response
|> Stream.parse_events()
|> Stream.filter_events(["content_block_delta", "message_stop"])

  



  
    
      
    
    
      parse_events(stream)



        
          
        

    

  


  

      

          @spec parse_events(Enumerable.t()) :: Enumerable.t()


      


Parses Server-Sent Events from a streaming response body.
Returns a Stream of {:ok, event} or {:error, reason} tuples.
Example
response
|> Stream.parse_events()
|> Enum.to_list()

  


        

      


  

    
Claudio.Batches 
    



      
Client for the Anthropic Message Batches API.
The Batches API allows you to process multiple Messages API requests asynchronously
in a single batch operation. This is ideal for large-scale, non-urgent processing
scenarios where you need to process thousands or millions of requests.
Features
	Process up to 100,000 requests per batch
	Maximum batch size of 256 MB
	Asynchronous processing (up to 24 hours)
	All Messages API features supported (streaming, tools, caching, etc.)
	Results provided as downloadable .jsonl file
	Support for beta features via client configuration

Limits and Quotas
	Request limit: 100,000 requests per batch
	Size limit: 256 MB per batch
	Processing time: Up to 24 hours
	Rate limits: Applied separately from Messages API

Batch Lifecycle
	Creating: Batch is being created and validated
	In progress: Batch is being processed
	Ended: Processing complete (check request_counts for results)
	Results available for download as JSONL

Complete Example
alias Claudio.Batches

# Create a batch of requests
requests = [
  %{
    custom_id: "req-1",
    params: %{
      model: "claude-3-5-sonnet-20241022",
      max_tokens: 1024,
      messages: [%{role: "user", content: "Hello"}]
    }
  },
  %{
    custom_id: "req-2",
    params: %{
      model: "claude-3-5-sonnet-20241022",
      max_tokens: 1024,
      messages: [%{role: "user", content: "Hi there"}]
    }
  }
]

# Submit batch
{:ok, batch} = Batches.create(client, requests)
IO.puts("Batch ID: #{batch["id"]}")

# Wait for completion with progress updates
{:ok, completed} = Batches.wait_for_completion(client, batch["id"], fn status ->
  counts = status["request_counts"]
  IO.puts("Progress: #{counts["succeeded"]}/#{counts["processing"]}")
end)

# Download results
{:ok, results_jsonl} = Batches.get_results(client, batch["id"])

# Parse JSONL results
results = String.split(results_jsonl, "
", trim: true)
|> Enum.map(&Jason.decode!/1)

# Process each result
Enum.each(results, fn result ->
  case result do
    %{"result" => %{"type" => "succeeded", "message" => message}} ->
      IO.puts("Success: #{result["custom_id"]}")

    %{"result" => %{"type" => "errored", "error" => error}} ->
      IO.puts("Error: #{error["message"]}")
  end
end)
Polling vs Wait
You can either manually poll for status or use wait_for_completion/3:
# Manual polling
{:ok, status} = Batches.get(client, batch_id)

case status["processing_status"] do
  "ended" -> IO.puts("Complete!")
  "in_progress" -> IO.puts("Still processing...")
  "canceling" -> IO.puts("Canceling...")
end

# Automatic waiting (recommended)
{:ok, completed} = Batches.wait_for_completion(
  client,
  batch_id,
  &progress_callback/1,
  poll_interval: 5_000  # Check every 5 seconds
)
{:ok, batches} = Batches.list(client)

# Cancel a batch
{:ok, _} = Batches.cancel(client, batch.id)

      


      
        Summary


  
    Types
  


    
      
        batch()

      


    


    
      
        batch_request()

      


    


    
      
        batch_status()

      


    





  
    Functions
  


    
      
        cancel(client, batch_id)

      


        Cancels a batch that is currently in progress.



    


    
      
        create(client, requests)

      


        Creates a new message batch.



    


    
      
        delete(client, batch_id)

      


        Deletes a batch and its results.



    


    
      
        get(client, batch_id)

      


        Retrieves information about a specific batch.



    


    
      
        get_results(client, batch_id)

      


        Retrieves the results of a completed batch.



    


    
      
        list(client, opts \\ [])

      


        Lists all batches for the account.



    


    
      
        wait_for_completion(client, batch_id, opts \\ [])

      


        Waits for a batch to complete, polling at regular intervals.



    





      


      
        Types


        


  
    
      
    
    
      batch()



        
          
        

    

  


  

      

          @type batch() :: %{
  id: String.t(),
  type: String.t(),
  processing_status: batch_status(),
  request_counts: map(),
  ended_at: String.t() | nil,
  created_at: String.t(),
  expires_at: String.t(),
  results_url: String.t() | nil
}


      



  



  
    
      
    
    
      batch_request()



        
          
        

    

  


  

      

          @type batch_request() :: %{custom_id: String.t(), params: map()}


      



  



  
    
      
    
    
      batch_status()



        
          
        

    

  


  

      

          @type batch_status() :: :in_progress | :canceling | :ended


      



  


        

      

      
        Functions


        


  
    
      
    
    
      cancel(client, batch_id)



        
          
        

    

  


  

      

          @spec cancel(Req.Request.t(), String.t()) ::
  {:ok, map()} | {:error, Claudio.APIError.t()}


      


Cancels a batch that is currently in progress.
Note: Requests that have already started processing will complete,
but no new requests from the batch will be started.
Example
{:ok, batch} = Claudio.Batches.cancel(client, "batch_123")
# batch.processing_status will be "canceling" or "ended"

  



  
    
      
    
    
      create(client, requests)



        
          
        

    

  


  

      

          @spec create(Req.Request.t(), [batch_request()]) ::
  {:ok, map()} | {:error, Claudio.APIError.t()}


      


Creates a new message batch.
Parameters
	client - Req request configured with authentication
	requests - List of batch requests, each with a custom_id and params

Example
requests = [
  %{
    "custom_id" => "my-request-1",
    "params" => %{
      "model" => "claude-3-5-sonnet-20241022",
      "max_tokens" => 1024,
      "messages" => [%{"role" => "user", "content" => "Hello"}]
    }
  }
]

{:ok, batch} = Claudio.Batches.create(client, requests)

  



  
    
      
    
    
      delete(client, batch_id)



        
          
        

    

  


  

      

          @spec delete(Req.Request.t(), String.t()) ::
  {:ok, map()} | {:error, Claudio.APIError.t()}


      


Deletes a batch and its results.
Note: This will delete both the batch metadata and any result files.
This action cannot be undone.
Example
{:ok, _} = Claudio.Batches.delete(client, "batch_123")

  



  
    
      
    
    
      get(client, batch_id)



        
          
        

    

  


  

      

          @spec get(Req.Request.t(), String.t()) ::
  {:ok, map()} | {:error, Claudio.APIError.t()}


      


Retrieves information about a specific batch.
Example
{:ok, batch} = Claudio.Batches.get(client, "batch_123")
IO.inspect(batch.processing_status)
IO.inspect(batch.request_counts)

  



  
    
      
    
    
      get_results(client, batch_id)



        
          
        

    

  


  

      

          @spec get_results(Req.Request.t(), String.t()) ::
  {:ok, [map()]} | {:error, Claudio.APIError.t()}


      


Retrieves the results of a completed batch.
Returns a list of result objects, each containing the custom_id and either
a successful result or an error.
Example
{:ok, results} = Claudio.Batches.get_results(client, "batch_123")

Enum.each(results, fn result ->
  case result do
    %{"custom_id" => id, "result" => result} ->
      IO.puts("Success for #{id}")
      IO.inspect(result)

    %{"custom_id" => id, "error" => error} ->
      IO.puts("Error for #{id}")
      IO.inspect(error)
  end
end)

  



    

  
    
      
    
    
      list(client, opts \\ [])



        
          
        

    

  


  

      

          @spec list(
  Req.Request.t(),
  keyword()
) :: {:ok, map()} | {:error, Claudio.APIError.t()}


      


Lists all batches for the account.
Options
	:limit - Number of batches to return (default: 20, max: 100)
	:before_id - Get batches before this ID (for pagination)
	:after_id - Get batches after this ID (for pagination)

Example
# List first 50 batches
{:ok, response} = Claudio.Batches.list(client, limit: 50)

# Paginate through results
{:ok, next_page} = Claudio.Batches.list(client, after_id: response.last_id)

  



    

  
    
      
    
    
      wait_for_completion(client, batch_id, opts \\ [])



        
          
        

    

  


  

      

          @spec wait_for_completion(Req.Request.t(), String.t(), keyword()) ::
  {:ok, map()} | {:error, term()}


      


Waits for a batch to complete, polling at regular intervals.
Options
	:poll_interval - Seconds between status checks (default: 30)
	:timeout - Maximum seconds to wait (default: 86400 = 24 hours)
	:callback - Function called with batch status on each poll

Example
{:ok, final_batch} = Claudio.Batches.wait_for_completion(
  client,
  batch_id,
  poll_interval: 60,
  timeout: 3600,
  callback: fn status ->
    IO.puts("Status: #{status.processing_status}")
    IO.inspect(status.request_counts)
  end
)

{:ok, results} = Claudio.Batches.get_results(client, final_batch.id)

  


        

      


  

    
Claudio.APIError exception
    



      
Exception raised when the Anthropic API returns an error response.

      


      
        Summary


  
    Types
  


    
      
        error_type()

      


    


    
      
        t()

      


    





  
    Functions
  


    
      
        from_response(status_code, body)

      


        Creates a new APIError from an HTTP error response.



    





      


      
        Types


        


  
    
      
    
    
      error_type()



        
          
        

    

  


  

      

          @type error_type() ::
  :invalid_request_error
  | :authentication_error
  | :permission_error
  | :not_found_error
  | :rate_limit_error
  | :api_error
  | :overloaded_error


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Claudio.APIError{
  __exception__: true,
  message: String.t(),
  raw_body: map() | nil,
  status_code: integer(),
  type: error_type() | String.t()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      from_response(status_code, body)



        
          
        

    

  


  

      

          @spec from_response(integer(), map() | struct()) :: t()


      


Creates a new APIError from an HTTP error response.
Handles both plain maps (non-streaming responses) and structs like
Req.Response.Async (streaming error responses).

  


        

      


  

    
Claudio.Client 
    



      
HTTP client for the Anthropic API using Req.
This module provides HTTP client functionality for interacting with the Anthropic API.
It handles authentication, versioning, beta features, and configurable timeouts.
Configuration
You can configure default values and HTTP options in your config file:
# config/config.exs
config :claudio,
  default_api_version: "2023-06-01",
  default_beta_features: []

config :claudio, Claudio.Client,
  timeout: 60_000,        # Connection timeout in ms (default: 60s)
  recv_timeout: 120_000   # Receive timeout in ms (default: 120s)
Timeout Configuration
The timeout option controls the connection establishment timeout, while
recv_timeout controls how long to wait for data once connected. For
streaming operations, you may want to increase recv_timeout:
# For long-running streaming operations
config :claudio, Claudio.Client,
  timeout: 60_000,
  recv_timeout: 600_000   # 10 minutes
Retry Configuration
Enable automatic retries for transient failures:
config :claudio, Claudio.Client,
  retry: true  # Uses default retry strategy

# Or customize:
config :claudio, Claudio.Client,
  retry: [
    delay: 1000,
    max_retries: 3,
    max_delay: 10_000
  ]
Usage
# Simple client with defaults
client = Claudio.Client.new(%{
  token: "your-api-key"
})

# With explicit version
client = Claudio.Client.new(%{
  token: "your-api-key",
  version: "2023-06-01"
})

# With beta features
client = Claudio.Client.new(%{
  token: "your-api-key",
  version: "2023-06-01",
  beta: ["prompt-caching-2024-07-31"]
})

# Custom endpoint (for testing or proxies)
client = Claudio.Client.new(
  %{token: "key", version: "2023-06-01"},
  "https://custom.api.endpoint/v1/"
)
Return Value
Returns a Req.Request struct that can be used with Claudio.Messages,
Claudio.Batches, and other API modules.
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        new(config, endpoint \\ "https://api.anthropic.com/v1/")

      


        Creates a new HTTP client for the Anthropic API.
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      new(config, endpoint \\ "https://api.anthropic.com/v1/")



        
          
        

    

  


  

      

          @spec new(map(), String.t()) :: Req.Request.t()


      


Creates a new HTTP client for the Anthropic API.
Parameters
	config - Configuration map with the following keys:	:token (required) - Your Anthropic API key
	:version (optional) - API version string (default: "2023-06-01")
	:beta (optional) - List of beta feature flags


	endpoint (optional) - API endpoint URL (default: "https://api.anthropic.com/v1/")

Returns
Returns a Req.Request struct configured for Anthropic API calls.
Examples
# Basic client
iex> client = Claudio.Client.new(%{token: "sk-ant-..."})
%Req.Request{...}

# With beta features
iex> client = Claudio.Client.new(%{
...>   token: "sk-ant-...",
...>   version: "2023-06-01",
...>   beta: ["prompt-caching-2024-07-31"]
...> })
%Req.Request{...}

  


        

      


  

    
Claudio.Files 
    



      
Anthropic Files API client.
Upload files to Anthropic's storage so they can be referenced from message
content blocks via the type: "document" / source: {type: "file", file_id}
shape (see Claudio.Messages.Request.add_message_with_document/4).
Beta gating
The Files API is currently behind the files-api-2025-04-14 Anthropic beta
flag. Pass it on the client built by Claudio.Client.new/2:
client = Claudio.Client.new(%{
  token: "sk-ant-...",
  beta: ["files-api-2025-04-14"]
})
Or set it globally via application config (applies to every Claudio call):
config :claudio, :claudio,
  default_beta_features: ["files-api-2025-04-14"]
Example
{:ok, %{"id" => file_id}} =
  Claudio.Files.upload(client, bytes, content_type: "application/pdf",
    filename: "contract.pdf")

request =
  Claudio.Messages.Request.new("claude-sonnet-4-6")
  |> Claudio.Messages.Request.add_message_with_document(:user, "Summarise.", file_id)

Claudio.Messages.create(client, request)

# List, inspect, and clean up later:
{:ok, %{"data" => files}} = Claudio.Files.list(client, limit: 50)
{:ok, _meta} = Claudio.Files.get(client, file_id)
{:ok, bytes} = Claudio.Files.download(client, file_id)
{:ok, %{"type" => "file_deleted"}} = Claudio.Files.delete(client, file_id)

      


      
        Summary


  
    Functions
  


    
      
        delete(client, file_id)

      


        Deletes a file from the Anthropic Files API.



    


    
      
        download(client, file_id)

      


        Downloads the raw bytes of a file.



    


    
      
        get(client, file_id)

      


        Retrieves metadata for a single file.



    


    
      
        list(client, opts \\ [])

      


        Lists files uploaded to the Anthropic Files API.



    


    
      
        upload(client, bytes, opts)

      


        Upload bytes to the Anthropic Files API.
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      delete(client, file_id)



        
          
        

    

  


  

      

          @spec delete(Req.Request.t(), String.t()) ::
  {:ok, map()} | {:error, Claudio.APIError.t() | term()}


      


Deletes a file from the Anthropic Files API.
Parameters
	client — A Req.Request from Claudio.Client.new/2.
	file_id — The file id to delete.

Returns
	{:ok, %{"id" => _, "type" => "file_deleted"}} on success.
	{:error, %Claudio.APIError{}} on a non-200 response.
	{:error, term()} on a transport/Req error.


  



  
    
      
    
    
      download(client, file_id)



        
          
        

    

  


  

      

          @spec download(Req.Request.t(), String.t()) ::
  {:ok, binary()} | {:error, Claudio.APIError.t() | term()}


      


Downloads the raw bytes of a file.
Req auto-decodes JSON only when content-type: application/json; for any
other content type (PDF, image, plain text, etc.), the response body is
returned as a raw binary unchanged.
Parameters
	client — A Req.Request from Claudio.Client.new/2.
	file_id — The file id returned from upload/3.

Returns
	{:ok, binary()} on success — the raw file contents.
	{:error, %Claudio.APIError{}} on a non-200 response (error bodies are JSON).
	{:error, term()} on a transport/Req error.


  



  
    
      
    
    
      get(client, file_id)



        
          
        

    

  


  

      

          @spec get(Req.Request.t(), String.t()) ::
  {:ok, map()} | {:error, Claudio.APIError.t() | term()}


      


Retrieves metadata for a single file.
Parameters
	client — A Req.Request from Claudio.Client.new/2.
	file_id — The file id returned from upload/3 (e.g. "file_abc123").

Returns
	{:ok, %{"id" => _, "type" => "file", "filename" => _, "mime_type" => _, "size_bytes" => _, "created_at" => _, "downloadable" => _}} on success.
	{:error, %Claudio.APIError{}} on a non-200 response.
	{:error, term()} on a transport/Req error.


  



    

  
    
      
    
    
      list(client, opts \\ [])



        
          
        

    

  


  

      

          @spec list(
  Req.Request.t(),
  keyword()
) :: {:ok, map()} | {:error, Claudio.APIError.t() | term()}


      


Lists files uploaded to the Anthropic Files API.
Beta gating
Requires the files-api-2025-04-14 Anthropic beta flag on the client (see
moduledoc).
Parameters
	client — A Req.Request from Claudio.Client.new/2.
	opts — Optional keyword list:	:limit — Number of files to return (default server-side: 20).
	:before_id — Cursor for the previous page (file id).
	:after_id — Cursor for the next page (file id).



Returns
	{:ok, %{"data" => [...], "first_id" => _, "last_id" => _, "has_more" => _}}
on success.
	{:error, %Claudio.APIError{}} on a non-200 response.
	{:error, term()} on a transport/Req error.
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          @spec upload(Req.Request.t(), binary(), keyword()) ::
  {:ok, map()} | {:error, Claudio.APIError.t() | term()}


      


Upload bytes to the Anthropic Files API.
Parameters
	client — A Req.Request from Claudio.Client.new/2. Should have the
files-api-2025-04-14 beta feature configured (see moduledoc).
	bytes — The raw file contents as a binary.
	opts — Required keyword list:	:content_type — MIME type (e.g. "application/pdf").
	:filename — Filename string (used for the multipart filename part).



Returns
	{:ok, %{"id" => "file_xxx", "type" => "file", "filename" => "...", "mime_type" => "...", "size_bytes" => N, "created_at" => "..."}} on success.
	{:error, %Claudio.APIError{}} on a non-200 response.
	{:error, term()} on a transport/Req error.


  


        

      


  

    
Claudio.Tools 
    



      
Utilities for working with tools/function calling in the Messages API.
Example
# Define a tool
weather_tool = Claudio.Tools.define_tool(
  "get_weather",
  "Get the current weather for a location",
  %{
    "type" => "object",
    "properties" => %{
      "location" => %{
        "type" => "string",
        "description" => "City name or coordinates"
      },
      "unit" => %{
        "type" => "string",
        "enum" => ["celsius", "fahrenheit"],
        "description" => "Temperature unit"
      }
    },
    "required" => ["location"]
  }
)

# Use in a request
alias Claudio.Messages.Request

request = Request.new("claude-3-5-sonnet-20241022")
|> Request.add_message(:user, "What's the weather in San Francisco?")
|> Request.add_tool(weather_tool)
|> Request.set_tool_choice(:auto)

{:ok, response} = Claudio.Messages.create_message(client, request)

# Extract tool uses
tool_uses = Claudio.Tools.extract_tool_uses(response)

# Execute tools and create results
results = Enum.map(tool_uses, fn tool_use ->
  result = execute_my_tool(tool_use.name, tool_use.input)
  Claudio.Tools.create_tool_result(tool_use.id, result)
end)

# Continue conversation with tool results
request2 = Request.new("claude-3-5-sonnet-20241022")
|> Request.add_message(:user, "What's the weather in San Francisco?")
|> Request.add_message(:assistant, response.content)
|> Request.add_message(:user, results)
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        tool_definition()

      


    


    
      
        tool_result()

      


    


    
      
        tool_use()

      


    





  
    Functions
  


    
      
        create_tool_result(tool_use_id, result, is_error \\ false)

      


        Creates a tool result message to continue the conversation after executing a tool.



    


    
      
        create_tool_result_message(tool_results)

      


        Creates a complete tool result message for adding to the conversation.



    


    
      
        define_tool(name, description, input_schema)

      


        Defines a tool with a name, description, and JSON schema for input validation.



    


    
      
        extract_tool_uses(arg1)

      


        Extracts tool use requests from a response.



    


    
      
        has_tool_uses?(response)

      


        Checks if a response indicates that tools were used.
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      tool_definition()



        
          
        

    

  


  

      

          @type tool_definition() :: %{
  name: String.t(),
  description: String.t(),
  input_schema: map()
}


      



  



  
    
      
    
    
      tool_result()



        
          
        

    

  


  

      

          @type tool_result() :: %{
  type: String.t(),
  tool_use_id: String.t(),
  content: String.t() | list()
}


      



  



  
    
      
    
    
      tool_use()



        
          
        

    

  


  

      

          @type tool_use() :: %{id: String.t(), name: String.t(), input: map()}
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      create_tool_result(tool_use_id, result, is_error \\ false)



        
          
        

    

  


  

      

          @spec create_tool_result(String.t(), String.t() | list(), boolean()) :: tool_result()


      


Creates a tool result message to continue the conversation after executing a tool.
Parameters
	tool_use_id - The ID from the tool_use block
	result - The result of executing the tool (string or structured content)
	is_error - (optional) Whether this represents an error result

Example
tool_result = Claudio.Tools.create_tool_result(
  "toolu_123",
  "The weather in San Francisco is 72°F and sunny"
)

# Or with structured content
tool_result = Claudio.Tools.create_tool_result(
  "toolu_123",
  [%{"type" => "text", "text" => "Here's the data..."}]
)

# For errors
error_result = Claudio.Tools.create_tool_result(
  "toolu_123",
  "Failed to fetch weather data",
  true
)

  



  
    
      
    
    
      create_tool_result_message(tool_results)



        
          
        

    

  


  

      

          @spec create_tool_result_message([tool_result()]) :: [tool_result()]


      


Creates a complete tool result message for adding to the conversation.
This is a convenience function that wraps tool results in a message structure.
Example
tool_results = [
  Claudio.Tools.create_tool_result("toolu_1", "Result 1"),
  Claudio.Tools.create_tool_result("toolu_2", "Result 2")
]

message = Claudio.Tools.create_tool_result_message(tool_results)

request = Request.new("claude-3-5-sonnet-20241022")
|> Request.add_message(:user, "Initial question")
|> Request.add_message(:assistant, assistant_response.content)
|> Request.add_message(:user, message)

  



  
    
      
    
    
      define_tool(name, description, input_schema)



        
          
        

    

  


  

      

          @spec define_tool(String.t(), String.t(), map()) :: tool_definition()


      


Defines a tool with a name, description, and JSON schema for input validation.
Parameters
	name - Unique identifier for the tool
	description - Human-readable description of what the tool does
	input_schema - JSON Schema object defining the tool's input parameters

Example
Claudio.Tools.define_tool(
  "calculator",
  "Performs basic arithmetic operations",
  %{
    "type" => "object",
    "properties" => %{
      "operation" => %{
        "type" => "string",
        "enum" => ["add", "subtract", "multiply", "divide"]
      },
      "a" => %{"type" => "number"},
      "b" => %{"type" => "number"}
    },
    "required" => ["operation", "a", "b"]
  }
)

  



  
    
      
    
    
      extract_tool_uses(arg1)



        
          
        

    

  


  

      

          @spec extract_tool_uses(map() | struct()) :: [tool_use()]


      


Extracts tool use requests from a response.
Returns a list of tool use blocks that need to be executed.
Example
{:ok, response} = Claudio.Messages.create_message(client, request)
tool_uses = Claudio.Tools.extract_tool_uses(response)

Enum.each(tool_uses, fn tool_use ->
  IO.inspect(tool_use.name)
  IO.inspect(tool_use.input)
end)

  



  
    
      
    
    
      has_tool_uses?(response)



        
          
        

    

  


  

      

          @spec has_tool_uses?(map() | struct()) :: boolean()


      


Checks if a response indicates that tools were used.
Example
if Claudio.Tools.has_tool_uses?(response) do
  # Handle tool execution
end

  


        

      


  

    
Claudio.Agent 
    



      
Stateless agent loop utility for tool-calling workflows.
Runs the tool-calling loop: send request → check for tool uses →
execute handlers → append results → repeat until done.
This is a pure function — no GenServer, no process. State management
(conversation history, persistence) is the caller's responsibility.
Example
alias Claudio.{Agent, Messages.Request, Tools}

# Define tools and handlers
weather_tool = Tools.define_tool("get_weather", "Get weather", %{
  "type" => "object",
  "properties" => %{"location" => %{"type" => "string"}},
  "required" => ["location"]
})

handlers = %{
  "get_weather" => fn %{"location" => loc} ->
    {:ok, "72°F and sunny in #{loc}"}
  end
}

# Build request
request = Request.new("claude-sonnet-4-5-20250929")
|> Request.add_message(:user, "What's the weather in SF?")
|> Request.add_tool(weather_tool)
|> Request.set_max_tokens(1024)

# Run the agent loop
{:ok, response, messages} = Agent.run(client, request, handlers)

# response is the final Response struct
# messages is the full conversation history (for continuing later)
Options
	:max_turns — Maximum tool-calling iterations (default: 10)
	:on_tool_call — Optional callback fn tool_use, result -> :ok end for logging/observability


      


      
        Summary


  
    Types
  


    
      
        handler()

      


    


    
      
        handlers()

      


    


    
      
        run_result()

      


    





  
    Functions
  


    
      
        run(client, request, tool_handlers, opts \\ [])

      


        Runs the agent loop until the model stops requesting tools or max_turns is reached.
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          @type handler() :: (map() -> {:ok, String.t()} | {:error, String.t()})
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          @type handlers() :: %{required(String.t()) => handler()}


      



  



  
    
      
    
    
      run_result()



        
          
        

    

  


  

      

          @type run_result() ::
  {:ok, Claudio.Messages.Response.t(), [map()]}
  | {:error, :max_turns_exceeded, Claudio.Messages.Response.t(), [map()]}
  | {:error, term()}


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      run(client, request, tool_handlers, opts \\ [])



        
          
        

    

  


  

      

          @spec run(Req.Request.t(), Claudio.Messages.Request.t(), handlers(), keyword()) ::
  run_result()


      


Runs the agent loop until the model stops requesting tools or max_turns is reached.
max_turns limits tool-result round-trips, not API calls. With max_turns: 2,
the model is called up to 3 times: the initial call plus 2 tool-result follow-ups.
If the third call still requests tools, the loop stops with :max_turns_exceeded.
Returns {:ok, final_response, messages} on success, where messages is the
full conversation history including all tool calls and results.
Returns {:error, :max_turns_exceeded, last_response, messages} if the loop
doesn't converge within max_turns tool round-trips.
Returns {:error, reason} if the API call fails.

  


        

      


  OEBPS/dist/epub-4WIP524F.js
(()=>{var s=document.querySelector.bind(document),o=document.querySelectorAll.bind(document);function r(e){document.readyState!=="loading"?e():document.addEventListener("DOMContentLoaded",e)}var l="hll";window.addEventListener("exdoc:loaded",t);function t(){o("[data-group-id]").forEach(e=>{e.addEventListener("mouseenter",i),e.addEventListener("mouseleave",i)})}function i(e){let n=e.currentTarget,a=e.type==="mouseenter",c=n.getAttribute("data-group-id");n.parentElement.querySelectorAll(`[data-group-id="${c}"]`).forEach(u=>{u.classList.toggle(l,a)})}r(()=>{t()});})();




