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    cmdc_eval

CMDC Agent benchmark harness —— 接公开基准 + 自定义 suite，输出 JSONL 报告，
与 LangSmith / Langfuse / Datadog 同源消费。

cmdc_eval 是 cmdc 的独立子库，提供：
	标准 Suite behaviour（CMDCEval.Suite），实现 3 callback 即可注册一个评测集
	内置 Internal Suite —— 验证 cmdc kernel 内部特性（DAG / Steering / Checkpoint）的回归基准
	BFCL v3 Suite 接入框架 —— Berkeley Function Calling Leaderboard，公开数据
	Mix.Tasks.Cmdc.Eval CLI —— 一行命令跑 evals + 输出 JSONL
	稳定 JSONL 报告 schema —— suite / case_id / model / pass / latency_ms / tokens_in / tokens_out / cost_usd / events_digest

安装
def deps do
  [
    {:cmdc, "~> 0.5"},
    {:cmdc_eval, "~> 0.1"}
  ]
end
Quick Start
1. 跑 Internal Suite（cmdc kernel 自验证）
$ mix cmdc.eval --suite=internal --model="anthropic:claude-sonnet-4-5" --report=internal.jsonl

输出：
━━━━━━━━━━━━━━━━━━━━━━━━━━━━━━━━━━━━━━━━━━━━━━━━━━━━
Suite:   internal
Model:   anthropic:claude-sonnet-4-5
Cases:   5
Pass:    5  (rate=1.0)
Fail:    0
Latency: avg=1234.0ms total=6170ms
Tokens:  in=234 out=567
Cost:    $0.0123
Report:  internal.jsonl
━━━━━━━━━━━━━━━━━━━━━━━━━━━━━━━━━━━━━━━━━━━━━━━━━━━━
2. 跑 BFCL v3（公开基准）
# 1. 先 fetch fixtures（v0.1 写占位，真实数据见 cmdc.eval.fetch_bfcl moduledoc）
$ mix cmdc.eval.fetch_bfcl

# 2. 跑 evals
$ mix cmdc.eval --suite=bfcl --model="openai:gpt-4o" --report=bfcl.jsonl

3. 程序化调用
{:ok, report} = CMDCEval.run(
  suite: CMDCEval.Suites.Internal,
  model: "anthropic:claude-sonnet-4-5",
  concurrency: 4,
  timeout_ms: 60_000
)

report.summary
# => %{total: 5, pass: 5, fail: 0, pass_rate: 1.0, ...}

report.runs
# => [%CMDCEval.Run{case_id: "basic_text", pass: true, ...}, ...]
4. 自定义 Suite
defmodule MyApp.MySuite do
  @behaviour CMDCEval.Suite

  alias CMDCEval.Case

  @impl true
  def name, do: "my_app_evals"

  @impl true
  def cases do
    [
      Case.new(id: "task_a", input: "Solve task A", expected: ~r/done/),
      Case.new(id: "task_b", input: "Solve task B", expected: ~r/completed/)
    ]
  end

  @impl true
  def assert(%Case{expected: %Regex{} = re}, reply), do: Regex.match?(re, reply)
end

# 跑
{:ok, report} = CMDCEval.run(
  suite: MyApp.MySuite,
  model: "anthropic:claude-sonnet-4-5"
)
报告 JSONL Schema
每行一个 Run 的 JSON。下游可被 LangSmith / Langfuse / Datadog 直接消费:
{
  "suite": "internal",
  "case_id": "basic_text",
  "model": "anthropic:claude-sonnet-4-5",
  "pass": true,
  "latency_ms": 1234,
  "tokens_in": 234,
  "tokens_out": 567,
  "cost_usd": 0.0123,
  "events_digest": null,
  "error": null,
  "timestamp": "2026-05-18T12:34:56Z",
  "metadata": {"category": "smoke"}
}
字段稳定 —— 不会在 minor 版本删/改字段，新字段会通过 metadata 透传。
v0.1 范围
✅ 已实现：
	Suite behaviour + 4 struct（Case / Run / Report / Suite）
	Mix.Tasks.Cmdc.Eval + Mix.Tasks.Cmdc.Eval.FetchBfcl
	CMDCEval.Suites.Internal —— 5 个 cmdc kernel 自验证 case
	CMDCEval.Suites.BFCL —— 框架 + fetch_bfcl 占位
	JSONL 报告 schema + summary 聚合
	11+ 单元测试覆盖 struct + Suite + Runner（mock provider 端到端）

🔁 推后到 v0.2：
	BFCL v3 fixtures 自动 fetch（v0.1 写占位，需手动 git clone 上游）
	tau2-bench airline suite
	MemoryAgentBench 子集（依赖 cmdc_memory_pg PG 集成）
	LangSmith 直接同步（OTLP）
	完整 BFCL 5 子类（multiple / parallel / parallel_multiple / multi_turn）

CLI 退出码
	0 —— 所有 case pass
	1 —— 有 case 失败
	2 —— Suite 无 case（如 BFCL fixtures 未 fetch）
	3 —— Suite 模块不存在或非法

License
Apache-2.0


  

    Changelog

All notable changes to cmdc_eval will be documented in this file.
The format is based on Keep a Changelog,
and this project adheres to Semantic Versioning.
[Unreleased]
[0.1.0] - 2026-05-18
首发 —— CMDC Agent benchmark harness 子库。

Added
	CMDCEval 主模块 —— run/1 入口 + 类型 spec
	Suite behaviour CMDCEval.Suite —— 3 必选 callback (name/0 / cases/0 / assert/2)	2 可选 (default_tools/0 / cost_estimator/1)


	核心 struct：CMDCEval.Case / CMDCEval.Run / CMDCEval.Report（全 @derive Jason.Encoder）
	CMDCEval.Runner —— 并发跑 Suite 内 case + 收集 Run + 输出 Report	单 case crash / timeout 不影响其他 case
	支持 mock provider（provider_opts: [provider_fn: ...]）


	CMDCEval.Suites.Internal —— 5 个 cmdc kernel 自验证 case
（basic_text / json_response / long_input_no_crash / punctuation / empty_friendly_reply）
	CMDCEval.Suites.BFCL —— Berkeley Function Calling Leaderboard v3 框架
（v0.1 fixtures 占位，需手动从 upstream git clone 拉取）
	Mix.Tasks.Cmdc.Eval —— CLI 入口（mix cmdc.eval --suite=<name> --model=<id>）	标准退出码 0/1/2/3


	Mix.Tasks.Cmdc.Eval.FetchBfcl —— BFCL fixtures fetch helper（v0.1 写占位）
	JSONL 报告 schema —— 稳定字段 suite / case_id / model / pass / latency_ms / tokens_in / tokens_out / cost_usd / events_digest / error / timestamp / metadata

v0.1 范围
	✅ 框架 + 1 个内置可跑 Suite（Internal）+ 1 个占位 Suite（BFCL）
	🔁 完整 BFCL fixtures fetch / tau2-bench / MemoryAgentBench 留 v0.2

Compatibility
	要求 cmdc ~> 0.5
	无 breaking change（首发版本）



  

    License


Apache License, Version 2.0 with Commons Clause

Copyright (c) 2026 深圳市元组科技有限公司

"Commons Clause" License Condition v1.0

The Software is provided to you by the Licensor under the License, as defined
below, subject to the following condition.

Without limiting other conditions in the License, the grant of rights under
the License will not include, and the License does not grant to you, the right
to Sell the Software.

For purposes of the foregoing, "Sell" means practicing any or all of the
rights granted to you under the License to provide to third parties, for a fee
or other consideration (including without limitation fees for hosting or
consulting/ support services related to the Software), a product or service
whose value derives, entirely or substantially, from the functionality of the
Software. Any license notice or attribution required by the License must also
include this Commons Clause License Condition notice.

Software: CMDC

License: Apache 2.0

Licensor: 深圳市元组科技有限公司

For commercial licensing inquiries, please contact: https://www.atuple.com Or glggsai@qq.com

---

                                 Apache License
                           Version 2.0, January 2004
                        http://www.apache.org/licenses/

   TERMS AND CONDITIONS FOR USE, REPRODUCTION, AND DISTRIBUTION

   1. Definitions.

      "License" shall mean the terms and conditions for use, reproduction,
      and distribution as defined by Sections 1 through 9 of this document.

      "Licensor" shall mean the copyright owner or entity authorized by
      the copyright owner that is granting the License.

      "Legal Entity" shall mean the union of the acting entity and all
      other entities that control, are controlled by, or are under common
      control with that entity. For the purposes of this definition,
      "control" means (i) the power, direct or indirect, to cause the
      direction or management of such entity, whether by contract or
      otherwise, or (ii) ownership of fifty percent (50%) or more of the
      outstanding shares, or (iii) beneficial ownership of such entity.

      "You" (or "Your") shall mean an individual or Legal Entity
      exercising permissions granted by this License.

      "Source" form shall mean the preferred form for making modifications,
      including but not limited to software source code, documentation
      source, and configuration files.

      "Object" form shall mean any form resulting from mechanical
      transformation or translation of a Source form, including but
      not limited to compiled object code, generated documentation,
      and conversions to other media types.

      "Work" shall mean the work of authorship made available under
      the License, as indicated by a copyright notice that is included in
      or attached to the work (an example is provided in the Appendix below).

      "Derivative Works" shall mean any work, whether in Source or Object
      form, that is based on (or derived from) the Work and for which the
      editorial revisions, annotations, elaborations, or other modifications
      represent, as a whole, an original work of authorship. For the purposes
      of this License, Derivative Works shall not include works that remain
      separable from, or merely link (or bind by name) to the interfaces of,
      the Work and Derivative Works thereof.

      "Contribution" shall mean, as submitted to the Licensor for inclusion
      in the Work by the copyright owner or by an individual or Legal Entity
      authorized to submit on behalf of the copyright owner. For the purposes
      of this definition, "submitted" means any form of electronic, verbal,
      or written communication sent to the Licensor or its representatives.

      "Contributor" shall mean Licensor and any Legal Entity on behalf of
      whom a Contribution has been received by the Licensor and included
      within the Work.

   2. Grant of Copyright License. Subject to the terms and conditions of
      this License and the Commons Clause condition above, each Contributor
      hereby grants to You a perpetual, worldwide, non-exclusive, no-charge,
      royalty-free, irrevocable copyright license to reproduce, prepare
      Derivative Works of, publicly display, publicly perform, sublicense,
      and distribute the Work and such Derivative Works in Source or Object
      form.

   3. Grant of Patent License. Subject to the terms and conditions of
      this License and the Commons Clause condition above, each Contributor
      hereby grants to You a perpetual, worldwide, non-exclusive, no-charge,
      royalty-free, irrevocable (except as stated in this section) patent
      license to make, have made, use, offer to sell, sell, import, and
      otherwise transfer the Work, where such license applies only to those
      patent claims licensable by such Contributor that are necessarily
      infringed by their Contribution(s) alone or by combination of their
      Contribution(s) with the Work to which such Contribution(s) was
      submitted.

   4. Redistribution. You may reproduce and distribute copies of the Work
      or Derivative Works thereof in any medium, with or without
      modifications, and in Source or Object form, provided that You meet
      the following conditions:

      (a) You must give any other recipients of the Work or Derivative Works
          a copy of this License; and

      (b) You must cause any modified files to carry prominent notices
          stating that You changed the files; and

      (c) You must retain, in the Source form of any Derivative Works that
          You distribute, all copyright, patent, trademark, and attribution
          notices from the Source form of the Work; and

      (d) If the Work includes a "NOTICE" text file, You must include a
          readable copy of the attribution notices contained within such
          NOTICE file.

   5. Submission of Contributions. Unless You explicitly state otherwise,
      any Contribution intentionally submitted for inclusion in the Work
      by You to the Licensor shall be under the terms and conditions of
      this License, without any additional terms or conditions.

   6. Trademarks. This License does not grant permission to use the trade
      names, trademarks, service marks, or product names of the Licensor.

   7. Disclaimer of Warranty. Unless required by applicable law or agreed
      to in writing, Licensor provides the Work (and each Contributor provides
      its Contributions) on an "AS IS" BASIS, WITHOUT WARRANTIES OR CONDITIONS
      OF ANY KIND, either express or implied, including, without limitation,
      any warranties or conditions of TITLE, NON-INFRINGEMENT, MERCHANTABILITY,
      or FITNESS FOR A PARTICULAR PURPOSE. You are solely responsible for
      determining the appropriateness of using or reproducing the Work.

   8. Limitation of Liability. In no event and under no legal theory, whether
      in tort (including negligence), contract, or otherwise, unless required
      by applicable law, shall any Contributor be liable to You for damages.

   9. Accepting Warranty or Additional Liability. While redistributing the
      Work or Derivative Works thereof, You may choose to offer, and charge a
      fee for, acceptance of support, warranty, indemnity, or other liability
      obligations and rights consistent with this License.

   END OF TERMS AND CONDITIONS

   Copyright (c) 2026 深圳市元组科技有限公司

   Licensed under the Apache License, Version 2.0 with Commons Clause (the
   "License"); you may not use this file except in compliance with the License.
   You may obtain a copy of the License at

       http://www.apache.org/licenses/LICENSE-2.0

   Unless required by applicable law or agreed to in writing, software
   distributed under the License is distributed on an "AS IS" BASIS,
   WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
   See the License for the specific language governing permissions and
   limitations under the License.
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CMDC Agent 评测框架（benchmark harness）—— 接公开基准 + 自定义 suite。
核心抽象
	概念	模块	职责
	Suite	CMDCEval.Suite behaviour	一组 case 集合（如 BFCL v3、tau2-bench、internal）
	Case	CMDCEval.Case struct	单个评测用例（id / input / expected）
	Run	CMDCEval.Run struct	单次评测结果（pass / latency / tokens / cost）
	Report	CMDCEval.Report	JSONL 报告写入（与 LangSmith / Langfuse 同源 schema）
	Runner	CMDCEval.Runner	并发跑 case + 收集 Run + 输出 Report

内置 Suite
	CMDCEval.Suites.Internal — cmdc 内部 scenario 验证（DAG / Steering /
HumanApproval / Checkpoint resume 等机内特性，互补外部基准）
	CMDCEval.Suites.BFCL — Berkeley Function Calling Leaderboard v3
fixtures（从 upstream 公开仓库 fetch，详见 mix cmdc.eval.fetch_bfcl）

Quick Start
# 1. 跑 internal suite，输出 JSONL 报告
$ mix cmdc.eval --suite=internal --model="anthropic:claude-sonnet-4-5" --report=out.jsonl

# 2. 跑 BFCL（先 fetch fixtures）
$ mix cmdc.eval.fetch_bfcl
$ mix cmdc.eval --suite=bfcl --model="openai:gpt-4o" --report=bfcl.jsonl

# 3. 程序化调用
{:ok, report} = CMDCEval.run(
  suite: CMDCEval.Suites.Internal,
  model: "anthropic:claude-sonnet-4-5",
  report_path: "out.jsonl"
)
报告 JSONL 字段（稳定 schema）
{
  "suite": "internal",
  "case_id": "steering_basic",
  "model": "anthropic:claude-sonnet-4-5",
  "pass": true,
  "latency_ms": 1234,
  "tokens_in": 567,
  "tokens_out": 89,
  "cost_usd": 0.0034,
  "events_digest": "sha256:abc123...",
  "error": null,
  "timestamp": "2026-05-18T12:34:56Z"
}
与 LangSmith / Langfuse / Datadog 同源消费,便于跨 benchmark 比对。
v0.1 范围
	✅ Suite behaviour + 4 struct（Case / Run / Report / Suite）
	✅ Mix.Tasks.Cmdc.Eval CLI
	✅ Internal suite（5+ scenario：DAG / Steering / HumanApproval / Checkpoint / Compactor）
	✅ BFCL fetch + 占位 suite（10 用例骨架，可被 upstream fixtures 填充）
	✅ JSONL 报告 schema（与 12G Telemetry 字段对齐）
	🔁 推后到 v0.2：tau2-bench airline / MemoryAgentBench 子集 / LangSmith 直接同步
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    Types
  


    
      
        run_opts()

      


        运行 evals 的入参 keyword。



    





  
    Functions
  


    
      
        run(opts)

      


        跑一个 Suite，返回 {:ok, %Report{}} 或 {:error, reason}。



    


    
      
        version()

      


        返回 cmdc_eval 当前版本号。
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      run_opts()



        
          
        

    

  


  

      

          @type run_opts() :: [
  suite: module(),
  model: String.t(),
  report_path: String.t() | nil,
  concurrency: pos_integer(),
  timeout_ms: pos_integer(),
  provider_opts: keyword()
]


      


运行 evals 的入参 keyword。

  


        

      

      
        Functions


        


  
    
      
    
    
      run(opts)



        
          
        

    

  


  

      

          @spec run(run_opts()) :: {:ok, CMDCEval.Report.t()} | {:error, term()}


      


跑一个 Suite，返回 {:ok, %Report{}} 或 {:error, reason}。
选项
	:suite — Suite 模块（实现 CMDCEval.Suite behaviour），必填
	:model — model 字符串（如 "anthropic:claude-sonnet-4-5"），必填
	:report_path — 输出 JSONL 报告路径；nil 则只返回 %Report{} 不写文件
	:concurrency — 并发跑 case 数（默认 4，Mock provider 可设更高）
	:timeout_ms — 单 case 超时（默认 60_000）
	:provider_opts — 透传给 CMDC.Provider.stream/4 的选项（如 api_key）

示例
{:ok, report} = CMDCEval.run(
  suite: CMDCEval.Suites.Internal,
  model: "anthropic:claude-sonnet-4-5",
  report_path: "internal.jsonl",
  concurrency: 4
)

report.summary
# => %{total: 5, pass: 5, fail: 0, total_latency_ms: 12345, ...}

  



  
    
      
    
    
      version()



        
          
        

    

  


  

      

          @spec version() :: String.t()


      


返回 cmdc_eval 当前版本号。
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单个评测用例 struct。
Suite 实现的 cases/0 返回 [Case.t()] 列表，Runner 按 case 并发跑。
字段
	:id —— case 唯一标识（在 Suite 内 unique）
	:input —— 用户 prompt 字符串
	:expected —— 期望结果 spec（map / 字符串 / 函数），由 Suite 的 assert/2 解释
	:tools —— 该 case 启用的工具模块列表（覆盖 Suite 默认）
	:metadata —— 附加 metadata（如 :category, :difficulty）
	:timeout_ms —— 单 case 超时（nil 表示用 Runner 默认）


      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        new(opts)

      


        构造一个 Case struct（基础校验 + 默认值）。
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      t()



        
          
        

    

  


  

      

          @type t() :: %CMDCEval.Case{
  expected: term(),
  id: String.t(),
  input: String.t(),
  metadata: map(),
  timeout_ms: pos_integer() | nil,
  tools: [module()] | nil
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      new(opts)



        
          
        

    

  


  

      

          @spec new(keyword()) :: t()


      


构造一个 Case struct（基础校验 + 默认值）。
示例
Case.new(id: "sum_basic", input: "1 + 1 = ?", expected: ~r/2/)

  


        

      


  

    
CMDCEval.Report 
    



      
Eval Run 聚合报告 + JSONL 输出。
字段
	:suite_name —— Suite 名（如 "internal" / "bfcl"）
	:model —— 评测使用的 model 字符串
	:runs —— [Run.t()] 全部 case 结果（按 case_id 排序）
	:summary —— 汇总指标 map
	:started_at / :completed_at —— ISO8601 时间戳
	:report_path —— JSONL 文件路径（nil 表示未写文件）

JSONL 输出格式
每行 1 个 Run 的 JSON。下游可被 LangSmith / Langfuse / Datadog 直接消费:
$ head -1 report.jsonl
{"suite":"internal","case_id":"basic","model":"...","pass":true,...}


      


      
        Summary


  
    Types
  


    
      
        summary()

      


    


    
      
        t()

      


    





  
    Functions
  


    
      
        build(suite_name, model, runs, started_at, completed_at)

      


        根据已收集的 [Run.t()] 构造完整 Report 含 summary。



    


    
      
        write_jsonl(report, path)

      


        把 Report 的 :runs 序列化为 JSONL 写入 path。
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      summary()



        
          
        

    

  


  

      

          @type summary() :: %{
  total: non_neg_integer(),
  pass: non_neg_integer(),
  fail: non_neg_integer(),
  pass_rate: float(),
  total_latency_ms: non_neg_integer(),
  avg_latency_ms: float(),
  total_tokens_in: non_neg_integer(),
  total_tokens_out: non_neg_integer(),
  total_cost_usd: float()
}


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %CMDCEval.Report{
  completed_at: String.t(),
  model: String.t(),
  report_path: String.t() | nil,
  runs: [CMDCEval.Run.t()],
  started_at: String.t(),
  suite_name: String.t(),
  summary: summary()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      build(suite_name, model, runs, started_at, completed_at)



        
          
        

    

  


  

      

          @spec build(String.t(), String.t(), [CMDCEval.Run.t()], String.t(), String.t()) :: t()


      


根据已收集的 [Run.t()] 构造完整 Report 含 summary。

  



  
    
      
    
    
      write_jsonl(report, path)



        
          
        

    

  


  

      

          @spec write_jsonl(t(), String.t()) :: {:ok, map()} | {:error, term()}


      


把 Report 的 :runs 序列化为 JSONL 写入 path。
写入成功返回 {:ok, %{path | bytes_written | runs_written}},
失败返回 {:error, reason}。

  


        

      


  

    
CMDCEval.Run 
    



      
单个 case 的运行结果。
Runner 跑完每个 case 后产出一个 %Run{}，最终聚合到 %Report{}。
字段
	:suite —— Suite 名（atom 或 string）
	:case_id —— Case.id
	:model —— 评测使用的 model 字符串
	:pass —— 通过 boolean（Suite 的 assert/2 返回值）
	:latency_ms —— Agent 端到端响应时长
	:tokens_in —— prompt tokens
	:tokens_out —— completion tokens
	:cost_usd —— 估算成本（USD）
	:events_digest —— 事件摘要 sha256（debug / 重放用）
	:error —— 失败原因（nil 表示成功）
	:timestamp —— ISO8601 UTC 时间戳
	:metadata —— 用户附加数据


      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        failure(opts, reason)

      


        为失败的 case 构造 Run（pass: false + error reason）。



    


    
      
        success(opts)

      


        为成功的 case 构造 Run（pass: true）。
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      t()



        
          
        

    

  


  

      

          @type t() :: %CMDCEval.Run{
  case_id: String.t(),
  cost_usd: float(),
  error: term() | nil,
  events_digest: String.t() | nil,
  latency_ms: non_neg_integer(),
  metadata: map(),
  model: String.t(),
  pass: boolean(),
  suite: String.t() | atom(),
  timestamp: String.t(),
  tokens_in: non_neg_integer(),
  tokens_out: non_neg_integer()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      failure(opts, reason)



        
          
        

    

  


  

      

          @spec failure(
  keyword(),
  term()
) :: t()


      


为失败的 case 构造 Run（pass: false + error reason）。

  



  
    
      
    
    
      success(opts)



        
          
        

    

  


  

      

          @spec success(keyword()) :: t()


      


为成功的 case 构造 Run（pass: true）。

  


        

      


  

    
CMDCEval.Runner 
    



      
Eval Runner —— 并发跑 case + 调 CMDC Agent + 收集 Run + 输出 Report。
流程
[Suite.cases/0]
  └─▶ Task.async_stream/3 (并发跑 case)
        └─▶ for each case:
              1. CMDC.create_agent(model, tools, provider_opts)
              2. CMDC.prompt(session, case.input)
              3. CMDC.collect_reply(session, timeout)
              4. Suite.assert(case, reply) → boolean
              5. CMDC.stop(session)
              6. 收集 latency + token usage + cost → Run.success/failure
  └─▶ Report.build/5 聚合 + 可选 JSONL 写文件
错误处理
单 case crash / timeout 被捕获 → Run.failure(reason)，不影响其他 case。
整个 Runner 不会因为单 case 失败而中断。
Mock Provider
当 provider_opts 含 provider_fn: fn ... end 时直接走该函数（用
cmdc_test 子库的 CMDCTest.MockProvider），避免真 LLM 调用。

      


      
        Summary


  
    Functions
  


    
      
        run(opts)

      


        跑 Suite，返回 {:ok, %Report{}} 或 {:error, reason}。



    





      


      
        Functions


        


  
    
      
    
    
      run(opts)



        
          
        

    

  


  

      

          @spec run(keyword()) :: {:ok, CMDCEval.Report.t()} | {:error, term()}


      


跑 Suite，返回 {:ok, %Report{}} 或 {:error, reason}。
见 CMDCEval.run/1 的选项说明。

  


        

      


  

    
CMDCEval.Suite behaviour
    



      
Eval Suite behaviour —— 每个 Suite（如 BFCL / tau2-bench / internal）实现 3 callback。
必须实现的 3 个 callback
name/0
返回 Suite 唯一标识（atom 或 string，进入 Report.suite_name）。
cases/0
返回 [CMDCEval.Case.t()] 列表，Runner 按 case 并发跑。
assert/2
传入 (case, agent_reply_text)，返回 boolean() 表示该 case 是否通过。
可选回调
default_tools/0
返回该 Suite 全局默认工具模块列表（被 Case :tools 覆盖）。默认 []。
cost_estimator/1
传入 %{model, tokens_in, tokens_out} 返回估算 cost_usd。默认返回 0.0。
示例实现
defmodule MyApp.MyEvalSuite do
  @behaviour CMDCEval.Suite

  alias CMDCEval.Case

  @impl true
  def name, do: "my_eval"

  @impl true
  def cases do
    [
      Case.new(id: "basic", input: "1 + 1 = ?", expected: ~r/2/),
      Case.new(id: "tool_call", input: "read README.md",
               expected: %{tool_called: "read_file"})
    ]
  end

  @impl true
  def assert(%Case{expected: %Regex{} = re}, reply), do: Regex.match?(re, reply)
  def assert(%Case{expected: %{tool_called: name}}, _reply) do
    # 检查 Agent 是否调用了某工具（需要 events 数据，由 Runner 透传）
    # 这里简化为 string match
    String.contains?(reply, name)
  end
end

      


      
        Summary


  
    Callbacks
  


    
      
        assert t, reply

      


    


    
      
        cases()

      


    


    
      
        cost_estimator(map)

      


    


    
      
        default_tools()

      


    


    
      
        name()

      


    





      


      
        Callbacks


        


  
    
      
    
    
      assert t, reply



        
          
        

    

  


  

      

          @callback assert(CMDCEval.Case.t(), reply :: String.t()) :: boolean()


      



  



  
    
      
    
    
      cases()



        
          
        

    

  


  

      

          @callback cases() :: [CMDCEval.Case.t()]


      



  



  
    
      
    
    
      cost_estimator(map)


        (optional)


        
          
        

    

  


  

      

          @callback cost_estimator(map()) :: float()


      



  



  
    
      
    
    
      default_tools()


        (optional)


        
          
        

    

  


  

      

          @callback default_tools() :: [module()]


      



  



  
    
      
    
    
      name()



        
          
        

    

  


  

      

          @callback name() :: String.t() | atom()


      



  


        

      


  

    
CMDCEval.Suites.BFCL 
    



      
Berkeley Function Calling Leaderboard v3 (BFCL) Suite —— 占位实现 + fixtures 接入路径。
数据来源
BFCL fixtures 来自上游公开仓库：
https://github.com/ShishirPatil/gorilla/tree/main/berkeley-function-call-leaderboard
v0.1 实现：
	fixtures 文件存放：priv/bfcl/v3/<category>.jsonl（gitignore 不入 hex 包）
	mix cmdc.eval.fetch_bfcl：从上游公开仓库 git clone + 转换格式
	cases/0 自动 load：若 fixtures 目录不存在，返回空列表 + warning
	assert/2：按 BFCL ground truth 比对（v0.1 只比 tool name + 主要参数）

v0.1 故意保持小范围：10 个用例占位 + 完整 fetch path。
更复杂的 sub-category (AST / executable / multi_turn 等) 留 v0.2 扩展。

限制
	不内置 fixtures（许可证 + 文件大小考虑）
	跑前需手动执行 mix cmdc.eval.fetch_bfcl
	v0.1 只覆盖 BFCL "simple" 子类（v1.0 公开 fixtures）

替代方案
如果 fixtures fetch 失败，可用 CMDCEval.Suites.Internal 做 cmdc kernel
自验证；BFCL 主要用于跨模型 / 跨 Agent kernel 横向比较。

      




  

    
CMDCEval.Suites.Internal 
    



      
Internal Suite —— 验证 cmdc 内部特性。
5 个 scenario:
	basic_text —— 单 turn 纯文本回复
	simple_tool_call —— 调一个工具回复正确
	multi_turn_reasoning —— 多 turn 推理（mock provider 给固定回复）
	steering_response —— Steering 注入文字被 Agent 看到
	abort_clean —— abort/2 后 session clean stop

这些 scenario 互补外部基准（BFCL / tau2-bench 侧重 LLM 端能力），
验证 cmdc kernel 自身的"控制平面"能力，回归测试用。

      




  

    
mix cmdc.eval 
    



      
跑 cmdc_eval Suite + 输出 JSONL 报告。
用法
$ mix cmdc.eval --suite=internal --model="anthropic:claude-sonnet-4-5"
$ mix cmdc.eval --suite=bfcl --model="openai:gpt-4o" --report=bfcl.jsonl
$ mix cmdc.eval --suite=internal --concurrency=8 --timeout=120000

选项
	--suite=<name> 必填。可选值：internal / bfcl / 任意完整模块名
（如 Elixir.CMDCEval.Suites.Internal）
	--model=<id> 必填。如 anthropic:claude-sonnet-4-5
	--report=<path> 可选。JSONL 报告输出路径（默认不写文件）
	--concurrency=<n> 可选。并发跑 case 数（默认 4）
	--timeout=<ms> 可选。单 case 超时毫秒数（默认 60000）

退出码
	0 —— 所有 case pass
	1 —— 有 case 失败
	2 —— Suite 无 case（如 BFCL fixtures 未 fetch）
	3 —— Suite 模块不存在或非法


      




  

    
mix cmdc.eval.fetch_bfcl 
    



      
从 Berkeley Function Calling Leaderboard v3 上游公开仓库拉取 fixtures
并转换为 cmdc_eval 内部 JSONL 格式。
用法
$ mix cmdc.eval.fetch_bfcl
$ mix cmdc.eval.fetch_bfcl --dest=priv/bfcl/v3 --category=simple

选项
	--dest=<path> 输出目录（默认 priv/bfcl/v3）
	--category=<name> 仅拉某一类别（默认 simple；可选 simple /
multiple / parallel / parallel_multiple）
	--limit=<n> 限制拉取条目数（默认 10，便于快速 spike）

数据来源
上游：https://github.com/ShishirPatil/gorilla
路径：berkeley-function-call-leaderboard/data/BFCL_v3_<category>.json
注意
	需要 git + curl 命令可用
	拉到的数据 不会 进 hex 包（fixtures 在 priv/bfcl/，
.gitignore 默认忽略，运行 evals 前需自行拉取）
	数据许可证遵循上游（Apache-2.0，但请自行确认最新）

v0.1 状态
v0.1 实现 最小骨架：从上游 raw URL curl 单个 JSON 文件，
转换为 cmdc_eval 内部 {"id", "question", "function", "ground_truth"} 格式。
失败时打 warning + 写 placeholder（含说明），不阻塞 mix cmdc.eval。
完整 BFCL 全 5 子类 + ground truth 解析留 v0.2 扩展。
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