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CrucibleXAI
Explainable AI (XAI) Library for Elixir
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A production-ready Explainable AI (XAI) library for Elixir, providing model interpretability through LIME, SHAP, and Feature Attribution methods. Built on Nx for high-performance numerical computing with comprehensive test coverage and strict quality standards.
Version: 0.4.0 | Tests: 362+ passing | Coverage: 96%+
✨ Features
Currently Implemented
Local Attribution Methods (10 methods)
	✅ LIME: Full algorithm with Gaussian/Uniform/Categorical sampling, multiple kernels, feature selection
	✅ KernelSHAP: Model-agnostic SHAP via weighted regression (~1s, approximate)
	✅ LinearSHAP: Ultra-fast exact SHAP for linear models (<2ms, 1000x faster than Kernel)
	✅ SamplingShap: Monte Carlo SHAP approximation (~100ms, faster than Kernel)
	✅ Gradient × Input: Fast gradient-based attribution (<1ms, requires Nx)
	✅ Integrated Gradients: Axiomatic gradient method with completeness guarantee (5-50ms)
	✅ SmoothGrad: Noise-reduced gradient attribution via averaging (10-100ms)
	✅ Feature Occlusion: Model-agnostic attribution via feature removal (1-5ms per feature)
	✅ Sliding Window Occlusion: Sequential data attribution (1-10ms per window)
	✅ Occlusion Sensitivity: Normalized occlusion scores with optional absolute values

Global Interpretability Methods (7 methods)
	✅ Permutation Importance: Global feature ranking across validation set
	✅ PDP 1D: Partial dependence plots for single features (10-50ms)
	✅ PDP 2D: Feature interaction visualization (50-200ms)
	✅ ICE: Individual conditional expectation curves (10-100ms)
	✅ Centered ICE: Relative change visualization from baseline
	✅ ALE: Accumulated local effects, robust for correlated features (10-100ms)
	✅ H-Statistic: Friedman's interaction strength detection (50-300ms per pair)

Infrastructure & Quality
	✅ Parallel Batch Processing: LIME, SHAP, and Occlusion with configurable concurrency (40-60% faster)
	✅ Model-Agnostic: Works with any prediction function (black-box or white-box)
	✅ High Performance: Nx tensor operations throughout
	✅ HTML Visualizations: Interactive Chart.js visualizations for LIME and SHAP
	✅ Well-Tested: 337+ tests (unit, property-based, doctests), >96% coverage
	✅ Zero Warnings: Strict compilation with comprehensive type specifications
	✅ Shapley Properties: SHAP additivity, symmetry, and dummy properties validated

Validation & Quality Metrics (new in v0.3.0)
	✅ Faithfulness: Feature removal correlation + monotonicity checks
	✅ Infidelity: Perturbation-based error between predicted and actual changes
	✅ Sensitivity: Input and hyperparameter stability scoring
	✅ Axioms: Completeness, symmetry, dummy, linearity validation
	✅ Quality Gates: quick_validate/4 fast pass/fail for production
	✅ Benchmarking: Compare methods by quality score and runtime

Roadmap
	🚧 TreeSHAP: Efficient exact SHAP for tree-based models
	🚧 Advanced Visualizations: Enhanced interactive plots for all methods
	🚧 Visualization: Interactive HTML plots and charts (Phase 5)
	🚧 CrucibleTrace Integration: Combined explanations with reasoning traces (Phase 6)

📦 Installation
Add crucible_xai to your list of dependencies in mix.exs:
def deps do
  [
    {:crucible_xai, "~> 0.4.0"}
  ]
end
Then run:
mix deps.get

🚀 Quick Start
Basic LIME Explanation
# Define your prediction function (any model that returns a number)
predict_fn = fn [x, y] -> 2.0 * x + 3.0 * y + 1.0 end

# Instance to explain
instance = [1.0, 2.0]

# Generate explanation
explanation = CrucibleXai.explain(instance, predict_fn)

# View feature weights
IO.inspect(explanation.feature_weights)
# => %{0 => 2.0, 1 => 3.0}

# Get top features
top_features = CrucibleXAI.Explanation.top_features(explanation, 5)

# View as text
IO.puts(CrucibleXAI.Explanation.to_text(explanation))
Pipeline Stage Integration (new in v0.4.0)
Use CrucibleXAI as a stage in Crucible framework pipelines:
# In a Crucible pipeline
context = %{
  model_fn: &MyModel.predict/1,
  instances: [[1.0, 2.0], [3.0, 4.0]],
  background_data: [[0.0, 0.0], [1.0, 1.0], [2.0, 2.0]],
  experiment: %{
    reliability: %{
      xai: %{
        methods: [:lime, :shap, :feature_importance],
        lime_opts: %{num_samples: 1000},
        shap_opts: %{num_samples: 500},
        parallel: true
      }
    }
  }
}

{:ok, updated_context} = CrucibleXAI.Stage.run(context)

# Access results
lime_explanations = updated_context.xai.explanations.lime
shap_values = updated_context.xai.explanations.shap
feature_importance = updated_context.xai.explanations.feature_importance

# Introspect the stage
stage_info = CrucibleXAI.Stage.describe(%{verbose: true})
IO.inspect(stage_info.available_methods)
The Stage module integrates seamlessly with:
	crucible_bench - Statistical testing
	crucible_telemetry - Metrics tracking
	crucible_harness - Experiment orchestration
	crucible_trace - Causal transparency

Customized LIME
# Fine-tune LIME parameters
explanation = CrucibleXai.explain(
  instance,
  predict_fn,
  num_samples: 5000,              # More samples = better approximation
  kernel_width: 0.75,             # Locality width
  kernel: :exponential,           # or :cosine
  num_features: 10,               # Top K features to select
  feature_selection: :lasso,      # :highest_weights, :forward_selection, or :lasso
  sampling_method: :gaussian      # :gaussian, :uniform, or :combined
)

# Check explanation quality
IO.puts("R² score: #{explanation.score}")  # Should be > 0.8 for good local fidelity
Batch Explanations
# Explain multiple instances efficiently
instances = [
  [1.0, 2.0],
  [2.0, 3.0],
  [3.0, 4.0]
]

# Sequential processing (default)
explanations = CrucibleXai.explain_batch(instances, predict_fn, num_samples: 1000)

# Parallel processing for faster batch explanations (40-60% speed improvement)
explanations = CrucibleXai.explain_batch(instances, predict_fn,
  num_samples: 1000,
  parallel: true,
  max_concurrency: 4  # Optional: control concurrent tasks
)

# Analyze consistency
Enum.each(explanations, fn exp ->
  IO.puts("R² = #{exp.score}, Duration = #{exp.metadata.duration_ms}ms")
end)
SHAP Explanations
CrucibleXAI supports multiple SHAP variants for different use cases:
# KernelSHAP: Model-agnostic, most accurate but slower
predict_fn = fn [x, y] -> 2.0 * x + 3.0 * y end
instance = [1.0, 1.0]
background = [[0.0, 0.0], [1.0, 1.0], [2.0, 2.0]]

shap_values = CrucibleXai.explain_shap(instance, background, predict_fn, num_samples: 2000)
# => %{0 => 2.0, 1 => 3.0}

# LinearSHAP: Exact and ultra-fast for linear models (1000x faster!)
coefficients = %{0 => 2.0, 1 => 3.0}
intercept = 0.0

linear_shap = CrucibleXai.explain_shap(
  instance,
  background,
  predict_fn,
  method: :linear_shap,
  coefficients: coefficients,
  intercept: intercept
)
# => %{0 => 2.0, 1 => 3.0} (exact, <2ms)

# SamplingShap: Monte Carlo approximation, faster than KernelSHAP
sampling_shap = CrucibleXai.explain_shap(
  instance,
  background,
  predict_fn,
  method: :sampling_shap,
  num_samples: 1000
)
# => %{0 => ~2.0, 1 => ~3.0} (approximate, ~100ms)

# Verify additivity: SHAP values sum to (prediction - baseline)
prediction = predict_fn.(instance)
baseline = predict_fn.([0.0, 0.0])
shap_sum = Enum.sum(Map.values(shap_values))
# shap_sum ≈ prediction - baseline

# Verify with built-in validator
is_valid = CrucibleXAI.SHAP.verify_additivity(shap_values, instance, background, predict_fn)
# => true
Validate Explanations (new in v0.3.0)
Run end-to-end quality checks on any explanation:
explanation = CrucibleXai.explain(instance, predict_fn, num_samples: 2000)

validation = CrucibleXai.validate_explanation(
  explanation,
  instance,
  predict_fn,
  include_sensitivity: true,         # slower, enables stability scoring
  baseline: background_data,         # used for axiom checks (SHAP/IG)
  num_perturbations: 100             # used for infidelity
)

IO.puts(validation.summary)
validation.quality_score            # 0.0 - 1.0 (weighted faithfulness/infidelity/axioms)
validation.faithfulness.faithfulness_score
validation.infidelity.infidelity_score
validation.sensitivity.stability_score
validation.axioms.all_satisfied
Fast production gate:
quick = CrucibleXai.quick_validate(explanation, instance, predict_fn)

quick.passes_quality_gate           # true/false (faithfulness >= 0.7 and infidelity <= 0.1)
quick.interpretation                # "Excellent" | "Good" | "Acceptable" | "Poor"
Direct metric access:
# Faithfulness: correlation between attribution rank and prediction drop
faithfulness = CrucibleXai.measure_faithfulness(instance, explanation, predict_fn,
  baseline_value: 0.0,
  correlation_method: :spearman
)

# Infidelity: mean squared error between predicted and actual changes
infidelity = CrucibleXai.compute_infidelity(instance, explanation.feature_weights, predict_fn,
  num_perturbations: 200,
  perturbation_std: 0.1,
  normalize: true
)

# Axioms only (completeness, symmetry, dummy, linearity)
axioms = CrucibleXAI.Validation.Axioms.validate_all_axioms(
  explanation.feature_weights,
  instance,
  predict_fn,
  method: explanation.method,
  baseline: background_data
)
Compare methods by quality and speed:
result = CrucibleXAI.Validation.benchmark_methods(
  instance,
  predict_fn,
  [
    {:lime, num_samples: 2000},
    {:shap, background_data, [num_samples: 1000]}
  ]
)

IO.puts(result.comparison_summary)
# Method  | Faithfulness | Infidelity | Quality | Time
Gradient-based Attribution
For neural networks and differentiable models built with Nx:
# Define a differentiable model
model_fn = fn params ->
  # Example: f(x, y) = x^2 + 2*y^2
  Nx.sum(Nx.add(Nx.pow(params[0], 2), Nx.multiply(2.0, Nx.pow(params[1], 2))))
end

instance = Nx.tensor([3.0, 4.0])

# Method 1: Gradient × Input (fastest, simplest)
grad_input = CrucibleXAI.GradientAttribution.gradient_x_input(model_fn, instance)
# => Tensor showing feature attributions

# Method 2: Integrated Gradients (most principled, satisfies completeness axiom)
baseline = Nx.tensor([0.0, 0.0])
integrated = CrucibleXAI.GradientAttribution.integrated_gradients(
  model_fn,
  instance,
  baseline,
  steps: 50
)
# Verify: sum(integrated) ≈ f(instance) - f(baseline)

# Method 3: SmoothGrad (reduces noise via averaging)
smooth = CrucibleXAI.GradientAttribution.smooth_grad(
  model_fn,
  instance,
  noise_level: 0.15,
  n_samples: 50
)
# => Smoother, less noisy attributions
Occlusion-based Attribution
Model-agnostic attribution without requiring gradients:
# Works with ANY model (black-box, non-differentiable, etc.)
predict_fn = fn [age, income, credit] ->
  # Any complex logic here
  if income > 50000, do: age * 0.5 + credit * 0.3, else: age * 0.2
end

instance = [35.0, 60000.0, 720.0]

# Feature occlusion: Remove each feature and measure impact
occlusion_attrs = CrucibleXAI.OcclusionAttribution.feature_occlusion(
  instance,
  predict_fn,
  baseline_value: 0.0  # Value to use for occluded features
)
# => %{0 => 17.5, 1 => 21.6, 2 => 10.8}

# Sliding window occlusion: For sequential/time-series data
time_series = [1.0, 2.0, 3.0, 4.0, 5.0]
window_attrs = CrucibleXAI.OcclusionAttribution.sliding_window_occlusion(
  time_series,
  predict_fn,
  window_size: 2,  # Occlude 2 consecutive features
  stride: 1        # Slide by 1 each time
)

# Normalized sensitivity scores
sensitivity = CrucibleXAI.OcclusionAttribution.occlusion_sensitivity(
  instance,
  predict_fn,
  normalize: true,  # Sum to 1.0
  absolute: true    # Use absolute values
)
Global Interpretability (PDP & ICE)
Understand model behavior across the entire feature space:
# Partial Dependence Plot (PDP) - Shows average feature effect
predict_fn = fn [age, income, experience] ->
  0.5 * age + 0.3 * income + 0.2 * experience
end

data = [
  [25.0, 50000.0, 2.0],
  [35.0, 75000.0, 5.0],
  [45.0, 100000.0, 10.0]
  # ... more instances
]

# 1D PDP: How does income affect predictions on average?
pdp_1d = CrucibleXAI.Global.PDP.partial_dependence(
  predict_fn,
  data,
  1,  # Feature index for income
  num_grid_points: 20
)
# => %{grid_values: [50k, 55k, ..., 100k], predictions: [avg_pred_at_50k, ...]}

# 2D PDP: How do age AND income interact?
pdp_2d = CrucibleXAI.Global.PDP.partial_dependence_2d(
  predict_fn,
  data,
  {0, 1},  # Age and income
  num_grid_points: 10
)
# => %{grid_values_x: [...], grid_values_y: [...], predictions: [[...]]}

# ICE: Show how predictions change for EACH individual instance
ice = CrucibleXAI.Global.ICE.ice_curves(
  predict_fn,
  data,
  1,  # Analyze income
  num_grid_points: 20
)
# => %{grid_values: [...], curves: [[curve1], [curve2], ...]}

# Centered ICE: Show relative changes
centered = CrucibleXAI.Global.ICE.centered_ice(ice)

# Average ICE equals PDP
pdp_from_ice = CrucibleXAI.Global.ICE.average_ice_curves(ice)

# ALE: Better than PDP when features are correlated
ale = CrucibleXAI.Global.ALE.accumulated_local_effects(
  predict_fn,
  data,
  1,  # Analyze income
  num_bins: 10  # Quantile-based bins
)
# => %{bin_centers: [...], effects: [...], feature_index: 1}
# Effects are centered around zero, showing local changes

# H-Statistic: Detect feature interactions
h_stat = CrucibleXAI.Global.Interaction.h_statistic(
  predict_fn,
  data,
  {0, 1},  # Check if age and income interact
  num_grid_points: 10
)
# => 0.15 (weak interaction)

# Find all pairwise interactions
all_interactions = CrucibleXAI.Global.Interaction.find_all_interactions(
  predict_fn,
  data,
  num_grid_points: 10,
  sort: true,      # Sort by strength
  threshold: 0.2   # Only show H >= 0.2
)
# => [%{feature_pair: {1, 2}, h_statistic: 0.45, interpretation: "Moderate interaction"}, ...]
Feature Attribution (Permutation Importance)
# Calculate global feature importance across validation set
predict_fn = fn [age, income, credit_score] ->
  0.5 * age + 0.3 * income + 0.2 * credit_score
end

validation_data = [
  {[25.0, 50000.0, 700.0], 25.5},
  {[35.0, 75000.0, 750.0], 35.3},
  {[45.0, 100000.0, 800.0], 45.2}
  # ... more validation samples
]

# Compute permutation importance
importance = CrucibleXai.feature_importance(
  predict_fn,
  validation_data,
  metric: :mse,
  num_repeats: 10
)
# => %{
#   0 => %{importance: 1.2, std_dev: 0.3},  # Age
#   1 => %{importance: 0.8, std_dev: 0.2},  # Income
#   2 => %{importance: 0.4, std_dev: 0.1}   # Credit score
# }

# Get top 2 features
top_features = CrucibleXAI.FeatureAttribution.top_k(importance, 2)
# => [{0, %{importance: 1.2, ...}}, {1, %{importance: 0.8, ...}}]
Interactive Visualizations
# Generate HTML visualization
explanation = CrucibleXai.explain(instance, predict_fn)
html = CrucibleXAI.Visualization.to_html(
  explanation,
  feature_names: %{0 => "Age", 1 => "Income", 2 => "Credit Score"}
)

# Save to file
CrucibleXAI.Visualization.save_html(explanation, "explanation.html")

# Compare LIME vs SHAP
lime_exp = CrucibleXai.explain(instance, predict_fn)
shap_vals = CrucibleXai.explain_shap(instance, background, predict_fn)

comparison_html = CrucibleXAI.Visualization.comparison_html(
  lime_exp,
  shap_vals,
  instance,
  feature_names: %{0 => "Feature A", 1 => "Feature B"}
)

File.write!("comparison.html", comparison_html)
📊 Understanding the Algorithms
LIME: Local Interpretable Model-agnostic Explanations
How It Works
	Perturbation: Generate samples around the instance (e.g., Gaussian noise)
	Prediction: Get predictions from your black-box model
	Weighting: Weight samples by proximity to the instance (closer = higher weight)
	Feature Selection: Optionally select top K most important features
	Fit: Train a simple linear model on weighted samples
	Extract: Feature weights = explanation

Visual Example
Original Instance: [5.0, 10.0]
↓
Generate 5000 perturbed samples around it
↓
Get predictions from your complex model
↓
Weight samples (closer to [5.0, 10.0] = higher weight)
↓
Fit: prediction ≈ 2.1*feature₀ + 3.2*feature₁ + 0.5
↓
Explanation: Feature 1 has impact 3.2, Feature 0 has impact 2.1
SHAP: SHapley Additive exPlanations
How It Works
	Coalition Generation: Generate random feature subsets (coalitions)
	Coalition Instances: For each coalition, create instance with only selected features
	Predictions: Get predictions for all coalition instances
	SHAP Weighting: Weight coalitions using SHAP kernel based on size
	Regression: Solve weighted regression to get Shapley values
	Properties: Guarantees additivity, symmetry, and dummy properties

Visual Example
Instance: [5.0, 10.0], Background: [0.0, 0.0]
↓
Generate coalitions: [0,0], [1,0], [0,1], [1,1], ...
↓
Create instances: [0,0], [5,0], [0,10], [5,10], ...
↓
Get predictions from model for each coalition
↓
Calculate SHAP kernel weights (empty/full coalitions get high weight)
↓
Solve: predictions = coalition_matrix @ shapley_values
↓
Result: φ₀ = 2.0, φ₁ = 3.0
Verify: φ₀ + φ₁ = prediction(5,10) - prediction(0,0) ✓
LIME vs SHAP
	Aspect	LIME	SHAP (Kernel)	SHAP (Linear)	SHAP (Sampling)
	Speed	Fast (~50ms)	Slow (~1s)	Ultra-fast (~1ms)	Fast (~100ms)
	Theory	Heuristic	Game theory	Game theory	Game theory
	Accuracy	Approximate	Approximate	Exact	Approximate
	Model Type	Any	Any	Linear only	Any
	Guarantee	Local fidelity	Additivity	Additivity	Additivity
	Use When	Quick insights	Precise attribution	Linear models	Faster SHAP

🎯 Configuration Options
Sampling Methods
# Gaussian (default): Add normal noise scaled by feature std dev
sampling_method: :gaussian

# Uniform: Add uniform noise within a range
sampling_method: :uniform

# Categorical: Sample from possible categorical values
sampling_method: :categorical

# Combined: Mix continuous and categorical features
sampling_method: :combined
Kernel Functions
# Exponential (default): exp(-distance²/width²)
kernel: :exponential, kernel_width: 0.75

# Cosine: (1 + cos(π*distance))/2
kernel: :cosine
Feature Selection
# Highest Weights: Fastest, selects by absolute coefficient
feature_selection: :highest_weights

# Forward Selection: Greedy, adds features improving R²
feature_selection: :forward_selection

# Lasso: L1 regularization approximation via Ridge
feature_selection: :lasso
📖 API Documentation
Main Functions
# Single explanation
@spec CrucibleXai.explain(instance, predict_fn, opts) :: Explanation.t()

# Batch explanations
@spec CrucibleXai.explain_batch([instance], predict_fn, opts) :: [Explanation.t()]
Explanation Struct
%CrucibleXAI.Explanation{
  instance: [1.0, 2.0],                    # Original instance
  feature_weights: %{0 => 2.0, 1 => 3.0},  # Feature importance
  intercept: 1.0,                           # Baseline value
  score: 0.95,                              # R² goodness of fit
  method: :lime,                            # XAI method used
  metadata: %{                              # Additional info
    num_samples: 5000,
    kernel: :exponential,
    duration_ms: 45
  }
}
Utility Functions
# Get top K features by importance
Explanation.top_features(explanation, k)

# Get features that increase prediction
Explanation.positive_features(explanation)

# Get features that decrease prediction
Explanation.negative_features(explanation)

# Feature importance (absolute values)
Explanation.feature_importance(explanation)

# Text visualization
Explanation.to_text(explanation, num_features: 10)

# JSON export
Explanation.to_map(explanation) |> Jason.encode!()
🏗️ Module Structure
lib/crucible_xai/
├── crucible_xai.ex                      # Public API (explain, explain_batch, explain_shap, feature_importance)
├── stage.ex                              # Pipeline stage for Crucible framework integration (new in v0.4.0)
├── explanation.ex                        # Explanation struct & utilities
│
├── lime.ex                              # LIME with parallel batch processing
├── lime/
│   ├── sampling.ex                      # Gaussian, Uniform, Categorical, Combined
│   ├── kernels.ex                       # Exponential, Cosine kernels
│   ├── interpretable_models.ex          # Linear Regression, Ridge
│   └── feature_selection.ex             # Highest weights, Forward selection, Lasso
│
├── shap.ex                              # SHAP API (3 variants)
├── shap/
│   ├── kernel_shap.ex                   # Model-agnostic approximation (~1s)
│   ├── linear_shap.ex                   # Exact for linear models (<2ms)
│   └── sampling_shap.ex                 # Monte Carlo approximation (~100ms)
│
├── gradient_attribution.ex              # Gradient × Input, Integrated Gradients, SmoothGrad
├── occlusion_attribution.ex             # Feature occlusion, Sliding Window, Sensitivity
│
├── global/
│   ├── pdp.ex                           # Partial Dependence Plots (1D & 2D)
│   ├── ice.ex                           # Individual Conditional Expectation
│   ├── ale.ex                           # Accumulated Local Effects
│   └── interaction.ex                   # H-Statistic for feature interactions
│
├── feature_attribution.ex               # Main attribution API
├── feature_attribution/
│   └── permutation.ex                   # Permutation importance
│
└── visualization.ex                     # HTML visualizations (Chart.js)
🧪 Testing
# Run all tests
mix test

# Run with coverage
mix coveralls

# Run specific module tests
mix test test/crucible_xai/lime_test.exs

# Run property-based tests only
mix test --only property

# Quality checks
mix compile --warnings-as-errors  # Zero warnings
mix dialyzer                       # Type checking
mix credo --strict                 # Code quality

📈 Performance
Typical performance on M1 Mac:
	Single explanation (5000 samples): 40-60ms
	Batch of 100 instances: ~5 seconds
	Linear model R² scores: >0.95 (excellent local fidelity)
	Nonlinear model R² scores: 0.85-0.95 (good approximation)

📚 Examples
The examples/ directory contains 10 comprehensive, runnable examples demonstrating all features:
	01_basic_lime.exs - Basic LIME explanation workflow
	02_customized_lime.exs - Parameter tuning and configuration
	03_batch_explanations.exs - Efficient batch processing
	04_shap_explanations.exs - SHAP values and comparison with LIME
	05_feature_importance.exs - Global feature ranking
	06_visualization.exs - HTML visualization generation
	07_model_debugging.exs - Using XAI for debugging
	08_model_comparison.exs - Comparing different models
	09_nonlinear_model.exs - Explaining complex nonlinear models
	10_complete_workflow.exs - End-to-end XAI workflow

Run any example with:
mix run examples/01_basic_lime.exs

See examples/README.md for detailed documentation.
🔬 Example Use Cases
Model Debugging
# Find where model relies on unexpected features
explanation = CrucibleXai.explain(problematic_instance, predict_fn)

top_features = Explanation.top_features(explanation, 5)
# => [{3, 0.85}, {7, 0.62}, {1, -0.45}, ...]

# Feature 3 shouldn't be important!
if {3, _} in top_features do
  Logger.warn("Model unexpectedly uses feature 3")
end
Model Comparison
# Compare two models on same instance
exp_a = CrucibleXai.explain(instance, &model_a.predict/1)
exp_b = CrucibleXai.explain(instance, &model_b.predict/1)

# Different feature importance?
IO.puts("Model A top features: #{inspect(Explanation.top_features(exp_a, 3))}")
IO.puts("Model B top features: #{inspect(Explanation.top_features(exp_b, 3))}")
Trust Validation
# Validate model uses domain knowledge
explanations = CrucibleXai.explain_batch(validation_set, predict_fn)

# Check if important features make sense
Enum.each(explanations, fn exp ->
  top = Explanation.top_features(exp, 1) |> hd() |> elem(0)

  unless top in expected_important_features do
    Logger.warn("Unexpected important feature: #{top}")
  end
end)
📚 References
Research Papers
	Ribeiro, M. T., Singh, S., & Guestrin, C. (2016). "Why Should I Trust You?": Explaining the Predictions of Any Classifier. KDD. Paper

Books
	Molnar, C. (2022). Interpretable Machine Learning. Online Book

🤝 Contributing
This is part of the Crucible AI Research Infrastructure. Contributions welcome!
📋 License
MIT License - see LICENSE file for details

Built with ❤️ by North Shore AI | Documentation | GitHub


  

    Changelog

All notable changes to this project will be documented in this file.
The format is based on Keep a Changelog,
and this project adheres to Semantic Versioning.
Unreleased
Planned for Future Releases
	TreeSHAP for decision tree models
	Advanced visualizations for all methods
	CrucibleTrace integration
	Counterfactual explanations (DiCE)
	Neural network-specific methods (LRP, DeepLIFT, GradCAM)

[0.4.0] - 2025-12-28
Added - Pipeline Stage Integration
Integration with the Crucible IR pipeline framework, enabling CrucibleXAI to be used as a pipeline stage in larger ML reliability experiments.
New Modules
CrucibleXAI.Stage
	Pipeline stage implementation for Crucible framework integration
	run/2 function accepting context with model function and instances
	describe/1 function for stage introspection and metadata
	Support for LIME, SHAP (all variants), and feature importance methods
	Configurable via experiment.reliability.xai in context or direct options
	Parallel batch processing support
	Comprehensive error handling with graceful degradation

Stage Capabilities
Input Requirements:
	model_fn - Prediction function
	instances or instance - Data to explain
	background_data - Required for SHAP methods (optional for LIME)
	experiment.reliability.xai - Optional configuration via CrucibleIR

Output:
	Adds :xai key to context with explanation results
	Includes metadata (timestamp, instance count)
	Preserves all methods run and their results

Supported Methods:
	:lime - LIME explanations
	:shap, :kernel_shap - KernelSHAP approximation
	:linear_shap - Exact SHAP for linear models
	:sampling_shap - Monte Carlo SHAP approximation
	:feature_importance - Permutation importance

Configuration Options:
	methods - List of XAI methods to run
	lime_opts - LIME-specific options (num_samples, kernel, etc.)
	shap_opts - SHAP-specific options (num_samples, method, etc.)
	feature_importance_opts - Permutation importance options
	parallel - Enable parallel batch processing

Dependencies
	Added {:crucible_ir, "~> 0.1.1"} dependency
	Enables integration with Crucible experiment framework
	Provides standardized configuration via CrucibleIR.Reliability.* structs

Testing
	25 new comprehensive tests for Stage module
	Tests for all supported XAI methods
	Error handling and edge case coverage
	Configuration extraction and option passing
	Metadata validation
	Total test count: 362+ tests (337 existing + 25 new)

Documentation
	Complete API documentation for Stage module
	Usage examples with context structure
	Integration guide for Crucible pipelines
	Method selection and configuration examples

Use Cases Enabled
Pipeline Integration:
	Use CrucibleXAI as a stage in multi-step ML experiments
	Combine with crucible_bench for statistical analysis
	Integrate with crucible_telemetry for metrics tracking
	Chain with other Crucible reliability mechanisms

Experiment Workflows:
	Standardized XAI analysis across experiments
	Reproducible explanation generation
	Automated explanation quality assessment
	Multi-method comparison in pipelines

Example Usage:
# In a Crucible pipeline
context = %{
  model_fn: &MyModel.predict/1,
  instances: test_data,
  background_data: training_sample,
  experiment: %{
    reliability: %{
      xai: %{
        methods: [:lime, :shap],
        lime_opts: %{num_samples: 1000},
        parallel: true
      }
    }
  }
}

{:ok, updated_context} = CrucibleXAI.Stage.run(context)
# updated_context.xai contains LIME and SHAP explanations
Code Quality Improvements
	Resolved all Credo issues including complexity refactoring
	Fixed all Dialyzer warnings and type specifications
	Refactored long/complex functions to reduce cyclomatic complexity
	Updated alias ordering across all modules for consistency
	Replaced Enum.map |> Enum.join with Enum.map_join
	Improved test isolation with logger level configuration

Breaking Changes
None - fully backward compatible with v0.3.0. The Stage module is a new addition that doesn't affect existing LIME/SHAP/FeatureAttribution APIs.
Quality Metrics
	25+ new tests added
	Total test count: 362+ tests
	Zero compilation warnings
	Passes mix credo --strict with no issues
	Passes mix dialyzer with no warnings
	Full type specifications (@spec) for all Stage functions
	100% documentation coverage for Stage module

[0.3.0] - 2025-11-25
Added - Validation & Quality Metrics Suite
A comprehensive validation framework for measuring explanation quality, reliability, and trustworthiness. This major enhancement enables production deployment with confidence and rigorous research validation.
New Modules
CrucibleXAI.Validation.Faithfulness
	Feature removal correlation testing
	Monotonicity verification for explanation reliability
	Spearman and Pearson correlation support
	Multiple baseline strategies (zero, mean, median)
	Per-feature importance validation
	Comprehensive faithfulness reports

CrucibleXAI.Validation.Infidelity
	Perturbation-based explanation error quantification
	Mean squared error between predicted and actual model changes
	Multiple perturbation strategies (Gaussian, uniform)
	Normalized and unnormalized scoring
	Cross-method comparison capabilities
	Sensitivity analysis across perturbation magnitudes

CrucibleXAI.Validation.Sensitivity
	Input perturbation sensitivity testing
	Hyperparameter sensitivity analysis
	Cross-method consistency verification
	Stability scoring (0-1 scale)
	Per-feature variation analysis
	Adaptive sampling strategies

CrucibleXAI.Validation.Axioms
	Completeness axiom testing (SHAP, Integrated Gradients)
	Symmetry axiom verification
	Dummy (null player) axiom validation
	Linearity axiom for linear models
	Comprehensive axiom validation suite
	Method-specific axiom testing

CrucibleXAI.Validation (Main API)
	comprehensive_validation/4 - Full quality assessment
	quick_validation/4 - Fast quality checks for production
	benchmark_methods/4 - Compare multiple explanation methods
	Overall quality scoring (0-1 scale)
	Human-readable validation summaries
	Quality gate pass/fail determinations

Main API Enhancements
Added to CrucibleXai module:
	validate_explanation/4 - Comprehensive validation
	quick_validate/4 - Fast quality check
	measure_faithfulness/4 - Faithfulness testing
	compute_infidelity/4 - Infidelity measurement

Metrics & Scores
Faithfulness Score: -1 to 1 (higher is better)
	Measures correlation between feature importance and prediction change
	0.9: Excellent, 0.7-0.9: Good, 0.5-0.7: Fair, <0.5: Poor



Infidelity Score: 0 to ∞ (lower is better)
	Quantifies explanation error via perturbation testing
	<0.02: Excellent, 0.02-0.05: Good, 0.05-0.10: Acceptable, >0.10: Poor

Stability Score: 0 to 1 (higher is better)
	Measures robustness to input perturbations
	0.95: Excellent, 0.85-0.95: Good, 0.70-0.85: Acceptable, <0.70: Poor



Quality Score: 0 to 1 (higher is better)
	Weighted combination of all metrics (40% faithfulness + 40% infidelity + 20% axioms)
	≥0.85: Production-ready, ≥0.70: Acceptable, ≥0.50: Use with caution, <0.50: Unreliable

Documentation
	Complete API documentation for all validation modules
	Usage examples for each validation metric
	Production monitoring examples
	Method comparison examples
	Best practices guide for validation
	Integration with existing LIME/SHAP/Gradient methods

Academic Foundation
Based on peer-reviewed research:
	Yeh et al. (2019) "On the (In)fidelity and Sensitivity of Explanations", NeurIPS
	Hooker et al. (2019) "A Benchmark for Interpretability Methods in Deep Neural Networks", NeurIPS
	Sundararajan et al. (2017) "Axiomatic Attribution for Deep Networks", ICML
	Shapley (1953) "A Value for N-person Games"

Quality Metrics
	60+ new tests added (faithfulness, infidelity, sensitivity, axioms)
	Total test count: 337+ tests
	Test coverage increased to >96%
	Zero compilation warnings
	Full type specifications (@spec) for all functions

Breaking Changes
None - fully backward compatible with v0.2.1
Use Cases Enabled
Production Deployment
	Automated quality gates for explanation deployment
	Real-time explanation quality monitoring
	Alerting for explanation quality degradation
	A/B testing of explanation strategies

Research
	Rigorous explanation method evaluation
	Comparative analysis across techniques
	Publication-quality validation metrics
	Reproducible validation experiments

Compliance
	Auditable explanation quality scores
	Evidence of explanation reliability
	Regulatory certification support
	Transparent quality assessment

Performance
	Faithfulness: ~50ms per explanation
	Infidelity: ~100ms per explanation (100 perturbations)
	Sensitivity: ~2.5s per explanation (parallelizable)
	Axioms: ~10-100ms per explanation
	Quick validation: ~150ms per explanation

[0.2.1] - 2025-10-29
Added - SHAP Enhancements
LinearSHAP
	Fast exact SHAP computation for linear models
	Direct calculation using formula: φᵢ = wᵢ * (xᵢ - E[xᵢ])
	1000-3000x faster than KernelSHAP (~1ms vs ~1s)
	Perfect for logistic regression, linear regression, and similar models
	Complete unit, integration, and property-based tests
	Example script demonstrating credit scoring use case

SamplingShap
	Monte Carlo approximation of SHAP values
	Random permutation sampling for feature attribution
	Faster than KernelSHAP with comparable accuracy
	Model-agnostic approach suitable for any model type
	Configurable number of permutation samples
	Full test coverage with property-based testing

Documentation
	Added Example 11: LinearSHAP for Linear Models
	Updated SHAP module documentation with all methods
	Added usage examples and comparisons

Parallel Batch Processing
	Parallel execution of batch explanations using Task.async_stream for both LIME and SHAP
	Configurable concurrency control with :max_concurrency option
	Configurable timeout per instance (:timeout option)
	Graceful error handling with :on_error option (:skip or :raise)
	Backwards compatible - defaults to sequential processing
	Performance scaling with available CPU cores
	Order-preserving results
	Significant performance improvement (40-60%) for large batches on multi-core systems

Gradient-based Attribution Methods
	Gradient × Input: Simple fast method: attribution_i = (∂f/∂x_i) * x_i
	Integrated Gradients: Axiomatic method with completeness guarantee
	SmoothGrad: Noise-reduced attributions via averaging noisy gradients
	Full automatic differentiation using Nx.Defn.grad
	Configurable parameters for all gradient methods
	Complete mathematical formulas and research references
	23 comprehensive tests (21 unit + 2 property-based)

Occlusion-based Attribution Methods
	Feature Occlusion: Measure importance by removing features individually
	Sliding Window Occlusion: Occlude windows of consecutive features
	Occlusion Sensitivity: Normalized sensitivity scores with optional absolute values
	Batch Occlusion: Parallel processing for multiple instances
	Model-agnostic (works with any black-box model, no gradients needed)
	Configurable baseline values for occlusion
	Configurable window size and stride for sliding windows
	Intuitive interpretation of feature importance
	19 comprehensive tests (16 unit + 3 property-based)

Global Interpretability Methods
	Partial Dependence Plots (PDP): Shows marginal effect of features	1D PDP for single feature analysis
	2D PDP for feature interaction analysis
	Auto-detects feature ranges or uses custom ranges
	Configurable grid resolution
	Robust handling of edge cases (nil values, min==max)


	Individual Conditional Expectation (ICE): Shows per-instance prediction curves	One curve per instance revealing heterogeneity
	Centered ICE for relative change visualization
	Average of ICE equals PDP
	Detects non-additive effects


	Accumulated Local Effects (ALE): Robust alternative to PDP for correlated features	Avoids extrapolation to unrealistic feature combinations
	Quantile-based binning for equal representation
	Centered effects around zero
	Better handles feature dependencies


	H-Statistic: Friedman's interaction detection	Measures interaction strength (0=none to 1=pure)
	Pairwise interaction analysis
	All-pairs scanning with find_all_interactions
	Filtering and sorting by strength
	Automatic interpretation (None/Weak/Moderate/Strong)


	Efficient grid generation and batch prediction
	65 comprehensive tests (61 unit + 4 property-based)

Test Coverage
	Added 13 tests for LinearSHAP (unit + property + integration)
	Added 12 tests for SamplingShap (unit + property + integration)
	Added 10 tests for LIME parallel batch processing
	Added 6 tests for SHAP parallel batch processing
	Added 23 tests for gradient attribution methods (21 unit + 2 property)
	Added 19 tests for occlusion attribution methods (16 unit + 3 property)
	Added 26 tests for PDP and ICE (24 unit + 2 property)
	Added 13 tests for ALE (11 unit + 2 property)
	Added 13 tests for H-statistic interactions (11 unit + 2 property)
	Total: 277 tests (11 doctests + 34 properties + 232 unit tests)
	100% pass rate maintained
	93% code coverage



Performance
	LinearSHAP: <2ms per explanation (exact values)
	SamplingShap: ~100-500ms with 500-2000 samples (approximate)
	KernelSHAP: ~1s with 2000 coalitions (approximate)
	Gradient × Input: <1ms per attribution
	Integrated Gradients: ~5-50ms (depends on steps, default: 50)
	SmoothGrad: ~10-100ms (depends on samples, default: 50)
	Feature Occlusion: ~1-5ms per feature (model-agnostic)
	Sliding Window: ~1-10ms per window position
	PDP 1D: ~10-50ms depending on grid points and dataset size
	PDP 2D: ~50-200ms for grid combinations
	ICE: ~10-100ms depending on instances and grid points
	ALE: ~10-100ms depending on bins and dataset size
	H-Statistic: ~50-300ms per feature pair (requires 3 PDP computations)
	Parallel batch processing: 40-60% speed improvement

0.2.0 - 2025-10-20
Added - Core XAI Implementation
LIME (Local Interpretable Model-agnostic Explanations)
	Complete LIME algorithm with local linear approximations
	Multiple sampling strategies: Gaussian, Uniform, Categorical, Combined
	Kernel functions: Exponential, Cosine with multiple distance metrics
	Interpretable models: Weighted Linear Regression and Ridge Regression
	Feature selection: Highest weights, Forward selection, Lasso-approximation
	Batch processing support for multiple instances
	CrucibleXai.explain/3 and CrucibleXai.explain_batch/3 API

SHAP (SHapley Additive exPlanations)
	KernelSHAP implementation with coalition sampling
	SHAP kernel weight calculation using game theory
	Shapley value computation via weighted regression
	Property validation: Additivity, Symmetry, Dummy properties
	Background data support for baseline computation
	CrucibleXai.explain_shap/4 API
	Batch SHAP explanations

Feature Attribution
	Permutation Importance with multiple metrics (MSE, MAE, Accuracy)
	Statistical validation with mean and standard deviation
	Support for num_repeats configuration
	Top-k feature selection utility
	CrucibleXai.feature_importance/3 API

Visualization
	HTML generation for LIME explanations
	HTML generation for SHAP values
	LIME vs SHAP comparison views
	Chart.js integration for interactive bar charts
	Light and dark theme support
	Custom feature naming
	File export functionality

Test Coverage
	141 tests total (111 unit + 19 property-based + 11 doctests)
	100% pass rate
	87.1% code coverage
	Property-based tests for mathematical correctness
	Integration tests for end-to-end workflows
	Shapley property validation tests

Quality Assurance
	Zero compiler warnings (strict --warnings-as-errors)
	Dialyzer type checking (0 errors, 4 acceptable supertype warnings)
	Complete type specifications on all public functions
	Comprehensive documentation with examples
	All public API documented with doctests

Documentation
	Complete README with quick start examples
	API documentation for all modules
	LIME vs SHAP comparison guide
	Visual algorithm explanations
	Performance benchmarks
	Use case examples (debugging, comparison, validation)
	Future direction technical specification

Performance
	LIME: <50ms per explanation (5000 samples)
	SHAP: ~1s per explanation (2000 coalitions)
	R² scores: >0.95 for linear models
	Batch processing support

0.1.0 - 2025-10-10
Added
	Initial project structure
	Core module architecture
	Documentation framework with ExDoc and Mermaid support
	Comprehensive README with usage examples
	Technical design documents:	Architecture overview
	LIME implementation design
	Feature attribution methods
	Implementation roadmap


	MIT License
	Hex package configuration
	Basic testing framework

Documentation
	README with comprehensive examples
	Architecture documentation
	LIME design document
	Feature attribution guide
	Development roadmap



  

    CrucibleXAI Architecture

Overview
CrucibleXAI is designed as a modular, extensible framework for explainable AI (XAI) in Elixir. The architecture emphasizes model-agnostic explanations, high performance through Nx, and seamless integration with the broader Crucible ecosystem.
Architecture Diagram
graph TB
    subgraph "User Layer"
        API[Main API - CrucibleXAI]
    end

    subgraph "Explanation Methods"
        LIME[LIME Module]
        SHAP[SHAP Module]
        FA[Feature Attribution]
        GLOBAL[Global Interpretability]
    end

    subgraph "Core Utilities"
        SAMPLING[Sampling Strategies]
        KERNELS[Kernel Functions]
        INTERP[Interpretable Models]
        VIZ[Visualization]
    end

    subgraph "External Dependencies"
        NX[Nx - Numerical Computing]
        MODELS[Black-box Models]
    end

    API --> LIME
    API --> SHAP
    API --> FA
    API --> GLOBAL

    LIME --> SAMPLING
    LIME --> KERNELS
    LIME --> INTERP

    SHAP --> SAMPLING
    SHAP --> KERNELS

    FA --> SAMPLING

    GLOBAL --> LIME
    GLOBAL --> FA

    SAMPLING --> NX
    KERNELS --> NX
    INTERP --> NX
    VIZ --> NX

    LIME --> MODELS
    SHAP --> MODELS
    FA --> MODELS
    GLOBAL --> MODELS
Module Organization
1. Main API (lib/crucible_xai.ex)
The main entry point providing high-level functions:
CrucibleXAI.explain/2          # Automatic method selection
CrucibleXAI.lime_explain/2     # LIME explanations
CrucibleXAI.shap_explain/2     # SHAP explanations
CrucibleXAI.feature_importance/2  # Feature attribution
2. LIME Module (lib/crucible_xai/lime.ex)
Implements Local Interpretable Model-agnostic Explanations:
Key Components:
	Sample generation around instance
	Proximity-based weighting
	Interpretable model fitting
	Feature selection algorithms

Configuration:
%{
  num_samples: 5000,
  sampling_method: :gaussian,
  num_features: 10,
  feature_selection: :lasso,
  kernel_width: 0.75,
  kernel: :exponential,
  model_type: :linear_regression
}
3. SHAP Module (lib/crucible_xai/shap.ex)
Implements Shapley value-based explanations:
Methods:
	Exact Shapley values
	KernelSHAP (sampling approximation)
	TreeSHAP (tree-based models)

Key Algorithms:
	Coalition enumeration
	Weighted linear regression
	Tree path traversal

4. Feature Attribution (lib/crucible_xai/feature_attribution.ex)
Multiple attribution methods:
Techniques:
	Permutation importance
	Gradient × Input
	Integrated Gradients
	Occlusion sensitivity
	Layer-wise relevance propagation

5. Global Interpretability (lib/crucible_xai/global.ex)
Model-level analysis:
Features:
	Partial Dependence Plots (PDP)
	Individual Conditional Expectation (ICE)
	H-statistic for interactions
	Global feature importance aggregation

Utility Modules
Sampling Strategies (lib/crucible_xai/utils/sampling.ex)
Sampling.gaussian/3           # Gaussian perturbation
Sampling.uniform/3            # Uniform sampling
Sampling.categorical/3        # Categorical sampling
Sampling.combined/3           # Mixed data types
Kernel Functions (lib/crucible_xai/utils/kernels.ex)
Kernels.exponential/2         # exp(-d²/kernel_width²)
Kernels.cosine/2              # Cosine similarity
Kernels.rbf/2                 # Radial basis function
Interpretable Models (lib/crucible_xai/utils/interpretable_models.ex)
InterpretableModels.LinearRegression
InterpretableModels.Lasso
InterpretableModels.DecisionTree
InterpretableModels.RuleList
Visualization (lib/crucible_xai/utils/visualization.ex)
Viz.feature_importance_plot/2
Viz.force_plot/2             # SHAP force plot
Viz.summary_plot/2           # SHAP summary
Viz.dependence_plot/2        # Feature dependence
Data Flow
LIME Explanation Flow
sequenceDiagram
    participant User
    participant LIME
    participant Sampling
    participant Model
    participant Kernels
    participant InterpModel

    User->>LIME: explain(instance, predict_fn)
    LIME->>Sampling: generate_samples(instance, n)
    Sampling-->>LIME: perturbed_samples
    LIME->>Model: predict(perturbed_samples)
    Model-->>LIME: predictions
    LIME->>Kernels: calculate_weights(distances)
    Kernels-->>LIME: sample_weights
    LIME->>InterpModel: fit(samples, predictions, weights)
    InterpModel-->>LIME: coefficients
    LIME-->>User: explanation
SHAP Explanation Flow
sequenceDiagram
    participant User
    participant SHAP
    participant Sampling
    participant Model

    User->>SHAP: explain(instance, background)
    SHAP->>Sampling: generate_coalitions(features)
    loop For each coalition
        SHAP->>Model: predict(coalition_samples)
        Model-->>SHAP: predictions
    end
    SHAP->>SHAP: calculate_shapley_values()
    SHAP-->>User: shapley_values
Design Patterns
1. Model-Agnostic Interface
All methods accept a prediction function:
predict_fn :: (input :: any()) -> prediction :: number() | Nx.Tensor.t()
This allows CrucibleXAI to work with any model type.
2. Configuration with Sensible Defaults
defmodule CrucibleXAI.LIME do
  @default_config %{
    num_samples: 5000,
    kernel_width: 0.75,
    # ... more defaults
  }

  def explain(opts) do
    config = Map.merge(@default_config, Map.new(opts))
    # ...
  end
end
3. Nx Integration
All numerical operations use Nx tensors for:
	GPU acceleration
	SIMD vectorization
	Consistent numerical behavior

# Example: Distance calculation
def calculate_distances(samples, instance) do
  samples
  |> Nx.tensor()
  |> Nx.subtract(Nx.tensor(instance))
  |> Nx.pow(2)
  |> Nx.sum(axes: [1])
  |> Nx.sqrt()
end
4. Behavior Protocols
Define behaviors for extensibility:
defmodule CrucibleXAI.Sampler do
  @callback sample(instance :: any(), n :: pos_integer(), opts :: keyword()) ::
    list(any())
end

defmodule CrucibleXAI.InterpretableModel do
  @callback fit(samples :: list(), labels :: list(), weights :: list()) ::
    model :: any()

  @callback explain(model :: any()) ::
    %{coefficients: map(), intercept: number()}
end
Performance Considerations
1. Parallelization
# Batch explanations with parallel processing
def explain_batch(instances, predict_fn, opts) do
  instances
  |> Task.async_stream(
    fn instance -> explain(instance, predict_fn, opts) end,
    max_concurrency: System.schedulers_online()
  )
  |> Enum.map(fn {:ok, result} -> result end)
end
2. Caching
# Cache perturbed samples for similar instances
defmodule CrucibleXAI.Cache do
  use GenServer

  def get_or_compute(key, compute_fn) do
    case :ets.lookup(:xai_cache, key) do
      [{^key, value}] -> value
      [] ->
        value = compute_fn.()
        :ets.insert(:xai_cache, {key, value})
        value
    end
  end
end
3. Batch Predictions
Minimize prediction calls by batching:
# Instead of calling predict_fn 5000 times
predictions = predict_fn.(Nx.stack(perturbed_samples))

# vs.
predictions = Enum.map(perturbed_samples, predict_fn)
Integration Points
With Crucible Models
model = Crucible.Model.load("my_model")

explanation = CrucibleXAI.explain(
  instance: instance,
  predict_fn: &Crucible.Model.predict(model, &1)
)
With CrucibleBench
# Compare models with explanations
benchmark = CrucibleBench.compare(model_a, model_b, test_data)

explanations = CrucibleXAI.explain_batch(
  test_data,
  &model_a.predict/1
)

# Analyze when and why model_a outperforms model_b
Extension Points
Adding New Explanation Methods
defmodule CrucibleXAI.Custom.MyMethod do
  @behaviour CrucibleXAI.ExplanationMethod

  @impl true
  def explain(instance, predict_fn, opts) do
    # Implementation
  end

  @impl true
  def validate_opts(opts) do
    # Validation
  end
end

# Register the method
CrucibleXAI.register_method(:my_method, CrucibleXAI.Custom.MyMethod)
Custom Sampling Strategies
defmodule MyCustomSampler do
  @behaviour CrucibleXAI.Sampler

  @impl true
  def sample(instance, n, opts) do
    # Custom sampling logic
  end
end

# Use it
CrucibleXAI.LIME.explain(
  instance: instance,
  predict_fn: predict_fn,
  sampler: MyCustomSampler
)
Error Handling
defmodule CrucibleXAI.Error do
  defexception [:message, :type, :context]

  @type t :: %__MODULE__{
    message: String.t(),
    type: :invalid_input | :model_error | :computation_error,
    context: map()
  }
end

# Usage
def explain(instance, predict_fn, opts) do
  with {:ok, validated_opts} <- validate_opts(opts),
       {:ok, samples} <- generate_samples(instance, validated_opts),
       {:ok, predictions} <- safe_predict(predict_fn, samples),
       {:ok, explanation} <- compute_explanation(samples, predictions, opts) do
    {:ok, explanation}
  else
    {:error, reason} ->
      {:error, %CrucibleXAI.Error{
        message: "Failed to generate explanation",
        type: :computation_error,
        context: %{reason: reason}
      }}
  end
end
Testing Strategy
Unit Tests
	Test each module independently
	Mock prediction functions
	Test edge cases and error conditions

Integration Tests
	Test complete explanation workflows
	Test with real models
	Verify explanation quality

Property-based Tests
	Explanations sum to prediction (SHAP)
	Local fidelity (LIME)
	Monotonicity properties

Future Enhancements
	Counterfactual Explanations: "What would need to change for a different prediction?"
	Anchors: High-precision rules for predictions
	Concept Activation Vectors: For neural networks
	Model Cards: Automated documentation generation
	Fairness Metrics: Integration with fairness analysis



  

    LIME Implementation Design

Overview
LIME (Local Interpretable Model-agnostic Explanations) is a technique for explaining the predictions of any machine learning classifier by approximating it locally with an interpretable model.
Paper: Ribeiro, M. T., Singh, S., & Guestrin, C. (2016). "Why Should I Trust You?": Explaining the Predictions of Any Classifier. KDD.
Core Concepts
The LIME Algorithm
LIME explains a prediction by:
	Perturbing the input instance to create a dataset of similar instances
	Predicting outcomes for these perturbed instances using the black-box model
	Weighting instances by their proximity to the original instance
	Learning an interpretable model on this weighted dataset
	Extracting feature importances from the interpretable model

Mathematical Formulation
Given:
	Instance to explain: x
	Black-box model: f
	Interpretable model class: G (e.g., linear models)
	Proximity measure: π_x(z)
	Complexity measure: Ω(g)

LIME solves:
explanation(x) = argmin_{g ∈ G} L(f, g, π_x) + Ω(g)
Where:
	L is the loss function measuring how well g approximates f in the locality of x
	π_x(z) measures how close z is to x
	Ω(g) penalizes complexity of the explanation

Implementation Architecture
Module Structure
graph TD
    A[LIME.explain/2] --> B[Sampling]
    A --> C[Prediction]
    A --> D[Weighting]
    A --> E[Model Fitting]
    A --> F[Feature Selection]

    B --> B1[Gaussian Sampling]
    B --> B2[Uniform Sampling]
    B --> B3[Categorical Sampling]

    D --> D1[Exponential Kernel]
    D --> D2[Cosine Kernel]

    E --> E1[Linear Regression]
    E --> E2[Ridge Regression]
    E --> E3[Lasso]

    F --> F1[Forward Selection]
    F --> F2[Highest Weights]
    F --> F3[Lasso Path]
Detailed Design
1. Sampling Module
Purpose: Generate perturbed samples around the instance to explain.
For Continuous Features
defmodule CrucibleXAI.LIME.Sampling do
  @doc """
  Generate perturbed samples using Gaussian perturbation.

  Each feature is perturbed independently by adding Gaussian noise
  scaled by the feature's standard deviation in the training data.
  """
  def gaussian(instance, n_samples, opts \\ []) do
    feature_stats = Keyword.get(opts, :feature_stats)
    scale = Keyword.get(opts, :scale, 1.0)

    instance
    |> Nx.tensor()
    |> Nx.new_axis(0)
    |> Nx.tile([n_samples, 1])
    |> add_gaussian_noise(feature_stats, scale)
  end

  defp add_gaussian_noise(tensor, feature_stats, scale) do
    noise = Nx.random_normal(Nx.shape(tensor))
    std_devs = Nx.tensor(feature_stats.std_devs)

    tensor
    |> Nx.add(Nx.multiply(noise, Nx.multiply(std_devs, scale)))
  end
end
For Categorical Features
def categorical(instance, n_samples, opts \\ []) do
  categorical_indices = Keyword.get(opts, :categorical_features, [])
  feature_values = Keyword.get(opts, :feature_values, %{})

  # For each categorical feature, sample from observed values
  Enum.map(1..n_samples, fn _ ->
    Enum.map(Enum.with_index(instance), fn {value, idx} ->
      if idx in categorical_indices do
        Enum.random(feature_values[idx])
      else
        value
      end
    end)
  end)
end
Mixed Feature Types
def combined(instance, n_samples, opts \\ []) do
  categorical_indices = Keyword.get(opts, :categorical_features, [])

  # Perturb continuous features with Gaussian noise
  continuous_perturbed = gaussian(instance, n_samples, opts)

  # Replace categorical features with random samples
  Enum.map(continuous_perturbed, fn sample ->
    Enum.map(Enum.with_index(sample), fn {value, idx} ->
      if idx in categorical_indices do
        random_categorical_value(instance, idx, opts)
      else
        value
      end
    end)
  end)
end
2. Kernel Functions
Purpose: Compute proximity weights for perturbed samples.
defmodule CrucibleXAI.LIME.Kernels do
  @doc """
  Exponential kernel: exp(-d²/width²)

  Gives exponentially decreasing weight as distance increases.
  """
  def exponential(distances, kernel_width \\ 0.75) do
    distances
    |> Nx.pow(2)
    |> Nx.divide(kernel_width ** 2)
    |> Nx.negate()
    |> Nx.exp()
  end

  @doc """
  Cosine similarity kernel: (1 + cos(πd)) / 2

  Provides smooth transition from 1 to 0 as distance goes from 0 to 1.
  """
  def cosine(distances) do
    distances
    |> Nx.multiply(:math.pi())
    |> Nx.cos()
    |> Nx.add(1)
    |> Nx.divide(2)
  end

  @doc """
  Calculate Euclidean distances between samples and instance.
  """
  def euclidean_distance(samples, instance) do
    instance_tensor = Nx.tensor(instance)

    samples
    |> Nx.tensor()
    |> Nx.subtract(instance_tensor)
    |> Nx.pow(2)
    |> Nx.sum(axes: [1])
    |> Nx.sqrt()
  end
end
3. Interpretable Models
Linear Regression
defmodule CrucibleXAI.LIME.InterpretableModels.LinearRegression do
  @moduledoc """
  Weighted linear regression for LIME.

  Solves: β = (X'WX)^(-1) X'Wy
  where W is a diagonal matrix of sample weights.
  """

  def fit(samples, labels, weights) do
    x = Nx.tensor(samples)
    y = Nx.tensor(labels)
    w = Nx.tensor(weights)

    # Add intercept column
    x_with_intercept = add_intercept(x)

    # Weighted least squares
    w_sqrt = Nx.sqrt(w) |> Nx.reshape({:auto, 1})
    x_weighted = Nx.multiply(x_with_intercept, w_sqrt)
    y_weighted = Nx.multiply(y, Nx.flatten(w_sqrt))

    # β = (X'X)^(-1) X'y
    xtx = Nx.dot(Nx.transpose(x_weighted), x_weighted)
    xty = Nx.dot(Nx.transpose(x_weighted), y_weighted)

    coefficients = solve_linear_system(xtx, xty)

    %{
      intercept: Nx.to_number(coefficients[0]),
      coefficients: coefficients[1..-1//1] |> Nx.to_flat_list(),
      r_squared: calculate_r_squared(x_with_intercept, y, coefficients)
    }
  end

  defp add_intercept(x) do
    ones = Nx.broadcast(1.0, {Nx.axis_size(x, 0), 1})
    Nx.concatenate([ones, x], axis: 1)
  end

  defp solve_linear_system(a, b) do
    # Use LU decomposition or pseudo-inverse
    Nx.LinAlg.solve(a, b)
  end

  defp calculate_r_squared(x, y, coefficients) do
    predictions = Nx.dot(x, coefficients)
    residuals = Nx.subtract(y, predictions)
    ss_res = residuals |> Nx.pow(2) |> Nx.sum()

    y_mean = Nx.mean(y)
    ss_tot = y |> Nx.subtract(y_mean) |> Nx.pow(2) |> Nx.sum()

    Nx.subtract(1.0, Nx.divide(ss_res, ss_tot))
    |> Nx.to_number()
  end
end
Ridge Regression (L2 Regularization)
defmodule CrucibleXAI.LIME.InterpretableModels.Ridge do
  @doc """
  Ridge regression with L2 regularization.

  Solves: β = (X'WX + λI)^(-1) X'Wy
  """
  def fit(samples, labels, weights, lambda \\ 1.0) do
    x = Nx.tensor(samples)
    y = Nx.tensor(labels)
    w = Nx.tensor(weights)

    x_with_intercept = add_intercept(x)

    w_sqrt = Nx.sqrt(w) |> Nx.reshape({:auto, 1})
    x_weighted = Nx.multiply(x_with_intercept, w_sqrt)
    y_weighted = Nx.multiply(y, Nx.flatten(w_sqrt))

    xtx = Nx.dot(Nx.transpose(x_weighted), x_weighted)
    xty = Nx.dot(Nx.transpose(x_weighted), y_weighted)

    # Add L2 penalty (don't regularize intercept)
    n_features = Nx.axis_size(xtx, 0)
    penalty = Nx.eye(n_features) |> Nx.multiply(lambda)
    penalty = Nx.put_slice(penalty, [0, 0], Nx.tensor([[0.0]]))

    xtx_regularized = Nx.add(xtx, penalty)
    coefficients = Nx.LinAlg.solve(xtx_regularized, xty)

    %{
      intercept: Nx.to_number(coefficients[0]),
      coefficients: coefficients[1..-1//1] |> Nx.to_flat_list(),
      lambda: lambda
    }
  end
end
4. Feature Selection
Purpose: Select the most important features for the explanation.
Lasso-based Selection
defmodule CrucibleXAI.LIME.FeatureSelection do
  @doc """
  Select features using Lasso (L1 regularization).

  L1 regularization drives some coefficients to exactly zero,
  effectively performing feature selection.
  """
  def lasso(samples, labels, weights, n_features) do
    # Use coordinate descent for Lasso
    lambdas = generate_lambda_path(samples, labels, weights)

    # Find lambda that gives desired number of features
    Enum.find_value(lambdas, fn lambda ->
      model = fit_lasso(samples, labels, weights, lambda)
      non_zero_features = count_non_zero(model.coefficients)

      if non_zero_features <= n_features do
        get_top_features(model.coefficients, n_features)
      end
    end)
  end

  @doc """
  Forward selection: iteratively add features that improve fit most.
  """
  def forward_selection(samples, labels, weights, n_features) do
    n_total_features = length(hd(samples))
    selected = []
    remaining = Enum.to_list(0..(n_total_features - 1))

    Enum.reduce(1..n_features, selected, fn _, acc ->
      # Try adding each remaining feature
      candidates = Enum.map(remaining -- acc, fn feature ->
        features = acc ++ [feature]
        samples_subset = select_features(samples, features)
        model = LinearRegression.fit(samples_subset, labels, weights)
        {feature, model.r_squared}
      end)

      # Select feature that improves R² most
      {best_feature, _} = Enum.max_by(candidates, fn {_, r2} -> r2 end)
      acc ++ [best_feature]
    end)
  end

  @doc """
  Select features with highest absolute coefficients.
  """
  def highest_weights(samples, labels, weights, n_features) do
    model = LinearRegression.fit(samples, labels, weights)

    model.coefficients
    |> Enum.with_index()
    |> Enum.sort_by(fn {coef, _} -> abs(coef) end, :desc)
    |> Enum.take(n_features)
    |> Enum.map(fn {_, idx} -> idx end)
  end
end
5. Main LIME Interface
defmodule CrucibleXAI.LIME do
  alias CrucibleXAI.LIME.{Sampling, Kernels, InterpretableModels, FeatureSelection}

  @default_opts [
    num_samples: 5000,
    kernel_width: 0.75,
    kernel: :exponential,
    num_features: 10,
    feature_selection: :lasso,
    model_type: :linear_regression,
    sampling_method: :gaussian
  ]

  @doc """
  Explain a single prediction using LIME.

  ## Options
    * `:num_samples` - Number of perturbed samples (default: 5000)
    * `:kernel_width` - Width of proximity kernel (default: 0.75)
    * `:kernel` - Kernel function (default: :exponential)
    * `:num_features` - Number of features in explanation (default: 10)
    * `:feature_selection` - Method for selecting features (default: :lasso)
    * `:model_type` - Interpretable model type (default: :linear_regression)
    * `:sampling_method` - How to generate samples (default: :gaussian)

  ## Returns
    * `%Explanation{}` - Explanation with feature weights and metadata
  """
  def explain(instance, predict_fn, opts \\ []) do
    opts = Keyword.merge(@default_opts, opts)

    # 1. Generate perturbed samples
    samples = generate_samples(instance, opts)

    # 2. Get predictions from black-box model
    predictions = predict_fn.(samples)

    # 3. Calculate proximity weights
    distances = Kernels.euclidean_distance(samples, instance)
    weights = apply_kernel(distances, opts[:kernel], opts[:kernel_width])

    # 4. Select important features (optional)
    selected_features = select_features(samples, predictions, weights, opts)
    samples_subset = filter_features(samples, selected_features)

    # 5. Fit interpretable model
    model = fit_interpretable_model(
      samples_subset,
      predictions,
      weights,
      opts[:model_type]
    )

    # 6. Return explanation
    build_explanation(instance, model, selected_features, opts)
  end

  defp generate_samples(instance, opts) do
    method = opts[:sampling_method]
    n = opts[:num_samples]

    case method do
      :gaussian -> Sampling.gaussian(instance, n, opts)
      :uniform -> Sampling.uniform(instance, n, opts)
      :categorical -> Sampling.categorical(instance, n, opts)
      :combined -> Sampling.combined(instance, n, opts)
    end
  end

  defp apply_kernel(distances, kernel_type, kernel_width) do
    case kernel_type do
      :exponential -> Kernels.exponential(distances, kernel_width)
      :cosine -> Kernels.cosine(distances)
    end
  end

  defp select_features(samples, predictions, weights, opts) do
    method = opts[:feature_selection]
    n_features = opts[:num_features]

    case method do
      :lasso ->
        FeatureSelection.lasso(samples, predictions, weights, n_features)
      :forward ->
        FeatureSelection.forward_selection(samples, predictions, weights, n_features)
      :highest_weights ->
        FeatureSelection.highest_weights(samples, predictions, weights, n_features)
    end
  end

  defp fit_interpretable_model(samples, predictions, weights, model_type) do
    case model_type do
      :linear_regression ->
        InterpretableModels.LinearRegression.fit(samples, predictions, weights)
      :ridge ->
        InterpretableModels.Ridge.fit(samples, predictions, weights)
    end
  end

  defp build_explanation(instance, model, selected_features, opts) do
    %CrucibleXAI.Explanation{
      instance: instance,
      feature_weights: build_feature_weights(model, selected_features),
      intercept: model.intercept,
      score: Map.get(model, :r_squared),
      method: :lime,
      metadata: %{
        num_samples: opts[:num_samples],
        num_features: opts[:num_features],
        selected_features: selected_features
      }
    }
  end

  defp build_feature_weights(model, selected_features) do
    model.coefficients
    |> Enum.zip(selected_features)
    |> Enum.into(%{}, fn {coef, feature} -> {feature, coef} end)
  end
end
Explanation Structure
defmodule CrucibleXAI.Explanation do
  @type t :: %__MODULE__{
    instance: any(),
    feature_weights: %{integer() => float()},
    intercept: float(),
    score: float(),
    method: atom(),
    metadata: map()
  }

  defstruct [
    :instance,
    :feature_weights,
    :intercept,
    :score,
    :method,
    :metadata
  ]

  @doc """
  Get top k features by absolute weight.
  """
  def top_features(%__MODULE__{} = explanation, k) do
    explanation.feature_weights
    |> Enum.sort_by(fn {_, weight} -> abs(weight) end, :desc)
    |> Enum.take(k)
  end

  @doc """
  Visualize explanation as text.
  """
  def to_text(%__MODULE__{} = explanation) do
    """
    LIME Explanation
    ================
    Method: #{explanation.method}
    R² Score: #{Float.round(explanation.score, 4)}
    Intercept: #{Float.round(explanation.intercept, 4)}

    Feature Weights:
    #{format_weights(explanation.feature_weights)}
    """
  end

  defp format_weights(weights) do
    weights
    |> Enum.sort_by(fn {_, w} -> abs(w) end, :desc)
    |> Enum.map(fn {feature, weight} ->
      sign = if weight > 0, do: "+", else: ""
      "  Feature #{feature}: #{sign}#{Float.round(weight, 4)}"
    end)
    |> Enum.join("\n")
  end
end
Advanced Features
Submodular Pick for Multiple Explanations
When explaining multiple instances, select a diverse set:
defmodule CrucibleXAI.LIME.SubmodularPick do
  @doc """
  Select diverse set of instances to explain using submodular optimization.

  Returns instances that together cover the most important features.
  """
  def pick(instances, predict_fn, budget, opts \\ []) do
    # Generate explanations for all instances
    all_explanations = Enum.map(instances, &LIME.explain(&1, predict_fn, opts))

    # Greedily select explanations that cover new features
    pick_greedy(all_explanations, budget, MapSet.new())
  end

  defp pick_greedy(explanations, budget, covered_features) do
    # Implementation of greedy submodular optimization
  end
end
Categorical Feature Handling
defmodule CrucibleXAI.LIME.Categorical do
  @doc """
  Handle categorical features by one-hot encoding.
  """
  def encode_categorical(instance, categorical_indices, feature_values) do
    # Convert categorical features to one-hot encoding
    # Apply LIME in one-hot space
    # Convert explanation back to original features
  end
end
Testing and Validation
Local Fidelity Test
deftest "LIME explanation has high local fidelity" do
  instance = [1.0, 2.0, 3.0]
  predict_fn = fn x -> linear_model(x) end

  explanation = LIME.explain(instance, predict_fn)

  # Generate test samples around instance
  test_samples = generate_test_samples(instance, 100)

  # Compare black-box predictions vs. explanation predictions
  fidelity = calculate_fidelity(test_samples, predict_fn, explanation)

  assert fidelity > 0.95
end
Consistency Test
deftest "LIME gives consistent explanations for similar instances" do
  instance1 = [1.0, 2.0, 3.0]
  instance2 = [1.01, 2.01, 3.01]  # Very similar

  exp1 = LIME.explain(instance1, predict_fn)
  exp2 = LIME.explain(instance2, predict_fn)

  # Feature weights should be similar
  similarity = calculate_explanation_similarity(exp1, exp2)

  assert similarity > 0.9
end
References
	Ribeiro, M. T., Singh, S., & Guestrin, C. (2016). "Why Should I Trust You?": Explaining the Predictions of Any Classifier. KDD.
	Ribeiro, M. T., Singh, S., & Guestrin, C. (2018). Anchors: High-Precision Model-Agnostic Explanations. AAAI.



  

    Feature Attribution Methods

Overview
Feature attribution methods quantify the contribution of each input feature to a model's prediction. Different methods have different assumptions, computational costs, and interpretations.
Attribution Methods
1. Permutation Importance
Concept: Measure how much performance degrades when a feature's values are randomly shuffled.
Advantages:
	Model-agnostic
	Easy to understand
	Captures feature interactions

Disadvantages:
	Computationally expensive (requires multiple re-evaluations)
	Assumes features are independent

Implementation
defmodule CrucibleXAI.FeatureAttribution.Permutation do
  @doc """
  Calculate permutation importance for each feature.

  ## Algorithm
  1. Measure baseline performance on validation set
  2. For each feature:
     a. Shuffle that feature's values
     b. Measure performance on shuffled data
     c. Importance = baseline - shuffled performance
  3. Repeat multiple times and average

  ## Options
    * `:metric` - Performance metric (e.g., :accuracy, :mse)
    * `:num_repeats` - Number of permutations per feature (default: 10)
  """
  def calculate(model, validation_data, opts \\ []) do
    metric = Keyword.get(opts, :metric, :accuracy)
    num_repeats = Keyword.get(opts, :num_repeats, 10)

    baseline_score = evaluate_model(model, validation_data, metric)
    n_features = num_features(validation_data)

    # Calculate importance for each feature
    importances = for feature_idx <- 0..(n_features - 1) do
      # Repeat permutation multiple times
      scores = for _ <- 1..num_repeats do
        shuffled_data = permute_feature(validation_data, feature_idx)
        evaluate_model(model, shuffled_data, metric)
      end

      avg_score = Enum.sum(scores) / num_repeats
      importance = baseline_score - avg_score

      {feature_idx, importance, std_dev(scores)}
    end

    %{
      method: :permutation,
      importances: Enum.into(importances, %{}, fn {idx, imp, std} ->
        {idx, %{importance: imp, std: std}}
      end),
      baseline_score: baseline_score
    }
  end

  defp permute_feature(data, feature_idx) do
    # Extract feature column
    feature_values = Enum.map(data, fn {x, y} -> Enum.at(x, feature_idx) end)

    # Shuffle feature values
    shuffled_values = Enum.shuffle(feature_values)

    # Replace feature column with shuffled values
    data
    |> Enum.zip(shuffled_values)
    |> Enum.map(fn {{x, y}, shuffled_val} ->
      new_x = List.replace_at(x, feature_idx, shuffled_val)
      {new_x, y}
    end)
  end

  defp evaluate_model(model, data, metric) do
    predictions = Enum.map(data, fn {x, _} -> model.predict(x) end)
    labels = Enum.map(data, fn {_, y} -> y end)

    calculate_metric(predictions, labels, metric)
  end

  defp calculate_metric(predictions, labels, :accuracy) do
    correct = Enum.zip(predictions, labels)
              |> Enum.count(fn {pred, label} -> pred == label end)
    correct / length(labels)
  end

  defp calculate_metric(predictions, labels, :mse) do
    Enum.zip(predictions, labels)
    |> Enum.map(fn {pred, label} -> (pred - label) ** 2 end)
    |> Enum.sum()
    |> Kernel./(length(labels))
  end
end
2. Gradient-based Attribution
Concept: Use gradients to measure feature sensitivity.
Advantages:
	Fast computation (single backward pass)
	Exact for linear models

Disadvantages:
	Only works for differentiable models
	Gradients can saturate
	Doesn't account for feature interactions well

Gradient × Input
defmodule CrucibleXAI.FeatureAttribution.Gradient do
  @doc """
  Gradient × Input attribution.

  Attribution_i = (∂f/∂x_i) × x_i

  This measures the local sensitivity of the output to each input feature,
  scaled by the feature's magnitude.
  """
  def gradient_input(model, instance) do
    # Compute gradients using automatic differentiation
    gradients = compute_gradients(model, instance)

    # Multiply gradients by input values
    attributions = Nx.multiply(gradients, Nx.tensor(instance))
                   |> Nx.to_flat_list()

    %{
      method: :gradient_input,
      attributions: attributions |> Enum.with_index() |> Enum.into(%{}, fn {v, i} -> {i, v} end)
    }
  end

  defp compute_gradients(model, instance) do
    # Use Nx automatic differentiation
    grad_fn = Nx.Defn.grad(fn x -> model.forward(x) end)
    grad_fn.(Nx.tensor(instance))
  end
end
Integrated Gradients
Paper: Sundararajan et al. (2017). Axiomatic Attribution for Deep Networks.
Concept: Integrate gradients along the path from a baseline to the input.
Advantages:
	Satisfies desirable axioms (sensitivity, implementation invariance)
	More stable than vanilla gradients
	Accounts for non-linearities

defmodule CrucibleXAI.FeatureAttribution.IntegratedGradients do
  @doc """
  Integrated Gradients attribution.

  IG_i(x) = (x_i - x'_i) × ∫_{α=0}^1 (∂f/∂x_i)(x' + α(x - x')) dα

  where x' is a baseline (e.g., all zeros or mean of training data).

  ## Algorithm
  1. Define a baseline (reference point)
  2. Generate path from baseline to instance
  3. Compute gradients at points along path
  4. Integrate gradients (approximate with Riemann sum)
  5. Scale by (input - baseline)
  """
  def calculate(model, instance, baseline, opts \\ []) do
    steps = Keyword.get(opts, :steps, 50)

    # Generate interpolated inputs
    alphas = Nx.linspace(0, 1, n: steps)
    instance_tensor = Nx.tensor(instance)
    baseline_tensor = Nx.tensor(baseline)

    # Path from baseline to instance
    path = Nx.multiply(alphas, Nx.subtract(instance_tensor, baseline_tensor))
           |> Nx.add(baseline_tensor)

    # Compute gradients at each point on path
    gradients = compute_path_gradients(model, path)

    # Integrate using trapezoidal rule
    integrated = integrate_gradients(gradients, steps)

    # Scale by (input - baseline)
    attributions = Nx.multiply(integrated, Nx.subtract(instance_tensor, baseline_tensor))
                   |> Nx.to_flat_list()

    %{
      method: :integrated_gradients,
      attributions: attributions |> Enum.with_index() |> Enum.into(%{}, fn {v, i} -> {i, v} end),
      baseline: baseline,
      steps: steps
    }
  end

  defp compute_path_gradients(model, path) do
    # Compute gradients for each point on path
    grad_fn = Nx.Defn.grad(fn x -> model.forward(x) end)

    # Vectorize gradient computation
    Nx.map(path, grad_fn)
  end

  defp integrate_gradients(gradients, steps) do
    # Trapezoidal rule integration
    Nx.mean(gradients, axes: [0])
  end
end
3. Occlusion-based Attribution
Concept: Measure the change in prediction when a feature is occluded (set to baseline).
Advantages:
	Model-agnostic
	Intuitive interpretation
	Can handle discrete features

defmodule CrucibleXAI.FeatureAttribution.Occlusion do
  @doc """
  Occlusion-based feature attribution.

  For each feature:
  1. Set feature to baseline value (e.g., 0 or mean)
  2. Measure change in prediction
  3. Attribution = original_prediction - occluded_prediction
  """
  def calculate(model, instance, opts \\ []) do
    baseline_value = Keyword.get(opts, :baseline, :zero)

    original_prediction = model.predict(instance)

    attributions = instance
    |> Enum.with_index()
    |> Enum.map(fn {_value, idx} ->
      # Create occluded instance
      occluded = occlude_feature(instance, idx, baseline_value)

      # Measure prediction change
      occluded_prediction = model.predict(occluded)
      attribution = original_prediction - occluded_prediction

      {idx, attribution}
    end)
    |> Enum.into(%{})

    %{
      method: :occlusion,
      attributions: attributions,
      baseline: baseline_value
    }
  end

  defp occlude_feature(instance, feature_idx, baseline) do
    baseline_val = case baseline do
      :zero -> 0
      :mean -> calculate_mean_for_feature(feature_idx)
      value -> value
    end

    List.replace_at(instance, feature_idx, baseline_val)
  end

  @doc """
  Sliding window occlusion for sequential data.

  Useful for time series or text where we want to occlude
  contiguous segments rather than individual features.
  """
  def sliding_window(model, instance, opts \\ []) do
    window_size = Keyword.get(opts, :window_size, 3)
    stride = Keyword.get(opts, :stride, 1)

    original_prediction = model.predict(instance)

    # Generate all window positions
    window_positions = 0..(length(instance) - window_size)//stride

    attributions = Enum.map(window_positions, fn start_idx ->
      # Occlude window
      occluded = occlude_window(instance, start_idx, window_size)

      # Measure impact
      occluded_prediction = model.predict(occluded)
      impact = original_prediction - occluded_prediction

      {start_idx, impact}
    end)

    %{
      method: :sliding_window_occlusion,
      attributions: Enum.into(attributions, %{}),
      window_size: window_size,
      stride: stride
    }
  end

  defp occlude_window(instance, start_idx, window_size) do
    instance
    |> Enum.with_index()
    |> Enum.map(fn {value, idx} ->
      if idx >= start_idx and idx < start_idx + window_size do
        0  # Occlude with zero
      else
        value
      end
    end)
  end
end
4. DeepLIFT
Paper: Shrikumar et al. (2017). Learning Important Features Through Propagating Activation Differences.
Concept: Compare neuron activations to reference activations and back-propagate the differences.
defmodule CrucibleXAI.FeatureAttribution.DeepLIFT do
  @doc """
  DeepLIFT attribution.

  Decomposes the output prediction into contributions from each input feature
  by comparing activations to reference activations.
  """
  def calculate(model, instance, baseline, opts \\ []) do
    # Forward pass on instance
    instance_activations = model.forward_with_activations(instance)

    # Forward pass on baseline
    baseline_activations = model.forward_with_activations(baseline)

    # Backward pass: compute contributions
    contributions = backpropagate_contributions(
      model,
      instance_activations,
      baseline_activations
    )

    %{
      method: :deep_lift,
      attributions: contributions,
      baseline: baseline
    }
  end

  defp backpropagate_contributions(model, instance_acts, baseline_acts) do
    # Start from output layer
    # For each layer going backward:
    #   1. Compute Δactivation = instance_act - baseline_act
    #   2. Distribute Δactivation to inputs using chain rule
    #   3. Accumulate contributions
    # Implementation depends on model architecture
  end
end
5. Layer-wise Relevance Propagation (LRP)
Concept: Decompose the prediction into relevance scores by backward propagation.
defmodule CrucibleXAI.FeatureAttribution.LRP do
  @doc """
  Layer-wise Relevance Propagation.

  Redistributes the output prediction back through the network
  following conservation of relevance principle.
  """
  def calculate(model, instance, opts \\ []) do
    rule = Keyword.get(opts, :rule, :epsilon)

    # Forward pass
    activations = model.forward_with_activations(instance)

    # Initialize relevance at output
    output_relevance = List.last(activations)

    # Backward pass: propagate relevance
    relevances = propagate_relevance_backward(
      model,
      activations,
      output_relevance,
      rule
    )

    # Input layer relevances are the attributions
    input_relevances = List.first(relevances)

    %{
      method: :lrp,
      attributions: input_relevances |> Enum.with_index() |> Enum.into(%{}, fn {v, i} -> {i, v} end),
      rule: rule
    }
  end

  defp propagate_relevance_backward(model, activations, output_relevance, rule) do
    # For each layer from output to input:
    #   Apply relevance propagation rule
    #   Common rules:
    #   - ε-rule: R_j = Σ_k (a_j * w_jk / (Σ_j a_j * w_jk + ε)) * R_k
    #   - γ-rule: favor positive contributions
    #   - α-β rule: separately handle positive and negative contributions
  end
end
Comparison of Methods
defmodule CrucibleXAI.FeatureAttribution.Comparison do
  @doc """
  Compare different attribution methods on the same instance.
  """
  def compare_methods(model, instance, opts \\ []) do
    methods = Keyword.get(opts, :methods, [:permutation, :gradient_input, :integrated_gradients, :occlusion])

    results = Enum.map(methods, fn method ->
      attribution = case method do
        :permutation ->
          Permutation.calculate(model, instance, opts)
        :gradient_input ->
          Gradient.gradient_input(model, instance)
        :integrated_gradients ->
          baseline = Keyword.get(opts, :baseline, zeros_like(instance))
          IntegratedGradients.calculate(model, instance, baseline, opts)
        :occlusion ->
          Occlusion.calculate(model, instance, opts)
      end

      {method, attribution}
    end)

    %{
      instance: instance,
      methods: Enum.into(results, %{}),
      correlation: calculate_correlation_matrix(results)
    }
  end

  defp calculate_correlation_matrix(results) do
    # Calculate pairwise correlation between attribution methods
    # Helps identify agreement/disagreement between methods
  end
end
Validation and Metrics
Faithfulness
Concept: How well do attributions reflect the model's actual behavior?
defmodule CrucibleXAI.FeatureAttribution.Validation do
  @doc """
  Measure faithfulness by incrementally removing features.

  Remove features in order of attribution (highest to lowest).
  A faithful attribution should cause rapid performance degradation.
  """
  def faithfulness_test(model, instance, attributions, opts \\ []) do
    n_features = length(instance)

    # Sort features by attribution (descending)
    sorted_features = attributions
                      |> Enum.sort_by(fn {_, v} -> abs(v) end, :desc)
                      |> Enum.map(fn {idx, _} -> idx end)

    # Incrementally remove features
    predictions = Enum.map(0..n_features, fn k ->
      # Remove top k features
      features_to_remove = Enum.take(sorted_features, k)
      modified_instance = remove_features(instance, features_to_remove)

      model.predict(modified_instance)
    end)

    # Calculate AUC of prediction curve
    auc = calculate_auc(predictions)

    %{
      metric: :faithfulness,
      auc: auc,
      predictions: predictions
    }
  end

  @doc """
  Monotonicity test: removing important features should monotonically
  decrease prediction (for positive class).
  """
  def monotonicity_test(model, instance, attributions) do
    # Similar to faithfulness but checks for monotonic decrease
  end

  @doc """
  Infidelity metric from Yeh et al. (2019).

  Measures correlation between attribution and actual prediction changes.
  """
  def infidelity(model, instance, attributions, opts \\ []) do
    n_samples = Keyword.get(opts, :n_samples, 100)

    # Generate perturbations
    perturbations = generate_perturbations(instance, n_samples)

    # For each perturbation:
    #   1. Compute actual prediction difference
    #   2. Compute expected difference using attributions
    #   3. Calculate squared error

    errors = Enum.map(perturbations, fn perturbation ->
      actual_diff = model.predict(perturbation) - model.predict(instance)

      expected_diff = dot_product(attributions, subtract(perturbation, instance))

      (actual_diff - expected_diff) ** 2
    end)

    %{
      metric: :infidelity,
      score: Enum.sum(errors) / n_samples
    }
  end
end
Sensitivity
Concept: How sensitive are attributions to small input changes?
def sensitivity_test(model, instance, attribution_method, opts \\ []) do
  n_trials = Keyword.get(opts, :n_trials, 10)
  noise_scale = Keyword.get(opts, :noise_scale, 0.01)

  # Compute attributions for original instance
  original_attr = attribution_method.(model, instance)

  # Add small noise and recompute attributions
  noisy_attributions = Enum.map(1..n_trials, fn _ ->
    noisy_instance = add_noise(instance, noise_scale)
    attribution_method.(model, noisy_instance)
  end)

  # Measure variance in attributions
  variance = calculate_attribution_variance(original_attr, noisy_attributions)

  %{
    metric: :sensitivity,
    variance: variance,
    trials: n_trials
  }
end
Best Practices
1. Use Multiple Methods
Different methods have different strengths. Compare multiple methods:
comparison = CrucibleXAI.FeatureAttribution.compare_methods(
  model,
  instance,
  methods: [:permutation, :integrated_gradients, :lime]
)

# Features that are important across all methods are more reliable
consensus = find_consensus_features(comparison)
2. Validate Attributions
Always validate attributions using faithfulness tests:
validation = CrucibleXAI.FeatureAttribution.Validation.faithfulness_test(
  model,
  instance,
  attributions
)

if validation.auc < 0.7 do
  IO.puts("Warning: Low faithfulness score. Attributions may be unreliable.")
end
3. Consider Computational Cost
	Method	Complexity	Model Requirements
	Permutation	O(n × m)	None (model-agnostic)
	Gradient × Input	O(1)	Differentiable
	Integrated Gradients	O(k)	Differentiable
	Occlusion	O(n)	None (model-agnostic)
	LIME	O(s)	None (model-agnostic)

Where:
	n = number of features
	m = size of validation set (for permutation)
	k = number of integration steps
	s = number of LIME samples

4. Choose Appropriate Baseline
For gradient-based methods, baseline choice matters:
# Common baselines
baseline_zero = List.duplicate(0, n_features)
baseline_mean = calculate_training_mean()
baseline_blur = apply_blur(instance)  # For images

# Try multiple baselines
baselines = [baseline_zero, baseline_mean, baseline_blur]
attributions = Enum.map(baselines, fn baseline ->
  IntegratedGradients.calculate(model, instance, baseline)
end)

# Average attributions across baselines
avg_attribution = average_attributions(attributions)
References
	Sundararajan, M., Taly, A., & Yan, Q. (2017). Axiomatic Attribution for Deep Networks. ICML.
	Shrikumar, A., Greenside, P., & Kundaje, A. (2017). Learning Important Features Through Propagating Activation Differences. ICML.
	Yeh, C. K., et al. (2019). On the (In)fidelity and Sensitivity of Explanations. NeurIPS.
	Breiman, L. (2001). Random Forests. Machine Learning.



  

    CrucibleXAI Implementation Roadmap

Overview
This roadmap outlines the planned development of CrucibleXAI, organized into phases with clear milestones and deliverables.
Phase 1: Foundation (v0.1.0) - Q1 2025
Core Infrastructure
	[x] Project setup and repository structure
	[x] Mix configuration with Hex publishing support
	[x] Documentation framework with ExDoc and Mermaid support
	[ ] Core module structure and API design
	[ ] Nx integration for numerical computations
	[ ] Testing framework and CI/CD pipeline

Basic LIME Implementation
Goal: Working LIME implementation for tabular data
	[ ] Sampling strategies	[ ] Gaussian perturbation for continuous features
	[ ] Uniform sampling
	[ ] Categorical feature handling


	[ ] Kernel functions	[ ] Exponential kernel
	[ ] Cosine similarity kernel


	[ ] Interpretable models	[ ] Weighted linear regression
	[ ] Ridge regression (L2)


	[ ] Feature selection	[ ] Highest weights selection
	[ ] Forward selection


	[ ] Basic API and explanation struct

Deliverables:
	Working LIME module
	Basic usage examples
	Unit tests with >80% coverage
	Initial documentation

Phase 2: SHAP and Advanced Attribution (v0.2.0) - Q2 2025
SHAP Implementation
Goal: Multiple SHAP variants for different model types
	[ ] KernelSHAP	[ ] Coalition sampling
	[ ] Weighted linear regression solver
	[ ] Shapley value calculation


	[ ] SamplingShap (Monte Carlo approximation)
	[ ] LinearSHAP (for linear models)
	[ ] TreeSHAP (for tree-based models)	[ ] Tree traversal algorithm
	[ ] Path-dependent feature interactions



Feature Attribution Methods
	[ ] Permutation importance	[ ] Single feature permutation
	[ ] Multiple permutations with confidence intervals


	[ ] Gradient-based methods (requires neural network support)	[ ] Gradient × Input
	[ ] Integrated Gradients
	[ ] SmoothGrad


	[ ] Occlusion-based methods	[ ] Single feature occlusion
	[ ] Sliding window occlusion



Deliverables:
	Complete SHAP module
	Multiple attribution methods
	Comparative analysis tools
	Performance benchmarks

Phase 3: Global Interpretability (v0.3.0) - Q3 2025
Global Analysis Tools
Goal: Understand overall model behavior
	[ ] Partial Dependence Plots (PDP)	[ ] 1D partial dependence
	[ ] 2D partial dependence (interactions)
	[ ] Efficient computation using grid sampling


	[ ] Individual Conditional Expectation (ICE)	[ ] Instance-level effect plots
	[ ] Centered ICE plots


	[ ] Accumulated Local Effects (ALE)	[ ] More robust than PDP for correlated features


	[ ] Feature Interaction Detection	[ ] H-statistic calculation
	[ ] Pairwise interaction strength



Visualization
	[ ] Interactive plots (using VegaLite or similar)
	[ ] Force plots (SHAP-style)
	[ ] Summary plots
	[ ] Dependence plots
	[ ] Feature importance charts

Deliverables:
	Global interpretability module
	Visualization utilities
	Example notebooks/LiveBooks
	Case studies

Phase 4: Advanced Explanations (v0.4.0) - Q4 2025
Counterfactual Explanations
Goal: "What would need to change for a different prediction?"
	[ ] DiCE (Diverse Counterfactual Explanations)	[ ] Optimization-based generation
	[ ] Diversity constraints


	[ ] Feasibility constraints	[ ] Actionability (only change mutable features)
	[ ] Plausibility (stay within data distribution)


	[ ] Minimal perturbation counterfactuals

Anchors
Goal: High-precision rules explaining predictions
	[ ] Anchor algorithm implementation	[ ] Multi-armed bandit for rule search
	[ ] Beam search optimization


	[ ] Rule extraction
	[ ] Coverage and precision metrics

Example-based Explanations
	[ ] Influential instances (influence functions)
	[ ] Prototypes and criticisms
	[ ] k-Nearest neighbors explanations

Deliverables:
	Counterfactual generation module
	Anchors implementation
	Example-based methods
	Use case documentation

Phase 5: Neural Network Support (v0.5.0) - Q1 2026
Deep Learning Integration
Goal: XAI for neural networks built with Nx/Axon
	[ ] Layer-wise Relevance Propagation (LRP)	[ ] Multiple propagation rules (ε, γ, α-β)
	[ ] Layer-specific rule selection


	[ ] DeepLIFT	[ ] Activation difference propagation
	[ ] Reference baseline strategies


	[ ] GradCAM (for CNNs)	[ ] Class activation mapping
	[ ] Guided backpropagation


	[ ] Attention visualization	[ ] For transformer models
	[ ] Multi-head attention analysis



Saliency Maps
	[ ] Vanilla gradients
	[ ] SmoothGrad
	[ ] Integrated Gradients
	[ ] Guided backpropagation

Deliverables:
	Neural network XAI module
	Axon integration
	Vision model examples
	NLP model examples

Phase 6: Production Features (v0.6.0) - Q2 2026
Performance Optimization
	[ ] Batch explanation generation
	[ ] Parallel processing
	[ ] Caching strategies
	[ ] Streaming explanations for large datasets
	[ ] GPU acceleration via EXLA

Model Management
	[ ] Explanation persistence	[ ] Save/load explanations
	[ ] Version tracking


	[ ] Explanation comparison	[ ] Across model versions
	[ ] Across different instances


	[ ] Explanation aggregation	[ ] Summary statistics
	[ ] Distribution analysis



Quality Assurance
	[ ] Faithfulness metrics
	[ ] Sensitivity analysis
	[ ] Infidelity measurement
	[ ] Robustness testing
	[ ] Explanation validation suite

Deliverables:
	Optimized performance
	Production-ready features
	Comprehensive validation tools
	Performance benchmarks

Phase 7: Ecosystem Integration (v0.7.0) - Q3 2026
Crucible Framework Integration
	[ ] Seamless integration with Crucible models
	[ ] CrucibleBench integration	[ ] Explain performance differences
	[ ] Statistical significance of explanations


	[ ] Workflow automation	[ ] Automatic explanation generation in pipelines
	[ ] Explanation-based model selection



External Tool Support
	[ ] Export formats	[ ] JSON for web applications
	[ ] HTML reports
	[ ] LaTeX for publications
	[ ] Interactive dashboards


	[ ] Model format support	[ ] ONNX models
	[ ] Saved Axon models
	[ ] Custom model wrappers



Documentation and Examples
	[ ] Comprehensive API documentation
	[ ] Tutorial series
	[ ] Case studies	[ ] Healthcare applications
	[ ] Financial services
	[ ] NLP tasks
	[ ] Computer vision


	[ ] Best practices guide
	[ ] Troubleshooting guide

Deliverables:
	Full ecosystem integration
	Production case studies
	Complete documentation
	Tutorial materials

Phase 8: Advanced Features (v0.8.0+) - Q4 2026 and beyond
Research Features
	[ ] Concept-based explanations	[ ] TCAV (Testing with Concept Activation Vectors)
	[ ] Concept bottleneck models


	[ ] Causal explanations	[ ] Causal inference integration
	[ ] Structural causal models


	[ ] Time series explanations	[ ] Temporal LIME
	[ ] Temporal SHAP
	[ ] Event attribution


	[ ] Fairness analysis	[ ] Disparate impact detection
	[ ] Bias attribution
	[ ] Fair counterfactuals



Domain-Specific Tools
	[ ] NLP-specific explanations	[ ] Token importance
	[ ] Attention analysis
	[ ] Semantic similarity


	[ ] Computer Vision	[ ] Saliency maps
	[ ] Segmentation masks
	[ ] Object detection explanations


	[ ] Graph Neural Networks	[ ] Node importance
	[ ] Edge importance
	[ ] Subgraph explanations


	[ ] Reinforcement Learning	[ ] Action attribution
	[ ] Policy visualization
	[ ] Reward decomposition



Deliverables:
	Research-grade features
	Domain-specific modules
	Academic publications
	Conference presentations

Cross-Cutting Concerns
Throughout All Phases
Testing:
	Unit tests for all modules
	Integration tests
	Property-based testing
	Regression test suite
	Performance benchmarks

Documentation:
	API documentation (ExDoc)
	Architecture docs
	Design decisions
	Examples and tutorials
	Academic references

Performance:
	Profiling and optimization
	Memory efficiency
	Scalability testing
	GPU utilization

Quality:
	Code reviews
	Static analysis
	Type specifications
	Consistent style

Success Metrics
Technical Metrics
	Code Coverage: >80% for all modules
	Performance: Explain 1000 instances in <10 seconds (LIME, CPU)
	Accuracy: SHAP values sum to prediction (within numerical tolerance)
	Faithfulness: >0.9 correlation with model behavior

Adoption Metrics
	Documentation: 100% of public API documented
	Examples: 50+ working examples
	Community: Active issue resolution, PR reviews
	Integration: Used in 10+ projects

Research Impact
	Publications: Present at conferences
	Benchmarks: Comparison with Python libraries
	Innovation: Novel XAI techniques in Elixir/Nx

Dependencies and Prerequisites
External Dependencies
	Nx: Numerical computing (required)
	Axon: Neural networks (for Phase 5)
	EXLA: GPU acceleration (optional, performance)
	VegaLite: Visualization (optional)
	Scholar: Machine learning utilities (optional)

Internal Dependencies
	CrucibleBench: Statistical testing integration
	Crucible Core: Model management (future)

Risk Management
Technical Risks
Risk: Nx performance for large-scale explanations
	Mitigation: Early benchmarking, EXLA integration, batching

Risk: Numerical stability in linear solvers
	Mitigation: Ridge regularization, condition number checks

Risk: Memory consumption for large models
	Mitigation: Streaming, chunking, sparse representations

Resource Risks
Risk: Development time estimates
	Mitigation: Phased approach, MVP first, incremental features

Risk: Maintainability of complex algorithms
	Mitigation: Extensive tests, clear documentation, modular design

Community Engagement
Open Source Development
	Regular releases on Hex.pm
	GitHub issue tracking
	Pull request reviews
	Contributor guidelines
	Code of conduct

Documentation and Education
	Blog posts on implementation details
	Tutorial videos
	Conference talks
	Academic workshops
	Industry partnerships

Conclusion
This roadmap provides a structured path to building a comprehensive XAI library for Elixir. The phased approach allows for early delivery of core functionality while building toward advanced features. Each phase has clear deliverables and success criteria.
Current Status: Phase 1 - Foundation (In Progress)
Next Milestone: v0.1.0 release with basic LIME implementation
Target Date: Q1 2025

This roadmap is subject to change based on community feedback, technical discoveries, and evolving requirements.
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Explanation structure for XAI methods.
This module defines the common structure for explanations generated by
various XAI methods (LIME, SHAP, feature attribution, etc.) and provides
utility functions for analyzing and visualizing explanations.
Fields
	:instance - The instance being explained
	:feature_weights - Map of feature_index => weight/importance
	:intercept - Intercept/baseline value (optional)
	:score - Quality score of the explanation (e.g., R² for LIME)
	:method - The XAI method used (:lime, :shap, :permutation, etc.)
	:metadata - Additional method-specific metadata

Examples
iex> explanation = %CrucibleXAI.Explanation{
...>   instance: [1.0, 2.0, 3.0],
...>   feature_weights: %{0 => 0.5, 1 => -0.3, 2 => 0.8},
...>   intercept: 1.0,
...>   score: 0.95,
...>   method: :lime,
...>   metadata: %{num_samples: 5000}
...> }
iex> explanation.method
:lime
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    Functions
  


    
      
        feature_importance(explanation)

      


        Get feature importance as absolute values.



    


    
      
        negative_features(explanation)

      


        Get negative features (features that decrease prediction).



    


    
      
        positive_features(explanation)

      


        Get positive features (features that increase prediction).



    


    
      
        to_map(explanation)

      


        Convert explanation to JSON-serializable map.



    


    
      
        to_text(explanation, opts \\ [])

      


        Visualize explanation as text.



    


    
      
        top_features(explanation, k)

      


        Get top k features by absolute weight.
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          @type t() :: %CrucibleXAI.Explanation{
  feature_weights: %{required(integer()) => float()},
  instance: any(),
  intercept: float() | nil,
  metadata: map(),
  method: atom(),
  score: float() | nil
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      feature_importance(explanation)



        
          
        

    

  


  

      

          @spec feature_importance(t()) :: [{integer(), float()}]


      


Get feature importance as absolute values.
Returns all features sorted by absolute importance (absolute value of weight).
Parameters
	explanation - The explanation struct

Returns
  List of {feature_index, absolute_importance} tuples
Examples
iex> explanation = %CrucibleXAI.Explanation{
...>   instance: [1, 2, 3],
...>   feature_weights: %{0 => 0.5, 1 => -0.8, 2 => 0.3},
...>   method: :lime
...> }
iex> CrucibleXAI.Explanation.feature_importance(explanation)
[{1, 0.8}, {0, 0.5}, {2, 0.3}]

  



  
    
      
    
    
      negative_features(explanation)



        
          
        

    

  


  

      

          @spec negative_features(t()) :: [{integer(), float()}]


      


Get negative features (features that decrease prediction).
Returns features with negative weights, sorted by absolute weight in
descending order.
Parameters
	explanation - The explanation struct

Returns
  List of {feature_index, weight} tuples for negative features
Examples
iex> explanation = %CrucibleXAI.Explanation{
...>   instance: [1, 2, 3],
...>   feature_weights: %{0 => 0.5, 1 => -0.8, 2 => -0.3},
...>   method: :lime
...> }
iex> CrucibleXAI.Explanation.negative_features(explanation)
[{1, -0.8}, {2, -0.3}]

  



  
    
      
    
    
      positive_features(explanation)



        
          
        

    

  


  

      

          @spec positive_features(t()) :: [{integer(), float()}]


      


Get positive features (features that increase prediction).
Returns features with positive weights, sorted by weight in descending order.
Parameters
	explanation - The explanation struct

Returns
  List of {feature_index, weight} tuples for positive features
Examples
iex> explanation = %CrucibleXAI.Explanation{
...>   instance: [1, 2, 3],
...>   feature_weights: %{0 => 0.5, 1 => -0.3, 2 => 0.8},
...>   method: :lime
...> }
iex> CrucibleXAI.Explanation.positive_features(explanation)
[{2, 0.8}, {0, 0.5}]

  



  
    
      
    
    
      to_map(explanation)



        
          
        

    

  


  

      

          @spec to_map(t()) :: map()


      


Convert explanation to JSON-serializable map.
Parameters
	explanation - The explanation struct

Returns
  Map with string keys suitable for JSON encoding
Examples
iex> explanation = %CrucibleXAI.Explanation{
...>   instance: [1.0, 2.0],
...>   feature_weights: %{0 => 0.5, 1 => 0.3},
...>   method: :lime
...> }
iex> map = CrucibleXAI.Explanation.to_map(explanation)
iex> map.method
"lime"

  



    

  
    
      
    
    
      to_text(explanation, opts \\ [])



        
          
        

    

  


  

      

          @spec to_text(
  t(),
  keyword()
) :: String.t()


      


Visualize explanation as text.
Generates a human-readable text representation of the explanation.
Parameters
	explanation - The explanation struct
	opts - Options:	:num_features - Number of features to display (default: 10)
	:feature_names - Map of feature_index => name



Returns
  String containing formatted explanation
Examples
iex> explanation = %CrucibleXAI.Explanation{
...>   instance: [1.0, 2.0],
...>   feature_weights: %{0 => 0.5, 1 => -0.3},
...>   intercept: 1.0,
...>   score: 0.95,
...>   method: :lime,
...>   metadata: %{}
...> }
iex> text = CrucibleXAI.Explanation.to_text(explanation)
iex> String.contains?(text, "LIME")
true

  



  
    
      
    
    
      top_features(explanation, k)



        
          
        

    

  


  

      

          @spec top_features(t(), pos_integer()) :: [{integer(), float()}]


      


Get top k features by absolute weight.
Returns a list of {feature_index, weight} tuples sorted by absolute weight
in descending order.
Parameters
	explanation - The explanation struct
	k - Number of top features to return

Returns
  List of {feature_index, weight} tuples
Examples
iex> explanation = %CrucibleXAI.Explanation{
...>   instance: [1, 2, 3],
...>   feature_weights: %{0 => 0.5, 1 => -0.8, 2 => 0.3},
...>   method: :lime
...> }
iex> CrucibleXAI.Explanation.top_features(explanation, 2)
[{1, -0.8}, {0, 0.5}]
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Feature attribution methods for quantifying feature importance.
This module provides multiple methods for understanding which features
contribute most to model predictions. Different methods have different
trade-offs in terms of speed, interpretability, and theoretical guarantees.
Available Methods
	Permutation Importance: Model-agnostic, measures performance degradation
	Gradient-based: For differentiable models (future)
	Occlusion-based: Measures prediction change when features are removed (future)

Method Comparison
	Method	Speed	Model Requirements	Interpretability
	Permutation	Medium	Any	High
	Gradient×Input	Fast	Differentiable	Medium
	Integrated Gradients	Slow	Differentiable	High
	Occlusion	Slow	Any	High

Examples
# Permutation importance
predict_fn = fn [x, y] -> 2.0 * x + 3.0 * y end
validation_data = [{[1.0, 1.0], 5.0}, {[2.0, 2.0], 10.0}]

importance = CrucibleXAI.FeatureAttribution.permutation_importance(
  predict_fn,
  validation_data,
  metric: :mse
)

      


      
        Summary


  
    Functions
  


    
      
        permutation_importance(predict_fn, validation_data, opts \\ [])

      


        Calculate permutation importance for features.



    


    
      
        top_k(importance_map, k)

      


        Get top k features by importance from any attribution method.
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      permutation_importance(predict_fn, validation_data, opts \\ [])



        
          
        

    

  


  

      

          @spec permutation_importance((any() -> any()), [{list(), number()}, ...], Keyword.t()) ::
  %{
    required(integer()) => %{importance: float(), std_dev: float()}
  }


      


Calculate permutation importance for features.
Delegates to CrucibleXAI.FeatureAttribution.Permutation.calculate/3.
Parameters
	predict_fn - Prediction function
	validation_data - List of {instance, label} tuples
	opts - Options:	:metric - Performance metric (:mse, :mae, :accuracy)
	:num_repeats - Number of permutations per feature



Returns
  Map of feature_index => %{importance: float, std_dev: float}
Examples
iex> predict_fn = fn [x] -> x * 2.0 end
iex> data = [{[1.0], 2.0}, {[2.0], 4.0}]
iex> imp = CrucibleXAI.FeatureAttribution.permutation_importance(predict_fn, data, num_repeats: 2)
iex> is_map(imp)
true

  



  
    
      
    
    
      top_k(importance_map, k)



        
          
        

    

  


  

      

          @spec top_k(%{required(integer()) => map()}, pos_integer()) :: [{integer(), map()}]


      


Get top k features by importance from any attribution method.
Parameters
	importance_map - Map of feature_index => stats
	k - Number of top features

Returns
  List of {feature_index, stats} sorted by importance
Examples
iex> importance = %{0 => %{importance: 0.3}, 1 => %{importance: 0.8}}
iex> top = CrucibleXAI.FeatureAttribution.top_k(importance, 1)
iex> {idx, _} = hd(top)
iex> idx
1
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Permutation importance for feature attribution.
Measures the increase in model error when a feature's values are randomly
shuffled. If a feature is important, shuffling it will significantly
degrade model performance. If a feature is irrelevant, shuffling it
will have little effect.
Algorithm
	Measure baseline performance on validation set
	For each feature:
a. Shuffle that feature's values across the dataset
b. Measure performance on shuffled data
c. Importance = baseline_score - shuffled_score
	Repeat multiple times and compute mean and standard deviation

Advantages
	Model-agnostic
	Accounts for feature interactions
	Easy to interpret (change in performance metric)

Disadvantages
	Requires validation dataset
	Can be slow for many features
	May create unrealistic feature combinations when features are correlated

Examples
iex> predict_fn = fn [x, y] -> 2.0 * x + 3.0 * y end
iex> validation_data = [{[1.0, 1.0], 5.0}, {[2.0, 2.0], 10.0}]
iex> importance = CrucibleXAI.FeatureAttribution.Permutation.calculate(predict_fn, validation_data, num_repeats: 2)
iex> is_map(importance)
true

      


      
        Summary


  
    Functions
  


    
      
        calculate(predict_fn, validation_data, opts \\ [])

      


        Calculate permutation importance for each feature.



    


    
      
        top_k(importance_map, k)

      


        Get top k features by importance.



    





      


      
        Functions


        


    

  
    
      
    
    
      calculate(predict_fn, validation_data, opts \\ [])



        
          
        

    

  


  

      

          @spec calculate(function(), [{list(), number()}], keyword()) :: %{
  required(integer()) => %{importance: float(), std_dev: float()}
}


      


Calculate permutation importance for each feature.
Parameters
	predict_fn - Prediction function
	validation_data - List of {features, label} tuples
	opts - Options:	:metric - Performance metric (:mse, :mae, :accuracy) (default: :mse)
	:num_repeats - Number of permutations per feature (default: 10)



Returns
  Map of feature_index => %{importance: float, std_dev: float}
Examples
iex> predict_fn = fn [x] -> x * 2.0 end
iex> data = [{[1.0], 2.0}, {[2.0], 4.0}, {[3.0], 6.0}]
iex> result = CrucibleXAI.FeatureAttribution.Permutation.calculate(predict_fn, data, num_repeats: 2)
iex> Map.has_key?(result, 0)
true
iex> is_float(result[0][:importance])
true

  



  
    
      
    
    
      top_k(importance_map, k)



        
          
        

    

  


  

      

          @spec top_k(%{required(integer()) => map()}, pos_integer()) :: [{integer(), map()}]


      


Get top k features by importance.
Parameters
	importance_map - Map from calculate/3
	k - Number of top features to return

Returns
  List of {feature_index, stats} tuples sorted by importance
Examples
iex> importance = %{0 => %{importance: 0.5, std_dev: 0.1}, 1 => %{importance: 0.8, std_dev: 0.2}}
iex> top = CrucibleXAI.FeatureAttribution.Permutation.top_k(importance, 1)
iex> length(top)
1
iex> {idx, _} = hd(top)
iex> idx
1

  


        

      


  

    
CrucibleXAI.Global.ALE 
    



      
Accumulated Local Effects (ALE) for global interpretation.
ALE is more robust than PDP when features are correlated. Instead of
marginalizing over the entire dataset (like PDP), ALE computes local
effects by looking at prediction changes within small neighborhoods.
Why ALE > PDP for Correlated Features
	PDP problem: With correlated features, PDP creates unrealistic instances
(e.g., if age and experience are correlated, PDP might evaluate age=20 with
experience=30 years, which never occurs in real data)

	ALE solution: Only looks at local changes within bins of similar instances,
avoiding extrapolation to unrealistic combinations


Algorithm
	Divide feature range into bins (quantile-based for equal representation)
	For each bin:	Find instances in that bin
	Compute effect = avg[f(upper_edge, x_other) - f(lower_edge, x_other)]


	Accumulate effects across bins
	Center by subtracting mean (for interpretability)

References
	Apley, D. W., & Zhu, J. (2020). "Visualizing the Effects of Predictor Variables
in Black Box Supervised Learning Models"
	Molnar, C. (2022). "Interpretable Machine Learning" (Chapter on ALE)

Examples
predict_fn = fn [x, y] -> 2.0 * x + 3.0 * y end
data = [[1.0, 1.0], [2.0, 2.0], [3.0, 3.0]]

ale = CrucibleXAI.Global.ALE.accumulated_local_effects(predict_fn, data, 0, num_bins: 5)
# => %{bin_centers: [...], effects: [...], feature_index: 0}

      


      
        Summary


  
    Functions
  


    
      
        accumulated_local_effects(predict_fn, data, feature_index, opts \\ [])

      


        Compute accumulated local effects for a feature.



    


    
      
        compute_bin_edges(data, feature_index, num_bins)

      


        Compute bin edges using quantiles for equal representation.



    


    
      
        local_effect_in_bin(predict_fn, instances_in_bin, feature_index, bin_min, bin_max)

      


        Compute local effect within a bin.



    





      


      
        Functions


        


    

  
    
      
    
    
      accumulated_local_effects(predict_fn, data, feature_index, opts \\ [])



        
          
        

    

  


  

      

          @spec accumulated_local_effects(function(), [[float()]], integer(), keyword()) ::
  map()


      


Compute accumulated local effects for a feature.
Parameters
	predict_fn - Prediction function
	data - Dataset (list of instances)
	feature_index - Index of feature to analyze
	opts - Options:	:num_bins - Number of bins for discretization (default: 10)



Returns
  Map with:
	:bin_centers - Center value of each bin
	:effects - Accumulated local effects for each bin
	:feature_index - The feature that was analyzed

Examples
iex> predict_fn = fn [x, y] -> x + y end
iex> data = [[1.0, 2.0], [2.0, 3.0], [3.0, 4.0], [4.0, 5.0]]
iex> ale = CrucibleXAI.Global.ALE.accumulated_local_effects(predict_fn, data, 0, num_bins: 2)
iex> is_map(ale)
true
iex> Map.has_key?(ale, :effects)
true

  



  
    
      
    
    
      compute_bin_edges(data, feature_index, num_bins)



        
          
        

    

  


  

      

          @spec compute_bin_edges([[float()]], integer(), integer()) :: [float()]


      


Compute bin edges using quantiles for equal representation.
Parameters
	data - Dataset
	feature_index - Feature to bin
	num_bins - Number of bins

Returns
  List of bin edges (length = num_bins + 1)
Examples
iex> data = [[1.0, 5.0], [2.0, 6.0], [3.0, 7.0]]
iex> edges = CrucibleXAI.Global.ALE.compute_bin_edges(data, 0, 2)
iex> length(edges)
3

  



  
    
      
    
    
      local_effect_in_bin(predict_fn, instances_in_bin, feature_index, bin_min, bin_max)



        
          
        

    

  


  

      

          @spec local_effect_in_bin(function(), [[float()]], integer(), float(), float()) ::
  float()


      


Compute local effect within a bin.
For instances in the bin, average the difference:
f(upper_edge, other_features) - f(lower_edge, other_features)
Parameters
	predict_fn - Prediction function
	instances_in_bin - Instances that fall in this bin
	feature_index - Feature being analyzed
	bin_min - Lower edge of bin
	bin_max - Upper edge of bin

Returns
  Float representing average local effect in this bin

  


        

      


  

    
CrucibleXAI.Global.ICE 
    



      
Individual Conditional Expectation (ICE) plots for global interpretation.
ICE plots show how predictions change for individual instances as a
feature varies. Unlike PDP which averages across instances, ICE shows
one curve per instance, revealing heterogeneity in the model's behavior.
How It Works
	Choose a feature to analyze
	Create a grid of values for that feature
	For EACH instance in the dataset:	Replace the feature with each grid value
	Get predictions for the instance at each grid value
	Store the curve (grid_values → predictions)


	Return all individual curves

ICE vs PDP
	PDP: Average effect (single curve)
	ICE: Individual effects (one curve per instance)
	Relationship: PDP = Average of ICE curves

Centered ICE
Subtract the first prediction from each curve to show relative changes.
This makes it easier to see if curves are parallel (additive effect) or
have different slopes (interactions).
References
	Goldstein et al. (2015). "Peeking Inside the Black Box: Visualizing
Statistical Learning with Plots of Individual Conditional Expectation"

Examples
predict_fn = fn [x, y] -> 2.0 * x + 3.0 * y end
data = [[1.0, 1.0], [2.0, 2.0], [3.0, 3.0]]

ice = CrucibleXAI.Global.ICE.ice_curves(predict_fn, data, 0, num_grid_points: 10)
# => %{grid_values: [...], curves: [[...], [...], [...]]}

# Center the curves
centered = CrucibleXAI.Global.ICE.centered_ice(ice)

      


      
        Summary


  
    Functions
  


    
      
        average_ice_curves(ice_result)

      


        Average ICE curves to produce PDP.



    


    
      
        centered_ice(ice_result)

      


        Center ICE curves by subtracting the first prediction.



    


    
      
        ice_curves(predict_fn, data, feature_index, opts \\ [])

      


        Compute ICE curves for a feature.



    





      


      
        Functions


        


  
    
      
    
    
      average_ice_curves(ice_result)



        
          
        

    

  


  

      

          @spec average_ice_curves(map()) :: [float()]


      


Average ICE curves to produce PDP.
The average of all ICE curves equals the PDP.
Parameters
	ice_result - Result from ice_curves/4

Returns
  List of average predictions (same as PDP predictions)
Examples
iex> ice = %{curves: [[1.0, 2.0], [3.0, 4.0]]}
iex> avg = CrucibleXAI.Global.ICE.average_ice_curves(ice)
iex> avg
[2.0, 3.0]

  



  
    
      
    
    
      centered_ice(ice_result)



        
          
        

    

  


  

      

          @spec centered_ice(%{curves: list(), grid_values: any(), feature_index: any()}) :: %{
  curves: list(),
  grid_values: any(),
  feature_index: any()
}


      


Center ICE curves by subtracting the first prediction.
This shows relative changes from the baseline (first grid point),
making it easier to see if curves are parallel.
Parameters
	ice_result - Result from ice_curves/4

Returns
  ICE result with centered curves
Examples
iex> ice = %{grid_values: [1.0, 2.0], curves: [[10.0, 12.0], [5.0, 7.0]], feature_index: 0}
iex> centered = CrucibleXAI.Global.ICE.centered_ice(ice)
iex> hd(hd(centered.curves))
0.0

  



    

  
    
      
    
    
      ice_curves(predict_fn, data, feature_index, opts \\ [])



        
          
        

    

  


  

      

          @spec ice_curves(function(), [[float()]], integer(), keyword()) :: map()


      


Compute ICE curves for a feature.
Parameters
	predict_fn - Prediction function
	data - Dataset (list of instances)
	feature_index - Index of feature to analyze
	opts - Options:	:num_grid_points - Number of grid points (default: 20)
	:grid_range - Custom range as {min, max}



Returns
  Map with:
	:grid_values - List of feature values
	:curves - List of curves (one per instance), each curve is a list of predictions
	:feature_index - The feature that was analyzed

Examples
iex> predict_fn = fn [x, y] -> x + y end
iex> data = [[1.0, 2.0], [3.0, 4.0]]
iex> ice = CrucibleXAI.Global.ICE.ice_curves(predict_fn, data, 0, num_grid_points: 3)
iex> is_map(ice)
true
iex> length(ice.curves)
2

  


        

      


  

    
CrucibleXAI.Global.Interaction 
    



      
Feature interaction detection using Friedman's H-statistic.
The H-statistic measures the strength of interaction between features
by comparing the variance in 2D partial dependence to the sum of
variances in 1D partial dependences.
H-Statistic Interpretation
	H = 0: No interaction (features are additive)
	0 < H < 0.3: Weak interaction
	0.3 ≤ H < 0.7: Moderate interaction
	H ≥ 0.7: Strong interaction
	H = 1: Pure interaction (effect entirely from interaction)

Formula
H² = Var(PD_ij - PD_i - PD_j) / Var(PD_ij)
Where:
	PD_ij is the 2D partial dependence for features i and j
	PD_i is the 1D partial dependence for feature i
	PD_j is the 1D partial dependence for feature j

Use Cases
	Identify which features interact
	Guide feature engineering
	Detect non-additive effects
	Validate model assumptions

References
	Friedman, J. H., & Popescu, B. E. (2008). "Predictive Learning via Rule Ensembles"
	Molnar, C. (2022). "Interpretable Machine Learning" (Chapter on Feature Interactions)

Examples
predict_fn = fn [x, y, z] -> x + y + 0.5 * x * y + z end
data = [[1.0, 2.0, 3.0], [2.0, 3.0, 4.0], ...]

# Check interaction between x and y
h = CrucibleXAI.Global.Interaction.h_statistic(predict_fn, data, {0, 1})
# => 0.45 (moderate interaction)

      


      
        Summary


  
    Functions
  


    
      
        find_all_interactions(predict_fn, data, opts \\ [])

      


        Find all pairwise feature interactions.



    


    
      
        h_statistic(predict_fn, data, arg, opts \\ [])

      


        Compute H-statistic for a pair of features.



    


    
      
        interaction_strength(predict_fn, data, feature_i, feature_j, opts \\ [])

      


        Compute interaction strength with metadata.



    





      


      
        Functions


        


    

  
    
      
    
    
      find_all_interactions(predict_fn, data, opts \\ [])



        
          
        

    

  


  

      

          @spec find_all_interactions(function(), [[float()]], keyword()) :: [map()]


      


Find all pairwise feature interactions.
Computes H-statistic for all feature pairs and optionally sorts/filters.
Parameters
	predict_fn - Prediction function
	data - Dataset
	opts - Options:	:num_grid_points - Grid resolution (default: 10)
	:sort - Sort by interaction strength (default: false)
	:threshold - Only return interactions above threshold (default: 0.0)



Returns
  List of interaction strength maps
Examples
iex> predict_fn = fn [x, y] -> x + y end
iex> data = [[1.0, 2.0], [2.0, 3.0]]
iex> ints = CrucibleXAI.Global.Interaction.find_all_interactions(predict_fn, data)
iex> is_list(ints)
true

  



    

  
    
      
    
    
      h_statistic(predict_fn, data, arg, opts \\ [])



        
          
        

    

  


  

      

          @spec h_statistic(function(), [[float()]], {integer(), integer()}, keyword()) ::
  float()


      


Compute H-statistic for a pair of features.
Parameters
	predict_fn - Prediction function
	data - Dataset (list of instances)
	feature_pair - Tuple {feature_i, feature_j}
	opts - Options:	:num_grid_points - Grid resolution (default: 10)



Returns
  Float between 0 and 1 representing interaction strength
Examples
iex> predict_fn = fn [x, y] -> x + y end
iex> data = [[1.0, 2.0], [2.0, 3.0], [3.0, 4.0]]
iex> h = CrucibleXAI.Global.Interaction.h_statistic(predict_fn, data, {0, 1}, num_grid_points: 3)
iex> is_float(h)
true
iex> h >= 0.0 and h <= 1.0
true

  



    

  
    
      
    
    
      interaction_strength(predict_fn, data, feature_i, feature_j, opts \\ [])



        
          
        

    

  


  

      

          @spec interaction_strength(
  (any() -> any()),
  [[float()]],
  integer(),
  integer(),
  Keyword.t()
) :: %{
  feature_pair: {integer(), integer()},
  h_statistic: float(),
  interpretation: String.t()
}


      


Compute interaction strength with metadata.
Returns a map with the H-statistic and interpretation.
Parameters
	predict_fn - Prediction function
	data - Dataset
	feature_i - First feature index
	feature_j - Second feature index
	opts - Options (same as h_statistic/4)

Returns
  Map with:
	:h_statistic - The H value
	:feature_pair - The analyzed feature pair
	:interpretation - Text interpretation of strength

Examples
iex> predict_fn = fn [x, y] -> x + y end
iex> data = [[1.0, 2.0], [2.0, 3.0]]
iex> result = CrucibleXAI.Global.Interaction.interaction_strength(predict_fn, data, 0, 1)
iex> is_map(result)
true
iex> Map.has_key?(result, :interpretation)
true

  


        

      


  

    
CrucibleXAI.Global.PDP 
    



      
Partial Dependence Plots (PDP) for global model interpretation.
PDP shows the marginal effect of one or two features on the predicted
outcome by averaging predictions over the dataset while varying the
feature(s) of interest.
How It Works (1D PDP)
	Choose a feature to analyze
	Create a grid of values for that feature
	For each grid value:	Replace the feature with that value in ALL data instances
	Get predictions for all modified instances
	Average the predictions


	Plot grid values vs. average predictions

Interpretation
	Shows the average effect of a feature on predictions
	Reveals functional relationship (linear, quadratic, etc.)
	Can identify thresholds and non-linearities
	Assumes features are independent (can be misleading with correlations)

References
	Friedman, J. H. (2001). "Greedy Function Approximation: A Gradient Boosting Machine"
	Molnar, C. (2022). "Interpretable Machine Learning" (Chapter on PDP)

Examples
predict_fn = fn [x, y] -> 2.0 * x + 3.0 * y end
data = [[1.0, 1.0], [2.0, 2.0], [3.0, 3.0]]

# 1D PDP for feature 0
pdp = CrucibleXAI.Global.PDP.partial_dependence(predict_fn, data, 0, num_grid_points: 10)
# => %{grid_values: [...], predictions: [...], feature_index: 0}

      


      
        Summary


  
    Functions
  


    
      
        create_grid(data, feature_index, num_points, opts \\ [])

      


        Create evenly spaced grid for a feature.



    


    
      
        partial_dependence(predict_fn, data, feature_index, opts \\ [])

      


        Compute 1D partial dependence for a single feature.



    


    
      
        partial_dependence_2d(predict_fn, data, arg, opts \\ [])

      


        Compute 2D partial dependence for a pair of features.



    





      


      
        Functions


        


    

  
    
      
    
    
      create_grid(data, feature_index, num_points, opts \\ [])



        
          
        

    

  


  

      

          @spec create_grid([[float()]], integer(), integer(), keyword()) :: [float()]


      


Create evenly spaced grid for a feature.
Parameters
	data - Dataset
	feature_index - Feature to create grid for
	num_points - Number of grid points
	opts - Options:	:grid_range - Custom range as {min, max}



Returns
  List of evenly spaced values
Examples
iex> data = [[1.0, 5.0], [3.0, 6.0], [5.0, 7.0]]
iex> grid = CrucibleXAI.Global.PDP.create_grid(data, 0, 5)
iex> length(grid)
5

  



    

  
    
      
    
    
      partial_dependence(predict_fn, data, feature_index, opts \\ [])



        
          
        

    

  


  

      

          @spec partial_dependence(function(), [[float()]], integer(), keyword()) :: map()


      


Compute 1D partial dependence for a single feature.
Parameters
	predict_fn - Prediction function
	data - Dataset (list of instances)
	feature_index - Index of feature to analyze
	opts - Options:	:num_grid_points - Number of grid points (default: 20)
	:grid_range - Custom range as {min, max} (default: auto-detect from data)



Returns
  Map with:
	:grid_values - List of feature values
	:predictions - List of average predictions at each grid value
	:feature_index - The feature that was analyzed

Examples
iex> predict_fn = fn [x, y] -> x + y end
iex> data = [[1.0, 2.0], [3.0, 4.0]]
iex> pdp = CrucibleXAI.Global.PDP.partial_dependence(predict_fn, data, 0, num_grid_points: 3)
iex> is_map(pdp)
true
iex> Map.has_key?(pdp, :grid_values)
true

  



    

  
    
      
    
    
      partial_dependence_2d(predict_fn, data, arg, opts \\ [])



        
          
        

    

  


  

      

          @spec partial_dependence_2d(
  function(),
  [[float()]],
  {integer(), integer()},
  keyword()
) :: map()


      


Compute 2D partial dependence for a pair of features.
Shows interaction effects between two features.
Parameters
	predict_fn - Prediction function
	data - Dataset (list of instances)
	feature_pair - Tuple of {feature_index_1, feature_index_2}
	opts - Options:	:num_grid_points - Grid points per feature (default: 10)
	:grid_range_x - Range for first feature
	:grid_range_y - Range for second feature



Returns
  Map with:
	:grid_values_x - Grid values for first feature
	:grid_values_y - Grid values for second feature
	:predictions - 2D matrix of average predictions
	:feature_indices - The feature pair that was analyzed

Examples
iex> predict_fn = fn [x, y] -> x + y end
iex> data = [[1.0, 2.0], [3.0, 4.0]]
iex> pdp = CrucibleXAI.Global.PDP.partial_dependence_2d(predict_fn, data, {0, 1}, num_grid_points: 3)
iex> is_map(pdp)
true

  


        

      


  

    
CrucibleXAI.GradientAttribution 
    



      
Gradient-based attribution methods for neural networks.
These methods use gradients (derivatives) to attribute importance to input features.
They work best with differentiable models like neural networks.
Methods
	Gradient × Input: Simple multiplication of gradients with input values
	Integrated Gradients: Path integral of gradients from baseline to input
	SmoothGrad: Average of gradients with added noise for smoother attributions

Requirements
	Model must be differentiable (implemented with Nx)
	Model function should take Nx tensors as input
	Model function should return a scalar output

References
	Shrikumar et al. (2016). "Not Just a Black Box: Learning Important Features Through Propagating Activation Differences"
	Sundararajan et al. (2017). "Axiomatic Attribution for Deep Networks"
	Smilkov et al. (2017). "SmoothGrad: removing noise by adding noise"

Examples
# Simple gradient × input
model_fn = fn params -> Nx.sum(Nx.pow(params, 2)) end
instance = Nx.tensor([3.0, 4.0])

attributions = CrucibleXAI.GradientAttribution.gradient_x_input(model_fn, instance)
# => Tensor with attribution scores for each feature

      


      
        Summary


  
    Functions
  


    
      
        compute_gradients(model_fn, instance)

      


        Compute gradients of model output with respect to input.



    


    
      
        gradient_x_input(model_fn, instance)

      


        Compute Gradient × Input attribution.



    


    
      
        integrated_gradients(model_fn, instance, baseline, opts \\ [])

      


        Compute Integrated Gradients attribution.



    


    
      
        smooth_grad(model_fn, instance, opts \\ [])

      


        Compute SmoothGrad attribution.



    





      


      
        Functions


        


  
    
      
    
    
      compute_gradients(model_fn, instance)



        
          
        

    

  


  

      

          @spec compute_gradients(function(), Nx.Tensor.t()) :: Nx.Tensor.t()


      


Compute gradients of model output with respect to input.
Uses Nx's automatic differentiation to compute ∂f/∂x_i for each input feature.
Parameters
	model_fn - Differentiable model function
	instance - Input instance as Nx tensor

Returns
  Nx tensor with gradient values (same shape as input)
Examples
iex> model_fn = fn params -> Nx.sum(Nx.multiply(params, Nx.tensor([2.0, 3.0]))) end
iex> instance = Nx.tensor([1.0, 1.0])
iex> grads = CrucibleXAI.GradientAttribution.compute_gradients(model_fn, instance)
iex> Nx.shape(grads)
{2}

  



  
    
      
    
    
      gradient_x_input(model_fn, instance)



        
          
        

    

  


  

      

          @spec gradient_x_input(function(), Nx.Tensor.t()) :: Nx.Tensor.t()


      


Compute Gradient × Input attribution.
This is the simplest gradient-based attribution method:
attribution_i = (∂f/∂x_i) * x_i
Parameters
	model_fn - Differentiable model function that takes Nx tensor and returns scalar
	instance - Input instance as Nx tensor

Returns
  Nx tensor with attribution scores (same shape as input)
Examples
iex> model_fn = fn params -> Nx.sum(Nx.multiply(params, Nx.tensor([2.0, 3.0]))) end
iex> instance = Nx.tensor([5.0, 4.0])
iex> attrs = CrucibleXAI.GradientAttribution.gradient_x_input(model_fn, instance)
iex> Nx.shape(attrs)
{2}

  



    

  
    
      
    
    
      integrated_gradients(model_fn, instance, baseline, opts \\ [])



        
          
        

    

  


  

      

          @spec integrated_gradients(function(), Nx.Tensor.t(), Nx.Tensor.t(), keyword()) ::
  Nx.Tensor.t()


      


Compute Integrated Gradients attribution.
Integrated Gradients computes the attribution by integrating gradients
along a straight path from a baseline to the input. This method satisfies
important axioms like completeness and sensitivity.
The formula:
IG_i = (x_i - baseline_i) * ∫₀¹ (∂f/∂x_i)(baseline + α(x - baseline)) dα
In practice, the integral is approximated using a Riemann sum with
discrete steps.
Parameters
	model_fn - Differentiable model function
	instance - Input instance as Nx tensor
	baseline - Baseline instance as Nx tensor (typically zeros)
	opts - Options:	:steps - Number of interpolation steps (default: 50)



Returns
  Nx tensor with attribution scores (same shape as input)
Examples
iex> model_fn = fn params -> Nx.sum(Nx.multiply(params, Nx.tensor([2.0, 3.0]))) end
iex> instance = Nx.tensor([5.0, 4.0])
iex> baseline = Nx.tensor([0.0, 0.0])
iex> attrs = CrucibleXAI.GradientAttribution.integrated_gradients(model_fn, instance, baseline, steps: 50)
iex> Nx.shape(attrs)
{2}

  



    

  
    
      
    
    
      smooth_grad(model_fn, instance, opts \\ [])



        
          
        

    

  


  

      

          @spec smooth_grad(function(), Nx.Tensor.t(), keyword()) :: Nx.Tensor.t()


      


Compute SmoothGrad attribution.
SmoothGrad computes attributions by averaging gradient × input over
multiple noisy versions of the input. This reduces noise and creates
smoother, more visually coherent attribution maps.
The algorithm:
	Generate n_samples noisy versions of the input
	Compute gradient × input for each noisy sample
	Average the attributions

Parameters
	model_fn - Differentiable model function
	instance - Input instance as Nx tensor
	opts - Options:	:noise_level - Standard deviation of Gaussian noise (default: 0.15)
	:n_samples - Number of noisy samples to average (default: 50)



Returns
  Nx tensor with smoothed attribution scores (same shape as input)
Examples
iex> model_fn = fn params -> Nx.sum(Nx.pow(params, 2)) end
iex> instance = Nx.tensor([3.0, 4.0])
iex> attrs = CrucibleXAI.GradientAttribution.smooth_grad(model_fn, instance, noise_level: 0.1, n_samples: 30)
iex> Nx.shape(attrs)
{2}

  


        

      


  

    
CrucibleXAI.LIME 
    



      
Local Interpretable Model-agnostic Explanations (LIME).
LIME explains individual predictions by approximating the model locally
with an interpretable linear model. It generates perturbed samples around
the instance, gets predictions from the black-box model, and fits a
weighted linear model to approximate local behavior.
Algorithm Overview
	Perturbation: Generate samples around the instance to explain
	Prediction: Get predictions from the black-box model for samples
	Weighting: Weight samples by proximity to the instance (kernel)
	Feature Selection: Optionally select top K most important features
	Approximation: Fit interpretable linear model on weighted samples
	Explanation: Extract feature weights as the explanation

References
Ribeiro, M. T., Singh, S., & Guestrin, C. (2016).
"Why Should I Trust You?": Explaining the Predictions of Any Classifier. KDD.
Examples
# Explain a simple model
predict_fn = fn [x, y] -> 2.0 * x + 3.0 * y + 1.0 end
instance = [1.0, 2.0]
explanation = CrucibleXAI.LIME.explain(instance, predict_fn)

# Customize parameters
explanation = CrucibleXAI.LIME.explain(
  instance,
  predict_fn,
  num_samples: 5000,
  kernel_width: 0.75,
  num_features: 5,
  feature_selection: :forward_selection
)

      


      
        Summary


  
    Types
  


    
      
        predict_fn()

      


    





  
    Functions
  


    
      
        explain(instance, predict_fn, opts \\ [])

      


        Explain a single prediction using LIME.



    


    
      
        explain_batch(instances, predict_fn, opts \\ [])

      


        Explain multiple instances in parallel.



    





      


      
        Types


        


  
    
      
    
    
      predict_fn()



        
          
        

    

  


  

      

          @type predict_fn() :: (any() -> number() | Nx.Tensor.t())


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      explain(instance, predict_fn, opts \\ [])



        
          
        

    

  


  

      

          @spec explain(any(), predict_fn(), keyword()) :: CrucibleXAI.Explanation.t()


      


Explain a single prediction using LIME.
Parameters
	instance - The instance to explain (list or Nx.Tensor)
	predict_fn - Function that takes input and returns prediction
	opts - Options (see module attributes for defaults)

Options
	:num_samples - Number of perturbed samples (default: 5000)
	:kernel_width - Width of proximity kernel (default: 0.75)
	:kernel - Kernel function (default: :exponential)
	:num_features - Number of features in explanation (default: 10)
	:feature_selection - Method for selecting features (default: :highest_weights)
	:model_type - Interpretable model type (default: :linear_regression)
	:sampling_method - Sampling strategy (default: :gaussian)

Returns
  %Explanation{} struct with feature weights and metadata
Examples
iex> predict_fn = fn [x] -> x * 2.0 end
iex> instance = [5.0]
iex> explanation = CrucibleXAI.LIME.explain(instance, predict_fn, num_samples: 100)
iex> explanation.method
:lime
iex> is_map(explanation.feature_weights)
true

  



    

  
    
      
    
    
      explain_batch(instances, predict_fn, opts \\ [])



        
          
        

    

  


  

      

          @spec explain_batch(list(), predict_fn(), keyword()) :: [CrucibleXAI.Explanation.t()]


      


Explain multiple instances in parallel.
Parameters
	instances - List of instances to explain
	predict_fn - Prediction function
	opts - Options (same as explain/3 plus batch options):	:parallel - Enable parallel processing (default: false)
	:max_concurrency - Max concurrent tasks (default: System.schedulers_online())
	:timeout - Timeout per instance in ms (default: 30_000)
	:on_error - Error handling: :skip or :raise (default: :raise)



Returns
  List of %Explanation{} structs
Examples
iex> predict_fn = fn [x] -> x * 2.0 end
iex> instances = [[1.0], [2.0], [3.0]]
iex> explanations = CrucibleXAI.LIME.explain_batch(instances, predict_fn, num_samples: 50)
iex> length(explanations)
3
iex> Enum.all?(explanations, fn exp -> exp.method == :lime end)
true

# Parallel processing for faster batch explanations
iex> explanations = CrucibleXAI.LIME.explain_batch(instances, predict_fn, num_samples: 50, parallel: true)
iex> length(explanations)
3

  


        

      


  

    
CrucibleXAI.LIME.FeatureSelection 
    



      
Feature selection methods for LIME explanations.
Reduces explanation complexity by selecting the most important features.
This makes explanations more interpretable and focuses on the features
that matter most for a particular prediction.
Available Methods
	:highest_weights - Select features with largest absolute coefficients (fastest)
	:forward_selection - Greedy forward selection based on R² improvement
	:lasso - L1 regularization to drive coefficients to zero (via high lambda Ridge)

Examples
iex> samples = [[1, 2, 3], [4, 5, 6], [7, 8, 9]]
iex> labels = [6.0, 15.0, 24.0]
iex> weights = [1.0, 1.0, 1.0]
iex> selected = CrucibleXAI.LIME.FeatureSelection.highest_weights(samples, labels, weights, 2)
iex> length(selected)
2

      


      
        Summary


  
    Functions
  


    
      
        forward_selection(samples, labels, weights, k)

      


        Forward selection: iteratively add features that improve fit most.



    


    
      
        highest_weights(samples, labels, weights, k)

      


        Select features with highest absolute coefficients.



    


    
      
        lasso(samples, labels, weights, k)

      


        Lasso-like feature selection using high L1 regularization.



    


    
      
        select_features(samples, labels, weights, k, method \\ :highest_weights)

      


        Select features using specified method.



    





      


      
        Functions


        


  
    
      
    
    
      forward_selection(samples, labels, weights, k)



        
          
        

    

  


  

      

          @spec forward_selection(
  list() | Nx.Tensor.t(),
  list() | Nx.Tensor.t(),
  list() | Nx.Tensor.t(),
  non_neg_integer()
) :: [non_neg_integer()]


      


Forward selection: iteratively add features that improve fit most.
Greedy algorithm that starts with no features and adds one at a time,
choosing the feature that most improves the R² score at each step.
Parameters
	samples - Training samples (list of lists or Nx.Tensor)
	labels - Target values (list or Nx.Tensor)
	weights - Sample weights (list or Nx.Tensor)
	k - Number of features to select

Returns
  List of selected feature indices in order of selection
Examples
iex> samples = [[1, 0], [2, 0], [3, 1]]
iex> labels = [2.0, 4.0, 6.0]
iex> weights = [1.0, 1.0, 1.0]
iex> selected = CrucibleXAI.LIME.FeatureSelection.forward_selection(samples, labels, weights, 1)
iex> length(selected)
1

  



  
    
      
    
    
      highest_weights(samples, labels, weights, k)



        
          
        

    

  


  

      

          @spec highest_weights(
  list() | Nx.Tensor.t(),
  list() | Nx.Tensor.t(),
  list() | Nx.Tensor.t(),
  non_neg_integer()
) :: [non_neg_integer()]


      


Select features with highest absolute coefficients.
Fits a weighted linear model and selects the k features with the
largest absolute coefficients. This is the fastest method but doesn't
account for feature interactions.
Parameters
	samples - Training samples (list of lists or Nx.Tensor)
	labels - Target values (list or Nx.Tensor)
	weights - Sample weights (list or Nx.Tensor)
	k - Number of features to select

Returns
  List of selected feature indices sorted by importance (descending)
Examples
iex> samples = [[1, 0, 0], [0, 1, 0], [0, 0, 1]]
iex> labels = [2.0, 3.0, 1.0]
iex> weights = [1.0, 1.0, 1.0]
iex> selected = CrucibleXAI.LIME.FeatureSelection.highest_weights(samples, labels, weights, 2)
iex> length(selected)
2

  



  
    
      
    
    
      lasso(samples, labels, weights, k)



        
          
        

    

  


  

      

          @spec lasso(
  list() | Nx.Tensor.t(),
  list() | Nx.Tensor.t(),
  list() | Nx.Tensor.t(),
  non_neg_integer()
) :: [non_neg_integer()]


      


Lasso-like feature selection using high L1 regularization.
Uses progressively higher Ridge regularization to approximate Lasso behavior,
selecting features with non-zero coefficients. This is a simplified approach
since true Lasso requires specialized optimization.
Parameters
	samples - Training samples (list of lists or Nx.Tensor)
	labels - Target values (list or Nx.Tensor)
	weights - Sample weights (list or Nx.Tensor)
	k - Number of features to select

Returns
  List of selected feature indices
Examples
iex> samples = [[1, 2], [3, 4], [5, 6]]
iex> labels = [3.0, 7.0, 11.0]
iex> weights = [1.0, 1.0, 1.0]
iex> selected = CrucibleXAI.LIME.FeatureSelection.lasso(samples, labels, weights, 1)
iex> length(selected)
1

  



    

  
    
      
    
    
      select_features(samples, labels, weights, k, method \\ :highest_weights)



        
          
        

    

  


  

      

          @spec select_features(
  list() | Nx.Tensor.t(),
  list() | Nx.Tensor.t(),
  list() | Nx.Tensor.t(),
  non_neg_integer(),
  :forward_selection | :highest_weights | :lasso
) :: [non_neg_integer()]


      


Select features using specified method.
Dispatcher function that calls the appropriate selection method.
Parameters
	samples - Training samples
	labels - Target values
	weights - Sample weights
	k - Number of features to select
	method - Selection method (:highest_weights, :forward_selection, :lasso)

Returns
  List of selected feature indices
Examples
iex> samples = [[1, 2], [3, 4]]
iex> labels = [3.0, 7.0]
iex> weights = [1.0, 1.0]
iex> selected = CrucibleXAI.LIME.FeatureSelection.select_features(samples, labels, weights, 1, :highest_weights)
iex> length(selected)
1

  


        

      


  

    
CrucibleXAI.LIME.InterpretableModels 
    



      
Interpretable models for LIME explanations.
This module provides simple, interpretable models that can be used to
approximate complex black-box models locally. These models are designed
to be easily understood by humans while faithfully representing the
local behavior of the complex model.
Available Models
	LinearRegression - Weighted ordinary least squares
	Ridge - Linear regression with L2 regularization

Model Structure
All models return a map with:
	:intercept - The intercept/bias term
	:coefficients - List of feature coefficients
	:r_squared - R² score measuring goodness of fit


      




  

    
CrucibleXAI.LIME.InterpretableModels.LinearRegression 
    



      
Weighted linear regression for LIME.
Solves the weighted least squares problem:
β = (X'WX)^(-1) X'Wy
where:
	X is the design matrix (samples)
	W is a diagonal matrix of sample weights
	y is the target vector (labels)
	β contains [coefficients; intercept]

Examples
iex> samples = [[1, 2], [3, 4], [5, 6]]
iex> labels = [5.0, 11.0, 17.0]
iex> weights = [1.0, 1.0, 1.0]
iex> model = CrucibleXAI.LIME.InterpretableModels.LinearRegression.fit(samples, labels, weights)
iex> is_float(model.intercept)
true
iex> length(model.coefficients)
2
iex> model.r_squared > 0.9
true

      


      
        Summary


  
    Types
  


    
      
        model()

      


    





  
    Functions
  


    
      
        fit(samples, labels, weights)

      


        Fit weighted linear regression model.



    


    
      
        predict(model, samples)

      


        Predict using fitted linear regression model.



    





      


      
        Types


        


  
    
      
    
    
      model()



        
          
        

    

  


  

      

          @type model() :: %{intercept: float(), coefficients: [float()], r_squared: float()}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      fit(samples, labels, weights)



        
          
        

    

  


  

      

          @spec fit(list() | Nx.Tensor.t(), list() | Nx.Tensor.t(), list() | Nx.Tensor.t()) ::
  model()


      


Fit weighted linear regression model.
Parameters
	samples - Training samples (list of lists or Nx.Tensor) of shape {n_samples, n_features}
	labels - Target values (list or Nx.Tensor) of shape {n_samples}
	weights - Sample weights (list or Nx.Tensor) of shape {n_samples}

Returns
  Model map with :intercept, :coefficients, and :r_squared
Examples
iex> samples = [[1, 2], [3, 4], [5, 6]]
iex> labels = [2.0, 3.0, 4.0]
iex> weights = [1.0, 1.0, 1.0]
iex> model = CrucibleXAI.LIME.InterpretableModels.LinearRegression.fit(samples, labels, weights)
iex> is_map(model)
true

  



  
    
      
    
    
      predict(model, samples)



        
          
        

    

  


  

      

          @spec predict(model(), list() | Nx.Tensor.t()) :: Nx.Tensor.t()


      


Predict using fitted linear regression model.
Parameters
	model - Fitted model from fit/3
	samples - Samples to predict (list of lists or Nx.Tensor)

Returns
  Nx.Tensor of predictions
Examples
iex> model = %{intercept: 1.0, coefficients: [2.0, 3.0], r_squared: 0.95}
iex> predictions = CrucibleXAI.LIME.InterpretableModels.LinearRegression.predict(model, [[1, 1], [2, 2]])
iex> Nx.shape(predictions)
{2}

  


        

      


  

    
CrucibleXAI.LIME.InterpretableModels.Ridge 
    



      
Ridge regression with L2 regularization.
Solves the regularized weighted least squares problem:
β = (X'WX + λI)^(-1) X'Wy
where λ is the regularization strength. L2 regularization helps prevent
overfitting and improves numerical stability.
Examples
iex> samples = [[1, 2], [3, 4], [5, 6]]
iex> labels = [5.0, 11.0, 17.0]
iex> weights = [1.0, 1.0, 1.0]
iex> model = CrucibleXAI.LIME.InterpretableModels.Ridge.fit(samples, labels, weights, 0.1)
iex> is_float(model.intercept)
true

      


      
        Summary


  
    Types
  


    
      
        model()

      


    





  
    Functions
  


    
      
        fit(samples, labels, weights, lambda \\ 1.0)

      


        Fit ridge regression model with L2 regularization.



    


    
      
        predict(model, samples)

      


        Predict using fitted ridge regression model.



    





      


      
        Types


        


  
    
      
    
    
      model()



        
          
        

    

  


  

      

          @type model() :: CrucibleXAI.LIME.InterpretableModels.LinearRegression.model()


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      fit(samples, labels, weights, lambda \\ 1.0)



        
          
        

    

  


  

      

          @spec fit(
  list() | Nx.Tensor.t(),
  list() | Nx.Tensor.t(),
  list() | Nx.Tensor.t(),
  float()
) :: model()


      


Fit ridge regression model with L2 regularization.
Parameters
	samples - Training samples (list of lists or Nx.Tensor)
	labels - Target values (list or Nx.Tensor)
	weights - Sample weights (list or Nx.Tensor)
	lambda - Regularization strength (default: 1.0). Higher values = more regularization

Returns
  Model map with :intercept, :coefficients, and :r_squared
Examples
iex> samples = [[1, 2], [3, 4]]
iex> labels = [5.0, 11.0]
iex> weights = [1.0, 1.0]
iex> model = CrucibleXAI.LIME.InterpretableModels.Ridge.fit(samples, labels, weights, 0.5)
iex> length(model.coefficients)
2

  



  
    
      
    
    
      predict(model, samples)



        
          
        

    

  


  

      

          @spec predict(model(), list() | Nx.Tensor.t()) :: Nx.Tensor.t()


      


Predict using fitted ridge regression model.
Parameters
	model - Fitted model from fit/4
	samples - Samples to predict (list of lists or Nx.Tensor)

Returns
  Nx.Tensor of predictions

  


        

      


  

    
CrucibleXAI.LIME.Kernels 
    



      
Kernel functions for sample weighting in LIME.
Kernels measure proximity between samples and the instance being explained.
Samples closer to the instance receive higher weights, ensuring that the
local interpretable model focuses on the local region around the prediction.
Available Kernels
	Exponential: Decreases exponentially with distance (most commonly used)
	Cosine: Based on cosine similarity, smooth transition
	RBF: Radial basis function (alias for exponential)

Examples
iex> distances = Nx.tensor([0.0, 1.0, 2.0])
iex> weights = CrucibleXAI.LIME.Kernels.exponential(distances, 1.0)
iex> Nx.to_list(weights) |> Enum.map(&Float.round(&1, 6))
[1.0, 0.367879, 0.018316]

iex> distances = Nx.tensor([0.0, 0.5, 1.0])
iex> weights = CrucibleXAI.LIME.Kernels.cosine(distances)
iex> Nx.to_list(weights) |> Enum.map(&Float.round(&1, 2))
[1.0, 0.5, 0.0]

      


      
        Summary


  
    Types
  


    
      
        kernel_fn()

      


    





  
    Functions
  


    
      
        apply_kernel(distances, kernel \\ :exponential, opts \\ [])

      


        Apply kernel function to distances.



    


    
      
        calculate_distances(samples, instance, metric \\ :euclidean)

      


        Calculate pairwise distances between samples and instance with a specified metric.



    


    
      
        cosine(distances)

      


        Cosine similarity kernel: (1 + cos(πd)) / 2



    


    
      
        cosine_distance(samples, instance)

      


        Calculate cosine distance between samples and instance.



    


    
      
        euclidean_distance(samples, instance)

      


        Calculate Euclidean distances between samples and instance.



    


    
      
        exponential(distances, kernel_width \\ 0.75)

      


        Exponential kernel: exp(-d²/width²)



    


    
      
        manhattan_distance(samples, instance)

      


        Calculate Manhattan (L1) distances between samples and instance.



    


    
      
        rbf(distances, kernel_width \\ 0.75)

      


        Radial Basis Function (RBF) kernel - alias for exponential kernel.



    





      


      
        Types


        


  
    
      
    
    
      kernel_fn()



        
          
        

    

  


  

      

          @type kernel_fn() :: (Nx.Tensor.t(), float() -> Nx.Tensor.t())


      



  


        

      

      
        Functions


        


    

    

  
    
      
    
    
      apply_kernel(distances, kernel \\ :exponential, opts \\ [])



        
          
        

    

  


  

      

          @spec apply_kernel(Nx.Tensor.t(), atom(), keyword()) :: Nx.Tensor.t()


      


Apply kernel function to distances.
Parameters
	distances - Nx.Tensor of distances
	kernel - Kernel function (:exponential, :cosine, :rbf)
	opts - Kernel-specific options

Returns
  Nx.Tensor of weights

  



    

  
    
      
    
    
      calculate_distances(samples, instance, metric \\ :euclidean)



        
          
        

    

  


  

      

          @spec calculate_distances(
  Nx.Tensor.t(),
  list() | Nx.Tensor.t(),
  :cosine | :euclidean | :manhattan
) :: Nx.Tensor.t()


      


Calculate pairwise distances between samples and instance with a specified metric.
Parameters
	samples - Nx.Tensor of shape {n_samples, n_features}
	instance - List or Nx.Tensor of shape {n_features}
	metric - Distance metric (:euclidean, :manhattan, :cosine)

Returns
  Nx.Tensor of shape {n_samples} with distances

  



  
    
      
    
    
      cosine(distances)



        
          
        

    

  


  

      

          @spec cosine(Nx.Tensor.t()) :: Nx.Tensor.t()


      


Cosine similarity kernel: (1 + cos(πd)) / 2
Provides smooth transition from 1 to 0 as distance increases from 0 to 1.
Assumes distances are normalized to [0, 1] range.
Parameters
	distances - Nx.Tensor of normalized distances in [0, 1]

Returns
  Nx.Tensor of weights in range [0, 1]
Examples
iex> distances = Nx.tensor([0.0, 0.5, 1.0])
iex> weights = CrucibleXAI.LIME.Kernels.cosine(distances)
iex> [w0, w1, w2] = Nx.to_flat_list(weights)
iex> Float.round(w0, 2)
1.0
iex> Float.round(w1, 2)
0.5
iex> Float.round(w2, 2)
0.0

  



  
    
      
    
    
      cosine_distance(samples, instance)



        
          
        

    

  


  

      

          @spec cosine_distance(Nx.Tensor.t(), list() | Nx.Tensor.t()) :: Nx.Tensor.t()


      


Calculate cosine distance between samples and instance.
Cosine distance = 1 - cosine similarity
Cosine similarity = (A · B) / (||A|| × ||B||)
Parameters
	samples - Nx.Tensor of shape {n_samples, n_features}
	instance - List or Nx.Tensor of shape {n_features}

Returns
  Nx.Tensor of shape {n_samples} with distances in [0, 2]

  



  
    
      
    
    
      euclidean_distance(samples, instance)



        
          
        

    

  


  

      

          @spec euclidean_distance(Nx.Tensor.t(), list() | Nx.Tensor.t()) :: Nx.Tensor.t()


      


Calculate Euclidean distances between samples and instance.
Computes L2 distance: sqrt(Σ(x_i - y_i)²)
Parameters
	samples - Nx.Tensor of shape {n_samples, n_features}
	instance - List or Nx.Tensor of shape {n_features}

Returns
  Nx.Tensor of shape {n_samples} with distances
Examples
iex> samples = Nx.tensor([[1, 2], [3, 4], [5, 6]])
iex> instance = [0, 0]
iex> distances = CrucibleXAI.LIME.Kernels.euclidean_distance(samples, instance)
iex> Nx.shape(distances)
{3}
iex> Nx.to_list(distances) |> Enum.map(&Float.round(&1, 2))
[2.24, 5.0, 7.81]

  



    

  
    
      
    
    
      exponential(distances, kernel_width \\ 0.75)



        
          
        

    

  


  

      

          @spec exponential(Nx.Tensor.t(), float()) :: Nx.Tensor.t()


      


Exponential kernel: exp(-d²/width²)
Gives exponentially decreasing weight as distance increases.
This is the default kernel used in LIME implementations.
Parameters
	distances - Nx.Tensor of distances from instance
	kernel_width - Controls decay rate (larger = slower decay, default: 0.75)

Returns
  Nx.Tensor of weights in range [0, 1]
Examples
iex> distances = Nx.tensor([0.0, 0.5, 1.0, 2.0])
iex> weights = CrucibleXAI.LIME.Kernels.exponential(distances, 1.0)
iex> [w0, w1, w2, w3] = Nx.to_flat_list(weights)
iex> Float.round(w0, 2)
1.0
iex> w1 > w2 and w2 > w3
true

  



  
    
      
    
    
      manhattan_distance(samples, instance)



        
          
        

    

  


  

      

          @spec manhattan_distance(Nx.Tensor.t(), list() | Nx.Tensor.t()) :: Nx.Tensor.t()


      


Calculate Manhattan (L1) distances between samples and instance.
Computes L1 distance: Σ|x_i - y_i|
Also known as taxicab distance or city block distance.
Parameters
	samples - Nx.Tensor of shape {n_samples, n_features}
	instance - List or Nx.Tensor of shape {n_features}

Returns
  Nx.Tensor of shape {n_samples} with distances
Examples
iex> samples = Nx.tensor([[3.0, 4.0], [0.0, 0.0], [1.0, 1.0]])
iex> instance = [0.0, 0.0]
iex> distances = CrucibleXAI.LIME.Kernels.manhattan_distance(samples, instance)
iex> Nx.to_list(distances)
[7.0, 0.0, 2.0]

  



    

  
    
      
    
    
      rbf(distances, kernel_width \\ 0.75)



        
          
        

    

  


  

      

          @spec rbf(Nx.Tensor.t(), float()) :: Nx.Tensor.t()


      


Radial Basis Function (RBF) kernel - alias for exponential kernel.
Parameters
	distances - Nx.Tensor of distances
	kernel_width - Bandwidth parameter (default: 0.75)

Returns
  Nx.Tensor of weights in range [0, 1]

  


        

      


  

    
CrucibleXAI.LIME.Sampling 
    



      
Sampling strategies for LIME.
Generates perturbed samples around an instance for local approximation.
Different sampling strategies are provided for different feature types:
	gaussian/3: For continuous features using Gaussian perturbation
	uniform/3: For continuous features using uniform perturbation
	categorical/3: For categorical features
	combined/3: For mixed feature types

Examples
iex> instance = [1.0, 2.0, 3.0]
iex> samples = CrucibleXAI.LIME.Sampling.gaussian(instance, 100)
iex> Nx.shape(samples)
{100, 3}

iex> instance = [5.0, 5.0]
iex> samples = CrucibleXAI.LIME.Sampling.uniform(instance, 50, range: 1.0)
iex> Nx.shape(samples)
{50, 2}

      


      
        Summary


  
    Functions
  


    
      
        categorical(instance, n_samples, opts \\ [])

      


        Generate samples for categorical features.



    


    
      
        combined(instance, n_samples, opts \\ [])

      


        Combined sampling for mixed feature types.



    


    
      
        gaussian(instance, n_samples, opts \\ [])

      


        Generate perturbed samples using Gaussian perturbation.



    


    
      
        uniform(instance, n_samples, opts \\ [])

      


        Generate samples using uniform perturbation.



    





      


      
        Functions


        


    

  
    
      
    
    
      categorical(instance, n_samples, opts \\ [])



        
          
        

    

  


  

      

          @spec categorical(list(), pos_integer(), keyword()) :: Nx.Tensor.t()


      


Generate samples for categorical features.
Samples from observed feature values in the training data.
Parameters
	instance - The instance to perturb (list of categorical values)
	n_samples - Number of samples to generate
	opts - Options:	:possible_values - Map of feature_index => list of possible values
	:key - Random key for reproducibility (optional)



Returns
  Nx.Tensor of shape {n_samples, n_features}
Examples
iex> instance = [0, 1, 2]
iex> possible = %{0 => [0, 1, 2], 1 => [0, 1], 2 => [0, 1, 2, 3]}
iex> samples = CrucibleXAI.LIME.Sampling.categorical(instance, 100, possible_values: possible)
iex> Nx.shape(samples)
{100, 3}

  



    

  
    
      
    
    
      combined(instance, n_samples, opts \\ [])



        
          
        

    

  


  

      

          @spec combined(list(), pos_integer(), keyword()) :: Nx.Tensor.t()


      


Combined sampling for mixed feature types.
Handles both continuous (Gaussian) and categorical (sampling) features.
Parameters
	instance - The instance to perturb
	n_samples - Number of samples to generate
	opts - Options:	:continuous_features - List of continuous feature indices
	:categorical_features - List of categorical feature indices
	:possible_values - Map of categorical feature values
	:feature_stats - Statistics for continuous features



Returns
  Nx.Tensor of shape {n_samples, n_features}

  



    

  
    
      
    
    
      gaussian(instance, n_samples, opts \\ [])



        
          
        

    

  


  

      

          @spec gaussian(list() | Nx.Tensor.t(), pos_integer(), keyword()) :: Nx.Tensor.t()


      


Generate perturbed samples using Gaussian perturbation.
Each feature is perturbed independently by adding Gaussian noise
scaled by the feature's standard deviation in the training data.
Parameters
	instance - The instance to perturb (list or Nx.Tensor)
	n_samples - Number of samples to generate
	opts - Options:	:feature_stats - Map with :std_devs key containing list of standard deviations
	:scale - Noise scale factor (default: 1.0)
	:key - Random key for reproducibility (optional)



Returns
  Nx.Tensor of shape {n_samples, n_features}
Examples
iex> instance = [1.0, 2.0, 3.0]
iex> stats = %{std_devs: [0.5, 0.3, 0.8]}
iex> samples = CrucibleXAI.LIME.Sampling.gaussian(instance, 100, feature_stats: stats)
iex> Nx.shape(samples)
{100, 3}

  



    

  
    
      
    
    
      uniform(instance, n_samples, opts \\ [])



        
          
        

    

  


  

      

          @spec uniform(list() | Nx.Tensor.t(), pos_integer(), keyword()) :: Nx.Tensor.t()


      


Generate samples using uniform perturbation.
Each feature is perturbed by adding uniform random noise within a specified range.
Parameters
	instance - The instance to perturb (list or Nx.Tensor)
	n_samples - Number of samples to generate
	opts - Options:	:range - Uniform range around instance (default: 1.0)
	:feature_ranges - List of ranges per feature
	:key - Random key for reproducibility (optional)



Returns
  Nx.Tensor of shape {n_samples, n_features}
Examples
iex> instance = [5.0, 5.0]
iex> samples = CrucibleXAI.LIME.Sampling.uniform(instance, 100, range: 2.0)
iex> Nx.shape(samples)
{100, 2}

  


        

      


  

    
CrucibleXAI.OcclusionAttribution 
    



      
Occlusion-based attribution methods.
These methods work by removing (occluding) features and measuring
the change in model prediction. Unlike gradient methods, occlusion
works with any model (differentiable or not).
Methods
	Feature Occlusion: Occlude each feature individually
	Sliding Window: Occlude windows of consecutive features
	Occlusion Sensitivity: Normalized sensitivity scores

How It Works
	Get original prediction for the instance
	For each feature (or window), replace with baseline value
	Get prediction with feature occluded
	Attribution = original_prediction - occluded_prediction

Advantages
	Model-agnostic (no gradients needed)
	Works with black-box models
	Intuitive interpretation
	Good for feature importance ranking

References
	Zeiler & Fergus (2014). "Visualizing and Understanding Convolutional Networks"
	Zhou et al. (2016). "Learning Deep Features for Discriminative Localization"

Examples
# Simple feature occlusion
predict_fn = fn [x, y] -> 2.0 * x + 3.0 * y end
instance = [5.0, 4.0]

attributions = CrucibleXAI.OcclusionAttribution.feature_occlusion(instance, predict_fn)
# => %{0 => 10.0, 1 => 12.0}

      


      
        Summary


  
    Functions
  


    
      
        batch_occlusion(instances, predict_fn, opts \\ [])

      


        Compute occlusion attribution for multiple instances.



    


    
      
        feature_occlusion(instance, predict_fn, opts \\ [])

      


        Compute attribution by occluding each feature individually.



    


    
      
        occlusion_sensitivity(instance, predict_fn, opts \\ [])

      


        Compute occlusion sensitivity scores.



    


    
      
        sliding_window_occlusion(instance, predict_fn, opts \\ [])

      


        Compute attributions using sliding window occlusion.



    





      


      
        Functions


        


    

  
    
      
    
    
      batch_occlusion(instances, predict_fn, opts \\ [])



        
          
        

    

  


  

      

          @spec batch_occlusion(list(), function(), keyword()) :: [
  %{required(integer()) => float()}
]


      


Compute occlusion attribution for multiple instances.
Parameters
	instances - List of instances to explain
	predict_fn - Prediction function
	opts - Options (same as feature_occlusion/3 plus):	:parallel - Enable parallel processing (default: false)
	:max_concurrency - Max concurrent tasks



Returns
  List of attribution maps
Examples
iex> predict_fn = fn [x, y] -> x + y end
iex> instances = [[1.0, 2.0], [3.0, 4.0]]
iex> batch = CrucibleXAI.OcclusionAttribution.batch_occlusion(instances, predict_fn)
iex> length(batch)
2

  



    

  
    
      
    
    
      feature_occlusion(instance, predict_fn, opts \\ [])



        
          
        

    

  


  

      

          @spec feature_occlusion(list() | Nx.Tensor.t(), function(), keyword()) :: %{
  required(integer()) => float()
}


      


Compute attribution by occluding each feature individually.
Parameters
	instance - Instance to explain (list or Nx tensor)
	predict_fn - Prediction function
	opts - Options:	:baseline_value - Value to use for occluded features (default: 0.0)



Returns
  Map of feature_index => attribution_score
Examples
iex> predict_fn = fn [x, y] -> 2.0 * x + 3.0 * y end
iex> instance = [5.0, 4.0]
iex> attrs = CrucibleXAI.OcclusionAttribution.feature_occlusion(instance, predict_fn)
iex> is_map(attrs)
true
iex> map_size(attrs)
2

  



    

  
    
      
    
    
      occlusion_sensitivity(instance, predict_fn, opts \\ [])



        
          
        

    

  


  

      

          @spec occlusion_sensitivity(list() | Nx.Tensor.t(), function(), keyword()) :: %{
  required(integer()) => float()
}


      


Compute occlusion sensitivity scores.
Similar to feature_occlusion but with optional normalization
and absolute value options for better visualization.
Parameters
	instance - Instance to explain
	predict_fn - Prediction function
	opts - Options:	:baseline_value - Value for occluded features (default: 0.0)
	:normalize - Normalize to sum to 1.0 (default: false)
	:absolute - Use absolute values (default: false)



Returns
  Map of feature_index => sensitivity_score
Examples
iex> predict_fn = fn [x, y] -> 2.0 * x + 3.0 * y end
iex> instance = [5.0, 4.0]
iex> sens = CrucibleXAI.OcclusionAttribution.occlusion_sensitivity(instance, predict_fn)
iex> is_map(sens)
true

  



    

  
    
      
    
    
      sliding_window_occlusion(instance, predict_fn, opts \\ [])



        
          
        

    

  


  

      

          @spec sliding_window_occlusion(list() | Nx.Tensor.t(), function(), keyword()) :: %{
  required(integer()) => float()
}


      


Compute attributions using sliding window occlusion.
Useful for sequential data (time series, text) where groups of
consecutive features should be analyzed together.
Parameters
	instance - Instance to explain (list or Nx tensor)
	predict_fn - Prediction function
	opts - Options:	:window_size - Size of occlusion window (default: 2)
	:stride - Step size for sliding window (default: 1)
	:baseline_value - Value for occluded features (default: 0.0)



Returns
  Map of window_position => attribution_score
Examples
iex> predict_fn = fn inst -> Enum.sum(inst) end
iex> instance = [1.0, 2.0, 3.0, 4.0]
iex> attrs = CrucibleXAI.OcclusionAttribution.sliding_window_occlusion(instance, predict_fn, window_size: 2)
iex> is_map(attrs)
true

  


        

      


  

    
CrucibleXAI.SHAP 
    



      
SHAP (SHapley Additive exPlanations) for feature attribution.
SHAP uses game theory (Shapley values) to assign each feature an
importance value for a particular prediction. Unlike LIME which
provides local linear approximations, SHAP provides theoretically
grounded feature attributions based on cooperative game theory.
Key Properties
SHAP values satisfy important properties that LIME doesn't guarantee:
	Additivity: SHAP values sum to (prediction - baseline)
	Consistency: If a feature's contribution increases, its SHAP value shouldn't decrease
	Symmetry: Features with identical contributions get identical SHAP values
	Dummy: Features that don't affect output get zero SHAP value

Methods
	KernelSHAP - Model-agnostic approximation using weighted regression
	LinearSHAP - Fast exact computation for linear models
	SamplingShap - Fast Monte Carlo approximation via random sampling
	TreeSHAP - Efficient exact computation for tree models (future)

References
Lundberg, S. M., & Lee, S. I. (2017).
A Unified Approach to Interpreting Model Predictions. NeurIPS.
Examples
# Explain with SHAP
predict_fn = fn [x, y] -> 2.0 * x + 3.0 * y end
instance = [1.0, 1.0]
background = [[0.0, 0.0]]

shap_values = CrucibleXAI.SHAP.explain(instance, background, predict_fn)
# => %{0 => 2.0, 1 => 3.0}

# Verify Shapley property: sum = prediction - baseline
sum = Enum.sum(Map.values(shap_values))
# sum ≈ 5.0 (prediction) - 0.0 (baseline) = 5.0

      


      
        Summary


  
    Functions
  


    
      
        explain(instance, background_data, predict_fn, opts \\ [])

      


        Explain instance using SHAP values.



    


    
      
        explain_batch(instances, background_data, predict_fn, opts \\ [])

      


        Explain multiple instances using SHAP.



    


    
      
        verify_additivity(shap_values, instance, background_data, predict_fn, tolerance \\ 0.5)

      


        Verify SHAP values satisfy the additivity property.



    





      


      
        Functions


        


    

  
    
      
    
    
      explain(instance, background_data, predict_fn, opts \\ [])



        
          
        

    

  


  

      

          @spec explain(list() | Nx.Tensor.t(), list(), function(), keyword()) :: %{
  required(integer()) => float()
}


      


Explain instance using SHAP values.
Computes Shapley values for each feature showing their contribution
to the prediction relative to a baseline (background data).
Parameters
	instance - Instance to explain (list or Nx.Tensor)
	background_data - Background dataset for baseline (list of instances)
	predict_fn - Prediction function
	opts - Options:	:method - SHAP method (default: :kernel_shap). Available: :kernel_shap, :linear_shap, :sampling_shap
	:num_samples - Number of samples: coalitions for KernelSHAP, permutations for SamplingShap (default: 2000)
	:regularization - Regularization strength for KernelSHAP (default: 0.01)
	:coefficients - Model coefficients (required for :linear_shap)
	:intercept - Model intercept (required for :linear_shap)



Returns
  Map of feature_index => shapley_value
Examples
iex> predict_fn = fn [x] -> x * 2.0 end
iex> instance = [5.0]
iex> background = [[0.0]]
iex> shap = CrucibleXAI.SHAP.explain(instance, background, predict_fn, num_samples: 500)
iex> is_map(shap)
true
iex> map_size(shap)
1

  



    

  
    
      
    
    
      explain_batch(instances, background_data, predict_fn, opts \\ [])



        
          
        

    

  


  

      

          @spec explain_batch(list(), list(), function(), keyword()) :: [
  %{required(integer()) => float()}
]


      


Explain multiple instances using SHAP.
Parameters
	instances - List of instances to explain
	background_data - Background dataset
	predict_fn - Prediction function
	opts - Options (same as explain/4 plus batch options):	:parallel - Enable parallel processing (default: false)
	:max_concurrency - Max concurrent tasks (default: System.schedulers_online())
	:timeout - Timeout per instance in ms (default: 30_000)
	:on_error - Error handling: :skip or :raise (default: :raise)



Returns
  List of maps with SHAP values for each instance
Examples
iex> predict_fn = fn [x] -> x * 2.0 end
iex> instances = [[1.0], [2.0], [3.0]]
iex> background = [[0.0]]
iex> shap_list = CrucibleXAI.SHAP.explain_batch(instances, background, predict_fn, num_samples: 500)
iex> length(shap_list)
3

# Parallel processing
iex> shap_list = CrucibleXAI.SHAP.explain_batch(instances, background, predict_fn, num_samples: 500, parallel: true)
iex> length(shap_list)
3

  



    

  
    
      
    
    
      verify_additivity(shap_values, instance, background_data, predict_fn, tolerance \\ 0.5)



        
          
        

    

  


  

      

          @spec verify_additivity(map(), list(), list(), function(), float()) :: boolean()


      


Verify SHAP values satisfy the additivity property.
SHAP values should sum to (prediction - baseline).
Parameters
	shap_values - Map of feature_index => shapley_value
	instance - The instance that was explained
	background_data - Background data used
	predict_fn - Prediction function

Returns
  Boolean indicating if property is satisfied (within tolerance)

  


        

      


  

    
CrucibleXAI.SHAP.KernelSHAP 
    



      
KernelSHAP implementation using weighted linear regression.
KernelSHAP approximates Shapley values by formulating the problem as
a weighted linear regression on feature coalitions. This provides an
efficient way to estimate SHAP values without computing all possible
feature combinations.
Algorithm
	Generate random feature coalitions (subsets)
	For each coalition, create instance with only those features present
	Get predictions for coalition instances
	Calculate SHAP kernel weights for each coalition
	Solve weighted linear regression to get Shapley values

SHAP Kernel
The SHAP kernel weights coalitions by:
weight(S) = (M - 1) / [C(M, |S|) × |S| × (M - |S|)]
where M is the number of features and |S| is the coalition size.
References
Lundberg, S. M., & Lee, S. I. (2017).
A Unified Approach to Interpreting Model Predictions. NeurIPS.
Examples
iex> predict_fn = fn [x, y] -> 2.0 * x + 3.0 * y end
iex> instance = [1.0, 1.0]
iex> background = [[0.0, 0.0]]
iex> shap = CrucibleXAI.SHAP.KernelSHAP.explain(instance, background, predict_fn, num_samples: 1000)
iex> is_map(shap)
true
iex> map_size(shap)
2

      


      
        Summary


  
    Functions
  


    
      
        calculate_shap_kernel_weights(coalitions, n_features)

      


        Calculate SHAP kernel weights for coalitions.



    


    
      
        explain(instance, background_data, predict_fn, opts \\ [])

      


        Explain instance using KernelSHAP.



    


    
      
        generate_coalitions(n_features, n_samples)

      


        Generate random feature coalitions for SHAP sampling.



    





      


      
        Functions


        


  
    
      
    
    
      calculate_shap_kernel_weights(coalitions, n_features)



        
          
        

    

  


  

      

          @spec calculate_shap_kernel_weights(Nx.Tensor.t(), pos_integer()) :: Nx.Tensor.t()


      


Calculate SHAP kernel weights for coalitions.
The SHAP kernel weight for a coalition S is:
weight(S) = (M - 1) / [C(M, |S|) × |S| × (M - |S|)]
where:
	M is the number of features
	|S| is the size of the coalition (number of present features)
	C(M, |S|) is the binomial coefficient "M choose |S|"

For empty and full coalitions (|S| = 0 or M), we use a large weight
to approximate infinity.
Parameters
	coalitions - Binary tensor of shape {n_samples, n_features}
	n_features - Total number of features

Returns
  Nx.Tensor of shape {n_samples} with kernel weights
Examples
iex> coalitions = Nx.tensor([[0, 0], [1, 0], [1, 1]])
iex> weights = CrucibleXAI.SHAP.KernelSHAP.calculate_shap_kernel_weights(coalitions, 2)
iex> Nx.shape(weights)
{3}

  



    

  
    
      
    
    
      explain(instance, background_data, predict_fn, opts \\ [])



        
          
        

    

  


  

      

          @spec explain(list() | Nx.Tensor.t(), list(), function(), keyword()) :: %{
  required(integer()) => float()
}


      


Explain instance using KernelSHAP.
Computes approximate Shapley values for each feature using weighted
linear regression on feature coalitions.
Parameters
	instance - Instance to explain (list or Nx.Tensor)
	background_data - Background dataset for baseline (list of instances)
	predict_fn - Prediction function
	opts - Options:	:num_samples - Number of coalitions to sample (default: 2000)
	:regularization - L2 regularization strength (default: 0.01)



Returns
  Map of feature indices to Shapley values
Examples
iex> predict_fn = fn [x] -> x * 2.0 end
iex> instance = [5.0]
iex> background = [[0.0]]
iex> shap = CrucibleXAI.SHAP.KernelSHAP.explain(instance, background, predict_fn, num_samples: 500)
iex> is_map(shap)
true

  



  
    
      
    
    
      generate_coalitions(n_features, n_samples)



        
          
        

    

  


  

      

          @spec generate_coalitions(pos_integer(), pos_integer()) :: Nx.Tensor.t()


      


Generate random feature coalitions for SHAP sampling.
Each coalition is represented as a binary vector where 1 indicates
the feature is present and 0 indicates it's replaced with background value.
Parameters
	n_features - Number of features
	n_samples - Number of coalitions to generate

Returns
  Nx.Tensor of shape {n_samples, n_features} with binary values
Examples
iex> coalitions = CrucibleXAI.SHAP.KernelSHAP.generate_coalitions(3, 10)
iex> Nx.shape(coalitions)
{10, 3}

  


        

      


  

    
CrucibleXAI.SHAP.LinearSHAP 
    



      
LinearSHAP: Fast, exact SHAP computation for linear models.
For linear models, SHAP values can be computed directly without sampling:
φᵢ = wᵢ * (xᵢ - E[xᵢ])
where:
	φᵢ is the SHAP value for feature i
	wᵢ is the coefficient (weight) for feature i
	xᵢ is the value of feature i in the instance
	E[xᵢ] is the expected value (mean) of feature i from background data

This is much faster than KernelSHAP (~1ms vs ~1s) and provides exact values
rather than approximations.
References
Lundberg, S. M., & Lee, S. I. (2017).
A Unified Approach to Interpreting Model Predictions. NeurIPS.
(Section on linear models and additive feature attribution)
Examples
# For a linear model: f(x) = 2*x₁ + 3*x₂ + 1
coefficients = %{0 => 2.0, 1 => 3.0}
intercept = 1.0
instance = [5.0, 3.0]
background = [[0.0, 0.0], [2.0, 2.0]]  # Mean: [1.0, 1.0]

shap_values = LinearSHAP.explain(instance, background, coefficients, intercept)
# => %{0 => 8.0, 1 => 6.0}
# Because: φ₀ = 2.0 * (5.0 - 1.0) = 8.0
#          φ₁ = 3.0 * (3.0 - 1.0) = 6.0

      


      
        Summary


  
    Functions
  


    
      
        calculate_feature_means(background_data)

      


        Calculate mean value for each feature from background data.



    


    
      
        explain(instance, background_data, coefficients, intercept)

      


        Compute exact SHAP values for a linear model.



    





      


      
        Functions


        


  
    
      
    
    
      calculate_feature_means(background_data)



        
          
        

    

  


  

      

          @spec calculate_feature_means([[float()]]) :: %{required(integer()) => float()}


      


Calculate mean value for each feature from background data.
Parameters
	background_data - List of instances (each instance is a list of feature values)

Returns
  Map of feature_index => mean_value
Examples
iex> background = [[1.0, 2.0], [3.0, 4.0]]
iex> means = CrucibleXAI.SHAP.LinearSHAP.calculate_feature_means(background)
iex> means[0]
2.0
iex> means[1]
3.0

  



  
    
      
    
    
      explain(instance, background_data, coefficients, intercept)



        
          
        

    

  


  

      

          @spec explain([float()], [[float()]], map(), float()) :: %{
  required(integer()) => float()
}


      


Compute exact SHAP values for a linear model.
Parameters
	instance - Instance to explain (list of feature values)
	background_data - Background dataset for computing feature means
	coefficients - Map of feature_index => coefficient
	intercept - Model intercept (bias term)

Returns
  Map of feature_index => shapley_value
Examples
iex> coefficients = %{0 => 2.0, 1 => 3.0}
iex> intercept = 0.0
iex> instance = [1.0, 1.0]
iex> background = [[0.0, 0.0]]
iex> shap = CrucibleXAI.SHAP.LinearSHAP.explain(instance, background, coefficients, intercept)
iex> shap[0]
2.0
iex> shap[1]
3.0

  


        

      


  

    
CrucibleXAI.SHAP.SamplingShap 
    



      
SamplingShap: Monte Carlo approximation of SHAP values.
SamplingShap approximates SHAP values by randomly sampling feature permutations
and averaging marginal contributions. This is faster than KernelSHAP's weighted
regression approach while still being model-agnostic.
Algorithm
For each feature i:
	Generate random permutations of all features
	For each permutation π:	Find features S that appear before i in π
	Calculate marginal contribution: f(S ∪ {i}) - f(S)


	Average marginal contributions across all permutations

Complexity
	Time: O(n_samples  n_features  prediction_time)
	Faster than KernelSHAP for similar accuracy levels
	Accuracy improves with more samples

References
Lundberg, S. M., & Lee, S. I. (2017).
A Unified Approach to Interpreting Model Predictions. NeurIPS.
(Monte Carlo sampling approach)
Examples
predict_fn = fn [x, y] -> 2.0 * x + 3.0 * y end
instance = [1.0, 1.0]
background = [[0.0, 0.0]]

shap_values = SamplingShap.explain(instance, background, predict_fn, num_samples: 1000)
# => %{0 => ~2.0, 1 => ~3.0}

      


      
        Summary


  
    Functions
  


    
      
        explain(instance, background_data, predict_fn, opts \\ [])

      


        Compute approximate SHAP values using Monte Carlo sampling.



    


    
      
        generate_permutation(n_features)

      


        Generate a random permutation of feature indices.



    


    
      
        marginal_contribution(feature_idx, present_features, instance, background_mean, predict_fn)

      


        Calculate marginal contribution of adding a feature.



    





      


      
        Functions


        


    

  
    
      
    
    
      explain(instance, background_data, predict_fn, opts \\ [])



        
          
        

    

  


  

      

          @spec explain([float()], [[float()]], function(), keyword()) :: %{
  required(integer()) => float()
}


      


Compute approximate SHAP values using Monte Carlo sampling.
Parameters
	instance - Instance to explain (list of feature values)
	background_data - Background dataset for computing feature baseline
	predict_fn - Prediction function
	opts - Options:	:num_samples - Number of permutation samples (default: 1000)



Returns
  Map of feature_index => approximate_shapley_value
Examples
iex> predict_fn = fn [x] -> x * 2.0 end
iex> instance = [5.0]
iex> background = [[0.0]]
iex> shap = CrucibleXAI.SHAP.SamplingShap.explain(instance, background, predict_fn, num_samples: 100)
iex> is_map(shap)
true
iex> map_size(shap)
1

  



  
    
      
    
    
      generate_permutation(n_features)



        
          
        

    

  


  

      

          @spec generate_permutation(integer()) :: [integer()]


      


Generate a random permutation of feature indices.
Parameters
	n_features - Number of features

Returns
  List of feature indices in random order
Examples
iex> perm = CrucibleXAI.SHAP.SamplingShap.generate_permutation(3)
iex> Enum.sort(perm)
[0, 1, 2]

  



  
    
      
    
    
      marginal_contribution(feature_idx, present_features, instance, background_mean, predict_fn)



        
          
        

    

  


  

      

          @spec marginal_contribution(integer(), [integer()], [float()], [float()], function()) ::
  float()


      


Calculate marginal contribution of adding a feature.
Computes: f(S ∪ {feature}) - f(S)
Parameters
	feature_idx - Index of feature to add
	present_features - Features already in the set S
	instance - Instance being explained
	background_mean - Mean values from background data
	predict_fn - Prediction function

Returns
  Float representing the marginal contribution

  


        

      


  

    
CrucibleXAI.Stage 
    



      
Pipeline stage for explainable AI analysis.
Implements a Crucible pipeline stage that provides LIME, SHAP, and feature
attribution explanations for model outputs. Uses CrucibleIR configuration
for flexible XAI method selection.
Context Requirements
The context map must contain:
	model_fn - Prediction function that takes an instance and returns a prediction
	instances - List of instances to explain, or single instance
	experiment.reliability.xai (optional) - XAI configuration

For SHAP methods, also requires:
	background_data - Background dataset for baseline computation

Returns
Updated context with :xai key containing explanation results.
Example
# Context from pipeline
context = %{
  model_fn: fn [x, y] -> 2.0 * x + 3.0 * y end,
  instances: [[1.0, 2.0], [3.0, 4.0]],
  background_data: [[0.0, 0.0], [1.0, 1.0]],
  experiment: %{
    reliability: %{
      xai: %{
        methods: [:lime, :shap],
        lime_opts: %{num_samples: 1000},
        shap_opts: %{num_samples: 500}
      }
    }
  }
}

{:ok, updated_context} = CrucibleXAI.Stage.run(context)
# updated_context.xai contains explanation results

      


      
        Summary


  
    Functions
  


    
      
        describe(opts \\ %{})

      


        Describes this stage for introspection.



    


    
      
        run(context, opts \\ %{})

      


        Runs XAI analysis on model outputs.



    





      


      
        Functions


        


    

  
    
      
    
    
      describe(opts \\ %{})



        
          
        

    

  


  

      

          @spec describe(map()) :: %{required(atom()) => any()}


      


Describes this stage for introspection.
Returns metadata about the stage including its purpose, requirements, and
configuration options.
Options
	:verbose - Include detailed information (default: false)


  



    

  
    
      
    
    
      run(context, opts \\ %{})



        
          
        

    

  


  

      

          @spec run(map(), map()) :: {:ok, map()} | {:error, String.t()}


      


Runs XAI analysis on model outputs.
Accepts a context map with model function, instances, and optional XAI
configuration. Generates explanations using LIME, SHAP, and/or feature
attribution methods.
Options
Options can be provided to override context config:
	:methods - List of methods to run (default: [:lime])	Supported: :lime, :shap, :kernel_shap, :linear_shap, :sampling_shap, :feature_importance


	:lime_opts - Options for LIME (num_samples, kernel, etc.)
	:shap_opts - Options for SHAP (num_samples, method, etc.)
	:feature_importance_opts - Options for permutation importance
	:instance_key - Key to extract instances from context (default: :instances)
	:parallel - Run batch explanations in parallel (default: false)

Returns
	{:ok, context} - Updated context with XAI results
	{:error, reason} - If configuration or data is missing/invalid


  


        

      


  

    
CrucibleXAI.Validation 
    



      
Main API for explanation validation and quality metrics.
Provides comprehensive validation tools to measure faithfulness, infidelity,
sensitivity, and axiom compliance of explanations.
Overview
This module implements state-of-the-art validation metrics for XAI,
enabling you to:
	Measure Faithfulness: Do explanations reflect actual model behavior?
	Quantify Infidelity: How accurate are the explanations?
	Test Sensitivity: Are explanations robust to perturbations?
	Verify Axioms: Do explanations satisfy theoretical properties?

Quick Start
# Generate explanation
explanation = CrucibleXai.explain(instance, predict_fn, num_samples: 2000)

# Comprehensive validation
validation = CrucibleXAI.Validation.comprehensive_validation(
  explanation,
  instance,
  predict_fn
)

IO.puts(validation.summary)

# Quick quality check
quick = CrucibleXAI.Validation.quick_validation(
  explanation,
  instance,
  predict_fn
)

if quick.passes_quality_gate do
  IO.puts("Explanation is reliable!")
end
Validation Metrics
Faithfulness Score
Correlation between feature importance and prediction change when features
are removed. Range: -1 to 1 (higher is better).
	>0.9: Excellent
	0.7-0.9: Good
	0.5-0.7: Fair
	<0.5: Poor

Infidelity Score
Mean squared error between actual model changes and explanation-predicted
changes under perturbations. Range: 0 to ∞ (lower is better).
	<0.02: Excellent
	0.02-0.05: Good
	0.05-0.10: Acceptable
	>0.10: Poor

Stability Score
Robustness to input perturbations. Range: 0 to 1 (higher is better).
	>0.95: Excellent
	0.85-0.95: Good
	0.70-0.85: Acceptable
	<0.70: Poor

Usage Examples
Example 1: Basic Validation
explanation = CrucibleXai.explain(instance, predict_fn)

faithfulness = CrucibleXAI.Validation.Faithfulness.measure_faithfulness(
  instance,
  explanation,
  predict_fn
)

IO.puts("Faithfulness: #{faithfulness.faithfulness_score}")
Example 2: Compare Methods
lime_exp = CrucibleXai.explain(instance, predict_fn)
shap_vals = CrucibleXai.explain_shap(instance, background, predict_fn)

result = CrucibleXAI.Validation.Infidelity.compare_methods(
  instance,
  [{:lime, lime_exp.feature_weights}, {:shap, shap_vals}],
  predict_fn
)

IO.puts("Best method: #{result.best_method}")
Example 3: Production Monitoring
defmodule MyApp.XAIMonitor do
  def validate_and_serve(instance, prediction) do
    explanation = generate_explanation(instance)

    quick_validation = CrucibleXAI.Validation.quick_validation(
      explanation,
      instance,
      &MyModel.predict/1
    )

    if not quick_validation.passes_quality_gate do
      Logger.warning("Low quality explanation detected")
      Metrics.increment("xai.quality_gate_failed")
    end

    explanation
  end
end
References
Based on academic research:
	Yeh et al. (2019) "On the (In)fidelity and Sensitivity of Explanations"
	Hooker et al. (2019) "A Benchmark for Interpretability Methods"
	Sundararajan et al. (2017) "Axiomatic Attribution for Deep Networks"


      


      
        Summary


  
    Types
  


    
      
        comprehensive_report()

      


    


    
      
        quick_report()

      


    


    
      
        sensitivity_result()

      


    





  
    Functions
  


    
      
        benchmark_methods(instance, predict_fn, methods, opts \\ [])

      


        Benchmark multiple explanation methods.



    


    
      
        comprehensive_validation(explanation, instance, predict_fn, opts \\ [])

      


        Comprehensive validation of an explanation.



    


    
      
        quick_validation(explanation, instance, predict_fn, opts \\ [])

      


        Quick validation with essential metrics only.



    





      


      
        Types


        


  
    
      
    
    
      comprehensive_report()



        
          
        

    

  


  

      

          @type comprehensive_report() :: %{
  faithfulness: CrucibleXAI.Validation.Faithfulness.faithfulness_result(),
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          @spec benchmark_methods(list(), (any() -> any()), list(), keyword()) :: map()


      


Benchmark multiple explanation methods.
Compares validation metrics across different explanation methods to help
select the best method for your use case.
Parameters
	instance - Instance to explain
	predict_fn - Model prediction function
	methods - List of method configurations:	{:lime, opts} - LIME with options
	{:shap, background, opts} - SHAP with background dataset
	{:gradient, model_fn, opts} - Gradient methods


	opts - Global validation options

Returns
Map with:
	:by_method - Validation results for each method
	:ranking - Methods ranked by quality score
	:best_method - Method with highest quality
	:comparison_summary - Summary table

Examples
result = CrucibleXAI.Validation.benchmark_methods(
  instance,
  predict_fn,
  [
    {:lime, num_samples: 2000},
    {:shap, background_data, num_samples: 1000}
  ]
)

IO.puts(result.comparison_summary)
# Method  | Faithfulness | Infidelity | Quality | Time
# --------|--------------|------------|---------|------
# LIME    | 0.85         | 0.04       | 0.82    | 45ms
# SHAP    | 0.91         | 0.02       | 0.89    | 950ms
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  CrucibleXAI.Explanation.t(),
  list(),
  (any() -> any()),
  keyword()
) ::
  comprehensive_report()


      


Comprehensive validation of an explanation.
Runs all validation metrics and returns a complete quality report.
This is the most thorough validation but takes longer to compute.
Parameters
	explanation - Explanation struct to validate
	instance - Instance that was explained
	predict_fn - Model prediction function
	opts - Options:	:include_sensitivity - Run sensitivity analysis (default: false, adds ~2s)
	:baseline - Baseline for axiom tests
	:method - Explanation method (:lime, :shap, etc.)
	:num_perturbations - Perturbations for infidelity (default: 100)



Returns
Map with:
	:faithfulness - Faithfulness test results
	:infidelity - Infidelity measurement results
	:sensitivity - Sensitivity analysis (if enabled)
	:axioms - Axiom verification results
	:quality_score - Overall quality score (0-1)
	:summary - Human-readable summary

Examples
validation = CrucibleXAI.Validation.comprehensive_validation(
  explanation,
  instance,
  predict_fn,
  include_sensitivity: true,
  baseline: background_data
)

IO.puts(validation.summary)
# => Overall Quality Score: 0.87 / 1.0
#    Faithfulness: 0.92 (Excellent)
#    Infidelity: 0.03 (Good)
#    ...
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          @spec quick_validation(
  CrucibleXAI.Explanation.t(),
  list(),
  (any() -> any()),
  keyword()
) ::
  quick_report()


      


Quick validation with essential metrics only.
Runs faithfulness and infidelity tests (fast metrics) for quick quality
checks in production environments.
Parameters
	explanation - Explanation struct to validate
	instance - Instance that was explained
	predict_fn - Model prediction function
	opts - Options (same as comprehensive_validation/4)

Returns
Map with:
	:faithfulness_score - Faithfulness correlation
	:infidelity_score - Infidelity error
	:passes_quality_gate - Boolean (true if both metrics pass thresholds)

Quality Gate Thresholds
	Faithfulness: >= 0.7
	Infidelity: <= 0.1

Examples
result = CrucibleXAI.Validation.quick_validation(
  explanation,
  instance,
  predict_fn
)

if result.passes_quality_gate do
  # Safe to use explanation
  serve_explanation_to_user(explanation)
else
  # Quality too low
  Logger.warning("Explanation quality below threshold")
  fallback_explanation()
end

  


        

      


  

    
CrucibleXAI.Validation.Axioms 
    



      
Theoretical axiom verification for explanation methods.
Tests whether explanations satisfy key mathematical properties that define
good attribution methods. Based on Shapley value axioms and attribution theory.
Supported Axioms
	Completeness (Efficiency): Sum of attributions equals prediction difference
	Symmetry: Identical features receive identical attributions
	Dummy (Null Player): Features with no impact receive zero attribution
	Linearity: For linear models, attributions match coefficients

Applicable Methods
	SHAP: Should satisfy completeness, symmetry, and dummy
	Integrated Gradients: Should satisfy completeness
	LinearSHAP: Should satisfy all axioms for linear models
	LIME: Approximate, may violate axioms

Usage
shap_values = CrucibleXai.explain_shap(instance, background, predict_fn)

result = Axioms.validate_all_axioms(
  shap_values,
  instance,
  predict_fn,
  method: :shap,
  baseline: background
)

IO.inspect(result.all_satisfied)
# => true (for well-implemented SHAP)
References
Based on:
	Shapley (1953) "A Value for N-person Games"
	Lundberg & Lee (2017) "A Unified Approach to Interpreting Model Predictions"
	Sundararajan et al. (2017) "Axiomatic Attribution for Deep Networks"
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          @type linearity_test_result() :: %{
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  symmetry_test_result() | %{skipped: true, reason: String.t()}
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}


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      test_completeness(attributions, instance, predict_fn, opts \\ [])



        
          
        

    

  


  

      

          @spec test_completeness(map(), list(), (any() -> any()), keyword()) ::
  completeness_test_result()


      


Test completeness (efficiency) axiom.
For SHAP: Σφᵢ should equal f(x) - E[f(x)] (baseline prediction)
For Integrated Gradients: Σφᵢ should equal f(x) - f(baseline)
Parameters
	attributions - Attribution map (feature_index => value)
	instance - Instance that was explained
	predict_fn - Prediction function
	opts - Options:	:method - :shap, :integrated_gradients, :other
	:baseline - Baseline instance(s) or value
	:tolerance - Acceptable error (default: 0.1)



Returns
Map with:
	:satisfies_completeness - Boolean
	:attribution_sum - Actual sum of attributions
	:expected_sum - Expected sum (f(x) - baseline)
	:error - Absolute difference
	:relative_error - |error| / |expected|
	:interpretation - Assessment string

Examples
# SHAP should satisfy completeness
attributions = %{0 => 2.0, 1 => 3.0}
instance = [5.0, 10.0]
baseline = [[0.0, 0.0], [1.0, 1.0]]

result = Axioms.test_completeness(
  attributions,
  instance,
  predict_fn,
  method: :shap,
  baseline: baseline
)
# => %{satisfies_completeness: true, error: 0.01, ...}
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          @spec test_dummy(map(), list(), (any() -> any()), keyword()) :: dummy_result()


      


Test dummy (null player) axiom.
Features that don't affect model output should have zero attribution.
Algorithm
	For each feature i:
a. Vary feature i while fixing others
b. Measure prediction change
	If Δf ≈ 0 for all variations, then φᵢ should ≈ 0

Parameters
	attributions - Attribution map
	instance - Instance explained
	predict_fn - Prediction function
	opts - Options:	:num_variations - Variations to test per feature (default: 10)
	:tolerance - Attribution tolerance for dummy features (default: 0.1)
	:prediction_tolerance - Prediction change tolerance (default: 0.01)



Returns
Map with:
	:satisfies_dummy - Boolean
	:dummy_features - Features identified as dummy
	:violations - Dummy features with non-zero attribution
	:interpretation - Assessment string

Examples
# Feature 2 is a dummy (doesn't affect prediction)
predict_fn = fn [x, y, _z] -> 2.0 * x + 3.0 * y end
attributions = %{0 => 2.0, 1 => 3.0, 2 => 0.0}

result = Axioms.test_dummy(attributions, [5.0, 10.0, 7.0], predict_fn)
# => %{satisfies_dummy: true, dummy_features: [2], ...}
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          @spec test_linearity(map(), list(), map(), keyword()) :: linearity_test_result()


      


Test linearity axiom (for linear models only).
For linear model f(x) = wᵀx + b:
SHAP values should exactly equal: φᵢ = wᵢ(xᵢ - E[xᵢ])
Parameters
	shap_values - SHAP attribution map
	instance - Instance explained
	model_coefficients - Map of feature_index => weight
	opts - Options:	:baseline - Baseline values for features (E[x])
	:tolerance - Acceptable error (default: 0.1)



Returns
Map with:
	:satisfies_linearity - Boolean
	:errors_by_feature - Error for each feature
	:max_error - Maximum observed error
	:interpretation - Assessment string

Examples
# Linear model: f(x) = 2x₁ + 3x₂
coefficients = %{0 => 2.0, 1 => 3.0}
instance = [5.0, 10.0]
baseline = [0.0, 0.0]  # E[x]
shap_values = %{0 => 10.0, 1 => 30.0}  # 2*(5-0), 3*(10-0)

result = Axioms.test_linearity(
  shap_values,
  instance,
  coefficients,
  baseline: baseline
)
# => %{satisfies_linearity: true, ...}
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          @spec test_symmetry(map(), list(), (any() -> any()), keyword()) ::
  symmetry_test_result()


      


Test symmetry axiom.
Features with identical marginal contributions should receive identical
attributions. This is difficult to test in general, so we use a heuristic
approach for symmetric features.
Parameters
	attributions - SHAP values or attributions
	instance - Instance explained
	predict_fn - Prediction function
	opts - Options:	:symmetric_pairs - List of {idx1, idx2} feature pairs to test
	:tolerance - Acceptable difference (default: 0.1)



Returns
Map with:
	:satisfies_symmetry - Boolean
	:violations - List of feature pairs that violate symmetry
	:max_violation - Maximum observed violation

Examples
# Test two features known to be symmetric
attributions = %{0 => 2.0, 1 => 2.0}

result = Axioms.test_symmetry(
  attributions,
  instance,
  predict_fn,
  symmetric_pairs: [{0, 1}]
)
# => %{satisfies_symmetry: true, violations: [], ...}
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          @spec validate_all_axioms(map(), list(), (any() -> any()), keyword()) ::
  axioms_result()


      


Comprehensive axiom validation suite.
Runs all applicable axiom tests for the given method and returns a
complete validation report.
Parameters
	attributions - Attribution map
	instance - Instance explained
	predict_fn - Prediction function
	opts - Options:	:method - Method type (:shap, :integrated_gradients, :lime, etc.)
	:baseline - Baseline for completeness test
	:model_coefficients - For linearity test (optional)
	:symmetric_pairs - For symmetry test (optional)



Returns
Map with:
	:completeness - Completeness test results
	:symmetry - Symmetry test results (if applicable)
	:dummy - Dummy test results
	:linearity - Linearity test results (if applicable)
	:all_satisfied - Whether all applicable axioms are satisfied
	:overall_score - 0-1 score (fraction of axioms satisfied)
	:summary - Human-readable summary

Examples
result = Axioms.validate_all_axioms(
  shap_values,
  instance,
  predict_fn,
  method: :shap,
  baseline: background
)

IO.puts(result.summary)

  


        

      


  

    
CrucibleXAI.Validation.Faithfulness 
    



      
Faithfulness metrics for explanation validation.
Measures how well explanations reflect actual model behavior by testing
whether removing important features causes proportional prediction changes.
Overview
Faithfulness validation uses the feature removal test: if an explanation
claims feature X is important, removing X should significantly change the
prediction. The correlation between attribution magnitude and prediction
change quantifies faithfulness.
Metrics
	Faithfulness Score: Spearman/Pearson correlation between feature
importance ranking and prediction change magnitude (range: -1 to 1,
higher is better)
	Monotonicity: Whether prediction changes increase monotonically as
more features are removed (boolean)
	Violation Severity: Average magnitude of monotonicity violations

Usage
# Validate LIME explanation
explanation = CrucibleXai.explain(instance, predict_fn, num_samples: 2000)

result = Faithfulness.measure_faithfulness(
  instance,
  explanation,
  predict_fn
)

IO.puts("Faithfulness: #{result.faithfulness_score}")
# => 0.87 (Good)
References
Based on:
	Hooker et al. (2019) "A Benchmark for Interpretability Methods"
	Yeh et al. (2019) "On the (In)fidelity and Sensitivity of Explanations"
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  faithfulness_score: float(),
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  monotonicity: boolean(),
  interpretation: String.t()
}


      



  



  
    
      
    
    
      full_report()



        
          
        

    

  


  

      

          @type full_report() :: %{
  faithfulness_score: float(),
  prediction_drops: [number()],
  feature_order: [integer()],
  monotonicity: boolean(),
  interpretation: String.t(),
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  summary: String.t()
}
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  is_monotonic: boolean(),
  violations: non_neg_integer(),
  violation_indices: [integer()],
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}
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          @spec full_report(list(), CrucibleXAI.Explanation.t(), (any() -> any()), keyword()) ::
  full_report()


      


Generate comprehensive faithfulness report.
Combines feature removal test and monotonicity analysis into a single
detailed report with human-readable summary.
Parameters
	instance - Instance to test
	explanation - Explanation struct
	predict_fn - Model prediction function
	opts - Same options as measure_faithfulness/4

Returns
Map combining faithfulness metrics, monotonicity details, and summary text.
Examples
report = Faithfulness.full_report(instance, explanation, predict_fn)
IO.puts(report.summary)
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          @spec measure_faithfulness(
  list(),
  CrucibleXAI.Explanation.t(),
  (any() -> any()),
  keyword()
) ::
  faithfulness_result()


      


Measure faithfulness via feature removal.
Algorithm
	Sort features by absolute attribution (descending)
	Remove features incrementally (most important first)
	Measure prediction change at each step
	Compute correlation between attribution rank and prediction change

Parameters
	instance - Instance to test (list of feature values)
	explanation - Explanation struct to validate
	predict_fn - Model prediction function
	opts - Options:	:baseline_value - Value for removed features (default: 0.0)
	:num_steps - Number of removal steps (default: all features)
	:correlation_method - :pearson or :spearman (default: :spearman)



Returns
Map with:
	:faithfulness_score - Correlation coefficient (-1 to 1, higher better)
	:prediction_drops - Prediction change at each removal step
	:feature_order - Order features were removed (by importance)
	:monotonicity - Whether drops are monotonic (boolean)
	:interpretation - Human-readable assessment

Examples
# Perfect faithfulness for linear model
predict_fn = fn [x, y] -> 2.0 * x + 3.0 * y end
instance = [5.0, 10.0]
explanation = %Explanation{
  instance: instance,
  feature_weights: %{0 => 2.0, 1 => 3.0},
  method: :lime
}

result = Faithfulness.measure_faithfulness(instance, explanation, predict_fn)
# => %{faithfulness_score: 1.0, monotonicity: true, ...}
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          @spec monotonicity_test(
  list(),
  CrucibleXAI.Explanation.t(),
  (any() -> any()),
  keyword()
) ::
  monotonicity_result()


      


Test monotonicity property.
Removing features in order of importance should cause monotonically
increasing prediction changes (for regression) or decreasing confidence
(for classification).
Parameters
	instance - Instance to test
	explanation - Explanation struct
	predict_fn - Model prediction function
	opts - Same options as measure_faithfulness/4

Returns
Map with:
	:is_monotonic - Whether drops are monotonic (boolean)
	:violations - Number of monotonicity violations
	:violation_indices - Step indices where violations occurred
	:severity - Average violation magnitude

Examples
result = Faithfulness.monotonicity_test(instance, explanation, predict_fn)
# => %{is_monotonic: true, violations: 0, ...}

  


        

      


  

    
CrucibleXAI.Validation.Infidelity 
    



      
Infidelity metric for explanation quality assessment.
Measures squared error between actual model changes and explanation-predicted
changes under perturbations. Lower scores indicate more faithful explanations
(0 = perfect fidelity).
Mathematical Definition
Infidelity = E[(f(x) - f(x̃) - φᵀ(x - x̃))²]
Where:
	x = original instance
	x̃ = perturbed instance
	f = model prediction function
	φ = attribution vector (feature importances)

Interpretation
	0.00 - 0.02: Excellent fidelity
	0.02 - 0.05: Good fidelity
	0.05 - 0.10: Acceptable fidelity
	0.10 - 0.20: Poor fidelity
	> 0.20: Very poor fidelity

Usage
attributions = explanation.feature_weights

result = Infidelity.compute(
  instance,
  attributions,
  predict_fn,
  num_perturbations: 100
)

IO.puts("Infidelity: #{result.infidelity_score}")
# => 0.03 (Good)
References
Based on:
	Yeh et al. (2019) "On the (In)fidelity and Sensitivity of Explanations", NeurIPS
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          @type result() :: %{
  infidelity_score: float(),
  std_dev: float(),
  individual_errors: [float()],
  normalized_score: float(),
  interpretation: String.t()
}
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          @spec compare_methods(list(), list(), function(), keyword()) :: map()


      


Compare infidelity across multiple explanation methods.
Useful for selecting the most faithful explanation method for a given
model and instance.
Parameters
	instance - Instance to test
	explanations - List of explanation structs or attribution maps
	predict_fn - Model prediction function
	opts - Options passed to compute/4

Returns
Map with:
	:by_method - Map of method_name => infidelity_result
	:best_method - Method with lowest infidelity
	:worst_method - Method with highest infidelity
	:ranking - List of {method, score} sorted by quality

Examples
lime_attrs = %{0 => 2.1, 1 => 2.9}
shap_attrs = %{0 => 2.0, 1 => 3.0}

result = Infidelity.compare_methods(
  instance,
  [
    {:lime, lime_attrs},
    {:shap, shap_attrs}
  ],
  predict_fn
)
# => %{best_method: :shap, ...}

  



    

  
    
      
    
    
      compute(instance, attributions, predict_fn, opts \\ [])



        
          
        

    

  


  

      

          @spec compute(list(), map(), (any() -> any()), keyword()) :: result()


      


Compute infidelity score.
Algorithm
	Generate N perturbations of the instance
	For each perturbation x̃:
a. Compute actual model change: Δf = f(x) - f(x̃)
b. Compute predicted change via attributions: Δφ = φᵀ(x - x̃)
c. Compute squared error: (Δf - Δφ)²
	Return mean squared error across all perturbations

Parameters
	instance - Original instance (list of feature values)
	attributions - Attribution map (feature_index => importance)
	predict_fn - Model prediction function
	opts - Options:	:num_perturbations - Number of perturbations (default: 100)
	:perturbation_std - Std dev for Gaussian noise (default: 0.1)
	:perturbation_method - :gaussian, :uniform (default: :gaussian)
	:normalize - Normalize by prediction variance (default: false)



Returns
Map with:
	:infidelity_score - Mean squared error (lower is better, 0 = perfect)
	:std_dev - Standard deviation across perturbations
	:individual_errors - Error for each perturbation
	:normalized_score - Normalized by variance (if normalize: true)
	:interpretation - Quality assessment string

Examples
# Perfect attribution (zero infidelity)
attributions = %{0 => 2.0, 1 => 3.0}
predict_fn = fn [x, y] -> 2.0 * x + 3.0 * y end
instance = [5.0, 10.0]

result = Infidelity.compute(instance, attributions, predict_fn)
=> %{infidelity_score: ~0.0, interpretation: "Excellent", ...}

  



    

  
    
      
    
    
      sensitivity_to_perturbation(instance, attributions, predict_fn, opts \\ [])



        
          
        

    

  


  

      

          @spec sensitivity_to_perturbation(list(), map(), (any() -> any()), keyword()) :: map()


      


Sensitivity analysis across perturbation magnitudes.
Tests how infidelity changes with perturbation size to ensure the metric
is robust to the perturbation magnitude choice.
Parameters
	instance - Instance to test
	attributions - Attribution map
	predict_fn - Model prediction function
	opts - Options:	:std_range - List of std devs to test (default: [0.05, 0.1, 0.2, 0.5])
	:num_perturbations - Perturbations per std dev (default: 50)



Returns
Map with:
	:infidelity_by_std - Map of std_dev => infidelity_score
	:is_stable - Whether infidelity is stable across magnitudes
	:coefficient_of_variation - Measure of stability

Examples
result = Infidelity.sensitivity_to_perturbation(
  instance,
  attributions,
  predict_fn
)
# => %{infidelity_by_std: %{0.05 => 0.03, 0.1 => 0.04, ...}, ...}

  


        

      


  

    
CrucibleXAI.Validation.Sensitivity 
    



      
Robustness and sensitivity testing for explanations.
Measures explanation stability under input perturbations and hyperparameter
variations. Stable explanations are more trustworthy and reliable.
Metrics
	Stability Score: 0-1 scale (1 = perfectly stable, 0 = very unstable)
	Mean Variation: Average change in attributions across perturbations
	Max Variation: Maximum attribution change observed
	Coefficient of Variation: Normalized stability measure (σ/μ)

Usage
# Test input sensitivity
explain_fn = fn inst -> CrucibleXai.explain(inst, predict_fn) end

result = Sensitivity.input_sensitivity(
  instance,
  explain_fn,
  predict_fn,
  num_perturbations: 50
)

IO.puts("Stability: #{result.stability_score}")
# => 0.92 (High stability)
References
Based on:
	Yeh et al. (2019) "On the (In)fidelity and Sensitivity of Explanations"
	Alvarez-Melis & Jaakkola (2018) "On the Robustness of Interpretability Methods"
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          @type input_result() :: %{
  stability_score: float(),
  mean_variation: float(),
  max_variation: float(),
  variation_by_feature: map(),
  coefficient_of_variation: float(),
  interpretation: String.t()
}
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          @spec cross_method_consistency(
  list(),
  keyword()
) :: map()


      


Test cross-method consistency.
Different explanation methods should agree on which features are important.
High consistency indicates reliable feature identification.
Parameters
	explanations - List of explanation structs or attribution maps
	opts - Options:	:top_k - Number of top features to compare (default: 5)
	:metric - :rank_correlation or :overlap (default: :rank_correlation)



Returns
Map with:
	:consistency_score - 0-1 (1 = perfect agreement)
	:pairwise_consistency - Consistency between each pair of methods
	:top_features_overlap - Overlap in top-k features
	:interpretation - Consistency assessment

Examples
lime_exp = CrucibleXai.explain(instance, predict_fn)
shap_exp = CrucibleXai.explain_shap(instance, background, predict_fn)

result = Sensitivity.cross_method_consistency([lime_exp, shap_exp])
# => %{consistency_score: 0.85, ...}
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          @spec input_sensitivity(list(), (any() -> any()), (any() -> any()), keyword()) ::
  input_result()


      


Test sensitivity to input perturbations.
Measures how much explanations change when the input is slightly perturbed.
Stable explanations should be similar for similar inputs.
Algorithm
	Generate N small perturbations: x̃ᵢ ≈ x
	Compute explanations: φᵢ = explain(x̃ᵢ)
	Measure variation:	Mean absolute deviation: E[|φᵢ - φ̄|]
	Max deviation: max|φᵢ - φ̄|
	Coefficient of variation: σ/μ


	Return stability score: 1 - normalized_variation

Parameters
	instance - Instance to test
	explain_fn - Explanation function (instance -> explanation or attributions)
	predict_fn - Prediction function
	opts - Options:	:num_perturbations - Number of perturbations (default: 50)
	:noise_level - Relative noise magnitude (default: 0.05)
	:noise_type - :gaussian or :uniform (default: :gaussian)



Returns
Map with:
	:stability_score - 0-1 (1 = perfectly stable)
	:mean_variation - Average attribution change
	:max_variation - Maximum attribution change
	:variation_by_feature - Per-feature variation map
	:coefficient_of_variation - Normalized stability (σ/μ)
	:interpretation - Stability assessment string

Examples
explain_fn = fn inst -> %{0 => 2.0, 1 => 3.0} end  # Deterministic
result = Sensitivity.input_sensitivity(instance, explain_fn, predict_fn)
# => %{stability_score: 1.0, interpretation: "Excellent", ...}
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          @spec parameter_sensitivity(list(), function(), map(), keyword()) :: map()


      


Test sensitivity to hyperparameters.
Measures how sensitive explanations are to method-specific parameters
(e.g., num_samples in LIME, num_coalitions in SHAP).
Parameters
	instance - Instance to test
	explain_fn - Explanation function that accepts options
	param_ranges - Map of parameter => list of values to test
	opts - Additional options

Returns
Map with:
	:parameter_sensitivity - Variation for each parameter
	:robust_parameters - Parameters with low sensitivity
	:sensitive_parameters - Parameters with high sensitivity
	:recommendations - Tuning recommendations

Examples
explain_fn = fn inst, opts ->
  CrucibleXai.explain(inst, predict_fn, opts)
end

result = Sensitivity.parameter_sensitivity(
  instance,
  explain_fn,
  %{num_samples: [1000, 2000, 5000, 10000]},
  []
)
# => %{robust_parameters: [:num_samples], ...}

  


        

      


  

    
CrucibleXAI.Visualization 
    



      
Visualization utilities for XAI explanations.
Provides HTML generation for interactive visualizations of LIME, SHAP,
and feature attribution results.
Examples
explanation = CrucibleXai.explain(instance, predict_fn)
html = CrucibleXAI.Visualization.to_html(explanation)
CrucibleXAI.Visualization.save_html(explanation, "explanation.html")
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        Generate comparison HTML for LIME vs SHAP.
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        Save visualization to HTML file.
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        Generate HTML for SHAP values.
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        Generate HTML visualization for an explanation.
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          @spec comparison_html(CrucibleXAI.Explanation.t(), map(), list(), keyword()) ::
  String.t()


      


Generate comparison HTML for LIME vs SHAP.
Parameters
	lime_explanation - LIME explanation
	shap_values - SHAP values map
	instance - Instance that was explained
	opts - Options

Returns
  HTML string comparing both methods
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          @spec save_html(CrucibleXAI.Explanation.t(), String.t(), keyword()) ::
  {:ok, String.t()}


      


Save visualization to HTML file.
Parameters
	explanation - Explanation struct
	path - File path to save to
	opts - Visualization options

Returns
  {:ok, path} on success
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          @spec shap_to_html(map(), list(), keyword()) :: String.t()


      


Generate HTML for SHAP values.
Parameters
	shap_values - Map of feature_index => shapley_value
	instance - The instance that was explained
	opts - Options (same as to_html/2)

Returns
  HTML string
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          @spec to_html(
  CrucibleXAI.Explanation.t(),
  keyword()
) :: String.t()


      


Generate HTML visualization for an explanation.
Parameters
	explanation - Explanation struct
	opts - Options:	:feature_names - Map of feature_index => name
	:style - Style theme (:light or :dark)
	:num_features - Number of features to display



Returns
  HTML string
Examples
iex> exp = %CrucibleXAI.Explanation{
...>   instance: [1.0, 2.0],
...>   feature_weights: %{0 => 0.5, 1 => 0.3},
...>   method: :lime
...> }
iex> html = CrucibleXAI.Visualization.to_html(exp)
iex> String.contains?(html, "<!DOCTYPE html>")
true

  


        

      


  

    
CrucibleXai 
    



      
CrucibleXAI - Explainable AI (XAI) Library for Elixir
A comprehensive library for explaining machine learning model predictions
using state-of-the-art interpretability techniques. Built on Nx for
high-performance numerical computing.
Features
	LIME (Local Interpretable Model-agnostic Explanations)
	Explain any black-box model locally with interpretable linear models
	Multiple sampling strategies (Gaussian, Uniform, Categorical)
	Flexible kernel functions for proximity weighting
	Feature selection methods (highest weights, forward selection, Lasso)


	Model-Agnostic: Works with any prediction function

	High Performance: Built on Nx tensors for efficient computation

	Flexible: Extensive configuration options

	Well-Tested: Comprehensive test suite with property-based testing


Quick Start
# Explain a model prediction
predict_fn = fn [x, y] -> 2.0 * x + 3.0 * y + 1.0 end
instance = [1.0, 2.0]

explanation = CrucibleXai.explain(instance, predict_fn)

# View explanation
IO.puts(CrucibleXai.Explanation.to_text(explanation))
Main Modules
	CrucibleXai.LIME - LIME explanations
	CrucibleXai.SHAP - SHAP (Shapley values) explanations
	CrucibleXai.Explanation - Explanation structure and utilities
	CrucibleXai.Validation - Explanation quality metrics and validation (v0.3.0+)
	CrucibleXai.LIME.Sampling - Data perturbation strategies
	CrucibleXai.LIME.Kernels - Proximity weighting functions
	CrucibleXai.LIME.InterpretableModels - Linear regression models
	CrucibleXai.LIME.FeatureSelection - Feature selection methods

References
	Ribeiro, M. T., Singh, S., & Guestrin, C. (2016).
"Why Should I Trust You?": Explaining the Predictions of Any Classifier. KDD.
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        compute_infidelity(instance, attributions, predict_fn, opts \\ [])

      


        Compute infidelity score.



    


    
      
        explain(instance, predict_fn, opts \\ [])

      


        Explain a model prediction using LIME.



    


    
      
        explain_batch(instances, predict_fn, opts \\ [])

      


        Explain multiple instances.



    


    
      
        explain_shap(instance, background_data, predict_fn, opts \\ [])

      


        Explain using SHAP (Shapley values).



    


    
      
        feature_importance(predict_fn, validation_data, opts \\ [])

      


        Calculate feature importance using permutation importance.



    


    
      
        measure_faithfulness(instance, explanation, predict_fn, opts \\ [])

      


        Measure faithfulness of an explanation.



    


    
      
        quick_validate(explanation, instance, predict_fn, opts \\ [])

      


        Quick validation for production use.



    


    
      
        validate_explanation(explanation, instance, predict_fn, opts \\ [])

      


        Validate an explanation comprehensively.
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          @spec compute_infidelity(list(), map(), (any() -> any()), keyword()) ::
  CrucibleXAI.Validation.Infidelity.result()


      


Compute infidelity score.
Measures explanation error via perturbation-based testing.
New in v0.3.0.
Parameters
	instance - Instance explained
	attributions - Attribution map
	predict_fn - Prediction function
	opts - Options

Returns
  Map with infidelity score (lower is better)
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          @spec explain(
  list() | Nx.Tensor.t(),
  (any() -> number() | Nx.Tensor.t()),
  Keyword.t()
) :: CrucibleXAI.Explanation.t()


      


Explain a model prediction using LIME.
Convenience function that delegates to CrucibleXai.LIME.explain/3.
Parameters
	instance - The instance to explain
	predict_fn - Function that takes input and returns prediction
	opts - Options (see CrucibleXai.LIME for details)

Returns
  %Explanation{} struct with feature weights and metadata
Examples
iex> predict_fn = fn [x] -> x * 2.0 end
iex> explanation = CrucibleXai.explain([5.0], predict_fn, num_samples: 100)
iex> explanation.method
:lime
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          @spec explain_batch(
  list(),
  (any() -> number() | Nx.Tensor.t()),
  Keyword.t()
) :: [CrucibleXAI.Explanation.t()]


      


Explain multiple instances.
Convenience function that delegates to CrucibleXai.LIME.explain_batch/3.
Parameters
	instances - List of instances to explain
	predict_fn - Prediction function
	opts - Options

Returns
  List of %Explanation{} structs
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          @spec explain_shap(list() | Nx.Tensor.t(), list(), function(), keyword()) :: %{
  required(integer()) => float()
}


      


Explain using SHAP (Shapley values).
Convenience function that delegates to CrucibleXAI.SHAP.explain/4.
Parameters
	instance - The instance to explain
	background_data - Background dataset for baseline
	predict_fn - Prediction function
	opts - Options (see CrucibleXAI.SHAP for details)

Returns
  Map of feature_index => shapley_value
Examples
iex> predict_fn = fn [x] -> x * 2.0 end
iex> shap = CrucibleXai.explain_shap([5.0], [[0.0]], predict_fn, num_samples: 500)
iex> is_map(shap)
true
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          @spec feature_importance((any() -> any()), [{list(), number()}, ...], Keyword.t()) ::
  %{
    required(integer()) => %{importance: float(), std_dev: float()}
  }


      


Calculate feature importance using permutation importance.
Convenience function that delegates to CrucibleXAI.FeatureAttribution.permutation_importance/3.
Parameters
	predict_fn - Prediction function
	validation_data - List of {instance, label} tuples
	opts - Options (see CrucibleXAI.FeatureAttribution for details)

Returns
  Map of feature_index => %{importance: float, std_dev: float}
Examples
iex> predict_fn = fn [x] -> x * 2.0 end
iex> data = [{[1.0], 2.0}, {[2.0], 4.0}]
iex> imp = CrucibleXai.feature_importance(predict_fn, data, num_repeats: 2)
iex> is_map(imp)
true
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          @spec measure_faithfulness(
  list(),
  CrucibleXAI.Explanation.t(),
  (any() -> any()),
  keyword()
) ::
  CrucibleXAI.Validation.Faithfulness.faithfulness_result()


      


Measure faithfulness of an explanation.
Tests whether removing important features causes proportional prediction changes.
New in v0.3.0.
Parameters
	instance - Instance explained
	explanation - Explanation struct
	predict_fn - Prediction function
	opts - Options

Returns
  Map with faithfulness score and details
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          @spec quick_validate(CrucibleXAI.Explanation.t(), list(), (any() -> any()), keyword()) ::
  CrucibleXAI.Validation.quick_report()


      


Quick validation for production use.
Fast quality check using faithfulness and infidelity metrics only.
New in v0.3.0.
Parameters
	explanation - Explanation struct to validate
	instance - Instance that was explained
	predict_fn - Prediction function
	opts - Options

Returns
  Map with quality scores and pass/fail status
Examples
iex> explanation = CrucibleXai.explain([5.0], fn [x] -> x * 2.0 end)
iex> quick = CrucibleXai.quick_validate(explanation, [5.0], fn [x] -> x * 2.0 end)
iex> is_boolean(quick.passes_quality_gate)
true

  



    

  
    
      
    
    
      validate_explanation(explanation, instance, predict_fn, opts \\ [])



        
          
        

    

  


  

      

          @spec validate_explanation(
  CrucibleXAI.Explanation.t(),
  list(),
  (any() -> any()),
  keyword()
) :: CrucibleXAI.Validation.comprehensive_report()


      


Validate an explanation comprehensively.
Measures explanation quality across multiple dimensions: faithfulness,
infidelity, sensitivity, and axiom compliance.
New in v0.3.0.
Parameters
	explanation - Explanation struct to validate
	instance - Instance that was explained
	predict_fn - Prediction function
	opts - Options (see CrucibleXAI.Validation for details)

Returns
  Map with validation results and quality score
Examples
iex> explanation = CrucibleXai.explain([5.0, 10.0], fn [x, y] -> 2.0 * x + 3.0 * y end)
iex> validation = CrucibleXai.validate_explanation(explanation, [5.0, 10.0], fn [x, y] -> 2.0 * x + 3.0 * y end)
iex> is_map(validation)
true
iex> Map.has_key?(validation, :quality_score)
true
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