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  Overview


DistributedSupervisor is a specialized dynamic supervisor designed to work transparently in distributed Erlang/Elixir environments. It extends the functionality of Elixir's built-in DynamicSupervisor by adding:
	Automatic process distribution across connected Erlang nodes
	Process redistribution when nodes join or leave the cluster
	Per-process node selection/assignment capabilities
	Fault tolerance with automatic recovery across nodes
	Notification system for process lifecycle events

This makes it ideal for building resilient, distributed applications where processes need to be balanced across a cluster with minimal manual intervention.

  
    
  
  Installation


Add distributed_supervisor to your mix.exs dependencies:
def deps do
  [
    {:distributed_supervisor, "~> 0.5"}
  ]
end
After adding the dependency, run:
mix deps.get


  
    
  
  Basic Usage



  
    
  
  Starting a DistributedSupervisor


# Start the supervisor with a required name
{:ok, pid} = DistributedSupervisor.start_link(name: MyApp.DistSup)

# Start a child process (will be automatically assigned to a node)
{:ok, child_pid, child_name} = DistributedSupervisor.start_child(MyApp.DistSup, MyWorker)

# Interact with the child process
DistributedSupervisor.call(MyApp.DistSup, child_name, :get_state)
DistributedSupervisor.cast(MyApp.DistSup, child_name, {:set_value, 42})

# Get information about current children
children = DistributedSupervisor.children(MyApp.DistSup)

# Find a specific child's PID
child_pid = DistributedSupervisor.whereis(MyApp.DistSup, child_name)

# Terminate a child
:ok = DistributedSupervisor.terminate_child(MyApp.DistSup, child_pid)

  
    
  
  Using with Named Processes


# Start a process with an explicit name
{:ok, pid, MyWorker} = DistributedSupervisor.start_child(
  MyApp.DistSup, 
  {MyWorker, name: MyWorker}
)

# The name can later be used for calls and casts
DistributedSupervisor.call(MyApp.DistSup, MyWorker, :some_call)

  
    
  
  Configuration Options


The DistributedSupervisor accepts the following configuration options:
	Option	Type	Default	Description
	:name	atom()	Required	Unique name for this distributed supervisor instance
	:cache_children?	boolean()	true	Whether to cache children information for faster lookups
	:nodes	[node()]	[] (all connected nodes)	Specific nodes to distribute processes across
	:monitor_nodes	boolean() | :cluster	false	Whether to monitor node connections/disconnections
	:listeners	module() | [module()]	[]	Module(s) implementing the DistributedSupervisor.Listener behaviour

Example configuration in a supervision tree:
children = [
  {DistributedSupervisor, 
   name: MyApp.DistSup,
   cache_children?: true,
   monitor_nodes: true,
   nodes: [:node1@host, :node2@host],
   listeners: MyApp.ProcessListener
  }
]

Supervisor.start_link(children, strategy: :one_for_one)

  
    
  
  Advanced Usage



  
    
  
  Node Selection


By default, processes are distributed across nodes using a consistent hashing algorithm, but you can specify a node explicitly:
# Start a child on a specific node
DistributedSupervisor.start_child(MyApp.DistSup, MyWorker, :"node1@host")

  
    
  
  Custom Process Restart Behavior


You can configure processes with different restart strategies:
# Start a transient process (won't be restarted on normal termination)
DistributedSupervisor.start_child(
  MyApp.DistSup,
  {MyWorker, restart: :transient, shutdown: 5000}
)

  
    
  
  Notification Listeners


Implement the DistributedSupervisor.Listener behaviour to receive callbacks for process lifecycle events:
defmodule MyApp.ProcessListener do
  @behaviour DistributedSupervisor.Listener

  # Called when a node joins the cluster
  def handle_node_up(node, state) do
    IO.puts("Node #{node} joined the cluster")
    {:ok, state}
  end

  # Called when a node leaves the cluster
  def handle_node_down(node, state) do
    IO.puts("Node #{node} left the cluster")
    {:ok, state}
  end

  # Add other callback implementations...
end

  
    
  
  Working with Distributed Environments


For a complete multi-node setup with process distribution:
# On each node in your cluster
Node.connect(:"other_node@host")

# Start DistributedSupervisor with the same name on each node
{:ok, _} = DistributedSupervisor.start_link(
  name: MyApp.DistSup,
  monitor_nodes: true
)

# Start processes from any node - they'll be distributed across the cluster
Enum.each(1..100, fn i ->
  DistributedSupervisor.start_child(
    MyApp.DistSup,
    {MyWorker, [id: i, name: :"worker_#{i}"]}
  )
end)

# Query any node to see all processes in the cluster
DistributedSupervisor.children(MyApp.DistSup)

  
    
  
  Troubleshooting



  
    
  
  Common Issues


	Processes not distributed across expected nodes
	Ensure all nodes are connected with Node.list/0
	Check that the nodes specified in config are online
	Verify process names are unique


	Process communication failures
	Ensure consistent Erlang cookie across all nodes
	Check network connectivity between nodes
	Verify your firewall allows Erlang distribution ports


	Children disappearing from registry
	Check if cache_children?: true is set
	Look for process crashes in logs
	Ensure your GenServer initialization is stable




  
    
  
  Debugging Tools


Use these functions to debug distribution issues:
# Check which nodes are in the ring
DistributedSupervisor.nodes(MyApp.DistSup)

# Check which node a particular process key would be assigned to
node = DistributedSupervisor.node_for(MyApp.DistSup, :some_key)

# Check if the current node owns a particular key
is_mine = DistributedSupervisor.mine?(MyApp.DistSup, :some_key)

  
    
  
  Development



  
    
  
  Local Testing


	Clone the repository
	Install dependencies:mix deps.get


	Run tests:mix test




  
    
  
  Running Distributed Tests


	Start multiple named nodes:iex --name node1@127.0.0.1 -S mix
iex --name node2@127.0.0.1 -S mix


	Connect nodes in each shell:Node.connect(:"node2@127.0.0.1")



  
    
  
  Code Quality


Maintain code quality with:
mix quality      # Format, credo and dialyzer
mix quality.ci   # CI quality checks


  
    
  
  Contributing


	Fork the repository
	Create a feature branch
	Add tests for new functionality
	Ensure all tests pass: mix test
	Ensure code quality: mix quality
	Submit a pull request


  
    
  
  License


This project is licensed under the MIT License - see the LICENSE file for details.

  
    
  
  Documentation


For detailed API documentation, visit the HexDocs page.


  

    
Seamless Distribution
    

In today’s world of scalable, resilient applications, distributed systems are no longer optional—they’re essential. Enter DistributedSupervisor, a specialized Elixir library designed to transform how you manage processes across distributed environments.

  
    
  
  Transparent Process Distribution in Elixir Made Simple


Building distributed applications in Elixir has traditionally involved complex coordination, manual process distribution, and custom recovery mechanisms. DistributedSupervisor changes this paradigm by extending Elixir’s built-in DynamicSupervisor with powerful distributed capabilities that work transparently across your entire cluster.
# Start with minimal configuration
{:ok, pid} = DistributedSupervisor.start_link(name: MyApp.DistSup)

# Process automatically distributed across the cluster
{:ok, child_pid, child_name} = DistributedSupervisor.start_child(MyApp.DistSup, MyWorker)

  
    
  
  Core Distributed Features That Set It Apart



  
    
  
  Intelligent Process Distribution


At the heart of DistributedSupervisor is a consistent hashing mechanism powered by HashRing that ensures:
	Balanced Load: Processes are evenly distributed across all connected nodes
	Predictable Allocation: The same key consistently maps to the same node
	Minimal Reshuffling: When nodes join or leave, only a fraction of processes need to move


  
    
  
  Dynamic Cluster Adaptation


Your application automatically adapts to changing cluster conditions:
	Node Join Events: When new nodes come online, the process distribution automatically expands
	Node Leave Events: When nodes disconnect, their processes are automatically redistributed
	Configurable Monitoring: Choose how your application responds to cluster topology changes


  
    
  
  Fine-Grained Control


While automation is the default, you maintain complete control when needed:
# Explicitly assign a process to a specific node
{:ok, pid, name} = DistributedSupervisor.start_child(
  MyApp.DistSup,
  MyWorker,
  :"node1@host"
)

# Check distribution information
target_node = DistributedSupervisor.node_for(MyApp.DistSup, :some_key)
is_local = DistributedSupervisor.mine?(MyApp.DistSup, :some_key)

  
    
  
  Built-in Fault Tolerance


When nodes fail, DistributedSupervisor ensures your application keeps running:
	Automatic Recovery: Child processes are restarted on remaining nodes
	Cached Child Specifications: Process definitions are preserved for recovery
	Configurable Restart Strategies: Choose between permanent, transient, or temporary behaviors


  
    
  
  Technical Benefits for Modern Applications



  
    
  
  Familiar, Ergonomic API


DistributedSupervisor’s API mirrors Elixir’s standard DynamicSupervisor, making adoption seamless:
# Interact with distributed processes using familiar patterns
result = DistributedSupervisor.call(MyApp.DistSup, worker_name, :get_status)
DistributedSupervisor.cast(MyApp.DistSup, worker_name, {:update, value})

# Get information about processes across the cluster
children = DistributedSupervisor.children(MyApp.DistSup)

  
    
  
  Comprehensive Event Notifications


Create listeners to respond to process lifecycle events:
defmodule MyApp.ProcessListener do
  @behaviour DistributedSupervisor.Listener
  
  def handle_node_up(node, state) do
    # React when a node joins the cluster
    {:ok, state}
  end
  
  def handle_node_down(node, state) do
    # React when a node leaves the cluster
    {:ok, state}
  end
end

  
    
  
  Built on Solid Foundations


Leveraging proven Erlang/Elixir components:
	:pg for distributed process groups
	HashRing for consistent hash-based distribution
	DynamicSupervisor for robust process supervision


  
    
  
  Real-World Applications



  
    
  
  High-Availability Systems


Ensure your critical services continue operating even when nodes fail:
	Distributed caching layers that survive node failures
	Always-available API endpoints with automatic failover
	Resilient job processing queues that redistribute work


  
    
  
  Horizontal Scaling


Scale your application by simply adding new nodes—processes automatically distribute:
	Stateful microservices that scale with demand
	Distributed task processing systems
	Load-balanced service clusters


  
    
  
  Stateful Service Management


Manage stateful components across your cluster:
	Session stores with consistent routing
	Distributed locks and coordinators
	State machine replicas with predictable distribution


  
    
  
  Getting Started is Simple


Add DistributedSupervisor to your project:
def deps do
  [
    {:distributed_supervisor, "~> 0.5"}
  ]
end

  
    
  
  Why Choose DistributedSupervisor?


	Simplicity: Distributed features with minimal configuration
	Reliability: Built-in fault tolerance and recovery mechanisms
	Flexibility: Fine-grained control when you need it
	Familiar: API that builds on existing Elixir patterns
	Lightweight: Minimal overhead for distributed coordination

Transform your Elixir applications into resilient, distributed systems today with DistributedSupervisor—where distribution becomes transparent and reliability comes standard.


  

    
LICENSE
    


Copyright © 2025 Aleksei Matiushkin

Permission is hereby granted, free of charge, to any person obtaining a copy
of this software and associated documentation files (the "Software"), to deal
in the Software without restriction, including without limitation the rights
to use, copy, modify, merge, publish, distribute, sublicense, and/or sell
copies of the Software, and to permit persons to whom the Software is
furnished to do so, subject to the following conditions:

The above copyright notice and this permission notice shall be included in all
copies or substantial portions of the Software.

THE SOFTWARE IS PROVIDED "AS IS", WITHOUT WARRANTY OF ANY KIND, EXPRESS OR
IMPLIED, INCLUDING BUT NOT LIMITED TO THE WARRANTIES OF MERCHANTABILITY,
FITNESS FOR A PARTICULAR PURPOSE AND NONINFRINGEMENT. IN NO EVENT SHALL THE
AUTHORS OR COPYRIGHT HOLDERS BE LIABLE FOR ANY CLAIM, DAMAGES OR OTHER
LIABILITY, WHETHER IN AN ACTION OF CONTRACT, TORT OR OTHERWISE, ARISING FROM,
OUT OF OR IN CONNECTION WITH THE SOFTWARE OR THE USE OR OTHER DEALINGS IN THE
SOFTWARE.



  

    
DistributedSupervisor 
    



      
DistributedSupervisor is a specialized dynamic supervisor designed to work transparently
in distributed Erlang/Elixir environments. It extends the functionality of Elixir's built-in
DynamicSupervisor by providing automatic process distribution across connected nodes.

  
    
  
  Architecture and Process Distribution


The supervisor leverages several components to achieve distributed process management:
	:pg for distributed process groups and registry
	HashRing (via libring) for consistent hash-based process distribution
	Local DynamicSupervisor instances on each node
	Internal process registry for child tracking

When a child process is started through DistributedSupervisor:
	A target node is selected (using consistent hashing or explicit assignment)
	The process is started on the designated node via the local DynamicSupervisor
	Process information is registered in the internal registry
	Child processes can be monitored for failures and redistributed if needed


  
    
  
  Supervision Strategy


DistributedSupervisor uses a one-for-one supervision strategy for child processes.
Each child is supervised independently, and if a child process terminates, only that
process is restarted according to its restart strategy (:permanent, :transient, or :temporary).
In a distributed context:
	When a node goes down, child processes can be restarted on other nodes (if cache_children? is enabled)
	When a new node joins, it becomes available for process distribution
	Process redistribution is handled automatically via a consistent hashing algorithm


  
    
  
  Basic Usage



  
    
  
  Starting a DistributedSupervisor


# Start a distributed supervisor with minimal configuration
{:ok, pid} = DistributedSupervisor.start_link(name: MyApp.DistSup)

# Start with more options
{:ok, pid} = DistributedSupervisor.start_link(
  name: MyApp.DistSup,
  cache_children?: true,
  monitor_nodes: true
)

  
    
  
  Starting Child Processes


# Start a child process (will be distributed automatically)
{:ok, pid, ref} = DistributedSupervisor.start_child(MyApp.DistSup, MyWorker)

# Start a child with a specific name
{:ok, pid, MyWorker} = DistributedSupervisor.start_child(
  MyApp.DistSup,
  {MyWorker, name: MyWorker}
)

# Start a child on a specific node
{:ok, pid, name} = DistributedSupervisor.start_child(
  MyApp.DistSup,
  MyWorker,
  :"node1@host"
)

  
    
  
  Interacting with Children


# Call a specific child process
result = DistributedSupervisor.call(MyApp.DistSup, MyWorker, :get_status)

# Send a cast to a child process
:ok = DistributedSupervisor.cast(MyApp.DistSup, MyWorker, {:update, value})

# Send a direct message
DistributedSupervisor.send(MyApp.DistSup, MyWorker, {:ping, self()})

# Get information about all children
children = DistributedSupervisor.children(MyApp.DistSup)
# => %{worker_name => {pid, child_spec}, ...}

# Find a specific child's PID
pid = DistributedSupervisor.whereis(MyApp.DistSup, MyWorker)

# Find a child's name from its PID
name = DistributedSupervisor.whois(MyApp.DistSup, pid)

# Terminate a child
:ok = DistributedSupervisor.terminate_child(MyApp.DistSup, pid)

  
    
  
  Configuration Options


The DistributedSupervisor accepts the following configuration options:

  
    
  
  Required Options


	:name - The unique name for this distributed supervisor instanceDistributedSupervisor.start_link(name: MyApp.DistSup)



  
    
  
  Optional Configuration


	:cache_children? (default: true) - Whether to cache children information
When enabled, the supervisor maintains a cache of child processes, allowing them
to be restarted on other nodes if their original node goes down. Disabling this
option reduces memory usage but removes the ability to recover processes after node failures.
# Enable child caching (better fault tolerance)
DistributedSupervisor.start_link(
  name: MyApp.DistSup,
  cache_children?: true
)

	:nodes (default: []) - Specific nodes to distribute processes across
By default, all connected nodes are used. Specifying a subset can improve
performance and predictability.
# Use only specific nodes
DistributedSupervisor.start_link(
  name: MyApp.DistSup,
  nodes: [:node1@host, :node2@host]
)

	:monitor_nodes (default: false) - Monitor node connections/disconnections
When set to true, the hash ring will be automatically updated when nodes
join or leave the cluster.
# Automatically adapt to cluster changes
DistributedSupervisor.start_link(
  name: MyApp.DistSup,
  monitor_nodes: true
)

	:listeners (default: []) - Modules implementing the DistributedSupervisor.Listener behaviour
Listeners receive notifications about process and node lifecycle events.
# Single listener
DistributedSupervisor.start_link(
  name: MyApp.DistSup,
  listeners: MyApp.ProcessListener
)

# Multiple listeners
DistributedSupervisor.start_link(
  name: MyApp.DistSup,
  listeners: [MyApp.ProcessListener, MyApp.MetricsListener]
)



  
    
  
  Advanced Features and Usage



  
    
  
  Process Distribution Control


Check process distribution information:
# Get all nodes in the distribution ring
nodes = DistributedSupervisor.nodes(MyApp.DistSup)

# Determine which node would handle a specific key
node = DistributedSupervisor.node_for(MyApp.DistSup, :some_key)

# Check if current node owns a specific key
is_mine = DistributedSupervisor.mine?(MyApp.DistSup, :some_key)

  
    
  
  Custom Process Names and Via Tuples


Use custom names for processes and interact with them using standard GenServer functions:
# Get a via tuple for use with standard GenServer functions
via = DistributedSupervisor.via_name(MyApp.DistSup, MyWorker)

# Use with standard GenServer calls
GenServer.call(via, :message)
GenServer.cast(via, :message)

  
    
  
  Process Restart Strategies


Configure how processes behave on termination:
# Permanent process (restarted for any reason)
DistributedSupervisor.start_child(
  MyApp.DistSup,
  {MyWorker, name: :worker1, restart: :permanent}
)

# Transient process (restarted only on abnormal termination)
DistributedSupervisor.start_child(
  MyApp.DistSup,
  {MyWorker, name: :worker2, restart: :transient}
)

# Temporary process (never restarted)
DistributedSupervisor.start_child(
  MyApp.DistSup,
  {MyWorker, name: :worker3, restart: :temporary}
)

      


      
        Summary


  
    Types
  


    
      
        id()

      


        The id of the child process within the instance of the distributed supervisor. 
Might be whatever. If not passed explicitly to the DistributedSupervisor.start_child/2,
  the reference will be created automatically and returned as a third element
  of the {:ok, pid, child_name} success tuple.



    


    
      
        name()

      


        The name of the instance of this distributed supervisor. 
Unlike GenServer.name/0, it must be an atom.



    





  
    Functions
  


    
      
        call(name, child, msg, timeout \\ 5000)

      


        A syntactic sugar for GenServer.call/3 allowing to call a dynamically supervised
  GenServer by registry name and key.



    


    
      
        cast(name, child, msg)

      


        A syntactic sugar for GenServer.cast/2 allowing to call a dynamically supervised
  GenServer by registry name and key.



    


    
      
        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        children(name)

      


        Returns a map with registered names as keys and pids as values for the instance of the
  registry with a name name.



    


    
      
        local_children(name)

      


        Returns a list of pids of local children



    


    
      
        mine?(name, key)

      


        Returns true if called from a node assigned to this key, false otherwise



    


    
      
        node_for(name, key)

      


        Returns the node for the key given according to a HashRing



    


    
      
        nodes(name)

      


        Returns the list of nodes operated by a registered ring



    


    
      
        send(name, child, msg)

      


        A syntactic sugar for Kernel.send/2 allowing to send a message to
a dynamically supervised GenServer identified by registry name and key.



    


    
      
        start_child(name, spec, node \\ nil)

      


        Dynamically adds a child specification to supervisor and starts that child.



    


    
      
        start_link(opts \\ [])

      


        Starts the DistributedSupervisor.



    


    
      
        terminate_child(name, pid)

      


        Terminates the given child identified by pid.



    


    
      
        via_name(name, id)

      


        Returns a fully qualified name to use with a standard library functions,
  accepting {:via, Registry, key} as a GenServer name.



    


    
      
        whereis(name, child)

      


        Returns a t:pid() for the instance of the registry with a name name by key.



    


    
      
        whois(name, pid)

      


        Returns a registered name by a t:pid() given.



    





      


      
        Types

        


  
    
      
    
    
      id()



        
          
        

    

  


  

      

          @type id() :: term()


      


The id of the child process within the instance of the distributed supervisor. 
Might be whatever. If not passed explicitly to the DistributedSupervisor.start_child/2,
  the reference will be created automatically and returned as a third element
  of the {:ok, pid, child_name} success tuple.

  



  
    
      
    
    
      name()



        
          
        

    

  


  

      

          @type name() :: atom()


      


The name of the instance of this distributed supervisor. 
Unlike GenServer.name/0, it must be an atom.

  


        

      

      
        Functions

        


    

  
    
      
    
    
      call(name, child, msg, timeout \\ 5000)



        
          
        

    

  


  

      

          @spec call(name(), id(), msg, timeout()) :: result when msg: term(), result: term()


      


A syntactic sugar for GenServer.call/3 allowing to call a dynamically supervised
  GenServer by registry name and key.

  
    
  
  Examples


iex> {:ok, _sup} = DistributedSupervisor.start_link(name: ExampleSup11)
iex> {:ok, _pid, :call_test} = DistributedSupervisor.start_child(ExampleSup11, {DistributedSupervisor.Test.GenServer, name: :call_test})
iex> result = DistributedSupervisor.call(ExampleSup11, :call_test, :state)
iex> match?({{_, _}, _}, result)
true

  



  
    
      
    
    
      cast(name, child, msg)



        
          
        

    

  


  

      

          @spec cast(name(), id(), msg) :: :ok when msg: term()


      


A syntactic sugar for GenServer.cast/2 allowing to call a dynamically supervised
  GenServer by registry name and key.

  
    
  
  Examples


iex> {:ok, _sup} = DistributedSupervisor.start_link(name: ExampleSup12)
iex> {:ok, _pid, :cast_test} = DistributedSupervisor.start_child(ExampleSup12, {DistributedSupervisor.Test.GenServer, name: :cast_test})
iex> DistributedSupervisor.cast(ExampleSup12, :cast_test, :inc)
:ok

  



  
    
      
    
    
      child_spec(init_arg)



        
          
        

    

  


  

Returns a specification to start this module under a supervisor.
See Supervisor.

  



  
    
      
    
    
      children(name)



        
          
        

    

  


  

      

          @spec children(name()) ::
  %{optional(term()) => {pid(), Supervisor.child_spec()}}
  | [
      {:undefined, pid() | :restarting, :worker | :supervisor,
       [module()] | :dynamic}
    ]


      


Returns a map with registered names as keys and pids as values for the instance of the
  registry with a name name.

  
    
  
  Examples


iex> {:ok, _sup} = DistributedSupervisor.start_link(name: ExampleSup8)
iex> {:ok, _pid, :child1} = DistributedSupervisor.start_child(ExampleSup8, {DistributedSupervisor.Test.GenServer, name: :child1})
iex> {:ok, _pid, :child2} = DistributedSupervisor.start_child(ExampleSup8, {DistributedSupervisor.Test.GenServer, name: :child2})
iex> children = DistributedSupervisor.children(ExampleSup8)
iex> is_map(children) and map_size(children) >= 2
true
iex> Map.has_key?(children, :child1) and Map.has_key?(children, :child2)
true

  



  
    
      
    
    
      local_children(name)



        
          
        

    

  


  

      

          @spec local_children(name()) :: [pid()]


      


Returns a list of pids of local children

  



  
    
      
    
    
      mine?(name, key)



        
          
        

    

  


  

Returns true if called from a node assigned to this key, false otherwise

  



  
    
      
    
    
      node_for(name, key)



        
          
        

    

  


  

Returns the node for the key given according to a HashRing

  



  
    
      
    
    
      nodes(name)



        
          
        

    

  


  

Returns the list of nodes operated by a registered ring

  



  
    
      
    
    
      send(name, child, msg)



        
          
        

    

  


  

      

          @spec send(name(), id(), msg) :: msg | nil when msg: term()


      


A syntactic sugar for Kernel.send/2 allowing to send a message to
a dynamically supervised GenServer identified by registry name and key.
Returns the message if the process exists, nil otherwise.

  
    
  
  Examples


iex> {:ok, _sup} = DistributedSupervisor.start_link(name: ExampleSup13)
iex> {:ok, _pid, :send_test} = DistributedSupervisor.start_child(ExampleSup13, {DistributedSupervisor.Test.GenServer, name: :send_test})
iex> DistributedSupervisor.send(ExampleSup13, :send_test, :test_message)
:test_message
iex> DistributedSupervisor.send(ExampleSup13, :nonexistent, :test_message)
:undefined

  



    

  
    
      
    
    
      start_child(name, spec, node \\ nil)



        
          
        

    

  


  

      

          @spec start_child(name(), Supervisor.child_spec() | {module(), term()}, node() | nil) ::
  DynamicSupervisor.on_start_child()


      


Dynamically adds a child specification to supervisor and starts that child.
child_spec should be a valid child specification as detailed in the "Child specification"
  section of the documentation for Supervisor expressed as a Supervisor.child_spec/0
  or as a tuple {module, start_link_arg}.
The child process will be started as defined in the child specification. The core
  difference from DynamicSupervisor is that the process must be named.
The name might be any term, passed through name: option in a call to this function.
If name option is not passed, it gets assigned randomly and returned in the third
  element of the tuple from start_child/2.
This function accepts an optional third argument node. If it's passed, the process
  will be started on that node; the node will be chosed according to a keyring otherwise.

  
    
  
  Examples


# Start a simple child process with module only (auto-generated name)
iex> {:ok, _sup} = DistributedSupervisor.start_link(name: ExampleSup3)
iex> {:ok, pid, child_name} = DistributedSupervisor.start_child(ExampleSup3, DistributedSupervisor.Test.GenServer)
iex> is_pid(pid) and is_reference(child_name)
true

# Start with tuple format and explicit name
iex> {:ok, _sup} = DistributedSupervisor.start_link(name: ExampleSup4)
iex> {:ok, pid, NamedWorker} = DistributedSupervisor.start_child(
...>   ExampleSup4,
...>   {DistributedSupervisor.Test.GenServer, name: NamedWorker}
...> )
iex> is_pid(pid)
true

# Start with explicit child specification
iex> {:ok, _sup} = DistributedSupervisor.start_link(name: ExampleSup5)
iex> child_spec = %{
...>   id: :test_child,
...>   start: {DistributedSupervisor.Test.GenServer, :start_link, name: SpecWorker}
...> }
iex> {:ok, pid, SpecWorker} = DistributedSupervisor.start_child(ExampleSup5, child_spec)
iex> is_pid(pid)
true
See: DynamicSupervisor.start_child/2

  



    

  
    
      
    
    
      start_link(opts \\ [])



        
          
        

    

  


  

Starts the DistributedSupervisor.

  
    
  
  Options to DistributedSupervisor.start_link/1


	:name (atom/0) - Required. The unique ID of this DistributedSupervisor, that will be used to address it, similar to DynamicSupervisor.name()

	:cache_children? (boolean/0) - If true, Registry will cache children as a map of %{name => %{pid() => initial_params}}, setting this to false would block the functionañity of restarting a process on another node when any node goes down The default value is true.

	:nodes (list of atom/0) - The hardcoded list of nodes to spread children across, if not passed, all connected nodes will be used The default value is [].

	:monitor_nodes (atom/0) - If not false, the HashRing will be automatically updated when nodes are changed in the cluster The default value is false.

	:listeners - The implementation of DistributedSupervisor.Listener to receive notifications upon process restarts The default value is [].



  
    
  
  Examples


# Start with minimal required configuration (just the name)
iex> {:ok, pid} = DistributedSupervisor.start_link(name: ExampleSup1)
iex> is_pid(pid)
true

# Start with additional options
iex> {:ok, pid} = DistributedSupervisor.start_link(
...>   name: ExampleSup2,
...>   cache_children?: true,
...>   monitor_nodes: true,
...>   nodes: [node()]
...> )
iex> is_pid(pid)
true

  



  
    
      
    
    
      terminate_child(name, pid)



        
          
        

    

  


  

      

          @spec terminate_child(name(), pid() | nil) :: :ok | {:error, :not_found}


      


Terminates the given child identified by pid.
If successful, this function returns :ok.
If there is no process with the given PID, this function returns {:error, :not_found}.

  
    
  
  Examples


# Start and then terminate a child process
iex> {:ok, _sup} = DistributedSupervisor.start_link(name: ExampleSup6)
iex> {:ok, pid, _} = DistributedSupervisor.start_child(ExampleSup6, DistributedSupervisor.Test.GenServer)
iex> DistributedSupervisor.terminate_child(ExampleSup6, pid)
:ok

# Try to terminate a non-existent PID
iex> {:ok, _sup} = DistributedSupervisor.start_link(name: ExampleSup7)
iex> DistributedSupervisor.terminate_child(ExampleSup7, nil)
{:error, :not_found}
See: DynamicSupervisor.terminate_child/2

  



  
    
      
    
    
      via_name(name, id)



        
          
        

    

  


  

      

          @spec via_name(name(), id()) :: {:via, module(), {name(), id()}}


      


Returns a fully qualified name to use with a standard library functions,
  accepting {:via, Registry, key} as a GenServer name.

  



  
    
      
    
    
      whereis(name, child)



        
          
        

    

  


  

      

          @spec whereis(name(), id()) :: pid() | nil


      


Returns a t:pid() for the instance of the registry with a name name by key.

  
    
  
  Examples


iex> {:ok, _sup} = DistributedSupervisor.start_link(name: ExampleSup9)
iex> {:ok, pid1, :lookup_test} = DistributedSupervisor.start_child(ExampleSup9, {DistributedSupervisor.Test.GenServer, name: :lookup_test})
iex> DistributedSupervisor.whereis(ExampleSup9, :lookup_test) == pid1
true
iex> DistributedSupervisor.whereis(ExampleSup9, :nonexistent_process)
:undefined
See: DistributedSupervisor.children/1

  



  
    
      
    
    
      whois(name, pid)



        
          
        

    

  


  

      

          @spec whois(name(), pid()) :: name() | nil


      


Returns a registered name by a t:pid() given.

  
    
  
  Examples


iex> {:ok, _sup} = DistributedSupervisor.start_link(name: ExampleSup10)
iex> {:ok, pid, :whois_test} = DistributedSupervisor.start_child(ExampleSup10, {DistributedSupervisor.Test.GenServer, name: :whois_test})
iex> DistributedSupervisor.whois(ExampleSup10, pid)
:whois_test
iex> non_existing_pid = :erlang.list_to_pid(~c"<0.999.0>")
iex> DistributedSupervisor.whois(ExampleSup10, non_existing_pid)
nil
See: DistributedSupervisor.children/1

  


        

      


  

    
DistributedSupervisor.Listener behaviour
    



      
The implementation of this behaviour might be passed
 to DistributedSupervisor.start_link/1 to receive
  notifications about processes state.

      


      
        Summary


  
    Callbacks
  


    
      
        on_node_down(name, node, info)

      


    


    
      
        on_node_terminate(name, node, reason, statuses)

      


    


    
      
        on_node_up(name, node, info)

      


    


    
      
        on_process_start(name, id, pid)

      


    


    
      
        on_process_stop(name, id, pids)

      


    





      


      
        Callbacks

        


  
    
      
    
    
      on_node_down(name, node, info)


        (optional)


        
          
        

    

  


  

      

          @callback on_node_down(
  name :: DistributedSupervisor.name(),
  node :: node(),
  info :: map() | keyword()
) :: :ok


      



  



  
    
      
    
    
      on_node_terminate(name, node, reason, statuses)


        (optional)


        
          
        

    

  


  

      

          @callback on_node_terminate(
  name :: DistributedSupervisor.name(),
  node :: node(),
  reason :: :normal | :shutdown | {:shutdown, term()} | term(),
  statuses :: [{:status, pid(), {:module, module()}, [term()]}]
) :: :ok


      



  



  
    
      
    
    
      on_node_up(name, node, info)


        (optional)


        
          
        

    

  


  

      

          @callback on_node_up(
  name :: DistributedSupervisor.name(),
  node :: node(),
  info :: map() | keyword()
) :: :ok


      



  



  
    
      
    
    
      on_process_start(name, id, pid)


        (optional)


        
          
        

    

  


  

      

          @callback on_process_start(
  name :: DistributedSupervisor.name(),
  id :: DistributedSupervisor.id(),
  pid :: pid()
) :: :ok


      



  



  
    
      
    
    
      on_process_stop(name, id, pids)


        (optional)


        
          
        

    

  


  

      

          @callback on_process_stop(
  name :: DistributedSupervisor.name(),
  id :: DistributedSupervisor.id(),
  pids :: [pid()]
) :: :ok
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