

    

        double_entry_ledger

        v0.1.0



    


  

    Table of contents

    
      



      	DoubleEntryLedger


      	Double Entry Ledger internals and basic setup


      	Asynchronous Processing with the Command Queue


      	Handling Pending Transactions


      	Event Sourcing in DoubleEntryLedger


      	LICENSE





        	
          Modules
          

    	Instance
      


      	DoubleEntryLedger.Instance


      	DoubleEntryLedger.Stores.InstanceStore


      	DoubleEntryLedger.Stores.InstanceStoreHelper



      

    




    	Account
      


      	DoubleEntryLedger.Account


      	DoubleEntryLedger.Balance


      	DoubleEntryLedger.BalanceHistoryEntry


      	DoubleEntryLedger.Stores.AccountStore


      	DoubleEntryLedger.Stores.AccountStoreHelper



      

    




    	Transaction
      


      	DoubleEntryLedger.Entry


      	DoubleEntryLedger.Entryable


      	DoubleEntryLedger.PendingTransactionLookup


      	DoubleEntryLedger.Stores.TransactionStore


      	DoubleEntryLedger.Stores.TransactionStoreHelper


      	DoubleEntryLedger.Transaction



      

    




    	JournalEvent
      


      	DoubleEntryLedger.JournalEvent


      	DoubleEntryLedger.JournalEventAccountLink


      	DoubleEntryLedger.JournalEventCommandLink


      	DoubleEntryLedger.JournalEventTransactionLink


      	DoubleEntryLedger.Stores.JournalEventStore


      	DoubleEntryLedger.Stores.JournalEventStoreHelper



      

    




    	Command
      


      	DoubleEntryLedger.Command


      	DoubleEntryLedger.Command.AccountCommandMap


      	DoubleEntryLedger.Command.AccountData


      	DoubleEntryLedger.Command.CommandMap


      	DoubleEntryLedger.Command.EntryData


      	DoubleEntryLedger.Command.ErrorMap


      	DoubleEntryLedger.Command.Helper


      	DoubleEntryLedger.Command.IdempotencyKey


      	DoubleEntryLedger.Command.TransactionCommandMap


      	DoubleEntryLedger.Command.TransactionData


      	DoubleEntryLedger.Command.TransferErrors


      	DoubleEntryLedger.Stores.CommandStore


      	DoubleEntryLedger.Stores.CommandStoreHelper



      

    




    	CommandApi
      


      	DoubleEntryLedger.Apis.CommandApi



      

    




    	CommandWorker
      


      	DoubleEntryLedger.Workers.CommandWorker


      	DoubleEntryLedger.Workers.CommandWorker.AccountCommandMapResponseHandler


      	DoubleEntryLedger.Workers.CommandWorker.AccountCommandResponseHandler


      	DoubleEntryLedger.Workers.CommandWorker.CreateAccountCommand


      	DoubleEntryLedger.Workers.CommandWorker.CreateAccountCommandMapNoSaveOnError


      	DoubleEntryLedger.Workers.CommandWorker.CreateTransactionCommand


      	DoubleEntryLedger.Workers.CommandWorker.CreateTransactionCommandMap


      	DoubleEntryLedger.Workers.CommandWorker.CreateTransactionCommandMapNoSaveOnError


      	DoubleEntryLedger.Workers.CommandWorker.TransactionCommandMapResponseHandler


      	DoubleEntryLedger.Workers.CommandWorker.TransactionCommandResponseHandler


      	DoubleEntryLedger.Workers.CommandWorker.TransactionCommandTransformer


      	DoubleEntryLedger.Workers.CommandWorker.UpdateAccountCommand


      	DoubleEntryLedger.Workers.CommandWorker.UpdateAccountCommandMapNoSaveOnError


      	DoubleEntryLedger.Workers.CommandWorker.UpdateCommandError


      	DoubleEntryLedger.Workers.CommandWorker.UpdateTransactionCommand


      	DoubleEntryLedger.Workers.CommandWorker.UpdateTransactionCommandMap


      	DoubleEntryLedger.Workers.CommandWorker.UpdateTransactionCommandMapNoSaveOnError



      

    




    	CommandQueue
      


      	DoubleEntryLedger.CommandQueue.InstanceMonitor


      	DoubleEntryLedger.CommandQueue.InstanceProcessor


      	DoubleEntryLedger.CommandQueue.Scheduling


      	DoubleEntryLedger.CommandQueue.Supervisor


      	DoubleEntryLedger.CommandQueueItem



      

    




    	Oban
      


      	DoubleEntryLedger.Workers.Oban.JournalEventLinks



      

    




    	Types, Utils and Logger
      


      	DoubleEntryLedger.Logger


      	DoubleEntryLedger.Types


      	DoubleEntryLedger.Utils.Changeset


      	DoubleEntryLedger.Utils.Currency


      	DoubleEntryLedger.Utils.Map


      	DoubleEntryLedger.Utils.Pagination


      	DoubleEntryLedger.Utils.Traceable



      

    




    	Optimistic Concurrency Control
      


      	DoubleEntryLedger.Occ.Helper


      	DoubleEntryLedger.Occ.Occable


      	DoubleEntryLedger.Occ.Processor



      

    




    	Repo
      


      	DoubleEntryLedger.BaseSchema


      	DoubleEntryLedger.Repo


      	DoubleEntryLedger.RepoBehaviour



      

    




        



          	
            Mix Tasks
            

                	mix load_test


            

          


      

    

  

    DoubleEntryLedger
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DoubleEntryLedger is an event sourced, multi-tenant double entry accounting engine for Elixir and PostgreSQL. It provides typed accounts, signed amount APIs, pending/posting flows, an optimistic-concurrency command queue, and a fully auditable journal so you can embed reliable ledgering without rebuilding the fundamentals.
Highlights
	Multi tenant ledger instances with typed accounts (asset/liability/equity/revenue/expense) and Money backed multi currency support.
	Signed amount API converts intent into the correct debit or credit entry and enforces balanced transactions per currency.
	Immutable Command, JournalEvent, and BalanceHistoryEntry records plus idempotency keys give a complete audit trail.
	Background command queue with OCC, exponential retries, per instance processors, and Oban powered linking jobs ensures exactly once processing.
	Pending vs. posted projections with automatic available balances support holds, authorizations, and delayed settlements.
	Rich stores and APIs (InstanceStore, AccountStore, TransactionStore, CommandStore, CommandApi, JournalEventStore) keep ledger interactions safe and consistent.
	Everything lives inside the configurable double_entry_ledger schema so it coexists peacefully with your application tables.

System Overview
Instances & Accounts
DoubleEntryLedger.Stores.InstanceStore (lib/double_entry_ledger/stores/instance_store.ex) defines isolation boundaries. Each instance owns its own configuration, accounts, and transactions. DoubleEntryLedger.Stores.AccountStore validates account type, currency, addressing format, and maintains embedded posted, pending, and available balance structs. Helpers in DoubleEntryLedger.Types and DoubleEntryLedger.Utils.Currency encapsulate allowed values.
Commands, Journal Events & Transactions
External requests enter through DoubleEntryLedger.Apis.CommandApi (lib/double_entry_ledger/apis/command_api.ex). Requests are normalized into TransactionCommandMap or AccountCommandMap structs, hashed for idempotency, and saved as immutable Command records (lib/double_entry_ledger/schemas/command.ex). Successful processing creates JournalEvent records plus Transaction + Entry rows, and finally typed links (journal_event_*_links). Query stores such as DoubleEntryLedger.Stores.TransactionStore and DoubleEntryLedger.Stores.JournalEventStore expose read models by instance, account, or transaction.
Queues, Workers & OCC
The command queue (lib/double_entry_ledger/command_queue) polls for pending commands via InstanceMonitor, spins up InstanceProcessor processes per instance, and uses CommandQueue.Scheduling to claim, retry, or dead-letter work. The transaction related workers under lib/double_entry_ledger/workers/command_worker implement DoubleEntryLedger.Occ.Processor, translating event maps into Ecto.Multi workflows that retry on Ecto.StaleEntryError. When the command finishes, DoubleEntryLedger.Workers.Oban.JournalEventLinks runs via Oban to build any missing journal links.
Balances & Audit Trails
Each transaction updates Account projections plus immutable BalanceHistoryEntry snapshots, enabling temporal queries and reconciliation. Instances can be validated with InstanceStore.validate_account_balances/1, ensuring posted and pending debits/credits remain equal. Journal events plus JournalEventTransactionLink/JournalEventAccountLink tables provide traceability from the original request to the final projection.
Idempotency & Isolation
Every command requires a source and source_idempk (plus update_idempk for updates). These keys are hashed via DoubleEntryLedger.Command.IdempotencyKey to prevent duplicates, while PendingTransactionLookup enforces a single open update chain for each pending transaction. All tables live inside the configurable schema_prefix (double_entry_ledger by default), so migrations never clash with your application schema.
Requirements
	Elixir ~> 1.15 and OTP 26.
	PostgreSQL 14+ with permission to create the double_entry_ledger schema and the Oban jobs table.
	Access to run Mix tasks (mix ecto.create, mix ecto.migrate, mix test, etc.).
	Recommended: money, logger_json, oban, jason, credo, and dialyxir (included in mix.exs).

Installation
1. Add the dependency
def deps do
  [
    {:double_entry_ledger, "~> 0.1.0"}
  ]
end
Run mix deps.get after updating mix.exs.
2. Configure the application
# config/config.exs
import Config

config :double_entry_ledger,
  ecto_repos: [DoubleEntryLedger.Repo],
  schema_prefix: "double_entry_ledger",
  idempotency_secret: System.fetch_env!("LEDGER_IDEMPOTENCY_SECRET"),
  max_retries: 5,
  retry_interval: 200

config :double_entry_ledger, DoubleEntryLedger.Repo,
  database: "double_entry_ledger_repo",
  username: "postgres",
  password: "postgres",
  hostname: "localhost",
  stacktrace: true,
  show_sensitive_data_on_connection_error: true,
  pool_size: 10

config :double_entry_ledger, :command_queue,
  poll_interval: 5_000,
  max_retries: 5,
  base_retry_delay: 30,
  max_retry_delay: 3_600,
  processor_name: "command_queue"

config :double_entry_ledger, Oban,
  repo: DoubleEntryLedger.Repo,
  prefix: "double_entry_ledger",
  engine: Oban.Engines.Basic,
  queues: [double_entry_ledger: 5]
Set a strong idempotency_secret — it is used to hash incoming keys. Production systems should override the repo credentials, event queue settings, and Oban concurrency.
3. Run the migrations
Copy the migrations in priv/repo/migrations into your host application (adjust timestamps to keep ordering), create the schema if necessary, and migrate:
cp -R deps/double_entry_ledger/priv/repo/migrations/*.exs priv/repo/migrations/
mix ecto.create
mix ecto.migrate

The migrations create the ledger schema, instances, accounts, transactions, entries, commands, command queue items, pending transaction lookup, journal events and links, idempotency keys, and Oban jobs.
Quickstart
Create a ledger instance and accounts
alias DoubleEntryLedger.Stores.{InstanceStore, AccountStore}

{:ok, instance} =
  InstanceStore.create(%{
    address: "Acme:Ledger",
    description: "Internal ledger for ACME Corp"
  })

{:ok, cash} =
  AccountStore.create(instance.address, %{
    address: "cash:operating",
    type: :asset,
    currency: :USD,
    name: "Operating Cash"
  })

{:ok, equity} =
  AccountStore.create(instance.address, %{
    address: "equity:capital",
    type: :equity,
    currency: :USD,
    name: "Owners' Equity"
  })
Process a transaction synchronously
alias DoubleEntryLedger.Apis.CommandApi

event = %{
  "instance_address" => instance.address,
  "action" => "create_transaction",
  "source" => "back-office",
  "source_idempk" => "initial-capital-1",
  "payload" => %{
    status: :posted,
    entries: [
      %{"account_address" => cash.address, "amount" => 1_000_00, "currency" => :USD},
      %{"account_address" => equity.address, "amount" => 1_000_00, "currency" => :USD}
    ]
  }
}

{:ok, transaction, command} = CommandApi.process_from_params(event)
Provide positive amounts to add value and negative amounts to subtract it—the ledger will derive the correct debit or credit per account type and reject unbalanced transactions.
Queue an event for asynchronous processing
async_event = Map.put(event, "source_idempk", "initial-capital-async")
{:ok, queued_command} = CommandApi.create_from_params(async_event)
# InstanceMonitor will claim it, process it, and update the command_queue_item status.
Inspect queued work with DoubleEntryLedger.Stores.CommandStore.list_all_for_instance_id/3 or check command.command_queue_item.status.
Reserve funds with pending transactions
hold_event = %{
  "instance_address" => instance.address,
  "action" => "create_transaction",
  "source" => "checkout",
  "source_idempk" => "order-123",
  "payload" => %{
    status: :pending,
    entries: [
      %{"account_address" => cash.address, "amount" => -200_00, "currency" => :USD},
      %{"account_address" => equity.address, "amount" => -200_00, "currency" => :USD}
    ]
  }
}

{:ok, pending_tx, _command} = CommandApi.process_from_params(hold_event)

# Later, finalize the hold
CommandApi.process_from_params(%{
  "instance_address" => instance.address,
  "action" => "update_transaction",
  "source" => "checkout",
  "source_idempk" => "order-123",
  "update_idempk" => "order-123-post",
  "payload" => %{status: :posted}
})
source + source_idempk uniquely identify the original event, and update_idempk must be unique per update. Only pending transactions can be updated.
Query ledger state
alias DoubleEntryLedger.Stores.{AccountStore, TransactionStore, JournalEventStore, CommandStore}

AccountStore.get_by_id(cash.id).available
AccountStore.get_balance_history(cash.id)
TransactionStore.list_all_for_instance(instance.id)
JournalEventStore.list_all_for_account_id(cash.id)
CommandStore.get_by_id(command.id)
Use InstanceStore.validate_account_balances(instance.address) to assert the ledger still balances, or PendingTransactionLookup to inspect open holds.
Background Processing
	DoubleEntryLedger.CommandQueue.InstanceMonitor polls for commands in :pending, :occ_timeout, or :failed status and ensures each instance has an InstanceProcessor.
	InstanceProcessor claims work via CommandQueue.Scheduling.claim_command_for_processing/2, runs the appropriate worker, and marks the CommandQueueItem as :processed.
	OCC is handled inside the workers (see lib/double_entry_ledger/occ). Retries are scheduled with exponential backoff until max_retries is reached, after which commands are marked as :dead_letter.
	Errors and retry metadata live on the command_queue_item, so you can inspect processing attempts via CommandStore or SQL views.
	Oban handles fan-out tasks (currently the journal-event linking job) via DoubleEntryLedger.Workers.Oban.JournalEventLinks. Configure the queue size to match your workload.

Documentation & Further Reading
	Ledger internals & synchronous walkthrough
	Asynchronous processing details
	Handling pending transactions and available balances
	Event sourcing architecture notes

Generate fresh API docs locally with:
mix docs

Extras are bundled in pages/ when you run mix docs.
Development
	mix deps.get – install dependencies.
	mix ecto.create && mix ecto.migrate – prepare the database.
	mix test – run the test suite (aliases automatically create/migrate the test DB).
	mix credo --strict and mix dialyzer – static analysis.
	mix docs – regenerate documentation, or mix tidewave to preview docs via the built-in dev server.

License
DoubleEntryLedger is released under the MIT License.


  

    Double Entry Ledger internals and basic setup

Introduction
A double entry ledger is the foundation of reliable accounting systems. Every transaction affects at least two accounts, and the sum of all debits and credits must always be equal. This ensures the ledger remains balanced and provides a robust audit trail.
This document explains how the double entry ledger in this codebase works, focusing on:
	The necessity of different account types to safely introduce value
	How the system uses debit and credit internally
	How you interact with the ledger using signed amounts (not explicit debits/credits)
	How the system translates signed amounts into debits and credits
	How to set up an instance, accounts, and process events synchronously

Core Principles of Double Entry Accounting
	Every transaction must balance: The sum of all debits and credits in a transaction must be equal (per currency).
	No value from nothing: You cannot simply "add" or "remove" value from the system. To introduce value (e.g., initial capital), you must use at least two accounts of different types (e.g., Asset and Equity).
	Account types matter: The five standard types are:	Asset (e.g., cash, inventory)
	Liability (e.g., loans, payables)
	Equity (e.g., owner's capital)
	Revenue (e.g., sales)
	Expense (e.g., rent, salaries)



Account Types and Introducing Value
To safely introduce value into the ledger, you must use accounts of different types. For example:
	Initial Capital Injection:	Increase an Asset account (e.g., Cash)
	Increase an Equity account (e.g., Owner's Equity)



In accounting terms, this means:
	Debit the Asset (Cash) account (increases assets)
	Credit the Equity (Owner's Equity) account (increases equity)

Debits and credits balance:
	Debit Cash $1000
	Credit Owner's Equity $1000

Internal Handling: Debit and Credit
Internally, the ledger uses debit and credit entries, based on the account’s normal balance:
	Assets/Expenses: Normal balance is debit
	Liabilities/Equity/Revenue: Normal balance is credit

When you submit a signed amount, the system:
	Determines if the amount should be recorded as a debit or credit based on the account type and sign
	Ensures the sum of all debits and credits is equal (per currency)
	Rejects any transaction that does not balance

How to Use Signed Amounts
When creating an event, do not think in terms of debit or credit.
Instead, think about whether you want to add to or subtract from the account’s balance:
	Positive amount: You want to increase the account’s balance.
	Negative amount: You want to decrease the account’s balance.

The system will translate your intent into the correct debit or credit entry based on the account type.
Examples
1. Initial Capital Injection
Suppose you want to inject $1000 as initial capital:
	Account	Type	Amount (USD)	User Intent	Ledger Translation
	Cash	Asset	+1000	Add $1000 to Cash	Debit Cash $1000
	Owner’s Equity	Equity	+1000	Add $1000 to Equity	Credit Equity $1000

Ledger Translation: Debits = Credits = $1000 (Balanced)
2. Moving Value Between Asset Accounts
Suppose you move $500 from Checking to Savings:
	Account	Type	Amount (USD)	User Intent	Ledger Translation
	Checking	Asset	-500	Subtract $500 from Checking	Credit Checking $500
	Savings	Asset	+500	Add $500 to Savings	Debit Savings $500

Ledger Translation: Debits = Credits = $500 (Balanced)
3. Sale with Tax
Suppose you receive $1000 in cash, of which $800 is revenue and $200 is tax payable:
	Account	Type	Amount (USD)	User Intent	Ledger Translation
	Cash	Asset	+1000	Add $1000 to Cash	Debit Cash $1000
	Revenue	Revenue	+800	Add $800 to Revenue	Credit Revenue $800
	Tax Payable	Liability	+200	Add $200 to Tax Payable	Credit Tax Payable $200

Ledger Translation: Debits = Credits = $1000 (Balanced)
Multi-Account Transactions
Events can involve more than two accounts, as long as the sum of all debits equals the sum of all credits (per currency).
You only need to specify whether you are adding or subtracting value from each account; the system will handle the rest.
Setting Up and Using the Ledger (Synchronous Example)
Below is a step-by-step guide to set up an instance, create accounts, and process events synchronously.
1. Create a Ledger Instance
alias DoubleEntryLedger.Stores.InstanceStore

{:ok, instance} = InstanceStore.create(%{
  address: "main:ledger:owner:1",
  name: "Main Ledger"
})
2. Create Accounts
alias DoubleEntryLedger.Stores.AccountStore

{:ok, cash} = AccountStore.create(
  instance.address,
  %{
    address: "asset:cash:usd",
    name: "Cash",
    currency: :USD,
    type: :asset
  }
)

{:ok, savings} = AccountStore.create(
  instance.address,
  %{
    address: "asset:savings:usd",
    name: "Savings",
    currency: :USD,
    type: :asset
  }
)

{:ok, equity} = AccountStore.create(
  instance.address,
  %{
    address: "equity:owner:usd",
    name: "Owner's Equity",
    currency: :USD,
    type: :equity
  }
)
3. Create and Process a Command Synchronously
You can process an event synchronously by calling the Transaction store directly:
alias DoubleEntryLedger.Stores.TransactionStore

params = %{
  status: :posted,
  entries: [
    %{account_address: cash.address, amount: 1000_00, currency: :USD},
    %{account_address: equity.address, amount: 1000_00, currency: :USD}
  ]
}

{:ok, transaction} =TransactionStore(
  instance.address,
  params,
  "idempotent-id-1"
)
	Both amounts are positive, indicating you want to add value to both accounts.
	The system will translate these into a debit for Cash and a credit for Equity, ensuring the transaction is balanced.

4. Query Account Balances
alias DoubleEntryLedger.Stores.AccountStore

{:ok, cash_balance} = AccountStore.get_balance_history(cash.id)
{:ok, equity_balance} = AccountStore.get_balance_history(equity.id)
5. Move Value Between Accounts
alias DoubleEntryLedger.Stores.TransactionStore

params = %{
  status: :posted,
  entries: [
    %{account_address: cash.address, amount: -500_00, currency: :USD},
    %{account_address: savings.address, amount: 500_00, currency: :USD}
  ]
}

{:ok, transaction} =TransactionStore(
  instance.address,
  params,
  "idempotent-id-2"
)
Summary
	When creating events, use signed amounts:  	Positive = add to account  
	Negative = subtract from account


	Do not specify debit or credit: The system handles this internally.
	All events must balance: The sum of all debits and credits (per currency) must be equal.
	Account types matter: To introduce or remove value, use accounts of different types.
	The ledger enforces integrity: Any unbalanced event is rejected.
	You can process events synchronously.

This approach keeps your API simple and intuitive, while the underlying ledger ensures strict double entry accounting rules are always followed.


  

    Asynchronous Processing with the Command Queue

DoubleEntryLedger submits work to an immutable Command table and processes it through a built-in command queue. You decide whether to wait for the projection to finish (CommandApi.process_from_params/2) or store the command and let the queue finish it in the background (CommandApi.create_from_params/1). This guide focuses on the asynchronous path.
How the queue is organized
	Command submission: Commands are written through DoubleEntryLedger.Apis.CommandApi. Each command carries a CommandQueueItem record with status :pending, :processing, :processed, :failed, :occ_timeout, or :dead_letter.
	Supervision: DoubleEntryLedger.CommandQueue.Supervisor starts the scheduler stack (registry, dynamic supervisors, and workers). InstanceMonitor polls for instances with pending commands and ensures each has an InstanceProcessor.
	Processing: An InstanceProcessor claims commands via optimistic locking (CommandQueue.Scheduling.claim_command_for_processing/2), invokes the appropriate worker module (create/update transaction or account), and writes the resulting JournalEvent, transactions, entries, balance history, and Oban link jobs.
	Retries: Failures trigger exponential backoff (configurable). Workers distinguish validation failures (marked as dead letters) from transient OCC or database errors (scheduled for retry). Exhausted retries land in :dead_letter for manual inspection.

Submitting commands asynchronously
Use the same request payload you would send synchronously but call CommandApi.create_from_params/1. The command is persisted, assigned a queue item, and returned immediately.
alias DoubleEntryLedger.Apis.CommandApi

command = %{
  "instance_address" => instance.address,
  "action" => "create_transaction",
  "source" => "billing",
  "source_idempk" => "async-payment-1",
  "payload" => %{
    status: :posted,
    entries: [
      %{"account_address" => cash.address, "amount" => 1_000_00, "currency" => :USD},
      %{"account_address" => revenue.address, "amount" => 1_000_00, "currency" => :USD}
    ]
  }
}

{:ok, processed_command} = CommandApi.create_from_params(command)
processed_command.command_queue_item.status
# => :pending
At this point the command is durable, but the associated transaction and journal event do not exist yet.
Monitoring processing
InstanceMonitor continuously scans for pending commands and spins up processors per instance. Processors transition commands through statuses:
	:pending → :processing when the worker claims the command.
	:processing → :processed when projections succeed.
	:processing → :failed, :occ_timeout, or :dead_letter when something goes wrong.

Use DoubleEntryLedger.Stores.CommandStore to inspect queue progress:
alias DoubleEntryLedger.Stores.CommandStore

command = CommandStore.get_by_id(command.id)
command.command_queue_item.status

CommandStore.list_all_for_instance(instance.id, page: 1, per_page: 20)
When you need the resulting transaction or account, wait until the CommandQueueItem shows :processed, then query the projections normally (e.g., TransactionStore.get_by_id/1, AccountStore.get_by_address/2, or JournalEventStore helpers).
Configuration knobs
Tuning happens under the :command_queue config namespace (kept for backwards compatibility):
config :double_entry_ledger, :command_queue,
  poll_interval: 5_000,
  max_retries: 5,
  base_retry_delay: 30,
  max_retry_delay: 3_600,
  processor_name: "command_queue"
	poll_interval – how often InstanceMonitor looks for pending work.
	max_retries, base_retry_delay, max_retry_delay – OCC/backoff behaviour.
	processor_name – used in queue item metadata to identify workers.

Oban configuration lives separately in config :double_entry_ledger, Oban, ... and controls how many link jobs run concurrently.
Error handling and retries
	Validation errors (bad payloads, missing accounts, unbalanced entries) mark the command as :dead_letter with the reason recorded on the queue item. They are not retried.
	Optimistic concurrency conflicts (stale account/transaction rows) mark the queue item as :occ_timeout which is retried automatically.
	Unexpected exceptions mark the queue item as :failed and are retried using exponential backoff until max_retries is reached.
	Manual intervention: Inspect the recorded errors array on CommandQueueItem or the PendingTransactionLookup table when updates fail because the original transaction is still pending.

Summary
	Queue commands via CommandApi.create_from_params/1; each command is immutable and idempotent.
	CommandQueueItem tracks the background lifecycle; workers process commands per instance with OCC and retries.
	Monitor queue state through CommandStore and read projections through the existing stores once the queue item reaches :processed.
	Tune throughput and retry behaviour via the :command_queue config and Oban settings.

For more details, explore:
	DoubleEntryLedger.CommandQueue.InstanceMonitor
	DoubleEntryLedger.CommandQueue.InstanceProcessor
	Worker modules under DoubleEntryLedger.Workers.CommandWorker
	DoubleEntryLedger.Stores.CommandStore



  

    Handling Pending Transactions

DoubleEntryLedger models holds, authorizations, and delayed settlements through the :pending transaction state. Pending transactions are first-class: they reserve balance immediately, can be updated while pending, and must eventually be posted (finalized) or archived (canceled). This guide explains how to create, update, and monitor pending commands using the public APIs.
Transaction states
Transactions (DoubleEntryLedger.Transaction) have three valid states:
	:pending – drafts/holds/authorizations. Entries affect the account’s pending balance and can be edited or canceled.
	:posted – finalized. Entries affect the posted balance and cannot be changed.
	:archived – canceled or expired pending transactions. They no longer affect pending balances and cannot be revived.

Only pending transactions can transition to another state. Posted or archived rows are immutable.
Creating a pending transaction synchronously
Use DoubleEntryLedger.Apis.CommandApi.process_from_params/2 with status: :pending. Provide string keys (matching the JSON API) plus signed amounts.
alias DoubleEntryLedger.Apis.CommandApi

command = %{
  "instance_address" => instance.address,
  "action" => "create_transaction",
  "source" => "checkout",
  "source_idempk" => "order-123",
  "payload" => %{
    status: :pending,
    entries: [
      %{"account_address" => cash.address, "amount" => -100_00, "currency" => :USD},
      %{"account_address" => liability.address, "amount" => -100_00, "currency" => :USD}
    ]
  }
}

{:ok, transaction, processed_command} = CommandApi.process_from_params(command)
transaction.status
# => :pending
processed_command.command_queue_item.status
# => :processed
The transaction is persisted immediately, pending balances are updated, and a PendingTransactionLookup row links the source/source_idempk tuple to the new transaction so future updates can find it quickly.
Queueing a pending transaction for asynchronous processing
Call CommandApi.create_from_params/1 with the same payload to enqueue the work instead of waiting synchronously:
{:ok, queued_command} = CommandApi.create_from_params(event)
queued_command.command_queue_item.status
# => :pending
Background processors (InstanceMonitor → InstanceProcessor) will pick up the command, mark it as :processing, persist the transaction, and finally set the queue item to :processed. Inspect progress with DoubleEntryLedger.Stores.CommandStore.get_by_id/1.
Updating a pending transaction
Updates must reference the same source and source_idempk as the original pending command and supply a unique update_idempk per update. PendingTransactionLookup enforces that the original transaction is still pending before allowing the update.
Posting (finalizing) the hold
CommandApi.process_from_params(%{
  "instance_address" => instance.address,
  "action" => "update_transaction",
  "source" => "checkout",
  "source_idempk" => "order-123",      # tie back to the original hold
  "update_idempk" => "order-123-post", # unique per update
  "payload" => %{status: :posted}
})
The worker loads the transaction referenced by PendingTransactionLookup, transitions it from :pending to :posted, and writes a new JournalEvent.
Archiving (canceling) the hold
CommandApi.process_from_params(%{
  "instance_address" => instance.address,
  "action" => "update_transaction",
  "source" => "checkout",
  "source_idempk" => "order-123",
  "update_idempk" => "order-123-void",
  "payload" => %{status: :archived}
})
Only pending transactions can be archived. If the create command is still processing or previously failed, the update worker will revert the update command to :pending or schedule a retry until the create completes successfully.
Editing entries while still pending
Pending updates may also include entries with the same account addresses/currencies as the original transaction. The ledger enforces:
	Entry count and ordering must match the original pending transaction.
	Account addresses and currencies are immutable.
	Signed amounts may change as long as the transaction remains balanced per currency.

Impact on account balances
	Posted (account.posted) – sums entries for posted transactions.
	Pending (account.pending) – sums entries for pending transactions.
	Available (account.available) – derived from the posted and pending balances respecting the account’s normal balance and will always be equal or lower to the posted balance. For an account with debit normal balance, a pending credit will lower the available balance as this is an expectation of a payout from the account. A pending debit on the other hand will not affect the balance, as this is an expectation of a potential inflow that is not guaranteed until the transaction is posted.

Inspect balances via DoubleEntryLedger.Stores.AccountStore.get_by_address/2 or any other account lookup.
alias DoubleEntryLedger.Stores.AccountStore

account = AccountStore.get_by_address(instance.address, cash.address)
account.posted.amount
account.pending.amount
account.available
Balance history (DoubleEntryLedger.BalanceHistoryEntry) records every mutation and links back to the originating entry and command for auditing.
Example workflow
	Create a hold
{:ok, hold, _command} = CommandApi.process_from_params(event)

	Modify the pending amount (optional)
CommandApi.process_from_params(%{
  "instance_address" => instance.address,
  "action" => "update_transaction",
  "source" => "checkout",
  "source_idempk" => "order-123",
  "update_idempk" => "order-123-adjust",
  "payload" => %{
    status: :pending,
    entries: [
      %{"account_address" => cash.address, "amount" => -120_00, "currency" => :USD},
      %{"account_address" => liability.address, "amount" => -120_00, "currency" => :USD}
    ]
  }
})

	Post or archive when the business flow completes (examples above).


Throughout the workflow you can inspect the command status via CommandStore, the live transaction via DoubleEntryLedger.Stores.TransactionStore.get_by_id/1, or the journal via DoubleEntryLedger.Stores.JournalEventStore.
Notes
	Always include source, source_idempk, and (for updates) update_idempk. These keys provide idempotency and allow PendingTransactionLookup to find the correct transaction.
	Only :pending transactions can be updated. Attempts to update :posted or :archived transactions will be rejected.
	If the original pending command fails, the update command is moved back to :pending or retried so the system never posts a non-existent transaction.
	Both synchronous (process_from_params/2) and asynchronous (create_from_params/1) flows support pending transactions; choose based on whether the caller must wait for projection results.

Use these patterns to model card authorizations, hotel holds, or any other business flow where money must be reserved before final settlement.


  

    Event Sourcing in DoubleEntryLedger

Overview
Commands are the write-ahead log of DoubleEntryLedger. Each call to DoubleEntryLedger.Apis.CommandApi creates an immutable Command record containing:
	The original request payload (command_map)
	Idempotency keys (source, source_idempk, optional update_idempk)
	A CommandQueueItem that tracks processing attempts and outcomes

Commands are never updated; only the queue item changes as work progresses. When a worker finishes successfully it emits a JournalEvent plus the necessary projections (transactions, entries, balance history, updated accounts) and links them together for auditing. JournalEvents are immutable and act as the event source for the ledger. Commands on the other hand could potentially be removed once they are processed.
Processing and replay
	Statuses: CommandQueueItem drives the lifecycle (:pending, :processing, :processed, :failed, :occ_timeout, :dead_letter). Each transition records timestamps, processor IDs, retry counts, and error payloads.
	Replay order: For most read scenarios it is easiest to replay JournalEvent records (ordered by inserted_at) because they capture the canonical “business fact” for both account and transaction commands.
	Idempotency: DoubleEntryLedger.Command.IdempotencyKey hashes (instance_id, source, source_idempk, update_idempk) to guarantee that duplicate requests are not processed again. PendingTransactionLookup ties updates to the transaction created by the original pending command.

Account balance projections
	Account state: The Account schema stores embedded Balance structs for posted and pending values plus an available integer that reflects the correct sign based on the account’s normal balance.
	Balance history: BalanceHistoryEntry rows are appended for every entry mutation so you can audit how each command changed an account’s posted or pending amounts. Each history row links to the originating Entry, which links back to the Transaction, JournalEvent, and Command.
	Consistency checks: InstanceStore.validate_account_balances/1 recalculates sums across accounts, ensuring debits and credits match per currency for both posted and pending projections.

Benefits
	Auditability: Immutable commands, journal events, and balance history entries make it trivial to trace any change back to the originating API call.
	Rebuildability: Replay journal events to reconstruct accounts, transactions, and balances if you need to recover from a bug or rebuild analytics projections.
	Resilience: Command queue retries isolate transient failures while keeping the authoritative log append-only.
	Transparency: JournalEventTransactionLink and JournalEventAccountLink tables capture every relationship so you can answer “which command touched this transaction/account?” instantly.

Immutability considerations
Application logic enforces immutability today: commands and journal events are only appended, balance history is append-only, and updates to Account or Transaction rows can only happen through the command workers. PostgreSQL row-level security or restricted grants can make this enforcement stricter if your deployment shares a database with other applications.


  

    LICENSE


MIT License

Copyright (c) 2024 Christian Sommerauer

Permission is hereby granted, free of charge, to any person obtaining a copy
of this software and associated documentation files (the "Software"), to deal
in the Software without restriction, including without limitation the rights
to use, copy, modify, merge, publish, distribute, sublicense, and/or sell
copies of the Software, and to permit persons to whom the Software is
furnished to do so, subject to the following conditions:

The above copyright notice and this permission notice shall be included in all
copies or substantial portions of the Software.

THE SOFTWARE IS PROVIDED "AS IS", WITHOUT WARRANTY OF ANY KIND, EXPRESS OR
IMPLIED, INCLUDING BUT NOT LIMITED TO THE WARRANTIES OF MERCHANTABILITY,
FITNESS FOR A PARTICULAR PURPOSE AND NONINFRINGEMENT. IN NO EVENT SHALL THE
AUTHORS OR COPYRIGHT HOLDERS BE LIABLE FOR ANY CLAIM, DAMAGES OR OTHER
LIABILITY, WHETHER IN AN ACTION OF CONTRACT, TORT OR OTHERWISE, ARISING FROM,
OUT OF OR IN CONNECTION WITH THE SOFTWARE OR THE USE OR OTHER DEALINGS IN THE
SOFTWARE.



  

    
DoubleEntryLedger.Instance 
    



      
Defines and manages ledger instances in the Double Entry Ledger system.
A ledger instance acts as a container and isolation boundary for a set of accounts
and their transactions. Each instance represents a complete, self-contained accounting
system with its own configuration settings.
Key Concepts
	Instance Isolation: Each instance maintains separate accounts and transactions
	Balance Integrity: The system ensures that debits and credits remain balanced within each instance
	Configuration: Instances can have custom configurations to control behavior
	Validation: Methods exist to verify the accounting integrity of the ledger

Common Use Cases
	Multi-tenant Systems: Create separate ledger instances for each tenant
	Application Segmentation: Isolate different parts of an application's accounting
	Testing Environments: Maintain separate testing and production ledgers

Schema Structure
The instance schema contains basic metadata (address, description) along with
configuration settings and associations to its accounts and transactions.

      


      
        Summary


  
    Types
  


    
      
        t()

      


        Represents a ledger instance in the Double Entry Ledger system.



    


    
      
        validation_map()

      


        Represents the aggregate balance totals across all accounts in a ledger instance.



    





  
    Functions
  


    
      
        changeset(instance, attrs)

      


        Creates a changeset for validating and creating/updating a ledger instance.



    


    
      
        delete_changeset(instance)

      


        Creates a changeset for safely deleting a ledger instance.



    


    
      
        ledger_value(instance)

      


        Calculates the total value of all accounts in the ledger instance.



    


    
      
        validate_account_balances(instance)

      


        Validates that all accounts in the ledger instance maintain balanced debits and credits.
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          @type t() :: %DoubleEntryLedger.Instance{
  __meta__: term(),
  accounts: [DoubleEntryLedger.Account.t()] | Ecto.Association.NotLoaded.t(),
  address: String.t() | nil,
  config: map() | nil,
  description: String.t() | nil,
  id: binary() | nil,
  inserted_at: DateTime.t() | nil,
  transactions:
    [DoubleEntryLedger.Transaction.t()] | Ecto.Association.NotLoaded.t(),
  updated_at: DateTime.t() | nil
}


      


Represents a ledger instance in the Double Entry Ledger system.
An instance acts as a container for a set of accounts and transactions,
creating an isolation boundary for a complete accounting system.
Fields
	id: UUID primary key
	config: Map of configuration settings for this instance
	description: Optional text description
	address: Human-readable instance address (required)
	accounts: List of accounts belonging to this instance
	transactions: List of transactions belonging to this instance
	inserted_at: Creation timestamp
	updated_at: Last update timestamp


  



  
    
      
    
    
      validation_map()



        
          
        

    

  


  

      

          @type validation_map() :: %{
  posted_debit: integer(),
  posted_credit: integer(),
  pending_debit: integer(),
  pending_credit: integer()
}


      


Represents the aggregate balance totals across all accounts in a ledger instance.
This map contains the summed debit and credit values for both posted and pending balances,
used to validate the fundamental accounting equation (debits = credits) across the ledger.
Keys
	posted_debit: Sum of all posted debit balances across all accounts
	posted_credit: Sum of all posted credit balances across all accounts
	pending_debit: Sum of all pending debit balances across all accounts
	pending_credit: Sum of all pending credit balances across all accounts

Used by validate_account_balances/1 to verify ledger balance integrity.

  


        

      

      
        Functions


        


  
    
      
    
    
      changeset(instance, attrs)



        
          
        

    

  


  

      

          @spec changeset(t(), map()) :: Ecto.Changeset.t()


      


Creates a changeset for validating and creating/updating a ledger instance.
This function builds an Ecto changeset to validate the instance data according
to the business rules.
Parameters
	instance - The Instance struct to create a changeset for
	attrs - Map of attributes to apply to the instance

Returns
	An Ecto.Changeset with validations applied

Validations
	Required fields: :address
	Optional fields: :description, :config

Examples
iex> instance = %Instance{}
iex> changeset = Instance.changeset(instance, %{address: "New:Ledger"})
iex> changeset.valid?
true

iex> instance = %Instance{}
iex> changeset = Instance.changeset(instance, %{})
iex> changeset.valid?
false

  



  
    
      
    
    
      delete_changeset(instance)



        
          
        

    

  


  

      

          @spec delete_changeset(t()) :: Ecto.Changeset.t()


      


Creates a changeset for safely deleting a ledger instance.
This function builds a changeset that ensures a ledger instance can only be
deleted if it has no associated accounts or transactions, maintaining data integrity.
Parameters
	instance - The Instance struct to delete

Returns
	An Ecto.Changeset that will fail if the instance has accounts or transactions

Constraints
	No associated accounts allowed
	No associated transactions allowed

Examples
iex> {:ok, instance} = Repo.insert(%Instance{address: "Temporary Ledger"})
iex> changeset = Instance.delete_changeset(instance)
iex> {:ok, _} = Repo.delete(changeset)

iex> alias DoubleEntryLedger.Repo
iex> alias DoubleEntryLedger.Stores.AccountStore
iex> {:ok, instance} = Repo.insert(%Instance{address: "Temporary:Ledger"})
iex> AccountStore.create(instance.address, %{name: "Test Account", address: "account:main1", type: :asset, currency: :USD}, "unique_id_123")
iex> changeset = Instance.delete_changeset(instance)
iex> {:error, _} = Repo.delete(changeset)

  



  
    
      
    
    
      ledger_value(instance)



        
          
        

    

  


  

      

          @spec ledger_value(t()) :: validation_map()


      


Calculates the total value of all accounts in the ledger instance.
This function aggregates the debit and credit balances across all accounts in
the instance, providing a summary of the entire ledger's financial state.
Parameters
	instance - The Instance to calculate totals for (will be preloaded with accounts)

Returns
	A map containing the aggregated balances:	:posted_debit - Sum of all posted debit balances
	:posted_credit - Sum of all posted credit balances
	:pending_debit - Sum of all pending debit balances
	:pending_credit - Sum of all pending credit balances



Example
iex> {:ok, instance} = Repo.insert(%Instance{address: "Value Ledger"})
iex> instance = Repo.preload(instance, [:accounts])
iex> Instance.ledger_value(instance)
%{
  posted_debit: 0,
  posted_credit: 0,
  pending_debit: 0,
  pending_credit: 0
}

  



  
    
      
    
    
      validate_account_balances(instance)



        
          
        

    

  


  

      

          @spec validate_account_balances(t()) ::
  {:ok, validation_map()} | {:error, validation_map()}


      


Validates that all accounts in the ledger instance maintain balanced debits and credits.
This function checks for one of the fundamental principles of double-entry accounting:
the sum of all debits must equal the sum of all credits. It verifies this separately
for both posted and pending balances.
Parameters
	instance - The Instance to validate (will be preloaded with accounts)

Returns
	{:ok, map} - If balances are equal, with the total values
	{:error, reason} - If the accounts are not balanced

Example
iex> alias DoubleEntryLedger.{Account, Repo}
iex> alias DoubleEntryLedger.Stores.AccountStore
iex> alias DoubleEntryLedger.Apis.CommandApi
iex> {:ok, instance} = Repo.insert(%Instance{address: "Balanced Ledger"})
iex> {:ok, acc1} = AccountStore.create(instance.address, %{address: "account:main1", type: :asset, currency: :USD, posted: %{amount: 10, debit: 10, credit: 0}}, "unique_id_123")
iex> {:ok, acc2} = AccountStore.create(instance.address, %{address: "account:main2", type: :liability, currency: :USD, posted: %{amount: 10, debit: 0, credit: 10}}, "unique_id_456")
iex> {:ok, _, _} = CommandApi.process_from_params(%{"instance_address" => instance.address,
...>  "source" => "s1", "source_idempk" => "1", "action" => "create_transaction",
...>  "payload" => %{"status" => :posted, "entries" => [
...>      %{"account_address" => acc1.address, "amount" => 10, "currency" => :USD},
...>      %{"account_address" => acc2.address, "amount" => 10, "currency" => :USD},
...>  ]}})
iex> instance = Repo.preload(instance, [:accounts])
iex> Instance.validate_account_balances(instance)
{:ok, %{
  posted_debit: 10,
  posted_credit: 10,
  pending_debit: 0,
  pending_credit: 0
}}

iex> alias DoubleEntryLedger.{Account, Repo}
iex> alias DoubleEntryLedger.Stores.AccountStore
iex> {:ok, instance} = Repo.insert(%Instance{address: "Balanced Ledger"})
iex> %Account{address: "account:main1", normal_balance: :debit, instance_id: instance.id, type: :asset, currency: :USD, posted: %{amount: 10, debit: 10, credit: 0}} |> Repo.insert()
iex> AccountStore.create(instance.address, %{name: "Test Account 2", address: "account:main2", type: :liability, currency: :USD}, "unique_id_456")
iex> instance = Repo.preload(instance, [:accounts])
iex> Instance.validate_account_balances(instance)
{:error, %{
  posted_debit: 10,
  posted_credit: 0,
  pending_debit: 0,
  pending_credit: 0
}}

  


        

      


  

    
DoubleEntryLedger.Stores.InstanceStore 
    



      
Provides functions for managing ledger instances in the double-entry ledger system.
This module serves as the primary interface for all ledger instance operations, including
creating, retrieving, updating, and deleting instances. It also provides specialized
queries to verify ledger integrity through balance verification across currencies.
Key Functionality
	Instance Management: Create, retrieve, update, and delete ledger instances
	Instance Queries: Find and list instances by various criteria
	Balance Verification: Calculate and verify that total debits equal total credits by currency
	Transaction Safety: Ensures critical operations use appropriate database isolation levels

Usage Examples
Creating a new ledger instance:
{:ok, instance} = DoubleEntryLedger.Stores.InstanceStore.create(%{
  address: "Business Ledger",
  metadata: %{owner: "ACME Corp"}
})
Retrieving and updating an instance:
instance = DoubleEntryLedger.Stores.InstanceStore.get_by_id(instance_id)
{:ok, updated_instance} = DoubleEntryLedger.Stores.InstanceStore.update(
  instance.id,
  %{address: "Updated:Ledger:address"}
)
Verifying ledger balance integrity:
{:ok, currency_balances} = InstanceStore.sum_accounts_debits_and_credits_by_currency(instance.id)
# Check that for each currency, debits = credits
Implementation Notes
All functions perform appropriate validation and return standardized results:
	Success: {:ok, result}
	Error: {:error, reason}

Balance verification queries run in transactions with REPEATABLE READ isolation
to ensure consistency when concurrent operations are taking place.

      


      
        Summary


  
    Functions
  


    
      
        create(attrs)

      


        Creates a new ledger instance with the given attributes.



    


    
      
        delete(id)

      


        Deletes a ledger instance by its ID.



    


    
      
        get_by_address(address)

      


    


    
      
        get_by_id(id)

      


        Retrieves a ledger instance by its ID.



    


    
      
        list_all()

      


    


    
      
        sum_accounts_debits_and_credits_by_currency(instance_id)

      


        Calculates the sum of debits and credits for all accounts in a ledger instance, grouped by currency.



    


    
      
        update(id, attrs)

      


        Updates a ledger instance with the given attributes.
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      create(attrs)



        
          
        

    

  


  

      

          @spec create(map()) ::
  {:ok, DoubleEntryLedger.Instance.t()} | {:error, Ecto.Changeset.t()}


      


Creates a new ledger instance with the given attributes.
Parameters
	attrs (map): A map of attributes for the ledger instance.

Returns
	{:ok, instance}: On success.
	{:error, changeset}: If there was an error during creation.

Examples
iex> attrs = %{address: "Test:Ledger"}
iex> {:ok, instance} = InstanceStore.create(attrs)
iex> instance.address
"Test:Ledger"

  



  
    
      
    
    
      delete(id)



        
          
        

    

  


  

      

          @spec delete(Ecto.UUID.t()) ::
  {:ok, DoubleEntryLedger.Instance.t()} | {:error, Ecto.Changeset.t()}


      


Deletes a ledger instance by its ID.
Ensures that there are no associated transactions or accounts before deletion, as defined in Instance.delete_changeset/1.
Parameters
	id (Ecto.UUID.t()): The ID of the ledger instance to delete.

Returns
	{:ok, instance}: On success.
	{:error, changeset}: If there was an error during deletion.

Examples
iex> {:ok, instance} = InstanceStore.create(%{address: "Temporary:Ledger"})
iex> {:ok, _} = InstanceStore.delete(instance.id)
iex> InstanceStore.get_by_id(instance.id) == nil
true

  



  
    
      
    
    
      get_by_address(address)



        
          
        

    

  


  

      

          @spec get_by_address(String.t()) :: DoubleEntryLedger.Instance.t() | nil


      



  



  
    
      
    
    
      get_by_id(id)



        
          
        

    

  


  

      

          @spec get_by_id(Ecto.UUID.t()) :: DoubleEntryLedger.Instance.t() | nil


      


Retrieves a ledger instance by its ID.
Parameters
	id (Ecto.UUID.t()): The ID of the ledger instance.

Returns
	instance: The ledger instance struct, or nil if not found.

Examples
iex> {:ok, instance} = InstanceStore.create(%{address: "Sample:Ledger"})
iex> retrieved = InstanceStore.get_by_id(instance.id)
iex> retrieved.id == instance.id
true
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      sum_accounts_debits_and_credits_by_currency(instance_id)



        
          
        

    

  


  

      

          @spec sum_accounts_debits_and_credits_by_currency(Ecto.UUID.t()) ::
  {:ok, [map()]} | {:error, Ecto.Changeset.t()}


      


Calculates the sum of debits and credits for all accounts in a ledger instance, grouped by currency.
This function runs a database query in a transaction with REPEATABLE READ isolation level to ensure
consistent results even if accounts are being updated concurrently.
Parameters
	instance_id (Ecto.UUID.t()): The ID of the ledger instance.

Returns
	{:ok, list(map)}: On success, returns a list of maps containing currency, posted_debit,
posted_credit, pending_debit, and pending_credit sums.
	{:error, reason}: If there was an error during the transaction.


  



  
    
      
    
    
      update(id, attrs)



        
          
        

    

  


  

      

          @spec update(Ecto.UUID.t(), map()) ::
  {:ok, DoubleEntryLedger.Instance.t()} | {:error, Ecto.Changeset.t()}


      


Updates a ledger instance with the given attributes.
Parameters
	id (Ecto.UUID.t()): The ID of the ledger instance to update.
	attrs (map): The attributes to update.

Returns
	{:ok, instance}: On success.
	{:error, changeset}: If there was an error during update.

Examples
iex> {:ok, instance} = InstanceStore.create(%{address: "Ledger"})
iex> {:ok, updated_instance} = InstanceStore.update(instance.id, %{address: "Updated:Ledger"})
iex> updated_instance.address
"Updated:Ledger"

  


        

      


  

    
DoubleEntryLedger.Stores.InstanceStoreHelper 
    



      
Helper functions for Instance store queries
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        build_get_by_address(address)

      


    


    
      
        build_get_id_by_address(address)
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      build_get_by_address(address)



        
          
        

    

  


  

      

          @spec build_get_by_address(String.t()) :: Ecto.Query.t()


      



  



  
    
      
    
    
      build_get_id_by_address(address)



        
          
        

    

  


  

      

          @spec build_get_id_by_address(String.t()) :: Ecto.Query.t()


      



  


        

      


  

    
DoubleEntryLedger.Account 
    



      
Manages financial accounts in the Double Entry Ledger system.
This module defines the Account schema and provides functions for account creation,
updates, and balance management following double-entry bookkeeping principles.
Key Concepts
	Normal Balance: Each account has a default balance direction (debit/credit) based on its type.
Normal balances are automatically assigned but can be overridden for special cases like contra accounts.
	Balance Types: Accounts track both posted (finalized) and pending balances separately.
	Available Balance: The calculated balance that accounts for both posted transactions
and pending holds/authorizations.

Schema Fields
	id: UUID primary key
	address: Human-readable account address in the format "abc1:def2:(:[a-zA-Z_0-9]+){0,}" (required)
	name: Human-readable account name
	description: Optional text description
	currency: The currency code as an atom (e.g., :USD, :EUR)
	type: Account classification (:asset, :liability, :equity, :revenue, :expense)
	normal_balance: Whether the account normally increases with :debit or :credit entries
	available: Calculated available balance (posted minus relevant pending)
	allowed_negative: Whether the account can have a negative available balance
	context: JSON map for additional metadata
	posted: Embedded Balance struct for settled transactions
	pending: Embedded Balance struct for pending transactions
	lock_version: Integer for optimistic concurrency control
	instance_id: Foreign key to the ledger instance
	inserted_at/updated_at: Timestamps

Transaction Processing
The module handles various transaction types:
	:posted - Direct postings to finalized balance
	:pending - Holds/authorizations for future settlement
	:pending_to_posted - Converting pending entries to posted
	:pending_to_pending - Modifying pending entries
	:pending_to_archived - Removing pending entries

Relationships
	Belongs to: instance
	Has many: entries
	Has many: balance_history_entries


      


      
        Summary


  
    Types
  


    
      
        t()

      


        Represents a financial account in the double-entry ledger system.



    





  
    Functions
  


    
      
        account_types()

      


    


    
      
        address_regex()

      


    


    
      
        changeset(account, attrs)

      


        Creates a changeset for validating and creating a new Account.



    


    
      
        delete_changeset(account)

      


        Creates a changeset for safely deleting an account.



    


    
      
        update_balances(account, map)

      


        Updates account balances based on an entry and transaction type.



    


    
      
        update_changeset(account, attrs)

      


        Creates a changeset for updating an existing Account.
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      t()



        
          
        

    

  


  

      

          @type t() :: %DoubleEntryLedger.Account{
  __meta__: term(),
  address: String.t() | nil,
  allowed_negative: boolean(),
  available: integer(),
  balance_history_entries: term(),
  context: map() | nil,
  currency: DoubleEntryLedger.Utils.Currency.currency_atom() | nil,
  description: String.t() | nil,
  entries: term(),
  id: binary() | nil,
  inserted_at: DateTime.t() | nil,
  instance: term(),
  instance_id: binary() | nil,
  journal_event_account_links: term(),
  journal_events: term(),
  lock_version: integer(),
  name: String.t() | nil,
  normal_balance: DoubleEntryLedger.Types.credit_or_debit() | nil,
  pending: DoubleEntryLedger.Balance.t() | nil,
  posted: DoubleEntryLedger.Balance.t() | nil,
  type: DoubleEntryLedger.Types.account_type() | nil,
  updated_at: DateTime.t() | nil
}


      


Represents a financial account in the double-entry ledger system.
An account is the fundamental unit that holds balances and participates in transactions.
Each account has a type, normal balance direction, and tracks both pending and posted amounts.
Fields
	id: UUID primary key
	name: Account name must unique. Can't be changed after creation
	address: Human-readable account address in the format "abc1:def2:(:[a-zA-Z_0-9]+){0,}" (required)
	description: Optional text description
	currency: Currency code atom (e.g., :USD, :EUR). Can't be changed after creation
	type: Account classification. Can't be changed after creation
	normal_balance: Default balance direction. Can't be changed after creation
	available: Calculated available balance
	allowed_negative: Whether negative balances are allowed
	context: Additional metadata as a map
	posted: Balance struct for posted transactions
	pending: Balance struct for pending transactions
	lock_version: Version for optimistic concurrency control
	instance_id: Reference to ledger instance
	inserted_at: Creation timestamp
	updated_at: Last update timestamp


  


        

      

      
        Functions


        


  
    
      
    
    
      account_types()



        
          
        

    

  


  

      

          @spec account_types() :: [DoubleEntryLedger.Types.account_type()]


      



  



  
    
      
    
    
      address_regex()



        
          
        

    

  


  

      

          @spec address_regex() :: Regex.t()


      



  



  
    
      
    
    
      changeset(account, attrs)



        
          
        

    

  


  

      

          @spec changeset(t(), map()) :: Ecto.Changeset.t()


      


Creates a changeset for validating and creating a new Account.
Enforces required fields, validates types, and automatically sets the normal_balance
based on the account type if not explicitly provided.
Parameters
	account - The account struct to create a changeset for
	attrs - Map of attributes to apply to the account

Returns
	An Ecto.Changeset with validations applied

Examples
# Create a valid asset account
iex> changeset = Account.changeset(%Account{}, %{
...>   address: "cash:main:1",
...>   currency: :USD,
...>   instance_id: "550e8400-e29b-41d4-a716-446655440000",
...>   type: :asset
...> })
iex> changeset.valid?
true
iex> Ecto.Changeset.get_field(changeset, :normal_balance)
:debit

# Invalid without required fields
iex> changeset = Account.changeset(%Account{}, %{})
iex> changeset.valid?
false
iex> MapSet.new(Keyword.keys(changeset.errors))
MapSet.new([:currency, :address, :instance_id, :type])

  



  
    
      
    
    
      delete_changeset(account)



        
          
        

    

  


  

      

          @spec delete_changeset(t()) :: Ecto.Changeset.t()


      


Creates a changeset for safely deleting an account.
Validates that there are no associated entries (transactions) before deletion,
ensuring accounting integrity is maintained.
Parameters
	account - The account to delete

Returns
	An Ecto.Changeset that will fail if the account has entries

Examples
# Attempt to delete an account with no entries
iex> alias DoubleEntryLedger.Stores.AccountStore
iex> alias DoubleEntryLedger.Stores.InstanceStore
iex> {:ok, instance} = InstanceStore.create(%{address: "instance1"})
iex> {:ok, account} = AccountStore.create(instance.address, %{
...>    name: "account1", address: "cash:main:1", type: :asset, currency: :EUR}, "unique_id_123")
iex> {:ok, %{id: account_id}} = Repo.delete(Account.delete_changeset(account))
iex> account.id == account_id
true

# Attempt to delete an account with entries
# This is a database constraint error, not a changeset error
iex> alias DoubleEntryLedger.Stores.AccountStore
iex> alias DoubleEntryLedger.Stores.InstanceStore
iex> alias DoubleEntryLedger.Apis.CommandApi
iex> {:ok, instance} = InstanceStore.create(%{address: "instance1"})
iex> {:ok, account1} = AccountStore.create(instance.address, %{
...>    name: "account1", address: "cash:main:1", type: :asset, currency: :EUR}, "unique_id_123")
iex> {:ok, account2} = AccountStore.create(instance.address, %{
...>    name: "account2", address: "cash:main:2", type: :liability, currency: :EUR}, "unique_id_456")
iex> {:ok, _, _} = CommandApi.process_from_params(%{"instance_address" => instance.address,
...>  "source" => "s1", "source_idempk" => "1", "action" => "create_transaction",
...>  "payload" => %{"status" => "pending", "entries" => [
...>      %{"account_address" => account1.address, "amount" => 100, "currency" => "EUR"},
...>      %{"account_address" => account2.address, "amount" => 100, "currency" => "EUR"},
...>  ]}})
iex> {:error, changeset} = Account.delete_changeset(account1)
...> |> Repo.delete()
iex> [entries: {"are still associated with this entry", _}] = changeset.errors

  



  
    
      
    
    
      update_balances(account, map)



        
          
        

    

  


  

      

          @spec update_balances(t(), %{
  entry: DoubleEntryLedger.Entry.t() | Ecto.Changeset.t(),
  trx: DoubleEntryLedger.Types.trx_types()
}) :: Ecto.Changeset.t()


      


Updates account balances based on an entry and transaction type.
This function handles all the complex account balance updates for different
transaction scenarios like posting, pending holds, and settlement.
Parameters
	account - The account to update
	params - Map containing:	entry - Entry struct or changeset with the transaction details
	trx - Transaction type (:posted, :pending, :pending_to_posted, etc.)



Returns
	A changeset with updated balance fields and optimistic lock version increment

Implementation Notes
	Validates that entry and account currencies match
	Handles various transaction types with different balance update logic
	Enforces non-negative balance if allowed_negative is false
	Uses optimistic locking to prevent concurrent balance modifications

Transaction Types
	:posted - Direct posting to finalized balance
	:pending - Holds/authorizations for future settlement
	:pending_to_posted - Converting pending entries to posted
	:pending_to_pending - Modifying existing pending entries
	:pending_to_archived - Removing pending entries without posting


  



  
    
      
    
    
      update_changeset(account, attrs)



        
          
        

    

  


  

      

          @spec update_changeset(t(), map()) :: Ecto.Changeset.t()


      


Creates a changeset for updating an existing Account.
Limited to updating only the description, and context fields,
protecting critical fields like type and currency from modification.
Parameters
	account - The account struct to update
	attrs - Map of attributes to update

Returns
	An Ecto.Changeset with validations applied

Examples
# Update account description
iex> account = %Account{description: "Old Description", instance_id: "inst-123"}
iex> changeset = Account.update_changeset(account, %{
...>   description: "Updated Description"
...> })
iex> changeset.valid?
true
iex> Ecto.Changeset.get_change(changeset, :description)
"Updated Description"

  


        

      


  

    
DoubleEntryLedger.Balance 
    



      
Represents account balance components in the Double Entry Ledger system.
This module provides an embedded schema for tracking account balances with separate
debit and credit components, along with the calculated net amount. It enables proper
double-entry accounting operations by maintaining both sides of the ledger.
Structure
Balance contains three key fields:
	amount: The net balance
	debit: The cumulative debit entries
	credit: The cumulative credit entries

Usage
Balance structs are typically embedded within Account records to track both posted
(finalized) and pending balances separately. They're updated through transactions
following double-entry accounting principles where:
	For accounts with normal debit balance (assets, expenses):
	Debits increase the account balance
	Credits decrease the account balance


	For accounts with normal credit balance (liabilities, equity, revenue):
	Credits increase the account balance
	Debits decrease the account balance



Key Functions
	new/0 - Creates a new Balance struct with zeroed fields
	update_balance/4 - Updates a balance based on entry type and account type
	reverse_pending/4 - Reverses a pending entry's effect on the balance
	reverse_and_update_pending/5 - Combination of reversing and applying a new pending amount


      


      
        Summary


  
    Types
  


    
      
        t()

      


        Represents the balance components of an account.



    





  
    Functions
  


    
      
        changeset(balance, attrs)

      


        Builds and returns a changeset for the balance struct.



    


    
      
        new()

      


        Creates a new balance struct with default values of zero.



    


    
      
        reverse_and_update_pending(balance, amt, new_amount, e_type, a_type)

      


        Reverses a pending amount and applies a new amount in a single operation.



    


    
      
        reverse_pending(balance, amt, e_type, a_type)

      


        Reverses the effect of a pending entry on a balance.



    


    
      
        update_balance(balance, amount, e_type, a_type)

      


        Updates a balance based on an entry and account type.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %DoubleEntryLedger.Balance{
  amount: integer(),
  credit: integer(),
  debit: integer()
}


      


Represents the balance components of an account.
This structure maintains both the separate debit and credit sides of an account's
balance, as well as the calculated net amount following accounting standards.
Fields
	amount: The net balance
	debit: The cumulative sum of debit entries
	credit: The cumulative sum of credit entries

This structure is used for both posted (finalized) and pending balances.

  


        

      

      
        Functions


        


  
    
      
    
    
      changeset(balance, attrs)



        
          
        

    

  


  

      

          @spec changeset(t(), map()) :: Ecto.Changeset.t()


      


Builds and returns a changeset for the balance struct.
Creates an Ecto changeset to validate and prepare balance data for
database operations. This is typically used when embedding balance
data within an account record.
Parameters
	balance - The balance struct to modify
	attrs - Map of attributes to apply to the balance

Returns
	An Ecto.Changeset for the balance

Examples
iex> balance = DoubleEntryLedger.Balance.new()
iex> %Ecto.Changeset{valid?: true, changes: changes} = DoubleEntryLedger.Balance.changeset(balance, %{amount: 100, debit: 100})
iex> changes
%{amount: 100, debit: 100}

  



  
    
      
    
    
      new()



        
          
        

    

  


  

      

          @spec new() :: t()


      


Creates a new balance struct with default values of zero.
This function initializes a Balance struct with all fields set to zero,
suitable for new accounts or for resetting balances.
Returns
	A new Balance struct with zeroed fields

Examples
iex> DoubleEntryLedger.Balance.new()
%DoubleEntryLedger.Balance{amount: 0, credit: 0, debit: 0}

  



  
    
      
    
    
      reverse_and_update_pending(balance, amt, new_amount, e_type, a_type)



        
          
        

    

  


  

      

          @spec reverse_and_update_pending(t(), integer(), integer(), atom(), atom()) ::
  Ecto.Changeset.t()


      


Reverses a pending amount and applies a new amount in a single operation.
This function is used when updating pending entries to a different amount,
such as when modifying a hold or authorization. It first reverses the
original amount and then applies the new amount.
Parameters
	balance - The balance struct to update
	amount_to_reverse - The original amount to reverse
	new_amount - The new amount to apply
	e_type - The type of entry (:debit or :credit)
	a_type - The normal balance type of the account (:debit or :credit)

Returns
	An Ecto.Changeset with updated balance values

Error Handling
Returns an invalid changeset if attempting to reverse more than the current
balance of the specific type (debit/credit).
Examples
iex> balance = %Balance{amount: -50, debit: 50, credit: 0}
iex> %Ecto.Changeset{valid?: true, changes: changes} = Balance.reverse_and_update_pending(balance, 50, 75, :debit, :credit)
iex> changes
%{amount: -75, debit: 75}

iex> balance = %Balance{amount: 50, credit: 50, debit: 0}
iex> %Ecto.Changeset{valid?: true, changes: changes} = Balance.reverse_and_update_pending(balance, 50, 75, :credit, :credit)
iex> changes
%{amount: 75, credit: 75}

iex> balance = %Balance{amount: -40, debit: 40, credit: 0}
iex> %Ecto.Changeset{valid?: false, errors: errors} = Balance.reverse_and_update_pending(balance, 50, 75, :debit, :credit)
iex> errors
[debit: {"Cannot reverse more than the current debit balance", []}]

iex> balance = %Balance{amount: 40, credit: 40, debit: 0}
iex> %Ecto.Changeset{valid?: false, errors: errors} = Balance.reverse_and_update_pending(balance, 50, 75, :credit, :credit)
iex> errors
[credit: {"Cannot reverse more than the current credit balance", []}]

  



  
    
      
    
    
      reverse_pending(balance, amt, e_type, a_type)



        
          
        

    

  


  

      

          @spec reverse_pending(t(), integer(), atom(), atom()) :: Ecto.Changeset.t()


      


Reverses the effect of a pending entry on a balance.
This function is used when canceling or removing pending entries
from an account's balance. It performs the opposite operation of
update_balance/4.
Parameters
	balance - The balance struct to update
	amount - The amount to reverse from the balance
	e_type - The type of entry being reversed (:debit or :credit)
	a_type - The normal balance type of the account (:debit or :credit)

Returns
	An Ecto.Changeset with updated balance values

Error Handling
Returns an invalid changeset if attempting to reverse more than the current
balance of the specific type (debit/credit).
Examples
iex> balance = %Balance{amount: 50, debit: 50, credit: 0}
iex> %Ecto.Changeset{valid?: true, changes: changes} = Balance.reverse_pending(balance, 25, :debit, :debit)
iex> changes
%{amount: 25, debit: 25}

iex> balance = %Balance{amount: -50, debit: 0, credit: 50}
iex> %Ecto.Changeset{valid?: true, changes: changes} = Balance.reverse_pending(balance, 25, :credit, :debit)
iex> changes
%{amount: -25, credit: 25}

iex> balance = Balance.new()
iex> %Ecto.Changeset{valid?: false, errors: errors} = Balance.reverse_pending(balance, 50, :debit, :debit)
iex> errors
[debit: {"Cannot reverse more than the current debit balance", []}]

iex> balance = Balance.new()
iex> %Ecto.Changeset{valid?: false, errors: errors} = Balance.reverse_pending(balance, 50, :credit, :debit)
iex> errors
[credit: {"Cannot reverse more than the current credit balance", []}]

  



  
    
      
    
    
      update_balance(balance, amount, e_type, a_type)



        
          
        

    

  


  

      

          @spec update_balance(t(), integer(), atom(), atom()) :: Ecto.Changeset.t()


      


Updates a balance based on an entry and account type.
This function handles the core accounting logic of how entries affect balances
differently based on the entry type (debit/credit) and the account type.
Parameters
	balance - The balance struct to update
	amount - The amount to apply to the balance
	e_type - The type of entry (:debit or :credit)
	a_type - The normal balance type of the account (:debit or :credit)

Returns
	An Ecto.Changeset with updated balance values

Accounting Logic
	When entry type matches account's normal balance type:
	The amount increases the balance
	The corresponding debit/credit side increases


	When entry type is opposite account's normal balance type:
	The amount decreases the balance
	The corresponding debit/credit side still increases



Examples
iex> balance = DoubleEntryLedger.Balance.new()
iex> %Ecto.Changeset{valid?: true, changes: changes} = DoubleEntryLedger.Balance.update_balance(balance, 50, :debit, :debit)
iex> changes
%{amount: 50, debit: 50}

iex> balance = DoubleEntryLedger.Balance.new()
iex> %Ecto.Changeset{valid?: true, changes: changes} = DoubleEntryLedger.Balance.update_balance(balance, 50, :debit, :credit)
iex> changes
%{amount: -50, debit: 50}

  


        

      


  

    
DoubleEntryLedger.BalanceHistoryEntry 
    



      
Tracks historical balance states for accounts in the Double Entry Ledger system.
This module defines the BalanceHistoryEntry schema, which creates an immutable
record of an account's balance at specific points in time. These entries are
created automatically whenever an account balance changes, typically due to
transactions being posted or settled.
Purpose
Balance history entries serve several important purposes:
	Audit Trail: They provide a complete history of balance changes for auditing
	Reconciliation: They enable verification and reconciliation of account balances
	Reporting: They support point-in-time reporting and historical analysis
	Debugging: They help diagnose issues by showing exactly when balances changed

Structure
Each BalanceHistoryEntry contains:
	References to both the affected account and the entry that caused the change
	A snapshot of the account's posted balance
	A snapshot of the account's pending balance
	The calculated available balance at that moment

Balance history entries are immutable and append-only, creating a reliable
chronological record of all balance changes in the system.

      


      
        Summary


  
    Types
  


    
      
        t()

      


        Represents a historical record of an account's balance at a specific point in time.



    





  
    Functions
  


    
      
        build_from_account_changeset(account_changeset)

      


        Creates a balance history entry from an account changeset.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %DoubleEntryLedger.BalanceHistoryEntry{
  __meta__: term(),
  account: DoubleEntryLedger.Account.t() | Ecto.Association.NotLoaded.t(),
  account_id: Ecto.UUID.t(),
  available: integer(),
  entry: DoubleEntryLedger.Entry.t() | Ecto.Association.NotLoaded.t(),
  entry_id: Ecto.UUID.t(),
  id: Ecto.UUID.t(),
  inserted_at: DateTime.t(),
  pending: DoubleEntryLedger.Balance.t(),
  posted: DoubleEntryLedger.Balance.t(),
  updated_at: DateTime.t()
}


      


Represents a historical record of an account's balance at a specific point in time.
When an entry affects an account balance, a BalanceHistoryEntry is created to
preserve the account's state after that change, including both posted and pending
balances and the calculated available amount.
Fields
	id: UUID primary key
	posted: Embedded Balance struct capturing posted transactions
	pending: Embedded Balance struct capturing pending transactions
	available: Calculated available balance
	account: Association to the related account
	account_id: Foreign key to the account
	entry: Association to the entry that caused the change
	entry_id: Foreign key to the entry
	inserted_at: Timestamp when the record was created
	updated_at: Timestamp when the record was last updated


  


        

      

      
        Functions


        


  
    
      
    
    
      build_from_account_changeset(account_changeset)



        
          
        

    

  


  

      

          @spec build_from_account_changeset(Ecto.Changeset.t()) :: Ecto.Changeset.t()


      


Creates a balance history entry from an account changeset.
This function extracts the relevant balance information from an account changeset
and creates a new BalanceHistoryEntry changeset. It's typically called automatically
whenever an account's balance is updated through a transaction.
Parameters
	account_changeset - Ecto.Changeset containing the updated account data

Returns
	An Ecto.Changeset for a new BalanceHistoryEntry

Examples
iex> alias DoubleEntryLedger.{Account, Balance, BalanceHistoryEntry}
iex> account = %Account{
...>   id: "550e8400-e29b-41d4-a716-446655440000",
...>   available: 500,
...>   posted: %Balance{debit: 1000, credit: 500},
...>   pending: %Balance{debit: 0, credit: 0}
...> }
iex> account_changeset = Ecto.Changeset.change(account)
iex> changeset = BalanceHistoryEntry.build_from_account_changeset(account_changeset)
iex> changeset.valid?
true
iex> Ecto.Changeset.get_field(changeset, :account_id)
"550e8400-e29b-41d4-a716-446655440000"

  


        

      


  

    
DoubleEntryLedger.Stores.AccountStore 
    



      
Provides functions for managing and querying accounts in the double-entry ledger system.
This module serves as the primary interface for all account-related operations, including
creating, retrieving, updating, and deleting accounts. It also provides specialized
query functions to retrieve accounts by various criteria and access account balance history.
Key Functionality
	Account Management: Create, retrieve, update, and delete accounts with full validation
	Account Queries: Find accounts by instance, type, address, and ID combinations
	Balance History: Access the historical record of account balance changes with pagination
	Command Sourcing: Create and update account operations are tracked through the command pipeline

Data Integrity
All account operations maintain strict data integrity through:
	Command sourcing for complete audit trails
	Validation of account types and currencies
	Unique address constraints within instances
	Referential integrity with instances and transactions

Usage Examples
Creating a new account:
{:ok, instance} = DoubleEntryLedger.Stores.InstanceStore.create(%{address: "Business:Ledger"})
{:ok, account} = DoubleEntryLedger.Stores.AccountStore.create(%{
  name: "Cash Account",
  address: "cash:main",
  instance_address: instance.address,
  currency: :USD,
  type: :asset
})
Retrieving accounts for an instance:
{:ok, accounts} = DoubleEntryLedger.Stores.AccountStore.get_all_accounts_by_instance_address(instance.address)
Accessing an account's balance history:
{:ok, history} = DoubleEntryLedger.Stores.AccountStore.get_balance_history(account.id)
Implementation Notes
All functions perform appropriate validation and return standardized results:
	Success: {:ok, result}
	Error: {:error, reason} where reason can be an atom, string, or Ecto.Changeset

The module integrates with the ledger's command pipeline to ensure account integrity
and enforce business rules for the double-entry accounting system. All create and update
operations generate corresponding commands for complete auditability.
Error Handling
Common error conditions include:
	:no_accounts_found - When querying returns no results
	:some_accounts_not_found - When some requested accounts don't exist
	Ecto.Changeset.t() - For validation errors during create/update operations
	String messages - For specific error conditions like "Account not found"


      


      
        Summary


  
    Types
  


    
      
        create_map()

      


    


    
      
        update_map()

      


    





  
    Functions
  


    
      
        create(instance_address, attrs, source \\ "account_store-create")

      


        Creates a new account with the given attributes.



    


    
      
        delete(id)

      


        Deletes an account by its ID. This only works if the account has no associated transactions which means it can be safely removed from the ledger.
Should only be used if the account was created in error and has no transactions.
Deletion will currently not show up in the event log.



    


    
      
        get_accounts_by_instance_address(instance_address, account_addresses)

      


        Get a list of accounts by instance address and a list of account addresses.



    


    
      
        get_accounts_by_instance_id(instance_id, account_addresses)

      


        Retrieves accounts by instance ID and a list of account addresses.



    


    
      
        get_accounts_by_instance_id_and_type(instance_id, type)

      


        Retrieves accounts by instance ID and account type.



    


    
      
        get_all_accounts_by_instance_address(instance_address)

      


        Retrieves all accounts by instance ID.



    


    
      
        get_all_accounts_by_instance_id(instance_id)

      


        Retrieves all accounts by instance ID.



    


    
      
        get_balance_history_by_account(account, page \\ 1, per_page \\ 40)

      


    


    
      
        get_balance_history_by_address(instance_address, account_address, page \\ 1, per_page \\ 40)

      


        Retrieves an account's balance history by its address within a specific instance, with pagination support.



    


    
      
        get_balance_history_by_id(id, page \\ 1, per_page \\ 40)

      


        Retrieves an account's balance history by its ID with pagination support.



    


    
      
        get_by_address(instance_address, account_address)

      


        Retrieves an account by its address within a specific instance.



    


    
      
        get_by_id(id)

      


        Retrieves an account by its ID.



    


    
      
        update(instance_address, account_address, attrs, source \\ "account_store-update")

      


        Updates an account with the given attributes.



    





      


      
        Types


        


  
    
      
    
    
      create_map()



        
          
        

    

  


  

      

          @type create_map() :: %{
  address: String.t(),
  currency: DoubleEntryLedger.Utils.Currency.currency_atom(),
  type: DoubleEntryLedger.Types.account_type(),
  name: String.t() | nil,
  description: String.t() | nil,
  context: map() | nil,
  normal_balance: DoubleEntryLedger.Types.credit_or_debit() | nil,
  allow_negative: boolean() | nil
}


      



  



  
    
      
    
    
      update_map()



        
          
        

    

  


  

      

          @type update_map() :: %{
  name: String.t() | nil,
  description: String.t() | nil,
  context: map() | nil
}


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      create(instance_address, attrs, source \\ "account_store-create")



        
          
        

    

  


  

      

          @spec create(String.t(), create_map(), String.t()) ::
  {:ok, DoubleEntryLedger.Account.t()}
  | {:error,
     Ecto.Changeset.t(DoubleEntryLedger.Command.AccountCommandMap.t())
     | String.t()}


      


Creates a new account with the given attributes.
Creates an account through the command pipeline, ensuring proper audit trail
and validation. The account is associated with the specified instance and must
have a unique address within that instance.
Parameters
	instance_address (String.t()): Address of the instance

	attrs (map): A map of attributes for the account containing:
	:name (String.t(), optional) - Human-readable account name
	:address (String.t(), required) - Unique address within the instance
	:instance_address (String.t(), required) - Address of the owning instance
	:currency (atom, required) - Currency code (e.g., :USD, :EUR)
	:type (atom, required) - Account type (:asset, :liability, :equity, :income, :expense)
	:description (String.t(), optional) - Account description
	:context (map, optional) - Additional context information
	:normal_balance (atom, optional) - Normal balance (:debit or :credit) if different from type default
	:allow_negative (boolean, optional) - Whether negative balances are allowed (default: false)


	source (String.t(), optional): Source identifier for the operation (defaults to "AccountStore.create/1")


Returns
	{:ok, Account.t()}: On successful creation with the created account.
	{:error, Ecto.Changeset.t() | String.t()}: If validation fails or other errors occur.


Validation Rules
	Account address must be unique within the instance
	Account type must be one of the valid types
	Currency must be a valid currency code
	Instance must exist

Examples
iex> {:ok, %{address: address}} = InstanceStore.create(%{address: "Sample:Instance"})
iex> attrs = %{address: "account:main1", currency: :EUR, type: :asset}
iex> {:ok, account} = AccountStore.create(address, attrs)
iex> account.address
"account:main1"

  



  
    
      
    
    
      delete(id)



        
          
        

    

  


  

      

          @spec delete(Ecto.UUID.t()) ::
  {:ok, DoubleEntryLedger.Account.t()} | {:error, Ecto.Changeset.t()}


      


Deletes an account by its ID. This only works if the account has no associated transactions which means it can be safely removed from the ledger.
Should only be used if the account was created in error and has no transactions.
Deletion will currently not show up in the event log.
Parameters
	id (Ecto.UUID.t()): The unique ID of the account to delete.

Returns
	{:ok, Account.t()}: On successful deletion with the deleted account struct.
	{:error, Ecto.Changeset.t()}: If the account cannot be deleted (e.g., has active transactions).

Constraints
	Accounts with existing transactions cannot be deleted

Examples
iex> {:ok, %{address: instance_address}} = InstanceStore.create(%{address: "Sample:Instance"})
iex> attrs = %{name: "Test Account", address: "account:main1", currency: :EUR, type: :asset}
iex> {:ok, account} = AccountStore.create(instance_address, attrs, "unique_id_123")
iex> {:ok, _} = AccountStore.delete(account.id)
iex> AccountStore.get_by_id(account.id) == nil
true

  



  
    
      
    
    
      get_accounts_by_instance_address(instance_address, account_addresses)



        
          
        

    

  


  

      

          @spec get_accounts_by_instance_address(String.t(), [String.t()]) ::
  {:ok, [DoubleEntryLedger.Account.t()]}
  | {:error, :no_accounts_found | :some_accounts_not_found}


      


Get a list of accounts by instance address and a list of account addresses.
Parameters
	instance_address (String.t()): The address of the instance.
	account_addresses (list(String.t())): The list of account addresses.

Returns
	{:ok, accounts}: On success.
	{:error, message}: If some accounts were not found.

Examples
iex> {:ok, %{address: instance_address}} = InstanceStore.create(%{address: "Sample:Instance"})
iex> attrs = %{address: "account:main1", currency: :EUR, type: :asset}
iex> {:ok, account1} = AccountStore.create(instance_address, attrs, "unique_id_123")
iex> {:ok, account2} = AccountStore.create(instance_address, %{attrs | address: "account:main2"}, "unique_id_456")
iex> {:ok, _} = AccountStore.create(instance_address, %{attrs | address: "account:main3"}, "unique_id_789")
iex> {:ok, accounts} = AccountStore.get_accounts_by_instance_address(instance_address, [account1.address, account2.address])
iex> length(accounts)
2

  



  
    
      
    
    
      get_accounts_by_instance_id(instance_id, account_addresses)



        
          
        

    

  


  

      

          @spec get_accounts_by_instance_id(Ecto.UUID.t(), [String.t()]) ::
  {:ok, [DoubleEntryLedger.Account.t()]}
  | {:error,
     :no_accounts_found | :some_accounts_not_found | :no_accounts_provided}


      


Retrieves accounts by instance ID and a list of account addresses.
Parameters
	instance_id (Ecto.UUID.t()): The ID of the instance.
	account_addresses (list(String.t())): The list of account addresses.

Returns
	{:ok, accounts}: On success.
	{:error, message}: If some accounts were not found.

Examples
iex> {:ok, %{address: instance_address, id: instance_id}} = InstanceStore.create(%{address: "Sample:Instance"})
iex> attrs = %{address: "account:main1", currency: :EUR, type: :asset}
iex> {:ok, account1} = AccountStore.create(instance_address, attrs, "unique_id_123")
iex> {:ok, account2} = AccountStore.create(instance_address, %{attrs | address: "account:main2"}, "unique_id_456")
iex> {:ok, _} = AccountStore.create(instance_address, %{attrs | address: "account:main3"}, "unique_id_789")
iex> {:ok, accounts} = AccountStore.get_accounts_by_instance_id(instance_id, [account1.address, account2.address])
iex> length(accounts)
2

  



  
    
      
    
    
      get_accounts_by_instance_id_and_type(instance_id, type)



        
          
        

    

  


  

      

          @spec get_accounts_by_instance_id_and_type(
  Ecto.UUID.t(),
  DoubleEntryLedger.Types.account_type()
) ::
  {:ok, [DoubleEntryLedger.Account.t()]}
  | {:error, :no_accounts_found_for_provided_type}


      


Retrieves accounts by instance ID and account type.
Parameters
	instance_id (Ecto.UUID.t()): The ID of the instance.
	type (Types.account_type()): The type of the accounts.

Returns
	{:ok, accounts}: On success.
	{:error, message}: If no accounts of the specified type were found.

Examples
iex> {:ok, %{address: instance_address, id: instance_id}} = InstanceStore.create(%{address: "Sample:Instance"})
iex> attrs = %{name: "Test Account", address: "account:main1", currency: :EUR, type: :asset}
iex> {:ok, _} = AccountStore.create(instance_address, attrs, "unique_id_123")
iex> {:ok, _} = AccountStore.create(instance_address, %{attrs | address: "account:main2", name: "Account 2"}, "unique_id_456")
iex> {:ok, _} = AccountStore.create(instance_address, %{attrs | address: "account:main3", name: "Account 3", type: :liability}, "unique_id_789")
iex> {:ok, accounts} = AccountStore.get_accounts_by_instance_id_and_type(instance_id, :asset)
iex> length(accounts)
2

  



  
    
      
    
    
      get_all_accounts_by_instance_address(instance_address)



        
          
        

    

  


  

      

          @spec get_all_accounts_by_instance_address(String.t()) ::
  {:ok, [DoubleEntryLedger.Account.t()]} | {:error, :no_accounts_found}


      


Retrieves all accounts by instance ID.
Parameters
	instance_address (String.t()): The address of the instance.

Returns
	{:ok, accounts}: On success.
	{:error, message}: If no accounts were found.

Examples
iex> {:ok, %{address: instance_address}} = InstanceStore.create(%{address: "Sample:Instance"})
iex> {:ok, %{address: instance_address2}} = InstanceStore.create(%{address: "Sample:Instance2"})
iex> attrs = %{name: "Test Account", address: "account:main1", currency: :EUR, type: :asset}
iex> {:ok, _} = AccountStore.create(instance_address, attrs, "unique_id_123")
iex> {:ok, _} = AccountStore.create(instance_address, %{attrs | address: "account:main2", name: "Account 2"}, "unique_id_456")
iex> {:ok, _} = AccountStore.create(instance_address, %{attrs | address: "account:main3", name: "Account 3"}, "unique_id_789")
iex> {:ok, _} = AccountStore.create(instance_address2, %{attrs | address: "account:main3", name: "Account 3"}, "unique_id_101")
iex> {:ok, accounts} = AccountStore.get_all_accounts_by_instance_address(instance_address)
iex> length(accounts)
3

  



  
    
      
    
    
      get_all_accounts_by_instance_id(instance_id)



        
          
        

    

  


  

      

          @spec get_all_accounts_by_instance_id(Ecto.UUID.t()) ::
  {:ok, [DoubleEntryLedger.Account.t()]} | {:error, :no_accounts_found}


      


Retrieves all accounts by instance ID.
Parameters
	instance_id (Ecto.UUID.t()): The ID of the instance.

Returns
	{:ok, accounts}: On success.
	{:error, message}: If no accounts were found.

Examples
iex> {:ok, %{id: instance_id, address: instance_address}} = InstanceStore.create(%{address: "Sample:Instance"})
iex> {:ok, %{address: instance_address2}} = InstanceStore.create(%{address: "Sample:Instance2"})
iex> attrs = %{name: "Test Account", address: "account:main1", currency: :EUR, type: :asset}
iex> {:ok, _} = AccountStore.create(instance_address, attrs, "unique_id_123")
iex> {:ok, _} = AccountStore.create(instance_address, %{attrs | address: "account:main2", name: "Account 2"}, "unique_id_456")
iex> {:ok, _} = AccountStore.create(instance_address, %{attrs | address: "account:main3", name: "Account 3"}, "unique_id_789")
iex> {:ok, _} = AccountStore.create(instance_address2, %{attrs | address: "account:main3", name: "Account 3"}, "unique_id_101")
iex> {:ok, accounts} = AccountStore.get_all_accounts_by_instance_id(instance_id)
iex> length(accounts)
3

  



    

    

  
    
      
    
    
      get_balance_history_by_account(account, page \\ 1, per_page \\ 40)



        
          
        

    

  


  

      

          @spec get_balance_history_by_account(
  DoubleEntryLedger.Account.t(),
  non_neg_integer(),
  non_neg_integer()
) :: {:ok, [DoubleEntryLedger.BalanceHistoryEntry.t()]}


      



  



    

    

  
    
      
    
    
      get_balance_history_by_address(instance_address, account_address, page \\ 1, per_page \\ 40)



        
          
        

    

  


  

      

          @spec get_balance_history_by_address(
  String.t(),
  String.t(),
  non_neg_integer(),
  non_neg_integer()
) ::
  {:ok, [DoubleEntryLedger.BalanceHistoryEntry.t()]}
  | {:error, :account_not_found}


      


Retrieves an account's balance history by its address within a specific instance, with pagination support.
Returns a paginated list of balance history entries showing how the account's
balance has changed over time. Each entry includes the associated transaction
ID for complete traceability.
Parameters
	instance_address (String.t()): The address of the instance.
	account_address (String.t()): The address of the account within the instance.
	page (non_neg_integer(), optional): The page number for pagination (default: 1).
	per_page (non_neg_integer(), optional): The number of entries per page (default: 40).

Returns
	{:ok, list(BalanceHistoryEntry)}: A list of balance history entries on success.
	{:error, message}: If the account is not found.

Examples
iex> {:ok, %{address: instance_address}} = InstanceStore.create(%{address: "Sample:Instance"})
iex> attrs = %{name: "Test Account", address: "account:main1", currency: :EUR, type: :asset}
iex> {:ok, account} = AccountStore.create(instance_address, attrs, "unique_id_123")
iex> {:ok, balance_history} = AccountStore.get_balance_history_by_address(instance_address, account.address)
iex> is_list(balance_history)
true

iex> {:ok, %{address: instance_address}} = InstanceStore.create(%{address: "Sample:Instance"})
iex> {:error, :account_not_found} = AccountStore.get_balance_history_by_address(instance_address, "nonexistent_account")

  



    

    

  
    
      
    
    
      get_balance_history_by_id(id, page \\ 1, per_page \\ 40)



        
          
        

    

  


  

      

          @spec get_balance_history_by_id(Ecto.UUID.t(), non_neg_integer(), non_neg_integer()) ::
  {:ok, [DoubleEntryLedger.BalanceHistoryEntry.t()]}
  | {:error, :account_not_found}


      


Retrieves an account's balance history by its ID with pagination support.
Returns a paginated list of balance history entries showing how the account's
balance has changed over time. Each entry includes the associated transaction
ID for complete traceability.
Parameters
	id (Ecto.UUID.t()): The unique ID of the account.
	page (non_neg_integer(), optional): The page number for pagination (default: 1).
	per_page (non_neg_integer(), optional): The number of entries per page (default: 40).

Returns
	{:ok, list(BalanceHistoryEntry)}: A list of balance history entries on success.
	{:error, message}: If the account is not found.

Examples
iex> {:ok, %{address: instance_address}} = InstanceStore.create(%{address: "Sample:Instance"})
iex> attrs = %{name: "Test Account", address: "account:main1", currency: :EUR, type: :asset}
iex> {:ok, account} = AccountStore.create(instance_address, attrs, "unique_id_123")
iex> {:ok, balance_history} = AccountStore.get_balance_history_by_id(account.id)
iex> is_list(balance_history)
true

iex> {:ok, %{id: instance_id}} = InstanceStore.create(%{address: "Sample:Instance"})
iex> {:error, :account_not_found} = AccountStore.get_balance_history_by_id(instance_id)

  



  
    
      
    
    
      get_by_address(instance_address, account_address)



        
          
        

    

  


  

      

          @spec get_by_address(String.t(), String.t()) :: DoubleEntryLedger.Account.t() | nil


      


Retrieves an account by its address within a specific instance.
Instance address is required to ensure uniqueness of account addresses across
different instances in a multi-tenant system. Returns the account with preloaded
journal events for complete context.
Parameters
	instance_address (String.t()): The unique address of the instance.
	account_address (String.t()): The unique address of the account within the instance.

Returns
	Account.t() | nil: The account struct with preloaded journal events, or nil if not found.


Preloaded Associations
	:journal_events - All journal events associated with this account

Examples
iex> {:ok, %{address: instance_address}} = InstanceStore.create(%{address: "Sample:Instance"})
iex> attrs = %{address: "account:main1", currency: :EUR, type: :asset}
iex> {:ok, account} = AccountStore.create(instance_address, attrs, "unique_id_123")
iex> retrieved = AccountStore.get_by_address(instance_address, account.address)
iex> retrieved.id
account.id

  



  
    
      
    
    
      get_by_id(id)



        
          
        

    

  


  

      

          @spec get_by_id(Ecto.UUID.t()) :: DoubleEntryLedger.Account.t() | nil


      


Retrieves an account by its ID.
Loads the account with its associated journal events for complete context. Returns nil
if the account doesn't exist.
Parameters
	id (Ecto.UUID.t()): The unique ID of the account to retrieve.

Returns
	Account.t() | nil: The account struct with preloaded journal events, or nil if not found.


Preloaded Associations
	:journal_events - All journal events associated with this account for audit trail access

Examples
iex> {:ok, %{address: instance_address}} = InstanceStore.create(%{address: "Sample:Instance"})
iex> attrs = %{name: "Test Account", address: "account:main1", currency: :EUR, type: :asset}
iex> {:ok, account} = AccountStore.create(instance_address, attrs, "unique_id_123")
iex> retrieved = AccountStore.get_by_id(account.id)
iex> retrieved.id == account.id
true

  



    

  
    
      
    
    
      update(instance_address, account_address, attrs, source \\ "account_store-update")



        
          
        

    

  


  

      

          @spec update(String.t(), String.t(), update_map(), String.t()) ::
  {:ok, DoubleEntryLedger.Account.t()}
  | {:error,
     Ecto.Changeset.t(DoubleEntryLedger.Command.AccountCommandMap.t())
     | String.t()}


      


Updates an account with the given attributes.
Updates an existing account through the event sourcing system. Only allows changes
to specific fields (description and context) to maintain data integrity. The update
creates a new event linking to the original creation event.
Parameters
	instance_address (String.t()): Address of the instance
	address (String.t()): The address of the account to update within the instance.
	attrs (map): The attributes to update containing:	:instance_address (String.t., required) - Address of the owning instance
	:name (String.t., optional) - Updated account name
	:description (String.t., optional) - Updated description
	:context (map, optional) - Updated context information


	source (String.t., optional): Update source identifier for the operation (defaults to "AccountStore.update/2")

Returns
	{:ok, Account.t()}: On successful update with the updated account.
	{:error, Ecto.Changeset.t()}: If validation fails or the account doesn't exist.

Updateable Fields
	name - Account display name
	description - Account description text
	context - Additional contextual information

Immutable Fields
The following fields cannot be changed after creation:
	name, address, type, currency, instance_id

Examples
iex> {:ok, %{address: address}} = InstanceStore.create(%{address: "Sample:Instance"})
iex> attrs = %{name: "Test Account", address: "account:main1", description: "Test Description", currency: :EUR, type: :asset}
iex> {:ok, account} = AccountStore.create(address, attrs)
iex> {:ok, updated_account} = AccountStore.update(address, account.address, %{instance_address: address, description: "Updated Description"})
iex> updated_account.description
"Updated Description"

  


        

      


  

    
DoubleEntryLedger.Stores.AccountStoreHelper 
    



      
Helper functions for building Account changesets in the Double Entry Ledger system.
This module provides utilities for creating and updating Account records, focusing on
building proper Ecto changesets from AccountData structures. It serves as a bridge
between the command processing system and the Account schema operations.
Key Functionality
	Account Creation: Build changesets for creating new accounts from AccountData
	Account Updates: Build changesets for updating existing accounts with validation
	Data Transformation: Convert AccountData structures to appropriate changeset parameters
	Validation: Ensures all account data meets schema requirements before database operations

Integration
This module is primarily used by CommandWorker modules when processing account-related
commands, providing a consistent interface for account changeset operations. It integrates
directly with the Account schema's validation rules and the command pipeline.
Error Handling
All functions return Ecto changesets that may contain validation errors. These should
be checked for validity before attempting database operations.
Examples
# Building a create changeset
account_data = %AccountData{name: "Cash", type: :asset, currency: :USD}
changeset = AccountStoreHelper.build_create(account_data, instance_id)

if changeset.valid? do
  Repo.insert(changeset)
else
  # Handle validation errors
end

# Building an update changeset
changeset = AccountStoreHelper.build_update(existing_account, updated_data)

      


      
        Summary


  
    Functions
  


    
      
        build_create(account_data, instance_id)

      


        Builds a changeset for creating a new Account from AccountData.



    


    
      
        build_update(account, account_data)

      


        Builds a changeset for updating an existing Account with new AccountData.



    


    
      
        get_by_address_query(instance_address, account_address)

      


    





      


      
        Functions


        


  
    
      
    
    
      build_create(account_data, instance_id)



        
          
        

    

  


  

      

          @spec build_create(DoubleEntryLedger.Command.AccountData.t(), Ecto.UUID.t()) ::
  Ecto.Changeset.t(DoubleEntryLedger.Account.t())


      


Builds a changeset for creating a new Account from AccountData.
Takes an AccountData struct containing the account information and combines it
with the provided instance_id to create a complete changeset for Account creation.
The changeset includes all necessary validations defined in the Account schema.
Parameters
	account_data - AccountData struct containing account details (address, type, currency, etc.)
	instance_id - UUID of the ledger instance to associate the account with

Returns
	Ecto.Changeset.t(Account.t()) - A changeset ready for database insertion

Validation
The returned changeset will validate:
	Required fields (address, type, currency, instance_id)
	Account type validity (asset, liability, equity, income, expense)
	Currency format and validity
	Address uniqueness within the instance
	Description length limits (if provided)

Examples
iex> alias DoubleEntryLedger.Stores.AccountStore
iex> alias DoubleEntryLedger.Stores.InstanceStore
iex> alias DoubleEntryLedger.Command.AccountData
iex> {:ok, %{id: instance_id}} = InstanceStore.create(%{address: "Sample:Instance"})
iex> account_data = %AccountData{address: "Cash:Account", type: :asset, currency: :USD}
iex> changeset = AccountStoreHelper.build_create(account_data, instance_id)
iex> changeset.valid?
true

  



  
    
      
    
    
      build_update(account, account_data)



        
          
        

    

  


  

      

          @spec build_update(
  DoubleEntryLedger.Account.t(),
  DoubleEntryLedger.Command.AccountData.t()
) ::
  Ecto.Changeset.t(DoubleEntryLedger.Account.t())


      


Builds a changeset for updating an existing Account with new AccountData.
Takes an existing Account record and AccountData containing the updates,
creating a changeset that represents the desired changes. Only allows updates
to specific fields as defined by the Account schema's update policy.
Parameters
	account - Existing Account struct to be updated
	account_data - AccountData struct containing the new values

Returns
	Ecto.Changeset.t(Account.t()) - A changeset ready for database update

Updateable Fields
Only the following fields can be updated:
	name - Account display name
	description - Account description text
	context - Additional contextual information (JSON)

Fields like address, type, currency and instance_id are immutable after creation.
Validation
The returned changeset will validate:
	Context format (must be valid JSON if provided)
	No changes to immutable fields

Examples
iex> existing_account = %Account{name: "Old Name", type: :asset, currency: :USD}
iex> new_data = %AccountData{description: "Updated Description"}
iex> changeset = AccountStoreHelper.build_update(existing_account, new_data)
iex> changeset.valid?
true

  



  
    
      
    
    
      get_by_address_query(instance_address, account_address)



        
          
        

    

  


  

      

          @spec get_by_address_query(String.t(), String.t()) :: Ecto.Query.t()


      



  


        

      


  

    
DoubleEntryLedger.Entry 
    



      
Defines and manages individual financial entries in the Double Entry Ledger system.
Entries should always be created or updated through an Command to ensure proper handling
of balance updates and history creation.
This module represents the fundamental building blocks of transactions in double-entry accounting,
where each entry affects exactly one account and belongs to exactly one transaction. Entries
come in two types - debits and credits - and must balance across a transaction.
Key Concepts
	Entry Types: Each entry must be either a :debit or :credit type
	Transaction Relationship: Entries are always linked to a transaction
	Account Relationship: Each entry affects exactly one account
	Balance History: Creating or updating entries automatically generates balance history records
	Currency Matching: An entry's currency must match its account's currency

Lifecycle
Entries go through several possible state transitions:
	:posted - Direct posting to an account's finalized balance
	:pending - Creating a hold or authorization
	:pending_to_posted - Converting a pending entry to a posted entry
	:pending_to_pending - Modifying an existing pending entry
	:pending_to_archived - Canceling a pending entry
The state transition determines how the entry affects the account's balance and what validations are applied.
The state itself is stored with the transaction, not the entry.

Balance Updates
When entries are created or modified, the module automatically:
	Updates the associated account's balance
	Creates a balance history entry to track the change
	Validates that the currency matches the account


      


      
        Summary


  
    Types
  


    
      
        t()

      


        Represents a single financial entry in a transaction.



    





  
    Functions
  


    
      
        changeset(entry, attrs)

      


        Creates a basic changeset for validating an entry without transition management.



    


    
      
        changeset(entry, attrs, transition)

      


        Creates a changeset for validating and inserting an entry with transition state.



    


    
      
        signed_value(entry)

      


    


    
      
        update_changeset(entry, attrs, transition)

      


        Creates a changeset for updating an existing entry with transition handling.
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      t()



        
          
        

    

  


  

      

          @type t() :: %DoubleEntryLedger.Entry{
  __meta__: term(),
  account: DoubleEntryLedger.Account.t() | Ecto.Association.NotLoaded.t(),
  account_id: Ecto.UUID.t() | nil,
  balance_history_entries: term(),
  id: Ecto.UUID.t() | nil,
  inserted_at: DateTime.t() | nil,
  transaction:
    DoubleEntryLedger.Transaction.t() | Ecto.Association.NotLoaded.t(),
  transaction_id: Ecto.UUID.t() | nil,
  type: DoubleEntryLedger.Types.credit_or_debit() | nil,
  updated_at: DateTime.t() | nil,
  value: Money.t() | nil
}


      


Represents a single financial entry in a transaction.
An entry records a single financial event affecting one account in the ledger.
It contains the monetary amount, entry type (debit or credit), and relationships
to both the account it affects and the transaction it belongs to.
Fields
	id: UUID primary key
	value: Money struct containing amount and currency
	type: Either :debit or :credit
	transaction: Association to the parent transaction
	transaction_id: Foreign key to the transaction
	account: Association to the affected account
	account_id: Foreign key to the account
	balance_history_entries: List of related balance history records
	inserted_at: Creation timestamp
	updated_at: Last update timestamp


  


        

      

      
        Functions


        


  
    
      
    
    
      changeset(entry, attrs)



        
          
        

    

  


  

      

          @spec changeset(t(), map()) :: Ecto.Changeset.t()


      


Creates a basic changeset for validating an entry without transition management.
This simplified version validates the entry data but does not handle account
balance updates or balance history creation. It's typically used for initial
validation or when working with entries that don't immediately affect accounts.
Parameters
	entry - The Entry struct to create a changeset for
	attrs - Map of attributes to apply to the entry

Returns
	An Ecto.Changeset with basic validations applied

Validations
	Required fields: :type, :value, :account_id
	Entry type must be :debit or :credit

Examples
# Create a simple entry changeset
iex> attrs = %{
...>   type: :credit,
...>   value: %{amount: 5000, currency: :EUR},
...>   account_id: "550e8400-e29b-41d4-a716-446655440000"
...> }
iex> changeset = Entry.changeset(%Entry{}, attrs)
iex> changeset.valid?
true

  



  
    
      
    
    
      changeset(entry, attrs, transition)



        
          
        

    

  


  

      

          @spec changeset(t(), map(), DoubleEntryLedger.Transaction.state()) ::
  Ecto.Changeset.t()


      


Creates a changeset for validating and inserting an entry with transition state.
This function builds an Ecto changeset for an entry that manages a specific
transaction state transition, handling account balance updates and history creation.
Parameters
	entry - The Entry struct to create a changeset for
	attrs - Map of attributes to apply to the entry
	transition - The transition state (e.g., :posted, :pending, :pending_to_posted)

Returns
	An Ecto.Changeset with validations and associations

Account Updates
When this changeset is applied:
	The account balance is updated according to the entry details and transition type
	A balance history entry is created to record this change

Validations
	Required fields: :type, :value, :account_id
	Entry type must be :debit or :credit
	Entry currency must match account currency

Examples
# Create a posted debit entry
iex> alias DoubleEntryLedger.Stores.AccountStore
iex> alias DoubleEntryLedger.Stores.InstanceStore
iex> {:ok, instance} = InstanceStore.create(%{address: "Test:Instance"})
iex> {:ok, account} = AccountStore.create(instance.address, %{name: "Test Account", address: "account:main1", type: :asset, currency: :USD}, "unique_id_123")
iex> attrs = %{
...>   type: :debit,
...>   value: %{amount: 10000, currency: :USD},
...>   account_id: account.id,
...> }
iex> changeset = Entry.changeset(%Entry{}, attrs, :posted)
iex> changeset.valid?
true

  



  
    
      
    
    
      signed_value(entry)



        
          
        

    

  


  

      

          @spec signed_value(t()) :: integer()


      



  



  
    
      
    
    
      update_changeset(entry, attrs, transition)



        
          
        

    

  


  

      

          @spec update_changeset(t(), map(), DoubleEntryLedger.Types.trx_types()) ::
  Ecto.Changeset.t()


      


Creates a changeset for updating an existing entry with transition handling.
This function builds a changeset specifically for updating the value of an
existing entry while properly handling account balance updates and history creation.
It's used when modifying entries that are already associated with transactions.
Parameters
	entry - The Entry struct to update
	attrs - Map of attributes to update on the entry (only :value can be updated)
	transition - The transition state (e.g., :pending_to_posted, :pending_to_pending)

Returns
	An Ecto.Changeset with validations, preloaded associations, and balance updates

Account Updates
When this changeset is applied:
	The account balance is updated according to the new entry value and transition type
	A balance history entry is created to record this change

Validations
	Required field: :value
	Entry currency must match account currency

Examples
# Update a pending entry to be posted
# An entry has to be created first using a command
iex> alias DoubleEntryLedger.Stores.AccountStore
iex> alias DoubleEntryLedger.Stores.InstanceStore
iex> alias DoubleEntryLedger.Apis.CommandApi
iex> {:ok, instance} = InstanceStore.create(%{address: "instance1"})
iex> {:ok, account1} = AccountStore.create(instance.address, %{
...>    name: "account1", address: "account:main1", type: :asset, currency: :EUR}, "unique_id_123")
iex> {:ok, account2} = AccountStore.create(instance.address, %{
...>    name: "account2", address: "account:main2", type: :liability, currency: :EUR}, "unique_id_456")
iex> {:ok, _, _} = CommandApi.process_from_params(%{"instance_address" => instance.address,
...>  "source" => "s1", "source_idempk" => "1", "action" => "create_transaction",
...>  "payload" => %{"status" => :pending, "entries" => [
...>      %{"account_address" => account1.address, "amount" => 100, "currency" => :EUR},
...>      %{"account_address" => account2.address, "amount" => 100, "currency" => :EUR},
...>  ]}})
iex> [entry | _]= Repo.all(Entry)
iex> attrs = %{value: %{amount: 120, currency: :EUR}}
iex> changeset = Entry.update_changeset(entry, attrs, :pending_to_posted)
iex> changeset.valid?
true

  


        

      


  

    
DoubleEntryLedger.Entryable protocol
    



      
Protocol defining helper functions for working with entry data in the Double Entry Ledger system.
This protocol provides a consistent interface for operations on different entry types,
allowing the same functions to work with both persisted Entry structs and entries still
in Ecto.Changeset form. It abstracts away implementation details so that higher-level
accounting logic can focus on business rules rather than data structure concerns.
Key Functions
	debit_sum/2 - Accumulates the sum of debit entries
	credit_sum/2 - Accumulates the sum of credit entries
	uuid/1 - Retrieves the account UUID associated with the entry
	currency/1 - Retrieves the currency of the entry

Implementations
The protocol is implemented for:
	Entry - For working with persisted entry records
	Ecto.Changeset - For working with entries still being validated

Usage Examples
The protocol enables generic functions that can operate on collections of mixed entry types:
defmodule DoubleEntryLedger.TransactionValidator do
  alias DoubleEntryLedger.Entryable

  # Works with both Entry structs and changesets
  def balance_entries?(entries) do
    debit_sum = Enum.reduce(entries, 0, &Entryable.debit_sum/2)
    credit_sum = Enum.reduce(entries, 0, &Entryable.credit_sum/2)
    debit_sum == credit_sum
  end

  # Group entries by currency
  def group_by_currency(entries) do
    Enum.group_by(entries, &Entryable.currency/1)
  end
end
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        All the types that implement this protocol.



    





  
    Functions
  


    
      
        credit_sum(entry, acc)

      


        Returns the sum of credit entries.



    


    
      
        currency(entry)

      


        Retrieves the currency of the entry.



    


    
      
        debit_sum(entry, acc)

      


        Returns the sum of debit entries.



    


    
      
        uuid(entry)

      


        Retrieves the UUID of the entry.
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          @type t() :: term()


      


All the types that implement this protocol.
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          @spec credit_sum(t(), integer()) :: integer()


      


Returns the sum of credit entries.
Accumulates the amount of entries with type :credit into the accumulator.
Examples
# Using with Entry struct
iex> alias DoubleEntryLedger.Entry
iex> alias DoubleEntryLedger.Entryable
iex> credit_entry = %Entry{type: :credit, value: %{amount: 500, currency: :USD}}
iex> Entryable.credit_sum(credit_entry, 100)
600
iex> debit_entry = %Entry{type: :debit, value: %{amount: 500, currency: :USD}}
iex> Entryable.credit_sum(debit_entry, 100)
100

# Using with Changeset
iex> alias DoubleEntryLedger.Entry
iex> alias DoubleEntryLedger.Entryable
iex> alias Ecto.Changeset
iex> changeset = Changeset.change(%Entry{}, %{type: :credit, value: %{amount: 500, currency: :USD}})
iex> Entryable.credit_sum(changeset, 100)
600

  



  
    
      
    
    
      currency(entry)



        
          
        

    

  


  

      

          @spec currency(t()) :: atom()


      


Retrieves the currency of the entry.
Examples
# Using with Entry struct
iex> alias DoubleEntryLedger.Entry
iex> alias DoubleEntryLedger.Entryable
iex> entry = %Entry{value: %{amount: 500, currency: :USD}}
iex> Entryable.currency(entry)
:USD

# Using with Changeset
iex> alias DoubleEntryLedger.Entry
iex> alias DoubleEntryLedger.Entryable
iex> alias Ecto.Changeset
iex> changeset = Changeset.change(%Entry{}, %{value: %{amount: 500, currency: :USD}})
iex> Entryable.currency(changeset)
:USD

  



  
    
      
    
    
      debit_sum(entry, acc)



        
          
        

    

  


  

      

          @spec debit_sum(t(), integer()) :: integer()


      


Returns the sum of debit entries.
Accumulates the amount of entries with type :debit into the accumulator.
Examples
# Using with Entry struct
iex> alias DoubleEntryLedger.Entry
iex> alias DoubleEntryLedger.Entryable
iex> debit_entry = %Entry{type: :debit, value: %{amount: 500, currency: :USD}}
iex> Entryable.debit_sum(debit_entry, 100)
600
iex> credit_entry = %Entry{type: :credit, value: %{amount: 500, currency: :USD}}
iex> Entryable.debit_sum(credit_entry, 100)
100

# Using with Changeset
iex> alias DoubleEntryLedger.Entry
iex> alias DoubleEntryLedger.Entryable
iex> alias Ecto.Changeset
iex> changeset = Changeset.change(%Entry{}, %{type: :debit, value: %{amount: 500, currency: :USD}})
iex> Entryable.debit_sum(changeset, 100)
600
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          @spec uuid(t()) :: String.t()


      


Retrieves the UUID of the entry.
Examples
# Using with Entry struct
iex> alias DoubleEntryLedger.Entry
iex> alias DoubleEntryLedger.Entryable
iex> entry = %Entry{account_id: "550e8400-e29b-41d4-a716-446655440000"}
iex> Entryable.uuid(entry)
"550e8400-e29b-41d4-a716-446655440000"

# Using with Changeset
iex> alias DoubleEntryLedger.Entry
iex> alias DoubleEntryLedger.Entryable
iex> alias Ecto.Changeset
iex> changeset = Changeset.change(%Entry{}, %{account_id: "550e8400-e29b-41d4-a716-446655440000"})
iex> Entryable.uuid(changeset)
"550e8400-e29b-41d4-a716-446655440000"

  


        

      


  

    
DoubleEntryLedger.PendingTransactionLookup 
    



      
Lightweight correlation row keyed by external idempotency tuple.
Creates transaction keys for andy new pending transaction to make it easier to find updates
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          @type t() :: %DoubleEntryLedger.PendingTransactionLookup{
  __meta__: term(),
  command: DoubleEntryLedger.Command.t() | Ecto.Association.NotLoaded.t(),
  command_id: Ecto.UUID.t(),
  inserted_at: term(),
  instance: DoubleEntryLedger.Instance.t() | Ecto.Association.NotLoaded.t(),
  instance_id: Ecto.UUID.t(),
  journal_event:
    DoubleEntryLedger.JournalEvent.t() | Ecto.Association.NotLoaded.t() | nil,
  journal_event_id: Ecto.UUID.t(),
  source: String.t(),
  source_idempk: String.t(),
  transaction:
    DoubleEntryLedger.Transaction.t() | Ecto.Association.NotLoaded.t() | nil,
  transaction_id: Ecto.UUID.t() | nil,
  updated_at: term()
}
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DoubleEntryLedger.Stores.TransactionStore 
    



      
Provides functions for managing transactions in the double-entry ledger system.
Key Functionality
	Complex Queries: Find transactions by instance ID and account relationships
	Multi Integration: Build operations that integrate with Ecto.Multi for atomic operations
	Optimistic Concurrency: Handle Ecto.StaleEntryError with appropriate error handling
	Status Transitions: Manage transaction state transitions with validation

Usage Examples
Retrieving a transaction by ID:
transaction = DoubleEntryLedger.Stores.TransactionStore.get_by_id(transaction_id)
Getting transactions for an instance:
transactions = DoubleEntryLedger.Stores.TransactionStore.list_all_for_instance(instance.id)
Getting transactions for an account in an instance:
transactions = DoubleEntryLedger.Stores.TransactionStore.list_all_for_instance_and_account(instance.id, account.id)
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    Functions
  


    
      
        create(instance_address, attrs, idempotent_id, opts \\ [])

      


        Creates a new transaction with the given attributes. If the creation fails, the command is saved
to the command queue and retried later.



    


    
      
        get_by_id(id, preload \\ [])

      


        Retrieves a transaction by its ID.



    


    
      
        list_all_for_instance_address(instance_address, page \\ 1, per_page \\ 40)

      


        Lists all transactions for a given instance address. The output is paginated.



    


    
      
        list_all_for_instance_address_and_account_address(instance_address, account_address, page \\ 1, per_page \\ 40)

      


        It's like list_all_for_instance_id_and_account_id/4 but takes instance and account addresses instead of IDs.



    


    
      
        list_all_for_instance_id(instance_id, page \\ 1, per_page \\ 40)

      


        Lists all transactions for a given instance.
The output is paginated.



    


    
      
        list_all_for_instance_id_and_account_id(instance_id, account_id, page \\ 1, per_page \\ 40)

      


        Lists all transactions for a given instance and account. This function joins the transactions
with their associated entries, accounts, and the latest balance history entry for each entry.
The output is paginated.



    


    
      
        update(instance_address, id, attrs, update_idempotent_id, opts \\ [])

      


        Updates a transaction with the given attributes. If the update fails, the command is saved
to the command queue and retried later.
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          @type create_map() :: %{
  status: DoubleEntryLedger.Transaction.state(),
  entries: [entry_map()]
}
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          @type entry_map() :: %{
  account_address: String.t(),
  amount: integer(),
  currency: DoubleEntryLedger.Utils.Currency.currency_atom()
}
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          @type update_map() :: %{
  status: DoubleEntryLedger.Transaction.state(),
  entries: [entry_map()] | nil
}
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          @spec create(String.t(), create_map(), String.t(),
  on_error: DoubleEntryLedger.Apis.CommandApi.on_error(),
  source: String.t()
) ::
  {:ok, DoubleEntryLedger.Transaction.t()}
  | {:error,
     Ecto.Changeset.t(DoubleEntryLedger.Command.TransactionCommandMap.t())
     | String.t()}


      


Creates a new transaction with the given attributes. If the creation fails, the command is saved
to the command queue and retried later.
Parameters
	attrs (map): A map containing the transaction attributes.	:instance_address (String.t()): The address of the instance.
	:status (Transaction.state()): The initial status of the transaction.
	:entries (list(entry_map())): A list of entry maps, each containing:	:account_address (String.t()): The address of the account.
	:amount (integer()): The amount for the entry.
	:currency (Currency.currency_atom()): The currency for the entry.




	idempotent_id (String.t()): A unique identifier to ensure idempotency of the creation request.
	opts (Keyword.t(), optional): A string indicating the source of the creation request.	:source Defaults to "transaction_store-create".
	:on_error	:retry (default) The command will be saved in the CommandQueue for retry after a processing error.
	:fail if you want to handle errors manually without saving the command to the CommandQueue.





Returns
	{:ok, transaction}: On successful creation, returns the created transaction.
	{:error, reason}: On failure, returns an error tuple with the reason.

Examples
iex> {:ok, instance} = InstanceStore.create(%{address: "Sample:Instance"})
iex> account_data = %{address: "Cash:Account", type: :asset, currency: :USD}
iex> {:ok, asset_account} = AccountStore.create(instance.address, account_data, "unique_id_123")
iex> {:ok, liability_account} = AccountStore.create(instance.address, %{account_data | address: "Liability:Account", type: :liability}, "unique_id_456")
iex> create_attrs = %{
...>   status: :posted,
...>   entries: [
...>     %{account_address: asset_account.address, amount: 100, currency: :USD},
...>     %{account_address: liability_account.address, amount: 100, currency: :USD}
...>   ]}
iex> {:ok, transaction} = TransactionStore.create(instance.address, create_attrs, "unique_id_123")
iex> transaction.status
:posted
iex> {:error, %Ecto.Changeset{data: %DoubleEntryLedger.Command.TransactionCommandMap{}} = changeset} = TransactionStore.create(instance.address, create_attrs , "unique_id_123")
iex> {idempotent_error, _} = Keyword.get(changeset.errors, :key_hash)
iex> idempotent_error
"idempotency violation"
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          @spec get_by_id(Ecto.UUID.t(), list()) :: DoubleEntryLedger.Transaction.t() | nil


      


Retrieves a transaction by its ID.
Parameters
	id (Ecto.UUID.t()): The ID of the transaction.

Returns
	transaction: The transaction struct, or nil if not found.
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          @spec list_all_for_instance_address(String.t(), non_neg_integer(), non_neg_integer()) ::
  [
    DoubleEntryLedger.Transaction.t()
  ]


      


Lists all transactions for a given instance address. The output is paginated.
Parameters
	instance_address - The address of the instance.
	page - The page number (defaults to 1).
	per_page - The number of transactions per page (defaults to 40).

Returns
	A list of transactions.

Examples
iex> {:ok, instance} = InstanceStore.create(%{address: "Sample:Instance"})
iex> account_data = %{address: "Cash:Account", type: :asset, currency: :USD}
iex> {:ok, asset_account} = AccountStore.create(instance.address, account_data, "unique_id_123")
iex> {:ok, liability_account} = AccountStore.create(instance.address, %{account_data | address: "Liability:Account", type: :liability}, "unique_id_456")
iex> create_attrs = %{
...>   status: :posted,
...>   entries: [
...>     %{account_address: asset_account.address, amount: 100, currency: :USD},
...>     %{account_address: liability_account.address, amount: 100, currency: :USD}
...>   ]}
iex> {:ok, transaction} = TransactionStore.create(instance.address, create_attrs, "unique_id_123")
iex> [trx|_] = TransactionStore.list_all_for_instance_address(instance.address)
iex> trx.id == transaction.id && trx.status == :posted
true

iex> TransactionStore.list_all_for_instance_address("NonExistentInstance", 2, 10)
[]

  



    

    

  
    
      
    
    
      list_all_for_instance_address_and_account_address(instance_address, account_address, page \\ 1, per_page \\ 40)



        
          
        

    

  


  

It's like list_all_for_instance_id_and_account_id/4 but takes instance and account addresses instead of IDs.
Parameters
	instance_address - Address of the instance.
	account_address - Address of the account
	page - The page number (defaults to 1).
	per_page - The number of transactions per page (defaults to 40).

Returns
	A list of tuples containing the transaction, account, entry, and the latest balance history entry.

Examples
iex> {:ok, instance} = InstanceStore.create(%{address: "Sample:Instance"})
iex> account_data = %{address: "Cash:Account", type: :asset, currency: :USD}
iex> {:ok, asset_account} = AccountStore.create(instance.address, account_data, "unique_id_123")
iex> {:ok, liability_account} = AccountStore.create(instance.address, %{account_data | address: "Liability:Account", type: :liability}, "unique_id_456")
iex> create_attrs = %{
...>   status: :posted,
...>   entries: [
...>     %{account_address: asset_account.address, amount: 100, currency: :USD},
...>     %{account_address: liability_account.address, amount: 100, currency: :USD}
...>   ]}
iex> {:ok, transaction1} = TransactionStore.create(instance.address, create_attrs, "unique_id_123")
iex> {:ok, transaction2} = TransactionStore.create(instance.address, create_attrs, "unique_id_456")
iex> [{trx1, acc1, _ , _}, {trx2, acc2, _ , _}| _] = TransactionStore.list_all_for_instance_address_and_account_address(instance.address, asset_account.address)
iex> trx1.id == transaction2.id && trx1.status == :posted && acc1.id == asset_account.id
true
iex> trx2.id == transaction1.id && trx1.status == :posted && acc2.id == asset_account.id
true

iex> TransactionStore.list_all_for_instance_address_and_account_address("NonExistentInstance", "NonExistentAccount", 2, 1)
[]

  



    

    

  
    
      
    
    
      list_all_for_instance_id(instance_id, page \\ 1, per_page \\ 40)



        
          
        

    

  


  

      

          @spec list_all_for_instance_id(Ecto.UUID.t(), non_neg_integer(), non_neg_integer()) ::
  [
    DoubleEntryLedger.Transaction.t()
  ]


      


Lists all transactions for a given instance.
The output is paginated.
Parameters
	instance_id - The UUID of the instance.
	page - The page number (defaults to 1).
	per_page - The number of transactions per page (defaults to 40).

Returns
	A list of transactions.

Examples
iex> {:ok, instance} = InstanceStore.create(%{address: "Sample:Instance"})
iex> account_data = %{address: "Cash:Account", type: :asset, currency: :USD}
iex> {:ok, asset_account} = AccountStore.create(instance.address, account_data, "unique_id_123")
iex> {:ok, liability_account} = AccountStore.create(instance.address, %{account_data | address: "Liability:Account", type: :liability}, "unique_id_456")
iex> create_attrs = %{
...>   status: :posted,
...>   entries: [
...>     %{account_address: asset_account.address, amount: 100, currency: :USD},
...>     %{account_address: liability_account.address, amount: 100, currency: :USD}
...>   ]}
iex> {:ok, transaction} = TransactionStore.create(instance.address, create_attrs, "unique_id_123")
iex> [trx|_] = TransactionStore.list_all_for_instance_id(instance.id)
iex> trx.id == transaction.id && trx.status == :posted
true

iex> TransactionStore.list_all_for_instance_id(Ecto.UUID.generate(), 2, 10)
[]

iex> TransactionStore.list_all_for_instance_id(Ecto.UUID.generate(), 0, 1)
[]

iex> TransactionStore.list_all_for_instance_id(Ecto.UUID.generate(), 1, 0)
[]

  



    

    

  
    
      
    
    
      list_all_for_instance_id_and_account_id(instance_id, account_id, page \\ 1, per_page \\ 40)



        
          
        

    

  


  

      

          @spec list_all_for_instance_id_and_account_id(
  Ecto.UUID.t(),
  Ecto.UUID.t(),
  non_neg_integer(),
  non_neg_integer()
) :: [
  {DoubleEntryLedger.Transaction.t(), DoubleEntryLedger.Account.t(),
   DoubleEntryLedger.Entry.t(), DoubleEntryLedger.BalanceHistoryEntry.t()}
]


      


Lists all transactions for a given instance and account. This function joins the transactions
with their associated entries, accounts, and the latest balance history entry for each entry.
The output is paginated.
Parameters
	instance_id - The UUID of the instance.
	account_id - The UUID of the account
	page - The page number (defaults to 1).
	per_page - The number of transactions per page (defaults to 40).

Returns
	A list of tuples containing the transaction, account, entry, and the latest balance history entry.

Examples
iex> {:ok, instance} = InstanceStore.create(%{address: "Sample:Instance"})
iex> account_data = %{address: "Cash:Account", type: :asset, currency: :USD}
iex> {:ok, asset_account} = AccountStore.create(instance.address, account_data, "unique_id_123")
iex> {:ok, liability_account} = AccountStore.create(instance.address, %{account_data | address: "Liability:Account", type: :liability}, "unique_id_456")
iex> create_attrs = %{
...>   status: :posted,
...>   entries: [
...>     %{account_address: asset_account.address, amount: 100, currency: :USD},
...>     %{account_address: liability_account.address, amount: 100, currency: :USD}
...>   ]}
iex> {:ok, transaction1} = TransactionStore.create(instance.address, create_attrs, "unique_id_123")
iex> {:ok, transaction2} = TransactionStore.create(instance.address, create_attrs, "unique_id_456")
iex> [{trx1, acc1, _ , bh1}, {trx2, acc2, _ , _}| _] = TransactionStore.list_all_for_instance_id_and_account_id(instance.id, asset_account.id)
iex> trx1.id == transaction2.id && trx1.status == :posted && acc1.id == asset_account.id
true
iex> trx2.id == transaction1.id && trx1.status == :posted && acc2.id == asset_account.id
true
iex> bh1.available == 200
true
iex> # Test pagination
iex> [{trx3, acc3, _ , _}| _] = tuple_list = TransactionStore.list_all_for_instance_id_and_account_id(instance.id, asset_account.id, 2, 1)
iex> trx3.id == transaction1.id && trx1.status == :posted && acc3.id == asset_account.id
true
iex> length(tuple_list)
1


iex> TransactionStore.list_all_for_instance_id_and_account_id(Ecto.UUID.generate(), Ecto.UUID.generate(), 2, 1)
[]
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          @spec update(String.t(), Ecto.UUID.t(), update_map(), String.t(),
  on_error: DoubleEntryLedger.Apis.CommandApi.on_error(),
  update_source: String.t()
) ::
  {:ok, DoubleEntryLedger.Transaction.t()}
  | {:error,
     Ecto.Changeset.t(DoubleEntryLedger.Command.TransactionCommandMap.t())
     | String.t()}


      


Updates a transaction with the given attributes. If the update fails, the command is saved
to the command queue and retried later.
Parameters
	id (Ecto.UUID.t()): The ID of the transaction to update.
	attrs (map): A map containing the transaction attributes.	:instance_address (String.t()): The address of the instance.
	:status (Transaction.state()): The new status of the transaction.
	:entries (list(entry_map())): A list of entry maps, each containing:	:account_address (String.t()): The address of the account.
	:amount (integer()): The amount for the entry.
	:currency (Currency.currency_atom()): The currency for the entry.




	update_idempk (String.t()): A unique identifier to ensure idempotency of the update request.
	opts (Keyword.t(), optional): A string indicating the source of the creation request.	:update_source Defaults to "transaction_store-update". Use if the source of the change is different from the initial source when creating the command.
	:on_error	:retry (default) The command will be saved in the CommandQueue for retry after a processing error.
	:fail if you want to handle errors manually without saving the command to the CommandQueue.





Returns
	{:ok, transaction}: On successful creation, returns the created transaction.
	{:error, reason}: On failure, returns an error tuple with the reason.

Examples
iex> {:ok, instance} = InstanceStore.create(%{address: "Sample:Instance"})
iex> account_data = %{address: "Cash:Account", type: :asset, currency: :USD}
iex> {:ok, asset_account} = AccountStore.create(instance.address, account_data, "unique_id_123")
iex> {:ok, liability_account} = AccountStore.create(instance.address, %{account_data | address: "Liability:Account", type: :liability}, "unique_id_456")
iex> create_attrs = %{
...>   status: :pending,
...>   entries: [
...>     %{account_address: asset_account.address, amount: 100, currency: :USD},
...>     %{account_address: liability_account.address, amount: 100, currency: :USD}
...>   ]}
iex> {:ok, pending} = TransactionStore.create(instance.address, create_attrs, "unique_id_123")
iex> pending.status
:pending
iex> update_attrs = %{status: :posted}
iex> {:ok, posted} = TransactionStore.update(instance.address, pending.id, update_attrs, "unique_id_456")
iex> posted.status == :posted && posted.id == pending.id
iex> {:error, %Ecto.Changeset{data: %DoubleEntryLedger.Command.TransactionCommandMap{}} = changeset} = TransactionStore.update(instance.address, pending.id, update_attrs , "unique_id_456")
iex> {idempotent_error, _} = Keyword.get(changeset.errors, :key_hash)
iex> idempotent_error
"idempotency violation"

  


        

      


  

    
DoubleEntryLedger.Stores.TransactionStoreHelper 
    



      
Provides helper functions for building Ecto.Multi operations related to transactions
in the double-entry ledger system.
This module focuses on constructing changesets and multi-step operations for creating
and updating transactions, ensuring that all necessary validations and business rules
are applied.
Key Functionality
	Transaction Creation: Build Ecto.Multi operations for creating new transactions
	Transaction Updates: Build Ecto.Multi operations for updating existing transactions
	Error Handling: Manage potential errors such as Ecto.StaleEntryError during concurrent updates
	Status Transitions: Handle transaction status changes with appropriate validations

Usage Examples

      


      
        Summary


  
    Functions
  


    
      
        build_create(multi, step, transaction, repo \\ Repo)

      


        Builds an Ecto.Multi to create a new transaction. This is used as a building block for more complex
operations.



    


    
      
        build_update(multi, step, transaction_or_step, attrs, repo \\ Repo)

      


        Builds an Ecto.Multi to update a transaction. This is used as a building block for more complex
operations.



    





      


      
        Functions


        


    

  
    
      
    
    
      build_create(multi, step, transaction, repo \\ Repo)



        
          
        

    

  


  

      

          @spec build_create(Ecto.Multi.t(), atom(), map(), Ecto.Repo.t()) :: Ecto.Multi.t()


      


Builds an Ecto.Multi to create a new transaction. This is used as a building block for more complex
operations.
It also handles the Ecto.StaleEntryError exception that can be raised when accounts associated
with the transaction have been updated in the meantime. In this case it returns an error tuple
which is then converted to an Ecto.Multi.failure() to be handled by the caller.
Parameters
	multi - The existing Ecto.Multi struct.
	step - An atom representing the name of the operation.
	transaction - A map of transaction attributes.
	repo - The repository module (defaults to Repo).

Returns
	An Ecto.Multi struct with the create operation added.


  



    

  
    
      
    
    
      build_update(multi, step, transaction_or_step, attrs, repo \\ Repo)



        
          
        

    

  


  

      

          @spec build_update(
  Ecto.Multi.t(),
  atom(),
  DoubleEntryLedger.Transaction.t() | atom(),
  map(),
  Ecto.Repo.t()
) :: Ecto.Multi.t()


      


Builds an Ecto.Multi to update a transaction. This is used as a building block for more complex
operations.
It also handles the Ecto.StaleEntryError exception that can be raised when accounts associated
with the transaction have been updated in the meantime. In this case it returns an error tuple
which is then converted to an Ecto.Multi.failure() to be handled by the caller.
Parameters
	multi - The existing Ecto.Multi struct.
	step - An atom representing the name of the operation.
	transaction - The Transaction struct to be updated.
	attrs - A map of attributes for the update.
	repo - The repository module (defaults to Repo).

Returns
	An Ecto.Multi struct with the update operation added.


  


        

      


  

    
DoubleEntryLedger.Transaction 
    



      
Defines the transaction schema for the double-entry ledger system.
A transaction represents a financial event recorded in the ledger, consisting of
multiple balanced entries that affect account balances. Transactions follow double-entry
accounting principles, ensuring that debits equal credits for each currency involved.
Transactions can exist in one of three states:
	:pending - Initial state, can be modified
	:posted - Finalized state, cannot be modified
	:archived - Historical state, cannot be modified

Each transaction belongs to a specific ledger instance and contains at least two entries
to maintain the balanced equation of accounting.
The following validations are enforced:
	Transactions must have at least 2 entries
	All entries must belong to accounts in the same ledger instance
	Debits must equal credits for each currency involved
	State transitions must follow allowed paths
	Transactions can only be created in the :pending or :posted state
	Transactions can only be updated if they are in the :pending state
	Transactions can only be archived from the :pending state
	Transactions can only be posted from the :pending state
	Transactions cannot be modified once posted or archived

Usage Details:
Transactions should not be created directly. Instead, use the DoubleEntryLedger.Stores.CommandStore module
to create commands that will generate transactions. The CommandWorker will handle the processing of these commands
and the creation of transactions in the ledger.

      


      
        Summary


  
    Types
  


    
      
        state()

      


        Represents the possible states of a transaction



    


    
      
        states()

      


        List of all possible transaction states.



    


    
      
        t()

      


        The transaction struct representing a financial event in the ledger.



    





  
    Functions
  


    
      
        changeset(transaction, attrs)

      


        Creates a changeset for a transaction with the provided attributes.



    


    
      
        changeset(transaction, attrs, transition)

      


        Creates a changeset for updating a pending transaction.



    


    
      
        states()

      


        Returns the list of all valid transaction states.



    





      


      
        Types


        


  
    
      
    
    
      state()



        
          
        

    

  


  

      

          @type state() :: :archived | :posted | :pending


      


Represents the possible states of a transaction:
	:pending - Transaction is in draft mode and can be modified
	:posted - Transaction has been finalized and cannot be changed
	:archived - Transaction has been archived for historical purposes


  



  
    
      
    
    
      states()



        
          
        

    

  


  

      

          @type states() :: [state()]


      


List of all possible transaction states.

  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %DoubleEntryLedger.Transaction{
  __meta__: term(),
  entries: [DoubleEntryLedger.Entry.t()] | Ecto.Association.NotLoaded.t(),
  id: Ecto.UUID.t() | nil,
  inserted_at: DateTime.t() | nil,
  instance: DoubleEntryLedger.Instance.t() | Ecto.Association.NotLoaded.t(),
  instance_id: Ecto.UUID.t() | nil,
  journal_event_transaction_links:
    [DoubleEntryLedger.JournalEventTransactionLink.t()]
    | Ecto.Association.NotLoaded.t(),
  journal_events:
    [DoubleEntryLedger.JournalEvent.t()] | Ecto.Association.NotLoaded.t(),
  posted_at: DateTime.t() | nil,
  status: state() | nil,
  updated_at: DateTime.t() | nil
}


      


The transaction struct representing a financial event in the ledger.
Contains the following fields:
	id: Unique identifier
	instance: Associated ledger instance
	instance_id: ID of the associated ledger instance
	posted_at: Timestamp when the transaction was posted
	status: Current state of the transaction
	entries: Associated debit/credit entries
	inserted_at: Creation timestamp
	updated_at: Last modification timestamp


  


        

      

      
        Functions


        


  
    
      
    
    
      changeset(transaction, attrs)



        
          
        

    

  


  

      

          @spec changeset(t(), map()) :: Ecto.Changeset.t()


      


Creates a changeset for a transaction with the provided attributes.
Performs validations to ensure the transaction follows double-entry accounting principles:
	Has at least two entries
	All entries belong to accounts in the same ledger instance
	Debits equal credits for each currency involved
	State transitions follow allowed paths

Parameters
	transaction: The existing transaction struct
	attrs: Map of attributes to change

Returns
  An Ecto.Changeset with validations applied

  



  
    
      
    
    
      changeset(transaction, attrs, transition)



        
          
        

    

  


  

      

          @spec changeset(t(), map(), DoubleEntryLedger.Types.trx_types()) :: Ecto.Changeset.t()


      


Creates a changeset for updating a pending transaction.
This function is specifically for updating transactions in the :pending state,
allowing for controlled transitions between states.
Parameters
	transaction: The existing transaction struct
	attrs: Map of attributes to change
	transition: The transaction type being applied

Returns
  An Ecto.Changeset with validations applied

  



  
    
      
    
    
      states()



        
          
        

    

  


  

      

          @spec states() :: states()


      


Returns the list of all valid transaction states.
Returns
  A list of atoms representing the possible transaction states:
	:pending
	:posted
	:archived


  


        

      


  

    
DoubleEntryLedger.JournalEvent 
    



      
Defines and manages JournalEvents in the Double Entry Ledger system.
JournalEvents are immutable facts of the ledger. Replaying these JournalEvents
will recreate the ledger.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        build_create(attrs)

      


        Creates a changeset for validating and creating JournalEvents.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %DoubleEntryLedger.JournalEvent{
  __meta__: term(),
  account: DoubleEntryLedger.Account.t() | Ecto.Association.NotLoaded.t() | nil,
  command: DoubleEntryLedger.Command.t() | Ecto.Association.NotLoaded.t() | nil,
  command_map: map() | nil,
  id: Ecto.UUID.t() | nil,
  inserted_at: DateTime.t() | nil,
  instance: DoubleEntryLedger.Instance.t() | Ecto.Association.NotLoaded.t(),
  instance_id: Ecto.UUID.t() | nil,
  journal_event_account_link:
    DoubleEntryLedger.JournalEventAccountLink.t()
    | Ecto.Association.NotLoaded.t()
    | nil,
  journal_event_command_link:
    DoubleEntryLedger.JournalEventCommandLink.t()
    | Ecto.Association.NotLoaded.t()
    | nil,
  journal_event_transaction_link:
    DoubleEntryLedger.JournalEventTransactionLink.t()
    | Ecto.Association.NotLoaded.t()
    | nil,
  transaction:
    DoubleEntryLedger.Transaction.t() | Ecto.Association.NotLoaded.t() | nil,
  updated_at: DateTime.t() | nil
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      build_create(attrs)



        
          
        

    

  


  

      

          @spec build_create(map()) :: Ecto.Changeset.t(t())


      


Creates a changeset for validating and creating JournalEvents.
Parameters
	event - The Command struct to create a changeset for
	attrs - Map of attributes to apply to the event

Returns
	An Ecto.Changeset with validations applied

Examples
# Create event changeset
iex> command_map = %{
...>   action: :create_transaction,
...>   source: "api",
...>   source_idempk: "order-123",
...>   instance_address: "instance1",
...>   payload: %{status: :pending, entries: [
...>     %{account_address: "account1", amount: 100, currency: :USD},
...>     %{account_address: "account2", amount: 100, currency: :USD}
...>   ]}
...> }
...> attrs = %{instance_id: Ecto.UUID.generate(), command_map: command_map}
iex> changeset = JournalEvent.changeset(%Command{}, attrs)
iex> changeset.valid?
true

  


        

      


  

    
DoubleEntryLedger.JournalEventAccountLink 
    



      
Schema for linking events and accounts.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        changeset(event_account_link, attrs)

      


        Returns a changeset for the given JournalEventAccountLink and attrs.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %DoubleEntryLedger.JournalEventAccountLink{
  __meta__: term(),
  account: DoubleEntryLedger.Account.t() | Ecto.Association.NotLoaded.t(),
  account_id: Ecto.UUID.t() | nil,
  id: Ecto.UUID.t() | nil,
  inserted_at: DateTime.t() | nil,
  journal_event:
    DoubleEntryLedger.JournalEvent.t() | Ecto.Association.NotLoaded.t(),
  journal_event_id: Ecto.UUID.t() | nil,
  updated_at: DateTime.t() | nil
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      changeset(event_account_link, attrs)



        
          
        

    

  


  

      

          @spec changeset(t(), map()) :: Ecto.Changeset.t(t())


      


Returns a changeset for the given JournalEventAccountLink and attrs.

  


        

      


  

    
DoubleEntryLedger.JournalEventCommandLink 
    



      
Join schema linking events and transactions in the Double Entry Ledger.
This schema records the relationship between events (business intents) and transactions
(ledger entries) to provide a complete audit trail. Each link represents that a specific
event was involved in creating or updating a transaction.
Fields
	:command_id - References the associated event.
	:transaction_id - References the associated transaction.
	:inserted_at - Timestamp when the link was created.
	:updated_at - Timestamp when the link was last updated.

Usage
Use this schema to query all events that affected a transaction, or all transactions
that were affected by a specific event. This enables safe pruning of processing state
while preserving the full business and audit history.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        changeset(journal_event_command_link, attrs)

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %DoubleEntryLedger.JournalEventCommandLink{
  __meta__: term(),
  command: DoubleEntryLedger.Command.t() | Ecto.Association.NotLoaded.t(),
  command_id: Ecto.UUID.t() | nil,
  id: Ecto.UUID.t() | nil,
  inserted_at: DateTime.t() | nil,
  journal_event: DoubleEntryLedger.Command.t() | Ecto.Association.NotLoaded.t(),
  journal_event_id: Ecto.UUID.t() | nil,
  updated_at: DateTime.t() | nil
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      changeset(journal_event_command_link, attrs)



        
          
        

    

  


  

      

          @spec changeset(t(), map()) :: Ecto.Changeset.t()


      



  


        

      


  

    
DoubleEntryLedger.JournalEventTransactionLink 
    



      
Join schema linking events and transactions in the Double Entry Ledger.
This schema records the relationship between events (business intents) and transactions
(ledger entries) to provide a complete audit trail. Each link represents that a specific
event was involved in creating or updating a transaction.
Fields
	:transaction_id - References the associated transaction.
	:inserted_at - Timestamp when the link was created.
	:updated_at - Timestamp when the link was last updated.

Usage
Use this schema to query all events that affected a transaction, or all transactions
that were affected by a specific event. This enables safe pruning of processing state
while preserving the full business and audit history.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        changeset(event_transaction_link, attrs)

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %DoubleEntryLedger.JournalEventTransactionLink{
  __meta__: term(),
  id: Ecto.UUID.t() | nil,
  inserted_at: DateTime.t() | nil,
  journal_event: DoubleEntryLedger.Command.t() | Ecto.Association.NotLoaded.t(),
  journal_event_id: Ecto.UUID.t() | nil,
  transaction:
    DoubleEntryLedger.Transaction.t() | Ecto.Association.NotLoaded.t(),
  transaction_id: Ecto.UUID.t() | nil,
  updated_at: DateTime.t() | nil
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      changeset(event_transaction_link, attrs)



        
          
        

    

  


  

      

          @spec changeset(t(), map()) :: Ecto.Changeset.t()


      



  


        

      


  

    
DoubleEntryLedger.Stores.JournalEventStore 
    



      
Provides functions for managing events in the double-entry ledger system.
This module serves as the primary interface for all event-related operations, including
creating, retrieving, processing, and querying events. It manages the complete lifecycle
of events from creation through processing to completion or failure.
Key Functionality
	Command Management: Create, retrieve, and track events.
	Command Processing: Claim events for processing, mark events as processed or failed.
	Command Queries: Find events by instance, transaction ID, account ID, or other criteria.
	Error Handling: Track and manage errors that occur during event processing.

Usage Examples
Creating and processing a new event
Events can be created and processed immediately or queued for asynchronous processing.
If the event is processed immediately, it will create the associated transaction
and update the event status. If the event processing fails, it will be queued and retried.
event_params = %{
  "instance_id" => instance.id,
  "action" => "create_transaction",
  "source" => "payment_system",
  "source_idempk" => "txn_123",
  "payload" => %{
    "status" => "pending",
    "entries" => [
      %{"account_id" => cash_account.id, "amount" => 100_00, "currency" => "USD"},
      %{"account_id" => revenue_account.id, "amount" => 100_00, "currency" => "USD"}
    ]
  }
}

# create and process the event immediately
{:ok, transaction, event} = DoubleEntryLedger.Apis.CommandApi.process_from_params(event_params)

# create event for asynchronous processing later
{:ok, event} = DoubleEntryLedger.Stores.CommandStore.create(event_params)
Retrieving events for an instance
events = DoubleEntryLedger.Stores.CommandStore.list_all_for_instance(instance.id)
Retrieving events for a transaction
events = DoubleEntryLedger.Stores.CommandStore.list_all_for_transaction(transaction.id)
Retrieving events for an account
events = DoubleEntryLedger.Stores.CommandStore.list_all_for_account(account.id)
Process event without saving it in the CommandStore on error
If you want more control over error handling, you can process an event without saving it
in the CommandStore on error. This allows you to handle the event processing logic
without automatically persisting the event, which can be useful for debugging or custom error handling.
{:ok, transaction, event} = DoubleEntryLedger.Apis.CommandApi.process_from_params(event_params, [on_error: :fail])
Implementation Notes
	The module implements optimistic concurrency control for event claiming and processing,
ensuring that events are processed exactly once even in high-concurrency environments.
	All queries are paginated and ordered by insertion time descending for efficient retrieval.
	Error handling is explicit, with clear return values for all failure modes.


      


      
        Summary


  
    Functions
  


    
      
        get_by_id(id)

      


        Retrieves an event by its unique ID.



    


    
      
        get_by_instance_address_and_id(instance_address, id)

      


    


    
      
        get_create_account_event(account_id)

      


        Gets the create account event associated with a specific account.



    


    
      
        get_create_transaction_journal_event(transaction_id)

      


        Gets the create transaction journal event associated with a specific transaction.



    


    
      
        list_all_for_account_address(instance_address, address)

      


        Lists all events associated with a specific account using the Account address



    


    
      
        list_all_for_account_id(account_id, page \\ 1, per_page \\ 40)

      


        Lists all events associated with a specific account using the Account id.



    


    
      
        list_all_for_instance_id(instance_id, page \\ 1, per_page \\ 40)

      


        Lists events for a specific instance with pagination.



    


    
      
        list_all_for_transaction_id(transaction_id)

      


        Lists all events associated with a specific transaction.



    





      


      
        Functions


        


  
    
      
    
    
      get_by_id(id)



        
          
        

    

  


  

      

          @spec get_by_id(Ecto.UUID.t()) :: DoubleEntryLedger.JournalEvent.t() | nil


      


Retrieves an event by its unique ID.
Returns the event if found, or nil if no event exists with the given ID.
Parameters
	id: The UUID of the event to retrieve

Returns
	Command.t(): The found event
	nil: If no event with the given ID exists


  



  
    
      
    
    
      get_by_instance_address_and_id(instance_address, id)



        
          
        

    

  


  

      

          @spec get_by_instance_address_and_id(String.t(), Ecto.UUID.t()) ::
  DoubleEntryLedger.JournalEvent.t() | nil


      



  



  
    
      
    
    
      get_create_account_event(account_id)



        
          
        

    

  


  

      

          @spec get_create_account_event(Ecto.UUID.t()) :: DoubleEntryLedger.Command.t()


      


Gets the create account event associated with a specific account.
Parameters
	account_id: ID of the account to get the create event for

Returns
	Command.t() | nil: The create account event if found and processed


Examples
iex> {:ok, instance} = InstanceStore.create(%{address: "Sample:Instance"})
iex> account_data = %{address: "Cash:Account", type: :asset, currency: :USD}
iex> {:ok, %{id: id}} = AccountStore.create(instance.address, account_data, "unique_id_123")
iex> event = JournalEventStore.get_create_account_event(id)
iex> event.account.id
id

  



  
    
      
    
    
      get_create_transaction_journal_event(transaction_id)



        
          
        

    

  


  

      

          @spec get_create_transaction_journal_event(Ecto.UUID.t()) ::
  DoubleEntryLedger.Command.t()


      


Gets the create transaction journal event associated with a specific transaction.
Parameters
	transaction_id: ID of the transaction to get the create event for

Returns
	JournalEvent.t() | nil: The create transaction journal event if found


Examples
iex> {:ok, instance} = InstanceStore.create(%{address: "Sample:Instance"})
iex> account_data = %{address: "Cash:Account", type: :asset, currency: :USD}
iex> {:ok, asset_account} = AccountStore.create(instance.address, account_data, "unique_id_123")
iex> {:ok, liability_account} = AccountStore.create(instance.address, %{account_data | address: "Liability:Account", type: :liability}, "unique_id_456")
iex> create_attrs = %{
...>   status: :pending,
...>   entries: [
...>     %{account_address: asset_account.address, amount: 100, currency: :USD},
...>     %{account_address: liability_account.address, amount: 100, currency: :USD}
...>   ]}
iex> {:ok, %{id: id}} = TransactionStore.create(instance.address, create_attrs, "unique_id_123")
iex> event = JournalEventStore.get_create_transaction_journal_event(id)
iex> %{id: trx_id} = event.transaction
iex> trx_id
id

  



  
    
      
    
    
      list_all_for_account_address(instance_address, address)



        
          
        

    

  


  

      

          @spec list_all_for_account_address(String.t(), String.t()) :: [
  DoubleEntryLedger.Command.t()
]


      


Lists all events associated with a specific account using the Account address
Parameters
	instance_address: Address if the instance the account is on
	address: Address of the account to list events for

Returns
	List of Command structs, ordered by insertion time descending

Examples
iex> {:ok, instance} = InstanceStore.create(%{address: "Sample:Instance"})
iex> account_data = %{address: "Cash:Account", type: :asset, currency: :USD}
iex> {:ok, asset_account} = AccountStore.create(instance.address, account_data, "unique_id_123")
iex> {:ok, liability_account} = AccountStore.create(instance.address, %{account_data | address: "Liability:Account", type: :liability}, "unique_id_456")
iex> create_attrs = %{
...>   status: :posted,
...>   entries: [
...>     %{account_address: asset_account.address, amount: 100, currency: :USD},
...>     %{account_address: liability_account.address, amount: 100, currency: :USD}
...>   ]}
iex> TransactionStore.create(instance.address, create_attrs, "unique_id_123")
iex> [trx_event, acc_event | _] = events = JournalEventStore.list_all_for_account_address(instance.address, liability_account.address)
iex> length(events)
2
iex> acc_event.command_map.action
:create_account
iex> trx_event.command_map.action
:create_transaction

iex> {:ok, instance} = InstanceStore.create(%{address: "Sample:Instance"})
iex> JournalEventStore.list_all_for_account_address(instance.address, "nonexistent")

iex> JournalEventStore.list_all_for_account_address("nonexistent", "nonexistent")
[]

  



    

    

  
    
      
    
    
      list_all_for_account_id(account_id, page \\ 1, per_page \\ 40)



        
          
        

    

  


  

      

          @spec list_all_for_account_id(Ecto.UUID.t(), non_neg_integer(), non_neg_integer()) ::
  [
    DoubleEntryLedger.Command.t()
  ]


      


Lists all events associated with a specific account using the Account id.
Parameters
	account_id: ID of the account to list events for

Returns
	List of Command structs, ordered by insertion time descending

Examples
iex> {:ok, instance} = InstanceStore.create(%{address: "Sample:Instance"})
iex> account_data = %{address: "Cash:Account", type: :asset, currency: :USD}
iex> {:ok, asset_account} = AccountStore.create(instance.address, account_data, "unique_id_123")
iex> {:ok, liability_account} = AccountStore.create(instance.address, %{account_data | address: "Liability:Account", type: :liability}, "unique_id_456")
iex> create_attrs = %{
...>   status: :posted,
...>   entries: [
...>     %{account_address: asset_account.address, amount: 100, currency: :USD},
...>     %{account_address: liability_account.address, amount: 100, currency: :USD}
...>   ]}
iex> TransactionStore.create(instance.address, create_attrs, "unique_id_123")
iex> [trx_event, acc_event | _] = events = JournalEventStore.list_all_for_account_id(asset_account.id)
iex> length(events)
2
iex> acc_event.command_map.action
:create_account
iex> trx_event.command_map.action
:create_transaction

iex> JournalEventStore.list_all_for_account_id(Ecto.UUID.generate())
[]

  



    

    

  
    
      
    
    
      list_all_for_instance_id(instance_id, page \\ 1, per_page \\ 40)



        
          
        

    

  


  

      

          @spec list_all_for_instance_id(Ecto.UUID.t(), non_neg_integer(), non_neg_integer()) ::
  [
    DoubleEntryLedger.JournalEvent.t()
  ]


      


Lists events for a specific instance with pagination.
Parameters
	instance_id: ID of the instance to list events for
	page: Page number for pagination (defaults to 1)
	per_page: Number of events per page (defaults to 40)

Returns
	List of Command structs, ordered by insertion time descending

Examples
iex> {:ok, instance} = InstanceStore.create(%{address: "Sample:Instance"})
iex> account_data = %{address: "Cash:Account", type: :asset, currency: :USD}
iex> {:ok, asset_account} = AccountStore.create(instance.address, account_data, "unique_id_123")
iex> {:ok, liability_account} = AccountStore.create(instance.address, %{account_data | address: "Liability:Account", type: :liability}, "unique_id_456")
iex> create_attrs = %{
...>   status: :posted,
...>   entries: [
...>     %{account_address: asset_account.address, amount: 100, currency: :USD},
...>     %{account_address: liability_account.address, amount: 100, currency: :USD}
...>   ]}
iex> TransactionStore.create(instance.address, create_attrs, "unique_id_123")
iex> length(JournalEventStore.list_all_for_instance_id(instance.id))
3
iex> # test pagination
iex> length(JournalEventStore.list_all_for_instance_id(instance.id, 2, 2))
1

  



  
    
      
    
    
      list_all_for_transaction_id(transaction_id)



        
          
        

    

  


  

      

          @spec list_all_for_transaction_id(Ecto.UUID.t()) :: [DoubleEntryLedger.Command.t()]


      


Lists all events associated with a specific transaction.
Parameters
	transaction_id: ID of the transaction to list events for

Returns
	List of Command structs, ordered by insertion time descending

Examples
iex> alias DoubleEntryLedger.Stores.{JournalEventStore, AccountStore, InstanceStore, TransactionStore}
iex> {:ok, instance} = InstanceStore.create(%{address: "Sample:Instance"})
iex> account_data = %{address: "Cash:Account", type: :asset, currency: :USD}
iex> {:ok, asset_account} = AccountStore.create(instance.address, account_data, "unique_id_123")
iex> {:ok, liability_account} = AccountStore.create(instance.address, %{account_data | address: "Liability:Account", type: :liability}, "unique_id_456")
iex> create_attrs = %{
...>   status: :pending,
...>   entries: [
...>     %{account_address: asset_account.address, amount: 100, currency: :USD},
...>     %{account_address: liability_account.address, amount: 100, currency: :USD}
...>   ]}
iex> {:ok, %{id: id}} = TransactionStore.create(instance.address, create_attrs, "unique_id_123")
iex> TransactionStore.update(instance.address, id, %{status: :posted}, "unique_id_123")
iex> length(JournalEventStore.list_all_for_transaction_id(id))
2

  


        

      


  

    
DoubleEntryLedger.Stores.JournalEventStoreHelper 
    



      
Helper functions for event processing in the Double Entry Ledger system.
This module provides reusable utilities for working with events, focusing on common
operations like building changesets, retrieving related events and transactions, and
creating multi operations for use in Ecto transactions.
Key Functionality
	Changeset Building: Create Command changesets from TransactionCommandMaps or AccountCommandMaps
	Command Relationships: Look up related events by source identifiers
	Transaction Linking: Find transactions and accounts associated with events
	Ecto.Multi Integration: Build multi operations for atomic database transactions
	Status Management: Create changesets to update event status and error information

Usage Examples
Building a changeset from an CommandMap:
event_changeset = CommandStoreHelper.build_create(command_map)
Adding a step to get a create event's transaction:
multi =
  Ecto.Multi.new()
  |> CommandStoreHelper.build_get_create_transaction_command_transaction(:transaction, update_command)
  |> Ecto.Multi.update(:event, fn %{transaction: transaction} ->
    CommandStoreHelper.build_mark_as_processed(update_command, transaction.id)
  end)
Implementation Notes
This module is primarily used internally by CommandStore and CommandWorker modules to
share common functionality and reduce code duplication.
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        base_account_query(account_id)

      


    


    
      
        base_transaction_query(transaction_id)

      


    


    
      
        get_create_account_event_account(event)

      


        Gets the account associated with a create account event.



    


    
      
        get_event_by(action, source, source_idempk, instance_id)

      


        Retrieves an event by its action and source identifiers with preloaded associations.
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          @spec all_processed_events_for_account_id(Ecto.UUID.t()) :: Ecto.Query.t()


      



  



  
    
      
    
    
      base_account_query(account_id)



        
          
        

    

  


  

      

          @spec base_account_query(Ecto.UUID.t()) :: Ecto.Query.t()


      



  



  
    
      
    
    
      base_transaction_query(transaction_id)



        
          
        

    

  


  

      

          @spec base_transaction_query(Ecto.UUID.t()) :: Ecto.Query.t()


      



  



  
    
      
    
    
      get_create_account_event_account(event)



        
          
        

    

  


  

      

          @spec get_create_account_event_account(DoubleEntryLedger.Command.t()) ::
  {:ok, {DoubleEntryLedger.Account.t(), DoubleEntryLedger.JournalEvent.t()}}
  | {:error | :pending_error, String.t(),
     DoubleEntryLedger.JournalEvent.t() | nil}


      


Gets the account associated with a create account event.
This function finds the original create account event corresponding to an update event
and returns its associated account. Used primarily when processing account update events
to locate the original account to modify.
Parameters
	event - An Command struct containing source, source_idempk, and instance_id

Returns
	{:ok, {Account.t(), Command.t()}} - The account and create event if found and processed
	Raises UpdateCommandError if the create event doesn't exist or isn't processed


  



  
    
      
    
    
      get_event_by(action, source, source_idempk, instance_id)



        
          
        

    

  


  

      

          @spec get_event_by(atom(), String.t(), String.t(), Ecto.UUID.t()) ::
  DoubleEntryLedger.JournalEvent.t() | nil


      


Retrieves an event by its action and source identifiers with preloaded associations.
This function looks up an event using i
command_map
|> TransactionCommandMap.to_map()
|> Map.put(:instance_id, instance_id)
|> Mts action, source system identifier,
source-specific identifier, and instance ID. The returned event includes preloaded
associations for command_queue_item, account, and transactions with their entries.
Parameters
	action: The event action atom (e.g., :create_transaction, :create_account)
	source: The source system identifier (e.g., "accounting_system", "api")
	source_idempk: The source-specific identifier (e.g., "invoice_123", "tx_456")
	instance_id: The instance UUID that groups related events

Returns
	Command.t() | nil: The found event with preloaded associations, or nil if not found


Preloaded Associations
The returned event includes:
	:command_queue_item - Processing status and retry information
	:account - Associated account (for account-related events)
	transactions: [entries: :account] - Transactions with their entries and accounts


  



  
    
      
    
    
      transaction_events_for_account_query(account_id)



        
          
        

    

  


  

      

          @spec transaction_events_for_account_query(Ecto.UUID.t()) :: Ecto.Query.t()


      



  


        

      


  

    
DoubleEntryLedger.Command 
    



      
Defines and manages commands in the Double Entry Ledger system.
The Command schema represents a request to create or update ledger data. Commands drive the
asynchronous processing pipeline (queueing, retries, idempotency) and link to journal events
once they have been processed.
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    Types
  


    
      
        t()

      


        Represents a command in the Double Entry Ledger system.
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        changeset(command, attrs)

      


        Creates a changeset for validating and creating/updating a Command.



    


    
      
        processing_start_changeset(command, processor_id, retry_count)

      


        Creates a changeset for marking a command as being processed.
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          @type t() :: %DoubleEntryLedger.Command{
  __meta__: term(),
  account: DoubleEntryLedger.Account.t() | Ecto.Association.NotLoaded.t(),
  command_map: map() | nil,
  command_queue_item:
    DoubleEntryLedger.CommandQueueItem.t() | Ecto.Association.NotLoaded.t(),
  id: Ecto.UUID.t() | nil,
  inserted_at: DateTime.t() | nil,
  instance: DoubleEntryLedger.Instance.t() | Ecto.Association.NotLoaded.t(),
  instance_id: Ecto.UUID.t() | nil,
  journal_event:
    DoubleEntryLedger.JournalEvent.t() | Ecto.Association.NotLoaded.t(),
  journal_event_command_link:
    DoubleEntryLedger.JournalEventCommandLink.t()
    | Ecto.Association.NotLoaded.t(),
  transaction:
    DoubleEntryLedger.Transaction.t() | Ecto.Association.NotLoaded.t(),
  updated_at: DateTime.t() | nil
}


      


Represents a command in the Double Entry Ledger system.
A command encapsulates a request to create or update a transaction, along with metadata about
the processing state, source, and queue management information.
Fields
	id: UUID primary key
	command_map: map containing the command payload
	instance: Association to the ledger instance
	instance_id: Foreign key to the ledger instance
	inserted_at: Creation timestamp
	updated_at: Last update timestamp
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          @spec changeset(t(), map()) :: Ecto.Changeset.t()


      


Creates a changeset for validating and creating/updating a Command.
This function builds an Ecto changeset for a command with appropriate validations and handling
based on the action type and transaction data provided.
Parameters
	command - The Command struct to create a changeset for
	attrs - Map of attributes to apply to the command

Returns
	An Ecto.Changeset with validations applied

Examples
# Create command changeset
iex> command_map = %{
...>   action: :create_transaction,
...>   source: "api",
...>   source_idempk: "order-123",
...>   instance_address: "instance1",
...>   payload: %{status: :pending, entries: [
...>     %{account_address: "account1", amount: 100, currency: :USD},
...>     %{account_address: "account2", amount: 100, currency: :USD}
...>   ]}
...> }
...> attrs = %{instance_id: Ecto.UUID.generate(), command_map: command_map}
iex> changeset = Command.changeset(%Command{}, attrs)
iex> changeset.valid?
true

# Error changeset is added
iex> command_map = %{
...>   action: :create_account,
...>   source: "api",
...>   source_idempk: "order-123",
...>   instance_address: "instance1",
...>   payload: %{type: :wrong, address: "wrong format"}
...> }
...> attrs = %{instance_id: Ecto.UUID.generate(), command_map: command_map}
iex> changeset = Command.changeset(%Command{}, attrs)
iex> changeset.valid?
false
iex> Map.has_key?(changeset, :command_map_changeset)
true
iex> changeset.command_map_changeset.valid?
false

  



  
    
      
    
    
      processing_start_changeset(command, processor_id, retry_count)



        
          
        

    

  


  

      

          @spec processing_start_changeset(t(), String.t(), non_neg_integer()) ::
  Ecto.Changeset.t()


      


Creates a changeset for marking a command as being processed.
This function prepares a changeset that updates a command to the :processing state, assigns a
processor, and updates processing metadata such as start time and retry count.
Parameters
	command - The Command struct to update
	processor_id - String identifier for the processor handling the command

Returns
	An Ecto.Changeset with processing status updates and optimistic locking

Fields Updated
	status: Set to :processing
	processor_id: Set to the provided processor_id
	processing_started_at: Set to current UTC datetime
	processing_completed_at: Set to nil
	retry_count: Incremented by 1
	next_retry_after: Set to nil
	processor_version: Used for optimistic locking


  


        

      


  

    
DoubleEntryLedger.Command.AccountCommandMap 
    



      
CommandMap implementation for account-related operations in the Double Entry Ledger system.
This module provides validation and structure for account creation commands. It extends
the base CommandMap functionality with account-specific payload validation using the
AccountData schema.
Purpose
The AccountCommandMap is responsible for:
	Validating account creation command data before persistence
	Ensuring proper structure and required fields for account operations
	Providing type safety for account-specific payloads
	Converting account data to serializable map format

Supported Actions
Currently supports:
	:create_account - Creates a new account in the ledger instance

Usage
# Create a valid account command
{:ok, command_map} = AccountCommandMap.create(%{
  action: :create_account,
  instance_id: "550e8400-e29b-41d4-a716-446655440000",
  source: "accounting_system",
  source_idempk: "acc_12345",
  payload: %{
    name: "Cash Account",
    type: :asset,
    currency: "USD"
  }
})

# Convert to map for serialization
map_data = AccountCommandMap.to_map(command_map)
Validation
The module validates:
	All base CommandMap fields (action, instance_id, source, source_idempk)
	Action must be :create_account
	Payload must conform to AccountData schema requirements
	Required payload fields based on account type

Error Handling
# Invalid action
{:error, changeset} = AccountCommandMap.create(%{
  action: :invalid_action,
  # ... other fields
})

# Missing required fields
{:error, changeset} = AccountCommandMap.create(%{
  action: :create_account,
  # missing required fields
})
Type Safety
The module provides compile-time type checking through:
@type t :: CommandMap.t(AccountData.t())
This ensures that the payload is always of type AccountData.t().
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        Type definition for AccountCommandMap struct.
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        base_changeset(struct, attrs)

      


    


    
      
        changeset(command_map, attrs)

      


        Creates a changeset for AccountCommandMap validation.



    


    
      
        create(attrs)

      


        Creates and validates an AccountCommandMap from the given attributes.
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          @type t() :: %DoubleEntryLedger.Command.AccountCommandMap{
  account_address: String.t() | nil,
  action: :create_account | :update_account,
  instance_address: String.t(),
  payload: DoubleEntryLedger.Command.AccountData.t(),
  source: String.t()
}


      


Type definition for AccountCommandMap struct.
Represents an CommandMap specifically for account operations with an AccountData
payload. This provides type safety and clear documentation for functions that
work with account commands.
Usage in Function Signatures
@spec process_account_command(AccountCommandMap.t()) :: {:ok, Account.t()} | {:error, term()}
def process_account_command(%AccountCommandMap{} = command_map) do
  # Implementation with type-safe access to AccountData payload
end
Pattern Matching
def handle_command(%AccountCommandMap{action: :create_account, payload: payload}) do
  # payload is guaranteed to be AccountData.t()
end
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          @spec changeset(t() | map(), map()) :: Ecto.Changeset.t(t())


      


Creates a changeset for AccountCommandMap validation.
This function handles action-specific validation logic. It validates the base
CommandMap fields and then applies account-specific payload validation based
on the action type.
Parameters
	command_map - The AccountCommandMap struct to validate (can be empty for new records)
	attrs - Map of attributes to validate and apply

Returns
	Ecto.Changeset.t() - Changeset with validation results

Validation Logic
The function switches on the action to determine validation:
	:create_account - Validates base fields + requires valid AccountData payload
	:update_account - Validates base fields + requires valid AccountData payload for updates
	Other actions - Adds error indicating invalid action for account context

Examples
iex> attrs = %{
...>   action: :create_account,
...>   instance_address: "Test:Ledger",
...>   source: "test",
...>   payload: %{name: "Test", address: "account:main", type: :asset, currency: "USD"}
...> }
iex> changeset = DoubleEntryLedger.Command.AccountCommandMap.changeset(%DoubleEntryLedger.Command.AccountCommandMap{}, attrs)
iex> changeset.valid?
true

iex> update_attrs = %{
...>   action: :update_account,
...>   instance_address: "Test:Ledger",
...>   source: "test",
...>   account_address: "account:test",
...>   payload: %{description: "Updated Test Account"}
...> }
iex> changeset = DoubleEntryLedger.Command.AccountCommandMap.changeset(%DoubleEntryLedger.Command.AccountCommandMap{}, update_attrs)
iex> changeset.valid?
true

iex> invalid_attrs = %{action: :delete_account, source: "test"}
iex> changeset = DoubleEntryLedger.Command.AccountCommandMap.changeset(%DoubleEntryLedger.Command.AccountCommandMap{}, invalid_attrs)
iex> changeset.valid?
false
iex> Keyword.has_key?(changeset.errors, :action)
true
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          @spec create(map()) :: {:ok, t()} | {:error, Ecto.Changeset.t(t())}


      


Creates and validates an AccountCommandMap from the given attributes.
This is the primary entry point for creating account commands. It performs
full validation including payload validation and returns either a valid
CommandMap struct or validation errors.
Parameters
	attrs - Map containing the command attributes including payload data

Returns
	{:ok, AccountCommandMap.t()} - Successfully created and validated command map
	{:error, Ecto.Changeset.t()} - Validation errors

Required Attributes
	action - Must be :create_account or "create_account"
	instance_id - UUID string of the ledger instance
	source - String identifier of the external system
	source_idempk - String identifier for idempotency
	payload - Map containing account data (see AccountData for requirements)

Optional Attributes
	source_data - Additional metadata from the source system
	update_idempk - For update operations (not used for account creation)

Examples
iex> attrs = %{
...>   action: :create_account,
...>   instance_address: "Test:Ledger",
...>   source: "web_app",
...>   payload: %{
...>     name: "Test Account",
...>     address: "account:main",
...>     type: :asset,
...>     currency: "USD"
...>   }
...> }
iex> {:ok, command_map} = DoubleEntryLedger.Command.AccountCommandMap.create(attrs)
iex> command_map.action
:create_account
iex> command_map.payload.name
"Test Account"
Error Examples
# Invalid action
iex> attrs = %{action: :invalid_action, source: "test"}
iex> {:error, changeset} = DoubleEntryLedger.Command.AccountCommandMap.create(attrs)
iex> changeset.valid?
false
iex> changeset.errors[:action]
{"invalid in this context", [{:value, "invalid_action"}]}
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          @spec to_map(struct()) :: map()
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DoubleEntryLedger.Command.AccountData 
    



      
Schema for account data payload embedded in commands.
This embedded schema captures the minimal set of attributes required to describe an account at the
moment a command is issued. It is used to validate and cast incoming payloads.
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    Types
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        Embedded account data captured with a command payload.



    





  
    Functions
  


    
      
        changeset(account_data, attrs)

      


        Builds an Ecto.Changeset for AccountData.



    


    
      
        to_map(account_data)

      


        Converts an AccountData struct into a plain map with the same fields unless they are nil.



    


    
      
        update_changeset(account_data, attrs)

      


        Builds an update changeset for AccountData that only allows modification of certain fields.
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          @type t() :: %DoubleEntryLedger.Command.AccountData{
  address: String.t() | nil,
  allowed_negative: boolean() | nil,
  context: map() | nil,
  currency: DoubleEntryLedger.Utils.Currency.currency_atom() | nil,
  description: String.t() | nil,
  name: String.t() | nil,
  normal_balance: DoubleEntryLedger.Types.credit_and_debit() | nil,
  type: DoubleEntryLedger.Types.account_type() | nil
}


      


Embedded account data captured with a command payload.
Fields:
	currency: ISO currency code represented as an enum (from Currency.currency_atoms/0)
	name: Human-readable account name
	address: Unique account identifier (e.g. "account:main")
	description: Optional description
	context: Arbitrary metadata map for additional context
	normal_balance: Either :debit or :credit (from Types.credit_and_debit/0)
	type: Account category/type (from Types.account_types/0)
	allowed_negative: Whether the account is allowed to have a negative balance
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          @spec changeset(t(), map()) :: Ecto.Changeset.t()


      


Builds an Ecto.Changeset for AccountData.
Casts: [:currency, :address, :name, :description, :context, :normal_balance, :type, :allowed_negative]
Validates required: [:currency, address, :type]
Examples
iex> alias DoubleEntryLedger.Command.AccountData
iex> alias DoubleEntryLedger.Utils.Currency
iex> alias DoubleEntryLedger.Types
iex> attrs = %{
...>   currency: hd(Currency.currency_atoms()),
...>   address: "account:main",
...>   type: hd(Types.account_types())
...> }
iex> changeset = AccountData.changeset(%AccountData{}, attrs)
iex> changeset.valid?
true

iex> alias DoubleEntryLedger.Command.AccountData
iex> changeset = AccountData.changeset(%AccountData{}, %{})
iex> changeset.valid?
false
iex> required = [:currency, :address, :type]
iex> required -- Keyword.keys(changeset.errors)
[]
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Converts an AccountData struct into a plain map with the same fields unless they are nil.
The resulting map may include these keys:
:currency, :name, :description, :context, :normal_balance, :type, :allowed_negative
Examples
iex> alias DoubleEntryLedger.Command.AccountData
iex> alias DoubleEntryLedger.Utils.Currency
iex> alias DoubleEntryLedger.Types
iex> data = %AccountData{
...>   currency: hd(Currency.currency_atoms()),
...>   name: "Cash",
...>   type: hd(Types.account_types()),
...>   address: "account:main"
...> }
iex> map = AccountData.to_map(data)
iex> Map.keys(map) |> Enum.sort()
[:address, :currency, :name, :type]
iex> map.address == data.address and map.currency == data.currency and map.type == data.type and map.name == "Cash"
true
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          @spec update_changeset(t(), map()) :: Ecto.Changeset.t()


      


Builds an update changeset for AccountData that only allows modification of certain fields.
Unlike the main changeset, this function only allows updates to fields that are
safe to modify after account creation: description and context. Critical fields
like currency, name, and type are not allowed to be updated through this changeset.
Casts: [:description, :context]
Validates: No additional validations beyond casting
Parameters
	account_data - The AccountData struct to update
	attrs - Map of attributes to update

Returns
	Ecto.Changeset.t() - Changeset with only update-safe fields cast

Examples
iex> alias DoubleEntryLedger.Command.AccountData
iex> existing_data = %AccountData{
...>   currency: :USD,
...>   address: "account:main",
...>   name: "Cash Account",
...>   type: :asset,
...>   description: "Old description"
...> }
iex> update_attrs = %{
...>   description: "Updated description",
...>   context: %{department: "finance"}
...> }
iex> changeset = AccountData.update_changeset(existing_data, update_attrs)
iex> changeset.valid?
true
iex> changeset.changes.description
"Updated description"
iex> changeset.changes.context
%{department: "finance"}

iex> alias DoubleEntryLedger.Command.AccountData
iex> existing_data = %AccountData{currency: :USD, name: "Cash", type: :asset}
iex> # Attempting to update restricted fields should have no effect
iex> invalid_update = %{
...>   name: "New Name",
...>   address: "account:main2",
...>   currency: :EUR,
...>   type: :liability,
...>   description: "Valid update"
...> }
iex> changeset = AccountData.update_changeset(existing_data, invalid_update)
iex> changeset.valid?
true
iex> # description and name should be in changes, not the restricted fields
iex> Keyword.equal?(Map.keys(changeset.changes), [:description, :name])
true
iex> changeset.changes.description
"Valid update"

  


        

      


  

    
DoubleEntryLedger.Command.CommandMap 
    



      
  This is an Ecto.ParameterizedType

      




  

    
DoubleEntryLedger.Command.EntryData 
    



      
Represents individual transaction entry data for the Double Entry Ledger system.
This embedded schema contains the essential information needed to record financial
movements between accounts. It is an abstraction above the actual Entry model and
it abstracts away the details of the underlying double-entry accounting system that
uses debit and credit entries.
The amount represents the value of the transaction in the smallest currency unit. A positive
amount indicates an addition to the balance of the account, while a negative amount indicates a
deduction independent of the normal_balance of the affected account.
Fields
	account_address: address of the account involved in the transaction (required)
	amount: Integer amount in the smallest currency unit (e.g., cents) (required)
	currency: The currency of the amount, validated against supported currencies (required)

Usage
EntryData structs are typically embedded within TransactionData as part of the
command processing flow:
entry_data = %EntryData{
  account_address: "cash:user:123",
  amount: 10000,  # $100.00
  currency: :USD
}

transaction_data = %TransactionData{
  status: :pending,
  entries: [entry_data, other_entry],
}
Validation
The module provides validation to ensure entries contain all required fields
and that the currency is one of the supported types defined in the Currency module.

      


      
        Summary


  
    Types
  


    
      
        t()

      


        Represents the EntryData struct used for transaction entries in the ledger system.



    





  
    Functions
  


    
      
        changeset(entry_data, attrs)

      


        Creates a changeset for validating EntryData attributes.



    


    
      
        to_map(entry_data)

      


        Converts the given EntryData.t struct to a map.



    





      


      
        Types
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          @type t() :: %DoubleEntryLedger.Command.EntryData{
  account_address: String.t() | nil,
  amount: integer() | nil,
  currency: DoubleEntryLedger.Utils.Currency.currency_atom() | nil
}


      


Represents the EntryData struct used for transaction entries in the ledger system.
This type defines the structure of an entry including its account, amount, and currency.
It's commonly used as a return value and parameter type throughout the Double Entry Ledger API.
Fields
	account_address: The UUID of the account affected by this entry
	amount: Integer amount in the smallest currency unit (e.g., cents)
	currency: Atom representing the currency (e.g., :USD, :EUR)


  


        

      

      
        Functions


        


  
    
      
    
    
      changeset(entry_data, attrs)



        
          
        

    

  


  

      

          @spec changeset(t() | map(), map()) :: Ecto.Changeset.t()


      


Creates a changeset for validating EntryData attributes.
This function creates an Ecto changeset that validates the required fields
for an entry in a transaction, ensuring that account_address, amount, and currency
are all provided and that the currency is one of the supported types.
Parameters
	entry_data: The EntryData struct to create a changeset for
	attrs: Map of attributes to apply to the struct

Returns
	An Ecto.Changeset with validations applied

Examples
iex> alias DoubleEntryLedger.Command.EntryData
iex> attrs = %{account_address: "cash:user:123", amount: 5000, currency: :USD}
iex> changeset = EntryData.changeset(%EntryData{}, attrs)
iex> changeset.valid?
true

iex> alias DoubleEntryLedger.Command.EntryData
iex> attrs = %{amount: 5000} # Missing required fields
iex> changeset = EntryData.changeset(%EntryData{}, attrs)
iex> changeset.valid?
false

  



  
    
      
    
    
      to_map(entry_data)



        
          
        

    

  


  

      

          @spec to_map(t()) :: map()


      


Converts the given EntryData.t struct to a map.
Examples
iex> alias DoubleEntryLedger.Command.EntryData
iex> entry_data = %EntryData{}
iex> EntryData.to_map(entry_data)
%{}
iex> entry_data = %EntryData{account_address: "cash:user:123", amount: 10000, currency: :USD}
iex> EntryData.to_map(entry_data)
%{account_address: "cash:user:123", amount: 10000, currency: :USD}

  


        

      


  

    
DoubleEntryLedger.Command.ErrorMap 
    



      
Provides error tracking and management for command processing in the Double Entry Ledger system.
This module defines the ErrorMap struct used to track errors, completed steps, and retry attempts
during command processing, particularly when handling Optimistic Concurrency Control (OCC) conflicts.
Structure
The ErrorMap contains:
	errors: List of error entries, each with a message and timestamp
	steps_so_far: Map of steps that completed successfully before an error occurred
	retries: Counter tracking the number of retry attempts made

Key Functions
	build_error/1: Creates a standardized error entry from various input types
	build_errors/2: Adds a new error to an existing error list
	create_error_map/1: Initializes an ErrorMap from a Command or TransactionCommandMap

Usage Examples
Creating an error map:
error_map = ErrorMap.create_error_map(command)
Adding an error:
updated_errors = ErrorMap.build_errors(error_map.errors, "Transaction failed due to stale data")
%{error_map | errors: updated_errors}
Implementation Notes
The ErrorMap is primarily used within the OCC processor to track retry attempts and preserve
error contexts when a transaction fails due to concurrent modifications to the same data.

      


      
        Summary


  
    Types
  


    
      
        error()

      


        Represents a single error entry with a message and timestamp.



    


    
      
        t()

      


        The ErrorMap structure used for tracking errors during command processing.



    





  
    Functions
  


    
      
        build_error(error)

      


        Creates a standardized error entry from various input types.



    


    
      
        build_errors(errors, error_message)

      


        Adds a new error to the beginning of an existing error list.



    


    
      
        changeset_errors(changeset)

      


    


    
      
        create_error_map(arg1)

      


        Initializes an ErrorMap from a Command or TransactionCommandMap.
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      error()



        
          
        

    

  


  

      

          @type error() :: %{message: String.t(), inserted_at: DateTime.t()}


      


Represents a single error entry with a message and timestamp.
Contains details about an error that occurred during command processing.
Fields
	message: A descriptive message about the error
	inserted_at: DateTime when the error was recorded


  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %DoubleEntryLedger.Command.ErrorMap{
  errors: [error()] | [],
  retries: integer(),
  save_on_error: boolean(),
  steps_so_far: map()
}


      


The ErrorMap structure used for tracking errors during command processing.
This is the main structure for tracking retry attempts, errors, and partial
transaction results during optimistic concurrency control processing.
Fields
	errors: List of error entries, newest first
	steps_so_far: Map of steps that completed successfully before an error occurred
	retries: Number of retry attempts that have been made


  


        

      

      
        Functions


        


  
    
      
    
    
      build_error(error)



        
          
        

    

  


  

      

          @spec build_error(any()) :: error()


      


Creates a standardized error entry from various input types.
Converts any error representation into a standardized error map structure
with a message and timestamp.
Parameters
	error: The error to standardize (string or any other type)

Returns
	A standardized error map with message and timestamp

Examples
iex> alias DoubleEntryLedger.Command.ErrorMap
iex> error = ErrorMap.build_error("Invalid amount")
iex> is_map(error) and is_binary(error.message)
true

iex> alias DoubleEntryLedger.Command.ErrorMap
iex> error = ErrorMap.build_error(%{reason: :not_found})
iex> String.contains?(error.message, "not_found")
true

  



  
    
      
    
    
      build_errors(errors, error_message)



        
          
        

    

  


  

      

          @spec build_errors([error()], any()) :: [error()]


      


Adds a new error to the beginning of an existing error list.
Creates a standardized error entry from the provided message and prepends
it to the existing list of errors.
Parameters
	errors: The existing list of errors
	error_message: The error message or object to add

Returns
	The updated list of errors with the new error at the front

Examples
iex> alias DoubleEntryLedger.Command.ErrorMap
iex> errors = []
iex> updated_errors = ErrorMap.build_errors(errors, "Transaction failed")
iex> length(updated_errors)
1

  



  
    
      
    
    
      changeset_errors(changeset)



        
          
        

    

  


  

      

          @spec changeset_errors(Ecto.Changeset.t()) :: String.t()


      



  



  
    
      
    
    
      create_error_map(arg1)



        
          
        

    

  


  

      

          @spec create_error_map(
  DoubleEntryLedger.Command.t()
  | DoubleEntryLedger.Command.TransactionCommandMap.t()
) :: t()


      


Initializes an ErrorMap from a Command or TransactionCommandMap.
Creates a new ErrorMap structure, preserving any existing errors from the
command while initializing other tracking fields.
Parameters
	command: Command or TransactionCommandMap to initialize from

Returns
	A new ErrorMap struct with initialized fields

Examples
iex> alias DoubleEntryLedger.Command.ErrorMap
iex> alias DoubleEntryLedger.Command
iex> command = %Command{command_queue_item: %{errors: [%{message: "Previous error", inserted_at: ~U[2023-01-01 00:00:00Z]}]}}
iex> error_map = ErrorMap.create_error_map(command)
iex> error_map.retries
0
iex> length(error_map.errors)
1

  


        

      


  

    
DoubleEntryLedger.Command.Helper 
    



      
  Helper functions
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        account_action()

      


    


    
      
        transaction_action()

      


    





  
    Functions
  


    
      
        action_to_mod(command_map)

      


    


    
      
        actions(atom)

      


    


    
      
        address_regex()

      


        See DoubleEntryLedger.Account.address_regex/0.



    


    
      
        fetch_action(attrs)

      


        Fetches and normalizes the action value from a map.



    


    
      
        source_regex()
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          @type account_action() :: :update_account | :create_account
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          @type transaction_action() :: :update_transaction | :create_transaction
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          @spec actions(:transaction) :: [transaction_action()]


          @spec actions(:account) :: [account_action()]
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See DoubleEntryLedger.Account.address_regex/0.

  



  
    
      
    
    
      fetch_action(attrs)



        
          
        

    

  


  

      

          @spec fetch_action(map()) :: atom() | nil


      


Fetches and normalizes the action value from a map.
Accepts both atom and string keys ("action" and :action). When the action is a string,
it is converted using String.to_existing_atom/1. Returns nil when no action is present.
This function is useful for handling incoming data that may have string or atom keys,
which is common when dealing with external APIs or JSON data.
Parameters
	attrs - Map containing potential action data

Returns
	atom() - The normalized action as an atom
	nil - When no action is found

Examples
iex> alias DoubleEntryLedger.Command.Helper
iex> # Ensure atoms exist for to_existing_atom/1
iex> :create_transaction
:create_transaction
iex> :update_transaction
:update_transaction
iex> Helper.fetch_action(%{"action" => "create_transaction"})
:create_transaction
iex> Helper.fetch_action(%{action: :update_transaction})
:update_transaction
iex> Helper.fetch_action(%{})
nil
iex> Helper.fetch_action(%{"other_key" => "value"})
nil
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          @spec source_regex() :: Regex.t()


      



  


        

      


  

    
DoubleEntryLedger.Command.IdempotencyKey 
    



      
Idempotency Key
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    Functions
  


    
      
        changeset(instance_id, map)

      


    


    
      
        key_hash(idempotency_key)

      


    


    
      
        key_hash_hex(idempotency_key)
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      t()



        
          
        

    

  


  

      

          @type t() :: %DoubleEntryLedger.Command.IdempotencyKey{
  __meta__: term(),
  first_seen_at: DateTime.t(),
  instance: term(),
  instance_id: Ecto.UUID.t(),
  key_hash: binary()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      changeset(instance_id, map)



        
          
        

    

  


  

      

          @spec changeset(Ecto.UUID.t(), map()) :: Ecto.Changeset.t(t())


      



  



  
    
      
    
    
      key_hash(idempotency_key)



        
          
        

    

  


  

      

          @spec key_hash(binary()) :: binary()


      



  



  
    
      
    
    
      key_hash_hex(idempotency_key)



        
          
        

    

  


  

      

          @spec key_hash_hex(binary()) :: binary()


      



  


        

      


  

    
DoubleEntryLedger.Command.TransactionCommandMap 
    



      
Defines the TransactionCommandMap schema for representing transaction command data in the Double Entry Ledger system.
This module provides an embedded schema and related functions for creating and validating
transaction command maps, which serve as the primary data structure for transaction creation and updates.
TransactionCommandMap represents the pre-persistence state of a TransactionCommand, containing all necessary data
to either create a new transaction or update an existing one.
Purpose
TransactionCommandMap acts as a validation and structuring layer for transaction-related commands
before they are processed into persistent database records. It ensures data integrity and provides
a consistent interface for transaction operations across the system.
Architecture
This module extends the base DoubleEntryLedger.Command.CommandMap behavior by:
	Using the CommandMap macro to inject common fields and functionality
	Implementing the payload_to_map/1 callback for TransactionData serialization
	Providing action-specific validation through custom changeset logic
	Supporting both create and update transaction operations

Structure
TransactionCommandMap extends the base CommandMap functionality with transaction-specific payload handling.
It contains the following fields:
	action: The type of action to perform (:create_transaction or :update_transaction)
	instance_address:  unique address of the instance this command belongs to
	source: Identifier of the external system generating the command
	source_data: Optional map containing additional metadata from the source system
	source_idempk: Primary identifier from the source system (used for idempotency)
	update_idempk: Unique identifier for update operations, enabling multiple distinct updates
 to the same original transaction while maintaining idempotency
	payload: Embedded TransactionData containing entries and transaction details

Key Functions
	create/1: Creates and validates a TransactionCommandMap from a map of attributes
	changeset/2: Builds a changeset for validating TransactionCommandMap data with action-specific logic
	payload_to_map/1: Converts TransactionData payload to a plain map (CommandMap callback)
	to_map/1: Converts a TransactionCommandMap struct to a plain map representation (inherited)
	log_trace/1,2: Builds a map of trace metadata for logging from a TransactionCommandMap (inherited)

Implementation Details
Action-Specific Validation
The changeset function applies different validation strategies based on the action type:
	Create operations (:create_transaction): Uses standard TransactionData validation
requiring complete transaction information including balanced entries
	Update operations (:update_transaction): Uses specialized update validation that allows
partial data and requires update_idempk for idempotency

Idempotency Enforcement
The system enforces idempotency differently depending on the action type:
	Create actions: Idempotency is enforced using a combination of :create_transaction action value,
source and the source_idempk. This ensures the same external transaction is never created twice.

	Update actions: Idempotency uses a combination of :update_transaction action value, the original source
and source_idempk (identifying which create action to update), and the update_idempk
(identifying this specific update). This allows multiple distinct updates to the same
original transaction.


Both combinations are protected by unique indexes in the database to prevent duplicate processing.
The TransactionCommandMap schema itself does not enforce these constraints, as it is not persisted directly.
Instead, the TransactionCommand schema handles this at the database level.
Only transactions with status :pending can be updated.
Workflow Integration
TransactionCommandMaps are typically created from external input data, validated, and then processed by the
CommandWorker system to create or update transactions in the ledger.
Examples
Creating a TransactionCommandMap for a new transaction:
{:ok, command_map} = TransactionCommandMap.create(%{
  action: "create_transaction",
  instance_address: "some:address",
  source: "accounting_system",
  source_idempk: "invoice_123",
  payload: %{
    status: "pending",
    entries: [
      %{account_id: "c24a758c-7300-4e94-a2fe-d2dc9b1c2db8", amount: 100, currency: "USD"},
      %{account_id: "c24a758c-7300-4e94-a2fe-d2dc9b1c2db7", amount: -100, currency: "USD"}
    ]
  }
})
Creating a TransactionCommandMap for updating an existing transaction:
{:ok, update_map} = TransactionCommandMap.create(%{
  action: "update_transaction",
  instance_address: "some:address",
  source: "accounting_system",
  source_idempk: "invoice_123",
  update_idempk: "invoice_123_update_1",
  payload: %{
    status: "posted"
  }
})

      


      
        Summary


  
    Types
  


    
      
        t()

      


        Represents a TransactionCommandMap structure for transaction creation or updates.



    





  
    Functions
  


    
      
        actions()

      


    


    
      
        base_changeset(struct, attrs)

      


    


    
      
        changeset(command_map, attrs)

      


        Creates a changeset for validating TransactionCommandMap attributes with action-specific logic.



    


    
      
        create(attrs)

      


        Builds a validated TransactionCommandMap or returns a changeset with errors.



    


    
      
        to_map(command_map)

      


    


    
      
        update_changeset(struct, attrs)
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          @type t() :: %DoubleEntryLedger.Command.TransactionCommandMap{
  action: :create_transaction | :update_transaction,
  instance_address: String.t(),
  payload: DoubleEntryLedger.Command.TransactionData.t(),
  source: String.t(),
  source_idempk: String.t(),
  update_idempk: String.t() | nil,
  update_source: String.t() | nil
}


      


Represents a TransactionCommandMap structure for transaction creation or updates.
This type extends the parameterized CommandMap type with TransactionData as the payload type,
providing type safety and clear documentation for transaction-specific command operations.
Type Specification
This is equivalent to DoubleEntryLedger.Command.CommandMap.t(TransactionData.t()) and includes:
Inherited Fields (from CommandMap)
	action: The operation type (:create_transaction or :update_transaction)
	instance_address: unique address of the ledger instance this command belongs to
	source: Identifier of the external system generating the command
	source_data: Optional metadata from the source system (default: %{})
	source_idempk: Primary identifier used for idempotency
	update_idempk: Unique identifier for update operations to maintain idempotency

Transaction-Specific Field
	payload: The embedded TransactionData.t() structure containing transaction details

Usage in Function Signatures
@spec process_transaction_command(TransactionCommandMap.t()) ::
  {:ok, Transaction.t()} | {:error, Changeset.t()}
Examples
# Type annotation in function
@spec validate_command(TransactionCommandMap.t()) :: boolean()
def validate_command(%TransactionCommandMap{} = command_map) do
  # Implementation
end
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      base_changeset(struct, attrs)



        
          
        

    

  


  


  



  
    
      
    
    
      changeset(command_map, attrs)



        
          
        

    

  


  

      

          @spec changeset(t() | map(), map()) :: Ecto.Changeset.t(t())


      


Creates a changeset for validating TransactionCommandMap attributes with action-specific logic.
This function builds an Ecto changeset that validates the required fields and structure
of a TransactionCommandMap. It applies different validation rules depending on the action type,
ensuring that create and update operations have appropriate requirements.
Parameters
	command_map: The TransactionCommandMap struct to create a changeset for
	attrs: Map of attributes to apply to the struct

Returns
	An Ecto.Changeset with all validations applied

Validation Strategy
The function uses action-aware validation:
Create Transaction Validation
	Applies base CommandMap validation (action, instance_address, source, source_idempk required)
	Validates payload using TransactionData.changeset/2 (requires complete transaction data)
	Does not require update_idempk

Update Transaction Validation
	Applies update CommandMap validation (includes all base validation plus requires update_idempk)
	Validates payload using TransactionData.update_command_changeset/2 (allows partial data)
	Enforces update-specific business rules

Implementation Details
The function normalizes string action values to atoms and routes to the appropriate
validation strategy. This allows flexible input handling while maintaining type safety.
Examples
iex> alias DoubleEntryLedger.Command.TransactionCommandMap
iex> attrs = %{
...>   action: "create_transaction",
...>   instance_address: "some:address",
...>   source: "accounting_system",
...>   source_idempk: "invoice_123",
...>   payload: %{
...>     status: "pending",
...>     entries: [
...>       %{account_address: "cash:account", amount: 100, currency: "USD"},
...>       %{account_address: "asset:account", amount: -100, currency: "USD"}
...>     ]
...>   }
...> }
iex> changeset = TransactionCommandMap.changeset(%TransactionCommandMap{}, attrs)
iex> changeset.valid?
true

iex> alias DoubleEntryLedger.Command.TransactionCommandMap
iex> update_attrs = %{
...>   action: "update_transaction",
...>   instance_address: "some:address",
...>   source: "accounting_system",
...>   source_idempk: "invoice_123",
...>   update_idempk: "update_1",
...>   payload: %{status: "posted"}
...> }
iex> changeset = TransactionCommandMap.changeset(%TransactionCommandMap{}, update_attrs)
iex> changeset.valid?
true

iex> alias DoubleEntryLedger.Command.TransactionCommandMap
iex> invalid_attrs = %{action: "update_transaction", source: "test"}
iex> changeset = TransactionCommandMap.changeset(%TransactionCommandMap{}, invalid_attrs)
iex> changeset.valid?
false
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          @spec create(map()) :: {:ok, t()} | {:error, Ecto.Changeset.t(t())}


      


Builds a validated TransactionCommandMap or returns a changeset with errors.
This function creates a complete TransactionCommandMap from raw input data by applying
all necessary validations. It serves as the primary entry point for creating validated
transaction commands from external input.
Parameters
	attrs: A map containing the command data with both common CommandMap fields and transaction payload

Returns
	{:ok, command_map} - Successfully validated TransactionCommandMap struct
	{:error, changeset} - Ecto.Changeset containing validation errors

Validation Process
The function applies comprehensive validation including:
	Common CommandMap field validation (action, instance_address, source, etc.)
	Action-specific requirements (update_idempk for updates)
	TransactionData payload validation appropriate to the action type
	Cross-field validation and business rule enforcement

Examples
iex> alias DoubleEntryLedger.Command.TransactionCommandMap
iex> attrs = %{
...>   action: "create_transaction",
...>   instance_address: "some:address",
...>   source: "accounting_system",
...>   source_idempk: "invoice_123",
...>   payload: %{
...>     status: "pending",
...>     entries: [
...>       %{account_address: "asset:account", amount: 100, currency: "USD"},
...>       %{account_address: "cash:account", amount: -100, currency: "USD"}
...>     ]
...>   }
...> }
iex> {:ok, command_map} = TransactionCommandMap.create(attrs)
iex> command_map.action
:create_transaction
iex> command_map.source
"accounting_system"

iex> alias DoubleEntryLedger.Command.TransactionCommandMap
iex> invalid_attrs = %{action: "create_transaction", source: "test"}
iex> {:error, changeset} = TransactionCommandMap.create(invalid_attrs)
iex> changeset.valid?
false
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          @spec to_map(struct()) :: map()
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DoubleEntryLedger.Command.TransactionData 
    



      
Provides the TransactionData embedded schema for the Double Entry Ledger system.
This module defines a schema that represents the core transaction information inside
transaction commands, containing both the transaction status and a collection of related entries.
It serves as an intermediate representation before a transaction is persisted to the database.
Structure
TransactionData contains:
	status - The current state of the transaction (e.g., :pending, :posted)
	entries - A list of EntryData structs representing the individual account entries

Validation Rules
The module enforces several business rules during validation:
	Transactions must have at least 2 entries
	Each entry must affect a different account (no duplicate account IDs)
	Status values must be one of the allowed transaction states

Status Transitions
Different validation rules apply depending on the status transition:
	When posting a transaction (status → :posted), entries are optional
	When archiving a transaction (status → :archived), only status is validated
	For all other changes, full validation rules apply

Usage Examples
Creating a new transaction with entries:
changeset = TransactionData.changeset(%TransactionData{}, %{
  status: :pending,
  entries: [
    %{account_id: "c24a758c-7300-4e94-a2fe-d2dc9b1c2db8", amount: 100, currency: :USD},
    %{account_id: "c24a758c-7300-4e94-a2fe-d2dc9b1c2db7", amount: -100, currency: :USD}
  ]
})
Updating a transaction's status to posted:
updated_changeset = TransactionData.update_command_changeset(existing_transaction, %{status: :posted})
Converting to a plain map:
map = TransactionData.to_map(transaction_data)
# %{status: :pending, entries: [%{account_id: "...", amount: 100, currency: :USD}, ...]}
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        t()

      


        Represents a transaction with its status and collection of entries.
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        changeset(transaction_data, attrs)

      


        Creates a changeset for validating TransactionData attributes.



    


    
      
        to_map(td)

      


        Converts the given TransactionData.t struct to a map.



    


    
      
        update_command_changeset(transaction_data, attrs)

      


        Creates a changeset specifically for transaction update commands, with conditional validation.
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          @type t() :: %DoubleEntryLedger.Command.TransactionData{
  entries: [DoubleEntryLedger.Command.EntryData.t()] | [],
  status: DoubleEntryLedger.Transaction.state() | nil
}


      


Represents a transaction with its status and collection of entries.
This type defines the structure of transaction data used in command payloads and includes:
	status: The transaction's current state (e.g., :pending, :posted, :archived)
	entries: A list of EntryData structs that make up the financial entries

This type is commonly used when creating or updating transactions through the command pipeline.
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          @spec changeset(t(), map()) :: Ecto.Changeset.t()


      


Creates a changeset for validating TransactionData attributes.
This function builds an Ecto changeset that validates the required fields
and structure of transaction data, enforcing business rules like requiring
at least two entries with distinct account IDs.
Parameters
	transaction_data: The TransactionData struct to create a changeset for
	attrs: Map of attributes to apply to the struct

Returns
	An Ecto.Changeset with validations applied

Validation Rules
	Status must be a valid transaction state
	Must have at least 2 entries
	Each entry must affect a different account

Examples
iex> alias DoubleEntryLedger.Command.TransactionData
iex> attrs = %{status: :pending, entries: [
...>   %{account_address: "asset:account", amount: 100, currency: :USD},
...>   %{account_address: "cash:account", amount: -100, currency: :USD}
...> ]}
iex> changeset = TransactionData.changeset(%TransactionData{}, attrs)
iex> changeset.valid?
true

  



  
    
      
    
    
      to_map(td)



        
          
        

    

  


  

      

          @spec to_map(t()) :: map()


      


Converts the given TransactionData.t struct to a map.
Examples
iex> alias DoubleEntryLedger.Command.TransactionData
iex> transaction_data = %TransactionData{}
iex> TransactionData.to_map(transaction_data)
%{status: nil, entries: []}

  



  
    
      
    
    
      update_command_changeset(transaction_data, attrs)



        
          
        

    

  


  

      

          @spec update_command_changeset(t() | %{}, map()) :: Ecto.Changeset.t()


      


Creates a changeset specifically for transaction update commands, with conditional validation.
This function applies different validation rules based on the transaction status
being updated. When posting or archiving a transaction, less strict validation is applied.
Parameters
	transaction_data: The TransactionData struct to create a changeset for
	attrs: Map of attributes to apply to the struct

Returns
	An Ecto.Changeset with appropriate validations applied

Status-Based Rules
	When transitioning to :posted without entries: Only validates status
	When transitioning to :archived: Only validates status
	For other changes: Applies full validation rules

Examples
iex> alias DoubleEntryLedger.Command.TransactionData
iex> # Posting without entries is allowed
iex> changeset = TransactionData.update_command_changeset(%TransactionData{}, %{status: :posted})
iex> changeset.valid?
true

iex> # Archiving is allowed
iex> changeset = TransactionData.update_command_changeset(%TransactionData{}, %{status: :archived})
iex> changeset.valid?
true

  


        

      


  

    
DoubleEntryLedger.Command.TransferErrors 
    



      
Provides functions to extract and manipulate error information from Ecto changesets.
This module handles the propagation of validation errors between different schema types
in the double entry ledger system. It ensures that when validation fails at any level
(accounts, transactions, commands), the errors are properly mapped back to the appropriate
command map structure for consistent error handling and reporting.
The main functionality includes:
	Transferring errors from account changesets to command maps
	Transferring errors from command changesets to command maps
	Transferring errors from transaction changesets to command maps
	Extracting and formatting error messages from changesets


      


      
        Summary


  
    Types
  


    
      
        command_map()

      


        Union type representing either an AccountCommandMap or TransactionCommandMap.



    


    
      
        command_related()

      


        Union of command-related types used for parameterizing changeset specs when
transferring errors. This can be a command map or its payload type.



    


    
      
        payload()

      


        Union type representing either AccountData or TransactionData.



    





  
    Functions
  


    
      
        from_account_to_command_map_payload(command_map, account_changeset)

      


        Transfers validation errors from an account changeset to a command map changeset.



    


    
      
        from_command_to_command_map(command_map, command_changeset)

      


        Maps command validation errors to a command map changeset.



    


    
      
        from_idempotency_key_to_command_map(command_map, ik_changeset)

      


    


    
      
        from_transaction_to_command_map_payload(command_map, trx_changeset)

      


        Transfers transaction validation errors to a command map payload changeset.



    


    
      
        get_all_errors_with_opts(changeset)

      


        Returns errors grouped by field as a map of lists of {message_template, opts} tuples.



    


    
      
        has_error?(changeset, field, msg, opts)

      


    





      


      
        Types


        


  
    
      
    
    
      command_map()



        
          
        

    

  


  

      

          @type command_map() ::
  DoubleEntryLedger.Command.AccountCommandMap.t()
  | DoubleEntryLedger.Command.TransactionCommandMap.t()


      


Union type representing either an AccountCommandMap or TransactionCommandMap.
These are the two main command map types that can contain validation errors
that need to be transferred and properly attributed.

  



  
    
      
    
    
      command_related()



        
          
        

    

  


  

      

          @type command_related() :: command_map() | payload()


      


Union of command-related types used for parameterizing changeset specs when
transferring errors. This can be a command map or its payload type.

  



  
    
      
    
    
      payload()



        
          
        

    

  


  

      

          @type payload() ::
  DoubleEntryLedger.Command.AccountData.t()
  | DoubleEntryLedger.Command.TransactionData.t()


      


Union type representing either AccountData or TransactionData.

  


        

      

      
        Functions


        


  
    
      
    
    
      from_account_to_command_map_payload(command_map, account_changeset)



        
          
        

    

  


  

      

          @spec from_account_to_command_map_payload(
  DoubleEntryLedger.Command.AccountCommandMap.t(),
  Ecto.Changeset.t(DoubleEntryLedger.Account.t())
) :: Ecto.Changeset.t(DoubleEntryLedger.Command.AccountCommandMap.t())


      


Transfers validation errors from an account changeset to a command map changeset.
When account validation fails during command processing, this function ensures
those errors are properly reflected in the command map structure, maintaining
full error context and attribution.
Parameters
	command_map: The command map that contains the account data
	account_changeset: Account changeset containing validation errors

Returns
	Ecto.Changeset.t(): Command map changeset with propagated account errors


  



  
    
      
    
    
      from_command_to_command_map(command_map, command_changeset)



        
          
        

    

  


  

      

          @spec from_command_to_command_map(em, Ecto.Changeset.t(DoubleEntryLedger.Command.t())) ::
  Ecto.Changeset.t(em)
when em: command_map()


      


Maps command validation errors to a command map changeset.
When a command fails validation during creation or update, this function ensures
those errors are properly reflected in the command map structure, maintaining full
error context and attribution.
Parameters
	command_map: The original command map
	command_changeset: Command changeset containing validation errors

Returns
	Ecto.Changeset.t(): Command map changeset with propagated errors


  



  
    
      
    
    
      from_idempotency_key_to_command_map(command_map, ik_changeset)



        
          
        

    

  


  

      

          @spec from_idempotency_key_to_command_map(
  DoubleEntryLedger.Command.TransactionCommandMap.t(),
  Ecto.Changeset.t(DoubleEntryLedger.Command.IdempotencyKey.t())
) :: Ecto.Changeset.t(DoubleEntryLedger.Command.TransactionCommandMap.t())


      



  



  
    
      
    
    
      from_transaction_to_command_map_payload(command_map, trx_changeset)



        
          
        

    

  


  

      

          @spec from_transaction_to_command_map_payload(
  DoubleEntryLedger.Command.TransactionCommandMap.t(),
  Ecto.Changeset.t(DoubleEntryLedger.Transaction.t())
) :: Ecto.Changeset.t(DoubleEntryLedger.Command.TransactionCommandMap.t())


      


Transfers transaction validation errors to a command map payload changeset.
The returned command map changeset embeds a payload changeset that includes the propagated
transaction errors (e.g., status and entry-level errors).

  



  
    
      
    
    
      get_all_errors_with_opts(changeset)



        
          
        

    

  


  

Returns errors grouped by field as a map of lists of {message_template, opts} tuples.
Messages are not interpolated; templates and their options are preserved for
downstream formatting, translation, or logging.

  



  
    
      
    
    
      has_error?(changeset, field, msg, opts)



        
          
        

    

  


  


  


        

      


  

    
DoubleEntryLedger.Stores.CommandStore 
    



      
Provides functions for managing commands in the double-entry ledger system.
This module serves as the primary interface for all command-related operations, including
creating, retrieving, processing, and querying commands. It manages the complete lifecycle
of commands from creation through processing to completion or failure.
Key Functionality
	Command Management: Create, retrieve, and track commands.
	Command Processing: Claim commands for processing, mark commands as processed or failed.
	Command Queries: Find commands by instance, transaction ID, account ID, or other criteria.
	Error Handling: Track and manage errors that occur during command processing.

Usage Examples
Creating and processing a new command
Commands can be created and processed immediately or queued for asynchronous processing.
If the command is processed immediately, it will create the associated transaction
and update the command status. If processing fails, it will be queued and retried.
event_params = %{
  "instance_id" => instance.id,
  "action" => "create_transaction",
  "source" => "payment_system",
  "source_idempk" => "txn_123",
  "payload" => %{
    "status" => "pending",
    "entries" => [
      %{"account_id" => cash_account.id, "amount" => 100_00, "currency" => "USD"},
      %{"account_id" => revenue_account.id, "amount" => 100_00, "currency" => "USD"}
    ]
  }
}

# create and process the command immediately
{:ok, transaction, event} = DoubleEntryLedger.Apis.CommandApi.process_from_params(event_params)

# create command for asynchronous processing later
{:ok, event} = DoubleEntryLedger.Stores.CommandStore.create(event_params)
Retrieving commands for an instance
events = DoubleEntryLedger.Stores.CommandStore.list_all_for_instance(instance.id)
Retrieving commands for a transaction
events = DoubleEntryLedger.Stores.CommandStore.list_all_for_transaction(transaction.id)
Retrieving commands for an account
events = DoubleEntryLedger.Stores.CommandStore.list_all_for_account(account.id)
Process command without saving it in the CommandStore on error
If you want more control over error handling, you can process a command without saving it
in the CommandStore on error. This allows you to handle the command processing logic
without automatically persisting the command, which can be useful for debugging or custom error handling.
{:ok, transaction, event} = DoubleEntryLedger.Apis.CommandApi.process_from_params(event_params, [on_error: :fail])
Implementation Notes
	The module implements optimistic concurrency control for command claiming and processing,
ensuring that commands are processed exactly once even in high-concurrency environments.
	All queries are paginated and ordered by insertion time descending for efficient retrieval.
	Error handling is explicit, with clear return values for all failure modes.


      


      
        Summary


  
    Functions
  


    
      
        create(attrs)

      


        Creates a new command in the database.



    


    
      
        get_by_id(id)

      


        Retrieves a command by its unique ID.



    


    
      
        get_by_instance_address_and_id(instance_address, id)

      


    


    
      
        list_all_for_instance_id(instance_id, page \\ 1, per_page \\ 40)

      


        Lists events for a specific instance with pagination.



    


    
      
        list_all_for_transaction_id(transaction_id)

      


        Lists all events associated with a specific transaction.



    





      


      
        Functions


        


  
    
      
    
    
      create(attrs)



        
          
        

    

  


  

      

          @spec create(
  DoubleEntryLedger.Command.TransactionCommandMap.t()
  | DoubleEntryLedger.Command.AccountCommandMap.t()
) ::
  {:ok, DoubleEntryLedger.Command.t()}
  | {:error,
     Ecto.Changeset.t(DoubleEntryLedger.Command.t()) | :instance_not_found}


      


Creates a new command in the database.
Parameters
	attrs: Map of attributes for creating the command

Returns
	{:ok, command}: If the command was successfully created
	{:error, changeset}: If validation failed

Examples
iex> {:ok, instance} = InstanceStore.create(%{address: "Sample:Instance"})
iex> account_data = %{address: "Cash:Account", type: :asset, currency: :USD}
iex> {:ok, asset_account} = AccountStore.create(instance.address, account_data, "unique_id_123")
iex> {:ok, liability_account} = AccountStore.create(instance.address, %{account_data | address: "Liability:Account", type: :liability}, "unique_id_456")
iex> transaction_map = %TransactionCommandMap{
...>   instance_address: instance.address,
...>   action: :create_transaction,
...>   source: "from-somewhere",
...>   source_idempk: "unique_1234",
...>   payload: %{
...>     status: :pending,
...>     entries: [
...>       %{account_address: asset_account.address, amount: 100, currency: :USD},
...>       %{account_address: liability_account.address, amount: 100, currency: :USD}
...>     ]}}
iex>   {:ok, command} = CommandStore.create(transaction_map)
iex>  command.command_queue_item.status
:pending

  



  
    
      
    
    
      get_by_id(id)



        
          
        

    

  


  

      

          @spec get_by_id(Ecto.UUID.t()) :: DoubleEntryLedger.Command.t() | nil


      


Retrieves a command by its unique ID.
Returns the command if found, or nil if no command exists with the given ID.
Parameters
	id: The UUID of the command to retrieve

Returns
	Command.t(): The found command
	nil: If no command with the given ID exists


  



  
    
      
    
    
      get_by_instance_address_and_id(instance_address, id)



        
          
        

    

  


  

      

          @spec get_by_instance_address_and_id(String.t(), Ecto.UUID.t()) ::
  DoubleEntryLedger.Command.t() | nil


      



  



    

    

  
    
      
    
    
      list_all_for_instance_id(instance_id, page \\ 1, per_page \\ 40)



        
          
        

    

  


  

      

          @spec list_all_for_instance_id(Ecto.UUID.t(), non_neg_integer(), non_neg_integer()) ::
  [
    DoubleEntryLedger.Command.t()
  ]


      


Lists events for a specific instance with pagination.
Parameters
	instance_id: ID of the instance to list events for
	page: Page number for pagination (defaults to 1)
	per_page: Number of events per page (defaults to 40)

Returns
	List of Command structs, ordered by insertion time descending

Examples
iex> {:ok, instance} = InstanceStore.create(%{address: "Sample:Instance"})
iex> account_data = %{address: "Cash:Account", type: :asset, currency: :USD}
iex> {:ok, asset_account} = AccountStore.create(instance.address, account_data, "unique_id_123")
iex> {:ok, liability_account} = AccountStore.create(instance.address, %{account_data | address: "Liability:Account", type: :liability}, "unique_id_456")
iex> create_attrs = %{
...>   status: :posted,
...>   entries: [
...>     %{account_address: asset_account.address, amount: 100, currency: :USD},
...>     %{account_address: liability_account.address, amount: 100, currency: :USD}
...>   ]}
iex> TransactionStore.create(instance.address, create_attrs, "unique_id_123")
iex> length(CommandStore.list_all_for_instance_id(instance.id))
3
iex> # test pagination
iex> length(CommandStore.list_all_for_instance_id(instance.id, 2, 2))
1

  



  
    
      
    
    
      list_all_for_transaction_id(transaction_id)



        
          
        

    

  


  

      

          @spec list_all_for_transaction_id(Ecto.UUID.t()) :: [DoubleEntryLedger.Command.t()]


      


Lists all events associated with a specific transaction.
Parameters
	transaction_id: ID of the transaction to list events for

Returns
	List of Command structs, ordered by insertion time descending

Examples
iex> {:ok, instance} = InstanceStore.create(%{address: "Sample:Instance"})
iex> account_data = %{address: "Cash:Account", type: :asset, currency: :USD}
iex> {:ok, asset_account} = AccountStore.create(instance.address, account_data, "unique_id_123")
iex> {:ok, liability_account} = AccountStore.create(instance.address, %{account_data | address: "Liability:Account", type: :liability}, "unique_id_456")
iex> create_attrs = %{
...>   status: :pending,
...>   entries: [
...>     %{account_address: asset_account.address, amount: 100, currency: :USD},
...>     %{account_address: liability_account.address, amount: 100, currency: :USD}
...>   ]}
iex> {:ok, %{id: id}} = TransactionStore.create(instance.address, create_attrs, "unique_id_123")
iex> TransactionStore.update(instance.address, id, %{status: :posted}, "unique_id_123")
iex> length(CommandStore.list_all_for_transaction_id(id))
2

  


        

      


  

    
DoubleEntryLedger.Stores.CommandStoreHelper 
    



      
Helper functions for command processing in the Double Entry Ledger system.
This module provides reusable utilities for working with commands, focusing on common
operations like building changesets, retrieving related commands and transactions, and
creating multi operations for use in Ecto transactions.
Key Functionality
	Changeset Building: Create Command changesets from TransactionCommandMaps or AccountCommandMaps
	Command Relationships: Look up related commands by source identifiers
	Transaction Linking: Find transactions and accounts associated with commands
	Ecto.Multi Integration: Build multi operations for atomic database transactions
	Status Management: Create changesets to update command status and error information

Usage Examples
Building a changeset from a CommandMap:
event_changeset = CommandStoreHelper.build_create(command_map)
Adding a step to get a create command's transaction:
multi =
  Ecto.Multi.new()
  |> CommandStoreHelper.build_get_create_transaction_command_transaction(:transaction, update_command)
  |> Ecto.Multi.update(:event, fn %{transaction: transaction} ->
    CommandStoreHelper.build_mark_as_processed(update_command, transaction.id)
  end)
Implementation Notes
This module is primarily used internally by CommandStore and CommandWorker modules to
share common functionality and reduce code duplication.

      


      
        Summary


  
    Functions
  


    
      
        base_account_query(account_id)

      


    


    
      
        base_transaction_query(transaction_id)

      


    


    
      
        build_create(command_map, instance_id)

      


        Builds an Command changeset from a TransactionCommandMap or AccountCommandMap.



    


    
      
        build_get_create_transaction_command_transaction(multi, step, command_or_step)

      


        Builds an Ecto.Multi step to get a create-transaction command's transaction.



    


    
      
        get_command_by(action, source, source_idempk, instance_id)

      


        Retrieves a command by its action and source identifiers with preloaded associations.



    


    
      
        get_create_transaction_command_transaction(command)

      


        Gets the transaction associated with a create-transaction command.



    


    
      
        transaction_events_for_account_query(account_id)

      


    





      


      
        Functions


        


  
    
      
    
    
      base_account_query(account_id)



        
          
        

    

  


  

      

          @spec base_account_query(Ecto.UUID.t()) :: Ecto.Query.t()


      



  



  
    
      
    
    
      base_transaction_query(transaction_id)



        
          
        

    

  


  

      

          @spec base_transaction_query(Ecto.UUID.t()) :: Ecto.Query.t()


      



  



  
    
      
    
    
      build_create(command_map, instance_id)



        
          
        

    

  


  

      

          @spec build_create(
  DoubleEntryLedger.Command.TransactionCommandMap.t()
  | DoubleEntryLedger.Command.AccountCommandMap.t(),
  Ecto.UUID.t()
) :: Ecto.Changeset.t(DoubleEntryLedger.Command.t())


      


Builds an Command changeset from a TransactionCommandMap or AccountCommandMap.
Creates a new Command changeset suitable for database insertion, converting the
provided command map structure into the appropriate Command attributes.
Parameters
	command_map - Either a TransactionCommandMap or AccountCommandMap struct containing command data

Returns
	Ecto.Changeset.t(Command.t()) - A changeset for creating a new Command


  



  
    
      
    
    
      build_get_create_transaction_command_transaction(multi, step, command_or_step)



        
          
        

    

  


  

      

          @spec build_get_create_transaction_command_transaction(
  Ecto.Multi.t(),
  atom(),
  DoubleEntryLedger.Command.t() | atom()
) :: Ecto.Multi.t()


      


Builds an Ecto.Multi step to get a create-transaction command's transaction.
This function adds a step to an Ecto.Multi that retrieves the transaction associated with
the create command corresponding to an update command. Handles error cases by wrapping
exceptions in the result tuple.
Parameters
	multi - The Ecto.Multi instance to add the step to
	step - The atom representing the step name in the Multi
	command_or_step - Either a Command struct or the name of a previous step in the Multi

Returns
	Ecto.Multi.t() - The updated Multi instance with the new step added


  



  
    
      
    
    
      get_command_by(action, source, source_idempk, instance_id)



        
          
        

    

  


  

      

          @spec get_command_by(atom(), String.t(), String.t(), Ecto.UUID.t()) ::
  DoubleEntryLedger.Command.t() | nil


      


Retrieves a command by its action and source identifiers with preloaded associations.
This function looks up a command using its action,
command_map
|> TransactionCommandMap.to_map()
|> Map.put(:instance_id, instance_id)
|> Mts action, source system identifier,
source-specific identifier, and instance ID. The returned command includes preloaded
associations for command_queue_item, account, and transaction with its entries.
Parameters
	action: The command action atom (e.g., :create_transaction, :create_account)
	source: The source system identifier (e.g., "accounting_system", "api")
	source_idempk: The source-specific identifier (e.g., "invoice_123", "tx_456")
	instance_id: The instance UUID that groups related events

Returns
	Command.t() | nil: The found command with preloaded associations, or nil if not found


Preloaded Associations
The returned command includes:
	:command_queue_item - Processing status and retry information
	:account - Associated account (for account-related events)
	transaction: [entries: :account] - Transaction with its entries and accounts


  



  
    
      
    
    
      get_create_transaction_command_transaction(command)



        
          
        

    

  


  

      

          @spec get_create_transaction_command_transaction(DoubleEntryLedger.Command.t()) ::
  {:ok, {DoubleEntryLedger.Transaction.t(), DoubleEntryLedger.Command.t()}}
  | {:error | :pending_error, String.t(), DoubleEntryLedger.Command.t() | nil}


      


Gets the transaction associated with a create-transaction command.
This function finds the original create transaction command corresponding to an update command
and returns its associated transaction. Used primarily when processing update events
to locate the original transaction to modify.
Parameters
	update_command - A Command struct containing source, source_idempk, and instance_id

Returns
	{:ok, {Transaction.t(), Command.t()}} - The transaction and create command if found and processed
	Raises UpdateCommandError if the create command doesn't exist or isn't processed


  



  
    
      
    
    
      transaction_events_for_account_query(account_id)



        
          
        

    

  


  

      

          @spec transaction_events_for_account_query(Ecto.UUID.t()) :: Ecto.Query.t()


      



  


        

      


  

    
DoubleEntryLedger.Apis.CommandApi 
    



      
Public boundary for submitting ledger commands.
All requests are regular Elixir maps (typically with string keys coming from JSON) that
describe which action to run, which instance to target, and the payload for either account
or transaction work. The common wire format looks like:
%{
  "instance_address" => String.t(),
  "action" => "create_transaction" | "update_transaction" | "create_account" | "update_account",
  "source" => String.t(),
  "source_idempk" => String.t(),
  "update_idempk" => String.t() | nil,
  "update_source" => String.t() | nil,
  "payload" => map()
}
Use create_from_params/1 to enqueue commands for asynchronous processing or
process_from_params/2 to run the full worker pipeline synchronously.

      


      
        Summary


  
    Types
  


    
      
        command_params()

      


    


    
      
        logable()

      


    


    
      
        on_error()

      


    





  
    Functions
  


    
      
        create_from_params(command_params)

      


        Creates an immutable Command from external params and queues it for background processing.



    


    
      
        error(message, logable, changeset)

      


    


    
      
        info(message, logable, schema)

      


    


    
      
        process_from_params(command_params, opts \\ [])

      


        Validates the params and runs the command worker immediately.



    


    
      
        warn(message, logable)

      


    


    
      
        warn(message, logable, changeset)

      


    





      


      
        Types


        


  
    
      
    
    
      command_params()



        
          
        

    

  


  

      

          @type command_params() :: %{required(String.t()) => term()}


      



  



  
    
      
    
    
      logable()



        
          
        

    

  


  

      

          @type logable() ::
  DoubleEntryLedger.Command.t()
  | DoubleEntryLedger.Command.AccountCommandMap.t()
  | DoubleEntryLedger.Command.TransactionCommandMap.t()
  | map()


      



  



  
    
      
    
    
      on_error()



        
          
        

    

  


  

      

          @type on_error() :: :retry | :fail


      



  


        

      

      
        Functions


        


  
    
      
    
    
      create_from_params(command_params)



        
          
        

    

  


  

      

          @spec create_from_params(command_params()) ::
  {:ok, DoubleEntryLedger.Command.t()}
  | {:error,
     Ecto.Changeset.t(
       DoubleEntryLedger.Command.AccountCommandMap.t()
       | DoubleEntryLedger.Command.TransactionCommandMap.t()
     )
     | :instance_not_found
     | :action_not_supported}


      


Creates an immutable Command from external params and queues it for background processing.
This function validates the payload using the appropriate AccountCommandMap or
TransactionCommandMap, resolves the instance, and persists a Command with an attached
CommandQueueItem in the :pending state. InstanceMonitor will later claim and process
the command; callers only need to inspect the returned struct to track progress.
Parameters
	command_params: Map containing string keys for "instance_address", "action",
idempotency keys, and the "payload".

Returns
	{:ok, command}: On success with the queued command (status :pending)
	{:error, changeset}: When the payload could not be cast into a command map
	{:error, :instance_not_found | :action_not_supported}: When the instance or action is invalid


Examples
iex> {:ok, instance} = InstanceStore.create(%{address: "Sample:Instance"})
iex> account_data = %{address: "Cash:Account", type: :asset, currency: :USD, instance_address: instance.address}
iex> {:ok, event} = CommandApi.create_from_params(%{
...>   "instance_address" => instance.address,
...>   "action" => "create_account",
...>   "source" => "frontend",
...>   "source_idempk" => "unique_id_123",
...>   "payload" => account_data
...> })
iex> event.command_queue_item.status
:pending
iex> {:error, %Ecto.Changeset{data: %AccountCommandMap{}}= changeset} = CommandApi.create_from_params(%{
...>   "instance_address" => instance.address,
...>   "action" => "create_account",
...>   "source" => "frontend",
...>   "source_idempk" => "unique_id_124",
...>   "payload" => %{}
...> })
iex> changeset.valid?
false

iex> CommandApi.create_from_params(%{"action" => "unsupported"})
iex> {:error, :action_not_supported}

  



  
    
      
    
    
      error(message, logable, changeset)



        
          
        

    

  


  

      

          @spec error(String.t(), logable(), any()) :: {:ok, String.t()}
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          @spec info(String.t(), logable(), any()) :: {:ok, String.t()}


      



  



    

  
    
      
    
    
      process_from_params(command_params, opts \\ [])



        
          
        

    

  


  

      

          @spec process_from_params(command_params(), [{:on_error, on_error()}]) ::
  DoubleEntryLedger.Workers.CommandWorker.success_tuple()
  | DoubleEntryLedger.Workers.CommandWorker.error_tuple()


      


Validates the params and runs the command worker immediately.
Transaction actions ("create_transaction" / "update_transaction") support retries;
pass [on_error: :fail] to surface validation errors without storing the command when you
want the caller to handle failures directly. Account actions run through the same worker
stack but currently skip retries and only support the no-save-on-error path.
Parameters
	command_params: Map describing the action, instance, idempotency keys, and payload.
	opts: Keyword list (currently on_error: :retry | :fail for transaction commands).


Returns
	{:ok, transaction | account, command} on success with the created/updated projection.

	{:error, command} when the worker persisted an error state (queued for retry).
	{:error, changeset} when payload validation fails.
	{:error, reason} for other failures (e.g., :action_not_supported).

Examples
iex> {:ok, instance} = InstanceStore.create(%{address: "Sample:Instance"})
iex> account_data = %{address: "Cash:Account", type: :asset, currency: :USD}
iex> {:ok, asset_account} = AccountStore.create(instance.address, account_data, "unique_id_123")
iex> {:ok, liability_account} = AccountStore.create(instance.address, %{account_data | address: "Liability:Account", type: :liability}, "unique_id_456")
iex> {:ok, transaction, event} = CommandApi.process_from_params(%{
...>   "instance_address" => instance.address,
...>   "action" => "create_transaction",
...>   "source" => "frontend",
...>   "source_idempk" => "unique_id_123",
...>   "payload" => %{
...>     status: :posted,
...>     entries: [
...>       %{account_address: asset_account.address, amount: 100, currency: :USD},
...>       %{account_address: liability_account.address, amount: 100, currency: :USD}
...>     ]
...>   }
...> })
iex> trx =  (event |> Repo.preload(:transaction)).transaction
iex> trx.id == transaction.id
true

iex> {:ok, instance} = InstanceStore.create(%{address: "Sample:Instance"})
iex> {:ok, _account, _event} = CommandApi.process_from_params(%{
...>   "instance_address" => instance.address,
...>   "action" => "create_account",
...>   "source" => "frontend",
...>   "source_idempk" => "unique_id_123",
...>   "payload" => %{
...>     type: :asset,
...>     address: "asset:owner:1",
...>     currency: :EUR
...>   }
...> }, [on_error: :fail])

iex> CommandApi.process_from_params(%{"action" => "unsupported"})
iex> {:error, :action_not_supported}
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          @spec warn(String.t(), logable()) :: {:ok, String.t()}


      



  



  
    
      
    
    
      warn(message, logable, changeset)



        
          
        

    

  


  

      

          @spec warn(String.t(), logable(), any()) :: {:ok, String.t()}


      



  


        

      


  

    
DoubleEntryLedger.Workers.CommandWorker 
    



      
Main command processing orchestrator for the Double Entry Ledger system.
This module serves as the primary interface for processing accounting commands that create
and update double-entry ledger transactions and accounts. It coordinates between different
processing strategies and delegates to specialized handler modules based on command types
and actions.
Processing Strategies
The CommandWorker supports multiple processing approaches:
	New Command Maps (process_new_command/1) - Direct processing of command maps from external systems. Command is saved for retry later if it fails.
	No-Save-On-Error (process_new_command_no_save_on_error/1) -Events Processing as above without saving the Command when processing fails.
	Stored Commands (process_command_with_id/2) - Processing commands already in the database using atomic claiming

Supported Command Types and Actions
TransactionCommandMap
	:create_transaction - Creates new double-entry transactions with balanced entries
	:update_transaction - Updates pending transactions only

AccountCommandMap
	:create_account - Creates new ledger accounts with specified types and currencies
	:update_account - Updates existing account properties

Command Processing Flow
Direct processing of command maps
External System → CommandMap → CommandWorker → Specialized Handler → Transaction/Account
                                  ↓
                                Command → CommandQueueItem → Final State
                                              ↓
                                          Retryable State
Stored command
EventQueue → Command → CommandWorker → Specialized Handler → Transaction/Account
                        ↓
                    CommandQueueItem → Final State
                        ↓
                     Retryable State
CommandQueueItem State Management
Commands are tracked through CommandQueueItem records that maintain processing state:
Status Lifecycle
	:pending → :processing → :processed (success path)
	:pending → :processing → :failed (retryable error)
	:pending → :processing → :occ_timeout (optimistic concurrency timeout)
	:pending → :processing → :dead_letter (permanent failure)

State Descriptions
	:pending - Ready for processing, can be claimed
	:processing - Currently being processed by a worker
	:processed - Successfully completed
	:failed - Failed but can be retried (temporary error)
	:occ_timeout - Failed due to optimistic concurrency timeout, will be retried
	:dead_letter - Permanently failed after exhausting retries

Error Handling Strategies
	Standard Processing: Errors update CommandQueueItem status and error details for retry logic
	No-Save-On-Error: Validation errors return changesets without Command and CommandQueueItem persistence
	Command Claiming: Uses optimistic locking on CommandQueueItem to prevent concurrent processing
	Retry Logic: Failed commands can be automatically retried based on CommandQueueItem configuration

Handler Modules
The CommandWorker delegates to specialized handlers in the DoubleEntryLedger.Workers.CommandWorker namespace:
	CreateTransactionCommandMap - New transaction creation from command maps
	UpdateTransactionCommandMap - Transaction updates from command maps
	CreateTransactionCommand - Transaction creation from stored commands
	UpdateTransactionCommand - Transaction updates from stored commands
	CreateTransactionCommandMapNoSaveOnError - Transaction creation without error persistence
	UpdateTransactionCommandMapNoSaveOnError - Transaction updates without error persistence
	CreateAccountCommandMapNoSaveOnError - Account creation without error persistence
	UpdateAccountCommandMapNoSaveOnError - Account updates without error persistence

Examples
# Process a new transaction command
command_map = %TransactionCommandMap{
  action: :create_transaction,
  instance_id: instance_id,
  source: "payment_system",
  source_idempk: "txn_123",
  payload: %{
    status: :pending,
    entries: [
      %{account_id: cash_account.id, amount: 100, currency: "USD"},
      %{account_id: revenue_account.id, amount: -100, currency: "USD"}
    ]
  }
}

{:ok, transaction, event} = CommandWorker.process_new_command(command_map)
# event.command_queue_item.status == :processed

# Process an existing command by ID
{:ok, transaction, event} = CommandWorker.process_command_with_id(event_uuid)

# Process without saving errors to CommandQueueItem
{:ok, transaction, event} = CommandWorker.process_new_command_no_save_on_error(command_map)
Architecture Notes
	All processing maintains ACID properties through database transactions
	Commands are claimed atomically via CommandQueueItem to prevent duplicate processing
	Double-entry rules are enforced: debits must equal credits
	Processing is idempotent based on source identifiers
	Retry logic and error tracking handled through CommandQueueItem state management
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        Error result from command processing operations.
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        Success result from command processing operations.
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        process_command_with_id(uuid, processor_id \\ "manual")

      


        Retrieves and processes an existing event by its UUID using atomic CommandQueueItem claiming.



    


    
      
        process_new_command(command_map)

      


        Processes a new event map by dispatching to the appropriate specialized handler.



    


    
      
        process_new_command_no_save_on_error(command_map)

      


        Processes an event map without persisting processing errors to the CommandQueueItem.
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          @type error_tuple() ::
  {:error,
   DoubleEntryLedger.Command.t() | Ecto.Changeset.t() | String.t() | atom()}


      


Error result from command processing operations.
Represents various failure modes that can occur during command processing. The error
content provides context about what went wrong and can be used for debugging,
retry logic, or user feedback.
Error Types
	Command.t() - Processing failed after the command was created/updated. The Command's
CommandQueueItem will have status :failed, :occ_timeout, or :dead_letter based
on the error type and retry configuration
	Changeset.t() - Validation failed with detailed field-level error information
	String.t() - General error with a descriptive message
	atom() - Specific error codes like :command_not_found or :action_not_supported

CommandQueueItem Error States
When processing fails with an Command error, the CommandQueueItem may have:
	status: :failed - Temporary failure, will be retried
	status: :occ_timeout - Optimistic concurrency timeout, will be retried
	status: :dead_letter - Permanent failure after exhausting retries
	errors: [%{...}] - Array of error details with timestamps
	next_retry_after: DateTime - When the next retry attempt should occur (for :failed status)

Examples
{:error, %Command{command_queue_item: %{status: :failed, errors: [%{message: "Insufficient balance"}]}}}
{:error, %Changeset{errors: [amount: {"must be positive", []}]}}
{:error, "Database connection failed"}
{:error, :action_not_supported}
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          @type success_tuple() ::
  {:ok, DoubleEntryLedger.Transaction.t() | DoubleEntryLedger.Account.t(),
   DoubleEntryLedger.Command.t()}


      


Success result from command processing operations.
Contains the created or updated domain entity (Transaction or Account) along with
the final Command record that tracks the processing state. The associated CommandQueueItem
will have status :processed upon successful completion.
Fields
	First element: The created/updated domain entity (Transaction.t() or Account.t())
	Second element: The Command.t() record with processing metadata and associated CommandQueueItem

CommandQueueItem State on Success
Upon success, the Command's CommandQueueItem will have:
	status: :processed - Indicates successful completion
	processing_completed_at: DateTime - Timestamp of completion
	processor_id: String - Identifier of the processing system
	errors: [] - No error information

Examples
{:ok, %Transaction{id: "123", status: :pending},
     %Command{command_queue_item: %{status: :processed, processing_completed_at: ~U[...]}}}

{:ok, %Account{name: "Cash"},
     %Command{command_queue_item: %{status: :processed, processor_id: "api_worker"}}}
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          @spec process_command_with_id(Ecto.UUID.t(), String.t()) ::
  success_tuple() | error_tuple()


      


Retrieves and processes an existing event by its UUID using atomic CommandQueueItem claiming.
This function enables processing of events that were previously stored in the database
but not yet processed. It implements an atomic claim-and-process pattern through the
CommandQueueItem to ensure that only one processor can work on an event at a time,
preventing race conditions and duplicate processing in concurrent environments.
CommandQueueItem Claiming Process
	Atomic Claim - Updates CommandQueueItem status from :pending or claimable error states to :processing
	Processor Assignment - Records processor_id and processing_started_at timestamp in CommandQueueItem
	Optimistic Locking - Uses processor_version for concurrent update protection
	Processing - Delegates to appropriate handler based on action
	Completion - Updates CommandQueueItem status to :processed or appropriate error state

Use Cases
	Retry Processing - Reprocess events that failed previously (CommandQueueItem status :failed or :occ_timeout)
	Manual Processing - Admin tools for processing specific events
	Batch Processing - Process queued events in background jobs
	Command Replay - Reprocess events for audit or recovery scenarios

Parameters
	uuid - String UUID of the event to process
	processor_id - Optional identifier for the processor (defaults to "manual")
Recorded in CommandQueueItem for tracking which system/user initiated the processing

Returns
	success_tuple() - Command was claimed and processed successfully, CommandQueueItem status :processed
	{:error, :event_not_found} - No event exists with the provided UUID
	{:error, :event_already_claimed} - Another processor is already working on this event (CommandQueueItem status :processing)
	{:error, :event_not_claimable} - Command is in a non-processable state (e.g., already :processed)
	error_tuple() - Processing failed after successful claim, CommandQueueItem updated to appropriate error state

CommandQueueItem States and Claimability
	CommandQueueItem Status	Claimable?	Description
	:pending	✓	Ready for initial processing
	:failed	✓	Failed previously, can be retried (if retry window passed)
	:occ_timeout	✓	Failed due to optimistic concurrency, can be retried
	:processing	✗	Currently being processed by another worker
	:processed	✗	Successfully completed
	:dead_letter	✗	Permanently failed after exhausting retries

Examples
# Process a pending event
{:ok, transaction, event} = CommandWorker.process_command_with_id("550e8400-e29b-41d4-a716-446655440000")
event.command_queue_item.status
:processed
event.command_queue_item.processor_id
"manual"

# Attempt to process non-existent event
CommandWorker.process_command_with_id("00000000-0000-0000-0000-000000000000")
{:error, :event_not_found}

# Process with custom processor ID
{:ok, _, event} = CommandWorker.process_command_with_id(event_uuid, "background_job_1")
event.command_queue_item.processor_id
"background_job_1"

# Command already being processed
Task.async(fn -> CommandWorker.process_command_with_id(uuid, "proc_1") end)
CommandWorker.process_command_with_id(uuid, "proc_2")
{:error, :event_already_claimed}

# Retry a failed event
{:ok, _, event} = CommandWorker.process_command_with_id(failed_event_uuid)
event.command_queue_item.status
:processed
event.command_queue_item.retry_count
2
Concurrency Safety
The claiming mechanism uses database-level optimistic locking on CommandQueueItem to ensure atomicity:
This prevents race conditions even with multiple concurrent processors.
Monitoring and Debugging
The processor_id and timing fields in CommandQueueItem help with operational monitoring:
	Track which systems are processing events (processor_id)
	Debug stuck or slow processing jobs through CommandQueueItem queries
	Implement processor-specific retry logic (retry_count, occ_retry_count)
	Generate processing performance metrics from CommandQueueItem timestamps
	Monitor error patterns through the errors array


  



  
    
      
    
    
      process_new_command(command_map)



        
          
        

    

  


  

      

          @spec process_new_command(DoubleEntryLedger.Command.TransactionCommandMap.t()) ::
  success_tuple() | error_tuple()


      


Processes a new event map by dispatching to the appropriate specialized handler.
This is the primary entry point for processing events received from external systems.
The function examines the event map's action and type to route it to the correct
processing module. Each handler is responsible for validation, transformation, and
persistence of the event and its resulting domain entities.
Command Processing Flow
	Command Creation - Creates Command record and associated CommandQueueItem with status :pending
	Status Update - Updates CommandQueueItem to :processing during processing
	Validation - Ensures event map structure and data integrity
	Transformation - Converts event data into domain entities
	Persistence - Saves entities and updates CommandQueueItem to :processed
	Error Handling - Updates CommandQueueItem to appropriate error status (:failed, :occ_timeout, :dead_letter)

Parameters
	command_map - A validated event map struct with the following key fields:	:action - The operation type (:create_transaction, :update_transaction, :create_account, :update_account)
	:instance_id - UUID of the ledger instance
	:source - External system identifier
	:source_idempk - Idempotency key from source system
	:payload - Command-specific data for processing



Returns
	success_tuple() - Processing succeeded, returns the created entity and event with CommandQueueItem status :processed
	error_tuple() - Processing failed, returns error details and CommandQueueItem in appropriate error state

Supported Actions
Transaction Events
	:create_transaction - Creates new double-entry transactions with balanced entries
	:update_transaction - Modifies existing transactions (status, metadata, etc.)

Account Events
	:create_account - Creates new ledger accounts with specified types and currencies
	:update_account - Updates existing account properties

Examples
# Create a new transaction
iex> alias DoubleEntryLedger.Stores.AccountStore
iex> alias DoubleEntryLedger.Stores.InstanceStore
iex> alias DoubleEntryLedger.Command.{TransactionCommandMap, TransactionData}
iex> {:ok, instance} = InstanceStore.create(%{address: "instance1"})
iex> {:ok, revenue_account} = AccountStore.create(instance.address, %{address: "account:revenue", type: :liability, currency: :USD}, "unique_id_123")
iex> {:ok, cash_account} = AccountStore.create(instance.address, %{address: "account:cash", type: :asset, currency: :USD}, "unique_id_456")
iex> command_map = %TransactionCommandMap{
...>   action: :create_transaction,
...>   instance_address: instance.address,
...>   source: "payment_api",
...>   source_idempk: "payment_123",
...>   payload: %TransactionData{
...>     status: :pending,
...>     entries: [
...>       %{account_address: cash_account.address, amount: 100, currency: "USD"},
...>       %{account_address: revenue_account.address, amount: 100, currency: "USD"}
...>     ]
...>   }
...> }
iex> {:ok, transaction, event} = CommandWorker.process_new_command(command_map)
iex> { transaction.status, event.command_queue_item.status }
{:pending, :processed}

# Unsupported action
iex> invalid_map = %TransactionCommandMap{action: :delete_transaction}
iex> CommandWorker.process_new_command(invalid_map)
{:error, :action_not_supported}
Error Scenarios
# Validation failure (returns changeset)
{:error, %Changeset{errors: [amount: {"must be positive", []}]}}

# Business rule violation (returns event with error in CommandQueueItem)
{:error, %Command{command_queue_item: %{status: :failed, errors: [%{message: "Debit and credit amounts must balance"}]}}}

# Optimistic concurrency timeout
{:error, %Command{command_queue_item: %{status: :occ_timeout, next_retry_after: ~U[...]}}}

# System error
{:error, "Database connection timeout"}
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          @spec process_new_command_no_save_on_error(em) ::
  success_tuple() | {:error, Ecto.Changeset.t(em) | String.t()}
when em:
       DoubleEntryLedger.Command.TransactionCommandMap.t()
       | DoubleEntryLedger.Command.AccountCommandMap.t()


      


Processes an event map without persisting processing errors to the CommandQueueItem.
This function provides an alternative processing strategy for scenarios where you want
to validate and process events but avoid storing error states in the CommandQueueItem records.
This is useful for:
	Validation Testing - Check if an event would process successfully without side effects
	Batch Processing - Process multiple events and handle errors in memory
	Preview Mode - Show users what would happen without committing changes
	Error Recovery - Retry processing without accumulating error history in CommandQueueItem

Key Differences from Standard Processing
	Error Persistence: Validation errors return changesets instead of creating CommandQueueItem error records
	Rollback Behavior: Failed processing leaves no database traces
	Performance: Slightly faster due to reduced database writes on errors
	State Management: No CommandQueueItem status transitions for validation failures

CommandQueueItem Behavior
	Success: CommandQueueItem created with status :processed (same as standard processing)
	Validation Errors: No CommandQueueItem created, changeset returned directly
	System Errors: No CommandQueueItem error state persisted

Parameters
	command_map - A TransactionCommandMap struct with action and payload data

Returns
	success_tuple() - Processing succeeded, entity and event are created normally with CommandQueueItem status :processed
	error_tuple() - Processing failed, returns validation changeset or error atom without CommandQueueItem persistence

Examples
iex> # Valid event processes successfully
iex> alias DoubleEntryLedger.Stores.AccountStore
iex> alias DoubleEntryLedger.Stores.InstanceStore
iex> alias DoubleEntryLedger.Command.{TransactionCommandMap, TransactionData}
iex> {:ok, instance} = InstanceStore.create(%{address: "Sample:Instance"})
iex> {:ok, revenue_account} = AccountStore.create(instance.address, %{address: "account:revenue", type: :liability, currency: :USD}, "unique_id_123")
iex> {:ok, cash_account} = AccountStore.create(instance.address, %{address: "account:cash", type: :asset, currency: :USD}, "unique_id_456")
iex> valid_event = %TransactionCommandMap{action: :create_transaction,
...>   instance_address: instance.address,
...>   source: "admin_panel",
...>   source_idempk: "acc_create_456",
...>   payload: %TransactionData{
...>      status: :pending,
...>      entries: [
...>        %{account_address: revenue_account.address, amount: 100, currency: :USD},
...>        %{account_address: cash_account.address, amount: 100, currency: :USD}
...>      ]
...>   }}
iex> {:ok, _transaction, event} = CommandWorker.process_new_command_no_save_on_error(valid_event)
iex> event.command_queue_item.status
:processed

# Create a new account
iex> alias DoubleEntryLedger.Command.{AccountCommandMap, AccountData}
iex> {:ok, instance} = DoubleEntryLedger.Stores.InstanceStore.create(%{address: "Sample:Instance"})
iex> command_map = %AccountCommandMap{
...>   action: :create_account,
...>   instance_address: instance.address,
...>   source: "admin_panel",
...>   payload: %AccountData{
...>     name: "Petty Cash",
...>     address: "account:petty_cash",
...>     type: :asset,
...>     currency: "USD"
...>   }
...> }
iex> {:ok, account, event} = CommandWorker.process_new_command_no_save_on_error(command_map)
iex> account.name
"Petty Cash"
iex> event.command_queue_item.status
:processed

iex> # Unsupported action
iex> unsupported = %TransactionCommandMap{action: :invalid_action}
iex> CommandWorker.process_new_command_no_save_on_error(unsupported)
{:error, :action_not_supported}
Use Cases
# Validate before committing to standard processing
case CommandWorker.process_new_command_no_save_on_error(command_map) do
  {:ok, _, _} ->
    # Safe to process normally
    CommandWorker.process_new_command(command_map)
  {:error, changeset} ->
    # Handle validation errors without CommandQueueItem pollution
    {:error, format_validation_errors(changeset)}
end
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Response handler for account-related event processing operations.
This module provides standardized response handling for AccountCommandMap processing
operations, including success and error scenarios. It handles the translation of
database transaction results into appropriate response formats and performs
comprehensive logging for audit and debugging purposes.
Key Features
	Response Translation: Converts Ecto.Multi transaction results into standardized responses
	Error Mapping: Maps validation errors from Events and Accounts back to AccountCommandMap changesets
	Comprehensive Logging: Provides detailed logging for success and failure scenarios
	Changeset Propagation: Ensures validation errors are properly propagated to calling code

Usage
This module is typically used by CommandWorker modules that process AccountCommandMap
structures, providing a consistent interface for handling transaction results.
Error Handling
The module handles several types of errors:
	Command validation errors (mapped to event-level changeset errors)
	Account validation errors (mapped to payload-level changeset errors)
	Multi step failures (logged and returned as string errors)


      


      
        Summary


  
    Types
  


    
      
        error_response()

      


        Error response containing either a changeset with validation errors or a string error message.



    


    
      
        logable()

      


    


    
      
        response()

      


        Complete response type for event processing operations.



    


    
      
        success_tuple()

      


        Success response tuple containing the processed account and associated event.



    





  
    Functions
  


    
      
        default_response_handler(response, command_map)

      


        Handles responses from account event processing operations.
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          @type error_response() ::
  {:error,
   Ecto.Changeset.t(DoubleEntryLedger.Command.AccountCommandMap.t())
   | String.t()}


      


Error response containing either a changeset with validation errors or a string error message.
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          @type logable() ::
  DoubleEntryLedger.Command.t()
  | DoubleEntryLedger.Command.AccountCommandMap.t()
  | DoubleEntryLedger.Command.TransactionCommandMap.t()
  | map()
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          @type response() :: success_tuple() | error_response()


      


Complete response type for event processing operations.
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          @type success_tuple() ::
  {:ok, DoubleEntryLedger.Account.t(), DoubleEntryLedger.Command.t()}


      


Success response tuple containing the processed account and associated event.
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          @spec default_response_handler(
  {:ok,
   %{
     account: DoubleEntryLedger.Account.t(),
     event_success: DoubleEntryLedger.Command.t()
   }}
  | {:error, :atom, any(), map()},
  DoubleEntryLedger.Command.AccountCommandMap.t()
) :: response()


      


Handles responses from account event processing operations.
This function processes the results of Ecto.Multi transactions for account operations,
providing standardized response formatting, error handling, and logging. It translates
database transaction results into appropriate response formats for client consumption.
Parameters
	response - The result from an Ecto.Multi transaction (success or error tuple)
	command_map - The original AccountCommandMap that was being processed
	module_name - String identifier of the calling module for logging purposes

Returns
	{:ok, Account.t(), Command.t()} - Success with the created/updated account and event
	{:error, Changeset.t(AccountCommandMap.t())} - Validation error with changeset
	{:error, String.t()} - System error with descriptive message

Error Handling
	:new_command errors: Command validation failures mapped to event-level changeset errors
	:account errors: Account validation failures mapped to payload-level changeset errors
	Other step failures: Logged and returned as descriptive string errors

Examples
iex> account = %Account{}
iex> event = %Command{command_queue_item: %{status: :processed}, command_map: %{}}
iex> response = {:ok, %{account: account, event_success: event}}
iex> {:ok, ^account, ^event} = AccountCommandMapResponseHandler.default_response_handler(response, %AccountCommandMap{})

iex> changeset = %Ecto.Changeset{}
iex> response = {:error, :account, changeset, %{}}
iex> command_map = %AccountCommandMap{payload: %AccountData{}}
iex> {:error, %Ecto.Changeset{} = _changeset} = AccountCommandMapResponseHandler.default_response_handler(response, command_map)
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          @spec error(String.t(), logable(), any()) :: {:ok, String.t()}


      



  



  
    
      
    
    
      info(message, logable, schema)



        
          
        

    

  


  

      

          @spec info(String.t(), logable(), any()) :: {:ok, String.t()}


      



  



  
    
      
    
    
      warn(message, logable)



        
          
        

    

  


  

      

          @spec warn(String.t(), logable()) :: {:ok, String.t()}


      



  



  
    
      
    
    
      warn(message, logable, changeset)



        
          
        

    

  


  

      

          @spec warn(String.t(), logable(), any()) :: {:ok, String.t()}


      



  


        

      


  

    
DoubleEntryLedger.Workers.CommandWorker.AccountCommandResponseHandler 
    



      
Response handler for account-related event processing operations.
This module provides standardized response handling for Command processing
operations, including success and error scenarios. It handles the translation of
database transaction results into appropriate response formats and performs
comprehensive logging for audit and debugging purposes.
Key Features
	Response Translation: Converts Ecto.Multi transaction results into standardized responses
	Error Mapping: Maps validation errors from Events and Accounts back to AccountCommandMap changesets
	Comprehensive Logging: Provides detailed logging for success and failure scenarios

Usage
This module is typically used by CommandWorker modules that process Command
structures, providing a consistent interface for handling transaction results.
Error Handling
The module handles several types of errors:
	Command validation errors (mapped to event-level changeset errors)
	Account validation errors (mapped to payload-level changeset errors)
	Multi step failures (logged and returned as string errors)


      


      
        Summary


  
    Types
  


    
      
        error_response()

      


        Error response containing either a changeset with validation errors or a string error message.



    


    
      
        logable()

      


    


    
      
        response()

      


        Complete response type for event processing operations.



    


    
      
        success_tuple()

      


        Success response tuple containing the processed account and associated event.



    





  
    Functions
  


    
      
        default_response_handler(response, event)

      


        Handles responses from account event processing operations.



    


    
      
        error(message, logable, changeset)

      


    


    
      
        info(message, logable, schema)

      


    


    
      
        warn(message, logable)

      


    


    
      
        warn(message, logable, changeset)

      


    





      


      
        Types


        


  
    
      
    
    
      error_response()



        
          
        

    

  


  

      

          @type error_response() ::
  {:error,
   DoubleEntryLedger.Command.t()
   | Ecto.Changeset.t(DoubleEntryLedger.Command.t())}


      


Error response containing either a changeset with validation errors or a string error message.

  



  
    
      
    
    
      logable()



        
          
        

    

  


  

      

          @type logable() ::
  DoubleEntryLedger.Command.t()
  | DoubleEntryLedger.Command.AccountCommandMap.t()
  | DoubleEntryLedger.Command.TransactionCommandMap.t()
  | map()


      



  



  
    
      
    
    
      response()



        
          
        

    

  


  

      

          @type response() :: success_tuple() | error_response()


      


Complete response type for event processing operations.

  



  
    
      
    
    
      success_tuple()



        
          
        

    

  


  

      

          @type success_tuple() ::
  {:ok, DoubleEntryLedger.Account.t(), DoubleEntryLedger.Command.t()}


      


Success response tuple containing the processed account and associated event.

  


        

      

      
        Functions


        


  
    
      
    
    
      default_response_handler(response, event)



        
          
        

    

  


  

      

          @spec default_response_handler(
  {:ok,
   %{
     account: DoubleEntryLedger.Account.t(),
     event_success: DoubleEntryLedger.Command.t()
   }}
  | {:error, :atom, any(), map()},
  DoubleEntryLedger.Command.t()
) :: response()


      


Handles responses from account event processing operations.

  



  
    
      
    
    
      error(message, logable, changeset)



        
          
        

    

  


  

      

          @spec error(String.t(), logable(), any()) :: {:ok, String.t()}


      



  



  
    
      
    
    
      info(message, logable, schema)



        
          
        

    

  


  

      

          @spec info(String.t(), logable(), any()) :: {:ok, String.t()}


      



  



  
    
      
    
    
      warn(message, logable)



        
          
        

    

  


  

      

          @spec warn(String.t(), logable()) :: {:ok, String.t()}


      



  



  
    
      
    
    
      warn(message, logable, changeset)



        
          
        

    

  


  

      

          @spec warn(String.t(), logable(), any()) :: {:ok, String.t()}


      



  


        

      


  

    
DoubleEntryLedger.Workers.CommandWorker.CreateAccountCommand 
    



      
 Processes :create_account actions

      


      
        Summary


  
    Types
  


    
      
        logable()

      


    





  
    Functions
  


    
      
        error(message, logable, changeset)

      


    


    
      
        info(message, logable, schema)

      


    


    
      
        process(event)

      


    


    
      
        warn(message, logable)

      


    


    
      
        warn(message, logable, changeset)

      


    





      


      
        Types


        


  
    
      
    
    
      logable()



        
          
        

    

  


  

      

          @type logable() ::
  DoubleEntryLedger.Command.t()
  | DoubleEntryLedger.Command.AccountCommandMap.t()
  | DoubleEntryLedger.Command.TransactionCommandMap.t()
  | map()


      



  


        

      

      
        Functions


        


  
    
      
    
    
      error(message, logable, changeset)



        
          
        

    

  


  

      

          @spec error(String.t(), logable(), any()) :: {:ok, String.t()}


      



  



  
    
      
    
    
      info(message, logable, schema)



        
          
        

    

  


  

      

          @spec info(String.t(), logable(), any()) :: {:ok, String.t()}


      



  



  
    
      
    
    
      process(event)



        
          
        

    

  


  

      

          @spec process(DoubleEntryLedger.Command.t()) ::
  DoubleEntryLedger.Workers.CommandWorker.AccountCommandResponseHandler.response()


      



  



  
    
      
    
    
      warn(message, logable)



        
          
        

    

  


  

      

          @spec warn(String.t(), logable()) :: {:ok, String.t()}


      



  



  
    
      
    
    
      warn(message, logable, changeset)



        
          
        

    

  


  

      

          @spec warn(String.t(), logable(), any()) :: {:ok, String.t()}


      



  


        

      


  

    
DoubleEntryLedger.Workers.CommandWorker.CreateAccountCommandMapNoSaveOnError 
    



      
Processes AccountCommandMap for creating new accounts in the double-entry ledger system.
This worker handles the creation of accounts based on validated AccountCommandMap data.
It coordinates the creation of both the Command record (for audit trail) and the Account
record (the actual ledger account) within a single database transaction.
Unlike standard command processors, this module does not persist error states to the database.
Instead, it returns validation errors as changesets for client handling, making it suitable
for scenarios where error persistence should be managed externally.
Processing Flow
	Command Creation: Creates a Command record from the AccountCommandMap for audit purposes
	Account Creation: Creates the Account record using the payload data
	Command Completion: Marks the command as processed upon successful account creation
	Linking: Creates a link between the command and the created account for traceability

Error Handling
The module provides detailed error handling and logging:
	Command validation errors are mapped back to AccountCommandMap changesets
	Account validation errors are propagated to the command map payload
	All processing steps are logged with appropriate trace information
	Database transaction ensures atomicity (all-or-nothing)
	Errors are returned as changesets rather than persisted to the database

Key Features
	Transactional Safety: Uses Ecto.Multi for atomic operations
	Error Propagation: Maps validation errors back to appropriate changeset structures
	Audit Trail: Creates command records for all account creation attempts
	Traceability: Links commands to created accounts for audit purposes
	No Error Persistence: Returns error changesets without database persistence

Supported Actions
Currently supports:
	:create_account - Creates a new account from AccountCommandMap payload


      


      
        Summary


  
    Functions
  


    
      
        process(command_map)

      


        Processes an AccountCommandMap to create a new account in the ledger system.



    





      


      
        Functions


        


  
    
      
    
    
      process(command_map)



        
          
        

    

  


  

      

          @spec process(DoubleEntryLedger.Command.AccountCommandMap.t()) ::
  DoubleEntryLedger.Workers.CommandWorker.AccountCommandMapResponseHandler.response()


      


Processes an AccountCommandMap to create a new account in the ledger system.
This function orchestrates the creation of both a Command record (for audit trail)
and an Account record within a single database transaction. Upon successful completion,
the command is marked as processed and linked to the created account.
Parameters
	command_map: AccountCommandMap struct containing validated account creation data.
Must have :create_account action.

Returns
	{:ok, account, command} - Success tuple containing the created Account and Command
	{:error, changeset} - AccountCommandMap changeset with validation errors when
command or account creation fails
	{:error, message} - String error message for unexpected failures

Transaction Steps
	Creates Command record from AccountCommandMap
	Creates Account record from payload data
	Marks Command as processed
	Creates Command-Account link for traceability

Error Mapping
	Command validation errors → AccountCommandMap changeset with command-level errors
	Account validation errors → AccountCommandMap changeset with payload-level errors
	Other failures → String error message with details

Examples
# Successful account creation
iex> {:ok, instance} = InstanceStore.create(%{address: "Main:Instance"})
iex> command_map = %AccountCommandMap{
...>   action: :create_account,
...>   source: "test_suite",
...>   instance_address: instance.address,
...>   payload: %AccountData{
...>     name: "Cash Account",
...>     address: "account:main",
...>     type: :asset,
...>     currency: :USD
...>   }
...> }
iex> {:ok, account, event} = CreateAccountCommandMapNoSaveOnError.process(command_map)
iex> is_struct(account, Account) and account.name == "Cash Account" and is_struct(event, Command) and event.command_queue_item.status == :processed
true

iex> {:ok, instance} = InstanceStore.create(%{address: "Main:Instance"})
iex> invalid_command_map = %AccountCommandMap{
...>   action: :create_account,
...>   source: "test_suite",
...>   instance_address: instance.address,
...>   payload: %AccountData{name: "", type: nil}  # missing required fields
...> }
iex> {:error, changeset} = CreateAccountCommandMapNoSaveOnError.process(invalid_command_map)
iex> changeset.valid?
false

  


        

      


  

    
DoubleEntryLedger.Workers.CommandWorker.CreateTransactionCommand 
    



      
Handles the processing of creation events in the double-entry ledger system.
This module is responsible for transforming event data into ledger transactions
and creating those transactions within the accounting system. It implements
optimistic concurrency control (OCC) to handle potential conflicts when
multiple processes attempt to create transactions simultaneously.
Workflow
	Receives an event with action: :create_transaction
	Transforms the event's transaction data into a valid transaction map
	Attempts to create a transaction in the database
	If successful, marks the event as processed and links it to the created transaction
	If unsuccessful due to concurrency issues, implements retry logic
	If unsuccessful due to other errors, marks the event as failed

Error Handling
The module implements comprehensive error handling with specific error types:
	Transaction map transformation errors
	Database transaction errors
	OCC retry exhaustion errors

Each error is recorded in the event's history for auditability.
Main Functions
	process/2 — Entry point for processing a create event.
	build_transaction/3 — Constructs the Ecto.Multi for transaction creation.
	handle_build_transaction/3 — Adds event update step to the Multi.
	handle_transaction_map_error/3 — Handles errors in transaction map conversion.
	handle_occ_final_timeout/2 — Handles OCC retry exhaustion.


      


      
        Summary


  
    Functions
  


    
      
        build_multi(module, occable_item, repo)

      


        Builds the shared Ecto.Multi pipeline for both success and error flows.



    


    
      
        build_transaction(command, transaction_map, instance_id, repo)

      


        Builds the Ecto.Multi for creating a transaction from an event.



    


    
      
        handle_build_transaction(multi, command, repo)

      


        Adds the step to mark the event as processed after transaction creation.



    


    
      
        handle_occ_final_timeout(command_map, repo)

      


        Handles the case when OCC retries are exhausted.



    


    
      
        handle_transaction_map_error(command_map, error, repo)

      


        Handles errors that occur when converting event data to a transaction map.



    


    
      
        process(command, repo \\ Repo)

      


        Processes a create event by transforming it into a transaction in the ledger.



    


    
      
        process_with_retry(occable_item, repo \\ Repo)

      


        Processes a command with OCC retry logic.



    


    
      
        retry(module, occable_item, error_map, attempts, repo)

      


        Finalizes when retry attempts are exhausted.



    





      


      
        Functions


        


  
    
      
    
    
      build_multi(module, occable_item, repo)



        
          
        

    

  


  

      

          @spec build_multi(module(), DoubleEntryLedger.Occ.Occable.t(), Ecto.Repo.t()) ::
  Ecto.Multi.t()


      


Builds the shared Ecto.Multi pipeline for both success and error flows.
	:transaction_map – converts raw data to a map or returns an error tuple
	merges in either:	handle_transaction_map_error/3 when conversion fails
	build_transaction/4 + handle_build_transaction/3 on success



Parameters
	module - the processor module implementing the callbacks
	occable_item - the Command or TransactionCommandMap being processed
	repo - the Ecto repo to use for DB ops

Returns
	an Ecto.Multi ready for repo.transaction/1


  



  
    
      
    
    
      build_transaction(command, transaction_map, instance_id, repo)



        
          
        

    

  


  

Builds the Ecto.Multi for creating a transaction from an event.
Parameters
	event: The event to process.
	transaction_map: The transaction data map derived from the event.
	repo: The Ecto repository.

Returns
	An Ecto.Multi that inserts the transaction.


  



  
    
      
    
    
      handle_build_transaction(multi, command, repo)



        
          
        

    

  


  

Adds the step to mark the event as processed after transaction creation.
Parameters
	multi: The Ecto.Multi built so far.
	event: The event being processed.
	_repo: The Ecto repository (unused).

Returns
	The updated Ecto.Multi with an :event_success update step.


  



  
    
      
    
    
      handle_occ_final_timeout(command_map, repo)



        
          
        

    

  


  

Handles the case when OCC retries are exhausted.
Delegates to DoubleEntryLedger.Workers.CommandWorker.TransactionCommandResponseHandler.handle_occ_final_timeout/2.
Parameters
	command_map: The event being processed.
	repo: The Ecto repository.

Returns
	An Ecto.Multi that updates the event as dead letter or timed out.


  



  
    
      
    
    
      handle_transaction_map_error(command_map, error, repo)



        
          
        

    

  


  

Handles errors that occur when converting event data to a transaction map.
Delegates to DoubleEntryLedger.Workers.CommandWorker.TransactionCommandResponseHandler.handle_transaction_map_error/3.
Parameters
	command_map: The event being processed.
	error: The error encountered during transaction map conversion.
	repo: The Ecto repository.

Returns
	An Ecto.Multi that updates the event with error information.


  



    

  
    
      
    
    
      process(command, repo \\ Repo)



        
          
        

    

  


  

      

          @spec process(DoubleEntryLedger.Command.t(), Ecto.Repo.t()) ::
  DoubleEntryLedger.Workers.CommandWorker.success_tuple()
  | DoubleEntryLedger.Workers.CommandWorker.error_tuple()


      


Processes a create event by transforming it into a transaction in the ledger.
Takes an event with action: :create_transaction and attempts to transform its data into
a valid transaction. Handles the complete lifecycle of transaction creation,
including optimistic concurrency control, error handling, and event status updates.
Parameters
	event: An Command struct containing the transaction data to be processed.
	repo: (Optional) The Ecto repository to use for database operations, defaults to Repo.

Returns
	{:ok, transaction, event}: When transaction creation succeeds.
	{:error, event}: When processing fails due to OCC timeout.
	{:error, changeset}: When there's a validation error or database error.
	{:error, reason}: When another error occurs, with a reason explaining the failure.


  



    

  
    
      
    
    
      process_with_retry(occable_item, repo \\ Repo)



        
          
        

    

  


  

Processes a command with OCC retry logic.
Converts command data to a transaction map, builds an Ecto.Multi, and
retries on Ecto.StaleEntryError up to the configured maximum.
Parameters
	occable_item: The command or command map to process
	repo: The Ecto repository (defaults to Repo)

Returns
	{:ok, %{transaction: Transaction.t(), event_success: Command.t()}} on success
	{:ok, %{event_failure: Command.t()}} on failure
	Ecto.Multi.failure() on unrecoverable error


  



  
    
      
    
    
      retry(module, occable_item, error_map, attempts, repo)



        
          
        

    

  


  

      

          @spec retry(
  module(),
  DoubleEntryLedger.Occ.Occable.t(),
  DoubleEntryLedger.Command.ErrorMap.t(),
  non_neg_integer(),
  Ecto.Repo.t()
) ::
  {:ok,
   %{
     transaction: DoubleEntryLedger.Transaction.t(),
     event_success: DoubleEntryLedger.Command.t()
   }}
  | {:ok, %{event_failure: DoubleEntryLedger.Command.t()}}
  | Ecto.Multi.failure()


      


Finalizes when retry attempts are exhausted.
Invokes Occable.timed_out/3 to mark the item as timed out, merges in
handle_occ_final_timeout/2, then runs one last transaction.
Parameters
	module - the processor module
	occable_item - the item that timed out
	error_map - the accumulated errors and retry count
	repo - the Ecto repo

Returns
	The result of the final repo.transaction/1


  


        

      


  

    
DoubleEntryLedger.Workers.CommandWorker.CreateTransactionCommandMap 
    



      
Processes TransactionCommandMap structures for atomic creation and update of events and their
associated transactions in the Double Entry Ledger system.
This module implements the Optimistic Concurrency Control (OCC) pattern to ensure
safe concurrent processing of events, providing robust error handling, retry logic,
and transactional guarantees. It supports both creation and update flows for events,
ensuring that all operations are performed atomically and consistently.
Features
	Transaction Processing: Handles both creation and update of transactions based on the event map's action.
	Atomic Operations: Ensures all event and transaction changes are performed in a single database transaction.
	Error Handling: Maps validation and dependency errors to the appropriate changeset or event state.
	Retry Logic: Retries OCC conflicts and schedules retries for dependency errors.
	OCC Integration: Integrates with the OCC processor behavior for safe, idempotent event processing.

Main Functions
	process_map/2 — Entry point for processing event maps with error handling and OCC.
	build_transaction/3 — Constructs Ecto.Multi operations for create or update actions.
	handle_build_transaction/3 — Adds event update or error handling steps to the Multi.

This module ensures that events are processed exactly once, even in high-concurrency
environments, and that all error and retry scenarios are handled transparently.

      


      
        Summary


  
    Types
  


    
      
        logable()

      


    





  
    Functions
  


    
      
        build_multi(module, occable_item, repo)

      


        Builds the shared Ecto.Multi pipeline for both success and error flows.



    


    
      
        build_transaction(command_map, transaction_map, instance_id, repo)

      


        Builds an Ecto.Multi transaction for processing an event map based on its action type.



    


    
      
        error(message, logable, changeset)

      


    


    
      
        handle_build_transaction(multi, command_map, repo)

      


        Adds the step to update the event or handle errors after transaction processing.



    


    
      
        handle_occ_final_timeout(command_map, repo)

      


        Handles the case when OCC retries are exhausted for an event map.



    


    
      
        handle_transaction_map_error(command_map, error, repo)

      


        Handles errors that occur when converting event map data to a transaction map.



    


    
      
        info(message, logable, schema)

      


    


    
      
        process(command_map, repo \\ Repo)

      


        Processes an TransactionCommandMap by creating both an event record and its associated transaction atomically.



    


    
      
        process_with_retry(occable_item, repo \\ Repo)

      


        Processes a command with OCC retry logic.



    


    
      
        retry(module, occable_item, error_map, attempts, repo)

      


        Finalizes when retry attempts are exhausted.



    


    
      
        warn(message, logable)

      


    


    
      
        warn(message, logable, changeset)

      


    





      


      
        Types


        


  
    
      
    
    
      logable()



        
          
        

    

  


  

      

          @type logable() ::
  DoubleEntryLedger.Command.t()
  | DoubleEntryLedger.Command.AccountCommandMap.t()
  | DoubleEntryLedger.Command.TransactionCommandMap.t()
  | map()


      



  


        

      

      
        Functions


        


  
    
      
    
    
      build_multi(module, occable_item, repo)



        
          
        

    

  


  

      

          @spec build_multi(module(), DoubleEntryLedger.Occ.Occable.t(), Ecto.Repo.t()) ::
  Ecto.Multi.t()


      


Builds the shared Ecto.Multi pipeline for both success and error flows.
	:transaction_map – converts raw data to a map or returns an error tuple
	merges in either:	handle_transaction_map_error/3 when conversion fails
	build_transaction/4 + handle_build_transaction/3 on success



Parameters
	module - the processor module implementing the callbacks
	occable_item - the Command or TransactionCommandMap being processed
	repo - the Ecto repo to use for DB ops

Returns
	an Ecto.Multi ready for repo.transaction/1


  



  
    
      
    
    
      build_transaction(command_map, transaction_map, instance_id, repo)



        
          
        

    

  


  

Builds an Ecto.Multi transaction for processing an event map based on its action type.
This function implements the OCC processor behavior and creates the appropriate
transaction operations depending on whether the event is a :create_transaction or :update action.
For :create_transaction actions:
	Inserts a new event with status :pending
	Creates a new transaction in the ledger
	Updates the event to mark it as processed with the transaction ID

For :update actions:
	Inserts a new event with status :pending
	Retrieves the related "create event" transaction
	Updates the existing transaction with new data
	Updates the event to mark it as processed with the transaction ID

Parameters
	command_map: An TransactionCommandMap struct containing the event details and action type.
	transaction_map: A map containing the transaction data to be created or updated.
	repo: The Ecto repository to use for database operations.

Returns
	An Ecto.Multi struct containing the operations to execute within a transaction.


  



  
    
      
    
    
      error(message, logable, changeset)



        
          
        

    

  


  

      

          @spec error(String.t(), logable(), any()) :: {:ok, String.t()}


      



  



  
    
      
    
    
      handle_build_transaction(multi, command_map, repo)



        
          
        

    

  


  

Adds the step to update the event or handle errors after transaction processing.
This function inspects the results of the previous Ecto.Multi steps and determines
the appropriate next action for the event:
	If both the transaction and event creation succeed, the event is marked as processed.
	If the related create event is not yet processed, the event is reverted to pending.
	If the related create event failed, a retry is scheduled for the update event.
	For all other errors, the event is marked as dead letter.

Parameters
	multi: The Ecto.Multi built so far.
	command_map: The event map being processed.
	_repo: The Ecto repository (unused).

Returns
	The updated Ecto.Multi with either an :event_success or :event_failure step.


  



  
    
      
    
    
      handle_occ_final_timeout(command_map, repo)



        
          
        

    

  


  

Handles the case when OCC retries are exhausted for an event map.
Delegates to DoubleEntryLedger.Workers.CommandWorker.TransactionCommandResponseHandler.handle_occ_final_timeout/2.
Parameters
	command_map: The event map being processed.
	repo: The Ecto repository.

Returns
	An Ecto.Multi that updates the event as dead letter or timed out.


  



  
    
      
    
    
      handle_transaction_map_error(command_map, error, repo)



        
          
        

    

  


  

Handles errors that occur when converting event map data to a transaction map.
Delegates to DoubleEntryLedger.Workers.CommandWorker.TransactionCommandResponseHandler.handle_transaction_map_error/3.
Parameters
	command_map: The event map being processed.
	error: The error encountered during transaction map conversion.
	repo: The Ecto repository.

Returns
	An Ecto.Multi that updates the event with error information.


  



  
    
      
    
    
      info(message, logable, schema)



        
          
        

    

  


  

      

          @spec info(String.t(), logable(), any()) :: {:ok, String.t()}


      



  



    

  
    
      
    
    
      process(command_map, repo \\ Repo)



        
          
        

    

  


  

      

          @spec process(
  DoubleEntryLedger.Command.TransactionCommandMap.t(),
  Ecto.Repo.t() | nil
) ::
  DoubleEntryLedger.Workers.CommandWorker.success_tuple()
  | DoubleEntryLedger.Workers.CommandWorker.error_tuple()


      


Processes an TransactionCommandMap by creating both an event record and its associated transaction atomically.
This function is designed for synchronous use, ensuring that both the event and the transaction
are created or updated in one atomic operation. It handles both :create_transaction and :update action types,
with appropriate transaction building logic for each case. The entire operation uses Optimistic
Concurrency Control (OCC) with retry mechanisms to handle concurrent modifications effectively.
Parameters
	command_map: An TransactionCommandMap struct containing all event and transaction data.
	repo: The repository to use for database operations (defaults to Repo).

Returns
	{:ok, transaction, event} on success, where both the transaction and event are created/updated successfully.
	{:error, event} if the transaction processing fails with an OCC or dependency issue:	If there was an OCC timeout, the event will be in the :occ_timeout state and can be retried.
	If this is an update event and the create event is still in pending state, the event will be in the :pending state.


	{:error, changeset} if validation errors occur:	For event validation failures, the TransactionCommandMap changeset will contain event-related errors.
	For transaction validation failures, the TransactionCommandMap changeset will contain mapped transaction errors.


	{:error, reason} for other errors, with a string describing the error and the failing step.


  



    

  
    
      
    
    
      process_with_retry(occable_item, repo \\ Repo)



        
          
        

    

  


  

Processes a command with OCC retry logic.
Converts command data to a transaction map, builds an Ecto.Multi, and
retries on Ecto.StaleEntryError up to the configured maximum.
Parameters
	occable_item: The command or command map to process
	repo: The Ecto repository (defaults to Repo)

Returns
	{:ok, %{transaction: Transaction.t(), event_success: Command.t()}} on success
	{:ok, %{event_failure: Command.t()}} on failure
	Ecto.Multi.failure() on unrecoverable error


  



  
    
      
    
    
      retry(module, occable_item, error_map, attempts, repo)



        
          
        

    

  


  

      

          @spec retry(
  module(),
  DoubleEntryLedger.Occ.Occable.t(),
  DoubleEntryLedger.Command.ErrorMap.t(),
  non_neg_integer(),
  Ecto.Repo.t()
) ::
  {:ok,
   %{
     transaction: DoubleEntryLedger.Transaction.t(),
     event_success: DoubleEntryLedger.Command.t()
   }}
  | {:ok, %{event_failure: DoubleEntryLedger.Command.t()}}
  | Ecto.Multi.failure()


      


Finalizes when retry attempts are exhausted.
Invokes Occable.timed_out/3 to mark the item as timed out, merges in
handle_occ_final_timeout/2, then runs one last transaction.
Parameters
	module - the processor module
	occable_item - the item that timed out
	error_map - the accumulated errors and retry count
	repo - the Ecto repo

Returns
	The result of the final repo.transaction/1


  



  
    
      
    
    
      warn(message, logable)



        
          
        

    

  


  

      

          @spec warn(String.t(), logable()) :: {:ok, String.t()}


      



  



  
    
      
    
    
      warn(message, logable, changeset)



        
          
        

    

  


  

      

          @spec warn(String.t(), logable(), any()) :: {:ok, String.t()}


      



  


        

      


  

    
DoubleEntryLedger.Workers.CommandWorker.CreateTransactionCommandMapNoSaveOnError 
    



      
Processes command maps for creating transactions, returning changesets on error instead of raising or saving invalid data.
This module is used for command ingestion where errors (such as invalid entry data, duplicate source keys, or OCC timeouts) should not result in partial saves or exceptions, but instead return a changeset with error details. It leverages OCC (optimistic concurrency control) and changeset validation to ensure only valid, unique, and fully processed commands are persisted.
Error Handling
	Returns a changeset with errors for invalid input, duplicate keys, OCC timeouts, or account mismatches.
	Errors are attached to the :input_command_map or other relevant fields in the changeset.
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        logable()

      


    





  
    Functions
  


    
      
        build_multi(module, occable_item, repo)

      


        Builds the shared Ecto.Multi pipeline for both success and error flows.



    


    
      
        error(message, logable, changeset)

      


    


    
      
        info(message, logable, schema)

      


    


    
      
        process(command_map, repo \\ Repo)

      


        Processes a command map for transaction creation, returning a changeset on error.



    


    
      
        process_with_retry(occable_item, repo \\ Repo)

      


        Processes a command with OCC retry logic.



    


    
      
        retry(module, occable_item, error_map, attempts, repo)

      


        Finalizes when retry attempts are exhausted.



    


    
      
        warn(message, logable)

      


    


    
      
        warn(message, logable, changeset)
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      logable()



        
          
        

    

  


  

      

          @type logable() ::
  DoubleEntryLedger.Command.t()
  | DoubleEntryLedger.Command.AccountCommandMap.t()
  | DoubleEntryLedger.Command.TransactionCommandMap.t()
  | map()


      



  


        

      

      
        Functions


        


  
    
      
    
    
      build_multi(module, occable_item, repo)



        
          
        

    

  


  

      

          @spec build_multi(module(), DoubleEntryLedger.Occ.Occable.t(), Ecto.Repo.t()) ::
  Ecto.Multi.t()


      


Builds the shared Ecto.Multi pipeline for both success and error flows.
	:transaction_map – converts raw data to a map or returns an error tuple
	merges in either:	handle_transaction_map_error/3 when conversion fails
	build_transaction/4 + handle_build_transaction/3 on success



Parameters
	module - the processor module implementing the callbacks
	occable_item - the Command or TransactionCommandMap being processed
	repo - the Ecto repo to use for DB ops

Returns
	an Ecto.Multi ready for repo.transaction/1


  



  
    
      
    
    
      error(message, logable, changeset)



        
          
        

    

  


  

      

          @spec error(String.t(), logable(), any()) :: {:ok, String.t()}


      



  



  
    
      
    
    
      info(message, logable, schema)



        
          
        

    

  


  

      

          @spec info(String.t(), logable(), any()) :: {:ok, String.t()}


      



  



    

  
    
      
    
    
      process(command_map, repo \\ Repo)



        
          
        

    

  


  

      

          @spec process(
  DoubleEntryLedger.Command.TransactionCommandMap.t(),
  Ecto.Repo.t() | nil
) ::
  DoubleEntryLedger.Workers.CommandWorker.success_tuple()
  | {:errors,
     Ecto.Changeset.t(DoubleEntryLedger.Command.TransactionCommandMap.t())
     | String.t()}


      


Processes a command map for transaction creation, returning a changeset on error.
This function attempts to process the command map using OCC and entry validation. If the command is invalid (e.g., invalid entry data, duplicate source key, OCC timeout, or account mismatch), it returns an Ecto.Changeset with error details attached to the :input_command_map or other relevant fields. No partial data is saved on error.
Returns
	{:ok, transaction, command} on success
	{:error, changeset} if validation or OCC fails (see changeset errors for details)
	{:error, string} for unexpected errors


  



    

  
    
      
    
    
      process_with_retry(occable_item, repo \\ Repo)



        
          
        

    

  


  

Processes a command with OCC retry logic.
Converts command data to a transaction map, builds an Ecto.Multi, and
retries on Ecto.StaleEntryError up to the configured maximum.
Parameters
	occable_item: The command or command map to process
	repo: The Ecto repository (defaults to Repo)

Returns
	{:ok, %{transaction: Transaction.t(), event_success: Command.t()}} on success
	{:ok, %{event_failure: Command.t()}} on failure
	Ecto.Multi.failure() on unrecoverable error


  



  
    
      
    
    
      retry(module, occable_item, error_map, attempts, repo)



        
          
        

    

  


  

      

          @spec retry(
  module(),
  DoubleEntryLedger.Occ.Occable.t(),
  DoubleEntryLedger.Command.ErrorMap.t(),
  non_neg_integer(),
  Ecto.Repo.t()
) ::
  {:ok,
   %{
     transaction: DoubleEntryLedger.Transaction.t(),
     event_success: DoubleEntryLedger.Command.t()
   }}
  | {:ok, %{event_failure: DoubleEntryLedger.Command.t()}}
  | Ecto.Multi.failure()


      


Finalizes when retry attempts are exhausted.
Invokes Occable.timed_out/3 to mark the item as timed out, merges in
handle_occ_final_timeout/2, then runs one last transaction.
Parameters
	module - the processor module
	occable_item - the item that timed out
	error_map - the accumulated errors and retry count
	repo - the Ecto repo

Returns
	The result of the final repo.transaction/1
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          @spec warn(String.t(), logable()) :: {:ok, String.t()}


      



  



  
    
      
    
    
      warn(message, logable, changeset)



        
          
        

    

  


  

      

          @spec warn(String.t(), logable(), any()) :: {:ok, String.t()}


      



  


        

      


  

    
DoubleEntryLedger.Workers.CommandWorker.TransactionCommandMapResponseHandler 
    



      
Specialized error handling for the event processing pipeline in the double-entry ledger system.
This module provides utilities for processing, transforming, and propagating errors that occur
during event processing. It handles error mapping between different data structures
(transactions, events, event maps) while maintaining detailed error context.
Key responsibilities:
	Transfer validation errors from event/transaction changesets to event map changesets
	Maintain error context and traceability for audit and troubleshooting
	Build structured error responses for client consumption and retry logic

Examples
# Map event validation errors to an event map changeset
iex> default_response_handler(
...>   {:error, :new_command, event_changeset, %{}},
...>   command_map,
...>   "MyWorker"
...> )
{:error, %Ecto.Changeset{data: %DoubleEntryLedger.Command.TransactionCommandMap{}}}

# Map transaction validation errors to an event map changeset
iex> default_response_handler(
...>   {:error, :transaction, trx_changeset, %{}},
...>   command_map,
...>   "MyWorker"
...> )
{:error, %Ecto.Changeset{data: %DoubleEntryLedger.Command.TransactionCommandMap{}}}
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        logable()

      


    





  
    Functions
  


    
      
        default_response_handler(response, command_map)

      


        Default response handler for functions that operate on a TransactionCommandMap.



    


    
      
        error(message, logable, changeset)

      


    


    
      
        handle_occ_final_timeout(occable_item, repo)

      


        Handles the case when OCC retries are exhausted.



    


    
      
        handle_transaction_map_error(command_map, error, repo)

      


        Handles errors that occur during transaction map conversion.



    


    
      
        info(message, logable, schema)

      


    


    
      
        warn(message, logable)

      


    


    
      
        warn(message, logable, changeset)
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          @type logable() ::
  DoubleEntryLedger.Command.t()
  | DoubleEntryLedger.Command.AccountCommandMap.t()
  | DoubleEntryLedger.Command.TransactionCommandMap.t()
  | map()


      



  


        

      

      
        Functions


        


  
    
      
    
    
      default_response_handler(response, command_map)



        
          
        

    

  


  

      

          @spec default_response_handler(
  {:ok, map()} | {:error, :atom, any(), map()},
  DoubleEntryLedger.Command.TransactionCommandMap.t()
) ::
  DoubleEntryLedger.Workers.CommandWorker.success_tuple()
  | {:error,
     Ecto.Changeset.t(DoubleEntryLedger.Command.TransactionCommandMap.t())
     | String.t()}


      


Default response handler for functions that operate on a TransactionCommandMap.
Returns:
	{:ok, transaction, event} on success
	{:error, changeset} when either the event or transaction changeset fails,
with errors mapped onto an event map changeset
	{:error, message} for other failures


  



  
    
      
    
    
      error(message, logable, changeset)



        
          
        

    

  


  

      

          @spec error(String.t(), logable(), any()) :: {:ok, String.t()}


      



  



  
    
      
    
    
      handle_occ_final_timeout(occable_item, repo)



        
          
        

    

  


  

      

          @spec handle_occ_final_timeout(DoubleEntryLedger.Occ.Occable.t(), Ecto.Repo.t()) ::
  Ecto.Multi.t()


      


Handles the case when OCC retries are exhausted.
Schedules a retry for the given occable item, marking it as OCC timeout.
Parameters
	occable_item: The event or event map being processed.
	repo: The Ecto repository (unused).

Returns
	An Ecto.Multi that updates the event as dead letter or timed out.


  



  
    
      
    
    
      handle_transaction_map_error(command_map, error, repo)



        
          
        

    

  


  

Handles errors that occur during transaction map conversion.
Schedules a retry for the given occable item, marking it as failed.
Parameters
	occable_item: The event map being processed.
	error: The error encountered during transaction map conversion.
	repo: The Ecto repository (unused).

Returns
	An Ecto.Multi that updates the event with error information.


  



  
    
      
    
    
      info(message, logable, schema)



        
          
        

    

  


  

      

          @spec info(String.t(), logable(), any()) :: {:ok, String.t()}


      



  



  
    
      
    
    
      warn(message, logable)



        
          
        

    

  


  

      

          @spec warn(String.t(), logable()) :: {:ok, String.t()}


      



  



  
    
      
    
    
      warn(message, logable, changeset)



        
          
        

    

  


  

      

          @spec warn(String.t(), logable(), any()) :: {:ok, String.t()}


      



  


        

      


  

    
DoubleEntryLedger.Workers.CommandWorker.TransactionCommandResponseHandler 
    



      
Specialized error handling for the event processing pipeline in the double-entry ledger system.
This module provides utilities for processing, transforming, and propagating errors that occur
during event processing. It handles error mapping between different data structures
(transactions, events, event maps) while maintaining detailed error context.
Key responsibilities:
	Transfer validation errors from event/transaction changesets to event map changesets
	Maintain error context and traceability for audit and troubleshooting
	Build structured error responses for client consumption and retry logic

Examples
# Map event validation errors to an event map changeset
iex> default_response_handler(
...>   {:error, :new_command, event_changeset, %{}},
...>   command_map,
...>   "MyWorker"
...> )
{:error, %Ecto.Changeset{data: %DoubleEntryLedger.Command.TransactionCommandMap{}}}

# Map transaction validation errors to an event map changeset
iex> default_response_handler(
...>   {:error, :transaction, trx_changeset, %{}},
...>   command_map,
...>   "MyWorker"
...> )
{:error, %Ecto.Changeset{data: %DoubleEntryLedger.Command.TransactionCommandMap{}}}
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        logable()

      


    





  
    Functions
  


    
      
        default_response_handler(response, original_event)

      


        Default response handler when starting from a stored Command.



    


    
      
        error(message, logable, changeset)

      


    


    
      
        handle_occ_final_timeout(occable_item, repo)

      


        Handles the case when OCC retries are exhausted.



    


    
      
        handle_transaction_map_error(event, error, repo)

      


        Handles errors that occur during transaction map conversion.



    


    
      
        info(message, logable, schema)

      


    


    
      
        warn(message, logable)

      


    


    
      
        warn(message, logable, changeset)
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          @type logable() ::
  DoubleEntryLedger.Command.t()
  | DoubleEntryLedger.Command.AccountCommandMap.t()
  | DoubleEntryLedger.Command.TransactionCommandMap.t()
  | map()


      



  


        

      

      
        Functions


        


  
    
      
    
    
      default_response_handler(response, original_event)



        
          
        

    

  


  

      

          @spec default_response_handler(
  {:ok, map()} | {:error, :atom, any(), map()},
  DoubleEntryLedger.Command.t()
) ::
  DoubleEntryLedger.Workers.CommandWorker.success_tuple()
  | {:error, DoubleEntryLedger.Command.t() | Ecto.Changeset.t()}


      


Default response handler when starting from a stored Command.
Returns:
	{:ok, transaction, event} on success
	{:error, event} when the event pipeline returns a structured failure
	schedules a retry and returns {:error, message} for other failures


  



  
    
      
    
    
      error(message, logable, changeset)



        
          
        

    

  


  

      

          @spec error(String.t(), logable(), any()) :: {:ok, String.t()}


      



  



  
    
      
    
    
      handle_occ_final_timeout(occable_item, repo)



        
          
        

    

  


  

      

          @spec handle_occ_final_timeout(DoubleEntryLedger.Occ.Occable.t(), Ecto.Repo.t()) ::
  Ecto.Multi.t()


      


Handles the case when OCC retries are exhausted.
Schedules a retry for the given occable item, marking it as OCC timeout.
Parameters
	occable_item: The event or event map being processed.
	repo: The Ecto repository (unused).

Returns
	An Ecto.Multi that updates the event as dead letter or timed out.


  



  
    
      
    
    
      handle_transaction_map_error(event, error, repo)



        
          
        

    

  


  

      

          @spec handle_transaction_map_error(
  DoubleEntryLedger.Command.t(),
  any(),
  Ecto.Repo.t()
) ::
  Ecto.Multi.t()


      


Handles errors that occur during transaction map conversion.
Marks the command_queue_item as dead_letter
Parameters
	occable_item: The event being processed.
	error: The error encountered during transaction map conversion.
	repo: The Ecto repository (unused).

Returns
	An Ecto.Multi that updates the event with error information.


  



  
    
      
    
    
      info(message, logable, schema)



        
          
        

    

  


  

      

          @spec info(String.t(), logable(), any()) :: {:ok, String.t()}


      



  



  
    
      
    
    
      warn(message, logable)



        
          
        

    

  


  

      

          @spec warn(String.t(), logable()) :: {:ok, String.t()}


      



  



  
    
      
    
    
      warn(message, logable, changeset)



        
          
        

    

  


  

      

          @spec warn(String.t(), logable(), any()) :: {:ok, String.t()}


      



  


        

      


  

    
DoubleEntryLedger.Workers.CommandWorker.TransactionCommandTransformer 
    



      
Transforms accounting events into ledger operations in the double-entry bookkeeping system.
This module serves as a transformation layer between incoming transaction events and the internal
ledger representation. It handles:
	Converting transaction data to the format required by the ledger system
	Validating transaction entries for required fields, valid currency, and integer amounts using changeset validation
	Retrieving relevant accounts for each transaction entry
	Determining the correct debit/credit classification based on account types
	Ensuring monetary values are properly formatted

The transformer provides a critical validation step, ensuring that all required accounts exist
and that entries are properly structured and valid before they are recorded in the ledger.

      


      
        Summary


  
    Types
  


    
      
        entry_map()

      


        Represents a single ledger entry with account, monetary value, and entry type.



    


    
      
        transaction_map()

      


        Represents a complete transaction with its entries ready for ledger processing.



    





  
    Functions
  


    
      
        transaction_data_to_transaction_map(transaction_data, instance_id)

      


        Transforms transaction data into a transaction map suitable for ledger operations.
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          @type entry_map() :: %{
  account_id: Ecto.UUID.t(),
  value: Money.t(),
  type: DoubleEntryLedger.Types.credit_or_debit()
}


      


Represents a single ledger entry with account, monetary value, and entry type.
Fields
	:account_id - UUID of the account associated with this entry
	:value - Monetary amount as a Money struct (always positive)
	:type - Either :debit or :credit indicating the entry type


  



  
    
      
    
    
      transaction_map()



        
          
        

    

  


  

      

          @type transaction_map() :: %{
  instance_id: Ecto.UUID.t(),
  status: DoubleEntryLedger.Transaction.state(),
  entries: [entry_map()]
}


      


Represents a complete transaction with its entries ready for ledger processing.
Fields
	:instance_id - UUID of the instance this transaction belongs to
	:status - Current state of the transaction (e.g. :pending, :completed)
	:entries - List of entry maps that make up this transaction
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      transaction_data_to_transaction_map(transaction_data, instance_id)



        
          
        

    

  


  

      

          @spec transaction_data_to_transaction_map(
  DoubleEntryLedger.Command.TransactionData.t() | map(),
  Ecto.UUID.t()
) ::
  {:ok, transaction_map()}
  | {:error,
     :no_accounts_found
     | :some_accounts_not_found
     | :no_accounts_and_or_entries_provided
     | :account_entries_mismatch
     | :missing_entry_for_account
     | :invalid_entry_data}


      


Transforms transaction data into a transaction map suitable for ledger operations.
This function takes incoming transaction data and converts it to the internal format
used by the ledger system. It handles both empty transactions (no entries) and
transactions with entries. For transactions with entries, it first validates all entries
using changeset validation (ensuring required fields, valid currency, and integer amount).
If validation passes, it retrieves the associated accounts and maps each entry to the appropriate entry format.
Parameters
	transaction_data - A TransactionData struct containing transaction information
including entries and status
	instance_id - UUID of the instance associated with the transaction

Returns
	{:ok, transaction_map} - Successfully transformed and validated transaction data
	{:error, reason} - Failed to transform data, with reason as an atom (see below)

Error Reasons
	:invalid_entry_data - One or more entries failed changeset validation (missing/invalid fields, currency, or amount)
	:no_accounts_found - No accounts found for the given instance and account IDs
	:some_accounts_not_found - Some, but not all, accounts found for the given IDs
	:no_accounts_and_or_entries_provided - No accounts or entries provided
	:account_entries_mismatch - Number of accounts and entries do not match
	:missing_entry_for_account - An account was found with no matching entry

Examples
iex> transaction_data = %TransactionData{entries: [], status: :pending}
iex> TransactionCommandTransformer.transaction_data_to_transaction_map(transaction_data, "instance-123")
{:ok, %{instance_id: "instance-123", status: :pending}}

  


        

      


  

    
DoubleEntryLedger.Workers.CommandWorker.UpdateAccountCommand 
    



      
UpdateAccountCommand
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          @type logable() ::
  DoubleEntryLedger.Command.t()
  | DoubleEntryLedger.Command.AccountCommandMap.t()
  | DoubleEntryLedger.Command.TransactionCommandMap.t()
  | map()
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          @spec error(String.t(), logable(), any()) :: {:ok, String.t()}
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          @spec info(String.t(), logable(), any()) :: {:ok, String.t()}
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          @spec process(DoubleEntryLedger.Command.t()) ::
  DoubleEntryLedger.Workers.CommandWorker.AccountCommandResponseHandler.response()
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          @spec warn(String.t(), logable()) :: {:ok, String.t()}
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          @spec warn(String.t(), logable(), any()) :: {:ok, String.t()}


      



  


        

      


  

    
DoubleEntryLedger.Workers.CommandWorker.UpdateAccountCommandMapNoSaveOnError 
    



      
Processes AccountCommandMap structures for atomic update of events and their associated accounts.
This module handles the update of accounts based on validated AccountCommandMap data within
the Double Entry Ledger system. Unlike standard update event processors, this variant
does not persist error states to the database, instead returning changesets with error
details for client handling.
Key Features
	Account Processing: Handles update of accounts based on the event map's action
	Atomic Operations: Ensures all event and account changes are performed in a single database transaction
	Error Handling: Maps validation and dependency errors to appropriate changesets without persistence
	Optimistic Concurrency Control: Integrates with OCC patterns for safe concurrent processing
	Dependency Resolution: Locates original create events and their associated accounts

Processing Flow
	Command Creation: Creates an Command record from the AccountCommandMap for audit purposes
	Dependency Resolution: Locates the original create account event and its account
	Account Update: Updates the account using the payload data
	Command Completion: Marks the event as processed upon successful account update
	Linking: Creates a link between the event and the updated account for traceability

Error Handling
The module provides comprehensive error handling:
	Command validation errors are mapped back to AccountCommandMap changesets
	Account validation errors are propagated to the event map payload
	Dependency errors (missing create events) are handled gracefully
	All errors are returned as changesets without database persistence
	Database transaction ensures atomicity (all-or-nothing)

Supported Actions
Currently supports:
	:update_account - Updates an existing account from AccountCommandMap payload

Usage
This module is designed for scenarios where error persistence should be managed
externally, allowing clients to handle validation errors and retry logic according
to their specific requirements.
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        process(command_map)

      


        Processes an AccountCommandMap to update an existing account in the ledger system.
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          @spec process(DoubleEntryLedger.Command.AccountCommandMap.t()) ::
  DoubleEntryLedger.Workers.CommandWorker.AccountCommandMapResponseHandler.response()


      


Processes an AccountCommandMap to update an existing account in the ledger system.
This function orchestrates the update of both an Command record (for audit trail)
and an Account record within a single database transaction. It first locates the
original create account event and its associated account, then applies the updates
from the event map's payload.
Parameters
	command_map - AccountCommandMap struct containing validated account update data.
Must have :update_account action.

Returns
	{:ok, Account.t(), Command.t()} - Success tuple containing the updated Account and Command
	{:error, Changeset.t(AccountCommandMap.t())} - AccountCommandMap changeset with validation errors
	{:error, String.t()} - String error message for unexpected failures

Transaction Steps
	Creates Command record from AccountCommandMap
	Locates original create account event and its account
	Updates Account record with payload data
	Marks Command as processed
	Creates Command-Account link for traceability

Error Scenarios
	Command validation errors → AccountCommandMap changeset with event-level errors
	Missing create account event → AccountCommandMap changeset with dependency error
	Account validation errors → AccountCommandMap changeset with payload-level errors
	Other failures → String error message with details


  


        

      


  

    
DoubleEntryLedger.Workers.CommandWorker.UpdateCommandError exception
    



      
Custom exception for handling errors when update commands can't be processed due to issues
with their corresponding create commands.
This exception is raised when attempting to process an update command but the original create_command
is either not found, pending, or failed. In the double-entry ledger system, update commands
modify existing entities, so they can only be processed after their create_commands have
been successfully processed.
Usage
This exception is typically raised in the CommandWorker when processing an update command:
iex> raise UpdateCommandError,
...>   update_command: update_command,
...>   create_command: create_command
** (UpdateCommandError) Create command (id: ...) not yet processed for Update Command (id: ...)
Reasons
The exception struct includes a :reason field, which can be one of:
	:create_command_not_processed — The create command exists but is not yet processed (pending, processing, occ_timeout, or failed)
	:create_command_in_dead_letter — The create command is in the dead letter state
	:create_command_not_found — The create command could not be found

Fields
	:message — Human-readable error message
	:create_command — The create command struct (may be nil)
	:update_command — The update command struct
	:reason — Atom describing the error reason

Example
try do
  # ...code that may raise UpdateCommandError...
rescue
  e in UpdateCommandError ->
    IO.inspect(e.reason)
    IO.inspect(e.message)
end
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          @type t() :: %DoubleEntryLedger.Workers.CommandWorker.UpdateCommandError{
  __exception__: true,
  create_command: DoubleEntryLedger.Command.t() | nil,
  message: String.t(),
  reason: atom(),
  update_command: DoubleEntryLedger.Command.t()
}


      



  


        

      


  

    
DoubleEntryLedger.Workers.CommandWorker.UpdateTransactionCommand 
    



      
Processes update (transaction) events in the double-entry ledger system.
This module handles the complete lifecycle of update events, which modify existing
transactions in the ledger system. It implements optimistic concurrency control (OCC)
to handle potential conflicts when multiple processes attempt to update the same
transaction.
Workflow
	Retrieves the original transaction created by a creation event.
	Applies modifications specified in the update event.
	Handles potential conflicts using retry mechanisms.
	Updates the event status based on the operation result.

Error Handling
Comprehensive error handling is provided for:
	Pending create events (update attempted before create is complete)
	Optimistic concurrency failures (OCC conflicts)
	General processing errors

Main Functions
	process/2 — Entry point for processing an update event.
	build_transaction/3 — Constructs the Ecto.Multi for transaction update.
	handle_build_transaction/3 — Adds event update or error handling steps to the Multi.
	handle_transaction_map_error/3 — Handles errors in transaction map conversion.
	handle_occ_final_timeout/2 — Handles OCC retry exhaustion.


      


      
        Summary


  
    Functions
  


    
      
        build_multi(module, occable_item, repo)

      


        Builds the shared Ecto.Multi pipeline for both success and error flows.



    


    
      
        build_transaction(event, attr, instance_id, repo)

      


        Builds a multi-step transaction for updating a transaction record.



    


    
      
        handle_build_transaction(multi, event, repo)

      


        Adds the step to update the event or handle errors after transaction processing.



    


    
      
        handle_occ_final_timeout(command_map, repo)

      


        Handles the case when OCC retries are exhausted.



    


    
      
        handle_transaction_map_error(command_map, error, repo)

      


        Handles errors that occur when converting event data to a transaction map.



    


    
      
        process(original_event, repo \\ Repo)

      


        Processes an update event by modifying the corresponding transaction.



    


    
      
        process_with_retry(occable_item, repo \\ Repo)

      


        Processes a command with OCC retry logic.



    


    
      
        retry(module, occable_item, error_map, attempts, repo)

      


        Finalizes when retry attempts are exhausted.
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      build_multi(module, occable_item, repo)



        
          
        

    

  


  

      

          @spec build_multi(module(), DoubleEntryLedger.Occ.Occable.t(), Ecto.Repo.t()) ::
  Ecto.Multi.t()


      


Builds the shared Ecto.Multi pipeline for both success and error flows.
	:transaction_map – converts raw data to a map or returns an error tuple
	merges in either:	handle_transaction_map_error/3 when conversion fails
	build_transaction/4 + handle_build_transaction/3 on success



Parameters
	module - the processor module implementing the callbacks
	occable_item - the Command or TransactionCommandMap being processed
	repo - the Ecto repo to use for DB ops

Returns
	an Ecto.Multi ready for repo.transaction/1


  



  
    
      
    
    
      build_transaction(event, attr, instance_id, repo)



        
          
        

    

  


  

Builds a multi-step transaction for updating a transaction record.
This function implements the OCC.Processor behavior by constructing an
Ecto.Multi that:
	Retrieves the original transaction created by a creation event.
	Updates the transaction with the new attributes.
	Marks the update event as processed.

Parameters
	event: The update event being processed.
	attr: The attributes to apply to the transaction.
	repo: The Ecto repo to use for database operations.

Returns
	An Ecto.Multi struct with named operations for transaction processing.


  



  
    
      
    
    
      handle_build_transaction(multi, event, repo)



        
          
        

    

  


  

Adds the step to update the event or handle errors after transaction processing.
This function inspects the results of the previous Multi steps and determines
whether to mark the event as processed, revert it to pending, schedule a retry,
or move it to the dead letter queue.
Parameters
	multi: The Ecto.Multi built so far.
	event: The event being processed.
	_repo: The Ecto repository (unused).

Returns
	The updated Ecto.Multi with an :event_success or :event_failure step.


  



  
    
      
    
    
      handle_occ_final_timeout(command_map, repo)



        
          
        

    

  


  

Handles the case when OCC retries are exhausted.
Delegates to DoubleEntryLedger.Workers.CommandWorker.TransactionCommandResponseHandler.handle_occ_final_timeout/2.
Parameters
	command_map: The event being processed.
	repo: The Ecto repository.

Returns
	An Ecto.Multi that updates the event as dead letter or timed out.


  



  
    
      
    
    
      handle_transaction_map_error(command_map, error, repo)



        
          
        

    

  


  

Handles errors that occur when converting event data to a transaction map.
Delegates to DoubleEntryLedger.Workers.CommandWorker.TransactionCommandResponseHandler.handle_transaction_map_error/3.
Parameters
	command_map: The event being processed.
	error: The error encountered during transaction map conversion.
	repo: The Ecto repository.

Returns
	An Ecto.Multi that updates the event with error information.


  



    

  
    
      
    
    
      process(original_event, repo \\ Repo)



        
          
        

    

  


  

      

          @spec process(DoubleEntryLedger.Command.t(), Ecto.Repo.t()) ::
  DoubleEntryLedger.Workers.CommandWorker.success_tuple()
  | DoubleEntryLedger.Workers.CommandWorker.error_tuple()


      


Processes an update event by modifying the corresponding transaction.
This function serves as the main entry point for processing update events.
It utilizes optimistic concurrency control with retry logic to handle
potential conflicts when multiple processes attempt to update the same
transaction simultaneously.
Parameters
	event: The %Command{} struct with action :update to process.
	repo: The Ecto repo to use for database operations (defaults to Repo).

Returns
	{:ok, transaction, event}: Successfully processed the update event.
	{:error, event}: Failed to process the event, with the event containing error details.
	{:error, changeset}: Failed to update the event status, with changeset containing validation errors.
	{:error, reason}: Failed to process the event, with reason explaining the failure.

Error Handling
	Handles create events that are still pending.
	Handles optimistic concurrency conflicts with retries.
	Properly marks events as failed with meaningful error messages.
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Processes a command with OCC retry logic.
Converts command data to a transaction map, builds an Ecto.Multi, and
retries on Ecto.StaleEntryError up to the configured maximum.
Parameters
	occable_item: The command or command map to process
	repo: The Ecto repository (defaults to Repo)

Returns
	{:ok, %{transaction: Transaction.t(), event_success: Command.t()}} on success
	{:ok, %{event_failure: Command.t()}} on failure
	Ecto.Multi.failure() on unrecoverable error


  



  
    
      
    
    
      retry(module, occable_item, error_map, attempts, repo)



        
          
        

    

  


  

      

          @spec retry(
  module(),
  DoubleEntryLedger.Occ.Occable.t(),
  DoubleEntryLedger.Command.ErrorMap.t(),
  non_neg_integer(),
  Ecto.Repo.t()
) ::
  {:ok,
   %{
     transaction: DoubleEntryLedger.Transaction.t(),
     event_success: DoubleEntryLedger.Command.t()
   }}
  | {:ok, %{event_failure: DoubleEntryLedger.Command.t()}}
  | Ecto.Multi.failure()


      


Finalizes when retry attempts are exhausted.
Invokes Occable.timed_out/3 to mark the item as timed out, merges in
handle_occ_final_timeout/2, then runs one last transaction.
Parameters
	module - the processor module
	occable_item - the item that timed out
	error_map - the accumulated errors and retry count
	repo - the Ecto repo

Returns
	The result of the final repo.transaction/1


  


        

      


  

    
DoubleEntryLedger.Workers.CommandWorker.UpdateTransactionCommandMap 
    



      
Processes TransactionCommandMap structures for atomic update of events and their associated transactions in the Double Entry Ledger system.
Implements the Optimistic Concurrency Control (OCC) pattern to ensure safe concurrent processing of update events, providing robust error handling, retry logic, and transactional guarantees. This module ensures that update operations are performed atomically and consistently, and that all error and retry scenarios are handled transparently.
Features
	Transaction Processing: Handles update of transactions based on the event map's action.
	Atomic Operations: Ensures all event and transaction changes are performed in a single database transaction.
	Error Handling: Maps validation and dependency errors to the appropriate changeset or event state.
	Retry Logic: Retries OCC conflicts and schedules retries for dependency errors.
	OCC Integration: Integrates with the OCC processor behavior for safe, idempotent event processing.

Main Functions
	process/2 — Entry point for processing update event maps with error handling and OCC.
	build_transaction/3 — Constructs Ecto.Multi operations for update actions.
	handle_build_transaction/3 — Adds event update or error handling steps to the Multi.

This module ensures that update events are processed exactly once, even in high-concurrency environments, and that all error and retry scenarios are handled transparently.
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    Functions
  


    
      
        build_multi(module, occable_item, repo)

      


        Builds the shared Ecto.Multi pipeline for both success and error flows.



    


    
      
        build_transaction(command_map, transaction_map, instance_id, repo)

      


        Builds an Ecto.Multi transaction for processing an event map based on its action type.



    


    
      
        error(message, logable, changeset)

      


    


    
      
        handle_build_transaction(multi, arg2, repo)

      


        Adds the step to update the event or handle errors after transaction processing.



    


    
      
        handle_occ_final_timeout(command_map, repo)

      


        Handles the case when OCC retries are exhausted for an event map.



    


    
      
        handle_transaction_map_error(command_map, error, repo)

      


        Handles errors that occur when converting event map data to a transaction map.



    


    
      
        info(message, logable, schema)

      


    


    
      
        process(command_map, repo \\ Repo)

      


        Processes an TransactionCommandMap by creating both an event record and its associated transaction atomically.



    


    
      
        process_with_retry(occable_item, repo \\ Repo)

      


        Processes a command with OCC retry logic.



    


    
      
        retry(module, occable_item, error_map, attempts, repo)

      


        Finalizes when retry attempts are exhausted.



    


    
      
        warn(message, logable)

      


    


    
      
        warn(message, logable, changeset)
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      logable()



        
          
        

    

  


  

      

          @type logable() ::
  DoubleEntryLedger.Command.t()
  | DoubleEntryLedger.Command.AccountCommandMap.t()
  | DoubleEntryLedger.Command.TransactionCommandMap.t()
  | map()


      



  


        

      

      
        Functions


        


  
    
      
    
    
      build_multi(module, occable_item, repo)



        
          
        

    

  


  

      

          @spec build_multi(module(), DoubleEntryLedger.Occ.Occable.t(), Ecto.Repo.t()) ::
  Ecto.Multi.t()


      


Builds the shared Ecto.Multi pipeline for both success and error flows.
	:transaction_map – converts raw data to a map or returns an error tuple
	merges in either:	handle_transaction_map_error/3 when conversion fails
	build_transaction/4 + handle_build_transaction/3 on success



Parameters
	module - the processor module implementing the callbacks
	occable_item - the Command or TransactionCommandMap being processed
	repo - the Ecto repo to use for DB ops

Returns
	an Ecto.Multi ready for repo.transaction/1


  



  
    
      
    
    
      build_transaction(command_map, transaction_map, instance_id, repo)



        
          
        

    

  


  

Builds an Ecto.Multi transaction for processing an event map based on its action type.
This function implements the OCC processor behavior and creates the appropriate
transaction operations depending on whether the event is a :create_transaction or :update action.
For :create_transaction actions:
	Inserts a new event with status :pending
	Creates a new transaction in the ledger
	Updates the event to mark it as processed with the transaction ID

For :update actions:
	Inserts a new event with status :pending
	Retrieves the related "create event" transaction
	Updates the existing transaction with new data
	Updates the event to mark it as processed with the transaction ID

Parameters
	command_map: An TransactionCommandMap struct containing the event details and action type.
	transaction_map: A map containing the transaction data to be created or updated.
	repo: The Ecto repository to use for database operations.

Returns
	An Ecto.Multi struct containing the operations to execute within a transaction.


  



  
    
      
    
    
      error(message, logable, changeset)



        
          
        

    

  


  

      

          @spec error(String.t(), logable(), any()) :: {:ok, String.t()}


      



  



  
    
      
    
    
      handle_build_transaction(multi, arg2, repo)



        
          
        

    

  


  

Adds the step to update the event or handle errors after transaction processing.
This function inspects the results of the previous Ecto.Multi steps and determines
the appropriate next action for the event:
	If both the transaction and event creation succeed, the event is marked as processed.
	If the related create event is not yet processed, the event is reverted to pending.
	If the related create event failed, a retry is scheduled for the update event.
	For all other errors, the event is marked as dead letter.

Parameters
	multi: The Ecto.Multi built so far.
	command_map: The event map being processed.
	_repo: The Ecto repository (unused).

Returns
	The updated Ecto.Multi with either an :event_success or :event_failure step.


  



  
    
      
    
    
      handle_occ_final_timeout(command_map, repo)



        
          
        

    

  


  

Handles the case when OCC retries are exhausted for an event map.
Delegates to DoubleEntryLedger.Workers.CommandWorker.TransactionCommandResponseHandler.handle_occ_final_timeout/2.
Parameters
	command_map: The event map being processed.
	repo: The Ecto repository.

Returns
	An Ecto.Multi that updates the event as dead letter or timed out.


  



  
    
      
    
    
      handle_transaction_map_error(command_map, error, repo)



        
          
        

    

  


  

Handles errors that occur when converting event map data to a transaction map.
Delegates to DoubleEntryLedger.Workers.CommandWorker.TransactionCommandResponseHandler.handle_transaction_map_error/3.
Parameters
	command_map: The event map being processed.
	error: The error encountered during transaction map conversion.
	repo: The Ecto repository.

Returns
	An Ecto.Multi that updates the event with error information.


  



  
    
      
    
    
      info(message, logable, schema)



        
          
        

    

  


  

      

          @spec info(String.t(), logable(), any()) :: {:ok, String.t()}


      



  



    

  
    
      
    
    
      process(command_map, repo \\ Repo)



        
          
        

    

  


  

      

          @spec process(
  DoubleEntryLedger.Command.TransactionCommandMap.t(),
  Ecto.Repo.t() | nil
) ::
  DoubleEntryLedger.Workers.CommandWorker.success_tuple()
  | DoubleEntryLedger.Workers.CommandWorker.error_tuple()


      


Processes an TransactionCommandMap by creating both an event record and its associated transaction atomically.
This function is designed for synchronous use, ensuring that both the event and the transaction
are created or updated in one atomic operation. It handles both :create_transaction and :update action types,
with appropriate transaction building logic for each case. The entire operation uses Optimistic
Concurrency Control (OCC) with retry mechanisms to handle concurrent modifications effectively.
Parameters
	command_map: An TransactionCommandMap struct containing all event and transaction data.
	repo: The repository to use for database operations (defaults to Repo).

Returns
	{:ok, transaction, event} on success, where both the transaction and event are created/updated successfully.
	{:error, event} if the transaction processing fails with an OCC or dependency issue:	If there was an OCC timeout, the event will be in the :occ_timeout state and can be retried.
	If this is an update event and the create event is still in pending state, the event will be in the :pending state.


	{:error, changeset} if validation errors occur:	For event validation failures, the TransactionCommandMap changeset will contain event-related errors.
	For transaction validation failures, the TransactionCommandMap changeset will contain mapped transaction errors.


	{:error, reason} for other errors, with a string describing the error and the failing step.


  



    

  
    
      
    
    
      process_with_retry(occable_item, repo \\ Repo)



        
          
        

    

  


  

Processes a command with OCC retry logic.
Converts command data to a transaction map, builds an Ecto.Multi, and
retries on Ecto.StaleEntryError up to the configured maximum.
Parameters
	occable_item: The command or command map to process
	repo: The Ecto repository (defaults to Repo)

Returns
	{:ok, %{transaction: Transaction.t(), event_success: Command.t()}} on success
	{:ok, %{event_failure: Command.t()}} on failure
	Ecto.Multi.failure() on unrecoverable error


  



  
    
      
    
    
      retry(module, occable_item, error_map, attempts, repo)



        
          
        

    

  


  

      

          @spec retry(
  module(),
  DoubleEntryLedger.Occ.Occable.t(),
  DoubleEntryLedger.Command.ErrorMap.t(),
  non_neg_integer(),
  Ecto.Repo.t()
) ::
  {:ok,
   %{
     transaction: DoubleEntryLedger.Transaction.t(),
     event_success: DoubleEntryLedger.Command.t()
   }}
  | {:ok, %{event_failure: DoubleEntryLedger.Command.t()}}
  | Ecto.Multi.failure()


      


Finalizes when retry attempts are exhausted.
Invokes Occable.timed_out/3 to mark the item as timed out, merges in
handle_occ_final_timeout/2, then runs one last transaction.
Parameters
	module - the processor module
	occable_item - the item that timed out
	error_map - the accumulated errors and retry count
	repo - the Ecto repo

Returns
	The result of the final repo.transaction/1


  



  
    
      
    
    
      warn(message, logable)



        
          
        

    

  


  

      

          @spec warn(String.t(), logable()) :: {:ok, String.t()}


      



  



  
    
      
    
    
      warn(message, logable, changeset)



        
          
        

    

  


  

      

          @spec warn(String.t(), logable(), any()) :: {:ok, String.t()}


      



  


        

      


  

    
DoubleEntryLedger.Workers.CommandWorker.UpdateTransactionCommandMapNoSaveOnError 
    



      
Processes TransactionCommandMap structures for atomic update of commands and their associated transactions in the Double Entry Ledger system, without saving on error.
Implements the Optimistic Concurrency Control (OCC) pattern to ensure safe concurrent processing of update commands, providing robust error handling, retry logic, and transactional guarantees. This module ensures that update operations are performed atomically and consistently, and that all error and retry scenarios are handled transparently. Unlike the standard update command map processor, this variant does not persist changes on error, but instead returns changesets with error details for client handling.
Features
	Transaction Processing: Handles update of transactions based on the command map's action.
	Atomic Operations: Ensures all command and transaction changes are performed in a single database transaction.
	Error Handling: Maps validation and dependency errors to the appropriate changeset or command state, but does not persist on error.
	Retry Logic: Retries OCC conflicts and schedules retries for dependency errors.
	OCC Integration: Integrates with the OCC processor behavior for safe, idempotent event processing.

Main Functions
	process/2 — Entry point for processing update command maps with error handling and OCC.
	build_transaction/3 — Constructs Ecto.Multi operations for update actions.
	handle_build_transaction/3 — Adds event update or error handling steps to the Multi.
	handle_transaction_map_error/3 — Returns a changeset with error details, does not persist.
	handle_occ_final_timeout/2 — Handles OCC retry exhaustion, does not persist.

This module ensures that update commands are processed exactly once, even in high-concurrency environments, and that all error and retry scenarios are handled transparently and returned to the caller for further handling.
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        logable()

      


    





  
    Functions
  


    
      
        build_multi(module, occable_item, repo)

      


        Builds the shared Ecto.Multi pipeline for both success and error flows.



    


    
      
        error(message, logable, changeset)

      


    


    
      
        handle_build_transaction(multi, command_map, repo)

      


        Adds the step to update the event or handle errors after transaction processing.



    


    
      
        handle_transaction_map_error(command_map, error, repo)

      


        Returns a changeset with error details for the given event map and error, without persisting the error.



    


    
      
        info(message, logable, schema)

      


    


    
      
        process(command_map, repo \\ Repo)

      


        Processes a TransactionCommandMap by creating both a command record and its associated transaction atomically, without saving on error.



    


    
      
        process_with_retry(occable_item, repo \\ Repo)

      


        Processes a command with OCC retry logic.



    


    
      
        retry(module, occable_item, error_map, attempts, repo)

      


        Finalizes when retry attempts are exhausted.



    


    
      
        warn(message, logable)

      


    


    
      
        warn(message, logable, changeset)
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          @type logable() ::
  DoubleEntryLedger.Command.t()
  | DoubleEntryLedger.Command.AccountCommandMap.t()
  | DoubleEntryLedger.Command.TransactionCommandMap.t()
  | map()
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      build_multi(module, occable_item, repo)



        
          
        

    

  


  

      

          @spec build_multi(module(), DoubleEntryLedger.Occ.Occable.t(), Ecto.Repo.t()) ::
  Ecto.Multi.t()


      


Builds the shared Ecto.Multi pipeline for both success and error flows.
	:transaction_map – converts raw data to a map or returns an error tuple
	merges in either:	handle_transaction_map_error/3 when conversion fails
	build_transaction/4 + handle_build_transaction/3 on success



Parameters
	module - the processor module implementing the callbacks
	occable_item - the Command or TransactionCommandMap being processed
	repo - the Ecto repo to use for DB ops

Returns
	an Ecto.Multi ready for repo.transaction/1


  



  
    
      
    
    
      error(message, logable, changeset)



        
          
        

    

  


  

      

          @spec error(String.t(), logable(), any()) :: {:ok, String.t()}


      



  



  
    
      
    
    
      handle_build_transaction(multi, command_map, repo)



        
          
        

    

  


  

Adds the step to update the event or handle errors after transaction processing.
This function inspects the results of the previous Ecto.Multi steps and determines
the appropriate next action for the event:
	If both the transaction and event creation succeed, the event is marked as processed.
	If the related create event is not yet processed, the event is reverted to pending.
	If the related create event failed, a retry is scheduled for the update event.
	For all other errors, the event is marked as dead letter.

If an error occurs, a changeset with error details is returned instead of persisting the error state.
Parameters
	multi: The Ecto.Multi built so far.
	command_map: The event map being processed.
	_repo: The Ecto repository (unused).

Returns
	The updated Ecto.Multi with either an :event_success or :event_failure step, or a changeset with error details.


  



  
    
      
    
    
      handle_transaction_map_error(command_map, error, repo)



        
          
        

    

  


  

Returns a changeset with error details for the given event map and error, without persisting the error.
This function is used to handle errors in transaction mapping, providing a changeset that
describes the error without affecting the database state.

  



  
    
      
    
    
      info(message, logable, schema)



        
          
        

    

  


  

      

          @spec info(String.t(), logable(), any()) :: {:ok, String.t()}


      



  



    

  
    
      
    
    
      process(command_map, repo \\ Repo)



        
          
        

    

  


  

      

          @spec process(
  DoubleEntryLedger.Command.TransactionCommandMap.t(),
  Ecto.Repo.t() | nil
) ::
  DoubleEntryLedger.Workers.CommandWorker.success_tuple()
  | {:error,
     Ecto.Changeset.t(DoubleEntryLedger.Command.TransactionCommandMap.t())
     | String.t()}


      


Processes a TransactionCommandMap by creating both a command record and its associated transaction atomically, without saving on error.
This function is designed for synchronous use, ensuring that both the command and the transaction are created or updated in one atomic operation. It handles both :create_transaction and :update action types, with appropriate transaction building logic for each case. The entire operation uses Optimistic Concurrency Control (OCC) with retry mechanisms to handle concurrent modifications effectively. If an error occurs, a changeset with error details is returned instead of persisting the error state.
Parameters
	command_map: A TransactionCommandMap struct containing all command and transaction data.
	repo: The repository to use for database operations (defaults to Repo).

Returns
	{:ok, transaction, command} on success, where both the transaction and command are created/updated successfully.
	{:error, changeset} if validation or dependency errors occur (not persisted).
	{:error, reason} for other errors, with a string describing the error and the failing step.


  



    

  
    
      
    
    
      process_with_retry(occable_item, repo \\ Repo)



        
          
        

    

  


  

Processes a command with OCC retry logic.
Converts command data to a transaction map, builds an Ecto.Multi, and
retries on Ecto.StaleEntryError up to the configured maximum.
Parameters
	occable_item: The command or command map to process
	repo: The Ecto repository (defaults to Repo)

Returns
	{:ok, %{transaction: Transaction.t(), event_success: Command.t()}} on success
	{:ok, %{event_failure: Command.t()}} on failure
	Ecto.Multi.failure() on unrecoverable error


  



  
    
      
    
    
      retry(module, occable_item, error_map, attempts, repo)



        
          
        

    

  


  

      

          @spec retry(
  module(),
  DoubleEntryLedger.Occ.Occable.t(),
  DoubleEntryLedger.Command.ErrorMap.t(),
  non_neg_integer(),
  Ecto.Repo.t()
) ::
  {:ok,
   %{
     transaction: DoubleEntryLedger.Transaction.t(),
     event_success: DoubleEntryLedger.Command.t()
   }}
  | {:ok, %{event_failure: DoubleEntryLedger.Command.t()}}
  | Ecto.Multi.failure()


      


Finalizes when retry attempts are exhausted.
Invokes Occable.timed_out/3 to mark the item as timed out, merges in
handle_occ_final_timeout/2, then runs one last transaction.
Parameters
	module - the processor module
	occable_item - the item that timed out
	error_map - the accumulated errors and retry count
	repo - the Ecto repo

Returns
	The result of the final repo.transaction/1


  



  
    
      
    
    
      warn(message, logable)



        
          
        

    

  


  

      

          @spec warn(String.t(), logable()) :: {:ok, String.t()}


      



  



  
    
      
    
    
      warn(message, logable, changeset)



        
          
        

    

  


  

      

          @spec warn(String.t(), logable(), any()) :: {:ok, String.t()}


      



  


        

      


  

    
DoubleEntryLedger.CommandQueue.InstanceMonitor 
    



      
Monitors the command queue for pending commands and ensures processors are started as needed.
Overview
The InstanceMonitor is a GenServer responsible for periodically scanning the database
for instances that have commands requiring processing. For each such instance,
it ensures that an InstanceProcessor is running to handle those commands.
Responsibilities
	Periodically poll the database for instances with pending, failed, or timed-out commands.
	For each instance with processable commands, ensure an InstanceProcessor is started.
	Avoid starting duplicate processors for the same instance by checking the Registry.
	Use application configuration for poll interval (:poll_interval in :command_queue config).

Configuration
The poll interval can be set in your application config:
config :double_entry_ledger, :command_queue, poll_interval: 5_000
The default poll interval is 5,000 milliseconds (5 seconds) if not specified.
Process Supervision
This module is intended to be supervised as part of the command queue supervision tree.

      


      
        Summary


  
    Functions
  


    
      
        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        start_link(opts)

      


        Starts the InstanceMonitor GenServer.



    





      


      
        Functions


        


  
    
      
    
    
      child_spec(init_arg)



        
          
        

    

  


  

Returns a specification to start this module under a supervisor.
See Supervisor.

  



  
    
      
    
    
      start_link(opts)



        
          
        

    

  


  

Starts the InstanceMonitor GenServer.
This function is typically called by the supervisor and does not need to be called directly.

  


        

      


  

    
DoubleEntryLedger.CommandQueue.InstanceProcessor 
    



      
Handles processing of commands for a specific instance.
The InstanceProcessor is responsible for fetching, processing, and updating the status
of commands belonging to a single instance. It is started dynamically by the
InstanceMonitor when there are queued commands to process.
Responsibilities
	Fetch pending, failed, or timed-out commands for the assigned instance.
	Process each command and update its status in the database.
	Handle retries and error cases according to command queue logic.
	Ensure only one processor runs per instance at a time (enforced via Registry).

This module is typically supervised under the InstanceSupervisor as a dynamic child.

      


      
        Summary


  
    Functions
  


    
      
        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        start_link(opts)

      


        Starts an instance processor for the specified instance.



    


    
      
        via_tuple(instance_id)

      


        Creates a via tuple for registry-based naming.



    





      


      
        Functions


        


  
    
      
    
    
      child_spec(init_arg)



        
          
        

    

  


  

Returns a specification to start this module under a supervisor.
See Supervisor.

  



  
    
      
    
    
      start_link(opts)



        
          
        

    

  


  

Starts an instance processor for the specified instance.
Parameters
	opts - Keyword list of options where:	:instance_id - Required UUID of the instance to process commands for



Returns
	{:ok, pid} - Successfully started the processor
	{:error, reason} - Failed to start the processor


  



  
    
      
    
    
      via_tuple(instance_id)



        
          
        

    

  


  

Creates a via tuple for registry-based naming.
Parameters
	instance_id - UUID of the instance to create a name for

Returns
	A tuple in the format expected by Registry for process lookup


  


        

      


  

    
DoubleEntryLedger.CommandQueue.Scheduling 
    



      
Provides scheduling helpers for commands in the command queue.
It exposes functions that manage the full lifecycle of a command in the queue:
	Scheduling and retrying failed commands with exponential backoff
	Managing transitions between different command states (pending, processing, failed, dead letter)
	Handling special cases like updates waiting for create commands
	Adding errors and tracking retry attempts

The scheduling system uses configurable parameters:
	Maximum number of retries before a command is sent to dead letter
	Base delay for first retry attempt
	Maximum delay cap to prevent excessive wait times
	Jitter to prevent thundering herd problems during retries


      


      
        Summary


  
    Functions
  


    
      
        build_mark_as_dead_letter(command, error)

      


        Builds a changeset to mark a command as permanently failed (dead letter).



    


    
      
        build_mark_as_processed(command)

      


        Builds a changeset to mark a command as processed.



    


    
      
        build_revert_to_pending(command, error)

      


        Builds a changeset to revert a command to the pending state.



    


    
      
        build_schedule_retry_with_reason(command, error, status)

      


        Builds a changeset to schedule a retry for a failed command.



    


    
      
        build_schedule_update_retry(command, error)

      


        Builds a changeset to schedule the retry of an update command that depends
on a failed create command.



    


    
      
        claim_command_for_processing(id, processor_id, repo \\ Repo)

      


        Claims a command for processing by marking it as being processed by a specific processor.



    


    
      
        mark_as_dead_letter(command, error, repo \\ Repo)

      


    


    
      
        schedule_retry_with_reason(command, reason, status, repo \\ Repo)

      


        Sets the next retry time for a failed command using exponential backoff.



    





      


      
        Functions


        


  
    
      
    
    
      build_mark_as_dead_letter(command, error)



        
          
        

    

  


  

      

          @spec build_mark_as_dead_letter(DoubleEntryLedger.Command.t(), String.t()) ::
  Ecto.Changeset.t()


      


Builds a changeset to mark a command as permanently failed (dead letter).
This is used when a command has failed terminally and should not be retried.
Adds the provided error message to the command's errors and sets the status
to :dead_letter.
Parameters
	command - The command to mark as dead letter
	error - The error message explaining why the command is being marked as dead letter

Returns
	Ecto.Changeset.t() - The changeset for updating the command


  



  
    
      
    
    
      build_mark_as_processed(command)



        
          
        

    

  


  

      

          @spec build_mark_as_processed(DoubleEntryLedger.Command.t()) ::
  Ecto.Changeset.t(DoubleEntryLedger.Command.t())


      


Builds a changeset to mark a command as processed.
This function updates the queue item's status to :processed and records completion metadata.
Parameters
	command - The Command struct to update

Returns
	Ecto.Changeset.t() - The changeset for marking the command as processed


  



  
    
      
    
    
      build_revert_to_pending(command, error)



        
          
        

    

  


  

      

          @spec build_revert_to_pending(DoubleEntryLedger.Command.t(), any()) ::
  Ecto.Changeset.t()


      


Builds a changeset to revert a command to the pending state.
Adds the provided error message to the queue item's errors list and
changes the status to :pending to allow it to be reprocessed.
Parameters
	command - The command to revert to pending state
	error - The error message to add to the command's errors

Returns
	Ecto.Changeset.t() - The changeset for updating the command


  



  
    
      
    
    
      build_schedule_retry_with_reason(command, error, status)



        
          
        

    

  


  

      

          @spec build_schedule_retry_with_reason(
  DoubleEntryLedger.Command.t(),
  String.t() | nil,
  DoubleEntryLedger.CommandQueueItem.state()
) :: Ecto.Changeset.t()


      


Builds a changeset to schedule a retry for a failed command.
Handles both normal retries and terminal failures (dead letter):
	If the retry count exceeds the configured maximum, marks as dead letter
	Otherwise, calculates the next retry time using exponential backoff
	Sets the appropriate command status, clears processor reference, and adds the error

Parameters
	command - The command that needs to be retried
	error - The error message to add to the command's errors
	status - The status to set (usually :failed)

Returns
	Ecto.Changeset.t() - The changeset for updating the command


  



  
    
      
    
    
      build_schedule_update_retry(command, error)



        
          
        

    

  


  

      

          @spec build_schedule_update_retry(
  DoubleEntryLedger.Command.t(),
  DoubleEntryLedger.Workers.CommandWorker.UpdateCommandError.t()
) :: Ecto.Changeset.t()


      


Builds a changeset to schedule the retry of an update command that depends
on a failed create command.
Ensures that update commands don't retry before their prerequisite create commands
by scheduling them after the create command's next retry time.
Parameters
	command - The update command that needs to be retried
	error - An UpdateCommandError struct containing the create command and error details

Returns
	Ecto.Changeset.t() - The changeset for updating the command


  



    

  
    
      
    
    
      claim_command_for_processing(id, processor_id, repo \\ Repo)



        
          
        

    

  


  

      

          @spec claim_command_for_processing(Ecto.UUID.t(), String.t(), Ecto.Repo.t()) ::
  {:ok, DoubleEntryLedger.Command.t()} | {:error, atom()}


      


Claims a command for processing by marking it as being processed by a specific processor.
This function implements optimistic concurrency control to ensure that only one processor
can claim a command at a time. It only allows claiming commands with status :pending or :occ_timeout.
Parameters
	id: The UUID of the command to claim
	processor_id: A string identifier for the processor claiming the command (defaults to "manual")
	repo: The Ecto repository to use (defaults to Repo)

Returns
	{:ok, command}: If the command was successfully claimed
	{:error, :event_not_found}: If no command with the given ID exists
	{:error, :event_already_claimed}: If the command was claimed by another processor
	{:error, :event_not_claimable}: If the command is not in a claimable state (not pending or occ_timeout)


  



    

  
    
      
    
    
      mark_as_dead_letter(command, error, repo \\ Repo)



        
          
        

    

  


  

      

          @spec mark_as_dead_letter(DoubleEntryLedger.Command.t(), String.t(), Ecto.Repo.t()) ::
  {:error, DoubleEntryLedger.Command.t()} | {:error, Ecto.Changeset.t()}


      



  



    

  
    
      
    
    
      schedule_retry_with_reason(command, reason, status, repo \\ Repo)



        
          
        

    

  


  

      

          @spec schedule_retry_with_reason(
  DoubleEntryLedger.Command.t(),
  String.t(),
  DoubleEntryLedger.CommandQueueItem.state(),
  Ecto.Repo.t()
) :: {:error, DoubleEntryLedger.Command.t()} | {:error, Ecto.Changeset.t()}


      


Sets the next retry time for a failed command using exponential backoff.
Parameters
	command - The command that failed and needs retry scheduling
	error - The error message or reason for failure
	status - The status to set for the command (defaults to :failed)

Returns
	{:error, updated_command} - The command with updated retry information
	{:error, changeset} - Error updating the command


  


        

      


  

    
DoubleEntryLedger.CommandQueue.Supervisor 
    



      
Supervises the command queue system components.
This supervisor is responsible for starting and monitoring the following child processes:
	Registry - A unique-keyed process registry for command queue instances.
	DynamicSupervisor - Supervises dynamically started command queue processors.
	DoubleEntryLedger.CommandQueue.InstanceMonitor - Monitors and manages the lifecycle of command queue instances.

The supervisor uses the :one_for_one strategy, so if a child process terminates,
only that process is restarted.

      


      
        Summary


  
    Functions
  


    
      
        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        start_link(init_arg)

      


        Starts the command queue supervisor.



    





      


      
        Functions


        


  
    
      
    
    
      child_spec(init_arg)



        
          
        

    

  


  

Returns a specification to start this module under a supervisor.
See Supervisor.

  



  
    
      
    
    
      start_link(init_arg)



        
          
        

    

  


  

Starts the command queue supervisor.
Parameters
	init_arg: Initialization argument (not used).

Returns
	{:ok, pid} on success.
	{:error, reason} on failure.


  


        

      


  

    
DoubleEntryLedger.CommandQueueItem 
    



      
Schema for the command queue table, used for worker-based queue management.
This schema tracks commands that need to be processed by workers.

      


      
        Summary


  
    Types
  


    
      
        state()

      


    


    
      
        t()

      


    





  
    Functions
  


    
      
        dead_letter_changeset(command_queue_item, error)

      


    


    
      
        processing_complete_changeset(command_queue_item)

      


    


    
      
        processing_start_changeset(command_queue_item, processor_id, retry_count)

      


    


    
      
        revert_to_pending_changeset(command_queue_item, error \\ nil)

      


    


    
      
        schedule_retry_changeset(command_queue_item, error, state, delay)

      


    


    
      
        schedule_update_retry_changeset(command_queue_item, update_command_error, retry_delay)

      


    





      


      
        Types


        


  
    
      
    
    
      state()



        
          
        

    

  


  

      

          @type state() ::
  :dead_letter | :processing | :occ_timeout | :failed | :processed | :pending


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %DoubleEntryLedger.CommandQueueItem{
  __meta__: term(),
  command: term(),
  command_id: Ecto.UUID.t() | nil,
  errors: [map()] | nil,
  id: Ecto.UUID.t() | nil,
  inserted_at: term(),
  next_retry_after: DateTime.t() | nil,
  occ_retry_count: integer() | nil,
  processing_completed_at: DateTime.t() | nil,
  processing_started_at: DateTime.t() | nil,
  processor_id: String.t() | nil,
  processor_version: integer() | nil,
  retry_count: integer() | nil,
  status: state() | nil,
  updated_at: term()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      dead_letter_changeset(command_queue_item, error)



        
          
        

    

  


  

      

          @spec dead_letter_changeset(t(), any()) :: Ecto.Changeset.t()


      



  



  
    
      
    
    
      processing_complete_changeset(command_queue_item)



        
          
        

    

  


  

      

          @spec processing_complete_changeset(t()) :: Ecto.Changeset.t()


      



  



  
    
      
    
    
      processing_start_changeset(command_queue_item, processor_id, retry_count)



        
          
        

    

  


  

      

          @spec processing_start_changeset(t(), String.t(), non_neg_integer()) ::
  Ecto.Changeset.t()


      



  



    

  
    
      
    
    
      revert_to_pending_changeset(command_queue_item, error \\ nil)



        
          
        

    

  


  

      

          @spec revert_to_pending_changeset(t(), any()) :: Ecto.Changeset.t()


      



  



  
    
      
    
    
      schedule_retry_changeset(command_queue_item, error, state, delay)



        
          
        

    

  


  

      

          @spec schedule_retry_changeset(
  t(),
  any(),
  state(),
  non_neg_integer()
) :: Ecto.Changeset.t()


      



  



  
    
      
    
    
      schedule_update_retry_changeset(command_queue_item, update_command_error, retry_delay)



        
          
        

    

  


  

      

          @spec schedule_update_retry_changeset(
  t(),
  DoubleEntryLedger.Workers.CommandWorker.UpdateCommandError.t(),
  non_neg_integer()
) :: Ecto.Changeset.t()


      



  


        

      


  

    
DoubleEntryLedger.Workers.Oban.JournalEventLinks 
    



      
Oban worker to create all JournalEventLinks

      




  

    
DoubleEntryLedger.Logger 
    



      
Bespoke logger

      




  

    
DoubleEntryLedger.Types 
    



      
Defines the type specifications and constants for the DoubleEntryLedger system.
This module contains type definitions that represent core accounting concepts used
throughout the application. It provides both the type specifications for static
type checking and helper functions to access the allowed values at runtime.
Credit and Debit Types
	credit_or_debit - Represents the two fundamental transaction entry types in accounting
	credit_and_debit - A list containing both credit and debit values

Account Types
	account_type - The five standard accounting categories:	:asset - Resources owned by the entity (cash, receivables, inventory)
	:liability - Obligations owed by the entity (payables, loans)
	:equity - Residual interest in assets after deducting liabilities
	:revenue - Income earned from normal business operations
	:expense - Costs incurred in normal business operations



Transaction Types
	trx_types - Different states and transitions for transactions:	:posted - Final recorded transaction
	:pending - Transaction awaiting confirmation
	:pending_to_pending - A pending transaction still pending after modification
	:pending_to_posted - A pending transaction becoming posted
	:pending_to_archived - A pending transaction becoming archived



Usage Examples
Getting all account types:
DoubleEntryLedger.Types.account_types()
# Returns [:asset, :liability, :equity, :revenue, :expense]
Getting credit and debit types:
DoubleEntryLedger.Types.credit_and_debit()
# Returns [:credit, :debit]
Using the types in function specifications:
@spec process_entry(account_id :: Ecto.UUID.t(), amount :: integer, type :: DoubleEntryLedger.Types.credit_or_debit()) :: Entry.t()

      


      
        Summary


  
    Types
  


    
      
        account_type()

      


        The five standard accounting categories for classifying accounts.



    


    
      
        credit_and_debit()

      


        A list containing both credit and debit types.



    


    
      
        credit_or_debit()

      


        Represents a credit or debit entry type in double-entry accounting.



    


    
      
        trx_types()

      


        Transaction states and transitions in the ledger system.



    





  
    Functions
  


    
      
        account_types()

      


        Returns a list of standard account types used in accounting.



    


    
      
        credit_and_debit()

      


        Returns a list of credit and debit types used in accounting entries.



    





      


      
        Types


        


  
    
      
    
    
      account_type()



        
          
        

    

  


  

      

          @type account_type() :: :expense | :revenue | :equity | :liability | :asset


      


The five standard accounting categories for classifying accounts.

  



  
    
      
    
    
      credit_and_debit()



        
          
        

    

  


  

      

          @type credit_and_debit() :: [credit_or_debit()]


      


A list containing both credit and debit types.

  



  
    
      
    
    
      credit_or_debit()



        
          
        

    

  


  

      

          @type credit_or_debit() :: :debit | :credit


      


Represents a credit or debit entry type in double-entry accounting.

  



  
    
      
    
    
      trx_types()



        
          
        

    

  


  

      

          @type trx_types() ::
  :posted
  | :pending
  | :pending_to_pending
  | :pending_to_posted
  | :pending_to_archived


      


Transaction states and transitions in the ledger system.

  


        

      

      
        Functions


        


  
    
      
    
    
      account_types()



        
          
        

    

  


  

      

          @spec account_types() :: [account_type()]


      


Returns a list of standard account types used in accounting.
These represent the five fundamental categories in accounting that classify
all financial accounts within a ledger system.
Returns
	[:asset, :liability, :equity, :revenue, :expense] - A list of atoms representing account types

Account Type Descriptions
	:asset - Resources owned by the entity (cash, receivables, inventory)
	:liability - Obligations owed by the entity (payables, loans)
	:equity - Residual interest in assets after deducting liabilities
	:revenue - Income earned from normal business operations
	:expense - Costs incurred in normal business operations

Usage Example
DoubleEntryLedger.Types.account_types()
# => [:asset, :liability, :equity, :revenue, :expense]

  



  
    
      
    
    
      credit_and_debit()



        
          
        

    

  


  

      

          @spec credit_and_debit() :: credit_and_debit()


      


Returns a list of credit and debit types used in accounting entries.
These represent the two fundamental operation types in double-entry accounting,
where every financial transaction must have equal amounts of credits and debits.
Returns
	[:credit, :debit] - A list of atoms representing the entry types

Usage Example
DoubleEntryLedger.Types.credit_and_debit()
# => [:credit, :debit]

  


        

      


  

    
DoubleEntryLedger.Utils.Changeset 
    



      
Get all errors

      


      
        Summary


  
    Functions
  


    
      
        all_errors(changeset)

      


    


    
      
        all_errors_with_opts(changeset)

      


        Returns errors grouped by field as a map of lists of {message_template, opts} tuples.



    





      


      
        Functions


        


  
    
      
    
    
      all_errors(changeset)



        
          
        

    

  


  

      

          @spec all_errors(Ecto.Changeset.t()) :: String.t()


      



  



  
    
      
    
    
      all_errors_with_opts(changeset)



        
          
        

    

  


  

Returns errors grouped by field as a map of lists of {message_template, opts} tuples.
Messages are not interpolated; templates and their options are preserved for
downstream formatting, translation, or logging.

  


        

      


  

    
DoubleEntryLedger.Utils.Currency 
    



      
Provides types and helper functions for currency handling within the ledger system.
This module facilitates currency operations such as converting amounts to Money structs
and retrieving supported currency atoms.

      


      
        Summary


  
    Types
  


    
      
        currency_atom()

      


    





  
    Functions
  


    
      
        currency_atoms()

      


        Returns a list of all supported currency atoms.



    


    
      
        to_abs_money(amount, currency)

      


        Converts an amount and a currency to a Money struct, ensuring the amount is positive.



    


    
      
        to_money(amount, currency)

      


        Converts an amount and a currency to a Money struct.



    





      


      
        Types


        


  
    
      
    
    
      currency_atom()



        
          
        

    

  


  

      

          @type currency_atom() ::
  :NAD
  | :AFN
  | :XAF
  | :ERN
  | :XAG
  | :BOB
  | :HNL
  | :BWP
  | :NPR
  | :STN
  | :USD
  | :PAB
  | :LKR
  | :BDT
  | :SLL
  | :GNF
  | :XSU
  | :MYR
  | :SHP
  | :UYU
  | :CNY
  | :CLF
  | :XBB
  | :DJF
  | :KWD
  | :IQD
  | :XOF
  | :BAM
  | :KYD
  | :NOK
  | :MAD
  | :XUA
  | :USN
  | :GMD
  | :AWG
  | :CLP
  | :LSL
  | :SYP
  | :MXV
  | :INR
  | :TJS
  | :TZS
  | :TRY
  | :LRD
  | :TOP
  | :KZT
  | :RWF
  | :SSP
  | :CDF
  | :EGP
  | :WST
  | :AED
  | :BBD
  | :PHP
  | :AUD
  | :BHD
  | :BND
  | :AZN
  | :CVE
  | :JOD
  | :HUF
  | :PGK
  | :PYG
  | :XPF
  | :LYD
  | :BOV
  | :UGX
  | :NZD
  | :ETB
  | :SBD
  | :ZAR
  | :AMD
  | :BSD
  | :ALL
  | :FJD
  | :UYI
  | :CAD
  | :COP
  | :XAU
  | :MWK
  | :HKD
  | :BZD
  | :AOA
  | :XPT
  | :HTG
  | :BYN
  | :ILS
  | :RON
  | :GBP
  | :PEN
  | :DZD
  | :MRU
  | :VEF
  | :NIO
  | :KPW
  | :RSD
  | :ZMW
  | :DOP
  | :KES
  | :MZN
  | :VES
  | :MOP
  | :MMK
  | :XPD
  | :OMR
  | :THB
  | :VND
  | :ANG
  | :PLN
  | :SCR
  | :BRL
  | :YER
  | :LAK
  | :FKP
  | :LBP
  | :DKK
  | :XBC
  | :XDR
  | :JPY
  | :MNT
  | :SLE
  | :JMD
  | :LTL
  | :GEL
  | :MVR
  | :PKR
  | :XFU
  | :IDR
  | :EUR
  | :GHS
  | :RUB
  | :GYD
  | :HRK
  | :VUV
  | :MRO
  | :CUC
  | :UAH
  | :SOS
  | :BMD
  | :ISK
  | :STD
  | :XBA
  | :KRW
  | :CHF
  | :TMT
  | :SRD
  | :CRC
  | :TWD
  | :COU
  | :MKD
  | :SGD
  | :BYR
  | :QAR
  | :EEK
  | :TND
  | :SAR
  | :LVL
  | :TTD
  | :KGS
  | :SVC
  | :BIF
  | :KMF
  | :GIP
  | :MUR
  | :MXN
  | :XCD
  | :GTQ
  | :XBD
  | :CUP
  | :BGN
  | :XTS
  | :MGA
  | :BTN
  | :SDG
  | :SZL
  | :SEK
  | :IRR
  | :NGN
  | :MDL
  | :UZS
  | :CZK
  | :ZWL
  | :ARS
  | :KHR


      



  


        

      

      
        Functions


        


  
    
      
    
    
      currency_atoms()



        
          
        

    

  


  

      

          @spec currency_atoms() :: [currency_atom()]


      


Returns a list of all supported currency atoms.
Examples
iex> Currency.currency_atoms() |> Enum.sort() |> Enum.take(3)
[:AED, :AFN, :ALL]

  



  
    
      
    
    
      to_abs_money(amount, currency)



        
          
        

    

  


  

      

          @spec to_abs_money(integer(), currency_atom() | binary()) ::
  Money.t() | {:error, String.t()}


      


Converts an amount and a currency to a Money struct, ensuring the amount is positive.
Parameters
	amount - The integer amount to convert.
	currency - The currency atom for the amount.

Examples
iex> Currency.to_abs_money(-100, :USD)
%Money{amount: 100, currency: :USD}

iex> Currency.to_abs_money(100, "USD")
%Money{amount: 100, currency: :USD}

iex> Currency.to_abs_money(100, "XYZ")
{:error, "Invalid currency"}

iex> Currency.to_abs_money("100", 100)
{:error, "Invalid amount or currency"}
Returns
	A Money.t() struct with an absolute value of the amount.


  



  
    
      
    
    
      to_money(amount, currency)



        
          
        

    

  


  

      

          @spec to_money(integer(), currency_atom() | binary()) ::
  Money.t() | {:error, String.t()}


      


Converts an amount and a currency to a Money struct.
Parameters
	amount - The integer amount to convert.
	currency - The currency atom for the amount.

Examples
iex> Currency.to_money(-100, :USD)
%Money{amount: -100, currency: :USD}

iex> Currency.to_money(100, "USD")
%Money{amount: 100, currency: :USD}

iex> Currency.to_money(100, "XYZ")
{:error, "Invalid currency"}

iex> Currency.to_money("100", 100)
{:error, "Invalid amount or currency"}
Returns
	A Money.t() struct with an absolute value of the amount.


  


        

      


  

    
DoubleEntryLedger.Utils.Map 
    



      
Provides helper functions for working with maps in the context of the double-entry ledger.

      


      
        Summary


  
    Functions
  


    
      
        deep_atomize_keys!(struct)

      


    





      


      
        Functions


        


  
    
      
    
    
      deep_atomize_keys!(struct)



        
          
        

    

  


  


  


        

      


  

    
DoubleEntryLedger.Utils.Pagination 
    



      
Pagination

      


      
        Summary


  
    Functions
  


    
      
        paginate(query, page, per_page)

      


    





      


      
        Functions


        


  
    
      
    
    
      paginate(query, page, per_page)



        
          
        

    

  


  

      

          @spec paginate(Ecto.Query.t(), non_neg_integer(), non_neg_integer()) :: Ecto.Query.t()


      



  


        

      


  

    
DoubleEntryLedger.Utils.Traceable protocol
    



      
Builds structured metadata maps for logging and tracing ledger operations.
Implementations focus on command-centric structs (commands and command maps) while accepting
related domain entities or errors to enrich the metadata. Keys are prefixed with event_*
for backward compatibility with existing log consumers, but values describe command activity.

      


      
        Summary


  
    Types
  


    
      
        t()

      


        All the types that implement this protocol.



    





  
    Functions
  


    
      
        changeset_metadata(schema, changeset)

      


    


    
      
        metadata(schema)

      


    


    
      
        metadata(schema, schema_or_error)

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: term()


      


All the types that implement this protocol.

  


        

      

      
        Functions


        


  
    
      
    
    
      changeset_metadata(schema, changeset)



        
          
        

    

  


  

      

          @spec changeset_metadata(t(), Ecto.Changeset.t()) :: map()


      



  



  
    
      
    
    
      metadata(schema)



        
          
        

    

  


  

      

          @spec metadata(t()) :: map()


      



  



  
    
      
    
    
      metadata(schema, schema_or_error)



        
          
        

    

  


  

      

          @spec metadata(t(), Ecto.Schema.t()) :: map()


      



  


        

      


  

    
DoubleEntryLedger.Occ.Helper 
    



      
Provides helper functions for managing Optimistic Concurrency Control (OCC) in the Double Entry Ledger system.
This module contains utilities for implementing OCC retry logic, including backoff timing,
error tracking, and retry state management. It offers a consistent framework for handling
concurrent modification conflicts across the application.
Key Functionality
	Retry Management: Calculate and apply appropriate backoff delays
	Error Tracking: Update error maps with retry information and messages
	Configuration: Access OCC-related configuration settings like max retries
	Timing Utilities: Calculate next retry times for command scheduling

Configuration
The module's behavior can be configured through the following application environment variables:
	:max_retries - Maximum number of retry attempts (default: 5)
	:retry_interval - Base interval for retries in milliseconds (default: 200)
	:next_retry_after_interval - Time to wait before next retry attempt (default: max_retries * retry_interval)

Usage Examples
Setting a delay based on current attempt number:
# Pause execution with exponential backoff
DoubleEntryLedger.Occ.Helper.set_delay_timer(attempt_number)
Updating an error map after an OCC conflict:
updated_error_map = DoubleEntryLedger.Occ.Helper.update_error_map(
  existing_error_map,
  current_attempt_number,
  %{step_1: result_1, step_2: result_2}
)
Calculating timestamps for retry scheduling:
{now, next_retry_time} = DoubleEntryLedger.Occ.Helper.get_now_and_next_retry_after()
Implementation Notes
This module uses a linear backoff strategy where retry intervals increase based on
remaining attempts, helping to reduce contention over time while maintaining
responsiveness for quick resolutions.

      


      
        Summary


  
    Functions
  


    
      
        create_error_map(command)

      


        See DoubleEntryLedger.Command.ErrorMap.create_error_map/1.



    


    
      
        delay(attempts)

      


        Calculates the delay duration based on the number of attempts.
Can be configured via the :retry_interval application environment.
The delay increases with each attempt.



    


    
      
        max_retries()

      


        Returns the maximum number of retries allowed.
Can be configured via the :max_retries application environment.



    


    
      
        occ_error_message(attempts)

      


        Generates an appropriate error message for OCC conflicts.



    


    
      
        occ_timeout_changeset(command, error_map)

      


        Creates a changeset to mark a command as timed out due to OCC conflicts.



    


    
      
        retry_interval()

      


        Returns the retry interval in milliseconds.
Can be configured via the :retry_interval application environment.



    


    
      
        set_delay_timer(attempts)

      


        Pauses execution for a calculated delay based on the number of attempts.



    


    
      
        update_error_map(error_map, attempts, steps_so_far)

      


        Updates the given ErrorMap with a new error message, incrementing the retry count
and updating the steps completed so far.



    





      


      
        Functions


        


  
    
      
    
    
      create_error_map(command)



        
          
        

    

  


  

See DoubleEntryLedger.Command.ErrorMap.create_error_map/1.

  



  
    
      
    
    
      delay(attempts)



        
          
        

    

  


  

      

          @spec delay(integer()) :: number()


      


Calculates the delay duration based on the number of attempts.
Can be configured via the :retry_interval application environment.
The delay increases with each attempt.
Parameters
	attempts: The current attempt number.

Examples
iex> DoubleEntryLedger.Occ.Helper.delay(4)
20
iex> DoubleEntryLedger.Occ.Helper.delay(2)
40

  



  
    
      
    
    
      max_retries()



        
          
        

    

  


  

      

          @spec max_retries() :: integer()


      


Returns the maximum number of retries allowed.
Can be configured via the :max_retries application environment.
Examples
iex> DoubleEntryLedger.Occ.Helper.max_retries()
5

  



  
    
      
    
    
      occ_error_message(attempts)



        
          
        

    

  


  

      

          @spec occ_error_message(integer()) :: String.t()


      


Generates an appropriate error message for OCC conflicts.
Creates different messages depending on the number of attempts remaining:
	When attempts > 1, shows a retry message with delay time and attempts left
	When attempts <= 1, shows a final timeout message

Parameters
	attempts (integer()): The current attempt number

Returns
	String.t(): A formatted error message

Examples
iex> DoubleEntryLedger.Occ.Helper.occ_error_message(3)
"OCC conflict detected, retrying after 30 ms... 2 attempts left"

iex> DoubleEntryLedger.Occ.Helper.occ_error_message(1)
"OCC conflict: Max number of 5 retries reached"

  



  
    
      
    
    
      occ_timeout_changeset(command, error_map)



        
          
        

    

  


  

      

          @spec occ_timeout_changeset(
  DoubleEntryLedger.Command.t(),
  DoubleEntryLedger.Command.ErrorMap.t()
) ::
  Ecto.Changeset.t()


      


Creates a changeset to mark a command as timed out due to OCC conflicts.
This function prepares a changeset that updates a command to the :occ_timeout status,
recording the error information from the error map and updating the retry count.
Parameters
	command (Command.t()): The command to update
	%{errors: errors, retries: retries}: An error map containing:	errors: List of error messages accumulated during retry attempts
	retries: Number of retry attempts made



Returns
	Ecto.Changeset.t(): A changeset ready to update the command with timeout information


  



  
    
      
    
    
      retry_interval()



        
          
        

    

  


  

      

          @spec retry_interval() :: integer()


      


Returns the retry interval in milliseconds.
Can be configured via the :retry_interval application environment.
Examples
iex> DoubleEntryLedger.Occ.Helper.retry_interval()
10

  



  
    
      
    
    
      set_delay_timer(attempts)



        
          
        

    

  


  

      

          @spec set_delay_timer(integer()) :: :ok


      


Pauses execution for a calculated delay based on the number of attempts.
Parameters
	attempts: The current attempt number.

Examples
iex> DoubleEntryLedger.Occ.Helper.set_delay_timer(2)
:ok

  



  
    
      
    
    
      update_error_map(error_map, attempts, steps_so_far)



        
          
        

    

  


  

      

          @spec update_error_map(DoubleEntryLedger.Command.ErrorMap.t(), integer(), map()) ::
  DoubleEntryLedger.Command.ErrorMap.t()


      


Updates the given ErrorMap with a new error message, incrementing the retry count
and updating the steps completed so far.
Parameters
	error_map (ErrorMap.t()): The current error map to be updated.
	attempts (integer()): The number of attempts made so far.
	steps_so_far (map()): A map representing the steps completed so far.

Returns
	ErrorMap.t(): The updated error map with the new error message, incremented retry count,
and updated steps.

Examples
iex> error_map = %DoubleEntryLedger.Command.ErrorMap{errors: [], retries: 0, steps_so_far: %{}}
iex> updated_error_map = DoubleEntryLedger.Occ.Helper.update_error_map(error_map, 3, %{step: "processing"})
iex> updated_error_map.retries
1
iex> updated_error_map.steps_so_far
%{step: "processing"}
iex> length(updated_error_map.errors) > 0
true

  


        

      


  

    
DoubleEntryLedger.Occ.Occable protocol
    



      
Protocol for handling Optimistic Concurrency Control (OCC) in the double-entry ledger system.
This protocol defines the behavior required for entities that use optimistic concurrency
control for database operations. It provides methods for:
	Updating entities during retry attempts when conflicts occur
	Handling timeout situations when maximum retries are reached

Implementing this protocol allows an entity to participate in the OCC process
with standardized error handling and retry mechanisms.

      


      
        Summary


  
    Types
  


    
      
        t()

      


        All the types that implement this protocol.



    





  
    Functions
  


    
      
        build_multi(impl_struct)

      


    


    
      
        timed_out(impl_struct, name, error_map)

      


        Handles the timeout scenario when maximum OCC retries are reached.



    


    
      
        update!(impl_struct, error_map, repo)

      


        Updates the entity with retry information during OCC retry cycles.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: term()


      


All the types that implement this protocol.

  


        

      

      
        Functions


        


  
    
      
    
    
      build_multi(impl_struct)



        
          
        

    

  


  

      

          @spec build_multi(t()) :: Ecto.Multi.t()


      



  



  
    
      
    
    
      timed_out(impl_struct, name, error_map)



        
          
        

    

  


  

      

          @spec timed_out(t(), atom(), DoubleEntryLedger.Command.ErrorMap.t()) :: Ecto.Multi.t()


      


Handles the timeout scenario when maximum OCC retries are reached.
When the system has attempted the configured maximum number of retries
and still encounters conflicts, this function is called to finalize
the entity state and return an appropriate error tuple.
Parameters
	impl_struct - The struct implementing this protocol
	error_map - Map containing retry count and accumulated errors
	repo - Ecto.Repo to use for the update operation

Returns
	A tuple containing error details and the final state of the entity


  



  
    
      
    
    
      update!(impl_struct, error_map, repo)



        
          
        

    

  


  

      

          @spec update!(t(), DoubleEntryLedger.Command.ErrorMap.t(), Ecto.Repo.t()) :: t()


      


Updates the entity with retry information during OCC retry cycles.
When an optimistic concurrency conflict is detected, this function is called
to record the retry attempt and associated error information.
Parameters
	impl_struct - The struct implementing this protocol
	error_map - Map containing retry count and error details
	repo - Ecto.Repo to use for the update operation

Returns
	The updated struct with retry information


  


        

      


  

    
DoubleEntryLedger.Occ.Processor behaviour
    



      
Behavior and default implementation for Optimistic Concurrency Control (OCC)
in command processing.
This module provides:
	A behaviour defining four callbacks:	build_transaction/3
	handle_build_transaction/3
	handle_transaction_map_error/3
	handle_occ_final_timeout/2


	A process_with_retry/2 implementation that:	Converts command data to a transaction map
	Builds an Ecto.Multi via build_multi/3
	Retries on Ecto.StaleEntryError with exponential backoff
	Calls handle_occ_final_timeout/2 when retries are exhausted


	Helper imports for backoff, error tracking, and scheduling.

Usage
defmodule MyCommandProcessor do
  use DoubleEntryLedger.Occ.Processor

  @impl true
  def build_transaction(command, tx_map, repo) do
    Ecto.Multi.new()
    |> Ecto.Multi.insert(:transaction, Transaction.changeset(%Transaction{}, tx_map))
  end

  @impl true
  def handle_build_transaction(multi, command, _repo), do: multi

  @impl true
  def handle_transaction_map_error(command, error, _repo) do
    Ecto.Multi.new()
    |> Ecto.Multi.update(
      :event_failure,
      Command.changeset(command, %{status: :failed, errors: [inspect(error)]})
    )
  end

  @impl true
  def handle_occ_final_timeout(command, _repo) do
    Ecto.Multi.new()
    |> Ecto.Multi.update(
      :event_dead_letter,
      Command.changeset(command, %{status: :dead_letter})
    )
  end
end

      


      
        Summary


  
    Callbacks
  


    
      
        build_transaction(t, transaction_map, t, t)

      


        Builds an Ecto.Multi transaction for processing a command.



    


    
      
        handle_build_transaction(t, t, t)

      


        Allows further customization of the Ecto.Multi after the base transaction steps.



    


    
      
        handle_occ_final_timeout(t, t)

      


        Handles the case when OCC retries are exhausted.



    


    
      
        handle_transaction_map_error(t, any, t)

      


        Handles errors that occur when converting command data to a transaction map.



    


    
      
        process_with_retry(t, t)

      


        Process the command with retry mechanisms.



    


    
      
        process_with_retry_no_save_on_error(t, t)

      


    





      


      
        Callbacks


        


  
    
      
    
    
      build_transaction(t, transaction_map, t, t)



        
          
        

    

  


  

      

          @callback build_transaction(
  DoubleEntryLedger.Occ.Occable.t(),
  DoubleEntryLedger.Workers.CommandWorker.TransactionCommandTransformer.transaction_map(),
  Ecto.UUID.t(),
  Ecto.Repo.t()
) :: Ecto.Multi.t()


      


Builds an Ecto.Multi transaction for processing a command.
This callback must be implemented by modules using the OccProcessor behavior.
It defines how to construct the database transaction operations needed to process
the command and its associated transaction data.
Required Transaction Steps
The Multi must include specific named steps depending on the input type:
	:create_command (required for TransactionCommandMap) - Must return the created Command struct when processing the TransactionCommandMap
	:transaction (required) - Must return the saved Transaction struct and it must handle the Ecto.StaleEntryError and return it as the error for the Multi.failure()
	:event (required) - Must return the saved Command struct when processing the Command

Parameters
	occable_item: A Command struct or TransactionCommandMap containing the command details to process
	transaction_map: A map of transaction data derived from the command map
	repo: The Ecto repository to use for database operations

Returns
	An Ecto.Multi struct containing all the operations to execute atomically


  



  
    
      
    
    
      handle_build_transaction(t, t, t)



        
          
        

    

  


  

      

          @callback handle_build_transaction(
  Ecto.Multi.t(),
  DoubleEntryLedger.Occ.Occable.t(),
  Ecto.Repo.t()
) ::
  Ecto.Multi.t()


      


Allows further customization of the Ecto.Multi after the base transaction steps.
This callback can be used to add additional steps or modify the Multi before execution.
Parameters
	multi: The Ecto.Multi built by build_transaction/3
	occable_item: The command or command map being processed
	repo: The Ecto repository

Returns
	An updated Ecto.Multi


  



  
    
      
    
    
      handle_occ_final_timeout(t, t)



        
          
        

    

  


  

      

          @callback handle_occ_final_timeout(
  DoubleEntryLedger.Occ.Occable.t(),
  Ecto.Repo.t()
) :: Ecto.Multi.t()


      


Handles the case when OCC retries are exhausted.
This callback should return an Ecto.Multi that marks the command as permanently failed.
Parameters
	occable_item: The command or command map being processed
	repo: The Ecto repository

Returns
	An Ecto.Multi that updates the command as dead letter or timed out


  



  
    
      
    
    
      handle_transaction_map_error(t, any, t)



        
          
        

    

  


  

      

          @callback handle_transaction_map_error(
  DoubleEntryLedger.Occ.Occable.t(),
  any(),
  Ecto.Repo.t()
) :: Ecto.Multi.t()


      


Handles errors that occur when converting command data to a transaction map.
This callback should return an Ecto.Multi that updates the Command to reflect the error.
Parameters
	occable_item: The command or command map being processed
	error: The error encountered during transaction map conversion
	repo: The Ecto repository

Returns
	An Ecto.Multi that updates the command with error information


  



  
    
      
    
    
      process_with_retry(t, t)



        
          
        

    

  


  

      

          @callback process_with_retry(DoubleEntryLedger.Occ.Occable.t(), Ecto.Repo.t()) ::
  {:ok,
   %{
     transaction: DoubleEntryLedger.Transaction.t(),
     event_success: DoubleEntryLedger.Command.t()
   }}
  | {:ok, %{event_failure: DoubleEntryLedger.Command.t()}}
  | Ecto.Multi.failure()


      


Process the command with retry mechanisms.
This callback has a default implementation through the using macro.

  



  
    
      
    
    
      process_with_retry_no_save_on_error(t, t)



        
          
        

    

  


  

      

          @callback process_with_retry_no_save_on_error(
  DoubleEntryLedger.Occ.Occable.t(),
  Ecto.Repo.t()
) ::
  {:ok,
   %{
     transaction: DoubleEntryLedger.Transaction.t(),
     event_success: DoubleEntryLedger.Command.t()
   }}
  | Ecto.Multi.failure()


      



  


        

      


  

    
DoubleEntryLedger.BaseSchema 
    



      
The DoubleEntryLedger.BaseSchema module provides a base schema configuration for all schemas in the DoubleEntryLedger project.
This module sets up common schema attributes such as primary key, foreign key type, and schema prefix.
It is intended to be used with the use macro in other schema modules to ensure consistency.
Usage
To use the BaseSchema in your schema module, simply add use DoubleEntryLedger.BaseSchema:
defmodule DoubleEntryLedger.SomeSchema do
  use DoubleEntryLedger.BaseSchema

  schema "some_table" do
    field :name, :string
    # ... other fields ...
  end
end
This will automatically set up the primary key, foreign key type, and schema prefix for the SomeSchema module.

      




  

    
DoubleEntryLedger.Repo 
    




      
        Summary


  
    Functions
  


    
      
        aggregate(queryable, aggregate, opts \\ [])

      


        Callback implementation for Ecto.Repo.aggregate/3.



    


    
      
        aggregate(queryable, aggregate, field, opts)

      


        Callback implementation for Ecto.Repo.aggregate/4.



    


    
      
        all(queryable, opts \\ [])

      


        Callback implementation for Ecto.Repo.all/2.



    


    
      
        all_by(queryable, clauses, opts \\ [])

      


        Callback implementation for Ecto.Repo.all_by/3.



    


    
      
        checked_out?()

      


        Callback implementation for Ecto.Repo.checked_out?/0.



    


    
      
        checkout(fun, opts \\ [])

      


        Callback implementation for Ecto.Repo.checkout/2.



    


    
      
        child_spec(opts)

      


    


    
      
        config()

      


        Callback implementation for Ecto.Repo.config/0.



    


    
      
        default_options(operation)

      


        Callback implementation for Ecto.Repo.default_options/1.



    


    
      
        delete(struct, opts \\ [])

      


        Callback implementation for Ecto.Repo.delete/2.



    


    
      
        delete!(struct, opts \\ [])

      


        Callback implementation for Ecto.Repo.delete!/2.



    


    
      
        delete_all(queryable, opts \\ [])

      


        Callback implementation for Ecto.Repo.delete_all/2.



    


    
      
        disconnect_all(interval, opts \\ [])

      


        Forces all connections in the repo pool to disconnect within the given interval.



    


    
      
        exists?(queryable, opts \\ [])

      


        Callback implementation for Ecto.Repo.exists?/2.



    


    
      
        explain(operation, queryable, opts \\ [])

      


        Executes an EXPLAIN statement or similar for the given query according to its kind and the
adapter in the given repository.



    


    
      
        get(queryable, id, opts \\ [])

      


        Callback implementation for Ecto.Repo.get/3.



    


    
      
        get!(queryable, id, opts \\ [])

      


        Callback implementation for Ecto.Repo.get!/3.



    


    
      
        get_by(queryable, clauses, opts \\ [])

      


        Callback implementation for Ecto.Repo.get_by/3.



    


    
      
        get_by!(queryable, clauses, opts \\ [])

      


        Callback implementation for Ecto.Repo.get_by!/3.



    


    
      
        get_dynamic_repo()

      


        Callback implementation for Ecto.Repo.get_dynamic_repo/0.



    


    
      
        in_transaction?()

      


        Callback implementation for Ecto.Repo.in_transaction?/0.



    


    
      
        insert(struct, opts \\ [])

      


        Callback implementation for Ecto.Repo.insert/2.



    


    
      
        insert!(struct, opts \\ [])

      


        Callback implementation for Ecto.Repo.insert!/2.



    


    
      
        insert_all(schema_or_source, entries, opts \\ [])

      


        Callback implementation for Ecto.Repo.insert_all/3.



    


    
      
        insert_or_update(changeset, opts \\ [])

      


        Callback implementation for Ecto.Repo.insert_or_update/2.



    


    
      
        insert_or_update!(changeset, opts \\ [])

      


        Callback implementation for Ecto.Repo.insert_or_update!/2.



    


    
      
        load(schema_or_types, data)

      


        Callback implementation for Ecto.Repo.load/2.



    


    
      
        one(queryable, opts \\ [])

      


        Callback implementation for Ecto.Repo.one/2.



    


    
      
        one!(queryable, opts \\ [])

      


        Callback implementation for Ecto.Repo.one!/2.



    


    
      
        preload(struct_or_structs_or_nil, preloads, opts \\ [])

      


        Callback implementation for Ecto.Repo.preload/3.



    


    
      
        prepare_query(operation, query, opts)

      


        Callback implementation for Ecto.Repo.prepare_query/3.



    


    
      
        prepare_transaction(fun_or_multi, opts)

      


        Callback implementation for Ecto.Repo.prepare_transaction/2.



    


    
      
        put_dynamic_repo(dynamic)

      


        Callback implementation for Ecto.Repo.put_dynamic_repo/1.



    


    
      
        query(sql, params \\ [], opts \\ [])

      


        Runs a custom SQL query.



    


    
      
        query!(sql, params \\ [], opts \\ [])

      


        Same as query/3 but returns result directly without :ok tuple
and raises on invalid queries



    


    
      
        query_many(sql, params \\ [], opts \\ [])

      


        Runs a custom SQL query that returns multiple results on the given repo.



    


    
      
        query_many!(sql, params \\ [], opts \\ [])

      


        Same as query_many/4 but returns result directly without :ok tuple
and raises on invalid queries



    


    
      
        reload(queryable, opts \\ [])

      


        Callback implementation for Ecto.Repo.reload/2.



    


    
      
        reload!(queryable, opts \\ [])

      


        Callback implementation for Ecto.Repo.reload!/2.



    


    
      
        rollback(value)

      


        Callback implementation for Ecto.Repo.rollback/1.



    


    
      
        start_link(opts \\ [])

      


        Callback implementation for Ecto.Repo.start_link/1.



    


    
      
        stop(timeout \\ 5000)

      


        Callback implementation for Ecto.Repo.stop/1.



    


    
      
        stream(queryable, opts \\ [])

      


        Callback implementation for Ecto.Repo.stream/2.



    


    
      
        to_sql(operation, queryable)

      


        Converts the given query to SQL according to its kind and the
adapter in the given repository.



    


    
      
        transact(fun_or_multi, opts \\ [])

      


        Callback implementation for Ecto.Repo.transact/2.



    


    
      
        transaction(fun_or_multi, opts \\ [])

      


        Callback implementation for Ecto.Repo.transaction/2.



    


    
      
        update(struct, opts \\ [])

      


        Callback implementation for Ecto.Repo.update/2.



    


    
      
        update!(struct, opts \\ [])

      


        Callback implementation for Ecto.Repo.update!/2.



    


    
      
        update_all(queryable, updates, opts \\ [])

      


        Callback implementation for Ecto.Repo.update_all/3.



    





      


      
        Functions


        


    

  
    
      
    
    
      aggregate(queryable, aggregate, opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.aggregate/3.

  



  
    
      
    
    
      aggregate(queryable, aggregate, field, opts)



        
          
        

    

  


  

Callback implementation for Ecto.Repo.aggregate/4.

  



    

  
    
      
    
    
      all(queryable, opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.all/2.

  



    

  
    
      
    
    
      all_by(queryable, clauses, opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.all_by/3.

  



  
    
      
    
    
      checked_out?()



        
          
        

    

  


  

Callback implementation for Ecto.Repo.checked_out?/0.

  



    

  
    
      
    
    
      checkout(fun, opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.checkout/2.

  



  
    
      
    
    
      child_spec(opts)



        
          
        

    

  


  


  



  
    
      
    
    
      config()



        
          
        

    

  


  

Callback implementation for Ecto.Repo.config/0.

  



  
    
      
    
    
      default_options(operation)



        
          
        

    

  


  

Callback implementation for Ecto.Repo.default_options/1.

  



    

  
    
      
    
    
      delete(struct, opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.delete/2.

  



    

  
    
      
    
    
      delete!(struct, opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.delete!/2.

  



    

  
    
      
    
    
      delete_all(queryable, opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.delete_all/2.

  



    

  
    
      
    
    
      disconnect_all(interval, opts \\ [])



        
          
        

    

  


  

      

          @spec disconnect_all(non_neg_integer(), opts :: Keyword.t()) :: :ok


      


Forces all connections in the repo pool to disconnect within the given interval.
Once this function is called, the pool will disconnect all of its connections
as they are checked in or as they are pinged. Checked in connections will be
randomly disconnected within the given time interval. Pinged connections are
immediately disconnected - as they are idle (according to :idle_interval).
If the connection has a backoff configured (which is the case by default),
disconnecting means an attempt at a new connection will be done immediately
after, without starting a new process for each connection. However, if backoff
has been disabled, the connection process will terminate. In such cases,
disconnecting all connections may cause the pool supervisor to restart
depending on the max_restarts/max_seconds configuration of the pool,
so you will want to set those carefully.

  



    

  
    
      
    
    
      exists?(queryable, opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.exists?/2.

  



    

  
    
      
    
    
      explain(operation, queryable, opts \\ [])



        
          
        

    

  


  

      

          @spec explain(
  :all | :update_all | :delete_all,
  Ecto.Queryable.t(),
  opts :: Keyword.t()
) ::
  String.t() | Exception.t() | [map()]


      


Executes an EXPLAIN statement or similar for the given query according to its kind and the
adapter in the given repository.
Examples
# Postgres
iex> MyRepo.explain(:all, Post)
"Seq Scan on posts p0  (cost=0.00..12.12 rows=1 width=443)"

iex> Ecto.Adapters.SQL.explain(Repo, :all, Post)
"Seq Scan on posts p0  (cost=0.00..12.12 rows=1 width=443)"

# MySQL
iex> MyRepo.explain(:all, from(p in Post, where: p.title == "title")) |> IO.puts()
+----+-------------+-------+------------+------+---------------+------+---------+------+------+----------+-------------+
| id | select_type | table | partitions | type | possible_keys | key  | key_len | ref  | rows | filtered | Extra       |
+----+-------------+-------+------------+------+---------------+------+---------+------+------+----------+-------------+
|  1 | SIMPLE      | p0    | NULL       | ALL  | NULL          | NULL | NULL    | NULL |    1 |    100.0 | Using where |
+----+-------------+-------+------------+------+---------------+------+---------+------+------+----------+-------------+

# Shared opts
iex> MyRepo.explain(:all, Post, analyze: true, timeout: 20_000)
"Seq Scan on posts p0  (cost=0.00..11.70 rows=170 width=443) (actual time=0.013..0.013 rows=0 loops=1)\nPlanning Time: 0.031 ms\nExecution Time: 0.021 ms"
It's safe to execute it for updates and deletes, no data change will be committed:
iex> MyRepo.explain(Repo, :update_all, from(p in Post, update: [set: [title: "new title"]]))
"Update on posts p0  (cost=0.00..11.70 rows=170 width=449)\n  ->  Seq Scan on posts p0  (cost=0.00..11.70 rows=170 width=449)"
This function is also available under the repository with name explain:
iex> MyRepo.explain(:all, from(p in Post, where: p.title == "title"))
"Seq Scan on posts p0  (cost=0.00..12.12 rows=1 width=443)\n  Filter: ((title)::text = 'title'::text)"
Options
Built-in adapters support passing opts to the EXPLAIN statement according to the following:
	Adapter	Supported opts
	Postgrex	analyze, verbose, costs, settings, buffers, timing, summary, format, plan
	MyXQL	format

All options except format are boolean valued and default to false.
The allowed format values are :map, :yaml, and :text:
	:map is the deserialized JSON encoding.
	:yaml and :text return the result as a string.

The built-in adapters support the following formats:
	Postgrex: :map, :yaml and :text
	MyXQL: :map and :text

The :plan option in Postgrex can take the values :custom or :fallback_generic. When :custom
is specified, the explain plan generated will consider the specific values of the query parameters
that are supplied. When using :fallback_generic, the specific values of the query parameters will
be ignored. :fallback_generic does not use PostgreSQL's built-in support for a generic explain
plan (available as of PostgreSQL 16), but instead uses a special implementation that works for PostgreSQL
versions 12 and above. Defaults to :custom.
Any other value passed to opts will be forwarded to the underlying adapter query function, including
shared Repo options such as :timeout. Non built-in adapters may have specific behaviour and you should
consult their documentation for more details.
For version compatibility, please check your database's documentation:
	Postgrex: PostgreSQL doc.
	MyXQL: MySQL doc.
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Callback implementation for Ecto.Repo.get/3.
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Callback implementation for Ecto.Repo.get!/3.

  



    

  
    
      
    
    
      get_by(queryable, clauses, opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.get_by/3.

  



    

  
    
      
    
    
      get_by!(queryable, clauses, opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.get_by!/3.

  



  
    
      
    
    
      get_dynamic_repo()



        
          
        

    

  


  

Callback implementation for Ecto.Repo.get_dynamic_repo/0.

  



  
    
      
    
    
      in_transaction?()



        
          
        

    

  


  

Callback implementation for Ecto.Repo.in_transaction?/0.

  



    

  
    
      
    
    
      insert(struct, opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.insert/2.

  



    

  
    
      
    
    
      insert!(struct, opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.insert!/2.

  



    

  
    
      
    
    
      insert_all(schema_or_source, entries, opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.insert_all/3.

  



    

  
    
      
    
    
      insert_or_update(changeset, opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.insert_or_update/2.

  



    

  
    
      
    
    
      insert_or_update!(changeset, opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.insert_or_update!/2.

  



  
    
      
    
    
      load(schema_or_types, data)



        
          
        

    

  


  

Callback implementation for Ecto.Repo.load/2.

  



    

  
    
      
    
    
      one(queryable, opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.one/2.

  



    

  
    
      
    
    
      one!(queryable, opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.one!/2.

  



    

  
    
      
    
    
      preload(struct_or_structs_or_nil, preloads, opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.preload/3.

  



  
    
      
    
    
      prepare_query(operation, query, opts)



        
          
        

    

  


  

Callback implementation for Ecto.Repo.prepare_query/3.

  



  
    
      
    
    
      prepare_transaction(fun_or_multi, opts)



        
          
        

    

  


  

Callback implementation for Ecto.Repo.prepare_transaction/2.

  



  
    
      
    
    
      put_dynamic_repo(dynamic)



        
          
        

    

  


  

Callback implementation for Ecto.Repo.put_dynamic_repo/1.

  



    

    

  
    
      
    
    
      query(sql, params \\ [], opts \\ [])



        
          
        

    

  


  

      

          @spec query(iodata(), Ecto.Adapters.SQL.query_params(), Keyword.t()) ::
  {:ok, Ecto.Adapters.SQL.query_result()} | {:error, Exception.t()}


      


Runs a custom SQL query.
If the query was successful, it will return an :ok tuple containing
a map with at least two keys:
	:num_rows - the number of rows affected
	:rows - the result set as a list. nil may be returned
instead of the list if the command does not yield any row
as result (but still yields the number of affected rows,
like a delete command without returning would)

Options
	:log - When false, does not log the query
	:timeout - Execute request timeout, accepts: :infinity (default: 15000);

Examples
iex> MyRepo.query("SELECT $1::integer + $2", [40, 2])
{:ok, %{rows: [[42]], num_rows: 1}}

iex> Ecto.Adapters.SQL.query(MyRepo, "SELECT $1::integer + $2", [40, 2])
{:ok, %{rows: [[42]], num_rows: 1}}

  



    

    

  
    
      
    
    
      query!(sql, params \\ [], opts \\ [])



        
          
        

    

  


  

      

          @spec query!(iodata(), Ecto.Adapters.SQL.query_params(), Keyword.t()) ::
  Ecto.Adapters.SQL.query_result()


      


Same as query/3 but returns result directly without :ok tuple
and raises on invalid queries

  



    

    

  
    
      
    
    
      query_many(sql, params \\ [], opts \\ [])



        
          
        

    

  


  

      

          @spec query_many(iodata(), Ecto.Adapters.SQL.query_params(), Keyword.t()) ::
  {:ok, [Ecto.Adapters.SQL.query_result()]} | {:error, Exception.t()}


      


Runs a custom SQL query that returns multiple results on the given repo.
In case of success, it must return an :ok tuple containing a list of
maps with at least two keys:
	:num_rows - the number of rows affected

	:rows - the result set as a list. nil may be returned
instead of the list if the command does not yield any row
as result (but still yields the number of affected rows,
like a delete command without returning would)


Options
	:log - When false, does not log the query
	:timeout - Execute request timeout, accepts: :infinity (default: 15000);

Examples
iex> MyRepo.query_many("SELECT $1; SELECT $2;", [40, 2])
{:ok, [%{rows: [[40]], num_rows: 1}, %{rows: [[2]], num_rows: 1}]}

iex> Ecto.Adapters.SQL.query_many(MyRepo, "SELECT $1; SELECT $2;", [40, 2])
{:ok, [%{rows: [[40]], num_rows: 1}, %{rows: [[2]], num_rows: 1}]}

  



    

    

  
    
      
    
    
      query_many!(sql, params \\ [], opts \\ [])



        
          
        

    

  


  

      

          @spec query_many!(iodata(), Ecto.Adapters.SQL.query_params(), Keyword.t()) :: [
  Ecto.Adapters.SQL.query_result()
]


      


Same as query_many/4 but returns result directly without :ok tuple
and raises on invalid queries
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Callback implementation for Ecto.Repo.reload/2.

  



    

  
    
      
    
    
      reload!(queryable, opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.reload!/2.

  



  
    
      
    
    
      rollback(value)



        
          
        

    

  


  

      

          @spec rollback(term()) :: no_return()


      


Callback implementation for Ecto.Repo.rollback/1.

  



    

  
    
      
    
    
      start_link(opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.start_link/1.

  



    

  
    
      
    
    
      stop(timeout \\ 5000)



        
          
        

    

  


  

Callback implementation for Ecto.Repo.stop/1.

  



    

  
    
      
    
    
      stream(queryable, opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.stream/2.

  



  
    
      
    
    
      to_sql(operation, queryable)



        
          
        

    

  


  

      

          @spec to_sql(:all | :update_all | :delete_all, Ecto.Queryable.t()) ::
  {String.t(), Ecto.Adapters.SQL.query_params()}


      


Converts the given query to SQL according to its kind and the
adapter in the given repository.
Examples
The examples below are meant for reference. Each adapter will
return a different result:
iex> MyRepo.to_sql(:all, Post)
{"SELECT p.id, p.title, p.inserted_at, p.created_at FROM posts as p", []}

iex> MyRepo.to_sql(:update_all, from(p in Post, update: [set: [title: ^"hello"]]))
{"UPDATE posts AS p SET title = $1", ["hello"]}

iex> Ecto.Adapters.SQL.to_sql(:all, MyRepo, Post)
{"SELECT p.id, p.title, p.inserted_at, p.created_at FROM posts as p", []}

  



    

  
    
      
    
    
      transact(fun_or_multi, opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.transact/2.

  



    

  
    
      
    
    
      transaction(fun_or_multi, opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.transaction/2.

  



    

  
    
      
    
    
      update(struct, opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.update/2.

  



    

  
    
      
    
    
      update!(struct, opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.update!/2.

  



    

  
    
      
    
    
      update_all(queryable, updates, opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.update_all/3.

  


        

      


  

    
DoubleEntryLedger.RepoBehaviour behaviour
    



      
Defines the behaviour for the DoubleEntryLedger Repo.
This module should be used in the test environment to ensure that the Repo
module implements the required functions.
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          @callback insert(struct_or_changeset :: Ecto.Schema.t() | Ecto.Changeset.t()) ::
  {:ok, Ecto.Schema.t()} | {:error, Ecto.Changeset.t()}


      



  



  
    
      
    
    
      insert!(struct_or_changeset)



        
          
        

    

  


  

      

          @callback insert!(struct_or_changeset :: Ecto.Changeset.t()) :: Ecto.Schema.t()
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          @callback transaction(fun :: (-> any())) :: any()


      



  



  
    
      
    
    
      update(struct_or_changeset)



        
          
        

    

  


  

      

          @callback update(struct_or_changeset :: Ecto.Schema.t() | Ecto.Changeset.t()) ::
  {:ok, Ecto.Schema.t()} | {:error, Ecto.Changeset.t()}
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          @callback update!(struct_or_changeset :: Ecto.Changeset.t()) :: Ecto.Schema.t()


      



  


        

      


  

    
mix load_test 
    



      
Mix task for running performance load tests on the Double Entry Ledger system.
This task executes a series of load tests to evaluate the system's performance
under concurrent transaction processing. It's designed specifically for performance
testing and requires the :perf environment to ensure isolation from development
or production databases.
Setup
The task automatically:
	Drops any existing database to ensure a clean state
	Creates a new database
	Runs migrations to set up the schema
	Starts the application

Usage
  MIX_ENV=perf mix load_test [concurrency]
Options
	concurrency - Optional integer specifying the number of concurrent processes to use
in the load test (default: 1)
	seconds - optional float specifying the duration of the load test in seconds (default: 10)

Examples
Run with default concurrency:
  MIX_ENV=perf mix load_test
Run with specified concurrency:
  MIX_ENV=perf mix load_test 10
Run with specified concurrency:
  MIX_ENV=perf mix load_test 10 0.5
Requirements
This task depends on the DoubleEntryLedger.LoadTesting module, which must be
defined and implement a run_load_test/1 function that accepts a concurrency level
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        run(args)

      


        Callback implementation for Mix.Task.run/1.
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Callback implementation for Mix.Task.run/1.
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