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High-level API for defining database relations with automatic schema inference and composable queries.
Drops.Relation automatically introspects database tables, generates Ecto schemas, and provides a convenient query API that feels like working directly with Ecto.Repo while adding powerful composition features.
Installation
Add drops_relation to your list of dependencies in mix.exs:
def deps do
  [
    {:drops_relation, "~> 0.1.0"}
  ]
end
Then run installation task:
mix drops.relation.install

Configuration
Configure Drops.Relation in your application config:
config :my_app, :drops,
  relation: [
    repo: MyApp.Repo
  ]
Quick Start
# Define a relation
defmodule MyApp.Users do
  use Drops.Relation, otp_app: :my_app

  schema("users", infer: true)
end

# Use it like Ecto.Repo
{:ok, user} = MyApp.Users.insert(%{name: "John", email: "john@example.com"})

user = MyApp.Users.get(1)
users = MyApp.Users.all()
Automatic Schemas
Drops.Relation automatically introspects your database tables and generates Ecto schemas:
defmodule MyApp.Users do
  use Drops.Relation, otp_app: :my_app

  # Automatically infers all columns, types, primary keys, and foreign keys
  schema("users", infer: true)
end

# Access the generated schema
schema = MyApp.Users.schema()

schema[:id]
# %Drops.Relation.Schema.Field{
#   name: :id,
#   type: :integer,
#   source: :id,
#   meta: %{
#     default: nil,
#     index: false,
#     type: :integer,
#     primary_key: true,
#     foreign_key: false,
#     check_constraints: [],
#     index_name: nil,
#     nullable: true
#   }
# }

schema[:email]
# %Drops.Relation.Schema.Field{
#   name: :email,
#   type: :string,
#   source: :email,
#   meta: %{
#     default: nil,
#     index: true,
#     type: :string,
#     primary_key: false,
#     foreign_key: false,
#     check_constraints: [],
#     index_name: "users_email_index",
#     nullable: false
#   }
# }
You can also define schemas manually or customize inferred ones:
defmodule MyApp.Users do
  use Drops.Relation, otp_app: :my_app

  schema("users") do
    field(:name, :string)
    field(:email, :string)
    field(:active, :boolean, default: true)

    timestamps()
  end
end
Relation Query API
Drops.Relation provides all the familiar Ecto.Repo functions:
# Reading data
user = Users.get(1)                           # Get by primary key
user = Users.get!(1)                          # Get by primary key, raise if not found
user = Users.get_by(email: "john@example.com") # Get by attributes
users = Users.all()                           # Get all records
users = Users.all_by(active: true)            # Get all matching attributes

# Aggregations
count = Users.count()                         # Count all records
avg_age = Users.aggregate(:avg, :age)         # Aggregate functions

# Writing data
{:ok, user} = Users.insert(%{name: "John"})   # Insert with map
{:ok, user} = Users.insert!(changeset)        # Insert with changeset
{:ok, user} = Users.update(user, %{name: "Jane"}) # Update record
{:ok, user} = Users.delete(user)              # Delete record

# Changesets
changeset = Users.changeset(%{name: "John"})  # Create changeset
changeset = Users.changeset(user, %{name: "Jane"}) # Update changeset

# Bulk operations
Users.insert_all([%{name: "Alice"}, %{name: "Bob"}])
Users.update_all([active: false])
Users.delete_all()
Composable Queries
Chain operations together for powerful query composition:
# Basic composition
active_users = Users
               |> Users.restrict(active: true)
               |> Users.order(:name)
               |> Enum.to_list()

# Complex restrictions
admins = Users
         |> Users.restrict(role: ["admin", "super_admin"])
         |> Users.restrict(active: true)
         |> Users.order([{:last_login, :desc}, :name])

# Works with any Enum function
user_names = Users
             |> Users.restrict(active: true)
             |> Enum.map(& &1.name)

# Preload associations
users_with_posts = Users
                   |> Users.restrict(active: true)
                   |> Users.preload(:posts)
                   |> Enum.to_list()
Available Operations
	restrict/2 - Add WHERE conditions (supports lists for IN queries)
	order/2 - Add ORDER BY clauses (supports atoms, lists, and tuples)
	preload/2 - Preload associations
	Auto-generated finders like get_by_email/1, get_by_name/1 based on indices

Custom Queries
Define reusable query functions with the defquery macro:
defmodule MyApp.Users do
  use Drops.Relation, otp_app: :my_app

  schema("users", infer: true)

  defquery active() do
    from(u in relation(), where: u.active == true)
  end

  defquery by_role(role) when is_binary(role) do
    from(u in relation(), where: u.role == ^role)
  end

  defquery by_role(roles) when is_list(roles) do
    from(u in relation(), where: u.role in ^roles)
  end

  defquery recent(days \\ 7) do
    cutoff = DateTime.utc_now() |> DateTime.add(-days, :day)
    from(u in relation(), where: u.inserted_at >= ^cutoff)
  end

  defquery with_posts() do
    from(u in relation(),
         join: p in assoc(u, :posts),
         distinct: u.id)
  end
end
Query Composition
Custom queries are fully composable with built-in operations:
# Compose custom queries
recent_admins = Users
                |> Users.active()
                |> Users.by_role("admin")
                |> Users.recent(30)
                |> Users.order(:name)
                |> Enum.to_list()

# Mix with restrict operations
active_users_with_email = Users
                          |> Users.active()
                          |> Users.restrict(email: {:not, nil})
                          |> Users.order(:email)

# Chain multiple custom queries
power_users = Users
              |> Users.active()
              |> Users.with_posts()
              |> Users.recent(90)
              |> Users.count()
The relation() function inside defquery blocks returns the relation module, allowing you to reference the current relation in your Ecto queries.
Advanced Query Composition
For complex query logic involving multiple conditions and boolean operations, use the query macro from Drops.Relation.Query:
defmodule MyApp.Users do
  use Drops.Relation, otp_app: :my_app
  import Drops.Relation.Query

  schema("users", infer: true)

  defquery active() do
    from(u in relation(), where: u.active == true)
  end

  defquery inactive() do
    from(u in relation(), where: u.active == false)
  end

  defquery adult() do
    from(u in relation(), where: u.age >= 18)
  end

  defquery with_email() do
    from(u in relation(), where: not is_nil(u.email))
  end
end
Boolean Logic with AND/OR
The query macro supports complex boolean expressions using and and or operators:
# Simple AND operation
adult_active_users = Users
                     |> query([u], u.active() and u.adult())
                     |> Enum.to_list()

# Simple OR operation
active_or_adult = Users
                  |> query([u], u.active() or u.adult())
                  |> Enum.to_list()

# Complex nested conditions
complex_query = Users
                |> query([u],
                  (u.active() and u.adult()) or
                  (u.inactive() and u.with_email())
                )
                |> Users.order(:name)
                |> Enum.to_list()
Mixing Built-in and Custom Operations
Combine auto-generated functions like restrict/2 and get_by_*/1 with custom queries:
# Mix restrict with custom queries
filtered_users = Users
                 |> query([u], u.active() and u.restrict(role: ["admin", "user"]))
                 |> Enum.to_list()

# Combine auto-generated finders with custom logic
specific_users = Users
                 |> query([u],
                   u.get_by_name("John") or
                   (u.active() and u.restrict(email: "admin@example.com"))
                 )
                 |> Enum.to_list()

# Multiple field restrictions with boolean logic
admin_users = Users
              |> query([u],
                u.restrict(name: ["Alice", "Bob"]) and
                u.active() and
                u.with_email()
              )
              |> Users.order(:name)
              |> Enum.to_list()
Advanced Composition Patterns
Chain multiple OR operations and apply ordering:
# Multiple OR conditions
priority_users = Users
                 |> query([u],
                   u.get_by_name("CEO") or
                   u.get_by_name("CTO") or
                   u.restrict(role: "admin")
                 )
                 |> Users.order([{:role, :desc}, :name])
                 |> Enum.to_list()

# Complex nested AND/OR with post-query operations
result = Users
         |> query([u],
           ((u.active() and u.adult()) or (u.inactive() and u.with_email())) and
           u.restrict(department: ["engineering", "product"])
         )
         |> Users.order(desc: :created_at)
         |> Enum.take(10)
Query Syntax
The query macro uses Ecto-style variable bindings:
	[u] - Single binding variable for the relation
	u.function_name() - Calls relation functions on the binding
	and/or - Boolean operators for combining conditions
	Parentheses for grouping complex expressions

All query operations return relation structs that can be further composed with other operations like order/2, preload/2, or used with Enum functions.
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    Introduction

Drops.Relation is a high-level relation abstraction with extensible architecture built on top of Ecto.SQL, created to accelerate development with Ecto in both early stages and as applications grow and become more complex.
Faster development
When using Drops.Relation you make relations, aka data, a first-class citizen in your application. You are equiped with tools to define data structures that are specific to your application and work with it effectively, as all the boilerplate code is not needed, while preserving full control for when the time is right.
To improve and speed up development of Elixir applications, Drops.Relation provides the following benefits:
	Schema inference - not only does Drops.Relation infer schemas and define underlying Ecto schemas automatically, but it also provides various meta-data about the fields that can be leveraged to build additional solutions
	Streamlined Query API - because relations are 1st-class, top-level concepts, they hide details like the underlying Repos and database adapters.
	Query composition - you can compose relations and their underlying Ecto queries with ease
	Relation views - define custom views derived from base relations whenever the canonical representation is no longer a good fit in a given context
	Batteries included - Drops.Relation provides a set of built-in plugins that cover most common use cases, you can also easily extend it with custom plugins to fit your specific needs

Architecture Overview
graph TD
    %% Main Relation Module - Larger and more prominent
    relationModule["<b>MyApp.Users</b>"]

    %% Schema Subgraph
    subgraph Schema ["Schema Management"]
        direction TB
        schema["<b>Drops.Relation.Schema</b><br/>id: :integer<br/>name: :string<br/>email: :string<br/>active: :boolean"]
        dbTable[("users table<br/>PostgreSQL/SQLite")]

        %% Cache subgraph with LR direction
        subgraph CacheSystem ["Cache System"]
            direction LR
            cache@{ shape: lin-cyl, label: "Schema Cache<br/>In-Memory" }
            cache-comment@{ shape: braces, label: "priv/repo/schemas<br/>Persistent Storage" }
            cache --> cache-comment
        end

        schema -.-> dbTable
        schema --> CacheSystem
    end

    %% Ecto Integration Subgraph
    subgraph EctoIntegration ["Ecto Integration"]
        direction TB
        ectoSchema["<b>MyApp.Users.User</b><br/>(Generated Ecto Schema)<br/>Struct definition"]
        queryable{{"<b>Ecto.Queryable</b><br/>MyApp.Users<br/>Query composition"}}
    end

    %% Protocols Subgraph
    subgraph Protocols ["Protocol Implementations"]
        direction TB
        enumerable{{"<b>Enumerable</b><br/>MyApp.Users<br/>Collection operations"}}
        loadable{{"<b>Drops.Relation.Loadable</b><br/>MyApp.Users<br/>Lazy loading support"}}
    end

    %% Connections
    relationModule --> Schema
    relationModule --> EctoIntegration
    relationModule --> Protocols

    %% Comment nodes for each subgraph
    schemaComment@{ shape: braces, label: "Handles database introspection<br/>and schema caching" }
    ectoComment@{ shape: braces, label: "Provides Ecto compatibility<br/>and query interface" }
    protocolComment@{ shape: braces, label: "Implements <br/>data loading protocols" }

    %% Comment connections
    Schema --- schemaComment
    EctoIntegration --- ectoComment
    Protocols --- protocolComment

    %% Enhanced Styling with larger fonts
    classDef relationModuleStyle fill:#e1f5fe,stroke:#01579b,stroke-width:4px,color:#000,font-size:46px,font-weight:bold
    classDef schemaStyle fill:#f3e5f5,stroke:#4a148c,stroke-width:2px,color:#000
    classDef ectoStyle fill:#e8f5e8,stroke:#1b5e20,stroke-width:2px,color:#000
    classDef protocolStyle fill:#fff3e0,stroke:#e65100,stroke-width:2px,color:#000
    classDef commentStyle fill:#f5f5f5,stroke:#757575,stroke-width:1px,font-size:24px,font-style:italic
    classDef cacheStyle fill:#f1f8e9,stroke:#33691e,stroke-width:2px,color:#000

    class relationModule relationModuleStyle
    class schema,dbTable schemaStyle
    class cache,cache-comment cacheStyle
    class ectoSchema,queryable ectoStyle
    class enumerable,loadable protocolStyle
    class schemaComment,ectoComment,protocolComment commentStyle

    %% Subgraph styling with better contrast
    style Schema fill:#f8f4ff,stroke:#673ab7,stroke-width:3px,color:#000
    style EctoIntegration fill:#f1f8e9,stroke:#4caf50,stroke-width:3px,color:#000
    style Protocols fill:#fff8e1,stroke:#ff9800,stroke-width:3px,color:#000
    style CacheSystem fill:#f9fff9,stroke:#2e7d32,stroke-width:2px,color:#000
Comparison with Ecto
Drops.Relation mimics some of the functions from Ecto.Repo to make things consistent and familiar. The goal is to provide a more convenient and composable API for working with databases while properly leveraging and encapsulating Ecto.Repo and Ecto.Query under the hood.
Schema Definition
Ecto
defmodule MyApp.User do
  use Ecto.Schema

  schema "users" do
    field :name, :string
    field :email, :string
    field :active, :boolean
    timestamps()
  end
end
Drops.Relation
defmodule MyApp.Users do
  use Drops.Relation, otp_app: :my_app

  schema("users", infer: true)
end
Schema with Custom Fields
Ecto
defmodule MyApp.User do
  use Ecto.Schema

  schema "users" do
    field :name, :string
    field :email, :string
    field :active, :boolean, default: true
    field :role, :string, default: "member"
    timestamps()
  end
end
Drops.Relation
defmodule MyApp.Users do
  use Drops.Relation, otp_app: :my_app

  schema("users", infer: true) do
    field(:role, :string, default: "member")
  end
end
Query Functions
Ecto
users = Repo.all(User)

user = Repo.get(User, 1)

active_users = Repo.all_by(User, active: true)
Drops.Relation
users = MyApp.Users.all()

user = MyApp.Users.get(1)

active_users = MyApp.Users.all_by(active: true)
Custom Query Definition
Ecto
defmodule MyApp.Users do
  import Ecto.Query

  def active(query) do
    from u in query, where: u.active == true
  end

  def by_role(query, role) do
    from u in query, where: u.role == ^role
  end

  def order(query, field) do
    from u in query, order_by: ^field
  end
end

User
  |> MyApp.Users.active()
  |> MyApp.Users.by_role("member")
  |> MyApp.Users.order_by(:name)
  |> Repo.all()
Drops.Relation
defmodule MyApp.Users do
  use Drops.Relation, otp_app: :my_app

  schema("users", infer: true)

  defquery active() do
    from(u in relation(), where: u.active == true)
  end

  defquery by_role(role) do
    from(u in relation(), where: u.role == ^role)
  end
end

MyApp.Users.active()
  |> MyApp.Users.by_role("member")
  |> MyApp.Users.order(:name)
  |> Repo.all()
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High-level API for defining database relations with automatic schema inference.
Drops.Relation automatically introspects database tables and generates Ecto schemas,
providing a convenient query API that delegates to Ecto.Repo functions. Relations
support composable queries, custom query definitions, and views.
Configuration
Relations can be configured at the application level:
config :my_app, :drops,
  relation: [
    repo: MyApp.Repo
  ]
Reading and Writing
defmodule MyApp.Users do
  use Drops.Relation, otp_app: :my_app

  schema("users", infer: true)
end

iex> {:ok, user} = MyApp.Users.insert(%{name: "Jane", email: "jane@doe.org", age: 42})
iex> user.name
"Jane"
iex> user.email
"jane@doe.org"
...>
iex> [user] = MyApp.Users.all()
iex> user.name
"Jane"
...>
iex> MyApp.Users.count()
1
Composable Queries
defmodule MyApp.Users do
  use Drops.Relation, otp_app: :my_app

  schema("users", infer: true)
end

iex> MyApp.Users.insert(%{name: "John", email: "john@doe.org", active: true})
iex> MyApp.Users.insert(%{name: "Jane", email: "jane@doe.org", active: true})
iex> MyApp.Users.insert(%{name: "Joe", email: "joe@doe.org", active: false})
...>
iex> query = MyApp.Users
...>          |> MyApp.Users.restrict(active: true)
...>          |> MyApp.Users.order(:name)
...>
iex> [jane, john] = Enum.to_list(query)
iex> jane.name
"Jane"
iex> john.name
"John"
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        Macro for creating delegation functions that automatically inject relation context.



    


    
      
        load_cache(repo)

      


        Loads schema cache for all tables in a given repository.
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Macro for creating delegation functions that automatically inject relation context.
This macro generates functions that delegate to plugin modules while automatically
injecting the current relation module as context. It's used by plugins to create
clean APIs that don't require users to manually pass relation information.
Parameters
	fun - The function call pattern to delegate (e.g., get(id), all())
	target - The target module to delegate to (specified with to: keyword)

Behaviour
The macro automatically:
	Extracts the function name and arguments from the call pattern
	Adds [relation: __MODULE__] as the final argument to the delegation
	Generates a function definition that calls the target module

Examples
iex> defmodule TestPlugin do
...>   use Drops.Relation.Plugin
...>
...>   def on(:before_compile, _relation, _attributes) do
...>     quote do
...>       delegate_to(test_function(arg), to: unquote(__MODULE__))
...>     end
...>   end
...>
...>   def test_function(arg, opts) do
...>     {arg, opts[:relation]}
...>   end
...> end
...>
iex> defmodule MyApp.TestUsers do
...>   use Drops.Relation, otp_app: :my_app, plugins: [TestPlugin]
...>
...>   schema("users", infer: true)
...> end
...>
iex> MyApp.TestUsers.test_function("hello")
{"hello", Drops.RelationTest.MyApp.TestUsers}

  



  
    
      
    
    
      load_cache(repo)



        
          
        

    

  


  

      

          @spec load_cache(module()) :: :ok | {:error, term()}


      


Loads schema cache for all tables in a given repository.
This function provides a high-level API for loading cache that can be used
in production environments without Mix. It introspects all tables in the
database and warms up the cache with their schemas.
Parameters
	repo - The Ecto repository module to load cache for

Returns
	:ok - Successfully loaded cache for all tables
	{:error, reason} - Error during cache loading

Examples
# Load cache for a repository
Drops.Relation.load_cache(MyApp.Repo)

# Use in release tasks
defmodule MyApp.Release do
  def load_schema_cache do
    for repo <- repos() do
      Drops.Relation.load_cache(repo)
    end
  end
end
Notes
	This function requires the application to be started to access repository configuration
	If no tables are found in the database, the function will still return :ok
	Tables that don't exist or can't be introspected will be skipped with logging
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Configuration management for Drops.Relation.
This module handles configuration for relation modules, including:
	Default plugin configuration
	Schema module naming conventions
	Repository settings
	Function-based configuration values

Configuration Options
Configuration can be set at the application level:
config :my_app, :drops,
  relation: [
    default_plugins: [
      Drops.Relation.Plugins.Schema,
      Drops.Relation.Plugins.Reading,
      Drops.Relation.Plugins.Writing
    ],
    ecto_schema_module: &MyApp.CustomSchemaModule.for_relation/1
  ]
Function-based Configuration
Configuration values can be functions that receive the relation module as a parameter,
allowing for dynamic configuration based on the relation being defined.
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        persist!(config)

      


    


    
      
        validate!(config)

      


        Validates the given configuration.
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          @spec get(atom(), term()) :: term()
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          @spec validate!(keyword()) :: keyword()


      


Validates the given configuration.
Parameters
	config - The configuration to validate as a keyword list

Returns
Returns the validated configuration as a keyword list.
Raises
Raises ArgumentError if the configuration is invalid.
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Plugin that provides schema definition and automatic inference capabilities.
This plugin adds the schema/1 and schema/2 macros for defining relation schemas.
It supports both automatic schema inference from database tables and manual schema
definition with Ecto.Schema syntax.
SQlite & schema inference
Due to missing type information in SQlite, schema inference is very limited.
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        Defines a schema for the relation.



    


    
      
        schema(name, opts, block)

      


        Defines a schema with manual field definitions or combines inference with custom fields.
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Defines a schema for the relation.
By default, this creates an empty schema that you must populate with manual field
definitions. Use infer: true option to automatically introspect the database table.
Parameters
	table_name - String name of the database table
	opts - Keyword list of options (optional)

Options
	infer: false - Use only manual field definitions (default: false)
	infer: true - Automatically infer schema from database table
	struct: "CustomName" - Use custom struct module name instead of default

Returns
Sets up the relation to generate:
	A schema/0 function that returns the complete schema metadata
	A schema/1 function that returns a specific field by name

Examples
Manual schema definition:
iex> defmodule Relations.Users do
...>   use Drops.Relation, repo: MyApp.Repo
...>
...>   schema("users") do
...>     field(:name, :string)
...>     field(:email, :string)
...>   end
...> end
...>
iex> user = Relations.Users.struct(%{name: "Alice Johnson", email: "alice@company.com"})
iex> user.__struct__
Relations.Users.User
iex> user.name
"Alice Johnson"
iex> user.email
"alice@company.com"
With automatic inference:
iex> defmodule Relations.Users do
...>   use Drops.Relation, repo: MyApp.Repo
...>
...>   schema("users", infer: true)
...> end
iex> schema = Relations.Users.schema()
iex> schema.source
:users
iex> length(schema.fields) > 0
true
With custom struct name:
iex> defmodule Relations.People do
...>   use Drops.Relation, repo: MyApp.Repo
...>
...>   schema("users", struct: "Person", infer: true)
...> end
...>
iex> user = Relations.People.struct(%{name: "Alice Johnson", email: "alice@company.com"})
iex> user.__struct__
Relations.People.Person
iex> user.name
"Alice Johnson"
iex> user.email
"alice@company.com"
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Defines a schema with manual field definitions or combines inference with custom fields.
This form allows you to either define a completely manual schema using Ecto.Schema
syntax, or combine automatic inference with additional custom fields and associations.
Parameters
	table_name - String name of the database table
	opts - Keyword list of options
	block - Schema definition block using Ecto.Schema syntax

Options
	infer: false - Use only the manual field definitions in the block (default: false)
	infer: true - Automatically infer schema from database and merge with block
	struct: "CustomName" - Use custom struct module name

Returns
Sets up the relation with either a purely manual schema or a merged schema
combining inference with custom definitions.
Examples
iex> defmodule Relations.Users do
...>   use Drops.Relation, repo: MyApp.Repo
...>
...>   schema("users", infer: true) do
...>     field(:role, :string, default: "member")
...>     field(:full_name, :string, virtual: true)
...>   end
...> end
...>
iex> schema = Relations.Users.schema()
iex> %{name: name, meta: %{default: default}} = schema[:role]
iex> name
:role
iex> default
"member"

  


        

      


  

    
Drops.Relation.Plugins.Views 
    



      
Plugin for defining relation views with custom schemas and derived queries.
Views allow you to create specialized versions of a relation with:
	Custom field selection (subset of original fields)
	Derived query operations (automatic filtering/restrictions)
	Separate struct modules for type safety

Usage
defmodule MyApp.Users do
  use Drops.Relation, repo: MyApp.Repo

  schema("users", infer: true)

  view(:active) do
    schema([:id, :name, :email])  # Only include specific fields

    derive do
      restrict(active: true)      # Automatically filter active users
    end
  end
end

# Use the view
active_users = MyApp.Users.active().all()  # Returns only active users with limited fields
Examples
Basic View with Field Selection
iex> defmodule BlogApp.Users do
...>   use Drops.Relation, repo: MyApp.Repo
...>   schema("users", infer: true)
...>
...>   view(:active) do
...>     schema([:id, :name, :active])
...>
...>     derive do
...>       restrict(active: true)
...>     end
...>   end
...> end
iex>
iex> # View returns only active users with limited fields
iex> active_users = BlogApp.Users.active().all()
iex> length(active_users)
2
iex> hd(active_users).name
"John Doe"
...>
iex> hd(active_users).active
true
...>
iex> Map.has_key?(hd(active_users), :email)
false
View with Custom Struct Name
iex> defmodule BlogApp.Posts do
...>   use Drops.Relation, repo: MyApp.Repo
...>
...>   schema("posts", infer: true)
...>
...>   view(:published) do
...>     schema([:id, :title, :view_count, :published], struct: "PublishedPost")
...>
...>     derive do
...>       restrict(published: true)
...>       |> order(desc: :view_count)
...>     end
...>   end
...> end
iex>
iex> # View returns published posts ordered by view count
iex> published_posts = BlogApp.Posts.published().all()
iex> length(published_posts)
3
iex> hd(published_posts).__struct__
BlogApp.Posts.Published.PublishedPost
iex> hd(published_posts).title
"First Post"
iex> hd(published_posts).view_count
100
Multiple Views on Same Relation
iex> defmodule BlogApp.Analytics do
...>   use Drops.Relation, repo: MyApp.Repo
...>
...>   schema("posts", infer: true)
...>
...>   view(:popular) do
...>     schema([:id, :title, :view_count, :published])
...>
...>     derive do
...>       restrict(published: true)
...>       |> order(desc: :view_count)
...>     end
...>   end
...>
...>   view(:recent_drafts) do
...>     schema([:id, :title, :user_id, :published])
...>
...>     derive do
...>       restrict(published: false)
...>     end
...>   end
...> end
iex>
iex> # Popular posts view
iex> popular = BlogApp.Analytics.popular().all()
iex> length(popular)
3
iex> hd(popular).title
"First Post"
iex> hd(popular).view_count
100
iex> drafts = BlogApp.Analytics.recent_drafts().all()
iex> length(drafts)
1
iex> hd(drafts).title
"Draft Post"
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Drops.Relation.Plugins.AutoRestrict 
    



      
Plugin that automatically generates finder functions based on database indices.
This plugin analyzes the relation's schema indices and generates composable
finder functions like get_by_email/1, get_by_name/1, etc. These functions
are automatically available on any relation module that includes this plugin.
Generated Functions
For each database index, this plugin generates corresponding finder functions:
	Single column index on email → get_by_email/1
	Single column index on name → get_by_name/1
	Composite index on email, role → get_by_email_and_role/2
	Composite index on user_id, status → get_by_user_id_and_status/2

Examples
Single Column Index Finders
iex> # Find user by email (unique index)
iex> user_query = MyApp.Users.get_by_email("john@example.com")
iex> user = MyApp.Users.one(user_query)
iex> user.name
"John Doe"
iex> user.email
"john@example.com"

iex> # Find users by name (non-unique index)
iex> users_query = MyApp.Users.get_by_name("Jane Smith")
iex> users = MyApp.Users.all(users_query)
iex> length(users)
1
iex> hd(users).name
"Jane Smith"
Composite Index Finders
iex> # Find by composite index (name + age)
iex> user_query = MyApp.Users.get_by_name_and_age("John Doe", 30)
iex> user = MyApp.Users.one(user_query)
iex> user.name
"John Doe"
iex> user.age
30
Composable with Other Operations
iex> # Chain with restrictions
iex> active_user = MyApp.Users.get_by_email("john@example.com")
...>   |> MyApp.Users.restrict(active: true)
...>   |> MyApp.Users.one()
iex> active_user.name
"John Doe"
iex> active_user.active
true

iex> # Chain with ordering
iex> ordered_users = MyApp.Users.get_by_name("John Doe")
...>   |> MyApp.Users.order(:age)
...>   |> MyApp.Users.all()
iex> length(ordered_users)
1
iex> hd(ordered_users).age
30
Blog Posts Example
iex> # Find posts by user (foreign key index)
iex> user_posts = MyApp.Posts.get_by_user_id(1)
...>   |> MyApp.Posts.restrict(published: true)
...>   |> MyApp.Posts.order(desc: :view_count)
...>   |> MyApp.Posts.all()
iex> length(user_posts)
1
iex> hd(user_posts).title
"First Post"
iex> hd(user_posts).published
true
Function Behavior
All generated functions return relation structs that can be:
	Executed with one/1, all/1, etc.
	Composed with restrict/2, order/2, preload/2
	Used with Enum functions for further processing

The functions are named using the pattern get_by_<column> for single columns
and get_by_<column1>_and_<column2> for composite indices.

      




  

    
Drops.Relation.Plugins.Pagination 
    



      
Plugin that provides pagination functionality for relation modules.
This plugin adds pagination functions that return Drops.Relation.Loaded structs
containing both the paginated data and metadata for navigation.
Functions Added
	page/1 - Load a specific page with default per_page
	page/2 - Load a specific page with custom per_page
	per_page/1 - Set per_page for subsequent pagination
	per_page/2 - Set per_page on an existing relation

Examples
iex> # Basic pagination - first page with default per_page
iex> loaded = MyApp.Users.page(1)
iex> loaded.meta.pagination.page
1
iex> loaded.meta.pagination.per_page
20
iex> loaded.meta.pagination.total_count
3
iex> loaded.meta.pagination.total_pages
1
iex> loaded.meta.pagination.has_next
false
iex> loaded.meta.pagination.has_prev
false
iex> length(loaded.data)
3

iex> # Pagination with custom per_page
iex> loaded = MyApp.Users.page(1, 2)
iex> loaded.meta.pagination.page
1
iex> loaded.meta.pagination.per_page
2
iex> loaded.meta.pagination.total_count
3
iex> loaded.meta.pagination.total_pages
2
iex> loaded.meta.pagination.has_next
true
iex> loaded.meta.pagination.has_prev
false
iex> length(loaded.data)
2

iex> # Second page
iex> loaded = MyApp.Users.page(2, 2)
iex> loaded.meta.pagination.page
2
iex> loaded.meta.pagination.per_page
2
iex> loaded.meta.pagination.total_count
3
iex> loaded.meta.pagination.total_pages
2
iex> loaded.meta.pagination.has_next
false
iex> loaded.meta.pagination.has_prev
true
iex> length(loaded.data)
1

iex> # Set per_page first, then paginate
iex> relation = MyApp.Users.per_page(2)
iex> loaded = MyApp.Users.page(relation, 1)
iex> loaded.meta.pagination.per_page
2
iex> length(loaded.data)
2

iex> # Access data using Enumerable protocol
iex> loaded = MyApp.Users.page(1, 2)
iex> users = Enum.to_list(loaded)
iex> length(users)
2
iex> first_user = Enum.at(loaded, 0)
iex> first_user.name
"John Doe"
iex> user_names = Enum.map(loaded, & &1.name)
iex> length(user_names)
2
Configuration
The default per_page value can be configured:
config :my_app, :drops,
  relation: [
    default_per_page: 25
  ]
If not configured, the default per_page is 20.
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) :: Drops.Relation.Loaded.t()


      


Loads a specific page with the default per_page setting.
Parameters
	page_num - The page number to load (1-based)
	opts - Additional options (automatically provided by delegate_to)

Returns
Returns a Drops.Relation.Loaded struct with the paginated data and metadata.
Examples
iex> # Load first page with default per_page
iex> loaded = MyApp.Users.page(1)
iex> loaded.meta.pagination.page
1
iex> loaded.meta.pagination.per_page
20
iex> length(loaded.data)
3
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          @spec page(pos_integer(), pos_integer(), keyword()) :: Drops.Relation.Loaded.t()


          @spec page(struct(), pos_integer(), keyword()) :: Drops.Relation.Loaded.t()


      


Loads a specific page with a custom per_page setting.
Parameters
	page_num - The page number to load (1-based)
	per_page - Number of records per page
	opts - Additional options (automatically provided by delegate_to)

Returns
Returns a Drops.Relation.Loaded struct with the paginated data and metadata.
Examples
iex> # Load first page with 2 records per page
iex> loaded = MyApp.Users.page(1, 2)
iex> loaded.meta.pagination.page
1
iex> loaded.meta.pagination.per_page
2
iex> length(loaded.data)
2

iex> # Load second page with 2 records per page
iex> loaded = MyApp.Users.page(2, 2)
iex> loaded.meta.pagination.page
2
iex> length(loaded.data)
1
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          @spec per_page(
  pos_integer(),
  keyword()
) :: struct()


      


Sets the per_page value for subsequent pagination operations.
Parameters
	per_page - Number of records per page
	opts - Additional options (automatically provided by delegate_to)

Returns
Returns a relation struct with per_page metadata.
Examples
iex> # Set per_page for later use
iex> relation = MyApp.Users.per_page(2)
iex> loaded = MyApp.Users.page(relation, 1)
iex> loaded.meta.pagination.per_page
2
iex> length(loaded.data)
2
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Plugin that provides reading operations for relation modules.
This plugin adds Ecto.Repo-like functions for querying data, organized into two main groups:
Query API
These functions execute queries immediately and return results. They delegate directly to
the corresponding Ecto.Repo functions with automatic repository and relation configuration:
	Basic CRUD operations (get/2, all/1, get_by/2, etc.)
	Aggregation functions (count/1, aggregate/2)
	Transaction support (transaction/2, checkout/2)
	Utility functions (exists?/1, stream/1, etc.)

Composable Query API
These functions build composable query operations that can be chained together and
executed later. They return relation structs that can be further composed:
	restrict/2 - Add WHERE conditions to filter records
	order/2 - Add ORDER BY clauses to sort records
	preload/2 - Add association preloading

Key Differences
Query API functions execute immediately:
users = MyApp.Users.all()                    # Returns list of users
user = MyApp.Users.get(1)                    # Returns user or nil
count = MyApp.Users.count()                  # Returns integer
Composable Query API functions return composable relations:
query = MyApp.Users.restrict(active: true)   # Returns relation struct
query = MyApp.Users.order(query, :name)      # Returns relation struct
users = MyApp.Users.all(query)               # Execute and return results
Examples
iex> user = MyApp.Users.get(1)
iex> user.name
"John Doe"
iex> user.email
"john@example.com"
...>
iex> MyApp.Users.all() |> length()
3
...>
iex> user = MyApp.Users.get_by(email: "john@example.com")
iex> user.name
"John Doe"
...>
iex> MyApp.Users.count()
3
...>
iex> MyApp.Users.aggregate(:avg, :age)
Decimal.new("30.0000000000000000")

iex> active_users = MyApp.Users.restrict(active: true)
...>   |> MyApp.Users.order(:name)
...>   |> MyApp.Users.all()
...>
iex> length(active_users)
2
iex> hd(active_users).name
"Jane Smith"
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        Orders the query by the given specification.
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        Orders the given queryable by the specified criteria.
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        Preloads associations in queries.



    


    
      
        restrict(spec, opts)
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        Restricts the given queryable with the specified conditions.
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        Calculates the given aggregate.
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        Fetches all records from the relation.
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        Fetches all records from a composable relation query.
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        Fetches all records matching the given clauses.
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        Returns the average value for the given field.



    


    
      
        avg(relation, field, opts)

      


        Returns the average value for the given field from a composable relation query.
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        Checks out a connection for the duration of the function.
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        Returns the count of records.
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        Returns the count of records from a composable relation query.
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        Deletes all entries matching the given query.
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        Checks if any entry matches the given query.
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        Returns the first record.
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        Returns the first record from a composable relation query.
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        Fetches a single record by its primary key.
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        Fetches a single record by its primary key, raising if not found.
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        Gets a single record by the given clauses.



    


    
      
        get_by!(clauses, opts)

      


        Gets a single record by the given clauses, raises if not found.
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        Returns true if the current process is inside a transaction.



    


    
      
        last(opts \\ [])

      


        Returns the last record.



    


    
      
        last(relation, opts)

      


        Returns the last record from a composable relation query.
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        Returns the maximum value for the given field.



    


    
      
        max(relation, field, opts)

      


        Returns the maximum value for the given field from a composable relation query.
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        Returns the minimum value for the given field.
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        Returns the minimum value for the given field from a composable relation query.
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        Fetches a single result from the query.



    


    
      
        one(relation, opts)

      


        Fetches a single result from a composable relation query.



    


    
      
        one!(opts \\ [])

      


        Fetches a single result from the query, raises if not found or more than one.



    


    
      
        one!(relation, opts)

      


        Fetches a single result from a composable relation query, raises if not found or more than one.
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        Returns a lazy enumerable that emits all entries from the data store.
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        Returns the sum of values for the given field.
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        Returns the sum of values for the given field from a composable relation query.
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        Updates all entries matching the given query with the given values.
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          @spec order(
  order_spec(),
  keyword()
) :: relation()


      


Orders the query by the given specification.
This function creates a composable query operation that adds ORDER BY clauses
to sort records. It supports various ordering specifications.
Parameters
	spec - The ordering specification (see examples below)
	opts - Additional options (typically empty for composable operations)

Ordering Specifications
	:field - Order by field in ascending order
	[field1, field2] - Order by multiple fields in ascending order
	[asc: :field] - Explicitly specify ascending order
	[desc: :field] - Order by field in descending order
	[asc: :field1, desc: :field2] - Mixed ordering

Returns
Returns a relation struct that can be further composed or executed.
Examples
iex> # Simple ascending order
iex> ordered = MyApp.Users.order(:name) |> MyApp.Users.all()
iex> [first, second, third] = ordered
iex> first.name
"Bob Wilson"
iex> second.name
"Jane Smith"
iex> third.name
"John Doe"

iex> # Descending order by age
iex> by_age = MyApp.Users.order(desc: :age) |> MyApp.Users.all()
iex> [first, second, third] = by_age
iex> first.age
35
iex> second.age
30
iex> third.age
25

iex> # Chained with restrictions
iex> result = MyApp.Users.restrict(active: true) |> MyApp.Users.order(:name) |> MyApp.Users.all()
iex> length(result)
2
iex> hd(result).name
"Jane Smith"
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          @spec order(queryable(), order_spec(), keyword()) :: relation()


      


Orders the given queryable by the specified criteria.
This is the two-argument version that takes an existing queryable (relation or query)
and applies ordering to it.
Parameters
	other - An existing queryable (relation struct or Ecto query)
	spec - The ordering specification (see order/2 for details)
	opts - Additional options (typically empty for composable operations)

Examples
# Apply ordering to existing relation
base_query = MyApp.Users.restrict(active: true)
ordered = MyApp.Users.order(base_query, :name)

# Chain multiple orderings (last one takes precedence)
sorted = Users
         |> MyApp.Users.order(:created_at)
         |> MyApp.Users.order(:name)  # This will be the final ordering
Returns
Returns a relation struct that can be further composed or executed.
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          @spec preload(queryable(), atom(), keyword()) :: relation()


          @spec preload(queryable(), preload_spec(), keyword()) :: relation()


      


Preloads associations in queries.
This function creates composable query operations that preload the specified
associations when the query is executed. It supports multiple function signatures
for different use cases.
Function Signatures
	preload(association, opts) - Preload a single association
	preload(associations, opts) - Preload multiple associations
	preload(other, association, opts) - Preload single association from existing queryable
	preload(other, associations, opts) - Preload multiple associations from existing queryable

Parameters
	other - An existing queryable (relation struct or Ecto query)
	association - A single association name as an atom
	associations - List of association names or nested preload specification
	opts - Additional options (typically empty for composable operations)

Preload Specifications
	:assoc - Preload single association
	[:assoc1, :assoc2] - Preload multiple associations
	[assoc: :nested] - Preload nested associations
	[assoc: [:nested1, :nested2]] - Preload multiple nested associations

Examples
# Preload single association
with_posts = MyApp.Users.preload(:posts)

# Preload multiple associations
with_assocs = MyApp.Users.preload([:posts, :profile])

# Nested preloads
nested = MyApp.Users.preload([posts: :comments])

# Complex nested preloads
complex = MyApp.Users.preload([posts: [:comments, :tags], :profile])

# Preload from existing query
base_query = MyApp.Users.restrict(active: true)
with_posts = MyApp.Users.preload(base_query, :posts)

# Chain with other operations
result = Users
         |> MyApp.Users.restrict(active: true)
         |> MyApp.Users.order(:name)
         |> MyApp.Users.preload([:posts, :profile])
         |> MyApp.Users.all()
Returns
Returns a relation struct that can be further composed or executed.
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          @spec restrict(
  restrict_spec(),
  keyword()
) :: relation()


          @spec restrict(
  queryable(),
  keyword()
) :: relation()


      


Restricts the query with the given conditions.
This function creates a composable query operation that adds WHERE conditions
to filter records. It can be used standalone or chained with other operations.
Parameters
	spec - A keyword list of field-value pairs to filter by
	opts - Additional options (typically empty for composable operations)

Returns
Returns a relation struct that can be further composed or executed.
Examples
iex> # Create a restriction query
iex> active_users = MyApp.Users.restrict(active: true)
iex> users = MyApp.Users.all(active_users)
iex> length(users)
2
iex> Enum.all?(users, & &1.active)
true

iex> # Chain with other operations
iex> result = MyApp.Users.restrict(active: true) |> MyApp.Users.order(:name) |> MyApp.Users.all()
iex> length(result)
2
iex> hd(result).name
"Jane Smith"

iex> # Multiple conditions
iex> filtered = MyApp.Users.restrict(active: true, name: "John Doe") |> MyApp.Users.all()
iex> length(filtered)
1
iex> hd(filtered).name
"John Doe"
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Restricts the given queryable with the specified conditions.
This is the two-argument version that takes an existing queryable (relation or query)
and applies additional restrictions to it.
Parameters
	other - An existing queryable (relation struct or Ecto query)
	spec - A keyword list of field-value pairs to filter by
	opts - Additional options (typically empty for composable operations)

Examples
# Apply restriction to existing relation
base_query = MyApp.Users.order(:name)
active_users = MyApp.Users.restrict(base_query, active: true)

# Chain multiple restrictions
filtered = Users
           |> MyApp.Users.restrict(active: true)
           |> MyApp.Users.restrict(role: "admin")
Returns
Returns a relation struct that can be further composed or executed.

  


        

      

      
        Query API

        


  
    
      
    
    
      aggregate(aggregate, opts)



        
          
        

    

  


  

Calculates the given aggregate.
Delegates to Ecto.Repo.aggregate/3 or Ecto.Repo.aggregate/4. The :repo and :relation options are automatically set
based on the repository and relation module configured in the use macro, but can be overridden.
Examples
count = MyRelation.aggregate(:count)
avg_age = MyRelation.aggregate(:avg, :age)
max_id = MyRelation.aggregate(:max, :id, repo: AnotherRepo)
See Ecto.Repo.aggregate/3 and
Ecto.Repo.aggregate/4 for more details.

  



  
    
      
    
    
      aggregate(aggregate, field, opts)



        
          
        

    

  


  


  



    

  
    
      
    
    
      all(opts \\ [])



        
          
        

    

  


  

      

          @spec all(keyword()) :: [struct()]


      


Fetches all records from the relation.
This function retrieves all records from the database table associated with the relation.
It can also execute a composable relation query built with functions like restrict/2 and order/2.
Parameters
	opts - Additional options (optional, defaults to [])

Options
	:repo - Override the default repository
	:timeout - Query timeout in milliseconds
	:log - Override logging configuration
	:telemetry_event - Override telemetry event name

Returns
A list of record structs. Returns an empty list if no records are found.
Examples
iex> users = MyApp.Users.all()
iex> length(users)
3
iex> hd(users).name
"John Doe"
...>
iex> active_users = MyApp.Users.restrict(active: true)
...>    |> MyApp.Users.order(:name)
...>    |> MyApp.Users.all()
iex>
iex> length(active_users)
2
iex> hd(active_users).name
"Jane Smith"
Performance Considerations
Be cautious when calling all/1 on large tables without restrictions,
as it will load all records into memory.
# Better: use restrictions to limit results
recent_users = Users
               |> MyApp.Users.restrict(inserted_at: {:>, days_ago(30)})
               |> MyApp.Users.all()
See Ecto.Repo.all/2 for more details on the underlying implementation.

  



  
    
      
    
    
      all(relation, opts)



        
          
        

    

  


  

      

          @spec all(struct(), keyword()) :: [struct()]


      


Fetches all records from a composable relation query.
This function head handles the case where a composable relation struct is passed
as the first argument, allowing you to execute queries built with restrict/2, order/2, etc.
Parameters
	relation - A composable relation struct built with query functions
	opts - Additional options (optional, defaults to [])

Returns
A list of record structs matching the relation query.
Examples
# Build and execute a composable query
query = MyApp.Users.restrict(active: true)
users = MyApp.Users.all(query)

# Equivalent to:
users = Users
        |> MyApp.Users.restrict(active: true)
        |> MyApp.Users.all()

  



  
    
      
    
    
      all_by(clauses, opts)



        
          
        

    

  


  

Fetches all records matching the given clauses.
Delegates to Ecto.Repo.all/2 with a where clause. The :repo and :relation options are automatically set
based on the repository and relation module configured in the use macro, but can be overridden.
Parameters
	clauses - Keyword list of field-value pairs to match
	opts - Additional options (optional, defaults to [])

Options
	:repo - Override the default repository
	:timeout - Query timeout in milliseconds
	:log - Override logging configuration

Returns
A list of record structs matching the given clauses. Returns an empty list if no records are found.
Examples
iex> users = MyApp.Users.all_by(active: true)
iex> length(users)
2
iex> Enum.all?(users, & &1.active)
true

iex> # Get by multiple clauses
iex> users = MyApp.Users.all_by(name: "John Doe", active: true)
iex> length(users)
1
iex> hd(users).name
"John Doe"

iex> # Returns empty list if no matches
iex> MyApp.Users.all_by(active: false, age: 100)
[]
See Ecto.Repo.all_by/2 for more details.

  



    

  
    
      
    
    
      avg(field, opts \\ [])



        
          
        

    

  


  

Returns the average value for the given field.
This is a convenience function that delegates to aggregate/3 with :avg.
Parameters
	field - The field to calculate the average for
	opts - Additional options (optional, defaults to [])

Examples
avg_age = MyApp.Users.avg(:age)
avg_age = MyApp.Users.avg(:age, repo: AnotherRepo)
See aggregate/3 for more details.

  



  
    
      
    
    
      avg(relation, field, opts)



        
          
        

    

  


  

Returns the average value for the given field from a composable relation query.
Parameters
	relation - A composable relation struct built with query functions
	field - The field to calculate the average for
	opts - Additional options (automatically provided by delegate_to)

Examples
query = MyApp.Users.restrict(active: true)
avg_age = MyApp.Users.avg(query, :age)

  



  
    
      
    
    
      checkout(fun, opts)



        
          
        

    

  


  

Checks out a connection for the duration of the function.
Delegates to Ecto.Repo.checkout/2. The :repo option is automatically set
based on the repository configured in the use macro, but can be overridden.
Examples
result = MyRelation.checkout(fn ->
  # database operations with checked out connection
end)
See Ecto.Repo.checkout/2 for more details.

  



    

  
    
      
    
    
      count(opts \\ [])



        
          
        

    

  


  

Returns the count of records.
Delegates to Ecto.Repo.aggregate/3. The :repo and :relation options are automatically set
based on the repository and relation module configured in the use macro, but can be overridden.
Examples
iex> MyApp.Users.count()
3
See Ecto.Repo.aggregate/3 for more details.

  



  
    
      
    
    
      count(relation, opts)



        
          
        

    

  


  

      

          @spec count(struct(), keyword()) :: non_neg_integer()


      


Returns the count of records from a composable relation query.
This function head handles the case where a composable relation struct is passed
as the first argument, allowing you to count records from queries built with restrict/2, order/2, etc.
Parameters
	relation - A composable relation struct built with query functions
	opts - Additional options (automatically provided by delegate_to)

Returns
An integer representing the count of records matching the relation query.
Examples
# Build and execute a composable query
query = MyApp.Users.restrict(active: true)
count = MyApp.Users.count(query)

# Equivalent to:
count = Users
        |> MyApp.Users.restrict(active: true)
        |> MyApp.Users.count()

  



  
    
      
    
    
      delete_all(opts)



        
          
        

    

  


  

Deletes all entries matching the given query.
Delegates to Ecto.Repo.delete_all/2. The :repo and :relation options are automatically set
based on the repository and relation module configured in the use macro, but can be overridden.
Examples
{count, _} = MyRelation.delete_all()
{count, _} = MyRelation.delete_all(repo: AnotherRepo)
See Ecto.Repo.delete_all/2 for more details.

  



  
    
      
    
    
      exists?(opts)



        
          
        

    

  


  

Checks if any entry matches the given query.
Delegates to Ecto.Repo.exists?/2. The :repo and :relation options are automatically set
based on the repository and relation module configured in the use macro, but can be overridden.
Parameters
	opts - Additional options (optional, defaults to [])

Options
	:repo - Override the default repository
	:timeout - Query timeout in milliseconds
	:log - Override logging configuration

Returns
	true if any records exist
	false if no records exist

Examples
iex> MyApp.Users.exists?()
true

iex> # Check if any active users exist (using basic exists)
iex> MyApp.Users.exists?()
true
See Ecto.Repo.exists?/2 for more details.

  



    

  
    
      
    
    
      first(opts \\ [])



        
          
        

    

  


  

Returns the first record.
Delegates to Ecto.Repo.one/2 with Ecto.Query.first/1. The :repo and :relation options are automatically set
based on the repository and relation module configured in the use macro, but can be overridden.
Parameters
	opts - Additional options (optional, defaults to [])

Options
	:repo - Override the default repository
	:timeout - Query timeout in milliseconds
	:log - Override logging configuration

Returns
The first record struct, or nil if no records exist.
Examples
iex> user = MyApp.Users.first()
iex> user.name
"John Doe"
iex> user.id
1
See Ecto.Repo.one/2 and
Ecto.Query.first/1 for more details.

  



  
    
      
    
    
      first(relation, opts)



        
          
        

    

  


  

      

          @spec first(struct(), keyword()) :: struct() | nil


      


Returns the first record from a composable relation query.
This function head handles the case where a composable relation struct is passed
as the first argument, allowing you to get the first record from queries built with restrict/2, order/2, etc.
Parameters
	relation - A composable relation struct built with query functions
	opts - Additional options (automatically provided by delegate_to)

Returns
The first record struct matching the relation query, or nil if no records are found.
Examples
# Build and execute a composable query
query = MyApp.Users.restrict(active: true) |> MyApp.Users.order(:name)
user = MyApp.Users.first(query)

# Equivalent to:
user = Users
       |> MyApp.Users.restrict(active: true)
       |> MyApp.Users.order(:name)
       |> MyApp.Users.first()

  



    

  
    
      
    
    
      get(id, opts \\ [])



        
          
        

    

  


  

      

          @spec get(
  term(),
  keyword()
) :: struct() | nil


      


Fetches a single record by its primary key.
This function retrieves a single record from the database using the primary key value.
It returns the record if found, or nil if no record exists with the given primary key.
Parameters
	id - The primary key value to search for
	opts - Additional options (optional, defaults to [])

Options
	:repo - Override the default repository
	:timeout - Query timeout in milliseconds
	:log - Override logging configuration
	:telemetry_event - Override telemetry event name

Returns
	The record struct if found
	nil if no record exists with the given primary key

Examples
iex> user = MyApp.Users.get(1)
iex> user.name
"John Doe"
iex> user.email
"john@example.com"
...>
iex> MyApp.Users.get(999)
nil
See Ecto.Repo.get/3 for more details on the underlying implementation.

  



    

  
    
      
    
    
      get!(id, opts \\ [])



        
          
        

    

  


  

      

          @spec get!(
  term(),
  keyword()
) :: struct()


      


Fetches a single record by its primary key, raising if not found.
This function retrieves a single record from the database using the primary key value.
Unlike get/2, this function raises an Ecto.NoResultsError if no record is found
with the given primary key.
Parameters
	id - The primary key value to search for
	opts - Additional options (optional, defaults to [])

Options
	:repo - Override the default repository
	:timeout - Query timeout in milliseconds
	:log - Override logging configuration
	:telemetry_event - Override telemetry event name

Returns
	The record struct if found
	Raises Ecto.NoResultsError if no record exists with the given primary key

Examples
# Get user by ID
user = MyApp.Users.get!(1)
# => %MyApp.Users.Struct{id: 1, name: "John", email: "john@example.com"}

# Raises if not found
user = MyApp.Users.get!(999)
# => ** (Ecto.NoResultsError) expected at least one result but got none

# Override repository
user = MyApp.Users.get!(1, repo: AnotherRepo)

# With timeout option
user = MyApp.Users.get!(1, timeout: 5000)
Error Handling
try do
  user = MyApp.Users.get!(user_id)
  process_user(user)
rescue
  Ecto.NoResultsError ->
    {:error, :not_found}
end
See Ecto.Repo.get!/3 for more details on the underlying implementation.

  



  
    
      
    
    
      get_by(clauses, opts)



        
          
        

    

  


  

Gets a single record by the given clauses.
Delegates to Ecto.Repo.get_by/3. The :repo and :relation options are automatically set
based on the repository and relation module configured in the use macro, but can be overridden.
Parameters
	clauses - Keyword list of field-value pairs to match
	opts - Additional options (optional, defaults to [])

Options
	:repo - Override the default repository
	:timeout - Query timeout in milliseconds
	:log - Override logging configuration

Returns
	The record struct if found
	nil if no record matches the given clauses

Examples
iex> user = MyApp.Users.get_by(email: "jane@example.com")
iex> user.name
"Jane Smith"
iex> user.email
"jane@example.com"

iex> # Get by multiple clauses
iex> user = MyApp.Users.get_by(name: "John Doe", active: true)
iex> user.name
"John Doe"
iex> user.active
true

iex> # Returns nil if not found
iex> MyApp.Users.get_by(email: "nonexistent@example.com")
nil
See Ecto.Repo.get_by/3 for more details.

  



  
    
      
    
    
      get_by!(clauses, opts)



        
          
        

    

  


  

Gets a single record by the given clauses, raises if not found.
Delegates to Ecto.Repo.get_by!/3. The :repo and :relation options are automatically set
based on the repository and relation module configured in the use macro, but can be overridden.
Parameters
	clauses - Keyword list of field-value pairs to match
	opts - Additional options (optional, defaults to [])

Options
	:repo - Override the default repository
	:timeout - Query timeout in milliseconds
	:log - Override logging configuration

Returns
	The record struct if found
	Raises Ecto.NoResultsError if no record matches the given clauses

Examples
iex> user = MyApp.Users.get_by!(email: "jane@example.com")
iex> user.name
"Jane Smith"
iex> user.email
"jane@example.com"

iex> # Get by multiple clauses
iex> user = MyApp.Users.get_by!(name: "John Doe", active: true)
iex> user.name
"John Doe"
iex> user.active
true

iex> # Raises if not found
iex> try do
...>   MyApp.Users.get_by!(email: "nonexistent@example.com")
...> rescue
...>   Ecto.NoResultsError -> :not_found
...> end
:not_found
See Ecto.Repo.get_by!/3 for more details.

  



  
    
      
    
    
      in_transaction?(opts)



        
          
        

    

  


  

Returns true if the current process is inside a transaction.
Delegates to Ecto.Repo.in_transaction?/0. The :repo option is automatically set
based on the repository configured in the use macro, but can be overridden.
Examples
in_tx = MyRelation.in_transaction?()
See Ecto.Repo.in_transaction?/0 for more details.

  



    

  
    
      
    
    
      last(opts \\ [])



        
          
        

    

  


  

Returns the last record.
Delegates to Ecto.Repo.one/2 with Ecto.Query.last/1. The :repo and :relation options are automatically set
based on the repository and relation module configured in the use macro, but can be overridden.
Parameters
	opts - Additional options (optional, defaults to [])

Options
	:repo - Override the default repository
	:timeout - Query timeout in milliseconds
	:log - Override logging configuration

Returns
The last record struct, or nil if no records exist.
Examples
iex> user = MyApp.Users.last()
iex> user.name
"Bob Wilson"
iex> user.id
3
See Ecto.Repo.one/2 and
Ecto.Query.last/1 for more details.

  



  
    
      
    
    
      last(relation, opts)



        
          
        

    

  


  

      

          @spec last(struct(), keyword()) :: struct() | nil


      


Returns the last record from a composable relation query.
This function head handles the case where a composable relation struct is passed
as the first argument, allowing you to get the last record from queries built with restrict/2, order/2, etc.
Parameters
	relation - A composable relation struct built with query functions
	opts - Additional options (automatically provided by delegate_to)

Returns
The last record struct matching the relation query, or nil if no records are found.
Examples
# Build and execute a composable query
query = MyApp.Users.restrict(active: true) |> MyApp.Users.order(:name)
user = MyApp.Users.last(query)

# Equivalent to:
user = Users
       |> MyApp.Users.restrict(active: true)
       |> MyApp.Users.order(:name)
       |> MyApp.Users.last()

  



    

  
    
      
    
    
      max(field, opts \\ [])



        
          
        

    

  


  

Returns the maximum value for the given field.
This is a convenience function that delegates to aggregate/3 with :max.
Parameters
	field - The field to calculate the maximum value for
	opts - Additional options (optional, defaults to [])

Examples
max_age = MyApp.Users.max(:age)
max_age = MyApp.Users.max(:age, repo: AnotherRepo)
See aggregate/3 for more details.

  



  
    
      
    
    
      max(relation, field, opts)



        
          
        

    

  


  

Returns the maximum value for the given field from a composable relation query.
Parameters
	relation - A composable relation struct built with query functions
	field - The field to calculate the maximum value for
	opts - Additional options (automatically provided by delegate_to)

Examples
query = MyApp.Users.restrict(active: true)
max_age = MyApp.Users.max(query, :age)

  



    

  
    
      
    
    
      min(field, opts \\ [])



        
          
        

    

  


  

Returns the minimum value for the given field.
This is a convenience function that delegates to aggregate/3 with :min.
Parameters
	field - The field to calculate the minimum value for
	opts - Additional options (optional, defaults to [])

Examples
min_age = MyApp.Users.min(:age)
min_age = MyApp.Users.min(:age, repo: AnotherRepo)
See aggregate/3 for more details.

  



  
    
      
    
    
      min(relation, field, opts)



        
          
        

    

  


  

Returns the minimum value for the given field from a composable relation query.
Parameters
	relation - A composable relation struct built with query functions
	field - The field to calculate the minimum value for
	opts - Additional options (automatically provided by delegate_to)

Examples
query = MyApp.Users.restrict(active: true)
min_age = MyApp.Users.min(query, :age)

  



    

  
    
      
    
    
      one(opts \\ [])



        
          
        

    

  


  

Fetches a single result from the query.
Delegates to Ecto.Repo.one/2. The :repo and :relation options are automatically set
based on the repository and relation module configured in the use macro, but can be overridden.
Parameters
	opts - Additional options (optional, defaults to [])

Options
	:repo - Override the default repository
	:timeout - Query timeout in milliseconds
	:log - Override logging configuration

Returns
	The single record struct if exactly one record is found
	nil if no records are found
	Raises Ecto.MultipleResultsError if more than one record is found

Examples
iex> # Get a single user (when only one exists matching criteria)
iex> user = MyApp.Users.restrict(name: "John Doe") |> MyApp.Users.one()
iex> user.name
"John Doe"

iex> # Returns nil when no records match
iex> MyApp.Users.restrict(name: "Nonexistent") |> MyApp.Users.one()
nil
See Ecto.Repo.one/2 for more details.

  



  
    
      
    
    
      one(relation, opts)



        
          
        

    

  


  

      

          @spec one(struct(), keyword()) :: struct() | nil


      


Fetches a single result from a composable relation query.
This function head handles the case where a composable relation struct is passed
as the first argument, allowing you to execute queries built with restrict/2, order/2, etc.
Parameters
	relation - A composable relation struct built with query functions
	opts - Additional options (automatically provided by delegate_to)

Returns
A single record struct matching the relation query, or nil if no record is found.
Examples
# Build and execute a composable query
query = MyApp.Users.restrict(active: true)
user = MyApp.Users.one(query)

# Equivalent to:
user = Users
       |> MyApp.Users.restrict(active: true)
       |> MyApp.Users.one()

  



    

  
    
      
    
    
      one!(opts \\ [])



        
          
        

    

  


  

Fetches a single result from the query, raises if not found or more than one.
Delegates to Ecto.Repo.one!/2. The :repo and :relation options are automatically set
based on the repository and relation module configured in the use macro, but can be overridden.
Examples
user = MyRelation.one!(query)
user = MyRelation.one!(query, repo: AnotherRepo)
See Ecto.Repo.one!/2 for more details.

  



  
    
      
    
    
      one!(relation, opts)



        
          
        

    

  


  

      

          @spec one!(struct(), keyword()) :: struct()


      


Fetches a single result from a composable relation query, raises if not found or more than one.
This function head handles the case where a composable relation struct is passed
as the first argument, allowing you to execute queries built with restrict/2, order/2, etc.
Parameters
	relation - A composable relation struct built with query functions
	opts - Additional options (automatically provided by delegate_to)

Returns
A single record struct matching the relation query. Raises Ecto.NoResultsError if no record
is found, or Ecto.MultipleResultsError if more than one record is found.
Examples
# Build and execute a composable query
query = MyApp.Users.restrict(active: true)
user = MyApp.Users.one!(query)

# Equivalent to:
user = Users
       |> MyApp.Users.restrict(active: true)
       |> MyApp.Users.one!()

  



  
    
      
    
    
      stream(opts)



        
          
        

    

  


  

Returns a lazy enumerable that emits all entries from the data store.
Delegates to Ecto.Repo.stream/2. The :repo and :relation options are automatically set
based on the repository and relation module configured in the use macro, but can be overridden.
Examples
stream = MyRelation.stream()
stream = MyRelation.stream(repo: AnotherRepo)
See Ecto.Repo.stream/2 for more details.

  



    

  
    
      
    
    
      sum(field, opts \\ [])



        
          
        

    

  


  

Returns the sum of values for the given field.
This is a convenience function that delegates to aggregate/3 with :sum.
Parameters
	field - The field to calculate the sum for
	opts - Additional options (optional, defaults to [])

Examples
total_age = MyApp.Users.sum(:age)
total_age = MyApp.Users.sum(:age, repo: AnotherRepo)
See aggregate/3 for more details.

  



  
    
      
    
    
      sum(relation, field, opts)



        
          
        

    

  


  

Returns the sum of values for the given field from a composable relation query.
Parameters
	relation - A composable relation struct built with query functions
	field - The field to calculate the sum for
	opts - Additional options (automatically provided by delegate_to)

Examples
query = MyApp.Users.restrict(active: true)
total_age = MyApp.Users.sum(query, :age)

  



  
    
      
    
    
      transaction(fun_or_multi, opts)



        
          
        

    

  


  

Runs the given function or Ecto.Multi inside a transaction.
Delegates to Ecto.Repo.transaction/2. The :repo option is automatically set
based on the repository configured in the use macro, but can be overridden.
Examples
{:ok, result} = MyRelation.transaction(fn ->
  # database operations
end)

{:ok, changes} = MyRelation.transaction(multi, repo: AnotherRepo)
See Ecto.Repo.transaction/2 for more details.

  



  
    
      
    
    
      update_all(updates, opts)



        
          
        

    

  


  

Updates all entries matching the given query with the given values.
Delegates to Ecto.Repo.update_all/3. The :repo and :relation options are automatically set
based on the repository and relation module configured in the use macro, but can be overridden.
Examples
{count, _} = MyRelation.update_all(set: [active: false])
{count, _} = MyRelation.update_all([set: [active: false]], repo: AnotherRepo)
See Ecto.Repo.update_all/3 for more details.

  


        

      


  

    
Drops.Relation.Plugins.Writing 
    



      
Plugin that provides writing operations for relation modules.
This plugin adds Ecto.Repo-like functions for creating, updating, and deleting data:
	Insert operations (insert/2, insert!/2, insert_all/2)
	Update operations (update/2, update!/2)
	Delete operations (delete/2, delete!/2)
	Changeset operations (changeset/2)
	Reload operations (reload/2, reload!/2)

All functions delegate to the corresponding Ecto.Repo functions with automatic
repository and relation configuration.
Examples
iex> {:ok, user} = MyApp.Users.insert(%{name: "Alice", email: "alice.new@example.com", age: 28, active: true})
iex> user.name
"Alice"
iex> user.email
"alice.new@example.com"

iex> # Insert with changeset
iex> changeset = MyApp.Users.changeset(%{name: "Charlie", email: "charlie.new@example.com", age: 32, active: true})
iex> {:ok, user} = MyApp.Users.insert(changeset)
iex> user.name
"Charlie"

iex> # Update existing user
iex> existing_user = MyApp.Users.get(1)
iex> {:ok, updated_user} = MyApp.Users.update(existing_user, %{name: "John Updated"})
iex> updated_user.name
"John Updated"

iex> # Delete user
iex> user_to_delete = MyApp.Users.get(2)
iex> {:ok, deleted_user} = MyApp.Users.delete(user_to_delete)
iex> deleted_user.name
"Jane Smith"

      


      
        Summary


  
    Functions
  


    
      
        changeset(params, opts)

      


        Creates a changeset from a map and opts.



    


    
      
        changeset(struct, params, opts)

      


    


    
      
        delete(struct, opts)

      


        Deletes a struct.



    


    
      
        delete!(struct, opts)

      


        Deletes a struct, raises on error.



    


    
      
        insert(struct_or_changeset, opts \\ [])

      


        Inserts a new record into the database.



    


    
      
        insert!(struct_or_changeset, opts)

      


        Inserts a struct, changeset, or plain map, raises on error.



    


    
      
        insert_all(entries, opts)

      


        Inserts all entries into the repository.



    


    
      
        reload(struct, opts)

      


        Reloads a struct from the database.



    


    
      
        reload!(struct, opts)

      


        Reloads a struct from the database, raises on error.



    


    
      
        update(changeset, opts)

      


        Updates a changeset.



    


    
      
        update(struct, attributes, opts)

      


        Updates a struct with the given attributes.



    


    
      
        update!(changeset, opts)

      


        Updates a changeset, raises on error.



    


    
      
        update!(struct, attributes, opts)

      


        Updates a struct with the given attributes, raises on error.
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      changeset(params, opts)



        
          
        

    

  


  

Creates a changeset from a map and opts.
Uses the relation schema to automatically cast fields based on their types.
The changeset can be used for validation and database operations.
Parameters
	params - Map of parameters to cast into a changeset
	opts - Additional options (optional, defaults to [])

Options
	:empty_values - A list of values to be considered as empty when casting
	:force_changes - A boolean indicating whether to include values that don't alter the current data

Returns
An Ecto.Changeset struct with the cast parameters.
Examples
iex> changeset = MyApp.Users.changeset(%{name: "Frank", email: "frank.changeset@example.com", age: 31, active: true})
iex> changeset.valid?
true
iex> changeset.changes.name
"Frank"
iex> changeset.changes.email
"frank.changeset@example.com"

iex> # With existing struct
iex> user = MyApp.Users.get(1)
iex> changeset = MyApp.Users.changeset(user, %{name: "John Updated Again"})
iex> changeset.changes.name
"John Updated Again"
See Ecto.Changeset.cast/4 for more details.
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Deletes a struct.
Delegates to Ecto.Repo.delete/2. The :repo and :relation options are automatically set
based on the repository and relation module configured in the use macro, but can be overridden.
Parameters
	struct - The struct to delete
	opts - Additional options (optional, defaults to [])

Options
	:repo - Override the default repository
	:timeout - Query timeout in milliseconds
	:log - Override logging configuration

Returns
	{:ok, struct} - Successfully deleted record
	{:error, changeset} - Database errors

Examples
iex> user = MyApp.Users.get(3)
iex> {:ok, deleted_user} = MyApp.Users.delete(user)
iex> deleted_user.name
"Bob Wilson"
iex> deleted_user.id
3
See Ecto.Repo.delete/2 for more details.

  



  
    
      
    
    
      delete!(struct, opts)



        
          
        

    

  


  

Deletes a struct, raises on error.
Delegates to Ecto.Repo.delete!/2. The :repo and :relation options are automatically set
based on the repository and relation module configured in the use macro, but can be overridden.
Examples
user = MyRelation.delete!(user)
user = MyRelation.delete!(user, repo: AnotherRepo)
See Ecto.Repo.delete!/2 for more details.
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          @spec insert(
  struct() | Ecto.Changeset.t() | map(),
  keyword()
) :: {:ok, struct()} | {:error, Ecto.Changeset.t()}


      


Inserts a new record into the database.
This function accepts a struct, changeset, or plain map and inserts it into the database.
When given a plain map, it automatically creates a struct using the relation's schema.
Returns a tuple with the operation result.
Parameters
	struct_or_changeset - The data to insert (struct, changeset, or plain map)
	opts - Additional options (optional, defaults to [])

Options
	:repo - Override the default repository
	:timeout - Query timeout in milliseconds
	:log - Override logging configuration
	:returning - Fields to return from the inserted record
	:on_conflict - How to handle conflicts (e.g., :raise, :nothing, :replace_all)

Returns
	{:ok, struct} - Successfully inserted record
	{:error, changeset} - Validation or database errors

Examples
iex> # Insert with plain map
iex> {:ok, user} = MyApp.Users.insert(%{name: "David", email: "david.test@example.com", age: 29, active: true})
iex> user.name
"David"
iex> user.email
"david.test@example.com"

iex> # Insert with changeset
iex> changeset = MyApp.Users.changeset(%{name: "Emma", email: "emma.test@example.com", age: 26, active: true})
iex> {:ok, user} = MyApp.Users.insert(changeset)
iex> user.name
"Emma"
Validation
If the data fails validation, returns {:error, changeset} with detailed error information:
{:error, changeset} = Users.insert(%{email: "invalid-email"})
changeset.errors
# => [email: {"has invalid format", [validation: :format]}]
See Ecto.Repo.insert/2 for more details on the underlying implementation.
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Inserts a struct, changeset, or plain map, raises on error.
Delegates to Ecto.Repo.insert!/2. The :repo and :relation options are automatically set
based on the repository and relation module configured in the use macro, but can be overridden.
Parameters
	struct_or_changeset - A struct, changeset, or plain map to insert
	opts - Additional options (optional, defaults to [])

Options
	:repo - Override the default repository
	:timeout - Query timeout in milliseconds
	:log - Override logging configuration
	:returning - Fields to return from the inserted record
	:on_conflict - How to handle conflicts (e.g., :raise, :nothing, :replace_all)

Returns
The inserted record struct, raises on error.
Examples
iex> user = MyApp.Users.insert!(%{name: "Alice", email: "alice.unique@example.com", age: 28, active: true})
iex> user.name
"Alice"
iex> user.email
"alice.unique@example.com"

iex> # Insert with changeset
iex> changeset = MyApp.Users.changeset(%{name: "Bob", email: "bob.unique@example.com", age: 35, active: false})
iex> user = MyApp.Users.insert!(changeset)
iex> user.name
"Bob"
See Ecto.Repo.insert!/2 for more details.
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Inserts all entries into the repository.
Delegates to Ecto.Repo.insert_all/3. The :repo and :relation options are automatically set
based on the repository and relation module configured in the use macro, but can be overridden.
Examples
{count, structs} = MyRelation.insert_all([%{name: "John"}, %{name: "Jane"}])
{count, structs} = MyRelation.insert_all(entries, repo: AnotherRepo)
See Ecto.Repo.insert_all/3 for more details.
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Reloads a struct from the database.
Delegates to Ecto.Repo.reload/2. The :repo and :relation options are automatically set
based on the repository and relation module configured in the use macro, but can be overridden.
Examples
user = MyRelation.reload(user)
user = MyRelation.reload(user, repo: AnotherRepo)
See Ecto.Repo.reload/2 for more details.

  



  
    
      
    
    
      reload!(struct, opts)



        
          
        

    

  


  

Reloads a struct from the database, raises on error.
Delegates to Ecto.Repo.reload!/2. The :repo and :relation options are automatically set
based on the repository and relation module configured in the use macro, but can be overridden.
Examples
user = MyRelation.reload!(user)
user = MyRelation.reload!(user, repo: AnotherRepo)
See Ecto.Repo.reload!/2 for more details.
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Updates a changeset.
Delegates to Ecto.Repo.update/2. The :repo and :relation options are automatically set
based on the repository and relation module configured in the use macro, but can be overridden.
Examples
{:ok, user} = MyRelation.update(changeset)
{:ok, user} = MyRelation.update(changeset, repo: AnotherRepo)
See Ecto.Repo.update/2 for more details.
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Updates a struct with the given attributes.
Creates a changeset from the struct and attributes, then delegates to Ecto.Repo.update/2.
The :repo and :relation options are automatically set based on the repository and relation
module configured in the use macro, but can be overridden.
Parameters
	struct - The struct to update
	attributes - Map of attributes to update
	opts - Additional options (optional, defaults to [])

Options
	:repo - Override the default repository
	:timeout - Query timeout in milliseconds
	:log - Override logging configuration
	:force_changes - Force changes even if values haven't changed

Returns
	{:ok, struct} - Successfully updated record
	{:error, changeset} - Validation or database errors

Examples
iex> user = MyApp.Users.get(1)
iex> {:ok, updated_user} = MyApp.Users.update(user, %{name: "John Updated"})
iex> updated_user.name
"John Updated"

iex> # Update with multiple attributes
iex> user = MyApp.Users.get(2)
iex> {:ok, updated_user} = MyApp.Users.update(user, %{name: "Jane Updated", age: 26})
iex> updated_user.name
"Jane Updated"
iex> updated_user.age
26
See Ecto.Repo.update/2 for more details.
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Updates a changeset, raises on error.
Delegates to Ecto.Repo.update!/2. The :repo and :relation options are automatically set
based on the repository and relation module configured in the use macro, but can be overridden.
Examples
user = MyRelation.update!(changeset)
user = MyRelation.update!(changeset, repo: AnotherRepo)
See Ecto.Repo.update!/2 for more details.
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Updates a struct with the given attributes, raises on error.
Creates a changeset from the struct and attributes, then delegates to Ecto.Repo.update!/2.
The :repo and :relation options are automatically set based on the repository and relation
module configured in the use macro, but can be overridden.
Examples
user = MyRelation.update!(user_struct, %{name: "Jane"})
user = MyRelation.update!(user_struct, %{name: "Jane"}, repo: AnotherRepo)
See Ecto.Repo.update!/2 for more details.

  


        

      


  

    
Drops.Relation.Plugins.Ecto.Query 
    



      
Plugin for defining custom Ecto queries within relation modules.
This plugin provides the defquery macro that allows defining custom query functions
that return relation structs with the queryable set to the result of the query block.
Architecture
For each relation module that defines queries, this plugin creates a dedicated
QueryBuilder module (e.g., MyRelation.QueryBuilder) that contains the actual
query functions with Ecto.Query imported once at the module level. The relation
module then delegates to these QueryBuilder functions.
Usage
defmodule MyApp.Users do
  use Drops.Relation, repo: MyApp.Repo

  schema("users", infer: true)

  defquery active() do
    from(u in relation(), where: u.active == true)
  end

  defquery by_role(role) when is_binary(role) do
    from(u in relation(), where: u.role == ^role)
  end

  defquery recent(days \\ 7) do
    cutoff = DateTime.utc_now() |> DateTime.add(-days, :day)
    from(u in relation(), where: u.inserted_at >= ^cutoff)
  end
end

# This creates:
# - MyApp.Users.active() -> delegates to MyApp.Users.QueryBuilder.active()
# - MyApp.Users.QueryBuilder module with Ecto.Query imported
# - relation() function available in query blocks

# Usage examples:
active_users = MyApp.Users.active() |> MyApp.Users.all()
admin_users = MyApp.Users.by_role("admin") |> MyApp.Users.all()
recent_users = MyApp.Users.recent(30) |> MyApp.Users.all()
The relation() function within the query block returns the relation module, allowing
you to reference the current relation in your Ecto queries.
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Drops.Relation.Query 
    



      
Provides query composition macros for building complex relation queries.
This module contains macros for transforming query expressions and enabling
composition of relation operations. It supports logical operations (AND/OR)
and function call transformations within query contexts.
Usage
defmodule Users do
  use Drops.Relation, repo: MyApp.Repo

  schema("users", infer: true)

  defquery active(), do: from(u in relation(), where: u.active == true)

  defquery by_role(role), do: from(u in relation(), where: u.role == ^role)
end

query(Users, [u], u.active() and u.by_role("admin"))
Supported Operations
	and - Logical AND composition
	or - Logical OR composition
	Function calls on relation bindings

The macro transforms expressions to use the appropriate relation operations
and maintains proper binding contexts for complex queries.
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Drops.Relation.Schema 
    



      
Represents schema metadata for a relation.
This struct stores all extracted metadata about a relation including
primary keys, foreign keys, field information, and indices. It serves as
a central container for schema information used for automatic Ecto schema
generation and query compilation.
Structure
	source - The database table name
	fields - List of field definitions with types and metadata
	primary_key - Primary key information
	foreign_keys - List of foreign key relationships
	indices - List of database indices

Access Behavior
The schema implements the Access behavior, allowing field lookup by name:
schema[:email]  # Returns the email field
schema[:id]     # Returns the id field
Usage with Relation Modules
Schemas are automatically created when you define a relation module and are
accessible via the schema/0 function:
defmodule MyApp.Users do
  use Drops.Relation, repo: MyApp.Repo

  schema("users", infer: true)
end

# Access the relation's schema
schema = MyApp.Users.schema()

# Inspect schema metadata
schema.source        # => :users
schema.fields        # => [%Field{name: :id, type: :integer}, ...]
schema.primary_key   # => %PrimaryKey{fields: [:id]}

# Access specific fields
email_field = schema[:email]
id_field = schema[:id]

# Get field information
email_field.type     # => :string
email_field.meta     # => %{type: :varchar, ...}
Field Access Examples
# Check if a field exists
if schema[:email] do
  IO.puts("Email field exists with type: " <> to_string(schema[:email].type))
end

# Get all field names
field_names = Enum.map(schema.fields, & &1.name)
# => [:id, :name, :email, :active, :inserted_at, :updated_at]

# Filter fields by type
string_fields = Enum.filter(schema.fields, &(&1.type == :string))
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        Finds a field by name in the schema.



    


    
      
        merge(left, right)

      


        Merges two schemas, with the right schema taking precedence for conflicts.



    


    
      
        new(source)

      


        Creates a new Schema struct with the provided metadata.
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        project(schema, fields)
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        fetch(schema, key)

      


        Access behavior implementation for fetching fields by name.



    


    
      
        get_and_update(schema, key, function)

      


        Access behavior implementation for updating fields.



    


    
      
        pop(schema, key)

      


        Access behavior implementation for removing fields.
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          @type field_metadata() :: %{name: atom(), type: atom(), type: term(), source: atom()}
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          @type t() :: %Drops.Relation.Schema{
  fields: [Drops.Relation.Schema.Field.t()],
  foreign_keys: [Drops.Relation.Schema.ForeignKey.t()],
  indices: [Drops.Relation.Schema.Index.t()],
  primary_key: Drops.Relation.Schema.PrimaryKey.t() | nil,
  source: atom()
}
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          @spec find_field(t(), atom()) :: Drops.Relation.Schema.Field.t() | nil


      


Finds a field by name in the schema.
Examples
iex> field = Drops.Relation.Schema.find_field(schema, :email)
iex> field.name
:email
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          @spec merge(t(), t()) :: t()


      


Merges two schemas, with the right schema taking precedence for conflicts.
Parameters
	left - The base schema
	right - The schema to merge into the base, takes precedence

Returns
A merged Drops.Relation.Schema.t() struct.
Examples
iex> left = Drops.Relation.Schema.new(:users, pk, [], [field1], [])
iex> right = Drops.Relation.Schema.new(:users, pk, [], [field2], [])
iex> merged = Drops.Relation.Schema.merge(left, right)
iex> length(merged.fields)
2
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          @spec new(atom()) :: t()


          @spec new(map()) :: t()


      


Creates a new Schema struct with the provided metadata.
Parameters
	source - The table name
	primary_key - Primary key information
	foreign_keys - List of foreign key relationships
	fields - List of field metadata
	indices - Index information
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          @spec new(
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Access behavior implementation for fetching fields by name.
Examples
iex> schema[:email]  # Returns the email field
iex> schema[:id]     # Returns the id field

  



  
    
      
    
    
      get_and_update(schema, key, function)



        
          
        

    

  


  

Access behavior implementation for updating fields.
Examples
iex> get_and_update(schema, :email, fn field -> {field, %{field | type: :string}} end)
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Access behavior implementation for removing fields.
Examples
iex> pop(schema, :email)  # Removes and returns the email field

  


        

      


  

    
Drops.Relation.Schema.Field 
    



      
Represents a field in a database table/schema.
This struct stores comprehensive information about a database field including
its name, type information, and source mapping.
Examples
# Simple field
%Drops.Relation.Schema.Field{
  name: :email,
  type: :string
}
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        merge(left, right)

      


        Merges two Field structs, with the right field taking precedence.



    


    
      
        new(name, type, meta \\ %{})

      


        Creates a new Field struct.
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          @type meta() :: %{
  optional(:type) => term(),
  optional(:adapter) => atom(),
  optional(:source) => atom(),
  optional(:nullable) => boolean() | nil,
  optional(:default) => term() | nil,
  optional(:check_constraints) => [String.t()] | nil,
  optional(:primary_key) => boolean() | nil,
  optional(:foreign_key) => boolean() | nil,
  optional(:association) => boolean() | nil
}
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          @type t() :: %Drops.Relation.Schema.Field{
  meta: meta(),
  name: atom(),
  source: term(),
  type: term()
}
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          @spec merge(t(), t()) :: t()


      


Merges two Field structs, with the right field taking precedence.
This function is useful for combining inferred fields with custom fields,
where custom fields should override inferred properties while preserving
metadata from both sources.
Parameters
	left - The base field (typically inferred)
	right - The field to merge (typically custom, takes precedence)

Examples
iex> inferred = Drops.Relation.Schema.Field.new(:email, :string, :string, :email, %{nullable: true})
iex> custom = Drops.Relation.Schema.Field.new(:email, :string, {:parameterized, {Ecto.Enum, %{values: [:active, :inactive]}}}, :email)
iex> merged = Drops.Relation.Schema.Field.merge(inferred, custom)
iex> merged.type
{:parameterized, {Ecto.Enum, %{values: [:active, :inactive]}}}
iex> merged.meta.nullable
true
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          @spec new(atom(), any(), meta()) :: t()


      


Creates a new Field struct.
Parameters
	name - The field name as an atom
	type - The normalized type (e.g., :string, :integer)
	type - The original Ecto type
	source - The source column name in the database
	meta - Optional metadata map with nullable, default, check_constraints

Examples
iex> Drops.Relation.Schema.Field.new(:email, :string, :string, :email)
%Drops.Relation.Schema.Field{
  name: :email,
  type: :string,
  type: :string,
  source: :email,
  meta: %{}
}

iex> meta = %{nullable: false, default: "active"}
iex> Drops.Relation.Schema.Field.new(:status, :string, :string, :status, meta)
%Drops.Relation.Schema.Field{
  name: :status,
  type: :string,
  type: :string,
  source: :status,
  meta: %{nullable: false, default: "active"}
}
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          @spec new(atom(), any(), any(), atom(), meta()) :: t()


      



  


        

      


  

    
Drops.Relation.Schema.ForeignKey 
    



      
Represents a foreign key relationship in a database table/schema.
This struct stores information about a foreign key field and its reference
to another table and field.
Examples
# Simple foreign key
%Drops.Relation.Schema.ForeignKey{
  field: :user_id,
  references_table: "users",
  references_field: :id
}
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        Creates a new ForeignKey struct.
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          @type t() :: %Drops.Relation.Schema.ForeignKey{
  field: atom(),
  references_field: atom(),
  references_table: String.t()
}
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          @spec new(atom(), String.t(), atom()) :: t()


      


Creates a new ForeignKey struct.
Parameters
	field - The foreign key field name in the current table
	references_table - The name of the referenced table
	references_field - The field name in the referenced table

Examples
iex> Drops.Relation.Schema.ForeignKey.new(:user_id, "users", :id, :user)
%Drops.Relation.Schema.ForeignKey{
  field: :user_id,
  references_table: "users",
  references_field: :id
}

  


        

      


  

    
Drops.Relation.Schema.Index 
    



      
Represents a database index on a table.
This struct stores information about a database index including its name,
the fields it covers, whether it's unique, and its type. Fields are stored
as Field structs containing complete metadata.
Examples
# Simple index
%Drops.Relation.Schema.Index{
  name: "users_email_index",
  fields: [%Drops.Relation.Schema.Field{name: :email, ...}],
  unique: true,
  type: :btree
}

# Composite index
%Drops.Relation.Schema.Index{
  name: "users_name_email_index",
  fields: [
    %Drops.Relation.Schema.Field{name: :name, ...},
    %Drops.Relation.Schema.Field{name: :email, ...}
  ],
  unique: false,
  type: :btree
}
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        Creates a new Index struct.
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          @type index_type() :: :btree | :hash | :gin | :gist | :brin | nil
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          @type t() :: %Drops.Relation.Schema.Index{
  composite: boolean(),
  fields: [Drops.Relation.Schema.Field.t()],
  name: String.t(),
  type: index_type(),
  unique: boolean()
}
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          @spec new(String.t(), [Drops.Relation.Schema.Field.t()], boolean(), index_type()) ::
  t()


      


Creates a new Index struct.
Parameters
	name - The index name
	fields - List of Field structs covered by the index
	unique - Whether the index enforces uniqueness
	type - The index type (optional)

Examples
iex> field = Drops.Relation.Schema.Field.new(:email, :string, :string, :email)
iex> index = Drops.Relation.Schema.Index.new("users_email_index", [field], true, :btree)
iex> index.name
"users_email_index"
iex> index.unique
true

  


        

      


  

    
Drops.Relation.Schema.PrimaryKey 
    



      
Represents primary key information for a database table/schema.
This struct stores information about primary key fields, supporting both
single-column and composite primary keys. Fields are stored as Field structs
containing complete metadata.
Examples
# Single primary key
%Drops.Relation.Schema.PrimaryKey{
  fields: [%Drops.Relation.Schema.Field{name: :id, type: :integer, ...}]
}

# Composite primary key
%Drops.Relation.Schema.PrimaryKey{
  fields: [
    %Drops.Relation.Schema.Field{name: :user_id, type: :integer, ...},
    %Drops.Relation.Schema.Field{name: :role_id, type: :integer, ...}
  ]
}

# No primary key
%Drops.Relation.Schema.PrimaryKey{fields: []}
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        Gets the field names from the primary key.



    


    
      
        merge(left, right)

      


        Merges two primary keys, with the right primary key taking precedence.
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        Creates a new PrimaryKey struct.



    





      


      
        Types

        


  
    
      
    
    
      meta()



        
          
        

    

  


  

      

          @type meta() :: %{composite: boolean()}
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          @type t() :: %Drops.Relation.Schema.PrimaryKey{
  fields: [Drops.Relation.Schema.Field.t()],
  meta: meta()
}


      



  


        

      

      
        Functions

        


  
    
      
    
    
      field_names(primary_key)



        
          
        

    

  


  

      

          @spec field_names(t()) :: [atom()]


      


Gets the field names from the primary key.
Examples
iex> field = Drops.Relation.Schema.Field.new(:id, :integer, :id, :id)
iex> pk = Drops.Relation.Schema.PrimaryKey.new([field])
iex> Drops.Relation.Schema.PrimaryKey.field_names(pk)
[:id]
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          @spec merge(t(), t()) :: t()


      


Merges two primary keys, with the right primary key taking precedence.
Parameters
	left - The base primary key
	right - The primary key to merge into the base, takes precedence

Returns
A merged Drops.Relation.Schema.PrimaryKey.t() struct.
Examples
iex> left = Drops.Relation.Schema.PrimaryKey.new([field1])
iex> right = Drops.Relation.Schema.PrimaryKey.new([field2])
iex> merged = Drops.Relation.Schema.PrimaryKey.merge(left, right)
iex> length(merged.fields)
1
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          @spec new([Drops.Relation.Schema.Field.t()]) :: t()


      


Creates a new PrimaryKey struct.
Parameters
	fields - List of Field structs that form the primary key

Examples
iex> field = Drops.Relation.Schema.Field.new(:id, :integer, :id, :id)
iex> pk = Drops.Relation.Schema.PrimaryKey.new([field])
iex> length(pk.fields)
1
iex> pk.meta.composite
false

  


        

      


  

    
Drops.SQL.Compiler 
    



      
Compiler behavior and macro for processing database introspection ASTs.
This module provides a macro-based compiler framework that transforms database
introspection ASTs into structured Drops.SQL.Database.* structs. It implements
a visitor pattern where each AST node type is processed by a corresponding
visit/2 function.
Architecture
The compiler uses a macro-based approach to generate visitor functions that
process different types of AST nodes. Each database adapter has its own
compiler module that uses this macro and implements adapter-specific type
conversions and processing logic.
Visitor Pattern
The generated visit/2 functions follow a consistent pattern:
	visit({:table, components}, opts) - Processes table AST nodes
	visit({:column, components}, opts) - Processes column AST nodes
	visit({:foreign_key, components}, opts) - Processes foreign key AST nodes
	visit({:index, components}, opts) - Processes index AST nodes
	visit({:identifier, name}, opts) - Processes identifier nodes
	visit({:type, type}, opts) - Processes type nodes (adapter-specific)
	visit({:meta, meta}, opts) - Processes metadata nodes

Generated Functions
When a module uses this compiler, the following functions are generated:
	opts/0 - Returns the compiler options
	process/2 - Main entry point for processing AST nodes
	visit/2 - Visitor functions for different AST node types

Usage
defmodule MyCompiler do
  use Drops.SQL.Compiler

  # Implement adapter-specific type conversion
  def visit({:type, "varchar"}, _opts), do: :string
  def visit({:type, "integer"}, _opts), do: :integer
  # ... other type mappings
end

# Process a table AST
ast = {:table, {{:identifier, "users"}, columns, foreign_keys, indices}}
table = MyCompiler.process(ast, adapter: :my_adapter)
Implementing Compilers
To create a new compiler:
	Use the Drops.SQL.Compiler macro
	Implement visit({:type, type}, opts) for your database's type system
	Optionally override other visitor functions for custom behavior
	Optionally implement visit({:default, value}, opts) for default value processing

AST Structure
The compiler expects AST nodes in the following format:
# Table
{:table, {name, columns, foreign_keys, indices}}

# Column
{:column, {name, type, meta}}

# Foreign Key
{:foreign_key, {name, columns, referenced_table, referenced_columns, meta}}

# Index
{:index, {name, columns, meta}}

# Identifier
{:identifier, string_name}

# Type (adapter-specific)
{:type, type_value}

# Metadata
{:meta, metadata_map}
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Macro for implementing database compiler modules.
This macro sets up the necessary aliases and compilation hooks to generate
visitor functions for processing database AST nodes.
Options
Any options passed to the macro are stored and made available via the
generated opts/0 function.
Generated Functions
	opts/0 - Returns the compiler options
	process/2 - Main entry point for AST processing
	visit/2 - Visitor functions for different AST node types

Example
defmodule MyCompiler do
  use Drops.SQL.Compiler, some_option: :value

  # Implement adapter-specific type mappings
  def visit({:type, "text"}, _opts), do: :string
end
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Drops.SQL.Compilers.Postgres 
    



      
PostgreSQL-specific compiler for processing database introspection ASTs.
This module implements the Drops.SQL.Compiler behavior to provide PostgreSQL-specific
type mapping and AST processing. It converts PostgreSQL database types to Ecto types
and handles PostgreSQL's rich type system including arrays, custom types, and advanced
data types.

      


      
        Summary


  
    Functions
  


    
      
        opts()

      


    


    
      
        process(node, opts)

      


    


    
      
        visit(arg)

      


    


    
      
        visit(components, opts)

      


    





      


      
        Functions

        


  
    
      
    
    
      opts()



        
          
        

    

  


  

      

          @spec opts() :: keyword()
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          @spec process(tuple(), map()) :: Drops.SQL.Database.Table.t() | term()
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          @spec visit(
  {:type, String.t()},
  map()
) :: atom() | tuple() | String.t()


          @spec visit(
  {:type, {:enum, [String.t()]}},
  map()
) :: {:enum, [String.t()]}


          @spec visit(
  {:default, nil},
  map()
) :: nil


          @spec visit(
  {:default, String.t()},
  map()
) :: String.t()


          @spec visit(
  {:default, String.t()},
  map()
) :: term()


          @spec visit(
  {:table, list()},
  map()
) :: Drops.SQL.Database.Table.t()


          @spec visit(
  {:identifier, String.t()},
  map()
) :: atom()


          @spec visit(
  {:column, list()},
  map()
) :: Drops.SQL.Database.Column.t()


          @spec visit(
  {:type, term()},
  map()
) :: term()


          @spec visit(
  {:meta, map()},
  map()
) :: map()


          @spec visit(
  {:index, list()},
  map()
) :: Drops.SQL.Database.Index.t()


          @spec visit(
  {:foreign_key, list()},
  map()
) :: Drops.SQL.Database.ForeignKey.t()


          @spec visit(list(), map()) :: list()


          @spec visit(tuple(), map()) :: term()


          @spec visit(term(), map()) :: term()


      



  


        

      


  

    
Drops.SQL.Compilers.Sqlite 
    



      
SQLite-specific compiler for processing database introspection ASTs.
This module implements the Drops.SQL.Compiler behavior to provide SQLite-specific
type mapping and AST processing. It converts SQLite database types to Ecto types
and handles SQLite-specific type characteristics.
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          @spec process(tuple(), map()) :: Drops.SQL.Database.Table.t() | term()
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          @spec visit(
  {:type, String.t()},
  map()
) :: atom() | String.t()


          @spec visit(
  {:table, list()},
  map()
) :: Drops.SQL.Database.Table.t()


          @spec visit(
  {:identifier, String.t()},
  map()
) :: atom()


          @spec visit(
  {:column, list()},
  map()
) :: Drops.SQL.Database.Column.t()


          @spec visit(
  {:type, term()},
  map()
) :: term()


          @spec visit(
  {:meta, map()},
  map()
) :: map()


          @spec visit(
  {:index, list()},
  map()
) :: Drops.SQL.Database.Index.t()


          @spec visit(
  {:foreign_key, list()},
  map()
) :: Drops.SQL.Database.ForeignKey.t()


          @spec visit(list(), map()) :: list()


          @spec visit(tuple(), map()) :: term()


          @spec visit(term(), map()) :: term()


      



  


        

      


  

    
Drops.SQL.Database behaviour
    



      
Database introspection and compilation interface for SQL databases.
This module provides a unified interface for database introspection across different
SQL database adapters (PostgreSQL, SQLite). It defines the core types used in the
AST representation of database structures and provides functions to introspect
and compile database tables into structured data.
Architecture
The module follows a behavior-based approach where each database adapter implements
the introspect_table/2 callback to provide database-specific introspection logic.
The introspected data is returned as an AST (Abstract Syntax Tree) that is then
compiled into structured Drops.SQL.Database.Table structs using adapter-specific
compilers.
Supported Adapters
	PostgreSQL - via Drops.SQL.Postgres
	SQLite - via Drops.SQL.Sqlite

AST Types
The module defines several types that represent the AST structure returned by
database introspection:
	name/0 - Represents identifiers (table names, column names, etc.)
	db_type/0 - Represents database-specific column types
	meta/0 - Represents metadata maps with additional information
	column/0 - Represents a database column with type and metadata
	foreign_key/0 - Represents foreign key constraints
	index/0 - Represents database indices
	table/0 - Represents a complete table with all components

Usage
# Introspect a table using the main interface
{:ok, table} = Drops.SQL.Database.table("users", MyApp.Repo)

# The table struct contains all metadata
%Drops.SQL.Database.Table{
  name: :users,
  columns: [...],
  primary_key: %Drops.SQL.Database.PrimaryKey{...},
  foreign_keys: [...],
  indices: [...]
}
Implementing New Adapters
To add support for a new database adapter:
	Create a module that uses Drops.SQL.Database
	Implement the introspect_table/2 callback
	Create a corresponding compiler module that uses Drops.SQL.Compiler
	Add the adapter to the get_database_adapter/1 function

Example:
defmodule Drops.SQL.MyAdapter do
  use Drops.SQL.Database, adapter: :my_adapter, compiler: Drops.SQL.Compilers.MyAdapter

  @impl true
  def introspect_table(table_name, repo) do
    # Implementation specific to your database
  end
end
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        Represents a database column in the AST.
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        Represents a database type in the AST.



    


    
      
        foreign_key()

      


        Represents a foreign key constraint in the AST.



    


    
      
        index()

      


        Represents a database index in the AST.



    


    
      
        meta()

      


        Represents metadata in the AST.



    


    
      
        name()

      


        Represents an identifier in the database AST.



    


    
      
        table()

      


        Represents a complete database table in the AST.
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        Callback for database adapters to implement table introspection.



    


    
      
        list_tables(module)

      


        Callback for database adapters to implement table listing.
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        __using__(opts)

      


        Macro for implementing database adapter modules.
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        Compiles a database table AST into a structured Table struct.
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        Lists all tables in the database.



    


    
      
        table(name, repo)

      


        Introspects and compiles a database table into a structured representation.
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          @type column() :: {:column, {name(), db_type(), meta()}}


      


Represents a database column in the AST.
Contains the column name, type, and metadata.
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          @type db_type() :: {:type, term()}


      


Represents a database type in the AST.
The term can be a string (raw database type) or an atom (normalized type).
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          @type foreign_key() :: {:foreign_key, {name(), [name()], name(), [name()], meta()}}


      


Represents a foreign key constraint in the AST.
Contains the constraint name, source columns, referenced table,
referenced columns, and metadata.
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          @type index() :: {:index, {name(), [name()], meta()}}


      


Represents a database index in the AST.
Contains the index name, indexed columns, and metadata.
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          @type meta() :: {:meta, map()}


      


Represents metadata in the AST.
Contains additional information about database objects like constraints,
defaults, nullability, etc.
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          @type name() :: {:identifier, String.t()}


      


Represents an identifier in the database AST.
Used for table names, column names, index names, etc.
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          @type table() :: {:table, {name(), [column()], [foreign_key()], [index()]}}


      


Represents a complete database table in the AST.
Contains the table name and all its components: columns, foreign keys, and indices.
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          @callback introspect_table(String.t(), module()) :: {:ok, table()} | {:error, term()}


      


Callback for database adapters to implement table introspection.
This callback must be implemented by each database adapter module to provide
database-specific logic for introspecting table structures. The implementation
should query the database's system catalogs or information schema to extract
complete table metadata and return it as a structured AST.
The returned AST should include all table components: columns with their types
and metadata, primary key information, foreign key constraints, and indices.
This AST will then be processed by the adapter's corresponding compiler.
Parameters
	table_name - The name of the database table to introspect (as a string)
	repo - The Ecto repository module configured for database access

Returns
	{:ok, table()} - Successfully introspected table AST following the table() type specification
	{:error, term()} - Error during introspection (table not found, permission denied, etc.)

Implementation Requirements
Implementations must:
	Query the database for table metadata using the repository connection
	Extract column information including names, types, nullability, defaults
	Identify primary key constraints
	Discover foreign key relationships
	List table indices
	Return all data as a properly structured AST

Example Implementation Structure
@impl true
def introspect_table(table_name, repo) do
  with {:ok, columns} <- get_columns(table_name, repo),
       {:ok, primary_key} <- get_primary_key(table_name, repo),
       {:ok, foreign_keys} <- get_foreign_keys(table_name, repo),
       {:ok, indices} <- get_indices(table_name, repo) do
    {:ok, build_table_ast(table_name, columns, primary_key, foreign_keys, indices)}
  end
end
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          @callback list_tables(module()) :: {:ok, [String.t()]} | {:error, term()}


      


Callback for database adapters to implement table listing.
This callback must be implemented by each database adapter module to provide
database-specific logic for listing all user-defined tables in the database.
The implementation should query the database's system catalogs or information
schema to extract table names and return them as a list of strings.
Parameters
	repo - The Ecto repository module configured for database access

Returns
	{:ok, [String.t()]} - Successfully retrieved list of table names
	{:error, term()} - Error during query execution (connection issues, permission denied, etc.)

Implementation Requirements
Implementations must:
	Query the database for table metadata using the repository connection
	Filter out system tables and migration tables
	Return only user-defined tables
	Order results alphabetically by table name
	Return table names as strings

Example Implementation Structure
@impl true
def list_tables(repo) do
  case repo.query(@list_tables_query, []) do
    {:ok, %{rows: rows}} ->
      table_names = Enum.map(rows, fn [table_name] -> table_name end)
      {:ok, table_names}
    {:error, error} ->
      {:error, error}
  end
end
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Macro for implementing database adapter modules.
This macro provides the foundation for creating database adapter modules by
setting up the necessary behavior implementation, generating helper functions,
and providing a unified table/2 interface that combines introspection and compilation.
When you use Drops.SQL.Database, the macro automatically:
	Sets up the Drops.SQL.Database behavior
	Generates helper functions for accessing adapter configuration
	Creates a table/2 function that orchestrates introspection and compilation
	Requires you to implement the introspect_table/2 callback

Options
	:adapter - The adapter identifier atom (e.g., :postgres, :sqlite, :mysql)
	:compiler - The compiler module to use for processing AST (e.g., Drops.SQL.Compilers.Postgres)

Generated Functions
The macro generates these functions in your adapter module:
	opts/0 - Returns the complete adapter configuration as a keyword list
	adapter/0 - Returns the adapter identifier atom for easy access
	table/2 - High-level interface that introspects and compiles a table in one call

Usage Example
defmodule Drops.SQL.MyDatabase do
  use Drops.SQL.Database,
    adapter: :my_database,
    compiler: Drops.SQL.Compilers.MyDatabase

  @impl true
  def introspect_table(table_name, repo) do
    # Your database-specific introspection logic
    with {:ok, raw_data} <- query_system_tables(table_name, repo) do
      {:ok, build_ast(raw_data)}
    end
  end

  # Private helper functions for introspection
  defp query_system_tables(table_name, repo) do
    # Implementation specific to your database
  end

  defp build_ast(raw_data) do
    # Convert raw database data to AST format
  end
end
Implementation Requirements
After using this macro, you must implement:
	introspect_table/2 callback - The core introspection logic for your database

Generated table/2 Function
The generated table/2 function provides a complete introspection and compilation pipeline:
{:ok, table} = MyAdapter.table("users", MyApp.Repo)
# This internally calls:
# 1. MyAdapter.introspect_table("users", MyApp.Repo)
# 2. Drops.SQL.Database.compile_table(compiler, ast, opts)
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          @spec compile_table(module(), table(), map()) ::
  {:ok, Drops.SQL.Database.Table.t()} | {:error, term()}


      


Compiles a database table AST into a structured Table struct.
This function processes the raw AST (Abstract Syntax Tree) returned by database
adapter introspection through the specified compiler module to produce a fully
structured Drops.SQL.Database.Table struct with normalized data types and metadata.
This is typically called internally by adapter modules after introspection, but
can be used directly if you have a pre-built AST from another source.
Parameters
	compiler - The compiler module to use for processing the AST (e.g., Drops.SQL.Compilers.Postgres)
	ast - The table AST returned by introspection, following the table() type specification
	opts - Compilation options map, typically includes adapter information and other metadata

Returns
	{:ok, Table.t()} - Successfully compiled table with normalized types and metadata
	{:error, term()} - Error during compilation, such as invalid AST structure or compiler issues

Examples
# Typically called internally by adapter modules
ast = {:table, {{:identifier, "users"}, columns, foreign_keys, indices}}
{:ok, table} = Drops.SQL.Database.compile_table(
  Drops.SQL.Compilers.Postgres,
  ast,
  %{adapter: :postgres}
)

# The resulting table struct contains normalized data
table.name          # :users (atom)
table.columns       # [%Column{...}] with normalized types
table.primary_key   # %PrimaryKey{...}
AST Structure
The AST must follow the table() type specification:
	{:table, {name, columns, foreign_keys, indices}}
	Where each component follows its respective AST type definition

Compiler Requirements
The compiler module must implement a process/2 function that accepts
the AST and options, returning either a Table.t() struct or an error.
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          @spec list_tables(module()) :: {:ok, [String.t()]} | {:error, term()}


      


Lists all tables in the database.
This function automatically detects the database adapter from the repository
configuration and delegates to the appropriate adapter module to retrieve
a list of all user-defined tables in the database.
Parameters
	repo - The Ecto repository module configured for your database

Returns
	{:ok, [String.t()]} - Successfully retrieved list of table names
	{:error, {:unsupported_adapter, module()}} - Repository uses unsupported adapter
	{:error, term()} - Database error during query execution

Examples
# List all tables in the database
{:ok, tables} = Drops.SQL.Database.list_tables(MyApp.Repo)
# => {:ok, ["users", "posts", "comments"]}

# Handle errors
case Drops.SQL.Database.list_tables(MyApp.Repo) do
  {:ok, tables} ->
    IO.puts("Found #{length(tables)} tables")
  {:error, reason} ->
    IO.puts("Error: #{inspect(reason)}")
end
Supported Adapters
	PostgreSQL via Ecto.Adapters.Postgres
	SQLite via Ecto.Adapters.SQLite3

Implementation Notes
	Excludes system tables and migration tables
	Results are ordered alphabetically by table name
	Only returns actual tables, not views or other database objects
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          @spec table(String.t(), module()) ::
  {:ok, Drops.SQL.Database.Table.t()} | {:error, term()}


      


Introspects and compiles a database table into a structured representation.
This is the main interface for database table introspection. It automatically
detects the database adapter from the repository configuration and delegates
to the appropriate adapter module for introspection and compilation.
The function performs two main operations:
	Introspects the table structure using the database-specific adapter
	Compiles the raw AST into a structured Drops.SQL.Database.Table struct

Parameters
	name - The name of the database table to introspect (as a string)
	repo - The Ecto repository module configured for your database

Returns
	{:ok, Table.t()} - Successfully compiled table structure with all metadata
	{:error, {:unsupported_adapter, module()}} - Repository uses unsupported adapter
	{:error, term()} - Database error during introspection or compilation error

Examples
# Introspect a users table
{:ok, table} = Drops.SQL.Database.table("users", MyApp.Repo)

# Access table metadata
table.name          # :users (converted to atom)
table.columns       # [%Column{name: :id, type: :integer, ...}, ...]
table.primary_key   # %PrimaryKey{fields: [:id]}
table.foreign_keys  # [%ForeignKey{field: :user_id, ...}, ...]
table.indices       # [%Index{name: :users_email_index, ...}, ...]

# Handle errors
case Drops.SQL.Database.table("nonexistent", MyApp.Repo) do
  {:ok, result} ->
    IO.puts("Found table: #{result.name}")
  {:error, reason} ->
    IO.puts("Error: #{inspect(reason)}")
end
Supported Adapters
	PostgreSQL via Ecto.Adapters.Postgres
	SQLite via Ecto.Adapters.SQLite3

Error Cases
The function can return errors in several scenarios:
	Unsupported database adapter
	Table does not exist in the database
	Database connection issues
	Permission issues accessing table metadata


  


        

      


  

    
Drops.SQL.Database.Column 
    



      
Represents a database column with complete metadata.
This struct stores comprehensive information about a database column including
its name, type, constraints, and other metadata extracted from database introspection.
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        meta()

      


    


    
      
        t()

      


    





  
    Functions
  


    
      
        new(name, type, meta)

      


        Creates a new Column struct.
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      meta()



        
          
        

    

  


  

      

          @type meta() :: %{
  nullable: boolean(),
  default: term(),
  primary_key: boolean(),
  foreign_key: boolean(),
  check_constraints: [String.t()]
}


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Drops.SQL.Database.Column{
  meta: meta(),
  name: String.t(),
  type: String.t()
}


      



  


        

      

      
        Functions

        


  
    
      
    
    
      new(name, type, meta)



        
          
        

    

  


  

      

          @spec new(atom(), String.t(), meta()) :: t()


      


Creates a new Column struct.

  


        

      


  

    
Drops.SQL.Database.ForeignKey 
    



      
Represents a foreign key constraint in a database table.
This struct stores information about foreign key relationships, supporting both
single-column and composite foreign keys. The columns attribute contains
the names of columns in the current table that reference another table.
Examples
# Simple foreign key
%Drops.SQL.Database.ForeignKey{
  name: "fk_posts_user_id",
  columns: ["user_id"],
  referenced_table: "users",
  referenced_columns: ["id"],
  on_delete: :delete_all,
  on_update: :restrict
}

# Composite foreign key
%Drops.SQL.Database.ForeignKey{
  name: "fk_user_roles_composite",
  columns: ["user_id", "role_id"],
  referenced_table: "user_role_assignments",
  referenced_columns: ["user_id", "role_id"],
  on_delete: :cascade,
  on_update: :cascade
}
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    Types
  


    
      
        action()

      


    


    
      
        meta()

      


    


    
      
        t()

      


    





  
    Functions
  


    
      
        new(name, columns, referenced_table, referenced_columns, meta)

      


        Creates a new ForeignKey struct.
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      action()



        
          
        

    

  


  

      

          @type action() ::
  :restrict
  | :cascade
  | :set_null
  | :set_default
  | :delete_all
  | :nilify_all
  | nil


      



  



  
    
      
    
    
      meta()



        
          
        

    

  


  

      

          @type meta() :: %{on_delete: action(), on_update: action()}


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Drops.SQL.Database.ForeignKey{
  columns: [String.t()],
  meta: term(),
  name: String.t() | nil,
  referenced_columns: [String.t()],
  referenced_table: String.t()
}


      



  


        

      

      
        Functions

        


  
    
      
    
    
      new(name, columns, referenced_table, referenced_columns, meta)



        
          
        

    

  


  

      

          @spec new(String.t(), [String.t()], String.t(), [String.t()], meta()) :: t()


      


Creates a new ForeignKey struct.
Parameters
	name - The constraint name (optional)
	columns - List of column names in the current table
	referenced_table - The name of the referenced table
	referenced_columns - List of column names in the referenced table
	on_delete - Action to take when referenced row is deleted
	on_update - Action to take when referenced row is updated

Examples
iex> Drops.SQL.Database.ForeignKey.new(
...>   "fk_posts_user_id",
...>   ["user_id"],
...>   "users",
...>   ["id"],
...>   :delete_all,
...>   :restrict
...> )
%Drops.SQL.Database.ForeignKey{
  name: "fk_posts_user_id",
  columns: ["user_id"],
  referenced_table: "users",
  referenced_columns: ["id"],
  on_delete: :delete_all,
  on_update: :restrict
}

  


        

      


  

    
Drops.SQL.Database.Index 
    



      
Represents a database index with complete metadata.
This struct stores comprehensive information about a database index including
its name, columns, type, and properties extracted from database introspection.
Examples
# Simple index
%Drops.SQL.Database.Index{
  name: "idx_users_email",
  columns: ["email"],
  unique: true,
  type: :btree
}

# Composite index
%Drops.SQL.Database.Index{
  name: "idx_users_name_age",
  columns: ["name", "age"],
  unique: false,
  type: :btree
}

# Partial index
%Drops.SQL.Database.Index{
  name: "idx_users_active_email",
  columns: ["email"],
  unique: true,
  type: :btree,
  where_clause: "active = true"
}
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    Types
  


    
      
        index_type()

      


    


    
      
        meta()

      


    


    
      
        t()

      


    





  
    Functions
  


    
      
        new(name, columns, meta)

      


        Creates a new Index struct.
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      index_type()



        
          
        

    

  


  

      

          @type index_type() :: :btree | :hash | :gin | :gist | :brin | :unknown


      



  



  
    
      
    
    
      meta()



        
          
        

    

  


  

      

          @type meta() :: %{
  unique: boolean(),
  type: index_type(),
  where_clause: String.t() | nil
}


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Drops.SQL.Database.Index{
  columns: [String.t()],
  meta: term(),
  name: String.t()
}
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      new(name, columns, meta)



        
          
        

    

  


  

      

          @spec new(String.t(), [String.t()], meta()) :: t()


      


Creates a new Index struct.
Parameters
	name - The index name
	columns - List of column names in the index
	unique - Whether the index enforces uniqueness
	type - The index type (e.g., :btree, :hash, :gin)
	where_clause - Optional WHERE clause for partial indices

Examples
iex> Drops.SQL.Database.Index.new("idx_users_email", ["email"], true, :btree)
%Drops.SQL.Database.Index{
  name: "idx_users_email",
  columns: ["email"],
  unique: true,
  type: :btree,
  where_clause: nil
}

iex> Drops.SQL.Database.Index.new(
...>   "idx_users_active_email",
...>   ["email"],
...>   true,
...>   :btree,
...>   "active = true"
...> )
%Drops.SQL.Database.Index{
  name: "idx_users_active_email",
  columns: ["email"],
  unique: true,
  type: :btree,
  where_clause: "active = true"
}

  


        

      


  

    
Drops.SQL.Database.PrimaryKey 
    



      
Represents a primary key constraint in a database table.
This struct stores information about primary key columns, supporting both
single-column and composite primary keys. The columns attribute contains
the actual Column structs that form the primary key, and meta contains
additional information including whether it's a composite key.
Examples
# Single primary key
%Drops.SQL.Database.PrimaryKey{
  columns: [%Drops.SQL.Database.Column{name: "id", ...}],
  meta: %{composite: false}
}

# Composite primary key
%Drops.SQL.Database.PrimaryKey{
  columns: [
    %Drops.SQL.Database.Column{name: "user_id", ...},
    %Drops.SQL.Database.Column{name: "role_id", ...}
  ],
  meta: %{composite: true}
}

# No primary key
%Drops.SQL.Database.PrimaryKey{
  columns: [],
  meta: %{composite: false}
}
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        Creates a new PrimaryKey struct.
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          @type meta() :: %{composite: boolean()}
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          @type t() :: %Drops.SQL.Database.PrimaryKey{
  columns: [Drops.SQL.Database.Column.t()],
  meta: meta()
}
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      new(columns)



        
          
        

    

  


  

      

          @spec new([Drops.SQL.Database.Column.t()]) :: t()


      


Creates a new PrimaryKey struct.
Parameters
	columns - List of Column structs that form the primary key

Examples
iex> alias Drops.SQL.Database.Column
iex> col = Column.new("id", :integer, %{nullable: false, default: nil, primary_key: true, check_constraints: []})
iex> pk = Drops.SQL.Database.PrimaryKey.new([col])
iex> length(pk.columns)
1
iex> pk.meta.composite
false

iex> alias Drops.SQL.Database.Column
iex> col1 = Column.new("user_id", :integer, %{nullable: false, default: nil, primary_key: true, check_constraints: []})
iex> col2 = Column.new("role_id", :integer, %{nullable: false, default: nil, primary_key: true, check_constraints: []})
iex> pk = Drops.SQL.Database.PrimaryKey.new([col1, col2])
iex> length(pk.columns)
2
iex> pk.meta.composite
true

iex> Drops.SQL.Database.PrimaryKey.new([])
%Drops.SQL.Database.PrimaryKey{columns: [], meta: %{composite: false}}

  


        

      


  

    
Drops.SQL.Database.Table 
    



      
Represents a complete database table with all its metadata.
This struct stores comprehensive information about a database table including
its name, columns, primary key, foreign keys, and indices extracted from
database introspection.
Access Behaviour
The Table struct implements the Access behaviour, allowing you to access columns
by name using bracket notation:
table[:column_name]  # Returns the Column struct or nil
table["column_name"] # Also works with string keys
Examples
# Simple table
%Drops.SQL.Database.Table{
  name: "users",
  columns: [
    %Drops.SQL.Database.Column{name: "id", type: :integer, primary_key: true, ...},
    %Drops.SQL.Database.Column{name: "email", type: "varchar(255)", primary_key: false, ...}
  ],
  primary_key: %Drops.SQL.Database.PrimaryKey{columns: ["id"]},
  foreign_keys: [],
  indices: [
    %Drops.SQL.Database.Index{name: "idx_users_email", columns: ["email"], unique: true, ...}
  ]
}

# Accessing columns
id_column = table[:id]
email_column = table["email"]

# Table with foreign keys
%Drops.SQL.Database.Table{
  name: "posts",
  columns: [...],
  primary_key: %Drops.SQL.Database.PrimaryKey{columns: ["id"]},
  foreign_keys: [
    %Drops.SQL.Database.ForeignKey{
      columns: ["user_id"],
      referenced_table: "users",
      referenced_columns: ["id"]
    }
  ],
  indices: [...]
}
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        new(name, adapter, columns, primary_key, foreign_keys, indices)

      


        Creates a new Table struct.
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          @type adapter() :: :postgres | :sqlite | :mysql | atom()


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Drops.SQL.Database.Table{
  adapter: adapter(),
  columns: [Drops.SQL.Database.Column.t()],
  foreign_keys: [Drops.SQL.Database.ForeignKey.t()],
  indices: [Drops.SQL.Database.Index.t()],
  name: String.t(),
  primary_key: Drops.SQL.Database.PrimaryKey.t()
}
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          @spec new(
  String.t(),
  adapter(),
  [Drops.SQL.Database.Column.t()],
  Drops.SQL.Database.PrimaryKey.t(),
  [Drops.SQL.Database.ForeignKey.t()],
  [Drops.SQL.Database.Index.t()]
) :: t()


      


Creates a new Table struct.
Parameters
	name - The table name
	adapter - The database adapter (:postgres, :sqlite, etc.)
	columns - List of Column structs
	primary_key - PrimaryKey struct
	foreign_keys - List of ForeignKey structs
	indices - List of Index structs

Examples
iex> alias Drops.SQL.Database.{Column, PrimaryKey, ForeignKey, Index}
iex> columns = [Column.new("id", :integer, false, nil, true)]
iex> pk = PrimaryKey.new(["id"])
iex> fks = []
iex> indices = []
iex> Drops.SQL.Database.Table.new("users", :postgres, columns, pk, fks, indices)
%Drops.SQL.Database.Table{
  name: "users",
  adapter: :postgres,
  columns: [%Drops.SQL.Database.Column{name: "id", ...}],
  primary_key: %Drops.SQL.Database.PrimaryKey{columns: ["id"]},
  foreign_keys: [],
  indices: []
}

  


        

      


  

    
Drops.SQL.Postgres 
    



      
PostgreSQL database adapter for introspecting table metadata.
This module implements the Drops.SQL.Database behavior to provide PostgreSQL-specific
database introspection capabilities. It uses PostgreSQL's system catalogs and information
schema to extract comprehensive table metadata including columns, constraints, indices,
and foreign keys.
PostgreSQL-Specific Features
PostgreSQL has rich metadata capabilities that this adapter leverages:
	System catalogs - Direct access to pg_* tables for detailed metadata
	Array types - Full support for PostgreSQL array types
	Custom types - Handles user-defined types and enums
	Advanced constraints - Check constraints, exclusion constraints
	Inheritance - Table inheritance relationships
	Partitioning - Partitioned table metadata

System Catalogs Used
The adapter queries several PostgreSQL system catalogs:
	pg_attribute - Column information
	pg_type - Type information including arrays
	pg_class - Table and index information
	pg_constraint - Constraint information
	pg_index - Index details
	pg_namespace - Schema information
	pg_attrdef - Default value expressions

Type Mapping
PostgreSQL types are mapped to Ecto types through the Drops.SQL.Compilers.Postgres
compiler. The adapter handles:
	Standard types - integer, text, boolean, etc.
	Array types - integer[], text[], etc. → {:array, base_type}
	Timestamp types - With and without timezone
	JSON types - json and jsonb → :map
	UUID type - Native UUID support
	Geometric types - point, polygon, etc.

Usage
# Direct usage (typically not needed)
{:ok, table} = Drops.SQL.Postgres.table("users", MyApp.Repo)

# Preferred usage through main interface
{:ok, table} = Drops.SQL.Database.table("users", MyApp.Repo)
Implementation Notes
	Uses complex SQL queries to extract complete metadata
	Handles PostgreSQL's internal type names (e.g., int4 → integer)
	Supports array type detection and mapping
	Processes default value expressions correctly
	Handles composite primary keys and foreign keys
	Extracts check constraints from system catalogs

Error Handling
The adapter handles various PostgreSQL-specific error conditions:
	Table not found in specified schema
	Permission denied on system catalogs
	Invalid type mappings
	Constraint parsing errors
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        adapter()

      


        Returns the database adapter identifier.



    


    
      
        introspect_table(table_name, repo)

      


        Introspects a PostgreSQL table and returns its complete metadata as an AST.
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        Lists all tables in the PostgreSQL database.
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        Returns the complete adapter configuration options.
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        Introspects and compiles a database table into a structured representation.
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      adapter()



        
          
        

    

  


  

      

          @spec adapter() :: atom()


      


Returns the database adapter identifier.
This function provides quick access to the adapter identifier atom that
was specified in the use Drops.SQL.Database configuration.
Returns
The adapter identifier atom.
Examples
MyAdapter.adapter()
# => :postgres

  



  
    
      
    
    
      introspect_table(table_name, repo)



        
          
        

    

  


  

      

          @spec introspect_table(String.t(), module()) ::
  {:ok, Drops.SQL.Database.table()} | {:error, term()}


      


Introspects a PostgreSQL table and returns its complete metadata as an AST.
This function implements the Drops.SQL.Database behavior for PostgreSQL databases.
It uses PostgreSQL's system catalogs to extract comprehensive table information
including columns, foreign keys, and indices.
Process
	Introspects foreign keys using system catalog queries
	Introspects indices using pg_index and related catalogs
	Introspects columns using pg_attribute with cross-referenced FK/index data
	Combines all metadata into a table AST structure

Parameters
	table_name - The name of the PostgreSQL table to introspect
	repo - The Ecto repository configured for PostgreSQL

Returns
	{:ok, Database.table()} - Successfully introspected table AST
	{:error, term()} - Error during introspection (table not found, etc.)

AST Structure
Returns a table AST in the format:
{:table, {{:identifier, table_name}, columns, foreign_keys, indices}}
PostgreSQL-Specific Behavior
	Handles PostgreSQL's rich type system including arrays
	Processes complex default value expressions
	Extracts check constraints from system catalogs
	Handles composite primary keys and foreign keys
	Supports PostgreSQL-specific constraint types
	Maps internal type names to standard PostgreSQL types
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          @spec list_tables(module()) :: {:ok, [String.t()]} | {:error, term()}


      


Lists all tables in the PostgreSQL database.
This function implements the list_tables/1 callback for PostgreSQL databases.
It queries the information schema to retrieve all base tables in the public schema.
Parameters
	repo - The Ecto repository configured for PostgreSQL

Returns
	{:ok, [String.t()]} - Successfully retrieved list of table names
	{:error, term()} - Error during query execution

Examples
{:ok, tables} = Drops.SQL.Postgres.list_tables(MyApp.Repo)
# => {:ok, ["users", "posts", "comments"]}
Implementation Notes
	Only returns tables from the 'public' schema
	Excludes views, materialized views, and other non-table objects
	Results are ordered alphabetically by table name
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          @spec opts() :: keyword()


      


Returns the complete adapter configuration options.
This function provides access to all configuration options passed to the
use Drops.SQL.Database macro, including the adapter identifier and compiler module.
Returns
A keyword list containing all adapter configuration options.
Examples
MyAdapter.opts()
# => [adapter: :postgres, compiler: Drops.SQL.Compilers.Postgres]

  



  
    
      
    
    
      table(name, repo)



        
          
        

    

  


  

      

          @spec table(String.t(), module()) ::
  {:ok, Drops.SQL.Database.Table.t()} | {:error, term()}


      


Introspects and compiles a database table into a structured representation.
This function provides the main interface for the adapter, combining both
introspection and compilation steps into a single operation. It calls the
adapter's introspect_table/2 implementation and then processes the resulting
AST through the configured compiler.
Parameters
	name - The name of the database table to introspect (as a string)
	repo - The Ecto repository module configured for database access

Returns
	{:ok, Table.t()} - Successfully compiled table with complete metadata
	{:error, term()} - Error during introspection or compilation

Examples
# Introspect a users table
{:ok, table} = MyAdapter.table("users", MyApp.Repo)

# Access the compiled table data
table.name          # :users
table.columns       # [%Column{...}, ...]
table.primary_key   # %PrimaryKey{...}
Error Handling
case MyAdapter.table("users", MyApp.Repo) do
  {:ok, table} ->
    process_table(table)
  {:error, reason} ->
    Logger.error("Failed to introspect table: #{inspect(reason)}")
end

  


        

      


  

    
Drops.SQL.Sqlite 
    



      
SQLite database adapter for introspecting table metadata.
This module implements the Drops.SQL.Database behavior to provide SQLite-specific
database introspection capabilities. It uses SQLite's PRAGMA statements to extract
comprehensive table metadata including columns, constraints, indices, and foreign keys.
SQLite-Specific Features
SQLite has several unique characteristics that this adapter handles:
	Dynamic typing - SQLite uses type affinity rather than strict types
	PRAGMA statements - Used for introspection instead of information schema
	Foreign key constraints - Must be explicitly enabled and queried
	Check constraints - Extracted from table creation SQL
	Autoincrement - Special handling for INTEGER PRIMARY KEY columns

PRAGMA Statements Used
The adapter uses several SQLite PRAGMA statements for introspection:
	PRAGMA table_info(table_name) - Column information
	PRAGMA index_list(table_name) - Index information
	PRAGMA index_info(index_name) - Index column details
	PRAGMA foreign_key_list(table_name) - Foreign key constraints
	sqlite_master table queries - Check constraints and table SQL

Type Mapping
SQLite types are mapped to Ecto types through the Drops.SQL.Compilers.Sqlite
compiler. Common mappings include:
	INTEGER → :integer
	TEXT → :string
	REAL → :float
	BLOB → :binary
	NUMERIC → :decimal

Usage
# Direct usage (typically not needed)
{:ok, table} = Drops.SQL.Sqlite.table("users", MyApp.Repo)

# Preferred usage through main interface
{:ok, table} = Drops.SQL.Database.table("users", MyApp.Repo)
Implementation Notes
	Foreign key information is cross-referenced with column data
	Index information is merged with column metadata
	Check constraints are parsed from table creation SQL
	Primary key detection handles both explicit and implicit cases
	Supports composite primary keys and foreign keys

Error Handling
The adapter handles various SQLite-specific error conditions:
	Table not found
	Invalid PRAGMA statements
	Foreign key constraint parsing errors
	SQL parsing errors for check constraints


      


      
        Summary
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        adapter()

      


        Returns the database adapter identifier.



    


    
      
        introspect_table(table_name, repo)

      


        Introspects a SQLite table and returns its complete metadata as an AST.



    


    
      
        list_tables(repo)

      


        Lists all tables in the SQLite database.



    


    
      
        opts()

      


        Returns the complete adapter configuration options.



    


    
      
        table(name, repo)

      


        Introspects and compiles a database table into a structured representation.



    





      


      
        Functions

        


  
    
      
    
    
      adapter()



        
          
        

    

  


  

      

          @spec adapter() :: atom()


      


Returns the database adapter identifier.
This function provides quick access to the adapter identifier atom that
was specified in the use Drops.SQL.Database configuration.
Returns
The adapter identifier atom.
Examples
MyAdapter.adapter()
# => :postgres

  



  
    
      
    
    
      introspect_table(table_name, repo)



        
          
        

    

  


  

      

          @spec introspect_table(String.t(), module()) ::
  {:ok, Drops.SQL.Database.table()} | {:error, term()}


      


Introspects a SQLite table and returns its complete metadata as an AST.
This function implements the Drops.SQL.Database behavior for SQLite databases.
It uses SQLite's PRAGMA statements to extract comprehensive table information
including columns, foreign keys, and indices.
Process
	Introspects foreign keys using PRAGMA foreign_key_list
	Introspects indices using PRAGMA index_list and PRAGMA index_info
	Introspects columns using PRAGMA table_info with cross-referenced FK/index data
	Combines all metadata into a table AST structure

Parameters
	table_name - The name of the SQLite table to introspect
	repo - The Ecto repository configured for SQLite

Returns
	{:ok, Database.table()} - Successfully introspected table AST
	{:error, term()} - Error during introspection (table not found, etc.)

AST Structure
Returns a table AST in the format:
{:table, {{:identifier, table_name}, columns, foreign_keys, indices}}
SQLite-Specific Behavior
	Handles SQLite's dynamic typing system
	Processes composite primary keys correctly
	Cross-references foreign key and index information with columns
	Extracts check constraints from table creation SQL
	Handles autoincrement detection for INTEGER PRIMARY KEY columns


  



  
    
      
    
    
      list_tables(repo)



        
          
        

    

  


  

      

          @spec list_tables(module()) :: {:ok, [String.t()]} | {:error, term()}


      


Lists all tables in the SQLite database.
This function implements the list_tables/1 callback for SQLite databases.
It queries the sqlite_master table to retrieve all user-defined tables.
Parameters
	repo - The Ecto repository configured for SQLite

Returns
	{:ok, [String.t()]} - Successfully retrieved list of table names
	{:error, term()} - Error during query execution

Examples
{:ok, tables} = Drops.SQL.Sqlite.list_tables(MyApp.Repo)
# => {:ok, ["users", "posts", "comments"]}
Implementation Notes
	Excludes SQLite system tables (those starting with 'sqlite_')
	Excludes migration tables (those ending with '_migrations')
	Results are ordered alphabetically by table name
	Only returns actual tables, not views or other database objects
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          @spec opts() :: keyword()


      


Returns the complete adapter configuration options.
This function provides access to all configuration options passed to the
use Drops.SQL.Database macro, including the adapter identifier and compiler module.
Returns
A keyword list containing all adapter configuration options.
Examples
MyAdapter.opts()
# => [adapter: :postgres, compiler: Drops.SQL.Compilers.Postgres]

  



  
    
      
    
    
      table(name, repo)



        
          
        

    

  


  

      

          @spec table(String.t(), module()) ::
  {:ok, Drops.SQL.Database.Table.t()} | {:error, term()}


      


Introspects and compiles a database table into a structured representation.
This function provides the main interface for the adapter, combining both
introspection and compilation steps into a single operation. It calls the
adapter's introspect_table/2 implementation and then processes the resulting
AST through the configured compiler.
Parameters
	name - The name of the database table to introspect (as a string)
	repo - The Ecto repository module configured for database access

Returns
	{:ok, Table.t()} - Successfully compiled table with complete metadata
	{:error, term()} - Error during introspection or compilation

Examples
# Introspect a users table
{:ok, table} = MyAdapter.table("users", MyApp.Repo)

# Access the compiled table data
table.name          # :users
table.columns       # [%Column{...}, ...]
table.primary_key   # %PrimaryKey{...}
Error Handling
case MyAdapter.table("users", MyApp.Repo) do
  {:ok, table} ->
    process_table(table)
  {:error, reason} ->
    Logger.error("Failed to introspect table: #{inspect(reason)}")
end

  


        

      


  

    
Drops.Relation.Cache 
    



      
Persistent cache for inferred Drops.Relation schemas based on migration file digests.
This module provides efficient caching of schema inference results to avoid
redundant database introspection during compilation. The cache persists across
application restarts using JSON files and is invalidated automatically when
migration files change, ensuring schemas stay in sync with the database structure.
Features
	JSON file-based persistent caching that survives application restarts
	Migration digest-based cache invalidation
	Multi-repository support
	Graceful fallback when file operations fail

Usage
# Cache a schema explicitly
Drops.Relation.Cache.cache_schema(MyApp.Repo, "users", schema)

# Get cached schema (returns nil if not cached)
schema = Drops.Relation.Cache.get_cached_schema(MyApp.Repo, "users")

# Clear cache for a specific repository
Drops.Relation.Cache.clear_repo_cache(MyApp.Repo)

# Get cached schema or empty schema if not cached
schema = Drops.Relation.Cache.maybe_get_cached_schema(MyApp.Repo, "users")

# Check if cache is enabled
if Drops.Relation.Cache.enabled?() do
  # Cache-specific logic
end

# Warm up cache for specific tables
Drops.Relation.Cache.warm_up(MyApp.Repo, ["users", "posts", "comments"])

      


      
        Summary


  
    Functions
  


    
      
        cache_schema(repo, table_name, schema)

      


        Manually caches a schema for a specific repository and table.



    


    
      
        clear_all()

      


        Clears the entire schema cache.



    


    
      
        clear_repo_cache(repo)

      


        Clears all cached schemas for a specific repository.



    


    
      
        get_cache_file_path(repo, table_name)

      


        Returns the cache file path for a given repo and table name.
Used by relation modules to register the cache file as an external resource.



    


    
      
        get_cached_schema(repo, table_name)

      


    


    
      
        get_or_infer(repo, table_name)

      


    


    
      
        refresh(repo, table_names \\ nil)

      


        Forces a refresh of cached schemas for a repository.



    


    
      
        warm_up(repo, table_name)

      


        Warms up the cache by pre-loading schemas for specified tables.



    





      


      
        Functions

        


  
    
      
    
    
      cache_schema(repo, table_name, schema)



        
          
        

    

  


  

      

          @spec cache_schema(module(), String.t(), any()) :: :ok | {:error, term()}


      


Manually caches a schema for a specific repository and table.
This function is used to populate the cache after the application starts
and the database becomes available. It's typically called during application
startup or after migrations.
Parameters
	repo - The Ecto repository module
	table_name - The database table name
	schema - The schema tuple to cache


  



  
    
      
    
    
      clear_all()



        
          
        

    

  


  

      

          @spec clear_all() :: :ok


      


Clears the entire schema cache.
This removes all cached schemas for all repositories.

  



  
    
      
    
    
      clear_repo_cache(repo)



        
          
        

    

  


  

      

          @spec clear_repo_cache(module()) :: :ok


      


Clears all cached schemas for a specific repository.
This is useful when you know the database structure has changed
and want to force re-inference for all tables in a repository.
Parameters
	repo - The Ecto repository module to clear cache for

Examples
Drops.Relation.Cache.clear_repo_cache(MyApp.Repo)

  



  
    
      
    
    
      get_cache_file_path(repo, table_name)



        
          
        

    

  


  

      

          @spec get_cache_file_path(module(), String.t()) :: String.t()


      


Returns the cache file path for a given repo and table name.
Used by relation modules to register the cache file as an external resource.

  



  
    
      
    
    
      get_cached_schema(repo, table_name)



        
          
        

    

  


  

      

          @spec get_cached_schema(module(), String.t()) :: any() | nil


      



  



  
    
      
    
    
      get_or_infer(repo, table_name)



        
          
        

    

  


  

      

          @spec get_or_infer(module(), String.t()) :: Drops.Relation.Schema.t()


      



  



    

  
    
      
    
    
      refresh(repo, table_names \\ nil)



        
          
        

    

  


  

      

          @spec refresh(module(), [String.t()] | nil) :: :ok | {:error, term()}


      


Forces a refresh of cached schemas for a repository.
This clears the cache for the repository and then optionally warms it up
again with the specified table names.
Parameters
	repo - The Ecto repository module
	table_names - Optional list of table names to warm up after clearing

Examples
# Just clear the cache
Drops.Relation.Cache.refresh(MyApp.Repo)

# Clear and warm up specific tables
Drops.Relation.Cache.refresh(MyApp.Repo, ["users", "posts"])

  



  
    
      
    
    
      warm_up(repo, table_name)



        
          
        

    

  


  

      

          @spec warm_up(module(), String.t()) :: Drops.Relation.Schema.t() | {:error, term()}


          @spec warm_up(module(), [String.t()]) ::
  {:ok, [Drops.Relation.Schema.t()]} | {:error, term()}


      


Warms up the cache by pre-loading schemas for specified tables.
This function infers schemas for the given tables and caches the results.
This can be useful during application startup to ensure frequently used
schemas are cached.
Parameters
	repo - The Ecto repository module
	table_names - List of table names to warm up

Returns
Returns :ok on success, or {:error, reason} if warming up fails.
Examples
# Warm up cache for common tables
Drops.Relation.Cache.warm_up(MyApp.Repo, ["users", "posts", "comments"])

  


        

      


  

    
Drops.Relation.Plugins.Queryable.InvalidQueryError exception
    



      
Exception raised when a queryable operation contains validation errors.
This exception is raised when query compilers detect invalid operations
such as comparing nil values to non-nullable fields, using undefined
associations in preloads, or other validation failures.
Examples
# Raised when trying to compare nil to a non-nullable field
raise InvalidQueryError, errors: ["name is not nullable, comparing to `nil` is not allowed"]

# Raised when trying to preload a non-defined association
raise InvalidQueryError, errors: ["association :invalid_assoc is not defined"]

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        message(invalid_query_error)

      


        Returns a human-readable error message for the exception.



    


    
      
        new(errors)

      


        Creates a new InvalidQueryError with the given errors.



    





      


      
        Types

        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Drops.Relation.Plugins.Queryable.InvalidQueryError{
  __exception__: true,
  errors: [String.t()]
}


      



  


        

      

      
        Functions

        


  
    
      
    
    
      message(invalid_query_error)



        
          
        

    

  


  

Returns a human-readable error message for the exception.
Examples
iex> error = InvalidQueryError.new(["name is not nullable", "invalid association"])
iex> InvalidQueryError.message(error)
"Query validation failed:\n  - name is not nullable\n  - invalid association"

  



  
    
      
    
    
      new(errors)



        
          
        

    

  


  

      

          @spec new([String.t()]) :: t()


      


Creates a new InvalidQueryError with the given errors.
Parameters
	errors - A list of human-readable error messages

Examples
iex> InvalidQueryError.new(["field is not nullable"])
%InvalidQueryError{errors: ["field is not nullable"]}

  


        

      


  

    
mix drops.relation.gen_schemas 
    



      
Generates Ecto schema files from Drops.Relation inferred schemas.
This task introspects database tables and generates explicit Ecto schema files
with field definitions based on the inferred schema metadata.
Usage
mix drops.relations.gen_schemas [options]
Options
	--namespace - The namespace for generated schemas (e.g., "MyApp.Relations")
	--repo - The Ecto repository module (e.g., "MyApp.Repo")
	--app - The application name to infer defaults from (e.g., "MyApp")
	--sync - Whether to sync/update existing files (default: true)
	--tables - Comma-separated list of specific tables to generate schemas for

Examples
# Generate schemas for all tables with default settings
mix drops.relations.gen_schemas --app MyApp

# Generate schemas with custom namespace
mix drops.relations.gen_schemas --namespace MyApp.Schemas --app MyApp

# Generate schemas for specific tables only
mix drops.relations.gen_schemas --tables users,posts --app MyApp

# Overwrite existing files instead of syncing
mix drops.relations.gen_schemas --app MyApp --sync false

      




  

    
mix drops.relation.install 
    



      
Installs Drops.Relation in your project by updating mix.exs aliases.
This task automatically adds the drops.relation.refresh_cache task to your
Ecto aliases to ensure the Drops.Relation cache is refreshed whenever you
run migrations, rollbacks, or load database dumps.
Usage
mix drops.relation.install
What it does
This task will update your mix.exs file to add the following aliases:
	"ecto.migrate": ["ecto.migrate", "drops.relation.refresh_cache"]
	"ecto.rollback": ["ecto.rollback", "drops.relation.refresh_cache"]
	"ecto.load": ["ecto.load", "drops.relation.refresh_cache"]

If these aliases already exist, they will be updated to include the cache refresh task.
If they don't exist, they will be created.
Notes
	This task uses Igniter to safely modify your mix.exs file
	Existing aliases will be preserved and extended
	The task is idempotent - running it multiple times is safe


      




  

    
mix drops.relation.refresh_cache 
    



      
Refreshes the Drops.Relation cache for all tables in specified repositories.
This task clears the existing cache and warms it up again by inferring schemas
for all tables in the database. This is useful when database schema changes
have been made and you want to ensure the cache is up to date.
Usage
mix drops.relation.refresh_cache [options]
Options
	--repo - The repository to refresh cache for (can be specified multiple times)
	--all-repos - Refresh cache for all configured repositories
	--tables - Comma-separated list of specific tables to refresh (optional)
	--verbose - Show detailed output during cache refresh

Examples
# Refresh cache for all configured repositories
mix drops.relation.refresh_cache --all-repos

# Refresh cache for a specific repository
mix drops.relation.refresh_cache --repo MyApp.Repo

# Refresh cache for specific tables only
mix drops.relation.refresh_cache --repo MyApp.Repo --tables users,posts,comments

# Verbose output
mix drops.relation.refresh_cache --repo MyApp.Repo --verbose
Notes
	This task requires the application to be started to access repository configuration
	If no repositories are specified, it will use all repositories configured in :ecto_repos
	The cache must be enabled for this task to have any effect
	Tables that don't exist in the database will be skipped with a warning
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