

    

        DuckdbEx

        v0.2.0


          [image: Logo]



    


  

    Table of contents

    
      


    	Guides
      


      	README


      	Changelog


      	Quick Start Checklist for Implementation Agent


      	Installation & Setup


      	Configuration


      	Connections & Transactions


      	Relation API Guide


      	Data Import & Export


      	Type System & Expressions


      	Result Formats


      	Error Handling


      	Performance & Limitations


      	Migration from Python


      	Testing & Contributing



      

    




    	Architecture
      


      	DuckDB Elixir Port - Project Summary


      	DuckDB Elixir Port - Technical Design Document


      	DuckDB Elixir Implementation Roadmap



      

    




    	Reference
      


      	DuckDB Elixir Port - Implementation Agent Instructions


      	DuckDB Python API Reference for Porting



      

    




        	
          Modules
          


      	DuckdbEx


      	DuckdbEx.CLI


      	DuckdbEx.Connection


      	DuckdbEx.Cursor


      	DuckdbEx.Exceptions


      	DuckdbEx.ExpectedResultType


      	DuckdbEx.Port


      	DuckdbEx.Relation


      	DuckdbEx.Result


      	DuckdbEx.Statement


      	DuckdbEx.StatementType





    	Exceptions
      


      	DuckdbEx.Exceptions.BinderException


      	DuckdbEx.Exceptions.CatalogException


      	DuckdbEx.Exceptions.ConnectionException


      	DuckdbEx.Exceptions.ConstraintException


      	DuckdbEx.Exceptions.ConversionException


      	DuckdbEx.Exceptions.DataError


      	DuckdbEx.Exceptions.DatabaseError


      	DuckdbEx.Exceptions.DependencyException


      	DuckdbEx.Exceptions.Error


      	DuckdbEx.Exceptions.FatalException


      	DuckdbEx.Exceptions.HTTPException


      	DuckdbEx.Exceptions.IOException


      	DuckdbEx.Exceptions.IntegrityError


      	DuckdbEx.Exceptions.InternalError


      	DuckdbEx.Exceptions.InternalException


      	DuckdbEx.Exceptions.InterruptException


      	DuckdbEx.Exceptions.InvalidInputException


      	DuckdbEx.Exceptions.InvalidTypeException


      	DuckdbEx.Exceptions.NotImplementedException


      	DuckdbEx.Exceptions.NotSupportedError


      	DuckdbEx.Exceptions.OperationalError


      	DuckdbEx.Exceptions.OutOfMemoryException


      	DuckdbEx.Exceptions.OutOfRangeException


      	DuckdbEx.Exceptions.ParserException


      	DuckdbEx.Exceptions.PermissionException


      	DuckdbEx.Exceptions.ProgrammingError


      	DuckdbEx.Exceptions.SequenceException


      	DuckdbEx.Exceptions.SerializationException


      	DuckdbEx.Exceptions.SyntaxException


      	DuckdbEx.Exceptions.TransactionException


      	DuckdbEx.Exceptions.TypeMismatchException


      	DuckdbEx.Exceptions.Warning



      

    




        



          	
            Mix Tasks
            

                	mix duckdb_ex.install


            

          


      

    

  

    README

  [image: DuckDB Elixir Client Logo]
  
    
    Changelog - DuckdbEx v0.2.0
    
    

    


  
  

    Changelog

All notable changes to this project will be documented in this file.
The format is based on Keep a Changelog,
and this project adheres to Semantic Versioning.
[0.2.0] - 2025-12-27
Added
	Default connection holder and expanded module-level API helpers (executeresult, executemany, fetch*, read*, cursor/duplicate, extract_statements).
	Parameter binding for ?, $n, and :name placeholders.
	Relation mutations: create/to_table, create_view/to_view, insert, insert_into, update.
	Relation export via COPY for CSV/Parquet including filename_pattern and file_size_bytes options.
	Values relation parity for single-row lists and multi-row tuple inputs.
	Guides under docs/guides/ plus examples/run_all.sh to run all examples.
	mix duckdb_ex.install for installing the DuckDB CLI into the project priv/duckdb/duckdb with path auto-resolution.

Changed
	Relation limit now supports offsets; sort and unique helpers added.
	Result rows are tuples with stable column order via ordered JSON parsing.
	README and guides updated to reflect CLI limitations and current API surface.

Fixed
	CLI error normalization and JSON parsing robustness for multi-line outputs.

[0.1.1] - 2025-10-16
Added
	Comprehensive documentation with 8 runnable examples in examples/ directory	00_quickstart.exs - Quick start guide
	01_basic_queries.exs - Basic query examples
	02_tables_and_data.exs - Table operations
	03_transactions.exs - Transaction management
	04_relations_api.exs - Relation API demonstration
	05_csv_parquet_json.exs - File format support
	06_analytics_window_functions.exs - Advanced analytics
	07_persistent_database.exs - Persistent database usage


	DuckdbEx.Connection module with transaction support (begin, commit, rollback, transaction helper)
	Transaction test suite with 265 tests

Changed
	Enhanced README with extensive examples and usage documentation
	Improved DuckdbEx.Port module implementation

[0.1.0] - 2025-10-16
Added
	Initial release
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    Quick Start Checklist for Implementation Agent

Pre-Implementation (Must Complete First!)
Reading (Required)
	[ ] Read PROJECT_SUMMARY.md (this gives you the overview)
	[ ] Read AGENT_PROMPT.md (complete implementation instructions)
	[ ] Read docs/TECHNICAL_DESIGN.md (architecture)
	[ ] Read docs/IMPLEMENTATION_ROADMAP.md (phased plan)
	[ ] Read docs/PYTHON_API_REFERENCE.md (API catalog)

Understanding Check
	[ ] I understand this is a 100% exact port, not an adaptation
	[ ] I understand I must reference duckdb-python/ for all decisions
	[ ] I understand TDD is mandatory (tests first, then implementation)
	[ ] I understand I must use Docker for development
	[ ] I understand I must create stubs that FAIL tests initially

Phase 0: Infrastructure Setup
Step 1: Create Docker Environment
	[ ] Create Dockerfile (template in AGENT_PROMPT.md)
	[ ] Create docker-compose.yml (template in AGENT_PROMPT.md)
	[ ] Run: docker-compose build
	[ ] Verify: docker-compose run dev starts shell

Step 2: Initialize Rustler
	[ ] Run: mix rustler.new duckdb_nif
	[ ] Accept defaults when prompted

Step 3: Update Dependencies
	[ ] Update mix.exs with all dependencies (see AGENT_PROMPT.md)
	[ ] Add Rustler configuration to mix.exs
	[ ] Run: docker-compose run dev mix deps.get
	[ ] Run: docker-compose run dev mix deps.compile

Step 4: Create Native/duckdb_nif/Cargo.toml
	[ ] Copy template from AGENT_PROMPT.md
	[ ] Add duckdb dependency with bundled feature

Step 5: Create Basic NIF
	[ ] Create native/duckdb_nif/src/lib.rs with test_nif function
	[ ] Create lib/duckdb_ex/native.ex wrapper
	[ ] Run: docker-compose run dev mix compile
	[ ] Verify: NIF compiles without errors

Step 6: Test NIF Loading
	[ ] Run: docker-compose run dev iex -S mix
	[ ] In IEx: DuckdbEx.Native.test_nif()
	[ ] Expected output: "NIF is working!"

Step 7: Create Exception Modules
	[ ] Create lib/duckdb_ex/exceptions.ex
	[ ] Define ALL exception types from PYTHON_API_REFERENCE.md
	[ ] Each should be defexception [:message]
	[ ] Total: ~25+ exception types

Step 8: Create Module Stubs
	[ ] Create lib/duckdb_ex.ex (main module)
	[ ] Create lib/duckdb_ex/connection.ex (with @moduledoc)
	[ ] Create lib/duckdb_ex/relation.ex (with @moduledoc)
	[ ] Create lib/duckdb_ex/result.ex (with @moduledoc)
	[ ] Create lib/duckdb_ex/type.ex (with @moduledoc)
	[ ] All modules should reference Python source in @moduledoc

Step 9: Set Up Test Infrastructure
	[ ] Update test/test_helper.exs (add Mox setup if needed)
	[ ] Create test/duckdb_ex_test.exs (empty for now)
	[ ] Create test/connection_test.exs (empty for now)
	[ ] Create test/support/fixtures/ directory
	[ ] Run: docker-compose run test
	[ ] Verify: Tests run (even if all pass because empty)

Step 10: Phase 0 Checkpoint
	[ ] docker-compose build succeeds
	[ ] docker-compose run dev starts IEx
	[ ] DuckdbEx.Native.test_nif() returns "NIF is working!"
	[ ] docker-compose run test runs successfully
	[ ] All exception modules defined
	[ ] All module stubs created with documentation
	[ ] No compilation warnings

Phase 1: Basic Connection (Start After Phase 0)
Step 1: Port Python Connection Tests
	[ ] Open duckdb-python/tests/fast/test_connection.py
	[ ] Port first 5-10 tests to test/connection_test.exs
	[ ] Run: docker-compose run test test/connection_test.exs
	[ ] Verify: All tests FAIL (because not implemented)

Step 2: Implement Connection Resource (Rust)
	[ ] Create native/duckdb_nif/src/connection.rs
	[ ] Define ConnectionResource struct
	[ ] Implement new_connection NIF function
	[ ] Implement close_connection NIF function
	[ ] Update native/duckdb_nif/src/lib.rs to export functions

Step 3: Implement Connection Module (Elixir)
	[ ] Implement DuckdbEx.Connection.connect/2
	[ ] Implement DuckdbEx.Connection.close/1
	[ ] Add proper type specs
	[ ] Add comprehensive documentation
	[ ] Reference Python source in docs

Step 4: Run Connection Tests
	[ ] Run: docker-compose run test test/connection_test.exs
	[ ] Verify: Tests now PASS
	[ ] Fix any failing tests

Step 5: Verify Against Python
	[ ] Run equivalent Python code
	[ ] Compare behavior (connection type, error messages, etc.)
	[ ] Adjust Elixir implementation if needed

Step 6: Port More Tests
	[ ] Continue porting tests from test_connection.py
	[ ] Implement features to make tests pass
	[ ] Repeat until all connection tests ported

Common Commands
Docker
# Build environment
docker-compose build

# Run tests
docker-compose run test

# Run specific test file
docker-compose run test test/connection_test.exs

# Start dev shell
docker-compose run dev

# Compile
docker-compose run dev mix compile

# Format code
docker-compose run dev mix format

# Generate docs
docker-compose run dev mix docs

In IEx (docker-compose run dev)
# Test NIF loading
DuckdbEx.Native.test_nif()

# Recompile
recompile()

# Run tests
ExUnit.run()
Checking Python Behavior
# Run Python interactively
python3

# In Python
import duckdb
conn = duckdb.connect(':memory:')
print(type(conn))
# ... test specific behavior

Before Moving to Next Feature
	[ ] All tests for current feature passing
	[ ] Code formatted: docker-compose run dev mix format
	[ ] Documentation complete
	[ ] Verified against Python behavior
	[ ] No memory leaks (check with long-running tests)
	[ ] No compiler warnings

When You Get Stuck
Implementation Questions
	Check duckdb-python/ source code
	Run Python version to see exact behavior
	Check Python tests for edge cases
	Reference PYTHON_API_REFERENCE.md

Build Issues
	Check Dockerfile and docker-compose.yml
	Rebuild: docker-compose build --no-cache
	Check Rust version in container
	Check duckdb-rs compatibility

Test Failures
	Compare with Python test output
	Check exact error messages
	Verify type conversions
	Check parameter handling

NIF Issues
	Check Rustler documentation
	Verify resource lifecycle
	Check error mapping
	Test with :observer.start() for memory leaks

Remember
	TDD is mandatory: Tests first, implementation second
	Reference Python always: Never guess behavior
	Docker for everything: Consistent environment
	Document as you go: Every function needs docs
	Verify against Python: Run both and compare

Progress Tracking
Current Phase: _
Phase 0 Completion: /10 steps
Phase 1 Completion: /6 steps
Last completed: _
Next task: _
Quick Reference
	Implementation guide: AGENT_PROMPT.md
	Architecture: docs/TECHNICAL_DESIGN.md
	Roadmap: docs/IMPLEMENTATION_ROADMAP.md
	Python API: docs/PYTHON_API_REFERENCE.md
	Python source: duckdb-python/



  

  
    
    Installation 
  
    
    Configuration - DuckdbEx v0.2.0
    
    

    


  
  

    Configuration

DuckdbEx is CLI-based. Configuration is primarily environment variables and SQL
settings.
Environment Variables
	DUCKDB_PATH: path to the DuckDB CLI binary.
	DUCKDB_EX_EXEC_AS_ROOT: set to 1 or true to run the CLI as root.
	DUCKDB_VERSION: optional version for mix duckdb_ex.install.

Resolution order:
	config :duckdb_ex, :duckdb_path
	DUCKDB_PATH
	priv/duckdb/duckdb (installed CLI in the project when running via Mix)
	duckdb in PATH
	/usr/local/bin/duckdb

Application Config
You can pin the CLI path in config (takes precedence over DUCKDB_PATH):
config :duckdb_ex, :duckdb_path, "/opt/duckdb/duckdb"
Connection Options
When connecting:
{:ok, conn} = DuckdbEx.Connection.connect("/path/to/db.duckdb", read_only: true)
Supported options:
	:read_only - open the database in read-only mode.

SQL Configuration
Most runtime configuration is done through SQL:
DuckdbEx.execute("SET threads=4")
DuckdbEx.execute("SET memory_limit='2GB'")
Extensions
The CLI supports extensions via SQL:
DuckdbEx.execute("INSTALL httpfs")
DuckdbEx.execute("LOAD httpfs")
There are no first-class Elixir wrappers yet; use SQL commands directly.
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    Relation API Guide

Relations are lazy query builders. They build SQL but do not execute until you
call a fetch method.
Create Relations
{:ok, conn} = DuckdbEx.Connection.connect(:memory)
rel = DuckdbEx.Connection.table(conn, "orders")
rel = DuckdbEx.Connection.sql(conn, "SELECT * FROM orders")
rel = DuckdbEx.Connection.values(conn, [1, "a"])
rel = DuckdbEx.Connection.values(conn, [{1, "a"}, {2, "b"}])
Build Queries
rel =
  rel
  |> DuckdbEx.Relation.filter("amount > 100")
  |> DuckdbEx.Relation.project(["customer", "amount"])
  |> DuckdbEx.Relation.order("amount DESC")
  |> DuckdbEx.Relation.limit(10)
Use an offset when you need to skip rows:
rel |> DuckdbEx.Relation.limit(10, 5)
Execute
{:ok, rows} = DuckdbEx.Relation.fetch_all(rel)
Rows are tuples in column order.
Aggregations
rel =
  rel
  |> DuckdbEx.Relation.aggregate(
    ["sum(amount) as total", "count(*) as cnt"],
    group_by: ["region"]
  )
Joins & Set Operations
joined = DuckdbEx.Relation.join(rel1, rel2, "rel1.id = rel2.id", type: :left)
unioned = DuckdbEx.Relation.union(rel1, rel2)
Create/Insert/Update
rel = DuckdbEx.Connection.sql(conn, "SELECT 1 AS a, 'x' AS b")
DuckdbEx.Relation.create(rel, "table_from_rel")
DuckdbEx.Relation.create_view(rel, "view_from_rel")

table = DuckdbEx.Connection.table(conn, "table_from_rel")
DuckdbEx.Relation.insert(table, [2, "y"])
DuckdbEx.Relation.update(table, %{"b" => "z"}, "a = 2")
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    Result Formats

DuckdbEx returns rows as tuples in column order.
Connection Fetching
{:ok, rows} = DuckdbEx.fetchall()
# rows == [{1, "Alice"}, {2, "Bob"}]
Result Helpers
{:ok, result} = DuckdbEx.Connection.execute_result(conn, "SELECT 1 AS a")
rows = DuckdbEx.Result.fetch_all(result)
cols = DuckdbEx.Result.columns(result)
Metadata
DuckdbEx.Connection.execute(conn, "SELECT 42 AS answer")
{:ok, description} = DuckdbEx.Connection.description(conn)
DataFrame / Arrow / Polars
The CLI backend does not provide zero-copy Arrow, DataFrame, or Polars
conversions. Use file export (CSV/Parquet) or SQL to materialize data.
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    Error Handling

DuckdbEx maps DuckDB error strings into structured exceptions. Most functions
return {:error, exception} tuples.
case DuckdbEx.execute("SELECT * FROM missing_table") do
  {:ok, _} -> :ok
  {:error, exception} -> IO.inspect(exception)
end
Common exception types:
	DuckdbEx.Exceptions.CatalogException
	DuckdbEx.Exceptions.ParserException
	DuckdbEx.Exceptions.InvalidInputException
	DuckdbEx.Exceptions.ConstraintException

When using the CLI backend, error messages are emitted on stderr and converted
to the closest matching exception type.
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    Migration from Python

DuckdbEx mirrors the Python API, but there are a few differences.
Result Shape
Python returns rows as tuples; DuckdbEx also returns tuples. If you previously
used dict-like access in Elixir, update code to use tuple patterns:
{:ok, rows} = DuckdbEx.fetchall()
Enum.each(rows, fn {id, name} -> IO.puts("#{id}: #{name}") end)
Default Connection
Python module-level helpers use a default connection. DuckdbEx follows this
pattern:
DuckdbEx.execute("SELECT 1")
DuckdbEx.fetchall()
Missing APIs
Some Python-only conveniences are not available in the CLI backend (Arrow,
DataFrame, UDFs). Use file export or SQL equivalents.


  

  
    
    Testing 
  
    
    DuckDB Elixir Port - Project Summary - DuckdbEx v0.2.0
    
    

    


  
  

    DuckDB Elixir Port - Project Summary

Overview
This project is a 100% exact port of the DuckDB Python client to Elixir. All documentation has been created to enable a development agent to implement this port using Test-Driven Development.
What Has Been Created
1. Complete Technical Documentation
All technical design documents are located in the docs/ directory:
docs/TECHNICAL_DESIGN.md
	Complete architecture overview
	Module structure and hierarchy
	API surface documentation (Connection, Relation, Type system, etc.)
	Data type mapping between DuckDB and Elixir
	NIF layer design using Rustler
	Integration points (Arrow, Explorer, Nx)
	Performance considerations
	Security considerations

docs/IMPLEMENTATION_ROADMAP.md
	12-phase implementation plan
	Detailed task breakdown per phase
	Test-driven development workflow
	Dependencies between phases
	Success criteria for each phase
	Timeline estimation (~5 months full-time)
	Risk management strategy

docs/PYTHON_API_REFERENCE.md
	Complete catalog of Python API to port
	Module-level API functions
	DuckDBPyConnection class reference
	DuckDBPyRelation class reference
	Type system documentation
	Expression API
	Value types
	Enums and exceptions
	Key test files to reference

2. Implementation Guide
AGENT_PROMPT.md
This is the PRIMARY document for the implementation agent. It contains:
	Mission statement and critical rules
	Required reading checklist
	Mandatory TDD workflow (7 steps)
	Docker environment setup instructions
	Complete project structure to create
	Dependencies to add (Elixir and Rust)
	Phase 0 implementation instructions (infrastructure setup)
	Phase 1 starter implementation (basic connection)
	Testing guidelines and examples
	Error handling patterns
	Documentation requirements
	Common pitfalls to avoid
	Success criteria checklists

3. Updated README
README.md
	Project overview and status
	Quick start examples
	Development setup instructions
	Project structure
	Documentation index
	Implementation progress tracking
	Contributing guidelines

Reference Implementation
The duckdb-python/ directory contains the complete Python client source code. This is the authoritative reference for all implementation decisions:
	Source Code: duckdb-python/src/duckdb_py/ (C++ implementation)
	Python API: duckdb-python/duckdb/ (Python wrapper)
	Tests: duckdb-python/tests/ (comprehensive test suite)
	Documentation: duckdb-python/README.md and docstrings

Implementation Approach
Test-Driven Development (TDD)
The project MUST be implemented using strict TDD:
	Port Python tests from duckdb-python/tests/
	Tests fail initially (no implementation yet)
	Implement Rust NIF layer
	Implement Elixir wrapper
	Tests pass
	Verify against Python behavior
	Document and move to next feature

Technology Stack
	Elixir: 1.18+ (host language)
	Rustler: 0.35 (NIF framework)
	Rust: Latest stable (NIF implementation)
	DuckDB Rust bindings: 1.1+ (database access)
	Docker: Development environment
	ExUnit: Testing
	Mox: Mocking for tests

Architecture
User Code (Elixir)
    ↓
DuckdbEx Module (Elixir wrapper with idiomatic API)
    ↓
DuckdbEx.Native (Elixir NIF interface)
    ↓
Rust NIF Layer (type conversions, resource management)
    ↓
DuckDB Rust Bindings
    ↓
DuckDB C++ Engine
File Organization
duckdb_ex/
├── AGENT_PROMPT.md              ← START HERE for implementation
├── PROJECT_SUMMARY.md           ← This file
├── README.md                    ← Project overview
├── docs/
│   ├── TECHNICAL_DESIGN.md      ← Architecture & design
│   ├── IMPLEMENTATION_ROADMAP.md ← Phased plan
│   └── PYTHON_API_REFERENCE.md  ← Python API catalog
├── duckdb-python/               ← Python reference (CRITICAL)
│   ├── src/                     ← C++ implementation
│   ├── duckdb/                  ← Python wrapper
│   └── tests/                   ← Test suite to port
├── lib/duckdb_ex/               ← Elixir modules (TO BE CREATED)
├── native/duckdb_nif/           ← Rust NIF (TO BE CREATED)
├── test/                        ← Ported tests (TO BE CREATED)
├── Dockerfile                   ← TO BE CREATED
└── docker-compose.yml           ← TO BE CREATED
Next Steps for Implementation Agent
Immediate Actions (Phase 0)
	Read Documentation
	[ ] Read AGENT_PROMPT.md completely
	[ ] Read docs/TECHNICAL_DESIGN.md
	[ ] Read docs/IMPLEMENTATION_ROADMAP.md
	[ ] Read docs/PYTHON_API_REFERENCE.md


	Set Up Environment
	[ ] Create Dockerfile (template in AGENT_PROMPT.md)
	[ ] Create docker-compose.yml (template in AGENT_PROMPT.md)
	[ ] Build: docker-compose build
	[ ] Verify: docker-compose run dev


	Initialize Rustler
	[ ] Run: mix rustler.new duckdb_nif
	[ ] Update mix.exs with dependencies
	[ ] Create basic NIF skeleton
	[ ] Verify NIF loads: DuckdbEx.Native.test_nif()


	Create Infrastructure
	[ ] Create all exception modules
	[ ] Create module stubs (Connection, Relation, Result, Type)
	[ ] Set up test infrastructure
	[ ] Verify tests run (even if empty)


	Checkpoint: Docker builds, tests run, NIF loads


After Phase 0
Follow the implementation sequence in docs/IMPLEMENTATION_ROADMAP.md:
	Phase 1: Basic Connection
	Phase 2: Type System
	Phase 3: Relation API
	Phase 4: Data Source Integration
	... (see roadmap for complete sequence)

Key Principles
1. This is a Port, Not a Redesign
	Copy Python behavior exactly
	Only deviate when Elixir language requires it
	Document all deviations
	When in doubt, check Python source

2. Reference First, Implement Second
	Never guess Python behavior
	Always check duckdb-python/ source code
	Run Python version to verify behavior
	Port the exact semantics to Elixir

3. Test-Driven Development is Mandatory
	Port tests before implementing
	Tests must fail initially
	Implementation makes tests pass
	No feature without tests

4. Check Python for Every Question
Questions you should answer by checking Python source:
	"What should this function return?" → Check Python
	"How should errors be handled?" → Check Python
	"What parameters does this take?" → Check Python
	"What's the exact behavior?" → Check Python and run it
	"Are there edge cases?" → Check Python tests

Success Criteria
Per Phase
	[ ] All Python tests ported
	[ ] All ported tests passing
	[ ] No memory leaks
	[ ] Full documentation
	[ ] Code reviewed
	[ ] Behavior verified against Python

Overall Project
	[ ] 100% API parity with Python
	[ ] All Python tests ported and passing
	[ ] Performance within 20% of Python
	[ ] Complete documentation
	[ ] Published on Hex.pm

Important Notes
Docker is Required
All development MUST happen in Docker to ensure:
	Consistent build environment
	Proper DuckDB library installation
	Rust toolchain availability
	Reproducible builds

Reference the Python Source Constantly
The duckdb-python/ directory is your bible. For ANY implementation question:
	Find the corresponding Python file
	Read the implementation
	Check the tests
	Port the exact behavior

Don't Skip the Tests
Testing is not optional. The TDD approach ensures:
	Correctness (matches Python exactly)
	Completeness (all features implemented)
	Regression prevention
	Documentation through tests

Resources
In This Repository
	duckdb-python/ - Complete Python source code
	AGENT_PROMPT.md - Implementation guide
	docs/ - All technical documentation

External Resources
	DuckDB Documentation
	DuckDB Python API
	Rustler Guide
	duckdb-rs Documentation

Contact and Support
For the implementation agent:
	Primary Reference: duckdb-python/ directory
	Implementation Guide: AGENT_PROMPT.md
	Technical Questions: Check Python source first
	Behavior Questions: Run Python code to verify

Version History
	2025-01-XX: Initial documentation created	Complete technical design
	Implementation roadmap
	Python API reference
	Agent implementation guide



License
MIT License - This is a port of the MIT-licensed DuckDB Python client.

Remember: This is a 100% exact port. When implementing any feature, the first question should always be: "What does the Python client do?" Then port that exact behavior to Elixir.
Good luck! 🦆
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    DuckDB Elixir Port - Technical Design Document

Overview
This document provides the comprehensive technical design for porting the DuckDB Python client to Elixir. This is a 100% exact port of the Python client functionality to Elixir, maintaining API parity while following Elixir conventions and idioms.
Source Reference
Primary Reference: duckdb-python/ directory in this repository
All implementation decisions should reference the Python implementation for:
	API surface area and function signatures
	Behavior and semantics
	Error handling patterns
	Type conversions
	Edge cases and special handling

Architecture Overview
Current Implementation (CLI)
DuckdbEx currently uses the DuckDB CLI in JSON mode managed via erlexec. The
DuckdbEx.Port GenServer owns the CLI process and parses ordered JSON results
into tuple rows. Connections are PIDs; cursors are lightweight wrappers around
the connection PID to avoid extra file locks in the CLI backend.
Environment configuration:
	DUCKDB_PATH to locate the CLI binary.
	DUCKDB_EX_EXEC_AS_ROOT to force root execution when required in containers.
	mix duckdb_ex.install installs the CLI into the project priv/duckdb/duckdb and is picked up automatically.

Core Components
The DuckDB Elixir client mirrors the Python architecture with the following main components:
	Connection (DuckdbEx.Connection)
	Maps to DuckDBPyConnection (pyconnection.hpp)
	Handles database connection lifecycle
	Manages transactions
	Executes queries and statements


	Relation (DuckdbEx.Relation)
	Maps to DuckDBPyRelation (pyrelation.hpp)
	Lazy query builder pattern
	Chainable query operations
	Result materialization


	Result (DuckdbEx.Result)
	Maps to DuckDBPyResult (pyresult.hpp)
	Query result container
	Multiple fetch modes
	Type conversions


	Type System (DuckdbEx.Type)
	Maps to DuckDBPyType and related type classes
	Type creation and introspection
	Custom type support (enum, decimal, struct, etc.)


	Exceptions (DuckdbEx.Exceptions)
	All DuckDB exception types
	Maps Python exception hierarchy to Elixir



Future NIF Layer Design (Not Implemented)
The sections below describe a potential Rustler-based NIF architecture. The
current implementation does not use NIFs; it uses the CLI-based port
described above.
Technology Stack
	Rustler: Elixir NIF framework using Rust
	DuckDB Rust bindings: Interface to DuckDB C++ library
	Architecture: Rust NIF layer between Elixir and DuckDB

Why Rustler?
	Safety: Memory-safe bindings to C++
	Performance: Near-native performance
	Ergonomics: Better developer experience than C NIFs
	Compatibility: Excellent DuckDB Rust bindings exist

NIF Module Structure
native/duckdb_nif/
├── src/
│   ├── lib.rs              # NIF entry point
│   ├── connection.rs       # Connection resource and methods
│   ├── relation.rs         # Relation resource and methods
│   ├── result.rs           # Result handling
│   ├── types.rs            # Type system
│   ├── exceptions.rs       # Exception mapping
│   ├── conversions.rs      # Elixir ↔ DuckDB type conversions
│   ├── arrow.rs            # Arrow integration
│   └── filesystem.rs       # Filesystem integration
└── Cargo.toml
Module Structure
Elixir Module Hierarchy
lib/duckdb_ex/
├── connection.ex           # Main connection module
├── relation.ex             # Relation/query builder
├── result.ex               # Result handling
├── exceptions.ex           # Exception definitions
├── port.ex                 # DuckDB CLI process management
├── default_connection.ex   # Default connection holder
├── cursor.ex               # Cursor wrapper
├── parameters.ex           # SQL parameter interpolation
├── statement.ex            # Statement metadata
├── statement_type.ex       # Statement type enum
└── expected_result_type.ex # Expected result enum

# Planned modules (not yet implemented)
# - type.ex, expression/*, value/*, arrow/*, etc.
API Surface
Connection API
The Connection module provides the primary interface to DuckDB. Reference: duckdb-python/src/duckdb_py/include/duckdb_python/pyconnection/pyconnection.hpp
defmodule DuckdbEx.Connection do
  # Connection Management
  @spec connect(String.t() | :memory, keyword()) :: {:ok, t()} | {:error, term()}
  @spec close(t()) :: :ok
  @spec interrupt(t()) :: :ok

  # Transactions
  @spec begin(t()) :: {:ok, t()} | {:error, term()}
  @spec commit(t()) :: {:ok, t()} | {:error, term()}
  @spec rollback(t()) :: {:ok, t()} | {:error, term()}
  @spec checkpoint(t()) :: {:ok, t()} | {:error, term()}

  # Query Execution
  @spec execute(t(), String.t(), list()) :: {:ok, t()} | {:error, term()}
  @spec execute_many(t(), String.t(), list()) :: {:ok, t()} | {:error, term()}
  @spec query(t(), String.t(), String.t(), list()) :: {:ok, Relation.t()} | {:error, term()}
  @spec sql(t(), String.t(), list()) :: {:ok, Relation.t()} | {:error, term()}

  # Data Sources
  @spec read_csv(t(), String.t() | list(String.t()), keyword()) :: {:ok, Relation.t()}
  @spec read_json(t(), String.t() | list(String.t()), keyword()) :: {:ok, Relation.t()}
  @spec read_parquet(t(), String.t() | list(String.t()), keyword()) :: {:ok, Relation.t()}
  @spec from_arrow(t(), term()) :: {:ok, Relation.t()}
  @spec from_df(t(), term()) :: {:ok, Relation.t()}
  @spec from_query(t(), String.t()) :: {:ok, Relation.t()}

  # Table/View Access
  @spec table(t(), String.t()) :: {:ok, Relation.t()}
  @spec view(t(), String.t()) :: {:ok, Relation.t()}
  @spec values(t(), list()) :: {:ok, Relation.t()}
  @spec table_function(t(), String.t(), list()) :: {:ok, Relation.t()}

  # Schema Operations
  @spec get_table_names(t(), String.t(), boolean()) :: {:ok, list(String.t())}

  # UDF Registration
  @spec create_function(t(), String.t(), (... -> term()), keyword()) :: {:ok, t()}
  @spec remove_function(t(), String.t()) :: {:ok, t()}

  # Type Creation
  @spec map_type(t(), Type.t(), Type.t()) :: Type.t()
  @spec struct_type(t(), keyword()) :: Type.t()
  @spec list_type(t(), Type.t()) :: Type.t()
  @spec array_type(t(), Type.t(), non_neg_integer()) :: Type.t()
  @spec union_type(t(), keyword()) :: Type.t()
  @spec enum_type(t(), String.t(), Type.t(), list()) :: Type.t()
  @spec decimal_type(t(), integer(), integer()) :: Type.t()
  @spec string_type(t(), String.t()) :: Type.t()
  @spec type(t(), String.t()) :: Type.t()

  # Extensions
  @spec install_extension(t(), String.t(), keyword()) :: :ok
  @spec load_extension(t(), String.t()) :: :ok

  # Object Registration
  @spec register(t(), String.t(), term()) :: {:ok, t()}
  @spec unregister(t(), String.t()) :: {:ok, t()}
  @spec append(t(), String.t(), term(), keyword()) :: {:ok, t()}

  # Filesystem
  @spec register_filesystem(t(), term()) :: :ok
  @spec unregister_filesystem(t(), String.t()) :: :ok
  @spec list_filesystems(t()) :: list(String.t())
  @spec filesystem_is_registered(t(), String.t()) :: boolean()

  # Result Fetching (for DBAPI compatibility)
  @spec fetch_one(t()) :: {:ok, tuple() | nil}
  @spec fetch_many(t(), non_neg_integer()) :: {:ok, list(tuple())}
  @spec fetch_all(t()) :: {:ok, list(tuple())}
  @spec fetch_df(t(), keyword()) :: {:ok, term()}
  @spec fetch_arrow(t(), keyword()) :: {:ok, term()}

  # Progress Tracking
  @spec query_progress(t()) :: float()

  # Statement Extraction
  @spec extract_statements(t(), String.t()) :: list(term())
end
Relation API
The Relation module provides the lazy query builder interface. Reference: duckdb-python/src/duckdb_py/include/duckdb_python/pyrelation.hpp
defmodule DuckdbEx.Relation do
  # Basic Operations
  @spec project(t(), list(String.t())) :: t()
  @spec filter(t(), String.t() | Expression.t()) :: t()
  @spec limit(t(), integer(), integer()) :: t()
  @spec order(t(), String.t()) :: t()
  @spec sort(t(), list(String.t())) :: t()
  @spec distinct(t()) :: t()
  @spec unique(t(), String.t()) :: t()

  # Aggregations
  @spec aggregate(t(), String.t() | list(String.t()), String.t()) :: t()
  @spec count(t(), String.t(), keyword()) :: t()
  @spec sum(t(), String.t(), keyword()) :: t()
  @spec avg(t(), String.t(), keyword()) :: t()
  @spec min(t(), String.t(), keyword()) :: t()
  @spec max(t(), String.t(), keyword()) :: t()
  @spec median(t(), String.t(), keyword()) :: t()
  @spec mode(t(), String.t(), keyword()) :: t()
  @spec stddev(t(), String.t(), keyword()) :: t()
  @spec variance(t(), String.t(), keyword()) :: t()
  @spec first(t(), String.t(), keyword()) :: t()
  @spec last(t(), String.t(), keyword()) :: t()
  @spec list(t(), String.t(), keyword()) :: t()
  @spec string_agg(t(), String.t(), String.t(), keyword()) :: t()

  # Window Functions
  @spec row_number(t(), String.t(), String.t()) :: t()
  @spec rank(t(), String.t(), String.t()) :: t()
  @spec dense_rank(t(), String.t(), String.t()) :: t()
  @spec percent_rank(t(), String.t(), String.t()) :: t()
  @spec cume_dist(t(), String.t(), String.t()) :: t()
  @spec ntile(t(), String.t(), integer(), String.t()) :: t()
  @spec lag(t(), String.t(), String.t(), keyword()) :: t()
  @spec lead(t(), String.t(), String.t(), keyword()) :: t()
  @spec first_value(t(), String.t(), keyword()) :: t()
  @spec last_value(t(), String.t(), keyword()) :: t()
  @spec nth_value(t(), String.t(), String.t(), integer(), keyword()) :: t()

  # Set Operations
  @spec union(t(), t()) :: t()
  @spec except(t(), t()) :: t()
  @spec intersect(t(), t()) :: t()

  # Joins
  @spec join(t(), t(), String.t() | Expression.t(), String.t()) :: t()
  @spec cross(t(), t()) :: t()

  # Transformations
  @spec map(t(), (term() -> term()), keyword()) :: t()

  # Execution & Fetching
  @spec execute(t()) :: t()
  @spec fetch_one(t()) :: {:ok, tuple() | nil}
  @spec fetch_many(t(), non_neg_integer()) :: {:ok, list(tuple())}
  @spec fetch_all(t()) :: {:ok, list(tuple())}
  @spec fetch_df(t(), keyword()) :: {:ok, term()}
  @spec fetch_arrow(t(), keyword()) :: {:ok, term()}
  @spec fetch_record_batch(t(), keyword()) :: {:ok, term()}

  # Export
  @spec to_csv(t(), String.t(), keyword()) :: :ok
  @spec to_parquet(t(), String.t(), keyword()) :: :ok
  @spec to_arrow_table(t(), keyword()) :: {:ok, term()}
  @spec to_arrow_capsule(t(), keyword()) :: {:ok, term()}

  # Table/View Creation
  @spec create_view(t(), String.t(), keyword()) :: t()
  @spec insert_into(t(), String.t()) :: :ok
  @spec insert(t(), list()) :: :ok
  @spec update(t(), keyword(), String.t()) :: :ok
  @spec create(t(), String.t()) :: :ok

  # Introspection
  @spec describe(t()) :: t()
  @spec length(t()) :: non_neg_integer()
  @spec shape(t()) :: {non_neg_integer(), non_neg_integer()}
  @spec columns(t()) :: list(String.t())
  @spec column_types(t()) :: list(String.t())
  @spec description(t()) :: list(tuple())
  @spec type(t()) :: String.t()
  @spec alias(t()) :: String.t()
  @spec set_alias(t(), String.t()) :: t()

  # SQL Generation
  @spec to_sql(t()) :: String.t()
  @spec explain(t(), atom()) :: String.t()

  # Display
  @spec to_string(t()) :: String.t()
  @spec print(t(), keyword()) :: :ok
end
Type System
Reference: duckdb-python/duckdb/typing/__init__.py and type-related C++ code
defmodule DuckdbEx.Type do
  # Type struct
  defstruct [:id, :internal_type, :metadata]

  # Standard Types (constants)
  @type standard_type ::
    :boolean | :tinyint | :smallint | :integer | :bigint |
    :hugeint | :utinyint | :usmallint | :uinteger | :ubigint |
    :float | :double | :decimal | :varchar | :blob |
    :timestamp | :timestamp_s | :timestamp_ms | :timestamp_ns |
    :date | :time | :interval | :uuid | :json

  # Composite type constructors
  @spec list(t()) :: t()
  @spec array(t(), non_neg_integer()) :: t()
  @spec map(t(), t()) :: t()
  @spec struct(keyword()) :: t()
  @spec union(keyword()) :: t()
  @spec enum(String.t(), t(), list()) :: t()
  @spec decimal(integer(), integer()) :: t()
end
Exception Hierarchy
Reference: duckdb-python/duckdb/__init__.py exception imports
defmodule DuckdbEx.Exceptions do
  # Base exceptions
  defmodule Error, do: defexception [:message]
  defmodule Warning, do: defexception [:message]

  # Specific exception types
  defmodule DatabaseError, do: defexception [:message]
  defmodule DataError, do: defexception [:message]
  defmodule OperationalError, do: defexception [:message]
  defmodule IntegrityError, do: defexception [:message]
  defmodule InternalError, do: defexception [:message]
  defmodule ProgrammingError, do: defexception [:message]
  defmodule NotSupportedError, do: defexception [:message]

  # DuckDB-specific exceptions
  defmodule BinderException, do: defexception [:message]
  defmodule CatalogException, do: defexception [:message]
  defmodule ConnectionException, do: defexception [:message]
  defmodule ConstraintException, do: defexception [:message]
  defmodule ConversionException, do: defexception [:message]
  defmodule DependencyException, do: defexception [:message]
  defmodule FatalException, do: defexception [:message]
  defmodule HTTPException, do: defexception [:message]
  defmodule InternalException, do: defexception [:message]
  defmodule InterruptException, do: defexception [:message]
  defmodule InvalidInputException, do: defexception [:message]
  defmodule InvalidTypeException, do: defexception [:message]
  defmodule IOException, do: defexception [:message]
  defmodule NotImplementedException, do: defexception [:message]
  defmodule OutOfMemoryException, do: defexception [:message]
  defmodule OutOfRangeException, do: defexception [:message]
  defmodule ParserException, do: defexception [:message]
  defmodule PermissionException, do: defexception [:message]
  defmodule SequenceException, do: defexception [:message]
  defmodule SerializationException, do: defexception [:message]
  defmodule SyntaxException, do: defexception [:message]
  defmodule TransactionException, do: defexception [:message]
  defmodule TypeMismatchException, do: defexception [:message]
end
Data Type Mapping
DuckDB → Elixir Type Conversions
	DuckDB Type	Elixir Type	Notes
	BOOLEAN	boolean()	Direct mapping
	TINYINT/SMALLINT/INTEGER	integer()	Arbitrary precision
	BIGINT	integer()	Arbitrary precision
	HUGEINT	integer()	Arbitrary precision
	FLOAT/DOUBLE	float()	IEEE 754
	DECIMAL	Decimal.t()	Use Decimal library
	VARCHAR/TEXT	String.t()	UTF-8 strings
	BLOB	binary()	Raw bytes
	DATE	Date.t()	Elixir Date
	TIME	Time.t()	Elixir Time
	TIMESTAMP	DateTime.t() / NaiveDateTime.t()	With/without timezone
	INTERVAL	DuckdbEx.Interval.t()	Custom struct
	UUID	String.t()	String representation
	JSON	term()	Decoded JSON via Jason
	LIST	list()	Elixir lists
	STRUCT	map()	Elixir maps
	MAP	%{}	Elixir maps
	UNION	tagged tuple	{tag, value}
	ENUM	atom() or String.t()	Configurable

Parameter Binding
Support both positional and named parameters:
# Positional
DuckdbEx.Connection.execute(conn, "SELECT * FROM users WHERE id = ?", [42])

# Named (similar to Python)
DuckdbEx.Connection.execute(conn, "SELECT * FROM users WHERE id = :id", [id: 42])
Module-Level API (Default Connection)
Reference: duckdb-python/duckdb/__init__.py for module-level functions
defmodule DuckdbEx do
  # Default connection management
  @spec default_connection() :: Connection.t()
  @spec set_default_connection(Connection.t()) :: :ok

  # Convenience functions using default connection
  @spec connect(String.t() | :memory, keyword()) :: {:ok, Connection.t()}
  @spec close() :: :ok
  @spec execute(String.t(), list()) :: {:ok, Connection.t()}
  @spec query(String.t(), list()) :: {:ok, Relation.t()}
  @spec sql(String.t(), list()) :: {:ok, Relation.t()}
  @spec read_csv(String.t(), keyword()) :: {:ok, Relation.t()}
  @spec read_json(String.t(), keyword()) :: {:ok, Relation.t()}
  @spec read_parquet(String.t(), keyword()) :: {:ok, Relation.t()}
  @spec table(String.t()) :: {:ok, Relation.t()}
  @spec values(list()) :: {:ok, Relation.t()}
end
Resource Management
NIF Resources
Use Rustler resources for:
	Connection Resource: Wraps DuckDB connection handle
	Relation Resource: Wraps DuckDB relation handle
	Result Resource: Wraps query results

// Example resource definition
#[derive(NifStruct)]
#[module = "DuckdbEx.Native.Connection"]
pub struct ConnectionResource {
    // Internal DuckDB connection
    inner: Arc<Mutex<duckdb::Connection>>,
}

#[derive(NifStruct)]
#[module = "DuckdbEx.Native.Relation"]
pub struct RelationResource {
    inner: Arc<Mutex<duckdb::Relation>>,
    connection: ConnectionResource,
}
Resource Lifecycle
	Resources cleaned up by BEAM GC
	Explicit close() methods for deterministic cleanup
	Connection pool support for multiple connections

Error Handling Strategy
NIF Error Propagation
// In Rust NIF
fn execute_query(conn: ResourceArc<ConnectionResource>, query: String)
    -> Result<RelationResource, Error> {
    conn.inner.lock()
        .execute(&query)
        .map(|rel| RelationResource::new(rel, conn.clone()))
        .map_err(|e| Error::DatabaseError(e.to_string()))
}
Elixir Error Handling
# Pattern 1: {:ok, result} | {:error, exception}
case DuckdbEx.Connection.execute(conn, "SELECT * FROM invalid") do
  {:ok, result} -> process(result)
  {:error, %DuckdbEx.Exceptions.CatalogException{} = e} ->
    Logger.error("Table not found: #{e.message}")
end

# Pattern 2: Raise on error (bang methods)
result = DuckdbEx.Connection.execute!(conn, "SELECT * FROM users")
Testing Strategy
Test Structure
Reference: duckdb-python/tests/ for comprehensive test coverage
test/
├── duckdb_ex_test.exs              # Module-level API tests
├── connection_test.exs             # Connection tests
├── relation_test.exs               # Relation/query builder tests
├── result_test.exs                 # Result handling tests
├── type_test.exs                   # Type system tests
├── exception_test.exs              # Exception handling tests
├── integration/
│   ├── csv_test.exs               # CSV reading/writing
│   ├── parquet_test.exs           # Parquet integration
│   ├── arrow_test.exs             # Arrow integration
│   ├── transaction_test.exs       # Transaction tests
│   ├── udf_test.exs               # User-defined functions
│   └── filesystem_test.exs        # Filesystem integration
└── support/
    ├── test_helper.exs
    └── fixtures/
        ├── test.csv
        ├── test.parquet
        └── test.json
Test Patterns
	Property-based testing (StreamData)
	Comparison testing against Python client
	Integration tests with real DuckDB operations
	Concurrent access tests
	Memory leak detection

Integration Points
Arrow Integration
Support Apache Arrow for zero-copy data exchange:
defmodule DuckdbEx.Arrow do
  @spec to_arrow_table(Relation.t(), keyword()) :: {:ok, term()}
  @spec from_arrow(Connection.t(), term()) :: {:ok, Relation.t()}
  @spec to_arrow_capsule(Relation.t()) :: {:ok, term()}
end
Explorer Integration
Provide first-class integration with Elixir's Explorer library:
defmodule DuckdbEx.Explorer do
  @spec to_dataframe(Relation.t()) :: Explorer.DataFrame.t()
  @spec from_dataframe(Connection.t(), Explorer.DataFrame.t()) :: Relation.t()
end
Nx Integration
Support Nx tensors for numerical computing:
defmodule DuckdbEx.Nx do
  @spec to_tensor(Relation.t()) :: Nx.Tensor.t()
  @spec from_tensor(Connection.t(), Nx.Tensor.t(), keyword()) :: Relation.t()
end
Performance Considerations
Optimization Strategies
	Lazy Evaluation: Relations build query plans without execution
	Streaming Results: Support for chunked result fetching
	Zero-Copy: Use Arrow for data transfer where possible
	Connection Pooling: DBConnection-compatible pool
	Prepared Statements: Cache compiled queries
	Batch Operations: Efficient bulk inserts

Benchmarking
Compare performance against:
	Python duckdb client
	PostgreSQL (Postgrex)
	SQLite (Exqlite)

Security Considerations
	SQL Injection: Use parameterized queries exclusively
	Resource Limits: Configurable memory limits
	Path Traversal: Validate file paths for read_csv, etc.
	Extension Loading: Optional restrictions on loading extensions

Configuration
# config/config.exs
config :duckdb_ex,
  default_connection: [
    database: ":memory:",
    config: [
      threads: 4,
      max_memory: "1GB",
      temp_directory: "/tmp/duckdb"
    ]
  ],
  pool: [
    size: 10,
    max_overflow: 5
  ]
Migration from Python
API Compatibility Table
	Python API	Elixir API	Notes
	duckdb.connect()	DuckdbEx.connect()	Returns {:ok, conn} tuple
	con.execute()	Connection.execute()	Same parameters
	con.sql()	Connection.sql()	Returns Relation
	rel.filter()	Relation.filter()	Chainable
	rel.fetchall()	Relation.fetch_all()	Returns {:ok, list}
	duckdb.read_csv()	DuckdbEx.read_csv()	Same options

Migration Guide
Document to be created showing side-by-side examples of Python vs Elixir code.
Documentation Requirements
	ExDoc: Complete module and function documentation
	Guides: Getting started, cookbook, migration guide
	Examples: Real-world usage examples
	Changelog: Track changes and version compatibility
	Type Specs: Complete @spec for all public functions

Future Enhancements
	Ecto Adapter: Full Ecto integration
	Phoenix Integration: LiveView components
	Telemetry: Instrumentation for observability
	Distributed Queries: Multi-node query execution
	Custom Extensions: Elixir-based DuckDB extensions

References
	DuckDB Python source: duckdb-python/ directory
	DuckDB Documentation: https://duckdb.org/docs
	DuckDB Rust: https://github.com/duckdb/duckdb-rs
	Rustler: https://github.com/rusterlium/rustler
	DB Connection: https://github.com/elixir-ecto/db_connection
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Phase 0: Project Setup & Infrastructure
Goals
	Set up development environment
	Configure build system
	Establish testing infrastructure

Tasks
	Rustler Setup
	Add Rustler dependency to mix.exs
	Initialize Rust NIF project structure
	Configure build system (mix compile.rustler)
	Set up DuckDB Rust bindings


	Docker Development Environment
	Create Dockerfile for development
	Include DuckDB native library
	Set up build tools (Rust, Elixir, Mix)
	Create docker-compose.yml for local development


	Testing Infrastructure
	Configure ExUnit
	Set up test helpers
	Add test fixtures (CSV, Parquet, JSON files from Python tests)
	Configure Mox for mocking
	Set up CI/CD pipeline basics


	Documentation Structure
	Initialize ExDoc
	Create docs/ directory structure
	Set up documentation templates



Deliverables
	[ ] Working Rustler NIF skeleton
	[ ] Docker environment that builds successfully
	[ ] Test suite runs (even if empty)
	[ ] Documentation generates

Phase 1: Core Foundation - Connection & Basic Execution
Reference
	duckdb-python/src/duckdb_py/include/duckdb_python/pyconnection/pyconnection.hpp
	duckdb-python/src/duckdb_py/pyconnection/

Goals
	Basic connection management
	Simple query execution
	Result fetching

Modules to Implement
	DuckdbEx.Native (Rust NIF)
// Connection resource
- new_connection(path, config) -> ConnectionResource
- close_connection(conn) -> :ok
- execute(conn, sql, params) -> ResultResource
- query_df(conn, sql) -> RecordBatch

	DuckdbEx.Connection
- connect(database, opts) -> {:ok, conn} | {:error, reason}
- close(conn) -> :ok
- execute(conn, sql, params) -> {:ok, conn} | {:error, reason}
- execute!(conn, sql, params) -> conn

	DuckdbEx.Result
- fetch_one(result) -> {:ok, row | nil}
- fetch_all(result) -> {:ok, [row]}
- fetch_many(result, n) -> {:ok, [row]}

	DuckdbEx.Exceptions
- Define all exception modules
- Implement error mapping from Rust


Tests to Port (from duckdb-python/tests/)
	tests/fast/test_connection.py (basic connection tests)
	tests/fast/test_execute.py (basic execution)
	Basic fetch tests

Deliverables
	[ ] Can connect to :memory: database
	[ ] Can execute simple SELECT queries
	[ ] Can fetch results as tuples
	[ ] Proper exception handling
	[ ] All tests passing

Phase 2: Type System & Data Conversions
Reference
	duckdb-python/duckdb/typing/
	duckdb-python/src/duckdb_py/typing/

Goals
	Complete type system
	Bidirectional type conversions
	Custom type support

Modules to Implement
	DuckdbEx.Type
- Standard type constants
- Type creation functions (list_type, struct_type, etc.)
- Type introspection

	DuckdbEx.Native (extend Rust)
- Type conversion functions
- Support for all DuckDB types
- Decimal handling
- Interval handling
- Complex type handling (list, struct, map, union)

	DuckdbEx.Value.Constant
- Value type wrappers matching Python API
- IntegerValue, StringValue, etc.


Tests to Port
	tests/fast/test_types.py
	tests/fast/test_type_annotation.py
	Type-specific test files

Deliverables
	[ ] All DuckDB types supported
	[ ] Elixir ↔ DuckDB conversions work
	[ ] Decimal precision preserved
	[ ] Date/time handling correct
	[ ] Complex types (struct, list, map) work
	[ ] All type tests passing

Phase 3: Relation API & Query Builder
Reference
	duckdb-python/src/duckdb_py/include/duckdb_python/pyrelation.hpp
	duckdb-python/duckdb/

Goals
	Lazy query builder
	Chainable operations
	All relational operations

Modules to Implement
	DuckdbEx.Relation
- Basic operations: project, filter, limit, order, distinct
- Aggregations: count, sum, avg, min, max, etc.
- Window functions: row_number, rank, lag, lead, etc.
- Set operations: union, except, intersect
- Joins: join, cross
- Execution: execute, fetch_*

	DuckdbEx.Native (extend Rust)
- Relation resource and operations
- Lazy query building
- Result materialization


Tests to Port
	tests/fast/relational_api/ (entire directory)	test_rapi_query.py
	test_rapi_aggregations.py
	test_rapi_windows.py
	test_joins.py
	etc.



Deliverables
	[ ] All basic operations work
	[ ] Aggregations functional
	[ ] Window functions work
	[ ] Joins work correctly
	[ ] Set operations work
	[ ] Method chaining works
	[ ] All relation API tests passing

Phase 4: Data Source Integration
Reference
	duckdb-python/src/duckdb_py/pyconnection/ (read_csv, read_parquet, etc.)

Goals
	CSV reading/writing
	Parquet reading/writing
	JSON support
	DataFrame integration

Modules to Implement
	DuckdbEx.Connection (extend)
- read_csv(conn, path, opts)
- read_json(conn, path, opts)
- read_parquet(conn, path, opts)
- from_query(conn, sql)

	DuckdbEx.Relation (extend)
- to_csv(rel, path, opts)
- to_parquet(rel, path, opts)


Tests to Port
	tests/fast/test_csv.py
	tests/fast/test_parquet.py
	tests/fast/test_json.py

Deliverables
	[x] CSV reading works
	[x] CSV writing works
	[x] Parquet reading works
	[x] Parquet writing works
	[x] JSON reading works
	[ ] All data source tests passing

Phase 5: Arrow Integration
Reference
	duckdb-python/src/duckdb_py/arrow/
	Arrow-related tests

Goals
	Arrow table support
	Zero-copy data exchange
	RecordBatch support

Modules to Implement
	DuckdbEx.Arrow
- to_arrow_table(rel, opts)
- from_arrow(conn, arrow_obj)
- to_record_batch(rel, opts)

	DuckdbEx.Native (extend Rust)
- Arrow C Data Interface
- RecordBatch conversion


Tests to Port
	tests/fast/arrow/ (entire directory)

Deliverables
	[ ] Arrow table export works
	[ ] Arrow import works
	[ ] RecordBatch support
	[ ] All Arrow tests passing

Phase 6: Transactions & Advanced Features
Reference
	Transaction methods in pyconnection.hpp
	UDF-related code

Goals
	Transaction support
	Prepared statements
	User-defined functions

Modules to Implement
	DuckdbEx.Connection (extend)
- begin(conn)
- commit(conn)
- rollback(conn)
- checkpoint(conn)

	DuckdbEx.Statement
- prepare(conn, sql)
- bind(stmt, params)
- execute(stmt)

	DuckdbEx.UDF
- create_function(conn, name, fun, opts)
- remove_function(conn, name)


Tests to Port
	tests/fast/test_transaction.py
	tests/fast/test_prepared.py
	tests/fast/udf/ tests

Deliverables
	[ ] Transactions work correctly
	[ ] Prepared statements functional
	[ ] UDFs can be registered
	[ ] UDFs execute correctly
	[ ] All transaction/UDF tests passing

Phase 7: Filesystem & Extensions
Reference
	duckdb-python/src/duckdb_py/pyfilesystem.cpp
	Extension loading code

Goals
	Filesystem abstraction support
	Extension management
	Virtual filesystem integration

Modules to Implement
	DuckdbEx.Filesystem
- register_filesystem(conn, fs)
- unregister_filesystem(conn, name)
- list_filesystems(conn)

	DuckdbEx.Extension
- install_extension(conn, name, opts)
- load_extension(conn, name)


Tests to Port
	tests/fast/test_filesystem.py
	Extension-related tests

Deliverables
	[ ] Filesystem registration works
	[ ] Extensions can be installed
	[ ] Extensions can be loaded
	[ ] All filesystem/extension tests passing

Phase 8: Expression API
Reference
	duckdb-python/src/duckdb_py/expression/

Goals
	Expression building API
	Type-safe query construction

Modules to Implement
	DuckdbEx.Expression
	Base expression module


	DuckdbEx.Expression.Column

	DuckdbEx.Expression.Constant

	DuckdbEx.Expression.Function

	DuckdbEx.Expression.Case

	DuckdbEx.Expression.Lambda


Tests to Port
	Expression-related tests

Deliverables
	[ ] Expression API functional
	[ ] Type-safe query building
	[ ] All expression tests passing

Phase 9: Explorer & Nx Integration
Reference
	DuckDB-specific, new for Elixir

Goals
	First-class Explorer support
	Nx tensor support
	Elixir ecosystem integration

Modules to Implement
	DuckdbEx.Explorer
- to_dataframe(rel)
- from_dataframe(conn, df)

	DuckdbEx.Nx
- to_tensor(rel)
- from_tensor(conn, tensor, opts)


Tests
	Custom Explorer integration tests
	Custom Nx integration tests

Deliverables
	[ ] Explorer DataFrame conversion works
	[ ] Nx tensor conversion works
	[ ] Integration tests passing

Phase 10: DBConnection Adapter (Optional)
Goals
	DBConnection protocol implementation
	Connection pooling
	Ecto compatibility foundation

Modules to Implement
	DuckdbEx.DBConnection	Implement DBConnection behaviour
	Connection pool support



Deliverables
	[ ] DBConnection protocol implemented
	[ ] Works with DBConnection.Pool
	[ ] Basic Ecto queries work (without migrations)

Phase 11: Performance & Optimization
Goals
	Performance benchmarks
	Memory optimization
	Streaming improvements

Tasks
	[ ] Benchmark suite
	[ ] Profile memory usage
	[ ] Optimize hot paths
	[ ] Implement streaming for large results
	[ ] Document performance characteristics

Deliverables
	[ ] Performance benchmarks
	[ ] Optimization guide
	[ ] Memory leak prevention

Phase 12: Documentation & Polish
Goals
	Complete documentation
	Examples and guides
	Migration documentation

Tasks
	[ ] Complete all @moduledoc and @doc
	[ ] Write getting started guide
	[ ] Create cookbook with examples
	[ ] Write migration guide from Python
	[ ] API reference complete
	[ ] Publish on Hex.pm

Deliverables
	[ ] Full ExDoc documentation
	[ ] Migration guide
	[ ] Cookbook with 20+ examples
	[ ] Package published

Testing Strategy Per Phase
Test-Driven Development Approach
For each phase:
	Port Python Tests
	Identify relevant Python tests from duckdb-python/tests/
	Translate to Elixir/ExUnit
	Tests should FAIL initially


	Create Mocks (if needed)
	Use Mox to mock NIF calls during development
	Allows Elixir-side development before Rust implementation


	Implement Rust NIF
	Write Rust code to satisfy NIF interface
	Ensure proper error handling
	Resource management


	Implement Elixir Wrapper
	Write Elixir module wrapping NIF calls
	Add Elixir-idiomatic conveniences
	Proper error handling and conversion


	Run Tests
	All ported tests should pass
	Add additional edge case tests
	Property-based tests where appropriate


	Refactor & Optimize
	Code review
	Performance review
	Documentation review



Test Coverage Requirements
	Minimum 90% code coverage
	All public API functions tested
	Error paths tested
	Concurrent access tested
	Memory leak tests

Dependencies
Phase Dependencies
	Phase 1 must complete before any other phase
	Phase 2 must complete before Phase 3
	Phases 4-8 can be done in parallel after Phase 3
	Phase 9 requires Phase 4 (for data exchange)
	Phase 10-12 can be done after core phases (1-8)

External Dependencies
Elixir
	Elixir ~> 1.18
	Rustler ~> 0.35
	ExUnit (testing)
	ExDoc (documentation)
	Jason (JSON)
	Decimal (decimal precision)
	Mox (mocking for tests)

Rust
	rustler ~> 0.35
	duckdb ~> 1.1
	arrow (for Arrow integration)

Development
	Docker
	docker-compose
	DuckDB native library

Success Criteria
Per Phase
	All ported tests passing
	No memory leaks
	Documentation complete
	Code review passed

Overall Project
	100% API parity with Python client
	All Python tests ported and passing
	Performance within 20% of Python client
	Full documentation
	Published on Hex.pm
	Used in at least one production project

Risk Management
Identified Risks
	Rust/Elixir boundary complexity
	Mitigation: Start simple, iterate
	Use Rustler best practices
	Extensive testing of NIF layer


	Performance degradation
	Mitigation: Continuous benchmarking
	Profile early and often
	Zero-copy where possible


	API incompleteness
	Mitigation: Systematic test porting
	Check against Python source regularly
	Track completion percentage


	Memory leaks
	Mitigation: Valgrind testing
	Resource lifecycle testing
	Explicit cleanup in tests


	Type system complexity
	Mitigation: Phase 2 dedicated to types
	Comprehensive type tests
	Reference Python implementation



Timeline Estimation
Assuming 1 developer full-time:
	Phase 0: 1 week
	Phase 1: 2 weeks
	Phase 2: 2 weeks
	Phase 3: 3 weeks
	Phase 4: 2 weeks
	Phase 5: 2 weeks
	Phase 6: 2 weeks
	Phase 7: 1 week
	Phase 8: 1 week
	Phase 9: 1 week
	Phase 10: 2 weeks (optional)
	Phase 11: 1 week
	Phase 12: 1 week

Total: ~20 weeks (5 months)
With multiple developers or part-time work, adjust accordingly.
Monitoring Progress
Completion Metrics
Track for each phase:
	[ ] Tests ported: X/Y
	[ ] Tests passing: X/Y
	[ ] Code coverage: X%
	[ ] Documentation: X%
	[ ] Review status: Not started | In review | Approved


Overall Project Metrics
	Total API functions ported: X/Y
	Total tests ported: X/Y
	Total tests passing: X/Y
	Overall code coverage: X%
	Performance vs Python: X%

Reference Checklist
Before considering any phase complete:
	[ ] Check corresponding Python source code in duckdb-python/
	[ ] Verify all public methods from Python are implemented
	[ ] Verify parameter handling matches Python
	[ ] Verify error handling matches Python
	[ ] Verify type conversions match Python behavior
	[ ] Port all relevant tests from duckdb-python/tests/
	[ ] Document differences (if any) from Python API
	[ ] Update TECHNICAL_DESIGN.md if needed
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    DuckDB Elixir Port - Implementation Agent Instructions

Mission
You are implementing a 100% exact port of the DuckDB Python client to Elixir. This is not an adaptation or interpretation—it is a faithful recreation of the Python API with Elixir idioms.
Critical Rules
	ALWAYS reference duckdb-python/ directory for implementation details
	NEVER guess or invent behavior—check the Python source first
	MUST use Test-Driven Development (TDD) approach
	MUST port tests from duckdb-python/tests/ before implementing features
	MUST use Mox for mocking during Elixir-side development
	MUST verify Docker environment builds before implementing
	MUST write implementation stubs that fail tests initially

Required Reading
Before starting ANY implementation work, you MUST read:
	docs/TECHNICAL_DESIGN.md - Complete technical architecture
	docs/IMPLEMENTATION_ROADMAP.md - Phased implementation plan
	docs/PYTHON_API_REFERENCE.md - Complete Python API catalog

Development Methodology: Test-Driven Development
TDD Workflow (MANDATORY)
For every feature you implement, follow this EXACT sequence:
Step 1: Port Python Tests
# 1. Find relevant test in duckdb-python/tests/
# Example: duckdb-python/tests/fast/test_connection.py

# 2. Port to ExUnit format
defmodule DuckdbEx.ConnectionTest do
  use ExUnit.Case

  # Port each Python test function to Elixir
  test "connect to memory database" do
    # This WILL fail initially
    {:ok, conn} = DuckdbEx.connect(:memory)
    assert conn != nil
  end
end
Step 2: Create Implementation Stubs
# lib/duckdb_ex/connection.ex
defmodule DuckdbEx.Connection do
  @moduledoc """
  DuckDB connection management.

  Reference: duckdb-python/src/duckdb_py/include/duckdb_python/pyconnection/pyconnection.hpp
  """

  @type t :: reference()

  @spec connect(String.t() | :memory, keyword()) :: {:ok, t()} | {:error, term()}
  def connect(_database, _opts \\\\ []) do
    # Stub implementation - SHOULD FAIL TESTS
    raise "Not implemented yet"
  end
end
Step 3: Run Tests (They MUST Fail)
mix test
# Expected: Failures because stubs raise/return wrong values

Step 4: Implement NIF Layer (Rust)
// native/duckdb_nif/src/connection.rs

use rustler::{Encoder, Env, Error, ResourceArc, Term};
use duckdb::Connection as DuckDBConnection;

#[derive(Debug)]
pub struct ConnectionResource {
    inner: Mutex<DuckDBConnection>,
}

#[rustler::nif]
fn new_connection(path: String) -> Result<ResourceArc<ConnectionResource>, Error> {
    let conn = DuckDBConnection::open(&path)
        .map_err(|e| Error::Term(Box::new(e.to_string())))?;

    Ok(ResourceArc::new(ConnectionResource {
        inner: Mutex::new(conn),
    }))
}
Step 5: Implement Elixir Wrapper
defmodule DuckdbEx.Connection do
  alias DuckdbEx.Native

  def connect(database, opts \\\\ []) do
    path = case database do
      :memory -> ":memory:"
      str when is_binary(str) -> str
    end

    case Native.new_connection(path) do
      {:ok, conn_ref} -> {:ok, conn_ref}
      {:error, reason} -> {:error, reason}
    end
  end
end
Step 6: Run Tests Again
mix test
# Expected: Tests now pass

Step 7: Verify Against Python Behavior
# Run equivalent Python code to verify exact behavior
python3 -c "import duckdb; conn = duckdb.connect(':memory:'); print(conn)"

Docker Environment Setup (DO THIS FIRST)
Create Dockerfile
# Dockerfile
FROM elixir:1.18-alpine

# Install build dependencies
RUN apk add --no-cache \
    build-base \
    git \
    curl \
    rust \
    cargo \
    sqlite-dev

# Install Hex and Rebar
RUN mix local.hex --force && \
    mix local.rebar --force

# Set working directory
WORKDIR /app

# Copy project files
COPY mix.exs mix.lock ./
COPY config ./config
RUN mix deps.get
RUN mix deps.compile

COPY . .

# Compile project
RUN mix compile

CMD ["iex", "-S", "mix"]
Create docker-compose.yml
# docker-compose.yml
version: '3.8'

services:
  dev:
    build: .
    volumes:
      - .:/app
      - build:/app/_build
      - deps:/app/deps
    environment:
      - MIX_ENV=dev
    command: iex -S mix

  test:
    build: .
    volumes:
      - .:/app
      - build:/app/_build
      - deps:/app/deps
    environment:
      - MIX_ENV=test
    command: mix test

volumes:
  build:
  deps:
Build and Verify
# Build the Docker environment
docker-compose build

# Run tests (should pass even if empty)
docker-compose run test

# Start dev shell
docker-compose run dev

Project Structure to Create
Phase 0 Deliverables
/home/home/p/g/n/duckdb_ex/
├── Dockerfile                 # CREATE THIS
├── docker-compose.yml         # CREATE THIS
├── mix.exs                    # UPDATE: Add dependencies
├── config/
│   └── config.exs            # CREATE: Basic config
├── lib/
│   └── duckdb_ex/
│       ├── native.ex         # CREATE: NIF wrapper
│       ├── connection.ex     # CREATE: Connection module stub
│       ├── relation.ex       # CREATE: Relation module stub
│       ├── result.ex         # CREATE: Result module stub
│       ├── type.ex           # CREATE: Type module stub
│       └── exceptions.ex     # CREATE: All exception modules
├── native/
│   └── duckdb_nif/
│       ├── Cargo.toml        # CREATE: Rust project
│       └── src/
│           ├── lib.rs        # CREATE: NIF entry point
│           ├── connection.rs # CREATE: Connection resource
│           └── error.rs      # CREATE: Error mapping
├── test/
│   ├── test_helper.exs       # UPDATE: Test setup
│   ├── duckdb_ex_test.exs    # CREATE: Module-level tests
│   ├── connection_test.exs   # CREATE: Connection tests
│   ├── relation_test.exs     # CREATE: Relation tests
│   └── support/
│       └── fixtures/         # CREATE: Test data files
└── docs/
    ├── TECHNICAL_DESIGN.md   # ✓ Already created
    ├── IMPLEMENTATION_ROADMAP.md  # ✓ Already created
    └── PYTHON_API_REFERENCE.md    # ✓ Already created
Dependencies to Add
mix.exs
defmodule DuckdbEx.MixProject do
  use Mix.Project

  def project do
    [
      app: :duckdb_ex,
      version: "0.1.0",
      elixir: "~> 1.18",
      start_permanent: Mix.env() == :prod,
      deps: deps(),

      # Add these
      compilers: [:rustler] ++ Mix.compilers(),
      rustler_crates: [
        duckdb_nif: [
          path: "native/duckdb_nif",
          mode: :release
        ]
      ]
    ]
  end

  def application do
    [
      extra_applications: [:logger]
    ]
  end

  defp deps do
    [
      # NIF framework
      {:rustler, "~> 0.35.0"},

      # Decimal precision
      {:decimal, "~> 2.0"},

      # JSON
      {:jason, "~> 1.4"},

      # Documentation
      {:ex_doc, "~> 0.34", only: :dev, runtime: false},

      # Testing
      {:mox, "~> 1.0", only: :test},
      {:stream_data, "~> 1.0", only: :test},

      # Optional: Explorer integration
      {:explorer, "~> 0.11", optional: true},

      # Optional: Nx integration
      {:nx, "~> 0.9", optional: true}
    ]
  end
end
native/duckdb_nif/Cargo.toml
[package]
name = "duckdb_nif"
version = "0.1.0"
edition = "2021"

[lib]
name = "duckdb_nif"
crate-type = ["cdylib"]

[dependencies]
rustler = "0.35"
duckdb = { version = "1.1", features = ["bundled"] }
Implementation Sequence
STOP! Before You Start
	✅ Have you read ALL three docs files?
	✅ Have you created the Docker environment?
	✅ Does docker-compose run test work?
	✅ Have you added all dependencies to mix.exs?
	✅ Have you initialized the Rust NIF project?

If any answer is NO, STOP and complete that step first.
Phase 0: Infrastructure (START HERE)
Objective: Get the build system working
	Create Dockerfile and docker-compose.yml
	Use templates above
	Build: docker-compose build
	Verify: docker-compose run dev


	Initialize Rustler
# In project root
mix rustler.new duckdb_nif


	Update mix.exs
	Add all dependencies listed above
	Configure Rustler compiler
	Run: docker-compose run dev mix deps.get


	Create Basic NIF
// native/duckdb_nif/src/lib.rs
use rustler::{Env, Term};

rustler::init!("Elixir.DuckdbEx.Native", [
    test_nif
]);

#[rustler::nif]
fn test_nif() -> String {
    "NIF is working!".to_string()
}
# lib/duckdb_ex/native.ex
defmodule DuckdbEx.Native do
  use Rustler, otp_app: :duckdb_ex, crate: "duckdb_nif"

  def test_nif(), do: :erlang.nif_error(:nif_not_loaded)
end

	Verify Build
docker-compose run dev mix compile
docker-compose run dev iex -S mix
# In IEx:
iex> DuckdbEx.Native.test_nif()
"NIF is working!"


	Create Exception Modules
# lib/duckdb_ex/exceptions.ex
defmodule DuckdbEx.Exceptions do
  # Reference: duckdb-python/duckdb/__init__.py

  defmodule Error do
    defexception [:message]
  end

  # ... create ALL exception types from PYTHON_API_REFERENCE.md
  # Each should be a simple defexception with :message field
end

	Create Module Stubs
	lib/duckdb_ex/connection.ex - Empty module with @moduledoc
	lib/duckdb_ex/relation.ex - Empty module with @moduledoc
	lib/duckdb_ex/result.ex - Empty module with @moduledoc
	lib/duckdb_ex/type.ex - Empty module with @moduledoc


	Create Test Infrastructure
# test/test_helper.exs
ExUnit.start()

# Import Mox for mocking
Mox.defmock(DuckdbEx.MockNative, for: DuckdbEx.NativeBehaviour)

	CHECKPOINT: Docker builds, tests run, NIF loads


Phase 1: Basic Connection (IMPLEMENT THIS AFTER PHASE 0)
Reference Files:
	Python: duckdb-python/src/duckdb_py/pyconnection/
	Tests: duckdb-python/tests/fast/test_connection.py

Step 1.1: Port Connection Tests
Create test/connection_test.exs:
defmodule DuckdbEx.ConnectionTest do
  use ExUnit.Case

  # Reference: duckdb-python/tests/fast/test_connection.py

  describe "connect/2" do
    test "connects to memory database" do
      {:ok, conn} = DuckdbEx.Connection.connect(:memory)
      assert is_reference(conn)
    end

    test "connects to file database" do
      path = "/tmp/test_#{:rand.uniform(10000)}.db"
      {:ok, conn} = DuckdbEx.Connection.connect(path)
      assert is_reference(conn)
      DuckdbEx.Connection.close(conn)
      File.rm(path)
    end

    test "returns error for invalid path" do
      {:error, _reason} = DuckdbEx.Connection.connect("/invalid/path/db.duckdb")
    end

    # Port MORE tests from Python test_connection.py
  end

  describe "close/1" do
    test "closes connection successfully" do
      {:ok, conn} = DuckdbEx.Connection.connect(:memory)
      assert :ok = DuckdbEx.Connection.close(conn)
    end
  end

  # Continue porting tests...
end
RUN TESTS: docker-compose run test - Should FAIL because connect/2 not implemented
Step 1.2: Implement NIF Layer
// native/duckdb_nif/src/connection.rs
use rustler::{Encoder, Env, Error, ResourceArc, Term};
use duckdb::Connection as DuckDBConnection;
use std::sync::Mutex;

pub struct ConnectionResource {
    pub inner: Mutex<DuckDBConnection>,
}

#[rustler::nif]
pub fn new_connection(path: String) -> Result<ResourceArc<ConnectionResource>, Error> {
    let db_path = if path == ":memory:" {
        ":memory:"
    } else {
        &path
    };

    let conn = DuckDBConnection::open(db_path)
        .map_err(|e| Error::Term(Box::new(format!("Connection error: {}", e))))?;

    Ok(ResourceArc::new(ConnectionResource {
        inner: Mutex::new(conn),
    }))
}

#[rustler::nif]
pub fn close_connection(conn: ResourceArc<ConnectionResource>) -> Result<(), Error> {
    // Connection is closed when resource is dropped
    drop(conn);
    Ok(())
}
// native/duckdb_nif/src/lib.rs
mod connection;

use rustler::{Env, Term};

fn on_load(env: Env, _info: Term) -> bool {
    rustler::resource!(connection::ConnectionResource, env);
    true
}

rustler::init!(
    "Elixir.DuckdbEx.Native",
    [
        connection::new_connection,
        connection::close_connection,
    ],
    load = on_load
);
Step 1.3: Implement Elixir Wrapper
# lib/duckdb_ex/connection.ex
defmodule DuckdbEx.Connection do
  @moduledoc """
  DuckDB connection management.

  This module provides a faithful port of the DuckDBPyConnection class.

  Reference: duckdb-python/src/duckdb_py/include/duckdb_python/pyconnection/pyconnection.hpp

  ## Examples

      iex> {:ok, conn} = DuckdbEx.Connection.connect(:memory)
      iex> DuckdbEx.Connection.close(conn)
      :ok
  """

  alias DuckdbEx.Native
  alias DuckdbEx.Exceptions

  @type t :: reference()

  @doc """
  Opens a connection to a DuckDB database.

  ## Parameters

  - `database` - Database path or `:memory:` for in-memory database
  - `opts` - Connection options (keyword list)
    - `:read_only` - Open in read-only mode (default: false)
    - `:config` - Database configuration map

  ## Examples

      {:ok, conn} = DuckdbEx.Connection.connect(:memory)
      {:ok, conn} = DuckdbEx.Connection.connect("/path/to/db.duckdb")
      {:ok, conn} = DuckdbEx.Connection.connect(:memory, config: %{"threads" => 4})

  Reference: duckdb.connect() in Python
  """
  @spec connect(String.t() | :memory, keyword()) :: {:ok, t()} | {:error, term()}
  def connect(database, opts \\\\ []) do
    path = database_path(database)

    case Native.new_connection(path) do
      {:ok, conn_ref} -> {:ok, conn_ref}
      {:error, reason} -> {:error, %Exceptions.ConnectionException{message: reason}}
    end
  end

  @doc """
  Closes the database connection.

  Reference: DuckDBPyConnection.close() in Python
  """
  @spec close(t()) :: :ok
  def close(conn) do
    case Native.close_connection(conn) do
      {:ok, _} -> :ok
      {:error, _} -> :ok  # Already closed
    end
  end

  defp database_path(:memory), do: ":memory:"
  defp database_path(path) when is_binary(path), do: path
end
Step 1.4: Run Tests
docker-compose run test
# Should now PASS basic connection tests

Step 1.5: Reference Python for Exact Behavior
Before moving on, verify behavior matches Python:
# In Python
python3 << EOF
import duckdb
conn = duckdb.connect(':memory:')
print(type(conn))
print(conn)
conn.close()
EOF

Compare output with Elixir version. Adjust if needed.
Continue with Each Feature...
For each subsequent feature (execute, fetch, types, relations, etc.):
	Read relevant section in PYTHON_API_REFERENCE.md
	Port tests from duckdb-python/tests/
	Run tests (should fail)
	Check Python source for exact implementation
	Implement Rust NIF
	Implement Elixir wrapper
	Run tests (should pass)
	Verify against Python behavior
	Document any differences

Testing Guidelines
Test Categories
	Unit Tests: Test individual functions
	Integration Tests: Test complete workflows
	Property Tests: Use StreamData for property-based testing
	Comparison Tests: Compare results with Python client

Example Property Test
defmodule DuckdbEx.TypePropertyTest do
  use ExUnit.Case
  use ExUnitProperties

  property "round-trip integer values" do
    check all int <- integer() do
      {:ok, conn} = DuckdbEx.Connection.connect(:memory)
      {:ok, result} = DuckdbEx.Connection.execute(conn, "SELECT ?", [int])
      {:ok, [{returned}]} = DuckdbEx.Result.fetch_all(result)
      assert returned == int
    end
  end
end
Test Fixtures
Copy test data from duckdb-python/tests/:
# Copy CSV/Parquet/JSON fixtures
cp -r duckdb-python/tests/fast/data test/support/fixtures/

Error Handling
NIF Error Mapping
All DuckDB errors must be mapped to appropriate Elixir exceptions:
// native/duckdb_nif/src/error.rs

pub fn map_duckdb_error(err: duckdb::Error) -> String {
    match err {
        duckdb::Error::DuckDBFailure(_, msg) => {
            // Parse msg to determine exception type
            if msg.contains("Binder Error") {
                format!("BinderException:{}", msg)
            } else if msg.contains("Catalog Error") {
                format!("CatalogException:{}", msg)
            }
            // ... map all error types
        }
        _ => format!("Error:{}", err)
    }
}
# lib/duckdb_ex/native.ex
defmodule DuckdbEx.Native do
  # ...

  @doc false
  def handle_error({:error, error_string}) do
    case String.split(error_string, ":", parts: 2) do
      ["BinderException", msg] ->
        {:error, %DuckdbEx.Exceptions.BinderException{message: msg}}
      ["CatalogException", msg] ->
        {:error, %DuckdbEx.Exceptions.CatalogException{message: msg}}
      # ... handle all exception types
      _ ->
        {:error, %DuckdbEx.Exceptions.Error{message: error_string}}
    end
  end
end
Documentation Requirements
Every module must have:
defmodule DuckdbEx.SomeModule do
  @moduledoc """
  Brief description of module.

  Longer description explaining purpose and usage.

  Reference: duckdb-python/path/to/corresponding/file.hpp

  ## Examples

      iex> # Working example
      iex> {:ok, result} = DuckdbEx.SomeModule.some_function()
  """

  @doc """
  Function description.

  ## Parameters

  - `param1` - Description
  - `param2` - Description

  ## Returns

  Description of return value

  ## Examples

      iex> DuckdbEx.SomeModule.some_function(arg)
      {:ok, result}

  Reference: Python equivalent function name and location
  """
  @spec some_function(term()) :: {:ok, term()} | {:error, term()}
  def some_function(param) do
    # implementation
  end
end
Common Pitfalls to Avoid
❌ DON'T
	Don't guess Python behavior - Always check source
	Don't skip tests - TDD is mandatory
	Don't implement without reading docs - Read ALL reference docs first
	Don't change API without documenting - Any deviation must be justified
	Don't use BEAM processes for connections - Use NIF resources
	Don't forget error handling - Every NIF call can fail

✅ DO
	Do reference Python source constantly
	Do port tests before implementing
	Do verify behavior against Python
	Do use proper type specs
	Do document everything
	Do write property tests
	Do test concurrent access
	Do check for memory leaks

When You Need Help
If you encounter:
	Ambiguous Python behavior: Run Python code to clarify
	Rust compilation errors: Check Rustler documentation
	Type conversion issues: Reference TECHNICAL_DESIGN.md type mapping
	Test failures: Compare with equivalent Python test output
	Performance issues: Profile and compare with Python

Success Criteria for Each Phase
Before considering a phase complete:
	[ ] All Python tests ported
	[ ] All ported tests passing
	[ ] No memory leaks (test with :observer)
	[ ] All public functions documented
	[ ] Type specs complete
	[ ] Behavior verified against Python
	[ ] Code reviewed
	[ ] Integration tests passing

Final Checklist
Before submitting implementation:
	[ ] Docker environment builds successfully
	[ ] All tests pass: docker-compose run test
	[ ] Documentation generates: mix docs
	[ ] No compiler warnings
	[ ] Code formatted: mix format
	[ ] Dialyzer passes (if configured)
	[ ] CHANGELOG.md updated
	[ ] Example code in README works

Remember
This is a port, not a redesign. When in doubt:
	Check duckdb-python/ source
	Run Python version to see behavior
	Port that exact behavior to Elixir
	Document if you must deviate

Your goal: An Elixir developer should be able to use DuckDB with the exact same semantics as the Python client, just with Elixir syntax.
Good luck! 🦆
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    DuckDB Python API Reference for Porting

Purpose
This document provides a quick reference for the agent implementing the Elixir port. It catalogs the complete Python API surface that must be ported.
Source Location
Primary Source: duckdb-python/ directory
Key Files to Reference:
	duckdb-python/duckdb/__init__.py - Module-level API exports
	duckdb-python/src/duckdb_py/include/duckdb_python/pyconnection/pyconnection.hpp - Connection API
	duckdb-python/src/duckdb_py/include/duckdb_python/pyrelation.hpp - Relation API
	duckdb-python/src/duckdb_py/include/duckdb_python/pyresult.hpp - Result API
	duckdb-python/duckdb/typing/__init__.py - Type system
	duckdb-python/tests/ - Comprehensive test suite

How to Use This Reference
	When implementing a module, find the corresponding section below
	Reference the Python source file location
	Check all methods, parameters, and return types
	Port the exact semantics and behavior
	Refer to Python tests for expected behavior

Module-Level API (duckdb module)
Source: duckdb-python/duckdb/__init__.py
Functions Exported at Module Level
# Connection management
connect(database: str = ":memory:", read_only: bool = False, config: dict = None) -> DuckDBPyConnection
default_connection() -> DuckDBPyConnection
set_default_connection(conn: DuckDBPyConnection) -> None

# Query execution (uses default connection)
execute(query: str, params: list = None) -> DuckDBPyConnection
executemany(query: str, params: list = None) -> DuckDBPyConnection
close() -> None
interrupt() -> None

# Query and relation creation
query(query: str) -> DuckDBPyRelation
sql(query: str) -> DuckDBPyRelation
table(name: str) -> DuckDBPyRelation
view(name: str) -> DuckDBPyRelation
values(values: list) -> DuckDBPyRelation
from_query(query: str) -> DuckDBPyRelation

# Data source readers
read_csv(path: str, **kwargs) -> DuckDBPyRelation
read_json(path: str, **kwargs) -> DuckDBPyRelation
read_parquet(path: str, **kwargs) -> DuckDBPyRelation
from_df(df: DataFrame) -> DuckDBPyRelation
from_arrow(arrow: Table) -> DuckDBPyRelation
from_parquet(path: str, **kwargs) -> DuckDBPyRelation
from_csv_auto(path: str, **kwargs) -> DuckDBPyRelation

# Fetch methods
fetchall() -> list
fetchone() -> tuple | None
fetchmany(size: int) -> list
fetchdf() -> DataFrame
fetchnumpy() -> dict

# Utility
extract_statements(query: str) -> list
get_table_names(query: str) -> set

# Object registration
register(name: str, obj: Any) -> DuckDBPyConnection
unregister(name: str) -> DuckDBPyConnection

# Type creation functions
list_type(type: DuckDBPyType) -> DuckDBPyType
array_type(type: DuckDBPyType, size: int) -> DuckDBPyType
map_type(key: DuckDBPyType, value: DuckDBPyType) -> DuckDBPyType
struct_type(fields: dict) -> DuckDBPyType
row_type(fields: dict) -> DuckDBPyType
union_type(members: dict) -> DuckDBPyType
enum_type(name: str, type: DuckDBPyType, values: list) -> DuckDBPyType
decimal_type(width: int, scale: int) -> DuckDBPyType
string_type(collation: str = None) -> DuckDBPyType

# Filesystem
register_filesystem(filesystem: AbstractFileSystem) -> None
unregister_filesystem(name: str) -> None
list_filesystems() -> list
filesystem_is_registered(name: str) -> bool

# Extensions
install_extension(name: str, **kwargs) -> None
load_extension(name: str) -> None

# UDF
create_function(name: str, func: Callable, **kwargs) -> DuckDBPyConnection
remove_function(name: str) -> DuckDBPyConnection

# Transactions
begin() -> DuckDBPyConnection
commit() -> DuckDBPyConnection
rollback() -> DuckDBPyConnection
checkpoint() -> DuckDBPyConnection

# Misc
query_progress() -> float
DuckDBPyConnection Class
Source: duckdb-python/src/duckdb_py/include/duckdb_python/pyconnection/pyconnection.hpp
Constructor
__init__(database: str = ":memory:", read_only: bool = False, config: dict = None)
Connection Management
close() -> None
interrupt() -> None
Context Manager
__enter__() -> DuckDBPyConnection
__exit__(exc_type, exc_val, exc_tb) -> None
Query Execution
execute(query: str | Statement, params: list | dict = None) -> DuckDBPyConnection
executemany(query: str, params: list) -> DuckDBPyConnection
sql(query: str) -> DuckDBPyRelation
query(query: str, alias: str = "", params: list = None) -> DuckDBPyRelation
extract_statements(query: str) -> list
Table/View Access
table(name: str) -> DuckDBPyRelation
view(name: str) -> DuckDBPyRelation
values(*args) -> DuckDBPyRelation
table_function(name: str, *params) -> DuckDBPyRelation
Data Source Readers
read_csv(path: str | list, **kwargs) -> DuckDBPyRelation
read_json(path: str | list, **kwargs) -> DuckDBPyRelation
read_parquet(path: str | list, **kwargs) -> DuckDBPyRelation
from_df(df: DataFrame) -> DuckDBPyRelation
from_arrow(arrow_obj) -> DuckDBPyRelation
from_csv_auto(path: str, **kwargs) -> DuckDBPyRelation
from_parquet(path: str, **kwargs) -> DuckDBPyRelation
from_query(query: str) -> DuckDBPyRelation
Result Fetching
fetchone() -> tuple | None
fetchmany(size: int = 1) -> list[tuple]
fetchall() -> list[tuple]
fetchdf(date_as_object: bool = False) -> DataFrame
fetch_df(date_as_object: bool = False) -> DataFrame
fetch_df_chunk(vectors_per_chunk: int = 1, date_as_object: bool = False) -> DataFrame
fetchnumpy() -> dict
fetch_arrow_table(rows_per_batch: int) -> Table
fetch_record_batch(rows_per_batch: int) -> RecordBatchReader
pl() -> LazyFrame  # Polars
torch() -> dict  # PyTorch
tf() -> dict  # TensorFlow
Result Description
description -> list[tuple] | None
rowcount -> int
Transactions
begin() -> DuckDBPyConnection
commit() -> DuckDBPyConnection
rollback() -> DuckDBPyConnection
checkpoint() -> DuckDBPyConnection
Object Registration
register(name: str, obj: Any) -> DuckDBPyConnection
unregister(name: str) -> DuckDBPyConnection
append(table_name: str, df: DataFrame, by_name: bool = False) -> DuckDBPyConnection
Type Creation
map_type(key_type: DuckDBPyType, value_type: DuckDBPyType) -> DuckDBPyType
struct_type(fields: dict) -> DuckDBPyType
list_type(type: DuckDBPyType) -> DuckDBPyType
array_type(type: DuckDBPyType, size: int) -> DuckDBPyType
union_type(members: dict) -> DuckDBPyType
enum_type(name: str, type: DuckDBPyType, values: list) -> DuckDBPyType
decimal_type(width: int, scale: int) -> DuckDBPyType
string_type(collation: str = "") -> DuckDBPyType
type(type_str: str) -> DuckDBPyType
dtype(obj) -> DuckDBPyType
UDF Management
create_function(
    name: str,
    function: Callable,
    parameters: list = None,
    return_type: DuckDBPyType = None,
    type: PythonUDFType = PythonUDFType.NATIVE,
    null_handling: FunctionNullHandling = FunctionNullHandling.DEFAULT_NULL_HANDLING,
    exception_handling: PythonExceptionHandling = PythonExceptionHandling.FORWARD_ERROR,
    side_effects: bool = False
) -> DuckDBPyConnection

remove_function(name: str) -> DuckDBPyConnection
Filesystem
register_filesystem(filesystem: AbstractFileSystem) -> None
unregister_filesystem(name: str) -> None
list_filesystems() -> list
filesystem_is_registered(name: str) -> bool
Extensions
install_extension(
    extension: str,
    force_install: bool = False,
    repository: str = None,
    repository_url: str = None,
    version: str = None
) -> None

load_extension(extension: str) -> None
Metadata
get_table_names(query: str = "", qualified: bool = False) -> set[str]
Utility
cursor() -> DuckDBPyConnection  # Returns a new cursor (connection)
query_progress() -> float
DuckDBPyRelation Class
Source: duckdb-python/src/duckdb_py/include/duckdb_python/pyrelation.hpp
Properties
alias -> str
columns -> list[str]
types -> list[str]
type -> str  # Relation type
dtypes -> list[str]
Basic Operations
project(*args, groups: str = "") -> DuckDBPyRelation
filter(condition: str | Expression) -> DuckDBPyRelation
limit(n: int, offset: int = 0) -> DuckDBPyRelation
order(expr: str) -> DuckDBPyRelation
sort(*args) -> DuckDBPyRelation
distinct() -> DuckDBPyRelation
unique(aggr_columns: str) -> DuckDBPyRelation
Aliasing
set_alias(alias: str) -> DuckDBPyRelation
alias(alias: str) -> DuckDBPyRelation  # Same as set_alias
Aggregations
aggregate(expr: str | list, groups: str = "") -> DuckDBPyRelation
any_value(column: str, groups: str = "", **kwargs) -> DuckDBPyRelation
arg_max(arg: str, val: str, groups: str = "", **kwargs) -> DuckDBPyRelation
arg_min(arg: str, val: str, groups: str = "", **kwargs) -> DuckDBPyRelation
avg(column: str, groups: str = "", **kwargs) -> DuckDBPyRelation
bit_and(column: str, groups: str = "", **kwargs) -> DuckDBPyRelation
bit_or(column: str, groups: str = "", **kwargs) -> DuckDBPyRelation
bit_xor(column: str, groups: str = "", **kwargs) -> DuckDBPyRelation
bit_string_agg(column: str, **kwargs) -> DuckDBPyRelation
bool_and(column: str, groups: str = "", **kwargs) -> DuckDBPyRelation
bool_or(column: str, groups: str = "", **kwargs) -> DuckDBPyRelation
count(column: str = "*", groups: str = "", **kwargs) -> DuckDBPyRelation
favg(column: str, groups: str = "", **kwargs) -> DuckDBPyRelation
first(column: str, groups: str = "", **kwargs) -> DuckDBPyRelation
fsum(column: str, groups: str = "", **kwargs) -> DuckDBPyRelation
geo_mean(column: str, groups: str = "", **kwargs) -> DuckDBPyRelation
histogram(column: str, groups: str = "", **kwargs) -> DuckDBPyRelation
last(column: str, groups: str = "", **kwargs) -> DuckDBPyRelation
list(column: str, groups: str = "", **kwargs) -> DuckDBPyRelation
max(column: str, groups: str = "", **kwargs) -> DuckDBPyRelation
median(column: str, groups: str = "", **kwargs) -> DuckDBPyRelation
min(column: str, groups: str = "", **kwargs) -> DuckDBPyRelation
mode(column: str, groups: str = "", **kwargs) -> DuckDBPyRelation
product(column: str, groups: str = "", **kwargs) -> DuckDBPyRelation
quantile_cont(column: str, q: float | list, **kwargs) -> DuckDBPyRelation
quantile_disc(column: str, q: float | list, **kwargs) -> DuckDBPyRelation
stddev_pop(column: str, groups: str = "", **kwargs) -> DuckDBPyRelation
stddev_samp(column: str, groups: str = "", **kwargs) -> DuckDBPyRelation
string_agg(column: str, sep: str = ",", **kwargs) -> DuckDBPyRelation
sum(column: str, groups: str = "", **kwargs) -> DuckDBPyRelation
value_counts(column: str, groups: str = "") -> DuckDBPyRelation
var_pop(column: str, groups: str = "", **kwargs) -> DuckDBPyRelation
var_samp(column: str, groups: str = "", **kwargs) -> DuckDBPyRelation
Window Functions
row_number(window_spec: str, projected_columns: str = "") -> DuckDBPyRelation
rank(window_spec: str, projected_columns: str = "") -> DuckDBPyRelation
dense_rank(window_spec: str, projected_columns: str = "") -> DuckDBPyRelation
percent_rank(window_spec: str, projected_columns: str = "") -> DuckDBPyRelation
cume_dist(window_spec: str, projected_columns: str = "") -> DuckDBPyRelation
ntile(window_spec: str, num_buckets: int, projected_columns: str = "") -> DuckDBPyRelation
lag(column: str, window_spec: str, offset: int = 1, **kwargs) -> DuckDBPyRelation
lead(column: str, window_spec: str, offset: int = 1, **kwargs) -> DuckDBPyRelation
first_value(column: str, window_spec: str = "", **kwargs) -> DuckDBPyRelation
last_value(column: str, window_spec: str = "", **kwargs) -> DuckDBPyRelation
nth_value(column: str, window_spec: str, offset: int, **kwargs) -> DuckDBPyRelation
Set Operations
union(other: DuckDBPyRelation) -> DuckDBPyRelation
except_(other: DuckDBPyRelation) -> DuckDBPyRelation  # Note: except is keyword
intersect(other: DuckDBPyRelation) -> DuckDBPyRelation
Joins
join(other: DuckDBPyRelation, condition: str | Expression, how: str = "inner") -> DuckDBPyRelation
cross(other: DuckDBPyRelation) -> DuckDBPyRelation
Execution & Fetching
execute() -> DuckDBPyRelation
fetchone() -> tuple | None
fetchmany(size: int = 1) -> list[tuple]
fetchall() -> list[tuple]
fetchdf(date_as_object: bool = False) -> DataFrame
fetch_df(date_as_object: bool = False) -> DataFrame
fetch_df_chunk(vectors_per_chunk: int = 1, date_as_object: bool = False) -> DataFrame
fetchnumpy() -> dict
fetch_arrow_table(rows_per_batch: int) -> Table
fetch_record_batch_reader(rows_per_batch: int) -> RecordBatchReader
pl(rows_per_batch: int = 1000000, lazy: bool = False) -> DataFrame | LazyFrame
torch() -> dict
tf() -> dict
Data Export
to_arrow_table(batch_size: int = 1000000) -> Table
to_record_batch(batch_size: int = 1000000) -> RecordBatchReader
to_csv(filename: str, **kwargs) -> None
to_parquet(filename: str, **kwargs) -> None
Arrow Capsule (PyCapsule Interface)
__arrow_c_stream__(requested_schema=None) -> PyCapsule
Transformations
map(func: Callable, schema=None) -> DuckDBPyRelation
Table/View Operations
create_view(name: str, replace: bool = True) -> DuckDBPyRelation
create(table_name: str) -> None
insert_into(table_name: str) -> None
insert(values: list) -> None
update(set_exprs: dict, where: str = None) -> None
Metadata
describe() -> DuckDBPyRelation
description -> list[tuple]
shape -> tuple[int, int]
len() -> int  # __len__
SQL Generation
query(view_name: str, sql_query: str) -> DuckDBPyRelation
to_sql() -> str
explain(type: ExplainType = ExplainType.PHYSICAL) -> str
Display
show(max_width: int = None, max_rows: int = None, **kwargs) -> None
print(max_width: int = None, max_rows: int = None, **kwargs) -> None
__str__() -> str
__repr__() -> str
Attribute Access
__getattr__(name: str) -> DuckDBPyRelation  # Column access
Type System
Source: duckdb-python/duckdb/typing/__init__.py
DuckDBPyType Class
# Properties
id -> str
internal_type -> LogicalType

# Methods
__eq__(other) -> bool
__str__() -> str
__repr__() -> str
Type Constructor Functions
# Located in Connection and module level
list_type(type: DuckDBPyType) -> DuckDBPyType
array_type(type: DuckDBPyType, size: int) -> DuckDBPyType
map_type(key: DuckDBPyType, value: DuckDBPyType) -> DuckDBPyType
struct_type(fields: dict | list) -> DuckDBPyType
row_type(fields: dict | list) -> DuckDBPyType
union_type(members: dict | list) -> DuckDBPyType
enum_type(name: str, type: DuckDBPyType, values: list) -> DuckDBPyType
decimal_type(width: int, scale: int) -> DuckDBPyType
string_type(collation: str = "") -> DuckDBPyType
Expression API
Source: duckdb-python/src/duckdb_py/expression/
Base Expression
class Expression:
    __str__() -> str
    __repr__() -> str
    alias(name: str) -> Expression
    cast(type: DuckDBPyType) -> Expression
    isin(*values) -> Expression
    isnotnull() -> Expression
    isnull() -> Expression
    # Operators: ==, !=, <, <=, >, >=, &, |, ~, +, -, *, /, %, **
Column Expression
class ColumnExpression(Expression):
    __init__(name: str)
Constant Expression
class ConstantExpression(Expression):
    __init__(value: Any)
Function Expression
class FunctionExpression(Expression):
    __init__(name: str, *args)
Case Expression
class CaseExpression(Expression):
    when(condition: Expression, value: Expression) -> CaseExpression
    otherwise(value: Expression) -> Expression
Star Expression
class StarExpression(Expression):
    exclude(*columns: str) -> StarExpression
    replace(**replacements) -> StarExpression
Coalesce Operator
coalesce(*expressions) -> Expression
Value Types
Source: duckdb-python/duckdb/value/constant/__init__.py
All value types are subclasses of Value:
class Value:
    type: DuckDBPyType

    def __init__(val: Any, type: DuckDBPyType = None)
    def __str__() -> str
    def __repr__() -> str
    def __eq__(other) -> bool

# Specific value types
BooleanValue(val: bool)
TinyIntValue(val: int)  # aka ByteValue
ShortValue(val: int)
IntegerValue(val: int)
BigIntValue(val: int)  # aka LongValue
HugeIntValue(val: int)
UTinyIntValue(val: int)  # aka UnsignedByteValue
USmallIntValue(val: int)  # aka UnsignedShortValue
UIntegerValue(val: int)
UBigIntValue(val: int)  # aka UnsignedLongValue
UHugeIntValue(val: int)
FloatValue(val: float)
DoubleValue(val: float)
DecimalValue(val: Decimal, width: int, scale: int)
StringValue(val: str)
BlobValue(val: bytes)
BitValue(val: str)
DateValue(val: date)
TimeValue(val: time)
TimestampValue(val: datetime)
TimestampSecondValue(val: datetime)
TimestampMillisecondValue(val: datetime)
TimestampNanosecondValue(val: datetime)
TimestampTimeZoneValue(val: datetime)
TimeTimeZoneValue(val: time)
IntervalValue(val)
UUIDValue(val: UUID | str)
ListValue(val: list, type: DuckDBPyType = None)
StructValue(val: dict, type: DuckDBPyType = None)
MapValue(val: dict, type: DuckDBPyType = None)
UnionValue(val: Any, tag: str, type: DuckDBPyType = None)
NullValue()
Statement Class
Source: duckdb-python/src/duckdb_py/include/duckdb_python/pystatement.hpp
class Statement:
    type: StatementType

    __str__() -> str
    __repr__() -> str
Enums
StatementType
class StatementType(Enum):
    INVALID = 0
    SELECT = 1
    INSERT = 2
    UPDATE = 3
    EXPLAIN = 4
    DELETE = 5
    PREPARE = 6
    CREATE = 7
    EXECUTE = 8
    ALTER = 9
    TRANSACTION = 10
    COPY = 11
    ANALYZE = 12
    VARIABLE_SET = 13
    CREATE_FUNC = 14
    DROP = 15
    EXPORT = 16
    PRAGMA = 17
    VACUUM = 18
    CALL = 19
    SET = 20
    LOAD = 21
    RELATION = 22
    EXTENSION = 23
    LOGICAL_PLAN = 24
    ATTACH = 25
    DETACH = 26
    MULTI = 27
ExplainType
class ExplainType(Enum):
    STANDARD = "standard"
    ANALYZE = "analyze"
    PHYSICAL = "physical"
    PHYSICAL_ONLY = "physical_only"
    ALL_OPTIMIZATIONS = "all_optimizations"
RenderMode
class RenderMode(Enum):
    ROWS = "rows"
    COLUMNS = "columns"
PythonUDFType
class PythonUDFType(Enum):
    NATIVE = "native"
    ARROW = "arrow"
PythonExceptionHandling
class PythonExceptionHandling(Enum):
    FORWARD_ERROR = "default"
    RETURN_NULL = "return_null"
FunctionNullHandling
class FunctionNullHandling(Enum):
    DEFAULT = "default"
    SPECIAL = "special"
CSVLineTerminator
class CSVLineTerminator(Enum):
    SINGLE = "\n"
    CARRY_RETURN = "\r"
    BOTH = "\r\n"
Exception Hierarchy
Source: duckdb-python/duckdb/__init__.py (imports from _duckdb)
# Base exceptions
Error(Exception)
Warning(Exception)

# DB-API 2.0 exceptions
DatabaseError(Error)
DataError(DatabaseError)
OperationalError(DatabaseError)
IntegrityError(DatabaseError)
InternalError(DatabaseError)
ProgrammingError(DatabaseError)
NotSupportedError(DatabaseError)

# DuckDB-specific exceptions
BinderException(Error)
CatalogException(Error)
ConnectionException(Error)
ConstraintException(Error)
ConversionException(Error)
DependencyException(Error)
FatalException(Error)
HTTPException(Error)
InternalException(Error)
InterruptException(Error)
InvalidInputException(Error)
InvalidTypeException(Error)
IOException(Error)
NotImplementedException(Error)
OutOfMemoryException(Error)
OutOfRangeException(Error)
ParserException(Error)
PermissionException(Error)
SequenceException(Error)
SerializationException(Error)
SyntaxException(Error)
TransactionException(Error)
TypeMismatchException(Error)
DB-API 2.0 Constants
Source: duckdb-python/duckdb/__init__.py
apilevel = "2.0"
threadsafety = 1
paramstyle = "qmark"  # Also supports named parameters

# Type objects
BINARY
DATETIME
NUMBER
ROWID
STRING
Filesystem Integration
Source: duckdb-python/src/duckdb_py/pyfilesystem.cpp
Requires fsspec-compatible filesystem objects:
# Must implement fsspec.AbstractFileSystem protocol
class AbstractFileSystem:
    protocol: str | tuple[str, ...]

    # Required methods
    def open(path, mode, **kwargs)
    def ls(path, detail=True, **kwargs)
    def info(path, **kwargs)
    def exists(path)
    # etc.
Test Files to Reference
Critical test files in duckdb-python/tests/:
Core Functionality
	fast/test_connection.py - Connection tests
	fast/test_execute.py - Query execution
	fast/test_fetch.py - Result fetching
	fast/test_types.py - Type system
	fast/test_dbapi.py - DB-API compatibility

Relational API
	fast/relational_api/test_rapi_query.py
	fast/relational_api/test_rapi_aggregations.py
	fast/relational_api/test_rapi_windows.py
	fast/relational_api/test_joins.py
	fast/relational_api/test_pivot.py

Data Sources
	fast/test_csv.py
	fast/test_parquet.py
	fast/test_json.py
	fast/arrow/ (directory)

Advanced Features
	fast/test_transaction.py
	fast/test_prepared.py
	fast/test_filesystem.py
	fast/udf/ (directory)

Implementation Notes
Key Behaviors to Preserve
	Lazy Evaluation: Relations don't execute until materialized
	Method Chaining: All relation methods return new relations
	Parameter Binding: Support both positional (?) and named (:param)
	Type Inference: Automatic type detection from Python/Elixir values
	Error Messages: Preserve DuckDB's detailed error messages
	Default Connection: Module-level functions use default connection
	Connection as Cursor: Connection acts as its own cursor (DB-API)
	Context Management: Connections support with/Enter protocol

Differences to Document
If any behavior differs from Python (due to language differences), document in:
	Module documentation
	Migration guide
	CHANGELOG.md

When in Doubt
	Check the Python source code first
	Run the Python version to see exact behavior
	Check Python tests for edge cases
	Ask for clarification if truly ambiguous
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DuckDB Elixir Client - A 100% faithful port of the Python duckdb client.
This library provides Elixir bindings to DuckDB, an in-process SQL OLAP database
management system. It mirrors the Python duckdb API for compatibility and ease of migration.
Reference: duckdb-python for API compatibility
Quick Start
# Connect to an in-memory database
{:ok, conn} = DuckdbEx.connect()

# Execute a query
{:ok, result} = DuckdbEx.execute(conn, "SELECT 42 as answer")

# Close the connection
DuckdbEx.close(conn)
Architecture
This implementation uses the DuckDB CLI binary managed through erlexec,
providing a simpler alternative to NIF-based approaches while covering
core SQL and Relation behaviors.
Modules
	DuckdbEx.Connection - Connection management
	DuckdbEx.Port - DuckDB CLI process management
	DuckdbEx.Exceptions - Exception types

Future Modules (to be implemented)
	DuckdbEx.Type - Type system
	DuckdbEx.Expression - Expression helpers
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Closes a database connection.
This is a convenience function that delegates to DuckdbEx.Connection.close/1.
Examples
{:ok, conn} = DuckdbEx.connect()
:ok = DuckdbEx.close(conn)

  



    

    

  
    
      
    
    
      connect(database \\ :memory, opts \\ [])



        
          
        

    

  


  

Opens a connection to a DuckDB database.
This is a convenience function that delegates to DuckdbEx.Connection.connect/2.
Examples
{:ok, conn} = DuckdbEx.connect()
{:ok, conn} = DuckdbEx.connect(:memory)
{:ok, conn} = DuckdbEx.connect("/path/to/db.duckdb")
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Executes a SQL query.
This is a convenience function that delegates to DuckdbEx.Connection.execute/3.
Examples
{:ok, conn} = DuckdbEx.connect()
{:ok, result} = DuckdbEx.execute(conn, "SELECT 1")
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DuckDB CLI resolution and installer helpers.
The installer downloads the DuckDB CLI into priv/duckdb/duckdb (or
priv/duckdb/duckdb.exe on Windows). Runtime resolution checks:
	config :duckdb_ex, :duckdb_path
	DUCKDB_PATH
	priv/duckdb/duckdb (installed binary)
	duckdb on PATH
	/usr/local/bin/duckdb fallback
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          @type arch() :: :amd64 | :arm64
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          @spec download_url(String.t(), os(), arch()) :: {:ok, String.t()} | {:error, term()}
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          @spec install(keyword()) :: {:ok, String.t()} | {:error, term()}
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DuckDB connection management.
This module provides the primary interface to DuckDB databases, mirroring the
functionality of the Python DuckDBPyConnection class.
Reference: duckdb-python/src/duckdb_py/include/duckdb_python/pyconnection/pyconnection.hpp
Overview
A connection represents an active session with a DuckDB database using the
DuckDB CLI managed through erlexec. Connections can be:
	In-memory (:memory:)
	Persistent (file path)
	Read-only or read-write

Examples
# Connect to an in-memory database
{:ok, conn} = DuckdbEx.Connection.connect(:memory)

# Execute a query
{:ok, result} = DuckdbEx.Connection.execute(conn, "SELECT 1")

# Close connection
DuckdbEx.Connection.close(conn)
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        Closes the database connection.
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        Commits the current transaction.
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        Opens a connection to a DuckDB database.
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        Returns the description of the last executed result set.
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        Executes a SQL query.
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        Executes a SQL query multiple times with different parameter sets.
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        Extracts statements from a SQL string.
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        Fetches multiple rows from the last result.
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        Fetches one row from a query result.
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        Creates a relation from a SQL query with an optional alias.
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        Creates a relation from a CSV file or list of files.
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        Creates a relation from a JSON file or list of files.



    


    
      
        read_parquet(conn, path_or_paths, opts \\ [])

      


        Creates a relation from a Parquet file or list of files.
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        Rolls back the current transaction.
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        Returns the rowcount for the last result set.
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        Creates a relation from a SQL query.
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        Creates a relation from a table or view name.
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        Executes a function within a managed transaction.
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        Creates a relation from values.
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          @type t() :: DuckdbEx.Port.t() | DuckdbEx.Cursor.t()
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          @spec begin(t()) :: {:ok, term()} | {:error, term()}


      


Begins a transaction.
Starts a new transaction on the connection. All subsequent queries will be
executed within the transaction context until commit or rollback is called.
Parameters
	conn - The connection

Returns
	{:ok, result} - Transaction started successfully
	{:error, exception} - Failed to start transaction

Examples
{:ok, conn} = DuckdbEx.Connection.connect(:memory)
{:ok, _} = DuckdbEx.Connection.begin(conn)
{:ok, _} = DuckdbEx.Connection.execute(conn, "INSERT INTO users VALUES (1, 'Alice')")
{:ok, _} = DuckdbEx.Connection.commit(conn)
Reference: DuckDBPyConnection.begin() in Python
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          @spec checkpoint(t()) :: {:ok, term()} | {:error, term()}


      


Creates a checkpoint.
Forces a checkpoint of the write-ahead log (WAL) to the database file.
This ensures all changes are persisted to disk.
Parameters
	conn - The connection

Returns
	{:ok, result} - Checkpoint created successfully
	{:error, exception} - Failed to create checkpoint

Examples
{:ok, _} = DuckdbEx.Connection.checkpoint(conn)
Reference: DuckDBPyConnection.checkpoint() in Python
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          @spec close(t()) :: :ok


      


Closes the database connection.
After closing, the connection should not be used for any operations.
Parameters
	conn - The connection to close

Returns
	:ok

Examples
{:ok, conn} = DuckdbEx.Connection.connect(:memory)
:ok = DuckdbEx.Connection.close(conn)
Reference: DuckDBPyConnection.close() in Python
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          @spec commit(t()) :: {:ok, term()} | {:error, term()}


      


Commits the current transaction.
Commits all changes made within the current transaction, making them permanent.
Parameters
	conn - The connection

Returns
	{:ok, result} - Transaction committed successfully
	{:error, exception} - Failed to commit transaction

Examples
{:ok, _} = DuckdbEx.Connection.begin(conn)
{:ok, _} = DuckdbEx.Connection.execute(conn, "INSERT INTO users VALUES (1, 'Alice')")
{:ok, _} = DuckdbEx.Connection.commit(conn)
Reference: DuckDBPyConnection.commit() in Python
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          @spec connect(
  String.t() | :memory | :default,
  keyword()
) :: {:ok, t()} | {:error, term()}


      


Opens a connection to a DuckDB database.
Parameters
	database - Database path or :memory: for in-memory database
	opts - Connection options (keyword list)	:read_only - Open in read-only mode (default: false)
	:config - Database configuration map (for future use)



Returns
	{:ok, conn} - Successfully opened connection
	{:error, exception} - Connection failed

Examples
{:ok, conn} = DuckdbEx.Connection.connect(:memory)
{:ok, conn} = DuckdbEx.Connection.connect("/path/to/db.duckdb")
{:ok, conn} = DuckdbEx.Connection.connect(:memory, read_only: true)
Reference: duckdb.connect() in Python
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          @spec cursor(t()) :: {:ok, t()} | {:error, term()}


      


Creates a duplicate of the current connection.
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          @spec description(t()) :: {:ok, [tuple()] | nil} | {:error, term()}


      


Returns the description of the last executed result set.
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          @spec execute(t(), String.t() | DuckdbEx.Statement.t(), list() | map()) ::
  {:ok, t()} | {:error, term()}


      


Executes a SQL query.
Parameters
	conn - The connection
	sql - SQL query string
	params - Query parameters (not yet implemented)

Returns
	{:ok, result} - Query executed successfully
	{:error, exception} - Query failed

Examples
{:ok, result} = DuckdbEx.Connection.execute(conn, "SELECT 1")
Reference: DuckDBPyConnection.execute() in Python
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          @spec execute_result(t(), String.t() | DuckdbEx.Statement.t(), list() | map()) ::
  {:ok, map()} | {:error, term()}
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          @spec executemany(t(), String.t() | DuckdbEx.Statement.t(), list()) ::
  {:ok, t()} | {:error, term()}


      


Executes a SQL query multiple times with different parameter sets.
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          @spec extract_statements(String.t()) ::
  {:ok, [DuckdbEx.Statement.t()]} | {:error, term()}


      


Extracts statements from a SQL string.
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          @spec extract_statements(t(), String.t()) ::
  {:ok, [DuckdbEx.Statement.t()]} | {:error, term()}
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          @spec fetch_all(t()) :: {:ok, [tuple()]} | {:error, term()}


      


Fetches all rows from a query result.
This is a convenience function that executes a query and returns all rows.
Parameters
	conn - The connection
	sql - SQL query string

Returns
	{:ok, rows} - List of row tuples
	{:error, exception} - Query failed

Examples
{:ok, rows} = DuckdbEx.Connection.fetch_all(conn, "SELECT * FROM users")
Reference: DuckDBPyConnection.execute().fetchall() in Python
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          @spec fetch_all(t(), String.t()) :: {:ok, [tuple()]} | {:error, term()}
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          @spec fetch_many(t(), non_neg_integer()) :: {:ok, [tuple()]} | {:error, term()}


      


Fetches multiple rows from the last result.
Parameters
	conn - The connection
	count - Number of rows to fetch (default: 1)
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          @spec fetch_many(t(), String.t(), non_neg_integer()) ::
  {:ok, [tuple()]} | {:error, term()}
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          @spec fetch_one(t()) :: {:ok, tuple() | nil} | {:error, term()}


      


Fetches one row from a query result.
This is a convenience function that executes a query and returns the first row.
Parameters
	conn - The connection
	sql - SQL query string

Returns
	{:ok, row} - Row tuple or nil
	{:error, exception} - Query failed

Examples
{:ok, row} = DuckdbEx.Connection.fetch_one(conn, "SELECT * FROM users LIMIT 1")
Reference: DuckDBPyConnection.execute().fetchone() in Python
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          @spec fetch_one(t(), String.t()) :: {:ok, tuple() | nil} | {:error, term()}
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          @spec query(t(), String.t(), String.t(), list() | map()) :: DuckdbEx.Relation.t()


      


Creates a relation from a SQL query with an optional alias.
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          @spec read_csv(t(), String.t() | list(), keyword() | map()) :: DuckdbEx.Relation.t()


      


Creates a relation from a CSV file or list of files.

  



    

  
    
      
    
    
      read_json(conn, path_or_paths, opts \\ [])



        
          
        

    

  


  

      

          @spec read_json(t(), String.t() | list(), keyword() | map()) :: DuckdbEx.Relation.t()


      


Creates a relation from a JSON file or list of files.
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          @spec read_parquet(t(), String.t() | list(), keyword() | map()) ::
  DuckdbEx.Relation.t()


      


Creates a relation from a Parquet file or list of files.
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          @spec rollback(t()) :: {:ok, term()} | {:error, term()}


      


Rolls back the current transaction.
Reverts all changes made within the current transaction.
Parameters
	conn - The connection

Returns
	{:ok, result} - Transaction rolled back successfully
	{:error, exception} - Failed to rollback transaction

Examples
{:ok, _} = DuckdbEx.Connection.begin(conn)
{:ok, _} = DuckdbEx.Connection.execute(conn, "INSERT INTO users VALUES (1, 'Alice')")
{:ok, _} = DuckdbEx.Connection.rollback(conn)
Reference: DuckDBPyConnection.rollback() in Python
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          @spec rowcount(t()) :: integer()


      


Returns the rowcount for the last result set.
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          @spec sql(t(), String.t(), list() | map()) :: DuckdbEx.Relation.t()


      


Creates a relation from a SQL query.
Returns a lazy relation that can be composed with other operations before
execution. The SQL is not executed until a fetch operation is called.
Parameters
	conn - The connection
	sql - SQL query string

Returns
A %DuckdbEx.Relation{} struct
Examples
# Create relation (not executed yet)
relation = DuckdbEx.Connection.sql(conn, "SELECT * FROM users")

# Chain operations
result = relation
|> DuckdbEx.Relation.filter("age > 25")
|> DuckdbEx.Relation.fetch_all()
Reference: DuckDBPyConnection.sql() in Python
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          @spec table(t(), String.t()) :: DuckdbEx.Relation.t()


      


Creates a relation from a table or view name.
Returns a lazy relation representing the entire table or view. The table
is not queried until a fetch operation is called.
Parameters
	conn - The connection
	table_name - Name of the table or view

Returns
A %DuckdbEx.Relation{} struct
Examples
# Create relation from table
relation = DuckdbEx.Connection.table(conn, "users")

# Chain operations
active_users = relation
|> DuckdbEx.Relation.filter("status = 'active'")
|> DuckdbEx.Relation.fetch_all()
Reference: DuckDBPyConnection.table() in Python
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          @spec transaction(t(), (t() -> term())) :: {:ok, term()} | {:error, term()}


      


Executes a function within a managed transaction.
This is the recommended way to use transactions. The function is executed
within a transaction context. If the function completes successfully, the
transaction is committed. If an exception is raised or an error occurs, the
transaction is automatically rolled back.
Parameters
	conn - The connection
	fun - A function that takes the connection as an argument

Returns
	{:ok, result} - Transaction completed successfully, returns the function's result
	{:error, exception} - Transaction failed or was rolled back

Examples
# Successful transaction
{:ok, result} = DuckdbEx.Connection.transaction(conn, fn conn ->
  {:ok, _} = DuckdbEx.Connection.execute(conn, "INSERT INTO users VALUES (1, 'Alice')")
  {:ok, _} = DuckdbEx.Connection.execute(conn, "INSERT INTO users VALUES (2, 'Bob')")
  :success
end)

# Transaction with automatic rollback on error
{:error, _} = DuckdbEx.Connection.transaction(conn, fn conn ->
  {:ok, _} = DuckdbEx.Connection.execute(conn, "INSERT INTO users VALUES (1, 'Alice')")
  raise "Something went wrong!"
end)
Reference: Similar to Python context manager pattern with DuckDB transactions
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          @spec values(t(), term()) :: DuckdbEx.Relation.t()


      


Creates a relation from values.
A list of values is treated as a single row, while a list of tuples/lists
is treated as multiple rows.
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          @spec view(t(), String.t()) :: DuckdbEx.Relation.t()


      


Creates a relation from a view name.
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Lightweight cursor wrapper for DB-API style access.
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        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %DuckdbEx.Cursor{conn: pid()}
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DuckdbEx.Exceptions 
    



      
Exception types for DuckDB Elixir.
This module defines all exception types that can be raised by DuckDB operations.
The exception hierarchy mirrors the Python duckdb client for API compatibility.
Reference: duckdb-python/duckdb/init.py
Exception Hierarchy
The exceptions follow the DB-API 2.0 specification with DuckDB-specific extensions:
	Error (base exception)	DatabaseError	DataError
	OperationalError
	IntegrityError
	InternalError
	ProgrammingError
	NotSupportedError


	DuckDB-specific exceptions	BinderException
	CatalogException
	ConnectionException
	ConstraintException
	ConversionException
	DependencyException
	FatalException
	HTTPException
	InternalException
	InterruptException
	InvalidInputException
	InvalidTypeException
	IOException
	NotImplementedException
	OutOfMemoryException
	OutOfRangeException
	ParserException
	PermissionException
	SequenceException
	SerializationException
	SyntaxException
	TransactionException
	TypeMismatchException




	Warning (base warning)


      


      
        Summary


  
    Functions
  


    
      
        from_error_string(error_string)

      


        Maps an error string from the NIF to the appropriate exception.



    





      


      
        Functions


        


  
    
      
    
    
      from_error_string(error_string)



        
          
        

    

  


  

      

          @spec from_error_string(String.t()) :: struct()


      


Maps an error string from the NIF to the appropriate exception.
The NIF layer returns errors as strings in the format "ExceptionType:message".
This function parses that format and returns the appropriate exception struct.
Examples
iex> DuckdbEx.Exceptions.from_error_string("BinderException:Column 'foo' not found")
%DuckdbEx.Exceptions.BinderException{message: "Column 'foo' not found"}

iex> DuckdbEx.Exceptions.from_error_string("CatalogException:Table 'users' not found")
%DuckdbEx.Exceptions.CatalogException{message: "Table 'users' not found"}
Reference: Python exception mapping in duckdb-python
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DuckdbEx.ExpectedResultType 
    



      
Expected result types for statements, aligned with DuckDB's Python API.
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        query_result()
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          @type t() :: :query_result | :changed_rows | :nothing
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DuckdbEx.Port 
    



      
Manages the DuckDB CLI process using erlexec.
This module provides a simple wrapper around the DuckDB CLI binary,
managing it as an OS process via erlexec. Communication happens through
JSON-formatted commands and responses.
Architecture
Instead of using Rust NIFs, we use the DuckDB CLI in JSON mode to
communicate with the database:
Elixir Process <--> erlexec <--> DuckDB CLI (JSON mode)
This approach is simpler and avoids the complexity of NIF development
while still providing full DuckDB functionality.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        clear_last_result(port)

      


    


    
      
        connection_info(port)

      


    


    
      
        execute(port, sql, opts \\ [])

      


        Executes a SQL query and returns the result.



    


    
      
        last_result(port)

      


    


    
      
        last_sql(port)

      


    


    
      
        start_link(opts \\ [])

      


        Starts a DuckDB process.



    


    
      
        stop(port)

      


        Stops the DuckDB process.
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      t()



        
          
        

    

  


  

      

          @type t() :: pid()
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      child_spec(init_arg)



        
          
        

    

  


  

Returns a specification to start this module under a supervisor.
See Supervisor.

  



  
    
      
    
    
      clear_last_result(port)



        
          
        

    

  


  

      

          @spec clear_last_result(t()) :: :ok


      



  



  
    
      
    
    
      connection_info(port)



        
          
        

    

  


  

      

          @spec connection_info(t()) :: map()


      



  



    

  
    
      
    
    
      execute(port, sql, opts \\ [])



        
          
        

    

  


  

      

          @spec execute(t(), String.t(), keyword()) :: {:ok, map()} | {:error, term()}


      


Executes a SQL query and returns the result.
Examples
DuckdbEx.Port.execute(port, "SELECT 1 as num, 'hello' as text")
#=> {:ok, %{columns: ["num", "text"], rows: [{1, "hello"}]}}

  



  
    
      
    
    
      last_result(port)



        
          
        

    

  


  

      

          @spec last_result(t()) :: {:ok, map() | nil}


      



  



  
    
      
    
    
      last_sql(port)



        
          
        

    

  


  

      

          @spec last_sql(t()) :: {:ok, String.t() | nil}


      



  



    

  
    
      
    
    
      start_link(opts \\ [])



        
          
        

    

  


  

      

          @spec start_link(keyword()) :: GenServer.on_start()


      


Starts a DuckDB process.
Options
	:database - Path to database file or :memory: (default: :memory:)
	:read_only - Open database in read-only mode (default: false)

Examples
{:ok, port} = DuckdbEx.Port.start_link()
{:ok, port} = DuckdbEx.Port.start_link(database: "/path/to/db.duckdb")

  



  
    
      
    
    
      stop(port)



        
          
        

    

  


  

      

          @spec stop(t()) :: :ok


      


Stops the DuckDB process.

  


        

      


  

  
    
    DuckdbEx.Relation - DuckdbEx v0.2.0
    
    

    


  
  

    
DuckdbEx.Relation 
    



      
DuckDB Relational API.
This module implements the DuckDB Relation API, which enables lazy, composable
query building with method chaining. Relations are not executed until a fetch
operation is called.
Reference: duckdb-python/src/duckdb_py/include/duckdb_python/pyrelation.hpp
Overview
A relation represents a lazy SQL query that can be composed with various
operations (filter, project, join, etc.) before execution. This enables:
	Lazy evaluation: Queries are only executed when results are needed
	Composability: Operations can be chained in any order
	Optimization: DuckDB can optimize the entire query tree
	Reusability: Base relations can be used in multiple query branches

Examples
# Create a relation from SQL
relation = DuckdbEx.Connection.sql(conn, "SELECT * FROM users")

# Chain operations (lazy - not executed yet)
result = relation
|> DuckdbEx.Relation.filter("age > 25")
|> DuckdbEx.Relation.project(["name", "email"])
|> DuckdbEx.Relation.order("name ASC")
|> DuckdbEx.Relation.limit(10)

# Execute and fetch results
{:ok, rows} = DuckdbEx.Relation.fetch_all(result)
Lazy Evaluation
Relations build SQL incrementally. Each operation returns a new relation
with updated SQL, but nothing is executed until you call:
	fetch_all/1 - Fetch all rows
	fetch_one/1 - Fetch first row
	execute/1 - Execute and return result struct

This allows DuckDB to optimize the entire query before execution.
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    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        aggregate(relation, expressions, opts \\ [])

      


        Performs aggregation on the relation.



    


    
      
        avg(relation, column)

      


        Convenience function for AVG aggregation.



    


    
      
        count(relation)

      


        Convenience function for COUNT aggregation.



    


    
      
        create(relation, table_name)

      


        Creates a table from the relation.



    


    
      
        create_view(relation, view_name, opts \\ [])

      


        Creates a view from the relation.



    


    
      
        cross(relation1, relation2)

      


        Performs a cross join (cartesian product) of two relations.



    


    
      
        distinct(relation)

      


        Removes duplicate rows from the relation.



    


    
      
        except_(relation1, relation2)

      


        Returns rows in the first relation but not in the second.



    


    
      
        execute(relation)

      


        Executes the relation and returns the result struct.



    


    
      
        fetch_all(relation)

      


        Fetches all rows from the relation.



    


    
      
        fetch_many(relation, n)

      


        Fetches multiple rows from the relation.



    


    
      
        fetch_one(relation)

      


        Fetches one row from the relation.



    


    
      
        filter(relation, condition)

      


        Filters rows based on a condition.



    


    
      
        insert(relation, values)

      


        Inserts a row of values into a table relation.



    


    
      
        insert_into(relation, table_name)

      


        Inserts rows from the relation into an existing table.



    


    
      
        intersect(relation1, relation2)

      


        Intersects two relations.



    


    
      
        join(relation1, relation2, condition, opts \\ [])

      


        Joins two relations.



    


    
      
        limit(relation, n, offset \\ 0)

      


        Limits the number of rows returned.



    


    
      
        max(relation, column)

      


        Convenience function for MAX aggregation.



    


    
      
        min(relation, column)

      


        Convenience function for MIN aggregation.



    


    
      
        new(conn, sql, relation_alias \\ nil, source \\ nil)

      


        Creates a new relation.



    


    
      
        order(relation, order_by)

      


        Orders (sorts) the rows by specified columns.



    


    
      
        project(relation, columns)

      


        Projects (selects) specific columns from the relation.



    


    
      
        sort(relation, columns)

      


        Sorts rows by one or more columns.



    


    
      
        sum(relation, column)

      


        Convenience function for SUM aggregation.



    


    
      
        to_csv(relation, filename, opts \\ [])

      


        Exports the relation to a CSV file.



    


    
      
        to_parquet(relation, filename, opts \\ [])

      


        Exports the relation to a Parquet file.



    


    
      
        to_table(relation, table_name)

      


        Alias for create/2.



    


    
      
        to_view(relation, view_name, opts \\ [])

      


        Alias for create_view/3.



    


    
      
        union(relation1, relation2)

      


        Unions two relations.



    


    
      
        unique(relation, columns)

      


        Returns distinct values for the specified columns.



    


    
      
        update(relation, set, condition \\ nil)

      


        Updates rows in a table relation.
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          @type t() :: %DuckdbEx.Relation{
  alias: String.t() | nil,
  conn: DuckdbEx.Connection.t(),
  source: term(),
  sql: String.t()
}


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      aggregate(relation, expressions, opts \\ [])



        
          
        

    

  


  

      

          @spec aggregate(t(), String.t() | [String.t()], keyword()) :: t()


      


Performs aggregation on the relation.
Supports both simple aggregations and GROUP BY aggregations. Aggregation
expressions can include common functions like COUNT, SUM, AVG, MIN, MAX,
and any SQL aggregate function supported by DuckDB.
Parameters
	relation - The relation to aggregate
	expressions - Aggregation expression(s) as string or list of strings
	opts - Options (keyword list)	:group_by - List of columns to group by (optional)



Returns
A new relation with aggregation applied
Examples
# Simple aggregation
relation |> DuckdbEx.Relation.aggregate("count(*) as total")

# Multiple aggregations
relation |> DuckdbEx.Relation.aggregate([
  "count(*) as count",
  "sum(amount) as total",
  "avg(amount) as average"
])

# Group by single column
relation
|> DuckdbEx.Relation.aggregate("sum(sales) as total", group_by: ["region"])

# Group by multiple columns
relation
|> DuckdbEx.Relation.aggregate(
  ["sum(sales) as total", "count(*) as count"],
  group_by: ["region", "year"]
)

# Filter after aggregation (HAVING clause)
relation
|> DuckdbEx.Relation.aggregate("sum(amount) as total", group_by: ["category"])
|> DuckdbEx.Relation.filter("total > 1000")
Reference: DuckDBPyRelation.aggregate() in Python

  



  
    
      
    
    
      avg(relation, column)



        
          
        

    

  


  

      

          @spec avg(t(), String.t()) :: t()


      


Convenience function for AVG aggregation.
Returns a relation with an AVG aggregation on the specified column.
The result will have a column named "avg".
Parameters
	relation - The relation to aggregate
	column - Column name or expression to average

Returns
A new relation with AVG aggregation
Examples
relation |> DuckdbEx.Relation.avg("price")
# Equivalent to: aggregate("avg(price) as avg")
Reference: DuckDBPyRelation.avg() in Python

  



  
    
      
    
    
      count(relation)



        
          
        

    

  


  

      

          @spec count(t()) :: t()


      


Convenience function for COUNT aggregation.
Returns a relation with a COUNT(*) aggregation. The result will have a
column named "count".
Parameters
	relation - The relation to count

Returns
A new relation with COUNT aggregation
Examples
relation |> DuckdbEx.Relation.count()
# Equivalent to: aggregate("count(*) as count")
Reference: DuckDBPyRelation.count() in Python

  



  
    
      
    
    
      create(relation, table_name)



        
          
        

    

  


  

      

          @spec create(t(), String.t()) :: :ok | {:error, term()}


      


Creates a table from the relation.

  



    

  
    
      
    
    
      create_view(relation, view_name, opts \\ [])



        
          
        

    

  


  

      

          @spec create_view(t(), String.t(), keyword()) :: :ok | {:error, term()}


      


Creates a view from the relation.

  



  
    
      
    
    
      cross(relation1, relation2)



        
          
        

    

  


  

      

          @spec cross(t(), t()) :: t()


      


Performs a cross join (cartesian product) of two relations.
Returns a new relation containing all possible combinations of rows
from both relations.
Parameters
	relation1 - First relation
	relation2 - Second relation

Returns
A new relation with the cross join
Examples
rel1 = DuckdbEx.Connection.sql(conn, "SELECT * FROM (VALUES (1), (2)) t(x)")
rel2 = DuckdbEx.Connection.sql(conn, "SELECT * FROM (VALUES (3), (4)) t(y)")
crossed = DuckdbEx.Relation.cross(rel1, rel2)
# Returns 4 rows: (1,3), (1,4), (2,3), (2,4)
Notes
Cross joins can produce very large result sets (rows1 × rows2).
Use with caution on large relations.
Reference: DuckDBPyRelation.cross() in Python

  



  
    
      
    
    
      distinct(relation)



        
          
        

    

  


  

      

          @spec distinct(t()) :: t()


      


Removes duplicate rows from the relation.
Equivalent to SQL DISTINCT. Returns a new relation with duplicate rows removed.
Parameters
	relation - The relation to remove duplicates from

Returns
A new relation with DISTINCT applied
Examples
# Remove duplicate rows
relation |> DuckdbEx.Relation.distinct()

# Chain with other operations
relation
|> DuckdbEx.Relation.filter("age > 25")
|> DuckdbEx.Relation.distinct()
|> DuckdbEx.Relation.order("name ASC")
Reference: DuckDBPyRelation.distinct() in Python

  



  
    
      
    
    
      except_(relation1, relation2)



        
          
        

    

  


  

      

          @spec except_(t(), t()) :: t()


      


Returns rows in the first relation but not in the second.
Equivalent to SQL EXCEPT. Returns a new relation containing rows from
the first relation that are not in the second relation.
Parameters
	relation1 - First relation
	relation2 - Second relation to exclude

Returns
A new relation with the difference
Examples
# Find rows only in first relation
rel1 = DuckdbEx.Connection.sql(conn, "SELECT * FROM (VALUES (1), (2), (3)) t(x)")
rel2 = DuckdbEx.Connection.sql(conn, "SELECT * FROM (VALUES (2), (3), (4)) t(x)")
diff = DuckdbEx.Relation.except_(rel1, rel2)
# Returns row with x = 1
Notes
Both relations must have the same number of columns and compatible types.
The function is named except_ (with underscore) because except is a
reserved keyword in Elixir.
Reference: DuckDBPyRelation.except_() in Python

  



  
    
      
    
    
      execute(relation)



        
          
        

    

  


  

      

          @spec execute(t()) :: {:ok, term()} | {:error, term()}


      


Executes the relation and returns the result struct.
This triggers query execution and returns the raw result structure.
For most use cases, prefer fetch_all/1 or fetch_one/1.
Parameters
	relation - The relation to execute

Returns
	{:ok, result} - Result struct with rows and metadata
	{:error, exception} - Execution failed

Examples
{:ok, result} = DuckdbEx.Relation.execute(relation)
Reference: DuckDBPyRelation.execute() in Python

  



  
    
      
    
    
      fetch_all(relation)



        
          
        

    

  


  

      

          @spec fetch_all(t()) :: {:ok, [tuple()]} | {:error, term()}


      


Fetches all rows from the relation.
Executes the relation query and returns all rows as a list of tuples.
Parameters
	relation - The relation to fetch from

Returns
	{:ok, rows} - List of row tuples
	{:error, exception} - Execution failed

Examples
{:ok, rows} = DuckdbEx.Relation.fetch_all(relation)
# => [{1, "Alice"}, ...]
Reference: DuckDBPyRelation.fetchall() in Python

  



  
    
      
    
    
      fetch_many(relation, n)



        
          
        

    

  


  

      

          @spec fetch_many(t(), pos_integer()) :: {:ok, [tuple()]} | {:error, term()}


      


Fetches multiple rows from the relation.
Executes the relation query and returns the first N rows.
Parameters
	relation - The relation to fetch from
	n - Number of rows to fetch

Returns
	{:ok, rows} - List of row tuples (up to N rows)
	{:error, exception} - Execution failed

Examples
{:ok, rows} = DuckdbEx.Relation.fetch_many(relation, 5)
# => [{1}, {2}, ...]
Reference: DuckDBPyRelation.fetchmany() in Python
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          @spec fetch_one(t()) :: {:ok, tuple() | nil} | {:error, term()}


      


Fetches one row from the relation.
Executes the relation query and returns the first row, or nil if the
result is empty.
Parameters
	relation - The relation to fetch from

Returns
	{:ok, row} - Row tuple or nil if empty
	{:error, exception} - Execution failed

Examples
{:ok, row} = DuckdbEx.Relation.fetch_one(relation)
# => {1, "Alice"}

# Empty result
{:ok, nil} = DuckdbEx.Relation.fetch_one(empty_relation)
Reference: DuckDBPyRelation.fetchone() in Python

  



  
    
      
    
    
      filter(relation, condition)



        
          
        

    

  


  

      

          @spec filter(t(), String.t()) :: t()


      


Filters rows based on a condition.
Equivalent to SQL WHERE clause. Returns a new relation with only rows that
satisfy the condition.
Parameters
	relation - The relation to filter
	condition - SQL WHERE condition as string

Examples
# Simple condition
relation |> DuckdbEx.Relation.filter("age > 25")

# Complex condition
relation |> DuckdbEx.Relation.filter("age > 25 AND status = 'active'")

# Chain multiple filters (AND logic)
relation
|> DuckdbEx.Relation.filter("age > 25")
|> DuckdbEx.Relation.filter("status = 'active'")
Notes
Multiple filters are combined with AND. Each call to filter adds another
condition to the WHERE clause.
Reference: DuckDBPyRelation.filter() in Python

  



  
    
      
    
    
      insert(relation, values)



        
          
        

    

  


  

      

          @spec insert(t(), list() | tuple() | term()) :: :ok | {:error, term()}


      


Inserts a row of values into a table relation.

  



  
    
      
    
    
      insert_into(relation, table_name)



        
          
        

    

  


  

      

          @spec insert_into(t(), String.t()) :: :ok | {:error, term()}


      


Inserts rows from the relation into an existing table.

  



  
    
      
    
    
      intersect(relation1, relation2)



        
          
        

    

  


  

      

          @spec intersect(t(), t()) :: t()


      


Intersects two relations.
Equivalent to SQL INTERSECT. Returns a new relation containing only rows
that appear in both relations.
Parameters
	relation1 - First relation
	relation2 - Second relation

Returns
A new relation with the intersection
Examples
# Find common rows
rel1 = DuckdbEx.Connection.sql(conn, "SELECT * FROM (VALUES (1), (2), (3)) t(x)")
rel2 = DuckdbEx.Connection.sql(conn, "SELECT * FROM (VALUES (2), (3), (4)) t(x)")
common = DuckdbEx.Relation.intersect(rel1, rel2)
# Returns rows with x = 2 and x = 3
Notes
Both relations must have the same number of columns and compatible types.
Reference: DuckDBPyRelation.intersect() in Python

  



    

  
    
      
    
    
      join(relation1, relation2, condition, opts \\ [])



        
          
        

    

  


  

      

          @spec join(t(), t(), String.t(), keyword()) :: t()


      


Joins two relations.
Supports various join types: inner, left, right, and outer joins.
Returns a new relation combining rows from both relations based on the
join condition.
Parameters
	relation1 - First relation (left side)
	relation2 - Second relation (right side)
	condition - Join condition as SQL string
	opts - Options (keyword list)	:type - Join type (:inner, :left, :right, :outer), defaults to :inner



Returns
A new relation with the join applied
Examples
# Inner join
users = DuckdbEx.Connection.table(conn, "users")
orders = DuckdbEx.Connection.table(conn, "orders")
joined = DuckdbEx.Relation.join(users, orders, "users.id = orders.user_id")

# Left join
joined = DuckdbEx.Relation.join(users, orders, "users.id = orders.user_id", type: :left)

# Right join
joined = DuckdbEx.Relation.join(users, orders, "users.id = orders.user_id", type: :right)

# Outer join
joined = DuckdbEx.Relation.join(users, orders, "users.id = orders.user_id", type: :outer)

# Chain multiple joins
users
|> DuckdbEx.Relation.join(orders, "users.id = orders.user_id")
|> DuckdbEx.Relation.join(products, "orders.product_id = products.id")
Notes
The join condition should reference columns with table names or aliases to avoid ambiguity.
Reference: DuckDBPyRelation.join() in Python

  



    

  
    
      
    
    
      limit(relation, n, offset \\ 0)



        
          
        

    

  


  

      

          @spec limit(t(), non_neg_integer(), non_neg_integer()) :: t()


      


Limits the number of rows returned.
Equivalent to SQL LIMIT clause. Returns a new relation that will return
at most n rows when executed.
Parameters
	relation - The relation to limit
	n - Maximum number of rows to return
	offset - Number of rows to skip before returning results (default: 0)

Examples
# Get first 10 rows
relation |> DuckdbEx.Relation.limit(10)

# Skip the first 5 rows
relation |> DuckdbEx.Relation.limit(10, 5)

# Combine with order for top-N queries
relation
|> DuckdbEx.Relation.order("score DESC")
|> DuckdbEx.Relation.limit(5)
Reference: DuckDBPyRelation.limit() in Python

  



  
    
      
    
    
      max(relation, column)



        
          
        

    

  


  

      

          @spec max(t(), String.t()) :: t()


      


Convenience function for MAX aggregation.
Returns a relation with a MAX aggregation on the specified column.
The result will have a column named "max".
Parameters
	relation - The relation to aggregate
	column - Column name or expression to find maximum

Returns
A new relation with MAX aggregation
Examples
relation |> DuckdbEx.Relation.max("score")
# Equivalent to: aggregate("max(score) as max")
Reference: DuckDBPyRelation.max() in Python

  



  
    
      
    
    
      min(relation, column)



        
          
        

    

  


  

      

          @spec min(t(), String.t()) :: t()


      


Convenience function for MIN aggregation.
Returns a relation with a MIN aggregation on the specified column.
The result will have a column named "min".
Parameters
	relation - The relation to aggregate
	column - Column name or expression to find minimum

Returns
A new relation with MIN aggregation
Examples
relation |> DuckdbEx.Relation.min("temperature")
# Equivalent to: aggregate("min(temperature) as min")
Reference: DuckDBPyRelation.min() in Python

  



    

    

  
    
      
    
    
      new(conn, sql, relation_alias \\ nil, source \\ nil)



        
          
        

    

  


  

      

          @spec new(DuckdbEx.Connection.t(), String.t(), String.t() | nil, term()) :: t()


      


Creates a new relation.
This is typically called internally by Connection functions like sql/2 or
table/2. Users should not need to call this directly.
Parameters
	conn - Database connection
	sql - SQL query string
	alias - Optional table alias

Returns
A new %DuckdbEx.Relation{} struct

  



  
    
      
    
    
      order(relation, order_by)



        
          
        

    

  


  

      

          @spec order(t(), String.t()) :: t()


      


Orders (sorts) the rows by specified columns.
Equivalent to SQL ORDER BY clause. Returns a new relation with rows sorted
according to the order specification.
Parameters
	relation - The relation to order
	order_by - ORDER BY specification as string

Examples
# Single column ascending
relation |> DuckdbEx.Relation.order("name ASC")

# Single column descending
relation |> DuckdbEx.Relation.order("age DESC")

# Multiple columns
relation |> DuckdbEx.Relation.order("department ASC, salary DESC")

# Expression
relation |> DuckdbEx.Relation.order("length(name) DESC")
Reference: DuckDBPyRelation.order() in Python

  



  
    
      
    
    
      project(relation, columns)



        
          
        

    

  


  

      

          @spec project(t(), [String.t()]) :: t()


      


Projects (selects) specific columns from the relation.
Equivalent to SQL SELECT clause. Returns a new relation with only the
specified columns or expressions.
Parameters
	relation - The relation to project from
	columns - List of column names or expressions

Examples
# Select specific columns
relation |> DuckdbEx.Relation.project(["name", "email"])

# Use expressions
relation |> DuckdbEx.Relation.project(["id", "upper(name) as upper_name"])

# Calculations
relation |> DuckdbEx.Relation.project(["price", "price * 1.1 as price_with_tax"])
Reference: DuckDBPyRelation.project() in Python

  



  
    
      
    
    
      sort(relation, columns)



        
          
        

    

  


  

      

          @spec sort(t(), String.t() | [String.t()]) :: t()


      


Sorts rows by one or more columns.
This is an alias for order/2, accepting either a list of column expressions
or a single ORDER BY string.

  



  
    
      
    
    
      sum(relation, column)



        
          
        

    

  


  

      

          @spec sum(t(), String.t()) :: t()


      


Convenience function for SUM aggregation.
Returns a relation with a SUM aggregation on the specified column.
The result will have a column named "sum".
Parameters
	relation - The relation to aggregate
	column - Column name or expression to sum

Returns
A new relation with SUM aggregation
Examples
relation |> DuckdbEx.Relation.sum("amount")
# Equivalent to: aggregate("sum(amount) as sum")
Reference: DuckDBPyRelation.sum() in Python

  



    

  
    
      
    
    
      to_csv(relation, filename, opts \\ [])



        
          
        

    

  


  

      

          @spec to_csv(t(), String.t(), keyword() | map()) :: :ok | {:error, term()}


      


Exports the relation to a CSV file.

  



    

  
    
      
    
    
      to_parquet(relation, filename, opts \\ [])



        
          
        

    

  


  

      

          @spec to_parquet(t(), String.t(), keyword() | map()) :: :ok | {:error, term()}


      


Exports the relation to a Parquet file.

  



  
    
      
    
    
      to_table(relation, table_name)



        
          
        

    

  


  

      

          @spec to_table(t(), String.t()) :: :ok | {:error, term()}


      


Alias for create/2.

  



    

  
    
      
    
    
      to_view(relation, view_name, opts \\ [])



        
          
        

    

  


  

      

          @spec to_view(t(), String.t(), keyword()) :: :ok | {:error, term()}


      


Alias for create_view/3.

  



  
    
      
    
    
      union(relation1, relation2)



        
          
        

    

  


  

      

          @spec union(t(), t()) :: t()


      


Unions two relations.
Equivalent to SQL UNION. Returns a new relation combining rows from both
relations, with duplicates removed.
Parameters
	relation1 - First relation
	relation2 - Second relation

Returns
A new relation with both relations unioned
Examples
# Union two relations
rel1 = DuckdbEx.Connection.sql(conn, "SELECT 1 as x")
rel2 = DuckdbEx.Connection.sql(conn, "SELECT 2 as x")
combined = DuckdbEx.Relation.union(rel1, rel2)

# Can be chained
rel1
|> DuckdbEx.Relation.union(rel2)
|> DuckdbEx.Relation.union(rel3)
Notes
Both relations must have the same number of columns and compatible types.
UNION automatically removes duplicates. Use UNION ALL if you want to keep duplicates.
Reference: DuckDBPyRelation.union() in Python

  



  
    
      
    
    
      unique(relation, columns)



        
          
        

    

  


  

      

          @spec unique(t(), String.t() | [String.t()]) :: t()


      


Returns distinct values for the specified columns.

  



    

  
    
      
    
    
      update(relation, set, condition \\ nil)



        
          
        

    

  


  

      

          @spec update(t(), map(), String.t() | nil) :: :ok | {:error, term()}


      


Updates rows in a table relation.

  


        

      


  

  
    
    DuckdbEx.Result - DuckdbEx v0.2.0
    
    

    


  
  

    
DuckdbEx.Result 
    



      
DuckDB query result handling.
This module provides functionality for fetching and processing query results,
mirroring the Python DuckDBPyResult class.
Reference: duckdb-python/src/duckdb_py/include/duckdb_python/pyresult.hpp
Overview
Results are returned as maps containing:
	:rows - List of row tuples in column order
	:row_count - Number of rows
	:columns - List of column names (when available)

Examples
{:ok, result} = DuckdbEx.Connection.execute_result(conn, "SELECT 1 as num, 'hello' as text")
#=> {:ok, %{rows: [{1, "hello"}], row_count: 1, columns: ["num", "text"]}}

rows = DuckdbEx.Result.fetch_all(result)
#=> [{1, "hello"}]

      


      
        Summary


  
    Types
  


    
      
        row()

      


    


    
      
        t()

      


    





  
    Functions
  


    
      
        columns(arg1)

      


        Gets column names from the result.



    


    
      
        fetch_all(result)

      


        Fetches all rows from a result.



    


    
      
        fetch_many(result, count)

      


        Fetches multiple rows from a result.



    


    
      
        fetch_one(result)

      


        Fetches one row from a result.



    


    
      
        row_count(arg1)

      


        Returns the number of rows in the result.



    


    
      
        to_tuples(result)

      


        Converts result to a list of tuples (for DB-API compatibility).



    





      


      
        Types


        


  
    
      
    
    
      row()



        
          
        

    

  


  

      

          @type row() :: tuple() | map()


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %{
  rows: [row()],
  row_count: non_neg_integer(),
  columns: [String.t()] | nil
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      columns(arg1)



        
          
        

    

  


  

      

          @spec columns(map()) :: [String.t()] | nil


      


Gets column names from the result.
Parameters
	result - The result map from execute/3

Returns
	List of column names, or nil if not available

Examples
{:ok, result} = DuckdbEx.Connection.execute(conn, "SELECT 1 as num, 'hello' as text")
columns = DuckdbEx.Result.columns(result)
#=> ["num", "text"] or nil

  



  
    
      
    
    
      fetch_all(result)



        
          
        

    

  


  

      

          @spec fetch_all(t()) :: [tuple()]


      


Fetches all rows from a result.
Parameters
	result - The result map from execute/3

Returns
	List of row tuples

Examples
{:ok, result} = DuckdbEx.Connection.execute_result(conn, "SELECT 1, 2, 3")
rows = DuckdbEx.Result.fetch_all(result)
Reference: DuckDBPyResult.fetchall() in Python

  



  
    
      
    
    
      fetch_many(result, count)



        
          
        

    

  


  

      

          @spec fetch_many(t(), non_neg_integer()) :: [tuple()]


      


Fetches multiple rows from a result.
Returns the first N rows from the result.
Parameters
	result - The result map from execute/3
	count - Number of rows to fetch

Returns
	List of row tuples (up to count rows)

Examples
{:ok, result} = DuckdbEx.Connection.execute_result(conn, "SELECT * FROM range(10)")
rows = DuckdbEx.Result.fetch_many(result, 3)
#=> [{0}, {1}, {2}]
Reference: DuckDBPyResult.fetchmany() in Python

  



  
    
      
    
    
      fetch_one(result)



        
          
        

    

  


  

      

          @spec fetch_one(t()) :: tuple() | nil


      


Fetches one row from a result.
Returns the first row from the result, or nil if no rows.
Parameters
	result - The result map from execute/3

Returns
	Row tuple or nil

Examples
{:ok, result} = DuckdbEx.Connection.execute_result(conn, "SELECT 1 as num")
row = DuckdbEx.Result.fetch_one(result)
#=> {1}
Reference: DuckDBPyResult.fetchone() in Python

  



  
    
      
    
    
      row_count(arg1)



        
          
        

    

  


  

      

          @spec row_count(t()) :: non_neg_integer()


      


Returns the number of rows in the result.
Parameters
	result - The result map from execute/3

Returns
	Number of rows

Examples
{:ok, result} = DuckdbEx.Connection.execute(conn, "SELECT * FROM range(100)")
count = DuckdbEx.Result.row_count(result)
#=> 100

  



  
    
      
    
    
      to_tuples(result)



        
          
        

    

  


  

      

          @spec to_tuples(t()) :: [tuple()]


      


Converts result to a list of tuples (for DB-API compatibility).
Parameters
	result - The result map from execute/3

Returns
	List of tuples (row values in order)

Examples
{:ok, result} = DuckdbEx.Connection.execute_result(conn, "SELECT 1, 'hello'")
tuples = DuckdbEx.Result.to_tuples(result)
#=> [{1, "hello"}]
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DuckdbEx.Statement 
    



      
Represents a parsed SQL statement with metadata.
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    Types
  


    
      
        t()

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %DuckdbEx.Statement{
  expected_result_type: [DuckdbEx.ExpectedResultType.t()],
  named_parameters: MapSet.t(),
  query: String.t(),
  type: DuckdbEx.StatementType.t()
}
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DuckdbEx.StatementType 
    



      
Statement type identifiers aligned with DuckDB's Python API.
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    Functions
  


    
      
        delete()

      


    


    
      
        insert()
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        select()

      


    


    
      
        update()
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      t()



        
          
        

    

  


  

      

          @type t() :: :select | :insert | :update | :delete | :other
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      other()



        
          
        

    

  


  


  



  
    
      
    
    
      select()



        
          
        

    

  


  


  



  
    
      
    
    
      update()
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DuckdbEx.Exceptions.BinderException exception
    



      
Exception raised during binding phase (e.g., unknown column)
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DuckdbEx.Exceptions.CatalogException exception
    



      
Exception related to catalog operations (e.g., table not found)
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DuckdbEx.Exceptions.ConnectionException exception
    



      
Exception related to database connections
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DuckdbEx.Exceptions.ConstraintException exception
    



      
Exception for constraint violations
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DuckdbEx.Exceptions.ConversionException exception
    



      
Exception for type conversion errors
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DuckdbEx.Exceptions.DataError exception
    



      
Exception for errors related to data (e.g., division by zero)
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DuckdbEx.Exceptions.DatabaseError exception
    



      
Exception for errors related to the database
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DuckdbEx.Exceptions.DependencyException exception
    



      
Exception for dependency-related errors (e.g., dropping used object)
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DuckdbEx.Exceptions.Error exception
    



      
Base exception for all DuckDB errors
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DuckdbEx.Exceptions.FatalException exception
    



      
Exception for fatal errors that cannot be recovered
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DuckdbEx.Exceptions.HTTPException exception
    



      
Exception for HTTP-related errors
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DuckdbEx.Exceptions.IOException exception
    



      
Exception for I/O errors
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DuckdbEx.Exceptions.IntegrityError exception
    



      
Exception for integrity constraint violations

      




  

  
    
    DuckdbEx.Exceptions.InternalError - DuckdbEx v0.2.0
    
    

    


  
  

    
DuckdbEx.Exceptions.InternalError exception
    



      
Exception for internal database errors
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DuckdbEx.Exceptions.InternalException exception
    



      
Exception for internal DuckDB errors
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DuckdbEx.Exceptions.InterruptException exception
    



      
Exception raised when a query is interrupted
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DuckdbEx.Exceptions.InvalidInputException exception
    



      
Exception for invalid input
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DuckdbEx.Exceptions.InvalidTypeException exception
    



      
Exception for invalid type operations

      




  

  
    
    DuckdbEx.Exceptions.NotImplementedException - DuckdbEx v0.2.0
    
    

    


  
  

    
DuckdbEx.Exceptions.NotImplementedException exception
    



      
Exception for features not yet implemented
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DuckdbEx.Exceptions.NotSupportedError exception
    



      
Exception for features not supported by DuckDB
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DuckdbEx.Exceptions.OperationalError exception
    



      
Exception for errors related to database operation
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DuckdbEx.Exceptions.OutOfMemoryException exception
    



      
Exception raised when running out of memory
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DuckdbEx.Exceptions.OutOfRangeException exception
    



      
Exception for out of range errors
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DuckdbEx.Exceptions.ParserException exception
    



      
Exception raised during SQL parsing
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Exception for permission-related errors
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DuckdbEx.Exceptions.ProgrammingError exception
    



      
Exception for programming errors (e.g., syntax errors)
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DuckdbEx.Exceptions.SequenceException exception
    



      
Exception for sequence-related errors
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DuckdbEx.Exceptions.SerializationException exception
    



      
Exception for serialization errors
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DuckdbEx.Exceptions.SyntaxException exception
    



      
Exception for SQL syntax errors
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Exception for transaction-related errors
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DuckdbEx.Exceptions.TypeMismatchException exception
    



      
Exception for type mismatch errors
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DuckdbEx.Exceptions.Warning exception
    



      
Base warning for DuckDB warnings
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mix duckdb_ex.install 
    



      
Downloads and installs the DuckDB CLI into priv/duckdb/duckdb.
Usage
mix duckdb_ex.install
mix duckdb_ex.install --version 1.4.3
mix duckdb_ex.install --force
Options
	--version - DuckDB version to install (defaults to latest stable)
	--force - Re-download even if a binary already exists
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