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ElixirDatasets 
    



      
ElixirDatasets is a comprehensive library for accessing and managing datasets from Hugging Face Hub in Elixir.
This module provides the main public API for loading datasets, fetching metadata,
and uploading datasets to Hugging Face Hub.

  
    
  
  Main Functions


	load_dataset/2 - Load datasets from Hugging Face or local files
	load_dataset!/2 - Same as load_dataset/2 but raises on error
	get_dataset_info/2 - Fetch dataset metadata
	get_dataset_infos/2 - Fetch all dataset configurations
	get_dataset_split_names/2 - Get available splits (train/test/validation)
	get_dataset_config_names/2 - Get available configurations
	upload_dataset/3 - Upload a dataset to Hugging Face Hub
	cache_dir/0 - Get the cache directory path


  
    
  
  Examples


# Load a dataset from Hugging Face
iex> {:ok, datasets} = ElixirDatasets.load_dataset({:hf, "imdb"})

# Load with specific split
iex> {:ok, train_data} = ElixirDatasets.load_dataset({:hf, "imdb"}, split: "train")

# Stream large datasets
iex> {:ok, stream} = ElixirDatasets.load_dataset({:hf, "c4"}, streaming: true)
iex> stream |> Enum.take(100)

# Get dataset information
iex> {:ok, info} = ElixirDatasets.get_dataset_info("imdb")

      


      
        Summary


  
    Types
  


    
      
        t_repository()

      


        A location to fetch dataset files from.
Can be either a Hugging Face repository or a local resources



    





  
    Functions
  


    
      
        cache_dir()

      


        Returns the directory where downloaded files are stored.



    


    
      
        decode_config(path)

      


    


    
      
        do_load_spec(repository, repo_files, num_proc)

      


    


    
      
        get_dataset_config_names(repository_id, opts \\ [])

      


        Gets the configuration names available for a dataset.



    


    
      
        get_dataset_info(repository_id, opts \\ [])

      


        Fetches dataset information from the Hugging Face API.



    


    
      
        get_dataset_infos(repository_id, opts \\ [])

      


        Fetches dataset information from the Hugging Face API and returns a list of DatasetInfo structs.



    


    
      
        get_dataset_split_names(repository_id, opts \\ [])

      


        Gets the split names (e.g., 'train', 'test', 'validation') for a dataset.



    


    
      
        load_dataset(repository, opts \\ [])

      


        Loads a dataset from the given repository.



    


    
      
        load_dataset!(repository, opts \\ [])

      


        Similar to load_dataset/2 but raises an error if loading fails.



    


    
      
        parse_dataset_infos(data)

      


        Parses raw dataset info map into a list of DatasetInfo structs.



    


    
      
        upload_dataset(df, repository, file_extension)

      


        Uploads a dataset to Hugging Face Hub.



    





      


      
        Types

        


  
    
      
    
    
      t_repository()



        
          
        

    

  


  

      

          @type t_repository() :: ElixirDatasets.Repository.t_repository()


      


A location to fetch dataset files from.
Can be either a Hugging Face repository or a local resources:
	{:hf, repository_id} - the Hugging Face repository ID

	{:hf, repository_id, options} - the Hugging Face repository ID
with additional options

	{:local, path} - a local directory or file path containing the datasets



  


        

      

      
        Functions

        


  
    
      
    
    
      cache_dir()



        
          
        

    

  


  

      

          @spec cache_dir() :: String.t()


      


Returns the directory where downloaded files are stored.
Defaults to the standard cache location for the given operating system.
Can be configured with the ELIXIR_DATASETS_CACHE_DIR environment variable.

  
    
  
  Examples


iex> is_binary(ElixirDatasets.cache_dir())
true

iex> String.ends_with?(ElixirDatasets.cache_dir(), "elixir_datasets")
true

  



  
    
      
    
    
      decode_config(path)



        
          
        

    

  


  


  



  
    
      
    
    
      do_load_spec(repository, repo_files, num_proc)



        
          
        

    

  


  


  



    

  
    
      
    
    
      get_dataset_config_names(repository_id, opts \\ [])



        
          
        

    

  


  

      

          @spec get_dataset_config_names(
  String.t(),
  keyword()
) :: {:ok, [String.t()]} | {:error, String.t()}


      


Gets the configuration names available for a dataset.
Delegates to ElixirDatasets.Info.get_dataset_config_names/2.

  
    
  
  Parameters


	repository_id - the Hugging Face dataset repository ID (e.g., "glue")
	opts - optional keyword list with the following options:	:auth_token - the token to use as HTTP bearer authorization




  
    
  
  Returns


Returns {:ok, config_names} where config_names is a list of configuration names,
or {:error, reason} if the request fails.

  
    
  
  Examples


iex> {:ok, configs} = ElixirDatasets.get_dataset_config_names("glue")
iex> Enum.member?(configs, "cola")
true

  



    

  
    
      
    
    
      get_dataset_info(repository_id, opts \\ [])



        
          
        

    

  


  

      

          @spec get_dataset_info(
  String.t(),
  keyword()
) :: {:ok, map()} | {:error, String.t()}


      


Fetches dataset information from the Hugging Face API.
Delegates to ElixirDatasets.Info.get_dataset_info/2.

  
    
  
  Parameters


	repository_id - the Hugging Face dataset repository ID (e.g., "aaaaa32r/elixirDatasets")
	opts - optional keyword list with the following options:	:auth_token - the token to use as HTTP bearer authorization




  
    
  
  Returns


Returns {:ok, dataset_info} where dataset_info is a map containing the dataset metadata,
or {:error, reason} if the request fails.

  



    

  
    
      
    
    
      get_dataset_infos(repository_id, opts \\ [])



        
          
        

    

  


  

      

          @spec get_dataset_infos(
  String.t(),
  keyword()
) :: {:ok, [ElixirDatasets.DatasetInfo.t()]} | {:error, String.t()}


      


Fetches dataset information from the Hugging Face API and returns a list of DatasetInfo structs.
Delegates to ElixirDatasets.Info.get_dataset_infos/2.
This function retrieves all available dataset configurations for a given repository.

  
    
  
  Parameters


	repository_id - the Hugging Face dataset repository ID (e.g., "aaaaa32r/elixirDatasets")
	opts - optional keyword list with the following options:	:auth_token - the token to use as HTTP bearer authorization




  
    
  
  Returns


Returns {:ok, dataset_infos} where dataset_infos is a list of DatasetInfo structs,
or {:error, reason} if the request fails.

  
    
  
  Examples


iex> {:ok, infos} = ElixirDatasets.get_dataset_infos("aaaaa32r/elixirDatasets")
iex> Enum.map(infos, & &1.config_name)
["csv", "default"]

  



    

  
    
      
    
    
      get_dataset_split_names(repository_id, opts \\ [])



        
          
        

    

  


  

      

          @spec get_dataset_split_names(
  String.t(),
  keyword()
) :: {:ok, [String.t()]} | {:error, String.t()}


      


Gets the split names (e.g., 'train', 'test', 'validation') for a dataset.
Delegates to ElixirDatasets.Info.get_dataset_split_names/2.

  
    
  
  Parameters


	repository_id - the Hugging Face dataset repository ID (e.g., "cornell-movie-review-data/rotten_tomatoes")
	opts - optional keyword list with the following options:	:auth_token - the token to use as HTTP bearer authorization




  
    
  
  Returns


Returns {:ok, split_names} where split_names is a list of strings representing
the available splits, or {:error, reason} if the request fails.

  
    
  
  Examples


iex> {:ok, splits} = ElixirDatasets.get_dataset_split_names("cornell-movie-review-data/rotten_tomatoes")
iex> splits
["train", "validation", "test"]

  



    

  
    
      
    
    
      load_dataset(repository, opts \\ [])



        
          
        

    

  


  

      

          @spec load_dataset(
  t_repository(),
  keyword()
) :: {:ok, [Explorer.DataFrame.t()] | Enumerable.t()} | {:error, Exception.t()}


      


Loads a dataset from the given repository.
Delegates to ElixirDatasets.Loader.load_dataset/2.
The repository can be either a local directory or a Hugging Face repository.

  
    
  
  Options



  
    
  
  Data Loading Options


	:split - which split of the data to load (e.g., "train", "test", "validation").
If not specified, all splits are loaded. Files are matched by name patterns
(e.g., "train.csv", "test-00000.parquet", "validation.jsonl").

	:name - the name of the dataset configuration to load. For datasets with
multiple configurations, this specifies which one to use. Files are matched
by looking for the config name in the file path (e.g., "sst2/train.parquet").

	:streaming - if true, returns an enumerable that progressively yields
data rows (maps) without loading the entire dataset into memory. Data is
fetched on-demand as you iterate. Useful for large datasets. Default is false.



  
    
  
  HuggingFace Hub Options


	:auth_token - the token to use as HTTP bearer authorization
for remote files. If not provided, the token from the
ELIXIR_DATASETS_HF_TOKEN environment variable is used.

	:cache_dir - the directory to store downloaded files in.
Defaults to the standard cache location for the operating system.

	:offline - if true, only cached files are used and no network
requests are made. Returns an error if the file is not cached.

	:etag - if provided, skips the HEAD request to fetch the latest
ETag value and uses this value instead.

	:download_mode - controls download/cache behavior. Can be:
	:reuse_dataset_if_exists (default) - reuse cached data if available
	:force_redownload - always download, even if cached


	:verification_mode - controls verification checks. Can be:
	:basic_checks (default) - basic validation
	:no_checks - skip all validation


	:num_proc - number of processes to use for parallel dataset processing.
Default is 1 (no parallelization). Set to a higher number to speed up
dataset downloading and loading. For example, num_proc: 4 will use 4
parallel processes.



  
    
  
  Returns


	When streaming: false (default): {:ok, datasets} where datasets is a list of Explorer.DataFrame.t()
	When streaming: true: {:ok, stream} where stream is an Enumerable that yields rows progressively
	On error: {:error, reason}


  
    
  
  Examples


iex> ElixirDatasets.load_dataset({:hf, "cornell-movie-review-data/rotten_tomatoes"}, split: "train")

iex> ElixirDatasets.load_dataset({:hf, "glue"}, name: "sst2")

iex> ElixirDatasets.load_dataset({:hf, "glue"}, name: "sst2", split: "train")
iex> {:ok, stream} = ElixirDatasets.load_dataset(
...>  {:hf, "cornell-movie-review-data/rotten_tomatoes"},
...>  split: "train",
...>  streaming: true
...> )

...> stream |> Stream.take(3) |> IO.inspect()

  



    

  
    
      
    
    
      load_dataset!(repository, opts \\ [])



        
          
        

    

  


  

      

          @spec load_dataset!(
  t_repository(),
  keyword()
) :: [Explorer.DataFrame.t()] | Enumerable.t()


      


Similar to load_dataset/2 but raises an error if loading fails.
Delegates to ElixirDatasets.Loader.load_dataset!/2.
Accepts the same options as load_dataset/2:
	:split - which split to load (e.g., "train", "test", "validation")
	:name - dataset configuration name
	:streaming - if true, returns a Stream instead of loaded data


  
    
  
  Returns


	a list of loaded datasets (or a Stream if streaming is enabled)
	raises an error if loading fails


  
    
  
  Examples


iex> datasets = ElixirDatasets.load_dataset!({:hf, "cornell-movie-review-data/rotten_tomatoes"}, split: "train")

iex> stream = ElixirDatasets.load_dataset!({:hf, "cornell-movie-review-data/rotten_tomatoes"}, streaming: true)
iex> stream |> Enum.take(10)

  



  
    
      
    
    
      parse_dataset_infos(data)



        
          
        

    

  


  

      

          @spec parse_dataset_infos(map()) :: [ElixirDatasets.DatasetInfo.t()]


      


Parses raw dataset info map into a list of DatasetInfo structs.
Delegates to ElixirDatasets.Info.parse_dataset_infos/1.
Extracts the dataset_info array from the HuggingFace API response's cardData field
and converts each entry into a DatasetInfo struct.

  
    
  
  Parameters


	data - the raw response map from the HuggingFace API


  
    
  
  Returns


A list of DatasetInfo structs.

  



  
    
      
    
    
      upload_dataset(df, repository, file_extension)



        
          
        

    

  


  

      

          @spec upload_dataset(Explorer.DataFrame.t(), String.t(), keyword()) ::
  {:error, String.t()} | {:ok, binary()}


      


Uploads a dataset to Hugging Face Hub.

  
    
  
  Parameters


	df - Explorer.DataFrame to upload
	repository - repository ID (e.g., "username/dataset-name")
	file_extension - keyword list with file extension option


  
    
  
  Returns


{:ok, response} on success, or {:error, reason} on failure.

  


        

      


  

    
ElixirDatasets.DatasetInfo 
    



      
Represents dataset information from the HuggingFace API.
This struct encapsulates the metadata about a dataset configuration,
including features and split information.

      


      
        Summary


  
    Types
  


    
      
        feature()

      


        Feature information in a dataset.
Contains the feature name and its data type.



    


    
      
        split()

      


        Split information for a dataset configuration.
Contains the split name and the number of examples.



    


    
      
        t()

      


        DatasetInfo struct represents metadata about a dataset configuration.



    





  
    Functions
  


    
      
        from_directory(directory, filename \\ "dataset_info.json")

      


        Reads DatasetInfo from a directory JSON file.



    


    
      
        from_map(data)

      


        Creates a DatasetInfo struct from a map (typically from JSON response).



    


    
      
        to_map(dataset_info)

      


        Converts a DatasetInfo struct to a map.



    


    
      
        write_to_directory(dataset_info, directory)

      


        Writes DatasetInfo to a directory as a JSON file.



    





      


      
        Types

        


  
    
      
    
    
      feature()



        
          
        

    

  


  

      

          @type feature() :: map()


      


Feature information in a dataset.
Contains the feature name and its data type.

  



  
    
      
    
    
      split()



        
          
        

    

  


  

      

          @type split() :: map()


      


Split information for a dataset configuration.
Contains the split name and the number of examples.

  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %ElixirDatasets.DatasetInfo{
  citation: String.t() | nil,
  config_name: String.t(),
  description: String.t() | nil,
  features: [map()] | nil,
  homepage: String.t() | nil,
  license: String.t() | nil,
  splits: [map()] | nil
}


      


DatasetInfo struct represents metadata about a dataset configuration.
Fields:
	config_name - The configuration name for the dataset (e.g., "csv", "default")
	features - List of feature definitions in the dataset
	splits - List of data splits (train, test, validation, etc.) with example counts
	description - Optional description of the dataset configuration
	homepage - Optional homepage URL for the dataset
	license - Optional license information
	citation - Optional citation information


  


        

      

      
        Functions

        


    

  
    
      
    
    
      from_directory(directory, filename \\ "dataset_info.json")



        
          
        

    

  


  

Reads DatasetInfo from a directory JSON file.
Reads the 'dataset_info.json' file from the specified directory and
returns a DatasetInfo struct.

  
    
  
  Parameters


	directory - The directory path containing the 'dataset_info.json' file


  
    
  
  Returns


	{:ok, dataset_info} - Success with the parsed DatasetInfo struct
	{:error, reason} - If the file doesn't exist or parsing fails


  
    
  
  Examples


iex> dataset_info = %ElixirDatasets.DatasetInfo{
...>   config_name: "csv",
...>   features: [%{"name" => "id", "dtype" => "int64"}],
...>   splits: [%{"name" => "train", "num_examples" => 10}]
...> }
iex> ElixirDatasets.DatasetInfo.write_to_directory(dataset_info, "/tmp/my_dataset")
{:ok, "/tmp/my_dataset/dataset_info.json"}
iex> ElixirDatasets.DatasetInfo.from_directory("/tmp/my_dataset")
{:ok, %ElixirDatasets.DatasetInfo{
  config_name: "csv",
  features: [%{"name" => "id", "dtype" => "int64"}],
  splits: [%{"name" => "train", "num_examples" => 10}],
  description: nil,
  homepage: nil,
  license: nil,
  citation: nil
}}

  



  
    
      
    
    
      from_map(data)



        
          
        

    

  


  

      

          @spec from_map(map()) :: t()


      


Creates a DatasetInfo struct from a map (typically from JSON response).

  
    
  
  Examples


iex> map = %{
...>   "config_name" => "csv",
...>   "features" => [%{"name" => "id", "dtype" => "int64"}],
...>   "splits" => [%{"name" => "train", "num_examples" => 10}]
...> }
iex> ElixirDatasets.DatasetInfo.from_map(map)
%ElixirDatasets.DatasetInfo{
  config_name: "csv",
  features: [%{"name" => "id", "dtype" => "int64"}],
  splits: [%{"name" => "train", "num_examples" => 10}],
  description: nil,
  homepage: nil,
  license: nil,
  citation: nil
}

  



  
    
      
    
    
      to_map(dataset_info)



        
          
        

    

  


  

      

          @spec to_map(t()) :: map()


      


Converts a DatasetInfo struct to a map.

  



  
    
      
    
    
      write_to_directory(dataset_info, directory)



        
          
        

    

  


  

      

          @spec write_to_directory([t()], String.t()) :: {:ok, String.t()} | {:error, any()}


      


Writes DatasetInfo to a directory as a JSON file.
Creates a directory if it doesn't exist and saves the dataset information
as 'dataset_info.json' in that directory.

  
    
  
  Parameters


	dataset_info - The DatasetInfo struct to write
	directory - The directory path where the file will be saved


  
    
  
  Returns


	{:ok, filepath} - Success with the path to the saved file
	{:error, reason} - If directory creation or file writing fails


  
    
  
  Examples


iex> dataset_info = %ElixirDatasets.DatasetInfo{
...>   config_name: "csv",
...>   features: [%{"name" => "id", "dtype" => "int64"}],
...>   splits: [%{"name" => "train", "num_examples" => 10}]
...> }
iex> ElixirDatasets.DatasetInfo.write_to_directory(dataset_info, "/tmp/my_dataset")
{:ok, "/tmp/my_dataset/dataset_info.json"}

  


        

      


  

    
ElixirDatasets.Filter 
    



      
Functions for filtering dataset files by configuration and split.

      


      
        Summary


  
    Functions
  


    
      
        by_config_and_split(repo_files, name, split)

      


        Filters repository files by configuration name and split.



    


    
      
        by_config_name(repo_files, config_name)

      


        Filters files by configuration name.



    


    
      
        by_split(repo_files, split)

      


        Filters files by split name.



    





      


      
        Functions

        


  
    
      
    
    
      by_config_and_split(repo_files, name, split)



        
          
        

    

  


  

      

          @spec by_config_and_split(map(), String.t() | nil, String.t() | nil) :: {:ok, map()}


      


Filters repository files by configuration name and split.

  
    
  
  Parameters


	repo_files - map of files from repository (%{filename => etag})
	name - optional configuration name to filter by
	split - optional split name to filter by (e.g., "train", "test")


  
    
  
  Returns


{:ok, filtered_files} where filtered_files is a map of matching files.

  
    
  
  Examples


iex> files = %{"train.csv" => nil, "test.csv" => nil}
iex> ElixirDatasets.Filter.by_config_and_split(files, nil, "train")
{:ok, %{"train.csv" => nil}}

  



  
    
      
    
    
      by_config_name(repo_files, config_name)



        
          
        

    

  


  

      

          @spec by_config_name(map() | list(), String.t() | nil) :: map() | list()


      


Filters files by configuration name.
If config_name is nil, returns all files unchanged.
Otherwise, returns only files whose path contains the config name.

  
    
  
  Parameters


	repo_files - map or list of files
	config_name - optional configuration name to filter by


  
    
  
  Returns


Filtered files in the same format as input (map or list).

  



  
    
      
    
    
      by_split(repo_files, split)



        
          
        

    

  


  

      

          @spec by_split(map() | list(), String.t() | nil) :: map() | list()


      


Filters files by split name.
If split is nil, returns all files unchanged.
Otherwise, returns only files whose basename (without extension) contains the split name.

  
    
  
  Parameters


	repo_files - map or list of files
	split - optional split name to filter by (e.g., "train", "test", "validation")


  
    
  
  Returns


Filtered files in the same format as input (map or list).

  
    
  
  Examples


iex> files = %{"train.csv" => nil, "test.csv" => nil, "validation.csv" => nil}
iex> ElixirDatasets.Filter.by_split(files, "train")
%{"train.csv" => nil}

  


        

      


  

    
ElixirDatasets.Info 
    



      
Functions for fetching and parsing dataset metadata from Hugging Face Hub.

      


      
        Summary


  
    Functions
  


    
      
        get_dataset_config_names(repository_id, opts \\ [])

      


        Gets the configuration names available for a dataset.



    


    
      
        get_dataset_info(repository_id, opts \\ [])

      


        Fetches dataset information from the Hugging Face API.



    


    
      
        get_dataset_infos(repository_id, opts \\ [])

      


        Fetches dataset information from the Hugging Face API and returns a list of DatasetInfo structs.



    


    
      
        get_dataset_split_names(repository_id, opts \\ [])

      


        Gets the split names (e.g., 'train', 'test', 'validation') for a dataset.



    


    
      
        parse_dataset_infos(data)

      


        Parses raw dataset info map into a list of DatasetInfo structs.



    





      


      
        Functions

        


    

  
    
      
    
    
      get_dataset_config_names(repository_id, opts \\ [])



        
          
        

    

  


  

      

          @spec get_dataset_config_names(
  String.t(),
  keyword()
) :: {:ok, [String.t()]} | {:error, String.t()}


      


Gets the configuration names available for a dataset.

  
    
  
  Parameters


	repository_id - the Hugging Face dataset repository ID (e.g., "glue")
	opts - optional keyword list with the following options:	:auth_token - the token to use as HTTP bearer authorization




  
    
  
  Returns


Returns {:ok, config_names} where config_names is a list of configuration names,
or {:error, reason} if the request fails.

  
    
  
  Examples


iex> {:ok, configs} = ElixirDatasets.Info.get_dataset_config_names("glue")
iex> Enum.member?(configs, "cola")
true

  



    

  
    
      
    
    
      get_dataset_info(repository_id, opts \\ [])



        
          
        

    

  


  

      

          @spec get_dataset_info(
  String.t(),
  keyword()
) :: {:ok, map()} | {:error, String.t()}


      


Fetches dataset information from the Hugging Face API.

  
    
  
  Parameters


	repository_id - the Hugging Face dataset repository ID (e.g., "aaaaa32r/elixirDatasets")
	opts - optional keyword list with the following options:	:auth_token - the token to use as HTTP bearer authorization




  
    
  
  Returns


Returns {:ok, dataset_info} where dataset_info is a map containing the dataset metadata,
or {:error, reason} if the request fails.

  



    

  
    
      
    
    
      get_dataset_infos(repository_id, opts \\ [])



        
          
        

    

  


  

      

          @spec get_dataset_infos(
  String.t(),
  keyword()
) :: {:ok, [ElixirDatasets.DatasetInfo.t()]} | {:error, String.t()}


      


Fetches dataset information from the Hugging Face API and returns a list of DatasetInfo structs.
This function retrieves all available dataset configurations for a given repository.

  
    
  
  Parameters


	repository_id - the Hugging Face dataset repository ID (e.g., "aaaaa32r/elixirDatasets")
	opts - optional keyword list with the following options:	:auth_token - the token to use as HTTP bearer authorization




  
    
  
  Returns


Returns {:ok, dataset_infos} where dataset_infos is a list of DatasetInfo structs,
or {:error, reason} if the request fails.

  
    
  
  Examples


iex> {:ok, infos} = ElixirDatasets.Info.get_dataset_infos("aaaaa32r/elixirDatasets")
iex> Enum.map(infos, & &1.config_name)
["csv", "default"]

  



    

  
    
      
    
    
      get_dataset_split_names(repository_id, opts \\ [])



        
          
        

    

  


  

      

          @spec get_dataset_split_names(
  String.t(),
  keyword()
) :: {:ok, [String.t()]} | {:error, String.t()}


      


Gets the split names (e.g., 'train', 'test', 'validation') for a dataset.

  
    
  
  Parameters


	repository_id - the Hugging Face dataset repository ID (e.g., "cornell-movie-review-data/rotten_tomatoes")
	opts - optional keyword list with the following options:	:auth_token - the token to use as HTTP bearer authorization




  
    
  
  Returns


Returns {:ok, split_names} where split_names is a list of strings representing
the available splits, or {:error, reason} if the request fails.

  
    
  
  Examples


iex> {:ok, splits} = ElixirDatasets.Info.get_dataset_split_names("cornell-movie-review-data/rotten_tomatoes")
iex> splits
["train", "validation", "test"]

  



  
    
      
    
    
      parse_dataset_infos(data)



        
          
        

    

  


  

      

          @spec parse_dataset_infos(map()) :: [ElixirDatasets.DatasetInfo.t()]


      


Parses raw dataset info map into a list of DatasetInfo structs.
Extracts the dataset_info array from the HuggingFace API response's cardData field
and converts each entry into a DatasetInfo struct.

  
    
  
  Parameters


	data - the raw response map from the HuggingFace API


  
    
  
  Returns


A list of DatasetInfo structs.

  


        

      


  

    
ElixirDatasets.Loader 
    



      
Functions for loading datasets from repositories.

      


      
        Summary


  
    Functions
  


    
      
        load_dataset(repository, opts \\ [])

      


        Loads a dataset from the given repository.



    


    
      
        load_dataset!(repository, opts \\ [])

      


        Similar to load_dataset/2 but raises an error if loading fails.



    


    
      
        load_spec(repository, repo_files, num_proc)

      


        Loads the specification of files to download from a repository.



    





      


      
        Functions

        


    

  
    
      
    
    
      load_dataset(repository, opts \\ [])



        
          
        

    

  


  

      

          @spec load_dataset(
  ElixirDatasets.Repository.t_repository(),
  keyword()
) :: {:ok, [Explorer.DataFrame.t()] | Enumerable.t()} | {:error, Exception.t()}


      


Loads a dataset from the given repository.
The repository can be either a local directory or a Hugging Face repository.

  
    
  
  Options



  
    
  
  Data Loading Options


	:split - which split of the data to load (e.g., "train", "test", "validation").
If not specified, all splits are loaded. Files are matched by name patterns
(e.g., "train.csv", "test-00000.parquet", "validation.jsonl").

	:name - the name of the dataset configuration to load. For datasets with
multiple configurations, this specifies which one to use. Files are matched
by looking for the config name in the file path (e.g., "sst2/train.parquet").

	:streaming - if true, returns an enumerable that progressively yields
data rows (maps) without loading the entire dataset into memory. Data is
fetched on-demand as you iterate. Useful for large datasets. Default is false.



  
    
  
  HuggingFace Hub Options


	:auth_token - the token to use as HTTP bearer authorization
for remote files. If not provided, the token from the
ELIXIR_DATASETS_HF_TOKEN environment variable is used.

	:cache_dir - the directory to store downloaded files in.
Defaults to the standard cache location for the operating system.

	:offline - if true, only cached files are used and no network
requests are made. Returns an error if the file is not cached.

	:etag - if provided, skips the HEAD request to fetch the latest
ETag value and uses this value instead.

	:download_mode - controls download/cache behavior. Can be:
	:reuse_dataset_if_exists (default) - reuse cached data if available
	:force_redownload - always download, even if cached


	:verification_mode - controls verification checks. Can be:
	:basic_checks (default) - basic validation
	:no_checks - skip all validation


	:num_proc - number of processes to use for parallel dataset processing.
Default is 1 (no parallelization). Set to a higher number to speed up
dataset downloading and loading. For example, num_proc: 4 will use 4
parallel processes.



  
    
  
  Returns


	When streaming: false (default): {:ok, datasets} where datasets is a list of Explorer.DataFrame.t()
	When streaming: true: {:ok, stream} where stream is an Enumerable that yields rows progressively
	On error: {:error, reason}


  
    
  
  Examples


iex> ElixirDatasets.Loader.load_dataset({:hf, "dataset_name"}, split: "train")

iex> ElixirDatasets.Loader.load_dataset({:hf, "glue"}, name: "sst2")

iex> {:ok, stream} = ElixirDatasets.Loader.load_dataset(
...>  {:hf, "cornell-movie-review-data/rotten_tomatoes"},
...>  split: "train",
...>  streaming: true
...> )
...> stream |> Stream.take(100) |> IO.inspect()

  



    

  
    
      
    
    
      load_dataset!(repository, opts \\ [])



        
          
        

    

  


  

      

          @spec load_dataset!(
  ElixirDatasets.Repository.t_repository(),
  keyword()
) :: [Explorer.DataFrame.t()] | Enumerable.t()


      


Similar to load_dataset/2 but raises an error if loading fails.
Accepts the same options as load_dataset/2.

  
    
  
  Returns


	a list of loaded datasets (or a Stream if streaming is enabled)
	raises an error if loading fails


  
    
  
  Examples


iex> datasets = ElixirDatasets.Loader.load_dataset!({:hf, "cornell-movie-review-data/rotten_tomatoes"}, split: "train")

iex> stream = ElixirDatasets.Loader.load_dataset!({:hf, "cornell-movie-review-data/rotten_tomatoes"}, streaming: true)
iex> stream |> Enum.take(10)

  



  
    
      
    
    
      load_spec(repository, repo_files, num_proc)



        
          
        

    

  


  

      

          @spec load_spec(tuple(), map(), pos_integer()) ::
  {:ok, [{String.t(), String.t()}]} | {:error, String.t()}


      


Loads the specification of files to download from a repository.
Filters files by valid extensions and downloads them in parallel if num_proc > 1.

  
    
  
  Parameters


	repository - normalized repository tuple
	repo_files - map of files from repository
	num_proc - number of parallel processes to use


  
    
  
  Returns


{:ok, paths_with_extensions} where each element is {path, extension},
or {:error, reason} if download fails.

  


        

      


  

    
ElixirDatasets.Repository 
    



      
Functions for managing dataset repositories (local and Hugging Face).

      


      
        Summary


  
    Types
  


    
      
        t_repository()

      


        A location to fetch dataset files from.
Can be either a Hugging Face repository or a local resource



    





  
    Functions
  


    
      
        download(arg, filename, etag)

      


        Downloads a file from a repository.



    


    
      
        get_files(arg)

      


        Gets the list of files in a repository.



    


    
      
        normalize!(other)

      


        Normalizes repository specification to a consistent format.



    


    
      
        repository_id_to_cache_scope(repository_id)

      


        Converts a repository ID to a cache scope string.



    





      


      
        Types

        


  
    
      
    
    
      t_repository()



        
          
        

    

  


  

      

          @type t_repository() ::
  {:hf, String.t()} | {:hf, String.t(), keyword()} | {:local, Path.t()}


      


A location to fetch dataset files from.
Can be either a Hugging Face repository or a local resource:
	{:hf, repository_id} - the Hugging Face repository ID

	{:hf, repository_id, options} - the Hugging Face repository ID
with additional options

	{:local, path} - a local directory or file path containing the datasets



  


        

      

      
        Functions

        


  
    
      
    
    
      download(arg, filename, etag)



        
          
        

    

  


  

      

          @spec download(t_repository(), String.t(), String.t() | nil) ::
  {:ok, String.t()} | {:error, String.t()}


      


Downloads a file from a repository.
For local repositories, verifies the file exists.
For Hugging Face repositories, downloads the file using the Hub API.

  
    
  
  Returns


{:ok, path} where path is the local file path,
or {:error, reason} if the download fails.

  



  
    
      
    
    
      get_files(arg)



        
          
        

    

  


  

      

          @spec get_files(t_repository()) :: {:ok, map()} | {:error, String.t()}


      


Gets the list of files in a repository.
For local repositories, lists files in the directory.
For Hugging Face repositories, fetches the file listing from the API.

  
    
  
  Returns


{:ok, repo_files} where repo_files is a map of %{filename => etag},
or {:error, reason} if the operation fails.

  



  
    
      
    
    
      normalize!(other)



        
          
        

    

  


  

      

          @spec normalize!(t_repository()) :: t_repository()


      


Normalizes repository specification to a consistent format.

  
    
  
  Examples


iex> ElixirDatasets.Repository.normalize!({:hf, "repo/name"})
{:hf, "repo/name", []}

iex> ElixirDatasets.Repository.normalize!({:local, "/path/to/data"})
{:local, "/path/to/data"}

  



  
    
      
    
    
      repository_id_to_cache_scope(repository_id)



        
          
        

    

  


  

      

          @spec repository_id_to_cache_scope(String.t()) :: String.t()


      


Converts a repository ID to a cache scope string.
Replaces slashes with double dashes and removes non-word characters.

  
    
  
  Examples


iex> ElixirDatasets.Repository.repository_id_to_cache_scope("user/repo-name")
"user--repo-name"

  


        

      


  

    
ElixirDatasets.Streaming 
    



      
Functions for streaming datasets progressively without loading everything into memory.

      


      
        Summary


  
    Functions
  


    
      
        build(repository, filtered_files, opts)

      


        Builds a streaming dataset that yields rows progressively.



    


    
      
        build_urls(arg, filtered_files, load_opts)

      


        Builds URLs for streaming from repository files.



    





      


      
        Functions

        


  
    
      
    
    
      build(repository, filtered_files, opts)



        
          
        

    

  


  

      

          @spec build(tuple(), map(), keyword()) :: Enumerable.t()


      


Builds a streaming dataset that yields rows progressively.

  
    
  
  Parameters


	repository - normalized repository tuple
	filtered_files - map of files to stream from
	opts - options including:	:batch_size - number of rows to fetch per batch (default: 1000)
	:auth_token - authentication token for Hugging Face




  
    
  
  Returns


A Stream that yields rows as maps.

  



  
    
      
    
    
      build_urls(arg, filtered_files, load_opts)



        
          
        

    

  


  

      

          @spec build_urls(tuple(), map(), keyword()) :: list()


      


Builds URLs for streaming from repository files.
For Hugging Face repositories, creates HTTP URLs.
For local repositories, uses file paths.

  


        

      


  

    
ElixirDatasets.Utils.Loader 
    



      
Utility functions for loading datasets from various file formats.
Supports loading from CSV, Parquet, and JSONL files. Each format is handled
by its corresponding loader function that returns a dataframe or decoded data.

      


      
        Summary


  
    Functions
  


    
      
        load_datasets_from_paths(paths_with_extensions, num_proc \\ 1)

      


        Loads datasets from multiple file paths with optional parallel processing.



    


    
      
        load_datasets_from_paths!(paths_with_extensions, num_proc \\ 1)

      


        Similar to load_datasets_from_paths/2 but raises an error if loading fails.



    





      


      
        Functions

        


    

  
    
      
    
    
      load_datasets_from_paths(paths_with_extensions, num_proc \\ 1)



        
          
        

    

  


  

      

          @spec load_datasets_from_paths([{Path.t(), String.t()}], pos_integer()) ::
  {:ok, [Explorer.DataFrame.t()]} | {:error, Exception.t()}


      


Loads datasets from multiple file paths with optional parallel processing.
Automatically detects the file format based on the extension and loads each file accordingly.
When num_proc is greater than 1, files are loaded in parallel using multiple processes,
which can significantly speed up loading when dealing with multiple files.

  
    
  
  Parameters


	paths_with_extensions - list of {path, extension} tuples to load
	num_proc - number of processes to use for parallel loading (default: 1).
When set to 1, files are loaded sequentially. When greater than 1, files
are loaded in parallel using Task.async_stream with the specified concurrency.


  
    
  
  Returns


	{:ok, [datasets]} - a list of loaded datasets in the same order as input
	{:error, reason} - if any file fails to load


  
    
  
  Examples


# Sequential loading
paths = [{"data1.csv", "csv"}, {"data2.parquet", "parquet"}]
{:ok, datasets} = load_datasets_from_paths(paths)

# Parallel loading with 4 processes
{:ok, datasets} = load_datasets_from_paths(paths, 4)

  



    

  
    
      
    
    
      load_datasets_from_paths!(paths_with_extensions, num_proc \\ 1)



        
          
        

    

  


  

      

          @spec load_datasets_from_paths!([{Path.t(), String.t()}], pos_integer()) :: [
  Explorer.DataFrame.t()
]


      


Similar to load_datasets_from_paths/2 but raises an error if loading fails.
Loads datasets from multiple file paths with optional parallel processing.
Raises an exception if any file fails to load.

  
    
  
  Parameters


	paths_with_extensions - list of {path, extension} tuples to load
	num_proc - number of processes to use for parallel loading (default: 1).
When set to 1, files are loaded sequentially. When greater than 1, files
are loaded in parallel.


  
    
  
  Returns


	a list of loaded datasets in the same order as input
	raises an error if any file fails to load


  
    
  
  Examples


# Sequential loading
iex> paths = [{"data1.csv", "csv"}, {"data2.parquet", "parquet"}]
iex> datasets = load_datasets_from_paths!(paths)

# Parallel loading with 4 processes
iex> datasets = load_datasets_from_paths!(paths, 4)

  


        

      


  

    
ElixirDatasets.Utils.Logger 
    



      
Simple debug logger for ElixirDatasets that prints to IO when HF_DEBUG environment variable is set to "true".
Usage:
  ElixirDatasets.Utils.Logger.debug("This is a debug message")

      


      
        Summary


  
    Functions
  


    
      
        debug(message)

      


        Prints a debug message to IO if HF_DEBUG environment variable is set to "true".



    


    
      
        debug_enabled?()

      


        Returns true if debug logging is enabled (HF_DEBUG environment variable is set to "true").



    





      


      
        Functions

        


  
    
      
    
    
      debug(message)



        
          
        

    

  


  

      

          @spec debug(String.t()) :: :ok


      


Prints a debug message to IO if HF_DEBUG environment variable is set to "true".

  
    
  
  Examples


  iex> ElixirDatasets.Utils.Logger.debug("Starting dataset download")
  :ok

  



  
    
      
    
    
      debug_enabled?()



        
          
        

    

  


  

      

          @spec debug_enabled?() :: boolean()


      


Returns true if debug logging is enabled (HF_DEBUG environment variable is set to "true").

  
    
  
  Examples


  iex> System.put_env("HF_DEBUG", "true")
  iex> ElixirDatasets.Utils.Logger.debug_enabled?()
  true
  iex> System.delete_env("HF_DEBUG")
  iex> ElixirDatasets.Utils.Logger.debug_enabled?()
  false

  


        

      


  

    
ElixirDatasets.Utils.Saver 
    



      
Utility functions for saving datasets to various file formats.
Supports saving to CSV, Parquet, and JSONL files.

      


      
        Summary


  
    Functions
  


    
      
        save_dataset_to_file(df, options)

      


        Saves the given dataframe to a file specified in the options.
Options can include



    





      


      
        Functions

        


  
    
      
    
    
      save_dataset_to_file(df, options)



        
          
        

    

  


  

      

          @spec save_dataset_to_file(
  Explorer.DataFrame.t(),
  keyword()
) :: Path.t() | {:error, String.t()}


      


Saves the given dataframe to a file specified in the options.
Options can include:
	:filepath - the path to save the file
	:file_extension - the file extension/type (csv, parquet, jsonl)


  


        

      


  

    
ElixirDatasets.Utils.Uploader 
    



      
Utility functions for uploading datasets to huggingface.co .

      


      
        Summary


  
    Functions
  


    
      
        delete_file_from_dataset(repository, filename, options \\ [])

      


        Deletes a file from a specified Hugging Face dataset repository.



    


    
      
        upload_dataset(df, repository, options)

      


        Uploads a dataset to a specified Hugging Face repository.



    


    
      
        upload_file_via_lfs(file_path, repository, options \\ [])

      


        Uploads a large file to Hugging Face using Git LFS.



    





      


      
        Functions

        


    

  
    
      
    
    
      delete_file_from_dataset(repository, filename, options \\ [])



        
          
        

    

  


  

      

          @spec delete_file_from_dataset(String.t(), String.t(), keyword()) ::
  {:ok, String.t()} | {:error, String.t() | Exception.t()}


      


Deletes a file from a specified Hugging Face dataset repository.

  
    
  
  Parameters


	repository: The Hugging Face repository path (e.g., "username/dataset-name")
	filename: The path of the file to delete in the repository
	options: A keyword list with optional parameters:	:commit_message: Custom commit message (default: "Delete file from ElixirDatasets")
	:description: Optional description for the commit




  
    
  
  Examples


iex> delete_file_from_dataset("username/dataset", "old_file.csv", [])
{:ok, response_body}

iex> delete_file_from_dataset("username/dataset", "data.csv",
...>   commit_message: "Removing outdated data",
...>   description: "Data no longer needed"
...> )
{:ok, response_body}

  



  
    
      
    
    
      upload_dataset(df, repository, options)



        
          
        

    

  


  

      

          @spec upload_dataset(Explorer.DataFrame.t(), String.t(), keyword()) ::
  {:ok, String.t()} | {:error, Exception.t()}


      


Uploads a dataset to a specified Hugging Face repository.

  



    

  
    
      
    
    
      upload_file_via_lfs(file_path, repository, options \\ [])



        
          
        

    

  


  

      

          @spec upload_file_via_lfs(String.t(), String.t(), keyword()) ::
  {:ok, String.t()} | {:error, String.t()}


      


Uploads a large file to Hugging Face using Git LFS.
This function handles the complete LFS upload workflow:
	Calculates SHA256 hash and file size
	Initiates LFS batch request
	Uploads file to S3
	Verifies upload
	Creates commit with LFS reference


  
    
  
  Parameters


	file_path: The local path to the file to upload
	repository: The Hugging Face repository path (e.g., "username/dataset-name")
	options: A keyword list with optional parameters:	:commit_message: Custom commit message (default: "Upload file via LFS from ElixirDatasets")
	:description: Optional description for the commit
	:repo_filename: The path in the repository (default: basename of file_path)




  
    
  
  Examples


iex> upload_file_via_lfs("/path/to/large_file.csv", "username/dataset", [])
{:ok, response_body}

iex> upload_file_via_lfs("/path/to/data.parquet", "username/dataset",
...>   commit_message: "Upload large dataset",
...>   repo_filename: "datasets/v1/data.parquet"
...> )
{:ok, response_body}
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