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EMLX is the Nx Backend for the MLX library.
Because of MLX's nature, EMLX with GPU backend is only supported on macOS.
MLX with CPU backend is available on most mainstream platforms, however, the CPU backend may not be as optimized as the GPU backend,
especially for non-macOS OSes, as they're not prioritized for development. Right now, EMLX supports x86_64 and arm64 architectures
on both macOS and Linux.
The M-Series Macs have an unified memory architecture, which allows for more passing data between the CPU and GPU to be effectively a no-op.
Besides the backend, this library also provides a Nx.Defn.Compiler implementation that JIT-compiles Nx functions with smart use of MLX command queues.
	Worker-thread dispatch — MLX ops run on dedicated threads instead of BEAM dirty schedulers, eliminating scheduler starvation under load.
	Per-process Metal command queues (EMLX.CommandQueue) — each BEAM process can get its own GPU command queue for true process-level GPU isolation.
	GPU pointer interop — Nx.Backend.from_pointer/5 and to_pointer/2 for zero-copy Metal buffer sharing with other languages, such as with Python via Pythonx.

Metal does not support 64-bit floats, so neither MLX nor EMLX do either.
Usage
To use EMLX, you can add it as a dependency in your mix.exs:
def deps do
  [
    {:emlx, github: "elixir-nx/emlx", branch: "main"}
  ]
end
Then, you just need to set EMLX.Backend as the default backend for your Nx functions:
Nx.default_backend(EMLX.Backend)

# Setting the device to the CPU (default)
Nx.default_backend({EMLX.Backend, device: :cpu})

# Setting the device to the GPU
Nx.default_backend({EMLX.Backend, device: :gpu})

# or use the application config using one of the alternatives above as the value:

config :nx, :default_backend, EMLX.Backend
config :nx, :default_backend, {EMLX.Backend, device: :cpu}
config :nx, :default_backend, {EMLX.Backend, device: :gpu}
If you want to use the JIT compiler, you can set the default compiler as shown below.
Nx.Defn.default_options(compiler: EMLX)

# Alternatively, we can set this in the application environment

config :nx, :default_defn_options, compiler: EMLX
MLX binaries
EMLX relies on the MLX library to function, and currently EMLX will download precompiled builds from mlx-build.
Using precompiled binaries
While the default configuration should be suitable for most cases, there is however a number of environment variables that you may want to use in order to customize the variant of MLX binary.
The binaries are always downloaded to match the current configuration, so you should set the environment variables in .bash_profile or a similar configuration file so you don't need to export it in every shell session.
LIBMLX_VERSION
The version of the MLX binary to download. By default EMLX will always use the latest version possible.
LIBMLX_ENABLE_JIT
Defaults to false.
Using JIT compilation for Metal kernels when set to true.
LIBMLX_ENABLE_DEBUG
Defaults to false.
Enhance metal debug workflow by enabling debug information in the Metal shaders when set to true.
LIBMLX_CACHE
The directory to store the downloaded and built archives in. Defaults to the standard cache location for the given operating system.
Compiling from source
If you want to compile MLX from source, you can do so by setting the LIBMLX_BUILD environment variable to true.
Environment variables listed in the previous section will still apply.
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        clear_cache()

      


        Clears the MLX memory cache, releasing unused GPU memory back to the system.



    


    
      
        clip(tensor, tensor_min, tensor_max)
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        conv_general(tensor_input, tensor_kernel, strides, padding_low, padding_high, kernel_dilation, input_dilation, feature_group_count)
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        cumulative_product(tensor, axis, reverse, inclusive)

      


    


    
      
        cumulative_sum(tensor, axis, reverse, inclusive)

      


    


    
      
        deallocate(tensor_ref)

      


    


    
      
        default_device()

      


        Returns the default MLX device for this process.



    


    
      
        dequantize(qw)

      


        Dequantize a quantized Nx.Tensor (created by EMLX.quantize/2) to a
dense float tensor by calling mx::dequantize.



    


    
      
        dequantize(tensor_w, tensor_scales, tensor_biases, group_size, bits)

      


        Dequantizes packed weights to floating point.



    


    
      
        divide(tensorA, tensorB)

      


    


    
      
        einsum(tensorA, tensorB, spec_string)

      


    


    
      
        equal(tensorA, tensorB)

      


    


    
      
        erf(tensor)

      


    


    
      
        erf_inv(tensor)

      


    


    
      
        eval(arg)

      


        Evaluates a (possibly lazy) MLX tensor by routing the work through an
EMLX.CommandQueue. Blocks the caller until the worker thread has
finished mlx::core::eval/1 for this tensor.
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        expm1(tensor)

      


    


    
      
        eye(m, n, type, device)

      


    


    
      
        fast_layer_norm(arg1, arg2, arg3, eps)

      


        Fused layer normalisation (mlx::fast::layer_norm).



    


    
      
        fast_layer_norm_no_bias(arg1, arg2, eps)

      


        Fused layer normalisation without bias (mlx::fast::layer_norm, weight-only variant).



    


    
      
        fast_rms_norm(arg1, arg2, eps)

      


        Fused RMS normalisation (mlx::fast::rms_norm).



    


    
      
        fast_rope(arg, dims, traditional, base, scale, offset)

      


        Fused rotary position embedding (mlx::fast::rope).



    


    
      
        fast_rope_ids(arg1, dims, traditional, base, scale, arg2)

      


        Fused RoPE with a per-batch offset array (mlx::fast::rope, array-offset overload).



    


    
      
        fast_rope_positions(arg1, dims, traditional, base, scale, arg2)

      


        Fused RoPE for arbitrary per-token position_ids.



    


    
      
        fast_rope_with_freqs(arg1, dims, traditional, scale, arg2, arg3)

      


        Fused RoPE with precomputed inv-frequency vector (mlx::fast::rope, freqs overload).



    


    
      
        fast_sdpa(arg1, arg2, arg3, scale)

      


        Flash-attention style SDPA, no mask (mlx::fast::scaled_dot_product_attention).



    


    
      
        fast_sdpa_causal(arg1, arg2, arg3, scale)

      


        Flash-attention SDPA with built-in causal mask (mlx::fast::scaled_dot_product_attention,
mask_mode="causal").



    


    
      
        fast_sdpa_causal_key_masked(arg1, arg2, arg3, scale, arg4, kv_offset)

      


        Causal SDPA with a runtime key_mask check performed at the C++ level.



    


    
      
        fast_sdpa_masked(arg1, arg2, arg3, arg4, scale)

      


        Flash-attention SDPA with an additive or boolean mask.



    


    
      
        fast_swiglu(arg1, arg2)

      


        Fused SwiGLU activation: silu(gate) * up where silu(x) = x * sigmoid(x).



    


    
      
        fft2(tensor, s, axes)

      


    


    
      
        fft(tensor, n, axis)

      


    


    
      
        floor(tensor)

      


    


    
      
        from_blob(blob, shape, type, device)

      


    


    
      
        full(value, shape, type, device)

      


    


    
      
        gather(tensor, indices, axes, slice_sizes)

      


    


    
      
        greater(tensorA, tensorB)

      


    


    
      
        greater_equal(tensorA, tensorB)

      


    


    
      
        ifft2(tensor, s, axes)

      


    


    
      
        ifft(tensor, n, axis)

      


    


    
      
        imag(tensor)

      


    


    
      
        is_infinity(tensor)

      


    


    
      
        is_nan(tensor)

      


    


    
      
        is_tensor(device, ref)

      


    


    
      
        isclose(tensorA, tensorB, rtol, atol, equal_nan)

      


    


    
      
        item(arg)

      


        Returns the scalar value of a 0-d tensor as a number.



    


    
      
        kv_cache_attention(arg1, arg2, arg3, arg4, arg5, offset, scale)

      


        Fused KV cache update + variable-length SDPA in a single Metal command buffer.



    


    
      
        kv_cache_attention_masked(arg1, arg2, arg3, arg4, arg5, offset, scale, arg6)

      


        Like kv_cache_attention/7 but also applies key_mask to exclude padding
positions from attention in both prefill and decode steps.



    


    
      
        kv_cache_sdpa_update(arg1, arg2, arg3, arg4, arg5, offset, scale)

      


        Fused KV cache update + SDPA for the native NIF loop (BNHD layout).



    


    
      
        left_shift(tensorA, tensorB)

      


    


    
      
        less(tensorA, tensorB)

      


    


    
      
        less_equal(tensorA, tensorB)

      


    


    
      
        linalg_cholesky(tensor, upper)

      


    


    
      
        linalg_eigh(tensor, uplo)

      


    


    
      
        linalg_inv(tensor)

      


    


    
      
        linalg_lu(tensor)

      


    


    
      
        linalg_pinv(tensor)

      


    


    
      
        linalg_qr(tensor)

      


    


    
      
        linalg_solve(tensorA, tensorB)

      


    


    
      
        linalg_solve_triangular(tensorA, tensorB, upper)

      


    


    
      
        linalg_svd(tensor, compute_uv)

      


    


    
      
        log1p(tensor)

      


    


    
      
        log(tensor)

      


    


    
      
        logical_and(tensorA, tensorB)

      


    


    
      
        logical_not(tensor)

      


    


    
      
        logical_or(tensorA, tensorB)

      


    


    
      
        logical_xor(tensorA, tensorB)

      


    


    
      
        max(tensor, axes, keep_axes)

      


    


    
      
        maximum(tensorA, tensorB)

      


    


    
      
        memory_info()

      


        Returns a map with current memory usage information.



    


    
      
        min(tensor, axes, keep_axes)

      


    


    
      
        minimum(tensorA, tensorB)

      


    


    
      
        multiply(tensorA, tensorB)

      


    


    
      
        negate(tensor)

      


    


    
      
        not_equal(tensorA, tensorB)

      


    


    
      
        ones(shape, type, device)

      


    


    
      
        pad(tensor, axes, low_pad_size, high_pad_size, tensor_pad_value)

      


    


    
      
        pow(tensorA, tensorB)

      


    


    
      
        product(tensor, axes, keep_axes)

      


    


    
      
        quantize(tensor, opts)

      


        Quantize a dense 2-D Nx.Tensor and return an annotated quantized tensor.



    


    
      
        quantize(arg, group_size, bits)

      


        Quantizes a floating point tensor to packed format.



    


    
      
        quantized_matmul(activation, qw)

      


        Run activation @ dequantize(qw) using mx::quantized_matmul.



    


    
      
        quantized_matmul(tensor_x, tensor_w, tensor_scales, tensor_biases, transpose \\ true, group_size \\ 64, bits \\ 4)

      


        Performs quantized matrix multiplication.
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        reset_peak_memory()

      


        Resets the peak memory counter to zero.
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        scalar_tensor(scalar, type, device)

      


    


    
      
        scalar_type(tensor)

      


    


    
      
        scatter(tensor, indices, tensor_updates, axes)

      


    


    
      
        scatter_add(tensor, indices, tensor_updates, axes)

      


    


    
      
        set_cache_limit(limit)

      


        Sets the cache limit in bytes. Returns the previous limit.



    


    
      
        set_memory_limit(limit)

      


        Sets the memory limit in bytes. Returns the previous limit.



    


    
      
        shape(tensor)

      


    


    
      
        shm_unlink(name)

      


        Unlinks a POSIX shared-memory segment by its handle name.
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        slice(tensor, starts, stops, strides)

      


    


    
      
        slice_update(tensor, tensor_updates, starts, stops)

      


    


    
      
        sort(tensor, axis)

      


    


    
      
        sqrt(tensor)

      


    


    
      
        squeeze(tensor, axes)

      


    


    
      
        stack(tensors, axis)

      


    


    
      
        strides(tensor)

      


    


    
      
        subtract(tensorA, tensorB)

      


    


    
      
        sum(tensor, axes, keep_axes)

      


    


    
      
        take(tensor, tensorIndices, axis)

      


    


    
      
        take_along_axis(tensor, tensorIndices, axis)

      


    


    
      
        tan(tensor)

      


    


    
      
        tanh(tensor)

      


    


    
      
        tensor_data_ptr(tensor)

      


        Returns {address, byte_size} for the tensor's raw GPU buffer.



    


    
      
        tensor_to_shm(tensor, permissions)

      


        Copies tensor data into a new POSIX shared-memory segment and returns
{shm_name, byte_size}.



    


    
      
        tensordot(tensorA, tensorB, axesA, axesB)

      


    


    
      
        to_blob(tensor)

      


    


    
      
        to_blob(tensor, limit)

      


    


    
      
        to_nx(device_ref)

      


        Converts an EMLX device ref back to an Nx.Tensor.



    


    
      
        transpose(tensor, axes)

      


    


    
      
        tri_inv(tensor, upper)

      


    


    
      
        view(tensor, type)

      


    


    
      
        where(tensorPred, tensorTrue, tensorFalse)

      


    


    
      
        window_scatter_max(tensor_t, tensor_source, tensor_init_value, window, low_pad, high_pad, strides)

      


    


    
      
        window_scatter_min(tensor_t, tensor_source, tensor_init_value, window, low_pad, high_pad, strides)
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      astype(tensor, type)
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          @spec clear_cache() :: :ok


      


Clears the MLX memory cache, releasing unused GPU memory back to the system.
Useful after inference batches to prevent memory growth. Does not affect
tensors that are still referenced.
Examples
EMLX.clear_cache()
#=> :ok
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      conv_general(tensor_input, tensor_kernel, strides, padding_low, padding_high, kernel_dilation, input_dilation, feature_group_count)
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      cumulative_min(tensor, axis, reverse, inclusive)
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Returns the default MLX device for this process.
Reads :default_device from the :emlx application environment, falling
back to :gpu. Override in tests or config via:
Application.put_env(:emlx, :default_device, :cpu)
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          @spec dequantize(Nx.Tensor.t()) :: Nx.Tensor.t()


      


Dequantize a quantized Nx.Tensor (created by EMLX.quantize/2) to a
dense float tensor by calling mx::dequantize.
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Dequantizes packed weights to floating point.
Converts quantized weights back to their original floating point representation.
Useful for debugging and verification.
Parameters
	w - Quantized weights as uint32 (packed int4 values)
	scales - Per-group scale factors
	biases - Per-group zero points
	group_size - Number of weights per group (default: 64)
	bits - Quantization bits (default: 4)
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Evaluates a (possibly lazy) MLX tensor by routing the work through an
EMLX.CommandQueue. Blocks the caller until the worker thread has
finished mlx::core::eval/1 for this tensor.
Resolves the queue via resolve_worker/1:
	If the calling process has bound a queue with
EMLX.CommandQueue.with_queue/2, that queue is used.
	Otherwise the application-default worker for the tensor's device
(CPU or GPU) is used — see EMLX.Application.
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Fused layer normalisation (mlx::fast::layer_norm).
	x      — input tensor; normalised over the last axis.
	weight — {hidden} scale vector (gamma).
	bias   — {hidden} bias vector (beta).
	eps    — numerical stability constant (e.g. 1.0e-5).

Prefer EMLX.Fast.layer_norm/4 inside defn.

  



  
    
      
    
    
      fast_layer_norm_no_bias(arg1, arg2, eps)



        
          
        

    

  


  

Fused layer normalisation without bias (mlx::fast::layer_norm, weight-only variant).
Prefer EMLX.Fast.layer_norm/3 inside defn.

  



  
    
      
    
    
      fast_rms_norm(arg1, arg2, eps)



        
          
        

    

  


  

Fused RMS normalisation (mlx::fast::rms_norm).
Single Metal shader. Normalises over the last axis of x and scales by
weight. Output shape and type match x.
Prefer EMLX.Fast.rms_norm/3 inside defn; call this directly only from
eager (non-defn) code.

  



  
    
      
    
    
      fast_rope(arg, dims, traditional, base, scale, offset)



        
          
        

    

  


  

Fused rotary position embedding (mlx::fast::rope).
Single Metal shader. Applies RoPE with a scalar position offset.
	a           — input {B, ..., T, D}
	dims        — number of feature dims to rotate (≤ last-axis size, must be even)
	traditional — false for split-half (Qwen3); true for interleaved
	base        — angular frequency base (e.g. 10_000 or 1_000_000)
	scale       — position scale (1.0 unless using NTK-aware scaling)
	offset      — integer token position (length of KV cache already filled)

Prefer EMLX.Fast.rope/6 inside defn.

  



  
    
      
    
    
      fast_rope_ids(arg1, dims, traditional, base, scale, arg2)



        
          
        

    

  


  

Fused RoPE with a per-batch offset array (mlx::fast::rope, array-offset overload).
Calls the const array& offset overload of mlx::fast::rope, where offset
has shape {B} — one starting position per batch example. Positions within each
example are assumed to be sequential: [offset[b], offset[b]+1, ..., offset[b]+T-1].
Typically you build offset by slicing position_ids[:, 0] (first token's
position for each batch example) before calling this function.
Prefer EMLX.Fast.rope_with_positions/6 inside defn.

  



  
    
      
    
    
      fast_rope_positions(arg1, dims, traditional, base, scale, arg2)



        
          
        

    

  


  

Fused RoPE for arbitrary per-token position_ids.
Uses full {B, T} position IDs (not just an offset) and mirrors Bumblebee's
per-token cos/sin lookup, avoiding the sequential-offset assumption of
fast_rope_ids.
	a            — input tensor {B, T, H, D}.
	dims         — number of feature dims to rotate.
	traditional  — currently only false is supported.
	base         — angular frequency base (e.g. 1_000_000).
	scale        — position scale.
	position_ids — {B, T} integer tensor.


  



  
    
      
    
    
      fast_rope_with_freqs(arg1, dims, traditional, scale, arg2, arg3)



        
          
        

    

  


  

Fused RoPE with precomputed inv-frequency vector (mlx::fast::rope, freqs overload).
	a          — input tensor; shape {B, T, ..., D}.
	dims       — number of feature dims to rotate.
	traditional— false for split-half (Qwen3/Bumblebee); true for interleaved.
	scale      — position scale (typically 1.0 when using precomputed freqs).
	offset     — {B} per-batch starting position tensor.
	freqs      — {dims/2} precomputed inverse-frequency tensor.

Prefer EMLX.Fast.rope_with_freqs/6 inside defn.

  



  
    
      
    
    
      fast_sdpa(arg1, arg2, arg3, scale)



        
          
        

    

  


  

Flash-attention style SDPA, no mask (mlx::fast::scaled_dot_product_attention).
GQA-native: k/v may have fewer heads than q — no pre-tiling needed.
	q     — {B, N_q, T_q, D}
	k     — {B, N_kv, T_kv, D}
	v     — {B, N_kv, T_kv, D}
	scale — scalar (typically 1 / sqrt(D))

Prefer EMLX.Fast.scaled_dot_product_attention/4 inside defn.

  



  
    
      
    
    
      fast_sdpa_causal(arg1, arg2, arg3, scale)



        
          
        

    

  


  

Flash-attention SDPA with built-in causal mask (mlx::fast::scaled_dot_product_attention,
mask_mode="causal").
MLX constructs the upper-triangular causal mask internally — no explicit mask
tensor required. GQA-native: k/v may have fewer heads than q.
	q     — {B, N_q, T_q, D}
	k     — {B, N_kv, T_kv, D}
	v     — {B, N_kv, T_kv, D}
	scale — scalar (typically 1 / sqrt(D))

Prefer EMLX.Fast.scaled_dot_product_attention_causal/4 inside defn.

  



  
    
      
    
    
      fast_sdpa_causal_key_masked(arg1, arg2, arg3, scale, arg4, kv_offset)



        
          
        

    

  


  

Causal SDPA with a runtime key_mask check performed at the C++ level.
At the NIF level: evaluates all(key_mask == 1) (cheap for small/constant
tensors). If true → uses the pure causal Metal kernel (no mask allocation).
If false → builds a combined causal + key_mask additive float mask and calls
the masked kernel.
	q        — {B, N_q, T_q, D}
	k        — {B, N_kv, T_kv, D}
	v        — {B, N_kv, T_kv, D}
	scale    — scalar (typically 1 / sqrt(D))
	key_mask — {B, T_kv} boolean/int tensor (1 = attend, 0 = padding)

Prefer EMLX.Fast.scaled_dot_product_attention_causal_key_masked/5 inside defn.

  



  
    
      
    
    
      fast_sdpa_masked(arg1, arg2, arg3, arg4, scale)



        
          
        

    

  


  

Flash-attention SDPA with an additive or boolean mask.
mask must be broadcast-compatible with {B, N_q, T_q, T_kv}.
Boolean false entries are treated as -∞.
Prefer EMLX.Fast.scaled_dot_product_attention/5 inside defn.

  



  
    
      
    
    
      fast_swiglu(arg1, arg2)



        
          
        

    

  


  

Fused SwiGLU activation: silu(gate) * up where silu(x) = x * sigmoid(x).
	gate — gate tensor; silu is applied element-wise.
	up   — up-projection tensor; same shape as gate.

Output has the same shape and dtype as gate.
Prefer EMLX.Fast.swiglu/2 inside defn.

  



  
    
      
    
    
      fft2(tensor, s, axes)



        
          
        

    

  


  


  



  
    
      
    
    
      fft(tensor, n, axis)



        
          
        

    

  


  


  



  
    
      
    
    
      floor(tensor)



        
          
        

    

  


  


  



  
    
      
    
    
      from_blob(blob, shape, type, device)



        
          
        

    

  


  


  



  
    
      
    
    
      full(value, shape, type, device)



        
          
        

    

  


  


  



  
    
      
    
    
      gather(tensor, indices, axes, slice_sizes)



        
          
        

    

  


  


  



  
    
      
    
    
      greater(tensorA, tensorB)



        
          
        

    

  


  


  



  
    
      
    
    
      greater_equal(tensorA, tensorB)



        
          
        

    

  


  


  



  
    
      
    
    
      ifft2(tensor, s, axes)



        
          
        

    

  


  


  



  
    
      
    
    
      ifft(tensor, n, axis)



        
          
        

    

  


  


  



  
    
      
    
    
      imag(tensor)



        
          
        

    

  


  


  



  
    
      
    
    
      is_infinity(tensor)



        
          
        

    

  


  


  



  
    
      
    
    
      is_nan(tensor)



        
          
        

    

  


  


  



  
    
      
    
    
      is_tensor(device, ref)


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      isclose(tensorA, tensorB, rtol, atol, equal_nan)



        
          
        

    

  


  


  



  
    
      
    
    
      item(arg)



        
          
        

    

  


  

Returns the scalar value of a 0-d tensor as a number.
Worker-routed: the NIF body calls mlx::core::eval(*t) and t->item<T>(),
both of which require running on the OS thread that owns the tensor's
stream encoder.

  



  
    
      
    
    
      kv_cache_attention(arg1, arg2, arg3, arg4, arg5, offset, scale)



        
          
        

    

  


  

Fused KV cache update + variable-length SDPA in a single Metal command buffer.
Receives tensors in Bumblebee {B, T, N, D} convention. Internally transposes
to MLX {B, N, T, D} for mlx::fast::scaled_dot_product_attention, then
transposes the result back. Returns a 3-tuple of EMLX {device, ref} pairs.
	q       — {B, T_q, N_q, D} post-RoPE query
	new_k   — {B, T_new, N_kv, D} current key projection (post-RoPE)
	new_v   — {B, T_new, N_kv, D} current value projection
	k_cache — {B, T_max, N_kv, D} preallocated key buffer
	v_cache — {B, T_max, N_kv, D} preallocated value buffer
	offset  — integer, number of positions already in cache
	scale   — float, 1 / sqrt(head_dim)

Returns {{dev, attn_ref}, {dev, k_upd_ref}, {dev, v_upd_ref}}.

  



  
    
      
    
    
      kv_cache_attention_masked(arg1, arg2, arg3, arg4, arg5, offset, scale, arg6)



        
          
        

    

  


  

Like kv_cache_attention/7 but also applies key_mask to exclude padding
positions from attention in both prefill and decode steps.
	key_mask — {B, T_kv} integer or boolean tensor with 1 = attend,
0 = skip (padding). Must cover exactly valid_len = offset + T_new positions.

The combined additive mask applies causal AND key_mask constraints without
calling mlx::core::all(), avoiding Metal sort-kernel compilation issues for
small tensor shapes.
Returns {{dev, attn_ref}, {dev, k_upd_ref}, {dev, v_upd_ref}}.

  



  
    
      
    
    
      kv_cache_sdpa_update(arg1, arg2, arg3, arg4, arg5, offset, scale)



        
          
        

    

  


  

Fused KV cache update + SDPA for the native NIF loop (BNHD layout).
Accepts q, new_k, new_v already transposed to {B, N, T, D} and a
pre-allocated cache in {B, N_kv, T_max, D} layout.
Internally, the cache arrays are move-extracted from their ENIF resources
before slice_update so that MLX's donation optimisation fires at eval time:
the existing Metal buffer is reused in-place — no new allocation.
Returns {{dev, attn_ref}, {dev, k_upd_ref}, {dev, v_upd_ref}}.

  



  
    
      
    
    
      left_shift(tensorA, tensorB)



        
          
        

    

  


  


  



  
    
      
    
    
      less(tensorA, tensorB)



        
          
        

    

  


  


  



  
    
      
    
    
      less_equal(tensorA, tensorB)



        
          
        

    

  


  


  



  
    
      
    
    
      linalg_cholesky(tensor, upper)



        
          
        

    

  


  


  



  
    
      
    
    
      linalg_eigh(tensor, uplo)



        
          
        

    

  


  


  



  
    
      
    
    
      linalg_inv(tensor)



        
          
        

    

  


  


  



  
    
      
    
    
      linalg_lu(tensor)



        
          
        

    

  


  


  



  
    
      
    
    
      linalg_pinv(tensor)



        
          
        

    

  


  


  



  
    
      
    
    
      linalg_qr(tensor)



        
          
        

    

  


  


  



  
    
      
    
    
      linalg_solve(tensorA, tensorB)



        
          
        

    

  


  


  



  
    
      
    
    
      linalg_solve_triangular(tensorA, tensorB, upper)



        
          
        

    

  


  


  



  
    
      
    
    
      linalg_svd(tensor, compute_uv)



        
          
        

    

  


  


  



  
    
      
    
    
      log1p(tensor)



        
          
        

    

  


  


  



  
    
      
    
    
      log(tensor)



        
          
        

    

  


  


  



  
    
      
    
    
      logical_and(tensorA, tensorB)



        
          
        

    

  


  


  



  
    
      
    
    
      logical_not(tensor)



        
          
        

    

  


  


  



  
    
      
    
    
      logical_or(tensorA, tensorB)



        
          
        

    

  


  


  



  
    
      
    
    
      logical_xor(tensorA, tensorB)



        
          
        

    

  


  


  



  
    
      
    
    
      max(tensor, axes, keep_axes)



        
          
        

    

  


  


  



  
    
      
    
    
      maximum(tensorA, tensorB)



        
          
        

    

  


  


  



  
    
      
    
    
      memory_info()



        
          
        

    

  


  

Returns a map with current memory usage information.
Keys:
	:active_memory - bytes currently allocated and in use
	:peak_memory - highest active memory since last reset
	:cache_memory - bytes in the allocator cache (freed but not returned to OS)

Examples
iex> info = EMLX.memory_info()
iex> is_integer(info.active_memory) and is_integer(info.peak_memory) and is_integer(info.cache_memory)
true

  



  
    
      
    
    
      min(tensor, axes, keep_axes)



        
          
        

    

  


  


  



  
    
      
    
    
      minimum(tensorA, tensorB)



        
          
        

    

  


  


  



  
    
      
    
    
      multiply(tensorA, tensorB)



        
          
        

    

  


  


  



  
    
      
    
    
      negate(tensor)



        
          
        

    

  


  


  



  
    
      
    
    
      not_equal(tensorA, tensorB)



        
          
        

    

  


  


  



  
    
      
    
    
      ones(shape, type, device)



        
          
        

    

  


  


  



  
    
      
    
    
      pad(tensor, axes, low_pad_size, high_pad_size, tensor_pad_value)



        
          
        

    

  


  


  



  
    
      
    
    
      pow(tensorA, tensorB)



        
          
        

    

  


  


  



  
    
      
    
    
      product(tensor, axes, keep_axes)



        
          
        

    

  


  


  



  
    
      
    
    
      quantize(tensor, opts)



        
          
        

    

  


  

      

          @spec quantize(
  Nx.Tensor.t(),
  keyword()
) :: Nx.Tensor.t()


      


Quantize a dense 2-D Nx.Tensor and return an annotated quantized tensor.
The returned tensor carries the original logical shape and type (e.g.
{:s, 4}). Its backend stores the packed uint32 data and a
EMLX.Quantization.Config with scales, biases, group_size, and bits.
Options
	:type — storage type: {:s, 2}, {:s, 4} (default), or {:s, 8}.
	:group_size — 32, 64, or 128 (default 64). Must evenly divide the last
dimension of tensor.


  



  
    
      
    
    
      quantize(arg, group_size, bits)



        
          
        

    

  


  

Quantizes a floating point tensor to packed format.
Returns a tuple of {quantized_weights, scales, biases} where:
	quantized_weights - Packed uint32 tensor (8 int4 values per uint32)
	scales - Per-group scale factors
	biases - Per-group zero points

Parameters
	w - Float tensor to quantize
	group_size - Number of weights per group (default: 64)
	bits - Quantization bits (default: 4)


  



  
    
      
    
    
      quantized_matmul(activation, qw)



        
          
        

    

  


  

      

          @spec quantized_matmul(Nx.Tensor.t(), Nx.Tensor.t()) :: Nx.Tensor.t()


      


Run activation @ dequantize(qw) using mx::quantized_matmul.
qw must be a quantized tensor produced by EMLX.quantize/2. Raises
ArgumentError if both arguments are quantized.

  



    

    

    

  
    
      
    
    
      quantized_matmul(tensor_x, tensor_w, tensor_scales, tensor_biases, transpose \\ true, group_size \\ 64, bits \\ 4)



        
          
        

    

  


  

Performs quantized matrix multiplication.
This is the key operation for efficient 4-bit inference. It multiplies x with
quantized weights w (packed as uint32), using scales and biases for
dequantization during the computation.
Parameters
	x - Input tensor (e.g., {batch, seq, hidden})
	w - Quantized weights as uint32 (8 int4 values packed per uint32)
	scales - Per-group scale factors (bfloat16)
	biases - Per-group zero points (bfloat16)
	transpose - Whether to transpose weights (default: true)
	group_size - Number of weights per scale/bias group (default: 64)
	bits - Quantization bits (default: 4)


  



  
    
      
    
    
      quotient(tensorA, tensorB)



        
          
        

    

  


  


  



  
    
      
    
    
      real(tensor)



        
          
        

    

  


  


  



  
    
      
    
    
      remainder(tensorA, tensorB)



        
          
        

    

  


  


  



  
    
      
    
    
      reset_peak_memory()



        
          
        

    

  


  

      

          @spec reset_peak_memory() :: :ok


      


Resets the peak memory counter to zero.
Examples
EMLX.reset_peak_memory()
#=> :ok

  



  
    
      
    
    
      reshape(tensor, shape)



        
          
        

    

  


  


  



  
    
      
    
    
      right_shift(tensorA, tensorB)



        
          
        

    

  


  


  



  
    
      
    
    
      round(tensor)



        
          
        

    

  


  


  



  
    
      
    
    
      rsqrt(tensor)



        
          
        

    

  


  


  



  
    
      
    
    
      scalar_tensor(scalar, type, device)



        
          
        

    

  


  


  



  
    
      
    
    
      scalar_type(tensor)



        
          
        

    

  


  


  



  
    
      
    
    
      scatter(tensor, indices, tensor_updates, axes)



        
          
        

    

  


  


  



  
    
      
    
    
      scatter_add(tensor, indices, tensor_updates, axes)



        
          
        

    

  


  


  



  
    
      
    
    
      set_cache_limit(limit)



        
          
        

    

  


  

Sets the cache limit in bytes. Returns the previous limit.
When cached memory exceeds this limit, it will be reclaimed on the next
allocation. Set to 0 to disable caching entirely.
Examples
prev = EMLX.set_cache_limit(500_000_000)
EMLX.set_cache_limit(prev)

  



  
    
      
    
    
      set_memory_limit(limit)



        
          
        

    

  


  

Sets the memory limit in bytes. Returns the previous limit.
The memory limit is a guideline for maximum memory usage during graph
evaluation. Defaults to 1.5× the device's recommended working set size.
Examples
prev = EMLX.set_memory_limit(8_000_000_000)
EMLX.set_memory_limit(prev)

  



  
    
      
    
    
      shape(tensor)



        
          
        

    

  


  


  



  
    
      
    
    
      shm_unlink(name)



        
          
        

    

  


  

Unlinks a POSIX shared-memory segment by its handle name.
Call this if the receiver never opens the %Nx.Pointer{kind: :ipc} returned
by Nx.to_pointer/2 — otherwise the shm name persists until the next reboot.
Safe to call even if the segment has already been unlinked (ENOENT is ignored).

  



  
    
      
    
    
      sigmoid(tensor)



        
          
        

    

  


  


  



  
    
      
    
    
      sign(tensor)



        
          
        

    

  


  


  



  
    
      
    
    
      sin(tensor)



        
          
        

    

  


  


  



  
    
      
    
    
      sinh(tensor)



        
          
        

    

  


  


  



  
    
      
    
    
      slice(tensor, starts, stops, strides)



        
          
        

    

  


  


  



  
    
      
    
    
      slice_update(tensor, tensor_updates, starts, stops)



        
          
        

    

  


  


  



  
    
      
    
    
      sort(tensor, axis)



        
          
        

    

  


  


  



  
    
      
    
    
      sqrt(tensor)



        
          
        

    

  


  


  



  
    
      
    
    
      squeeze(tensor, axes)



        
          
        

    

  


  


  



  
    
      
    
    
      stack(tensors, axis)



        
          
        

    

  


  


  



  
    
      
    
    
      strides(tensor)



        
          
        

    

  


  


  



  
    
      
    
    
      subtract(tensorA, tensorB)



        
          
        

    

  


  


  



  
    
      
    
    
      sum(tensor, axes, keep_axes)



        
          
        

    

  


  


  



  
    
      
    
    
      take(tensor, tensorIndices, axis)



        
          
        

    

  


  


  



  
    
      
    
    
      take_along_axis(tensor, tensorIndices, axis)



        
          
        

    

  


  


  



  
    
      
    
    
      tan(tensor)



        
          
        

    

  


  


  



  
    
      
    
    
      tanh(tensor)



        
          
        

    

  


  


  



  
    
      
    
    
      tensor_data_ptr(tensor)



        
          
        

    

  


  

Returns {address, byte_size} for the tensor's raw GPU buffer.
Evals the tensor first (same pattern as to_blob/1). The pointer is valid
as long as no further MLX evaluation is triggered on the array and the
Elixir tensor term is kept alive. On Apple Silicon the address is accessible
from both CPU and GPU due to unified memory.

  



  
    
      
    
    
      tensor_to_shm(tensor, permissions)



        
          
        

    

  


  

Copies tensor data into a new POSIX shared-memory segment and returns
{shm_name, byte_size}.
Note: this involves a memcpy — MLX arrays are immutable so zero-copy
cross-process sharing is not possible.  permissions is a Unix mode integer
(e.g. 0o400 for owner-read-only).
The shm name persists until the receiver opens and unlinks it (which
EMLX.NIF.array_from_shm/4 does automatically).

  



  
    
      
    
    
      tensordot(tensorA, tensorB, axesA, axesB)



        
          
        

    

  


  


  



  
    
      
    
    
      to_blob(tensor)



        
          
        

    

  


  


  



  
    
      
    
    
      to_blob(tensor, limit)



        
          
        

    

  


  


  



  
    
      
    
    
      to_nx(device_ref)



        
          
        

    

  


  

Converts an EMLX device ref back to an Nx.Tensor.
Example
result_ref = EMLX.some_operation(input)
result_tensor = EMLX.to_nx(result_ref)

  



  
    
      
    
    
      transpose(tensor, axes)



        
          
        

    

  


  


  



  
    
      
    
    
      tri_inv(tensor, upper)



        
          
        

    

  


  


  



  
    
      
    
    
      view(tensor, type)



        
          
        

    

  


  


  



  
    
      
    
    
      where(tensorPred, tensorTrue, tensorFalse)



        
          
        

    

  


  


  



  
    
      
    
    
      window_scatter_max(tensor_t, tensor_source, tensor_init_value, window, low_pad, high_pad, strides)



        
          
        

    

  


  


  



  
    
      
    
    
      window_scatter_min(tensor_t, tensor_source, tensor_init_value, window, low_pad, high_pad, strides)



        
          
        

    

  


  


  


        

      


  

    
EMLX.Application 
    



      
OTP Application for EMLX.
Allocates the application-default EMLX.CommandQueue (one per device:
:cpu and :gpu) at boot and stashes the NIF resource references in
:persistent_term. These are the workers used by EMLX.eval/1 and
EMLX.to_blob/1 for any process that has not bound its own queue via
EMLX.CommandQueue.with_queue/2.
See clean-room-import/01-worker-thread-dispatch.md for the rationale
behind :persistent_term instead of a GenServer + Registry.
Idempotency
start/2 is safe to call more than once (e.g. from an umbrella where
:emlx is referenced by several apps). The first call to allocate a
worker for a given device wins; subsequent calls observe the existing
:persistent_term entry and skip. This matters because every
:persistent_term.put/2 triggers a global GC scan across every
process heap on the node — we do exactly two puts (CPU + GPU) over
the BEAM's lifetime.
GPU absence
On platforms where MLX cannot allocate a GPU stream (e.g. Linux without
Metal), EMLX.NIF.command_queue_new(:gpu) returns {:error, _} and
this module silently skips the GPU worker. Subsequent
EMLX.eval/1 calls on a GPU tensor will raise at use time with the
underlying :persistent_term ArgumentError.

      


      
        Summary


  
    Functions
  


    
      
        default_worker(device)

      


        Returns the application-default EMLX.CommandQueue NIF resource for
the given device.



    





      


      
        Functions


        


  
    
      
    
    
      default_worker(device)



        
          
        

    

  


  

      

          @spec default_worker(:cpu | :gpu) :: reference()


      


Returns the application-default EMLX.CommandQueue NIF resource for
the given device.
Raises ArgumentError if no worker has been allocated for the device
(e.g. asking for :gpu on a system without Metal).
Never call :persistent_term.put/2 on the underlying key
({EMLX, :default_worker, device}) — overwriting a :persistent_term
value triggers a node-wide GC.

  


        

      


  

    
EMLX.Backend 
    



      
EMLX backend for Nx tensors, providing GPU acceleration via Apple's MLX.
For quantized inference, see EMLX.Quantization and
EMLX.Quantization.Config.

      


      
        Summary


  
    Functions
  


    
      
        from_nx(other_backend)

      


        Converts from an Nx tensor to an MLX array.



    


    
      
        to_nx(device_ref)

      


        Converts an MLX array to an Nx tensor.



    


    
      
        to_nx(device_ref, t)

      


        Converts an MLX array back to an Nx tensor with type and shape assertions.



    


    
      
        write_finite_f8(x)

      


    


    
      
        write_non_finite(data, int)

      


    





      


      
        Functions


        


  
    
      
    
    
      from_nx(other_backend)



        
          
        

    

  


  

Converts from an Nx tensor to an MLX array.

  



  
    
      
    
    
      to_nx(device_ref)



        
          
        

    

  


  

Converts an MLX array to an Nx tensor.

  



  
    
      
    
    
      to_nx(device_ref, t)



        
          
        

    

  


  

Converts an MLX array back to an Nx tensor with type and shape assertions.

  



  
    
      
    
    
      write_finite_f8(x)



        
          
        

    

  


  


  



  
    
      
    
    
      write_non_finite(data, int)



        
          
        

    

  


  


  


        

      


  

    
EMLX.CommandQueue 
    



      
A handle to an emlx::Worker OS thread + mlx::core::Stream pair.
Each CommandQueue wraps a NIF resource reference and records the device
(:cpu or :gpu) the underlying stream was created for. The device tag is
necessary because the raw NIF reference carries no device metadata, and
EMLX.resolve_worker/1 needs it to decide whether cross-device promotion
applies.
Usage
{:ok, q} = EMLX.CommandQueue.new(:gpu)

EMLX.CommandQueue.with_queue(q, fn ->
  # All EMLX / Nx operations in this block route through `q`
  Nx.add(a, b)
end)
Process binding
with_queue/2 stores {ref, device} in the calling process's dictionary
under :emlx_command_queue for the duration of the given function, then
restores the previous value (supporting nested calls). EMLX.resolve_worker/1
reads this key to bypass the application-default worker.
Inherited queue and EMLX.Backend
Every EMLX NIF call (including those made from inside EMLX.Backend
callbacks) inherits the bound queue automatically through
EMLX.resolve_worker/1. This means that if your code calls a standard
Nx operation inside a with_queue/2 block — even indirectly via a
library that uses EMLX.Backend — the work routes through the bound
queue. This is almost always the desired behaviour (e.g. all ops in a
Bumblebee forward pass go to the same Metal command queue).
There is deliberately no opt-out mechanism: if you need work to run on
a different queue, open a nested with_queue/2 for the inner scope. The
inner binding shadows the outer one for its duration and is restored on
exit.
Cross-device promotion
When a tensor's device does not match the bound queue's device, the
behaviour is controlled by application config:
config :emlx,
  cross_device_promotion: false,  # default: fall back to device-default worker
  warn_cross_device: false        # default: no Logger.warning on mismatch
See EMLX.resolve_worker/1 for the promotion logic.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        new(device)

      


        Allocates a new CommandQueue for device.



    


    
      
        new!(device)

      


        Like new/1 but raises EMLX.NIFError on failure instead of returning
{:error, reason}.



    


    
      
        synchronize(command_queue)

      


        Blocks the calling process until all previously enqueued jobs on queue
have finished and MLX has flushed its GPU command buffer.



    


    
      
        with_queue(command_queue, fun)

      


        Runs fun with queue bound to the calling process for the duration.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %EMLX.CommandQueue{device: :cpu | :gpu, ref: reference()}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      new(device)



        
          
        

    

  


  

      

          @spec new(:cpu | :gpu) :: {:ok, t()} | {:error, list()}


      


Allocates a new CommandQueue for device.
Spawns a dedicated OS thread and a new mlx::core::Stream on it. Returns
{:error, reason} if the NIF cannot allocate the stream (e.g. :gpu on a
system without Metal).

  



  
    
      
    
    
      new!(device)



        
          
        

    

  


  

      

          @spec new!(:cpu | :gpu) :: t()


      


Like new/1 but raises EMLX.NIFError on failure instead of returning
{:error, reason}.
Useful in one-liner contexts (e.g. __partitions_options__/1) where the
caller has no reasonable recovery path if the device is unavailable.

  



  
    
      
    
    
      synchronize(command_queue)



        
          
        

    

  


  

      

          @spec synchronize(t()) :: :ok


      


Blocks the calling process until all previously enqueued jobs on queue
have finished and MLX has flushed its GPU command buffer.
Internally posts a barrier job that calls mlx::core::synchronize(stream)
on the worker thread, then blocks in receive until the reply arrives.

  



  
    
      
    
    
      with_queue(command_queue, fun)



        
          
        

    

  


  

      

          @spec with_queue(t(), (-> result)) :: result when result: term()


      


Runs fun with queue bound to the calling process for the duration.
Stores {ref, device} under :emlx_command_queue in the process
dictionary, then restores the previous value (or deletes the key) in an
after block. Nested calls are safe — each level saves and restores
independently.

  


        

      


  

    
EMLX.Fast 
    



      
Single-kernel Metal shaders from mlx::fast, exposed as deftransform
functions backed by Nx.runtime_call.
Every function is defn-safe: call inside defn, Nx.Defn.jit, or from
Axon.rewrite_nodes/2 rewrite callbacks without restriction.
Functions
	rms_norm/3 — fused RMS normalisation
	layer_norm/4 — fused layer normalisation (with bias)
	layer_norm/3 — fused layer normalisation (weight-only, no bias)
	rope/6 — fused RoPE with scalar integer offset
	rope_with_positions/6 — fused RoPE accepting a position_ids tensor
	rope_with_freqs/6 — fused RoPE with precomputed inv-frequency tensor (for :llama3 scaling)
	scaled_dot_product_attention/4 — flash-attention SDPA (no mask)
	scaled_dot_product_attention/5 — flash-attention SDPA (additive/bool mask)
	scaled_dot_product_attention_causal/4 — flash-attention SDPA with built-in causal mask
	scaled_dot_product_attention_causal_key_masked/5 — causal SDPA; checks key_mask at C++ level, fast-paths to pure causal when all-ones
	swiglu/2 — fused SwiGLU: silu(gate) * up

Axon graph rewrite example
Axon.rewrite_nodes(model, fn
  %Axon.Node{op: :rms_norm, opts: [eps: eps]} ->
    fn [x, weight], _output -> EMLX.Fast.rms_norm(x, weight, eps) end
  _ -> :skip
end)

      


      
        Summary


  
    Functions
  


    
      
        layer_norm(x, weight, eps)

      


        Fused layer normalisation without bias (mlx::fast::layer_norm, weight-only variant).



    


    
      
        layer_norm(x, weight, bias, eps)

      


        Fused layer normalisation (mlx::fast::layer_norm).



    


    
      
        rms_norm(x, weight, eps)

      


        Fused RMS normalisation (mlx::fast::rms_norm).



    


    
      
        rope(a, dims, traditional, base, scale, offset)

      


        Fused rotary position embedding (mlx::fast::rope).



    


    
      
        rope_with_freqs(a, position_ids, dims, traditional, scale, freqs)

      


        Fused RoPE with precomputed inverse-frequency vector (mlx::fast::rope, freqs overload).



    


    
      
        rope_with_positions(a, position_ids, dims, traditional, base, scale)

      


        Fused RoPE accepting a position_ids tensor (mlx::fast::rope, array-offset overload).



    


    
      
        scaled_dot_product_attention(q, k, v, scale)

      


        Flash-attention SDPA, no mask (mlx::fast::scaled_dot_product_attention).



    


    
      
        scaled_dot_product_attention(q, k, v, scale, mask)

      


        Flash-attention SDPA with an additive or boolean mask.



    


    
      
        scaled_dot_product_attention_causal(q, k, v, scale)

      


        Flash-attention SDPA with a built-in causal mask (mlx::fast::scaled_dot_product_attention,
mask_mode="causal").



    


    
      
        scaled_dot_product_attention_causal_key_masked(q, k, v, scale, key_mask)

      


        Causal SDPA with the key_mask check delegated to the C++ NIF.



    


    
      
        swiglu(gate, up)

      


        Fused SwiGLU activation: silu(gate) * up where silu(x) = x * sigmoid(x).



    





      


      
        Functions


        


  
    
      
    
    
      layer_norm(x, weight, eps)



        
          
        

    

  


  

Fused layer normalisation without bias (mlx::fast::layer_norm, weight-only variant).
	x      — input tensor; normalised over the last axis.
	weight — {hidden} scale vector (gamma).
	eps    — numerical stability constant (e.g. 1.0e-5).

Output shape and type match x.

  



  
    
      
    
    
      layer_norm(x, weight, bias, eps)



        
          
        

    

  


  

Fused layer normalisation (mlx::fast::layer_norm).
	x      — input tensor; normalised over the last axis.
	weight — {hidden} scale vector (gamma).
	bias   — {hidden} bias vector (beta).
	eps    — numerical stability constant (e.g. 1.0e-5).

Output shape and type match x.

  



  
    
      
    
    
      rms_norm(x, weight, eps)



        
          
        

    

  


  

Fused RMS normalisation (mlx::fast::rms_norm).
	x      — input tensor; normalised over the last axis.
	weight — {hidden} scale vector (same size as last axis of x).
	eps    — numerical stability constant (e.g. 1.0e-6).

Output shape and type match x.

  



  
    
      
    
    
      rope(a, dims, traditional, base, scale, offset)



        
          
        

    

  


  

Fused rotary position embedding (mlx::fast::rope).
	a           — input {B, ..., T, D}; ... dims are passed through.
	dims        — number of feature dims to rotate (≤ last-axis size, must be even).
	traditional — false for split-half (Qwen3); true for interleaved.
	base        — angular frequency base (e.g. 10_000 or 1_000_000).
	scale       — position scale (1.0 unless using NTK-aware scaling).
	offset      — integer position offset (tokens already in the KV cache).

traditional must match the model checkpoint's convention.
For Qwen3 (split-half): traditional: false.
Output shape and type match a.

  



  
    
      
    
    
      rope_with_freqs(a, position_ids, dims, traditional, scale, freqs)



        
          
        

    

  


  

Fused RoPE with precomputed inverse-frequency vector (mlx::fast::rope, freqs overload).
Use this variant when the model's RoPE scaling strategy produces a fixed
{dims/2} inv-frequency tensor that can be baked at graph-rewrite time
(e.g. :llama3 smooth-interpolation). Strategies that are seq-len conditional
or require cos/sin post-multiply (:linear, :dynamic, :longrope) should
use rope_with_positions/6 instead.
	a            — input {B, T, ..., D} (Bumblebee convention: heads NOT yet transposed)
	position_ids — {B, T} integer tensor. For decode (T = 1) the fast path uses
position_ids[b,0] as the per-batch offset into freqs (same contract as
mlx::fast::rope with a scalar offset per batch). For prefill (T > 1) a
per-token Nx path runs so arbitrary positions (e.g. left-padded
[0,…,0,1,2,…]) are correct; the NIF’s offset-only entry point cannot represent
that.
	dims         — number of feature dims to rotate.
	traditional  — false for split-half (Bumblebee / Qwen3); true for interleaved.
	scale        — position scale (1.0 for most strategies with precomputed freqs).
	freqs        — {dims/2} tensor of precomputed inverse frequencies.

Output shape and type match a.

  



  
    
      
    
    
      rope_with_positions(a, position_ids, dims, traditional, base, scale)



        
          
        

    

  


  

Fused RoPE accepting a position_ids tensor (mlx::fast::rope, array-offset overload).
Use this variant when the calling convention provides position_ids as a tensor
(e.g. from Bumblebee's rotary embedding layer) rather than a scalar integer offset.
	a            — input {B, T, ..., D} (Bumblebee convention: heads NOT yet transposed)
	position_ids — {B, T} integer tensor; each row holds the token positions for             one batch example. **Positions must be sequential within each row**
             (standard causal LM). The starting offset for batch item `b` is
             taken as `position_ids[b, 0]`; subsequent positions are inferred
             by MLX as `offset + 0, offset + 1, ...`.

	dims         — number of feature dims to rotate.
	traditional  — false for split-half (Bumblebee / Qwen3); true for interleaved.
	base         — angular frequency base (e.g. 10_000).
	scale        — position scale (1.0 unless using NTK-aware scaling).

Output shape and type match a.
Sequential positions only (fast T=1 path)
For decode with T = 1 and base below about 1.0e5, the fast_rope_ids NIF
is used; it assumes sequential positions from position_ids[b, 0]. For larger
base (e.g. Qwen3 rope_theta 1M) or prefill (T > 1), the Nx per-token
path is used, matching Bumblebee for arbitrary per-token position_ids.

  



  
    
      
    
    
      scaled_dot_product_attention(q, k, v, scale)



        
          
        

    

  


  

Flash-attention SDPA, no mask (mlx::fast::scaled_dot_product_attention).
GQA-native: k/v may have fewer heads than q — no pre-tiling required.
	q     — {B, N_q, T_q, D}
	k     — {B, N_kv, T_kv, D}
	v     — {B, N_kv, T_kv, D}
	scale — scalar (typically 1 / sqrt(D))

Output: {B, N_q, T_q, D} — same dtype as q.
Softmax accumulates in float32 internally regardless of input dtype.

  



  
    
      
    
    
      scaled_dot_product_attention(q, k, v, scale, mask)



        
          
        

    

  


  

Flash-attention SDPA with an additive or boolean mask.
mask must be broadcast-compatible with {B, N_q, T_q, T_kv}.
Boolean false entries are masked out (-∞); float entries are added to
the pre-softmax scores.
For causal masking in decode (single query token), prefer the no-mask arity
since T_q=1 is always trivially causal.

  



  
    
      
    
    
      scaled_dot_product_attention_causal(q, k, v, scale)



        
          
        

    

  


  

Flash-attention SDPA with a built-in causal mask (mlx::fast::scaled_dot_product_attention,
mask_mode="causal").
MLX constructs the upper-triangular causal mask internally without materialising it,
making this equivalent to scaled_dot_product_attention/5 with a causal boolean mask
but cheaper: no mask tensor allocation, and the mask is fused into the Metal kernel.
GQA-native: k/v may have fewer heads than q — no pre-tiling required.
Input/output layout matches scaled_dot_product_attention/4:
	q     — {B, N_q, T_q, D}
	k     — {B, N_kv, T_kv, D}
	v     — {B, N_kv, T_kv, D}
	scale — pre-computed scalar (typically 1 / sqrt(D))
	Output  — {B, N_q, T_q, D}, same dtype as q


  



  
    
      
    
    
      scaled_dot_product_attention_causal_key_masked(q, k, v, scale, key_mask)



        
          
        

    

  


  

Causal SDPA with the key_mask check delegated to the C++ NIF.
At runtime the NIF evaluates all(key_mask == 1):
	true (no padding, e.g. single-sequence decode) → pure causal SDPA,
no mask tensor allocated.
	false (padded batch or multi-sequence) → builds a combined
causal + key_mask additive mask and calls the masked SDPA kernel.

This avoids the Nx.cond double-evaluation problem: the NIF forces eval
of only the small {B, T_kv} key_mask subgraph, then branches in C++.
Input/output layout matches scaled_dot_product_attention_causal/4:
	q        — {B, N_q, T_q, D}
	k        — {B, N_kv, T_kv, D}
	v        — {B, N_kv, T_kv, D}
	scale    — pre-computed scalar
	key_mask — {B, T_kv} boolean/int tensor (1 = attend, 0 = masked)
	Output     — {B, N_q, T_q, D}, same dtype as q


  



  
    
      
    
    
      swiglu(gate, up)



        
          
        

    

  


  

Fused SwiGLU activation: silu(gate) * up where silu(x) = x * sigmoid(x).
Eliminates the two-op silu(gate_proj) * up_proj pattern that appears in
Qwen3's FFN layers (28× per decode step).
	gate — gate-projection output; silu is applied element-wise.
	up   — up-projection output; same shape as gate.

Output has the same shape and dtype as gate.

  


        

      


  

    
EMLX.NIF 
    



      
Elixir bindings for MLX array operations.

      


      
        Summary


  
    Functions
  


    
      
        abs(arg1, arg2, arg3)

      


    


    
      
        acos(arg1, arg2, arg3)

      


    


    
      
        acosh(arg1, arg2, arg3)

      


    


    
      
        add(arg1, arg2, arg3, arg4)

      


    


    
      
        all(arg1, arg2, arg3, arg4, arg5)

      


    


    
      
        allclose(arg1, arg2, arg3, arg4, arg5, arg6, arg7)

      


    


    
      
        any(arg1, arg2, arg3, arg4, arg5)

      


    


    
      
        arange(arg1, arg2, arg3, arg4, arg5, arg6)

      


    


    
      
        argmax(arg1, arg2, arg3, arg4)

      


    


    
      
        argmax(arg1, arg2, arg3, arg4, arg5)

      


    


    
      
        argmin(arg1, arg2, arg3, arg4)

      


    


    
      
        argmin(arg1, arg2, arg3, arg4, arg5)

      


    


    
      
        argsort(arg1, arg2, arg3, arg4)

      


    


    
      
        array_from_ptr(addr, shape, dtype, byte_size, deleter)

      


    


    
      
        array_from_shm(name, shape, dtype, byte_size)

      


    


    
      
        as_strided(arg1, arg2, arg3, arg4, arg5, arg6)

      


    


    
      
        asin(arg1, arg2, arg3)

      


    


    
      
        asinh(arg1, arg2, arg3)

      


    


    
      
        astype(arg1, arg2, arg3, arg4)

      


    


    
      
        atan2(arg1, arg2, arg3, arg4)

      


    


    
      
        atan(arg1, arg2, arg3)

      


    


    
      
        atanh(arg1, arg2, arg3)

      


    


    
      
        bitwise_and(arg1, arg2, arg3, arg4)

      


    


    
      
        bitwise_not(arg1, arg2, arg3)

      


    


    
      
        bitwise_or(arg1, arg2, arg3, arg4)

      


    


    
      
        bitwise_xor(arg1, arg2, arg3, arg4)

      


    


    
      
        broadcast_to(arg1, arg2, arg3, arg4)

      


    


    
      
        ceil(arg1, arg2, arg3)

      


    


    
      
        clear_cache()

      


    


    
      
        clip(arg1, arg2, arg3, arg4, arg5)

      


    


    
      
        command_queue_new(device)

      


    


    
      
        command_queue_synchronize(queue_ref)

      


    


    
      
        concatenate(arg1, arg2, arg3, arg4)

      


    


    
      
        conjugate(arg1, arg2, arg3)

      


    


    
      
        conv_general(arg1, arg2, arg3, arg4, arg5, arg6, arg7, arg8, arg9, arg10)

      


    


    
      
        cos(arg1, arg2, arg3)

      


    


    
      
        cosh(arg1, arg2, arg3)

      


    


    
      
        cumulative_max(arg1, arg2, arg3, arg4, arg5, arg6)

      


    


    
      
        cumulative_min(arg1, arg2, arg3, arg4, arg5, arg6)

      


    


    
      
        cumulative_product(arg1, arg2, arg3, arg4, arg5, arg6)

      


    


    
      
        cumulative_sum(arg1, arg2, arg3, arg4, arg5, arg6)

      


    


    
      
        deallocate(arg1)

      


    


    
      
        dequantize(arg1, arg2, arg3, arg4, arg5, arg6, arg7)

      


    


    
      
        divide(arg1, arg2, arg3, arg4)

      


    


    
      
        einsum(arg1, arg2, arg3, arg4, arg5)

      


    


    
      
        equal(arg1, arg2, arg3, arg4)

      


    


    
      
        erf(arg1, arg2, arg3)

      


    


    
      
        erf_inv(arg1, arg2, arg3)

      


    


    
      
        eval(worker, tensor_ref)

      


    


    
      
        exp(arg1, arg2, arg3)

      


    


    
      
        expm1(arg1, arg2, arg3)

      


    


    
      
        eye(arg1, arg2, arg3, arg4, arg5)

      


    


    
      
        fast_layer_norm(arg1, arg2, arg3, arg4, arg5, arg6)

      


    


    
      
        fast_layer_norm_no_bias(arg1, arg2, arg3, arg4, arg5)

      


    


    
      
        fast_rms_norm(arg1, arg2, arg3, arg4, arg5)

      


    


    
      
        fast_rope(arg1, arg2, arg3, arg4, arg5, arg6, arg7, arg8)

      


    


    
      
        fast_rope_ids(arg1, arg2, arg3, arg4, arg5, arg6, arg7, arg8)

      


    


    
      
        fast_rope_positions(arg1, arg2, arg3, arg4, arg5, arg6, arg7, arg8)

      


    


    
      
        fast_rope_with_freqs(arg1, arg2, arg3, arg4, arg5, arg6, arg7, arg8)

      


    


    
      
        fast_sdpa(arg1, arg2, arg3, arg4, arg5, arg6)

      


    


    
      
        fast_sdpa_causal(arg1, arg2, arg3, arg4, arg5, arg6)

      


    


    
      
        fast_sdpa_causal_key_masked(arg1, arg2, arg3, arg4, arg5, arg6, arg7, arg8)

      


    


    
      
        fast_sdpa_masked(arg1, arg2, arg3, arg4, arg5, arg6, arg7)

      


    


    
      
        fast_swiglu(arg1, arg2, arg3, arg4)

      


    


    
      
        fft2(arg1, arg2, arg3, arg4, arg5)

      


    


    
      
        fft(arg1, arg2, arg3, arg4, arg5)

      


    


    
      
        floor(arg1, arg2, arg3)

      


    


    
      
        from_blob(arg1, arg2, arg3, arg4, arg5)

      


    


    
      
        full(arg1, arg2, arg3, arg4, arg5)

      


    


    
      
        gather(arg1, arg2, arg3, arg4, arg5, arg6)

      


    


    
      
        graph_capture(inputs, outputs, shapeless)

      


    


    
      
        graph_replay(compiled_ref, new_inputs)

      


    


    
      
        greater(arg1, arg2, arg3, arg4)

      


    


    
      
        greater_equal(arg1, arg2, arg3, arg4)

      


    


    
      
        ifft2(arg1, arg2, arg3, arg4, arg5)

      


    


    
      
        ifft(arg1, arg2, arg3, arg4, arg5)

      


    


    
      
        imag(arg1, arg2, arg3)

      


    


    
      
        is_infinity(arg1, arg2, arg3)

      


    


    
      
        is_nan(arg1, arg2, arg3)

      


    


    
      
        isclose(arg1, arg2, arg3, arg4, arg5, arg6, arg7)

      


    


    
      
        item(worker, tensor_ref)

      


    


    
      
        kv_cache_attention(arg1, arg2, arg3, arg4, arg5, arg6, arg7, arg8, arg9)

      


    


    
      
        kv_cache_attention_masked(arg1, arg2, arg3, arg4, arg5, arg6, arg7, arg8, arg9, arg10)

      


    


    
      
        kv_cache_sdpa_update(arg1, arg2, arg3, arg4, arg5, arg6, arg7, arg8, arg9)

      


    


    
      
        left_shift(arg1, arg2, arg3, arg4)

      


    


    
      
        less(arg1, arg2, arg3, arg4)

      


    


    
      
        less_equal(arg1, arg2, arg3, arg4)

      


    


    
      
        linalg_cholesky(arg1, arg2, arg3, arg4)

      


    


    
      
        linalg_eigh(arg1, arg2, arg3, arg4)

      


    


    
      
        linalg_inv(arg1, arg2, arg3)

      


    


    
      
        linalg_lu(arg1, arg2, arg3)

      


    


    
      
        linalg_pinv(arg1, arg2, arg3)

      


    


    
      
        linalg_qr(arg1, arg2, arg3)

      


    


    
      
        linalg_solve(arg1, arg2, arg3, arg4)

      


    


    
      
        linalg_solve_triangular(arg1, arg2, arg3, arg4, arg5)

      


    


    
      
        linalg_svd(arg1, arg2, arg3, arg4)

      


    


    
      
        load_nifs()

      


    


    
      
        log1p(arg1, arg2, arg3)

      


    


    
      
        log(arg1, arg2, arg3)

      


    


    
      
        logical_and(arg1, arg2, arg3, arg4)

      


    


    
      
        logical_not(arg1, arg2, arg3)

      


    


    
      
        logical_or(arg1, arg2, arg3, arg4)

      


    


    
      
        logical_xor(arg1, arg2, arg3, arg4)

      


    


    
      
        max(arg1, arg2, arg3, arg4, arg5)

      


    


    
      
        maximum(arg1, arg2, arg3, arg4)

      


    


    
      
        memory_info()

      


    


    
      
        metal_start_capture(path)

      


    


    
      
        metal_stop_capture()

      


    


    
      
        min(arg1, arg2, arg3, arg4, arg5)

      


    


    
      
        minimum(arg1, arg2, arg3, arg4)

      


    


    
      
        multiply(arg1, arg2, arg3, arg4)

      


    


    
      
        negate(arg1, arg2, arg3)

      


    


    
      
        not_equal(arg1, arg2, arg3, arg4)

      


    


    
      
        ones(arg1, arg2, arg3, arg4)

      


    


    
      
        pad(arg1, arg2, arg3, arg4, arg5, arg6, arg7)

      


    


    
      
        pow(arg1, arg2, arg3, arg4)

      


    


    
      
        product(arg1, arg2, arg3, arg4, arg5)

      


    


    
      
        quantize(arg1, arg2, arg3, arg4, arg5)

      


    


    
      
        quantized_matmul(arg1, arg2, arg3, arg4, arg5, arg6, arg7, arg8, arg9)

      


    


    
      
        quotient(arg1, arg2, arg3, arg4)

      


    


    
      
        real(arg1, arg2, arg3)

      


    


    
      
        remainder(arg1, arg2, arg3, arg4)

      


    


    
      
        reset_peak_memory()

      


    


    
      
        reshape(arg1, arg2, arg3, arg4)

      


    


    
      
        right_shift(arg1, arg2, arg3, arg4)

      


    


    
      
        round(arg1, arg2, arg3)

      


    


    
      
        rsqrt(arg1, arg2, arg3)

      


    


    
      
        scalar_tensor(arg1, arg2, arg3, arg4)

      


    


    
      
        scalar_type(arg1)

      


    


    
      
        scatter(arg1, arg2, arg3, arg4, arg5, arg6)

      


    


    
      
        scatter_add(arg1, arg2, arg3, arg4, arg5, arg6)

      


    


    
      
        set_cache_limit(limit)

      


    


    
      
        set_memory_limit(limit)

      


    


    
      
        shape(arg1)

      


    


    
      
        shm_unlink_handle(name)

      


    


    
      
        sigmoid(arg1, arg2, arg3)

      


    


    
      
        sign(arg1, arg2, arg3)

      


    


    
      
        sin(arg1, arg2, arg3)

      


    


    
      
        sinh(arg1, arg2, arg3)

      


    


    
      
        slice(arg1, arg2, arg3, arg4, arg5, arg6)

      


    


    
      
        slice_update(arg1, arg2, arg3, arg4, arg5, arg6)

      


    


    
      
        sort(arg1, arg2, arg3, arg4)

      


    


    
      
        sqrt(arg1, arg2, arg3)

      


    


    
      
        squeeze(arg1, arg2, arg3, arg4)

      


    


    
      
        stack(arg1, arg2, arg3, arg4)

      


    


    
      
        strides(arg1)

      


    


    
      
        subtract(arg1, arg2, arg3, arg4)

      


    


    
      
        sum(arg1, arg2, arg3, arg4, arg5)

      


    


    
      
        take(arg1, arg2, arg3, arg4, arg5)

      


    


    
      
        take_along_axis(arg1, arg2, arg3, arg4, arg5)

      


    


    
      
        tan(arg1, arg2, arg3)

      


    


    
      
        tanh(arg1, arg2, arg3)

      


    


    
      
        tensor_data_ptr(tensor)

      


    


    
      
        tensor_to_shm(worker, tensor, permissions)

      


    


    
      
        tensordot(arg1, arg2, arg3, arg4, arg5, arg6)

      


    


    
      
        to_blob(worker, tensor)

      


    


    
      
        to_blob(worker, tensor, limit)

      


    


    
      
        transpose(arg1, arg2, arg3, arg4)

      


    


    
      
        tri_inv(arg1, arg2, arg3, arg4)

      


    


    
      
        view(arg1, arg2, arg3, arg4)

      


    


    
      
        where(arg1, arg2, arg3, arg4, arg5)

      


    


    
      
        window_scatter_max(arg1, arg2, arg3, arg4, arg5, arg6, arg7, arg8, arg9)

      


    


    
      
        window_scatter_min(arg1, arg2, arg3, arg4, arg5, arg6, arg7, arg8, arg9)

      


    





      


      
        Functions


        


  
    
      
    
    
      abs(arg1, arg2, arg3)



        
          
        

    

  


  


  



  
    
      
    
    
      acos(arg1, arg2, arg3)



        
          
        

    

  


  


  



  
    
      
    
    
      acosh(arg1, arg2, arg3)



        
          
        

    

  


  


  



  
    
      
    
    
      add(arg1, arg2, arg3, arg4)



        
          
        

    

  


  


  



  
    
      
    
    
      all(arg1, arg2, arg3, arg4, arg5)



        
          
        

    

  


  


  



  
    
      
    
    
      allclose(arg1, arg2, arg3, arg4, arg5, arg6, arg7)



        
          
        

    

  


  


  



  
    
      
    
    
      any(arg1, arg2, arg3, arg4, arg5)



        
          
        

    

  


  


  



  
    
      
    
    
      arange(arg1, arg2, arg3, arg4, arg5, arg6)



        
          
        

    

  


  


  



  
    
      
    
    
      argmax(arg1, arg2, arg3, arg4)



        
          
        

    

  


  


  



  
    
      
    
    
      argmax(arg1, arg2, arg3, arg4, arg5)



        
          
        

    

  


  


  



  
    
      
    
    
      argmin(arg1, arg2, arg3, arg4)



        
          
        

    

  


  


  



  
    
      
    
    
      argmin(arg1, arg2, arg3, arg4, arg5)



        
          
        

    

  


  


  



  
    
      
    
    
      argsort(arg1, arg2, arg3, arg4)



        
          
        

    

  


  


  



  
    
      
    
    
      array_from_ptr(addr, shape, dtype, byte_size, deleter)



        
          
        

    

  


  


  



  
    
      
    
    
      array_from_shm(name, shape, dtype, byte_size)



        
          
        

    

  


  


  



  
    
      
    
    
      as_strided(arg1, arg2, arg3, arg4, arg5, arg6)



        
          
        

    

  


  


  



  
    
      
    
    
      asin(arg1, arg2, arg3)



        
          
        

    

  


  


  



  
    
      
    
    
      asinh(arg1, arg2, arg3)



        
          
        

    

  


  


  



  
    
      
    
    
      astype(arg1, arg2, arg3, arg4)



        
          
        

    

  


  


  



  
    
      
    
    
      atan2(arg1, arg2, arg3, arg4)



        
          
        

    

  


  


  



  
    
      
    
    
      atan(arg1, arg2, arg3)



        
          
        

    

  


  


  



  
    
      
    
    
      atanh(arg1, arg2, arg3)



        
          
        

    

  


  


  



  
    
      
    
    
      bitwise_and(arg1, arg2, arg3, arg4)



        
          
        

    

  


  


  



  
    
      
    
    
      bitwise_not(arg1, arg2, arg3)



        
          
        

    

  


  


  



  
    
      
    
    
      bitwise_or(arg1, arg2, arg3, arg4)



        
          
        

    

  


  


  



  
    
      
    
    
      bitwise_xor(arg1, arg2, arg3, arg4)



        
          
        

    

  


  


  



  
    
      
    
    
      broadcast_to(arg1, arg2, arg3, arg4)



        
          
        

    

  


  


  



  
    
      
    
    
      ceil(arg1, arg2, arg3)



        
          
        

    

  


  


  



  
    
      
    
    
      clear_cache()



        
          
        

    

  


  


  



  
    
      
    
    
      clip(arg1, arg2, arg3, arg4, arg5)



        
          
        

    

  


  


  



  
    
      
    
    
      command_queue_new(device)



        
          
        

    

  


  


  



  
    
      
    
    
      command_queue_synchronize(queue_ref)



        
          
        

    

  


  


  



  
    
      
    
    
      concatenate(arg1, arg2, arg3, arg4)



        
          
        

    

  


  


  



  
    
      
    
    
      conjugate(arg1, arg2, arg3)



        
          
        

    

  


  


  



  
    
      
    
    
      conv_general(arg1, arg2, arg3, arg4, arg5, arg6, arg7, arg8, arg9, arg10)



        
          
        

    

  


  


  



  
    
      
    
    
      cos(arg1, arg2, arg3)



        
          
        

    

  


  


  



  
    
      
    
    
      cosh(arg1, arg2, arg3)



        
          
        

    

  


  


  



  
    
      
    
    
      cumulative_max(arg1, arg2, arg3, arg4, arg5, arg6)



        
          
        

    

  


  


  



  
    
      
    
    
      cumulative_min(arg1, arg2, arg3, arg4, arg5, arg6)



        
          
        

    

  


  


  



  
    
      
    
    
      cumulative_product(arg1, arg2, arg3, arg4, arg5, arg6)



        
          
        

    

  


  


  



  
    
      
    
    
      cumulative_sum(arg1, arg2, arg3, arg4, arg5, arg6)



        
          
        

    

  


  


  



  
    
      
    
    
      deallocate(arg1)



        
          
        

    

  


  


  



  
    
      
    
    
      dequantize(arg1, arg2, arg3, arg4, arg5, arg6, arg7)



        
          
        

    

  


  


  



  
    
      
    
    
      divide(arg1, arg2, arg3, arg4)



        
          
        

    

  


  


  



  
    
      
    
    
      einsum(arg1, arg2, arg3, arg4, arg5)



        
          
        

    

  


  


  



  
    
      
    
    
      equal(arg1, arg2, arg3, arg4)



        
          
        

    

  


  


  



  
    
      
    
    
      erf(arg1, arg2, arg3)



        
          
        

    

  


  


  



  
    
      
    
    
      erf_inv(arg1, arg2, arg3)



        
          
        

    

  


  


  



  
    
      
    
    
      eval(worker, tensor_ref)



        
          
        

    

  


  


  



  
    
      
    
    
      exp(arg1, arg2, arg3)



        
          
        

    

  


  


  



  
    
      
    
    
      expm1(arg1, arg2, arg3)



        
          
        

    

  


  


  



  
    
      
    
    
      eye(arg1, arg2, arg3, arg4, arg5)



        
          
        

    

  


  


  



  
    
      
    
    
      fast_layer_norm(arg1, arg2, arg3, arg4, arg5, arg6)



        
          
        

    

  


  


  



  
    
      
    
    
      fast_layer_norm_no_bias(arg1, arg2, arg3, arg4, arg5)



        
          
        

    

  


  


  



  
    
      
    
    
      fast_rms_norm(arg1, arg2, arg3, arg4, arg5)



        
          
        

    

  


  


  



  
    
      
    
    
      fast_rope(arg1, arg2, arg3, arg4, arg5, arg6, arg7, arg8)



        
          
        

    

  


  


  



  
    
      
    
    
      fast_rope_ids(arg1, arg2, arg3, arg4, arg5, arg6, arg7, arg8)



        
          
        

    

  


  


  



  
    
      
    
    
      fast_rope_positions(arg1, arg2, arg3, arg4, arg5, arg6, arg7, arg8)



        
          
        

    

  


  


  



  
    
      
    
    
      fast_rope_with_freqs(arg1, arg2, arg3, arg4, arg5, arg6, arg7, arg8)



        
          
        

    

  


  


  



  
    
      
    
    
      fast_sdpa(arg1, arg2, arg3, arg4, arg5, arg6)



        
          
        

    

  


  


  



  
    
      
    
    
      fast_sdpa_causal(arg1, arg2, arg3, arg4, arg5, arg6)



        
          
        

    

  


  


  



  
    
      
    
    
      fast_sdpa_causal_key_masked(arg1, arg2, arg3, arg4, arg5, arg6, arg7, arg8)



        
          
        

    

  


  


  



  
    
      
    
    
      fast_sdpa_masked(arg1, arg2, arg3, arg4, arg5, arg6, arg7)



        
          
        

    

  


  


  



  
    
      
    
    
      fast_swiglu(arg1, arg2, arg3, arg4)



        
          
        

    

  


  


  



  
    
      
    
    
      fft2(arg1, arg2, arg3, arg4, arg5)



        
          
        

    

  


  


  



  
    
      
    
    
      fft(arg1, arg2, arg3, arg4, arg5)



        
          
        

    

  


  


  



  
    
      
    
    
      floor(arg1, arg2, arg3)



        
          
        

    

  


  


  



  
    
      
    
    
      from_blob(arg1, arg2, arg3, arg4, arg5)



        
          
        

    

  


  


  



  
    
      
    
    
      full(arg1, arg2, arg3, arg4, arg5)



        
          
        

    

  


  


  



  
    
      
    
    
      gather(arg1, arg2, arg3, arg4, arg5, arg6)



        
          
        

    

  


  


  



  
    
      
    
    
      graph_capture(inputs, outputs, shapeless)



        
          
        

    

  


  


  



  
    
      
    
    
      graph_replay(compiled_ref, new_inputs)



        
          
        

    

  


  


  



  
    
      
    
    
      greater(arg1, arg2, arg3, arg4)



        
          
        

    

  


  


  



  
    
      
    
    
      greater_equal(arg1, arg2, arg3, arg4)



        
          
        

    

  


  


  



  
    
      
    
    
      ifft2(arg1, arg2, arg3, arg4, arg5)



        
          
        

    

  


  


  



  
    
      
    
    
      ifft(arg1, arg2, arg3, arg4, arg5)



        
          
        

    

  


  


  



  
    
      
    
    
      imag(arg1, arg2, arg3)



        
          
        

    

  


  


  



  
    
      
    
    
      is_infinity(arg1, arg2, arg3)



        
          
        

    

  


  


  



  
    
      
    
    
      is_nan(arg1, arg2, arg3)



        
          
        

    

  


  


  



  
    
      
    
    
      isclose(arg1, arg2, arg3, arg4, arg5, arg6, arg7)



        
          
        

    

  


  


  



  
    
      
    
    
      item(worker, tensor_ref)



        
          
        

    

  


  


  



  
    
      
    
    
      kv_cache_attention(arg1, arg2, arg3, arg4, arg5, arg6, arg7, arg8, arg9)



        
          
        

    

  


  


  



  
    
      
    
    
      kv_cache_attention_masked(arg1, arg2, arg3, arg4, arg5, arg6, arg7, arg8, arg9, arg10)



        
          
        

    

  


  


  



  
    
      
    
    
      kv_cache_sdpa_update(arg1, arg2, arg3, arg4, arg5, arg6, arg7, arg8, arg9)



        
          
        

    

  


  


  



  
    
      
    
    
      left_shift(arg1, arg2, arg3, arg4)



        
          
        

    

  


  


  



  
    
      
    
    
      less(arg1, arg2, arg3, arg4)



        
          
        

    

  


  


  



  
    
      
    
    
      less_equal(arg1, arg2, arg3, arg4)



        
          
        

    

  


  


  



  
    
      
    
    
      linalg_cholesky(arg1, arg2, arg3, arg4)



        
          
        

    

  


  


  



  
    
      
    
    
      linalg_eigh(arg1, arg2, arg3, arg4)



        
          
        

    

  


  


  



  
    
      
    
    
      linalg_inv(arg1, arg2, arg3)



        
          
        

    

  


  


  



  
    
      
    
    
      linalg_lu(arg1, arg2, arg3)



        
          
        

    

  


  


  



  
    
      
    
    
      linalg_pinv(arg1, arg2, arg3)



        
          
        

    

  


  


  



  
    
      
    
    
      linalg_qr(arg1, arg2, arg3)



        
          
        

    

  


  


  



  
    
      
    
    
      linalg_solve(arg1, arg2, arg3, arg4)



        
          
        

    

  


  


  



  
    
      
    
    
      linalg_solve_triangular(arg1, arg2, arg3, arg4, arg5)



        
          
        

    

  


  


  



  
    
      
    
    
      linalg_svd(arg1, arg2, arg3, arg4)



        
          
        

    

  


  


  



  
    
      
    
    
      load_nifs()



        
          
        

    

  


  


  



  
    
      
    
    
      log1p(arg1, arg2, arg3)



        
          
        

    

  


  


  



  
    
      
    
    
      log(arg1, arg2, arg3)



        
          
        

    

  


  


  



  
    
      
    
    
      logical_and(arg1, arg2, arg3, arg4)



        
          
        

    

  


  


  



  
    
      
    
    
      logical_not(arg1, arg2, arg3)



        
          
        

    

  


  


  



  
    
      
    
    
      logical_or(arg1, arg2, arg3, arg4)



        
          
        

    

  


  


  



  
    
      
    
    
      logical_xor(arg1, arg2, arg3, arg4)



        
          
        

    

  


  


  



  
    
      
    
    
      max(arg1, arg2, arg3, arg4, arg5)



        
          
        

    

  


  


  



  
    
      
    
    
      maximum(arg1, arg2, arg3, arg4)



        
          
        

    

  


  


  



  
    
      
    
    
      memory_info()



        
          
        

    

  


  


  



  
    
      
    
    
      metal_start_capture(path)



        
          
        

    

  


  


  



  
    
      
    
    
      metal_stop_capture()



        
          
        

    

  


  


  



  
    
      
    
    
      min(arg1, arg2, arg3, arg4, arg5)



        
          
        

    

  


  


  



  
    
      
    
    
      minimum(arg1, arg2, arg3, arg4)



        
          
        

    

  


  


  



  
    
      
    
    
      multiply(arg1, arg2, arg3, arg4)



        
          
        

    

  


  


  



  
    
      
    
    
      negate(arg1, arg2, arg3)



        
          
        

    

  


  


  



  
    
      
    
    
      not_equal(arg1, arg2, arg3, arg4)



        
          
        

    

  


  


  



  
    
      
    
    
      ones(arg1, arg2, arg3, arg4)



        
          
        

    

  


  


  



  
    
      
    
    
      pad(arg1, arg2, arg3, arg4, arg5, arg6, arg7)



        
          
        

    

  


  


  



  
    
      
    
    
      pow(arg1, arg2, arg3, arg4)



        
          
        

    

  


  


  



  
    
      
    
    
      product(arg1, arg2, arg3, arg4, arg5)



        
          
        

    

  


  


  



  
    
      
    
    
      quantize(arg1, arg2, arg3, arg4, arg5)



        
          
        

    

  


  


  



  
    
      
    
    
      quantized_matmul(arg1, arg2, arg3, arg4, arg5, arg6, arg7, arg8, arg9)



        
          
        

    

  


  


  



  
    
      
    
    
      quotient(arg1, arg2, arg3, arg4)



        
          
        

    

  


  


  



  
    
      
    
    
      real(arg1, arg2, arg3)



        
          
        

    

  


  


  



  
    
      
    
    
      remainder(arg1, arg2, arg3, arg4)



        
          
        

    

  


  


  



  
    
      
    
    
      reset_peak_memory()



        
          
        

    

  


  


  



  
    
      
    
    
      reshape(arg1, arg2, arg3, arg4)



        
          
        

    

  


  


  



  
    
      
    
    
      right_shift(arg1, arg2, arg3, arg4)



        
          
        

    

  


  


  



  
    
      
    
    
      round(arg1, arg2, arg3)



        
          
        

    

  


  


  



  
    
      
    
    
      rsqrt(arg1, arg2, arg3)



        
          
        

    

  


  


  



  
    
      
    
    
      scalar_tensor(arg1, arg2, arg3, arg4)



        
          
        

    

  


  


  



  
    
      
    
    
      scalar_type(arg1)



        
          
        

    

  


  


  



  
    
      
    
    
      scatter(arg1, arg2, arg3, arg4, arg5, arg6)



        
          
        

    

  


  


  



  
    
      
    
    
      scatter_add(arg1, arg2, arg3, arg4, arg5, arg6)



        
          
        

    

  


  


  



  
    
      
    
    
      set_cache_limit(limit)



        
          
        

    

  


  


  



  
    
      
    
    
      set_memory_limit(limit)



        
          
        

    

  


  


  



  
    
      
    
    
      shape(arg1)



        
          
        

    

  


  


  



  
    
      
    
    
      shm_unlink_handle(name)



        
          
        

    

  


  


  



  
    
      
    
    
      sigmoid(arg1, arg2, arg3)



        
          
        

    

  


  


  



  
    
      
    
    
      sign(arg1, arg2, arg3)



        
          
        

    

  


  


  



  
    
      
    
    
      sin(arg1, arg2, arg3)



        
          
        

    

  


  


  



  
    
      
    
    
      sinh(arg1, arg2, arg3)



        
          
        

    

  


  


  



  
    
      
    
    
      slice(arg1, arg2, arg3, arg4, arg5, arg6)



        
          
        

    

  


  


  



  
    
      
    
    
      slice_update(arg1, arg2, arg3, arg4, arg5, arg6)



        
          
        

    

  


  


  



  
    
      
    
    
      sort(arg1, arg2, arg3, arg4)



        
          
        

    

  


  


  



  
    
      
    
    
      sqrt(arg1, arg2, arg3)



        
          
        

    

  


  


  



  
    
      
    
    
      squeeze(arg1, arg2, arg3, arg4)



        
          
        

    

  


  


  



  
    
      
    
    
      stack(arg1, arg2, arg3, arg4)



        
          
        

    

  


  


  



  
    
      
    
    
      strides(arg1)



        
          
        

    

  


  


  



  
    
      
    
    
      subtract(arg1, arg2, arg3, arg4)



        
          
        

    

  


  


  



  
    
      
    
    
      sum(arg1, arg2, arg3, arg4, arg5)



        
          
        

    

  


  


  



  
    
      
    
    
      take(arg1, arg2, arg3, arg4, arg5)



        
          
        

    

  


  


  



  
    
      
    
    
      take_along_axis(arg1, arg2, arg3, arg4, arg5)



        
          
        

    

  


  


  



  
    
      
    
    
      tan(arg1, arg2, arg3)



        
          
        

    

  


  


  



  
    
      
    
    
      tanh(arg1, arg2, arg3)



        
          
        

    

  


  


  



  
    
      
    
    
      tensor_data_ptr(tensor)



        
          
        

    

  


  


  



  
    
      
    
    
      tensor_to_shm(worker, tensor, permissions)



        
          
        

    

  


  


  



  
    
      
    
    
      tensordot(arg1, arg2, arg3, arg4, arg5, arg6)



        
          
        

    

  


  


  



  
    
      
    
    
      to_blob(worker, tensor)



        
          
        

    

  


  


  



  
    
      
    
    
      to_blob(worker, tensor, limit)



        
          
        

    

  


  


  



  
    
      
    
    
      transpose(arg1, arg2, arg3, arg4)



        
          
        

    

  


  


  



  
    
      
    
    
      tri_inv(arg1, arg2, arg3, arg4)



        
          
        

    

  


  


  



  
    
      
    
    
      view(arg1, arg2, arg3, arg4)



        
          
        

    

  


  


  



  
    
      
    
    
      where(arg1, arg2, arg3, arg4, arg5)



        
          
        

    

  


  


  



  
    
      
    
    
      window_scatter_max(arg1, arg2, arg3, arg4, arg5, arg6, arg7, arg8, arg9)



        
          
        

    

  


  


  



  
    
      
    
    
      window_scatter_min(arg1, arg2, arg3, arg4, arg5, arg6, arg7, arg8, arg9)



        
          
        

    

  


  


  


        

      


  

    
EMLX.Quantization 
    



      
Affine group-wise int2/int4/int8 quantization for Apple Silicon inference.
Quantized weights are represented as annotated Nx.Tensor values — the
tensor carries the original logical shape and type (e.g. {:s, 4} for
4-bit), while the EMLX.Backend struct stores the packed uint32 data and
a EMLX.Quantization.Config with scales, biases, group_size, and bits.
Nx.dot automatically dispatches to mx::quantized_matmul when it detects
a quantized operand on EMLX.Backend — no explicit call site changes needed.
Basic usage
# Quantize a dense weight
weight = Nx.iota({512, 4096}, type: :f32)
weight = Nx.backend_transfer(weight, {EMLX.Backend, device: :gpu})
qw = EMLX.Quantization.from_dense(weight)

# Standard Nx.dot dispatches to mx::quantized_matmul automatically
input = Nx.iota({1, 8, 4096}, type: :f32)
result = Nx.dot(input, [2], qw, [1])
Inside defn
quantize/2, dequantize/1, and quantized_matmul/2 are all
deftransform functions backed by Nx.runtime_call, so they are safe
to call inside Nx.Defn.jit-traced forward passes:
defn my_layer(x, qw) do
  dense = EMLX.Quantization.dequantize(qw)
  Nx.dot(x, [2], dense, [1])
end
Nx.dot with a quantized tensor also dispatches transparently via
EMLX.Backend.dot/7 at execution time, so explicit dequantize is
only needed when you want the dense weight for a non-dot operation.
See also
	EMLX.Quantization.Config — internal metadata struct
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    Functions
  


    
      
        dequantize(qw)

      


        Dequantize a quantized Nx.Tensor via Nx.runtime_call.



    


    
      
        quantize(tensor, opts \\ [])

      


        Quantize a dense 2-D tensor via Nx.runtime_call.



    


    
      
        quantized?(arg1)

      


        Returns true if the tensor has quantization metadata on its backend.



    


    
      
        quantized_matmul(activation, qw)

      


        Run a quantized matmul via Nx.runtime_call.



    


    
      
        quantized_tensor(weight_ref, scales_ref, biases_ref, original_shape, opts \\ [])

      


        Construct an annotated quantized Nx.Tensor from pre-computed device refs.
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      dequantize(qw)



        
          
        

    

  


  

Dequantize a quantized Nx.Tensor via Nx.runtime_call.
At execution time the callback receives the real tensor, unpacks
quantization_config, and calls mx::dequantize. Safe to call inside
Nx.Defn.jit-traced forward passes.
The output has the same shape as the input (the quantized tensor's logical
shape equals the dense shape).

  



    

  
    
      
    
    
      quantize(tensor, opts \\ [])



        
          
        

    

  


  

Quantize a dense 2-D tensor via Nx.runtime_call.
At execution time the callback receives the real tensor and runs
mx::quantize. Returns an annotated quantized Nx.Tensor with the same
logical shape as the input and type {:s, N}. Safe to call inside
Nx.Defn.jit-traced forward passes.
Options
	:type — Nx storage type: {:s, 2}, {:s, 4} (default), or {:s, 8}.
	:group_size — 32, 64, or 128 (default 64). Must evenly divide the last
dimension of tensor.
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          @spec quantized?(term()) :: boolean()


      


Returns true if the tensor has quantization metadata on its backend.

  



  
    
      
    
    
      quantized_matmul(activation, qw)



        
          
        

    

  


  

Run a quantized matmul via Nx.runtime_call.
At execution time the callback unpacks quantization_config from qw and
calls mx::quantized_matmul. Safe to call inside Nx.Defn.jit-traced
forward passes.
Output shape is {batch_dims..., out_features} where out_features is the
first dimension of qw. Output type is :bf16.

  



    

  
    
      
    
    
      quantized_tensor(weight_ref, scales_ref, biases_ref, original_shape, opts \\ [])



        
          
        

    

  


  

      

          @spec quantized_tensor(term(), term(), term(), tuple(), keyword()) :: Nx.Tensor.t()


      


Construct an annotated quantized Nx.Tensor from pre-computed device refs.
Use this when you already have packed weights from a checkpoint. For
quantizing a dense tensor from scratch, prefer from_dense/2.
Options
	:type — Nx storage type: {:s, 2}, {:s, 4} (default), or {:s, 8}.
	:group_size — quantization group size (default 64).


  


        

      


  

    
EMLX.NIFError exception
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