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    Overview
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equery
Composable, type-aware PostgreSQL query builder DSL for Erlang.
equery turns Erlang funs into SQL. You write what looks like ordinary pattern-matching code, and a parse transform rewrites operators (=:=, >, andalso, …) into AST builders. The result is composable queries, automatic parameter binding, and broad coverage of real PostgreSQL features — joins, CTE, recursive, LATERAL, ON CONFLICT, window-free aggregates, JSONB, arrays, and more.
1> Schema = #{
       fields => #{id => #{type => integer}, name => #{type => text}},
       table => <<"users">>
   }.
2> Q = q:pipe(q:from(Schema), [
       q:where(fun([#{name := N, id := Id}]) -> N =:= <<"alice">> andalso Id > 3 end),
       q:order_by(fun([#{id := Id}]) -> [{Id, desc, nulls_last}] end),
       q:limit(10)
   ]).
3> qast:to_sql(qsql:select(Q)).
{<<"select \"a\".\"id\" as \"id\",\"a\".\"name\" as \"name\" "
   "from \"users\" as \"a\" "
   "where ((\"a\".\"name\" = $1) and (\"a\".\"id\" > $2)) "
   "order by \"a\".\"id\" DESC NULLS LAST "
   "limit $3">>,
 [<<"alice">>, 3, 10]}

Install
%% rebar.config
{deps, [{equery, "~> 0.x"}]}.
Then in any module that builds queries:
-include_lib("equery/include/equery.hrl").
This enables the parse transform, so native Erlang operators inside q:where, q:select, etc. produce SQL expressions.
Works in the shell too. Funs typed at the Erlang shell (including remsh to a live node) are detected at runtime — equery rewrites their AST on the fly, so q:where(fun(...) -> Id > 3 end) produces SQL even without compile-time parse transform. Great for ad-hoc debugging against a production node.

Anatomy
equery is split into focused modules:
	Module	Responsibility
	q	Query building DSL (from, where, join, lateral_join, select, set, order_by, limit, CTE, locks, …)
	qsql	Statement compilation (select/1, insert/1, update/1, delete/1)
	qast	AST primitives and SQL emission with parameter binding
	pg_sql	SQL expression builders — operators, scalar/aggregate functions, CASE, type casts
	qjson	JSON/JSONB operators, builders, and mutations
	equery_utils	Identifier wrapping, order item rendering

You compose a #query{} with the q module, then compile it with qsql:select/insert/update/delete. The resulting qast node is rendered via qast:to_sql/1 into {Sql, Args} ready for epgsql.

Quick tour
Schemas
-define(USER, #{
    fields => #{
        id       => #{type => integer, index => true, autoincrement => true},
        name     => #{type => {varchar, 60}, required => true},
        email    => #{type => text},
        active   => #{type => boolean},
        payload  => #{type => jsonb},
        tags     => #{type => {array, text}},
        created  => #{type => timestamptz}
    },
    table => <<"users">>
}).
Schema is just a map. index marks fields used in upsert/update WHERE clauses. Type info propagates through expressions, helping with parameter binding.
Schema-qualified table names — add schema => <<"public">> to the map and equery emits "public"."users" everywhere.
CRUD
%% SELECT
qsql:select(q:pipe(q:from(?USER), [
    q:where(fun([#{active := A}]) -> A =:= true end),
    q:order_by(fun([#{created := C}]) -> [{C, desc}] end),
    q:limit(50)
])).

%% INSERT
qsql:insert(q:set(fun(_) ->
    #{name => <<"alice">>, email => <<"a@x.io">>, active => true}
end, q:from(?USER))).

%% UPDATE
qsql:update(q:pipe(q:from(?USER), [
    q:set(fun(_) -> #{active => false} end),
    q:where(fun([#{id := Id}]) -> Id =:= 42 end)
])).

%% DELETE
qsql:delete(q:where(fun([#{id := Id}]) -> Id =:= 42 end, q:from(?USER))).
All write statements return updated rows via RETURNING automatically; control what's returned with q:select.
Joins
q:pipe(q:from(?USER), [
    q:join(?POST, fun([#{id := UId}, #{author_id := AId}]) -> UId =:= AId end),
    q:select(fun([#{name := N}, #{header := H}]) -> #{author => N, post => H} end)
]).
All join types supported: inner, left, right, full, {left, outer}, etc.
LATERAL JOIN
For top-N-per-group, set-returning functions, parameterized subqueries:
q:pipe(q:from(?USER), [
    q:lateral_join(left, fun([#{id := UId}]) ->
        q:pipe(q:from(?POST), [
            q:where(fun([#{author_id := A}]) -> A =:= UId end),
            q:order_by(fun([#{created := C}]) -> [{C, desc}] end),
            q:limit(3)
        ])
    end)
]).
→ left join lateral (select ... where (author_id = u.id) order by created DESC limit 3) on true
CTE / Recursive
q:pipe(q:from(?USER), [
    q:with(?ACTIVE_USERS, fun(CTE) -> q:join(CTE, fun(...) -> ... end) end)
]).

%% Recursive — graph traversal
q:recursive(
    q:where(fun([#{id := Id}]) -> Id =:= 1 end, q:from(?TREE)),
    fun(Q) ->
        q:select(fun([_, T]) -> T end,
            q:join(?TREE,
                fun([#{id := Id}, #{parent := P}]) -> Id =:= P end, Q))
    end).
ON CONFLICT (upsert)
q:pipe(q:from(?USER), [
    q:set(fun(_) -> ?USER_DATA end),
    q:on_conflict([id], fun([_, Excluded]) -> Excluded end),

    %% with WHERE on target
    q:on_conflict_where(
        [email],
        fun([#{active := A}]) -> A =:= true end,
        fun([_, Excluded]) -> Excluded end),

    %% multiple targets including ON CONFLICT DO NOTHING
    q:on_conflict(any, fun(_) -> nothing end)
]).
Locking
SELECT ... FOR UPDATE and friends, with NOWAIT / SKIP LOCKED:
q:pipe(q:from(?USER), [
    q:where(fun([#{id := Id}]) -> Id =:= 42 end),
    q:for_update()
]).

%% Granular control
q:lock(for_no_key_update, skip_locked,
    fun(Tables) -> q:lookup_tables(?USER, Tables) end).
Levels: for_update, for_no_key_update, for_share, for_key_share.
Wait policies: wait, nowait, skip_locked.
Composition
q:pipe/2 chains qfun()s — partially-applied builders:
BaseFilter = q:where(fun([#{active := A}]) -> A =:= true end),
Recent     = q:order_by(fun([#{created := C}]) -> [{C, desc}] end),
TopN       = q:limit(10),

q:pipe(q:from(?USER), [BaseFilter, Recent, TopN]).
Builders are values, can be stored, composed, conditionally applied.

SQL expressions
Inside any q:where/q:select/q:join/etc. lambda, Erlang operators are rewritten by the parse transform:
	Erlang	SQL
	=:=, =/=, >, >=, <, =<	=, <>, >, >=, <, <=
	andalso, orelse, not	and, or, not
	+, -, *, /, rem, div	corresponding PG ops

Anything else — explicit pg_sql: / qjson: calls.
NULL / distinction
pg_sql:is_null(F)
pg_sql:is_not_null(F)
pg_sql:is_distinct_from(A, B)        %% NULL-safe ≠
pg_sql:is_not_distinct_from(A, B)    %% NULL-safe =
CASE WHEN
pg_sql:case_when([
    {Id > 100, <<"big">>},
    {Id > 10,  <<"medium">>}
], <<"small">>)
IN / EXISTS
pg_sql:in(Id, [1, 2, 3])
pg_sql:in(Id, Subquery)
pg_sql:exists(Subquery)
Pattern matching
pg_sql:like(N, <<"%alice%">>)
pg_sql:ilike(N, <<"alice">>)
pg_sql:'~'(N, <<"^a">>)              %% regex
pg_sql:'~*'(N, <<"^a">>)             %% case-insensitive regex
Type casts
pg_sql:as(Id, text)                  %% (id)::text
pg_sql:as(V, {varchar, 60})          %% (v)::varchar(60)
pg_sql:as(V, {array, int})           %% (v)::int[]

Scalar functions
Numeric
pg_sql:abs(X), pg_sql:round(X, 2), pg_sql:ceil(X), pg_sql:floor(X),
pg_sql:mod(X, Y), pg_sql:power(X, Y), pg_sql:sqrt(X),
pg_sql:ln(X), pg_sql:log(X), pg_sql:log(Base, X), pg_sql:exp(X),
pg_sql:sign(X), pg_sql:random(),

pg_sql:min(A, B),                    %% LEAST(a, b)
pg_sql:max(A, B),                    %% GREATEST(a, b)
pg_sql:least([A, B, C, D]),          %% N-ary LEAST
pg_sql:greatest([A, B, C, D])        %% N-ary GREATEST
Strings
pg_sql:concat([A, B, C]), pg_sql:concat(A, B),
pg_sql:'||'(A, B),                   %% NULL-propagating concat
pg_sql:length(S), pg_sql:char_length(S),
pg_sql:lower(S), pg_sql:upper(S),
pg_sql:trim(S), pg_sql:trim(S, Chars), pg_sql:ltrim(S), pg_sql:rtrim(S),
pg_sql:replace(S, From, To),
pg_sql:split_part(S, Sep, N),
pg_sql:substring(S, From), pg_sql:substring(S, From, Len),
pg_sql:strpos(Haystack, Needle),
pg_sql:starts_with(S, Prefix),
pg_sql:regexp_replace(S, Pat, Repl), pg_sql:regexp_replace(S, Pat, Repl, Flags),
pg_sql:regexp_match(S, Pat), pg_sql:regexp_match(S, Pat, Flags)
Date / time
pg_sql:now(),
pg_sql:current_timestamp(), pg_sql:current_date(), pg_sql:current_time(),

%% Field arg is a closed enum (compile-time safety):
%%   year | month | day | hour | minute | second | week | quarter |
%%   century | decade | millennium | microseconds | milliseconds |
%%   dow | doy | isodow | isoyear | julian | epoch |
%%   timezone | timezone_hour | timezone_minute
pg_sql:date_trunc(day, T),
pg_sql:extract(year, T),
pg_sql:date_part(dow, T),

pg_sql:age(T), pg_sql:age(T1, T2),
pg_sql:to_char(T, <<"YYYY-MM-DD">>),
pg_sql:to_date(<<"2024">>, <<"YYYY">>),
pg_sql:to_timestamp(EpochSec), pg_sql:to_timestamp(Text, Fmt)
Field argument for extract/date_trunc/date_part is restricted to a closed enum — invalid atoms fail with function_clause at build time, preventing SQL injection.

Aggregates
pg_sql:count(F), pg_sql:sum(F), pg_sql:avg(F),
pg_sql:min(F), pg_sql:max(F),
pg_sql:bool_and(F), pg_sql:bool_or(F), pg_sql:every(F),
pg_sql:array_agg(F), pg_sql:array_agg(F, [{F2, asc}]),
pg_sql:string_agg(F, <<",">>),
pg_sql:string_agg(F, <<",">>, [{Ord, asc, nulls_last}]),
pg_sql:json_agg(F), pg_sql:jsonb_agg(F),
pg_sql:json_object_agg(K, V), pg_sql:jsonb_object_agg(K, V),
pg_sql:percentile_cont(0.5, F), pg_sql:percentile_disc(0.9, F),
pg_sql:mode(F)
FILTER (WHERE …)
Restricts an aggregate's input rows without affecting the rest of the query — essential for dashboard queries with multiple metrics:
q:select(fun([#{id := Id, status := S}]) ->
    #{
        total    => pg_sql:count(Id),
        paid     => pg_sql:filter(pg_sql:count(Id), S =:= <<"paid">>),
        refunded => pg_sql:filter(pg_sql:count(Id), S =:= <<"refunded">>),
        revenue  => pg_sql:filter(pg_sql:sum(Amt),  S =:= <<"paid">>)
    }
end).
ORDER BY inside aggregate
pg_sql:string_agg(Name, <<", ">>, [{Name, asc}])
%% → string_agg(name, ', ' order by name ASC)

JSON / JSONB
Operators
qjson:'->'(Field, key), qjson:'->>'(Field, key),       %% access
qjson:'#>'(Field, [a, b]), qjson:'#>>'(Field, [a, b]), %% path access
qjson:'@>'(F, Obj), qjson:'<@'(F, Obj),                %% containment
qjson:'?'(F, Key), qjson:'?|'(F, Keys), qjson:'?&'(F, Keys)
Builders
qjson:jsonb_build_object(#{                  %% Erlang map → jsonb object
    id   => Id,
    name => Name,
    flag => Id > 10
}),

qjson:jsonb_build_array([Id, Name, Age]),
qjson:to_jsonb(V),
qjson:row_to_json(pg_sql:row(#{id => Id, name => Name})),
qjson:array_to_json(Arr)
Mutation
qjson:jsonb_set(F, [<<"address">>, <<"city">>], NewCity),
qjson:jsonb_set(F, [<<"new_key">>], V, true),       %% with create_missing
qjson:jsonb_insert(F, [<<"a">>], V),
qjson:jsonb_strip_nulls(F)

Arrays
pg_sql:array([1, 2, 3]),                              %% ARRAY[1, 2, 3]
pg_sql:'@>'(A, B), pg_sql:'<@'(A, B), pg_sql:'&&'(A, B),

pg_sql:array_length(A), pg_sql:array_length(A, 2),
pg_sql:array_position(A, X),
pg_sql:array_append(A, X), pg_sql:array_prepend(X, A),
pg_sql:array_remove(A, X), pg_sql:array_replace(A, From, To),
pg_sql:array_cat(A, B),

pg_sql:unnest(A)                                      %% set-returning
unnest integrates with q:from/q:lateral_join — use it as a table source:
%% Top-N tags per user via LATERAL unnest
q:pipe(q:from(?USER), [
    q:lateral_join(inner, fun([#{tags := T}]) ->
        q:from(pg_sql:unnest(T))
    end),
    q:select(fun([#{name := N}, #{unnest := Tag}]) ->
        #{user => N, tag => Tag}
    end)
]).

Streaming & raw
For low-level needs:
qast:raw(<<"now() AT TIME ZONE 'UTC'">>)             %% raw SQL fragment
qast:value(V, #{type => jsonb})                      %% typed param placeholder
pg_sql:call("custom_fn", [A, B], #{type => text})    %% any PG function

Why equery
	Composable: queries are values, partially-applied builders are values. Build them in pieces, store them, share them.
	Type-aware: types propagate through expressions; type metadata is on every ast node, useful for parameter binding and inference.
	Honest SQL: emits clean SQL — no ORM noise, no leaky abstractions. What you write maps directly to what PG sees.
	Broad PG coverage: aggregates with FILTER and ORDER BY, LATERAL joins, recursive CTEs, ON CONFLICT with target WHERE, JSONB builders and mutation, array constructor and operators, set-returning functions, schema-qualified names, all row-lock variants.
	Safe by construction: identifiers are quoted, datetime field enums prevent injection, all values are parameterized.

equery is the foundation for repo — a data-mapper layer with schemas, lifecycle hooks, preloading, and connection pooling. Use equery directly if you want a pure query builder; use repo if you want a full Ecto-style ORM.

License
MIT.


  

    Changelog

Unreleased
0.22.0 — 2026-05-15
Added
Statement-level features
	q:having/1,2 — SQL HAVING clause; composes with andalso like where.
	q:lateral_join/2,3,4 — LATERAL join; subquery closure receives outer data, supports custom ON condition.
	q:order_by/2 — NULLS FIRST / NULLS LAST via 3-element tuple {Field, asc|desc, nulls_first|nulls_last}.
	q:first/2,3 — emits FETCH FIRST n ROWS [ONLY|WITH TIES]; takes mode no_ties | with_ties. Shares the storage slot with q:limit/1,2, so whichever is set last wins; first(N, no_ties) is equivalent to limit(N).

	Schema-qualified table names via optional schema => binary() field in schema map → emits "schema"."table".

Expression-level operators and predicates
	pg_sql:is_not_null/1, pg_sql:is_distinct_from/2, pg_sql:is_not_distinct_from/2.
	pg_sql:case_when/1,2 — CASE WHEN ... THEN ... [ELSE ...] END.
	pg_sql:'||'/2 — NULL-propagating string/array concatenation.

Numeric functions
	pg_sql:mod/2, pg_sql:div/2, pg_sql:rem/2 (Erlang rem operator works inside DSL closures).
	pg_sql:round/1,2, pg_sql:ceil/1, pg_sql:floor/1.
	pg_sql:power/2, pg_sql:sqrt/1, pg_sql:ln/1, pg_sql:log/1,2, pg_sql:exp/1, pg_sql:sign/1, pg_sql:random/0.
	pg_sql:greatest/1, pg_sql:least/1 — N-ary forms.

String functions
	pg_sql:concat/1,2, pg_sql:length/1, pg_sql:char_length/1.
	pg_sql:lower/1, pg_sql:upper/1.
	pg_sql:trim/1,2, pg_sql:ltrim/1,2, pg_sql:rtrim/1,2.
	pg_sql:replace/3, pg_sql:split_part/3, pg_sql:substring/2,3.
	pg_sql:strpos/2, pg_sql:starts_with/2.
	pg_sql:regexp_replace/3,4, pg_sql:regexp_match/2,3.

Date/time functions
	pg_sql:now/0, pg_sql:current_timestamp/0, pg_sql:current_date/0, pg_sql:current_time/0.
	pg_sql:date_trunc/2, pg_sql:extract/2, pg_sql:date_part/2 — field argument restricted to a closed datetime_field() enum (prevents SQL injection via field names).
	pg_sql:age/1,2, pg_sql:to_char/2, pg_sql:to_date/2, pg_sql:to_timestamp/1,2.

Aggregates
	pg_sql:avg/1, pg_sql:bool_and/1, pg_sql:bool_or/1, pg_sql:every/1.
	pg_sql:string_agg/2,3, pg_sql:array_agg/2.
	pg_sql:json_agg/1,2, pg_sql:jsonb_agg/1,2, pg_sql:json_object_agg/2, pg_sql:jsonb_object_agg/2.
	pg_sql:percentile_cont/2, pg_sql:percentile_disc/2, pg_sql:mode/1.
	pg_sql:filter/2 — wraps any aggregate with FILTER (WHERE ...).
	ORDER BY inside string_agg/array_agg/json_agg/jsonb_agg via agg_order_spec().

Arrays
	pg_sql:array/1 — ARRAY[...] constructor.
	pg_sql:'<@'/2, pg_sql:'&&'/2 — containment and overlap.
	pg_sql:array_length/1,2, pg_sql:array_position/2.
	pg_sql:array_append/2, pg_sql:array_prepend/2, pg_sql:array_remove/2, pg_sql:array_replace/3, pg_sql:array_cat/2.
	pg_sql:unnest/1 — set-returning function; integrates with q:from/1 (uses unnest as default column name to match PG convention).

JSON / JSONB
	qjson:json_build_object/1, qjson:jsonb_build_object/1 — accept Erlang map.
	qjson:json_build_array/1, qjson:jsonb_build_array/1.
	qjson:to_json/1, qjson:to_jsonb/1, qjson:row_to_json/1, qjson:array_to_json/1.
	qjson:jsonb_set/3,4, qjson:jsonb_insert/3,4, qjson:jsonb_strip_nulls/1.

Changed
	Atom → binary conversions now use UTF-8 instead of latin1 in equery_utils:to_binary/1 and pg_sql type-name rendering. Atoms with non-ASCII characters no longer lose data.
	pg_sql:value() type renamed to pg_sql:expr() to disambiguate from qast:value() (the AST node).
	equery_utils:order_item_exp/1 — shared helper used by both top-level ORDER BY and aggregate-internal ordering.

Fixed
	real_table() type updated from {real, iolist(), reference()} to {real, binary() | {binary(), binary()}, reference()} to match actual usage (schema-qualified names broke the old type).

	Type literals in pg_sql:array_length/1 and qjson:jsonb_set/4/jsonb_insert/4 wrapped with qast:value/2 to satisfy success typing.



  

    LICENSE


The MIT License (MIT)

Copyright (c) 2016 Yakov

Permission is hereby granted, free of charge, to any person obtaining a copy
of this software and associated documentation files (the "Software"), to deal
in the Software without restriction, including without limitation the rights
to use, copy, modify, merge, publish, distribute, sublicense, and/or sell
copies of the Software, and to permit persons to whom the Software is
furnished to do so, subject to the following conditions:

The above copyright notice and this permission notice shall be included in all
copies or substantial portions of the Software.

THE SOFTWARE IS PROVIDED "AS IS", WITHOUT WARRANTY OF ANY KIND, EXPRESS OR
IMPLIED, INCLUDING BUT NOT LIMITED TO THE WARRANTIES OF MERCHANTABILITY,
FITNESS FOR A PARTICULAR PURPOSE AND NONINFRINGEMENT. IN NO EVENT SHALL THE
AUTHORS OR COPYRIGHT HOLDERS BE LIABLE FOR ANY CLAIM, DAMAGES OR OTHER
LIABILITY, WHETHER IN AN ACTION OF CONTRACT, TORT OR OTHERWISE, ARISING FROM,
OUT OF OR IN CONNECTION WITH THE SOFTWARE OR THE USE OR OTHER DEALINGS IN THE
SOFTWARE.
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Parse transform rewriting native Erlang operators into pg_sql calls.
Activated by including equery/include/equery.hrl in user modules.
Inside the lambda arguments of q:where, q:select, q:join,
q:join, q:lateral_join, q:having, etc., Erlang operators like
=:=, >, andalso, + are rewritten to their SQL equivalents.
transform_fun/1 performs the same rewrite at runtime for funs
created via erl_eval — most commonly from the Erlang shell, including
remsh to a running production node. This lets you build queries
interactively without compile-time setup.
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        parse_transform(Ast, Opts)

      


    


    
      
        transform_fun(Fun)

      


    





      


      
        Functions


        


  
    
      
    
    
      parse_transform(Ast, Opts)



        
          
        

    

  


  


  



  
    
      
    
    
      transform_fun(Fun)



        
          
        

    

  


  


  


        

      


  

    
equery_utils 
    



      
Identifier wrapping and shared grammar helpers.
Mostly internal: identifier quoting (wrap/1, wrap_table/1,
field_name/1) and the order-item builder shared between top-level
ORDER BY and aggregate-internal ordering (order_item_exp/1).
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        to_binary/1

      


    


    
      
        wrap(F)

      


    


    
      
        wrap_table/1
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          -spec field_name(atom()) -> iolist().
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          -spec order_item_exp({qast:ast_node(), asc | desc} |
                     {qast:ast_node(), asc | desc, nulls_first | nulls_last}) ->
                        qast:ast_node().


      



  



  
    
      
    
    
      to_binary/1
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          -spec wrap(iodata()) -> iolist().


      



  



  
    
      
    
    
      wrap_table/1



        
          
        

    

  


  

      

          -spec wrap_table(binary() | {binary(), binary()}) -> iolist().


      



  


        

      


  

    
pg_sql 
    



      
SQL expression builders.
Operators, scalar functions, aggregates, CASE, type casts. These produce
qast:ast_node() values that go inside q:where/q:select/etc.
closures.
Inside DSL closures, native Erlang operators (=:=, >, andalso,
+, …) are rewritten by equery_pt to corresponding pg_sql:
functions, so you rarely call these directly for primitive operations.
Use the explicit pg_sql: form for:
	Functions (pg_sql:count/1, pg_sql:lower/1, pg_sql:date_trunc/2, …);
	Operators that aren't Erlang operators (pg_sql:like/2, pg_sql:'~'/2);
	Aggregates and pg_sql:filter/2;
	pg_sql:case_when/1,2;
	Type casts (pg_sql:as/2).

JSON/JSONB live in qjson.
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        agg_order_specs()
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    Aggregates
  


    
      
        array_agg(Ast)

      


        array_agg(A) — collect values into an array. NULLs are included.



    


    
      
        array_agg(Ast, OrderSpecs)

      


        array_agg(A ORDER BY ...) — collect into array with explicit ordering.



    


    
      
        avg(A)

      


        avg(A) — arithmetic mean. Returns numeric or double precision.



    


    
      
        bool_and(A)

      


        bool_and(A) — true iff every non-NULL input is true.



    


    
      
        bool_or(A)

      


        bool_or(A) — true iff any non-NULL input is true.



    


    
      
        count(Ast)

      


        count(A) — non-NULL row count. Returns bigint.



    


    
      
        distinct(Ast)

      


        DISTINCT A qualifier — typically used inside another aggregate, e.g. count(distinct(x)).



    


    
      
        every(A)

      


        every(A) — SQL standard alias for bool_and/1.



    


    
      
        filter(AggAst, Cond)

      


        Wrap any aggregate with FILTER (WHERE Cond) — limits which rows the
aggregate sees, without affecting the rest of the query. Essential for
dashboard-style queries with multiple conditional metrics.



    


    
      
        json_agg(A)

      


        json_agg(A) — aggregate into a JSON array. See JSON Functions.



    


    
      
        json_agg(A, OrderSpecs)

      


        json_agg(A ORDER BY ...).



    


    
      
        json_object_agg(K, V)

      


        json_object_agg(K, V) — aggregate into a JSON object.



    


    
      
        jsonb_agg(A)

      


        jsonb_agg(A) — aggregate into a JSONB array.



    


    
      
        jsonb_agg(A, OrderSpecs)

      


        jsonb_agg(A ORDER BY ...).



    


    
      
        jsonb_object_agg(K, V)

      


        jsonb_object_agg(K, V) — aggregate into a JSONB object.



    


    
      
        max(Ast)

      


        max(A) — aggregate maximum.



    


    
      
        min(Ast)

      


        min(A) — aggregate minimum.



    


    
      
        mode(OrderExpr)

      


        mode() WITHIN GROUP (ORDER BY x) — most frequent value (statistical mode).



    


    
      
        percentile_cont(Frac, OrderExpr)

      


        percentile_cont(Frac) WITHIN GROUP (ORDER BY x) — interpolated continuous
percentile. Frac ∈ [0, 1].



    


    
      
        percentile_disc(Frac, OrderExpr)

      


        percentile_disc(Frac) WITHIN GROUP (ORDER BY x) — discrete percentile (picks one of the input values).



    


    
      
        string_agg(Expr, Sep)

      


        string_agg(expr, sep) — concatenate string values with a separator. NULL inputs are ignored.



    


    
      
        string_agg(Expr, Sep, OrderSpecs)

      


        string_agg(expr, sep ORDER BY ...) — concatenate with explicit ordering.



    


    
      
        sum(Ast)

      


        sum(A). See Aggregate Functions.



    





  
    Arithmetic
  


    
      
        '*'(A, B)

      


        A * B.



    


    
      
        '+'(A, B)

      


        A + B. See Mathematical Operators.



    


    
      
        '-'(A, B)

      


        A - B.



    


    
      
        '/'(A, B)

      


        A / B — division. For integers, truncates toward zero.



    


    
      
        abs(A)

      


        abs(A) — absolute value. See Math Functions.



    


    
      
        'div'(A, B)

      


        div(A, B) — integer quotient, truncated toward zero.



    


    
      
        'rem'(A, B)

      


        Alias for mod/2. Erlang's rem operator inside DSL closures rewrites to this.



    





  
    Arrays
  


    
      
        '&&'(A, B)

      


        A && B — arrays overlap (have any common element).



    


    
      
        '<@'(A, B)

      


        A <@ B — is contained by.



    


    
      
        '@>'(A, B)

      


        A @> B — contains. See Array Functions and Operators.



    


    
      
        array(Items)

      


        ARRAY[v1, v2, ...] constructor. Element type is inferred from the
first element's opts.



    


    
      
        array_append(Arr, Elem)

      


        array_append(arr, elem) — append element.



    


    
      
        array_cat(A, B)

      


        array_cat(a, b) — concatenate two arrays. Equivalent to a || b.



    


    
      
        array_length(Arr)

      


        array_length(arr, 1) — length of the first dimension.



    


    
      
        array_length(Arr, Dim)

      


        array_length(arr, dim) — length of dimension dim.



    


    
      
        array_position(Arr, Elem)

      


        array_position(arr, elem) — 1-based index of elem in arr, or NULL.



    


    
      
        array_prepend(Elem, Arr)

      


        array_prepend(elem, arr) — prepend element.



    


    
      
        array_remove(Arr, Elem)

      


        array_remove(arr, elem) — remove all occurrences of elem.



    


    
      
        array_replace(Arr, From, To)

      


        array_replace(arr, from, to) — replace all from elements with to.



    


    
      
        unnest(Arr)

      


        unnest(arr) — set-returning function that produces one row per array
element.



    





  
    Comparison
  


    
      
        '<'(A, B)

      


        A < B.



    


    
      
        '=/='(A, B)

      


        A <> B. See Comparison Operators.



    


    
      
        '=:='(A, B)

      


        A = B. See Comparison Operators.



    


    
      
        '=<'(A, B)

      


        A <= B.



    


    
      
        '>'(A, B)

      


        A > B. See Comparison Operators.



    


    
      
        '>='(A, B)

      


        A >= B.



    


    
      
        is(A, B)

      


        A IS B. Low-level building block for IS NULL, IS TRUE, etc. See Comparison Predicates.



    


    
      
        is_distinct_from(A, B)

      


        A IS DISTINCT FROM B — NULL-safe inequality (treats NULL = NULL as
equal). See Comparison Predicates.



    


    
      
        is_not_distinct_from(A, B)

      


        A IS NOT DISTINCT FROM B — NULL-safe equality.



    


    
      
        is_not_null(A)

      


        A IS NOT NULL.



    


    
      
        is_null(A)

      


        A IS NULL. See Comparison Predicates.



    





  
    Conditional
  


    
      
        case_when(Whens)

      


        Searched CASE WHEN cond THEN val ... END without ELSE — NULL if no branch matches.



    


    
      
        case_when/2

      


        CASE WHEN cond THEN val ... ELSE default END.



    


    
      
        coalesce/1

      


        COALESCE(a, b, c, ...) — returns the first non-NULL argument.



    


    
      
        greatest/1

      


        GREATEST(A, B, C, ...) — N-ary form. Returns max of all non-NULL inputs.



    


    
      
        least/1

      


        LEAST(A, B, C, ...) — N-ary form. Returns min of all non-NULL inputs.



    


    
      
        max(A, B)

      


        GREATEST(A, B) — maximum of two values, ignoring NULLs.



    


    
      
        min(A, B)

      


        LEAST(A, B) — minimum of two values, ignoring NULLs. See Conditional Expressions.



    





  
    Date/time
  


    
      
        age(A)

      


        age(t) — interval since current_date to t (or vice-versa).



    


    
      
        age(A, B)

      


        age(t1, t2) — symbolic interval t1 - t2.



    


    
      
        current_date()

      


        current_date — current date (date only).



    


    
      
        current_time()

      


        current_time — current time of day with timezone.



    


    
      
        current_timestamp()

      


        current_timestamp — start-of-transaction timestamp with timezone. Standard SQL.



    


    
      
        date_part(Field, Source)

      


        date_part('field', source) — same as extract, returns double precision.



    


    
      
        date_trunc(Field, Source)

      


        date_trunc('field', source) — truncate a timestamp to the specified
precision. Field is a closed enum (validated at build time).



    


    
      
        extract(Field, Source)

      


        EXTRACT(field FROM source) — get a sub-field as numeric.



    


    
      
        now()

      


        now() — current transaction timestamp (with timezone). PostgreSQL extension; equivalent to current_timestamp/0.



    


    
      
        to_char(A, Fmt)

      


        to_char(val, fmt) — format a date/timestamp/number as text. See Data Type Formatting Functions.



    


    
      
        to_date(A, Fmt)

      


        to_date(text, fmt) — parse a string into date.



    


    
      
        to_timestamp(A)

      


        to_timestamp(epoch) — Unix-epoch seconds to timestamptz.



    


    
      
        to_timestamp(A, Fmt)

      


        to_timestamp(text, fmt) — parse a formatted string into timestamptz.



    





  
    Logical
  


    
      
        'andalso'(V, V)

      


        Logical AND. Short-circuits on boolean literals. See Logical Operators.



    


    
      
        'not'(V)

      


        Logical NOT. See Logical Operators.



    


    
      
        'orelse'(V, V)

      


        Logical OR. Short-circuits on boolean literals. See Logical Operators.



    





  
    Misc
  


    
      
        call(FunName, Args, Opts)

      


        Build a function call AST: FunName(Args...).



    


    
      
        exists/1

      


        EXISTS (subquery). See EXISTS.



    


    
      
        in/2

      


        A IN (...) — membership test.



    


    
      
        row(Fields)

      


        ROW(...) constructor with anonymous record type. See Row Constructors.



    


    
      
        row(Model, Fields)

      


        ROW(...) constructor tagged with a model module (for type inference in row-typed projections).



    





  
    Numeric
  


    
      
        ceil(A)

      


        ceil(A) — ceiling (smallest integer not less than A).



    


    
      
        exp(A)

      


        exp(A) — exponential (e^A).



    


    
      
        floor(A)

      


        floor(A) — floor (largest integer not greater than A).



    


    
      
        ln(A)

      


        ln(A) — natural logarithm.



    


    
      
        log(A)

      


        log(A) — base-10 logarithm.



    


    
      
        log(B, A)

      


        log(B, A) — logarithm of A to base B.



    


    
      
        mod(A, B)

      


        mod(A, B) — remainder of A / B. See Math Functions.



    


    
      
        power(A, B)

      


        power(A, B) — A raised to the power of B.



    


    
      
        random()

      


        random() — pseudo-random double precision in [0.0, 1.0).



    


    
      
        round(A)

      


        round(A) — round to nearest integer (banker's rounding for numeric).



    


    
      
        round(A, N)

      


        round(A, N) — round to N decimal places.



    


    
      
        sign(A)

      


        sign(A) — -1, 0, or 1 according to sign.



    


    
      
        sqrt(A)

      


        sqrt(A) — square root.



    


    
      
        trunc(V, N)

      


        trunc(V, N) — truncate to N decimal places.



    





  
    Pattern matching
  


    
      
        ilike(A, B)

      


        A ILIKE B — case-insensitive LIKE (PostgreSQL extension).



    


    
      
        like(A, B)

      


        A LIKE B. See LIKE.



    


    
      
        '~*'(A, B)

      


        POSIX regex match (case-insensitive) A ~* B.



    


    
      
        '~'(A, B)

      


        POSIX regex match A ~ B. See POSIX Regular Expressions.



    





  
    Strings
  


    
      
        char_length(A)

      


        char_length(s) — SQL-standard alias for length.



    


    
      
        concat(List)

      


        concat(a, b, c, ...) — concatenate. NULLs are skipped (unlike ||). See String Functions.



    


    
      
        concat(A, B)

      


        concat(a, b) — 2-arg form for convenience.



    


    
      
        length(A)

      


        length(s) — string length in characters.



    


    
      
        lower(A)

      


        lower(s) — lowercase.



    


    
      
        ltrim(A)

      


        ltrim(s) — strip whitespace from the left.



    


    
      
        ltrim(A, Chars)

      


        ltrim(s, chars) — strip listed characters from the left.



    


    
      
        regexp_match(A, Pattern)

      


        regexp_match(s, pat) — returns a text[] of capture groups, or NULL if no match.



    


    
      
        regexp_match(A, Pattern, Flags)

      


        regexp_match(s, pat, flags) — with regex flags.



    


    
      
        regexp_replace(A, Pattern, Repl)

      


        regexp_replace(s, pat, repl) — replace first match. See POSIX Regex Match.



    


    
      
        regexp_replace(A, Pattern, Repl, Flags)

      


        regexp_replace(s, pat, repl, flags) — 'g' for global replace, 'i' case-insensitive, etc.



    


    
      
        replace(A, From, To)

      


        replace(s, from, to) — replace all occurrences of from with to.



    


    
      
        rtrim(A)

      


        rtrim(s) — strip whitespace from the right.



    


    
      
        rtrim(A, Chars)

      


        rtrim(s, chars) — strip listed characters from the right.



    


    
      
        split_part(A, Delim, N)

      


        split_part(s, sep, n) — n-th field after splitting s by sep (1-indexed).



    


    
      
        starts_with(A, Prefix)

      


        starts_with(s, prefix) — boolean prefix test. Faster than LIKE 'prefix%' for indexed lookup.



    


    
      
        strpos(Haystack, Needle)

      


        strpos(haystack, needle) — 1-based position of needle in haystack, or 0.



    


    
      
        substring(A, From)

      


        substring(s, from) — from the given 1-based start position to end.



    


    
      
        substring(A, From, Len)

      


        substring(s, from, len) — len characters starting at from.



    


    
      
        trim(A)

      


        trim(s) — strip whitespace from both ends.



    


    
      
        trim(A, Chars)

      


        trim(s, chars) — strip any character listed in chars from both ends.



    


    
      
        upper(A)

      


        upper(s) — uppercase.



    


    
      
        '||'(A, B)

      


        A || B — concatenation operator.



    





  
    Type casts
  


    
      
        as(Ast, Type)

      


        (Ast)::Type — SQL type cast.



    


    
      
        set_type(Ast, Type)

      


        Annotate an AST node with a type, without emitting an SQL cast.



    





      


      
        Types


        


  
    
      
    
    
      agg_order_spec()



        
          
        

    

  


  

      

          -type agg_order_spec() :: expr() | {expr(), asc | desc} | {expr(), asc | desc, nulls_first | nulls_last}.


      



  



  
    
      
    
    
      agg_order_specs()



        
          
        

    

  


  

      

          -type agg_order_specs() :: [agg_order_spec(), ...].


      



  



  
    
      
    
    
      datetime_field()



        
          
        

    

  


  

      

          -type datetime_field() ::
          century | day | decade | dow | doy | epoch | hour | isodow | isoyear | julian | microseconds |
          millennium | milliseconds | minute | month | quarter | second | timezone | timezone_hour |
          timezone_minute | week | year.


      



  



  
    
      
    
    
      expr()



        
          
        

    

  


  

      

          -type expr() :: qast:ast_node() | term().


      



  


        

      

      
        Aggregates


        


  
    
      
    
    
      array_agg(Ast)



        
          
        

    

  


  

      

          -spec array_agg(expr()) -> qast:ast_node().


      


array_agg(A) — collect values into an array. NULLs are included.

  



  
    
      
    
    
      array_agg(Ast, OrderSpecs)



        
          
        

    

  


  

      

          -spec array_agg(expr(), agg_order_specs()) -> qast:ast_node().


      


array_agg(A ORDER BY ...) — collect into array with explicit ordering.

  



  
    
      
    
    
      avg(A)



        
          
        

    

  


  

      

          -spec avg(expr()) -> qast:ast_node().


      


avg(A) — arithmetic mean. Returns numeric or double precision.

  



  
    
      
    
    
      bool_and(A)



        
          
        

    

  


  

      

          -spec bool_and(expr()) -> qast:ast_node().


      


bool_and(A) — true iff every non-NULL input is true.

  



  
    
      
    
    
      bool_or(A)



        
          
        

    

  


  

      

          -spec bool_or(expr()) -> qast:ast_node().


      


bool_or(A) — true iff any non-NULL input is true.

  



  
    
      
    
    
      count(Ast)



        
          
        

    

  


  

      

          -spec count(qast:ast_node()) -> qast:ast_node().


      


count(A) — non-NULL row count. Returns bigint.

  



  
    
      
    
    
      distinct(Ast)



        
          
        

    

  


  

      

          -spec distinct(expr()) -> qast:ast_node().


      


DISTINCT A qualifier — typically used inside another aggregate, e.g. count(distinct(x)).

  



  
    
      
    
    
      every(A)



        
          
        

    

  


  

      

          -spec every(expr()) -> qast:ast_node().


      


every(A) — SQL standard alias for bool_and/1.

  



  
    
      
    
    
      filter(AggAst, Cond)



        
          
        

    

  


  

      

          -spec filter(qast:ast_node(), expr()) -> qast:ast_node().


      


Wrap any aggregate with FILTER (WHERE Cond) — limits which rows the
aggregate sees, without affecting the rest of the query. Essential for
dashboard-style queries with multiple conditional metrics.
#{
    total => pg_sql:count(Id),
    paid  => pg_sql:filter(pg_sql:count(Id), Status =:= <<"paid">>)
}.
See Aggregate Expressions.

  



  
    
      
    
    
      json_agg(A)



        
          
        

    

  


  

      

          -spec json_agg(expr()) -> qast:ast_node().


      


json_agg(A) — aggregate into a JSON array. See JSON Functions.

  



  
    
      
    
    
      json_agg(A, OrderSpecs)



        
          
        

    

  


  

      

          -spec json_agg(expr(), agg_order_specs()) -> qast:ast_node().


      


json_agg(A ORDER BY ...).

  



  
    
      
    
    
      json_object_agg(K, V)



        
          
        

    

  


  

      

          -spec json_object_agg(expr(), expr()) -> qast:ast_node().


      


json_object_agg(K, V) — aggregate into a JSON object.

  



  
    
      
    
    
      jsonb_agg(A)



        
          
        

    

  


  

      

          -spec jsonb_agg(expr()) -> qast:ast_node().


      


jsonb_agg(A) — aggregate into a JSONB array.

  



  
    
      
    
    
      jsonb_agg(A, OrderSpecs)



        
          
        

    

  


  

      

          -spec jsonb_agg(expr(), agg_order_specs()) -> qast:ast_node().


      


jsonb_agg(A ORDER BY ...).

  



  
    
      
    
    
      jsonb_object_agg(K, V)



        
          
        

    

  


  

      

          -spec jsonb_object_agg(expr(), expr()) -> qast:ast_node().


      


jsonb_object_agg(K, V) — aggregate into a JSONB object.

  



  
    
      
    
    
      max(Ast)



        
          
        

    

  


  

      

          -spec max(expr()) -> qast:ast_node().


      


max(A) — aggregate maximum.

  



  
    
      
    
    
      min(Ast)



        
          
        

    

  


  

      

          -spec min(expr()) -> qast:ast_node().


      


min(A) — aggregate minimum.

  



  
    
      
    
    
      mode(OrderExpr)



        
          
        

    

  


  

      

          -spec mode(expr()) -> qast:ast_node().


      


mode() WITHIN GROUP (ORDER BY x) — most frequent value (statistical mode).

  



  
    
      
    
    
      percentile_cont(Frac, OrderExpr)



        
          
        

    

  


  

      

          -spec percentile_cont(expr(), expr()) -> qast:ast_node().


      


percentile_cont(Frac) WITHIN GROUP (ORDER BY x) — interpolated continuous
percentile. Frac ∈ [0, 1].
See Ordered-Set Aggregate Functions.

  



  
    
      
    
    
      percentile_disc(Frac, OrderExpr)



        
          
        

    

  


  

      

          -spec percentile_disc(expr(), expr()) -> qast:ast_node().


      


percentile_disc(Frac) WITHIN GROUP (ORDER BY x) — discrete percentile (picks one of the input values).

  



  
    
      
    
    
      string_agg(Expr, Sep)



        
          
        

    

  


  

      

          -spec string_agg(expr(), expr()) -> qast:ast_node().


      


string_agg(expr, sep) — concatenate string values with a separator. NULL inputs are ignored.

  



  
    
      
    
    
      string_agg(Expr, Sep, OrderSpecs)



        
          
        

    

  


  

      

          -spec string_agg(expr(), expr(), agg_order_specs()) -> qast:ast_node().


      


string_agg(expr, sep ORDER BY ...) — concatenate with explicit ordering.
Without ORDER BY, string_agg is non-deterministic. Use the 3-arg form
when result order matters.

  



  
    
      
    
    
      sum(Ast)



        
          
        

    

  


  

      

          -spec sum(qast:ast_node()) -> qast:ast_node().


      


sum(A). See Aggregate Functions.

  


        

      

      
        Arithmetic


        


  
    
      
    
    
      '*'(A, B)



        
          
        

    

  


  

      

          -spec '*'(expr(), expr()) -> qast:ast_node().


      


A * B.

  



  
    
      
    
    
      '+'(A, B)



        
          
        

    

  


  

      

          -spec '+'(expr(), expr()) -> qast:ast_node().


      


A + B. See Mathematical Operators.

  



  
    
      
    
    
      '-'(A, B)



        
          
        

    

  


  

      

          -spec '-'(expr(), expr()) -> qast:ast_node().


      


A - B.

  



  
    
      
    
    
      '/'(A, B)



        
          
        

    

  


  

      

          -spec '/'(expr(), expr()) -> qast:ast_node().


      


A / B — division. For integers, truncates toward zero.

  



  
    
      
    
    
      abs(A)



        
          
        

    

  


  

      

          -spec abs(expr()) -> qast:ast_node().


      


abs(A) — absolute value. See Math Functions.

  



  
    
      
    
    
      'div'(A, B)



        
          
        

    

  


  

      

          -spec 'div'(expr(), expr()) -> qast:ast_node().


      


div(A, B) — integer quotient, truncated toward zero.

  



  
    
      
    
    
      'rem'(A, B)



        
          
        

    

  


  

      

          -spec 'rem'(expr(), expr()) -> qast:ast_node().


      


Alias for mod/2. Erlang's rem operator inside DSL closures rewrites to this.

  


        

      

      
        Arrays


        


  
    
      
    
    
      '&&'(A, B)



        
          
        

    

  


  

      

          -spec '
  
    
    q - equery v0.22.0
    
    

    


  
  

    
q 
    



      
Query building DSL.
q is the user-facing composable query builder. Each builder takes either
a query and returns a query (eager form, arity N+1), or returns a partially
applied function qfun() (lazy form, arity N) that can be chained with
pipe/2.
q:pipe(q:from(?USER), [
    q:where(fun([#{active := A}]) -> A =:= true end),
    q:order_by(fun([#{created := C}]) -> [{C, desc}] end),
    q:limit(10)
]).
Builders fall into three categories:
	Source: from/1, using/1,2, with/2,3, recursive/2 — define
where data comes from.
	Refinement: where/1,2, having/1,2, select/1,2, set/1,2,
data/1,2, group_by/1,2, order_by/1,2, limit/1,2, first/2,3,
offset/1,2, distinct/0,1, distinct_on/1,2 — narrow or shape results.
	Joins / locks: join/2,3,4, lateral_join/2,3,4,
lock/1,2,3,4, for_update/0,1.

Statement compilation (SELECT / INSERT / UPDATE / DELETE) lives
in qsql. SQL expression builders (operators, scalar/aggregate functions,
CASE, type casts) live in pg_sql. JSON operators and builders live in
qjson.

      


      
        Summary


  
    Types
  


    
      
        conflict_action()

      


    


    
      
        conflict_columns()

      


    


    
      
        conflict_target()

      


    


    
      
        conflict_update()

      


    


    
      
        data()

      


    


    
      
        distinct()

      


    


    
      
        join_type()

      


    


    
      
        model()

      


    


    
      
        order()

      


    


    
      
        order_item()

      


    


    
      
        order_nulls()

      


    


    
      
        qfun()

      


    


    
      
        query()

      


    


    
      
        real_table()

      


    


    
      
        row_lock_level()

      


    


    
      
        schema()

      


    


    
      
        select()

      


    


    
      
        set()

      


    


    
      
        stored_conflict_target()

      


    


    
      
        table()

      


    


    
      
        table_id()

      


    


    
      
        ties_mode()

      


    


    
      
        wait_policy()

      


    





  
    Functions
  


    
      
        data/2

      


    


    
      
        distinct(Q)

      


    


    
      
        distinct_on/2

      


    


    
      
        first(Value, Mode, Q)

      


    


    
      
        for_update(Q)

      


    


    
      
        group_by/2

      


    


    
      
        having/2

      


    


    
      
        join/4

      


    


    
      
        lateral_join/4

      


    


    
      
        limit(Value, Q)

      


    


    
      
        lock/4

      


    


    
      
        offset(Value, Q)

      


    


    
      
        on_conflict/3

      


    


    
      
        on_conflict_where/4

      


    


    
      
        order_by/2

      


    


    
      
        select(Fun, Q)

      


    


    
      
        set(Fun, Q)

      


    


    
      
        using/2

      


    


    
      
        where/2

      


    


    
      
        with/3

      


    





  
    Composition
  


    
      
        compile(Fun)

      


        Compile a nullary fun that returns a DSL closure into the closure itself,
applying the parse transform at AST level. Used to pre-build reusable
closures from shell-loaded code.



    


    
      
        get/2

      


        Introspect a built query.



    


    
      
        pipe(Query, Funs)

      


        Apply a chain of partially-applied builders to a base query.



    





  
    Joins
  


    
      
        join(Info, Fun)

      


        Inner join — short form of join(inner, Info, Fun).



    


    
      
        join(JoinType, Info, Fun)

      


        Join with explicit type.



    


    
      
        lateral_join(JoinType, QFun)

      


        LATERAL join — subquery may reference outer columns. ON defaults to true.



    


    
      
        lateral_join(JoinType, QFun, CondFun)

      


        LATERAL join with custom ON condition.



    





  
    Locking
  


    
      
        for_update()

      


        Shorthand for lock(for_update, wait).



    


    
      
        lock(RowLockLevel)

      


        Row-level lock.



    


    
      
        lock(RowLockLevel, WaitPolicy)

      


        Row-level lock with explicit wait policy.



    


    
      
        lock(RowLockLevel, WaitPolicy, Fun)

      


        Lock selected tables only. Fun filters the list of real tables — use
lookup_tables/2 to pick by model.



    


    
      
        lookup_tables/2

      


        Filter a list of real tables to those matching the given model(s).



    





  
    Refinement
  


    
      
        data(Fun)

      


        Rewrite the data context — advanced. Closure receives the list of field
maps and returns a new list. Useful for splicing computed columns into
the data passed to subsequent builders.



    


    
      
        distinct()

      


        SELECT DISTINCT — distinct over all selected columns.



    


    
      
        distinct_on(Fun)

      


        SELECT DISTINCT ON (cols). Closure returns a list of column atoms.



    


    
      
        first(Value, Mode)

      


        FETCH FIRST n ROWS [ONLY | WITH TIES] — parameterized.



    


    
      
        group_by(Fun)

      


        GROUP BY clause. Closure returns a list of expressions to group by.



    


    
      
        having(Fun)

      


        HAVING clause — predicate over aggregated rows.



    


    
      
        limit(Value)

      


        LIMIT n — parameterized. Equivalent to first(N, no_ties) and shares
storage with first/2,3: whichever is set last wins.



    


    
      
        offset(Value)

      


        OFFSET n — parameterized.



    


    
      
        order_by(Fun)

      


        ORDER BY clause.



    


    
      
        select(Fun)

      


        Project the columns.



    


    
      
        set(Fun)

      


        Set values for INSERT / UPDATE.



    


    
      
        where(Fun)

      


        Add a WHERE predicate.



    





  
    Source
  


    
      
        from/1

      


        Start a query from a source.



    


    
      
        recursive/2

      


        Build a recursive CTE.



    


    
      
        using(Info)

      


        Add an additional source to FROM (comma form).



    


    
      
        with(Info, Fun)

      


        WITH clause (CTE).



    





  
    Upsert
  


    
      
        on_conflict(ConflictTarget, Fun)

      


        ON CONFLICT (target) DO ... clause.



    


    
      
        on_conflict_where(Columns, Filter, Fun)

      


        ON CONFLICT (target) WHERE filter DO ... — partial-index upsert.



    





      


      
        Types


        


  
    
      
    
    
      conflict_action()



        
          
        

    

  


  

      

          -type conflict_action() :: nothing | conflict_update() | {conflict_update(), qast:ast_node()}.


      



  



  
    
      
    
    
      conflict_columns()



        
          
        

    

  


  

      

          -type conflict_columns() :: [atom()].


      



  



  
    
      
    
    
      conflict_target()



        
          
        

    

  


  

      

          -type conflict_target() :: any | conflict_columns().


      



  



  
    
      
    
    
      conflict_update()



        
          
        

    

  


  

      

          -type conflict_update() :: #{atom() => qast:ast_node()}.


      



  



  
    
      
    
    
      data()



        
          
        

    

  


  

      

          -type data() :: [#{atom() => qast:ast_node()}].


      



  



  
    
      
    
    
      distinct()



        
          
        

    

  


  

      

          -type distinct() :: all | [atom()].


      



  



  
    
      
    
    
      join_type()



        
          
        

    

  


  

      

          -type join_type() :: inner | left | right | full | {left, outer} | {right, outer} | {full, outer}.


      



  



  
    
      
    
    
      model()



        
          
        

    

  


  

      

          -type model() :: schema() | module().


      



  



  
    
      
    
    
      order()



        
          
        

    

  


  

      

          -type order() :: [order_item()].


      



  



  
    
      
    
    
      order_item()



        
          
        

    

  


  

      

          -type order_item() :: {qast:ast_node(), asc | desc} | {qast:ast_node(), asc | desc, order_nulls()}.


      



  



  
    
      
    
    
      order_nulls()



        
          
        

    

  


  

      

          -type order_nulls() :: nulls_first | nulls_last.


      



  



  
    
      
    
    
      qfun()



        
          
        

    

  


  

      

          -type qfun() :: fun((query()) -> query()).


      



  



  
    
      
    
    
      query()



        
          
        

    

  


  

      

          -type query() ::
          #query{schema :: q:schema(),
                 with :: term(),
                 distinct :: q:distinct() | undefined,
                 where :: qast:ast_node() | undefined,
                 data :: q:data(),
                 select :: q:select(),
                 set :: q:set() | #query{},
                 tables :: [q:real_table() | q:table()],
                 joins :: [{q:join_type(), qast:ast_node(), qast:ast_node()}],
                 group_by :: [qast:ast_node()],
                 having :: qast:ast_node() | undefined,
                 order_by :: q:order(),
                 on_conflict :: #{q:stored_conflict_target() => q:conflict_action()},
                 limit :: {non_neg_integer(), q:ties_mode()} | undefined,
                 offset :: non_neg_integer() | undefined,
                 lock :: {q:row_lock_level(), [q:real_table()], q:wait_policy()} | undefined}.


      



  



  
    
      
    
    
      real_table()



        
          
        

    

  


  

      

          -type real_table() :: {real, table_id(), reference()}.


      



  



  
    
      
    
    
      row_lock_level()



        
          
        

    

  


  

      

          -type row_lock_level() :: for_update | for_no_key_update | for_share | for_key_share.


      



  



  
    
      
    
    
      schema()



        
          
        

    

  


  

      

          -type schema() :: #{fields => #{atom() => #{atom() => term()}}, table => binary(), atom() => any()}.


      



  



  
    
      
    
    
      select()



        
          
        

    

  


  

      

          -type select() :: #{atom() => qast:ast_node()} | qast:ast_node().


      



  



  
    
      
    
    
      set()



        
          
        

    

  


  

      

          -type set() :: #{atom() => qast:ast_node()} | query().


      



  



  
    
      
    
    
      stored_conflict_target()



        
          
        

    

  


  

      

          -type stored_conflict_target() :: conflict_target() | {conflict_columns(), qast:ast_node()}.


      



  



  
    
      
    
    
      table()



        
          
        

    

  


  

      

          -type table() :: {alias, qast:ast_node(), #{atom() => term()}}.


      



  



  
    
      
    
    
      table_id()



        
          
        

    

  


  

      

          -type table_id() :: binary() | {binary(), binary()}.


      



  



  
    
      
    
    
      ties_mode()



        
          
        

    

  


  

      

          -type ties_mode() :: no_ties | with_ties.


      



  



  
    
      
    
    
      wait_policy()



        
          
        

    

  


  

      

          -type wait_policy() :: wait | nowait | skip_locked.


      



  


        

      

      
        Functions


        


  
    
      
    
    
      data/2



        
          
        

    

  


  

      

          -spec data(fun((data()) -> data()), Q) -> Q when Q :: query().


      



  



  
    
      
    
    
      distinct(Q)



        
          
        

    

  


  

      

          -spec distinct(Q) -> Q when Q :: query().


      



  



  
    
      
    
    
      distinct_on/2



        
          
        

    

  


  

      

          -spec distinct_on(fun((data()) -> [atom()]), Q) -> Q when Q :: query().


      



  



  
    
      
    
    
      first(Value, Mode, Q)



        
          
        

    

  


  

      

          -spec first(non_neg_integer(), ties_mode(), Q) -> Q when Q :: query().


      



  



  
    
      
    
    
      for_update(Q)



        
          
        

    

  


  

      

          -spec for_update(Q) -> Q when Q :: query().


      



  



  
    
      
    
    
      group_by/2



        
          
        

    

  


  

      

          -spec group_by(fun((data()) -> qast:ast_node()), Q) -> Q when Q :: query().


      



  



  
    
      
    
    
      having/2



        
          
        

    

  


  

      

          -spec having(fun((data()) -> qast:ast_node()), Q) -> Q when Q :: query().


      



  



  
    
      
    
    
      join/4



        
          
        

    

  


  

      

          -spec join(join_type(), model() | query() | table(), fun((data()) -> qast:ast_node()), Q) -> Q
              when Q :: query().


      



  



  
    
      
    
    
      lateral_join/4



        
          
        

    

  


  

      

          -spec lateral_join(join_type(), fun((data()) -> query()), fun((data()) -> qast:ast_node()), Q) -> Q
                      when Q :: query().


      



  



  
    
      
    
    
      limit(Value, Q)



        
          
        

    

  


  

      

          -spec limit(non_neg_integer(), Q) -> Q when Q :: query().


      



  



  
    
      
    
    
      lock/4



        
          
        

    

  


  

      

          -spec lock(row_lock_level(), wait_policy(), fun(([RealTable]) -> [RealTable]), query()) -> query()
              when RealTable :: real_table().


      



  



  
    
      
    
    
      offset(Value, Q)



        
          
        

    

  


  

      

          -spec offset(non_neg_integer(), Q) -> Q when Q :: query().


      



  



  
    
      
    
    
      on_conflict/3



        
          
        

    

  


  

      

          -spec on_conflict(conflict_target(), fun((data()) -> conflict_action()), Q) -> Q when Q :: query().


      



  



  
    
      
    
    
      on_conflict_where/4



        
          
        

    

  


  

      

          -spec on_conflict_where(conflict_columns(),
                        fun((data()) -> qast:ast_node()),
                        fun((data()) -> conflict_action()),
                        Q) ->
                           Q
                           when Q :: query().


      



  



  
    
      
    
    
      order_by/2



        
          
        

    

  


  

      

          -spec order_by(fun((data()) -> order()), Q) -> Q when Q :: query().


      



  



  
    
      
    
    
      select(Fun, Q)



        
          
        

    

  


  

      

          -spec select(Fun, Q) -> Q
                when
                    Fun :: fun((data()) -> select()) | fun((select(), data()) -> select()), Q :: query().


      



  



  
    
      
    
    
      set(Fun, Q)



        
          
        

    

  


  

      

          -spec set(Fun, Q) -> Q when Fun :: fun((data()) -> set()) | fun((set(), data()) -> set()), Q :: query().


      



  



  
    
      
    
    
      using/2



        
          
        

    

  


  


  



  
    
      
    
    
      where/2



        
          
        

    

  


  

      

          -spec where(fun((data()) -> qast:ast_node()), Q) -> Q when Q :: query().


      



  



  
    
      
    
    
      with/3



        
          
        

    

  


  

      

          -spec with(model() | query() | qast:ast_node(), fun((table()) -> qfun()), Q) -> Q when Q :: query().


      



  


        

      

      
        Composition


        


  
    
      
    
    
      compile(Fun)



        
          
        

    

  


  

Compile a nullary fun that returns a DSL closure into the closure itself,
applying the parse transform at AST level. Used to pre-build reusable
closures from shell-loaded code.

  



  
    
      
    
    
      get/2



        
          
        

    

  


  

      

          -spec get(schema, query()) -> schema();
         (data, query()) -> data().


      


Introspect a built query.
	get(schema, Q) — the schema map.
	get(data, Q) — the list of field maps (one per joined source), as
fed to DSL closures.


  



  
    
      
    
    
      pipe(Query, Funs)



        
          
        

    

  


  

      

          -spec pipe(Q, [qfun()]) -> Q when Q :: query().


      


Apply a chain of partially-applied builders to a base query.
q:pipe(q:from(?USER), [
    q:where(fun([#{active := A}]) -> A =:= true end),
    q:limit(10)
]).

  


        

      

      
        Joins


        


  
    
      
    
    
      join(Info, Fun)



        
          
        

    

  


  

      

          -spec join(model() | query() | table(), fun((data()) -> qast:ast_node())) -> qfun().


      


Inner join — short form of join(inner, Info, Fun).
Fun receives the cumulative data (one map per joined source) and
returns the ON-condition AST.
q:join(?POST, fun([#{id := UId}, #{author_id := AId}]) ->
    UId =:= AId
end).

  



  
    
      
    
    
      join(JoinType, Info, Fun)



        
          
        

    

  


  

      

          -spec join(join_type(), model() | query() | table(), fun((data()) -> qast:ast_node())) -> qfun().


      


Join with explicit type.
JoinType is one of inner, left, right, full, {left, outer},
{right, outer}, {full, outer}.

  



  
    
      
    
    
      lateral_join(JoinType, QFun)



        
          
        

    

  


  

      

          -spec lateral_join(join_type(), fun((data()) -> query())) -> qfun().


      


LATERAL join — subquery may reference outer columns. ON defaults to true.
QFun receives the outer data() and returns the subquery (which can
reference outer fields captured from the closure):
q:lateral_join(left, fun([#{id := UId}]) ->
    q:pipe(q:from(?POST), [
        q:where(fun([#{author_id := A}]) -> A =:= UId end),
        q:limit(3)
    ])
end).

  



  
    
      
    
    
      lateral_join(JoinType, QFun, CondFun)



        
          
        

    

  


  

      

          -spec lateral_join(join_type(), fun((data()) -> query()), fun((data()) -> qast:ast_node())) -> qfun().


      


LATERAL join with custom ON condition.

  


        

      

      
        Locking


        


  
    
      
    
    
      for_update()



        
          
        

    

  


  

      

          -spec for_update() -> qfun().


      


Shorthand for lock(for_update, wait).

  



  
    
      
    
    
      lock(RowLockLevel)



        
          
        

    

  


  

      

          -spec lock(row_lock_level()) -> qfun().


      


Row-level lock.
RowLockLevel ∈ for_update | for_no_key_update | for_share | for_key_share.
Defaults to wait policy and locks all real tables in the query.

  



  
    
      
    
    
      lock(RowLockLevel, WaitPolicy)



        
          
        

    

  


  

      

          -spec lock(row_lock_level(), wait_policy()) -> qfun().


      


Row-level lock with explicit wait policy.
WaitPolicy ∈ wait | nowait | skip_locked.

  



  
    
      
    
    
      lock(RowLockLevel, WaitPolicy, Fun)



        
          
        

    

  


  

      

          -spec lock(row_lock_level(), wait_policy(), fun(([RealTable]) -> [RealTable])) -> qfun()
              when RealTable :: real_table().


      


Lock selected tables only. Fun filters the list of real tables — use
lookup_tables/2 to pick by model.
q:lock(for_update, skip_locked,
    fun(Tables) -> q:lookup_tables(?USER, Tables) end).

  



  
    
      
    
    
      lookup_tables/2



        
          
        

    

  


  

      

          -spec lookup_tables(model() | [model()], [RealTable]) -> [RealTable] when RealTable :: real_table().


      


Filter a list of real tables to those matching the given model(s).
Used inside lock/3,4 to scope locking to specific tables. Throws
{unknown_table, Model} when a requested model is not present.

  


        

      

      
        Refinement


        


  
    
      
    
    
      data(Fun)



        
          
        

    

  


  

      

          -spec data(fun((data()) -> data())) -> qfun().


      


Rewrite the data context — advanced. Closure receives the list of field
maps and returns a new list. Useful for splicing computed columns into
the data passed to subsequent builders.

  



  
    
      
    
    
      distinct()



        
          
        

    

  


  

      

          -spec distinct() -> qfun().


      


SELECT DISTINCT — distinct over all selected columns.

  



  
    
      
    
    
      distinct_on(Fun)



        
          
        

    

  


  

      

          -spec distinct_on(fun((data()) -> [atom()])) -> qfun().


      


SELECT DISTINCT ON (cols). Closure returns a list of column atoms.

  



  
    
      
    
    
      first(Value, Mode)



        
          
        

    

  


  

      

          -spec first(non_neg_integer(), ties_mode()) -> qfun().


      


FETCH FIRST n ROWS [ONLY | WITH TIES] — parameterized.
with_ties returns extra rows that tie with the last one on the
ORDER BY key, so requires an order_by/1,2. Shares storage with
limit/1,2: first(N, no_ties) is equivalent to limit(N), and
whichever of the two is set last wins.

  



  
    
      
    
    
      group_by(Fun)



        
          
        

    

  


  

      

          -spec group_by(fun((data()) -> qast:ast_node())) -> qfun().


      


GROUP BY clause. Closure returns a list of expressions to group by.

  



  
    
      
    
    
      having(Fun)



        
          
        

    

  


  

      

          -spec having(fun((data()) -> qast:ast_node())) -> qfun().


      


HAVING clause — predicate over aggregated rows.
Multiple having/1,2 calls compose with andalso.
q:pipe(Q, [
    q:group_by(fun([#{name := N}]) -> [N] end),
    q:having(fun([#{id := Id}]) -> pg_sql:count(Id) > 1 end)
]).

  



  
    
      
    
    
      limit(Value)



        
          
        

    

  


  

      

          -spec limit(non_neg_integer()) -> qfun().


      


LIMIT n — parameterized. Equivalent to first(N, no_ties) and shares
storage with first/2,3: whichever is set last wins.

  



  
    
      
    
    
      offset(Value)



        
          
        

    

  


  

      

          -spec offset(non_neg_integer()) -> qfun().


      


OFFSET n — parameterized.

  



  
    
      
    
    
      order_by(Fun)



        
          
        

    

  


  

      

          -spec order_by(fun((data()) -> order())) -> qfun().


      


ORDER BY clause.
Closure returns a list of order_item():
	{Field, asc | desc} — direction only.

	{Field, asc | desc, nulls_first | nulls_last} — with NULL placement.


q:order_by(fun([#{name := N, id := Id}]) ->
    [{N, asc, nulls_last}, {Id, desc}]
end).

  



  
    
      
    
    
      select(Fun)



        
          
        

    

  


  

      

          -spec select(Fun) -> qfun() when Fun :: fun((data()) -> select()) | fun((select(), data()) -> select()).


      


Project the columns.
Closure either takes only data() and returns the new selection map,
or takes the previous select map and data() to update it
incrementally:
q:select(fun([#{id := Id, name := N}]) -> #{id => Id, name => N} end).
q:select(fun(S, [#{age := A}]) -> S#{age => A} end).
Selection may also be a single AST node (returns a scalar column).

  



  
    
      
    
    
      set(Fun)



        
          
        

    

  


  

      

          -spec set(Fun) -> qfun() when Fun :: fun((data()) -> set()) | fun((set(), data()) -> set()).


      


Set values for INSERT / UPDATE.
Accepts either a map #{field => ast_or_value} for direct VALUES /
SET clause, or a query() for INSERT ... SELECT ... form.
q:set(fun(_) -> #{name => <<"alice">>, active => true} end).

  



  
    
      
    
    
      where(Fun)



        
          
        

    

  


  

      

          -spec where(fun((data()) -> qast:ast_node())) -> qfun().


      


Add a WHERE predicate.
Multiple where/1,2 calls compose with andalso. The closure receives
the list of field maps (one per joined source) and returns an AST node
(boolean expression).
q:where(fun([#{name := N}]) -> N =:= <<"alice">> end).

  


        

      

      
        Source


        


  
    
      
    
    
      from/1



        
          
        

    

  


  

      

          -spec from(model() | query() | table() | qast:ast_node()) -> query().


      


Start a query from a source.
Accepts:
	a schema map #{table => ..., fields => ..., schema => ...} —
schema is optional, when present emits "schema"."table";
	a model module that exports schema/0;
	another query() — wraps it as a subquery in FROM;
	a table alias from with/3;
	an arbitrary AST node with {model, M, FieldsList} opts.


  



  
    
      
    
    
      recursive/2



        
          
        

    

  


  

Build a recursive CTE.
BaseQuery is the anchor; UnionFun receives the CTE reference and
returns the recursive query body. Emits WITH RECURSIVE name AS (anchor UNION ALL recursive) SELECT ....

  



  
    
      
    
    
      using(Info)



        
          
        

    

  


  

Add an additional source to FROM (comma form).
Used to bring extra tables into scope for UPDATE ... FROM ...,
DELETE ... USING ..., or for SELECTs joining via subsequent
where/1,2 predicates.

  



  
    
      
    
    
      with(Info, Fun)



        
          
        

    

  


  

      

          -spec with(model() | query() | qast:ast_node(), fun((table()) -> qfun())) -> qfun().


      


WITH clause (CTE).
Fun receives the CTE's table reference and returns a qfun() that
uses it. The CTE source may be a model, a query, or arbitrary AST
with {model, ...} opts (e.g. an UPDATE ... RETURNING ... AST).

  


        

      

      
        Upsert


        


  
    
      
    
    
      on_conflict(ConflictTarget, Fun)



        
          
        

    

  


  

      

          -spec on_conflict(conflict_target(), fun((data()) -> conflict_action())) -> qfun().


      


ON CONFLICT (target) DO ... clause.
ConflictTarget is either any (no target, matches any constraint
violation) or a list of column atoms.
Fun receives data() ++ [Excluded] — the additional Excluded map
provides access to the proposed-but-conflicted row values. Returns
either nothing (DO NOTHING), an update map (DO UPDATE SET), or
{UpdateMap, Cond} (DO UPDATE SET ... WHERE Cond).
q:on_conflict([id], fun([_, Excluded]) -> Excluded end).
q:on_conflict(any, fun(_) -> nothing end).

  



  
    
      
    
    
      on_conflict_where(Columns, Filter, Fun)



        
          
        

    

  


  

      

          -spec on_conflict_where(conflict_columns(),
                        fun((data()) -> qast:ast_node()),
                        fun((data()) -> conflict_action())) ->
                           qfun().


      


ON CONFLICT (target) WHERE filter DO ... — partial-index upsert.
Filter is a predicate on the row that scopes the target index.

  


        

      


  

  
    
    qast - equery v0.22.0
    
    

    


  
  

    
qast 
    



      
Low-level AST primitives and SQL emission.
All SQL fragments in equery are represented as ast_node() tuples:
	Constructor	Meaning
	qast:value(V) / qast:value(V, Opts)	A $N parameter placeholder. V is captured as a query argument.
	qast:raw(S) / qast:raw(S, Opts)	Literal SQL fragment — inlined as-is. Never use with user input.
	qast:alias(Ref) / qast:alias(Ref, Opts)	Identifier alias resolved at emission time using a stable name like "__alias-0".
	qast:exp(List) / qast:exp(List, Opts)	A composition of nested AST nodes.
	qast:field(TRef, Name, Opts)	Shortcut for "alias"."name".

Opts is a map carrying optional metadata, most importantly
#{type => T} — used for column type inference in projections.
Render with to_sql/1 to get a parameterized {Sql, Args}
pair.

      


      
        Summary


  
    Types
  


    
      
        alias()

      


    


    
      
        ast_node()

      


    


    
      
        exp()

      


    


    
      
        opts()

      


    


    
      
        raw()

      


    


    
      
        value()

      


    





  
    Functions
  


    
      
        alias(Ref)

      


    


    
      
        alias(Ref, Opts)

      


    


    
      
        exp(V)

      


    


    
      
        exp(V, Opts)

      


    


    
      
        field(TableRef, Name, Opts)

      


    


    
      
        is_ast/1

      


    


    
      
        join/2

      


    


    
      
        opts/1

      


    


    
      
        raw(V)

      


    


    
      
        raw(V, Opts)

      


    


    
      
        set_opts/2

      


    


    
      
        to_sql(Ast)

      


        Render an AST into a parameterized SQL string.



    


    
      
        value(V)

      


    


    
      
        value(V, Opts)

      


    





      


      
        Types


        


  
    
      
    
    
      alias()



        
          
        

    

  


  

      

          -type alias() :: {'$alias', opts(), reference()}.


      



  



  
    
      
    
    
      ast_node()



        
          
        

    

  


  

      

          -type ast_node() :: raw() | value() | alias() | exp().


      



  



  
    
      
    
    
      exp()



        
          
        

    

  


  

      

          -type exp() :: {'$exp', opts(), [ast_node() | term()]}.


      



  



  
    
      
    
    
      opts()



        
          
        

    

  


  

      

          -type opts() :: #{type => term(), term() => term()}.


      



  



  
    
      
    
    
      raw()



        
          
        

    

  


  

      

          -type raw() :: {'$raw', opts(), iodata()}.


      



  



  
    
      
    
    
      value()



        
          
        

    

  


  

      

          -type value() :: {'$value', opts(), term()}.


      



  


        

      

      
        Functions


        


  
    
      
    
    
      alias(Ref)



        
          
        

    

  


  

      

          -spec alias(reference()) -> alias().


      



  



  
    
      
    
    
      alias(Ref, Opts)



        
          
        

    

  


  

      

          -spec alias(reference(), opts()) -> alias().


      



  



  
    
      
    
    
      exp(V)



        
          
        

    

  


  

      

          -spec exp([ast_node() | term()]) -> exp().


      



  



  
    
      
    
    
      exp(V, Opts)



        
          
        

    

  


  

      

          -spec exp([ast_node() | term()], opts()) -> exp().


      



  



  
    
      
    
    
      field(TableRef, Name, Opts)



        
          
        

    

  


  

      

          -spec field(reference(), atom(), opts()) -> exp().


      



  



  
    
      
    
    
      is_ast/1



        
          
        

    

  


  

      

          -spec is_ast(term()) -> boolean().


      



  



  
    
      
    
    
      join/2



        
          
        

    

  


  

      

          -spec join([ast_node() | term()], ast_node()) -> exp().


      



  



  
    
      
    
    
      opts/1



        
          
        

    

  


  

      

          -spec opts(ast_node() | term()) -> opts().


      



  



  
    
      
    
    
      raw(V)



        
          
        

    

  


  

      

          -spec raw(iodata()) -> raw().


      



  



  
    
      
    
    
      raw(V, Opts)



        
          
        

    

  


  

      

          -spec raw(iodata(), opts()) -> raw().


      



  



  
    
      
    
    
      set_opts/2



        
          
        

    

  


  

      

          -spec set_opts(ast_node() | term(), opts()) -> ast_node().


      



  



  
    
      
    
    
      to_sql(Ast)



        
          
        

    

  


  

      

          -spec to_sql(ast_node()) -> {Sql :: binary(), Args :: [term()]}.


      


Render an AST into a parameterized SQL string.
Returns {Sql, Args} ready for epgsql:equery/3 or similar. Non-AST
terms appearing anywhere in the AST are auto-wrapped as qast:value/1
placeholders.

  



  
    
      
    
    
      value(V)



        
          
        

    

  


  

      

          -spec value(term()) -> value().


      



  



  
    
      
    
    
      value(V, Opts)



        
          
        

    

  


  

      

          -spec value(term(), opts()) -> value().


      



  


        

      


  

  
    
    qjson - equery v0.22.0
    
    

    


  
  

    
qjson 
    



      
JSON / JSONB operators, builders, and mutation.
Three families:
	Access operators — ->, ->>, #>, #>> (PG's JSON path
operators).
	Predicates — @>, <@, ?, ?|, ?& (containment and key
existence; same operator atoms as their array siblings in
pg_sql).
	Builders & mutation — jsonb_build_object/1 (takes an Erlang
map), jsonb_build_array/1, to_jsonb/1, row_to_json/1,
array_to_json/1, jsonb_set/3,4, jsonb_insert/3,4,
jsonb_strip_nulls/1.

q:select(fun([#{id := Id, name := N}]) ->
    #{obj => qjson:jsonb_build_object(#{
        id   => Id,
        name => N,
        flag => Id > 10
    })}
end).

      


      
        Summary


  
    Access
  


    
      
        '#>'(Field, Path)

      


        json #> path — extract by path (list of keys/indexes), as json/jsonb.



    


    
      
        '#>>'(Field, Path)

      


        json #>> path — extract by path, as text.



    


    
      
        '->'(Field, Name)

      


        json -> key — get JSON field as json/jsonb. See JSON Operators.



    


    
      
        '->>'(Field, Name)

      


        json ->> key — get JSON field as text.



    





  
    Builders
  


    
      
        array_to_json(V)

      


        array_to_json(arr) — convert an SQL array to a JSON array.



    


    
      
        json_build_array(Items)

      


        json_build_array(v1, v2, ...) — build a JSON array from a list of values.



    


    
      
        json_build_object(Map)

      


        json_build_object(k1, v1, k2, v2, ...) from an Erlang map.



    


    
      
        jsonb_build_array(Items)

      


        jsonb_build_array(...).



    


    
      
        jsonb_build_object(Map)

      


        jsonb_build_object(...) — binary JSON variant of json_build_object/1.



    


    
      
        row_to_json(V)

      


        row_to_json(record) — convert a row/record to a JSON object with column names as keys.



    


    
      
        to_json(V)

      


        to_json(value) — convert any SQL value to json. Records become objects, arrays become JSON arrays.



    


    
      
        to_jsonb(V)

      


        to_jsonb(value) — same as to_json, returns jsonb.



    





  
    Mutation
  


    
      
        jsonb_insert(Target, Path, Value)

      


        jsonb_insert(target, path, new_value) — insert before the position pointed to by path.



    


    
      
        jsonb_insert(Target, Path, Value, InsertAfter)

      


        jsonb_insert(target, path, new_value, insert_after) — when insert_after is true, insert after the path.



    


    
      
        jsonb_set(Target, Path, Value)

      


        jsonb_set(target, path, new_value) — set value at path. Path is an
Erlang list of binary keys (auto-converted to text[]).



    


    
      
        jsonb_set(Target, Path, Value, CreateMissing)

      


        jsonb_set(target, path, new_value, create_missing) — when create_missing is true, creates the path if it does not exist.



    


    
      
        jsonb_strip_nulls(V)

      


        jsonb_strip_nulls(target) — recursively remove object fields with null values.



    





  
    Predicates
  


    
      
        '?&'(Field, Keys)

      


        jsonb ?& keys — does it contain all of the given keys?



    


    
      
        '?'(Field, Key)

      


        jsonb ? key — does the object/array contain the key (or text element)?



    


    
      
        '?|'(Field, Keys)

      


        jsonb ?| keys — does it contain any of the given keys?



    


    
      
        '<@'(Field, Obj)

      


        jsonb <@ obj — is contained by.



    


    
      
        '@>'(Field, Obj)

      


        jsonb @> obj — contains. See JSONB Containment.



    





      


      
        Access


        


  
    
      
    
    
      '#>'(Field, Path)



        
          
        

    

  


  

json #> path — extract by path (list of keys/indexes), as json/jsonb.

  



  
    
      
    
    
      '#>>'(Field, Path)



        
          
        

    

  


  

json #>> path — extract by path, as text.

  



  
    
      
    
    
      '->'(Field, Name)



        
          
        

    

  


  

json -> key — get JSON field as json/jsonb. See JSON Operators.

  



  
    
      
    
    
      '->>'(Field, Name)



        
          
        

    

  


  

json ->> key — get JSON field as text.

  


        

      

      
        Builders


        


  
    
      
    
    
      array_to_json(V)



        
          
        

    

  


  

      

          -spec array_to_json(qast:ast_node()) -> qast:ast_node().


      


array_to_json(arr) — convert an SQL array to a JSON array.

  



  
    
      
    
    
      json_build_array(Items)



        
          
        

    

  


  

      

          -spec json_build_array(list()) -> qast:ast_node().


      


json_build_array(v1, v2, ...) — build a JSON array from a list of values.

  



  
    
      
    
    
      json_build_object(Map)



        
          
        

    

  


  

      

          -spec json_build_object(map()) -> qast:ast_node().


      


json_build_object(k1, v1, k2, v2, ...) from an Erlang map.
Keys (atoms or binaries) become text literals; values are arbitrary
AST. See Builder Functions.
qjson:json_build_object(#{
    id => Id,
    name => Name,
    flag => Id > 10
}).

  



  
    
      
    
    
      jsonb_build_array(Items)



        
          
        

    

  


  

      

          -spec jsonb_build_array(list()) -> qast:ast_node().


      


jsonb_build_array(...).

  



  
    
      
    
    
      jsonb_build_object(Map)



        
          
        

    

  


  

      

          -spec jsonb_build_object(map()) -> qast:ast_node().


      


jsonb_build_object(...) — binary JSON variant of json_build_object/1.

  



  
    
      
    
    
      row_to_json(V)



        
          
        

    

  


  

      

          -spec row_to_json(qast:ast_node()) -> qast:ast_node().


      


row_to_json(record) — convert a row/record to a JSON object with column names as keys.

  



  
    
      
    
    
      to_json(V)



        
          
        

    

  


  

      

          -spec to_json(qast:ast_node() | any()) -> qast:ast_node().


      


to_json(value) — convert any SQL value to json. Records become objects, arrays become JSON arrays.

  



  
    
      
    
    
      to_jsonb(V)



        
          
        

    

  


  

      

          -spec to_jsonb(qast:ast_node() | any()) -> qast:ast_node().


      


to_jsonb(value) — same as to_json, returns jsonb.

  


        

      

      
        Mutation


        


  
    
      
    
    
      jsonb_insert(Target, Path, Value)



        
          
        

    

  


  

      

          -spec jsonb_insert(qast:ast_node(), [binary()], qast:ast_node() | any()) -> qast:ast_node().


      


jsonb_insert(target, path, new_value) — insert before the position pointed to by path.

  



  
    
      
    
    
      jsonb_insert(Target, Path, Value, InsertAfter)



        
          
        

    

  


  

      

          -spec jsonb_insert(qast:ast_node(), [binary()], qast:ast_node() | any(), boolean()) -> qast:ast_node().


      


jsonb_insert(target, path, new_value, insert_after) — when insert_after is true, insert after the path.

  



  
    
      
    
    
      jsonb_set(Target, Path, Value)



        
          
        

    

  


  

      

          -spec jsonb_set(qast:ast_node(), [binary()], qast:ast_node() | any()) -> qast:ast_node().


      


jsonb_set(target, path, new_value) — set value at path. Path is an
Erlang list of binary keys (auto-converted to text[]).
qjson:jsonb_set(Data, [<<"prefs">>, <<"theme">>], NewTheme).
See JSON Processing Functions.

  



  
    
      
    
    
      jsonb_set(Target, Path, Value, CreateMissing)



        
          
        

    

  


  

      

          -spec jsonb_set(qast:ast_node(), [binary()], qast:ast_node() | any(), boolean()) -> qast:ast_node().


      


jsonb_set(target, path, new_value, create_missing) — when create_missing is true, creates the path if it does not exist.

  



  
    
      
    
    
      jsonb_strip_nulls(V)



        
          
        

    

  


  

      

          -spec jsonb_strip_nulls(qast:ast_node()) -> qast:ast_node().


      


jsonb_strip_nulls(target) — recursively remove object fields with null values.

  


        

      

      
        Predicates


        


  
    
      
    
    
      '?&'(Field, Keys)



        
          
        

    

  


  

jsonb ?& keys — does it contain all of the given keys?

  



  
    
      
    
    
      '?'(Field, Key)



        
          
        

    

  


  

jsonb ? key — does the object/array contain the key (or text element)?

  



  
    
      
    
    
      '?|'(Field, Keys)



        
          
        

    

  


  

jsonb ?| keys — does it contain any of the given keys?

  



  
    
      
    
    
      '<@'(Field, Obj)



        
          
        

    

  


  

jsonb <@ obj — is contained by.

  



  
    
      
    
    
      '@>'(Field, Obj)



        
          
        

    

  


  

jsonb @> obj — contains. See JSONB Containment.

  


        

      


  

  
    
    qsql - equery v0.22.0
    
    

    


  
  

    
qsql 
    



      
SQL statement compilation.
Turns a q:query/0 into a qast:ast_node/0 of a specific top-level
statement. Pair with qast:to_sql/1 to get {Sql, Args} ready for
parameterized execution.

      


      
        Summary


  
    Functions
  


    
      
        delete/1

      


        Compile a query into a DELETE statement AST. Includes RETURNING.



    


    
      
        insert/1

      


        Compile a query into an INSERT statement AST.



    


    
      
        select/1

      


        Compile a query into a SELECT statement AST.



    


    
      
        update/1

      


        Compile a query into an UPDATE statement AST. Includes RETURNING.



    





      


      
        Functions


        


  
    
      
    
    
      delete/1



        
          
        

    

  


  

      

          -spec delete(q:query()) -> qast:ast_node().


      


Compile a query into a DELETE statement AST. Includes RETURNING.

  



  
    
      
    
    
      insert/1



        
          
        

    

  


  

      

          -spec insert(q:query()) -> qast:ast_node().


      


Compile a query into an INSERT statement AST.
If set is a query(), emits INSERT INTO t (...) SELECT ....
If set is a map, emits INSERT INTO t (...) VALUES (...).
Always includes RETURNING (controlled via q:select/1,2).

  



  
    
      
    
    
      select/1



        
          
        

    

  


  

      

          -spec select(q:query()) -> qast:ast_node().


      


Compile a query into a SELECT statement AST.

  



  
    
      
    
    
      update/1



        
          
        

    

  


  

      

          -spec update(q:query()) -> qast:ast_node().


      


Compile a query into an UPDATE statement AST. Includes RETURNING.
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