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Erlcron is a cron-like job scheduler for Erlang applications. It is designed to
be testable: the system clock can be arbitrarily set and fast-forwarded, making
it easy to verify time-based behaviour in automated tests.
	Erlang-native syntax — job schedules are expressed as Erlang terms, or
as standard Unix cron expression strings.
	Millisecond resolution — unlike Unix cron's one-minute polling interval,
each job sleeps for the exact duration until its next execution.
	Per-job processes — every scheduled job runs in its own lightweight
Erlang process.
	Daylight Saving Time aware — schedule recalculation is capped at 30
minutes so DST transitions do not cause jobs to be skipped or duplicated.
	Cluster support — the reference clock can be synchronised across a set of
Erlang nodes with a single call.

Note: No output is logged or mailed automatically. Any logging must be
done inside the job function itself.
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Installation
For Elixir, add the following to mix.exs dependencies: 
{:erlcron, "~> 1.0"}
For Erlng, add erlcron to your rebar.config:
{deps, [
    {erlcron, "~> 1.0"}
]}.
Or with the latest stable version from Hex:
{deps, [erlcron]}.
Then start the application before scheduling any jobs:
application:ensure_all_started(erlcron).

Quick Start
%% Run a function once at 3:30 PM today
erlcron:cron({once, {3, 30, pm}}, fun() -> io:fwrite("Hello!~n") end).
erlcron:cron({once, {3, 30, pm}}, {io, fwrite, ["Hello!~n"]}).

%% Run a function every day at 3:30 PM
erlcron:daily({3, 30, pm}, fun() -> io:fwrite("Daily reminder~n") end).

%% Run a function once after 5 minutes (300 seconds)
erlcron:at(300, fun() -> io:fwrite("Five minutes later~n") end).

%% Use a standard Unix cron expression (every 5 minutes)
erlcron:cron("*/5 * * * *", fun() -> io:fwrite("Every 5 min~n") end).

%% Cancel a job
JobRef = erlcron:cron({daily, {noon}}, fun() -> ok end),
erlcron:cancel(JobRef).

Schedule Syntax
Schedules can be expressed as {Type, ...} tuples or as standard
5-field Unix cron expression strings/binaries.
Unix cron expressions
Any string or binary in the standard 5-field cron format is accepted wherever
a schedule is expected:
┌───────── minute      (0–59)
│ ┌─────── hour        (0–23)
│ │ ┌───── day-of-month (1–31)
│ │ │ ┌─── month       (1–12, accepted but ignored)
│ │ │ │ ┌─ day-of-week  (0–7, 0/7=Sun; or mon/tue/wed/thu/fri/sat/sun)
│ │ │ │ │
* * * * *
Supported field syntax:
	Syntax	Meaning
	*	every value
	N	specific value
	*/N	every N steps
	N-M	inclusive range
	a,b,c	list of values

Examples and their equivalent erlcron specs:
	Cron expression	Equivalent erlcron schedule
	"* * * * *"	{daily, {every, {1, min}}}
	"*/5 * * * *"	{daily, {every, {5, min}}}
	"0 * * * *"	{daily, {every, {1, hr}}}
	"0 */2 * * *"	{daily, {every, {2, hr}}}
	"30 9 * * *"	{daily, {9, 30, 0}}
	"0,30 9 * * *"	{daily, [{9,0,0}, {9,30,0}]}
	"0 9 * * 1"	{weekly, mon, {9, 0, 0}}
	"0 9 * * 1,3"	{weekly, [mon,wed], {9, 0, 0}}
	"0 9 1 * *"	{monthly, 1, {9, 0, 0}}
	"0 9 1,15 * *"	{monthly, [1,15], {9, 0, 0}}

The expression is parsed at job-submission time by ecrn_util:from_cron/1.
Both string() and binary() inputs are accepted.
Expressions that specify both day-of-month and day-of-week simultaneously
are rejected.
%% Every 5 minutes
erlcron:cron("*/5 * * * *", fun() -> poll() end).

%% Every weekday at 09:30
erlcron:cron(my_job, {"30 9 * * 1-5", fun() -> standup() end}).

%% Binary form works too
erlcron:cron(~"0 18 * * fri", fun() -> wrap_up() end).

Time Literals (Duration)
Times can be expressed in several equivalent forms:
	Form	Meaning
	{H, am|pm}	Hour in 12-hour clock, e.g. {3, pm} = 15:00:00
	{H, M, am|pm}	Hour and minute, e.g. {3, 30, pm} = 15:30:00
	{H, M, S}	24-hour clock, e.g. {15, 30, 0}
	{H, M, S, Ms}	Same as {H, M, S} but includes milliseconds

once
Run a job exactly one time.
%% At a specific time of day
{once, {3, 30, pm}}

%% At an exact 24-hour time
{once, {12, 23, 32}}

%% After N seconds from now
{once, 3600}
Period
Period is used wherever a repeating or multi-time schedule is needed
(daily, weekly, monthly). It can take any of the following forms:
	Form	Example	Meaning
	When	{3, 30, pm}	Run once per day at the given time
	[When, ...]	[{9, am}, {5, pm}]	Run at each listed time per day
	{every, Duration}	{every, {30, min}}	Repeat every Duration all day
	{every, Duration, {between, From, To}}	{every, {5, min}, {between, {9, am}, {5, pm}}}	Repeat every Duration within the time window

Duration units: hr / h, min / m, sec / s.

daily
Run a job every day. The time can be a single time or a list of times.
It also accepts an every tuple to repeat within a time window.
%% Every day at 3:30 PM
{daily, {3, 30, pm}}

%% Every day at multiple times
{daily, [{1, 10, am}, {1, 07, 30, am}]}

%% Every 23 seconds between 3 PM and 3:30 PM, every day
{daily, {every, {23, sec}, {between, {3, pm}, {3, 30, pm}}}}
weekly
Run a job on one or more specific days of the week. Day-of-week atoms are:
mon, tue, wed, thu, fri, sat, sun.
%% Every Thursday at 2 AM
{weekly, thu, {2, am}}

%% Every Tuesday and Wednesday at 2 AM
{weekly, [tue, wed], {2, am}}

%% Every Friday at 2 AM
{weekly, fri, {2, am}}
monthly
Run a job on one or more days of the month. Day values of 0 and negative
integers are counted backwards from the last day of the month: 0 means the
last day, -1 means the second-to-last day, and so on.
%% On the 1st of every month at 2 AM
{monthly, 1, {2, am}}

%% On the 1st, 7th, and 14th at 2 AM
{monthly, [1, 7, 14], {2, am}}

%% On the last day of every month at 2 AM
{monthly, 0, {2, am}}

%% On the last two days of every month at 2 AM
{monthly, [0, -1], {2, am}}

Callable Forms
The action to execute can be specified in any of the following forms:
%% Zero-arity fun
fun() -> io:fwrite("Hello!~n") end

%% Two-arity fun receiving the job reference and the scheduled run time
fun(JobRef, DateTime) -> io:format("Running ~p at ~p~n", [JobRef, DateTime]) end

%% MFA tuple: the function is called as M:F(Args...)
{io, fwrite, ["Hello!~n"]}

%% MF tuple (no args): the function is called as M:F() or M:F(JobRef, DateTime)
%% depending on which arity is exported
{my_module, my_function}

Job Options
Jobs accept an optional job_opts() map to control behaviour:
	Key	Type	Description
	id	term()	A stable identifier passed to lifecycle callbacks.
	hostnames	[string() | binary()]	Restrict the job to run only on the listed hostnames.
	on_job_start	fun((JobRef) -> ignore | any()) | {Mod, Fun}	Called before executing the job. Return ignore to skip this execution.
	on_job_end	fun((JobRef, Result) -> any()) | {Mod, Fun}	Called after the job finishes. Result is {ok, Value} or {error, {Reason, Stack}}.

Important: If on_job_start or on_job_end raise an exception, the
supervisor will restart the job process. Make sure these callbacks handle
errors internally to avoid hitting the supervisor's restart intensity limit.


API Reference
Scheduling jobs
%% Schedule a job from a full job() spec
erlcron:cron(Job) -> JobRef | ignored | already_started | {error, Reason}
erlcron:cron(JobRef, Job) -> ...
erlcron:cron(JobRef, Job, Opts) -> ...

%% Schedule by passing Sched and Task as separate arguments
erlcron:cron(Sched, Task) -> JobRef | ...          % auto-generated ref, no opts
erlcron:cron(Sched, Task, Opts) -> JobRef | ...    % auto-generated ref, with opts
erlcron:cron(JobRef, Sched, Task, Opts) -> ...     % explicit ref, with opts

%% Sched can be an erlcron tuple or a Unix cron expression string/binary:
%%   erlcron:cron({daily, {9, am}}, fun() -> ok end)
%%   erlcron:cron("30 9 * * 1-5", fun() -> standup() end)
%%   erlcron:cron(my_job, <<"0 18 * * fri">>, fun() -> wrap_up() end, #{})

%% Convenience: run once
erlcron:at(When, Fun) -> JobRef | ...
erlcron:at(JobRef, When, Fun) -> ...
erlcron:at(JobRef, When, Fun, Opts) -> ...

%% Convenience: run daily
erlcron:daily(When, Fun) -> JobRef | ...
erlcron:daily(JobRef, When, Fun) -> ...
erlcron:daily(JobRef, When, Fun, Opts) -> ...

%% Convenience: run weekly
erlcron:weekly(DOW, When, Fun) -> JobRef | ...
erlcron:weekly(JobRef, DOW, When, Fun) -> ...
erlcron:weekly(JobRef, DOW, When, Fun, Opts) -> ...

%% Convenience: run monthly
erlcron:monthly(DOM, When, Fun) -> JobRef | ...
erlcron:monthly(JobRef, DOM, When, Fun) -> ...
erlcron:monthly(JobRef, DOM, When, Fun, Opts) -> ...
Managing jobs
%% Cancel a running job (returns true if found, false otherwise)
erlcron:cancel(JobRef) -> boolean()

%% Get the job references of all running jobs
erlcron:get_all_jobs() -> [JobRef]

%% Validate a schedule spec without scheduling it
erlcron:validate(RunWhen) -> ok | {error, Reason}
Time functions
%% Current erlcron datetime (universal) with millisecond offset
erlcron:datetime() -> {calendar:datetime(), Milliseconds}

%% Reference datetime used as the clock base
erlcron:ref_datetime() -> {calendar:datetime(), Milliseconds}

%% Current time as milliseconds since Unix epoch
erlcron:epoch() -> Milliseconds

%% Current time as seconds since Unix epoch
erlcron:epoch_seconds() -> Seconds
Time manipulation (for testing)
%% Set the clock on the local node (local time)
erlcron:set_datetime(DateTime) -> ok

%% Set the clock on the local node with explicit timezone
erlcron:set_datetime(DateTime, local | universal) -> ok

%% Reset the clock to the real system time
erlcron:reset_datetime() -> ok

%% Synchronise the clock across all connected nodes
erlcron:multi_set_datetime(DateTime) -> {Replies, BadNodes}

%% Synchronise the clock across a specific list of nodes
erlcron:multi_set_datetime(Nodes, DateTime) -> {Replies, BadNodes}
Named job references
Jobs can be given a named atom reference that can be used in other calls:
erlcron:cron(my_job, {{once, {3, pm}}, {io, fwrite, ["It's 3 PM~n"]}}).

%% Later:
erlcron:cancel(my_job).

Application Configuration
Jobs can be pre-configured via the standard Erlang application environment so
they start automatically when the application starts. Because anonymous
functions cannot be stored in config files, only {M, F, A} callables are
supported here.
[
    {erlcron, [
        {crontab, [
            %% Simple job
            {{once, {3, 30, pm}}, {io, fwrite, ["Hello, world!~n"]}},

            %% Job restricted to a specific host
            {{once, {12, 23, 32}}, {io, fwrite, ["Hello, world!~n"]},
                #{hostnames => ["somehost"]}},

            %% Recurring daily job to execute.
            %% Either `my_module:hello_world()` or
            %% `my_module:hello_world(JobRef, NowTime)`, whichever one
            %% is exported. 
            {{daily, {every, {23, sec}, {between, {3, pm}, {3, 30, pm}}}},
             {io, fwrite, ["Hello, world!~n"]}},

            %% Map-based job spec (id, schedule, and task are required)
            #{id       => test_job,
              schedule => {daily, {1, 0, pm}},
              task     => {io, fwrite, ["Hello, world!~n"]}},

            %% Map-based spec using a Unix cron expression as the schedule
            #{id       => cron_job,
              schedule => "30 9 * * 1-5",
              task     => {io, fwrite, ["Good morning!~n"]}},

            %% Map-based spec with additional options
            #{id        => another_job,
              schedule  => {daily, {1, 0, pm}},
              task      => {io, fwrite, ["Hello, world!~n"]},
              hostnames => ["myhost"]}
        ]},

        %% Default options applied to every job unless overridden per-job
        {defaults, #{
            %% Only run jobs on these hosts
            hostnames    => ["myhost"],

            %% Called before each job execution; return `ignore` to skip
            on_job_start => {some_module, on_start},

            %% Called after each job execution with the result
            on_job_end   => {some_module, on_end}
        }}
    ]}
].
All jobs listed in crontab are started when the erlcron application starts.
Per-job options override the corresponding defaults options.

Testing with Time Manipulation
One of erlcron's primary design goals is testability. You can advance the
scheduler clock to any point in the future and all jobs whose scheduled time
falls within the elapsed interval will be executed in order:
%% Schedule a job for tomorrow
erlcron:cron({{once, Tomorrow}, fun() -> do_something() end}),

%% Fast-forward to tomorrow — the job will execute
erlcron:set_datetime(Tomorrow).
To restore the real system clock after a test:
erlcron:reset_datetime().


  

    LICENSE


Copyright (c)2010 eCD Market

Redistribution and use in source and binary forms, with or without
modification, are permitted provided that the following conditions
are met:

  Redistributions of source code must retain the above copyright
  notice, this list of conditions and the following disclaimer.

  Redistributions in binary form must reproduce the above copyright
  notice, this list of conditions and the following disclaimer in
  the documentation and/or other materials provided with the
  distribution.

  Neither the name of Cat's Eye Technologies nor the names of its
  contributors may be used to endorse or promote products derived
  from this software without specific prior written permission.

THIS SOFTWARE IS PROVIDED BY THE COPYRIGHT HOLDERS AND
CONTRIBUTORS ``AS IS'' AND ANY EXPRESS OR IMPLIED WARRANTIES,
INCLUDING, BUT NOT LIMITED TO, THE IMPLIED WARRANTIES OF
MERCHANTABILITY AND FITNESS FOR A PARTICULAR PURPOSE ARE
DISCLAIMED. IN NO EVENT SHALL THE REGENTS OR CONTRIBUTORS BE
LIABLE FOR ANY DIRECT, INDIRECT, INCIDENTAL, SPECIAL, EXEMPLARY,
OR CONSEQUENTIAL DAMAGES (INCLUDING, BUT NOT LIMITED TO,
PROCUREMENT OF SUBSTITUTE GOODS OR SERVICES; LOSS OF USE, DATA,
OR PROFITS; OR BUSINESS INTERRUPTION) HOWEVER CAUSED AND ON
ANY THEORY OF LIABILITY, WHETHER IN CONTRACT, STRICT LIABILITY,
OR TORT (INCLUDING NEGLIGENCE OR OTHERWISE) ARISING IN ANY WAY
OUT OF THE USE OF THIS SOFTWARE, EVEN IF ADVISED OF THE
POSSIBILITY OF SUCH DAMAGE.



Some code originally copyrighted ->

Copyright (c)2002 Cat's Eye Technologies.  All rights reserved.

Redistribution and use in source and binary forms, with or without
modification, are permitted provided that the following conditions
are met:

  Redistributions of source code must retain the above copyright
  notice, this list of conditions and the following disclaimer.

  Redistributions in binary form must reproduce the above copyright
  notice, this list of conditions and the following disclaimer in
  the documentation and/or other materials provided with the
  distribution.

  Neither the name of Cat's Eye Technologies nor the names of its
  contributors may be used to endorse or promote products derived
  from this software without specific prior written permission.

THIS SOFTWARE IS PROVIDED BY THE COPYRIGHT HOLDERS AND
CONTRIBUTORS ``AS IS'' AND ANY EXPRESS OR IMPLIED WARRANTIES,
INCLUDING, BUT NOT LIMITED TO, THE IMPLIED WARRANTIES OF
MERCHANTABILITY AND FITNESS FOR A PARTICULAR PURPOSE ARE
DISCLAIMED. IN NO EVENT SHALL THE REGENTS OR CONTRIBUTORS BE
LIABLE FOR ANY DIRECT, INDIRECT, INCIDENTAL, SPECIAL, EXEMPLARY,
OR CONSEQUENTIAL DAMAGES (INCLUDING, BUT NOT LIMITED TO,
PROCUREMENT OF SUBSTITUTE GOODS OR SERVICES; LOSS OF USE, DATA,
OR PROFITS; OR BUSINESS INTERRUPTION) HOWEVER CAUSED AND ON
ANY THEORY OF LIABILITY, WHETHER IN CONTRACT, STRICT LIABILITY,
OR TORT (INCLUDING NEGLIGENCE OR OTHERWISE) ARISING IN ANY WAY
OUT OF THE USE OF THIS SOFTWARE, EVEN IF ADVISED OF THE
POSSIBILITY OF SUCH DAMAGE.
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Per-job gen_server that manages the lifecycle of a single scheduled job.
When a job is added to the scheduler, one ecrn_agent process is started
for it. The process calculates the duration until the job's next execution
time and uses gen_server timeouts to sleep for exactly that long.  To
avoid accumulated drift from DST transitions or other system-clock changes,
the sleep duration is capped at 30 minutes; the next execution time is then
recalculated from scratch at each wake-up.
The module also exposes the schedule normalisation and next-run calculation
logic through the public functions normalize/2, and until_next_time/2,
which are used by the test suite.
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        Start a job agent linked to the calling process
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        until_next_time(NowEpochTime, Sched)

      


        Calculate the duration in milliseconds until Sched next fires, relative to NowEpochTime.



    


    
      
        validate/1

      


        Validate a erlcron:schedule/0 spec without scheduling it.
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          -type job() :: #job{schedule :: term(), task :: term(), lambda :: term()}.
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          -type normalized_period() :: [{integer(), integer(), integer()}].
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          -type normalized_sched() ::
          {once, {relative | absolute, integer()}} |
          {daily, normalized_period()} |
          {weekly, [integer()], normalized_period()} |
          {monthly, integer(), normalized_period()}.
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          -spec cancel(pid()) -> ok.
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          -spec get_datetime(pid()) -> calendar:datetime().
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          -spec get_datetime(pid(), local | universal) -> calendar:datetime().
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          -spec info(pid()) -> #job{schedule :: term(), task :: term(), lambda :: term()}.
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          -spec next_run(pid()) -> erlang:timestamp().


      


Return the time (millisecond epoch) at which the job is next scheduled to run
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          -spec normalize(erlcron:schedule(), calendar:datetime()) -> normalized_sched().
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          -spec recalculate(pid()) -> ok.


      



  



  
    
      
    
    
      run(Pid)



    

  


  

      

          -spec run(pid()) -> ok.


      


Run the job immediately, without affecting the next scheduled run time
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          -spec set_datetime(pid(), calendar:datetime(), erlcron:milliseconds()) -> ok.
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          -spec set_datetime(pid(), calendar:datetime(), erlcron:milliseconds(), UTC :: local | universal) ->
                      ok | {error, term()}.
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      This function is deprecated. Use start_link/4 instead..
    


  

      

          -spec start_link(erlcron:job_ref(), erlcron:job(), erlcron:job_opts()) ->
                    ignore | {error, Reason :: term()} | {ok, pid()}.
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          -spec start_link(erlcron:job_ref(),
                 erlcron:job(),
                 undefined | fun(() -> any()) | fun((erlcron:job_ref(), calendar:datetime()) -> any()),
                 erlcron:job_opts()) ->
                    ignore | {error, Reason :: term()} | {ok, pid()}.


      


Start a job agent linked to the calling process
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          -spec until_next_time(erlcron:milliseconds(), erlcron:schedule()) -> erlcron:milliseconds().


      


Calculate the duration in milliseconds until Sched next fires, relative to NowEpochTime.
This is the stateless public entry point used by the test suite.
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          -spec validate(erlcron:schedule() | binary() | string()) -> ok | {error, term()}.


      


Validate a erlcron:schedule/0 spec without scheduling it.
Returns ok when the spec is syntactically and semantically valid,
or {error, Reason} otherwise.
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OTP application callback module for erlcron.
On startup, reads the crontab key from the application environment
and registers each listed job with the scheduler.  A defaults map
may also be provided to set options that apply to every job unless
overridden per-job.  See the README for the full configuration format.
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        Start the erlcron application and all its dependencies
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Global clock controller for the erlcron scheduler.
ecrn_control is a singleton gen_server that maintains the reference
datetime used by all job agents.  During normal operation the reference
time tracks the real system clock.  For testing, the clock can be
advanced to any future point via set_datetime/2; every ecrn_agent
process will then fast-forward, executing any jobs whose scheduled time
falls within the elapsed interval before settling at the new reference
time.
The server also provides the cancel/1 entry point that delegates to
ecrn_reg and is exposed as erlcron:cancel/1.
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        Return the current datetime (universal) with the reference-clock adjustment.
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        Return the current datetime in universal or local time with the reference-clock adjustment.
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        Set the scheduler clock to DateTime on the given nodes.
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        Return the reference datetime (universal) used as the scheduler's clock base.
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        Return the reference datetime in universal or local time.



    


    
      
        reset_datetime()
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          -spec datetime() -> {calendar:datetime(), erlcron:milliseconds()}.


      


Return the current datetime (universal) with the reference-clock adjustment.
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Return the current datetime in universal or local time with the reference-clock adjustment.
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          -spec multi_set_datetime([node()], calendar:datetime()) -> {Replies, BadNodes}
                            when Replies :: [{node(), ok | {error, term()}}], BadNodes :: [node()].


      


Set the scheduler clock to DateTime on the given nodes.

  



  
    
      
    
    
      ref_datetime()



    

  


  

      

          -spec ref_datetime() -> {calendar:datetime(), erlcron:milliseconds()}.


      


Return the reference datetime (universal) used as the scheduler's clock base.

  



  
    
      
    
    
      ref_datetime/1



    

  


  

      

          -spec ref_datetime(local | universal) -> {calendar:datetime(), erlcron:milliseconds()}.


      


Return the reference datetime in universal or local time.

  



  
    
      
    
    
      reset_datetime()



    

  


  

      

          -spec reset_datetime() -> ok | {error, term()}.


      


Reset the scheduler clock to the current real system time.

  



  
    
      
    
    
      set_datetime(DateTime)



    

  


  

      

          -spec set_datetime(calendar:datetime()) -> ok | {error, term()}.


      


Set the scheduler clock to DateTime (local time).

  



  
    
      
    
    
      set_datetime/2



    

  


  

      

          -spec set_datetime(calendar:datetime(), local | universal) -> ok | {error, term()}.


      



  



  
    
      
    
    
      start_link()



    

  


  

      

          -spec start_link() -> {ok, pid()} | ignore | {error, Error :: term()}.


      



  



  
    
      
    
    
      terminate(Reason, State)



    

  


  


  


        

      


  

    
ecrn_cron_sup 
    



      
Simple-one-for-one supervisor that owns all running cron job processes.
Each call to add_job/3 starts one ecrn_agent child under this
supervisor.  Jobs are transient: a job that finishes normally (e.g. a
once job after it has run) is not restarted.  A job that crashes
unexpectedly is restarted up to the intensity limit configured by the
sup_job_intensity and sup_job_period application environment
variables (defaults: 3 restarts in 10 seconds).

      


      
        Summary


  
    Functions
  


    
      
        add_job/1

      


        Add a cron job under supervision (using default cron options).



    


    
      
        add_job(JobRef, Job)

      


        Add a cron job under supervision (using default cron options).



    


    
      
        add_job/3

      


        Add a cron job under supervision with the given options.



    


    
      
        all_jobs()

      


        Return PIDs of all currently supervised job processes.



    


    
      
        check_task/2

      


    


    
      
        init/1

      


    


    
      
        start_link()

      


    


    
      
        terminate(Pid)

      


        Terminate the job process identified by Pid.



    





      


      
        Functions


        


  
    
      
    
    
      add_job/1



    

  


  

      

          -spec add_job(map()) -> erlcron:job_ref().


      


Add a cron job under supervision (using default cron options).

  



  
    
      
    
    
      add_job(JobRef, Job)



    

  


  

      

          -spec add_job(erlcron:job_ref(), erlcron:job()) -> erlcron:job_ref().


      


Add a cron job under supervision (using default cron options).

  



  
    
      
    
    
      add_job/3



    

  


  

      

          -spec add_job(erlcron:job_ref(), erlcron:job(), erlcron:cron_opts()) ->
                 erlcron:job_ref() | ignored | already_started | {error, term()}.


      


Add a cron job under supervision with the given options.
Job-level options in Job (when it is a map or tuple-with-opts) are
merged with CronOpts, with job-level options taking precedence.
Returns ignored when the job is excluded by hostname restrictions.

  



  
    
      
    
    
      all_jobs()



    

  


  

      

          -spec all_jobs() -> [pid()].


      


Return PIDs of all currently supervised job processes.

  



  
    
      
    
    
      check_task/2



    

  


  


  



  
    
      
    
    
      init/1



    

  


  


  



  
    
      
    
    
      start_link()



    

  


  

      

          -spec start_link() -> {ok, pid()} | ignore | {error, Error :: term()}.


      



  



  
    
      
    
    
      terminate(Pid)



    

  


  

Terminate the job process identified by Pid.

  


        

      


  

    
ecrn_reg 
    



      
Job registry that maps job references to their agent PIDs.
ecrn_reg maintains a bidirectional mapping between erlcron:job_ref/0
values and the pid/0 of the corresponding ecrn_agent process.  It
is used by ecrn_control:cancel/1 and erlcron:get_all_jobs/0.

      


      
        Summary


  
    Functions
  


    
      
        cancel(Key)

      


        Cancel the job registered under Key by sending a shutdown to its process.



    


    
      
        code_change(OldVsn, State, Extra)

      


    


    
      
        get(Key)

      


        Look up the PID registered under Key. Returns undefined if not found.



    


    
      
        get_all()

      


        Return all {Ref, Pid} pairs currently registered.



    


    
      
        get_all_pids()

      


        Return the PIDs of all registered job agents.



    


    
      
        get_all_refs()

      


        Return all registered job references.



    


    
      
        get_refs(Pid)

      


        Return all job references registered under the given Pid.



    


    
      
        handle_call/3

      


    


    
      
        handle_cast/2

      


    


    
      
        handle_info/2

      


    


    
      
        init/1

      


    


    
      
        register(Key, Pid)

      


        Register a job's PID under the given reference key.



    


    
      
        start_link()

      


    


    
      
        terminate(Reason, State)

      


    


    
      
        unregister(Key)

      


        Remove the registration for the given reference key.



    





      


      
        Functions


        


  
    
      
    
    
      cancel(Key)



    

  


  

      

          -spec cancel(term()) -> boolean().


      


Cancel the job registered under Key by sending a shutdown to its process.

  



  
    
      
    
    
      code_change(OldVsn, State, Extra)



    

  


  


  



  
    
      
    
    
      get(Key)



    

  


  

      

          -spec get(erlcron:job_ref()) -> pid() | undefined.


      


Look up the PID registered under Key. Returns undefined if not found.

  



  
    
      
    
    
      get_all()



    

  


  

      

          -spec get_all() -> [{term(), term()}].


      


Return all {Ref, Pid} pairs currently registered.

  



  
    
      
    
    
      get_all_pids()



    

  


  

      

          -spec get_all_pids() -> [pid()].


      


Return the PIDs of all registered job agents.

  



  
    
      
    
    
      get_all_refs()



    

  


  

      

          -spec get_all_refs() -> [erlcron:job_ref()].


      


Return all registered job references.

  



  
    
      
    
    
      get_refs(Pid)



    

  


  

      

          -spec get_refs(pid()) -> [erlcron:job_ref()].


      


Return all job references registered under the given Pid.

  



  
    
      
    
    
      handle_call/3



    

  


  


  



  
    
      
    
    
      handle_cast/2



    

  


  


  



  
    
      
    
    
      handle_info/2



    

  


  


  



  
    
      
    
    
      init/1



    

  


  


  



  
    
      
    
    
      register(Key, Pid)



    

  


  

      

          -spec register(erlcron:job_ref(), term()) -> boolean().


      


Register a job's PID under the given reference key.

  



  
    
      
    
    
      start_link()



    

  


  

      

          -spec start_link() -> {ok, Pid :: pid()} | ignore | {error, Error :: term()}.


      



  



  
    
      
    
    
      terminate(Reason, State)



    

  


  


  



  
    
      
    
    
      unregister(Key)



    

  


  

      

          -spec unregister(erlcron:job_ref()) -> ok.


      


Remove the registration for the given reference key.

  


        

      


  

    
ecrn_sup 
    



      
Top-level one-for-one supervisor for the erlcron application.
Starts and supervises three permanent children:
	ecrn_cron_sup — Simple-one-for-one supervisor that owns all job
agent processes.
	ecrn_reg — Job registry mapping job references to agent PIDs.
	ecrn_control — Global clock controller used for time
manipulation and job cancellation.


      


      
        Summary


  
    Functions
  


    
      
        init/1

      


    


    
      
        start_link()

      


    





      


      
        Functions


        


  
    
      
    
    
      init/1



    

  


  


  



  
    
      
    
    
      start_link()



    

  


  

      

          -spec start_link() -> {ok, Pid :: term()} | ignore | {error, Error :: term()}.


      



  


        

      


  

    
ecrn_util 
    



      
Utility functions for epoch time conversion used internally by erlcron.
All epoch values are in milliseconds unless the function name contains
_seconds.

      


      
        Summary


  
    Functions
  


    
      
        epoch_milliseconds()

      


        Return the current time as milliseconds since the Unix epoch.



    


    
      
        epoch_seconds()

      


        Return the current time as seconds since the Unix epoch.



    


    
      
        epoch_to_datetime_string(Epoch)

      


        Format an epoch millisecond timestamp as a "YYYY-MM-DD HH:MM:SS.mmm" string in local time.



    


    
      
        epoch_to_time_string(Epoch)

      


        Format an epoch millisecond timestamp as a "HH:MM:SS.mmm" string in local time.



    


    
      
        from_cron/1

      


        Converts standard 5-field Unix cron expressions to erlcron schedule specs.



    


    
      
        localtime_to_epoch(DT)

      


        Convert a local calendar:datetime() to milliseconds since the Unix epoch.



    


    
      
        parse_schedule/1

      


        Parse an erlcron schedule specification from a cron expression string
or a tuple representing an erlcron schedule.
Returns {ok, Schedule} on success or {error, Reason} on failure.
The supported cron syntax is a subset of standard Unix cron expressions,
with some extensions and restrictions. See from_cron/1 for details.



    


    
      
        universaltime_to_epoch(DT)

      


        Convert a universal calendar:datetime() to milliseconds since the Unix epoch.



    





      


      
        Functions


        


  
    
      
    
    
      epoch_milliseconds()



    

  


  

      

          -spec epoch_milliseconds() -> erlcron:milliseconds().


      


Return the current time as milliseconds since the Unix epoch.

  



  
    
      
    
    
      epoch_seconds()



    

  


  

      

          -spec epoch_seconds() -> erlcron:seconds().


      


Return the current time as seconds since the Unix epoch.

  



  
    
      
    
    
      epoch_to_datetime_string(Epoch)



    

  


  

      

          -spec epoch_to_datetime_string(erlcron:milliseconds()) -> string().


      


Format an epoch millisecond timestamp as a "YYYY-MM-DD HH:MM:SS.mmm" string in local time.

  



  
    
      
    
    
      epoch_to_time_string(Epoch)



    

  


  

      

          -spec epoch_to_time_string(erlcron:milliseconds()) -> string().


      


Format an epoch millisecond timestamp as a "HH:MM:SS.mmm" string in local time.

  



  
    
      
    
    
      from_cron/1



    

  


  

      

          -spec from_cron(string() | binary()) -> {ok, tuple()} | {error, string()}.


      


Converts standard 5-field Unix cron expressions to erlcron schedule specs.
Returns {ok, Schedule} on success or {error, Reason} on failure.
Cron field order
┌───────── minute      (0–59)
│ ┌─────── hour        (0–23)
│ │ ┌───── day-of-month (1–31)
│ │ │ ┌─── month       (1–12, ignored – erlcron has no month scope)
│ │ │ │ ┌─ day-of-week  (0–7, 0/7=Sun; or mon/tue/wed/thu/fri/sat/sun)
│ │ │ │ │
* * * * *
Supported field syntax
	Syntax	Meaning
	*	every value
	N	specific value
	*/N	every N steps
	N-M	inclusive range
	a,b,c	list of values

Supported schedule shapes and the erlcron spec they produce
	Cron	erlcron
	* * * * *	{:daily, {:every, {1, :min}}}
	*/5 * * * *	{:daily, {:every, {5, :min}}}
	0 * * * *	{:daily, {:every, {1, :hr}}}
	0 */2 * * *	{:daily, {:every, {2, :hr}}}
	30 9 * * *	{:daily, {9, 30, 0}}
	0,30 9 * * *	{:daily, [{9, 0, 0}, {9, 30, 0}]}
	0 9 * * 1	{:weekly, :mon, {9, 0, 0}}
	0 9 * * 1,3	{:weekly, [:mon, :wed], {9, 0, 0}}
	0 9 1 * *	{:monthly, 1, {9, 0, 0}}
	0 9 1,15 * *	{:monthly, [1, 15], {9, 0, 0}}

Note: the month field is accepted but ignored (erlcron has no month-level scope).
Expressions specifying both DOM and DOW simultaneously are rejected.
The month field is accepted but ignored (erlcron has no month-level scope).
Expressions specifying both DOM and DOW simultaneously are rejected.
Examples
{ok,{daily,{every,{5,min}}}} = ecrn_util:from_cron("*/5 * * * *")
{ok,{daily,{9,30,0}}}        = ecrn_util:from_cron("30 9 * * *")
{ok,{weekly,mon,{9,0,0}}}    = ecrn_util:from_cron("0 9 * * 1")
{ok,{monthly,1,{9,0,0}}}     = ecrn_util:from_cron("0 9 1 * *")

  



  
    
      
    
    
      localtime_to_epoch(DT)



    

  


  

      

          -spec localtime_to_epoch(calendar:datetime()) -> erlcron:milliseconds().


      


Convert a local calendar:datetime() to milliseconds since the Unix epoch.

  



  
    
      
    
    
      parse_schedule/1



    

  


  

      

          -spec parse_schedule(erlcron:schedule()) -> {ok, erlcron:schedule()} | {error, string()}.


      


Parse an erlcron schedule specification from a cron expression string
or a tuple representing an erlcron schedule.
Returns {ok, Schedule} on success or {error, Reason} on failure.
The supported cron syntax is a subset of standard Unix cron expressions,
with some extensions and restrictions. See from_cron/1 for details.

  



  
    
      
    
    
      universaltime_to_epoch(DT)



    

  


  

      

          -spec universaltime_to_epoch(calendar:datetime()) -> erlcron:milliseconds().


      


Convert a universal calendar:datetime() to milliseconds since the Unix epoch.

  


        

      


  

    
erlcron 
    



      
Erlcron is a testable cron-like job scheduler for Erlang applications.
Each scheduled job runs in its own lightweight process that sleeps for
exactly the computed duration until its next execution time, giving
millisecond precision instead of the one-minute polling interval used
by Unix cron.
The scheduler clock can be manipulated at runtime with
set_datetime/1 and multi_set_datetime/1. When the clock is
advanced, all jobs whose scheduled time falls within the elapsed
interval are executed in order, which makes it straightforward to test
time-based behaviour in automated test suites.
Schedule types
	{once, When} — Run a job exactly once at the given time or
after the given number of seconds.
	{daily, Period} — Run a job every day at the given time, list
of times, or on a recurring schedule optionally bounded by a time
window.
	{weekly, DOW, Period} — Run a job on the specified day(s) of
the week. DOW is a day atom (mon..sun) or a list of day atoms.
	{monthly, DOM, Period} — Run a job on the specified day(s) of
the month. Positive integers count from the start of the month; 0
and negative integers count backwards from the last day (0 = last
day, -1 = second-to-last, and so on).
	CronExpr — A standard 5-field Unix cron expression as a string
or binary (e.g. "30 9 * * 1", <<"*/5 * * * *">>). The expression
is parsed via ecrn_util:from_cron/1 into an equivalent erlcron
tuple schedule at job-submission time. See ecrn_util:from_cron/1
for supported syntax and the mapping to erlcron schedule forms.

When
When specifies a point in time. It is used as the argument to
{once, When} and to the convenience functions at/2, daily/2,
weekly/3, and monthly/3.
A When value can be any of:
	Form	Example	Meaning
	{H, am|pm}	{3, pm}	3:00:00 PM (15:00:00)
	{H, M, am|pm}	{3, 30, pm}	3:30:00 PM (15:30:00)
	{H, M, S, am|pm}	{3, 30, 15, pm}	3:30:15 PM (15:30:15)
	{H, M, S}	{15, 30, 0}	24-hour clock time
	Seconds	3600	Number of seconds from now (for once only)

Period
Period is used wherever a repeating or multi-time schedule is
needed (daily, weekly, monthly). It can take any of these forms:
	Form	Example	Meaning
	When	{3, 30, pm}	Run once per day at the given time
	[When]	[{9, am}, {5, pm}]	Run at each listed time per day
	{every, Duration}	{every, {30, min}}	Repeat every duration, all day
	{every, Duration, {between, From, To}}	{every, {5, min}, {between, {9, am}, {5, pm}}}	Repeat every duration within the time window

Duration units: hr / h, min / m, sec / s.
Quick start
%% Start the application first
application:ensure_all_started(erlcron),

%% Run a fun once at 3:30 PM
erlcron:cron({{once, {3, 30, pm}}, fun() -> io:fwrite("Hello!~n") end}),

%% Run a fun every 5 minutes using a Unix cron expression
erlcron:cron({"*/5 * * * *", fun() -> poll() end}),

%% Run a fun every day at 9 AM, identified by a named reference
erlcron:daily(my_daily_job, {9, am}, fun() -> do_work() end),

%% Cancel the daily job
erlcron:cancel(my_daily_job).

      


      
        Summary


  
    Types
  


    
      
        callable()

      


    


    
      
        constraint()

      


    


    
      
        cron_expr()

      


        A 5-field Unix cron expression string or binary.



    


    
      
        cron_opts()

      


        Alias for job_opts/0. Default options applied to all jobs in the crontab.



    


    
      
        cron_time()

      


    


    
      
        dom()

      


    


    
      
        dow()

      


    


    
      
        dow_day()

      


    


    
      
        duration()

      


    


    
      
        job()

      


    


    
      
        job_end()

      


        Called after a job has finished executing.



    


    
      
        job_opts()

      


        Per-job options map.



    


    
      
        job_ref()

      


        A job reference. Can be a reference(), atom, or binary.



    


    
      
        job_start()

      


        Called before a job is executed.



    


    
      
        milliseconds()

      


    


    
      
        period()

      


    


    
      
        schedule()

      


    


    
      
        seconds()

      


    


    
      
        task()

      


    





  
    Functions
  


    
      
        at(When, Fun)

      


        Schedule a job to run once at When.



    


    
      
        at(JobRef, When, Fun)

      


    


    
      
        at/4

      


    


    
      
        cancel(JobRef)

      


        Cancel the job identified by JobRef. Returns true if found, false otherwise.



    


    
      
        cron(Job)

      


        Add a new job to the scheduler.



    


    
      
        cron/2

      


    


    
      
        cron/3

      


        Schedule a job identified by JobRef.



    


    
      
        cron(JobRef, Sched, Task, Opts)

      


        Schedule a job with an explicit reference, schedule, task, and options.



    


    
      
        daily(When, Fun)

      


        Schedule a job to run every day at When.



    


    
      
        daily(JobRef, When, Fun)

      


    


    
      
        daily/4

      


    


    
      
        datetime()

      


        Return the current erlcron datetime (universal) together with the
corresponding millisecond epoch value.



    


    
      
        epoch()

      


        Return the current erlcron time as milliseconds since the Unix epoch.



    


    
      
        epoch_seconds()

      


        Return the current erlcron time as seconds since the Unix epoch.



    


    
      
        get_all_jobs()

      


        Return the references of all currently running jobs.



    


    
      
        monthly(DOM, When, Fun)

      


        Schedule a job to run every month on day DOM at When.



    


    
      
        monthly(JobRef, DOM, When, Fun)

      


    


    
      
        monthly/5

      


    


    
      
        multi_set_datetime/1

      


        Set the scheduler clock on all connected nodes. See multi_set_datetime/2.



    


    
      
        multi_set_datetime(Nodes, DateTime)

      


        Set the scheduler clock to DateTime on the given Nodes.



    


    
      
        ref_datetime()

      


        Return the reference datetime used as the scheduler's clock base.



    


    
      
        reset_datetime()

      


        Reset the scheduler clock to the real system time.



    


    
      
        set_datetime(DateTime)

      


        Set the scheduler clock to DateTime (local time).



    


    
      
        set_datetime/2

      


        Set the scheduler clock to DateTime.



    


    
      
        validate(Spec)

      


        Validate a schedule spec without scheduling the job.



    


    
      
        weekly(DOW, When, Fun)

      


        Schedule a job to run every week on DOW (day-of-week) at When.



    


    
      
        weekly(JobRef, DOW, When, Fun)

      


    


    
      
        weekly/5

      


    





      


      
        Types


        


  
    
      
    
    
      callable()



    

  


  

      

          -type callable() :: fun(() -> term()) | fun((JobRef :: job_ref(), calendar:datetime()) -> term()).


      



  



  
    
      
    
    
      constraint()



    

  


  

      

          -type constraint() :: {between, cron_time(), cron_time()}.


      



  



  
    
      
    
    
      cron_expr()



    

  


  

      

          -type cron_expr() :: string() | binary().


      


A 5-field Unix cron expression string or binary.
Examples: \"*/5 * * * *\", \"30 9 * * 1\", ~\"0 18 * * fri\".
Parsed at job-submission time by ecrn_util:from_cron/1.

  



  
    
      
    
    
      cron_opts()



    

  


  

      

          -type cron_opts() :: job_opts().


      


Alias for job_opts/0. Default options applied to all jobs in the crontab.

  



  
    
      
    
    
      cron_time()



    

  


  

      

          -type cron_time() :: {integer(), am | pm} | {integer(), integer(), am | pm} | calendar:time().


      



  



  
    
      
    
    
      dom()



    

  


  

      

          -type dom() :: integer().


      



  



  
    
      
    
    
      dow()



    

  


  

      

          -type dow() :: dow_day() | [dow_day()].


      



  



  
    
      
    
    
      dow_day()



    

  


  

      

          -type dow_day() :: mon | tue | wed | thu | fri | sat | sun.


      



  



  
    
      
    
    
      duration()



    

  


  

      

          -type duration() :: {integer(), hr | h | min | m | sec | s}.


      



  



  
    
      
    
    
      job()



    

  


  

      

          -type job() ::
          {schedule(), task()} |
          {schedule(), task(), job_opts()} |
          #{id => job_ref(), schedule => schedule(), task => task(), _ => any()}.


      



  



  
    
      
    
    
      job_end()



    

  


  

      

          -type job_end() ::
          fun((JobRef :: job_ref(), Res :: {ok, term()} | {error, {Reason :: term(), Stack :: list()}}) ->
                  term()).


      


Called after a job has finished executing.
Res is {ok, Result} on success, or {error, {Reason, StackTrace}}
if the job raised an exception.

  



  
    
      
    
    
      job_opts()



    

  


  

      

          -type job_opts() ::
          #{hostnames => [binary() | string()],
            id => term(),
            on_job_start => {Mod :: atom(), Fun :: atom()} | job_start(),
            on_job_end => {Mod :: atom(), Fun :: atom()} | job_end()}.


      


Per-job options map.
	hostnames — List of hostnames on which the job is allowed to run.
The job is silently ignored on any other host.
	id — An arbitrary identifier passed to on_job_start and
on_job_end callbacks.
	on_job_start — {Mod, Fun} or a fun/1 called before the job
executes. Return ignore to skip this execution.
	on_job_end — {Mod, Fun} or a fun/2 called after the job
finishes. Receives (JobRef, {ok, Result} | {error, {Reason, Stack}}).


  



  
    
      
    
    
      job_ref()



    

  


  

      

          -type job_ref() :: reference() | atom() | binary().


      


A job reference. Can be a reference(), atom, or binary.
When the reference is an atom, the job process is locally registered
under that name, making it easy to cancel it by name later.

  



  
    
      
    
    
      job_start()



    

  


  

      

          -type job_start() :: fun((JobRef :: job_ref()) -> ignore | any()).


      


Called before a job is executed.
If the function returns ignore, the job will not be executed and
on_job_end will not be called.

  



  
    
      
    
    
      milliseconds()



    

  


  

      

          -type milliseconds() :: integer().


      



  



  
    
      
    
    
      period()



    

  


  

      

          -type period() :: cron_time() | {every, duration()} | {every, duration(), constraint()}.


      



  



  
    
      
    
    
      schedule()



    

  


  

      

          -type schedule() ::
          {once, cron_time()} |
          {once, seconds()} |
          {daily, period()} |
          {weekly, dow(), period()} |
          {monthly, dom() | [dom()], period()} |
          cron_expr().


      



  



  
    
      
    
    
      seconds()



    

  


  

      

          -type seconds() :: integer().


      



  



  
    
      
    
    
      task()



    

  


  

      

          -type task() :: {M :: module(), F :: atom()} | {M :: module(), F :: atom(), Args :: list()} | callable().


      



  


        

      

      
        Functions


        


  
    
      
    
    
      at(When, Fun)



    

  


  

      

          -spec at(cron_time() | seconds(), task()) -> job_ref() | ignored | already_started | {error, term()}.


      


Schedule a job to run once at When.
When can be a cron_time/0 (e.g. {3, 30, pm}) or an integer
number of seconds from now.

  



  
    
      
    
    
      at(JobRef, When, Fun)



    

  


  

      

          -spec at(job_ref(), cron_time() | seconds(), function()) ->
            job_ref() | ignored | already_started | {error, term()}.


      



  



  
    
      
    
    
      at/4



    

  


  

      

          -spec at(job_ref(), cron_time() | seconds(), function(), job_opts()) ->
            job_ref() | ignored | already_started | {error, term()}.


      



  



  
    
      
    
    
      cancel(JobRef)



    

  


  

      

          -spec cancel(job_ref()) -> boolean().


      


Cancel the job identified by JobRef. Returns true if found, false otherwise.

  



  
    
      
    
    
      cron(Job)



    

  


  

      

          -spec cron(job()) -> job_ref() | ignored | already_started | {error, term()}.


      


Add a new job to the scheduler.
The job is described using a job/0 spec. Returns the job_ref/0
that can be used to cancel the job later.

  



  
    
      
    
    
      cron/2



    

  


  

      

          -spec cron(job() | job_ref(), job() | cron_opts() | task()) ->
              job_ref() | ignored | already_started | {error, term()}.


      



  



  
    
      
    
    
      cron/3



    

  


  

      

          -spec cron(job_ref(), job(), job_opts()) -> job_ref() | ignored | already_started | {error, term()}.


      


Schedule a job identified by JobRef.
The reference can be a reference(), atom, or binary. When it is an
atom the job process is locally registered under that name.
Returns ignored when the job is not permitted to run on the current host.
When called as cron(Sched, Task, Opts) a fresh reference is generated
automatically and Opts is a job_opts/0 map.

  



  
    
      
    
    
      cron(JobRef, Sched, Task, Opts)



    

  


  

      

          -spec cron(job_ref(), schedule(), task(), job_opts()) ->
              job_ref() | ignored | already_started | {error, term()}.


      


Schedule a job with an explicit reference, schedule, task, and options.
erlcron:cron(my_job, {daily, {9, am}}, fun() -> ok end, #{}).
erlcron:cron(my_job, \"30 9 * * 1-5\", fun() -> standup() end, #{}).

  



  
    
      
    
    
      daily(When, Fun)



    

  


  

      

          -spec daily(cron_time() | seconds(), function()) ->
               job_ref() | ignored | already_started | {error, term()}.


      


Schedule a job to run every day at When.

  



  
    
      
    
    
      daily(JobRef, When, Fun)



    

  


  

      

          -spec daily(job_ref(), cron_time() | seconds(), function()) ->
               job_ref() | ignored | already_started | {error, term()}.


      



  



  
    
      
    
    
      daily/4



    

  


  

      

          -spec daily(job_ref(), cron_time() | seconds(), function(), job_opts()) ->
               job_ref() | ignored | already_started | {error, term()}.


      



  



  
    
      
    
    
      datetime()



    

  


  

      

          -spec datetime() -> {calendar:datetime(), milliseconds()}.


      


Return the current erlcron datetime (universal) together with the
corresponding millisecond epoch value.

  



  
    
      
    
    
      epoch()



    

  


  

      

          -spec epoch() -> milliseconds().


      


Return the current erlcron time as milliseconds since the Unix epoch.

  



  
    
      
    
    
      epoch_seconds()



    

  


  

      

          -spec epoch_seconds() -> seconds().


      


Return the current erlcron time as seconds since the Unix epoch.

  



  
    
      
    
    
      get_all_jobs()



    

  


  

      

          -spec get_all_jobs() -> [job_ref()].


      


Return the references of all currently running jobs.

  



  
    
      
    
    
      monthly(DOM, When, Fun)



    

  


  

      

          -spec monthly(dom(), cron_time() | seconds(), function()) ->
                 job_ref() | ignored | already_started | {error, term()}.


      


Schedule a job to run every month on day DOM at When.
Positive DOM values count from the start of the month; 0 means the
last day of the month, and negative values count backwards from the last
day (e.g. -1 is the second-to-last day).

  



  
    
      
    
    
      monthly(JobRef, DOM, When, Fun)



    

  


  

      

          -spec monthly(job_ref(), dom(), cron_time() | seconds(), function()) ->
                 job_ref() | ignored | already_started | {error, term()}.


      



  



  
    
      
    
    
      monthly/5



    

  


  

      

          -spec monthly(job_ref(), dom(), cron_time() | seconds(), function(), job_opts()) ->
                 job_ref() | ignored | already_started | {error, term()}.


      



  



  
    
      
    
    
      multi_set_datetime/1



    

  


  

      

          -spec multi_set_datetime(calendar:datetime()) -> {Replies, BadNodes}
                            when Replies :: [{node(), ok | {error, term()}}], BadNodes :: [node()].


      


Set the scheduler clock on all connected nodes. See multi_set_datetime/2.

  



  
    
      
    
    
      multi_set_datetime(Nodes, DateTime)



    

  


  

      

          -spec multi_set_datetime([node()], calendar:datetime()) -> {Replies, BadNodes}
                            when Replies :: [{node(), ok | {error, term()}}], BadNodes :: [node()].


      


Set the scheduler clock to DateTime on the given Nodes.
Any jobs scheduled between the old and new time on each node are
executed immediately. Returns {Replies, BadNodes} in the same format
as gen_server:multi_call/3.

  



  
    
      
    
    
      ref_datetime()



    

  


  

      

          -spec ref_datetime() -> {calendar:datetime(), milliseconds()}.


      


Return the reference datetime used as the scheduler's clock base.

  



  
    
      
    
    
      reset_datetime()



    

  


  

      

          -spec reset_datetime() -> ok.


      


Reset the scheduler clock to the real system time.

  



  
    
      
    
    
      set_datetime(DateTime)



    

  


  

      

          -spec set_datetime(calendar:datetime()) -> ok.


      


Set the scheduler clock to DateTime (local time).

  



  
    
      
    
    
      set_datetime/2



    

  


  

      

          -spec set_datetime(calendar:datetime(), local | universal) -> ok.


      


Set the scheduler clock to DateTime.
TZ controls how DateTime is interpreted: local (default) or
universal. When the clock is advanced, all jobs scheduled between the
old and new time are executed immediately.

  



  
    
      
    
    
      validate(Spec)



    

  


  

      

          -spec validate(schedule()) -> ok | {error, term()}.


      


Validate a schedule spec without scheduling the job.

  



  
    
      
    
    
      weekly(DOW, When, Fun)



    

  


  

      

          -spec weekly(dow(), cron_time() | seconds(), function()) ->
                job_ref() | ignored | already_started | {error, term()}.


      


Schedule a job to run every week on DOW (day-of-week) at When.

  



  
    
      
    
    
      weekly(JobRef, DOW, When, Fun)



    

  


  

      

          -spec weekly(job_ref(), dow(), cron_time() | seconds(), function()) ->
                job_ref() | ignored | already_started | {error, term()}.


      



  



  
    
      
    
    
      weekly/5



    

  


  

      

          -spec weekly(job_ref(), dow(), cron_time() | seconds(), function(), job_opts()) ->
                job_ref() | ignored | already_started | {error, term()}.
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