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    erllama
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erllama is a native Erlang/OTP wrapper around llama.cpp with a
token-exact, multi-tier, supervised KV cache. It turns a
multi-second prefill into a millisecond restore, and lets you keep
more warm state than fits in RAM by promoting cold-but-popular
prefixes down to the disk tier.
If you have ever waited five seconds for a chat assistant to
acknowledge "hello" — that's prompt prefill. erllama caches the
work so the second turn, the third turn, and every subsequent agent
sharing the same system prompt skip it.
A 30-second taste
1> {ok, _} = application:ensure_all_started(erllama).
2> Path = "/srv/models/tinyllama-1.1b-chat.Q4_K_M.gguf".
3> {ok, Bin} = file:read_file(Path).
4> {ok, M} = erllama:load_model(#{
       backend     => erllama_model_llama,
       model_path  => Path,
       fingerprint => crypto:hash(sha256, Bin)
   }).
{ok, <<"erllama_model_2375">>}

5> {ok, Reply, _} = erllama:complete(M, <<"Once upon a time">>).
%% ~3 s on a CPU box. Prompt prefill, async cold save fired.

6> {ok, Reply2, _} = erllama:complete(M, <<"Once upon a time">>).
%% ~10 ms. Cache hit; KV state restored, one decode for fresh logits.

7> {ok, _, _} = erllama:complete(M, <<"Once upon a time, in a quiet village">>).
%% ~50 ms. Longest-prefix walk found the cached row even though
%% the new prompt is longer.
load_model/1 returns a binary model_id that is also the registered
name for the underlying gen_statem. Pass it to complete/2,3,
unload/1, etc.
That is the whole pitch. The cache is on by default, runs under
its own supervisor, and never returns approximate matches.
What you get
	Many models in one BEAM. Load TinyLlama and Llama-3-8B side by
side, hot-swap a model without bouncing the cache, give each model
its own policy and tier. One shared cache; rows are
fingerprint-segregated so models never collide on identical
prompts.
	Token-exact hits. Cache key is
sha256(model_fp || quant || ctx_params || tokens_le32). Same
tokens, same key, guaranteed-correct restore.
	Three storage tiers. ETS slabs for the hottest data, files
on /dev/shm for warm working set, on-disk files (plain read
I/O) for everything else. Each tier supervised independently
with its own quota and LRU.
	Bigger than RAM. Disk is a first-class tier, not a fallback.
A 70B model in Q4 already takes ~40 GB of weights; the disk tier
holds the warm KV state your working set needs without crowding
weights out of RAM.
	Shared-prefix hits across agents. Spawn N workers that all
start with the same system prompt: the first cold-prefills, every
subsequent worker gets a longest-prefix hit on the shared part.
	Multi-turn warmth. Pass the previous turn's parent_key and
the cache waits up to session_resume_wait_ms for the in-flight
finish save to publish.
	Stateless-friendly. OpenAI/Anthropic-shaped servers that
resend the full conversation each turn get hits automatically
through a longest-prefix walk. No parent_key needed.
	Crash-safe saves. Reserve, write temp, validate, atomic
link(2), announce. Two-stage TTL cleanup adopts orphans on
writer crash.
	Memory-pressure-driven eviction. Pluggable pressure source
(memsup, nvidia-smi, or your own callback). Off by default.
	Always-on metrics. Hits, misses, saves, evictions, and
per-path latency totals exposed via erllama_cache:get_counters/0.
Per-counter cost is ~10-20 ns; you cannot meaningfully turn them
off.

Installation
erllama targets Erlang/OTP 28 with rebar3 3.25+.
Add to rebar.config:
{deps, [
    {erllama, "~> 0.1"}
]}.
Then in your supervision tree, wait for the application to start
before loading models:
ok = application:ensure_started(erllama).
The first compile builds vendored llama.cpp (~3 minutes on a fast
machine). Subsequent builds are cached. See requirements
for the toolchain.
Documentation
	Guide	What it covers
	Loading a model	Every option to erllama:load_model/1,2, with examples and pitfalls.
	Caching	Tiers, save reasons, lookup paths, watermarks. The operator's manual.
	Configuration	Full sys.config and per-model option reference.
	Building	Platform-specific build notes (Linux, macOS, FreeBSD), CUDA/Metal toggles, common build issues.
	Examples	Drop-in patterns for one-shot completion, stateless HTTP servers, multi-turn sessions, concurrent agents, cache inspection.

For the API reference (erllama, erllama_cache, erllama_scheduler,
erllama_nif), see the generated module docs on
HexDocs or run rebar3 ex_doc
locally.
For the design rationale behind the cache:
	Cache design — why multi-tier, why
token-exact, what was deliberately left out.
	Publish protocol — the
five-stage crash-safe save protocol.
	NIF safety — two-resource lifetime,
exception shim, why disk reads use plain file:read_file/1.

Many models in one BEAM
Each loaded model is its own supervised gen_statem under
erllama_model_sup. The cache is process-wide and segregates rows
by fingerprint, so the only thing two models share is the byte
budget.
{ok, _} = erllama:load_model(<<"tiny">>, TinyConfig).
{ok, _} = erllama:load_model(<<"big">>,  BigConfig).

{ok, R1, _} = erllama:complete(<<"tiny">>, <<"summarise: ...">>).
{ok, R2, _} = erllama:complete(<<"big">>,  <<"deep analysis of: ...">>).

ok = erllama:unload(<<"tiny">>).
	Capability	How
	N models in one BEAM	load_model/2 per binary id; each is one gen_statem
	No cross-model collisions	Cache key includes the model fingerprint
	Hot-swap a model	unload/1 then load_model/2; the cache survives
	Per-model policy	policy => #{...} on the load; merges over app-env defaults
	Per-model tier	tier_srv => MyDisk, tier => disk per model
	Shared-prefix hits across agents	Longest-prefix walk on every cold prompt
	Concurrent saves bounded	Single writer pool with a leak-proof semaphore

Tested end-to-end in
test/erllama_SUITE.erl:concurrent_complete_under_writer_cap —
four models with distinct fingerprints running parallel completions
under one writer cap.
A slightly longer example
A real load with all the cache parameters. The disk tier requires a
running erllama_cache_disk_srv started by the operator; the RAM tier
(erllama_cache_ram) starts automatically with the application.
{ok, _} = erllama_cache_disk_srv:start_link(my_disk, "/var/lib/erllama/kvc"),
{ok, Bin} = file:read_file("/srv/models/llama-3.1-8b.Q4_K_M.gguf"),
Fp = crypto:hash(sha256, Bin),
CtxHash = crypto:hash(sha256, term_to_binary({8192, 4096})),

{ok, M} = erllama:load_model(#{
    backend          => erllama_model_llama,
    model_path       => "/srv/models/llama-3.1-8b.Q4_K_M.gguf",
    model_opts       => #{n_gpu_layers => 99},
    context_opts     => #{n_ctx => 8192, n_batch => 4096},
    fingerprint      => Fp,
    fingerprint_mode => safe,
    quant_type       => q4_k_m,
    quant_bits       => 4,
    ctx_params_hash  => CtxHash,
    context_size     => 8192,
    tier_srv         => my_disk,
    tier             => disk,
    policy           => #{
        boundary_trim_tokens   => 32,
        boundary_align_tokens  => 256,
        session_resume_wait_ms => 500
    }
}).
Stateless OpenAI/Anthropic-shaped server:
handle_completion(ModelId, Prompt) ->
    {ok, Reply, _Tokens} = erllama:complete(ModelId, Prompt),
    Reply.
No parent_key. The cache walks the new prompt backward by the
configured stride and finds the longest cached prefix. If the new
prompt is yesterday's conversation plus one fresh turn, the walk
hits.
Stateful Erlang-native multi-turn: the session layer threads
parent_key between turns. The previous turn's finish-save key is
the parent of the next call. It is held by the calling session
process, not retrieved from the cache.
%% First turn: cold prefill. The model fires an async finish save
%% whose key is sha256(fingerprint || quant || ctx_params || tokens).
{ok, R1, Tokens1} = erllama:complete(M, Prompt1),
ParentKey = erllama_cache_key:make(#{
    fingerprint => Fp,
    quant_type  => q4_k_m,
    ctx_params_hash => CtxHash,
    tokens      => Tokens1
}),

%% Second turn: pass ParentKey to skip the longest-prefix walk.
{ok, R2, _} = erllama:complete(M, Prompt2, #{parent_key => ParentKey}).
Inspect cache state from a shell:
1> erllama_cache:get_counters().
#{hits_exact => 142, hits_resume => 17, hits_longest_prefix => 89,
  misses => 12, saves_cold => 12, saves_continued => 67,
  saves_finish => 31, evictions => 3, ...}

2> erllama_cache_meta_srv:dump().
%% List of raw ETS rows:
%%   {Key, Tier, Size, LastUsedNs, Refcount, Status, HeaderBin,
%%    Location, TokensRef, Hits}
[{<<_:256>>, disk, 8388608, 1737..., 0, available, _, _, _, 4}, ...]
Requirements
	Erlang/OTP 28
	rebar3 3.25+
	C++17 toolchain (Apple clang or recent gcc; cmake >= 3.20)
	Apple Silicon: Metal + Accelerate auto-detected.
	Linux: BLAS auto-detected; CUDA off by default (toggle via
ERLLAMA_OPTS=-DGGML_CUDA=ON).
	FreeBSD: erlang-runtime28 from ports, plus cmake bash gmake.

Architecture at a glance
erllama_sup
├── erllama_cache_sup
│   ├── erllama_cache_meta_srv      sole writer; meta + LRU + reservations
│   ├── erllama_cache_ram           RAM tier (ETS slabs)
│   ├── erllama_cache_ramfile_srv   ram_file tier
│   ├── erllama_cache_disk_srv      disk tier (plain read/write I/O)
│   └── erllama_cache_writer        writer pool, leak-proof semaphore
├── erllama_model_sup               simple_one_for_one for dynamic models
└── erllama_scheduler               memory-pressure poller (off by default)
Inside a request:
	erllama:complete/2 enters the per-model gen_statem.
	prefilling — tokenize, then either hit the cache and
kv_unpack (warm) or run llama_decode over the prompt (cold).
Cold path fires an async cold save at the trimmed-prefix
boundary.
	generating — token-by-token greedy llama_decode. Every
continued_interval tokens, fire an async continued save.
	idle — fire an async finish save for the full prompt +
reply. The KV state becomes evictable.

For the publish protocol, the reservation state machine, and the
exception-safe NIF wrappers, see
internals/publish-protocol.md and
internals/nif-safety.md.
Status
Pre-release. Core cache, scheduler, and NIF: 166 EUnit + 11
PropEr + 7 stub Common Test cases. End-to-end CT suite gated on
LLAMA_TEST_MODEL (6 cases, passing locally with TinyLlama 1.1B
Q4_K_M).
See CHANGELOG.md for the release notes.
Contributing
The contributor guide is AGENTS.md. The short version:
rebar3 fmt          # auto-format (always run first)
rebar3 compile      # warnings_as_errors
rebar3 eunit        # unit tests
rebar3 proper       # property tests
rebar3 ct           # Common Test (without a real model)
rebar3 lint         # Elvis
rebar3 dialyzer     # static analysis
rebar3 xref         # cross-reference

End-to-end against a real GGUF:
LLAMA_TEST_MODEL=/path/to/tinyllama-1.1b-chat.gguf \
    rebar3 ct --suite=test/erllama_real_model_SUITE

Bumping the vendored llama.cpp: see UPDATE_LLAMA.md.
Coming next: erllama_cluster
A separate OTP application is in development to coordinate a fleet of
erllama nodes into a single inference cluster. Each node continues to
run erllama as a standalone library — local model loading, local KV
cache, local inference. The cluster layer sits on top and decides
which node serves which request.
Three distribution strategies, all in v1:
	Request distribution with pluggable load-balancing and
cache-affinity routing — follow-up requests prefer the node that
warmed the KV cache for the prefix.
	Speculative decoding across nodes — small draft model on one
node, large verifier on another, coordinated per request.
	Pipeline parallelism — models too large for one node split by
layer ranges across multiple nodes, hidden states passed between
shards as Erlang binaries.

Transport is QUIC, via Erlang distribution carried over
erlang_quic — a pure Erlang
QUIC implementation, no C NIF in the protocol path. Circuit breakers
per {Node, ModelId} driven by nodeup/nodedown rather than
application-level pings. A globally registered scheduler handles
cluster-wide GPU budgeting and on-demand model placement, with local
fallback schedulers elected by pg quorum on network partition.
Repository: https://github.com/erllama/erllama_cluster (under
construction).
Acknowledgements
Same idea as antirez/ds4.
License
MIT. Copyright (c) 2026 Benoit Chesneau. See LICENSE.
The vendored c_src/llama.cpp/ retains its upstream MIT license; see
c_src/llama.cpp/LICENSE.


  

    Changelog

All notable changes to erllama are documented here. The format
follows Keep a Changelog and
this project adheres to Semantic Versioning.
Unreleased
0.1.0 — 2026-05-11
Initial public release.
Added
	Native Erlang/OTP wrapper around llama.cpp via a single
dirty-scheduler NIF (erllama_nif) covering model load, context
construction, tokenisation, prefill, single-token decode, and
KV pack/unpack.
	Models are identified by binary() on the public API.
erllama:load_model/2, complete/2,3, unload/1, status/1,
evict/1, shutdown/1 take binary() | pid(). Internal
registration uses {via, erllama_registry, BinaryId} so user-
supplied ids cannot exhaust the atom table.
	erllama:list_models/0 returning [model_info()] and
erllama:model_info/1 keyed on a model id.
	Public erllama:tokenize/2 and erllama:detokenize/2 keyed on a
model id. The low-level erllama_nif:tokenize/3 and
erllama_nif:detokenize/2 remain available.
	erllama:unload_model/1 as an alias for erllama:unload/1 matching
the OpenAI/Ollama-style naming downstream HTTP servers use.
	erllama:infer/4 streaming inference. Returns {ok, Ref}; tokens
are delivered to the caller as {erllama_token, Ref, _},
{erllama_done, Ref, Stats}, {erllama_error, Ref, Reason}.
	erllama:cancel/1. Idempotent and fire-and-forget; observed
between tokens.
	erllama:apply_chat_template/2. Renders a normalised chat request
(messages, system, tools) through the model's GGUF chat
template and tokenises. Backed by llama_chat_apply_template.
	erllama:embed/2. Per-sequence pooled embedding via
llama_get_embeddings_seq with last-token fallback.
	Sampler parameters. complete/3 and infer/4 honour
temperature, top_k, top_p, min_p, repetition_penalty,
seed, and grammar via one combined chain builder
(erllama_nif:configure_sampler/2). Chain order:
grammar -> repetition_penalty -> top_k -> top_p -> min_p -> (temperature > 0 ? temp -> dist(seed) : greedy). set_grammar/2
retained as a backwards-compatible alias.
	LoRA adapters. erllama:load_adapter/2,
unload_adapter/2, set_adapter_scale/3, list_adapters/1.
Per-adapter sha256 + scale fold into the cache via
erllama_cache_key:effective_fingerprint/2, so rows produced
with adapter A never collide with rows from adapter B. Snapshot-
at-admission semantics keep in-flight requests on their original
fingerprint even if an adapter mutation arrives mid-generation.
	Concurrent request queue. A second complete/3 or infer/4
arriving while one is in flight is queued FIFO instead of getting
{error, busy}. The reply {ok, Ref} is sent as soon as the
call is admitted; streaming events follow once the queue head
advances to the request.
	Seq-aware NIFs (infrastructure for 0.2 multi-seq batching).
nif_kv_pack/4 accepts an explicit seq_id; new
erllama_sampler_t resource owning a standalone
llama_sampler*; nif_sampler_new/2, nif_sampler_free/1.
Cache rows stay seq-id-free: seq_id is a save/load call
argument, never row metadata.
	Grammar-constrained sampling. Pass grammar => GBNF in the
complete/3 Opts or infer/4 Params; the per-model sampler chain
is rebuilt as grammar then greedy for the duration of the request
and reset on completion or cancellation.
	erllama_registry module: ETS-backed via callback for binary
model ids.
	erllama_inflight module: Ref -> ModelPid table so cancel/1
routes to the right gen_statem.
	erllama_model_backend optional callbacks: apply_chat_template/2,
embed/2, set_grammar/2, configure_sampler/2,
clear_sampler/1, load_adapter/2, unload_adapter/2,
apply_adapters/2. Backends that omit them surface
{error, not_supported} from the public API.
	Decode loop schedules each step via gen_statem:cast(self(), decode_step) instead of next_event so cancel, evict, status, and
queued requests interleave fairly between tokens.
	Token-exact KV cache with three independently-supervised tiers:
RAM (ETS slabs), ram_file (/dev/shm), and disk (plain read
I/O).
	Sole-writer arbitration through erllama_cache_meta_srv; reads
on the hot path go to ETS directly. lookup_exact/1 is a single
atomic ets:lookup (no two-call race) and the meta server cancels
waiter timers when an early reply lands so the mailbox doesn't
bloat under load.
	Crash-safe save publish protocol: reserve, write_tmp, check,
link(2), mark_published; two-stage TTL cleanup with orphan
adoption.
	Five save reasons (cold, continued, finish, evict,
shutdown) with async/sync semantics matching their use.
	saves_dropped counter: bumps whenever a back-pressured writer
pool refuses a save the model wanted to fire.
	Multi-turn warmth via explicit parent_key resume and stateless
longest-prefix walk for OpenAI/Anthropic-shaped clients.
	erllama_scheduler memory-pressure poller with pluggable sources
(memsup, nvidia-smi, custom callback). Off by default.
	erllama_cache_writer poolboy-backed dirty-IO writer pool with
leak-proof reservation semaphore.
	Persisted hit counters (u32 in disk header) so popular prefixes
survive an LRU walk after restart.
	End-to-end metrics: hits/misses/saves/evictions plus per-path
latency totals (pack_total_ns, load_total_ns,
longest_prefix_ns, longest_prefix_probes).
	Per-resource pthread_mutex and two-resource lifetime pattern
for safe concurrent free_*/1 plus dirty NIF ops.
	extern "C" noexcept shim catching every llama.cpp C++
exception at the boundary; decode_one defensive guard against
GGML_ASSERT aborts.
	Bench harness (bench/run.sh) with cold-vs-warm matrix and a
4-agent shared-prefix scenario. TinyLlama and LLaMA-3 8B
presets.

Changed
	NIF hardening.	llama_backend_init is deferred to the first nif_load_model
via pthread_once. Cache-only and unit-test workloads no
longer pay the ggml_backend_load_all cost at NIF load.
	nif_tokenize and nif_detokenize honour release_pending,
so a model returned by free_model/1 as {ok, deferred}
cannot be reused via tokenize.
	nif_detokenize fails closed on n_vocab <= 0 (matches
nif_prefill); 16 M-token cap on the size computation
silences gcc -Walloc-size.
	Dead atom_not_implemented and the _unused_anchor hack
removed (-Wpedantic).
	make_errno_atom now maps FreeBSD's EINTEGRITY to
eintegrity instead of unknown.


	Cache meta server. Sweep timer is cancelled on terminate/2
so a supervisor restart never leaves a zombie firing into a fresh
server. pin_and_load/2 wraps load + unpack in try/after so
the holder is always checked in.
	Build.	FindErlang.cmake adopted from erlang-rocksdb; replaces the
inline erl -noshell -eval snippet that detected
ERTS_INCLUDE_DIR.
	set(GGML_CCACHE OFF CACHE BOOL "" FORCE) silences the
"ccache not found" diagnostic ggml emits on every build.


	Scheduler tests. Three bad-config cases now call
erllama_scheduler:validate_config/1 directly (now exported)
instead of spawning a gen_server with bad config, so eunit no
longer prints =CRASH REPORT= SASL output.
	Dialyzer. response_target typed non_neg_integer() (idle
state holds 0); inet:gethostname and application:get_key
pattern-match directly. erllama.erl moduledoc fence closer
fixed.

Removed
	mmap from the disk tier. The cache now reads files via plain
file:read_file/1 into a fresh BEAM heap binary; the iommap
dependency, the disk_io configuration option, and the
4-arity start_link form of erllama_cache_disk_srv are gone.
The process already mmaps multi-GB GGUF weights, and a region
binary that outlived its closing NIF call would have exposed the
BEAM to SIGBUS from any external truncation.

CI
	actions/checkout and actions/cache bumped to @v5
(Node.js 24).
	xref, dialyzer, erlfmt, elvis promoted to gate jobs;
build, eunit, proper, ct, freebsd depend on them.
	macOS matrix is macos-14, macos-15.
	FreeBSD matrix added: release: ['14.2', '14.4']. Inside the
VM: refresh pcre2 so git can run, install git, set
git config --global --add safe.directory '*' so llama.cpp's
build-info git rev-parse succeeds.
	erllama_nif_tests:load_model_rejects_non_existent_path_test is
now a generator with a 60 s timeout to absorb the lazy Metal
init on macOS.

Tests
	211 EUnit + PropEr property tests + 7 stub Common Test cases.
Real-model Common Test suite gated on LLAMA_TEST_MODEL
(14 cases including seed determinism, grammar+sampler,
apply_chat_template, embeddings, KV pack/unpack round-trip).
	New stub-backed coverage: sampler params (erllama_sampler_tests),
LoRA adapters + cache identity (erllama_lora_tests), FIFO
queueing of concurrent infers (erllama_streaming_tests).
	Multi-platform CI: Ubuntu 24.04 amd64, Ubuntu 24.04 arm64,
macOS 14 + 15 (Apple Silicon), FreeBSD 14.2 + 14.4. OTP 28
across the matrix.

Documentation
	README rewritten as a friendly entry point with snippets.
	User guides: loading, caching, configuration, building, examples.
	Internal design notes: cache design, publish protocol, NIF safety.
	ex_doc-friendly module documentation throughout.
	ROADMAP.md: what 0.1 doesn't do yet (multi-seq concurrent
decoding, speculative decoding, vision, audio, ONNX/safetensors,
stop-sequences, telemetry hooks, multi-GPU pressure, KV
compression, cluster).
	README closes with a teaser for the upcoming erllama_cluster
application — a separate OTP project that coordinates a fleet of
erllama nodes (request distribution, cross-node speculative
decoding, pipeline parallelism over QUIC).

Acknowledgements
Same idea as antirez/ds4.


  

    License


MIT License

Copyright (c) 2026 Benoit Chesneau

Permission is hereby granted, free of charge, to any person obtaining a copy
of this software and associated documentation files (the "Software"), to deal
in the Software without restriction, including without limitation the rights
to use, copy, modify, merge, publish, distribute, sublicense, and/or sell
copies of the Software, and to permit persons to whom the Software is
furnished to do so, subject to the following conditions:

The above copyright notice and this permission notice shall be included in all
copies or substantial portions of the Software.

THE SOFTWARE IS PROVIDED "AS IS", WITHOUT WARRANTY OF ANY KIND, EXPRESS OR
IMPLIED, INCLUDING BUT NOT LIMITED TO THE WARRANTIES OF MERCHANTABILITY,
FITNESS FOR A PARTICULAR PURPOSE AND NONINFRINGEMENT. IN NO EVENT SHALL THE
AUTHORS OR COPYRIGHT HOLDERS BE LIABLE FOR ANY CLAIM, DAMAGES OR OTHER
LIABILITY, WHETHER IN AN ACTION OF CONTRACT, TORT OR OTHERWISE, ARISING FROM,
OUT OF OR IN CONNECTION WITH THE SOFTWARE OR THE USE OR OTHER DEALINGS IN THE
SOFTWARE.



  

    Loading a model

erllama serves one or more loaded models concurrently. Each loaded
model is a supervised gen_statem that owns a single
llama_context*, sits behind a registered name, and shares the
process-wide KV cache with every other model.
This guide walks through the load call and every option that
matters in practice.
The minimal call
1> {ok, _}  = application:ensure_all_started(erllama).
2> {ok, Bin} = file:read_file("/srv/models/tinyllama-1.1b-chat.Q4_K_M.gguf").
3> {ok, M} = erllama:load_model(#{
       backend     => erllama_model_llama,
       model_path  => "/srv/models/tinyllama-1.1b-chat.Q4_K_M.gguf",
       fingerprint => crypto:hash(sha256, Bin)
   }).
{ok, <<"erllama_model_2375">>}
That is enough to run a completion. erllama fills in the cache
parameters from the application defaults; with no tier/tier_srv
override the model writes to the RAM tier (the only one started by
default).
M is a binary registered name. Use it for every subsequent call:
erllama:complete(M, ...), erllama:unload(M), etc. You can also
pass an explicit id via load_model/2 (also binary).
The full option map
#{
  backend           => erllama_model_llama,
  model_path        => "/srv/models/llama-3.1-8b-instruct.Q4_K_M.gguf",
  model_opts        => #{n_gpu_layers => 99, use_mmap => true},
  context_opts      => #{n_ctx => 8192, n_batch => 4096, n_threads => 8},
  fingerprint       => Fp,
  fingerprint_mode  => safe,
  quant_type        => q4_k_m,
  quant_bits        => 4,
  ctx_params_hash   => HashOfCtxParams,
  context_size      => 8192,
  tier_srv          => my_disk,
  tier              => disk,
  policy            => #{ ... }
}
backend
Module implementing the erllama_model_backend behaviour. Two
shipped today:
	erllama_model_llama — the real llama.cpp backend.
	erllama_model_stub — a no-op backend used by the unit tests.

model_path
Absolute path to a GGUF file. The model layer hands it to llama.cpp
verbatim; relative paths work too but are resolved against the BEAM's
current working directory, which is rarely what you want under a
release.
model_opts
Pass-through to llama_model_default_params(). The fields that
matter day-to-day:
	Key	Default	Notes
	n_gpu_layers	0	Number of transformer layers offloaded to GPU. Set high enough to cover the model on Metal/CUDA boxes. 99 effectively means "all".
	use_mmap	true	mmap the GGUF instead of copying into anon RAM. Leave on.
	use_mlock	false	mlock(2) the model pages. Useful on workloads where vm.swappiness is non-zero and you can't afford to page out weights.
	vocab_only	false	Open the file but skip weight loading. Tokenizer-only mode.

context_opts
Pass-through to llama_context_default_params().
	Key	Default	Notes
	n_ctx	2048	Maximum context length the model will accept. Caching is keyed on this. Setting it higher than the model trained on will silently degrade quality past the training horizon.
	n_batch	512	Maximum tokens fed to a single llama_decode call. Bigger values prefill faster but use more VRAM/RAM. 4096 is a sane upper bound for 8B-class models on a 24 GB GPU.
	n_ubatch	n_batch	Micro-batch size. Usually leave equal to n_batch.
	n_threads	hw_concurrency	CPU threads for prompt eval.
	n_threads_batch	n_threads	CPU threads for batch eval.

fingerprint
A 32-byte SHA-256 over the model file. The cache key includes this
fingerprint so a hit is bound to the exact GGUF that produced it; if
you replace the model on disk, old cache rows are no longer
addressable and will be evicted by LRU.
{ok, Bin} = file:read_file(Path),
Fp = crypto:hash(sha256, Bin).
fingerprint_mode
How aggressively the cache trusts the fingerprint:
	safe — recompute the fingerprint at load time. Slow on multi-GB
files but ironclad.
	gguf_chunked — fingerprint the GGUF metadata chunk and the first
weights tensor only. Order of magnitude faster; defeats accidental
but not malicious tampering.
	fast_unsafe — trust whatever you pass in. Use only if you
fingerprint upstream and pass the result through.

quant_type and quant_bits
Identifies the quantisation byte-for-byte. Two models with the same
weights but different quant schemes have different cache rows.
ctx_params_hash
A SHA-256 over the parts of context_opts that change KV layout —
typically (n_ctx, n_batch). erllama treats two contexts with
different params as different cache namespaces.
CtxHash = crypto:hash(sha256, term_to_binary({Nctx, Nbatch})).
context_size
Plain integer copy of n_ctx. The cache uses it for bounds checks.
tier_srv and tier
Where saves go.
	tier_srv is the registered name of the tier server. Only the RAM
tier (erllama_cache_ram) is started automatically by the
application. To use ram_file or disk, start a tier server
yourself and pass its name:
{ok, _} = erllama_cache_disk_srv:start_link(my_disk, "/var/lib/erllama/kvc"),
...
tier_srv => my_disk,
tier => disk,

	tier is the symbolic tier (ram | ram_file | disk). It must
match the backend the tier_srv was started with.


For production deployments use the disk tier — it survives restarts
and is the cheapest place to keep warm state.
policy
Optional per-model overrides of the cache save-policy gates. Any
keys you omit fall back to the application defaults declared in
erllama.app.src (min_tokens, cold_min_tokens,
cold_max_tokens, continued_interval, boundary_trim_tokens,
boundary_align_tokens, session_resume_wait_ms). See the
caching guide for what each gate means. Pass an empty
map (or omit the key entirely) to use the defaults.
Loading multiple models
load_model/2 takes an explicit binary id and is idempotent against
{already_started, _}: calling it twice with the same id returns
{error, already_loaded} the second time. To run two distinct models
concurrently:
{ok, _}    = erllama:load_model(<<"tiny">>, TinyConfig).
{ok, _}    = erllama:load_model(<<"big">>,  BigConfig).
{ok, R, _} = erllama:complete(<<"tiny">>, <<"hello">>).
{ok, R2, _} = erllama:complete(<<"big">>,  <<"hello">>).
Both share one erllama_cache instance — cache rows are scoped by
fingerprint, so they never collide.
Unloading
ok = erllama:unload(M).
Triggers a synchronous shutdown save (best-effort: capped by
evict_save_timeout_ms) and terminates the gen_statem. Any
in-flight cache writes are awaited up to that timeout.
Common pitfalls
	Forgetting the fingerprint. Without it the cache key falls back
to the path string, which means renaming the file invalidates the
cache. Always pass an actual hash.
	Wrong n_ctx. The cache key includes ctx_params_hash. If you
bump n_ctx for a tenant, expect a one-shot cold prefill across
every cached prefix until the new rows accumulate.
	Mismatched tier / tier_srv. tier => disk against an
erllama_cache_ram server name fails at first save; verify the
pair before deploy. The RAM tier is the only one auto-started; for
ram_file / disk, start the relevant erllama_cache_disk_srv
yourself and pass its registered name.



  

    Caching guide

erllama's KV cache turns a multi-second prefill into a millisecond
restore. This guide is the operator's-eye view: what it does, when
it kicks in, and which knobs to touch.
The mental model
A transformer's "KV state" is the per-layer key/value tensors
produced while reading the prompt. Once you have them, generating
the next token costs one forward pass. Without them, you have to
re-read every token of the prompt from scratch.
erllama's cache stores those tensors keyed on the exact tokens
that produced them:
key = sha256(model_fingerprint || quant || ctx_params || tokens_le32)
Same tokens → same key → guaranteed-correct restore. There is no
fuzzy matching layer; "close enough" is not allowed at this level.
Three tiers
ram       ETS slabs in BEAM heap. Lowest latency, smallest budget.
ram_file  Files on /dev/shm. Fast, capped only by tmpfs size.
disk      Files on persistent storage. Survives restarts.
Each tier is an independently-supervised gen_server with its own
byte quota and its own LRU. A save is written to the tier you
configure on the model; reads consult an in-memory index that fans
out to the right tier.
The disk tier is a first-class citizen: large models that
wouldn't fit alongside a working set of warm KV state in RAM can
let the disk tier hold most of the cache, and warm-restore in
milliseconds when a hit comes in.
When does a save happen?
The per-model gen_statem fires saves at five well-defined moments,
each with its own save_reason:
	Reason	When	Sync?

	cold	Right after a cold prefill, at the trimmed-prefix boundary. Async — the writer pool does the work.
	continued	Every continued_interval tokens during generation. Async.
	finish	At the end of a completion, capturing prompt + reply. Async.
	evict	When a holder is asked to release its slab. Sync (pause decode, pack, release).
	shutdown	On prep_stop or unload/1. Sync, capped by evict_save_timeout_ms.

Async saves go through erllama_cache_writer (a poolboy pool of
dirty-IO workers). Sync saves block the calling process until the
file is on stable storage.
When does a hit happen?
Three lookup paths, in order of preference:
	Exact key. Caller passes the exact parent_key from the
previous turn. Cheapest. Used by Erlang-native multi-turn flows.
	Resume. Caller passes a parent_key from an earlier turn,
and the new prompt strictly extends the cached prefix.
	Longest-prefix walk. No parent_key supplied. The cache
walks the new prompt's tokens backward by the configured stride
(boundary_align_tokens) and probes the index for each
alignment. The longest cached prefix wins.

For stateless callers — OpenAI/Anthropic-shaped HTTP APIs that
resend the full conversation each turn — option 3 is what you want.
You don't have to do anything; just call erllama:complete/2.
Save policy gates
Saving every prefix would flood the writer pool. erllama gates saves
behind a few thresholds, all overridable per-model.
	Gate	Default	What it does
	min_tokens	512	Skip saves shorter than this. Prefills under 512 tokens are usually cheaper than the round-trip to disk.
	cold_min_tokens	512	Don't fire a cold save for shorter prefills.
	cold_max_tokens	30 000	Cap on cold-save size. Protects against pathological prompts.
	continued_interval	2048	Fire a continued save every N generated tokens.
	boundary_trim_tokens	32	Drop the last N tokens before saving. Mid-token, mid-sentence boundaries make poor resume points; trim to a safe alignment.
	boundary_align_tokens	2048	Round trim down to a multiple of this. Sets the longest-prefix walk's stride.
	session_resume_wait_ms	500	When a parent_key is supplied and the cache sees an in-flight finish save, wait up to this long for it to publish before falling through to a fresh prefill.

Bigger boundary_align_tokens = fewer probes per longest-prefix
walk but coarser hit alignment. 2048 is the default; 256 makes
hits more likely on shorter prompts at the cost of more probes.
Memory-pressure-driven eviction
erllama_scheduler is a polling gen_server that watches a pluggable
pressure source and evicts cache slabs when pressure crosses a
watermark. Off by default. Enable in sys.config:
{erllama, [
  {scheduler, #{
    enabled         => true,
    pressure_source => system,        %% portable, memsup-backed
    interval_ms     => 5000,
    high_watermark  => 0.85,
    low_watermark   => 0.75,
    evict_tiers     => [ram, ram_file] %% disk fills to its own quota
  }}
]}.
Sources shipped:
	noop — always reports zero pressure.
	system — OTP memsup. Linux, macOS, BSD, Windows.
	nvidia_smi — sums VRAM across all visible NVIDIA GPUs.
	{module, M} — calls M:sample/0. Implement
-behaviour(erllama_pressure) to write your own.

When the source reports Used / Total >= high_watermark, the
scheduler asks the cache to evict enough bytes to drop the ratio
below low_watermark, scoped to the configured tiers.
Inspecting the cache
%% Hit/miss/save counters and per-path latency totals.
erllama_cache:get_counters().

%% Every row in the index, raw tuples:
%%   {Key, Tier, Size, LastUsedNs, Refcount, Status, HeaderBin,
%%    Location, TokensRef, Hits}
erllama_cache_meta_srv:dump().

%% Synchronous full eviction pass: returns {evicted, N}.
erllama_cache:gc().

%% Free at least N bytes, oldest LRU first: returns {evicted, N, BytesFreed}.
erllama_cache:evict_bytes(256 * 1024 * 1024).
erllama_cache:evict_bytes(256 * 1024 * 1024, [ram, ram_file]).
The counter map is documented inline on
erllama_cache:get_counters/0 — call it from a shell to see the
keys for your build.
Disabling the cache
For benchmarking or sanity checks: load the model with tier => ram
and a tiny min_tokens to bypass saves entirely, or set the
application env to disable all saves at the policy level:
{erllama, [
  {min_tokens, infinity}       %% nothing ever clears the gate
]}.
There is no global "off switch" — disabling was an explicit
non-goal. The cache is the product.
See also
	Loading a model — option-by-option walkthrough.
	Configuration reference — every knob,
with defaults.
	Internals: cache design and
publish protocol for the
reasons behind the choices.



  

    Configuration reference

erllama configuration lives in two places: the OTP application
environment (config/sys.config) and the per-model option map
passed to erllama:load_model/1,2. This page is the full set.
Application environment
{erllama, [
  %% --------------- Save-policy gates -----------------------------
  {min_tokens,             512},
  {cold_min_tokens,        512},
  {cold_max_tokens,      30000},
  {continued_interval,    2048},
  {boundary_trim_tokens,    32},
  {boundary_align_tokens, 2048},

  %% --------------- Cache flow tunables ---------------------------
  {evict_save_timeout_ms,  30000},
  {session_resume_wait_ms,   500},
  {fingerprint_mode,         safe},   %% safe | gguf_chunked | fast_unsafe

  %% --------------- Memory-pressure scheduler ---------------------
  {scheduler, #{
    enabled         => false,
    pressure_source => noop,
    interval_ms     => 5000,
    high_watermark  => 0.85,
    low_watermark   => 0.75,
    min_evict_bytes => 1048576,
    evict_tiers     => [ram, ram_file]
  }}
]}.
Tiers
The RAM tier (erllama_cache_ram) starts automatically with the
application. For ram_file or disk tiers, start an
erllama_cache_disk_srv per root in your own supervision tree (or
from a release start hook) and pass its registered name as tier_srv
on the relevant load_model/1,2 call:
{ok, _} = erllama_cache_disk_srv:start_link(my_disk,    "/var/lib/erllama/kvc"),
{ok, _} = erllama_cache_ramfile_srv:start_link(my_shm,  "/dev/shm/erllama").
There is no single tiers env key in v0.1: per-process supervision
gives you crisper restart semantics than a static list.
Save-policy gates
See the caching guide for what each
threshold does. All are overridable per-model via the policy map.
evict_save_timeout_ms
How long synchronous evict and shutdown saves wait for the
writer to finish before giving up. Defaults to 30 s. Bump for
8B-class models on slow disks.
session_resume_wait_ms
When a parent_key is supplied and the cache sees a matching
in-flight finish save, it waits up to this long for the save to
publish before falling through to a cold prefill. 500 ms is enough
for SSD-backed deployments; bump if you observe back-to-back
multi-turn cold misses on slow storage.
fingerprint_mode
How to verify the model fingerprint at load:
	safe — full SHA-256 over the file. Slow on multi-GB GGUFs.
	gguf_chunked — fingerprint metadata + first weights tensor.
Catches accidental corruption, not malicious tampering.
	fast_unsafe — trust the supplied fingerprint blindly. Use only
when you fingerprint upstream and pass the digest through.

scheduler
See the caching guide.
Per-model options
Passed to erllama:load_model/1,2:
#{
  backend           => erllama_model_llama,
  model_path        => "/path/to/x.gguf",
  model_opts        => #{n_gpu_layers => 99},
  context_opts      => #{n_ctx => 4096, n_batch => 512},
  fingerprint       => <<32 bytes>>,
  fingerprint_mode  => safe,
  quant_type        => q4_k_m,
  quant_bits        => 4,
  ctx_params_hash   => <<32 bytes>>,
  context_size      => 4096,
  tier_srv          => my_disk,
  tier              => disk,
  policy            => #{
    min_tokens             => 256,
    cold_min_tokens        => 256,
    cold_max_tokens        => 8192,
    continued_interval     => 256,
    boundary_trim_tokens   => 32,
    boundary_align_tokens  => 256,
    session_resume_wait_ms => 500
  }
}
See loading a model for the per-field walkthrough.
Inspecting effective config
1> application:get_env(erllama, scheduler).
{ok, #{enabled => true, ...}}

2> erllama_scheduler:status().
#{enabled => true, pressure_source => system, ...}

3> erllama_cache_meta_srv:dump().
%% List of raw ETS tuples; see include/erllama_cache.hrl for the
%% position layout.
[{<<_:256>>, disk, 8388608, _, 0, available, _, _, _, 4}, ...]


  

    Building erllama

erllama is a single OTP application with a single NIF
(erllama_nif.so). The first compile builds the vendored
c_src/llama.cpp/ (~3 minutes on a fast machine), then compiles the
small NIF surface and a CRC table. Subsequent builds reuse the cmake
cache and finish in seconds.
Toolchain requirements
		Required	Notes
	Erlang/OTP	28	rebar.config declares {minimum_otp_vsn, "28"}.
	rebar3	3.25.0+	Earlier 3.24.x is fine for compile but the CI pinned version is 3.25.0.
	C++17 toolchain	clang 14+ or gcc 11+	Apple clang as shipped on macOS works.
	cmake	3.20+	llama.cpp's own minimum is 3.18; we set 3.20 for the FindErlang module.
	pthreads	yes	Linked via CMake's Threads::Threads.

Build-time dependencies are platform-specific; the recipes below
match what CI installs.
Linux (Ubuntu 24.04 amd64 / arm64)
sudo apt-get install -y build-essential cmake
# Erlang/OTP 28 from erlef setup-beam (manual install also fine).
asdf install erlang 28.0 && asdf local erlang 28.0
asdf install rebar 3.25.0 && asdf local rebar 3.25.0
rebar3 compile

OpenMP is intentionally disabled in c_src/CMakeLists.txt
(set(GGML_OPENMP OFF ...)); the system libgomp.a ships without
-fPIC on stock Ubuntu, which would break the shared NIF link with
R_X86_64_TPOFF32 against hidden symbol gomp_tls_data. Disabling
OpenMP at the ggml level avoids that entirely; the GPU paths
(Metal/CUDA) are unaffected.
CUDA is off by default. Enable with:
ERLLAMA_OPTS=-DGGML_CUDA=ON rebar3 compile

macOS (Apple Silicon and Intel)
brew install erlang@28 rebar3 cmake
echo 'export PATH="$(brew --prefix erlang@28)/bin:$PATH"' >> ~/.zshrc
rebar3 compile

Metal and Apple BLAS (Accelerate) are auto-detected and on by
default. Compile is ~30 s after the first ggml build is cached.
FreeBSD (14.2 / 14.4)
# The cached FreeBSD VM image (or a freshly-installed system) ships
# an older libpcre2 than the git package in the latest pkg repo
# expects (PCRE2_10.47 not defined). Refresh first so git can load.
pkg install -y pcre2

# erllama needs OTP 28+; the base `erlang` package is 26.x.
# erlang-runtime28 installs OTP 28 under /usr/local/lib/erlang28.
pkg install -y erlang-runtime28 cmake bash gmake git

export PATH="/usr/local/lib/erlang28/bin:/usr/local/bin:$PATH"

# llama.cpp's build-info cmake script invokes `git rev-parse`. When
# the build directory's owner differs from the user (typical inside
# CI VMs), git refuses with "dubious ownership" — allow the path.
git config --global --add safe.directory "$PWD"

# rebar3 isn't always available as a pkg; fetch it once.
fetch https://github.com/erlang/rebar3/releases/download/3.25.0/rebar3 -o rebar3
chmod +x rebar3

./rebar3 compile

Erlang ERTS detection
The build needs erl_nif.h from the Erlang installation. erllama
uses c_src/CMake/FindErlang.cmake (adopted from erlang-rocksdb)
which runs erl -noshell -eval to read code:lib_dir/0 /
code:root_dir/0 and exports ERLANG_ERTS_INCLUDE_PATH. If the
caller pre-sets the ERTS_INCLUDE_DIR environment variable, that
takes precedence (useful for cross-compilation or pinned headers).
What the build produces
	priv/erllama_nif.so — the single NIF, statically linked against
the vendored c_src/llama.cpp (libllama, libggml, ggml-cpu, plus
the platform GPU/BLAS backends) and c_src/crc32c.c.
	_build/default/lib/erllama/ebin/*.beam — Erlang modules.
	_build/cmake/ — CMake build dir; cached for incremental builds.

Common build issues
	'erl_nif.h' file not found — ERTS_INCLUDE_DIR is wrong.
FindErlang.cmake should resolve it automatically; if it fails,
set the env var explicitly:
ERTS_INCLUDE_DIR=$(erl -noshell -eval 'io:format("~s",[filename:join([code:root_dir(),"erts-"++erlang:system_info(version),"include"])]),halt().') rebar3 compile.
	R_X86_64_TPOFF32 against hidden symbol gomp_tls_data — your
libgomp.a is non-PIC. erllama's CMakeLists already sets
GGML_OPENMP OFF to avoid this. If you re-enabled OpenMP, build
a PIC libgomp or leave it off.
	PCRE2_10.47 not defined when running git on FreeBSD — refresh
pcre2 first: pkg install -y pcre2. The cached VM image lags
the latest repo.
	macOS metal init slow on first model load — the lazy
llama_backend_init runs on the first erllama:load_model/1 call
and discovers Metal devices. eunit cases that load a model need
a generator timeout >5 s; see
test/erllama_nif_tests.erl:load_model_rejects_non_existent_path_test_/0
for the pattern.

Verifying the build
rebar3 fmt --check
rebar3 compile
rebar3 xref
rebar3 dialyzer
rebar3 lint
rebar3 eunit       # 162 tests, 0 failures
rebar3 ct          # 7 stub-backend cases pass; 6 real-model cases skip

End-to-end against a real GGUF:
LLAMA_TEST_MODEL=/path/to/tinyllama-1.1b-chat.gguf \
    rebar3 ct --suite=test/erllama_real_model_SUITE

Without the env var the suite skips, so default rebar3 ct stays
green on machines without a model file.
Bumping the vendored llama.cpp
See UPDATE_LLAMA.md at the project root.


  

    Examples

Drop-in patterns for common erllama workflows. Each block is a
self-contained snippet that runs from rebar3 shell after
{ok, _} = application:ensure_all_started(erllama) (the boot is
omitted from the snippets; assume it's there).
10-second smoke test (no model required)
The cache subsystem is independently usable. From rebar3 shell:
1> {ok, _} = application:ensure_all_started(erllama).
2> ok = filelib:ensure_path("/tmp/edemo").
3> {ok, _} = erllama_cache_disk_srv:start_link(d, "/tmp/edemo").
4> Meta = #{save_reason => cold, quant_bits => 16,
           fingerprint => binary:copy(<<170>>, 32),
           fingerprint_mode => safe, quant_type => f16,
           ctx_params_hash => binary:copy(<<187>>, 32),
           tokens => [1,2,3], context_size => 4096,
           prompt_text => <<>>, hostname => <<"d">>,
           erllama_version => <<"0.1.0">>}.
5> {ok, K, _Header, Size} =
       erllama_cache_disk_srv:save(d, Meta, <<"hi">>).
6> {ok, _Info, <<"hi">>} = erllama_cache_disk_srv:load(d, K).
7> erllama_cache:get_counters().
Verified end-to-end: a published .kvc file, the meta-server
registers it, the load path round-trips the payload, and the
counters reflect one cold save plus one cache miss followed by one
exact hit. No model loaded — llama_backend_init doesn't run.
1. Load a model and run a one-shot completion
{ok, _} = erllama_cache_disk_srv:start_link(my_disk, "/var/lib/erllama/kvc"),
{ok, Bin} = file:read_file("/srv/models/tinyllama-1.1b-chat.Q4_K_M.gguf"),
Fp = crypto:hash(sha256, Bin),

{ok, M} = erllama:load_model(#{
    backend          => erllama_model_llama,
    model_path       => "/srv/models/tinyllama-1.1b-chat.Q4_K_M.gguf",
    fingerprint      => Fp,
    fingerprint_mode => safe,
    quant_type       => q4_k_m,
    quant_bits       => 4,
    ctx_params_hash  => crypto:hash(sha256, term_to_binary({2048, 512})),
    context_size     => 2048,
    tier_srv         => my_disk,
    tier             => disk
}),

{ok, Reply, _Tokens} =
    erllama:complete(M, <<"Once upon a time, in a quiet village">>),

io:format("~s~n", [Reply]),
ok = erllama:unload(M).
First call cold-prefills the prompt and async-saves cold + finish
rows. Repeating the same call hits the cache via the exact-key path.
2. Stateless HTTP server (resends full conversation per turn)
%% Inside your request handler. The cache walks the new prompt's
%% tokens backward by `boundary_align_tokens` and resumes from the
%% longest published prefix automatically — no parent_key needed.
handle_chat(ModelId, Prompt) ->
    {ok, Reply, _Tokens} =
        erllama:complete(ModelId, Prompt, #{response_tokens => 256}),
    {200, [{"Content-Type", "text/plain"}], Reply}.
Hits show up as hits_longest_prefix in erllama_cache:get_counters/0.
3. Multi-turn Erlang-native session (tracks parent_key)
The session layer is responsible for threading parent_key between
turns. The cache does not expose a "last finish key" lookup; you
compute the key from the tokens complete/3 returns.
%% Helper: build the finish-save key from the tokens of the previous turn.
finish_key(Fp, QT, CtxHash, Tokens) ->
    erllama_cache_key:make(#{
        fingerprint     => Fp,
        quant_type      => QT,
        ctx_params_hash => CtxHash,
        tokens          => Tokens
    }).

chat(Model, KeyMeta, Prompt, undefined) ->
    {ok, Reply, Tokens} = erllama:complete(Model, Prompt, #{}),
    K = finish_key(maps:get(fingerprint, KeyMeta),
                   maps:get(quant_type, KeyMeta),
                   maps:get(ctx_params_hash, KeyMeta), Tokens),
    {Reply, K};
chat(Model, KeyMeta, Prompt, ParentKey) ->
    {ok, Reply, Tokens} =
        erllama:complete(Model, Prompt, #{parent_key => ParentKey}),
    K = finish_key(maps:get(fingerprint, KeyMeta),
                   maps:get(quant_type, KeyMeta),
                   maps:get(ctx_params_hash, KeyMeta), Tokens),
    {Reply, K}.

%% Driver: `KeyMeta` is whatever you passed to `load_model/2`.
{R1, K1} = chat(M, KeyMeta, <<"User: hello\nAssistant:">>, undefined),
{R2, K2} = chat(M, KeyMeta,
    <<"User: hello\nAssistant: ", R1/binary,
      "\nUser: tell me a joke\nAssistant:">>,
    K1),
ok.
Passing parent_key skips the longest-prefix walk and resumes
directly from the previous turn's finish save.
4. Multiple loaded models
Model ids are binary() (the registered name).
{ok, _} = erllama:load_model(<<"tiny">>, TinyConfig),
{ok, _} = erllama:load_model(<<"big">>,  BigConfig),

{ok, R1, _} = erllama:complete(<<"tiny">>, <<"summarise: ...">>),
{ok, R2, _} = erllama:complete(<<"big">>,  <<"deep analysis of: ...">>),

ok = erllama:unload(<<"tiny">>),
ok = erllama:unload(<<"big">>).
Both share one erllama_cache instance. Cache rows are scoped by
fingerprint, so the two models never collide.
5. Concurrent agents on a shared system prompt
ModelId = <<"assistant">>,
SharedPrefix = <<"You are a helpful assistant.\n">>,
Parent = self(),

%% Spawn N workers; each appends a different user query but they
%% all start with the same prefix. After the first agent's cold
%% prefill saves, every subsequent agent gets a longest-prefix hit
%% on the shared part and only prefills its tail.
Workers = [
    spawn(fun() ->
        Q = list_to_binary(io_lib:format("Worker ~p question.", [N])),
        Prompt = <<SharedPrefix/binary, Q/binary>>,
        {ok, Reply, _} = erllama:complete(ModelId, Prompt),
        Parent ! {N, Reply}
    end) || N <- lists:seq(1, 8)
],

%% Collect.
Replies = [receive {N, R} -> {N, R} end || N <- lists:seq(1, 8)],
Replies.
6. Streaming tokens (infer/4) with cancellation
{ok, Tokens} = erllama:tokenize(ModelId, <<"Once upon a time">>),
{ok, Ref} = erllama:infer(ModelId, Tokens,
                           #{response_tokens => 200}, self()),

loop(Ref) ->
    receive
        {erllama_token, Ref, Fragment} ->
            io:put_chars(Fragment),
            loop(Ref);
        {erllama_done, Ref, _Stats} ->
            io:nl(),
            ok;
        {erllama_error, Ref, Reason} ->
            {error, Reason}
    after 30000 ->
        erllama:cancel(Ref),
        %% Still drain the final done message after cancel.
        loop(Ref)
    end.
cancel/1 is observed at the next inter-token boundary; the model
always emits a final {erllama_done, Ref, Stats} with
#{cancelled => true}.
7. Chat template + embeddings
%% Render a chat request through the model's built-in GGUF template
%% and tokenise it in one shot. Backed by llama_chat_apply_template.
{ok, ChatTokens} = erllama:apply_chat_template(ModelId, #{
    messages => [
        #{role => system,    content => <<"You are concise.">>},
        #{role => user,      content => <<"What's 2+2?">>}
    ]
}),
{ok, Ref} = erllama:infer(ModelId, ChatTokens, #{response_tokens => 8}, self()).
%% Pooled sentence embedding via llama_get_embeddings_seq.
%% The model must have been loaded with embedding-friendly settings
%% (see guides/loading.md). Returns a list of floats.
{ok, Toks}      = erllama:tokenize(ModelId, <<"The quick brown fox.">>),
{ok, Embedding} = erllama:embed(ModelId, Toks).
8. Grammar-constrained sampling (GBNF)
%% Force the model to emit a JSON-shaped string with a digit value.
Grammar = <<
    "root ::= \"{\" ws \"\\\"n\\\":\" ws digit \"}\"\n"
    "digit ::= [0-9]\n"
    "ws    ::= [ \\t\\n]*"
>>,
{ok, Toks} = erllama:tokenize(ModelId, <<"Reply with JSON:">>),
{ok, Ref}  = erllama:infer(ModelId, Toks,
                           #{response_tokens => 32, grammar => Grammar},
                           self()).
The grammar is per-request: the sampler chain is reset to grammar →
greedy for the duration of the request and cleared on completion or
cancellation.
9. Inspecting cache state
%% Hit/miss/save counters and per-path latency totals.
Counters = erllama_cache:get_counters(),
io:format("~p~n", [Counters]).

%% Every row in the index. dump/0 returns raw ETS tuples; the layout
%% is documented in include/erllama_cache.hrl:
%%   {Key, Tier, Size, LastUsedNs, Refcount, Status, Header,
%%    Location, TokensRef, Hits}
Dump = erllama_cache_meta_srv:dump(),
[io:format("tier=~p size=~p refs=~p~n", [Tier, Size, Refs])
 || {_Key, Tier, Size, _Lru, Refs, _Status, _Hdr, _Loc, _Tok, _Hits} <- Dump].

%% Free at least 256 MiB, oldest LRU first, RAM tiers only.
erllama_cache:evict_bytes(256 * 1024 * 1024, [ram, ram_file]).

%% Synchronous full eviction pass.
erllama_cache:gc().
10. Memory-pressure-driven eviction (in sys.config)
{erllama, [
  {scheduler, #{
    enabled         => true,
    pressure_source => system,        %% memsup-backed, portable
    interval_ms     => 5000,
    high_watermark  => 0.85,
    low_watermark   => 0.75,
    evict_tiers     => [ram, ram_file] %% disk fills to its own quota
  }}
]}.
Sources shipped: noop, system, nvidia_smi, {module, M}. Roll
your own with -behaviour(erllama_pressure) and pass
{module, M} as the source.
11. Cache-only tests (no model required)
The cache subsystem is independently usable. eunit tests that
exercise save/load round-trips never touch llama.cpp:
%% test/my_cache_test.erl
-module(my_cache_test).
-include_lib("eunit/include/eunit.hrl").
-include_lib("erllama/include/erllama_cache.hrl").

with_disk(Body) ->
    {ok, _} = erllama_cache_meta_srv:start_link(),
    {ok, _} = erllama_cache_ram:start_link(),
    {ok, Dir} = file:make_dir("/tmp/my_cache_test"), %% ensure exists
    {ok, _} = erllama_cache_disk_srv:start_link(t, "/tmp/my_cache_test"),
    try Body() after
        catch gen_server:stop(t),
        catch gen_server:stop(erllama_cache_ram),
        catch gen_server:stop(erllama_cache_meta_srv)
    end.

round_trip_test() ->
    with_disk(fun() ->
        Meta = #{
            save_reason => cold,
            quant_bits => 16,
            fingerprint => binary:copy(<<16#AA>>, 32),
            fingerprint_mode => safe,
            quant_type => f16,
            ctx_params_hash => binary:copy(<<16#BB>>, 32),
            tokens => [1, 2, 3],
            context_size => 4096
        },
        {ok, Key, _, _} = erllama_cache_disk_srv:save(t, Meta, <<"data">>),
        ?assertMatch({ok, _Info, <<"data">>},
                     erllama_cache_disk_srv:load(t, Key))
    end).
The lazy llama_backend_init means cache-only tests never trigger
ggml_backend_load_all — no Metal/CUDA discovery cost.
12. End-to-end against a real GGUF
LLAMA_TEST_MODEL=/path/to/tinyllama-1.1b-chat.Q4_K_M.gguf \
    rebar3 ct --suite=test/erllama_real_model_SUITE

The 6-case suite covers cold prefill, warm restore, multi-turn
parent-key resume, longest-prefix walk, eviction, and a multi-model
concurrent run. Without the env var it skips so default
rebar3 ct stays green.
13. Microbench: cold vs. warm
bench/run.sh tiny    # TinyLlama 1.1B Q4_K_M
bench/run.sh large   # LLaMA-3 8B Q4_K_M (needs the file)

bench/run.sh drives a cold_vs_warm matrix plus a 4-agent
shared-prefix scenario; see bench/README.md.
See also
	Loading a model — every option to
erllama:load_model/1,2, with examples and pitfalls.
	Caching — tiers, save reasons, lookup paths,
watermarks.
	Configuration — full sys.config reference.
	Building — platform-specific build notes.



  

    Cache design

This is the contributor's-eye view of why the cache looks the way
it does. The user-facing description of what the cache provides
lives in the caching guide. This document
is the why.
Token-exact, not approximate
Cache keys are SHA-256 over (model_fp || quant || ctx_params || tokens_le32). The full token list goes into the hash, encoded as
little-endian u32. Two calls with different tokenisations of the
"same" prompt produce different keys — and rightly so, because the
KV state is a function of the tokens, not the surface text.
Approximate or fuzzy matching was an early temptation. We rejected
it for two reasons:
	Correctness is not a tunable. A "close enough" cache hit
silently changes the model's output for the user. There is no
useful way to surface "we used a similar but not identical
cache row" to a downstream caller. Either the state is the right
state or it isn't.
	Approximate match needs a candidate proposer. The proposer
has to know what semantic neighbours look like. That bakes in a
policy decision (which embedding model? which distance metric?)
that does not generalise across tenants. Out of scope for v1;
tracked but not roadmapped.

The longest-prefix walk solves the practical case approximate
matching tries to address — "this prompt is yesterday's prompt plus
a new turn" — without weakening the guarantee. It walks the new
prompt's tokens backward by the configured stride and probes the
exact-key index at each alignment. The longest hit wins. Strictly
exact, by construction.
Multi-tier, not just RAM
We ship three tiers because no single layer is the right answer
across deployments:
	ram (ETS slabs) — lowest latency, smallest budget. ETS reads
are sub-µs hot-path-friendly; writes are funnelled through one
owner process per table.
	ram_file (/dev/shm) — fast and effectively unlimited by
process address space. Survives a model-supervisor restart but
not a node restart.
	disk — survives everything. The cheap tier; deploy with the
largest quota of the three.

Each tier is independently supervised, has its own byte budget, and
its own LRU. A save written to one tier never moves; the disk tier
is intentionally not a "promotion target" of the RAM tier — that
would force every saved row to be re-encoded twice.
Why is the disk tier first-class instead of a "fallback"? Because
big-model deployments cannot fit a working set of warm KV state in
RAM alongside the weights. A 70B-class model in Q4 takes ~40 GB
of RAM for weights alone; a 30 000-token KV state can easily exceed
1 GB. With ten warm sessions you've blown a 24 GB GPU. Disk is the
realistic place for that working set, and modern NVMe is fast
enough to keep restore cost in the millisecond range.
Sole-writer arbitration
The meta server (erllama_cache_meta_srv) is the only process that
mutates the meta ETS, the LRU, and the reservation table. Every
write — claim, release, evict, save announce — goes through a
gen_server call. Reads stay on ETS directly via ets:lookup/2.
The split is deliberate: hot-path reads must not contend on a
gen_server message queue, but writes must serialise so we never
race two reservations for the same key. ets:select_replace/2 was
considered for in-place atomic updates but rejected — the
reservation state machine is rich enough that single-row CAS would
not be enough, and we'd need a lock anyway.
Save reasons taxonomy
Five reasons, each with distinct semantics:
	Reason	Sync?	Trigger	Why it's a separate reason
	cold	async	After a cold prefill, at trimmed-prefix boundary	First save for this prefix; we want it on stable storage as soon as possible.
	continued	async	Every continued_interval tokens during generation	Keeps the cache useful even if generation is interrupted.
	finish	async	End of generation, captures prompt+reply	Multi-turn flows resume from this row.
	evict	sync	Holder asked to release	Pressure-driven; must complete before the slab returns to the pool.
	shutdown	sync	prep_stop or unload/1	Best-effort save before the model dies; capped by evict_save_timeout_ms.

The async/sync distinction is load-bearing. cold and continued
must not block the request path; evict and shutdown must block
because the holder is going away.
What the cache is not
	Not a session manager. It does not track conversations or
authenticate callers. The session layer above passes a
parent_key if it has one; the cache treats it as a hint, not a
capability.
	Not a request scheduler. Concurrency, queueing, and rate
limiting live above the cache. The cache only owns "the
on-disk/in-RAM mapping from token-prefix to KV bytes".
	Not a generic blob store. Slab format is opinionated:
fixed-size per-layer regions, 48-byte header, CRC32C trailer.
Repurposing the format for non-llama.cpp data would be miserable.
	Not GPU-aware. The cache stores KV bytes; whether they go on
GPU or CPU is a property of the llama_context* that consumes
them. The cache doesn't care.

Two remaining v1 deferrals
Both intentional:
	No semantic candidate proposer. Discussed above. v1 is
exact-only.
	No KV state compression. TurboQuant is unproven at this
layer. Generic lz4/zstd would help a little on some quant
schemes and hurt others. The breakeven is unclear and we don't
have benchmark data we trust enough to ship a default.

Both are tracked for v2; neither blocks production use of v1.


  

    Crash-safe publish protocol

This is the contract between the writer pool, the meta server, and
the disk tier. It exists because cache files must appear atomically
to readers, must never be partially written, and must clean up
gracefully when a writer crashes mid-save.
The five-stage protocol
┌─ writer process ────────────────────────────────────────────────┐
│                                                                 │
│  1.  reserve_save(Key, Tier, Bytes)                             │
│         meta server inserts a reservation row,                  │
│         returns a fresh ReservationToken.                       │
│                                                                 │
│  2.  write_tmp(Path.tmp, Bytes)                                 │
│         streamed prim_file:write/2; fdatasync at end.           │
│                                                                 │
│  3.  check_reservation(Key, ReservationToken)                   │
│         meta server confirms the reservation is still live      │
│         (no concurrent writer has superseded us).               │
│                                                                 │
│  4.  link(Path.tmp, Path)                                       │
│         atomic create-if-not-exists; the only durable           │
│         publish step. EEXIST is validated and either            │
│         adopted or replaced under the current reservation.      │
│                                                                 │
│  5.  mark_published(Key, ReservationToken)                      │
│         meta server flips the reservation row to a              │
│         published meta row, then announces to subscribers.      │
│                                                                 │
└─────────────────────────────────────────────────────────────────┘
Why each stage exists
Stage 1: reserve
Prevents two concurrent writers for the same key from both reaching
stage 4 and racing on link(2). The reservation is a row in the
meta ETS keyed on Key, with the writer's pid and a monotonic
token. Subsequent reserve_save calls for the same key during the
window block or fail-fast depending on policy.
Stage 2: write_tmp
The temp file lives next to the final path
(Path.tmp.<pid>.<token>) so link(2) is always intra-directory
(no cross-fs hops). We fdatasync the temp file before stage 3 to
ensure stage 4's atomic publish actually publishes durable bytes —
otherwise a crash between stage 4 and the fs's writeback could
expose a zero-length file as the canonical row.
Stage 3: check_reservation
The window between stage 1 and stage 4 can be tens of milliseconds
on slow disks. In that window:
	The writer could have been killed and respawned by the supervisor.
A second reservation for the same key may exist with a fresh
token.
	An evict could have decided this key is dead.

check_reservation is the meta server confirming our token is
still the live one before we publish. A negative result means
"someone else is doing this; abandon and clean up".
Stage 4: link
link(2) is the durable publish. It is atomic create-if-not-exists
on POSIX file systems: either the file did not exist and we created
the hardlink, or the file existed and we got EEXIST. We never
silently swallow EEXIST — we open the existing file and either:
	Adopt it if the parsed header matches our reservation token's
expected key + size. This handles the case where a previous
writer crashed after link but before mark_published; the
file is good, just unannounced.
	Replace it if it parses as a different key (collision, very
rare) or fails to parse. We unlink and link our temp again.

Adopt-or-replace is the only path that is correct under writer
crashes and orphan files. Skipping EEXIST is a footgun;
specifically forbidden in AGENTS.md.
Stage 5: mark_published
The reservation flips to a published meta row in a single
gen_server call. Subscribers (multi-turn waiters from
session_resume_wait_ms) are notified by gen_server:reply/2 to
the parked callers. Reads now find the key on the index.
Two-stage TTL cleanup
Reservations have a TTL. A writer that crashes between stages 1 and
5 leaves a stale reservation; the meta server reaps them in two
stages:
	TTL elapsed, stage ≤ 3: drop the reservation, no file action
needed (writer hadn't published yet).
	TTL elapsed, stage 4 reached: check disk. If the linked file
exists and parses, adopt it under a fresh reservation. If it
fails to parse, unlink and drop.

This is what makes orphan adoption work: a writer can crash
arbitrarily late and we still recover the bytes it wrote.
Read path: plain read I/O
The disk tier reads cache files via file:read_file/1 into a
fresh BEAM heap binary. mmap was an option in earlier revisions
but was removed: the process already mmaps the GGUF (multi-GB),
and a region binary that survives the NIF call would expose the
BEAM to SIGBUS from any external truncation. See
internals/nif-safety.md for the fuller rationale.
Test surface
Each invariant has a dedicated case:
	Invariant	Test
	EEXIST adopted when header matches	erllama_cache_writer_tests:eexist_adopt/0
	EEXIST replaced when header is junk	erllama_cache_writer_tests:eexist_replace/0
	Stale reservation reaped, file adopted	erllama_cache_meta_SUITE:ttl_orphan_adopt/0
	Stale reservation reaped, file unlinked	erllama_cache_meta_SUITE:ttl_orphan_drop/0
	Concurrent writers: one wins, others abandon	prop_cache_publish:prop_publish_serialises/0
	Multi-turn parent_key waits for in-flight finish	erllama_cache_tests:resume_waits_for_finish/0

If you change any stage of the protocol, surface tension with these
tests to a reviewer before landing.


  

    NIF safety

The single NIF (erllama_nif) is the only place erllama touches
unmanaged memory. This document captures the patterns that keep the
BEAM alive in the face of llama.cpp's quirks.
One NIF, dirty schedulers only
There is exactly one .so (priv/erllama_nif.so) housing every
native call: cache pack/unpack, model load, context construction,
tokenisation, decode, kv-pack, kv-unpack. Every export is marked
ERL_NIF_DIRTY_JOB_CPU_BOUND or ERL_NIF_DIRTY_JOB_IO_BOUND. None
run on the regular scheduler.
Why one NIF? Because the resource lifetime story is easier when
every type that participates lives in the same shared library.
Cross-NIF resource handling works in principle but the failure
modes (mismatched destructor pointers when one side reloads) are
not worth the modularity.
Why dirty schedulers? Because llama_decode of a 4096-token batch
takes hundreds of milliseconds on CPU; calling that on a regular
scheduler would starve every other process on the system.
Two-resource lifetime
erllama_nif has two resource types whose interplay matters:
  model_ref       owns: weights mmap, vocab, llama_model*
  context_ref     owns: llama_context*; holds keep-resource on its model_ref
enif_keep_resource keeps the model alive as long as any context
references it. free_model/1 from Erlang flips a flag on the
model_ref and returns {ok, deferred} if any context still holds
a keep-reference; the actual llama_free_model runs in the last
context's destructor when its keep-reference is finally released.
This is the only way to make free_model safe under concurrent
free + context destruction, given that llama.cpp's
llama_free_context reads from the model.
Per-resource mutex
Each resource carries a pthread_mutex that every NIF function
acquires before touching the underlying llama struct. This serves
two ends:
	Race-free explicit free. erllama_nif:free_context/1
acquires the mutex, sets a freed flag, and calls
llama_free_context from a deferred destructor. Subsequent NIF
calls see the freed flag and return {error, freed} cleanly,
even if they were already in flight on a different scheduler.
	Single-context concurrency. llama.cpp does not document
re-entrancy guarantees on llama_decode. The mutex pessimises:
one decode at a time per context. This matches the gen_statem's
single-token-at-a-time loop and costs nothing in practice.

We do not use enif_resource_refcount for any decision. The
function exists but is not part of the public API; relying on it
for control flow has bitten projects in the past when OTP changes
its internals. Two-resource keep-references give the same effect
through documented APIs.
Exception safety: the extern "C" noexcept shim
llama.cpp is C++. It throws std::bad_alloc on OOM and various
domain-specific exceptions on bad input. An exception unwinding
across the C-NIF boundary into BEAM's stack is undefined behaviour
and crashes the VM in ugly ways.
Every llama call is wrapped in a thin shim
(c_src/erllama_safe.cpp):
extern "C" int erllama_safe_decode(llama_context* ctx,
                                   const llama_batch* batch) noexcept {
    try {
        return llama_decode(ctx, *batch);
    } catch (const std::bad_alloc&) {
        return ERLLAMA_E_OOM;
    } catch (const std::exception&) {
        return ERLLAMA_E_EXCEPTION;
    } catch (...) {
        return ERLLAMA_E_EXCEPTION;
    }
}
The C NIF maps each sentinel to a real Erlang error tuple
({error, oom}, {error, exception}, …). The BEAM never sees a
C++ exception cross the boundary.
decode_one defensive check
llama_decode_one calls llama_get_logits_ith(-1), which inside
llama.cpp asserts logits != nullptr. If a caller calls
decode_one/1 before any prefill/2, that assert fires
GGML_ASSERT(...) and aborts the process — the BEAM dies.
The Erlang-side guard is decode_ready flag on the context_ref:
set to true on every successful prefill or decode. decode_one/1
returns {error, no_logits} if the flag is false instead of
calling into llama. The C side double-checks; both layers must
fail closed before we hand a context with no decode history to
llama_decode.
Disk reads: plain read I/O, not mmap
The disk tier reads cache files via file:read_file/1 into a fresh
BEAM heap binary. mmap was an option in earlier revisions; we
removed it because:
	The process already mmaps the GGUF (multi-GB on a 70B-class
model); a second mmap per cache restore doubles the VM footprint.
	A region binary returned to the BEAM survives the closing NIF
call. Any external truncation of the cache file then crashes the
VM with SIGBUS in places no NIF can intercept (sub-binary
creation, message send, GC).

For typical cache files (1-100 MB) the kernel page cache already
makes the second read(2) cheap; mmap's zero-copy benefit only
shows up at sizes where the trade-off ceases to be acceptable.
fsync_dir and link durability
erllama_nif:fsync_dir/1 opens a directory fd and fsync(2)s it.
The publish protocol calls this after link(2) to ensure the
directory entry is on stable storage; without it, a crash between
link and the next inode flush could lose the linked file.
Path validation rejects embedded NUL bytes — a common footgun on
paths constructed from user input.
Test surface
	Concern	Test
	Concurrent free + decode	erllama_nif_safety_tests:free_during_decode/0
	decode_one without prefill	erllama_nif_safety_tests:decode_one_no_logits/0
	llama exception caught at boundary	erllama_nif_safety_tests:bad_input_returns_error/0
	Two-resource model survives last context drop	erllama_nif_lifetime_tests:deferred_free/0
	fsync_dir rejects NUL paths	erllama_nif_tests:fsync_dir_rejects_nul/0

If any of these flip on a change, the change is wrong. The tests
exist precisely because the failure modes they cover crash the
BEAM, not "return an error" — there is no graceful fallback.


  

    Agents

Instructions for AI coding agents working on this project.
Project Overview
erllama is a native Erlang/OTP wrapper around llama.cpp providing
OpenAI-compatible inference with full supervision and a tiered KV
cache. Requires Erlang/OTP 28 and rebar3 3.25+.
Single application, flat layout:
src/        Erlang sources (erllama_*, erllama_cache_*, erllama_nif)
include/    Shared headers (erllama_cache.hrl)
c_src/      C sources for the single NIF (erllama_nif.so)
test/       eunit + PropEr property tests
priv/       Build artefact: erllama_nif.so
config/     sys.config
The KV cache is logically a subsystem (its own supervisor, modules
prefixed erllama_cache_*) but lives in the same OTP application as
the rest of erllama. There is one NIF (erllama_nif) that holds the
entire native surface (cache pipeline + future llama.cpp wrappers).
Authoritative behaviour is encoded in the test suites under test/
(EUnit, PropEr, and Common Test) and the module docstrings. The
README has the public-API tables and configuration reference.
Required Checks
Every change must be formatted and pass all checks before committing:
rebar3 fmt          # Auto-format (always run first)
rebar3 compile      # Must compile cleanly (warnings_as_errors)
rebar3 eunit        # Unit tests
rebar3 proper       # Property tests
rebar3 ct           # Common Test suites
rebar3 lint         # Elvis linter
rebar3 dialyzer     # Type checking
rebar3 xref         # Cross-reference analysis

Build & Development Commands
rebar3 compile                                    # Build
rebar3 shell                                      # Boot the umbrella
rebar3 eunit                                      # All EUnit tests
rebar3 eunit --module=erllama_cache_kvc_tests     # Specific test module
rebar3 proper                                     # All PropEr property-based tests
rebar3 ct --suite=erllama_cache_meta_SUITE        # Specific Common Test suite
rebar3 fmt                                        # Auto-format (erlfmt)
rebar3 fmt --check                                # Format check, no writes
rebar3 lint                                       # Elvis linter
rebar3 dialyzer                                   # Type checking
rebar3 xref                                       # Cross-reference
rebar3 ex_doc                                     # Generate docs

Architecture
Cache subsystem (erllama_cache_* modules)
erllama_cache_sup
├── erllama_cache_meta_srv     sole writer for meta + LRU + reservations
├── erllama_cache_ram          RAM tier (ETS slab store)
├── erllama_cache_ramfile_sup
│   └── erllama_cache_ramfile_srv  per ram_file root dir
├── erllama_cache_disk_sup
│   └── erllama_cache_disk_srv     per disk root dir (plain read/write)
└── erllama_cache_writer_pool  poolboy: dirty-IO save workers
Public API lives in erllama_cache.erl (a stateless facade). Hot-path
read lookups go through ETS directly. Writes (claim, release, evict,
save announce) go through erllama_cache_meta_srv via
gen_server:call.
Save pipeline correctness invariants (do not change without review)
	Cache hits are token-exact by construction. The cache key includes
model fingerprint, quant byte, ctx hash, and the full token list as
little-endian u32. Approximate match is not allowed at this
layer.
	A save's payload is read from a paused live llama_context*. The
context worker pauses decode for the pack window; no off-thread
reads of the live context occur.
	Disk publication is via link(2) (atomic create-if-not-exists),
preceded by a meta-server reservation and a check_reservation
immediately before link to defeat stale-writer races. EEXIST is
validated and either adopted or replaced under the current
reservation; never silently skipped.
	Disk reads use plain file:read_file/1 into a fresh BEAM heap
binary. mmap is deliberately avoided: the process already mmaps
multi-GB GGUF weights, so a second mapping per cache restore
doubles the VM footprint, and a region binary surviving the NIF
call would expose the BEAM to SIGBUS from any external truncation.

Multi-turn warmth
v1 has no semantic candidate proposer. Multi-turn warmth is exact and
deterministic: the session layer holds the previous turn's cache key
in its state and passes it as parent_key on the next request. The
cache uses lookup_exact_or_wait/2 (default 500 ms) to wait for an
in-flight finish save to publish before falling through to cold.
The canonical pattern is claim, unpack, checkin (in that order):
the holder is released before generation, so the slab returns to
refcount=0 and is evictable while the user reads the streamed
response.
Test Organization
	test/<mod>_tests.erl: EUnit unit tests
	test/prop_<mod>.erl: PropEr property-based tests
	test/<feature>_SUITE.erl: Common Test suites

Real-model CT suite
erllama_real_model_SUITE exercises the llama.cpp backend against a
real GGUF file. Disabled unless LLAMA_TEST_MODEL points at a valid
model:
LLAMA_TEST_MODEL=/path/to/tinyllama-1.1b-q4_k_m.gguf rebar3 ct \
    --suite=test/erllama_real_model_SUITE

Without the env var the suite skips so default rebar3 ct runs stay
green on CI without model files.
Linting Notes
Elvis rules are configured in elvis.config. The set is intentionally
lean at v0; per-module ignores will be added as the codebase grows.
The atom naming regex allows _SUITE suffix for CT suites:
^[a-z](_?[a-zA-Z0-9]+)*(_SUITE)?$. Max line length is 120.
Coding conventions
	Default to writing no comments. Only annotate non-obvious why (a
hidden constraint, an invariant, a workaround). Don't restate what
the code does.
	Erlang/OTP idioms: gen_statem, gen_server, supervisor, ETS.
No magic, no DSL wrappers.
	ETS reads are hot-path; ETS writes are funnelled through one owner
process per table.
	NIFs run on dirty schedulers (CPU or IO as appropriate). No NIF
performs file I/O directly; framing and validation live in Erlang
code that calls a small set of pure-data NIFs (kv_pack,
kv_unpack, crc32c).
	Configuration validation runs at supervisor init/1; misconfig is
a hard start_link error, not a runtime warning.

What to avoid
	No iolist_to_binary flattening of multi-GB payloads. Use iolists
for prim_file:write/2.
	No ets:select_replace/2 on the hot path; the meta server is the
arbitration authority.
	No silent EEXIST handling on link; always validate-and-adopt or
replace.
	No reliance on enif_resource_refcount; use the two-resource
lifetime pattern (handle resource holding a mapping resource via
enif_keep_resource).
	No semantic candidate proposer in v1 (deferred to v2).
	No KV state compression in v1 (TurboQuant is unproven for that;
generic lz4/zstd is a future option).

When in doubt
Re-read the test suite for the area you're touching — every
non-obvious invariant in the cache publish protocol, the
reservation state machine, the warm-restore logits primer, and the
NIF safety wrappers has a dedicated case. Surface tension with
existing tests to the human reviewer before changing the
behaviour.


  

    Updating the vendored llama.cpp

erllama vendors a pinned copy of llama.cpp under c_src/llama.cpp/.
The current pin is b9093.
This file documents the bump procedure.
Why pin
	Reproducible builds: every developer and CI run compiles the same
source.
	Hex.pm-friendly: published packages contain the full source so no
network access is needed at install time.
	Backend stability: llama.cpp moves fast, especially in the model
zoo. We control when we adopt new architectures.

What we ship
We vendor only the parts we need. Currently:
c_src/llama.cpp/
  CMakeLists.txt            llama.cpp's top-level CMake
  LICENSE                   MIT (dual MIT/Apache, llama.cpp pick MIT)
  cmake/                    CMake helpers (toolchain files, etc)
  include/                  public headers (llama.h, etc)
  src/                      llama core (model.cpp, context.cpp, etc)
  ggml/
    CMakeLists.txt
    cmake/                  ggml CMake helpers (common.cmake, GitVars.cmake)
    include/                public ggml headers
    src/
      CMakeLists.txt
      ggml*.c, ggml*.cpp, ggml*.h  core ggml + frontends
      gguf.cpp                     GGUF file format
      ggml-cpu/                    CPU SIMD kernels (mandatory)
      ggml-metal/                  Apple GPU backend (Apple Silicon)
      ggml-cuda/                   NVIDIA GPU backend (Linux x86-64)
      ggml-blas/                   BLAS backend (OpenBLAS / Accelerate)
Excluded (unused or out-of-scope for v1):
	tools/, examples/, tests/, docs/, models/, gguf-py/,
benches/, ci/, scripts/, grammars/, vendor/, .git/,
.github/, AUTHORS, .devops/
	ggml backends we do not link: Vulkan, SYCL, OpenCL, CANN, Hexagon,
HIP, MUSA, RPC, ZDNN, ZenDNN, Virtgpu, Webgpu, OpenVINO

If a user needs one of the excluded backends they can build erllama
against an unvendored llama.cpp via git+ rebar dep instead of the
hex package; that path is supported but unsupported in this scaffold.
Bumping
Pick a tag from https://github.com/ggml-org/llama.cpp/tags. Newer
tags are usually fine; check the changelog for breaking C-API changes
to llama_state_seq_* (the cache layer depends on those).
# 1. Clone the new tag into a scratch directory.
cd /tmp
git clone --depth=1 --branch=<TAG> https://github.com/ggml-org/llama.cpp llama.cpp.new

# 2. Sync the parts we vendor.
cd /Users/benoitc/Projects/erllama
rm -rf c_src/llama.cpp
mkdir -p c_src/llama.cpp/ggml/src

cp -r /tmp/llama.cpp.new/{src,include,cmake,CMakeLists.txt,LICENSE} \
      c_src/llama.cpp/
cp -r /tmp/llama.cpp.new/ggml/{include,cmake,CMakeLists.txt} \
      c_src/llama.cpp/ggml/
cp /tmp/llama.cpp.new/ggml/src/CMakeLists.txt \
   c_src/llama.cpp/ggml/src/
cp /tmp/llama.cpp.new/ggml/src/ggml*.c \
   /tmp/llama.cpp.new/ggml/src/ggml*.cpp \
   /tmp/llama.cpp.new/ggml/src/ggml*.h \
   /tmp/llama.cpp.new/ggml/src/gguf.cpp \
   c_src/llama.cpp/ggml/src/
cp -r /tmp/llama.cpp.new/ggml/src/{ggml-cpu,ggml-metal,ggml-cuda,ggml-blas} \
      c_src/llama.cpp/ggml/src/

# 3. Rebuild and run the full test gauntlet.
rm -rf _build
rebar3 compile
rebar3 fmt --check && rebar3 lint && rebar3 xref \
    && rebar3 eunit && rebar3 proper && rebar3 ct

# 4. Update the pin reference in this file and in
#    c_src/llama.cpp/.version (if present).

# 5. Commit with a message naming the new tag.

Configuration knobs
The CMake configure step honours these env vars (passed via
ERLLAMA_OPTS to do_cmake.sh):
ERLLAMA_OPTS="-DGGML_CUDA=ON"           # enable CUDA on Linux x86-64
ERLLAMA_OPTS="-DGGML_METAL=OFF"         # disable Metal on Darwin
ERLLAMA_OPTS="-DGGML_BLAS=OFF"          # disable BLAS
ERLLAMA_OPTS="-DCMAKE_BUILD_TYPE=Debug" # debug build
The build step honours ERLLAMA_BUILDOPTS (passed to cmake --build).
Why we drop common/
llama.cpp's common/ carries HTTP / Hugging Face download helpers
that pull in cpp-httplib (5 MB). erllama uses the public llama.h API
directly and provides its own thin sampling / tokenization helpers in
the NIF; nothing in common/ is on our critical path.


  

    
erllama 
    



      
Public façade for the erllama application.
The cache subsystem (erllama_cache) is independent. This module
is the user-facing surface for loading and running models.
Typical usage:
  ok = application:ensure_all_started(erllama).
  {ok, Bin} = file:read_file("/srv/models/tinyllama-1.1b-q4_k_m.gguf").
  {ok, Model} = erllama:load_model(#{
      backend => erllama_model_llama,
      model_path => "/srv/models/tinyllama-1.1b-q4_k_m.gguf",
      fingerprint => crypto:hash(sha256, Bin)
  }).
  {ok, Reply, _Tokens} = erllama:complete(Model, <<"hello">>).
  ok = erllama:unload(Model).
Extra cache parameters (tier, tier_srv, quant_type,
ctx_params_hash, policy, ...) are optional; the defaults route
saves to the RAM tier (erllama_cache_ram). See the loading guide
for the full option map and instructions to wire up
ram_file / disk tier servers.
Models are dynamic children of erllama_model_sup (simple_one_for_one).
A registered name is auto-generated when the caller does not provide
an explicit model_id in the config map.

      


      
        Summary


  
    Types
  


    
      
        model()

      


    


    
      
        model_id()

      


    


    
      
        model_info()

      


    





  
    Functions
  


    
      
        apply_chat_template(Model, Request)

      


        Render a chat request through the model's chat template and
tokenise. The Request map carries messages, system, and tools.



    


    
      
        cancel(Ref)

      


        Cancel an in-flight streaming inference. Idempotent and
fire-and-forget; cancellation is observed at the next inter-token
boundary. The caller still receives a final {erllama_done, Ref, Stats} with cancelled => true.



    


    
      
        complete(Model, Prompt)

      


        Run a completion against a loaded model.



    


    
      
        complete(Model, Prompt, Opts)

      


        Run a completion against a loaded model with options.



    


    
      
        counters()

      


        Snapshot of the cache subsystem operational counters.



    


    
      
        detokenize(Model, Tokens)

      


        Detokenise a list of token ids back to text.



    


    
      
        embed(Model, Tokens)

      


        Compute an embedding vector for the given prompt tokens.



    


    
      
        evict(Model)

      


        Fire an evict save synchronously and release the model's live KV
state. Used by an external memory-pressure scheduler when it wants
this model's working set off the heap without unloading the model.



    


    
      
        infer(Model, Tokens, Params, CallerPid)

      


        Streaming inference. Returns immediately with a reference() that
identifies this request; tokens are delivered to CallerPid via
async messages



    


    
      
        list_adapters(Model)

      


        List currently attached adapters with their scales.



    


    
      
        list_models()

      


        List currently-loaded models as model_info() maps. Each entry
includes the model id, status, backend, context size, and
quantisation.



    


    
      
        load_adapter(Model, Path)

      


        Load a LoRA adapter from a GGUF file and attach it to the model with
scale 1.0. Returns an opaque handle to pass to set_adapter_scale/3
and unload_adapter/2.



    


    
      
        load_model(Config)

      


        Load a model with an auto-generated id.



    


    
      
        load_model(ModelId, Config)

      


        Load a model with an explicit id.



    


    
      
        model_info(Model)

      


        Inspect a single loaded model. Returns the same map shape
list_models/0 produces. Crashes with noproc if the model is not
loaded.



    


    
      
        models()

      


        List currently-loaded model pids (low-level supervisor view). Most
callers want list_models/0, which returns metadata maps.



    


    
      
        set_adapter_scale(Model, Handle, Scale)

      


        Change an attached adapter's scale. The scale is folded into the
effective fingerprint, so changes split the cache namespace.



    


    
      
        shutdown(Model)

      


        Fire a shutdown save synchronously and return. Called from a
release stop hook; bounded by evict_save_timeout_ms.



    


    
      
        status(Model)

      


        Current model state. idle means no request is in flight;
prefilling and generating are the two active phases.



    


    
      
        tokenize(Model, Text)

      


        Tokenise text against a loaded model's tokenizer. Safe to call
concurrently with complete/2,3.



    


    
      
        unload(Model)

      


        Unload a model. Terminates the gen_statem cleanly.



    


    
      
        unload_adapter(Model, Handle)

      


        Detach and free a previously loaded adapter. Idempotent.



    


    
      
        unload_model(Model)

      


        Alias for unload/1. Provided for API symmetry with load_model/1,2
and the OpenAI/Ollama-style naming used by downstream HTTP servers.



    





      


      
        Types


        


  
    
      
    
    
      model()



        
          
        

    

  


  

      

          -type model() :: erllama_model:model().


      



  



  
    
      
    
    
      model_id()



        
          
        

    

  


  

      

          -type model_id() :: erllama_registry:model_id().


      



  



  
    
      
    
    
      model_info()



        
          
        

    

  


  

      

          -type model_info() :: erllama_model:model_info().


      



  


        

      

      
        Functions


        


  
    
      
    
    
      apply_chat_template(Model, Request)



        
          
        

    

  


  

      

          -spec apply_chat_template(model(), erllama_model_backend:chat_request()) ->
                             {ok, [erllama_nif:token_id()]} | {error, term()}.


      


Render a chat request through the model's chat template and
tokenise. The Request map carries messages, system, and tools.

  



  
    
      
    
    
      cancel(Ref)



        
          
        

    

  


  

      

          -spec cancel(reference()) -> ok.


      


Cancel an in-flight streaming inference. Idempotent and
fire-and-forget; cancellation is observed at the next inter-token
boundary. The caller still receives a final {erllama_done, Ref, Stats} with cancelled => true.

  



  
    
      
    
    
      complete(Model, Prompt)



        
          
        

    

  


  

      

          -spec complete(model(), binary()) -> {ok, binary(), [erllama_nif:token_id()]} | {error, term()}.


      


Run a completion against a loaded model.

  



  
    
      
    
    
      complete(Model, Prompt, Opts)



        
          
        

    

  


  

      

          -spec complete(model(), binary(), map()) -> {ok, binary(), [erllama_nif:token_id()]} | {error, term()}.


      


Run a completion against a loaded model with options.
Recognised keys in Opts:
	response_tokens (non_neg_integer()) — cap on the number of
tokens generated. Defaults to the model's n_ctx minus prompt
length.
	parent_key (erllama_cache:cache_key()) — the previous turn's
finish-save key. Skips the longest-prefix walk and resumes
directly from that row.

Returns {ok, ReplyText, FullTokenList} on success.

  



  
    
      
    
    
      counters()



        
          
        

    

  


  

      

          -spec counters() -> #{atom() => non_neg_integer()}.


      


Snapshot of the cache subsystem operational counters.

  



  
    
      
    
    
      detokenize(Model, Tokens)



        
          
        

    

  


  

      

          -spec detokenize(model(), [erllama_nif:token_id()]) -> {ok, binary()} | {error, term()}.


      


Detokenise a list of token ids back to text.

  



  
    
      
    
    
      embed(Model, Tokens)



        
          
        

    

  


  

      

          -spec embed(model(), [erllama_nif:token_id()]) -> {ok, [float()]} | {error, term()}.


      


Compute an embedding vector for the given prompt tokens.

  



  
    
      
    
    
      evict(Model)



        
          
        

    

  


  

      

          -spec evict(model()) -> ok.


      


Fire an evict save synchronously and release the model's live KV
state. Used by an external memory-pressure scheduler when it wants
this model's working set off the heap without unloading the model.

  



  
    
      
    
    
      infer(Model, Tokens, Params, CallerPid)



        
          
        

    

  


  

      

          -spec infer(model(), [erllama_nif:token_id()], erllama_model:infer_params(), pid()) ->
               {ok, reference()} | {error, term()}.


      


Streaming inference. Returns immediately with a reference() that
identifies this request; tokens are delivered to CallerPid via
async messages:
	{erllama_token, Ref, Bin :: binary()} — text fragment
	{erllama_done, Ref, Stats} — normal completion
	{erllama_error, Ref, Reason} — failure

Tokens is the prompt as a list of token ids; tokenisation is the
caller's responsibility (use tokenize/2 or apply a chat template
first).

  



  
    
      
    
    
      list_adapters(Model)



        
          
        

    

  


  

      

          -spec list_adapters(model()) -> [#{handle := term(), scale := float()}].


      


List currently attached adapters with their scales.

  



  
    
      
    
    
      list_models()



        
          
        

    

  


  

      

          -spec list_models() -> [model_info()].


      


List currently-loaded models as model_info() maps. Each entry
includes the model id, status, backend, context size, and
quantisation.

  



  
    
      
    
    
      load_adapter(Model, Path)



        
          
        

    

  


  

      

          -spec load_adapter(model(), file:filename_all()) -> {ok, term()} | {error, term()}.


      


Load a LoRA adapter from a GGUF file and attach it to the model with
scale 1.0. Returns an opaque handle to pass to set_adapter_scale/3
and unload_adapter/2.
The adapter's file sha256 is folded into the model's effective
fingerprint so cache rows produced with the adapter attached never
collide with rows from a different attachment set. In-flight
requests keep their original fingerprint snapshot; the new value
takes effect from the next request.

  



  
    
      
    
    
      load_model(Config)



        
          
        

    

  


  

      

          -spec load_model(map()) -> {ok, model_id()} | {error, term()}.


      


Load a model with an auto-generated id.

  



  
    
      
    
    
      load_model(ModelId, Config)



        
          
        

    

  


  

      

          -spec load_model(model_id(), map()) -> {ok, model_id()} | {error, term()}.


      


Load a model with an explicit id.

  



  
    
      
    
    
      model_info(Model)



        
          
        

    

  


  

      

          -spec model_info(model()) -> model_info().


      


Inspect a single loaded model. Returns the same map shape
list_models/0 produces. Crashes with noproc if the model is not
loaded.

  



  
    
      
    
    
      models()



        
          
        

    

  


  

      

          -spec models() -> [pid()].


      


List currently-loaded model pids (low-level supervisor view). Most
callers want list_models/0, which returns metadata maps.

  



  
    
      
    
    
      set_adapter_scale(Model, Handle, Scale)



        
          
        

    

  


  

      

          -spec set_adapter_scale(model(), term(), float()) -> ok | {error, term()}.


      


Change an attached adapter's scale. The scale is folded into the
effective fingerprint, so changes split the cache namespace.

  



  
    
      
    
    
      shutdown(Model)



        
          
        

    

  


  

      

          -spec shutdown(model()) -> ok.


      


Fire a shutdown save synchronously and return. Called from a
release stop hook; bounded by evict_save_timeout_ms.

  



  
    
      
    
    
      status(Model)



        
          
        

    

  


  

      

          -spec status(model()) -> idle | prefilling | generating.


      


Current model state. idle means no request is in flight;
prefilling and generating are the two active phases.

  



  
    
      
    
    
      tokenize(Model, Text)



        
          
        

    

  


  

      

          -spec tokenize(model(), binary()) -> {ok, [erllama_nif:token_id()]} | {error, term()}.


      


Tokenise text against a loaded model's tokenizer. Safe to call
concurrently with complete/2,3.

  



  
    
      
    
    
      unload(Model)



        
          
        

    

  


  

      

          -spec unload(model()) -> ok | {error, term()}.


      


Unload a model. Terminates the gen_statem cleanly.

  



  
    
      
    
    
      unload_adapter(Model, Handle)



        
          
        

    

  


  

      

          -spec unload_adapter(model(), term()) -> ok | {error, term()}.


      


Detach and free a previously loaded adapter. Idempotent.

  



  
    
      
    
    
      unload_model(Model)



        
          
        

    

  


  

      

          -spec unload_model(model()) -> ok | {error, term()}.


      


Alias for unload/1. Provided for API symmetry with load_model/1,2
and the OpenAI/Ollama-style naming used by downstream HTTP servers.

  


        

      


  

    
erllama_app 
    




      
        Summary


  
    Functions
  


    
      
        start(StartType, StartArgs)

      


    


    
      
        stop(State)

      


    





      


      
        Functions


        


  
    
      
    
    
      start(StartType, StartArgs)



        
          
        

    

  


  


  



  
    
      
    
    
      stop(State)



        
          
        

    

  


  


  


        

      


  

    
erllama_cache 
    



      
Public façade for the cache subsystem.
Tier servers, the meta server, the writer pool, and the policy
module are internal. The runtime cache plumbing (lookup_exact/1,
checkout/2, checkin/1, save_async/N, lookup_exact_or_wait/2)
lives in erllama_cache_meta_srv and erllama_cache_writer; this
module exposes only the operator-friendly subset.

      


      
        Summary


  
    Types
  


    
      
        cache_key()

      


    


    
      
        save_reason()

      


    


    
      
        status()

      


    


    
      
        tier()

      


    





  
    Functions
  


    
      
        evict_bytes(TargetBytes)

      


        Evict oldest available rows until at least TargetBytes have been
freed. Returns {evicted, NumRows, BytesFreed}.



    


    
      
        evict_bytes(TargetBytes, Tiers)

      


        Like evict_bytes/1, but only considers rows whose tier is in
Tiers. Pass all to match every tier, or a subset of
[ram, ram_file, disk]. The system-pressure scheduler uses this to
evict only RAM-resident slabs while leaving the disk tier alone.



    


    
      
        gc()

      


        Synchronous full eviction pass. Walks the LRU and drops every
available row with refcount=0. Returns the number evicted.



    


    
      
        get_counters()

      


        Snapshot of operational counters as a map of slot name to
non-negative integer. Suitable for forwarding to a metrics exporter
(Prometheus, statsd, OpenTelemetry).



    


    
      
        lookup_longest_prefix(KeyMeta, Tokens)

      


        Find the longest cached prefix of Tokens for the given key
namespace. Stride and floor default to the policy's
boundary_align_tokens and min_tokens. Operator-friendly entry
point for stateless callers (HTTP front-end, agent loops) that
resend the full conversation each turn.



    


    
      
        lookup_longest_prefix(KeyMeta, Tokens, Stride, MinTokens)

      


        Like lookup_longest_prefix/2 with explicit stride and floor.



    


    
      
        reset_counters()

      


        Reset all counters to 0. Mostly for tests; production callers should
treat counters as monotonic-since-boot.



    





      


      
        Types


        


  
    
      
    
    
      cache_key()



        
          
        

    

  


  

      

          -type cache_key() :: 
  
    
    erllama_cache_bench - erllama v0.1.0
    
    

    


  
  

    
erllama_cache_bench 
    



      
Microbench helpers for the cache subsystem.
These do NOT measure realistic prefill / decode latency — that
requires the real erllama_nif against llama.cpp (step 2b).
What they do measure: framing / CRC / link-publish / disk-load
latency. Useful as a regression guard on the I/O path and as a
template for the post-2b benchmark that will assert the >=10x
cold-vs-warm speedup target on NVMe.
Usage from the shell:
  1> application:ensureall_started(erllama).
  2> {ok, } = erllama_cache_disk_srv:start_link(b_disk, "/tmp/b").
  3> erllama_cache_bench:save_load(b_disk, 100, 4096).

      


      
        Summary


  
    Functions
  


    
      
        save_load(DiskSrv, Runs, PayloadBytes)

      


    





      


      
        Functions


        


  
    
      
    
    
      save_load(DiskSrv, Runs, PayloadBytes)



        
          
        

    

  


  

      

          -spec save_load(atom(), pos_integer(), pos_integer()) ->
                   #{save_us_avg := non_neg_integer(),
                     load_us_avg := non_neg_integer(),
                     runs := pos_integer(),
                     payload_bytes := pos_integer()}.


      



  


        

      


  

  
    
    erllama_cache_counters - erllama v0.1.0
    
    

    


  
  

    
erllama_cache_counters 
    



      
Cache subsystem operational counters.
A single atomics array (one slot per metric) lives in
persistent_term keyed by this module. Hot paths bump slots via
incr/1,2; readers take a snapshot via snapshot/0.
Slot indices are defined in include/erllama_cache.hrl as ?C_*
macros so callers can pass the symbolic constant rather than a
magic integer.
Adapter integrations (Prometheus, statsd, OpenTelemetry, etc.) read
snapshot/0 periodically; this module does not depend on any
external metrics framework.

      


      
        Summary


  
    Functions
  


    
      
        add(Slot, N)

      


    


    
      
        get(Slot)

      


    


    
      
        incr(Slot)

      


    


    
      
        incr(Slot, N)

      


    


    
      
        init()

      


    


    
      
        reset()

      


    


    
      
        snapshot()

      


    





      


      
        Functions


        


  
    
      
    
    
      add(Slot, N)



        
          
        

    

  


  

      

          -spec add(pos_integer(), non_neg_integer()) -> ok.


      



  



  
    
      
    
    
      get(Slot)



        
          
        

    

  


  

      

          -spec get(pos_integer()) -> non_neg_integer().


      



  



  
    
      
    
    
      incr(Slot)



        
          
        

    

  


  

      

          -spec incr(pos_integer()) -> ok.


      



  



  
    
      
    
    
      incr(Slot, N)



        
          
        

    

  


  

      

          -spec incr(pos_integer(), non_neg_integer()) -> ok.


      



  



  
    
      
    
    
      init()



        
          
        

    

  


  

      

          -spec init() -> ok.


      



  



  
    
      
    
    
      reset()



        
          
        

    

  


  

      

          -spec reset() -> ok.


      



  



  
    
      
    
    
      snapshot()



        
          
        

    

  


  

      

          -spec snapshot() -> #{atom() => non_neg_integer()}.


      



  


        

      


  

  
    
    erllama_cache_disk_srv - erllama v0.1.0
    
    

    


  
  

    
erllama_cache_disk_srv 
    



      
Disk tier server (read_write mode).
One server per disk root directory. Owns no ETS tables; the disk
itself is the source of truth for slabs. Reads, writes, and deletes
all funnel through the gen_server, which keeps file ordering
sequential per directory.
Save pipeline (save/3):
	Build framed bytes via erllama_cache_kvc:build/2.
	Open writer-unique temp file <hex>.kvc.<writer_id>.tmp
with O_EXCL.
	prim_file:write/2 an iolist of [Prefix, Payload]. Multi-GB
payloads are not concatenated in BEAM memory; the IO subsystem
uses writev under the hood.
	prim_file:datasync/1, then close.
	prim_file:make_link/2 to publish at <hex>.kvc. EEXIST is
handled: if the existing file is a valid KVC for this Key, we
adopt it (delete our temp). Otherwise we delete the corrupt
file and retry once.
	erllama_nif:fsync_dir/1 on the root.
	Reopen the published file and parse it (validation belt-and-
braces against FS bugs).

Returns {ok, Header, Size} on success. The caller is responsible
for the meta_srv:reserve_save -> check_reservation -> mark_published -> announce_saved protocol around this call (the writer pool in
step 10 wires that up).
On startup, the server scans its directory: deletes any *.tmp
files (interrupted writes; safe to drop), parses every <hex>.kvc
header, and registers each valid file with the meta server. Files
that fail to parse are deleted.
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        state()

      


    


    
      
        write_out()

      


    





  
    Functions
  


    
      
        abort_tmp/1

      


    


    
      
        delete(SrvName, Key)

      


    


    
      
        dir(SrvName)

      


    


    
      
        handle_call/3

      


    


    
      
        handle_cast(Msg, S)

      


    


    
      
        init/1

      


    


    
      
        load(SrvName, Key)

      


    


    
      
        publish/1

      


    


    
      
        publish(Root, TmpPath, FinalPath, Key)

      


    


    
      
        save(SrvName, BuildMeta, Payload)

      


    


    
      
        scan(SrvName)

      


    


    
      
        start_link(Name, RootDir)

      


    


    
      
        start_link(Name, Tier, RootDir)

      


    


    
      
        touch_hits(Path, Hits)

      


    


    
      
        write_tmp(Root, BuildMeta, Payload)

      


    





      


      
        Types


        


  
    
      
    
    
      state()



        
          
        

    

  


  

      

          -type state() :: #state{name :: atom(), tier :: disk | ram_file, root :: file:name()}.


      



  



  
    
      
    
    
      write_out()



        
          
        

    

  


  

      

          -type write_out() ::
          #{key := erllama_cache:cache_key(),
            tmp := file:name(),
            final := file:name(),
            prefix := binary(),
            payload := binary(),
            root := file:name()}.


      



  


        

      

      
        Functions


        


  
    
      
    
    
      abort_tmp/1



        
          
        

    

  


  

      

          -spec abort_tmp(write_out()) -> ok.


      



  



  
    
      
    
    
      delete(SrvName, Key)



        
          
        

    

  


  

      

          -spec delete(atom(), erllama_cache:cache_key()) -> ok.


      



  



  
    
      
    
    
      dir(SrvName)



        
          
        

    

  


  

      

          -spec dir(atom()) -> file:name().


      



  



  
    
      
    
    
      handle_call/3



        
          
        

    

  


  


  



  
    
      
    
    
      handle_cast(Msg, S)



        
          
        

    

  


  

      

          -spec handle_cast(term(), state()) -> {noreply, state()}.


      



  



  
    
      
    
    
      init/1



        
          
        

    

  


  

      

          -spec init([term()]) -> {ok, state()}.


      



  



  
    
      
    
    
      load(SrvName, Key)



        
          
        

    

  


  

      

          -spec load(atom(), erllama_cache:cache_key()) ->
              {ok, erllama_cache_kvc:info(), binary()} | miss | {error, term()}.


      



  



  
    
      
    
    
      publish/1



        
          
        

    

  


  

      

          -spec publish(write_out()) ->
                 {ok, erllama_cache:cache_key(), binary(), non_neg_integer()} | {error, term()}.


      



  



  
    
      
    
    
      publish(Root, TmpPath, FinalPath, Key)



        
          
        

    

  


  

      

          -spec publish(file:name(), file:name(), file:name(), erllama_cache:cache_key()) ->
                 {ok, erllama_cache:cache_key(), binary(), non_neg_integer()} | {error, term()}.


      



  



  
    
      
    
    
      save(SrvName, BuildMeta, Payload)



        
          
        

    

  


  

      

          -spec save(atom(), erllama_cache_kvc:build_meta(), binary()) ->
              {ok, erllama_cache:cache_key(), binary(), non_neg_integer()} | {error, term()}.


      



  



  
    
      
    
    
      scan(SrvName)



        
          
        

    

  


  

      

          -spec scan(atom()) -> [{erllama_cache:cache_key(), binary(), non_neg_integer()}].


      



  



  
    
      
    
    
      start_link(Name, RootDir)



        
          
        

    

  


  

      

          -spec start_link(atom(), file:name()) -> {ok, pid()} | {error, term()}.


      



  



  
    
      
    
    
      start_link(Name, Tier, RootDir)



        
          
        

    

  


  

      

          -spec start_link(atom(), disk | ram_file, file:name()) -> {ok, pid()} | {error, term()}.


      



  



  
    
      
    
    
      touch_hits(Path, Hits)



        
          
        

    

  


  

      

          -spec touch_hits(file:name(), non_neg_integer()) -> ok.


      



  



  
    
      
    
    
      write_tmp(Root, BuildMeta, Payload)



        
          
        

    

  


  

      

          -spec write_tmp(file:name(), erllama_cache_kvc:build_meta(), binary()) ->
                   {ok, write_out()} | {error, term()}.


      



  


        

      


  

  
    
    erllama_cache_key - erllama v0.1.0
    
    

    


  
  

    
erllama_cache_key 
    




      
        Summary


  
    Types
  


    
      
        components()

      


    


    
      
        key()

      


    


    
      
        quant_type()

      


    





  
    Functions
  


    
      
        decode_tokens(Bin)

      


    


    
      
        effective_fingerprint/2

      


        Compute an effective fingerprint from a base model fingerprint and a
list of attached LoRA adapters.



    


    
      
        encode_tokens(Tokens)

      


    


    
      
        make/1

      


    


    
      
        make(Fp, QT, CtxHash, TokensBin)

      


        Variant taking a pre-encoded TokensBin (u32-LE per token, matching
encode_tokens/1). Used by the longest-prefix walk so a caller can
encode once and pass binary:part(AllTokensBin, 0, N*4)
sub-binaries per probe, avoiding the per-attempt list traversal +
list comprehension allocation. Sub-binaries are O(1) views, so this
turns the per-probe cost into just the SHA-256 work.



    


    
      
        quant_atom/1

      


    


    
      
        quant_byte/1

      


    





      


      
        Types


        


  
    
      
    
    
      components()



        
          
        

    

  


  

      

          -type components() ::
          #{fingerprint := 
  
    
    erllama_cache_kvc - erllama v0.1.0
    
    

    


  
  

    
erllama_cache_kvc 
    



      
KVC v2 file framing and TLV codec.
File layout (little-endian throughout):
[0..47]    Header (48 bytes, ds4-compatible):
              u8[3]  magic = "KVC"
              u8     version = 1
              u8     quant_bits
              u8     save_reason (0..5)
              u8[2]  reserved
              u32    cached_token_count
              u32    hit_count
              u32    context_size
              u8[4]  reserved
              u64    creation_time (unix seconds)
              u64    last_used_time (unix seconds)
              u64    payload_byte_count

[48..71]   Trailer (24 bytes, erllama-specific):
              u64    payload_offset
              u64    payload_length
              u32    payload_crc32c
              u32    reserved

[72..]     Prompt section: u32_le length, then UTF-8 bytes
           (observability only; untrusted on load)

[..]       TLV section: u32_le length, then a sequence of
           (u8 tag, u32_le length, value) records

[..end]    Payload: opaque bytes (raw llama_state_seq blob)
TLV tags:
0x01 fingerprint        32 bytes
0x02 fingerprint_mode   1 byte (0=safe, 1=gguf_chunked, 2=fast_unsafe)
0x03 quant_type         1 byte (cache-internal byte; see erllama_cache_key)
0x04 ctx_params_hash    32 bytes
0x05 hostname           variable
0x06 erllama_version    variable
0x07 save_reason_detail variable
0x08 token_id_count     u32_le
0x09 token_ids          variable (u32_le * count)
Build path is split: callers pass the payload binary separately so
it never gets concatenated into a larger BEAM allocation. The
returned prefix is the bytes preceding the payload; combined with
the payload they form a complete file.
Parse paths come in two flavours:
  parse_meta/1 - header + trailer + TLV only, no payload CRC.
             Used by tier on-start scans which defer CRC
             verification until the file is actually loaded.
  parse/2      - full validation including payload CRC32C and
             cache_key replay against an expected key.

      


      
        Summary


  
    Types
  


    
      
        build_meta()

      


    


    
      
        fingerprint_mode()

      


    


    
      
        info()

      


    


    
      
        save_reason()

      


    





  
    Functions
  


    
      
        build(Meta, Payload)

      


    


    
      
        parse(Bin, ExpectedKey)

      


    


    
      
        parse_meta(Bin)

      


    





      


      
        Types


        


  
    
      
    
    
      build_meta()



        
          
        

    

  


  

      

          -type build_meta() ::
          #{save_reason := save_reason(),
            quant_bits := non_neg_integer(),
            fingerprint := 
  
    
    erllama_cache_meta_srv - erllama v0.1.0
    
    

    


  
  

    
erllama_cache_meta_srv 
    



      
Sole writer for the cache meta and LRU ETS tables; arbitrates
claim/release and the reservation state machine for save
publication.
Two read-mostly ETS tables, owned by this process and protected
so any caller can read them without a server hop:
  erllama_cache_meta : set, key = cache_key, row layout per
                   include/erllama_cache.hrl ?POS_* constants
  erllama_cache_lru  : ordered_set, key = {LastUsedNs, cache_key},
                   value = []
Two server-internal maps in process state:
  holders      : MonRef -> {Pid, Key}; one entry per active claim
  reservations : Key -> #reservation{}; one entry per in-flight save
Plus a waiters map for lookup_exact_or_wait/2 which defers replies
until the in-flight save publishes (or the per-call deadline fires).
The reservation state machine has two stages, pre_link and
post_link, to make crash cleanup correct: a writer that died
before link/2 leaves no file; a writer that died after link/2
may have left a valid .kvc we can validate-and-adopt.

      


      
        Summary


  
    Types
  


    
      
        state()

      


    





  
    Functions
  


    
      
        announce_saved(Key, Token, Size, Header)

      


    


    
      
        announce_saved(Key, Token, Size, Header, TokensBin)

      


    


    
      
        cancel_reservation(Key, Token)

      


    


    
      
        check_reservation(Key, Token)

      


    


    
      
        checkin(MonRef)

      


    


    
      
        checkout(Key, Pid)

      


    


    
      
        dump()

      


    


    
      
        dump(Key)

      


    


    
      
        evict_bytes(TargetBytes)

      


        Evict oldest available rows until at least TargetBytes have been
freed (or no more candidates remain). Returns the number of rows
evicted and the bytes actually freed.



    


    
      
        evict_bytes(TargetBytes, Tiers)

      


        Evict oldest available rows whose tier is in Tiers until at least
TargetBytes have been freed. Tiers = all matches every tier;
otherwise it must be a list drawn from [ram, ram_file, disk].



    


    
      
        gc()

      


    


    
      
        handle_call/3

      


    


    
      
        handle_cast(Msg, S)

      


    


    
      
        handle_info/2

      


    


    
      
        init/1

      


    


    
      
        insert_available(Key, Tier, Size, Header, Location)

      


    


    
      
        insert_available(Key, Tier, Size, Header, Location, TokensBin)

      


    


    
      
        lookup_exact(Key)

      


    


    
      
        lookup_exact_or_wait(Key, MaxWaitMs)

      


    


    
      
        lookup_longest_prefix(KeyMeta, Tokens, Stride, MinTokens)

      


        Walk Tokens backward in Stride steps and return the row for the
longest cached prefix. Pure ETS reads, no server hop. Used by
stateless callers (HTTP front-end, agent loops) that resend a full
conversation each turn and don't have a parent_key to thread.



    


    
      
        mark_published(Key, Token, Path)

      


    


    
      
        reserve_save(Key, Tier, Pid)

      


    


    
      
        start_link()

      


    


    
      
        terminate(Reason, S)

      


    





      


      
        Types


        


  
    
      
    
    
      state()



        
          
        

    

  


  

      

          -type state() ::
          #state{holders :: #{reference() => {pid(), erllama_cache:cache_key()}},
                 reservations ::
                     #{erllama_cache:cache_key() =>
                           #reservation{writer :: pid(),
                                        token :: reference(),
                                        monref :: reference(),
                                        expires_ns :: integer(),
                                        stage :: pre_link | post_link,
                                        tier :: erllama_cache:tier(),
                                        path :: file:name() | undefined}},
                 waiters ::
                     #{erllama_cache:cache_key() => [{gen_server:from(), integer(), reference()}]},
                 sweep_timer :: reference() | undefined}.


      



  


        

      

      
        Functions


        


  
    
      
    
    
      announce_saved(Key, Token, Size, Header)



        
          
        

    

  


  

      

          -spec announce_saved(erllama_cache:cache_key(), reference(), non_neg_integer(), binary()) ->
                        ok | {error, expired}.


      



  



  
    
      
    
    
      announce_saved(Key, Token, Size, Header, TokensBin)



        
          
        

    

  


  

      

          -spec announce_saved(erllama_cache:cache_key(),
                     reference(),
                     non_neg_integer(),
                     binary(),
                     binary() | undefined) ->
                        ok | {error, expired}.


      



  



  
    
      
    
    
      cancel_reservation(Key, Token)



        
          
        

    

  


  

      

          -spec cancel_reservation(erllama_cache:cache_key(), reference()) -> ok.


      



  



  
    
      
    
    
      check_reservation(Key, Token)



        
          
        

    

  


  

      

          -spec check_reservation(erllama_cache:cache_key(), reference()) -> ok | {error, expired}.


      



  



  
    
      
    
    
      checkin(MonRef)



        
          
        

    

  


  

      

          -spec checkin(reference()) -> ok.


      



  



  
    
      
    
    
      checkout(Key, Pid)



        
          
        

    

  


  

      

          -spec checkout(erllama_cache:cache_key(), pid()) ->
                  {ok, reference(), erllama_cache:tier(), term(), binary(), term()} |
                  {error, busy} |
                  miss.


      



  



  
    
      
    
    
      dump()



        
          
        

    

  


  

      

          -spec dump() -> [tuple()].


      



  



  
    
      
    
    
      dump(Key)



        
          
        

    

  


  

      

          -spec dump(erllama_cache:cache_key()) -> {ok, tuple()} | miss.


      



  



  
    
      
    
    
      evict_bytes(TargetBytes)



        
          
        

    

  


  

      

          -spec evict_bytes(non_neg_integer()) -> {evicted, non_neg_integer(), non_neg_integer()}.


      


Evict oldest available rows until at least TargetBytes have been
freed (or no more candidates remain). Returns the number of rows
evicted and the bytes actually freed.

  



  
    
      
    
    
      evict_bytes(TargetBytes, Tiers)



        
          
        

    

  


  

      

          -spec evict_bytes(non_neg_integer(), all | [erllama_cache:tier()]) ->
                     {evicted, non_neg_integer(), non_neg_integer()}.


      


Evict oldest available rows whose tier is in Tiers until at least
TargetBytes have been freed. Tiers = all matches every tier;
otherwise it must be a list drawn from [ram, ram_file, disk].

  



  
    
      
    
    
      gc()



        
          
        

    

  


  

      

          -spec gc() -> {evicted, non_neg_integer()}.


      



  



  
    
      
    
    
      handle_call/3



        
          
        

    

  


  


  



  
    
      
    
    
      handle_cast(Msg, S)



        
          
        

    

  


  

      

          -spec handle_cast(term(), state()) -> {noreply, state()}.


      



  



  
    
      
    
    
      handle_info/2



        
          
        

    

  


  


  



  
    
      
    
    
      init/1



        
          
        

    

  


  

      

          -spec init([]) -> {ok, state()}.


      



  



  
    
      
    
    
      insert_available(Key, Tier, Size, Header, Location)



        
          
        

    

  


  

      

          -spec insert_available(erllama_cache:cache_key(),
                       erllama_cache:tier(),
                       non_neg_integer(),
                       binary(),
                       term()) ->
                          ok.


      



  



  
    
      
    
    
      insert_available(Key, Tier, Size, Header, Location, TokensBin)



        
          
        

    

  


  

      

          -spec insert_available(erllama_cache:cache_key(),
                       erllama_cache:tier(),
                       non_neg_integer(),
                       binary(),
                       term(),
                       binary() | undefined) ->
                          ok.


      



  



  
    
      
    
    
      lookup_exact(Key)



        
          
        

    

  


  

      

          -spec lookup_exact(erllama_cache:cache_key()) -> {ok, tuple()} | miss.


      



  



  
    
      
    
    
      lookup_exact_or_wait(Key, MaxWaitMs)



        
          
        

    

  


  

      

          -spec lookup_exact_or_wait(erllama_cache:cache_key(), non_neg_integer()) -> {ok, tuple()} | miss.


      



  



  
    
      
    
    
      lookup_longest_prefix(KeyMeta, Tokens, Stride, MinTokens)



        
          
        

    

  


  

      

          -spec lookup_longest_prefix(map(), [erllama_nif:token_id()], pos_integer(), pos_integer()) ->
                               {ok, pos_integer(), tuple()} | miss.


      


Walk Tokens backward in Stride steps and return the row for the
longest cached prefix. Pure ETS reads, no server hop. Used by
stateless callers (HTTP front-end, agent loops) that resend a full
conversation each turn and don't have a parent_key to thread.
Stops at MinTokens floor and returns miss if nothing matches.
Walks at most length(Tokens) / Stride rows; with the default
2048-token stride that's ~15 lookups for a 30k-token prompt.
Encodes the full token list to a binary once at entry, then passes
binary:part(TokensBin, 0, N*4) sub-binaries (O(1) views) to
erllama_cache_key:make/4 per probe. Avoids re-traversing the list
and re-allocating the binary on every step; the only per-probe cost
is the SHA-256 over N*4 bytes plus the ETS lookup.

  



  
    
      
    
    
      mark_published(Key, Token, Path)



        
          
        

    

  


  

      

          -spec mark_published(erllama_cache:cache_key(), reference(), file:name()) -> ok | {error, expired}.


      



  



  
    
      
    
    
      reserve_save(Key, Tier, Pid)



        
          
        

    

  


  

      

          -spec reserve_save(erllama_cache:cache_key(), erllama_cache:tier(), pid()) ->
                      {ok, reference()} | {error, already_present | conflict}.


      



  



  
    
      
    
    
      start_link()



        
          
        

    

  


  

      

          -spec start_link() -> {ok, pid()} | {error, term()}.


      



  



  
    
      
    
    
      terminate(Reason, S)



        
          
        

    

  


  


  


        

      


  

  
    
    erllama_cache_policy - erllama v0.1.0
    
    

    


  
  

    
erllama_cache_policy 
    



      
Pure-Erlang policy decisions for the erllama_cache subsystem.
Two responsibilities:
1. Boundary trim: cold saves persist a *trimmed-aligned prefix* of the prompt rather than the full live token list, so the next request whose prompt is a textual extension of this one still lands on the saved cache key after BPE retokenisation. The algorithm trims a fixed number of tokens off the tail and aligns the result down to a multiple of a configured chunk.
2. Save-reason gating: cold/continued/finish saves each have a simple guard (token-count thresholds and intervals). Eviction and shutdown saves are unconditional and do not pass through this module.
This module has no side effects; everything is testable as plain data transformations.

      


      
        Summary


  
    Types
  


    
      
        config/0

      


    


    
      
        token/0

      


    





  
    Functions
  


    
      
        cold_save_split(Tokens, Cfg)

      


    


    
      
        should_continued_save(LiveCount, LastSavedAtCount, Cfg)

      


    


    
      
        should_finish_save(LiveCount, Cfg)

      


    


    
      
        trim_boundary(Tokens, Trim, Align)

      


    


    
      
        validate_config(Cfg)

      


    





      


      
        Types


        


  
    
      
    
    
      config/0



        
          
        

    

  


  

      

          -type config() ::
          #{min_tokens := non_neg_integer(),
            cold_min_tokens := non_neg_integer(),
            cold_max_tokens := non_neg_integer(),
            continued_interval := pos_integer(),
            boundary_trim_tokens := non_neg_integer(),
            boundary_align_tokens := pos_integer(),
            session_resume_wait_ms => non_neg_integer()}.


      



  



  
    
      
    
    
      token/0



        
          
        

    

  


  

      

          -type token() :: non_neg_integer().


      



  


        

      

      
        Functions


        


  
    
      
    
    
      cold_save_split(Tokens, Cfg)



        
          
        

    

  


  

      

          -spec cold_save_split([token()], config()) -> {trim, [token()], [token()]} | no_save.


      



  



  
    
      
    
    
      should_continued_save(LiveCount, LastSavedAtCount, Cfg)



        
          
        

    

  


  

      

          -spec should_continued_save(non_neg_integer(), non_neg_integer(), config()) -> boolean().


      



  



  
    
      
    
    
      should_finish_save(LiveCount, Cfg)



        
          
        

    

  


  

      

          -spec should_finish_save(non_neg_integer(), config()) -> boolean().


      



  



  
    
      
    
    
      trim_boundary(Tokens, Trim, Align)



        
          
        

    

  


  

      

          -spec trim_boundary([token()], non_neg_integer(), pos_integer()) -> {ok, [token()]} | {skip, too_short}.


      



  



  
    
      
    
    
      validate_config(Cfg)



        
          
        

    

  


  

      

          -spec validate_config(map()) -> ok | {error, term()}.


      



  


        

      


  

  
    
    erllama_cache_ram - erllama v0.1.0
    
    

    


  
  

    
erllama_cache_ram 
    



      
RAM tier slab store.
Owns the erllama_cache_ram_slabs ETS table. Reads and deletes
are direct ETS operations from any process; puts go through this
module's put/3 because they need to atomically (a) insert the
slab and (b) register the meta row via the meta server.
Slab binaries above 64 bytes live off-heap as refcounted ProcBins
so ets:lookup returns a binary reference, not a copy. There is
no slab fragmentation to worry about; eviction frees the slab
binary by deleting its row.
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        delete(Key)

      


    


    
      
        handle_call(Msg, From, S)

      


    


    
      
        handle_cast(Msg, S)

      


    


    
      
        init/1

      


    


    
      
        load(Key)

      


    


    
      
        put(Key, Slab, Header)

      


    


    
      
        size_bytes()

      


    


    
      
        start_link()

      


    





      


      
        Functions


        


  
    
      
    
    
      delete(Key)



        
          
        

    

  


  

      

          -spec delete(erllama_cache:cache_key()) -> ok.


      



  



  
    
      
    
    
      handle_call(Msg, From, S)



        
          
        

    

  


  


  



  
    
      
    
    
      handle_cast(Msg, S)



        
          
        

    

  


  

      

          -spec handle_cast(term(), term()) -> {noreply, term()}.


      



  



  
    
      
    
    
      init/1



        
          
        

    

  


  

      

          -spec init([]) -> {ok, []}.


      



  



  
    
      
    
    
      load(Key)



        
          
        

    

  


  

      

          -spec load(erllama_cache:cache_key()) -> {ok, binary()} | miss.


      



  



  
    
      
    
    
      put(Key, Slab, Header)



        
          
        

    

  


  

      

          -spec put(erllama_cache:cache_key(), binary(), binary()) -> ok.


      



  



  
    
      
    
    
      size_bytes()



        
          
        

    

  


  

      

          -spec size_bytes() -> non_neg_integer().


      



  



  
    
      
    
    
      start_link()



        
          
        

    

  


  

      

          -spec start_link() -> {ok, pid()} | {error, term()}.


      



  


        

      


  

  
    
    erllama_cache_ramfile_srv - erllama v0.1.0
    
    

    


  
  

    
erllama_cache_ramfile_srv 
    



      
RAM-file tier server.
Identical mechanics to erllama_cache_disk_srv (same KVC framing,
same temp+datasync+link+fsync_dir publish protocol) — the only
difference is the root directory points at a tmpfs mount such as
/dev/shm so the bytes never touch a spinning disk. The tier
label ram_file is what the meta server records, which lets the
scheduler reason about durability separately from latency.
Implementation is a delegating wrapper; all real work lives in
erllama_cache_disk_srv.

      


      
        Summary


  
    Functions
  


    
      
        delete(SrvName, Key)

      


    


    
      
        dir(SrvName)

      


    


    
      
        load(SrvName, Key)

      


    


    
      
        save(SrvName, BuildMeta, Payload)

      


    


    
      
        scan(SrvName)

      


    


    
      
        start_link(Name, RootDir)

      


    





      


      
        Functions


        


  
    
      
    
    
      delete(SrvName, Key)



        
          
        

    

  


  

      

          -spec delete(atom(), erllama_cache:cache_key()) -> ok.


      



  



  
    
      
    
    
      dir(SrvName)



        
          
        

    

  


  

      

          -spec dir(atom()) -> file:name().


      



  



  
    
      
    
    
      load(SrvName, Key)



        
          
        

    

  


  

      

          -spec load(atom(), erllama_cache:cache_key()) ->
              {ok, erllama_cache_kvc:info(), binary()} | miss | {error, term()}.


      



  



  
    
      
    
    
      save(SrvName, BuildMeta, Payload)



        
          
        

    

  


  

      

          -spec save(atom(), erllama_cache_kvc:build_meta(), binary()) ->
              {ok, erllama_cache:cache_key(), binary(), non_neg_integer()} | {error, term()}.


      



  



  
    
      
    
    
      scan(SrvName)



        
          
        

    

  


  

      

          -spec scan(atom()) -> [{erllama_cache:cache_key(), binary(), non_neg_integer()}].


      



  



  
    
      
    
    
      start_link(Name, RootDir)



        
          
        

    

  


  

      

          -spec start_link(atom(), file:name()) -> {ok, pid()} | {error, term()}.
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erllama_cache_writer 
    



      
File-tier save orchestrator with a leak-proof ETS counting
semaphore.
Modelled on py_semaphore from erlang-python (Discord pattern):
one ETS table holding {running, N} and {max, M} counters;
atomic update_counter for fast inspection from any process.
Unlike the bare ETS pattern, this module also runs a small
gen_server that owns the holders map and monitors every active
acquirer. If a holder dies between acquire and release (SIGKILL,
process crash, etc.), the gen_server's 'DOWN' handler releases
the slot. No leaks.
Hot path:
  current/0 and max_concurrent/0 read ETS directly
  (no server hop).
  acquire/1 and release/0 go through this gen_server, which
  serialises monitor bookkeeping. Per-call overhead is roughly
  one gen_server hop (~1 us); for save paths measured in
  seconds this is invisible.
Save pipeline run by save/4 in the caller's process:
  acquire (with backoff up to AcquireTimeoutMs)
  meta_srv:reserve_save -> Token
  disk_srv:save (returns once the file is linked + validated)
  meta_srv:announce_saved -> available
  release (try/after)
A try/after releases on normal exits and exceptions; the
gen_server's monitor catches everything else.
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        acquire/1

      


        Try to acquire a slot. Blocks with exponential backoff up to
Timeout milliseconds. On success the holder ref is stashed in the
process dictionary so release/0 finds it.
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      state()



        
          
        

    

  


  

      

          -type state() :: #state{holders :: #{reference() => pid()}}.


      



  


        

      

      
        Functions


        


  
    
      
    
    
      acquire/1



        
          
        

    

  


  

      

          -spec acquire(timeout()) -> ok | {error, max_concurrent}.


      


Try to acquire a slot. Blocks with exponential backoff up to
Timeout milliseconds. On success the holder ref is stashed in the
process dictionary so release/0 finds it.

  



  
    
      
    
    
      current()



        
          
        

    

  


  

      

          -spec current() -> non_neg_integer().


      



  



  
    
      
    
    
      handle_call/3



        
          
        

    

  


  


  



  
    
      
    
    
      handle_cast(Msg, S)



        
          
        

    

  


  

      

          -spec handle_cast(term(), state()) -> {noreply, state()}.


      



  



  
    
      
    
    
      handle_info/2



        
          
        

    

  


  


  



  
    
      
    
    
      init/1



        
          
        

    

  


  

      

          -spec init([pos_integer()]) -> {ok, state()}.


      



  



  
    
      
    
    
      max_concurrent()



        
          
        

    

  


  

      

          -spec max_concurrent() -> pos_integer().


      



  



  
    
      
    
    
      release()



        
          
        

    

  


  

      

          -spec release() -> ok.


      



  



  
    
      
    
    
      save(TierSrv, Tier, BuildMeta, Payload)



        
          
        

    

  


  

      

          -spec save(atom(), disk | ram_file, erllama_cache_kvc:build_meta(), binary()) ->
              {ok, erllama_cache:cache_key()} | {error, term()}.


      



  



  
    
      
    
    
      save(TierSrv, Tier, BuildMeta, Payload, AcquireTimeout)



        
          
        

    

  


  

      

          -spec save(atom(), disk | ram_file, erllama_cache_kvc:build_meta(), binary(), timeout()) ->
              {ok, erllama_cache:cache_key()} | {error, term()}.


      



  



  
    
      
    
    
      set_max_concurrent(Max)



        
          
        

    

  


  

      

          -spec set_max_concurrent(pos_integer()) -> ok.


      



  



  
    
      
    
    
      start_link()



        
          
        

    

  


  

      

          -spec start_link() -> {ok, pid()} | {error, term()}.


      



  



  
    
      
    
    
      start_link(Max)



        
          
        

    

  


  

      

          -spec start_link(pos_integer()) -> {ok, pid()} | {error, term()}.
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erllama_inflight 
    



      
Tracks in-flight streaming inference requests.
Each erllama:infer/4 admit produces a unique reference() and an
entry in a public ETS table mapping that reference back to the
serving erllama_model gen_statem. erllama:cancel/1 looks up the
ref here to find which model owns the request, then casts a
{cancel, Ref} event at it.
The table is a fixed-name public ETS so lookups are lock-free from
any process. The owning gen_server (this module) is here only to
keep the table alive across releases and to clean up entries when a
model dies unexpectedly.

      


      
        Summary


  
    Functions
  


    
      
        all()

      


    


    
      
        handle_call/3

      


    


    
      
        handle_cast/2

      


    


    
      
        handle_info/2

      


    


    
      
        init/1

      


    


    
      
        lookup(Ref)

      


    


    
      
        register(Ref, ModelPid)

      


    


    
      
        start_link()

      


    


    
      
        terminate/2

      


    


    
      
        unregister(Ref)

      


    





      


      
        Functions


        


  
    
      
    
    
      all()



        
          
        

    

  


  

      

          -spec all() -> [{reference(), pid()}].
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      init/1



        
          
        

    

  


  


  



  
    
      
    
    
      lookup(Ref)



        
          
        

    

  


  

      

          -spec lookup(reference()) -> {ok, pid()} | {error, not_found}.


      



  



  
    
      
    
    
      register(Ref, ModelPid)



        
          
        

    

  


  

      

          -spec register(reference(), pid()) -> ok.
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      terminate/2



        
          
        

    

  


  


  



  
    
      
    
    
      unregister(Ref)



        
          
        

    

  


  

      

          -spec unregister(reference()) -> ok.
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erllama_model 
    



      
Per-model gen_statem that drives the request flow and wires the
cache subsystem into the model lifecycle.
State machine (v0.1):
  idle ──complete──▶ prefilling ──prefill_done──▶ generating ──finish──▶ idle
On the prefilling → generating transition the model fires a
cold save (boundary-trimmed prefix, async). Inside generating
it fires a finish save (full live token list, async) just
before returning to idle.
The continued save reason (every N tokens of new generation),
the evict save reason (driven by an external scheduler), and the
shutdown save reason (driven by application:prep_stop) are
defined in erllama_cache_policy but not yet wired here; they
land in follow-up steps.
Model operations (tokenize, prefill, decode, kv_pack, kv_unpack)
are stubbed — the gen_statem's tokens field IS the "context".
When step 2b lands the real erllama_nif for llama.cpp, those
stubs get replaced; the cache integration is unaffected.
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    Functions
  


    
      
        apply_chat_template(Model, Request)

      


        Render a normalised chat request through the model's chat template
and tokenise in one step. The Request map carries messages,
system, and tools; the per-model template decides where each
field lands in the prompt.



    


    
      
        callback_mode()

      


    


    
      
        cancel(Ref)

      


        Cancel an in-flight streaming inference. Idempotent and fire-and-
forget: returns ok even if the ref is unknown (already finished or
never existed). The cancellation is observed at the next
inter-token boundary; the model emits a final {erllama_done, Ref, Stats} with cancelled => true after the running decode step
completes.



    


    
      
        complete(Model, Prompt)

      


    


    
      
        complete(Model, Prompt, Opts)

      


    


    
      
        detokenize(Model, Tokens)

      


        Detokenise a list of token IDs back to a string. Safe to call
concurrently with complete/2,3.



    


    
      
        embed(Model, Tokens)

      


        Compute an embedding vector for the given prompt tokens.



    


    
      
        evict(Model)

      


        Request that the model evict its current state. Fires an evict
save synchronously if there is anything in the context. Called by
erllama_scheduler (future) when GPU memory pressure requires this
model to release its context handle. No-op when the model is idle
with no live context.
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        idle/3

      


    


    
      
        infer(Model, Tokens, Params, CallerPid)

      


        Streaming inference. Admits a request and immediately returns a
unique reference(); tokens are delivered to CallerPid via
asynchronous messages



    


    
      
        init/1

      


    


    
      
        list_adapters(Model)

      


        List currently attached adapters as [#{handle => H, scale => F}].
The handle is the same opaque value load_adapter/2 returned.



    


    
      
        load_adapter(Model, Path)

      


        Load a LoRA adapter from a GGUF file and attach it to the model
with scale 1.0. Returns an opaque handle the caller threads into
unload_adapter/2 and set_adapter_scale/3. The adapter's sha256 is
folded into the effective fingerprint so cache rows produced under
this adapter never collide with rows from a different adapter set.



    


    
      
        model_info(Model)

      


        Snapshot of the model's metadata.



    


    
      
        prefilling/3

      


    


    
      
        set_adapter_scale(Model, Handle, Scale)

      


        Change an attached adapter's scale. Re-applies the full set on the
underlying context.



    


    
      
        shutdown(Model)

      


        Fire a shutdown save synchronously and return. Called from the
application's prep_stop hook so live state survives a graceful
restart.
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        terminate/3

      


    


    
      
        tokenize(Model, Text)

      


        Tokenise a string using the model's tokenizer. Returns a list of
token IDs. Safe to call concurrently with complete/2,3; tokenisation
runs against the model's static vocabulary, not the live KV cache.



    


    
      
        unload_adapter(Model, Handle)

      


        Detach + free a previously loaded adapter. Idempotent: a second call
on the same handle returns ok.
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          -type cache_hit_kind() :: exact | partial | cold.
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          -type finish_reason() :: stop | length | cancelled.


      



  



  
    
      
    
    
      infer_params()



        
          
        

    

  


  

      

          -type infer_params() ::
          #{response_tokens => pos_integer(),
            parent_key => term(),
            temperature => float(),
            top_p => float(),
            top_k => pos_integer(),
            min_p => float(),
            repetition_penalty => float(),
            seed => non_neg_integer(),
            stop => [binary()],
            grammar => binary(),
            _ => _}.


      



  



  
    
      
    
    
      model()



        
          
        

    

  


  

      

          -type model() :: erllama_registry:model_id() | pid().


      



  



  
    
      
    
    
      model_info()



        
          
        

    

  


  

      

          -type model_info() ::
          #{id := binary(),
            pid := pid(),
            status := idle | prefilling | generating,
            backend := module(),
            context_size := non_neg_integer(),
            quant_type := atom(),
            quant_bits := non_neg_integer(),
            tier := disk | ram_file,
            fingerprint := binary()}.


      



  



  
    
      
    
    
      stats()



        
          
        

    

  


  

      

          -type stats() ::
          #{prompt_tokens := non_neg_integer(),
            completion_tokens := non_neg_integer(),
            prefill_ms := non_neg_integer(),
            generation_ms := non_neg_integer(),
            cache_hit_kind := cache_hit_kind(),
            finish_reason := finish_reason(),
            cancelled := boolean()}.
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      apply_chat_template(Model, Request)



        
          
        

    

  


  

      

          -spec apply_chat_template(model(), erllama_model_backend:chat_request()) ->
                             {ok, [non_neg_integer()]} | {error, term()}.


      


Render a normalised chat request through the model's chat template
and tokenise in one step. The Request map carries messages,
system, and tools; the per-model template decides where each
field lands in the prompt.
Returns {error, not_supported} if the backend does not implement
chat templating.
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      cancel(Ref)



        
          
        

    

  


  

      

          -spec cancel(reference()) -> ok.


      


Cancel an in-flight streaming inference. Idempotent and fire-and-
forget: returns ok even if the ref is unknown (already finished or
never existed). The cancellation is observed at the next
inter-token boundary; the model emits a final {erllama_done, Ref, Stats} with cancelled => true after the running decode step
completes.

  



  
    
      
    
    
      complete(Model, Prompt)



        
          
        

    

  


  

      

          -spec complete(model(), binary()) -> {ok, binary(), [non_neg_integer()]} | {error, term()}.


      



  



  
    
      
    
    
      complete(Model, Prompt, Opts)



        
          
        

    

  


  

      

          -spec complete(model(), binary(), map()) -> {ok, binary(), [non_neg_integer()]} | {error, term()}.


      



  



  
    
      
    
    
      detokenize(Model, Tokens)



        
          
        

    

  


  

      

          -spec detokenize(model(), [non_neg_integer()]) -> {ok, binary()} | {error, term()}.


      


Detokenise a list of token IDs back to a string. Safe to call
concurrently with complete/2,3.

  



  
    
      
    
    
      embed(Model, Tokens)



        
          
        

    

  


  

      

          -spec embed(model(), [non_neg_integer()]) -> {ok, [float()]} | {error, term()}.


      


Compute an embedding vector for the given prompt tokens.

  



  
    
      
    
    
      evict(Model)



        
          
        

    

  


  

      

          -spec evict(model()) -> ok.


      


Request that the model evict its current state. Fires an evict
save synchronously if there is anything in the context. Called by
erllama_scheduler (future) when GPU memory pressure requires this
model to release its context handle. No-op when the model is idle
with no live context.
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      idle/3



        
          
        

    

  


  


  



  
    
      
    
    
      infer(Model, Tokens, Params, CallerPid)



        
          
        

    

  


  

      

          -spec infer(model(), [non_neg_integer()], infer_params(), pid()) -> {ok, reference()} | {error, term()}.


      


Streaming inference. Admits a request and immediately returns a
unique reference(); tokens are delivered to CallerPid via
asynchronous messages:
	{erllama_token, Ref, binary()} per generated token (text fragment)
	{erllama_done, Ref, stats()} on normal completion
	{erllama_error, Ref, term()} on failure

Tokens is the prompt as a list of token ids - tokenisation is the
caller's responsibility (use tokenize/2 or apply a chat template
first). Params is an infer_params() map.
Calls that arrive while a previous request is in flight are queued
FIFO. The reply {ok, Ref} is sent as soon as the call is admitted;
streaming events follow once the queue head advances to this
request.
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      list_adapters(Model)



        
          
        

    

  


  

      

          -spec list_adapters(model()) -> [#{handle := term(), scale := float()}].


      


List currently attached adapters as [#{handle => H, scale => F}].
The handle is the same opaque value load_adapter/2 returned.

  



  
    
      
    
    
      load_adapter(Model, Path)



        
          
        

    

  


  

      

          -spec load_adapter(model(), file:filename_all()) -> {ok, term()} | {error, term()}.


      


Load a LoRA adapter from a GGUF file and attach it to the model
with scale 1.0. Returns an opaque handle the caller threads into
unload_adapter/2 and set_adapter_scale/3. The adapter's sha256 is
folded into the effective fingerprint so cache rows produced under
this adapter never collide with rows from a different adapter set.

  



  
    
      
    
    
      model_info(Model)



        
          
        

    

  


  

      

          -spec model_info(model()) -> model_info().


      


Snapshot of the model's metadata.
Returns a model_info() map with status, context size, quantisation,
backend, fingerprint, and tier. Safe to call from any state - the
gen_statem handles it as a common event without disrupting in-flight
inference.
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      set_adapter_scale(Model, Handle, Scale)



        
          
        

    

  


  

      

          -spec set_adapter_scale(model(), term(), float()) -> ok | {error, term()}.


      


Change an attached adapter's scale. Re-applies the full set on the
underlying context.

  



  
    
      
    
    
      shutdown(Model)



        
          
        

    

  


  

      

          -spec shutdown(model()) -> ok.


      


Fire a shutdown save synchronously and return. Called from the
application's prep_stop hook so live state survives a graceful
restart.
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          -spec start_link(binary(), map()) -> {ok, pid()} | {error, term()}.


      



  



  
    
      
    
    
      status(Model)



        
          
        

    

  


  

      

          -spec status(model()) -> idle | prefilling | generating.


      



  



  
    
      
    
    
      stop(Model)



        
          
        

    

  


  

      

          -spec stop(model()) -> ok.


      



  



  
    
      
    
    
      terminate/3



        
          
        

    

  


  


  



  
    
      
    
    
      tokenize(Model, Text)



        
          
        

    

  


  

      

          -spec tokenize(model(), binary()) -> {ok, [non_neg_integer()]} | {error, term()}.


      


Tokenise a string using the model's tokenizer. Returns a list of
token IDs. Safe to call concurrently with complete/2,3; tokenisation
runs against the model's static vocabulary, not the live KV cache.

  



  
    
      
    
    
      unload_adapter(Model, Handle)



        
          
        

    

  


  

      

          -spec unload_adapter(model(), term()) -> ok | {error, term()}.


      


Detach + free a previously loaded adapter. Idempotent: a second call
on the same handle returns ok.

  


        

      


  

  
    
    erllama_model_backend - erllama v0.1.0
    
    

    


  
  

    
erllama_model_backend behaviour
    



      
Behaviour describing the operations the erllama_model gen_statem
needs from a backing inference engine.
Two backends ship in v0.2:
  erllama_model_stub — deterministic phash2-based stubs; used
  by tests that don't have a GGUF on disk.
  erllama_model_llama — real llama.cpp via the NIF.
Future backends (mock for fault injection, remote for distributed
inference, etc.) can plug in via this same surface.
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        apply_adapters/2

      


    


    
      
        apply_chat_template/2
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        configure_sampler/2

      


    


    
      
        decode_one/2

      


    


    
      
        detokenize/2
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        init(Config)

      


    


    
      
        kv_pack/2

      


    


    
      
        kv_unpack/2

      


    


    
      
        load_adapter/2

      


    


    
      
        prefill/2

      


    


    
      
        seq_rm_last/2

      


    


    
      
        set_grammar/2

      


    


    
      
        terminate/1
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      chat_message()



        
          
        

    

  


  

      

          -type chat_message() :: #{role := binary(), content := binary() | [map()]}.


      



  



  
    
      
    
    
      chat_request()



        
          
        

    

  


  

      

          -type chat_request() ::
          #{messages := [chat_message()],
            system => binary() | undefined,
            tools => [chat_tool()] | undefined}.


      



  



  
    
      
    
    
      chat_tool()



        
          
        

    

  


  

      

          -type chat_tool() :: #{name := binary(), description => binary(), schema => map()}.


      



  



  
    
      
    
    
      sampler_opts()



        
          
        

    

  


  

      

          -type sampler_opts() ::
          #{grammar => binary(),
            repetition_penalty => float(),
            top_k => non_neg_integer(),
            top_p => float(),
            min_p => float(),
            temperature => float(),
            seed => non_neg_integer()}.


      



  



  
    
      
    
    
      state()



        
          
        

    

  


  

      

          -type state() :: term().


      



  


        

      

      
        Callbacks


        


  
    
      
    
    
      apply_adapters/2


        (optional)


        
          
        

    

  


  

      

          -callback apply_adapters(state(), [{term(), float()}]) -> {ok, state()} | {error, term()}.


      



  



  
    
      
    
    
      apply_chat_template/2


        (optional)


        
          
        

    

  


  

      

          -callback apply_chat_template(state(), Request :: chat_request()) ->
                                 {ok, [erllama_nif:token_id()]} | {error, term()}.


      



  



  
    
      
    
    
      clear_sampler/1


        (optional)


        
          
        

    

  


  

      

          -callback clear_sampler(state()) -> {ok, state()} | {error, term()}.


      



  



  
    
      
    
    
      configure_sampler/2


        (optional)


        
          
        

    

  


  

      

          -callback configure_sampler(state(), sampler_opts()) -> {ok, state()} | {error, term()}.


      



  



  
    
      
    
    
      decode_one/2



        
          
        

    

  


  

      

          -callback decode_one(state(), ContextTokens :: [erllama_nif:token_id()]) ->
                        {ok, erllama_nif:token_id()} | {eog, erllama_nif:token_id()} | {error, term()}.


      



  



  
    
      
    
    
      detokenize/2



        
          
        

    

  


  

      

          -callback detokenize(state(), [erllama_nif:token_id()]) -> binary() | {error, term()}.


      



  



  
    
      
    
    
      embed/2


        (optional)


        
          
        

    

  


  

      

          -callback embed(state(), [erllama_nif:token_id()]) -> {ok, [float()]} | {error, term()}.


      



  



  
    
      
    
    
      init(Config)



        
          
        

    

  


  

      

          -callback init(Config :: map()) -> {ok, state()} | {error, term()}.


      



  



  
    
      
    
    
      kv_pack/2



        
          
        

    

  


  

      

          -callback kv_pack(state(), Tokens :: [erllama_nif:token_id()]) -> binary() | {error, term()}.


      



  



  
    
      
    
    
      kv_unpack/2



        
          
        

    

  


  

      

          -callback kv_unpack(state(), Bin :: binary()) -> ok | {error, term()}.


      



  



  
    
      
    
    
      load_adapter/2


        (optional)


        
          
        

    

  


  

      

          -callback load_adapter(state(), Path :: iodata()) -> {ok, term(), state()} | {error, term()}.


      



  



  
    
      
    
    
      prefill/2



        
          
        

    

  


  

      

          -callback prefill(state(), [erllama_nif:token_id()]) -> ok | {error, term()}.


      



  



  
    
      
    
    
      seq_rm_last/2


        (optional)


        
          
        

    

  


  

      

          -callback seq_rm_last(state(), NTokens :: pos_integer()) -> ok | {error, term()}.


      



  



  
    
      
    
    
      set_grammar/2


        (optional)


        
          
        

    

  


  

      

          -callback set_grammar(state(), Grammar :: binary() | undefined) -> {ok, state()} | {error, term()}.


      



  



  
    
      
    
    
      terminate/1



        
          
        

    

  


  

      

          -callback terminate(state()) -> ok.


      



  



  
    
      
    
    
      tokenize/2



        
          
        

    

  


  

      

          -callback tokenize(state(), Text :: binary()) -> [erllama_nif:token_id()] | {error, term()}.


      



  



  
    
      
    
    
      unload_adapter/2


        (optional)


        
          
        

    

  


  

      

          -callback unload_adapter(state(), Handle :: term()) -> {ok, state()} | {error, term()}.


      



  


        

      


  

  
    
    erllama_model_llama - erllama v0.1.0
    
    

    


  
  

    
erllama_model_llama 
    



      
Real-llama.cpp backend for erllama_model.
Owns a model_ref and a context_ref from erllama_nif. The
gen_statem hands its decode/kv operations through this module;
this module forwards to the NIF.
Config (passed through erllama_model:start_link/2):
  model_path :: file:name() | binary()  (required)
  model_opts :: map()  (forwarded to erllama_nif:load_model/2)
  context_opts :: map()  (forwarded to erllama_nif:new_context/2)
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      apply_chat_template/2



        
          
        

    

  


  


  



  
    
      
    
    
      clear_sampler/1



        
          
        

    

  


  


  



  
    
      
    
    
      configure_sampler/2



        
          
        

    

  


  


  



  
    
      
    
    
      decode_one/2



        
          
        

    

  


  


  



  
    
      
    
    
      detokenize/2



        
          
        

    

  


  


  



  
    
      
    
    
      embed/2



        
          
        

    

  


  


  



  
    
      
    
    
      init(Config)



        
          
        

    

  


  


  



  
    
      
    
    
      kv_pack/2



        
          
        

    

  


  


  



  
    
      
    
    
      kv_unpack/2



        
          
        

    

  


  


  



  
    
      
    
    
      load_adapter/2



        
          
        

    

  


  


  



  
    
      
    
    
      prefill/2



        
          
        

    

  


  


  



  
    
      
    
    
      seq_rm_last/2



        
          
        

    

  


  


  



  
    
      
    
    
      set_grammar/2



        
          
        

    

  


  


  



  
    
      
    
    
      terminate/1



        
          
        

    

  


  


  



  
    
      
    
    
      tokenize/2



        
          
        

    

  


  


  



  
    
      
    
    
      unload_adapter/2



        
          
        

    

  


  


  


        

      


  

  
    
    erllama_model_stub - erllama v0.1.0
    
    

    


  
  

    
erllama_model_stub 
    



      
Deterministic stub backend for erllama_model`. No NIF, no GGUF. tokenize uses `erlang:phash2/1` over whitespace- delimited words; decode_one produces a deterministic next-token from the contexts hash; pack/unpack serialise the token list as bytes. Useful for tests of the cache integration that don't need real inference.
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        applied_adapters(Stub)

      


    


    
      
        apply_adapters(Stub, Adapters)

      


    


    
      
        apply_chat_template(S, Request)

      


    


    
      
        clear_sampler(Stub)

      


    


    
      
        cleared(Stub)

      


    


    
      
        configure_sampler(Stub, Cfg)

      


    


    
      
        decode_one(S, ContextTokens)

      


    


    
      
        detokenize(S, Tokens)
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        kv_pack(S, Tokens)
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        last_sampler_cfg(Stub)

      


    


    
      
        load_adapter(Stub, Path)

      


    


    
      
        prefill(S, Tokens)

      


    


    
      
        set_grammar(Stub, Grammar)

      


    


    
      
        terminate(S)

      


    


    
      
        tokenize(S, Text)

      


    


    
      
        unload_adapter(Stub, Ref)
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      apply_adapters(Stub, Adapters)



        
          
        

    

  


  


  



  
    
      
    
    
      apply_chat_template(S, Request)



        
          
        

    

  


  


  



  
    
      
    
    
      clear_sampler(Stub)



        
          
        

    

  


  


  



  
    
      
    
    
      cleared(Stub)



        
          
        

    

  


  


  



  
    
      
    
    
      configure_sampler(Stub, Cfg)



        
          
        

    

  


  


  



  
    
      
    
    
      decode_one(S, ContextTokens)



        
          
        

    

  


  


  



  
    
      
    
    
      detokenize(S, Tokens)



        
          
        

    

  


  


  



  
    
      
    
    
      embed(S, Tokens)



        
          
        

    

  


  


  



  
    
      
    
    
      init(Config)



        
          
        

    

  


  


  



  
    
      
    
    
      kv_pack(S, Tokens)



        
          
        

    

  


  


  



  
    
      
    
    
      kv_unpack(S, Bin)



        
          
        

    

  


  


  



  
    
      
    
    
      last_sampler_cfg(Stub)



        
          
        

    

  


  


  



  
    
      
    
    
      load_adapter(Stub, Path)



        
          
        

    

  


  


  



  
    
      
    
    
      prefill(S, Tokens)



        
          
        

    

  


  


  



  
    
      
    
    
      set_grammar(Stub, Grammar)



        
          
        

    

  


  


  



  
    
      
    
    
      terminate(S)



        
          
        

    

  


  


  



  
    
      
    
    
      tokenize(S, Text)



        
          
        

    

  


  


  



  
    
      
    
    
      unload_adapter(Stub, Ref)



        
          
        

    

  


  


  


        

      


  

  
    
    erllama_model_sup - erllama v0.1.0
    
    

    


  
  

    
erllama_model_sup 
    



      
Dynamic supervisor for erllama_model gen_statems. Each loaded
model is one child started via start_model/2. simple_one_for_one
strategy: children are spawned on demand from a single child spec.

      


      
        Summary


  
    Functions
  


    
      
        init/1

      


    


    
      
        models()

      


        List currently-supervised model pids (raw supervisor view).



    


    
      
        start_link()

      


    


    
      
        start_model(ModelId, Config)

      


        Start a model under this supervisor. ModelId is a binary; the model
registers itself in erllama_registry under that key. Returns the
started pid.



    


    
      
        stop_model(ModelOrPid)

      


        Terminate a previously started model.



    





      


      
        Functions


        


  
    
      
    
    
      init/1



        
          
        

    

  


  


  



  
    
      
    
    
      models()



        
          
        

    

  


  

      

          -spec models() -> [{undefined, pid(), worker, [module()]}].


      


List currently-supervised model pids (raw supervisor view).

  



  
    
      
    
    
      start_link()



        
          
        

    

  


  

      

          -spec start_link() -> {ok, pid()} | {error, term()}.


      



  



  
    
      
    
    
      start_model(ModelId, Config)



        
          
        

    

  


  

      

          -spec start_model(binary(), map()) -> {ok, pid()} | {error, term()}.


      


Start a model under this supervisor. ModelId is a binary; the model
registers itself in erllama_registry under that key. Returns the
started pid.

  



  
    
      
    
    
      stop_model(ModelOrPid)



        
          
        

    

  


  

      

          -spec stop_model(binary() | pid()) -> ok | {error, term()}.


      


Terminate a previously started model.

  


        

      


  

  
    
    erllama_nif - erllama v0.1.0
    
    

    


  
  

    
erllama_nif 
    



      
Single NIF entry module for erllama.
v0.2 surface (post step 2b):
crc32c/1 CRC32C of an iodata, dirty CPU. fsync_dir/1 dir fsync (dirty IO). load_model/2 path + opts -> {ok, ModelRef} | {error, _}. free_model/1 eager release; resource also freed on GC. new_context/2 model + opts -> {ok, CtxRef} | {error, _}. free_context/1 eager release; resource also freed on GC. tokenize/3 model + text + opts -> [token_id()]. kv_pack/3 ctx + tokens + n_tokens -> binary(). (Tokens/NTokens are informational; the in- memory llama API saves whatever is currently in the context's seq_id=0 KV cache. The model layer prefills exactly the desired prefix before calling.) kv_unpack/3 ctx + binary + seq_id -> ok | {error, _}.
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        adapter_load(Model, Path)

      


    


    
      
        apply_chat_template(Model, Request)
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        detokenize(Model, Tokens)

      


    


    
      
        embed(Ctx, Tokens)
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        free_model(Model)
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        kv_pack(Ctx, Tokens, NTokens)

      


    


    
      
        kv_pack(Ctx, Tokens, NTokens, SeqId)

      


    


    
      
        kv_seq_rm(Ctx, SeqId, P0, P1)

      


    


    
      
        kv_unpack(Ctx, Bin, SeqId)

      


    


    
      
        load_model(Path, Opts)

      


    


    
      
        new_context(Model, Opts)

      


    


    
      
        prefill(Ctx, Tokens)

      


    


    
      
        sampler_free(Sampler)

      


    


    
      
        sampler_new(Ctx, Cfg)

      


    


    
      
        set_adapters(Ctx, Adapters)

      


    


    
      
        set_grammar(Ctx, Grammar)

      


    


    
      
        tokenize(Model, Text, Opts)
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      adapter_ref/0



        
          
        

    

  


  

      

          -type adapter_ref() :: reference().


      



  



  
    
      
    
    
      context_ref/0



        
          
        

    

  


  

      

          -type context_ref() :: reference().


      



  



  
    
      
    
    
      model_ref/0



        
          
        

    

  


  

      

          -type model_ref() :: reference().


      



  



  
    
      
    
    
      sampler_ref/0



        
          
        

    

  


  

      

          -type sampler_ref() :: reference().


      



  



  
    
      
    
    
      token_id/0



        
          
        

    

  


  

      

          -type token_id() :: integer().


      



  


        

      

      
        Functions


        


  
    
      
    
    
      adapter_free(Adapter)



        
          
        

    

  


  

      

          -spec adapter_free(adapter_ref()) -> ok | {error, atom()}.


      



  



  
    
      
    
    
      adapter_load(Model, Path)



        
          
        

    

  


  

      

          -spec adapter_load(model_ref(), iodata()) -> {ok, adapter_ref()} | {error, atom()}.


      



  



  
    
      
    
    
      apply_chat_template(Model, Request)



        
          
        

    

  


  

      

          -spec apply_chat_template(model_ref(), map()) -> {ok, [token_id()]} | {error, atom()}.


      



  



  
    
      
    
    
      clear_sampler(Ctx)



        
          
        

    

  


  

      

          -spec clear_sampler(context_ref()) -> ok.


      



  



  
    
      
    
    
      configure_sampler(Ctx, Cfg)



        
          
        

    

  


  

      

          -spec configure_sampler(context_ref(), map()) -> ok | {error, atom()}.


      



  



  
    
      
    
    
      crc32c(Data)



        
          
        

    

  


  

      

          -spec crc32c(iodata()) -> non_neg_integer().


      



  



  
    
      
    
    
      decode_one(Ctx)



        
          
        

    

  


  

      

          -spec decode_one(context_ref()) -> {ok, token_id()} | {eog, token_id()} | {error, term()}.


      



  



  
    
      
    
    
      detokenize(Model, Tokens)



        
          
        

    

  


  

      

          -spec detokenize(model_ref(), [token_id()]) -> binary() | {error, atom()}.


      



  



  
    
      
    
    
      embed(Ctx, Tokens)



        
          
        

    

  


  

      

          -spec embed(context_ref(), [token_id()]) -> {ok, [float()]} | {error, atom()}.


      



  



  
    
      
    
    
      free_context(Ctx)



        
          
        

    

  


  

      

          -spec free_context(context_ref()) -> ok.


      



  



  
    
      
    
    
      free_model(Model)



        
          
        

    

  


  

      

          -spec free_model(model_ref()) -> ok.


      



  



  
    
      
    
    
      fsync_dir(Path)



        
          
        

    

  


  

      

          -spec fsync_dir(iodata()) -> ok | {error, atom()}.


      



  



  
    
      
    
    
      kv_pack(Ctx, Tokens, NTokens)



        
          
        

    

  


  

      

          -spec kv_pack(context_ref(), [token_id()], non_neg_integer()) -> binary() | {error, atom()}.


      



  



  
    
      
    
    
      kv_pack(Ctx, Tokens, NTokens, SeqId)



        
          
        

    

  


  

      

          -spec kv_pack(context_ref(), [token_id()], non_neg_integer(), non_neg_integer()) ->
                 binary() | {error, atom()}.


      



  



  
    
      
    
    
      kv_seq_rm(Ctx, SeqId, P0, P1)



        
          
        

    

  


  

      

          -spec kv_seq_rm(context_ref(), integer(), integer(), integer()) -> ok | {error, atom()}.


      



  



  
    
      
    
    
      kv_unpack(Ctx, Bin, SeqId)



        
          
        

    

  


  

      

          -spec kv_unpack(context_ref(), binary(), non_neg_integer()) -> ok | {error, atom()}.


      



  



  
    
      
    
    
      load_model(Path, Opts)



        
          
        

    

  


  

      

          -spec load_model(iodata(), map()) -> {ok, model_ref()} | {error, atom()}.


      



  



  
    
      
    
    
      new_context(Model, Opts)



        
          
        

    

  


  

      

          -spec new_context(model_ref(), map()) -> {ok, context_ref()} | {error, atom()}.


      



  



  
    
      
    
    
      prefill(Ctx, Tokens)



        
          
        

    

  


  

      

          -spec prefill(context_ref(), [token_id()]) -> ok | {error, term()}.


      



  



  
    
      
    
    
      sampler_free(Sampler)



        
          
        

    

  


  

      

          -spec sampler_free(sampler_ref()) -> ok | {error, atom()}.


      



  



  
    
      
    
    
      sampler_new(Ctx, Cfg)



        
          
        

    

  


  

      

          -spec sampler_new(context_ref(), map()) -> {ok, sampler_ref()} | {error, atom()}.


      



  



  
    
      
    
    
      set_adapters(Ctx, Adapters)



        
          
        

    

  


  

      

          -spec set_adapters(context_ref(), [{adapter_ref(), float()}]) -> ok | {error, atom()}.


      



  



  
    
      
    
    
      set_grammar(Ctx, Grammar)



        
          
        

    

  


  

      

          -spec set_grammar(context_ref(), binary()) -> ok | {error, atom()}.


      



  



  
    
      
    
    
      tokenize(Model, Text, Opts)



        
          
        

    

  


  

      

          -spec tokenize(model_ref(), iodata(), map()) -> [token_id()] | {error, atom()}.


      



  


        

      


  

  
    
    erllama_pressure - erllama v0.1.0
    
    

    


  
  

    
erllama_pressure behaviour
    



      
Behaviour and helpers for memory-pressure samplers used by
erllama_scheduler. A sampler is a stateless module that returns
the current {Used, Total} byte tuple for the resource it tracks
(system RAM, GPU VRAM, or a custom source).
A sampler MUST be cheap. The scheduler invokes sample/0 on every
tick (default 5 s); slow samplers will block the scheduler's mailbox.
If a sampler needs to spawn a port (e.g. nvidia-smi), it should
cache the previous reading and return it when the call would block,
or run its own background poller.

      


      
        Summary


  
    Types
  


    
      
        reading()

      


    


    
      
        source()

      


    





  
    Callbacks
  


    
      
        sample()

      


    





  
    Functions
  


    
      
        available_sources()

      


    


    
      
        sample/1

      


    





      


      
        Types


        


  
    
      
    
    
      reading()



        
          
        

    

  


  

      

          -type reading() :: {non_neg_integer(), non_neg_integer()}.


      



  



  
    
      
    
    
      source()



        
          
        

    

  


  

      

          -type source() :: noop | system | nvidia_smi | {module, module()}.


      



  


        

      

      
        Callbacks


        


  
    
      
    
    
      sample()



        
          
        

    

  


  

      

          -callback sample() -> reading().


      



  


        

      

      
        Functions


        


  
    
      
    
    
      available_sources()



        
          
        

    

  


  

      

          -spec available_sources() -> [source()].


      



  



  
    
      
    
    
      sample/1



        
          
        

    

  


  

      

          -spec sample(source()) -> reading().


      



  


        

      


  

  
    
    erllama_pressure_nvidia_smi - erllama v0.1.0
    
    

    


  
  

    
erllama_pressure_nvidia_smi 
    



      
NVIDIA GPU memory-pressure sampler. Aggregates VRAM usage across
every GPU on the host via nvidia-smi --query-gpu=memory.used, memory.total --format=csv,noheader,nounits.
Returns {TotalUsedBytes, TotalCapacityBytes} summed over all GPUs.
A host with no GPU or where nvidia-smi is missing reports
{0, 1} so the scheduler treats it as zero pressure.

      


      
        Summary


  
    Functions
  


    
      
        sample()

      


    





      


      
        Functions


        


  
    
      
    
    
      sample()



        
          
        

    

  


  

      

          -spec sample() -> erllama_pressure:reading().


      



  


        

      


  

  
    
    erllama_pressure_system - erllama v0.1.0
    
    

    


  
  

    
erllama_pressure_system 
    



      
System-memory pressure sampler backed by OTP's memsup (from
os_mon). Portable across Linux, macOS, BSD, and Windows. Returns
{Total - Available, Total}.
Requires os_mon to be started. The scheduler ensures this when
system is selected as the pressure source.

      


      
        Summary


  
    Functions
  


    
      
        sample()

      


    





      


      
        Functions


        


  
    
      
    
    
      sample()



        
          
        

    

  


  

      

          -spec sample() -> erllama_pressure:reading().


      



  


        

      


  

  
    
    erllama_registry - erllama v0.1.0
    
    

    


  
  

    
erllama_registry 
    



      
ETS-backed via callback for naming erllama_model gen_statems by
binary model_id().
Atoms are unbounded global table entries; user-supplied model
identifiers (e.g. coming from an HTTP request body in a front-end
server) cannot safely be binary_to_atom/1'd. This registry lets a
gen_statem be registered as
gen_statem:start_link({via, erllama_registry, ModelId}, ...)
with ModelId :: binary(), and looked up via whereis_name/1.
The registry is a tiny gen_server that owns a public ETS table.
Lookups happen straight from ETS in the caller process, so the
gen_server is never on the hot path.
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    Types
  


    
      
        model_id()

      


    





  
    Functions
  


    
      
        all()

      


    


    
      
        handle_call/3

      


    


    
      
        handle_cast/2

      


    


    
      
        handle_info/2

      


    


    
      
        init/1

      


    


    
      
        register_name(Name, Pid)

      


    


    
      
        send(Name, Msg)

      


    


    
      
        start_link()

      


    


    
      
        terminate/2

      


    


    
      
        unregister_name(Name)

      


    


    
      
        whereis_name(Name)
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      model_id()



        
          
        

    

  


  

      

          -type model_id() :: binary().


      



  


        

      

      
        Functions


        


  
    
      
    
    
      all()



        
          
        

    

  


  

      

          -spec all() -> [{model_id(), pid()}].


      



  



  
    
      
    
    
      handle_call/3



        
          
        

    

  


  


  



  
    
      
    
    
      handle_cast/2



        
          
        

    

  


  


  



  
    
      
    
    
      handle_info/2



        
          
        

    

  


  


  



  
    
      
    
    
      init/1



        
          
        

    

  


  


  



  
    
      
    
    
      register_name(Name, Pid)



        
          
        

    

  


  

      

          -spec register_name(model_id(), pid()) -> yes | no.


      



  



  
    
      
    
    
      send(Name, Msg)



        
          
        

    

  


  

      

          -spec send(model_id(), term()) -> pid().


      



  



  
    
      
    
    
      start_link()



        
          
        

    

  


  


  



  
    
      
    
    
      terminate/2



        
          
        

    

  


  


  



  
    
      
    
    
      unregister_name(Name)



        
          
        

    

  


  

      

          -spec unregister_name(model_id()) -> model_id().
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          -spec whereis_name(model_id()) -> pid() | undefined.
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Memory-pressure-driven cache eviction.
Periodically polls a pluggable pressure source (erllama_pressure)
and, when the used/total ratio crosses high_watermark, asks the
cache to evict slabs until the ratio would drop below
low_watermark. The eviction call is erllama_cache:evict_bytes/2
with a target of (high - low) * Total bytes; the cache may free
less if no evictable slabs remain.
Tier policy: by default the scheduler evicts only ram and
ram_file slabs. Disk-tier slabs are left in place — disk is the
cheap tier, and the deployment usually wants to keep as much warm
state as possible there. Disk eviction happens via the cache's own
per-tier quota or via an explicit erllama_cache:gc/0 call.
Override with evict_tiers => all (or a custom list) to include
disk in scheduler-driven eviction.
Disabled by default. Enable via the erllama app environment:
{erllama, [
  {scheduler, #{
    enabled         => true,
    pressure_source => system,    %% noop | system | nvidia_smi | {module, M}
    interval_ms     => 5000,
    high_watermark  => 0.85,
    low_watermark   => 0.75,
    min_evict_bytes => 1048576,   %% don't bother with sub-MB targets
    evict_tiers     => [ram, ram_file]
  }}
]}
The scheduler always starts (so it can be enabled at runtime via
enable/1), but its timer only fires when enabled = true.
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          -type config() ::
          #{enabled => boolean(),
            pressure_source => erllama_pressure:source(),
            interval_ms => pos_integer(),
            high_watermark => float(),
            low_watermark => float(),
            min_evict_bytes => non_neg_integer(),
            evict_tiers => all | [erllama_cache:tier()]}.
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          -type state() ::
          #state{enabled :: boolean(),
                 pressure_source :: erllama_pressure:source(),
                 interval_ms :: pos_integer(),
                 high_watermark :: float(),
                 low_watermark :: float(),
                 min_evict_bytes :: non_neg_integer(),
                 evict_tiers :: all | [erllama_cache:tier()],
                 timer_ref :: reference() | undefined,
                 last_used :: non_neg_integer(),
                 last_total :: non_neg_integer(),
                 last_evicted_bytes :: non_neg_integer(),
                 last_evicted_at :: integer() | undefined,
                 sampled_at :: integer() | undefined}.
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          -spec enable(boolean()) -> ok.
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          -spec force_check() ->
                     {evicted, non_neg_integer(), non_neg_integer()} |
                     {skipped, below_watermark | disabled | nothing_to_evict}.


      


Force a check now (sample + maybe evict). Returns the eviction
result if one was triggered, {skipped, Reason} otherwise.
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          -spec init([config()]) -> {ok, state()} | {stop, term()}.


      



  



  
    
      
    
    
      sample()



        
          
        

    

  


  

      

          -spec sample() -> erllama_pressure:reading().
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          -spec set_pressure_source(erllama_pressure:source()) -> ok.
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          -spec set_thresholds(float(), float()) -> ok | {error, term()}.
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          -spec start_link() -> {ok, pid()} | {error, term()}.
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          -spec start_link(config()) -> {ok, pid()} | {error, term()}.
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          -spec status() -> map().
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