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Status: Early development. Not yet ready for production use.

ExBurn is a middle layer between Nx and Burn that enables GPU-accelerated ML/DL on mobile and desktop devices.
Architecture
Axon model
   ↓
Nx.Defn graph
   ↓
ExBurn.Defn.Compiler (Nx.Defn.Compiler behaviour)
   ↓
ExBurn.Backend (Nx.Backend behaviour)
   ↓
ExBurn.Nif (Rustler NIF) ←→ ExCubecl (GPU buffers, kernels, pipelines)
   ↓
Burn Autodiff<CubeCL> (Rust)
   ↓
CubeCL kernels
   ↓
Metal (iOS) / Vulkan (Android) / CUDA → GPU
Status
Version 0.1.0 — Early Alpha
	Feature	Status
	Nx.Backend behaviour (basic ops)	✅ Implemented
	Nx.Backend behaviour (shape ops)	✅ Implemented
	Nx.Backend behaviour (reductions)	✅ Implemented
	Nx.Backend behaviour (linear algebra)	✅ Implemented
	Nx.Defn.Compiler	✅ Implemented
	Rust NIF bridge (Burn CubeCL)	✅ Implemented
	GPU acceleration (Metal/Vulkan)	✅ Via Burn/CubeCL
	Axon model compilation	✅ Implemented
	Training loop (SGD/Adam/RMSprop)	✅ Implemented
	GPU forward pass (defn compiler)	✅ Implemented
	Glorot/Xavier initialization	✅ Implemented
	Layer freeze/unfreeze	✅ Implemented
	Gradient accumulation	✅ Implemented
	Nesterov momentum	✅ Implemented
	Weight decay (L2)	✅ Implemented
	Model summary	✅ Implemented
	Device management (CPU↔GPU)	✅ Implemented
	Nx.Serving	✅ Implemented
	CUDA backend	✅ Implemented
	Precompiled NIF binaries	🚧 Planned

⚠️ Note: The Quick Start examples show the target API. Some features
(training loop, mobile deployment) are partially implemented and may not
work end-to-end yet. See the guides for what's currently working.

Features
	Nx Backend: Full Nx.Backend behaviour implementation — drop-in replacement for Nx.BinaryBackend
	Nx Defn Compiler: Custom Nx.Defn.Compiler that executes defn expressions on the Burn GPU backend
	GPU Acceleration: Burn's CubeCL backend with CUDA (NVIDIA), Metal (Apple), Vulkan (Android)
	ExCubecl Integration: GPU buffer management, kernel execution, async commands, and pipeline orchestration via ExCubecl
	Autodiff: Automatic differentiation via Burn's Autodiff backend decorator
	Training Loop: Complete training with Adam, SGD, RMSprop optimizers, LR scheduling, gradient clipping, callbacks
	Model Management: Save/load, serialize, quantize (f16), benchmark
	Structured Errors: ExBurn.Error exception type with operation context

Quick Start
Note: This section shows the target API. Some features may not work
end-to-end yet — see the Status section above.

# Set ExBurn as the default Nx backend
Nx.default_backend(ExBurn.Backend)

# Create and manipulate tensors
t = Nx.tensor([1.0, 2.0, 3.0])
Nx.add(t, t) |> Nx.to_list()

# Use defn with the ExBurn compiler for GPU-accelerated computation
Nx.Defn.global_default_options(compiler: ExBurn.Defn.Compiler)

defmodule MyMath do
  import Nx.Defn

  defn add_and_scale(x, y, scale) do
    x
    |> Nx.add(y)
    |> Nx.multiply(scale)
  end
end

# Runs on GPU via Burn
result = MyMath.add_and_scale(Nx.tensor([1.0, 2.0]), Nx.tensor([3.0, 4.0]), Nx.tensor(2.0))
Nx.to_list(result) # [8.0, 12.0]

# Define a model with Axon
model =
  Axon.input("input", shape: {nil, 784})
  |> Axon.dense(256, activation: :relu)
  |> Axon.dropout(rate: 0.2)
  |> Axon.dense(10)

# Compile for training
compiled = ExBurn.Model.compile(model,
  loss: :cross_entropy,
  optimizer: :adam,
  learning_rate: 0.001
)

# Train
ExBurn.Training.fit(compiled, {train_x, train_y},
  epochs: 10,
  batch_size: 32,
  validation_data: {val_x, val_y},
  callbacks: [&ExBurn.Training.LoggingCallback.log/1]
)
Prerequisites
	Elixir ~> 1.18 and OTP 27+
	Rust stable toolchain (required for NIF compilation)curl --proto '=https' --tlsv1.2 -sSf https://sh.rustup.rs | sh


	For iOS development: Xcode + aarch64-apple-ios targetrustup target add aarch64-apple-ios


	For Android development: Android NDK + aarch64-linux-android targetrustup target add aarch64-linux-android



Note: Precompiled NIF binaries are planned for v0.2.0. Until then, a Rust
toolchain is required to build the NIF from source.

Installation
Add ex_burn to your mix.exs:
def deps do
  [
    {:ex_burn, "~> 0.1"},
    {:nx, ">= 0.7.0"},
    {:axon, "~> 0.7"}
  ]
end
Training on Mobile — Caveats
Burn's Autodiff backend is memory-intensive. On iOS/Android with limited RAM,
training even small models may cause out-of-memory errors. Realistic expectations:
	Fine-tuning small models (< 10M parameters) is feasible on modern devices
	Full training of large models is not recommended on mobile
	Inference is the primary use case for mobile deployment
	Minimum recommended: 4GB RAM, A12+ chip (iOS) / Snapdragon 700+ (Android)

The training loop in ExBurn currently uses numerical gradients (finite differences).
Two methods are available: :numerical (central differences, more accurate) and
:numerical_batch (one-sided, ~2x faster). Burn's autodiff integration is
planned for v0.3.0 and will replace numerical gradients entirely.
Examples
# Linear regression (simplest possible ML workflow)
mix run examples/linear_regression.exs

# MNIST-like classifier (full deep learning pipeline)
mix run examples/mnist_simple.exs

Guides
	Getting Started — Installation, basic ops, GPU check
	Training Models — Models, training, callbacks, save/load
	Mobile Deployment — iOS/Android compilation, optimization
	Architecture — Deep-dive into the pipeline
	Training Optimization — Best practices for fast, stable training

Project Structure
lib/ex_burn/
  ex_burn.ex          — Main API (version, configure!, default_device)
  defn_compiler.ex    — Nx.Defn.Compiler for GPU-accelerated defn
  backend.ex          — Nx.Backend implementation (delegates to Burn via NIF)
  nif.ex              — Rustler NIF stubs (40+ functions)
  tensor.ex           — Nx ↔ Burn tensor conversion utilities
  error.ex            — Structured error type (ExBurn.Error)
  burn_bridge.ex      — High-level Burn API (direct tensor ops)
  cubecl_bridge.ex    — GPU compute via ExCubecl (buffers, kernels, pipelines)
  model.ex            — Model definition, compilation, save/load
  training.ex         — Training loop (optimizers, LR schedules, callbacks)

native/ex_burn_nif/
  src/lib.rs          — Rust NIF with real Burn Autodiff<CubeCL> operations
  Cargo.toml          — Burn 0.21 + CubeCL + Autodiff dependencies

examples/
  linear_regression.exs  — Simplest ML workflow
  mnist_simple.exs        — Full deep learning pipeline

guides/
  01_getting_started.md   — Installation, basic ops, GPU check
  02_training.md          — Models, training, callbacks, save/load
  03_mobile_deployment.md — iOS/Android compilation, optimization
  04_architecture.md      — Deep-dive into the pipeline
GPU Backends
	Platform	Backend	Status
	NVIDIA	CUDA	✅
	iOS	Metal	✅
	Android	Vulkan	✅
	macOS	Metal	✅
	Linux	Vulkan	✅

CUDA Support
ExBurn compiles with CUDA support by default (burn/cuda + burn-cubecl/cuda features).
On systems without an NVIDIA GPU, the NIF automatically falls back to the NdArray (CPU) backend.
To build with a specific GPU backend:
# CUDA (default)
mix compile

# Metal (macOS/iOS)
cd native/ex_burn_nif && cargo build --features metal --no-default-features

# Vulkan (Android/Linux)
cd native/ex_burn_nif && cargo build --features vulkan --no-default-features

# CPU-only (no GPU)
cd native/ex_burn_nif && cargo build --no-default-features

Check CUDA availability from Elixir:
ExBurn.cuda_available?()   # true if NVIDIA GPU detected
ExBurn.device_name()       # "CUDA (NVIDIA GPU)" or "NdArray (CPU)"
ExBurn.device_info()       # full device info map
Error Handling
All operations raise ExBurn.Error with structured context:
raise ExBurn.Error,
  op: :matmul,
  reason: "shape mismatch",
  details: %{lhs: [3, 4], rhs: [5, 6]}
Dependencies
	Burn — Deep learning framework (Rust)
	Nx — Numerical Elixir
	Axon — Neural network library
	CubeCL — GPU compute language
	ExCubecl v0.4+ — GPU compute runtime for Elixir (buffers, kernels, pipelines, media)


Topics: elixir · machine-learning · burn · ios · android · nx · rustler · gpu · deep-learning
License
Apache 2.0


  

    Getting Started with ExBurn

What is ExBurn?
ExBurn is a middle layer between Nx (Numerical Elixir) and Burn (a Rust deep learning framework). It lets you write ML code in Elixir that runs on the GPU — on NVIDIA cards (CUDA), Apple Silicon (Metal), or Android (Vulkan).
Elixir code → Nx.Defn → ExBurn → Burn/CubeCL → GPU
Installation
Add to mix.exs:
def deps do
  [
    {:ex_burn, "~> 0.2"},
    {:nx, ">= 0.12.0"},
    {:axon, "~> 0.8"},
    {:ex_cubecl, ">= 0.4.0"}
  ]
end
mix deps.get
mix compile

Prerequisites
	Requirement	Version	Notes
	Elixir	~> 1.18	
	OTP	27+	
	Rust stable	any	Needed for NIF compilation (until v0.2.0 precompiled binaries)
	GPU drivers	—	CUDA / Metal / Vulkan depending on platform

For iOS: rustup target add aarch64-apple-ios
For Android: rustup target add aarch64-linux-android
Basic Tensor Operations
# Set ExBurn as the default backend — all Nx ops now go through Burn
Nx.default_backend(ExBurn.Backend)

# Or use the convenience function
ExBurn.configure!()

# Create tensors
a = Nx.tensor([1.0, 2.0, 3.0])
b = Nx.tensor([4.0, 5.0, 6.0])

# Element-wise operations
Nx.add(a, b)        # [5.0, 7.0, 9.0]
Nx.multiply(a, b)   # [4.0, 10.0, 18.0]

# Matrix operations
m = Nx.tensor([[1.0, 2.0], [3.0, 4.0]])
Nx.transpose(m)     # [[1.0, 3.0], [2.0, 4.0]]
GPU-Accelerated Functions with defn
The ExBurn.Defn.Compiler implements the Nx.Defn.Compiler behaviour, letting you write GPU-accelerated numerical functions:
# Set ExBurn as both backend and compiler
Nx.default_backend(ExBurn.Backend)
Nx.Defn.global_default_options(compiler: ExBurn.Defn.Compiler)

defmodule MyMath do
  import Nx.Defn

  defn add_and_scale(x, y, scale) do
    x |> Nx.add(y) |> Nx.multiply(scale)
  end

  defn dot_product(a, b) do
    a |> Nx.multiply(b) |> Nx.sum()
  end
end

# These execute on GPU via Burn
MyMath.add_and_scale(Nx.tensor([1.0, 2.0]), Nx.tensor([3.0, 4.0]), Nx.tensor(2.0))
#=> #Nx.Tensor<[8.0, 12.0]>
Per-function compiler override:
defn my_fun(x, opts \\ []) do
  Nx.sin(x)
end
compiler: ExBurn.Defn.Compiler
Checking GPU Availability
# Quick check
ExBurn.default_device()    # :gpu or :cpu
ExBurn.device_name()       # e.g. "CUDA (NVIDIA RTX 4090)" or "Metal (Apple M4)"
ExBurn.device_info()       # full map with :device, :gpu_available, :backend, :available_backends
ExBurn.cuda_available?()   # true if NVIDIA GPU detected
Using BurnBridge Directly
For performance-critical code, bypass the Nx layer and talk to Burn directly:
# Create Burn tensors directly
t1 = ExBurn.BurnBridge.zeros([3, 3], :f32)
t2 = ExBurn.BurnBridge.ones([3, 3], :f32)

# Perform operations (single NIF call each)
t3 = ExBurn.BurnBridge.add(t1, t2)
t4 = ExBurn.BurnBridge.matmul(t1, t2)
t5 = ExBurn.BurnBridge.relu(t3)

# Convert back to Nx when needed
nx_tensor = ExBurn.BurnBridge.to_nx(t3)
Using ExCubecl for GPU Buffers
ExCubecl provides low-level GPU buffer management:
# Create GPU-resident buffers
{:ok, a} = ExCubecl.buffer([1.0, 2.0, 3.0], [3], :f32)
{:ok, b} = ExCubecl.buffer([4.0, 5.0, 6.0], [3], :f32)

# Inspect
{:ok, [3]} = ExCubecl.shape(a)
{:ok, 12} = ExCubecl.size(a)  # bytes

# Read data back
{:ok, data} = ExCubecl.read(a)

# Buffers are automatically freed when GC'd
Project Structure
lib/ex_burn/
  ex_burn.ex            — Main API (version, configure!, device_info)
  defn_compiler.ex      — Nx.Defn.Compiler for GPU-accelerated defn
  backend.ex            — Nx.Backend implementation (delegates to Burn via NIF)
  nif.ex                — Rustler NIF stubs (40+ functions)
  nif_helper.ex         — Safe NIF wrappers ({:ok, result} tuples)
  tensor.ex             — Nx ↔ Burn tensor conversion utilities
  error.ex              — Structured error type (ExBurn.Error)
  burn_bridge.ex        — High-level Burn API (direct tensor ops)
  cubecl_bridge.ex      — GPU compute via ExCubecl (buffers, kernels, pipelines)
  model.ex              — Model definition, compilation, save/load
  training.ex           — Training loop (optimizers, LR schedules, callbacks)
  serving.ex            — Nx.Serving integration for batched inference
  serving/server.ex     — Serving server implementation

native/ex_burn_nif/
  src/lib.rs            — Rust NIF with real Burn Autodiff<CubeCL> operations
  Cargo.toml            — Burn + CubeCL + Autodiff dependencies
Next Steps
	Training Models — Define, compile, and train neural networks
	Mobile Deployment — iOS/Android compilation and optimization
	Architecture Deep-Dive — How the pipeline works internally
	Training Optimization Guide — Best practices for fast, stable training



  

    Training Models with ExBurn

Overview
ExBurn provides a complete training pipeline: define a model with Axon, compile it with ExBurn.Model.compile/2, and train it with ExBurn.Training.fit/3. The training loop supports multiple optimizers, learning rate schedules, gradient clipping, weight decay, and callbacks.
Defining a Model with Axon
model =
  Axon.input("input", shape: {nil, 784})
  |> Axon.dense(256, activation: :relu, name: "hidden1")
  |> Axon.dropout(rate: 0.2)
  |> Axon.dense(128, activation: :relu, name: "hidden2")
  |> Axon.dropout(rate: 0.2)
  |> Axon.dense(10, name: "output")
The nil in the shape represents the batch dimension (variable size).
Compiling a Model
compiled = ExBurn.Model.compile(model,
  loss: :cross_entropy,       # :cross_entropy | :mse | :binary_cross_entropy
  optimizer: :adam,           # :adam | :sgd | :rmsprop
  learning_rate: 0.001,
  device: :gpu,               # :gpu | :cpu
  weight_decay: 1.0e-4        # L2 regularization (default: 0.0)
)
What compile/2 Does
	Builds the Axon expression graph via Axon.build/2
	Initializes parameters with Glorot/Xavier uniform initialization for weights, zeros for biases
	Optionally moves parameters to GPU via BurnBridge.to_gpu/1
	Initializes optimizer state (momentum buffers for Adam, velocity for SGD, etc.)
	Returns an ExBurn.Model struct ready for training

Inspecting a Model
# Keras/PyTorch-style summary
IO.puts(ExBurn.Model.summary(compiled))
# ╔══════════════════════════════════════════════════════════╗
# ║                   ExBurn Model Summary                  ║
# ╠══════════════════════════════════════════════════════════╣
# ║  Layer                 Type         Output Shape        ║
# ║  hidden1               Dense        [nil, 256]          ║
# ║  dropout_1             Dropout      [nil, 256]          ║
# ║  hidden2               Dense        [nil, 128]          ║
# ║  output                Dense        [nil, 10]           ║
# ╠══════════════════════════════════════════════════════════╣
# ║  Total params:     235,146                               ║
# ║  Trainable params: 235,146                               ║
# ╚══════════════════════════════════════════════════════════╝

# Access components
ExBurn.Model.parameters(compiled)     # parameter map
ExBurn.Model.loss_function(compiled)  # :cross_entropy
ExBurn.Model.optimizer(compiled)      # :adam
ExBurn.Model.weight_decay(compiled)   # 0.0001
Training
trained = ExBurn.Training.fit(compiled, {train_x, train_y},
  epochs: 10,
  batch_size: 32,
  shuffle: true,
  validation_data: {val_x, val_y},
  verbose: true
)
Training Options
	Option	Type	Default	Description
	:epochs	pos_integer()	10	Number of training epochs
	:batch_size	pos_integer()	32	Mini-batch size
	:shuffle	boolean()	true	Shuffle training data each epoch
	:validation_data	{tensor, tensor}	nil	Validation dataset
	:callbacks	[function()]	[]	Callback functions called after each epoch
	:verbose	boolean()	true	Print training progress
	:lr_schedule	see below	nil	Learning rate schedule
	:clip_norm	float()	nil	Max gradient norm for clipping
	:clip_value	float()	nil	Max absolute gradient value
	:weight_decay	float()	nil	L2 regularization coefficient
	:accumulate_gradients	pos_integer()	1	Accumulate N batches before optimizer step
	:accuracy	boolean()	false	Compute classification accuracy
	:nesterov	boolean()	false	Nesterov momentum (SGD only)

Learning Rate Schedules
# Step decay: multiply LR by gamma every step_size epochs
lr_schedule: {:step, 0.001, 10, 0.5}

# Exponential decay: LR = base_lr * gamma^epoch
lr_schedule: {:exponential, 0.001, 0.95}

# Cosine annealing: smoothly decay from base_lr to min_lr
lr_schedule: {:cosine, 0.001, 1.0e-5}
Gradient Clipping
# Clip by global norm (prevents exploding gradients)
clip_norm: 1.0

# Clip by absolute value
clip_value: 5.0

# Both can be used together
Gradient Accumulation
Effective when GPU memory limits batch size. Accumulates gradients across N mini-batches before performing one optimizer step:
# Effective batch_size = 32 * 4 = 128
ExBurn.Training.fit(model, data,
  batch_size: 32,
  accumulate_gradients: 4
)
Optimizers
Adam (default)
Adaptive learning rate with momentum. Good default for most tasks.
ExBurn.Model.compile(model, optimizer: :adam, learning_rate: 0.001)
# Internal state: m (1st moment), v (2nd moment), t (timestep)
# beta1=0.9, beta2=0.999, epsilon=1e-8
SGD with Momentum
ExBurn.Model.compile(model, optimizer: :sgd, learning_rate: 0.01)
# momentum=0.9
With Nesterov momentum (often converges faster):
ExBurn.Training.fit(model, data, nesterov: true)
RMSprop
Good for recurrent networks and non-stationary objectives:
ExBurn.Model.compile(model, optimizer: :rmsprop, learning_rate: 0.001)
# decay=0.9, epsilon=1e-8
Callbacks
Callbacks are functions that receive a metrics map after each epoch and return it (possibly modified).
Built-in Callbacks
# Logging
callbacks: [&ExBurn.Training.LoggingCallback.log/1]

# Early stopping (patience=5 epochs, min_delta=1e-4)
callbacks: [ExBurn.Training.EarlyStoppingCallback.wait(5, 1.0e-4)]

# Checkpoint every 5 epochs
callbacks: [ExBurn.Training.CheckpointCallback.every(5, "/checkpoints")]
Custom Callbacks
The metrics map has this structure:
%{
  epoch: 5,
  loss: 0.0234,
  val_loss: 0.0312,       # if validation_data provided
  accuracy: 0.98,          # if accuracy: true
  val_accuracy: 0.95,      # if validation_data + accuracy
  model: %ExBurn.Model{}   # current model state
}
Return Map.put(metrics, :stop_training, true) to halt training early:
custom_callback = fn
  %{loss: loss} when loss < 0.01 ->
    IO.puts("Converged!")
    %{epoch: epoch, loss: loss, stop_training: true}

  metrics ->
    metrics
end
Evaluating a Model
# Returns average loss
loss = ExBurn.Training.evaluate(model, {test_x, test_y})

# Returns {loss, accuracy} tuple
{loss, accuracy} = ExBurn.Training.evaluate(model, {test_x, test_y}, true)
Inference
# Using the model's forward pass (GPU via defn compiler)
{:ok, output} = ExBurn.Model.forward(compiled, input_tensor)

# Using Axon predict (CPU via BinaryBackend)
{:ok, output} = ExBurn.Model.predict(compiled, input_tensor)
Saving and Loading
# Save (compressed Erlang term format)
ExBurn.Model.save(trained, "model.bin")

# Load
{:ok, model} = ExBurn.Model.load(trained, "model.bin")

# Serialize to binary (for network transfer)
binary = ExBurn.Model.serialize_params(trained)
{:ok, params} = ExBurn.Model.deserialize_params(binary)
Freezing Layers (Fine-tuning)
Freeze layers to prevent them from updating during training:
# Freeze specific layers
model = ExBurn.Model.freeze(compiled, ["hidden1"])

# Check if a layer is frozen
ExBurn.Model.frozen?(model, "hidden1")  # true

# Unfreeze
model = ExBurn.Model.unfreeze(model, ["hidden1"])

# Get all frozen layer names
ExBurn.Model.frozen_layers(model)  # #MapSet<["hidden1"]>
Device Management
# Move model to GPU
gpu_model = ExBurn.Model.to_device(compiled, :gpu)

# Move model to CPU
cpu_model = ExBurn.Model.to_device(compiled, :cpu)

# No-op if already on target device
same_model = ExBurn.Model.to_device(cpu_model, :cpu)
Custom Training Loops
For full control, use train_step/3 directly:
{loss, updated_model} = ExBurn.Training.train_step(model, {batch_x, batch_y},
  clip_norm: 1.0,
  grad_method: :numerical_batch
)
Compute gradients separately:
grads = ExBurn.Training.compute_gradients(model, {batch_x, batch_y},
  grad_method: :numerical  # or :numerical_batch
)
Loss Functions
	Loss	Use Case	Target Format
	:cross_entropy	Multi-class classification	One-hot or integer class indices
	:mse	Regression	Continuous values
	:binary_cross_entropy	Binary classification	0.0 or 1.0



  

    Mobile Deployment with ExBurn

Overview
ExBurn compiles models for mobile deployment via Burn's CubeCL backend:
	iOS: Metal via CubeCL
	Android: Vulkan via CubeCL

The typical workflow is: train on a desktop GPU → save the model → load and run inference on mobile.
Training and Saving on Desktop
# Train on desktop (CUDA or Metal)
model =
  Axon.input("input", shape: {nil, 784})
  |> Axon.dense(128, activation: :relu)
  |> Axon.dropout(rate: 0.2)
  |> Axon.dense(10)

compiled = ExBurn.Model.compile(model,
  loss: :cross_entropy,
  optimizer: :adam,
  learning_rate: 0.001
)

trained = ExBurn.Training.fit(compiled, {train_x, train_y},
  epochs: 20,
  batch_size: 64
)

# Save for deployment
ExBurn.Model.save(trained, "model.bin")
Loading and Inference on Mobile
# Load the model on the mobile device
{:ok, model} = ExBurn.Model.load(compiled, "model.bin")

# Run inference
{:ok, output} = ExBurn.Model.predict(model, input_tensor)
Using ExBurn.Serving for Batched Inference
For production inference with concurrent batching:
serving = ExBurn.Serving.build(model,
  batch_size: 32,
  batch_timeout: 50,
  partitions: System.schedulers_online()
)

output = Nx.Serving.run(serving, input_tensor)
Cross-Compilation
iOS (Metal)
# Add the iOS target
rustup target add aarch64-apple-ios

# Build the NIF for iOS
cd native/ex_burn_nif
cargo build --target aarch64-apple-ios --features metal --no-default-features --release

Android (Vulkan)
# Add the Android target
rustup target add aarch64-linux-android

# Build the NIF for Android
cd native/ex_burn_nif
cargo build --target aarch64-linux-android --features vulkan --no-default-features --release

CPU-only Fallback
cd native/ex_burn_nif
cargo build --no-default-features --release

Model Optimization for Mobile
1. Use f16 Precision
Halves memory usage with minimal accuracy loss on inference:
# Convert parameters to f15
# (planned — currently use Nx's built-in type conversion)
2. Reduce Model Size
	Model Size	Feasibility on Mobile
	< 1M params	✅ Comfortable on all modern devices
	1M – 10M params	✅ Fine for inference, training may OOM
	10M – 50M params	⚠️ Inference only, may need quantization
	> 50M params	❌ Not recommended for mobile

3. Use ExCubecl Pipelines
Chain multiple GPU kernels without CPU round-trips:
{:ok, pipeline} = ExBurn.CubeclBridge.pipeline()
ExBurn.CubeclBridge.pipeline_add(pipeline, "dense", [input_buf, weight_buf, bias_buf], output_buf)
ExBurn.CubeclBridge.pipeline_add(pipeline, "relu", [output_buf], output_buf)
{:ok, _} = ExBurn.CubeclBridge.pipeline_run(pipeline)
4. Batch Inference
Process multiple inputs together for better GPU utilization:
serving = ExBurn.Serving.build(model, batch_size: 16, batch_timeout: 100)
Supported Operations
	Operation	iOS (Metal)	Android (Vulkan)	Notes
	Dense / Linear	✅	✅	
	Conv2D	✅	✅	
	ReLU	✅	✅	
	Sigmoid	✅	✅	
	Softmax	✅	✅	
	Dropout	✅	✅	No-op during inference
	LayerNorm	✅	✅	
	MatMul	✅	✅	
	Transpose	✅	✅	
	Reshape	✅	✅	
	Concatenate	✅	✅	
	Slice	✅	✅	

Memory Considerations
	Burn's Autodiff backend is memory-intensive. Training on mobile is only feasible for small models (< 10M parameters).
	Inference is the primary use case for mobile deployment.
	Minimum recommended: 4GB RAM, A12+ chip (iOS) / Snapdragon 700+ (Android).
	Use gradient checkpointing (planned for v0.3.0) to reduce training memory.

Precompiled NIFs (v0.2.0)
Starting with v0.2.0, precompiled NIF binaries are distributed via rustler_precompiled, eliminating the Rust toolchain requirement for end users. The NIF automatically downloads the correct binary for the target platform.


  

    Architecture Deep-Dive

Pipeline Overview
┌─────────────────────────────────────────────────────────────────────┐
│                        Elixir / BEAM VM                             │
│                                                                     │
│  Axon model ──→ Nx.Defn graph ──→ ExBurn.Defn.Compiler              │
│                                           │                         │
│                                           ↓                         │
│                                ExBurn.Backend                       │
│                                           │                         │
│                                           ↓                         │
│                                ExBurn.Nif (Rustler)                 │
│                                           │                         │
│                                           ↕                         │
│                                ExCubecl (GPU runtime)               │
│                                - Buffer management                  │
│                                - Kernel execution                   │
│                                - Pipeline orchestration             │
│                                - Async commands                     │
└─────────────────────────────┬───────────────────────────────────────┘
                              │ NIF calls
┌─────────────────────────────↓───────────────────────────────────────┐
│                        Rust NIF Layer                               │
│                                                                     │
│  BurnTensor enum ──→ Burn operations ──→ CubeCL runtime             │
│                                                                     │
│  Backend: Autodiff<CubeCL>                                          │
│    - Autodiff: gradient tracking                                    │
│    - CubeCL: GPU compute abstraction                                │
└─────────────────────────────┬───────────────────────────────────────┘
                              │ kernel dispatch
┌─────────────────────────────↓───────────────────────────────────────┐
│                        GPU Hardware                                 │
│                                                                     │
│  Metal (iOS/macOS)  │  Vulkan (Android/Linux)  │  CUDA (NVIDIA)   │
└─────────────────────────────────────────────────────────────────────┘
Layer-by-Layer Breakdown
1. Axon Model Definition
Axon provides a functional API for defining neural network architectures. Models are built as a pipeline of layers:
model =
  Axon.input("input", shape: {nil, 784})
  |> Axon.dense(256, activation: :relu)
  |> Axon.dense(10)
This creates an Axon.ModelState struct containing the layer graph. No computation happens at this stage — it's a description of the model.
2. Nx.Defn Graph
When you call a defn function, Nx.Defn traces the function body into an expression tree of Nx.Defn.Expr nodes. Each node represents an operation (add, multiply, dot, etc.) with its arguments.
Nx.Defn.Expr
  op: :dot
  args: [
    Nx.Defn.Expr{op: :parameter, args: [0]},     # input
    Nx.Defn.Expr{op: :tensor, args: [weight]}     # weight matrix
  ]
3. ExBurn.Defn.Compiler
ExBurn.Defn.Compiler implements the Nx.Defn.Compiler behaviour. It receives the expression tree and evaluates each node:
	Parameters are looked up from the params list and converted to Burn tensors
	Tensor constants are converted to Burn tensors
	Operations are dispatched to ExBurn.Backend, which calls the NIF
	Results are cached by expression ID to avoid recomputation
	Control flow (:cond, :while) is handled recursively

# Global default
Nx.Defn.global_default_options(compiler: ExBurn.Defn.Compiler)

# Per-function
defn my_fun(x) do
  Nx.sin(x)
end
compiler: ExBurn.Defn.Compiler
4. ExBurn.Backend
ExBurn.Backend implements the Nx.Backend behaviour. Every Nx operation is translated to a NIF call:
# Elixir side
Nx.add(a, b)
  ↓
ExBurn.Backend.add(%BurnTensor{ref: ref_a}, %BurnTensor{ref: ref_b})
  ↓
ExBurn.Nif.add_tensor(ref_a, ref_b)  # NIF call to Rust
  ↓
{:ok, ref_c}  # New tensor reference
The backend handles 100+ operations including:
	Arithmetic: add, subtract, multiply, divide, negate, abs, exp, log, sqrt, pow
	Trig: sin, cos, tan, asin, acos, atan, sinh, cosh, tanh
	Reductions: sum, product, reduce_max, reduce_min, argmax, argmin, all, any
	Linear algebra: dot, transpose, conv
	Shape ops: reshape, squeeze, broadcast, pad, slice, concatenate, stack, reverse, gather
	Random: random_uniform, random_normal
	Creation: eye, iota, from_binary
	Comparison: equal, not_equal, greater, less, greater_equal, less_equal
	Logical: logical_and, logical_or, logical_xor, bitwise_and, bitwise_or, bitwise_xor

5. ExBurn.Nif (Rustler NIF)
The NIF layer provides 40+ Rust functions that call into Burn. These are defined in native/ex_burn_nif/src/lib.rs using the rustler crate.
Key functions:
	new_tensor/3 — create a tensor from binary data
	add_tensor/2, sub_tensor/2, mul_tensor/2, div_tensor/2 — arithmetic
	matmul_tensor/2 — matrix multiplication
	sum_tensor/1, mean_tensor/1 — reductions
	softmax_tensor/2, layer_norm_tensor/1 — neural network ops
	gpu_available/0, device_name/0 — device queries
	to_gpu/1, to_cpu/1 — device transfer
	free_tensor/1 — explicit deallocation

6. ExCubecl Integration
ExBurn uses ExCubecl v0.4+ as its GPU compute runtime:
	GPU Buffers: ExCubecl.buffer/3 creates GPU-resident buffers with automatic GC
	Kernel Execution: ExCubecl.run_kernel/4 dispatches CubeCL kernels
	Pipelines: Chain multiple GPU kernels without CPU round-trips
	Async Commands: Non-blocking GPU execution with submit/poll/wait

ExBurn.CubeclBridge wraps ExCubecl with a higher-level API.
Tensor Representation
Elixir Side
%ExBurn.Tensor{
  ref: #Reference<...>,    # Opaque NIF reference to Rust tensor
  shape: [3, 256],         # Shape tracked on Elixir side (no NIF call needed)
  type: :f32               # Element type tag (:f32, :f16, :bf16, :f64, :i32, :i64, :i16, :i8, :u8)
}
Rust Side
enum BurnTensor {
    F32x1(Tensor<B, 1>),   # 1D f32 tensor
    F32x2(Tensor<B, 2>),   # 2D f32 tensor
    F32x3(Tensor<B, 3>),   # 3D f32 tensor
    F32x4(Tensor<B, 4>),   # 4D f32 tensor (images: batch, channels, height, width)
    I32x1(Tensor<B, 1, Int>),
    I64x1(Tensor<B, 1, Int>),
    # ... other types
}
Memory Management
	Tensors are owned by ResourceArc<TensorResource> on the Rust side
	Erlang GC triggers NIF resource destructor → Burn tensor freed automatically
	Explicit ExBurn.Tensor.free/1 for eager deallocation when needed
	GPU buffers via ExCubecl are automatically freed when GC'd

Gradient Computation
Current: Numerical Gradients (v0.1.0)
The training loop uses finite differences to approximate gradients:
∂L/∂w ≈ (L(w + ε) - L(w - ε)) / 2ε
This requires 2 forward passes per parameter, making it slow for large models. Two methods are available:
	Method	Forward Passes	Accuracy	Speed
	:numerical	2N (central differences)	Higher (O(ε²))	Slower
	:numerical_batch	N+1 (one-sided)	Good (O(ε))	~2x faster

Where N = number of scalar parameters.
Planned: Burn Autodiff (v0.3.0)
Forward pass                    Backward pass
─────────────                   ─────────────
input → Linear → ReLU → output
              ↓
         loss = cross_entropy(output, target)
              ↓
         backward(loss)  ← Autodiff<CubeCL> computes ∂L/∂W
              ↓
         optimizer.step()  ← Adam/SGD updates W -= lr * ∂L/∂W
Burn's Autodiff backend will compute exact gradients in a single backward pass, replacing numerical differentiation entirely.
Training Loop Architecture
fit(model, data, opts)
  │
  ├─ For each epoch:
  │    ├─ Apply LR schedule
  │    ├─ Shuffle data (if :shuffle)
  │    ├─ For each mini-batch:
  │    │    ├─ Forward pass → compute loss
  │    │    ├─ Backward pass → compute gradients
  │    │    ├─ Clip gradients (by norm / by value)
  │    │    ├─ Add weight decay to gradients
  │    │    └─ Optimizer step → update params
  │    ├─ Evaluate on validation data
  │    ├─ Print progress (loss, accuracy, ETA)
  │    └─ Run callbacks
  │
  └─ Return trained model
Error Handling
All NIF functions return {:ok, result} or {:error, reason}. The Elixir layer wraps these in ExBurn.Error exceptions:
raise ExBurn.Error,
  op: :matmul,
  reason: "shape mismatch",
  details: %{lhs: [3, 4], rhs: [5, 6]}
Thread Safety
	NIF calls are scheduled on dirty CPU schedulers for long-running operations
	Burn's CubeCL runtime handles GPU command queue synchronization
	ExBurn.Nif.gpu_available/0 is safe to call from any process
	The training loop is single-process; use Nx.Serving for concurrent inference

Performance Considerations
	Minimize NIF round-trips: Each NIF call has overhead. Use BurnBridge for multi-op sequences instead of individual Nx calls.
	Batch conversions: Convert multiple tensors at once when possible.
	Shape caching: Shapes are tracked on the Elixir side — no NIF call needed to check shape.
	f16 on mobile: Use Nx.f16 tensors for 2x memory reduction on mobile GPUs.
	Use ExCubecl pipelines: Chain multiple GPU kernels without CPU round-trips.
	Gradient accumulation: Use :accumulate_gradients to simulate larger batch sizes without increasing memory usage.
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Understanding Gradient Computation
Current Limitation: Numerical Gradients
ExBurn v0.1.0 uses numerical differentiation (finite differences) to compute gradients. This is the main performance bottleneck.
Central differences:  ∂L/∂w ≈ (L(w + ε) - L(w - ε)) / 2ε
One-sided:            ∂L/∂w ≈ (L(w + ε) - L(w)) / ε
Impact: For a model with N scalar parameters, central differences requires 2N forward passes per mini-batch. A 100K-parameter model needs 200K forward passes per batch.
Choosing a Gradient Method
# Default: central differences (more accurate, slower)
grads = ExBurn.Training.compute_gradients(model, {x, y}, grad_method: :numerical)

# Faster: one-sided differences (less accurate, ~2x faster)
grads = ExBurn.Training.compute_gradients(model, {x, y}, grad_method: :numerical_batch)
	Method	Forward Passes	Error Order	When to Use
	:numerical	2N	O(ε²)	Small models, high accuracy needed
	:numerical_batch	N+1	O(ε)	Larger models, speed matters more

When Autodiff Arrives (v0.3.0)
Burn's Autodiff backend will compute exact gradients in a single backward pass, regardless of parameter count. This is a game-changer:
Numerical (v0.1.0):  200K forward passes for 100K params
Autodiff (v0.3.0):   1 backward pass for any model size
Recommendation: For now, keep models small (< 50K params) for training. Use larger models only for inference.
Choosing an Optimizer
Adam (Default)
Best general-purpose optimizer. Adapts learning rates per-parameter.
ExBurn.Model.compile(model, optimizer: :adam, learning_rate: 0.001)
# beta1=0.9, beta2=0.999, epsilon=1e-8
When to use: Default choice for most tasks. Works well with default hyperparameters.
Tips:
	learning_rate: 0.001 is a good starting point
	Reduce to 0.0001 if training is unstable
	Increase to 0.01 if convergence is very slow

SGD with Momentum
Can achieve better generalization than Adam with proper tuning.
ExBurn.Model.compile(model, optimizer: :sgd, learning_rate: 0.01)
# momentum=0.9
When to use: When you need maximum generalization and have time to tune.
Tips:
	Requires higher learning rate than Adam (typically 0.01–0.1)
	Use Nesterov momentum for faster convergence:ExBurn.Training.fit(model, data, nesterov: true)

	Combine with cosine annealing LR schedule for best results

RMSprop
Good for recurrent networks and non-stationary objectives.
ExBurn.Model.compile(model, optimizer: :rmsprop, learning_rate: 0.001)
# decay=0.9, epsilon=1e-8
When to use: RNNs, LSTMs, or when Adam diverges.
Optimizer Comparison
	Optimizer	Convergence Speed	Generalization	Tuning Effort	Memory
	Adam	Fast	Good	Low	2x params (m + v)
	SGD + Momentum	Medium	Best	High	1x params (velocity)
	RMSprop	Medium	Good	Medium	1x params (cache)

Learning Rate Strategies
Fixed Learning Rate
# No schedule — use constant learning rate
ExBurn.Model.compile(model, learning_rate: 0.001)
Step Decay
Reduce LR by a factor every N epochs. Good for long training runs.
# Halve the learning rate every 10 epochs
lr_schedule: {:step, 0.001, 10, 0.5}
Exponential Decay
Smooth decay. Good for medium-length training.
# Multiply LR by 0.95 each epoch
lr_schedule: {:exponential, 0.001, 0.95}
Cosine Annealing
Smoothly decay from base_lr to min_lr following a cosine curve. Often gives the best results.
# Decay from 0.001 to 0.00001 over the training run
lr_schedule: {:cosine, 0.001, 1.0e-5}
Learning Rate Schedule Comparison
LR
│
0.001 ─┤ ████
│ ████  ╲         Step (sudden drops)
│  ████  ╲  ╲
│   ████  ╲  ╲
│    ████   ╲   ╲
0.0001 ┤     ╲    ╲
│      ╲     ╲    ╲
│       ╲      ╲    ╲
│        ╲      ╲     ╲
0.00001 ┤──────────────╲──── Cosine (smooth)
└──────────────────────── Epochs
Tips
	Start with Adam + cosine annealing for best results
	If loss oscillates, reduce the base learning rate
	If convergence is too slow, increase the base learning rate
	Use warmup (planned) for large batch sizes

Gradient Clipping
Prevents exploding gradients, which cause NaN loss.
Clip by Norm
Scales all gradients so their total norm doesn't exceed a threshold:
# If ||gradients||_2 > 1.0, scale them down
clip_norm: 1.0
When to use: Always enable for recurrent networks. Recommended for deep networks.
Clip by Value
Clips each gradient element to a range:
# Clip each gradient to [-5.0, 5.0]
clip_value: 5.0
When to use: As a safety net alongside norm clipping.
Tips
	clip_norm: 1.0 is a good default
	If you see NaN loss, enable clipping immediately
	Clipping doesn't prevent vanishing gradients — use residual connections for that

Weight Decay
L2 regularization that penalizes large weights, improving generalization:
ExBurn.Model.compile(model, weight_decay: 1.0e-4)
This adds weight_decay * param to each gradient before the optimizer step.
Tips
	1.0e-4 is a good default for most tasks
	1.0e-5 for small datasets (less regularization)
	1.0e-3 for large models that overfit
	Don't use with AdamW (not yet implemented) — with standard Adam, weight decay interacts with the adaptive learning rate

Gradient Accumulation
Simulates a larger batch size by accumulating gradients across multiple mini-batches:
# Effective batch size = 32 * 4 = 128
ExBurn.Training.fit(model, data,
  batch_size: 32,
  accumulate_gradients: 4
)
When to Use
	GPU memory limits your batch size
	You want the stability of large batches but can't fit them in memory
	Training on mobile devices with limited RAM

Tips
	Increase learning rate proportionally to the accumulation factor (e.g., 4x accumulation → 2x LR)
	Batch normalization (when available) will still see the small mini-batch statistics

Batch Size Selection
	Batch Size	Pros	Cons
	8–16	Better generalization, less memory	Noisy gradients, slower training
	32–64	Good default	Balanced
	128–256	Faster training, stable gradients	May generalize worse, more memory
	512+	Very stable gradients	Often worse generalization, high memory

Tips
	Start with 32 and increase if you have memory headroom
	If you increase batch size, increase learning rate proportionally
	Use gradient accumulation to simulate large batches on memory-constrained devices

Memory Optimization
On Desktop (CUDA/Metal)
# Use f16 for 2x memory reduction
# (convert parameters to f16 before training)

# Use gradient accumulation to reduce per-batch memory
accumulate_gradients: 4
On Mobile (iOS/Android)
# Keep models small (< 10M params)
# Use CPU for training (GPU autodiff is memory-intensive)
ExBurn.Model.compile(model, device: :cpu)

# Free intermediate tensors explicitly
ExBurn.Tensor.free(intermediate_tensor)
Memory-Saving Tips
	Reduce batch size — the single biggest lever
	Use gradient accumulation — same effective batch, less memory
	Free tensors explicitly — don't wait for GC
	Use f16 precision — halves memory for tensors
	Avoid storing all intermediate activations — use gradient checkpointing (planned)

Common Problems and Solutions
Loss is NaN
Causes: Exploding gradients, too high learning rate, numerical instability
Solutions:
# 1. Enable gradient clipping
clip_norm: 1.0

# 2. Reduce learning rate
learning_rate: 0.0001

# 3. Use :numerical_batch gradient method (more stable)
grad_method: :numerical_batch
Loss Doesn't Decrease
Causes: Too low learning rate, bad initialization, wrong loss function
Solutions:
# 1. Increase learning rate
learning_rate: 0.01

# 2. Check loss function matches task
#    Classification → :cross_entropy
#    Regression → :mse
#    Binary → :binary_cross_entropy

# 3. Verify data preprocessing (normalization, etc.)
Loss Oscillates
Causes: Learning rate too high, batch size too small
Solutions:
# 1. Reduce learning rate
learning_rate: 0.0005

# 2. Increase batch size or use gradient accumulation
accumulate_gradients: 4

# 3. Use learning rate schedule
lr_schedule: {:cosine, 0.001, 1.0e-6}
Overfitting
Causes: Model too complex, not enough data, no regularization
Solutions:
# 1. Add weight decay
weight_decay: 1.0e-3

# 2. Add dropout in the Axon model
|> Axon.dropout(rate: 0.5)

# 3. Freeze early layers
model = ExBurn.Model.freeze(model, ["hidden1"])

# 4. Use early stopping
callbacks: [ExBurn.Training.EarlyStoppingCallback.wait(5)]
Training is Very Slow
Causes: Numerical gradients on large model, too many epochs
Solutions:
# 1. Use faster gradient method
grad_method: :numerical_batch

# 2. Reduce model size
# 3. Use fewer epochs with early stopping
callbacks: [ExBurn.Training.EarlyStoppingCallback.wait(3)]

# 4. Increase batch size (fewer optimizer steps)
batch_size: 128
Performance Benchmarks
Approximate training times per epoch on synthetic data (will vary by hardware):
	Model Size	Params	Batch	Method	Time/Epoch
	Tiny MLP	1K	32	:numerical	~2s
	Small MLP	10K	32	:numerical	~15s
	Small MLP	10K	32	:numerical_batch	~8s
	Medium MLP	100K	32	:numerical	~3min
	Medium MLP	100K	32	:numerical_batch	~1.5min

Key takeaway: With numerical gradients, training time scales linearly with parameter count. Keep models under 50K parameters for interactive training, or switch to inference-only for larger models until autodiff arrives in v0.3.0.
Quick Reference: Recommended Settings
For Quick Experiments
compiled = ExBurn.Model.compile(model,
  loss: :cross_entropy,
  optimizer: :adam,
  learning_rate: 0.001
)

ExBurn.Training.fit(compiled, data,
  epochs: 10,
  batch_size: 32,
  verbose: true
)
For Best Results
compiled = ExBurn.Model.compile(model,
  loss: :cross_entropy,
  optimizer: :adam,
  learning_rate: 0.001,
  weight_decay: 1.0e-4
)

ExBurn.Training.fit(compiled, data,
  epochs: 50,
  batch_size: 64,
  shuffle: true,
  validation_data: val_data,
  lr_schedule: {:cosine, 0.001, 1.0e-6},
  clip_norm: 1.0,
  accuracy: true,
  callbacks: [
    &ExBurn.Training.LoggingCallback.log/1,
    ExBurn.Training.EarlyStoppingCallback.wait(10, 1.0e-5),
    ExBurn.Training.CheckpointCallback.every(10, "/checkpoints")
  ]
)
For Memory-Constrained Devices
compiled = ExBurn.Model.compile(model,
  loss: :cross_entropy,
  optimizer: :adam,
  learning_rate: 0.0005,
  device: :cpu
)

ExBurn.Training.fit(compiled, data,
  epochs: 20,
  batch_size: 16,
  accumulate_gradients: 4,
  clip_norm: 1.0
)
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ExBurn — Elixir bridge to the Burn deep learning framework.
ExBurn provides a high-level API for tensor computation, neural network
training, and GPU-accelerated machine learning by delegating to Burn
via Rust NIFs (Native Implemented Functions).
Architecture
Elixir/Axon → Nx.Defn → ExBurn.Defn.Compiler → ExBurn.Backend → ExBurn.Nif (Rustler) → Burn/CubeCL → GPU
                                                                                 ↕
                                                                           ExCubecl (GPU buffers, kernels, pipelines)
Quick Start
# Set ExBurn as the default Nx backend
Nx.default_backend(ExBurn.Backend)

# Create and manipulate tensors
t = Nx.tensor([1.0, 2.0, 3.0])
Nx.add(t, t) |> Nx.to_list()
Modules
	ExBurn.Defn.Compiler — Nx.Defn.Compiler implementation for GPU-accelerated defn
	ExBurn.Backend — Nx backend that delegates to Burn via NIF
	ExBurn.Nif     — Rustler NIF stubs for Burn interop
	ExBurn.Tensor  — Tensor conversion utilities between Nx and Burn formats
	ExBurn.BurnBridge — High-level bridge for Burn operations and ExCubecl buffers
	ExBurn.CubeclBridge — GPU compute via ExCubecl (buffers, kernels, pipelines)
	ExBurn.Model   — Model definition and training orchestration
	ExBurn.Training — Training loop implementation
	ExBurn.Serving — Nx.Serving integration for batched concurrent inference
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    Functions
  


    
      
        configure!()

      


        Sets the default Nx backend to ExBurn.Backend.



    


    
      
        cuda_available?()

      


        Checks whether an NVIDIA CUDA GPU is available.



    


    
      
        default_device()

      


        Returns the default device for tensor operations.



    


    
      
        device_info()

      


        Returns a map with device information including GPU availability,
backend name, and available backends.



    


    
      
        device_name()

      


        Returns the name of the active compute device (e.g., "CUDA (NVIDIA GPU)").



    


    
      
        nif_function_count()

      


        Returns the number of NIF functions registered by the Rust library.



    


    
      
        nif_loaded?()

      


        Checks whether the NIF library is loaded and functional.



    


    
      
        smoke_test()

      


        Performs a quick smoke test of the ExBurn pipeline.



    


    
      
        summary()

      


        Returns a summary of the ExBurn environment.



    


    
      
        version()

      


        Returns the current version of ExBurn.



    





      


      
        Functions


        


  
    
      
    
    
      configure!()



        
          
        

    

  


  

      

          @spec configure!() :: :ok


      


Sets the default Nx backend to ExBurn.Backend.
After calling this, all Nx operations will be executed via Burn.

  



  
    
      
    
    
      cuda_available?()



        
          
        

    

  


  

      

          @spec cuda_available?() :: boolean()


      


Checks whether an NVIDIA CUDA GPU is available.

  



  
    
      
    
    
      default_device()



        
          
        

    

  


  

      

          @spec default_device() :: :cpu | :gpu


      


Returns the default device for tensor operations.
Currently returns :gpu when a compatible GPU backend is available,
otherwise falls back to :cpu.

  



  
    
      
    
    
      device_info()



        
          
        

    

  


  

      

          @spec device_info() :: map()


      


Returns a map with device information including GPU availability,
backend name, and available backends.

  



  
    
      
    
    
      device_name()



        
          
        

    

  


  

      

          @spec device_name() :: String.t()


      


Returns the name of the active compute device (e.g., "CUDA (NVIDIA GPU)").

  



  
    
      
    
    
      nif_function_count()



        
          
        

    

  


  

      

          @spec nif_function_count() :: non_neg_integer()


      


Returns the number of NIF functions registered by the Rust library.
Useful for debugging NIF loading issues.

  



  
    
      
    
    
      nif_loaded?()



        
          
        

    

  


  

      

          @spec nif_loaded?() :: boolean()


      


Checks whether the NIF library is loaded and functional.
Returns true if the NIF responds to a basic health check,
false otherwise.

  



  
    
      
    
    
      smoke_test()



        
          
        

    

  


  

      

          @spec smoke_test() :: :ok | {:error, String.t()}


      


Performs a quick smoke test of the ExBurn pipeline.
Creates a small tensor, runs it through the backend, and verifies
the result. Returns :ok on success or {:error, reason} on failure.
Example
case ExBurn.smoke_test() do
  :ok -> IO.puts("ExBurn is working!")
  {:error, message} -> IO.puts("ExBurn error: " <> message)
end

  



  
    
      
    
    
      summary()



        
          
        

    

  


  

      

          @spec summary() :: String.t()


      


Returns a summary of the ExBurn environment.
Includes version, device info, GPU availability, and available backends.
Example
IO.puts(ExBurn.summary())

  



  
    
      
    
    
      version()



        
          
        

    

  


  

      

          @spec version() :: String.t()


      


Returns the current version of ExBurn.

  


        

      


  

    
ExBurn.Application 
    



      
Application callback for ExBurn.
Starts the NIF loading supervision tree. The Rust NIF shared library
is loaded on startup via ExBurn.Nif.load_nif/0.
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Nx backend implementation that delegates tensor operations to Burn via NIF.
This module implements the Nx.Backend behaviour, translating Nx tensor
operations into calls to the Rust NIF layer which executes them using
Burn's CubeCL backend for GPU acceleration.
Architecture
Axon model
   ↓
Nx.Defn graph
   ↓
ExBurn.Backend (Nx.Backend behaviour)
   ↓
ExBurn.Nif (Rustler NIF) ←→ ExCubecl (GPU buffers, kernels, pipelines)
   ↓
Burn Autodiff<CubeCL> (Rust)
   ↓
CubeCL kernels
   ↓
Metal (iOS) / Vulkan (Android) / CUDA → GPU
Usage
Nx.default_backend(ExBurn.Backend)
Implementation Notes
	Tensors are stored as opaque NIF references on the Rust side
	Data is serialized as binary (f32 little-endian) for NIF calls
	The backend struct holds the NIF reference, shape, and type
	For performance-critical paths, use ExBurn.BurnBridge directly
	All public callbacks raise ExBurn.Error on failure
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        t()

      


    





  
    Functions
  


    
      
        describe(backend)
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High-level bridge for Burn operations.
This module provides a direct API to Burn tensor operations, bypassing
the Nx abstraction layer for cases where you need more control or want
to avoid the overhead of Nx ↔ Burn conversions.
Usage
# Create tensors directly
t1 = ExBurn.BurnBridge.zeros([3, 3], :f32)
t2 = ExBurn.BurnBridge.ones([3, 3], :f32)

# Perform operations
t3 = ExBurn.BurnBridge.add(t1, t2)

# Convert to Nx when needed
{:ok, nx_tensor} = ExBurn.BurnBridge.to_nx(t3)
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Converts a Burn tensor to Nx.
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Creates a tensor filled with zeros.

  


        

      


  

    
ExBurn.CubeclBridge 
    



      
Bridge to ExCubecl for GPU execution via Burn's CubeCL backend.
CubeCL (Compute Unified Backend for Compute Language) is Burn's
GPU compute abstraction layer that supports:
	CUDA (NVIDIA GPUs)
	Metal (Apple GPUs — iOS, macOS)
	Vulkan (Android, Linux, Windows)
	WebGPU (Browser-based GPU)
	ROCm (AMD GPUs)

This module delegates to the ExCubecl library (v0.4.0) for all GPU
operations. ExCubecl buffers (opaque references) are used for GPU
memory throughout.
Usage
# Check if a GPU is available
if ExBurn.CubeclBridge.available?() do
  # Initialize the GPU context
  {:ok, ctx} = ExBurn.CubeclBridge.init(:metal)

  # Check device capabilities
  caps = ExBurn.CubeclBridge.device_capabilities(ctx)

  # Allocate GPU buffer and run a kernel
  {:ok, buf} = ExBurn.CubeclBridge.allocate_gpu(ctx, [4, 4], :f32)
  {:ok, result} = ExBurn.CubeclBridge.execute(ctx, :add, [buf, buf])

  # Pipeline for multi-kernel execution
  {:ok, pid} = ExBurn.CubeclBridge.pipeline()
  :ok = ExBurn.CubeclBridge.pipeline_add(pid, :add, [buf, buf], buf)
  :ok = ExBurn.CubeclBridge.pipeline_add(pid, :relu, [buf], buf)
  {:ok, commands} = ExBurn.CubeclBridge.pipeline_run(pid)
  :ok = ExBurn.CubeclBridge.pipeline_free(pid)
end
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        Allocates a GPU buffer with the given shape and type.
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        Polls the status of an asynchronous command.
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        Submits a command for asynchronous execution.
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        Blocks until the given command completes.
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        Checks whether a GPU device is available via ExCubecl.
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        Returns a list of available GPU backends on this system.
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        Returns the data type of a GPU buffer.
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        Reads the raw binary data from a GPU buffer.
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        Reads the raw binary data from a GPU buffer, raising on error.
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        Returns the shape of a GPU buffer.
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        Returns the size of a GPU buffer in bytes.
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        Compiles a compute kernel for the given backend.
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        Checks whether an NVIDIA CUDA GPU is available on this system.
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        Destroys the GPU context and frees all associated resources.
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        Returns the capabilities of the GPU device.
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        Returns the number of GPU devices available.
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        Returns a human-readable summary of the GPU device.
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        Copies data from a GPU buffer to host (CPU) as an Nx tensor.
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        Executes a compute kernel on the GPU.
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        Frees a GPU buffer.
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        Copies data from host (CPU) to a new GPU buffer.
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        Initializes a GPU compute context for the given backend.
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        Returns the list of kernel names supported by ExCubecl.
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        Returns a map with GPU memory information.
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        Returns the total available GPU memory (in bytes).
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        Frees a pipeline and its associated resources.
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          @spec allocate_gpu(context(), [non_neg_integer()], atom()) ::
  {:ok, buffer()} | {:error, String.t()}


      


Allocates a GPU buffer with the given shape and type.
Returns an ExCubecl buffer reference.
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          @spec async_poll(command_id()) ::
  {:ok, :pending | :running | :completed | :failed} | {:error, term()}


      


Polls the status of an asynchronous command.
Returns :pending, :running, :completed, or :failed.
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          @spec async_submit(ExCubecl.Command.t()) :: {:ok, command_id()} | {:error, term()}


      


Submits a command for asynchronous execution.
Returns a command ID that can be polled or waited on.
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Blocks until the given command completes.
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          @spec available?() :: boolean()


      


Checks whether a GPU device is available via ExCubecl.
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          @spec available_backends() :: [backend()]


      


Returns a list of available GPU backends on this system.
Delegates to ExCubecl availability checks and platform detection.
On Linux/Windows with NVIDIA hardware, :cuda is included.
On macOS, :metal is included.
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          @spec buffer_dtype(buffer()) :: {:ok, String.t()} | {:error, term()}


      


Returns the data type of a GPU buffer.
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          @spec buffer_read(buffer()) :: {:ok, binary()} | {:error, term()}


      


Reads the raw binary data from a GPU buffer.
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          @spec buffer_read!(buffer()) :: binary()


      


Reads the raw binary data from a GPU buffer, raising on error.
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          @spec buffer_shape(buffer()) :: {:ok, [non_neg_integer()]} | {:error, term()}


      


Returns the shape of a GPU buffer.
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          @spec buffer_size(buffer()) :: {:ok, non_neg_integer()} | {:error, term()}


      


Returns the size of a GPU buffer in bytes.
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          @spec compile_kernel(context(), kernel(), keyword()) ::
  {:ok, reference()} | {:error, String.t()}


      


Compiles a compute kernel for the given backend.
Kernels are managed by ExCubecl; this function verifies the kernel
is available and returns a reference.
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          @spec cuda_available?() :: boolean()


      


Checks whether an NVIDIA CUDA GPU is available on this system.
First checks via ExCubecl if available, then falls back to
platform-specific heuristics (nvidia-smi on Linux/Windows).
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          @spec destroy(context()) :: :ok


      


Destroys the GPU context and frees all associated resources.
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          @spec device_capabilities(context()) :: map()


      


Returns the capabilities of the GPU device.
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          @spec device_count() :: {:ok, non_neg_integer()} | {:error, term()}


      


Returns the number of GPU devices available.

  



  
    
      
    
    
      device_summary()



        
          
        

    

  


  

      

          @spec device_summary() :: String.t()


      


Returns a human-readable summary of the GPU device.
Example
IO.puts(ExBurn.CubeclBridge.device_summary())
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          @spec device_to_host(context(), buffer()) ::
  {:ok, Nx.Tensor.t()} | {:error, String.t()}


      


Copies data from a GPU buffer to host (CPU) as an Nx tensor.
Parameters
	ctx — The GPU context
	buffer — An ExCubecl buffer reference

Returns
  {:ok, Nx.Tensor.t()} on success, {:error, reason} on failure.
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          @spec execute(context(), kernel(), [buffer()], keyword()) ::
  {:ok, buffer()} | {:error, String.t()}


      


Executes a compute kernel on the GPU.
Parameters
	ctx — The GPU context
	kernel — The kernel to execute (atom)
	args — List of ExCubecl buffer references
	opts — Options (currently unused, reserved for future use)

Returns
  {:ok, result_buffer} on success, {:error, reason} on failure.
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          @spec free(context(), buffer()) :: :ok


      


Frees a GPU buffer.
Note: ExCubecl buffers are garbage-collected when their reference
goes out of scope. This function is a no-op for API compatibility.
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          @spec host_to_device(context(), Nx.Tensor.t()) ::
  {:ok, buffer()} | {:error, String.t()}


      


Copies data from host (CPU) to a new GPU buffer.
Parameters
	ctx — The GPU context
	tensor — An Nx tensor to copy to the GPU

Returns
  {:ok, buffer} on success, {:error, reason} on failure.
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          @spec init(
  backend(),
  keyword()
) :: {:ok, context()} | {:error, String.t()}


      


Initializes a GPU compute context for the given backend.
Parameters
	backend — The GPU backend to use (:cuda, :metal, :vulkan, :wgpu, :rocm)
	opts — Options (currently unused, reserved for future use)

Returns
  {:ok, context} on success, {:error, reason} on failure.

  



  
    
      
    
    
      kernels()



        
          
        

    

  


  

      

          @spec kernels() :: {:ok, [String.t()]} | {:error, term()}


      


Returns the list of kernel names supported by ExCubecl.

  



  
    
      
    
    
      memory_info()



        
          
        

    

  


  

      

          @spec memory_info() :: {:ok, map()} | {:error, term()}


      


Returns a map with GPU memory information.
Returns :error if no GPU is available or memory info cannot be queried.
Returns
{:ok, %{total: integer(), used: integer(), free: integer()}}
or
{:error, reason}

  



  
    
      
    
    
      memory_total(ctx)



        
          
        

    

  


  

      

          @spec memory_total(context()) :: non_neg_integer()


      


Returns the total available GPU memory (in bytes).
Attempts to query the GPU device for total memory.
Falls back to 0 if the information is not available.

  



  
    
      
    
    
      memory_used(ctx)



        
          
        

    

  


  

      

          @spec memory_used(context()) :: non_neg_integer()


      


Returns the amount of GPU memory currently in use (in bytes).
Attempts to query the GPU device for actual memory usage.
Falls back to 0 if the information is not available.

  



  
    
      
    
    
      pipeline()



        
          
        

    

  


  

      

          @spec pipeline() :: {:ok, pipeline_id()} | {:error, term()}


      


Creates a new pipeline for multi-kernel execution.

  



    

  
    
      
    
    
      pipeline_add(pipeline_id, kernel, inputs, output, params \\ %{})



        
          
        

    

  


  

      

          @spec pipeline_add(pipeline_id(), atom(), [buffer()], buffer(), map()) ::
  :ok | {:error, term()}


      


Adds a kernel command to a pipeline.
Parameters
	pipeline_id — The pipeline to add to
	kernel — Kernel name (atom)
	inputs — List of input buffer references
	output — Output buffer reference
	params — Additional parameters (optional, default: %{})


  



  
    
      
    
    
      pipeline_add_struct(pipeline_id, command)



        
          
        

    

  


  

      

          @spec pipeline_add_struct(pipeline_id(), ExCubecl.Command.t()) ::
  :ok | {:error, term()}


      


Adds a pre-built %ExCubecl.Command{} struct to a pipeline.

  



  
    
      
    
    
      pipeline_free(pipeline_id)



        
          
        

    

  


  

      

          @spec pipeline_free(pipeline_id()) :: :ok | {:error, term()}


      


Frees a pipeline and its associated resources.

  



  
    
      
    
    
      pipeline_run(pipeline_id)



        
          
        

    

  


  

      

          @spec pipeline_run(pipeline_id()) :: {:ok, [command_id()]} | {:error, term()}


      


Executes all commands in the pipeline and returns their command IDs.

  



  
    
      
    
    
      supported_dtypes()



        
          
        

    

  


  

      

          @spec supported_dtypes() :: [atom()]


      


Returns the list of supported data types.

  



  
    
      
    
    
      synchronize(ctx)



        
          
        

    

  


  

      

          @spec synchronize(context()) :: :ok


      


Synchronizes the GPU context, blocking until all queued operations complete.
Note: ExCubecl does not expose a global synchronization primitive.
Use async_wait/1 on specific command IDs for fine-grained control.

  



  
    
      
    
    
      version()



        
          
        

    

  


  

      

          @spec version() :: String.t()


      


Returns the ExCubecl library version string.

  


        

      


  

    
ExBurn.Dataset 
    



      
Dataset utilities for ExBurn.
Provides common data loading, splitting, and preprocessing helpers
for machine learning workflows.
Usage
# Split data into train/validation sets
{train, val} = ExBurn.Dataset.split({x, y}, val_split: 0.2)

# Create a batched data loader
loader = ExBurn.Dataset.loader({x, y}, batch_size: 32, shuffle: true)

# Normalize features
{normalized, stats} = ExBurn.Dataset.normalize(x, method: :standard)

      


      
        Summary


  
    Types
  


    
      
        dataset()

      


    





  
    Functions
  


    
      
        loader(arg, opts \\ [])

      


        Creates a batched data loader from a dataset.



    


    
      
        normalize(tensor, opts \\ [])

      


        Normalizes a tensor using the specified method.



    


    
      
        normalize_with_stats(tensor, map)

      


        Normalizes a tensor using pre-computed statistics.



    


    
      
        one_hot(labels, opts \\ [])

      


        Applies one-hot encoding to integer class labels.



    


    
      
        split(arg, opts \\ [])

      


        Splits a dataset into training and validation sets.



    


    
      
        stats(arg)

      


        Returns basic statistics about a dataset.



    





      


      
        Types


        


  
    
      
    
    
      dataset()



        
          
        

    

  


  

      

          @type dataset() :: {Nx.Tensor.t(), Nx.Tensor.t()}


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      loader(arg, opts \\ [])



        
          
        

    

  


  

      

          @spec loader(
  dataset(),
  keyword()
) :: Enumerable.t()


      


Creates a batched data loader from a dataset.
Returns a Stream of {batch_inputs, batch_targets} tuples.
Options
	:batch_size — Batch size (default: 32)
	:shuffle — Shuffle data each epoch (default: true)
	:drop_last — Drop the last incomplete batch (default: false)
	:seed — Random seed for shuffling

Example
ExBurn.Dataset.loader({x, y}, batch_size: 64)
|> Enum.each(fn {batch_x, batch_y} ->
  # process batch
end)

  



    

  
    
      
    
    
      normalize(tensor, opts \\ [])



        
          
        

    

  


  

      

          @spec normalize(
  Nx.Tensor.t(),
  keyword()
) :: {Nx.Tensor.t(), map()}


      


Normalizes a tensor using the specified method.
Options
	:method — Normalization method: :standard (z-score), :minmax, or :l2 (default: :standard)
	:axes — Axes to compute statistics over (default: [0])

Returns
  {normalized_tensor, stats_map} where stats can be used to normalize
  new data with normalize_with_stats/3.
Example
{train_norm, stats} = ExBurn.Dataset.normalize(train_x, method: :standard)
test_norm = ExBurn.Dataset.normalize_with_stats(test_x, stats)

  



  
    
      
    
    
      normalize_with_stats(tensor, map)



        
          
        

    

  


  

      

          @spec normalize_with_stats(Nx.Tensor.t(), map()) :: Nx.Tensor.t()


      


Normalizes a tensor using pre-computed statistics.
Useful for applying the same normalization to test/validation data.
Example
{train_norm, stats} = ExBurn.Dataset.normalize(train_x)
test_norm = ExBurn.Dataset.normalize_with_stats(test_x, stats)

  



    

  
    
      
    
    
      one_hot(labels, opts \\ [])



        
          
        

    

  


  

      

          @spec one_hot(
  Nx.Tensor.t(),
  keyword()
) :: Nx.Tensor.t()


      


Applies one-hot encoding to integer class labels.
Parameters
	labels — 1D tensor of integer class indices
	num_classes — Total number of classes

Returns
  2D tensor of one-hot encoded labels.
Example
one_hot = ExBurn.Dataset.one_hot(Nx.tensor([0, 2, 1]), num_classes: 3)
# [[1.0, 0.0, 0.0], [0.0, 0.0, 1.0], [0.0, 1.0, 0.0]]

  



    

  
    
      
    
    
      split(arg, opts \\ [])



        
          
        

    

  


  

      

          @spec split(
  dataset(),
  keyword()
) :: {dataset(), dataset()}


      


Splits a dataset into training and validation sets.
Options
	:val_split — Fraction of data for validation (default: 0.2)
	:shuffle — Shuffle before splitting (default: true)
	:seed — Random seed for reproducibility (default: nil)

Returns
  {train_data, val_data} where each is {inputs, targets}.
Example
{train, val} = ExBurn.Dataset.split({x, y}, val_split: 0.2, seed: 42)

  



  
    
      
    
    
      stats(arg)



        
          
        

    

  


  

      

          @spec stats(dataset()) :: map()


      


Returns basic statistics about a dataset.
Returns
  A map with :num_samples, :input_shape, :target_shape,
  :input_type, :target_type.
Example
s = ExBurn.Dataset.stats({x, y})
IO.puts("Samples: #{s.num_samples}")

  


        

      


  

    
ExBurn.Defn.Compiler 
    



      
Custom Nx.Defn.Compiler that compiles defn expressions
to run on the Burn GPU backend via NIF.
This compiler traverses the Nx.Defn.Expr expression tree,
converts it into Burn tensor operations, and executes them
through the Rust NIF layer for GPU acceleration.
Usage
Nx.Defn.global_default_options(compiler: ExBurn.Defn.Compiler)
Or per-function:
defn my_fun(x, y, opts \\ []) do
  Nx.add(x, y)
end
compiler: ExBurn.Defn.Compiler
How it works
	Nx.Defn traces the function body into an expression tree
of Nx.Defn.Expr nodes.
	The compiler receives the expression tree via __compile__/4
or __jit__/5.
	Each expression node is evaluated by converting parameters
to Burn tensors, then dispatching the operation to the NIF.
	The result is converted back to Nx.Tensor for the caller.

Options
	:garbage_collect - when true, garbage collects after
evaluating each node (default: false)


      




  

    
ExBurn.Model 
    



      
Model definition and training orchestration for ExBurn.
This module provides a high-level API for defining, compiling, and
training neural network models using Axon with the ExBurn GPU backend.
Usage
# Define a model
model =
  Axon.input("input", shape: {nil, 784})
  |> Axon.dense(256)
  |> Axon.relu()
  |> Axon.dropout(rate: 0.2)
  |> Axon.dense(128)
  |> Axon.relu()
  |> Axon.dense(10)

# Compile with ExBurn backend
compiled = ExBurn.Model.compile(model, loss: :cross_entropy, optimizer: :adam)

# Forward pass on GPU
{:ok, output} = ExBurn.Model.forward(compiled, input_tensor)

# Train
ExBurn.Model.fit(compiled, train_data, epochs: 10, batch_size: 32)
GPU Compilation
The forward/3 function uses Nx.Defn.jit with ExBurn.Defn.Compiler
to execute the model on the GPU via Burn. Parameters are bound to the
expression graph and compiled through the defn compiler for optimal
GPU kernel fusion.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        benchmark(model, input, opts \\ [])

      


        Benchmarks the model's forward pass on the given input.



    


    
      
        clone(model)

      


        Creates a deep copy of the model with identical parameters and configuration.



    


    
      
        compile(axon_model, opts \\ [])

      


        Compiles an Axon model for training with the ExBurn backend.



    


    
      
        compute_loss(model, pred, target)

      


        Computes the loss between predictions and targets.



    


    
      
        deserialize_params(binary)

      


        Deserializes parameters from a binary.



    


    
      
        export(model, path, opts \\ [])

      


        Exports the model parameters to a portable format.



    


    
      
        forward(model, input)

      


        Runs a forward pass through the model using the ExBurn GPU defn compiler.



    


    
      
        forward_pattern(model)

      


        Returns the output shape information from the Axon model for inspection.



    


    
      
        freeze(model, layer_names)

      


        Freezes the specified layers so their parameters are not updated during training.



    


    
      
        frozen?(model, layer_name)

      


        Checks whether a layer is frozen.



    


    
      
        frozen_layers(model)

      


        Returns the set of frozen layer names.



    


    
      
        import_params(model, path, opts \\ [])

      


        Imports model parameters from a file saved with export/2.



    


    
      
        info(model)

      


        Returns a map with model information.



    


    
      
        load(model, path)

      


        Loads model parameters from a file.



    


    
      
        loss_function(model)

      


        Returns the model's loss function.



    


    
      
        new(fields \\ [])

      


    


    
      
        optimizer(model)

      


        Returns the model's optimizer.



    


    
      
        parameters(model)

      


        Returns the current model parameters.



    


    
      
        predict(model, input)

      


        Runs a forward pass through the model using Axon's default backend.



    


    
      
        quantize(model, dtype)

      


        Quantizes model parameters to a lower precision type.



    


    
      
        save(model, path)

      


        Saves the model parameters to a file using compressed Erlang term format.



    


    
      
        serialize_params(model)

      


        Serializes parameters to a binary for network transfer or storage.
Uses compressed Erlang term format.



    


    
      
        summary(model)

      


        Returns a detailed summary of the model architecture.



    


    
      
        to_device(model, device)

      


        Moves all model parameters to the specified device.



    


    
      
        unfreeze(model, layer_names)

      


        Unfreezes the specified layers so their parameters are updated during training.



    


    
      
        update_params(model, new_params)

      


        Returns a new model with updated parameters.



    


    
      
        weight_decay(model)

      


        Returns the model's weight decay coefficient.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %ExBurn.Model{
  axon_model: Axon.ModelState.t(),
  compiled: boolean(),
  device: :cpu | :gpu,
  frozen_layers: MapSet.t(),
  loss_fn: atom(),
  optimizer: atom(),
  optimizer_state: map(),
  params: map(),
  weight_decay: float()
}


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      benchmark(model, input, opts \\ [])



        
          
        

    

  


  

      

          @spec benchmark(t(), Nx.Tensor.t(), keyword()) :: map()


      


Benchmarks the model's forward pass on the given input.
Runs the forward pass multiple times and returns timing statistics.
Parameters
	model — A compiled ExBurn.Model struct
	input — An Nx.Tensor input batch
	opts — Options	:warmup — Number of warmup runs (default: 3)
	:runs — Number of benchmarked runs (default: 10)



Returns
  A map with :avg_ms, :min_ms, :max_ms, :median_ms, :std_ms.
Example
result = ExBurn.Model.benchmark(model, input, warmup: 5, runs: 20)
IO.puts("Average: #{result.avg_ms}ms")

  



  
    
      
    
    
      clone(model)



        
          
        

    

  


  

      

          @spec clone(t()) :: t()


      


Creates a deep copy of the model with identical parameters and configuration.
Useful for creating model snapshots during training or for ensemble methods.
Example
snapshot = ExBurn.Model.clone(model)

  



    

  
    
      
    
    
      compile(axon_model, opts \\ [])



        
          
        

    

  


  

      

          @spec compile(
  Axon.ModelState.t() | Axon.t(),
  keyword()
) :: t()


      


Compiles an Axon model for training with the ExBurn backend.
Options
	:loss — Loss function: :cross_entropy, :mse, :binary_cross_entropy (default: :cross_entropy)
	:optimizer — Optimizer: :adam, :sgd, :rmsprop (default: :adam)
	:learning_rate — Learning rate (default: 0.001)
	:device — Device: :cpu or :gpu (default: :gpu)
	:weight_decay — L2 regularization coefficient (default: 0.0)

Returns
  An ExBurn.Model struct ready for training.

  



  
    
      
    
    
      compute_loss(model, pred, target)



        
          
        

    

  


  

      

          @spec compute_loss(t(), Nx.Tensor.t(), Nx.Tensor.t()) ::
  {:ok, Nx.Tensor.t()} | {:error, String.t()}


      


Computes the loss between predictions and targets.
Supports :cross_entropy (with log-softmax numerical stability),
:mse, and :binary_cross_entropy.
When :weight_decay is set on the model, L2 regularization is added.

  



  
    
      
    
    
      deserialize_params(binary)



        
          
        

    

  


  

      

          @spec deserialize_params(binary()) :: {:ok, map()} | {:error, String.t()}


      


Deserializes parameters from a binary.

  



    

  
    
      
    
    
      export(model, path, opts \\ [])



        
          
        

    

  


  

      

          @spec export(t(), Path.t(), keyword()) :: :ok | {:error, String.t()}


      


Exports the model parameters to a portable format.
Currently supports:
	:elixir_terms — Compressed Erlang term format (default, portable)
	:json — JSON format (human-readable, larger)

Example
ExBurn.Model.export(model, "/tmp/model.json", format: :json)

  



  
    
      
    
    
      forward(model, input)



        
          
        

    

  


  

      

          @spec forward(t(), Nx.Tensor.t()) :: {:ok, Nx.Tensor.t()} | {:error, String.t()}


      


Runs a forward pass through the model using the ExBurn GPU defn compiler.
This function binds the model parameters and input to the Axon expression
graph, then executes it via Nx.Defn.jit with ExBurn.Defn.Compiler,
which compiles the computation to run on the GPU through Burn.
Parameters
	model — A compiled ExBurn.Model struct
	input — An Nx.Tensor input batch

Returns
  {:ok, output_tensor} or {:error, reason}

  



  
    
      
    
    
      forward_pattern(model)



        
          
        

    

  


  

      

          @spec forward_pattern(t()) :: %{output_shape: tuple() | nil, output_type: atom()}


      


Returns the output shape information from the Axon model for inspection.
This is useful for debugging and understanding the model architecture
without running actual data through it.
Returns
  A map with :output_shape and :output_type keys.

  



  
    
      
    
    
      freeze(model, layer_names)



        
          
        

    

  


  

      

          @spec freeze(t(), [atom() | String.t()]) :: t()


      


Freezes the specified layers so their parameters are not updated during training.
Parameters
	model — A compiled ExBurn.Model struct
	layer_names — List of layer name strings or atoms to freeze

Returns
  A new ExBurn.Model struct with the specified layers frozen.
Example
frozen_model = ExBurn.Model.freeze(model, ["dense_0", "dense_1"])

  



  
    
      
    
    
      frozen?(model, layer_name)



        
          
        

    

  


  

      

          @spec frozen?(t(), atom() | String.t()) :: boolean()


      


Checks whether a layer is frozen.

  



  
    
      
    
    
      frozen_layers(model)



        
          
        

    

  


  

      

          @spec frozen_layers(t()) :: MapSet.t()


      


Returns the set of frozen layer names.

  



    

  
    
      
    
    
      import_params(model, path, opts \\ [])



        
          
        

    

  


  

      

          @spec import_params(t(), Path.t(), keyword()) :: {:ok, t()} | {:error, String.t()}


      


Imports model parameters from a file saved with export/2.
Example
{:ok, model} = ExBurn.Model.import_params(model, "/tmp/model.etf")

  



  
    
      
    
    
      info(model)



        
          
        

    

  


  

      

          @spec info(t()) :: map()


      


Returns a map with model information.
Includes parameter count, layer count, loss function, optimizer,
device, and memory estimate.
Example
info = ExBurn.Model.info(model)
IO.puts("Parameters: #{info.total_params}")

  



  
    
      
    
    
      load(model, path)



        
          
        

    

  


  

      

          @spec load(t(), Path.t()) :: {:ok, t()} | {:error, String.t()}


      


Loads model parameters from a file.

  



  
    
      
    
    
      loss_function(model)



        
          
        

    

  


  

      

          @spec loss_function(t()) :: atom()


      


Returns the model's loss function.

  



    

  
    
      
    
    
      new(fields \\ [])



        
          
        

    

  


  


  



  
    
      
    
    
      optimizer(model)



        
          
        

    

  


  

      

          @spec optimizer(t()) :: atom()


      


Returns the model's optimizer.

  



  
    
      
    
    
      parameters(model)



        
          
        

    

  


  

      

          @spec parameters(t()) :: map()


      


Returns the current model parameters.

  



  
    
      
    
    
      predict(model, input)



        
          
        

    

  


  

      

          @spec predict(t(), Nx.Tensor.t()) :: {:ok, Nx.Tensor.t()} | {:error, String.t()}


      


Runs a forward pass through the model using Axon's default backend.
This is the CPU/Elixir fallback. For GPU execution, use forward/2.

  



  
    
      
    
    
      quantize(model, dtype)



        
          
        

    

  


  

      

          @spec quantize(t(), :f16 | :bf16) :: t()


      


Quantizes model parameters to a lower precision type.
Useful for reducing model size and speeding up inference on devices
with limited compute. Currently supports :f16 (half precision) and
:bf16 (brain float 16).
Parameters
	model — A compiled ExBurn.Model struct
	dtype — Target dtype: :f16 or :bf16

Returns
  A new ExBurn.Model struct with quantized parameters.
Examples
quantized_model = ExBurn.Model.quantize(model, :f16)

  



  
    
      
    
    
      save(model, path)



        
          
        

    

  


  

      

          @spec save(t(), Path.t()) :: :ok | {:error, String.t()}


      


Saves the model parameters to a file using compressed Erlang term format.

  



  
    
      
    
    
      serialize_params(model)



        
          
        

    

  


  

      

          @spec serialize_params(t()) :: binary()


      


Serializes parameters to a binary for network transfer or storage.
Uses compressed Erlang term format.

  



  
    
      
    
    
      summary(model)



        
          
        

    

  


  

      

          @spec summary(t()) :: String.t()


      


Returns a detailed summary of the model architecture.
Shows a Keras/PyTorch-style table with layer names, types,
output shapes, and parameter counts.

  



  
    
      
    
    
      to_device(model, device)



        
          
        

    

  


  

      

          @spec to_device(t(), :cpu | :gpu) :: t()


      


Moves all model parameters to the specified device.
Parameters
	model — A compiled ExBurn.Model struct
	device — :gpu or :cpu

Returns
  A new ExBurn.Model struct with parameters on the target device.

  



  
    
      
    
    
      unfreeze(model, layer_names)



        
          
        

    

  


  

      

          @spec unfreeze(t(), [atom() | String.t()]) :: t()


      


Unfreezes the specified layers so their parameters are updated during training.
Parameters
	model — A compiled ExBurn.Model struct
	layer_names — List of layer name strings or atoms to unfreeze

Returns
  A new ExBurn.Model struct with the specified layers unfrozen.

  



  
    
      
    
    
      update_params(model, new_params)



        
          
        

    

  


  

      

          @spec update_params(t(), map()) :: t()


      


Returns a new model with updated parameters.
Useful for optimizer steps, parameter averaging, or loading
externally-computed parameters.
Example
updated_model = ExBurn.Model.update_params(model, new_params)

  



  
    
      
    
    
      weight_decay(model)



        
          
        

    

  


  

      

          @spec weight_decay(t()) :: float()


      


Returns the model's weight decay coefficient.

  


        

      


  

    
ExBurn.NifHelper 
    



      
Helper module that wraps NIF calls and returns {:ok, result} tuples.

      


      
        Summary


  
    Functions
  


    
      
        abs_tensor(a)

      


    


    
      
        add_tensor(a, b)

      


    


    
      
        broadcast_tensor(a, shape)

      


    


    
      
        concat_tensor(a, b)

      


    


    
      
        conv2d_tensor(input_ref, kernel_ref, stride, padding)

      


    


    
      
        device_name()

      


    


    
      
        div_tensor(a, b)

      


    


    
      
        dot_tensor(a, b)

      


    


    
      
        exp_tensor(a)

      


    


    
      
        eye_tensor(size, type)

      


    


    
      
        free_tensor(ref)

      


    


    
      
        gpu_available()

      


    


    
      
        iota_tensor(shape, axis, type)

      


    


    
      
        layer_norm_tensor(a, dim, eps)

      


    


    
      
        log_tensor(a)

      


    


    
      
        matmul_tensor(a, b)

      


    


    
      
        max_tensor(a)

      


    


    
      
        max_tensor(a, axes)

      


    


    
      
        mean_tensor(a)

      


    


    
      
        mean_tensor(a, axes)

      


    


    
      
        min_tensor(a)

      


    


    
      
        min_tensor(a, axes)

      


    


    
      
        mul_tensor(a, b)

      


    


    
      
        neg_tensor(a)

      


    


    
      
        new_tensor(data, shape, type)

      


    


    
      
        ones_tensor(shape, type)

      


    


    
      
        pow_tensor(a, exp)

      


    


    
      
        random_tensor(shape, type, low, high)

      


    


    
      
        relu_tensor(a)

      


    


    
      
        reshape_tensor(a, shape)

      


    


    
      
        sigmoid_tensor(a)

      


    


    
      
        slice_tensor(ref, ranges)

      


    


    
      
        softmax_tensor(a, dim)

      


    


    
      
        sqrt_tensor(a)

      


    


    
      
        sub_tensor(a, b)

      


    


    
      
        sum_tensor(a)

      


    


    
      
        sum_tensor(a, axes)

      


    


    
      
        tanh_tensor(a)

      


    


    
      
        tensor_shape(ref)

      


    


    
      
        tensor_to_binary(ref)

      


    


    
      
        to_cpu(tensor)

      


    


    
      
        to_gpu(tensor)

      


    


    
      
        transpose_tensor(a)

      


    


    
      
        transpose_tensor(a, dim0, dim1)

      


    


    
      
        zeros_tensor(shape, type)
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      add_tensor(a, b)



        
          
        

    

  


  


  



  
    
      
    
    
      broadcast_tensor(a, shape)



        
          
        

    

  


  


  



  
    
      
    
    
      concat_tensor(a, b)



        
          
        

    

  


  


  



  
    
      
    
    
      conv2d_tensor(input_ref, kernel_ref, stride, padding)



        
          
        

    

  


  


  



  
    
      
    
    
      device_name()



        
          
        

    

  


  


  



  
    
      
    
    
      div_tensor(a, b)



        
          
        

    

  


  


  



  
    
      
    
    
      dot_tensor(a, b)



        
          
        

    

  


  


  



  
    
      
    
    
      exp_tensor(a)



        
          
        

    

  


  


  



  
    
      
    
    
      eye_tensor(size, type)



        
          
        

    

  


  


  



  
    
      
    
    
      free_tensor(ref)



        
          
        

    

  


  


  



  
    
      
    
    
      gpu_available()



        
          
        

    

  


  


  



  
    
      
    
    
      iota_tensor(shape, axis, type)



        
          
        

    

  


  


  



  
    
      
    
    
      layer_norm_tensor(a, dim, eps)



        
          
        

    

  


  


  



  
    
      
    
    
      log_tensor(a)
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      mean_tensor(a, axes)



        
          
        

    

  


  


  



  
    
      
    
    
      min_tensor(a)



        
          
        

    

  


  


  



  
    
      
    
    
      min_tensor(a, axes)



        
          
        

    

  


  


  



  
    
      
    
    
      mul_tensor(a, b)



        
          
        

    

  


  


  



  
    
      
    
    
      neg_tensor(a)



        
          
        

    

  


  


  



  
    
      
    
    
      new_tensor(data, shape, type)



        
          
        

    

  


  


  



  
    
      
    
    
      ones_tensor(shape, type)



        
          
        

    

  


  


  



  
    
      
    
    
      pow_tensor(a, exp)



        
          
        

    

  


  


  



  
    
      
    
    
      random_tensor(shape, type, low, high)



        
          
        

    

  


  


  



  
    
      
    
    
      relu_tensor(a)



        
          
        

    

  


  


  



  
    
      
    
    
      reshape_tensor(a, shape)



        
          
        

    

  


  


  



  
    
      
    
    
      sigmoid_tensor(a)



        
          
        

    

  


  


  



  
    
      
    
    
      slice_tensor(ref, ranges)



        
          
        

    

  


  


  



  
    
      
    
    
      softmax_tensor(a, dim)



        
          
        

    

  


  


  



  
    
      
    
    
      sqrt_tensor(a)



        
          
        

    

  


  


  



  
    
      
    
    
      sub_tensor(a, b)



        
          
        

    

  


  


  



  
    
      
    
    
      sum_tensor(a)



        
          
        

    

  


  


  



  
    
      
    
    
      sum_tensor(a, axes)



        
          
        

    

  


  


  



  
    
      
    
    
      tanh_tensor(a)



        
          
        

    

  


  


  



  
    
      
    
    
      tensor_shape(ref)



        
          
        

    

  


  


  



  
    
      
    
    
      tensor_to_binary(ref)



        
          
        

    

  


  


  



  
    
      
    
    
      to_cpu(tensor)



        
          
        

    

  


  


  



  
    
      
    
    
      to_gpu(tensor)



        
          
        

    

  


  


  



  
    
      
    
    
      transpose_tensor(a)



        
          
        

    

  


  


  



  
    
      
    
    
      transpose_tensor(a, dim0, dim1)



        
          
        

    

  


  


  



  
    
      
    
    
      zeros_tensor(shape, type)



        
          
        

    

  


  


  


        

      


  

    
ExBurn.Serving 
    



      
Nx.Serving integration for ExBurn.
Provides batched, concurrent inference using Nx.Serving so that ExBurn
can be used in Bumblebee-style production pipelines.
Usage
# Define a serving for a compiled model
serving =
  ExBurn.Serving.new(model,
    batch_size: 32,
    batch_timeout: 50,
    partitions: System.schedulers_online()
  )

# Run batched inference
Nx.Serving.run(serving, input_tensor)
Options
	:batch_size — Maximum number of inputs to batch together (default: 32)
	:batch_timeout — Max milliseconds to wait for a full batch (default: 50)
	:partitions — Number of serving partitions (default: scheduler count)
	:padding — Whether to pad batches to full size (default: false)
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        model()

      


    


    
      
        t()

      


    





  
    Functions
  


    
      
        build(model, opts \\ [])

      


        Builds an Nx.Serving for the given model and options.



    


    
      
        new(model, opts \\ [])

      


        Creates a new ExBurn serving for the given compiled model.



    


    
      
        run(serving, input)

      


        Runs inference on a single input tensor using the serving.



    


    
      
        status(serving)

      


        Returns the status of the serving as a map.



    


    
      
        with_batch_size(serving, batch_size)

      


        Returns a new serving with the specified batch size.



    


    
      
        with_timeout(serving, timeout)

      


        Returns a new serving with the specified batch timeout.
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          @type model() :: ExBurn.Model.t()


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %ExBurn.Serving{
  batch_size: pos_integer(),
  batch_timeout: pos_integer(),
  model: model(),
  padding: boolean(),
  partitions: pos_integer()
}
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      build(model, opts \\ [])



        
          
        

    

  


  

      

          @spec build(
  model(),
  keyword()
) :: Nx.Serving.t()


      


Builds an Nx.Serving for the given model and options.
This is the primary entry point for production use. The returned
Nx.Serving can be used with Nx.Serving.run/2 or supervised
in your application tree.
Examples
serving =
  ExBurn.Serving.build(model,
    batch_size: 16,
    batch_timeout: 100
  )

# Run inference
output = Nx.Serving.run(serving, input)

  



    

  
    
      
    
    
      new(model, opts \\ [])



        
          
        

    

  


  

      

          @spec new(
  model(),
  keyword()
) :: t()


      


Creates a new ExBurn serving for the given compiled model.
Returns a struct that can be passed to Nx.Serving or used directly
with run/2.

  



  
    
      
    
    
      run(serving, input)



        
          
        

    

  


  

      

          @spec run(t(), Nx.Tensor.t()) :: Nx.Tensor.t()


      


Runs inference on a single input tensor using the serving.
This is a convenience wrapper around Nx.Serving.run/2.

  



  
    
      
    
    
      status(serving)



        
          
        

    

  


  

      

          @spec status(t()) :: map()


      


Returns the status of the serving as a map.
Returns
%{batch_size: pos_integer(), batch_timeout: pos_integer(),
  partitions: pos_integer(), padding: boolean()}

  



  
    
      
    
    
      with_batch_size(serving, batch_size)



        
          
        

    

  


  

      

          @spec with_batch_size(t(), pos_integer()) :: t()


      


Returns a new serving with the specified batch size.

  



  
    
      
    
    
      with_timeout(serving, timeout)



        
          
        

    

  


  

      

          @spec with_timeout(t(), pos_integer()) :: t()


      


Returns a new serving with the specified batch timeout.

  


        

      


  

    
ExBurn.Serving.Server 
    



      
Nx.Serving callback implementation for ExBurn.
Handles batching and dispatching inference requests to the ExBurn backend.

      




  

    
ExBurn.Tensor 
    



      
Tensor conversion utilities between Nx and Burn formats.
Handles marshaling of tensor data between Elixir's Nx tensor
representation and the Rust/Burn tensor references used by the NIF.
Type Mapping
	Nx Type	Burn Type
	{:f, 32}	:f32
	{:f, 64}	:f64
	{:f, 16}	:f32
	{:bf, 16}	:f32
	{:s, 32}	:i32
	{:s, 64}	:i64
	{:s, 16}	:i32
	{:s, 8}	:i32
	{:u, 8}	:f32
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        burn_type()

      


        Burn element type tag



    


    
      
        t()

      


        NIF tensor reference



    





  
    Functions
  


    
      
        burn_type_to_nx(type)

      


        Converts a Burn type tag back to an Nx type tuple.



    


    
      
        free(tensor)

      


        Frees the underlying Rust tensor.



    


    
      
        from_binary(data, shape, type)

      


        Creates a Burn tensor from raw binary data, shape, and type.



    


    
      
        from_nx(tensor)

      


        Converts an Nx.Tensor.t() into an ExBurn.Tensor.t().



    


    
      
        from_nx_batch(tensors)

      


        Batch converts a list of Nx tensors to Burn tensors.



    


    
      
        numel(tensor)

      


        Returns the total number of elements.



    


    
      
        nx_type_to_burn(type)

      


        Converts an Nx type tuple to a Burn type tag.



    


    
      
        rank(tensor)

      


        Returns the rank (number of dimensions).



    


    
      
        ref(tensor)

      


        Returns the NIF reference for a tensor.



    


    
      
        shape(tensor)

      


        Returns the shape of a Burn tensor.



    


    
      
        to_nx(tensor)

      


        Converts an ExBurn.Tensor.t() back into an Nx.Tensor.t().



    


    
      
        to_nx_batch(tensors)

      


        Batch converts a list of Burn tensors to Nx tensors.



    


    
      
        type(tensor)

      


        Returns the Burn element type of a tensor.
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      burn_type()



        
          
        

    

  


  

      

          @type burn_type() :: :f32 | :f64 | :i32 | :i64


      


Burn element type tag

  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %ExBurn.Tensor{
  ref: reference(),
  shape: [non_neg_integer()],
  type: burn_type()
}


      


NIF tensor reference
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      burn_type_to_nx(type)



        
          
        

    

  


  

      

          @spec burn_type_to_nx(burn_type()) :: Nx.Type.t()


      


Converts a Burn type tag back to an Nx type tuple.

  



  
    
      
    
    
      free(tensor)



        
          
        

    

  


  

      

          @spec free(t()) :: :ok


      


Frees the underlying Rust tensor.

  



  
    
      
    
    
      from_binary(data, shape, type)



        
          
        

    

  


  

      

          @spec from_binary(binary(), [non_neg_integer()], burn_type()) ::
  {:ok, t()} | {:error, String.t()}


      


Creates a Burn tensor from raw binary data, shape, and type.

  



  
    
      
    
    
      from_nx(tensor)



        
          
        

    

  


  

      

          @spec from_nx(Nx.Tensor.t()) :: {:ok, t()} | {:error, String.t()}


      


Converts an Nx.Tensor.t() into an ExBurn.Tensor.t().
The tensor data is sent to the Rust NIF layer as a flat binary.
Returns {:ok, tensor} or {:error, reason}.

  



  
    
      
    
    
      from_nx_batch(tensors)



        
          
        

    

  


  

      

          @spec from_nx_batch([Nx.Tensor.t()]) :: {:ok, [t()]} | {:error, String.t()}


      


Batch converts a list of Nx tensors to Burn tensors.
More efficient than calling from_nx/1 individually when you need
to convert many tensors.

  



  
    
      
    
    
      numel(tensor)



        
          
        

    

  


  

      

          @spec numel(t()) :: non_neg_integer()


      


Returns the total number of elements.

  



  
    
      
    
    
      nx_type_to_burn(type)



        
          
        

    

  


  

      

          @spec nx_type_to_burn(Nx.Type.t()) :: burn_type()


      


Converts an Nx type tuple to a Burn type tag.

  



  
    
      
    
    
      rank(tensor)



        
          
        

    

  


  

      

          @spec rank(t()) :: non_neg_integer()


      


Returns the rank (number of dimensions).

  



  
    
      
    
    
      ref(tensor)



        
          
        

    

  


  

      

          @spec ref(t()) :: reference()


      


Returns the NIF reference for a tensor.

  



  
    
      
    
    
      shape(tensor)



        
          
        

    

  


  

      

          @spec shape(t()) :: [non_neg_integer()]


      


Returns the shape of a Burn tensor.

  



  
    
      
    
    
      to_nx(tensor)



        
          
        

    

  


  

      

          @spec to_nx(t()) :: {:ok, Nx.Tensor.t()} | {:error, String.t()}


      


Converts an ExBurn.Tensor.t() back into an Nx.Tensor.t().
Reads the raw data from the Rust NIF layer and reshapes it.
Returns {:ok, tensor} or {:error, reason}.

  



  
    
      
    
    
      to_nx_batch(tensors)



        
          
        

    

  


  

      

          @spec to_nx_batch([t()]) :: {:ok, [Nx.Tensor.t()]} | {:error, String.t()}


      


Batch converts a list of Burn tensors to Nx tensors.

  



  
    
      
    
    
      type(tensor)



        
          
        

    

  


  

      

          @spec type(t()) :: burn_type()


      


Returns the Burn element type of a tensor.

  


        

      


  

    
ExBurn.Training 
    



      
Training loop implementation for ExBurn models.
Provides a flexible training loop with support for:
	Mini-batch training with gradient computation
	Multiple optimizers (Adam, SGD with momentum / Nesterov, RMSprop)
	Learning rate scheduling (step, exponential, cosine)
	Gradient clipping (by norm and by value)
	Weight decay (L2 regularization)
	Gradient accumulation for effective larger batch sizes
	Batch shuffling each epoch
	Validation with partial batch handling
	Training metrics tracking (loss, accuracy)
	Progress reporting with ETA and throughput
	Callbacks (logging, early stopping, checkpointing)
	Public train_step/3 and compute_gradients/3 for custom loops

Usage
model = ExBurn.Model.compile(axon_model, loss: :cross_entropy, optimizer: :adam)

opts = [
  epochs: 10,
  batch_size: 32,
  shuffle: true,
  validation_data: val_data,
  lr_schedule: {:cosine, 0.001, 1.0e-5},
  clip_norm: 1.0,
  weight_decay: 1.0e-4,
  accumulate_gradients: 4,
  accuracy: true,
  nesterov: true,
  callbacks: [&ExBurn.Training.LoggingCallback.log/1]
]

trained_model = ExBurn.Training.fit(model, train_data, opts)
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        callback()

      


    


    
      
        dataset()

      


    


    
      
        lr_schedule()

      


    


    
      
        model()

      


    


    
      
        training_opts()

      


    





  
    Functions
  


    
      
        compute_gradients(model, arg, opts \\ [])

      


        Computes gradients for a given mini-batch.



    


    
      
        data_loader(arg, opts \\ [])

      


        Creates a data loader that yields mini-batches from a dataset.



    


    
      
        evaluate(model, arg, track_accuracy \\ false)

      


        Evaluates a model on a dataset.



    


    
      
        fit(model, arg, opts \\ [])

      


        Trains a model on the given dataset.



    


    
      
        profile_step(model, arg, opts \\ [])

      


        Profiles a single training step, returning detailed timing for each phase.



    


    
      
        train_step(model, arg, opts \\ [])

      


        Performs a single training step: forward + backward + optimizer update.



    





      


      
        Types


        


  
    
      
    
    
      callback()



        
          
        

    

  


  

      

          @type callback() :: (map() -> map())


      



  



  
    
      
    
    
      dataset()



        
          
        

    

  


  

      

          @type dataset() :: {Nx.Tensor.t(), Nx.Tensor.t()}


      



  



  
    
      
    
    
      lr_schedule()



        
          
        

    

  


  

      

          @type lr_schedule() ::
  {:step, float(), pos_integer(), float()}
  | {:exponential, float(), float()}
  | {:cosine, float(), float()}
  | nil


      



  



  
    
      
    
    
      model()



        
          
        

    

  


  

      

          @type model() :: ExBurn.Model.t()


      



  



  
    
      
    
    
      training_opts()



        
          
        

    

  


  

      

          @type training_opts() :: [
  epochs: pos_integer(),
  batch_size: pos_integer(),
  shuffle: boolean(),
  validation_data: dataset() | nil,
  callbacks: [callback()],
  verbose: boolean(),
  lr_schedule: lr_schedule(),
  clip_norm: float() | nil,
  clip_value: float() | nil,
  weight_decay: float() | nil,
  accumulate_gradients: pos_integer(),
  accuracy: boolean(),
  nesterov: boolean(),
  warmup: pos_integer()
]


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      compute_gradients(model, arg, opts \\ [])



        
          
        

    

  


  

      

          @spec compute_gradients(model(), dataset(), keyword()) :: map()


      


Computes gradients for a given mini-batch.
Supports multiple gradient computation methods via the :grad_method option:
	:numerical — Central finite differences (default, slow but general)
	:numerical_batch — Numerical gradients computed on the full batch at once
(more efficient, fewer forward passes)

Parameters
	model — The current model state
	batch — A {inputs, targets} tuple
	opts — Options list

Options
	:grad_method — Gradient computation method (default: :numerical)
	:epsilon — Finite difference step size (default: 1.0e-5)

Returns
  A map of {param_key => gradient_tensor}.

  



    

  
    
      
    
    
      data_loader(arg, opts \\ [])



        
          
        

    

  


  

      

          @spec data_loader(
  dataset(),
  keyword()
) :: Enumerable.t()


      


Creates a data loader that yields mini-batches from a dataset.

  



    

  
    
      
    
    
      evaluate(model, arg, track_accuracy \\ false)



        
          
        

    

  


  

      

          @spec evaluate(model(), dataset(), boolean()) :: float() | {float(), float() | nil}


      


Evaluates a model on a dataset.
Returns the average loss over the entire dataset.
When track_accuracy is true, returns {loss, accuracy} where accuracy
is a float or nil if the loss function is not cross_entropy.

  



    

  
    
      
    
    
      fit(model, arg, opts \\ [])



        
          
        

    

  


  

      

          @spec fit(model(), dataset(), keyword()) :: model()


      


Trains a model on the given dataset.
Options
	:epochs — Number of training epochs (default: 10)
	:batch_size — Mini-batch size (default: 32)
	:shuffle — Shuffle training data each epoch (default: true)
	:validation_data — Validation dataset as {inputs, targets} tuple
	:callbacks — List of callback functions called after each epoch
	:verbose — Print training progress (default: true)
	:lr_schedule — Learning rate schedule (default: nil)
	:clip_norm — Max gradient norm for clipping (default: nil)
	:clip_value — Max absolute gradient value for clipping (default: nil)
	:weight_decay — L2 regularization coefficient (default: nil)
	:accumulate_gradients — Number of mini-batches to accumulate before
an optimizer step, effectively multiplying batch size (default: 1)
	:accuracy — Compute and report classification accuracy (default: false)
	:nesterov — Use Nesterov momentum for SGD optimizer (default: false)

Returns
  The trained ExBurn.Model struct with updated parameters.

  



    

  
    
      
    
    
      profile_step(model, arg, opts \\ [])



        
          
        

    

  


  

      

          @spec profile_step(model(), dataset(), keyword()) :: map()


      


Profiles a single training step, returning detailed timing for each phase.
Useful for identifying bottlenecks in the training pipeline.
Parameters
	model — The current model state
	batch — A {inputs, targets} tuple
	opts — Options (same as train_step/3)

Returns
  A map with :forward_ms, :backward_ms, :optimizer_ms, :total_ms.
Example
profile = ExBurn.Training.profile_step(model, batch)
IO.puts("Forward: #{profile.forward_ms}ms, Backward: #{profile.backward_ms}ms")

  



    

  
    
      
    
    
      train_step(model, arg, opts \\ [])



        
          
        

    

  


  

      

          @spec train_step(model(), dataset(), keyword()) :: {float(), model()}


      


Performs a single training step: forward + backward + optimizer update.
This is a public API for custom training loops. It processes a single
mini-batch and returns the updated model along with the loss value.
Parameters
	model — The current model state
	batch — A {inputs, targets} tuple for one mini-batch
	opts — Options (same as fit/3 for clip_norm, clip_value, weight_decay)

Returns
  {loss, updated_model} where loss is a float.

  


        

      


  

    
ExBurn.Training.CheckpointCallback 
    



      
Saves model checkpoints at specified intervals.
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      every(interval, dir)



        
          
        

    

  


  

      

          @spec every(pos_integer(), Path.t()) :: (map() -> map())


      



  


        

      


  

    
ExBurn.Training.EarlyStoppingCallback 
    



      
Stops training when validation loss stops improving.
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        wait(patience, min_delta \\ 0.0001)
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      wait(patience, min_delta \\ 0.0001)



        
          
        

    

  


  

      

          @spec wait(pos_integer(), float()) :: (map() -> map())


      



  


        

      


  

    
ExBurn.Training.HistoryCallback 
    



      
Records all training metrics into a history list.
Useful for plotting training curves or post-hoc analysis.
Usage
callbacks: [
  ExBurn.Training.HistoryCallback.new()
]
Access the history after training:
history = ExBurn.Training.HistoryCallback.get_history()
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          @spec get_history() :: [map()]


      



  



  
    
      
    
    
      get_history(pid)



        
          
        

    

  


  

      

          @spec get_history(pid()) :: [map()]
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          @spec new() :: (map() -> map())


      



  


        

      


  

    
ExBurn.Training.LoggingCallback 
    



      
Logs training metrics after each epoch.
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          @spec log(map()) :: map()


      



  


        

      


  

    
ExBurn.Training.ReduceLROnPlateauCallback 
    



      
Reduces learning rate when validation loss stops improving.
Monitors validation loss and multiplies the learning rate by factor
after patience epochs without improvement.
Usage
callbacks: [
  ExBurn.Training.ReduceLROnPlateauCallback.new(patience: 5, factor: 0.5, min_lr: 1.0e-6)
]
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        new(opts \\ [])
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      new(opts \\ [])



        
          
        

    

  


  

      

          @spec new(keyword()) :: (map() -> map())


      



  


        

      


  

    
ExBurn.Training.WarmupCallback 
    



      
Learning rate warmup callback.
Gradually increases the learning rate from start_lr to target_lr
over warmup_epochs epochs. Helps stabilize early training.
Usage
callbacks: [
  ExBurn.Training.WarmupCallback.linear(5, 1.0e-5, 0.001)
]
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          @spec linear(pos_integer(), float(), float()) :: (map() -> map())


      



  


        

      


  

    
ExBurn.Error exception
    



      
Structured error type for ExBurn operations.
Fields
	:op — the operation that failed (e.g., :add, :matmul, :conv)
	:reason — a human-readable error message
	:details — optional map with additional context (shapes, types, etc.)

Examples
raise ExBurn.Error, op: :matmul, reason: "shape mismatch",
  details: %{lhs: [3, 4], rhs: [5, 6]}
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        Formats an error for logging or display.
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        Wraps an error tuple in an ExBurn.Error.
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        Creates an error struct (non-raising).
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        Converts the error to a string representation suitable for logging.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %ExBurn.Error{
  __exception__: true,
  details: map() | nil,
  op: atom(),
  reason: String.t()
}
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          @spec format_error(t()) :: String.t()


      


Formats an error for logging or display.
Returns a string with the operation, reason, and any details.
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          @spec from_tuple({:error, String.t()}, keyword()) :: t()


      


Wraps an error tuple in an ExBurn.Error.
Examples
iex> ExBurn.Error.from_tuple({:error, "something failed"}, op: :forward)
%ExBurn.Error{op: :forward, reason: "something failed", details: nil}
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          @spec new(keyword()) :: t()


      


Creates an error struct (non-raising).
Useful for returning errors in pipelines without raising.
Examples
iex> ExBurn.Error.new(op: :add, reason: %{"bad input"})
%ExBurn.Error{op: :add, reason: "bad input", details: nil}
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Converts the error to a string representation suitable for logging.
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