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Status: Early development. Not yet ready for production use.

ExCubecl
ExCubecl is an Nx backend powered by CubeCL via Rust NIFs. It provides efficient tensor operations with support for CPU computation today and GPU acceleration (via CubeCL) coming soon.
Features
	Nx Backend: Full integration with the Nx tensor library
	Rust NIFs: High-performance tensor operations via Rust
	Mobile Support: C FFI layer for iOS (Objective-C/Swift) and Android (JNI)
	Graceful Fallback: Operations not yet implemented in NIF fall back to Nx.BinaryBackend
	Type Support: f32, f64, s32, s64, u32, u8

Installation
Add ex_cubecl to your list of dependencies in mix.exs:
def deps do
  [
    {:ex_cubecl, "~> 0.1.0"}
  ]
end
Quick Start
# Create tensors
a = Nx.tensor([1.0, 2.0, 3.0], backend: ExCubecl.Backend)
b = Nx.tensor([4.0, 5.0, 6.0], backend: ExCubecl.Backend)

# Basic operations
Nx.add(a, b)        # [5.0, 7.0, 9.0]
Nx.multiply(a, b)   # [4.0, 10.0, 18.0]
Nx.sum(a)           # 6.0

# Shape operations
Nx.reshape(a, {3, 1})
Nx.transpose(Nx.tensor([[1.0, 2.0], [3.0, 4.0]]))

# Reductions
Nx.sum(a, axes: [0])
Nx.argmax(a)

# Type conversion
Nx.as_type(a, {:s, 32})

# Transfer to/from other backends
binary = Nx.to_binary(a)
Nx.from_binary(binary, {:f, 32}, backend: ExCubecl.Backend)
Supported Operations
	Category	Operations
	Binary	add, subtract, multiply, divide, pow, remainder, atan2, min, max, quotient, bitwise_and, bitwise_or, bitwise_xor, left_shift, right_shift
	Comparison	equal, not_equal, greater, less, greater_equal, less_equal, logical_and, logical_or, logical_xor
	Unary	negate, abs, exp, log, sqrt, sin, cos, tan, sigmoid, relu, expm1, log1p, cosh, sinh, tanh, acos, asin, atan, acosh, asinh, atanh, rsqrt, cbrt, erf, erfc, erf_inv, bitwise_not, ceil, floor, round, sign, conjugate, count_leading_zeros, population_count, real, imag, is_nan, is_infinity
	Shape	reshape, squeeze, broadcast, transpose, pad, reverse, slice, concatenate, stack, select
	Reductions	sum, product, reduce_max, reduce_min, all, any, argmax, argmin
	Window	window_sum, window_max, window_min
	LinAlg	dot, conv
	Sorting	sort, argsort
	Type	as_type, bitcast, constant, eye, iota
	Indexed	indexed_add, indexed_put, gather, put_slice

Operations not yet implemented in the NIF layer (e.g., fft, ifft, triangular_solve) automatically fall back to Nx.BinaryBackend.
Mobile Integration (iOS / Android)
ExCubecl includes a C FFI layer for mobile platform integration.
iOS (Objective-C / Swift)
#include "ex_cubecl.h"

// Create tensors
float data[] = {1.0f, 2.0f, 3.0f};
size_t shape[] = {3};
ex_cubecl_tensor_handle_t a = ex_cubecl_new_tensor((const uint8_t*)data, shape, 1, EX_CUBECL_DTYPE_F32);
ex_cubecl_tensor_handle_t b = ex_cubecl_new_tensor((const uint8_t*)data, shape, 1, EX_CUBECL_DTYPE_F32);

// Add
ex_cubecl_tensor_handle_t result = ex_cubecl_add(a, b);

// Read result
float out[3];
ex_cubecl_read_tensor(result, (uint8_t*)out, sizeof(out));

// Cleanup
ex_cubecl_deallocate_tensor(a);
ex_cubecl_deallocate_tensor(b);
ex_cubecl_deallocate_tensor(result);
Android (JNI)
#include "ex_cubecl.h"
#include <jni.h>

JNIEXPORT jlong JNICALL
Java_com_example_excubecl_ExCubeclTensor_add(
    JNIEnv *env, jobject thiz, jlong a_handle, jlong b_handle) {
    return (jlong)ex_cubecl_add((ex_cubecl_tensor_handle_t)a_handle,
                                 (ex_cubecl_tensor_handle_t)b_handle);
}
See native/ex_cubecl_nif/include/ex_cubecl.h for the full API reference.
Architecture
┌─────────────────────────────────────────────┐
│              Elixir / Nx                     │
│  Nx.add(a, b)  →  ExCubecl.Backend.add/3   │
├─────────────────────────────────────────────┤
│           ExCubecl.Backend                   │
│  - Type conversion, broadcasting, fallback   │
├─────────────────────────────────────────────┤
│           ExCubecl.NIF (Elixir)              │
│  - NIF function stubs                        │
├─────────────────────────────────────────────┤
│           Rust NIF (lib.rs)                  │
│  - Tensor operations on CPU                  │
│  - Integer-aware paths (no f64 roundtrip)    │
├─────────────────────────────────────────────┤
│           C FFI (ffi.rs + ex_cubecl.h)       │
│  - Mobile platform interface                 │
│  - Handle-based tensor management            │
└─────────────────────────────────────────────┘
GPU Support (Coming Soon)
GPU acceleration via CubeCL is prepared but requires the CubeCL crate to be published with the needed features. When available, uncomment the cubecl dependency in native/ex_cubecl_nif/Cargo.toml and enable the gpu feature:
mix compile --features gpu

License
Apache 2.0 - See LICENSE for details.


  

    Getting Started with ExCubecl

What is ExCubecl?
ExCubecl is an Nx backend that powers tensor operations through Rust NIFs (Native Implemented Functions). It provides a high-performance compute layer for Elixir's numerical computing ecosystem, with support for CPU computation today and GPU acceleration (via CubeCL) planned for the future.
Architecture Overview
┌─────────────────────────────────────────────────────┐
│                  Elixir / Nx                         │
│   Nx.add(a, b)  →  ExCubecl.Backend.add/3           │
├─────────────────────────────────────────────────────┤
│              ExCubecl.Backend                        │
│   - Type conversion, broadcasting, fallback          │
├─────────────────────────────────────────────────────┤
│              ExCubecl.NIF (Elixir)                   │
│   - NIF function stubs                               │
├─────────────────────────────────────────────────────┤
│              Rust NIF (lib.rs)                       │
│   - Tensor operations on CPU                         │
│   - Integer-aware paths (no f64 roundtrip)           │
├─────────────────────────────────────────────────────┤
│              C FFI (ffi.rs + ex_cubecl.h)            │
│   - Mobile platform interface (iOS/Android)          │
└─────────────────────────────────────────────────────┘
Installation
Add ex_cubecl to your mix.exs:
def deps do
  [
    {:ex_cubecl, "~> 0.1.0"}
  ]
end
Then run:
mix deps.get
mix compile

Quick Start
# Create a tensor
t = Nx.tensor([1.0, 2.0, 3.0], backend: ExCubecl.Backend)

# Basic arithmetic
Nx.add(t, t)        # [2.0, 4.0, 6.0]
Nx.multiply(t, t)   # [1.0, 4.0, 9.0]

# Shape operations
Nx.reshape(t, {3, 1})
Nx.transpose(Nx.tensor([[1.0, 2.0], [3.0, 4.0]]))

# Reductions
Nx.sum(t)           # 6.0
Nx.argmax(t)        # 2

# Type conversion
Nx.as_type(t, {:s, 32})

# Transfer between backends
binary = Nx.to_binary(t)
Nx.from_binary(binary, {:f, 32}, backend: ExCubecl.Backend)
Supported Data Types
	Type	Description	Size
	{:f, 32}	32-bit float	4 bytes
	{:f, 64}	64-bit float	8 bytes
	{:s, 32}	32-bit signed integer	4 bytes
	{:s, 64}	64-bit signed integer	8 bytes
	{:u, 32}	32-bit unsigned integer	4 bytes
	{:u, 8}	8-bit unsigned integer	1 byte

Note: {:f, 16} and {:bf, 16} are automatically converted to {:f, 32}.
Hardware Support
Currently Active
	CPU: All platforms (macOS x86_64/ARM64, Linux x86_64, Windows x86_64)
	iOS: C FFI via static library (Objective-C / Swift bridging)
	Android: C FFI via static library (JNI)

Planned
	GPU: Via CubeCL/WGPU (macOS Metal, Linux Vulkan, Windows DirectX/Vulkan, iOS Metal, Android Vulkan)

Backend Fallback
Operations not yet implemented in the NIF layer automatically fall back to Nx.BinaryBackend. This means you can use the full Nx API even if some operations aren't accelerated yet.
# This will use BinaryBackend fallback if FFT is not in Nx
Nx.fft(tensor)
Checking Backend Availability
# Check if NIF is loaded
ExCubecl.available?()

# Get device info
ExCubecl.device_info()
# %{backend: :cpu, name: "ExCubecl CPU (Rust NIF)", version: "0.1.0", gpu: false, mobile_ffi: true}

# List supported types
ExCubecl.supported_types()
# [{:f, 32}, {:f, 64}, {:s, 32}, {:s, 64}, {:u, 32}, {:u, 8}]
Next Guides
	Binary Operations
	Unary Operations
	Shape Operations
	Reductions
	Type Conversion
	Creation Helpers
	Sorting
	Linear Algebra
	Window Operations
	Indexed Operations
	Mobile Integration
	Examples



  

    Binary Operations

Binary operations perform element-wise operations between two tensors. ExCubecl supports automatic broadcasting when tensor shapes differ.
Arithmetic Operations
Add
a = Nx.tensor([1.0, 2.0, 3.0], backend: ExCubecl.Backend)
b = Nx.tensor([4.0, 5.0, 6.0], backend: ExCubecl.Backend)
Nx.add(a, b)
# #Nx.Tensor<f32[3] [5.0, 7.0, 9.0]>
Subtract
Nx.subtract(a, b)
# #Nx.Tensor<f32[3] [-3.0, -3.0, -3.0]>
Multiply
Nx.multiply(a, b)
# #Nx.Tensor<f32[3] [4.0, 10.0, 18.0]>
Divide
Nx.divide(a, b)
# #Nx.Tensor<f32[3] [0.25, 0.4, 0.5]>
Power
Nx.pow(a, b)
# #Nx.Tensor<f32[3] [1.0, 32.0, 729.0]>
Remainder
Nx.remainder(Nx.tensor([10.0, 11.0, 12.0]), Nx.tensor([3.0, 4.0, 5.0]))
# #Nx.Tensor<f32[3] [1.0, 3.0, 2.0]>
Quotient (truncated division)
Nx.quotient(Nx.tensor([10.0, 11.0, 12.0]), Nx.tensor([3.0, 4.0, 5.0]))
# #Nx.Tensor<f32[3] [3.0, 2.0, 2.0]>
Atan2
Nx.atan2(Nx.tensor([1.0, -1.0]), Nx.tensor([1.0, -1.0]))
# #Nx.Tensor<f32[3] [0.7853981852531433, -2.356194496154785]>
Min / Max
a = Nx.tensor([1.0, 5.0, 3.0], backend: ExCubecl.Backend)
b = Nx.tensor([4.0, 2.0, 6.0], backend: ExCubecl.Backend)

Nx.min(a, b)
# #Nx.Tensor<f32[3] [1.0, 2.0, 3.0]>

Nx.max(a, b)
# #Nx.Tensor<f32[3] [4.0, 5.0, 6.0]>
Comparison Operations
All comparison operations return a u8 tensor with 1 for true and 0 for false.
Equal
Nx.equal(Nx.tensor([1.0, 2.0, 3.0]), Nx.tensor([1.0, 0.0, 3.0]))
# #Nx.Tensor<u8[3] [1, 0, 1]>
Not Equal
Nx.not_equal(Nx.tensor([1.0, 2.0]), Nx.tensor([1.0, 3.0]))
# #Nx.Tensor<u8[2] [0, 1]>
Greater / Less
Nx.greater(Nx.tensor([5.0, 2.0]), Nx.tensor([3.0, 4.0]))
# #Nx.Tensor<u8[2] [1, 0]>

Nx.less(Nx.tensor([5.0, 2.0]), Nx.tensor([3.0, 4.0]))
# #Nx.Tensor<u8[2] [0, 1]>
Greater Equal / Less Equal
Nx.greater_equal(Nx.tensor([3.0, 2.0, 5.0]), Nx.tensor([3.0, 4.0, 1.0]))
# #Nx.Tensor<u8[3] [1, 0, 1]>

Nx.less_equal(Nx.tensor([3.0, 2.0, 5.0]), Nx.tensor([3.0, 4.0, 1.0]))
# #Nx.Tensor<u8[3] [1, 1, 0]>
Logical Operations
Work on u8 tensors. Non-zero values are treated as true.
a = Nx.tensor([1, 0, 1], backend: ExCubecl.Backend)
b = Nx.tensor([1, 1, 0], backend: ExCubecl.Backend)

Nx.logical_and(a, b)  # [1, 0, 0]
Nx.logical_or(a, b)   # [1, 1, 1]
Nx.logical_xor(a, b)  # [0, 1, 1]
Bitwise Operations
Work on integer tensors (s32, s64, u32, u8).
a = Nx.from_binary(<<0xFF::32-native, 0x0F::32-native>>, {:u, 32}, backend: ExCubecl.Backend)
b = Nx.from_binary(<<0x0F::32-native, 0xF0::32-native>>, {:u, 32}, backend: ExCubecl.Backend)

Nx.bitwise_and(a, b)  # [0x0F, 0x00]
Nx.bitwise_or(a, b)   # [0xFF, 0xFF]
Nx.bitwise_xor(a, b)  # [0xF0, 0xFF]
Shift Operations
Nx.left_shift(Nx.tensor([1::32, 2::32, 4::32]), Nx.tensor([2::32, 3::32, 1::32]))
# [4, 16, 8]

Nx.right_shift(Nx.tensor([16::32, 32::32, 8::32]), Nx.tensor([2::32, 3::32, 1::32]))
# [4, 4, 4]
Broadcasting
When two tensors have different shapes, ExCubecl automatically broadcasts the smaller tensor to match the larger one.
# Scalar broadcast
a = Nx.tensor([[1.0, 2.0, 3.0], [4.0, 5.0, 6.0]], backend: ExCubecl.Backend)
b = Nx.tensor([10.0, 20.0, 30.0], backend: ExCubecl.Backend)
Nx.add(a, b)
# #Nx.Tensor<f32[2][3] [[11.0, 22.0, 33.0], [14.0, 25.0, 36.0]]

# Broadcasting with different dimensions
a = Nx.tensor([[1.0], [2.0], [3.0]], backend: ExCubecl.Backend)  # {3, 1}
b = Nx.tensor([10.0, 20.0, 30.0], backend: ExCubecl.Backend)      # {3}
Nx.add(a, b)
# #Nx.Tensor<f32[3][3] [[11.0, 21.0, 31.0], [12.0, 22.0, 32.0], [13.0, 23.0, 33.0]]
Integer-Aware Paths
ExCubecl uses optimized integer paths for integer types (s32, s64, u32, u8), avoiding the expensive f64 roundtrip that pure-Rust implementations typically use.
# Integer addition stays in integer space
a = Nx.from_binary(<<1::32-native, 2::32-native, 3::32-native>>, {:s, 32}, backend: ExCubecl.Backend)
b = Nx.from_binary(<<10::32-native, 20::32-native, 30::32-native>>, {:s, 32}, backend: ExCubecl.Backend)
Nx.add(a, b)
# #Nx.Tensor<s32[3] [11, 22, 33]>


  

    Unary Operations

Unary operations perform element-wise transformations on a single tensor.
Basic Math
Negate
a = Nx.tensor([1.0, -2.0, 3.0], backend: ExCubecl.Backend)
Nx.negate(a)
# #Nx.Tensor<f32[3] [-1.0, 2.0, -3.0]>
Absolute Value
Nx.abs(a)
# #Nx.Tensor<f32[3] [1.0, 2.0, 3.0]>
Sign
Nx.sign(Nx.tensor([-5.0, 0.0, 3.0]))
# #Nx.Tensor<f32[3] [-1.0, 0.0, 1.0]>
Exponential & Logarithmic
Exp
Nx.exp(Nx.tensor([0.0, 1.0, 2.0]))
# #Nx.Tensor<f32[3] [1.0, 2.7182817459106445, 7.389056205749512]>
Log (natural logarithm)
Nx.log(Nx.tensor([1.0, 2.7182818, 7.389056]))
# #Nx.Tensor<f32[3] [0.0, 1.0, 2.0]>
Expm1 (e^x - 1, more accurate for small x)
Nx.expm1(Nx.tensor([0.0, 0.001, 1.0]))
# #Nx.Tensor<f32[3] [0.0, 0.0010005003213882446, 1.718281865119934]>
Log1p (ln(1 + x), more accurate for small x)
Nx.log1p(Nx.tensor([0.0, 0.001, 1.0]))
# #Nx.Tensor<f32[3] [0.0, 0.0009995003213882446, 0.6931471824645996]>
Roots
Square Root
Nx.sqrt(Nx.tensor([4.0, 9.0, 16.0]))
# #Nx.Tensor<f32[3] [2.0, 3.0, 4.0]>
Reciprocal Square Root (1/√x)
Nx.rsqrt(Nx.tensor([4.0, 9.0, 16.0]))
# #Nx.Tensor<f32[3] [0.5, 0.3333333432674408, 0.25]>
Cube Root
Nx.cbrt(Nx.tensor([8.0, 27.0, 64.0]))
# #Nx.Tensor<f32[3] [2.0, 3.0, 4.0]>
Trigonometric Functions
All trigonometric functions work in radians.
Sin / Cos / Tan
x = Nx.tensor([0.0, :math.pi() / 4, :math.pi() / 2], backend: ExCubecl.Backend)

Nx.sin(x)  # [0.0, 0.7071067690849304, 1.0]
Nx.cos(x)  # [1.0, 0.7071067690849304, 0.0]
Nx.tan(x)  # [0.0, 1.0, 1.633123935319537e16]
Inverse Trigonometric
Nx.asin(Nx.tensor([0.0, 0.5, 1.0]))
# #Nx.Tensor<f32[3] [0.0, 0.5235987901687622, 1.5707963705062866]>

Nx.acos(Nx.tensor([1.0, 0.5, 0.0]))
# #Nx.Tensor<f32[3] [0.0, 1.0471975803375244, 1.5707963705062866]>

Nx.atan(Nx.tensor([0.0, 1.0, 1.0e10]))
# #Nx.Tensor<f32[3] [0.0, 0.7853981852531433, 1.5707963705062866]>
Hyperbolic
x = Nx.tensor([0.0, 1.0, 2.0], backend: ExCubecl.Backend)

Nx.sinh(x)  # [0.0, 1.175201177597046, 3.6268603801727295]
Nx.cosh(x)  # [1.0, 1.5430806875228882, 3.762195587158203]
Nx.tanh(x)  # [0.0, 0.7615941762924194, 0.9640275835990906]
Inverse Hyperbolic
Nx.asinh(Nx.tensor([0.0, 1.0, 2.0]))
Nx.acosh(Nx.tensor([1.0, 2.0, 3.0]))
Nx.atanh(Nx.tensor([0.0, 0.5, 0.9]))
Rounding Operations
x = Nx.tensor([1.5, -1.5, 2.3, -2.7], backend: ExCubecl.Backend)

Nx.ceil(x)    # [2.0, -1.0, 3.0, -2.0]
Nx.floor(x)   # [1.0, -2.0, 2.0, -3.0]
Nx.round(x)   # [2.0, -2.0, 2.0, -3.0]
Activation Functions
Sigmoid
Nx.sigmoid(Nx.tensor([0.0, 2.0, -2.0]))
# #Nx.Tensor<f32[3] [0.5, 0.8807970285415649, 0.11920291930437088]>
ReLU
Nx.relu(Nx.tensor([-2.0, -1.0, 0.0, 1.0, 2.0]))
# #Nx.Tensor<f32[5] [0.0, 0.0, 0.0, 1.0, 2.0]>
Error Functions
x = Nx.tensor([0.0, 0.5, 1.0, 2.0], backend: ExCubecl.Backend)

Nx.erf(x)     # [0.0, 0.5204998850822449, 0.8427007794380188, 0.9953222870826721]
Nx.erfc(x)    # [1.0, 0.4795001149177551, 0.1572992205619812, 0.004677712917327881]
Nx.erf_inv(Nx.tensor([0.0, 0.5, 0.9]))
# #Nx.Tensor<f32[3] [0.0, 0.4769362807273865, 1.1630871295928955]>
Special Operations
Conjugate (identity for real numbers)
Nx.conjugate(Nx.tensor([1.0, 2.0, 3.0]))
# #Nx.Tensor<f32[3] [1.0, 2.0, 3.0]>
Real / Imaginary parts
Nx.real(Nx.tensor([1.0, 2.0, 3.0]))  # [1.0, 2.0, 3.0]
Nx.imag(Nx.tensor([1.0, 2.0, 3.0]))  # [0.0, 0.0, 0.0]
Is NaN / Is Infinity
x = Nx.tensor[:nan, :infinity, :neg_infinity, 1.0]

Nx.is_nan(x)        # [1, 0, 0, 0]
Nx.is_infinity(x)   # [0, 1, 1, 0]
Integer-Specific Operations
Count Leading Zeros
Nx.count_leading_zeros(Nx.tensor([1::32, 0::32, 255::32]))
# [31, 32, 24]
Population Count (number of 1-bits)
Nx.population_count(Nx.tensor([0::32, 1::32, 255::32, 7::32]))
# [0, 1, 8, 3]
Bitwise Not
Nx.bitwise_not(Nx.tensor([0::32, 1::32, 255::32]))
# [-1, -2, -256]


  

    Shape Operations

Shape operations modify the dimensions and layout of tensors without changing their data.
Reshape
Change the shape of a tensor while keeping the same data and number of elements.
a = Nx.tensor([1.0, 2.0, 3.0, 4.0, 5.0, 6.0], backend: ExCubecl.Backend)

Nx.reshape(a, {2, 3})
# #Nx.Tensor<f32[2][3] [[1.0, 2.0, 3.0], [4.0, 5.0, 6.0]]

Nx.reshape(a, {3, 2})
# #Nx.Tensor<f32[3][2] [[1.0, 2.0], [3.0, 4.0], [5.0, 6.0]]

# Use -1 to infer a dimension
Nx.reshape(a, {-1, 2})
# #Nx.Tensor<f32[3][2] [[1.0, 2.0], [3.0, 4.0], [5.0, 6.0]]
Transpose
Reverse or permute the axes of a tensor.
a = Nx.tensor([[1.0, 2.0, 3.0], [4.0, 5.0, 6.0]], backend: ExCubecl.Backend)

# Default: reverse all axes
Nx.transpose(a)
# #Nx.Tensor<f32[3][2] [[1.0, 4.0], [2.0, 5.0], [3.0, 6.0]]

# Specify axis permutation
Nx.transpose(a, axes: [1, 0])
# #Nx.Tensor<f32[3][2] [[1.0, 4.0], [2.0, 5.0], [3.0, 6.0]]
Broadcast
Explicitly broadcast a tensor to a target shape.
a = Nx.tensor([1.0, 2.0, 3.0], backend: ExCubecl.Backend)

Nx.broadcast(a, {3, 3})
# #Nx.Tensor<f32[3][3] [[1.0, 2.0, 3.0], [1.0, 2.0, 3.0], [1.0, 2.0, 3.0]]
Squeeze
Remove dimensions of size 1.
a = Nx.tensor([[[1.0, 2.0, 3.0]]], backend: ExCubecl.Backend)  # {1, 1, 3}

Nx.squeeze(a)
# #Nx.Tensor<f32[3] [1.0, 2.0, 3.0]

# Squeeze specific axes
Nx.squeeze(a, axes: [0])
# #Nx.Tensor<f32[1][3] [[1.0, 2.0, 3.0]]
Pad
Pad a tensor with a constant value.
a = Nx.tensor([[1.0, 2.0], [3.0, 4.0]], backend: ExCubecl.Backend)

# Pad with 0s: 1 row top, 1 row bottom, 1 col left, 1 col right
Nx.pad(a, 0.0, [{1, 1, 0}, {1, 1, 0}])
# #Nx.Tensor<f32[4][4] [
#   [0.0, 0.0, 0.0, 0.0],
#   [0.0, 1.0, 2.0, 0.0],
#   [0.0, 3.0, 4.0, 0.0],
#   [0.0, 0.0, 0.0, 0.0]
# ]

# Padding config: {before, after, interior}
# interior padding inserts between elements
Nx.pad(a, 0.0, [{0, 0, 1}, {0, 0, 0}])
# #Nx.Tensor<f32[3][2] [[1.0, 2.0], [0.0, 0.0], [3.0, 4.0]]
Reverse
Reverse elements along specified axes.
a = Nx.tensor([[1.0, 2.0, 3.0], [4.0, 5.0, 6.0]], backend: ExCubecl.Backend)

# Reverse all elements
Nx.reverse(a)
# #Nx.Tensor<f32[2][3] [[6.0, 5.0, 4.0], [3.0, 2.0, 1.0]]

# Reverse along axis 0 (rows)
Nx.reverse(a, axes: [0])
# #Nx.Tensor<f32[2][3] [[4.0, 5.0, 6.0], [1.0, 2.0, 3.0]]

# Reverse along axis 1 (columns)
Nx.reverse(a, axes: [1])
# #Nx.Tensor<f32[2][3] [[3.0, 2.0, 1.0], [6.0, 5.0, 4.0]]
Slice
Extract a sub-tensor.
a = Nx.tensor([[1.0, 2.0, 3.0], [4.0, 5.0, 6.0], [7.0, 8.0, 9.0]], backend: ExCubecl.Backend)

# slice(starts, lengths, strides)
Nx.slice(a, [0, 0], [2, 2], [1, 1])
# #Nx.Tensor<f32[2][2] [[1.0, 2.0], [4.0, 5.0]]

Nx.slice(a, [1, 1], [2, 2], [1, 1])
# #Nx.Tensor<f32[2][2] [[5.0, 6.0], [8.0, 9.0]]

# With strides (every other element)
Nx.slice(a, [0, 0], [2, 2], [2, 2])
# #Nx.Tensor<f32[2][2] [[1.0, 3.0], [7.0, 9.0]]
Concatenate
Join tensors along an axis.
a = Nx.tensor([[1.0, 2.0], [3.0, 4.0]], backend: ExCubecl.Backend)
b = Nx.tensor([[5.0, 6.0], [7.0, 8.0]], backend: ExCubecl.Backend)

# Concatenate along axis 0 (rows)
Nx.concatenate([a, b], axis: 0)
# #Nx.Tensor<f32[4][2] [[1.0, 2.0], [3.0, 4.0], [5.0, 6.0], [7.0, 8.0]]

# Concatenate along axis 1 (columns)
Nx.concatenate([a, b], axis: 1)
# #Nx.Tensor<f32[2][4] [[1.0, 2.0, 5.0, 6.0], [3.0, 4.0, 7.0, 8.0]]
Stack
Join tensors along a new axis.
a = Nx.tensor([1.0, 2.0, 3.0], backend: ExCubecl.Backend)
b = Nx.tensor([4.0, 5.0, 6.0], backend: ExCubecl.Backend)

Nx.stack([a, b], axis: 0)
# #Nx.Tensor<f2[3] [[1.0, 2.0, 3.0], [4.0, 5.0, 6.0]]

Nx.stack([a, b], axis: 1)
# #Nx.Tensor<f32[3][2] [[1.0, 4.0], [2.0, 5.0], [3.0, 6.0]]
Select
Choose elements from two tensors based on a predicate.
pred = Nx.tensor([1, 0, 1, 0], backend: ExCubecl.Backend)
on_true = Nx.tensor([10.0, 20.0, 30.0, 40.0], backend: ExCubecl.Backend)
on_false = Nx.tensor([100.0, 200.0, 300.0, 400.0], backend: ExCubecl.Backend)

Nx.select(pred, on_true, on_false)
# #Nx.Tensor<f32[4] [10.0, 200.0, 30.0, 400.0]
Put Slice
Place a smaller tensor into a larger one at specified indices.
t = Nx.tensor([[1.0, 2.0, 3.0], [4.0, 5.0, 6.0]], backend: ExCubecl.Backend)
slice = Nx.tensor([[10.0, 20.0]], backend: ExCubecl.Backend)

Nx.put_slice(t, [0, 0], slice)
# #Nx.Tensor<f32[2][3] [[10.0, 20.0, 3.0], [4.0, 5.0, 6.0]]


  

    Reductions

Reduction operations collapse one or more dimensions of a tensor, producing a scalar or a smaller tensor.
Sum
Sum all elements or along specific axes.
a = Nx.tensor([[1.0, 2.0, 3.0], [4.0, 5.0, 6.0]], backend: ExCubecl.Backend)

# Sum all elements
Nx.sum(a)
# #Nx.Tensor<f32[1] 21.0>

# Sum along axis 0 (collapse rows)
Nx.sum(a, axes: [0])
# #Nx.Tensor<f32[3] [5.0, 7.0, 9.0]>

# Sum along axis 1 (collapse columns)
Nx.sum(a, axes: [1])
# #Nx.Tensor<f32[2] [6.0, 15.0]>

# Keep dimensions
Nx.sum(a, axes: [1], keep_axes: true)
# #Nx.Tensor<f32[2][1] [[6.0], [15.0]]
Product
Multiply all elements or along specific axes.
a = Nx.tensor([2.0, 3.0, 4.0], backend: ExCubecl.Backend)

Nx.product(a)
# #Nx.Tensor<f32[1] 24.0>

Nx.product(a, axes: [0])
# #Nx.Tensor<f32[1] 24.0>
Max / Min
Find the maximum or minimum value.
a = Nx.tensor([[3.0, 1.0, 4.0], [1.0, 5.0, 9.0]], backend: ExCubecl.Backend)

Nx.reduce_max(a)
# #Nx.Tensor<f32[1] 9.0>

Nx.reduce_min(a)
# #Nx.Tensor<f32[1] 1.0>

Nx.reduce_max(a, axes: [0])
# #Nx.Tensor<f32[3] [3.0, 5.0, 9.0]>

Nx.reduce_min(a, axes: [1])
# #Nx.Tensor<f32[2] [1.0, 1.0]>
Argmax / Argmin
Find the index of the maximum or minimum value.
a = Nx.tensor([3.0, 1.0, 4.0, 1.0, 5.0, 9.0, 2.0], backend: ExCubecl.Backend)

Nx.argmax(a)
# #Nx.Tensor<s64[1] 5>

Nx.argmin(a)
# #Nx.Tensor<s64[1] 1>

# Along a specific axis
b = Nx.tensor([[3.0, 1.0, 4.0], [1.0, 5.0, 2.0]], backend: ExCubecl.Backend)
Nx.argmax(b, axis: 1)
# #Nx.Tensor<s64[2] [2, 1]>
All / Any
Test if all or any elements are non-zero.
a = Nx.tensor([1, 2, 3, 4], backend: ExCubecl.Backend)
b = Nx.tensor([1, 0, 3, 0], backend: ExCubecl.Backend)

Nx.all(a)   # 1 (all non-zero)
Nx.all(b)   # 0 (has zeros)
Nx.any(a)   # 1
Nx.any(Nx.tensor([0, 0, 0]))  # 0
Multi-axis Reductions
a = Nx.tensor([[[1.0, 2.0], [3.0, 4.0]], [[5.0, 6.0], [7.0, 8.0]]], backend: ExCubecl.Backend)
# Shape: {2, 2, 2}

# Reduce along multiple axes
Nx.sum(a, axes: [0, 1])
# #Nx.Tensor<f32[2] [16.0, 20.0]>

Nx.reduce_max(a, axes: [1, 2])
# #Nx.Tensor<f32[2] [4.0, 8.0]>
Keep Dimensions
Use keep_axes: true to maintain the reduced dimensions as size 1.
a = Nx.tensor([[1.0, 2.0], [3.0, 4.0]], backend: ExCubecl.Backend)

Nx.sum(a, axes: [0])
# #Nx.Tensor<f32[2] [4.0, 6.0]>

Nx.sum(a, axes: [0], keep_axes: true)
# #Nx.Tensor<f32[1][2] [[4.0, 6.0]]>


  

    Type Conversion

ExCubecl supports converting between different tensor data types and bit-level reinterpretation.
as_type
Convert a tensor to a different data type.
a = Nx.tensor([1.5, 2.7, 3.0], backend: ExCubecl.Backend)

# Float to integer (truncates)
Nx.as_type(a, {:s, 32})
# #Nx.Tensor<s32[3] [1, 2, 3]>

# Integer to float
b = Nx.from_binary(<<10::32-native, 20::32-native>>, {:s, 32}, backend: ExCubecl.Backend)
Nx.as_type(b, {:f, 32})
# #Nx.Tensor<f32[2] [10.0, 20.0]>

# Float32 to Float64
Nx.as_type(Nx.tensor([1.5, 2.5]), {:f, 64})
# #Nx.Tensor<f64[2] [1.5, 2.5]>

# Float64 to Float32
Nx.as_type(Nx.tensor([1.5, 2.5], type: {:f, 64}), {:f, 32})
# #Nx.Tensor<f32[2] [1.5, 2.5]>
Bitcast
Reinterpret the bits of a tensor as a different type without changing the data.
# Reinterpret f32 bits as u32
a = Nx.tensor([1.0, 0.0, -0.0], backend: ExCubecl.Backend)
Nx.bitcast(a, {:u, 32})
# #Nx.Tensor<u32[3] [1065353216, 0, 2147483648]>

# Reinterpret u8 as s8
b = Nx.from_binary(<<255::8, 128::8, 0::8>>, {:u, 8}, backend: ExCubecl.Backend)
Nx.bitcast(b, {:s, 8})
# #Nx.Tensor<s8[3] [-1, -128, 0]>
Type Promotion
When operating on tensors of different types, Nx automatically promotes to the wider type.
a = Nx.tensor([1.0, 2.0, 3.0], backend: ExCubecl.Backend)  # f32
b = Nx.from_binary(<<10::32-native, 20::32-native, 30::32-native>>, {:s, 32}, backend: ExCubecl.Backend)  # s32

# Result is f32 (wider type)
Nx.add(a, b)
# #Nx.Tensor<f32[3] [11.0, 22.0, 33.0]>
Supported Type Conversions
	From → To	Behavior
	f32 → f64	Widens precision
	f64 → f32	Narrows precision (may lose precision)
	f32 → s32	Truncates to integer
	s32 → f32	Converts to float
	u8 → s32	Zero-extends
	s32 → u8	Truncates to 8 bits
	f32 → u32	Bitcast (reinterprets bits)
	u32 → f32	Bitcast (reinterprets bits)

Clipping
Clip values to a range.
a = Nx.tensor([1.0, 5.0, 10.0, 15.0, 20.0], backend: ExCubecl.Backend)

Nx.clip(a, Nx.tensor(5.0), Nx.tensor(15.0))
# #Nx.Tensor<f32[5] [5.0, 5.0, 10.0, 15.0, 15.0]>


  

    Tensor Creation

ExCubecl provides several ways to create tensors.
From Binary
Create a tensor directly from raw binary data.
# Float32 tensor
binary = <<1.0::float-32, 2.0::float-32, 3.0::float-32, 4.0::float-32>>
t = Nx.from_binary(binary, {:f, 32}, backend: ExCubecl.Backend)
Nx.reshape(t, {2, 2})
# #Nx.Tensor<f32[2][2] [[1.0, 2.0], [3.0, 4.0]]

# Integer tensor
int_binary = <<1::32-native, 2::32-native, 3::32-native>>
Nx.from_binary(int_binary, {:s, 32}, backend: ExCubecl.Backend)
# #Nx.Tensor<s32[3] [1, 2, 3]>

# Unsigned 8-bit
bytes = <<255::8, 128::8, 0::8, 64::8>>
Nx.from_binary(bytes, {:u, 8}, backend: ExCubecl.Backend)
# #Nx.Tensor<u8[4] [255, 128, 0, 64]>
Constant
Create a scalar tensor filled with a constant value.
Nx.tensor(42.0, backend: ExCubecl.Backend)
# #Nx.Tensor<f32[1] 42.0>

Nx.tensor(0, backend: ExCubecl.Backend)
# #Nx.Tensor<s64[1] 0>
Zeros and Ones
Nx.broadcast(Nx.tensor(0.0, backend: ExCubecl.Backend), {3, 3})
# #Nx.Tensor<f32[3][3] [[0.0, 0.0, 0.0], [0.0, 0.0, 0.0], [0.0, 0.0, 0.0]]

Nx.broadcast(Nx.tensor(1.0, backend: ExCubecl.Backend), {2, 4})
# #Nx.Tensor<f32[2][4] [[1.0, 1.0, 1.0, 1.0], [1.0, 1.0, 1.0, 1.0]]
Eye (Identity Matrix)
Create an identity-like tensor.
Nx.eye({3, 3}, backend: ExCubecl.Backend)
# #Nx.Tensor<f32[3][3] [[1.0, 0.0, 0.0], [0.0, 1.0, 0.0], [0.0, 0.0, 1.0]]

# Batch of identity matrices
Nx.eye({2, 3, 3}, backend: ExCubecl.Backend)
# Shape: {2, 3, 3} - two 3x3 identity matrices
Iota
Create a tensor with values equal to the index along an axis.
# Linear indices
Nx.iota({5}, backend: ExCubecl.Backend)
# #Nx.Tensor<f32[5] [0.0, 1.0, 2.0, 3.0, 4.0]>

# 2D indices along axis 0
Nx.iota({3, 4}, axis: 0, backend: ExCubecl.Backend)
# #Nx.Tensor<f32[3][4] [[0.0, 0.0, 0.0, 0.0], [1.0, 1.0, 1.0, 1.0], [2.0, 2.0, 2.0, 2.0]]>

# 2D indices along axis 1
Nx.iota({3, 4}, axis: 1, backend: ExCubecl.Backend)
# #Nx.Tensor<f32[3][4] [[0.0, 1.0, 2.0, 3.0], [0.0, 1.0, 2.0, 3.0], [0.0, 1.0, 2.0, 3.0]]>
Random Tensors (via Nx)
# Uniform random
Nx.random_uniform({3, 3}, backend: ExCubecl.Backend)

# Normal random
Nx.random_normal({2, 4}, backend: ExCubecl.Backend)
From List
Nx.tensor([1.0, 2.0, 3.0, 4.0, 5.0, 6.0], backend: ExCubecl.Backend)
|> Nx.reshape({2, 3})
# #Nx.Tensor<f32[2][3] [[1.0, 2.0, 3.0], [4.0, 5.0, 6.0]]


  

    Sorting

ExCubecl supports sorting tensors along specified axes.
Sort
Sort elements along an axis in ascending order.
a = Nx.tensor([3.0, 1.0, 4.0, 1.0, 5.0, 9.0, 2.0], backend: ExCubecl.Backend)

# Sort entire tensor
Nx.sort(a)
# #Nx.Tensor<f32[7] [1.0, 1.0, 2.0, 3.0, 4.0, 5.0, 9.0]>

# Sort along axis 0 (rows)
b = Nx.tensor([[3.0, 1.0], [6.0, 4.0], [2.0, 8.0]], backend: ExCubecl.Backend)
Nx.sort(b, axis: 0)
# #Nx.Tensor<f32[3][2] [[2.0, 1.0], [3.0, 4.0], [6.0, 8.0]]

# Sort along axis 1 (columns)
Nx.sort(b, axis: 1)
# #Nx.Tensor<f32[3][2] [[1.0, 3.0], [4.0, 6.0], [2.0, 8.0]>
Argsort
Return the indices that would sort the tensor.
a = Nx.tensor([3.0, 1.0, 4.0, 1.0, 5.0], backend: ExCubecl.Backend)

Nx.argsort(a)
# #Nx.Tensor<s64[5] [1, 3, 0, 2, 4]>

# Use argsort to reorder another tensor
indices = Nx.argsort(a)
# indices tell us: element at position 1 is smallest, then position 3, etc.
Top-K Pattern
Combine argsort with slice to get top-k elements.
a = Nx.tensor([3.0, 1.0, 4.0, 1.0, 5.0, 9.0, 2.0, 6.0], backend: ExCubecl.Backend)

# Get indices of top 3 largest values
indices = Nx.argsort(a)
# [1, 3, 6, 0, 2, 4, 7, 5]

# Top 3 values (last 3 in sorted order)
top3_indices = Nx.slice(indices, [5], [3], [1])
# [7, 5] - indices of 6.0 and 9.0


  

    Linear Algebra

ExCubecl provides basic linear algebra operations.
Dot Product / Matrix Multiply
The dot operation performs matrix multiplication for 2D tensors.
a = Nx.tensor([[1.0, 2.0], [3.0, 4.0]], backend: ExCubecl.Backend)
b = Nx.tensor([[5.0, 6.0], [7.0, 8.0]], backend: ExCubecl.Backend)

Nx.dot(a, b)
# #Nx.Tensor<f32[2][2] [[19.0, 22.0], [43.0, 50.0]]

# Non-square matrices
a = Nx.tensor([[1.0, 2.0, 3.0], [4.0, 5.0, 6.0]], backend: ExCubecl.Backend)  # {2, 3}
b = Nx.tensor([[7.0, 8.0], [9.0, 10.0], [11.0, 12.0]], backend: ExCubecl.Backend)  # {3, 2}
Nx.dot(a, b)
# #Nx.Tensor<f32[2][2] [[58.0, 64.0], [139.0, 154.0]]
Convolution
2D convolution for image-like data.
# Input: {batch, height, width}
input = Nx.tensor([[[1.0, 2.0, 3.0], [4.0, 5.0, 6.0], [7.0, 8.0, 9.0]]], backend: ExCubecl.Backend)

# Kernel: {height, width}
kernel = Nx.tensor([[1.0, 0.0], [0.0, -1.0]], backend: ExCubecl.Backend)

Nx.conv(input, kernel)
# Shape: {1, 2, 2} - output of valid 2D convolution
Triangular Solve (Fallback)
Triangular solve falls back to BinaryBackend.
a = Nx.tensor([[1.0, 0.0], [2.0, 3.0]], backend: ExCubecl.Backend)
b = Nx.tensor([1.0, 2.0], backend: ExCubecl.Backend)

Nx.triangular_solve(a, b)
# Uses BinaryBackend fallback


  

    Window Operations

Window operations apply a sliding window over the tensor and compute a reduction within each window.
Window Sum
Compute the sum within a sliding window.
a = Nx.tensor([[1.0, 2.0, 3.0, 4.0], [5.0, 6.0, 7.0, 8.0]], backend: ExCubecl.Backend)

# 2x2 window sum
Nx.window_sum(a, [2, 2], [])
# #Nx.Tensor<f32[1][3] [[14.0, 18.0, 22.0]]

# 1D window along axis 1
Nx.window_sum(a, [1, 2], [])
# #Nx.Tensor<f32[2][3] [[3.0, 5.0, 7.0], [11.0, 13.0, 15.0]]
Window Max / Min
Compute the max or min within a sliding window.
a = Nx.tensor([[1.0, 3.0, 2.0, 4.0], [5.0, 2.0, 6.0, 1.0]], backend: ExCubecl.Backend)

Nx.window_max(a, [1, 2], [])
# #Nx.Tensor<f32[2][3] [[3.0, 3.0, 4.0], [5.0, 6.0, 6.0]]

Nx.window_min(a, [1, 2], [])
# #Nx.Tensor<f32[2][3] [[1.0, 2.0, 2.0], [2.0, 2.0, 1.0]]
Window Product (Fallback)
Window product falls back to BinaryBackend.
Nx.window_product(a, [2, 2], [])
# Uses BinaryBackend fallback
Specifying Axes
a = Nx.tensor([[[1.0, 2.0], [3.0, 4.0]], [[5.0, 6.0], [7.0, 8.0]]], backend: ExCubecl.Backend)

# Window along specific axes
Nx.window_sum(a, [2, 2], axes: [1, 2])
# Applies 2x2 window along axes 1 and 2
Keep Dimensions
a = Nx.tensor([[1.0, 2.0, 3.0], [4.0, 5.0, 6.0]], backend: ExCubecl.Backend)

Nx.window_sum(a, [2, 2], keep_axes: true)
# Keeps reduced dimensions as size 1


  

    Indexed Operations

Indexed operations allow you to selectively read or write elements at specific positions.
Gather
Select elements from a tensor using indices.
input = Nx.tensor([10.0, 20.0, 30.0, 40.0, 50.0], backend: ExCubecl.Backend)
indices = Nx.tensor([0, 2, 4, 1], backend: ExCubecl.Backend)

Nx.gather(input, indices, axis: 0)
# #Nx.Tensor<f32[4] [10.0, 30.0, 50.0, 20.0]>

# 2D gather
input_2d = Nx.tensor([[1.0, 2.0], [3.0, 4.0], [5.0, 6.0]], backend: ExCubecl.Backend)
indices = Nx.tensor([0, 2], backend: ExCubecl.Backend)
Nx.gather(input_2d, indices, axis: 0)
# #Nx.Tensor<f32[2][2] [[1.0, 2.0], [5.0, 6.0]]
Indexed Add
Add updates to a tensor at specified indices.
t = Nx.tensor([0.0, 0.0, 0.0, 0.0, 0.0], backend: ExCubecl.Backend)
indices = Nx.tensor([0, 2, 4], backend: ExCubecl.Backend)
updates = Nx.tensor([10.0, 20.0, 30.0], backend: ExCubecl.Backend)

Nx.indexed_add(t, indices, updates, [])
# #Nx.Tensor<f32[5] [10.0, 0.0, 20.0, 0.0, 30.0]>
Indexed Put
Replace values at specified indices.
t = Nx.tensor([1.0, 2.0, 3.0, 4.0, 5.0], backend: ExCubecl.Backend)
indices = Nx.tensor([1, 3], backend: ExCubecl.Backend)
updates = Nx.tensor([20.0, 40.0], backend: ExCubecl.Backend)

Nx.indexed_put(t, indices, updates, [])
# #Nx.Tensor<f32[5] [1.0, 20.0, 3.0, 40.0, 5.0]>
Put Slice
Place a smaller tensor into a larger one at a specific position.
t = Nx.tensor([[0.0, 0.0, 0.0], [0.0, 0.0, 0.0], [0.0, 0.0, 0.0]], backend: ExCubecl.Backend)
slice = Nx.tensor([[1.0, 2.0], [3.0, 4.0]], backend: ExCubecl.Backend)

Nx.put_slice(t, [1, 1], slice)
# #Nx.Tensor<f32[3][3] [
#   [0.0, 0.0, 0.0],
#   [0.0, 1.0, 2.0],
#   [0.0, 3.0, 4.0]
# ]
Select (Conditional)
Choose elements from two tensors based on a condition.
condition = Nx.tensor([1, 0, 1, 0, 1], backend: ExCubecl.Backend)
on_true = Nx.tensor([10.0, 20.0, 30.0, 40.0, 50.0], backend: ExCubecl.Backend)
on_false = Nx.tensor([100.0, 200.0, 300.0, 400.0, 500.0], backend: ExCubecl.Backend)

Nx.select(condition, on_true, on_false)
# #Nx.Tensor<f32[5] [10.0, 200.0, 30.0, 400.0, 50.0]
Scatter Operations (Fallback)
Scatter operations fall back to BinaryBackend.
Nx.window_scatter_max(tensor, source, init, shape, opts)
Nx.window_scatter_min(tensor, source, init, shape, opts)


  

    Mobile Integration (iOS / Android)

ExCubecl provides a C FFI layer for integrating tensor operations into iOS and Android apps.
Architecture
┌─────────────────────────────────────────┐
│           iOS / Android App             │
├─────────────────────────────────────────┤
│  Objective-C / Swift  │  Java / Kotlin  │
├─────────────────────────────────────────┤
│         C FFI (ex_cubecl.h)             │
├─────────────────────────────────────────┤
│     Rust Static Library (ffi.rs)        │
│     - Handle-based tensor management    │
│     - Thread-local storage              │
└─────────────────────────────────────────┘
Building the Static Library
The staticlib crate type in Cargo.toml produces a .a library:
cd native/ex_cubecl_nif
cargo build --release
# Output: target/release/libex_cubecl_nif.a

iOS Integration
Swift Bridge
// Bridging header: ex_cubecl_bridge.h
#include "ex_cubecl.h"

// Create tensors
float data[] = {1.0f, 2.0f, 3.0f, 4.0f};
size_t shape[] = {2, 2};
ex_cubecl_tensor_handle_t a = ex_cubecl_new_tensor(
    (const uint8_t*)data, shape, 2, EX_CUBECL_DTYPE_F32
);

float data2[] = {5.0f, 6.0f, 7.0f, 8.0f};
ex_cubecl_tensor_handle_t b = ex_cubecl_new_tensor(
    (const uint8_t*)data2, shape, 2, EX_CUBECL_DTYPE_F32
);

// Add
ex_cubecl_tensor_handle_t result = ex_cubecl_add(a, b);

// Read result
float out[4];
ex_cubecl_read_tensor(result, (uint8_t*)out, sizeof(out));
// out = [6.0, 8.0, 10.0, 12.0]

// Cleanup
ex_cubecl_deallocate_tensor(a);
ex_cubecl_deallocate_tensor(b);
ex_cubecl_deallocate_tensor(result);
Error Handling
ex_cubecl_tensor_handle_t result = ex_cubecl_add(invalid_handle, b);
if (result == 0) {
    char error[256];
    ex_cubecl_last_error(error, sizeof(error));
    printf("Error: %s\n", error);
}
Android Integration
JNI Bridge
// jni_bridge.c
#include "ex_cubecl.h"
#include <jni.h>

JNIEXPORT jlong JNICALL
Java_com_example_excubecl_ExCubeclTensor_create(
    JNIEnv *env, jobject thiz, jbyteArray data, jintArray shape, jint dtype) {
    jsize data_len = (*env)->GetArrayLength(env, data);
    jsize shape_len = (*env)->GetArrayLength(env, shape);

    jbyte *data_ptr = (*env)->GetByteArrayElements(env, data, NULL);
    jint *shape_ptr = (*env)->GetIntArrayElements(env, shape, NULL);

    ex_cubecl_tensor_handle_t handle = ex_cubecl_new_tensor(
        (const uint8_t*)data_ptr, (const size_t*)shape_ptr,
        shape_len, (ex_cubecl_dtype_t)dtype
    );

    (*env)->ReleaseByteArrayElements(env, data, data_ptr, JNI_ABORT);
    (*env)->ReleaseIntArrayElements(env, shape, shape_ptr, JNI_ABORT);

    return (jlong)handle;
}

JNIEXPORT jlong JNICALL
Java_com_example_excubecl_ExCubeclTensor_add(
    JNIEnv *env, jobject thiz, jlong a_handle, jlong b_handle) {
    return (jlong)ex_cubecl_add(
        (ex_cubecl_tensor_handle_t)a_handle,
        (ex_cubecl_tensor_handle_t)b_handle
    );
}

JNIEXPORT jbyteArray JNICALL
Java_com_example_excubecl_ExCubeclTensor_read(
    JNIEnv *env, jobject thiz, jlong handle) {
    size_t nbytes = ex_cubecl_tensor_nbytes((ex_cubecl_tensor_handle_t)handle);
    jbyteArray result = (*env)->NewByteArray(env, nbytes);
    jbyte *result_ptr = (*env)->GetByteArrayElements(env, result, NULL);

    ex_cubecl_read_tensor((ex_cubecl_tensor_handle_t)handle,
                          (uint8_t*)result_ptr, nbytes);

    (*env)->ReleaseByteArrayElements(env, result, result_ptr, 0);
    return result;
}

JNIEXPORT void JNICALL
Java_com_example_excubecl_ExCubeclTensor_destroy(
    JNIEnv *env, jobject thiz, jlong handle) {
    ex_cubecl_deallocate_tensor((ex_cubecl_tensor_handle_t)handle);
}
Kotlin Wrapper
// ExCubeclTensor.kt
class ExCubeclTensor(private var handle: Long) {
    companion object {
        init { System.loadLibrary("excubecl_nif") }

        fun create(data: ByteArray, shape: IntArray, dtype: Int): ExCubeclTensor {
            val handle = create(data, shape, dtype)
            return ExCubeclTensor(handle)
        }

        @JvmStatic private external fun create(data: ByteArray, shape: IntArray, dtype: Int): Long
        @JvmStatic private external fun add(a: Long, b: Long): Long
        @JvmStatic private external fun read(handle: Long): ByteArray
        @JvmStatic private external fun destroy(handle: Long)
    }

    fun add(other: ExCubeclTensor): ExCubeclTensor {
        return ExCubeclTensor(add(this.handle, other.handle))
    }

    fun read(): ByteArray = read(handle)

    fun destroy() {
        if (handle != 0L) {
            destroy(handle)
            handle = 0L
        }
    }

    protected fun finalize() = destroy()
}
Thread Safety
The C FFI uses thread-local storage for the tensor store. Handles are only valid on the thread that created them. For multi-threaded apps:
// Each thread must manage its own handles
dispatch_queue_t queue = dispatch_queue_create("tensor_queue", NULL);
dispatch_async(queue, ^{
    // Create and use tensors on this thread
    ex_cubecl_tensor_handle_t t = ex_cubecl_new_tensor(...);
    // ... operations ...
    ex_cubecl_deallocate_tensor(t);
});
Supported C FFI Operations
	Category	Functions
	Lifecycle	new_tensor, read_tensor, deallocate_tensor, tensor_shape, tensor_dtype, tensor_nbytes
	Binary	add, subtract, multiply, divide
	Unary	negate, abs, exp, log, sqrt, sigmoid, relu, sin, cos, tanh
	Reductions	sum, reduce_max, reduce_min
	Shape	reshape, transpose, broadcast
	LinAlg	dot, matmul
	Other	concatenate, slice, pad, reverse, as_type, constant, eye, iota
	Error	last_error



  

    Examples Overview

This guide provides practical examples of using ExCubecl for common tasks.
Running Examples
All examples are in the examples/ directory. Run them with:
mix run examples/basic_operations.exs
mix run examples/linear_algebra.exs
mix run examples/ml_pipeline.exs
mix run examples/image_processing.exs

Example 1: Basic Operations
Demonstrates arithmetic, reductions, unary ops, shape ops, broadcasting, and type conversion.
# Create tensors
a = Nx.tensor([1.0, 2.0, 3.0], backend: ExCubecl.Backend)
b = Nx.tensor([4.0, 5.0, 6.0], backend: ExCubecl.Backend)

# Arithmetic
Nx.add(a, b)        # [5.0, 7.0, 9.0]
Nx.multiply(a, b)   # [4.0, 10.0, 18.0]

# Reductions
Nx.sum(a)           # 6.0
Nx.argmax(a)        # 2

# Broadcasting
m = Nx.tensor([[1.0, 2.0, 3.0], [4.0, 5.0, 6.0]], backend: ExCubecl.Backend)
Nx.add(m, Nx.tensor([10.0, 20.0, 30.0]))
# [[11.0, 22.0, 33.0], [14.0, 25.0, 36.0]]
See: examples/basic_operations.exs
Example 2: Linear Algebra
Matrix operations, convolution, and batch processing.
# Matrix multiply
a = Nx.tensor([[1.0, 2.0], [3.0, 4.0]], backend: ExCubecl.Backend)
b = Nx.tensor([[5.0, 6.0], [7.0, 8.0]], backend: ExCubecl.Backend)
Nx.dot(a, b)
# [[19.0, 22.0], [43.0, 50.0]]

# 2D Convolution
input = Nx.tensor([[[1.0, 2.0, 3.0], [4.0, 5.0, 6.0], [7.0, 8.0, 9.0]]], backend: ExCubecl.Backend)
kernel = Nx.tensor([[1.0, 0.0], [0.0, -1.0]], backend: ExCubecl.Backend)
Nx.conv(input, kernel)
See: examples/linear_algebra.exs
Example 3: ML Pipeline
Neural network forward pass, batch processing, activation functions, and loss computation.
# Forward pass: y = sigmoid(Wx + b)
x = Nx.tensor([0.5, -0.3, 0.8], backend: ExCubecl.Backend)
w = Nx.tensor([[0.1, 0.2, 0.3], [0.4, 0.5, 0.6]], backend: ExCubecl.Backend)
b = Nx.tensor([0.1, -0.1], backend: ExCubecl.Backend)

z = Nx.add(Nx.dot(w, x), b)
output = Nx.sigmoid(z)

# MSE Loss
predicted = Nx.tensor([0.8, 0.2, 0.9], backend: ExCubecl.Backend)
target = Nx.tensor([1.0, 0.0, 1.0], backend: ExCubecl.Backend)
mse = Nx.sum(Nx.multiply(Nx.subtract(predicted, target), Nx.subtract(predicted, target)))
See: examples/ml_pipeline.exs
Example 4: Image Processing
Convolution, padding, pooling, cropping, and strided operations on image-like data.
# Padding
image = Nx.tensor([[10, 20, 30], [40, 50, 60], [70, 80, 90]], backend: ExCubecl.Backend)
padded = Nx.pad(image, 0.0, [{1, 1, 0}, {1, 1, 0}])

# Max pooling via window_max
Nx.window_max(image, [2, 2], [])

# Cropping via slice
Nx.slice(image, [0, 0], [2, 2], [1, 1])

# Downsampling via strided slice
Nx.slice(image, [0, 0], [2, 2], [2, 2])
See: examples/image_processing.exs
Common Patterns
Chaining Operations
# Normalize: (x - mean) / std
x = Nx.tensor([1.0, 2.0, 3.0, 4.0, 5.0], backend: ExCubecl.Backend)
mean = Nx.sum(x) |> Nx.divide(Nx.tensor(5.0))
diff = Nx.subtract(x, mean)
variance = Nx.sum(Nx.multiply(diff, diff)) |> Nx.divide(Nx.tensor(5.0))
std = Nx.sqrt(variance)
normalized = Nx.divide(diff, std)
Conditional Selection
# ReLU via select
x = Nx.tensor([-2.0, -1.0, 0.0, 1.0, 2.0], backend: ExCubecl.Backend)
mask = Nx.greater(x, Nx.tensor(0.0))
Nx.select(mask, x, Nx.tensor(0.0))
# [0.0, 0.0, 0.0, 1.0, 2.0]
Top-K with Argsort
logits = Nx.tensor([0.1, 2.5, 1.0, 3.5, 0.5], backend: ExCubecl.Backend)
indices = Nx.argsort(logits)
top3 = Nx.slice(indices, [2], [3], [1])  # Last 3 = top 3
Nx.gather(logits, top3, axis: 0)
Transfer Between Backends
# Create on ExCubecl, compute on BinaryBackend, transfer back
t = Nx.tensor([1.0, 2.0, 3.0], backend: ExCubecl.Backend)
binary = Nx.backend_transfer(t, Nx.BinaryBackend)
result = Nx.some_operation(binary)
back = Nx.backend_transfer(result, ExCubecl.Backend)
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NIF stubs for the CubeCL Rust backend.
Each function delegates to the Rust NIF implementation.
If the NIF is not loaded, returns :erlang.nif_error(:nif_not_loaded).
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      greater(a, b)



        
          
        

    

  


  

      

          @spec greater(reference(), reference()) :: {:ok, reference()} | {:error, term()}


      



  



  
    
      
    
    
      greater_equal(a, b)



        
          
        

    

  


  

      

          @spec greater_equal(reference(), reference()) :: {:ok, reference()} | {:error, term()}


      



  



  
    
      
    
    
      ifft_tensor(buf, opts)



        
          
        

    

  


  

      

          @spec ifft_tensor(
  reference(),
  keyword()
) :: {:ok, reference()} | {:error, term()}


      



  



  
    
      
    
    
      imag(a)



        
          
        

    

  


  

      

          @spec imag(reference()) :: {:ok, reference()} | {:error, term()}


      



  



  
    
      
    
    
      indexed_add(t, idx, upd, opts)



        
          
        

    

  


  

      

          @spec indexed_add(reference(), reference(), reference(), keyword()) ::
  {:ok, reference()} | {:error, term()}


      



  



  
    
      
    
    
      indexed_put(t, idx, upd, opts)



        
          
        

    

  


  

      

          @spec indexed_put(reference(), reference(), reference(), keyword()) ::
  {:ok, reference()} | {:error, term()}


      



  



  
    
      
    
    
      iota_tensor(shape, dtype_str, axis)



        
          
        

    

  


  

      

          @spec iota_tensor([non_neg_integer()], String.t(), non_neg_integer()) ::
  {:ok, reference()} | {:error, term()}


      



  



  
    
      
    
    
      is_infinity(a)



        
          
        

    

  


  

      

          @spec is_infinity(reference()) :: {:ok, reference()} | {:error, term()}


      



  



  
    
      
    
    
      is_nan(a)



        
          
        

    

  


  

      

          @spec is_nan(reference()) :: {:ok, reference()} | {:error, term()}


      



  



  
    
      
    
    
      left_shift(a, b)



        
          
        

    

  


  

      

          @spec left_shift(reference(), reference()) :: {:ok, reference()} | {:error, term()}


      



  



  
    
      
    
    
      less(a, b)



        
          
        

    

  


  

      

          @spec less(reference(), reference()) :: {:ok, reference()} | {:error, term()}


      



  



  
    
      
    
    
      less_equal(a, b)



        
          
        

    

  


  

      

          @spec less_equal(reference(), reference()) :: {:ok, reference()} | {:error, term()}


      



  



  
    
      
    
    
      load_nifs()



        
          
        

    

  


  


  



  
    
      
    
    
      log1p(a)



        
          
        

    

  


  

      

          @spec log1p(reference()) :: {:ok, reference()} | {:error, term()}


      



  



  
    
      
    
    
      log(a)



        
          
        

    

  


  

      

          @spec log(reference()) :: {:ok, reference()} | {:error, term()}


      



  



  
    
      
    
    
      logical_and(a, b)



        
          
        

    

  


  

      

          @spec logical_and(reference(), reference()) :: {:ok, reference()} | {:error, term()}


      



  



  
    
      
    
    
      logical_or(a, b)



        
          
        

    

  


  

      

          @spec logical_or(reference(), reference()) :: {:ok, reference()} | {:error, term()}


      



  



  
    
      
    
    
      logical_xor(a, b)



        
          
        

    

  


  

      

          @spec logical_xor(reference(), reference()) :: {:ok, reference()} | {:error, term()}


      



  



  
    
      
    
    
      max_tensor(a, b)



        
          
        

    

  


  

      

          @spec max_tensor(reference(), reference()) :: {:ok, reference()} | {:error, term()}


      



  



  
    
      
    
    
      min_tensor(a, b)



        
          
        

    

  


  

      

          @spec min_tensor(reference(), reference()) :: {:ok, reference()} | {:error, term()}


      



  



  
    
      
    
    
      multiply(a, b)



        
          
        

    

  


  

      

          @spec multiply(reference(), reference()) :: {:ok, reference()} | {:error, term()}


      



  



  
    
      
    
    
      negate(a)



        
          
        

    

  


  

      

          @spec negate(reference()) :: {:ok, reference()} | {:error, term()}


      



  



  
    
      
    
    
      new_tensor(data, shape, dtype)



        
          
        

    

  


  

      

          @spec new_tensor(binary(), [non_neg_integer()], String.t()) ::
  {:ok, reference()} | {:error, term()}


      



  



  
    
      
    
    
      not_equal(a, b)



        
          
        

    

  


  

      

          @spec not_equal(reference(), reference()) :: {:ok, reference()} | {:error, term()}


      



  



  
    
      
    
    
      pad_tensor(buf, pad_value, padding_config)



        
          
        

    

  


  

      

          @spec pad_tensor(reference(), reference(), [{integer(), integer(), integer()}]) ::
  {:ok, reference()} | {:error, term()}


      



  



  
    
      
    
    
      population_count(a)



        
          
        

    

  


  

      

          @spec population_count(reference()) :: {:ok, reference()} | {:error, term()}


      



  



  
    
      
    
    
      pow(a, b)



        
          
        

    

  


  

      

          @spec pow(reference(), reference()) :: {:ok, reference()} | {:error, term()}


      



  



  
    
      
    
    
      product_tensor(buf, opts)



        
          
        

    

  


  

      

          @spec product_tensor(
  reference(),
  keyword()
) :: {:ok, reference()} | {:error, term()}


      



  



  
    
      
    
    
      put_slice(t, starts, slice)



        
          
        

    

  


  

      

          @spec put_slice(reference(), [non_neg_integer()], reference()) ::
  {:ok, reference()} | {:error, term()}


      



  



  
    
      
    
    
      quotient(a, b)



        
          
        

    

  


  

      

          @spec quotient(reference(), reference()) :: {:ok, reference()} | {:error, term()}


      



  



  
    
      
    
    
      read_tensor(ref)



        
          
        

    

  


  

      

          @spec read_tensor(reference()) :: {:ok, binary()} | {:error, term()}


      



  



  
    
      
    
    
      real(a)



        
          
        

    

  


  

      

          @spec real(reference()) :: {:ok, reference()} | {:error, term()}


      



  



  
    
      
    
    
      reduce(t, acc, opts, fun)



        
          
        

    

  


  

      

          @spec reduce(reference(), reference(), keyword(), term()) ::
  {:ok, reference()} | {:error, term()}


      



  



  
    
      
    
    
      reduce_max(buf, opts)



        
          
        

    

  


  

      

          @spec reduce_max(
  reference(),
  keyword()
) :: {:ok, reference()} | {:error, term()}


      



  



  
    
      
    
    
      reduce_min(buf, opts)



        
          
        

    

  


  

      

          @spec reduce_min(
  reference(),
  keyword()
) :: {:ok, reference()} | {:error, term()}


      



  



  
    
      
    
    
      relu(a)



        
          
        

    

  


  

      

          @spec relu(reference()) :: {:ok, reference()} | {:error, term()}


      



  



  
    
      
    
    
      remainder(a, b)



        
          
        

    

  


  

      

          @spec remainder(reference(), reference()) :: {:ok, reference()} | {:error, term()}


      



  



  
    
      
    
    
      reshape_tensor(buf, new_shape)



        
          
        

    

  


  

      

          @spec reshape_tensor(reference(), [non_neg_integer()]) ::
  {:ok, reference()} | {:error, term()}


      



  



  
    
      
    
    
      reverse_tensor(buf, axes)



        
          
        

    

  


  

      

          @spec reverse_tensor(reference(), [non_neg_integer()]) ::
  {:ok, reference()} | {:error, term()}


      



  



  
    
      
    
    
      right_shift(a, b)



        
          
        

    

  


  

      

          @spec right_shift(reference(), reference()) :: {:ok, reference()} | {:error, term()}


      



  



  
    
      
    
    
      round_tensor(a)



        
          
        

    

  


  

      

          @spec round_tensor(reference()) :: {:ok, reference()} | {:error, term()}


      



  



  
    
      
    
    
      rsqrt(a)



        
          
        

    

  


  

      

          @spec rsqrt(reference()) :: {:ok, reference()} | {:error, term()}


      



  



  
    
      
    
    
      select_tensor(pred, on_true, on_false)



        
          
        

    

  


  

      

          @spec select_tensor(reference(), reference(), reference()) ::
  {:ok, reference()} | {:error, term()}


      



  



  
    
      
    
    
      sigmoid(a)



        
          
        

    

  


  

      

          @spec sigmoid(reference()) :: {:ok, reference()} | {:error, term()}


      



  



  
    
      
    
    
      sign_tensor(a)



        
          
        

    

  


  

      

          @spec sign_tensor(reference()) :: {:ok, reference()} | {:error, term()}


      



  



  
    
      
    
    
      sin(a)



        
          
        

    

  


  

      

          @spec sin(reference()) :: {:ok, reference()} | {:error, term()}


      



  



  
    
      
    
    
      sinh(a)



        
          
        

    

  


  

      

          @spec sinh(reference()) :: {:ok, reference()} | {:error, term()}


      



  



  
    
      
    
    
      slice_tensor(buf, starts, lengths, strides)



        
          
        

    

  


  

      

          @spec slice_tensor(reference(), [non_neg_integer()], [non_neg_integer()], [
  non_neg_integer()
]) ::
  {:ok, reference()} | {:error, term()}


      



  



  
    
      
    
    
      sort_tensor(buf, opts)



        
          
        

    

  


  

      

          @spec sort_tensor(
  reference(),
  keyword()
) :: {:ok, reference()} | {:error, term()}


      



  



  
    
      
    
    
      sqrt(a)



        
          
        

    

  


  

      

          @spec sqrt(reference()) :: {:ok, reference()} | {:error, term()}


      



  



  
    
      
    
    
      squeeze_tensor(buf, axes)



        
          
        

    

  


  

      

          @spec squeeze_tensor(reference(), [integer()]) ::
  {:ok, reference()} | {:error, term()}


      



  



  
    
      
    
    
      stack_tensors(bufs, axis)



        
          
        

    

  


  

      

          @spec stack_tensors([reference()], non_neg_integer()) ::
  {:ok, reference()} | {:error, term()}


      



  



  
    
      
    
    
      subtract(a, b)



        
          
        

    

  


  

      

          @spec subtract(reference(), reference()) :: {:ok, reference()} | {:error, term()}


      



  



  
    
      
    
    
      sum_tensor(buf, opts)



        
          
        

    

  


  

      

          @spec sum_tensor(
  reference(),
  keyword()
) :: {:ok, reference()} | {:error, term()}


      



  



  
    
      
    
    
      tan(a)



        
          
        

    

  


  

      

          @spec tan(reference()) :: {:ok, reference()} | {:error, term()}


      



  



  
    
      
    
    
      tanh(a)



        
          
        

    

  


  

      

          @spec tanh(reference()) :: {:ok, reference()} | {:error, term()}


      



  



  
    
      
    
    
      tensor_dtype(ref)



        
          
        

    

  


  

      

          @spec tensor_dtype(reference()) :: {:ok, non_neg_integer()} | {:error, term()}


      



  



  
    
      
    
    
      tensor_shape(ref)



        
          
        

    

  


  

      

          @spec tensor_shape(reference()) :: {:ok, [non_neg_integer()]} | {:error, term()}


      



  



  
    
      
    
    
      transpose_tensor(buf, axes)



        
          
        

    

  


  

      

          @spec transpose_tensor(reference(), [non_neg_integer()]) ::
  {:ok, reference()} | {:error, term()}


      



  



  
    
      
    
    
      triangular_solve(a, b, opts)



        
          
        

    

  


  

      

          @spec triangular_solve(reference(), reference(), keyword()) ::
  {:ok, reference()} | {:error, term()}


      



  



  
    
      
    
    
      window_max(buf, shape, opts)



        
          
        

    

  


  

      

          @spec window_max(reference(), [non_neg_integer()], keyword()) ::
  {:ok, reference()} | {:error, term()}


      



  



  
    
      
    
    
      window_min(buf, shape, opts)



        
          
        

    

  


  

      

          @spec window_min(reference(), [non_neg_integer()], keyword()) ::
  {:ok, reference()} | {:error, term()}


      



  



  
    
      
    
    
      window_product(buf, shape, opts)



        
          
        

    

  


  

      

          @spec window_product(reference(), [non_neg_integer()], keyword()) ::
  {:ok, reference()} | {:error, term()}


      



  



  
    
      
    
    
      window_reduce(t, acc, shape, opts, fun)



        
          
        

    

  


  

      

          @spec window_reduce(reference(), reference(), [non_neg_integer()], keyword(), term()) ::
  {:ok, reference()} | {:error, term()}


      



  



  
    
      
    
    
      window_scatter_max(t, src, init, shape, opts)



        
          
        

    

  


  

      

          @spec window_scatter_max(
  reference(),
  reference(),
  reference(),
  [non_neg_integer()],
  keyword()
) ::
  {:ok, reference()} | {:error, term()}


      



  



  
    
      
    
    
      window_scatter_min(t, src, init, shape, opts)



        
          
        

    

  


  

      

          @spec window_scatter_min(
  reference(),
  reference(),
  reference(),
  [non_neg_integer()],
  keyword()
) ::
  {:ok, reference()} | {:error, term()}


      



  



  
    
      
    
    
      window_sum(buf, shape, opts)



        
          
        

    

  


  

      

          @spec window_sum(reference(), [non_neg_integer()], keyword()) ::
  {:ok, reference()} | {:error, term()}


      



  


        

      


  

    
ExCubecl 
    



      
ExCubecl - An Nx backend powered by CubeCL via Rust NIFs.
Provides tensor operations using a Rust NIF layer for compute.
Operations not yet implemented in the Nif fall back to Nx.BinaryBackend.
Usage
iex> t = Nx.tensor([1.0, 2.0, 3.0], backend: ExCubecl.Backend)
iex> Nx.add(t, t)
#Nx.Tensor<
  f32[3]
  [2.0, 4.0, 6.0]
>
Supported types
	{:f, 32} - 32-bit float
	{:f, 64} - 64-bit float
	{:s, 32} - 32-bit signed integer
	{:s, 64} - 64-bit signed integer
	{:u, 32} - 32-bit unsigned integer
	{:u, 8}  - 8-bit unsigned integer

Mobile (iOS / Android) support
ExCubecl provides a C FFI layer (ex_cubecl.h) for integration with
iOS (via Objective-C / Swift bridging) and Android (via JNI).
See the header at native/ex_cubecl_nif/include/ex_cubecl.h.

      


      
        Summary


  
    Functions
  


    
      
        available?()

      


        Checks if the NIF library is loaded and available.



    


    
      
        byte_size(shape, type)

      


        Return the total byte size for a tensor of the given shape and type.



    


    
      
        device_info()

      


        Returns information about the compute device/backend.



    


    
      
        from_binary(binary, shape, type)

      


        Create a tensor from a binary with the given shape and type.



    


    
      
        supported_types()

      


        Returns the list of supported tensor types.



    


    
      
        to_binary(tensor)

      


        Read a tensor's data into a binary.



    


    
      
        type_size(arg)

      


        Return the size in bytes of a single element for the given Nx type.



    


    
      
        version()

      


        Returns the version of ExCubecl.



    





      


      
        Functions


        


  
    
      
    
    
      available?()



        
          
        

    

  


  

      

          @spec available?() :: boolean()


      


Checks if the NIF library is loaded and available.
Returns true if the NIF can be loaded, false otherwise.
Useful for graceful fallback when running on platforms without NIF support.

  



  
    
      
    
    
      byte_size(shape, type)



        
          
        

    

  


  

      

          @spec byte_size(tuple(), tuple()) :: non_neg_integer()


      


Return the total byte size for a tensor of the given shape and type.

  



  
    
      
    
    
      device_info()



        
          
        

    

  


  

      

          @spec device_info() :: map()


      


Returns information about the compute device/backend.
Currently returns CPU-based backend info. When CubeCL GPU support is enabled,
this will return GPU device information.

  



  
    
      
    
    
      from_binary(binary, shape, type)



        
          
        

    

  


  

      

          @spec from_binary(binary(), tuple(), tuple()) :: Nx.Tensor.t()


      


Create a tensor from a binary with the given shape and type.

  



  
    
      
    
    
      supported_types()



        
          
        

    

  


  

      

          @spec supported_types() :: [tuple()]


      


Returns the list of supported tensor types.

  



  
    
      
    
    
      to_binary(tensor)



        
          
        

    

  


  

      

          @spec to_binary(Nx.Tensor.t()) :: binary()


      


Read a tensor's data into a binary.

  



  
    
      
    
    
      type_size(arg)



        
          
        

    

  


  

      

          @spec type_size(tuple()) :: pos_integer()


      


Return the size in bytes of a single element for the given Nx type.

  



  
    
      
    
    
      version()



        
          
        

    

  


  

      

          @spec version() :: String.t()


      


Returns the version of ExCubecl.
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