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    ExDataCheck Architecture

Overview
ExDataCheck is built around a modular, extensible architecture designed for high-performance data validation in ML pipelines. The system is organized into distinct layers with clear separation of concerns.
Architecture Diagram
graph TB
    subgraph "Public API Layer"
        API[ExDataCheck API]
    end

    subgraph "Core Components"
        VAL[Validator Engine]
        PROF[Profiler]
        SCH[Schema Validator]
        DRIFT[Drift Detector]
        MON[Quality Monitor]
    end

    subgraph "Expectation System"
        EXP[Expectation Framework]
        VALUE[Value Expectations]
        STAT[Statistical Expectations]
        ML[ML Expectations]
        CUSTOM[Custom Expectations]
    end

    subgraph "Metrics & Reporting"
        QUAL[Quality Metrics]
        REP[Report Generator]
        EXPORT[Export Formats]
    end

    subgraph "Data Layer"
        STREAM[Stream Processor]
        BATCH[Batch Processor]
    end

    API --> VAL
    API --> PROF
    API --> SCH
    API --> DRIFT
    API --> MON

    VAL --> EXP
    EXP --> VALUE
    EXP --> STAT
    EXP --> ML
    EXP --> CUSTOM

    VAL --> STREAM
    VAL --> BATCH

    PROF --> QUAL
    VAL --> QUAL
    SCH --> QUAL

    QUAL --> REP
    REP --> EXPORT
Core Components
1. Validator Engine
Responsibilities:
	Execute expectations against datasets
	Coordinate validation workflow
	Aggregate validation results
	Handle streaming and batch modes

Key Modules:
	ExDataCheck.Validator - Main validation orchestrator
	ExDataCheck.ValidationResult - Result structures
	ExDataCheck.ValidationContext - Execution context

Design Patterns:
	Pipeline pattern for validation flow
	Strategy pattern for different validation modes
	Builder pattern for result aggregation

2. Expectation System
Responsibilities:
	Define expectation contracts
	Implement expectation validators
	Support custom expectations
	Type-safe expectation definitions

Key Modules:
	ExDataCheck.Expectation - Base expectation behavior
	ExDataCheck.Expectations.Value - Value-based checks
	ExDataCheck.Expectations.Statistical - Statistical checks
	ExDataCheck.Expectations.ML - ML-specific checks
	ExDataCheck.Expectations.Schema - Schema checks

Expectation Lifecycle:
sequenceDiagram
    participant User
    participant API
    participant Validator
    participant Expectation
    participant Dataset

    User->>API: validate(data, expectations)
    API->>Validator: run_validation()
    loop For each expectation
        Validator->>Expectation: validate(data)
        Expectation->>Dataset: extract_column()
        Dataset-->>Expectation: column_data
        Expectation->>Expectation: check_condition()
        Expectation-->>Validator: expectation_result
    end
    Validator->>Validator: aggregate_results()
    Validator-->>API: validation_result
    API-->>User: result
3. Profiler
Responsibilities:
	Generate statistical profiles of datasets
	Calculate column-level statistics
	Detect data types and cardinality
	Identify outliers and anomalies

Key Modules:
	ExDataCheck.Profile - Profile structure
	ExDataCheck.Profiler.ColumnProfiler - Column-level profiling
	ExDataCheck.Profiler.Statistics - Statistical calculations
	ExDataCheck.Profiler.TypeInference - Type detection

Profile Generation Flow:
graph LR
    A[Dataset] --> B[Type Inference]
    B --> C[Statistical Analysis]
    C --> D[Distribution Analysis]
    D --> E[Correlation Matrix]
    E --> F[Outlier Detection]
    F --> G[Profile Result]
4. Schema Validator
Responsibilities:
	Define and enforce schemas
	Type checking and coercion
	Constraint validation
	Nested structure support

Key Modules:
	ExDataCheck.Schema - Schema definition
	ExDataCheck.Schema.Validator - Schema validation
	ExDataCheck.Schema.Types - Type system
	ExDataCheck.Schema.Constraints - Constraint checks

Schema Validation Process:
graph TD
    A[Input Data] --> B{Schema Defined?}
    B -->|Yes| C[Type Check]
    B -->|No| X[Error]
    C --> D{Valid Type?}
    D -->|Yes| E[Constraint Check]
    D -->|No| X
    E --> F{Constraints Met?}
    F -->|Yes| G[Validated Data]
    F -->|No| X
5. Quality Monitor
Responsibilities:
	Track quality metrics over time
	Detect quality degradation
	Alert on threshold violations
	Store quality history

Key Modules:
	ExDataCheck.Monitor - Monitoring orchestrator
	ExDataCheck.Monitor.Tracker - Metric tracking
	ExDataCheck.Monitor.Alerter - Alert system
	ExDataCheck.Monitor.Storage - Metric storage

6. Drift Detector
Responsibilities:
	Detect data distribution drift
	Compare distributions
	Calculate drift scores
	Support multiple drift detection methods

Key Modules:
	ExDataCheck.Drift - Drift detection API
	ExDataCheck.Drift.KS - Kolmogorov-Smirnov test
	ExDataCheck.Drift.ChiSquare - Chi-square test
	ExDataCheck.Drift.PSI - Population Stability Index

Drift Detection Methods:
graph TB
    A[Production Data] --> B[Drift Detector]
    C[Baseline Data] --> B
    B --> D{Data Type}
    D -->|Continuous| E[KS Test]
    D -->|Categorical| F[Chi-Square]
    D -->|Both| G[PSI]
    E --> H[Drift Score]
    F --> H
    G --> H
    H --> I{Threshold Exceeded?}
    I -->|Yes| J[Alert]
    I -->|No| K[OK]
Data Flow
Validation Pipeline
graph LR
    A[Raw Data] --> B[Stream/Batch Processor]
    B --> C[Validator Engine]
    C --> D[Expectation Execution]
    D --> E[Result Aggregation]
    E --> F[Quality Scoring]
    F --> G[Report Generation]
    G --> H[Output: Report/Metrics]
Profiling Pipeline
graph LR
    A[Dataset] --> B[Column Extraction]
    B --> C[Type Inference]
    C --> D[Statistical Analysis]
    D --> E[Distribution Analysis]
    E --> F[Quality Metrics]
    F --> G[Profile Result]
Key Design Decisions
1. Streaming Support
Decision: Support both streaming and batch processing
Rationale: ML pipelines often process large datasets that don't fit in memory
Implementation: Use Elixir streams for lazy evaluation
# Stream processing
dataset
|> Stream.chunk_every(1000)
|> Stream.map(&ExDataCheck.validate(&1, expectations))
|> Stream.each(&handle_result/1)
|> Stream.run()
2. Expectation Composition
Decision: Expectations are composable and chainable
Rationale: Complex validations require multiple expectations
Implementation: List-based expectation definitions
expectations = [
  expect_column_to_exist(:age),
  expect_column_values_to_be_between(:age, 0, 120),
  expect_column_mean_to_be_between(:age, 25, 35)
]
3. Type System
Decision: Support rich type system with nested structures
Rationale: ML data often has complex nested structures
Implementation: Recursive type validation
schema = [
  {:features, {:list, :float}},
  {:metadata, :map},
  {:labels, {:list, :atom}}
]
4. Plugin Architecture
Decision: Support custom expectations via behavior
Rationale: Users need domain-specific validations
Implementation: Expectation behavior with callbacks
defmodule MyCustomExpectation do
  @behaviour ExDataCheck.Expectation

  @impl true
  def validate(data, opts) do
    # Custom validation logic
  end
end
Performance Considerations
1. Lazy Evaluation
	Use streams for large datasets
	Defer computation until necessary
	Enable early termination on failures

2. Parallel Processing
	Expectations can run in parallel
	Column-level profiling parallelized
	Configurable concurrency

3. Sampling
	Support sampling for profiling large datasets
	Configurable sample size
	Stratified sampling for distribution preservation

4. Caching
	Cache profiling results
	Reuse baseline distributions
	Memoize expensive calculations

Extensibility Points
1. Custom Expectations
Users can define custom expectations by implementing the Expectation behavior:
defmodule MyExpectation do
  @behaviour ExDataCheck.Expectation

  @impl true
  def validate(dataset, column, opts) do
    # Validation logic
  end

  @impl true
  def describe(column, opts) do
    "Custom expectation description"
  end
end
2. Custom Metrics
Define custom quality metrics:
defmodule MyQualityMetric do
  @behaviour ExDataCheck.QualityMetric

  @impl true
  def calculate(dataset) do
    # Metric calculation
  end
end
3. Custom Reporters
Add custom report formats:
defmodule MyReporter do
  @behaviour ExDataCheck.Reporter

  @impl true
  def generate(result, opts) do
    # Report generation
  end
end
Error Handling
Validation Errors
	Collect all errors, don't fail fast (by default)
	Provide detailed error messages
	Include context (row number, column, value)

System Errors
	Graceful degradation on failures
	Log errors with context
	Return error tuples {:error, reason}

Testing Strategy
Unit Tests
	Test each expectation independently
	Test edge cases and boundary conditions
	Test error handling

Integration Tests
	Test validation pipelines end-to-end
	Test with realistic datasets
	Test performance with large datasets

Property-Based Tests
	Use StreamData for property tests
	Test expectation invariants
	Test schema validation properties

Future Enhancements
1. Distributed Processing
	Support for distributed datasets
	Partition-aware validation
	Distributed profiling

2. Incremental Validation
	Validate only changed data
	Maintain validation state
	Efficient re-validation

3. Machine Learning Integration
	Auto-generate expectations from data
	Learn normal distributions
	Adaptive thresholds

4. Visualization
	Interactive validation reports
	Distribution plots
	Drift visualization



  

    Expectation System Design

Overview
The expectation system is the core of ExDataCheck's validation framework. Inspired by Great Expectations, it provides a declarative way to define data quality requirements.
Expectation Behavior
All expectations implement the ExDataCheck.Expectation behavior:
defmodule ExDataCheck.Expectation do
  @type dataset :: list(map()) | Stream.t()
  @type column :: atom() | String.t()
  @type result :: %ExDataCheck.ExpectationResult{}
  @type opts :: keyword()

  @callback validate(dataset, column, opts) :: result
  @callback describe(column, opts) :: String.t()
end
Expectation Categories
1. Value Expectations
Test individual values in a column.
expect_column_values_to_be_between/3
@spec expect_column_values_to_be_between(column, min, max) :: expectation
Purpose: Ensure all values in a column fall within a specified range.
Implementation:
defmodule ExDataCheck.Expectations.Value do
  def expect_column_values_to_be_between(column, min, max) do
    %Expectation{
      type: :value_range,
      column: column,
      validator: fn dataset ->
        values = extract_column(dataset, column)
        failing = Enum.filter(values, fn v -> v < min or v > max end)

        %ExpectationResult{
          success: length(failing) == 0,
          expectation: "column #{column} values between #{min} and #{max}",
          observed: %{
            total_values: length(values),
            failing_values: length(failing),
            failing_examples: Enum.take(failing, 5)
          }
        }
      end
    }
  end
end
Usage:
expect_column_values_to_be_between(:age, 0, 120)
expect_column_values_to_be_between(:score, 0.0, 1.0)
expect_column_values_to_be_in_set/2
@spec expect_column_values_to_be_in_set(column, set :: list()) :: expectation
Purpose: Ensure all values are members of a specified set.
Implementation:
def expect_column_values_to_be_in_set(column, allowed_values) do
  set = MapSet.new(allowed_values)

  %Expectation{
    type: :value_set,
    column: column,
    validator: fn dataset ->
      values = extract_column(dataset, column)
      invalid = Enum.reject(values, &MapSet.member?(set, &1))

      %ExpectationResult{
        success: length(invalid) == 0,
        expectation: "column #{column} values in set #{inspect(allowed_values)}",
        observed: %{
          total_values: length(values),
          invalid_values: Enum.uniq(invalid),
          invalid_count: length(invalid)
        }
      }
    end
  }
end
Usage:
expect_column_values_to_be_in_set(:status, ["active", "pending", "completed"])
expect_column_values_to_be_in_set(:country, ["US", "UK", "CA"])
expect_column_values_to_match_regex/2
@spec expect_column_values_to_match_regex(column, regex :: Regex.t()) :: expectation
Purpose: Ensure values match a regular expression pattern.
Usage:
expect_column_values_to_match_regex(:email, ~r/@/)
expect_column_values_to_match_regex(:phone, ~r/^\d{3}-\d{3}-\d{4}$/)
expect_column_values_to_not_be_null/1
@spec expect_column_values_to_not_be_null(column) :: expectation
Purpose: Ensure no null/nil values in column.
Usage:
expect_column_values_to_not_be_null(:user_id)
expect_column_values_to_not_be_null(:timestamp)
expect_column_values_to_be_unique/1
@spec expect_column_values_to_be_unique(column) :: expectation
Purpose: Ensure all values are unique (no duplicates).
Usage:
expect_column_values_to_be_unique(:transaction_id)
expect_column_values_to_be_unique(:email)
2. Statistical Expectations
Test statistical properties of columns.
expect_column_mean_to_be_between/3
@spec expect_column_mean_to_be_between(column, min, max) :: expectation
Purpose: Ensure column mean falls within range.
Implementation:
def expect_column_mean_to_be_between(column, min, max) do
  %Expectation{
    type: :statistical_mean,
    column: column,
    validator: fn dataset ->
      values = extract_column(dataset, column) |> Enum.filter(&is_number/1)
      mean = Statistics.mean(values)

      %ExpectationResult{
        success: mean >= min and mean <= max,
        expectation: "column #{column} mean between #{min} and #{max}",
        observed: %{
          mean: mean,
          count: length(values)
        }
      }
    end
  }
end
Usage:
expect_column_mean_to_be_between(:age, 25, 45)
expect_column_mean_to_be_between(:score, 0.7, 0.9)
expect_column_stdev_to_be_between/3
@spec expect_column_stdev_to_be_between(column, min, max) :: expectation
Purpose: Ensure column standard deviation falls within range.
Usage:
expect_column_stdev_to_be_between(:scores, 0.1, 0.3)
expect_column_median_to_be_between/3
@spec expect_column_median_to_be_between(column, min, max) :: expectation
Purpose: Ensure column median falls within range.
Usage:
expect_column_median_to_be_between(:income, 40000, 60000)
expect_column_quantile_to_be/3
@spec expect_column_quantile_to_be(column, quantile :: float, expected :: number) :: expectation
Purpose: Check specific quantile values.
Usage:
expect_column_quantile_to_be(:age, 0.95, 65)  # 95th percentile should be ~65
expect_column_quantile_to_be(:latency, 0.99, 500)  # p99 latency
3. ML-Specific Expectations
Expectations designed for machine learning workflows.
expect_feature_distribution/3
@spec expect_feature_distribution(column, distribution :: atom, opts :: keyword) :: expectation
Purpose: Ensure feature follows expected distribution.
Supported Distributions:
	:normal - Normal/Gaussian distribution
	:uniform - Uniform distribution
	:exponential - Exponential distribution
	:binomial - Binomial distribution

Implementation:
def expect_feature_distribution(column, :normal, opts) do
  expected_mean = Keyword.fetch!(opts, :mean)
  expected_stdev = Keyword.fetch!(opts, :stdev)
  tolerance = Keyword.get(opts, :tolerance, 0.1)

  %Expectation{
    type: :distribution,
    column: column,
    validator: fn dataset ->
      values = extract_column(dataset, column)
      observed_mean = Statistics.mean(values)
      observed_stdev = Statistics.stdev(values)

      # Kolmogorov-Smirnov test
      ks_statistic = ks_test(values, :normal, expected_mean, expected_stdev)

      %ExpectationResult{
        success: ks_statistic < tolerance,
        expectation: "column #{column} follows normal distribution",
        observed: %{
          mean: observed_mean,
          stdev: observed_stdev,
          ks_statistic: ks_statistic
        }
      }
    end
  }
end
Usage:
expect_feature_distribution(:age, :normal, mean: 35, stdev: 10)
expect_feature_distribution(:score, :uniform, min: 0.0, max: 1.0)
expect_label_balance/2
@spec expect_label_balance(column, opts :: keyword) :: expectation
Purpose: Ensure classification labels are reasonably balanced.
Implementation:
def expect_label_balance(column, opts) do
  min_ratio = Keyword.get(opts, :min_ratio, 0.2)

  %Expectation{
    type: :label_balance,
    column: column,
    validator: fn dataset ->
      values = extract_column(dataset, column)
      counts = Enum.frequencies(values)
      total = length(values)
      ratios = Map.new(counts, fn {k, v} -> {k, v / total} end)
      min_observed = Enum.min(Map.values(ratios))

      %ExpectationResult{
        success: min_observed >= min_ratio,
        expectation: "column #{column} labels balanced (min ratio: #{min_ratio})",
        observed: %{
          ratios: ratios,
          min_ratio: min_observed,
          counts: counts
        }
      }
    end
  }
end
Usage:
expect_label_balance(:class, min_ratio: 0.3)  # No class < 30%
expect_label_balance(:sentiment, min_ratio: 0.2)
expect_feature_correlation/3
@spec expect_feature_correlation(column1, column2, opts :: keyword) :: expectation
Purpose: Check correlation between features (detect multicollinearity).
Usage:
expect_feature_correlation(:feature_a, :feature_b, max: 0.9)
expect_feature_correlation(:age, :tenure, min: 0.3, max: 0.7)
expect_no_data_drift/2
@spec expect_no_data_drift(column, baseline :: %{}) :: expectation
Purpose: Detect data drift from training distribution.
Implementation:
def expect_no_data_drift(column, baseline) do
  %Expectation{
    type: :drift_detection,
    column: column,
    validator: fn dataset ->
      values = extract_column(dataset, column)
      drift_score = calculate_drift(values, baseline)
      threshold = 0.05  # p-value threshold

      %ExpectationResult{
        success: drift_score > threshold,
        expectation: "column #{column} no significant drift from baseline",
        observed: %{
          drift_score: drift_score,
          method: :kolmogorov_smirnov,
          drifted: drift_score <= threshold
        }
      }
    end
  }
end
Usage:
baseline = ExDataCheck.Drift.create_baseline(training_data, :age)
expect_no_data_drift(:age, baseline)
4. Schema Expectations
Validate data structure and types.
expect_column_to_exist/1
@spec expect_column_to_exist(column) :: expectation
Purpose: Ensure column exists in dataset.
Usage:
expect_column_to_exist(:user_id)
expect_column_to_exist(:timestamp)
expect_column_to_be_of_type/2
@spec expect_column_to_be_of_type(column, type :: atom) :: expectation
Supported Types:
	:integer
	:float
	:string
	:boolean
	:atom
	:list
	:map
	:datetime

Usage:
expect_column_to_be_of_type(:age, :integer)
expect_column_to_be_of_type(:score, :float)
expect_column_to_be_of_type(:tags, :list)
expect_column_count_to_equal/1
@spec expect_column_count_to_equal(count :: integer) :: expectation
Purpose: Ensure dataset has exact number of columns.
Usage:
expect_column_count_to_equal(10)
expect_table_row_count_to_be_between/2
@spec expect_table_row_count_to_be_between(min, max) :: expectation
Purpose: Ensure dataset has expected number of rows.
Usage:
expect_table_row_count_to_be_between(1000, 10000)
expect_table_row_count_to_be_between(100, :infinity)
Expectation Result Structure
defmodule ExDataCheck.ExpectationResult do
  @type t :: %__MODULE__{
    success: boolean(),
    expectation: String.t(),
    observed: map(),
    metadata: map()
  }

  defstruct [
    :success,
    :expectation,
    :observed,
    metadata: %{}
  ]
end
Validation Flow
sequenceDiagram
    participant Dataset
    participant Validator
    participant Expectation
    participant Result

    Dataset->>Validator: validate(expectations)
    loop For each expectation
        Validator->>Expectation: execute(dataset)
        Expectation->>Dataset: extract_column()
        Dataset-->>Expectation: column_data
        Expectation->>Expectation: apply_validation()
        Expectation->>Result: create_result()
        Result-->>Validator: expectation_result
    end
    Validator->>Validator: aggregate_results()
    Validator-->>Dataset: validation_result
Custom Expectations
Users can define custom expectations:
defmodule MyApp.CustomExpectations do
  use ExDataCheck.Expectation

  def expect_valid_email(column) do
    %Expectation{
      type: :custom_email,
      column: column,
      validator: fn dataset ->
        values = extract_column(dataset, column)
        invalid = Enum.reject(values, &valid_email?/1)

        %ExpectationResult{
          success: length(invalid) == 0,
          expectation: "column #{column} contains valid emails",
          observed: %{
            total: length(values),
            invalid_count: length(invalid),
            invalid_examples: Enum.take(invalid, 5)
          }
        }
      end
    }
  end

  defp valid_email?(email) do
    # Email validation logic
    String.match?(email, ~r/@/)
  end
end
Expectation Suites
Group related expectations:
defmodule MyApp.ExpectationSuites do
  def user_data_suite do
    [
      expect_column_to_exist(:user_id),
      expect_column_values_to_be_unique(:user_id),
      expect_column_values_to_not_be_null(:email),
      expect_column_values_to_match_regex(:email, ~r/@/),
      expect_column_values_to_be_between(:age, 18, 100)
    ]
  end

  def ml_training_suite do
    [
      expect_no_missing_values(:features),
      expect_label_balance(:target, min_ratio: 0.2),
      expect_column_count_to_equal(10),
      expect_table_row_count_to_be_between(1000, 1_000_000)
    ]
  end
end
Best Practices
1. Start Simple
Begin with basic expectations and add complexity as needed:
# Start with
expectations = [
  expect_column_to_exist(:age)
]

# Then add
expectations = [
  expect_column_to_exist(:age),
  expect_column_to_be_of_type(:age, :integer)
]

# Finally refine
expectations = [
  expect_column_to_exist(:age),
  expect_column_to_be_of_type(:age, :integer),
  expect_column_values_to_be_between(:age, 0, 120),
  expect_column_mean_to_be_between(:age, 25, 45)
]
2. Use Profiling to Inform Expectations
Profile your data first to understand reasonable thresholds:
profile = ExDataCheck.profile(data)
# Use profile statistics to set expectation thresholds
expect_column_mean_to_be_between(:age,
  profile.columns.age.mean * 0.9,
  profile.columns.age.mean * 1.1
)
3. Combine Expectations
Layer expectations for comprehensive validation:
[
  # Schema validation
  expect_column_to_exist(:score),
  expect_column_to_be_of_type(:score, :float),

  # Value validation
  expect_column_values_to_be_between(:score, 0.0, 1.0),
  expect_column_values_to_not_be_null(:score),

  # Statistical validation
  expect_column_mean_to_be_between(:score, 0.7, 0.9),
  expect_column_stdev_to_be_between(:score, 0.1, 0.3)
]
4. Document Your Expectations
Add metadata to expectations:
%Expectation{
  type: :value_range,
  column: :age,
  validator: validator_fn,
  metadata: %{
    rationale: "Age should be reasonable for adult users",
    impact: "Critical - invalid ages break downstream models",
    owner: "data-team"
  }
}


  

    Validator Specifications

Overview
This document describes the validator implementations that execute expectations and generate validation results.
Validator Architecture
graph TB
    A[Validator Engine] --> B[Stream Validator]
    A --> C[Batch Validator]
    B --> D[Column Extractor]
    C --> D
    D --> E[Expectation Executor]
    E --> F[Result Aggregator]
    F --> G[Validation Result]
Core Validator Module
ExDataCheck.Validator
The main validator orchestrator.
defmodule ExDataCheck.Validator do
  @moduledoc """
  Core validation engine for executing expectations against datasets.
  """

  @type dataset :: list(map()) | Stream.t()
  @type expectations :: list(Expectation.t())
  @type result :: ValidationResult.t()

  @doc """
  Validates a dataset against a list of expectations.

  ## Options

    * `:mode` - `:batch` (default) or `:stream`
    * `:stop_on_failure` - Stop at first failure (default: false)
    * `:parallel` - Run expectations in parallel (default: true)
    * `:max_failures` - Maximum failures before stopping (default: nil)
    * `:sample_size` - Sample size for large datasets (default: nil)

  ## Examples

      iex> ExDataCheck.Validator.validate(data, expectations)
      %ValidationResult{success: true, ...}

      iex> ExDataCheck.Validator.validate(stream, expectations, mode: :stream)
      %ValidationResult{success: false, ...}
  """
  @spec validate(dataset, expectations, keyword()) :: result
  def validate(dataset, expectations, opts \\ []) do
    mode = Keyword.get(opts, :mode, :batch)

    case mode do
      :batch -> validate_batch(dataset, expectations, opts)
      :stream -> validate_stream(dataset, expectations, opts)
    end
  end

  @doc """
  Validates and raises on failure.
  """
  @spec validate!(dataset, expectations, keyword()) :: :ok | no_return()
  def validate!(dataset, expectations, opts \\ []) do
    case validate(dataset, expectations, opts) do
      %{success: true} = result ->
        :ok

      %{success: false} = result ->
        raise ValidationError, result: result
    end
  end
end
Batch Validator
Validates entire dataset in memory.
defmodule ExDataCheck.Validator.Batch do
  @moduledoc """
  Batch validator for in-memory datasets.
  """

  def validate(dataset, expectations, opts) do
    stop_on_failure = Keyword.get(opts, :stop_on_failure, false)
    parallel = Keyword.get(opts, :parallel, true)

    results =
      if parallel do
        validate_parallel(dataset, expectations, opts)
      else
        validate_sequential(dataset, expectations, opts)
      end

    aggregate_results(results, dataset)
  end

  defp validate_parallel(dataset, expectations, opts) do
    expectations
    |> Task.async_stream(
      fn expectation ->
        execute_expectation(dataset, expectation)
      end,
      max_concurrency: System.schedulers_online()
    )
    |> Enum.map(fn {:ok, result} -> result end)
  end

  defp validate_sequential(dataset, expectations, opts) do
    stop_on_failure = Keyword.get(opts, :stop_on_failure, false)

    Enum.reduce_while(expectations, [], fn expectation, acc ->
      result = execute_expectation(dataset, expectation)

      if stop_on_failure and not result.success do
        {:halt, [result | acc]}
      else
        {:cont, [result | acc]}
      end
    end)
    |> Enum.reverse()
  end

  defp execute_expectation(dataset, expectation) do
    try do
      expectation.validator.(dataset)
    rescue
      error ->
        %ExpectationResult{
          success: false,
          expectation: expectation.type,
          observed: %{error: Exception.message(error)},
          metadata: %{exception: error}
        }
    end
  end

  defp aggregate_results(results, dataset) do
    total = length(results)
    successes = Enum.count(results, & &1.success)
    failures = total - successes

    %ValidationResult{
      success: failures == 0,
      total_expectations: total,
      expectations_met: successes,
      expectations_failed: failures,
      results: results,
      dataset_info: %{
        row_count: length(dataset),
        columns: extract_columns(dataset)
      }
    }
  end

  defp extract_columns(dataset) do
    dataset
    |> List.first()
    |> case do
      nil -> []
      row when is_map(row) -> Map.keys(row)
      _ -> []
    end
  end
end
Stream Validator
Validates streaming datasets without loading into memory.
defmodule ExDataCheck.Validator.Stream do
  @moduledoc """
  Stream validator for large datasets that don't fit in memory.
  """

  def validate(stream, expectations, opts) do
    chunk_size = Keyword.get(opts, :chunk_size, 1000)

    results =
      stream
      |> Stream.chunk_every(chunk_size)
      |> Stream.map(&validate_chunk(&1, expectations, opts))
      |> Enum.to_list()

    merge_chunk_results(results)
  end

  defp validate_chunk(chunk, expectations, opts) do
    # Use batch validator for each chunk
    ExDataCheck.Validator.Batch.validate(chunk, expectations, opts)
  end

  defp merge_chunk_results(chunk_results) do
    total_expectations = chunk_results
      |> List.first()
      |> Map.get(:total_expectations, 0)

    merged_results =
      chunk_results
      |> Enum.map(& &1.results)
      |> merge_expectation_results()

    successes = Enum.count(merged_results, & &1.success)

    %ValidationResult{
      success: successes == total_expectations,
      total_expectations: total_expectations,
      expectations_met: successes,
      expectations_failed: total_expectations - successes,
      results: merged_results,
      dataset_info: %{
        chunks_processed: length(chunk_results),
        mode: :stream
      }
    }
  end

  defp merge_expectation_results(results_by_chunk) do
    # Group results by expectation type
    results_by_chunk
    |> List.zip()
    |> Enum.map(&merge_expectation_result/1)
  end

  defp merge_expectation_result(chunk_results) do
    # Merge results for same expectation across chunks
    all_success = Enum.all?(chunk_results, & &1.success)
    observed = merge_observed(Enum.map(chunk_results, & &1.observed))

    first = List.first(chunk_results)

    %ExpectationResult{
      success: all_success,
      expectation: first.expectation,
      observed: observed,
      metadata: first.metadata
    }
  end

  defp merge_observed(observed_list) do
    # Merge observed values across chunks
    Enum.reduce(observed_list, %{}, fn obs, acc ->
      Map.merge(acc, obs, fn _k, v1, v2 ->
        case {v1, v2} do
          {x, y} when is_number(x) and is_number(y) -> x + y
          {x, y} when is_list(x) and is_list(y) -> x ++ y
          _ -> v2
        end
      end)
    end)
  end
end
Column Extractor
Utility for extracting column data from datasets.
defmodule ExDataCheck.Validator.ColumnExtractor do
  @moduledoc """
  Extract column data from datasets with various structures.
  """

  @doc """
  Extract a column from a dataset.

  Supports:
  - List of maps: `[%{col: val}, ...]`
  - List of keyword lists: `[[col: val], ...]`
  - Streams
  """
  @spec extract(dataset, column :: atom() | String.t()) :: list()
  def extract(dataset, column) when is_list(dataset) do
    dataset
    |> Enum.map(&get_value(&1, column))
    |> Enum.reject(&is_nil/1)
  end

  def extract(stream, column) do
    stream
    |> Stream.map(&get_value(&1, column))
    |> Stream.reject(&is_nil/1)
    |> Enum.to_list()
  end

  defp get_value(row, column) when is_map(row) do
    Map.get(row, column) || Map.get(row, to_string(column))
  end

  defp get_value(row, column) when is_list(row) do
    Keyword.get(row, column)
  end

  defp get_value(_, _), do: nil

  @doc """
  Extract multiple columns.
  """
  @spec extract_many(dataset, list(atom() | String.t())) :: map()
  def extract_many(dataset, columns) do
    Map.new(columns, fn col ->
      {col, extract(dataset, col)}
    end)
  end
end
Expectation Executor
Executes individual expectations.
defmodule ExDataCheck.Validator.ExpectationExecutor do
  @moduledoc """
  Executes individual expectations with proper error handling.
  """

  alias ExDataCheck.Validator.ColumnExtractor

  @doc """
  Execute an expectation against a dataset.
  """
  def execute(%Expectation{} = expectation, dataset) do
    start_time = System.monotonic_time(:millisecond)

    result =
      try do
        expectation.validator.(dataset)
      rescue
        error ->
          create_error_result(expectation, error)
      catch
        kind, reason ->
          create_catch_result(expectation, kind, reason)
      end

    end_time = System.monotonic_time(:millisecond)
    duration = end_time - start_time

    Map.put(result, :metadata, Map.merge(result.metadata, %{
      duration_ms: duration,
      timestamp: DateTime.utc_now()
    }))
  end

  defp create_error_result(expectation, error) do
    %ExpectationResult{
      success: false,
      expectation: describe_expectation(expectation),
      observed: %{
        error: Exception.message(error),
        stacktrace: Exception.format_stacktrace(__STACKTRACE__)
      },
      metadata: %{
        error_type: :exception,
        exception: error
      }
    }
  end

  defp create_catch_result(expectation, kind, reason) do
    %ExpectationResult{
      success: false,
      expectation: describe_expectation(expectation),
      observed: %{
        error: "Unexpected #{kind}: #{inspect(reason)}"
      },
      metadata: %{
        error_type: :catch,
        kind: kind,
        reason: reason
      }
    }
  end

  defp describe_expectation(%Expectation{type: type, column: column}) do
    "#{type} on column #{column}"
  end
end
Result Aggregator
Aggregates individual expectation results.
defmodule ExDataCheck.Validator.ResultAggregator do
  @moduledoc """
  Aggregates expectation results into validation results.
  """

  @doc """
  Aggregate expectation results into a validation result.
  """
  def aggregate(expectation_results, dataset_info \\ %{}) do
    total = length(expectation_results)
    successes = Enum.count(expectation_results, & &1.success)
    failures = total - successes

    failed_results = Enum.filter(expectation_results, &(not &1.success))
    success_results = Enum.filter(expectation_results, & &1.success)

    %ValidationResult{
      success: failures == 0,
      total_expectations: total,
      expectations_met: successes,
      expectations_failed: failures,
      results: expectation_results,
      failed_expectations: failed_results,
      successful_expectations: success_results,
      dataset_info: dataset_info,
      summary: generate_summary(expectation_results),
      timestamp: DateTime.utc_now()
    }
  end

  defp generate_summary(results) do
    by_type =
      results
      |> Enum.group_by(& &1.metadata[:type])
      |> Map.new(fn {type, group_results} ->
        {type, %{
          total: length(group_results),
          passed: Enum.count(group_results, & &1.success),
          failed: Enum.count(group_results, &(not &1.success))
        }}
      end)

    %{
      by_type: by_type,
      total_duration_ms: Enum.sum(Enum.map(results, & &1.metadata[:duration_ms] || 0))
    }
  end
end
Validation Result Structure
defmodule ExDataCheck.ValidationResult do
  @moduledoc """
  Result of validating a dataset against expectations.
  """

  @type t :: %__MODULE__{
    success: boolean(),
    total_expectations: non_neg_integer(),
    expectations_met: non_neg_integer(),
    expectations_failed: non_neg_integer(),
    results: list(ExpectationResult.t()),
    failed_expectations: list(ExpectationResult.t()),
    successful_expectations: list(ExpectationResult.t()),
    dataset_info: map(),
    summary: map(),
    timestamp: DateTime.t()
  }

  defstruct [
    :success,
    :total_expectations,
    :expectations_met,
    :expectations_failed,
    :results,
    :failed_expectations,
    :successful_expectations,
    :dataset_info,
    :summary,
    :timestamp
  ]
end
Validation Error
defmodule ExDataCheck.ValidationError do
  @moduledoc """
  Exception raised when validation fails.
  """

  defexception [:message, :result]

  @impl true
  def exception(result: result) do
    msg = """
    Data validation failed!

    Total expectations: #{result.total_expectations}
    Expectations met: #{result.expectations_met}
    Expectations failed: #{result.expectations_failed}

    Failed expectations:
    #{format_failures(result.failed_expectations)}
    """

    %__MODULE__{message: msg, result: result}
  end

  defp format_failures(failures) do
    failures
    |> Enum.take(5)
    |> Enum.map_join("\n", fn result ->
      "  - #{result.expectation}: #{inspect(result.observed)}"
    end)
  end
end
Performance Optimizations
1. Parallel Execution
Execute independent expectations in parallel:
# Automatically parallelized by default
ExDataCheck.validate(data, expectations)

# Control parallelism
ExDataCheck.validate(data, expectations, parallel: true, max_concurrency: 8)

# Force sequential
ExDataCheck.validate(data, expectations, parallel: false)
2. Early Termination
Stop at first failure for fail-fast behavior:
ExDataCheck.validate(data, expectations, stop_on_failure: true)
3. Sampling
Sample large datasets for faster validation:
ExDataCheck.validate(large_dataset, expectations, sample_size: 10_000)
4. Streaming
Process datasets too large for memory:
large_stream
|> ExDataCheck.validate(expectations, mode: :stream, chunk_size: 1000)
Testing Validators
Unit Tests
defmodule ExDataCheck.ValidatorTest do
  use ExUnit.Case

  test "validates simple expectations" do
    data = [%{age: 25}, %{age: 30}, %{age: 35}]
    expectations = [
      expect_column_values_to_be_between(:age, 20, 40)
    ]

    result = ExDataCheck.Validator.validate(data, expectations)

    assert result.success
    assert result.expectations_met == 1
  end

  test "detects failures" do
    data = [%{age: 25}, %{age: 150}]
    expectations = [
      expect_column_values_to_be_between(:age, 0, 120)
    ]

    result = ExDataCheck.Validator.validate(data, expectations)

    refute result.success
    assert result.expectations_failed == 1
  end
end
Integration Tests
defmodule ExDataCheck.IntegrationTest do
  use ExUnit.Case

  test "validates complex dataset" do
    dataset = generate_test_dataset(1000)
    expectations = MyApp.ExpectationSuites.ml_training_suite()

    result = ExDataCheck.validate(dataset, expectations)

    assert result.success
  end
end


  

    ExDataCheck Implementation Roadmap

Vision
Build a production-ready data validation and quality library for Elixir ML pipelines that rivals Python's Great Expectations in functionality while leveraging Elixir's strengths in concurrency, fault tolerance, and distributed systems.
Phase 1: Core Validation Framework (v0.1.0) - Weeks 1-4
Week 1: Foundation
Goal: Establish core data structures and basic validation flow
	[ ] Define core data structures
	[ ] Expectation struct and behavior
	[ ] ExpectationResult struct
	[ ] ValidationResult struct
	[ ] ValidationContext for execution state


	[ ] Implement basic validator engine
	[ ] Batch validator
	[ ] Expectation executor
	[ ] Result aggregator
	[ ] Error handling


	[ ] Column extraction utilities
	[ ] Extract from list of maps
	[ ] Extract from keyword lists
	[ ] Handle missing columns gracefully



Deliverables:
	Working validator that can execute basic expectations
	Comprehensive test suite for core functionality
	Documentation for core APIs

Week 2: Value Expectations
Goal: Implement all value-based expectations
	[ ] Basic value expectations
	[ ] expect_column_values_to_be_between/3
	[ ] expect_column_values_to_be_in_set/2
	[ ] expect_column_values_to_match_regex/2
	[ ] expect_column_values_to_not_be_null/1
	[ ] expect_column_values_to_be_unique/1


	[ ] Advanced value expectations
	[ ] expect_column_values_to_be_increasing/1
	[ ] expect_column_values_to_be_decreasing/1
	[ ] expect_column_value_lengths_to_be_between/3 (for strings)


	[ ] Tests and documentation
	[ ] Unit tests for each expectation
	[ ] Property-based tests
	[ ] Usage examples



Deliverables:
	Complete value expectation library
	100% test coverage
	Documentation with examples

Week 3: Schema Validation
Goal: Implement schema definition and validation
	[ ] Schema definition DSL
	[ ] Schema struct
	[ ] Type system (integer, float, string, boolean, list, map)
	[ ] Constraint system (required, unique, min, max, format)
	[ ] Nested schema support


	[ ] Schema validator
	[ ] Type checking
	[ ] Constraint validation
	[ ] Error collection
	[ ] Type coercion (optional)


	[ ] Schema utilities
	[ ] Infer schema from data
	[ ] Schema merging
	[ ] Schema validation (validate the schema itself)



Deliverables:
	Complete schema validation system
	Schema inference from sample data
	Comprehensive tests

Week 4: Basic Profiling
Goal: Implement data profiling capabilities
	[ ] Column profiler
	[ ] Type inference
	[ ] Missing value detection
	[ ] Cardinality calculation
	[ ] Basic statistics (min, max, mean, median)


	[ ] Dataset profiler
	[ ] Row count
	[ ] Column count
	[ ] Memory size estimation
	[ ] Overall quality score


	[ ] Profile output
	[ ] Profile struct
	[ ] JSON export
	[ ] Markdown report



Deliverables:
	Working profiler
	Profile export formats
	Integration with validator

Phase 2: Statistical & ML Features (v0.2.0) - Weeks 5-8
Week 5: Statistical Expectations
Goal: Implement statistical validation
	[ ] Distribution statistics
	[ ] expect_column_mean_to_be_between/3
	[ ] expect_column_median_to_be_between/3
	[ ] expect_column_stdev_to_be_between/3
	[ ] expect_column_quantile_to_be/3


	[ ] Distribution tests
	[ ] expect_column_values_to_be_normal/2
	[ ] expect_column_distribution_to_match/3


	[ ] Statistical utilities
	[ ] Mean, median, mode calculations
	[ ] Standard deviation, variance
	[ ] Quantile calculations
	[ ] Distribution fitting



Deliverables:
	Complete statistical expectation library
	Statistical utility module
	Tests and documentation

Week 6: ML-Specific Expectations
Goal: Implement ML validation features
	[ ] Feature validation
	[ ] expect_feature_distribution/3
	[ ] expect_feature_correlation/3
	[ ] expect_feature_importance_order/2


	[ ] Label validation
	[ ] expect_label_balance/2
	[ ] expect_label_cardinality/2
	[ ] expect_no_label_leakage/3


	[ ] Data split validation
	[ ] expect_stratified_split/3
	[ ] expect_temporal_split/2



Deliverables:
	ML-specific expectations
	Integration examples with popular ML libraries
	Documentation for ML use cases

Week 7: Data Drift Detection
Goal: Implement drift detection
	[ ] Drift detection methods
	[ ] Kolmogorov-Smirnov test
	[ ] Chi-square test
	[ ] Population Stability Index (PSI)
	[ ] Kullback-Leibler divergence


	[ ] Drift API
	[ ] create_baseline/2
	[ ] detect_drift/3
	[ ] expect_no_data_drift/2


	[ ] Drift reporting
	[ ] Drift scores per column
	[ ] Drift visualization data
	[ ] Drift summary report



Deliverables:
	Complete drift detection system
	Multiple drift detection algorithms
	Drift reports and visualizations

Week 8: Advanced Profiling
Goal: Enhance profiling capabilities
	[ ] Advanced statistics
	[ ] Correlation matrix
	[ ] Outlier detection (IQR, Z-score)
	[ ] Distribution characterization
	[ ] Skewness and kurtosis


	[ ] Sampling strategies
	[ ] Random sampling
	[ ] Stratified sampling
	[ ] Reservoir sampling for streams


	[ ] Profile comparison
	[ ] Compare two profiles
	[ ] Detect profile drift
	[ ] Profile diff report



Deliverables:
	Enhanced profiling
	Sampling for large datasets
	Profile comparison tools

Phase 3: Production Features (v0.3.0) - Weeks 9-12
Week 9: Streaming Support
Goal: Full streaming dataset support
	[ ] Stream validator
	[ ] Chunk-based validation
	[ ] Result merging across chunks
	[ ] Memory-efficient processing


	[ ] Stream profiler
	[ ] Incremental statistics
	[ ] Reservoir sampling
	[ ] Sliding window analysis


	[ ] Stream utilities
	[ ] Stream chunking
	[ ] Parallel stream processing
	[ ] Backpressure handling



Deliverables:
	Stream-based validation and profiling
	Performance benchmarks
	Large dataset examples

Week 10: Quality Monitoring
Goal: Implement quality monitoring system
	[ ] Quality metrics
	[ ] Completeness score
	[ ] Validity score
	[ ] Consistency score
	[ ] Timeliness score
	[ ] Overall quality score


	[ ] Monitor system
	[ ] Quality tracker
	[ ] Threshold-based alerting
	[ ] Metric storage interface
	[ ] Trend analysis


	[ ] Integration
	[ ] Telemetry integration
	[ ] Metrics export (Prometheus, StatsD)
	[ ] Logging integration



Deliverables:
	Quality monitoring system
	Alerting framework
	Observability integrations

Week 11: Pipeline Integration
Goal: Easy integration into ML pipelines
	[ ] Pipeline DSL
	[ ] use ExDataCheck.Pipeline
	[ ] Validation checkpoints
	[ ] Error handling strategies
	[ ] Pipeline composition


	[ ] Broadway integration
	[ ] Broadway processor
	[ ] Batching support
	[ ] Error handling


	[ ] Flow integration
	[ ] Flow stages
	[ ] Parallel validation
	[ ] Result aggregation



Deliverables:
	Pipeline integration module
	Broadway and Flow support
	Integration examples

Week 12: Reporting & Export
Goal: Comprehensive reporting
	[ ] Report generators
	[ ] Markdown reports
	[ ] HTML reports
	[ ] JSON export
	[ ] CSV export


	[ ] Report templates
	[ ] Validation report
	[ ] Profile report
	[ ] Drift report
	[ ] Quality report


	[ ] Visualization data
	[ ] Distribution plots data
	[ ] Correlation heatmap data
	[ ] Drift charts data
	[ ] Quality trends data



Deliverables:
	Complete reporting system
	Multiple export formats
	Template customization

Phase 4: Enterprise & Advanced (v0.4.0) - Weeks 13-16
Week 13: Custom Expectations Framework
Goal: Extensibility for custom validations
	[ ] Custom expectation API
	[ ] Expectation behavior
	[ ] Helper macros
	[ ] Testing utilities


	[ ] Expectation composition
	[ ] Combine expectations
	[ ] Conditional expectations
	[ ] Parameterized expectations


	[ ] Expectation library
	[ ] Domain-specific expectations
	[ ] Composable validators
	[ ] Reusable patterns



Deliverables:
	Custom expectation framework
	Documentation and examples
	Example custom expectations

Week 14: Expectation Suites & Versioning
Goal: Manage expectation suites over time
	[ ] Suite management
	[ ] Suite definition
	[ ] Suite composition
	[ ] Suite versioning


	[ ] Version control
	[ ] Expectation versioning
	[ ] Schema versioning
	[ ] Migration support


	[ ] Suite storage
	[ ] File-based storage
	[ ] Database storage
	[ ] Version history



Deliverables:
	Suite management system
	Versioning support
	Migration tools

Week 15: Multi-Dataset Validation
Goal: Validate relationships across datasets
	[ ] Multi-dataset expectations
	[ ] Cross-dataset joins
	[ ] Referential integrity
	[ ] Foreign key constraints


	[ ] Dataset relationships
	[ ] Define relationships
	[ ] Validate relationships
	[ ] Relationship profiling


	[ ] Coordinated validation
	[ ] Validate multiple datasets
	[ ] Dependency ordering
	[ ] Transaction-like validation



Deliverables:
	Multi-dataset validation
	Relationship validation
	Coordinated validation examples

Week 16: Performance & Polish
Goal: Optimize performance and polish for release
	[ ] Performance optimization
	[ ] Benchmark suite
	[ ] Profiling and optimization
	[ ] Parallel execution tuning
	[ ] Memory optimization


	[ ] Documentation
	[ ] Complete API documentation
	[ ] Tutorial series
	[ ] Best practices guide
	[ ] Migration guides


	[ ] Polish
	[ ] Error message improvements
	[ ] Logging refinement
	[ ] Configuration system
	[ ] Default behaviors



Deliverables:
	Performance benchmarks
	Complete documentation
	v0.4.0 release

Future Phases (v0.5.0+)
Advanced Analytics
	Anomaly detection
	Time series validation
	Graph data validation
	Spatial data validation

Distributed Systems
	Distributed validation
	Cluster-wide profiling
	Shared baseline storage
	Distributed drift detection

ML Integration
	Integration with Nx/Axon
	Auto-generate expectations from models
	Model input validation
	Feature store integration

Enterprise Features
	Role-based access control
	Audit logging
	Compliance reporting
	SLA monitoring

UI/Visualization
	Web-based UI for reports
	Interactive profiling
	Real-time dashboards
	Drift visualization

Success Metrics
Phase 1
	[ ] Core validation works for common use cases
	[ ] 90%+ test coverage
	[ ] Documentation covers all public APIs

Phase 2
	[ ] ML-specific features validated with real ML pipelines
	[ ] Drift detection comparable to existing tools
	[ ] Performance benchmarks published

Phase 3
	[ ] Production deployments in real systems
	[ ] Stream processing handles millions of records
	[ ] Monitoring integrates with common observability tools

Phase 4
	[ ] Community adoption
	[ ] Third-party extensions created
	[ ] Published to Hex.pm
	[ ] Production-proven at scale

Release Strategy
v0.1.0 - Core (Week 4)
	Basic validation
	Schema validation
	Simple profiling

v0.2.0 - ML Features (Week 8)
	Statistical expectations
	ML validations
	Drift detection
	Advanced profiling

v0.3.0 - Production (Week 12)
	Streaming support
	Quality monitoring
	Pipeline integration
	Reporting

v0.4.0 - Enterprise (Week 16)
	Custom expectations
	Suite management
	Multi-dataset validation
	Performance optimization

v1.0.0 - Stable (Week 20+)
	Production-proven
	Complete documentation
	Backward compatibility guarantees
	Long-term support

Contributing
This roadmap is a living document. Contributions, suggestions, and feedback are welcome!
See the main README for contribution guidelines.
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