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A pure Elixir implementation of the Leiden algorithm for community detection in networks.
The Leiden algorithm improves upon the Louvain method by addressing the resolution limit problem and ensuring communities that are well-connected internally.
Note: This is a work-in-progress implementation. The core algorithm structure is complete, but the API and result format may change before v1.0.

Note: For the best reading experience with properly rendered mathematical formulas, view this README on GitHub.

Installation
Add ex_leiden to your list of dependencies in mix.exs:
def deps do
  [
    {:ex_leiden, "~> 0.1"}
  ]
end
Leiden Algorithm Overview
The Leiden algorithm consists of three main phases:
	Local moving phase - Moves nodes between communities to optimize the quality function
	Refinement phase - Splits disconnected communities to ensure well-connected communities
	Aggregation phase - Creates aggregate networks for the next iteration

This approach guarantees well-connected communities and addresses the resolution limit problem found in the Louvain method.
References: From Louvain to Leiden: guaranteeing well-connected communities
	arXiv
	DOI

Quality Functions
ExLeiden supports two quality functions for community detection:
Modularity
$$
H = \frac{1}{2m} \sum_c \left( e_c - \gamma \frac{K_c^2}{2m} \right)
$$
Constant Potts Model (CPM)
$$
H = \sum_c \left( e_c - \gamma \binom{n_c}{2} \right)
$$
Where:
	$e_c$ = actual number of edges in community $c$
	$K_c$ = sum of the degrees of the nodes in community $c$
	$m$ = total number of edges in the network
	$\gamma$ = resolution parameter (γ > 0)
	$n_c$ = number of nodes in community $c$

Usage
ExLeiden accepts graphs in multiple formats and converts them internally to adjacency matrices for efficient computation.
# From edge list (unweighted)
edges = [{1, 2}, {2, 3}, {3, 1}]
{:ok, result} = ExLeiden.call(edges)

# From edge list (weighted)
weighted_edges = [{:a, :b, 0.5}, {:b, :c, 1.2}, {:c, :a, 0.8}]
{:ok, result} = ExLeiden.call(weighted_edges)

# From explicit vertices and edges
vertices = ["alice", "bob", "carol"]
edges = [{"alice", "bob"}, {"bob", "carol"}]
{:ok, result} = ExLeiden.call({vertices, edges})

# From adjacency matrix (2D list)
matrix = [
  [0, 1, 1],
  [1, 0, 1],
  [1, 1, 0]
]
{:ok, result} = ExLeiden.call(matrix)

# From Nx tensor adjacency matrix
tensor = Nx.tensor([[0, 1, 0], [1, 0, 1], [0, 1, 0]])
{:ok, result} = ExLeiden.call(tensor)

# From libgraph Graph struct
graph = Graph.new()
        |> Graph.add_vertices([1, 2, 3])
        |> Graph.add_edges([{1, 2}, {2, 3}])
{:ok, result} = ExLeiden.call(graph)

# With options
{:ok, result} = ExLeiden.call(edges, [
  resolution: 1.5,
  quality_function: :cpm,
  community_size_threshold: 10  # Stop when communities ≤ 10 nodes
])
Options
The algorithm behavior can be customized using various options:
	:quality_function - Quality function to optimize (:modularity or :cpm, default: :modularity)
	:modularity - See Modularity section for mathematical details
	:cpm - See Constant Potts Model (CPM) section for mathematical details


	:resolution - Resolution parameter γ controlling community granularity (default: 1.0)
	Higher values (> 1.0) favor smaller, tighter communities
	Lower values (< 1.0) favor larger, looser communities
	Higher γ → smaller communities
	Lower γ → larger communities


	:max_level - Maximum hierarchical levels to create (default: 5)
	Controls depth of community hierarchy
	Higher values allow more fine-grained community structure
	Algorithm may stop early if no further improvements can be made, even before reaching max_level


	:community_size_threshold - Minimum community size threshold for termination (default: nil)
	When set to an integer, algorithm terminates if all communities are at or below this size
	Takes precedence over :max_level when both are set
	Useful for stopping early when communities reach desired granularity
	Set to nil to disable (algorithm uses :max_level instead)



Result Format
Returns a map with integer keys (hierarchical levels) and values containing communities and bridges:
%{
  1 => {
    [
      %{id: 0, children: [1, 2, 3]},    # Community 0 contains nodes [1, 2, 3]
      %{id: 1, children: [4, 5]},       # Community 1 contains nodes [4, 5]
      %{id: 2, children: [6, 7, 8]}     # Community 2 contains nodes [6, 7, 8]
    ],
    [
      {0, 1, 0.5},    # Bridge between community 0 and 1 with weight 0.5
      {1, 2, 0.3}     # Bridge between community 1 and 2 with weight 0.3
    ]
  },
  2 => {
    [
      %{id: 0, children: [0, 1]},       # Level 2 community contains level 1 communities 0 and 1
      %{id: 1, children: [2]}           # Level 2 community contains level 1 community 2
    ],
    [
      {0, 1, 0.2}     # Bridge between level 2 communities
    ]
  }
}
Structure Details
	Level Keys: Integer keys represent hierarchical levels (1, 2, 3, ...)
	Communities: List of community assignments with:	id: Community identifier within the level
	children: List of node indices (level 1) or community IDs (higher levels)


	Bridges: List of inter-community connections as {community_a, community_b, weight} tuples

Error Handling
The only source of errors is option validation. The Leiden algorithm itself cannot fail - it always produces a valid community detection result. Invalid options return {:error, reason} tuples:
# Invalid options - returns map of option -> reason
{:error, %{
  resolution: "must be a positive number",
  quality_function: "must be :modularity or :cpm"
}}
Implementation Status
✅ Completed Features
	Core Algorithm: All three phases of the Leiden algorithm are fully implemented	Local Moving Phase: Queue-based node processing with matrix-optimized delta calculations
	Refinement Phase: Well-connected community splitting with γ-connectivity validation
	Aggregation Phase: Hierarchical community network construction


	Quality Functions: Both main quality functions are fully implemented	Modularity: Complete vectorized implementation with resolution parameter support
	Constant Potts Model (CPM): Complete implementation with linear penalty calculation



🚧 TODOs
	[ ] Iteration Implementation: Replace memory-intensive matrix operations with streaming approaches	[ ] Memory-efficient Data Structures: Use sparse representations and lazy evaluation for large networks
	[ ] Flow Parallel Processing: Implement GenStage/Flow pipelines for parallel node processing


	[ ] Performance Optimizations: Additional optimizations for large graphs	[ ] Memory usage optimization for very large networks
	[ ] Parallel processing for independent community refinement


	[ ] Benchmarking Suite: Implement comprehensive performance benchmarks	[ ] Network size scalability tests (100 to 100,000+ nodes)
	[ ] Comparison with reference implementations





  

    Changelog

All notable changes to this project will be documented in this file.
The format is based on Keep a Changelog,
and this project adheres to Semantic Versioning.
[Unreleased]
0.3.1 - 2025-10-09
Fixed
	[Source] fix empty edge list handling - now correctly creates adjacency matrix with all orphan vertices instead of failing with Nx.tensor/1 error
	[Source] fix empty kept_index handling in remove_orphans/2 - now returns original matrix instead of attempting to create invalid 0x0 tensor

0.3.0 - 2025-09-17
Added
	[Behaviour] add entrypoint behaviour module, to make user can easily setup mock to test.

Changed
	[Result] update format from map %{communities: [community], bridges: [birdge]} to tuple {[community], [bridge]}.

0.2.0 - 2025-09-12
Added
	[Option] add community_size_threshold option for algorithm termination control. When set, the algorithm terminates if all communities are at or below the specified size threshold. Takes precedence over max_level when both are set.

0.1.0 - 2025-09-11
Added
	[Option] add validate_opts/2 for cast and validate options.
	[Source] add build!/1 for converting various graph input formats to standardized t:Source.t() representation.
	[ExLeiden] add ExLeiden.call/2, we complete Leiden algorithm implementation with support for modularity and CPM quality functions
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A pure Elixir implementation of the Leiden algorithm for community detection in networks.
The main entry point is call/2, which accepts graph data as {vertices, edges} tuples and returns community detection results using the Leiden algorithm.
See the README for detailed documentation, usage examples, and algorithm overview.
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Detects communities in a network using the Leiden algorithm.
Parameters
	input - Graph data in one of these formats:
	%Graph{} - libgraph Graph struct
	%Nx.Tensor{} - adjacency matrix struct
	[{v1, v2}, ...] - Edge list (unweighted)
	[{v1, v2, weight}, ...] - Edge list (weighted)
	{vertices, edges} - Explicit vertex and edge lists
	[[0, 1, 0], [1, 0, 1], ...] - 2D adjacency matrix


	opts - Algorithm options (see README.md for details)


Options
	:quality_function - Quality function to optimize (:modularity or :cpm).
Defaults to :modularity.

	:resolution - Resolution parameter γ controlling community granularity.
Higher values favor smaller communities. Defaults to 1.0.

	:max_level - Maximum hierarchical levels to create.
Algorithm may stop early if no improvements possible. Defaults to 5.

	:community_size_threshold - Minimum community size threshold for termination.
If all communities are at or below this size, the algorithm will terminate.
Takes precedence over :max_level when both are set. Defaults to nil (disabled).


Returns
	{:ok, result} - Success with community detection results and metadata
	{:error, reason} - Invalid options or input validation error

Examples
iex> ExLeiden.call([{:a, :b}, {:b, :c}])
{:ok, %{1 => {[%{id: 0, children: [0, 1, 2]}], []}}}

iex> ExLeiden.call([[0, 1], [1, 0]], resolution: 0.5)
{:ok, %{1 => {[%{id: 0, children: [0]}, %{id: 1, children: [1]}], []}}}
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          @type adjacency_matrix() :: [[number()]] | Nx.Tensor.t()
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          @type edge() :: {vertex(), vertex()} | {vertex(), vertex(), weight :: number()}


      



  



  
    
      
    
    
      input()



        
          
        

    

  


  

      

          @type input() :: Graph.t() | [edge()] | {[vertex()], [edge()]} | adjacency_matrix()
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          @callback call(input(), keyword() | map()) ::
  {:ok, ExLeiden.Leiden.Behaviour.results()} | {:error, map()}
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Implements the aggregation phase of the Leiden algorithm.
The aggregation phase creates a new network where each community becomes
a single node, and edges between communities become edges in the aggregate network.
This allows the algorithm to operate hierarchically across multiple levels.
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Create aggregate network from communities.
Parameters
	adjacency_matrix - The original adjacency matrix (n x n tensor)
	partition_matrix - Community assignment matrix (n x c binary matrix)

Returns
A new Source struct representing the aggregate network where:
	Each community becomes a single node
	Only edges between different communities are preserved
	Diagonal entries are zero (no self-loops)
	Degree sequence is calculated from the aggregate adjacency matrix

Algorithm
	Computes C^T  A  C where C is partition matrix, A is adjacency matrix
	Zeros out diagonal to remove internal community connections
	Creates new Source struct with aggregate adjacency matrix and degrees

Examples
# Path graph: 0---1---2---3 with communities {0,1} and {2,3}
iex> adj = Nx.tensor([[0,1,0,0], [1,0,1,0], [0,1,0,1], [0,0,1,0]])
iex> partition = Nx.tensor([[1,0], [1,0], [0,1], [0,1]])
iex> %Source{} = ExLeiden.Leiden.Aggregate.call(adj, partition)
# Returns Source with 2x2 adjacency matrix [[0,1], [1,0]] and degrees [1,1]
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          @callback call(Nx.Tensor.t(), Nx.Tensor.t()) :: ExLeiden.Source.t()
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          @type bridge_connection() ::
  {community_a :: integer(), community_b :: integer(), weight :: number()}
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          @type community_assignment() :: %{id: integer(), children: [integer()]}


      



  



  
    
      
    
    
      level_results()



        
          
        

    

  


  

      

          @type level_results() :: {[community_assignment()], [bridge_connection()]}
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          @type results() :: %{required(non_neg_integer()) => level_results()}
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          @callback call(
  ExLeiden.Source.t(),
  keyword()
) :: results()
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Local moving phase implementation for the Leiden algorithm.
This module implements the "MoveNodesFast" algorithm from the paper using a
hybrid queue-based approach with matrix-optimized single-node calculations.
Algorithm Overview
	Initialize queue with all nodes (shuffled for randomness)
	For each node in queue:	Use matrix operations to find best community move
	If beneficial move found, apply it immediately
	Add neighbors of moved node back to queue


	Repeat until queue is empty (convergence)

This approach combines the paper's exact sequential processing with
vectorized calculations for efficiency.
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        Perform the local moving phase on a graph using queue-based node processing.
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Perform the local moving phase on a graph using queue-based node processing.
This implements the core "MoveNodesFast" algorithm from the Leiden paper:
	Sequential node processing with dynamic queue management
	Matrix-optimized delta calculations for single nodes
	Immediate partition updates after each beneficial move
	Neighbor invalidation and re-queuing for locality

Parameters
	source - Source struct containing adjacency matrix and metadata
	opts - Options including:	:quality_function - Quality function module (default: Modularity)
	:resolution - Resolution parameter γ (default: 1.0)



Returns
  Community matrix (Nx.Tensor) with optimized community assignments
Examples
iex> source = ExLeiden.Source.build!([[0, 1, 1], [1, 0, 0], [1, 0, 0]])
iex> result = ExLeiden.Leiden.LocalMove.call(source, quality_function: :modularity, resolution: 1.0)
iex> # Returns community matrix with optimized community assignments
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          @callback call(ExLeiden.Source.t(), opts :: keyword()) :: Nx.Tensor.t()
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Implements the refinement phase of the Leiden algorithm.
The refinement phase ensures that communities are well-connected by:
	Starting with a singleton partition where each node is in its own community
	Locally merging nodes within each original community
	Only merging nodes that are sufficiently well connected to their community
	Using randomization to explore the partition space more broadly

This phase is crucial for guaranteeing well-connected communities, which is
the main advantage of Leiden over Louvain algorithm.
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Refine a partition to ensure well-connected communities.
Parameters
	adjacency_matrix - The adjacency matrix of the graph (n x n tensor)
	community_matrix - Current community assignment matrix (n x c binary matrix)
	opts - Options including:	:resolution - Resolution parameter (default: 1.0)
	:theta - Randomness parameter for community selection (default: 0.01)
	:quality_function - Quality function to use (:modularity or :cpm, default: :modularity)
	:select_best_for_test - If true, always select the best community instead of randomized selection (default: false)



Returns
A new community matrix representing the refined partition where each
community from the original partition may be split into multiple
well-connected subcommunities.
Examples
iex> adjacency = Nx.tensor([[0, 1, 1], [1, 0, 0], [1, 0, 0]])
iex> community_matrix = Nx.tensor([[1, 0], [1, 0], [0, 1]])
iex> refined = ExLeiden.Leiden.RefinePartition.call(adjacency, community_matrix)
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          @callback call(Nx.Tensor.t(), Nx.Tensor.t(), keyword()) :: Nx.Tensor.t()
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Option validation for ExLeiden algorithm.
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        Validates and applies options from a keyword list or map.
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          @type options() :: [
  resolution: number(),
  quality_function: :modularity | :cpm,
  max_level: pos_integer(),
  community_size_threshold: pos_integer() | nil,
  theta: number()
]
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Validates and applies options from a keyword list or map.
Returns {:ok, validated_options} on success or {:error, errors} on validation failure.
Examples
iex> ExLeiden.Option.validate_opts([])
{:ok, [resolution: 1, quality_function: :modularity, max_level: 5, community_size_threshold: nil, theta: 0.01]}

iex> ExLeiden.Option.validate_opts(%{resolution: 2.5, quality_function: :cpm})
{:ok, [resolution: 2.5, quality_function: :cpm, max_level: 5, community_size_threshold: nil, theta: 0.01]}

iex> ExLeiden.Option.validate_opts(%{resolution: -1.0})
{:error, %{resolution: "must be a positive number"}}

iex> ExLeiden.Option.validate_opts(%{max_level: 0, quality_function: :invalid})
{:error, %{max_level: "must be a positive integer", quality_function: "must be :modularity or :cpm"}}

  


        

      


  

    
ExLeiden.Option.Behaviour behaviour
    




      
        Summary


  
    Callbacks
  


    
      
        validate_opts(arg1)

      


    





      


      
        Callbacks

        


  
    
      
    
    
      validate_opts(arg1)



        
          
        

    

  


  

      

          @callback validate_opts(map() | keyword()) ::
  {:ok, ExLeiden.Option.options()} | {:error, map()}
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Behaviour definition for quality functions in the Leiden algorithm.
This behaviour defines the interface that all quality function modules
must implement. Quality functions are responsible for calculating the
best community move for a given node.

      


      
        Summary


  
    Callbacks
  


    
      
        best_move(adjacency_matrix, current_node, community_matrix, total_edges, opts)

      


        Find the best community move for a single node.



    


    
      
        delta_gains(adjacency_matrix, node_index, community_matrix, total_edges, opts)

      


        Calculate quality delta gains for moving a node from current community to all communities.
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          @callback best_move(
  adjacency_matrix :: Nx.Tensor.t(),
  current_node :: non_neg_integer(),
  community_matrix :: Nx.Tensor.t(),
  total_edges :: number(),
  opts :: keyword()
) :: {best_community :: non_neg_integer(), best_delta :: float()}


      


Find the best community move for a single node.
Calculates the quality delta for all possible community moves for the
given node and returns the move with the highest delta.
Parameters
	adjacency_matrix - The adjacency matrix of the graph (n x n tensor)
	current_node - Index of the node to find best move for
	community_matrix - Current community assignment matrix (n x c binary matrix)
	total_edges - Total edge weight in the graph (scalar)
	opts - Options including quality function specific parameters

Returns
  A tuple containing:
	best_community - Community index with highest delta
	best_delta - Quality delta value for the best move

Examples
iex> {best_community, delta} = QualityModule.best_move(adjacency, 0, community_matrix, 2.0, [resolution: 1.0])
iex> best_community
1
iex> delta
0.125
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          @callback delta_gains(
  adjacency_matrix :: Nx.Tensor.t(),
  node_index :: non_neg_integer(),
  community_matrix :: Nx.Tensor.t(),
  total_edges :: number(),
  opts :: keyword()
) :: Nx.Tensor.t()


      


Calculate quality delta gains for moving a node from current community to all communities.
This function calculates the complete quality delta for moving a node to each community,
returning a tensor of deltas for all possible moves.
Parameters
	adjacency_matrix - The adjacency matrix of the graph (n x n tensor)
	node_index - Index of the node to calculate deltas for
	community_matrix - Current community assignment matrix (n x c binary matrix)
	total_edges - Total edge weight in the graph (scalar)
	opts - Options including quality function specific parameters

Returns
  A tensor of quality deltas for each community (c-dimensional tensor)
Examples
iex> deltas = QualityModule.delta_gains(adjacency, 0, community_matrix, 2.0, [resolution: 1.0])
iex> deltas
#Nx.Tensor<
  f32[3]
  [0.0, 0.125, -0.05]
>
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Constant Potts Model (CPM) quality function for the Leiden algorithm.
This module implements CPM-based community detection calculations,
providing the best move analysis for nodes in the local moving phase.
CPM measures community quality by optimizing internal edges minus a resolution penalty.
The CPM delta formula used here is:
ΔQ = (edges_to_new - edges_to_old) - γ * (size_new - size_old + 1) / 2
Where:
	edges_to_new/old are edges from node i to new/old communities
	size_new/old are the number of nodes in new/old communities
	γ is the resolution parameter
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        best_move(adjacency_matrix, node_index, partition_matrix, total_edges, opts)

      


        Find the best community move for a single node.



    


    
      
        delta_gains(adjacency_matrix, node_index, partition_matrix, total_edges, opts)

      


        Calculate CPM delta gains for moving a node from current community to all communities.
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          @spec best_move(
  adjacency_matrix :: Nx.Tensor.t(),
  node_index :: non_neg_integer(),
  partition_matrix :: Nx.Tensor.t(),
  network_total_edges :: number(),
  opts :: keyword()
) :: {best_community :: non_neg_integer(), best_delta_q :: float()}


      


Find the best community move for a single node.
Calculates the CPM delta for all possible community moves for the
given node and returns the move with the highest delta (even if negative).
Parameters
	adjacency_matrix - The adjacency matrix of the graph (n x n tensor)
	current_node - Index of the node to find best move for
	partition_matrix - Current community assignment matrix (n x c binary matrix)
	total_edges - Total edge weight in the graph (scalar)
	opts - Options including :resolution parameter (default: 1.0)

Returns
  A tuple containing:
	best_community - Community index with highest delta
	best_delta - CPM delta value for the best move

Examples
iex> adjacency = Nx.tensor([[0, 1, 1], [1, 0, 0], [1, 0, 0]])
iex> partition_matrix = Nx.eye(3)  # Each node in own community
iex> {best_community, delta_q} = ExLeiden.Quality.CPM.best_move(adjacency, 0, partition_matrix, 2.0, [resolution: 1.0])
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          @spec delta_gains(
  adjacency_matrix :: Nx.Tensor.t(),
  node_index :: non_neg_integer(),
  partition_matrix :: Nx.Tensor.t(),
  total_edges :: number(),
  opts :: keyword()
) :: Nx.Tensor.t()


      


Calculate CPM delta gains for moving a node from current community to all communities.
This function calculates the complete quality delta for moving a node to each community,
accounting for both the gain from joining the target and loss from leaving current.
CPM Quality: Q = Σ[e_c - γ  n_c / 2]
Complete Delta: ΔQ = (edges_to_target - edges_to_current) - γ  (n_target - n_current + 1) / 2
Parameters
	adjacency_matrix - The adjacency matrix of the graph (n x n tensor)
	node_index - Index of the node to calculate deltas for
	partition_matrix - Community assignment matrix (n x c binary matrix)
	total_edges - Total edge weight in the graph (unused in CPM)
	opts - Options including :resolution parameter

Returns
  A tensor of complete quality deltas for each community (c-dimensional tensor)

  


        

      


  

    
ExLeiden.Quality.Modularity 
    



      
Modularity quality function for the Leiden algorithm.
This module implements modularity-based community detection calculations,
providing the best move analysis for nodes in the local moving phase.
Modularity measures the strength of division of a network into communities.
The modularity delta formula used here is:
ΔQ = (1/2m)  [k_i_in_new - k_i_in_old - γ  k_i * (K_new - K_old + k_i) / (2m)]
Where:
	k_i is the degree of node i
	k_i_in_new/old are edges from node i to new/old communities
	K_new/old are total degrees in new/old communities
	γ is the resolution parameter
	m is the total edge weight
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        Find the best community move for a single node.
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          @spec best_move(
  adjacency_matrix :: Nx.Tensor.t(),
  node_index :: non_neg_integer(),
  partition_matrix :: Nx.Tensor.t(),
  network_total_edges :: number(),
  opts :: keyword()
) :: {best_community :: non_neg_integer(), best_delta_q :: float()}


      


Find the best community move for a single node.
Calculates the modularity delta for all possible community moves for the
given node and returns the move with the highest delta (even if negative).
Parameters
	adjacency_matrix - The adjacency matrix of the graph (n x n tensor)
	node_index - Index of the node to find best move for
	partition_matrix - Current community assignment matrix (n x c binary matrix)
	total_edges - Total edge weight in the graph (scalar)
	opts - Options including :resolution parameter (default: 1.0)

Returns
  A tuple containing:
	best_community - Community index with highest delta (non_neg_integer)
	best_delta_q - Modularity delta value for the best move (float)

Examples
iex> adjacency = Nx.tensor([[0, 1, 1], [1, 0, 0], [1, 0, 0]])
iex> partition_matrix = Nx.eye(3)  # Each node in own community
iex> {best_community, delta_q} = ExLeiden.Quality.Modularity.best_move(adjacency, 0, partition_matrix, 2.0, resolution: 1.0)
iex> best_community
iex> delta_q

  


        

      


  

    
ExLeiden.Source 
    



      
Internal representation of graph data for the Leiden algorithm.
Converts various input formats into a standardized adjacency matrix representation, using Nx tensors for efficient numerical computation.
Graph Input Processing
The Source module handles conversion of various graph input formats into a standardized internal representation with adjacency matrices for efficient computation. Key features include:
	Format Conversion - Accepts edge lists, 2D arrays, {vertices, edges} tuples, Nx tensors, and Graph structs
	Vertex Ordering - Maintains deterministic alphabetical ordering for consistent results
	Orphan Detection - Identifies and handles isolated vertices with no connections
	Matrix Validation - Ensures adjacency matrices are square, symmetric, non-negative, and have zero diagonals
	Weight Processing - Supports both weighted and unweighted edges, with automatic symmetrization

Source Struct
The Source struct contains:
	adjacency_matrix - Nx tensor representing the graph's adjacency matrix
	degree_sequence - List of vertices ordered by their processing sequence
	orphan_communities - List of isolated vertices removed from the main computation

Supported Input Formats
Edge Lists
# Unweighted edges
edges = [{:a, :b}, {:b, :c}, {:a, :c}]
Source.build!(edges)

# Weighted edges
weighted_edges = [{:a, :b, 2}, {:b, :c, 3}, {:a, :c, 1}]
Source.build!(weighted_edges)
2D Array Adjacency Matrices
matrix = [
  [0, 1, 1],
  [1, 0, 1],
  [1, 1, 0]
]
Source.build!(matrix)
Vertices and Edges Tuple
vertices = [:a, :b, :c]
edges = [{:a, :b}, {:b, :c}]
Source.build!({vertices, edges})
Nx Tensor Adjacency Matrices
tensor = Nx.tensor([[0, 1, 0], [1, 0, 1], [0, 1, 0]])
Source.build!(tensor)
Graph Structs (libgraph)
graph = Graph.new(type: :undirected)
        |> Graph.add_edge(:a, :b, weight: 2)
        |> Graph.add_edge(:b, :c, weight: 3)
Source.build!(graph)
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          @type community() :: any()
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          @type t() :: %ExLeiden.Source{
  adjacency_matrix: nil | Nx.Tensor.t(),
  degree_sequence: [community()],
  orphan_communities: [community()]
}


      



  


        

      


  

    
ExLeiden.Source.Behaviour behaviour
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          @callback build!(term()) :: ExLeiden.Source.t()
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