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    ExNLP

A comprehensive Natural Language Processing library for Elixir, providing tokenization, stemming, ranking algorithms, similarity metrics, and text analysis tools. Inspired by Python's NLTK and designed with idiomatic Elixir patterns.
Features
	🔤 Tokenization: Multiple tokenizers (standard, whitespace, regex, n-gram, keyword) with NLTK-inspired API
	✂️ Stemming: Snowball stemmers for 7 languages (English, Spanish, Portuguese, French, German, Italian, Polish)
	📊 Ranking Algorithms: TF-IDF and BM25 implementations for document ranking and search
	🔍 Similarity Metrics: Levenshtein, Jaccard, Dice, Jaro-Winkler, Hamming distance, and more
	🚫 Stopwords: Built-in stopword lists for 30+ languages
	🔧 Text Filtering: Case conversion, length filtering, pattern replacement, and stopword removal
	📈 Statistics: Term frequency, document frequency, corpus-level statistics
	🔗 Co-occurrence Analysis: Term co-occurrence matrices and analysis
	📝 N-grams: Character and word n-gram generation
	🎯 Idiomatic Elixir: Clean, functional code following Elixir best practices

Installation
Add ex_nlp to your list of dependencies in mix.exs:
def deps do
  [
    {:ex_nlp, "~> 0.1.0"}
  ]
end
Then run mix deps.get.
Quick Start
Tokenization
# Simple word tokenization
iex> ExNlp.Tokenizer.word_tokenize("Hello, world!")
["Hello", "world"]

# Get tokens with position and offset information
iex> ExNlp.Tokenizer.tokenize("Hello, world!")
[
  %ExNlp.Token{text: "Hello", position: 0, start_offset: 0, end_offset: 5},
  %ExNlp.Token{text: "world", position: 1, start_offset: 7, end_offset: 12}
]

# Custom regex tokenizer
iex> ExNlp.Tokenizer.regexp_tokenize("abc123 def456", "\\d+")
["123", "456"]
Stemming
# Stem words in multiple languages
iex> ExNlp.Snowball.stem("running", :english)
"run"

iex> ExNlp.Snowball.stem("caminando", :spanish)
"camin"

iex> ExNlp.Snowball.stem_words(["running", "jumping", "beautiful"], :english)
["run", "jump", "beauti"]

# Check supported languages
iex> ExNlp.Snowball.supported_languages()
[:english, :spanish, :portuguese, :french, :german, :italian, :polish]
Ranking Algorithms
TF-IDF
# Calculate TF-IDF score for a term in a document
iex> documents = ["The quick brown fox", "A brown dog"]
iex> ExNlp.Ranking.TfIdf.calculate("fox", "The quick brown fox", documents)
0.5108256237659907

# With preprocessing options
iex> ExNlp.Ranking.TfIdf.calculate("running", "The runner is running fast", documents,
...>   stem: true, language: :english, remove_stopwords: true)
0.6931471805599453
BM25
# Score documents against a query
iex> documents = ["BM25 is a ranking function", "used by search engines"]
iex> ExNlp.Ranking.Bm25.score(documents, ["ranking", "search"])
[1.8455076734299591, 1.0126973514850315]

# Rank documents with custom parameters
iex> ExNlp.Ranking.Bm25.score(documents, ["ranking", "search"], 
...>   k1: 1.5, b: 0.75, stem: true, language: :english)
[1.923456, 1.123456]
Similarity Metrics
# Levenshtein distance
iex> ExNlp.Similarity.levenshtein("kitten", "sitting")
3

# Levenshtein similarity (normalized)
iex> ExNlp.Similarity.levenshtein_similarity("kitten", "sitting")
0.5714285714285714

# Jaccard similarity
iex> ExNlp.Similarity.jaccard(["cat", "dog"], ["cat", "bird"])
0.3333333333333333

# Jaro-Winkler similarity
iex> ExNlp.Similarity.jaro_winkler_similarity("martha", "marhta")
0.9611111111111111

# Dice coefficient
iex> ExNlp.Similarity.dice_coefficient(["cat", "dog"], ["cat", "bird"])
0.5
Stopwords
# Check if a word is a stopword
iex> ExNlp.Stopwords.is_stopword?("the", :english)
true

# Remove stopwords from a list
iex> words = ["the", "quick", "brown", "fox"]
iex> ExNlp.Stopwords.remove(words, :english)
["quick", "brown", "fox"]

# Get list of stopwords
iex> ExNlp.Stopwords.list(:english)
["a", "all", "and", "as", "at", ...]
Text Filtering
# Build a filtering pipeline
iex> tokens = ExNlp.Tokenizer.tokenize("The Quick Brown Fox")
iex> tokens
...> |> ExNlp.Filter.lowercase()
...> |> ExNlp.Filter.stop_words(:english)
...> |> ExNlp.Filter.min_length(3)
[
  %ExNlp.Token{text: "quick", ...},
  %ExNlp.Token{text: "brown", ...},
  %ExNlp.Token{text: "fox", ...}
]
N-grams
# Character n-grams
iex> ExNlp.Ngram.char_ngrams("hello", 2)
["he", "el", "ll", "lo"]

# Word n-grams
iex> ExNlp.Ngram.word_ngrams(["the", "quick", "brown", "fox"], 2)
[["the", "quick"], ["quick", "brown"], ["brown", "fox"]]
Statistics
# Term frequency in a document
iex> ExNlp.Statistics.term_frequency("cat", ["the", "cat", "sat", "on", "the", "mat"])
1

# Document frequency in a corpus
iex> corpus = [["cat", "dog"], ["cat", "bird"], ["dog", "fish"]]
iex> ExNlp.Statistics.document_frequency("cat", corpus)
2

# Most frequent terms
iex> corpus = [["cat", "dog"], ["cat", "cat"], ["dog"]]
iex> ExNlp.Statistics.most_frequent(corpus, 2)
[{"cat", 3}, {"dog", 2}]
Co-occurrence Analysis
# Build co-occurrence matrix
iex> corpus = [["cat", "dog"], ["cat", "bird", "dog"], ["bird"]]
iex> matrix = ExNlp.Cooccurrence.cooccurrence_matrix(corpus)
iex> matrix["cat"]["dog"]
2

# Find co-occurring terms
iex> ExNlp.Cooccurrence.cooccurring_terms("cat", corpus, 2)
[{"dog", 2}, {"bird", 1}]
Supported Languages
Stemming
	English - Porter2 algorithm (Porter stemmer v2)
	Spanish - Spanish stemmer
	Portuguese - Portuguese stemmer
	French - French stemmer
	German - German stemmer
	Italian - Italian stemmer
	Polish - Polish stemmer

Stopwords
Stopword lists are available for 30+ languages including: English, Spanish, Portuguese, French, German, Italian, Polish, Russian, Dutch, Swedish, Norwegian, Danish, Finnish, Turkish, Arabic, Chinese, and more. See priv/stopwords/ for the complete list.
Architecture
The library is organized into logical modules:
	ExNlp.Tokenizer - Text tokenization with multiple strategies
	ExNlp.Snowball - Word stemming algorithms
	ExNlp.Ranking - Document ranking (TF-IDF, BM25)
	ExNlp.Similarity - String and set similarity metrics
	ExNlp.Stopwords - Stopword detection and filtering
	ExNlp.Filter - Token filtering and transformation
	ExNlp.Statistics - Text and corpus statistics
	ExNlp.Cooccurrence - Term co-occurrence analysis
	ExNlp.Ngram - N-gram generation

Performance
The library includes benchmark suites for critical operations. Run benchmarks with:
mix run benchmarks/tokenizer_bench.exs
mix run benchmarks/similarity_bench.exs
mix run benchmarks/ranking_bench.exs

Testing
Run the test suite with:
mix test

Documentation
Generate documentation with:
mix docs

Contributing
Contributions are welcome! This library aims to be a comprehensive NLP toolkit for Elixir. Areas for contribution:
	Additional language support for stemming
	More stopword lists
	Additional similarity metrics
	Performance optimizations
	Documentation improvements

Credits
	Stemming algorithms based on the Snowball Stemming Algorithms
	Inspired by Python's NLTK and spaCy
	Stopword lists compiled from various open sources

License
MIT License - see LICENSE file for details.


  

    
ExNlp 
    



      
ExNLP - An idiomatic Elixir library for Natural Language Processing.
This library provides stemming algorithms and other NLP utilities,
starting with the Snowball stemmer implementations.
Quick Start
iex> ExNlp.Snowball.stem("running", :english)
"run"

iex> ExNlp.Snowball.stem("caminando", :spanish)
"camin"
Supported Languages
	English (Porter2 algorithm)
	Portuguese
	Spanish
	French
	German
	Italian
	Polish

See the individual stemmer modules for more details.
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Convert terms to canonical forms using stemming.
This module provides functions to normalize words to their canonical
(root) forms, primarily using the Snowball stemmer. Useful for search
indexing where you want "running", "runs", and "ran" to all map to "run".
Examples
# Canonicalize a single word
iex> ExNlp.Canonical.canonicalize("running", :english)
"run"

# Canonicalize a list of tokens
iex> tokens = [%ExNlp.Token{text: "running"}, %ExNlp.Token{text: "jumping"}]
iex> ExNlp.Canonical.canonicalize_tokens(tokens, :english)
[%ExNlp.Token{text: "run"}, %ExNlp.Token{text: "jump"}]

# Canonicalize a list of strings
iex> ExNlp.Canonical.canonicalize_words(["running", "jumping"], :english)
["run", "jump"]
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        canonicalize_tokens(tokens, lang)

      


        Converts tokens to their canonical forms.
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        Converts a list of words (strings) to their canonical forms.
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          @spec canonicalize(String.t(), language()) :: String.t()


      


Converts a word to its canonical form using stemming.
Handles errors gracefully, returning the original word if stemming fails.
Examples
iex> ExNlp.Canonical.canonicalize("running", :english)
"run"

iex> ExNlp.Canonical.canonicalize("unknown_word", :english)
"unknown_word"
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          @spec canonicalize_tokens([token()], language()) :: [token()]


      


Converts tokens to their canonical forms.
Preserves token metadata (position, offsets) while updating the text field.
Examples
iex> tokens = [%ExNlp.Token{text: "running", position: 0}, %ExNlp.Token{text: "jumping", position: 1}]
iex> ExNlp.Canonical.canonicalize_tokens(tokens, :english)
[%ExNlp.Token{text: "run", position: 0}, %ExNlp.Token{text: "jump", position: 1}]
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          @spec canonicalize_words([String.t()], language()) :: [String.t()]


      


Converts a list of words (strings) to their canonical forms.
Examples
iex> ExNlp.Canonical.canonicalize_words(["running", "jumping"], :english)
["run", "jump"]
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Term co-occurrence analysis.
This module provides functions for analyzing how terms co-occur in documents,
useful for building related term networks and understanding term associations.
Examples
# Build co-occurrence matrix
iex> corpus = [["cat", "dog"], ["cat", "bird", "dog"], ["bird"]]
iex> matrix = ExNlp.Cooccurrence.cooccurrence_matrix(corpus)
iex> matrix["cat"]["dog"]
2

# Find co-occurring terms
iex> corpus = [["cat", "dog"], ["cat", "bird", "dog"]]
iex> ExNlp.Cooccurrence.cooccurring_terms("cat", corpus, 2)
[{"dog", 2}, {"bird", 1}]
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        Builds a co-occurrence matrix from a corpus.



    


    
      
        cooccurring_terms(term, corpus, limit \\ 10)

      


        Finds terms that co-occur with a given term, sorted by frequency.



    


    
      
        mutual_information(term1, term2, corpus)

      


        Calculates mutual information (MI) score for a term pair.
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        Calculates co-occurrence within a sliding window.
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          @type corpus() :: [document()]


      


A corpus is a list of documents
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          @type document() :: [String.t()]


      


A document is a list of tokens
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          @spec cooccurrence_matrix(corpus()) :: %{
  required(String.t()) => %{required(String.t()) => non_neg_integer()}
}


      


Builds a co-occurrence matrix from a corpus.
Returns a nested map where matrix[word1][word2] is the number of times
word1 and word2 co-occur in the same document.
Examples
iex> corpus = [["cat", "dog"], ["cat", "bird", "dog"]]
iex> matrix = ExNlp.Cooccurrence.cooccurrence_matrix(corpus)
iex> matrix["cat"]["dog"]
2
iex> matrix["dog"]["cat"]
2
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          @spec cooccurring_terms(String.t(), corpus(), non_neg_integer()) :: [
  {String.t(), non_neg_integer()}
]


      


Finds terms that co-occur with a given term, sorted by frequency.
Returns a list of {term, count} tuples where count is the number of
documents where both terms appear.
Examples
iex> corpus = [["cat", "dog"], ["cat", "bird", "dog"], ["bird"]]
iex> ExNlp.Cooccurrence.cooccurring_terms("cat", corpus, 10)
[{"dog", 2}, {"bird", 1}]
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          @spec mutual_information(String.t(), String.t(), corpus()) :: float()


      


Calculates mutual information (MI) score for a term pair.
Mutual information measures how much information about one term is provided
by knowing the other term. Higher values indicate stronger association.
Examples
iex> corpus = [["cat", "dog"], ["cat", "dog"], ["cat"], ["dog"]]
iex> mi = ExNlp.Cooccurrence.mutual_information("cat", "dog", corpus)
iex> mi > 0.0 and mi < 1.0
true
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          @spec window_cooccurrence(
  corpus(),
  keyword()
) :: %{required(String.t()) => %{required(String.t()) => non_neg_integer()}}


      


Calculates co-occurrence within a sliding window.
Returns a map of term pairs to their co-occurrence count within the window.
Options
	:window_size - Size of the sliding window in tokens (default: 5)

Examples
iex> corpus = [["the", "quick", "brown", "fox", "jumps"]]
iex> matrix = ExNlp.Cooccurrence.window_cooccurrence(corpus, window_size: 2)
iex> matrix["quick"]["brown"]
1
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Unified API for token filtering operations.
This module provides convenient access to all filter submodules:
	ExNlp.Filter.Stopwords - Stopword removal
	ExNlp.Filter.Length - Length-based filtering
	ExNlp.Filter.Case - Case conversion
	ExNlp.Filter.Transform - Pattern replacement and deduplication

Examples
# Filter pipeline
iex> tokens = [%ExNlp.Token{text: "The"}, %ExNlp.Token{text: "quick"}]
...> tokens
...> |> ExNlp.Filter.lowercase()
...> |> ExNlp.Filter.stop_words(:english)
...> |> ExNlp.Filter.min_length(3)
[%ExNlp.Token{text: "quick"}]
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        A token struct
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        Converts tokens to lowercase. Delegates to ExNlp.Filter.Case.lowercase/1.



    


    
      
        max_length(tokens, max_len \\ 50)

      


        Filters tokens by maximum length. Delegates to ExNlp.Filter.Length.maximum/2.



    


    
      
        min_length(tokens, min_len \\ 2)

      


        Filters tokens by minimum length. Delegates to ExNlp.Filter.Length.minimum/2.



    


    
      
        pattern_replace(tokens, pattern, replacement \\ "")

      


        Replaces patterns in token text. Delegates to ExNlp.Filter.Transform.pattern_replace/3.



    


    
      
        stop_words(tokens, lang \\ :english)

      


        Removes stop words from tokens. Delegates to ExNlp.Filter.Stopwords.filter/2.



    


    
      
        unique(tokens)

      


        Removes duplicate tokens. Delegates to ExNlp.Filter.Transform.unique/1.



    


    
      
        uppercase(tokens)

      


        Converts tokens to uppercase. Delegates to ExNlp.Filter.Case.uppercase/1.
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          @type pattern() :: Regex.t() | String.t()


      


Pattern for regex replacement
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A token struct
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          @spec lowercase([token()]) :: [token()]


      


Converts tokens to lowercase. Delegates to ExNlp.Filter.Case.lowercase/1.
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          @spec max_length([token()], non_neg_integer()) :: [token()]


      


Filters tokens by maximum length. Delegates to ExNlp.Filter.Length.maximum/2.
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          @spec min_length([token()], non_neg_integer()) :: [token()]


      


Filters tokens by minimum length. Delegates to ExNlp.Filter.Length.minimum/2.

  



    

  
    
      
    
    
      pattern_replace(tokens, pattern, replacement \\ "")



        
          
        

    

  


  

      

          @spec pattern_replace([token()], pattern(), String.t()) :: [token()]


      


Replaces patterns in token text. Delegates to ExNlp.Filter.Transform.pattern_replace/3.
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          @spec stop_words([token()], language()) :: [token()]


      


Removes stop words from tokens. Delegates to ExNlp.Filter.Stopwords.filter/2.
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          @spec unique([token()]) :: [token()]


      


Removes duplicate tokens. Delegates to ExNlp.Filter.Transform.unique/1.
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          @spec uppercase([token()]) :: [token()]


      


Converts tokens to uppercase. Delegates to ExNlp.Filter.Case.uppercase/1.
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Case conversion filtering for tokens.
Converts token text to uppercase or lowercase while preserving metadata.
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        Converts all tokens to lowercase.
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        Converts all tokens to uppercase.
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          @type token() :: ExNlp.Token.t()


      


A token struct
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          @spec lowercase([token() | String.t()]) :: [token() | String.t()]


      


Converts all tokens to lowercase.
Examples
iex> tokens = [%ExNlp.Token{text: "The"}, %ExNlp.Token{text: "QUICK"}]
iex> ExNlp.Filter.Case.lowercase(tokens)
[%ExNlp.Token{text: "the"}, %ExNlp.Token{text: "quick"}]
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          @spec uppercase([token()]) :: [token()]


      


Converts all tokens to uppercase.
Examples
iex> tokens = [%ExNlp.Token{text: "hello"}, %ExNlp.Token{text: "world"}]
iex> ExNlp.Filter.Case.uppercase(tokens)
[%ExNlp.Token{text: "HELLO"}, %ExNlp.Token{text: "WORLD"}]
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Length-based token filtering.
Filters tokens based on minimum and maximum length constraints.
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        Removes tokens longer than the specified maximum length.
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        Removes tokens shorter than the specified minimum length.
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A token struct
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          @spec maximum([token()], non_neg_integer()) :: [token()]


      


Removes tokens longer than the specified maximum length.
Examples
iex> tokens = [%ExNlp.Token{text: "short"}, %ExNlp.Token{text: "verylongword"}]
iex> ExNlp.Filter.Length.maximum(tokens, 5)
[%ExNlp.Token{text: "short"}]
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          @spec minimum([token()], non_neg_integer()) :: [token()]


      


Removes tokens shorter than the specified minimum length.
Examples
iex> tokens = [%ExNlp.Token{text: "a"}, %ExNlp.Token{text: "an"}, %ExNlp.Token{text: "the"}]
iex> ExNlp.Filter.Length.minimum(tokens, 2)
[%ExNlp.Token{text: "an"}, %ExNlp.Token{text: "the"}]
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Stopword filtering for tokens.
Removes stop words from token streams using ExNlp.Stopwords.
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        filter(tokens, lang \\ :english)

      


        Removes stop words from the token stream.
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Supported language atoms
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          @type token() :: ExNlp.Token.t()


      


A token struct
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          @spec filter([token()], language()) :: [token()]


      


Removes stop words from the token stream.
Supports multiple languages. Defaults to English if language not specified.
Examples
iex> tokens = [%ExNlp.Token{text: "the"}, %ExNlp.Token{text: "quick"}, %ExNlp.Token{text: "brown"}]
iex> ExNlp.Filter.Stopwords.filter(tokens, :english)
[%ExNlp.Token{text: "quick"}, %ExNlp.Token{text: "brown"}]

  


        

      


  

    
ExNlp.Filter.Transform 
    



      
Token transformation filters.
Provides pattern replacement and deduplication utilities.

      


      
        Summary


  
    Types
  


    
      
        pattern()

      


        Pattern for regex replacement



    


    
      
        token()

      


        A token struct



    





  
    Functions
  


    
      
        pattern_replace(tokens, pattern, replacement \\ "")

      


        Removes tokens that match a pattern.



    


    
      
        unique(tokens)

      


        Removes duplicate tokens while preserving position information.



    





      


      
        Types


        


  
    
      
    
    
      pattern()



        
          
        

    

  


  

      

          @type pattern() :: Regex.t() | String.t()


      


Pattern for regex replacement

  



  
    
      
    
    
      token()



        
          
        

    

  


  

      

          @type token() :: ExNlp.Token.t()


      


A token struct

  


        

      

      
        Functions


        


    

  
    
      
    
    
      pattern_replace(tokens, pattern, replacement \\ "")



        
          
        

    

  


  

      

          @spec pattern_replace([token()], pattern(), String.t()) :: [token()]


      


Removes tokens that match a pattern.
Examples
iex> tokens = [%ExNlp.Token{text: "word123"}, %ExNlp.Token{text: "test456"}]
iex> ExNlp.Filter.Transform.pattern_replace(tokens, ~r/�/, "")
[%ExNlp.Token{text: "word"}, %ExNlp.Token{text: "test"}]

  



  
    
      
    
    
      unique(tokens)



        
          
        

    

  


  

      

          @spec unique([token() | binary()]) :: [token() | binary()]


      


Removes duplicate tokens while preserving position information.
Keeps the first occurrence of each unique token text.
Examples
iex> tokens = [%ExNlp.Token{text: "the", position: 0}, %ExNlp.Token{text: "quick", position: 1}, %ExNlp.Token{text: "the", position: 2}]
iex> ExNlp.Filter.Transform.unique(tokens)
[%ExNlp.Token{text: "the", position: 0}, %ExNlp.Token{text: "quick", position: 1}]

  


        

      


  

    
ExNlp.Ngram 
    



      
Word-level n-gram generation.
This module generates word n-grams from tokenized text, useful for phrase
matching and language modeling. Note: This is separate from Tokenizer.Ngram
which generates character-level n-grams for tokenization.
Examples
# Generate bigrams and trigrams
iex> tokens = ["the", "quick", "brown", "fox"]
iex> ExNlp.Ngram.word_ngrams(tokens, 2, 3)
["the quick", "quick brown", "brown fox", "the quick brown", "quick brown fox"]

# Convenience functions
iex> ExNlp.Ngram.bigrams(["the", "quick", "brown"])
["the quick", "quick brown"]

iex> ExNlp.Ngram.trigrams(["the", "quick", "brown", "fox"])
["the quick brown", "quick brown fox"]

      


      
        Summary


  
    Types
  


    
      
        token()

      


        A token is a string



    





  
    Functions
  


    
      
        bigrams(tokens)

      


        Generates bigrams (2-grams) from tokens.



    


    
      
        fourgrams(tokens)

      


        Generates fourgrams (4-grams) from tokens.



    


    
      
        trigrams(tokens)

      


        Generates trigrams (3-grams) from tokens.



    


    
      
        word_ngrams(tokens, min_gram, max_gram)

      


        Generates word n-grams of specified lengths.



    


    
      
        word_ngrams_with_position(tokens, min_gram, max_gram)

      


        Generates word n-grams with position tracking.



    





      


      
        Types


        


  
    
      
    
    
      token()



        
          
        

    

  


  

      

          @type token() :: String.t()


      


A token is a string

  


        

      

      
        Functions


        


  
    
      
    
    
      bigrams(tokens)



        
          
        

    

  


  

      

          @spec bigrams([token()]) :: [String.t()]


      


Generates bigrams (2-grams) from tokens.
Examples
iex> ExNlp.Ngram.bigrams(["the", "quick", "brown"])
["the quick", "quick brown"]

  



  
    
      
    
    
      fourgrams(tokens)



        
          
        

    

  


  

      

          @spec fourgrams([token()]) :: [String.t()]


      


Generates fourgrams (4-grams) from tokens.
Examples
iex> ExNlp.Ngram.fourgrams(["the", "quick", "brown", "fox", "jumps"])
["the quick brown fox", "quick brown fox jumps"]

  



  
    
      
    
    
      trigrams(tokens)



        
          
        

    

  


  

      

          @spec trigrams([token()]) :: [String.t()]


      


Generates trigrams (3-grams) from tokens.
Examples
iex> ExNlp.Ngram.trigrams(["the", "quick", "brown", "fox"])
["the quick brown", "quick brown fox"]

  



  
    
      
    
    
      word_ngrams(tokens, min_gram, max_gram)



        
          
        

    

  


  

      

          @spec word_ngrams([token()], pos_integer(), pos_integer()) :: [String.t()]


      


Generates word n-grams of specified lengths.
Returns a list of n-gram strings (space-separated words) for all n values
from min_gram to max_gram inclusive.
Examples
iex> ExNlp.Ngram.word_ngrams(["the", "quick", "brown"], 2, 2)
["the quick", "quick brown"]

iex> ExNlp.Ngram.word_ngrams(["the", "quick", "brown", "fox"], 2, 3)
["the quick", "quick brown", "brown fox", "the quick brown", "quick brown fox"]

  



  
    
      
    
    
      word_ngrams_with_position(tokens, min_gram, max_gram)



        
          
        

    

  


  

      

          @spec word_ngrams_with_position([token()], pos_integer(), pos_integer()) :: [
  {non_neg_integer(), String.t()}
]


      


Generates word n-grams with position tracking.
Returns a list of {n_gram, position} tuples where position is the starting
index of the n-gram in the token list.
Examples
iex> ExNlp.Ngram.word_ngrams_with_position(["the", "quick", "brown"], 2, 2)
[{0, "the quick"}, {1, "quick brown"}]

  


        

      


  

    
ExNlp.Normalize 
    



      
Text normalization and cleaning utilities.
This module provides functions for normalizing text to standard forms,
useful for search indexing and text analysis.
Examples
# Normalize a string
iex> ExNlp.Normalize.lowercase("Hello World")
"hello world"

# Normalize tokens
iex> tokens = [%ExNlp.Token{text: "Hello"}, %ExNlp.Token{text: "World"}]
iex> ExNlp.Normalize.lowercase(tokens)
[%ExNlp.Token{text: "hello"}, %ExNlp.Token{text: "world"}]

      


      
        Summary


  
    Types
  


    
      
        token()

      


        A token struct



    





  
    Functions
  


    
      
        ascii_folding(text)

      


        Applies ASCII folding to convert Unicode characters to ASCII equivalents.



    


    
      
        lowercase(text)

      


        Converts text or tokens to lowercase.



    


    
      
        remove_punctuation(text)

      


        Removes punctuation from text or tokens.



    


    
      
        strip_whitespace(text)

      


        Strips leading and trailing whitespace from text or tokens.



    


    
      
        unicode_normalize(text, form)

      


        Applies Unicode normalization to text or tokens.



    


    
      
        uppercase(text)

      


        Converts text or tokens to uppercase.



    





      


      
        Types


        


  
    
      
    
    
      token()



        
          
        

    

  


  

      

          @type token() :: ExNlp.Token.t()


      


A token struct

  


        

      

      
        Functions


        


  
    
      
    
    
      ascii_folding(text)



        
          
        

    

  


  

      

          @spec ascii_folding(String.t() | [token()]) :: String.t() | [token()]


      


Applies ASCII folding to convert Unicode characters to ASCII equivalents.
Useful for normalizing accented characters and special symbols.
Examples
iex> ExNlp.Normalize.ascii_folding("café")
"cafe"

iex> ExNlp.Normalize.ascii_folding([%{text: "résumé"}])
[%{text: "resume"}]

  



  
    
      
    
    
      lowercase(text)



        
          
        

    

  


  

      

          @spec lowercase(String.t() | [token() | String.t()]) ::
  String.t() | [token() | String.t()]


      


Converts text or tokens to lowercase.
Examples
iex> ExNlp.Normalize.lowercase("Hello World")
"hello world"

iex> ExNlp.Normalize.lowercase([%ExNlp.Token{text: "Hello"}, %ExNlp.Token{text: "World"}])
[%ExNlp.Token{text: "hello"}, %ExNlp.Token{text: "world"}]

  



  
    
      
    
    
      remove_punctuation(text)



        
          
        

    

  


  

      

          @spec remove_punctuation(String.t() | [token()]) :: String.t() | [token()]


      


Removes punctuation from text or tokens.
Examples
iex> ExNlp.Normalize.remove_punctuation("Hello, world!")
"Hello world"

iex> ExNlp.Normalize.remove_punctuation([%{text: "Hello,"}, %{text: "world!"}])
[%{text: "Hello"}, %{text: "world"}]

  



  
    
      
    
    
      strip_whitespace(text)



        
          
        

    

  


  

      

          @spec strip_whitespace(String.t() | [token()]) :: String.t() | [token()]


      


Strips leading and trailing whitespace from text or tokens.
Examples
iex> ExNlp.Normalize.strip_whitespace("  hello world  ")
"hello world"

iex> ExNlp.Normalize.strip_whitespace([%{text: "  hello  "}, %{text: "world"}])
[%{text: "hello"}, %{text: "world"}]

  



  
    
      
    
    
      unicode_normalize(text, form)



        
          
        

    

  


  

      

          @spec unicode_normalize(String.t() | [token()], :nfd | :nfc | :nfkd | :nfkc) ::
  String.t() | [token()]


      


Applies Unicode normalization to text or tokens.
Supports normalization forms: :nfd, :nfc, :nfkd, :nfkc.
Examples
iex> ExNlp.Normalize.unicode_normalize("café", :nfd)
"café"

iex> ExNlp.Normalize.unicode_normalize([%{text: "café"}], :nfc)
[%{text: "café"}]

  



  
    
      
    
    
      uppercase(text)



        
          
        

    

  


  

      

          @spec uppercase(String.t() | [token() | String.t()]) ::
  String.t() | [token() | String.t()]


      


Converts text or tokens to uppercase.
Examples
iex> ExNlp.Normalize.uppercase("hello world")
"HELLO WORLD"

iex> ExNlp.Normalize.uppercase([%{text: "hello"}, %{text: "world"}])
[%{text: "HELLO"}, %{text: "WORLD"}]

  


        

      


  

    
ExNlp.Position 
    



      
Position tracking utilities for phrase and proximity search.
This module provides functions to track word positions in tokenized text,
enabling phrase matching and proximity-based search queries.
Examples
# Get positions of a word
iex> tokens = ["the", "quick", "brown", "fox", "quick"]
iex> ExNlp.Position.word_positions(tokens, "quick")
[1, 4]

# Find phrase positions
iex> tokens = ["the", "quick", "brown", "fox"]
iex> ExNlp.Position.phrase_positions(tokens, ["quick", "brown"])
[1]

# Check proximity
iex> tokens = ["the", "quick", "brown", "fox"]
iex> ExNlp.Position.proximity(tokens, "quick", "fox", 3)
true

      


      
        Summary


  
    Types
  


    
      
        token()

      


        A token can be a string or a map with at least a :text field



    





  
    Functions
  


    
      
        phrase_positions(tokens, phrase)

      


        Finds all positions where a phrase (sequence of words) appears.



    


    
      
        position_map(tokens)

      


        Creates a map of words to their positions.



    


    
      
        proximity(tokens, term1, term2, max_distance)

      


        Checks if two terms occur within N tokens of each other.



    


    
      
        word_positions(tokens, word)

      


        Returns all positions where a word appears in a token list.



    





      


      
        Types


        


  
    
      
    
    
      token()



        
          
        

    

  


  

      

          @type token() :: String.t() | %{text: String.t()}


      


A token can be a string or a map with at least a :text field

  


        

      

      
        Functions


        


  
    
      
    
    
      phrase_positions(tokens, phrase)



        
          
        

    

  


  

      

          @spec phrase_positions([token()], [String.t()]) :: [non_neg_integer()]


      


Finds all positions where a phrase (sequence of words) appears.
Returns the starting positions of the phrase.
Examples
iex> ExNlp.Position.phrase_positions(["the", "quick", "brown", "fox", "quick", "brown"], ["quick", "brown"])
[1, 4]

iex> ExNlp.Position.phrase_positions(["the", "quick", "brown"], ["fox", "the"])
[]

  



  
    
      
    
    
      position_map(tokens)



        
          
        

    

  


  

      

          @spec position_map([token()]) :: %{required(String.t()) => [non_neg_integer()]}


      


Creates a map of words to their positions.
Returns a map where keys are words and values are lists of positions.
Examples
iex> ExNlp.Position.position_map(["the", "quick", "brown", "the"])
%{"brown" => [2], "quick" => [1], "the" => [0, 3]}

  



  
    
      
    
    
      proximity(tokens, term1, term2, max_distance)



        
          
        

    

  


  

      

          @spec proximity([token()], String.t(), String.t(), non_neg_integer()) :: boolean()


      


Checks if two terms occur within N tokens of each other.
Returns true if the terms are within the specified distance, false otherwise.
Examples
iex> ExNlp.Position.proximity(["the", "quick", "brown", "fox"], "quick", "fox", 3)
true

iex> ExNlp.Position.proximity(["the", "quick", "brown", "fox"], "quick", "fox", 1)
false

  



  
    
      
    
    
      word_positions(tokens, word)



        
          
        

    

  


  

      

          @spec word_positions([token()], String.t()) :: [non_neg_integer()]


      


Returns all positions where a word appears in a token list.
Positions are 0-indexed.
Examples
iex> ExNlp.Position.word_positions(["the", "quick", "brown", "the"], "the")
[0, 3]

iex> ExNlp.Position.word_positions(["the", "quick", "brown"], "fox")
[]

  


        

      


  

    
ExNlp.Ranking 
    



      
Unified API for ranking algorithms.
This module provides access to various ranking algorithms for information
retrieval and text mining, including TF-IDF and BM25.
Overview
Both TF-IDF and BM25 are ranking algorithms used to score documents based on
their relevance to queries:
	TF-IDF (Term Frequency-Inverse Document Frequency): A classic weighting
scheme that reflects how important a word is to a document in a corpus.
Used widely in text mining and information retrieval.

	BM25 (Best Matching 25): An evolution of TF-IDF that addresses some
limitations, particularly with document length normalization and term
frequency saturation. Considered more effective for search engines.


Both algorithms share similar preprocessing capabilities:
	Tokenization (with custom tokenizers)
	Stemming (multiple languages)
	Stop word removal

Examples
# TF-IDF
iex> documents = ["The quick brown fox", "A brown dog"]
iex> ExNlp.Ranking.TfIdf.calculate("fox", "The quick brown fox", documents)
0.5108256237659907

# BM25
iex> documents = ["BM25 is a ranking function", "used by search engines"]
iex> ExNlp.Ranking.Bm25.score(documents, ["ranking", "search"])
[1.8455076734299591, 1.0126973514850315]
Module Structure
	ExNlp.Ranking.TfIdf - TF-IDF implementation
	ExNlp.Ranking.Bm25 - BM25 ranking algorithm
	ExNlp.Ranking.Base - Shared utilities for token processing

Reference:
	TF-IDF: https://en.wikipedia.org/wiki/Tf-idf
	BM25: https://en.wikipedia.org/wiki/Okapi_BM25


      


      
        Summary


  
    Functions
  


    
      
        bm25(documents, query, opts \\ [])

      


        Convenience function to score documents with BM25 (delegates to Bm25.score/3).



    


    
      
        tf_idf(word, document, corpus, opts \\ [])

      


        Convenience function to calculate TF-IDF (delegates to TfIdf.calculate/4).



    





      


      
        Functions


        


    

  
    
      
    
    
      bm25(documents, query, opts \\ [])



        
          
        

    

  


  

      

          @spec bm25([String.t()] | [[String.t()]], [String.t()] | String.t(), keyword()) :: [
  float()
]


      


Convenience function to score documents with BM25 (delegates to Bm25.score/3).

  



    

  
    
      
    
    
      tf_idf(word, document, corpus, opts \\ [])



        
          
        

    

  


  

      

          @spec tf_idf(
  String.t(),
  String.t() | [String.t()],
  [String.t()] | [[String.t()]],
  keyword()
) :: float()


      


Convenience function to calculate TF-IDF (delegates to TfIdf.calculate/4).

  


        

      


  

    
ExNlp.Ranking.Base 
    



      
Base module for ExNlp ranking algorithms, providing shared utilities.
This module contains common functions used by both TF-IDF and BM25 implementations,
such as token processing, stemming, stopword removal, and normalization.
Vector Interface
All ranking algorithms in ExNlp.Ranking use a unified vector representation:
	Token Vector: [String.t()] - A list of processed token strings representing a document
	Document Collection: [[String.t()]] - A list of token vectors representing multiple documents

Both TF-IDF and BM25 provide two interfaces:
	Standard interface: Accepts strings or token lists, handles tokenization and processing
	Token interface: Accepts pre-processed token vectors (faster, skips tokenization)

Examples
# Standard interface (handles tokenization)
ExNlp.Ranking.TfIdf.calculate("word", "document text", ["doc1", "doc2"])
ExNlp.Ranking.Bm25.score(["doc1", "doc2"], "query text")

# Token interface (uses pre-processed vectors)
ExNlp.Ranking.TfIdf.calculate_from_tokens("word", ["doc", "text"], [["doc1"], ["doc2"]])
ExNlp.Ranking.Bm25.score_from_tokens([["doc1"], ["doc2"]], ["query", "text"])

      


      
        Summary


  
    Types
  


    
      
        token_vector()

      


        A token vector representing a single document.



    


    
      
        token_vector_collection()

      


        A collection of token vectors representing multiple documents.



    





  
    Functions
  


    
      
        maybe_remove_stopwords(tokens, bool, language)

      


        Optionally removes stopwords from a list of tokens.



    


    
      
        maybe_stem(tokens, bool, language)

      


        Optionally stems a single word or list of tokens.



    


    
      
        normalize(scores, atom)

      


        Normalizes scores based on the specified method.



    


    
      
        normalize_l1(scores)

      


        Normalizes a list of scores using L1 (Manhattan) norm.



    


    
      
        normalize_l2(scores)

      


        Normalizes a list of scores using L2 (Euclidean) norm.



    


    
      
        normalize_word(word)

      


    


    
      
        normalize_words(words, language)

      


    


    
      
        process_tokens(tokens, opts)

      


        Processes tokens by optionally removing stopwords and applying stemming.



    


    
      
        tokenize_and_process(doc, tokenizer, opts)

      


        Tokenizes and processes a document or token list.



    





      


      
        Types


        


  
    
      
    
    
      token_vector()



        
          
        

    

  


  

      

          @type token_vector() :: [String.t()]


      


A token vector representing a single document.
This is a list of processed token strings. Tokens should already be
stemmed and filtered (stopwords removed) if those options were used.

  



  
    
      
    
    
      token_vector_collection()



        
          
        

    

  


  

      

          @type token_vector_collection() :: [[String.t()]]


      


A collection of token vectors representing multiple documents.

  


        

      

      
        Functions


        


  
    
      
    
    
      maybe_remove_stopwords(tokens, bool, language)



        
          
        

    

  


  

      

          @spec maybe_remove_stopwords([String.t()], boolean(), atom()) :: [String.t()]


      


Optionally removes stopwords from a list of tokens.
Examples
iex> ExNlp.Ranking.Base.maybe_remove_stopwords(["the", "quick", "brown"], false, :english)
["the", "quick", "brown"]

iex> ExNlp.Ranking.Base.maybe_remove_stopwords(["the", "quick", "brown"], true, :english)
["quick", "brown"]

  



  
    
      
    
    
      maybe_stem(tokens, bool, language)



        
          
        

    

  


  

      

          @spec maybe_stem(String.t() | [String.t()], boolean(), atom()) ::
  String.t() | [String.t()]


      


Optionally stems a single word or list of tokens.
Examples
iex> ExNlp.Ranking.Base.maybe_stem("running", true, :english)
"run"

iex> ExNlp.Ranking.Base.maybe_stem(["running", "jumping"], true, :english)
["run", "jump"]

iex> ExNlp.Ranking.Base.maybe_stem("running", false, :english)
"running"

  



  
    
      
    
    
      normalize(scores, atom)



        
          
        

    

  


  

      

          @spec normalize([float()], :l1 | :l2 | nil) :: [float()]


      


Normalizes scores based on the specified method.
Arguments
	scores - List of numeric scores to normalize
	method - Normalization method: :l1, :l2, or nil (no normalization)

Examples
iex> ExNlp.Ranking.Base.normalize([3.0, 4.0], :l2)
[0.6, 0.8]

iex> ExNlp.Ranking.Base.normalize([1.0, 2.0, 3.0], :l1)
[0.16666666666666666, 0.3333333333333333, 0.5]

iex> ExNlp.Ranking.Base.normalize([1.0, 2.0, 3.0], nil)
[1.0, 2.0, 3.0]

  



  
    
      
    
    
      normalize_l1(scores)



        
          
        

    

  


  

      

          @spec normalize_l1([float()]) :: [float()]


      


Normalizes a list of scores using L1 (Manhattan) norm.
L1 normalization divides each score by the sum of all scores,
resulting in scores that sum to 1.0 (probability distribution).
Examples
iex> ExNlp.Ranking.Base.normalize_l1([1.0, 2.0, 3.0])
[0.16666666666666666, 0.3333333333333333, 0.5]

iex> ExNlp.Ranking.Base.normalize_l1([2.0, 2.0])
[0.5, 0.5]

iex> ExNlp.Ranking.Base.normalize_l1([0.0, 0.0])
[0.0, 0.0]

  



  
    
      
    
    
      normalize_l2(scores)



        
          
        

    

  


  

      

          @spec normalize_l2([float()]) :: [float()]


      


Normalizes a list of scores using L2 (Euclidean) norm.
L2 normalization divides each score by the square root of the sum of squares,
resulting in a unit vector.
Examples
iex> ExNlp.Ranking.Base.normalize_l2([3.0, 4.0])
[0.6, 0.8]

iex> ExNlp.Ranking.Base.normalize_l2([1.0, 2.0, 3.0])
[0.2672612419124244, 0.5345224838248488, 0.8017837257372732]

iex> ExNlp.Ranking.Base.normalize_l2([0.0, 0.0])
[0.0, 0.0]

  



  
    
      
    
    
      normalize_word(word)



        
          
        

    

  


  


  



  
    
      
    
    
      normalize_words(words, language)



        
          
        

    

  


  


  



  
    
      
    
    
      process_tokens(tokens, opts)



        
          
        

    

  


  

      

          @spec process_tokens([String.t()], ExNlp.Ranking.ProcessingOptions.t()) :: [
  String.t()
]


      


Processes tokens by optionally removing stopwords and applying stemming.
This function applies preprocessing transformations in order:
	Stopword removal (if enabled)
	Stemming (if enabled)

Examples
iex> opts = ExNlp.Ranking.ProcessingOptions.new(stem: false, language: :english, remove_stopwords: false)
iex> ExNlp.Ranking.Base.process_tokens(["the", "quick", "brown", "fox"], opts)
["the", "quick", "brown", "fox"]

iex> opts = ExNlp.Ranking.ProcessingOptions.new(stem: false, language: :english, remove_stopwords: false)
iex> ExNlp.Ranking.Base.process_tokens(["the", "quick", "brown", "fox"], opts)
["the", "quick", "brown", "fox"]

iex> opts = ExNlp.Ranking.ProcessingOptions.new(stem: true, language: :english, remove_stopwords: false)
iex> ExNlp.Ranking.Base.process_tokens(["running", "jumping"], opts)
["run", "jump"]

  



  
    
      
    
    
      tokenize_and_process(doc, tokenizer, opts)



        
          
        

    

  


  

      

          @spec tokenize_and_process(
  String.t() | [String.t()],
  (String.t() -> [String.t()]),
  ExNlp.Ranking.ProcessingOptions.t()
) :: [String.t()]


      


Tokenizes and processes a document or token list.
This is a convenience function that handles both string documents
and pre-tokenized lists, applying tokenization and processing as needed.
Arguments
	doc - Document as a string or pre-tokenized list
	tokenizer - Tokenizer function
	opts - Processing options

Examples
iex> tokenizer = &ExNlp.Tokenizer.word_tokenize/1
iex> opts = ExNlp.Ranking.ProcessingOptions.new(stem: true, language: :english)
iex> ExNlp.Ranking.Base.tokenize_and_process("running jumping", tokenizer, opts)
["run", "jump"]

iex> tokenizer = &ExNlp.Tokenizer.word_tokenize/1
iex> opts = ExNlp.Ranking.ProcessingOptions.new(stem: false)
iex> ExNlp.Ranking.Base.tokenize_and_process(["running", "jumping"], tokenizer, opts)
["running", "jumping"]

  


        

      


  

    
ExNlp.Ranking.Bm25 
    



      
BM25 ranking algorithm implementation.
BM25 (Best Matching 25) is a ranking function used to rank documents based on
their relevance to a given search query. It is considered one of the most effective
ranking functions for text-based information retrieval.
This implementation integrates with ExNlp's tokenizers and stemmers for flexible
text processing.
Examples
iex> documents = [
...>   "BM25 is a ranking function",
...>   "used by search engines",
...>   "to rank matching documents"
...> ]
iex> query = ["ranking", "search", "function"]
iex> ExNlp.Ranking.Bm25.score(documents, query)
[1.8455076734299591, 1.0126973514850315, 0.0]

# With stemming
iex> documents = ["BM25 is a ranking function", "used by search engines", "to rank matching documents"]
...> query = ["ranking", "search"]
...> ExNlp.Ranking.Bm25.score(documents, query, stem: true, language: :english)
[0.4421744669877645, 1.0126973514850315, 0.48527450528621086]

# Score a single document
iex> documents = ["BM25 is a ranking function", "used by search engines", "to rank matching documents"]
...> query = ["ranking", "search", "function"]
...> ExNlp.Ranking.Bm25.score_document("BM25 is a ranking function", query, documents)
1.304211142369371

# With options
iex> documents = ["BM25 is a ranking function", "used by search engines"]
...> query = ["ranking", "search"]
...> ExNlp.Ranking.Bm25.score_document("BM25 is a ranking function", query, documents, k1: 1.5, b: 0.8)
0.4462059771320275
Reference: https://en.wikipedia.org/wiki/Okapi_BM25

      


      
        Summary


  
    Types
  


    
      
        options()

      


        Options for BM25 calculation. Can be a keyword list or a Bm25Options struct.



    





  
    Functions
  


    
      
        batch_idf(terms, corpus, opts \\ [])

      


        Batch calculate IDF for multiple terms using BM25 variant.



    


    
      
        normalization_factor(doc_length, avg_doc_length, opts \\ [])

      


        Calculate BM25 normalization factor for a document.



    


    
      
        score(documents, query, opts \\ [])

      


        Scores documents against a query using BM25.



    


    
      
        score_document(document, query, corpus, opts \\ [])

      


        Scores a single document against a query.



    


    
      
        score_document_from_tokens(document, query, corpus, opts \\ [])

      


        Scores a single document from pre-processed tokens against a query.



    


    
      
        score_from_tokens(documents, query, opts \\ [])

      


        Scores documents from pre-processed token lists using BM25.



    


    
      
        score_term(term_tf, doc_length, idf, avg_doc_length, opts \\ [])

      


        Calculate BM25 score for a single term in a document.



    





      


      
        Types


        


  
    
      
    
    
      options()



        
          
        

    

  


  

      

          @type options() :: keyword() | ExNlp.Ranking.Bm25Options.t()


      


Options for BM25 calculation. Can be a keyword list or a Bm25Options struct.
Keyword list options:
	:k1 - Float. Controls term frequency saturation (default: 1.2)
	:b - Float. Controls length normalization (default: 0.75)
	:stem - If true, apply stemming to words (default: false)
	:language - Language for stemming (default: :english)
	:tokenizer - Custom tokenizer function (default: uses Tokenizer.word_tokenize/1)
	:remove_stopwords - If true, remove stop words (default: false)
	:stopword_language - Language for stop words (default: :english)

Alternatively, you can pass a Bm25Options struct created with Bm25Options.new/1.

  


        

      

      
        Functions


        


    

  
    
      
    
    
      batch_idf(terms, corpus, opts \\ [])



        
          
        

    

  


  

      

          @spec batch_idf([String.t()], [[String.t()]], options()) :: %{
  required(String.t()) => float()
}


      


Batch calculate IDF for multiple terms using BM25 variant.
More efficient than calling inverse_document_frequency/4 repeatedly
when you need IDF values for many terms.
Arguments
	terms - List of terms to calculate IDF for
	corpus - List of tokenized documents
	opts - Options (currently unused, reserved for future extensions)

Examples
iex> terms = ["search", "engine", "ranking"]
iex> corpus = [["search", "engine"], ["engine", "ranking"], ["search"]]
iex> idf_map = ExNlp.Ranking.Bm25.batch_idf(terms, corpus)
iex> Map.has_key?(idf_map, "search")
true
iex> Map.has_key?(idf_map, "engine")
true

  



    

  
    
      
    
    
      normalization_factor(doc_length, avg_doc_length, opts \\ [])



        
          
        

    

  


  

      

          @spec normalization_factor(integer(), float(), options()) :: float()


      


Calculate BM25 normalization factor for a document.
Returns the length normalization component of the BM25 formula.
Useful for pre-computing per-document normalization factors.
Arguments
	doc_length - Length of document in tokens
	avg_doc_length - Average document length in corpus
	opts - BM25 parameters (only b is used)

Examples
iex> ExNlp.Ranking.Bm25.normalization_factor(10, 15.0, b: 0.75)
0.75

  



    

  
    
      
    
    
      score(documents, query, opts \\ [])



        
          
        

    

  


  

      

          @spec score([String.t()] | [[String.t()]], [String.t()] | String.t(), options()) :: [
  float()
]


      


Scores documents against a query using BM25.
Returns a list of scores, one for each document. Higher scores indicate
greater relevance.
Arguments
	documents - List of document texts (strings) or pre-tokenized lists
	query - Query as a list of keywords or a single string
	opts - Options (see options/0)

Examples
iex> documents = [
...>   "BM25 is a ranking function",
...>   "used by search engines",
...>   "to rank matching documents"
...> ]
iex> query = ["ranking", "search", "function"]
iex> ExNlp.Ranking.Bm25.score(documents, query)
[1.8455076734299591, 1.0126973514850315, 0.0]

# Query as a single string
iex> documents = ["BM25 is a ranking function", "used by search engines", "to rank matching documents"]
...> ExNlp.Ranking.Bm25.score(documents, "ranking search function")
[1.8455076734299591, 1.0126973514850315, 0.0]

# Custom k1 and b parameters
iex> documents = ["BM25 is a ranking function", "used by search engines", "to rank matching documents"]
...> query = ["ranking", "search", "function"]
...> ExNlp.Ranking.Bm25.score(documents, query, k1: 1.5, b: 0.8)
[1.8267593537467681, 1.0184329304434858, 0.0]

  



    

  
    
      
    
    
      score_document(document, query, corpus, opts \\ [])



        
          
        

    

  


  

      

          @spec score_document(
  String.t() | [String.t()],
  [String.t()] | String.t(),
  [String.t()] | [[String.t()]],
  options()
) :: float()


      


Scores a single document against a query.
Examples
iex> documents = ["BM25 is a ranking function", "used by search engines"]
iex> query = ["ranking", "search"]
iex> ExNlp.Ranking.Bm25.score_document("BM25 is a ranking function", query, documents)
0.4495686888437472

# With options
iex> documents = ["BM25 is a ranking function", "used by search engines"]
...> query = ["ranking", "search"]
...> ExNlp.Ranking.Bm25.score_document("BM25 is a ranking function", query, documents, k1: 1.5, b: 0.8)
0.4462059771320275

  



    

  
    
      
    
    
      score_document_from_tokens(document, query, corpus, opts \\ [])



        
          
        

    

  


  

      

          @spec score_document_from_tokens(
  [String.t()],
  [String.t()],
  [[String.t()]],
  options()
) :: float()


      


Scores a single document from pre-processed tokens against a query.
Arguments
	document - Pre-processed token list
	query - Pre-processed token list
	corpus - List of pre-processed token lists (for IDF calculation)
	opts - Options (only :k1 and :b are used)

Examples
iex> processed_doc = ["bm25", "ranking", "function"]
iex> processed_query = ["ranking", "search"]
iex> processed_corpus = [["bm25", "ranking", "function"], ["search", "engines"]]
iex> ExNlp.Ranking.Bm25.score_document_from_tokens(processed_doc, processed_query, processed_corpus)
0.4344571362775708

  



    

  
    
      
    
    
      score_from_tokens(documents, query, opts \\ [])



        
          
        

    

  


  

      

          @spec score_from_tokens([[String.t()]], [String.t()], options()) :: [float()]


      


Scores documents from pre-processed token lists using BM25.
This is more efficient when you already have tokenized and processed documents,
as it skips the tokenization and processing steps.
Arguments
	documents - List of pre-processed token lists
	query - Pre-processed token list
	opts - Options (only :k1 and :b are used, other processing options ignored)

Examples
iex> processed_docs = [["bm25", "ranking", "function"], ["search", "engines"]]
iex> processed_query = ["ranking", "search"]
iex> ExNlp.Ranking.Bm25.score_from_tokens(processed_docs, processed_query)
[0.64072428455121, 0.7549127709068711]

# With custom k1 and b
iex> processed_docs = [["bm25", "ranking", "function"], ["search", "engines"]]
...> processed_query = ["ranking", "search"]
...> ExNlp.Ranking.Bm25.score_from_tokens(processed_docs, processed_query, k1: 1.5, b: 0.8)
[0.6324335589050596, 0.7667557307079041]

  



    

  
    
      
    
    
      score_term(term_tf, doc_length, idf, avg_doc_length, opts \\ [])



        
          
        

    

  


  

      

          @spec score_term(non_neg_integer(), integer(), float(), float(), options()) :: float()


      


Calculate BM25 score for a single term in a document.
Useful for inverted index construction where you score terms individually.
This is more efficient than scoring entire documents when you only need
per-term scores.
Arguments
	term_tf - Term frequency in document (pass pre-computed for efficiency)
	doc_length - Length of document in tokens
	idf - Pre-computed IDF for this term
	avg_doc_length - Average document length in corpus
	opts - BM25 parameters (k1, b)

Examples
iex> ExNlp.Ranking.Bm25.score_term(2, 10, 1.5, 15.0, k1: 1.2, b: 0.75)
2.2758620689655173

  


        

      


  

    
ExNlp.Ranking.Bm25Options 
    



      
Configuration options for BM25 ranking algorithm.
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    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        merge(existing, opts)

      


        Merges options, with new options taking precedence.



    


    
      
        new(opts \\ [])

      


        Creates BM25 options from keyword list.
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      t()



        
          
        

    

  


  

      

          @type t() :: %ExNlp.Ranking.Bm25Options{
  b: float(),
  k1: float(),
  processing: ExNlp.Ranking.ProcessingOptions.t()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      merge(existing, opts)



        
          
        

    

  


  

      

          @spec merge(
  t(),
  keyword()
) :: t()


      


Merges options, with new options taking precedence.

  



    

  
    
      
    
    
      new(opts \\ [])



        
          
        

    

  


  

      

          @spec new(keyword()) :: t()


      


Creates BM25 options from keyword list.
Processing options can be specified directly and will be merged.
Examples
# Simple usage
iex> opts = ExNlp.Ranking.Bm25Options.new(k1: 1.5, b: 0.8)
iex> opts.k1
1.5

# With processing options
iex> opts = ExNlp.Ranking.Bm25Options.new(
...>   k1: 1.5,
...>   stem: true,
...>   language: :french,
...>   remove_stopwords: true
...> )
iex> opts.processing.stem
true

  


        

      


  

    
ExNlp.Ranking.CorpusStats 
    



      
Pre-computed corpus statistics for efficient search engine indexing.
This module helps track and manage corpus-level statistics that are essential
for ranking algorithms like BM25 and TF-IDF. These statistics can be
incrementally updated as documents are added to the index.
Examples
iex> docs = %{1 => ["the", "cat"], 2 => ["the", "dog", "runs"]}
iex> stats = ExNlp.Ranking.CorpusStats.from_documents(docs)
iex> stats.total_docs
2
iex> stats.avg_doc_length
2.5

      


      
        Summary


  
    Types
  


    
      
        doc_id()

      


    


    
      
        t()

      


    





  
    Functions
  


    
      
        add_document(stats, doc_id, tokens)

      


        Update statistics when adding a new document.



    


    
      
        from_documents(documents)

      


        Create corpus statistics from a map of documents.



    


    
      
        new()

      


        Create empty corpus statistics.



    


    
      
        refresh_vocabulary(stats, documents)

      


        Refresh vocabulary size by counting unique terms.



    


    
      
        remove_document(stats, doc_id)

      


        Remove a document from statistics.



    


    
      
        stale?(original_total, current_total, threshold \\ 0.05)

      


        Check if corpus statistics are stale based on document additions.



    





      


      
        Types


        


  
    
      
    
    
      doc_id()



        
          
        

    

  


  

      

          @type doc_id() :: term()


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %ExNlp.Ranking.CorpusStats{
  avg_doc_length: float(),
  doc_lengths: %{required(doc_id()) => non_neg_integer()},
  total_docs: non_neg_integer(),
  total_tokens: non_neg_integer(),
  vocabulary_size: non_neg_integer()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      add_document(stats, doc_id, tokens)



        
          
        

    

  


  

      

          @spec add_document(t(), doc_id(), [String.t()]) :: t()


      


Update statistics when adding a new document.
This provides an efficient way to incrementally update corpus statistics
without recalculating from scratch.
Arguments
	stats - Current corpus statistics
	doc_id - ID of the new document
	tokens - List of tokens in the new document

Examples
iex> stats = ExNlp.Ranking.CorpusStats.new()
iex> stats = ExNlp.Ranking.CorpusStats.add_document(stats, 1, ["search", "engine"])
iex> stats.total_docs
1

iex> stats = ExNlp.Ranking.CorpusStats.new()
iex> stats = ExNlp.Ranking.CorpusStats.add_document(stats, 1, ["search", "engine"])
iex> stats.avg_doc_length
2.0
iex> stats = ExNlp.Ranking.CorpusStats.add_document(stats, 2, ["information"])
iex> stats.total_docs
2
iex> stats.avg_doc_length
1.5

  



  
    
      
    
    
      from_documents(documents)



        
          
        

    

  


  

      

          @spec from_documents(%{required(doc_id()) => [String.t()]}) :: t()


      


Create corpus statistics from a map of documents.
Arguments
	documents - Map of doc_id => [tokens]

Examples
iex> docs = %{1 => ["search", "engine"], 2 => ["information", "retrieval", "system"]}
iex> stats = ExNlp.Ranking.CorpusStats.from_documents(docs)
iex> stats.total_docs
2
iex> stats.vocabulary_size
5
iex> stats.avg_doc_length
2.5

  



  
    
      
    
    
      new()



        
          
        

    

  


  

      

          @spec new() :: t()


      


Create empty corpus statistics.
Examples
iex> stats = ExNlp.Ranking.CorpusStats.new()
iex> stats.total_docs
0
iex> stats.avg_doc_length
0.0

  



  
    
      
    
    
      refresh_vocabulary(stats, documents)



        
          
        

    

  


  

      

          @spec refresh_vocabulary(t(), %{required(doc_id()) => [String.t()]}) :: t()


      


Refresh vocabulary size by counting unique terms.
This is an expensive operation that should be done periodically,
not on every document addition.
Arguments
	stats - Current corpus statistics
	documents - Map of doc_id => [tokens]

Examples
iex> docs = %{1 => ["search", "engine"], 2 => ["search", "algorithm"]}
iex> stats = ExNlp.Ranking.CorpusStats.from_documents(docs)
iex> stats.vocabulary_size
3

  



  
    
      
    
    
      remove_document(stats, doc_id)



        
          
        

    

  


  

      

          @spec remove_document(t(), doc_id()) :: t()


      


Remove a document from statistics.
Arguments
	stats - Current corpus statistics
	doc_id - ID of the document to remove

Examples
iex> docs = %{1 => ["search", "engine"], 2 => ["information"]}
iex> stats = ExNlp.Ranking.CorpusStats.from_documents(docs)
iex> stats = ExNlp.Ranking.CorpusStats.remove_document(stats, 2)
iex> stats.total_docs
1
iex> stats.avg_doc_length
2.0

  



    

  
    
      
    
    
      stale?(original_total, current_total, threshold \\ 0.05)



        
          
        

    

  


  

      

          @spec stale?(non_neg_integer(), non_neg_integer(), float()) :: boolean()


      


Check if corpus statistics are stale based on document additions.
Returns true if the number of documents added since the last
refresh exceeds the threshold.
Arguments
	original_total - Total documents when statistics were last calculated
	current_total - Current total documents
	threshold - Fraction of growth that constitutes staleness (default: 0.05 = 5%)

Examples
iex> ExNlp.Ranking.CorpusStats.stale?(100, 105, 0.05)
false

iex> ExNlp.Ranking.CorpusStats.stale?(100, 110, 0.05)
true

  


        

      


  

    
ExNlp.Ranking.IndexHelpers 
    



      
Helper functions for building search engine indices.
This module provides utilities for constructing inverted indices and
managing term statistics, which are essential for efficient search
engine implementations.
Examples
# Build term statistics for inverted index
iex> documents = %{1 => ["search", "engine"], 2 => ["search", "algorithm"]}
iex> term_stats = ExNlp.Ranking.IndexHelpers.build_term_stats(documents)
iex> Map.has_key?(term_stats, "search")
true
iex> term_stats["search"].doc_frequency
2

      


      
        Summary


  
    Types
  


    
      
        term_stats()

      


        Term statistics structure containing IDF, document frequency, and postings list.



    





  
    Functions
  


    
      
        build_term_stats(documents, opts \\ [])

      


        Build term statistics for an inverted index.



    


    
      
        document_frequencies(documents)

      


        Calculate term document frequency (number of documents containing each term).



    


    
      
        document_term_stats(tokens)

      


        Build term statistics for a single new document.



    


    
      
        extract_vocabulary(documents)

      


        Extract vocabulary (unique terms) from documents.



    


    
      
        merge_term_stats(term_stats_list, corpus_stats)

      


        Merge term statistics from multiple sources.



    


    
      
        score_term_postings(postings, idf, corpus_stats, opts \\ [])

      


        Calculate BM25 scores for all documents containing a term.
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      term_stats()



        
          
        

    

  


  

      

          @type term_stats() :: %{
  idf: float(),
  doc_frequency: non_neg_integer(),
  postings: [{term(), non_neg_integer()}]
}


      


Term statistics structure containing IDF, document frequency, and postings list.

  


        

      

      
        Functions


        


    

  
    
      
    
    
      build_term_stats(documents, opts \\ [])



        
          
        

    

  


  

      

          @spec build_term_stats(
  %{required(term()) => [String.t()]},
  keyword()
) :: %{required(String.t()) => term_stats()}


      


Build term statistics for an inverted index.
Returns a map suitable for inverted index construction. Each term maps to
statistics including IDF, document frequency, and postings list with term frequencies.
Arguments
	documents - Map of doc_id => [tokens]
	opts - Options passed to IDF calculation (see TfIdf.inverse_document_frequency/4)

Returns
Map of term => %{idf: float(), doc_frequency: integer(), postings: [{doc_id, tf}]}
Examples
iex> docs = %{1 => ["search", "engine"], 2 => ["search", "algorithm"], 3 => ["engine"]}
iex> stats = ExNlp.Ranking.IndexHelpers.build_term_stats(docs)
iex> stats["search"].doc_frequency
2
iex> length(stats["search"].postings)
2

  



  
    
      
    
    
      document_frequencies(documents)



        
          
        

    

  


  

      

          @spec document_frequencies(%{required(term()) => [String.t()]}) :: %{
  required(String.t()) => non_neg_integer()
}


      


Calculate term document frequency (number of documents containing each term).
Returns a map of term => document_frequency.
Examples
iex> docs = %{1 => ["search", "engine"], 2 => ["search", "algorithm"], 3 => ["engine"]}
iex> df = ExNlp.Ranking.IndexHelpers.document_frequencies(docs)
iex> df["search"]
2
iex> df["engine"]
2
iex> df["algorithm"]
1

  



  
    
      
    
    
      document_term_stats(tokens)



        
          
        

    

  


  

      

          @spec document_term_stats([String.t()]) :: %{
  required(String.t()) => non_neg_integer()
}


      


Build term statistics for a single new document.
Useful for incremental index updates. Returns term frequencies for the document.
Arguments
	tokens - List of tokens in the document

Returns
Map of term => term_frequency
Examples
iex> tokens = ["search", "engine", "search"]
iex> ExNlp.Ranking.IndexHelpers.document_term_stats(tokens)
%{"search" => 2, "engine" => 1}

  



  
    
      
    
    
      extract_vocabulary(documents)



        
          
        

    

  


  

      

          @spec extract_vocabulary(%{required(term()) => [String.t()]}) :: [String.t()]


      


Extract vocabulary (unique terms) from documents.
Examples
iex> docs = %{1 => ["search", "engine"], 2 => ["search", "algorithm"]}
iex> vocab = ExNlp.Ranking.IndexHelpers.extract_vocabulary(docs)
iex> length(vocab)
3
iex> "search" in vocab
true

  



  
    
      
    
    
      merge_term_stats(term_stats_list, corpus_stats)



        
          
        

    

  


  

      

          @spec merge_term_stats(
  [%{required(String.t()) => term_stats()}],
  ExNlp.Ranking.CorpusStats.t()
) :: %{
  required(String.t()) => term_stats()
}


      


Merge term statistics from multiple sources.
Useful when merging index segments. Postings are concatenated and
document frequency is recalculated.
Arguments
	term_stats_list - List of term statistics maps
	corpus_stats - Combined corpus statistics for IDF recalculation

Examples
iex> stats1 = %{"search" => %{doc_frequency: 1, postings: [{1, 2}], idf: 0.5}}
iex> stats2 = %{"search" => %{doc_frequency: 1, postings: [{2, 1}], idf: 0.5}}
iex> docs = %{1 => ["search"], 2 => ["search"]}
iex> corpus_stats = ExNlp.Ranking.CorpusStats.from_documents(docs)
iex> merged = ExNlp.Ranking.IndexHelpers.merge_term_stats([stats1, stats2], corpus_stats)
iex> merged["search"].doc_frequency
2

  



    

  
    
      
    
    
      score_term_postings(postings, idf, corpus_stats, opts \\ [])



        
          
        

    

  


  

      

          @spec score_term_postings(
  [{term(), non_neg_integer()}],
  float(),
  ExNlp.Ranking.CorpusStats.t(),
  keyword()
) :: [{term(), float()}]


      


Calculate BM25 scores for all documents containing a term.
Given a term's postings list and corpus statistics, returns scored document IDs.
Arguments
	postings - List of {doc_id, tf} tuples
	idf - Pre-computed IDF for the term
	corpus_stats - Corpus statistics (see CorpusStats)
	opts - BM25 options (k1, b)

Examples
iex> postings = [{1, 2}, {2, 1}]
iex> docs = %{1 => ["search", "engine"], 2 => ["search"]}
iex> stats = ExNlp.Ranking.CorpusStats.from_documents(docs)
iex> scores = ExNlp.Ranking.IndexHelpers.score_term_postings(postings, 0.5, stats)
iex> length(scores)
2

  


        

      


  

    
ExNlp.Ranking.ProcessingOptions 
    



      
Shared processing options for ranking algorithms.
These options control how documents and queries are preprocessed
before ranking calculations.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        get_tokenizer(processing_options)

      


        Gets the tokenizer function, using default if not specified.



    


    
      
        new(opts \\ [])

      


        Creates processing options from keyword list.
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      t()



        
          
        

    

  


  

      

          @type t() :: %ExNlp.Ranking.ProcessingOptions{
  language: atom(),
  remove_stopwords: boolean(),
  stem: boolean(),
  stopword_language: atom(),
  tokenizer: (String.t() -> [String.t()]) | nil
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      get_tokenizer(processing_options)



        
          
        

    

  


  

      

          @spec get_tokenizer(t()) :: (String.t() -> [String.t()])


      


Gets the tokenizer function, using default if not specified.

  



    

  
    
      
    
    
      new(opts \\ [])



        
          
        

    

  


  

      

          @spec new(keyword()) :: t()


      


Creates processing options from keyword list.
Examples
iex> opts = ExNlp.Ranking.ProcessingOptions.new(stem: true, language: :french)
iex> opts.stem
true
iex> opts.language
:french

  


        

      


  

    
ExNlp.Ranking.ReferenceBm25 
    



      
Reference BM25 implementation for benchmarking.
This is a simple, straightforward BM25 implementation based on:
https://github.com/elliotekj/bm25
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    Functions
  


    
      
        bm25(documents, keywords, opts \\ [])

      


        Score documents against the given keywords.



    





      


      
        Functions


        


    

  
    
      
    
    
      bm25(documents, keywords, opts \\ [])



        
          
        

    

  


  

      

          @spec bm25([String.t()], [String.t()], keyword()) :: [float()]


      


Score documents against the given keywords.
Options
	k1: Float. Controls the scaling of the term frequency component.
A higher k1 value allows the term frequency to increase the document score
more significantly. k1 typically ranges between 1.2 and 2.0. Default: 1.2.
	b: Float. Adjusts how much the length of a document affects the final
relevance score. b ranges from 0 to 1. Default: 0.75.

Example
iex> documents = [
...>   "BM25 is a ranking function",
...>   "used by search engines",
...>   "to rank matching documents"
...> ]
iex> query = ["ranking", "search", "function"]
iex> ExNlp.Ranking.ReferenceBm25.bm25(documents, query)
[1.8455076734299591, 1.0126973514850315, 0.0]

  


        

      


  

    
ExNlp.Ranking.ReferenceTfidf 
    



      
Reference TF-IDF implementation for benchmarking based on https://github.com/OCannings/tf-idf

      


      
        Summary


  
    Functions
  


    
      
        calculate(word, tokenized_text, corpus)

      


        Calculates the tf-idf for a given word within a tokenized list and a corpus
comprised of tokenized lists.



    


    
      
        calculate(word, text, corpus, tokenize_fn \\ &tokenize(&1))

      


        Calculates the tf-idf for a given word within a text and a corpus (List) of
texts. An optional tokenizer function can be passed as the last argument.



    


    
      
        calculate_all(text, corpus, tokenize_fn \\ &tokenize(&1))

      


        Calculates the tf-idf for all words in a given text, returns a list
of {word, score} tuples.



    


    
      
        tokenize(text)

      


        Splits a string into a tokenized list.



    


    
      
        word_count(word, text)

      


        Returns the number of times a word appears in a given text



    





      


      
        Functions


        


  
    
      
    
    
      calculate(word, tokenized_text, corpus)



        
          
        

    

  


  

Calculates the tf-idf for a given word within a tokenized list and a corpus
comprised of tokenized lists.

  



  
    
      
    
    
      calculate(word, text, corpus, tokenize_fn \\ &tokenize(&1))



        
          
        

    

  


  

Calculates the tf-idf for a given word within a text and a corpus (List) of
texts. An optional tokenizer function can be passed as the last argument.

  



    

  
    
      
    
    
      calculate_all(text, corpus, tokenize_fn \\ &tokenize(&1))



        
          
        

    

  


  

Calculates the tf-idf for all words in a given text, returns a list
of {word, score} tuples.

  



  
    
      
    
    
      tokenize(text)



        
          
        

    

  


  

Splits a string into a tokenized list.

  



  
    
      
    
    
      word_count(word, text)



        
          
        

    

  


  

Returns the number of times a word appears in a given text

  


        

      


  

    
ExNlp.Ranking.TfIdf 
    



      
Term Frequency-Inverse Document Frequency (TF-IDF) implementation.
TF-IDF is a numerical statistic that reflects how important a word is to a
document in a collection or corpus. It is often used as a weighting factor
in information retrieval and text mining.
This implementation integrates with ExNlp's tokenizers and stemmers for
flexible text processing.
Examples
iex> documents = [
...>   "The quick brown fox jumps over the lazy dog",
...>   "A brown dog is running in the park",
...>   "The fox and the dog are friends"
...> ]
iex> ExNlp.Ranking.TfIdf.calculate("fox", "The quick brown fox", documents)
0.07192051811294521

# With stemming
iex> documents = [
...>   "The quick brown fox jumps over the lazy dog",
...>   "A brown dog is running in the park",
...>   "The fox and the dog are friends"
...> ]
...> ExNlp.Ranking.TfIdf.calculate("jump", "The fox is jumping", documents, stem: true, language: :english)
0.17328679513998632

# Calculate TF-IDF for all words in a document
iex> documents = [
...>   "The quick brown fox jumps over the lazy dog",
...>   "A brown dog is running in the park",
...>   "The fox and the dog are friends"
...> ]
...> ExNlp.Ranking.TfIdf.calculate_all("The quick brown fox", documents)
[{"quick", 0.17328679513998632}, {"brown", 0.07192051811294521}, {"fox", 0.07192051811294521}, {"the", 0.0}]
Reference: https://en.wikipedia.org/wiki/Tf-idf

      


      
        Summary


  
    Types
  


    
      
        options()

      


        Options for TF-IDF calculation. Can be a keyword list or a TfIdfOptions struct.



    





  
    Functions
  


    
      
        batch_idf(terms, corpus, opts \\ [])

      


        Batch calculate IDF for multiple terms.



    


    
      
        calculate(word, document, corpus, opts \\ [])

      


        Calculates TF-IDF score for a word in a document within a corpus.



    


    
      
        calculate_all(document, corpus, opts \\ [])

      


        Calculates TF-IDF scores for all words in a document.



    


    
      
        calculate_from_tokens(word, document, corpus, opts \\ [])

      


        Calculates TF-IDF score from pre-processed token lists.



    


    
      
        document_term_frequencies(doc_tokens, variant \\ :normalized, sublinear \\ false)

      


        Calculate term frequencies for all terms in a document at once.



    


    
      
        inverse_document_frequency(word, corpus, variant \\ :standard, smooth \\ false)

      


        Returns the inverse document frequency (IDF) of a word in a corpus.



    


    
      
        raw_term_frequency(word, document)

      


        Returns the raw term frequency (count) of a word in a document.



    


    
      
        score(documents, query, opts \\ [])

      


        Scores documents against a query using TF-IDF.



    


    
      
        score_document(document, query, corpus, opts \\ [])

      


        Scores a single document against a query using TF-IDF.



    


    
      
        score_document_from_tokens(document, query, corpus, opts \\ [])

      


        Scores a single document from pre-processed tokens against a query.



    


    
      
        score_from_tokens(documents, query, opts \\ [])

      


        Scores documents from pre-processed token lists using TF-IDF.



    


    
      
        term_frequency(word, document, variant \\ :normalized, sublinear \\ false)

      


        Returns the term frequency (TF) of a word in a document.



    





      


      
        Types


        


  
    
      
    
    
      options()



        
          
        

    

  


  

      

          @type options() :: keyword() | ExNlp.Ranking.TfIdfOptions.t()


      


Options for TF-IDF calculation. Can be a keyword list or a TfIdfOptions struct.
Keyword list options:
	:stem - If true, apply stemming to words (default: false)
	:language - Language for stemming (default: :english)
	:tokenizer - Custom tokenizer function (default: uses Tokenizer.word_tokenize/1)
	:remove_stopwords - If true, remove stop words (default: false)
	:stopword_language - Language for stop words (default: :english)
	:smooth_idf - If true, use smoothed IDF (adds 1 to prevent division by zero, default: false)
	:sublinear_tf - If true, use log scaling for TF: 1 + log(tf) instead of raw tf (default: false)
	:normalize - Normalization method: :l2, :l1, or nil (default: nil)
	:tf_variant - Term frequency variant: :normalized or :raw (default: :normalized)
	:idf_variant - IDF variant: :standard or :bm25 (default: :standard)

Alternatively, you can pass a TfIdfOptions struct created with TfIdfOptions.new/1.

  


        

      

      
        Functions


        


    

  
    
      
    
    
      batch_idf(terms, corpus, opts \\ [])



        
          
        

    

  


  

      

          @spec batch_idf([String.t()], [[String.t()]], options()) :: %{
  required(String.t()) => float()
}


      


Batch calculate IDF for multiple terms.
More efficient than calling inverse_document_frequency/4 repeatedly
when you need IDF values for many terms.
Arguments
	terms - List of terms to calculate IDF for
	corpus - List of tokenized documents
	opts - Options (see options/0)

Examples
iex> terms = ["search", "engine"]
iex> corpus = [["search", "engine"], ["engine", "query"]]
iex> idf_map = ExNlp.Ranking.TfIdf.batch_idf(terms, corpus)
iex> Map.has_key?(idf_map, "search")
true
iex> idf_map["engine"]
0.0

  



    

  
    
      
    
    
      calculate(word, document, corpus, opts \\ [])



        
          
        

    

  


  

      

          @spec calculate(
  String.t(),
  String.t() | [String.t()],
  [String.t()] | [[String.t()]],
  options()
) ::
  float()


      


Calculates TF-IDF score for a word in a document within a corpus.
Arguments
	word - The word to calculate TF-IDF for
	document - The document text (string) or pre-tokenized list
	corpus - List of documents (strings or pre-tokenized lists)
	opts - Options (see options/0)

Examples
iex> documents = ["dog hat", "dog", "cat mat", "duck"]
iex> ExNlp.Ranking.TfIdf.calculate("dog", "nice dog dog", documents)
0.3405504158439938

# With tokenized input
iex> tokenized_doc = ["nice", "dog", "dog"]
iex> tokenized_corpus = [["dog", "hat"], ["dog"], ["cat", "mat"], ["duck"]]
iex> ExNlp.Ranking.TfIdf.calculate("dog", tokenized_doc, tokenized_corpus)
0.3405504158439938

# With pre-processed tokens (faster, skips tokenization/processing)
iex> processed_doc = ["nice", "dog", "dog"]
iex> processed_corpus = [["dog", "hat"], ["dog"], ["cat", "mat"]]
iex> ExNlp.Ranking.TfIdf.calculate_from_tokens("dog", processed_doc, processed_corpus)
0.19178804830118723

  



    

  
    
      
    
    
      calculate_all(document, corpus, opts \\ [])



        
          
        

    

  


  

      

          @spec calculate_all(
  String.t() | [String.t()],
  [String.t()] | [[String.t()]],
  options()
) :: [
  {String.t(), float()}
]


      


Calculates TF-IDF scores for all words in a document.
Returns a list of {word, score} tuples sorted by score (descending).
Note: This function is slower than calculate_from_tokens/4 because it performs
tokenization and processing. For better performance, use pre-processed tokens
with calculate_from_tokens/4 or process tokens once and reuse them.
Examples
iex> documents = ["dog hat", "dog", "cat mat", "duck"]
iex> ExNlp.Ranking.TfIdf.calculate_all("nice dog", documents)
[{"nice", 0.8047189562170501}, {"dog", 0.25541281188299536}]

# Custom tokenizer
iex> tokenizer = fn text -> String.split(text, ",") |> Enum.map(&String.trim/1) end
iex> ExNlp.Ranking.TfIdf.calculate_all("nice,dog", ["dog,hat", "dog", "cat,mat"], tokenizer: tokenizer)
[{"nice", 0.6931471805599453}, {"dog", 0.14384103622589042}]

  



    

  
    
      
    
    
      calculate_from_tokens(word, document, corpus, opts \\ [])



        
          
        

    

  


  

      

          @spec calculate_from_tokens(String.t(), [String.t()], [[String.t()]], options()) ::
  float()


      


Calculates TF-IDF score from pre-processed token lists.
This is more efficient when you already have tokenized and processed documents,
as it skips the tokenization and processing steps.
Arguments
	word - The word to calculate TF-IDF for (should already be processed)
	document - Pre-processed token list
	corpus - List of pre-processed token lists
	opts - Options (see options/0)

Examples
iex> processed_doc = ["nice", "dog", "dog"]
...> processed_corpus = [["dog", "hat"], ["dog"], ["cat", "mat"]]
...> ExNlp.Ranking.TfIdf.calculate_from_tokens("dog", processed_doc, processed_corpus)
0.19178804830118723

# With BM25 variant
iex> processed_doc2 = ["nice", "dog", "dog"]
...> processed_corpus2 = [["dog", "hat"], ["dog"], ["cat", "mat"]]
...> ExNlp.Ranking.TfIdf.calculate_from_tokens("dog", processed_doc2, processed_corpus2,
...>   tf_variant: :raw, idf_variant: :bm25
...> )
0.7133498878774648

  



    

    

  
    
      
    
    
      document_term_frequencies(doc_tokens, variant \\ :normalized, sublinear \\ false)



        
          
        

    

  


  

      

          @spec document_term_frequencies([String.t()], :normalized | :raw, boolean()) :: %{
  required(String.t()) => float() | non_neg_integer()
}


      


Calculate term frequencies for all terms in a document at once.
Returns a map of term => tf. More efficient than calling
term_frequency/4 repeatedly for each term in a document.
Arguments
	doc_tokens - List of tokens in the document
	variant - :normalized (default) for normalized TF, :raw for raw count
	sublinear - If true, apply log scaling (only for normalized variant)

Examples
iex> tokens = ["search", "engine", "search"]
iex> freqs = ExNlp.Ranking.TfIdf.document_term_frequencies(tokens)
iex> freqs["search"]
0.6666666666666666
iex> freqs["engine"]
0.3333333333333333

# Raw frequencies
iex> tokens = ["search", "engine", "search"]
iex> freqs = ExNlp.Ranking.TfIdf.document_term_frequencies(tokens, :raw)
iex> freqs["search"]
2
iex> freqs["engine"]
1

  



    

    

  
    
      
    
    
      inverse_document_frequency(word, corpus, variant \\ :standard, smooth \\ false)



        
          
        

    

  


  

      

          @spec inverse_document_frequency(
  String.t(),
  [[String.t()]],
  :standard | :bm25,
  boolean()
) :: float()


      


Returns the inverse document frequency (IDF) of a word in a corpus.
IDF measures how rare or common a word is across the entire corpus.
Common words have lower IDF, rare words have higher IDF.
Arguments
	word - The word to calculate IDF for
	corpus - List of documents (each document is a list of tokens)
	variant - :standard (default) for standard TF-IDF IDF, :bm25 for BM25 variant
	smooth - If true, use smoothed IDF (only applies to :standard variant)

Examples
# Standard IDF
iex> corpus = [["dog", "hat"], ["dog"], ["cat", "mat"], ["duck"]]
iex> ExNlp.Ranking.TfIdf.inverse_document_frequency("dog", corpus)
0.6931471805599453

# BM25 variant IDF
iex> corpus = [["dog", "hat"], ["dog"], ["cat", "mat"]]
...> ExNlp.Ranking.TfIdf.inverse_document_frequency("dog", corpus, :bm25)
0.47000362924573563

# Smoothed standard IDF
iex> corpus = [["dog", "hat"], ["dog"], ["cat", "mat"]]
...> ExNlp.Ranking.TfIdf.inverse_document_frequency("dog", corpus, :standard, true)
1.2876820724517808

iex> corpus = [["dog", "hat"], ["dog"], ["cat", "mat"]]
...> ExNlp.Ranking.TfIdf.inverse_document_frequency("unique", corpus)
1.791759469228055

  



  
    
      
    
    
      raw_term_frequency(word, document)



        
          
        

    

  


  

      

          @spec raw_term_frequency(String.t(), [String.t()]) :: non_neg_integer()


      


Returns the raw term frequency (count) of a word in a document.
This is a convenience function. For consistency, use term_frequency/4 with
variant: :raw instead.
Examples
iex> ExNlp.Ranking.TfIdf.raw_term_frequency("dog", ["nice", "dog", "dog"])
2

iex> ExNlp.Ranking.TfIdf.raw_term_frequency("cat", ["nice", "dog", "dog"])
0

  



    

  
    
      
    
    
      score(documents, query, opts \\ [])



        
          
        

    

  


  

      

          @spec score([String.t()] | [[String.t()]], [String.t()] | String.t(), options()) :: [
  float()
]


      


Scores documents against a query using TF-IDF.
Returns a list of scores, one for each document. Higher scores indicate
greater relevance. The score is the sum of TF-IDF scores for all query terms.
Arguments
	documents - List of document texts (strings) or pre-tokenized lists
	query - Query as a list of keywords or a single string
	opts - Options (see options/0)

Examples
iex> documents = [
...>   "The quick brown fox jumps over the lazy dog",
...>   "A brown dog is running in the park",
...>   "The fox and the dog are friends"
...> ]
iex> query = ["brown", "fox"]
iex> ExNlp.Ranking.TfIdf.score(documents, query)
[0.06392934943372908, 0.035960259056472606, 0.04109743892168297]

# Query as a single string
iex> documents = ["The quick brown fox", "A brown dog", "The fox and dog"]
...> ExNlp.Ranking.TfIdf.score(documents, "brown fox")
[0.14384103622589042, 0.09589402415059362, 0.07192051811294521]

  



    

  
    
      
    
    
      score_document(document, query, corpus, opts \\ [])



        
          
        

    

  


  

      

          @spec score_document(
  String.t() | [String.t()],
  [String.t()] | String.t(),
  [String.t()] | [[String.t()]],
  options()
) :: float()


      


Scores a single document against a query using TF-IDF.
Examples
iex> documents = ["The quick brown fox", "A brown dog"]
iex> query = ["brown", "fox"]
iex> ExNlp.Ranking.TfIdf.score_document("The quick brown fox", query, documents)
0.07192051811294521

# With options
iex> documents = ["The quick brown fox", "A brown dog"]
...> query = ["brown", "fox"]
...> ExNlp.Ranking.TfIdf.score_document("The quick brown fox", query, documents,
...>   tf_variant: :raw, idf_variant: :bm25
...> )
0.46203545959655873

  



    

  
    
      
    
    
      score_document_from_tokens(document, query, corpus, opts \\ [])



        
          
        

    

  


  

      

          @spec score_document_from_tokens(
  [String.t()],
  [String.t()],
  [[String.t()]],
  options()
) :: float()


      


Scores a single document from pre-processed tokens against a query.
Arguments
	document - Pre-processed token list
	query - Pre-processed token list
	corpus - List of pre-processed token lists (for IDF calculation)
	opts - Options (TF-IDF specific options are used)

Examples
iex> processed_doc = ["brown", "fox"]
iex> processed_query = ["brown", "fox"]
iex> processed_corpus = [["brown", "dog"], ["fox", "dog"]]
iex> ExNlp.Ranking.TfIdf.score_document_from_tokens(processed_doc, processed_query, processed_corpus)
0.28768207245178085

  



    

  
    
      
    
    
      score_from_tokens(documents, query, opts \\ [])



        
          
        

    

  


  

      

          @spec score_from_tokens([[String.t()]], [String.t()], options()) :: [float()]


      


Scores documents from pre-processed token lists using TF-IDF.
This is more efficient when you already have tokenized and processed documents,
as it skips the tokenization and processing steps.
Arguments
	documents - List of pre-processed token lists
	query - Pre-processed token list
	opts - Options (TF-IDF specific options are used, processing options ignored)

Examples
iex> processed_docs = [["brown", "fox"], ["brown", "dog"], ["fox", "dog"]]
iex> processed_query = ["brown", "fox"]
iex> ExNlp.Ranking.TfIdf.score_from_tokens(processed_docs, processed_query)
[0.28768207245178085, 0.14384103622589042, 0.14384103622589042]

  



    

    

  
    
      
    
    
      term_frequency(word, document, variant \\ :normalized, sublinear \\ false)



        
          
        

    

  


  

      

          @spec term_frequency(String.t(), [String.t()], :normalized | :raw, boolean()) ::
  float() | non_neg_integer()


      


Returns the term frequency (TF) of a word in a document.
Arguments
	word - The word to calculate TF for
	document - List of tokens representing the document
	variant - :normalized (default) for normalized TF, :raw for raw count
	sublinear - If true, apply log scaling: 1 + log(tf) (only for normalized)

Examples
# Normalized TF (default)
iex> ExNlp.Ranking.TfIdf.term_frequency("dog", ["nice", "dog", "dog"])
0.6666666666666666

# Raw TF count
iex> ExNlp.Ranking.TfIdf.term_frequency("dog", ["nice", "dog", "dog"], :raw)
2

# Sublinear normalized TF
iex> ExNlp.Ranking.TfIdf.term_frequency("dog", ["nice", "dog", "dog"], :normalized, true)
0.5945348918918356

iex> ExNlp.Ranking.TfIdf.term_frequency("cat", ["nice", "dog", "dog"])
0.0

  


        

      


  

    
ExNlp.Ranking.TfIdfOptions 
    



      
Configuration options for TF-IDF calculation.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        new(opts \\ [])

      


        Creates TF-IDF options from keyword list.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %ExNlp.Ranking.TfIdfOptions{
  idf_variant: :standard | :bm25,
  normalize: :l2 | :l1 | nil,
  processing: ExNlp.Ranking.ProcessingOptions.t(),
  smooth_idf: boolean(),
  sublinear_tf: boolean(),
  tf_variant: :normalized | :raw
}


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      new(opts \\ [])



        
          
        

    

  


  

      

          @spec new(keyword()) :: t()


      


Creates TF-IDF options from keyword list.
Examples
iex> opts = ExNlp.Ranking.TfIdfOptions.new(
...>   smooth_idf: true,
...>   sublinear_tf: true,
...>   tf_variant: :raw
...> )
iex> opts.smooth_idf
true
iex> opts.tf_variant
:raw

  


        

      


  

    
ExNlp.Similarity 
    



      
String and word set similarity metrics.
This module provides various algorithms for measuring similarity between
strings and sets of words, useful for fuzzy matching and search.
Examples
# Levenshtein distance between strings
iex> ExNlp.Similarity.levenshtein("kitten", "sitting")
3

# Jaccard similarity between word sets
iex> ExNlp.Similarity.jaccard(["cat", "dog"], ["cat", "bird"])
0.3333333333333333

      


      
        Summary


  
    Functions
  


    
      
        dice_coefficient(set1, set2)

      


        Calculates the Dice coefficient (Sørensen-Dice coefficient) between two sets of words.



    


    
      
        hamming(s1, s2)

      


        Calculates the Hamming distance between two strings.



    


    
      
        jaccard(set1, set2)

      


        Calculates the Jaccard similarity coefficient between two sets of words.



    


    
      
        jaro_similarity(s1, s2)

      


        Calculates the Jaro similarity between two strings.



    


    
      
        jaro_winkler_similarity(s1, s2, opts \\ [])

      


        Calculates the Jaro-Winkler similarity between two strings.



    


    
      
        levenshtein(s1, s2)

      


    


    
      
        levenshtein(s1, s2, atom)

      


        Calculates the Levenshtein (edit) distance between two strings using matrix-based DP.



    


    
      
        levenshtein_compact(s1, s2)

      


        Calculates Levenshtein distance using a compact (space-optimized) approach.



    


    
      
        levenshtein_similarity(s1, s2)

      


        Calculates Levenshtein similarity between two strings.



    


    
      
        levenshtein_tabulated(s1, s2)

      


        Calculates Levenshtein distance using a tabulated (array-based) approach.



    


    
      
        longest_common_subsequence(s1, s2)

      


        Finds the length of the longest common subsequence (LCS) between two strings.



    





      


      
        Functions


        


  
    
      
    
    
      dice_coefficient(set1, set2)



        
          
        

    

  


  

      

          @spec dice_coefficient([String.t()], [String.t()]) :: float()


      


Calculates the Dice coefficient (Sørensen-Dice coefficient) between two sets of words.
Similar to Jaccard, but gives more weight to common elements.
Returns a value between 0.0 and 1.0.
Examples
iex> ExNlp.Similarity.dice_coefficient(["cat", "dog"], ["cat", "bird"])
0.5

iex> ExNlp.Similarity.dice_coefficient(["cat", "dog"], ["cat", "dog"])
1.0

  



  
    
      
    
    
      hamming(s1, s2)



        
          
        

    

  


  

      

          @spec hamming(String.t(), String.t()) :: non_neg_integer()


      


Calculates the Hamming distance between two strings.
The Hamming distance is the number of positions at which the corresponding
characters are different. Both strings must be of equal length.
Examples
iex> ExNlp.Similarity.hamming("karolin", "kathrin")
3

iex> ExNlp.Similarity.hamming("hello", "hello")
0

  



  
    
      
    
    
      jaccard(set1, set2)



        
          
        

    

  


  

      

          @spec jaccard([String.t()], [String.t()]) :: float()


      


Calculates the Jaccard similarity coefficient between two sets of words.
Jaccard similarity is the size of the intersection divided by the size of
the union of the two sets.
Returns a value between 0.0 and 1.0, where 1.0 means identical sets.
Examples
iex> ExNlp.Similarity.jaccard(["cat", "dog"], ["cat", "bird"])
0.3333333333333333

iex> ExNlp.Similarity.jaccard(["cat", "dog"], ["cat", "dog"])
1.0

iex> ExNlp.Similarity.jaccard(["cat"], ["dog"])
0.0

  



  
    
      
    
    
      jaro_similarity(s1, s2)



        
          
        

    

  


  

      

          @spec jaro_similarity(String.t(), String.t()) :: float()


      


Calculates the Jaro similarity between two strings.
Jaro similarity is a string metric measuring similarity between two strings.
Returns a value between 0.0 (no similarity) and 1.0 (identical strings).
Examples
iex> ExNlp.Similarity.jaro_similarity("martha", "marhta")
0.9444444444444445

iex> ExNlp.Similarity.jaro_similarity("dwayne", "duane")
0.8222222222222223

iex> ExNlp.Similarity.jaro_similarity("abc", "xyz")
0.0

  



    

  
    
      
    
    
      jaro_winkler_similarity(s1, s2, opts \\ [])



        
          
        

    

  


  

      

          @spec jaro_winkler_similarity(String.t(), String.t(), keyword()) :: float()


      


Calculates the Jaro-Winkler similarity between two strings.
Jaro-Winkler is an extension of Jaro that gives more favorable ratings to
strings that match from the beginning up to a maximum prefix length.
Options
	:prefix_length - Maximum prefix length to consider (default: 4)
	:prefix_weight - Weight factor for the prefix bonus (default: 0.1)

Examples
iex> ExNlp.Similarity.jaro_winkler_similarity("martha", "marhta")
0.9611111111111111

iex> ExNlp.Similarity.jaro_winkler_similarity("dwayne", "duane")
0.84

iex> ExNlp.Similarity.jaro_winkler_similarity("hello", "helo", prefix_length: 2)
0.9333333333333333

  



  
    
      
    
    
      levenshtein(s1, s2)



        
          
        

    

  


  

      

          @spec levenshtein(String.t(), String.t()) :: non_neg_integer()


      



  



  
    
      
    
    
      levenshtein(s1, s2, atom)



        
          
        

    

  


  

      

          @spec levenshtein(String.t(), String.t(), :compact) :: non_neg_integer()


          @spec levenshtein(String.t(), String.t(), :matrix) :: non_neg_integer()


          @spec levenshtein(String.t(), String.t(), :tabulated) :: non_neg_integer()


      


Calculates the Levenshtein (edit) distance between two strings using matrix-based DP.
This is the default implementation using a full matrix. For better performance
with large strings, consider levenshtein_tabulated/2 or levenshtein_compact/2.
Returns the minimum number of single-character edits (insertions, deletions,
or substitutions) required to change one string into another.
Examples
iex> ExNlp.Similarity.levenshtein("kitten", "sitting")
3

iex> ExNlp.Similarity.levenshtein("", "abc")
3

iex> ExNlp.Similarity.levenshtein("abc", "abc")
0

  



  
    
      
    
    
      levenshtein_compact(s1, s2)



        
          
        

    

  


  

      

          @spec levenshtein_compact(String.t(), String.t()) :: non_neg_integer()


      


Calculates Levenshtein distance using a compact (space-optimized) approach.
Uses only two rows of the matrix instead of the full matrix, reducing
memory usage from O(n*m) to O(min(n,m)).
Examples
iex> ExNlp.Similarity.levenshtein_compact("kitten", "sitting")
3

iex> ExNlp.Similarity.levenshtein_compact("abc", "xyz")
3

  



  
    
      
    
    
      levenshtein_similarity(s1, s2)



        
          
        

    

  


  

      

          @spec levenshtein_similarity(String.t(), String.t()) :: float()


      


Calculates Levenshtein similarity between two strings.
Levenshtein similarity is a normalized measure derived from Levenshtein distance.
Returns a value between 0.0 (completely different) and 1.0 (identical strings).
The similarity is calculated as: 1 - (distance / max(len1, len2))
Examples
iex> ExNlp.Similarity.levenshtein_similarity("kitten", "sitting")
0.5714285714285714

iex> ExNlp.Similarity.levenshtein_similarity("abc", "abc")
1.0

iex> ExNlp.Similarity.levenshtein_similarity("abc", "xyz")
0.0

iex> ExNlp.Similarity.levenshtein_similarity("", "abc")
0.0

  



  
    
      
    
    
      levenshtein_tabulated(s1, s2)



        
          
        

    

  


  

      

          @spec levenshtein_tabulated(String.t(), String.t()) :: non_neg_integer()


      


Calculates Levenshtein distance using a tabulated (array-based) approach.
This implementation uses Erlang's :array module for efficient memory usage.
Generally faster than the matrix-based approach for longer strings.
Examples
iex> ExNlp.Similarity.levenshtein_tabulated("kitten", "sitting")
3

iex> ExNlp.Similarity.levenshtein_tabulated("house", "horses")
2

  



  
    
      
    
    
      longest_common_subsequence(s1, s2)



        
          
        

    

  


  

      

          @spec longest_common_subsequence(String.t(), String.t()) :: non_neg_integer()


      


Finds the length of the longest common subsequence (LCS) between two strings.
A subsequence is a sequence that can be derived from another sequence by
deleting some elements without changing the order.
Examples
iex> ExNlp.Similarity.longest_common_subsequence("ABCDGH", "AEDFHR")
3

iex> ExNlp.Similarity.longest_common_subsequence("AGGTAB", "GXTXAYB")
4

  


        

      


  

    
ExNlp.Snowball 
    



      
Unified interface for Snowball stemming algorithms.
This module provides a consistent API for stemming words across multiple languages.
Supported Languages
	:english - English stemming using Porter2 algorithm
	:spanish - Spanish stemming
	:portuguese - Portuguese stemming
	:french - French stemming
	:german - German stemming
	:italian - Italian stemming
	:polish - Polish stemming

Examples
iex> ExNlp.Snowball.stem("running", :english)
"run"

iex> ExNlp.Snowball.stem("caminando", :spanish)
"camin"

iex> ExNlp.Snowball.stem("the", :english, ignore_stopwords: true)
"the"

iex> ExNlp.Snowball.stem("running", :english, ignore_stopwords: false)
"run"

      


      
        Summary


  
    Functions
  


    
      
        stem(word, language, opts \\ [])

      


        Stems a word in the specified language.



    


    
      
        stem_words(words, language, opts \\ [])

      


        Stems multiple words.



    


    
      
        supported?(language)

      


        Checks if a language is supported.



    


    
      
        supported_languages()

      


        Returns the list of supported languages.



    





      


      
        Functions


        


    

  
    
      
    
    
      stem(word, language, opts \\ [])



        
          
        

    

  


  

Stems a word in the specified language.
Arguments
	word - The word to stem (string)
	language - The language atom (:english, :spanish, etc.)
	opts - Keyword list of options	ignore_stopwords - If true, returns stopwords unchanged (default: false)



Returns
The stemmed word as a string.
Examples
iex> ExNlp.Snowball.stem("running", :english)
"run"

iex> ExNlp.Snowball.stem("beautifully", :english)
"beauti"

  



    

  
    
      
    
    
      stem_words(words, language, opts \\ [])



        
          
        

    

  


  

Stems multiple words.
Examples
iex> ExNlp.Snowball.stem_words(["running", "jumping"], :english)
["run", "jump"]

  



  
    
      
    
    
      supported?(language)



        
          
        

    

  


  

Checks if a language is supported.
Examples
iex> ExNlp.Snowball.supported?(:english)
true

iex> ExNlp.Snowball.supported?(:japanese)
false

  



  
    
      
    
    
      supported_languages()



        
          
        

    

  


  

Returns the list of supported languages.
Examples
iex> ExNlp.Snowball.supported_languages()
[:english, :spanish, :portuguese, :french, :german, :italian, :polish]

  


        

      


  

    
ExNlp.Snowball.English 
    



      
English Snowball stemmer (Porter2 algorithm).
Optimized implementation with:
	Binary pattern matching for suffix checks
	Cached computations (lengths, graphemes, regions)
	Reduced string allocations
	More efficient character checking

Based on the NLTK implementation and the official Snowball algorithm:
http://snowball.tartarus.org/algorithms/english/stemmer.html

      




  

    
ExNlp.Snowball.French 
    



      
French stemming algorithm.
Implementation of the French Snowball stemmer following the algorithm
described at http://snowballstem.org/algorithms/french/stemmer.html

      


      
        Summary


  
    Functions
  


    
      
        stem(word)

      


        Stems a French word.



    


    
      
        vowels()

      


        Callback implementation for ExNlp.Snowball.Stemmer.vowels/0.



    





      


      
        Functions


        


  
    
      
    
    
      stem(word)



        
          
        

    

  


  

Stems a French word.
Examples
iex> ExNlp.Snowball.French.stem("contournement")
"contourn"

iex> ExNlp.Snowball.French.stem("continuellement")
"continuel"

  



  
    
      
    
    
      vowels()



        
          
        

    

  


  

Callback implementation for ExNlp.Snowball.Stemmer.vowels/0.

  


        

      


  

    
ExNlp.Snowball.German 
    



      
German Snowball stemmer.
Implementation based on the NLTK Snowball algorithm:
http://snowball.tartarus.org/algorithms/german/stemmer.html

      




  

    
ExNlp.Snowball.Italian 
    



      
Italian stemming algorithm.
Implementation of the Italian Snowball stemmer.

      


      
        Summary


  
    Functions
  


    
      
        stem(word)

      


        Stems an Italian word.



    


    
      
        vowels()

      


        Callback implementation for ExNlp.Snowball.Stemmer.vowels/0.



    





      


      
        Functions


        


  
    
      
    
    
      stem(word)



        
          
        

    

  


  

Stems an Italian word.

  



  
    
      
    
    
      vowels()



        
          
        

    

  


  

Callback implementation for ExNlp.Snowball.Stemmer.vowels/0.

  


        

      


  

    
ExNlp.Snowball.Polish 
    



      
Polish stemming algorithm.
Implementation of the Polish Snowball stemmer.

      


      
        Summary


  
    Functions
  


    
      
        stem(word)

      


        Stems a Polish word.



    


    
      
        vowels()

      


        Callback implementation for ExNlp.Snowball.Stemmer.vowels/0.



    





      


      
        Functions


        


  
    
      
    
    
      stem(word)



        
          
        

    

  


  

Stems a Polish word.

  



  
    
      
    
    
      vowels()



        
          
        

    

  


  

Callback implementation for ExNlp.Snowball.Stemmer.vowels/0.

  


        

      


  

    
ExNlp.Snowball.Portuguese 
    



      
Portuguese stemming algorithm.
Optimized implementation with minimal optimizations (Unicode-safe):
	Cached string length computations to avoid redundant calls
	Reduced duplicate String.length calls within functions

Note: Uses String.length/String.slice instead of byte_size/:binary.part
to properly handle Unicode characters like ã, õ, ç, á, é, í, ó, ú, â, ê, ô.
Strategy: Keep original structure, only cache repeated computations.

      


      
        Summary


  
    Functions
  


    
      
        stem(word)

      


        Stems a Portuguese word.



    


    
      
        vowels()

      


        Callback implementation for ExNlp.Snowball.Stemmer.vowels/0.



    





      


      
        Functions


        


  
    
      
    
    
      stem(word)



        
          
        

    

  


  

Stems a Portuguese word.
Examples
iex> ExNlp.Snowball.Portuguese.stem("bonita")
"bonit"

iex> ExNlp.Snowball.Portuguese.stem("corrência")
"corr"

  



  
    
      
    
    
      vowels()



        
          
        

    

  


  

Callback implementation for ExNlp.Snowball.Stemmer.vowels/0.

  


        

      


  

    
ExNlp.Snowball.Spanish 
    



      
Spanish stemming algorithm.
Implementation of the Spanish Snowball stemmer following the algorithm
described at http://snowballstem.org/algorithms/spanish/stemmer.html

      


      
        Summary


  
    Functions
  


    
      
        stem(word)

      


        Stems a Spanish word.



    


    
      
        vowels()

      


        Callback implementation for ExNlp.Snowball.Stemmer.vowels/0.



    





      


      
        Functions


        


  
    
      
    
    
      stem(word)



        
          
        

    

  


  

Stems a Spanish word.
Examples
iex> ExNlp.Snowball.Spanish.stem("caminando")
"camin"

iex> ExNlp.Snowball.Spanish.stem("bonitas")
"bonit"

  



  
    
      
    
    
      vowels()



        
          
        

    

  


  

Callback implementation for ExNlp.Snowball.Stemmer.vowels/0.

  


        

      


  

    
ExNlp.Snowball.Stemmer behaviour
    



      
Behavior for all Snowball stemmers.
Each language-specific stemmer implements this behavior to provide
consistent stemming functionality.

      


      
        Summary


  
    Callbacks
  


    
      
        stem(word)

      


        Stems a word using the language-specific algorithm.



    


    
      
        vowels()

      


        Returns the vowels for the language.



    





  
    Functions
  


    
      
        consonant?(char, vowels)

      


        Checks if a character is a consonant.



    


    
      
        contains?(word, substr)

      


        Checks if a substring exists in a word.



    


    
      
        ends_with?(word, suffix)

      


        Checks if a word ends with a given suffix.



    


    
      
        followed_by_vowel?(word, pos, vowels)

      


        Checks if a character at a given position is followed by a vowel.



    


    
      
        in_r1?(pos, r1_start)

      


        Checks if a position is within the R1 region.



    


    
      
        preceded_by_vowel?(word, pos, vowels)

      


        Checks if a character at a given position is preceded by a vowel.



    


    
      
        r1(word, vowels)

      


        Detects the R1 region in a word.



    


    
      
        r2(word, vowels)

      


        Detects the R2 region in a word.



    


    
      
        remove_suffix(word, suffix)

      


        Removes a suffix from a word.



    


    
      
        replace_suffix(word, old_suffix, new_suffix)

      


        Replaces a suffix with another.



    


    
      
        rv_standard(word, vowels)

      


        Standard RV region for Romance languages (Portuguese, Spanish, Italian, Romanian).



    


    
      
        short?(word, vowels)

      


        Gets the short-form measure of a word.



    


    
      
        vowel?(char, vowels)

      


        Checks if a character is a vowel.



    





      


      
        Callbacks


        


  
    
      
    
    
      stem(word)



        
          
        

    

  


  

      

          @callback stem(word :: String.t()) :: String.t()


      


Stems a word using the language-specific algorithm.
Returns the stemmed form of the word.

  



  
    
      
    
    
      vowels()



        
          
        

    

  


  

      

          @callback vowels() :: String.t()


      


Returns the vowels for the language.
Used for region detection in the stemming algorithm.

  


        

      

      
        Functions


        


  
    
      
    
    
      consonant?(char, vowels)



        
          
        

    

  


  

Checks if a character is a consonant.

  



  
    
      
    
    
      contains?(word, substr)



        
          
        

    

  


  

Checks if a substring exists in a word.

  



  
    
      
    
    
      ends_with?(word, suffix)



        
          
        

    

  


  

Checks if a word ends with a given suffix.

  



  
    
      
    
    
      followed_by_vowel?(word, pos, vowels)



        
          
        

    

  


  

Checks if a character at a given position is followed by a vowel.

  



  
    
      
    
    
      in_r1?(pos, r1_start)



        
          
        

    

  


  

Checks if a position is within the R1 region.

  



  
    
      
    
    
      preceded_by_vowel?(word, pos, vowels)



        
          
        

    

  


  

Checks if a character at a given position is preceded by a vowel.

  



  
    
      
    
    
      r1(word, vowels)



        
          
        

    

  


  

Detects the R1 region in a word.
R1 is the region after the first consonant following a vowel.

  



  
    
      
    
    
      r2(word, vowels)



        
          
        

    

  


  

Detects the R2 region in a word.
R2 is the region after the first consonant following a vowel in R1.

  



  
    
      
    
    
      remove_suffix(word, suffix)



        
          
        

    

  


  

Removes a suffix from a word.

  



  
    
      
    
    
      replace_suffix(word, old_suffix, new_suffix)



        
          
        

    

  


  

Replaces a suffix with another.

  



  
    
      
    
    
      rv_standard(word, vowels)



        
          
        

    

  


  

Standard RV region for Romance languages (Portuguese, Spanish, Italian, Romanian).
If the second letter is a consonant, RV is the region after the next following vowel.
If the first two letters are vowels, RV is the region after the next following consonant.
Otherwise, RV is the region after the third letter.

  



  
    
      
    
    
      short?(word, vowels)



        
          
        

    

  


  

Gets the short-form measure of a word.
A short form in a word is either:
	A vowel followed by a non-vowel (other than w, x, Y)
	A consonant followed by a vowel and a non-vowel


  



  
    
      
    
    
      vowel?(char, vowels)



        
          
        

    

  


  

Checks if a character is a vowel.

  


        

      


  

    
ExNlp.Statistics 
    



      
Corpus-level term statistics.
This module provides functions for calculating various statistics about
terms in documents and corpora, useful for search engine analysis.
Examples
# Term frequency in a document
iex> ExNlp.Statistics.term_frequency("cat", ["the", "cat", "sat", "on", "the", "mat"])
1

# Document frequency in a corpus
iex> corpus = [["cat", "dog"], ["cat", "bird"], ["dog", "fish"]]
iex> ExNlp.Statistics.document_frequency("cat", corpus)
2

# Most frequent terms
iex> corpus = [["cat", "dog"], ["cat", "cat"], ["dog"]]
iex> ExNlp.Statistics.most_frequent(corpus, 2)
[{"cat", 3}, {"dog", 2}]

      


      
        Summary


  
    Types
  


    
      
        corpus()

      


        A corpus is a list of documents



    


    
      
        document()

      


        A document is a list of tokens



    


    
      
        token()

      


        A token can be a string



    





  
    Functions
  


    
      
        average_document_length(corpus)

      


        Calculates the average document length (number of tokens) in a corpus.



    


    
      
        collection_frequency(term, corpus)

      


        Counts the total number of occurrences of a term across all documents in a corpus.



    


    
      
        document_frequency(term, corpus)

      


        Counts the number of documents containing a term in a corpus.



    


    
      
        most_frequent(corpus, n)

      


        Returns the top N most frequent terms in a corpus.



    


    
      
        term_frequency(term, document)

      


        Counts the number of occurrences of a term in a document.



    


    
      
        term_statistics(term, corpus)

      


        Returns comprehensive statistics for a term in a corpus.



    


    
      
        vocabulary_size(corpus)

      


        Returns the number of unique terms in a corpus.



    





      


      
        Types


        


  
    
      
    
    
      corpus()



        
          
        

    

  


  

      

          @type corpus() :: [document()]


      


A corpus is a list of documents

  



  
    
      
    
    
      document()



        
          
        

    

  


  

      

          @type document() :: [token()]


      


A document is a list of tokens

  



  
    
      
    
    
      token()



        
          
        

    

  


  

      

          @type token() :: String.t()


      


A token can be a string

  


        

      

      
        Functions


        


  
    
      
    
    
      average_document_length(corpus)



        
          
        

    

  


  

      

          @spec average_document_length(corpus()) :: float()


      


Calculates the average document length (number of tokens) in a corpus.
Examples
iex> corpus = [["cat", "dog"], ["cat"], ["dog", "fish", "bird"]]
iex> ExNlp.Statistics.average_document_length(corpus)
2.0

  



  
    
      
    
    
      collection_frequency(term, corpus)



        
          
        

    

  


  

      

          @spec collection_frequency(String.t(), corpus()) :: non_neg_integer()


      


Counts the total number of occurrences of a term across all documents in a corpus.
Examples
iex> corpus = [["cat", "dog"], ["cat", "cat"], ["dog"]]
iex> ExNlp.Statistics.collection_frequency("cat", corpus)
3

  



  
    
      
    
    
      document_frequency(term, corpus)



        
          
        

    

  


  

      

          @spec document_frequency(String.t(), corpus()) :: non_neg_integer()


      


Counts the number of documents containing a term in a corpus.
Examples
iex> corpus = [["cat", "dog"], ["cat", "bird"], ["dog", "fish"]]
iex> ExNlp.Statistics.document_frequency("cat", corpus)
2

iex> corpus = [["cat", "dog"], ["cat", "bird"], ["dog", "fish"]]
iex> ExNlp.Statistics.document_frequency("bird", corpus)
1

  



  
    
      
    
    
      most_frequent(corpus, n)



        
          
        

    

  


  

      

          @spec most_frequent(corpus(), non_neg_integer()) :: [{String.t(), non_neg_integer()}]


      


Returns the top N most frequent terms in a corpus.
Returns a list of {term, count} tuples sorted by frequency (descending).
Examples
iex> corpus = [["cat", "dog"], ["cat", "cat"], ["dog"]]
iex> ExNlp.Statistics.most_frequent(corpus, 2)
[{"cat", 3}, {"dog", 2}]

  



  
    
      
    
    
      term_frequency(term, document)



        
          
        

    

  


  

      

          @spec term_frequency(String.t(), document()) :: non_neg_integer()


      


Counts the number of occurrences of a term in a document.
Examples
iex> ExNlp.Statistics.term_frequency("cat", ["the", "cat", "sat", "on", "the", "mat"])
1

iex> ExNlp.Statistics.term_frequency("the", ["the", "cat", "sat", "on", "the", "mat"])
2

  



  
    
      
    
    
      term_statistics(term, corpus)



        
          
        

    

  


  

      

          @spec term_statistics(String.t(), corpus()) :: %{
  term_frequency: float(),
  document_frequency: non_neg_integer(),
  collection_frequency: non_neg_integer(),
  documents: [non_neg_integer()]
}


      


Returns comprehensive statistics for a term in a corpus.
Returns a map with:
	:term_frequency - Average TF across documents containing the term
	:document_frequency - Number of documents containing the term
	:collection_frequency - Total occurrences in corpus
	:documents - List of document indices containing the term

Examples
iex> corpus = [["cat", "dog"], ["cat", "cat"], ["dog"]]
iex> stats = ExNlp.Statistics.term_statistics("cat", corpus)
iex> stats[:document_frequency]
2
iex> stats[:collection_frequency]
3

  



  
    
      
    
    
      vocabulary_size(corpus)



        
          
        

    

  


  

      

          @spec vocabulary_size(corpus()) :: non_neg_integer()


      


Returns the number of unique terms in a corpus.
Examples
iex> corpus = [["cat", "dog"], ["cat", "bird"], ["dog"]]
iex> ExNlp.Statistics.vocabulary_size(corpus)
3

  


        

      


  

    
ExNlp.Stopwords 
    



      
Stopword detection and management for multiple languages.
This module provides functionality to check, list, and manage stopwords
in various languages. Stopwords are loaded from files in priv/stopwords/
and cached in-memory using ETS for efficient access.
New stopwords can be added at runtime using add_stop_word/2.

      


      
        Summary


  
    Types
  


    
      
        language()

      


        Supported language atoms



    


    
      
        token()

      


        A token struct



    





  
    Functions
  


    
      
        add_stop_word(lang, word)

      


        Adds a new stop word to the specified language's stop words set.



    


    
      
        clear_cache()

      


        Clears the stop words cache, forcing reload from files.



    


    
      
        get_stop_words(lang)

      


        Returns a MapSet of stop words for the specified language.



    


    
      
        is_stopword?(word, language)

      


        Checks if a word is a stopword in the given language.



    


    
      
        list(language)

      


        Gets the complete list of stopwords for a language.



    


    
      
        remove(items, language)

      


        Removes stopwords from a list of words or tokens.



    


    
      
        supported_languages()

      


        Returns the list of supported languages.



    





      


      
        Types


        


  
    
      
    
    
      language()



        
          
        

    

  


  

      

          @type language() :: atom()


      


Supported language atoms

  



  
    
      
    
    
      token()



        
          
        

    

  


  

      

          @type token() :: ExNlp.Token.t()


      


A token struct

  


        

      

      
        Functions


        


  
    
      
    
    
      add_stop_word(lang, word)



        
          
        

    

  


  

      

          @spec add_stop_word(language(), String.t()) :: :ok


      


Adds a new stop word to the specified language's stop words set.
Updates the in-memory cache (does not persist to file).
Examples
iex> ExNlp.Stopwords.add_stop_word(:english, "custom")
:ok
iex> ExNlp.Stopwords.get_stop_words(:english) |> MapSet.member?("custom")
true

  



  
    
      
    
    
      clear_cache()



        
          
        

    

  


  

      

          @spec clear_cache() :: :ok


      


Clears the stop words cache, forcing reload from files.
Examples
iex> ExNlp.Stopwords.clear_cache()
:ok

  



  
    
      
    
    
      get_stop_words(lang)



        
          
        

    

  


  

      

          @spec get_stop_words(language()) :: MapSet.t(String.t())


      


Returns a MapSet of stop words for the specified language.
Loads from cache or file if not already cached.
Examples
iex> stopwords = ExNlp.Stopwords.get_stop_words(:english)
iex> MapSet.member?(stopwords, "the")
true

  



  
    
      
    
    
      is_stopword?(word, language)



        
          
        

    

  


  

      

          @spec is_stopword?(String.t(), language()) :: boolean()


      


Checks if a word is a stopword in the given language.
Arguments
	word - The word to check (will be lowercased)
	language - The language atom

Returns
true if the word is a stopword, false otherwise.
Examples
iex> ExNlp.Stopwords.is_stopword?("the", :english)
true

iex> ExNlp.Stopwords.is_stopword?("running", :english)
false

  



  
    
      
    
    
      list(language)



        
          
        

    

  


  

      

          @spec list(language()) :: [String.t()]


      


Gets the complete list of stopwords for a language.
Examples
iex> stopwords = ExNlp.Stopwords.list(:english)
iex> Enum.member?(stopwords, "the")
true

  



  
    
      
    
    
      remove(items, language)



        
          
        

    

  


  

      

          @spec remove([String.t() | token()], language()) :: [String.t() | token()]


      


Removes stopwords from a list of words or tokens.
Supports both lists of strings and lists of Token structs.
Examples
# With strings
iex> words = ["the", "quick", "brown", "fox", "the"]
iex> ExNlp.Stopwords.remove(words, :english)
["quick", "brown", "fox"]

# With tokens
iex> tokens = [%ExNlp.Token{text: "the"}, %ExNlp.Token{text: "quick"}]
iex> ExNlp.Stopwords.remove(tokens, :english)
[%ExNlp.Token{text: "quick"}]

  



  
    
      
    
    
      supported_languages()



        
          
        

    

  


  

      

          @spec supported_languages() :: [language()]


      


Returns the list of supported languages.
Examples
iex> languages = ExNlp.Stopwords.supported_languages()
iex> :english in languages
true

  


        

      


  

    
ExNlp.Token 
    



      
Token struct representing a single token in text.
A token contains the text content along with optional position and offset
information for tracking the token's location in the original text.
Fields
	text (required): The token text content
	position (optional, default: 0): The token's position in the tokenized sequence
	start_offset (optional, default: 0): The starting byte offset in the original text
	end_offset (optional, default: 0): The ending byte offset in the original text

Examples
# Create a token with just text
iex> %ExNlp.Token{text: "hello"}
%ExNlp.Token{text: "hello", position: 0, start_offset: 0, end_offset: 0}

# Create a token with all fields
iex> %ExNlp.Token{text: "hello", position: 1, start_offset: 6, end_offset: 11}
%ExNlp.Token{text: "hello", position: 1, start_offset: 6, end_offset: 11}

# Pattern matching
iex> token = %ExNlp.Token{text: "hello", position: 0}
iex> token.text
"hello"

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        from_map(map)

      


        Creates a token from a map (for backward compatibility during migration).



    


    
      
        to_map(token)

      


        Converts a token to a map (for backward compatibility if needed).



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %ExNlp.Token{
  end_offset: non_neg_integer(),
  position: non_neg_integer(),
  start_offset: non_neg_integer(),
  text: String.t()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      from_map(map)



        
          
        

    

  


  

      

          @spec from_map(map()) :: t()


      


Creates a token from a map (for backward compatibility during migration).
Allows creating a token from maps that may have :text and optionally
position/offset fields.
Examples
iex> ExNlp.Token.from_map(%{text: "hello"})
%ExNlp.Token{text: "hello", position: 0, start_offset: 0, end_offset: 0}

iex> ExNlp.Token.from_map(%{text: "hello", position: 1})
%ExNlp.Token{text: "hello", position: 1, start_offset: 0, end_offset: 0}

  



  
    
      
    
    
      to_map(token)



        
          
        

    

  


  

      

          @spec to_map(t()) :: map()


      


Converts a token to a map (for backward compatibility if needed).
Examples
iex> token = %ExNlp.Token{text: "hello", position: 1}
iex> ExNlp.Token.to_map(token)
%{text: "hello", position: 1, start_offset: 0, end_offset: 0}

  


        

      


  

    
ExNlp.Tokenizer 
    



      
Unified API for text tokenization, inspired by NLTK's tokenization package.
This module provides convenient top-level functions for common tokenization tasks,
similar to NLTK's word_tokenize(), wordpunct_tokenize(), etc.
For more control, use the specific tokenizer modules directly:
	ExNlp.Tokenizer.Standard - Standard word tokenizer
	ExNlp.Tokenizer.Whitespace - Whitespace-only tokenizer
	ExNlp.Tokenizer.Regex - Regex-based tokenizer
	ExNlp.Tokenizer.Ngram - Character n-gram tokenizer
	ExNlp.Tokenizer.Keyword - Keyword (whole-text) tokenizer

Examples
# Quick tokenization - returns just text strings (like NLTK)
iex> ExNlp.Tokenizer.word_tokenize("Hello, world!")
["Hello", "world"]

# Full tokenization - returns tokens with offsets
iex> ExNlp.Tokenizer.tokenize("Hello, world!")
[
  %ExNlp.Token{text: "Hello", position: 0, start_offset: 0, end_offset: 5},
  %ExNlp.Token{text: "world", position: 1, start_offset: 7, end_offset: 12}
]

# Get spans (offsets) like NLTK's span_tokenize
iex> ExNlp.Tokenizer.span_tokenize("Hello, world!")
[{0, 5}, {7, 12}]

# Use specific tokenizers
iex> ExNlp.Tokenizer.Whitespace.tokenize("Hello, world!")
[
  %ExNlp.Token{text: "Hello,", position: 0, start_offset: 0, end_offset: 6},
  %ExNlp.Token{text: "world!", position: 1, start_offset: 7, end_offset: 13}
]
Reference: https://www.nltk.org/api/nltk.tokenize.html

      


      
        Summary


  
    Types
  


    
      
        span()

      


    


    
      
        token()

      


    





  
    Functions
  


    
      
        keyword(text)

      


        Tokenizes using keyword tokenizer (treats entire input as single token).



    


    
      
        keyword_text(text)

      


        Tokenizes using keyword tokenizer and returns just the text string.



    


    
      
        ngram(text, min_gram \\ 2, max_gram \\ 3)

      


        Tokenizes using n-gram tokenizer.



    


    
      
        ngram_text(text, min_gram \\ 2, max_gram \\ 3)

      


        Tokenizes using n-gram tokenizer and returns just the text strings.



    


    
      
        regex(text, pattern)

      


        Tokenizes using regex tokenizer.



    


    
      
        regexp_tokenize(text, pattern)

      


        Tokenizes text using a regex pattern.



    


    
      
        span_tokenize(text)

      


        Returns spans (start_offset, end_offset) for tokens.



    


    
      
        standard(text)

      


        Tokenizes using standard tokenizer.



    


    
      
        tokenize(text)

      


        Tokenizes text using the standard tokenizer (default).



    


    
      
        whitespace(text)

      


        Tokenizes using whitespace tokenizer.



    


    
      
        word_tokenize(text)

      


        Tokenizes text and returns just the text strings (no offsets).



    


    
      
        wordpunct_tokenize(text)

      


        Tokenizes text using whitespace-only tokenizer.



    





      


      
        Types


        


  
    
      
    
    
      span()



        
          
        

    

  


  

      

          @type span() :: ExNlp.Tokenizer.Base.span()


      



  



  
    
      
    
    
      token()



        
          
        

    

  


  

      

          @type token() :: ExNlp.Tokenizer.Base.token()


      



  


        

      

      
        Functions


        


  
    
      
    
    
      keyword(text)



        
          
        

    

  


  

      

          @spec keyword(String.t()) :: [token()]


      


Tokenizes using keyword tokenizer (treats entire input as single token).

  



  
    
      
    
    
      keyword_text(text)



        
          
        

    

  


  

      

          @spec keyword_text(String.t()) :: [String.t()]


      


Tokenizes using keyword tokenizer and returns just the text string.

  



    

    

  
    
      
    
    
      ngram(text, min_gram \\ 2, max_gram \\ 3)



        
          
        

    

  


  

      

          @spec ngram(String.t(), pos_integer(), pos_integer()) :: [token()]


      


Tokenizes using n-gram tokenizer.
Arguments
	text - The text to tokenize
	min_gram - Minimum n-gram size (default: 2)
	max_gram - Maximum n-gram size (default: 3)


  



    

    

  
    
      
    
    
      ngram_text(text, min_gram \\ 2, max_gram \\ 3)



        
          
        

    

  


  

      

          @spec ngram_text(String.t(), pos_integer(), pos_integer()) :: [String.t()]


      


Tokenizes using n-gram tokenizer and returns just the text strings.
Arguments
	text - The text to tokenize
	min_gram - Minimum n-gram size (default: 2)
	max_gram - Maximum n-gram size (default: 3)


  



  
    
      
    
    
      regex(text, pattern)



        
          
        

    

  


  

      

          @spec regex(String.t(), ExNlp.Tokenizer.Regex.t() | String.t()) :: [token()]


      


Tokenizes using regex tokenizer.
Arguments
	text - The text to tokenize
	pattern - A regex pattern or string to match tokens


  



  
    
      
    
    
      regexp_tokenize(text, pattern)



        
          
        

    

  


  

      

          @spec regexp_tokenize(String.t(), ExNlp.Tokenizer.Regex.t() | String.t()) :: [
  String.t()
]


      


Tokenizes text using a regex pattern.
Similar to NLTK's regexp_tokenize() function.
Examples
iex> ExNlp.Tokenizer.regexp_tokenize("Hello123 world456", "\\w+")
["Hello123", "world456"]

iex> ExNlp.Tokenizer.regexp_tokenize("abc def ghi", "[a-c]+")
["abc"]

  



  
    
      
    
    
      span_tokenize(text)



        
          
        

    

  


  

      

          @spec span_tokenize(String.t()) :: [span()]


      


Returns spans (start_offset, end_offset) for tokens.
Similar to NLTK's span_tokenize() method. Useful for aligning tokens
with the original text.
Examples
iex> ExNlp.Tokenizer.span_tokenize("Hello, world!")
[{0, 5}, {7, 12}]

  



  
    
      
    
    
      standard(text)



        
          
        

    

  


  

      

          @spec standard(String.t()) :: [token()]


      


Tokenizes using standard tokenizer.

  



  
    
      
    
    
      tokenize(text)



        
          
        

    

  


  

      

          @spec tokenize(String.t()) :: [token()]


      


Tokenizes text using the standard tokenizer (default).
Similar to NLTK's word_tokenize() - splits on whitespace and punctuation,
converting to lowercase. This is the recommended general-purpose tokenizer.
Examples
iex> ExNlp.Tokenizer.tokenize("Hello, world!")
[
  %ExNlp.Token{text: "Hello", position: 0, start_offset: 0, end_offset: 5},
  %ExNlp.Token{text: "world", position: 1, start_offset: 7, end_offset: 12}
]

  



  
    
      
    
    
      whitespace(text)



        
          
        

    

  


  

      

          @spec whitespace(String.t()) :: [token()]


      


Tokenizes using whitespace tokenizer.

  



  
    
      
    
    
      word_tokenize(text)



        
          
        

    

  


  

      

          @spec word_tokenize(String.t()) :: [String.t()]


      


Tokenizes text and returns just the text strings (no offsets).
Similar to NLTK's word_tokenize() function which returns a list of strings.
This is a convenience wrapper around tokenize/1.
Examples
iex> ExNlp.Tokenizer.word_tokenize("Hello, world!")
["Hello", "world"]

  



  
    
      
    
    
      wordpunct_tokenize(text)



        
          
        

    

  


  

      

          @spec wordpunct_tokenize(String.t()) :: [String.t()]


      


Tokenizes text using whitespace-only tokenizer.
Preserves punctuation within tokens. Similar to NLTK's WhitespaceTokenizer.
Examples
iex> ExNlp.Tokenizer.wordpunct_tokenize("Hello, world!")
["Hello,", "world!"]

  


        

      


  

    
ExNlp.Tokenizer.Base 
    



      
Base module for tokenizer implementations.
Defines common types and helper functions for tokenizers.

      


      
        Summary


  
    Types
  


    
      
        span()

      


        A span representing the start and end offsets of a token



    


    
      
        token()

      


        A token with text, position, and offset information



    





  
    Functions
  


    
      
        tokens_to_spans(tokens)

      


        Converts tokens to spans (start_offset, end_offset tuples).



    


    
      
        tokens_to_texts(tokens)

      


        Extracts just the text from tokens.



    





      


      
        Types


        


  
    
      
    
    
      span()



        
          
        

    

  


  

      

          @type span() :: {non_neg_integer(), non_neg_integer()}


      


A span representing the start and end offsets of a token

  



  
    
      
    
    
      token()



        
          
        

    

  


  

      

          @type token() :: ExNlp.Token.t()


      


A token with text, position, and offset information

  


        

      

      
        Functions


        


  
    
      
    
    
      tokens_to_spans(tokens)



        
          
        

    

  


  

      

          @spec tokens_to_spans([token()]) :: [span()]


      


Converts tokens to spans (start_offset, end_offset tuples).
Similar to NLTK's span_tokenize method.

  



  
    
      
    
    
      tokens_to_texts(tokens)



        
          
        

    

  


  

      

          @spec tokens_to_texts([token()]) :: [String.t()]


      


Extracts just the text from tokens.

  


        

      


  

    
ExNlp.Tokenizer.Exceptions 
    



      
Tokenizer exceptions - special case handling for contractions, abbreviations, etc.
Similar to spaCy's tokenizer_exceptions.py, which contains hard-coded rules
for words that should be tokenized in a specific way.
Examples: "can't" -> ["can", "'t"], "U.K." -> ["U.K."], "don't" -> ["do", "n't"]
Reference: https://spacy.io/usage/linguistic-features#tokenization

      


      
        Summary


  
    Functions
  


    
      
        add(word, parts, language \\ :english)

      


        Adds a custom exception for a language.



    


    
      
        all(language \\ :english)

      


        Returns all exceptions for a language.



    


    
      
        clear(language \\ :english)

      


        Clears all runtime-added exceptions for a language.



    


    
      
        clear_all()

      


        Clears all runtime-added exceptions for all languages.



    


    
      
        lookup(word, language \\ :english)

      


        Checks if a word is a tokenizer exception.



    


    
      
        remove(word, language \\ :english)

      


        Removes a custom exception for a language.



    





      


      
        Functions


        


    

  
    
      
    
    
      add(word, parts, language \\ :english)


        (since 0.1.0)


        
          
        

    

  


  

      

          @spec add(String.t(), [String.t()], atom()) :: :ok


      


Adds a custom exception for a language.
Stores the exception in an ETS table. Runtime-added exceptions take precedence
over static exceptions. The exception is stored in-memory and persists for the
lifetime of the application (until removed or the application stops).
Examples
iex> ExNlp.Tokenizer.Exceptions.add("gonna", ["gon", "na"], :english)
:ok
iex> ExNlp.Tokenizer.Exceptions.lookup("gonna", :english)
["gon", "na"]
iex> ExNlp.Tokenizer.Exceptions.add("ain't", ["ai", "n't"], :english)
:ok

  



    

  
    
      
    
    
      all(language \\ :english)


        (since 0.1.0)


        
          
        

    

  


  

      

          @spec all(atom()) :: map()


      


Returns all exceptions for a language.
Includes both static exceptions and runtime-added exceptions from ETS.

  



    

  
    
      
    
    
      clear(language \\ :english)


        (since 0.1.0)


        
          
        

    

  


  

      

          @spec clear(atom()) :: :ok


      


Clears all runtime-added exceptions for a language.
Static exceptions remain unchanged.
Examples
iex> ExNlp.Tokenizer.Exceptions.clear(:english)
:ok

  



  
    
      
    
    
      clear_all()


        (since 0.1.0)


        
          
        

    

  


  

      

          @spec clear_all() :: :ok


      


Clears all runtime-added exceptions for all languages.
Static exceptions remain unchanged.

  



    

  
    
      
    
    
      lookup(word, language \\ :english)


        (since 0.1.0)


        
          
        

    

  


  

      

          @spec lookup(String.t(), atom()) :: [String.t()] | nil


      


Checks if a word is a tokenizer exception.
Returns the list of token parts if it's an exception, nil otherwise.
Checks ETS table first (for runtime-added exceptions), then falls back to
static exceptions map.

  



    

  
    
      
    
    
      remove(word, language \\ :english)


        (since 0.1.0)


        
          
        

    

  


  

      

          @spec remove(String.t(), atom()) :: :ok


      


Removes a custom exception for a language.
Only removes runtime-added exceptions from ETS, not static exceptions.
Examples
iex> ExNlp.Tokenizer.Exceptions.add("gonna", ["gon", "na"], :english)
:ok
iex> ExNlp.Tokenizer.Exceptions.remove("gonna", :english)
:ok
iex> ExNlp.Tokenizer.Exceptions.lookup("gonna", :english)
nil

  


        

      


  

    
ExNlp.Tokenizer.Keyword 
    



      
Keyword tokenizer - treats entire input as a single token.
Useful for exact match searches. Similar to keyword tokenizers in NLTK.
Examples
iex> ExNlp.Tokenizer.Keyword.tokenize("Hello world")
[%ExNlp.Token{text: "Hello world", position: 0, start_offset: 0, end_offset: 11}]

iex> ExNlp.Tokenizer.Keyword.span_tokenize("Hello world")
[{0, 11}]

      


      
        Summary


  
    Types
  


    
      
        span()

      


    


    
      
        token()

      


    





  
    Functions
  


    
      
        span_tokenize(text)

      


        Returns spans (start_offset, end_offset) for tokens.



    


    
      
        tokenize(text)

      


        Tokenizes text by treating the entire input as a single token.



    


    
      
        tokenize_text(text)

      


        Tokenizes text and returns just the text strings (no Token structs).



    





      


      
        Types


        


  
    
      
    
    
      span()



        
          
        

    

  


  

      

          @type span() :: ExNlp.Tokenizer.Base.span()


      



  



  
    
      
    
    
      token()



        
          
        

    

  


  

      

          @type token() :: ExNlp.Tokenizer.Base.token()


      



  


        

      

      
        Functions


        


  
    
      
    
    
      span_tokenize(text)



        
          
        

    

  


  

      

          @spec span_tokenize(String.t()) :: [span()]


      


Returns spans (start_offset, end_offset) for tokens.
Similar to NLTK's span_tokenize method.

  



  
    
      
    
    
      tokenize(text)



        
          
        

    

  


  

      

          @spec tokenize(String.t()) :: [token()]


      


Tokenizes text by treating the entire input as a single token.

  



  
    
      
    
    
      tokenize_text(text)



        
          
        

    

  


  

      

          @spec tokenize_text(String.t()) :: [String.t()]


      


Tokenizes text and returns just the text strings (no Token structs).
Returns a single-element list with the entire input text.
Examples
iex> ExNlp.Tokenizer.Keyword.tokenize_text("Hello world")
["Hello world"]

  


        

      


  

    
ExNlp.Tokenizer.Ngram 
    



      
Character n-gram tokenizer - generates character-level n-grams.
Useful for fuzzy matching and approximate string matching. Similar to
character n-gram tokenizers used in various NLP libraries.
Examples
iex> ExNlp.Tokenizer.Ngram.tokenize("hello", 2, 2)
[
  %ExNlp.Token{text: "he", position: 0, start_offset: 0, end_offset: 2},
  %ExNlp.Token{text: "el", position: 1, start_offset: 1, end_offset: 3},
  %ExNlp.Token{text: "ll", position: 2, start_offset: 2, end_offset: 4},
  %ExNlp.Token{text: "lo", position: 3, start_offset: 3, end_offset: 5}
]

iex> ExNlp.Tokenizer.Ngram.tokenize("hello", 2, 3)
[
  %ExNlp.Token{text: "he", position: 0, start_offset: 0, end_offset: 2},
  %ExNlp.Token{text: "el", position: 1, start_offset: 1, end_offset: 3},
  %ExNlp.Token{text: "ll", position: 2, start_offset: 2, end_offset: 4},
  %ExNlp.Token{text: "lo", position: 3, start_offset: 3, end_offset: 5},
  %ExNlp.Token{text: "hel", position: 4, start_offset: 0, end_offset: 3},
  %ExNlp.Token{text: "ell", position: 5, start_offset: 1, end_offset: 4},
  %ExNlp.Token{text: "llo", position: 6, start_offset: 2, end_offset: 5}
]

      


      
        Summary


  
    Types
  


    
      
        span()

      


    


    
      
        token()

      


    





  
    Functions
  


    
      
        span_tokenize(text, min_gram \\ 2, max_gram \\ 3)

      


        Returns spans (start_offset, end_offset) for tokens.



    


    
      
        tokenize(text, min_gram \\ 2, max_gram \\ 3)

      


    


    
      
        tokenize_text(text, min_gram \\ 2, max_gram \\ 3)

      


        Tokenizes text and returns just the text strings (no Token structs).



    





      


      
        Types


        


  
    
      
    
    
      span()



        
          
        

    

  


  

      

          @type span() :: ExNlp.Tokenizer.Base.span()


      



  



  
    
      
    
    
      token()



        
          
        

    

  


  

      

          @type token() :: ExNlp.Tokenizer.Base.token()


      



  


        

      

      
        Functions


        


    

    

  
    
      
    
    
      span_tokenize(text, min_gram \\ 2, max_gram \\ 3)



        
          
        

    

  


  

      

          @spec span_tokenize(String.t(), pos_integer(), pos_integer()) :: [span()]


      


Returns spans (start_offset, end_offset) for tokens.
Similar to NLTK's span_tokenize method, but not very optimized.

  



    

    

  
    
      
    
    
      tokenize(text, min_gram \\ 2, max_gram \\ 3)



        
          
        

    

  


  

      

          @spec tokenize(String.t(), pos_integer(), pos_integer()) :: [token()]


      



  



    

    

  
    
      
    
    
      tokenize_text(text, min_gram \\ 2, max_gram \\ 3)



        
          
        

    

  


  

      

          @spec tokenize_text(String.t(), pos_integer(), pos_integer()) :: [String.t()]


      


Tokenizes text and returns just the text strings (no Token structs).
More efficient when you don't need position or offset information.
Examples
iex> ExNlp.Tokenizer.Ngram.tokenize_text("hello", 2, 2)
["he", "el", "ll", "lo"]

  


        

      


  

    
ExNlp.Tokenizer.Regex 
    



      
Regex tokenizer - extracts tokens matching a regular expression pattern.
Similar to NLTK's RegexpTokenizer. Useful for extracting specific patterns
from text (e.g., words, numbers, emails).
Examples
iex> ExNlp.Tokenizer.Regex.tokenize("Hello123 world456", ~r/\w+/)
[
  %ExNlp.Token{text: "Hello123", position: 0, start_offset: 0, end_offset: 8},
  %ExNlp.Token{text: "world456", position: 1, start_offset: 9, end_offset: 17}
]

iex> ExNlp.Tokenizer.Regex.tokenize("abc def ghi", ~r/[a-c]+/)
[%ExNlp.Token{text: "abc", position: 0, start_offset: 0, end_offset: 3}]

iex> ExNlp.Tokenizer.Regex.span_tokenize("Hello world", ~r/\w+/)
[{0, 5}, {6, 11}]

      


      
        Summary


  
    Types
  


    
      
        span()

      


    


    
      
        token()

      


    





  
    Functions
  


    
      
        do_tokenize(text, pattern)

      


    


    
      
        span_tokenize(text, pattern)

      


        Returns spans (start_offset, end_offset) for tokens.



    


    
      
        tokenize(text, pattern)

      


        Tokenizes text using a regex pattern to match tokens.



    


    
      
        tokenize_text(text, pattern)

      


        Tokenizes text and returns just the text strings (no Token structs).



    





      


      
        Types


        


  
    
      
    
    
      span()



        
          
        

    

  


  

      

          @type span() :: ExNlp.Tokenizer.Base.span()


      



  



  
    
      
    
    
      token()



        
          
        

    

  


  

      

          @type token() :: ExNlp.Tokenizer.Base.token()


      



  


        

      

      
        Functions


        


  
    
      
    
    
      do_tokenize(text, pattern)



        
          
        

    

  


  


  



  
    
      
    
    
      span_tokenize(text, pattern)



        
          
        

    

  


  

      

          @spec span_tokenize(String.t(), Regex.t() | String.t()) :: [span()]


      


Returns spans (start_offset, end_offset) for tokens.
Similar to NLTK's span_tokenize method.

  



  
    
      
    
    
      tokenize(text, pattern)



        
          
        

    

  


  

      

          @spec tokenize(String.t(), Regex.t() | String.t()) :: [token()]


      


Tokenizes text using a regex pattern to match tokens.
Arguments
	text - The text to tokenize
	pattern - A regex pattern or string to match tokens


  



  
    
      
    
    
      tokenize_text(text, pattern)



        
          
        

    

  


  

      

          @spec tokenize_text(String.t(), Regex.t() | String.t()) :: [String.t()]


      


Tokenizes text and returns just the text strings (no Token structs).
More efficient when you don't need position or offset information.
Examples
iex> ExNlp.Tokenizer.Regex.tokenize_text("Hello123 world456", ~r/\w+/)
["Hello123", "world456"]

  


        

      


  

    
ExNlp.Tokenizer.Rules 
    



      
Tokenization rules for prefixes, suffixes, and infixes.
Similar to spaCy's punctuation.py, which defines regex patterns for
splitting tokens at prefixes, suffixes, and infixes.
These rules define where text should be split during tokenization:
	Prefixes: Split at the start (e.g., "$", "(", """)
	Suffixes: Split at the end (e.g., ".", "!", "?")
	Infixes: Split in the middle (e.g., hyphens, slashes)

Reference: https://spacy.io/usage/linguistic-features#tokenization

      


      
        Summary


  
    Functions
  


    
      
        check_prefix(text)

      


        Checks if text should be split at a prefix.



    


    
      
        check_suffix(text)

      


        Checks if text should be split at a suffix.



    


    
      
        find_infixes(text)

      


        Finds infix positions where text should be split.



    


    
      
        is_email(text)

      


        Checks if text matches an email pattern.
Emails should be kept as a single token.



    


    
      
        is_number(text)

      


        Checks if text is a number (including decimals, with commas).
Numbers should typically be kept as a single token.



    


    
      
        is_prefix_exception(text)

      


        Checks if a prefix should NOT be split (abbreviation).



    


    
      
        is_suffix_exception(text)

      


        Checks if a suffix should NOT be split (abbreviation).



    


    
      
        is_url(text)

      


        Checks if text matches a URL pattern.
URLs should typically be kept as a single token.



    





      


      
        Functions


        


  
    
      
    
    
      check_prefix(text)


        (since 0.1.0)


        
          
        

    

  


  

      

          @spec check_prefix(String.t()) :: String.t() | nil


      


Checks if text should be split at a prefix.
Returns the prefix if found, nil otherwise.

  



  
    
      
    
    
      check_suffix(text)


        (since 0.1.0)


        
          
        

    

  


  

      

          @spec check_suffix(String.t()) :: String.t() | nil


      


Checks if text should be split at a suffix.
Returns the suffix if found, nil otherwise.

  



  
    
      
    
    
      find_infixes(text)


        (since 0.1.0)


        
          
        

    

  


  

      

          @spec find_infixes(String.t()) :: [{non_neg_integer(), non_neg_integer()}]


      


Finds infix positions where text should be split.
Returns list of {offset, length} tuples for matches.

  



  
    
      
    
    
      is_email(text)


        (since 0.1.0)


        
          
        

    

  


  

      

          @spec is_email(String.t()) :: boolean()


      


Checks if text matches an email pattern.
Emails should be kept as a single token.

  



  
    
      
    
    
      is_number(text)


        (since 0.1.0)


        
          
        

    

  


  

      

          @spec is_number(String.t()) :: boolean()


      


Checks if text is a number (including decimals, with commas).
Numbers should typically be kept as a single token.

  



  
    
      
    
    
      is_prefix_exception(text)


        (since 0.1.0)


        
          
        

    

  


  

      

          @spec is_prefix_exception(String.t()) :: boolean()


      


Checks if a prefix should NOT be split (abbreviation).

  



  
    
      
    
    
      is_suffix_exception(text)


        (since 0.1.0)


        
          
        

    

  


  

      

          @spec is_suffix_exception(String.t()) :: boolean()


      


Checks if a suffix should NOT be split (abbreviation).

  



  
    
      
    
    
      is_url(text)


        (since 0.1.0)


        
          
        

    

  


  

      

          @spec is_url(String.t()) :: boolean()


      


Checks if text matches a URL pattern.
URLs should typically be kept as a single token.

  


        

      


  

    
ExNlp.Tokenizer.Standard 
    



      
Standard word tokenizer - splits text on whitespace and punctuation.
Preserves original case. Similar to NLTK's wordpunct_tokenize or
improved TreebankWordTokenizer.
Examples
iex> ExNlp.Tokenizer.Standard.tokenize("Hello, world!")
[
  %ExNlp.Token{text: "Hello", position: 0, start_offset: 0, end_offset: 5},
  %ExNlp.Token{text: "world", position: 1, start_offset: 7, end_offset: 12}
]

iex> ExNlp.Tokenizer.Standard.span_tokenize("Hello, world!")
[{0, 5}, {7, 12}]

      


      
        Summary


  
    Types
  


    
      
        span()

      


    


    
      
        token()

      


    





  
    Functions
  


    
      
        span_tokenize(text)

      


        Returns spans (start_offset, end_offset) for tokens.



    


    
      
        tokenize(text)

      


        Tokenizes text by splitting on whitespace and punctuation.
Preserves original case.



    


    
      
        tokenize_text(text)

      


        Tokenizes text and returns just the text strings (no Token structs).



    





      


      
        Types


        


  
    
      
    
    
      span()



        
          
        

    

  


  

      

          @type span() :: ExNlp.Tokenizer.Base.span()


      



  



  
    
      
    
    
      token()



        
          
        

    

  


  

      

          @type token() :: ExNlp.Tokenizer.Base.token()


      



  


        

      

      
        Functions


        


  
    
      
    
    
      span_tokenize(text)



        
          
        

    

  


  

      

          @spec span_tokenize(String.t()) :: [span()]


      


Returns spans (start_offset, end_offset) for tokens.
Similar to NLTK's span_tokenize method.

  



  
    
      
    
    
      tokenize(text)



        
          
        

    

  


  

      

          @spec tokenize(String.t()) :: [token()]


      


Tokenizes text by splitting on whitespace and punctuation.
Preserves original case.

  



  
    
      
    
    
      tokenize_text(text)



        
          
        

    

  


  

      

          @spec tokenize_text(String.t()) :: [String.t()]


      


Tokenizes text and returns just the text strings (no Token structs).
More efficient when you don't need position or offset information.
Similar to NLTK's word_tokenize().
Examples
iex> ExNlp.Tokenizer.Standard.tokenize_text("Hello, world!")
["Hello", "world"]

  


        

      


  

    
ExNlp.Tokenizer.Whitespace 
    



      
Whitespace tokenizer - splits text only on whitespace boundaries.
Preserves punctuation within tokens. Similar to NLTK's WhitespaceTokenizer.
Examples
iex> ExNlp.Tokenizer.Whitespace.tokenize("Hello world")
[
  %ExNlp.Token{text: "Hello", position: 0, start_offset: 0, end_offset: 5},
  %ExNlp.Token{text: "world", position: 1, start_offset: 6, end_offset: 11}
]

iex> ExNlp.Tokenizer.Whitespace.tokenize("Hello, world!")
[
  %ExNlp.Token{text: "Hello,", position: 0, start_offset: 0, end_offset: 6},
  %ExNlp.Token{text: "world!", position: 1, start_offset: 7, end_offset: 13}
]

iex> ExNlp.Tokenizer.Whitespace.span_tokenize("Hello world")
[{0, 5}, {6, 11}]

      


      
        Summary


  
    Types
  


    
      
        span()

      


    


    
      
        token()

      


    





  
    Functions
  


    
      
        span_tokenize(text)

      


        Returns spans (start_offset, end_offset) for tokens.



    


    
      
        span_tokenize_fast(text)

      


        Fast span tokenization using String.split.



    


    
      
        tokenize(text)

      


        Tokenizes text by splitting on whitespace only.



    


    
      
        tokenize_fast(text)

      


        Fast tokenization using String.split.



    


    
      
        tokenize_text(text)

      


        Tokenizes text and returns just the text strings (no Token structs).



    


    
      
        tokenize_text_fast(text)

      


        Fast text-only tokenization using String.split.



    





      


      
        Types


        


  
    
      
    
    
      span()



        
          
        

    

  


  

      

          @type span() :: ExNlp.Tokenizer.Base.span()


      



  



  
    
      
    
    
      token()



        
          
        

    

  


  

      

          @type token() :: ExNlp.Tokenizer.Base.token()


      



  


        

      

      
        Functions


        


  
    
      
    
    
      span_tokenize(text)



        
          
        

    

  


  

      

          @spec span_tokenize(String.t()) :: [span()]


      


Returns spans (start_offset, end_offset) for tokens.
Similar to NLTK's span_tokenize method.

  



  
    
      
    
    
      span_tokenize_fast(text)



        
          
        

    

  


  

      

          @spec span_tokenize_fast(String.t()) :: [span()]


      


Fast span tokenization using String.split.

  



  
    
      
    
    
      tokenize(text)



        
          
        

    

  


  

      

          @spec tokenize(String.t()) :: [token()]


      


Tokenizes text by splitting on whitespace only.
Uses character-by-character iteration (more precise with offsets).

  



  
    
      
    
    
      tokenize_fast(text)



        
          
        

    

  


  

      

          @spec tokenize_fast(String.t()) :: [token()]


      


Fast tokenization using String.split.
This version uses String.split/2 which is typically faster than
character-by-character iteration, but may handle some edge cases
differently (e.g., multiple consecutive spaces).
Examples
iex> ExNlp.Tokenizer.Whitespace.tokenize_fast("Hello world")
[
  %ExNlp.Token{text: "Hello", position: 0, start_offset: 0, end_offset: 5},
  %ExNlp.Token{text: "world", position: 1, start_offset: 6, end_offset: 11}
]

iex> ExNlp.Tokenizer.Whitespace.tokenize_fast("Hello  world")
[
  %ExNlp.Token{text: "Hello", position: 0, start_offset: 0, end_offset: 5},
  %ExNlp.Token{text: "world", position: 1, start_offset: 7, end_offset: 12}
]

  



  
    
      
    
    
      tokenize_text(text)



        
          
        

    

  


  

      

          @spec tokenize_text(String.t()) :: [String.t()]


      


Tokenizes text and returns just the text strings (no Token structs).
More efficient when you don't need position or offset information.
Examples
iex> ExNlp.Tokenizer.Whitespace.tokenize_text("Hello world")
["Hello", "world"]

iex> ExNlp.Tokenizer.Whitespace.tokenize_text("Hello, world!")
["Hello,", "world!"]

  



  
    
      
    
    
      tokenize_text_fast(text)



        
          
        

    

  


  

      

          @spec tokenize_text_fast(String.t()) :: [String.t()]


      


Fast text-only tokenization using String.split.
Returns just strings without creating Token structs.
Examples
iex> ExNlp.Tokenizer.Whitespace.tokenize_text_fast("Hello world")
["Hello", "world"]
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