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    ExPdfRead
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Native Elixir PDF reader — text extraction with positions, layout
reconstruction, links, images, metadata, encryption (RC4/AES-128/AES-256),
AcroForm fields, outlines, and annotations. Uses only the Erlang/OTP
standard library.
Part of the ExPDF umbrella.
Installation
def deps do
  [
    {:ex_pdf_read, "~> 1.0"}
  ]
end
Most users should depend on ex_pdf
instead, which bundles core, components, and the reader.

Usage
{:ok, doc} = Pdf.Reader.open("invoice.pdf")
{:ok, %Pdf.Reader.Result{} = result, _doc} = Pdf.Reader.read(doc)

result.meta.title       # "Invoice 042"
result.meta.page_count  # 3

for page <- result.pages do
  for line <- page.lines, token <- line.tokens do
    IO.puts(token.text)
  end
end
Convenience shapes
{:ok, pages, _} = Pdf.Reader.read(doc, shape: :text)    # [String.t()] per page
{:ok, shapes, _} = Pdf.Reader.read(doc, shape: :shapes) # [%Shape{}] flat
Encrypted PDFs
{:ok, doc} = Pdf.Reader.open("encrypted.pdf", password: "secret")
Supports Standard Security Handler V1–V5 (RC4-40, RC4-128, AES-128,
AES-256).
Error recovery
{:ok, doc} = Pdf.Reader.open(broken_bin, recover: true)
Recovers from corrupted xref tables, missing %%EOF, broken page-tree
links, dangling font refs, and truncated streams.
Dictionary-based word split
{:ok, result, _} = Pdf.Reader.read(doc, dictionary: :es)
Bundled Spanish frequency list (~50k words). Custom wordlists via
MapSet.
License
MIT. See LICENSE.md.


  

    
Pdf.Reader 
    



      
Native PDF reader — opens a PDF binary or file path and provides pure-functional
access to text runs with positions, raster images, document metadata, interactive
form fields, document outlines (bookmarks), and page annotations.
No GenServer, no mutable state; the reader is a fully lazy, immutable pipeline.
Typical usage
{:ok, doc}                          = Pdf.Reader.open("report.pdf")
{:ok, [page1_text | _], doc}        = Pdf.Reader.read_text(doc)
{:ok, runs, doc}                    = Pdf.Reader.read_text_with_positions(doc)
{:ok, meta, doc}                    = Pdf.Reader.read_metadata(doc)
{:ok, n}                            = Pdf.Reader.page_count(doc)
:ok                                 = Pdf.Reader.close(doc)
Outlines (bookmarks)
{:ok, outlines, _doc} = Pdf.Reader.read_outlines(doc)
# => [%Pdf.Reader.Outline{title: "Chapter 1", level: 0, dest_page: 1, children: [...]}, ...]

# Bang variant — raises Pdf.Reader.Error on failure
outlines = Pdf.Reader.read_outlines!(doc)
Annotations
{:ok, annotations, _doc} = Pdf.Reader.read_annotations(doc)
# => [%Pdf.Reader.Annotation{type: :highlight, page: 2, rect: {x1, y1, x2, y2}, ...}, ...]

# Bang variant — raises Pdf.Reader.Error on failure
annotations = Pdf.Reader.read_annotations!(doc)
Error recovery
open/2 accepts a recover: true option that activates four orthogonal
recovery phases (R-1..R-4). Each recovery action is logged as a structured
event tuple appended to doc.recovery_log. Use recovery_log/1 to inspect:
{:ok, doc} = Pdf.Reader.open(bin, recover: true)
Pdf.Reader.recovery_log(doc)
# => [] when the PDF was well-formed
# => [{:xref_recovered, 5}, {:page_failed, 2, :unresolved_ref}] on a corrupt PDF
Closed set of recovery event tuples:
	Tuple	Meaning
	{:xref_recovered, n}	Linear scan recovered n object entries (R-3)
	{:eof_marker_missing, :linear_scan_used}	%%EOF absent; linear scan used (R-3)
	{:page_failed, page_n, reason}	Page skipped; text/images from other pages returned (R-1)
	{:font_skipped, page_n, font_name, reason}	Font replaced with U+FFFD fallback (R-2)
	{:page_tree_recovered, n_pages}	Catalog/Pages fallback; n_pages recovered (R-4)

An empty recovery_log after open/2 guarantees no recovery occurred.
No other tuple shapes are appended by the recovery paths.
The following errors remain fatal even with recover: true:
:not_a_pdf, :encrypted_password_required, :encrypted_wrong_password,
:encrypted_unsupported_handler, {:io_error, reason}.
Known gaps (documented limitations):
	Encrypted AND corrupted PDFs — the synthetic trailer from R-3 does not
include /Encrypt; decryption cannot proceed.
	Catalog-fallback page order (R-4) — the page list is in xref-insertion
order, NOT document order. {:page_tree_recovered, n} signals this.
	R-4 probe cost — recover: true triggers a full page-tree walk at
open/2 time (O(pages)). Acceptable for opt-in mode; document in callers
that open very large PDFs.

Encryption (Phase 2)
Standard Security Handler V1/V2/V4/V5-R6 supported. Use open/2 with the
password: opt:
{:ok, doc} = Pdf.Reader.open(bin, password: "secret")
Empty password is auto-tried first (covers metadata-protection cases).
Errors: :encrypted_password_required, :encrypted_wrong_password,
:encrypted_unsupported_handler. See Pdf.Reader.Errors for the full set.
Form XObject recursion (Phase 3)
Do operators referencing /Type /XObject /Subtype /Form objects are
recursed into transparently — text and images inside Forms (headers,
footers, repeated logos, templated form fields) appear in read_text*
and read_images/1 output. CTM is multiplied with the Form's /Matrix
and resources are merged (Form wins on key collision). Cycle detection
via a visited-set guards against A → B → A loops; recursion depth is
capped at 8 ({:cycle_detected, ref} and {:max_depth_exceeded, ref}
events are emitted internally and dropped from text output).
Known limitations
	No CID fonts beyond ToUnicode — CID-keyed fonts that rely on /CIDToGIDMap
or registry/ordering/supplement data are not decoded. Only bfchar/bfrange
sections of ToUnicode CMaps are parsed.
	No CCITT / JBIG2 / JPEG2000 image filters — images using CCITTFaxDecode,
JBIG2Decode, or JPXDecode produce {:error, {:unsupported_filter, name}}.
	No OCR — scanned PDFs with no embedded text produce an empty text list.
	Standard-14 font metrics — fonts without embedded /Widths (Standard-14
such as Helvetica, Times-Roman) produce zero-width glyph advance; only Tc/Tw
character/word spacing contribute. Hardcoded AFM metrics are a separate change.
	No BBox clipping — text outside a Form's /BBox is still extracted.
	Annotation appearance streams not rendered — visual rendering is out of scope.
	Markup popup hierarchies not resolved — popup windows are not extracted.
	Sound/movie/screen/redact/3D annotations — not extracted; surface as :unknown.
	AcroForm widget annotations — covered by read_acroform/1, not read_annotations/1.

Spec references
	PDF 1.7 § 7.7.3 — Page Tree
	PDF 1.7 § 7.7.3.4 — Inheritance of Page Attributes (resource walk, cycle guard):
https://opensource.adobe.com/dc-acrobat-sdk-docs/standards/pdfstandards/pdf/PDF32000_2008.pdf
	PDF 1.7 § 12.3.2 — Destinations
	PDF 1.7 § 12.3.3 — Document Outline
	PDF 1.7 § 12.5 — Annotations
	PDF 1.7 § 12.5.6.x — Annotation subtypes
	PDF 1.7 § 12.6 — Actions
	PDF 1.7 § 14.3.2 — Metadata Streams (XMP merge precedence):
https://opensource.adobe.com/dc-acrobat-sdk-docs/standards/pdfstandards/pdf/PDF32000_2008.pdf

Error reasons
See Pdf.Reader.Errors for the complete documented reason set.
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        attach_shapes_to_tokens(lines, shapes)

      


        Pure helper: enriches each token in a Line list with :kind and
:shape. Tokens without an overlapping shape get kind: :text and
shape: nil. Tokens overlapping a shape get the shape attached and
:kind derived from shape.type



    


    
      
        close(doc)

      


        No-op in Phase 1 (no file handle or process held after open/1).



    


    
      
        lines_from_runs(runs, opts \\ [])

      


        Pure helper: groups a flat TextRun list into Line structs.



    


    
      
        open(path_or_binary, opts \\ [])

      


        Opens a PDF from a binary or a file path.



    


    
      
        open!(path_or_binary, opts \\ [])

      


        Bang variant of open/2. Raises Pdf.Reader.Error on failure.



    


    
      
        page_count(doc)

      


        Returns the total number of pages in the document.



    


    
      
        page_count!(doc)

      


        Bang variant of page_count/1. Raises Pdf.Reader.Error on failure.



    


    
      
        read(doc, opts \\ [])

      


        Unified entry point — returns the entire extracted PDF in one struct.



    


    
      
        read!(doc, opts \\ [])

      


        Bang variant of read/2. Raises Pdf.Reader.Error on failure.



    


    
      
        read_acroform(doc)

      


        Extracts AcroForm interactive form fields from the document.



    


    
      
        read_acroform!(doc)

      


        Bang variant of read_acroform/1. Raises Pdf.Reader.Error on failure.



    


    
      
        read_annotations(doc)

      


        Extracts all annotations from all pages in the document.



    


    
      
        read_annotations!(doc)

      


        Bang variant of read_annotations/1. Raises Pdf.Reader.Error on failure.
Returns the annotations list directly on success.



    


    
      
        read_images(doc)

      


        Extracts images from all pages.



    


    
      
        read_images!(doc)

      


        Bang variant of read_images/1. Raises Pdf.Reader.Error on failure.



    


    
      
        read_lines(doc, opts \\ [])

      


        Reconstructs logical text lines from the page's TextRuns.



    


    
      
        read_lines!(doc, opts \\ [])

      


        Bang variant of read_lines/2. Raises Pdf.Reader.Error on failure.



    


    
      
        read_metadata(doc)

      


        Extracts document metadata from the Info dictionary.



    


    
      
        read_metadata!(doc)

      


        Bang variant of read_metadata/1. Raises Pdf.Reader.Error on failure.



    


    
      
        read_outlines(doc)

      


        Extracts document outline (bookmarks) from the PDF catalog's /Outlines tree.



    


    
      
        read_outlines!(doc)

      


        Bang variant of read_outlines/1. Raises Pdf.Reader.Error on failure.
Returns the outlines list directly on success.



    


    
      
        read_shapes(doc)

      


        Returns the actionable elements (link-like shapes) of the document.



    


    
      
        read_shapes!(doc)

      


        Bang variant of read_shapes/1. Raises Pdf.Reader.Error on failure.



    


    
      
        read_text(doc, opts \\ [])

      


        Returns the plain text for each page as a list of strings.



    


    
      
        read_text!(doc, opts \\ [])

      


        Bang variant of read_text/2. Raises Pdf.Reader.Error on failure.



    


    
      
        read_text_with_positions(doc)

      


        Returns text runs with absolute positions for all pages.



    


    
      
        read_text_with_positions!(doc)

      


        Bang variant of read_text_with_positions/1. Raises Pdf.Reader.Error on failure.



    


    
      
        recovery_log(document)

      


        Returns the recovery event log for a document in chronological (oldest-first) order.



    


    
      
        shapes_from_lines(lines)

      


        Pure helper: scans a list of Line structs for URL and email patterns
and emits the inferred shapes. Exposed for callers that already have
a lines list and want the inference layer alone (no annotations).
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          @type reason() ::
  :not_a_pdf
  | :malformed
  | :encrypted_password_required
  | :encrypted_wrong_password
  | :encrypted_unsupported_handler
  | :io_error
  | {:io_error, File.posix()}
  | {:unsupported_filter, atom()}
  | {:unresolved_ref, Pdf.Reader.Document.ref()}
  | {:unsupported_pdf_version, String.t()}
  | {:malformed, atom(), map()}
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          @spec attach_shapes_to_tokens([Pdf.Reader.Line.t()], [Pdf.Reader.Shape.t()]) :: [
  Pdf.Reader.Line.t()
]


      


Pure helper: enriches each token in a Line list with :kind and
:shape. Tokens without an overlapping shape get kind: :text and
shape: nil. Tokens overlapping a shape get the shape attached and
:kind derived from shape.type:
	:uri | :goto | :launch | :named → :link

	:email → :email

A shape "contains" a token when:
	The shape and the line are on the same page.
	The shape's X range overlaps the token's X range.
	The shape's Y is within ±2 points of the line's Y.

Spec references:
	PDF 1.7 § 12.5.6.5 — Link Annotations (rect semantics)
	PDF 1.7 § 12.6.4   — Action types (URI/GoTo/Launch/Named)


  



  
    
      
    
    
      close(doc)



        
          
        

    

  


  

      

          @spec close(Pdf.Reader.Document.t()) :: :ok


      


No-op in Phase 1 (no file handle or process held after open/1).
Exists to reserve the API slot for future streaming/mmap support and to
signal to callers that they may drop the :binary field to reclaim memory.
Always returns :ok. Does NOT raise.

  



    

  
    
      
    
    
      lines_from_runs(runs, opts \\ [])



        
          
        

    

  


  

      

          @spec lines_from_runs(
  [Pdf.Reader.TextRun.t()],
  keyword()
) :: [Pdf.Reader.Line.t()]


      


Pure helper: groups a flat TextRun list into Line structs.
Exposed publicly so callers who already have a runs list (from
read_text_with_positions/1 or hand-crafted in tests) can reuse the
grouping logic without reopening the document.
See read_lines/2 for option semantics.
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          @spec open(
  binary() | Path.t(),
  keyword()
) :: {:ok, Pdf.Reader.Document.t()} | {:error, reason()}


      


Opens a PDF from a binary or a file path.
Options
	password: String.t() — the password to use when opening an encrypted PDF.
Defaults to "" (the empty string). The empty password is ALWAYS tried first
regardless of this option (R-ENC4). If the empty password succeeds, the PDF is
opened without requiring a non-empty password.

Success
Returns {:ok, %Pdf.Reader.Document{}} with:
	:version — the PDF version string (e.g. "1.7")
	:xref — merged cross-reference table (all /Prev chains followed)
	:trailer — the most-recent trailer dictionary as a plain map
	:binary — the full PDF binary (held for lazy object resolution)
	:cache — starts as %{}
	:encryption — nil for non-encrypted PDFs; populated %StandardHandler{} on success

Errors
	{:error, :not_a_pdf} — binary does not start with %PDF-
	{:error, :malformed} — missing %%EOF, invalid startxref, etc.
	{:error, :encrypted_password_required} — /Encrypt found; no password supplied or empty password rejected.
	{:error, :encrypted_wrong_password} — password supplied but authentication failed.
	{:error, :encrypted_unsupported_handler} — unsupported encryption handler or RC4 unavailable.
	{:error, :io_error} — file read failed (no detail)
	{:error, {:io_error, posix}} — file read failed with POSIX reason

Spec references
	PDF 1.7 § 7.6 — Standard Security Handler:
https://opensource.adobe.com/dc-acrobat-sdk-docs/standards/pdfstandards/pdf/PDF32000_2008.pdf
	PDF 2.0 § 7.6 — Standard Security Handler (V5/R6):
https://www.pdfa.org/wp-content/uploads/2023/04/ISO_32000_2_2020_PDF_2.0_FDIS.pdf


  



    

  
    
      
    
    
      open!(path_or_binary, opts \\ [])



        
          
        

    

  


  

      

          @spec open!(
  binary() | Path.t(),
  keyword()
) :: Pdf.Reader.Document.t()


      


Bang variant of open/2. Raises Pdf.Reader.Error on failure.
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          @spec page_count(Pdf.Reader.Document.t()) :: {:ok, pos_integer()} | {:error, reason()}


      


Returns the total number of pages in the document.
Cross-validates the /Count entry in the page tree root against the
actual number of leaf page refs found by traversal. If they disagree,
returns {:error, {:malformed, :page_tree_count_mismatch, %{declared: n, actual: m}}}.
Recovery mode (R-4)
When recover_mode: true and the page list was recovered via the catalog
fallback (xref scan), there is no /Pages /Count to cross-validate against.
In that case, the declared-count lookup is skipped and the actual count from
the xref scan is returned directly. This branch is signalled by
{:page_tree_recovered, n} in recovery_log.
Spec references: PDF 1.7 § 7.7.3 (Page Tree), § 7.7.3.4 (Inheritance).

  



  
    
      
    
    
      page_count!(doc)



        
          
        

    

  


  

      

          @spec page_count!(Pdf.Reader.Document.t()) :: pos_integer()


      


Bang variant of page_count/1. Raises Pdf.Reader.Error on failure.
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          @spec read(
  Pdf.Reader.Document.t(),
  keyword()
) :: {:ok, term(), Pdf.Reader.Document.t()} | {:error, reason()}


      


Unified entry point — returns the entire extracted PDF in one struct.
Default shape is %Pdf.Reader.Result{} carrying:
	:meta — document-level metadata (title, author, subject,
creator, producer, dates, page_count, PDF version, encryption flag,
recovery_log, plus the raw Info+XMP map). PDF 1.7 § 14.3.
	:pages — [%Pdf.Reader.Result.Page{number, meta, lines}]. Each
page's :lines includes text lines AND embedded images as
synthetic lines, sorted top-to-bottom. Each line's tokens carry
:kind (:text | :link | :email | :image) and :shape.

Convenience shapes
Pass :shape if you only want one slice without building the full struct:
	:text → [String.t()] (plain text per page)
	:shapes → [%Pdf.Reader.Shape{}] (links/emails/images flat)

Line tokenisation opts
	:y_tolerance (default 2.0) — PDF point tolerance to collapse
text runs onto the same line.
	:gap_factor (default 1.15) — token-split threshold as a
multiplier on the per-line median inter-glyph gap. Forwarded to
read_lines/2.

Image opts
	:image_bytes (default false) — when true, image tokens carry
the raw decoded :bytes in meta alongside the always-present
:data_uri. Off by default to keep the result lightweight; turn
on if the caller needs the binary (e.g. to write images to disk
or run a QR decoder).

Dictionary split
	:dictionary (default nil) — when set, runs an additional
post-pass that splits glued lowercase tokens at boundaries where
BOTH halves are valid dictionary words (e.g. "iniciode" →
"inicio" + "de"). Accepts:
	:es — bundled 10k Spanish wordlist
(Pdf.Reader.Wordlist.spanish/0, MIT-licensed)
	%MapSet{} — caller-supplied wordlist of lowercase strings
	nil — disabled

URLs/emails and tokens with digits or special chars are exempted.


Spec references
	PDF 1.7 § 7.7.3      — Page Tree
	PDF 1.7 § 8.9        — Images (XObject /Subtype /Image)
	PDF 1.7 § 9.4        — Text objects
	PDF 1.7 § 12.5.6.5   — Link Annotations
	PDF 1.7 § 12.6.4     — Action types (URI, GoTo, Launch, Named)
	PDF 1.7 § 14.3       — Document Information Dictionary + XMP
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          @spec read!(
  Pdf.Reader.Document.t(),
  keyword()
) :: term()


      


Bang variant of read/2. Raises Pdf.Reader.Error on failure.
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          @spec read_acroform(Pdf.Reader.Document.t()) ::
  {:ok, [Pdf.Reader.FormField.t()], Pdf.Reader.Document.t()}
  | {:error, reason()}


      


Extracts AcroForm interactive form fields from the document.
Walks the /AcroForm /Fields tree depth-first, emitting only leaf fields
as a flat list of %Pdf.Reader.FormField{} structs. Hierarchical names
(/T dot-joined from ancestor path) are resolved. /FT is inherited
downward from the nearest ancestor that defines it.
Returns {:ok, [], doc} when no /AcroForm is present or /Fields is empty.
Never returns {:error, _} for absent or empty AcroForms.
Spec references
	PDF 1.7 § 12.7 (Interactive Forms)
	PDF 1.7 § 12.7.3 (Field Dictionaries)
	PDF 1.7 § 12.7.4 (Field Types)


  



  
    
      
    
    
      read_acroform!(doc)



        
          
        

    

  


  

      

          @spec read_acroform!(Pdf.Reader.Document.t()) :: [Pdf.Reader.FormField.t()]


      


Bang variant of read_acroform/1. Raises Pdf.Reader.Error on failure.
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          @spec read_annotations(Pdf.Reader.Document.t()) ::
  {:ok, [Pdf.Reader.Annotation.t()], Pdf.Reader.Document.t()}
  | {:error, reason()}


      


Extracts all annotations from all pages in the document.
Enumerates every page via Page.list_refs/1 and, for each page, resolves
its /Annots array. Supports 10 annotation subtypes:
:link, :text, :highlight, :underline, :strikeout, :squiggly,
:square, :circle, :freetext, :file_attachment. Other subtypes
surface as :unknown with raw fields preserved in :kind_specific.
Returns {:ok, [], doc} when no page has an /Annots array — never an error.
Spec references
	PDF 1.7 § 12.5 — Annotations
	PDF 1.7 § 12.5.6.x — Annotation subtypes
	PDF 1.7 § 12.6 — Actions


  



  
    
      
    
    
      read_annotations!(doc)



        
          
        

    

  


  

      

          @spec read_annotations!(Pdf.Reader.Document.t()) :: [Pdf.Reader.Annotation.t()]


      


Bang variant of read_annotations/1. Raises Pdf.Reader.Error on failure.
Returns the annotations list directly on success.

  



  
    
      
    
    
      read_images(doc)



        
          
        

    

  


  

      

          @spec read_images(Pdf.Reader.Document.t()) ::
  {:ok, [Pdf.Reader.Image.t()], Pdf.Reader.Document.t()} | {:error, reason()}


      


Extracts images from all pages.
For each page, resolves the XObject references from content-stream Do
operators and classifies them as JPEG or PNG-like based on their /Filter.
Returns {:ok, [], doc} when no images are found. The returned doc
carries an updated :recovery_log when opened with recover: true.
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          @spec read_images!(Pdf.Reader.Document.t()) :: [Pdf.Reader.Image.t()]


      


Bang variant of read_images/1. Raises Pdf.Reader.Error on failure.
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          @spec read_lines(
  Pdf.Reader.Document.t(),
  keyword()
) :: {:ok, [Pdf.Reader.Line.t()], Pdf.Reader.Document.t()} | {:error, reason()}


      


Reconstructs logical text lines from the page's TextRuns.
Many machine-generated PDFs (government forms, tax documents) place
glyphs individually with TJ + per-glyph kerning, producing one
TextRun per character. This function coalesces those runs into a
list of Pdf.Reader.Line structs, where each line carries:
	:page, :y, :x — absolute position in user space
	:text — the joined text with single spaces between tokens
	:tokens — [%{x, text, width}] separated by visible whitespace

The token list lets callers detect column layouts (e.g. table rows
where every line has tokens at the same X positions).
Options
	:y_tolerance (default 2.0) — runs whose Y differs by less than
this many points collapse onto the same line. PDFs often jitter
by fractional points within a line.
	:gap_factor (default 1.15) — split into a new token when the
horizontal gap between two consecutive runs exceeds the median
inter-glyph gap on that line, multiplied by gap_factor. Using the
median makes detection robust across fonts and sizes: monospace 4pt
advances split at ~4.6pt, 6pt advances split at ~6.9pt, etc.
Lower factor = more splits. Falls back to font_size × gap_factor
when a line has fewer than two runs (no gap to measure).

Returns {:ok, [Line.t()], doc}. Lines are ordered by page ascending,
then by Y descending (top-to-bottom in PDF user space).
Spec references
	PDF 1.7 § 9.4 — Text objects
	PDF 1.7 § 9.4.4 — Text-showing operators


  



    

  
    
      
    
    
      read_lines!(doc, opts \\ [])



        
          
        

    

  


  

      

          @spec read_lines!(
  Pdf.Reader.Document.t(),
  keyword()
) :: [Pdf.Reader.Line.t()]


      


Bang variant of read_lines/2. Raises Pdf.Reader.Error on failure.

  



  
    
      
    
    
      read_metadata(doc)



        
          
        

    

  


  

      

          @spec read_metadata(Pdf.Reader.Document.t()) ::
  {:ok, %{required(String.t()) => String.t()}, Pdf.Reader.Document.t()}
  | {:error, reason()}


      


Extracts document metadata from the Info dictionary.
Resolves the trailer's /Info reference and returns its key-value pairs
as a %{String.t() => String.t()} map. String values are decoded from
PDF literal strings ({:string, binary}).
Common keys: "Title", "Author", "Subject", "Keywords",
"Creator", "Producer", "CreationDate", "ModDate".
Returns {:ok, %{}, doc} when no /Info entry is present.
Spec reference
PDF 1.7 § 14.3.3 (Document Information Dictionary).

  



  
    
      
    
    
      read_metadata!(doc)



        
          
        

    

  


  

      

          @spec read_metadata!(Pdf.Reader.Document.t()) :: %{required(String.t()) => String.t()}


      


Bang variant of read_metadata/1. Raises Pdf.Reader.Error on failure.

  



  
    
      
    
    
      read_outlines(doc)



        
          
        

    

  


  

      

          @spec read_outlines(Pdf.Reader.Document.t()) ::
  {:ok, [Pdf.Reader.Outline.t()], Pdf.Reader.Document.t()} | {:error, reason()}


      


Extracts document outline (bookmarks) from the PDF catalog's /Outlines tree.
Walks the /First//Next linked list at each nesting level, threading
/Parent for depth. Cycle detection via MapSet and a depth cap of 32
prevent hangs on corrupt PDFs.
Returns {:ok, [], doc} when no /Outlines entry is present — never an error.
Spec references
	PDF 1.7 § 12.3.3 — Document Outline
	PDF 1.7 § 12.3.2 — Destinations


  



  
    
      
    
    
      read_outlines!(doc)



        
          
        

    

  


  

      

          @spec read_outlines!(Pdf.Reader.Document.t()) :: [Pdf.Reader.Outline.t()]


      


Bang variant of read_outlines/1. Raises Pdf.Reader.Error on failure.
Returns the outlines list directly on success.

  



  
    
      
    
    
      read_shapes(doc)



        
          
        

    

  


  

      

          @spec read_shapes(Pdf.Reader.Document.t()) ::
  {:ok, [Pdf.Reader.Shape.t()], Pdf.Reader.Document.t()} | {:error, reason()}


      


Returns the actionable elements (link-like shapes) of the document.
Combines two sources:
	Annotations of subtype /Link (PDF 1.7 § 12.5.6.5) — real
clickable regions placed by the document author. Each becomes a
%Pdf.Reader.Shape{source: :annotation}.
	Inferred shapes — URL and email patterns appearing as plain
text in read_lines/2 output. Common in government forms that
print http://... or email@domain without making them clickable.
Each becomes %Pdf.Reader.Shape{source: :inferred}.

Returns {:ok, shapes, doc}. Shapes are sorted by :page ascending,
then by :y descending (top-to-bottom) when a rect is available.
Spec references
	PDF 1.7 § 12.5.6.5 — Link Annotations
	PDF 1.7 § 12.6.4   — Action types (URI, GoTo, Launch, Named)
	RFC 3986 § 3        — URI Generic Syntax
	RFC 5321 § 4.1.2    — Mailbox/Domain syntax (mailto)


  



  
    
      
    
    
      read_shapes!(doc)



        
          
        

    

  


  

      

          @spec read_shapes!(Pdf.Reader.Document.t()) :: [Pdf.Reader.Shape.t()]


      


Bang variant of read_shapes/1. Raises Pdf.Reader.Error on failure.

  



    

  
    
      
    
    
      read_text(doc, opts \\ [])



        
          
        

    

  


  

      

          @spec read_text(
  Pdf.Reader.Document.t(),
  keyword()
) :: {:ok, [String.t()], Pdf.Reader.Document.t()} | {:error, reason()}


      


Returns the plain text for each page as a list of strings.
Options:
	:pages — [pos_integer] to filter to specific 1-indexed page numbers.
Default: all pages.

Returns {:ok, page_strings, doc} where each element is the concatenated
text for one page. The returned doc carries an updated :recovery_log
when opened with recover: true. Unresolved glyphs appear as U+FFFD
(already encoded by the encoding cascade layer).

  



    

  
    
      
    
    
      read_text!(doc, opts \\ [])



        
          
        

    

  


  

      

          @spec read_text!(
  Pdf.Reader.Document.t(),
  keyword()
) :: [String.t()]


      


Bang variant of read_text/2. Raises Pdf.Reader.Error on failure.

  



  
    
      
    
    
      read_text_with_positions(doc)



        
          
        

    

  


  

      

          @spec read_text_with_positions(Pdf.Reader.Document.t()) ::
  {:ok, [Pdf.Reader.TextRun.t()], Pdf.Reader.Document.t()} | {:error, reason()}


      


Returns text runs with absolute positions for all pages.
Walks each page, decodes its content stream(s), and returns a flat list of
%Pdf.Reader.TextRun{} structs ordered by page then appearance in the
content stream.
Returns {:ok, [], doc} when no text is found. Never returns :no_text_found
as an error per the spec resolution (empty is valid).
The returned doc carries an updated :recovery_log when opened with
recover: true — callers should pass the returned doc to recovery_log/1
to inspect per-page failures.
Form XObjects (Do operator referencing /Type /Form) are NOT recursed —
per Phase 1 scope. A deferred marker is recorded but produces no TextRun.

  



  
    
      
    
    
      read_text_with_positions!(doc)



        
          
        

    

  


  

      

          @spec read_text_with_positions!(Pdf.Reader.Document.t()) :: [Pdf.Reader.TextRun.t()]


      


Bang variant of read_text_with_positions/1. Raises Pdf.Reader.Error on failure.

  



  
    
      
    
    
      recovery_log(document)



        
          
        

    

  


  

      

          @spec recovery_log(Pdf.Reader.Document.t()) :: [Pdf.Reader.Document.recovery_event()]


      


Returns the recovery event log for a document in chronological (oldest-first) order.
An empty list guarantees that no recovery action occurred during open/2.
This is the canonical way for callers to inspect recovery events — direct
access to doc.recovery_log MUST NOT be used in application code.
The closed set of recovery event tuples is documented in Pdf.Reader.Document.
Spec reference
PDF 1.7 § 7.5 — PDF file structure (recovery model).

  



  
    
      
    
    
      shapes_from_lines(lines)



        
          
        

    

  


  

      

          @spec shapes_from_lines([Pdf.Reader.Line.t()]) :: [Pdf.Reader.Shape.t()]


      


Pure helper: scans a list of Line structs for URL and email patterns
and emits the inferred shapes. Exposed for callers that already have
a lines list and want the inference layer alone (no annotations).

  


        

      


  

    
Pdf.Reader.AGL 
    



      
Adobe Glyph List (AGL) — compile-time glyph name to Unicode codepoint lookup.
Bundled from the Adobe Glyph List 2.0 (2002), available at:
https://github.com/adobe-type-tools/agl-aglfn
Licensed under the BSD-style permissive license reproduced in the header of
priv/glyphlist.txt.
Usage
iex> Pdf.Reader.AGL.glyph_to_unicode("eacute")
{:ok, 0x00E9}

iex> Pdf.Reader.AGL.glyph_to_unicode("notaname")
:error
Notes
	Only the FIRST codepoint of multi-codepoint entries is returned (ligatures
such as fi map to their decomposed form's first character). This is
sufficient for single-glyph font-encoding lookups.
	All ~4500 entries are compiled to BEAM pattern-match clauses at build time
for O(1) lookup performance during text extraction.


      


      
        Summary


  
    Functions
  


    
      
        glyph_to_unicode(arg1)

      


        Look up a PostScript glyph name and return its Unicode codepoint.



    





      


      
        Functions


        


  
    
      
    
    
      glyph_to_unicode(arg1)



        
          
        

    

  


  

      

          @spec glyph_to_unicode(binary()) :: {:ok, non_neg_integer()} | :error


      


Look up a PostScript glyph name and return its Unicode codepoint.
Returns {:ok, codepoint} for known names, :error for unknown ones.

  


        

      


  

    
Pdf.Reader.AcroForm 
    



      
AcroForm field walker for Pdf.Reader.
Extracts interactive form fields from a PDF's AcroForm field tree, returning
a flat list of leaf %Pdf.Reader.FormField{} structs with decoded names, types,
values, flags, and rectangles.
Spec references
	PDF 1.7 (ISO 32000-1) § 12.7 — Interactive Forms:
https://opensource.adobe.com/dc-acrobat-sdk-docs/standards/pdfstandards/pdf/PDF32000_2008.pdf
	§ 12.7.3 — Field Dictionaries
	§ 12.7.3.1 — Field Flags
	§ 12.7.4 — Field Types
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    Functions
  


    
      
        read(doc)

      


        Reads all AcroForm leaf fields from a document.



    





      


      
        Functions


        


  
    
      
    
    
      read(doc)



        
          
        

    

  


  

      

          @spec read(Pdf.Reader.Document.t()) ::
  {:ok, [Pdf.Reader.FormField.t()], Pdf.Reader.Document.t()} | {:error, term()}


      


Reads all AcroForm leaf fields from a document.
Returns {:ok, [FormField.t()], Document.t()} with a flat list of leaf fields.
When no /AcroForm is present, or /Fields is empty, returns {:ok, [], doc}.
Never returns {:error, _} for absent or empty AcroForms.

  


        

      


  

    
Pdf.Reader.Annotation 
    



      
Represents a single annotation extracted from a PDF page.
Annotations are page-attached objects that can represent comments, links,
highlights, file attachments, and many other interactive or markup elements.
This struct captures the common fields shared by all annotation subtypes plus
a :kind_specific map for subtype-specific data (e.g. :quad_points for
highlight/underline annotations).
Spec references
	PDF 1.7 (ISO 32000-1) § 12.5 — Annotations:
https://opensource.adobe.com/dc-acrobat-sdk-docs/standards/pdfstandards/pdf/PDF32000_2008.pdf
	PDF 1.7 § 12.5.6.x — Annotation types (Link, Text, Highlight, Underline,
StrikeOut, Squiggly, Square, Circle, FreeText, FileAttachment)
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    Types
  


    
      
        t()

      


    


    
      
        type()

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Pdf.Reader.Annotation{
  contents: String.t() | nil,
  created: String.t() | nil,
  dest_page: pos_integer() | nil,
  embedded_file_ref: {pos_integer(), non_neg_integer()} | nil,
  kind_specific: map(),
  modified: String.t() | nil,
  page: pos_integer() | nil,
  rect: {number(), number(), number(), number()} | nil,
  subject: String.t() | nil,
  title: String.t() | nil,
  type: type(),
  url: String.t() | nil
}


      



  



  
    
      
    
    
      type()



        
          
        

    

  


  

      

          @type type() ::
  :link
  | :text
  | :highlight
  | :underline
  | :strikeout
  | :squiggly
  | :square
  | :circle
  | :freetext
  | :file_attachment
  | :unknown


      



  


        

      


  

    
Pdf.Reader.Annotations 
    



      
Walker for per-page /Annots arrays.
Iterates each page; resolves each annotation ref; dispatches by /Subtype
to type-specific extraction to build %Pdf.Reader.Annotation{} structs.
Spec references
	PDF 1.7 (ISO 32000-1) § 12.5 — Annotations:
https://opensource.adobe.com/dc-acrobat-sdk-docs/standards/pdfstandards/pdf/PDF32000_2008.pdf
	PDF 1.7 § 12.5.6.x — Annotation types (Link, Text, Highlight, Underline,
StrikeOut, Squiggly, Square, Circle, FreeText, FileAttachment)
	PDF 1.7 § 12.6 — Actions
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    Functions
  


    
      
        read(doc)

      


        Reads all annotations from all pages in the document.
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      read(doc)



        
          
        

    

  


  

      

          @spec read(Pdf.Reader.Document.t()) ::
  {:ok, [Pdf.Reader.Annotation.t()], Pdf.Reader.Document.t()} | {:error, term()}


      


Reads all annotations from all pages in the document.
Returns {:ok, [Annotation.t()], doc} where annotations are ordered
page-ascending. When no page has an /Annots array, returns {:ok, [], doc}.
The returned doc may have a warmer cache than the input.

  


        

      


  

    
Pdf.Reader.CID.AdobeCNS1 
    



      
Adobe-CNS1 CID to Unicode mapping (~18000 entries).
Bundled at compile time from priv/adobe-cns1-cid2unicode.txt,
normalized from the cid2code.txt table in the cmap-resources repository
(Adobe-CNS1-7/cid2code.txt, UniCNS-UCS2 column).
Each entry generates a pattern-match clause (O(1) BEAM dispatch).
Spec references
	PDF 1.7 (ISO 32000-1) § 9.7 — Composite Fonts:
https://opensource.adobe.com/dc-acrobat-sdk-docs/standards/pdfstandards/pdf/PDF32000_2008.pdf
	PDF 1.7 § 9.7.4 — CIDFonts
	PDF 1.7 § 9.7.5 — CMaps (Identity-H, Identity-V predefined)
	Adobe-CNS1 collection: https://github.com/adobe-type-tools/Adobe-CNS1
	CMap resources (source data): https://github.com/adobe-type-tools/cmap-resources


      


      
        Summary


  
    Functions
  


    
      
        lookup(arg1)

      


        Returns {:ok, codepoint} for known CIDs, :error for unknown ones.



    





      


      
        Functions


        


  
    
      
    
    
      lookup(arg1)



        
          
        

    

  


  

      

          @spec lookup(non_neg_integer()) :: {:ok, non_neg_integer()} | :error


      


Returns {:ok, codepoint} for known CIDs, :error for unknown ones.
Codepoint is a Unicode scalar value (non_neg_integer).

  


        

      


  

    
Pdf.Reader.CID.AdobeGB1 
    



      
Adobe-GB1 CID to Unicode mapping (~28000 entries).
Bundled at compile time from priv/adobe-gb1-cid2unicode.txt,
normalized from the cid2code.txt table in the cmap-resources repository
(Adobe-GB1-6/cid2code.txt, UniGB-UCS2 column).
Each entry generates a pattern-match clause (O(1) BEAM dispatch).
Spec references
	PDF 1.7 (ISO 32000-1) § 9.7 — Composite Fonts:
https://opensource.adobe.com/dc-acrobat-sdk-docs/standards/pdfstandards/pdf/PDF32000_2008.pdf
	PDF 1.7 § 9.7.4 — CIDFonts
	PDF 1.7 § 9.7.5 — CMaps (Identity-H, Identity-V predefined)
	Adobe-GB1 collection: https://github.com/adobe-type-tools/Adobe-GB1
	CMap resources (source data): https://github.com/adobe-type-tools/cmap-resources


      


      
        Summary


  
    Functions
  


    
      
        lookup(arg1)

      


        Returns {:ok, codepoint} for known CIDs, :error for unknown ones.



    





      


      
        Functions


        


  
    
      
    
    
      lookup(arg1)



        
          
        

    

  


  

      

          @spec lookup(non_neg_integer()) :: {:ok, non_neg_integer()} | :error


      


Returns {:ok, codepoint} for known CIDs, :error for unknown ones.
Codepoint is a Unicode scalar value (non_neg_integer).

  


        

      


  

    
Pdf.Reader.CID.AdobeJapan1 
    



      
Adobe-Japan1 CID to Unicode mapping (~9600 entries).
Bundled at compile time from priv/adobe-japan1-cid2unicode.txt,
normalized from the cid2code.txt table in the cmap-resources repository
(Adobe-Japan1-7/cid2code.txt, UniJIS-UCS2 column).
Each entry generates a pattern-match clause (O(1) BEAM dispatch).
Spec references
	PDF 1.7 (ISO 32000-1) § 9.7 — Composite Fonts:
https://opensource.adobe.com/dc-acrobat-sdk-docs/standards/pdfstandards/pdf/PDF32000_2008.pdf
	PDF 1.7 § 9.7.4 — CIDFonts
	PDF 1.7 § 9.7.5 — CMaps (Identity-H, Identity-V predefined)
	Adobe-Japan1 collection: https://github.com/adobe-type-tools/Adobe-Japan1
	CMap resources (source data): https://github.com/adobe-type-tools/cmap-resources


      


      
        Summary


  
    Functions
  


    
      
        lookup(arg1)

      


        Returns {:ok, codepoint} for known CIDs, :error for unknown ones.



    





      


      
        Functions


        


  
    
      
    
    
      lookup(arg1)



        
          
        

    

  


  

      

          @spec lookup(non_neg_integer()) :: {:ok, non_neg_integer()} | :error


      


Returns {:ok, codepoint} for known CIDs, :error for unknown ones.
Codepoint is a Unicode scalar value (non_neg_integer).

  


        

      


  

    
Pdf.Reader.CID.AdobeKorea1 
    



      
Adobe-Korea1 CID to Unicode mapping (~17000 entries).
Bundled at compile time from priv/adobe-korea1-cid2unicode.txt,
normalized from the cid2code.txt table in the cmap-resources repository
(Adobe-Korea1-2/cid2code.txt, UniKS-UCS2 column).
Each entry generates a pattern-match clause (O(1) BEAM dispatch).
Spec references
	PDF 1.7 (ISO 32000-1) § 9.7 — Composite Fonts:
https://opensource.adobe.com/dc-acrobat-sdk-docs/standards/pdfstandards/pdf/PDF32000_2008.pdf
	PDF 1.7 § 9.7.4 — CIDFonts
	PDF 1.7 § 9.7.5 — CMaps (Identity-H, Identity-V predefined)
	Adobe-Korea1 collection: https://github.com/adobe-type-tools/Adobe-Korea1
	CMap resources (source data): https://github.com/adobe-type-tools/cmap-resources


      


      
        Summary


  
    Functions
  


    
      
        lookup(arg1)

      


        Returns {:ok, codepoint} for known CIDs, :error for unknown ones.



    





      


      
        Functions


        


  
    
      
    
    
      lookup(arg1)



        
          
        

    

  


  

      

          @spec lookup(non_neg_integer()) :: {:ok, non_neg_integer()} | :error


      


Returns {:ok, codepoint} for known CIDs, :error for unknown ones.
Codepoint is a Unicode scalar value (non_neg_integer).

  


        

      


  

    
Pdf.Reader.CID.CIDToGIDMap 
    



      
Parser and lookup for the PDF /CIDToGIDMap entry in Type2 CIDFont dicts.
/CIDToGIDMap maps CIDs to GIDs (glyph indices) in the referenced CIDFont
program. This module parses it and stores the result for future glyph-rendering
work. It is NOT used in the Unicode resolution cascade — the cascade goes
CID → Unicode directly via the registry tables.
Supported forms
	{:name, "Identity"} — GID == CID for all characters.
	{:stream, dict, raw_bytes} — FlateDecode-decoded binary of uint16-BE pairs.
	{:ref, n, g} — indirect reference resolved via Pdf.Reader.ObjectResolver.

Spec references
	PDF 1.7 (ISO 32000-1) § 9.7 — Composite Fonts:
https://opensource.adobe.com/dc-acrobat-sdk-docs/standards/pdfstandards/pdf/PDF32000_2008.pdf
	PDF 1.7 § 9.7.4 — CIDFonts (/CIDToGIDMap key description)
	PDF 1.7 § 9.7.5 — Predefined CMaps (Identity-H/V context)


      


      
        Summary


  
    Functions
  


    
      
        lookup(arg1, cid)

      


        Look up a CID in a parsed CIDToGIDMap.



    


    
      
        parse(ref, doc)

      


        Parse a /CIDToGIDMap PDF value into an internal representation.
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      lookup(arg1, cid)



        
          
        

    

  


  

      

          @spec lookup(:identity | {:stream_map, binary()}, non_neg_integer()) ::
  {:ok, non_neg_integer()} | :error


      


Look up a CID in a parsed CIDToGIDMap.
Returns {:ok, gid} or :error.
	:identity — GID == CID always.
	{:stream_map, bytes} — binary offset at cid * 2, decoded as big-endian uint16.


  



  
    
      
    
    
      parse(ref, doc)



        
          
        

    

  


  

      

          @spec parse(any(), Pdf.Reader.Document.t()) ::
  {:ok, :identity | {:stream_map, binary()}, Pdf.Reader.Document.t()}
  | {:error, :malformed}


      


Parse a /CIDToGIDMap PDF value into an internal representation.
Returns:
	{:ok, :identity, doc} for {:name, "Identity"}
	{:ok, {:stream_map, binary}, doc} for stream values (decoded)
	{:error, :malformed} for unrecognised values


  


        

      


  

    
Pdf.Reader.CID.CMapParser 
    



      
Minimal PostScript subset parser for Adobe predefined CMap files.
Handles only the operators required for CID lookup:
begin/endcodespacerange, begin/endcidchar, begin/endcidrange,
begin/endnotdefchar, begin/endnotdefrange, usecmap.
All other PostScript content (comments, /CMapName, /CIDSystemInfo,
/WMode, dict/array literals, dup/def/pop, etc.) is silently skipped.
Returns a parsed struct compatible with Pdf.Reader.CID.PredefinedCMap
for caching and lookup.
Spec references
	PDF 1.7 (ISO 32000-1) § 9.7.5 — Predefined CMaps:
https://opensource.adobe.com/dc-acrobat-sdk-docs/standards/pdfstandards/pdf/PDF32000_2008.pdf
	PDF 1.7 § 9.7.6 — Codespace ranges:
https://opensource.adobe.com/dc-acrobat-sdk-docs/standards/pdfstandards/pdf/PDF32000_2008.pdf
	Adobe Tech Note #5099 — CMap and CIDFont Files Specification:
https://adobe-type-tools.github.io/font-tech-notes/pdfs/5099.CMapResources.pdf
	Adobe Tech Note #5014 — CID-Keyed Font Technology Overview:
https://adobe-type-tools.github.io/font-tech-notes/pdfs/5014.CIDFont_Spec.pdf
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        cmap()

      


    





  
    Functions
  


    
      
        parse(text)

      


        Parse a PostScript CMap text and return a plain map with the extracted
CID mapping data.
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          @type cmap() :: %{
  cidchar: %{required(non_neg_integer()) => non_neg_integer()},
  cidrange: [{non_neg_integer(), non_neg_integer(), non_neg_integer()}],
  notdef_chars: %{required(non_neg_integer()) => non_neg_integer()},
  notdef_ranges: [{non_neg_integer(), non_neg_integer(), non_neg_integer()}],
  codespaces: %{required(1..4) => [{non_neg_integer(), non_neg_integer()}]},
  parent: String.t() | nil
}
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      parse(text)



        
          
        

    

  


  

      

          @spec parse(text :: binary()) :: {:ok, cmap()} | {:error, term()}


      


Parse a PostScript CMap text and return a plain map with the extracted
CID mapping data.
Returns {:ok, cmap_fields} on success or {:error, reason} if the
input is fundamentally unparseable. Unknown or irrelevant tokens are
silently skipped — this function NEVER raises.
Return map keys
	:cidchar — %{code_integer => cid_integer}
	:cidrange — [{lo, hi, base_cid}]
	:notdef_chars — %{code_integer => cid_integer}
	:notdef_ranges — [{lo, hi, base_cid}]
	:codespaces — %{byte_length => [{lo, hi}]}, grouped by byte width
	:parent — String.t() | nil — name from usecmap directive



  


        

      


  

    
Pdf.Reader.CID.Codespace 
    



      
Variable-length codespace-aware tokenizer for predefined CMap byte sequences.
Per PDF 1.7 § 9.7.6, byte sequences are matched against codespace ranges
grouped by length (1-4 bytes). Shortest match wins. Bytes that don't
match any codespace are silently dropped one at a time.
Spec references
	PDF 1.7 (ISO 32000-1) § 9.7.6 — Codespace ranges:
https://opensource.adobe.com/dc-acrobat-sdk-docs/standards/pdfstandards/pdf/PDF32000_2008.pdf
	Adobe Tech Note #5099 — CMap and CIDFont Files Specification


      


      
        Summary


  
    Types
  


    
      
        codespaces()

      


    





  
    Functions
  


    
      
        tokenize(bytes, codespaces)

      


        Tokenize a binary into a list of integer codes per codespace ranges.



    





      


      
        Types


        


  
    
      
    
    
      codespaces()



        
          
        

    

  


  

      

          @type codespaces() :: %{required(1..4) => [{non_neg_integer(), non_neg_integer()}]}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      tokenize(bytes, codespaces)



        
          
        

    

  


  

      

          @spec tokenize(binary(), codespaces()) :: [non_neg_integer()]


      


Tokenize a binary into a list of integer codes per codespace ranges.
Tries to match the shortest prefix of bytes against one of the codespace
ranges (by byte-length, 1 first). On a hit, appends the big-endian decoded
integer to the result and recurses on the remainder. On a miss for all
lengths 1–4, drops the first byte and recurses.
Returns [non_neg_integer()] (big-endian-decoded integers).

  


        

      


  

    
Pdf.Reader.CID.Decoder 
    



      
CID font decoder for Type0/Identity-H and Identity-V composite fonts.
Returns a decoder_fn() closure with the same contract as the simple-font
decoder: (binary() -> {String.t(), [{non_neg_integer(), binary()}]}).
Resolution cascade (per CID)
	ToUnicode CMap — if the font has a /ToUnicode stream, its bf_char/
bf_range entries are checked first (most specific).
	Adobe registry table — /CIDSystemInfo /Ordering maps to one of the four
bundled collection modules (AdobeJapan1, AdobeCNS1, AdobeKorea1,
AdobeGB1). O(1) pattern-match dispatch.
	U+FFFD fallback — unresolved CIDs yield U+FFFD plus a sentinel tuple
{idx, "cid:0xHHHH"} appended to the unresolved list.

__test_cmap__ shortcut
For unit tests, a pre-parsed %Pdf.Reader.CMap{} can be injected by storing
it in the font dict under the key "__test_cmap__". This bypasses stream
resolution. (Mirrors the same shortcut in Pdf.Reader.Font.)
Width / advance computation
This module handles character decoding only (bytes → Unicode text). Glyph
advance widths (/W and /DW entries on the DescendantFonts[0] dict) are read
separately by Pdf.Reader.Font.Widths (§ 9.7.4.3). The two concerns are
intentionally kept in separate modules: decoding and advance computation are
independent of each other.
Spec references
	PDF 1.7 (ISO 32000-1) § 9.7 — Composite Fonts:
https://opensource.adobe.com/dc-acrobat-sdk-docs/standards/pdfstandards/pdf/PDF32000_2008.pdf
	PDF 1.7 § 9.7.4 — CIDFonts
	PDF 1.7 § 9.7.4.3 — /W and /DW arrays (handled by Pdf.Reader.Font.Widths)
	PDF 1.7 § 9.7.5 — CMaps (Identity-H, Identity-V predefined)
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        build(font_dict, doc)

      


        Build a CID decoder closure from a Type0 font dict.



    


    
      
        build_predefined(font_dict, doc)

      


        Build a predefined CMap decoder closure from a Type0 font dict whose
/Encoding names a bundled predefined CMap (e.g. UniJIS-UTF16-H).
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          @type decoder_fn() :: (binary() -> {String.t(), [{non_neg_integer(), binary()}]})
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          @spec build(map(), Pdf.Reader.Document.t()) ::
  {:ok, decoder_fn(), Pdf.Reader.Document.t()} | {:error, term()}


      


Build a CID decoder closure from a Type0 font dict.
font_dict is the top-level Type0 font dictionary (already resolved).
Reads DescendantFonts, CIDSystemInfo, CIDToGIDMap, and ToUnicode.
Returns {:ok, decoder_fn, updated_doc}.

  



  
    
      
    
    
      build_predefined(font_dict, doc)



        
          
        

    

  


  

      

          @spec build_predefined(map(), Pdf.Reader.Document.t()) ::
  {:ok, decoder_fn(), Pdf.Reader.Document.t()} | {:error, term()}


      


Build a predefined CMap decoder closure from a Type0 font dict whose
/Encoding names a bundled predefined CMap (e.g. UniJIS-UTF16-H).
Resolution cascade per code token (PDF 1.7 § 9.7.5, D9):
	ToUnicode CMap — if present, checked first (most specific).
	Predefined CMap — cidchar → cidrange → notdef lookup.
	Adobe registry table — CID → Unicode via AdobeJapan1/CNS1/Korea1/GB1.
	U+FFFD fallback — unresolved codes yield U+FFFD + sentinel.

Returns {:ok, decoder_fn, updated_doc}.

  


        

      


  

    
Pdf.Reader.CID.PredefinedCMap 
    



      
Lazy loader and lookup for Adobe predefined CMaps bundled in priv/cmap/.
Parses on first use via Pdf.Reader.CID.CMapParser, caches the result in
Document.cache keyed {:predefined_cmap, name}. Handles usecmap chains
recursively with a visited MapSet to prevent cycles. Missing or non-bundled
parents fall back to an empty CMap per discovery #182 (the UCS2 abstract parent
files do not exist in the upstream repo).
Merge semantics
Child mappings override parent mappings:
	cidchar — Map.merge(parent, child) (child wins on collision)
	cidrange — child list prepended to parent list (child scanned first)
	codespaces — unioned; child entries prepended per byte-length

Spec references
	PDF 1.7 (ISO 32000-1) § 9.7.5 — Predefined CMaps:
https://opensource.adobe.com/dc-acrobat-sdk-docs/standards/pdfstandards/pdf/PDF32000_2008.pdf
	PDF 1.7 § 9.7.6 — Codespace ranges and tokenization:
https://opensource.adobe.com/dc-acrobat-sdk-docs/standards/pdfstandards/pdf/PDF32000_2008.pdf
	Adobe Tech Note #5099 — CMap and CIDFont Files Specification:
https://adobe-type-tools.github.io/font-tech-notes/pdfs/5099.CMapResources.pdf
	Adobe Tech Note #5014 — CID-Keyed Font Technology Overview:
https://adobe-type-tools.github.io/font-tech-notes/pdfs/5014.CIDFont_Spec.pdf
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        Returns true if name is one of the 40 bundled predefined CMap names.
This is an O(1) MapSet lookup — no I/O at call time.



    


    
      
        load_by_name(name, doc)

      


        Load a predefined CMap by name, using doc.cache as a parse cache.



    


    
      
        lookup(cmap, code)

      


        Look up code in a merged predefined CMap (as returned by load_by_name/2).
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          @spec bundled?(String.t()) :: boolean()


      


Returns true if name is one of the 40 bundled predefined CMap names.
This is an O(1) MapSet lookup — no I/O at call time.

  



  
    
      
    
    
      load_by_name(name, doc)



        
          
        

    

  


  

      

          @spec load_by_name(String.t(), Pdf.Reader.Document.t()) ::
  {:ok, map(), Pdf.Reader.Document.t()} | {:error, term()}


      


Load a predefined CMap by name, using doc.cache as a parse cache.
On the first call for a given name, reads priv/cmap/<name>, parses it via
CMapParser.parse/1, resolves the usecmap parent chain (if any), merges
parent + child (child overrides), and stores the merged result in
doc.cache[{:predefined_cmap, name}].
Subsequent calls for the same name with a doc that already holds the cached
result return immediately without re-parsing.
Returns:
	{:ok, cmap_map, updated_doc} on success
	{:error, {:not_bundled, name}} if name is not in the bundle
	{:error, :cycle} if a cyclic usecmap chain is detected
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          @spec lookup(map(), non_neg_integer()) :: {:ok, non_neg_integer()} | :error


      


Look up code in a merged predefined CMap (as returned by load_by_name/2).
Resolution order (per PDF 1.7 § 9.7.5):
	cidchar exact match
	cidrange list scan (first matching range wins)
	notdef_chars exact match
	notdef_ranges list scan
	:error — code not in any mapping

Returns {:ok, cid} or :error.

  


        

      


  

    
Pdf.Reader.CMap 
    



      
Parser for the ToUnicode CMap subset used in PDF fonts.
Spec reference: PDF 1.7 § 9.10.3 and Adobe Tech Note 5099
(CMap and CIDFont Files Specification).
Supported subset
Only beginbfchar/endbfchar and beginbfrange/endbfrange sections
are parsed. Everything else (codespacerange, cidchar, cidrange, notdefchar,
notdefrange, and PostScript prologue/epilogue) is silently skipped.
Data shape
%Pdf.Reader.CMap{
  bf_char: %{integer => String.t()},       # O(log n) map lookup
  bf_range: [{lo, hi, dst}]                # linear scan, dst is String.t() or [String.t()]
}
Lookup order
	bf_char (O(log n) map) — checked first.
	bf_range (linear, typically < 10 entries) — checked on miss.

Returns nil if not mapped by either table.
UTF-16BE decoding
Hex strings in the CMap (<HHHH...>) are UTF-16BE encoded codepoint sequences.
Erlang's :unicode.characters_to_binary/3 converts them to UTF-8 (Elixir String.t()).
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        lookup(c_map, code)

      


        Looks up a character code in the CMap.



    


    
      
        parse(binary)

      


        Parses a ToUnicode CMap binary into a %Pdf.Reader.CMap{} struct.
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          @type t() :: %Pdf.Reader.CMap{
  bf_char: %{required(non_neg_integer()) => String.t()},
  bf_range: [{non_neg_integer(), non_neg_integer(), String.t() | [String.t()]}]
}
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          @spec lookup(t(), non_neg_integer()) :: String.t() | nil


      


Looks up a character code in the CMap.
Returns the corresponding UTF-8 String.t() or nil if not mapped.
Lookup order: bf_char first (O(log n)), then bf_range (linear scan).
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          @spec parse(binary()) :: t()


      


Parses a ToUnicode CMap binary into a %Pdf.Reader.CMap{} struct.
Only bfchar and bfrange sections are extracted.
All other PostScript CMap constructs are skipped silently.

  


        

      


  

    
Pdf.Reader.ContentStream 
    



      
PDF content stream interpreter for text and image extraction.
Spec reference: PDF 1.7 § 9.4 (text operators), § 8.4 (general graphics state),
§ 8.8 (XObjects), § 9.4.5 (Tf — set text font and size).
Phase 1.1 additions
	font_decoders: opt — %{font_name => decoder_fn}. When provided, the
active decoder is swapped on every Tf operator. After Tf /F1 12 the
decoder for "F1" is activated; subsequent Tj/TJ/'/" calls use it.
When a font name is not in the map, the default_decoder (the second argument
to interpret/3) is used instead.
Spec reference: PDF 1.7 § 9.4.5 (Tf operator).

	Do image event shape change — event is now
{:image, %{name: name, ctm: {a, b, c, d, e, f}}} (full 6-tuple of the CTM
at Do time). The :x and :y fields (formerly present directly) are derived
from ctm.e and ctm.f by the caller (Pdf.Reader.extract_page_images/3).


Phase 1 scope
Interprets 15 operators sufficient for text and image extraction:
BT, ET, Tf, Tj, TJ, ', ", Td, TD, Tm, T*,
cm, q, Q, Do.
All other operators (path construction, painting, color, shading, inline images,
marked content, compatibility) are silently consumed — their operands are
cleared from the operand stack and execution continues. This keeps the interpreter
robust to real-world content streams without crashing.
API
interpret(content_binary, decoder) :: {:ok, [event]} | {:error, term}
interpret(content_binary, decoder, opts) :: {:ok, [event]} | {:error, term}
Where decoder :: (bytes :: binary) -> {text :: String.t(), unresolved :: list()}.
Options
	:xobjects — %{name :: binary => {:ref, n, g} | inline_dict | :image | :form}.
Phase 3 (Form recursion): the recommended shape is %{name => raw_ref} — the
interpreter classifies on demand by resolving the XObject and inspecting
/Subtype. The legacy :image | :form atoms remain accepted by the public
interpret/3 path (which does NOT recurse into Forms) for backward-compat.

	:font_decoders — %{font_name :: binary => decoder_fn} — per-font decoder map.
See Phase 1.1 additions above. Default: %{}.

Events
	{:text, %{text: String.t(), unresolved: list(), x: float, y: float, font: binary, size: float}}
	{:image, %{name: binary, ctm: {float, float, float, float, float, float}}} — Phase 1.1
	{:deferred, :form_xobject, name :: binary} — emitted only on the legacy interpret/3
path (no doc threaded). The recursive path in do_interpret_with_doc/5 REPLACES
deferred events with the actual recursed Form content.
	{:cycle_detected, {n, g}} — Phase 3: emitted when a Form XObject self-references
or transitively cycles. Dropped by the reader facade's events_to_text_runs/2.
	{:max_depth_exceeded, {n, g}} — Phase 3: emitted when recursion would exceed
@max_form_depth (8). Dropped by the reader facade.

Position math
Absolute position of a glyph run start:
M_render = Tm × CTM
x = M_render.e, y = M_render.f
Spec: PDF 1.7 § 8.3.3 (row-vector convention), § 9.4.4 (text advance).
Glyph advance (§ 9.4.4)
Text-matrix advance uses the full PDF § 9.4.4 formula per glyph:
tx = ((w/1000 - Tj_kern) * Tfs + Tc + Tw_if_space) * Th
Where w comes from the active font's widths_fn closure (set by Tf).
Fonts without embedded /Widths produce w=0; advance is then driven
only by Tc/Tw/Tj_kern (documented gap for Standard-14 fonts).
Position of the START of each run is exact (derived from Tm at call time).
Unknown operator strategy
When an unrecognized operator is encountered, the entire operand stack is cleared
(per PDF spec § 7.8.2 which states conforming readers should process what they can).
This is the same strategy used by most major PDF parsers (e.g. pdfminer-six, pdf.js).
Spec references
	PDF 1.7 (ISO 32000-1) — Adobe free mirror:
https://opensource.adobe.com/dc-acrobat-sdk-docs/standards/pdfstandards/pdf/PDF32000_2008.pdf	§ 7.8.2 — Content streams (unknown operator strategy)
	§ 8.3.3 — Coordinate Systems / Matrix Math
	§ 8.4 — General Graphics State (q, Q, cm)
	§ 8.8 — External Objects (Do operator)
	§ 8.10 — Form XObjects (recursion target)
	§ 8.10.2 — Form Dictionaries (/Matrix, /BBox, /Resources)
	§ 9.4 — Text Operators (BT/ET/Tf/Tj/TJ/'/"/Td/TD/Tm/T*)
	§ 9.4.4 — Text advance and Tm update
	§ 9.4.5 — Text State (Tf operator)


	Mozilla pdf.js src/core/evaluator.js (Apache-2.0 reference impl):
https://github.com/mozilla/pdf.js/blob/master/src/core/evaluator.js
	pdfminer-six pdfminer/pdfinterp.py (MIT reference impl):
https://github.com/pdfminer/pdfminer.six/blob/master/pdfminer/pdfinterp.py
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        interpret(binary, decoder, opts \\ [])

      


        Interprets a PDF content stream binary, emitting text and image events.
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          @type decoder() :: (binary() -> {String.t(), list()})
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          @type deferred_event() :: {:deferred, :form_xobject, binary()}
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          @type event() :: text_event() | image_event() | deferred_event() | guard_event()
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          @type guard_event() ::
  {:cycle_detected, {pos_integer(), non_neg_integer()}}
  | {:max_depth_exceeded, {pos_integer(), non_neg_integer()}}


      



  



  
    
      
    
    
      image_event()



        
          
        

    

  


  

      

          @type image_event() ::
  {:image,
   %{
     name: binary(),
     ctm: {float(), float(), float(), float(), float(), float()}
   }}


      



  



  
    
      
    
    
      text_event()



        
          
        

    

  


  

      

          @type text_event() ::
  {:text,
   %{
     text: String.t(),
     unresolved: list(),
     x: float(),
     y: float(),
     font: nil | binary(),
     size: float()
   }}
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          @spec interpret(binary(), decoder(), keyword()) :: {:ok, [event()]} | {:error, term()}


      


Interprets a PDF content stream binary, emitting text and image events.
decoder is called for every string operand (Tj, TJ, etc.) and must
return {decoded_utf8_text, unresolved_list}.
Options:
	:xobjects — %{name => :image | :form} for Do operator dispatch.



  


        

      


  

    
Pdf.Reader.Destination 
    



      
Destination resolution for outline and annotation /Dest values.
Handles 4 variants:
	Direct array [<page-ref> /XYZ x y zoom] — first element is a page ref.
	Named string — looked up in catalog /Names /Dests name tree.
	/A /S /GoTo /D <array> — array variant inside an action dict.
	/A /S /GoTo /D <name> — named variant inside an action dict.

Unresolvable destinations return {:ok, nil, doc} — no error is raised.
Spec references
	PDF 1.7 § 12.3.2 — Destinations:
https://opensource.adobe.com/dc-acrobat-sdk-docs/standards/pdfstandards/pdf/PDF32000_2008.pdf
	PDF 1.7 § 12.6 — Actions
	PDF 1.7 § 7.9.6 — Name Trees
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        build_named_dest_index(doc)

      


        Builds (and caches) a flat %{name => dest_array} map from the catalog's
/Names /Dests name tree.



    


    
      
        ensure_page_index(doc)

      


        Ensures the page-ref index is built and returns it.



    


    
      
        resolve(dest, doc, page_index)

      


        Resolves a destination value to a 1-indexed page number.
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          @spec build_named_dest_index(Pdf.Reader.Document.t()) ::
  {:ok, %{required(String.t()) => list()}, Pdf.Reader.Document.t()}


      


Builds (and caches) a flat %{name => dest_array} map from the catalog's
/Names /Dests name tree.
The result is cached in doc.cache[:named_dest_index]. If the catalog has
no /Names or /Dests entry, returns {:ok, %{}, doc}.
Name tree traversal:
	Visits ALL /Kids (does NOT binary-search via /Limits — corrupt PDFs
may violate sort order).
	Depth cap: @max_name_tree_depth 20 — nodes beyond depth 20 are skipped.
	Cycle guard: MapSet of {obj_num, gen_num} to prevent infinite loops.


  



  
    
      
    
    
      ensure_page_index(doc)



        
          
        

    

  


  

      

          @spec ensure_page_index(Pdf.Reader.Document.t()) ::
  {:ok, %{required({pos_integer(), non_neg_integer()}) => pos_integer()},
   Pdf.Reader.Document.t()}


      


Ensures the page-ref index is built and returns it.
The index maps {obj_num, gen_num} refs to 1-indexed page numbers.
The result is cached in doc.cache[:page_ref_index] — subsequent calls
return the cached value without re-traversing the page tree.
Example
{:ok, index, doc} = Pdf.Reader.Destination.ensure_page_index(doc)
page_num = Map.get(index, {3, 0})  # => 1
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          @spec resolve(any(), Pdf.Reader.Document.t(), %{
  required({pos_integer(), non_neg_integer()}) => pos_integer()
}) :: {:ok, pos_integer() | nil, Pdf.Reader.Document.t()}


      


Resolves a destination value to a 1-indexed page number.
Accepts any of the 4 dest variants described in the moduledoc. Returns
{:ok, page_num, doc} where page_num is a positive integer or nil
when the destination cannot be resolved.
The returned doc may have a warmer cache than the input.
Parameters
	dest — the raw dest value from the PDF dict (see variants above)
	doc — the %Pdf.Reader.Document{} to resolve against
	page_index — a %{{obj_num, gen_num} => page_num_1indexed} map;
obtain via ensure_page_index/1


  


        

      


  

    
Pdf.Reader.Document 
    



      
Struct representing an open PDF document in the reader.
Holds the full PDF binary, the merged cross-reference table, the most-recent
trailer dictionary, a lazy object-resolution cache, and memoized page refs.
The struct is immutable — every Pdf.Reader.* function that resolves objects
returns an updated copy with a warmer cache. Dropping the updated copy is safe
(correctness is preserved) but re-resolving the same object will incur a
re-parse. Thread the returned doc forward for performance.
Callers do not construct Document directly; obtain one via Pdf.Reader.open/1.
Cache key conventions
The :cache field is a plain %{} map. Keys used by reader subsystems:
	{n, g} — resolved object with xref ref (n, g) (used by ObjectResolver)
	{:font_decoder, {n, g}} — cached decoder closure for the font at ref (n, g),
built by Pdf.Reader.Font.build_decoder/2. Present only for fonts accessed via
an indirect reference. Inline font dicts (embedded literally in a resources dict)
are NOT cached — they are rebuilt on every call.
	{:page_resources, {n, g}} — resolved /Resources map for the leaf page at
ref (n, g). Written by Pdf.Reader.resolve_page_resources/4 after the first
/Parent-chain walk for a given page. Subsequent calls for the same page ref
short-circuit the walk and return the cached map directly. Intermediate ancestor
nodes are NOT cached — only the leaf page ref is used as the key.

Recovery mode
When opened with recover: true, the struct carries two additional fields:
	:recover_mode — true when recovery is active; false (default) for strict mode.
	:recovery_log — a reverse-prepend accumulator of structured recovery event tuples.
Exposed in chronological (oldest-first) order via Pdf.Reader.recovery_log/1.

Closed set of recovery event tuples (PDF 1.7 § 7.5, § 7.5.4, § 7.5.5, § 7.5.8):
	Tuple	Meaning
	{:xref_recovered, n}	Linear scan recovered n object entries (§ 7.5.4, § 7.5.8)
	{:eof_marker_missing, :linear_scan_used}	%%EOF absent; linear scan was invoked (§ 7.5.5)
	{:page_failed, page_n_or_ref, reason}	A page was skipped. page_n_or_ref is either a non_neg_integer() page index OR a {n, g} ref-key tuple (used when iteration happens by /Kids ref before pages are indexed); reason is an atom or term
	{:font_skipped, page_n, font_name, reason}	Font replaced with U+FFFD fallback
	{:page_tree_recovered, n}	Catalog/Pages fallback found n page objects

Spec references
	PDF 1.7 § 7.5 — PDF file structure
	PDF 1.7 § 7.5.4 — Cross-reference table
	PDF 1.7 § 7.5.5 — File trailer
	PDF 1.7 § 7.5.8 — Cross-reference streams
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        log_recovery(doc, event)

      


        Appends a recovery event to the document's internal log (reverse-prepend).
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          @type encryption_context() :: %Pdf.Reader.Encryption.StandardHandler{
  cf: term(),
  encrypt_metadata: term(),
  file_key: term(),
  filter: term(),
  id: term(),
  length: term(),
  o: term(),
  oe: term(),
  p: term(),
  perms: term(),
  revision: term(),
  stm_filter: term(),
  str_filter: term(),
  u: term(),
  ue: term(),
  version: term()
}
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          @type recovery_event() ::
  {:eof_marker_missing, atom()}
  | {:xref_recovered, non_neg_integer()}
  | {:page_tree_recovered, non_neg_integer()}
  | {:page_failed, non_neg_integer() | {pos_integer(), non_neg_integer()},
     term()}
  | {:font_skipped, non_neg_integer(), binary(), term()}
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          @type ref() :: {pos_integer(), non_neg_integer()}
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          @type t() :: %Pdf.Reader.Document{
  binary: binary(),
  cache: %{required(ref()) => term()},
  encryption: encryption_context() | nil,
  page_refs: [ref()] | nil,
  recover_mode: boolean(),
  recovery_log: [recovery_event()],
  trailer: map(),
  version: String.t(),
  xref: %{required(ref()) => xref_entry()}
}
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          @type xref_entry() ::
  {:in_use, offset :: non_neg_integer(), gen :: non_neg_integer()}
  | {:compressed, objstm_obj :: pos_integer(), index :: non_neg_integer()}
  | :free
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          @spec log_recovery(t(), recovery_event()) :: t()


      


Appends a recovery event to the document's internal log (reverse-prepend).
This is the single chokepoint for all recovery event recording.
Callers retrieve events in chronological order via Pdf.Reader.recovery_log/1,
which calls Enum.reverse/1 on the internal accumulator.
Spec reference
PDF 1.7 § 7.5 — PDF file structure (recovery model).

  


        

      


  

    
Pdf.Reader.Encoding 
    



      
Encoding cascade facade for resolving PDF character codes to Unicode codepoints.
Spec reference: PDF 1.7 § 9.6.5 (Type1 encoding), § 9.10.3 (ToUnicode CMap).
Cascade priority (highest first)
	ToUnicode CMap — if a %Pdf.Reader.CMap{} is provided and the code is mapped,
return that codepoint immediately.
	/Differences + AGL — if a /Differences map is provided and has a glyph name
for this byte, resolve the glyph name through the Adobe Glyph List.
	Base encoding — one of :win_ansi, :mac_roman, or :standard (Standard Encoding).
	Unresolved fallback — emit {:unresolved, marker} where marker is the glyph name
(from /Differences) or "byte:0xNN" if no glyph name is available.

resolve_byte/3
resolve_byte(byte, cmap_or_nil, opts) :: {:ok, codepoint :: integer()} | {:unresolved, binary()}
Options:
	:differences — %{integer() => glyph_name :: binary()} or nil
	:base_encoding — :win_ansi | :mac_roman | :standard | nil


The caller substitutes U+FFFD for each {:unresolved, _} result and accumulates
unresolved entries for the TextRun.unresolved field (option B shape).

      


      
        Summary


  
    Functions
  


    
      
        resolve_byte(byte, cmap, opts \\ [])

      


        Resolves a single byte to a Unicode codepoint using the encoding cascade.



    





      


      
        Functions


        


    

  
    
      
    
    
      resolve_byte(byte, cmap, opts \\ [])



        
          
        

    

  


  

      

          @spec resolve_byte(0..255, Pdf.Reader.CMap.t() | nil, keyword()) ::
  {:ok, non_neg_integer()} | {:unresolved, binary()}


      


Resolves a single byte to a Unicode codepoint using the encoding cascade.
Returns {:ok, codepoint} on success or {:unresolved, marker} when no
mapping can be found. The marker is either a glyph name (if /Differences
provided one) or "byte:0xNN" for a raw byte with no name.

  


        

      


  

    
Pdf.Reader.Encoding.Differences 
    



      
Applies a PDF /Differences array on top of a base encoding override map.
Spec reference: PDF 1.7 § 9.6.5.1.
Format
/Differences is an array mixing integers and names:
[32 /space 65 /A /B /C 200 /uni0024 ...]
	An integer N sets the current code position to N.
	Each subsequent name installs that glyph name at position, then increments by 1.

API
apply(base_overrides, differences_array) :: %{integer() => glyph_name :: binary()}
The output is a byte→glyph_name map. Codepoint resolution (via AGL or ToUnicode)
happens later in the encoding facade (Pdf.Reader.Encoding).
/Differences entries override the base map. Base entries not touched by
/Differences are preserved.

      


      
        Summary


  
    Functions
  


    
      
        apply(base, differences)

      


        Applies a /Differences array on top of base, returning the merged
byte→glyph_name override map.



    





      


      
        Functions


        


  
    
      
    
    
      apply(base, differences)



        
          
        

    

  


  

      

          @spec apply(%{required(non_neg_integer()) => binary()}, list()) :: %{
  required(non_neg_integer()) => binary()
}


      


Applies a /Differences array on top of base, returning the merged
byte→glyph_name override map.
differences is a list of integers and {:name, binary()} tuples, matching
the tagged-tuple convention used by the reader's parser.

  


        

      


  

    
Pdf.Reader.Encoding.MacRoman 
    



      
Mac OS Roman (MacRomanEncoding) byte-to-Unicode codepoint table.
Used by PDF readers to decode single-byte character codes for fonts
that specify /Encoding /MacRomanEncoding (or omit an encoding and
use a Mac-origin Type 1 font).
The table is generated at compile time from priv/mac_roman.txt,
which is the canonical mapping published by Apple at
https://www.unicode.org/Public/MAPPINGS/VENDORS/APPLE/ROMAN.TXT.
Bytes that are not present in the source file return :undefined.

      


      
        Summary


  
    Functions
  


    
      
        decode(byte)

      


        Decode a single byte to a Unicode codepoint.



    


    
      
        entry_count()

      


        Returns the number of byte→codepoint entries loaded from priv/mac_roman.txt.



    





      


      
        Functions


        


  
    
      
    
    
      decode(byte)



        
          
        

    

  


  

      

          @spec decode(0..255) :: non_neg_integer() | :undefined


      


Decode a single byte to a Unicode codepoint.
Returns :undefined for bytes that have no mapping in Mac OS Roman.

  



  
    
      
    
    
      entry_count()



        
          
        

    

  


  

      

          @spec entry_count() :: non_neg_integer()


      


Returns the number of byte→codepoint entries loaded from priv/mac_roman.txt.

  


        

      


  

    
Pdf.Reader.Encoding.StandardEncoding 
    



      
PDF Standard Encoding — byte-to-Unicode codepoint table.
Used for fonts that specify /Encoding /StandardEncoding (or omit
an explicit encoding and use a Type 1 font with default encoding).
The byte→glyph-name table is generated from priv/standard_encoding.txt
(PDF 1.7 ISO 32000-1, Annex D.2 Table D.2; cross-checked against
Mozilla pdf.js, Apache-2.0). Glyph names are resolved to Unicode
codepoints at compile time via the Adobe Glyph List
(priv/glyphlist.txt). Bytes that have no entry return :undefined.

      


      
        Summary


  
    Functions
  


    
      
        decode(byte)

      


        Decode a single byte to a Unicode codepoint.



    


    
      
        entry_count()

      


        Returns the number of byte→codepoint entries loaded at compile time.



    





      


      
        Functions


        


  
    
      
    
    
      decode(byte)



        
          
        

    

  


  

      

          @spec decode(0..255) :: non_neg_integer() | :undefined


      


Decode a single byte to a Unicode codepoint.
Returns :undefined for bytes that have no mapping in PDF Standard Encoding.

  



  
    
      
    
    
      entry_count()



        
          
        

    

  


  

      

          @spec entry_count() :: non_neg_integer()


      


Returns the number of byte→codepoint entries loaded at compile time.

  


        

      


  

    
Pdf.Reader.Encoding.WinAnsi 
    



      
WinAnsi (Windows-1252 / CP1252) encoding — read direction.
Delegates to the existing Pdf.Encoding.WinAnsi writer module for the
underlying character table data, exposing a single decode/1 function
that maps a byte (0–255) to its Unicode codepoint.
Used by the reader when a font specifies /Encoding /WinAnsiEncoding or
derives encoding from a Windows-origin Type 1 or TrueType font.

      




  

    
Pdf.Reader.Encryption 
    



      
Facade module for PDF Standard Security Handler authentication and decryption.
Dispatches to the appropriate version-specific module (V1V2, V4, V5)
based on the /V field of the parsed %StandardHandler{} struct.
This module does NOT parse the Encrypt dict — that is handled by
Pdf.Reader.Encryption.StandardHandler.parse/2. This module only:
	Dispatches unlock/3 to the correct version module.
	Returns the handler with :file_key populated on success.

Authentication flow
	Try user password via authenticate_user/2 for the detected version.
	If that fails (:error), try owner password via authenticate_owner/2.
	Return {:ok, %StandardHandler{file_key: key}} or :error.

Supported versions
	/V	Module	Revision
	1	V1V2	R=2
	2	V1V2	R=3/4
	4	V4	R=4
	5	V5	R=6 only

V5/R5 (deprecated Acrobat X beta) is rejected by V5.authenticate_user/2
with {:error, :encrypted_unsupported_handler} per R-ENC25.
Spec references
	PDF 1.7 (ISO 32000-1) § 7.6 — Standard Security Handler (V1/V2/V4):
https://opensource.adobe.com/dc-acrobat-sdk-docs/standards/pdfstandards/pdf/PDF32000_2008.pdf
	PDF 2.0 (ISO 32000-2) § 7.6 — Standard Security Handler (V5/R6):
https://www.pdfa.org/wp-content/uploads/2023/04/ISO_32000_2_2020_PDF_2.0_FDIS.pdf
	Mozilla pdf.js src/core/crypto.js (Apache-2.0 reference implementation):
https://github.com/mozilla/pdf.js/blob/master/src/core/crypto.js


      


      
        Summary


  
    Functions
  


    
      
        unlock(password, handler, doc)

      


        Attempts to unlock an encrypted PDF handler with the given password.



    





      


      
        Functions


        


  
    
      
    
    
      unlock(password, handler, doc)



        
          
        

    

  


  

      

          @spec unlock(binary(), Pdf.Reader.Encryption.StandardHandler.t(), map()) ::
  {:ok, Pdf.Reader.Encryption.StandardHandler.t()}
  | :error
  | {:error, :encrypted_unsupported_handler}


      


Attempts to unlock an encrypted PDF handler with the given password.
Tries the password as user, then as owner. Returns the handler with
:file_key populated on success.
Parameters
	password — the plaintext password string.
	handler — a %StandardHandler{} parsed from the Encrypt dict (:file_key is nil).
	_doc — reserved for future use (e.g., doc reference); ignored for now.

Returns
	{:ok, %StandardHandler{file_key: key}} — authenticated; key is populated.
	:error — wrong password (tried as both user and owner).
	{:error, :encrypted_unsupported_handler} — version unsupported or RC4 unavailable.


  


        

      


  

    
Pdf.Reader.Encryption.ObjectKey 
    



      
Derives the per-object encryption key used for V1, V2, and V4 Standard
Security Handler streams and strings.
Implements Algorithm 1 from PDF 1.7 § 7.6.2, which produces an object-
specific key from the file encryption key, the object number, the generation
number, and the cipher family.
Algorithm 1 (PDF 1.7 § 7.6.2)
	Start with the file encryption key bytes.
	Append obj_num as 3 little-endian bytes (low-order first).
	Append gen_num as 2 little-endian bytes (low-order first).
	If the cipher is AES, append the 4-byte literal "sAlT" (0x73 0x41 0x6c 0x54).
	Compute MD5 over the resulting byte sequence.
	Truncate to min(byte_size(file_key) + 5, 16) bytes.

This function is NOT used for V5 (AES-256); V5 uses the file key directly
without per-object derivation.
Spec references
	PDF 1.7 (ISO 32000-1) § 7.6.2 — General Encryption Algorithm:
https://opensource.adobe.com/dc-acrobat-sdk-docs/standards/pdfstandards/pdf/PDF32000_2008.pdf
	RFC 1321 (MD5):
https://www.rfc-editor.org/rfc/rfc1321.html
	Mozilla pdf.js src/core/crypto.js #buildObjectKey (Apache-2.0 cross-check):
https://github.com/mozilla/pdf.js/blob/master/src/core/crypto.js


      


      
        Summary


  
    Functions
  


    
      
        derive(file_key, obj_num, gen_num, cipher)

      


        Derives a per-object encryption key.



    





      


      
        Functions


        


  
    
      
    
    
      derive(file_key, obj_num, gen_num, cipher)



        
          
        

    

  


  

      

          @spec derive(binary(), non_neg_integer(), non_neg_integer(), :aes_128 | :rc4) ::
  binary()


      


Derives a per-object encryption key.
Parameters
	file_key — the file encryption key derived by Algorithm 2 (V1/V2/V4).
Typically 5 bytes (V1 RC4-40) or up to 16 bytes (V2/V4 RC4-128 / AES-128).
	obj_num — the PDF object number (non-negative integer).
	gen_num — the PDF generation number (non-negative integer; usually 0 for
most in-use objects).
	cipher — the effective cipher for this object.  Pass :aes_128 for AES;
any other value (including :rc4) is treated as RC4 (no "sAlT" suffix).

Returns
A binary of min(byte_size(file_key) + 5, 16) bytes.

  


        

      


  

    
Pdf.Reader.Encryption.PasswordPad 
    



      
Provides the canonical 32-byte PDF password-padding constant and a helper
to pad (or truncate) an arbitrary password binary to exactly 32 bytes.
The padding constant is defined verbatim in the PDF specification and is
used in Algorithm 2 (file encryption key derivation) as well as Algorithms
3–5 (owner/user password authentication) for Standard Security Handler
revisions R=2 through R=4.
Usage
padded = PasswordPad.pad(user_supplied_password)
# padded is always exactly 32 bytes
Spec references
	PDF 1.7 (ISO 32000-1) § 7.6.3.3 Algorithm 2 (step a — padding):
https://opensource.adobe.com/dc-acrobat-sdk-docs/standards/pdfstandards/pdf/PDF32000_2008.pdf
	RFC 1321 (MD5 — used alongside this constant in Algorithm 2):
https://www.rfc-editor.org/rfc/rfc1321.html
	Mozilla pdf.js src/core/crypto.js (Apache-2.0 reference implementation):
https://github.com/mozilla/pdf.js/blob/master/src/core/crypto.js
(CipherTransformFactory._defaultPasswordBytes — cross-check verified)


      


      
        Summary


  
    Functions
  


    
      
        constant()

      


        Returns the canonical 32-byte PDF password-padding constant.



    


    
      
        pad(password)

      


        Pads or truncates password to exactly 32 bytes per PDF 1.7 § 7.6.3.3.



    





      


      
        Functions


        


  
    
      
    
    
      constant()



        
          
        

    

  


  

      

          @spec constant() :: <<_::256>>


      


Returns the canonical 32-byte PDF password-padding constant.
Defined in PDF 1.7 § 7.6.3.3 as a fixed magic value used to pad short
passwords before they are fed into MD5 hashing.

  



  
    
      
    
    
      pad(password)



        
          
        

    

  


  

      

          @spec pad(binary()) :: <<_::256>>


      


Pads or truncates password to exactly 32 bytes per PDF 1.7 § 7.6.3.3.
	If password is shorter than 32 bytes: appends bytes from @pad_constant
until the result is 32 bytes long.
	If password is exactly 32 bytes: returns it unchanged.
	If password is longer than 32 bytes: truncates to the first 32 bytes.


  


        

      


  

    
Pdf.Reader.Encryption.StandardHandler 
    



      
Parses the PDF /Encrypt dictionary into a %StandardHandler{} struct.
Supports Standard Security Handler revisions R=2 (V=1), R=3 (V=2), R=4 (V=4,
Crypt Filters + AES-128), and R=6 (V=5, AES-256, PDF 2.0).  Any other
/Filter value returns {:error, :encrypted_unsupported_handler}.
This module is a pure data-extraction layer.  It does NOT:
	Validate /O or /U password hashes.
	Derive the file encryption key.
	Perform any cryptographic operations.

Those operations are handled by Pdf.Reader.Encryption.V1V2,
Pdf.Reader.Encryption.V4, and Pdf.Reader.Encryption.V5.
SecurityHandler struct fields
	Field	Source	Default
	:version	/V	nil
	:revision	/R	nil
	:length	/Length	nil
	:o	/O (raw bytes, unwrapped)	nil
	:u	/U (raw bytes, unwrapped)	nil
	:oe	/OE (V5 only)	nil
	:ue	/UE (V5 only)	nil
	:perms	/Perms (V5 only, 16 bytes)	nil
	:p	/P (32-bit signed integer)	nil
	:cf	/CF sub-dict (V4/V5)	%{}
	:stm_filter	/StmF name (V4/V5)	nil
	:str_filter	/StrF name (V4/V5)	nil
	:encrypt_metadata	/EncryptMetadata (V4+)	true
	:filter	/Filter name string	nil
	:file_key	populated after authentication	nil
	:id	/ID[0] from trailer	nil

Spec references
	PDF 1.7 (ISO 32000-1) § 7.6.3.1 — Standard Security Handler:
https://opensource.adobe.com/dc-acrobat-sdk-docs/standards/pdfstandards/pdf/PDF32000_2008.pdf
	PDF 1.7 § 7.6.3.3 — Encryption Key Algorithm (R=2/3/4):
https://opensource.adobe.com/dc-acrobat-sdk-docs/standards/pdfstandards/pdf/PDF32000_2008.pdf
	PDF 2.0 (ISO 32000-2) § 7.6.4 — Standard Security Handler (R=6, V=5):
https://www.pdfa.org/wp-content/uploads/2023/04/ISO_32000_2_2020_PDF_2.0_FDIS.pdf
	Mozilla pdf.js src/core/crypto.js (Apache-2.0 reference implementation):
https://github.com/mozilla/pdf.js/blob/master/src/core/crypto.js


      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        parse(encrypt_dict, doc_id)

      


        Parses an Encrypt dict map (as returned by Pdf.Reader.Parser) into a
%StandardHandler{} struct.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Pdf.Reader.Encryption.StandardHandler{
  cf: %{required(String.t()) => map()},
  encrypt_metadata: boolean(),
  file_key: binary() | nil,
  filter: String.t() | nil,
  id: binary() | nil,
  length: non_neg_integer() | nil,
  o: binary() | nil,
  oe: binary() | nil,
  p: integer() | nil,
  perms: binary() | nil,
  revision: 2 | 3 | 4 | 6 | nil,
  stm_filter: String.t() | nil,
  str_filter: String.t() | nil,
  u: binary() | nil,
  ue: binary() | nil,
  version: 1 | 2 | 4 | 5 | nil
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      parse(encrypt_dict, doc_id)



        
          
        

    

  


  

      

          @spec parse(map(), binary()) :: {:ok, t()} | {:error, :encrypted_unsupported_handler}


      


Parses an Encrypt dict map (as returned by Pdf.Reader.Parser) into a
%StandardHandler{} struct.
Parameters
	encrypt_dict — a plain %{} map where values follow Parser tagging
conventions: integers as integers, names as {:name, string}, byte strings
as {:string, binary} or {:hex_string, binary}, booleans as booleans,
sub-dicts as plain maps.
	doc_id — the raw binary of /ID[0] from the document trailer.  Stored on
the struct as :id for use by key-derivation modules.

Returns
	{:ok, %StandardHandler{}} — for /Filter /Standard dicts.
	{:error, :encrypted_unsupported_handler} — for any other /Filter value,
or when /Filter is absent.

Note: the :file_key field is always nil on return.  Authentication and
key derivation are handled by V1V2/V4/V5 modules.

  


        

      


  

    
Pdf.Reader.Encryption.V1V2 
    



      
Implements PDF Standard Security Handler algorithms for V1 (RC4-40) and
V2 (RC4-128) — revisions R=2 and R=3/4.
Algorithms implemented
	Algorithm	Description	Function
	Alg 2	File encryption key derivation (MD5 + optional 50×)	derive_file_key/2
	Alg 4	User password auth for R=2 (RC4 of pad constant)	authenticate_user/2
	Alg 5	User password auth for R≥3 (RC4 with 19-step iterations)	authenticate_user/2
	Alg 7	Owner → user password derivation	derive_user_from_owner/2

All public functions perform an RC4 availability check first.  On systems
where :rc4 is not in :crypto.supports(:ciphers) (e.g. OpenSSL 3.x with
FIPS mode), every function returns {:error, :encrypted_unsupported_handler}
rather than crashing.
Algorithm 2 — File Encryption Key (PDF 1.7 § 7.6.3.3, step a–h)
	Pad the user password to 32 bytes via PasswordPad.pad/1.
	MD5 streaming: hash(padded_pw ++ /O ++ <<P::little-32>> ++ /ID[0]).
	If R ≥ 4 and encrypt_metadata == false, append <<0xFF,0xFF,0xFF,0xFF>>.
	If R ≥ 3, iterate MD5 × 50 on the first key_len bytes of the digest.
	Truncate to first key_len = Length / 8 bytes (min 5 for V1).

Algorithm 4 — User Auth for R=2
	Derive file key via Algorithm 2.
	RC4-encrypt the 32-byte padding constant with the file key.
	Compare result byte-for-byte with /U (32 bytes).

Algorithm 5 — User Auth for R≥3
	Derive file key via Algorithm 2.
	MD5(padding_constant ++ /ID[0]) → 16 bytes.
	RC4-encrypt those 16 bytes with the file key.
	For i in 1..19: XOR each byte of file_key with i → RC4-encrypt previous result.
	Compare final 16 bytes to the first 16 bytes of /U.

Algorithm 7 — Owner → User Password
	Pad the owner password to 32 bytes.
	MD5 it; if R ≥ 3, iterate MD5 × 50 on the full 16 bytes.
	Truncate to key_len bytes → this becomes the RC4 key.
	For R=2: RC4-decrypt /O once.
	For R≥3: 20 iterative RC4 passes in reverse order (i=19 down to 0),
XORing each key byte with i.
	The result is the padded user password.  Feed it to authenticate_user/2.

Spec references
	PDF 1.7 (ISO 32000-1) § 7.6.3.3 — Algorithms 2, 4, 5, 7:
https://opensource.adobe.com/dc-acrobat-sdk-docs/standards/pdfstandards/pdf/PDF32000_2008.pdf
	RFC 1321 (MD5):
https://www.rfc-editor.org/rfc/rfc1321.html
	Mozilla pdf.js src/core/crypto.js (Apache-2.0 reference implementation):
https://github.com/mozilla/pdf.js/blob/master/src/core/crypto.js
	Erlang OTP :crypto algorithm details:
https://www.erlang.org/docs/27/apps/crypto/algorithm_details


      


      
        Summary


  
    Functions
  


    
      
        authenticate_owner(password, handler)

      


        Derives the padded user password from the owner password using Algorithm 7,
then authenticates via authenticate_user/2.



    


    
      
        authenticate_user(password, handler)

      


        Authenticates a user password against the /U value in the handler.



    


    
      
        decrypt_stream(bytes, stream_dict, obj_num, gen_num, handler)

      


        Decrypts a stream ciphertext blob using the V1/V2 RC4 algorithm.



    


    
      
        decrypt_string(bytes, obj_num, gen_num, handler)

      


        Decrypts a string ciphertext using the V1/V2 RC4 algorithm.



    


    
      
        derive_file_key(password, handler)

      


        Derives the file encryption key for V1/V2/V4 using Algorithm 2.



    


    
      
        derive_user_from_owner(owner_password, handler)

      


        Derives the padded user password from the owner password using Algorithm 7.



    





      


      
        Functions


        


  
    
      
    
    
      authenticate_owner(password, handler)



        
          
        

    

  


  

      

          @spec authenticate_owner(binary(), Pdf.Reader.Encryption.StandardHandler.t()) ::
  {:ok, binary()} | :error | {:error, :encrypted_unsupported_handler}


      


Derives the padded user password from the owner password using Algorithm 7,
then authenticates via authenticate_user/2.
Returns
	{:ok, file_key} — owner password authenticated.
	:error — owner password authentication failed.
	{:error, :encrypted_unsupported_handler} — RC4 not available.


  



  
    
      
    
    
      authenticate_user(password, handler)



        
          
        

    

  


  

      

          @spec authenticate_user(binary(), Pdf.Reader.Encryption.StandardHandler.t()) ::
  {:ok, binary()} | :error | {:error, :encrypted_unsupported_handler}


      


Authenticates a user password against the /U value in the handler.
Uses Algorithm 4 for R=2 and Algorithm 5 for R≥3.
Returns
	{:ok, file_key} — password authenticated; file_key is the derived
file encryption key (5 bytes for V1, up to 16 bytes for V2/V4).
	:error — authentication failed (wrong password).
	{:error, :encrypted_unsupported_handler} — RC4 not available on this
runtime (per R-ENC29 / S-ENC14).


  



  
    
      
    
    
      decrypt_stream(bytes, stream_dict, obj_num, gen_num, handler)



        
          
        

    

  


  

      

          @spec decrypt_stream(
  binary(),
  map(),
  non_neg_integer(),
  non_neg_integer(),
  Pdf.Reader.Encryption.StandardHandler.t()
) :: {:ok, binary()} | {:error, :encrypted_unsupported_handler}


      


Decrypts a stream ciphertext blob using the V1/V2 RC4 algorithm.
Derives a per-object key from handler.file_key, obj_num, and gen_num
using ObjectKey.derive/4, then applies RC4 decryption.
Parameters
	bytes — the raw stream bytes (RC4 ciphertext).
	_stream_dict — the stream dictionary (unused for V1/V2; kept for API symmetry with V4/V5).
	obj_num — the PDF object number.
	gen_num — the PDF generation number.
	handler — a %StandardHandler{} with :file_key populated.

Returns
	{:ok, plaintext} — successfully decrypted.
	{:error, :encrypted_unsupported_handler} — RC4 not available at runtime.

Spec references
	PDF 1.7 (ISO 32000-1) § 7.6.2 — General Encryption Algorithm:
https://opensource.adobe.com/dc-acrobat-sdk-docs/standards/pdfstandards/pdf/PDF32000_2008.pdf


  



  
    
      
    
    
      decrypt_string(bytes, obj_num, gen_num, handler)



        
          
        

    

  


  

      

          @spec decrypt_string(
  binary(),
  non_neg_integer(),
  non_neg_integer(),
  Pdf.Reader.Encryption.StandardHandler.t()
) :: {:ok, binary()} | {:error, :encrypted_unsupported_handler}


      


Decrypts a string ciphertext using the V1/V2 RC4 algorithm.
Derives a per-object key from handler.file_key, obj_num, and gen_num
using ObjectKey.derive/4, then applies RC4 decryption.
Parameters
	bytes — the raw string bytes (RC4 ciphertext).
	obj_num — the PDF object number.
	gen_num — the PDF generation number.
	handler — a %StandardHandler{} with :file_key populated.

Returns
	{:ok, plaintext} — successfully decrypted.
	{:error, :encrypted_unsupported_handler} — RC4 not available at runtime.

Spec references
	PDF 1.7 (ISO 32000-1) § 7.6.2 — General Encryption Algorithm:
https://opensource.adobe.com/dc-acrobat-sdk-docs/standards/pdfstandards/pdf/PDF32000_2008.pdf


  



  
    
      
    
    
      derive_file_key(password, handler)



        
          
        

    

  


  

      

          @spec derive_file_key(binary(), Pdf.Reader.Encryption.StandardHandler.t()) :: binary()


      


Derives the file encryption key for V1/V2/V4 using Algorithm 2.
Parameters
	password — the plaintext user password (any length; padded/truncated internally).
	handler — a %StandardHandler{} with :revision, :length, :o, :p,
:id, and :encrypt_metadata populated.

Returns
A binary of handler.length / 8 bytes (e.g. 5 bytes for V1/R=2, 16 bytes for
V2/R=3 with Length=128).
Does NOT check RC4 availability — the caller (authenticate_user/2) guards
that.  Safe to call from tests or other modules that already checked.

  



  
    
      
    
    
      derive_user_from_owner(owner_password, handler)



        
          
        

    

  


  

      

          @spec derive_user_from_owner(binary(), Pdf.Reader.Encryption.StandardHandler.t()) ::
  {:ok, binary()} | {:error, :encrypted_unsupported_handler}


      


Derives the padded user password from the owner password using Algorithm 7.
Steps
	Pad owner password to 32 bytes.
	MD5; for R≥3, iterate 50 times.
	Truncate to key_len bytes → RC4 key.
	For R=2: RC4-decrypt /O once.
	For R≥3: 20 iterative passes in reverse order (i=19 down to 0),
XOR each byte of RC4 key with i before each pass.

Returns
	{:ok, padded_user_password} — a 32-byte binary that is the padded user
password (as if PasswordPad.pad(user_password) had been called).
	{:error, :encrypted_unsupported_handler} — RC4 not available.


  


        

      


  

    
Pdf.Reader.Encryption.V4 
    



      
Implements PDF Standard Security Handler algorithms for V4 (Crypt Filters +
AES-128 CBC) — revision R=4.
Algorithms implemented
	Algorithm	Description	Function
	Alg 6	User password auth for V4/R=4	authenticate_user/2
	Alg 7	Owner password auth for V4/R=4	authenticate_owner/2
	—	Crypt Filter dispatch (CF dict → cipher atom)	select_crypt_filter/3
	—	Stream decryption (AES-128-CBC or RC4, or passthrough)	decrypt_stream/5
	—	String decryption (same as stream, uses str_filter)	decrypt_string/4

Algorithm 6 (V4 user password authentication, PDF 1.7 § 7.6.3.4)
Identical to Algorithm 5 for V1V2/R≥3 — the V4 extension only adds the
EncryptMetadata byte to Algorithm 2 when /EncryptMetadata false.  Both
conditions are already handled by V1V2.authenticate_user/2, so Algorithm 6
is implemented by direct delegation.
Algorithm 7 (V4 owner password authentication)
Also delegated to V1V2.authenticate_owner/2 — same derivation path.
Crypt Filters (PDF 1.7 § 7.6.5)
V4 introduces per-stream encryption selection via the /CF dictionary.
Each named entry in /CF carries a /CFM (Crypt Filter Method):
	/CFM value	Cipher atom returned
	None	:identity
	V2	:rc4
	AESV2	:aes_128
	(unknown)	:identity

/StmF names the default filter for streams; /StrF for strings.  A
stream can override via its own /Filter entry (last array element when
the value is a list, or the single name when it is a {:name, string}).
Stream and String Decryption
Per-object key derivation (ObjectKey.derive/4) is applied for both RC4 and
AES-128 ciphers.  For AES-128-CBC (AESV2):
	First 16 bytes of the ciphertext blob are the IV.
	Remaining bytes are the actual ciphertext.
	PKCS7 padding is stripped and validated after decryption.
	Invalid padding (last byte N is 0, > 16, or padding bytes don't all equal N)
returns :error rather than raising (R-ENC14).

For :identity, the bytes are returned unchanged (R-ENC15, R-ENC20).
Spec references
	PDF 1.7 (ISO 32000-1) § 7.6.3.3 algorithms 6, 7:
https://opensource.adobe.com/dc-acrobat-sdk-docs/standards/pdfstandards/pdf/PDF32000_2008.pdf
	PDF 1.7 § 7.6.5 — Crypt Filters:
https://opensource.adobe.com/dc-acrobat-sdk-docs/standards/pdfstandards/pdf/PDF32000_2008.pdf
	NIST FIPS 197 — AES:
https://nvlpubs.nist.gov/nistpubs/FIPS/NIST.FIPS.197.pdf
	NIST SP 800-38A — CBC mode:
https://nvlpubs.nist.gov/nistpubs/Legacy/SP/nistspecialpublication800-38a.pdf
	Mozilla pdf.js src/core/crypto.js (Apache-2.0 reference impl):
https://github.com/mozilla/pdf.js/blob/master/src/core/crypto.js
	Erlang OTP :crypto algorithm details:
https://www.erlang.org/docs/27/apps/crypto/algorithm_details


      


      
        Summary


  
    Functions
  


    
      
        authenticate_owner(password, handler)

      


        Authenticates an owner password for a V4/R=4 handler (Algorithm 7).



    


    
      
        authenticate_user(password, handler)

      


        Authenticates a user password for a V4/R=4 handler (Algorithm 6).



    


    
      
        decrypt_stream(bytes, stream_dict, obj_num, gen_num, handler)

      


        Decrypts a stream ciphertext blob using the effective crypt filter.



    


    
      
        decrypt_string(bytes, obj_num, gen_num, handler)

      


        Decrypts a string ciphertext using the effective string crypt filter.



    


    
      
        select_crypt_filter(stream_dict, handler, kind)

      


        Selects the effective crypt filter cipher for a stream or string.



    





      


      
        Functions


        


  
    
      
    
    
      authenticate_owner(password, handler)



        
          
        

    

  


  

      

          @spec authenticate_owner(binary(), Pdf.Reader.Encryption.StandardHandler.t()) ::
  {:ok, binary()} | :error | {:error, :encrypted_unsupported_handler}


      


Authenticates an owner password for a V4/R=4 handler (Algorithm 7).
Delegates directly to V1V2.authenticate_owner/2.
Returns
	{:ok, file_key} — owner password authenticated.
	:error — wrong password.
	{:error, :encrypted_unsupported_handler} — RC4 unavailable at runtime.


  



  
    
      
    
    
      authenticate_user(password, handler)



        
          
        

    

  


  

      

          @spec authenticate_user(binary(), Pdf.Reader.Encryption.StandardHandler.t()) ::
  {:ok, binary()} | :error | {:error, :encrypted_unsupported_handler}


      


Authenticates a user password for a V4/R=4 handler (Algorithm 6).
Delegates directly to V1V2.authenticate_user/2 — Algorithm 2 already
handles the R=4 EncryptMetadata extension.
Returns
	{:ok, file_key} — password authenticated.
	:error — wrong password.
	{:error, :encrypted_unsupported_handler} — RC4 unavailable at runtime.


  



  
    
      
    
    
      decrypt_stream(bytes, stream_dict, obj_num, gen_num, handler)



        
          
        

    

  


  

      

          @spec decrypt_stream(
  binary(),
  map(),
  non_neg_integer(),
  non_neg_integer(),
  Pdf.Reader.Encryption.StandardHandler.t()
) :: {:ok, binary()} | :error


      


Decrypts a stream ciphertext blob using the effective crypt filter.
The security_handler must have :file_key populated (set after authentication).
Parameters
	bytes — raw stream bytes (IV + ciphertext for AES, pure ciphertext for RC4).
	stream_dict — the stream dictionary for per-stream filter override lookup.
	obj_num — PDF object number.
	gen_num — PDF generation number.
	security_handler — a %StandardHandler{} with :file_key populated.

Returns
	{:ok, plaintext} — successfully decrypted.
	:error — invalid PKCS7 padding (AES only) or stream too short for IV.


  



  
    
      
    
    
      decrypt_string(bytes, obj_num, gen_num, handler)



        
          
        

    

  


  

      

          @spec decrypt_string(
  binary(),
  non_neg_integer(),
  non_neg_integer(),
  Pdf.Reader.Encryption.StandardHandler.t()
) :: {:ok, binary()} | :error


      


Decrypts a string ciphertext using the effective string crypt filter.
Uses str_filter for filter resolution (same decryption logic as streams).
Parameters
	bytes — raw string bytes (IV + ciphertext for AES, pure ciphertext for RC4).
	obj_num — PDF object number.
	gen_num — PDF generation number.
	security_handler — a %StandardHandler{} with :file_key populated.

Returns
	{:ok, plaintext} — successfully decrypted.
	:error — invalid PKCS7 padding (AES only) or insufficient bytes.


  



  
    
      
    
    
      select_crypt_filter(stream_dict, handler, kind)



        
          
        

    

  


  

      

          @spec select_crypt_filter(
  map(),
  Pdf.Reader.Encryption.StandardHandler.t(),
  :stream | :string
) ::
  :identity | :rc4 | :aes_128


      


Selects the effective crypt filter cipher for a stream or string.
Per PDF 1.7 § 7.6.5.4, the resolution order is:
	Check the stream's own /Filter entry for a per-stream crypt filter
override (last element when it is a list; the name itself when it is a
single {:name, string}).
	If no per-stream override is found, use handler.stm_filter (for
:stream) or handler.str_filter (for :string).
	Look up the resolved filter name in handler.cf and map its /CFM
to a cipher atom.

Filter name /Identity (or CFM None) always resolves to :identity.
Parameters
	stream_dict — the stream or object dictionary (plain %{} map).
	handler — a %StandardHandler{} with :cf, :stm_filter, :str_filter set.
	kind — :stream or :string.

Returns
:identity | :rc4 | :aes_128

  


        

      


  

    
Pdf.Reader.Encryption.V5 
    



      
Implements PDF Standard Security Handler algorithms for V5/R6 (AES-256,
PDF 2.0).  R=5 (deprecated Acrobat X beta variant) is explicitly rejected.
Algorithms implemented
	Algorithm	Description	Function
	Alg 2.B	PDF 2.0 iterative SHA mixing (calculatePDF20Hash)	pdf20_hash/3 (private)
	Alg 8	User password authentication via Validation Salt	authenticate_user/2
	Alg 9	Owner password authentication via Validation Salt + /U	authenticate_owner/2
	Alg 10	File encryption key recovery via Key Salt + AES-256 of /UE	authenticate_user/2,
		or /OE	authenticate_owner/2
	—	AES-256-CBC stream/string decryption with PKCS7 unpadding	decrypt_stream/5,
			decrypt_string/4

Algorithm 2.B — PDF 2.0 iterative SHA mixing
Implements ISO 32000-2 § 7.6.4.3.4 "Algorithm 2.B" (also called
calculatePDF20Hash in Mozilla pdf.js).
K = SHA-256(initial_data)
round = 0
repeat while round < 64 OR last byte of E > (round - 32):
  K1 = (password ++ K ++ user_bytes) × 64
  E  = AES-128-CBC-encrypt(K1, key=K[0..15], IV=K[16..31], no padding)
  sum = sum of first 16 bytes of E (mod 3)
  K  = SHA-256(E) if sum==0
       SHA-384(E) if sum==1
       SHA-512(E) if sum==2
  round += 1
return K[0..31]
Where:
	initial_data = password ++ salt (++ user_bytes for owner path)
	user_bytes = empty binary for user path, U[0..47] for owner path

Algorithm 8 — User Password Authentication (V5/R6)
	Truncate password to 127 bytes (UTF-8 encoded).
	hash = pdf20_hash(password, password ++ U[32..39], <<>>)
	If hash == U[0..31] → authentication passes.
	Compute ue_key = pdf20_hash(password, password ++ U[40..47], <<>>)
	AES-256-CBC-decrypt /UE with ue_key and IV = 16 zero bytes.
	Return {:ok, file_key} (32 bytes).

Algorithm 9 — Owner Password Authentication (V5/R6)
	Truncate password to 127 bytes.
	U = handler.u (full 48 bytes).
	hash = pdf20_hash(password, password ++ O[32..39] ++ U, U)
	If hash == O[0..31] → authentication passes.
	Compute oe_key = pdf20_hash(password, password ++ O[40..47] ++ U, U)
	AES-256-CBC-decrypt /OE with oe_key and IV = 16 zero bytes.
	Return {:ok, file_key} (32 bytes).

Algorithm 10 — File Key Recovery
Embedded in authenticate_user/2 and authenticate_owner/2.  After
successful hash comparison, the appropriate key-derivation hash is computed
and AES-256-CBC decryption (no padding, IV = 16 zero bytes) of /UE or
/OE yields the 32-byte file encryption key.
V5 decryption (streams and strings)
For V5, the file encryption key is used DIRECTLY — no per-object key
derivation step (unlike V1/V2/V4 which use ObjectKey.derive/4).  This is
per PDF 2.0 § 7.6.5 (R-ENC26).
Format: first 16 bytes of ciphertext = IV; remainder = AES-256-CBC ciphertext.
After decryption, PKCS7 padding is stripped manually (last byte N, validate
1 ≤ N ≤ 16, strip N bytes).  Invalid padding returns :error without
raising.
PKCS7 unpadding (shared helper)
The same unpad logic is used by V4 (AES-128-CBC) and V5 (AES-256-CBC).
Rather than depending on V4 (creating a cross-module coupling), V5 contains
its own private implementation.  The design decision is documented here: if
a shared Pdf.Reader.Encryption.AES helper module is introduced in a future
phase, both V4 and V5 can be refactored to delegate to it without a breaking
change.
Spec references
	PDF 2.0 (ISO 32000-2) § 7.6.4.3 — Algorithms 2.B, 8, 9, 10:
https://www.pdfa.org/wp-content/uploads/2023/04/ISO_32000_2_2020_PDF_2.0_FDIS.pdf
	NIST FIPS 197 — AES:
https://nvlpubs.nist.gov/nistpubs/FIPS/NIST.FIPS.197.pdf
	NIST SP 800-38A — CBC mode:
https://nvlpubs.nist.gov/nistpubs/Legacy/SP/nistspecialpublication800-38a.pdf
	Mozilla pdf.js src/core/crypto.js calculatePDF20Hash (Apache-2.0):
https://github.com/mozilla/pdf.js/blob/master/src/core/crypto.js
	Erlang OTP :crypto algorithm details:
https://www.erlang.org/docs/27/apps/crypto/algorithm_details


      


      
        Summary


  
    Functions
  


    
      
        authenticate_owner(password, handler)

      


        Authenticates an owner password for V5/R6 using Algorithm 9.



    


    
      
        authenticate_user(password, handler)

      


        Authenticates a user password for V5/R6 using Algorithm 8.



    


    
      
        decrypt_stream(bytes, stream_dict, obj_num, gen_num, handler)

      


        Decrypts a stream ciphertext using the V5/R6 AES-256-CBC algorithm.



    


    
      
        decrypt_string(bytes, obj_num, gen_num, handler)

      


        Decrypts a string ciphertext using the V5/R6 AES-256-CBC algorithm.



    





      


      
        Functions


        


  
    
      
    
    
      authenticate_owner(password, handler)



        
          
        

    

  


  

      

          @spec authenticate_owner(binary(), Pdf.Reader.Encryption.StandardHandler.t()) ::
  {:ok, binary()} | :error | {:error, :encrypted_unsupported_handler}


      


Authenticates an owner password for V5/R6 using Algorithm 9.
Parameters
	password — the plaintext owner password (UTF-8 string; truncated to 127 bytes).
	handler — a %StandardHandler{} with :revision, :u, :o, and :oe populated.

Returns
	{:ok, file_key} — password authenticated; file_key is the 32-byte file
encryption key recovered by decrypting /OE.
	:error — authentication failed.
	{:error, :encrypted_unsupported_handler} — revision is not 6.


  



  
    
      
    
    
      authenticate_user(password, handler)



        
          
        

    

  


  

      

          @spec authenticate_user(binary(), Pdf.Reader.Encryption.StandardHandler.t()) ::
  {:ok, binary()} | :error | {:error, :encrypted_unsupported_handler}


      


Authenticates a user password for V5/R6 using Algorithm 8.
Parameters
	password — the plaintext user password (UTF-8 string; truncated to 127 bytes).
	handler — a %StandardHandler{} with :revision, :u, and :ue populated.

Returns
	{:ok, file_key} — password authenticated; file_key is the 32-byte file
encryption key recovered by decrypting /UE.
	:error — authentication failed (wrong password).
	{:error, :encrypted_unsupported_handler} — revision is not 6 (e.g. R=5
deprecated, per R-ENC25 / S-ENC10).


  



  
    
      
    
    
      decrypt_stream(bytes, stream_dict, obj_num, gen_num, handler)



        
          
        

    

  


  

      

          @spec decrypt_stream(
  binary(),
  map(),
  non_neg_integer(),
  non_neg_integer(),
  Pdf.Reader.Encryption.StandardHandler.t()
) :: {:ok, binary()} | :error


      


Decrypts a stream ciphertext using the V5/R6 AES-256-CBC algorithm.
The file encryption key is used directly (no per-object key derivation).
The first 16 bytes of bytes are the AES IV; the remainder is ciphertext.
Parameters
	bytes — the raw ciphertext bytes (IV ++ ciphertext).
	stream_dict — the stream's dictionary (used to detect /Identity Crypt
Filter overrides per R-ENC15/R-ENC20).
	obj_num — the PDF object number (unused in V5 — kept for API symmetry).
	gen_num — the PDF generation number (unused in V5 — kept for API symmetry).
	handler — a %StandardHandler{} with :file_key populated (32 bytes).

Returns
	{:ok, plaintext} — decryption and PKCS7 unpadding succeeded.
	:error — invalid PKCS7 padding (R-ENC14), or ciphertext too short.


  



  
    
      
    
    
      decrypt_string(bytes, obj_num, gen_num, handler)



        
          
        

    

  


  

      

          @spec decrypt_string(
  binary(),
  non_neg_integer(),
  non_neg_integer(),
  Pdf.Reader.Encryption.StandardHandler.t()
) :: {:ok, binary()} | :error


      


Decrypts a string ciphertext using the V5/R6 AES-256-CBC algorithm.
The file encryption key is used directly (no per-object key derivation).
The first 16 bytes of bytes are the AES IV; the remainder is ciphertext.
Parameters
	bytes — the raw ciphertext bytes (IV ++ ciphertext).
	obj_num — the PDF object number (unused in V5 — kept for API symmetry).
	gen_num — the PDF generation number (unused in V5 — kept for API symmetry).
	handler — a %StandardHandler{} with :file_key populated (32 bytes).

Returns
	{:ok, plaintext} — decryption and PKCS7 unpadding succeeded.
	:error — invalid PKCS7 padding or ciphertext too short.


  


        

      


  

    
Pdf.Reader.Errors 
    



      
Documents the full reason set returned in {:error, reason} from Pdf.Reader.
This module exports nothing — it is documentation only. Errors are bare atoms
or {atom, details} tuples returned in {:error, _}; they are NOT exception
structs. Pattern-match on them directly.
Reason reference
	:not_a_pdf — file or binary does not begin with %PDF-.
	{:unsupported_pdf_version, "X.Y"} — version string is outside the
1.0–2.0 range that this reader handles.
	:malformed — generic spec violation when no structured detail is
available (e.g., truncated binary before %%EOF).
	{:malformed, where, details} — structured violation; where is one of
:trailer | :xref | :object | :stream | :content_stream | :cmap;
details is a map with at least :offset and :expected keys.
	:encrypted_password_required — PDF is encrypted; no password was supplied
(or the empty password was tried and rejected). Caller should retry with
Pdf.Reader.open(bin, password: "the_password").
	:encrypted_wrong_password — password was supplied but authentication
failed for both user and owner paths.
	:encrypted_unsupported_handler — the PDF uses an encryption handler that
is not the Standard Security Handler (/Filter is not /Standard), or the
/V version is unsupported (not in {1, 2, 4, 5}), or V5 with R=5
(deprecated Acrobat X beta), or V1/V2 was requested on a runtime where
:rc4 is absent from :crypto.supports(:ciphers) (e.g., OpenSSL 3.x
FIPS mode).
	:io_error — file read failed without a POSIX detail.
	{:io_error, posix} — file read failed; posix is a File.posix()
atom such as :enoent or :eacces.
	{:unsupported_filter, name} — stream filter not in the supported set
{FlateDecode, ASCII85Decode, ASCIIHexDecode, RunLengthDecode, LZWDecode};
name is an atom.
	{:unresolved_ref, {n, g}} — indirect reference n g R is absent from
the cross-reference table or points past end-of-file.
	{:cmap_unsupported_subset, op} — CMap stream uses a construct outside
the bfchar/bfrange subset that this reader handles; op is an atom.
	{:lzw_decode_error, kind} — LZW bit stream is malformed; kind is an
atom describing the failure (e.g., :code_out_of_range, :premature_eod).
	{:flate_decode_error, kind} — :zlib returned an error; kind is the
zlib error term.
	{:objstm_unsupported, kind} — object stream (/Type /ObjStm) is
malformed or refers to a nested ObjStm (illegal per spec).
	:no_pages — page tree is empty or structurally malformed.


      




  

    
Pdf.Reader.Filter behaviour
    



      
PDF stream filter pipeline — behaviour definition and apply_chain dispatcher.
Each filter is a module implementing the Pdf.Reader.Filter behaviour with
a single decode/2 callback. The apply_chain/3 function runs filters
in sequence (outermost first, matching the order in which they appear in
the PDF stream's /Filter array).
Supported filters
	Module	Filter names
	Pdf.Reader.Filter.Flate	FlateDecode, Fl
	Pdf.Reader.Filter.ASCII85	ASCII85Decode, A85
	Pdf.Reader.Filter.ASCIIHex	ASCIIHexDecode, AHx
	Pdf.Reader.Filter.RLE	RunLengthDecode, RL
	Pdf.Reader.Filter.LZW	LZWDecode, LZW

Unknown filters return {:error, {:unsupported_filter, name_atom}}.

      


      
        Summary


  
    Callbacks
  


    
      
        decode(binary, params)

      


    





  
    Functions
  


    
      
        apply_chain(bytes, names, params)

      


        Apply a chain of filters to bytes.



    





      


      
        Callbacks


        


  
    
      
    
    
      decode(binary, params)



        
          
        

    

  


  

      

          @callback decode(binary(), params :: map()) :: {:ok, binary()} | {:error, term()}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      apply_chain(bytes, names, params)



        
          
        

    

  


  

      

          @spec apply_chain(
  binary(),
  names :: list() | binary() | atom(),
  params :: list() | map()
) ::
  {:ok, binary()} | {:error, term()}


      


Apply a chain of filters to bytes.
names may be:
	A list of filter name strings or atoms (multi-filter case)
	A single filter name string or atom (single-filter convenience)

params may be:
	A list of param maps (aligned with names)
	A single map (used for all filters)
	:null entries in the list become %{}

Filters are applied left to right (outermost first per PDF spec).
Returns {:ok, decoded_bytes} or {:error, reason}.

  


        

      


  

    
Pdf.Reader.Filter.ASCII85 
    



      
ASCII85Decode filter — decodes ASCII base-85 encoded data to binary.
Per PDF spec §7.4.3:
	Characters ! (0x21) through u (0x75) encode 5-char groups to 4 bytes.
	z is a shortcut for a group of 5 ! characters (representing 4 zero bytes).
	~> is the end-of-data (EOD) marker; any subsequent bytes are ignored.
	Whitespace (space, tab, CR, LF, FF) is ignored.
	Partial final group (1–4 chars) maps to 1–3 output bytes using padding.


      


      
        Summary


  
    Functions
  


    
      
        decode(bytes, params)

      


        Decode ASCII85-encoded bytes. params is ignored.
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      decode(bytes, params)



        
          
        

    

  


  

      

          @spec decode(binary(), map()) :: {:ok, binary()} | {:error, term()}


      


Decode ASCII85-encoded bytes. params is ignored.

  


        

      


  

    
Pdf.Reader.Filter.ASCIIHex 
    



      
ASCIIHexDecode filter — decodes a sequence of hexadecimal digit pairs to
a binary.
Rules (per PDF spec §7.4.2):
	Whitespace (space, tab, CR, LF, FF, null) is ignored between pairs.
	> (0x3E) is the end-of-data (EOD) marker; any bytes after it are ignored.
	If the number of hex digits before EOD is odd, the last digit is padded
with a trailing 0 nibble.
	All other characters are an error.


      


      
        Summary


  
    Functions
  


    
      
        decode(bytes, params)

      


        Decode ASCIIHex-encoded bytes.
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      decode(bytes, params)



        
          
        

    

  


  

      

          @spec decode(binary(), map()) :: {:ok, binary()} | {:error, term()}


      


Decode ASCIIHex-encoded bytes.
params is accepted but ignored (no DecodeParms defined for this filter).

  


        

      


  

    
Pdf.Reader.Filter.Flate 
    



      
FlateDecode filter — zlib inflate, with optional PNG and TIFF predictor
un-filtering.
Predictor support
Predictor values in /DecodeParms:
	1 (default) — no predictor.
	2 — TIFF Predictor 2 (horizontal differencing), applied row-by-row.
	10 — PNG None (row type 0 prefix consumed and discarded).
	11 — PNG Sub.
	12 — PNG Up.
	13 — PNG Average.
	14 — PNG Paeth.
	15 — PNG Optimal (decoder treats row-type byte as the actual filter; this is
the same as having per-row filter selection — just read the type byte per row).

DecodeParms keys
	Key	Default	Meaning
	"Predictor"	1	Predictor type (1 = none)
	"Columns"	1	Row width in samples
	"Colors"	1	Number of color components per sample
	"BitsPerComponent"	8	Bits per component


      


      
        Summary


  
    Functions
  


    
      
        decode(bytes, params)

      


        Inflate a zlib-compressed binary, then apply any configured predictor.
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      decode(bytes, params)



        
          
        

    

  


  

      

          @spec decode(binary(), map()) :: {:ok, binary()} | {:error, term()}


      


Inflate a zlib-compressed binary, then apply any configured predictor.

  


        

      


  

    
Pdf.Reader.Filter.LZW 
    



      
LZWDecode filter — decodes LZW compressed data as specified in PDF §7.4.4.
Code parameters
	Initial code width: 9 bits.
	Clear code: 256 (resets the table to the initial state).
	EOD code: 257 (end of data).
	Code width increases from 9 to 12 bits as the table grows.

EarlyChange
Controlled by the "EarlyChange" key in DecodeParms (default: 1).
	EarlyChange 1 (PDF default): the code width increases when the table
has 2^current_width - 1 entries (i.e., BEFORE the table is full).
	EarlyChange 0: width increases AFTER the table reaches 2^current_width
entries (i.e., when the NEXT code would overflow).

Predictor
LZW supports the same predictor params as FlateDecode. After decoding the
LZW bit stream the predictor is applied via Pdf.Reader.Filter.Flate's
predictor logic (delegated — same code path).
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    Functions
  


    
      
        decode(bytes, params)

      


        Decode LZW-compressed bytes. params may include "EarlyChange" (default 1).
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      decode(bytes, params)



        
          
        

    

  


  

      

          @spec decode(binary(), map()) :: {:ok, binary()} | {:error, term()}


      


Decode LZW-compressed bytes. params may include "EarlyChange" (default 1).

  


        

      


  

    
Pdf.Reader.Filter.RLE 
    



      
RunLengthDecode filter — decodes PackBits-style run-length encoded data.
Per PDF spec §7.4.5:
	Length byte 128 → end of data (EOD).
	Length byte 0–127 → copy the next n + 1 bytes verbatim (literal run).
	Length byte 129–255 → repeat the next byte 257 - n times (run).


      


      
        Summary


  
    Functions
  


    
      
        decode(bytes, params)

      


        Decode RunLength-encoded bytes. params is ignored.
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          @spec decode(binary(), map()) :: {:ok, binary()} | {:error, term()}


      


Decode RunLength-encoded bytes. params is ignored.

  


        

      


  

    
Pdf.Reader.Font 
    



      
Per-font decoder construction for the encoding cascade.
A "decoder" is a closure (binary -> {String.t(), [{non_neg_integer(), binary()}]})
that maps raw font-code bytes to UTF-8 text plus a list of unresolved sentinels.
Simple fonts (Type1, TrueType, etc.)
Cascade per byte (delegates to Pdf.Reader.Encoding.resolve_byte/3):
ToUnicode CMap → /Differences + AGL → base encoding → U+FFFD + sentinel.
Composite fonts (Type0/Identity-H/V)
When /Encoding is Identity-H or Identity-V, the font is dispatched to
Pdf.Reader.CID.Decoder.build/2. The CID decoder consumes bytes in 2-byte
big-endian chunks and resolves via:
ToUnicode CMap → Adobe registry table (Japan1/CNS1/Korea1/GB1) → U+FFFD.
Non-Identity predefined CMaps (UniJIS-UTF16-H, GBK-EUC-H, etc.) are
also supported when bundled in priv/cmap/ — the decoder dispatches to
Pdf.Reader.CID.Decoder.build_predefined/2 which uses
Pdf.Reader.CID.PredefinedCMap for byte→CID lookup followed by the
same Adobe registry → Unicode resolution as Identity-H/V.
Cache
Decoders for fonts referenced by indirect ref {:ref, n, g} are cached in
Document.cache under key {:font_decoder, {n, g}} for reuse across pages
with shared font resources. Inline font dicts (plain maps, no ref) are NOT
cached.
Recovery mode (R-2)
When doc.recover_mode is true and a font dict fails to resolve or build,
build_decoders_for_resources/2 installs a fallback U+FFFD identity decoder
for that font instead of returning {:error, _}. The fallback emits
<<0xFFFD::utf8>> per input byte, which guarantees String.valid?/1 is
true on the resulting text. A {:font_skipped, page_n, font_name, reason}
event is logged to doc.recovery_log for each failed font. Fonts that build
successfully are NOT affected.
Spec: PDF 1.7 § 9.6 (font dictionaries), § 9.10 (text content extraction).
Spec references
	PDF 1.7 § 9.6 — Type 1 Fonts:
https://opensource.adobe.com/dc-acrobat-sdk-docs/standards/pdfstandards/pdf/PDF32000_2008.pdf
	PDF 1.7 § 9.6.5, § 9.6.5.1 — Character Encoding, /Differences arrays
	PDF 1.7 § 9.7 — Composite Fonts (Type0, CIDFonts, CMaps)
	PDF 1.7 § 9.7.4 — CIDFonts
	PDF 1.7 § 9.7.5 — Predefined CMaps (Identity-H, Identity-V)
	PDF 1.7 § 9.10.3 — ToUnicode CMaps
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        build_decoder(font_ref, doc)

      


        Build a decoder closure for a font.



    


    
      
        build_decoders_for_resources(resources, doc)

      


        Build decoders for all fonts in a page's resources map.
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          @type decoder_fn() :: (binary() -> {String.t(), [{non_neg_integer(), binary()}]})
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      build_decoder(font_ref, doc)



        
          
        

    

  


  

      

          @spec build_decoder(
  map() | {:ref, pos_integer(), non_neg_integer()},
  Pdf.Reader.Document.t()
) ::
  {:ok, decoder_fn(), Pdf.Reader.Document.t()} | {:error, term()}


      


Build a decoder closure for a font.
Accepts either:
	A font_dict (plain map) — inline font, built directly without caching.
	A {:ref, n, g} tuple — indirect font reference; result is cached in
doc.cache under {:font_decoder, {n, g}}.

Returns {:ok, decoder_fn, updated_doc}.

  



  
    
      
    
    
      build_decoders_for_resources(resources, doc)



        
          
        

    

  


  

      

          @spec build_decoders_for_resources(map(), Pdf.Reader.Document.t()) ::
  {:ok, %{required(binary()) => decoder_fn()}, [{binary(), term()}],
   Pdf.Reader.Document.t()}
  | {:error, term()}


      


Build decoders for all fonts in a page's resources map.
Walks resources["Font"] (a map of font name → font dict or ref) and calls
build_decoder/2 for each entry. Returns a map keyed by font name.
In strict mode (doc.recover_mode == false): returns {:ok, decoders, [], doc}
on success, or {:error, reason} on first font build failure (unchanged).
In recovery mode (doc.recover_mode == true): on per-font build failure,
installs a per-byte U+FFFD fallback decoder for that font name and appends
{font_name, reason} to the returned font_failures list. The page is NOT
aborted. The caller is responsible for converting failures to
{:font_skipped, page_n, font_name, reason} events and logging them.
Returns {:ok, %{font_name => decoder_fn}, [{font_name, reason}], updated_doc}.
Spec references
	PDF 1.7 § 9.6 — Font dictionaries
	PDF 1.7 § 9.10 — Extraction of text content


  


        

      


  

    
Pdf.Reader.Font.Widths 
    



      
Per-font glyph-width lookup for text advance computation.
Builds closures of type (binary() -> [non_neg_integer()]) that return, for
a binary of raw font bytes, a list of glyph-space advance widths (one per
glyph code encoded in the binary).
Simple fonts (Type1, TrueType)
Width lookup uses /Widths, /FirstChar, /LastChar from the font dict.
Out-of-range codes fall back to /MissingWidth from /FontDescriptor, or
0 if absent. (§ 9.6.2.1, § 9.6.4)
Standard-14 fallback
When /Widths is entirely absent — typical of Standard 14 Type 1 fonts
(Helvetica, Times-Roman, Courier, Symbol, ZapfDingbats and their styled
variants) — the spec (§ 9.6.2.2) requires the reader to use bundled AFM
metrics. We do not bundle AFMs (documented gap), so every glyph is
approximated as 500 units (~0.5 em), the rough average across the
Adobe Standard 14 AFM tables. This restores usable text positioning for
Standard-14-only PDFs (most government forms, RFCs, simple reports);
exact column alignment still requires AFM bundling.
Source: Adobe Font Metrics for the Core 14 — public domain via
https://github.com/adobe-type-tools/Adobe-Core-14-Font-AFM-Files (avg
glyph width across the 14 fonts ≈ 500 units).
CIDFonts (Type0 → DescendantFonts[0])
Width lookup uses /W (Form A and Form B entries) and /DW (default: 1000).
(§ 9.7.4.3)
Cache
Widths closures for fonts referenced via {:ref, n, g} are cached in
Document.cache under key {:font_widths, {n, g}}, mirroring the decoder
cache strategy of Pdf.Reader.Font.
Spec references
	PDF 1.7 § 9.4.4  — Text advance formula (tx per glyph)
	PDF 1.7 § 9.6.2.1 — Simple font /Widths, /FirstChar, /LastChar
	PDF 1.7 § 9.6.4   — Font descriptor /MissingWidth
	PDF 1.7 § 9.7.4.3 — CIDFont /W and /DW arrays
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        build_widths_fn(font_ref, doc)

      


        Build a widths closure for a font dict or indirect reference.



    


    
      
        build_widths_for_resources(resources, doc)

      


        Build widths closures for all fonts in a page's resources map.



    


    
      
        parse_w_array(w_array)

      


        Parse a CIDFont /W array into a %{cid => width} map.
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          @type widths_fn() :: (binary() -> [non_neg_integer()])
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      build_widths_fn(font_ref, doc)



        
          
        

    

  


  

      

          @spec build_widths_fn(
  map() | {:ref, pos_integer(), non_neg_integer()},
  Pdf.Reader.Document.t()
) ::
  {:ok, widths_fn(), Pdf.Reader.Document.t()} | {:error, term()}


      


Build a widths closure for a font dict or indirect reference.
Returns {:ok, widths_fn, updated_doc}.
Spec: § 9.6.2.1 (simple fonts), § 9.7.4.3 (CIDFonts).

  



  
    
      
    
    
      build_widths_for_resources(resources, doc)



        
          
        

    

  


  

      

          @spec build_widths_for_resources(map(), Pdf.Reader.Document.t()) ::
  {:ok, %{required(binary()) => widths_fn()}, Pdf.Reader.Document.t()}
  | {:error, term()}


      


Build widths closures for all fonts in a page's resources map.
Mirrors Pdf.Reader.Font.build_decoders_for_resources/2.
Returns {:ok, %{font_name => widths_fn}, updated_doc}.
When doc.recover_mode is true: on per-font widths failure, installs a
zero-width fallback (all glyphs advance 0) and continues. The font_skipped
event is already logged by build_decoders_for_resources; no duplicate event
is emitted here.
When doc.recover_mode is false: halts on first font widths failure
(unchanged strict behavior).
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          @spec parse_w_array([term()]) :: %{required(non_neg_integer()) => non_neg_integer()}


      


Parse a CIDFont /W array into a %{cid => width} map.
Supports:
	Form A: c [w1 w2 …] — CID c, c+1, … each get successive widths
	Form B: c1 c2 w — all CIDs from c1 to c2 inclusive get width w

Both forms may be interleaved in the same array. (§ 9.7.4.3)

  


        

      


  

    
Pdf.Reader.FormField 
    



      
Represents a single interactive form field extracted from a PDF AcroForm.
Spec references
	PDF 1.7 (ISO 32000-1) § 12.7.4 — Field Types:
https://opensource.adobe.com/dc-acrobat-sdk-docs/standards/pdfstandards/pdf/PDF32000_2008.pdf
	§ 12.7.3.1 — Field Flags
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          @type field_type() :: :text | :button | :choice | :signature | :unknown
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          @type t() :: %Pdf.Reader.FormField{
  default: term(),
  flags: %{required(atom()) => boolean()},
  name: String.t() | nil,
  partial_name: String.t() | nil,
  rect: {number(), number(), number(), number()} | nil,
  tooltip: String.t() | nil,
  type: field_type(),
  value: term()
}


      



  


        

      


  

    
Pdf.Reader.GraphicsState 
    



      
Struct and operations for the PDF graphics state during content stream interpretation.
CTM (current transformation matrix) and text matrices are stored as 6-float
tuples {a, b, c, d, e, f} — the affine subset used by PDF (§8.3.3 of the
PDF spec). Full 4×4 matrices are NOT used; PDF only needs the 2D affine form.
The :stack holds snapshots pushed by the q operator and restored by Q.
Text state additions (§ 9.4.4)
The :widths_fn field holds the per-glyph width closure for the active font.
It is set by the Tf operator handler and used by advance_tm/2 to compute
exact horizontal text advance per the full § 9.4.4 formula. When nil, advance
defaults to 0 per glyph (only Tc, Tw, and Tfs terms contribute).
Matrix convention
PDF uses the row-vector convention (§ 8.3.3):
| a b 0 |
| c d 0 |
| e f 1 |
Multiplication: M3 = M1 × M2 with formulas:
a3 = a1*a2 + b1*c2
b3 = a1*b2 + b1*d2
c3 = c1*a2 + d1*c2
d3 = c1*b2 + d1*d2
e3 = e1*a2 + f1*c2 + e2
f3 = e1*b2 + f1*d2 + f2
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        multiply(arg1, arg2)

      


        Multiplies two affine matrices under the PDF row-vector convention.



    


    
      
        new()

      


        Returns a fresh GraphicsState with identity matrices and zeroed text state.



    


    
      
        pop(state)

      


        Pops the most-recently-pushed graphics state from :stack (implements PDF Q operator).



    


    
      
        push(state)

      


        Pushes the current graphics state onto :stack (implements PDF q operator).
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          @type matrix() :: {float(), float(), float(), float(), float(), float()}


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Pdf.Reader.GraphicsState{
  char_spacing: float(),
  ctm: matrix(),
  font: nil | binary(),
  font_size: float(),
  horizontal_scaling: float(),
  leading: float(),
  rise: float(),
  stack: [t()],
  tlm: matrix(),
  tm: matrix(),
  widths_fn: nil | (binary() -> [non_neg_integer()]),
  word_spacing: float()
}
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          @spec multiply(matrix(), matrix()) :: matrix()


      


Multiplies two affine matrices under the PDF row-vector convention.
multiply(m1, m2) returns M3 = M1 × M2.
Both arguments and the result are 6-element {a, b, c, d, e, f} tuples.
Spec reference: PDF 1.7 § 8.3.4.
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          @spec new() :: t()


      


Returns a fresh GraphicsState with identity matrices and zeroed text state.

  



  
    
      
    
    
      pop(state)



        
          
        

    

  


  

      

          @spec pop(t()) :: t()


      


Pops the most-recently-pushed graphics state from :stack (implements PDF Q operator).
If the stack is empty (malformed stream), this is a silent no-op — the interpreter
remains in the current state rather than crashing. Spec allows senders to have
unbalanced q/Q in practice (e.g. content streams generated without strict nesting).

  



  
    
      
    
    
      push(state)



        
          
        

    

  


  

      

          @spec push(t()) :: t()


      


Pushes the current graphics state onto :stack (implements PDF q operator).
The full state struct is saved. No fields are excluded — this keeps semantics
consistent with the writer's q/Q discipline.

  


        

      


  

    
Pdf.Reader.Image 
    



      
Struct representing an image extracted from a PDF page.
Each struct corresponds to one image XObject referenced by a Do operator
in the page's content stream.
Coordinate fields
	:x, :y — bottom-left translation in user space (CTM e/f components).
	:width, :height — PIXEL dimensions from the image XObject's /Width
and /Height entries (the image's intrinsic resolution). May be nil for
an image XObject without those entries (rare).
	:render_width, :render_height — user-space rendered dimensions derived
from the CTM column-vector magnitudes (sqrt(a*a + b*b), sqrt(c*c + d*d)).
	:ctm — the full 6-float affine matrix {a, b, c, d, e, f} at Do time.
Default is the identity matrix {1.0, 0.0, 0.0, 1.0, 0.0, 0.0}.
	:rotation_radians — :math.atan2(b, a) — angle of the x-axis in page space.

For writer-built PDFs using [pixel_w 0 0 pixel_h x y cm] /Img Do, pixel and
rendered dimensions agree and rotation_radians is 0.0. For real-world PDFs
that scale or rotate images, the two dimension pairs diverge — use the rendered
dimensions for layout and the pixel dimensions for raster operations.
:kind is:
	:jpeg — DCTDecode filter; :bytes are the raw JPEG-encoded bytes
(passthrough — suitable for writing directly to a .jpg file).
	:png_like — FlateDecode+predictor; :bytes are decompressed pixel
data (consumer must supply header information to reconstitute a PNG).

:ref is the {obj_num, gen_num} pair of the XObject in the PDF. Use
it to de-duplicate images that appear on multiple pages (they share the
same XObject reference).
Spec references
	PDF 1.7 (ISO 32000-1) § 8.3.3 — Coordinate Systems / Matrix Math:
https://opensource.adobe.com/dc-acrobat-sdk-docs/standards/pdfstandards/pdf/PDF32000_2008.pdf
	PDF 1.7 § 8.9.5 — Image Dictionaries (image occupies unit square in user space):
https://opensource.adobe.com/dc-acrobat-sdk-docs/standards/pdfstandards/pdf/PDF32000_2008.pdf
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          @type kind() :: :jpeg | :png_like
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          @type t() :: %Pdf.Reader.Image{
  bytes: binary() | nil,
  ctm: {float(), float(), float(), float(), float(), float()},
  height: float() | nil,
  kind: kind() | nil,
  page: pos_integer() | nil,
  ref: {pos_integer(), non_neg_integer()} | nil,
  render_height: float(),
  render_width: float(),
  rotation_radians: float(),
  width: float() | nil,
  x: float(),
  y: float()
}


      



  


        

      


  

    
Pdf.Reader.Images.JPEG 
    



      
JPEG (DCTDecode) image utilities for Pdf.Reader.
SOF marker parsing
Reads JPEG dimensions from the Start-of-Frame (SOF) marker without fully
decoding the JPEG. This is a read-only scan used to populate %Pdf.Reader.Image{}
width and height from the DCT-encoded bytes.
SOF marker table
Source: ITU-T T.81 / ISO/IEC 10918-1, § B.1.1.3 (marker syntax), Table B.1.
Valid SOF markers (0xFF 0xCy):
	Marker byte	Name	Notes
	0xC0	SOF0	Baseline DCT
	0xC1	SOF1	Extended sequential DCT
	0xC2	SOF2	Progressive DCT
	0xC3	SOF3	Lossless (sequential)
	0xC5	SOF5	Differential sequential DCT
	0xC6	SOF6	Differential progressive DCT
	0xC7	SOF7	Differential lossless (sequential)
	0xC9	SOF9	Extended sequential DCT (arithmetic)
	0xCA	SOF10	Progressive DCT (arithmetic)
	0xCB	SOF11	Lossless (arithmetic)
	0xCD	SOF13	Differential sequential DCT (arithmetic)
	0xCE	SOF14	Differential progressive DCT (arithmetic)
	0xCF	SOF15	Differential lossless (arithmetic)

Non-SOF markers to skip:
| 0xC4 | DHT | Huffman table |
| 0xC8 | JPG | JPEG extensions |
| 0xCC | DAC | Arithmetic coding conditioning |
SOF segment layout (ITU-T T.81 § B.2.2)
0xFF 0xCy   — marker (2 bytes)
Ls          — segment length in bytes, big-endian uint16 (includes itself, not the marker)
P           — sample precision (1 byte)
Y           — number of lines / height (2 bytes, big-endian)
X           — number of samples per line / width (2 bytes, big-endian)
Nf          — number of components (1 byte)
... (Nf × 3 bytes of component spec — not read here)
dimensions/1 returns {:ok, %{height: y, width: x}} on success.
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        dimensions(arg1)

      


        Scans a JPEG binary for a SOF marker and extracts height and width.
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          @spec dimensions(binary()) ::
  {:ok, %{height: non_neg_integer(), width: non_neg_integer()}}
  | {:error, atom()}


      


Scans a JPEG binary for a SOF marker and extracts height and width.
Returns {:ok, %{height: integer, width: integer}} on success.
Returns {:error, :no_sof_marker} if no SOF marker is found.
Returns {:error, :not_a_jpeg} if the binary does not start with the JPEG SOI marker.
Source: ITU-T T.81 / ISO/IEC 10918-1, § B.2.2.

  


        

      


  

    
Pdf.Reader.Images.PNGLike 
    



      
PNG-like image decoding for Pdf.Reader.
Handles PDF Image XObjects with /Filter /FlateDecode and optional
/DecodeParms predictor. After Flate inflation (via :zlib) and
predictor un-filtering, the result is raw pixel data.
API
decode(stream_bytes, params) :: {:ok, raw_pixels} | {:error, reason}
stream_bytes is the raw (still compressed) XObject stream body.
params is the XObject dictionary (or its /DecodeParms sub-dict) and
should contain:
	"Width" (integer)
	"Height" (integer)
	"BitsPerComponent" (integer, default 8)
	"ColorSpace" (name or nil — used to infer number of color components)
	"Colors" (integer, default inferred from ColorSpace or 1)
	"Predictor" (integer, default 1 = no predictor)
	"Columns" (integer, default = Width)

Spec reference
PDF 1.7 § 7.4.4.4 (FlateDecode filter), § 7.4.4.3 (PNG predictor).
Delegates to Pdf.Reader.Filter.Flate.decode/2 for the combined inflate +
predictor step — the Flate filter implementation already handles PNG
predictors 10–15 per batch 2.
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        decode(stream_bytes, params)

      


        Decodes a FlateDecode-encoded image stream to raw pixel data.
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          @spec decode(binary(), map()) :: {:ok, binary()} | {:error, term()}


      


Decodes a FlateDecode-encoded image stream to raw pixel data.
Builds a DecodeParms map from the XObject dict and delegates to
Pdf.Reader.Filter.Flate.decode/2, which handles both inflation and
PNG predictor un-filtering.
Returns {:ok, raw_pixel_bytes} or {:error, reason}.

  


        

      


  

    
Pdf.Reader.Lexer 
    



      
PDF binary tokenizer.
Token shapes
:eof
{:integer, integer()}
{:real, float()}
{:boolean, boolean()}
:null
{:name, binary()}          # without leading /
{:string, binary()}        # literal (...)
{:hex_string, binary()}    # <...> decoded to bytes
:array_open  |  :array_close
:dict_open   |  :dict_close
{:obj, rest}  |  {:endobj, rest}
{:stream, rest}  |  {:endstream, rest}
{:xref, rest}  |  {:trailer, rest}  |  {:startxref, rest}
{:r, rest}  |  {:f, rest}  |  {:n, rest}
next_token/1 returns {token, rest_binary} or :eof.
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        next_token(binary)

      


        Returns the next token from binary together with the unconsumed rest.



    


    
      
        skip_whitespace(bin)

      


        Skips all leading whitespace (PDF § 7.2.2: space, tab, LF, CR, FF, NUL).
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          @spec next_token(binary()) :: {term(), binary()} | :eof


      


Returns the next token from binary together with the unconsumed rest.
Returns :eof when the binary is empty or contains only whitespace/comments.
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          @spec skip_whitespace(binary()) :: binary()


      


Skips all leading whitespace (PDF § 7.2.2: space, tab, LF, CR, FF, NUL).

  


        

      


  

    
Pdf.Reader.Line 
    



      
Logical text line reconstructed from individual TextRuns.
Many PDFs (particularly machine-generated ones such as government
forms and tax documents) place glyphs individually with the TJ
operator and per-glyph kerning, producing one TextRun per character.
Working with that flat run list is awkward — Line coalesces those
runs into the structure a human reader sees: lines and, within each
line, tokens separated by visible whitespace.
Shape
	:page — 1-indexed page number
	:y — baseline Y of the line (PDF user-space, origin bottom-left)
	:x — leftmost X of the first token on the line
	:text — joined text, tokens separated by single spaces
	:tokens — ordered list of token/0 maps, sorted by X ascending

Each token carries its own :x so callers can detect column layouts
(e.g. table rows where every line has tokens at the same X positions).
Spec references
	PDF 1.7 § 9.4 — Text objects:
https://opensource.adobe.com/dc-acrobat-sdk-docs/standards/pdfstandards/pdf/PDF32000_2008.pdf
	PDF 1.7 § 9.4.4 — Text-showing operators (Tj, TJ, ', ")
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          @type t() :: %Pdf.Reader.Line{
  page: pos_integer(),
  text: String.t(),
  tokens: [token()],
  x: float(),
  y: float()
}
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          @type token() :: %{
  :x => float(),
  :text => String.t(),
  :width => float(),
  optional(:kind) => token_kind(),
  optional(:shape) => Pdf.Reader.Shape.t() | nil
}
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          @type token_kind() ::
  :text | :link | :email | :button | :form_field | :table_cell | atom()


      



  


        

      


  

    
Pdf.Reader.ObjectResolver 
    



      
Lazy indirect-object resolver with Map-based cache.
Per the design (sdd/pdf-reader-core/design § 5 "Lazy Resolution Contract"):
	Cache: a plain Map on %Pdf.Reader.Document{}.cache. No GenServer.
Key: {obj_num, gen_num}. Value: the resolved Elixir term.
	Signature: resolve(doc, {:ref, n, g}) :: {:ok, value, doc} | {:error, reason}.
The returned doc carries the updated cache. The caller threads doc forward
for cache benefit; dropping the updated doc still yields correct results on
the next call (re-parse, same value — the binary is immutable).

	Idempotent: calling resolve/2 twice on the same ref with the same doc
returns the same value. The cache is a hint, not state.

Resolution paths
	Cache hit: Map.get(doc.cache, {n, g}) → immediate return.
	In-use (classic): look up {n, g} in doc.xref → {:in_use, offset, _gen}.
Slice binary_part(doc.binary, offset, ...), run Parser.parse_object/1.
	Compressed (ObjStm): look up {n, g} → {:compressed, objstm_n, index}.
Recursively resolve(doc, {:ref, objstm_n, 0}), decode filters, then
ObjectStream.fetch/3.
	Free / absent: {:error, {:unresolved_ref, {n, g}}}.

Ref chasing
resolve/2 does NOT automatically follow nested refs. If a resolved value
is itself {:ref, _, _}, the caller decides whether to chase it. This avoids
infinite loops on circular references and keeps the interface predictable.
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        resolve(doc, arg)

      


        Resolve an indirect object reference to its value.
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          @spec resolve(Pdf.Reader.Document.t(), {:ref, pos_integer(), non_neg_integer()}) ::
  {:ok, term(), Pdf.Reader.Document.t()} | {:error, term()}


      


Resolve an indirect object reference to its value.
Returns {:ok, value, updated_doc} on success, where updated_doc has
the resolved value cached. Returns {:error, reason} on failure.
The caller should thread the returned doc forward to benefit from caching
on subsequent resolutions.
Error reasons
	{:error, {:unresolved_ref, {n, g}}} — ref is absent from xref or is a free entry.
	{:error, :malformed} — parse failure.
	{:error, {:unsupported_filter, name}} — propagated from filter chain.


  


        

      


  

    
Pdf.Reader.ObjectStream 
    



      
Decodes objects embedded in a PDF Object Stream (/Type /ObjStm).
Per PDF 1.7 ISO 32000-1 § 7.5.7 "Object Streams":
An Object Stream is a stream whose decoded body has two parts:
	Header: N whitespace-separated pairs obj_num offset, where
offset is the byte offset of that object's value relative to /First.
	Object values: starting at byte /First, the N object bodies
concatenated. Each body is a PDF value (integer, name, dictionary, array,
etc.) but never a stream object — embedded streams are forbidden.

Caller contract
The caller (object resolver) is responsible for:
	Resolving the ObjStm indirect object itself.
	Decoding its filter chain (FlateDecode etc.) to get the raw body binary.
	Calling fetch/3 with the decoded body, the /First offset, and
the desired object's 0-based index within the stream.

This design avoids a circular dependency between the resolver and ObjStm:
the resolver is stateful (cache), ObjStm is pure (binary in, value out).
Error reasons
	{:error, :objstm_index_out_of_range} — index ≥ N (the object count).
	{:error, :malformed} — header cannot be parsed.
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        fetch(first, body, index)

      


        Fetch the PDF value at 0-based index from a decoded ObjStm body.
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          @spec fetch(non_neg_integer(), binary(), non_neg_integer()) ::
  {:ok, term()} | {:error, term()}


      


Fetch the PDF value at 0-based index from a decoded ObjStm body.
first is the /First value from the stream dictionary — the byte offset
within body where object data starts.
body is the decoded (filtered) stream body binary.
Returns {:ok, value} or {:error, reason}.

  


        

      


  

    
Pdf.Reader.Outline 
    



      
Represents a single node in a PDF document outline (bookmark tree).
The outline tree is a linked-list structure where each node may have
sibling nodes (via /Next) and child nodes (via /First). This struct
captures the resolved, tree-shaped representation after the walker has
followed those links.
Spec references
	PDF 1.7 (ISO 32000-1) § 12.3.3 — Document Outline:
https://opensource.adobe.com/dc-acrobat-sdk-docs/standards/pdfstandards/pdf/PDF32000_2008.pdf
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          @type t() :: %Pdf.Reader.Outline{
  children: [t()],
  dest_page: pos_integer() | nil,
  level: non_neg_integer(),
  title: String.t() | nil
}


      



  


        

      


  

    
Pdf.Reader.Outlines 
    



      
Walker for catalog /Outlines (PDF document outline / bookmarks tree).
Traverses the linked-list /First//Next chain at each nesting level and
recurses into /First for child outlines. A MapSet of {obj_num, gen_num}
xref keys is threaded through the walk to prevent infinite loops when a
corrupt PDF has cyclic /Next or /First references. A depth cap of
@max_outline_depth 32 ensures that arbitrarily deep trees do not overflow
the call stack.
Spec references
	PDF 1.7 (ISO 32000-1) § 12.3.3 — Document Outline:
https://opensource.adobe.com/dc-acrobat-sdk-docs/standards/pdfstandards/pdf/PDF32000_2008.pdf
	PDF 1.7 § 12.3.2 — Destinations
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        read(doc)

      


        Reads the document outline tree from the PDF catalog's /Outlines entry.
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          @spec read(Pdf.Reader.Document.t()) ::
  {:ok, [Pdf.Reader.Outline.t()], Pdf.Reader.Document.t()} | {:error, term()}


      


Reads the document outline tree from the PDF catalog's /Outlines entry.
Returns {:ok, outlines, doc} where outlines is a (possibly empty) list
of %Pdf.Reader.Outline{} structs arranged as a recursive tree.
When the catalog has no /Outlines key, returns {:ok, [], doc} — never
an error. The returned doc may have a warmer cache than the input (the
:page_ref_index and :named_dest_index cache keys may be populated).

  


        

      


  

    
Pdf.Reader.Page 
    



      
Page tree walker for Pdf.Reader.
Spec reference: PDF 1.7 § 7.7.3 (Page Tree), § 7.7.3.4 (Inheritance of Page Attributes).
Page tree structure
The Catalog's /Pages entry points to the root of the page tree.
A node with /Type /Pages is an intermediate node containing a /Kids
array of refs to child nodes (either /Pages or /Page).
A node with /Type /Page is a leaf — one actual page.
API
list_refs(doc) :: {:ok, [ref], updated_doc} | {:error, reason}
Walks the tree recursively, collecting leaf /Page refs in document order.
Threads doc forward so that resolved objects accumulate in the cache.
Catalog/Pages tree fallback (R-4)
When doc.recover_mode is true and the normal tree walk fails (missing
/Root, dangling /Pages ref, or other catalog resolution error), the
recovery branch scans the xref table directly for objects that match ALL of:
	/Type /Page in the object dict
	Either /Contents OR /Parent present (disambiguates from Form XObjects
which also carry /Type /XObject /Subtype /Form)

The recovered list is in xref-insertion order, NOT document order. This
known limitation is by design — reconstruction from corrupt trees is
unreliable. A {:page_tree_recovered, n} event is appended to the
recovery_log so callers know page order may differ.
Known limitations (R-4)
	Page order loss — catalog-fallback page order follows xref-insertion
order, not the original document order. /Parent chain reconstruction is
not attempted (unreliable on corrupt trees). The {:page_tree_recovered, n}
event explicitly signals this to callers.

	Encrypted AND corrupted PDFs — when both the xref table and the catalog
are corrupt, the R-3 linear scan reconstructs the xref but cannot include
/Encrypt in the synthetic trailer. Without /Encrypt, decryption cannot
proceed and the PDF is non-decryptable even with recover: true.


Spec citations:
	PDF 1.7 § 7.7.2 — Document catalog (Catalog dict, /Pages entry)
	PDF 1.7 § 7.7.3 — Page tree (/Pages /Kids traversal)
	PDF 1.7 § 7.7.3.4 — Inheritance of page attributes


      


      
        Summary
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        list_refs(doc)

      


        Walks the page tree and returns a list of leaf /Page object refs in order.
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          @spec list_refs(Pdf.Reader.Document.t()) ::
  {:ok, [Pdf.Reader.Document.ref()], Pdf.Reader.Document.t()} | {:error, term()}


      


Walks the page tree and returns a list of leaf /Page object refs in order.
Returns {:ok, refs, updated_doc} where:
	refs is [{obj_num, gen_num}] in page order (or xref order in fallback)
	updated_doc has cache populated from the traversal

Returns {:error, reason} if the page tree cannot be traversed and
recover_mode is false.
When recover_mode is true and traversal fails, falls back to xref scan
and appends {:page_tree_recovered, n} to recovery_log.

  


        

      


  

    
Pdf.Reader.Parser 
    



      
PDF recursive-descent parser.
Converts a PDF binary into the tagged-tuple internal value representation
defined in the design:
	integers → integer()
	reals → float()
	booleans → true | false

	null → :null
	names → {:name, binary()}
	literal strings → {:string, binary()}
	hex strings → {:hex_string, binary()}
	arrays → Elixir list()
	dictionaries → %{binary() => value()} (keys without leading /)
	indirect refs → {:ref, n, g}
	streams → {:stream, dict_map, raw_bytes}

References are NEVER resolved here — they come out as {:ref, n, g} tuples
for lazy resolution by Pdf.Reader.ObjectResolver.
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    Functions
  


    
      
        parse_object(binary)

      


        Parses a full indirect object N G obj <value> endobj from binary.



    


    
      
        parse_value(binary)

      


        Parses a single PDF value from binary. Returns {value, rest}.
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          @spec parse_object(binary()) ::
  {:ok, {pos_integer(), non_neg_integer()}, term(), binary()} | {:error, term()}


      


Parses a full indirect object N G obj <value> endobj from binary.
Returns {:ok, {n, g}, value, rest} on success, or {:error, reason} on failure.
For stream objects the value is {:stream, dict_map, raw_bytes} where
raw_bytes is the UNFILTERED payload.
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          @spec parse_value(binary()) :: {term(), binary()}


      


Parses a single PDF value from binary. Returns {value, rest}.
The rest binary is the unconsumed input after the value ends.

  


        

      


  

    
Pdf.Reader.Result 
    



      
Unified extraction result returned by Pdf.Reader.read/2.
Shape
%Pdf.Reader.Result{
  meta: %{                              # document-level metadata
    title: "..." | nil,
    author: "..." | nil,
    subject: "..." | nil,
    keywords: "..." | nil,
    creator: "..." | nil,
    producer: "..." | nil,
    creation_date: "..." | nil,
    mod_date: "..." | nil,
    version: "1.7",
    page_count: 2,
    encrypted: false,
    recovery_log: [],                   # see Pdf.Reader.recovery_log/1
    raw: %{...}                         # the full Info-dict + XMP merge
  },
  pages: [
    %Pdf.Reader.Result.Page{
      number: 1,                        # 1-indexed
      meta: %{},                        # reserved for page-level info
      lines: [%Pdf.Reader.Line{}, ...]  # text + image lines, top-to-bottom
    },
    ...
  ]
}
Each line's tokens carry :kind and :shape so the caller can tell
whether each token is text, link, email or image — see Pdf.Reader.Line
and Pdf.Reader.Shape.
Standard PDF 1.7 (ISO 32000-1) Info-dictionary keys are normalised to
atom keys (:title, :author, etc.) for ergonomic access. The raw
string-keyed map (Info ∪ XMP) is preserved at meta.raw so callers
that need vendor-specific fields (e.g. Oracle XML Publisher's
"Type" key) can still retrieve them.
Spec references
	PDF 1.7 § 14.3.3   — Document Information Dictionary (Info entries):
https://opensource.adobe.com/dc-acrobat-sdk-docs/standards/pdfstandards/pdf/PDF32000_2008.pdf
	PDF 1.7 § 14.3.2   — Metadata Streams (XMP)
	PDF 1.7 § 7.7.3    — Page Tree
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          @type t() :: %Pdf.Reader.Result{meta: map(), pages: [Pdf.Reader.Result.Page.t()]}


      



  


        

      


  

    
Pdf.Reader.Result.Page 
    



      
Per-page slice of the unified extraction result.
:lines contains both text lines (with :kind-tagged tokens
including :link, :email, :image) and synthetic image-only
lines, sorted top-to-bottom on the page.
Spec reference: PDF 1.7 § 7.7.3 — Page Tree.
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          @type t() :: %Pdf.Reader.Result.Page{
  lines: [Pdf.Reader.Line.t()],
  meta: map(),
  number: pos_integer()
}


      



  


        

      


  

    
Pdf.Reader.Shape 
    



      
Polymorphic struct describing an "interactive" or actionable element
extracted from a PDF — currently link-like elements (URIs, emails,
intra-document jumps).
A shape may come from one of three sources:
	:annotation — a real PDF annotation of subtype /Link that the
document author placed on the page (PDF 1.7 § 12.5.6.5).
	:inferred — a URL or email address that appears as plain text in
the page content but is not wrapped in a clickable annotation. This
is common in government forms (e.g. the SAT CSF prints
http://sat.gob.mx as text without making it a link). We pattern-
match URI and email tokens to surface these to callers.
	:embedded — a non-text element drawn into the page content
(currently raster images via Do operators on /Subtype /Image
XObjects, PDF 1.7 § 8.9). The reader surfaces these so callers
can know an image exists at a position even if they can't decode
its contents (e.g. a QR code rendered as PNG).

Fields
	:type — one of :uri | :email | :goto | :launch | :named | :image

	:page — 1-indexed page number where the shape lives
	:rect — {x1, y1, x2, y2} user-space bounding box, or nil when
the source is :inferred and the bounding box could not be derived
from token positions
	:target — for :uri/:email: the URI/address as a string. For
:goto: a map %{page: n}. For :image: the indirect ref
{n, g} of the underlying XObject. For :launch/:named: see
PDF 1.7 § 12.6.4 — currently surfaced as a raw string when known.
	:text — visible text of the shape (annotation :contents, or the
matched token text for inferred shapes). nil for images.
	:source — :annotation, :inferred, or :embedded
	:meta — type-specific extras as a map. For :image:
%{format: :png_like | :jpeg, width: w, height: h, byte_size: n}.
Empty for link-like shapes today; future kinds (:button,
:form_field) will populate it.

Spec references
	PDF 1.7 § 8.9         — Images (XObject /Subtype /Image):
https://opensource.adobe.com/dc-acrobat-sdk-docs/standards/pdfstandards/pdf/PDF32000_2008.pdf
	PDF 1.7 § 12.5.6.5    — Link Annotations
	PDF 1.7 § 12.6.4      — Action types (URI, GoTo, Launch, Named, …)
	RFC 3986 § 3          — URI Generic Syntax: https://datatracker.ietf.org/doc/html/rfc3986
	RFC 5321 § 4.1.2      — SMTP Mailbox/Domain syntax (for mailto:):
https://datatracker.ietf.org/doc/html/rfc5321
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          @type rect() :: {number(), number(), number(), number()}
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          @type source() :: :annotation | :inferred | :embedded
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          @type t() :: %Pdf.Reader.Shape{
  meta: map(),
  page: pos_integer(),
  rect: rect() | nil,
  source: source(),
  target: target(),
  text: String.t() | nil,
  type: type()
}
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          @type target() ::
  String.t() | %{page: pos_integer()} | {pos_integer(), non_neg_integer()} | nil
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          @type type() :: :uri | :email | :goto | :launch | :named | :image


      



  


        

      


  

    
Pdf.Reader.TextRun 
    



      
Struct representing a single text run extracted from a PDF page.
A text run corresponds to one Tj or TJ operator in the page's content
stream. Coordinates (x, y) are absolute user-space points computed by
multiplying the current text matrix by the current transformation matrix.
:text is always a valid UTF-8 String.t(). Glyphs that could not be
resolved to a Unicode codepoint are substituted with U+FFFD (REPLACEMENT
CHARACTER) and their original glyph information is recorded in :unresolved.
:unresolved is empty ([]) on the happy path. Each entry is a
{codepoint_index, glyph_name} pair locating the substitution within
:text.
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          @type t() :: %Pdf.Reader.TextRun{
  font: nil | binary(),
  page: pos_integer(),
  size: float(),
  text: String.t(),
  unresolved: [{non_neg_integer(), binary()}],
  x: float(),
  y: float()
}


      



  


        

      


  

    
Pdf.Reader.Trailer 
    



      
Locates the startxref byte offset in a PDF binary and parses the
trailer dictionary at a given xref section offset.
PDF spec references
	§ 7.5.5 — File Trailer
	§ 7.5.4 — Cross-Reference Table
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        locate_startxref(binary)

      


        Scans binary in reverse for %%EOF, then reads the startxref offset
on the line immediately before it.



    


    
      
        parse(binary, offset)

      


        Parses the xref section and trailer dictionary at offset within binary.
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          @type t() :: %Pdf.Reader.Trailer{
  dict: map(),
  encrypt: term(),
  id: [{:hex_string, binary()} | {:string, binary()} | binary()] | nil,
  info: Pdf.Reader.Document.ref() | nil,
  prev: non_neg_integer() | nil,
  root: Pdf.Reader.Document.ref() | nil,
  size: pos_integer() | nil
}
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          @spec locate_startxref(binary()) :: {:ok, non_neg_integer()} | {:error, :malformed}


      


Scans binary in reverse for %%EOF, then reads the startxref offset
on the line immediately before it.
Returns {:ok, offset} or {:error, :malformed}.
Per PDF spec § 7.5.5: the file ends with %%EOF. The line above that is
the byte offset to the xref section. The line above that is the keyword
startxref.
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          @spec parse(binary(), non_neg_integer()) :: {:ok, t()} | {:error, :malformed}


      


Parses the xref section and trailer dictionary at offset within binary.
Seeks forward from offset to the trailer keyword, then parses the
dictionary that follows. Populates a %Pdf.Reader.Trailer{} struct.
Returns {:ok, %Pdf.Reader.Trailer{}} or {:error, :malformed}.

  


        

      


  

    
Pdf.Reader.Utils 
    



      
Shared utility helpers for Pdf.Reader sub-modules.
Provides string decoding and rectangle parsing used by AcroForm, Outlines,
Annotations, and Destination modules.
Spec references
	PDF 1.7 § 7.9.2.2 — Text String Type (UTF-16BE BOM):
https://opensource.adobe.com/dc-acrobat-sdk-docs/standards/pdfstandards/pdf/PDF32000_2008.pdf
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        decode_pdf_string(binary)

      


        Decodes a PDF string value to a UTF-8 String.t().



    


    
      
        parse_rect(arg1)

      


        Parses a PDF /Rect array into a {x1, y1, x2, y2} tuple of floats.
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          @spec decode_pdf_string(any()) :: String.t() | nil


      


Decodes a PDF string value to a UTF-8 String.t().
Handles the following input variants:
	nil → nil
	non-binary, non-tuple → nil
	{:string, binary} tuple — unwraps and decodes the binary
	<<0xFE, 0xFF, ...>> — UTF-16BE BOM prefix → decoded to UTF-8 via :unicode
	plain binary — if valid UTF-8, returned as-is; otherwise best-effort ASCII
extraction (non-ASCII bytes replaced with "?")

Spec reference
PDF 1.7 § 7.9.2.2 — Text String Type (UTF-16BE BOM).
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          @spec parse_rect(any()) :: {number(), number(), number(), number()} | nil


      


Parses a PDF /Rect array into a {x1, y1, x2, y2} tuple of floats.
Returns nil for any input that is not a 4-element list of numbers.
Examples
iex> Pdf.Reader.Utils.parse_rect([0, 0, 100, 200])
{0.0, 0.0, 100.0, 200.0}

iex> Pdf.Reader.Utils.parse_rect(nil)
nil

  


        

      


  

    
Pdf.Reader.Wordlist 
    



      
Compile-time dictionaries used by Pdf.Reader.read/2 to recover word
boundaries that the PDF producer collapsed (e.g. iniciode →
inicio + de).
Lookup is performed against a MapSet of lowercase words. Membership
checks are case-insensitive — the input is downcased before the
MapSet query, so "De", "DE", and "de" all match a stored
"de" entry.
Bundled dictionaries
The :es dictionary is built from TWO bundled wordlists merged at
compile time:
1. priv/wordlists/spanish.txt (50,000 entries, ~428 KB)
The 50,000 most-frequent Spanish words from the
hermitdave/FrequencyWords
project (MIT License, © Hermit Dave), derived from the
OpenSubtitles 2018 corpus. Covers conversational, technical, and
legal Spanish vocabulary. Format: one lowercase word per line (the
upstream repo also includes per-word frequencies; we strip those
and keep the words only).
2. priv/wordlists/spanish_mx_extras.txt (~700 entries)
Mexican tax/legal/government vocabulary curated specifically for
this project, covering terms that are missing from the
subtitle-derived 50k list. This includes:
	SAT (Servicio de Administración Tributaria) terminology:
padrón, tributario/tributarios, federativa, asimilado,
lineamientos, contribuyente, recaudación, fiscalización,
gravable, deducible, etc.
	Common labour / employment terms: asalariado, honorario,
arrendamiento, prestación, salario/sueldo variants.
	Document/process terms: constancia, cédula, expedición,
notarial, apoderado, domiciliado, etc.
	Adverbs and verb conjugations not in the base list:
inmediatamente, posteriormente, denúnciala, conferidas,
corresponda, etc.
	Common periodicity words: mensual, trimestral, bimestral,
quincenal, etc.

Released under the same MIT License as the rest of the project.
Filtering
A small @es_blacklist removes colloquial/slang merges that show
up in subtitle frequency lists but harm partition splitting (e.g.
dela is colloquial for "de la"; if left in the dict the
whole-token guard would prevent the correct "de" + "la" split).
Currently blacklisted: dela, pal.
Final size
~50,500 unique entries after merge and blacklist filter. Loaded
into a MapSet at compile time via @external_resource so there
is zero IO cost at runtime.
Custom dictionaries
Callers can supply any MapSet.t() of lowercase strings as the
dictionary opt — e.g. a Hunspell .dic file loaded into a MapSet,
or a frequency list specific to the user's domain.
Spec references
Wordlist licensing follows the upstream MIT license — attribution is
preserved in the project README and LICENSE.md.
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        member?(word, ms)

      


        Case-insensitive membership check.



    


    
      
        resolve(ms)

      


        Resolves a dictionary specifier to a MapSet.



    


    
      
        spanish()

      


        Returns the bundled Spanish wordlist as a MapSet of lowercase
strings.
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          @spec member?(String.t(), MapSet.t() | nil) :: boolean()


      


Case-insensitive membership check.

  



  
    
      
    
    
      resolve(ms)



        
          
        

    

  


  

      

          @spec resolve(:es | MapSet.t() | nil) :: MapSet.t() | nil


      


Resolves a dictionary specifier to a MapSet.
	:es → bundled Spanish wordlist
	%MapSet{} → returned as-is
	nil → returned as-is (caller should treat as "no dictionary")
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          @spec spanish() :: MapSet.t(String.t())


      


Returns the bundled Spanish wordlist as a MapSet of lowercase
strings.
Lazy-loaded — the wordlist files are only read from priv/ the
first time this function is called. Result is cached in
:persistent_term so subsequent calls are O(1). Callers who never
pass dictionary: :es to Pdf.Reader.read/2 never touch the disk
and don't pay the ~50 ms one-time load cost.

  


        

      


  

    
Pdf.Reader.XMP 
    



      
XMP RDF/XML metadata parser.
Extracts a flat %{String.t() => String.t()} map keyed by /Info-compatible
names ("Title", "Author", "Subject", "Description", "Creator", "Producer",
"CreationDate", "ModDate", "Keywords") from a catalog /Metadata XMP packet.
Recognized namespaces (URI-based, not prefix-based)
	http://purl.org/dc/elements/1.1/ (dc) — Dublin Core
	http://ns.adobe.com/xap/1.0/ (xmp) — XMP Basic
	http://ns.adobe.com/pdf/1.3/ (pdf) — PDF
	http://www.w3.org/1999/02/22-rdf-syntax-ns# (rdf) — RDF containers

Mapping to /Info keys
	dc:title → "Title"
	dc:creator (rdf:Bag, first element only) → "Author"
	dc:subject (rdf:Bag, first element) → "Subject"
	dc:description (rdf:Alt) → "Description" (distinct from "Subject")
	xmp:CreateDate → "CreationDate"
	xmp:ModifyDate → "ModDate"
	xmp:CreatorTool → "Creator"
	pdf:Producer → "Producer"
	pdf:Keywords → "Keywords"

Error handling
Malformed XML returns {:error, :malformed_xmp} — never raises. Empty
rdf:RDF document returns {:ok, %{}}.
Spec references
	PDF 1.7 (ISO 32000-1) § 14.3.2 — Metadata Streams:
https://opensource.adobe.com/dc-acrobat-sdk-docs/standards/pdfstandards/pdf/PDF32000_2008.pdf
	XMP Specification Part 1 (data model, serialization):
https://github.com/adobe/xmp-docs/raw/master/XMPSpecificationPart1.pdf
	W3C RDF/XML Syntax Specification:
https://www.w3.org/TR/rdf-syntax-grammar/
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          @spec parse(binary()) ::
  {:ok, %{required(String.t()) => String.t()}} | {:error, :malformed_xmp}


      



  


        

      


  

    
Pdf.Reader.XRef 
    



      
Facade that dispatches to the appropriate xref reader and follows /Prev chains.
Dispatch logic (PDF 1.7 § 7.5.8)
At a given startxref offset, peeks at the first non-whitespace bytes:
	Starts with xref → classic xref table (§ 7.5.4). Delegates to
Pdf.Reader.XRef.Classic.
	Starts with digits matching N G obj → xref stream (§ 7.5.8).
Delegates to Pdf.Reader.XRef.Stream.

Both formats carry /Prev chain links that reference older xref sections.
Those are followed recursively, with newer entries overriding older ones.
Hybrid PDFs
Incremental updates may mix classic and stream xrefs in the same /Prev chain.
load/2 handles this transparently by dispatching each chain link independently.
Linear scan recovery (PDF 1.7 § 7.5.4, § 7.5.8)
When normal xref loading fails (corrupt or missing %%EOF, bad startxref
offset), recover/1 performs a linear scan of the full PDF binary to
reconstruct the cross-reference table without relying on the startxref
pointer or the on-disk xref section.
Algorithm:
	Use :binary.matches/2 to find all occurrences of " obj" in the binary.
	Back-scan each match for a \n<digits> <digits> prefix — this distinguishes
real object headers from obj substrings inside content streams or strings.
	Build a map of {obj_num, gen_num} => {:in_use, offset, gen_num} entries.
	On collision (same obj_num, different gen_num), keep the highest
gen_num; ties are broken by the later (higher) byte offset.
	Synthesise a trailer dict by scanning the binary for the LAST
trailer\n<<...>> block. If none is found, scan recovered object entries
for one containing /Type /Catalog to derive /Root.
	Returns {:ok, entries_map, trailer_struct}.

Spec references
	PDF 1.7 § 7.5.4 — Cross-reference table
	PDF 1.7 § 7.5.5 — File trailer
	PDF 1.7 § 7.5.8 — Cross-reference streams
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    Functions
  


    
      
        load(binary, start_offset)

      


        Loads all xref sections reachable from start_offset (following /Prev links)
and merges them into a single entries map.



    


    
      
        recover(binary)

      


        Recovers a cross-reference table from a PDF binary by linear scan, without
relying on startxref or any xref section in the file.
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          @type entries() :: %{required(Pdf.Reader.Document.ref()) => entry()}
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          @type entry() :: Pdf.Reader.Document.xref_entry()
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          @spec load(binary(), non_neg_integer()) ::
  {:ok, entries(), Pdf.Reader.Trailer.t()} | {:error, term()}


      


Loads all xref sections reachable from start_offset (following /Prev links)
and merges them into a single entries map.
Newer sections' entries override older ones on conflict (reverse-chain order).
Returns {:ok, entries_map, trailer_struct} or {:error, reason}.
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          @spec recover(binary()) :: {:ok, entries(), Pdf.Reader.Trailer.t()}


      


Recovers a cross-reference table from a PDF binary by linear scan, without
relying on startxref or any xref section in the file.
Algorithm
	Use :binary.matches/2 to find every " obj" substring in binary.
	For each match position, back-scan to validate the \n<digits> <digits>
prefix that characterises a real indirect-object header. This rejects false
positives where obj appears inside a content stream or string literal.
	Parse (obj_num, gen_num) from the prefix and compute the byte offset of
the object (start of N G obj).
	Deduplicate by obj_num: when the same number appears more than once keep
the entry with the highest gen_num. If gen_num values tie, the entry
at the larger byte offset wins (later in the file = more recent revision).
	Synthesise a %Pdf.Reader.Trailer{} by scanning for the last
trailer\n<<...>> block. If none is found, scan recovered entries for an
object whose dict contains /Type /Catalog and use its ref as /Root.

Returns {:ok, entries_map, trailer_struct} where entries_map is keyed by
{obj_num, gen_num} tuples.
PDF 1.7 § 7.5.4 — Cross-reference table
PDF 1.7 § 7.5.8 — Cross-reference streams

  


        

      


  

    
Pdf.Reader.XRef.Classic 
    



      
Parses a classic PDF cross-reference table (keyword xref).
Per PDF spec § 7.5.4:
	Starts with the xref keyword on its own line.
	Followed by one or more subsections. Each subsection has a header line
<first_obj_num> <count> and then exactly count 20-byte entries.
	Each entry format: <10-digit-offset> <5-digit-gen> <n|f><EOL>
where EOL is \r\n, \r, or \n (3 variants = 20 bytes total).
	After all subsections, a trailer keyword + dictionary.
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        parse(binary, offset)

      


        Parses a classic xref table starting at offset within binary.
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          @type entries() :: %{required({pos_integer(), non_neg_integer()}) => xref_entry()}
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          @type xref_entry() :: {:in_use, non_neg_integer(), non_neg_integer()} | :free
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          @spec parse(binary(), non_neg_integer()) :: {:ok, entries()} | {:error, term()}


      


Parses a classic xref table starting at offset within binary.
Returns {:ok, entries_map} where keys are {obj_num, gen_num} and values
are {:in_use, offset, gen} or :free.
Returns {:error, reason} if the binary at that offset is not a valid
classic xref section.

  


        

      


  

    
Pdf.Reader.XRef.Stream 
    



      
Parses a PDF 1.5+ compressed cross-reference stream (/Type /XRef).
Per PDF 1.7 ISO 32000-1 § 7.5.8 "Cross-Reference Streams":
	The stream object dictionary must have /Type /XRef.
	Required fields: /Size (total object count), /W [w1 w2 w3] (byte widths).
	Optional /Index [first count ...] — subsection ranges; default [0 /Size].
	Optional /Prev — byte offset of previous xref section (chain support).
	The stream body (after decoding all filters) contains exactly
w1 + w2 + w3 bytes per entry:	Field 1 (w1 bytes): entry type. If w1 = 0, type is implicitly 1.
	Field 2 (w2 bytes): meaning depends on type.
	Field 3 (w3 bytes): meaning depends on type.



Entry types (§ 7.5.8 Table 18):
	Type 0 (free): f2 = next free object number, f3 = generation when reused.
	Type 1 (in-use, classic): f2 = byte offset, f3 = generation number.
	Type 2 (compressed): f2 = object number of containing ObjStm, f3 = index within it.

This module decodes the stream body using Pdf.Reader.Filter.apply_chain/3,
which handles FlateDecode and PNG predictors transparently (batch 1 impl).
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        parse(arg)

      


        Parses a /Type /XRef stream object tuple into an xref entries map.



    





      


      
        Functions


        


  
    
      
    
    
      parse(arg)



        
          
        

    

  


  

      

          @spec parse({:stream, map(), binary()}) ::
  {:ok,
   %{required(Pdf.Reader.Document.ref()) => Pdf.Reader.Document.xref_entry()}}
  | {:error, term()}


      


Parses a /Type /XRef stream object tuple into an xref entries map.
Accepts {:stream, dict, raw_bytes} where raw_bytes is the still-encoded
(FlateDecode-compressed) stream body.
Returns:
	{:ok, entries_map} — map of {obj_num, gen_num} => entry
	{:error, :not_an_xref_stream} — dict does not have /Type /XRef
	{:error, reason} — filter/decoding error propagated from the filter chain


  


        

      


  

    
Pdf.Reader.Error exception
    



      
Exception raised by bang variants of Pdf.Reader functions.
The :reason field carries the same atom or tagged tuple that the
non-bang variant would have returned in {:error, reason}.
Do not rescue this in production pipelines — use the non-bang forms
and pattern-match on {:error, reason} instead.
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