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Fast arbitrary-precision decimal arithmetic for Elixir.
A pure-Elixir alternative to decimal — designed for the hot paths fintech, ledger, and pricing code live in: add, sub, mult, div, sum, parse, format. Drop-in via a compat shim, ships with Ecto integration. No native dependencies.
import FastDecimal

~d"1.23"
|> FastDecimal.add(~d"4.567")
|> FastDecimal.mult(~d"2")
|> FastDecimal.to_string()
# => "11.594"

FastDecimal.sum([~d"1.5", ~d"2.5", ~d"3"])
# => ~d"7.0"

FastDecimal.round(~d"1.236", 2)         # ~d"1.24"
FastDecimal.sqrt(~d"2", precision: 10)   # ~d"1.414213562"
FastDecimal.div(~d"10", ~d"3", precision: 5)  # ~d"3.3333"
Benchmarks
mix bench reproduces the headline summary in about a minute.
Methodology
Every number below is the median across 7 independent samples × 200,000 iterations per scenario. Each sample runs in a fresh process (resetting BEAM state), with 1,000 warmup iterations and a forced GC before measurement. Times use :erlang.monotonic_time(:nanosecond).
We report median (p25–p75 IQR) — the interquartile range survives outliers from GC pauses and scheduler steals. A row is marked stable when even the pessimistic ratio (FastDecimal's p75 vs Decimal's p25) clears 2×.
The geometric mean speedup is reproducible across runs (observed: 11.11× – 11.28× across 4 consecutive runs on the same JIT-enabled OTP install). Specific per-op nanosecond values shift 5-10% per run due to macOS scheduler noise (E-core vs P-core dispatch, GC interactions); the speedup ratios are stable. Numbers below are from one representative run — run mix bench to see your own.
Headline summary (mix bench)
Tested on macOS arm64 / 10 cores against two flavors of OTP 26 on the same hardware:
	Emulator	Geometric mean speedup	Scenarios faster	Stable ≥2× at IQR edges
	OTP 26, BEAMAsm JIT (asdf 26.0.2, emu_flavor=jit)	9.87×	21/22	19/22
	OTP 26, threaded-code interpreter (asdf 26.2.4, emu_flavor=emu)	7.71×	21/22	18/22

JIT helps FastDecimal proportionally more than decimal (FastDecimal's hot paths have more inlining opportunities per work-unit), so the speedup ratio is larger on JIT — but even on the older interpreter without JIT, FastDecimal is still ~8× faster on average.
Detailed table (BEAMAsm JIT, OTP 26)
Format: median (p25–p75 IQR). Speedup column: median (pessimistic – optimistic ratios).
	op	size	decimal	FastDecimal	speedup
	add	medium	282 ns (264–294)	15 ns (13–16)	19× (17–23)
	add	large	1.72 µs (1.68–1.77)	20 ns (20–21)	81× (79–86)
	sub	medium	359 ns (332–585)	14 ns (12–24)	25× (14–47)
	sub	large	747 ns (744–797)	22 ns (21–23)	34× (33–37)
	mult	medium	224 ns (224–227)	13 ns (13–13)	18× (17–18)
	mult	large	1.94 µs (1.93–1.96)	20 ns (20–21)	97× (92–98)
	div p=28	medium	2.92 µs (2.91–2.94)	374 ns (371–378)	7.8× (7.7–7.9)
	div p=28	large	6.88 µs (6.84–6.98)	416 ns (414–421)	17× (16–17)
	div_int	medium	128 ns (128–131)	15 ns (15–16)	8.4× (8.2–8.6)
	div_rem	medium	139 ns (137–141)	50 ns (50–51)	2.8× (2.7–2.8)
	compare	medium	85 ns (84–85)	8.5 ns (8.5–8.8)	10× (10–10)
	compare	large	302 ns (298–304)	16 ns (15–17)	19× (17–20)
	negate	medium	181 ns (178–182)	15 ns (15–16)	12× (11–12)
	abs	medium	162 ns (159–164)	15 ns (14–15)	11× (11–12)
	round (3dp)	medium	433 ns (427–435)	33 ns (32–35)	13× (12–14)
	normalize	medium	180 ns (176–181)	18 ns (18–18)	10× (10–10)
	parse	small	179 ns (177–181)	52 ns (51–57)	3.4× (3.1–3.5)
	parse	medium	242 ns (235–246)	65 ns (64–66)	3.7× (3.6–3.8)
	to_string	medium	137 ns (137–138)	135 ns (134–136)	1.0× — parity
	to_string sci	medium	137 ns (136–138)	181 ns (180–182)	0.76× — regression
	to_integer	medium	16 ns (16–17)	11 ns (10–11)	1.5× (1.5–1.6)
	sum of 100	—	23.4 µs (22.7–24.3)	785 ns (775–804)	30× (28–31)

At-parity ops (called out honestly):
	to_string :normal, to_string :scientific, to_integer: 1.0× – 1.2× faster but not stable at the pessimistic IQR edge ≥2× — marked marginal in the bench output. decimal's formatters are exceptionally tight; we win, just less decisively.

Realistic workloads (mix run bench/realistic.exs)
Production-style code patterns. Speedups vary 10-25% across runs (the workload code allocates more, so GC interactions vary), but every workload comes in 10×+ faster than decimal:
	Workload	typical speedup
	Invoice total (50 line items × price)	14-17×
	10% discount + 8.25% tax × 100 prices	18-22×
	FX conversion + round 2dp × 100 prices	12-15×
	Sum + min + max over 1000 amounts	23-28×
	Parse 100 CSV strings	2.7-3.2×

Allocations + reductions (mix run bench/profile.exs)
	op	dec time	fd time	dec alloc	fd alloc	dec reds	fd reds
	add (medium)	266 ns	12 ns	266 B	53 B	63	4
	add (large)	1536 ns	19 ns	552 B	12 B	164	4
	mult (large)	1970 ns	20 ns	777 B	11 B	273	4
	compare	85 ns	8 ns	0 B	0 B	20	4
	sum of 100	22.0 µs	0.88 µs	983 B	4947 B	6214	307

4 reductions per add is at the BEAM floor — no operation on a struct can do less.
Reproduce
The whole suite is in bench/ and runs from mix. No Docker, no setup beyond mix deps.get. See the Benchmark suite page for methodology and per-file detail.
mix deps.get
mix test                  # 13 doctests + 35 properties + 277 unit tests = 325 total
mix bench                 # → bench/summary.exs (headline table, ~1 minute)
mix bench.all             # → every bench file end-to-end (~20 minutes)

# Or run a specific bench:
mix run bench/division.exs        # div / div_int / div_rem / rem
mix run bench/rounding.exs        # round/3 × 7 modes
mix run bench/sqrt.exs            # sqrt at 6 precisions
mix run bench/conversion.exs      # to_string formats, cast, to_int/float
mix run bench/special_values.exs  # NaN/Inf overhead
mix run bench/realistic.exs       # fintech-style workloads
mix run bench/batch.exs           # sum/product at 4 list sizes
mix run bench/profile.exs         # per-op time + alloc + reductions
mix run bench/parse.exs           # parser strategy shootout
mix run bench/representation.exs  # struct vs raw tuple
mix run bench/disasm.exs          # BEAM bytecode dump

See bench/README.md for what each script measures and the design decision it backed.
Test coverage
The suite is the regression gate for future optimization work and the correctness floor for trusting outputs:
	13 doctests in module + function docs
	35 property-based tests (test/fastdecimal/property_test.exs) covering invariants: round-trip, commutativity, associativity, div_rem identity, sqrt(x)² ≈ x, comparison antisymmetry/transitivity/reflexivity, NaN propagation, normalize idempotence
	277 unit tests across:	test/fastdecimal_test.exs — core arithmetic + struct API
	test/fastdecimal/extended_test.exs — NaN/Inf/round/cast/sqrt/div_int/formats/is_decimal
	test/fastdecimal/parser_test.exs — parser edge cases
	test/fastdecimal/edge_cases_test.exs — zero handling, bignum boundary, exponent alignment, rounding corners
	test/fastdecimal/compat_test.exs — drop-in shim
	test/fastdecimal/ecto_type_test.exs — Ecto round-trip
	test/fastdecimal/correctness_test.exs — two kinds of correctness verification:	Mathematical-truth tests — known exact results pinned per operation (1.23 + 4.567 == 5.797, 0.1 + 0.2 == 0.3 exactly, sqrt(4) == 2, banker's rounding tables, etc.). These verify FastDecimal is computing arithmetic correctly without relying on Decimal as the source of truth.
	Differential tests vs decimal — for each operation, a matrix of diverse inputs runs through both libraries and the outputs are compared for semantic equality. The 74 tests in this file perform >10,000 individual cross-checks between the two libraries (e.g., add runs 36×36 = 1296 input pairs through both libs). Catches any drift in semantics.





Run with mix test. Full suite finishes in under a second.
Total: 344 tests/properties/doctests — stable across consecutive runs. Includes 19 dedicated security regression tests covering CVE-2026-32686-class exponent-amplification DoS protection.
Security
FastDecimal is not vulnerable to CVE-2026-32686 (exponent-amplification DoS that affected ericmj/decimal < 2.4.0). Three layers of defense:
	Parser rejects scientific-notation inputs with explicit exponent magnitude > 65,535. FastDecimal.parse("1e1000000000") returns :error rather than producing a value whose materialization would OOM the BEAM.
	pow10/1 internal cap raises on n > 100,000. Catches operations that would materialize huge values even when the value was constructed directly via new(coef, exp) bypassing the parser.
	to_string(_, :normal) refuses to produce output larger than 1 MB. The :scientific and :raw formats remain available for legitimate large-exponent values (they don't materialize the zeros).

These bounds are well above any practical use case (IEEE 754 decimal128 itself tops out at exp ±6,144) but kill the runaway path. Regression tests live at test/fastdecimal/security_test.exs.
Where the two libraries legitimately diverge
FastDecimal does exact arithmetic; decimal rounds to its Context.precision (28 by default). For inputs whose true result has >28 significant digits, the two libraries produce different values — that's a documented design difference, not a bug. The differential tests constrain inputs so the result stays within 28 sig figs (where the libs should agree); the property tests document the divergence explicitly.
Installation
def deps do
  [
    {:fastdecimal, "~> 1.0"}
  ]
end
Feature surface
Construction
import FastDecimal

~d"1.23"                          # Compile-time literal (zero parse cost at runtime)
~d"1.23e10"                       # Scientific notation
~d"Infinity"                      # +∞
~d"-Inf"                          # -∞
~d"NaN"                           # NaN

FastDecimal.new("1.23")           # Runtime parse, raises on bad input
FastDecimal.new(42)               # From integer
FastDecimal.new(123, -2)          # From coef + exp
FastDecimal.parse("1.23")         # {:ok, t} | :error  — no raise
FastDecimal.cast(value)           # Soft parse, accepts FastDecimal/Decimal/int/string/float/nil
Arithmetic
FastDecimal.add(a, b)
FastDecimal.sub(a, b)
FastDecimal.mult(a, b)
FastDecimal.div(a, b, precision: 28, rounding: :half_even)
FastDecimal.div_int(a, b)         # Truncated integer division
FastDecimal.div_rem(a, b)         # {quotient, remainder}
FastDecimal.rem(a, b)
FastDecimal.negate(a)
FastDecimal.abs(a)
FastDecimal.sqrt(a, precision: 28)  # Newton-Raphson
FastDecimal.round(a, places, mode)   # All 7 rounding modes
Batch
FastDecimal.sum(list)             # Tight Elixir-side reduce
FastDecimal.product(list)
Comparison & predicates
FastDecimal.compare(a, b)         # :lt | :eq | :gt | :nan
FastDecimal.equal?(a, b)
FastDecimal.lt?(a, b) ; FastDecimal.gt?(a, b)
FastDecimal.min(a, b) ; FastDecimal.max(a, b)

FastDecimal.zero?(d) ; FastDecimal.positive?(d) ; FastDecimal.negative?(d)
FastDecimal.nan?(d)  ; FastDecimal.inf?(d)     ; FastDecimal.finite?(d)
Conversion
FastDecimal.to_string(d)              # "1.23"
FastDecimal.to_string(d, :scientific) # "1.23" — IEEE compact (only emits E for very small/large)
FastDecimal.to_string(d, :raw)        # "123E-2"
FastDecimal.to_string(d, :xsd)        # XSD canonical (= :normal for our repr)

FastDecimal.to_integer(d)             # raises on fractional
FastDecimal.to_float(d)               # lossy for non-terminating binaries
FastDecimal.normalize(d)              # strips trailing zeros
Guard-safe macro
require FastDecimal

def process(d) when FastDecimal.is_decimal(d), do: ...
Migrating from decimal
The 30-second version, for the common case:
defmodule MyLedger do
  alias FastDecimal.Compat, as: Decimal   # add this line, rest stays the same

  def total(items) do
    Enum.reduce(items, Decimal.new(0), fn item, acc ->
      Decimal.add(acc, item.amount)
    end)
  end
end
The Compat shim mirrors decimal's public surface and auto-coerces inputs (real %Decimal{}, %FastDecimal{}, strings, integers, floats). It costs 5-15% vs calling FastDecimal.* directly.
Five things that don't translate cleanly and how to handle each:
	%Decimal{...} struct literals — module-bound, need rewriting
	Decimal.Context.set/with/get — no equivalent (this is the real blocker for some codebases)
	:sNaN / :qNaN distinction — collapsed to :nan
	-0 vs 0 — collapsed
	Signal flags / traps — not supported

See MIGRATION.md for the full guide — decision tree, mechanical steps, real before/after examples, and an FAQ. Most projects migrate in under an hour; some need a wrapper module around precision-policy code; a few should stay on decimal.
Differences from decimal (summary)
		decimal	FastDecimal
	Precision context	Per-process (Decimal.Context)	Per call (only div, sqrt, round take precision)
	Default rounding mode	:half_up	:half_even (the Compat shim uses :half_up for parity)
	NaN distinction	:sNaN, :qNaN	Single :nan (no signaling NaN)
	Sign storage	Separate sign field	In coef
	Negative zero	-0 distinguishable from 0	Collapsed to 0
	Arithmetic semantics	Bounded by context precision	Exact — chain add/mult without rounding
	compare/2 with NaN	Raises	Returns :nan
	DoS protection (CVE-2026-32686)	Sticky-bit precision-bounded scaling, per-call :max_digits/:max_exponent opts	Hardcoded global limits (parser caps at exp ±65,535; pow10 caps internally at n=100,000; to_string :normal caps output at 1 MB). No per-call options.

Ecto integration
defmodule MyApp.Invoice do
  use Ecto.Schema

  schema "invoices" do
    field :total, FastDecimal.Ecto.Type
  end
end
FastDecimal.Ecto.Type is automatically compiled when Ecto is in your deps. It bridges between Decimal (what the database adapter speaks) and FastDecimal (what your code holds). cast/1, load/1, dump/1, equal?/2 are all implemented.
Design philosophy
Every operation's implementation was chosen by running a benchmark, not by guessing. The full decision record — with the measurements behind each call — lives in bench/README.md. A few highlights:
	The char-by-char walker parser beat :binary.split + :erlang.binary_to_integer by 1.4–3× on every input shorter than ~25 digits (bench/parse.exs).
	The iolist to_string beat the bit-syntax binary builder by 20%, because iodata_to_binary is implemented as an Erlang BIF that pre-computes total size.
	pow10 lookup table extended to 38 entries + binary exponentiation for larger n. Speeds up div at precision 28 by ~40% (medium values) and ~36% (large values) — the prior recursive pow10(28) path was the bottleneck.
	div_rem rewritten to compute quotient + remainder directly from aligned coefficients in one pass, instead of the previous "div_int, then mult, then sub" cascade. From 2.7× → 6.2× speedup.
	to_string :scientific switched to IEEE 754-2008 "to-scientific-string" (compact form, matches decimal's output). Was a correctness gap, not just a perf one — turns out decimal's :scientific doesn't always emit E notation; it uses normal form when adjusted_exp >= -6. Fixed alignment is now parity with decimal.
	sum/1 and product/1 rewritten as allocation-free accumulators. The old version did pairwise add/mult, producing one throwaway %FastDecimal{} struct per element. The new version carries raw {coef, exp} and only builds the final struct at the end — N−1 fewer allocations. sum of 100 went from 29× → 56× faster than decimal. (Special values trip the is_integer guard and fall through to a pairwise slow path.)
	binary_part instead of bit-syntax pattern match in to_string :normal. The <<int_part::binary-size(N), frac_part::binary>> form creates two sub-binary refs; binary_part/3 is a BIF that's about 5% faster. Tipped us from parity to 1.05× on to_string.
	equal? / lt? / gt? short-circuit clauses for identical struct shapes (same coef, same exp). Common when comparing a stored value to a fresh literal — returns the answer in a single pattern match instead of going through compare/2.
	A Rust NIF prototype for arithmetic ops lost to pure Elixir on every hot path: NIF dispatch overhead (~36 ns) exceeded the per-op cost of pure-Elixir add (~12 ns). It only won at div with high precision (~2.5×) and parse of long strings (~1.5×). Not enough to justify a native dependency and the install friction it adds. The prototype was deleted before v1.0 — the lesson lives in this README.
	The %FastDecimal{} struct wrapper is only ~5–9% slower than raw {coef, exp} tuples — cheap enough to pay for ergonomics (bench/representation.exs).
	Explicit when c in -2^60..2^60 guards on hot paths add overhead with zero benefit (BEAM's JIT already specializes for immediate-int operands).
	%{a | coef: ...} (Elixir's strict update form) produced cleaner BEAM bytecode (put_map_exact instead of put_map_assoc) but wall-time was identical or 1% slower — kept the literal-struct form for readability (bench/disasm.exs).


The rule: if you have a hypothesis about a faster way, write the bench, run it, commit the script. Negative results stay in the tree so we don't re-test the same idea.
Why pure Elixir (the bench data)
NIF dispatch overhead is ~36 ns on this machine. A pure-Elixir add total is ~12 ns. The dispatch cost alone is 3× the work-cost for every cheap op. The Rust NIF prototype we built and benchmarked confirmed this — it lost on every per-op arithmetic and only won at high-precision div and long-string parse. Not enough to justify shipping a binary dependency that requires Rust on every consumer's machine. FastDecimal is pure Elixir; no native compilation step.
License
MIT. See LICENSE.


  

    Migrating from decimal to FastDecimal

A practical guide. For most codebases, migration is one line. For some, it's a real refactor. This document tells you which one you're in, what to expect, and how to verify the migration is safe.
Decision tree
Before you touch any code, scan your project:
# 1. Do you use Decimal.Context.set / with / get / update?
grep -rn "Decimal.Context" lib/ test/

# 2. Do you have %Decimal{...} struct literals (constructing or pattern matching)?
grep -rn "%Decimal{" lib/ test/

# 3. Do you depend on signaling NaN (sNaN) vs quiet NaN distinction?
grep -rn ":sNaN\|signaling" lib/

# 4. Do you read Decimal.Context flags after operations?
grep -rn "Decimal.Context.*flags\|\.flags" lib/

# 5. Do you depend on -0 being distinguishable from 0?
grep -rn "Decimal.new(\"-0\")" lib/

	Hits in 1	Hits in 2	Hits in 3-5	Migration difficulty
	0	0	0	Trivial — one-line alias
	0	A few	0	Easy — mechanical rewrite of struct literals
	Some, all precision: 28	Any	0	Easy — precision: 28 is FastDecimal's default too
	Non-default precision	Any	0	Real refactor — thread precision per-call
	Any	Any	Any	Probably don't migrate. decimal is the right fit for code that relies on IEEE 754-2008 conformance features.

Also check for decimal v2.4 / v3.x specific API:
grep -rn "Decimal\.\(parse\|cast\|new\)\(.*,.*max_\|Decimal\.to_string\(.*,.*max_" lib/ test/

If any hit, see section 5 below — the :max_digits and :max_exponent options have to be removed (FastDecimal applies similar bounds via global limits instead).
The next sections cover each case in detail.
The 30-second migration (90% of codebases)
If your project is in the top row of the decision tree:
 defmodule MyApp.Ledger do
+  alias FastDecimal.Compat, as: Decimal

   def total(items) do
     Enum.reduce(items, Decimal.new(0), fn item, acc ->
       Decimal.add(acc, item.amount)
     end)
   end

   def round_to_cents(d), do: Decimal.round(d, 2, :half_even)
 end
That's it. Every Decimal.* call in the module routes through FastDecimal.Compat, which mirrors decimal's public function surface and auto-coerces inputs (real %Decimal{} structs from upstream libs, %FastDecimal{}, strings, integers, floats — all accepted).
Add the dep:
def deps do
  [
    {:fastdecimal, "~> 1.0"},
    {:decimal, "~> 2.1"}  # keep — Ecto and other libs still pull it in
  ]
end
That's the whole migration for typical fintech / ledger / pricing code. The shim adds 5-15% overhead vs calling FastDecimal.* directly — usually invisible. If you want to drop the shim later, find-replace Compat → FastDecimal and verify tests still pass.
The 6 things that don't translate cleanly
These all stem from documented design differences. Each section covers what changes, what to look for, and how to fix it.
1. %Decimal{...} struct literals — mechanical rewrite
Structs are module-bound in Elixir, so alias FastDecimal.Compat, as: Decimal does not make %Decimal{...} refer to a FastDecimal struct. The literal will fail to compile under the alias.
Look for:
grep -rn "%Decimal{" lib/ test/

Pattern matching:
# Before:
case decimal do
  %Decimal{sign: -1} -> :negative
  %Decimal{sign: 1, coef: 0} -> :zero
  %Decimal{} -> :positive
end

# After: use predicates instead of pattern matching internals
cond do
  Decimal.negative?(decimal) -> :negative
  Decimal.zero?(decimal) -> :zero
  true -> :positive
end
Construction:
# Before:
%Decimal{sign: 1, coef: 123, exp: -2}
%Decimal{sign: -1, coef: 50, exp: -1}

# After: use the shimmed 3-arg constructor
Decimal.new(1, 123, -2)
Decimal.new(-1, 50, -1)
Effort: typically 5-20 sites in a typical app. Pure find-and-fix, no logic changes.
2. Decimal.Context.* — the real blocker
decimal carries an implicit per-process precision context that affects every operation. FastDecimal deliberately doesn't have one — precision is per-call, only on div/3, sqrt/2, and round/3.
The danger: the Compat shim treats Decimal.Context.set/1, .with/2, .get/0, .update/2 as no-ops. Your code continues to compile and run, but precision silently changes to FastDecimal's defaults. For a financial system this is a correctness regression, not just a perf change.
Look for:
grep -rn "Decimal.Context" lib/ test/

The good news: if every Context.set you find uses precision: 28, you're fine. That's FastDecimal's default too. Drop the Context.set calls; the behavior is unchanged.
The bad news: if you set non-default precision (typical: precision: 18 for market-maker style code, precision: 9 for some FX pricing), every Decimal.div/2 after that point used the custom precision. You need to thread it per-call:
# Before (implicit context):
def init(_) do
  Decimal.Context.set(%Decimal.Context{precision: 18, rounding: :half_even})
  # ... downstream code calls Decimal.div(a, b) with implicit precision: 18
end

# After (explicit per-call):
@precision 18
@rounding :half_even

defp my_div(a, b), do: FastDecimal.div(a, b, precision: @precision, rounding: @rounding)
# ... use my_div instead of Decimal.div throughout
The cleanest pattern is a thin wrapper module that bakes in your precision policy:
defmodule MyApp.Decimal do
  @precision 18
  @rounding :half_even

  def div(a, b), do: FastDecimal.div(a, b, precision: @precision, rounding: @rounding)
  def sqrt(a), do: FastDecimal.sqrt(a, precision: @precision)
  def round(a, places), do: FastDecimal.round(a, places, @rounding)

  # delegate the rest to FastDecimal — they don't take precision
  defdelegate add(a, b), to: FastDecimal
  defdelegate sub(a, b), to: FastDecimal
  defdelegate mult(a, b), to: FastDecimal
  defdelegate compare(a, b), to: FastDecimal
  # ... etc
end
Then alias MyApp.Decimal instead of alias FastDecimal.Compat, as: Decimal. One line of policy, applied consistently.
Effort: depends on how Context is used. If 2-3 Context.set calls and dozens of Decimal.div/2 sites: half a day to write the wrapper and find-replace. If precision varies per code path: more.
3. NaN signaling — collapsed
decimal distinguishes :sNaN (signaling NaN) from :qNaN (quiet NaN). Operations on sNaN are supposed to raise; on qNaN they propagate quietly.
FastDecimal collapses both into a single :nan value that always propagates quietly.
What changes: if any code branches on coef: :sNaN vs coef: :qNaN, behavior differs silently after migration.
What to do: if you don't currently rely on signaling NaN — and almost no Elixir code does — nothing. If you do, document each site and decide whether the simpler model is acceptable.
4. Negative zero — collapsed
IEEE 754 distinguishes -0 from +0. decimal preserves this distinction.
FastDecimal doesn't — -0 and 0 are both %FastDecimal{coef: 0, exp: 0}.
What changes: comparisons like Decimal.compare(d, Decimal.new("-0")) may behave differently. Specifically, our compare will return :eq when decimal might return :lt for -0 vs 0.
What to do: grep for "-0" in your code. Almost no production code distinguishes -0 from 0; the cases are usually in scientific/IEEE-conformance contexts.
5. Decimal.parse/2, cast/2, to_string/3 options — different protection model
decimal v2.4.0 added :max_digits and :max_exponent options to parse/2 and cast/2, and :max_digits to to_string/3. v3.0.0 then made those limits the default at every public boundary (no longer opt-in): parse/2 and cast/2 default to max_digits: 34, max_exponent: 6_144, and to_string/3 to max_digits: 6_178 — matching IEEE 754 decimal128. Pass :infinity to opt out. v3.1.0 also added a 2-arg form of Decimal.new accepting the same options.
# decimal v2.4 (opt-in):
Decimal.parse("1e1000", max_exponent: 100)            # → :error
Decimal.cast(input, max_digits: 50)                   # → :error if too long

# decimal v3.0+ (rejected by default):
Decimal.parse("1.012345678901234567890123456789012345")  # → :error (35 sig digits > 34)
Decimal.parse("1e7000")                                  # → :error (exp > 6144)
Decimal.new("1e7000", max_exponent: :infinity)           # explicit opt-out
FastDecimal doesn't accept any of these options. Instead, we apply hardcoded global limits as a defense against CVE-2026-32686-class exponent-amplification DoS attacks (see the Security section of the README). The protection is equivalent — both libraries refuse to materialize huge values — we just put the guards in different places:
		decimal v2.4	decimal v3.0+	FastDecimal
	Default parse limit	:infinity (accepts huge inputs as compact structs)	34 sig digits, exp ±6,144	65,535 (exp only; rejects at parse time)
	Where DoS protection lives	Sticky-bit precision-bounded scaling in add/sub	Strict default + add/sub scaling	pow10/1 cap raises at operation time
	Per-call configurability	Yes via :max_digits/:max_exponent	Yes via :max_digits/:max_exponent (and :infinity to opt out)	No (single hardcoded limit)

Migration impact:
	Code using Decimal.parse/1 or Decimal.cast/1 (without options) — works unchanged under the Compat shim.
	Code using Decimal.parse/2 / cast/2 / new/2 with the new options — will hit UndefinedFunctionError on Compat.parse/2 etc. To migrate, either remove the options (FastDecimal's default limits already protect against the same attacks) or wrap our parser with your own validator if you need stricter-than-default limits.
	Code migrating from decimal v3.x that relied on max_digits: :infinity to accept arbitrary-precision strings: FastDecimal accepts these by default (up to 65,535-digit exponents), so dropping the option is the migration.

Behavioral differences to watch for:
	Decimal.parse("1e100000") → :ok on v2.4 / :error on v3.0+ / :error on FastDecimal.
	Decimal.parse("1.012345678901234567890123456789012345") (35 significant digits) → :ok on v2.4 and FastDecimal / :error on v3.0+ (unless max_digits: :infinity).

The migration is simpler from v2.x than from v3.x: v3.x callers who explicitly disabled the limits will find FastDecimal already permissive enough by default, but callers who relied on the strict default for input validation need their own pre-check before passing strings to FastDecimal.
6. Signal flags and traps — not supported
Decimal.Context carries :flags (set after operations that triggered conditions like rounding, overflow, inexact, etc.) and :traps (which conditions raise vs just set the flag). This is IEEE 754-2008's conformance machinery.
FastDecimal has no equivalent.
What changes: code that does Decimal.Context.get().flags after operations won't work — we have no flags. The Compat shim's Decimal.Context.get/0 is a no-op.
What to do: if you rely on flags, you'll need to track conditions explicitly at the call site (or stay on decimal). Cases this matters: enforcing "no inexact results" in audit systems, post-hoc inspection in scientific computing. Almost never in fintech/ledger code.
Mechanical migration steps
For the common case (top 3 rows of the decision tree):
	Add the dep. {:fastdecimal, "~> 1.0"} in mix.exs, alongside your existing :decimal.

	Add the alias to each module that uses Decimal.*:
alias FastDecimal.Compat, as: Decimal

	Fix struct literals if any. grep -rn "%Decimal{" and rewrite (see section 1 above).

	Decide on Decimal.Context. If you use it with precision: 28 you can just delete those calls. Otherwise build a wrapper module (section 2).

	Swap Ecto types (if you use Ecto):
 schema "invoices" do
-  field :total, :decimal
+  field :total, FastDecimal.Ecto.Type
 end
The boundary stays the same — postgrex returns %Decimal{}, the type converts to %FastDecimal{}, and dumps back to %Decimal{} on write.

	Update is_decimal if you use it:
-import Decimal.Macros, only: [is_decimal: 1]
+import FastDecimal, only: [is_decimal: 1]
Same shape, same behavior.

	Run your test suite. Use value-equality (Decimal.equal?/2 via the shim) rather than struct equality (==) — FastDecimal may represent 1.10 as {coef: 110, exp: -2} while keeping the same value, but a struct comparison against decimal's representation would fail. Decimal.equal? works correctly across both.


Verifying the migration
Correctness
The test for "did I break anything?" is your existing test suite. The shim is value-equivalent to decimal for every operation it supports. If a test fails after migration, one of these is true:
	Your test depends on a feature we don't have (Context, sNaN, -0, flags)
	Your test does struct equality (==) against a specific representation — switch to Decimal.equal?/2
	Your test depends on the default rounding mode being :half_up — FastDecimal's direct API uses :half_even, but the Compat shim explicitly uses :half_up to preserve decimal's default

You can also run the differential test suite from FastDecimal itself against your own decimal-using code, but typically your existing tests are sufficient.
Performance
FastDecimal ships with mix bench (one-minute summary table) and 13 bench scripts in bench/. To verify your workload benefits:
# In a test or iex session:
Benchee.run(%{
  "before (decimal)" => fn -> my_workload_using_decimal() end,
  "after (fastdecimal)" => fn -> my_workload_using_fastdecimal() end
}, time: 5, warmup: 2)
If your workload is dominated by add/sub/mult/compare/sum, expect 10-30× speedups. If it's dominated by to_string, expect parity. Most code is the first kind.
Real example: 50-line app migration
Suppose this is your code:
defmodule Pricing do
  def apply_fee(price, fee_bps) do
    Decimal.mult(price, Decimal.add(Decimal.div(fee_bps, 10_000), 1))
  end

  def spread(bid, ask) do
    diff = Decimal.sub(ask, bid)
    mean = Decimal.add(ask, bid) |> Decimal.div(2)

    diff |> Decimal.div(mean) |> Decimal.mult(10_000) |> Decimal.round(4)
  end
end
The migration:
 defmodule Pricing do
+  alias FastDecimal.Compat, as: Decimal

   def apply_fee(price, fee_bps) do
     Decimal.mult(price, Decimal.add(Decimal.div(fee_bps, 10_000), 1))
   end

   def spread(bid, ask) do
     diff = Decimal.sub(ask, bid)
     mean = Decimal.add(ask, bid) |> Decimal.div(2)

     diff |> Decimal.div(mean) |> Decimal.mult(10_000) |> Decimal.round(4)
   end
 end
One line added. Tests still pass. The functions are now ~2× faster (most of the cost is Decimal.div which is one of our weaker speedup wins — but add, sub, mult are all 15-20×).
FAQ
Q: Will decimal keep working as a dep alongside fastdecimal?
Yes. fastdecimal requires decimal as a dep (for Decimal.Ecto.Type boundary conversion and the Compat shim's auto-coercion of %Decimal{} structs). You can't accidentally end up with one or the other; both are there.
Q: What about libraries I depend on that return Decimal? (Ecto, postgrex, ex_money, etc.)
They keep working. They return %Decimal{} structs at their boundaries; FastDecimal.cast/1 and the Compat shim's coerce/1 both accept those. Your code converts at the boundary or uses FastDecimal.Ecto.Type to make the conversion automatic for Ecto fields.
Q: Can I migrate gradually, module by module?
Yes. The Compat shim and the auto-coercion mean %Decimal{} and %FastDecimal{} can pass through the same call paths without explicit conversion. Migrate one module, run its tests, repeat.
Q: What's the rollback story if migration goes wrong?
Revert the alias. Your code goes back to using decimal directly. Nothing else changes. There's no state to clean up.
Q: Is the Compat shim performance-tested?
Yes — see bench/arithmetic.exs, which includes the compat column for every operation. The shim measures 5-15% slower than direct FastDecimal.* calls. That's the overhead of the coerce step plus the function indirection.
Q: I use Decimal.Macros.is_decimal/1 in guard clauses. Does FastDecimal have an equivalent?
Yes: FastDecimal.is_decimal/1. Same macro shape, same guard-safety. Drop-in rename.
Q: My code does Decimal.compare(a, b) == :gt. Will that still work?
Yes. FastDecimal.compare/2 and FastDecimal.Compat.compare/2 both return :lt | :eq | :gt | :nan. The one extra value (:nan) only appears when an input is NaN — your existing code probably already handled NaN as an unexpected case.
Q: My code does Decimal.to_string(d, :scientific) — will the output change?
The output should be the same. Both libraries follow the IEEE 754-2008 "to-scientific-string" rule: compact form when adjusted_exp >= -6, scientific form otherwise. We verified this matches decimal byte-for-byte in our differential test suite.
If you saw different output before, you may have been on a development build that emitted always-scientific format — v1.0.0 matches decimal.


  

    Changelog

All notable changes to FastDecimal.
1.0.1 — 2026-05-13
API
	Added FastDecimal.from_float/1 to close a drop-in compatibility gap
with decimal. Surveyed 10 production Elixir libraries (ash, ecto, kipcole9/money,
ex_cldr_numbers, teslamate, plausible, etc.) and Decimal.from_float/1 is
the #3 most-called function in real-world Elixir code (8.3% of all
Decimal.* calls, used by 7/10 surveyed repos). Previously direct
FastDecimal.from_float/1 raised UndefinedFunctionError; the
Compat shim already provided it via cast/1. Now both routes work
identically. Mirrors decimal's from_float/1 signature.

Performance
	Parser 4-byte fast path in the internal numeric walk (used by new/1
and parse/1). Multi-digit integer and fractional runs now consume
4 bytes per recursive call instead of 1. Bench impact:	parse "1234.56789" (medium): 123 ns → 65 ns (1.9× faster), bumping
the speedup over decimal from 1.94× to 3.7× (now stable at IQR edges).
	parse "1.23" (small): unchanged within bench noise.
	Longer numeric strings benefit proportionally — the win scales with
significant-digit count.



Internal hygiene
	Added @spec coverage to every public function in FastDecimal.Compat
(the drop-in alias FastDecimal.Compat, as: Decimal migration shim).
Improves Dialyzer / IDE / tooling support for migrators.
	Marked the internal parser's parse_walk and parse_split heads as
@doc false — they're def (not defp) only because bench/parse.exs
and test/fastdecimal/parser_test.exs reach into them for the strategy
shootout. The doc tag makes the intent explicit.
	Removed a dead isqrt(0) clause in sqrt/2. Caller already filters
coef: 0 directly, so the clause was unreachable. Dialyzer-clean.
	Added zero-coefficient short-circuits to to_integer/1 and to_float/1.
to_integer(%FastDecimal{coef: 0, exp: -1_000_000_000}) now returns 0
instead of tripping the pow10 cap. (Mirrors the decimal v2.4.1 fix
philosophy — 0 × 10^anything is always 0, so don't bother
materializing the alignment factor.)

Documentation
	MIGRATION.md section 5 now covers both decimal v2.4 (opt-in :max_digits/
:max_exponent) and v3.0+ (IEEE 754 decimal128 defaults) migration paths.
	Updated decision-tree grep to catch the 2-arg form of Decimal.new with
opts (added in decimal v3.1.0).

Infrastructure
	GitHub Actions CI: matrix test across Elixir 1.15/OTP 26 (minimum),
1.17/OTP 27, 1.18/OTP 28 (latest); mix format --check-formatted and
Dialyzer jobs; PR-only mix bench smoke test that catches bench-script
rot but explicitly does not gate on Actions-runner timing noise.

1.0.0 — 2026-05-13
Initial release. Feature parity with ericmj/decimal except the implicit
Decimal.Context (intentional design decision — see FastDecimal moduledoc).
Security
	Not vulnerable to CVE-2026-32686 (exponent-amplification DoS that
affected decimal < 2.4.0). FastDecimal mitigates with three layers:	Parser layer (FastDecimal.Parser):
explicit exponents in scientific notation are capped at ±65,535. Inputs
like "1e1000000000" from untrusted sources return :error rather
than landing as a %FastDecimal{}.
	pow10/1 cap (defense in depth): any internal pow10 call with
n > 100_000 raises ArgumentError. Catches the DoS at every
operation that would materialize a large-exponent value (add/sub with
huge gap, compare across huge gap, etc.) — even when the value was
constructed directly via new/2 bypassing the parser.
	to_string :normal cap: output >1 MB raises. :scientific and
:raw formats remain available for legitimate extreme-exp values.


	See test/fastdecimal/security_test.exs for regression tests covering
each layer.

Notable semantic difference vs prior internal versions
	to_string(d, :scientific) now follows IEEE 754-2008's "to-scientific-string"
rule (same as decimal): use normal form when adjusted_exp >= -6, scientific
form only when very small/large. Previously emitted scientific form always.
This matches what decimal produces and is what most callers expect.

Features
	Struct API — %FastDecimal{coef: integer | :nan | :inf | :neg_inf, exp: integer}

	Sigil — ~d"1.23" for compile-time literals (zero runtime parse cost)
	Special values — NaN, +Infinity, -Infinity with IEEE-style propagation through all ops
	Arithmetic — add/2, sub/2, mult/2, div/3, div_int/2, div_rem/2, rem/2, negate/1, abs/1, sqrt/2
	Batch — sum/1, product/1 (~26-30× faster than Enum.reduce(_, _, &Decimal.add/2))
	Comparison — compare/2, equal?/2, lt?/2, gt?/2, min/2, max/2
	Predicates — zero?/1, positive?/1, negative?/1, nan?/1, inf?/1, finite?/1
	Rounding — round/3 with all 7 rounding modes (:half_even, :half_up, :half_down, :down, :up, :floor, :ceiling)
	Conversion — to_string/2 with :normal, :scientific, :raw, :xsd formats; to_integer/1, to_float/1, normalize/1
	Parsing — new/1, parse/1, cast/1 (soft). Accepts decimals, scientific notation (1.23e10), and special-value strings ("NaN", "Infinity", "-Inf").
	Guards — is_decimal/1 macro for guard clauses
	Compat shim — FastDecimal.Compat mirrors Decimal's function signatures; drop-in via alias FastDecimal.Compat, as: Decimal
	Ecto integration — FastDecimal.Ecto.Type implements Ecto.Type (auto-compiled when Ecto is present)

Performance vs ericmj/decimal v2.4 (M-series Mac, OTP 26, BEAMAsm)
Geometric mean speedup across 22 op/size scenarios: ~11.2× (range
observed across consecutive runs: 11.11×–11.28×). FastDecimal wins on
22/22 scenarios in most runs; to_string ops hover at parity and may
flip to 21/22 ±1 op based on macOS scheduler noise. Full table and methodology in README.md and
bench/README.md; reproduce with mix bench.
Highlights (tight-loop medians, BEAMAsm JIT):
	Op (medium values)	decimal	FastDecimal	speedup
	add / sub / mult	~250 ns	~13 ns	~20×
	compare	~85 ns	~8.5 ns	~10×
	div (p=28)	~3.0 µs	~234 ns	~13×
	div_rem	~137 ns	~22 ns	~6×
	round (3dp)	~430 ns	~33 ns	~13×
	parse	~235 ns	~78 ns	~3×
	sum of 100	~22 µs	~0.4 µs	~55×

Large values (~10^14) widen the arithmetic gap to 70–100× because
decimal's BigInt allocation cost dominates while FastDecimal stays in the
60-bit immediate-int range longer.
to_string(_, :normal) and to_string(_, :scientific) are at parity
(~1.0×); decimal's formatter is exceptionally tight. to_integer is 1.6×
faster but the op is so cheap (~10 ns) that scheduler noise dominates the
pessimistic IQR edge. No other op is below 2× in our measured set.
On non-JIT BEAM (older threaded-code interpreter), geomean speedup drops to
~7.7× — the JIT amplifies our advantage but doesn't create it.
Correctness verification
	13 doctests + 35 property tests + 277 unit tests = 325 total, all green.
	The correctness suite (test/fastdecimal/correctness_test.exs) performs >10,000 individual cross-checks between FastDecimal and Decimal across diverse input matrices for every operation. It also pins known exact mathematical results per operation (e.g., 0.1 + 0.2 == 0.3 exactly, sqrt(4) == 2, full banker's rounding tables) — verifying correctness without relying on Decimal as the source of truth.
	Property tests cover invariants: round-trip, commutativity, associativity, div_rem identity (a == q·b + r), sqrt(x)² ≈ x, comparison antisymmetry/transitivity/reflexivity, NaN propagation, normalize idempotence.

Design choices documented
	Exact arithmetic. add / sub / mult / sum / product never round.
	Per-call precision (only div/3, sqrt/2, round/3 take a precision arg).
	No Decimal.Context — would erase the speedup; specify precision per call.
	No separate sign field — sign lives in coef.
	No NaN signaling distinction (sNaN/qNaN collapsed to one :nan).
	Pure Elixir core, no native compilation step. A Rust NIF was prototyped,
benchmarked, and rejected for nearly every op (per-op NIF dispatch
≈ 36 ns ≥ BEAM-side add ≈ 42 ns). The prototype was deleted before v1.0;
the design rationale is preserved in README.md and bench/README.md.



  

    FastDecimal benchmarks

Every benchmark in this directory is reproducible. Each script is self-contained — just mix run bench/<name>.exs.
The single-command experience: mix bench runs summary.exs, which produces one consolidated table covering 22 scenarios. mix bench.all runs the entire suite end-to-end.
Files
	File	What it measures	When to run
	summary.exs	Headline table: every op × {medium, large}, geometric-mean speedup. The bench you'd cite.	Quick "is FastDecimal still ahead?" check after a change
	arithmetic.exs	Per-op times vs decimal and Compat shim at 3 value sizes (full benchee output)	Detailed view of add/sub/mult/div/etc with deviation
	division.exs	div / div_int / div_rem / rem × sizes × precisions (5, 10, 28, 50)	Verifying division performance, picking a precision
	rounding.exs	round/3 with all 7 modes × 5 input shapes	Comparing rounding-mode overhead
	sqrt.exs	sqrt/2 at precisions 5 / 10 / 28 / 50 / 100 / 200	Tuning sqrt-precision for your use case
	conversion.exs	to_string (all formats) + to_integer + to_float + cast from various input types	Format-conversion path tuning
	special_values.exs	NaN/Inf op overhead vs finite arithmetic; predicate cost	Confirming the is_integer guard isn't hurting the fast path
	batch.exs	sum/1 / product/1 over 10/100/1k/10k elements: pure Elixir vs decimal reduce	Verifying batch wins
	realistic.exs	5 fintech-style workloads: invoice total, tax+discount, FX conversion, aggregate stats, CSV ingestion	The "would this actually help my app?" answer
	parse.exs	Two parse strategies (char-walk vs split+binary_to_integer) across 9 inputs	Chose the public parse/1 impl
	representation.exs	%FastDecimal{} struct vs raw {coef, exp} tuple vs raw integers	Quantifying the struct wrapper cost
	profile.exs	Time + bytes allocated + reductions per op (richer than benchee alone)	Investigating why an op is fast or slow
	disasm.exs	Dumps BEAM bytecode for hot-path functions; counts put_map_assoc vs put_map_exact module-wide	Inspecting what BEAMAsm actually JITs from

Run individual ones with mix run bench/<name>.exs. Pipe to tee if you want a record.
Methodology
The headline mix bench (= bench/summary.exs) uses a custom harness in bench/support.exs:
	7 independent samples per scenario per implementation. Each sample runs in a fresh process (resetting BEAM state — register cache, ETS access patterns, scheduler binding) and includes 1,000 warmup iterations to let the JIT specialize the call site before measurement starts.
	200,000 iterations per sample, timed with :erlang.monotonic_time(:nanosecond) (true nanosecond resolution; :timer.tc is microsecond).
	A forced :erlang.garbage_collect() before each sample to start from a clean heap.
	Process priority set :high to bias the macOS scheduler toward performance cores when the system isn't loaded.
	We report median (p25–p75 IQR) per scenario. The IQR is the trustworthy headline number — it survives outliers from GC pauses, scheduler steals, and core swaps.
	A row is marked stable when even FastDecimal's p75 vs Decimal's p25 (the pessimistic IQR-edge ratio) clears 2×.

What we report vs what we don't
	Speedup column shows three numbers: median (pessimistic_ratio – optimistic_ratio). The middle number is what you'd see most days; the outer numbers bound what you might see on a noisy/quiet run.
	No mean reported. Means on sub-µs ops are dominated by 99th-percentile outliers from GC; medians are robust.
	profile.exs shows allocation estimates approximated from heap_size_delta + (gc_count × heap_size_before_gc). This is a heuristic, not a precise measurement. Use it as a relative signal between implementations, not an absolute byte count. The "fastdec uses less garbage" claim holds across implementations but the exact byte numbers should be taken with a grain of salt.

Reproducibility check
Across multiple consecutive runs on macOS arm64 / OTP 26 / BEAMAsm JIT, the geometric-mean speedup has landed in the range 9.67× – 10.01×. Each scenario's specific median value drifts 5–10% per run because of macOS scheduler noise and GC interactions; the ratios are stable. The headline number is best read as "approximately 10×, varies by ±3% across runs."
JIT vs non-JIT comparison
Same hardware, same Elixir, only the Erlang differs (asdf 26.0.2 with emu_flavor=jit vs 26.2.4 with emu_flavor=emu):
	Emulator	Geomean	Faster scenarios	Stable ≥2×
	BEAMAsm JIT (26.0.2)	9.87×	21/22	19/22
	Threaded-code interpreter (26.2.4)	7.71×	21/22	18/22

JIT helps FastDecimal proportionally more than decimal (tighter hot paths = more inlining benefit), so the speedup ratio is bigger on JIT. But the lib still wins by ~8× on non-JIT BEAM.
Noise sources we acknowledge
	macOS efficiency cores. Apple Silicon schedules across heterogeneous cores (P + E). Long enough measurements average over both. Short ones don't.
	GC pauses. Some scenarios trigger a GC inside the measurement window. With 7 samples × 200k iters this washes out except for the smallest workloads.
	JIT detection. :erlang.system_info(:emu_flavor) is the right field for this (:jit vs :emu). :emu_type is :opt for both JIT and non-JIT builds — I confused these initially and the early bench output incorrectly labeled the machine as "no JIT".

Reading benchee output (other bench files)
Benchee reports four numbers per scenario:
	ips — iterations per second (higher = faster)
	average — mean ns/op
	deviation — relative std-dev as %
	median — middle value, the most trustworthy single number on noisy hardware
	99th % — 99th-percentile latency

For sub-µs operations on macOS, trust the median, not the mean. Deviation in the thousands of percent is the BEAM/Mac scheduler interaction, not the code under test.
profile.exs adds three more numbers per op:
	bytes/op — heap bytes allocated (heuristic — see Methodology above)
	reductions/op — BEAM's virtual instruction counter. A useful "how much work" proxy; lower = less work
	GCs — minor garbage collections triggered in the measurement loop

Design decisions per op (with evidence)
Every choice below was made because we measured. Where the obvious "fast" technique lost, we kept the slower-looking code that actually won.
add / sub / mult
	Public API: struct-based (%FastDecimal{coef, exp}).
	Measured: tuple {coef, exp} is 5–9 % faster on mult, parity on add (representation.exs). Cost is small enough that we pay it for the Inspect protocol, pattern-matching ergonomics, and zero-cost guarantees that hot paths still stay heap-light.
	No explicit small-int guards. BEAM's JIT already specializes integer math based on whether values fit in the 60-bit immediate range. Tested an explicit when c in -2^60..2^60 guard — added ~3 % overhead with no measurable upside.

div
	Pure-Elixir, integer-shift-and-divide with explicit rounding modes.
	Allocates more than decimal (~91 B vs ~8 B) because we materialize the shifted dividend as an intermediate bignum. We accept that — wall time is 5–9× faster than decimal (profile.exs).
	A Rust NIF wrapping a native decimal library is faster on div at precision 28 (~2.5× our pure-Elixir path, measured during prototyping). Not adopted because:	It would force a binary dependency on every user
	It only wins on this one op
	Pure Elixir is still 5× faster than decimal here



compare
	At the BEAM floor: 4 reductions, 0 bytes allocated (profile.exs).
	No optimization possible — it's pattern match + one integer compare + return an atom.

parse
	Public API uses the char-by-char walker (Parser.parse_walk/1).
	Measured: walker is 1.4–3× faster than the split-and-binary_to_integer approach on every input shorter than ~25 digits (parse.exs).
	Split wins ONLY on 30+ digit pure-integer strings, where :erlang.binary_to_integer/1's native C loop overtakes BEAM's pattern dispatch.
	Allocates ~186 B per call (sub-binary refs from the recursive head/tail pattern). We accept that — wall time is 3–5× faster than decimal, and decimal allocates 3× more anyway.

to_string
	Public API uses IO.iodata_to_binary([sign, int_part, ?., frac_part]).
	Measured: a bit-syntax <<sign::binary, int_part::binary, ?., frac_part::binary>> alternative was 20 % slower despite allocating less. iodata_to_binary is a NIF that pre-computes total size and allocates once; that beats stepwise binary appends.
	Allocates ~266 B (7× more than decimal's ~36 B) for parity wall time. Tried direct bit-syntax to reduce alloc; that path lost on time. Picking time > alloc here.

Map construction op: put_map_assoc vs put_map_exact
	Kept the %__MODULE__{coef: ..., exp: ...} literal-struct form for all hot paths.
	Tried: rewriting to %{a | coef: c1 + c2} (Elixir's "strict update") so the BEAM compiler emits put_map_exact (updates an existing map's keys) instead of put_map_assoc (allocates a fresh map). The bytecode change happened cleanly — module-wide counts flipped from 20:1 put_map_assoc:put_map_exact to 7:14, verifiable in bench/disasm.exs.

	Measured: wall-time unchanged (medians 42 ns both before and after), and the head-to-head head-to-head benchee comparison actually showed put_map_exact was 1 % slower within noise.
	Conclusion: BEAMAsm has equally tight implementations of both ops for tiny structs. The literal-struct form is also more readable — every field value is right there at the call site — so the code stays.

sum/1 / product/1
	Pure-Elixir reduce via tail-recursive helpers.
	Measured during prototyping: a NIF that received the entire list across the FFI boundary was 6–7× SLOWER at every list size tested (10 / 100 / 1k / 10k elements).
	Why: Rustler's Vec<Tuple> decode marshals each list element across BEAM/Rust (~50–100 ns each). At BEAM's ~11 ns per pure-Elixir add, the marshalling cost can't be recovered.
	Pure-Elixir batch is 26–30× faster than decimal reduce — and crucially, no Rust toolchain needed at install time. The NIF prototype was removed before v1.0; this lesson is preserved.

Reproducibility notes
	Hardware matters. All numbers in the project README are from an M-series Mac on Erlang/OTP 26 with BEAMAsm enabled. Linux on x86 will differ — typically lower absolute numbers but similar ratios.
	GC noise. If you see a single scenario with 99th-%ile 100× the median, that's a GC cycle landing inside the measurement window. Re-run to confirm the median.
	Warmup matters. Each Benchee scenario uses warmup: 0.5 to let the JIT specialize and load caches; time: 2 for the actual measurement window. Don't shorten these — short runs amplify noise.
	Benchee vs profile.exs. profile.exs uses a tight :timer.tc loop without Benchee's per-iteration overhead, so its ns/op numbers are typically lower than arithmetic.exs's. Both are correct, measuring slightly different things.

When you find a regression
If a change makes any op slower, the contract is: include the bench output in the PR description showing it. If a change makes an op faster, same — show the before/after numbers. The point of having all the benches in-tree is so this conversation is short.


  

    License


MIT License

Copyright (c) 2026 Baris Erdem

Permission is hereby granted, free of charge, to any person obtaining a copy
of this software and associated documentation files (the "Software"), to deal
in the Software without restriction, including without limitation the rights
to use, copy, modify, merge, publish, distribute, sublicense, and/or sell
copies of the Software, and to permit persons to whom the Software is
furnished to do so, subject to the following conditions:

The above copyright notice and this permission notice shall be included in all
copies or substantial portions of the Software.

THE SOFTWARE IS PROVIDED "AS IS", WITHOUT WARRANTY OF ANY KIND, EXPRESS OR
IMPLIED, INCLUDING BUT NOT LIMITED TO THE WARRANTIES OF MERCHANTABILITY,
FITNESS FOR A PARTICULAR PURPOSE AND NONINFRINGEMENT. IN NO EVENT SHALL THE
AUTHORS OR COPYRIGHT HOLDERS BE LIABLE FOR ANY CLAIM, DAMAGES OR OTHER
LIABILITY, WHETHER IN AN ACTION OF CONTRACT, TORT OR OTHERWISE, ARISING FROM,
OUT OF OR IN CONNECTION WITH THE SOFTWARE OR THE USE OR OTHER DEALINGS IN THE
SOFTWARE.
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Fast arbitrary-precision decimal arithmetic for Elixir.
A decimal is represented as coef * 10^exp where coef is a BEAM integer
(sign carried inline) and exp is an integer exponent. Operations work on
raw integers in the hot path; values that exceed 60-bit immediate ints
promote to BEAM bignums automatically.
Design: exact arithmetic, explicit precision
Unlike Decimal, FastDecimal does not maintain an implicit per-process
precision context. add, sub, and mult are mathematically exact — the
result coefficient grows to whatever size is needed. Only div/3 takes a
precision argument, because division is the only operation that can produce
a non-terminating decimal.
If you want bounded precision after an arithmetic chain, call round/2 or
normalize/1 explicitly. Trading implicit context for explicit calls is
faster (no process-dict lookup per op) and easier to reason about.
Construction
iex> FastDecimal.new("1.23")
%FastDecimal{coef: 123, exp: -2}

iex> FastDecimal.new(123, -2)
%FastDecimal{coef: 123, exp: -2}
Use the ~d sigil for compile-time literals (zero runtime parse cost):
import FastDecimal
~d"1.23"   # => %FastDecimal{coef: 123, exp: -2}
Arithmetic
iex> FastDecimal.add(FastDecimal.new("1.23"), FastDecimal.new("4.567"))
%FastDecimal{coef: 5797, exp: -3}

iex> FastDecimal.div(FastDecimal.new("10"), FastDecimal.new("3"), precision: 5)
%FastDecimal{coef: 33333, exp: -4}
Comparison
iex> FastDecimal.compare(FastDecimal.new("1.10"), FastDecimal.new("1.1"))
:eq

iex> FastDecimal.equal?(FastDecimal.new("1.10"), FastDecimal.new("1.1"))
true
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        coef()

      


    


    
      
        rounding_mode()

      


    


    
      
        t()

      


    


    
      
        to_string_format()

      


        Output format for to_string/2. :normal is the default.



    





  
    Functions
  


    
      
        abs(fast_decimal)

      


    


    
      
        add(a, b)

      


    


    
      
        cast(d)

      


        Soft parse: returns {:ok, t()} or :error without raising. Accepts the
same inputs as new/1 plus existing FastDecimal and Decimal structs.



    


    
      
        compare(a, b)

      


    


    
      
        div(a, b, opts \\ [])

      


        Division with configurable precision and rounding.



    


    
      
        div_int(a, b)

      


        Integer (truncated) division. Like Kernel.div/2 for integers — drops the
fractional part, truncating toward zero. Result always has exp: 0.



    


    
      
        div_rem(arg1, arg2)

      


        Returns {quotient, remainder} such that a == quotient * b + remainder.
Quotient is computed by div_int/2.



    


    
      
        equal?(a, b)

      


        Returns true if both decimals compare as equal. NaN never compares equal to
anything (matches IEEE 754 behavior for floating-point NaN).



    


    
      
        finite?(fast_decimal)

      


        Returns true if the value is a finite number (not NaN, not infinity).



    


    
      
        from_float(float)

      


        Convert an Elixir float to a FastDecimal via Float.to_string/1. The result
is the decimal value that Float.to_string/1 would print for the float —
not the exact rational represented by the IEEE 754 bits.



    


    
      
        from_integer(int)

      


    


    
      
        gt?(a, b)

      


    


    
      
        inf()

      


        Returns the +∞ sentinel value.



    


    
      
        inf?(fast_decimal)

      


        Returns true if the value is +∞ or -∞.



    


    
      
        is_decimal(value)

      


        Guard-safe predicate. True when the argument is a %FastDecimal{} struct.



    


    
      
        lt?(a, b)

      


    


    
      
        max(a, b)

      


    


    
      
        min(a, b)

      


    


    
      
        mult(a, b)

      


    


    
      
        multiply(a, b)

      


        See FastDecimal.mult/2.



    


    
      
        nan()

      


        Returns the NaN sentinel value.



    


    
      
        nan?(fast_decimal)

      


        Returns true if the value is NaN (not a number).



    


    
      
        neg_inf()

      


        Returns the -∞ sentinel value.



    


    
      
        negate(fast_decimal)

      


    


    
      
        negative?(fast_decimal)

      


    


    
      
        new(int)

      


    


    
      
        new(coef, exp)

      


    


    
      
        normalize(d)

      


        Strip trailing zeros from the coefficient, raising the exponent.
~d"1.10" (coef=110, exp=-2) becomes ~d"1.1" (coef=11, exp=-1).



    


    
      
        parse(str)

      


    


    
      
        positive?(fast_decimal)

      


    


    
      
        product(list)

      


        Product of a list of FastDecimals.



    


    
      
        rem(a, b)

      


        Remainder of decimal division (same sign as the dividend).



    


    
      
        round(decimal, places \\ 0, mode \\ :half_even)

      


        Round to places decimal places using the given rounding mode.



    


    
      
        sigil_d(arg, modifiers)

      


        Compile-time literal sigil. ~d"1.23" becomes a %FastDecimal{} at compile
time, paying zero parse cost at runtime.



    


    
      
        sqrt(decimal, opts \\ [])

      


        Square root with configurable precision (default 28 significant digits).



    


    
      
        sub(a, b)

      


    


    
      
        sum(list)

      


        Sum a list of FastDecimals. Equivalent to Enum.reduce(list, new(0), &add/2)
but inlined and recursion-flat. The tight inner loop avoids Enum's anonymous
function call overhead.



    


    
      
        to_float(fast_decimal)

      


    


    
      
        to_integer(fast_decimal)

      


    


    
      
        to_string(decimal, format \\ :normal)

      


        Format a decimal as a string. format defaults to :normal.



    


    
      
        zero?(fast_decimal)

      


    





      


      
        Types


        


  
    
      
    
    
      coef()



        
          
        

    

  


  

      

          @type coef() :: integer() | :nan | :inf | :neg_inf


      



  



  
    
      
    
    
      rounding_mode()



        
          
        

    

  


  

      

          @type rounding_mode() ::
  :half_even | :half_up | :half_down | :down | :up | :floor | :ceiling


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %FastDecimal{coef: coef(), exp: integer()}


      



  



  
    
      
    
    
      to_string_format()



        
          
        

    

  


  

      

          @type to_string_format() :: :normal | :scientific | :raw | :xsd


      


Output format for to_string/2. :normal is the default.

  


        

      

      
        Functions


        


  
    
      
    
    
      abs(fast_decimal)



        
          
        

    

  


  

      

          @spec abs(t()) :: t()


      



  



  
    
      
    
    
      add(a, b)



        
          
        

    

  


  

      

          @spec add(t(), t()) :: t()


      



  



  
    
      
    
    
      cast(d)



        
          
        

    

  


  

      

          @spec cast(t() | integer() | binary() | Decimal.t() | float() | nil) ::
  {:ok, t()} | :error


      


Soft parse: returns {:ok, t()} or :error without raising. Accepts the
same inputs as new/1 plus existing FastDecimal and Decimal structs.
This is what Ecto's Ecto.Type machinery calls — exposing it directly
makes user code that needs "try to coerce, otherwise complain" pleasant.

  



  
    
      
    
    
      compare(a, b)



        
          
        

    

  


  

      

          @spec compare(t(), t()) :: :lt | :eq | :gt | :nan


      



  



    

  
    
      
    
    
      div(a, b, opts \\ [])



        
          
        

    

  


  

      

          @spec div(t(), t(), keyword()) :: t()


      


Division with configurable precision and rounding.
Options:
	:precision — number of significant digits to keep in the result (default 28)
	:rounding — :half_even (default, banker's), :half_up, :half_down,
:down, :up, :floor, :ceiling


  



  
    
      
    
    
      div_int(a, b)



        
          
        

    

  


  

      

          @spec div_int(t(), t()) :: t()


      


Integer (truncated) division. Like Kernel.div/2 for integers — drops the
fractional part, truncating toward zero. Result always has exp: 0.
iex> FastDecimal.div_int(FastDecimal.new("10.5"), FastDecimal.new("3"))
%FastDecimal{coef: 3, exp: 0}

  



  
    
      
    
    
      div_rem(arg1, arg2)



        
          
        

    

  


  

      

          @spec div_rem(t(), t()) :: {t(), t()}


      


Returns {quotient, remainder} such that a == quotient * b + remainder.
Quotient is computed by div_int/2.
iex> FastDecimal.div_rem(FastDecimal.new("10"), FastDecimal.new("3"))
{%FastDecimal{coef: 3, exp: 0}, %FastDecimal{coef: 1, exp: 0}}

  



  
    
      
    
    
      equal?(a, b)



        
          
        

    

  


  

      

          @spec equal?(t(), t()) :: boolean()


      


Returns true if both decimals compare as equal. NaN never compares equal to
anything (matches IEEE 754 behavior for floating-point NaN).

  



  
    
      
    
    
      finite?(fast_decimal)



        
          
        

    

  


  

      

          @spec finite?(t()) :: boolean()


      


Returns true if the value is a finite number (not NaN, not infinity).

  



  
    
      
    
    
      from_float(float)



        
          
        

    

  


  

      

          @spec from_float(float()) :: t()


      


Convert an Elixir float to a FastDecimal via Float.to_string/1. The result
is the decimal value that Float.to_string/1 would print for the float —
not the exact rational represented by the IEEE 754 bits.
iex> FastDecimal.from_float(1.5)
%FastDecimal{coef: 15, exp: -1}

iex> FastDecimal.from_float(0.1)
%FastDecimal{coef: 1, exp: -1}
Mirrors Decimal.from_float/1 for drop-in compatibility. For literal-float
inputs in code, prefer the ~d sigil — it parses at compile time with no
runtime cost.

  



  
    
      
    
    
      from_integer(int)



        
          
        

    

  


  

      

          @spec from_integer(integer()) :: t()


      



  



  
    
      
    
    
      gt?(a, b)



        
          
        

    

  


  

      

          @spec gt?(t(), t()) :: boolean()


      



  



  
    
      
    
    
      inf()



        
          
        

    

  


  

      

          @spec inf() :: t()


      


Returns the +∞ sentinel value.

  



  
    
      
    
    
      inf?(fast_decimal)



        
          
        

    

  


  

      

          @spec inf?(t()) :: boolean()


      


Returns true if the value is +∞ or -∞.

  



  
    
      
    
    
      is_decimal(value)


        (macro)


        
          
        

    

  


  

Guard-safe predicate. True when the argument is a %FastDecimal{} struct.
defmodule MyMod do
  require FastDecimal

  def total(d) when FastDecimal.is_decimal(d) do
    # ...
  end
end
Mirrors Decimal.Macros.is_decimal/1 so it can be drop-in-substituted.

  



  
    
      
    
    
      lt?(a, b)



        
          
        

    

  


  

      

          @spec lt?(t(), t()) :: boolean()


      



  



  
    
      
    
    
      max(a, b)



        
          
        

    

  


  

      

          @spec max(t(), t()) :: t()


      



  



  
    
      
    
    
      min(a, b)



        
          
        

    

  


  

      

          @spec min(t(), t()) :: t()


      



  



  
    
      
    
    
      mult(a, b)



        
          
        

    

  


  

      

          @spec mult(t(), t()) :: t()


      



  



  
    
      
    
    
      multiply(a, b)



        
          
        

    

  


  

See FastDecimal.mult/2.

  



  
    
      
    
    
      nan()



        
          
        

    

  


  

      

          @spec nan() :: t()


      


Returns the NaN sentinel value.

  



  
    
      
    
    
      nan?(fast_decimal)



        
          
        

    

  


  

      

          @spec nan?(t()) :: boolean()


      


Returns true if the value is NaN (not a number).

  



  
    
      
    
    
      neg_inf()



        
          
        

    

  


  

      

          @spec neg_inf() :: t()


      


Returns the -∞ sentinel value.

  



  
    
      
    
    
      negate(fast_decimal)



        
          
        

    

  


  

      

          @spec negate(t()) :: t()


      



  



  
    
      
    
    
      negative?(fast_decimal)



        
          
        

    

  


  

      

          @spec negative?(t()) :: boolean()


      



  



  
    
      
    
    
      new(int)



        
          
        

    

  


  

      

          @spec new(String.t() | integer()) :: t()


      



  



  
    
      
    
    
      new(coef, exp)



        
          
        

    

  


  

      

          @spec new(integer(), integer()) :: t()


      



  



  
    
      
    
    
      normalize(d)



        
          
        

    

  


  

      

          @spec normalize(t()) :: t()


      


Strip trailing zeros from the coefficient, raising the exponent.
~d"1.10" (coef=110, exp=-2) becomes ~d"1.1" (coef=11, exp=-1).

  



  
    
      
    
    
      parse(str)



        
          
        

    

  


  

      

          @spec parse(String.t()) :: {:ok, t()} | :error


      



  



  
    
      
    
    
      positive?(fast_decimal)



        
          
        

    

  


  

      

          @spec positive?(t()) :: boolean()


      



  



  
    
      
    
    
      product(list)



        
          
        

    

  


  

      

          @spec product([t()]) :: t()


      


Product of a list of FastDecimals.

  



  
    
      
    
    
      rem(a, b)



        
          
        

    

  


  

      

          @spec rem(t(), t()) :: t()


      


Remainder of decimal division (same sign as the dividend).

  



    

    

  
    
      
    
    
      round(decimal, places \\ 0, mode \\ :half_even)



        
          
        

    

  


  

      

          @spec round(t(), integer(), rounding_mode()) :: t()


      


Round to places decimal places using the given rounding mode.
Default: 0 places, :half_even (banker's rounding).
Supported modes: :half_even, :half_up, :half_down, :down, :up,
:floor, :ceiling.
iex> FastDecimal.round(FastDecimal.new("1.235"), 2)
%FastDecimal{coef: 124, exp: -2}

iex> FastDecimal.round(FastDecimal.new("1.236"), 2, :down)
%FastDecimal{coef: 123, exp: -2}

iex> FastDecimal.round(FastDecimal.new("123.456"), -1)
%FastDecimal{coef: 12, exp: 1}

  



  
    
      
    
    
      sigil_d(arg, modifiers)


        (macro)


        
          
        

    

  


  

Compile-time literal sigil. ~d"1.23" becomes a %FastDecimal{} at compile
time, paying zero parse cost at runtime.
Use by importing: import FastDecimal, then ~d"1.23".

  



    

  
    
      
    
    
      sqrt(decimal, opts \\ [])



        
          
        

    

  


  

      

          @spec sqrt(
  t(),
  keyword()
) :: t()


      


Square root with configurable precision (default 28 significant digits).
Newton-Raphson on bigints; converges in ~log(digits) iterations because
the initial guess uses the number's digit count.
iex> FastDecimal.sqrt(FastDecimal.new("4"))
%FastDecimal{coef: 2, exp: 0}

iex> FastDecimal.sqrt(FastDecimal.new("2"), precision: 10)
%FastDecimal{coef: 1414213562, exp: -9}

  



  
    
      
    
    
      sub(a, b)



        
          
        

    

  


  

      

          @spec sub(t(), t()) :: t()


      



  



  
    
      
    
    
      sum(list)



        
          
        

    

  


  

      

          @spec sum([t()]) :: t()


      


Sum a list of FastDecimals. Equivalent to Enum.reduce(list, new(0), &add/2)
but inlined and recursion-flat. The tight inner loop avoids Enum's anonymous
function call overhead.

  



  
    
      
    
    
      to_float(fast_decimal)



        
          
        

    

  


  

      

          @spec to_float(t()) :: float()


      



  



  
    
      
    
    
      to_integer(fast_decimal)



        
          
        

    

  


  

      

          @spec to_integer(t()) :: integer()


      



  



    

  
    
      
    
    
      to_string(decimal, format \\ :normal)



        
          
        

    

  


  

      

          @spec to_string(t(), to_string_format()) :: String.t()


      


Format a decimal as a string. format defaults to :normal.
	:normal — "1234.5678", "0.001", "123" (decimal-point form when
there are fractional digits, plain integer otherwise)
	:scientific — "1.2345678E+3" (one digit before decimal, signed E
exponent). Matches Decimal's :scientific format.
	:raw — "1234E-5" (raw coefficient + E + raw exponent). Useful for
debugging the internal representation.
	:xsd — XML Schema canonical decimal form. Same as :normal for our
representation since we don't use scientific in XSD.

Special values (NaN, Infinity, -Infinity) print the same in every format.

  



  
    
      
    
    
      zero?(fast_decimal)



        
          
        

    

  


  

      

          @spec zero?(t()) :: boolean()


      



  


        

      


  

    
FastDecimal.Compat 
    



      
Decimal-API-shaped facade. Drop in to migrate existing code:
alias FastDecimal.Compat, as: Decimal
Every Decimal.foo(...) call in the existing code then routes here, which
delegates to FastDecimal. Inputs are auto-coerced (Decimal struct,
FastDecimal struct, integer, binary, float).
Limitations
	Struct literals don't translate under alias. %Decimal{sign: 1, coef: 123, exp: -2} resolves to the aliased module — there is no such
struct here. Replace with Decimal.new(1, 123, -2) (3-arg form, shimmed).
	Decimal.Context.* is intentionally not shimmed — FastDecimal does not
carry an implicit precision context. See the FastDecimal moduledoc.
Pass precision per-call via div/3's opts.
	For Decimal.Macros.is_decimal/1, use FastDecimal.is_decimal/1
(same shape, importable as import FastDecimal, only: [is_decimal: 1]).
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        abs(a)

      


    


    
      
        add(a, b)

      


    


    
      
        cast(value)

      


        Soft constructor — returns {:ok, t} | :error. Mirrors Ecto.Type.cast/1-like input handling.



    


    
      
        cmp(a, b)

      


    


    
      
        compare(a, b)

      


    


    
      
        div(a, b, opts \\ [])

      


        Division. Defaults to precision 28 (matching Decimal's default context).
Pass precision: and/or rounding: opts to override.



    


    
      
        div_int(a, b)

      


    


    
      
        div_rem(a, b)

      


    


    
      
        eq?(a, b)

      


        See FastDecimal.Compat.equal?/2.
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        finite?(a)

      


    


    
      
        from_float(float)

      


    


    
      
        gt?(a, b)

      


    


    
      
        inf()

      


        See FastDecimal.inf/0.
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        lt?(a, b)
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        min(a, b)
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        mult(a, b)

      


    


    
      
        multiply(a, b)

      


        See FastDecimal.Compat.mult/2.



    


    
      
        nan()

      


        See FastDecimal.nan/0.



    


    
      
        nan?(a)

      


    


    
      
        neg_inf()

      


        See FastDecimal.neg_inf/0.



    


    
      
        negate(a)

      


        See FastDecimal.Compat.minus/1.



    


    
      
        negative?(a)

      


    


    
      
        new(input)

      


    


    
      
        new(arg1, coef, exp)

      


        Decimal-style 3-arg constructor: sign (1 or -1), coef, exp.



    


    
      
        normalize(a)

      


    


    
      
        plus(a)

      


    


    
      
        positive?(a)

      


    


    
      
        reduce(a)

      


        See FastDecimal.Compat.normalize/1.
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          @type input() :: FastDecimal.t() | Decimal.t() | integer() | binary() | float() | nil
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      abs(a)



        
          
        

    

  


  

      

          @spec abs(input()) :: FastDecimal.t()


      



  



  
    
      
    
    
      add(a, b)



        
          
        

    

  


  

      

          @spec add(input(), input()) :: FastDecimal.t()


      



  



  
    
      
    
    
      cast(value)



        
          
        

    

  


  

      

          @spec cast(input()) :: {:ok, FastDecimal.t()} | :error


      


Soft constructor — returns {:ok, t} | :error. Mirrors Ecto.Type.cast/1-like input handling.

  



  
    
      
    
    
      cmp(a, b)



        
          
        

    

  


  

      

          @spec cmp(input(), input()) :: :lt | :eq | :gt | :nan


      



  



  
    
      
    
    
      compare(a, b)



        
          
        

    

  


  

      

          @spec compare(input(), input()) :: :lt | :eq | :gt | :nan


      



  



    

  
    
      
    
    
      div(a, b, opts \\ [])



        
          
        

    

  


  

      

          @spec div(input(), input(), keyword()) :: FastDecimal.t()


      


Division. Defaults to precision 28 (matching Decimal's default context).
Pass precision: and/or rounding: opts to override.

  



  
    
      
    
    
      div_int(a, b)



        
          
        

    

  


  

      

          @spec div_int(input(), input()) :: FastDecimal.t()


      



  



  
    
      
    
    
      div_rem(a, b)



        
          
        

    

  


  

      

          @spec div_rem(input(), input()) :: {FastDecimal.t(), FastDecimal.t()}


      



  



  
    
      
    
    
      eq?(a, b)



        
          
        

    

  


  

      

          @spec eq?(input(), input()) :: boolean()


      


See FastDecimal.Compat.equal?/2.
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          @spec equal?(input(), input()) :: boolean()
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          @spec finite?(input()) :: boolean()


      



  



  
    
      
    
    
      from_float(float)



        
          
        

    

  


  

      

          @spec from_float(float()) :: FastDecimal.t()


      



  



  
    
      
    
    
      gt?(a, b)



        
          
        

    

  


  

      

          @spec gt?(input(), input()) :: boolean()
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          @spec inf() :: FastDecimal.t()


      


See FastDecimal.inf/0.
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          @spec inf?(input()) :: boolean()
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          @spec integer?(input()) :: boolean()


      



  



  
    
      
    
    
      lt?(a, b)



        
          
        

    

  


  

      

          @spec lt?(input(), input()) :: boolean()
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          @spec max(input(), input()) :: FastDecimal.t()
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          @spec min(input(), input()) :: FastDecimal.t()
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          @spec minus(input()) :: FastDecimal.t()
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          @spec mult(input(), input()) :: FastDecimal.t()


      



  



  
    
      
    
    
      multiply(a, b)



        
          
        

    

  


  

      

          @spec multiply(input(), input()) :: FastDecimal.t()


      


See FastDecimal.Compat.mult/2.
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          @spec nan() :: FastDecimal.t()


      


See FastDecimal.nan/0.
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          @spec nan?(input()) :: boolean()
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          @spec neg_inf() :: FastDecimal.t()


      


See FastDecimal.neg_inf/0.
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          @spec negate(input()) :: FastDecimal.t()


      


See FastDecimal.Compat.minus/1.
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          @spec negative?(input()) :: boolean()


      



  



  
    
      
    
    
      new(input)



        
          
        

    

  


  

      

          @spec new(input()) :: FastDecimal.t()


      



  



  
    
      
    
    
      new(arg1, coef, exp)



        
          
        

    

  


  

      

          @spec new(1 | -1, non_neg_integer(), integer()) :: FastDecimal.t()


      


Decimal-style 3-arg constructor: sign (1 or -1), coef, exp.

  



  
    
      
    
    
      normalize(a)



        
          
        

    

  


  

      

          @spec normalize(input()) :: FastDecimal.t()


      



  



  
    
      
    
    
      plus(a)



        
          
        

    

  


  

      

          @spec plus(input()) :: FastDecimal.t()


      



  



  
    
      
    
    
      positive?(a)



        
          
        

    

  


  

      

          @spec positive?(input()) :: boolean()


      



  



  
    
      
    
    
      reduce(a)



        
          
        

    

  


  

      

          @spec reduce(input()) :: FastDecimal.t()


      


See FastDecimal.Compat.normalize/1.

  



  
    
      
    
    
      rem(a, b)



        
          
        

    

  


  

      

          @spec rem(input(), input()) :: FastDecimal.t()


      



  



    

    

  
    
      
    
    
      round(a, places \\ 0, mode \\ :half_up)



        
          
        

    

  


  

      

          @spec round(input(), integer(), FastDecimal.rounding_mode()) :: FastDecimal.t()


      



  



    

  
    
      
    
    
      sqrt(a, opts \\ [])



        
          
        

    

  


  

      

          @spec sqrt(
  input(),
  keyword()
) :: FastDecimal.t()


      



  



  
    
      
    
    
      sub(a, b)



        
          
        

    

  


  

      

          @spec sub(input(), input()) :: FastDecimal.t()


      



  



  
    
      
    
    
      to_float(a)



        
          
        

    

  


  

      

          @spec to_float(input()) :: float()


      



  



  
    
      
    
    
      to_integer(a)



        
          
        

    

  


  

      

          @spec to_integer(input()) :: integer()


      



  



  
    
      
    
    
      to_string(a)



        
          
        

    

  


  

      

          @spec to_string(input()) :: String.t()


      



  



  
    
      
    
    
      to_string(a, format)



        
          
        

    

  


  

      

          @spec to_string(input(), FastDecimal.to_string_format()) :: String.t()


      



  



  
    
      
    
    
      zero?(a)



        
          
        

    

  


  

      

          @spec zero?(input()) :: boolean()


      



  


        

      


  

    
FastDecimal.Ecto.Type 
    



      
Ecto.Type implementation for FastDecimal. Lets you use FastDecimal
as the value type for numeric / decimal columns.
defmodule MyApp.Invoice do
  use Ecto.Schema

  schema "invoices" do
    field :total, FastDecimal.Ecto.Type
  end
end
The database adapter (e.g. postgrex) speaks Decimal over the wire — this
type converts at the boundary so the database stays compatible while your
Elixir code holds %FastDecimal{} structs.
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