

    

        Faulty

        v0.1.6



    


  

    Table of contents

    
      



      	Faulty





        	
          Modules
          


      	Faulty


      	Faulty.Error


      	Faulty.Filter


      	Faulty.Fingerprint


      	Faulty.Ignorer


      	Faulty.Integrations.Oban


      	Faulty.Integrations.Phoenix


      	Faulty.Integrations.Plug


      	Faulty.Integrations.Quantum


      	Faulty.Stacktrace


      	Faulty.Stacktrace.Line





        



          	
            Mix Tasks
            

                	mix faulty.install


            

          


      

    

  

    Faulty

Error tracking for your application.
[image: Latest release][image: View documentation]Installation
Add faulty to your mix.exs file, then mix deps.get it.
def deps do
  [
    {:faulty, "~> 0.1"}
  ]
end
or you can also use igniter to add/install Faulty.
mix igniter.install faulty`
Configuration
Add the following to your config/config.exs file:
config :faulty,
    otp_app: :your_app,
    enabled: true,
    retries: 5,
    connect_options: [...]
The :otp_app option specifies your application, this allows FaultyTower to filter only your app's stack traces.
The :env option should be filled in with the name of the environment variable that contains the link to your FaultyTower instance, default is FAULTY_TOWER_URL.
The :enabled option if not given, will default to true. You probable want to turn this off for your test environment.
The :retries option is used to tell Req how many times to retry sending the error to FaultyTower, defaults to 5. If it hasn't succeeded by then the error will be dropped.
The :connect_options are passed through to Req.
Error tracking
Once configured Faulty is ready to start tracking your errors. It automatically starts with your application and tracks errors in your Phoenix controllers, LiveViews en Oban jobs.
Checkout the Faulty.Integrations.Phoenix and Faulty.Integrations.Oban for more detailed information.
If your application uses Plug but not Phoenix, you will need to add the relevant integration in your Plug.Builder or Plug.Router module.
defmodule MyApp.Router do
  use Plug.Router
  use Faulty.Integrations.Plug

  # Your code here
end
This is also required if you want to track errors that happen in your Phoenix endpoint, before the Phoenix router starts handling the request. Keep in mind that this won't be needed in most cases as endpoint errors are infrequent.
defmodule MyApp.Endpoint do
  use Phoenix.Endpoint
  use Faulty.Integrations.Plug

  # Your code here
end
You can learn more about this in the Faulty.Integrations.Plug module documentation.
Error context
The default integrations include some additional context when tracking errors. You can take a look at the relevant integration modules to see what is being tracked out of the box.
In certain cases, you may want to include some additional information when tracking errors. For example it may be useful to track the user ID that was using the application when an error happened. Fortunately, Faulty allows you to enrich the default context with custom information.
The Faulty.set_context/1 function stores the given context in the current process so any errors that occur in that process (for example, a Phoenix request or an Oban job) will include this given context along with the default integration context.
There are some requirements on the type of data that can be included in the context, so we recommend taking a look at Faulty.set_context/1 documentation
Faulty.set_context(%{"user_id" =>  conn.assigns.current_user.id})
You may also want to sanitize or filter out some information from the context before saving it. To do that you can take a look at the Faulty.Filter behaviour.
Manual error tracking
If you want to report custom errors that fall outside the default integration scope, you may use Faulty.report/2. This allows you to report an exception yourself:
try do
  # your code
catch
  e ->
    Faulty.report(e, __STACKTRACE__)
end
You can also use Faulty.report/3 and set some custom context that will be included along with the reported error.
Ignoring errors
Faulty tracks every error by default. In certain cases some errors may be expected or just not interesting to track.
Faulty provides functionality that allows you to ignore errors based on their attributes and context.
Take a look at the Faulty.Ignorer behaviour for more information about how to implement your own ignorer.
Faulty Tower
Faulty Tower is the accompanying website that hosts the error database.
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En Elixir-based  error tracking solution.
The main objectives behind this project are:
	Provide a basic free error tracking solution: because tracking errors in
your application should be a requirement for almost any project, and helps to
provide quality and maintenance to your project.

Requirements
Faulty requires Elixir 1.15+
Integrations
We currently include integrations for what we consider the basic stack of
an application: Phoenix, Plug, Oban and Quantum.
If you want to manually report an error, you can use the Faulty.message/2 function.
Context
Aside from the information about each exception (kind, message, stack trace...)
we also store contexts.
Contexts are arbitrary maps that allow you to store extra information about an
exception to be able to reproduce it later.
Each integration includes a default context with useful information they
can gather, but aside from that, you can also add your own information. You can
do this in a per-process basis or in a per-call basis (or both).
There are some requirements on the type of data that can be included in the
context, so we recommend taking a look at set_context/1 documentation.
Per process
This allows you to set a general context for the current process such as a Phoenix
request or an Quantum or Oban job. For example, you could include the following code in your
authentication Plug to automatically include the user ID in any error that is
tracked during the Phoenix request handling.
Faulty.set_context(%{user_id: conn.assigns.current_user.id})
Per call
As we had seen before, you can use Faulty.message/2 to manually report an
error. The second parameter of this function is optional and allows you to include
extra context that will be tracked along with the error.
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        A map containing the relevant context for a particular error.



    


    
      
        exception()

      


        An Exception or a {kind, payload} tuple compatible with Exception.normalize/3.



    





  
    Functions
  


    
      
        get_context()

      


        Obtain the context of the current process.



    


    
      
        message(message, given_context \\ %{})

      


        Reports a message to be stored.



    


    
      
        report(exception, stacktrace, given_context \\ %{})

      


        Report an exception to be stored.
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        Sets the current process context.
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          @type context() :: %{required(String.t() | atom()) => any()}


      


A map containing the relevant context for a particular error.
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          @type exception() ::
  Exception.t() | {:error, any()} | {Exception.non_error_kind(), any()}


      


An Exception or a {kind, payload} tuple compatible with Exception.normalize/3.
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          @spec get_context() :: context()


      


Obtain the context of the current process.
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          @spec message(binary() | exception(), context()) :: :ok | :noop


      


Reports a message to be stored.
Returns :ok stored or :noop if the Faulty is disabled by
configuration the exception has not been stored.
This allows you to store a message or exception manually,
the stacktrace will be added automatically.
Faulty.message("Invalid user or password", %{login: login, password: password})

Faulty.message({ArgumentError, "Invalid user or password"}, %{login: login, password: password})
Exceptions
Exceptions can be passed in three different forms:
	A binary: This will be stored as an ErlangError.

	An exception struct: the module of the exception is stored along with
the exception message.

	A {kind, exception} tuple in which case the information is converted to
an Elixir exception (if possible) and stored.


This function can also be used to test your setup.
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          @spec report(exception(), Exception.stacktrace(), context()) :: :ok | :noop


      


Report an exception to be stored.
Returns :ok stored or :noop if the Faulty is disabled by
configuration the exception has not been stored.
Aside from the exception, it is expected to receive the stack trace and,
optionally, a context map which will be merged with the current process
context.
Keep in mind that errors that occur in Phoenix controllers, Phoenix LiveViews
and Quantum and Oban jobs are automatically reported. You will need this function only if you
want to report custom errors.
try do
  # your code
catch
  e ->
    Faulty.report(e, __STACKTRACE__)
end
Exceptions
Exceptions can be passed as:
	An exception struct: the module of the exception is stored along with
the exception message.

	A {kind, exception} tuple in which case the information is converted to
an Elixir exception (if possible) and stored.
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          @spec set_context(context()) :: context()


      


Sets the current process context.
The given context will be merged into the current process context. The given context
may override existing keys from the current process context.
Context depth
You can store context on more than one level of depth, but take into account
that the merge operation is performed on the first level.
That means that any existing data on deep levels for he current context will
be replaced if the first level key is received on the new contents.
Content serialization
The content stored on the context should be serializable using the JSON library
used by the application (usually Jason), so it is rather recommended to use
primitive types (strings, numbers, booleans...).
If you still need to pass more complex data types to your context, please test
that they can be encoded to JSON or storing the errors will fail. In the case
of Jason that may require defining an Encoder for that data type if not
included by default.
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Schema to store an error or exception recorded by Faulty.
It stores a kind, reason and source code location to generate a unique
fingerprint that can be used to avoid duplicates.
The fingerprint includes a normalized version of the error reason to ensure
proper grouping of similar errors while separating different error types.
See Faulty.Fingerprint for the fingerprinting algorithm details.
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        has_source_info?(error)

      


        Returns if the Error has information of the source or not.
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          @type t() :: %Faulty.Error{
  __meta__: term(),
  fingerprint: term(),
  id: term(),
  kind: term(),
  last_occurrence_at: term(),
  reason: term(),
  source_function: term(),
  source_line: term(),
  status: term()
}
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Returns if the Error has information of the source or not.
Errors usually have information about in which line and function occurred, but
in some cases (like an Oban job ending with {:error, any()}) we cannot get
that information and no source is stored.
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Behaviour for sanitizing & modifying the error context before it's saved.
defmodule MyApp.ErrorFilter do
  @behaviour Faulty.Filter

  @impl true
  def sanitize(context) do
    context # Modify the context object (add or remove fields as much as you need.)
  end
end
Once implemented, include it in the Faulty configuration:
  config :faulty, filter: MyApp.Filter
With this configuration in place, the Faulty will call MyApp.Filter.sanitize/1 to get a context before
saving error occurrence.
A note on performance
Keep in mind that the sanitize/1 will be called in the context of the Faulty itself.
Slow code will have a significant impact in the Faulty performance. Buggy code can bring
the Faulty process down.
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        sanitize(context)

      


        This function will be given an error context to inspect/modify before it's saved.
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          @callback sanitize(context :: map()) :: map()


      


This function will be given an error context to inspect/modify before it's saved.
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Generates unique fingerprints for errors to enable proper grouping and deduplication.
The fingerprint is based on the error kind, source location (when available),
and a normalized version of the error reason. This approach ensures that:
	Similar errors are grouped together
	Different error types are properly separated
	Volatile details in error messages don't prevent grouping
	Errors without source information are still differentiated by type
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        generate(kind, reason, source_line, source_function)

      


        Generates a SHA256 fingerprint for an error.



    


    
      
        normalize_reason_for_fingerprint(reason)

      


        Normalizes an error reason for fingerprinting purposes.
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          @spec generate(String.t(), String.t(), String.t(), String.t()) :: String.t()


      


Generates a SHA256 fingerprint for an error.
Parameters
	kind - The error kind (e.g., "Elixir.ArgumentError", "error")
	reason - The error reason/message
	source_line - Source location as "file:line" or "-" if unknown
	source_function - Source function as "Module.function/arity" or "-" if unknown

Examples
iex> Faulty.Fingerprint.generate("error", "Erlang error: {:port_died, :normal}", "-", "-")
"4F3263C8ABD35E3985DEB0E6422D111D12B357D665604BCF2DE101C3EAC86951"

iex> Faulty.Fingerprint.generate("error", "Erlang error: {:tls_alert, {:bad_record_mac, \"TLS error\"}}", "-", "-")
"D04D58179897BD41292783B5360F2E14AF691D59C168D8D8E4F316819E09C466"
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          @spec normalize_reason_for_fingerprint(String.t()) :: String.t()


      


Normalizes an error reason for fingerprinting purposes.
Extracts the essential error type while removing volatile details like
specific messages, timestamps, or runtime-specific information that
would prevent proper error grouping.
Examples
iex> Faulty.Fingerprint.normalize_reason_for_fingerprint("Erlang error: {:port_died, :normal}")
"erlang_error:port_died"

iex> Faulty.Fingerprint.normalize_reason_for_fingerprint("ArgumentError: invalid input here")
"elixir_exception:ArgumentError"
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Behaviour for ignoring errors.
The Faulty tracks every error that happens in your application. In certain cases you may
want to ignore some errors and don't track them. To do so you can implement this behaviour.
defmodule MyApp.ErrorIgnorer do
  @behaviour Faulty.Ignorer

  @impl true
  def ignore?(error = %Faulty.Error{}, context) do
    # return true if the error should be ignored
  end
end
Once implemented, include it in the Faulty configuration:
config :faulty, ignorer: MyApp.ErrorIgnorer
With this configuration in place, the Faulty will call MyApp.ErrorIgnorer.ignore?/2 before
tracking errors. If the function returns true the error will be ignored and won't be tracked.
A note on performance
Keep in mind that the ignore?/2 will be called in the context of the Faulty itself.
Slow code will have a significant impact in the Faulty performance. Buggy code can bring
the Faulty process down.
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        ignore?(error, context)

      


        Decide wether the given error should be ignored or not.
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          @callback ignore?(error :: Faulty.Error.t(), context :: map()) :: boolean()


      


Decide wether the given error should be ignored or not.
This function receives both the current Error and context and should return a boolean indicating
if it should be ignored or not. If the function returns true the error will be ignored, otherwise
it will be tracked.
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Integration with Oban.
How to use it
It is a plug and play integration: as long as you have Oban installed the
Faulty will receive and store the errors as they are reported.
How it works
It works using Oban's Telemetry events, so you don't need to modify anything
on your application.
A note on errors grouping
All errors reported using :error or {:error, any()} as the output of
your perform/2 worker function are going to be grouped together (one group
of those of errors per worker).
The reason of that behaviour is that those errors do not generate an exception,
so no stack trace is detected and they are stored as happening in the same
place.
If you want errors of your workers to be grouped as you may expect on other
integrations, you should raise exceptions to report errors instead of gracefully
returning an error value.
Default context
By default we store some context for you on errors generated in an Oban
process:
	job.id: the unique ID of the job.

	job.worker: the name of the worker module.

	job.queue: the name of the queue in which the job was inserted.

	job.args: the arguments of the job being executed.

	job.priority: the priority of the job.

	job.attempt: the number of attempts performed for the job.
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Integration with Phoenix applications.
How to use it
It is a plug and play integration: as long as you have Phoenix installed the
Faulty will receive and store the errors as they are reported.
It also collects the exceptions that raise on your LiveView modules.
How it works
It works using Phoenix's Telemetry events, so you don't need to modify
anything on your application.
Errors on the Endpoint
This integration only catches errors that raise after the requests hits your
Router. That means that an exception on a plug defined on your Endpoint will
not be reported.
If you want to also catch those errors, we recommend you to set up the
Faulty.Integrations.Plug integration too.
Default context
For errors that are reported when executing regular HTTP requests (the ones
that go to Controllers), the context added by default is the same that you
can find on the Faulty.Integrations.Plug integration.
As for exceptions generated in LiveView processes, we collect some special
information on the context:
	live_view.view: the LiveView module itself,

	live_view.uri: last URI that loaded the LiveView (available when the
handle_params function is invoked).

	live_view.params: the params received by the LiveView (available when the
handle_params function is invoked).

	live_view.event: last event received by the LiveView (available when the
handle_event function is invoked).

	live_view.event_params: last event params received by the LiveView
(available when the handle_event function is invoked).
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Integration with Plug applications.
How to use it
Plug applications
The way to use this integration is by adding it to either your Plug.Builder
or Plug.Router:
defmodule MyApp.Router do
  use Plug.Router
  use Faulty.Integrations.Plug

  ...
end
Phoenix applications
There is a particular use case which can be useful when running a Phoenix
web application.
If you want to record exceptions that may occur in your application's endpoint
before reaching your router (for example, in any plug like the ones decoding
cookies of body contents) you may want to add this integration too:
defmodule MyApp.Endpoint do
  use Phoenix.Endpoint
  use Faulty.Integrations.Plug

  ...
end
Default context
By default we store some context for you on errors generated during a Plug
request:
	request.host: the conn.host value.

	request.ip: the IP address that initiated the request. It includes parsing
proxy headers

	request.method: the HTTP method of the request.

	request.path: the path of the request.

	request.query: the query string of the request.

	request.params: parsed params of the request (only available if they have
been fetched and parsed as part of the Plug pipeline).

	request.headers: headers received on the request. All headers are included
by default except for the Cookie ones, as they may include large and
sensitive content like sessions.
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Integration with Quantum.
How to use it
It is a plug and play integration: as long as you have Quantum installed the
Faulty will receive and store the errors as they are reported.
How it works
It works using Quantum's Telemetry events, so you don't need to modify anything
on your application.
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An Stacktrace contains the information about the execution stack for a given
occurrence of an exception.
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        Source of the error stack trace.
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          @type t() :: %Faulty.Stacktrace{lines: term()}
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Source of the error stack trace.
The first line matching the client application. If no line belongs to the current
application, just the first line.
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mix faulty.install 
    



      
This will inject the necessary dependencies and update your config to start tracking errors with Faulty.
Example
mix faulty.install --env_var TOWERURL

Options
	--env_var - The environment variable that holds your faulty tower url, defaults to: FAULTY_TOWER_URL
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