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Domain-agnostic sample factory for building repeatable data pipelines in Elixir.
Forge helps you generate samples, apply staged transformations, compute measurements, and persist results for dataset creation, evaluation harnesses, enrichment jobs, and analytics workflows.
Highlights
	Pipeline DSL that wires together sources, stages, measurements, and storage backends
	Two execution modes: a GenServer runner for simple batch runs and a streaming runner with backpressure and async stages
	Resilient stage execution with retry policies, error classification, and DLQ marking
	Measurement orchestration with caching, versioning, dependency resolution, and batch/async compute
	Pluggable storage (ETS, Postgres) plus content-addressed artifact storage (local filesystem, S3 stub)
	Built-in telemetry events, metric helpers, and optional OpenTelemetry tracing
	Human-in-the-loop bridge for publishing samples to Anvil with mock/direct/http adapters
	Deterministic manifests for reproducibility and drift detection

Core Building Blocks
	Samples: Forge.Sample carries id, pipeline, data, measurements, status (:pending, :measured, :ready, :labeled, :skipped, :dlq), and timestamps.
	Pipelines: use Forge.Pipeline to declare pipeline/2 blocks with source, stage, measurement, and storage entries. Introspection helpers: __pipeline__/1, __pipelines__/0.
	Sources: Behaviour-driven inputs; built-ins include Forge.Source.Static (fixed list) and Forge.Source.Generator (function-based). Implement init/1, fetch/1, cleanup/1 for custom data feeds.
	Stages: Forge.Stage behaviour for per-sample transforms. Optional async?/0, concurrency/0, and timeout/0 guide execution. Forge.Stage.Executor applies stages with Forge.RetryPolicy and Forge.ErrorClassifier to decide retries vs. DLQ.
	Measurements: Forge.Measurement behaviour with key/0, version/0, and compute/1, plus optional async, batch, dependencies, and timeouts. Forge.Measurement.Orchestrator provides cached, versioned measurement storage with dependency ordering and batch execution.
	Manifests: Forge.Manifest and Forge.Manifest.Hash capture deterministic hashes of pipeline configuration, git SHA, and secret usage for reproducibility.
	Human-in-the-loop: Forge.AnvilBridge adapters (Mock, Direct stub, HTTP stub) publish samples to Anvil and sync labels; convert samples with sample_to_dto/2.

Runners
	GenServer runner (Forge.Runner): Pulls all samples from the source, applies stages with retry policies, computes measurements (sync and async), optionally persists via storage, and emits telemetry.
	Streaming runner (Forge.Runner.Streaming): Lazily processes samples with optional async stages and bounded concurrency, suitable for large datasets and backpressure-aware consumers.

Quick Start
Define a pipeline:
defmodule MyApp.Pipelines do
  use Forge.Pipeline

  pipeline :narratives do
    source Forge.Source.Generator,
      count: 3,
      generator: fn idx -> %{id: idx, text: "narrative-#{idx}"} end

    stage MyApp.NormalizeStage
    measurement MyApp.Measurements.Length
    storage Forge.Storage.ETS, table: :narrative_samples
  end
end
Run it with the GenServer runner:
{:ok, runner} =
  Forge.Runner.start_link(pipeline_module: MyApp.Pipelines, pipeline_name: :narratives)

samples = Forge.Runner.run(runner)
Forge.Runner.stop(runner)
Stream it with backpressure instead:
stream =
  MyApp.Pipelines.__pipeline__(:narratives)
  |> Forge.Runner.Streaming.run(concurrency: 8)

stream |> Enum.take(10)
Measurements & Orchestration
	Implement measurement modules with unique key/0 and version/0. Opt into batching via batch_capable?/0 and compute_batch/1 or mark async?/0 for fire-and-forget.
	Forge.Measurement.Orchestrator caches results in forge_measurements (Ecto) and supports dependency graphs:

{:ok, :computed, value} =
  Forge.Measurement.Orchestrator.measure_sample(sample_id, MyApp.Measurements.Length, [])
Persistence & Artifacts
	Sample storage: Forge.Storage.ETS (fast, in-memory) and Forge.Storage.Postgres (durable, with lineage via forge_samples, stage executions, measurements). Database migrations live in priv/repo/migrations; run mix forge.setup to create and migrate.
	Artifacts: Forge.ArtifactStorage.Local stores blobs content-addressed on disk and emits telemetry; Forge.ArtifactStorage.S3 provides the interface for a future ExAws-backed adapter.

Observability
	Telemetry events cover pipelines, stages, measurements, storage, and DLQ moves (Forge.Telemetry).
	Prebuilt metric specs are available in Forge.Telemetry.Metrics.
	Optional OpenTelemetry tracing via Forge.Telemetry.OTel when configured.
	See docs/telemetry.md for event and metric details.

Anvil Integration
	Configure the Anvil bridge adapter via config :forge, :anvil_bridge_adapter, Forge.AnvilBridge.Mock (default), Direct, or HTTP.
	Publish samples or batches with Forge.AnvilBridge.publish_sample/2 and publish_batch/2; fetch or sync labels with get_labels/1 and sync_labels/2.

Installation
Add the dependency to mix.exs:
def deps do
  [
    {:forge_ex, "~> 0.1.1"}
  ]
end
For Postgres-backed features (storage, measurement orchestrator), configure Forge.Repo and run the provided migrations. Defaults use postgres/postgres on localhost; override via environment or config.
Development
mix deps.get            # Install dependencies
mix forge.setup         # Create & migrate Postgres schemas (if using Repo-backed features)
mix test                # Run the test suite (sets up DB via alias)
mix docs                # Generate ExDoc documentation

License
MIT License © 2024-2025 North-Shore-AI


  

    Changelog

All notable changes to this project will be documented in this file.
The format is based on Keep a Changelog,
and this project adheres to Semantic Versioning.
Unreleased
0.1.1 - 2025-12-02
Added
	V1 Labeling IR API endpoints for /v1/samples and /v1/datasets using shared labeling_ir structs and new SampleRecord/DatasetRecord schemas that preserve tenancy, namespace, and lineage metadata.
	Forge.API.Router plug to route/parse requests, extract tenant headers, parse datetimes, and ignore unknown request fields while enforcing IR governance.
	Forge.API.State helpers and Labeling IR Ecto migrations enabling idempotent upserts and persistence for SampleIR and DatasetIR records.
	Optional Forge.API.Server supervisor to run Plug.Cowboy on port 4102 by default, plus new dependencies (plug, plug_cowboy, labeling_ir) supporting the API surface.
	API tests covering V1 routing, tenant isolation, and data handling.

0.1.0 - 2024-12-01
Added
	Initial release
	Forge.Source behaviour for data sources
	Forge.Source.Static - static list source implementation
	Forge.Source.Generator - generator function source implementation
	Forge.Stage behaviour for pipeline transformation stages
	Forge.Measurement behaviour for computing sample measurements
	Forge.Storage behaviour for persistence
	Forge.Storage.ETS - in-memory ETS storage implementation
	Forge.Sample struct for sample data with lifecycle states
	Forge.Pipeline DSL for declarative pipeline configuration
	Forge.Runner GenServer for pipeline execution
	Comprehensive test suite using Supertester



  

    LICENSE


MIT License

Copyright (c) 2024-2025 North-Shore-AI

Permission is hereby granted, free of charge, to any person obtaining a copy
of this software and associated documentation files (the "Software"), to deal
in the Software without restriction, including without limitation the rights
to use, copy, modify, merge, publish, distribute, sublicense, and/or sell
copies of the Software, and to permit persons to whom the Software is
furnished to do so, subject to the following conditions:

The above copyright notice and this permission notice shall be included in all
copies or substantial portions of the Software.

THE SOFTWARE IS PROVIDED "AS IS", WITHOUT WARRANTY OF ANY KIND, EXPRESS OR
IMPLIED, INCLUDING BUT NOT LIMITED TO THE WARRANTIES OF MERCHANTABILITY,
FITNESS FOR A PARTICULAR PURPOSE AND NONINFRINGEMENT. IN NO EVENT SHALL THE
AUTHORS OR COPYRIGHT HOLDERS BE LIABLE FOR ANY CLAIM, DAMAGES OR OTHER
LIABILITY, WHETHER IN AN ACTION OF CONTRACT, TORT OR OTHERWISE, ARISING FROM,
OUT OF OR IN CONNECTION WITH THE SOFTWARE OR THE USE OR OTHER DEALINGS IN THE
SOFTWARE.
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Plug router exposing Forge /v1 endpoints for SampleIR and DatasetIR.
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        call(conn, opts)

      


        Callback implementation for Plug.call/2.



    


    
      
        init(opts)

      


        Callback implementation for Plug.init/1.
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Callback implementation for Plug.call/2.
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Callback implementation for Plug.init/1.

  


        

      


  

    
Forge.API.Server 
    



      
Boots the Forge /v1 Plug router via Plug.Cowboy.
Controlled by :forge, :api_server config:
config :forge, :api_server, enabled: true, port: 4102
Disabled in test to avoid binding real ports.
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        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        start_link(opts)
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Returns a specification to start this module under a supervisor.
See Supervisor.
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Forge.API.State 
    



      
Repo-backed storage for the Forge /v1 IR API.
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          @spec get_dataset(String.t(), String.t() | nil) ::
  {:ok, LabelingIR.Dataset.t()} | :error


      



  



    

  
    
      
    
    
      get_dataset_slice(id, slice_name, tenant_id \\ nil)



        
          
        

    

  


  

      

          @spec get_dataset_slice(String.t(), String.t(), String.t() | nil) ::
  {:ok, map()} | :error
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          @spec get_sample(String.t(), String.t() | nil) ::
  {:ok, LabelingIR.Sample.t()} | :error
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          @spec put_dataset(LabelingIR.Dataset.t()) :: :ok | {:error, term()}


      



  



  
    
      
    
    
      put_sample(sample)



        
          
        

    

  


  

      

          @spec put_sample(LabelingIR.Sample.t()) :: :ok | {:error, term()}
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          @spec reset!() :: :ok


      



  


        

      


  

    
Forge.AnvilBridge behaviour
    



      
Behaviour for Anvil integration - publishing samples to Anvil for labeling.
Anvil is North-Shore-AI's human-in-the-loop labeling platform. This bridge
enables Forge to export samples to Anvil queues and sync labels back.
Callbacks
	publish_sample/2 - Publish a single sample to Anvil
	publish_batch/2 - Batch publish samples to Anvil
	get_labels/1 - Fetch labels for a sample from Anvil
	sync_labels/2 - Bidirectional label sync
	create_queue_for_pipeline/2 - Create Anvil queue for pipeline samples
	get_queue_stats/1 - Fetch queue statistics

Adapters
	Mock - Test adapter with in-memory state
	Direct - Direct Elixir calls (same BEAM cluster)
	HTTP - REST API calls (separate deployment)

Configuration
# config/config.exs
config :forge, :anvil_bridge_adapter, Forge.AnvilBridge.Direct
Examples
# Publish a sample
adapter = Application.get_env(:forge, :anvil_bridge_adapter)
{:ok, job_id} = adapter.publish_sample(sample, queue: "cns_narratives")

# Batch publish
{:ok, count} = adapter.publish_batch(samples, queue: "cns_narratives")

# Get labels
{:ok, labels} = adapter.get_labels(sample_id)
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        error()

      


    


    
      
        job_id()

      


    


    
      
        queue_name()

      


    


    
      
        sample_id()

      


    





  
    Callbacks
  


    
      
        create_queue_for_pipeline(pipeline_id, opts)

      


        Create an Anvil queue for pipeline samples.



    


    
      
        get_labels(sample_id)

      


        Fetch labels for a sample from Anvil.



    


    
      
        get_queue_stats(queue_name)

      


        Fetch queue statistics from Anvil.



    


    
      
        publish_batch(samples, opts)

      


        Batch publish samples to Anvil labeling queue.



    


    
      
        publish_sample(sample, opts)

      


        Publish a single sample to Anvil labeling queue.



    


    
      
        sync_labels(sample_id, opts)

      


        Sync labels from Anvil back to Forge sample metadata.



    





  
    Functions
  


    
      
        create_queue_for_pipeline(pipeline_id, opts \\ [])

      


        Create an Anvil queue for pipeline samples.



    


    
      
        get_labels(sample_id)

      


        Fetch labels for a sample from Anvil.



    


    
      
        get_queue_stats(queue_name)

      


        Fetch queue statistics from Anvil.



    


    
      
        publish_batch(samples, opts \\ [])

      


        Batch publish samples to Anvil labeling queue.



    


    
      
        publish_sample(sample, opts \\ [])

      


        Publish a sample to Anvil labeling queue.



    


    
      
        sample_to_dto(sample, opts \\ [])

      


        Convert a Forge sample to Anvil-ready DTO format.



    


    
      
        sync_labels(sample_id, opts \\ [])

      


        Sync labels from Anvil back to Forge sample metadata.



    





      


      
        Types


        


  
    
      
    
    
      error()



        
          
        

    

  


  

      

          @type error() ::
  :not_found
  | :timeout
  | :network
  | :unauthorized
  | :not_available
  | {:unexpected, term()}
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          @type job_id() :: String.t()
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          @type queue_name() :: String.t()
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          @type sample_id() :: String.t()
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      create_queue_for_pipeline(pipeline_id, opts)



        
          
        

    

  


  

      

          @callback create_queue_for_pipeline(pipeline_id :: String.t(), opts :: keyword()) ::
  {:ok, queue_name()} | {:error, error()}


      


Create an Anvil queue for pipeline samples.
Parameters
	pipeline_id - Forge pipeline UUID
	opts - Options including:	:queue_name - Custom queue name (default: pipeline_id)
	:description - Queue description
	:priority - Queue priority (default: "normal")



Returns
	{:ok, queue_name} - Created queue name
	{:error, reason} - Failure

Examples
{:ok, "pipeline-abc-123"} = adapter.create_queue_for_pipeline(
  "pipeline-abc-123",
  description: "CNS narrative samples"
)

  



  
    
      
    
    
      get_labels(sample_id)



        
          
        

    

  


  

      

          @callback get_labels(sample_id()) :: {:ok, [map()]} | {:error, error()}


      


Fetch labels for a sample from Anvil.
Parameters
	sample_id - Forge sample UUID

Returns
	{:ok, labels} - List of label maps with keys:	:label - The label value (e.g., "entailment", "neutral")
	:annotator_id - UUID of the annotator
	:confidence - Confidence score (0.0-1.0)
	:created_at - Timestamp of annotation


	{:error, :not_found} - Sample has no labels
	{:error, reason} - Other failures

Examples
{:ok, labels} = adapter.get_labels("sample-123")
# [%{label: "entailment", annotator_id: "user-1", confidence: 1.0, ...}]
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          @callback get_queue_stats(queue_name()) :: {:ok, map()} | {:error, error()}


      


Fetch queue statistics from Anvil.
Parameters
	queue_name - Anvil queue name

Returns
	{:ok, stats} - Map with keys:	:total - Total samples in queue
	:completed - Completed samples
	:pending - Pending samples
	:in_progress - Samples being labeled


	{:error, reason} - Failure

Examples
{:ok, stats} = adapter.get_queue_stats("cns_narratives")
# %{total: 500, completed: 47, pending: 450, in_progress: 3}
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          @callback publish_batch(samples :: [map()], opts :: keyword()) ::
  {:ok, non_neg_integer()} | {:error, error()}


      


Batch publish samples to Anvil labeling queue.
More efficient than multiple publish_sample/2 calls.
Parameters
	samples - List of Forge samples
	opts - Options (same as publish_sample/2)

Returns
	{:ok, count} - Number of samples published
	{:error, reason} - Failure

Examples
{:ok, 100} = adapter.publish_batch(samples, queue: "cns_narratives")
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          @callback publish_sample(sample :: map(), opts :: keyword()) ::
  {:ok, job_id()} | {:error, error()}


      


Publish a single sample to Anvil labeling queue.
Parameters
	sample - The Forge sample to publish
	opts - Options including:	:queue - Target Anvil queue name (required)
	:include_measurements - Include measurements in metadata (default: true)



Returns
	{:ok, job_id} - Success with Anvil labeling job ID
	{:error, reason} - Failure

Examples
sample = %Forge.Sample{id: "abc-123", data: %{"claim" => "Earth orbits Sun"}}
{:ok, job_id} = adapter.publish_sample(sample, queue: "cns_narratives")

  



  
    
      
    
    
      sync_labels(sample_id, opts)



        
          
        

    

  


  

      

          @callback sync_labels(sample_id(), opts :: keyword()) ::
  {:ok, non_neg_integer()} | {:error, error()}


      


Sync labels from Anvil back to Forge sample metadata.
This is typically called after labeling is complete to enrich
Forge samples with human annotations.
Parameters
	sample_id - Forge sample UUID
	opts - Options including:	:force - Re-sync even if labels already exist (default: false)



Returns
	{:ok, count} - Number of labels synced
	{:error, reason} - Failure

Examples
{:ok, 3} = adapter.sync_labels("sample-123")
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      create_queue_for_pipeline(pipeline_id, opts \\ [])



        
          
        

    

  


  

Create an Anvil queue for pipeline samples.
Delegates to the configured adapter.

  



  
    
      
    
    
      get_labels(sample_id)



        
          
        

    

  


  

Fetch labels for a sample from Anvil.
Delegates to the configured adapter.

  



  
    
      
    
    
      get_queue_stats(queue_name)



        
          
        

    

  


  

Fetch queue statistics from Anvil.
Delegates to the configured adapter.

  



    

  
    
      
    
    
      publish_batch(samples, opts \\ [])



        
          
        

    

  


  

Batch publish samples to Anvil labeling queue.
Delegates to the configured adapter.

  



    

  
    
      
    
    
      publish_sample(sample, opts \\ [])



        
          
        

    

  


  

Publish a sample to Anvil labeling queue.
Delegates to the configured adapter.

  



    

  
    
      
    
    
      sample_to_dto(sample, opts \\ [])



        
          
        

    

  


  

Convert a Forge sample to Anvil-ready DTO format.
Parameters
	sample - Forge sample map/struct
	opts - Options including:	:include_measurements - Include measurements in metadata (default: true)



Returns
  Map with keys: :sample_id, :title, :body, :metadata
Examples
dto = Forge.AnvilBridge.sample_to_dto(sample, include_measurements: true)
# %{
#   sample_id: "abc-123",
#   title: "Claim: Earth orbits Sun",
#   body: "Narrative A: ...
Narrative B: ...",
#   metadata: %{pipeline_id: "...", measurements: %{...}}
# }

  



    

  
    
      
    
    
      sync_labels(sample_id, opts \\ [])



        
          
        

    

  


  

Sync labels from Anvil back to Forge sample metadata.
Delegates to the configured adapter.

  


        

      


  

    
Forge.AnvilBridge.Direct 
    



      
Direct Elixir adapter for AnvilBridge - in-process integration.
This adapter makes direct function calls to the Anvil application when
Forge and Anvil are deployed together in the same Erlang VM (same cluster).
Benefits
	Zero network latency
	Type-safe function calls
	Shared transactions possible
	No serialization overhead

Usage
Configure in config/config.exs:
config :forge, :anvil_bridge_adapter, Forge.AnvilBridge.Direct
Implementation Notes
When Anvil modules are available, this adapter will:
	Call Anvil.Queue.enqueue/2 for sample publishing
	Call Anvil.Annotations.list/1 for label retrieval
	Handle errors and normalize them to standard bridge errors
	Apply timeouts and retries for resilience

Currently returns :not_available errors until Anvil integration is complete.

      




  

    
Forge.AnvilBridge.HTTP 
    



      
HTTP adapter for AnvilBridge - REST API integration.
This adapter makes HTTP API calls to Anvil when Forge and Anvil are
deployed as separate services (different hosts/containers).
Benefits
	Service isolation (deploy independently)
	Language-agnostic integration
	Horizontal scaling of Forge and Anvil
	Clear API boundaries

Configuration
config :forge, :anvil_bridge_adapter, Forge.AnvilBridge.HTTP
config :forge, :anvil_api_url, "https://anvil.example.com"
config :forge, :anvil_api_key, System.get_env("ANVIL_API_KEY")
API Endpoints
	POST /api/v1/samples/publish - Publish sample to queue
	POST /api/v1/samples/batch - Batch publish samples
	GET /api/v1/samples/:id/labels - Get labels for sample
	POST /api/v1/samples/:id/sync_labels - Sync labels to Forge
	POST /api/v1/queues - Create queue
	GET /api/v1/queues/:name/stats - Get queue statistics

Implementation Notes
Currently returns :not_available errors until Anvil HTTP API is implemented.
When available, this adapter will:
	Use HTTPoison or Req for HTTP requests
	Handle authentication with API keys
	Apply timeouts and retries
	Parse JSON responses


      




  

    
Forge.AnvilBridge.Mock 
    



      
Mock adapter for AnvilBridge used in testing.
Maintains in-memory state for published samples and labels.
Provides deterministic behavior for testing without requiring Anvil.

      


      
        Summary


  
    Functions
  


    
      
        add_labels(sample_id, labels)

      


        Add mock labels for a sample.



    


    
      
        child_spec(arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        complete_job(job_id)

      


        Mark a job as completed.



    


    
      
        get_state()

      


        Get the current state of the mock adapter.



    


    
      
        reset()

      


        Reset the mock adapter state.



    


    
      
        start_link(opts \\ [])

      


        Start the mock adapter agent.



    





      


      
        Functions


        


  
    
      
    
    
      add_labels(sample_id, labels)



        
          
        

    

  


  

Add mock labels for a sample.
Useful for testing label retrieval and sync.

  



  
    
      
    
    
      child_spec(arg)



        
          
        

    

  


  

Returns a specification to start this module under a supervisor.
See Supervisor.

  



  
    
      
    
    
      complete_job(job_id)



        
          
        

    

  


  

Mark a job as completed.
Useful for testing queue statistics.

  



  
    
      
    
    
      get_state()



        
          
        

    

  


  

Get the current state of the mock adapter.
Useful for test assertions.

  



  
    
      
    
    
      reset()



        
          
        

    

  


  

Reset the mock adapter state.
Useful for test isolation.

  



    

  
    
      
    
    
      start_link(opts \\ [])



        
          
        

    

  


  

Start the mock adapter agent.
This is typically called automatically in test setup.

  


        

      


  

    
Forge.ArtifactStorage behaviour
    



      
Behaviour for artifact storage backends.
Artifacts are large binary or text payloads that don't belong in Postgres,
such as raw narratives, LLM responses, embeddings, or serialized models.
Callbacks
	put_blob/4 - Store a blob and return its URI
	get_blob/2 - Retrieve a blob by URI
	signed_url/2 - Generate time-limited signed URL for blob access
	delete_blob/1 - Remove a blob from storage

Content Addressing
All adapters should use content-addressable storage (SHA256 hash) for
immutability and deduplication.
Examples
# Store a blob
{:ok, uri} = adapter.put_blob(sample_id, "raw_narrative", content, bucket: "forge-artifacts")

# Retrieve it
{:ok, content} = adapter.get_blob(uri)

# Get signed URL for frontend access
{:ok, url} = adapter.signed_url(uri, expires_in: 3600)

      


      
        Summary


  
    Callbacks
  


    
      
        delete_blob(uri)

      


        Delete a blob from storage.



    


    
      
        get_blob(uri, opts)

      


        Retrieve a blob by its storage URI.



    


    
      
        put_blob(sample_id, key, data, opts)

      


        Store a blob and return its storage URI.



    


    
      
        signed_url(uri, opts)

      


        Generate a time-limited signed URL for blob access.



    





      


      
        Callbacks


        


  
    
      
    
    
      delete_blob(uri)



        
          
        

    

  


  

      

          @callback delete_blob(uri :: String.t()) :: :ok | {:error, term()}


      


Delete a blob from storage.
Parameters
	uri - The storage URI to delete

Returns
	:ok - Success
	{:error, reason} - Failure


  



  
    
      
    
    
      get_blob(uri, opts)



        
          
        

    

  


  

      

          @callback get_blob(uri :: String.t(), opts :: keyword()) ::
  {:ok, binary()} | {:error, term()}


      


Retrieve a blob by its storage URI.
Parameters
	uri - The storage URI returned by put_blob/4
	opts - Storage-specific options

Returns
	{:ok, binary} - Success with blob content
	{:error, reason} - Failure (e.g., not found)


  



  
    
      
    
    
      put_blob(sample_id, key, data, opts)



        
          
        

    

  


  

      

          @callback put_blob(
  sample_id :: String.t(),
  key :: String.t(),
  data :: binary(),
  opts :: keyword()
) :: {:ok, uri :: String.t()} | {:error, term()}


      


Store a blob and return its storage URI.
Parameters
	sample_id - The sample ID this artifact belongs to
	key - The artifact key (e.g., "raw_narrative", "embedding")
	data - The binary content to store
	opts - Storage-specific options

Returns
	{:ok, uri} - Success with storage URI
	{:error, reason} - Failure


  



  
    
      
    
    
      signed_url(uri, opts)



        
          
        

    

  


  

      

          @callback signed_url(uri :: String.t(), opts :: keyword()) ::
  {:ok, String.t()} | {:error, term()}


      


Generate a time-limited signed URL for blob access.
Useful for providing temporary access to artifacts without exposing
storage credentials.
Parameters
	uri - The storage URI
	opts - Options including :expires_in (seconds)

Returns
	{:ok, url} - Signed URL string
	{:error, reason} - Failure


  


        

      


  

    
Forge.ArtifactStorage.Local 
    



      
Local filesystem adapter for artifact storage.
Stores blobs on the local filesystem, useful for development and testing.
Uses content-addressable storage (SHA256 hash) for deduplication.
Configuration
config :forge, :artifact_storage,
  adapter: Forge.ArtifactStorage.Local,
  base_path: "/tmp/forge_artifacts"
Storage Layout
Artifacts are stored in a flat directory structure:
/tmp/forge_artifacts/
  blobs/
    abc123...def/  # SHA256 hash
    456789...012/

      




  

    
Forge.ArtifactStorage.S3 
    



      
S3 adapter for artifact storage (stub implementation).
This is a stub that will be fully implemented when ExAws is added as a dependency.
For now, it provides the interface and basic structure.
Future Configuration
config :forge, :artifact_storage,
  adapter: Forge.ArtifactStorage.S3,
  bucket: "forge-artifacts",
  region: "us-east-1"
Storage Layout
Artifacts are stored content-addressed:
s3://forge-artifacts/
  blobs/
    abc123...def  # SHA256 hash
    456789...012
TODO
	Add ExAws dependency
	Implement actual S3 operations
	Add multipart upload for large files (>5MB)
	Add proper signed URL generation


      




  

    
Forge.ErrorClassifier 
    



      
Classifies errors as retriable or non-retriable based on retry policy.
Based on ADR-003, determines whether an error should trigger a retry attempt
or immediately fail.
Examples
# Retry all errors
policy = Forge.RetryPolicy.new(retriable_errors: :all)
Forge.ErrorClassifier.retriable?(429, policy)
#=> true

# Retry specific HTTP status codes
policy = Forge.RetryPolicy.new(retriable_errors: [429, 500, 503])
Forge.ErrorClassifier.retriable?(429, policy)
#=> true
Forge.ErrorClassifier.retriable?(404, policy)
#=> false

# Retry specific exception types
policy = Forge.RetryPolicy.new(retriable_errors: [RuntimeError, ArgumentError])
Forge.ErrorClassifier.retriable?(%RuntimeError{}, policy)
#=> true

# Retry error tuples with specific atoms
policy = Forge.RetryPolicy.new(retriable_errors: [:timeout, :econnrefused])
Forge.ErrorClassifier.retriable?({:error, :timeout}, policy)
#=> true

      


      
        Summary


  
    Functions
  


    
      
        classify_error(error)

      


        Classifies an error into a category for telemetry reporting.



    


    
      
        retriable?(error, retry_policy)

      


        Determines if an error is retriable based on the retry policy.



    





      


      
        Functions


        


  
    
      
    
    
      classify_error(error)



        
          
        

    

  


  

Classifies an error into a category for telemetry reporting.
Returns an atom representing the error type:
	:rate_limit - HTTP 429 or rate limit errors
	:server_error - HTTP 5xx errors
	:network_error - Network/connection errors
	:timeout - Timeout errors
	:unknown - Unclassified errors


  



  
    
      
    
    
      retriable?(error, retry_policy)



        
          
        

    

  


  

Determines if an error is retriable based on the retry policy.
Returns true if the error should be retried, false otherwise.
Error Types
Supports classification of:
	HTTP status codes (integers like 429, 500, 503)
	Exception structs (like %RuntimeError{})
	Error tuples (like {:error, :timeout})
	Custom error values (matched against policy list)


  


        

      


  

    
Forge.Manifest 
    



      
Pipeline manifest for reproducibility and lineage tracking.
Captures the complete configuration of a pipeline run, including:
	Source, stage, and measurement configurations
	Git SHA for code versioning
	Secrets used (names only, never values)
	Deterministic hashing for drift detection

Example
manifest = Forge.Manifest.from_pipeline(pipeline, git_sha: "abc123")

# Hash for comparison
hash = Forge.Manifest.hash(manifest)

# Check equivalence
Forge.Manifest.equivalent?(manifest1, manifest2)

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        equivalent?(m1, m2)

      


        Check if two manifests are equivalent.



    


    
      
        from_pipeline(pipeline, opts \\ [])

      


        Generate manifest from pipeline config.



    


    
      
        hash(manifest)

      


        Hash the manifest for comparison.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Forge.Manifest{
  created_at: DateTime.t(),
  git_sha: String.t() | nil,
  measurement_configs: [map()],
  pipeline_name: atom(),
  secrets_hash: String.t(),
  secrets_used: [String.t()],
  source_config_hash: String.t(),
  stage_configs: [map()]
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      equivalent?(m1, m2)



        
          
        

    

  


  

Check if two manifests are equivalent.
Manifests are considered equivalent if their hashes match,
meaning the pipeline configuration is identical.

  



    

  
    
      
    
    
      from_pipeline(pipeline, opts \\ [])



        
          
        

    

  


  

Generate manifest from pipeline config.
Options
	:git_sha - Git commit SHA (default: attempts to detect from git)
	:secrets - List of secret names used (default: [])

Examples
pipeline = %{
  name: :my_pipeline,
  source_module: MySource,
  source_opts: [batch_size: 100],
  stages: [{MyStage, [param: "value"]}],
  measurements: [{MyMeasurement, []}]
}

manifest = Forge.Manifest.from_pipeline(pipeline)

  



  
    
      
    
    
      hash(manifest)



        
          
        

    

  


  

Hash the manifest for comparison.
Produces a deterministic SHA256 hash of the manifest contents.

  


        

      


  

    
Forge.Manifest.Hash 
    



      
Deterministic hashing for pipeline configurations.
Provides stable hashing for drift detection and reproducibility.
Uses sorted keys and deterministic serialization to ensure
identical configs always produce identical hashes.

      


      
        Summary


  
    Functions
  


    
      
        config_hash(config)

      


        Compute deterministic hash of config (sorted keys, stable JSON).



    


    
      
        secrets_hash(secret_names)

      


        Hash secrets by name only (never values).



    





      


      
        Functions


        


  
    
      
    
    
      config_hash(config)



        
          
        

    

  


  

Compute deterministic hash of config (sorted keys, stable JSON).
Examples
iex> config = %{model: "gpt-4", temperature: 0.7}
iex> hash1 = Forge.Manifest.Hash.config_hash(config)
iex> hash2 = Forge.Manifest.Hash.config_hash(config)
iex> hash1 == hash2
true

iex> config1 = %{a: 1, b: 2}
iex> config2 = %{b: 2, a: 1}  # Different key order
iex> Forge.Manifest.Hash.config_hash(config1) == Forge.Manifest.Hash.config_hash(config2)
true

  



  
    
      
    
    
      secrets_hash(secret_names)



        
          
        

    

  


  

Hash secrets by name only (never values).
Examples
iex> Forge.Manifest.Hash.secrets_hash(["api_key", "db_password"])
"abc123..."

iex> Forge.Manifest.Hash.secrets_hash([])
"e3b0c44298fc1c149afbf4c8996fb92427ae41e4649b934ca495991b7852b855"  # empty hash

  


        

      


  

    
Forge.Measurement.ExternalCompute behaviour
    



      
Behaviour for external compute backends (ALTAR, Snakepit, etc.).
External compute backends allow offloading measurement computation to
specialized systems:
	ALTAR: Python Celery workers for TDA, ML inference
	Snakepit: LLM workers for semantic analysis, quality scoring

Callbacks
	submit_task/2 - Submit a computation task
	await_result/2 - Poll for task completion
	cancel_task/1 - Cancel a running task

Example Implementation
defmodule MyBackend do
  @behaviour Forge.Measurement.ExternalCompute

  def submit_task(task_name, params) do
    # Submit to backend
    {:ok, "task-uuid-123"}
  end

  def await_result(task_id, opts) do
    # Poll for result
    {:ok, %{result: "computed"}}
  end

  def cancel_task(task_id) do
    :ok
  end
end

      


      
        Summary


  
    Callbacks
  


    
      
        await_result(task_id, opts)

      


        Waits for task completion and retrieves the result.



    


    
      
        cancel_task(task_id)

      


        Cancels a running task.



    


    
      
        submit_task(task_name, params)

      


        Submits a computation task to the external backend.



    





      


      
        Callbacks


        


  
    
      
    
    
      await_result(task_id, opts)



        
          
        

    

  


  

      

          @callback await_result(task_id :: String.t(), opts :: keyword()) ::
  {:ok, result :: any()} | {:error, reason :: any()}


      


Waits for task completion and retrieves the result.
Options:
	:timeout - Maximum wait time in milliseconds (default: 30_000)
	:poll_interval - How often to check status in milliseconds (default: 1_000)

Returns {:ok, result} or {:error, reason}.

  



  
    
      
    
    
      cancel_task(task_id)



        
          
        

    

  


  

      

          @callback cancel_task(task_id :: String.t()) :: :ok | {:error, reason :: any()}


      


Cancels a running task.
Returns :ok or {:error, reason}.

  



  
    
      
    
    
      submit_task(task_name, params)



        
          
        

    

  


  

      

          @callback submit_task(task_name :: String.t(), params :: map()) ::
  {:ok, task_id :: String.t()} | {:error, reason :: any()}


      


Submits a computation task to the external backend.
Returns {:ok, task_id} or {:error, reason}.

  


        

      


  

    
Forge.Measurement.ExternalCompute.ALTAR 
    



      
ALTAR (Python Celery) integration for topological data analysis.
ALTAR provides:
	Ripser for persistence diagrams
	Gudhi for topological features
	NetworkX for graph metrics

Configuration
config :forge, :altar,
  url: "http://altar.example.com",
  api_key: "your-key"
Example Usage
defmodule TopologyMeasurement do
  use Forge.Measurement

  def compute(samples) do
    sample = hd(samples)
    point_cloud = sample.data["points"]

    {:ok, task_id} = ALTAR.submit_task("ripser.compute_persistence", %{
      points: point_cloud,
      max_dimension: 2
    })

    case ALTAR.await_result(task_id, timeout: 60_000) do
      {:ok, result} ->
        {:ok, %{
          betti_numbers: result["betti_numbers"],
          persistence_diagram: result["diagram"]
        }}

      {:error, reason} ->
        {:error, reason}
    end
  end
end

      


      
        Summary


  
    Functions
  


    
      
        compute_persistence(point_cloud, opts \\ [])

      


        Submits a Ripser computation task for persistence diagrams.



    





      


      
        Functions


        


    

  
    
      
    
    
      compute_persistence(point_cloud, opts \\ [])



        
          
        

    

  


  

Submits a Ripser computation task for persistence diagrams.
Parameters
	point_cloud - List of points (list of lists)
	max_dimension - Maximum homology dimension (default: 2)

Returns
{:ok, task_id} or {:error, reason}

  


        

      


  

    
Forge.Measurement.ExternalCompute.Snakepit 
    



      
Snakepit (LLM worker pool) integration for semantic measurements.
Snakepit provides:
	LLM-as-judge for quality scoring
	Semantic coherence analysis
	Factuality checking
	Bias detection

Configuration
config :forge, :snakepit,
  url: "http://snakepit.example.com",
  api_key: "your-key",
  default_model: "claude-3-5-sonnet"
Example Usage
defmodule CoherenceMeasurement do
  use Forge.Measurement

  def compute(samples) do
    sample = hd(samples)
    text = sample.data["text"]

    prompt = """
    Rate the semantic coherence of this text on a scale of 1-10.
    Text: #{text}
    """

    {:ok, job_id} = Snakepit.enqueue(prompt, model: "claude-3-5-sonnet")

    case Snakepit.poll_result(job_id, timeout: 20_000) do
      {:ok, response} ->
        score = extract_score(response["body"])
        {:ok, %{score: score, reasoning: response["body"]}}

      {:error, reason} ->
        {:error, reason}
    end
  end
end

      


      
        Summary


  
    Functions
  


    
      
        enqueue(prompt, opts \\ [])

      


        Enqueues an LLM prompt for processing.



    


    
      
        poll_result(job_id, opts \\ [])

      


        Polls for job result.



    





      


      
        Functions


        


    

  
    
      
    
    
      enqueue(prompt, opts \\ [])



        
          
        

    

  


  

Enqueues an LLM prompt for processing.
Options
	:model - Model to use (default: from config)
	:temperature - Sampling temperature (default: 0.0)
	:max_tokens - Maximum response tokens (default: 1024)
	:priority - Job priority (default: :normal)

Returns
{:ok, job_id} or {:error, reason}

  



    

  
    
      
    
    
      poll_result(job_id, opts \\ [])



        
          
        

    

  


  

Polls for job result.
Alias for await_result/2.

  


        

      


  

    
Forge.Measurement.Orchestrator 
    



      
Orchestrates measurement computation with support for:
	Idempotency via deterministic measurement IDs
	Async execution with Task.Supervisor
	Batch processing for vectorized measurements
	Measurement dependencies and execution ordering
	Version tracking and cache invalidation
	Telemetry integration

Usage
# Compute single measurement
{:ok, :computed, value} = Orchestrator.measure_sample(sample_id, MyMeasurement, [])

# Batch processing
results = Orchestrator.measure_batch(sample_ids, MyMeasurement, [])

# Async execution
task = Orchestrator.measure_async(sample_ids, MyMeasurement, [])
results = Task.await(task)

# With dependencies
{:ok, :computed, value} = Orchestrator.measure_with_dependencies(
  sample_id,
  MeasurementWithDeps,
  []
)

      


      
        Summary


  
    Functions
  


    
      
        get_measurement(sample_id, measurement_key, opts \\ [])

      


        Retrieves a measurement from storage.



    


    
      
        measure_async(sample_ids, measurement_module, opts \\ [])

      


        Computes measurements asynchronously using Task.Supervisor.



    


    
      
        measure_batch(sample_ids, measurement_module, opts \\ [])

      


        Computes measurements for multiple samples.



    


    
      
        measure_sample(sample_id, measurement_module, opts \\ [])

      


        Computes or retrieves a measurement for a single sample.



    


    
      
        measure_with_dependencies(sample_id, measurement_module, opts \\ [])

      


        Computes a measurement after ensuring all dependencies are computed.



    





      


      
        Functions


        


    

  
    
      
    
    
      get_measurement(sample_id, measurement_key, opts \\ [])



        
          
        

    

  


  

Retrieves a measurement from storage.
Options:
	:version - Specific version to retrieve (default: latest)


  



    

  
    
      
    
    
      measure_async(sample_ids, measurement_module, opts \\ [])



        
          
        

    

  


  

Computes measurements asynchronously using Task.Supervisor.
Returns a Task that can be awaited for results.

  



    

  
    
      
    
    
      measure_batch(sample_ids, measurement_module, opts \\ [])



        
          
        

    

  


  

Computes measurements for multiple samples.
Respects batch_capable? and batch_size settings for efficient processing.
Returns a list of results in the same order as sample_ids:
	{:ok, :computed, value} - Measurement was computed
	{:ok, :cached, value} - Measurement was cached
	{:error, reason} - Computation failed


  



    

  
    
      
    
    
      measure_sample(sample_id, measurement_module, opts \\ [])



        
          
        

    

  


  

Computes or retrieves a measurement for a single sample.
Returns:
	{:ok, :computed, value} - Measurement was computed and stored
	{:ok, :cached, value} - Measurement was retrieved from cache
	{:error, reason} - Computation failed


  



    

  
    
      
    
    
      measure_with_dependencies(sample_id, measurement_module, opts \\ [])



        
          
        

    

  


  

Computes a measurement after ensuring all dependencies are computed.
Performs topological sort of dependencies and computes them in order.
Returns same result format as measure_sample/3.

  


        

      


  

    
Forge.Pipeline.Config 
    



      
Pipeline configuration structure.

      


      
        Summary


  
    Types
  


    
      
        measurement_spec()

      


    


    
      
        stage_spec()

      


    


    
      
        t()

      


    





      


      
        Types


        


  
    
      
    
    
      measurement_spec()



        
          
        

    

  


  

      

          @type measurement_spec() :: {module(), keyword()}


      



  



  
    
      
    
    
      stage_spec()



        
          
        

    

  


  

      

          @type stage_spec() :: {module(), keyword()}


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Forge.Pipeline.Config{
  measurements: [measurement_spec()],
  name: atom(),
  source_module: module(),
  source_opts: keyword(),
  stages: [stage_spec()],
  storage_module: module() | nil,
  storage_opts: keyword()
}


      



  


        

      


  

    
Forge.Repo 
    



      
Ecto repository for Forge persistence layer.
Provides database access for pipelines, samples, measurements, and artifacts.

      


      
        Summary


  
    Functions
  


    
      
        aggregate(queryable, aggregate, opts \\ [])

      


        Callback implementation for Ecto.Repo.aggregate/3.



    


    
      
        aggregate(queryable, aggregate, field, opts)

      


        Callback implementation for Ecto.Repo.aggregate/4.



    


    
      
        all(queryable, opts \\ [])

      


        Callback implementation for Ecto.Repo.all/2.



    


    
      
        all_by(queryable, clauses, opts \\ [])

      


        Callback implementation for Ecto.Repo.all_by/3.



    


    
      
        checked_out?()

      


        Callback implementation for Ecto.Repo.checked_out?/0.



    


    
      
        checkout(fun, opts \\ [])

      


        Callback implementation for Ecto.Repo.checkout/2.



    


    
      
        child_spec(opts)

      


    


    
      
        config()

      


        Callback implementation for Ecto.Repo.config/0.



    


    
      
        default_options(operation)

      


        Callback implementation for Ecto.Repo.default_options/1.



    


    
      
        delete(struct, opts \\ [])

      


        Callback implementation for Ecto.Repo.delete/2.



    


    
      
        delete!(struct, opts \\ [])

      


        Callback implementation for Ecto.Repo.delete!/2.



    


    
      
        delete_all(queryable, opts \\ [])

      


        Callback implementation for Ecto.Repo.delete_all/2.



    


    
      
        disconnect_all(interval, opts \\ [])

      


        Forces all connections in the repo pool to disconnect within the given interval.



    


    
      
        exists?(queryable, opts \\ [])

      


        Callback implementation for Ecto.Repo.exists?/2.



    


    
      
        explain(operation, queryable, opts \\ [])

      


        Executes an EXPLAIN statement or similar for the given query according to its kind and the
adapter in the given repository.



    


    
      
        get(queryable, id, opts \\ [])

      


        Callback implementation for Ecto.Repo.get/3.



    


    
      
        get!(queryable, id, opts \\ [])

      


        Callback implementation for Ecto.Repo.get!/3.



    


    
      
        get_by(queryable, clauses, opts \\ [])

      


        Callback implementation for Ecto.Repo.get_by/3.



    


    
      
        get_by!(queryable, clauses, opts \\ [])

      


        Callback implementation for Ecto.Repo.get_by!/3.



    


    
      
        get_dynamic_repo()

      


        Callback implementation for Ecto.Repo.get_dynamic_repo/0.



    


    
      
        in_transaction?()

      


        Callback implementation for Ecto.Repo.in_transaction?/0.



    


    
      
        insert(struct, opts \\ [])

      


        Callback implementation for Ecto.Repo.insert/2.



    


    
      
        insert!(struct, opts \\ [])

      


        Callback implementation for Ecto.Repo.insert!/2.



    


    
      
        insert_all(schema_or_source, entries, opts \\ [])

      


        Callback implementation for Ecto.Repo.insert_all/3.



    


    
      
        insert_or_update(changeset, opts \\ [])

      


        Callback implementation for Ecto.Repo.insert_or_update/2.



    


    
      
        insert_or_update!(changeset, opts \\ [])

      


        Callback implementation for Ecto.Repo.insert_or_update!/2.



    


    
      
        load(schema_or_types, data)

      


        Callback implementation for Ecto.Repo.load/2.



    


    
      
        one(queryable, opts \\ [])

      


        Callback implementation for Ecto.Repo.one/2.



    


    
      
        one!(queryable, opts \\ [])

      


        Callback implementation for Ecto.Repo.one!/2.



    


    
      
        preload(struct_or_structs_or_nil, preloads, opts \\ [])

      


        Callback implementation for Ecto.Repo.preload/3.



    


    
      
        prepare_query(operation, query, opts)

      


        Callback implementation for Ecto.Repo.prepare_query/3.



    


    
      
        prepare_transaction(fun_or_multi, opts)

      


        Callback implementation for Ecto.Repo.prepare_transaction/2.



    


    
      
        put_dynamic_repo(dynamic)

      


        Callback implementation for Ecto.Repo.put_dynamic_repo/1.



    


    
      
        query(sql, params \\ [], opts \\ [])

      


        Runs a custom SQL query.



    


    
      
        query!(sql, params \\ [], opts \\ [])

      


        Same as query/3 but returns result directly without :ok tuple
and raises on invalid queries



    


    
      
        query_many(sql, params \\ [], opts \\ [])

      


        Runs a custom SQL query that returns multiple results on the given repo.



    


    
      
        query_many!(sql, params \\ [], opts \\ [])

      


        Same as query_many/4 but returns result directly without :ok tuple
and raises on invalid queries



    


    
      
        reload(queryable, opts \\ [])

      


        Callback implementation for Ecto.Repo.reload/2.



    


    
      
        reload!(queryable, opts \\ [])

      


        Callback implementation for Ecto.Repo.reload!/2.



    


    
      
        rollback(value)

      


        Callback implementation for Ecto.Repo.rollback/1.



    


    
      
        start_link(opts \\ [])

      


        Callback implementation for Ecto.Repo.start_link/1.



    


    
      
        stop(timeout \\ 5000)

      


        Callback implementation for Ecto.Repo.stop/1.



    


    
      
        stream(queryable, opts \\ [])

      


        Callback implementation for Ecto.Repo.stream/2.



    


    
      
        to_sql(operation, queryable)

      


        Converts the given query to SQL according to its kind and the
adapter in the given repository.



    


    
      
        transact(fun_or_multi, opts \\ [])

      


        Callback implementation for Ecto.Repo.transact/2.



    


    
      
        transaction(fun_or_multi, opts \\ [])

      


        Callback implementation for Ecto.Repo.transaction/2.



    


    
      
        update(struct, opts \\ [])

      


        Callback implementation for Ecto.Repo.update/2.



    


    
      
        update!(struct, opts \\ [])

      


        Callback implementation for Ecto.Repo.update!/2.



    


    
      
        update_all(queryable, updates, opts \\ [])

      


        Callback implementation for Ecto.Repo.update_all/3.



    





      


      
        Functions


        


    

  
    
      
    
    
      aggregate(queryable, aggregate, opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.aggregate/3.

  



  
    
      
    
    
      aggregate(queryable, aggregate, field, opts)



        
          
        

    

  


  

Callback implementation for Ecto.Repo.aggregate/4.

  



    

  
    
      
    
    
      all(queryable, opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.all/2.

  



    

  
    
      
    
    
      all_by(queryable, clauses, opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.all_by/3.

  



  
    
      
    
    
      checked_out?()



        
          
        

    

  


  

Callback implementation for Ecto.Repo.checked_out?/0.

  



    

  
    
      
    
    
      checkout(fun, opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.checkout/2.

  



  
    
      
    
    
      child_spec(opts)



        
          
        

    

  


  


  



  
    
      
    
    
      config()



        
          
        

    

  


  

Callback implementation for Ecto.Repo.config/0.

  



  
    
      
    
    
      default_options(operation)



        
          
        

    

  


  

Callback implementation for Ecto.Repo.default_options/1.

  



    

  
    
      
    
    
      delete(struct, opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.delete/2.

  



    

  
    
      
    
    
      delete!(struct, opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.delete!/2.

  



    

  
    
      
    
    
      delete_all(queryable, opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.delete_all/2.

  



    

  
    
      
    
    
      disconnect_all(interval, opts \\ [])



        
          
        

    

  


  

      

          @spec disconnect_all(non_neg_integer(), opts :: Keyword.t()) :: :ok


      


Forces all connections in the repo pool to disconnect within the given interval.
Once this function is called, the pool will disconnect all of its connections
as they are checked in or as they are pinged. Checked in connections will be
randomly disconnected within the given time interval. Pinged connections are
immediately disconnected - as they are idle (according to :idle_interval).
If the connection has a backoff configured (which is the case by default),
disconnecting means an attempt at a new connection will be done immediately
after, without starting a new process for each connection. However, if backoff
has been disabled, the connection process will terminate. In such cases,
disconnecting all connections may cause the pool supervisor to restart
depending on the max_restarts/max_seconds configuration of the pool,
so you will want to set those carefully.

  



    

  
    
      
    
    
      exists?(queryable, opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.exists?/2.

  



    

  
    
      
    
    
      explain(operation, queryable, opts \\ [])



        
          
        

    

  


  

      

          @spec explain(
  :all | :update_all | :delete_all,
  Ecto.Queryable.t(),
  opts :: Keyword.t()
) ::
  String.t() | Exception.t() | [map()]


      


Executes an EXPLAIN statement or similar for the given query according to its kind and the
adapter in the given repository.
Examples
# Postgres
iex> MyRepo.explain(:all, Post)
"Seq Scan on posts p0  (cost=0.00..12.12 rows=1 width=443)"

iex> Ecto.Adapters.SQL.explain(Repo, :all, Post)
"Seq Scan on posts p0  (cost=0.00..12.12 rows=1 width=443)"

# MySQL
iex> MyRepo.explain(:all, from(p in Post, where: p.title == "title")) |> IO.puts()
+----+-------------+-------+------------+------+---------------+------+---------+------+------+----------+-------------+
| id | select_type | table | partitions | type | possible_keys | key  | key_len | ref  | rows | filtered | Extra       |
+----+-------------+-------+------------+------+---------------+------+---------+------+------+----------+-------------+
|  1 | SIMPLE      | p0    | NULL       | ALL  | NULL          | NULL | NULL    | NULL |    1 |    100.0 | Using where |
+----+-------------+-------+------------+------+---------------+------+---------+------+------+----------+-------------+

# Shared opts
iex> MyRepo.explain(:all, Post, analyze: true, timeout: 20_000)
"Seq Scan on posts p0  (cost=0.00..11.70 rows=170 width=443) (actual time=0.013..0.013 rows=0 loops=1)\nPlanning Time: 0.031 ms\nExecution Time: 0.021 ms"
It's safe to execute it for updates and deletes, no data change will be committed:
iex> MyRepo.explain(Repo, :update_all, from(p in Post, update: [set: [title: "new title"]]))
"Update on posts p0  (cost=0.00..11.70 rows=170 width=449)\n  ->  Seq Scan on posts p0  (cost=0.00..11.70 rows=170 width=449)"
This function is also available under the repository with name explain:
iex> MyRepo.explain(:all, from(p in Post, where: p.title == "title"))
"Seq Scan on posts p0  (cost=0.00..12.12 rows=1 width=443)\n  Filter: ((title)::text = 'title'::text)"
Options
Built-in adapters support passing opts to the EXPLAIN statement according to the following:
	Adapter	Supported opts
	Postgrex	analyze, verbose, costs, settings, buffers, timing, summary, format, plan
	MyXQL	format

All options except format are boolean valued and default to false.
The allowed format values are :map, :yaml, and :text:
	:map is the deserialized JSON encoding.
	:yaml and :text return the result as a string.

The built-in adapters support the following formats:
	Postgrex: :map, :yaml and :text
	MyXQL: :map and :text

The :plan option in Postgrex can take the values :custom or :fallback_generic. When :custom
is specified, the explain plan generated will consider the specific values of the query parameters
that are supplied. When using :fallback_generic, the specific values of the query parameters will
be ignored. :fallback_generic does not use PostgreSQL's built-in support for a generic explain
plan (available as of PostgreSQL 16), but instead uses a special implementation that works for PostgreSQL
versions 12 and above. Defaults to :custom.
Any other value passed to opts will be forwarded to the underlying adapter query function, including
shared Repo options such as :timeout. Non built-in adapters may have specific behaviour and you should
consult their documentation for more details.
For version compatibility, please check your database's documentation:
	Postgrex: PostgreSQL doc.
	MyXQL: MySQL doc.


  



    

  
    
      
    
    
      get(queryable, id, opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.get/3.

  



    

  
    
      
    
    
      get!(queryable, id, opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.get!/3.

  



    

  
    
      
    
    
      get_by(queryable, clauses, opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.get_by/3.

  



    

  
    
      
    
    
      get_by!(queryable, clauses, opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.get_by!/3.

  



  
    
      
    
    
      get_dynamic_repo()



        
          
        

    

  


  

Callback implementation for Ecto.Repo.get_dynamic_repo/0.

  



  
    
      
    
    
      in_transaction?()



        
          
        

    

  


  

Callback implementation for Ecto.Repo.in_transaction?/0.

  



    

  
    
      
    
    
      insert(struct, opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.insert/2.

  



    

  
    
      
    
    
      insert!(struct, opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.insert!/2.

  



    

  
    
      
    
    
      insert_all(schema_or_source, entries, opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.insert_all/3.

  



    

  
    
      
    
    
      insert_or_update(changeset, opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.insert_or_update/2.

  



    

  
    
      
    
    
      insert_or_update!(changeset, opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.insert_or_update!/2.

  



  
    
      
    
    
      load(schema_or_types, data)



        
          
        

    

  


  

Callback implementation for Ecto.Repo.load/2.

  



    

  
    
      
    
    
      one(queryable, opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.one/2.

  



    

  
    
      
    
    
      one!(queryable, opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.one!/2.

  



    

  
    
      
    
    
      preload(struct_or_structs_or_nil, preloads, opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.preload/3.

  



  
    
      
    
    
      prepare_query(operation, query, opts)



        
          
        

    

  


  

Callback implementation for Ecto.Repo.prepare_query/3.

  



  
    
      
    
    
      prepare_transaction(fun_or_multi, opts)



        
          
        

    

  


  

Callback implementation for Ecto.Repo.prepare_transaction/2.

  



  
    
      
    
    
      put_dynamic_repo(dynamic)



        
          
        

    

  


  

Callback implementation for Ecto.Repo.put_dynamic_repo/1.

  



    

    

  
    
      
    
    
      query(sql, params \\ [], opts \\ [])



        
          
        

    

  


  

      

          @spec query(iodata(), Ecto.Adapters.SQL.query_params(), Keyword.t()) ::
  {:ok, Ecto.Adapters.SQL.query_result()} | {:error, Exception.t()}


      


Runs a custom SQL query.
If the query was successful, it will return an :ok tuple containing
a map with at least two keys:
	:num_rows - the number of rows affected
	:rows - the result set as a list. nil may be returned
instead of the list if the command does not yield any row
as result (but still yields the number of affected rows,
like a delete command without returning would)

Options
	:log - When false, does not log the query
	:timeout - Execute request timeout, accepts: :infinity (default: 15000);

Examples
iex> MyRepo.query("SELECT $1::integer + $2", [40, 2])
{:ok, %{rows: [[42]], num_rows: 1}}

iex> Ecto.Adapters.SQL.query(MyRepo, "SELECT $1::integer + $2", [40, 2])
{:ok, %{rows: [[42]], num_rows: 1}}

  



    

    

  
    
      
    
    
      query!(sql, params \\ [], opts \\ [])



        
          
        

    

  


  

      

          @spec query!(iodata(), Ecto.Adapters.SQL.query_params(), Keyword.t()) ::
  Ecto.Adapters.SQL.query_result()


      


Same as query/3 but returns result directly without :ok tuple
and raises on invalid queries

  



    

    

  
    
      
    
    
      query_many(sql, params \\ [], opts \\ [])



        
          
        

    

  


  

      

          @spec query_many(iodata(), Ecto.Adapters.SQL.query_params(), Keyword.t()) ::
  {:ok, [Ecto.Adapters.SQL.query_result()]} | {:error, Exception.t()}


      


Runs a custom SQL query that returns multiple results on the given repo.
In case of success, it must return an :ok tuple containing a list of
maps with at least two keys:
	:num_rows - the number of rows affected

	:rows - the result set as a list. nil may be returned
instead of the list if the command does not yield any row
as result (but still yields the number of affected rows,
like a delete command without returning would)


Options
	:log - When false, does not log the query
	:timeout - Execute request timeout, accepts: :infinity (default: 15000);

Examples
iex> MyRepo.query_many("SELECT $1; SELECT $2;", [40, 2])
{:ok, [%{rows: [[40]], num_rows: 1}, %{rows: [[2]], num_rows: 1}]}

iex> Ecto.Adapters.SQL.query_many(MyRepo, "SELECT $1; SELECT $2;", [40, 2])
{:ok, [%{rows: [[40]], num_rows: 1}, %{rows: [[2]], num_rows: 1}]}

  



    

    

  
    
      
    
    
      query_many!(sql, params \\ [], opts \\ [])



        
          
        

    

  


  

      

          @spec query_many!(iodata(), Ecto.Adapters.SQL.query_params(), Keyword.t()) :: [
  Ecto.Adapters.SQL.query_result()
]


      


Same as query_many/4 but returns result directly without :ok tuple
and raises on invalid queries

  



    

  
    
      
    
    
      reload(queryable, opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.reload/2.

  



    

  
    
      
    
    
      reload!(queryable, opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.reload!/2.

  



  
    
      
    
    
      rollback(value)



        
          
        

    

  


  

      

          @spec rollback(term()) :: no_return()


      


Callback implementation for Ecto.Repo.rollback/1.

  



    

  
    
      
    
    
      start_link(opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.start_link/1.

  



    

  
    
      
    
    
      stop(timeout \\ 5000)



        
          
        

    

  


  

Callback implementation for Ecto.Repo.stop/1.

  



    

  
    
      
    
    
      stream(queryable, opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.stream/2.

  



  
    
      
    
    
      to_sql(operation, queryable)



        
          
        

    

  


  

      

          @spec to_sql(:all | :update_all | :delete_all, Ecto.Queryable.t()) ::
  {String.t(), Ecto.Adapters.SQL.query_params()}


      


Converts the given query to SQL according to its kind and the
adapter in the given repository.
Examples
The examples below are meant for reference. Each adapter will
return a different result:
iex> MyRepo.to_sql(:all, Post)
{"SELECT p.id, p.title, p.inserted_at, p.created_at FROM posts as p", []}

iex> MyRepo.to_sql(:update_all, from(p in Post, update: [set: [title: ^"hello"]]))
{"UPDATE posts AS p SET title = $1", ["hello"]}

iex> Ecto.Adapters.SQL.to_sql(:all, MyRepo, Post)
{"SELECT p.id, p.title, p.inserted_at, p.created_at FROM posts as p", []}

  



    

  
    
      
    
    
      transact(fun_or_multi, opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.transact/2.

  



    

  
    
      
    
    
      transaction(fun_or_multi, opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.transaction/2.

  



    

  
    
      
    
    
      update(struct, opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.update/2.

  



    

  
    
      
    
    
      update!(struct, opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.update!/2.

  



    

  
    
      
    
    
      update_all(queryable, updates, opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.update_all/3.

  


        

      


  

    
Forge.RetryPolicy 
    



      
Retry policy configuration for stage execution.
Defines retry behavior including max attempts, backoff strategy, and which
errors are retriable. Based on ADR-003.
Backoff Strategies
	:jittered_exponential - Exponential backoff with ±25% jitter to avoid thundering herd
	:fixed - Constant delay between retries
	:linear - Linear increase in delay

Examples
# Default policy: 3 attempts with jittered exponential backoff
policy = Forge.RetryPolicy.new()

# Custom policy for LLM API calls
policy = Forge.RetryPolicy.new(
  max_attempts: 5,
  backoff: :jittered_exponential,
  base_delay_ms: 1000,
  max_delay_ms: 30_000,
  retriable_errors: [429, 500, 502, 503, 504]
)

# No retries for deterministic stages
policy = Forge.RetryPolicy.new(max_attempts: 1)

      


      
        Summary


  
    Types
  


    
      
        backoff_strategy()

      


    


    
      
        retriable_errors()

      


    


    
      
        t()

      


    





  
    Functions
  


    
      
        compute_delay(attempt, policy)

      


        Computes the delay in milliseconds for a given attempt.



    


    
      
        default()

      


        Returns the default retry policy as specified in ADR-003.



    


    
      
        new(opts \\ [])

      


        Creates a new retry policy with given options.



    





      


      
        Types


        


  
    
      
    
    
      backoff_strategy()



        
          
        

    

  


  

      

          @type backoff_strategy() :: :jittered_exponential | :fixed | :linear


      



  



  
    
      
    
    
      retriable_errors()



        
          
        

    

  


  

      

          @type retriable_errors() :: :all | :none | [integer() | module() | atom()]


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Forge.RetryPolicy{
  backoff: backoff_strategy(),
  base_delay_ms: pos_integer(),
  max_attempts: pos_integer(),
  max_delay_ms: pos_integer(),
  retriable_errors: retriable_errors()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      compute_delay(attempt, policy)



        
          
        

    

  


  

Computes the delay in milliseconds for a given attempt.
Examples
iex> policy = Forge.RetryPolicy.new(backoff: :fixed, base_delay_ms: 500)
iex> Forge.RetryPolicy.compute_delay(1, policy)
500

iex> policy = Forge.RetryPolicy.new(backoff: :linear, base_delay_ms: 1000)
iex> Forge.RetryPolicy.compute_delay(2, policy)
2000

  



  
    
      
    
    
      default()



        
          
        

    

  


  

Returns the default retry policy as specified in ADR-003.

  



    

  
    
      
    
    
      new(opts \\ [])



        
          
        

    

  


  

Creates a new retry policy with given options.
Options
	:max_attempts - Maximum number of attempts (default: 3)
	:backoff - Backoff strategy (default: :jittered_exponential)
	:base_delay_ms - Base delay in milliseconds (default: 1000)
	:max_delay_ms - Maximum delay in milliseconds (default: 60_000)
	:retriable_errors - Which errors to retry (default: :all)	:all - Retry all errors
	:none - Don't retry any errors
	List of HTTP status codes, exception modules, or error atoms




  


        

      


  

    
Forge.Runner 
    



      
GenServer for executing pipelines.
The Runner manages the execution of a pipeline, coordinating the source,
stages, measurements, and storage.
Usage
# Start a runner
{:ok, pid} = Forge.Runner.start_link(
  pipeline_module: MyApp.Pipelines,
  pipeline_name: :data_processing
)

# Run the pipeline
samples = Forge.Runner.run(pid)

# Get status
status = Forge.Runner.status(pid)

# Stop the runner
:ok = Forge.Runner.stop(pid)

      


      
        Summary


  
    Functions
  


    
      
        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        run(runner, timeout \\ :infinity)

      


        Runs the pipeline and returns processed samples.



    


    
      
        start_link(opts)

      


        Starts a pipeline runner.



    


    
      
        status(runner)

      


        Returns the current status of the runner.



    


    
      
        stop(runner)

      


        Stops the runner.



    





      


      
        Functions


        


  
    
      
    
    
      child_spec(init_arg)



        
          
        

    

  


  

Returns a specification to start this module under a supervisor.
See Supervisor.

  



    

  
    
      
    
    
      run(runner, timeout \\ :infinity)



        
          
        

    

  


  

Runs the pipeline and returns processed samples.

  



  
    
      
    
    
      start_link(opts)



        
          
        

    

  


  

Starts a pipeline runner.
Options
	:pipeline_module - Module containing pipeline definitions (required)
	:pipeline_name - Name of the pipeline to run (required)
	:name - GenServer name (optional)


  



  
    
      
    
    
      status(runner)



        
          
        

    

  


  

Returns the current status of the runner.

  



  
    
      
    
    
      stop(runner)



        
          
        

    

  


  

Stops the runner.

  


        

      


  

    
Forge.Runner.Streaming 
    



      
Streaming runner with backpressure and async stage support.
Implements lazy evaluation with Task.async_stream for memory-efficient
processing of large datasets.
Features
	Lazy sample generation (pull model)
	Backpressure via bounded Task mailboxes
	Async I/O-bound stages with concurrency control
	Memory bounded to O(concurrency), not O(dataset_size)

Usage
# Returns a stream (lazy evaluation)
stream = Forge.Runner.Streaming.run(pipeline, concurrency: 10)

# Consume with backpressure
samples = stream |> Enum.take(1000) |> Enum.to_list()

# Or process lazily
stream
|> Stream.each(&process_sample/1)
|> Stream.run()

      


      
        Summary


  
    Functions
  


    
      
        run(pipeline, opts \\ [])

      


        Run pipeline and return a stream of processed samples.
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      run(pipeline, opts \\ [])



        
          
        

    

  


  

Run pipeline and return a stream of processed samples.
Options
	:concurrency - Max concurrent async tasks (default: System.schedulers_online())
	:storage - Storage adapter module (default: nil, no persistence)
	:storage_opts - Options for storage adapter


  


        

      


  

    
Forge.Schema.Artifact 
    



      
Ecto schema for artifact metadata.
Stores pointers to large blobs in external storage (S3, local filesystem).
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        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Forge.Schema.Artifact{
  __meta__: term(),
  artifact_key: String.t() | nil,
  content_hash: String.t() | nil,
  content_type: String.t() | nil,
  id: binary() | nil,
  inserted_at: DateTime.t() | nil,
  sample: Forge.Schema.Sample.t() | Ecto.Association.NotLoaded.t() | nil,
  sample_id: binary() | nil,
  size_bytes: integer() | nil,
  storage_uri: String.t() | nil
}


      



  


        

      


  

    
Forge.Schema.MeasurementRecord 
    



      
Ecto schema for measurement results.
Stores computed metrics and features for samples.
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    Types
  


    
      
        t()
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      t()



        
          
        

    

  


  

      

          @type t() :: %Forge.Schema.MeasurementRecord{
  __meta__: term(),
  computed_at: DateTime.t() | nil,
  id: binary() | nil,
  measurement_key: String.t() | nil,
  measurement_version: integer(),
  sample: Forge.Schema.Sample.t() | Ecto.Association.NotLoaded.t() | nil,
  sample_id: binary() | nil,
  value: map() | nil
}


      



  


        

      


  

    
Forge.Schema.Pipeline 
    



      
Ecto schema for pipeline definitions.
Stores pipeline manifests, configuration hashes, and execution status.
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    Types
  


    
      
        t()
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      t()



        
          
        

    

  


  

      

          @type t() :: %Forge.Schema.Pipeline{
  __meta__: term(),
  deleted_at: DateTime.t() | nil,
  id: binary() | nil,
  inserted_at: DateTime.t() | nil,
  manifest: map() | nil,
  manifest_hash: String.t() | nil,
  name: String.t() | nil,
  samples: [Forge.Schema.Sample.t()] | Ecto.Association.NotLoaded.t(),
  status: String.t(),
  updated_at: DateTime.t() | nil
}


      



  


        

      


  

    
Forge.Schema.RunManifest 
    



      
Ecto schema for storing pipeline run manifests.
Captures the complete configuration and metadata for a pipeline run,
enabling reproducibility and lineage tracking.

      




  

    
Forge.Schema.Sample 
    



      
Ecto schema for sample records.
Stores sample data, status, and tracks lineage through parent relationships.
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    Types
  


    
      
        t()
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      t()



        
          
        

    

  


  

      

          @type t() :: %Forge.Schema.Sample{
  __meta__: term(),
  artifacts: [Forge.Schema.Artifact.t()] | Ecto.Association.NotLoaded.t(),
  child_samples: [t()] | Ecto.Association.NotLoaded.t(),
  data: map(),
  deleted_at: DateTime.t() | nil,
  id: binary() | nil,
  inserted_at: DateTime.t() | nil,
  manifest_hash: String.t() | nil,
  measurements:
    [Forge.Schema.MeasurementRecord.t()] | Ecto.Association.NotLoaded.t(),
  parent_sample: t() | Ecto.Association.NotLoaded.t() | nil,
  parent_sample_id: binary() | nil,
  pipeline: Forge.Schema.Pipeline.t() | Ecto.Association.NotLoaded.t() | nil,
  pipeline_id: binary() | nil,
  stage_executions:
    [Forge.Schema.StageExecution.t()] | Ecto.Association.NotLoaded.t(),
  status: String.t(),
  updated_at: DateTime.t() | nil,
  version: integer()
}


      



  


        

      


  

    
Forge.Schema.StageExecution 
    



      
Ecto schema for stage execution history.
Tracks which stages have been applied to samples, including status and timing.
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      t()



        
          
        

    

  


  

      

          @type t() :: %Forge.Schema.StageExecution{
  __meta__: term(),
  applied_at: DateTime.t() | nil,
  attempt: integer(),
  duration_ms: integer() | nil,
  error_message: String.t() | nil,
  id: integer() | nil,
  sample: Forge.Schema.Sample.t() | Ecto.Association.NotLoaded.t() | nil,
  sample_id: binary() | nil,
  stage_config_hash: String.t() | nil,
  stage_name: String.t() | nil,
  status: String.t()
}


      



  


        

      


  

    
Forge.Stage.Executor 
    



      
Executes stages with retry logic and error handling.
Implements the retry strategy defined in ADR-003, including:
	Per-stage retry policies
	Exponential backoff with jitter
	Error classification (retriable vs non-retriable)
	Dead-letter queue integration

Usage
alias Forge.Stage.Executor

sample = Forge.Sample.new(id: "123", pipeline: :test, data: %{value: 42})

case Executor.apply_with_retry(sample, MyStage) do
  {:ok, processed_sample} ->
    # Stage succeeded

  {:error, :max_retries, reason} ->
    # Stage failed after max attempts, send to DLQ
end

      


      
        Summary


  
    Functions
  


    
      
        apply_with_retry(sample, stage_module)

      


        Applies a stage to a sample with retry logic.



    


    
      
        get_retry_policy(stage_module)

      


        Gets the retry policy for a stage.



    





      


      
        Functions


        


  
    
      
    
    
      apply_with_retry(sample, stage_module)



        
          
        

    

  


  

Applies a stage to a sample with retry logic.
Returns:
	{:ok, sample} - Stage succeeded
	{:skip, reason} - Sample was filtered by stage
	{:error, :max_retries, reason} - Stage failed after max attempts

The function will:
	Get the retry policy from the stage (or use default)
	Attempt to process the sample
	On error, classify if it's retriable
	If retriable and attempts remain, wait and retry
	If non-retriable or max attempts reached, return error


  



  
    
      
    
    
      get_retry_policy(stage_module)



        
          
        

    

  


  

Gets the retry policy for a stage.
If the stage implements retry_policy/0, uses that. Otherwise, returns
the default policy.

  


        

      


  

    
Forge.Storage.Postgres 
    



      
PostgreSQL storage adapter for Forge samples.
Implements durable, queryable storage with support for:
	Sample versioning and lineage
	Stage execution history
	Measurement tracking
	Artifact metadata storage

Options
	:pipeline_name - Name of the pipeline (required)
	:pipeline_manifest - Pipeline manifest map (optional)


      


      
        Summary


  
    Functions
  


    
      
        record_stage_execution(sample_id, stage_name, opts \\ [])

      


        Records a stage execution for a sample.



    





      


      
        Functions


        


    

  
    
      
    
    
      record_stage_execution(sample_id, stage_name, opts \\ [])



        
          
        

    

  


  

Records a stage execution for a sample.
This is a helper function for tracking pipeline lineage.

  


        

      


  

    
Forge.Telemetry 
    



      
Telemetry instrumentation for Forge pipelines.
This module provides helper functions for emitting structured telemetry events
throughout pipeline execution. All events follow the naming convention:
[:forge, :component, :action]
Event Categories
Pipeline Events
	[:forge, :pipeline, :start] - Pipeline execution started
	[:forge, :pipeline, :stop] - Pipeline execution completed
	[:forge, :pipeline, :exception] - Pipeline execution failed with exception

Stage Events
	[:forge, :stage, :start] - Stage processing started for a sample
	[:forge, :stage, :stop] - Stage processing completed (success or error)
	[:forge, :stage, :retry] - Stage retry attempt

Measurement Events
	[:forge, :measurement, :start] - Measurement computation started
	[:forge, :measurement, :stop] - Measurement computation completed
	[:forge, :measurement, :batch_complete] - Batch measurement completed

Storage Events
	[:forge, :storage, :sample_write] - Sample written to storage
	[:forge, :storage, :artifact_upload] - Artifact uploaded
	[:forge, :storage, :artifact_download] - Artifact downloaded

DLQ Events
	[:forge, :dlq, :enqueue] - Sample moved to dead-letter queue

Usage
# Emit events directly
Telemetry.pipeline_start(pipeline_id, run_id, :my_pipeline)

# Or use the span helper for automatic timing
Telemetry.span([:forge, :stage], %{stage: "MyStage"}, fn ->
  # ... processing logic
  {:ok, result}
end)
Attaching Handlers
:telemetry.attach(
  "my-handler",
  [:forge, :pipeline, :start],
  fn event, measurements, metadata, config ->
    # Handle event
  end,
  nil
)

      


      
        Summary


  
    Functions
  


    
      
        attach_handlers(opts \\ [])

      


        Attaches telemetry handlers for logging and metrics aggregation.



    


    
      
        dlq_enqueue(sample_id, stage, error)

      


        Emits a DLQ enqueue event.



    


    
      
        measurement_batch_complete(measurement_key, duration, batch_size)

      


        Emits a batch measurement complete event.



    


    
      
        measurement_start(sample_id, measurement_key, version)

      


        Emits a measurement start event.



    


    
      
        measurement_stop(sample_id, measurement_key, duration, outcome)

      


        Emits a measurement stop event.



    


    
      
        pipeline_exception(pipeline_id, run_id, duration, exception)

      


        Emits a pipeline exception event.



    


    
      
        pipeline_start(pipeline_id, run_id, name)

      


        Emits a pipeline start event.



    


    
      
        pipeline_stop(pipeline_id, run_id, duration, outcome, samples_processed \\ 0)

      


        Emits a pipeline stop event.



    


    
      
        span(event, metadata, fun)

      


        Executes a function and emits telemetry span events.



    


    
      
        stage_retry(sample_id, stage, attempt, delay_ms, error)

      


        Emits a stage retry event.



    


    
      
        stage_start(sample_id, stage, pipeline_id \\ nil, run_id \\ nil)

      


        Emits a stage start event.



    


    
      
        stage_stop(sample_id, stage, duration, outcome, error_type \\ nil)

      


        Emits a stage stop event.



    


    
      
        storage_artifact_download(artifact_key, duration, size_bytes)

      


        Emits a storage artifact download event.



    


    
      
        storage_artifact_upload(artifact_key, duration, size_bytes, deduplication)

      


        Emits a storage artifact upload event.



    


    
      
        storage_sample_write(sample_id, duration, size_bytes, storage_backend)

      


        Emits a storage sample write event.



    





      


      
        Functions


        


    

  
    
      
    
    
      attach_handlers(opts \\ [])



        
          
        

    

  


  

Attaches telemetry handlers for logging and metrics aggregation.
This function should be called once during application startup to attach
handlers that will process telemetry events.
Options
	:reporters - List of reporter modules to attach (default: [])


  



  
    
      
    
    
      dlq_enqueue(sample_id, stage, error)



        
          
        

    

  


  

Emits a DLQ enqueue event.
Measurements
(empty map)
Metadata
	:sample_id - ID of the sample being moved to DLQ
	:stage - Stage where failure occurred
	:error - Error reason or message


  



  
    
      
    
    
      measurement_batch_complete(measurement_key, duration, batch_size)



        
          
        

    

  


  

Emits a batch measurement complete event.
Measurements
	:duration - Duration in native time units
	:batch_size - Number of samples in batch

Metadata
	:measurement_key - Measurement key/name


  



  
    
      
    
    
      measurement_start(sample_id, measurement_key, version)



        
          
        

    

  


  

Emits a measurement start event.
Measurements
	:system_time - System time when measurement started (native units)

Metadata
	:sample_id - ID of the sample being measured
	:measurement_key - Measurement key/name
	:version - Measurement version


  



  
    
      
    
    
      measurement_stop(sample_id, measurement_key, duration, outcome)



        
          
        

    

  


  

Emits a measurement stop event.
Measurements
	:duration - Duration in native time units

Metadata
	:sample_id - ID of the sample being measured
	:measurement_key - Measurement key/name
	:outcome - :computed or :cached


  



  
    
      
    
    
      pipeline_exception(pipeline_id, run_id, duration, exception)



        
          
        

    

  


  

Emits a pipeline exception event.
Measurements
	:duration - Duration before exception (native time units)

Metadata
	:pipeline_id - Unique identifier for the pipeline definition
	:run_id - Unique identifier for this execution run
	:exception - Exception module (e.g., RuntimeError)


  



  
    
      
    
    
      pipeline_start(pipeline_id, run_id, name)



        
          
        

    

  


  

Emits a pipeline start event.
Measurements
	:system_time - System time when pipeline started (native units)

Metadata
	:pipeline_id - Unique identifier for the pipeline definition
	:run_id - Unique identifier for this execution run
	:name - Pipeline name (atom or string)


  



    

  
    
      
    
    
      pipeline_stop(pipeline_id, run_id, duration, outcome, samples_processed \\ 0)



        
          
        

    

  


  

Emits a pipeline stop event.
Measurements
	:duration - Duration in native time units
	:samples_processed - Number of samples successfully processed

Metadata
	:pipeline_id - Unique identifier for the pipeline definition
	:run_id - Unique identifier for this execution run
	:outcome - :completed or :failed


  



  
    
      
    
    
      span(event, metadata, fun)



        
          
        

    

  


  

Executes a function and emits telemetry span events.
This is a convenience function for wrapping operations with automatic
start/stop timing. It emits:
	event ++ [:start] before execution
	event ++ [:stop] after successful execution
	event ++ [:exception] if an exception is raised

Parameters
	event - Base event name (e.g., [:forge, :stage])
	metadata - Metadata to include in all events
	fun - Function to execute

Returns
The return value of the function.
Examples
result = Telemetry.span([:forge, :stage], %{stage: "MyStage"}, fn ->
  # ... processing logic
  {:ok, processed_sample}
end)

  



  
    
      
    
    
      stage_retry(sample_id, stage, attempt, delay_ms, error)



        
          
        

    

  


  

Emits a stage retry event.
Measurements
	:attempt - Attempt number (1-based)
	:delay_ms - Delay before next retry in milliseconds

Metadata
	:sample_id - ID of the sample being processed
	:stage - Stage module name or identifier
	:error - Error reason or message


  



    

    

  
    
      
    
    
      stage_start(sample_id, stage, pipeline_id \\ nil, run_id \\ nil)



        
          
        

    

  


  

Emits a stage start event.
Measurements
	:system_time - System time when stage started (native units)

Metadata
	:sample_id - ID of the sample being processed
	:stage - Stage module name or identifier
	:pipeline_id - Pipeline identifier (optional)
	:run_id - Run identifier (optional)


  



    

  
    
      
    
    
      stage_stop(sample_id, stage, duration, outcome, error_type \\ nil)



        
          
        

    

  


  

Emits a stage stop event.
Measurements
	:duration - Duration in native time units

Metadata
	:sample_id - ID of the sample being processed
	:stage - Stage module name or identifier
	:outcome - :success, :error, or :skip
	:error_type - Error classification (optional, only for errors)


  



  
    
      
    
    
      storage_artifact_download(artifact_key, duration, size_bytes)



        
          
        

    

  


  

Emits a storage artifact download event.
Measurements
	:duration - Duration in native time units
	:size_bytes - Size of artifact in bytes

Metadata
	:artifact_key - Artifact key/path


  



  
    
      
    
    
      storage_artifact_upload(artifact_key, duration, size_bytes, deduplication)



        
          
        

    

  


  

Emits a storage artifact upload event.
Measurements
	:duration - Duration in native time units
	:size_bytes - Size of artifact in bytes

Metadata
	:artifact_key - Artifact key/path
	:deduplication - Whether deduplication was used (boolean)


  



  
    
      
    
    
      storage_sample_write(sample_id, duration, size_bytes, storage_backend)



        
          
        

    

  


  

Emits a storage sample write event.
Measurements
	:duration - Duration in native time units
	:size_bytes - Size of data written in bytes

Metadata
	:sample_id - ID of the sample being stored
	:storage_backend - Storage backend identifier (e.g., :postgres, :ets)


  


        

      


  

    
Forge.Telemetry.Metrics 
    



      
Telemetry metrics definitions for Forge pipelines.
This module defines metric specifications that can be consumed by various
telemetry reporters (StatsD, Prometheus, etc.) using the TelemetryMetrics
library pattern.
Metric Categories
Counters
	Pipeline completions (by outcome)
	Stage executions (by stage, outcome)
	Retry attempts (by stage)
	DLQ enqueues (by stage, error)
	Measurement cache hits/misses

Distributions (Histograms)
	Pipeline duration
	Stage latency (by stage)
	Measurement computation time
	Storage operation latency
	Artifact upload/download sizes

Usage with Reporters
This module provides metric definitions that can be used with different
telemetry reporters. Since telemetry_metrics is an optional dependency,
these are provided as plain maps that reporters can adapt.
Example: Custom Reporter
defmodule MyApp.TelemetryReporter do
  def attach do
    metrics = Forge.Telemetry.Metrics.metrics()

    Enum.each(metrics, fn metric ->
      :telemetry.attach(
        "my-reporter-#{metric.name}",
        metric.event_name,
        &handle_event/4,
        metric
      )
    end)
  end

  defp handle_event(event, measurements, metadata, metric) do
    # Report to your monitoring system
  end
end
Example: StatsD Reporter
defmodule Forge.Telemetry.StatsDReporter do
  def attach do
    metrics = Forge.Telemetry.Metrics.metrics()

    Enum.each(metrics, fn metric ->
      case metric.type do
        :counter ->
          :telemetry.attach(...)

        :distribution ->
          :telemetry.attach(...)
      end
    end)
  end
end
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    Functions
  


    
      
        category(category)

      


        Returns metrics for a specific category.



    


    
      
        counters()

      


        Returns counters only.



    


    
      
        distributions()

      


        Returns distributions only.



    


    
      
        metrics()

      


        Returns a list of metric definitions.
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      category(category)



        
          
        

    

  


  

Returns metrics for a specific category.
Categories:
	:pipeline - Pipeline-level metrics
	:stage - Stage execution metrics
	:measurement - Measurement computation metrics
	:storage - Storage operation metrics
	:dlq - Dead-letter queue metrics


  



  
    
      
    
    
      counters()



        
          
        

    

  


  

Returns counters only.

  



  
    
      
    
    
      distributions()



        
          
        

    

  


  

Returns distributions only.

  



  
    
      
    
    
      metrics()



        
          
        

    

  


  

Returns a list of metric definitions.
Each metric is a map with:
	:type - :counter or :distribution
	:name - Metric name
	:event_name - Telemetry event to listen to
	:measurement - Measurement key to extract
	:tags - List of metadata keys to use as tags
	:unit (distributions only) - Unit of measurement
	:buckets (distributions only) - Histogram bucket boundaries


  


        

      


  

    
Forge.Telemetry.OTel 
    



      
OpenTelemetry integration for Forge (optional).
This module provides OpenTelemetry tracing integration for Forge pipelines.
It creates distributed traces with spans for pipeline runs and stage executions.
Setup
To use this module, add OpenTelemetry dependencies to your mix.exs:
def deps do
  [
    {:opentelemetry, "~> 1.3"},
    {:opentelemetry_exporter, "~> 1.6"}
  ]
end
Then configure it in your application:
# config/runtime.exs
config :opentelemetry,
  resource: %{
    service_name: "my_forge_app",
    service_version: "1.0.0"
  }

config :forge, :telemetry,
  reporters: [Forge.Telemetry.OTel]
Spans Created
	forge.pipeline - Full pipeline execution
	forge.stage - Individual stage execution

Span Attributes
Pipeline spans include:
	forge.pipeline.id - Pipeline identifier
	forge.run.id - Run identifier
	forge.pipeline.name - Pipeline name
	forge.pipeline.outcome - Completion outcome
	forge.pipeline.duration_ms - Duration in milliseconds

Stage spans include:
	forge.stage.name - Stage name
	forge.sample.id - Sample identifier
	forge.stage.outcome - Execution outcome
	forge.stage.duration_ms - Duration in milliseconds
	forge.stage.error_type - Error classification (if failed)
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    Functions
  


    
      
        attach()

      


        Attaches telemetry handlers for OpenTelemetry integration.
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      attach()



        
          
        

    

  


  

Attaches telemetry handlers for OpenTelemetry integration.
This function should be called during application startup, typically by
adding it to the telemetry reporters configuration.

  


        

      


  

    
Forge 
    



      
A domain-agnostic sample factory library for generating, transforming,
and computing measurements on arbitrary samples.
Forge provides a flexible framework for building sample processing pipelines
with pluggable sources, stages, measurements, and storage backends.
Quick Start
# Define a pipeline
defmodule MyPipeline do
  use Forge.Pipeline

  pipeline :example do
    source Forge.Source.Static, data: [%{value: 1}, %{value: 2}]
    stage MyStage
    measurement MyMeasurement
    storage Forge.Storage.ETS, table: :samples
  end
end

# Run the pipeline
{:ok, runner} = Forge.Runner.start_link(
  pipeline_module: MyPipeline,
  pipeline_name: :example
)

samples = Forge.Runner.run(runner)
Core Concepts
	Sample: Data structure representing a sample with id, data, measurements, and status
	Source: Behaviour for generating or providing samples
	Pipeline: Configuration of source, stages, measurements, and storage
	Stage: Behaviour for transforming samples
	Measurement: Behaviour for computing metrics on samples
	Storage: Behaviour for persisting samples
	Runner: GenServer that executes pipelines


      


      
        Summary


  
    Functions
  


    
      
        create_sample(opts)

      


        Creates a new sample with the given attributes.



    


    
      
        pipeline_status(runner)

      


        Gets the status of a running pipeline.



    


    
      
        run_pipeline(runner, timeout \\ :infinity)

      


        Runs a pipeline and returns the processed samples.



    


    
      
        start_pipeline(opts)

      


        Starts a pipeline runner.



    


    
      
        stop_pipeline(runner)

      


        Stops a pipeline runner.
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      create_sample(opts)



        
          
        

    

  


  

Creates a new sample with the given attributes.
Examples
iex> Forge.create_sample(id: "123", pipeline: :test, data: %{value: 42})
%Forge.Sample{id: "123", pipeline: :test, data: %{value: 42}, status: :pending}

  



  
    
      
    
    
      pipeline_status(runner)



        
          
        

    

  


  

Gets the status of a running pipeline.
Examples
status = Forge.pipeline_status(runner)

  



    

  
    
      
    
    
      run_pipeline(runner, timeout \\ :infinity)



        
          
        

    

  


  

Runs a pipeline and returns the processed samples.
Examples
samples = Forge.run_pipeline(runner)

  



  
    
      
    
    
      start_pipeline(opts)



        
          
        

    

  


  

Starts a pipeline runner.
Options
	:pipeline_module - Module containing pipeline definitions (required)
	:pipeline_name - Name of the pipeline to run (required)
	:name - GenServer name (optional)

Examples
{:ok, runner} = Forge.start_pipeline(
  pipeline_module: MyPipeline,
  pipeline_name: :my_pipeline
)

  



  
    
      
    
    
      stop_pipeline(runner)



        
          
        

    

  


  

Stops a pipeline runner.
Examples
:ok = Forge.stop_pipeline(runner)

  


        

      


  

    
Forge.Pipeline 
    



      
DSL for defining sample processing pipelines.
Pipelines define how samples flow from a source through stages to storage,
with measurements computed along the way.
Usage
defmodule MyApp.Pipelines do
  use Forge.Pipeline

  pipeline :data_processing do
    source Forge.Source.Static, data: [%{value: 1}, %{value: 2}]

    stage MyApp.Stages.Normalize
    stage MyApp.Stages.Validate, strict: true

    measurement MyApp.Measurements.Mean
    measurement MyApp.Measurements.StdDev

    storage Forge.Storage.ETS, table: :samples
  end
end
Pipeline Configuration
Each pipeline must have:
	A unique name (atom)
	A source configuration

Optional:
	Stages (can have zero or more)
	Measurements (can have zero or more)
	Storage backend (if not specified, samples are not persisted)

Retrieving Configuration
config = MyApp.Pipelines.__pipeline__(:data_processing)
all_pipelines = MyApp.Pipelines.__pipelines__()
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        pipeline(name, list)
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        (macro)


        
          
        

    

  


  


  


        

      


  

    
Forge.Sample 
    



      
Core data structure representing a sample in the Forge pipeline.
A sample flows through the pipeline, undergoing transformations and measurements.
The sample struct tracks its data, computed measurements, and lifecycle status.

      


      
        Summary


  
    Types
  


    
      
        status()

      


    


    
      
        t()

      


    





  
    Functions
  


    
      
        add_measurements(sample, measurements)

      


        Adds measurements to the sample



    


    
      
        dlq?(arg1)

      


        Checks if sample is in dead-letter queue



    


    
      
        labeled?(arg1)

      


        Checks if sample is labeled



    


    
      
        mark_dlq(sample, reason)

      


        Marks sample for dead-letter queue with reason.



    


    
      
        mark_labeled(sample)

      


        Marks sample as labeled



    


    
      
        mark_measured(sample)

      


        Marks sample as measured with current timestamp



    


    
      
        mark_ready(sample)

      


        Marks sample as ready



    


    
      
        mark_skipped(sample)

      


        Marks sample as skipped



    


    
      
        measured?(arg1)

      


        Checks if sample has been measured



    


    
      
        merge_data(sample, data)

      


        Merges data into sample



    


    
      
        new(opts)

      


        Creates a new sample with the given attributes.



    


    
      
        pending?(arg1)

      


        Checks if sample is pending



    


    
      
        ready?(arg1)

      


        Checks if sample is ready



    


    
      
        skipped?(arg1)

      


        Checks if sample was skipped



    


    
      
        update_data(sample, data)

      


        Updates sample data
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      status()



        
          
        

    

  


  

      

          @type status() :: :pending | :measured | :ready | :labeled | :skipped | :dlq


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Forge.Sample{
  created_at: DateTime.t(),
  data: map(),
  dlq_reason: map() | nil,
  id: String.t(),
  measured_at: DateTime.t() | nil,
  measurements: map(),
  pipeline: atom(),
  status: status()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      add_measurements(sample, measurements)



        
          
        

    

  


  

Adds measurements to the sample

  



  
    
      
    
    
      dlq?(arg1)



        
          
        

    

  


  

Checks if sample is in dead-letter queue

  



  
    
      
    
    
      labeled?(arg1)



        
          
        

    

  


  

Checks if sample is labeled

  



  
    
      
    
    
      mark_dlq(sample, reason)



        
          
        

    

  


  

Marks sample for dead-letter queue with reason.
Options
	:stage - Stage name that failed (required)
	:error - Error that caused failure (required)
	:attempts - Number of attempts made (optional)


  



  
    
      
    
    
      mark_labeled(sample)



        
          
        

    

  


  

Marks sample as labeled

  



  
    
      
    
    
      mark_measured(sample)



        
          
        

    

  


  

Marks sample as measured with current timestamp

  



  
    
      
    
    
      mark_ready(sample)



        
          
        

    

  


  

Marks sample as ready

  



  
    
      
    
    
      mark_skipped(sample)



        
          
        

    

  


  

Marks sample as skipped

  



  
    
      
    
    
      measured?(arg1)



        
          
        

    

  


  

Checks if sample has been measured

  



  
    
      
    
    
      merge_data(sample, data)



        
          
        

    

  


  

Merges data into sample

  



  
    
      
    
    
      new(opts)



        
          
        

    

  


  

Creates a new sample with the given attributes.
Options
	:id - Unique identifier (required)
	:pipeline - Pipeline name (required)
	:data - Sample data map (required)
	:status - Initial status (default: :pending)
	:measurements - Initial measurements map (default: %{})
	:created_at - Creation timestamp (default: now)

Examples
iex> Forge.Sample.new(id: "123", pipeline: :test, data: %{value: 42})
%Forge.Sample{id: "123", pipeline: :test, data: %{value: 42}, status: :pending}

  



  
    
      
    
    
      pending?(arg1)



        
          
        

    

  


  

Checks if sample is pending

  



  
    
      
    
    
      ready?(arg1)



        
          
        

    

  


  

Checks if sample is ready

  



  
    
      
    
    
      skipped?(arg1)



        
          
        

    

  


  

Checks if sample was skipped

  



  
    
      
    
    
      update_data(sample, data)



        
          
        

    

  


  

Updates sample data

  


        

      


  

    
Forge.Measurement behaviour
    



      
Behaviour for computing measurements on samples.
Measurements are computations performed on batches of samples to extract
metrics, statistics, or derived values. They can be synchronous (blocking)
or asynchronous (non-blocking).
Callbacks
	compute/1 - Calculate measurements from a list of samples (required)
	key/0 - Unique identifier for this measurement (required)
	version/0 - Version number for this measurement (required)
	async?/0 - Whether to run asynchronously (optional, default: false)
	batch_capable?/0 - Whether measurement supports batch processing (optional, default: false)
	batch_size/0 - Preferred batch size (optional, required if batch_capable?)
	compute_batch/1 - Compute measurements for a batch of samples (optional)
	dependencies/0 - List of measurement modules this depends on (optional, default: [])
	timeout/0 - Timeout for computation in milliseconds (optional, default: 60_000)

Examples
defmodule MyMeasurement do
  @behaviour Forge.Measurement

  def key do
    config = %{model: "v1"}
    hash = :crypto.hash(:sha256, :erlang.term_to_binary(config)) |> Base.encode16()
    "my_measurement:#{hash}"
  end

  def version, do: 1

  def compute(samples) do
    values = Enum.map(samples, & &1.data.value)
    mean = Enum.sum(values) / length(values)
    {:ok, %{mean: mean}}
  end
end

defmodule BatchMeasurement do
  @behaviour Forge.Measurement

  def key, do: "batch_measurement:v1"
  def version, do: 1
  def batch_capable?, do: true
  def batch_size, do: 50

  def compute_batch(samples) do
    # Vectorized computation
    Enum.map(samples, fn sample ->
      {sample.id, %{result: compute_for_sample(sample)}}
    end)
  end

  def compute(samples) do
    {:ok, [result]} = compute_batch(samples)
    {:ok, elem(result, 1)}
  end
end

      


      
        Summary


  
    Callbacks
  


    
      
        async?()

      


        Indicates whether this measurement should run asynchronously.



    


    
      
        batch_capable?()

      


        Indicates whether this measurement supports batch processing.



    


    
      
        batch_size()

      


        Returns the preferred batch size for batch processing.



    


    
      
        compute(samples)

      


        Compute measurements from a list of samples.



    


    
      
        compute_batch(samples)

      


        Compute measurements for a batch of samples.



    


    
      
        dependencies()

      


        Returns list of measurement modules this measurement depends on.



    


    
      
        key()

      


        Returns a unique key for this measurement.



    


    
      
        timeout()

      


        Returns the timeout for computation in milliseconds.



    


    
      
        version()

      


        Returns the version number for this measurement.



    





  
    Functions
  


    
      
        async?(module)

      


        Returns whether the given measurement module should run asynchronously.



    


    
      
        batch_capable?(module)

      


        Returns whether the given measurement module supports batch processing.



    


    
      
        batch_size(module)

      


        Returns the batch size for the given measurement module.



    


    
      
        dependencies(module)

      


        Returns the dependencies for the given measurement module.



    


    
      
        timeout(module)

      


        Returns the timeout for the given measurement module.



    





      


      
        Callbacks


        


  
    
      
    
    
      async?()


        (optional)


        
          
        

    

  


  

      

          @callback async?() :: boolean()


      


Indicates whether this measurement should run asynchronously.
Asynchronous measurements don't block pipeline completion and are
executed in separate tasks.
Defaults to false if not implemented.

  



  
    
      
    
    
      batch_capable?()


        (optional)


        
          
        

    

  


  

      

          @callback batch_capable?() :: boolean()


      


Indicates whether this measurement supports batch processing.
Batch-capable measurements can process multiple samples in a single
operation for better efficiency (e.g., batch API calls).
Defaults to false if not implemented.

  



  
    
      
    
    
      batch_size()


        (optional)


        
          
        

    

  


  

      

          @callback batch_size() :: pos_integer()


      


Returns the preferred batch size for batch processing.
Required if batch_capable?/0 returns true.

  



  
    
      
    
    
      compute(samples)



        
          
        

    

  


  

      

          @callback compute(samples :: [Forge.Schema.Sample.t()]) ::
  {:ok, measurements :: map()} | {:error, reason :: any()}


      


Compute measurements from a list of samples.
Returns {:ok, measurements_map} with computed measurements, or
{:error, reason} on failure.
The measurements map can contain any key-value pairs representing
computed metrics.

  



  
    
      
    
    
      compute_batch(samples)


        (optional)


        
          
        

    

  


  

      

          @callback compute_batch(samples :: [Forge.Schema.Sample.t()]) ::
  {:ok, [{sample_id :: binary(), value :: map()}]} | {:error, reason :: any()}


      


Compute measurements for a batch of samples.
Returns a list of {sample_id, value} tuples.
Required if batch_capable?/0 returns true.

  



  
    
      
    
    
      dependencies()


        (optional)


        
          
        

    

  


  

      

          @callback dependencies() :: [module()]


      


Returns list of measurement modules this measurement depends on.
Dependencies will be computed before this measurement.
Defaults to [] if not implemented.

  



  
    
      
    
    
      key()



        
          
        

    

  


  

      

          @callback key() :: String.t()


      


Returns a unique key for this measurement.
The key should include a hash of the configuration to ensure different
configurations generate different keys.

  



  
    
      
    
    
      timeout()


        (optional)


        
          
        

    

  


  

      

          @callback timeout() :: pos_integer()


      


Returns the timeout for computation in milliseconds.
Defaults to 60_000 (60 seconds) if not implemented.

  



  
    
      
    
    
      version()



        
          
        

    

  


  

      

          @callback version() :: pos_integer()


      


Returns the version number for this measurement.
Increment when the computation logic changes to invalidate old results.

  


        

      

      
        Functions


        


  
    
      
    
    
      async?(module)



        
          
        

    

  


  

Returns whether the given measurement module should run asynchronously.

  



  
    
      
    
    
      batch_capable?(module)



        
          
        

    

  


  

Returns whether the given measurement module supports batch processing.

  



  
    
      
    
    
      batch_size(module)



        
          
        

    

  


  

Returns the batch size for the given measurement module.

  



  
    
      
    
    
      dependencies(module)



        
          
        

    

  


  

Returns the dependencies for the given measurement module.

  



  
    
      
    
    
      timeout(module)



        
          
        

    

  


  

Returns the timeout for the given measurement module.

  


        

      


  

    
Forge.Source behaviour
    



      
Behaviour for sample sources.
Sources provide samples to pipelines. They can be static lists, generators,
database queries, or any other data provider.
Lifecycle
	init/1 - Initialize the source with configuration options
	fetch/1 - Retrieve the next batch of samples (called repeatedly)
	cleanup/1 - Clean up resources when done

Examples
defmodule MySource do
  @behaviour Forge.Source

  def init(opts) do
    {:ok, %{data: Keyword.fetch!(opts, :data), index: 0}}
  end

  def fetch(%{data: data, index: index} = state) do
    if index < length(data) do
      sample = Enum.at(data, index)
      {:ok, [sample], %{state | index: index + 1}}
    else
      {:done, state}
    end
  end

  def cleanup(_state), do: :ok
end

      


      
        Summary


  
    Callbacks
  


    
      
        cleanup(state)

      


        Clean up any resources held by the source.



    


    
      
        fetch(state)

      


        Fetch the next batch of samples.



    


    
      
        init(opts)

      


        Initialize the source with the given options.



    





      


      
        Callbacks


        


  
    
      
    
    
      cleanup(state)



        
          
        

    

  


  

      

          @callback cleanup(state :: any()) :: :ok


      


Clean up any resources held by the source.

  



  
    
      
    
    
      fetch(state)



        
          
        

    

  


  

      

          @callback fetch(state :: any()) ::
  {:ok, samples :: [map()], new_state :: any()} | {:done, state :: any()}


      


Fetch the next batch of samples.
Returns:
	{:ok, samples, new_state} - Batch of sample data maps with updated state
	{:done, state} - No more samples available


  



  
    
      
    
    
      init(opts)



        
          
        

    

  


  

      

          @callback init(opts :: keyword()) :: {:ok, state :: any()} | {:error, reason :: any()}


      


Initialize the source with the given options.
Returns {:ok, state} with initial state or {:error, reason} on failure.

  


        

      


  

    
Forge.Stage behaviour
    



      
Behaviour for pipeline stages.
Stages transform samples as they flow through a pipeline. Each stage processes
one sample at a time and can:
	Transform the sample data
	Filter out samples (skip)
	Change the sample status
	Add metadata or measurements
	Fail with an error

Return Values
	{:ok, sample} - Continue with the transformed sample
	{:skip, reason} - Remove this sample from the pipeline
	{:error, reason} - Stage failed, error handling depends on runner config

Examples
defmodule NormalizeStage do
  @behaviour Forge.Stage

  def process(sample) do
    normalized = sample.data.value / 100.0
    data = Map.put(sample.data, :normalized, normalized)
    {:ok, %{sample | data: data}}
  end
end

defmodule FilterStage do
  @behaviour Forge.Stage

  def process(sample) do
    if sample.data.value > 0 do
      {:ok, sample}
    else
      {:skip, :negative_value}
    end
  end
end

      


      
        Summary


  
    Callbacks
  


    
      
        async?()

      


        Whether this stage should be executed asynchronously.



    


    
      
        concurrency()

      


        Concurrency limit for async stages.



    


    
      
        process(sample)

      


        Process a single sample.



    


    
      
        timeout()

      


        Timeout for stage execution in milliseconds.



    





  
    Functions
  


    
      
        async?(stage_module)

      


        Helper to check if a stage module supports async execution.



    


    
      
        concurrency(stage_module)

      


        Helper to get stage concurrency setting.



    


    
      
        timeout(stage_module)

      


        Helper to get stage timeout.



    





      


      
        Callbacks


        


  
    
      
    
    
      async?()


        (optional)


        
          
        

    

  


  

      

          @callback async?() :: boolean()


      


Whether this stage should be executed asynchronously.
Async stages are executed concurrently with backpressure control.
Useful for I/O-bound stages (LLM calls, embeddings, HTTP APIs).
Defaults to false (synchronous execution).

  



  
    
      
    
    
      concurrency()


        (optional)


        
          
        

    

  


  

      

          @callback concurrency() :: pos_integer()


      


Concurrency limit for async stages.
Limits the number of concurrent executions for this stage.
Defaults to System.schedulers_online() if not specified.

  



  
    
      
    
    
      process(sample)



        
          
        

    

  


  

      

          @callback process(sample :: Forge.Sample.t()) ::
  {:ok, Forge.Sample.t()} | {:skip, reason :: any()} | {:error, reason :: any()}


      


Process a single sample.
The sample is passed through the stage and can be transformed, filtered, or
cause an error.

  



  
    
      
    
    
      timeout()


        (optional)


        
          
        

    

  


  

      

          @callback timeout() :: pos_integer()


      


Timeout for stage execution in milliseconds.
Stages exceeding this timeout will be killed.
Defaults to 30_000 (30 seconds).

  


        

      

      
        Functions


        


  
    
      
    
    
      async?(stage_module)



        
          
        

    

  


  

Helper to check if a stage module supports async execution.

  



  
    
      
    
    
      concurrency(stage_module)



        
          
        

    

  


  

Helper to get stage concurrency setting.

  



  
    
      
    
    
      timeout(stage_module)



        
          
        

    

  


  

Helper to get stage timeout.

  


        

      


  

    
Forge.Storage behaviour
    



      
Behaviour for sample storage backends.
Storage backends persist samples after pipeline processing. They can be
in-memory, disk-based, database-backed, or stream to external systems.
Lifecycle
	init/1 - Initialize storage with configuration
	store/2 - Store a batch of samples
	retrieve/2 - Retrieve a sample by ID (optional)
	list/2 - List samples with filters (optional)
	cleanup/1 - Clean up resources

Examples
defmodule MyStorage do
  @behaviour Forge.Storage

  def init(opts) do
    path = Keyword.fetch!(opts, :path)
    File.mkdir_p!(path)
    {:ok, %{path: path}}
  end

  def store(samples, %{path: path} = state) do
    Enum.each(samples, fn sample ->
      file = Path.join(path, "#{sample.id}.json")
      File.write!(file, Jason.encode!(sample))
    end)
    {:ok, state}
  end

  def cleanup(_state), do: :ok
end

      


      
        Summary


  
    Callbacks
  


    
      
        cleanup(state)

      


        Clean up any resources held by the storage backend.



    


    
      
        init(opts)

      


        Initialize the storage backend with configuration options.



    


    
      
        list(filters, state)

      


        List samples matching the given filters.



    


    
      
        retrieve(id, state)

      


        Retrieve a sample by ID.



    


    
      
        store(samples, state)

      


        Store a batch of samples.



    





      


      
        Callbacks


        


  
    
      
    
    
      cleanup(state)



        
          
        

    

  


  

      

          @callback cleanup(state :: any()) :: :ok


      


Clean up any resources held by the storage backend.

  



  
    
      
    
    
      init(opts)



        
          
        

    

  


  

      

          @callback init(opts :: keyword()) :: {:ok, state :: any()} | {:error, reason :: any()}


      


Initialize the storage backend with configuration options.
Returns {:ok, state} with initial state or {:error, reason} on failure.

  



  
    
      
    
    
      list(filters, state)


        (optional)


        
          
        

    

  


  

      

          @callback list(filters :: keyword(), state :: any()) ::
  {:ok, [Forge.Sample.t()], state :: any()} | {:error, reason :: any()}


      


List samples matching the given filters.
Filters are backend-specific keyword lists. Common filters include:
	pipeline: atom() - Filter by pipeline name
	status: atom() - Filter by status
	after: DateTime.t() - Samples created after timestamp
	before: DateTime.t() - Samples created before timestamp

Returns {:ok, samples, new_state} or {:error, reason}.
This callback is optional - not all storage backends need to support listing.

  



  
    
      
    
    
      retrieve(id, state)


        (optional)


        
          
        

    

  


  

      

          @callback retrieve(id :: String.t(), state :: any()) ::
  {:ok, Forge.Sample.t(), state :: any()} | {:error, reason :: any()}


      


Retrieve a sample by ID.
Returns {:ok, sample, new_state} if found, {:error, :not_found} if not found,
or {:error, reason} on other failures.
This callback is optional - not all storage backends need to support retrieval.

  



  
    
      
    
    
      store(samples, state)



        
          
        

    

  


  

      

          @callback store(samples :: [Forge.Sample.t()], state :: any()) ::
  {:ok, state :: any()} | {:error, reason :: any()}


      


Store a batch of samples.
Returns {:ok, new_state} on success or {:error, reason} on failure.

  


        

      


  

    
Forge.Source.Generator 
    



      
Generator source that creates samples using a function.
Generates samples dynamically using a generator function that receives
an index and returns a data map.
Options
	:count - Number of samples to generate (required)
	:generator - Function that takes index and returns data map (required)
	:batch_size - Number of samples per fetch (default: count, all at once)

Examples
# Generate 100 random samples
source Forge.Source.Generator,
  count: 100,
  generator: fn index ->
    %{id: index, value: :rand.uniform()}
  end

# With batching
source Forge.Source.Generator,
  count: 1000,
  batch_size: 100,
  generator: fn index ->
    %{index: index, data: generate_data(index)}
  end

      




  

    
Forge.Source.Static 
    



      
Static source that provides a pre-defined list of samples.
Useful for testing and small datasets where all data is available in memory.
Options
	:data - List of data maps (required)

Examples
# In pipeline config
source Forge.Source.Static, data: [
  %{value: 1},
  %{value: 2},
  %{value: 3}
]

# Direct usage
{:ok, state} = Forge.Source.Static.init(data: [%{x: 1}, %{x: 2}])
{:ok, samples, state} = Forge.Source.Static.fetch(state)
{:done, _state} = Forge.Source.Static.fetch(state)

      




  

    
Forge.Storage.ETS 
    



      
In-memory ETS-based storage backend.
Fast, queryable storage using Erlang Term Storage. Data is lost when the
process terminates.
Options
	:table - Table name (default: :forge_samples)
	:type - Table type (default: :set, can be :ordered_set, :bag, :duplicate_bag)

Examples
# In pipeline config
storage Forge.Storage.ETS, table: :my_samples

# Manual usage
{:ok, state} = Forge.Storage.ETS.init(table: :test)
{:ok, state} = Forge.Storage.ETS.store(samples, state)
{:ok, sample, state} = Forge.Storage.ETS.retrieve("id-123", state)
{:ok, all, state} = Forge.Storage.ETS.list([], state)
:ok = Forge.Storage.ETS.cleanup(state)
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