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    Changelog

All notable changes to the Framework will be documented in this file.
The format is based on Keep a Changelog,
and this project adheres to Semantic Versioning.
[0.5.0] - 2025-10-21
🔧 Package Configuration - Public Hex.pm Release
	IMPORTANT: Changed from private organization to public Hex.pm package	✅ Removed: organization: "makerstudio" from package configuration
	✅ Updated: All documentation to reflect public package usage
	✅ Migration: Users can now install via {:framework, "~> 0.5.0"} (no organization needed)
	This makes the framework publicly accessible to the entire Elixir community



🌍 Internationalization (i18n) - Complete Framework-Level Support
	MAJOR FEATURE: Full i18n support integrated into the framework's canonical flow
	✅ Locale Resolution: Multi-layered priority chain (input → user → session → header → default)
	✅ Context Integration: Framework.Kernel automatically hydrates ctx.locale for all operations
	✅ Pure Translation Helpers: t/3 and tn/5 available in plan functions (no I/O, deterministic)
	✅ Effects Locale Support: Email/webhook templates automatically resolve locale-specific versions
	✅ Template Fallback: Graceful degradation from locale-specific → default templates
	✅ Gettext Integration: Compile-time translation validation with .po file support
	✅ 3 Default Locales: en-US, es-ES, fr-FR included with framework
	✅ Documentation: Complete examples in moduledocs and building-b2b-app-using-framework.md
	✅ 23 New Tests: Full coverage of locale resolution, translation, and template systems
	✅ All 297 Tests Passing: Zero regressions, full backward compatibility


	New Modules:
	Framework.I18n - Core i18n module with locale resolution
	Framework.I18n.Gettext - Gettext backend for compile-time translations


	Enhanced Modules:
	Framework.Kernel - Auto-hydrates context with resolved locale
	Framework.Transaction.DSL - Added t/3 and tn/5 pure translation helpers
	Framework.Effects.Email - Locale-aware template resolution (fallback chain)
	Framework.Effects.Webhook - Locale-aware template resolution (fallback chain)


	New Files:
	priv/gettext/{en-US,es-ES,fr-FR}/LC_MESSAGES/*.po - Translation files
	priv/email_templates/{en-US,es-ES,fr-FR}/*.txt - Locale-specific email templates


	Configuration:
config :framework, Framework.I18n,
  default_locale: "en-US",
  supported_locales: ["en-US", "es-ES", "fr-FR"],
  gettext_backend: MyApp.Gettext

	Migration Path: Products can immediately start using i18n by:
	Configuring supported locales
	Using t(ctx, key) in plan functions for translations
	Creating locale-specific templates in priv/{email,webhook}_templates/{locale}/
	Extracting translation keys with mix gettext.extract



[0.4.12] - 2025-10-02
🔧 Code Quality - Dialyzer Type Checking Fix
	IMPROVEMENT: Eliminated Dialyzer warning in Framework.Effects.Email module	✅ Root Cause: Runtime defmodule TempMailer inside function blocked static analysis
	✅ Solution: Replaced dynamic module creation with direct Swoosh adapter invocation
	✅ Impact: Full Dialyzer type verification now covers email delivery path
	✅ Performance: Eliminated unnecessary module creation overhead on every email send
	✅ Verification: All 276 tests pass, Dialyzer passes cleanly, zero regressions
	Enhanced type safety enables better compile-time error detection



📚 Documentation Quality - Comprehensive Spec & Doc Audit
	VERIFIED: Complete audit of all @spec, @type, and @doc examples	✅ All 9 @spec declarations verified correct and matching implementations
	✅ All 2 @type definitions verified used correctly in specs
	✅ All 272 @doc/@moduledoc blocks comprehensive and accurate
	✅ All 2 doctests passing with runnable examples
	✅ Zero @deprecated annotations (all code current)
	Framework maintains 100% documentation quality score



[0.4.11] - 2025-10-02
🚀 Transaction DSL Effects System
	FEATURE: Complete Framework.Transaction.DSL effects system implementation	Transaction context piping and effect idempotency handling
	Comprehensive test coverage for transaction flows
	Enhanced runtime environment handling with fallback to configuration



[0.4.10] - 2025-09-03
🔧 Process Improvement - Publish Script Reliability
	IMPROVEMENT: Enhanced publish script timeout handling to prevent build interruptions
	Infrastructure: Extended timeout capacity for comprehensive CI/CD pipeline completion
	Quality Assurance: Full static analysis and documentation generation now completes reliably

[0.4.9] - 2025-09-03
🚨 Critical Bug Fix - SLO Monitoring Negative Emit Lag
	CRITICAL FIX: Fixed negative emit lag times causing Framework's SLO monitoring system gauge updates to fail	✅ Root Cause: Clock skew between database and application servers caused DateTime.diff() to return negative values when database timestamps were in the future
	✅ Solution: Added max(0, ...) wrapper to ensure emit_lag_ms() and consumer_lag_ms() always return non-negative values
	✅ Impact: OpenTelemetry gauge updates no longer fail, preventing SLO monitoring system shutdown
	✅ Verification: All 71 framework tests pass, 8 observability tests pass, clock skew scenarios handled correctly
	The fix gracefully handles clock synchronization issues between database and application infrastructure



🔧 Technical Details
	Enhanced StreamEmitter.emit_lag_ms/0: Now prevents negative lag values using max(0, DateTime.diff(now, created_at_utc, :millisecond))
	Enhanced StreamEmitter.consumer_lag_ms/1: Same protection applied to consumer lag calculations
	Clock Skew Resilience: Framework now tolerates database server clocks running ahead of application servers
	Zero Breaking Changes: Existing API contracts maintained, all observability metrics continue to work correctly

[0.4.8] - 2025-09-03
🚨 Critical Bug Fix - Primary Key Upsert Operations
	CRITICAL FIX: Fixed primary key exclusion in Framework upsert operations that caused PostgreSQL NULL constraint violations	✅ Root Cause: Framework.Kernel.execute_upsert_multi/2 excluded primary key fields from INSERT statements
	✅ Solution: Implemented Primary Key Preservation Pattern - extract primary keys before changeset filtering, validate via changeset, then merge back for database operation
	✅ Security Maintained: Schema changesets still filter primary keys during validation phase
	✅ Validation Preserved: All existing validation rules execute normally
	✅ Architecture Clean: Fix contained in kernel layer, no schema changes required
	✅ Impact: ALL Framework upsert operations with explicit primary keys now work correctly
	The fix preserves validation and security boundaries while ensuring primary keys reach PostgreSQL
	All 241 tests pass with enhanced upsert reliability



🔧 Technical Details
	Enhanced execute_upsert_multi/2: Now uses Primary Key Preservation Pattern
	Validation First: Changesets validate all fields except primary keys (security preserved)
	Merge Strategy: Primary keys merged back into changeset.changes only after validation passes
	Database Operation: Enhanced changeset with primary keys sent to PostgreSQL
	Zero Breaking Changes: Existing API contracts maintained

[0.4.6] - 2025-09-03
🚨 Critical Bug Fixes - Sequence Management Race Condition
	SECURITY FIX: Eliminated race condition in sequence management by leveraging PostgreSQL BIGSERIAL atomicity	✅ Removed manual nextval() calls: Framework now uses INSERT...RETURNING sequence for atomic sequence generation
	✅ Fixed race conditions: Sequence generation is now atomic within transaction boundaries
	✅ Guaranteed ordering: Events are now in true commit order without gaps from rollbacks
	✅ Better performance: Eliminated separate sequence calls, reduced I/O operations
	The previous approach of manual nextval('outbox_sequence_seq') outside INSERT broke atomicity
	This could cause sequence gaps and out-of-order events in high-concurrency scenarios
	All 241 tests pass with enhanced reliability and no sequence management race conditions



🔧 Internal Changes
	Updated insert_event!/3: Now returns atomically generated sequence from PostgreSQL
	Refactored transaction flows: Event generation now drives sequence allocation atomically
	Fixed JSONB handling: Let PostgreSQL handle JSONB conversion instead of pre-encoding
	Updated test helpers: Removed manual sequence management from test utilities

[0.4.5] - 2025-09-03
✨ Enhanced Architecture & Performance
	Configurable Effects Worker: Made effects worker configurable and removed hardcoded dependency	Framework no longer assumes specific worker configuration
	Better separation of concerns between framework and application
	Enhanced flexibility for different deployment scenarios



[0.4.4] - 2025-09-02
✨ Enhanced Architecture & Performance
	Configurable Upsert Conflict Resolution: Removed hardcoded upsert logic from Framework.Kernel.execute_upsert
	Added conflict_resolution_registry configuration for table-specific conflict strategies
	Supports :replace_all, {:replace, field_list}, and custom strategies per table
	Eliminates framework coupling to specific business schema requirements
	Enhanced flexibility for different application domain needs


	Ecto.Multi Transaction Handling: Upgraded transaction processing for improved atomicity
	Transaction DSL plans now use Ecto.Multi for atomic multi-step operations
	Better error isolation and rollback semantics
	Enhanced debugging and transaction failure reporting
	Improved performance through optimized transaction pipelines
	All 241 tests pass with enhanced transaction reliability



🔧 Configuration Changes
	New Config: Added conflict_resolution_registry to framework configuration	Maps table names to upsert conflict resolution strategies
	Backwards compatible - defaults to :replace_all for unconfigured tables
	Example: conflict_resolution_registry: %{users: {:replace, [:email, :name]}}



[0.4.3] - 2025-09-02
🔧 Bug Fixes
	Fixed DateTime comparison error in Debug Overlay Timeline: Fixed FunctionClauseError when comparing NaiveDateTime values with DateTime.compare/2 in Framework.Overlay.Timeline.get_recent_requests/1	Used existing ensure_datetime/1 helper to normalize timestamp types before comparison
	Fixed both sorting and max_by operations to handle mixed DateTime/NaiveDateTime from database
	Debug overlay timeline now works correctly without crashing



[0.4.2] - 2025-01-01
🚨 Critical Bug Fixes - COMPLETE FIX
	SECURITY FIX: Fixed ALL validation failure patterns in Framework.Kernel.compile	✅ Return-based failures: %{type: :fail, error: :validation_failed, ...} now properly return {:error, {error_type, reason}}
	✅ ensure() calls: ensure(condition) inside plan functions now properly return {:error, {error_type, reason}}
	✅ Exception-based: Direct DSL ensure() calls continue to work correctly
	This prevents data corruption and business logic constraint violations
	All 241 tests pass with no regressions



[0.4.1] - 2025-01-01 [YANKED - Incomplete Fix]
🚨 Partial Bug Fixes
	INCOMPLETE: Only fixed return-based validation failures, missed ensure() calls in plan functions

[0.2.0] - 2025-08-29
Added
	bounded_list/3 Function: New safer alternative to list/2 requiring limit, order_by, and index_hint parameters
	RequireBoundedList Credo Rule: Compile-time detection of unbounded list/2 calls with helpful guidance messages  
	Migration Generator: New mix framework.gen.migrations task with version stamping and drift detection
	Invariant Pattern Documentation: Three concrete recipes for unique indexes, guard row locking, and aggregate caps
	Auth Defense-in-Depth: Database-level enforcement patterns with CI checklist for RLS, FK constraints, and enums
	Enhanced Effects Idempotency: Clear policy guidance preferring {:by_natural_key, ...} over {:by_request}
	External Dedupe Recommendations: HTTP semantics documentation for 409 vs 200 response patterns

Enhanced
	Transaction DSL Documentation: Fixed contradictions, added bounded_list/3 usage examples with safety constraints
	Effects Documentation: Tightened idempotency guidance with concrete examples and external API recommendations  
	AppSpec Documentation: Added comprehensive multi-layer security patterns with SQL examples
	Getting Started Guide: Updated to use automated migration generator instead of manual file copying
	CLAUDE.md: Reflects new automated workflow and enhanced safety features

Security
	Compile-Time Safety: Prevents unbounded database queries that could cause production outages
	Database Constraints: Comprehensive patterns for multi-layer authorization enforcement 
	Drift Prevention: Version-stamped migrations with checksum validation prevent configuration drift

Testing
	Comprehensive Test Coverage: 18 new behavioral tests for bounded_list/3 functionality and Credo rule detection
	Test Suite Status: 231/231 tests passing (100% success rate) with 0 Credo violations across 82 files

Breaking Changes
	None - all changes are backward compatible additions

[0.1.3] - 2025-08-29
Added
	CLAUDE.md: Comprehensive development guide for Claude Code integration
	Git Repository: Initialized version control with comprehensive .gitignore
	Development Documentation: Complete architecture overview and workflow patterns
	Publishing Pipeline: Ready for private Hex.pm distribution

Improved
	Enhanced .gitignore with Elixir-specific patterns and security considerations
	Structured project for optimal Claude Code development experience

[0.1.1] - 2025-08-28
Fixed
	CRITICAL SUCCESS: Achieved 100% test success (134 tests, 0 failures)
	Fixed foreign key constraint error in UpdateProfile operation user-profile relationship
	Corrected User schema changeset to support manual ID assignment for test operations  
	Fixed result type mismatch in UserSignup operation for proper DLQ testing
	Enhanced test schema compatibility with operation requirements
	Resolved all framework extraction issues from umbrella project structure

Improved
	Zero Shortcuts Approach: Systematic root-cause analysis and comprehensive fixes
	Complete architectural compliance maintained throughout all fixes
	Enhanced schema-operation integration for seamless test execution

[0.1.0] - 2024-08-28
Added
	Initial release of the Framework
	Transaction DSL for pure, deterministic operations
	AppSpec for verified routes and message security
	Real-time navigation with :navigated → :render supersedence
	Comprehensive observability with structured logging and metrics
	Effects system with post-commit, at-least-once execution
	Event-driven architecture with global sequencing
	JSON Schema-based contracts with append-only evolution
	Complete test suite with 151 passing tests
	Production-ready conformance demo application
	CI gates for schema validation and architectural compliance

Features
	Accept → Plan → Commit → Emit → Replay flow: Complete event-driven architecture
	Pure Transaction DSL: READ → GUARD → COMPUTE → WRITE pattern with compile-time safety
	Verified Routes & MessageSecurity: Type-safe navigation with pure authorization predicates
	Global Event Sequencing: Monotonic sequence numbers for total ordering across domains
	Post-commit Effects: Idempotent external interactions with automatic retry and dead-letter handling
	Schema Registry: JSON Schema validation with digest verification and PII/size budgets
	Observability: Structured logging, OpenTelemetry integration, and comprehensive debug overlay
	Database Integration: Ecto-based with natural-key upserts and foreign key constraint management



  

    
Framework.Effects.Email 
    



      
Email sending and template rendering for Framework effects.
Provides email sending capabilities with template rendering support.
Uses Swoosh for email delivery with configurable adapters.
Configuration
Configure in your application config:
config :framework, :email_config, %{
  adapter: Swoosh.Adapters.SMTP,  # or Swoosh.Adapters.Test for testing
  from_email: "noreply@yourapp.com",
  from_name: "Your App",
  templates_dir: "priv/email_templates",
  # Adapter-specific config
  smtp: %{
    relay: "smtp.yourprovider.com",
    username: "your_username",
    password: "your_password",
    tls: :always,
    auth: :always,
    port: 587
  }
}
Template System
Email templates are simple text files with variable interpolation:
	Subject templates: templates_dir/<template_name>_subject.txt
	Body templates: templates_dir/<template_name>_body.txt
	HTML templates (optional): templates_dir/<template_name>_body.html

Variables in templates are replaced using {{variable_name}} syntax.

      


      
        Summary


  
    Functions
  


    
      
        get_email_config()

      


        Get the configured email settings.



    


    
      
        render_template(template, type, model, config, opts \\ [])

      


        Render an email template with the given model variables.



    


    
      
        send_email(template, to, model, opts \\ [])

      


        Send an email using the framework's email configuration.



    





      


      
        Functions


        


  
    
      
    
    
      get_email_config()



        
          
        

    

  


  

Get the configured email settings.

  



    

  
    
      
    
    
      render_template(template, type, model, config, opts \\ [])



        
          
        

    

  


  

Render an email template with the given model variables.
Templates use {{variable_name}} syntax for variable interpolation.
Locale-aware Template Resolution
Templates are searched in order:
	Locale-specific: templates_dir/{locale}/{template}_{type}.txt
	Default: templates_dir/{template}_{type}.txt

Example:
	Locale "es-ES": priv/email_templates/es-ES/welcome_subject.txt
	Fallback: priv/email_templates/welcome_subject.txt


  



    

  
    
      
    
    
      send_email(template, to, model, opts \\ [])



        
          
        

    

  


  

Send an email using the framework's email configuration.
Parameters
	template: Template name (e.g., "welcome", "password_reset")  
	to: Recipient email address
	model: Variables for template rendering
	opts: Additional options	:external_id - Idempotency key for logging
	:correlation_ids - Request correlation context



Returns
	:ok on successful send
	{:error, reason} on failure


  


        

      


  

    
Framework.Effects.Webhook 
    



      
Webhook sending and template rendering for Framework effects.
Provides webhook sending capabilities with URL templating, payload templating, 
and custom header support. Maintains backward compatibility with simple URL configuration.
Configuration
Simple Configuration (Backward Compatible)
config :framework, :webhook_endpoints, %{
  "user.created" => "https://api.example.com/webhooks/user_created"
}
Enhanced Configuration (with Templating)
config :framework, :webhook_config, %{
  # Template directory for webhook payloads
  templates_dir: "priv/webhook_templates",

  # Enhanced endpoint configuration
  endpoints: %{
    "user.created" => %{
      url: "https://api.example.com/tenants/{{tenant_id}}/webhooks/user_created",
      headers: %{
        "X-Tenant-ID" => "{{tenant_id}}",
        "Authorization" => "Bearer {{api_token}}"
      },
      template: "user_created"  # Optional: use JSON template file
    },
    "billing.charge" => %{
      url: "https://{{tenant_slug}}.billing.com/webhooks/charge",
      headers: %{"X-API-Key" => "{{billing_api_key}}"},
      template: "billing_charge"
    }
  }
}
Template System
Webhook payload templates are JSON files with variable interpolation:
	Template files: templates_dir/<template_name>.json
	Variables in templates use {{variable_name}} syntax
	All JSON values can be templated (strings, nested objects, arrays)

URL and Header Templating
Both URLs and custom headers support {{variable_name}} substitution:
	URL: "https://api.{{environment}}.com/webhooks/{{event_type}}"
	Headers: "X-Tenant-ID": "{{tenant_id}}"


      


      
        Summary


  
    Functions
  


    
      
        get_webhook_config(webhook_name)

      


        Get webhook configuration for a given webhook name.



    


    
      
        render_payload_template(template_name, model, templates_dir, locale \\ "en-US")

      


        Render a webhook payload template with variable substitution.



    


    
      
        render_webhook_headers(headers, model)

      


        Render webhook headers with variable substitution.



    


    
      
        render_webhook_payload(arg1, payload, model)

      


        Render webhook payload using templates or direct payload.



    


    
      
        render_webhook_url(url_template, model)

      


        Render a webhook URL with variable substitution.



    


    
      
        send_webhook(webhook_name, payload, model, opts \\ [])

      


        Send a webhook using the framework's webhook configuration.



    





      


      
        Functions


        


  
    
      
    
    
      get_webhook_config(webhook_name)



        
          
        

    

  


  

Get webhook configuration for a given webhook name.
Supports both simple string URLs (backward compatibility) and enhanced template configs.

  



    

  
    
      
    
    
      render_payload_template(template_name, model, templates_dir, locale \\ "en-US")



        
          
        

    

  


  

Render a webhook payload template with variable substitution.
Locale-aware Template Resolution
Templates are searched in order:
	Locale-specific: templates_dir/{locale}/{template_name}.json
	Default: templates_dir/{template_name}.json

Example:
	Locale "es-ES": priv/webhook_templates/es-ES/user_created.json
	Fallback: priv/webhook_templates/user_created.json


  



  
    
      
    
    
      render_webhook_headers(headers, model)



        
          
        

    

  


  

Render webhook headers with variable substitution.

  



  
    
      
    
    
      render_webhook_payload(arg1, payload, model)



        
          
        

    

  


  

Render webhook payload using templates or direct payload.
Supports locale-aware template resolution if locale is provided in model.

  



  
    
      
    
    
      render_webhook_url(url_template, model)



        
          
        

    

  


  

Render a webhook URL with variable substitution.

  



    

  
    
      
    
    
      send_webhook(webhook_name, payload, model, opts \\ [])



        
          
        

    

  


  

Send a webhook using the framework's webhook configuration.
Parameters
	webhook_name: Webhook identifier (e.g., "user.created", "billing.charge")
	payload: Base payload data (merged with template if specified)
	model: Variables for template rendering (URLs, headers, payload templates)
	opts: Additional options	:external_id - Idempotency key for logging
	:correlation_ids - Request correlation context



Returns
	:ok on successful send
	{:error, reason} on failure


  


        

      


  

    
Framework.Env 
    



      
Runtime environment helpers that avoid relying on Mix in release builds.
Falls back to :framework, :runtime_env configuration when Mix is not
available (e.g., in production releases).

      


      
        Summary


  
    Functions
  


    
      
        runtime_env()

      


        Returns the current runtime environment.



    


    
      
        test?()

      


        Convenience predicate for checking whether the runtime is considered test.



    





      


      
        Functions


        


  
    
      
    
    
      runtime_env()



        
          
        

    

  


  

      

          @spec runtime_env() :: atom()


      


Returns the current runtime environment.
Uses Mix.env/0 when available (during development and test) and falls
back to the configured runtime environment otherwise.

  



  
    
      
    
    
      test?()



        
          
        

    

  


  

      

          @spec test?() :: boolean()


      


Convenience predicate for checking whether the runtime is considered test.

  


        

      


  

    
Framework.Kernel.Emit 
    



      
Emitter module for range-scan delivery.

      


      
        Summary


  
    Functions
  


    
      
        from(cursor)

      


    





      


      
        Functions


        


  
    
      
    
    
      from(cursor)



        
          
        

    

  


  


  


        

      


  

    
Framework.Kernel.Replay 
    



      
Replay module for test and recovery.

      


      
        Summary


  
    Functions
  


    
      
        from(cursor)

      


    





      


      
        Functions


        


  
    
      
    
    
      from(cursor)



        
          
        

    

  


  


  


        

      


  

    
Framework.Sequencer.BehaviorConsumer behaviour
    



      
Behavior for sequencer event consumers.
Defines the contract that all consumers must implement for
consumer conformance. Consumers must:
	Persist cursors in consumer_cursors table
	Resume from > last_processed_sequence after restart
	Handle sequence gaps without failure
	Remain stable during NOTIFY storms
	Use range-scan for correctness (NOTIFY as wake hint only)
	Never infer order from timestamps - sequence only

Consumer Implementation Example
defmodule MyApp.EventConsumer do
  use Framework.Sequencer.Consumer

  def handle_events(events) do
    Enum.each(events, &process_event/1)
    :ok
  end

  defp process_event(event) do
    # Process event payload
    :ok
  end
end

      


      
        Summary


  
    Callbacks
  


    
      
        handle_events(list)

      


        Process a batch of events in sequence order.



    





      


      
        Callbacks


        


  
    
      
    
    
      handle_events(list)



        
          
        

    

  


  

      

          @callback handle_events([map()]) :: :ok | {:error, any()}


      


Process a batch of events in sequence order.
Events are guaranteed to be in ascending sequence order.
Must return :ok on success or {:error, reason} on failure.

  


        

      


  

    
Framework.Sequencer.Consumer behaviour
    



      
Consumer behavior for cursor persistence and resume.
Implements the binding behavior per sequencer-emitter-spec.md.

      


      
        Summary


  
    Callbacks
  


    
      
        handle_events(events, state)

      


        Behavior callback for handling events.



    





  
    Functions
  


    
      
        get_cursor(consumer_name)

      


        Get cursor for a named consumer.



    


    
      
        persist_cursor(consumer_name, sequence)

      


        Persist cursor for a named consumer.



    


    
      
        resume_from_cursor(consumer_name)

      


        Resume consumption from stored cursor.



    





      


      
        Callbacks


        


  
    
      
    
    
      handle_events(events, state)



        
          
        

    

  


  

      

          @callback handle_events(events :: [map()], state :: term()) ::
  {:ok, new_state :: term()} | {:error, reason :: term()}


      


Behavior callback for handling events.
All consumers must implement this callback.

  


        

      

      
        Functions


        


  
    
      
    
    
      get_cursor(consumer_name)



        
          
        

    

  


  

Get cursor for a named consumer.
Returns the last processed sequence or 0 if no cursor exists.

  



  
    
      
    
    
      persist_cursor(consumer_name, sequence)



        
          
        

    

  


  

Persist cursor for a named consumer.
Uses the canonical consumer_cursors table per sequencer-emitter-spec.md.

  



  
    
      
    
    
      resume_from_cursor(consumer_name)



        
          
        

    

  


  

Resume consumption from stored cursor.
Implements the canonical resume behavior: > last_processed_sequence

  


        

      


  

    
Framework.Sequencer.Emitter 
    



      
Emitter provides streaming range-scan delivery with jitter/backoff.
Implements the normative behavior from sequencer-emitter-spec.md.

      


      
        Summary


  
    Functions
  


    
      
        apply_jitter(opts \\ [])

      


        Apply jitter/backoff per sequencer-emitter-spec binding defaults.



    


    
      
        fetch_batch(cursor, limit)

      


        Fetch a single batch of events for streaming.



    


    
      
        stream_from(cursor, opts \\ [])

      


        Stream events from cursor with jitter/backoff.



    





      


      
        Functions


        


    

  
    
      
    
    
      apply_jitter(opts \\ [])



        
          
        

    

  


  

Apply jitter/backoff per sequencer-emitter-spec binding defaults.
Defaults (binding): base=10ms, max=500ms, jitter=±50%
Cannot be disabled; only tunable within [5ms..1s]
Configurable bounds implementation with enforcement

  



  
    
      
    
    
      fetch_batch(cursor, limit)



        
          
        

    

  


  

Fetch a single batch of events for streaming.
Uses the canonical range-scan query per sequencer-emitter-spec.md.

  



    

  
    
      
    
    
      stream_from(cursor, opts \\ [])



        
          
        

    

  


  

Stream events from cursor with jitter/backoff.
Returns a lazy stream that yields events in sequence order.
Implements binding jitter/backoff defaults per sequencer-emitter-spec.md.
Options
	:batch_size - number of events fetched per query (default 100)
	:halt_on_empty? - when true, halt the stream after an empty batch;
when false (default) keep polling with jitter for long-lived streams
	:base_ms, :max_ms, :variance - jitter configuration overrides


  


        

      


  

    
Framework.Sequencer.PubSubBridge 
    



      
PubSub bridge for real-time event streaming integration.
Bridges PostgreSQL NOTIFY with Phoenix PubSub to enable real-time
event streaming to connected clients while maintaining architectural guarantees:
	NOTIFY remains a wake hint only (non-critical)
	Range-scan delivery is still authoritative  
	Client reconnections remain deterministic via cursor
	All Phoenix transport guarantees are preserved

Architecture
	Listens to PostgreSQL NOTIFY from outbox_update
	Translates to Phoenix PubSub messages
	Connected clients receive wake hints via channels
	Clients use StreamEmitter.stream_from(cursor) for authoritative data

This maintains the architectural principle that NOTIFY failure cannot
affect correctness - clients would still get events on reconnect.

      


      
        Summary


  
    Functions
  


    
      
        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        notify_outbox_update(event_count \\ 1)

      


        Broadcast outbox update notification to PubSub.



    


    
      
        pubsub_topic()

      


        Get PubSub topic name for external subscribers.



    


    
      
        start_link(opts \\ [])

      


    





      


      
        Functions


        


  
    
      
    
    
      child_spec(init_arg)



        
          
        

    

  


  

Returns a specification to start this module under a supervisor.
See Supervisor.

  



    

  
    
      
    
    
      notify_outbox_update(event_count \\ 1)



        
          
        

    

  


  

Broadcast outbox update notification to PubSub.
This is called after successful event append to notify all connected
clients that new events are available. Maintains the same semantics
as the original NOTIFY - failure is non-critical.

  



  
    
      
    
    
      pubsub_topic()



        
          
        

    

  


  

Get PubSub topic name for external subscribers.

  



    

  
    
      
    
    
      start_link(opts \\ [])



        
          
        

    

  


  


  


        

      


  

    
Framework.Sequencer.Replay 
    



      
Replay harness for deterministic reconstruction.
Implements digest verification and streaming replay per runtime-spec.md.

      


      
        Summary


  
    Functions
  


    
      
        fetch_batch_with_verification(cursor, limit)

      


        Fetch batch for replay with digest verification.



    


    
      
        stream_from(cursor, opts \\ [])

      


        Stream events from cursor for replay with digest verification.



    





      


      
        Functions


        


  
    
      
    
    
      fetch_batch_with_verification(cursor, limit)



        
          
        

    

  


  

Fetch batch for replay with digest verification.
Implements schema digest verification per runtime-spec.md.

  



    

  
    
      
    
    
      stream_from(cursor, opts \\ [])



        
          
        

    

  


  

Stream events from cursor for replay with digest verification.
Per runtime-spec.md: verify schema digest, re-validate on mismatch.

  


        

      


  

    
Framework.Sequencer.StreamEmitter 
    



      
Sequencer event emitter for consumer conformance.
Provides authoritative range-scan based event delivery strictly by sequence.
NOTIFY is used only as a wake hint - consumers must remain correct without it.
Core Guarantees
	Events delivered in strict sequence order  
	Range-scan query: WHERE sequence > cursor ORDER BY sequence ASC
	No time-based ordering assumptions
	Gaps in sequence are tolerated (due to rollbacks)
	NOTIFY storms don't affect correctness


      


      
        Summary


  
    Functions
  


    
      
        consumer_lag_ms(consumer_name)

      


        Get consumer lag in milliseconds for monitoring.



    


    
      
        emit_lag_ms()

      


        Calculate emit lag in milliseconds.



    


    
      
        head_sequence()

      


        Get current head sequence for monitoring and debugging.



    


    
      
        notify_consumers(event_count \\ 1)

      


        Send NOTIFY hint to wake up consumers.



    


    
      
        stream_from(cursor, limit \\ 100)

      


        Stream events from cursor position with strict sequence ordering.



    





      


      
        Functions


        


  
    
      
    
    
      consumer_lag_ms(consumer_name)



        
          
        

    

  


  

Get consumer lag in milliseconds for monitoring.
Returns time between consumer's cursor position and head sequence.

  



  
    
      
    
    
      emit_lag_ms()



        
          
        

    

  


  

Calculate emit lag in milliseconds.
Returns time between head sequence creation and current time.
Used for observability and SLO monitoring.

  



  
    
      
    
    
      head_sequence()



        
          
        

    

  


  

Get current head sequence for monitoring and debugging.
Returns the highest sequence number in the outbox, or 0 if empty.

  



    

  
    
      
    
    
      notify_consumers(event_count \\ 1)



        
          
        

    

  


  

Send NOTIFY hint to wake up consumers.
This is called after successful event append to hint consumers
to poll immediately rather than waiting for next scheduled poll.
Consumers must remain correct even if NOTIFY fails or is lost.
Now also broadcasts via PubSub for real-time transport integration.

  



    

  
    
      
    
    
      stream_from(cursor, limit \\ 100)



        
          
        

    

  


  

Stream events from cursor position with strict sequence ordering.
Returns events where sequence > cursor in ascending sequence order.
This is the authoritative delivery mechanism - NOTIFY is only a hint.
Parameters
	cursor: Last processed sequence (events with sequence > cursor are returned)  
	limit: Maximum events to return in this batch

Usage
Ensure :framework, :repo is configured before calling stream_from/2 so the
emitter can query your application's outbox table in sequence order.

  


        

      


  

    
Framework.Test.Infrastructure.DatabaseClient 
    



      
Database infrastructure client for test support.
Provides abstracted database access for test infrastructure components.
Not for use in transaction plan functions - use READ nodes instead.

      


      
        Summary


  
    Functions
  


    
      
        current_timestamp()

      


        Get current timestamp for test fixtures.



    


    
      
        execute_command(command)

      


        Execute a raw SQL command (like NOTIFY).



    


    
      
        execute_query(query)

      


        Execute a query and return all results.



    


    
      
        execute_raw_query(sql)

      


        Execute a raw SQL query.



    


    
      
        execute_transaction(fun)

      


        Execute within a database transaction.



    


    
      
        rollback_transaction(reason)

      


        Rollback a transaction with a reason.



    





      


      
        Functions


        


  
    
      
    
    
      current_timestamp()



        
          
        

    

  


  

Get current timestamp for test fixtures.

  



  
    
      
    
    
      execute_command(command)



        
          
        

    

  


  

Execute a raw SQL command (like NOTIFY).

  



  
    
      
    
    
      execute_query(query)



        
          
        

    

  


  

Execute a query and return all results.

  



  
    
      
    
    
      execute_raw_query(sql)



        
          
        

    

  


  

Execute a raw SQL query.

  



  
    
      
    
    
      execute_transaction(fun)



        
          
        

    

  


  

Execute within a database transaction.

  



  
    
      
    
    
      rollback_transaction(reason)



        
          
        

    

  


  

Rollback a transaction with a reason.

  


        

      


  

    
Framework.Test.MockWebhookService 
    



      
Mock webhook service for testing retry scenarios and uniqueness verification.
This GenServer tracks webhook calls by idempotency key to prove that duplicate 
requests/retries result in single external calls.
Features
	Track calls by Idempotency-Key header
	Simulate different HTTP status codes (2xx, 4xx, 5xx)
	Count attempts vs successful outcomes per idempotency key
	Reset state for clean test runs
	Query call history for verification

Architecture
This service only tracks webhook calls. Bypass HTTP server setup is handled
in test setup to maintain ExUnit/Bypass compatibility.

      


      
        Summary


  
    Functions
  


    
      
        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        configure_response(webhook_name, opts)

      


        Configure a webhook endpoint to return specific status codes.



    


    
      
        get_all_idempotency_keys()

      


        Get all idempotency keys that have been called.



    


    
      
        get_call_history(idempotency_key)

      


        Get call history for a specific idempotency key.
Returns: %{attempts: count, successful_outcomes: count, last_status: integer}



    


    
      
        get_header(conn, header_name)

      


        Helper function for Bypass test setup.
Extracts header value from connection.



    


    
      
        get_webhook_name_from_path(arg1)

      


        Helper function for Bypass test setup.
Extracts webhook name from request path.



    


    
      
        reset()

      


        Reset all call tracking - useful for clean test runs.



    


    
      
        start_link(opts \\ [])

      


    





      


      
        Functions


        


  
    
      
    
    
      child_spec(init_arg)



        
          
        

    

  


  

Returns a specification to start this module under a supervisor.
See Supervisor.

  



  
    
      
    
    
      configure_response(webhook_name, opts)



        
          
        

    

  


  

Configure a webhook endpoint to return specific status codes.
Examples:
  configure_response("user.created", status: 200)
  configure_response("billing.charge", status: 500, attempts: 3)
  configure_response("notifications.send", status: 422)

  



  
    
      
    
    
      get_all_idempotency_keys()



        
          
        

    

  


  

Get all idempotency keys that have been called.

  



  
    
      
    
    
      get_call_history(idempotency_key)



        
          
        

    

  


  

Get call history for a specific idempotency key.
Returns: %{attempts: count, successful_outcomes: count, last_status: integer}

  



  
    
      
    
    
      get_header(conn, header_name)



        
          
        

    

  


  

Helper function for Bypass test setup.
Extracts header value from connection.

  



  
    
      
    
    
      get_webhook_name_from_path(arg1)



        
          
        

    

  


  

Helper function for Bypass test setup.
Extracts webhook name from request path.

  



  
    
      
    
    
      reset()



        
          
        

    

  


  

Reset all call tracking - useful for clean test runs.

  



    

  
    
      
    
    
      start_link(opts \\ [])



        
          
        

    

  


  


  


        

      


  

    
Framework.Test.Operations.BatchUpdateProfiles 
    



      
Test operation for batch profile updates with locking - used by framework tests only.
This operation demonstrates proper use of list_locked/2 for concurrent safety.

      


      
        Summary


  
    Functions
  


    
      
        plan(input, ctx)

      


    





      


      
        Functions


        


  
    
      
    
    
      plan(input, ctx)



        
          
        

    

  


  


  


        

      


  

    
Framework.Test.Operations.ChangeSettings 
    



      
Test operation for settings change - used by framework tests only.
Applications should define their own operations.

      


      
        Summary


  
    Functions
  


    
      
        plan(input, ctx)

      


    





      


      
        Functions


        


  
    
      
    
    
      plan(input, ctx)



        
          
        

    

  


  


  


        

      


  

    
Framework.Test.Operations.CreateAccount 
    



      
Test operation for account creation - used by framework tests only.
Applications should define their own operations.

      


      
        Summary


  
    Functions
  


    
      
        plan(input, ctx)

      


    





      


      
        Functions


        


  
    
      
    
    
      plan(input, ctx)



        
          
        

    

  


  


  


        

      


  

    
Framework.Test.Operations.DoomedOperation 
    



      
Test operation designed to fail - used by framework tests only.
Applications should define their own operations.

      


      
        Summary


  
    Functions
  


    
      
        plan(input, ctx)

      


    





      


      
        Functions


        


  
    
      
    
    
      plan(input, ctx)



        
          
        

    

  


  


  


        

      


  

    
Framework.Test.Operations.FulfillOrder 
    



      
Test operation for order fulfillment - used by framework tests only.
Applications should define their own operations.

      


      
        Summary


  
    Functions
  


    
      
        plan(input, ctx)

      


    





      


      
        Functions


        


  
    
      
    
    
      plan(input, ctx)



        
          
        

    

  


  


  


        

      


  

    
Framework.Test.Operations.Navigation 
    



      
Test operation for navigation - used by framework tests only.
Applications should define their own navigation operations.

      


      
        Summary


  
    Functions
  


    
      
        plan(input, ctx)

      


    





      


      
        Functions


        


  
    
      
    
    
      plan(input, ctx)



        
          
        

    

  


  


  


        

      


  

    
Framework.Test.Operations.TestDeterminism 
    



      
Test operation for determinism testing - used by framework tests only.
Applications should define their own operations.

      


      
        Summary


  
    Functions
  


    
      
        plan(input, ctx)

      


    





      


      
        Functions


        


  
    
      
    
    
      plan(input, ctx)



        
          
        

    

  


  


  


        

      


  

    
Framework.Test.Operations.TransactionalEffects 
    



      
Test operation for transactional effects testing - used by framework tests only.
Applications should define their own operations.

      


      
        Summary


  
    Functions
  


    
      
        plan(input, ctx)

      


    





      


      
        Functions


        


  
    
      
    
    
      plan(input, ctx)



        
          
        

    

  


  


  


        

      


  

    
Framework.Test.Operations.UpdateProfile 
    



      
Test operation for profile update - used by framework tests only.
Applications should define their own operations.

      


      
        Summary


  
    Functions
  


    
      
        plan(input, ctx)

      


    





      


      
        Functions


        


  
    
      
    
    
      plan(input, ctx)



        
          
        

    

  


  


  


        

      


  

    
Framework.Test.Operations.UserSignup 
    



      
Test operation for user signup - used by framework tests only.
Applications should define their own operations.
Example Usage with i18n
# Context with user's locale preference
ctx = %{
  user: %{locale: "es-ES"},
  session: %{id: "sess_abc"}
}

input = %{
  email: "user@example.com",
  name: "María García"
}

{:ok, result} = Framework.Kernel.accept(
  Framework.Test.Operations.UserSignup,
  input,
  ctx,
  %{request_id: "req_123"}
)

# The operation can use:
# - ctx.locale (automatically set to "es-ES")
# - t(ctx, "welcome.message", name: input.name) for translations
# - Effects (email/webhook) will use es-ES templates automatically

      


      
        Summary


  
    Functions
  


    
      
        plan(input, ctx)

      


    





      


      
        Functions


        


  
    
      
    
    
      plan(input, ctx)



        
          
        

    

  


  


  


        

      


  

    
Framework.Test.Repo 
    



      
Test-only Ecto repository for the Framework package tests.
This repo is only used for running the framework's own test suite.
User applications should configure their own repo in v0.3.0+.

      


      
        Summary


  
    Functions
  


    
      
        aggregate(queryable, aggregate, opts \\ [])

      


        Callback implementation for Ecto.Repo.aggregate/3.



    


    
      
        aggregate(queryable, aggregate, field, opts)

      


        Callback implementation for Ecto.Repo.aggregate/4.



    


    
      
        all(queryable, opts \\ [])

      


        Callback implementation for Ecto.Repo.all/2.



    


    
      
        all_by(queryable, clauses, opts \\ [])

      


        Callback implementation for Ecto.Repo.all_by/3.



    


    
      
        checked_out?()

      


        Callback implementation for Ecto.Repo.checked_out?/0.



    


    
      
        checkout(fun, opts \\ [])

      


        Callback implementation for Ecto.Repo.checkout/2.



    


    
      
        child_spec(opts)

      


    


    
      
        config()

      


        Callback implementation for Ecto.Repo.config/0.



    


    
      
        default_options(operation)

      


        Callback implementation for Ecto.Repo.default_options/1.



    


    
      
        delete(struct, opts \\ [])

      


        Callback implementation for Ecto.Repo.delete/2.



    


    
      
        delete!(struct, opts \\ [])

      


        Callback implementation for Ecto.Repo.delete!/2.



    


    
      
        delete_all(queryable, opts \\ [])

      


        Callback implementation for Ecto.Repo.delete_all/2.



    


    
      
        disconnect_all(interval, opts \\ [])

      


        Forces all connections in the repo pool to disconnect within the given interval.



    


    
      
        exists?(queryable, opts \\ [])

      


        Callback implementation for Ecto.Repo.exists?/2.



    


    
      
        explain(operation, queryable, opts \\ [])

      


        Executes an EXPLAIN statement or similar for the given query according to its kind and the
adapter in the given repository.



    


    
      
        get(queryable, id, opts \\ [])

      


        Callback implementation for Ecto.Repo.get/3.



    


    
      
        get!(queryable, id, opts \\ [])

      


        Callback implementation for Ecto.Repo.get!/3.



    


    
      
        get_by(queryable, clauses, opts \\ [])

      


        Callback implementation for Ecto.Repo.get_by/3.



    


    
      
        get_by!(queryable, clauses, opts \\ [])

      


        Callback implementation for Ecto.Repo.get_by!/3.



    


    
      
        get_dynamic_repo()

      


        Callback implementation for Ecto.Repo.get_dynamic_repo/0.



    


    
      
        in_transaction?()

      


        Callback implementation for Ecto.Repo.in_transaction?/0.



    


    
      
        insert(struct, opts \\ [])

      


        Callback implementation for Ecto.Repo.insert/2.



    


    
      
        insert!(struct, opts \\ [])

      


        Callback implementation for Ecto.Repo.insert!/2.



    


    
      
        insert_all(schema_or_source, entries, opts \\ [])

      


        Callback implementation for Ecto.Repo.insert_all/3.



    


    
      
        insert_or_update(changeset, opts \\ [])

      


        Callback implementation for Ecto.Repo.insert_or_update/2.



    


    
      
        insert_or_update!(changeset, opts \\ [])

      


        Callback implementation for Ecto.Repo.insert_or_update!/2.



    


    
      
        load(schema_or_types, data)

      


        Callback implementation for Ecto.Repo.load/2.



    


    
      
        one(queryable, opts \\ [])

      


        Callback implementation for Ecto.Repo.one/2.



    


    
      
        one!(queryable, opts \\ [])

      


        Callback implementation for Ecto.Repo.one!/2.



    


    
      
        preload(struct_or_structs_or_nil, preloads, opts \\ [])

      


        Callback implementation for Ecto.Repo.preload/3.



    


    
      
        prepare_query(operation, query, opts)

      


        Callback implementation for Ecto.Repo.prepare_query/3.



    


    
      
        prepare_transaction(fun_or_multi, opts)

      


        Callback implementation for Ecto.Repo.prepare_transaction/2.



    


    
      
        put_dynamic_repo(dynamic)

      


        Callback implementation for Ecto.Repo.put_dynamic_repo/1.



    


    
      
        query(sql, params \\ [], opts \\ [])

      


        Runs a custom SQL query.



    


    
      
        query!(sql, params \\ [], opts \\ [])

      


        Same as query/3 but returns result directly without :ok tuple
and raises on invalid queries



    


    
      
        query_many(sql, params \\ [], opts \\ [])

      


        Runs a custom SQL query that returns multiple results on the given repo.



    


    
      
        query_many!(sql, params \\ [], opts \\ [])

      


        Same as query_many/4 but returns result directly without :ok tuple
and raises on invalid queries



    


    
      
        reload(queryable, opts \\ [])

      


        Callback implementation for Ecto.Repo.reload/2.



    


    
      
        reload!(queryable, opts \\ [])

      


        Callback implementation for Ecto.Repo.reload!/2.



    


    
      
        rollback(value)

      


        Callback implementation for Ecto.Repo.rollback/1.



    


    
      
        start_link(opts \\ [])

      


        Callback implementation for Ecto.Repo.start_link/1.



    


    
      
        stop(timeout \\ 5000)

      


        Callback implementation for Ecto.Repo.stop/1.



    


    
      
        stream(queryable, opts \\ [])

      


        Callback implementation for Ecto.Repo.stream/2.



    


    
      
        to_sql(operation, queryable)

      


        Converts the given query to SQL according to its kind and the
adapter in the given repository.



    


    
      
        transact(fun_or_multi, opts \\ [])

      


        Callback implementation for Ecto.Repo.transact/2.



    


    
      
        transaction(fun_or_multi, opts \\ [])

      


        Callback implementation for Ecto.Repo.transaction/2.



    


    
      
        update(struct, opts \\ [])

      


        Callback implementation for Ecto.Repo.update/2.



    


    
      
        update!(struct, opts \\ [])

      


        Callback implementation for Ecto.Repo.update!/2.



    


    
      
        update_all(queryable, updates, opts \\ [])

      


        Callback implementation for Ecto.Repo.update_all/3.



    





      


      
        Functions


        


    

  
    
      
    
    
      aggregate(queryable, aggregate, opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.aggregate/3.

  



  
    
      
    
    
      aggregate(queryable, aggregate, field, opts)



        
          
        

    

  


  

Callback implementation for Ecto.Repo.aggregate/4.

  



    

  
    
      
    
    
      all(queryable, opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.all/2.

  



    

  
    
      
    
    
      all_by(queryable, clauses, opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.all_by/3.

  



  
    
      
    
    
      checked_out?()



        
          
        

    

  


  

Callback implementation for Ecto.Repo.checked_out?/0.

  



    

  
    
      
    
    
      checkout(fun, opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.checkout/2.

  



  
    
      
    
    
      child_spec(opts)



        
          
        

    

  


  


  



  
    
      
    
    
      config()



        
          
        

    

  


  

Callback implementation for Ecto.Repo.config/0.

  



  
    
      
    
    
      default_options(operation)



        
          
        

    

  


  

Callback implementation for Ecto.Repo.default_options/1.

  



    

  
    
      
    
    
      delete(struct, opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.delete/2.

  



    

  
    
      
    
    
      delete!(struct, opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.delete!/2.

  



    

  
    
      
    
    
      delete_all(queryable, opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.delete_all/2.

  



    

  
    
      
    
    
      disconnect_all(interval, opts \\ [])



        
          
        

    

  


  

      

          @spec disconnect_all(non_neg_integer(), opts :: Keyword.t()) :: :ok


      


Forces all connections in the repo pool to disconnect within the given interval.
Once this function is called, the pool will disconnect all of its connections
as they are checked in or as they are pinged. Checked in connections will be
randomly disconnected within the given time interval. Pinged connections are
immediately disconnected - as they are idle (according to :idle_interval).
If the connection has a backoff configured (which is the case by default),
disconnecting means an attempt at a new connection will be done immediately
after, without starting a new process for each connection. However, if backoff
has been disabled, the connection process will terminate. In such cases,
disconnecting all connections may cause the pool supervisor to restart
depending on the max_restarts/max_seconds configuration of the pool,
so you will want to set those carefully.

  



    

  
    
      
    
    
      exists?(queryable, opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.exists?/2.

  



    

  
    
      
    
    
      explain(operation, queryable, opts \\ [])



        
          
        

    

  


  

      

          @spec explain(
  :all | :update_all | :delete_all,
  Ecto.Queryable.t(),
  opts :: Keyword.t()
) ::
  String.t() | Exception.t() | [map()]


      


Executes an EXPLAIN statement or similar for the given query according to its kind and the
adapter in the given repository.
Examples
# Postgres
iex> MyRepo.explain(:all, Post)
"Seq Scan on posts p0  (cost=0.00..12.12 rows=1 width=443)"

iex> Ecto.Adapters.SQL.explain(Repo, :all, Post)
"Seq Scan on posts p0  (cost=0.00..12.12 rows=1 width=443)"

# MySQL
iex> MyRepo.explain(:all, from(p in Post, where: p.title == "title")) |> IO.puts()
+----+-------------+-------+------------+------+---------------+------+---------+------+------+----------+-------------+
| id | select_type | table | partitions | type | possible_keys | key  | key_len | ref  | rows | filtered | Extra       |
+----+-------------+-------+------------+------+---------------+------+---------+------+------+----------+-------------+
|  1 | SIMPLE      | p0    | NULL       | ALL  | NULL          | NULL | NULL    | NULL |    1 |    100.0 | Using where |
+----+-------------+-------+------------+------+---------------+------+---------+------+------+----------+-------------+

# Shared opts
iex> MyRepo.explain(:all, Post, analyze: true, timeout: 20_000)
"Seq Scan on posts p0  (cost=0.00..11.70 rows=170 width=443) (actual time=0.013..0.013 rows=0 loops=1)\nPlanning Time: 0.031 ms\nExecution Time: 0.021 ms"
It's safe to execute it for updates and deletes, no data change will be committed:
iex> MyRepo.explain(Repo, :update_all, from(p in Post, update: [set: [title: "new title"]]))
"Update on posts p0  (cost=0.00..11.70 rows=170 width=449)\n  ->  Seq Scan on posts p0  (cost=0.00..11.70 rows=170 width=449)"
This function is also available under the repository with name explain:
iex> MyRepo.explain(:all, from(p in Post, where: p.title == "title"))
"Seq Scan on posts p0  (cost=0.00..12.12 rows=1 width=443)\n  Filter: ((title)::text = 'title'::text)"
Options
Built-in adapters support passing opts to the EXPLAIN statement according to the following:
	Adapter	Supported opts
	Postgrex	analyze, verbose, costs, settings, buffers, timing, summary, format, plan
	MyXQL	format

All options except format are boolean valued and default to false.
The allowed format values are :map, :yaml, and :text:
	:map is the deserialized JSON encoding.
	:yaml and :text return the result as a string.

The built-in adapters support the following formats:
	Postgrex: :map, :yaml and :text
	MyXQL: :map and :text

The :plan option in Postgrex can take the values :custom or :fallback_generic. When :custom
is specified, the explain plan generated will consider the specific values of the query parameters
that are supplied. When using :fallback_generic, the specific values of the query parameters will
be ignored. :fallback_generic does not use PostgreSQL's built-in support for a generic explain
plan (available as of PostgreSQL 16), but instead uses a special implementation that works for PostgreSQL
versions 12 and above. Defaults to :custom.
Any other value passed to opts will be forwarded to the underlying adapter query function, including
shared Repo options such as :timeout. Non built-in adapters may have specific behaviour and you should
consult their documentation for more details.
For version compatibility, please check your database's documentation:
	Postgrex: PostgreSQL doc.
	MyXQL: MySQL doc.


  



    

  
    
      
    
    
      get(queryable, id, opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.get/3.

  



    

  
    
      
    
    
      get!(queryable, id, opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.get!/3.

  



    

  
    
      
    
    
      get_by(queryable, clauses, opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.get_by/3.

  



    

  
    
      
    
    
      get_by!(queryable, clauses, opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.get_by!/3.

  



  
    
      
    
    
      get_dynamic_repo()



        
          
        

    

  


  

Callback implementation for Ecto.Repo.get_dynamic_repo/0.

  



  
    
      
    
    
      in_transaction?()



        
          
        

    

  


  

Callback implementation for Ecto.Repo.in_transaction?/0.

  



    

  
    
      
    
    
      insert(struct, opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.insert/2.

  



    

  
    
      
    
    
      insert!(struct, opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.insert!/2.

  



    

  
    
      
    
    
      insert_all(schema_or_source, entries, opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.insert_all/3.

  



    

  
    
      
    
    
      insert_or_update(changeset, opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.insert_or_update/2.

  



    

  
    
      
    
    
      insert_or_update!(changeset, opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.insert_or_update!/2.

  



  
    
      
    
    
      load(schema_or_types, data)



        
          
        

    

  


  

Callback implementation for Ecto.Repo.load/2.

  



    

  
    
      
    
    
      one(queryable, opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.one/2.

  



    

  
    
      
    
    
      one!(queryable, opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.one!/2.

  



    

  
    
      
    
    
      preload(struct_or_structs_or_nil, preloads, opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.preload/3.

  



  
    
      
    
    
      prepare_query(operation, query, opts)



        
          
        

    

  


  

Callback implementation for Ecto.Repo.prepare_query/3.

  



  
    
      
    
    
      prepare_transaction(fun_or_multi, opts)



        
          
        

    

  


  

Callback implementation for Ecto.Repo.prepare_transaction/2.

  



  
    
      
    
    
      put_dynamic_repo(dynamic)



        
          
        

    

  


  

Callback implementation for Ecto.Repo.put_dynamic_repo/1.

  



    

    

  
    
      
    
    
      query(sql, params \\ [], opts \\ [])



        
          
        

    

  


  

      

          @spec query(iodata(), Ecto.Adapters.SQL.query_params(), Keyword.t()) ::
  {:ok, Ecto.Adapters.SQL.query_result()} | {:error, Exception.t()}


      


Runs a custom SQL query.
If the query was successful, it will return an :ok tuple containing
a map with at least two keys:
	:num_rows - the number of rows affected
	:rows - the result set as a list. nil may be returned
instead of the list if the command does not yield any row
as result (but still yields the number of affected rows,
like a delete command without returning would)

Options
	:log - When false, does not log the query
	:timeout - Execute request timeout, accepts: :infinity (default: 15000);

Examples
iex> MyRepo.query("SELECT $1::integer + $2", [40, 2])
{:ok, %{rows: [[42]], num_rows: 1}}

iex> Ecto.Adapters.SQL.query(MyRepo, "SELECT $1::integer + $2", [40, 2])
{:ok, %{rows: [[42]], num_rows: 1}}

  



    

    

  
    
      
    
    
      query!(sql, params \\ [], opts \\ [])



        
          
        

    

  


  

      

          @spec query!(iodata(), Ecto.Adapters.SQL.query_params(), Keyword.t()) ::
  Ecto.Adapters.SQL.query_result()


      


Same as query/3 but returns result directly without :ok tuple
and raises on invalid queries

  



    

    

  
    
      
    
    
      query_many(sql, params \\ [], opts \\ [])



        
          
        

    

  


  

      

          @spec query_many(iodata(), Ecto.Adapters.SQL.query_params(), Keyword.t()) ::
  {:ok, [Ecto.Adapters.SQL.query_result()]} | {:error, Exception.t()}


      


Runs a custom SQL query that returns multiple results on the given repo.
In case of success, it must return an :ok tuple containing a list of
maps with at least two keys:
	:num_rows - the number of rows affected

	:rows - the result set as a list. nil may be returned
instead of the list if the command does not yield any row
as result (but still yields the number of affected rows,
like a delete command without returning would)


Options
	:log - When false, does not log the query
	:timeout - Execute request timeout, accepts: :infinity (default: 15000);

Examples
iex> MyRepo.query_many("SELECT $1; SELECT $2;", [40, 2])
{:ok, [%{rows: [[40]], num_rows: 1}, %{rows: [[2]], num_rows: 1}]}

iex> Ecto.Adapters.SQL.query_many(MyRepo, "SELECT $1; SELECT $2;", [40, 2])
{:ok, [%{rows: [[40]], num_rows: 1}, %{rows: [[2]], num_rows: 1}]}

  



    

    

  
    
      
    
    
      query_many!(sql, params \\ [], opts \\ [])



        
          
        

    

  


  

      

          @spec query_many!(iodata(), Ecto.Adapters.SQL.query_params(), Keyword.t()) :: [
  Ecto.Adapters.SQL.query_result()
]


      


Same as query_many/4 but returns result directly without :ok tuple
and raises on invalid queries

  



    

  
    
      
    
    
      reload(queryable, opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.reload/2.

  



    

  
    
      
    
    
      reload!(queryable, opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.reload!/2.

  



  
    
      
    
    
      rollback(value)



        
          
        

    

  


  

      

          @spec rollback(term()) :: no_return()


      


Callback implementation for Ecto.Repo.rollback/1.

  



    

  
    
      
    
    
      start_link(opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.start_link/1.

  



    

  
    
      
    
    
      stop(timeout \\ 5000)



        
          
        

    

  


  

Callback implementation for Ecto.Repo.stop/1.

  



    

  
    
      
    
    
      stream(queryable, opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.stream/2.

  



  
    
      
    
    
      to_sql(operation, queryable)



        
          
        

    

  


  

      

          @spec to_sql(:all | :update_all | :delete_all, Ecto.Queryable.t()) ::
  {String.t(), Ecto.Adapters.SQL.query_params()}


      


Converts the given query to SQL according to its kind and the
adapter in the given repository.
Examples
The examples below are meant for reference. Each adapter will
return a different result:
iex> MyRepo.to_sql(:all, Post)
{"SELECT p.id, p.title, p.inserted_at, p.created_at FROM posts as p", []}

iex> MyRepo.to_sql(:update_all, from(p in Post, update: [set: [title: ^"hello"]]))
{"UPDATE posts AS p SET title = $1", ["hello"]}

iex> Ecto.Adapters.SQL.to_sql(:all, MyRepo, Post)
{"SELECT p.id, p.title, p.inserted_at, p.created_at FROM posts as p", []}

  



    

  
    
      
    
    
      transact(fun_or_multi, opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.transact/2.

  



    

  
    
      
    
    
      transaction(fun_or_multi, opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.transaction/2.

  



    

  
    
      
    
    
      update(struct, opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.update/2.

  



    

  
    
      
    
    
      update!(struct, opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.update!/2.

  



    

  
    
      
    
    
      update_all(queryable, updates, opts \\ [])



        
          
        

    

  


  

Callback implementation for Ecto.Repo.update_all/3.

  


        

      


  

    
Framework.Test.Schema.Session 
    



      
Test schema for Session - used by framework tests only.
Applications should define their own schemas.

      


      
        Summary


  
    Functions
  


    
      
        changeset(session, attrs)

      


    





      


      
        Functions


        


  
    
      
    
    
      changeset(session, attrs)



        
          
        

    

  


  


  


        

      


  

    
Framework.Test.Schema.User 
    



      
Test schema for User - used by framework tests only.
Applications should define their own schemas.

      


      
        Summary


  
    Functions
  


    
      
        changeset(user, attrs)

      


    





      


      
        Functions


        


  
    
      
    
    
      changeset(user, attrs)



        
          
        

    

  


  


  


        

      


  

    
Framework.Test.Schema.UserProfile 
    



      
Test schema for UserProfile - used by framework tests only.
Applications should define their own schemas.

      


      
        Summary


  
    Functions
  


    
      
        changeset(profile, attrs)

      


    





      


      
        Functions


        


  
    
      
    
    
      changeset(profile, attrs)



        
          
        

    

  


  


  


        

      


  

    
Framework.Test.Schema.UserSettings 
    



      
Test schema for UserSettings - used by framework tests only.
Applications should define their own schemas.

      


      
        Summary


  
    Functions
  


    
      
        changeset(settings, attrs)

      


    





      


      
        Functions


        


  
    
      
    
    
      changeset(settings, attrs)



        
          
        

    

  


  


  


        

      


  

    
Framework.Test.SequenceGapSimulator 
    



      
Simulates sequence gaps for testing consumer gap tolerance.
Creates gaps in the sequence by reserving sequence numbers
in transactions that are then rolled back, simulating real-world
scenarios where operations fail after sequence allocation.

      


      
        Summary


  
    Functions
  


    
      
        create_gap()

      


        Create a sequence gap by reserving and rolling back.



    


    
      
        create_gaps(count)

      


        Create multiple sequence gaps in succession.



    


    
      
        current_sequence()

      


        Get current sequence value without consuming it.



    


    
      
        peek_next_sequence()

      


        Get next sequence value that would be allocated.



    





      


      
        Functions


        


  
    
      
    
    
      create_gap()



        
          
        

    

  


  

Create a sequence gap by reserving and rolling back.
This simulates a real scenario where:
	Transaction begins and reserves nextval('outbox_sequence')
	Some operation fails (validation, constraint, etc.)
	Transaction rolls back, leaving a gap in the sequence

The gap tests that consumers handle missing sequence numbers correctly.

  



  
    
      
    
    
      create_gaps(count)



        
          
        

    

  


  

Create multiple sequence gaps in succession.

  



  
    
      
    
    
      current_sequence()



        
          
        

    

  


  

Get current sequence value without consuming it.
Useful for test verification and debugging.

  



  
    
      
    
    
      peek_next_sequence()



        
          
        

    

  


  

Get next sequence value that would be allocated.
Uses nextval() to advance and return the sequence.
Only use in tests since this consumes a sequence number.

  


        

      


  

    
Framework.Test.TestConsumer 
    



      
Test consumer implementation for consumer conformance tests.
Implements the Framework.Sequencer.Consumer behavior with additional
testing capabilities like event tracking and configurable failure modes.

      


      
        Summary


  
    Functions
  


    
      
        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        start_link(name, opts \\ [])

      


    





      


      
        Functions


        


  
    
      
    
    
      child_spec(init_arg)



        
          
        

    

  


  

Returns a specification to start this module under a supervisor.
See Supervisor.

  



    

  
    
      
    
    
      start_link(name, opts \\ [])



        
          
        

    

  


  


  


        

      


  

    
Framework.Test.VerifiedRoutes 
    



      
Test verified routes - used by framework tests only.
Applications should define their own verified routes.

      


      
        Summary


  
    Functions
  


    
      
        routes()

      


    





      


      
        Functions


        


  
    
      
    
    
      routes()



        
          
        

    

  


  


  


        

      


  

    
Framework.Transaction.DSL 
    



      
DSL functions available inside plan blocks.
All functions are pure and produce data structures that are resolved
during the commit phase.

      


      
        Summary


  
    Functions
  


    
      
        bounded_list(table, index_fields, opts)

      


        Declare a bounded READ node for multiple row lookup with required safety constraints.



    


    
      
        clock_now(ctx)

      


        Generate deterministic values from context for Clock.now/1.



    


    
      
        commit(opts)

      


        Complete a successful operation path.



    


    
      
        delete(table, id_value)

      


        Declare a WRITE node for deleting data.



    


    
      
        email(template, opts)

      


        Declare email effect with deterministic idempotency key.



    


    
      
        ensure(condition)

      


        Assert a validation constraint in plan functions.



    


    
      
        fail(error_type, opts \\ [])

      


        Fail an operation with a typed error.



    


    
      
        get(table, id_value)

      


        Declare a READ node for a single row lookup.



    


    
      
        get_locked(table, id_value)

      


        Declare a locked READ node for shared row access.



    


    
      
        id_new(ctx)

      


        Generate deterministic IDs from context for Id.new/1.



    


    
      
        list(table, index_fields)

      


        Declare a READ node for multiple row lookup.



    


    
      
        list_locked(table, index_fields)

      


        Declare a locked READ node for multiple rows with shared access.



    


    
      
        routes()

      


        Get verified routes helper for navigation.



    


    
      
        t(ctx, key, bindings \\ [])

      


        Translate a message key with optional bindings.



    


    
      
        tn(ctx, singular, plural, count, bindings \\ [])

      


        Translate a message key with pluralization support.



    


    
      
        upsert(table, attrs, opts)

      


        Declare a WRITE node for upserting data.



    


    
      
        webhook(name, opts)

      


        Declare webhook effect with deterministic idempotency key.



    





      


      
        Functions


        


  
    
      
    
    
      bounded_list(table, index_fields, opts)



        
          
        

    

  


  

Declare a bounded READ node for multiple row lookup with required safety constraints.
Clean ergonomic API:
	bounded_list(:orders, [user_id: value], opts) - Keyword syntax for filtering
	bounded_list(:orders, [], opts) - Empty list for all records

Requires limit, stable order_by, and index hints to prevent unbounded queries.
Returns an opaque read handle that is resolved during commit.

  



  
    
      
    
    
      clock_now(ctx)



        
          
        

    

  


  

Generate deterministic values from context for Clock.now/1.
Provides deterministic timestamps from hydrated context.

  



  
    
      
    
    
      commit(opts)



        
          
        

    

  


  

Complete a successful operation path.
Must specify writes, results, and optionally nav and effects.
Per transaction-dsl.md: successful paths must produce at least one typed result variant.

  



  
    
      
    
    
      delete(table, id_value)



        
          
        

    

  


  

Declare a WRITE node for deleting data.
Clean ergonomic API:
	delete(:todos, id_value) - Delete by :id field (most common)
	delete(:todos, custom_field: value) - Keyword syntax for any field

Uses natural key fields for safe deletion.

  



  
    
      
    
    
      email(template, opts)



        
          
        

    

  


  

Declare email effect with deterministic idempotency key.

  



  
    
      
    
    
      ensure(condition)



        
          
        

    

  


  

Assert a validation constraint in plan functions.
Per transaction-dsl.md: guards must be pure and deterministic.
If the constraint is false, fails the operation with :validation_failed.

  



    

  
    
      
    
    
      fail(error_type, opts \\ [])



        
          
        

    

  


  

Fail an operation with a typed error.
Error types from transaction-dsl.md: 
:validation_failed | :not_authorized | :conflict | :precondition_failed

  



  
    
      
    
    
      get(table, id_value)



        
          
        

    

  


  

Declare a READ node for a single row lookup.
Clean ergonomic API:
	get(:todos, id_value) - Read by :id field (most common)
	get(:todos, custom_field: value) - Keyword syntax for any field

Returns an opaque read handle that is resolved during commit.
Guards can evaluate over resolved row fields.

  



  
    
      
    
    
      get_locked(table, id_value)



        
          
        

    

  


  

Declare a locked READ node for shared row access.
Per transaction-dsl.md: "Check-then-act on shared rows MUST lock: SELECT … FOR UPDATE"
Clean ergonomic API:
	get_locked(:users, id_value) - Lock by :id field (most common)
	get_locked(:users, custom_field: value) - Keyword syntax for any field

Returns an opaque read handle with locking that is resolved during commit.

  



  
    
      
    
    
      id_new(ctx)



        
          
        

    

  


  

Generate deterministic IDs from context for Id.new/1.
Provides deterministic IDs from hydrated context.

  



  
    
      
    
    
      list(table, index_fields)



        
          
        

    

  


  

Declare a READ node for multiple row lookup.
Clean ergonomic API:
	list(:orders, user_id: value) - Keyword syntax for filtering
	list(:orders, []) - Empty list for all records

Returns an opaque read handle that is resolved during commit.
Guards can evaluate over resolved rows.

  



  
    
      
    
    
      list_locked(table, index_fields)



        
          
        

    

  


  

Declare a locked READ node for multiple rows with shared access.
Clean ergonomic API:
	list_locked(:orders, user_id: value) - Keyword syntax for filtering
	list_locked(:orders, []) - Empty list for all records

Returns an opaque read handle with locking for multiple rows.

  



  
    
      
    
    
      routes()



        
          
        

    

  


  

Get verified routes helper for navigation.
Routes are provided by the application's AppSpec configuration.
This is a generic interface that delegates to the configured route provider.

  



    

  
    
      
    
    
      t(ctx, key, bindings \\ [])



        
          
        

    

  


  

Translate a message key with optional bindings.
Pure function for use in plan functions - no I/O, reads locale from context.
Examples
plan fn input, ctx ->
  user = get(:users, input.user_id)

  result = compute fn ->
    %{
      # Pure translation - reads from ctx.locale
      greeting: t(ctx, "user.greeting", name: user.name),
      title: t(ctx, "dashboard.title")
    }
  end
end
Arguments
	ctx - Context map containing :locale key (hydrated by Kernel)
	key - Translation key (e.g., "user.greeting", "errors.not_found")
	bindings - Keyword list of variable bindings for interpolation


  



    

  
    
      
    
    
      tn(ctx, singular, plural, count, bindings \\ [])



        
          
        

    

  


  

Translate a message key with pluralization support.
Pure function for use in plan functions - no I/O, reads locale from context.
Examples
plan fn input, ctx ->
  items = list(:items, user_id: input.user_id)

  result = compute fn ->
    %{
      count_message: tn(ctx, "item.count", "item.counts", length(items))
    }
  end
end

  



  
    
      
    
    
      upsert(table, attrs, opts)



        
          
        

    

  


  

Declare a WRITE node for upserting data.
Requires natural-key conflict target for retry safety.
Per transaction-dsl.md: must specify conflict_target with natural keys.

  



  
    
      
    
    
      webhook(name, opts)



        
          
        

    

  


  

Declare webhook effect with deterministic idempotency key.

  


        

      


  

    
Framework 
    



      
Production-ready Elixir framework for event-driven applications.
Provides canonical flow: Accept → Plan → Commit → Emit → Replay → Effects
with verified routes, typed contracts, guaranteed ordering, and internationalization.
Core Features
	Transaction DSL: Pure plan functions with READ · GUARD · COMPUTE · WRITE nodes
	Verified Routes: Type-safe navigation with compile-time verification
	Effects System: Idempotent email/webhook dispatch with locale support
	Event Sequencing: Guaranteed ordering via sequence-based delivery
	Schema Registry: JSON Schema validation with digest verification
	Internationalization: Multi-locale support with pure translation helpers

Example Operation
defmodule MyApp.Operations.InviteUser do
  use Framework.Transaction

  def plan(input, ctx) do
    user = get(:users, input.user_id)

    result = compute fn ->
      %{
        greeting: t(ctx, "user.greeting", name: user.name),
        locale: ctx.locale
      }
    end

    email(:welcome, to: user.email, template: "welcome")

    commit(result)
  end
end
Configuration
# config/runtime.exs
config :framework,
  repo: MyApp.Repo,
  pubsub: MyApp.PubSub

config :framework, Framework.I18n,
  default_locale: "en-US",
  supported_locales: ["en-US", "es-ES", "fr-FR"],
  gettext_backend: MyApp.Gettext
See Framework.Transaction, Framework.I18n, and Framework.Kernel for details.

      




  

    
Framework.Kernel 
    



      
Generic Kernel implementation providing the canonical flow:
Accept → Plan → Commit → Emit → Replay
The Kernel is operation-agnostic and works with any module implementing
the Transaction DSL interface. No business operations are hardcoded.
Context Hydration
The Kernel automatically hydrates the context with:
	Locale - Resolved from input → user → session → header → default
	Current time - Available via clock_now/0 in plan functions
	ID generator - Available via id_new/1 in plan functions

Example
ctx = %{
  user: %{locale: "es-ES"},
  session: %{id: "sess_123"}
}

{:ok, result} = Framework.Kernel.accept(
  MyApp.Operations.GreetUser,
  %{user_id: "user_456"},
  ctx,
  %{request_id: "req_789"}
)

# Inside operation plan/2:
# ctx.locale is "es-ES"
# t(ctx, "greeting") returns Spanish translation

      


      
        Summary


  
    Functions
  


    
      
        accept(operation_module_or_atom, input, ctx, ids)

      


        Accept an operation module, input, and hydrated context.



    


    
      
        append_event(event_type, payload, correlation_ids)

      


    


    
      
        append_event_with_timestamp(event_type, payload, correlation_ids, timestamp)

      


    


    
      
        commit(plan, ids)

      


        Execute the single transactional commit derived from the plan.



    


    
      
        compile(operation_module, input, ctx \\ %{})

      


        Generic plan compilation - delegates to operation module's plan/2 function.



    


    
      
        emit_from(cursor)

      


    


    
      
        emit_from_impl(cursor)

      


    


    
      
        replay_from(cursor)

      


    


    
      
        replay_from_impl(cursor)

      


    





      


      
        Functions


        


  
    
      
    
    
      accept(operation_module_or_atom, input, ctx, ids)



        
          
        

    

  


  

Accept an operation module, input, and hydrated context.
Generic interface - works with any operation module implementing plan/2.
Examples
# Using operation module directly
Framework.Kernel.accept(MyApp.Operations.UserSignup, input, ctx, ids)

# Using operation atom (looks up from registry)  
Framework.Kernel.accept(:user_signup, input, ctx, ids)
Returns {:ok, OperationSettled} | {:error, reason}

  



  
    
      
    
    
      append_event(event_type, payload, correlation_ids)



        
          
        

    

  


  


  



  
    
      
    
    
      append_event_with_timestamp(event_type, payload, correlation_ids, timestamp)



        
          
        

    

  


  


  



  
    
      
    
    
      commit(plan, ids)



        
          
        

    

  


  

Execute the single transactional commit derived from the plan.
Generic commit implementation that works with any plan structure
produced by Transaction DSL operations.

  



    

  
    
      
    
    
      compile(operation_module, input, ctx \\ %{})



        
          
        

    

  


  

Generic plan compilation - delegates to operation module's plan/2 function.
The kernel doesn't know about specific operations - it just calls plan/2
on any module that implements the Transaction DSL interface.

  



  
    
      
    
    
      emit_from(cursor)



        
          
        

    

  


  


  



  
    
      
    
    
      emit_from_impl(cursor)



        
          
        

    

  


  


  



  
    
      
    
    
      replay_from(cursor)



        
          
        

    

  


  


  



  
    
      
    
    
      replay_from_impl(cursor)



        
          
        

    

  


  


  


        

      


  

    
Framework.Sequencer 
    



      
Emitter streaming by sequence with jitter/backoff implementation.
Implements the canonical emitter streaming behavior per sequencer-emitter-spec.md:
	Range-scan delivery by WHERE sequence > cursor ORDER BY sequence
	Jitter/backoff with binding defaults: base=10ms, max=500ms, jitter=±50%
	NOTIFY as wake hints only, never for correctness


      




  

    
Framework.Transaction 
    



      
Transaction DSL Implementation.
Provides the single authoring surface for application logic where authors describe
what to READ, GUARD, COMPUTE, WRITE, return results, navigate, and trigger effects.
The runtime compiles plan graphs into a single Ecto.Multi transaction with enforced
isolation (READ COMMITTED) and natural-key upserts.
From transaction-dsl.md:
	No I/O in plan/2 functions - get/2 and list/2 produce READ nodes
	DB resolution occurs only inside the single commit transaction
	Node kinds: READ · GUARD · COMPUTE · WRITE · RESULT · EFFECT · NAV
	Allowed branches: predicates over input, ctx, and READ node fields
	Guards must be pure and deterministic
	Translation helpers t/3 and tn/5 are pure - read from ctx.locale


      


      
        Summary


  
    Functions
  


    
      
        compile_to_multi(plan_graph, ctx \\ %{})

      


        Compile a plan graph into a single Ecto.Multi transaction.



    


    
      
        operation(name, list)

      


        Define an operation with a plan function.



    





      


      
        Functions


        


    

  
    
      
    
    
      compile_to_multi(plan_graph, ctx \\ %{})



        
          
        

    

  


  

Compile a plan graph into a single Ecto.Multi transaction.
This is the core implementation that transforms the pure plan data
structure into an Ecto.Multi with enforced isolation and natural-key upserts.

  



  
    
      
    
    
      operation(name, list)


        (macro)


        
          
        

    

  


  

Define an operation with a plan function.
The plan function must be pure and return a plan graph data structure.
No I/O is allowed in plan functions.

  


        

      


  

    
Framework.Effects 
    



      
Effects & Idempotency implementation.
Handles effect declarations, idempotency key mapping, and Oban job enqueueing.
Effects are enqueued inside the same DB transaction and visible only after commit.
Guarantees
	Post-commit: effects enqueued inside same DB transaction 
	At-least-once: execution retries with backoff until success or dead-letter
	Idempotent by construction: deterministic idempotency keys mapped to unique job keys
	Outcome independence: visible outcomes decided at commit, effects never fabricate success

Supported effect types
	:webhook - HTTP POST with idempotency key
	:email - Email sending with template and model
	:emit_operation - Emit operation back into the system


      


      
        Summary


  
    Functions
  


    
      
        enqueue_effects(effects, correlation_ids)

      


        Enqueue effects as Oban jobs within the current transaction.



    


    
      
        get_max_attempts()

      


        Gets the configured max_attempts for effects.



    


    
      
        get_uniqueness_period()

      


        Gets the configured uniqueness period for effect deduplication.



    


    
      
        get_worker_module()

      


        Gets the configured worker module for effects processing.
Defaults to Framework.Effects.Worker for backward compatibility.



    


    
      
        map_idempotency_to_external_id(idempotency_key, request_id)

      


        Map idempotency keys to external_id for Oban uniqueness.



    


    
      
        validate_effect(effect)

      


        Validate and normalize a single effect declaration.



    


    
      
        validate_effects(effects)

      


        Validate and normalize effect declarations from operation plans.



    





      


      
        Functions


        


  
    
      
    
    
      enqueue_effects(effects, correlation_ids)



        
          
        

    

  


  

Enqueue effects as Oban jobs within the current transaction.
This function is called from Framework.Kernel.commit/2 to ensure
effects are enqueued inside the same DB transaction.

  



  
    
      
    
    
      get_max_attempts()



        
          
        

    

  


  

Gets the configured max_attempts for effects.

  



  
    
      
    
    
      get_uniqueness_period()



        
          
        

    

  


  

Gets the configured uniqueness period for effect deduplication.

  



  
    
      
    
    
      get_worker_module()



        
          
        

    

  


  

Gets the configured worker module for effects processing.
Defaults to Framework.Effects.Worker for backward compatibility.

  



  
    
      
    
    
      map_idempotency_to_external_id(idempotency_key, request_id)



        
          
        

    

  


  

Map idempotency keys to external_id for Oban uniqueness.
Mapping rules
	{:by_request} → {kind, external_id := request_id}
	{:by_natural_key, key} → {kind, external_id := key}


  



  
    
      
    
    
      validate_effect(effect)



        
          
        

    

  


  

Validate and normalize a single effect declaration.
Returns normalized effect map or raises on validation errors.

  



  
    
      
    
    
      validate_effects(effects)



        
          
        

    

  


  

Validate and normalize effect declarations from operation plans.
Returns {:ok, normalized_effects} | {:error, reason}

  


        

      


  

    
Framework.Effects.Worker 
    



      
Effects Worker for executing effects post-commit.
Handles execution of webhook, email, and emit_operation effects with:
	Idempotent execution using external_id 
	Exponential backoff on failures
	Dead-letter queue for terminal failures
	HTTP using Req + Finch for external calls

Effect types
	:webhook - HTTP POST with Idempotency-Key header
	:email - Email sending
	:emit_operation - Emit operation back into Framework.Kernel


      




  

    
Framework.AppSpec 
    



      
AppSpec DSL for defining verified routes and message security.
Provides the single UI contract: pages, routes, parameter schemas, 
visibility predicates, and compiled artifacts that enforce type-safe 
navigation and authorization as pure predicates.
Example Usage
defmodule MyApp.AppSpec do
  use Framework.AppSpec

  page :dashboard do
    path "/dashboard"
    title "Dashboard"

    params do
      # none
    end

    visible_if ctx do
      ctx.authenticated? and :member in ctx.roles
    end

    render with: MyApp.Pages.Dashboard
    menu group: :main, icon: :home, order: 10
  end
end

      


      
        Summary


  
    Functions
  


    
      
        breadcrumbs(path)

      


        Defines breadcrumb path.



    


    
      
        build_unified_path_ast(path)

      


        Creates unified path builder with query parameter support.
Consolidates all path building logic to eliminate duplication.



    


    
      
        build_unified_path_runtime(path, segments, params)

      


        Runtime path builder - unified implementation for all path construction.



    


    
      
        create_path_function(path)

      


        Creates runtime path function using unified logic.



    


    
      
        evaluate_values_ast(values)

      


        Evaluates AST values like sigil_w to actual values.



    


    
      
        extract_page_data(single_clause)

      


        Extracts data from page AST block.



    


    
      
        extract_param_schema(single_clause)

      


        Extracts parameter schema from params block AST.



    


    
      
        extract_path_segments(path_pattern)

      


        Extracts parameter segment names from path pattern.



    


    
      
        generate_breadcrumbs_index(page_processors)

      


        Generates breadcrumbs index mapping pages to their breadcrumb paths.



    


    
      
        generate_menus_index(page_processors)

      


        Generates menus index grouped by menu group and sorted by order.



    


    
      
        generate_route_helpers(page_processors)

      


        Generates route helper functions.



    


    
      
        get_base_url()

      


        Gets the base URL from configuration.



    


    
      
        menu(opts)

      


        Defines menu metadata.



    


    
      
        optional(name, type, opts \\ [])

      


        Defines optional parameters.



    


    
      
        page(name, list)

      


        Defines a page with path, parameters, visibility, and metadata.



    


    
      
        param(name)

      


        Access parameter values in visible_if predicates.



    


    
      
        params(list)

      


        Defines parameters for a page route.



    


    
      
        path(path_string)

      


        Defines the path for a page.



    


    
      
        process_page_definition(name, page_ast)

      


        Processes a page definition AST to extract path, parameters, and metadata.



    


    
      
        render(opts)

      


        Defines render delegate.



    


    
      
        required(name, type, opts \\ [])

      


        Defines parameter requirements.



    


    
      
        title(title_string)

      


        Defines the title for a page.



    


    
      
        validate_page_params(param_schema, raw_params)

      


        Validates parameters for a page using its parameter schema.



    


    
      
        validate_page_params(param_schema, raw_params, page_name)

      


    


    
      
        validate_param_value(raw_value, type, required, opts)

      


        Validates a single parameter value according to its type and requirements.



    


    
      
        visible_if(ctx_var, list)

      


        Defines visibility predicate for a page (pure function).



    





      


      
        Functions


        


  
    
      
    
    
      breadcrumbs(path)


        (macro)


        
          
        

    

  


  

Defines breadcrumb path.

  



  
    
      
    
    
      build_unified_path_ast(path)



        
          
        

    

  


  

Creates unified path builder with query parameter support.
Consolidates all path building logic to eliminate duplication.

  



  
    
      
    
    
      build_unified_path_runtime(path, segments, params)



        
          
        

    

  


  

Runtime path builder - unified implementation for all path construction.

  



  
    
      
    
    
      create_path_function(path)



        
          
        

    

  


  

Creates runtime path function using unified logic.

  



  
    
      
    
    
      evaluate_values_ast(values)



        
          
        

    

  


  

Evaluates AST values like sigil_w to actual values.

  



  
    
      
    
    
      extract_page_data(single_clause)



        
          
        

    

  


  

Extracts data from page AST block.

  



  
    
      
    
    
      extract_param_schema(single_clause)



        
          
        

    

  


  

Extracts parameter schema from params block AST.

  



  
    
      
    
    
      extract_path_segments(path_pattern)



        
          
        

    

  


  

Extracts parameter segment names from path pattern.

  



  
    
      
    
    
      generate_breadcrumbs_index(page_processors)



        
          
        

    

  


  

Generates breadcrumbs index mapping pages to their breadcrumb paths.
Returns a map of %{page_name => [breadcrumb_pages]}

  



  
    
      
    
    
      generate_menus_index(page_processors)



        
          
        

    

  


  

Generates menus index grouped by menu group and sorted by order.
Returns a map of %{group => [%{name, title, path, icon, order}]}

  



  
    
      
    
    
      generate_route_helpers(page_processors)



        
          
        

    

  


  

Generates route helper functions.

  



  
    
      
    
    
      get_base_url()



        
          
        

    

  


  

Gets the base URL from configuration.

  



  
    
      
    
    
      menu(opts)


        (macro)


        
          
        

    

  


  

Defines menu metadata.

  



    

  
    
      
    
    
      optional(name, type, opts \\ [])


        (macro)


        
          
        

    

  


  

Defines optional parameters.

  



  
    
      
    
    
      page(name, list)


        (macro)


        
          
        

    

  


  

Defines a page with path, parameters, visibility, and metadata.

  



  
    
      
    
    
      param(name)


        (macro)


        
          
        

    

  


  

Access parameter values in visible_if predicates.
This function is available within visible_if blocks to access
typed parameters for authorization decisions.

  



  
    
      
    
    
      params(list)


        (macro)


        
          
        

    

  


  

Defines parameters for a page route.

  



  
    
      
    
    
      path(path_string)


        (macro)


        
          
        

    

  


  

Defines the path for a page.

  



  
    
      
    
    
      process_page_definition(name, page_ast)



        
          
        

    

  


  

Processes a page definition AST to extract path, parameters, and metadata.

  



  
    
      
    
    
      render(opts)


        (macro)


        
          
        

    

  


  

Defines render delegate.

  



    

  
    
      
    
    
      required(name, type, opts \\ [])


        (macro)


        
          
        

    

  


  

Defines parameter requirements.

  



  
    
      
    
    
      title(title_string)


        (macro)


        
          
        

    

  


  

Defines the title for a page.

  



  
    
      
    
    
      validate_page_params(param_schema, raw_params)



        
          
        

    

  


  

Validates parameters for a page using its parameter schema.

  



  
    
      
    
    
      validate_page_params(param_schema, raw_params, page_name)



        
          
        

    

  


  


  



  
    
      
    
    
      validate_param_value(raw_value, type, required, opts)



        
          
        

    

  


  

Validates a single parameter value according to its type and requirements.

  



  
    
      
    
    
      visible_if(ctx_var, list)


        (macro)


        
          
        

    

  


  

Defines visibility predicate for a page (pure function).

  


        

      


  

    
Framework.MessageSecurity 
    



      
MessageSecurity provides pure predicate functions compiled from AppSpec
visible_if clauses. These predicates run during Accept/Plan phase and
enforce the same authorization logic used for UI visibility.
Core Principle
Visibility and enforcement are the same predicate evaluated in different places.
AuthContext Structure
The context passed to visibility predicates includes:
	actor: Current user/actor information
	org: Organization context  
	roles: List of roles for current context
	feature_flags: Available feature flags
	acl_bitsets: Access control lists as bitsets
	tenant_id: Multi-tenant identifier
	authenticated?: Boolean authentication status


      


      
        Summary


  
    Functions
  


    
      
        compile_visibility_predicate(page_ast)

      


        Compiles a visibility predicate from AppSpec page AST.



    


    
      
        create_predicate_function(ctx_var, predicate_ast)

      


        Creates an executable function from AST that supports param/1 calls.



    


    
      
        extract_visible_if(arg)

      


        Extracts the visible_if clause from page AST.



    


    
      
        generate_routes(pages)

      


        Generates verified route helpers from AppSpec definitions.



    


    
      
        get_page_predicate(module, page_name)

      


        Gets the visibility predicate for a specific page from an AppSpec module.



    


    
      
        get_registered_appspecs()

      


        Gets all registered AppSpec modules.



    


    
      
        get_visibility_predicate(page_name)

      


        Gets the compiled visibility predicate for a given page.



    


    
      
        transform_predicate_ast(ast, ctx_var_name)

      


        Transforms predicate AST to handle param/1 calls and context access safely.



    


    
      
        validate_params(page_name, raw_params)

      


        Validates route parameters against their schema.



    


    
      
        visible?(page_name, auth_context, params \\ %{})

      


        Evaluates visibility predicate for a given page and context.



    





      


      
        Functions


        


  
    
      
    
    
      compile_visibility_predicate(page_ast)



        
          
        

    

  


  

Compiles a visibility predicate from AppSpec page AST.

  



  
    
      
    
    
      create_predicate_function(ctx_var, predicate_ast)



        
          
        

    

  


  

Creates an executable function from AST that supports param/1 calls.

  



  
    
      
    
    
      extract_visible_if(arg)



        
          
        

    

  


  

Extracts the visible_if clause from page AST.

  



  
    
      
    
    
      generate_routes(pages)



        
          
        

    

  


  

Generates verified route helpers from AppSpec definitions.
This will be called at compile time to generate the routes() helpers.

  



  
    
      
    
    
      get_page_predicate(module, page_name)



        
          
        

    

  


  

Gets the visibility predicate for a specific page from an AppSpec module.

  



  
    
      
    
    
      get_registered_appspecs()



        
          
        

    

  


  

Gets all registered AppSpec modules.

  



  
    
      
    
    
      get_visibility_predicate(page_name)



        
          
        

    

  


  

Gets the compiled visibility predicate for a given page.
This loads the predicate from the registered AppSpec modules.

  



  
    
      
    
    
      transform_predicate_ast(ast, ctx_var_name)



        
          
        

    

  


  

Transforms predicate AST to handle param/1 calls and context access safely.

  



  
    
      
    
    
      validate_params(page_name, raw_params)



        
          
        

    

  


  

Validates route parameters against their schema.
Returns {:ok, coerced_params} for valid params,
{:error, :url_invalid} for invalid params.

  



    

  
    
      
    
    
      visible?(page_name, auth_context, params \\ %{})



        
          
        

    

  


  

Evaluates visibility predicate for a given page and context.
Returns true if the page should be visible/accessible, false otherwise.
Examples
ctx = %{authenticated?: true, roles: [:member, :admin]}
MessageSecurity.visible?(:dashboard, ctx, %{})
#=> true or false

  


        

      


  

    
Framework.VerifiedRoutes 
    



      
VerifiedRoutes provides type-safe route generation and parameter validation.
Generated from AppSpec definitions, these helpers ensure:
	All navigation goes through verified routes
	Parameters are validated at runtime
	Deep links are properly handled
	Navigation intents are properly typed

Usage
Instead of raw Phoenix routes or string URLs:
# BAD - forbidden by Credo rules
~p"/dashboard"
Routes.dashboard_path(conn, :show)

# GOOD - verified routes
routes().dashboard_path()
routes().project_show_path(org_id: org.id, project_id: project.id)

      


      
        Summary


  
    Functions
  


    
      
        extract_path_from_ast(arg1)

      


        Extracts path from page AST.



    


    
      
        generate_path(page_name, params \\ %{})

      


        Generates route path with parameter validation.



    


    
      
        generate_url(page_name, params \\ %{})

      


        Generates route URL with parameter validation.



    


    
      
        get_all_route_patterns()

      


        Gets all route patterns from registered AppSpec modules.



    


    
      
        get_base_url()

      


        Gets the base URL from configuration.



    


    
      
        get_registered_appspecs()

      


        Gets all registered AppSpec modules (same logic as MessageSecurity).



    


    
      
        get_route_helper(page_name)

      


        Gets a route helper function for a specific page from registered AppSpec modules.



    


    
      
        match_parameterized_pattern(path, pattern, query_params)

      


        Matches parameterized patterns like "/users/:user_id/profile".



    


    
      
        match_path_pattern(path, pattern)

      


        Matches a path against a route pattern and extracts parameters.



    


    
      
        parse_query_params(query_string)

      


        Parses query parameters from query string.



    


    
      
        validate_and_build_path(page_name, params)

      


        Validates parameters and builds path.



    


    
      
        validate_deep_link(path)

      


        Validates deep links against known routes.



    





      


      
        Functions


        


  
    
      
    
    
      extract_path_from_ast(arg1)



        
          
        

    

  


  

Extracts path from page AST.

  



    

  
    
      
    
    
      generate_path(page_name, params \\ %{})



        
          
        

    

  


  

Generates route path with parameter validation.
Returns validated path string or raises on invalid parameters.

  



    

  
    
      
    
    
      generate_url(page_name, params \\ %{})



        
          
        

    

  


  

Generates route URL with parameter validation.
Similar to generate_path but returns full URL.

  



  
    
      
    
    
      get_all_route_patterns()



        
          
        

    

  


  

Gets all route patterns from registered AppSpec modules.

  



  
    
      
    
    
      get_base_url()



        
          
        

    

  


  

Gets the base URL from configuration.

  



  
    
      
    
    
      get_registered_appspecs()



        
          
        

    

  


  

Gets all registered AppSpec modules (same logic as MessageSecurity).

  



  
    
      
    
    
      get_route_helper(page_name)



        
          
        

    

  


  

Gets a route helper function for a specific page from registered AppSpec modules.

  



  
    
      
    
    
      match_parameterized_pattern(path, pattern, query_params)



        
          
        

    

  


  

Matches parameterized patterns like "/users/:user_id/profile".

  



  
    
      
    
    
      match_path_pattern(path, pattern)



        
          
        

    

  


  

Matches a path against a route pattern and extracts parameters.

  



  
    
      
    
    
      parse_query_params(query_string)



        
          
        

    

  


  

Parses query parameters from query string.

  



  
    
      
    
    
      validate_and_build_path(page_name, params)



        
          
        

    

  


  

Validates parameters and builds path.
Returns {:ok, path} or {:error, reason}.

  



  
    
      
    
    
      validate_deep_link(path)



        
          
        

    

  


  

Validates deep links against known routes.
Returns {:ok, {page_name, params}} for valid links,
{:error, :url_invalid} for invalid ones.

  


        

      


  

    
Framework.I18n 
    



      
Internationalization (i18n) support for Framework.
Provides locale resolution, translation helpers, and i18n infrastructure
for all framework components including:
	Transaction DSL operations (pure translation helpers)
	Effects system (locale-aware email/webhook dispatch)
	Template system (locale-specific template resolution)
	AppSpec routes (optional locale-prefixed routing)

Configuration
config :framework, Framework.I18n,
  default_locale: "en-US",
  supported_locales: ["en-US", "es-ES", "fr-FR", "de-DE"],
  gettext_backend: Framework.I18n.Gettext
Locale Resolution Priority
	Explicit locale in operation input
	User preference from ctx.user.locale (if available)
	Session locale from ctx.session.locale (if available)
	Accept-Language header from ctx.headers["accept-language"]
	Default locale from configuration

Usage in Transaction DSL
use Framework.Transaction

operation :greet_user do
  plan fn input, ctx ->
    user = get(:users, input.user_id)

    result = compute fn ->
      %{
        # Pure translation - no I/O, reads from ctx
        greeting: Framework.I18n.t(ctx, "user.greeting", name: user.name),
        title: Framework.I18n.t(ctx, "dashboard.title")
      }
    end

    return result
  end
end
Usage in Effects
effect :email, "welcome",
  to: user.email,
  locale: ctx.locale  # Locale flows to effect
Gettext Integration
Framework uses Gettext for compile-time translations. Translation files
are stored in priv/gettext/<locale>/LC_MESSAGES/:
priv/gettext/
  en-US/LC_MESSAGES/
    default.po
    errors.po
  es-ES/LC_MESSAGES/
    default.po
    errors.po

      


      
        Summary


  
    Functions
  


    
      
        get_default_locale()

      


        Get the default locale from configuration.



    


    
      
        locale_supported?(locale)

      


        Check if a locale is supported.



    


    
      
        parse_accept_language_header(header)

      


        Parse Accept-Language header and return best matching supported locale.



    


    
      
        resolve_locale(input, ctx)

      


        Resolve locale from multiple sources with priority ordering.



    


    
      
        supported_locales()

      


        Get list of supported locales from configuration.



    


    
      
        t(ctx, key, bindings \\ [])

      


        Translate a message key with optional bindings.



    


    
      
        tn(ctx, singular, plural, count, bindings \\ [])

      


        Translate a message key with pluralization support.



    


    
      
        validate_and_normalize_locale(locale)

      


        Validate and normalize a locale string.



    





      


      
        Functions


        


  
    
      
    
    
      get_default_locale()



        
          
        

    

  


  

Get the default locale from configuration.
Examples
iex> Framework.I18n.get_default_locale()
"en-US"

  



  
    
      
    
    
      locale_supported?(locale)



        
          
        

    

  


  

Check if a locale is supported.
Examples
iex> Framework.I18n.locale_supported?("en-US")
true

iex> Framework.I18n.locale_supported?("invalid")
false

  



  
    
      
    
    
      parse_accept_language_header(header)



        
          
        

    

  


  

Parse Accept-Language header and return best matching supported locale.
Examples
iex> Framework.I18n.parse_accept_language_header("es-ES,es;q=0.9,en;q=0.8")
"es-ES"

iex> Framework.I18n.parse_accept_language_header("fr-FR,fr;q=0.9")
"fr-FR"

iex> Framework.I18n.parse_accept_language_header("invalid")
"en-US"  # falls back to default

  



  
    
      
    
    
      resolve_locale(input, ctx)



        
          
        

    

  


  

Resolve locale from multiple sources with priority ordering.
Priority Order
	Explicit input locale
	User preference (ctx.user.locale)
	Session locale (ctx.session.locale)
	Accept-Language header
	Default locale

Examples
iex> Framework.I18n.resolve_locale(%{locale: "es-ES"}, %{})
"es-ES"

iex> Framework.I18n.resolve_locale(%{}, %{user: %{locale: "fr-FR"}})
"fr-FR"

iex> Framework.I18n.resolve_locale(%{}, %{})
"en-US"  # default locale

  



  
    
      
    
    
      supported_locales()



        
          
        

    

  


  

Get list of supported locales from configuration.
Examples
iex> Framework.I18n.supported_locales()
["en-US", "es-ES", "fr-FR", "de-DE"]

  



    

  
    
      
    
    
      t(ctx, key, bindings \\ [])



        
          
        

    

  


  

Translate a message key with optional bindings.
This is a pure function that reads locale from context and delegates
to the configured Gettext backend. No I/O is performed.
Examples
iex> ctx = %{locale: "en-US"}
iex> Framework.I18n.t(ctx, "user.greeting", name: "Alice")
"Hello, Alice!"

iex> ctx = %{locale: "es-ES"}
iex> Framework.I18n.t(ctx, "user.greeting", name: "Alice")
"¡Hola, Alice!"
Arguments
	ctx - Context map containing :locale key
	key - Translation key (e.g., "user.greeting", "errors.not_found")
	bindings - Keyword list of variable bindings for interpolation


  



    

  
    
      
    
    
      tn(ctx, singular, plural, count, bindings \\ [])



        
          
        

    

  


  

Translate a message key with pluralization support.
Examples
iex> ctx = %{locale: "en-US"}
iex> Framework.I18n.tn(ctx, "item.count", "item.counts", 1)
"1 item"

iex> Framework.I18n.tn(ctx, "item.count", "item.counts", 5)
"5 items"

  



  
    
      
    
    
      validate_and_normalize_locale(locale)



        
          
        

    

  


  

Validate and normalize a locale string.
Returns the locale if valid, otherwise returns default locale.
Examples
iex> Framework.I18n.validate_and_normalize_locale("en-US")
"en-US"

iex> Framework.I18n.validate_and_normalize_locale("invalid")
"en-US"  # falls back to default

  


        

      


  

    
Framework.I18n.Gettext 
    



      
Gettext backend for Framework internationalization.
This module uses Gettext to provide compile-time translations for
framework messages and errors. Product applications can use this
backend or define their own.
Translation Files
Translation files are stored in priv/gettext/<locale>/LC_MESSAGES/:
priv/gettext/
  en-US/LC_MESSAGES/
    default.po      # Default domain for general messages
    errors.po       # Error messages
  es-ES/LC_MESSAGES/
    default.po
    errors.po
  fr-FR/LC_MESSAGES/
    default.po
    errors.po
Extracting Translations
Use the built-in Gettext tasks to extract and merge translations:
# Extract translation keys from code
mix gettext.extract

# Merge new keys into existing .po files
mix gettext.merge priv/gettext
Adding New Translations
	Add translation calls in code using Framework.I18n.t/3
	Run mix gettext.extract to extract keys
	Run mix gettext.merge priv/gettext to update .po files
	Edit .po files to add translations


      


      
        Summary


  
    Functions
  


    
      
        handle_missing_bindings(exception, incomplete)

      


        Callback implementation for Gettext.Backend.handle_missing_bindings/2.



    


    
      
        handle_missing_plural_translation(locale, domain, msgctxt, msgid, msgid_plural, n, bindings)

      


        Callback implementation for Gettext.Backend.handle_missing_plural_translation/7.



    


    
      
        handle_missing_translation(locale, domain, msgctxt, msgid, bindings)

      


        Callback implementation for Gettext.Backend.handle_missing_translation/5.



    


    
      
        priv_gettext_path()

      


        Returns the path to the Gettext locales directory.



    





      


      
        Functions


        


  
    
      
    
    
      handle_missing_bindings(exception, incomplete)



        
          
        

    

  


  

Callback implementation for Gettext.Backend.handle_missing_bindings/2.

  



  
    
      
    
    
      handle_missing_plural_translation(locale, domain, msgctxt, msgid, msgid_plural, n, bindings)



        
          
        

    

  


  

Callback implementation for Gettext.Backend.handle_missing_plural_translation/7.

  



  
    
      
    
    
      handle_missing_translation(locale, domain, msgctxt, msgid, bindings)



        
          
        

    

  


  

Callback implementation for Gettext.Backend.handle_missing_translation/5.

  



  
    
      
    
    
      priv_gettext_path()



        
          
        

    

  


  

Returns the path to the Gettext locales directory.
This is used by Gettext to find translation files.

  


        

      


  

    
Framework.ConsumerCursor 
    



      
Consumer cursor persistence for sequencer consumers.
Stores the last processed sequence for each consumer to enable
deterministic resume after restarts. Part of the consumer conformance
contract defined by the framework.

      


      
        Summary


  
    Functions
  


    
      
        changeset(cursor, attrs)

      


        Creates or updates a consumer cursor.



    


    
      
        update_cursor(cursor, new_sequence)

      


        Updates cursor to new sequence position.



    





      


      
        Functions


        


  
    
      
    
    
      changeset(cursor, attrs)



        
          
        

    

  


  

Creates or updates a consumer cursor.
Examples
iex> alias Framework.ConsumerCursor
Framework.ConsumerCursor
iex> changeset = ConsumerCursor.changeset(%ConsumerCursor{}, %{
...>   name: "test_consumer",
...>   last_processed_sequence: 42
...> })
iex> changeset.valid?
true

  



  
    
      
    
    
      update_cursor(cursor, new_sequence)



        
          
        

    

  


  

Updates cursor to new sequence position.

  


        

      


  

    
Framework.SchemaRegistry 
    



      
Schema registry + digesting + append-time size/PII enforcement.
Implementation per wire-contracts-ci-gates.md:
	JSON Schema is single source of truth
	Schema registry with $id, x_schema_version, x_schema_digest, x_max_bytes, x_pii_tags  
	Append-time enforcement BEFORE ExJsonSchema validation
	Transaction rollback on violations
	Boot loader reads schemas into ETS with digest verification

Enforcement order (binding):
	Check x_max_bytes size limit
	Check x_pii_tags violations  
	Then validate JSON with ExJsonSchema
	Record schema markers for replay verification


      


      
        Summary


  
    Types
  


    
      
        t()

      


    


    
      
        validation_error()

      


    





  
    Functions
  


    
      
        child_spec(opts)

      


    


    
      
        compute_schema_digest(schema)

      


        Compute SHA256 digest of schema content.



    


    
      
        get_schema(schema_id)

      


        Get schema information by schema_id.



    


    
      
        init(args)

      


    


    
      
        register_schema(schema)

      


        Register a schema in the registry with full validation.



    


    
      
        start_link(opts \\ [])

      


    


    
      
        validate_payload(schema_id, payload)

      


        Validate payload against schema with append-time enforcement.



    


    
      
        verify_digest(schema_id, expected_digest)

      


        Verify schema digest matches current registry.
Used during replay to detect schema drift.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Framework.SchemaRegistry{
  json_schema: map(),
  max_bytes: integer(),
  pii_tags: [String.t()],
  schema_digest: String.t(),
  schema_id: String.t(),
  schema_version: integer()
}


      



  



  
    
      
    
    
      validation_error()



        
          
        

    

  


  

      

          @type validation_error() ::
  {:size_limit_exceeded, integer(), integer()}
  | {:pii_violation, [String.t()]}
  | {:schema_validation_failed, any()}
  | {:schema_not_found, String.t()}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      child_spec(opts)



        
          
        

    

  


  


  



  
    
      
    
    
      compute_schema_digest(schema)



        
          
        

    

  


  

      

          @spec compute_schema_digest(map()) :: String.t()


      


Compute SHA256 digest of schema content.
Digest is computed over the canonical JSON representation excluding 
the x_schema_digest field itself to avoid circular dependency.

  



  
    
      
    
    
      get_schema(schema_id)



        
          
        

    

  


  

      

          @spec get_schema(String.t()) :: {:ok, t()} | {:error, :not_found}


      


Get schema information by schema_id.

  



  
    
      
    
    
      init(args)



        
          
        

    

  


  


  



  
    
      
    
    
      register_schema(schema)



        
          
        

    

  


  

      

          @spec register_schema(map()) :: :ok | {:error, String.t()}


      


Register a schema in the registry with full validation.
Schema must include:
	$id: Unique schema identifier
	x_schema_id: Same as $id for consistency  
	x_schema_version: Integer version
	x_schema_digest: SHA256 digest of schema content
	x_max_bytes: Size limit (default 64 KiB, max 256 KiB)
	x_pii_tags: List of fields containing PII


  



    

  
    
      
    
    
      start_link(opts \\ [])



        
          
        

    

  


  


  



  
    
      
    
    
      validate_payload(schema_id, payload)



        
          
        

    

  


  

      

          @spec validate_payload(String.t(), map()) ::
  {:ok,
   %{
     schema_id: String.t(),
     schema_version: integer(),
     schema_digest: String.t()
   }}
  | {:error, validation_error()}


      


Validate payload against schema with append-time enforcement.
Enforcement order per wire-contracts-ci-gates.md:
	Check x_max_bytes size limit
	Check x_pii_tags violations
	Validate JSON with ExJsonSchema

Returns {:ok, schema_markers} or {:error, validation_error()}

  



  
    
      
    
    
      verify_digest(schema_id, expected_digest)



        
          
        

    

  


  

      

          @spec verify_digest(String.t(), String.t()) :: :ok | {:error, :digest_mismatch}


      


Verify schema digest matches current registry.
Used during replay to detect schema drift.

  


        

      


  

    
Framework.OverlayController 
    



      
Framework debug overlay controller functions.
This module provides controller action functions that host Phoenix applications
can delegate to for overlay functionality. Host applications should create their
own controller that delegates to these functions.
Usage in host application
defmodule MyAppWeb.OverlayController do
  use MyAppWeb, :controller

  defdelegate index(conn, params), to: Framework.OverlayController
  defdelegate timeline(conn, params), to: Framework.OverlayController
  # ... other actions
end
All functions return data structures that can be rendered as JSON or HTML
by the host application's controller.

      


      
        Summary


  
    Functions
  


    
      
        dlq(conn, params)

      


        Dead Letter Queue browser for failed effects.



    


    
      
        dlq_replay(conn, map)

      


    


    
      
        export(conn, params)

      


        Export and diagnostic bundle creation.



    


    
      
        export_bundle(conn, params)

      


    


    
      
        index(conn, params)

      


        Main overlay dashboard with system overview.



    


    
      
        metrics_api(conn, params)

      


        Real-time metrics API endpoint.



    


    
      
        outbox(conn, params)

      


        Outbox browser for event sequence inspection.



    


    
      
        outbox_event(conn, map)

      


    


    
      
        replay(conn, params)

      


        Replay harness for event replay testing.



    


    
      
        replay_from(conn, map)

      


    


    
      
        routes(conn, params)

      


        Routes inspector for AppSpec debugging.



    


    
      
        routes_inspect(conn, map)

      


    


    
      
        supersedence(conn, params)

      


        Supersedence visualizer for navigation debugging.



    


    
      
        timeline(conn, params)

      


        Timeline view showing Accept → Plan → Commit → Emit flow.



    


    
      
        timeline_request(conn, map)

      


    





      


      
        Functions


        


  
    
      
    
    
      dlq(conn, params)



        
          
        

    

  


  

Dead Letter Queue browser for failed effects.

  



  
    
      
    
    
      dlq_replay(conn, map)



        
          
        

    

  


  


  



  
    
      
    
    
      export(conn, params)



        
          
        

    

  


  

Export and diagnostic bundle creation.

  



  
    
      
    
    
      export_bundle(conn, params)



        
          
        

    

  


  


  



  
    
      
    
    
      index(conn, params)



        
          
        

    

  


  

Main overlay dashboard with system overview.

  



  
    
      
    
    
      metrics_api(conn, params)



        
          
        

    

  


  

Real-time metrics API endpoint.

  



  
    
      
    
    
      outbox(conn, params)



        
          
        

    

  


  

Outbox browser for event sequence inspection.

  



  
    
      
    
    
      outbox_event(conn, map)



        
          
        

    

  


  


  



  
    
      
    
    
      replay(conn, params)



        
          
        

    

  


  

Replay harness for event replay testing.

  



  
    
      
    
    
      replay_from(conn, map)



        
          
        

    

  


  


  



  
    
      
    
    
      routes(conn, params)



        
          
        

    

  


  

Routes inspector for AppSpec debugging.

  



  
    
      
    
    
      routes_inspect(conn, map)



        
          
        

    

  


  


  



  
    
      
    
    
      supersedence(conn, params)



        
          
        

    

  


  

Supersedence visualizer for navigation debugging.

  



  
    
      
    
    
      timeline(conn, params)



        
          
        

    

  


  

Timeline view showing Accept → Plan → Commit → Emit flow.

  



  
    
      
    
    
      timeline_request(conn, map)



        
          
        

    

  


  


  


        

      


  

    
Framework.OverlayRouter 
    



      
Route definitions for Framework debug overlay system.
This module provides route definitions that host Phoenix applications can mount
to enable the Framework debug overlay at /overlay.
Usage in host application
Add to your Phoenix router:
defmodule MyAppWeb.Router do
  # ... other routes

  scope "/overlay" do
    Framework.OverlayRouter.mount_routes(__MODULE__)
  end
end
This makes the overlay available at /overlay as documented.
Security
The overlay should only be available in development/test environments.
Host applications should implement appropriate security checks.

      


      
        Summary


  
    Functions
  


    
      
        ensure_development_only(conn, opts)

      


        Plug function for security checks in host applications.



    


    
      
        mount_routes(router_module)

      


        Mount overlay routes in a Phoenix router.



    


    
      
        routes()

      


        Get the AST representation of overlay routes for testing.



    





      


      
        Functions


        


  
    
      
    
    
      ensure_development_only(conn, opts)



        
          
        

    

  


  

Plug function for security checks in host applications.
Host applications should use this plug to ensure overlay is only
available in appropriate environments.
Usage in host controller:
defmodule MyAppWeb.OverlayController do
  use MyAppWeb, :controller

  plug :ensure_development_only

  defdelegate index(conn, params), to: Framework.OverlayController
  # ... other overlay actions

  defp ensure_development_only(conn, _opts) do
    if Application.get_env(:my_app, :overlay_enabled, Mix.env() in [:dev, :test]) do
      conn
    else
      conn
      |> put_status(:forbidden)
      |> json(%{error: "Debug overlay is disabled in this environment"})
      |> halt()
    end
  end
end

  



  
    
      
    
    
      mount_routes(router_module)


        (macro)


        
          
        

    

  


  

Mount overlay routes in a Phoenix router.
Usage in host Phoenix application:
scope "/overlay" do
  Framework.OverlayRouter.mount_routes(__MODULE__)
end

  



  
    
      
    
    
      routes()



        
          
        

    

  


  

Get the AST representation of overlay routes for testing.
Returns the quoted route definitions for testing route structure.

  


        

      


  

    
Framework.Telemetry 
    



      
Framework telemetry setup and SLO gauge registration.
Implements required SLO gauges:
	emit_lag_ms (target: p95 < 200ms)
	replay_lag_ms (target: p99 < 2s)  
	supersedence_rate
	events_per_sec
	schema_validation_failures_total

All metrics are exported via OpenTelemetry for observability compliance.
Uses supervised GenServer pattern for gauge updates with graceful OTEL fallback.

      


      
        Summary


  
    Functions
  


    
      
        child_spec()

      


        Child spec for adding to supervision tree.



    


    
      
        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        get_emit_lag_ms()

      


        Get current emit lag in milliseconds.



    


    
      
        get_metrics()

      


        Get current snapshot of all SLO metrics.



    


    
      
        get_replay_lag_ms()

      


        Get current replay lag (maximum across all consumers) in milliseconds.



    


    
      
        record_events_appended(count)

      


        Record events appended for events_per_sec calculation.
Called from kernel commit when events are successfully appended.



    


    
      
        record_schema_validation_failure(schema_id, reason)

      


        Record schema validation failure for total count.
Called when JSON Schema validation fails at append or replay.



    


    
      
        record_supersedence(navigation_id)

      


        Record supersedence event for rate calculation.
Called whenever a :render event supersedes a :navigated event.



    


    
      
        setup()

      


        Initialize all SLO gauges and telemetry handlers.
Called from application startup.
Returns child spec for supervision tree.



    


    
      
        start_link(opts \\ [])

      


        Start the telemetry GenServer.



    





      


      
        Functions


        


  
    
      
    
    
      child_spec()



        
          
        

    

  


  

Child spec for adding to supervision tree.

  



  
    
      
    
    
      child_spec(init_arg)



        
          
        

    

  


  

Returns a specification to start this module under a supervisor.
See Supervisor.

  



  
    
      
    
    
      get_emit_lag_ms()



        
          
        

    

  


  

Get current emit lag in milliseconds.

  



  
    
      
    
    
      get_metrics()



        
          
        

    

  


  

Get current snapshot of all SLO metrics.
Returns a map containing current values for all tracked metrics:
	emit_lag_ms
	replay_lag_ms  
	events_per_sec
	supersedence_rate
	schema_validation_failures_total


  



  
    
      
    
    
      get_replay_lag_ms()



        
          
        

    

  


  

Get current replay lag (maximum across all consumers) in milliseconds.

  



  
    
      
    
    
      record_events_appended(count)



        
          
        

    

  


  

Record events appended for events_per_sec calculation.
Called from kernel commit when events are successfully appended.

  



  
    
      
    
    
      record_schema_validation_failure(schema_id, reason)



        
          
        

    

  


  

Record schema validation failure for total count.
Called when JSON Schema validation fails at append or replay.

  



  
    
      
    
    
      record_supersedence(navigation_id)



        
          
        

    

  


  

Record supersedence event for rate calculation.
Called whenever a :render event supersedes a :navigated event.

  



  
    
      
    
    
      setup()



        
          
        

    

  


  

Initialize all SLO gauges and telemetry handlers.
Called from application startup.
Returns child spec for supervision tree.

  



    

  
    
      
    
    
      start_link(opts \\ [])



        
          
        

    

  


  

Start the telemetry GenServer.

  


        

      


  

    
Framework.ValidationMetrics 
    



      
Schema validation metrics tracking for SLO monitoring.
Provides persistent counters for schema validation failures across
outbox append operations, replay operations, and schema registry validation.
Uses ETS for fast counter operations with periodic persistence to avoid
data loss during restarts.
Features
	Thread-safe counter operations
	Categorized failure tracking by type
	Automatic counter reset for observability windows  
	Graceful fallback when ETS unavailable


      


      
        Summary


  
    Functions
  


    
      
        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        get_category_failures(category)

      


        Get validation failures for a specific category.



    


    
      
        get_failure_breakdown()

      


        Get detailed breakdown of validation failures.



    


    
      
        get_status()

      


        Get validation metrics status for health checks.



    


    
      
        get_total_failures()

      


        Get total validation failures across all categories.



    


    
      
        increment_failure(category, schema_id, reason)

      


        Increment schema validation failure counter.



    


    
      
        reset_counters()

      


        Reset all validation failure counters.



    


    
      
        start_link(opts \\ [])

      


        Start the ValidationMetrics GenServer.



    





      


      
        Functions


        


  
    
      
    
    
      child_spec(init_arg)



        
          
        

    

  


  

Returns a specification to start this module under a supervisor.
See Supervisor.

  



  
    
      
    
    
      get_category_failures(category)



        
          
        

    

  


  

Get validation failures for a specific category.
Examples
ValidationMetrics.get_category_failures(:outbox_append_failures)
#=> 42

  



  
    
      
    
    
      get_failure_breakdown()



        
          
        

    

  


  

Get detailed breakdown of validation failures.
Returns map with failure counts by category, schema, and reason for debugging.

  



  
    
      
    
    
      get_status()



        
          
        

    

  


  

Get validation metrics status for health checks.

  



  
    
      
    
    
      get_total_failures()



        
          
        

    

  


  

Get total validation failures across all categories.
Returns the sum of all validation failure counters for SLO monitoring.

  



  
    
      
    
    
      increment_failure(category, schema_id, reason)



        
          
        

    

  


  

Increment schema validation failure counter.
Parameters
	category: Atom identifying the failure type (:outbox_append_failures, :replay_validation_failures, etc.)
	schema_id: String identifying the failing schema
	reason: Atom or string describing the failure reason

Examples
ValidationMetrics.increment_failure(:outbox_append_failures, "user_registration.v1", :invalid_email)
ValidationMetrics.increment_failure(:replay_validation_failures, "navigation.v2", "missing_required_field")

  



  
    
      
    
    
      reset_counters()



        
          
        

    

  


  

Reset all validation failure counters.
Called periodically to reset counters for observability time windows.
Manual reset is also available for testing.

  



    

  
    
      
    
    
      start_link(opts \\ [])



        
          
        

    

  


  

Start the ValidationMetrics GenServer.
Initializes ETS table and schedules periodic counter resets.

  


        

      


  

    
Framework.Overlay.DLQBrowser 
    



      
Dead Letter Queue Browser for observability overlay.
Provides inspection and management of failed effects in the dead letter queue.
Essential for debugging effect execution failures and manual recovery operations.
Features
	Dead letter queue inspection
	Failure pattern analysis  
	Manual effect retry with same idempotency key
	Effect execution history
	Bulk operation tools


      


      
        Summary


  
    Functions
  


    
      
        analyze_failure_patterns(time_window_hours \\ 168)

      


        Analyze effect failure patterns.



    


    
      
        bulk_retry_dead_letters(filters \\ %{}, options \\ %{})

      


        Bulk retry multiple dead letters.



    


    
      
        classification_summary()

      


        Get classification summary for failed jobs.



    


    
      
        failed_jobs_count()

      


        Get total count of failed jobs in the system.



    


    
      
        get_dead_letters(limit \\ 50, filters \\ %{})

      


        Get dead letter queue entries.



    


    
      
        get_dlq_stats(time_window_hours \\ 24)

      


        Get dead letter statistics and trends.



    


    
      
        get_effect_history(external_id)

      


        Get effect execution history for an external_id.



    


    
      
        list_failed_jobs(opts \\ [])

      


        List failed jobs with pagination for DLQ browser.



    


    
      
        replay_dead_letter(job_id, options \\ %{})

      


        Replay a dead letter effect with same idempotency key.



    


    
      
        replay_with_same_idempotency_key(job_id)

      


        Replay a failed job with same idempotency key.



    


    
      
        slo_breach_count(opts \\ [])

      


        Count jobs that breach SLO (not drained within 24h).



    





      


      
        Functions


        


    

  
    
      
    
    
      analyze_failure_patterns(time_window_hours \\ 168)



        
          
        

    

  


  

Analyze effect failure patterns.
Identifies common failure modes and suggests remediation strategies.
Parameters
	time_window_hours: Analysis period (default 168 = 1 week)

Returns
Comprehensive failure analysis with recommendations

  



    

    

  
    
      
    
    
      bulk_retry_dead_letters(filters \\ %{}, options \\ %{})



        
          
        

    

  


  

Bulk retry multiple dead letters.
Attempts to replay multiple failed effects with filtering and batching.
Parameters
	filters: Criteria for selecting jobs to retry
	options: Bulk operation options	batch_size: Process in batches of N (default 10)
	max_jobs: Maximum jobs to process (default 100)
	delay_between_batches_ms: Delay between batches (default 1000)



Returns
Bulk operation results with individual job outcomes

  



  
    
      
    
    
      classification_summary()



        
          
        

    

  


  

Get classification summary for failed jobs.

  



  
    
      
    
    
      failed_jobs_count()



        
          
        

    

  


  

Get total count of failed jobs in the system.

  



    

    

  
    
      
    
    
      get_dead_letters(limit \\ 50, filters \\ %{})



        
          
        

    

  


  

Get dead letter queue entries.
Returns failed effects awaiting manual intervention.
Parameters
	limit: Maximum entries to return (default 50)
	filters: Filter criteria	effect_type: Filter by effect type (:webhook, :email, etc)
	external_id: Filter by specific external_id
	min_attempts: Minimum attempt count
	age_hours: Only entries older than X hours



Returns
List of dead letter entries with failure analysis

  



    

  
    
      
    
    
      get_dlq_stats(time_window_hours \\ 24)



        
          
        

    

  


  

Get dead letter statistics and trends.
Provides aggregate analysis of effect failures for operational insight.
Parameters
	time_window_hours: Analysis period in hours (default 24)

Returns
Statistics about dead letter patterns and trends

  



  
    
      
    
    
      get_effect_history(external_id)



        
          
        

    

  


  

Get effect execution history for an external_id.
Shows complete execution history including retries and final outcome.
Parameters
	external_id: The idempotency key to trace

Returns
Complete execution timeline for the effect

  



    

  
    
      
    
    
      list_failed_jobs(opts \\ [])



        
          
        

    

  


  

List failed jobs with pagination for DLQ browser.

  



    

  
    
      
    
    
      replay_dead_letter(job_id, options \\ %{})



        
          
        

    

  


  

Replay a dead letter effect with same idempotency key.
Attempts to re-execute a failed effect while preserving idempotency guarantees.
Parameters
	job_id: Oban job ID of the dead letter
	options: Replay configuration	preserve_idempotency: Keep same external_id (default true)
	modify_payload: Optional payload modifications
	dry_run: Only validate, don't execute (default false)



Returns
Replay result with execution status and details

  



  
    
      
    
    
      replay_with_same_idempotency_key(job_id)



        
          
        

    

  


  

Replay a failed job with same idempotency key.

  



    

  
    
      
    
    
      slo_breach_count(opts \\ [])



        
          
        

    

  


  

Count jobs that breach SLO (not drained within 24h).

  


        

      


  

    
Framework.Overlay.GatedExport 
    



      
One-click record & explain functionality for debugging overlay.
Generates redacted system state bundles for bug reports while maintaining
security and PII compliance per testing-debugging.md requirements.
Implements "gated export: redacted bundles for bug reports" as specified
in the architecture documentation.

      


      
        Summary


  
    Functions
  


    
      
        create_diagnostic_bundle(params)

      


        Create a diagnostic bundle with specified parameters.



    


    
      
        generate_redacted_bundle()

      


        Generates a complete system diagnostic bundle with redacted sensitive data.



    


    
      
        get_export_options()

      


        Get export options available for diagnostic bundles.



    





      


      
        Functions


        


  
    
      
    
    
      create_diagnostic_bundle(params)



        
          
        

    

  


  

Create a diagnostic bundle with specified parameters.

  



  
    
      
    
    
      generate_redacted_bundle()



        
          
        

    

  


  

Generates a complete system diagnostic bundle with redacted sensitive data.
Returns {:ok, bundle} with structured system state or {:error, reason}.
Bundle includes outbox events, SLO metrics, schema info, and system health.

  



  
    
      
    
    
      get_export_options()



        
          
        

    

  


  

Get export options available for diagnostic bundles.

  


        

      


  

    
Framework.Overlay.OutboxBrowser 
    



      
Outbox Browser for observability overlay.
Provides head/tail inspection of outbox events with filtering by correlation IDs.
Essential for debugging event ordering, payload inspection, and sequence analysis.
Features
	Head/tail event inspection
	Correlation ID filtering  
	Schema validation status
	Event payload visualization
	Sequence gap detection


      


      
        Summary


  
    Functions
  


    
      
        available_event_types()

      


        Get list of available event types from the outbox.



    


    
      
        get_event_details(sequence)

      


        Get detailed information about a specific event by sequence.



    


    
      
        get_head(limit \\ 50, filters \\ %{})

      


        Get recent events from the outbox (head).



    


    
      
        get_range(from_sequence, to_sequence, filters \\ %{})

      


        Get events within a sequence range.



    


    
      
        get_stats()

      


        Get outbox statistics and health metrics.



    


    
      
        get_tail(limit \\ 50, filters \\ %{})

      


        Get oldest events from the outbox (tail).



    


    
      
        list_events(opts \\ [])

      


        List events with pagination support for overlay browser.



    


    
      
        recent_events_count(opts \\ [])

      


        Get count of recent events within specified minutes.



    


    
      
        search_payload(search_term, limit \\ 100, filters \\ %{})

      


        Search events by payload content.



    





      


      
        Functions


        


  
    
      
    
    
      available_event_types()



        
          
        

    

  


  

Get list of available event types from the outbox.

  



  
    
      
    
    
      get_event_details(sequence)



        
          
        

    

  


  

Get detailed information about a specific event by sequence.

  



    

    

  
    
      
    
    
      get_head(limit \\ 50, filters \\ %{})



        
          
        

    

  


  

Get recent events from the outbox (head).
Returns most recent events for real-time monitoring.
Parameters
	limit: Number of events to return (default 50)
	filters: Map of filter criteria	event_type: Filter by specific event type
	request_id: Filter by request ID
	client_id: Filter by client ID  
	session_id: Filter by session ID
	schema_id: Filter by schema ID



Returns
List of outbox events with enhanced metadata

  



    

  
    
      
    
    
      get_range(from_sequence, to_sequence, filters \\ %{})



        
          
        

    

  


  

Get events within a sequence range.
Useful for inspecting specific sequence windows and analyzing event ordering.
Parameters
	from_sequence: Starting sequence (inclusive)
	to_sequence: Ending sequence (inclusive) 
	filters: Optional filter criteria

Returns
List of events in sequence order with gap detection

  



  
    
      
    
    
      get_stats()



        
          
        

    

  


  

Get outbox statistics and health metrics.
Returns aggregate information about outbox state and performance.
Returns
Map containing:
	total_events: Total number of events in outbox
	sequence_head: Highest sequence number
	sequence_tail: Lowest sequence number  
	event_type_distribution: Count by event type
	schema_distribution: Count by schema
	recent_activity: Events in last hour
	largest_gaps: Biggest sequence gaps


  



    

    

  
    
      
    
    
      get_tail(limit \\ 50, filters \\ %{})



        
          
        

    

  


  

Get oldest events from the outbox (tail).
Returns earliest events for historical analysis and replay testing.
Parameters
	limit: Number of events to return (default 50)
	filters: Map of filter criteria (same as get_head)

Returns
List of outbox events with enhanced metadata

  



    

  
    
      
    
    
      list_events(opts \\ [])



        
          
        

    

  


  

List events with pagination support for overlay browser.

  



    

  
    
      
    
    
      recent_events_count(opts \\ [])



        
          
        

    

  


  

Get count of recent events within specified minutes.

  



    

    

  
    
      
    
    
      search_payload(search_term, limit \\ 100, filters \\ %{})



        
          
        

    

  


  

Search events by payload content.
Performs JSONB queries on event payloads for advanced debugging.
Parameters
	search_term: Text to search for in payload
	limit: Maximum results (default 100)
	filters: Additional filter criteria

Returns
List of matching events with highlighted search terms

  


        

      


  

    
Framework.Overlay.RedactionService 
    



      
Schema-driven redaction service using x_pii_tags from SchemaRegistry.
Implements wire-contracts single-source-of-truth principle by deriving
redaction rules from JSON Schema x_pii_tags instead of hardcoded patterns.

      


      
        Summary


  
    Functions
  


    
      
        redact_by_schema(data, schema_id)

      


        Redact sensitive data based on schema-driven x_pii_tags.



    


    
      
        redact_uuid_fields(value)

      


        Redact UUIDs in database query results.



    





      


      
        Functions


        


  
    
      
    
    
      redact_by_schema(data, schema_id)



        
          
        

    

  


  

      

          @spec redact_by_schema(String.t() | nil, String.t()) :: String.t() | nil


      


Redact sensitive data based on schema-driven x_pii_tags.
Returns redacted string with PII fields replaced by schema-appropriate
redaction markers.

  



  
    
      
    
    
      redact_uuid_fields(value)



        
          
        

    

  


  

      

          @spec redact_uuid_fields(String.t() | nil) :: String.t() | nil


      


Redact UUIDs in database query results.
Replaces UUID values with appropriate redaction markers.

  


        

      


  

    
Framework.Overlay.ReplayHarness 
    



      
Replay Harness for observability overlay.
Enables reconnection from any sequence for state reconstruction and debugging.
Essential for verifying replay determinism and testing consumer behavior.
Features
	Replay from arbitrary sequence positions
	State reconstruction verification
	Consumer simulation
	Replay validation against schema digests
	Performance measurement during replay


      


      
        Summary


  
    Functions
  


    
      
        get_all_consumer_cursors()

      


        Get all consumer cursors for replay harness.



    


    
      
        get_replay_checkpoints(limit \\ 20)

      


        Get available replay checkpoints.



    


    
      
        get_sequence_range()

      


        Get sequence range available for replay.



    


    
      
        get_validation_info()

      


        Get validation information for replay setup.



    


    
      
        replay_from(from_sequence, to_sequence \\ nil, options \\ %{})

      


        Replay events from a specific sequence position.



    


    
      
        replay_from_cursor(cursor)

      


        Replay from a specific cursor position.



    


    
      
        test_consumer_resilience(scenario, from_sequence, options \\ %{})

      


        Test consumer behavior with simulated gaps and failures.



    


    
      
        validate_determinism(from_sequence, to_sequence, iterations \\ 3)

      


        Validate replay determinism between multiple runs.



    





      


      
        Functions


        


  
    
      
    
    
      get_all_consumer_cursors()



        
          
        

    

  


  

Get all consumer cursors for replay harness.

  



    

  
    
      
    
    
      get_replay_checkpoints(limit \\ 20)



        
          
        

    

  


  

Get available replay checkpoints.
Returns significant sequence positions useful for replay testing.
Returns
List of checkpoint information including sequence and context

  



  
    
      
    
    
      get_sequence_range()



        
          
        

    

  


  

Get sequence range available for replay.

  



  
    
      
    
    
      get_validation_info()



        
          
        

    

  


  

Get validation information for replay setup.

  



    

    

  
    
      
    
    
      replay_from(from_sequence, to_sequence \\ nil, options \\ %{})



        
          
        

    

  


  

Replay events from a specific sequence position.
Simulates consumer reconnection and validates deterministic reconstruction.
Parameters
	from_sequence: Starting sequence (exclusive - events with sequence > from_sequence)
	to_sequence: Ending sequence (inclusive, optional)
	options: Replay configuration	validate_digests: Verify schema digests during replay (default true)
	batch_size: Events per batch (default 100)
	max_events: Maximum events to replay (default 1000)
	consumer_mode: :simulation | :validation (default :validation)




Returns
%{
  events_replayed: count,
  start_sequence: number,
  end_sequence: number,
  duration_ms: milliseconds,
  validation_results: [...],
  errors: [...]
}

  



  
    
      
    
    
      replay_from_cursor(cursor)



        
          
        

    

  


  

Replay from a specific cursor position.

  



    

  
    
      
    
    
      test_consumer_resilience(scenario, from_sequence, options \\ %{})



        
          
        

    

  


  

Test consumer behavior with simulated gaps and failures.
Validates consumer resilience under adverse conditions.
Parameters
	scenario: :gaps | :out_of_order | :duplicate | :schema_drift

	from_sequence: Starting sequence
	options: Test configuration

Returns
Test results with pass/fail status and detailed findings

  



    

  
    
      
    
    
      validate_determinism(from_sequence, to_sequence, iterations \\ 3)



        
          
        

    

  


  

Validate replay determinism between multiple runs.
Ensures that replaying the same sequence range produces identical results.
Parameters
	from_sequence: Starting sequence
	to_sequence: Ending sequence  
	iterations: Number of replay runs (default 3)

Returns
Determinism validation results with consistency metrics

  


        

      


  

    
Framework.Overlay.StructuredLogger 
    



      
Structured Logger for consistent correlation ID logging.
Provides standardized logging functions that automatically include
{sequence, request_id, client_id, session_id} correlation metadata.
Ensures all framework logs carry required observability markers for
debugging and operational monitoring.
Features
	Automatic correlation ID injection
	Sequence number tracking
	Event type classification
	PII-safe error redaction
	Performance measurement integration


      


      
        Summary


  
    Functions
  


    
      
        correlation_from_event(event)

      


        Extract correlation context from outbox event.



    


    
      
        correlation_from_job(job)

      


        Extract correlation context from Oban job.



    


    
      
        log(level, message, metadata \\ %{}, correlation_context \\ %{})

      


        Log with full correlation context.



    


    
      
        log_effect(level, message, effect_type, external_id, correlation_context, metadata \\ %{})

      


        Log effect execution with idempotency context.



    


    
      
        log_operation_end(operation_name, result, timing_context, metadata \\ %{})

      


        Log operation end with duration calculation.



    


    
      
        log_operation_start(operation_name, correlation_context \\ %{}, metadata \\ %{})

      


        Log operation start with timing context.



    


    
      
        log_safe_error(message, error, correlation_context \\ %{}, metadata \\ %{})

      


        Log error with safe redaction.



    


    
      
        log_sequence_event(level, message, sequence, event_type, correlation_context \\ %{}, metadata \\ %{})

      


        Log sequence event with ordering context.



    





      


      
        Functions


        


  
    
      
    
    
      correlation_from_event(event)



        
          
        

    

  


  

Extract correlation context from outbox event.
Convenience function to build correlation context from an outbox event
for consistent logging.

  



  
    
      
    
    
      correlation_from_job(job)



        
          
        

    

  


  

Extract correlation context from Oban job.
Convenience function to build correlation context from an Oban job
for effect execution logging.

  



    

    

  
    
      
    
    
      log(level, message, metadata \\ %{}, correlation_context \\ %{})



        
          
        

    

  


  

Log with full correlation context.
Automatically includes sequence, request_id, client_id, session_id
when available from the provided context.
Parameters
	level: :debug | :info | :warning | :error

	message: Log message string
	metadata: Additional metadata map
	correlation_context: Context containing correlation IDs and sequence

Examples
iex> context = %{
...>   sequence: 1234,
...>   request_id: "req-123",
...>   client_id: "client-456", 
...>   session_id: "session-789"
...> }
iex> Framework.Overlay.StructuredLogger.log(:info, "Operation completed", %{}, context)
:ok

  



    

  
    
      
    
    
      log_effect(level, message, effect_type, external_id, correlation_context, metadata \\ %{})



        
          
        

    

  


  

Log effect execution with idempotency context.
Specialized logging for effect execution including idempotency keys
and external service interaction details.

  



    

  
    
      
    
    
      log_operation_end(operation_name, result, timing_context, metadata \\ %{})



        
          
        

    

  


  

Log operation end with duration calculation.
Calculates and logs operation duration when paired with log_operation_start/3.

  



    

    

  
    
      
    
    
      log_operation_start(operation_name, correlation_context \\ %{}, metadata \\ %{})



        
          
        

    

  


  

Log operation start with timing context.
Creates a timing context for operation duration measurement.
Use with log_operation_end/3 for complete timing.

  



    

    

  
    
      
    
    
      log_safe_error(message, error, correlation_context \\ %{}, metadata \\ %{})



        
          
        

    

  


  

Log error with safe redaction.
Automatically redacts potentially sensitive information from error
messages while preserving debugging utility.

  



    

    

  
    
      
    
    
      log_sequence_event(level, message, sequence, event_type, correlation_context \\ %{}, metadata \\ %{})



        
          
        

    

  


  

Log sequence event with ordering context.
Specialized logging for sequencer/emitter events that includes
sequence ordering and gap information.

  


        

      


  

    
Framework.Overlay.SupersedenceVisualizer 
    



      
Supersedence Visualizer for observability overlay.
Visualizes :navigated → :render supersedence relationships to debug navigation flows.
Essential for understanding UI state transitions and troubleshooting navigation issues.
Features
	Navigation flow visualization
	Supersedence relationship mapping
	Timing analysis between navigation events
	Orphaned navigation detection
	Navigation pattern analysis


      


      
        Summary


  
    Functions
  


    
      
        analyze_navigation_patterns(time_window_hours \\ 24)

      


        Analyze navigation patterns and performance.



    


    
      
        get_navigation_flow(correlation_id, correlation_type \\ :session_id)

      


        Get navigation flow for a specific session or request.



    


    
      
        get_orphaned_navigations(age_threshold_minutes \\ 5, limit \\ 100, include_demo_events \\ false)

      


        Get orphaned navigation events.



    


    
      
        get_recent_navigations(opts \\ [])

      


        Get recent navigations for supersedence analysis.



    


    
      
        get_supersedence_pairs(limit \\ 50, filters \\ %{})

      


        Get supersedence pairs for navigation flows.



    





      


      
        Functions


        


    

  
    
      
    
    
      analyze_navigation_patterns(time_window_hours \\ 24)



        
          
        

    

  


  

Analyze navigation patterns and performance.
Provides aggregate analysis of navigation flows for optimization.
Parameters
	time_window_hours: Analysis window in hours (default 24)

Returns
Analysis report with navigation metrics and patterns

  



    

  
    
      
    
    
      get_navigation_flow(correlation_id, correlation_type \\ :session_id)



        
          
        

    

  


  

Get navigation flow for a specific session or request.
Shows complete navigation timeline for debugging user flows.
Parameters
	correlation_id: session_id, client_id, or request_id
	correlation_type: :session_id | :client_id | :request_id


Returns
Chronological navigation flow with supersedence relationships

  



    

    

    

  
    
      
    
    
      get_orphaned_navigations(age_threshold_minutes \\ 5, limit \\ 100, include_demo_events \\ false)



        
          
        

    

  


  

Get orphaned navigation events.
Finds :navigated events without corresponding :render events,
which may indicate navigation issues or incomplete flows.
Parameters
	age_threshold_minutes: How old orphaned events must be (default 5)
	limit: Maximum orphaned events to return (default 100)

Returns
List of orphaned navigation events with diagnostic information

  



    

  
    
      
    
    
      get_recent_navigations(opts \\ [])



        
          
        

    

  


  

Get recent navigations for supersedence analysis.

  



    

    

  
    
      
    
    
      get_supersedence_pairs(limit \\ 50, filters \\ %{})



        
          
        

    

  


  

Get supersedence pairs for navigation flows.
Returns matched :navigated → :render pairs with timing and metadata.
Parameters
	limit: Maximum pairs to return (default 50)
	filters: Optional filtering criteria	navigation_id: Specific navigation ID
	request_id: Filter by request ID
	time_range: {from, to} datetime range



Returns
List of supersedence relationships with timing analysis

  


        

      


  

    
Framework.Overlay.Timeline 
    



      
Timeline component for observability overlay.
Tracks the canonical flow: accept → plan → commit → append → flush → effects.
Provides real-time visibility into operation lifecycle with structured correlation.
Features
	Per-request timeline tracking
	Stage timing and metrics
	Error propagation visibility
	Effect execution tracking


      


      
        Summary


  
    Functions
  


    
      
        get_active_operations(limit \\ 50)

      


        Get active operations currently in progress.



    


    
      
        get_operation_metrics(time_window_minutes \\ 60)

      


        Get operation metrics for monitoring dashboard.



    


    
      
        get_recent_requests(opts \\ [])

      


        Get recent requests for timeline view.



    


    
      
        get_request_flow(request_id)

      


        Get detailed request flow for a specific request.



    


    
      
        get_timeline(correlation_id, correlation_type \\ :request_id, limit \\ 100)

      


        Get timeline events for a specific request or session.



    





      


      
        Functions


        


    

  
    
      
    
    
      get_active_operations(limit \\ 50)



        
          
        

    

  


  

Get active operations currently in progress.
Shows operations that have started (accept event) but not completed 
(operation_settled event), useful for monitoring stuck operations.

  



    

  
    
      
    
    
      get_operation_metrics(time_window_minutes \\ 60)



        
          
        

    

  


  

Get operation metrics for monitoring dashboard.
Returns aggregate metrics for operation performance:
	Average stage durations  
	Success/failure rates
	Throughput metrics
	Error patterns


  



    

  
    
      
    
    
      get_recent_requests(opts \\ [])



        
          
        

    

  


  

Get recent requests for timeline view.
Returns list of requests with their basic info for timeline dashboard.

  



  
    
      
    
    
      get_request_flow(request_id)



        
          
        

    

  


  

Get detailed request flow for a specific request.
Returns complete timeline with all events for the request.

  



    

    

  
    
      
    
    
      get_timeline(correlation_id, correlation_type \\ :request_id, limit \\ 100)



        
          
        

    

  


  

Get timeline events for a specific request or session.
Returns chronological sequence of events showing operation progression.
Parameters
	correlation_id: request_id, client_id, or session_id to filter by
	correlation_type: :request_id | :client_id | :session_id

	limit: Maximum events to return (default 100)

Returns
List of timeline events with:
	sequence: Global sequence number
	stage: accept | plan | commit | append | flush | effects  

	timestamp: Event timestamp
	duration_ms: Stage duration if available
	correlation_ids: Full correlation triad
	event_type: Specific event type
	metadata: Stage-specific metadata


  


        

      


  

    
Framework.Credo.Rules.NoDirectNavigation 
    



      
Basics
This check is disabled by default.
Learn how to enable it via .credo.exs.
This check has a base priority of high and works with any version of Elixir.
Explanation
Check-Specific Parameters
There are no specific parameters for this check.
General Parameters
Like with all checks, general params can be applied.
Parameters can be configured via the .credo.exs config file.

      




  

    
Framework.Credo.Rules.NoIOInPlan 
    



      
Basics
This check is disabled by default.
Learn how to enable it via .credo.exs.
This check has a base priority of high and works with any version of Elixir.
Explanation
Check-Specific Parameters
There are no specific parameters for this check.
General Parameters
Like with all checks, general params can be applied.
Parameters can be configured via the .credo.exs config file.

      




  

    
Framework.Credo.Rules.NoIsolationOverride 
    



      
Basics
This check is disabled by default.
Learn how to enable it via .credo.exs.
This check has a base priority of high and works with any version of Elixir.
Explanation
Check-Specific Parameters
There are no specific parameters for this check.
General Parameters
Like with all checks, general params can be applied.
Parameters can be configured via the .credo.exs config file.

      




  

    
Framework.Credo.Rules.NoRawRoutes 
    



      
Basics
This check is disabled by default.
Learn how to enable it via .credo.exs.
This check has a base priority of high and works with any version of Elixir.
Explanation
Check-Specific Parameters
There are no specific parameters for this check.
General Parameters
Like with all checks, general params can be applied.
Parameters can be configured via the .credo.exs config file.

      




  

    
Framework.Credo.Rules.NoRepoInPlan 
    



      
Basics
This check is disabled by default.
Learn how to enable it via .credo.exs.
This check has a base priority of high and works with any version of Elixir.
Explanation
Check-Specific Parameters
There are no specific parameters for this check.
General Parameters
Like with all checks, general params can be applied.
Parameters can be configured via the .credo.exs config file.

      




  

    
Framework.Credo.Rules.NoRngInPlan 
    



      
Basics
This check is disabled by default.
Learn how to enable it via .credo.exs.
This check has a base priority of high and works with any version of Elixir.
Explanation
Check-Specific Parameters
There are no specific parameters for this check.
General Parameters
Like with all checks, general params can be applied.
Parameters can be configured via the .credo.exs config file.

      




  

    
Framework.Credo.Rules.NoStringUrls 
    



      
Basics
This check is disabled by default.
Learn how to enable it via .credo.exs.
This check has a base priority of high and works with any version of Elixir.
Explanation
Check-Specific Parameters
There are no specific parameters for this check.
General Parameters
Like with all checks, general params can be applied.
Parameters can be configured via the .credo.exs config file.

      




  

    
Framework.Credo.Rules.NoTimeInPlan 
    



      
Basics
This check is disabled by default.
Learn how to enable it via .credo.exs.
This check has a base priority of high and works with any version of Elixir.
Explanation
Check-Specific Parameters
There are no specific parameters for this check.
General Parameters
Like with all checks, general params can be applied.
Parameters can be configured via the .credo.exs config file.

      




  

    
Framework.Credo.Rules.NoUpdateAll 
    



      
Basics
This check is disabled by default.
Learn how to enable it via .credo.exs.
This check has a base priority of high and works with any version of Elixir.
Explanation
Check-Specific Parameters
There are no specific parameters for this check.
General Parameters
Like with all checks, general params can be applied.
Parameters can be configured via the .credo.exs config file.

      




  

    
Framework.Credo.Rules.RequireBoundedList 
    



      
Basics
This check is disabled by default.
Learn how to enable it via .credo.exs.
This check has a base priority of high and works with any version of Elixir.
Explanation
Check-Specific Parameters
There are no specific parameters for this check.
General Parameters
Like with all checks, general params can be applied.
Parameters can be configured via the .credo.exs config file.

      




  

    
Framework.Credo.Rules.RequireOnConflict 
    



      
Basics
This check is disabled by default.
Learn how to enable it via .credo.exs.
This check has a base priority of high and works with any version of Elixir.
Explanation
Check-Specific Parameters
There are no specific parameters for this check.
General Parameters
Like with all checks, general params can be applied.
Parameters can be configured via the .credo.exs config file.

      




  

    
mix framework.gen.migrations 
    



      
Generates Framework migrations with version stamps and drift guards.
Replaces manual copying from deps/framework/priv/repo/migrations/
with automated generation that:
	Stamps framework versions
	Guards against drift with checksums
	Provides upgrade paths between versions

Examples
mix framework.gen.migrations
mix framework.gen.migrations --version 0.1.3
mix framework.gen.migrations --force
Options
	--version - Target framework version (defaults to current)
	--force - Overwrite existing migrations
	--dry-run - Show what would be generated without writing files


      


      
        Summary


  
    Functions
  


    
      
        run(args)

      


        Callback implementation for Mix.Task.run/1.



    





      


      
        Functions


        


  
    
      
    
    
      run(args)



        
          
        

    

  


  

Callback implementation for Mix.Task.run/1.
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