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    Getting Started

This guide will help you get started with GreenFairy, a cleaner DSL for defining GraphQL schemas in Elixir.
Installation
Add green_fairy to your list of dependencies in mix.exs:
def deps do
  [
    {:green_fairy, "~> 0.1.0"}
  ]
end
Quick Start
1. Define a Type
Types represent your domain objects. Fields are automatically resolved from the backing struct:
defmodule MyApp.GraphQL.Types.User do
  use GreenFairy.Type

  alias MyApp.GraphQL.Types

  type "User", struct: MyApp.User do
    field :id, non_null(:id)
    field :email, non_null(:string)
    field :name, :string

    # Associations are automatically batch-loaded
    field :posts, list_of(Types.Post)
  end
end
No resolvers needed - GreenFairy automatically maps fields to struct keys and batch-loads associations.
2. Define Input Types
defmodule MyApp.GraphQL.Inputs.CreateUserInput do
  use GreenFairy.Input

  input "CreateUserInput" do
    field :email, non_null(:string)
    field :name, :string
  end
end
3. Define Queries
defmodule MyApp.GraphQL.Queries.UserQueries do
  use GreenFairy.Query

  alias MyApp.GraphQL.Types
  alias MyApp.GraphQL.Inputs

  queries do
    field :user, Types.User do
      arg :id, non_null(:id)
      resolve &MyApp.Resolvers.User.get/3
    end
  end
end
4. Define Mutations
defmodule MyApp.GraphQL.Mutations.UserMutations do
  use GreenFairy.Mutation

  alias MyApp.GraphQL.Types
  alias MyApp.GraphQL.Inputs

  mutations do
    field :create_user, Types.User do
      arg :input, non_null(Inputs.CreateUserInput)
      resolve &MyApp.Resolvers.User.create/3
    end
  end
end
5. Assemble the Schema
The schema auto-discovers everything under the specified namespace:
defmodule MyApp.GraphQL.Schema do
  use GreenFairy.Schema,
    discover: [MyApp.GraphQL],
    repo: MyApp.Repo
end
That's it! No import_types, no query do ... end blocks needed.
What's Automatic
GreenFairy handles common patterns automatically:
	Field Resolution - Struct keys are auto-resolved, no explicit resolvers needed
	Association Loading - Uses DataLoader to batch-load related records
	Type Discovery - Types are found by walking the schema graph from your operations
	CQL Filtering - Filter and order inputs are generated for types with :struct option
	Interface Resolution - Types with implements are auto-resolved by struct

Directory Structure
lib/my_app/graphql/
├── schema.ex           # Main schema
├── types/              # Object types
├── interfaces/         # Interfaces
├── inputs/             # Input types
├── enums/              # Enums
├── queries/            # Query modules
├── mutations/          # Mutation modules
└── resolvers/          # Resolver logic (only for operations)
Next Steps
	Types Overview - All type kinds
	Object Types - Detailed type guide
	Connections - Pagination
	CQL - Filtering
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    Global Configuration

GreenFairy supports global configuration for authorization and node resolution that applies across all types in your schema.
Global Authorization
Define a global authorization function that runs before type-specific authorization:
defmodule MyApp.GraphQL.Schema do
  use GreenFairy.Schema, discover: [MyApp.GraphQL]
  use GreenFairy.Relay, repo: MyApp.Repo

  use GreenFairy.Config,
    authorize: fn object, ctx ->
      # This runs before type-specific authorization
      if ctx[:current_user] do
        :all  # Allow all fields, let type-level auth refine
      else
        :none  # Block everything for unauthenticated users
      end
    end
end
Authorization with Path Info
For more complex authorization that needs access path information:
use GreenFairy.Config,
  authorize_with_info: fn object, ctx, info ->
    # info contains: path, field, parent, parents
    current_user = ctx[:current_user]

    cond do
      is_nil(current_user) -> :none
      current_user.admin -> :all
      info.field == :password_hash -> :none
      true -> :all
    end
  end
Authorization Composition
When both global and type-level authorization are defined:
	Global authorization runs first
	If global returns :none, the object is hidden entirely
	If global returns :all or a field list, type-level authorization runs
	The final visible fields are the intersection of both results

# Schema-level
use GreenFairy.Config,
  authorize: fn _object, ctx ->
    if ctx[:current_user], do: :all, else: [:id, :name]
  end

# Type-level
type "User", struct: MyApp.User do
  authorize fn user, ctx ->
    current_user = ctx[:current_user]

    if current_user && current_user.id == user.id do
      :all
    else
      [:id, :name, :avatar]
    end
  end

  field :id, non_null(:id)
  field :name, :string
  field :email, :string      # Only visible to self
  field :avatar, :string     # Public
  field :phone, :string      # Only visible to self
end
For an unauthenticated user: intersection of [:id, :name] and any type result = [:id, :name]
For viewing someone else: intersection of :all and [:id, :name, :avatar] = [:id, :name, :avatar]
For viewing self: intersection of :all and :all = :all
Default Node Resolution
Configure how nodes are fetched by default:
use GreenFairy.Relay,
  node_resolver: fn type_module, id, ctx ->
    struct = type_module.__green_fairy_struct__()
    repo = ctx[:repo] || MyApp.Repo
    repo.get(struct, id)
  end
The resolver receives:
	type_module - The GraphQL type module (e.g., MyApp.GraphQL.Types.User)
	id - The local ID (already parsed to integer if numeric)
	ctx - The Absinthe context

Individual types can still override with node_resolver:
type "User", struct: MyApp.User do
  implements GreenFairy.BuiltIns.Node

  node_resolver fn id, ctx ->
    # Custom resolution for this type only
    MyApp.Accounts.get_user_with_permissions(id, ctx[:current_user])
  end

  global_id :id
  field :email, :string
end
Configuration Options
GreenFairy.Config Options
	Option	Description
	:authorize	Global auth function fn object, ctx -> :all | :none | [fields] end
	:authorize_with_info	Auth with path info fn object, ctx, info -> ... end

GreenFairy.Relay Options
	Option	Description
	:repo	Default Ecto repo for node resolution
	:node_resolver	Default resolver fn type_module, id, ctx -> result end

Helper Functions
The GreenFairy.Config module provides helper functions:
alias GreenFairy.Config

# Check if global auth is configured
Config.has_global_auth?(MyApp.GraphQL.Schema)

# Run global auth manually
Config.run_global_auth(schema, object, ctx)
Config.run_global_auth(schema, object, ctx, info)

# Compose two auth results (intersection)
Config.compose_auth(:all, [:id, :name])     #=> [:id, :name]
Config.compose_auth([:id, :name], [:id])    #=> [:id]
Config.compose_auth(:none, :all)            #=> :none
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    Types Overview

GreenFairy provides a clean DSL for defining all GraphQL type kinds. Each type kind
has its own module and follows the "one module = one type" principle.
Type Kinds
	Kind	Module	Guide
	Object Types	GreenFairy.Type	Object Types
	Interfaces	GreenFairy.Interface	Interfaces
	Input Types	GreenFairy.Input	Input Types
	Enums	GreenFairy.Enum	Enums
	Unions	GreenFairy.Union	Unions
	Scalars	GreenFairy.Scalar	Scalars

Directory Structure
Organize types by kind:
lib/my_app/graphql/
├── schema.ex           # Main schema
├── types/              # Object types
├── interfaces/         # Interfaces
├── inputs/             # Input types
├── enums/              # Enums
├── unions/             # Unions
├── scalars/            # Custom scalars
├── queries/            # Query operations
├── mutations/          # Mutation operations
└── resolvers/          # Resolver logic
Type References
Use module references for non-builtin types to enable auto-discovery:
alias MyApp.GraphQL.Types
alias MyApp.GraphQL.Enums

field :posts, list_of(Types.Post)
field :status, Enums.UserStatus
Use atoms only for built-in scalars: :id, :string, :integer, :float, :boolean, :datetime.
Common Module Functions
All GreenFairy type modules export:
	Function	Description
	__green_fairy_kind__/0	Returns the type kind (:object, :interface, etc.)
	__green_fairy_identifier__/0	Returns the snake_case identifier
	__green_fairy_definition__/0	Returns the full definition map

Naming Conventions
	GraphQL Name	Elixir Identifier
	User	:user
	CreateUserInput	:create_user_input
	UserRole	:user_role

The identifier is automatically derived from the GraphQL name using snake_case.
Detailed Guides
	Object Types - Fields, resolvers, batch loading, associations
	Interfaces - Shared fields, automatic type resolution
	Input Types - Mutation arguments, validation
	Enums - Value definitions, mappings
	Unions - Polymorphic returns
	Scalars - Custom parsing/serialization

Related Guides
	Operations - Queries, mutations, subscriptions
	Relationships - Associations and DataLoader
	Connections - Relay-style pagination
	Authorization - Field-level access control
	CQL - Automatic filtering and sorting



  

  
    
    Object Types - GreenFairy v0.3.0
    
    

    


  
  

    Object Types

Object types are the fundamental building blocks of a GraphQL schema. They represent
entities in your domain with fields that can be queried.
Basic Usage
defmodule MyApp.GraphQL.Types.User do
  use GreenFairy.Type

  type "User", struct: MyApp.User do
    @desc "A user in the system"

    field :id, non_null(:id)
    field :email, non_null(:string)
    field :name, :string
    field :bio, :string
  end
end
This generates:
"""
A user in the system
"""
type User {
  id: ID!
  email: String!
  name: String
  bio: String
}
Options
The type macro accepts these options:
	Option	Description
	:struct	Backing Elixir struct (enables CQL and auto resolve_type)
	:description	Type description (can also use @desc)
	:on_unauthorized	Default behavior for unauthorized fields (:error or :return_nil)

type "User", struct: MyApp.User, on_unauthorized: :return_nil do
  # fields...
end
Fields
Simple Fields
Fields map directly to struct/map keys. Use atoms for built-in scalars:
type "User", struct: MyApp.User do
  field :id, non_null(:id)
  field :email, non_null(:string)
  field :name, :string
  field :age, :integer
  field :is_active, :boolean
  field :joined_at, :datetime
end
Field Descriptions
type "User", struct: MyApp.User do
  @desc "Unique identifier"
  field :id, non_null(:id)

  @desc "Primary email address"
  field :email, non_null(:string)

  field :name, :string, description: "Display name"
end
Computed Fields
Use resolve for fields not directly on the struct:
type "User", struct: MyApp.User do
  field :id, non_null(:id)
  field :first_name, :string
  field :last_name, :string

  field :full_name, :string do
    resolve fn user, _, _ ->
      {:ok, "#{user.first_name} #{user.last_name}"}
    end
  end

  field :initials, :string do
    resolve fn user, _, _ ->
      initials = "#{String.first(user.first_name)}#{String.first(user.last_name)}"
      {:ok, String.upcase(initials)}
    end
  end
end
Fields with Arguments
For fields returning other types, use module references:
defmodule MyApp.GraphQL.Types.User do
  use GreenFairy.Type

  alias MyApp.GraphQL.Types
  alias MyApp.GraphQL.Enums

  type "User", struct: MyApp.User do
    field :avatar_url, :string do
      arg :size, :integer, default_value: 100

      resolve fn user, %{size: size}, _ ->
        {:ok, "#{user.avatar_base_url}?s=#{size}"}
      end
    end

    field :posts, list_of(Types.Post) do
      arg :limit, :integer, default_value: 10
      arg :status, Enums.PostStatus

      resolve fn user, args, _ ->
        {:ok, MyApp.Posts.list_for_user(user.id, args)}
      end
    end
  end
end
Associations
Associations are automatically batch-loaded using DataLoader:
defmodule MyApp.GraphQL.Types.User do
  use GreenFairy.Type

  alias MyApp.GraphQL.Types

  type "User", struct: MyApp.User do
    field :id, non_null(:id)

    # Automatically batch-loaded
    field :organization, Types.Organization
    field :posts, list_of(Types.Post)
  end
end
No custom loaders needed - GreenFairy detects associations from your Ecto schema and uses DataLoader automatically.
See the Relationships Guide for advanced patterns.
Connections (Pagination)
Use connection for Relay-style pagination:
defmodule MyApp.GraphQL.Types.User do
  use GreenFairy.Type

  alias MyApp.GraphQL.Types
  alias MyApp.GraphQL.Enums

  type "User", struct: MyApp.User do
    field :id, non_null(:id)

    connection :posts, Types.Post do
      arg :status, Enums.PostStatus

      resolve fn user, args, _ ->
        MyApp.Posts.paginate_for_user(user.id, args)
      end
    end
  end
end
See the Connections Guide for details.
Implementing Interfaces
defmodule MyApp.GraphQL.Types.User do
  use GreenFairy.Type

  alias MyApp.GraphQL.Interfaces

  type "User", struct: MyApp.User do
    implements Interfaces.Node
    implements Interfaces.Timestamped

    field :id, non_null(:id)
    field :inserted_at, non_null(:datetime)
    field :updated_at, non_null(:datetime)
    # ... other fields
  end
end
Authorization
Control field visibility with the authorize callback:
type "User", struct: MyApp.User do
  authorize fn user, ctx ->
    if ctx[:current_user]?.admin, do: :all, else: [:id, :name]
  end

  field :id, non_null(:id)
  field :name, :string
  field :email, :string  # Hidden from non-admins
end
See the Authorization Guide for details.
CQL Filtering
Types with a :struct option automatically get CQL filter and order inputs:
type "User", struct: MyApp.User do
  field :id, non_null(:id)
  field :name, :string
  field :age, :integer
end
# Generates: CqlFilterUserInput, CqlOrderUserInput
See the CQL Guide for details.
Complete Example
defmodule MyApp.GraphQL.Types.User do
  use GreenFairy.Type

  alias MyApp.GraphQL.Interfaces
  alias MyApp.GraphQL.Types
  alias MyApp.GraphQL.Enums

  type "User", struct: MyApp.User do
    @desc "A user account in the system"

    implements Interfaces.Node

    # Basic fields - auto-resolved from struct
    field :id, non_null(:id)
    field :name, :string
    field :email, non_null(:string)
    field :status, Enums.UserStatus
    field :inserted_at, non_null(:datetime)

    # Association - auto batch-loaded
    field :organization, Types.Organization
    field :posts, list_of(Types.Post)

    # Computed field (only when you need custom logic)
    field :display_name, non_null(:string) do
      resolve fn user, _, _ ->
        {:ok, user.name || user.email}
      end
    end

    # Connection with pagination
    connection :friends, Types.User
  end
end
Module Functions
Every type module exports:
	Function	Description
	__green_fairy_kind__/0	Returns :object
	__green_fairy_identifier__/0	Returns the type identifier (e.g., :user)
	__green_fairy_struct__/0	Returns the backing struct module
	__green_fairy_definition__/0	Returns the full definition map
	__authorize__/3	Authorization callback
	__cql_filter_input_identifier__/0	CQL filter input type
	__cql_order_input_identifier__/0	CQL order input type

Naming Conventions
	GraphQL Name	Elixir Identifier	Module Suggestion
	User	:user	MyApp.GraphQL.Types.User
	BlogPost	:blog_post	MyApp.GraphQL.Types.BlogPost
	APIKey	:api_key	MyApp.GraphQL.Types.APIKey

Next Steps
	Relationships - Associations and DataLoader
	Connections - Relay-style pagination
	Authorization - Field-level access control
	CQL - Automatic filtering and sorting
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    Interfaces

Interfaces define a set of fields that multiple types can implement. They enable
polymorphic queries where a field can return different types that share common fields.
Basic Usage
defmodule MyApp.GraphQL.Interfaces.Node do
  use GreenFairy.Interface

  interface "Node" do
    @desc "A globally unique identifier"
    field :id, non_null(:id)
  end
end
This generates:
interface Node {
  id: ID!
}
That's it! No resolve_type callback needed - GreenFairy automatically resolves types.
Implementing Interfaces
Types implement interfaces using the implements macro:
defmodule MyApp.GraphQL.Types.User do
  use GreenFairy.Type

  type "User", struct: MyApp.User do
    implements MyApp.GraphQL.Interfaces.Node

    field :id, non_null(:id)
    field :email, non_null(:string)
    field :name, :string
  end
end

defmodule MyApp.GraphQL.Types.Post do
  use GreenFairy.Type

  type "Post", struct: MyApp.Post do
    implements MyApp.GraphQL.Interfaces.Node

    field :id, non_null(:id)
    field :title, non_null(:string)
    field :body, :string
  end
end
Implementing types must include all fields defined by the interface.
Automatic Type Resolution
GreenFairy automatically resolves interface types based on the struct of the returned value. When a type declares implements with a struct: option, it registers itself in the type registry.
How it works:
	Type declares type "User", struct: MyApp.User do implements Node end
	GreenFairy registers: MyApp.User → :user for the Node interface
	At runtime, when a %MyApp.User{} is returned for a Node field, GreenFairy looks up the struct in the registry and returns :user

This means you never need to write manual resolve_type callbacks for interfaces - just ensure your types have the struct: option and use implements.
Multiple Interfaces
Types can implement multiple interfaces:
defmodule MyApp.GraphQL.Interfaces.Timestamped do
  use GreenFairy.Interface

  interface "Timestamped" do
    field :inserted_at, non_null(:datetime)
    field :updated_at, non_null(:datetime)
  end
end

defmodule MyApp.GraphQL.Types.Post do
  use GreenFairy.Type

  type "Post", struct: MyApp.Post do
    implements MyApp.GraphQL.Interfaces.Node
    implements MyApp.GraphQL.Interfaces.Timestamped

    field :id, non_null(:id)
    field :title, non_null(:string)
    field :inserted_at, non_null(:datetime)
    field :updated_at, non_null(:datetime)
  end
end
Interface Fields
Interfaces can have complex fields with arguments:
defmodule MyApp.GraphQL.Interfaces.Searchable do
  use GreenFairy.Interface

  interface "Searchable" do
    @desc "Search relevance score"
    field :relevance_score, :float

    @desc "Highlighted search matches"
    field :highlights, list_of(:string) do
      arg :max_length, :integer, default_value: 100
    end
  end
end
Querying Interfaces
Use inline fragments to access type-specific fields:
query {
  node(id: "VXNlcjoxMjM=") {
    id
    ... on User {
      email
      name
    }
    ... on Post {
      title
      body
    }
  }
}

# Or with fragment spreads
query {
  search(query: "elixir") {
    relevanceScore
    ... on User {
      email
    }
    ... on Post {
      title
    }
  }
}
Common Patterns
Node Interface (Relay)
The Node interface is fundamental to Relay-compatible schemas:
defmodule MyApp.GraphQL.Interfaces.Node do
  use GreenFairy.Interface

  interface "Node" do
    @desc "Globally unique identifier"
    field :id, non_null(:id)
  end
end
Use with the node_field() macro in your queries:
defmodule MyApp.GraphQL.RootQuery do
  use GreenFairy.Query

  queries do
    node_field()  # Auto-resolves any Node type by GlobalId
  end
end
Actor Interface
For systems with multiple actor types:
defmodule MyApp.GraphQL.Interfaces.Actor do
  use GreenFairy.Interface

  interface "Actor" do
    field :id, non_null(:id)
    field :display_name, non_null(:string)
    field :avatar_url, :string
  end
end
Then implement in your types:
type "User", struct: MyApp.User do
  implements MyApp.GraphQL.Interfaces.Actor
  # fields...
end

type "Organization", struct: MyApp.Organization do
  implements MyApp.GraphQL.Interfaces.Actor
  # fields...
end

type "Bot", struct: MyApp.Bot do
  implements MyApp.GraphQL.Interfaces.Actor
  # fields...
end
Auditable Interface
For tracking changes:
defmodule MyApp.GraphQL.Interfaces.Auditable do
  use GreenFairy.Interface

  interface "Auditable" do
    field :created_by, :user
    field :updated_by, :user
    field :created_at, non_null(:datetime)
    field :updated_at, non_null(:datetime)
  end
end
Advanced: Custom Type Resolution
In rare cases where automatic resolution isn't sufficient (e.g., returning plain maps instead of structs), you can provide a custom resolve_type callback:
interface "SearchResult" do
  field :score, :float

  # Only needed for non-struct returns
  resolve_type fn
    %{type: "user"}, _ -> :user
    %{type: "post"}, _ -> :post
    _, _ -> nil
  end
end
This is an escape hatch - prefer using structs with automatic resolution.
Module Functions
Every interface module exports:
	Function	Description
	__green_fairy_kind__/0	Returns :interface
	__green_fairy_identifier__/0	Returns the type identifier (e.g., :node)
	__green_fairy_definition__/0	Returns the full definition map

Naming Conventions
	GraphQL Name	Elixir Identifier	Module Suggestion
	Node	:node	MyApp.GraphQL.Interfaces.Node
	Timestamped	:timestamped	MyApp.GraphQL.Interfaces.Timestamped
	Searchable	:searchable	MyApp.GraphQL.Interfaces.Searchable

Next Steps
	Object Types - Types that implement interfaces
	Unions - Alternative to interfaces for polymorphism
	Relay - Relay-compliant Node interface
	Expose - Auto-generate query fields from types



  

  
    
    Input Types - GreenFairy v0.3.0
    
    

    


  
  

    Input Types

Input types define the structure of complex arguments, typically used in mutations.
Unlike object types, input types can only contain scalar fields and other input types.
Basic Usage
defmodule MyApp.GraphQL.Inputs.CreateUserInput do
  use GreenFairy.Input

  input "CreateUserInput" do
    field :email, non_null(:string)
    field :name, :string
    field :password, non_null(:string)
  end
end
This generates:
input CreateUserInput {
  email: String!
  name: String
  password: String!
}
Using Input Types
Reference inputs in mutations or queries:
defmodule MyApp.GraphQL.Mutations.UserMutations do
  use GreenFairy.Mutation

  mutations do
    field :create_user, :user do
      arg :input, non_null(:create_user_input)

      resolve fn _, %{input: input}, ctx ->
        MyApp.Accounts.create_user(input, ctx)
      end
    end
  end
end
GraphQL query:
mutation {
  createUser(input: {
    email: "user@example.com"
    name: "John Doe"
    password: "secret123"
  }) {
    id
    email
  }
}
Field Options
Default Values
input "CreatePostInput" do
  field :title, non_null(:string)
  field :body, :string
  field :status, :post_status, default_value: :draft
  field :published, :boolean, default_value: false
  field :tags, list_of(:string), default_value: []
end
Descriptions
input "CreateUserInput" do
  @desc "User's email address (must be unique)"
  field :email, non_null(:string)

  @desc "Display name shown to other users"
  field :name, :string

  field :role, :user_role, description: "Initial role assignment"
end
Nested Input Types
Input types can reference other input types:
defmodule MyApp.GraphQL.Inputs.AddressInput do
  use GreenFairy.Input

  input "AddressInput" do
    field :street, non_null(:string)
    field :city, non_null(:string)
    field :state, :string
    field :postal_code, non_null(:string)
    field :country, non_null(:string), default_value: "US"
  end
end

defmodule MyApp.GraphQL.Inputs.CreateOrganizationInput do
  use GreenFairy.Input

  input "CreateOrganizationInput" do
    field :name, non_null(:string)
    field :billing_address, non_null(:address_input)
    field :shipping_address, :address_input
  end
end
Input Authorization
Control which fields users can submit:
input "UpdateUserInput" do
  authorize fn _input, ctx ->
    if ctx[:current_user]?.admin, do: :all, else: [:name, :email]
  end

  field :name, :string
  field :email, :string
  field :role, :user_role  # Admin only
end
See the Authorization Guide for details.
Common Patterns
Create vs Update Inputs
Separate inputs for create (required fields) and update (optional fields):
defmodule MyApp.GraphQL.Inputs.CreateUserInput do
  use GreenFairy.Input

  input "CreateUserInput" do
    field :email, non_null(:string)
    field :password, non_null(:string)
    field :name, :string
  end
end

defmodule MyApp.GraphQL.Inputs.UpdateUserInput do
  use GreenFairy.Input

  input "UpdateUserInput" do
    # All fields optional for partial updates
    field :email, :string
    field :name, :string
    field :avatar_url, :string
  end
end
Relay Mutation Inputs
For Relay-compliant mutations, include clientMutationId:
defmodule MyApp.GraphQL.Inputs.CreatePostInput do
  use GreenFairy.Input

  input "CreatePostInput" do
    field :client_mutation_id, :string
    field :title, non_null(:string)
    field :body, :string
    field :author_id, non_null(:id)
  end
end
Or use the relay_mutation macro which handles this automatically.
See the Relay Guide.
Filter Inputs
For query filtering (separate from CQL auto-generated filters):
defmodule MyApp.GraphQL.Inputs.UserFilterInput do
  use GreenFairy.Input

  input "UserFilterInput" do
    field :search, :string
    field :role, :user_role
    field :status, :user_status
    field :created_after, :datetime
    field :created_before, :datetime
    field :has_verified_email, :boolean
  end
end
Batch Operation Inputs
defmodule MyApp.GraphQL.Inputs.BulkUpdateInput do
  use GreenFairy.Input

  input "BulkUserUpdateInput" do
    field :ids, non_null(list_of(non_null(:id)))
    field :status, :user_status
    field :role, :user_role
  end
end
Validation
Input validation is typically done in your resolver or context module:
field :create_user, :user do
  arg :input, non_null(:create_user_input)

  resolve fn _, %{input: input}, _ctx ->
    # Use Ecto changesets for validation
    case MyApp.Accounts.create_user(input) do
      {:ok, user} ->
        {:ok, user}

      {:error, %Ecto.Changeset{} = changeset} ->
        {:error, format_changeset_errors(changeset)}
    end
  end
end

defp format_changeset_errors(changeset) do
  Ecto.Changeset.traverse_errors(changeset, fn {msg, opts} ->
    Enum.reduce(opts, msg, fn {key, value}, acc ->
      String.replace(acc, "%{#{key}}", to_string(value))
    end)
  end)
end
Complete Example
defmodule MyApp.GraphQL.Inputs.CreateOrderInput do
  use GreenFairy.Input

  input "CreateOrderInput" do
    @desc "Input for creating a new order"

    authorize fn _input, ctx ->
      if ctx[:current_user] do
        :all
      else
        :none
      end
    end

    @desc "Customer placing the order"
    field :customer_id, non_null(:id)

    @desc "Items to include in the order"
    field :items, non_null(list_of(non_null(:order_item_input)))

    @desc "Shipping address"
    field :shipping_address, non_null(:address_input)

    @desc "Billing address (defaults to shipping if not provided)"
    field :billing_address, :address_input

    @desc "Discount code to apply"
    field :discount_code, :string

    @desc "Special instructions for delivery"
    field :notes, :string

    @desc "Requested delivery date"
    field :requested_delivery_date, :date
  end
end

defmodule MyApp.GraphQL.Inputs.OrderItemInput do
  use GreenFairy.Input

  input "OrderItemInput" do
    field :product_id, non_null(:id)
    field :quantity, non_null(:integer), default_value: 1
    field :customizations, :json
  end
end
Module Functions
Every input module exports:
	Function	Description
	__green_fairy_kind__/0	Returns :input
	__green_fairy_identifier__/0	Returns the type identifier
	__green_fairy_definition__/0	Returns the full definition map
	__filter_input__/2	Filters input based on authorization
	__filter_input__/3	Filters with options (e.g., strict: true)

Naming Conventions
	GraphQL Name	Elixir Identifier	Module Suggestion
	CreateUserInput	:create_user_input	MyApp.GraphQL.Inputs.CreateUserInput
	UpdatePostInput	:update_post_input	MyApp.GraphQL.Inputs.UpdatePostInput
	AddressInput	:address_input	MyApp.GraphQL.Inputs.AddressInput

Input vs Object Types
	Feature	Input Types	Object Types
	Used for	Arguments	Query results
	Can have resolvers	No	Yes
	Can reference objects	No	Yes
	Can reference inputs	Yes	No (use args)
	Can have connections	No	Yes
	Can implement interfaces	No	Yes

Next Steps
	Object Types - Query result types
	Mutations - Using inputs in mutations
	Authorization - Input field authorization
	Relay - Relay mutation conventions
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    Enums

Enums define a set of allowed values for a field. GreenFairy provides a clean DSL
for defining GraphQL enums with support for Ecto mapping and automatic CQL filter generation.
Basic Usage
defmodule MyApp.GraphQL.Enums.UserRole do
  use GreenFairy.Enum

  enum "UserRole" do
    value :admin
    value :moderator
    value :member
    value :guest
  end
end
This generates a GraphQL enum:
enum UserRole {
  ADMIN
  MODERATOR
  MEMBER
  GUEST
}
Custom GraphQL Names
Use the :as option to customize the GraphQL value name:
enum "UserRole" do
  value :admin
  value :member
  value :guest, as: "GUEST_USER"  # GraphQL: GUEST_USER, Elixir: :guest
end
Descriptions
Add descriptions to enums and their values for better documentation:
defmodule MyApp.GraphQL.Enums.OrderStatus do
  use GreenFairy.Enum

  enum "OrderStatus", description: "Status of an order in the system" do
    value :pending, description: "Order placed but not yet processed"
    value :processing, description: "Order is being prepared"
    value :shipped, description: "Order has been shipped"
    value :delivered, description: "Order delivered to customer"
    value :cancelled, description: "Order was cancelled"
  end
end
Ecto Enum Mapping
When your GraphQL enum values differ from your database/Ecto values, use enum_mapping:
defmodule MyApp.GraphQL.Enums.PostVisibility do
  use GreenFairy.Enum

  enum "PostVisibility" do
    value :public
    value :friends_only
    value :private
  end

  # Map GraphQL values to Ecto/database values
  enum_mapping %{
    public: :public,
    friends_only: :friends,  # GraphQL: FRIENDS_ONLY, DB: :friends
    private: :private
  }
end
This automatically generates serialize/1 and parse/1 functions:
# Generated functions
PostVisibility.serialize(:friends_only)  # => :friends
PostVisibility.parse(:friends)           # => :friends_only
Custom Serialize/Parse
For complex transformations (e.g., storing enums as integers in the database):
defmodule MyApp.GraphQL.Enums.Priority do
  use GreenFairy.Enum

  enum "Priority" do
    value :low
    value :medium
    value :high
    value :critical
  end

  # Override serialize/parse for custom storage format
  def serialize(:low), do: 1
  def serialize(:medium), do: 5
  def serialize(:high), do: 10
  def serialize(:critical), do: 100

  def parse(1), do: :low
  def parse(5), do: :medium
  def parse(10), do: :high
  def parse(100), do: :critical
  def parse(_), do: nil
end
Automatic CQL Filter Generation
When you use a GreenFairy enum in a CQL-enabled type's field, type-specific filter
inputs are automatically generated - no configuration needed.
Example
# Define the enum
defmodule MyApp.GraphQL.Enums.OrderStatus do
  use GreenFairy.Enum

  enum "OrderStatus" do
    value :pending
    value :shipped
    value :delivered
  end
end

# Use it in a type
defmodule MyApp.GraphQL.Types.Order do
  use GreenFairy.Type

  type "Order", struct: MyApp.Order do
    field :id, non_null(:id)
    field :status, :order_status  # Uses the enum
    field :tags, list_of(:order_tag)  # Array of enums also supported
  end
end
Generated Types
GreenFairy automatically generates:
CqlEnumOrderStatusInput - Scalar enum operators:
input CqlEnumOrderStatusInput {
  _eq: OrderStatus
  _neq: OrderStatus
  _in: [OrderStatus!]
  _nin: [OrderStatus!]
  _is_null: Boolean
}
CqlEnumOrderStatusArrayInput - Array enum operators:
input CqlEnumOrderStatusArrayInput {
  _includes: OrderStatus
  _excludes: OrderStatus
  _includes_all: [OrderStatus!]
  _excludes_all: [OrderStatus!]
  _includes_any: [OrderStatus!]
  _excludes_any: [OrderStatus!]
  _is_empty: Boolean
  _is_null: Boolean
}
Type-Safe Filtering
The filter input references the type-specific enum input:
input CqlFilterOrderInput {
  _and: [CqlFilterOrderInput]
  _or: [CqlFilterOrderInput]
  _not: CqlFilterOrderInput
  id: CqlOpIdInput
  status: CqlEnumOrderStatusInput  # Type-specific!
}
Query with type-safe enum filtering:
query {
  orders(filter: {
    status: { _in: [PENDING, SHIPPED] }
  }) {
    id
    status
  }
}

# Multiple conditions
query {
  orders(filter: {
    _and: [
      { status: { _neq: CANCELLED } },
      { status: { _neq: DELIVERED } }
    ]
  }) {
    id
    status
  }
}
This provides full type safety - the GraphQL schema validates that only valid enum
values are used in filters, catching errors at query validation time rather than runtime.
Using Enums in Fields
Reference enums by their identifier (snake_case version of the name):
# In a type
type "User", struct: MyApp.User do
  field :role, :user_role
  field :status, non_null(:account_status)
  field :preferences, list_of(:notification_preference)
end

# In an input
input "CreateUserInput" do
  field :role, :user_role, default_value: :member
  field :notification_preferences, list_of(:notification_preference)
end

# In a mutation
mutations do
  field :update_role, :user do
    arg :user_id, non_null(:id)
    arg :role, non_null(:user_role)

    resolve &Resolvers.update_role/3
  end
end
Module Functions
Every enum module exports these functions:
	Function	Description
	__green_fairy_kind__/0	Returns :enum
	__green_fairy_identifier__/0	Returns the type identifier (e.g., :user_role)
	__green_fairy_definition__/0	Returns the full definition map
	serialize/1	Converts GraphQL value to database value
	parse/1	Converts database value to GraphQL value

Naming Conventions
	GraphQL Name	Elixir Identifier	Module Suggestion
	UserRole	:user_role	MyApp.GraphQL.Enums.UserRole
	OrderStatus	:order_status	MyApp.GraphQL.Enums.OrderStatus
	NotificationType	:notification_type	MyApp.GraphQL.Enums.NotificationType

Next Steps
	Object Types - Define GraphQL object types
	Input Types - Complex mutation arguments
	CQL Filtering - Advanced filtering with CQL
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Unions allow a field to return one of several distinct types. Unlike interfaces,
union member types don't need to share any common fields.
Basic Usage
defmodule MyApp.GraphQL.Unions.SearchResult do
  use GreenFairy.Union

  alias MyApp.GraphQL.Types

  union "SearchResult" do
    types [Types.User, Types.Post, Types.Comment, Types.Organization]
  end
end
This generates:
union SearchResult = User | Post | Comment | Organization
That's it! No resolve_type callback needed - GreenFairy automatically resolves types based on the struct of the returned value.
Automatic Type Resolution
GreenFairy automatically resolves union types based on the struct of the returned value. When you reference type modules directly, GreenFairy extracts the struct information from those types.
How it works:
	Union declares types [Types.User, Types.Post]
	Each type module has a struct: option that maps to a backing module
	At runtime, when a %MyApp.User{} is returned, GreenFairy looks up the struct in the registry and returns :user

This means you never need to write manual resolve_type callbacks for unions.
Querying Unions
Use inline fragments to access type-specific fields:
query {
  search(query: "elixir") {
    ... on User {
      id
      name
      email
    }
    ... on Post {
      id
      title
      body
    }
    ... on Comment {
      id
      body
      author {
        name
      }
    }
  }
}
Or use named fragments:
query {
  search(query: "elixir") {
    ...UserFields
    ...PostFields
    ...CommentFields
  }
}

fragment UserFields on User {
  id
  name
  email
}

fragment PostFields on Post {
  id
  title
  body
}

fragment CommentFields on Comment {
  id
  body
}
Using __typename
Request the concrete type name:
query {
  search(query: "elixir") {
    __typename
    ... on User {
      name
    }
    ... on Post {
      title
    }
  }
}
Response:
{
  "data": {
    "search": [
      { "__typename": "User", "name": "John" },
      { "__typename": "Post", "title": "Learning Elixir" }
    ]
  }
}
Common Patterns
Activity Feed
defmodule MyApp.GraphQL.Unions.FeedItem do
  use GreenFairy.Union

  alias MyApp.GraphQL.Types

  union "FeedItem" do
    @desc "An item in the activity feed"
    types [Types.Post, Types.Comment, Types.Like, Types.Follow, Types.Share]
  end
end
Query:
field :feed, list_of(:feed_item) do
  arg :limit, :integer, default_value: 20

  resolve fn _, args, ctx ->
    {:ok, MyApp.Feed.get_items(ctx[:current_user], args)}
  end
end
Mutation Results
For mutations that can return different result types:
defmodule MyApp.GraphQL.Unions.AuthResult do
  use GreenFairy.Union

  alias MyApp.GraphQL.Types

  union "AuthResult" do
    types [Types.AuthSuccess, Types.AuthError, Types.MfaRequired]
  end
end
Usage:
field :login, :auth_result do
  arg :email, non_null(:string)
  arg :password, non_null(:string)

  resolve fn _, args, _ ->
    case MyApp.Auth.login(args) do
      {:ok, session} -> {:ok, %AuthSuccess{token: session.token, user: session.user}}
      {:mfa_required, token} -> {:ok, %MfaRequired{mfa_token: token}}
      {:error, reason} -> {:ok, %AuthError{error: reason}}
    end
  end
end
Query:
mutation {
  login(email: "user@example.com", password: "secret") {
    ... on AuthSuccess {
      token
      user {
        id
        name
      }
    }
    ... on AuthError {
      error
    }
    ... on MfaRequired {
      mfaToken
    }
  }
}
Media Types
defmodule MyApp.GraphQL.Unions.Media do
  use GreenFairy.Union

  alias MyApp.GraphQL.Types

  union "Media" do
    types [Types.Image, Types.Video, Types.Audio, Types.Document]
  end
end
Notification Payload
defmodule MyApp.GraphQL.Unions.NotificationPayload do
  use GreenFairy.Union

  alias MyApp.GraphQL.Types

  union "NotificationPayload" do
    types [Types.User, Types.Post, Types.Comment, Types.Order, Types.Message]
  end
end
Advanced: Custom Type Resolution
In rare cases where automatic resolution isn't sufficient (e.g., returning plain maps instead of structs), you can provide a custom resolve_type callback:
union "SearchResult" do
  types [Types.User, Types.Post, Types.Comment]

  # Only needed for non-struct returns (e.g., plain maps from external APIs)
  resolve_type fn
    %{type: "user"}, _ -> :user
    %{type: "post"}, _ -> :post
    %{type: "comment"}, _ -> :comment
    _, _ -> nil
  end
end
Or for pattern matching on field values:
union "Media" do
  types [Types.Image, Types.Video, Types.Audio, Types.Document]

  # Resolve based on mime_type field instead of struct
  resolve_type fn
    %{mime_type: "image/" <> _}, _ -> :image
    %{mime_type: "video/" <> _}, _ -> :video
    %{mime_type: "audio/" <> _}, _ -> :audio
    _, _ -> :document
  end
end
This is an escape hatch - prefer using structs with automatic resolution.
Unions vs Interfaces
	Feature	Unions	Interfaces
	Shared fields	No	Yes (required)
	Type resolution	Automatic	Automatic
	Member types	Explicit list	Types opt-in via implements
	Best for	Unrelated types	Related types with common fields

When to Use Unions
	Search results returning different entity types
	Activity feeds with varied item types
	Mutation results with different outcomes
	Media attachments of different kinds

When to Use Interfaces
	Entities sharing common fields (id, timestamps)
	Node interface for Relay
	Polymorphic relationships where common fields are queried

Module Functions
Every union module exports:
	Function	Description
	__green_fairy_kind__/0	Returns :union
	__green_fairy_identifier__/0	Returns the type identifier
	__green_fairy_definition__/0	Returns the full definition map

Naming Conventions
	GraphQL Name	Elixir Identifier	Module Suggestion
	SearchResult	:search_result	MyApp.GraphQL.Unions.SearchResult
	FeedItem	:feed_item	MyApp.GraphQL.Unions.FeedItem
	MediaType	:media_type	MyApp.GraphQL.Unions.MediaType

Next Steps
	Interfaces - Alternative for types with shared fields
	Object Types - Defining union member types
	Operations - Using unions in queries and mutations
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    Scalars

Scalars are the leaf values of a GraphQL schema - primitive types that resolve to
concrete values. GreenFairy supports both built-in scalars and custom scalars with
full CQL filter integration.
Built-in Scalars
GraphQL and Absinthe provide these built-in scalars:
	Scalar	Description	Example
	ID	Unique identifier	"user_123"
	String	UTF-8 text	"Hello world"
	Int	32-bit signed integer	42
	Float	Double-precision float	3.14
	Boolean	True or false	true

Absinthe adds these additional scalars:
	Scalar	Description	Example
	DateTime	ISO 8601 datetime	"2024-01-15T10:30:00Z"
	Date	ISO 8601 date	"2024-01-15"
	Time	ISO 8601 time	"10:30:00"
	NaiveDateTime	DateTime without timezone	"2024-01-15T10:30:00"
	Decimal	Arbitrary precision number	"123.456"

Custom Scalars
Define custom scalars for domain-specific value types:
defmodule MyApp.GraphQL.Scalars.Email do
  use GreenFairy.Scalar

  scalar "Email" do
    description "A valid email address"

    parse fn
      %Absinthe.Blueprint.Input.String{value: value}, _ ->
        if valid_email?(value), do: {:ok, value}, else: :error
      _, _ ->
        :error
    end

    serialize fn email -> email end
  end

  defp valid_email?(email) do
    String.match?(email, ~r/^[^\s@]+@[^\s@]+\.[^\s@]+$/)
  end
end
Parse and Serialize
Every scalar must define two functions:
parse - Converts input from GraphQL to Elixir:
parse fn
  %Absinthe.Blueprint.Input.String{value: value}, _context ->
    case MyApp.parse_value(value) do
      {:ok, result} -> {:ok, result}
      :error -> :error
    end
  _, _ ->
    :error
end
serialize - Converts Elixir values to GraphQL output:
serialize fn value ->
  MyApp.format_value(value)
end
Common Custom Scalars
JSON Scalar
defmodule MyApp.GraphQL.Scalars.JSON do
  use GreenFairy.Scalar

  scalar "JSON" do
    description "Arbitrary JSON value"

    parse fn
      %Absinthe.Blueprint.Input.String{value: value}, _ ->
        case Jason.decode(value) do
          {:ok, json} -> {:ok, json}
          _ -> :error
        end
      %Absinthe.Blueprint.Input.Object{} = input, _ ->
        {:ok, decode_object(input)}
      %Absinthe.Blueprint.Input.List{items: items}, _ ->
        {:ok, Enum.map(items, &decode_value/1)}
      %Absinthe.Blueprint.Input.Null{}, _ ->
        {:ok, nil}
      _, _ ->
        :error
    end

    serialize fn value -> value end
  end

  defp decode_object(%{fields: fields}) do
    Map.new(fields, fn %{name: name, input_value: %{value: value}} ->
      {name, decode_value(value)}
    end)
  end

  defp decode_value(%Absinthe.Blueprint.Input.String{value: v}), do: v
  defp decode_value(%Absinthe.Blueprint.Input.Integer{value: v}), do: v
  defp decode_value(%Absinthe.Blueprint.Input.Float{value: v}), do: v
  defp decode_value(%Absinthe.Blueprint.Input.Boolean{value: v}), do: v
  defp decode_value(%Absinthe.Blueprint.Input.Null{}), do: nil
  defp decode_value(%Absinthe.Blueprint.Input.Object{} = obj), do: decode_object(obj)
  defp decode_value(%Absinthe.Blueprint.Input.List{items: items}), do: Enum.map(items, &decode_value/1)
  defp decode_value(other), do: other
end
URL Scalar
defmodule MyApp.GraphQL.Scalars.URL do
  use GreenFairy.Scalar

  scalar "URL" do
    description "A valid URL"

    parse fn
      %Absinthe.Blueprint.Input.String{value: value}, _ ->
        case URI.parse(value) do
          %URI{scheme: scheme} when scheme in ["http", "https"] ->
            {:ok, value}
          _ ->
            :error
        end
      _, _ ->
        :error
    end

    serialize fn url -> url end
  end
end
UUID Scalar
defmodule MyApp.GraphQL.Scalars.UUID do
  use GreenFairy.Scalar

  scalar "UUID" do
    description "A UUID string"

    parse fn
      %Absinthe.Blueprint.Input.String{value: value}, _ ->
        case Ecto.UUID.cast(value) do
          {:ok, uuid} -> {:ok, uuid}
          :error -> :error
        end
      _, _ ->
        :error
    end

    serialize fn uuid -> uuid end
  end
end
CQL Integration
Custom scalars can define their own CQL filter operators for advanced filtering.
Basic CQL Operators
CQL operator input types are automatically generated based on the scalar's underlying type. You don't need to define them manually.
defmodule MyApp.GraphQL.Scalars.Money do
  use GreenFairy.Scalar

  scalar "Money" do
    description "Monetary amount in cents"

    parse fn
      %Absinthe.Blueprint.Input.Integer{value: value}, _ ->
        {:ok, value}
      %Absinthe.Blueprint.Input.String{value: value}, _ ->
        case Integer.parse(value) do
          {int, ""} -> {:ok, int}
          _ -> :error
        end
      _, _ ->
        :error
    end

    serialize fn cents -> cents end
  end
end
Since Money parses to an integer, it will automatically use the integer operators (_eq, _neq, _gt, _gte, _lt, _lte, _in, _nin, _is_null).
Geospatial Scalar
For scalars that need custom database-specific operators (like PostGIS spatial functions), implement the GreenFairy.CQL.Scalar behaviour. See the Custom Scalars Guide for details.
defmodule MyApp.GraphQL.Scalars.Point do
  use GreenFairy.Scalar

  @moduledoc "GraphQL scalar for geographic points"

  scalar "Point" do
    description "A geographic point (longitude, latitude)"

    parse fn
      %Absinthe.Blueprint.Input.Object{fields: fields}, _ ->
        lng = get_field(fields, "lng") || get_field(fields, "longitude")
        lat = get_field(fields, "lat") || get_field(fields, "latitude")

        if lng && lat do
          {:ok, %Geo.Point{coordinates: {lng, lat}, srid: 4326}}
        else
          :error
        end
      _, _ ->
        :error
    end

    serialize fn %Geo.Point{coordinates: {lng, lat}} ->
      %{lng: lng, lat: lat}
    end
  end

  defp get_field(fields, name) do
    Enum.find_value(fields, fn
      %{name: ^name, input_value: %{value: %{value: v}}} -> v
      _ -> nil
    end)
  end
end
For database-specific spatial operators, implement the GreenFairy.CQL.Scalar behaviour in a separate module. See the Custom Scalars Guide for the full pattern.
Supporting Input Types
When using custom operators, you may need supporting input types:
defmodule MyApp.GraphQL.Inputs.PointNearInput do
  use GreenFairy.Input

  input "PointNearInput" do
    field :point, non_null(:point)
    field :distance, :integer, default_value: 1000
  end
end

defmodule MyApp.GraphQL.Inputs.PointDistanceInput do
  use GreenFairy.Input

  input "PointDistanceInput" do
    field :point, non_null(:point)
    field :distance, non_null(:integer)
  end
end

defmodule MyApp.GraphQL.Inputs.BoundingBoxInput do
  use GreenFairy.Input

  input "BoundingBoxInput" do
    @desc "Southwest corner of the bounding box"
    field :sw, non_null(:point)

    @desc "Northeast corner of the bounding box"
    field :ne, non_null(:point)
  end
end
Query Example
query NearbyLocations {
  locations(filter: {
    coordinates: {
      _within_distance: {
        point: { lng: -122.4194, lat: 37.7749 }
        distance: 5000
      }
    }
  }) {
    id
    name
    coordinates
  }
}
Using Scalars in Types
Reference scalars by their identifier:
type "User", struct: MyApp.User do
  field :id, non_null(:id)
  field :email, non_null(:email)      # Custom Email scalar
  field :website, :url                 # Custom URL scalar
  field :metadata, :json               # Custom JSON scalar
  field :location, :point              # Custom Point scalar
end

input "CreateLocationInput" do
  field :name, non_null(:string)
  field :coordinates, non_null(:point)
  field :metadata, :json
end
Module Functions
Every scalar module exports:
	Function	Description
	__green_fairy_kind__/0	Returns :scalar
	__green_fairy_identifier__/0	Returns the type identifier
	__green_fairy_definition__/0	Returns the full definition map
	__cql_operators__/0	Returns list of CQL operators
	__has_cql_operators__/0	Returns true if custom operators defined
	__cql_input_identifier__/0	Returns CQL input type identifier
	__has_cql_input__/0	Returns true if custom CQL input defined
	__apply_filter__/4	Applies a custom filter operator

Naming Conventions
	GraphQL Name	Elixir Identifier	Module Suggestion
	Email	:email	MyApp.GraphQL.Scalars.Email
	JSON	:json	MyApp.GraphQL.Scalars.JSON
	Point	:point	MyApp.GraphQL.Scalars.Point
	UUID	:uuid	MyApp.GraphQL.Scalars.UUID

Best Practices
	Validate thoroughly in parse - Return :error for invalid input
	Handle all input types - Match against different Blueprint input types
	Keep serialize simple - Convert to JSON-compatible formats
	Document constraints - Use descriptions to explain valid formats
	Use meaningful names - Email instead of EmailString

Next Steps
	Object Types - Using scalars in object fields
	Input Types - Using scalars in inputs
	CQL - Advanced filtering with custom operators
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    Custom Scalars

This guide covers creating custom GraphQL scalar types in GreenFairy, including CQL filter integration with database-specific adapters.
Basic Custom Scalar
Define a simple scalar with parse and serialize functions:
defmodule MyApp.GraphQL.Scalars.DateTime do
  use GreenFairy.Scalar

  scalar "DateTime" do
    description "ISO 8601 datetime string"

    parse fn
      %Absinthe.Blueprint.Input.String{value: value} ->
        case DateTime.from_iso8601(value) do
          {:ok, datetime, _} -> {:ok, datetime}
          _ -> :error
        end
      _ -> :error
    end

    serialize fn datetime ->
      DateTime.to_iso8601(datetime)
    end
  end
end
Scalar with CQL Operators
Add filtering support to your scalar:
defmodule MyApp.GraphQL.Scalars.Money do
  use GreenFairy.Scalar

  scalar "Money" do
    description "Monetary value in cents"

    parse fn
      %Absinthe.Blueprint.Input.Integer{value: value} -> {:ok, value}
      %Absinthe.Blueprint.Input.String{value: value} ->
        case Integer.parse(value) do
          {int, ""} -> {:ok, int}
          _ -> :error
        end
      _ -> :error
    end

    serialize fn cents -> cents end

    # Define available CQL operators
    operators [:_eq, :_neq, :_gt, :_gte, :_lt, :_lte, :_in, :_nin, :_is_null]
  end
end
This generates a CqlOpMoneyInput type automatically.
Advanced: Database-Specific Scalars
For scalars that need different behavior per database, implement the GreenFairy.CQL.Scalar behaviour:
defmodule MyApp.CQL.Scalars.Point do
  @moduledoc """
  Geographic point scalar with database-specific spatial operators.
  """

  @behaviour GreenFairy.CQL.Scalar

  @impl true
  def operator_input(:postgres) do
    {[:_eq, :_neq, :_is_null, :_st_dwithin, :_st_within_bounding_box],
     :point, "Point operators with PostGIS support"}
  end

  def operator_input(:mysql) do
    {[:_eq, :_neq, :_is_null, :_st_distance_sphere],
     :point, "Point operators with MySQL spatial functions"}
  end

  def operator_input(_adapter) do
    {[:_eq, :_neq, :_is_null],
     :point, "Basic point operators"}
  end

  @impl true
  def apply_operator(query, field, operator, value, :postgres, opts) do
    __MODULE__.Postgres.apply_operator(query, field, operator, value, opts)
  end

  def apply_operator(query, field, operator, value, :mysql, opts) do
    __MODULE__.MySQL.apply_operator(query, field, operator, value, opts)
  end

  def apply_operator(query, field, operator, value, _adapter, opts) do
    __MODULE__.Generic.apply_operator(query, field, operator, value, opts)
  end

  @impl true
  def operator_type_identifier(_adapter), do: :cql_op_point_input
end
PostgreSQL Adapter
defmodule MyApp.CQL.Scalars.Point.Postgres do
  import Ecto.Query

  def operator_input do
    {[:_eq, :_neq, :_is_null, :_st_dwithin, :_st_within_bounding_box],
     :point, "Point operators with PostGIS support"}
  end

  def apply_operator(query, field, :_eq, value, opts) do
    binding = Keyword.get(opts, :binding)
    if binding do
      where(query, [{^binding, x}], field(x, ^field) == ^value)
    else
      where(query, [q], field(q, ^field) == ^value)
    end
  end

  def apply_operator(query, field, :_st_dwithin, %{point: point, distance: distance}, opts) do
    binding = Keyword.get(opts, :binding)
    if binding do
      where(query, [{^binding, x}],
        fragment("ST_DWithin(?::geography, ?::geography, ?)",
          field(x, ^field), ^point, ^distance))
    else
      where(query, [q],
        fragment("ST_DWithin(?::geography, ?::geography, ?)",
          field(q, ^field), ^point, ^distance))
    end
  end

  def apply_operator(query, field, :_st_within_bounding_box, %{sw: sw, ne: ne}, opts) do
    binding = Keyword.get(opts, :binding)
    if binding do
      where(query, [{^binding, x}],
        fragment("? && ST_MakeEnvelope(?, ?, ?, ?, 4326)",
          field(x, ^field), ^sw.lng, ^sw.lat, ^ne.lng, ^ne.lat))
    else
      where(query, [q],
        fragment("? && ST_MakeEnvelope(?, ?, ?, ?, 4326)",
          field(q, ^field), ^sw.lng, ^sw.lat, ^ne.lng, ^ne.lat))
    end
  end

  # ... other operators
end
MySQL Adapter
defmodule MyApp.CQL.Scalars.Point.MySQL do
  import Ecto.Query

  def operator_input do
    {[:_eq, :_neq, :_is_null, :_st_distance_sphere],
     :point, "Point operators with MySQL spatial"}
  end

  def apply_operator(query, field, :_st_distance_sphere, %{point: point, distance: distance}, opts) do
    binding = Keyword.get(opts, :binding)
    if binding do
      where(query, [{^binding, x}],
        fragment("ST_Distance_Sphere(?, POINT(?, ?)) <= ?",
          field(x, ^field), ^point.lng, ^point.lat, ^distance))
    else
      where(query, [q],
        fragment("ST_Distance_Sphere(?, POINT(?, ?)) <= ?",
          field(q, ^field), ^point.lng, ^point.lat, ^distance))
    end
  end

  # ... other operators
end
Generic Fallback
defmodule MyApp.CQL.Scalars.Point.Generic do
  import Ecto.Query

  def operator_input do
    {[:_eq, :_neq, :_is_null], :point, "Basic point operators"}
  end

  def apply_operator(query, field, :_eq, value, opts) do
    binding = Keyword.get(opts, :binding)
    if binding do
      where(query, [{^binding, x}], field(x, ^field) == ^value)
    else
      where(query, [q], field(q, ^field) == ^value)
    end
  end

  def apply_operator(query, field, :_neq, value, opts) do
    binding = Keyword.get(opts, :binding)
    if binding do
      where(query, [{^binding, x}], field(x, ^field) != ^value)
    else
      where(query, [q], field(q, ^field) != ^value)
    end
  end

  def apply_operator(query, field, :_is_null, true, opts) do
    binding = Keyword.get(opts, :binding)
    if binding do
      where(query, [{^binding, x}], is_nil(field(x, ^field)))
    else
      where(query, [q], is_nil(field(q, ^field)))
    end
  end

  def apply_operator(query, field, :_is_null, false, opts) do
    binding = Keyword.get(opts, :binding)
    if binding do
      where(query, [{^binding, x}], not is_nil(field(x, ^field)))
    else
      where(query, [q], not is_nil(field(q, ^field)))
    end
  end
end
Registering Custom Scalars
Custom scalars are auto-discovered when imported into your schema. For CQL scalars with adapters, register them in your config:
# config/config.exs
config :green_fairy, :cql_scalars,
  point: MyApp.CQL.Scalars.Point,
  money: MyApp.CQL.Scalars.Money
Built-in CQL Scalars
GreenFairy includes CQL scalars for common types:
	Type	Module	Operators
	String	GreenFairy.CQL.Scalars.String	_eq, _neq, _in, _like, _ilike, _contains, etc.
	Integer	GreenFairy.CQL.Scalars.Integer	_eq, _neq, _gt, _gte, _lt, _lte, _in, etc.
	Float	GreenFairy.CQL.Scalars.Float	_eq, _neq, _gt, _gte, _lt, _lte, _in, etc.
	Boolean	GreenFairy.CQL.Scalars.Boolean	_eq, _neq, _is_null
	ID	GreenFairy.CQL.Scalars.ID	_eq, _neq, _in, _nin, _is_null
	DateTime	GreenFairy.CQL.Scalars.DateTime	_eq, _gt, _lt, _between, _period, _current_period
	Date	GreenFairy.CQL.Scalars.Date	_eq, _gt, _lt, _between
	Time	GreenFairy.CQL.Scalars.Time	_eq, _gt, _lt
	Decimal	GreenFairy.CQL.Scalars.Decimal	_eq, _neq, _gt, _gte, _lt, _lte
	Coordinates	GreenFairy.CQL.Scalars.Coordinates	_eq, _st_dwithin, _st_within_bounding_box

Array Scalars
	Type	Module	Operators
	[String]	GreenFairy.CQL.Scalars.ArrayString	_includes, _excludes, _includes_all, _includes_any, _is_empty
	[Integer]	GreenFairy.CQL.Scalars.ArrayInteger	_includes, _excludes, _includes_all, _includes_any, _is_empty
	[ID]	GreenFairy.CQL.Scalars.ArrayId	_includes, _excludes, _includes_any, _is_empty

The CQL.Scalar Behaviour
@callback operator_input(adapter :: atom()) ::
  {operators :: [atom()], type :: atom(), description :: String.t()}

@callback apply_operator(
  query :: Ecto.Query.t(),
  field :: atom(),
  operator :: atom(),
  value :: any(),
  adapter :: atom(),
  opts :: keyword()
) :: Ecto.Query.t()

@callback operator_type_identifier(adapter :: atom()) :: atom()
Callbacks Explained
operator_input/1
Returns the operators available for this adapter, the underlying type, and a description.
apply_operator/6
Applies an operator to an Ecto query. Must handle all operators declared in operator_input/1.
operator_type_identifier/1
Returns the GraphQL input type identifier (e.g., :cql_op_point_input).
Example: JSON Scalar
defmodule MyApp.CQL.Scalars.JSON do
  @behaviour GreenFairy.CQL.Scalar

  @impl true
  def operator_input(:postgres) do
    {[:_eq, :_neq, :_is_null, :_contains, :_contained_by, :_has_key, :_has_keys_all, :_has_keys_any],
     :json, "JSON operators with PostgreSQL JSONB support"}
  end

  def operator_input(_adapter) do
    {[:_eq, :_neq, :_is_null],
     :json, "Basic JSON operators"}
  end

  @impl true
  def apply_operator(query, field, :_contains, value, :postgres, opts) do
    binding = Keyword.get(opts, :binding)
    json = Jason.encode!(value)
    if binding do
      where(query, [{^binding, x}],
        fragment("? @> ?::jsonb", field(x, ^field), ^json))
    else
      where(query, [q],
        fragment("? @> ?::jsonb", field(q, ^field), ^json))
    end
  end

  def apply_operator(query, field, :_has_key, key, :postgres, opts) do
    binding = Keyword.get(opts, :binding)
    if binding do
      where(query, [{^binding, x}],
        fragment("? \\? ?", field(x, ^field), ^key))
    else
      where(query, [q],
        fragment("? \\? ?", field(q, ^field), ^key))
    end
  end

  # ... other operators

  @impl true
  def operator_type_identifier(_adapter), do: :cql_op_json_input
end
Testing Custom Scalars
defmodule MyApp.CQL.Scalars.PointTest do
  use ExUnit.Case, async: true
  import Ecto.Query

  alias MyApp.CQL.Scalars.Point

  describe "operator_input/1" do
    test "postgres returns spatial operators" do
      {ops, _type, _desc} = Point.operator_input(:postgres)
      assert :_st_dwithin in ops
      assert :_st_within_bounding_box in ops
    end

    test "mysql returns distance sphere operator" do
      {ops, _type, _desc} = Point.operator_input(:mysql)
      assert :_st_distance_sphere in ops
      refute :_st_dwithin in ops
    end

    test "generic returns basic operators only" do
      {ops, _type, _desc} = Point.operator_input(:sqlite)
      assert :_eq in ops
      refute :_st_dwithin in ops
    end
  end

  describe "apply_operator/6" do
    test "applies _st_dwithin for postgres" do
      query = from(l in "locations")

      result = Point.apply_operator(
        query, :coordinates, :_st_dwithin,
        %{point: %{lat: 37.7749, lng: -122.4194}, distance: 1000},
        :postgres, []
      )

      assert %Ecto.Query{} = result
      assert result.wheres != []
    end
  end
end
Next Steps
	CQL Guide - Full CQL documentation
	CQL Adapter System - Multi-database support
	CQL Advanced Features - Full-text search, geo queries
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    Authorization

GreenFairy provides a simple, type-owned authorization system. Each type controls which fields are visible based on the object data and the request context.
Design Philosophy
Unlike complex permission systems that require separate policy classes or middleware chains, GreenFairy keeps authorization where it belongs - with the type that owns the data. This approach:
	Keeps related logic together - The type knows its fields, so it should know who can see them
	Stays flexible - Your context is your domain, put whatever you need in it
	Scales naturally - Simple cases stay simple, complex cases have the tools they need

Basic Authorization
Define an authorize callback inside your type to control field visibility:
defmodule MyApp.GraphQL.Types.User do
  use GreenFairy.Type

  type "User", struct: MyApp.User do
    authorize fn user, ctx ->
      cond do
        # Admins see everything
        ctx[:current_user]?.admin -> :all

        # Users see their own data
        ctx[:current_user]?.id == user.id -> [:id, :name, :email, :phone]

        # Everyone else sees public fields
        true -> [:id, :name]
      end
    end

    field :id, non_null(:id)
    field :name, :string
    field :email, :string
    field :phone, :string
    field :ssn, :string
    field :password_hash, :string
  end
end
Return Values
The authorize callback must return one of:
	Return Value	Meaning
	:all	All fields are visible
	:none	Object is completely hidden (returns nil)
	[:field1, :field2]	Only the listed fields are visible

Authorization with Path Info
Sometimes you need to know how an object was accessed. The 3-arity version of the authorize callback receives an AuthorizationInfo struct:
type "Post", struct: MyApp.Post do
  authorize fn post, ctx, info ->
    # info contains:
    # - path: [:query, :user, :posts] - the path through the graph
    # - field: :posts - the current field name
    # - parent: %User{...} - the immediate parent object
    # - parents: [%User{...}] - all parent objects

    # Example: Allow full access when accessing through author's profile
    parent_is_author = case info.parent do
      %{id: id} -> id == post.author_id
      _ -> false
    end

    cond do
      ctx[:current_user]?.admin -> :all
      parent_is_author -> :all
      ctx[:current_user]?.id == post.author_id -> [:id, :title, :content]
      true -> [:id, :title]
    end
  end

  field :id, non_null(:id)
  field :title, :string
  field :content, :string
  field :secret_notes, :string
end
AuthorizationInfo Fields
	Field	Type	Description
	path	[atom]	The path through the graph to this object
	field	atom	The field name that resolved to this object
	parent	any	The immediate parent object (or nil for root)
	parents	[any]	All parent objects in order

Input Authorization
Control which fields users can submit in input types:
defmodule MyApp.GraphQL.Inputs.UpdateUserInput do
  use GreenFairy.Input

  input "UpdateUserInput" do
    authorize fn _input, ctx ->
      if ctx[:current_user]?.admin do
        :all
      else
        [:name, :email, :avatar_url]  # Regular users can only update these
      end
    end

    field :name, :string
    field :email, :string
    field :avatar_url, :string
    field :role, :user_role       # Admin only
    field :verified, :boolean     # Admin only
    field :permissions, :json     # Admin only
  end
end
Using Input Authorization in Resolvers
Use __filter_input__/2 to validate input in your resolver:
def update_user(_, %{id: id, input: input}, %{context: ctx}) do
  case UpdateUserInput.__filter_input__(input, ctx) do
    {:ok, validated_input} ->
      # Input is safe to use
      MyApp.Users.update_user(id, validated_input)

    {:error, {:unauthorized_fields, fields}} ->
      {:error, "Cannot update restricted fields: #{inspect(fields)}"}
  end
end
Policy Module Support
You can also use policy modules for authorization:
defmodule MyApp.Policies.UserPolicy do
  def can?(nil, _action, _resource), do: false
  def can?(%{admin: true}, :view, _resource), do: true
  def can?(%{id: user_id}, :view, %{id: user_id}), do: true
  def can?(_, _, _), do: false
end

type "User", struct: MyApp.User do
  authorize with: MyApp.Policies.UserPolicy

  # ...fields
end
The policy's can?/3 function receives (current_user, :view, object). Return true for :all fields or false for :none.
Types Without Authorization
Types without an authorize callback allow all fields to be visible:
type "PublicProfile", struct: MyApp.PublicProfile do
  # No authorize callback = all fields visible to everyone

  field :id, non_null(:id)
  field :username, :string
  field :bio, :string
end
Unauthorized Behavior
By default, accessing an unauthorized field returns a GraphQL error. You can change this behavior at the type, field, or query level.
Type-Level Default
Set a default behavior for all fields in a type:
type "User", struct: MyApp.User, on_unauthorized: :return_nil do
  authorize fn user, ctx ->
    if ctx[:current_user]?.admin, do: :all, else: [:id, :name]
  end

  field :id, non_null(:id)
  field :name, :string
  field :email, :string    # Returns nil if unauthorized
  field :salary, :integer  # Returns nil if unauthorized
end
Field-Level Override
Override the type default for specific fields:
type "User", struct: MyApp.User, on_unauthorized: :return_nil do
  authorize fn user, ctx ->
    if ctx[:current_user]?.admin, do: :all, else: [:id, :name]
  end

  field :id, non_null(:id)
  field :name, :string
  field :email, :string                          # Uses type default (nil)
  field :ssn, :string, on_unauthorized: :error   # Override: returns error
end
Client Directive (@onUnauthorized)
Clients can control behavior per-field in their queries, overriding backend defaults:
query GetUser {
  user(id: "123") {
    id
    name
    email @onUnauthorized(behavior: NIL)    # Return null if unauthorized
    ssn @onUnauthorized(behavior: ERROR)    # Return error if unauthorized
  }
}
This is useful when:
	A UI component can gracefully handle missing data
	Different screens need different error handling for the same field
	You want to fetch "best effort" data without failing the whole query

Priority Chain
When determining how to handle unauthorized access:
	Client directive @onUnauthorized(behavior: ...) (highest priority)
	Field-level on_unauthorized: option
	Type-level on_unauthorized: option
	Global default :error

Behavior Values
	Value	Effect
	:error	Return a GraphQL error (default)
	:return_nil	Return null, query continues

Best Practices
	Keep it simple - Start with basic field lists, add complexity only when needed
	Use context wisely - Put authentication info in context during plug/middleware
	Test thoroughly - Authorization is critical; test all permission scenarios
	Document expectations - Comment which roles can access which fields
	Fail closed - When in doubt, hide fields rather than expose them
	Consider UX - Use on_unauthorized: :return_nil for optional data that shouldn't break the UI

Integration with CQL
Authorization integrates seamlessly with CQL. Users can only filter on fields they're authorized to see:
type "User", struct: MyApp.User do
  authorize fn user, ctx ->
    if ctx[:current_user]?.admin, do: :all, else: [:id, :name]
  end

  field :id, non_null(:id)
  field :name, :string
  field :email, :string    # Can't filter on this unless admin
  field :salary, :integer  # Can't filter on this unless admin
end
CQL filtering is automatically enabled for all types with a backing struct. See the CQL Guide for more details.
Next Steps
	Relationships - Define associations between types
	Connections - Relay-style pagination
	CQL Guide - Automatic filtering and ordering
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    Relationships and DataLoader

This guide covers how to define relationships between types.
Automatic Association Loading
GreenFairy automatically batch-loads associations using DataLoader. Just define fields with the appropriate type:
defmodule MyApp.GraphQL.Types.User do
  use GreenFairy.Type

  alias MyApp.GraphQL.Types

  type "User", struct: MyApp.User do
    field :id, non_null(:id)
    field :name, :string

    # Associations - automatically batch-loaded
    field :posts, list_of(Types.Post)
    field :profile, Types.Profile
    field :organization, Types.Organization
  end
end
No explicit loaders or resolvers needed. GreenFairy detects associations from your Ecto schema and uses DataLoader automatically.
Custom Loaders
For advanced cases where you need custom batch loading logic:
alias MyApp.GraphQL.Types

type "User", struct: MyApp.User do
  field :id, non_null(:id)

  # Custom loader for computed/aggregated data
  field :recent_activity, list_of(Types.Activity) do
    loader fn users, _args, _ctx ->
      user_ids = Enum.map(users, & &1.id)
      activities = MyApp.Activity.recent_for_users(user_ids)

      Enum.group_by(activities, & &1.user_id)
      |> Map.new(fn {user_id, acts} ->
        user = Enum.find(users, & &1.id == user_id)
        {user, acts}
      end)
    end
  end
end
Use loader only when you need custom logic. Most associations work automatically.
Computed Fields
For non-batched computed fields, use resolve:
field :display_name, :string do
  resolve fn user, _, _ ->
    {:ok, user.name || user.email}
  end
end
N+1 Prevention
GreenFairy automatically prevents N+1 queries. When you query:
{
  users {
    id
    posts { title }
  }
}
DataLoader batches all post queries into a single WHERE user_id IN (...) query.
Next Steps
	Connections - Relay-style pagination
	CQL - Add filtering to association queries
	Authorization - Control access to related data
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    Connections (Pagination)

This guide covers Relay-style cursor-based pagination using connections.
Overview
Connections provide a standardized way to paginate lists in GraphQL, following the Relay Connection specification.
A connection includes:
	edges - List of edge objects, each containing a node and cursor
	pageInfo - Pagination metadata (hasNextPage, hasPreviousPage, cursors)

Defining a Connection
Use the connection macro inside a type:
defmodule MyApp.GraphQL.Types.User do
  use GreenFairy.Type

  alias MyApp.GraphQL.Types

  type "User", struct: MyApp.User do
    field :id, non_null(:id)
    field :name, :string

    # Paginated list of friends
    connection :friends, Types.User do
      # Custom edge fields (optional)
      edge do
        field :friendship_date, :datetime
        field :friendship_status, :string
      end

      # Custom connection fields (optional)
      field :total_count, :integer
    end
  end
end
This generates:
	:friends_connection type with edges, pageInfo, and custom fields
	:friends_edge type with node, cursor, and custom edge fields
	:friends field with standard pagination arguments

Connection Arguments
Connections automatically receive these arguments:
	first: Int - Return the first N items
	after: String - Return items after this cursor
	last: Int - Return the last N items
	before: String - Return items before this cursor

Resolving Connections
From a List
Use GreenFairy.Field.Connection.from_list/3:
field :friends, :friends_connection do
  arg :first, :integer
  arg :after, :string
  arg :last, :integer
  arg :before, :string

  resolve fn user, args, _ ->
    friends = MyApp.Accounts.list_friends(user)
    GreenFairy.Field.Connection.from_list(friends, args)
  end
end
From an Ecto Query
Use GreenFairy.Field.Connection.from_query/4:
field :friends, :friends_connection do
  resolve fn user, args, _ ->
    query = MyApp.Accounts.friends_query(user)
    GreenFairy.Field.Connection.from_query(query, MyApp.Repo, args)
  end
end
Custom Cursor
By default, cursors are Base64-encoded indices. You can provide a custom cursor function:
GreenFairy.Field.Connection.from_list(items, args,
  cursor_fn: fn item, _index -> Base.encode64("item:#{item.id}") end
)
PageInfo
The PageInfo type is automatically available and includes:
type PageInfo {
  hasNextPage: Boolean!
  hasPreviousPage: Boolean!
  startCursor: String
  endCursor: String
}
Example Query
{
  user(id: "1") {
    friends(first: 10, after: "Y3Vyc29yOjU=") {
      edges {
        cursor
        friendshipDate
        node {
          id
          name
        }
      }
      pageInfo {
        hasNextPage
        endCursor
      }
      totalCount
    }
  }
}
Query Connections
You can also define connections at the query level:
defmodule MyApp.GraphQL.Queries.UserQueries do
  use GreenFairy.Query

  alias MyApp.GraphQL.Types
  alias MyApp.GraphQL.Inputs

  queries do
    connection :users, Types.User do
      arg :filter, Inputs.UserFilter

      resolve fn _, args, _ ->
        users = MyApp.Accounts.list_users(args[:filter])
        GreenFairy.Field.Connection.from_list(users, args)
      end
    end
  end
end
Connection Enhancements
All connections include these additional fields:
	nodes: [T!] - Direct access to nodes without edges (GitHub-style)
	totalCount: Int! - Total matching items (ignoring pagination)
	exists: Boolean! - Whether any items match the query

query {
  users(first: 10) {
    nodes { id name }    # Simpler than edges
    totalCount           # 1523 total users
    exists               # true if any match
    pageInfo { hasNextPage endCursor }
  }
}
totalCount and exists use deferred loading - the COUNT query only runs if these fields are requested.
Next Steps
	CQL - Add filtering and sorting to connections
	Relay - Full Relay specification support
	Relationships - DataLoader for efficient loading
	Operations - Query, mutation, and subscription modules
	Expose - Auto-generate query fields from types
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    Operations (Query, Mutation, Subscription)

This guide covers how to define Query, Mutation, and Subscription fields.
Query Module
Query modules group related query fields. Use module references for non-builtin types:
defmodule MyApp.GraphQL.Queries.UserQueries do
  use GreenFairy.Query

  alias MyApp.GraphQL.Types

  queries do
    # Relay Node field - automatically resolves any type by GlobalId
    node_field()

    @desc "Get a user by ID"
    field :user, Types.User do
      arg :id, non_null(:id)
      resolve &MyApp.Resolvers.User.get/3
    end

    @desc "List all users"
    field :users, list_of(Types.User) do
      arg :limit, :integer
      arg :offset, :integer
      resolve &MyApp.Resolvers.User.list/3
    end

    @desc "Search users by name"
    field :search_users, list_of(Types.User) do
      arg :query, non_null(:string)
      resolve &MyApp.Resolvers.User.search/3
    end
  end
end
List Queries with CQL
The list macro generates list query fields with automatic CQL filtering and ordering:
defmodule MyApp.GraphQL.RootQuery do
  use GreenFairy.Query

  alias MyApp.GraphQL.Types

  queries do
    # Auto-generates: users(where: CqlFilterUserInput, orderBy: [CqlOrderUserInput]): [User]
    list :users, Types.User

    # Auto-generates: posts(where: CqlFilterPostInput, orderBy: [CqlOrderPostInput]): [Post]
    list :posts, Types.Post
  end
end
The list macro:
	Injects where and order_by arguments from the type's CQL configuration
	Automatically applies CQL filters using QueryBuilder
	Gets the repo from the type's struct adapter (no global config needed)
	Returns a flat list of records

Generated GraphQL
query {
  users(where: { email: { _contains: "@example.com" } }) {
    id
    email
    name
  }
}

query {
  posts(
    where: { visibility: { _eq: "public" } }
    orderBy: [{ insertedAt: DESC }]
  ) {
    id
    title
    body
  }
}
Connection Queries with CQL
The connection macro generates paginated connection fields with CQL support:
defmodule MyApp.GraphQL.RootQuery do
  use GreenFairy.Query

  alias MyApp.GraphQL.Types

  queries do
    # Paginated connection with CQL filtering
    connection :users, Types.User

    # Custom connection options
    connection :posts, Types.Post do
      arg :author_id, :id  # Additional custom args
    end
  end
end
The connection macro generates Relay-compliant pagination:
query {
  users(first: 10, after: "cursor", where: { active: { _eq: true } }) {
    edges {
      cursor
      node {
        id
        email
      }
    }
    pageInfo {
      hasNextPage
      hasPreviousPage
      startCursor
      endCursor
    }
    totalCount
  }
}
Relay Node Field
The node_field() macro generates a Relay-compliant node(id: ID!) query field that can resolve any type by its GlobalId:
defmodule MyApp.GraphQL.RootQuery do
  use GreenFairy.Query

  queries do
    # Adds: node(id: ID!): Node
    node_field()

    # Your other query fields...
  end
end
This enables queries like:
query {
  node(id: "VXNlcjoxMjM=") {
    id
    ... on User {
      email
      name
    }
  }
}
The node_field macro:
	Decodes the GlobalId to extract the type name and local ID
	Looks up the corresponding type module
	Uses the schema's configured repo to fetch the record
	Returns the record or an error

Node Resolution Flow
When a node query is executed:
	GlobalId Decoding: The ID is decoded using the schema's configured global_id implementation (defaults to Base64)
	Type Lookup: The type name is used to find the corresponding GreenFairy type module
	Record Fetching: The record is fetched using Repo.get(StructModule, local_id)

Custom Node Resolver
Types can define custom node resolution by implementing node_resolver in the type:
type "User", struct: MyApp.User do
  implements GreenFairy.BuiltIns.Node

  node_resolver fn id, ctx ->
    MyApp.Accounts.get_user_with_permissions(id, ctx[:current_user])
  end

  field :id, non_null(:id)
  field :email, :string
end
Mutation Module
Mutation modules group related mutation fields:
defmodule MyApp.GraphQL.Mutations.UserMutations do
  use GreenFairy.Mutation

  alias MyApp.GraphQL.Types
  alias MyApp.GraphQL.Inputs

  mutations do
    @desc "Create a new user"
    field :create_user, Types.User do
      arg :input, non_null(Inputs.CreateUserInput)

      middleware MyApp.Middleware.Authenticate
      resolve &MyApp.Resolvers.User.create/3
    end

    @desc "Update an existing user"
    field :update_user, Types.User do
      arg :id, non_null(:id)
      arg :input, non_null(Inputs.UpdateUserInput)

      middleware MyApp.Middleware.Authenticate
      middleware MyApp.Middleware.Authorize, :owner
      resolve &MyApp.Resolvers.User.update/3
    end

    @desc "Delete a user"
    field :delete_user, :boolean do
      arg :id, non_null(:id)

      middleware MyApp.Middleware.Authenticate
      middleware MyApp.Middleware.Authorize, :admin
      resolve &MyApp.Resolvers.User.delete/3
    end
  end
end
Subscription Module
Subscription modules define real-time event streams:
defmodule MyApp.GraphQL.Subscriptions.UserSubscriptions do
  use GreenFairy.Subscription

  alias MyApp.GraphQL.Types

  subscriptions do
    @desc "Subscribe to user updates"
    field :user_updated, Types.User do
      arg :user_id, :id

      config fn args, _info ->
        {:ok, topic: args[:user_id] || "*"}
      end

      trigger :update_user, topic: fn user ->
        ["user_updated:#{user.id}", "user_updated:*"]
      end
    end

    @desc "Subscribe to new users"
    field :user_created, Types.User do
      config fn _args, _info ->
        {:ok, topic: "new_users"}
      end

      trigger :create_user, topic: fn _user ->
        "new_users"
      end
    end
  end
end
Assembling in the Schema
With GreenFairy's auto-discovery, you typically don't need manual imports:
defmodule MyApp.GraphQL.Schema do
  use GreenFairy.Schema,
    discover: [MyApp.GraphQL],
    repo: MyApp.Repo
end
For manual assembly:
defmodule MyApp.GraphQL.Schema do
  use Absinthe.Schema

  # Import type modules
  import_types MyApp.GraphQL.Types.User
  import_types MyApp.GraphQL.Inputs.CreateUserInput
  import_types MyApp.GraphQL.Inputs.UpdateUserInput

  # Import operation modules
  import_types MyApp.GraphQL.Queries.UserQueries
  import_types MyApp.GraphQL.Mutations.UserMutations
  import_types MyApp.GraphQL.Subscriptions.UserSubscriptions

  query do
    import_fields :__green_fairy_queries__
  end

  mutation do
    import_fields :__green_fairy_mutations__
  end

  subscription do
    import_fields :__green_fairy_subscriptions__
  end
end
Middleware
Middleware can be applied at the field level:
field :protected_data, :string do
  middleware MyApp.Middleware.Authenticate
  middleware MyApp.Middleware.RateLimit, limit: 100
  resolve fn _, _, _ -> {:ok, "secret"} end
end
Built-in Middleware
GreenFairy provides some helper middleware:
# Require a specific capability
middleware GreenFairy.Field.Middleware.require_capability(:admin)

# Cache the result (placeholder - implement your own caching)
middleware GreenFairy.Field.Middleware.cache(ttl: 300)
Publishing Subscription Events
To trigger subscriptions from mutations:
defmodule MyApp.Resolvers.User do
  def update(%{id: id, input: input}, _, _) do
    with {:ok, user} <- MyApp.Accounts.update_user(id, input) do
      # Publish to subscribers
      Absinthe.Subscription.publish(
        MyApp.Endpoint,
        user,
        user_updated: "user_updated:#{user.id}"
      )

      {:ok, user}
    end
  end
end
Multiple Operation Modules
You can have multiple query/mutation/subscription modules. Just import them all:
import_types MyApp.GraphQL.Queries.UserQueries
import_types MyApp.GraphQL.Queries.PostQueries
import_types MyApp.GraphQL.Queries.CommentQueries

query do
  # Fields from all query modules are imported
  import_fields :__green_fairy_queries__
end
Note: If using multiple modules, each will define its own :__green_fairy_queries__ object. You may need to rename them or manually import fields.
Next Steps
	Expose Guide - Auto-generate query fields from types
	Connections Guide - Query-level pagination
	Authorization - Protect mutations
	CQL - Add filtering to queries
	Relay - Relay-compliant mutations
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    Expose - Automatic Query Field Generation

GreenFairy's expose macro automatically generates query fields for fetching types by their fields. This eliminates boilerplate and provides a consistent pattern for object fetching.
Quick Start
Add expose :id to your type to auto-generate a query field:
defmodule MyApp.GraphQL.Types.User do
  use GreenFairy.Type

  type "User", struct: MyApp.Accounts.User do
    # Auto-generates: query { user(id: ID!): User }
    expose :id

    field :id, non_null(:id)
    field :email, non_null(:string)
    field :name, :string
  end
end
That's it! The schema will automatically include a user(id: ID!) query field that:
	Decodes the GlobalId
	Fetches the record from your configured repo
	Returns the user or an error

How It Works
When you add expose :id to a type:
	Field Type Detection: GreenFairy looks up the field type from your struct's adapter (Ecto schema, etc.)
	Query Field Generation: A query field is auto-generated with the appropriate argument type
	GlobalId Handling: For :id fields, the GlobalId is automatically decoded
	Database Fetching: Records are fetched using your schema's configured repo

Configuration
Schema Setup
Configure your repo in the schema:
defmodule MyApp.GraphQL.Schema do
  use GreenFairy.Schema,
    query: MyApp.GraphQL.RootQuery,
    repo: MyApp.Repo
end
Exposing Multiple Fields
You can expose multiple fields on a type:
type "User", struct: MyApp.Accounts.User do
  expose :id           # Generates: user(id: ID!): User
  expose :email        # Generates: userByEmail(email: String!): User
  expose :username     # Generates: userByUsername(username: String!): User

  field :id, non_null(:id)
  field :email, non_null(:string)
  field :username, non_null(:string)
end
Custom Field Names
Override the generated query field name with :as:
type "User", struct: MyApp.Accounts.User do
  expose :id, as: :get_user           # Generates: getUser(id: ID!): User
  expose :email, as: :find_by_email   # Generates: findByEmail(email: String!): User

  field :id, non_null(:id)
  field :email, non_null(:string)
end
Field Type Inference
The argument type is automatically inferred from your Ecto schema:
	Ecto Type	GraphQL Arg Type
	:id	:id
	:integer	:integer
	:string	:string
	:boolean	:boolean
	Ecto.UUID	:id
	Other	:string

Generated Query Behavior
For :id Fields
When exposing :id, the generated resolver:
	Decodes the GlobalId to extract the local ID
	Calls Repo.get(StructModule, local_id)
	Returns {:ok, record} or {:error, "TypeName not found"}

query {
  user(id: "VXNlcjoxMjM=") {  # GlobalId for User:123
    id
    email
    name
  }
}
For Other Fields
When exposing non-id fields, the generated resolver:
	Uses the raw argument value
	Calls Repo.get_by(StructModule, field: value)
	Returns {:ok, record} or {:error, "TypeName not found"}

query {
  userByEmail(email: "jane@example.com") {
    id
    email
    name
  }
}
Combining with Query Modules
Exposed fields work alongside custom query fields:
# Types expose themselves
type "User", struct: MyApp.Accounts.User do
  expose :id   # Auto-generates user(id:)
  # ...
end

# Query module handles complex queries
defmodule MyApp.GraphQL.RootQuery do
  use GreenFairy.Query

  alias MyApp.GraphQL.Types
  alias MyApp.GraphQL.Inputs

  queries do
    # Relay node field
    node_field()

    # List queries with filters (not auto-generated)
    field :users, list_of(Types.User) do
      arg :filter, Inputs.UserFilter
      resolve &MyApp.Resolvers.User.list/3
    end

    # Complex search queries
    field :search_users, list_of(Types.User) do
      arg :query, non_null(:string)
      resolve &MyApp.Resolvers.User.search/3
    end
  end
end
Memory Adapter Support
For types backed by plain structs (not Ecto schemas), the Memory adapter provides basic field type inference:
defmodule MyApp.Config do
  defstruct [:id, :name, :value]
end

type "Config", struct: MyApp.Config do
  expose :id   # Works with Memory adapter
  expose :name

  field :id, non_null(:id)
  field :name, non_null(:string)
  field :value, :string
end
Note: Memory adapter types require custom resolvers since there's no database to fetch from.
Best Practices
	Use expose :id for primary lookups - Every type that can be fetched should expose its ID
	Expose unique fields only - Only expose fields that uniquely identify a record
	Use Query modules for lists - List queries with filters should be in your Query module
	Combine with Node interface - Types with expose :id should also implement the Node interface

Example: Complete Type
defmodule MyApp.GraphQL.Types.Post do
  use GreenFairy.Type

  alias MyApp.GraphQL.Interfaces
  alias MyApp.GraphQL.Types

  type "Post", struct: MyApp.Content.Post do
    implements Interfaces.Node

    # Expose for fetching
    expose :id
    expose :slug, as: :post_by_slug

    # Fields - all auto-resolved from struct
    field :id, non_null(:id)
    field :title, non_null(:string)
    field :slug, non_null(:string)
    field :body, non_null(:string)
    field :published, non_null(:boolean)
    field :inserted_at, non_null(:naive_datetime)

    # Associations - auto batch-loaded
    field :author, Types.User
    field :comments, list_of(Types.Comment)
  end
end
This generates:
	post(id: ID!): Post - Fetch by GlobalId
	postBySlug(slug: String!): Post - Fetch by slug

Complete Query Pattern
GreenFairy provides three complementary macros for query fields:
	Macro	Purpose	Where Defined
	expose :id	Single record by ID	In the type definition
	list :users	Flat list with CQL filters	In the Query module
	connection :users	Paginated list with CQL	In the Query module

Example: Complete Setup
# Type defines expose for single-record lookup
defmodule MyApp.GraphQL.Types.User do
  use GreenFairy.Type

  type "User", struct: MyApp.Accounts.User do
    implements MyApp.GraphQL.Interfaces.Node

    # Auto-generates: user(id: ID!): User
    expose :id

    field :id, non_null(:id)
    field :email, non_null(:string)
    field :name, :string
  end
end

# Query module defines list/connection for collection queries
defmodule MyApp.GraphQL.RootQuery do
  use GreenFairy.Query

  alias MyApp.GraphQL.Types

  queries do
    node_field()

    # NOTE: user(id:) is auto-generated from the type's expose :id
    # No need to define it here!

    # Flat list with CQL filtering
    list :users, Types.User

    # Or paginated connection
    connection :users_paginated, Types.User
  end
end
This generates:
type Query {
  # From expose :id
  user(id: ID!): User

  # From node_field()
  node(id: ID!): Node

  # From list :users
  users(where: CqlFilterUserInput, orderBy: [CqlOrderUserInput]): [User]

  # From connection :users_paginated
  usersPaginated(
    first: Int
    after: String
    last: Int
    before: String
    where: CqlFilterUserInput
    orderBy: [CqlOrderUserInput]
  ): UserConnection
}
See Also
	Operations Guide - list, connection, and node_field() macros
	Relay Guide - Full Relay specification support
	Global ID Guide - Custom GlobalId implementations
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    Relay Support

GreenFairy provides built-in support for the Relay GraphQL specification, eliminating the need for the separate absinthe_relay dependency.
Overview
The Relay specification defines three key patterns:
	Global Object Identification - Globally unique IDs and the node query
	Cursor Connections - Standardized pagination with edges and cursors
	Mutations - Input/payload pattern with clientMutationId

GreenFairy supports all three patterns natively.
Quick Start
Enable Relay in Your Schema
defmodule MyApp.GraphQL.Schema do
  use GreenFairy.Schema, discover: [MyApp.GraphQL]
  use GreenFairy.Relay, repo: MyApp.Repo
end
This adds:
	node(id: ID!) query field
	nodes(ids: [ID!]!) query field for batch fetching

With Default Node Resolution
Configure a default resolver for all node types:
defmodule MyApp.GraphQL.Schema do
  use GreenFairy.Schema, discover: [MyApp.GraphQL]
  use GreenFairy.Relay,
    repo: MyApp.Repo,
    node_resolver: fn type_module, id, ctx ->
      # type_module is the GraphQL type module (e.g., MyApp.GraphQL.Types.User)
      # id is the local ID (already parsed to integer if numeric)
      # ctx is the Absinthe context
      struct = type_module.__green_fairy_struct__()
      MyApp.Repo.get(struct, id)
    end
end
The default node resolver is called when a type doesn't define its own node_resolver.
Define Node-Implementing Types
defmodule MyApp.GraphQL.Types.User do
  use GreenFairy.Type
  import GreenFairy.Relay.Field

  type "User", struct: MyApp.User do
    implements GreenFairy.BuiltIns.Node

    # Generates globally unique ID
    global_id :id

    field :email, :string
    field :name, :string
  end
end
Global Object Identification
Custom GlobalId Implementation
GreenFairy uses a behaviour-based approach for global IDs, allowing you to implement custom encoding:
defmodule MyApp.CustomGlobalId do
  @behaviour GreenFairy.GlobalId

  @impl true
  def encode(type_name, id) do
    # Your custom encoding (e.g., Hashids, UUIDs, etc.)
    MyApp.Hashids.encode("#{type_name}:#{id}")
  end

  @impl true
  def decode(global_id) do
    case MyApp.Hashids.decode(global_id) do
      {:ok, decoded} ->
        [type_name, id] = String.split(decoded, ":")
        {:ok, {type_name, id}}
      :error ->
        {:error, :invalid_global_id}
    end
  end
end

# Configure in your schema:
use GreenFairy.Schema,
  repo: MyApp.Repo,
  global_id: MyApp.CustomGlobalId
Global IDs
The global_id macro generates a field that returns a Base64-encoded ID containing both the type name and local ID:
global_id :id                    # Uses struct's :id field
global_id :id, source: :uuid     # Uses a different source field
global_id :id, type_name: "User" # Override the type name
Encoding and Decoding
Use GreenFairy.GlobalId to work with global IDs:
alias GreenFairy.Relay.GlobalId

# Encoding
GlobalId.encode("User", 123)
#=> "VXNlcjoxMjM="

GlobalId.encode(:user_profile, "abc")
#=> "VXNlclByb2ZpbGU6YWJj"

# Decoding
GlobalId.decode("VXNlcjoxMjM=")
#=> {:ok, {"User", "123"}}

GlobalId.decode!("VXNlcjoxMjM=")
#=> {"User", "123"}

# Parse integer IDs when possible
GlobalId.decode_id("VXNlcjoxMjM=")
#=> {:ok, {"User", 123}}
Node Query
The node query fetches any object by its global ID:
query {
  node(id: "VXNlcjoxMjM=") {
    id
    ... on User {
      email
      name
    }
  }
}
For batch fetching:
query {
  nodes(ids: ["VXNlcjoxMjM=", "UG9zdDo0NTY="]) {
    id
    ... on User {
      email
    }
    ... on Post {
      title
    }
  }
}
Custom Node Resolution
By default, nodes are resolved using your Ecto repo. You can customize resolution per-type:
type "User", struct: MyApp.User do
  implements GreenFairy.BuiltIns.Node

  node_resolver fn id, ctx ->
    MyApp.Accounts.get_user_with_permissions(id, ctx[:current_user])
  end

  global_id :id
  field :email, :string
end
Cursor Connections
Basic Connection
Use the connection macro for Relay-compliant pagination:
type "User", struct: MyApp.User do
  field :id, non_null(:id)
  field :name, :string

  connection :posts, MyApp.GraphQL.Types.Post
end
This generates:
	PostsConnection type with edges and pageInfo
	PostsEdge type with node and cursor
	Standard pagination arguments (first, after, last, before)

Custom Edge Fields
Add fields to edges:
connection :friends, MyApp.GraphQL.Types.User do
  edge do
    field :friendship_date, :datetime
    field :mutual_friends_count, :integer
  end
end
Custom Connection Fields
Add fields to the connection itself:
connection :posts, MyApp.GraphQL.Types.Post do
  field :total_count, :integer
  field :average_likes, :float
end
Resolving Connections
Use the connection helpers:
alias GreenFairy.Field.Connection

# From a list
def resolve_posts(user, args, _resolution) do
  posts = MyApp.Content.list_posts(user_id: user.id)
  Connection.from_list(posts, args)
end

# From an Ecto query
def resolve_posts(user, args, _resolution) do
  query = from p in Post, where: p.user_id == ^user.id
  Connection.from_query(query, MyApp.Repo, args)
end
Mutations
Relay Mutations
Use relay_mutation for Relay-compliant mutations with automatic clientMutationId handling:
defmodule MyApp.GraphQL.Mutations.UserMutations do
  use GreenFairy.Mutation
  import GreenFairy.Relay.Mutation

  mutations do
    relay_mutation :create_user do
      @desc "Creates a new user account"

      input do
        field :email, non_null(:string)
        field :name, :string
        field :password, non_null(:string)
      end

      output do
        field :user, :user
        field :errors, list_of(:string)
      end

      resolve fn input, _ctx ->
        case MyApp.Accounts.create_user(input) do
          {:ok, user} ->
            {:ok, %{user: user}}
          {:error, changeset} ->
            {:ok, %{errors: format_errors(changeset)}}
        end
      end
    end
  end
end
This generates:
	CreateUserInput input type with clientMutationId field
	CreateUserPayload output type with clientMutationId field
	Automatic passthrough of clientMutationId from input to output

Mutation Query Example
mutation CreateUser($input: CreateUserInput!) {
  createUser(input: $input) {
    clientMutationId
    user {
      id
      email
    }
    errors
  }
}
With variables:
{
  "input": {
    "clientMutationId": "create-user-1",
    "email": "user@example.com",
    "name": "Jane Doe",
    "password": "secret123"
  }
}
Manual clientMutationId Handling
For custom mutations that don't use relay_mutation, use the middleware:
field :custom_operation, :custom_payload do
  arg :input, non_null(:custom_input)
  middleware GreenFairy.Relay.Mutation.ClientMutationId
  resolve &MyResolver.custom/3
end
Then in your resolver:
alias GreenFairy.Relay.Mutation.ClientMutationId

def custom(_, %{input: input}, resolution) do
  result = do_custom_operation(input)

  {:ok, ClientMutationId.add_to_result(result, resolution)}
end
API Reference
Modules
	GreenFairy.Relay - Main Relay integration module
	GreenFairy.Relay.GlobalId - Global ID encoding/decoding
	GreenFairy.Relay.Node - Node query field
	GreenFairy.Relay.Field - Field helpers (global_id, node_resolver)
	GreenFairy.Relay.Mutation - Mutation helpers (relay_mutation)
	GreenFairy.Field.Connection - Connection pagination
	GreenFairy.BuiltIns.Node - Node interface
	GreenFairy.BuiltIns.PageInfo - PageInfo type

GlobalId Functions
	Function	Description
	encode(type, id)	Encodes a type name and local ID to a global ID
	decode(global_id)	Decodes a global ID, returns {:ok, {type, id}}
	decode!(global_id)	Decodes a global ID, raises on error
	decode_id(global_id)	Decodes and parses integer IDs
	type(global_id)	Extracts just the type name
	local_id(global_id)	Extracts just the local ID

Connection Functions
	Function	Description
	from_list(items, args, opts)	Creates a connection from a list
	from_query(query, repo, args, opts)	Creates a connection from an Ecto query

See Also
	Relay Specification
	Global Object Identification
	Cursor Connections
	Mutations
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    Global IDs

GreenFairy provides a flexible Global ID system for Relay Object Identification. Global IDs uniquely identify objects across your entire schema, encoding both the type and local ID.
Overview
Global IDs are used for:
	The Relay node(id: ID!) query
	The expose :id type macro
	Any field requiring globally unique identification

Default Implementation
By default, GreenFairy uses Base64 encoding following the Relay specification:
# Format: Base64("TypeName:localId")
GreenFairy.GlobalId.encode("User", 123)
#=> "VXNlcjoxMjM="

GreenFairy.GlobalId.decode("VXNlcjoxMjM=")
#=> {:ok, {"User", "123"}}
Custom GlobalId Implementation
Implement the GreenFairy.GlobalId behaviour to use custom encoding:
defmodule MyApp.HashidsGlobalId do
  @behaviour GreenFairy.GlobalId

  @impl true
  def encode(type_name, id) when is_atom(type_name) do
    encode(atom_to_type_name(type_name), id)
  end

  def encode(type_name, id) when is_binary(type_name) do
    # Use Hashids for shorter, URL-safe IDs
    Hashids.encode(hashids(), [type_index(type_name), id])
  end

  @impl true
  def decode(global_id) do
    case Hashids.decode(hashids(), global_id) do
      {:ok, [type_index, local_id]} ->
        {:ok, {index_to_type(type_index), local_id}}
      _ ->
        {:error, :invalid_global_id}
    end
  end

  defp hashids do
    Hashids.new(salt: "my-secret-salt", min_len: 8)
  end

  defp type_index("User"), do: 1
  defp type_index("Post"), do: 2
  defp type_index("Comment"), do: 3
  # ...

  defp index_to_type(1), do: "User"
  defp index_to_type(2), do: "Post"
  defp index_to_type(3), do: "Comment"
  # ...

  defp atom_to_type_name(atom) do
    atom |> Atom.to_string() |> Macro.camelize()
  end
end
Configuring GlobalId
Per-Schema Configuration
defmodule MyApp.GraphQL.Schema do
  use GreenFairy.Schema,
    query: MyApp.GraphQL.RootQuery,
    repo: MyApp.Repo,
    global_id: MyApp.HashidsGlobalId
end
Application-Wide Configuration
# config/config.exs
config :green_fairy,
  global_id: MyApp.HashidsGlobalId
API Reference
GreenFairy.GlobalId Behaviour
@callback encode(type_name :: atom() | String.t(), id :: any()) :: String.t()
@callback decode(global_id :: String.t()) :: {:ok, {String.t(), any()}} | {:error, term()}
Module Functions
	Function	Description
	encode(type, id)	Encodes using configured implementation
	decode(global_id)	Decodes, returns {:ok, {type, id}}
	decode!(global_id)	Decodes, raises on error
	decode_id(global_id)	Decodes and parses integer IDs
	type(global_id)	Extracts just the type name
	local_id(global_id)	Extracts just the local ID
	default()	Returns the configured implementation

Usage Examples
alias GreenFairy.GlobalId

# Encoding
GlobalId.encode("User", 123)
#=> "VXNlcjoxMjM=" (or custom encoding)

GlobalId.encode(:user_profile, 42)
#=> "VXNlclByb2ZpbGU6NDI=" (atoms converted to PascalCase)

# Decoding
GlobalId.decode("VXNlcjoxMjM=")
#=> {:ok, {"User", "123"}}

GlobalId.decode!("VXNlcjoxMjM=")
#=> {"User", "123"}

# Parse integer IDs
GlobalId.decode_id("VXNlcjoxMjM=")
#=> {:ok, {"User", 123}}  # Note: integer, not string

# Extract parts
GlobalId.type("VXNlcjoxMjM=")
#=> {:ok, "User"}

GlobalId.local_id("VXNlcjoxMjM=")
#=> {:ok, "123"}
Integration Points
Node Resolution
The node_field macro uses GlobalId to resolve nodes:
queries do
  node_field()  # Uses configured GlobalId for decoding
end
Type Expose
The expose :id macro uses GlobalId for ID decoding:
type "User", struct: MyApp.User do
  expose :id  # Decodes GlobalId before fetching
end
Manual Resolution
Use GlobalId in custom resolvers:
field :transfer_ownership, :item do
  arg :item_id, non_null(:id)
  arg :new_owner_id, non_null(:id)

  resolve fn _, args, ctx ->
    with {:ok, {"Item", item_id}} <- GlobalId.decode_id(args.item_id),
         {:ok, {"User", user_id}} <- GlobalId.decode_id(args.new_owner_id) do
      MyApp.Items.transfer(item_id, user_id)
    end
  end
end
Best Practices
	Keep encoding stable - Changing encoding breaks existing client IDs
	Use integer parsing - Use decode_id/1 when you need integer IDs
	Handle errors gracefully - Always pattern match decode results
	Test with edge cases - Test with special characters, long IDs, etc.

Backwards Compatibility
GreenFairy.Relay.GlobalId delegates to the new system for backwards compatibility:
# Both work identically
GreenFairy.Relay.GlobalId.encode("User", 123)
GreenFairy.GlobalId.encode("User", 123)


  

  
    
    CQL (Filterable Queries) - GreenFairy v0.3.0
    
    

    


  
  

    CQL (Filterable Queries)

CQL (Composite Query Language) is an extension that automatically generates filter inputs for your GraphQL types based on their backing Ecto schemas.
Overview
Instead of manually defining filter input types and writing filter logic, CQL:
	Detects your Ecto schema fields and their types
	Generates appropriate operators for each field type
	Creates CqlFilter{Type}Input types with logical combinators (_and, _or, _not)
	Creates CqlOp{Type}Input types for each field type's operators
	Integrates with your authorization rules

Generated Schema Pattern
CQL follows the GigSmart schema pattern where each type gets:
	Filter Input Type - CqlFilter{Type}Input with:
	_and: [CqlFilter{Type}Input] - Logical AND combinator
	_or: [CqlFilter{Type}Input] - Logical OR combinator
	_not: CqlFilter{Type}Input - Logical NOT combinator
	Field-specific operator references (e.g., name: CqlOpStringInput)


	Operator Input Types - Shared types like:
	CqlOpIdInput - ID field operators (eq, neq, in, is_nil)
	CqlOpStringInput - String operators (eq, neq, contains, starts_with, ends_with, in, is_nil)
	CqlOpIntegerInput - Integer operators (eq, neq, gt, gte, lt, lte, in, is_nil)
	CqlOpBooleanInput - Boolean operators (eq, is_nil)
	CqlOpDatetimeInput - DateTime operators
	And more...



Example generated schema for a User type:
input CqlFilterUserInput {
  _and: [CqlFilterUserInput]
  _or: [CqlFilterUserInput]
  _not: CqlFilterUserInput
  id: CqlOpIdInput
  name: CqlOpStringInput
  email: CqlOpStringInput
  age: CqlOpIntegerInput
}

input CqlOpStringInput {
  eq: String
  neq: String
  contains: String
  starts_with: String
  ends_with: String
  in: [String]
  is_nil: Boolean
}
Basic Usage
CQL is automatically enabled for all types with a backing struct:
defmodule MyApp.GraphQL.Types.User do
  use GreenFairy.Type

  type "User", struct: MyApp.User do
    field :id, non_null(:id)
    field :name, :string
    field :email, :string
    field :age, :integer
    field :active, :boolean
    field :inserted_at, :datetime
  end
end
This automatically generates a CqlFilterUserInput type with appropriate operators for each field.
Generated Operators
CQL generates operators based on Ecto field types:
	Ecto Type	Generated Operators
	:string	eq, neq, in, contains, starts_with, ends_with, is_nil
	:integer	eq, neq, in, gt, gte, lt, lte, is_nil
	:boolean	eq, is_nil
	:id	eq, neq, in
	:naive_datetime, :utc_datetime, :date	eq, neq, gt, gte, lt, lte, is_nil
	Ecto.Enum	eq, neq, in

Custom Filters
Add filters for computed fields or fields not in the Ecto schema:
type "User", struct: MyApp.User do
  field :id, non_null(:id)
  field :first_name, :string
  field :last_name, :string
  field :full_name, :string  # Computed field

  # Define custom filter for the computed field
  custom_filter :full_name, [:eq, :contains], fn query, op, value ->
    import Ecto.Query

    case op do
      :eq ->
        from u in query,
          where: fragment("concat(?, ' ', ?)", u.first_name, u.last_name) == ^value

      :contains ->
        from u in query,
          where: ilike(fragment("concat(?, ' ', ?)", u.first_name, u.last_name), ^"%#{value}%")
    end
  end
end
Type Shorthand
Use a type shorthand to get all operators for that type:
# Instead of listing operators manually
custom_filter :computed_score, :integer, fn query, op, value ->
  # Gets all integer operators: eq, neq, in, gt, gte, lt, lte, is_nil
  # ... apply filter
end
Authorization Integration
CQL respects your type's authorization rules. Users can only filter on fields they're authorized to see:
type "User", struct: MyApp.User do
  authorize fn user, ctx ->
    if ctx[:current_user]?.admin do
      :all
    else
      [:id, :name, :email]  # Non-admins can't see/filter salary
    end
  end

  field :id, non_null(:id)
  field :name, :string
  field :email, :string
  field :salary, :integer  # Only admins can filter on this
end
Validating Filters
Use __cql_validate_filter__/3 to check if a user can apply certain filters:
def list_users(_, %{filter: filter}, %{context: ctx}) do
  case UserType.__cql_validate_filter__(filter, nil, ctx) do
    :ok ->
      # Filter is valid, apply it
      MyApp.Users.list(filter)

    {:error, {:unauthorized_fields, fields}} ->
      {:error, "Cannot filter on: #{inspect(fields)}"}
  end
end
Getting Authorized Fields
Query which fields a user can filter on:
# Get all filterable fields for this user
fields = UserType.__cql_authorized_fields__(object, ctx)
# => [:id, :name, :email]

# Get operators for a specific field
ops = UserType.__cql_authorized_operators_for__(:name, object, ctx)
# => [:eq, :neq, :in, :contains, :starts_with, :ends_with, :is_nil]
Custom Scalar Operators
Define CQL operators on custom scalar types. This example uses the
geo library for geographic data with PostGIS:
defmodule MyApp.GraphQL.Scalars.Point do
  use GreenFairy.Scalar

  @moduledoc "GraphQL scalar for Geo.Point from the geo library"

  scalar "Point" do
    description "A geographic point (longitude, latitude)"

    parse fn
      %Absinthe.Blueprint.Input.Object{fields: fields}, _ ->
        lng = get_field(fields, "lng")
        lat = get_field(fields, "lat")
        {:ok, %Geo.Point{coordinates: {lng, lat}, srid: 4326}}
      _, _ ->
        :error
    end

    serialize fn %Geo.Point{coordinates: {lng, lat}} ->
      %{lng: lng, lat: lat}
    end

    # Define operators available for filtering
    operators [:eq, :near, :within_distance]

    # PostGIS-compatible filter using ST_DWithin
    filter :near, fn field, %Geo.Point{} = point, opts ->
      distance_meters = opts[:distance] || 1000
      {:fragment, "ST_DWithin(?::geography, ?::geography, ?)", field, point, distance_meters}
    end

    filter :within_distance, fn field, %{point: point, distance: distance} ->
      {:fragment, "ST_DWithin(?::geography, ?::geography, ?)", field, point, distance}
    end
  end

  defp get_field(fields, name) do
    Enum.find_value(fields, fn %{name: n, input_value: %{value: v}} ->
      if n == name, do: v
    end)
  end
end
Then use the scalar in your type:
type "Location", struct: MyApp.Location do
  field :id, non_null(:id)
  field :name, :string
  field :coordinates, :point  # Uses Geo.Point with custom operators
end
API Reference
Type Functions
	Function	Description
	__cql_config__/0	Returns the CQL configuration for this type
	__cql_filterable_fields__/0	Returns all fields that can be filtered
	__cql_operators_for__/1	Returns operators for a specific field
	__cql_authorized_fields__/2	Returns filterable fields for a user
	__cql_authorized_operators_for__/3	Returns operators a user can use on a field
	__cql_validate_filter__/3	Validates a filter against authorization
	__cql_apply_custom_filter__/4	Applies a custom filter function

Configuration
The __cql_config__/0 function returns:
%{
  adapter: GreenFairy.Adapters.Ecto,  # Detected adapter
  adapter_fields: [:id, :name, :email],     # Fields from adapter
  adapter_field_types: %{                   # Types for each field
    id: :id,
    name: :string,
    email: :string
  },
  custom_filters: %{                        # Custom filter definitions
    full_name: {[:eq, :contains], fn query, op, value -> ... end}
  }
}
Adapters
CQL uses adapters to detect field information. The built-in Ecto adapter:
	Detects Ecto schemas via __schema__/1
	Extracts field types from the schema
	Maps Ecto types to CQL operators

Custom adapters can be created by implementing the GreenFairy.Adapter behaviour:
defmodule MyApp.CustomAdapter do
  use GreenFairy.Adapter

  @impl true
  def handles?(module), do: # check if this adapter handles the module

  @impl true
  def queryable_fields(module), do: # return list of field atoms

  @impl true
  def field_type(module, field), do: # return the field type

  @impl true
  def operators_for_type(type), do: # return operators for this type
end
Then specify it in your schema configuration:
# config/config.exs
config :green_fairy, :cql_adapter, MyApp.CustomAdapter
Schema Integration
CQL types are automatically generated when using GreenFairy.Schema:
defmodule MyApp.Schema do
  use GreenFairy.Schema,
    query: MyApp.GraphQL.Queries,
    mutation: MyApp.GraphQL.Mutations,
    repo: MyApp.Repo
end
Filter and order inputs are automatically generated for all types with a backing struct. Use them in your queries:
defmodule MyApp.GraphQL.Queries do
  use GreenFairy.Query

  queries do
    field :users, list_of(:user) do
      arg :where, :cql_filter_user_input
      arg :order_by, list_of(:cql_order_user_input)
      resolve &MyApp.Resolvers.list_users/3
    end
  end
end
The schema automatically generates:
	Filter input types (CqlFilterUserInput, CqlFilterPostInput, etc.)
	Operator input types (CqlOpStringInput, CqlOpIntegerInput, etc.)
	Order input types (CqlOrderUserInput, etc.)

Programmatic Access
Each CQL-enabled type exposes functions for programmatic access:
	Function	Description
	__cql_filter_input_identifier__/0	Returns the filter input type identifier
	__cql_filter_fields__/0	Returns fields with their types for filter generation
	__cql_generate_filter_input__/0	Generates the filter input AST

Best Practices
	Use authorization - Always define authorization when exposing sensitive fields
	Validate in resolvers - Call __cql_validate_filter__/3 before applying filters
	Custom filters for computed fields - Use custom_filter for anything not in the schema
	Type shorthands - Use type names (:string, :integer) for consistent operators
	Document operators - Help API consumers know what filters are available
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    CQL (Connection Query Language) - Getting Started

CQL is GreenFairy's powerful filtering and ordering system for GraphQL queries, inspired by Hasura's query language.
What is CQL?
CQL automatically generates GraphQL filter and order inputs for your Ecto schemas, enabling rich querying without writing custom resolvers:
query {
  users(
    filter: {
      age: { _gte: 18 }
      name: { _ilike: "%john%" }
      _or: [
        { email: { _contains: "@gmail.com" } }
        { email: { _contains: "@example.com" } }
      ]
    }
    order: { created_at: DESC }
    limit: 50
    offset: 10
  ) {
    id
    name
    email
  }
}
Basic Usage
1. Enable CQL in Your Schema
defmodule MyApp.GraphQL.Schema do
  use Absinthe.Schema
  use GreenFairy.Schema,
    repo: MyApp.Repo  # ← CQL automatically enabled
end
2. Define a Type with CQL
defmodule MyApp.GraphQL.Types.User do
  use GreenFairy.Type

  type "User", struct: MyApp.Accounts.User do
    field :id, non_null(:id)
    field :email, non_null(:string)
    field :name, :string
    field :age, :integer
    field :active, :boolean
    field :inserted_at, :datetime
  end
end
That's it! CQL filter and order inputs are automatically generated.
3. Add Query Field
defmodule MyApp.GraphQL.Queries do
  use GreenFairy.Query

  query do
    field :users, list_of(:user) do
      # These are automatically added:
      # arg :filter, :cql_filter_user_input
      # arg :order, :cql_order_user_input
      # arg :limit, :integer
      # arg :offset, :integer

      resolve fn args, _info ->
        # CQL automatically applied
        {:ok, MyApp.Accounts.list_users(args)}
      end
    end
  end
end
Common Operators
Comparison Operators
# Equality
filter: { name: { _eq: "John" } }

# Not equal
filter: { name: { _neq: "Admin" } }

# Greater than / Less than
filter: { age: { _gte: 18, _lt: 65 } }

# In list
filter: { status: { _in: ["active", "pending"] } }

# Not in list
filter: { status: { _nin: ["deleted", "banned"] } }
String Operators
# Contains (case-sensitive)
filter: { bio: { _contains: "GraphQL" } }

# Case-insensitive like
filter: { email: { _ilike: "%@example.com" } }

# Starts with
filter: { name: { _starts_with: "J" } }

# Ends with
filter: { email: { _ends_with: "@gmail.com" } }
Boolean Operators
# AND (implicit)
filter: {
  active: { _eq: true }
  age: { _gte: 18 }
}

# OR
filter: {
  _or: [
    { status: { _eq: "premium" } }
    { trial_active: { _eq: true } }
  ]
}

# NOT
filter: {
  _not: {
    status: { _eq: "banned" }
  }
}
Null Checks
# Is null
filter: { deleted_at: { _is_null: true } }

# Is not null
filter: { confirmed_at: { _is_null: false } }
Array Operators
For array/list fields:
# Array contains all
filter: { tags: { _includes_all: ["premium", "verified"] } }

# Array contains any
filter: { tags: { _includes_any: ["admin", "moderator"] } }

# Array is empty
filter: { tags: { _is_empty: true } }

# Array length
filter: { tags: { _array_length: { _gte: 3 } } }
Ordering
# Single field ascending
order: { name: ASC }

# Single field descending
order: { created_at: DESC }

# Multiple fields (order matters!)
order: [
  { status: ASC }
  { created_at: DESC }
]
Pagination
# Limit results
query {
  users(limit: 50) {
    id
    name
  }
}

# Offset pagination
query {
  users(limit: 50, offset: 100) {
    id
    name
  }
}
Complex Queries
Combining Multiple Conditions
query {
  users(
    filter: {
      # Must be active
      active: { _eq: true }

      # Age between 18 and 65
      age: { _gte: 18, _lte: 65 }

      # Email from specific domains
      _or: [
        { email: { _ends_with: "@company.com" } }
        { email: { _ends_with: "@partner.com" } }
      ]

      # Not deleted
      _not: {
        status: { _eq: "deleted" }
      }
    }
    order: [
      { premium: DESC }
      { created_at: DESC }
    ]
    limit: 100
  ) {
    id
    name
    email
    status
  }
}
Nested Boolean Logic
query {
  posts(
    filter: {
      _or: [
        # Published posts
        {
          published: { _eq: true }
          published_at: { _lte: "2024-01-01" }
        }
        # Draft posts by current user
        {
          status: { _eq: "draft" }
          author_id: { _eq: 123 }
        }
      ]
    }
  ) {
    id
    title
  }
}
Database Compatibility
CQL works across multiple databases with automatic operator filtering:
	Database	Full Support	Array Ops	Advanced Ops
	PostgreSQL	✅	✅	✅
	MySQL	✅	⚠️	⚠️
	SQLite	✅	⚠️	❌
	MSSQL	✅	⚠️	❌
	Elasticsearch	✅	✅	✅

✅ Native support | ⚠️ Emulated (slower) | ❌ Not available
The GraphQL schema automatically exposes only operators supported by your database.
Best Practices
1. Always Use LIMIT
# Bad - could return millions of rows
query {
  users {
    id
  }
}

# Good - bounded result set
query {
  users(limit: 100) {
    id
  }
}
2. Index Filtered Fields
-- Add indexes for commonly filtered fields
CREATE INDEX users_active_idx ON users(active);
CREATE INDEX users_email_idx ON users(email);
CREATE INDEX users_created_at_idx ON users(created_at DESC);
3. Use Specific Operators
# Bad - _ilike is slower (full table scan)
filter: { email: { _ilike: "%@%" } }

# Good - _ends_with can use index
filter: { email: { _ends_with: "@example.com" } }
4. Combine Filters Efficiently
# Bad - OR with many conditions
filter: {
  _or: [
    { status: { _eq: "pending" } }
    { status: { _eq: "active" } }
    { status: { _eq: "trial" } }
  ]
}

# Good - Use _in
filter: {
  status: { _in: ["pending", "active", "trial"] }
}
Next Steps
	CQL Adapter System - Multi-database support details
	CQL Advanced Features - Database-specific operators
	CQL Query Complexity - Automatic query protection

Example Application
Check out examples/social_network for a complete application using CQL with:
	User filtering and search
	Post queries with author filtering
	Comment threading
	Pagination
	Real-time subscriptions
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    CQL Adapter System

Overview
GreenFairy's CQL (Connection Query Language) supports multiple database adapters, allowing CQL to work with PostgreSQL, MySQL, SQLite, MSSQL, and other databases.
The adapter system makes CQL database-agnostic by delegating all operator logic to database-specific adapters.

Architecture
Adapter Behavior
All adapters implement the GreenFairy.Extensions.CQL.Adapter behavior:
defmodule GreenFairy.Extensions.CQL.Adapter do
  @callback supported_operators(category :: atom(), field_type :: atom()) :: [atom()]

  @callback apply_operator(
    query :: Ecto.Query.t(),
    field :: atom(),
    operator :: atom(),
    value :: any(),
    opts :: keyword()
  ) :: Ecto.Query.t()

  @callback capabilities() :: map()
end
Responsibilities
Adapter Responsibilities:
	Declare which operators are supported for each field type
	Generate database-specific SQL fragments for operators
	Handle type-specific conversions and casts
	Declare adapter capabilities (limits, features, etc.)

QueryBuilder Responsibilities:
	Parse CQL filters and detect adapter
	Validate operators against adapter capabilities
	Delegate operator application to adapter
	Handle authorization and logical operators


Automatic Detection
GreenFairy automatically detects the appropriate adapter from your Ecto repo:
repo_module = MyApp.Repo

adapter = GreenFairy.Extensions.CQL.Adapter.detect_adapter(repo_module)
# Returns:
# - GreenFairy.Extensions.CQL.Adapters.Postgres for Ecto.Adapters.Postgres
# - GreenFairy.Extensions.CQL.Adapters.MySQL for Ecto.Adapters.MyXQL
# - GreenFairy.Extensions.CQL.Adapters.SQLite for Ecto.Adapters.SQLite3
# - GreenFairy.Extensions.CQL.Adapters.MSSQL for Ecto.Adapters.Tds
Adapter Detection Cascade
When detecting adapters from a struct module, GreenFairy uses a cascade:
	Ecto Schema → Detects database adapter from repo
	Elasticsearch Document → Uses Elasticsearch adapter
	Plain Struct → Falls back to Memory adapter

# Ecto schema with repo → Postgres/MySQL/etc adapter
GreenFairy.CQL.Adapter.detect_adapter_for_struct(MyApp.Accounts.User)
#=> GreenFairy.CQL.Adapters.Postgres

# Plain struct → Memory adapter
GreenFairy.CQL.Adapter.detect_adapter_for_struct(MyApp.PlainConfig)
#=> GreenFairy.CQL.Adapters.Memory
Manual Configuration
Override automatic detection via application config:
# config/config.exs
config :green_fairy, :cql_adapter, MyApp.CustomAdapter
Or pass explicitly:
QueryBuilder.apply_where(query, filters, type_module,
  adapter: MyApp.CustomAdapter
)

Built-in Adapters
PostgreSQL Adapter
Module: GreenFairy.Extensions.CQL.Adapters.Postgres
Features:
	✅ All scalar operators
	✅ Array operators (_includes, _excludes, _includes_all, _includes_any, _is_empty)
	✅ JSONB operators (future)
	✅ Full-text search (future)
	✅ Case-insensitive operators (ILIKE)

Array Operators:
PostgreSQL has rich array support:
-- _includes: Check if value is in array
tags @> ARRAY['premium']
-- or
'premium' = ANY(tags)

-- _excludes: Check if value is NOT in array
NOT ('spam' = ANY(tags))

-- _includes_all: Array contains all values
tags @> ARRAY['premium', 'verified']::text[]

-- _includes_any: Array overlaps with values
tags && ARRAY['premium', 'verified']::text[]

-- _is_empty: Array is empty
array_length(tags, 1) IS NULL OR tags = ARRAY[]::text[]
Type Casting:
PostgreSQL requires explicit type casts for array operations:
# For text arrays
fragment("? @> ?::text[]", field(q, :tags), ["premium", "verified"])

# For integer arrays
fragment("? @> ?::integer[]", field(q, :ids), [1, 2, 3])

# For UUID arrays
fragment("? @> ?::uuid[]", field(q, :uuids), ["..."])
The adapter handles this automatically based on field type.

Memory Adapter (Fallback)
Module: GreenFairy.CQL.Adapters.Memory
The Memory adapter is the fallback for types backed by plain structs without database backing. It provides in-memory filtering and sorting using Elixir's Enum module.
Features:
	✅ Basic scalar operators (_eq, _neq, _gt, _gte, _lt, _lte, _in, _nin, _is_null)
	✅ Array operators (_includes, _excludes, _is_empty)
	✅ Ascending/descending sort
	❌ No database operations (in-memory only)
	❌ No full-text search

When It's Used:
The Memory adapter is automatically selected when:
	A type uses a plain defstruct (not an Ecto schema)
	No repo can be inferred for an Ecto schema
	The struct doesn't match any other adapter

Usage:
# Plain struct type - automatically uses Memory adapter
defmodule MyApp.Config do
  defstruct [:id, :name, :value, :tags]
end

type "Config", struct: MyApp.Config do
  expose :id
  field :id, non_null(:id)
  field :name, :string
  field :value, :string
end
Manual Filtering:
For types using the Memory adapter, use the helper functions in your resolvers:
alias GreenFairy.CQL.Adapters.Memory

def list_configs(_parent, args, _ctx) do
  configs = MyApp.get_all_configs()

  filtered = Memory.apply_filters(configs, args[:filter])
  sorted = Memory.apply_order(filtered, args[:order])

  {:ok, sorted}
end

# Or combined:
def list_configs(_parent, args, _ctx) do
  configs = MyApp.get_all_configs()
  {:ok, Memory.apply_query(configs, args[:filter], args[:order])}
end
Filter Examples:
items = [
  %{id: 1, name: "Alice", age: 30},
  %{id: 2, name: "Bob", age: 25}
]

# Equality
Memory.apply_filters(items, %{name: %{_eq: "Alice"}})
#=> [%{id: 1, name: "Alice", age: 30}]

# Comparison
Memory.apply_filters(items, %{age: %{_gte: 28}})
#=> [%{id: 1, name: "Alice", age: 30}]

# In list
Memory.apply_filters(items, %{name: %{_in: ["Alice", "Charlie"]}})
#=> [%{id: 1, name: "Alice", age: 30}]

Creating a Custom Adapter
Step 1: Implement the Behavior
defmodule MyApp.CQL.MySQLAdapter do
  @behaviour GreenFairy.Extensions.CQL.Adapter

  import Ecto.Query, only: [where: 3]

  @impl true
  def supported_operators(:scalar, _field_type) do
    [:_eq, :_neq, :_gt, :_gte, :_lt, :_lte, :_in, :_nin, :_is_null,
     :_like, :_not_like]
    # Note: MySQL doesn't have ILIKE natively
  end

  @impl true
  def supported_operators(:array, _field_type) do
    # MySQL has JSON arrays but not native array types
    [:_includes, :_excludes, :_includes_any]
  end

  @impl true
  def apply_operator(query, field, :_includes, value, opts) do
    binding = Keyword.get(opts, :binding)

    if binding do
      # MySQL: Check if JSON array contains value
      where(query, [{^binding, assoc}],
        fragment("JSON_CONTAINS(?, JSON_QUOTE(?))", field(assoc, ^field), ^value)
      )
    else
      where(query, [q],
        fragment("JSON_CONTAINS(?, JSON_QUOTE(?))", field(q, ^field), ^value)
      )
    end
  end

  @impl true
  def apply_operator(query, field, :_eq, value, opts) do
    binding = Keyword.get(opts, :binding)

    if binding do
      where(query, [{^binding, assoc}], field(assoc, ^field) == ^value)
    else
      where(query, [q], field(q, ^field) == ^value)
    end
  end

  # ... implement other operators

  @impl true
  def capabilities do
    %{
      array_operators_require_type_cast: false,
      supports_json_operators: true,
      supports_full_text_search: true,
      max_in_clause_items: 1000  # MySQL has practical limits
    }
  end
end
Step 2: Configure
# config/config.exs
config :green_fairy, :cql_adapter, MyApp.CQL.MySQLAdapter
Step 3: Test
defmodule MyApp.CQL.MySQLAdapterTest do
  use ExUnit.Case

  alias MyApp.CQL.MySQLAdapter
  import Ecto.Query

  test "applies _includes operator for JSON arrays" do
    query = from(u in "users")

    result = MySQLAdapter.apply_operator(
      query,
      :tags,
      :_includes,
      "premium",
      []
    )

    assert %Ecto.Query{} = result
    assert result.wheres != []
  end
end

Operator Categories
Adapters declare support for operators by category:
Scalar Operators
For regular fields (string, integer, boolean, enum, etc.):
	_eq - Equals
	_neq - Not equals
	_gt - Greater than
	_gte - Greater than or equal
	_lt - Less than
	_lte - Less than or equal
	_in - In list
	_nin - Not in list
	_is_null - Is null/not null
	_like - Pattern match (case-sensitive)
	_ilike - Pattern match (case-insensitive, PostgreSQL only)
	_starts_with - Starts with prefix
	_ends_with - Ends with suffix
	_contains - Contains substring

Array Operators
For array fields (PostgreSQL arrays, MySQL JSON arrays, etc.):
	_includes - Array contains value
	_excludes - Array does not contain value
	_includes_all - Array contains all values
	_includes_any - Array overlaps with values
	_is_empty - Array is empty

JSON Operators (Future)
For JSONB/JSON fields:
	_contains - JSON contains structure
	_contained_by - JSON is contained by structure
	_has_key - JSON has key
	_has_keys - JSON has all keys
	_has_any_keys - JSON has any key


Adapter Capabilities
Adapters declare capabilities to inform the query builder of limitations:
def capabilities do
  %{
    # Does this adapter require explicit type casts for array operations?
    array_operators_require_type_cast: true,

    # Does this adapter support JSON/JSONB operators?
    supports_json_operators: true,

    # Does this adapter support full-text search?
    supports_full_text_search: true,

    # Maximum items in an _in clause (nil = unlimited)
    max_in_clause_items: nil
  }
end
The query builder can use this information to:
	Validate queries before execution
	Provide better error messages
	Split large _in clauses into multiple queries
	Fall back to alternative operators


Why Use Adapters?
The adapter system provides a clean separation between CQL logic and database-specific implementations:
Without Adapters (Hardcoded)
# Tightly coupled to PostgreSQL
defp apply_operator(query, field, :_includes, value) do
  where(query, [q], fragment("? = ANY(?)", ^value, field(q, ^field)))
end
With Adapters (Database-Agnostic)
# Detect adapter automatically
adapter = GreenFairy.Extensions.CQL.Adapter.detect_adapter(repo)

# Delegate to database-specific implementation
adapter.apply_operator(query, field, :_includes, value, [])

Benefits
	Database Portability - Same CQL queries work across databases
	Extensibility - Easy to add support for new databases
	Optimization - Each adapter can use database-specific optimizations
	Type Safety - Adapters handle database-specific type conversions
	Clear Separation - Query logic vs database-specific SQL generation


Built-in Database Adapters
All adapters are fully implemented and tested.
MySQL Adapter
Module: GreenFairy.Extensions.CQL.Adapters.MySQL
Implementation:
	✅ All scalar operators
	✅ Array operators via JSON functions (JSON_CONTAINS, JSON_OVERLAPS)
	✅ ILIKE emulated with LOWER() LIKE LOWER()
	✅ Full-text search with MATCH AGAINST

Array Operations:
-- _includes: Check if JSON array contains value
JSON_CONTAINS(tags, JSON_QUOTE('premium'))

-- _includes_any: Check if arrays overlap
JSON_OVERLAPS(tags, '["premium", "verified"]')

-- _is_empty: Check if JSON array is empty
(tags IS NULL OR JSON_LENGTH(tags) = 0)
Limitations:
	No native array types (uses JSON arrays)
	_includes_all requires complex queries (not in default support)
	max_in_clause_items = 1000 for optimal performance


SQLite Adapter
Module: GreenFairy.Extensions.CQL.Adapters.SQLite
Implementation:
	✅ All scalar operators
	✅ Basic array operators via JSON1 extension
	✅ ILIKE emulated with COLLATE NOCASE
	✅ Full-text search with FTS5

Array Operations:
-- _includes: Check if value exists in JSON array
EXISTS (
  SELECT 1 FROM json_each(tags)
  WHERE value = 'premium'
)

-- _is_empty: Check if JSON array is empty
(tags IS NULL OR json_array_length(tags) = 0)
Limitations:
	Very limited array support (only _includes, _excludes, _is_empty)
	Requires JSON1 extension
	No _includes_all or _includes_any (complex to implement)
	max_in_clause_items = 500


MSSQL Adapter
Module: GreenFairy.Extensions.CQL.Adapters.MSSQL
Implementation:
	✅ All scalar operators
	✅ Array operators via OPENJSON
	✅ ILIKE emulated with COLLATE Latin1_General_CI_AS
	✅ Full-text search with CONTAINS/FREETEXT

Array Operations:
-- _includes: Check if JSON array contains value
EXISTS (
  SELECT 1 FROM OPENJSON(tags)
  WHERE value = 'premium'
)

-- _includes_any: Check if arrays overlap
EXISTS (
  SELECT 1 FROM OPENJSON(tags) AS arr1
  INNER JOIN OPENJSON('["premium","verified"]') AS arr2
  ON arr1.value = arr2.value
)

-- _is_empty: Check if JSON array is empty
(tags IS NULL OR NOT EXISTS (SELECT 1 FROM OPENJSON(tags)))
Limitations:
	Requires SQL Server 2016+ for JSON support
	Case sensitivity depends on collation settings
	No native array types (uses JSON arrays)
	max_in_clause_items = 1000


Elasticsearch Adapter
Module: GreenFairy.Extensions.CQL.Adapters.Elasticsearch
Implementation:
	✅ All scalar operators
	✅ Full array operator support (native arrays)
	✅ Elasticsearch-specific operators (_fuzzy, _prefix, _regexp)
	✅ Query DSL generation instead of SQL

Special Features:
# Returns Query DSL (Map) instead of Ecto.Query
query_dsl = Elasticsearch.build_query(%{
  name: %{_contains: "john"},
  age: %{_gte: 18},
  tags: %{_includes_any: ["premium", "verified"]}
})

# Returns:
%{
  query: %{
    bool: %{
      must: [
        %{match: %{"name" => "john"}},
        %{range: %{"age" => %{gte: 18}}},
        %{terms: %{"tags" => ["premium", "verified"]}}
      ]
    }
  }
}
Unique Characteristics:
	Native array support (best performance)
	Query DSL based (not SQL)
	Cannot be used with Ecto.Query
	Specialized operators: _fuzzy, _prefix, _regexp, _nested
	max_in_clause_items = 65536 (very high limit)
	Supports geo-spatial queries
	Supports nested documents
	Full-text search with scoring


Adapter Comparison
Feature Matrix
	Feature	PostgreSQL	MySQL	SQLite	MSSQL	Elasticsearch
	Native Arrays	✅ Yes	❌ No	❌ No	❌ No	✅ Yes
	Array Storage	Native	JSON	JSON	JSON	Native
	_includes	✅	✅	✅	✅	✅
	_excludes	✅	✅	✅	✅	✅
	_includes_all	✅	❌	❌	❌	✅
	_includes_any	✅	✅	❌	✅	✅
	_is_empty	✅	✅	✅	✅	✅
	Native ILIKE	✅ Yes	❌ Emulated	❌ Emulated	❌ Emulated	✅ Yes
	Full-Text Search	✅ ts_vector	✅ MATCH	✅ FTS5	✅ CONTAINS	✅ Native
	Max IN Items	10,000	1,000	500	1,000	65,536
	Special Operators	-	-	-	-	✅ fuzzy, regexp
	Query Type	SQL	SQL	SQL	T-SQL	Query DSL

Performance Characteristics
	Adapter	Array Performance	Indexing	Best For
	PostgreSQL	⚡️ Excellent (native arrays with GIN indexes)	Full GIN/GiST support	Production apps with heavy array filtering
	MySQL	🐢 Moderate (JSON functions)	Generated column indexes	Mixed workloads, existing MySQL infrastructure
	SQLite	🐌 Slow (JSON1 subqueries)	Limited JSON indexes	Development, small datasets, mobile apps
	MSSQL	🐢 Moderate (OPENJSON)	Limited JSON indexes	Enterprise Windows environments
	Elasticsearch	⚡️⚡️ Excellent (native + inverted indexes)	Native inverted indexes	Search-heavy workloads, analytics

When to Use Each Adapter
PostgreSQL:
	✅ Production applications
	✅ Heavy array filtering requirements
	✅ Complex queries with multiple operators
	✅ Need all CQL features
	❌ Embedded applications

MySQL:
	✅ Existing MySQL infrastructure
	✅ Moderate array filtering needs
	✅ Standard web applications
	❌ Heavy array operations
	❌ Need _includes_all operator

SQLite:
	✅ Development and testing
	✅ Mobile applications
	✅ Small to medium datasets
	✅ Embedded applications
	❌ Production with large datasets
	❌ Heavy concurrent writes
	❌ Complex array queries

MSSQL:
	✅ Windows/Azure environments
	✅ Existing SQL Server infrastructure
	✅ Enterprise compliance requirements
	❌ Array-heavy operations
	❌ Cross-platform deployments

Elasticsearch:
	✅ Search-focused applications
	✅ Analytics and aggregations
	✅ Large-scale data
	✅ Full-text search requirements
	✅ Fuzzy matching needs
	❌ ACID transaction requirements
	❌ Complex joins

Switching Between Databases
If you need to switch between databases:
# Step 1: Run both adapters in parallel (shadow mode)
config :green_fairy,
  cql_adapter: GreenFairy.Extensions.CQL.Adapters.Postgres,
  cql_shadow_adapter: GreenFairy.Extensions.CQL.Adapters.MySQL

# Step 2: Compare query results
# Step 3: Switch primary adapter
config :green_fairy,
  cql_adapter: GreenFairy.Extensions.CQL.Adapters.MySQL
Operator Compatibility
Some operators may not be available depending on your adapter:
query {
  users(filter: {
    # ✅ Works on all adapters
    name: { _eq: "John" }
    age: { _gte: 18 }

    # ⚠️  PostgreSQL and Elasticsearch only
    tags: { _includes_all: ["premium", "verified"] }

    # ⚠️  Elasticsearch only
    bio: { _fuzzy: "develper" }  # Finds "developer"
  })
}
The GraphQL schema will automatically expose only the operators supported by your configured adapter, preventing invalid queries at schema definition time.

Testing Strategy
Unit Tests
Test each adapter in isolation:
defmodule GreenFairy.Extensions.CQL.Adapters.PostgresTest do
  use ExUnit.Case

  test "applies array operators correctly" do
    # Test operator application
  end

  test "declares correct capabilities" do
    # Verify capabilities
  end
end
Integration Tests
Test with actual database:
defmodule GreenFairy.CQLIntegrationTest do
  use ExUnit.Case

  @tag :postgres
  test "filters users by array tags" do
    # Insert test data
    # Run CQL query
    # Verify results
  end
end
Cross-Database Tests
Test same queries across adapters:
for adapter <- [Postgres, MySQL, SQLite] do
  @tag adapter
  test "#{adapter}: filters by eq operator" do
    # Same test, different adapter
  end
end

Performance Considerations
PostgreSQL Array Operators
Fast:
	_includes with index: CREATE INDEX ON users USING GIN (tags);
	_includes_all with GIN index
	_includes_any with GIN index

Slower:
	_is_empty without index (sequential scan)
	Array operations on unindexed columns

Optimization Tips:
	Create GIN indexes for array columns
	Use _includes_any instead of multiple _or conditions
	Denormalize array data for frequently filtered columns

MySQL JSON Arrays
Fast:
	JSON_CONTAINS with generated column index
	JSON_EXTRACT with virtual column

Slower:
	Full JSON scans without indexes
	Complex nested JSON queries

Optimization Tips:
	Create generated columns for frequently queried JSON paths
	Index generated columns
	Keep JSON structures flat for better performance


Conclusion
The CQL adapter system makes GreenFairy database-agnostic while allowing each database to use its specific optimizations. This is essential for:
	Database Flexibility - Use PostgreSQL, MySQL, SQLite, MSSQL, or Elasticsearch
	Multi-Database Support - Match enterprise needs with multiple database backends
	Future Growth - Easy to add new database support
	Performance - Each adapter uses optimal SQL for its database

Current Status:
	✅ Adapter behavior defined
	✅ PostgreSQL adapter complete with native array support
	✅ MySQL adapter complete with JSON array support
	✅ SQLite adapter complete with JSON1 extension
	✅ MSSQL adapter complete with OPENJSON
	✅ Elasticsearch adapter complete with Query DSL
	✅ Comprehensive test coverage for all adapters
	✅ Automatic adapter detection from Ecto repo
	✅ Dynamic operator exposure based on adapter capabilities

Next Steps:
	Integrate adapters into QueryBuilder runtime (delegate to adapter)
	Add cross-database integration tests with real databases
	Performance benchmarking across adapters
	Documentation examples for each adapter
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    CQL Advanced Features

This guide covers database-specific advanced operators, capability detection, and PostgreSQL setup.
Overview
Beyond standard CQL operators, GreenFairy exposes database-specific advanced features:
	PostgreSQL: Full-text search, trigram similarity, PostGIS, JSONB path queries
	Elasticsearch: Fuzzy matching, relevance boosting, decay functions, geo queries

These operators are automatically available based on your configured adapter and database capabilities.

PostgreSQL Advanced Operators
Full-Text Search (Built-in)
PostgreSQL has full-text search built-in since version 8.3. No extension needed!
Operators:
	_fulltext - Full-text search with boolean operators
	_fulltext_phrase - Phrase search

Example:
query {
  articles(filter: {
    # Boolean operators: & (AND), | (OR), ! (NOT)
    content: { _fulltext: "graphql & (elixir | phoenix) & !ruby" }
  }) {
    id
    title
  }
}
Setup:
-- Add tsvector column
ALTER TABLE articles
  ADD COLUMN content_tsvector tsvector;

-- Create trigger to auto-update
CREATE TRIGGER articles_content_tsvector_update
  BEFORE INSERT OR UPDATE ON articles
  FOR EACH ROW EXECUTE FUNCTION
  tsvector_update_trigger(content_tsvector, 'pg_catalog.english', content);

-- Create GIN index (fast!)
CREATE INDEX articles_content_tsvector_idx
  ON articles USING GIN (content_tsvector);
Without tsvector column:
-- Create functional index
CREATE INDEX articles_content_fts_idx
  ON articles USING GIN (to_tsvector('english', content));

Trigram Similarity (Requires pg_trgm)
Fuzzy string matching for typo-tolerant search.
Install Extension:
CREATE EXTENSION IF NOT EXISTS pg_trgm;
Operators:
	_similar - Similarity search with threshold
	_similarity_distance - Get similarity score

Example:
query {
  users(filter: {
    name: { _similar: {
      value: "Johnathan Doe"
      threshold: 0.3  # 0.0 (no match) to 1.0 (exact match)
    }}
  }) {
    id
    name
  }
}
Finds: "Jonathan Doe", "John Doe", "Johnathon Do"
Setup:
-- Create GIN index for fast trigram search
CREATE INDEX users_name_trgm_idx
  ON users USING GIN (name gin_trgm_ops);
Test Extension:
-- Check similarity scores
SELECT
  similarity('Jonathan', 'Johnathan') as score1,
  similarity('Jon', 'John') as score2,
  similarity('Smith', 'Smyth') as score3;

-- score1: 0.88
-- score2: 0.66
-- score3: 0.5

Regular Expressions (Built-in)
POSIX regular expressions are always available.
Operators:
	_regex - Case-sensitive regex match
	_iregex - Case-insensitive regex match
	_not_regex - Negated regex match
	_not_iregex - Negated case-insensitive regex

Example:
query {
  users(filter: {
    # Match emails from specific domains
    email: { _regex: "^[a-z]+@(example|test)\\.com$" }
  }) {
    id
    email
  }
}

JSONB Path Queries (PostgreSQL 12+)
Query nested JSON structures with JSON path.
Operators:
	_jsonb_path - JSON path query
	_jsonb_contains_path - Check if path exists
	_jsonb_has_keys_all - Has all keys
	_jsonb_has_keys_any - Has any key

Example:
query {
  products(filter: {
    metadata: { _jsonb_path: {
      path: "$.tags[*]"
      value: "featured"
    }}
  }) {
    id
    name
  }
}
Setup:
-- Create GIN index on JSONB column
CREATE INDEX products_metadata_jsonb_idx
  ON products USING GIN (metadata);

PostGIS Spatial Queries (Requires PostGIS)
Advanced geo-spatial queries.
Install Extension:
CREATE EXTENSION IF NOT EXISTS postgis;
Operators:
	_st_dwithin - Within distance of point
	_st_within - Contained within geometry
	_st_contains - Contains geometry
	_st_intersects - Intersects geometry

Example:
query {
  locations(filter: {
    coordinates: { _st_dwithin: {
      point: { lat: 37.7749, lon: -122.4194 }
      distance: 10000  # meters
    }}
  }) {
    id
    name
    distance
  }
}
Setup:
-- Add geometry column
ALTER TABLE locations
  ADD COLUMN coordinates geography(POINT, 4326);

-- Create spatial index
CREATE INDEX locations_coordinates_gist_idx
  ON locations USING GIST (coordinates);

Array Operations (Built-in)
PostgreSQL has powerful native array support.
Operators:
	_array_length - Array length check
	_array_contains_subarray - Contains subarray
	_array_overlap - Arrays overlap

Example:
query {
  posts(filter: {
    tags: { _array_length: { _gte: 3 } }
  }) {
    id
    tags
  }
}
Setup:
-- Create GIN index on array column
CREATE INDEX posts_tags_gin_idx
  ON posts USING GIN (tags);

Elasticsearch Advanced Operators
Fuzzy Matching
Operators:
	_fuzzy - Simple fuzzy match
	_fuzzy_advanced - Configurable fuzzy match

Example:
query {
  products(filter: {
    brand: { _fuzzy_advanced: {
      value: "appel"
      fuzziness: 2  # Edit distance
      prefix_length: 0
      max_expansions: 50
    }}
  }) {
    id
    brand  # Finds "apple"
  }
}

Relevance Boosting
Operators:
	_match_boosted - Boost relevance score
	_multi_match - Multi-field match with boosts

Example:
query {
  products(filter: {
    description: { _match_boosted: {
      value: "gaming laptop"
      boost: 2.0  # 2x relevance
    }}
  }) {
    id
    description
    _score  # Relevance score
  }
}

Decay Functions
Operators:
	_gauss_decay - Gaussian decay function
	_time_decay - Time-based decay
	_geo_decay - Distance-based decay

Example:
query {
  listings(filter: {
    created_at: { _time_decay: {
      origin: "2024-01-01"
      scale: "7d"
      decay: 0.5
    }}
  }) {
    id
    created_at
    _score
  }
}

More Like This
Find similar documents.
Operators:
	_more_like_this - Find similar documents

Example:
query {
  articles(filter: {
    content: { _more_like_this: {
      like: "GraphQL is a query language for APIs..."
      min_term_freq: 2
      max_query_terms: 12
    }}
  }) {
    id
    title
    _score
  }
}

Capability Detection
GreenFairy automatically detects database version and installed extensions at runtime.
PostgreSQL Detection
# At application startup
defmodule MyApp.Application do
  def start(_type, _args) do
    children = [MyApp.Repo, ...]

    opts = [strategy: :one_for_one, name: MyApp.Supervisor]
    result = Supervisor.start_link(children, opts)

    # Detect and log capabilities
    capabilities = GreenFairy.Extensions.CQL.AdapterCapabilities.detect(MyApp.Repo)
    GreenFairy.Extensions.CQL.AdapterCapabilities.log_report(capabilities)

    result
  end
end
Console Output:
[info] GreenFairy CQL Capabilities:
Database: PostgreSQL 15.3
Extensions: pg_trgm, postgis
Features:
  ✓ Full-text search (built-in)
  ✓ Similarity search (pg_trgm)
  ✓ Geo queries (PostGIS)
  ✓ JSONB support
  ✓ JSONB path queries
Checking Capabilities
capabilities = GreenFairy.Extensions.CQL.AdapterCapabilities.detect(MyApp.Repo)

# Check version
capabilities.version           # => {15, 3}
capabilities.version_string    # => "15.3"

# Check features
capabilities.full_text_search  # => true (built-in)
capabilities.pg_trgm          # => true (extension installed)
capabilities.postgis          # => false (not installed)

# Check extensions list
capabilities.extensions        # => [:pg_trgm, :plpgsql]
Installing Extensions
-- Check available extensions
SELECT * FROM pg_available_extensions
WHERE name IN ('pg_trgm', 'postgis');

-- Install trigram extension
CREATE EXTENSION IF NOT EXISTS pg_trgm;

-- Install PostGIS extension
CREATE EXTENSION IF NOT EXISTS postgis;

-- Verify installation
SELECT * FROM pg_extension;
Ubuntu/Debian:
sudo apt-get install postgresql-contrib
sudo apt-get install postgis

macOS (Homebrew):
brew install postgresql  # contrib included
brew install postgis


Conditional Operator Exposure
Operators are automatically filtered based on detected capabilities.
Example Type Definition:
defmodule MyApp.GraphQL.Types.Article do
  use GreenFairy.Type

  type "Article", struct: MyApp.Article do
    field :title, :string
    field :content, :string
    field :location, :geo_point

    # Detect capabilities
    capabilities = GreenFairy.Extensions.CQL.AdapterCapabilities.detect(MyApp.Repo)

    # Full-text search (always available PG 8.3+)
    if capabilities.full_text_search do
      custom_filter :content, [:_fulltext, :_fulltext_phrase]
    end

    # Trigram similarity (only if pg_trgm installed)
    if capabilities.pg_trgm do
      custom_filter :title, [:_similar, :_similarity_distance]
    end

    # PostGIS (only if postgis installed)
    if capabilities.postgis do
      custom_filter :location, [:_st_dwithin, :_st_within]
    end
  end
end
Generated GraphQL Schema:
With pg_trgm installed:
input CqlOpStringInput {
  _eq: String
  _contains: String
  _fulltext: String
  _similar: CqlSimilarityInput  # ✅ Available
}
Without pg_trgm:
input CqlOpStringInput {
  _eq: String
  _contains: String
  _fulltext: String
  # _similar not included
}

Feature Matrix
PostgreSQL Features
	Feature	Version	Extension	Operator
	Full-text search	8.3+	❌ None	_fulltext
	JSONB	9.4+	❌ None	_jsonb_contains
	JSONB path	12+	❌ None	_jsonb_path
	Arrays	All	❌ None	_includes_all
	Regex	All	❌ None	_regex
	Trigram similarity	All	✅ pg_trgm	_similar
	Geo queries	All	✅ PostGIS	_st_dwithin

Elasticsearch Features
	Feature	Operator	Configuration
	Fuzzy matching	_fuzzy	Always available
	Relevance boosting	_match_boosted	Always available
	Decay functions	_time_decay	Always available
	Geo queries	_geo_decay	Requires geo mapping
	More like this	_more_like_this	Always available


Performance Considerations
PostgreSQL Indexes
GIN Indexes (Generalized Inverted Index):
Best for:
	Full-text search
	JSONB queries
	Array operations
	Trigram similarity

-- Full-text search
CREATE INDEX articles_content_gin_idx
  ON articles USING GIN (to_tsvector('english', content));

-- JSONB
CREATE INDEX products_metadata_gin_idx
  ON products USING GIN (metadata);

-- Arrays
CREATE INDEX posts_tags_gin_idx
  ON posts USING GIN (tags);

-- Trigram
CREATE INDEX users_name_trgm_idx
  ON users USING GIN (name gin_trgm_ops);
GIST Indexes (Generalized Search Tree):
Best for:
	Geometric data (PostGIS)
	Range types
	Exclusion constraints

-- PostGIS spatial queries
CREATE INDEX locations_coordinates_gist_idx
  ON locations USING GIST (coordinates);
B-tree Indexes (Regular):
Best for:
	Equality and range queries
	Sorting
	LIKE queries with prefix

-- Email domain lookups
CREATE INDEX users_email_idx
  ON users (email);

-- Date range queries
CREATE INDEX posts_created_at_idx
  ON posts (created_at DESC);
Elasticsearch Mappings
{
  "mappings": {
    "properties": {
      "title": {
        "type": "text",
        "analyzer": "standard"
      },
      "tags": {
        "type": "keyword"  // For exact array matches
      },
      "location": {
        "type": "geo_point"  // For geo queries
      },
      "created_at": {
        "type": "date"  // For time decay
      }
    }
  }
}

Testing Capabilities
Create a mix task to test database capabilities:
defmodule Mix.Tasks.Db.Capabilities do
  use Mix.Task

  @shortdoc "Show database capabilities"

  def run(_) do
    Mix.Task.run("app.start")

    capabilities = GreenFairy.Extensions.CQL.AdapterCapabilities.detect(MyApp.Repo)
    report = GreenFairy.Extensions.CQL.AdapterCapabilities.report(capabilities)

    IO.puts(report)

    # Test features
    IO.puts("\nTesting features:\n")

    if capabilities.pg_trgm do
      IO.puts("✓ Trigram similarity: OK")
      test_trigram()
    else
      IO.puts("✗ Trigram similarity: Extension not installed")
      IO.puts("  Run: CREATE EXTENSION pg_trgm;")
    end

    if capabilities.postgis do
      IO.puts("✓ PostGIS: OK")
      test_postgis()
    else
      IO.puts("✗ PostGIS: Extension not installed")
      IO.puts("  Run: CREATE EXTENSION postgis;")
    end
  end

  defp test_trigram do
    result = MyApp.Repo.query!(
      "SELECT similarity('test', 'text') as sim"
    )
    sim = result.rows |> List.first() |> List.first()
    IO.puts("  Similarity('test', 'text') = #{sim}")
  end

  defp test_postgis do
    result = MyApp.Repo.query!(
      "SELECT PostGIS_Version() as version"
    )
    version = result.rows |> List.first() |> List.first()
    IO.puts("  PostGIS version: #{version}")
  end
end
Run:
mix db.capabilities


Troubleshooting
Extension Not Available
Error:
** (Postgrex.Error) ERROR 42704 (undefined_object) extension "pg_trgm" is not available
Solution:
# Ubuntu/Debian
sudo apt-get install postgresql-contrib

# macOS
brew install postgresql  # contrib included

# Then restart PostgreSQL and install extension
sudo service postgresql restart
psql -d mydb -c "CREATE EXTENSION pg_trgm;"

Permission Denied
Error:
ERROR: permission denied to create extension "pg_trgm"
Solution:
-- Connect as superuser
sudo -u postgres psql mydb

-- Grant privilege
GRANT CREATE ON DATABASE mydb TO myuser;

-- Or create extension as superuser
CREATE EXTENSION IF NOT EXISTS pg_trgm;
Index Not Being Used
Check query plan:
EXPLAIN ANALYZE
SELECT * FROM users WHERE name ILIKE '%john%';
If you see "Seq Scan" instead of "Index Scan":
	Verify index exists
	Run ANALYZE users; to update statistics
	Check if condition matches index type (e.g., trigram index for ILIKE)


Best Practices
1. Always Check Capabilities
capabilities = AdapterCapabilities.detect(repo)

if capabilities.pg_trgm do
  # Use trigram operators
else
  # Fall back to ILIKE or contains
end
2. Create Appropriate Indexes
-- For full-text search
CREATE INDEX USING GIN (to_tsvector('english', content));

-- For array operations
CREATE INDEX USING GIN (tags);

-- For trigram similarity
CREATE INDEX USING GIN (name gin_trgm_ops);

-- For geo queries
CREATE INDEX USING GIST (coordinates);
3. Test Performance
-- Check query plan
EXPLAIN ANALYZE SELECT ...;

-- Look for:
-- ✓ Index Scan (good)
-- ✗ Seq Scan (bad - add index)
4. Monitor Query Costs
Use query complexity analysis (see CQL Query Complexity) to automatically detect and reject expensive queries.

Summary
GreenFairy CQL advanced features provide:
	✅ PostgreSQL full-text search - Built-in, no extension needed
	✅ Trigram similarity - Fuzzy matching with pg_trgm
	✅ PostGIS spatial queries - Geo-spatial operations
	✅ JSONB path queries - Deep JSON querying
	✅ Elasticsearch advanced search - Fuzzy, boosting, decay
	✅ Automatic capability detection - Runtime feature detection
	✅ Conditional operator exposure - Only available operators in schema
	✅ Comprehensive indexing - GIN, GIST, B-tree support

All features are automatically detected and exposed based on your database configuration!
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    CQL Query Complexity Analysis

Overview
GreenFairy's CQL system includes automatic query complexity analysis that:
	Estimates query cost using database EXPLAIN (PostgreSQL, MySQL) or heuristics (SQLite, MSSQL)
	Tracks database load and adjusts limits dynamically
	Rejects expensive queries during high load periods
	Provides optimization suggestions for slow queries
	Caches analysis results to minimize overhead
	Emits telemetry for monitoring

This prevents denial-of-service via complex queries and protects your database under load.

Quick Start
1. Add Middleware to Schema
defmodule MyApp.GraphQL.Schema do
  use Absinthe.Schema
  use GreenFairy.Schema

  def middleware(middleware, field, %Absinthe.Type.Object{identifier: :query}) do
    # Add complexity checking to all query fields
    [GreenFairy.Middleware.QueryComplexity | middleware]
  end

  def middleware(middleware, _field, _object), do: middleware
end
2. Configure Limits
# config/config.exs
config :green_fairy, :query_complexity,
  # Repo to use for analysis
  repo: MyApp.Repo,

  # Maximum complexity score (0-100)
  max_complexity: 10_000,

  # Adjust limits based on database load
  adaptive_limits: true,

  # Cache analysis results
  cache: true,

  # Cache TTL (5 minutes)
  cache_ttl: 300_000
3. That's It!
Queries are automatically analyzed and rejected if too complex.

How It Works
For PostgreSQL and MySQL
	Query is intercepted by middleware before execution
	EXPLAIN query is run to estimate cost
	Database load is measured (connections, cache hit ratio)
	Adaptive limit is calculated based on load
	Query is rejected if complexity exceeds limit
	Suggestions are provided for optimization

For SQLite, MSSQL, and Other Databases
	Query structure is analyzed heuristically
	Complexity score is calculated from:	Number of WHERE conditions
	Number of JOINs
	ORDER BY without LIMIT
	Large OFFSET values
	Missing LIMIT clause
	Subqueries and OR conditions


	Suggestions are generated based on analysis
	Query is rejected if score exceeds limit


Adapter Support
	Database	Analysis Method	Features
	PostgreSQL	EXPLAIN	Cost, rows, sequential scans, index usage
	MySQL	EXPLAIN	Cost, rows, filesort, temporary tables
	SQLite	Heuristic	WHERE, JOINs, ORDER BY, LIMIT analysis
	MSSQL	Heuristic	WHERE, JOINs, ORDER BY, LIMIT analysis
	Elasticsearch	Heuristic	Query structure analysis


Configuration
Application-Level Config
config :green_fairy, :query_complexity,
  # Required: Repo for database queries
  repo: MyApp.Repo,

  # Maximum complexity score (default: 10,000)
  max_complexity: 10_000,

  # Enable adaptive limits based on load (default: true)
  adaptive_limits: true,

  # Warning threshold as fraction of limit (default: 0.7)
  warn_threshold: 0.7,

  # Enable globally (default: true)
  enabled: true,

  # Enable caching (default: true)
  cache: true,

  # Cache TTL in milliseconds (default: 5 minutes)
  cache_ttl: 300_000
Per-Field Config
field :users, list_of(:user) do
  arg :filter, :cql_filter_user_input

  # Custom limit for this field
  middleware GreenFairy.Middleware.QueryComplexity,
    max_complexity: 5_000,
    adaptive_limits: false,
    error_message: "User query too complex"

  resolve &resolve_users/3
end
Disable in Development
# config/dev.exs
config :green_fairy, :query_complexity,
  enabled: false

Caching
Analysis results are cached to avoid repeated EXPLAIN queries.
Cache Behavior
	Cache Key: SHA256 hash of SQL query + parameters
	Cache TTL: 5 minutes (configurable)
	Storage: ETS table (in-memory)
	Expiration: Automatic (stale entries not returned)

Cache Management
# Clear cache
GreenFairy.Extensions.CQL.QueryComplexityAnalyzer.clear_cache()

# Get cache statistics
stats = GreenFairy.Extensions.CQL.QueryComplexityAnalyzer.cache_stats()
# => %{
#   size: 42,
#   valid_count: 40,
#   expired_count: 2,
#   oldest_entry_age_seconds: 120,
#   cache_ttl_seconds: 300,
#   entries: [...]
# }
Disable Caching
# Per-query
QueryComplexityAnalyzer.analyze(query, repo, cache: false)

# Globally
config :green_fairy, :query_complexity, cache: false

Adaptive Limits
Under high database load, complexity limits are automatically reduced.
How It Works
Base Limit: 10,000
Load Factor: 0.8 (high load)
Reduction: 70% max

Adaptive Limit = 10,000 * (1.0 - 0.8 * 0.7)
               = 10,000 * 0.44
               = 4,400
Load Metrics
PostgreSQL:
	Active connections
	Cache hit ratio
	Transaction rate

MySQL:
	Active connections (Threads_connected)

Load Factor Calculation:
Connection Load = min(active_connections / 100, 1.0)
Cache Load = 1.0 - cache_hit_ratio
Load Factor = (Connection Load + Cache Load) / 2
Disable Adaptive Limits
config :green_fairy, :query_complexity,
  adaptive_limits: false

Error Responses
When a query is rejected, GraphQL returns:
{
  "errors": [
    {
      "message": "Query complexity too high",
      "extensions": {
        "code": "QUERY_TOO_COMPLEX",
        "complexity_score": 85.3,
        "cost": 12500,
        "suggestions": [
          "Consider adding indexes to: users, posts",
          "Query cost is very high (12500.00). Consider adding filters or limits."
        ]
      }
    }
  ]
}
Custom Error Messages
middleware GreenFairy.Middleware.QueryComplexity,
  error_message: "This query is too expensive. Please add filters."

Heuristic Analysis
For databases without EXPLAIN support, complexity is estimated using heuristic rules.
Scoring
	Component	Score Impact
	WHERE condition	+5 per condition
	Complex WHERE (OR, IN)	+2 to +15
	Subquery in WHERE	+15
	Fragment in WHERE	+10 (unknown cost)
	JOIN	+10 per join
	ORDER BY field	+5 per field
	ORDER BY without LIMIT	+20
	No LIMIT clause	+20
	Large OFFSET (> 1000)	+15 to +30
	SELECT specific fields	+2
	SELECT * or all fields	+5

Example
query =
  from u in "users",
    join: p in "posts", on: p.user_id == u.id,
    where: u.active == true,
    where: p.published == true,
    order_by: [desc: p.created_at]
    # No LIMIT!

# Analysis:
# - 2 WHERE conditions: +10
# - 1 JOIN: +10
# - 1 ORDER BY field: +5
# - ORDER BY without LIMIT: +20
# - No LIMIT: +20
# - SELECT *: +5
# Total: 70 points
Suggestions Generated
	"Add a LIMIT clause to restrict the number of rows returned"
	"Consider adding indexes on JOIN columns for better performance"
	"Add a LIMIT clause when using ORDER BY, or add indexes on sort columns"


Telemetry
Complexity analysis emits telemetry events for monitoring.
Events
	[:green_fairy, :query_complexity, :query_accepted] - Query passed
	[:green_fairy, :query_complexity, :query_warning] - Query passed with warning
	[:green_fairy, :query_complexity, :query_rejected] - Query rejected

Subscribe to Events
:telemetry.attach_many(
  "query-complexity-handler",
  [
    [:green_fairy, :query_complexity, :query_accepted],
    [:green_fairy, :query_complexity, :query_warning],
    [:green_fairy, :query_complexity, :query_rejected]
  ],
  &handle_query_complexity_event/4,
  nil
)

def handle_query_complexity_event(event, measurements, metadata, _config) do
  %{
    cost: cost,
    complexity_score: score,
    load_factor: load
  } = measurements

  Logger.info("Query complexity: #{event} - score=#{score}, cost=#{cost}, load=#{load}")

  # Send to monitoring system
  MyApp.Metrics.track("query_complexity", score, tags: [event: event])
end
Measurements
%{
  cost: 1234.5,              # Database cost units
  complexity_score: 45.6,    # Normalized 0-100 score
  load_factor: 0.3           # Database load 0-1
}
Metadata
%{
  analysis: %{
    # Full analysis details
    cost: 1234.5,
    rows: 100,
    complexity_score: 45.6,
    seq_scans: 2,
    index_usage: ["users_idx"],
    suggestions: ["Add indexes to: posts"],
    analysis_method: :explain  # or :heuristic
  },
  load: %{
    # Load metrics
    active_connections: 25,
    cache_hit_ratio: 0.95,
    load_factor: 0.3
  }
}

Best Practices
1. Set Appropriate Limits
# Production - strict
config :green_fairy, :query_complexity,
  max_complexity: 5_000,
  adaptive_limits: true

# Development - permissive
config :green_fairy, :query_complexity,
  max_complexity: 100_000,
  adaptive_limits: false
2. Monitor Rejections
:telemetry.attach(
  "query-rejected-alert",
  [:green_fairy, :query_complexity, :query_rejected],
  fn _event, measurements, _metadata, _config ->
    if measurements.complexity_score > 80 do
      MyApp.Alerts.send("High complexity query rejected: #{measurements.complexity_score}")
    end
  end,
  nil
)
3. Use Per-Field Limits
# Expensive query - low limit
field :analytics, :analytics_result do
  middleware GreenFairy.Middleware.QueryComplexity, max_complexity: 1_000
  resolve &resolve_analytics/3
end

# Simple query - high limit
field :user, :user do
  middleware GreenFairy.Middleware.QueryComplexity, max_complexity: 50_000
  resolve &resolve_user/3
end
4. Add Indexes
Follow suggestions in error responses:
{
  "suggestions": [
    "Consider adding indexes to: users, posts"
  ]
}
-- Add recommended indexes
CREATE INDEX users_active_idx ON users(active);
CREATE INDEX posts_user_id_idx ON posts(user_id);
5. Always Use LIMIT
# Bad - no limit
query {
  users(filter: { active: { _eq: true } }) {
    id
    name
  }
}

# Good - with limit
query {
  users(
    filter: { active: { _eq: true } }
    limit: 100
  ) {
    id
    name
  }
}
6. Disable for Internal Queries
# Internal admin query - skip complexity check
field :admin_report, :report do
  middleware GreenFairy.Middleware.QueryComplexity, enabled: false
  resolve &resolve_admin_report/3
end

Troubleshooting
Query Always Rejected
Problem: Even simple queries are rejected.
Solution: Check your limit configuration.
# Too low
config :green_fairy, :query_complexity, max_complexity: 10

# Better
config :green_fairy, :query_complexity, max_complexity: 10_000
Analysis Failing
Problem: Complexity analysis errors in logs.
Solution: Analysis fails open (allows query). Check:
	Repo is configured correctly
	Database connection is working
	EXPLAIN queries are supported

High Latency
Problem: Query execution is slow due to complexity checks.
Solution: Ensure caching is enabled:
config :green_fairy, :query_complexity, cache: true
EXPLAIN queries are fast (< 10ms) and cached for 5 minutes.
Too Many Warnings
Problem: Logs flooded with complexity warnings.
Solution: Adjust warning threshold:
# Default: warn at 70% of limit
config :green_fairy, :query_complexity, warn_threshold: 0.9  # warn at 90%

Performance Impact
EXPLAIN Overhead
	PostgreSQL: ~5-15ms per unique query
	MySQL: ~10-20ms per unique query
	With caching: ~0.1ms (ETS lookup)

Heuristic Overhead
	Analysis time: ~0.5-2ms (query structure analysis)
	No database queries: Pure Elixir computation

Caching Impact
	Cache hit rate: Typically > 95% for production workloads
	Memory usage: ~1KB per cached query
	Cleanup: Automatic expiration after 5 minutes

Recommendations
	Keep caching enabled (default)
	Use heuristics for SQLite/MSSQL (automatic)
	Monitor telemetry to track overhead
	Disable in development if overhead is noticeable


Examples
Example 1: Reject Query Without LIMIT
query {
  posts {
    id
    title
  }
}
Response:
{
  "errors": [{
    "message": "Query complexity too high",
    "extensions": {
      "code": "QUERY_TOO_COMPLEX",
      "complexity_score": 25,
      "suggestions": [
        "Add a LIMIT clause to restrict the number of rows returned"
      ]
    }
  }]
}
Example 2: Warn on Complex Query
query {
  users(filter: {
    _or: [
      { name: { _contains: "John" } },
      { email: { _contains: "example" } }
    ]
  }) {
    id
    posts {
      id
      comments {
        id
      }
    }
  }
}
Log:
[warning] Query complexity warning:
  Field: users
  Score: 75.3/100
  Cost: 8234.12
  Suggestions:
    - Consider adding indexes to: users
    - Complex WHERE conditions detected
Example 3: Accept Optimized Query
query {
  users(
    filter: { active: { _eq: true } }
    limit: 50
  ) {
    id
    name
  }
}
Log:
[debug] Query complexity check passed:
  Field: users
  Score: 15.2/100
  Cost: 145.67

Summary
Query complexity analysis:
	✅ Prevents DoS via expensive queries
	✅ Protects database under high load
	✅ Provides actionable optimization suggestions
	✅ Works across all database adapters
	✅ Minimal performance overhead with caching
	✅ Configurable per-field or globally
	✅ Emits telemetry for monitoring

Supported databases:
	✅ PostgreSQL (EXPLAIN)
	✅ MySQL (EXPLAIN)
	✅ SQLite (heuristic)
	✅ MSSQL (heuristic)
	✅ All others (heuristic)

Enable it, configure limits, and forget about it. Your database is protected! 🎉
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Auto-detects the database type from an Ecto repo and returns the appropriate adapter.
Usage
# Auto-detect from repo
adapter = GreenFairy.Adapters.Ecto.Detector.adapter_for(MyApp.Repo)
#=> %GreenFairy.Adapters.Ecto.Postgres{repo: MyApp.Repo, extensions: []}

# With options (e.g., PostGIS)
adapter = GreenFairy.Adapters.Ecto.Detector.adapter_for(MyApp.Repo,
  extensions: [:postgis]
)
Supported Adapters
	Ecto Adapter	Filter Adapter
	Ecto.Adapters.Postgres	Adapters.Ecto.Postgres
	Ecto.Adapters.MyXQL	Adapters.Ecto.MySQL
	Ecto.Adapters.Tds	Adapters.Ecto.MSSQL
	Ecto.Adapters.SQLite3	Adapters.Ecto.SQLite
	Exqlite.Ecto	Adapters.Ecto.SQLite


      


      
        Summary


  
    Functions
  


    
      
        adapter_for(repo, opts \\ [])

      


        Returns the appropriate filter adapter struct for the given Ecto repo.



    


    
      
        adapter_for!(repo, opts \\ [])

      


        Returns the appropriate filter adapter struct, raising on unknown adapters.



    


    
      
        register_adapter(ecto_adapter, filter_adapter)

      


        Registers a custom adapter mapping.



    


    
      
        supported?(ecto_adapter)

      


        Checks if the given Ecto adapter is supported.



    


    
      
        supported_adapters()

      


        Returns the list of supported Ecto adapters.



    





      


      
        Functions


        


    

  
    
      
    
    
      adapter_for(repo, opts \\ [])



        
          
        

    

  


  

      

          @spec adapter_for(
  module(),
  keyword()
) :: struct() | {:error, {:unknown_adapter, module()}}


      


Returns the appropriate filter adapter struct for the given Ecto repo.
Options
Options are passed to the adapter's new/2 function:
	For Postgres: :extensions (e.g., [:postgis, :pg_trgm])
	For MySQL: :version (e.g., "8.0.28")

Examples
iex> Detector.adapter_for(MyApp.Repo)
%GreenFairy.Adapters.Ecto.Postgres{repo: MyApp.Repo, extensions: []}

iex> Detector.adapter_for(MyApp.Repo, extensions: [:postgis])
%GreenFairy.Adapters.Ecto.Postgres{repo: MyApp.Repo, extensions: [:postgis]}

  



    

  
    
      
    
    
      adapter_for!(repo, opts \\ [])



        
          
        

    

  


  

      

          @spec adapter_for!(
  module(),
  keyword()
) :: struct()


      


Returns the appropriate filter adapter struct, raising on unknown adapters.

  



  
    
      
    
    
      register_adapter(ecto_adapter, filter_adapter)



        
          
        

    

  


  

      

          @spec register_adapter(module(), module()) :: :ok


      


Registers a custom adapter mapping.
This allows extending support to additional Ecto adapters at runtime.
Example
Detector.register_adapter(MyCustom.EctoAdapter, MyApp.Adapters.Custom)

  



  
    
      
    
    
      supported?(ecto_adapter)



        
          
        

    

  


  

      

          @spec supported?(module()) :: boolean()


      


Checks if the given Ecto adapter is supported.

  



  
    
      
    
    
      supported_adapters()



        
          
        

    

  


  

      

          @spec supported_adapters() :: [module()]


      


Returns the list of supported Ecto adapters.
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MySQL adapter struct for filter protocol dispatch.
This struct represents a MySQL database connection. The GreenFairy.Filter
protocol dispatches on this struct to apply MySQL-specific filter implementations.
Options
	:repo - The Ecto repo module
	:version - MySQL version string (for feature detection)

Example
adapter = GreenFairy.Adapters.Ecto.MySQL.new(MyApp.Repo,
  version: "8.0.28"
)

# Check spatial support (requires MySQL 8.0+)
GreenFairy.Adapters.Ecto.MySQL.spatial?(adapter)
#=> true

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        fulltext?(my_sql)

      


        Check if full-text search with natural language mode is supported.



    


    
      
        new(repo, opts \\ [])

      


        Create a new MySQL adapter



    


    
      
        spatial?(my_sql)

      


        Check if spatial functions are supported.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %GreenFairy.Adapters.Ecto.MySQL{
  repo: module(),
  version: String.t() | nil
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      fulltext?(my_sql)



        
          
        

    

  


  

      

          @spec fulltext?(t()) :: boolean()


      


Check if full-text search with natural language mode is supported.
Available in all MySQL versions but with varying capabilities.

  



    

  
    
      
    
    
      new(repo, opts \\ [])



        
          
        

    

  


  

      

          @spec new(
  module(),
  keyword()
) :: t()


      


Create a new MySQL adapter

  



  
    
      
    
    
      spatial?(my_sql)



        
          
        

    

  


  

      

          @spec spatial?(t()) :: boolean()


      


Check if spatial functions are supported.
MySQL 8.0+ has full spatial function support including
ST_Distance_Sphere for geographic distance calculations.

  


        

      


  

  
    
    GreenFairy.Adapters.Ecto.Postgres - GreenFairy v0.3.0
    
    

    


  
  

    
GreenFairy.Adapters.Ecto.Postgres 
    



      
PostgreSQL adapter struct for filter protocol dispatch.
This struct represents a PostgreSQL database connection with optional
extensions like PostGIS. The GreenFairy.Filter protocol dispatches
on this struct to apply PostgreSQL-specific filter implementations.
Options
	:repo - The Ecto repo module
	:extensions - List of enabled extensions (e.g., [:postgis, :pg_trgm])

Example
adapter = GreenFairy.Adapters.Ecto.Postgres.new(MyApp.Repo,
  extensions: [:postgis]
)

# Check extension availability
GreenFairy.Adapters.Ecto.Postgres.postgis?(adapter)
#=> true

      


      
        Summary


  
    Types
  


    
      
        extension()

      


    


    
      
        t()

      


    





  
    Functions
  


    
      
        fuzzystrmatch?(postgres)

      


        Check if fuzzystrmatch extension is enabled for phonetic matching



    


    
      
        new(repo, opts \\ [])

      


        Create a new Postgres adapter



    


    
      
        pg_trgm?(postgres)

      


        Check if pg_trgm extension is enabled for fuzzy text search



    


    
      
        postgis?(postgres)

      


        Check if PostGIS extension is enabled



    





      


      
        Types


        


  
    
      
    
    
      extension()



        
          
        

    

  


  

      

          @type extension() :: :postgis | :pg_trgm | :fuzzystrmatch | atom()


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %GreenFairy.Adapters.Ecto.Postgres{
  extensions: [extension()],
  repo: module()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      fuzzystrmatch?(postgres)



        
          
        

    

  


  

      

          @spec fuzzystrmatch?(t()) :: boolean()


      


Check if fuzzystrmatch extension is enabled for phonetic matching

  



    

  
    
      
    
    
      new(repo, opts \\ [])



        
          
        

    

  


  

      

          @spec new(
  module(),
  keyword()
) :: t()


      


Create a new Postgres adapter

  



  
    
      
    
    
      pg_trgm?(postgres)



        
          
        

    

  


  

      

          @spec pg_trgm?(t()) :: boolean()


      


Check if pg_trgm extension is enabled for fuzzy text search

  



  
    
      
    
    
      postgis?(postgres)



        
          
        

    

  


  

      

          @spec postgis?(t()) :: boolean()


      


Check if PostGIS extension is enabled
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GreenFairy.Adapters.Ecto.SQLite 
    



      
SQLite adapter struct for filter protocol dispatch.
This struct represents a SQLite database connection. SQLite has limited
support for advanced features like geo queries, so many filters will
use approximations or return errors.
Options
	:repo - The Ecto repo module

Example
adapter = GreenFairy.Adapters.Ecto.SQLite.new(MyApp.Repo)
Limitations
	Geo queries: No native spatial support. Geo.Near uses Haversine
approximation which may be slow for large datasets.
	Full-text search: Basic LIKE-based matching only.


      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        new(repo, opts \\ [])

      


        Create a new SQLite adapter



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %GreenFairy.Adapters.Ecto.SQLite{repo: module()}


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      new(repo, opts \\ [])



        
          
        

    

  


  

      

          @spec new(
  module(),
  keyword()
) :: t()


      


Create a new SQLite adapter
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GreenFairy.Adapters.Elasticsearch 
    



      
Elasticsearch adapter struct for filter protocol dispatch.
This struct represents an Elasticsearch connection. The GreenFairy.Filter
protocol dispatches on this struct to build Elasticsearch query DSL.
Options
	:client - The Elasticsearch client module
	:index - The index name
	:model - Optional ExlasticSearch model module

Example
adapter = GreenFairy.Adapters.Elasticsearch.new(
  client: MyApp.ElasticClient,
  index: "users"
)
Query Building
Filter implementations for this adapter should return Elasticsearch
query DSL maps that can be merged into a bool query:
%{
  "bool" => %{
    "filter" => [
      %{"term" => %{"status" => "active"}},
      %{"geo_distance" => %{"distance" => "10km", "location" => %{...}}}
    ]
  }
}

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        new(opts \\ [])

      


        Create a new Elasticsearch adapter



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %GreenFairy.Adapters.Elasticsearch{
  client: module() | nil,
  index: String.t() | nil,
  model: module() | nil
}


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      new(opts \\ [])



        
          
        

    

  


  

      

          @spec new(keyword()) :: t()


      


Create a new Elasticsearch adapter
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GreenFairy.Adapters.Elasticsearch.Adapter 
    



      
Backing adapter for Elasticsearch data sources.
This adapter provides CQL and custom operator support for Elasticsearch,
including scoring, fuzzy matching, and other ES-specific features.
Custom Operators
Elasticsearch supports several operators that are not available
in traditional SQL databases:
	:fuzzy - Fuzzy text matching with edit distance tolerance
	:score_boost - Apply boost factor to matches for relevance
	:decay - Distance-based decay scoring (for dates, geo)
	:more_like_this - Find similar documents
	:script_score - Custom scoring with Painless scripts

Usage
Configure your type to use this adapter:
type "Product", struct: MyApp.Product do
  use GreenFairy.Extensions.CQL,
    adapter: GreenFairy.Adapters.Elasticsearch.Adapter

  field :id, non_null(:id)
  field :name, :string
  field :description, :string
end
Or configure globally:
config :green_fairy, :adapters, [
  GreenFairy.Adapters.Elasticsearch.Adapter
]

      


      
        Summary


  
    Functions
  


    
      
        custom_operator_info(operator)

      


        Returns information about a custom operator.



    


    
      
        custom_operators()

      


        Returns the custom operators supported by Elasticsearch.



    


    
      
        supports_custom_operator?(type, operator)

      


        Checks if a type supports a custom operator.



    


    
      
        type_operators()

      


        Returns the complete type-to-operators mapping.



    





      


      
        Functions


        


  
    
      
    
    
      custom_operator_info(operator)



        
          
        

    

  


  

Returns information about a custom operator.

  



  
    
      
    
    
      custom_operators()



        
          
        

    

  


  

Returns the custom operators supported by Elasticsearch.

  



  
    
      
    
    
      supports_custom_operator?(type, operator)



        
          
        

    

  


  

Checks if a type supports a custom operator.

  



  
    
      
    
    
      type_operators()



        
          
        

    

  


  

Returns the complete type-to-operators mapping.
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GreenFairy.Adapters.Memory 
    



      
Memory adapter for plain structs without database backing.
This adapter is the fallback when no other adapter (Ecto, Elasticsearch, etc.)
matches the struct backing a type. It provides basic field introspection
for structs and delegates CQL operations to GreenFairy.CQL.Adapters.Memory.
Usage
This adapter is automatically selected for types that use plain structs:
defstruct [:id, :name, :email]

# Or
defmodule MyApp.User do
  defstruct [:id, :name, :email, :created_at]
end
The adapter will detect struct fields via Map.keys/1 on a struct instance.
Limitations
	Field types cannot be inferred (all fields treated as generic)
	No database-backed operations (filtering/sorting done in memory)
	No associations or preloading support


      


      
        Summary


  
    Functions
  


    
      
        new(struct_module, opts \\ [])

      


        Creates a new Memory adapter for the given struct module.



    





      


      
        Functions


        


    

  
    
      
    
    
      new(struct_module, opts \\ [])



        
          
        

    

  


  

Creates a new Memory adapter for the given struct module.
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GreenFairy.Authorization behaviour
    



      
Authorization support for GreenFairy types and fields.
Type-Level Authorization
defmodule MyApp.GraphQL.Types.User do
  use GreenFairy.Type

  type "User", struct: MyApp.User do
    authorize with: MyApp.Policies.User

    field :email, :string, authorize: :owner_only
    field :name, :string  # No authorization required
  end
end
Policy Behaviour
Implement the GreenFairy.Authorization.Policy behaviour:
defmodule MyApp.Policies.User do
  @behaviour GreenFairy.Authorization.Policy

  @impl true
  def can?(current_user, :view, %User{} = user) do
    true  # Everyone can view users
  end

  def can?(current_user, :owner_only, %User{id: id}) do
    current_user && current_user.id == id
  end

  def can?(_current_user, _action, _resource), do: false
end
Context Requirements
Authorization expects context.current_user to be set in your GraphQL context:
def context(ctx) do
  current_user = get_current_user(ctx)
  Map.put(ctx, :current_user, current_user)
end
Options
	authorize: :action_name - Policy action to check (on field)
	authorize with: PolicyModule - Policy module to use (on type)
	default_on_unauthorized: value - Value to return when unauthorized (default: nil)


      


      
        Summary


  
    Callbacks
  


    
      
        can?(current_user, action, resource)

      


        Behaviour for authorization policies.



    





  
    Functions
  


    
      
        authorized?(config, resource, context)

      


        Checks if authorization is required for a field config.



    


    
      
        middleware(action, policy_module, opts \\ [])

      


        Creates authorization middleware for a field.



    





      


      
        Callbacks


        


  
    
      
    
    
      can?(current_user, action, resource)



        
          
        

    

  


  

      

          @callback can?(current_user :: term(), action :: atom(), resource :: term()) :: boolean()


      


Behaviour for authorization policies.

  


        

      

      
        Functions


        


  
    
      
    
    
      authorized?(config, resource, context)



        
          
        

    

  


  

Checks if authorization is required for a field config.

  



    

  
    
      
    
    
      middleware(action, policy_module, opts \\ [])



        
          
        

    

  


  

Creates authorization middleware for a field.
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GreenFairy.Authorization.FieldMiddleware 
    



      
Middleware that handles field-level authorization with support for on_unauthorized behavior.
This middleware:
	Checks if the current user can access the field
	Respects @onUnauthorized directive from the client
	Falls back to field-level and type-level on_unauthorized configuration
	Returns nil or error based on the resolved behavior

Behavior Priority (highest to lowest):
	Client @onUnauthorized(behavior: ...) directive
	Field-level on_unauthorized: option
	Type-level on_unauthorized: option
	AuthorizedObject's on_unauthorized setting
	Global default (:error)
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GreenFairy.Authorization.Middleware 
    



      
Middleware that enforces field-level authorization.
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GreenFairy.BuiltIns.OnUnauthorizedDirective 
    



      
The @onUnauthorized directive allows clients to control how unauthorized field access is handled.
Usage
query GetUser {
  user(id: "123") {
    id
    name
    email @onUnauthorized(behavior: NIL)  # Return nil if unauthorized
    ssn @onUnauthorized(behavior: ERROR)  # Return error if unauthorized
  }
}
Behavior
	ERROR (default) - Return an GraphQL error when the field is unauthorized
	NIL - Return null when the field is unauthorized, allowing the query to continue

Backend Control
The backend can set a default behavior at the type or field level:
type "User", struct: MyApp.User, on_unauthorized: :return_nil do
  authorize fn user, ctx ->
    if ctx[:current_user]?.admin, do: :all, else: [:id, :name]
  end

  field :id, :id
  field :name, :string
  field :email, :string  # Will return nil if unauthorized (type default)
  field :ssn, :string, on_unauthorized: :error  # Override: will error
end
Priority
Client directive overrides backend configuration:
	Client @onUnauthorized(behavior: ...) directive (highest priority)
	Field-level on_unauthorized: option
	Type-level on_unauthorized: option
	Global default (:error)

This allows the backend to control defaults while giving clients flexibility to
handle unauthorized fields based on their UI needs.
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GreenFairy.BuiltIns.Scalars.JSON 
    



      
GraphQL scalar for arbitrary JSON values with full CQL support.
This scalar handles JSON/JSONB fields in your database, providing both
GraphQL serialization and powerful filtering operators.
GraphQL Usage
Fields using this scalar accept and return arbitrary JSON:
query {
  product(id: "1") {
    metadata  # Returns: {"color": "red", "size": "large"}
  }
}

mutation {
  updateProduct(id: "1", input: {
    metadata: {color: "blue", tags: ["sale", "featured"]}
  }) {
    metadata
  }
}
CQL Filtering
Filter JSON fields using these operators:
# Exact match
products(where: {metadata: {_eq: {color: "red"}}})

# Contains - JSON contains the given structure
products(where: {metadata: {_contains: {color: "red"}}})

# Has key - JSON has a specific key
products(where: {metadata: {_has_key: "color"}})

# Has all keys (PostgreSQL)
products(where: {metadata: {_has_keys: ["color", "size"]}})

# Has any keys (PostgreSQL)
products(where: {metadata: {_has_any_keys: ["color", "brand"]}})
Database Support
	Operator	PostgreSQL	MySQL	SQLite	MSSQL
	_eq	✅	✅	✅	✅
	_neq	✅	✅	✅	✅
	_contains	✅	✅	❌	❌
	_contained_by	✅	✅	❌	❌
	_has_key	✅	✅	✅	✅
	_has_keys	✅	❌	❌	❌
	_has_any_keys	✅	❌	❌	❌
	_is_null	✅	✅	✅	✅


      


      
        Summary


  
    Functions
  


    
      
        __cql_input_identifier__()

      


        Returns the CQL operator input type identifier for this scalar.



    


    
      
        __cql_operators__()

      


        Returns the CQL operators available for this scalar type.



    





      


      
        Functions


        


  
    
      
    
    
      __cql_input_identifier__()



        
          
        

    

  


  

Returns the CQL operator input type identifier for this scalar.
Returns nil if no custom CQL input type is defined.

  



  
    
      
    
    
      __cql_operators__()



        
          
        

    

  


  

Returns the CQL operators available for this scalar type.
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GreenFairy.BuiltIns.UnauthorizedBehavior 
    



      
Defines the UnauthorizedBehavior enum for controlling how unauthorized field access is handled.
Values
	ERROR - Return an error when a field is not authorized (default)
	NIL - Return nil when a field is not authorized

Usage
Can be used with the @onUnauthorized directive or configured at the type/field level.

      


      
        Summary


  
    Functions
  


    
      
        parse(value)

      


        Transform an Ecto/database value to its GraphQL enum representation.



    


    
      
        serialize(value)

      


        Transform a GraphQL enum value to its Ecto/database representation.



    





      


      
        Functions


        


  
    
      
    
    
      parse(value)



        
          
        

    

  


  

Transform an Ecto/database value to its GraphQL enum representation.
Default implementation returns the value unchanged. Override this function
to provide custom transformations.

  



  
    
      
    
    
      serialize(value)



        
          
        

    

  


  

Transform a GraphQL enum value to its Ecto/database representation.
Default implementation returns the value unchanged. Override this function
to provide custom transformations.
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GreenFairy.CQL 
    



      
CQL (Custom Query Language) extension for automatic filtering support.
Uses the unified adapter system to detect and extract filter metadata from
different data sources. Ships with an Ecto adapter, but can be extended
for Elasticsearch, MongoDB, etc.
Usage
defmodule MyApp.GraphQL.Types.User do
  use GreenFairy.Type

  type "User", struct: MyApp.Accounts.User do
    use GreenFairy.CQL

    field :id, non_null(:id)
    field :name, :string
    field :email, :string
    field :full_name, :string  # Computed field
  end
end
Generated Filter Types
CQL generates filter input types following the GigSmart schema pattern:
	CqlFilter{Type}Input - Main filter with _and, _or, _not combinators
	CqlOp{Type}Input - Operator inputs for each field type (string, integer, etc.)

For example, a User type generates:
input CqlFilterUserInput {
  _and: [CqlFilterUserInput]
  _or: [CqlFilterUserInput]
  _not: CqlFilterUserInput
  id: CqlOpIdInput
  name: CqlOpStringInput
  email: CqlOpStringInput
}
How It Works
	CQL uses GreenFairy.Adapter.find_adapter/2 to find an adapter for the struct
	The adapter extracts queryable fields and their types
	Operators are inferred from the adapter's type mappings
	Custom filters can override or extend adapter-detected fields

Authorization Integration
CQL integrates with the type's authorize callback to prevent users from
filtering on fields they cannot see:
type "User", struct: MyApp.User do
  use GreenFairy.CQL

  authorize fn user, ctx ->
    if ctx[:current_user]?.admin do
      :all
    else
      [:id, :name]  # Non-admins can only filter on id and name
    end
  end

  field :id, non_null(:id)
  field :name, :string
  field :email, :string
  field :ssn, :string
end
Use __cql_authorized_fields__/2 to get fields a user can filter on:
authorized_fields = MyUserType.__cql_authorized_fields__(object, context)
# [:id, :name]  # Only fields visible to this user
Adapters
Adapters implement the GreenFairy.Adapter behaviour. See that module
for details on implementing custom adapters.
Register adapters in config:
config :green_fairy, :adapters, [
  MyApp.ElasticsearchAdapter,
  GreenFairy.Adapters.Ecto
]
Or per-type:
type "User", struct: MyApp.User do
  use GreenFairy.CQL, adapter: MyApp.CustomAdapter
  # ...
end
Custom Filters
For computed fields or custom filter logic:
custom_filter :full_name, [:eq, :contains], fn query, op, value ->
  # Your custom filter logic
end
Or use type shorthand:
custom_filter :computed_score, :integer, fn query, op, value ->
  # Gets all integer operators automatically
end
Schema Integration
Include CQL types in your schema:
defmodule MyApp.Schema do
  use Absinthe.Schema
  use GreenFairy.CQL.Schema

  # This imports all CQL operator types and generates filter types
  # for all registered CQL-enabled types
end
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GreenFairy.CQL.Adapter behaviour
    



      
Behavior for CQL database adapters.
Each database adapter (PostgreSQL, MySQL, SQLite, MSSQL, etc.) implements
this behavior to provide adapter-specific capabilities and metadata.
Architecture
Adapters are thin wrappers that:
	Declare database capabilities (sort directions, geo support, etc.)
	Delegate operator implementations to scalar modules
	Provide adapter-specific metadata for schema generation

Scalar modules own all operator logic - adapters just coordinate.
Usage
Create an adapter module:
defmodule MyApp.CQL.PostgresAdapter do
  @behaviour GreenFairy.CQL.Adapter

  @impl true
  def sort_directions do
    [:asc, :desc, :asc_nulls_first, :asc_nulls_last,
     :desc_nulls_first, :desc_nulls_last]
  end

  @impl true
  def apply_operator(query, field, operator, value, opts) do
    field_type = Keyword.get(opts, :field_type)
    scalar = GreenFairy.CQL.ScalarMapper.scalar_for(field_type)
    scalar.apply_operator(query, field, operator, value, :postgres, opts)
  end
end
Configure in your schema or application:
config :green_fairy, :cql_adapter, MyApp.CQL.PostgresAdapter
Adapter Selection
GreenFairy automatically detects the adapter from your Ecto repo:
	Ecto.Adapters.Postgres → GreenFairy.CQL.Adapters.Postgres
	Ecto.Adapters.MyXQL → GreenFairy.CQL.Adapters.MySQL
	Ecto.Adapters.SQLite3 → GreenFairy.CQL.Adapters.SQLite
	Custom → Manually configure


      


      
        Summary


  
    Callbacks
  


    
      
        apply_operator(query, field, operator, value, opts)

      


        Applies a database-specific operator to an Ecto query.



    


    
      
        capabilities()

      


        Returns metadata about operator capabilities and requirements.



    


    
      
        operator_inputs()

      


        Returns the operator input type definitions for this adapter.



    


    
      
        operator_type_for(ecto_type)

      


        Returns the CQL operator input type identifier for a given Ecto/adapter type.



    


    
      
        sort_direction_enum(repo_namespace)

      


        Returns the sort direction enum identifier for this adapter.



    


    
      
        sort_directions()

      


        Returns the list of sort direction values supported by this adapter.



    


    
      
        supported_operators(category, field_type)

      


        Returns the list of operators supported by this adapter for a given field category.



    


    
      
        supports_geo_ordering?()

      


        Returns whether this adapter supports geo/location-based ordering.



    


    
      
        supports_priority_ordering?()

      


        Returns whether this adapter supports priority-based enum ordering.



    





  
    Functions
  


    
      
        capabilities(adapter)

      


    


    
      
        detect_adapter(repo_module, opts \\ [])

      


        Detects the appropriate CQL adapter from an Ecto repo module.



    


    
      
        detect_adapter_for_struct(struct_module)

      


        Detects the appropriate CQL adapter from a struct module.



    


    
      
        validate_operator(adapter, field_type, operator)

      


        Validates that an operator is supported by the adapter for a given field type.



    





      


      
        Callbacks


        


  
    
      
    
    
      apply_operator(query, field, operator, value, opts)



        
          
        

    

  


  

      

          @callback apply_operator(
  query :: Ecto.Query.t(),
  field :: atom(),
  operator :: atom(),
  value :: any(),
  opts :: keyword()
) :: Ecto.Query.t()


      


Applies a database-specific operator to an Ecto query.
Parameters
	query - Base Ecto query
	field - Field name (atom)
	operator - Operator atom (e.g., :_includes)
	value - Filter value
	opts - Options including:	:binding - Named binding for association queries (optional)
	:field_type - Field type for type-specific handling
	:cast_type - Type to cast values to



Returns
Modified Ecto query with the operator applied.
Examples
# Base table query
apply_operator(query, :tags, :_includes, "premium", [])

# Association query
apply_operator(query, :status, :_eq, "active", binding: :posts_assoc)

  



  
    
      
    
    
      capabilities()


        (optional)


        
          
        

    

  


  

      

          @callback capabilities() :: map()


      


Returns metadata about operator capabilities and requirements.
Allows adapters to declare special requirements or limitations.
Returns
Map with optional keys:
	:array_operators_require_type_cast - Boolean, whether array ops need explicit casts
	:supports_json_operators - Boolean
	:supports_full_text_search - Boolean
	:max_in_clause_items - Integer, max items in _in operator (nil = unlimited)


  



  
    
      
    
    
      operator_inputs()



        
          
        

    

  


  

      

          @callback operator_inputs() :: %{
  required(atom()) =>
    {operators :: [atom()], scalar_type :: atom(), description :: String.t()}
}


      


Returns the operator input type definitions for this adapter.
This defines the GraphQL schema for CQL operators. The adapter declares
what operator input types exist and which operators each type supports.
Returns
Map of %{identifier => {operators, scalar_type, description}} where:
	identifier - GraphQL input type name (e.g., :cql_op_string_input)
	operators - List of operator atoms (e.g., [:_eq, :_neq, :_like])
	scalar_type - GraphQL scalar type for values (e.g., :string, :integer)
	description - Documentation string

Examples
def operator_inputs() do
  %{
    cql_op_string_input: {
      [:_eq, :_neq, :_like, :_ilike, :_in, :_nin, :_is_null],
      :string,
      "PostgreSQL string operators"
    },
    cql_op_arr_string_input: {
      [:_includes, :_excludes, :_includes_all, :_excludes_all, :_includes_any, :_excludes_any, :_is_empty, :_is_null],
      :string,
      "PostgreSQL array operators for strings"
    }
  }
end

  



  
    
      
    
    
      operator_type_for(ecto_type)



        
          
        

    

  


  

      

          @callback operator_type_for(ecto_type :: any()) :: atom() | nil


      


Returns the CQL operator input type identifier for a given Ecto/adapter type.
This allows adapters to map their internal types to CQL operator types.
Different adapters may map the same Ecto type differently based on
their capabilities.
Parameters
	ecto_type - Ecto type (e.g., :string, {:array, :string}, {:parameterized, Ecto.Enum, _})

Returns
Atom representing the CQL operator input type identifier, or nil if not filterable.
Examples
# PostgreSQL with native arrays
def operator_type_for({:array, :string}), do: :cql_op_string_array_input

# MySQL with JSON arrays
def operator_type_for({:array, :string}), do: :cql_op_string_array_input

# Adapter that doesn't support arrays
def operator_type_for({:array, _}), do: nil

  



  
    
      
    
    
      sort_direction_enum(repo_namespace)



        
          
        

    

  


  

      

          @callback sort_direction_enum(repo_namespace :: atom() | nil) :: atom()


      


Returns the sort direction enum identifier for this adapter.
This identifier is used to generate adapter/repo-specific sort direction enums.
The default repo uses :cql_sort_direction (no prefix), while non-default
repos are namespaced (e.g., :cql_analytics_sort_direction).
Parameters
	repo_namespace - The repository namespace atom (e.g., :analytics, :search) or nil for default

Returns
Atom representing the sort direction enum identifier.
Examples
# Default repo - no namespace
def sort_direction_enum(nil), do: :cql_sort_direction

# Non-default repo - with namespace
def sort_direction_enum(:analytics), do: :cql_analytics_sort_direction
def sort_direction_enum(:search), do: :cql_search_sort_direction

  



  
    
      
    
    
      sort_directions()



        
          
        

    

  


  

      

          @callback sort_directions() :: [atom()]


      


Returns the list of sort direction values supported by this adapter.
Each adapter declares which sort directions it supports. This prevents
PostgreSQL-specific features (like NULLS FIRST/LAST) from appearing in
schemas for databases that don't support them.
Returns
List of atoms representing supported sort directions.
Examples
# PostgreSQL - full support
def sort_directions() do
  [:asc, :desc, :asc_nulls_first, :asc_nulls_last,
   :desc_nulls_first, :desc_nulls_last]
end

# MySQL - basic support
def sort_directions() do
  [:asc, :desc]
end

# Elasticsearch - with scoring
def sort_directions() do
  [:asc, :desc, :_score]
end

  



  
    
      
    
    
      supported_operators(category, field_type)



        
          
        

    

  


  

      

          @callback supported_operators(category :: atom(), field_type :: atom()) :: [atom()]


      


Returns the list of operators supported by this adapter for a given field category.
Parameters
	category - The field category (:scalar, :array, :json, etc.)
	field_type - The specific field type (:string, :integer, :enum, etc.)

Returns
List of operator atoms (e.g., [:_eq, :_neq, :_gt, :_includes])
Examples
supported_operators(:scalar, :string)
# => [:_eq, :_neq, :_gt, :_gte, :_lt, :_lte, :_like, :_ilike, :_in, :_nin, :_is_null]

supported_operators(:array, :string)
# => [:_includes, :_excludes, :_includes_all, :_includes_any, :_is_empty, :_is_null]

  



  
    
      
    
    
      supports_geo_ordering?()



        
          
        

    

  


  

      

          @callback supports_geo_ordering?() :: boolean()


      


Returns whether this adapter supports geo/location-based ordering.
Examples
def supports_geo_ordering?(), do: true   # PostgreSQL with PostGIS
def supports_geo_ordering?(), do: false  # MySQL without spatial extensions

  



  
    
      
    
    
      supports_priority_ordering?()



        
          
        

    

  


  

      

          @callback supports_priority_ordering?() :: boolean()


      


Returns whether this adapter supports priority-based enum ordering.
Priority ordering allows specifying custom sort order for enum values
(e.g., sort status by [pending, active, completed] instead of alphabetically).
Examples
def supports_priority_ordering?(), do: true   # PostgreSQL with CASE
def supports_priority_ordering?(), do: false  # SQLite (limited)

  


        

      

      
        Functions


        


  
    
      
    
    
      capabilities(adapter)



        
          
        

    

  


  


  



    

  
    
      
    
    
      detect_adapter(repo_module, opts \\ [])



        
          
        

    

  


  

Detects the appropriate CQL adapter from an Ecto repo module.
Supported Adapters
	Ecto.Adapters.Postgres → GreenFairy.CQL.Adapters.Postgres
	Ecto.Adapters.MyXQL → GreenFairy.CQL.Adapters.MySQL
	Ecto.Adapters.SQLite3 → GreenFairy.CQL.Adapters.SQLite
	Ecto.Adapters.Tds → GreenFairy.CQL.Adapters.MSSQL
	Ecto.Adapters.ClickHouse / Ch → GreenFairy.CQL.Adapters.ClickHouse
	Unknown → GreenFairy.CQL.Adapters.Ecto (generic fallback)

Examples
detect_adapter(MyApp.Repo)
# => GreenFairy.CQL.Adapters.Postgres

detect_adapter(MyApp.ClickHouseRepo)
# => GreenFairy.CQL.Adapters.ClickHouse

detect_adapter(MyApp.UnknownRepo)
# => GreenFairy.CQL.Adapters.Ecto (generic fallback)

detect_adapter(MyApp.Repo, default: MyCustomAdapter)
# => MyCustomAdapter (if detection fails)

  



  
    
      
    
    
      detect_adapter_for_struct(struct_module)



        
          
        

    

  


  

Detects the appropriate CQL adapter from a struct module.
This function cascades through adapters to find the best match:
	Ecto schema → Ecto-based adapter (Postgres, MySQL, etc.)
	Elasticsearch mapping → Elasticsearch adapter
	Plain struct → Memory adapter (fallback)

Examples
detect_adapter_for_struct(MyApp.User)
# => GreenFairy.CQL.Adapters.Postgres (if Ecto schema)

detect_adapter_for_struct(MyApp.PlainStruct)
# => GreenFairy.CQL.Adapters.Memory (fallback)

  



  
    
      
    
    
      validate_operator(adapter, field_type, operator)



        
          
        

    

  


  

Validates that an operator is supported by the adapter for a given field type.
Returns :ok if supported, {:error, reason} otherwise.
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GreenFairy.CQL.AdapterCapabilities 
    



      
Runtime detection of database capabilities for CQL adapters.
This module detects:
	Database version
	Installed extensions
	Available features
	Index support

This allows GreenFairy to:
	Only expose operators that are actually available
	Provide helpful error messages when features are missing
	Gracefully degrade when optional features aren't available

Usage
# Detect capabilities for a repo
capabilities = AdapterCapabilities.detect(MyApp.Repo)

# Check if feature is available
if AdapterCapabilities.supports?(capabilities, :full_text_search) do
  # Enable full-text search operators
end
Caching
Capabilities are cached per-repo to avoid repeated database queries.
The cache is cleared when the application restarts.

      


      
        Summary


  
    Functions
  


    
      
        detect(repo)

      


        Detect capabilities for a given Ecto repo.



    


    
      
        log_report(capabilities)

      


        Log capability report at application startup.



    


    
      
        report(capabilities)

      


        Generate a human-readable capability report.



    


    
      
        require!(capabilities, feature, message \\ nil)

      


        Raise helpful error if required capability is missing.



    


    
      
        supports?(capabilities, feature)

      


        Check if a specific capability is supported.



    


    
      
        version(capabilities, component)

      


        Get the version of a specific feature/extension.



    





      


      
        Functions


        


  
    
      
    
    
      detect(repo)



        
          
        

    

  


  

Detect capabilities for a given Ecto repo.
Returns a map of detected capabilities and versions.

  



  
    
      
    
    
      log_report(capabilities)



        
          
        

    

  


  

Log capability report at application startup.
Add this to your application.ex:
def start(_type, _args) do
  # Detect and log capabilities
  capabilities = GreenFairy.CQL.AdapterCapabilities.detect(MyApp.Repo)
  GreenFairy.CQL.AdapterCapabilities.log_report(capabilities)

  # ...
end

  



  
    
      
    
    
      report(capabilities)



        
          
        

    

  


  

Generate a human-readable capability report.
Example
iex> report(capabilities)
'''
Database: PostgreSQL 15.3
Extensions: pg_trgm, postgis
Features:
  ✓ Full-text search
  ✓ Similarity search (pg_trgm)
  ✓ Geo queries (PostGIS)
  ✓ JSONB support
'''

  



    

  
    
      
    
    
      require!(capabilities, feature, message \\ nil)



        
          
        

    

  


  

Raise helpful error if required capability is missing.
Example
capabilities = AdapterCapabilities.detect(repo)
AdapterCapabilities.require!(capabilities, :full_text_search,
  "Full-text search requires PostgreSQL ts_vector support"
)

  



  
    
      
    
    
      supports?(capabilities, feature)



        
          
        

    

  


  

Check if a specific capability is supported.
Examples
iex> supports?(capabilities, :full_text_search)
true

iex> supports?(capabilities, :postgis)
false

  



  
    
      
    
    
      version(capabilities, component)



        
          
        

    

  


  

Get the version of a specific feature/extension.
Examples
iex> version(capabilities, :postgres)
{15, 0}

iex> version(capabilities, :pg_trgm)
{1, 6}
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GreenFairy.CQL.Adapters.ClickHouse 
    



      
ClickHouse adapter for CQL operations.
Supports the ecto_ch adapter (https://github.com/plausible/ecto_ch).
Features
	Standard comparison operators
	Native array support via has(), hasAll(), hasAny() functions
	Case-insensitive matching via ilike() function (ClickHouse 21.12+)
	NULLS FIRST/LAST support via nullsFirst/nullsLast

ClickHouse-Specific Behavior
	Arrays are first-class citizens with efficient operations
	Boolean columns are typically stored as UInt8 (0/1)
	Date/DateTime handling differs from standard SQL
	No native JSON containment operators (use JSONExtract functions)

Usage
Configure your Ecto repo to use ecto_ch:
# In your repo
defmodule MyApp.ClickHouseRepo do
  use Ecto.Repo, otp_app: :my_app, adapter: Ecto.Adapters.ClickHouse
end
GreenFairy will auto-detect the adapter, or configure explicitly:
config :green_fairy, :cql_adapter, GreenFairy.CQL.Adapters.ClickHouse
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GreenFairy.CQL.Adapters.Ecto 
    



      
Generic Ecto adapter for CQL operations.
This adapter provides a conservative set of operators that work across
any Ecto-compatible database. Use this as a fallback for databases without
a specific adapter.
Supported Operations
Only standard SQL operations that work everywhere:
	Comparison: _eq, _neq, _gt, _gte, _lt, _lte
	Lists: _in, _nin
	Null: _is_null
	Pattern: _like (case-sensitive only)
	Sort: asc, desc (no NULLS positioning)

What's NOT Supported
	_ilike (Postgres-specific, would need LOWER() emulation)
	Native array operators (database-specific)
	NULLS FIRST/LAST (not universally supported)
	JSON operators (syntax varies widely)

Usage
This adapter is automatically selected when GreenFairy detects an unknown
Ecto adapter. You can also configure it explicitly:
config :green_fairy, :cql_adapter, GreenFairy.CQL.Adapters.Ecto
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GreenFairy.CQL.Adapters.Elasticsearch 
    



      
Elasticsearch adapter for CQL operations.
Unique adapter that uses Query DSL instead of SQL - delegates to scalar implementations.

      


      
        Summary


  
    Functions
  


    
      
        build_query(filters, field_types \\ %{})

      


        Builds an Elasticsearch Query DSL from a filter map.



    


    
      
        init_query()

      


        Initializes an empty Elasticsearch Query DSL structure.



    





      


      
        Functions


        


    

  
    
      
    
    
      build_query(filters, field_types \\ %{})



        
          
        

    

  


  

Builds an Elasticsearch Query DSL from a filter map.
Converts a CQL-style filter map into an Elasticsearch query structure.
Example
iex> Elasticsearch.build_query(%{name: %{_eq: "John"}, age: %{_gt: 18}})
%{query: %{bool: %{must: [...]}}}
With field types
iex> Elasticsearch.build_query(%{name: %{_eq: "John"}}, %{name: :string})
%{query: %{bool: %{must: [...]}}}

  



  
    
      
    
    
      init_query()



        
          
        

    

  


  

Initializes an empty Elasticsearch Query DSL structure.
Returns a map with the standard bool query structure.
Example
iex> Elasticsearch.init_query()
%{
  query: %{
    bool: %{
      must: [],
      must_not: [],
      should: [],
      filter: []
    }
  }
}
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GreenFairy.CQL.Adapters.MSSQL 
    



      
Microsoft SQL Server adapter for CQL operations.
Delegates to scalar implementations with MSSQL-specific behaviors.
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GreenFairy.CQL.Adapters.Memory 
    



      
Memory/Enum-based CQL adapter for plain structs.
This is the fallback adapter when no other adapter (Ecto, Elasticsearch, etc.)
matches the struct backing a type. It provides basic CQL operations using
Elixir's Enum module functions.
Supported Operations
Filter Operators:
	_eq - Equality check (==)
	_neq - Not equal (!=)
	_gt, _gte, _lt, _lte - Comparisons (>, >=, <, <=)
	_in - Value in list
	_nin - Value not in list
	_is_null - Null check

Sort:
	asc - Sort ascending
	desc - Sort descending

How It Works
Unlike database adapters, the Memory adapter works on in-memory lists:
users = [%User{id: 1, name: "Alice"}, %User{id: 2, name: "Bob"}]

# Filter: name == "Alice"
Memory.filter(users, :name, :_eq, "Alice")
#=> [%User{id: 1, name: "Alice"}]

# Sort by name ascending
Memory.sort(users, :name, :asc)
#=> [%User{id: 1, name: "Alice"}, %User{id: 2, name: "Bob"}]
Usage with GreenFairy
This adapter is automatically selected for types that:
	Use plain structs (not Ecto schemas)
	Don't have a repo configured
	Don't match any other adapter

Users must provide their own data source (typically via resolver):
type "User", struct: MyApp.User do
  # CQL operators are available for filtering/sorting
  # but you provide the data in your resolver
  field :id, non_null(:id)
  field :name, :string
end

# In your resolver:
def list_users(_parent, args, _ctx) do
  users = MyApp.get_all_users()
  filtered = GreenFairy.CQL.Adapters.Memory.apply_filters(users, args.filter)
  sorted = GreenFairy.CQL.Adapters.Memory.apply_order(filtered, args.order)
  {:ok, sorted}
end

      


      
        Summary


  
    Functions
  


    
      
        apply_filters(items, filter)

      


        Applies filter operations to a list of items.



    


    
      
        apply_order(items, order)

      


        Applies ordering to a list of items.



    


    
      
        apply_query(items, filter \\ nil, order \\ nil)

      


        Applies both filtering and ordering to a list of items.



    





      


      
        Functions


        


  
    
      
    
    
      apply_filters(items, filter)



        
          
        

    

  


  

Applies filter operations to a list of items.
Parameters
	items - List of structs/maps to filter
	filter - Map of field => operator map (e.g., %{name: %{_eq: "Alice"}})

Returns
Filtered list of items.
Examples
users = [%User{name: "Alice"}, %User{name: "Bob"}]

apply_filters(users, %{name: %{_eq: "Alice"}})
#=> [%User{name: "Alice"}]

apply_filters(users, %{name: %{_in: ["Alice", "Bob"]}})
#=> [%User{name: "Alice"}, %User{name: "Bob"}]

  



  
    
      
    
    
      apply_order(items, order)



        
          
        

    

  


  

Applies ordering to a list of items.
Parameters
	items - List of structs/maps to sort
	order - List of %{field: atom, direction: :asc | :desc} maps


Returns
Sorted list of items.
Examples
users = [%User{name: "Bob"}, %User{name: "Alice"}]

apply_order(users, [%{field: :name, direction: :asc}])
#=> [%User{name: "Alice"}, %User{name: "Bob"}]

apply_order(users, [%{field: :name, direction: :desc}])
#=> [%User{name: "Bob"}, %User{name: "Alice"}]

  



    

    

  
    
      
    
    
      apply_query(items, filter \\ nil, order \\ nil)



        
          
        

    

  


  

Applies both filtering and ordering to a list of items.
Parameters
	items - List of structs/maps
	filter - Filter map (optional)
	order - Order list (optional)

Returns
Filtered and sorted list of items.
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GreenFairy.CQL.Adapters.MySQL 
    



      
MySQL adapter for CQL operations.
Delegates to scalar implementations with MySQL-specific behaviors:
	ILIKE emulated via LOWER() LIKE LOWER()
	Array operations via JSON functions
	Limited NULLS positioning (none)
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GreenFairy.CQL.Adapters.Postgres 
    



      
PostgreSQL adapter for CQL operations.
This adapter delegates all operator logic to scalar-specific implementations,
providing only PostgreSQL-specific metadata and capabilities.
Features
	Full NULLS FIRST/LAST sort positioning
	Native array operators (@>, &&)
	Native ILIKE for case-insensitive matching
	PostGIS geo ordering support
	CASE-based priority ordering
	BETWEEN operator for date ranges

Architecture
This adapter is a thin wrapper that:
	Declares PostgreSQL capabilities
	Delegates operator implementations to scalar modules
	Each scalar owns its PostgreSQL-specific logic

Example: String operators are implemented in GreenFairy.CQL.Scalars.String.Postgres
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GreenFairy.CQL.Adapters.SQLite 
    



      
SQLite adapter for CQL operations.
Minimal database with limited features - delegates to scalar implementations.
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GreenFairy.CQL.AssociatedOrder 
    



      
Represents a nested association order in a CQL query.
When ordering by associated records (e.g., order users by their
organization's name), this struct captures the nested order information.
Fields
	:association - The Ecto association struct
	:parent_field - The field name on the parent schema
	:order_term - The OrderOperator or nested AssociatedOrder
	:list_module - The CQL list module for the associated type (if any)
	:inject - Optional function to inject custom query logic

Example
# Order users by organization.name ASC
%AssociatedOrder{
  association: %Ecto.Association.BelongsTo{...},
  parent_field: :organization,
  order_term: %OrderOperator{field: :name, direction: :asc}
}
Deeply Nested Ordering
Order terms can be recursively nested for deep association ordering:
# Order users by organization.parent_org.name ASC
%AssociatedOrder{
  parent_field: :organization,
  order_term: %AssociatedOrder{
    parent_field: :parent_org,
    order_term: %OrderOperator{field: :name, direction: :asc}
  }
}

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        cardinality(associated_order)

      


        Returns the cardinality of this association (:one or :many).



    


    
      
        new(opts)

      


        Creates a new AssociatedOrder.



    


    
      
        orderable?(assoc_order, opts \\ [])

      


        Checks if ordering by this association is allowed.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %GreenFairy.CQL.AssociatedOrder{
  association: term() | nil,
  inject: function() | nil,
  list_module: module() | nil,
  order_term: GreenFairy.CQL.OrderOperator.t() | t(),
  parent_field: atom()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      cardinality(associated_order)



        
          
        

    

  


  

Returns the cardinality of this association (:one or :many).

  



  
    
      
    
    
      new(opts)



        
          
        

    

  


  

Creates a new AssociatedOrder.

  



    

  
    
      
    
    
      orderable?(assoc_order, opts \\ [])



        
          
        

    

  


  

Checks if ordering by this association is allowed.
By default, only :one cardinality associations can be ordered.
:many associations require explicit allow_in_order_by flag.
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GreenFairy.CQL.AssociatedQuery 
    



      
Represents a nested association filter in a CQL query.
When filtering on associated records (e.g., filter users by their
organization's name), this struct captures the nested query information.
Fields
	:association - The Ecto association struct
	:parent_field - The field name on the parent schema
	:query_definition - The nested QueryDefinition for the association
	:list_module - The CQL list module for the associated type (if any)
	:inject - Optional function to inject custom query logic

Example
# Filter users where organization.name = "Acme"
%AssociatedQuery{
  association: %Ecto.Association.BelongsTo{...},
  parent_field: :organization,
  query_definition: %QueryDefinition{
    where: %BinaryOperator{lhs: :name, operator: :eq, rhs: "Acme"}
  }
}

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        cardinality(associated_query)

      


        Returns the cardinality of this association (:one or :many).



    


    
      
        new(opts)

      


        Creates a new AssociatedQuery.



    


    
      
        related_queryable(associated_query)

      


        Returns the related queryable module for this association.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %GreenFairy.CQL.AssociatedQuery{
  association: term() | nil,
  inject: function() | nil,
  list_module: module() | nil,
  parent_field: atom(),
  query_definition: GreenFairy.CQL.QueryDefinition.t()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      cardinality(associated_query)



        
          
        

    

  


  

Returns the cardinality of this association (:one or :many).

  



  
    
      
    
    
      new(opts)



        
          
        

    

  


  

Creates a new AssociatedQuery.

  



  
    
      
    
    
      related_queryable(associated_query)



        
          
        

    

  


  

Returns the related queryable module for this association.
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GreenFairy.CQL.InputOperators 
    



      
Defines CQL operator input types for filtering queries.
These types provide typed operators that can be used in generated filter inputs.
Based on Hasura's filtering operators.

      


      
        Summary


  
    Functions
  


    
      
        __authorize__(input, context)

      


        Determines which input fields are allowed for the given context.



    


    
      
        __filter_input__(input, context)

      


        Filters input to only include authorized fields.



    





      


      
        Functions


        


  
    
      
    
    
      __authorize__(input, context)



        
          
        

    

  


  

Determines which input fields are allowed for the given context.

  



  
    
      
    
    
      __filter_input__(input, context)



        
          
        

    

  


  

Filters input to only include authorized fields.
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GreenFairy.CQL.OperatorInput 
    



      
Alias for GreenFairy.CQL.Schema.OperatorInput for backwards compatibility.
This module re-exports all functions from the Schema.OperatorInput module.

      


      
        Summary


  
    Functions
  


    
      
        array_type_for(type)

      


        See GreenFairy.CQL.Schema.OperatorInput.array_type_for/1.



    


    
      
        generate_all(opts \\ [])

      


        See GreenFairy.CQL.Schema.OperatorInput.generate_all/1.



    


    
      
        generate_input(identifier, operators, scalar_type, description)

      


        See GreenFairy.CQL.Schema.OperatorInput.generate_input/4.



    


    
      
        operator_category(identifier)

      


        See GreenFairy.CQL.Schema.OperatorInput.operator_category/1.



    


    
      
        operator_types()

          deprecated

      


    


    
      
        scalar_for(type)

      


        See GreenFairy.CQL.Schema.OperatorInput.scalar_for/1.



    


    
      
        type_for(type)

      


        See GreenFairy.CQL.Schema.OperatorInput.type_for/1.



    





      


      
        Functions


        


  
    
      
    
    
      array_type_for(type)



        
          
        

    

  


  

See GreenFairy.CQL.Schema.OperatorInput.array_type_for/1.

  



    

  
    
      
    
    
      generate_all(opts \\ [])



        
          
        

    

  


  

See GreenFairy.CQL.Schema.OperatorInput.generate_all/1.

  



  
    
      
    
    
      generate_input(identifier, operators, scalar_type, description)



        
          
        

    

  


  

See GreenFairy.CQL.Schema.OperatorInput.generate_input/4.

  



  
    
      
    
    
      operator_category(identifier)



        
          
        

    

  


  

See GreenFairy.CQL.Schema.OperatorInput.operator_category/1.

  



  
    
      
    
    
      operator_types()



        
          
        

    

  


    
      This function is deprecated. Use adapter.operator_inputs/0 instead - adapters own their operators.
    


  


  



  
    
      
    
    
      scalar_for(type)



        
          
        

    

  


  

See GreenFairy.CQL.Schema.OperatorInput.scalar_for/1.

  



  
    
      
    
    
      type_for(type)



        
          
        

    

  


  

See GreenFairy.CQL.Schema.OperatorInput.type_for/1.
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GreenFairy.CQL.Operators.Exists 
    



      
The _exists operator for checking association existence.
This operator is only valid in nested association filters and cannot
be combined with other filter operators in the same filter object.
Usage
Check if an association exists:
query {
  users(where: {
    organization: {_exists: true}
  }) {
    id
    name
  }
}
Check if an association does NOT exist:
query {
  users(where: {
    organization: {_exists: false}
  }) {
    id
    name
  }
}
Combining with _or
The _exists operator is useful with _or to find records with OR without
certain associations:
query {
  users(where: {
    _or: [
      {organization: {status: {_eq: "active"}}},
      {organization: {_exists: false}}
    ]
  }) {
    id
  }
}
Restrictions
	_exists can ONLY be used within an association filter, not at the top level
	_exists cannot be combined with other operators in the same filter object
	_exists takes a boolean value (true = must exist, false = must not exist)


      


      
        Summary


  
    Functions
  


    
      
        validate_exists_in_logical_operator(filters, operator)

      


        Checks if _exists is present as a direct member of a logical operator list.



    


    
      
        validate_exists_usage(filter, opts \\ [])

      


        Checks if _exists is valid in the given context.



    





      


      
        Functions


        


  
    
      
    
    
      validate_exists_in_logical_operator(filters, operator)



        
          
        

    

  


  

Checks if _exists is present as a direct member of a logical operator list.
The _exists operator cannot be used directly inside _or or _and arrays.
It must be wrapped in an association filter.
Examples
Invalid: {_or: [{_exists: true}, {name: {_eq: "foo"}}]}
Valid: {_or: [{organization: {_exists: true}}, {organization: {name: {_eq: "foo"}}}]}

  



    

  
    
      
    
    
      validate_exists_usage(filter, opts \\ [])



        
          
        

    

  


  

Checks if _exists is valid in the given context.
Returns :ok if valid, or {:error, message} if invalid.

  


        

      


  

  
    
    GreenFairy.CQL.OrderBuilder - GreenFairy v0.3.0
    
    

    


  
  

    
GreenFairy.CQL.OrderBuilder 
    



      
Builds Ecto order_by clauses from CQL order input.
Transforms CQL order specifications into Ecto query order_by clauses,
supporting simple field ordering, direction modifiers, null positioning,
and association ordering.
Input Format
Order input is a list of field-direction maps:
[
  %{name: %{direction: :asc}},
  %{age: %{direction: :desc}}
]
Association Ordering
Order by fields on associated records:
[
  %{author: %{username: %{direction: :asc}}}
]
This joins the author association and orders by author.username.
Example
iex> order = [%{name: %{direction: :asc}}]
iex> OrderBuilder.apply_order(query, order, User)
#Ecto.Query<from u in User, order_by: [asc: u.name]>

      


      
        Summary


  
    Functions
  


    
      
        apply_order(query, order_specs, schema \\ nil, opts \\ [])

      


        Applies CQL order specifications to an Ecto query.



    





      


      
        Functions


        


    

    

  
    
      
    
    
      apply_order(query, order_specs, schema \\ nil, opts \\ [])



        
          
        

    

  


  

Applies CQL order specifications to an Ecto query.
Parameters
	query - Base Ecto query
	order_specs - List of order specification maps
	schema - The schema module for field lookups (required for association ordering)
	opts - Additional options (optional)

Returns
The ordered Ecto query.
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GreenFairy.CQL.OrderInput 
    



      
Defines standard order input type for CQL ordering.

      


      
        Summary


  
    Functions
  


    
      
        __authorize__(input, context)

      


        Determines which input fields are allowed for the given context.



    


    
      
        __filter_input__(input, context)

      


        Filters input to only include authorized fields.



    





      


      
        Functions


        


  
    
      
    
    
      __authorize__(input, context)



        
          
        

    

  


  

Determines which input fields are allowed for the given context.

  



  
    
      
    
    
      __filter_input__(input, context)



        
          
        

    

  


  

Filters input to only include authorized fields.
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GreenFairy.CQL.OrderOperator 
    



      
Represents an order/sort operation in a CQL query.
Fields
	:field - The field to order by
	:direction - Sort direction (:asc, :desc, etc.)
	:priority - Priority list for enum ordering
	:geo_distance - Coordinates for geo-distance ordering

Examples
# Simple ascending order
%OrderOperator{field: :name, direction: :asc}

# Descending with nulls last
%OrderOperator{field: :created_at, direction: :desc_nulls_last}

# Priority-based enum ordering
%OrderOperator{field: :status, direction: :asc, priority: [:active, :pending, :closed]}

# Geo-distance ordering
%OrderOperator{field: :location, direction: :asc, geo_distance: {lat, lng}}

      


      
        Summary


  
    Types
  


    
      
        direction()

      


    


    
      
        t()

      


    





  
    Functions
  


    
      
        association_order?(order_operator)

      


        Checks if this is an association order.



    


    
      
        from_input(field, args)

      


        Creates a new OrderOperator from input map.



    


    
      
        geo_order?(order_operator)

      


        Checks if this is a geo-distance order.



    


    
      
        priority_order?(order_operator)

      


        Checks if this is a priority-based order.



    


    
      
        to_ecto_direction(atom)

      


        Returns the Ecto order direction atom.



    





      


      
        Types


        


  
    
      
    
    
      direction()



        
          
        

    

  


  

      

          @type direction() ::
  :asc
  | :desc
  | :asc_nulls_first
  | :asc_nulls_last
  | :desc_nulls_first
  | :desc_nulls_last


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %GreenFairy.CQL.OrderOperator{
  association_path: [atom()],
  direction: direction(),
  field: atom(),
  geo_distance: {number(), number()} | nil,
  priority: [term()]
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      association_order?(order_operator)



        
          
        

    

  


  

Checks if this is an association order.

  



  
    
      
    
    
      from_input(field, args)



        
          
        

    

  


  

Creates a new OrderOperator from input map.
Examples
OrderOperator.from_input(:name, %{direction: :asc})
#=> %OrderOperator{field: :name, direction: :asc}

OrderOperator.from_input(:status, %{direction: :desc, priority: [:active, :pending]})
#=> %OrderOperator{field: :status, direction: :desc, priority: [:active, :pending]}

  



  
    
      
    
    
      geo_order?(order_operator)



        
          
        

    

  


  

Checks if this is a geo-distance order.

  



  
    
      
    
    
      priority_order?(order_operator)



        
          
        

    

  


  

Checks if this is a priority-based order.

  



  
    
      
    
    
      to_ecto_direction(atom)



        
          
        

    

  


  

Returns the Ecto order direction atom.
Converts CQL sort directions to Ecto's order_by format.
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Represents a queryable association in a CQL type definition.
This struct captures metadata about an association that can be filtered
or ordered in CQL queries, including cardinality validation and nested
filtering rules.
Fields
	:field - The field name exposed in GraphQL (atom)
	:association - The Ecto association struct
	:related_queryable - The related Ecto schema module
	:query_field - The actual association name on the schema
	:description - Association description for documentation
	:allow_in_order_by - Allow ordering by :many associations
	:allow_has_through - Allow HasThrough associations
	:inject - Custom function to inject query logic

Cardinality Rules
	:one associations (belongs_to, has_one) can always be filtered/ordered
	:many associations (has_many, many_to_many) can only be filtered by default
	Set allow_in_order_by: true to enable ordering by :many associations

Example
%QueryAssoc{
  field: :organization,
  association: %Ecto.Association.BelongsTo{...},
  related_queryable: MyApp.Organization,
  description: "The user's organization"
}

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        cardinality(query_assoc)

      


        Returns the cardinality of the association (:one or :many).



    


    
      
        filterable?(query_assoc)

      


        Checks if the association can be used in WHERE filters.



    


    
      
        new(opts)

      


        Creates a new QueryAssoc from options.



    


    
      
        orderable?(query_assoc)

      


        Checks if the association can be used in ORDER BY.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %GreenFairy.CQL.QueryAssoc{
  allow_has_through: boolean(),
  allow_in_order_by: boolean(),
  association: term(),
  description: String.t() | nil,
  field: atom(),
  inject: function() | nil,
  query_field: atom(),
  related_queryable: module()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      cardinality(query_assoc)



        
          
        

    

  


  

Returns the cardinality of the association (:one or :many).

  



  
    
      
    
    
      filterable?(query_assoc)



        
          
        

    

  


  

Checks if the association can be used in WHERE filters.
All associations can be filtered by default.

  



  
    
      
    
    
      new(opts)



        
          
        

    

  


  

Creates a new QueryAssoc from options.
Options
	:queryable - Required. The parent Ecto schema module.
	:field - Required. The association field name.
	:as - Optional alias for the field in GraphQL.
	:description - Optional description.
	:allow_in_order_by - Allow ordering by :many associations.
	:allow_has_through - Allow HasThrough associations.
	:inject - Custom function to inject query logic.

Example
QueryAssoc.new(
  queryable: MyApp.User,
  field: :organization,
  description: "The user's organization"
)

  



  
    
      
    
    
      orderable?(query_assoc)



        
          
        

    

  


  

Checks if the association can be used in ORDER BY.
:one associations can always be ordered.
:many associations require allow_in_order_by: true.

  


        

      


  

  
    
    GreenFairy.CQL.QueryBuilder - GreenFairy v0.3.0
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Public API for applying CQL filters and ordering to Ecto queries.
This module provides the high-level interface used by GraphQL resolvers
to apply CQL filter and order specifications to database queries.
Usage
Typically called from connection resolvers:
def list_users(args, _info) do
  User
  |> QueryBuilder.apply_where(args[:where], MyApp.UserType)
  |> QueryBuilder.apply_order_by(args[:order_by], MyApp.UserType)
  |> Repo.all()
end
How It Works
QueryBuilder acts as a facade that:
	Retrieves CQL configuration from the type module
	Determines the appropriate adapter for the database
	Delegates to QueryCompiler for filter compilation
	Delegates to OrderBuilder for ordering (when implemented)

The adapter system ensures that database-specific operators and features
are handled correctly.

      


      
        Summary


  
    Functions
  


    
      
        apply_order_by(query, order_specs, type_module, opts \\ [])

      


        Applies CQL ordering to an Ecto query.



    


    
      
        apply_where(query, filter, type_module, opts \\ [])

      


        Applies a CQL filter to an Ecto query.



    


    
      
        apply_where!(query, filter, type_module, opts \\ [])

      


        Applies a CQL filter, raising on validation errors.



    





      


      
        Functions


        


    

  
    
      
    
    
      apply_order_by(query, order_specs, type_module, opts \\ [])



        
          
        

    

  


  

Applies CQL ordering to an Ecto query.
Parameters
	query - The base Ecto query to order
	order_specs - List of order specifications or single order spec
	type_module - The GraphQL type module with CQL configuration
	opts - Additional options (optional)

Returns
The ordered query.
Example
iex> order = [%{field: :name, direction: :asc}]
iex> QueryBuilder.apply_order_by(User, order, MyApp.UserType)
#Ecto.Query<...>

  



    

  
    
      
    
    
      apply_where(query, filter, type_module, opts \\ [])



        
          
        

    

  


  

Applies a CQL filter to an Ecto query.
Parameters
	query - The base Ecto query to filter
	filter - The CQL filter input map (can be nil)
	type_module - The GraphQL type module with CQL configuration
	opts - Additional options (optional)

Returns
{:ok, filtered_query} or {:error, message} on validation failure.
Example
iex> filter = %{name: %{_eq: "Alice"}, age: %{_gte: 18}}
iex> QueryBuilder.apply_where(User, filter, MyApp.UserType)
{:ok, #Ecto.Query<...>}

  



    

  
    
      
    
    
      apply_where!(query, filter, type_module, opts \\ [])



        
          
        

    

  


  

Applies a CQL filter, raising on validation errors.
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GreenFairy.CQL.QueryCompiler 
    



      
Compiles CQL filter inputs into Ecto queries.
This module transforms nested filter input maps into Ecto query conditions,
handling:
	Standard field operators (_eq, _ne, _gt, _lt, etc.)
	Logical operators (_and, _or, _not)
	Nested association filters
	The _exists operator for association existence checks

How It Works
Given a filter like:
%{
  name: %{_eq: "Alice"},
  organization: %{
    status: %{_eq: "active"}
  }
}
The compiler:
	Processes top-level field conditions directly
	Detects nested association filters
	Builds existence subqueries for nested conditions
	Combines all conditions into a single query

Transparent Operation
The compiler automatically detects which fields are associations by checking
the schema's association metadata. No configuration required.
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    Types
  


    
      
        compile_result()

      


    


    
      
        filter_input()

      


    





  
    Functions
  


    
      
        compile(query, filter, schema, opts \\ [])

      


        Compiles a CQL filter input into an Ecto query using the adapter system.



    


    
      
        compile!(query, filter, schema, opts \\ [])

      


        Compiles a CQL filter input, raising on validation errors.
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      compile_result()



        
          
        

    

  


  

      

          @type compile_result() :: {:ok, Ecto.Query.t()} | {:error, String.t()}


      



  



  
    
      
    
    
      filter_input()



        
          
        

    

  


  

      

          @type filter_input() :: map()


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      compile(query, filter, schema, opts \\ [])



        
          
        

    

  


  

      

          @spec compile(Ecto.Query.t(), filter_input() | nil, module(), keyword()) ::
  compile_result()


      


Compiles a CQL filter input into an Ecto query using the adapter system.
Parameters
	query - Base Ecto query
	filter - CQL filter input map
	schema - The schema module for the query's root type
	opts - Options:	:adapter - The CQL adapter module (required)
	:parent_alias - Alias to use for parent references (default: nil)
	:binding - Query binding for associations (default: nil)



Returns
{:ok, query} with conditions applied, or {:error, message} on validation failure.
Example
iex> filter = %{name: %{_eq: "Alice"}, organization: %{status: %{_eq: "active"}}}
iex> QueryCompiler.compile(query, filter, MyApp.User, adapter: PostgresAdapter)
{:ok, #Ecto.Query<...>}

  



    

  
    
      
    
    
      compile!(query, filter, schema, opts \\ [])



        
          
        

    

  


  

      

          @spec compile!(Ecto.Query.t(), filter_input() | nil, module(), keyword()) ::
  Ecto.Query.t()


      


Compiles a CQL filter input, raising on validation errors.
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Automatic query complexity detection using EXPLAIN analysis.
This module:
	Analyzes queries using database EXPLAIN
	Estimates query cost before execution
	Tracks database load metrics
	Enforces dynamic complexity limits
	Suggests query optimizations

Features
	Cost Estimation - Uses EXPLAIN to estimate query cost
	Load-Based Limits - Adjusts limits based on current database load
	Automatic Rejection - Rejects expensive queries during high load
	Query Suggestions - Recommends indexes and optimizations
	Telemetry Events - Emits metrics for monitoring

Usage
# Analyze query before execution
case QueryComplexityAnalyzer.analyze(query, repo) do
  {:ok, _analysis} ->
    # Execute query
    repo.all(query)

  {:error, :too_complex, analysis_result} ->
    # Reject query
    {:error, "Query too complex: estimated cost #{analysis_result.cost}"}
end
Configuration
config :green_fairy, :query_complexity,
  # Maximum query cost (PostgreSQL cost units)
  max_cost: 10_000,
  # Enable dynamic limits based on load
  adaptive_limits: true,
  # Database load sampling interval
  load_sample_interval: 5_000,
  # Cost threshold for warnings
  warn_cost: 5_000,
  # Enable caching of complexity analysis results
  cache: true,
  # Cache TTL in milliseconds
  cache_ttl: 300_000  # 5 minutes
Caching
Complexity analysis results are cached to avoid repeated EXPLAIN queries:
	Cache key: SHA256 hash of SQL query + parameters
	Cache TTL: 5 minutes (configurable)
	Storage: ETS table (in-memory)
	Automatic cleanup: Expired entries are not returned

Disable caching:
# Per-query
QueryComplexityAnalyzer.analyze(query, repo, cache: false)

# Globally in config
config :green_fairy, :query_complexity, cache: false
Clear cache manually:
QueryComplexityAnalyzer.clear_cache()
Heuristic Analysis
For databases without EXPLAIN support (SQLite, MSSQL, Elasticsearch),
complexity is estimated using heuristic rules:
	WHERE condition count and complexity
	JOIN count (10 points each)
	ORDER BY without LIMIT (expensive)
	Large OFFSET values (expensive)
	Missing LIMIT clause (expensive)
	Subqueries and OR conditions (expensive)

While less accurate than EXPLAIN, heuristics catch common performance issues.
GraphQL Integration
Automatically analyze and limit queries in resolvers:
field :users, list_of(:user) do
  arg :filter, :cql_filter_user_input
  middleware GreenFairy.Middleware.QueryComplexity
  resolve &resolve_users/3
end
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        analyze(query, repo, opts \\ [])

      


        Analyze query complexity using database EXPLAIN.



    


    
      
        cache_stats()

      


        Get cache statistics.



    


    
      
        check_complexity(query, repo, opts \\ [])

      


        Check if query should be executed based on current load.



    


    
      
        clear_cache()

      


        Clear the complexity analysis cache.



    


    
      
        format_analysis(analysis)

      


        Format analysis results for logging/display.



    


    
      
        get_load_metrics(repo)

      


        Get current database load metrics.



    


    
      
        start_cache()
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      analysis()



        
          
        

    

  


  

      

          @type analysis() :: %{
  cost: float(),
  rows: integer(),
  width: integer(),
  execution_time_estimate: float(),
  index_usage: [String.t()],
  seq_scans: integer(),
  suggestions: [String.t()],
  complexity_score: float()
}


      



  



  
    
      
    
    
      load_metrics()



        
          
        

    

  


  

      

          @type load_metrics() :: %{
  active_connections: integer(),
  cpu_usage: float(),
  cache_hit_ratio: float(),
  transaction_rate: float(),
  load_factor: float()
}
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      analyze(query, repo, opts \\ [])



        
          
        

    

  


  

Analyze query complexity using database EXPLAIN.
Returns {:ok, analysis} if query is acceptable,
or {:error, :too_complex, analysis} if query exceeds limits.

  



  
    
      
    
    
      cache_stats()



        
          
        

    

  


  

Get cache statistics.
Returns information about the cache:
	Size: Number of cached queries
	Hit rate: Percentage of cache hits (since last clear)
	Oldest entry: Age of oldest cached result

Examples
stats = QueryComplexityAnalyzer.cache_stats()
# => %{size: 42, entries: [...]}

  



    

  
    
      
    
    
      check_complexity(query, repo, opts \\ [])



        
          
        

    

  


  

Check if query should be executed based on current load.
Returns:
	{:ok, analysis} - Execute query
	{:error, :too_complex, analysis} - Reject query
	{:warning, analysis} - Execute but warn


  



  
    
      
    
    
      clear_cache()



        
          
        

    

  


  

Clear the complexity analysis cache.
Useful for testing or when you want to force re-analysis of queries.
Examples
# Clear entire cache
QueryComplexityAnalyzer.clear_cache()

# Returns :ok

  



  
    
      
    
    
      format_analysis(analysis)



        
          
        

    

  


  

Format analysis results for logging/display.

  



  
    
      
    
    
      get_load_metrics(repo)



        
          
        

    

  


  

Get current database load metrics.

  



  
    
      
    
    
      start_cache()
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Represents a complete CQL query definition with filters and ordering.
This is the intermediate representation between GraphQL input and
the final Ecto query. It captures both where filters and order_by
clauses in a structured format.
Fields
	:where - The filter expression (BinaryOperator, UnaryOperator, AssociatedQuery)
	:order_by - List of order terms (OrderOperator, AssociatedOrder)

Example
%QueryDefinition{
  where: %BinaryOperator{
    lhs: %Field{name: :status},
    operator: :eq,
    rhs: %Value{data: "active"}
  },
  order_by: [
    %OrderOperator{field: :name, direction: :asc},
    %OrderOperator{field: :created_at, direction: :desc}
  ]
}
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        empty?(qd)

      


        Returns true if the query definition is empty (no filters or ordering).



    


    
      
        has_order_by?(query_definition)

      


        Checks if the query definition has any ordering.



    


    
      
        has_where?(query_definition)

      


        Checks if the query definition has any filters.



    


    
      
        new(opts \\ [])

      


        Creates a new QueryDefinition.
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      t()



        
          
        

    

  


  

      

          @type t() :: %GreenFairy.CQL.QueryDefinition{order_by: [term()], where: term() | nil}
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      empty?(qd)



        
          
        

    

  


  

Returns true if the query definition is empty (no filters or ordering).

  



  
    
      
    
    
      has_order_by?(query_definition)



        
          
        

    

  


  

Checks if the query definition has any ordering.

  



  
    
      
    
    
      has_where?(query_definition)



        
          
        

    

  


  

Checks if the query definition has any filters.

  



    

  
    
      
    
    
      new(opts \\ [])



        
          
        

    

  


  

Creates a new QueryDefinition.
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Represents a queryable field in a CQL type definition.
This struct captures metadata about a field that can be filtered or
ordered in CQL queries, including type information, custom constraints,
and visibility settings.
Fields
	:field - The field name (atom)
	:field_type - The field type (:string, :integer, :datetime, etc.)
	:column - The database column name (defaults to field name)
	:description - Field description for documentation
	:hidden - If true, field is excluded from CQL queries
	:operators - Custom list of allowed operators
	:custom_constraint - Custom filter function
	:allow_in_nested - Whether field can be used in nested filters

Example
%QueryField{
  field: :name,
  field_type: :string,
  description: "User's full name",
  operators: [:eq, :contains, :starts_with]
}
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        allowed_in_nested?(query_field)

      


        Checks if a field can be used in nested filters.



    


    
      
        default_operators(arg1)

      


        Returns default operators for a field type.



    


    
      
        new(opts)

      


        Creates a new QueryField.



    


    
      
        valid_types()

      


        Returns the list of valid field types.
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      t()



        
          
        

    

  


  

      

          @type t() :: %GreenFairy.CQL.QueryField{
  allow_in_nested: boolean(),
  column: atom() | nil,
  custom_constraint: function() | nil,
  description: String.t() | nil,
  field: atom(),
  field_type: atom() | tuple(),
  hidden: boolean(),
  operators: [atom()] | nil
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      allowed_in_nested?(query_field)



        
          
        

    

  


  

Checks if a field can be used in nested filters.
Fields with custom constraints cannot be used in nested filters
by default, as the constraint function may depend on context.

  



  
    
      
    
    
      default_operators(arg1)



        
          
        

    

  


  

Returns default operators for a field type.

  



  
    
      
    
    
      new(opts)



        
          
        

    

  


  

Creates a new QueryField.
Options
	:field - Required. The field name.
	:field_type - Required. The field type.
	:column - Database column name (defaults to field name).
	:description - Field description.
	:hidden - If true, excludes from CQL queries.
	:operators - Custom list of allowed operators.
	:custom_constraint - Custom filter function.
	:allow_in_nested - Whether field can be used in nested filters.
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Returns the list of valid field types.
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Behavior for CQL scalar types.
Each scalar type owns its complete implementation including:
	GraphQL operator input type definition
	Query operator implementations for each database adapter
	Type-specific validation and casting

Scalar Ownership
Scalars are the single source of truth for their CQL behavior. They decide
whether to implement operators inline or delegate to adapter-specific modules.
Implementation Patterns
Pattern 1: Inline Implementation (Simple scalars)
defmodule MyApp.Scalars.Email do
  use GreenFairy.Scalar
  @behaviour GreenFairy.CQL.Scalar

  @impl true
  def operator_input(_adapter) do
    {[:_eq, :_neq, :_in, :_like], :string, "Email operators"}
  end

  @impl true
  def apply_operator(query, field, :_eq, value, _adapter, _opts) do
    where(query, [q], field(q, ^field) == ^value)
  end
end
Pattern 2: Adapter Delegation (Complex scalars)
defmodule MyApp.Scalars.GeoPoint do
  use GreenFairy.Scalar
  @behaviour GreenFairy.CQL.Scalar

  @impl true
  def operator_input(:postgres), do: Postgres.operator_input()
  def operator_input(:elasticsearch), do: Elasticsearch.operator_input()
  def operator_input(_), do: {[:_eq], :string, "Basic geo"}

  @impl true
  def apply_operator(query, field, op, value, :postgres, opts) do
    Postgres.apply_operator(query, field, op, value, opts)
  end

  defmodule Postgres do
    def operator_input() do
      {[:_within_radius, :_bbox, :_intersects], :geo_point, "PostGIS operators"}
    end

    def apply_operator(query, field, :_within_radius, %{center: center, radius: radius}, opts) do
      # PostGIS ST_Distance implementation
    end
  end
end
Pattern 3: Inheritance (Specialized scalars)
defmodule MyApp.Scalars.Username do
  use GreenFairy.Scalar
  @behaviour GreenFairy.CQL.Scalar

  # Delegate most behavior to String scalar
  defdelegate operator_input(adapter), to: GreenFairy.CQL.Scalars.String

  @impl true
  def apply_operator(query, field, :_eq, value, adapter, opts) do
    # Override for case-insensitive comparison
    where(query, [q], fragment("LOWER(?)", field(q, ^field)) == ^String.downcase(value))
  end

  def apply_operator(query, field, op, value, adapter, opts) do
    # Delegate everything else to String
    GreenFairy.CQL.Scalars.String.apply_operator(query, field, op, value, adapter, opts)
  end
end
Adapter Parameter
The adapter parameter is an atom identifying the database adapter:
	:postgres - PostgreSQL
	:mysql - MySQL/MariaDB
	:sqlite - SQLite
	:mssql - Microsoft SQL Server
	:elasticsearch - Elasticsearch

This allows scalars to provide different implementations per database.
Options
The opts keyword list may include:
	:binding - Named binding for association queries
	:field_type - Full Ecto type for specialized handling
	:cast_type - Type to cast values to
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    Callbacks
  


    
      
        apply_operator(query, field, operator, value, adapter, opts)

      


        Applies a CQL operator to an Ecto query.



    


    
      
        operator_input(adapter)

      


        Returns the operator input type definition for this scalar.



    


    
      
        operator_type_identifier(adapter)

      


        Returns the CQL operator input type identifier for this scalar.
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      apply_operator(query, field, operator, value, adapter, opts)



        
          
        

    

  


  

      

          @callback apply_operator(
  query :: Ecto.Query.t(),
  field :: atom(),
  operator :: atom(),
  value :: any(),
  adapter :: atom(),
  opts :: keyword()
) :: Ecto.Query.t()


      


Applies a CQL operator to an Ecto query.
Parameters
	query - Base Ecto query
	field - Field name (atom)
	operator - Operator atom (e.g., :_eq, :_gt, :_like)
	value - Filter value
	adapter - Database adapter atom (:postgres, :mysql, etc.)
	opts - Options including:	:binding - Named binding for association queries (optional)
	:field_type - Field type for type-specific handling
	:cast_type - Type to cast values to



Returns
Modified Ecto query with the operator applied.
Examples
# Base query
def apply_operator(query, :name, :_eq, "Alice", :postgres, _opts) do
  where(query, [q], field(q, :name) == ^"Alice")
end

# Association query with binding
def apply_operator(query, :status, :_eq, "active", :postgres, binding: :posts) do
  where(query, [{:posts, p}], field(p, :status) == ^"active")
end

# Adapter-specific implementation
def apply_operator(query, :name, :_ilike, pattern, :postgres, _opts) do
  where(query, [q], ilike(field(q, :name), ^pattern))
end

def apply_operator(query, :name, :_ilike, pattern, :mysql, _opts) do
  # MySQL doesn't have ILIKE, emulate with LOWER
  where(query, [q], fragment("LOWER(?) LIKE LOWER(?)", field(q, :name), ^pattern))
end

  



  
    
      
    
    
      operator_input(adapter)



        
          
        

    

  


  

      

          @callback operator_input(adapter :: atom()) ::
  {operators :: [atom()], scalar_type :: atom(), description :: String.t()}


      


Returns the operator input type definition for this scalar.
Parameters
	adapter - The database adapter atom (:postgres, :mysql, etc.)

Returns
A tuple {operators, scalar_type, description} where:
	operators - List of operator atoms (e.g., [:_eq, :_neq, :_gt])
	scalar_type - GraphQL scalar type for values (e.g., :string, :integer)
	description - Documentation string for the input type

Examples
def operator_input(:postgres) do
  {[:_eq, :_neq, :_gt, :_gte, :_lt, :_lte, :_in, :_nin, :_is_null,
    :_like, :_ilike, :_starts_with, :_contains],
   :string,
   "PostgreSQL string operators with native ILIKE"}
end

def operator_input(:mysql) do
  {[:_eq, :_neq, :_gt, :_gte, :_lt, :_lte, :_in, :_nin, :_is_null,
    :_like, :_ilike, :_starts_with, :_contains],
   :string,
   "MySQL string operators (ILIKE emulated with LOWER)"}
end

  



  
    
      
    
    
      operator_type_identifier(adapter)


        (optional)


        
          
        

    

  


  

      

          @callback operator_type_identifier(adapter :: atom()) :: atom()


      


Returns the CQL operator input type identifier for this scalar.
This is used to generate the GraphQL input type name. Defaults to a standard
naming convention but can be overridden.
Examples
def operator_type_identifier(:postgres), do: :cql_op_string_input
def operator_type_identifier(:mysql), do: :cql_op_string_input
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GreenFairy.CQL.ScalarMapper 
    



      
Maps Ecto field types to CQL scalar modules.
This module provides the mapping between Ecto schema field types
and their corresponding CQL scalar implementations. It supports:
	Built-in scalars - Common Ecto types (string, integer, datetime, etc.)
	Custom scalars (opt-in) - Explicitly registered via configuration

Usage
iex> ScalarMapper.scalar_for(:string)
GreenFairy.CQL.Scalars.String

iex> ScalarMapper.scalar_for({:array, :string})
GreenFairy.CQL.Scalars.ArrayString
Custom Scalars (Opt-In)
Custom scalars must be explicitly registered in your application config:
# config/config.exs
config :green_fairy, :custom_scalars, %{
  money: MyApp.CQL.Scalars.Money,
  phone_number: MyApp.CQL.Scalars.PhoneNumber,
  duration: MyApp.CQL.Scalars.Duration
}
Then use the custom type in your Ecto schema:
schema "products" do
  field :price, :money  # Maps to MyApp.CQL.Scalars.Money
end
Implementing Custom Scalars
Define your own scalars by implementing the GreenFairy.CQL.Scalar behavior:
defmodule MyApp.CQL.Scalars.Money do
  @behaviour GreenFairy.CQL.Scalar

  @impl true
  def operator_input(:postgres) do
    {[:_eq, :_neq, :_gt, :_gte, :_lt, :_lte, :_is_null],
     :decimal, "Money operators (stored as decimal)"}
  end

  @impl true
  def apply_operator(query, field, :_gt, value, :postgres, opts) do
    binding = Keyword.get(opts, :binding)
    if binding do
      where(query, [{^binding, q}], field(q, ^field) > ^value)
    else
      where(query, [q], field(q, ^field) > ^value)
    end
  end

  @impl true
  def operator_type_identifier(_adapter), do: :cql_op_money_input
end
Lookup Order
	Check custom scalars from application config
	Check built-in scalar mappings
	Return nil if no scalar found


      


      
        Summary


  
    Functions
  


    
      
        operator_input(ecto_type, adapter)

      


        Returns the operator input definition for an Ecto field type and adapter.



    


    
      
        operator_type_identifier(ecto_type)

      


        Returns the operator type identifier for an Ecto field type.



    


    
      
        operator_type_identifier(ecto_type, adapter)

      


        Returns the operator type identifier for an Ecto field type and adapter.



    


    
      
        scalar_for(ecto_type)

      


        Returns the CQL scalar module for an Ecto field type.
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      operator_input(ecto_type, adapter)



        
          
        

    

  


  

Returns the operator input definition for an Ecto field type and adapter.
Returns
{operators, scalar_type, description} tuple or nil if not filterable.
Examples
operator_input(:string, :postgres)
# => {[:_eq, :_neq, :_like, :_ilike, ...], :string, "String operators"}

operator_input(:map, :postgres)
# => nil
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Returns the operator type identifier for an Ecto field type.
Uses a default adapter since most scalars return the same identifier
regardless of adapter. Use the 2-arity version if adapter-specific
behavior is needed.
Examples
operator_type_identifier(:string)
# => :cql_op_string_input

operator_type_identifier({:array, :string})
# => :cql_op_string_array_input

# For GreenFairy enums, returns type-specific identifier:
operator_type_identifier(:order_status)  # if :order_status is a GreenFairy enum
# => :cql_enum_order_status_input

  



  
    
      
    
    
      operator_type_identifier(ecto_type, adapter)



        
          
        

    

  


  

Returns the operator type identifier for an Ecto field type and adapter.
This is used for GraphQL schema generation.
Examples
operator_type_identifier(:string, :postgres)
# => :cql_op_string_input

operator_type_identifier({:array, :string}, :postgres)
# => :cql_op_string_array_input

# For GreenFairy enums:
operator_type_identifier(:order_status, :postgres)  # if :order_status is a GreenFairy enum
# => :cql_enum_order_status_input
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Returns the CQL scalar module for an Ecto field type.
Lookup order:
	Custom scalars from application config
	Built-in scalar mappings
	Returns nil if not found

Parameters
	ecto_type - Ecto field type from schema

Returns
Scalar module atom or nil if type is not filterable.
Examples
scalar_for(:string)
# => GreenFairy.CQL.Scalars.String

scalar_for({:array, :integer})
# => GreenFairy.CQL.Scalars.ArrayInteger

scalar_for(:money)  # with custom scalar configured
# => MyApp.CQL.Scalars.Money

scalar_for(:map)
# => GreenFairy.BuiltIns.Scalars.JSON
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CQL scalar for enum array fields.
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CQL scalar for ID array fields (UUIDs, etc.).
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CQL scalar for integer array fields.
Operators
	:_includes - Array contains value
	:_excludes - Array does not contain value
	:_includes_all - Array contains all values
	:_excludes_all - Array contains none of the values
	:_includes_any - Array contains any of the values
	:_excludes_any - Array does not contain all values
	:_is_empty - Array is empty
	:_is_null - Array is null

Adapter Variations
	PostgreSQL: Native array operators with integer casting
	MySQL/SQLite/MSSQL: JSON-based storage (delegates to ArrayString)
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PostgreSQL native integer array operators
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CQL scalar for string array fields.
Operators
	:_includes - Array contains value
	:_excludes - Array does not contain value
	:_includes_all - Array contains all values
	:_excludes_all - Array contains none of the values
	:_includes_any - Array contains any of the values
	:_excludes_any - Array does not contain all values
	:_is_empty - Array is empty
	:_is_null - Array is null

Adapter Variations
	PostgreSQL: Native array operators (@>, &&)
	MySQL: JSON_CONTAINS, JSON_OVERLAPS
	SQLite: Limited JSON1 support
	MSSQL: OPENJSON with EXISTS
	Exlasticsearch: Native multi-value fields
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ClickHouse array operators for string arrays.
Uses ClickHouse's native array functions:
	has(array, element) - contains element
	hasAll(array, elements) - contains all elements
	hasAny(array, elements) - contains any element
	empty(array) - array is empty
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Generic Ecto array operators.
Provides minimal array support for unknown databases.
Only supports null checking - no containment operators since
array syntax varies too much across databases.
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Exlasticsearch native multi-value field support
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MSSQL OPENJSON array support
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MySQL JSON-based array operators

      


      
        Summary


  
    Functions
  


    
      
        apply_operator(query, field, operator, value, opts)
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PostgreSQL native array operators
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SQLite JSON1 extension array support
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CQL scalar for boolean fields.
Operators
	:_eq / :_neq - Equality/inequality
	:_is_null - Null check

Adapter Variations
	SQL databases (Postgres, MySQL, SQLite, MSSQL): Standard Ecto queries
	Exlasticsearch: Query DSL with term queries
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Ecto/SQL implementation for boolean operators
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        apply_operator(query, field, operator, value, opts)
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Exlasticsearch Query DSL implementation for boolean operators
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Common ANSI SQL operators shared across all database adapters.
This module provides standard SQL operations that work identically
across PostgreSQL, MySQL, SQLite, MSSQL, and other SQL databases.
Database-specific variations (like ILIKE emulation) are handled in
the individual adapter modules.
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    Functions
  


    
      
        apply_contains(query, field, substring, binding)

      


        Applies CONTAINS pattern (case-sensitive).



    


    
      
        apply_ends_with(query, field, suffix, binding)

      


        Applies ENDS WITH pattern (case-sensitive).



    


    
      
        apply_eq(query, field, value, binding)

      


        Applies equality comparison.
Special handling for nil values uses is_nil/1 instead of ==.



    


    
      
        apply_gt(query, field, value, binding)

      


        Applies greater than comparison.



    


    
      
        apply_gte(query, field, value, binding)

      


        Applies greater than or equal comparison.



    


    
      
        apply_in(query, field, values, binding)

      


        Applies IN operator.



    


    
      
        apply_is_null(query, field, bool, binding)

      


        Applies IS NULL check.



    


    
      
        apply_like(query, field, pattern, binding)

      


        Applies LIKE pattern matching (case-sensitive).



    


    
      
        apply_lt(query, field, value, binding)

      


        Applies less than comparison.



    


    
      
        apply_lte(query, field, value, binding)

      


        Applies less than or equal comparison.



    


    
      
        apply_neq(query, field, value, binding)

      


        Applies inequality comparison.



    


    
      
        apply_nin(query, field, values, binding)

      


        Applies NOT IN operator.



    


    
      
        apply_nlike(query, field, pattern, binding)

      


        Applies NOT LIKE pattern matching.



    


    
      
        apply_starts_with(query, field, prefix, binding)

      


        Applies STARTS WITH pattern (case-sensitive).
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Applies CONTAINS pattern (case-sensitive).
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Applies ENDS WITH pattern (case-sensitive).
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Applies equality comparison.
Special handling for nil values uses is_nil/1 instead of ==.
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Applies greater than comparison.
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Applies greater than or equal comparison.
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Applies IN operator.
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Applies IS NULL check.
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Applies LIKE pattern matching (case-sensitive).
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Applies less than comparison.
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Applies less than or equal comparison.
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Applies inequality comparison.
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Applies NOT IN operator.

  



  
    
      
    
    
      apply_nlike(query, field, pattern, binding)



        
          
        

    

  


  

Applies NOT LIKE pattern matching.

  



  
    
      
    
    
      apply_starts_with(query, field, prefix, binding)



        
          
        

    

  


  

Applies STARTS WITH pattern (case-sensitive).

  


        

      


  

  
    
    GreenFairy.CQL.Scalars.Coordinates - GreenFairy v0.3.0
    
    

    


  
  

    
GreenFairy.CQL.Scalars.Coordinates 
    



      
CQL scalar for geographic coordinates (latitude/longitude).
Provides geo-spatial operators including distance and bounding box queries.
Operators
	:_eq / :_neq - Equality/inequality
	:_is_null - Null check
	:_st_dwithin - Distance within radius (PostGIS)
	:_st_within_bounding_box - Within bounding box (PostGIS)

Adapter Variations
	PostgreSQL with PostGIS: Full spatial operator support
	MySQL: Limited spatial support (distance calculations only)
	Other adapters: Basic equality only

Input Format
Coordinates are represented as {lat, lng} tuples or %{lat: lat, lng: lng} maps.
Examples
# Distance within 5000 meters (5km)
where: {
  location: {
    _st_dwithin: {
      point: {lat: 37.7749, lng: -122.4194},
      distance: 5000
    }
  }
}

# Within bounding box
where: {
  location: {
    _st_within_bounding_box: {
      sw: {lat: 37.7, lng: -122.5},
      ne: {lat: 37.8, lng: -122.3}
    }
  }
}

      




  

  
    
    GreenFairy.CQL.Scalars.Coordinates.Generic - GreenFairy v0.3.0
    
    

    


  
  

    
GreenFairy.CQL.Scalars.Coordinates.Generic 
    



      
Generic coordinates operators (equality only)

      


      
        Summary


  
    Functions
  


    
      
        apply_operator(query, field, arg3, value, opts)

      


    


    
      
        operator_input()

      


    





      


      
        Functions


        


  
    
      
    
    
      apply_operator(query, field, arg3, value, opts)



        
          
        

    

  


  


  



  
    
      
    
    
      operator_input()



        
          
        

    

  


  


  


        

      


  

  
    
    GreenFairy.CQL.Scalars.Coordinates.MySQL - GreenFairy v0.3.0
    
    

    


  
  

    
GreenFairy.CQL.Scalars.Coordinates.MySQL 
    



      
MySQL spatial operators (limited support)

      


      
        Summary


  
    Functions
  


    
      
        apply_operator(query, field, arg3, value, opts)

      


    


    
      
        operator_input()

      


    





      


      
        Functions


        


  
    
      
    
    
      apply_operator(query, field, arg3, value, opts)



        
          
        

    

  


  


  



  
    
      
    
    
      operator_input()



        
          
        

    

  


  


  


        

      


  

  
    
    GreenFairy.CQL.Scalars.Coordinates.Postgres - GreenFairy v0.3.0
    
    

    


  
  

    
GreenFairy.CQL.Scalars.Coordinates.Postgres 
    



      
PostgreSQL with PostGIS spatial operators

      


      
        Summary


  
    Functions
  


    
      
        apply_operator(query, field, arg3, value, opts)

      


    


    
      
        operator_input()

      


    





      


      
        Functions


        


  
    
      
    
    
      apply_operator(query, field, arg3, value, opts)



        
          
        

    

  


  


  



  
    
      
    
    
      operator_input()



        
          
        

    

  


  


  


        

      


  

  
    
    GreenFairy.CQL.Scalars.Date - GreenFairy v0.3.0
    
    

    


  
  

    
GreenFairy.CQL.Scalars.Date 
    



      
CQL scalar for date fields.

      




  

  
    
    GreenFairy.CQL.Scalars.DateTime - GreenFairy v0.3.0
    
    

    


  
  

    
GreenFairy.CQL.Scalars.DateTime 
    



      
CQL scalar for datetime fields (utc_datetime, utc_datetime_usec).
Operators
Standard comparison:
	:_eq / :_neq - Equality/inequality
	:_gt / :_gte / :_lt / :_lte - Temporal comparison
	:_in / :_nin - List membership
	:_is_null - Null check
	:_between - Range query

Period operators:
	:_period - Relative time periods (last/next N units)
	:_current_period - Current time period (today, this week, etc.)

Period Operator Examples
# Last 7 days
%{direction: :last, unit: :day, count: 7}

# This week
%{unit: :week}

# Next 3 months
%{direction: :next, unit: :month, count: 3}
Adapter Support
	Ecto (SQL): PostgreSQL, MySQL, SQLite, MSSQL with native date functions
	Exlasticsearch: Uses Elasticsearch date math expressions

Owned Types
This scalar owns the following auxiliary types:
	GreenFairy.CQL.Scalars.DateTime.PeriodDirection - LAST/NEXT enum
	GreenFairy.CQL.Scalars.DateTime.PeriodUnit - HOUR/DAY/WEEK/MONTH/QUARTER/YEAR enum
	GreenFairy.CQL.Scalars.DateTime.PeriodInput - Input for _period operator
	GreenFairy.CQL.Scalars.DateTime.CurrentPeriodInput - Input for _current_period operator


      


      
        Summary


  
    Functions
  


    
      
        auxiliary_types()

      


        Returns the list of auxiliary type modules owned by this scalar.



    





      


      
        Functions


        


  
    
      
    
    
      auxiliary_types()



        
          
        

    

  


  

Returns the list of auxiliary type modules owned by this scalar.
These types are automatically discovered and registered with the schema.

  


        

      


  

  
    
    GreenFairy.CQL.Scalars.DateTime.CurrentPeriodInput - GreenFairy v0.3.0
    
    

    


  
  

    
GreenFairy.CQL.Scalars.DateTime.CurrentPeriodInput 
    



      
Input type for the _current_period operator on date/time fields.
Allows filtering records within the current time period (today, this week, this month, etc.).
Fields
	unit - Time unit defining the current period (HOUR, DAY, WEEK, MONTH, QUARTER, YEAR)

Examples
# Today
{
  _current_period: {
    unit: DAY
  }
}

# This week
{
  _current_period: {
    unit: WEEK
  }
}

# This month
{
  _current_period: {
    unit: MONTH
  }
}

# This quarter
{
  _current_period: {
    unit: QUARTER
  }
}
Database Translation
Each database uses native date functions to calculate the start and end of the current period:
	PostgreSQL: date_trunc('week', NOW()) to date_trunc('week', NOW()) + INTERVAL '1 week'
	MySQL: DATE_SUB(CURDATE(), INTERVAL WEEKDAY(CURDATE()) DAY) to start + 1 WEEK
	SQLite: date('now', 'weekday 0', '-7 days') to date('now', 'weekday 0')
	MSSQL: DATEADD(DAY, 1-DATEPART(WEEKDAY, GETDATE()), CAST(GETDATE() AS DATE))
	Elasticsearch: field: {gte: "now/w", lt: "now/w+1w"}

Week Start Configuration
By default, weeks start on Monday (ISO 8601). Configure via:
config :green_fairy, week_start: :monday  # or :sunday

      


      
        Summary


  
    Functions
  


    
      
        __authorize__(input, context)

      


        Determines which input fields are allowed for the given context.



    


    
      
        __filter_input__(input, context)

      


        Filters input to only include authorized fields.



    





      


      
        Functions


        


  
    
      
    
    
      __authorize__(input, context)



        
          
        

    

  


  

Determines which input fields are allowed for the given context.

  



  
    
      
    
    
      __filter_input__(input, context)



        
          
        

    

  


  

Filters input to only include authorized fields.

  


        

      


  

  
    
    GreenFairy.CQL.Scalars.DateTime.Ecto - GreenFairy v0.3.0
    
    

    


  
  

    
GreenFairy.CQL.Scalars.DateTime.Ecto 
    



      
Ecto/SQL implementation for DateTime operators.
Supports standard comparison operators plus special period operators:
	_between - Range query
	_period - Relative time periods (last/next N units)
	_current_period - Current time period (today, this week, etc.)

Database Support
Works across Postgres, MySQL, SQLite, and MSSQL using adapter-specific
date functions.
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    Functions
  


    
      
        apply_operator(query, field, operator, value, opts)

      


    





      


      
        Functions


        


  
    
      
    
    
      apply_operator(query, field, operator, value, opts)



        
          
        

    

  


  


  


        

      


  

  
    
    GreenFairy.CQL.Scalars.DateTime.Exlasticsearch - GreenFairy v0.3.0
    
    

    


  
  

    
GreenFairy.CQL.Scalars.DateTime.Exlasticsearch 
    



      
Exlasticsearch Query DSL implementation for DateTime operators.
Uses Elasticsearch's native date math for period operators:
	now-7d - 7 days ago
	now/w - Start of current week
	now+1M - 1 month from now

Date Math Reference
Units:
	y - years
	M - months
	w - weeks
	d - days
	h - hours
	m - minutes
	s - seconds

Rounding:
	now/d - Round to start of day
	now/w - Round to start of week
	now/M - Round to start of month
	now/y - Round to start of year


      


      
        Summary


  
    Functions
  


    
      
        apply_operator(query, field, operator, value, opts)

      


    





      


      
        Functions


        


  
    
      
    
    
      apply_operator(query, field, operator, value, opts)



        
          
        

    

  


  


  


        

      


  

  
    
    GreenFairy.CQL.Scalars.DateTime.PeriodDirection - GreenFairy v0.3.0
    
    

    


  
  

    
GreenFairy.CQL.Scalars.DateTime.PeriodDirection 
    



      
Enum for period direction in date/time filtering.
Used with the _period operator to specify whether to filter
records in the past (LAST) or future (NEXT).
Values
	:last - Filter records in the past relative to now
	:next - Filter records in the future relative to now

Example
# Last 7 days
%{direction: :last, unit: :day, count: 7}

# Next 3 months
%{direction: :next, unit: :month, count: 3}

      


      
        Summary


  
    Functions
  


    
      
        parse(value)

      


        Transform an Ecto/database value to its GraphQL enum representation.



    


    
      
        serialize(value)

      


        Transform a GraphQL enum value to its Ecto/database representation.



    





      


      
        Functions


        


  
    
      
    
    
      parse(value)



        
          
        

    

  


  

Transform an Ecto/database value to its GraphQL enum representation.
Default implementation returns the value unchanged. Override this function
to provide custom transformations.

  



  
    
      
    
    
      serialize(value)



        
          
        

    

  


  

Transform a GraphQL enum value to its Ecto/database representation.
Default implementation returns the value unchanged. Override this function
to provide custom transformations.

  


        

      


  

  
    
    GreenFairy.CQL.Scalars.DateTime.PeriodInput - GreenFairy v0.3.0
    
    

    


  
  

    
GreenFairy.CQL.Scalars.DateTime.PeriodInput 
    



      
Input type for the _period operator on date/time fields.
Allows filtering records by relative time periods (last N or next N units).
Fields
	direction - Whether to look in the past (LAST) or future (NEXT)
	unit - Time unit (HOUR, DAY, WEEK, MONTH, QUARTER, YEAR)
	count - Number of units (default: 1)

Examples
# Last 7 days
{
  _period: {
    direction: LAST,
    unit: DAY,
    count: 7
  }
}

# Next 3 months
{
  _period: {
    direction: NEXT,
    unit: MONTH,
    count: 3
  }
}

# Last hour (count defaults to 1)
{
  _period: {
    direction: LAST,
    unit: HOUR
  }
}
Database Translation
	PostgreSQL: field >= NOW() - INTERVAL '7 days' AND field < NOW()
	MySQL: field >= DATE_SUB(NOW(), INTERVAL 7 DAY) AND field < NOW()
	SQLite: field >= datetime('now', '-7 days') AND field < datetime('now')
	MSSQL: field >= DATEADD(DAY, -7, GETDATE()) AND field < GETDATE()
	Elasticsearch: field: {gte: "now-7d", lt: "now"}


      


      
        Summary


  
    Functions
  


    
      
        __authorize__(input, context)

      


        Determines which input fields are allowed for the given context.



    


    
      
        __filter_input__(input, context)

      


        Filters input to only include authorized fields.
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      __authorize__(input, context)



        
          
        

    

  


  

Determines which input fields are allowed for the given context.

  



  
    
      
    
    
      __filter_input__(input, context)



        
          
        

    

  


  

Filters input to only include authorized fields.

  


        

      


  

  
    
    GreenFairy.CQL.Scalars.DateTime.PeriodUnit - GreenFairy v0.3.0
    
    

    


  
  

    
GreenFairy.CQL.Scalars.DateTime.PeriodUnit 
    



      
Enum for time period units in date/time filtering.
Used with _period and _current_period operators to specify
the granularity of time-based filtering.
Values
	:hour - Hour period
	:day - Day period
	:week - Week period (Monday to Sunday by default, configurable)
	:month - Calendar month period
	:quarter - Quarter period (3 months: Q1=Jan-Mar, Q2=Apr-Jun, Q3=Jul-Sep, Q4=Oct-Dec)
	:year - Calendar year period

Examples
# Current week
%{unit: :week}

# Last 30 days
%{direction: :last, unit: :day, count: 30}

# This quarter
%{unit: :quarter}

      


      
        Summary


  
    Functions
  


    
      
        parse(value)

      


        Transform an Ecto/database value to its GraphQL enum representation.



    


    
      
        serialize(value)

      


        Transform a GraphQL enum value to its Ecto/database representation.



    





      


      
        Functions


        


  
    
      
    
    
      parse(value)



        
          
        

    

  


  

Transform an Ecto/database value to its GraphQL enum representation.
Default implementation returns the value unchanged. Override this function
to provide custom transformations.

  



  
    
      
    
    
      serialize(value)



        
          
        

    

  


  

Transform a GraphQL enum value to its Ecto/database representation.
Default implementation returns the value unchanged. Override this function
to provide custom transformations.

  


        

      


  

  
    
    GreenFairy.CQL.Scalars.Decimal - GreenFairy v0.3.0
    
    

    


  
  

    
GreenFairy.CQL.Scalars.Decimal 
    



      
CQL scalar for decimal fields.
Provides numeric comparison operators identical to Integer.
Adapter Variations
	SQL databases (Postgres, MySQL, SQLite, MSSQL): Standard Ecto queries
	Exlasticsearch: Query DSL with term, range, and terms queries


      




  

  
    
    GreenFairy.CQL.Scalars.Decimal.Ecto - GreenFairy v0.3.0
    
    

    


  
  

    
GreenFairy.CQL.Scalars.Decimal.Ecto 
    



      
Ecto/SQL implementation for decimal operators (delegates to Integer.Ecto)

      


      
        Summary


  
    Functions
  


    
      
        apply_operator(query, field, operator, value, opts)

      


    





      


      
        Functions


        


  
    
      
    
    
      apply_operator(query, field, operator, value, opts)



        
          
        

    

  


  


  


        

      


  

  
    
    GreenFairy.CQL.Scalars.Decimal.Exlasticsearch - GreenFairy v0.3.0
    
    

    


  
  

    
GreenFairy.CQL.Scalars.Decimal.Exlasticsearch 
    



      
Exlasticsearch Query DSL implementation for decimal operators (delegates to Integer.Exlasticsearch)

      


      
        Summary


  
    Functions
  


    
      
        apply_operator(query, field, operator, value, opts)

      


    





      


      
        Functions


        


  
    
      
    
    
      apply_operator(query, field, operator, value, opts)



        
          
        

    

  


  


  


        

      


  

  
    
    GreenFairy.CQL.Scalars.Enum - GreenFairy v0.3.0
    
    

    


  
  

    
GreenFairy.CQL.Scalars.Enum 
    



      
CQL scalar for enum fields (Ecto.Enum and EctoEnum).
Operators
	:_eq / :_neq - Equality/inequality
	:_in / :_nin - List membership
	:_is_null - Null check

Note: Enums don't support comparison operators like _gt, _lt.

      




  

  
    
    GreenFairy.CQL.Scalars.Float - GreenFairy v0.3.0
    
    

    


  
  

    
GreenFairy.CQL.Scalars.Float 
    



      
CQL scalar for float fields.
Provides numeric comparison operators identical to Integer.
Adapter Variations
	SQL databases (Postgres, MySQL, SQLite, MSSQL): Standard Ecto queries
	Exlasticsearch: Query DSL with term, range, and terms queries


      




  

  
    
    GreenFairy.CQL.Scalars.Float.Ecto - GreenFairy v0.3.0
    
    

    


  
  

    
GreenFairy.CQL.Scalars.Float.Ecto 
    



      
Ecto/SQL implementation for float operators (delegates to Integer.Ecto)

      


      
        Summary


  
    Functions
  


    
      
        apply_operator(query, field, operator, value, opts)

      


    





      


      
        Functions


        


  
    
      
    
    
      apply_operator(query, field, operator, value, opts)



        
          
        

    

  


  


  


        

      


  

  
    
    GreenFairy.CQL.Scalars.Float.Exlasticsearch - GreenFairy v0.3.0
    
    

    


  
  

    
GreenFairy.CQL.Scalars.Float.Exlasticsearch 
    



      
Exlasticsearch Query DSL implementation for float operators (delegates to Integer.Exlasticsearch)

      


      
        Summary


  
    Functions
  


    
      
        apply_operator(query, field, operator, value, opts)

      


    





      


      
        Functions


        


  
    
      
    
    
      apply_operator(query, field, operator, value, opts)



        
          
        

    

  


  


  


        

      


  

  
    
    GreenFairy.CQL.Scalars.ID - GreenFairy v0.3.0
    
    

    


  
  

    
GreenFairy.CQL.Scalars.ID 
    



      
CQL scalar for ID fields (UUID, integer primary keys, etc.).
Operators
	:_eq / :_neq - Equality/inequality
	:_in / :_nin - List membership
	:_is_null - Null check

Note: IDs don't support comparison operators like _gt, _lt.
Adapter Variations
	SQL databases (Postgres, MySQL, SQLite, MSSQL): Standard Ecto queries
	Exlasticsearch: Query DSL with term and terms queries


      




  

  
    
    GreenFairy.CQL.Scalars.ID.Ecto - GreenFairy v0.3.0
    
    

    


  
  

    
GreenFairy.CQL.Scalars.ID.Ecto 
    



      
Ecto/SQL implementation for ID operators

      


      
        Summary


  
    Functions
  


    
      
        apply_operator(query, field, operator, value, opts)

      


    





      


      
        Functions


        


  
    
      
    
    
      apply_operator(query, field, operator, value, opts)



        
          
        

    

  


  


  


        

      


  

  
    
    GreenFairy.CQL.Scalars.ID.Exlasticsearch - GreenFairy v0.3.0
    
    

    


  
  

    
GreenFairy.CQL.Scalars.ID.Exlasticsearch 
    



      
Exlasticsearch Query DSL implementation for ID operators

      


      
        Summary


  
    Functions
  


    
      
        apply_operator(query, field, operator, value, opts)

      


    





      


      
        Functions


        


  
    
      
    
    
      apply_operator(query, field, operator, value, opts)



        
          
        

    

  


  


  


        

      


  

  
    
    GreenFairy.CQL.Scalars.Integer - GreenFairy v0.3.0
    
    

    


  
  

    
GreenFairy.CQL.Scalars.Integer 
    



      
CQL scalar for integer fields.
Provides numeric comparison operators.
Operators
	:_eq / :_neq - Equality/inequality
	:_gt / :_gte / :_lt / :_lte - Numeric comparison
	:_in / :_nin - List membership
	:_is_null - Null check

Adapter Variations
	SQL databases (Postgres, MySQL, SQLite, MSSQL): Standard Ecto queries
	Exlasticsearch: Query DSL with term, range, and terms queries


      




  

  
    
    GreenFairy.CQL.Scalars.Integer.Ecto - GreenFairy v0.3.0
    
    

    


  
  

    
GreenFairy.CQL.Scalars.Integer.Ecto 
    



      
Ecto/SQL implementation for integer operators

      


      
        Summary


  
    Functions
  


    
      
        apply_operator(query, field, operator, value, opts)
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      apply_operator(query, field, operator, value, opts)



        
          
        

    

  


  


  


        

      


  

  
    
    GreenFairy.CQL.Scalars.Integer.Exlasticsearch - GreenFairy v0.3.0
    
    

    


  
  

    
GreenFairy.CQL.Scalars.Integer.Exlasticsearch 
    



      
Exlasticsearch Query DSL implementation for integer operators

      


      
        Summary


  
    Functions
  


    
      
        apply_operator(query, field, operator, value, opts)
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      apply_operator(query, field, operator, value, opts)



        
          
        

    

  


  


  


        

      


  

  
    
    GreenFairy.CQL.Scalars.NaiveDateTime - GreenFairy v0.3.0
    
    

    


  
  

    
GreenFairy.CQL.Scalars.NaiveDateTime 
    



      
CQL scalar for naive datetime fields (naive_datetime, naive_datetime_usec).

      




  

  
    
    GreenFairy.CQL.Scalars.String - GreenFairy v0.3.0
    
    

    


  
  

    
GreenFairy.CQL.Scalars.String 
    



      
CQL scalar for string fields.
Provides string comparison and pattern matching operators,
delegating to adapter-specific implementations.
Operators
	:_eq / :_neq - Equality/inequality
	:_gt / :_gte / :_lt / :_lte - Comparison
	:_in / :_nin - List membership
	:_like / :_nlike - Pattern matching (case-sensitive)
	:_ilike / :_nilike - Pattern matching (case-insensitive)
	:_starts_with / :_istarts_with - Prefix matching
	:_ends_with / :_iends_with - Suffix matching
	:_contains / :_icontains - Substring matching
	:_is_null - Null check

Adapter Variations
	PostgreSQL: Native ILIKE support
	MySQL/SQLite/MSSQL: Emulate ILIKE with LOWER() LIKE LOWER()
	Exlasticsearch: Full-text search operators (:_match, :_fuzzy)


      




  

  
    
    GreenFairy.CQL.Scalars.String.ClickHouse - GreenFairy v0.3.0
    
    

    


  
  

    
GreenFairy.CQL.Scalars.String.ClickHouse 
    



      
ClickHouse string operators.
ClickHouse has native ilike() function (since 21.12+) for case-insensitive matching.

      


      
        Summary


  
    Functions
  


    
      
        apply_icontains(query, field, substring, binding)

      


    


    
      
        apply_iends_with(query, field, suffix, binding)

      


    


    
      
        apply_ilike(query, field, pattern, binding)

      


    


    
      
        apply_istarts_with(query, field, prefix, binding)

      


    


    
      
        apply_nilike(query, field, pattern, binding)

      


    


    
      
        apply_operator(query, field, operator, value, opts)

      


    


    
      
        operator_input()
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      apply_icontains(query, field, substring, binding)



        
          
        

    

  


  


  



  
    
      
    
    
      apply_iends_with(query, field, suffix, binding)



        
          
        

    

  


  


  



  
    
      
    
    
      apply_ilike(query, field, pattern, binding)



        
          
        

    

  


  


  



  
    
      
    
    
      apply_istarts_with(query, field, prefix, binding)



        
          
        

    

  


  


  



  
    
      
    
    
      apply_nilike(query, field, pattern, binding)



        
          
        

    

  


  


  



  
    
      
    
    
      apply_operator(query, field, operator, value, opts)
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    GreenFairy.CQL.Scalars.String.Ecto - GreenFairy v0.3.0
    
    

    


  
  

    
GreenFairy.CQL.Scalars.String.Ecto 
    



      
Generic Ecto string operators.
Only includes standard SQL operators that work across all databases.
No ILIKE or case-insensitive operators (too database-specific to emulate safely).
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        apply_operator(query, field, operator, value, opts)

      


    


    
      
        operator_input()
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      apply_operator(query, field, operator, value, opts)
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    GreenFairy.CQL.Scalars.String.Exlasticsearch - GreenFairy v0.3.0
    
    

    


  
  

    
GreenFairy.CQL.Scalars.String.Exlasticsearch 
    



      
Exlasticsearch string operators with full-text search
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        apply_operator(query, field, operator, value, opts)

      


    


    
      
        operator_input()
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      apply_operator(query, field, operator, value, opts)



        
          
        

    

  


  


  



  
    
      
    
    
      operator_input()



        
          
        

    

  


  


  


        

      


  

  
    
    GreenFairy.CQL.Scalars.String.MSSQL - GreenFairy v0.3.0
    
    

    


  
  

    
GreenFairy.CQL.Scalars.String.MSSQL 
    



      
MSSQL string operators with Latin1_General_CI_AS collation for case-insensitive operations

      


      
        Summary


  
    Functions
  


    
      
        apply_contains(query, field, substring, binding)

      


        See GreenFairy.CQL.Scalars.CommonSQL.apply_contains/4.



    


    
      
        apply_ends_with(query, field, suffix, binding)

      


        See GreenFairy.CQL.Scalars.CommonSQL.apply_ends_with/4.



    


    
      
        apply_eq(query, field, value, binding)

      


        See GreenFairy.CQL.Scalars.CommonSQL.apply_eq/4.



    


    
      
        apply_gt(query, field, value, binding)

      


        See GreenFairy.CQL.Scalars.CommonSQL.apply_gt/4.



    


    
      
        apply_gte(query, field, value, binding)

      


        See GreenFairy.CQL.Scalars.CommonSQL.apply_gte/4.



    


    
      
        apply_icontains(query, field, substring, binding)

      


    


    
      
        apply_iends_with(query, field, suffix, binding)

      


    


    
      
        apply_ilike(query, field, pattern, binding)

      


    


    
      
        apply_in(query, field, value, binding)

      


        See GreenFairy.CQL.Scalars.CommonSQL.apply_in/4.



    


    
      
        apply_is_null(query, field, value, binding)

      


        See GreenFairy.CQL.Scalars.CommonSQL.apply_is_null/4.



    


    
      
        apply_istarts_with(query, field, prefix, binding)

      


    


    
      
        apply_like(query, field, pattern, binding)

      


        See GreenFairy.CQL.Scalars.CommonSQL.apply_like/4.



    


    
      
        apply_lt(query, field, value, binding)

      


        See GreenFairy.CQL.Scalars.CommonSQL.apply_lt/4.



    


    
      
        apply_lte(query, field, value, binding)

      


        See GreenFairy.CQL.Scalars.CommonSQL.apply_lte/4.



    


    
      
        apply_neq(query, field, value, binding)

      


        See GreenFairy.CQL.Scalars.CommonSQL.apply_neq/4.



    


    
      
        apply_nilike(query, field, pattern, binding)

      


    


    
      
        apply_nin(query, field, value, binding)

      


        See GreenFairy.CQL.Scalars.CommonSQL.apply_nin/4.



    


    
      
        apply_nlike(query, field, pattern, binding)

      


        See GreenFairy.CQL.Scalars.CommonSQL.apply_nlike/4.



    


    
      
        apply_operator(query, field, operator, value, opts)

      


    


    
      
        apply_starts_with(query, field, prefix, binding)

      


        See GreenFairy.CQL.Scalars.CommonSQL.apply_starts_with/4.



    


    
      
        operator_input()

      


        See GreenFairy.CQL.Scalars.String.MySQL.operator_input/0.



    





      


      
        Functions


        


  
    
      
    
    
      apply_contains(query, field, substring, binding)



        
          
        

    

  


  

See GreenFairy.CQL.Scalars.CommonSQL.apply_contains/4.

  



  
    
      
    
    
      apply_ends_with(query, field, suffix, binding)



        
          
        

    

  


  

See GreenFairy.CQL.Scalars.CommonSQL.apply_ends_with/4.

  



  
    
      
    
    
      apply_eq(query, field, value, binding)



        
          
        

    

  


  

See GreenFairy.CQL.Scalars.CommonSQL.apply_eq/4.

  



  
    
      
    
    
      apply_gt(query, field, value, binding)



        
          
        

    

  


  

See GreenFairy.CQL.Scalars.CommonSQL.apply_gt/4.

  



  
    
      
    
    
      apply_gte(query, field, value, binding)



        
          
        

    

  


  

See GreenFairy.CQL.Scalars.CommonSQL.apply_gte/4.

  



  
    
      
    
    
      apply_icontains(query, field, substring, binding)



        
          
        

    

  


  


  



  
    
      
    
    
      apply_iends_with(query, field, suffix, binding)



        
          
        

    

  


  


  



  
    
      
    
    
      apply_ilike(query, field, pattern, binding)



        
          
        

    

  


  


  



  
    
      
    
    
      apply_in(query, field, value, binding)



        
          
        

    

  


  

See GreenFairy.CQL.Scalars.CommonSQL.apply_in/4.

  



  
    
      
    
    
      apply_is_null(query, field, value, binding)



        
          
        

    

  


  

See GreenFairy.CQL.Scalars.CommonSQL.apply_is_null/4.

  



  
    
      
    
    
      apply_istarts_with(query, field, prefix, binding)



        
          
        

    

  


  


  



  
    
      
    
    
      apply_like(query, field, pattern, binding)



        
          
        

    

  


  

See GreenFairy.CQL.Scalars.CommonSQL.apply_like/4.

  



  
    
      
    
    
      apply_lt(query, field, value, binding)



        
          
        

    

  


  

See GreenFairy.CQL.Scalars.CommonSQL.apply_lt/4.

  



  
    
      
    
    
      apply_lte(query, field, value, binding)



        
          
        

    

  


  

See GreenFairy.CQL.Scalars.CommonSQL.apply_lte/4.

  



  
    
      
    
    
      apply_neq(query, field, value, binding)



        
          
        

    

  


  

See GreenFairy.CQL.Scalars.CommonSQL.apply_neq/4.

  



  
    
      
    
    
      apply_nilike(query, field, pattern, binding)



        
          
        

    

  


  


  



  
    
      
    
    
      apply_nin(query, field, value, binding)



        
          
        

    

  


  

See GreenFairy.CQL.Scalars.CommonSQL.apply_nin/4.

  



  
    
      
    
    
      apply_nlike(query, field, pattern, binding)



        
          
        

    

  


  

See GreenFairy.CQL.Scalars.CommonSQL.apply_nlike/4.

  



  
    
      
    
    
      apply_operator(query, field, operator, value, opts)



        
          
        

    

  


  


  



  
    
      
    
    
      apply_starts_with(query, field, prefix, binding)



        
          
        

    

  


  

See GreenFairy.CQL.Scalars.CommonSQL.apply_starts_with/4.

  



  
    
      
    
    
      operator_input()



        
          
        

    

  


  

See GreenFairy.CQL.Scalars.String.MySQL.operator_input/0.

  


        

      


  

  
    
    GreenFairy.CQL.Scalars.String.MySQL - GreenFairy v0.3.0
    
    

    


  
  

    
GreenFairy.CQL.Scalars.String.MySQL 
    



      
MySQL string operators with ILIKE emulated via LOWER()

      


      
        Summary


  
    Functions
  


    
      
        apply_contains(query, field, substring, binding)

      


        See GreenFairy.CQL.Scalars.CommonSQL.apply_contains/4.



    


    
      
        apply_ends_with(query, field, suffix, binding)

      


        See GreenFairy.CQL.Scalars.CommonSQL.apply_ends_with/4.



    


    
      
        apply_eq(query, field, value, binding)

      


        See GreenFairy.CQL.Scalars.CommonSQL.apply_eq/4.



    


    
      
        apply_gt(query, field, value, binding)

      


        See GreenFairy.CQL.Scalars.CommonSQL.apply_gt/4.



    


    
      
        apply_gte(query, field, value, binding)

      


        See GreenFairy.CQL.Scalars.CommonSQL.apply_gte/4.



    


    
      
        apply_icontains(query, field, substring, binding)

      


    


    
      
        apply_iends_with(query, field, suffix, binding)

      


    


    
      
        apply_ilike(query, field, pattern, binding)

      


    


    
      
        apply_in(query, field, value, binding)

      


        See GreenFairy.CQL.Scalars.CommonSQL.apply_in/4.



    


    
      
        apply_is_null(query, field, value, binding)

      


        See GreenFairy.CQL.Scalars.CommonSQL.apply_is_null/4.



    


    
      
        apply_istarts_with(query, field, prefix, binding)

      


    


    
      
        apply_like(query, field, pattern, binding)

      


        See GreenFairy.CQL.Scalars.CommonSQL.apply_like/4.



    


    
      
        apply_lt(query, field, value, binding)

      


        See GreenFairy.CQL.Scalars.CommonSQL.apply_lt/4.



    


    
      
        apply_lte(query, field, value, binding)

      


        See GreenFairy.CQL.Scalars.CommonSQL.apply_lte/4.



    


    
      
        apply_neq(query, field, value, binding)

      


        See GreenFairy.CQL.Scalars.CommonSQL.apply_neq/4.



    


    
      
        apply_nilike(query, field, pattern, binding)

      


    


    
      
        apply_nin(query, field, value, binding)

      


        See GreenFairy.CQL.Scalars.CommonSQL.apply_nin/4.



    


    
      
        apply_nlike(query, field, pattern, binding)

      


        See GreenFairy.CQL.Scalars.CommonSQL.apply_nlike/4.



    


    
      
        apply_operator(query, field, operator, value, opts)

      


    


    
      
        apply_starts_with(query, field, prefix, binding)

      


        See GreenFairy.CQL.Scalars.CommonSQL.apply_starts_with/4.



    


    
      
        operator_input()

      


    





      


      
        Functions


        


  
    
      
    
    
      apply_contains(query, field, substring, binding)



        
          
        

    

  


  

See GreenFairy.CQL.Scalars.CommonSQL.apply_contains/4.

  



  
    
      
    
    
      apply_ends_with(query, field, suffix, binding)



        
          
        

    

  


  

See GreenFairy.CQL.Scalars.CommonSQL.apply_ends_with/4.

  



  
    
      
    
    
      apply_eq(query, field, value, binding)



        
          
        

    

  


  

See GreenFairy.CQL.Scalars.CommonSQL.apply_eq/4.

  



  
    
      
    
    
      apply_gt(query, field, value, binding)



        
          
        

    

  


  

See GreenFairy.CQL.Scalars.CommonSQL.apply_gt/4.

  



  
    
      
    
    
      apply_gte(query, field, value, binding)



        
          
        

    

  


  

See GreenFairy.CQL.Scalars.CommonSQL.apply_gte/4.

  



  
    
      
    
    
      apply_icontains(query, field, substring, binding)



        
          
        

    

  


  


  



  
    
      
    
    
      apply_iends_with(query, field, suffix, binding)



        
          
        

    

  


  


  



  
    
      
    
    
      apply_ilike(query, field, pattern, binding)



        
          
        

    

  


  


  



  
    
      
    
    
      apply_in(query, field, value, binding)



        
          
        

    

  


  

See GreenFairy.CQL.Scalars.CommonSQL.apply_in/4.

  



  
    
      
    
    
      apply_is_null(query, field, value, binding)



        
          
        

    

  


  

See GreenFairy.CQL.Scalars.CommonSQL.apply_is_null/4.

  



  
    
      
    
    
      apply_istarts_with(query, field, prefix, binding)



        
          
        

    

  


  


  



  
    
      
    
    
      apply_like(query, field, pattern, binding)



        
          
        

    

  


  

See GreenFairy.CQL.Scalars.CommonSQL.apply_like/4.

  



  
    
      
    
    
      apply_lt(query, field, value, binding)



        
          
        

    

  


  

See GreenFairy.CQL.Scalars.CommonSQL.apply_lt/4.

  



  
    
      
    
    
      apply_lte(query, field, value, binding)



        
          
        

    

  


  

See GreenFairy.CQL.Scalars.CommonSQL.apply_lte/4.

  



  
    
      
    
    
      apply_neq(query, field, value, binding)



        
          
        

    

  


  

See GreenFairy.CQL.Scalars.CommonSQL.apply_neq/4.

  



  
    
      
    
    
      apply_nilike(query, field, pattern, binding)



        
          
        

    

  


  


  



  
    
      
    
    
      apply_nin(query, field, value, binding)



        
          
        

    

  


  

See GreenFairy.CQL.Scalars.CommonSQL.apply_nin/4.

  



  
    
      
    
    
      apply_nlike(query, field, pattern, binding)



        
          
        

    

  


  

See GreenFairy.CQL.Scalars.CommonSQL.apply_nlike/4.

  



  
    
      
    
    
      apply_operator(query, field, operator, value, opts)



        
          
        

    

  


  


  



  
    
      
    
    
      apply_starts_with(query, field, prefix, binding)



        
          
        

    

  


  

See GreenFairy.CQL.Scalars.CommonSQL.apply_starts_with/4.

  



  
    
      
    
    
      operator_input()



        
          
        

    

  


  


  


        

      


  

  
    
    GreenFairy.CQL.Scalars.String.Postgres - GreenFairy v0.3.0
    
    

    


  
  

    
GreenFairy.CQL.Scalars.String.Postgres 
    



      
PostgreSQL string operators with native ILIKE support

      


      
        Summary


  
    Functions
  


    
      
        apply_contains(query, field, substring, binding)

      


        See GreenFairy.CQL.Scalars.CommonSQL.apply_contains/4.



    


    
      
        apply_ends_with(query, field, suffix, binding)

      


        See GreenFairy.CQL.Scalars.CommonSQL.apply_ends_with/4.



    


    
      
        apply_eq(query, field, value, binding)

      


        See GreenFairy.CQL.Scalars.CommonSQL.apply_eq/4.



    


    
      
        apply_gt(query, field, value, binding)

      


        See GreenFairy.CQL.Scalars.CommonSQL.apply_gt/4.



    


    
      
        apply_gte(query, field, value, binding)

      


        See GreenFairy.CQL.Scalars.CommonSQL.apply_gte/4.



    


    
      
        apply_icontains(query, field, substring, binding)

      


    


    
      
        apply_iends_with(query, field, suffix, binding)

      


    


    
      
        apply_ilike(query, field, pattern, binding)

      


    


    
      
        apply_in(query, field, value, binding)

      


        See GreenFairy.CQL.Scalars.CommonSQL.apply_in/4.



    


    
      
        apply_is_null(query, field, value, binding)

      


        See GreenFairy.CQL.Scalars.CommonSQL.apply_is_null/4.



    


    
      
        apply_istarts_with(query, field, prefix, binding)

      


    


    
      
        apply_like(query, field, pattern, binding)

      


        See GreenFairy.CQL.Scalars.CommonSQL.apply_like/4.



    


    
      
        apply_lt(query, field, value, binding)

      


        See GreenFairy.CQL.Scalars.CommonSQL.apply_lt/4.



    


    
      
        apply_lte(query, field, value, binding)

      


        See GreenFairy.CQL.Scalars.CommonSQL.apply_lte/4.



    


    
      
        apply_neq(query, field, value, binding)

      


        See GreenFairy.CQL.Scalars.CommonSQL.apply_neq/4.



    


    
      
        apply_nilike(query, field, pattern, binding)

      


    


    
      
        apply_nin(query, field, value, binding)

      


        See GreenFairy.CQL.Scalars.CommonSQL.apply_nin/4.



    


    
      
        apply_nlike(query, field, pattern, binding)

      


        See GreenFairy.CQL.Scalars.CommonSQL.apply_nlike/4.



    


    
      
        apply_operator(query, field, operator, value, opts)

      


    


    
      
        apply_starts_with(query, field, prefix, binding)

      


        See GreenFairy.CQL.Scalars.CommonSQL.apply_starts_with/4.



    


    
      
        operator_input()

      


    





      


      
        Functions


        


  
    
      
    
    
      apply_contains(query, field, substring, binding)



        
          
        

    

  


  

See GreenFairy.CQL.Scalars.CommonSQL.apply_contains/4.

  



  
    
      
    
    
      apply_ends_with(query, field, suffix, binding)



        
          
        

    

  


  

See GreenFairy.CQL.Scalars.CommonSQL.apply_ends_with/4.

  



  
    
      
    
    
      apply_eq(query, field, value, binding)



        
          
        

    

  


  

See GreenFairy.CQL.Scalars.CommonSQL.apply_eq/4.

  



  
    
      
    
    
      apply_gt(query, field, value, binding)



        
          
        

    

  


  

See GreenFairy.CQL.Scalars.CommonSQL.apply_gt/4.

  



  
    
      
    
    
      apply_gte(query, field, value, binding)



        
          
        

    

  


  

See GreenFairy.CQL.Scalars.CommonSQL.apply_gte/4.

  



  
    
      
    
    
      apply_icontains(query, field, substring, binding)



        
          
        

    

  


  


  



  
    
      
    
    
      apply_iends_with(query, field, suffix, binding)



        
          
        

    

  


  


  



  
    
      
    
    
      apply_ilike(query, field, pattern, binding)



        
          
        

    

  


  


  



  
    
      
    
    
      apply_in(query, field, value, binding)



        
          
        

    

  


  

See GreenFairy.CQL.Scalars.CommonSQL.apply_in/4.

  



  
    
      
    
    
      apply_is_null(query, field, value, binding)



        
          
        

    

  


  

See GreenFairy.CQL.Scalars.CommonSQL.apply_is_null/4.

  



  
    
      
    
    
      apply_istarts_with(query, field, prefix, binding)



        
          
        

    

  


  


  



  
    
      
    
    
      apply_like(query, field, pattern, binding)



        
          
        

    

  


  

See GreenFairy.CQL.Scalars.CommonSQL.apply_like/4.

  



  
    
      
    
    
      apply_lt(query, field, value, binding)



        
          
        

    

  


  

See GreenFairy.CQL.Scalars.CommonSQL.apply_lt/4.

  



  
    
      
    
    
      apply_lte(query, field, value, binding)



        
          
        

    

  


  

See GreenFairy.CQL.Scalars.CommonSQL.apply_lte/4.

  



  
    
      
    
    
      apply_neq(query, field, value, binding)



        
          
        

    

  


  

See GreenFairy.CQL.Scalars.CommonSQL.apply_neq/4.

  



  
    
      
    
    
      apply_nilike(query, field, pattern, binding)



        
          
        

    

  


  


  



  
    
      
    
    
      apply_nin(query, field, value, binding)



        
          
        

    

  


  

See GreenFairy.CQL.Scalars.CommonSQL.apply_nin/4.

  



  
    
      
    
    
      apply_nlike(query, field, pattern, binding)



        
          
        

    

  


  

See GreenFairy.CQL.Scalars.CommonSQL.apply_nlike/4.

  



  
    
      
    
    
      apply_operator(query, field, operator, value, opts)



        
          
        

    

  


  


  



  
    
      
    
    
      apply_starts_with(query, field, prefix, binding)



        
          
        

    

  


  

See GreenFairy.CQL.Scalars.CommonSQL.apply_starts_with/4.

  



  
    
      
    
    
      operator_input()



        
          
        

    

  


  


  


        

      


  

  
    
    GreenFairy.CQL.Scalars.String.SQLite - GreenFairy v0.3.0
    
    

    


  
  

    
GreenFairy.CQL.Scalars.String.SQLite 
    



      
SQLite string operators with COLLATE NOCASE for case-insensitive operations

      


      
        Summary


  
    Functions
  


    
      
        apply_contains(query, field, substring, binding)

      


        See GreenFairy.CQL.Scalars.CommonSQL.apply_contains/4.



    


    
      
        apply_ends_with(query, field, suffix, binding)

      


        See GreenFairy.CQL.Scalars.CommonSQL.apply_ends_with/4.



    


    
      
        apply_eq(query, field, value, binding)

      


        See GreenFairy.CQL.Scalars.CommonSQL.apply_eq/4.



    


    
      
        apply_gt(query, field, value, binding)

      


        See GreenFairy.CQL.Scalars.CommonSQL.apply_gt/4.



    


    
      
        apply_gte(query, field, value, binding)

      


        See GreenFairy.CQL.Scalars.CommonSQL.apply_gte/4.



    


    
      
        apply_icontains(query, field, substring, binding)

      


    


    
      
        apply_iends_with(query, field, suffix, binding)

      


    


    
      
        apply_ilike(query, field, pattern, binding)

      


    


    
      
        apply_in(query, field, value, binding)

      


        See GreenFairy.CQL.Scalars.CommonSQL.apply_in/4.



    


    
      
        apply_is_null(query, field, value, binding)

      


        See GreenFairy.CQL.Scalars.CommonSQL.apply_is_null/4.



    


    
      
        apply_istarts_with(query, field, prefix, binding)

      


    


    
      
        apply_like(query, field, pattern, binding)

      


        See GreenFairy.CQL.Scalars.CommonSQL.apply_like/4.



    


    
      
        apply_lt(query, field, value, binding)

      


        See GreenFairy.CQL.Scalars.CommonSQL.apply_lt/4.



    


    
      
        apply_lte(query, field, value, binding)

      


        See GreenFairy.CQL.Scalars.CommonSQL.apply_lte/4.



    


    
      
        apply_neq(query, field, value, binding)

      


        See GreenFairy.CQL.Scalars.CommonSQL.apply_neq/4.



    


    
      
        apply_nilike(query, field, pattern, binding)

      


    


    
      
        apply_nin(query, field, value, binding)

      


        See GreenFairy.CQL.Scalars.CommonSQL.apply_nin/4.



    


    
      
        apply_nlike(query, field, pattern, binding)

      


        See GreenFairy.CQL.Scalars.CommonSQL.apply_nlike/4.



    


    
      
        apply_operator(query, field, operator, value, opts)

      


    


    
      
        apply_starts_with(query, field, prefix, binding)

      


        See GreenFairy.CQL.Scalars.CommonSQL.apply_starts_with/4.



    


    
      
        operator_input()

      


        See GreenFairy.CQL.Scalars.String.MySQL.operator_input/0.



    





      


      
        Functions


        


  
    
      
    
    
      apply_contains(query, field, substring, binding)



        
          
        

    

  


  

See GreenFairy.CQL.Scalars.CommonSQL.apply_contains/4.

  



  
    
      
    
    
      apply_ends_with(query, field, suffix, binding)



        
          
        

    

  


  

See GreenFairy.CQL.Scalars.CommonSQL.apply_ends_with/4.

  



  
    
      
    
    
      apply_eq(query, field, value, binding)



        
          
        

    

  


  

See GreenFairy.CQL.Scalars.CommonSQL.apply_eq/4.

  



  
    
      
    
    
      apply_gt(query, field, value, binding)



        
          
        

    

  


  

See GreenFairy.CQL.Scalars.CommonSQL.apply_gt/4.

  



  
    
      
    
    
      apply_gte(query, field, value, binding)



        
          
        

    

  


  

See GreenFairy.CQL.Scalars.CommonSQL.apply_gte/4.

  



  
    
      
    
    
      apply_icontains(query, field, substring, binding)



        
          
        

    

  


  


  



  
    
      
    
    
      apply_iends_with(query, field, suffix, binding)



        
          
        

    

  


  


  



  
    
      
    
    
      apply_ilike(query, field, pattern, binding)



        
          
        

    

  


  


  



  
    
      
    
    
      apply_in(query, field, value, binding)



        
          
        

    

  


  

See GreenFairy.CQL.Scalars.CommonSQL.apply_in/4.

  



  
    
      
    
    
      apply_is_null(query, field, value, binding)



        
          
        

    

  


  

See GreenFairy.CQL.Scalars.CommonSQL.apply_is_null/4.

  



  
    
      
    
    
      apply_istarts_with(query, field, prefix, binding)



        
          
        

    

  


  


  



  
    
      
    
    
      apply_like(query, field, pattern, binding)



        
          
        

    

  


  

See GreenFairy.CQL.Scalars.CommonSQL.apply_like/4.

  



  
    
      
    
    
      apply_lt(query, field, value, binding)



        
          
        

    

  


  

See GreenFairy.CQL.Scalars.CommonSQL.apply_lt/4.

  



  
    
      
    
    
      apply_lte(query, field, value, binding)



        
          
        

    

  


  

See GreenFairy.CQL.Scalars.CommonSQL.apply_lte/4.

  



  
    
      
    
    
      apply_neq(query, field, value, binding)



        
          
        

    

  


  

See GreenFairy.CQL.Scalars.CommonSQL.apply_neq/4.

  



  
    
      
    
    
      apply_nilike(query, field, pattern, binding)



        
          
        

    

  


  


  



  
    
      
    
    
      apply_nin(query, field, value, binding)



        
          
        

    

  


  

See GreenFairy.CQL.Scalars.CommonSQL.apply_nin/4.

  



  
    
      
    
    
      apply_nlike(query, field, pattern, binding)



        
          
        

    

  


  

See GreenFairy.CQL.Scalars.CommonSQL.apply_nlike/4.

  



  
    
      
    
    
      apply_operator(query, field, operator, value, opts)



        
          
        

    

  


  


  



  
    
      
    
    
      apply_starts_with(query, field, prefix, binding)



        
          
        

    

  


  

See GreenFairy.CQL.Scalars.CommonSQL.apply_starts_with/4.

  



  
    
      
    
    
      operator_input()



        
          
        

    

  


  

See GreenFairy.CQL.Scalars.String.MySQL.operator_input/0.

  


        

      


  

  
    
    GreenFairy.CQL.Scalars.Time - GreenFairy v0.3.0
    
    

    


  
  

    
GreenFairy.CQL.Scalars.Time 
    



      
CQL scalar for time fields (time, time_usec).

      




  

  
    
    GreenFairy.CQL.Schema - GreenFairy v0.3.0
    
    

    


  
  

    
GreenFairy.CQL.Schema 
    



      
Schema integration for CQL filter types.
Include this module in your schema to generate all CQL operator and filter input types.
Usage
defmodule MyApp.Schema do
  use Absinthe.Schema
  use GreenFairy.CQL.Schema

  # Import your types that use CQL
  import_types MyApp.GraphQL.Types.User
  import_types MyApp.GraphQL.Types.Post

  query do
    field :users, list_of(:user) do
      arg :filter, :cql_filter_user_input
      resolve &MyApp.Resolvers.list_users/3
    end
  end
end
What Gets Generated
This module generates:
	Operator Input Types - Reusable types for field operators:
	CqlOpIdInput - ID field operators (eq, neq, in, is_nil)
	CqlOpStringInput - String field operators (eq, neq, contains, starts_with, ends_with, in, is_nil)
	CqlOpIntegerInput - Integer field operators (eq, neq, gt, gte, lt, lte, in, is_nil)
	CqlOpFloatInput - Float/Decimal field operators
	CqlOpBooleanInput - Boolean field operators (eq, is_nil)
	CqlOpDatetimeInput - DateTime field operators
	CqlOpDateInput - Date field operators
	CqlOpTimeInput - Time field operators
	CqlOpEnumInput - Enum field operators
	CqlOpGenericInput - Fallback for unknown types


	Filter Input Types - Type-specific filter inputs with combinators:
	CqlFilter{Type}Input for each CQL-enabled type
	Includes _and, _or, _not combinators
	Includes field-specific operator references



Dynamic Filter Generation
For dynamically generated filter types, use the cql_filter_input/1 macro:
cql_filter_input MyApp.GraphQL.Types.User
cql_filter_input MyApp.GraphQL.Types.Post
Or use cql_filter_inputs/1 to generate from a list:
cql_filter_inputs [
  MyApp.GraphQL.Types.User,
  MyApp.GraphQL.Types.Post
]

      


      
        Summary


  
    Functions
  


    
      
        __define_cql_types_module__()

      


        Defines a module containing all CQL base types and imports it into the schema.



    


    
      
        cql_base_types()

      


        Generates all CQL base types (operators and order types).



    


    
      
        cql_filter_input(type_module)

      


        Generates a CQL filter input type for a specific type module.



    


    
      
        cql_filter_inputs(modules)

      


        Generates CQL filter input types for a list of type modules.



    


    
      
        cql_filter_type_for(type_module)

      


        Returns the filter input type identifier for a type module.



    


    
      
        cql_operator_types()

      


        Generates all CQL operator input types.



    


    
      
        cql_order_input(type_module)

      


        Generates a CQL order input type for a specific type module.



    


    
      
        cql_order_inputs(modules)

      


        Generates CQL order input types for a list of type modules.



    


    
      
        cql_order_type_for(type_module)

      


        Returns the order input type identifier for a type module.



    


    
      
        detect_cql_adapter_at_compile(caller)

      


        Detects the CQL adapter for a schema at macro expansion time.



    





      


      
        Functions


        


  
    
      
    
    
      __define_cql_types_module__()


        (macro)


        
          
        

    

  


  

Defines a module containing all CQL base types and imports it into the schema.
This is called automatically by use GreenFairy.CQL.Schema and uses Absinthe's
standard import_types mechanism to ensure proper type registration.
The generated module is named {SchemaModule}.CqlTypes and contains all
operator input types and order input types for the detected adapter.

  



  
    
      
    
    
      cql_base_types()


        (macro)


        
          
        

    

  


  

Generates all CQL base types (operators and order types).
This includes:
	CQL operator input types (CqlOp{Type}Input)
	Sort direction enum (CqlSortDirection)
	Standard order input (CqlOrderStandardInput)
	Geo order input (CqlOrderGeoInput)

This macro is automatically called when you use GreenFairy.CQL.Schema.
Adapter Detection
The macro attempts to detect the CQL adapter from the schema's configuration:
	First checks for explicit @green_fairy_cql_adapter module attribute
	Then detects from @green_fairy_repo if available
	Falls back to PostgreSQL adapter as default

Operator Overlap Prevention
Each schema generates operators for ONLY ONE adapter. This prevents conflicts
where PostgreSQL's _ilike operator would conflict with MySQL's lack of that operator.
Example:
	PostgreSQL schema generates: CqlOpStringInput with [:_eq, :_ilike, ...]
	MySQL schema generates: CqlOpStringInput with [:_eq, :_like, ...] (no _ilike)
	Elasticsearch schema generates: CqlOpStringInput with [:_eq, :_match, :_match_phrase, ...]

Since each schema is tied to a single database, this works correctly.

  



  
    
      
    
    
      cql_filter_input(type_module)


        (macro)


        
          
        

    

  


  

Generates a CQL filter input type for a specific type module.
Example
cql_filter_input MyApp.GraphQL.Types.User
This generates a CqlFilterUserInput type with:
	_and, _or, _not combinators
	Field-specific operator inputs (e.g., name: CqlOpStringInput)


  



  
    
      
    
    
      cql_filter_inputs(modules)


        (macro)


        
          
        

    

  


  

Generates CQL filter input types for a list of type modules.
Example
cql_filter_inputs [
  MyApp.GraphQL.Types.User,
  MyApp.GraphQL.Types.Post,
  MyApp.GraphQL.Types.Comment
]

  



  
    
      
    
    
      cql_filter_type_for(type_module)



        
          
        

    

  


  

Returns the filter input type identifier for a type module.
Useful for dynamically referencing filter types in queries.
Example
field :users, list_of(:user) do
  arg :filter, cql_filter_type_for(MyApp.GraphQL.Types.User)
  resolve &MyApp.Resolvers.list_users/3
end

  



  
    
      
    
    
      cql_operator_types()


        (macro)


        
          
        

    

  


  

Generates all CQL operator input types.
These are the CqlOp{Type}Input types that define available operators
for each scalar type in CQL filters.
This is now included in cql_base_types/0 and called automatically.
The operator types generated depend on the detected adapter.

  



  
    
      
    
    
      cql_order_input(type_module)


        (macro)


        
          
        

    

  


  

Generates a CQL order input type for a specific type module.
Example
cql_order_input MyApp.GraphQL.Types.User
This generates a CqlOrderUserInput type with fields for each orderable field.

  



  
    
      
    
    
      cql_order_inputs(modules)


        (macro)


        
          
        

    

  


  

Generates CQL order input types for a list of type modules.
Example
cql_order_inputs [
  MyApp.GraphQL.Types.User,
  MyApp.GraphQL.Types.Post,
  MyApp.GraphQL.Types.Comment
]

  



  
    
      
    
    
      cql_order_type_for(type_module)



        
          
        

    

  


  

Returns the order input type identifier for a type module.
Useful for dynamically referencing order types in queries.
Example
field :users, list_of(:user) do
  arg :order_by, list_of(cql_order_type_for(MyApp.GraphQL.Types.User))
  resolve &MyApp.Resolvers.list_users/3
end

  



  
    
      
    
    
      detect_cql_adapter_at_compile(caller)



        
          
        

    

  


  

Detects the CQL adapter for a schema at macro expansion time.
Detection Order
	Check @green_fairy_cql_adapter module attribute
	Check @green_fairy_repo and detect adapter from repo
	Check application config: config :green_fairy, :cql_adapter
	Check application config: config :green_fairy, :repo and detect
	Default to PostgreSQL adapter

Examples
# Explicit adapter
defmodule MyApp.Schema do
  use Absinthe.Schema
  @green_fairy_cql_adapter GreenFairy.CQL.Adapters.MySQL
  use GreenFairy.CQL.Schema
end

# Detect from repo
defmodule MyApp.Schema do
  use Absinthe.Schema
  @green_fairy_repo MyApp.Repo
  use GreenFairy.CQL.Schema
end

  


        

      


  

  
    
    GreenFairy.CQL.Schema.EnumOperatorInput - GreenFairy v0.3.0
    
    

    


  
  

    
GreenFairy.CQL.Schema.EnumOperatorInput 
    



      
Generates type-specific CQL operator input types for GraphQL enums.
When an enum is used in a CQL-enabled type, this module automatically generates
a type-specific operator input that uses the actual enum type for comparisons.
Example
For an OrderStatus enum used in a CQL-enabled type:
input CqlEnumOrderStatusInput {
  _eq: OrderStatus
  _neq: OrderStatus
  _in: [OrderStatus!]
  _nin: [OrderStatus!]
  _is_null: Boolean
}
This provides type safety - the GraphQL schema validates that only valid
enum values are provided for filtering.
Naming Convention
Follows the pattern: CqlEnum{EnumName}Input
	OrderStatus → CqlEnumOrderStatusInput (identifier: :cql_enum_order_status_input)
	UserRole → CqlEnumUserRoleInput (identifier: :cql_enum_user_role_input)


      


      
        Summary


  
    Functions
  


    
      
        array_operator_type_identifier(enum_identifier)

      


        Generates the array operator input type identifier for an enum type.



    


    
      
        generate(enum_identifier, description \\ nil)

      


        Generates AST for a type-specific enum operator input.



    


    
      
        generate_all(enum_identifiers)

      


        Generates AST for multiple enum operator inputs.



    


    
      
        generate_array(enum_identifier, description \\ nil)

      


        Generates AST for a type-specific enum array operator input.



    


    
      
        operator_type_identifier(enum_identifier)

      


        Generates the operator input type identifier for an enum type.



    





      


      
        Functions


        


  
    
      
    
    
      array_operator_type_identifier(enum_identifier)



        
          
        

    

  


  

Generates the array operator input type identifier for an enum type.
Examples
iex> EnumOperatorInput.array_operator_type_identifier(:order_status)
:cql_enum_order_status_array_input

  



    

  
    
      
    
    
      generate(enum_identifier, description \\ nil)



        
          
        

    

  


  

Generates AST for a type-specific enum operator input.
Parameters
	enum_identifier - The GraphQL enum type identifier (e.g., :order_status)
	description - Optional description for the input type

Returns
AST for the input_object definition.

  



  
    
      
    
    
      generate_all(enum_identifiers)



        
          
        

    

  


  

Generates AST for multiple enum operator inputs.
Takes a list of enum identifiers and generates both scalar and array
operator inputs for each.
Example
EnumOperatorInput.generate_all([:order_status, :user_role])

  



    

  
    
      
    
    
      generate_array(enum_identifier, description \\ nil)



        
          
        

    

  


  

Generates AST for a type-specific enum array operator input.
Parameters
	enum_identifier - The GraphQL enum type identifier (e.g., :order_status)
	description - Optional description for the input type

Returns
AST for the array operator input_object definition.

  



  
    
      
    
    
      operator_type_identifier(enum_identifier)



        
          
        

    

  


  

Generates the operator input type identifier for an enum type.
Examples
iex> EnumOperatorInput.operator_type_identifier(:order_status)
:cql_enum_order_status_input

iex> EnumOperatorInput.operator_type_identifier("OrderStatus")
:cql_enum_order_status_input
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GreenFairy.CQL.Schema.FilterInput 
    



      
Generates CQL filter input types for GraphQL types.
Creates CqlFilter{Type}Input types with:
	_and: [CqlFilter{Type}Input] - Logical AND combinator
	_or: [CqlFilter{Type}Input] - Logical OR combinator
	_not: CqlFilter{Type}Input - Logical NOT combinator
	Field-specific operator inputs (e.g., name: CqlOpStringInput)

Example
For a User type with name (string) and age (integer) fields:
input CqlFilterUserInput {
  _and: [CqlFilterUserInput]
  _or: [CqlFilterUserInput]
  _not: CqlFilterUserInput
  name: CqlOpStringInput
  age: CqlOpIntegerInput
}
Automatic Enum Support
When a field uses a GreenFairy enum type, the filter automatically uses
a type-specific enum operator input instead of the generic string input:
# Given: field :status, :order_status (where :order_status is a GreenFairy enum)
# Generates: status: CqlEnumOrderStatusInput
This provides type safety - only valid enum values are accepted in filters.

      


      
        Summary


  
    Functions
  


    
      
        extract_enum_types(fields, custom_filters \\ %{})

      


        Extracts all enum type identifiers used in filter fields.



    


    
      
        field_info(fields, custom_filters \\ %{})

      


        Returns a list of all fields with their operator types for documentation.



    


    
      
        filter_type_identifier(type_name)

      


        Generates the filter input type identifier for a type name.



    


    
      
        generate(type_name, fields, custom_filters \\ %{}, associations \\ [])

      


        Generates AST for a CqlFilter{Type}Input type.



    


    
      
        input_name(type_name)

      


        Generates a simple filter input name (deprecated, use filter_type_identifier/1).



    





      


      
        Functions


        


    

  
    
      
    
    
      extract_enum_types(fields, custom_filters \\ %{})



        
          
        

    

  


  

Extracts all enum type identifiers used in filter fields.
This is used by the schema to know which enum-specific operator inputs
need to be generated.
Example
fields = [{:id, :id}, {:status, :order_status}, {:tags, {:array, :tag_type}}]
extract_enum_types(fields)
# => [:order_status, :tag_type]  (if both are GreenFairy enums)

  



    

  
    
      
    
    
      field_info(fields, custom_filters \\ %{})



        
          
        

    

  


  

Returns a list of all fields with their operator types for documentation.

  



  
    
      
    
    
      filter_type_identifier(type_name)



        
          
        

    

  


  

Generates the filter input type identifier for a type name.

  



    

    

  
    
      
    
    
      generate(type_name, fields, custom_filters \\ %{}, associations \\ [])



        
          
        

    

  


  

Generates AST for a CqlFilter{Type}Input type.
Parameters
	type_name - The GraphQL type name (e.g., "User")
	fields - List of {field_name, field_type} tuples
	custom_filters - Map of custom filter definitions
	associations - List of {assoc_name, related_type_name} tuples for nested filters

Example
fields = [
  {:id, :id},
  {:name, :string},
  {:age, :integer}
]

associations = [
  {:posts, "Post"},
  {:comments, "Comment"}
]

FilterInput.generate("User", fields, %{}, associations)

  



  
    
      
    
    
      input_name(type_name)



        
          
        

    

  


  

Generates a simple filter input name (deprecated, use filter_type_identifier/1).
This function is kept for backwards compatibility with the old API.
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GreenFairy.CQL.Schema.OperatorInput 
    



      
Generates CQL operator input types for different field types.
These are the CqlOp{Type}Input types that define available operators
for each scalar type in CQL filters.
Generated Types
	CqlOpIdInput - Operators for ID fields
	CqlOpStringInput - Operators for string fields
	CqlOpIntegerInput - Operators for integer fields
	CqlOpFloatInput - Operators for float fields
	CqlOpBooleanInput - Operators for boolean fields
	CqlOpDatetimeInput - Operators for datetime fields
	CqlOpDateInput - Operators for date fields
	CqlOpEnumInput - Operators for enum fields

Example
The CqlOpStringInput type generates:
input CqlOpStringInput {
  eq: String
  neq: String
  contains: String
  starts_with: String
  ends_with: String
  in: [String]
  is_nil: Boolean
}

      


      
        Summary


  
    Functions
  


    
      
        array_type_for(arg1)

      


        Returns the array operator input type identifier for array fields.



    


    
      
        generate_all(opts \\ [])

      


        Generates AST for all operator input types from the adapter.



    


    
      
        generate_input(identifier, operators, scalar_type, description)

      


        Generates AST for a single operator input type.



    


    
      
        operator_category(identifier)

      


        Determines the operator category from the identifier.



    


    
      
        operator_types()

          deprecated

      


        DEPRECATED: Use adapter.operator_inputs/0 instead.



    


    
      
        scalar_for(arg1)

      


        Returns the GraphQL scalar type for a given Ecto/adapter type.



    


    
      
        type_for(module)

      


        Returns the operator input type identifier for a given Ecto/adapter type or GraphQL scalar module.



    





      


      
        Functions


        


  
    
      
    
    
      array_type_for(arg1)



        
          
        

    

  


  

Returns the array operator input type identifier for array fields.
This is used for fields that are arrays (e.g., {:array, :string}) to
provide array-specific operators like _includes, _excludes, etc.

  



    

  
    
      
    
    
      generate_all(opts \\ [])



        
          
        

    

  


  

Generates AST for all operator input types from the adapter.
IMPORTANT: Adapter is REQUIRED
CQL operators are database-specific. The adapter declares what operators
it supports by implementing the operator_inputs/0 callback.
Options
	:adapter - REQUIRED CQL adapter module (defaults to PostgreSQL if nil)

Examples
# PostgreSQL operators
generate_all(adapter: GreenFairy.CQL.Adapters.Postgres)

# MySQL operators (different from PostgreSQL!)
generate_all(adapter: GreenFairy.CQL.Adapters.MySQL)

# Default to PostgreSQL (for testing)
generate_all(adapter: nil)
Raises
ArgumentError if adapter is not provided or doesn't implement operator_inputs/0.

  



  
    
      
    
    
      generate_input(identifier, operators, scalar_type, description)



        
          
        

    

  


  

Generates AST for a single operator input type.

  



  
    
      
    
    
      operator_category(identifier)



        
          
        

    

  


  

Determines the operator category from the identifier.
Used to query adapters for supported operators.
Examples
operator_category(:cql_op_string_input)
# => :scalar

operator_category(:cql_op_enum_array_input)
# => :array

  



  
    
      
    
    
      operator_types()



        
          
        

    

  


    
      This function is deprecated. Use adapter.operator_inputs/0 instead - adapters own their operators.
    


  

DEPRECATED: Use adapter.operator_inputs/0 instead.
This function is kept for backwards compatibility with existing tests only.
Adapters now own their operator definitions via the operator_inputs/0 callback.
Migration
Instead of:
OperatorInput.operator_types()
Use:
adapter = GreenFairy.CQL.Adapters.Postgres
adapter.operator_inputs()

  



  
    
      
    
    
      scalar_for(arg1)



        
          
        

    

  


  

Returns the GraphQL scalar type for a given Ecto/adapter type.

  



  
    
      
    
    
      type_for(module)



        
          
        

    

  


  

Returns the operator input type identifier for a given Ecto/adapter type or GraphQL scalar module.
If the type is a module with a custom CQL input type, that will be used.
Otherwise, falls back to standard type mappings.
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GreenFairy.CQL.Schema.OrderInput 
    



      
Generates CQL order input types for GraphQL types.
Creates CqlOrder{Type}Input types with fields that map to sortable columns,
each accepting an order direction.
Order Types
Three order input types are generated:
	cql_order_standard_input - Basic direction-based sorting
	cql_order_geo_input - Geo-distance based sorting with center point
	cql_order_priority_{enum}_input - Priority-based enum sorting

Sort Direction
The cql_sort_direction enum supports:
	:asc - Ascending order
	:desc - Descending order
	:asc_nulls_first - Ascending with nulls first
	:asc_nulls_last - Ascending with nulls last
	:desc_nulls_first - Descending with nulls first
	:desc_nulls_last - Descending with nulls last

Example
For a User type with name (string) and created_at (datetime) fields:
input CqlOrderUserInput {
  name: CqlOrderStandardInput
  createdAt: CqlOrderStandardInput
}
Which can be used in queries:
query {
  users(orderBy: [{name: {direction: ASC}}]) {
    edges { node { name } }
  }
}

      


      
        Summary


  
    Functions
  


    
      
        generate(type_name, fields, associations \\ [])

      


        Generates AST for a CqlOrder{Type}Input type.



    


    
      
        generate_base_types()

      


        Generates all base order input types (sort direction, standard).



    


    
      
        generate_base_types_with_geo()

      


        Generates all base order input types including geo ordering.



    


    
      
        generate_geo_order_input()

      


        Generates AST for the geo order input type.



    


    
      
        generate_priority_order_input(enum_name, values)

      


        Generates AST for a priority order input type for an enum.



    


    
      
        generate_sort_direction_enum()

      


        Generates AST for the sort direction enum.



    


    
      
        generate_standard_order_input()

      


        Generates AST for the standard order input type.



    


    
      
        order_type_identifier(type_name)

      


        Generates the order input type identifier for a type name.



    


    
      
        type_for(arg1)

      


        Returns the order input type for a field type.



    





      


      
        Functions


        


    

  
    
      
    
    
      generate(type_name, fields, associations \\ [])



        
          
        

    

  


  

Generates AST for a CqlOrder{Type}Input type.
Parameters
	type_name - The GraphQL type name (e.g., "User")
	fields - List of {field_name, field_type} tuples for orderable fields
	associations - List of {assoc_name, related_type_name} tuples for nested ordering

Example
fields = [
  {:id, :id},
  {:name, :string},
  {:created_at, :datetime}
]

associations = [
  {:author, "User"},
  {:posts, "Post"}
]

OrderInput.generate("User", fields, associations)

  



  
    
      
    
    
      generate_base_types()



        
          
        

    

  


  

Generates all base order input types (sort direction, standard).
Geo order input is excluded by default since it requires a :coordinates type.
Use generate_base_types_with_geo/0 if you have :coordinates defined.
This should be called once in the schema to define all CQL order types.

  



  
    
      
    
    
      generate_base_types_with_geo()



        
          
        

    

  


  

Generates all base order input types including geo ordering.
Only use this if your schema defines a :coordinates type for geo points.

  



  
    
      
    
    
      generate_geo_order_input()



        
          
        

    

  


  

Generates AST for the geo order input type.

  



  
    
      
    
    
      generate_priority_order_input(enum_name, values)



        
          
        

    

  


  

Generates AST for a priority order input type for an enum.
Priority ordering allows specifying the order of enum values
for sorting purposes.
Example
generate_priority_order_input(:status, [:active, :pending, :closed])
Generates:
input CqlOrderPriorityStatusInput {
  direction: CqlSortDirection!
  priority: [Status]
}

  



  
    
      
    
    
      generate_sort_direction_enum()



        
          
        

    

  


  

Generates AST for the sort direction enum.

  



  
    
      
    
    
      generate_standard_order_input()



        
          
        

    

  


  

Generates AST for the standard order input type.

  



  
    
      
    
    
      order_type_identifier(type_name)



        
          
        

    

  


  

Generates the order input type identifier for a type name.
Note: This creates atoms at compile time during schema compilation,
not at runtime, so the credo warning is a false positive.

  



  
    
      
    
    
      type_for(arg1)



        
          
        

    

  


  

Returns the order input type for a field type.

  


        

      


  

  
    
    GreenFairy.CQL.SortDirection - GreenFairy v0.3.0
    
    

    


  
  

    
GreenFairy.CQL.SortDirection 
    



      
Defines the sort direction enum for CQL ordering.

      


      
        Summary


  
    Functions
  


    
      
        parse(value)

      


        Transform an Ecto/database value to its GraphQL enum representation.



    


    
      
        serialize(value)

      


        Transform a GraphQL enum value to its Ecto/database representation.



    





      


      
        Functions


        


  
    
      
    
    
      parse(value)



        
          
        

    

  


  

Transform an Ecto/database value to its GraphQL enum representation.
Default implementation returns the value unchanged. Override this function
to provide custom transformations.

  



  
    
      
    
    
      serialize(value)



        
          
        

    

  


  

Transform a GraphQL enum value to its Ecto/database representation.
Default implementation returns the value unchanged. Override this function
to provide custom transformations.
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GreenFairy.Config 
    



      
Global configuration for GreenFairy.
This module provides a way to configure global defaults that apply across
all types in your schema, including:
	Global Authorization - Default authorization that applies to all types
	Default Node Resolution - How to fetch nodes by ID

Usage
Configure in your schema module:
defmodule MyApp.GraphQL.Schema do
  use GreenFairy.Schema, discover: [MyApp.GraphQL]
  use GreenFairy.Relay, repo: MyApp.Repo

  use GreenFairy.Config,
    authorize: fn object, ctx ->
      # Global authorization - runs before type-specific authorization
      if ctx[:current_user] do
        :all
      else
        :none
      end
    end,
    node_resolver: fn type_module, id, ctx ->
      # Default way to fetch nodes
      struct = type_module.__green_fairy_struct__()
      MyApp.Repo.get(struct, id)
    end
end
Authorization Composition
When both global and type-level authorization are defined:
	Global authorization runs first
	If global returns :none, the object is hidden
	If global returns :all or a field list, type-level authorization runs
	The final visible fields are the intersection of both

Options
	:authorize - Global authorization function fn object, ctx -> :all | :none | [fields] end

	:authorize_with_info - Authorization with path info fn object, ctx, info -> ... end
	:node_resolver - Default node resolver fn type_module, id, ctx -> result end
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        __using__(opts)

      


        Configures global defaults for GreenFairy.



    


    
      
        compose_auth(result, result)

      


        Composes two authorization results.



    


    
      
        has_global_auth?(schema)

      


        Checks if a schema has global authorization configured.



    


    
      
        run_global_auth(schema, object, ctx, info \\ nil)

      


        Runs global authorization for an object.
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      __using__(opts)


        (macro)


        
          
        

    

  


  

Configures global defaults for GreenFairy.

  



  
    
      
    
    
      compose_auth(result, result)



        
          
        

    

  


  

Composes two authorization results.
Returns the intersection of allowed fields when both allow access.
Examples
compose_auth(:all, :all)           #=> :all
compose_auth(:all, [:id, :name])   #=> [:id, :name]
compose_auth([:id, :name], :all)   #=> [:id, :name]
compose_auth(:none, :all)          #=> :none
compose_auth(:all, :none)          #=> :none
compose_auth([:id, :name], [:id])  #=> [:id]

  



  
    
      
    
    
      has_global_auth?(schema)



        
          
        

    

  


  

Checks if a schema has global authorization configured.

  



    

  
    
      
    
    
      run_global_auth(schema, object, ctx, info \\ nil)



        
          
        

    

  


  

Runs global authorization for an object.
Returns the authorization result from the schema's global authorize function,
or :all if no global authorization is configured.
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Batch key for partitioned dataloader queries.
The batch key identifies a unique batch of records to load, including
the partition key for efficient result grouping.
Fields
	:field - The association field name being loaded
	:args - Arguments passed to the loader (filters, etc.)
	:queryable - The parent schema module
	:partition_key - The foreign key field for grouping results
	:cardinality - :one or :many
	:type - Query type (:partitioned, :count, :exists, :direct)
	:repo - The Ecto repo module

How It Works
When loading associations, the batch key groups requests by:
	Same field and arguments
	Same parent queryable
	Same partition key (for result mapping)

This ensures all parents requesting the same association are batched
into a single query, with results mapped back via partition_key.
Transparent Operation
The partition_key is automatically extracted from Ecto association
metadata - no schema modifications required.
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        query_type()

      


    


    
      
        t()

      


    





  
    Functions
  


    
      
        extract_association_info(module, field)

      


        Extracts association metadata for a field on a module.



    


    
      
        new(parent, field, args, opts \\ [])

      


        Creates a BatchKey from a parent struct and loader key.



    


    
      
        partition_value(batch_key, parent)

      


        Extracts the partition key value from a parent struct.
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          @type query_type() :: :partitioned | :count | :exists | :direct
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          @type t() :: %GreenFairy.Dataloader.BatchKey{
  args: map(),
  cardinality: :one | :many,
  field: atom(),
  force_custom_batch: boolean(),
  partition_key: atom(),
  queryable: module(),
  repo: module(),
  type: query_type()
}
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      extract_association_info(module, field)



        
          
        

    

  


  

Extracts association metadata for a field on a module.
Returns {owner_key, cardinality}.

  



    

  
    
      
    
    
      new(parent, field, args, opts \\ [])



        
          
        

    

  


  

Creates a BatchKey from a parent struct and loader key.
Automatically extracts the partition_key from the association metadata.
Parameters
	parent - The parent struct (e.g., %User{})
	field - The association field name
	args - Arguments for the loader
	opts - Options including :repo, :type, :force_custom_batch


  



  
    
      
    
    
      partition_value(batch_key, parent)



        
          
        

    

  


  

Extracts the partition key value from a parent struct.
This is the value used to group results back to this specific parent.
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Dynamic join chain building for partitioned dataloader queries.
This module provides the core functionality for:
	Building join chains from target back to owner
	Creating existence subqueries for nested filtering
	Adding partition IDs for result grouping

How Join Chains Work
For an association like User -> Organization, we build:
from o in Organization,
  join: u in User, on: u.organization_id == o.id,
  where: u.id in ^parent_ids,
  select_merge: %{partition_id_: u.organization_id}
For nested associations like User -> Organization -> Parent:
from p in Parent,
  join: o in Organization, on: o.parent_id == p.id,
  join: u in User, on: u.organization_id == o.id,
  where: u.id in ^parent_ids,
  select_merge: %{partition_id_: u.organization_id}
Existence Subqueries
For checking if related records exist (used with _exists operator):
exists(
  from o in Organization,
    where: o.id == parent_as(:parent).organization_id
    and o.status == "active"
)
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        join_info()

      


    





  
    Functions
  


    
      
        existence_subquery(partition, parent_alias)

      


        Creates an existence subquery for nested association filtering.



    


    
      
        existence_subquery(partition, parent_alias, owner_key)

      


        Creates an existence subquery with explicit owner key.



    


    
      
        invert_query(partition, parent_ids)

      


        Builds an inverted query that joins from target back to owner.



    


    
      
        partitioned(partition, parent_ids, repo)

      


        Executes a partitioned query and groups results by partition ID.
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          @type join_info() :: %{
  owner: module(),
  owner_key: atom(),
  related_key: atom(),
  where: keyword(),
  join_where: keyword()
}
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Creates an existence subquery for nested association filtering.
Used with the _exists operator to check if related records exist
matching certain criteria.
Parameters
	partition - The Partition struct with query and association info
	parent_alias - The alias to reference the parent record

Example
partition = %Partition{
  query: from(o in Organization, where: o.status == "active"),
  owner: User,
  queryable: Organization,
  field: :organization
}

subquery = existence_subquery(partition, :parent)
# Creates: exists(from o in Organization, where: o.id == parent_as(:parent).organization_id and o.status == "active")

  



  
    
      
    
    
      existence_subquery(partition, parent_alias, owner_key)



        
          
        

    

  


  

Creates an existence subquery with explicit owner key.

  



  
    
      
    
    
      invert_query(partition, parent_ids)



        
          
        

    

  


  

Builds an inverted query that joins from target back to owner.
Returns a map with:
	:query - The built query with joins and partitionid
	:scope_alias - The alias of the last join (for referencing)
	:scope_key - The key field on the last join
	:partition - The original partition struct


  



  
    
      
    
    
      partitioned(partition, parent_ids, repo)



        
          
        

    

  


  

Executes a partitioned query and groups results by partition ID.
Returns a map of %{partition_id => [results]}.
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Struct for managing partitioned dataloader queries.
Partitioning allows efficient batching of nested association queries by:
	Building a join chain from target back to owner
	Adding a partition_id_ field to results for grouping
	Enabling existence subqueries for nested filtering

How It Works
When loading associations with filters, instead of N+1 queries:
# N+1 approach (bad)
for user <- users do
  Repo.all(from o in Organization, where: o.id == ^user.organization_id)
end
We use a single partitioned query:
# Partitioned approach (good)
from o in Organization,
  where: o.id in ^organization_ids,
  select_merge: %{partition_id_: o.id}
Results are then grouped by partition_id_ to map back to parents.
Transparent Operation
This works transparently with standard Ecto associations - no schema
modifications are required. The partition key is extracted from
association metadata (owner_key).
Fields
	:query - The base Ecto query
	:owner - The parent schema module (e.g., MyApp.User)
	:queryable - The target schema module (e.g., MyApp.Organization)
	:field - The association field name (e.g., :organization)
	:repo - The Ecto repo module
	:sort - List of {direction, dynamic} sort clauses
	:connection_args - Pagination arguments (limit, offset)
	:windowed - Use PostgreSQL window functions for partitioned pagination
	:custom_inject - Function to modify query before execution
	:post_process - Function to transform results after execution
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        cardinality(partition)

      


        Gets the cardinality of this partition's association.



    


    
      
        new(opts)

      


        Creates a new Partition struct.



    


    
      
        owner_key(partition)

      


        Gets the owner key for this partition's association.



    


    
      
        related_key(partition)

      


        Gets the related key for this partition's association.
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          @type connection_args() :: %{
  optional(:limit) => non_neg_integer(),
  optional(:offset) => non_neg_integer(),
  optional(:first) => non_neg_integer(),
  optional(:last) => non_neg_integer(),
  optional(:after) => String.t(),
  optional(:before) => String.t()
}
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          @type t() :: %GreenFairy.Dataloader.Partition{
  connection_args: connection_args(),
  custom_inject: (Ecto.Query.t(), atom(), atom() -> Ecto.Query.t()) | nil,
  field: atom(),
  owner: module(),
  partition_sort_direction: :asc | :desc,
  post_process: (list() -> list()) | nil,
  query: Ecto.Queryable.t(),
  queryable: module(),
  repo: module() | nil,
  sort: [{atom(), Ecto.Query.dynamic_expr()}],
  windowed: boolean()
}
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Gets the cardinality of this partition's association.

  



  
    
      
    
    
      new(opts)



        
          
        

    

  


  

Creates a new Partition struct.
Options
	:query - Required. The base Ecto query.
	:owner - Required. The parent schema module.
	:queryable - Required. The target schema module.
	:field - Required. The association field name.
	:repo - The Ecto repo module.
	:sort - Sort clauses as [{direction, dynamic}].
	:connection_args - Pagination arguments.
	:windowed - Use window functions (default: false).
	:custom_inject - Query transformation function.
	:post_process - Result transformation function.
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Gets the owner key for this partition's association.
The owner key is the foreign key field on the owner schema that
references the related schema.

  



  
    
      
    
    
      related_key(partition)



        
          
        

    

  


  

Gets the related key for this partition's association.
The related key is the primary key field on the related schema
that the owner references.
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Optional virtual fields for advanced partitioned query features.
Most users don't need this module. The partition system works
transparently without schema modifications. These virtual fields
are only needed for advanced use cases like:
	Windowed queries with row numbers
	Custom post-processing that needs partition metadata

When You DON'T Need This
For standard nested association filtering:
# This works without any schema changes
users(where: {organization: {name: {_eq: "Acme"}}}) {
  id
  name
}
The partition_id_ is added dynamically via select_merge at query
time - no virtual field definition needed.
When You DO Need This
Only if you're using:
	Windowed queries - PostgreSQL window functions for partitioned
pagination (e.g., "first 5 posts per user")

	Custom loaders - That need to access partition metadata after
the query completes


Usage
Add to your Ecto schema:
defmodule MyApp.Post do
  use Ecto.Schema
  import GreenFairy.Dataloader.PartitionFields

  schema "posts" do
    field :title, :string
    field :body, :string
    belongs_to :user, MyApp.User

    # Add virtual partition fields
    partition_fields()

    timestamps()
  end
end
This adds two virtual fields:
	partition_id_ - Groups results by parent record
	partition_row_ - Row number within partition (for windowed queries)
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        partition_fields()

      


        Adds virtual partition fields to an Ecto schema.
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      partition_fields()


        (macro)


        
          
        

    

  


  

Adds virtual partition fields to an Ecto schema.
These fields are NOT persisted to the database. They are populated
at query time via select_merge and used internally for result
grouping and windowed pagination.
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Compiles deferred type definitions into Absinthe schema notation.
This is the core of the deferred resolution architecture. It:
	Loads all type definitions from registered modules
	Resolves module references to Absinthe type identifiers
	Generates Absinthe macro calls for each type
	Builds resolve_type functions from implementation registrations

All of this happens at schema compile time, making the schema module
the single point of dependency on all type modules.
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        compile_types_module_body(modules)

      


        Compiles specific type modules into the body of a types module.
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Compiles specific type modules into the body of a types module.
Returns AST that can be placed inside a defmodule with use Absinthe.Schema.Notation.
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Data structures for storing GraphQL type definitions.
These definitions are pure data with no compile-time dependencies.
Type references are stored as module atoms, resolved only at schema compilation.
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Represents a GraphQL argument definition.
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          @type t() :: %GreenFairy.Deferred.Definition.Arg{
  default_value: term(),
  description: String.t() | nil,
  name: atom(),
  type: GreenFairy.Deferred.Definition.Field.type_ref()
}
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Represents a Relay connection definition.
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          @type t() :: %GreenFairy.Deferred.Definition.Connection{
  connection_fields: [GreenFairy.Deferred.Definition.Field.t()],
  edge_fields: [GreenFairy.Deferred.Definition.Field.t()],
  field_name: atom(),
  node_type: module() | atom()
}
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Represents a GraphQL enum definition.
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          @type t() :: %GreenFairy.Deferred.Definition.Enum{
  description: String.t() | nil,
  identifier: atom(),
  module: module(),
  name: String.t(),
  values: [{atom(), Keyword.t()}]
}
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Represents a GraphQL field definition.
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          @type t() :: %GreenFairy.Deferred.Definition.Field{
  args: [GreenFairy.Deferred.Definition.Arg.t()] | nil,
  deprecation_reason: String.t() | nil,
  description: String.t() | nil,
  name: atom(),
  null: boolean(),
  resolve: term() | nil,
  type: type_ref()
}
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          @type type_ref() ::
  atom() | {:non_null, type_ref()} | {:list, type_ref()} | {:module, module()}


      



  


        

      


  

  
    
    GreenFairy.Deferred.Definition.Input - GreenFairy v0.3.0
    
    

    


  
  

    
GreenFairy.Deferred.Definition.Input 
    



      
Represents a GraphQL input object definition.
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          @type t() :: %GreenFairy.Deferred.Definition.Input{
  description: String.t() | nil,
  fields: [GreenFairy.Deferred.Definition.Field.t()],
  identifier: atom(),
  module: module(),
  name: String.t()
}
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Represents a GraphQL interface definition.
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          @type t() :: %GreenFairy.Deferred.Definition.Interface{
  description: String.t() | nil,
  fields: [GreenFairy.Deferred.Definition.Field.t()],
  identifier: atom(),
  module: module(),
  name: String.t(),
  resolve_type: term() | nil
}
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Represents a GraphQL object type definition.
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          @type t() :: %GreenFairy.Deferred.Definition.Object{
  connections: [GreenFairy.Deferred.Definition.Connection.t()],
  description: String.t() | nil,
  fields: [GreenFairy.Deferred.Definition.Field.t()],
  identifier: atom(),
  interfaces: [module()],
  module: module(),
  name: String.t(),
  struct: module() | nil
}
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Represents a GraphQL scalar definition.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %GreenFairy.Deferred.Definition.Scalar{
  description: String.t() | nil,
  identifier: atom(),
  module: module(),
  name: String.t(),
  parse: (term() -> {:ok, term()} | :error),
  serialize: (term() -> term())
}
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Represents a GraphQL union definition.
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          @type t() :: %GreenFairy.Deferred.Definition.Union{
  description: String.t() | nil,
  identifier: atom(),
  module: module(),
  name: String.t(),
  resolve_type: term() | nil,
  types: [module()]
}
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Deferred GraphQL interface definition.
Like GreenFairy.Deferred.Type, this stores definitions as pure data
with no compile-time dependencies on implementing types.
Usage
defmodule MyApp.GraphQL.Interfaces.Node do
  use GreenFairy.Deferred.Interface

  @desc "An object with an ID"
  interface "Node" do
    field :id, non_null(:id)
  end
end
The resolve_type function is automatically generated based on registered
implementations in the schema compiler.
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        field(name, type, opts \\ [])

      


        Defines a field on the interface.



    


    
      
        interface(name, opts \\ [], list)

      


        Defines a GraphQL interface.
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Defines a field on the interface.
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Defines a GraphQL interface.
Options
	:description - Interface description (can also use @desc)
	:resolve_type - Custom resolve_type function (optional, auto-generated by default)
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Runtime registry for deferred type definitions.
Types register themselves when their modules are loaded. The schema compiler
queries this registry to assemble all types without compile-time dependencies.
How it works
	Each type module calls register(__MODULE__) at load time
	Registry stores the module reference (not the definition - avoids keeping large data in ETS)
	Schema compiler calls all_types/0 to get registered modules
	Schema compiler calls module.__green_fairy_definition__() at schema compile time

This means:
	Type modules have NO compile-time dependencies on each other
	Only the schema module depends on type modules
	Changing a type recompiles only that type + schema
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        all_definitions()

      


        Returns all type definitions, loading them from registered modules.



    


    
      
        all_modules()

      


        Returns all registered type modules.



    


    
      
        clear()

      


        Clears all registrations. Useful for testing.



    


    
      
        definitions_of_kind(kind)

      


        Returns definitions of a specific kind.



    


    
      
        modules_of_kind(kind)

      


        Returns all registered type modules of a specific kind.



    


    
      
        register(module, kind)

      


        Registers a type module with the registry.



    


    
      
        registered?(module)

      


        Checks if a module is registered.
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          @spec all_definitions() :: [struct()]


      


Returns all type definitions, loading them from registered modules.
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          @spec all_modules() :: [module()]


      


Returns all registered type modules.
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          @spec clear() :: :ok


      


Clears all registrations. Useful for testing.
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          @spec definitions_of_kind(atom()) :: [struct()]


      


Returns definitions of a specific kind.
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          @spec modules_of_kind(atom()) :: [module()]


      


Returns all registered type modules of a specific kind.

  



  
    
      
    
    
      register(module, kind)



        
          
        

    

  


  

      

          @spec register(module(), atom()) :: :ok


      


Registers a type module with the registry.

  



  
    
      
    
    
      registered?(module)



        
          
        

    

  


  

      

          @spec registered?(module()) :: boolean()


      


Checks if a module is registered.
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GreenFairy.Deferred.Schema 
    



      
Schema module for deferred type compilation.
This is the only module that creates compile-time dependencies on type modules.
Changing any type module will cause ONLY the schema to recompile, not other types.
Usage
defmodule MyApp.GraphQL.Schema do
  use GreenFairy.Deferred.Schema

  # Explicitly list type modules (deferred resolution)
  import_types_from [
    MyApp.GraphQL.Types.User,
    MyApp.GraphQL.Types.Post,
    MyApp.GraphQL.Interfaces.Node
  ]

  query do
    field :user, :user do
      arg :id, non_null(:id)
      resolve &MyApp.Resolvers.get_user/3
    end
  end
end
How It Works
	Type modules use GreenFairy.Deferred.Type or .Interface
	They store definitions as data with module atom references
	At schema compile time, this module:	Loads all type definitions
	Resolves module references to identifiers
	Generates a types module with Absinthe notation
	Imports that module into the schema


	Only the schema depends on type modules at compile time


      


      
        Summary


  
    Functions
  


    
      
        import_types_from(modules_ast)

      


        Imports specific type modules with deferred resolution.



    





      


      
        Functions


        


  
    
      
    
    
      import_types_from(modules_ast)


        (macro)


        
          
        

    

  


  

Imports specific type modules with deferred resolution.
Creates a generated types module containing all the Absinthe type definitions,
then imports it into the schema. Type modules have NO dependencies on each other.
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GreenFairy.Deferred.Type 
    



      
Deferred GraphQL object type definition.
This version stores type definitions as pure data with NO compile-time
dependencies on other type modules. All module references are stored as
atoms and resolved only when the schema is compiled.
Usage
defmodule MyApp.GraphQL.Types.User do
  use GreenFairy.Deferred.Type

  @desc "A user in the system"
  object "User", struct: MyApp.User do
    field :id, non_null(:id)
    field :email, non_null(:string)
    field :name, :string

    # References are just module atoms - NO compile-time dependency!
    has_many :posts, MyApp.GraphQL.Types.Post
    belongs_to :organization, MyApp.GraphQL.Types.Organization

    implements MyApp.GraphQL.Interfaces.Node
  end
end
Changing MyApp.GraphQL.Types.Post will NOT cause this module to recompile.
The reference is resolved when the schema module compiles.

      


      
        Summary


  
    Functions
  


    
      
        belongs_to(name, type_module, opts \\ [])

      


        Defines a belongs_to relationship. Module reference stored as atom - no compile dependency.



    


    
      
        connection(name, node_type, opts \\ [])

      


        Defines a Relay connection field.



    


    
      
        field(name, type, opts \\ [])

      


        Defines a field on the object.



    


    
      
        has_many(name, type_module, opts \\ [])

      


        Defines a has_many relationship. Module reference stored as atom - no compile dependency.



    


    
      
        has_one(name, type_module, opts \\ [])

      


        Defines a has_one relationship. Module reference stored as atom - no compile dependency.



    


    
      
        implements(interface_module)

      


        Declares interface implementation. Module reference stored as atom - no compile dependency.



    


    
      
        object(name, opts \\ [], list)

      


        Defines a GraphQL object type.



    





      


      
        Functions


        


    

  
    
      
    
    
      belongs_to(name, type_module, opts \\ [])


        (macro)


        
          
        

    

  


  

Defines a belongs_to relationship. Module reference stored as atom - no compile dependency.

  



    

  
    
      
    
    
      connection(name, node_type, opts \\ [])


        (macro)


        
          
        

    

  


  

Defines a Relay connection field.

  



    

  
    
      
    
    
      field(name, type, opts \\ [])


        (macro)


        
          
        

    

  


  

Defines a field on the object.

  



    

  
    
      
    
    
      has_many(name, type_module, opts \\ [])


        (macro)


        
          
        

    

  


  

Defines a has_many relationship. Module reference stored as atom - no compile dependency.

  



    

  
    
      
    
    
      has_one(name, type_module, opts \\ [])


        (macro)


        
          
        

    

  


  

Defines a has_one relationship. Module reference stored as atom - no compile dependency.

  



  
    
      
    
    
      implements(interface_module)


        (macro)


        
          
        

    

  


  

Declares interface implementation. Module reference stored as atom - no compile dependency.

  



    

  
    
      
    
    
      object(name, opts \\ [], list)


        (macro)


        
          
        

    

  


  

Defines a GraphQL object type.
Options
	:struct - The backing Elixir struct (used for resolve_type)
	:description - Type description (can also use @desc)
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GreenFairy.Extension behaviour
    



      
Behaviour for creating custom macro extensions for GreenFairy types.
Creating Extensions
Extensions allow you to add custom macros and functionality to type definitions.
Create an extension module that uses this behaviour:
defmodule MyApp.GraphQL.CQL do
  use GreenFairy.Extension

  @impl true
  def using(_opts) do
    quote do
      import MyApp.GraphQL.CQL.Macros
    end
  end
end
Using Extensions
Extensions can be used inside type blocks:
defmodule MyApp.GraphQL.Types.User do
  use GreenFairy.Type

  type "User", struct: MyApp.User do
    use MyApp.GraphQL.CQL  # Brings in custom macros

    field :id, non_null(:id)
    field :name, :string

    # Now you can use custom macros from CQL
    query_field :users
  end
end
Extension Callbacks
Extensions can implement these callbacks:
	using/1 - Called when the extension is used, returns quoted code to inject
	transform_field/2 - Called for each field, can transform field definitions
	before_compile/2 - Called before compilation, can add middleware or metadata

Example: Custom Query Field Extension
defmodule MyApp.GraphQL.CQL do
  use GreenFairy.Extension

  @impl true
  def using(_opts) do
    quote do
      import MyApp.GraphQL.CQL.Macros
      Module.register_attribute(__MODULE__, :cql_queries, accumulate: true)
    end
  end
end

defmodule MyApp.GraphQL.CQL.Macros do
  @doc "Generates a query field with filters"
  defmacro query_field(name, opts \\ []) do
    quote do
      @cql_queries {unquote(name), unquote(opts)}
    end
  end
end
Field Transformation
The transform_field/2 callback allows extensions to modify field definitions:
@impl true
def transform_field(field_ast, config) do
  # Add custom middleware or transform the field
  field_ast
end

      


      
        Summary


  
    Callbacks
  


    
      
        before_compile(env, config)

      


        Optional callback called during __before_compile__.



    


    
      
        transform_field(field_ast, config)

      


        Optional callback to transform field definitions.



    


    
      
        using(opts)

      


        Called when the extension is used in a type block.



    





      


      
        Callbacks


        


  
    
      
    
    
      before_compile(env, config)


        (optional)


        
          
        

    

  


  

      

          @callback before_compile(env :: Macro.Env.t(), config :: map()) :: Macro.t() | nil


      


Optional callback called during __before_compile__.
Can be used to inject additional code into the compiled module,
such as metadata functions or middleware registration.
Parameters
	env - The compilation environment
	config - Configuration map with type metadata

Returns
Quoted code to inject, or nil for no injection.
Example
@impl true
def before_compile(_env, config) do
  quote do
    def __cql_queries__, do: @cql_queries
  end
end

  



  
    
      
    
    
      transform_field(field_ast, config)


        (optional)


        
          
        

    

  


  

      

          @callback transform_field(field_ast :: Macro.t(), config :: map()) :: Macro.t()


      


Optional callback to transform field definitions.
Called for each field in the type block. Can be used to add middleware,
modify arguments, or wrap resolvers.
Parameters
	field_ast - The Macro AST of the field definition
	config - Configuration map with :module, :type_name, etc.

Returns
The transformed field AST (or the original if no transformation needed).
Example
@impl true
def transform_field({:field, meta, [name, type | rest]} = ast, config) do
  # Add logging middleware to all fields
  ast
end

  



  
    
      
    
    
      using(opts)



        
          
        

    

  


  

      

          @callback using(opts :: keyword()) :: Macro.t()


      


Called when the extension is used in a type block.
Returns quoted code that will be injected into the type module.
This is where you import custom macros, register attributes, etc.
Parameters
	opts - Options passed to use ExtensionModule, opts

Example
@impl true
def using(_opts) do
  quote do
    import MyExtension.Macros
    Module.register_attribute(__MODULE__, :my_metadata, accumulate: true)
  end
end
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GreenFairy.Extensions.Auth.AuthenticatedMiddleware 
    



      
Middleware that checks if a user is authenticated.
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GreenFairy.Extensions.Auth.CapabilityMiddleware 
    



      
Middleware that checks if the current user has required capabilities.
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GreenFairy.Field.Association 
    



      
Macros for defining association fields with automatic DataLoader setup.
Usage
type "User", struct: MyApp.User do
  # Infers belongs_to from Ecto schema, returns single User
  assoc :organization

  # Infers has_many from Ecto schema, returns [Post] with limit/offset
  assoc :posts

  # Relay-style connection with cursor pagination
  connection :posts
end
Pagination Configuration
Configure defaults and maximums in your config:
config :green_fairy, :pagination,
  default_limit: 20,
  max_limit: 100,
  max_offset: 10000
Association Inference
The assoc macro automatically detects:
	Association type (belongs_to, has_one, has_many, many_to_many)
	Cardinality (:one or :many)
	Related module

For :many associations, it adds limit and offset arguments with
validation middleware.

      


      
        Summary


  
    Functions
  


    
      
        generate_assoc_field_ast(struct_module, field_name, opts, env)

      


        Generates field AST for an association at compile time.



    


    
      
        get_type_identifier(module)

      


        Get the GraphQL type identifier for a module.



    





      


      
        Functions


        


  
    
      
    
    
      generate_assoc_field_ast(struct_module, field_name, opts, env)



        
          
        

    

  


  

Generates field AST for an association at compile time.
Called during AST transformation in GreenFairy.Type.

  



  
    
      
    
    
      get_type_identifier(module)



        
          
        

    

  


  

Get the GraphQL type identifier for a module.
Tries to call __green_fairy_identifier__/0 if available,
otherwise converts the module name to snake_case.
Examples
iex> get_type_identifier(MyApp.Accounts.User)
:user
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GreenFairy.Field.Association.ValidatePagination 
    



      
Middleware that validates pagination arguments (limit and offset).
Enforces maximum limits to prevent resource exhaustion.
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GreenFairy.Field.ConnectionAggregate 
    



      
Support for auto-inferred aggregate operations in connections (sum, avg, min, max).
Aggregates are automatically inferred from the node type's fields:
	Numeric fields (integer, float, decimal) get sum/avg/min/max
	Temporal fields (date, datetime, etc.) get min/max only
	Fields with resolvers or aggregate: false are excluded
	sum/avg always return :float, min/max return the original field type

Usage
type "Engagement", struct: Engagement do
  field :hours_worked, :float
  field :total_pay, :decimal
  field :start_time, :datetime
  field :name, :string              # excluded (not numeric/temporal)
  field :secret, :float, aggregate: false  # excluded (opted out)
end

# Connection auto-infers aggregates from the node type above
connection :engagements, EngagementType
Generated Types
For each connection with aggregatable fields, generates:
	{Type}Aggregate - Main aggregate type with sum/avg/min/max fields
	{Type}SumAggregates - Sum aggregate fields (:float)
	{Type}AvgAggregates - Average aggregate fields (:float)
	{Type}MinAggregates - Minimum aggregate fields (original types)
	{Type}MaxAggregates - Maximum aggregate fields (original types)


      


      
        Summary


  
    Functions
  


    
      
        compute_aggregates(query, opts \\ [])

      


        Computes aggregates from an Ecto query.



    


    
      
        generate_aggregate_types(connection_name, type_name, aggregates, field_types \\ %{})

      


        Generates aggregate type definitions for a connection.



    


    
      
        infer_aggregates(fields)

      


        Infers aggregate configuration from a list of field info maps.



    


    
      
        resolve_aggregate_field(parent, field_map_key, field_name)

      


        Resolves aggregate field with deferred loading.



    





      


      
        Functions


        


    

  
    
      
    
    
      compute_aggregates(query, opts \\ [])



        
          
        

    

  


  

Computes aggregates from an Ecto query.
Options
	:repo - Ecto repo to use
	:aggregates - Aggregate configuration map
	:deferred - Whether to defer computation (default: true)

Returns
Map with aggregate results or functions for deferred loading:
	sum - Map of field => sum
	avg - Map of field => average
	min - Map of field => minimum
	max - Map of field => maximum


  



    

  
    
      
    
    
      generate_aggregate_types(connection_name, type_name, aggregates, field_types \\ %{})



        
          
        

    

  


  

Generates aggregate type definitions for a connection.
Called from before_compile to generate aggregate types.

  



  
    
      
    
    
      infer_aggregates(fields)



        
          
        

    

  


  

Infers aggregate configuration from a list of field info maps.
Returns {aggregates, field_types} where:
	aggregates is %{sum: [...], avg: [...], min: [...], max: [...]} or nil if no aggregatable fields
	field_types is a map of %{field_name => field_type} for all eligible fields

Numeric fields (integer, float, decimal) get sum/avg/min/max.
Temporal fields (date, datetime, etc.) get min/max only.
Fields with resolver: true or aggregate: false are excluded.

  



  
    
      
    
    
      resolve_aggregate_field(parent, field_map_key, field_name)



        
          
        

    

  


  

Resolves aggregate field with deferred loading.
Called by aggregate field resolvers to execute deferred aggregate computations.
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GreenFairy.Field.ConnectionResolver 
    



      
Automatic resolver for connection fields with parent filtering.
This module provides default resolvers for connections that automatically:
	Filter by parent when accessed through an association
	Apply CQL where filters
	Apply CQL orderBy sorting
	Handle cursor-based pagination
	Return connection results with nodes, totalCount, and exists

Usage
Connections automatically use this resolver unless you provide a custom one:
type "User" do
  # Automatic parent filtering - filters posts by user_id
  connection :posts, Post
end
For custom logic with parent access:
type "User" do
  connection :nearby_gigs, Gig do
    loader fn parents, args, ctx ->
      # parents is list of User structs
      # Custom logic here
    end
  end
end

      


      
        Summary


  
    Functions
  


    
      
        batch_resolve_association_connection(parents, args, resolution, opts)

      


        Batch resolver for association-based connections using DataLoader.



    


    
      
        resolve_association_connection(parent, args, resolution, opts)

      


        Default resolver for association-based connections.



    





      


      
        Functions


        


  
    
      
    
    
      batch_resolve_association_connection(parents, args, resolution, opts)



        
          
        

    

  


  

Batch resolver for association-based connections using DataLoader.
Efficiently loads connections for multiple parents in a single batch.
Parameters
	parents - List of parent objects
	args - Connection args
	resolution - Absinthe resolution
	opts - Same as resolve_association_connection/4

Returns
Map of parent -> connection result

  



  
    
      
    
    
      resolve_association_connection(parent, args, resolution, opts)



        
          
        

    

  


  

Default resolver for association-based connections.
Automatically filters by parent and applies CQL filters/ordering.
Uses deferred loading for totalCount and exists to avoid expensive
queries when those fields aren't requested.
Parameters
	parent - The parent object (e.g., User struct)
	args - Connection args (first, after, where, orderBy, etc.)
	resolution - Absinthe resolution with context, repo, etc.
	opts - Options including:	:repo - Ecto repo module
	:owner_key - Parent's key field (e.g., :id)
	:related_key - Child's foreign key (e.g., :user_id)
	:queryable - Base queryable (module or Ecto query)
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GreenFairy.Filter 
    



      
Multi-dispatch for applying semantic filters across different adapters.
This module provides dispatch for filter operations based on the
combination of adapter type and filter type. This allows scalars to define
semantic filter intent while adapters provide the implementation.
Design
	Scalars return semantic filter structs (e.g., %Geo.Near{})
	Registry maps {adapter_module, filter_module} to implementation functions
	Implementations translate semantic intent to adapter-specific queries

Example
# Scalar returns semantic intent
filter :near, fn point, opts ->
  %GreenFairy.Filters.Geo.Near{
    point: point,
    distance: opts[:distance] || 1000
  }
end

# Implementation module registers handlers
defmodule MyApp.Filters.Postgres do
  use GreenFairy.Filter.Impl,
    adapter: GreenFairy.Adapters.Ecto.Postgres

  filter_impl Geo.Near do
    def apply(_adapter, %{point: point, distance: dist}, field, query) do
      import Ecto.Query
      {:ok, from(q in query,
        where: fragment("ST_DWithin(?::geography, ?::geography, ?)",
          field(q, ^field), ^point, ^dist))}
    end
  end
end

      


      
        Summary


  
    Functions
  


    
      
        apply(adapter, filter, field, query)

      


        Applies a semantic filter to a query.



    


    
      
        apply!(adapter, filter, field, query)

      


        Convenience function to apply a filter with error handling.



    


    
      
        registered_implementations()

      


        Returns all registered implementations.



    





      


      
        Functions


        


  
    
      
    
    
      apply(adapter, filter, field, query)



        
          
        

    

  


  

Applies a semantic filter to a query.
Arguments
	adapter - The adapter struct (e.g., %Ecto.Postgres{})
	filter - The semantic filter struct (e.g., %Geo.Near{})
	field - The field name being filtered
	query - The query being built

Returns
	{:ok, updated_query} - Filter applied successfully
	{:error, reason} - Filter could not be applied


  



  
    
      
    
    
      apply!(adapter, filter, field, query)



        
          
        

    

  


  

Convenience function to apply a filter with error handling.

  



  
    
      
    
    
      registered_implementations()



        
          
        

    

  


  

Returns all registered implementations.
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GreenFairy.Filter.Ecto.Postgres 
    



      
Filter implementations for PostgreSQL with PostGIS support.
This module provides filter implementations for the PostgreSQL adapter,
including PostGIS spatial functions and pg_trgm text search.
Geo Filters
Geo filters require the PostGIS extension. If PostGIS is not enabled
in the adapter, geo filters will return {:error, :postgis_required}.
Text Filters
Full-text search uses PostgreSQL's built-in tsvector and tsquery.
Fuzzy matching can use pg_trgm if enabled.

      


      
        Summary


  
    Functions
  


    
      
        __adapter__()

      


        Returns the adapter this module provides implementations for.



    


    
      
        __filter_impls__()

      


        Returns the list of filter types this module implements.



    





      


      
        Functions


        


  
    
      
    
    
      __adapter__()



        
          
        

    

  


  

Returns the adapter this module provides implementations for.

  



  
    
      
    
    
      __filter_impls__()



        
          
        

    

  


  

Returns the list of filter types this module implements.
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GreenFairy.Filter.Elasticsearch 
    



      
Filter implementations for Elasticsearch.
This module provides filter implementations that build Elasticsearch
query DSL. Filters are added to a bool query structure.
Query Structure
Filters build on a bool query structure:
%{
  "query" => %{
    "bool" => %{
      "must" => [...],
      "filter" => [...],
      "should" => [...],
      "must_not" => [...]
    }
  }
}
Most filters are added to the filter clause for better caching.

      


      
        Summary


  
    Functions
  


    
      
        __adapter__()

      


        Returns the adapter this module provides implementations for.



    


    
      
        __filter_impls__()

      


        Returns the list of filter types this module implements.



    





      


      
        Functions


        


  
    
      
    
    
      __adapter__()



        
          
        

    

  


  

Returns the adapter this module provides implementations for.

  



  
    
      
    
    
      __filter_impls__()



        
          
        

    

  


  

Returns the list of filter types this module implements.
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GreenFairy.Filter.Elasticsearch.Helpers 
    



      
Helper functions for building Elasticsearch query DSL.

      


      
        Summary


  
    Functions
  


    
      
        append_filter(query, filter)

      


        Appends a filter clause to the bool query's filter section.



    


    
      
        append_must(query, clause)

      


        Appends a clause to the bool query's must section.



    


    
      
        append_must_not(query, clause)

      


        Appends a clause to the bool query's must_not section.



    





      


      
        Functions


        


  
    
      
    
    
      append_filter(query, filter)



        
          
        

    

  


  

Appends a filter clause to the bool query's filter section.

  



  
    
      
    
    
      append_must(query, clause)



        
          
        

    

  


  

Appends a clause to the bool query's must section.

  



  
    
      
    
    
      append_must_not(query, clause)



        
          
        

    

  


  

Appends a clause to the bool query's must_not section.
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GreenFairy.Filter.Impl 
    



      
Use hook for defining filter implementations.
This module provides a clean DSL for defining adapter-specific filter
implementations using a registry-based dispatch system.
Usage
defmodule MyApp.Filters.Postgres do
  use GreenFairy.Filter.Impl,
    adapter: GreenFairy.Adapters.Ecto.Postgres

  alias GreenFairy.Filters.Geo
  import Ecto.Query

  filter_impl Geo.Near do
    def apply(adapter, %{point: point, distance: dist}, field, query) do
      {:ok, from(q in query,
        where: fragment("ST_DWithin(?::geography, ?::geography, ?)",
          field(q, ^field), ^point, ^dist))}
    end
  end

  filter_impl Geo.WithinBounds do
    def apply(_adapter, %{bounds: bounds}, field, query) do
      {:ok, from(q in query,
        where: fragment("ST_Within(?, ?)", field(q, ^field), ^bounds))}
    end
  end
end
Options
	:adapter - The adapter struct module this implementation targets

The filter_impl Macro
The filter_impl/2 macro defines a filter implementation for a specific
filter struct type. Inside the block, define an apply/4 function:
filter_impl FilterModule do
  def apply(adapter, filter, field, query) do
    # adapter - The adapter struct
    # filter  - The filter struct (pattern match to destructure)
    # field   - The field name being filtered
    # query   - The query being built
    {:ok, updated_query}
  end
end

      


      
        Summary


  
    Functions
  


    
      
        filter_impl(filter_module, list)

      


        Defines a filter implementation for a specific filter struct.



    





      


      
        Functions


        


  
    
      
    
    
      filter_impl(filter_module, list)


        (macro)


        
          
        

    

  


  

Defines a filter implementation for a specific filter struct.
Example
filter_impl Geo.Near do
  def apply(adapter, %{point: point, distance: dist}, field, query) do
    {:ok, build_geo_query(query, field, point, dist)}
  end
end
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GreenFairy.Filters.Basic 
    



      
Semantic filter structs for basic comparison operations.
These filters work similarly across most adapters and represent
common filtering operations.
Supported Operations
	Equals - Exact equality
	NotEquals - Inequality
	In - Value in list
	NotIn - Value not in list
	Range - Value within range (gt, gte, lt, lte)
	IsNil - Null check
	Contains - String/array contains
	StartsWith - String prefix
	EndsWith - String suffix
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GreenFairy.Filters.Basic.Contains 
    



      
Contains filter for strings or arrays.
Fields
	:value - The value to search for
	:case_sensitive - Whether match is case-sensitive (default: false)


      


      
        Summary


  
    Types
  


    
      
        t()

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %GreenFairy.Filters.Basic.Contains{
  case_sensitive: boolean(),
  value: any()
}
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GreenFairy.Filters.Basic.EndsWith 
    



      
String suffix filter.
Fields
	:value - The suffix to match
	:case_sensitive - Whether match is case-sensitive (default: false)
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          @type t() :: %GreenFairy.Filters.Basic.EndsWith{
  case_sensitive: boolean(),
  value: String.t()
}
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GreenFairy.Filters.Basic.Equals 
    



      
Exact equality filter
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          @type t() :: %GreenFairy.Filters.Basic.Equals{value: any()}
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Value in list filter
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          @type t() :: %GreenFairy.Filters.Basic.In{values: [any()]}


      



  


        

      


  

  
    
    GreenFairy.Filters.Basic.IsNil - GreenFairy v0.3.0
    
    

    


  
  

    
GreenFairy.Filters.Basic.IsNil 
    



      
Null check filter.
Fields
	:is_nil - true to match nulls, false to match non-nulls
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          @type t() :: %GreenFairy.Filters.Basic.IsNil{is_nil: boolean()}


      



  


        

      


  

  
    
    GreenFairy.Filters.Basic.NotEquals - GreenFairy v0.3.0
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Inequality filter
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          @type t() :: %GreenFairy.Filters.Basic.NotEquals{value: any()}


      



  


        

      


  

  
    
    GreenFairy.Filters.Basic.NotIn - GreenFairy v0.3.0
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Value not in list filter
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          @type t() :: %GreenFairy.Filters.Basic.NotIn{values: [any()]}
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GreenFairy.Filters.Basic.Range 
    



      
Range filter with optional bounds.
Fields
	:gt - Greater than (exclusive)
	:gte - Greater than or equal (inclusive)
	:lt - Less than (exclusive)
	:lte - Less than or equal (inclusive)
	:min - Alias for :gte
	:max - Alias for :lte
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          @type t() :: %GreenFairy.Filters.Basic.Range{
  gt: any(),
  gte: any(),
  lt: any(),
  lte: any(),
  max: any(),
  min: any()
}
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GreenFairy.Filters.Basic.StartsWith 
    



      
String prefix filter.
Fields
	:value - The prefix to match
	:case_sensitive - Whether match is case-sensitive (default: false)


      


      
        Summary


  
    Types
  


    
      
        t()

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %GreenFairy.Filters.Basic.StartsWith{
  case_sensitive: boolean(),
  value: String.t()
}
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Elasticsearch-specific semantic filter structs.
These filters provide operations unique to Elasticsearch that don't
have equivalents in traditional SQL databases:
	Fuzzy - Fuzzy text matching with edit distance
	Boost - Field boosting for relevance scoring
	FunctionScore - Complex scoring with functions
	MoreLikeThis - Find similar documents
	Nested - Query nested objects
	Script - Custom scoring with Painless scripts

Example
filter :search, fn query, opts ->
  %GreenFairy.Filters.Elasticsearch.Fuzzy{
    value: query,
    fuzziness: :auto,
    prefix_length: 2
  }
end

      




  

  
    
    GreenFairy.Filters.Elasticsearch.Boost - GreenFairy v0.3.0
    
    

    


  
  

    
GreenFairy.Filters.Elasticsearch.Boost 
    



      
Boost a query clause for relevance scoring.
Wraps an inner filter/query and applies a boost factor to increase
or decrease its contribution to the relevance score.
Fields
	:factor - The boost factor (default: 1.0, higher = more important)

Example
# Double the importance of title matches
%Boost{factor: 2.0}
This is typically used in conjunction with other filters via the
CQL extension, where boosting is applied per-field.
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          @type t() :: %GreenFairy.Filters.Elasticsearch.Boost{factor: float()}


      



  


        

      


  

  
    
    GreenFairy.Filters.Elasticsearch.Decay - GreenFairy v0.3.0
    
    

    


  
  

    
GreenFairy.Filters.Elasticsearch.Decay 
    



      
Distance-based decay scoring.
Scores documents based on how far a field value is from
an origin point. Common for date-based relevance and
geo-distance scoring.
Fields
	:type - Decay function (:exp, :linear, :gauss)
	:origin - The optimal value (e.g., "now" for dates, coordinates for geo)
	:scale - The distance at which score is halved
	:offset - No decay within this distance from origin
	:decay - Score at scale distance (default: 0.5)

Example
# Prefer recent documents, halving score for docs 30 days old
%Decay{
  type: :exp,
  origin: "now",
  scale: "30d",
  offset: "1d",
  decay: 0.5
}
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          @type t() :: %GreenFairy.Filters.Elasticsearch.Decay{
  decay: float(),
  offset: String.t(),
  origin: String.t() | map(),
  scale: String.t(),
  type: :exp | :linear | :gauss
}


      



  


        

      


  

  
    
    GreenFairy.Filters.Elasticsearch.FunctionScore - GreenFairy v0.3.0
    
    

    


  
  

    
GreenFairy.Filters.Elasticsearch.FunctionScore 
    



      
Complex relevance scoring using Elasticsearch function_score.
Allows sophisticated scoring functions like decay functions,
field value factors, and random scoring.
Fields
	:functions - List of scoring functions to apply
	:score_mode - How to combine function scores (:multiply, :sum, :avg, :first, :max, :min)
	:boost_mode - How to combine with query score (:multiply, :replace, :sum, :avg, :max, :min)
	:max_boost - Maximum boost value (caps the score)
	:min_score - Minimum score threshold

Function Types
Each function in :functions can be:
	{:weight, weight} - Simple constant weight
	{:field_value_factor, field, factor, modifier, missing} - Score based on field value
	{:decay, type, field, origin, scale, offset, decay} - Distance-based decay
	{:random_score, seed, field} - Reproducible random scoring
	{:script_score, script} - Custom Painless script

Example
%FunctionScore{
  functions: [
    {:field_value_factor, :popularity, 1.2, :log1p, 1},
    {:decay, :exp, :created_at, "now", "10d", "1d", 0.5}
  ],
  score_mode: :sum,
  boost_mode: :multiply
}
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          @type boost_mode() :: :multiply | :replace | :sum | :avg | :max | :min


      



  



  
    
      
    
    
      score_function()



        
          
        

    

  


  

      

          @type score_function() ::
  {:weight, number()}
  | {:field_value_factor, atom(), number(), atom(), number()}
  | {:decay, :exp | :linear | :gauss, atom(), String.t(), String.t(),
     String.t(), float()}
  | {:random_score, integer() | String.t(), atom()}
  | {:script_score, String.t()}
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          @type score_mode() :: :multiply | :sum | :avg | :first | :max | :min
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          @type t() :: %GreenFairy.Filters.Elasticsearch.FunctionScore{
  boost_mode: boost_mode(),
  functions: [score_function()],
  max_boost: number() | nil,
  min_score: number() | nil,
  score_mode: score_mode()
}
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GreenFairy.Filters.Elasticsearch.Fuzzy 
    



      
Fuzzy text matching with configurable edit distance.
Useful for handling typos and misspellings in search queries.
Fields
	:value - The text to search for
	:fuzziness - Edit distance (:auto, 0, 1, or 2)
	:prefix_length - Number of initial characters that must match exactly
	:max_expansions - Maximum number of terms to expand to

Example
%Fuzzy{value: "elasticsearch", fuzziness: :auto, prefix_length: 2}
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          @type t() :: %GreenFairy.Filters.Elasticsearch.Fuzzy{
  fuzziness: :auto | 0..2,
  max_expansions: pos_integer(),
  prefix_length: non_neg_integer(),
  value: String.t()
}
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GreenFairy.Filters.Elasticsearch.MoreLikeThis 
    



      
Find documents similar to provided text or documents.
Uses Elasticsearch's more_like_this query for content-based
similarity matching.
Fields
	:like - Text or document IDs to find similar content to
	:fields - Fields to analyze for similarity
	:min_term_freq - Minimum term frequency in source doc
	:max_query_terms - Maximum terms in generated query
	:min_doc_freq - Minimum document frequency for terms
	:max_doc_freq - Maximum document frequency for terms
	:min_word_length - Minimum word length to consider
	:max_word_length - Maximum word length to consider
	:boost_terms - Boost factor for significant terms
	:include - Include input document in results

Example
%MoreLikeThis{
  like: "Elasticsearch is a distributed search engine",
  fields: [:title, :content],
  min_term_freq: 1,
  max_query_terms: 25
}
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          @type like_doc() :: %{_index: String.t(), _id: String.t()} | String.t()
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          @type t() :: %GreenFairy.Filters.Elasticsearch.MoreLikeThis{
  boost_terms: number(),
  fields: [atom()] | nil,
  include: boolean(),
  like: like_doc() | [like_doc()],
  max_doc_freq: pos_integer() | nil,
  max_query_terms: pos_integer(),
  max_word_length: pos_integer() | nil,
  min_doc_freq: pos_integer(),
  min_term_freq: pos_integer(),
  min_word_length: non_neg_integer()
}
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GreenFairy.Filters.Elasticsearch.Nested 
    



      
Query nested objects within a document.
Elasticsearch nested objects require special query handling
to maintain document relationships.
Fields
	:path - The nested field path
	:query - The inner query/filter to apply
	:score_mode - How to combine nested hit scores (:avg, :sum, :min, :max, :none)

Example
%Nested{
  path: :comments,
  query: %Basic.Equals{value: "user123"},
  score_mode: :avg
}
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          @type t() :: %GreenFairy.Filters.Elasticsearch.Nested{
  path: atom() | String.t(),
  query: struct(),
  score_mode: :avg | :sum | :min | :max | :none
}


      



  


        

      


  

  
    
    GreenFairy.Filters.Elasticsearch.ScoreBoost - GreenFairy v0.3.0
    
    

    


  
  

    
GreenFairy.Filters.Elasticsearch.ScoreBoost 
    



      
Apply a boost factor directly to a field match.
This is the most common boosting pattern - boost matches on a
specific field to increase their relevance.
Fields
	:value - The value to match
	:boost - The boost factor to apply (default: 1.0)

Example
%ScoreBoost{value: "urgent", boost: 5.0}
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          @type t() :: %GreenFairy.Filters.Elasticsearch.ScoreBoost{
  boost: float(),
  value: term()
}
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GreenFairy.Filters.Elasticsearch.ScriptScore 
    



      
Custom scoring using Painless scripts.
Allows arbitrary scoring logic using Elasticsearch's
Painless scripting language.
Fields
	:script - The Painless script source
	:params - Parameters to pass to the script

Example
%ScriptScore{
  script: "doc['popularity'].value * params.factor",
  params: %{factor: 1.5}
}
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          @type t() :: %GreenFairy.Filters.Elasticsearch.ScriptScore{
  params: map(),
  script: String.t()
}
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Semantic filter structs for geographic operations.
These structs represent the intent of a geo filter without any
adapter-specific implementation. The GreenFairy.Filter protocol
dispatches to the appropriate adapter to apply the actual filter.
Supported Operations
	Near - Find records within a distance of a point
	WithinDistance - Alias for Near with explicit distance
	WithinBounds - Find records within a bounding box
	Intersects - Find records that intersect a geometry

Example
# In a scalar definition
filter :near, fn point, opts ->
  %GreenFairy.Filters.Geo.Near{
    point: point,
    distance: opts[:distance] || 1000,
    unit: :meters
  }
end
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GreenFairy.Filters.Geo.Intersects 
    



      
Filter for finding records that intersect a geometry.
Fields
	:geometry - The geometry to test intersection against
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          @type t() :: %GreenFairy.Filters.Geo.Intersects{geometry: Geo.geometry() | map()}


      



  


        

      


  

  
    
    GreenFairy.Filters.Geo.Near - GreenFairy v0.3.0
    
    

    


  
  

    
GreenFairy.Filters.Geo.Near 
    



      
Filter for finding records within a distance of a point.
Fields
	:point - The center point (typically a Geo.Point struct)
	:distance - The maximum distance
	:unit - Distance unit (:meters, :kilometers, :miles)
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          @type t() :: %GreenFairy.Filters.Geo.Near{
  distance: number() | nil,
  point: Geo.Point.t() | map(),
  unit: :meters | :kilometers | :miles
}
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GreenFairy.Filters.Geo.WithinBounds 
    



      
Filter for finding records within a bounding box or polygon.
Fields
	:bounds - The bounding geometry (polygon, box, etc.)
	:srid - Spatial reference ID (default: 4326 for WGS84)
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          @type t() :: %GreenFairy.Filters.Geo.WithinBounds{
  bounds: Geo.Polygon.t() | map(),
  srid: integer()
}


      



  


        

      


  

  
    
    GreenFairy.Filters.Geo.WithinDistance - GreenFairy v0.3.0
    
    

    


  
  

    
GreenFairy.Filters.Geo.WithinDistance 
    



      
Filter for finding records within an explicit distance of a point.
Similar to Near but requires distance to be specified.
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          @type t() :: %GreenFairy.Filters.Geo.WithinDistance{
  distance: number(),
  point: Geo.Point.t() | map(),
  unit: :meters | :kilometers | :miles
}
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Semantic filter structs for text search operations.
These structs represent full-text search intent without adapter-specific
implementation details.
Supported Operations
	Fulltext - Full-text search with optional fuzziness
	Match - Simple text matching
	Prefix - Prefix/autocomplete matching
	Phrase - Exact phrase matching

Example
filter :search, fn query, opts ->
  %GreenFairy.Filters.Text.Fulltext{
    query: query,
    fields: opts[:fields],
    fuzziness: opts[:fuzziness] || :auto
  }
end
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GreenFairy.Filters.Text.Fulltext 
    



      
Full-text search filter with optional fuzziness and field targeting.
Fields
	:query - The search query string
	:fields - List of fields to search (nil = all fields)
	:fuzziness - Fuzziness level (:auto, :none, or integer 0-2)
	:operator - How to combine terms (:and or :or)
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          @type t() :: %GreenFairy.Filters.Text.Fulltext{
  fields: [atom()] | nil,
  fuzziness: :auto | :none | 0..2,
  operator: :and | :or,
  query: String.t()
}
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GreenFairy.Filters.Text.Match 
    



      
Simple text matching filter.
Fields
	:query - The text to match
	:operator - How to combine terms (:and or :or)


      


      
        Summary


  
    Types
  


    
      
        t()

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %GreenFairy.Filters.Text.Match{operator: :and | :or, query: String.t()}
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GreenFairy.Filters.Text.Phrase 
    



      
Exact phrase matching filter.
Fields
	:phrase - The exact phrase to match
	:slop - Number of positions tokens can be moved (default: 0)
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          @type t() :: %GreenFairy.Filters.Text.Phrase{
  phrase: String.t(),
  slop: non_neg_integer()
}


      



  


        

      


  

  
    
    GreenFairy.Filters.Text.Prefix - GreenFairy v0.3.0
    
    

    


  
  

    
GreenFairy.Filters.Text.Prefix 
    



      
Prefix matching filter for autocomplete-style queries.
Fields
	:value - The prefix to match
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          @type t() :: %GreenFairy.Filters.Text.Prefix{value: String.t()}
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Behaviour for custom global ID encoding and decoding.
GreenFairy uses global IDs to uniquely identify objects across the schema.
By default, IDs are encoded as Base64 strings in the format TypeName:localId.
Customizing Global IDs
You can implement your own encoding/decoding by implementing this behaviour:
defmodule MyApp.CustomGlobalId do
  @behaviour GreenFairy.GlobalId

  @impl true
  def encode(type_name, id) do
    # Your custom encoding
    MyApp.Hashids.encode(type_name, id)
  end

  @impl true
  def decode(global_id) do
    # Your custom decoding
    case MyApp.Hashids.decode(global_id) do
      {:ok, type_name, id} -> {:ok, {type_name, id}}
      :error -> {:error, :invalid_global_id}
    end
  end
end
Then configure it in your schema:
use GreenFairy.Schema,
  global_id: MyApp.CustomGlobalId
Default Implementation
The default implementation (GreenFairy.GlobalId.Base64) follows the Relay
specification with Base64 encoding:
# Encode
GlobalId.Base64.encode("User", 123)
#=> "VXNlcjoxMjM="

# Decode
GlobalId.Base64.decode("VXNlcjoxMjM=")
#=> {:ok, {"User", "123"}}
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        decode(global_id)

      


        Decodes a global ID using the default or configured implementation.
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        Decodes a global ID, raising on error.
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        Decodes a global ID and attempts to parse the local ID as an integer.
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        Returns the default global ID implementation.
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        Encodes a global ID using the default or configured implementation.
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        Extracts just the local ID from a global ID.
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        Extracts just the type name from a global ID.
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          @callback decode(global_id :: String.t()) :: {:ok, {String.t(), any()}} | {:error, term()}


      


Decodes a global ID string into its type name and local ID.
Parameters
	global_id - The encoded global ID string

Returns
	{:ok, {type_name, local_id}} on success
	{:error, reason} on failure

Examples
decode("VXNlcjoxMjM=")
#=> {:ok, {"User", "123"}}

decode("invalid")
#=> {:error, :invalid_global_id}
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          @callback encode(type_name :: atom() | String.t(), id :: any()) :: String.t()


      


Encodes a type name and local ID into a global ID string.
The type name can be an atom or string. If an atom is provided,
it should be converted to a string (typically PascalCase).
Parameters
	type_name - The GraphQL type name (atom or string)
	id - The local ID (any term, typically integer or string)

Returns
A global ID string.
Examples
encode(:user, 123)
#=> "some_encoded_string"

encode("User", "abc-def")
#=> "some_other_encoded_string"

  


        

      

      
        Functions


        


  
    
      
    
    
      decode(global_id)



        
          
        

    

  


  

Decodes a global ID using the default or configured implementation.

  



  
    
      
    
    
      decode!(global_id)



        
          
        

    

  


  

Decodes a global ID, raising on error.

  



  
    
      
    
    
      decode_id(global_id)



        
          
        

    

  


  

Decodes a global ID and attempts to parse the local ID as an integer.

  



  
    
      
    
    
      default()



        
          
        

    

  


  

Returns the default global ID implementation.
Returns GreenFairy.GlobalId.Base64 unless configured otherwise
in the application environment.

  



  
    
      
    
    
      encode(type_name, id)



        
          
        

    

  


  

Encodes a global ID using the default or configured implementation.

  



  
    
      
    
    
      local_id(global_id)



        
          
        

    

  


  

Extracts just the local ID from a global ID.

  



  
    
      
    
    
      type(global_id)



        
          
        

    

  


  

Extracts just the type name from a global ID.

  


        

      


  

  
    
    GreenFairy.GlobalId.Base64 - GreenFairy v0.3.0
    
    

    


  
  

    
GreenFairy.GlobalId.Base64 
    



      
Default Base64 implementation of the GlobalId behaviour.
This follows the Relay Object Identification specification where
global IDs are Base64-encoded strings in the format TypeName:localId.
Examples
# Encoding
Base64.encode("User", 123)
#=> "VXNlcjoxMjM="

Base64.encode(:user_profile, 42)
#=> "VXNlclByb2ZpbGU6NDI="

# Decoding
Base64.decode("VXNlcjoxMjM=")
#=> {:ok, {"User", "123"}}

      


      
        Summary


  
    Functions
  


    
      
        decode(global_id)

      


        Decodes a Base64 global ID into its type name and local ID.



    


    
      
        encode(type_name, local_id)

      


        Encodes a type name and local ID into a Base64 global ID.



    





      


      
        Functions


        


  
    
      
    
    
      decode(global_id)



        
          
        

    

  


  

      

          @spec decode(String.t()) :: {:ok, {String.t(), String.t()}} | {:error, atom()}


      


Decodes a Base64 global ID into its type name and local ID.
Returns {:ok, {type_name, local_id}} on success, or {:error, reason} on failure.

  



  
    
      
    
    
      encode(type_name, local_id)



        
          
        

    

  


  

      

          @spec encode(atom() | String.t(), term()) :: String.t()


      


Encodes a type name and local ID into a Base64 global ID.
The type name can be an atom or string. Atoms are converted to
PascalCase (e.g., :user_profile becomes "UserProfile").
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GreenFairy.Introspection 
    



      
Helpers for introspection visibility filtering.
How visibility filtering is applied
GreenFairy uses a custom Absinthe phase (GreenFairy.Introspection.FilterPhase)
to filter introspection results. This phase is added to the pipeline via
the schema's pipeline/2 callback.
With Absinthe.Plug (production)
Absinthe.Plug calls schema.pipeline/2, so filtering works automatically.
With Absinthe.run (tests)
Absinthe.run/3 does NOT call schema.pipeline/2. Use either:
	The generated MySchema.run/2 helper (recommended):
 = MySchema.run("{ __type(name: \"User\") { fields { name } } }",
   context: %{current_user: admin}
 )

	Or pass a pipeline_modifier:
 Absinthe.run(query, MySchema,
   context: ctx,
   pipeline_modifier: &GreenFairy.Introspection.pipeline_modifier/2
 )


Custom middleware override
If you override pipeline/2 in your schema, include the filter phase:
def pipeline(config, opts) do
  super(config, opts)
  |> GreenFairy.Introspection.add_filter_phase()
end

      


      
        Summary


  
    Functions
  


    
      
        add_filter_phase(pipeline)

      


        Adds the visibility filter phase to an Absinthe pipeline.



    


    
      
        pipeline_modifier(pipeline, opts)

      


        Pipeline modifier function for use with Absinthe.run/3.



    





      


      
        Functions


        


  
    
      
    
    
      add_filter_phase(pipeline)



        
          
        

    

  


  

Adds the visibility filter phase to an Absinthe pipeline.
Use this when overriding pipeline/2 in your schema.

  



  
    
      
    
    
      pipeline_modifier(pipeline, opts)



        
          
        

    

  


  

Pipeline modifier function for use with Absinthe.run/3.
Absinthe.run(query, MySchema,
  pipeline_modifier: &GreenFairy.Introspection.pipeline_modifier/2
)
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Absinthe middleware that automatically analyzes and limits query complexity.
This middleware intercepts CQL queries before execution and uses EXPLAIN
to estimate their complexity. Queries that exceed limits are rejected with
helpful error messages.
Adapter Support
Query complexity analysis is supported on adapters that provide EXPLAIN:
	✅ PostgreSQL - Full support with detailed metrics
	✅ MySQL - Full support with cost analysis
	❌ SQLite - Not supported (limited EXPLAIN)
	❌ MSSQL - Not supported (different execution plan format)
	❌ Elasticsearch - Not supported (no EXPLAIN)

For unsupported adapters, the middleware automatically skips complexity
checking and allows queries through.
Features
	Automatic EXPLAIN Analysis - Analyzes queries before execution (PostgreSQL, MySQL only)
	Load-Based Limits - Adjusts limits based on current database load
	Helpful Errors - Returns suggestions for optimization
	Telemetry Integration - Emits metrics for monitoring
	Configurable - Per-field or global configuration
	Adapter-Aware - Automatically detects adapter support

Usage
Per-Field Configuration
field :users, list_of(:user) do
  arg :filter, :cql_filter_user_input
  arg :order, :cql_order_user_input

  # Add middleware with custom limits
  middleware GreenFairy.Middleware.QueryComplexity, max_complexity: 5_000

  resolve &resolve_users/3
end
Global Configuration
Add to your schema:
def middleware(middleware, _field, _object) do
  # Add query complexity checking to all CQL fields
  [GreenFairy.Middleware.QueryComplexity | middleware]
end
Conditional Configuration
Only apply to specific types:
def middleware(middleware, field, %Absinthe.Type.Object{identifier: type})
    when type in [:query, :mutation] do

  # Check if field uses CQL
  if has_cql_args?(field) do
    [GreenFairy.Middleware.QueryComplexity | middleware]
  else
    middleware
  end
end

def middleware(middleware, _field, _object), do: middleware
Configuration
Per-Field Options
middleware GreenFairy.Middleware.QueryComplexity,
  max_complexity: 10_000,      # Maximum complexity score
  adaptive_limits: true,        # Adjust limits based on load
  warn_threshold: 0.7,          # Warn at 70% of limit
  enabled: true                 # Enable/disable checking
Application Config
config :green_fairy, :query_complexity,
  # Global maximum complexity (can be overridden per-field)
  max_complexity: 10_000,

  # Enable adaptive limits based on database load
  adaptive_limits: true,

  # Threshold for warnings (0.0 - 1.0)
  warn_threshold: 0.7,

  # Enable/disable globally
  enabled: true,

  # Repo to use for analysis (required)
  repo: MyApp.Repo
Error Responses
When a query is rejected:
{
  "errors": [
    {
      "message": "Query complexity too high",
      "extensions": {
        "code": "QUERY_TOO_COMPLEX",
        "complexity_score": 85.3,
        "limit": 50.0,
        "cost": 12500,
        "suggestions": [
          "Consider adding indexes to: users, posts",
          "Query cost is very high (12500.00). Consider adding filters or limits."
        ]
      }
    }
  ]
}
When a query triggers a warning (logged but not rejected):
[warning] Query complexity high: score=72.5, limit=100, field=users
Suggestions:
  - Consider adding indexes to: posts
Telemetry Events
This middleware emits the same telemetry events as QueryComplexityAnalyzer:
	[:green_fairy, :query_complexity, :query_accepted]
	[:green_fairy, :query_complexity, :query_warning]
	[:green_fairy, :query_complexity, :query_rejected]

Subscribe to events:
:telemetry.attach_many(
  "query-complexity-handler",
  [
    [:green_fairy, :query_complexity, :query_accepted],
    [:green_fairy, :query_complexity, :query_warning],
    [:green_fairy, :query_complexity, :query_rejected]
  ],
  &handle_query_complexity_event/4,
  nil
)

def handle_query_complexity_event(event_name, measurements, metadata, _config) do
  # Log or send to monitoring system
  Logger.info("Query complexity event: #{inspect(event_name)}")
  Logger.info("Measurements: #{inspect(measurements)}")
end
Performance Considerations
	EXPLAIN queries are fast (< 10ms typically)
	Results can be cached for identical queries
	Minimal overhead for simple queries
	Load metrics are sampled periodically (not per-query)

Disabling for Development
Disable in dev environment:
# config/dev.exs
config :green_fairy, :query_complexity,
  enabled: false
Or conditionally:
def middleware(middleware, _field, _object) do
  if Application.get_env(:green_fairy, :check_complexity, false) do
    [GreenFairy.Middleware.QueryComplexity | middleware]
  else
    middleware
  end
end
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Define query, mutation, and subscription fields in a single module.
Usage
defmodule MyApp.GraphQL.Operations.Users do
  use GreenFairy.Operations

  query_field :user, :user do
    arg :id, non_null(:id)
    resolve &MyApp.Resolvers.User.get/3
  end

  query_field :users, list_of(:user) do
    resolve &MyApp.Resolvers.User.list/3
  end

  mutation_field :create_user, :user do
    arg :input, non_null(:create_user_input)
    resolve &MyApp.Resolvers.User.create/3
  end

  mutation_field :update_user, :user do
    arg :id, non_null(:id)
    arg :input, non_null(:update_user_input)
    resolve &MyApp.Resolvers.User.update/3
  end

  subscription_field :user_updated, :user do
    arg :user_id, :id

    config fn args, _ ->
      {:ok, topic: args[:user_id] || "*"}
    end
  end
end
This is equivalent to having separate Query, Mutation, and Subscription
modules but lets you group related operations together.

      


      
        Summary


  
    Functions
  


    
      
        mutation_field(name, type)

      


    


    
      
        mutation_field(name, type, list)

      


        Defines a mutation field.



    


    
      
        query_field(name, type)

      


    


    
      
        query_field(name, type, list)

      


        Defines a query field.



    


    
      
        subscription_field(name, type)

      


    


    
      
        subscription_field(name, type, list)

      


        Defines a subscription field.



    





      


      
        Functions


        


  
    
      
    
    
      mutation_field(name, type)


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      mutation_field(name, type, list)


        (macro)


        
          
        

    

  


  

Defines a mutation field.
Examples
mutation_field :create_user, :user do
  arg :input, non_null(:create_user_input)
  resolve &create_user/3
end

  



  
    
      
    
    
      query_field(name, type)


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      query_field(name, type, list)


        (macro)


        
          
        

    

  


  

Defines a query field.
Examples
query_field :user, :user do
  arg :id, non_null(:id)
  resolve &get_user/3
end

  



  
    
      
    
    
      subscription_field(name, type)


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      subscription_field(name, type, list)


        (macro)


        
          
        

    

  


  

Defines a subscription field.
Examples
subscription_field :user_updated, :user do
  config fn args, _ ->
    {:ok, topic: args[:user_id] || "*"}
  end
end
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Runtime registry for type implementations.
This module maintains a mapping of structs to type identifiers,
enabling auto-generated resolve_type functions for interfaces.
Types automatically register themselves when they use implements
with a struct: option.
Uses :persistent_term for storage to persist across processes.

      


      
        Summary


  
    Functions
  


    
      
        all()

      


        Gets all registrations.



    


    
      
        clear()

      


        Clears all registrations. Useful for testing.



    


    
      
        implementations(interface_module)

      


        Gets all registered implementations for an interface.



    


    
      
        register(struct_module, type_identifier, interface_module)

      


        Registers a struct module as implementing a type.



    


    
      
        resolve_type(arg1, interface_module)

      


        Looks up the type identifier for a struct implementing an interface.



    


    
      
        type_for_struct(struct_module)

      


        Looks up the type identifier for a struct module (regardless of interface).



    





      


      
        Functions


        


  
    
      
    
    
      all()



        
          
        

    

  


  

Gets all registrations.

  



  
    
      
    
    
      clear()



        
          
        

    

  


  

Clears all registrations. Useful for testing.

  



  
    
      
    
    
      implementations(interface_module)



        
          
        

    

  


  

Gets all registered implementations for an interface.
Examples
GreenFairy.Registry.implementations(MyApp.GraphQL.Interfaces.Node)
#=> [{MyApp.User, :user}, {MyApp.Post, :post}]

  



  
    
      
    
    
      register(struct_module, type_identifier, interface_module)



        
          
        

    

  


  

Registers a struct module as implementing a type.
Uses ETS-based locking to handle concurrent registration
during parallel compilation.
Examples
GreenFairy.Registry.register(MyApp.User, :user, MyApp.GraphQL.Interfaces.Node)

  



  
    
      
    
    
      resolve_type(arg1, interface_module)



        
          
        

    

  


  

Looks up the type identifier for a struct implementing an interface.
Examples
GreenFairy.Registry.resolve_type(%MyApp.User{}, MyApp.GraphQL.Interfaces.Node)
#=> :user

  



  
    
      
    
    
      type_for_struct(struct_module)



        
          
        

    

  


  

Looks up the type identifier for a struct module (regardless of interface).
Returns {:ok, identifier} if found, :error otherwise.
Examples
GreenFairy.Registry.type_for_struct(MyApp.User)
#=> {:ok, :user}
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Relay specification support for GreenFairy.
This module provides full Relay compliance including:
	Global Object Identification - Globally unique IDs and the node query
	Cursor Connections - Pagination with edges, cursors, and page info
	Mutations - Input/payload pattern with clientMutationId

Quick Start
1. Enable Relay in your Schema
defmodule MyApp.GraphQL.Schema do
  use GreenFairy.Schema, discover: [MyApp.GraphQL]
  use GreenFairy.Relay

  # Optional: Configure the repo for node resolution
  @relay_repo MyApp.Repo
end
2. Define Node-implementing Types
defmodule MyApp.GraphQL.Types.User do
  use GreenFairy.Type
  import GreenFairy.Relay.Field

  type "User", struct: MyApp.User do
    implements GreenFairy.BuiltIns.Node

    # Generates globally unique ID
    global_id :id

    # Optional: Custom node resolver
    node_resolver fn id, _ctx ->
      MyApp.Accounts.get_user(id)
    end

    field :email, :string
    field :name, :string

    # Relay connections work seamlessly
    connection :friends, MyApp.GraphQL.Types.User do
      edge do
        field :since, :datetime
      end
    end
  end
end
3. Define Relay Mutations
defmodule MyApp.GraphQL.Mutations.UserMutations do
  use GreenFairy.Mutation
  import GreenFairy.Relay.Mutation

  mutations do
    relay_mutation :create_user do
      input do
        field :email, non_null(:string)
        field :name, :string
      end

      output do
        field :user, :user
      end

      resolve fn input, _ctx ->
        case MyApp.Accounts.create_user(input) do
          {:ok, user} -> {:ok, %{user: user}}
          {:error, _} -> {:error, "Failed to create user"}
        end
      end
    end
  end
end
Features
Global IDs
The global_id macro generates a field that returns a Base64-encoded
ID containing both the type name and local ID:
global_id :id                    # Uses struct's :id field
global_id :id, source: :uuid     # Uses a different field
global_id :id, type_name: "User" # Override type name
Decode global IDs with GreenFairy.Relay.GlobalId:
GlobalId.decode("VXNlcjoxMjM=")
#=> {:ok, {"User", "123"}}
Node Query
The node query fetches any object by its global ID:
query {
  node(id: "VXNlcjoxMjM=") {
    id
    ... on User {
      email
    }
  }
}
Connections
Use the connection macro for Relay-compliant pagination:
connection :posts, MyApp.GraphQL.Types.Post
This generates:
	PostsConnection type with edges and pageInfo
	PostsEdge type with node and cursor
	Standard pagination arguments (first, after, last, before)

Mutations
Use relay_mutation for Relay-compliant mutations with clientMutationId:
relay_mutation :update_user do
  input do
    field :id, non_null(:id)
    field :name, :string
  end

  output do
    field :user, :user
  end

  resolve fn input, ctx -> ... end
end
Modules
	GreenFairy.Relay.GlobalId - Global ID encoding/decoding
	GreenFairy.Relay.Node - Node query field
	GreenFairy.Relay.Field - Field helpers (global_id, node_resolver)
	GreenFairy.Relay.Mutation - Mutation helpers (relay_mutation)
	GreenFairy.Field.Connection - Connection pagination

See Also
	Relay Specification
	Global Object Identification
	Cursor Connections
	Mutations
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    Functions
  


    
      
        __using__(opts \\ [])

      


        Enables full Relay support in your schema.



    


    
      
        decode_id(global_id)

      


        See GreenFairy.Relay.GlobalId.decode/1.



    


    
      
        decode_id!(global_id)

      


        See GreenFairy.Relay.GlobalId.decode!/1.



    


    
      
        encode_id(type, local_id)

      


        See GreenFairy.Relay.GlobalId.encode/2.



    





      


      
        Functions


        


    

  
    
      
    
    
      __using__(opts \\ [])


        (macro)


        
          
        

    

  


  

Enables full Relay support in your schema.
This macro adds:
	node(id: ID!) query field
	nodes(ids: [ID!]!) query field
	Node interface resolution

Options
	:repo - Ecto repo for default node resolution

Example
defmodule MyApp.Schema do
  use GreenFairy.Schema, discover: [MyApp.GraphQL]
  use GreenFairy.Relay, repo: MyApp.Repo
end

  



  
    
      
    
    
      decode_id(global_id)



        
          
        

    

  


  

See GreenFairy.Relay.GlobalId.decode/1.

  



  
    
      
    
    
      decode_id!(global_id)



        
          
        

    

  


  

See GreenFairy.Relay.GlobalId.decode!/1.

  



  
    
      
    
    
      encode_id(type, local_id)



        
          
        

    

  


  

See GreenFairy.Relay.GlobalId.encode/2.
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Field helpers for Relay-compliant types.
This module provides macros for defining Relay-specific fields like
global IDs and node resolvers.
Usage
Import this module in your type definitions:
defmodule MyApp.GraphQL.Types.User do
  use GreenFairy.Type
  import GreenFairy.Relay.Field

  type "User", struct: MyApp.User do
    implements GreenFairy.BuiltIns.Node

    # Automatically generates globally unique ID
    global_id :id

    field :email, :string
  end
end

      


      
        Summary


  
    Functions
  


    
      
        get_type_name(module, resolution)

      


        Gets the type name for global ID encoding.



    


    
      
        global_id(field_name, opts \\ [])

      


        Defines a globally unique ID field for Relay.



    


    
      
        node_resolver(resolver_fn)

      


        Defines a custom node resolver for this type.
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      get_type_name(module, resolution)



        
          
        

    

  


  

Gets the type name for global ID encoding.
This is called at runtime to determine the type name to use
when encoding global IDs.

  



    

  
    
      
    
    
      global_id(field_name, opts \\ [])


        (macro)


        
          
        

    

  


  

Defines a globally unique ID field for Relay.
This generates an :id field that returns a Base64-encoded global ID
containing the type name and local ID.
Options
	:source - The source field to use for the local ID (default: :id)
	:type_name - Override the type name used in encoding (default: uses the GraphQL type name)

Examples
# Uses the struct's :id field
global_id :id

# Uses a different source field
global_id :id, source: :uuid

# Override the type name
global_id :id, type_name: "User"

  



  
    
      
    
    
      node_resolver(resolver_fn)


        (macro)


        
          
        

    

  


  

Defines a custom node resolver for this type.
When the node(id: ID!) query is used, this resolver will be called
to fetch the object by its local ID.
Examples
node_resolver fn id, ctx ->
  MyApp.Accounts.get_user(id)
end
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Global ID encoding and decoding for Relay Object Identification.
Note: This module delegates to GreenFairy.GlobalId.Base64 for backwards
compatibility. For new code, use GreenFairy.GlobalId directly, which supports
custom encoding implementations via the GreenFairy.GlobalId behaviour.
Format
Global IDs are Base64-encoded strings in the format: "TypeName:localId"
Usage
# Encoding
GlobalId.encode("User", 123)
#=> "VXNlcjoxMjM="

GlobalId.encode(:user, "abc-def")
#=> "VXNlcjphYmMtZGVm"

# Decoding
GlobalId.decode("VXNlcjoxMjM=")
#=> {:ok, {"User", "123"}}

GlobalId.decode!("VXNlcjoxMjM=")
#=> {"User", "123"}
Custom Global IDs
To use a custom encoding scheme, implement the GreenFairy.GlobalId behaviour
and configure it in your schema:
use GreenFairy.Schema,
  global_id: MyApp.CustomGlobalId
In Types
Use the global_id field helper to automatically encode IDs:
type "User", struct: MyApp.User do
  implements GreenFairy.BuiltIns.Node

  global_id :id  # Uses the type name and struct's :id field
  field :email, :string
end
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    Functions
  


    
      
        decode(global_id)

      


        Decodes a global ID into its type name and local ID.



    


    
      
        decode!(global_id)

      


        Decodes a global ID, raising on error.



    


    
      
        decode_id(global_id)

      


        Converts a global ID's local ID to an integer if possible.



    


    
      
        encode(type_name, local_id)

      


        Encodes a type name and local ID into a global ID.



    


    
      
        local_id(global_id)

      


        Extracts just the local ID from a global ID.



    


    
      
        type(global_id)

      


        Extracts just the type name from a global ID.
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          @spec decode(String.t()) :: {:ok, {String.t(), String.t()}} | {:error, atom()}


      


Decodes a global ID into its type name and local ID.
Returns {:ok, {type_name, local_id}} on success, or {:error, reason} on failure.
Examples
iex> GlobalId.decode("VXNlcjoxMjM=")
{:ok, {"User", "123"}}

iex> GlobalId.decode("invalid")
{:error, :invalid_global_id}

  



  
    
      
    
    
      decode!(global_id)



        
          
        

    

  


  

      

          @spec decode!(String.t()) :: {String.t(), String.t()}


      


Decodes a global ID, raising on error.
Examples
iex> GlobalId.decode!("VXNlcjoxMjM=")
{"User", "123"}

  



  
    
      
    
    
      decode_id(global_id)



        
          
        

    

  


  

      

          @spec decode_id(String.t()) ::
  {:ok, {String.t(), integer() | String.t()}} | {:error, atom()}


      


Converts a global ID's local ID to an integer if possible.
Examples
iex> GlobalId.decode_id("VXNlcjoxMjM=")
{:ok, {"User", 123}}

iex> GlobalId.decode_id("VXNlcjphYmM=")
{:ok, {"User", "abc"}}

  



  
    
      
    
    
      encode(type_name, local_id)



        
          
        

    

  


  

      

          @spec encode(atom() | String.t(), term()) :: String.t()


      


Encodes a type name and local ID into a global ID.
The type name can be an atom or string. Atoms are converted to
PascalCase (e.g., :user_profile becomes "UserProfile").
Examples
iex> GlobalId.encode("User", 123)
"VXNlcjoxMjM="

iex> GlobalId.encode(:user, "abc")
"VXNlcjphYmM="

iex> GlobalId.encode(:user_profile, 42)
"VXNlclByb2ZpbGU6NDI="

  



  
    
      
    
    
      local_id(global_id)



        
          
        

    

  


  

      

          @spec local_id(String.t()) :: {:ok, String.t()} | {:error, atom()}


      


Extracts just the local ID from a global ID.
Examples
iex> GlobalId.local_id("VXNlcjoxMjM=")
{:ok, "123"}

  



  
    
      
    
    
      type(global_id)



        
          
        

    

  


  

      

          @spec type(String.t()) :: {:ok, String.t()} | {:error, atom()}


      


Extracts just the type name from a global ID.
Examples
iex> GlobalId.type("VXNlcjoxMjM=")
{:ok, "User"}
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Relay-compliant mutation helpers with clientMutationId support.
This module provides macros for defining Relay-style mutations that
automatically handle the clientMutationId field.
Usage
Use relay_mutation instead of field for Relay-compliant mutations:
defmodule MyApp.GraphQL.Mutations.UserMutations do
  use GreenFairy.Mutation
  import GreenFairy.Relay.Mutation

  mutations do
    relay_mutation :create_user do
      @desc "Creates a new user"

      input do
        field :email, non_null(:string)
        field :name, :string
      end

      output do
        field :user, :user
        field :errors, list_of(:string)
      end

      resolve fn input, ctx ->
        case MyApp.Accounts.create_user(input) do
          {:ok, user} -> {:ok, %{user: user}}
          {:error, changeset} -> {:ok, %{errors: format_errors(changeset)}}
        end
      end
    end
  end
end
This generates:
	CreateUserInput input type with clientMutationId field
	CreateUserPayload output type with clientMutationId field
	Automatic passthrough of clientMutationId from input to output


      


      
        Summary


  
    Functions
  


    
      
        mutation_input_name(name)

      


        Converts a mutation name to its input type name.



    


    
      
        mutation_payload_name(name)

      


        Converts a mutation name to its payload type name.



    


    
      
        relay_mutation(name, list)

      


        Defines a Relay-compliant mutation with automatic clientMutationId handling.



    





      


      
        Functions


        


  
    
      
    
    
      mutation_input_name(name)



        
          
        

    

  


  

Converts a mutation name to its input type name.
Examples
iex> mutation_input_name(:create_user)
:create_user_input

  



  
    
      
    
    
      mutation_payload_name(name)



        
          
        

    

  


  

Converts a mutation name to its payload type name.
Examples
iex> mutation_payload_name(:create_user)
:create_user_payload

  



  
    
      
    
    
      relay_mutation(name, list)


        (macro)


        
          
        

    

  


  

Defines a Relay-compliant mutation with automatic clientMutationId handling.
Options
	:input - Block defining input fields (clientMutationId is added automatically)
	:output - Block defining output fields (clientMutationId is added automatically)
	:resolve - Resolver function
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GreenFairy.Relay.Mutation.ClientMutationId 
    



      
Middleware that automatically passes clientMutationId from input to output.
Use this if you want to manually handle clientMutationId in custom mutations.
Usage
field :custom_mutation, :custom_payload do
  arg :input, non_null(:custom_input)
  middleware GreenFairy.Relay.Mutation.ClientMutationId
  resolve &MyResolver.custom/3
end

      


      
        Summary


  
    Functions
  


    
      
        add_to_result(result, resolution)

      


        Adds clientMutationId to a result map.



    





      


      
        Functions


        


  
    
      
    
    
      add_to_result(result, resolution)



        
          
        

    

  


  

Adds clientMutationId to a result map.
Call this in your resolver or use the after-resolution middleware.
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Relay Node interface and query field support.
This module provides the standard Relay node query field that allows
fetching any object by its global ID.
Schema Integration
Add the node query to your schema:
defmodule MyApp.GraphQL.Schema do
  use GreenFairy.Schema, discover: [MyApp.GraphQL]
  use GreenFairy.Relay.Node

  # This adds the node(id: ID!) query field
end
Type Registration
Types that implement the Node interface must register themselves:
defmodule MyApp.GraphQL.Types.User do
  use GreenFairy.Type

  type "User", struct: MyApp.User do
    implements GreenFairy.BuiltIns.Node, node: true

    global_id :id
    field :email, :string
  end
end
Default Node Resolution
Configure a default resolver for all node types:
use GreenFairy.Relay,
  repo: MyApp.Repo,
  node_resolver: fn type_module, id, ctx ->
    struct = type_module.__green_fairy_struct__()
    MyApp.Repo.get(struct, id)
  end
The resolver receives:
	type_module - The GraphQL type module (e.g., MyApp.GraphQL.Types.User)
	id - The local ID (already parsed to integer if numeric)
	ctx - The Absinthe context

Per-Type Node Resolution
Override the default for specific types:
type "User", struct: MyApp.User do
  implements GreenFairy.BuiltIns.Node, node: true

  node_resolver fn id, _ctx ->
    MyApp.Accounts.get_user(id)
  end

  global_id :id
  field :email, :string
end

      


      
        Summary


  
    Functions
  


    
      
        __using__(opts \\ [])

      


        Macro to add Relay node query support to a schema.



    


    
      
        resolve_node(global_id, resolution, opts \\ [])

      


        Resolves a node from its global ID.



    





      


      
        Functions


        


    

  
    
      
    
    
      __using__(opts \\ [])


        (macro)


        
          
        

    

  


  

Macro to add Relay node query support to a schema.
This adds:
	node(id: ID!) query field
	nodes(ids: [ID!]!) query field for batch fetching

Options
	:repo - The Ecto repo to use for fetching (if using Ecto adapter)
	:node_resolver - Default resolver function fn type_module, id, ctx -> ... end


  



    

  
    
      
    
    
      resolve_node(global_id, resolution, opts \\ [])



        
          
        

    

  


  

Resolves a node from its global ID.
This function:
	Decodes the global ID to get type name and local ID
	Finds the type module for the type name
	Calls the type's node resolver or uses the default adapter resolution
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GreenFairy.RootMutation 
    



      
Define root mutation fields in a dedicated module.
Usage
defmodule MyApp.GraphQL.Mutation do
  use GreenFairy.RootMutation

  root_mutation_fields do
    field :create_user, :user do
      arg :input, non_null(:create_user_input)
      resolve &MyApp.Resolvers.User.create/3
    end

    field :update_user, :user do
      arg :id, non_null(:id)
      arg :input, non_null(:update_user_input)
      resolve &MyApp.Resolvers.User.update/3
    end
  end
end
Then reference in your schema:
defmodule MyApp.GraphQL.Schema do
  use GreenFairy.Schema,
    discover: [MyApp.GraphQL],
    mutation: MyApp.GraphQL.Mutation
end

      


      
        Summary


  
    Functions
  


    
      
        root_mutation_fields(list)

      


        Define mutation fields for this root mutation module.



    





      


      
        Functions


        


  
    
      
    
    
      root_mutation_fields(list)


        (macro)


        
          
        

    

  


  

Define mutation fields for this root mutation module.
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GreenFairy.RootQuery 
    



      
Define root query fields in a dedicated module.
Usage
defmodule MyApp.GraphQL.Query do
  use GreenFairy.RootQuery

  root_query_fields do
    field :user, :user do
      arg :id, non_null(:id)
      resolve &MyApp.Resolvers.User.get/3
    end

    field :users, list_of(:user) do
      resolve &MyApp.Resolvers.User.list/3
    end
  end
end
Then reference in your schema:
defmodule MyApp.GraphQL.Schema do
  use GreenFairy.Schema,
    discover: [MyApp.GraphQL],
    query: MyApp.GraphQL.Query
end

      


      
        Summary


  
    Functions
  


    
      
        root_query_fields(list)

      


        Define query fields for this root query module.



    





      


      
        Functions


        


  
    
      
    
    
      root_query_fields(list)


        (macro)


        
          
        

    

  


  

Define query fields for this root query module.
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GreenFairy.RootSubscription 
    



      
Define root subscription fields in a dedicated module.
Usage
defmodule MyApp.GraphQL.Subscription do
  use GreenFairy.RootSubscription

  root_subscription_fields do
    field :user_created, :user do
      config fn _, _ ->
        {:ok, topic: "users"}
      end
    end

    field :user_updated, :user do
      arg :user_id, :id

      config fn args, _ ->
        {:ok, topic: args[:user_id] || "*"}
      end
    end
  end
end
Then reference in your schema:
defmodule MyApp.GraphQL.Schema do
  use GreenFairy.Schema,
    discover: [MyApp.GraphQL],
    subscription: MyApp.GraphQL.Subscription
end

      


      
        Summary


  
    Functions
  


    
      
        root_subscription_fields(list)

      


        Define subscription fields for this root subscription module.



    





      


      
        Functions


        


  
    
      
    
    
      root_subscription_fields(list)


        (macro)


        
          
        

    

  


  

Define subscription fields for this root subscription module.
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Registry for mapping GraphQL type identifiers to their implementing modules.
This registry is used for graph-based type discovery, allowing the schema
to follow type references from field definitions.
Usage
Types automatically register themselves during compilation:
defmodule MyApp.GraphQL.Types.User do
  use GreenFairy.Type

  type "User", struct: MyApp.Accounts.User do
    field :id, non_null(:id)
    field :posts, list_of(:post)  # References :post type
  end
end
The schema can then look up the Post module via:
TypeRegistry.lookup_module(:post)
# => MyApp.GraphQL.Types.Post

      


      
        Summary


  
    Functions
  


    
      
        all()

      


        Returns all registered type identifier => module mappings.



    


    
      
        all_enums()

      


        Returns all registered enum identifiers.



    


    
      
        clear()

      


        Clears all registrations.



    


    
      
        init()

      


        Initializes the registry table.



    


    
      
        is_enum?(identifier)

      


        Checks if a type identifier refers to a GreenFairy enum.



    


    
      
        lookup_module(identifier)

      


        Looks up the module for a given type identifier.



    


    
      
        register(identifier, module)

      


        Registers a type identifier => module mapping.



    





      


      
        Functions


        


  
    
      
    
    
      all()



        
          
        

    

  


  

Returns all registered type identifier => module mappings.
Examples
TypeRegistry.all()
# => [user: MyApp.GraphQL.Types.User, post: MyApp.GraphQL.Types.Post, ...]

  



  
    
      
    
    
      all_enums()



        
          
        

    

  


  

Returns all registered enum identifiers.
Useful for generating enum-specific operator inputs during schema compilation.
Examples
TypeRegistry.all_enums()
# => [:order_status, :user_role, :visibility]

  



  
    
      
    
    
      clear()



        
          
        

    

  


  

Clears all registrations.
Primarily used in tests.

  



  
    
      
    
    
      init()



        
          
        

    

  


  

Initializes the registry table.
This is called automatically during compilation.

  



  
    
      
    
    
      is_enum?(identifier)



        
          
        

    

  


  

Checks if a type identifier refers to a GreenFairy enum.
Returns true if the identifier is registered and the module
has __green_fairy_kind__/0 returning :enum.
Examples
TypeRegistry.is_enum?(:order_status)
# => true (if OrderStatus is defined with GreenFairy.Enum)

TypeRegistry.is_enum?(:user)
# => false (User is an object type, not an enum)

TypeRegistry.is_enum?(:string)
# => false (built-in scalar, not registered)

  



  
    
      
    
    
      lookup_module(identifier)



        
          
        

    

  


  

Looks up the module for a given type identifier.
Returns the module atom or nil if not found.
Examples
TypeRegistry.lookup_module(:user)
# => MyApp.GraphQL.Types.User

TypeRegistry.lookup_module(:unknown)
# => nil

  



  
    
      
    
    
      register(identifier, module)



        
          
        

    

  


  

Registers a type identifier => module mapping.
Called automatically from each type's __before_compile__ callback.
Examples
TypeRegistry.register(:user, MyApp.GraphQL.Types.User)
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A cleaner DSL for GraphQL schema definitions built on Absinthe.
Overview
GreenFairy provides a streamlined way to define GraphQL schemas
following SOLID principles - one module per type, with automatic
type discovery and smart defaults.
Installation
Add green_fairy to your list of dependencies in mix.exs:
def deps do
  [
    {:green_fairy, "~> 0.1.0"}
  ]
end
Quick Start
Define a Type
defmodule MyApp.GraphQL.Types.User do
  use GreenFairy.Type

  type "User", struct: MyApp.User do
    implements MyApp.GraphQL.Interfaces.Node

    field :id, non_null(:id)
    field :email, non_null(:string)
    field :name, :string

    # Computed field
    field :display_name, :string do
      resolve fn user, _, _ ->
        {:ok, user.name || user.email}
      end
    end

    # Relationships with DataLoader
    has_many :posts, MyApp.GraphQL.Types.Post
    belongs_to :organization, MyApp.GraphQL.Types.Organization
  end
end
Define an Interface
defmodule MyApp.GraphQL.Interfaces.Node do
  use GreenFairy.Interface

  interface "Node" do
    field :id, non_null(:id)

    resolve_type fn
      %MyApp.User{}, _ -> :user
      %MyApp.Post{}, _ -> :post
      _, _ -> nil
    end
  end
end
Define Input Types
defmodule MyApp.GraphQL.Inputs.CreateUserInput do
  use GreenFairy.Input

  input "CreateUserInput" do
    field :email, non_null(:string)
    field :name, :string
  end
end
Define Enums
defmodule MyApp.GraphQL.Enums.UserRole do
  use GreenFairy.Enum

  enum "UserRole" do
    value :admin
    value :user
    value :guest
  end
end
Define Queries
defmodule MyApp.GraphQL.Queries.UserQueries do
  use GreenFairy.Query

  queries do
    field :user, :user do
      arg :id, non_null(:id)
      resolve &MyApp.Resolvers.User.get/3
    end
  end
end
Define Mutations
defmodule MyApp.GraphQL.Mutations.UserMutations do
  use GreenFairy.Mutation

  mutations do
    field :create_user, :user do
      arg :input, non_null(:create_user_input)
      middleware MyApp.Middleware.Authenticate
      resolve &MyApp.Resolvers.User.create/3
    end
  end
end
Available Modules
Core DSL
	GreenFairy.Type - Define object types
	GreenFairy.Interface - Define interfaces
	GreenFairy.Input - Define input types
	GreenFairy.Enum - Define enums
	GreenFairy.Union - Define unions
	GreenFairy.Scalar - Define custom scalars

Operations
	GreenFairy.Query - Define query fields (grouped with mutations/subscriptions)
	GreenFairy.Mutation - Define mutation fields (grouped with queries/subscriptions)
	GreenFairy.Subscription - Define subscription fields (grouped with queries/mutations)
	GreenFairy.Operations - Define all operations in one module

Root Types (Standalone)
	GreenFairy.RootQuery - Define root query module
	GreenFairy.RootMutation - Define root mutation module
	GreenFairy.RootSubscription - Define root subscription module

Schema & Discovery
	GreenFairy.Schema - Schema with auto-discovery
	GreenFairy.Discovery - Type discovery utilities

Field Helpers
	GreenFairy.Field.Connection - Relay-style pagination
	GreenFairy.Field.Dataloader - DataLoader integration
	GreenFairy.Field.Middleware - Middleware helpers

Built-ins
	GreenFairy.BuiltIns.Node - Relay Node interface
	GreenFairy.BuiltIns.PageInfo - Connection PageInfo type
	GreenFairy.BuiltIns.Timestampable - Timestamp interface

Features
	One module = one type - SOLID principles
	Auto-discovery - Types under configured namespaces are discovered automatically
	Smart defaults - Map.get for basic fields, DataLoader for relationships
	Auto-generated resolve_type - From implements + struct mapping
	Relay-style connections - With custom edge fields
	Middleware support - Field-level and type-level middleware
	Macro extensibility - Build custom DSL extensions

Recommended Directory Structure
lib/my_app/graphql/
├── schema.ex                    # Main schema
├── types/                       # Object types
│   ├── user.ex
│   └── post.ex
├── interfaces/                  # Interfaces
│   └── node.ex
├── inputs/                      # Input types
│   └── create_user_input.ex
├── enums/                       # Enums
│   └── user_role.ex
├── queries/                     # Query modules
│   └── user_queries.ex
├── mutations/                   # Mutation modules
│   └── user_mutations.ex
└── resolvers/                   # Resolvers
    └── user_resolver.ex
See the Getting Started guide for more details.
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GreenFairy.Enum 
    



      
Defines a GraphQL enum type with a clean DSL and Ecto enum mapping support.
Basic Usage
defmodule MyApp.GraphQL.Enums.UserStatus do
  use GreenFairy.Enum

  enum "UserStatus" do
    value :active
    value :inactive
    value :pending, as: "PENDING_APPROVAL"
  end
end
Ecto Enum Mapping
Map GraphQL enum values to Ecto enum values automatically:
defmodule MyApp.GraphQL.Enums.PostVisibility do
  use GreenFairy.Enum

  enum "PostVisibility" do
    # GraphQL: PUBLIC, Ecto: :public
    value :public
    # GraphQL: FRIENDS_ONLY, Ecto: :friends
    value :friends_only, ecto: :friends
    # GraphQL: PRIVATE, Ecto: :private
    value :private
  end
end
Custom Transformations
Provide custom serialize/parse functions for complex mappings:
defmodule MyApp.GraphQL.Enums.Priority do
  use GreenFairy.Enum

  enum "Priority" do
    value :low
    value :medium
    value :high
  end

  # Transform GraphQL value to database value
  def serialize(:low), do: 1
  def serialize(:medium), do: 5
  def serialize(:high), do: 10

  # Transform database value to GraphQL value
  def parse(1), do: :low
  def parse(5), do: :medium
  def parse(10), do: :high
  def parse(_), do: nil
end
Options
	:description - Description of the enum type (can also use @desc)
	:ecto (on value) - Map this value to a different Ecto enum value


      


      
        Summary


  
    Functions
  


    
      
        enum(name, opts \\ [], list)

      


        Defines a GraphQL enum type.



    


    
      
        enum_mapping(mapping)

      


        Defines the mapping between GraphQL enum values and Ecto/database values.



    


    
      
        visible(func)

      


        Controls whether this enum type appears in introspection results.
See GreenFairy.Type.visible/1 for details.



    





      


      
        Functions


        


    

  
    
      
    
    
      enum(name, opts \\ [], list)


        (macro)


        
          
        

    

  


  

Defines a GraphQL enum type.
Examples
enum "UserStatus" do
  value :active
  value :inactive
  value :pending, as: "PENDING_APPROVAL"
end

  



  
    
      
    
    
      enum_mapping(mapping)


        (macro)


        
          
        

    

  


  

Defines the mapping between GraphQL enum values and Ecto/database values.
Examples
enum "PostVisibility" do
  value :public
  value :friends_only
  value :private
end

# Map GraphQL values to Ecto enum values
enum_mapping %{
  public: :public,           # Same value
  friends_only: :friends,    # Different value
  private: :private          # Same value
}
When using this, serialize/1 and parse/1 functions are automatically generated.

  



  
    
      
    
    
      visible(func)


        (macro)


        
          
        

    

  


  

Controls whether this enum type appears in introspection results.
See GreenFairy.Type.visible/1 for details.
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Defines a GraphQL input object type with a clean DSL.
Usage
defmodule MyApp.GraphQL.Inputs.CreateUserInput do
  use GreenFairy.Input

  input "CreateUserInput" do
    field :email, :string, null: false
    field :first_name, :string, null: false
    field :organization_id, :id
  end
end
Authorization
Control which input fields a user can provide:
defmodule MyApp.GraphQL.Inputs.CreateUserInput do
  use GreenFairy.Input

  input "CreateUserInput" do
    authorize fn input, ctx ->
      if ctx[:current_user]?.admin do
        :all
      else
        [:email, :first_name, :last_name]  # Non-admins can't set role
      end
    end

    field :email, non_null(:string)
    field :first_name, non_null(:string)
    field :last_name, :string
    field :role, :string  # Only admins can set this
  end
end
When a user tries to provide unauthorized fields, they will be stripped
from the input or rejected (depending on configuration).
Options
	:description - Description of the input type (can also use @desc)


      


      
        Summary


  
    Functions
  


    
      
        authorize(func)

      


        Sets up field-level authorization for this input type.



    


    
      
        input(name, opts \\ [], list)

      


        Defines a GraphQL input object type.



    


    
      
        visible(func)

      


        Controls whether this input type or its fields appear in introspection results.
See GreenFairy.Type.visible/1 for details.



    





      


      
        Functions


        


  
    
      
    
    
      authorize(func)


        (macro)


        
          
        

    

  


  

Sets up field-level authorization for this input type.
The authorize function receives the input map and context, and returns
which fields are allowed.
Examples
input "CreateUserInput" do
  authorize fn input, ctx ->
    if ctx[:current_user]?.admin, do: :all, else: [:email, :name]
  end

  field :email, non_null(:string)
  field :name, :string
  field :role, :string  # Admin only
end
Return Values
	:all - All fields allowed
	:none - No fields allowed (reject input)
	[:field1, :field2] - Only these fields allowed


  



    

  
    
      
    
    
      input(name, opts \\ [], list)


        (macro)


        
          
        

    

  


  

Defines a GraphQL input object type.
Examples
input "CreateUserInput" do
  field :email, :string, null: false
  field :name, :string
end

  



  
    
      
    
    
      visible(func)


        (macro)


        
          
        

    

  


  

Controls whether this input type or its fields appear in introspection results.
See GreenFairy.Type.visible/1 for details.
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Defines a GraphQL interface type with a clean DSL.
Usage
defmodule MyApp.GraphQL.Interfaces.Node do
  use GreenFairy.Interface

  interface "Node" do
    @desc "A globally unique identifier"
    field :id, :id, null: false
  end
end
The resolve_type function is automatically generated based on types that
implement this interface using implements/1. Each implementing type must
specify its backing struct via type "Name", struct: Module.
Manual resolve_type
You can override the auto-generated resolve_type if needed:
interface "Node" do
  field :id, :id, null: false

  resolve_type fn
    %MyApp.User{} -> :user
    %MyApp.Post{} -> :post
    _ -> nil
  end
end

      


      
        Summary


  
    Functions
  


    
      
        interface(name, opts \\ [], list)

      


        Defines a GraphQL interface.



    


    
      
        visible(func)

      


        Controls whether this interface or its fields appear in introspection results.
See GreenFairy.Type.visible/1 for details.



    





      


      
        Functions


        


    

  
    
      
    
    
      interface(name, opts \\ [], list)


        (macro)


        
          
        

    

  


  

Defines a GraphQL interface.
If no resolve_type is provided, one will be auto-generated using
the registry of types that implement this interface.
Examples
interface "Node" do
  field :id, :id, null: false
end

  



  
    
      
    
    
      visible(func)


        (macro)


        
          
        

    

  


  

Controls whether this interface or its fields appear in introspection results.
See GreenFairy.Type.visible/1 for details.
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Defines a custom GraphQL scalar type with a clean DSL.
Usage
defmodule MyApp.GraphQL.Scalars.DateTime do
  use GreenFairy.Scalar

  scalar "DateTime" do
    parse fn
      %Absinthe.Blueprint.Input.String{value: value}, _ ->
        case DateTime.from_iso8601(value) do
          {:ok, datetime, _} -> {:ok, datetime}
          _ -> :error
        end
      _, _ -> :error
    end

    serialize fn datetime ->
      DateTime.to_iso8601(datetime)
    end
  end
end
CQL Operators
Define custom operators for filtering on this scalar type. This example uses
the geo library from Hex (https://hex.pm/packages/geo):
defmodule MyApp.GraphQL.Scalars.Point do
  use GreenFairy.Scalar

  @moduledoc "GraphQL scalar for Geo.Point from the geo library"

  scalar "Point" do
    description "A geographic point (longitude, latitude)"

    parse fn
      %Absinthe.Blueprint.Input.Object{fields: fields}, _ ->
        lng = get_field(fields, "lng") || get_field(fields, "longitude")
        lat = get_field(fields, "lat") || get_field(fields, "latitude")
        {:ok, %Geo.Point{coordinates: {lng, lat}, srid: 4326}}
      _, _ ->
        :error
    end

    serialize fn %Geo.Point{coordinates: {lng, lat}} ->
      %{lng: lng, lat: lat}
    end

    # Define available operators for CQL
    operators [:eq, :near, :within_distance]

    # Define custom CQL input type (Hasura-style with underscores)
    cql_input "CqlOpPointInput" do
      field :_eq, :point
      field :_near, :point_near_input
      field :_within_distance, :point_distance_input
      field :_is_null, :boolean
    end

    # PostGIS-compatible filter using ST_DWithin
    filter :near, fn field, %Geo.Point{} = point, opts ->
      distance_meters = opts[:distance] || 1000
      {:fragment, "ST_DWithin(?::geography, ?::geography, ?)", field, point, distance_meters}
    end

    filter :within_distance, fn field, %{point: point, distance: distance} ->
      {:fragment, "ST_DWithin(?::geography, ?::geography, ?)", field, point, distance}
    end
  end

  defp get_field(fields, name) do
    Enum.find_value(fields, fn %{name: n, input_value: %{value: v}} ->
      if n == name, do: v
    end)
  end
end
Options
	:description - Description of the scalar type (can also use @desc)


      


      
        Summary


  
    Functions
  


    
      
        cql_input(name, list)

      


        Defines a custom CQL operator input type for this scalar.



    


    
      
        filter(operator, func)

      


        Defines how to apply a filter operator for this scalar type.



    


    
      
        filter(operator, opts, func)

      


    


    
      
        operators(ops)

      


        Defines the CQL operators available for this scalar type.



    


    
      
        scalar(name, opts \\ [], list)

      


        Defines a custom GraphQL scalar type.



    





      


      
        Functions


        


  
    
      
    
    
      cql_input(name, list)


        (macro)


        
          
        

    

  


  

Defines a custom CQL operator input type for this scalar.
This generates a CqlOp{Scalar}Input type with fields for each operator.
Example
scalar "Point" do
  operators [:eq, :near, :within_distance]

  cql_input "CqlOpPointInput" do
    field :_eq, :point
    field :_near, :point_near_input
    field :_within_distance, :point_distance_input
  end
end
Hasura-style Operators
By convention, CQL operators use underscore prefixes (_eq, _near, etc.) to
match Hasura's filtering syntax.

  



  
    
      
    
    
      filter(operator, func)


        (macro)


        
          
        

    

  


  

Defines how to apply a filter operator for this scalar type.
Examples
# Simple filter
filter :near, fn field, value ->
  {:geo_near, field, value}
end

# Filter with options
filter :within_radius, fn field, value, opts ->
  radius = opts[:radius] || 10
  {:geo_within, field, value, radius}
end

  



  
    
      
    
    
      filter(operator, opts, func)


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      operators(ops)


        (macro)


        
          
        

    

  


  

Defines the CQL operators available for this scalar type.
Example
scalar "Point" do
  operators [:eq, :near, :within_distance]
  # ...
end

  



    

  
    
      
    
    
      scalar(name, opts \\ [], list)


        (macro)


        
          
        

    

  


  

Defines a custom GraphQL scalar type.
Examples
scalar "DateTime" do
  parse fn input, _ ->
    case DateTime.from_iso8601(input.value) do
      {:ok, datetime, _} -> {:ok, datetime}
      _ -> :error
    end
  end

  serialize fn datetime ->
    DateTime.to_iso8601(datetime)
  end
end

  


        

      


  

  
    
    GreenFairy.Type - GreenFairy v0.3.0
    
    

    


  
  

    
GreenFairy.Type 
    



      
Defines a GraphQL object type with a clean DSL.
Usage
defmodule MyApp.GraphQL.Types.User do
  use GreenFairy.Type

  type "User", struct: MyApp.User do
    @desc "A user in the system"

    implements MyApp.GraphQL.Interfaces.Node

    field :id, :id, null: false
    field :email, :string, null: false
    field :name, :string

    field :full_name, :string do
      resolve fn user, _, _ ->
        {:ok, "#{user.first_name} #{user.last_name}"}
      end
    end
  end
end
Options
	:struct - The backing Elixir struct for this type (used for resolve_type)
	:description - Description of the type (can also use @desc)


      


      
        Summary


  
    Functions
  


    
      
        authorize(func)

      


        Sets up field-level authorization for this type.



    


    
      
        expose(field_name, opts \\ [])

      


        Exposes this type as a query field, fetchable by the given field.



    


    
      
        type(name, opts \\ [], list)

      


        Defines a GraphQL object type.



    


    
      
        visible(func)

      


        Controls whether this type or field appears in introspection results.



    





      


      
        Functions


        


  
    
      
    
    
      authorize(func)


        (macro)


        
          
        

    

  


  

Sets up field-level authorization for this type.
Function-based Authorization (Recommended)
Pass a function that receives the object and context, returns visible fields:
type "User", struct: MyApp.User do
  authorize fn user, ctx ->
    cond do
      ctx[:current_user]?.admin -> :all
      ctx[:current_user]?.id == user.id -> :all
      true -> [:id, :name]
    end
  end

  field :id, non_null(:id)
  field :name, :string
  field :email, :string
  field :ssn, :string
end
With Path/Parent Info
Use 3-arity function to access path through the graph:
type "Comment", struct: MyApp.Comment do
  authorize fn comment, ctx, info ->
    # info.path = [:query, :user, :posts, :comments]
    # info.parent = %Post{...}
    # info.parents = [%User{}, %Post{}]

    post = info.parent
    if post.public, do: :all, else: [:id, :body]
  end

  field :id, non_null(:id)
  field :body, :string
  field :author, :user
end
Return Values
	:all - All fields visible
	:none - Object filtered from results (no access)
	[:field1, :field2] - Only these fields visible

Legacy Policy-based Authorization
For backwards compatibility, you can still use a policy module:
type "User", struct: MyApp.User do
  authorize with: MyApp.Policies.User
  # ...
end

  



    

  
    
      
    
    
      expose(field_name, opts \\ [])


        (macro)


        
          
        

    

  


  

Exposes this type as a query field, fetchable by the given field.
The field type is automatically inferred from the struct's adapter.
Usage
type "User", struct: MyApp.User do
  expose :id           # Generates query: user(id: ID!): User
  expose :email        # Generates query: userByEmail(email: String!): User

  field :id, non_null(:id)
  field :email, :string
  field :name, :string
end
Options
	:as - Custom query field name (default: type_name or type_name_by_field)
	:unique - Whether this field is unique (default: true for :id, false otherwise)

Generated Queries
For expose :id:
	Query field name: :user (singular of type name)
	Fetches via: Repo.get(User, id)

For expose :email:
	Query field name: :user_by_email
	Fetches via: Repo.get_by(User, email: email)

How It Works
	The field type is looked up from the adapter (Ecto schema, etc.)
	A query field is auto-generated with the appropriate arg type
	The resolver decodes GlobalId (if :id) or uses the raw value
	Fetches from the database using the schema's configured repo


  



    

  
    
      
    
    
      type(name, opts \\ [], list)


        (macro)


        
          
        

    

  


  

Defines a GraphQL object type.
Examples
type "User" do
  field :id, :id
  field :name, :string
end

type "User", struct: MyApp.User do
  field :id, :id
end

  



  
    
      
    
    
      visible(func)


        (macro)


        
          
        

    

  


  

Controls whether this type or field appears in introspection results.
Unlike authorize, which controls data access at resolution time (and requires
an object), visible controls schema visibility based only on context.
Type-level visibility
type "InternalMetrics", struct: MyApp.InternalMetrics do
  visible fn ctx -> ctx[:current_user][:admin] end

  field :cpu, :float
  field :memory, :float
end
Field-level visibility
type "User", struct: MyApp.User do
  field :id, non_null(:id)
  field :name, :string

  field :ssn, :string do
    visible fn ctx -> ctx[:current_user][:admin] end
  end
end
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GreenFairy.Union 
    



      
Defines a GraphQL union type with a clean DSL.
Usage
defmodule MyApp.GraphQL.Unions.SearchResult do
  use GreenFairy.Union

  union "SearchResult" do
    types [:user, :post, :comment]

    resolve_type fn
      %MyApp.User{}, _ -> :user
      %MyApp.Post{}, _ -> :post
      %MyApp.Comment{}, _ -> :comment
      _, _ -> nil
    end
  end
end
Options
	:description - Description of the union type (can also use @desc)


      


      
        Summary


  
    Functions
  


    
      
        union(name, opts \\ [], list)

      


        Defines a GraphQL union type.



    





      


      
        Functions


        


    

  
    
      
    
    
      union(name, opts \\ [], list)


        (macro)


        
          
        

    

  


  

Defines a GraphQL union type.
Examples
union "SearchResult" do
  types [:user, :post, :comment]

  resolve_type fn
    %MyApp.User{}, _ -> :user
    %MyApp.Post{}, _ -> :post
    _, _ -> nil
  end
end
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GreenFairy.Mutation 
    



      
Defines mutation fields in a dedicated module.
Usage
defmodule MyApp.GraphQL.Mutations.UserMutations do
  use GreenFairy.Mutation

  mutations do
    field :create_user, MyApp.GraphQL.Types.User do
      arg :input, MyApp.GraphQL.Inputs.CreateUserInput, null: false

      middleware MyApp.Middleware.Authenticate
      resolve &MyApp.Resolvers.User.create/3
    end

    field :update_user, MyApp.GraphQL.Types.User do
      arg :id, :id, null: false
      arg :input, MyApp.GraphQL.Inputs.UpdateUserInput, null: false

      resolve &MyApp.Resolvers.User.update/3
    end
  end
end

      


      
        Summary


  
    Functions
  


    
      
        mutations(list)

      


        Defines mutation fields.



    





      


      
        Functions


        


  
    
      
    
    
      mutations(list)


        (macro)


        
          
        

    

  


  

Defines mutation fields.
Examples
mutations do
  field :create_user, :user do
    arg :input, :create_user_input, null: false
    resolve &Resolver.create_user/3
  end
end
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GreenFairy.Query 
    



      
Defines query fields in a dedicated module.
Usage
defmodule MyApp.GraphQL.Queries.UserQueries do
  use GreenFairy.Query

  queries do
    field :user, MyApp.GraphQL.Types.User do
      arg :id, :id, null: false
      resolve &MyApp.Resolvers.User.get/3
    end

    field :users, list_of(MyApp.GraphQL.Types.User) do
      resolve &MyApp.Resolvers.User.list/3
    end
  end
end

      


      
        Summary


  
    Functions
  


    
      
        expose(type_module_ast, opts \\ [])

      


        Exposes a type as a root query field with automatic GlobalId resolution.



    


    
      
        expose_resolver(type_name, struct_module, repo)

      


        Generates the resolver function for an expose field.



    


    
      
        generate_expose_fields_ast(expose_fields, repo)

      


        Generates AST for expose fields to be included in the queries block.



    


    
      
        list(field_name, type_module)

      


        Generates a list field with automatic CQL filtering and ordering.



    


    
      
        node_field()

      


        Generates the Relay Node field with automatic type resolution.



    


    
      
        queries(list)

      


        Defines query fields.



    


    
      
        resolve_node(global_id, ctx)

      


        Resolves a Node by its global ID.



    





      


      
        Functions


        


    

  
    
      
    
    
      expose(type_module_ast, opts \\ [])


        (macro)


        
          
        

    

  


  

Exposes a type as a root query field with automatic GlobalId resolution.
This macro generates a field with an :id argument that automatically
decodes the GlobalId and fetches the record from the database.
Usage
queries do
  # Exposes as :user field with auto-resolution
  expose Types.User

  # Custom field name
  expose Types.User, as: :get_user
end
Generated Code
The expose macro generates approximately:
field :user, Types.User do
  arg :id, non_null(:id)

  resolve fn _parent, %{id: global_id}, _ctx ->
    case GreenFairy.GlobalId.decode_id(global_id) do
      {:ok, {"User", local_id}} ->
        {:ok, MyApp.Repo.get(MyApp.User, local_id)}
      _ ->
        {:error, "Invalid ID"}
    end
  end
end
Options
	:as - Custom field name (defaults to type's snake_case singular name)
	:repo - Override the repo to use for fetching (auto-detected from schema config)


  



  
    
      
    
    
      expose_resolver(type_name, struct_module, repo)



        
          
        

    

  


  

Generates the resolver function for an expose field.
This is called at runtime to create the resolver that:
	Decodes the global ID
	Validates the type name matches
	Fetches the record from the database


  



  
    
      
    
    
      generate_expose_fields_ast(expose_fields, repo)



        
          
        

    

  


  

Generates AST for expose fields to be included in the queries block.
This is called during schema compilation to inject the expose field
definitions into the queries object.

  



  
    
      
    
    
      list(field_name, type_module)


        (macro)


        
          
        

    

  


  

Generates a list field with automatic CQL filtering and ordering.
This creates a list query field that:
	Auto-injects where and order_by args from the type's CQL config
	Applies CQL filters using QueryBuilder
	Returns a flat list of records

Usage
queries do
  list :users, Types.User
  list :posts, Types.Post
end
This generates:
field :users, list_of(:user) do
  arg :where, :cql_filter_user_input
  arg :order_by, list_of(:cql_order_user_input)

  resolve fn args, %{context: ctx} ->
    User
    |> QueryBuilder.apply_where(args[:where], Types.User)
    |> QueryBuilder.apply_order_by(args[:order_by], Types.User)
    |> Repo.all()
  end
end

  



  
    
      
    
    
      node_field()


        (macro)


        
          
        

    

  


  

Generates the Relay Node field with automatic type resolution.
This creates a node(id: ID!) query field that:
	Decodes the global ID to get the type name
	Looks up the type module from the TypeRegistry
	Fetches the record using the type's struct and repo

Usage
queries do
  node_field()  # Adds `node(id: ID!): Node`

  field :user, :user do
    # ...
  end
end

  



  
    
      
    
    
      queries(list)


        (macro)


        
          
        

    

  


  

Defines query fields.
Examples
queries do
  field :user, :user do
    arg :id, :id, null: false
    resolve &Resolver.get_user/3
  end
end

  



  
    
      
    
    
      resolve_node(global_id, ctx)



        
          
        

    

  


  

Resolves a Node by its global ID.
This function:
	Decodes the global ID to get the type name and local ID
	Converts the type name to a type identifier
	Looks up the type module from the TypeRegistry
	Gets the struct and repo from the type's definition
	Fetches the record from the database

Parameters
	global_id - The encoded global ID string
	ctx - The Absinthe resolution context

Returns
{:ok, record} or {:error, reason}
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GreenFairy.Subscription 
    



      
Defines subscription fields in a dedicated module.
Usage
defmodule MyApp.GraphQL.Subscriptions.UserSubscriptions do
  use GreenFairy.Subscription

  subscriptions do
    field :user_updated, MyApp.GraphQL.Types.User do
      arg :user_id, :id

      config fn args, _info ->
        {:ok, topic: args[:user_id] || "*"}
      end

      trigger :update_user, topic: fn user ->
        ["user_updated:#{user.id}", "user_updated:*"]
      end
    end
  end
end

      


      
        Summary


  
    Functions
  


    
      
        subscriptions(list)

      


        Defines subscription fields.



    





      


      
        Functions


        


  
    
      
    
    
      subscriptions(list)


        (macro)


        
          
        

    

  


  

Defines subscription fields.
Examples
subscriptions do
  field :user_updated, :user do
    arg :user_id, :id

    config fn args, _info ->
      {:ok, topic: args[:user_id] || "*"}
    end
  end
end
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GreenFairy.Discovery 
    



      
Auto-discovery of type modules.
This module provides compile-time discovery of modules that define
GraphQL types using the GreenFairy DSL.
Usage
# Discover all types under a namespace
types = GreenFairy.Discovery.discover([MyApp.GraphQL])

      


      
        Summary


  
    Functions
  


    
      
        build_interface_mapping(modules)

      


        Builds interface implementors mapping.



    


    
      
        build_struct_mapping(modules)

      


        Builds a struct-to-type mapping for auto-resolve_type generation.



    


    
      
        discover(namespaces)

      


        Discovers all modules under the given namespaces that define
__green_fairy_definition__/0.



    


    
      
        discover_cql_types(modules)

      


        Discovers all modules that have CQL extension enabled.



    


    
      
        discover_cql_types_in_namespaces(namespaces)

      


        Discovers all CQL-enabled modules under the given namespaces.



    


    
      
        discover_namespace(namespace)

      


        Discovers all modules under a single namespace.



    


    
      
        group_by_kind(modules)

      


        Groups discovered modules by their kind.



    





      


      
        Functions


        


  
    
      
    
    
      build_interface_mapping(modules)



        
          
        

    

  


  

Builds interface implementors mapping.
Returns a map of %{InterfaceModule => [TypeModule1, TypeModule2, ...]}.

  



  
    
      
    
    
      build_struct_mapping(modules)



        
          
        

    

  


  

Builds a struct-to-type mapping for auto-resolve_type generation.
Returns a map of %{StructModule => :type_identifier}.

  



  
    
      
    
    
      discover(namespaces)



        
          
        

    

  


  

Discovers all modules under the given namespaces that define
__green_fairy_definition__/0.
Returns a list of module atoms.

  



  
    
      
    
    
      discover_cql_types(modules)



        
          
        

    

  


  

Discovers all modules that have CQL extension enabled.
Returns a list of module atoms that export __cql_config__/0.

  



  
    
      
    
    
      discover_cql_types_in_namespaces(namespaces)



        
          
        

    

  


  

Discovers all CQL-enabled modules under the given namespaces.

  



  
    
      
    
    
      discover_namespace(namespace)



        
          
        

    

  


  

Discovers all modules under a single namespace.

  



  
    
      
    
    
      group_by_kind(modules)



        
          
        

    

  


  

Groups discovered modules by their kind.
Returns a map with keys:
	:types - Object types
	:interfaces - Interface types
	:inputs - Input object types
	:enums - Enum types
	:unions - Union types
	:scalars - Scalar types
	:queries - Query field modules
	:mutations - Mutation field modules
	:subscriptions - Subscription field modules
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GreenFairy.Schema 
    



      
Schema assembly with graph-based type discovery.
Automatically discovers types by walking the type graph from your root
query/mutation/subscription modules.
Basic Usage
defmodule MyApp.GraphQL.Schema do
  use GreenFairy.Schema,
    query: MyApp.GraphQL.RootQuery,
    mutation: MyApp.GraphQL.RootMutation,
    subscription: MyApp.GraphQL.RootSubscription
end
The schema will automatically discover all types reachable from your roots.
Inline Root Definitions
Or define roots inline:
defmodule MyApp.GraphQL.Schema do
  use GreenFairy.Schema

  root_query do
    field :health, :string do
      resolve fn _, _, _ -> {:ok, "ok"} end
    end
  end

  root_mutation do
    field :noop, :boolean do
      resolve fn _, _, _ -> {:ok, true} end
    end
  end
end
Options
	:query - Module to use as root query (or use root_query macro)
	:mutation - Module to use as root mutation (or use root_mutation macro)
	:subscription - Module to use as root subscription (or use root_subscription macro)
	:repo - Ecto repo module for database operations and Node resolution
	:global_id - Custom GlobalId implementation (defaults to GreenFairy.GlobalId.Base64)
	:dataloader - DataLoader configuration	:sources - List of {source_name, repo_or_source} tuples



Custom Global IDs
You can implement custom global ID encoding/decoding:
defmodule MyApp.CustomGlobalId do
  @behaviour GreenFairy.GlobalId

  @impl true
  def encode(type_name, id), do: # your encoding

  @impl true
  def decode(global_id), do: # your decoding
end

use GreenFairy.Schema,
  query: MyApp.RootQuery,
  repo: MyApp.Repo,
  global_id: MyApp.CustomGlobalId
Type Discovery
Types are discovered by walking the graph from your root modules:
	Start at Query/Mutation/Subscription modules
	Extract type references from field definitions
	Recursively follow references to discover all reachable types
	Only import types actually used in your schema

This means:
	Types can live anywhere in your codebase
	Unused types are not imported
	Clear dependency graph
	Supports circular references


      


      
        Summary


  
    Functions
  


    
      
        resolve_type_for(value, struct_mapping)

      


        Generates resolve_type function for an interface based on discovered implementors.



    


    
      
        root_mutation(list)

      


        Define inline mutation fields for this schema.



    


    
      
        root_query(list)

      


        Define inline query fields for this schema.



    


    
      
        root_subscription(list)

      


        Define inline subscription fields for this schema.



    





      


      
        Functions


        


  
    
      
    
    
      resolve_type_for(value, struct_mapping)



        
          
        

    

  


  

Generates resolve_type function for an interface based on discovered implementors.
This can be called manually or used by the schema to auto-generate
resolve_type functions for interfaces.
Example
def resolve_type(value, _) do
  GreenFairy.Schema.resolve_type_for(value, %{
    MyApp.User => :user,
    MyApp.Post => :post
  })
end

  



  
    
      
    
    
      root_mutation(list)


        (macro)


        
          
        

    

  


  

Define inline mutation fields for this schema.
root_mutation do
  field :noop, :boolean do
    resolve fn _, _, _ -> {:ok, true} end
  end
end

  



  
    
      
    
    
      root_query(list)


        (macro)


        
          
        

    

  


  

Define inline query fields for this schema.
root_query do
  field :health, :string do
    resolve fn _, _, _ -> {:ok, "ok"} end
  end
end

  



  
    
      
    
    
      root_subscription(list)


        (macro)


        
          
        

    

  


  

Define inline subscription fields for this schema.
root_subscription do
  field :events, :event do
    config fn _, _ -> {:ok, topic: "*"} end
  end
end

  


        

      


  

  
    
    GreenFairy.Field.Connection - GreenFairy v0.3.0
    
    

    


  
  

    
GreenFairy.Field.Connection 
    



      
Connection support for Relay-style pagination.
This module provides macros for defining connections with
auto-generated Connection and Edge types.
Usage
type "User", struct: MyApp.User do
  connection :friends, MyApp.GraphQL.Types.User do
    edge do
      field :friendship_date, :datetime
    end
    field :total_count, :integer
  end
end

      


      
        Summary


  
    Functions
  


    
      
        connection(field_name, type_module_or_opts \\ [], list)

      


        Generates a connection field with auto-generated Connection and Edge types.



    


    
      
        from_list(items, args, opts \\ [])

      


        Creates a connection result from a list of items.



    


    
      
        from_query(query, repo, args, opts \\ [])

      


        Creates a connection result from an Ecto query.



    


    
      
        generate_connection_types(connections)

      


        Generates the edge and connection object types from stored connection definitions.



    





      


      
        Functions


        


    

  
    
      
    
    
      connection(field_name, type_module_or_opts \\ [], list)


        (macro)


        
          
        

    

  


  

Generates a connection field with auto-generated Connection and Edge types.
Options
	:node - The node type identifier (defaults to the type_module's identifier)
	:resolve - Custom resolver function


  



    

  
    
      
    
    
      from_list(items, args, opts \\ [])



        
          
        

    

  


  

Creates a connection result from a list of items.
Examples
GreenFairy.Field.Connection.from_list(users, args)
Options
	:cursor_fn - Function to generate cursors (default: index-based)
	:total_count - Total count of items before pagination (default: length of items before pagination)
	:deferred - Use deferred loading for totalCount and exists (default: false)

Deferred Loading
When :deferred is true, totalCount and exists are returned as functions
that execute only when those fields are requested in the GraphQL query.
This avoids expensive COUNT queries when not needed.

  



    

  
    
      
    
    
      from_query(query, repo, args, opts \\ [])



        
          
        

    

  


  

Creates a connection result from an Ecto query.
This function handles cursor-based pagination for Ecto queries.
Options
	:cursor_fn - Function to generate cursors (default: index-based)
	:count_query - Custom query for counting (default: uses the same query)
	:deferred - Use deferred loading for totalCount and exists (default: false)

Deferred Loading
When :deferred is true, the count query is wrapped in a function and only
executed when the totalCount or exists field is requested. This significantly
improves performance for large datasets when those fields aren't needed.

  



  
    
      
    
    
      generate_connection_types(connections)



        
          
        

    

  


  

Generates the edge and connection object types from stored connection definitions.
Called from Type.before_compile to generate types at module top-level.
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DataLoader integration for relationship fields.
This module provides resolver generation for relationship fields
using Absinthe's dataloader integration. It integrates with the
unified adapter system to automatically configure batch keys and
sources based on the backing data store.
Usage
The DataLoader module is used automatically when you define relationships:
type "User", struct: MyApp.Accounts.User do
  has_many :posts, MyApp.GraphQL.Types.Post
  has_one :profile, MyApp.GraphQL.Types.Profile
  belongs_to :organization, MyApp.GraphQL.Types.Organization
end
Adapter Integration
When a struct has a backing adapter (like Ecto), the DataLoader
automatically uses the adapter to determine:
	The dataloader source (e.g., :repo for Ecto)
	The batch key format
	Default args for queries

Custom Configuration
You can override adapter defaults per-field:
has_many :active_posts, MyApp.GraphQL.Types.Post,
  args: %{status: :active},
  source: :custom_source

      


      
        Summary


  
    Functions
  


    
      
        on_load(loader, callback)

      


        Creates an on_load callback for async dataloader resolution.



    


    
      
        resolver(type_module, field_name, opts \\ [])

      


        Generates a DataLoader resolver for a relationship field.



    


    
      
        source_for(type_module)

      


        Returns the dataloader source for a given type module.



    





      


      
        Functions


        


  
    
      
    
    
      on_load(loader, callback)



        
          
        

    

  


  

Creates an on_load callback for async dataloader resolution.

  



    

  
    
      
    
    
      resolver(type_module, field_name, opts \\ [])



        
          
        

    

  


  

Generates a DataLoader resolver for a relationship field.
Options
	:source - The dataloader source to use (defaults to adapter's source or :repo)
	:args - Additional args to pass to the loader
	:callback - Post-processing callback for results
	:adapter - Explicit adapter to use (defaults to auto-detected)


  



  
    
      
    
    
      source_for(type_module)



        
          
        

    

  


  

Returns the dataloader source for a given type module.
This can be used to programmatically determine which source to use
for a type.

  


        

      


  

  
    
    GreenFairy.Field.Loader - GreenFairy v0.3.0
    
    

    


  
  

    
GreenFairy.Field.Loader 
    



      
Custom batch loading for fields.
Design
All fields use the field macro. Resolution is determined by:
	resolve - Single-item resolver (receives one parent)
	loader - Batch loader (receives list of parents)
	Default - Adapter provides default (Map.get for scalars, DataLoader for associations)

Custom Batch Loader
Use loader within field blocks for custom batch loading:
field :nearby_gigs, list_of(:gig) do
  arg :location, non_null(:point)  # Uses Geo.Point scalar
  arg :radius_meters, :integer, default_value: 1000

  loader fn workers, args, ctx ->
    # Receives LIST of parent objects
    # Returns map of parent => results OR list in same order as parents
    MyApp.Gigs.batch_load_nearby(workers, args.location, args.radius_meters)
  end
end
The loader function receives:
	parents - List of parent objects being resolved (batched together)
	args - The field arguments
	context - The GraphQL context

Must return either:
	A map of parent => result
	A list of results in the same order as parents

Custom Resolver
For single-item resolution, use Absinthe's resolve:
field :full_name, :string do
  resolve fn user, _args, _ctx ->
    {:ok, "#{user.first_name} #{user.last_name}"}
  end
end
Mutual Exclusivity
A field cannot have both resolve and loader. Use one or the other.

      


      
        Summary


  
    Functions
  


    
      
        loader(func)

      


    


    
      
        loader(parents_var, args_var, context_var, list)

      


        Defines a custom batch loader for relationship fields.



    





      


      
        Functions


        


  
    
      
    
    
      loader(func)


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      loader(parents_var, args_var, context_var, list)


        (macro)


        
          
        

    

  


  

Defines a custom batch loader for relationship fields.
The loader receives a list of parent objects and should return
a map of parent => result or a list in the same order as parents.
Inline Block Syntax (Recommended)
field :friends, list_of(:user) do
  loader users, args, context do
    ids = Enum.map(users, & &1.id)

    Model.UserFriends
    |> where([uf], uf.left_id in ^ids or uf.right_id in ^ids)
    |> Repo.all()
    |> Enum.group_by(fn friendship ->
      Enum.find(users, &(&1.id == friendship.left_id or &1.id == friendship.right_id))
    end)
  end
end
Function Syntax
field :posts, list_of(:post) do
  loader fn users, args, ctx ->
    MyApp.Posts.batch_load_for_users(users, args)
  end
end
Cross-Adapter Loading
field :search_results, list_of(:result) do
  arg :query, non_null(:string)

  loader items, args, _ctx do
    # Load from Elasticsearch based on parent items
    ids = Enum.map(items, & &1.id)
    MyApp.Search.batch_search(ids, args.query)
  end
end
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Middleware helpers for field-level and type-level middleware.
Middleware can be applied at multiple levels:
	Field level: Inside a field block
	Type level: At the top of a type definition
	Schema level: In the schema module

Usage
Field-level middleware
type "User", struct: MyApp.User do
  field :email, :string do
    middleware MyApp.Middleware.Authenticate
    middleware MyApp.Middleware.Authorize, :admin
    resolve fn _, _, _ -> {:ok, "email"} end
  end
end
Type-level middleware (applied to all fields)
type "SecretType", struct: MyApp.Secret do
  # This will be applied to all fields in this type
  type_middleware MyApp.Middleware.RequireAdmin

  field :data, :string
end

      


      
        Summary


  
    Functions
  


    
      
        cache(opts \\ [])

      


        Creates a caching middleware.



    


    
      
        require_capability(capability)

      


        Creates a middleware that checks if the current user has a specific capability.



    





      


      
        Functions


        


    

  
    
      
    
    
      cache(opts \\ [])



        
          
        

    

  


  

Creates a caching middleware.
Usage
field :expensive_data, :string do
  middleware GreenFairy.Field.Middleware.cache(ttl: 300)
  resolve fn _, _, _ -> {:ok, expensive_computation()} end
end
Note: This is a placeholder. Actual caching implementation depends on
your caching strategy (ETS, Redis, etc.)

  



  
    
      
    
    
      require_capability(capability)



        
          
        

    

  


  

Creates a middleware that checks if the current user has a specific capability.
Usage
field :admin_data, :string do
  middleware GreenFairy.Field.Middleware.require_capability(:admin)
  resolve fn _, _, _ -> {:ok, "secret"} end
end
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Authentication and authorization extension for GreenFairy types.
Provides declarative macros for capability-based field authorization
and authentication checks.
Quick Start
Use the authorize callback on your type for field-level authorization:
defmodule MyApp.GraphQL.Types.User do
  use GreenFairy.Type

  type "User", struct: MyApp.User do
    authorize fn user, ctx ->
      cond do
        ctx[:current_user]?.admin -> :all
        ctx[:current_user]?.id == user.id -> :all
        true -> [:id, :name]
      end
    end

    field :id, non_null(:id)
    field :name, :string
    field :email, :string
    field :ssn, :string
  end
end
Simple Capability Checks
For simple per-field capability checks, use this extension:
defmodule MyApp.GraphQL.Types.User do
  use GreenFairy.Type

  type "User", struct: MyApp.User do
    use GreenFairy.Extensions.Auth

    field :id, non_null(:id)
    field :name, :string

    # Require admin capability
    field :secret_key, :string do
      require_capability :admin
    end

    # Require any of these capabilities
    field :audit_log, list_of(:string) do
      require_capability [:admin, :auditor]
    end

    # Just require authentication
    field :email, :string do
      require_authenticated()
    end
  end
end
Configuration
The extension accepts these options:
	:capability_key - Key to access capabilities in user (default: :capabilities)
	:user_key - Key to access user in context (default: :current_user)

Context Setup
Your GraphQL context should include the current user:
%{current_user: %{id: "123", capabilities: [:admin, :user]}}
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Information passed to authorize callbacks to help make authorization decisions.
Contains the path through the graph, parent objects, and field being resolved.
Structure
%AuthorizationInfo{
  path: [:query, :user, :posts, :comments],
  field: :comments,
  parent: %Post{id: 1, author_id: "user-1"},
  parents: [%User{id: "user-1"}, %Post{id: 1}]
}
Usage in Authorization
type "Comment", struct: MyApp.Comment do
  authorize fn comment, ctx, info ->
    post = info.parent

    cond do
      post.public -> :all
      ctx[:current_user]?.id == post.author_id -> :all
      true -> [:id, :body]
    end
  end

  field :id, non_null(:id)
  field :body, :string
  field :author, :user
end

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        from_resolution(resolution)

      


        Creates AuthorizationInfo from Absinthe resolution.



    


    
      
        push_parent(info, parent, field_name)

      


        Adds a parent to the chain and updates the path.



    


    
      
        root(field_name)

      


        Creates AuthorizationInfo for a root query/mutation (no parent).



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %GreenFairy.AuthorizationInfo{
  field: atom() | nil,
  parent: struct() | map() | nil,
  parents: [struct() | map()],
  path: [atom()]
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      from_resolution(resolution)



        
          
        

    

  


  

Creates AuthorizationInfo from Absinthe resolution.

  



  
    
      
    
    
      push_parent(info, parent, field_name)



        
          
        

    

  


  

Adds a parent to the chain and updates the path.

  



  
    
      
    
    
      root(field_name)



        
          
        

    

  


  

Creates AuthorizationInfo for a root query/mutation (no parent).
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Internal wrapper for objects with field-level authorization applied.
This struct wraps a source object and tracks which fields are visible
to the current viewer. It's used internally by the authorization system
to filter field access during resolution.
Structure
%AuthorizedObject{
  source: %User{id: 1, name: "John", ssn: "123-45-6789"},
  visible_fields: [:id, :name],
  all_visible: false
}
When all_visible is true, all fields are accessible without checking
the visible_fields list.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        field_visible?(authorized_object, field)

      


        Checks if a field is visible.



    


    
      
        get_field(authorized_object, field)

      


        Gets a field value if visible, returns {:ok, value} or :hidden.



    


    
      
        new(source, auth_result, opts \\ [])

      


        Creates an AuthorizedObject from authorization result.



    


    
      
        unwrap(other)

      


        Unwraps to get the original source struct.



    


    
      
        visible_fields(authorized_object)

      


        Returns the list of visible fields.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %GreenFairy.AuthorizedObject{
  all_visible: boolean(),
  on_unauthorized: :error | :return_nil,
  source: struct(),
  visible_fields: [atom()] | nil
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      field_visible?(authorized_object, field)



        
          
        

    

  


  

Checks if a field is visible.

  



  
    
      
    
    
      get_field(authorized_object, field)



        
          
        

    

  


  

Gets a field value if visible, returns {:ok, value} or :hidden.

  



    

  
    
      
    
    
      new(source, auth_result, opts \\ [])



        
          
        

    

  


  

Creates an AuthorizedObject from authorization result.
Examples
AuthorizedObject.new(user, :all)
AuthorizedObject.new(user, :none)
AuthorizedObject.new(user, [:id, :name])
AuthorizedObject.new(user, :all, on_unauthorized: :return_nil)

  



  
    
      
    
    
      unwrap(other)



        
          
        

    

  


  

Unwraps to get the original source struct.

  



  
    
      
    
    
      visible_fields(authorized_object)



        
          
        

    

  


  

Returns the list of visible fields.
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Behaviour for backing adapters that integrate data sources with GreenFairy.
A backing adapter provides a unified interface for different data source concerns:
	CQL (Query Language): Field detection, type mapping, and operator inference
	DataLoader: Batched data loading configuration
	Extensions: Additional data source-specific capabilities

Implementing an Adapter
defmodule MyApp.ElasticsearchAdapter do
  @behaviour GreenFairy.Adapter

  # Core
  @impl true
  def handles?(module), do: function_exported?(module, :__es_index__, 0)

  # CQL Capabilities
  @impl true
  def queryable_fields(module), do: module.__es_mappings__() |> Map.keys()

  @impl true
  def field_type(module, field), do: module.__es_mappings__()[field][:type]

  @impl true
  def operators_for_type(type) do
    case type do
      :text -> [:eq, :contains, :in]
      :keyword -> [:eq, :neq, :in]
      :integer -> [:eq, :neq, :gt, :lt, :gte, :lte, :in]
      _ -> [:eq, :in]
    end
  end

  # DataLoader Capabilities
  @impl true
  def dataloader_source(_module), do: :elasticsearch

  @impl true
  def dataloader_batch_key(module, field, args) do
    {module, field, args}
  end

  # Extensions (optional)
  @impl true
  def capabilities, do: [:cql, :dataloader, :full_text_search]
end
Registering Adapters
Register adapters globally in config:
config :green_fairy, :adapters, [
  MyApp.ElasticsearchAdapter,
  GreenFairy.Adapters.Ecto
]
Or per-type:
type "User", struct: MyApp.User do
  use GreenFairy.Extensions.CQL, adapter: MyApp.CustomAdapter
end
Built-in Adapters
	GreenFairy.Adapters.Ecto - For Ecto schemas


      


      
        Summary


  
    Callbacks
  


    
      
        capabilities()

      


        Returns the capabilities supported by this adapter.



    


    
      
        dataloader_batch_key(module, field, args)

      


        Returns the batch key for DataLoader.



    


    
      
        dataloader_default_args(module, field)

      


        Returns default args to merge into DataLoader queries for a field.



    


    
      
        dataloader_source(module)

      


        Returns the DataLoader source name for this module.



    


    
      
        field_type(module, field)

      


        Returns the type of a field for operator inference.



    


    
      
        handles?(module)

      


        Returns true if this adapter can handle the given module.



    


    
      
        operators_for_type(type)

      


        Returns a list of operators supported for the given type.



    


    
      
        queryable_fields(module)

      


        Returns a list of queryable field atoms for the module.



    





  
    Functions
  


    
      
        __using__(opts)

      


        Use this module to get default implementations for optional callbacks.



    


    
      
        configured_adapters()

      


        Returns configured adapters from application environment.



    


    
      
        default_adapters()

      


        Returns the default adapters.



    


    
      
        filter_adapter_for(struct_module, opts \\ [])

      


        Returns the filter adapter struct for the given struct module.



    


    
      
        find_adapter(module, override)

      


        Finds an adapter that can handle the given module.



    


    
      
        supports?(adapter, capability)

      


        Checks if an adapter supports a capability.



    





      


      
        Callbacks


        


  
    
      
    
    
      capabilities()


        (optional)


        
          
        

    

  


  

      

          @callback capabilities() :: [atom()]


      


Returns the capabilities supported by this adapter.
Common capabilities include:
	:cql - Query language support (field filtering)
	:dataloader - Batched data loading
	:full_text_search - Full text search support
	:aggregations - Aggregation queries

Default implementation returns [:cql, :dataloader].

  



  
    
      
    
    
      dataloader_batch_key(module, field, args)


        (optional)


        
          
        

    

  


  

      

          @callback dataloader_batch_key(module :: module(), field :: atom(), args :: map()) ::
  term()


      


Returns the batch key for DataLoader.
This determines how items are batched together for loading.

  



  
    
      
    
    
      dataloader_default_args(module, field)


        (optional)


        
          
        

    

  


  

      

          @callback dataloader_default_args(module :: module(), field :: atom()) :: map()


      


Returns default args to merge into DataLoader queries for a field.
This can be used to add default ordering, filters, or other constraints.

  



  
    
      
    
    
      dataloader_source(module)


        (optional)


        
          
        

    

  


  

      

          @callback dataloader_source(module :: module()) :: atom()


      


Returns the DataLoader source name for this module.
This is used to determine which DataLoader source to use when
loading associations. Defaults to :repo.

  



  
    
      
    
    
      field_type(module, field)



        
          
        

    

  


  

      

          @callback field_type(module :: module(), field :: atom()) :: atom() | tuple() | nil


      


Returns the type of a field for operator inference.
The return value should be an atom or tuple that can be matched
in operators_for_type/1.

  



  
    
      
    
    
      handles?(module)



        
          
        

    

  


  

      

          @callback handles?(module :: module()) :: boolean()


      


Returns true if this adapter can handle the given module.
This is called during adapter discovery to find the appropriate adapter
for a struct module.

  



  
    
      
    
    
      operators_for_type(type)



        
          
        

    

  


  

      

          @callback operators_for_type(type :: atom() | tuple()) :: [atom()]


      


Returns a list of operators supported for the given type.
Common operators include:
	:eq - equals
	:neq - not equals
	:gt, :lt, :gte, :lte - comparisons
	:in - in list
	:contains, :starts_with, :ends_with - string operations
	:is_nil - null check


  



  
    
      
    
    
      queryable_fields(module)



        
          
        

    

  


  

      

          @callback queryable_fields(module :: module()) :: [atom()]


      


Returns a list of queryable field atoms for the module.
These are fields that can be filtered on using CQL.

  


        

      

      
        Functions


        


  
    
      
    
    
      __using__(opts)


        (macro)


        
          
        

    

  


  

Use this module to get default implementations for optional callbacks.

  



  
    
      
    
    
      configured_adapters()



        
          
        

    

  


  

Returns configured adapters from application environment.

  



  
    
      
    
    
      default_adapters()



        
          
        

    

  


  

Returns the default adapters.

  



    

  
    
      
    
    
      filter_adapter_for(struct_module, opts \\ [])



        
          
        

    

  


  

Returns the filter adapter struct for the given struct module.
This auto-detects the appropriate filter adapter based on the backing
data source (Ecto repo, Elasticsearch, etc.).
Options
	:repo - Ecto repo module (auto-detected from struct if not provided)
	:extensions - Database extensions (e.g., [:postgis])
	:filter_adapter - Explicit filter adapter struct to use

Examples
# Auto-detect from Ecto schema
filter_adapter = Adapter.filter_adapter_for(MyApp.User)
#=> %GreenFairy.Adapters.Ecto.Postgres{repo: MyApp.Repo}

# With PostGIS extension
filter_adapter = Adapter.filter_adapter_for(MyApp.User, extensions: [:postgis])
#=> %GreenFairy.Adapters.Ecto.Postgres{repo: MyApp.Repo, extensions: [:postgis]}

# Explicit adapter
filter_adapter = Adapter.filter_adapter_for(MyApp.User,
  filter_adapter: %Adapters.Elasticsearch{index: "users"}
)

  



  
    
      
    
    
      find_adapter(module, override)



        
          
        

    

  


  

Finds an adapter that can handle the given module.
Checks adapters in order:
	Explicit adapter override
	Configured adapters from :green_fairy, :adapters
	Default adapters (Ecto)


  



  
    
      
    
    
      supports?(adapter, capability)



        
          
        

    

  


  

Checks if an adapter supports a capability.
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Backing adapter for Ecto schemas.
This adapter automatically detects Ecto schemas and provides:
	CQL Support: Extracts field metadata for filtering, infers operators from Ecto types
	DataLoader Support: Configures batched loading using Dataloader.Ecto

Supported Ecto Types
	:string - text operations (eq, neq, contains, starts_with, ends_with, in, is_nil)
	:integer, :float, :decimal - numeric comparisons (eq, neq, gt, lt, gte, lte, in, is_nil)
	:boolean - equality only (eq, is_nil)
	:id, :binary_id - id operations (eq, neq, in, is_nil)
	:naive_datetime, :utc_datetime, :date, :time - temporal comparisons
	{:parameterized, Ecto.Enum, _} - enum operations (eq, neq, in, is_nil)
	:map, :array - equality only (eq, is_nil)

Usage
The Ecto adapter is the default adapter and is auto-detected:
type "User", struct: MyApp.Accounts.User do
  use GreenFairy.Extensions.CQL

  field :id, non_null(:id)
  field :name, :string
  field :posts, list_of(:post) do
    dataload :posts
  end
end
CQL will automatically detect that MyApp.Accounts.User is an Ecto schema
and the adapter will be used for both CQL filtering and DataLoader.

      


      
        Summary


  
    Functions
  


    
      
        apply_operator(module, query, field, operator, value, opts)

      


    


    
      
        association(module, name)

      


        Returns the association struct for a given association name.



    


    
      
        associations(module)

      


        Returns associations defined on an Ecto schema.



    


    
      
        cql_capabilities(module)

      


    


    
      
        cql_type_prefix()

      


        Returns the CQL type prefix for this adapter.



    


    
      
        detect_cql_subadapter(module)

      


        Detects the CQL sub-adapter for an Ecto schema module.



    


    
      
        ecto_schema?(module)

      


        Checks if a module is an Ecto schema.



    


    
      
        get_repo_for_schema(module)

      


        Gets the Ecto repo for a given schema module.



    


    
      
        operator_inputs(module)

      


    


    
      
        operator_type_for(module, ecto_type)

      


    


    
      
        primary_key(module)

      


        Returns the primary key fields for an Ecto schema.



    


    
      
        sort_direction_enum(module, repo_namespace)

      


    


    
      
        sort_directions(module)

      


    


    
      
        supported_operators(module, category, field_type)

      


    


    
      
        supports_geo_ordering?(module)

      


    


    
      
        supports_priority_ordering?(module)

      


    


    
      
        type_operators()

      


        Returns the complete type-to-operators mapping.



    





      


      
        Functions


        


  
    
      
    
    
      apply_operator(module, query, field, operator, value, opts)



        
          
        

    

  


  


  



  
    
      
    
    
      association(module, name)



        
          
        

    

  


  

Returns the association struct for a given association name.

  



  
    
      
    
    
      associations(module)



        
          
        

    

  


  

Returns associations defined on an Ecto schema.

  



  
    
      
    
    
      cql_capabilities(module)



        
          
        

    

  


  


  



  
    
      
    
    
      cql_type_prefix()



        
          
        

    

  


  

Returns the CQL type prefix for this adapter.
This prefix is used when generating CQL filter/operator type names in the GraphQL schema.

  



  
    
      
    
    
      detect_cql_subadapter(module)



        
          
        

    

  


  

Detects the CQL sub-adapter for an Ecto schema module.
Looks up the schema's repo and detects the database adapter from it,
then returns the corresponding CQL sub-adapter module.

  



  
    
      
    
    
      ecto_schema?(module)



        
          
        

    

  


  

Checks if a module is an Ecto schema.
Convenience function that delegates to handles?/1.

  



  
    
      
    
    
      get_repo_for_schema(module)



        
          
        

    

  


  

Gets the Ecto repo for a given schema module.
The repo is determined by:
	Checking if the module defines __repo__/0
	Checking the :green_fairy, :repo application config
	Inferring from the module name (e.g., MyApp.Accounts.User -> MyApp.Repo)


  



  
    
      
    
    
      operator_inputs(module)



        
          
        

    

  


  


  



  
    
      
    
    
      operator_type_for(module, ecto_type)



        
          
        

    

  


  


  



  
    
      
    
    
      primary_key(module)



        
          
        

    

  


  

Returns the primary key fields for an Ecto schema.

  



  
    
      
    
    
      sort_direction_enum(module, repo_namespace)



        
          
        

    

  


  


  



  
    
      
    
    
      sort_directions(module)



        
          
        

    

  


  


  



  
    
      
    
    
      supported_operators(module, category, field_type)



        
          
        

    

  


  


  



  
    
      
    
    
      supports_geo_ordering?(module)



        
          
        

    

  


  


  



  
    
      
    
    
      supports_priority_ordering?(module)



        
          
        

    

  


  


  



  
    
      
    
    
      type_operators()



        
          
        

    

  


  

Returns the complete type-to-operators mapping.
Useful for introspection and documentation.

  


        

      


  

  
    
    GreenFairy.BuiltIns.Node - GreenFairy v0.3.0
    
    

    


  
  

    
GreenFairy.BuiltIns.Node 
    



      
Built-in Relay Node interface.
This interface provides the standard Relay Global Object Identification
pattern with a globally unique ID field.
Usage
Types can implement this interface:
defmodule MyApp.GraphQL.Types.User do
  use GreenFairy.Type
  import GreenFairy.Relay.Field

  type "User", struct: MyApp.User do
    implements GreenFairy.BuiltIns.Node

    global_id :id  # Generates globally unique ID
    field :email, :string
  end
end
With Custom Node Resolution
For the node(id: ID!) query to work, define a node resolver:
type "User", struct: MyApp.User do
  implements GreenFairy.BuiltIns.Node

  node_resolver fn id, _ctx ->
    MyApp.Accounts.get_user(id)
  end

  global_id :id
  field :email, :string
end

      


      
        Summary


  
    Functions
  


    
      
        find_type_for_struct(struct, schema)

      


        Finds the GraphQL type identifier for a given Elixir struct.



    





      


      
        Functions


        


  
    
      
    
    
      find_type_for_struct(struct, schema)



        
          
        

    

  


  

Finds the GraphQL type identifier for a given Elixir struct.
This uses the GreenFairy.Registry to look up types by their struct.
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GreenFairy.BuiltIns.PageInfo 
    



      
Built-in PageInfo type for Relay-style pagination.
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GreenFairy.BuiltIns.Timestampable 
    



      
Built-in Timestampable interface for types with timestamps.
Provides standard timestamp fields that match Ecto's timestamps() macro.
Usage
defmodule MyApp.GraphQL.Types.Post do
  use GreenFairy.Type

  type "Post", struct: MyApp.Post do
    implements GreenFairy.BuiltIns.Timestampable

    field :inserted_at, non_null(:datetime)
    field :updated_at, non_null(:datetime)
    field :title, :string
    field :body, :string
  end
end
Note: You'll need to define a :datetime scalar for this to work.
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GreenFairy.Naming 
    



      
Naming utilities for converting between GraphQL names and Elixir identifiers.

      


      
        Summary


  
    Functions
  


    
      
        to_identifier(name)

      


        Converts a GraphQL type name to an Elixir atom identifier.



    


    
      
        to_type_name(identifier)

      


        Converts an Elixir identifier to a GraphQL type name.



    





      


      
        Functions


        


  
    
      
    
    
      to_identifier(name)



        
          
        

    

  


  

      

          @spec to_identifier(String.t() | atom()) :: atom()


      


Converts a GraphQL type name to an Elixir atom identifier.
Examples
iex> GreenFairy.Naming.to_identifier("User")
:user

iex> GreenFairy.Naming.to_identifier("UserProfile")
:user_profile

iex> GreenFairy.Naming.to_identifier("CreateUserInput")
:create_user_input

  



  
    
      
    
    
      to_type_name(identifier)



        
          
        

    

  


  

      

          @spec to_type_name(atom() | String.t()) :: String.t()


      


Converts an Elixir identifier to a GraphQL type name.
Examples
iex> GreenFairy.Naming.to_type_name(:user)
"User"

iex> GreenFairy.Naming.to_type_name(:user_profile)
"UserProfile"
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mix gf.gen 
    



      
Shared utilities for GreenFairy generators.
Field Syntax
Fields are specified as name:type[:modifier][:related_type]:
email:string:required          # field :email, :string, null: false
name:string                    # field :name, :string
posts:list:Post                # field :posts, list_of(:post)
organization:ref:Org           # field :organization, :organization
friends:connection:User        # connection :friends, MyApp.GraphQL.Types.User
status:enum:UserStatus         # field :status, MyApp.GraphQL.Enums.UserStatus
Configuration
Configure generators in config/config.exs:
config :green_fairy, :generators,
  graphql_namespace: MyApp.GraphQL,
  domain_namespace: MyApp,
  default_implements: [MyApp.GraphQL.Interfaces.Node],
  timestamps: true

      


      
        Summary


  
    Functions
  


    
      
        default_implements()

      


        Returns default interfaces to implement



    


    
      
        domain_namespace()

      


        Returns the configured domain namespace



    


    
      
        enum_path(name)

      


        Returns the path for an enum file



    


    
      
        field_to_code(map)

      


        Converts a field map to code string



    


    
      
        graphql_namespace()

      


        Returns the configured GraphQL namespace



    


    
      
        input_path(name)

      


        Returns the path for an input file



    


    
      
        interface_path(name)

      


        Returns the path for an interface file



    


    
      
        parse_field(field_spec)

      


        Parses field specification string into a map



    


    
      
        resolve_enum_module(enum_name)

      


        Resolves an enum name to its full module path



    


    
      
        resolve_input_module(input_name)

      


        Resolves an input name to its full module path



    


    
      
        resolve_interface_module(interface_name)

      


        Resolves an interface name to its full module path



    


    
      
        resolve_struct_module(type_name)

      


        Resolves a struct name from a type name



    


    
      
        resolve_type_module(type_name)

      


        Resolves a type name to its full module path



    


    
      
        schema_path()

      


        Returns the path for the schema file



    


    
      
        timestamps?()

      


        Whether to add timestamp fields by default



    


    
      
        to_file_name(name)

      


        Converts a PascalCase name to snake_case file name



    


    
      
        type_path(name)

      


        Returns the path for a type file



    


    
      
        write_file(path, content)

      


        Writes a file and creates directories if needed



    





      


      
        Functions


        


  
    
      
    
    
      default_implements()



        
          
        

    

  


  

Returns default interfaces to implement

  



  
    
      
    
    
      domain_namespace()



        
          
        

    

  


  

Returns the configured domain namespace

  



  
    
      
    
    
      enum_path(name)



        
          
        

    

  


  

Returns the path for an enum file

  



  
    
      
    
    
      field_to_code(map)



        
          
        

    

  


  

Converts a field map to code string

  



  
    
      
    
    
      graphql_namespace()



        
          
        

    

  


  

Returns the configured GraphQL namespace

  



  
    
      
    
    
      input_path(name)



        
          
        

    

  


  

Returns the path for an input file

  



  
    
      
    
    
      interface_path(name)



        
          
        

    

  


  

Returns the path for an interface file

  



  
    
      
    
    
      parse_field(field_spec)



        
          
        

    

  


  

Parses field specification string into a map

  



  
    
      
    
    
      resolve_enum_module(enum_name)



        
          
        

    

  


  

Resolves an enum name to its full module path

  



  
    
      
    
    
      resolve_input_module(input_name)



        
          
        

    

  


  

Resolves an input name to its full module path

  



  
    
      
    
    
      resolve_interface_module(interface_name)



        
          
        

    

  


  

Resolves an interface name to its full module path

  



  
    
      
    
    
      resolve_struct_module(type_name)



        
          
        

    

  


  

Resolves a struct name from a type name

  



  
    
      
    
    
      resolve_type_module(type_name)



        
          
        

    

  


  

Resolves a type name to its full module path

  



  
    
      
    
    
      schema_path()



        
          
        

    

  


  

Returns the path for the schema file

  



  
    
      
    
    
      timestamps?()



        
          
        

    

  


  

Whether to add timestamp fields by default

  



  
    
      
    
    
      to_file_name(name)



        
          
        

    

  


  

Converts a PascalCase name to snake_case file name

  



  
    
      
    
    
      type_path(name)



        
          
        

    

  


  

Returns the path for a type file

  



  
    
      
    
    
      write_file(path, content)



        
          
        

    

  


  

Writes a file and creates directories if needed
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mix gf.gen.enum 
    



      
Generates an GreenFairy enum type module.
Usage
mix absinthe.object.gen.enum UserStatus active inactive pending
Arguments
	name - The enum type name in PascalCase (e.g., UserStatus)
	values - Enum values (snake_case)

Examples
mix absinthe.object.gen.enum UserStatus active inactive pending suspended
mix absinthe.object.gen.enum PostVisibility public private unlisted
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mix gf.gen.input 
    



      
Generates an GreenFairy input type module.
Usage
mix absinthe.object.gen.input CreateUserInput email:string:required name:string
Arguments
	name - The input type name in PascalCase (e.g., CreateUserInput)
	fields - Field specifications

Field Syntax
name:type[:modifier]
Examples:
email:string:required      # field :email, :string, null: false
name:string                # field :name, :string
organization_id:id         # field :organization_id, :id
Examples
mix absinthe.object.gen.input CreateUserInput email:string:required name:string
mix absinthe.object.gen.input UpdatePostInput title:string body:string
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mix gf.gen.interface 
    



      
Generates an GreenFairy interface module.
Usage
mix absinthe.object.gen.interface Node id:id:required
Arguments
	name - The interface name in PascalCase (e.g., Node, Timestampable)
	fields - Field specifications

Field Syntax
name:type[:modifier]
Examples:
id:id:required             # field :id, :id, null: false
inserted_at:datetime       # field :inserted_at, :datetime
Options
	--implements - Other interfaces to implement (comma-separated)

Examples
mix absinthe.object.gen.interface Node id:id:required
mix absinthe.object.gen.interface Timestampable inserted_at:datetime updated_at:datetime
mix absinthe.object.gen.interface Resource id:id:required url:string:required --implements=Node
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mix gf.gen.schema 
    



      
Generates an GreenFairy schema module with auto-discovery.
Usage
mix absinthe.object.gen.schema
mix absinthe.object.gen.schema MyApp.GraphQL
Arguments
	namespace - (optional) The GraphQL namespace to use. If not provided,
uses the configured or inferred namespace.

Examples
mix absinthe.object.gen.schema
mix absinthe.object.gen.schema MyApp.GraphQL
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mix gf.gen.type 
    



      
Generates an GreenFairy type module.
Usage
mix absinthe.object.gen.type User email:string:required name:string
Arguments
	name - The type name in PascalCase (e.g., User, BlogPost)
	fields - Field specifications (see below)

Field Syntax
name:type[:modifier]
Examples:
email:string:required      # field :email, :string, null: false
name:string                # field :name, :string
age:integer                # field :age, :integer
posts:has_many:Post        # has_many :posts, MyApp.GraphQL.Types.Post
org:belongs_to:Organization  # belongs_to :org, MyApp.GraphQL.Types.Organization
friends:connection:User    # connection :friends, MyApp.GraphQL.Types.User
Options
	--implements - Interfaces to implement (comma-separated)
	--no-struct - Don't associate a backing struct
	--no-node - Don't implement Node interface by default

Examples
mix absinthe.object.gen.type User email:string:required name:string
mix absinthe.object.gen.type Post title:string body:string author:belongs_to:User
mix absinthe.object.gen.type User --implements=Node,Timestampable
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