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Distributed Execution
    

This guide explains how to execute Handoff DAGs across multiple Elixir nodes for improved performance and scalability.
Prerequisites
	A working Elixir cluster with connected nodes
	Handoff installed on all nodes
	Basic understanding of Handoff DAGs (see Getting Started)

Setting Up Nodes
Before executing a DAG in a distributed environment, you need to set up your nodes:
# On each node, start Handoff
Handoff.start()

# Register the local node with its capabilities
Handoff.register_node(Node.self(), %{
  cpu: 8,        # 8 CPU cores
  memory: 16000, # 16GB memory
  gpu: 1         # 1 GPU unit
})
Node Discovery
Handoff provides automatic node discovery within a connected Erlang cluster:
# Discover all nodes in the cluster and register their capabilities
{:ok, discovered_nodes} = Handoff.discover_nodes()

# See what nodes are available and their resources
IO.inspect(discovered_nodes)
# Example output:
# %{
#   :"node1@192.168.1.100" => %{cpu: 8, memory: 16000, gpu: 1},
#   :"node2@192.168.1.101" => %{cpu: 4, memory: 8000},
#   :"node3@192.168.1.102" => %{cpu: 16, memory: 32000, gpu: 2}
# }
Resource-Aware Functions
To take advantage of distributed execution, define functions with resource requirements:
alias Handoff.Function

# CPU-intensive function
cpu_heavy_fn = %Function{
  id: :cpu_intensive,
  args: [:input_data],
  code: &SomeModule.heavy_computation/1,
  cost: %{cpu: 4, memory: 2000}  # Requires 4 CPU cores, 2GB memory
}

# GPU-accelerated function
gpu_fn = %Function{
  id: :gpu_task,
  args: [:preprocessed_data],
  code: &SomeModule.gpu_computation/1,
  cost: %{gpu: 1, memory: 4000}  # Requires 1 GPU, 4GB memory
}
Distributed Execution
Execute your DAG across the cluster using execute_distributed:
# Build and validate your DAG
dag =
  Handoff.new()
  |> Handoff.DAG.add_function(source_fn)
  |> Handoff.DAG.add_function(cpu_heavy_fn)
  |> Handoff.DAG.add_function(gpu_fn)
  |> Handoff.DAG.add_function(aggregation_fn)

:ok = Handoff.DAG.validate(dag)

# Execute the DAG across the cluster
{:ok, results} = Handoff.execute_distributed(dag, max_retries: 3)
Fault Tolerance
Distributed execution in Handoff includes automatic fault tolerance:
	Task retry on failure (configurable with max_retries)
	Node failure detection
	Result synchronization across nodes

If a node fails during execution, its tasks will be reassigned to other suitable nodes.
Example: Branching DAG for Distributed Execution
You can execute more complex, tree-like DAGs across your cluster. For example, suppose you want to preprocess data in two different ways before aggregating the results:
# Install dependency in your mix.exs:
#   {:handoff, "~> 0.1"}

# Handoff requires fully qualified function captures for :code and extra_args.
defmodule Transformations do
  def inc(x), do: x + 1
  def double(x), do: x * 2
  def sum_two_lists(a, b), do: Enum.sum(a) + Enum.sum(b)
end

alias Handoff.Function

dag = Handoff.new()

source_fn = %Function{
  id: :input_data,
  args: [],
  code: &Elixir.Function.identity/1,
  extra_args: [[10, 20, 30]]
}

preprocess_a = %Function{
  id: :pre_a,
  args: [:left],
  code: &Enum.map/2,
  extra_args: [&Transformations.inc/1],
  cost: %{cpu: 2}
}

preprocess_b = %Function{
  id: :right,
  args: [:input_data],
  code: &Enum.map/2,
  extra_args: [&Transformations.double/1],
  cost: %{cpu: 2}
}

aggregate = %Function{
  id: :agg,
  args: [:left, :right],
  code: &Transformations.sum_two_lists/2,
  cost: %{cpu: 1}
}

dag =
  dag
  |> Handoff.DAG.add_function(source_fn)
  |> Handoff.DAG.add_function(preprocess_a)
  |> Handoff.DAG.add_function(preprocess_b)
  |> Handoff.DAG.add_function(aggregate)

:ok = Handoff.DAG.validate(dag)
Note: Handoff requires all function references in :code and extra_args to be fully qualified (e.g., &Module.function/arity), not anonymous functions.

This DAG structure looks like:
graph TD;
  input_data --> left;
  input_data --> right;
  left --> agg;
  right --> agg;







  

    
Resource Management
    

This guide explains how to define, track, and allocate computational resources with Handoff.
Resource Types
Handoff allows you to define any type of computational resource. Common resource types include:
	cpu - CPU cores or processing units
	memory - Memory in MB
	gpu - GPU units
	Custom resources (e.g., network_bandwidth, storage, specialized_hardware)

Defining Resource Requirements
Resource requirements are defined at the function level using the :cost field:
alias Handoff.Function

# Function requiring 2 CPU cores and 4GB memory
cpu_function = %Function{
  id: :cpu_task,
  args: [],
  code: &SomeModule.heavy_computation/0,
  cost: %{cpu: 2, memory: 4000}
}

# Function requiring GPU resources
gpu_function = %Function{
  id: :gpu_task,
  args: [],
  code: &SomeModule.gpu_computation/0,
  cost: %{gpu: 1, memory: 8000}
}

# Function with custom resource requirements
custom_function = %Function{
  id: :custom_task,
  args: [],
  code: &SomeModule.special_computation/0,,
  cost: %{specialized_hardware: 1, memory: 2000}
}
Node Capabilities
Each node in a Handoff cluster advertises its available resources:
# Register node capabilities
Handoff.register_node(Node.self(), %{
  cpu: 8,          # 8 CPU cores
  memory: 16000,   # 16GB memory
  gpu: 2,          # 2 GPU units
  specialized_hardware: 1  # Custom resource
})
Resource Tracking
Handoff's resource trackers monitor resource availability across nodes:
# Check if a node has sufficient resources
has_resources = Handoff.resources_available?(
  :"node1@example.com",
  %{cpu: 4, memory: 8000}
)

if has_resources do
  IO.puts("Node has sufficient resources")
else
  IO.puts("Node lacks required resources")
end
Built-in Resource Trackers
A resource tracker in Handoff is responsible for monitoring and managing the computational resources available on each node in the cluster. It keeps track of what resources are registered, what is currently in use, and what is available for new tasks. Resource trackers are essential for ensuring that functions are only scheduled on nodes with sufficient available resources.
Handoff.SimpleResourceTracker
Handoff provides a built-in resource tracker: Handoff.SimpleResourceTracker.
	Type: Static, in-memory, per-node resource tracker
	Implementation: Uses an ETS table and GenServer to track resources for each node
	Scope: Tracks resources registered on the local node; does not persist state or synchronize across nodes
	API:	register(node, caps): Register a node and its resource capabilities (e.g., %{cpu: 4, memory: 8000})
	available?(node, req): Check if a node has enough available resources for a given requirement
	request(node, req): Reserve resources for a task (returns :ok or {:error, :resources_unavailable})
	release(node, req): Release previously reserved resources
	get_capabilities(): Get the full resource capabilities of the local node



Example usage:
alias Handoff.SimpleResourceTracker

# Register a node with its capabilities
SimpleResourceTracker.register(Node.self(), %{cpu: 4, memory: 8000})

# Check if resources are available
if SimpleResourceTracker.available?(Node.self(), %{cpu: 2, memory: 2000}) do
  # Request resources for a task
  case SimpleResourceTracker.request(Node.self(), %{cpu: 2, memory: 2000}) do
    :ok ->
      # ... run your task ...
      # Release resources when done
      SimpleResourceTracker.release(Node.self(), %{cpu: 2, memory: 2000})
    {:error, :resources_unavailable} ->
      IO.puts("Not enough resources available!")
  end
else
  IO.puts("Resources not available")
end
How it works:
	When a node is registered, its total resource capacity is stored.
	When resources are requested, the tracker checks if enough are available (total minus currently used). If so, it marks them as used.
	When resources are released, the available amount increases again.
	All tracking is local to the node running the tracker.

Limitations:
	SimpleResourceTracker is static and in-memory only. If the node restarts, resource state is lost.
	It does not synchronize state between nodes; each node tracks its own resources independently.
	Not suitable for dynamic or persistent resource tracking across a distributed cluster.

Extending Resource Tracking:
If you need more advanced tracking (e.g., persistent, distributed, or dynamic resource management), you can implement the Handoff.ResourceTracker behaviour and provide your own tracker module.
	Configuring the Resource Tracker:
You can specify which resource tracker to use by passing the :resource_tracker option to Handoff.start/1:
Handoff.start(resource_tracker: MyApp.CustomResourceTracker)
If not specified, the default is Handoff.SimpleResourceTracker.


See lib/handoff/resource_tracker.ex for the required callbacks and documentation.
Allocation Strategies
Handoff's allocators decide which node should execute each function based on resource availability:
Built-in Allocators
	Handoff.SimpleAllocator: Uses first-available allocation strategy.

Example: Allocating Multiple Functions to Nodes
Suppose you have a cluster with two nodes, each with different resource capacities:
nodes_caps = %{
  :node1@host => %{cpu: 4, memory: 8000},
  :node2@host => %{cpu: 2, memory: 4000}
}

functions = [
  %Handoff.Function{id: :f1, cost: %{cpu: 2, memory: 2000}},
  %Handoff.Function{id: :f2, cost: %{cpu: 1, memory: 1000}},
  %Handoff.Function{id: :f3, cost: %{cpu: 3, memory: 4000}},
  %Handoff.Function{id: :f4, cost: %{cpu: 1, memory: 1000}}
]

assignments = Handoff.SimpleAllocator.allocate(functions, nodes_caps)
IO.inspect(assignments)
# Example output:
# %{f1: :node1@host, f2: :node1@host, f3: :node2@host, f4: :node2@host}
Explanation:
	The allocator tries to assign each function to the first node with enough available resources.
	After each assignment, the node's available resources are reduced for subsequent allocations.
	If a node cannot satisfy a function's requirements, the allocator tries the next node.

Example: Handling Insufficient Resources
If no node has enough resources for a function, the allocator will still assign it (to the first node), but you should handle this case in your workflow:
nodes_caps = %{
  :node1@host => %{cpu: 1, memory: 1000},
  :node2@host => %{cpu: 1, memory: 1000}
}

functions = [
  %Handoff.Function{id: :big_task, cost: %{cpu: 2, memory: 2000}}
]

assignments = Handoff.SimpleAllocator.allocate(functions, nodes_caps)
IO.inspect(assignments)
# Output: %{big_task: :node1@host}
# Note: In this case, neither node actually has enough resources. You should check resource availability before running the task.
Example: Pinned and Collocated Functions
You can pin a function to a specific node, or collocate it to another function:
functions = [
  %Handoff.Function{id: :f1, code: &Function.identity/1, args: [], extra_args: [42], cost: %{cpu: 1}, node: :node2@host}, # pinned to node2
  %Handoff.Function{id: :f2, code: &Function.identity/1, args: [:f1], cost: %{cpu: 1}},                    # dynamic
  %Handoff.Function{id: :f3, code: &Function.identity/1, args: [:f2], cost: %{cpu: 1}, node: {:collocated, :f1}} # must run on same node as f2
]

nodes_caps = %{
  :node1@host => %{cpu: 2},
  :node2@host => %{cpu: 2}
}

assignments = Handoff.SimpleAllocator.allocate(functions, nodes_caps)
IO.inspect(assignments)
# Example output:
# %{f1: :node2@host, f2: :node1@host, f3: :node1@host}
# f1 is pinned to node2, f2 is dynamically assigned, f3 is collocated with f2
Tips:
	Always check resource availability before running tasks, especially if using custom allocators or dynamic resource changes.
	For advanced allocation strategies, you can implement your own allocator module using the Handoff.Allocator behaviour.








  

    
Branching DAG Distributed Execution Example
    

Introduction
This Livebook demonstrates how to build and execute a branching (tree-like) DAG using the Handoff library, with distributed execution across nodes. The example is based on the branching DAG from the documentation, showing how a single data source feeds two parallel transformations, which are then aggregated.
Setup
Install dependencies:
Mix.install([
  {:handoff, "~> 0.1"}
])

# Handoff requires fully qualified function captures for :code and extra_args.
defmodule Transformations do
  def inc(x), do: x + 1
  def double(x), do: x * 2
  def sum_two_lists(a, b), do: Enum.sum(a) + Enum.sum(b)
end
DAG Construction
Let's define a simple branching DAG:
alias Handoff.Function

dag = Handoff.new()

source_fn = %Function{
  id: :input_data,
  args: [],
  code: &Elixir.Function.identity/1,
  extra_args: [[10, 20, 30]]
}

preprocess_a = %Function{
  id: :pre_a,
  args: [:input_data],
  code: &Enum.map/2,
  extra_args: [&Transformations.inc/1],
  cost: %{cpu: 2}
}

preprocess_b = %Function{
  id: :pre_b,
  args: [:input_data],
  code: &Enum.map/2,
  extra_args: [&Transformations.double/1],
  cost: %{cpu: 2}
}

aggregate = %Function{
  id: :agg,
  args: [:pre_a, :pre_b],
  code: &Transformations.sum_two_lists/2,
  cost: %{cpu: 1}
}

dag =
  dag
  |> Handoff.DAG.add_function(source_fn)
  |> Handoff.DAG.add_function(preprocess_a)
  |> Handoff.DAG.add_function(preprocess_b)
  |> Handoff.DAG.add_function(aggregate)

:ok = Handoff.DAG.validate(dag)
DAG Structure Visualization
graph TD;
  input_data --> pre_a;
  input_data --> pre_b;
  pre_a --> agg;
  pre_b --> agg;
Distributed Execution
You can execute the DAG across your cluster. For demonstration, we'll run it locally, but you can connect multiple nodes for true distributed execution.
# Start Handoff (if not already started)
Application.ensure_all_started(:handoff)

# Register the local node with its capabilities
Handoff.register_node(Node.self(), %{cpu: 4, memory: 8000})

# Execute the DAG
distributed_result = Handoff.execute_distributed(dag)

IO.inspect(distributed_result, label: "Distributed Execution Result")
Summary
	Demonstrated a branching DAG with Handoff
	Showed how to construct, visualize, and execute the DAG in a distributed fashion
	For more complex examples, see the distributed image processing Livebook








  

    
Distributed Image Processing Example
    

Introduction
This example demonstrates using Handoff for distributed image processing across multiple Erlang nodes. The pipeline loads images, applies various transformations, and creates a collage of the results. Each operation can be distributed across the available nodes based on resource requirements.
Setup
First, let's set up the environment:
Mix.install([
  {:handoff, "~> 0.1"},
  {:image, "~> 0.14"} # For actual image processing
])
Image Transformations Module
This module simulates image processing operations. In a real application, you would use actual image processing libraries.
defmodule ImageTransformations do
  @moduledoc """
  Image transformation functions for the distributed processing example.

  This module provides functions that would be used in a real image processing
  pipeline. For simplicity, this example doesn't require actual image libraries
  and uses placeholder functions.

  In a real application, you would use libraries like:
  - https://hexdocs.pm/image/readme.html
  - https://github.com/elixir-nx/nx for tensor operations
  """

  @doc """
  Simulates loading an image from disk.
  In a real application, this would load actual image data.
  """
  def load_image(path) do
    # Simulate loading time
    Process.sleep(100)

    # Return a simulated image structure
    %{
      path: path,
      filename: Path.basename(path),
      width: Enum.random(800..1200),
      height: Enum.random(600..900),
      data: :crypto.strong_rand_bytes(100),  # Simulated image data
      format: Enum.random([:jpg, :png, :gif]),
      metadata: %{loaded_on: DateTime.utc_now()}
    }
  end

  @doc """
  Simulates resizing an image to the specified dimensions.
  """
  def resize_image(image, width, height) do
    # Simulate CPU-intensive operation
    Process.sleep(300)

    %{image |
      width: width,
      height: height,
      metadata: Map.put(image.metadata, :resized, true)
    }
  end

  @doc """
  Simulates applying a blur filter to an image.
  """
  def blur_image(image, radius \\ 5) do
    # Simulate processing time based on image size and blur radius
    processing_time = div(image.width * image.height, 100_000) * radius
    Process.sleep(processing_time)

    %{image |
      metadata: Map.put(image.metadata, :blur_applied, radius)
    }
  end

  @doc """
  Simulates converting an image to grayscale.
  """
  def grayscale(image) do
    # Simulate processing time
    Process.sleep(200)

    %{image |
      metadata: Map.put(image.metadata, :grayscale, true)
    }
  end

  @doc """
  Simulates applying a sepia filter.
  """
  def sepia(image) do
    # Simulate processing time
    Process.sleep(250)

    %{image |
      metadata: Map.put(image.metadata, :sepia, true)
    }
  end

  @doc """
  Simulates edge detection on an image.
  """
  def edge_detection(image) do
    # Simulate GPU-intensive operation
    Process.sleep(400)

    %{image |
      metadata: Map.put(image.metadata, :edge_detection, true)
    }
  end

  @doc """
  Simulates creating a thumbnail of an image.
  """
  def create_thumbnail(image, size \\ 150) do
    # Simulate processing
    Process.sleep(150)

    %{image |
      width: size,
      height: size,
      metadata: Map.put(image.metadata, :thumbnail, true)
    }
  end

  @doc """
  Simulates creating a collage from multiple images.
  """
  def create_collage(images, options \\ []) do
    # Simulate complex operation
    Process.sleep(500 + length(images) * 50)

    %{
      type: :collage,
      source_images: length(images),
      width: Keyword.get(options, :width, 1200),
      height: Keyword.get(options, :height, 800),
      data: :crypto.strong_rand_bytes(200),
      created_at: DateTime.utc_now()
    }
  end

  @doc """
  Simulates saving an image to disk.
  """
  def save_image(image, output_path) do
    # Simulate disk I/O
    Process.sleep(200)

    # Return path where image was "saved"
    %{
      original: image,
      saved_path: output_path,
      timestamp: DateTime.utc_now()
    }
  end

  @doc """
  Simulates image quality assessment.
  """
  def assess_quality(image) do
    # Simulate analysis
    Process.sleep(300)

    metrics = %{
      sharpness: :rand.uniform() * 10,
      noise_level: :rand.uniform() * 5,
      exposure: :rand.uniform() * 10,
      color_balance: :rand.uniform() * 10
    }

    {image, metrics}
  end
end
Node Setup and Discovery
Note: This section requires running multiple nodes. If you're running this in Livebook, you can skip to the "Pipeline Implementation" section and run it in single-node mode.

To run as a true distributed system, start multiple nodes in separate terminals:
# Terminal 1
iex --name node1@127.0.0.1 -S mix

# Terminal 2
iex --name node2@127.0.0.1 -S mix

# Terminal 3 (optional)
iex --name node3@127.0.0.1 -S mix

Then connect the nodes from node1:
# Run this in node1
Node.connect(:"node2@127.0.0.1")
Node.connect(:"node3@127.0.0.1")
Node.list()
Pipeline Implementation
defmodule DistributedImageProcessing do
  @moduledoc """
  Example of distributed image processing using Handoff.
  """

  alias Handoff.{Function, DAG, DistributedExecutor}
  require Logger

  # Task implementation for loading images
  def load_images_task(image_paths) do
    IO.puts("Loading #{length(image_paths)} images...")
    # In a real scenario, ensure paths are accessible by the executing node
    image_paths |> Enum.map(&{&1, ImageTransformations.load_image(&1)}) |> Enum.into(%{})
  end

  # Task implementation for resizing images
  def resize_images_task(images_map, width, height) do
    IO.puts("Resizing images to #{width}x#{height}...")
    images_map |> Map.new(fn {path, img} ->
      {path, ImageTransformations.resize_image(img, width, height)}
    end)
  end

  # Task implementation for applying a single image transformation to all images in a map
  def apply_image_effect_task(images_map, effect_name, transformation_fun) do
    IO.puts("Applying #{effect_name} effect...")
    images_map |> Map.new(fn {path, img} -> {path, transformation_fun.(img)} end)
  end

  def apply_image_effect_task(images_map, effect_name, transformation_fun, extra_fun_arg) do
    IO.puts("Applying #{effect_name} effect with arg #{extra_fun_arg}...")
    images_map |> Map.new(fn {path, img} -> {path, transformation_fun.(img, extra_fun_arg)} end)
  end

  # Task implementation for quality assessment
  def quality_assessment_task(grayscale_results, sepia_results, blur_results, edge_results) do
    IO.puts("Assessing image quality across effects...")
    all_effects = %{
      grayscale: grayscale_results,
      sepia: sepia_results,
      blur: blur_results,
      edge: edge_results
    }
    all_effects
    |> Enum.flat_map(fn {effect, images} ->
      images |> Enum.map(fn {path, img} ->
        {"#{effect}_#{Path.basename(path)}", ImageTransformations.assess_quality(img)}
      end)
    end)
    |> Enum.into(%{})
  end

  # Task implementation for creating a collage
  def create_collage_task(grayscale_imgs, sepia_imgs, blur_imgs, edge_imgs, collage_opts) do
    IO.puts("Creating collage from all effects...")
    all_images =
      Map.values(grayscale_imgs)
      |> Enum.concat(Map.values(sepia_imgs))
      |> Enum.concat(Map.values(blur_imgs))
      |> Enum.concat(Map.values(edge_imgs))
    ImageTransformations.create_collage(all_images, collage_opts)
  end

  # Task implementation for saving multiple images
  def save_images_task(images_map, output_prefix) do
    IO.puts("Saving images with prefix '#{output_prefix}'...")
    images_map |> Map.new(fn {path, img} ->
      output_path = "output/#{output_prefix}_#{Path.basename(path)}" # Ensure 'output' dir exists or handle errors
      {path, ImageTransformations.save_image(img, output_path)}
    end)
  end

  # Task implementation for saving a single image (like a collage)
  def save_single_image_task(image_data, base_filename) do
    IO.puts("Saving final image as '#{base_filename}'...")
    # Ensure 'output' dir exists or handle errors. Appending timestamp to avoid overwrites.
    output_path = "output/#{base_filename}_#{DateTime.utc_now() |> DateTime.to_unix()}.jpg"
    ImageTransformations.save_image(image_data, output_path)
  end

  @doc """
  Build the image processing pipeline DAG.
  """
  def build_pipeline(image_paths) do
    dag = DAG.new(:distributed_img_proc_dag) # Give the DAG an ID

    # 1. Load images function
    load_images_fn = %Function{
      id: :load_images,
      args: [],
      code: &DistributedImageProcessing.load_images_task/1,
      extra_args: [image_paths], # Pass image_paths explicitly
      cost: %{cpu: 1, memory: 500}  # Light CPU, moderate memory
    }

    # 2. Resize images function
    resize_fn = %Function{
      id: :resize_images,
      args: [:load_images], # Result is images_map
      code: &DistributedImageProcessing.resize_images_task/3,
      extra_args: [800, 600], # width, height
      cost: %{cpu: 2, memory: 1000}  # Moderate CPU
    }

    # 3a. Apply grayscale effect
    grayscale_fn = %Function{
      id: :grayscale_effect,
      args: [:resize_images],
      code: &DistributedImageProcessing.apply_image_effect_task/3,
      extra_args: [:grayscale, &ImageTransformations.grayscale/1],
      cost: %{cpu: 2, memory: 800}  # Moderate CPU
    }

    # 3b. Apply sepia effect (parallel branch)
    sepia_fn = %Function{
      id: :sepia_effect,
      args: [:resize_images],
      code: &DistributedImageProcessing.apply_image_effect_task/3,
      extra_args: [:sepia, &ImageTransformations.sepia/1],
      cost: %{cpu: 2, memory: 800}  # Moderate CPU
    }

    # 3c. Apply blur effect (parallel branch)
    blur_fn = %Function{
      id: :blur_effect,
      args: [:resize_images],
      code: &DistributedImageProcessing.apply_image_effect_task/4, # Using 4-arity version for blur radius
      extra_args: [:blur, &ImageTransformations.blur_image/2, 5], # effect_name, fun, radius
      cost: %{cpu: 3, memory: 1200}  # Higher CPU, more memory
    }

    # 3d. Apply edge detection (GPU intensive)
    edge_fn = %Function{
      id: :edge_detection,
      args: [:resize_images],
      code: &DistributedImageProcessing.apply_image_effect_task/3,
      extra_args: [:edge_detection, &ImageTransformations.edge_detection/1],
      cost: %{cpu: 2, memory: 1500, gpu: 1}  # Needs GPU
    }

    # 4. Create thumbnails
    thumbnail_fn = %Function{
      id: :create_thumbnails,
      args: [:resize_images],
      code: &DistributedImageProcessing.apply_image_effect_task/4, # Using 4-arity for thumbnail size
      extra_args: [:thumbnail, &ImageTransformations.create_thumbnail/2, 150], # effect_name, fun, size
      cost: %{cpu: 1, memory: 500}  # Light work
    }

    # 5. Quality assessment on different effects
    quality_assessment_fn = %Function{
      id: :quality_report,
      args: [:grayscale_effect, :sepia_effect, :blur_effect, :edge_detection],
      code: &DistributedImageProcessing.quality_assessment_task/4,
      # extra_args: [], # No extra_args beyond dependencies
      cost: %{cpu: 4, memory: 2000}  # CPU intensive analysis
    }

    # 6. Create collage from effects
    collage_fn = %Function{
      id: :create_collage,
      args: [:grayscale_effect, :sepia_effect, :blur_effect, :edge_detection],
      code: &DistributedImageProcessing.create_collage_task/5,
      extra_args: [[width: 1600, height: 1200]], # collage_opts passed as last arg
      cost: %{cpu: 4, memory: 4000}  # Heavy CPU and memory
    }

    # 7. Save thumbnails
    save_thumbnails_fn = %Function{
      id: :save_thumbnails,
      args: [:create_thumbnails], # Result is a map of {path, thumbnail_img_data}
      code: &DistributedImageProcessing.save_images_task/2,
      extra_args: ["thumb"], # output_prefix
      cost: %{cpu: 1, memory: 500}  # I/O bound
    }

    # 8. Save collage
    save_collage_fn = %Function{
      id: :save_collage,
      args: [:create_collage], # Result is the collage image data
      code: &DistributedImageProcessing.save_single_image_task/2,
      extra_args: ["final_collage"], # base_filename
      cost: %{cpu: 1, memory: 500}  # I/O bound
    }

    # Build the DAG
    dag
    |> DAG.add_function(load_images_fn)
    |> DAG.add_function(resize_fn)
    |> DAG.add_function(grayscale_fn)
    |> DAG.add_function(sepia_fn)
    |> DAG.add_function(blur_fn)
    |> DAG.add_function(edge_fn)
    |> DAG.add_function(thumbnail_fn)
    |> DAG.add_function(quality_assessment_fn)
    |> DAG.add_function(collage_fn)
    |> DAG.add_function(save_thumbnails_fn)
    |> DAG.add_function(save_collage_fn)
  end

  @doc """
  Run the distributed image processing pipeline.
  """
  def run do
    # Start Handoff application if not already running
    if GenServer.whereis(DistributedExecutor) == nil do
      {:ok, _pid} = Handoff.start_link()
      Logger.info("Handoff Application started.")
    else
      Logger.info("Handoff Application already running.")
    end

    # Register the local node with capabilities
    # In a real multi-node setup, each node would do this.
    local_node_caps = %{cpu: 8, memory: 16000, gpu: 1}
    Handoff.register_node(Node.self(), local_node_caps)
    Logger.info("Registered local node with capabilities: #{inspect(local_node_caps)}")

    # Discover other nodes in the cluster (optional, but good for distributed runs)
    case DistributedExecutor.discover_nodes() do
      {:ok, discovered_nodes} ->
        Logger.info("Discovered nodes: #{inspect Map.keys(discovered_nodes)}")
      {:error, reason} ->
        Logger.error("Node discovery failed: #{inspect(reason)}")
    end

    # Simulate image paths (would be real paths in a production app)
    # For this example, we'll create some dummy files if they don't exist
    # to make ImageTransformations.load_image slightly more realistic.
    image_dir = "temp_images"
    File.mkdir_p(image_dir)
    image_paths = Enum.map(1..5, fn i ->
      path = Path.join(image_dir, "image_#{i}.jpg")
      # Create an empty file if it doesn't exist for placeholder loading
      unless File.exists?(path), do: File.write(path, "")
      path
    end)
    IO.puts("Processing #{length(image_paths)} images from '#{image_dir}' directory...")

    # Create a DAG for image processing
    dag = build_pipeline(image_paths)

    # Validate the DAG
    case DAG.validate(dag) do
      :ok ->
        IO.puts("\nExecuting distributed image processing pipeline...\n")

        # Execute the DAG across all available nodes
        case DistributedExecutor.execute(dag,
          allocation_strategy: :cost_optimized,
          max_retries: 2
        ) do
          {:ok, exec_results} -> # Renamed to exec_results to avoid conflict
            # Show the saved collage path
            collage_output = exec_results.results[:save_collage] # Access actual results map
            IO.puts("\nPipeline completed successfully!")
            IO.puts("Collage saved to: #{collage_output.saved_path}")

            # Show quality metrics
            quality_metrics = exec_results.results[:quality_report] # Access actual results map
            IO.puts("\nQuality metrics:")
            Enum.each(quality_metrics, fn {image_id, {_img, report}} ->
              # Assuming image_id is descriptive enough, removed function_id reference
              IO.puts("  #{image_id}: " <>
                "Sharpness: #{Float.round(report.sharpness, 1)}, " <>
                "Noise: #{Float.round(report.noise_level, 1)}")
            end)

            # Show node allocation statistics
            IO.puts("\nNode allocation:")
            # Access allocations from exec_results, not from dag.functions
            node_counts =
              exec_results.allocations
              |> Enum.reduce(%{}, fn {_k, node}, acc -> Map.update(acc, node, 1, &(&1 + 1)) end)

            Enum.each(node_counts, fn {node, count} ->
              IO.puts("  #{node}: #{count} functions")
            end)

            {:ok, exec_results.results} # Return the inner results map for consistency if needed

          {:error, reason} ->
            IO.puts("Error executing pipeline: #{inspect(reason)}")
            {:error, reason}
        end

      {:error, reason} ->
        IO.puts("Invalid DAG: #{inspect(reason)}")
        {:error, reason}
    end
  end
end
Running the Pipeline
You can execute the pipeline with:
# Run in distributed mode (requires multiple connected nodes)
DistributedImageProcessing.run()

# Or just build without executing to inspect the DAG
image_paths = Enum.map(1..5, fn i -> "/path/to/image_#{i}.jpg" end)
dag = DistributedImageProcessing.build_pipeline(image_paths)
Visualizing the DAG
In a full implementation, you might add a visualization of the DAG. Here's a placeholder for that:
# Pseudocode for DAG visualization (not implemented in this example)
# dag |> Handoff.Visualization.generate_graph() |> Handoff.Visualization.render()
Key Concepts Demonstrated
	Distributed execution across nodes
	Resource-aware function allocation
	Complex DAG with multiple parallel branches
	Resource requirements and allocation
	Load balancing and cost optimization
	Quality assessment and results aggregation








  

    
Getting Started with Handoff
    

Mix.install [{:handoff, "~> 0.1"}]
Introduction
This guide will help you get started with Handoff, a library for building and executing Directed Acyclic Graphs (DAGs) of functions in Elixir.
We'll start by looking at a simple example and then we'll discuss each of its components.
Installation
Add handoff to your list of dependencies in mix.exs:
def deps do
  [
    {:handoff, "~> 0.1.0"}
  ]
end
Then run:
mix deps.get

Building Our First Handoff DAG
Handoff.new() generates the fundamental data structure on which Handoff works, a Directed Acyclic Graph (DAG).
For the purposes of this library, we can think of DAGs as a collection of points (nodes, in graph theory terms) that relate to each other. This relationship is directed. An easy way to think about this is by thinking about a family tree: a child depends on its parents, which may depend on their parents, as we can see below.
stateDiagram-v2

Father --> Child
Mother --> Child
Uncle --> Child

Grandparent --> Father
Grandparent --> Uncle
In Handoff terms, we'll have DAGs of functions which may depend on each other's results to produce their own outputs. Graph inputs are also represented as nodes. For example, a mathematical function such as $f(x, y) = x  3 + y  2$ can be represented as:
stateDiagram-v2

x --> multiply(arg0,3): as arg0
y --> multiply(arg0,2): as arg0

multiply(arg0,3) --> add(arg0,arg1): as arg0
multiply(arg0,2) --> add(arg0,arg1): as arg1
We'll now implement this graph in Handoff.
dag = Handoff.new()

x =
  %Handoff.Function{
    id: :x,
    args: [],
    code: &Elixir.Function.identity/1,
    extra_args: [10]
  }

y =
  %Handoff.Function{
    id: :y,
    args: [],
    code: &Elixir.Function.identity/1,
    extra_args: [20]
  }

times_3 =
  %Handoff.Function{
    id: :times_3,
    args: [:x],
    extra_args: [3],
    code: &Kernel.*/2
  }

times_2 =
  %Handoff.Function{
    id: :times_2,
    args: [:y],
    extra_args: [2],
    code: &Kernel.*/2
  }

add =
  %Handoff.Function{
    id: :add,
    args: [:times_3, :times_2],
    extra_args: [],
    code: &Kernel.+/2
  }

dag =
  dag
  |> Handoff.DAG.add_function(x)
  |> Handoff.DAG.add_function(y)
  |> Handoff.DAG.add_function(times_3)
  |> Handoff.DAG.add_function(times_2)
  |> Handoff.DAG.add_function(add)

{:ok, output} = Handoff.execute(dag)

output
Now let's distill the times_2 function definition:
%Handoff.Function{
  id: :times_2,
  args: [:y],
  extra_args: [2],
  code: &Kernel.*/2
}
First, we have to define an id for the function. This id should be unique per graph. This is how we can reference this function when requesting its results and how the graph detects the dependencies between nodes and possible cycles.
Secondly, the :args key must be intepreted together with :extra_args. By default, Handoff will concatenate :args and :extra_args to produce, in this case, [:y, 2], the effective list of arguments to be passed to :code. The important take away is that :extra_args can be used to provide constant arguments that are known at the time the DAG is defined (i.e. don't depend on any results).
Finally, :code contains the actual function to be invoked. It is always preferred to use named capture notation because anonymous functions don't work for remote code execution (Handoff can distribute a DAG across a cluster!). In this case, & &1 * &2 or fn x, y -> x * y end would have worked just the same, because we are not running in a cluster.
Next Steps
Now that you understand the basics of Handoff, you might want to explore:
	Distributed Execution - Execute your DAGs across multiple nodes
	Resource Management - Define and manage computational resources

Additionally, below we dive deeper into using graphs.
Advanced: Interacting with the outside world
Now let's make things more fun! In this example, instead of having 2 and 3 being fixed constants, we'll run each of those functions in a process and receive the multiplication constants via messages.
defmodule Multiplier do
  def multiply(x, caller, name) do
    ref = make_ref()
    send(caller, {ref, name, self()})
    receive do
      {:constant, ^ref, c} -> c * x
    end
  end
end
The Multiplier module defined above receives a caller PID and sends a message to that PID, which contains the information necessary for the caller to then send another message with the actuall value for multiplication.
dag = Handoff.new()

x =
  %Handoff.Function{
    id: :x,
    args: [],
    code: &Elixir.Function.identity/1,
    extra_args: [10]
  }

y =
  %Handoff.Function{
    id: :y,
    args: [],
    code: &Elixir.Function.identity/1,
    extra_args: [20]
  }

times_x =
  %Handoff.Function{
    id: :times_x,
    args: [:x],
    extra_args: [self(), :x],
    code: &Multiplier.multiply/3
  }

times_y =
  %Handoff.Function{
    id: :times_y,
    args: [:y],
    extra_args: [self(), :y],
    code: &Multiplier.multiply/3
  }

add =
  %Handoff.Function{
    id: :add,
    args: [:times_x, :times_y],
    extra_args: [],
    code: &Kernel.+/2
  }

dag =
  dag
  |> Handoff.DAG.add_function(x)
  |> Handoff.DAG.add_function(y)
  |> Handoff.DAG.add_function(times_x)
  |> Handoff.DAG.add_function(times_y)
  |> Handoff.DAG.add_function(add)

t =
  Task.async(fn ->
    Handoff.execute(dag)
  end)
Next, we'll receive the messages as they arrive and reply to the first one. Task.yield will return nil because the DAG is still running.
receive do
  {ref, :x, pid} -> send(pid, {:constant, ref, -1})
  {ref, :y, pid} -> send(pid, {:constant, ref, 1})
end
Task.yield(t, 100)
If we run the same receive block again, will see now that the task does return with the results from the DAG.
receive do
  {ref, :x, pid} -> send(pid, {:constant, ref, -1})
  {ref, :y, pid} -> send(pid, {:constant, ref, 1})
end

Task.await(t)







  

    
Handoff Branching DAG Example
    

This Livebook demonstrates how to build and execute a branching (tree-like) DAG using the Handoff library in Elixir.
Setup
First, install the required dependencies:
Mix.install([
  {:handoff, "~> 0.1"}
])

# Define transformation functions in a dedicated module

defmodule Transformations do
  def identity(x), do: x
  def double(x), do: x * 2
  def triple(x), do: x * 3
  def sum_two_lists(d, t), do: Enum.sum(d) + Enum.sum(t)
end
Define the DAG
alias Handoff.Function

dag = Handoff.new()

# Source node
data = [1, 2, 3, 4, 5]
source_fn = %Function{
  id: :data_source,
  args: [],
  code: &Transformations.identity/1,
  extra_args: [data]
}

# Two parallel transformations
transform_double = %Function{
  id: :double,
  args: [:data_source],
  code: &Enum.map/2,
  extra_args: [&Transformations.double/1]
}

transform_triple = %Function{
  id: :triple,
  args: [:data_source],
  code: &Enum.map/2,
  extra_args: [&Transformations.triple/1]
}

# Aggregation node
aggregate_fn = %Function{
  id: :sum,
  args: [:double, :triple],
  code: &Transformations.sum_two_lists/2
}

dag =
  dag
  |> Handoff.DAG.add_function(source_fn)
  |> Handoff.DAG.add_function(transform_double)
  |> Handoff.DAG.add_function(transform_triple)
  |> Handoff.DAG.add_function(aggregate_fn)

:ok = Handoff.DAG.validate(dag)
dag
Execute the DAG
{:ok, results} = Handoff.execute(dag)

IO.inspect(results, label: "All results")
IO.puts("The sum is: #{results[:sum]}")







  

    
Nx Pipeline Example
    

Mix.install([
  {:nx, github: "elixir-nx/nx", sparse: "nx", override: true},
  {:exla, github: "elixir-nx/nx", sparse: "exla"},
  {:handoff, "~> 0.1"}
])
Section
defmodule NxRunner do
  import Nx.Defn

  defn my_function(x, y) do
    c = Nx.cos(x)
    s = Nx.sin(y)

    c + s
  end

  def compile_and_call_expr(args, expr) do
    Nx.Defn.jit_apply(fn _ -> expr end, [List.to_tuple(args)])
  end

  def load_from_file(filename, index) do
    filename
    |> File.read!()
    |> Nx.deserialize()
    |> elem(index)
  end

  def serialize(tuple, source, target, idx) do
    t = elem(tuple, idx)

    if source == target do
      t
    else
      Nx.serialize(t)
    end
  end

  def deserialize(tensor, source, target) do
    if source == target do
      tensor
    else
      Nx.deserialize(tensor)
    end
  end
end

expr = Nx.Defn.debug_expr(&NxRunner.my_function/2).(Nx.template({10}, :f32), Nx.template({10}, :s64))
nx_graph = Nx.Defn.Graph.split(expr, fn %{data: %{op: op}} -> if(op == :add, do: :before, else: :none) end)
args =
  %Handoff.Function{
    id: :arguments,
    args: [],
    code: &Function.identity/1,
    extra_args: [{Nx.iota({10}, type: :f32), Nx.iota({10}, type: :s64)}],
    type: :inline
  }

nx_stage_to_function = fn stage ->
  args =
    Enum.map(stage.arguments, fn
      %{source: {producer_id, idx}} ->
        %Handoff.Function.Argument{
          id: producer_id || :arguments,
          serialization_fn: {NxRunner, :serialize, [idx]},
          deserialization_fn: {NxRunner, :deserialize, []}
        }
    end)

    %Handoff.Function{
      id: stage.id,
      args: args,
      code: &NxRunner.compile_and_call_expr/2,
      extra_args: [stage.expr],
      argument_inclusion: :as_list
    }
end

dag =
  nx_graph
  |> Enum.map(nx_stage_to_function)
  |> Enum.reduce(Handoff.DAG.new(), &Handoff.DAG.add_function(&2, &1))
  |> Handoff.DAG.add_function(args)

dag
{:ok, %{results: results}} = Handoff.execute(dag)

results[List.last(nx_graph).id]







  

    
Simple Data Pipeline Example
    

Introduction
This example demonstrates using Handoff to build a simple data processing pipeline. The pipeline processes random data through a series of transformation steps, showing how to construct and execute a directed acyclic graph (DAG) of operations.
Setup
First, let's make sure the Handoff library is available:
Mix.install([{:handoff, "~> 0.1"}])
Statistics Helper Module
defmodule Stats do
  @moduledoc """
  Simple statistics helpers for the pipeline example
  """

  def mean(values) when is_list(values) and length(values) > 0 do
    Enum.sum(values) / length(values)
  end

  def median(values) when is_list(values) and length(values) > 0 do
    sorted = Enum.sort(values)
    mid = div(length(sorted), 2)

    if rem(length(sorted), 2) == 0 do
      (Enum.at(sorted, mid - 1) + Enum.at(sorted, mid)) / 2
    else
      Enum.at(sorted, mid)
    end
  end

  def standard_deviation(values) when is_list(values) and length(values) > 1 do
    avg = mean(values)
    variance = Enum.map(values, fn x -> :math.pow(x - avg, 2) end) |> mean()
    :math.sqrt(variance)
  end
end
Pipeline Tasks Module
defmodule PipelineTasks do
  @moduledoc """
  Contains the core logic for each step in the simple data pipeline.
  Functions are designed to be called by Handoff.
  """

  def generate_data_task() do
    IO.puts("Generating 100 random values...")
    for _ <- 1..100, do: :rand.uniform() * 100
  end

  def filter_data_task(data, threshold) do
    IO.puts("Filtering values > #{threshold}...")
    Enum.filter(data, fn x -> x > threshold end)
  end

  def transform_data_task(data, operation) do
    IO.puts("Applying #{operation} transformation...")
    case operation do
      :square -> Enum.map(data, fn x -> x * x end)
      :sqrt -> Enum.map(data, fn x -> :math.sqrt(x) end)
      :log -> Enum.map(data, fn x -> :math.log(x) end)
      _ -> data # Default: no transformation
    end
  end

  def aggregate_data_task(data) do
    IO.puts("Calculating statistics...")
    %{
      count: length(data),
      min: Enum.min(data),
      max: Enum.max(data),
      mean: Stats.mean(data),
      median: Stats.median(data),
      stddev: Stats.standard_deviation(data)
    }
  end

  def format_output_task(stats, original_data) do
    IO.puts("Formatting results...")
    """

    DATA PIPELINE RESULTS
    ---------------------
    Original filtered data count: #{length(original_data)}

    STATISTICS:
      Count:  #{stats.count}
      Min:    #{Float.round(stats.min, 2)}
      Max:    #{Float.round(stats.max, 2)}
      Mean:   #{Float.round(stats.mean, 2)}
      Median: #{Float.round(stats.median, 2)}
      StdDev: #{Float.round(stats.stddev, 2)}
    """
  end
end
Starting Handoff
# Ensure Handoff application is started
# In a real application, this is usually in your application.ex.
# For scripts/Livebooks, start it manually if not already running.
if GenServer.whereis(Handoff.DistributedExecutor) == nil do
  {:ok, _pid} = Handoff.start_link() # Or Handoff.Application.start(:normal, [])
  IO.puts "Handoff Application started."
else
  IO.puts "Handoff Application already running."
end

# Register the local node with some default capabilities for local execution
# This allows DistributedExecutor to find and use the current node.
Handoff.register_node(Node.self(), %{cpu: 2, memory: 1024, gpu: 0})
IO.puts "Local node registered with Handoff."

# Create a new DAG
dag = Handoff.DAG.new("simple_pipeline_dag")
Building the Pipeline
Let's define each step in our data pipeline:
alias Handoff.Function

# Step 1: Generate random data
generate_fn = %Function{
  id: :generate_data,
  args: [], # No dependencies
  code: &PipelineTasks.generate_data_task/0
}

# Step 2: Filter data
filter_fn = %Function{
  id: :filter_data,
  args: [:generate_data], # Depends on generate_data, result passed as first arg to filter_data_task
  code: &PipelineTasks.filter_data_task/2,
  extra_args: [30] # Filter threshold, passed as second arg to filter_data_task
}

# Step 3: Transform data
transform_fn = %Function{
  id: :transform_data,
  args: [:filter_data], # Depends on filter_data, result passed as first arg to transform_data_task
  code: &PipelineTasks.transform_data_task/2,
  extra_args: [:square] # Operation to apply, passed as second arg to transform_data_task
}

# Step 4: Aggregate results
aggregate_fn = %Function{
  id: :aggregate_data,
  args: [:transform_data], # Depends on transform_data, result passed as the arg to aggregate_data_task
  code: &PipelineTasks.aggregate_data_task/1
  # No extra_args for this function
}

# Step 5: Format output
format_fn = %Function{
  id: :format_output,
  args: [:aggregate_data, :filter_data], # Results passed in order to format_output_task/2
  code: &PipelineTasks.format_output_task/2,
  node: Node.self() # force the output to be collected at the calling node
}
Assembling and Executing the DAG
# Build the DAG
dag =
  dag
  |> Handoff.DAG.add_function(generate_fn)
  |> Handoff.DAG.add_function(filter_fn)
  |> Handoff.DAG.add_function(transform_fn)
  |> Handoff.DAG.add_function(aggregate_fn)
  |> Handoff.DAG.add_function(format_fn)

# Validate the DAG
case Handoff.DAG.validate(dag) do
  :ok ->
    IO.puts("\nExecuting data pipeline...\n")

    # Execute the DAG using DistributedExecutor
    case Handoff.DistributedExecutor.execute(dag) do
      {:ok, execution_result} ->
        # execution_result is %{dag_id: ..., results: actual_results, allocations: ...}
        final_output = execution_result.results[:format_output]
        IO.puts(final_output)
        IO.inspect(execution_result.allocations, label: "Function Allocations")

      {:error, reason} ->
        IO.puts("Error executing pipeline: #{inspect(reason)}")
    end

  {:error, reason} ->
    IO.puts("Invalid DAG: #{inspect(reason)}")
end
Experiment: Modifying Parameters
Try changing the parameters to see how they affect the results:
# Create a new DAG with different parameters
# Using a new DAG ID for the modified version
modified_dag_id = "simple_pipeline_dag_modified"
modified_dag = Handoff.DAG.new(modified_dag_id)

# Use the same task functions but modify extra_args for some Handoff.Function structs
modified_filter_fn = %{filter_fn | extra_args: [50]} # Higher threshold
modified_transform_fn = %{transform_fn | extra_args: [:sqrt]} # Different operation

# Rebuild the DAG
modified_dag =
  modified_dag
  |> Handoff.DAG.add_function(generate_fn) # Reusing generate_fn definition
  |> Handoff.DAG.add_function(modified_filter_fn)
  |> Handoff.DAG.add_function(modified_transform_fn)
  |> Handoff.DAG.add_function(aggregate_fn)    # Reusing aggregate_fn definition
  |> Handoff.DAG.add_function(format_fn)       # Reusing format_fn definition

# Validate and Execute the modified DAG
case Handoff.DAG.validate(modified_dag) do
  :ok ->
    IO.puts("\nExecuting modified data pipeline...\n")
    case Handoff.DistributedExecutor.execute(modified_dag) do
      {:ok, execution_result} ->
        final_output = execution_result.results[:format_output]
        IO.puts(final_output)
        IO.inspect(execution_result.allocations, label: "Modified DAG Allocations")
      {:error, reason} ->
        IO.puts("Error executing modified pipeline: #{inspect(reason)}")
    end
  {:error, reason} ->
    IO.puts("Invalid modified DAG: #{inspect(reason)}")
end
Key Concepts Demonstrated
	Basic DAG construction
	Function dependencies
	Result passing between functions
	Error handling
	Parameterization via extra_args
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Handoff is a library for building and executing Directed Acyclic Graphs (DAGs) of functions.
It provides tools for defining computation graphs, managing resources, and executing
the graphs in a distributed environment.
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    Functions
  


    
      
        discover_nodes()

      


        Discovers and registers nodes in the cluster with their capabilities.



    


    
      
        execute(dag, opts \\ [])

      


        Executes all functions in a DAG, respecting dependencies.



    


    
      
        execute_distributed(dag, opts \\ [])

      


        Executes all functions in a DAG across multiple nodes, respecting dependencies.



    


    
      
        execute_local(dag, opts \\ [])

      


        Executes all functions in a DAG strictly on the local node, bypassing resource allocation
and ensuring all functions have node set to Node.self() and cost set to nil.



    


    
      
        get_local_value(dag_id, id)

      


        Retrieves a value from the local store only for a specific DAG.



    


    
      
        get_result(dag_id, id, timeout \\ 5000)

      


        Retrieves a result for a specific DAG, automatically fetching it from its origin node if necessary.



    


    
      
        get_value(dag_id, id, from_node \\ nil)

      


        Retrieves a value for a specific DAG, with automatic remote fetching if needed.



    


    
      
        lookup_data_location(dag_id, data_id)

      


        Looks up where a data item (argument or result) is stored for a specific DAG.



    


    
      
        new()

      


        Creates a new DAG instance.



    


    
      
        register_data_location(dag_id, data_id, node_id)

      


        Registers the location of a data item (argument or result) for a specific DAG.



    


    
      
        register_node(node, caps)

      


        Registers a node with its resource capabilities.



    


    
      
        register_node(tracker, node, caps)

      


    


    
      
        resources_available?(node, req)

      


        Checks if the specified node has the required resources available.



    


    
      
        resources_available?(tracker, node, req)

      


    


    
      
        start(opts \\ [])

      


        Starts the Handoff supervision tree.



    


    
      
        store_result(dag_id, function_id, result, origin_node \\ Node.self())

      


        Stores a function result locally on the origin node for a specific DAG and registers its location.
The result is stored only on the node where it was produced, not broadcast.



    


    
      
        store_value(dag_id, id, value)

      


        Directly stores a value in the local store for a specific DAG.
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      Link to this function
    
    discover_nodes()


      
       
       View Source
     


  


  

Discovers and registers nodes in the cluster with their capabilities.

  
  returns

  
  Returns


	{:ok, discovered} with a map of node names to their capabilities


  



    

  
    
      
      Link to this function
    
    execute(dag, opts \\ [])


      
       
       View Source
     


  


  

Executes all functions in a DAG, respecting dependencies.

  
  parameters

  
  Parameters


	dag: The DAG to execute
	opts: Optional execution settings	:allocation_strategy - Strategy for allocating functions to nodes
(:first_available or :load_balanced, defaults to :first_available)




  
  returns

  
  Returns


	{:ok, %{dag_id: dag_id, results: results_map}} with the DAG ID and a map of function IDs to results on success
	{:error, reason} on failure


  



    

  
    
      
      Link to this function
    
    execute_distributed(dag, opts \\ [])


      
       
       View Source
     


  


  

Executes all functions in a DAG across multiple nodes, respecting dependencies.

  
  parameters

  
  Parameters


	dag: The DAG to execute
	opts: Optional execution settings	:allocation_strategy - Strategy for allocating functions to nodes
(:first_available or :load_balanced, defaults to :first_available)
	:max_retries - Maximum number of times to retry failed functions (default: 3)




  
  returns

  
  Returns


	{:ok, %{dag_id: dag_id, results: results_map}} with the DAG ID and a map of function IDs to results on success
	{:error, reason} on failure


  



    

  
    
      
      Link to this function
    
    execute_local(dag, opts \\ [])


      
       
       View Source
     


  


  

Executes all functions in a DAG strictly on the local node, bypassing resource allocation
and ensuring all functions have node set to Node.self() and cost set to nil.
This is useful for ensuring local execution regardless of global configuration or function definitions.

  
  parameters

  
  Parameters


	dag: The DAG to execute
	opts: Optional execution settings (passed to Handoff.DistributedExecutor)


  
  returns

  
  Returns


	Same as Handoff.execute/2.


  



  
    
      
      Link to this function
    
    get_local_value(dag_id, id)


      
       
       View Source
     


  


  

Retrieves a value from the local store only for a specific DAG.

  
  parameters

  
  Parameters


	dag_id: The ID of the DAG
	id: The ID of the value to retrieve


  
  returns

  
  Returns


	{:ok, value} if found locally
	{:error, :not_found} if not found


  



    

  
    
      
      Link to this function
    
    get_result(dag_id, id, timeout \\ 5000)


      
       
       View Source
     


  


  

Retrieves a result for a specific DAG, automatically fetching it from its origin node if necessary.

  
  parameters

  
  Parameters


	dag_id: The ID of the DAG
	id: The ID of the result/argument to retrieve
	timeout: Maximum time to wait in milliseconds, defaults to 5000


  
  returns

  
  Returns


	{:ok, result} on success
	{:error, :timeout} if the result is not available within the timeout


  



    

  
    
      
      Link to this function
    
    get_value(dag_id, id, from_node \\ nil)


      
       
       View Source
     


  


  

Retrieves a value for a specific DAG, with automatic remote fetching if needed.

  
  parameters

  
  Parameters


	dag_id: The ID of the DAG
	id: The ID of the value to retrieve
	from_node: Optional specific node to fetch from


  
  returns

  
  Returns


	{:ok, value} if found or successfully fetched
	{:error, reason} if retrieval failed


  



  
    
      
      Link to this function
    
    lookup_data_location(dag_id, data_id)


      
       
       View Source
     


  


  

Looks up where a data item (argument or result) is stored for a specific DAG.

  
  parameters

  
  Parameters


	dag_id: The ID of the DAG
	data_id: The ID of the data to look up


  
  returns

  
  Returns


	{:ok, node_id} if the data location is found
	{:error, :not_found} if the data location is not registered


  



  
    
      
      Link to this function
    
    new()


      
       
       View Source
     


  


  

Creates a new DAG instance.

  



  
    
      
      Link to this function
    
    register_data_location(dag_id, data_id, node_id)


      
       
       View Source
     


  


  

Registers the location of a data item (argument or result) for a specific DAG.

  
  parameters

  
  Parameters


	dag_id: The ID of the DAG
	data_id: The ID of the data
	node_id: The node where the data is stored


  



  
    
      
      Link to this function
    
    register_node(node, caps)


      
       
       View Source
     


  


  

Registers a node with its resource capabilities.
For local nodes, registers directly with the local resource tracker.
For remote nodes, makes an RPC call to register on the remote node.

  
  parameters

  
  Parameters


	tracker: The resource tracker pid or name (optional, defaults to application config)
	node: The node to register
	caps: Map of capabilities/resources the node provides


  
  examples

  
  Examples


# Using default tracker from application config
Handoff.register_node(Node.self(), %{cpu: 4, memory: 8000})

# Using specific tracker
Handoff.register_node(tracker, Node.self(), %{cpu: 4, memory: 8000})

  



  
    
      
      Link to this function
    
    register_node(tracker, node, caps)


      
       
       View Source
     


  


  


  



  
    
      
      Link to this function
    
    resources_available?(node, req)


      
       
       View Source
     


  


  

Checks if the specified node has the required resources available.
For local nodes, checks directly with the local resource tracker.
For remote nodes, makes an RPC call to check on the remote node directly.

  
  parameters

  
  Parameters


	tracker: The resource tracker pid or name (optional, defaults to application config)
	node: The node to check
	req: Map of resource requirements to check


  
  returns

  
  Returns


	true if resources are available
	false otherwise


  
  examples

  
  Examples


# Using default tracker from application config
Handoff.resources_available?(Node.self(), %{cpu: 2, memory: 4000})

# Using specific tracker
Handoff.resources_available?(Handoff.SimpleResourceTracker, Node.self(), %{cpu: 2, memory: 4000})

  



  
    
      
      Link to this function
    
    resources_available?(tracker, node, req)


      
       
       View Source
     


  


  


  



    

  
    
      
      Link to this function
    
    start(opts \\ [])


      
       
       View Source
     


  


  

Starts the Handoff supervision tree.
The resource tracker can be configured via application config:
config :handoff, resource_tracker: MyResourceTracker
Or overridden via opts for backward compatibility:
Handoff.start(resource_tracker: MyResourceTracker)
Must be called before executing any DAGs.
Returns the supervisor pid and the resource tracker pid or name.

  



    

  
    
      
      Link to this function
    
    store_result(dag_id, function_id, result, origin_node \\ Node.self())


      
       
       View Source
     


  


  

Stores a function result locally on the origin node for a specific DAG and registers its location.
The result is stored only on the node where it was produced, not broadcast.

  
  parameters

  
  Parameters


	dag_id: The ID of the DAG
	function_id: The ID of the function
	result: The result to store
	origin_node: The node where the result was produced (defaults to current node)


  



  
    
      
      Link to this function
    
    store_value(dag_id, id, value)


      
       
       View Source
     


  


  

Directly stores a value in the local store for a specific DAG.

  
  parameters

  
  Parameters


	dag_id: The ID of the DAG
	id: The ID of the value
	value: The value to store


  


        

      







  

    
Handoff.Allocator behaviour
    



      
Behavior for allocating functions to nodes based on resource requirements.
This module is responsible for determining which nodes should execute which
functions, considering their resource requirements and available capabilities.

      


      
        
          
            
            Anchor for this section
          
          Summary
        


  
    Callbacks
  


    
      
        allocate(functions, caps)

      


        Allocate functions to nodes based on resource requirements and node capabilities.
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      Link to this callback
    
    allocate(functions, caps)


      
       
       View Source
     


  


  

      

          @callback allocate(
  functions :: [Handoff.Function.t()],
  caps :: %{required(node()) => map()}
) :: %{required(term()) => node()}


      


Allocate functions to nodes based on resource requirements and node capabilities.

  
  parameters

  
  Parameters


	functions: List of functions to allocate
	caps: Map of node capabilities in the format %{node() => capabilities_map}


  
  returns

  
  Returns


A map with function IDs as keys and node assignments as values.

  


        

      







  

    
Handoff.DAG 
    



      
Provides functionality for building and validating directed acyclic graphs (DAGs) of functions.
This module is the core of the Handoff library, allowing you to:
	Create empty computation graphs
	Add functions to the graph with their dependencies
	Validate the graph for correctness before execution

DAG Structure
A DAG in Handoff is represented as a map with:
	:functions - A map of function IDs to Handoff.Function structs

Examples
# Create a new DAG
dag = Handoff.DAG.new()

# Define functions
# Assumes MyPipelineFunctions module exists, e.g.:
# defmodule MyPipelineFunctions do
#   def transform_data(data_list), do: Enum.map(data_list, &(&1 * 2))
# end

source = %Handoff.Function{
  id: :data_source,
  args: [],
  code: &Elixir.Function.identity/1,
  extra_args: [[1, 2, 3, 4, 5]]
}

transform = %Handoff.Function{
  id: :transform,
  args: [:data_source],
  code: &MyPipelineFunctions.transform_data/1
}

aggregation = %Handoff.Function{
  id: :aggregate,
  args: [:transform],
  code: &Enum.sum/1
}

# Build the DAG
dag =
  dag
  |> Handoff.DAG.add_function(source)
  |> Handoff.DAG.add_function(transform)
  |> Handoff.DAG.add_function(aggregation)

# Validate the DAG
case Handoff.DAG.validate(dag) do
  :ok ->
    # DAG is valid and ready for execution
    IO.puts("DAG is valid")

  {:error, {:missing_dependencies, missing}} ->
    IO.puts("DAG has missing dependencies: #{inspect(missing)}")

  {:error, {:cycle_detected, cycle}} ->
    IO.puts("DAG contains a cycle at: #{inspect(cycle)}")
end
Validation
The validate/1 function performs two critical checks:
	It ensures all dependencies reference existing functions
	It detects cycles in the graph using depth-first search

A valid DAG is required before execution.
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    Functions
  


    
      
        add_function(dag, function)

      


        Adds a function to the DAG.



    


    
      
        new(id \\ nil)

      


        Creates a new empty DAG with a specified ID or generates a new one.



    


    
      
        validate(dag)

      


        Validates that the DAG has no cycles and all dependencies exist.
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      Link to this function
    
    add_function(dag, function)


      
       
       View Source
     


  


  

Adds a function to the DAG.

  
  parameters

  
  Parameters


	dag: The current DAG structure
	function: A Handoff.Function struct to add to the DAG


  
  returns

  
  Returns


	Updated DAG with the function added


  
  example

  
  Example


dag =
  Handoff.DAG.new()
  |> Handoff.DAG.add_function(%Handoff.Function{
    id: :source,
    args: [],
    code: &:rand.uniform/1,
    extra_args: [100]
  })

  



    

  
    
      
      Link to this function
    
    new(id \\ nil)


      
       
       View Source
     


  


  

Creates a new empty DAG with a specified ID or generates a new one.

  
  parameters

  
  Parameters


	id: (Optional) The ID to assign to the DAG. If nil, a make_ref/0 will be used.


  
  example

  
  Example


dag_with_specific_id = Handoff.DAG.new("some-specific-id")
dag_with_generated_id = Handoff.DAG.new()

  



  
    
      
      Link to this function
    
    validate(dag)


      
       
       View Source
     


  


  

Validates that the DAG has no cycles and all dependencies exist.

  
  returns

  
  Returns


	:ok if the DAG is valid
	{:error, {:missing_function, id}} if references to an undefined function was found
	{:error, {:cycle_detected, id}} if a cycle is found in the graph


  
  example

  
  Example


iex> dag = Handoff.DAG.new()
iex> dag = Handoff.DAG.add_function(dag, %Handoff.Function{id: :a, args: [], code: &Elixir.Function.identity/1, extra_args: [1]})
iex> dag = Handoff.DAG.add_function(dag, %Handoff.Function{id: :b, args: [:a], code: &Map.get/2, extra_args: [:a]})
iex> Handoff.DAG.validate(dag)
:ok

  
  error-cases

  
  Error cases


iex> dag = Handoff.DAG.new()
iex> dag = Handoff.DAG.add_function(dag, %Handoff.Function{id: :a, args: [:b], code: &Elixir.Function.identity/1})
iex> Handoff.DAG.validate(dag)
{:error, {:missing_function, :b}}

iex> dag = Handoff.DAG.new()
iex> dag = Handoff.DAG.add_function(dag, %Handoff.Function{id: :a, args: [:b], code: &Map.get/2, extra_args: [:b]})
iex> dag = Handoff.DAG.add_function(dag, %Handoff.Function{id: :b, args: [:a], code: &Map.get/2, extra_args: [:a]})
iex> {:error, {:cyclic_dependency, cycle}} = Handoff.DAG.validate(dag)
iex> Enum.sort(cycle)
[:a, :b]

  


        

      







  

    
Handoff.DataLocationRegistry 
    



      
Tracks the location (node ID) of every piece of data (argument or intermediate result) for each DAG.
This registry maintains a mapping of {dag_id, data_id} to their hosting nodes, enabling
on-demand data fetching from the appropriate node for a specific DAG execution.
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    Functions
  


    
      
        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        clear(dag_id)

      


        Clears all registered data locations for a specific DAG.



    


    
      
        get_all(dag_id)

      


        Gets all registered data locations for a specific DAG.



    


    
      
        lookup(dag_id, data_id)

      


        Looks up where a data item is stored for a specific DAG.



    


    
      
        register(dag_id, data_id, node_id)

      


        Registers a data item with its hosting node for a specific DAG.



    


    
      
        start_link(opts \\ [])

      


        Starts the Data Location Registry GenServer.
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      Link to this function
    
    child_spec(init_arg)


      
       
       View Source
     


  


  

Returns a specification to start this module under a supervisor.
See Supervisor.

  



  
    
      
      Link to this function
    
    clear(dag_id)


      
       
       View Source
     


  


  

Clears all registered data locations for a specific DAG.

  
  parameters

  
  Parameters


	dag_id: The ID of the DAG


  



  
    
      
      Link to this function
    
    get_all(dag_id)


      
       
       View Source
     


  


  

Gets all registered data locations for a specific DAG.

  
  parameters

  
  Parameters


	dag_id: The ID of the DAG


  
  returns

  
  Returns


	A map of data_id => node_id for the specified DAG


  



  
    
      
      Link to this function
    
    lookup(dag_id, data_id)


      
       
       View Source
     


  


  

Looks up where a data item is stored for a specific DAG.

  
  parameters

  
  Parameters


	dag_id: The ID of the DAG
	data_id: The ID of the data (argument or result)


  
  returns

  
  Returns


	{:ok, node_id} if the data location is found for the DAG
	{:error, :not_found} if the data location is not registered for the DAG


  



  
    
      
      Link to this function
    
    register(dag_id, data_id, node_id)


      
       
       View Source
     


  


  

Registers a data item with its hosting node for a specific DAG.

  
  parameters

  
  Parameters


	dag_id: The ID of the DAG
	data_id: The ID of the data (argument or result)
	node_id: The node where the data is stored


  



    

  
    
      
      Link to this function
    
    start_link(opts \\ [])


      
       
       View Source
     


  


  

Starts the Data Location Registry GenServer.

  


        

      







  

    
Handoff.DistributedExecutor 
    



      
Handles the distributed execution of functions across multiple nodes.
Provides node discovery, coordination, and remote task execution capabilities.
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    Functions
  


    
      
        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        discover_nodes()

      


        Discovers and registers nodes in the cluster with their capabilities.



    


    
      
        execute(dag, opts \\ [])

      


        Executes the DAG across the distributed nodes.



    


    
      
        start_link(opts \\ [])
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      Link to this function
    
    child_spec(init_arg)


      
       
       View Source
     


  


  

Returns a specification to start this module under a supervisor.
See Supervisor.

  



  
    
      
      Link to this function
    
    discover_nodes()


      
       
       View Source
     


  


  

Discovers and registers nodes in the cluster with their capabilities.
Makes remote calls to discover nodes and their resources.

  



    

  
    
      
      Link to this function
    
    execute(dag, opts \\ [])


      
       
       View Source
     


  


  

Executes the DAG across the distributed nodes.

  
  parameters

  
  Parameters


	dag: A validated DAG to execute
	opts: Optional execution options


  
  returns

  
  Returns


	{:ok, results} with a map of function IDs to results on success
	{:error, reason} on failure


  



    

  
    
      
      Link to this function
    
    start_link(opts \\ [])


      
       
       View Source
     


  


  


  


        

      







  

    
Handoff.DistributedResultStore 
    



      
Provides synchronized storage and retrieval of function execution results across cluster nodes.
Extends the local ResultStore with capabilities to synchronize results between nodes.
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    Functions
  


    
      
        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        clear_all_nodes(dag_id)

      


        Clears all results on all connected nodes for a specific DAG.



    


    
      
        get_with_timeout(dag_id, function_id, timeout \\ 5000)

      


        Retrieves a result for a specific DAG, potentially fetching it from its origin node.



    


    
      
        start_link(opts \\ [])

      


    


    
      
        store_distributed(dag_id, function_id, result, origin_node \\ Node.self())

      


        Stores a function result locally on the node where it was produced for a specific DAG.
Registers the result location in the DataLocationRegistry but does not broadcast it.



    


    
      
        synchronize(dag_id, function_ids)

      


        Synchronizes specific results from their origin nodes for a specific DAG.
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      Link to this function
    
    child_spec(init_arg)


      
       
       View Source
     


  


  

Returns a specification to start this module under a supervisor.
See Supervisor.

  



  
    
      
      Link to this function
    
    clear_all_nodes(dag_id)


      
       
       View Source
     


  


  

Clears all results on all connected nodes for a specific DAG.

  
  parameters

  
  Parameters


	dag_id: The ID of the DAG to clear


  



    

  
    
      
      Link to this function
    
    get_with_timeout(dag_id, function_id, timeout \\ 5000)


      
       
       View Source
     


  


  

Retrieves a result for a specific DAG, potentially fetching it from its origin node.

  
  parameters

  
  Parameters


	dag_id: The ID of the DAG
	function_id: The ID of the function
	timeout: Maximum time to wait in milliseconds, defaults to 5000


  
  returns

  
  Returns


	{:ok, result} on success
	{:error, :timeout} if the result is not available within the timeout


  



    

  
    
      
      Link to this function
    
    start_link(opts \\ [])


      
       
       View Source
     


  


  


  



    

  
    
      
      Link to this function
    
    store_distributed(dag_id, function_id, result, origin_node \\ Node.self())


      
       
       View Source
     


  


  

Stores a function result locally on the node where it was produced for a specific DAG.
Registers the result location in the DataLocationRegistry but does not broadcast it.

  
  parameters

  
  Parameters


	dag_id: The ID of the DAG
	function_id: The ID of the function
	result: The result to store
	origin_node: The node where the result was produced


  



  
    
      
      Link to this function
    
    synchronize(dag_id, function_ids)


      
       
       View Source
     


  


  

Synchronizes specific results from their origin nodes for a specific DAG.

  
  parameters

  
  Parameters


	dag_id: The ID of the DAG
	function_ids: List of function IDs to synchronize


  
  returns

  
  Returns


	Map of function_id => result for successfully synchronized results


  


        

      







  

    
Handoff.Function 
    



      
Represents a function in a computation graph.
Structure
Each function in a Handoff DAG has these key components:
	:id - A unique identifier for the function (any term, typically an atom)
	:args - A list of other function IDs whose results this function depends on
	:code - The actual function to execute, receives results of dependencies as input
	:results - Storage for function output after execution
	:node - Optional node assignment for distributed execution
	:cost - Optional resource requirements map (e.g., %{cpu: 2, memory: 1000})
	:extra_args - Additional arguments provided at execution time
	:type - Type of the function, :regular or :inline
	:argument_inclusion - One of :variadic or :as_list (defaults to :variadic)	:variadic - Pass the list of N arguments as the first N arguments to the function
	:as_list - Pass arguments as a list in the first argument to the function



Examples
# A simple computation function with no dependencies
%Handoff.Function{
  id: :generate_data,
  args: [],
  code: &Enum.random/1,
  extra_args: [1..100]
}

# A function that depends on another function's result.
# The result of :generate_data (e.g., an integer) will be passed as the first argument
# to &*/2. The second argument for the multiplication (2) comes from extra_args.
%Handoff.Function{
  id: :process_data,
  args: [:generate_data],
  code: &*/2,
  extra_args: [2]
  # If :generate_data produces X, this executes X * 2.
}

# A function with resource requirements for distributed execution.
# The result of :process_data will be passed as the first argument to IO.inspect/2.
%Handoff.Function{
  id: :inspect_result,
  args: [:process_data],
  code: &IO.inspect/2,
  extra_args: [label: "Inspect result"],
  cost: %{cpu: 1, memory: 500} # Adjusted cost for a simple inspect
}
Resource Costs
The :cost field allows you to specify resource requirements for distributed execution:
	:cpu - Number of CPU cores required
	:memory - Memory in MB required
	:gpu - GPU units required (if applicable)
	Custom resource types can also be defined

These costs are used by allocators to determine which nodes can run which functions.
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    Types
  


    
      
        t()
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      Link to this type
    
    t()


      
       
       View Source
     


  


  

      

          @type t() :: %Handoff.Function{
  args: [term() | Handoff.Function.Argument.t()],
  argument_inclusion: :variadic | :as_list,
  code: function(),
  cost: map() | nil,
  extra_args: list(),
  id: term(),
  node: node() | nil,
  results: term() | nil,
  type: :regular | :inline
}


      



  


        

      







  

    
Handoff.Function.Argument 
    



      
Defines a function argument with optional transformations.
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    Types
  


    
      
        t()
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      Link to this type
    
    t()


      
       
       View Source
     


  


  

      

          @type t() :: %Handoff.Function.Argument{
  argument_inclusion: :variadic | :as_list,
  deserialization_fn: {module(), atom(), [term()]} | nil,
  id: term(),
  serialization_fn: {module(), atom(), [term()]} | nil
}


      



  


        

      







  

    
Handoff.RemoteExecutionWrapper 
    



      
Handles the execution of a function on a remote node,
storing its result locally, and confirming back to the orchestrator.
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    Functions
  


    
      
        execute_and_store(dag_id, function_struct, arg_ids, orchestrator_node, all_dag_functions)

      


        Executes a function on this (remote) node, fetching its arguments from this node's
local ResultStore, stores the result locally, and confirms back to the orchestrator.
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      Link to this function
    
    execute_and_store(dag_id, function_struct, arg_ids, orchestrator_node, all_dag_functions)


      
       
       View Source
     


  


  

Executes a function on this (remote) node, fetching its arguments from this node's
local ResultStore, stores the result locally, and confirms back to the orchestrator.
Resource management (request/release) is assumed to be handled by the orchestrator
for the target node before this function is called.

  


        

      







  

    
Handoff.ResourceTracker behaviour
    



      
Behavior for tracking and managing resources across nodes in the cluster.
This module is responsible for:
	Registering nodes with their capabilities
	Checking resource availability on nodes
	Allocating resources for functions
	Releasing resources when functions complete
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    Callbacks
  


    
      
        available?(node, req)

      


        Check if the specified node has the required resources available.



    


    
      
        register(node, caps)

      


        Register a node with its capabilities.



    


    
      
        release(node, req)

      


        Release resources back to the pool after function execution.



    


    
      
        request(node, req)

      


        Request resources from a node for a function execution.
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      Link to this callback
    
    available?(node, req)


      
       
       View Source
     


  


  

      

          @callback available?(node :: node(), req :: map()) :: boolean()


      


Check if the specified node has the required resources available.

  
  parameters

  
  Parameters


	node: The node to check
	req: Map of resource requirements to check


  



  
    
      
      Link to this callback
    
    register(node, caps)


      
       
       View Source
     


  


  

      

          @callback register(node :: node(), caps :: map()) :: :ok


      


Register a node with its capabilities.

  
  parameters

  
  Parameters


	node: The node to register
	caps: Map of capabilities/resources the node provides


  



  
    
      
      Link to this callback
    
    release(node, req)


      
       
       View Source
     


  


  

      

          @callback release(node :: node(), req :: map()) :: :ok


      


Release resources back to the pool after function execution.

  
  parameters

  
  Parameters


	node: The node to release resources on
	req: Map of resources to release


  



  
    
      
      Link to this callback
    
    request(node, req)


      
       
       View Source
     


  


  

      

          @callback request(node :: node(), req :: map()) :: :ok | {:error, :resources_unavailable}


      


Request resources from a node for a function execution.

  
  parameters

  
  Parameters


	node: The node to request resources from
	req: Map of resource requirements


  


        

      







  

    
Handoff.ResultStore 
    



      
Provides storage and retrieval of function execution results and cached arguments.
Maintains an ETS table for fast access to results and cached arguments by ID.
The store can also fetch data from remote nodes when needed using the DataLocationRegistry.
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    Functions
  


    
      
        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        clear(dag_id)

      


        Clears all stored values for a specific DAG.



    


    
      
        fetch_remote(dag_id, id, from_node \\ nil)

      


        Fetches a value from a remote node and stores it locally for a specific DAG.



    


    
      
        get(dag_id, id)

      


        Retrieves a value by its ID from the local store for a specific DAG.



    


    
      
        get_with_fetch(dag_id, id, from_node \\ nil)

      


        Retrieves a value, fetching it from a remote node if necessary for a specific DAG.



    


    
      
        has_value?(dag_id, id)

      


        Checks if a value exists for the given ID in a specific DAG.



    


    
      
        start_link(opts)

      


    


    
      
        store(dag_id, id, value)

      


        Stores the result of a function execution or caches an argument for a specific DAG.
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      Link to this function
    
    child_spec(init_arg)


      
       
       View Source
     


  


  

Returns a specification to start this module under a supervisor.
See Supervisor.

  



  
    
      
      Link to this function
    
    clear(dag_id)


      
       
       View Source
     


  


  

Clears all stored values for a specific DAG.

  
  parameters

  
  Parameters


	dag_id: The ID of the DAG whose results to clear


  



    

  
    
      
      Link to this function
    
    fetch_remote(dag_id, id, from_node \\ nil)


      
       
       View Source
     


  


  

Fetches a value from a remote node and stores it locally for a specific DAG.

  
  parameters

  
  Parameters


	dag_id: The ID of the DAG
	id: The ID of the value to fetch
	from_node: Specific node to fetch from, or nil to look up in registry


  
  returns

  
  Returns


	{:ok, value} if successfully fetched
	{:error, reason} if fetch failed


  



  
    
      
      Link to this function
    
    get(dag_id, id)


      
       
       View Source
     


  


  

Retrieves a value by its ID from the local store for a specific DAG.

  
  parameters

  
  Parameters


	dag_id: The ID of the DAG
	id: The ID of the value to retrieve


  
  returns

  
  Returns


	{:ok, value} if the value is found
	{:error, :not_found} if no value exists for the ID in the given DAG


  



    

  
    
      
      Link to this function
    
    get_with_fetch(dag_id, id, from_node \\ nil)


      
       
       View Source
     


  


  

Retrieves a value, fetching it from a remote node if necessary for a specific DAG.

  
  parameters

  
  Parameters


	dag_id: The ID of the DAG
	id: The ID of the value to retrieve
	from_node: Optional node to fetch from directly


  
  returns

  
  Returns


	{:ok, value} if the value is found or successfully fetched
	{:error, :not_found} if the value couldn't be found
	{:error, reason} for other errors


  



  
    
      
      Link to this function
    
    has_value?(dag_id, id)


      
       
       View Source
     


  


  

Checks if a value exists for the given ID in a specific DAG.

  
  parameters

  
  Parameters


	dag_id: The ID of the DAG
	id: The ID to check


  
  returns

  
  Returns


	true if a value exists
	false otherwise


  



  
    
      
      Link to this function
    
    start_link(opts)


      
       
       View Source
     


  


  


  



  
    
      
      Link to this function
    
    store(dag_id, id, value)


      
       
       View Source
     


  


  

Stores the result of a function execution or caches an argument for a specific DAG.

  
  parameters

  
  Parameters


	dag_id: The ID of the DAG
	id: The ID of the function result or argument
	value: The value to store


  


        

      







  

    
Handoff.SimpleAllocator 
    



      
A simple implementation of the Allocator behavior that provides
basic allocation strategies for distributing functions across nodes.
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    Functions
  


    
      
        allocate(functions, caps)

      


        Allocate functions to nodes based on resource requirements and node capabilities.
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      Link to this function
    
    allocate(functions, caps)


      
       
       View Source
     


  


  

Allocate functions to nodes based on resource requirements and node capabilities.

  
  parameters

  
  Parameters


	functions: List of functions to allocate
	caps: Map of node capabilities in the format %{node() => capabilities_map}


  
  returns

  
  Returns


A map with function IDs as keys and node assignments as values.

  


        

      







  

    
Handoff.SimpleResourceTracker 
    



      
A simple implementation of the ResourceTracker behavior that tracks
resources using an ETS table.
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    Functions
  


    
      
        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        get_capabilities()

      


        Returns the capabilities of the local node.



    


    
      
        start_link(opts \\ [])

      


    





      


      
        
          
            
            Anchor for this section
          
Functions
        

        


  
    
      
      Link to this function
    
    child_spec(init_arg)


      
       
       View Source
     


  


  

Returns a specification to start this module under a supervisor.
See Supervisor.

  



  
    
      
      Link to this function
    
    get_capabilities()


      
       
       View Source
     


  


  

Returns the capabilities of the local node.
Used for remote calls from other nodes to discover this node's capabilities.

  
  returns

  
  Returns


	Map of resource capabilities


  



    

  
    
      
      Link to this function
    
    start_link(opts \\ [])


      
       
       View Source
     


  


  


  


        

      







  

    
Handoff.Supervisor 
    



      
Main supervisor for the Handoff execution engine.
Manages the lifecycle of all components needed for DAG execution.
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    Functions
  


    
      
        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        start_link(opts)
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      Link to this function
    
    child_spec(init_arg)


      
       
       View Source
     


  


  

Returns a specification to start this module under a supervisor.
See Supervisor.

  



  
    
      
      Link to this function
    
    start_link(opts)


      
       
       View Source
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