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A browser-like HTTP fetch API for Elixir, built on Erlang's :httpc module.
This module provides a modern, Promise-based HTTP client interface similar to the
browser's fetch() API. It supports asynchronous requests, streaming, request
cancellation, and comprehensive telemetry integration.
Features
	Async by default: All requests use Task.Supervisor with async_nolink/4
	Automatic streaming: Responses >5MB or with unknown Content-Length automatically stream
	Request cancellation: Via HTTP.AbortController for aborting in-flight requests
	Promise chaining: JavaScript-like promise interface with then/3 support
	Unix Domain Sockets: Support for HTTP over Unix sockets (Docker daemon, systemd, etc.)
	Telemetry integration: Comprehensive event emission for monitoring and observability
	Zero external dependencies: Uses only Erlang/OTP built-in modules (except telemetry)

Quick Start
# Simple GET request
{:ok, response} =
  HTTP.fetch("https://jsonplaceholder.typicode.com/posts/1")
  |> HTTP.Promise.await()

# Parse JSON response
{:ok, json} = HTTP.Response.json(response)

# POST with JSON body
{:ok, response} =
  HTTP.fetch("https://api.example.com/posts", [
    method: "POST",
    headers: %{"Content-Type" => "application/json"},
    body: JSON.encode!(%{title: "Hello", body: "World"})
  ])
  |> HTTP.Promise.await()

# Unix Domain Socket request (e.g., Docker daemon)
{:ok, response} =
  HTTP.fetch("http://localhost/version",
    unix_socket: "/var/run/docker.sock")
  |> HTTP.Promise.await()
Architecture
The library is structured around these core modules:
	HTTP - Main entry point with the fetch/2 function
	HTTP.Promise - Promise wrapper around Tasks for async operations
	HTTP.Request - Request configuration struct
	HTTP.Response - Response struct with JSON/text parsing helpers
	HTTP.Headers - Header manipulation utilities
	HTTP.FormData - Multipart/form-data encoding with file upload support
	HTTP.AbortController - Request cancellation mechanism
	HTTP.FetchOptions - Options processing and validation
	HTTP.Telemetry - Telemetry event emission for monitoring

Streaming Behavior
Responses are automatically streamed when:
	Content-Length > 5MB
	Content-Length header is missing/unknown

Streaming responses have body: nil and stream: pid in the Response struct.
Use HTTP.Response.read_all/1 or HTTP.Response.write_to/2 to consume streams.
Telemetry Events
All events use the [:http_fetch, ...] prefix:
	[:http_fetch, :request, :start] - Request initiated
	[:http_fetch, :request, :stop] - Request completed
	[:http_fetch, :request, :exception] - Request failed
	[:http_fetch, :streaming, :start] - Streaming started
	[:http_fetch, :streaming, :chunk] - Stream chunk received
	[:http_fetch, :streaming, :stop] - Streaming completed

See HTTP.Telemetry for detailed event documentation.
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        Performs an HTTP request, similar to global.fetch in web browsers.
Uses Erlang's built-in :httpc module asynchronously (sync: false).
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          @type httpc_response_tuple() ::
  {:ok, pid()}
  | {:error, term()}
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     [{atom() | String.t(), String.t()}], binary()}
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          @spec fetch(String.t() | URI.t(), Keyword.t() | map()) :: %HTTP.Promise{task: term()}


      


Performs an HTTP request, similar to global.fetch in web browsers.
Uses Erlang's built-in :httpc module asynchronously (sync: false).
Arguments:
	url: The URL to fetch (string or URI struct).
	init: An optional keyword list or map of options for the request.    Supported options:
      - `:method`: The HTTP method (e.g., "GET", "POST"). Defaults to "GET".
                   Can be a string or an atom (e.g., "GET" or :get).
      - `:headers`: A list of request headers as `{name, value}` tuples (e.g., [{"Content-Type", "application/json"}])
                    or a map that will be converted to the tuple format.
      - `:body`: The request body (should be a binary or a string that can be coerced to binary).
      - `:content_type`: The Content-Type header value. If not provided for methods with body,
                         defaults to "application/octet-stream" in `Request.to_httpc_args`.
      - `:options`: A keyword list of options directly passed as the 3rd argument to `:httpc.request`
                    (e.g., `timeout: 10_000`, `connect_timeout: 5_000`).
      - `:client_opts`: A keyword list of options directly passed as the 4th argument to `:httpc.request`
                        (e.g., `sync: false`, `body_format: :binary`). Overrides `Request` defaults.
      - `:signal`: An `HTTP.AbortController` PID. If provided, the request can be aborted
                   via this controller.
      - `:unix_socket`: Path to a Unix Domain Socket file (e.g., "/var/run/docker.sock").
                        When provided, the request is sent over the Unix socket instead of TCP/IP.


Returns:
	%HTTP.Promise{}: A Promise struct. The caller should HTTP.Promise.await(promise_struct) to get the final       `%HTTP.Response{}` or `{:error, reason}`. If the request cannot be initiated
       (e.g., invalid URL, bad arguments), the Promise will contain an error result
       when awaited.


Example Usage:
# GET request and awaiting JSON
promise_json = HTTP.fetch("https://jsonplaceholder.typicode.com/todos/1")
case HTTP.Promise.await(promise_json) do
  %HTTP.Response{} = response ->
    case HTTP.Response.json(response) do
      {:ok, json_body} ->
        IO.puts "GET JSON successful! Title: #{json_body["title"]}"
      {:error, reason} ->
        IO.inspect reason, label: "JSON Parse Error"
    end
  {:error, reason} ->
    IO.inspect reason, label: "GET Error for JSON"
end

# GET request and awaiting text
promise_text = HTTP.fetch("https://jsonplaceholder.typicode.com/posts/1")
case HTTP.Promise.await(promise_text) do
  %HTTP.Response{} = response ->
    text_body = HTTP.Response.text(response)
    IO.puts "GET Text successful! First 50 chars: #{String.slice(text_body, 0, 50)}..."
  {:error, reason} ->
    IO.inspect reason, label: "GET Error for Text"
end

# Simple Promise chaining: fetch -> parse JSON -> print title
HTTP.fetch("https://jsonplaceholder.typicode.com/todos/2")
|> HTTP.Promise.then(fn %HTTP.Response{} = response ->
  HTTP.Response.json(response)
end)
|> HTTP.Promise.then(fn {:ok, json_body} ->
  IO.puts "Chained JSON successful! Title: #{json_body["title"]}"
end)
|> HTTP.Promise.await() # Await the final chained promise to ensure execution

# Promise chaining with error handling: fetch -> parse JSON -> handle success or error
HTTP.fetch("https://jsonplaceholder.typicode.com/nonexistent") # This URL will cause an error
|> HTTP.Promise.then(
  fn %HTTP.Response{} = response ->
    IO.puts "This success branch should not be called for a 404!"
    HTTP.Response.json(response)
  end,
  fn reason ->
    IO.inspect reason, label: "Chained Error Handler Caught"
    {:error, :handled_error} # Return an error tuple to propagate rejection
  end
)
|> HTTP.Promise.await() # Await the final chained promise

# Chaining where a callback returns another promise
HTTP.fetch("https://jsonplaceholder.typicode.com/posts/1")
|> HTTP.Promise.then(fn %HTTP.Response{} = response ->
  # Simulate fetching comments for the post
  post_id = case HTTP.Response.json(response) do
    {:ok, %{"id" => id}} -> id
    _ -> nil
  end
  if post_id do
    IO.puts "Fetched post #{post_id}. Now fetching comments..."
    HTTP.fetch("https://jsonplaceholder.typicode.com/posts/#{post_id}/comments")
  else
    # If post_id is nil, we want to reject this branch of the promise chain
    throw {:error, :post_id_not_found}
  end
end)
|> HTTP.Promise.then(fn comments_response ->
  case HTTP.Response.json(comments_response) do
    {:ok, comments} ->
      IO.puts "Successfully fetched #{length(comments)} comments for the post."
    {:error, reason} ->
      IO.inspect reason, label: "Failed to parse comments JSON"
  end
end)
|> HTTP.Promise.await()


# POST request with JSON body and headers
# If you're using Elixir 1.18+, JSON.encode! is built-in. Otherwise, you'd need a library like Poison.
# promise_post = HTTP.fetch("https://jsonplaceholder.typicode.com/posts",
#        method: "POST",
#        headers: [{"Accept", "application/json"}],
#        content_type: "application/json",
#        body: JSON.encode!(%{title: "foo", body: "bar", userId: 1})
#      )
# case HTTP.Promise.await(promise_post) do
#   {:ok, %HTTP.Response{status: 201, body: body}} ->
#     IO.puts "POST successful! Body: #{body}"
#   {:error, reason} ->
#     IO.inspect reason, label: "POST Error"
# end

# Request with custom :httpc options (e.g., longer timeout for request options)
delayed_promise = HTTP.fetch("https://httpbin.org/delay/5", options: [timeout: 10_000])
case HTTP.Promise.await(delayed_promise) do
  %HTTP.Response{status: status} ->
    IO.puts "Delayed request successful! Status: #{status}"
  {:error, reason} ->
    IO.inspect reason, label: "Delayed Request Result"
end

# Abortable request example
controller = HTTP.AbortController.new() # Create a new controller
IO.puts "Fetching a long request that will be aborted..."
abortable_promise = HTTP.fetch("https://httpbin.org/delay/10", signal: controller, options: [timeout: 20_000])

# Simulate some work, then abort after a short delay
Task.start_link(fn ->
  :timer.sleep(2000) # Wait 2 seconds
  IO.puts "Attempting to abort the request after 2 seconds..."
  HTTP.AbortController.abort(controller)
end)

# Await the result of the abortable promise
case HTTP.Promise.await(abortable_promise) do
  %HTTP.Response{status: status} ->
    IO.puts "Abortable request completed successfully! Status: #{status}"
  {:error, reason} ->
    IO.inspect reason, label: "Abortable Request Result"
    if reason == :econnrefused or reason == :nxdomain do # Common errors for aborted :httpc requests
      IO.puts "Request was likely aborted. Reason: #{inspect(reason)}"
    end
end

# Unix Domain Socket request to Docker daemon
docker_promise = HTTP.fetch("http://localhost/version", unix_socket: "/var/run/docker.sock")
case HTTP.Promise.await(docker_promise) do
  %HTTP.Response{status: 200} = response ->
    case HTTP.Response.json(response) do
      {:ok, json} ->
        IO.puts "Docker Version: #{json["Version"]}"
        IO.puts "API Version: #{json["ApiVersion"]}"
      {:error, reason} ->
        IO.inspect reason, label: "JSON Parse Error"
    end
  {:error, reason} ->
    IO.inspect reason, label: "Docker Request Error"
end
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Request cancellation mechanism similar to the browser's AbortController API.
This module provides a way to abort in-flight HTTP requests using an Agent-based
controller. It's designed to work with the HTTP.fetch/2 function via the
:signal option.
How It Works
	Create an AbortController before making the request
	Pass the controller to HTTP.fetch/2 via the :signal option
	Call abort/1 on the controller to cancel the request
	The awaiting Promise will receive an error result

Basic Usage
# Create a controller
controller = HTTP.AbortController.new()

# Start a long-running request with the controller
promise = HTTP.fetch("https://httpbin.org/delay/10",
  signal: controller,
  options: [timeout: 20_000]
)

# Abort the request (e.g., after 2 seconds)
:timer.sleep(2000)
HTTP.AbortController.abort(controller)

# The awaited promise will return an error
case HTTP.Promise.await(promise) do
  {:error, reason} ->
    IO.puts("Request was aborted: " <> inspect(reason))
  response ->
    IO.puts("Request completed before abort")
end
Advanced Usage
# Abort from another process
controller = HTTP.AbortController.new()

# Start request in background
Task.start(fn ->
  promise = HTTP.fetch("https://slow-api.example.com", signal: controller)
  result = HTTP.Promise.await(promise)
  IO.inspect(result)
end)

# Abort from main process after some condition
:timer.sleep(1000)
if some_condition?() do
  HTTP.AbortController.abort(controller)
end
Implementation Details
	Uses Elixir's Agent for state management
	Registers with a Registry for process tracking
	Calls :httpc.cancel_request/1 internally to abort the request
	Thread-safe and can be called from any process
	Idempotent - calling abort/1 multiple times is safe

State Management
The controller maintains the following state:
	request_id - PID of the active :httpc request (set automatically)
	signal_ref - Unique reference for registry lookup
	aborted - Boolean flag indicating abort status
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        abort(controller_pid)

      


        Aborts the associated HTTP request.
Sends a stop signal to :httpc if a request is active and not already aborted.



    


    
      
        aborted?(controller_pid)

      


        Checks if the controller has been aborted.



    


    
      
        child_spec(arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        new()

      


        Creates a new AbortController instance.
Returns the PID of the agent, which acts as the controller reference.



    


    
      
        set_request_id(controller_pid, request_id)

      


        Sets the :httpc request_id for the given controller.
This links the controller to an active request.



    


    
      
        start_link(initial_state \\ %{request_id: nil, signal_ref: make_ref(), aborted: false})

      


        Starts a new AbortController agent.
Returns {:ok, pid} of the agent.
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          @type state() :: %{
  request_id: pid() | nil,
  signal_ref: reference(),
  aborted: boolean()
}
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          @spec abort(pid()) :: :ok


      


Aborts the associated HTTP request.
Sends a stop signal to :httpc if a request is active and not already aborted.
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          @spec aborted?(pid()) :: boolean()


      


Checks if the controller has been aborted.
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Returns a specification to start this module under a supervisor.
See Supervisor.
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          @spec new() :: pid()


      


Creates a new AbortController instance.
Returns the PID of the agent, which acts as the controller reference.
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          @spec set_request_id(pid(), pid()) :: :ok


      


Sets the :httpc request_id for the given controller.
This links the controller to an active request.

  



    

  
    
      
    
    
      start_link(initial_state \\ %{request_id: nil, signal_ref: make_ref(), aborted: false})



    

  


  

      

          @spec start_link(state()) :: {:ok, pid()}


      


Starts a new AbortController agent.
Returns {:ok, pid} of the agent.
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Represents a blob of binary data, similar to JavaScript's Blob.
A Blob contains raw data along with metadata about its MIME type and size.
This module implements the Browser Fetch API Blob interface for Elixir.
Examples
# Create a blob
blob = HTTP.Blob.new(<<1, 2, 3, 4>>, "application/octet-stream")

# Access properties
HTTP.Blob.size(blob)  # 4
HTTP.Blob.type(blob)  # "application/octet-stream"

# Convert to binary
data = HTTP.Blob.to_binary(blob)
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        new(data, type \\ "application/octet-stream")

      


        Creates a new Blob from binary data with a specified MIME type.



    


    
      
        size(blob)

      


        Returns the Blob's size in bytes.



    


    
      
        to_binary(blob)

      


        Converts the Blob to a binary, extracting the raw data.



    


    
      
        type(blob)

      


        Returns the Blob's MIME type.
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          @type t() :: %HTTP.Blob{data: binary(), size: non_neg_integer(), type: String.t()}
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          @spec new(binary(), String.t()) :: t()


      


Creates a new Blob from binary data with a specified MIME type.
Parameters
	data - Binary data to store in the blob
	type - MIME type string (default: "application/octet-stream")

Examples
iex> blob = HTTP.Blob.new(<<1, 2, 3>>, "image/png")
iex> blob.type
"image/png"
iex> blob.size
3
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          @spec size(t()) :: non_neg_integer()


      


Returns the Blob's size in bytes.
Examples
iex> blob = HTTP.Blob.new(<<1, 2, 3, 4, 5>>, "application/octet-stream")
iex> HTTP.Blob.size(blob)
5
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          @spec to_binary(t()) :: binary()


      


Converts the Blob to a binary, extracting the raw data.
Examples
iex> blob = HTTP.Blob.new(<<1, 2, 3>>, "application/octet-stream")
iex> HTTP.Blob.to_binary(blob)
<<1, 2, 3>>
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          @spec type(t()) :: String.t()


      


Returns the Blob's MIME type.
Examples
iex> blob = HTTP.Blob.new(<<>>, "text/plain")
iex> HTTP.Blob.type(blob)
"text/plain"
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Configuration module for HTTP fetch library.
This module centralizes configuration values that control HTTP client behavior,
including timeouts, streaming thresholds, and other runtime parameters.
Configuration Values
All configuration values are compile-time constants defined as module attributes.
To customize these values, modify this module and recompile the library.
Streaming Configuration
	streaming_threshold/0 - Size threshold (in bytes) above which responses are automatically streamed.
Default: 5MB (5,000,000 bytes)

Timeout Configuration
	default_request_timeout/0 - Maximum time (in milliseconds) to wait for a complete HTTP response.
Default: 120 seconds (120,000 ms)

	streaming_timeout/0 - Maximum time (in milliseconds) to wait for streaming operations.
Default: 60 seconds (60,000 ms)


Usage
# Check if response should be streamed
if content_length > HTTP.Config.streaming_threshold() do
  # Stream the response
end

# Use default timeout
receive do
  {:http, response} -> handle_response(response)
after
  HTTP.Config.default_request_timeout() -> :timeout
end
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        default_request_timeout()

      


        Returns the default request timeout in milliseconds.



    


    
      
        streaming_threshold()

      


        Returns the size threshold (in bytes) for automatic streaming.



    


    
      
        streaming_timeout()

      


        Returns the streaming timeout in milliseconds.
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          @spec default_request_timeout() :: 120_000


      


Returns the default request timeout in milliseconds.
This is the maximum time the HTTP client will wait for a complete response
after sending a request.
Default: 120 seconds (120,000 milliseconds)
Examples
iex> HTTP.Config.default_request_timeout()
120_000
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          @spec streaming_threshold() :: 5_000_000


      


Returns the size threshold (in bytes) for automatic streaming.
Responses with Content-Length greater than this value will be automatically
streamed to avoid loading large files into memory.
Default: 5MB (5,000,000 bytes)
Examples
iex> HTTP.Config.streaming_threshold()
5_000_000
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          @spec streaming_timeout() :: 60000


      


Returns the streaming timeout in milliseconds.
This is the maximum time to wait for streaming operations, including:
	Waiting for stream chunks in collect_stream/2
	Waiting for messages in the stream loop

Default: 60 seconds (60,000 milliseconds)
Examples
iex> HTTP.Config.streaming_timeout()
60_000
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Options processing and validation for HTTP.fetch/2 requests.
This module handles the conversion of various option formats (maps, keyword lists,
structs) into structured options for :httpc.request/4. It provides a flexible
API that supports both simple and advanced HTTP client configurations.
Options Categories
Options are divided into two main categories:
	HTTP Options (3rd argument to :httpc.request/4) - Request-specific settings:
	timeout - Request timeout in milliseconds
	connect_timeout - Connection timeout in milliseconds
	ssl - SSL/TLS options
	autoredirect - Follow redirects automatically
	proxy_auth - Proxy authentication
	version - HTTP version
	relaxed - Relaxed parsing mode


	Client Options (4th argument to :httpc.request/4) - Client behavior settings:
	sync - Synchronous/asynchronous mode (default: false)
	stream - Response streaming configuration
	body_format - Response body format (:string or :binary)
	full_result - Return full HTTP response
	headers_as_is - Preserve header case
	socket_opts - Socket-level options
	receiver - Custom receiver process
	ipv6_host_with_brackets - IPv6 host formatting



Basic Usage
# Simple options as keyword list
HTTP.fetch("https://api.example.com", [
  method: "POST",
  headers: %{"Content-Type" => "application/json"},
  timeout: 10_000
])

# Complex options with HTTP and client settings
HTTP.fetch("https://api.example.com", [
  method: "GET",
  timeout: 5_000,
  connect_timeout: 2_000,
  ssl: [verify: :verify_peer],
  body_format: :binary
])
Advanced Configuration
# Using options and opts keywords for fine control
HTTP.fetch("https://api.example.com", [
  method: "POST",
  body: "data",
  # Request-specific options (3rd arg to :httpc.request)
  options: [
    timeout: 10_000,
    connect_timeout: 5_000
  ],
  # Client-specific options (4th arg to :httpc.request)
  opts: [
    sync: false,
    body_format: :binary
  ]
])
Flat vs Structured Options
The module supports both flat and structured option formats:
# Flat format (recommended for simplicity)
[method: "POST", timeout: 5_000, body_format: :binary]

# Structured format (for explicit control)
[
  method: "POST",
  options: [timeout: 5_000],
  opts: [body_format: :binary]
]
Both formats are equivalent; the module automatically categorizes options.
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        get_body(fetch_options)

      


        Extracts body from options.



    


    
      
        get_content_type(fetch_options)

      


        Extracts content type from options.



    


    
      
        get_headers(fetch_options)

      


        Extracts headers from options.



    


    
      
        get_method(fetch_options)

      


        Extracts the HTTP method from options.



    


    
      
        new(options)

      


        Creates a new FetchOptions struct from various input formats.
Supports flat map, keyword list, or existing FetchOptions struct.



    


    
      
        to_http_options(options)

      


        Converts FetchOptions to HTTP options for :httpc.request 3rd argument.
Returns keyword list of HttpOptions.



    


    
      
        to_options(options)

      


        Converts FetchOptions to options for :httpc.request 4th argument.
Returns keyword list of Options.



    





      


      
        Types

        


  
    
      
    
    
      t()



    

  


  

      

          @type t() :: %HTTP.FetchOptions{
  autoredirect: boolean() | nil,
  body: any(),
  body_format: atom() | nil,
  connect_timeout: integer() | nil,
  content_type: String.t() | nil,
  full_result: boolean() | nil,
  headers: HTTP.Headers.t(),
  headers_as_is: boolean() | nil,
  ipv6_host_with_brackets: boolean() | nil,
  method: atom(),
  options: keyword(),
  opts: keyword(),
  proxy_auth: tuple() | nil,
  receiver: pid() | function() | tuple() | nil,
  relaxed: boolean() | nil,
  signal: any() | nil,
  socket_opts: list() | nil,
  ssl: list() | nil,
  stream: atom() | tuple() | nil,
  timeout: integer() | nil,
  unix_socket: String.t() | nil,
  version: String.t() | nil
}
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          @spec get_body(t()) :: any()


      


Extracts body from options.

  



  
    
      
    
    
      get_content_type(fetch_options)



    

  


  

      

          @spec get_content_type(t()) :: String.t() | nil


      


Extracts content type from options.

  



  
    
      
    
    
      get_headers(fetch_options)



    

  


  

      

          @spec get_headers(t()) :: HTTP.Headers.t()


      


Extracts headers from options.

  



  
    
      
    
    
      get_method(fetch_options)



    

  


  

      

          @spec get_method(t()) :: atom()


      


Extracts the HTTP method from options.
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          @spec new(map() | keyword() | t()) :: t()


      


Creates a new FetchOptions struct from various input formats.
Supports flat map, keyword list, or existing FetchOptions struct.
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          @spec to_http_options(t()) :: keyword()


      


Converts FetchOptions to HTTP options for :httpc.request 3rd argument.
Returns keyword list of HttpOptions.
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          @spec to_options(t()) :: keyword()


      


Converts FetchOptions to options for :httpc.request 4th argument.
Returns keyword list of Options.
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HTTP form data and multipart/form-data encoding for file uploads.
This module provides a convenient API for building form submissions with support
for both URL-encoded forms and multipart file uploads. It automatically chooses
the appropriate encoding based on the presence of file fields.
Encoding Selection
	URL-encoded (application/x-www-form-urlencoded): Used when form contains only text fields
	Multipart (multipart/form-data): Used when form contains file fields

Features
	Streaming file uploads: Efficiently upload large files using File.Stream
	Automatic encoding: Selects appropriate encoding based on content
	Boundary generation: Automatically generates unique multipart boundaries
	Mixed content: Support for both text fields and files in the same form

Basic Usage
# Simple form with text fields
form = HTTP.FormData.new()
       |> HTTP.FormData.append_field("username", "john_doe")
       |> HTTP.FormData.append_field("email", "john@example.com")

HTTP.fetch("https://api.example.com/signup", method: "POST", body: form)
File Upload
# Single file upload
file_stream = File.stream!("document.pdf")
form = HTTP.FormData.new()
       |> HTTP.FormData.append_field("title", "My Document")
       |> HTTP.FormData.append_file("document", "document.pdf", file_stream, "application/pdf")

HTTP.fetch("https://api.example.com/upload", method: "POST", body: form)
Multiple Files
# Upload multiple files
form = HTTP.FormData.new()
       |> HTTP.FormData.append_field("description", "Photos from vacation")
       |> HTTP.FormData.append_file("photo1", "beach.jpg", File.stream!("beach.jpg"), "image/jpeg")
       |> HTTP.FormData.append_file("photo2", "sunset.jpg", File.stream!("sunset.jpg"), "image/jpeg")

HTTP.fetch("https://api.example.com/gallery", method: "POST", body: form)
Content Types
When uploading files, you can specify the MIME type. If not provided, it defaults
to "application/octet-stream":
# With explicit content type
form |> HTTP.FormData.append_file("image", "photo.jpg", stream, "image/jpeg")

# With default content type
form |> HTTP.FormData.append_file("data", "data.bin", stream)
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    Types
  


    
      
        form_part()

      


    


    
      
        t()

      


    





  
    Functions
  


    
      
        append_field(form, name, value)

      


        Adds a form field.



    


    
      
        append_file(form, name, filename, content, content_type \\ "application/octet-stream")

      


        Adds a file field for upload with streaming support.



    


    
      
        generate_boundary()

      


        Generates a random boundary for multipart/form-data.



    


    
      
        get_content_type(form_data)

      


        Gets the appropriate Content-Type header for the form data.



    


    
      
        new()

      


        Creates a new empty FormData struct.



    


    
      
        to_body(form)

      


        Converts FormData to HTTP body content with appropriate encoding.
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      form_part()



    

  


  

      

          @type form_part() ::
  {:field, String.t(), String.t()}
  | {:file, String.t(), String.t(), String.t(), File.Stream.t()}
  | {:file, String.t(), String.t(), String.t(), String.t()}


      



  



  
    
      
    
    
      t()



    

  


  

      

          @type t() :: %HTTP.FormData{boundary: String.t() | nil, parts: [form_part()]}


      



  


        

      

      
        Functions

        


  
    
      
    
    
      append_field(form, name, value)



    

  


  

      

          @spec append_field(t(), String.t(), String.t()) :: t()


      


Adds a form field.
Examples
iex> HTTP.FormData.new() |> HTTP.FormData.append_field("name", "value")
%HTTP.FormData{parts: [{:field, "name", "value"}], boundary: nil}

  



    

  
    
      
    
    
      append_file(form, name, filename, content, content_type \\ "application/octet-stream")



    

  


  

      

          @spec append_file(
  t(),
  String.t(),
  String.t(),
  File.Stream.t() | String.t(),
  String.t()
) :: t()


      


Adds a file field for upload with streaming support.
Examples
iex> file_stream = File.stream!("test.txt")
iex> HTTP.FormData.new() |> HTTP.FormData.append_file("upload", "test.txt", file_stream)
%HTTP.FormData{parts: [{:file, "upload", "test.txt", "text/plain", %File.Stream{}}], boundary: nil}

  



  
    
      
    
    
      generate_boundary()



    

  


  

      

          @spec generate_boundary() :: String.t()


      


Generates a random boundary for multipart/form-data.

  



  
    
      
    
    
      get_content_type(form_data)



    

  


  

      

          @spec get_content_type(t()) :: String.t()


      


Gets the appropriate Content-Type header for the form data.

  



  
    
      
    
    
      new()



    

  


  

      

          @spec new() :: t()


      


Creates a new empty FormData struct.
Examples
iex> HTTP.FormData.new()
%HTTP.FormData{parts: [], boundary: nil}

  



  
    
      
    
    
      to_body(form)



    

  


  

      

          @spec to_body(t()) :: {:url_encoded, String.t()} | {:multipart, iodata(), String.t()}


      


Converts FormData to HTTP body content with appropriate encoding.
Returns {:url_encoded, body} for regular forms or {:multipart, body, boundary} for multipart.
The multipart body is returned as iodata for memory efficiency with large file uploads.
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HTTP headers processing and manipulation utilities.
This module provides a comprehensive API for working with HTTP headers, including
case-insensitive lookups, header normalization, Content-Type parsing, and a
default User-Agent generator.
Features
	Case-insensitive operations: All header name comparisons are case-insensitive
	Header normalization: Converts header names to Title-Case format
	Multiple headers: Support for multiple values for the same header name
	Content-Type parsing: Extract media type and parameters
	Default User-Agent: Automatically generated based on runtime environment

Basic Usage
# Create headers
headers = HTTP.Headers.new([
  {"Content-Type", "application/json"},
  {"Authorization", "Bearer token"}
])

# Get header value (case-insensitive)
content_type = HTTP.Headers.get(headers, "content-type")
# => "application/json"

# Set/update header
headers = HTTP.Headers.set(headers, "Accept", "application/json")

# Set only if not present
headers = HTTP.Headers.set_default(headers, "User-Agent", "CustomAgent/1.0")

# Add multiple values for same header
headers = HTTP.Headers.add(headers, "Accept", "text/html")
values = HTTP.Headers.get_all(headers, "Accept")
# => ["application/json", "text/html"]
Content-Type Parsing
{media_type, params} =
  HTTP.Headers.parse_content_type("application/json; charset=utf-8")
# => {"application/json", %{"charset" => "utf-8"}}
User-Agent
The library provides a default User-Agent string that includes:
	Operating system information
	System architecture
	OTP version
	BEAM version
	Elixir version
	Library version

Example User-Agent:
"Mozilla/5.0 (macOS; x86_64-apple-darwin24.6.0) OTP/27 BEAM/15.1 Elixir/1.18.3 http_fetch/0.5.0"
Access the default User-Agent:
user_agent = HTTP.Headers.user_agent()
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    Types
  


    
      
        header()

      


    


    
      
        headers_list()

      


    


    
      
        t()

      


    





  
    Functions
  


    
      
        add(headers_struct, name, value)

      


        Adds a new header value without removing existing headers with the same name.



    


    
      
        delete(headers_struct, name)

      


        Removes a header by name (case-insensitive).



    


    
      
        format(headers)

      


        Formats headers for display (useful for debugging).



    


    
      
        from_map(map)

      


        Converts a map of headers to a HTTP.Headers struct.



    


    
      
        get(headers, name)

      


        Gets a header value by name (case-insensitive).



    


    
      
        get_all(headers, name)

      


        Gets all header values for a given header name (case-insensitive).



    


    
      
        has?(headers, name)

      


        Checks if a header exists (case-insensitive).



    


    
      
        merge(headers1, headers2)

      


        Merges two HTTP.Headers structs, with the second taking precedence.



    


    
      
        new(headers \\ [])

      


        Creates a new HTTP.Headers struct.



    


    
      
        normalize_name(name)

      


        Normalizes header names to title case (e.g., "content-type" becomes "Content-Type").



    


    
      
        parse(header_str)

      


        Parses a header string into a {name, value} tuple.



    


    
      
        parse_content_type(content_type)

      


        Parses a Content-Type header to extract the media type and parameters.



    


    
      
        set(headers_struct, name, value)

      


        Sets a header value, replacing any existing header with the same name.



    


    
      
        set_default(headers_struct, name, value)

      


        Sets a header only if it doesn't already exist (case-insensitive).



    


    
      
        to_list(headers)

      


        Returns the underlying list of headers.



    


    
      
        to_map(headers)

      


        Converts a HTTP.Headers struct to a map for easy lookup.



    


    
      
        user_agent()

      


        Returns the default User-Agent string used by the library.
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      header()



    

  


  

      

          @type header() :: {String.t(), String.t()}


      



  



  
    
      
    
    
      headers_list()



    

  


  

      

          @type headers_list() :: [header()]


      



  



  
    
      
    
    
      t()



    

  


  

      

          @type t() :: %HTTP.Headers{headers: headers_list()}


      



  


        

      

      
        Functions

        


  
    
      
    
    
      add(headers_struct, name, value)



    

  


  

      

          @spec add(t(), String.t(), String.t()) :: t()


      


Adds a new header value without removing existing headers with the same name.
Examples
iex> headers = HTTP.Headers.new([{"Accept", "text/html"}])
iex> updated = HTTP.Headers.add(headers, "Accept", "application/json")
iex> HTTP.Headers.get_all(updated, "Accept")
["text/html", "application/json"]

iex> headers = HTTP.Headers.new()
iex> updated = HTTP.Headers.add(headers, "Authorization", "Bearer token")
iex> HTTP.Headers.get(updated, "Authorization")
"Bearer token"

iex> headers = HTTP.Headers.new([{"Content-Type", "text/plain"}])
iex> updated = HTTP.Headers.add(headers, "Authorization", "Bearer token")
iex> HTTP.Headers.get(updated, "Authorization")
"Bearer token"
iex> HTTP.Headers.get(updated, "Content-Type")
"text/plain"

  



  
    
      
    
    
      delete(headers_struct, name)



    

  


  

      

          @spec delete(t(), String.t()) :: t()


      


Removes a header by name (case-insensitive).
Examples
iex> headers = HTTP.Headers.new([{"Content-Type", "application/json"}, {"Authorization", "Bearer token"}])
iex> updated = HTTP.Headers.delete(headers, "content-type")
iex> HTTP.Headers.has?(updated, "content-type")
false
iex> HTTP.Headers.has?(updated, "Authorization")
true

  



  
    
      
    
    
      format(headers)



    

  


  

      

          @spec format(t()) :: String.t()


      


Formats headers for display (useful for debugging).
Examples
iex> headers = HTTP.Headers.new([{"Content-Type", "application/json"}, {"Authorization", "Bearer token"}])
iex> HTTP.Headers.format(headers)
"Content-Type: application/json
Authorization: Bearer token"

  



  
    
      
    
    
      from_map(map)



    

  


  

      

          @spec from_map(map()) :: t()


      


Converts a map of headers to a HTTP.Headers struct.
Examples
iex> headers = HTTP.Headers.from_map(%{"content-type" => "application/json", "authorization" => "Bearer token"})
iex> {"Content-Type", "application/json"} in headers.headers
true
iex> {"Authorization", "Bearer token"} in headers.headers
true

  



  
    
      
    
    
      get(headers, name)



    

  


  

      

          @spec get(t(), String.t()) :: String.t() | nil


      


Gets a header value by name (case-insensitive).
Examples
iex> headers = HTTP.Headers.new([{"Content-Type", "application/json"}])
iex> HTTP.Headers.get(headers, "content-type")
"application/json"

iex> headers = HTTP.Headers.new([{"Authorization", "Bearer token"}])
iex> HTTP.Headers.get(headers, "missing")
nil

  



  
    
      
    
    
      get_all(headers, name)



    

  


  

      

          @spec get_all(t(), String.t()) :: [String.t()]


      


Gets all header values for a given header name (case-insensitive).
Examples
iex> headers = HTTP.Headers.new([{"Accept", "text/html"}, {"Accept", "application/json"}])
iex> HTTP.Headers.get_all(headers, "accept")
["text/html", "application/json"]

iex> headers = HTTP.Headers.new([{"Content-Type", "application/json"}, {"Authorization", "Bearer token"}])
iex> HTTP.Headers.get_all(headers, "content-type")
["application/json"]

iex> headers = HTTP.Headers.new([{"Content-Type", "application/json"}])
iex> HTTP.Headers.get_all(headers, "missing")
[]

  



  
    
      
    
    
      has?(headers, name)



    

  


  

      

          @spec has?(t(), String.t()) :: boolean()


      


Checks if a header exists (case-insensitive).
Examples
iex> headers = HTTP.Headers.new([{"Content-Type", "application/json"}])
iex> HTTP.Headers.has?(headers, "content-type")
true

iex> headers = HTTP.Headers.new([{"Content-Type", "application/json"}])
iex> HTTP.Headers.has?(headers, "missing")
false

  



  
    
      
    
    
      merge(headers1, headers2)



    

  


  

      

          @spec merge(t(), t()) :: t()


      


Merges two HTTP.Headers structs, with the second taking precedence.
Examples
iex> headers1 = HTTP.Headers.new([{"Content-Type", "text/plain"}])
iex> headers2 = HTTP.Headers.new([{"Content-Type", "application/json"}])
iex> merged = HTTP.Headers.merge(headers1, headers2)
iex> HTTP.Headers.get(merged, "Content-Type")
"application/json"

iex> headers1 = HTTP.Headers.new([{"A", "1"}])
iex> headers2 = HTTP.Headers.new([{"B", "2"}])
iex> merged = HTTP.Headers.merge(headers1, headers2)
iex> HTTP.Headers.get(merged, "A")
"1"
iex> HTTP.Headers.get(merged, "B")
"2"

  



    

  
    
      
    
    
      new(headers \\ [])



    

  


  

      

          @spec new(headers_list()) :: t()


      


Creates a new HTTP.Headers struct.
Examples
iex> HTTP.Headers.new([{"Content-Type", "application/json"}])
%HTTP.Headers{headers: [{"Content-Type", "application/json"}]}

iex> HTTP.Headers.new()
%HTTP.Headers{headers: []}

  



  
    
      
    
    
      normalize_name(name)



    

  


  

      

          @spec normalize_name(String.t()) :: String.t()


      


Normalizes header names to title case (e.g., "content-type" becomes "Content-Type").
Examples
iex> HTTP.Headers.normalize_name("content-type")
"Content-Type"

iex> HTTP.Headers.normalize_name("AUTHORIZATION")
"Authorization"

  



  
    
      
    
    
      parse(header_str)



    

  


  

      

          @spec parse(String.t()) :: header()


      


Parses a header string into a {name, value} tuple.
Examples
iex> HTTP.Headers.parse("Content-Type: application/json")
{"Content-Type", "application/json"}

iex> HTTP.Headers.parse("Authorization: Bearer token123")
{"Authorization", "Bearer token123"}

  



  
    
      
    
    
      parse_content_type(content_type)



    

  


  

      

          @spec parse_content_type(String.t()) :: {String.t(), map()}


      


Parses a Content-Type header to extract the media type and parameters.
Examples
iex> HTTP.Headers.parse_content_type("application/json; charset=utf-8")
{"application/json", %{"charset" => "utf-8"}}

iex> HTTP.Headers.parse_content_type("text/plain")
{"text/plain", %{}}

  



  
    
      
    
    
      set(headers_struct, name, value)



    

  


  

      

          @spec set(t(), String.t(), String.t()) :: t()


      


Sets a header value, replacing any existing header with the same name.
Examples
iex> headers = HTTP.Headers.new([{"Content-Type", "text/plain"}])
iex> updated = HTTP.Headers.set(headers, "Content-Type", "application/json")
iex> HTTP.Headers.get(updated, "Content-Type")
"application/json"

iex> headers = HTTP.Headers.new()
iex> updated = HTTP.Headers.set(headers, "Authorization", "Bearer token")
iex> HTTP.Headers.get(updated, "Authorization")
"Bearer token"

  



  
    
      
    
    
      set_default(headers_struct, name, value)



    

  


  

      

          @spec set_default(t(), String.t(), String.t()) :: t()


      


Sets a header only if it doesn't already exist (case-insensitive).
Examples
iex> headers = HTTP.Headers.new([{"Content-Type", "text/plain"}])
iex> updated = HTTP.Headers.set_default(headers, "Content-Type", "application/json")
iex> HTTP.Headers.get(updated, "Content-Type")
"text/plain"

iex> headers = HTTP.Headers.new([{"Accept", "text/html"}])
iex> updated = HTTP.Headers.set_default(headers, "User-Agent", "CustomAgent/1.0")
iex> HTTP.Headers.get(updated, "User-Agent")
"CustomAgent/1.0"

iex> headers = HTTP.Headers.new()
iex> updated = HTTP.Headers.set_default(headers, "Authorization", "Bearer token")
iex> HTTP.Headers.get(updated, "Authorization")
"Bearer token"

  



  
    
      
    
    
      to_list(headers)



    

  


  

      

          @spec to_list(t()) :: headers_list()


      


Returns the underlying list of headers.
Examples
iex> headers = HTTP.Headers.new([{"Content-Type", "application/json"}])
iex> HTTP.Headers.to_list(headers)
[{"Content-Type", "application/json"}]

  



  
    
      
    
    
      to_map(headers)



    

  


  

      

          @spec to_map(t()) :: map()


      


Converts a HTTP.Headers struct to a map for easy lookup.
Examples
iex> headers = HTTP.Headers.new([{"Content-Type", "application/json"}, {"Authorization", "Bearer token"}])
iex> HTTP.Headers.to_map(headers)
%{"content-type" => "application/json", "authorization" => "Bearer token"}

  



  
    
      
    
    
      user_agent()



    

  


  

      

          @spec user_agent() :: String.t()


      


Returns the default User-Agent string used by the library.
Examples
iex> user_agent = HTTP.Headers.user_agent()
iex> user_agent =~ "Mozilla/5.0"
true
iex> user_agent =~ "http_fetch/"
true
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JavaScript-like Promise implementation for asynchronous HTTP operations.
This module provides a Promise-based interface for handling asynchronous HTTP
requests, wrapping Elixir's Task with familiar Promise semantics including
chaining via then/3 and error handling.
Features
	Async/await pattern: Similar to JavaScript's Promise.await()
	Promise chaining: Chain operations with then/3 for sequential async operations
	Error handling: Separate success and error callbacks
	Task-based: Built on Elixir's Task.Supervisor for reliability

Basic Usage
# Simple await
{:ok, response} =
  HTTP.fetch("https://api.example.com/data")
  |> HTTP.Promise.await()

# Promise chaining
HTTP.fetch("https://api.example.com/users/1")
|> HTTP.Promise.then(&HTTP.Response.json/1)
|> HTTP.Promise.then(fn {:ok, user} ->
  IO.puts("User: " <> user["name"])
end)
|> HTTP.Promise.await()
Chaining with Error Handling
HTTP.fetch("https://api.example.com/data")
|> HTTP.Promise.then(
  fn response -> HTTP.Response.json(response) end,
  fn error -> {:error, :request_failed} end
)
|> HTTP.Promise.await()
Returning Promises from Callbacks
Callbacks in then/3 can return another Promise, enabling sequential async operations:
HTTP.fetch("https://api.example.com/posts/1")
|> HTTP.Promise.then(fn response ->
  {:ok, post} = HTTP.Response.json(response)
  # Fetch comments for this post
  HTTP.fetch("https://api.example.com/posts/1/comments")
end)
|> HTTP.Promise.then(fn comments_response ->
  HTTP.Response.json(comments_response)
end)
|> HTTP.Promise.await()
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    Functions
  


    
      
        await(promise, timeout \\ :infinity)

      


        Awaits the completion of the HTTP promise.



    


    
      
        then(promise, success_fun, error_fun \\ nil)

      


        Attaches callbacks for the resolution or rejection of the Promise.
Returns a new HTTP.Promise for chaining.
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          @type error_callback_fun() :: (term() -> any())
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          @type success_callback_fun() :: (HTTP.Response.t() -> any())


      



  



  
    
      
    
    
      t()



    

  


  

      

          @type t() :: %HTTP.Promise{task: Task.t()}
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      await(promise, timeout \\ :infinity)



    

  


  

      

          @spec await(t(), timeout :: non_neg_integer() | :infinity) ::
  HTTP.Response.t() | {:error, term()}


      


Awaits the completion of the HTTP promise.
Arguments:
	promise: The HTTP.Promise instance to await.
	timeout: Optional timeout in milliseconds or :infinity. Defaults to :infinity.

Returns:
	%HTTP.Response{} on successful completion.
	{:error, reason} if the request fails or is aborted.
	{:error, :timeout} if the timeout is reached.


  



    

  
    
      
    
    
      then(promise, success_fun, error_fun \\ nil)



    

  


  

      

          @spec then(t(), success_callback_fun(), error_callback_fun() | nil) :: t()


      


Attaches callbacks for the resolution or rejection of the Promise.
Returns a new HTTP.Promise for chaining.
Arguments:
	promise: The current HTTP.Promise instance.
	success_fun: A 1-arity function to be called if the promise resolves successfully.           It receives the `HTTP.Response.t()` as an argument.
           Can return a value, `{:ok, value}`, `{:error, reason}`, or another `HTTP.Promise`.

	error_fun: An optional 1-arity function to be called if the promise is rejected.         It receives the reason for rejection as an argument.
         Can return a value, `{:ok, value}`, `{:error, reason}`, or another `HTTP.Promise`.


Returns:
	%HTTP.Promise{}: A new promise representing the outcome of the callbacks.
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HTTP request configuration struct that converts to :httpc.request/4 arguments.
This module provides a structured way to build HTTP requests with proper
conversion to Erlang's :httpc module format. It handles method normalization,
header processing, body encoding, and FormData support.
Field Mapping to :httpc.request/4
The struct fields map to :httpc.request/4 arguments as follows:
	method - 1st argument (HTTP method atom)
	url, headers, body, content_type - 2nd argument (request tuple)
	http_options - 3rd argument (request-specific options like timeout)
	options - 4th argument (client-specific options like sync, body_format)

Supported Methods
	:get - GET requests (no body)
	:head - HEAD requests (no body)
	:post - POST requests (with body)
	:put - PUT requests (with body)
	:delete - DELETE requests (no body)
	:patch - PATCH requests (with body)

Usage
# Basic request
request = %HTTP.Request{
  method: :get,
  url: URI.parse("https://api.example.com/data"),
  headers: HTTP.Headers.new([{"Accept", "application/json"}])
}

# POST with JSON body
request = %HTTP.Request{
  method: :post,
  url: URI.parse("https://api.example.com/posts"),
  headers: HTTP.Headers.new([{"Authorization", "Bearer token"}]),
  content_type: "application/json",
  body: JSON.encode!(%{title: "Hello"}),
  http_options: [timeout: 10_000]
}

# FormData upload
form = HTTP.FormData.new()
       |> HTTP.FormData.append_field("name", "John")
       |> HTTP.FormData.append_file("photo", "photo.jpg", file_stream)

request = %HTTP.Request{
  method: :post,
  url: URI.parse("https://api.example.com/upload"),
  body: form
}
Default Headers
The library automatically adds a User-Agent header if not provided,
containing information about the runtime environment (OS, architecture,
OTP version, Elixir version, and library version).
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        to_httpc_args(req)

      


        Converts an HTTP.Request struct into arguments suitable for :httpc.request/4.
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          @type body_content() :: String.t() | charlist() | HTTP.FormData.t() | nil


      



  



  
    
      
    
    
      content_type()



    

  


  

      

          @type content_type() :: String.t() | charlist() | nil
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          @type httpc_client_opts() :: Keyword.t()


      



  



  
    
      
    
    
      httpc_options()



    

  


  

      

          @type httpc_options() :: Keyword.t()


      



  



  
    
      
    
    
      method()



    

  


  

      

          @type method() :: :head | :get | :post | :put | :delete | :patch


      



  



  
    
      
    
    
      t()



    

  


  

      

          @type t() :: %HTTP.Request{
  body: body_content(),
  content_type: content_type(),
  headers: HTTP.Headers.t(),
  http_options: httpc_options(),
  method: method(),
  options: httpc_client_opts(),
  url: url()
}


      



  



  
    
      
    
    
      url()



    

  


  

      

          @type url() :: URI.t()


      



  


        

      

      
        Functions

        


  
    
      
    
    
      to_httpc_args(req)



    

  


  

      

          @spec to_httpc_args(t()) :: {atom(), tuple(), Keyword.t(), Keyword.t()}


      


Converts an HTTP.Request struct into arguments suitable for :httpc.request/4.

  


        

      


  

    
HTTP.Response 
    



      
HTTP response struct implementing the Browser Fetch API Response interface.
This module represents an HTTP response with full compatibility with the
Browser Fetch API standard. It supports both buffered and streaming responses,
body consumption tracking, response cloning, and multiple read formats.
Browser Fetch API Compatibility
This module implements the JavaScript Fetch API Response interface:
	status - HTTP status code (e.g., 200, 404, 500)
	status_text - Status message ("OK", "Not Found", etc.)
	ok - Boolean for success status (200-299)
	headers - Response headers as HTTP.Headers struct
	body - Response body as binary (nil for streaming responses)
	body_used - Track if body has been consumed
	url - The requested URL as URI struct
	redirected - Whether response was redirected
	type - Response type (:basic, :cors, :error, :opaque)
	stream - Stream process PID for streaming responses (nil for buffered)

Response Methods
	json/1 - Parse response as JSON
	text/1 - Read response as text
	arrayBuffer/1 - Read response as binary
	blob/1 - Read response as Blob with metadata
	clone/1 - Clone response for multiple reads

Elixir-Specific Differences
Immutability: Unlike JavaScript, Elixir responses are immutable. The body_used
property won't automatically update across function calls. Use clone/1 before
multiple reads.
Synchronous Returns: Methods like json() and text() return values directly
instead of Promises, following Elixir conventions.
Stream Handling: Large responses use Elixir processes for streaming instead
of ReadableStream.
Struct Fields
	status - HTTP status code (e.g., 200, 404, 500)
	status_text - Status message (e.g., "OK", "Not Found")
	ok - Boolean indicating success (true for 200-299)
	headers - Response headers as HTTP.Headers struct
	body - Response body as binary (nil for streaming responses)
	body_used - Whether body has been consumed (Browser API behavior)
	url - The requested URL as URI struct
	redirected - Whether response was redirected
	type - Response type (:basic, :cors, :error, :opaque)
	stream - Stream process PID for streaming responses (nil for buffered)

Streaming vs Buffered Responses
Responses are automatically streamed when:
	Content-Length > 5MB
	Content-Length header is missing/unknown

Buffered responses have the complete body in the body field:
%HTTP.Response{
  status: 200,
  body: "response data",
  stream: nil
}
Streaming responses have body: nil and a stream PID:
%HTTP.Response{
  status: 200,
  body: nil,
  stream: #PID<0.123.0>
}
Usage
# Simple text response
{:ok, response} = HTTP.fetch("https://example.com") |> HTTP.Promise.await()
text = HTTP.Response.text(response)

# JSON parsing
{:ok, response} = HTTP.fetch("https://api.example.com/data") |> HTTP.Promise.await()
{:ok, json} = HTTP.Response.json(response)

# Write to file (works with both streaming and buffered)
{:ok, response} = HTTP.fetch("https://example.com/file.zip") |> HTTP.Promise.await()
:ok = HTTP.Response.write_to(response, "/tmp/file.zip")

# Get specific header
content_type = HTTP.Response.get_header(response, "content-type")

# Parse Content-Type
{media_type, params} = HTTP.Response.content_type(response)
Streaming Responses
For streaming responses, use read_all/1 or write_to/2 to consume the stream:
# Read entire stream into memory
body = HTTP.Response.read_all(response)

# Write stream directly to file (more memory efficient)
:ok = HTTP.Response.write_to(response, "/path/to/file")

      


      
        Summary


  
    Types
  


    
      
        response_type()

      


    


    
      
        t()

      


    





  
    Functions
  


    
      
        array_buffer(response)

      


        Alias for arrayBuffer/1 following Elixir naming conventions.



    


    
      
        arrayBuffer(response)

      


        Reads the response body as raw binary data (equivalent to JavaScript's ArrayBuffer).



    


    
      
        blob(response)

      


        Reads the response body as a Blob (binary data with metadata).



    


    
      
        clone(response)

      


        Creates a duplicate of the response, allowing the body to be read multiple times.



    


    
      
        content_type(response)

      


        Parses the Content-Type header to extract media type and parameters.



    


    
      
        get_header(response, name)

      


        Gets a response header value by name (case-insensitive).



    


    
      
        json(response)

      


        Parses the response body as JSON using Elixir's built-in JSON module (available in Elixir 1.18+).



    


    
      
        new(opts \\ [])

      


        Creates a new Response struct with Browser Fetch API fields populated.



    


    
      
        read_all(response)

      


        Reads the entire response body as binary.



    


    
      
        read_as_json(response)

      


        Reads the response body and parses it as JSON.



    


    
      
        text(response)

      


        Reads the response body as text.



    


    
      
        write_to(response, file_path)

      


        Writes the response body to a file.



    





      


      
        Types

        


  
    
      
    
    
      response_type()



    

  


  

      

          @type response_type() :: :basic | :cors | :error | :opaque


      



  



  
    
      
    
    
      t()



    

  


  

      

          @type t() :: %HTTP.Response{
  body: binary() | nil,
  body_used: boolean(),
  headers: HTTP.Headers.t(),
  ok: boolean(),
  redirected: boolean(),
  status: integer(),
  status_text: String.t(),
  stream: pid() | nil,
  type: response_type(),
  url: URI.t() | nil
}


      



  


        

      

      
        Functions

        


  
    
      
    
    
      array_buffer(response)



    

  


  

      

          @spec array_buffer(t()) :: binary()


      


Alias for arrayBuffer/1 following Elixir naming conventions.

  



  
    
      
    
    
      arrayBuffer(response)



    

  


  

      

          @spec arrayBuffer(t()) :: binary()


      


Reads the response body as raw binary data (equivalent to JavaScript's ArrayBuffer).
Returns the body as an Elixir binary. For streaming responses, this reads
the entire stream into memory.
Examples
iex> response = HTTP.Response.new(status: 200, body: <<1, 2, 3, 4>>)
iex> HTTP.Response.arrayBuffer(response)
<<1, 2, 3, 4>>

  



  
    
      
    
    
      blob(response)



    

  


  

      

          @spec blob(t()) :: HTTP.Blob.t()


      


Reads the response body as a Blob (binary data with metadata).
Returns an HTTP.Blob struct containing the body data, MIME type extracted
from the Content-Type header, and size in bytes.
Examples
iex> response = HTTP.Response.new(
...>   status: 200,
...>   body: <<1, 2, 3, 4>>,
...>   headers: HTTP.Headers.new([{"content-type", "image/png"}])
...> )
iex> blob = HTTP.Response.blob(response)
iex> blob.type
"image/png"
iex> blob.size
4

  



  
    
      
    
    
      clone(response)



    

  


  

      

          @spec clone(t()) :: t()


      


Creates a duplicate of the response, allowing the body to be read multiple times.
For buffered responses, this creates a shallow copy with the body duplicated and
body_used reset to false.
For streaming responses, this creates a "tee" that splits the stream into two
independent streams that can be consumed separately.
Examples
# Clone buffered response
response = HTTP.Response.new(status: 200, body: "data")
clone = HTTP.Response.clone(response)

# Read original
text1 = HTTP.Response.text(response)

# Read clone independently
text2 = HTTP.Response.text(clone)

# Both contain the same data
text1 == text2  # true

# Clone streaming response
response = HTTP.Response.new(status: 200, stream: stream_pid)
clone = HTTP.Response.clone(response)

# Both can be read independently
data1 = HTTP.Response.read_all(response)
data2 = HTTP.Response.read_all(clone)

  



  
    
      
    
    
      content_type(response)



    

  


  

      

          @spec content_type(t()) :: {String.t(), map()}


      


Parses the Content-Type header to extract media type and parameters.
Examples
iex> response = %HTTP.Response{headers: HTTP.Headers.new([{"Content-Type", "application/json; charset=utf-8"}])}
iex> HTTP.Response.content_type(response)
{"application/json", %{"charset" => "utf-8"}}

iex> response = %HTTP.Response{headers: HTTP.Headers.new([{"Content-Type", "text/plain"}])}
iex> HTTP.Response.content_type(response)
{"text/plain", %{}}

  



  
    
      
    
    
      get_header(response, name)



    

  


  

      

          @spec get_header(t(), String.t()) :: String.t() | nil


      


Gets a response header value by name (case-insensitive).
Examples
iex> response = %HTTP.Response{headers: HTTP.Headers.new([{"Content-Type", "application/json"}])}
iex> HTTP.Response.get_header(response, "content-type")
"application/json"

iex> response = %HTTP.Response{headers: HTTP.Headers.new([{"Content-Type", "application/json"}])}
iex> HTTP.Response.get_header(response, "missing")
nil

  



  
    
      
    
    
      json(response)



    

  


  

      

          @spec json(t()) :: {:ok, map() | list()} | {:error, term()}


      


Parses the response body as JSON using Elixir's built-in JSON module (available in Elixir 1.18+).
Returns:
	{:ok, map | list} if the body is valid JSON.

	{:error, reason} if the body cannot be parsed as JSON.

Note: This method is deprecated in favor of read_as_json/1 for streaming responses.

  



    

  
    
      
    
    
      new(opts \\ [])



    

  


  

      

          @spec new(keyword()) :: t()


      


Creates a new Response struct with Browser Fetch API fields populated.
This is the recommended way to create Response structs. It automatically
derives status_text and ok from the status code, and sets proper defaults
for all Browser API fields.
Parameters
	opts - Keyword list with fields:	:status - HTTP status code (default: 0)
	:headers - HTTP.Headers struct (default: empty headers)
	:body - Response body binary (default: nil)
	:url - Request URL (default: nil)
	:stream - Stream PID for streaming responses (default: nil)
	:redirected - Whether response was redirected (default: false)
	:type - Response type (default: :basic)



The following fields are automatically computed:
	status_text - Derived from status code via HTTP.StatusText
	ok - Set to true if status in 200..299
	body_used - Always initialized to false

Examples
iex> response = HTTP.Response.new(status: 200, body: "OK", url: URI.parse("https://example.com"))
iex> response.status
200
iex> response.status_text
"OK"
iex> response.ok
true
iex> response.body
"OK"
iex> response.body_used
false

iex> response = HTTP.Response.new(status: 404, headers: HTTP.Headers.new())
iex> response.status
404
iex> response.status_text
"Not Found"
iex> response.ok
false

  



  
    
      
    
    
      read_all(response)



    

  


  

      

          @spec read_all(t()) :: binary()


      


Reads the entire response body as binary.
For streaming responses, this will consume the entire stream into memory.
For non-streaming responses, returns the existing body.
Examples
iex> response = HTTP.Response.new(status: 200, body: "Hello World")
iex> HTTP.Response.read_all(response)
"Hello World"

  



  
    
      
    
    
      read_as_json(response)



    

  


  

      

          @spec read_as_json(t()) :: {:ok, map() | list()} | {:error, term()}


      


Reads the response body and parses it as JSON.
For streaming responses, this will read the entire stream before parsing.
Returns:
	{:ok, map | list} if the body is valid JSON.

	{:error, reason} if the body cannot be parsed as JSON.

Examples
iex> response = HTTP.Response.new(status: 200, body: ~s({"key": "value"}))
iex> HTTP.Response.read_as_json(response)
{:ok, %{"key" => "value"}}

  



  
    
      
    
    
      text(response)



    

  


  

      

          @spec text(t()) :: binary()


      


Reads the response body as text.
For streaming responses, this will read the entire stream into memory.
Note: Due to Elixir's immutability, the body_used field exists for API
compatibility but doesn't prevent multiple reads. Use clone/1 for clarity
when reading multiple times.
Examples
iex> response = HTTP.Response.new(status: 200, body: "Hello")
iex> HTTP.Response.text(response)
"Hello"

  



  
    
      
    
    
      write_to(response, file_path)



    

  


  

      

          @spec write_to(t(), String.t()) :: :ok | {:error, term()}


      


Writes the response body to a file.
For streaming responses, this will read the entire stream and write it to the file.
For non-streaming responses, it will write the existing body directly.
Parameters
	response: The HTTP response to write
	file_path: The path to write the file to

Returns
	:ok on success
	{:error, reason} on failure

Examples
iex> response = %HTTP.Response{body: "file content", stream: nil}
iex> HTTP.Response.write_to(response, "/tmp/test.txt")
:ok

  


        

      


  

    
HTTP.StatusText 
    



      
HTTP status code to status text mapping.
Provides standard status text messages for HTTP status codes
following the Browser Fetch API specification and RFC standards.
Examples
iex> HTTP.StatusText.get(200)
"OK"

iex> HTTP.StatusText.get(404)
"Not Found"

iex> HTTP.StatusText.get(500)
"Internal Server Error"

iex> HTTP.StatusText.get(999)
""

      


      
        Summary


  
    Functions
  


    
      
        get(status_code)

      


        Returns the status text for a given HTTP status code.



    





      


      
        Functions

        


  
    
      
    
    
      get(status_code)



    

  


  

      

          @spec get(integer()) :: String.t()


      


Returns the status text for a given HTTP status code.
Returns empty string for unknown status codes.
Examples
iex> HTTP.StatusText.get(200)
"OK"

iex> HTTP.StatusText.get(404)
"Not Found"

iex> HTTP.StatusText.get(999)
""

  


        

      


  

    
HTTP.Telemetry 
    



      
Telemetry integration for comprehensive HTTP request and response monitoring.
This module provides automatic telemetry event emission for all HTTP operations,
enabling observability, metrics collection, and performance monitoring. All
events use the [:http_fetch, ...] prefix.
Automatic Events
All HTTP.fetch/2 operations automatically emit telemetry events. No
configuration is required - simply attach handlers to receive events.
Event Types
Request Events
[:http_fetch, :request, :start] - Emitted when a request begins
	Measurements: %{start_time: integer} (microseconds)
	Metadata: %{method: atom, url: URI.t(), headers: HTTP.Headers.t()}

[:http_fetch, :request, :stop] - Emitted when a request completes successfully
	Measurements: %{duration: integer, status: integer, response_size: integer}	duration - Request duration in microseconds
	status - HTTP status code
	response_size - Response body size in bytes


	Metadata: %{url: URI.t(), status: integer}

[:http_fetch, :request, :exception] - Emitted when a request fails
	Measurements: %{duration: integer} (microseconds)
	Metadata: %{url: URI.t(), error: term()}

Streaming Events
[:http_fetch, :streaming, :start] - Emitted when response streaming begins
	Measurements: %{content_length: integer} (0 if unknown)
	Metadata: %{}

[:http_fetch, :streaming, :chunk] - Emitted for each stream chunk received
	Measurements: %{bytes_received: integer, total_bytes: integer}
	Metadata: %{}

[:http_fetch, :streaming, :stop] - Emitted when streaming completes
	Measurements: %{total_bytes: integer, duration: integer} (duration in microseconds)
	Metadata: %{}

Response Body Events
[:http_fetch, :response, :body_read_start] - Emitted when reading response body
	Measurements: %{content_length: integer}
	Metadata: %{}

[:http_fetch, :response, :body_read_stop] - Emitted when body read completes
	Measurements: %{bytes_read: integer, duration: integer}
	Metadata: %{}

Usage Example
# Attach a simple logger handler
:telemetry.attach_many(
  "http-logger",
  [
    [:http_fetch, :request, :start],
    [:http_fetch, :request, :stop],
    [:http_fetch, :request, :exception]
  ],
  fn event_name, measurements, metadata, _config ->
    case event_name do
      [:http_fetch, :request, :start] ->
        IO.puts("Request started: " <> to_string(metadata.url))

      [:http_fetch, :request, :stop] ->
        duration_ms = measurements.duration / 1000
        IO.puts("Request completed in " <> Float.to_string(duration_ms) <> "ms")

      [:http_fetch, :request, :exception] ->
        IO.puts("Request failed: " <> inspect(metadata.error))
    end
  end,
  nil
)
Metrics Collection
# Collect request duration metrics
:telemetry.attach(
  "http-metrics",
  [:http_fetch, :request, :stop],
  fn _event, measurements, metadata, _config ->
    # Send to your metrics system
    MyMetrics.record_http_request(
      url: to_string(metadata.url),
      status: metadata.status,
      duration_us: measurements.duration
    )
  end,
  nil
)
Integration with Telemetry.Metrics
# Define metrics for visualization
import Telemetry.Metrics

[
  # Request duration histogram
  distribution("http_fetch.request.duration",
    unit: {:native, :millisecond},
    tags: [:status]
  ),

  # Request count by status
  counter("http_fetch.request.count",
    tags: [:status]
  ),

  # Response size summary
  summary("http_fetch.request.response_size",
    unit: :byte
  ),

  # Streaming throughput
  distribution("http_fetch.streaming.chunk.bytes_received",
    unit: :byte
  )
]

      


      
        Summary


  
    Functions
  


    
      
        request_exception(url, error, duration_us)

      


        Emits a telemetry event for request failure.



    


    
      
        request_start(method, url, headers)

      


        Emits a telemetry event for request start.



    


    
      
        request_stop(status, url, response_size, duration_us)

      


        Emits a telemetry event for request completion.



    


    
      
        response_body_read_start(content_length)

      


        Emits a telemetry event for response body reading start.



    


    
      
        response_body_read_stop(bytes_read, duration_us)

      


        Emits a telemetry event for response body reading completion.



    


    
      
        streaming_chunk(bytes_received, total_bytes)

      


        Emits a telemetry event for streaming chunk received.



    


    
      
        streaming_start(content_length)

      


        Emits a telemetry event for streaming start.



    


    
      
        streaming_stop(total_bytes, duration_us)

      


        Emits a telemetry event for streaming completion.



    





      


      
        Functions

        


  
    
      
    
    
      request_exception(url, error, duration_us)



    

  


  

      

          @spec request_exception(URI.t(), term(), integer()) :: :ok


      


Emits a telemetry event for request failure.
Examples
iex> HTTP.Telemetry.request_exception(URI.parse("https://example.com"), :timeout, 5000)
:ok

  



  
    
      
    
    
      request_start(method, url, headers)



    

  


  

      

          @spec request_start(String.t(), URI.t(), HTTP.Headers.t()) :: :ok


      


Emits a telemetry event for request start.
Examples
iex> HTTP.Telemetry.request_start("GET", URI.parse("https://example.com"), %HTTP.Headers{})
:ok

  



  
    
      
    
    
      request_stop(status, url, response_size, duration_us)



    

  


  

      

          @spec request_stop(integer(), URI.t(), integer(), integer()) :: :ok


      


Emits a telemetry event for request completion.
Examples
iex> HTTP.Telemetry.request_stop(200, URI.parse("https://example.com"), 1024, 1500)
:ok

  



  
    
      
    
    
      response_body_read_start(content_length)



    

  


  

      

          @spec response_body_read_start(integer()) :: :ok


      


Emits a telemetry event for response body reading start.
Examples
iex> HTTP.Telemetry.response_body_read_start(1024)
:ok

  



  
    
      
    
    
      response_body_read_stop(bytes_read, duration_us)



    

  


  

      

          @spec response_body_read_stop(integer(), integer()) :: :ok


      


Emits a telemetry event for response body reading completion.
Examples
iex> HTTP.Telemetry.response_body_read_stop(1024, 500)
:ok

  



  
    
      
    
    
      streaming_chunk(bytes_received, total_bytes)



    

  


  

      

          @spec streaming_chunk(integer(), integer()) :: :ok


      


Emits a telemetry event for streaming chunk received.
Examples
iex> HTTP.Telemetry.streaming_chunk(8192, 16384)
:ok

  



  
    
      
    
    
      streaming_start(content_length)



    

  


  

      

          @spec streaming_start(integer()) :: :ok


      


Emits a telemetry event for streaming start.
Examples
iex> HTTP.Telemetry.streaming_start(5242880)
:ok

  



  
    
      
    
    
      streaming_stop(total_bytes, duration_us)



    

  


  

      

          @spec streaming_stop(integer(), integer()) :: :ok


      


Emits a telemetry event for streaming completion.
Examples
iex> HTTP.Telemetry.streaming_stop(5242880, 10000)
:ok

  


        

      


  

    
HTTP.UnixSocket 
    



      
Unix Domain Socket support for HTTP requests.
This module provides HTTP communication over Unix Domain Sockets (UDS),
commonly used for local inter-process communication with services like
Docker daemon, systemd, and other local services.
Usage
# Connect to Docker daemon
HTTP.fetch("http://localhost/version", unix_socket: "/var/run/docker.sock")

# Connect to any Unix socket service
HTTP.fetch("http://localhost/status", unix_socket: "/tmp/my-service.sock")
Implementation Notes
	Uses :gen_tcp with {:local, path} for Unix socket connections
	Manually constructs HTTP/1.1 requests
	Parses HTTP responses to create HTTP.Response structs
	Supports all standard HTTP methods (GET, POST, PUT, DELETE, PATCH, HEAD)
	Handles chunked transfer encoding
	Compatible with existing HTTP.Response API (json/1, text/1, etc.)

Limitations
	Does not support streaming responses (buffers entire response)
	Does not support HTTPS over Unix sockets (not applicable)
	Request/response timeout is fixed at 30 seconds
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    Functions
  


    
      
        request(socket_path, request, timeout \\ 30000)

      


        Executes an HTTP request over a Unix Domain Socket.



    





      


      
        Functions

        


    

  
    
      
    
    
      request(socket_path, request, timeout \\ 30000)



    

  


  

      

          @spec request(String.t(), HTTP.Request.t(), integer()) ::
  {:ok, HTTP.Response.t()} | {:error, term()}


      


Executes an HTTP request over a Unix Domain Socket.
Parameters
	socket_path - Path to the Unix socket file
	request - HTTP.Request struct with method, url, headers, and body
	timeout - Optional timeout in milliseconds (default: 30000)

Returns
	{:ok, %HTTP.Response{}} on success
	{:error, reason} on failure


  


        

      


  

    
HTTPFetch.Application 
    



      
OTP application for HTTP fetch library.
This application supervises the core infrastructure required for HTTP operations:
	Task.Supervisor (:http_fetch_task_supervisor) - Supervises all async HTTP request tasks
	Registry (HTTP.AbortController) - Tracks AbortController agents for request cancellation

The application starts automatically when the :http_fetch application is loaded.
No manual configuration is required.

      


      
        Summary


  
    Functions
  


    
      
        start(type, args)

      


        Callback implementation for Application.start/2.
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      start(type, args)



    

  


  

Callback implementation for Application.start/2.
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