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Impact is an OpenTelemetry-native SDK for capturing LLM/AI traces from Elixir
applications and exporting them to Impact via OTLP.
The Elixir SDK is the BEAM-side peer of impact-sdk (Python) and impact-sdk-js
(JavaScript/TypeScript). The three SDKs share a canonical attribute schema:
	impact.context.<key> for app-supplied request context
	impact.trace.{type,name,path,input,output} for manual spans

Quick start
Impact.init(
  api_key: System.fetch_env!("IMPACT_API_KEY"),
  endpoint: System.get_env("IMPACT_BASE_URL"),
  mode: :auto
)

Impact.context(
  user_id: "u_123",
  interaction_id: "int_abc",
  attributes: %{team: "growth"}
)

Impact.trace [type: :workflow, name: "checkout"] do
  do_work()
end
Runtime modes
Mirrors the Python and JS SDKs:
	:auto (default) — attach to an existing tracer provider if one is configured,
otherwise bootstrap.
	:bootstrap — always (re)configure :opentelemetry exporter + batch processor.
	:attach — never replace caller-configured providers; raises if no usable
provider is found.
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    Functions
  


    
      
        add_event(name, attrs \\ %{})

      


        Add a timestamped event to the currently active span. Useful for marking
notable points within a long-running span (state transitions, retries,
cache hits, etc).



    


    
      
        context(ctx)

      


        Attach context to the current execution. Keys are emitted as impact.context.<key>
span attributes for every span created under this process / OTel context.



    


    
      
        flush(timeout \\ 5000)

      


        Flush pending spans synchronously. Useful in scripts, Lambda-style runtimes,
and tests.



    


    
      
        init(opts \\ [])

      


        Initialize Impact. Idempotent — calling twice replays the last configuration.



    


    
      
        instrumentation_results()

      


        Returns the deterministic outcome of optional instrumentation activation,
aligned with impact.instrumentationResults in the JS SDK.



    


    
      
        set_attributes(attrs)

      


        Add attributes to the currently active span. Useful for response-side
attributes that are only known after an operation completes.



    


    
      
        set_status(code, message \\ "")

      


        Set the status of the currently active span. code is :ok | :error |
:unset. message is an optional string (typically required for :error).



    


    
      
        shutdown(timeout \\ 5000)

      


        Flush and shut down Impact's exporter / batch processor. Safe to call from
Application.stop/1.



    


    
      
        trace(opts, fun)

      


        Wrap an expression in a manual Impact span.
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          @type init_opt() ::
  {:api_key, String.t() | nil}
  | {:endpoint, String.t() | nil}
  | {:service_name, String.t() | nil}
  | {:mode, :auto | :bootstrap | :attach}
  | {:capture_content, boolean()}
  | {:diag_log_level, :none | :error | :warn | :info | :debug | :verbose}
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      add_event(name, attrs \\ %{})


        (macro)


    

  


  

Add a timestamped event to the currently active span. Useful for marking
notable points within a long-running span (state transitions, retries,
cache hits, etc).
Impact.add_event("cache_miss", %{key: cache_key})
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          @spec context(keyword() | map()) :: :ok


      


Attach context to the current execution. Keys are emitted as impact.context.<key>
span attributes for every span created under this process / OTel context.
Reserved keys are flattened from :attributes. The canonical reserved keys are:
:user_id, :interaction_id, :version_id.
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          @spec flush(timeout :: pos_integer()) :: :ok


      


Flush pending spans synchronously. Useful in scripts, Lambda-style runtimes,
and tests.

  



    

  
    
      
    
    
      init(opts \\ [])



    

  


  

      

          @spec init([init_opt()]) :: :ok | {:error, term()}


      


Initialize Impact. Idempotent — calling twice replays the last configuration.
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          @spec instrumentation_results() :: %{optional(atom()) => :ok | {:error, term()}}


      


Returns the deterministic outcome of optional instrumentation activation,
aligned with impact.instrumentationResults in the JS SDK.

  



  
    
      
    
    
      set_attributes(attrs)


        (macro)


    

  


  

Add attributes to the currently active span. Useful for response-side
attributes that are only known after an operation completes.
Impact.trace [type: :llm, name: "bedrock_call", attributes: request_attrs] do
  result = call_llm()
  Impact.set_attributes(%{"gen_ai.usage.input_tokens" => result.tokens})
  result
end
Thin macro over OpenTelemetry.Tracer.set_attributes/1 — re-exported so
apps don't need to add :opentelemetry_api to their deps just to set
mid-span attributes.
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Set the status of the currently active span. code is :ok | :error |
:unset. message is an optional string (typically required for :error).
Impact.trace [type: :task, name: "do_thing"] do
  case do_thing() do
    {:ok, _} = ok -> ok
    {:error, reason} = err ->
      Impact.set_status(:error, inspect(reason))
      err
  end
end

  



    

  
    
      
    
    
      shutdown(timeout \\ 5000)



    

  


  

      

          @spec shutdown(timeout :: pos_integer()) :: :ok


      


Flush and shut down Impact's exporter / batch processor. Safe to call from
Application.stop/1.
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Wrap an expression in a manual Impact span.
Both block and function forms are supported. Block form is a macro so the
block body is evaluated lazily inside the span:
require Impact

Impact.trace [type: :task, name: "payment.authorize"] do
  authorize(order_id)
end
Function form for non-block use:
Impact.trace([type: :task, name: "payment.authorize"], fn ->
  authorize(order_id)
end)
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Span helpers for AWS Bedrock Converse-style API calls.
Use these when you need to manually instrument Bedrock calls that don't go
through Req (and therefore can't be auto-instrumented by
Impact.Instrumentation.Bedrock). Typical case: apps using the
:aws_elixir (AWS.BedrockRuntime) or :ex_aws_bedrock clients.
High-level usage — with_call/4
Wraps the entire LLM call in a bedrock_call span. Sets request-side
attributes upfront, response-side attributes after the closure returns,
and latency on every code path:
Impact.Bedrock.with_call(model, body, [conversation_id: agent_id], fn ->
  case AWS.BedrockRuntime.converse(client, model.arn, body, opts) do
    {:ok, response, _metadata} -> {:ok, response}
    {:error, reason} -> {:error, reason}
  end
end)
Returns whatever the closure returned, unchanged.
Result classification
The closure can return any of these shapes; with_call/4 interprets them as
follows:
	Return value	Attribute set	Latency stamped
	{:ok, response}	attrs_for_response/2	yes
	{:ok, response, _meta} (3-tuple aws-elixir form)	attrs_for_response/2	yes
	{:error, reason}	attrs_for_error/2	yes
	anything else (e.g. {:snooze, n})	aws.bedrock.latency_ms only	yes

Manual control — attrs_for_request/3 / attrs_for_response/2 / attrs_for_error/2
Build attribute maps directly when you need to drive the trace block
yourself (multi-attempt retries, snooze handling with per-attempt timing,
etc):
request_attrs = Impact.Bedrock.attrs_for_request(model, body, conversation_id: agent_id)

Impact.trace [type: :llm, name: "bedrock_call", attributes: request_attrs] do
  start_ms = System.monotonic_time(:millisecond)
  # ... your call ...
  Impact.set_attributes(Impact.Bedrock.attrs_for_response(response, latency))
end
Attribute keys
Request-side (attrs_for_request/3):
	gen_ai.system = "aws.bedrock"
	gen_ai.provider.name = "aws"
	gen_ai.operation.name = "chat"
	gen_ai.request.model — model name (from model.name or ARN)
	gen_ai.input.messages — JSON-encoded request messages
	gen_ai.system_instructions — extracted system text
	gen_ai.conversation.id — opt :conversation_id
	gen_ai.model.id — opt :model_id
	aws.bedrock.model.arn — from model.arn
	aws.bedrock.inference_config — JSON-encoded inferenceConfig
	aws.bedrock.tool_config — JSON-encoded toolConfig

Response-side (attrs_for_response/2):
	gen_ai.response.id
	gen_ai.response.finish_reasons — list with stopReason
	gen_ai.usage.input_tokens, gen_ai.usage.output_tokens
	gen_ai.output.messages — JSON-encoded assistant message
	gen_ai.output.text — extracted plain text
	gen_ai.response.tool_calls.count — number of toolUse blocks
	aws.bedrock.latency_ms

Error-side (attrs_for_error/2):
	error.message — inspect(reason)
	aws.bedrock.latency_ms

For tool / function call spans, see Impact.Tool.
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        attrs_for_error(reason, latency_ms)

      


        Build error-side attributes for a failed bedrock_call.



    


    
      
        attrs_for_request(model, body, opts \\ [])

      


        Build request-side attributes for a bedrock_call span.



    


    
      
        attrs_for_response(response, latency_ms)

      


        Build response-side attributes for a successful bedrock_call.



    


    
      
        with_call(model, body, opts \\ [], fun)

      


        Wrap a Bedrock-style API call in a bedrock_call LLM span. Handles request
attrs, response/error attrs, and latency on every code path.
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      attrs_for_error(reason, latency_ms)



    

  


  

      

          @spec attrs_for_error(any(), integer()) :: map()


      


Build error-side attributes for a failed bedrock_call.

  



    

  
    
      
    
    
      attrs_for_request(model, body, opts \\ [])



    

  


  

      

          @spec attrs_for_request(map(), map(), keyword()) :: map()


      


Build request-side attributes for a bedrock_call span.
Options
	:conversation_id — value for gen_ai.conversation.id
	:model_id — value for gen_ai.model.id (internal model identifier
distinct from the human-readable model name)


  



  
    
      
    
    
      attrs_for_response(response, latency_ms)



    

  


  

      

          @spec attrs_for_response(map(), integer()) :: map()


      


Build response-side attributes for a successful bedrock_call.

  



    

  
    
      
    
    
      with_call(model, body, opts \\ [], fun)



    

  


  

      

          @spec with_call(map(), map(), keyword(), (-> any())) :: any()


      


Wrap a Bedrock-style API call in a bedrock_call LLM span. Handles request
attrs, response/error attrs, and latency on every code path.
Options (forwarded to attrs_for_request/3)
	:conversation_id — value for gen_ai.conversation.id
	:model_id — value for gen_ai.model.id
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Resolves Impact configuration from init/1 options and environment variables.
Endpoint resolution order (matches the JS SDK):
	:endpoint passed to Impact.init/1
	IMPACT_BASE_URL
	derived from an impact_<region>_* API key (https://api.<region>.<domain>)
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          @type t() :: %Impact.Config{
  api_key: String.t() | nil,
  capture_content: boolean(),
  diag_log_level: :none | :error | :warn | :info | :debug | :verbose,
  endpoint: String.t() | nil,
  mode: :auto | :bootstrap | :attach,
  service_name: String.t()
}
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      build(opts)



    

  


  

      

          @spec build(keyword()) :: {:ok, t()} | {:error, term()}


      



  



  
    
      
    
    
      current()



    

  


  

      

          @spec current() :: t() | nil


      



  


        

      


  

    
Impact.Context 
    



      
Stores Impact request context on the current OpenTelemetry baggage so that
the canonical impact.context.<key> attributes ride with the OTel context
across process boundaries (GenServer calls, Tasks, anywhere
OpenTelemetry.Ctx.attach/1 is used).
Reserved canonical keys: :user_id, :interaction_id, :version_id. Any
additional keys passed via :attributes are flattened under
impact.context.<key>.
Why baggage and not Process dict
Process dictionaries are local to one BEAM process. The agent loop in a
GenServer is a different process from the LiveView / controller that
started the trace, so storing context in Process.put/2 would only attach
it to spans created at the call site, not to spans created in the
GenServer. OTel baggage is part of the OTel context and propagates
automatically when the caller passes the context across the boundary.
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        put(ctx)

      


    


    
      
        to_attributes()

      


        Returns the current context as a map of impact.context.<key> => value,
ready to be merged into span attributes by Impact.Trace.
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      put(ctx)



    

  


  

      

          @spec put(keyword() | map()) :: :ok


      



  



  
    
      
    
    
      to_attributes()



    

  


  

      

          @spec to_attributes() :: %{optional(String.t()) => String.t()}


      


Returns the current context as a map of impact.context.<key> => value,
ready to be merged into span attributes by Impact.Trace.
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Auto-instrumentation for AWS Bedrock LLM calls made via Req.
Wraps a Req request in an OpenTelemetry LLM span tagged with GenAI semantic
convention attributes (gen_ai.system, gen_ai.request.model, token usage,
tool-use detection, etc). No span code needed at the call site.
Usage
req =
  Req.new(
    method: :post,
    url: "https://bedrock-runtime.us-east-1.amazonaws.com/model/#{arn}/converse",
    json: body
  )

{:ok, response} = Impact.Instrumentation.Bedrock.request(req)
Drop this in place of Req.request(req) for any AWS Bedrock call. If the URL
doesn't match a Bedrock endpoint, the call falls through to plain
Req.request/1 with no span overhead.
What's captured
Request-side attributes (read from the URL and JSON body):
	gen_ai.system = "aws.bedrock"
	gen_ai.operation.name = "chat" (or "invoke", "converse-stream", ...)
	gen_ai.request.model — the model ARN extracted from the URL
	gen_ai.request.max_tokens, gen_ai.request.temperature,
gen_ai.request.top_p — from inferenceConfig

Response-side attributes:
	gen_ai.usage.input_tokens, gen_ai.usage.output_tokens
	gen_ai.response.finish_reasons — Bedrock's stopReason
	gen_ai.tool.names — comma-separated names of any tools the model
requested in this turn (when stopReason == "tool_use")
	impact.trace.output — the assistant's text content, when capture is on

Requirements
Add {:req, "~> 0.5"} to your application's mix.exs. Req is declared as
an optional dep of :impact so apps that don't use this instrumentor don't
pull it in.
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        request(req)

      


        Run req and emit a Bedrock LLM span. Non-Bedrock URLs pass through unchanged.
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      request(req)



    

  


  

      

          @spec request(Req.Request.t()) :: {:ok, Req.Response.t()} | {:error, term()}


      


Run req and emit a Bedrock LLM span. Non-Bedrock URLs pass through unchanged.
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Auto-instrumentation for OpenAI-compatible Chat Completions endpoints via
Req. Works for OpenAI proper (api.openai.com), Azure OpenAI, and the
OpenAI-compatible AWS Bedrock endpoint (bedrock-*.api.aws).
Wraps a Req request in an OpenTelemetry LLM span tagged with GenAI
semantic-convention attributes. No span code at the call site.
Usage
Req.new(
  method: :post,
  url: "https://api.openai.com/v1/chat/completions",
  json: %{model: "gpt-4", messages: [...], tools: [...]},
  headers: [{"authorization", "Bearer ..."}]
)
|> Impact.Instrumentation.OpenAI.request()
Detects the path /chat/completions (with or without a leading version
segment). Non-matching URLs fall through to plain Req.request/1.
What's captured
Request:
	gen_ai.system            — "openai" / "aws.bedrock" / "azure" depending on host
	gen_ai.provider.name     — same
	gen_ai.operation.name    — "chat"
	gen_ai.request.model
	gen_ai.request.max_tokens / temperature / top_p
	gen_ai.input.messages     — JSON of [{role, content}, ...]
	gen_ai.system_instructions — JSON of system message contents

Response:
	gen_ai.response.id / gen_ai.response.model
	gen_ai.usage.input_tokens / output_tokens / total_tokens
	gen_ai.response.finish_reasons
	gen_ai.output.messages    — JSON of [{role, content}]
	gen_ai.tool.names         — csv of names when finish_reason="tool_calls"
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          @spec request(Req.Request.t()) :: {:ok, Req.Response.t()} | {:error, term()}


      



  


        

      


  

    
Impact.Otel 
    



      
Provider lifecycle: bootstrap / attach according to Impact.Config.mode.
Bootstrap registers the OTLP/HTTP-protobuf exporter and a batch span processor
pointed at the Impact endpoint. Attach inspects the live :opentelemetry
configuration and refuses to mutate it.
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        setup(cfg)

      


    


    
      
        shutdown(timeout)
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          @spec force_flush(timeout :: pos_integer()) :: :ok


      



  



  
    
      
    
    
      instrumentation_results()



    

  


  

      

          @spec instrumentation_results() :: %{optional(atom()) => :ok | {:error, term()}}


      



  



  
    
      
    
    
      setup(cfg)



    

  


  

      

          @spec setup(Impact.Config.t()) :: :ok | {:error, term()}


      



  



  
    
      
    
    
      shutdown(timeout)



    

  


  

      

          @spec shutdown(timeout :: pos_integer()) :: :ok
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Cross-process OpenTelemetry context propagation.
The BEAM has no shared memory between processes, so the OTel context (the
active span + baggage from Impact.Context.put/1) does not automatically
travel across GenServer.call/3, Task.async/1, or Oban job boundaries. If
you want the spans on the other side to be children of the calling trace
instead of orphans, you have to carry the context explicitly.
This module wraps the common patterns.
GenServer.call across a process boundary
# Caller side
def chat(session_id, message) do
  ctx = Impact.Propagator.current()
  GenServer.call(via(session_id), {:chat, message, ctx})
end

# GenServer side
def handle_call({:chat, message, ctx}, _from, state) do
  Impact.Propagator.attach(ctx)
  Impact.trace [type: :task, name: "agent.loop"] do
    ...
  end
end
Task.start with context
ctx = Impact.Propagator.current()

Task.start(fn ->
  Impact.Propagator.with_ctx(ctx, fn ->
    do_async_work()
  end)
end)
Oban jobs
# Enqueue side — inject W3C textmap into job args
args = Map.put(args, :_otel, Impact.Propagator.inject())
MyWorker.new(args) |> Oban.insert()

# Worker side — extract on perform
def perform(%Oban.Job{args: args}) do
  Impact.Propagator.extract_and_attach(args["_otel"])
  ...
end
Why two carrier formats
Two carrier formats are exposed, fit for different transports:
	Opaque context term (current/0, attach/1) — cheap, no encoding
cost, but only safe to pass via a BEAM message or capture in a closure
that runs in the same node.
	W3C textmap (inject/0, extract_and_attach/1) — traceparent +
tracestate HTTP-header-style strings, serializable into JSON / DB
columns / Oban job args / outbound HTTP headers.
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        attach(ctx)

      


        Attach ctx to the current process. Returns the previous context token,
which the caller can discard or pass to OpenTelemetry.Ctx.detach/1 to
restore later.



    


    
      
        current()

      


        Return the current OTel context (opaque term).



    


    
      
        extract_and_attach(map)

      


        Extract OTel context from a textmap (e.g. an Oban job arg map) and install
it on the current process. No-op when the input is nil or empty.



    


    
      
        inject()

      


        Serialize the current OTel context as W3C textmap headers. Returns a plain
string-keyed map containing "traceparent" (and optionally "tracestate"),
suitable for storing in Oban job args, JSON columns, or outbound HTTP
headers.



    


    
      
        with_ctx(ctx, fun)

      


        Run fun inside ctx, restoring the previous context on exit (even if
fun raises). Preferred pattern for Task.start/Task.async closures
because it prevents context leakage into long-lived processes.
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      attach(ctx)



    

  


  

      

          @spec attach(:otel_ctx.t()) :: :ok


      


Attach ctx to the current process. Returns the previous context token,
which the caller can discard or pass to OpenTelemetry.Ctx.detach/1 to
restore later.
Note: attach does not restore the previous context on its own. Use
with_ctx/2 if you want auto-restore semantics (recommended inside Task).

  



  
    
      
    
    
      current()



    

  


  

      

          @spec current() :: :otel_ctx.t()


      


Return the current OTel context (opaque term).

  



  
    
      
    
    
      extract_and_attach(map)



    

  


  

      

          @spec extract_and_attach(map() | nil) :: :ok


      


Extract OTel context from a textmap (e.g. an Oban job arg map) and install
it on the current process. No-op when the input is nil or empty.
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          @spec inject() :: %{optional(String.t()) => String.t()}


      


Serialize the current OTel context as W3C textmap headers. Returns a plain
string-keyed map containing "traceparent" (and optionally "tracestate"),
suitable for storing in Oban job args, JSON columns, or outbound HTTP
headers.
Returns %{} when no context is active.

  



  
    
      
    
    
      with_ctx(ctx, fun)



    

  


  

      

          @spec with_ctx(:otel_ctx.t(), (-> any())) :: any()


      


Run fun inside ctx, restoring the previous context on exit (even if
fun raises). Preferred pattern for Task.start/Task.async closures
because it prevents context leakage into long-lived processes.
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One-call runtime configuration. Designed to be invoked from config/runtime.exs
in a Phoenix/Mix application — BEFORE any application starts — so the
:opentelemetry and :opentelemetry_exporter supervision trees boot with
Impact's OTLP endpoint and auth header already wired in.
Why this exists
The Erlang OpenTelemetry exporter reads its endpoint and headers from
Application env at supervision-tree startup. Calling Impact.init/1 from
inside a running application is too late — the exporter has already booted
with empty config and will not pick up new values without being restarted.
config/runtime.exs is the standard Elixir hook that runs after compile
but before any application starts. It is the correct seam for this kind
of dependency-time configuration.
Usage in a Phoenix / Mix app
# config/runtime.exs
import Config
Impact.Runtime.configure!()
That single line is the full integration. :impact reads
IMPACT_API_KEY (required) and IMPACT_BASE_URL (optional — derived from
the key's region if absent) at boot. No Impact.init/1 call is required;
the :impact OTP application picks the config up on its own start.
Usage in a one-off script
Mix scripts (mix run path.exs) do not evaluate config/runtime.exs,
so scripts must call Impact.Runtime.configure!/1 at the top with
--no-start, then start apps explicitly:
Impact.Runtime.configure!(api_key: "impact_dev_...")
{:ok, _} = Application.ensure_all_started(:impact)
Overrides
All values can be passed as keyword options, taking precedence over env vars:
Impact.Runtime.configure!(
  api_key: "impact_dev_...",
  endpoint: "https://api.dev.impact.ai",
  service_name: "my_app",
  resource_attributes: %{deployment: %{environment: "staging"}}
)
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          @spec configure!(keyword()) :: :ok
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Span helpers for LLM tool / function calls. Provider-agnostic — works for any
agent loop where the LLM emits structured tool requests and the app executes
them.
High-level usage
Impact.Tool.with_call(tool_call, position, fn ->
  Tools.Registry.execute(tool_call.name, tool_call.arguments)
end)
Opens a tool.<name> span, sets request-side gen_ai.tool.* attributes
upfront, runs the closure, and stamps result-side attributes (gen_ai.tool. call.result, gen_ai.tool.call.result.status) before returning whatever
the closure returned.
Result classification
The closure can return any of these shapes; with_call/3 interprets them as
follows:
	Return value	Status	Recorded result
	{:ok, payload}	"success"	payload
	{:error, reason}	"error"	reason
	payload (any other)	"success"	payload

The original return value is passed through unchanged — wrapping in a span
does not alter the function's contract.
Manual control
If you need finer control (e.g., custom status strings, mid-call events),
call Impact.trace directly and use attrs_for_call/2 + attrs_for_result/2
to build attributes.
Attribute keys (OTel GenAI semantic conventions)
Request side (attrs_for_call/2):
	gen_ai.operation.name = "execute_tool"
	gen_ai.tool.name — tool name
	gen_ai.tool.call.id — the tool-use ID assigned by the model
	gen_ai.tool.call.arguments — JSON-encoded input
	gen_ai.tool.type = "function"
	gen_ai.tool.call.position — 0-based index in the model's batch

Result side (attrs_for_result/2):
	gen_ai.tool.call.result — JSON-encoded result (or raw string)
	gen_ai.tool.call.result.status — "success" | "error" (or any string)
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        attrs_for_call(map, position)

      


        Build request-side attributes for a tool.<name> span.



    


    
      
        attrs_for_result(result, status)

      


        Build result-side attributes for a tool.<name> span. status is typically
"success" or "error", but any string is allowed.



    


    
      
        with_call(tool_call, position, fun)

      


        Wrap a tool execution in a tool.<name> span.



    





      


      
        Functions


        


  
    
      
    
    
      attrs_for_call(map, position)



    

  


  

      

          @spec attrs_for_call(map(), non_neg_integer()) :: map()


      


Build request-side attributes for a tool.<name> span.
tool_call is a map with :name, :id, and :arguments. position is
the 0-based batch index.

  



  
    
      
    
    
      attrs_for_result(result, status)



    

  


  

      

          @spec attrs_for_result(any(), String.t()) :: map()


      


Build result-side attributes for a tool.<name> span. status is typically
"success" or "error", but any string is allowed.

  



  
    
      
    
    
      with_call(tool_call, position, fun)



    

  


  

      

          @spec with_call(map(), non_neg_integer(), (-> any())) :: any()


      


Wrap a tool execution in a tool.<name> span.
tool_call must be a map with :name, :id, and :arguments. position
is the 0-based index of this call within the model's batch for a single
turn. fun is the 0-arity closure that actually runs the tool.
Returns whatever fun returned, unchanged.

  


        

      


  

    
Impact.Trace 
    



      
Manual span helper. Emits the canonical Impact trace attributes:
	impact.trace.type
	impact.trace.name
	impact.trace.path — dot-separated stack of nested manual spans
	impact.trace.input — best-effort JSON of inputs (when capture_content: true)
	impact.trace.output — best-effort JSON of outputs (when capture_content: true)

Context attributes from Impact.Context are merged in automatically.
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          @spec with_span(
  keyword(),
  (-> any())
) :: any()
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