

    

        kafka_ex

        v1.0.0-rc.1



    



  

    Table of contents

    
      



            	KafkaEx


            	SASL Authentication


            	KafkaEx Changelog


            	Contributing


            	Upgrading to KafkaEx 1.0





  	Modules
    

    	KafkaEx


    	KafkaEx.API


    	KafkaEx.API.Behaviour


    	KafkaEx.Auth.Config


    	KafkaEx.Auth.Mechanism


    	KafkaEx.Auth.SASL


    	KafkaEx.Auth.SASL.Codec


    	KafkaEx.Auth.SASL.MskIam


    	KafkaEx.Auth.SASL.OAuthBearer


    	KafkaEx.Auth.SASL.Plain


    	KafkaEx.Auth.SASL.Scram


    	KafkaEx.Auth.SASL.VersionSupport


    	KafkaEx.Auth.ScramFlow


    	KafkaEx.Client


    	KafkaEx.Client.Error


    	KafkaEx.Client.NodeSelector


    	KafkaEx.Client.RequestBuilder


    	KafkaEx.Client.ResponseParser


    	KafkaEx.Cluster.Broker


    	KafkaEx.Cluster.ClusterMetadata


    	KafkaEx.Cluster.PartitionInfo


    	KafkaEx.Cluster.Topic


    	KafkaEx.Cluster.TopicPartition


    	KafkaEx.Config


    	KafkaEx.Consumer.ConsumerGroup


    	KafkaEx.Consumer.ConsumerGroup.Heartbeat


    	KafkaEx.Consumer.ConsumerGroup.Manager


    	KafkaEx.Consumer.ConsumerGroup.PartitionAssignment


    	KafkaEx.Consumer.GenConsumer


    	KafkaEx.Consumer.GenConsumer.Supervisor


    	KafkaEx.Messages.ApiVersions


    	KafkaEx.Messages.ConsumerGroupDescription


    	KafkaEx.Messages.ConsumerGroupDescription.Member


    	KafkaEx.Messages.ConsumerGroupDescription.Member.MemberAssignment


    	KafkaEx.Messages.ConsumerGroupDescription.Member.MemberAssignment.PartitionAssignment


    	KafkaEx.Messages.CreateTopics


    	KafkaEx.Messages.CreateTopics.TopicResult


    	KafkaEx.Messages.DeleteTopics


    	KafkaEx.Messages.DeleteTopics.TopicResult


    	KafkaEx.Messages.Fetch


    	KafkaEx.Messages.Fetch.Record


    	KafkaEx.Messages.FindCoordinator


    	KafkaEx.Messages.Header


    	KafkaEx.Messages.Heartbeat


    	KafkaEx.Messages.JoinGroup


    	KafkaEx.Messages.JoinGroup.Member


    	KafkaEx.Messages.LeaveGroup


    	KafkaEx.Messages.Offset


    	KafkaEx.Messages.Offset.PartitionOffset


    	KafkaEx.Messages.OffsetAndMetadata


    	KafkaEx.Messages.RecordMetadata


    	KafkaEx.Messages.SyncGroup


    	KafkaEx.Network.Behaviour


    	KafkaEx.Network.NetworkClient


    	KafkaEx.Network.Socket


    	KafkaEx.Producer.Partitioner


    	KafkaEx.Producer.Partitioner.Default


    	KafkaEx.Producer.Partitioner.Legacy


    	KafkaEx.Protocol.Kayrock.ApiVersions


    	KafkaEx.Protocol.Kayrock.ApiVersions.Request


    	KafkaEx.Protocol.Kayrock.ApiVersions.Response


    	KafkaEx.Protocol.Kayrock.ApiVersions.ResponseHelpers


    	KafkaEx.Protocol.Kayrock.CreateTopics


    	KafkaEx.Protocol.Kayrock.CreateTopics.Request


    	KafkaEx.Protocol.Kayrock.CreateTopics.RequestHelpers


    	KafkaEx.Protocol.Kayrock.CreateTopics.Response


    	KafkaEx.Protocol.Kayrock.CreateTopics.ResponseHelpers


    	KafkaEx.Protocol.Kayrock.DeleteTopics


    	KafkaEx.Protocol.Kayrock.DeleteTopics.Request


    	KafkaEx.Protocol.Kayrock.DeleteTopics.RequestHelpers


    	KafkaEx.Protocol.Kayrock.DeleteTopics.Response


    	KafkaEx.Protocol.Kayrock.DeleteTopics.ResponseHelpers


    	KafkaEx.Protocol.Kayrock.DescribeGroups


    	KafkaEx.Protocol.Kayrock.DescribeGroups.Request


    	KafkaEx.Protocol.Kayrock.DescribeGroups.RequestHelpers


    	KafkaEx.Protocol.Kayrock.DescribeGroups.Response


    	KafkaEx.Protocol.Kayrock.DescribeGroups.ResponseHelpers


    	KafkaEx.Protocol.Kayrock.Fetch


    	KafkaEx.Protocol.Kayrock.Fetch.Request


    	KafkaEx.Protocol.Kayrock.Fetch.RequestHelpers


    	KafkaEx.Protocol.Kayrock.Fetch.Response


    	KafkaEx.Protocol.Kayrock.Fetch.ResponseHelpers


    	KafkaEx.Protocol.Kayrock.FindCoordinator


    	KafkaEx.Protocol.Kayrock.FindCoordinator.Request


    	KafkaEx.Protocol.Kayrock.FindCoordinator.RequestHelpers


    	KafkaEx.Protocol.Kayrock.FindCoordinator.Response


    	KafkaEx.Protocol.Kayrock.FindCoordinator.ResponseHelpers


    	KafkaEx.Protocol.Kayrock.Heartbeat


    	KafkaEx.Protocol.Kayrock.Heartbeat.Request


    	KafkaEx.Protocol.Kayrock.Heartbeat.RequestHelpers


    	KafkaEx.Protocol.Kayrock.Heartbeat.Response


    	KafkaEx.Protocol.Kayrock.Heartbeat.ResponseHelpers


    	KafkaEx.Protocol.Kayrock.JoinGroup


    	KafkaEx.Protocol.Kayrock.JoinGroup.Request


    	KafkaEx.Protocol.Kayrock.JoinGroup.RequestHelpers


    	KafkaEx.Protocol.Kayrock.JoinGroup.Response


    	KafkaEx.Protocol.Kayrock.JoinGroup.ResponseHelpers


    	KafkaEx.Protocol.Kayrock.LeaveGroup


    	KafkaEx.Protocol.Kayrock.LeaveGroup.Request


    	KafkaEx.Protocol.Kayrock.LeaveGroup.RequestHelpers


    	KafkaEx.Protocol.Kayrock.LeaveGroup.Response


    	KafkaEx.Protocol.Kayrock.LeaveGroup.ResponseHelpers


    	KafkaEx.Protocol.Kayrock.ListOffsets


    	KafkaEx.Protocol.Kayrock.ListOffsets.Request


    	KafkaEx.Protocol.Kayrock.ListOffsets.RequestHelpers


    	KafkaEx.Protocol.Kayrock.ListOffsets.Response


    	KafkaEx.Protocol.Kayrock.ListOffsets.ResponseHelpers


    	KafkaEx.Protocol.Kayrock.Metadata


    	KafkaEx.Protocol.Kayrock.Metadata.Request


    	KafkaEx.Protocol.Kayrock.Metadata.RequestHelpers


    	KafkaEx.Protocol.Kayrock.Metadata.Response


    	KafkaEx.Protocol.Kayrock.Metadata.ResponseHelpers


    	KafkaEx.Protocol.Kayrock.OffsetCommit


    	KafkaEx.Protocol.Kayrock.OffsetCommit.Request


    	KafkaEx.Protocol.Kayrock.OffsetCommit.RequestHelpers


    	KafkaEx.Protocol.Kayrock.OffsetCommit.Response


    	KafkaEx.Protocol.Kayrock.OffsetCommit.ResponseHelpers


    	KafkaEx.Protocol.Kayrock.OffsetFetch


    	KafkaEx.Protocol.Kayrock.OffsetFetch.Request


    	KafkaEx.Protocol.Kayrock.OffsetFetch.RequestHelpers


    	KafkaEx.Protocol.Kayrock.OffsetFetch.Response


    	KafkaEx.Protocol.Kayrock.OffsetFetch.ResponseHelpers


    	KafkaEx.Protocol.Kayrock.Produce


    	KafkaEx.Protocol.Kayrock.Produce.Request


    	KafkaEx.Protocol.Kayrock.Produce.RequestHelpers


    	KafkaEx.Protocol.Kayrock.Produce.Response


    	KafkaEx.Protocol.Kayrock.Produce.ResponseHelpers


    	KafkaEx.Protocol.Kayrock.ResponseHelpers


    	KafkaEx.Protocol.Kayrock.SyncGroup


    	KafkaEx.Protocol.Kayrock.SyncGroup.Request


    	KafkaEx.Protocol.Kayrock.SyncGroup.RequestHelpers


    	KafkaEx.Protocol.Kayrock.SyncGroup.Response


    	KafkaEx.Protocol.Kayrock.SyncGroup.ResponseHelpers


    	KafkaEx.Protocol.KayrockProtocol


    	KafkaEx.Support.Murmur


    	KafkaEx.Support.Retry


    	KafkaEx.Support.Types


    	KafkaEx.Telemetry


    	KafkaEx.ConsumerGroupRequiredError


    	KafkaEx.InvalidConsumerGroupError


    	KafkaEx.JoinGroupError


    	KafkaEx.JoinGroupRetriesExhaustedError


    	KafkaEx.MetadataUpdateError


    	KafkaEx.SyncGroupError


    	KafkaEx.TimestampNotSupportedError


    

  



      

    


  

    
KafkaEx
    

[image: Unit Tests]
[image: Integration Tests]
[image: Static Checks]
[image: Coverage Status]
[image: Hex.pm version]
[image: Hex.pm downloads]
[image: License]
[image: API Docs]
KafkaEx is an Elixir client for Apache Kafka with support for Kafka versions 0.10.0 and newer. KafkaEx requires Elixir 1.14+ and Erlang OTP 24+.

  
    
  
  📚 Documentation


	HexDocs: http://hexdocs.pm/kafka_ex/
	GitHub: https://github.com/kafkaex/kafka_ex/
	Authentication: AUTH.md
	Contributing: CONTRIBUTING.md


  
    
  
  Table of Contents


	Features
	Quick Start
	Configuration
	Usage	Basic Producer/Consumer
	Consumer Groups
	Metadata & Offsets
	Topic Management
	Compression


	Authentication (SASL)
	Telemetry & Observability
	Error Handling & Resilience
	Testing
	Contributing


  
    
  
  Features


KafkaEx v1.0 uses Kayrock for Kafka protocol serialization with automatic API version negotiation—no manual version configuration needed.

  
    
  
  Core Capabilities


	✅ Producer - Single and batch message production with timestamps and headers
	✅ Consumer - Message fetching with offset management
	✅ Consumer Groups - Coordinated consumption with automatic partition assignment
	✅ Compression - Gzip, Snappy, LZ4, and Zstd
	✅ Authentication - SASL/PLAIN, SASL/SCRAM, OAUTHBEARER, AWS MSK IAM
	✅ SSL/TLS - Secure connections with certificate-based authentication
	✅ Topic Management - Create and delete topics programmatically
	✅ Metadata API - Discover brokers, topics, and partitions
	✅ Offset Management - Commit, fetch, and reset offsets
	✅ Telemetry - Built-in observability with telemetry events
	✅ Automatic Retries - Smart retry logic with exponential backoff


  
    
  
  Supported Kafka Versions


	Minimum: Kafka 0.10.0+
	Recommended: Kafka 0.11.0+ (for RecordBatch format, headers, timestamps)
	Tested with: Kafka 2.1.0 through 3.x


  
    
  
  Quick Start



  
    
  
  Installation


Add KafkaEx to your mix.exs dependencies:
def deps do
  [
    # For release candidate:
    {:kafka_ex, "~> 1.0.0-rc.1"}
    # For stable release (when available):
    # {:kafka_ex, "~> 1.0"}
  ]
end
Then run:
mix deps.get


  
    
  
  Simple Producer & Consumer


# Start a client
{:ok, client} = KafkaEx.API.start_client(brokers: [{"localhost", 9092}])

# Produce a message
{:ok, _metadata} = KafkaEx.API.produce_one(client, "my-topic", 0, "hello")

# Fetch messages from offset 0
{:ok, result} = KafkaEx.API.fetch(client, "my-topic", 0, 0)

  
    
  
  Using KafkaEx.API as a Behaviour


For production applications, define a module with the KafkaEx.API behaviour:
defmodule MyApp.Kafka do
  use KafkaEx.API, client: MyApp.KafkaClient
end

# In your application.ex supervision tree:
children = [
  {KafkaEx.Client, name: MyApp.KafkaClient, brokers: [{"localhost", 9092}]}
]

# Now call without passing client:
MyApp.Kafka.produce_one("my-topic", 0, "hello")
{:ok, messages} = MyApp.Kafka.fetch("my-topic", 0, 0)
See KafkaEx.API documentation for the complete API reference.

  
    
  
  Configuration


KafkaEx can be configured via config.exs or by passing options directly to KafkaEx.API.start_client/1.

  
    
  
  Basic Configuration


# config/config.exs
config :kafka_ex,
  # List of Kafka brokers
  brokers: [{"localhost", 9092}, {"localhost", 9093}],

  # Client identifier
  client_id: "my-app",

  # Default consumer group
  default_consumer_group: "my-consumer-group",

  # Request timeout (milliseconds)
  sync_timeout: 10_000

  
    
  
  SSL/TLS Configuration


config :kafka_ex,
  brokers: [{"kafka.example.com", 9093}],
  use_ssl: true,
  ssl_options: [
    cacertfile: "/path/to/ca-cert.pem",
    certfile: "/path/to/client-cert.pem",
    keyfile: "/path/to/client-key.pem",
    verify: :verify_peer
  ]

  
    
  
  Consumer Group Settings


config :kafka_ex,
  default_consumer_group: "my-group",

  # Metadata refresh interval (milliseconds)
  consumer_group_update_interval: 30_000,

  # Auto-commit settings
  commit_interval: 5_000,      # Commit every 5 seconds
  commit_threshold: 100,       # Or every 100 messages

  # What to do when no offset exists
  auto_offset_reset: :earliest # or :latest

  
    
  
  Compression Configuration


Compression is set per-request, not globally:
# Produce with gzip compression
KafkaEx.API.produce(client, "topic", 0, messages, compression: :gzip)

# Supported: :none (default), :gzip, :snappy, :lz4, :zstd
For Snappy compression, add to mix.exs:
{:snappyer, "~> 1.2"}

  
    
  
  Dynamic Configuration


You can use MFA or anonymous functions for dynamic broker resolution:
# Using MFA tuple
config :kafka_ex,
  brokers: {MyApp.Config, :get_kafka_brokers, []}

# Using anonymous function
config :kafka_ex,
  brokers: fn -> Application.get_env(:my_app, :kafka_brokers) end
See KafkaEx.Config for all available options.

  
    
  
  Usage



  
    
  
  Basic Producer/Consumer


Producing Messages
# Single message
{:ok, metadata} = KafkaEx.API.produce_one(
  client,
  "my-topic",
  0,                    # partition
  "hello world"         # message value
)

# With message key (for partition routing)
{:ok, metadata} = KafkaEx.API.produce_one(
  client,
  "my-topic",
  0,
  "message value",
  key: "user-123"
)

# Batch produce
messages = [
  %{value: "message 1", key: "key1"},
  %{value: "message 2", key: "key2"},
  %{value: "message 3", key: "key3"}
]

{:ok, metadata} = KafkaEx.API.produce(client, "my-topic", 0, messages)
Consuming Messages
# Fetch from specific offset
{:ok, result} = KafkaEx.API.fetch(client, "my-topic", 0, 100)

result.records
|> Enum.each(fn record ->
  IO.puts("Offset: #{record.offset}, Value: #{record.value}")
end)

# Fetch all messages (earliest to high watermark)
{:ok, result} = KafkaEx.API.fetch_all(client, "my-topic", 0)

  
    
  
  Consumer Groups


Consumer groups provide coordinated consumption with automatic partition assignment and offset management.
1. Implement a Consumer
defmodule MyApp.MessageConsumer do
  use KafkaEx.Consumer.GenConsumer
  require Logger

  # Messages are delivered in batches
  def handle_message_set(message_set, state) do
    Enum.each(message_set, fn record ->
      Logger.info("Processing: #{inspect(record.value)}")
      # Process your message here
    end)

    # Commit offsets asynchronously
    {:async_commit, state}
  end
end
Available commit strategies:
	{:async_commit, state} - Commit in background (recommended)
	{:sync_commit, state} - Wait for commit to complete

2. Add to Supervision Tree
# In your application.ex
def start(_type, _args) do
  children = [
    # Start the consumer group
    %{
      id: MyApp.MessageConsumer,
      start: {
        KafkaEx.Consumer.ConsumerGroup,
        :start_link,
        [
          MyApp.MessageConsumer,   # Your consumer module
          "my-consumer-group",      # Consumer group ID
          ["topic1", "topic2"],     # Topics to consume
          [
            # Optional configuration
            commit_interval: 5_000,
            commit_threshold: 100,
            auto_offset_reset: :earliest
          ]
        ]
      }
    }
  ]

  Supervisor.start_link(children, strategy: :one_for_one)
end
See KafkaEx.Consumer.GenConsumer for details.

  
    
  
  Metadata & Offsets


Topic Metadata
# Get all topics
{:ok, metadata} = KafkaEx.API.metadata(client)

# Get specific topics
{:ok, metadata} = KafkaEx.API.metadata(client, ["topic1", "topic2"])

# Inspect partitions
metadata.topics
|> Enum.each(fn topic ->
  IO.puts("Topic: #{topic.name}, Partitions: #{length(topic.partitions)}")
end)
Offset Operations
# Get latest offset for a partition
{:ok, offset} = KafkaEx.API.latest_offset(client, "my-topic", 0)

# Get earliest offset
{:ok, offset} = KafkaEx.API.earliest_offset(client, "my-topic", 0)

# List offsets by timestamp
timestamp = DateTime.utc_now() |> DateTime.add(-3600, :second) |> DateTime.to_unix(:millisecond)
partition_request = %{partition_num: 0, timestamp: timestamp}
{:ok, offsets} = KafkaEx.API.list_offsets(client, [{"my-topic", [partition_request]}])

# Fetch committed offset for consumer group
partitions = [%{partition_num: 0}]
{:ok, offsets} = KafkaEx.API.fetch_committed_offset(
  client,
  "my-consumer-group",
  "my-topic",
  partitions
)

# Commit offset for consumer group
partitions = [%{partition_num: 0, offset: 100}]
{:ok, result} = KafkaEx.API.commit_offset(
  client,
  "my-consumer-group",
  "my-topic",
  partitions
)

  
    
  
  Topic Management


# Create a topic
{:ok, result} = KafkaEx.API.create_topic(
  client,
  "new-topic",
  num_partitions: 3,
  replication_factor: 2,
  config_entries: %{
    "retention.ms" => "86400000",
    "compression.type" => "gzip"
  }
)

# Delete a topic
{:ok, result} = KafkaEx.API.delete_topic(client, "old-topic")

  
    
  
  Compression


KafkaEx supports multiple compression formats. Compression is applied per-request:
# Gzip compression (built-in)
{:ok, _} = KafkaEx.API.produce(
  client,
  "my-topic",
  0,
  messages,
  compression: :gzip
)

# Snappy compression (requires snappyer package)
{:ok, _} = KafkaEx.API.produce(
  client,
  "my-topic",
  0,
  messages,
  compression: :snappy
)

# LZ4 compression (built-in, Kafka 0.9.0+)
{:ok, _} = KafkaEx.API.produce(
  client,
  "my-topic",
  0,
  messages,
  compression: :lz4
)

# Zstd compression (built-in, Kafka 2.1.0+)
{:ok, _} = KafkaEx.API.produce(
  client,
  "my-topic",
  0,
  messages,
  compression: :zstd
)
Supported Formats:
	Format	Kafka Version	Dependency Required
	:gzip	0.7.0+	None (built-in)
	:snappy	0.8.0+	{:snappyer, "~> 1.2"}
	:lz4	0.9.0+	None (built-in)
	:zstd	2.1.0+	None (built-in)

Decompression is handled automatically when consuming messages.

  
    
  
  Authentication (SASL)


KafkaEx supports multiple SASL authentication mechanisms for secure connections to Kafka clusters.

  
    
  
  SASL/PLAIN


Simple username/password authentication. Always use with SSL/TLS to protect credentials.
config :kafka_ex,
  brokers: [{"kafka.example.com", 9092}],
  use_ssl: true,
  ssl_options: [verify: :verify_peer, cacertfile: "/path/to/ca.pem"],
  sasl: %{
    mechanism: :plain,
    username: "alice",
    password: "secret123"
  }

  
    
  
  SASL/SCRAM


Challenge-response authentication (more secure than PLAIN).
config :kafka_ex,
  brokers: [{"kafka.example.com", 9092}],
  use_ssl: true,
  sasl: %{
    mechanism: :scram,
    username: "alice",
    password: "secret123",
    mechanism_opts: %{algo: :sha256}  # or :sha512
  }

  
    
  
  OAUTHBEARER


OAuth 2.0 token-based authentication.
config :kafka_ex,
  brokers: [{"kafka.example.com", 9092}],
  use_ssl: true,
  sasl: %{
    mechanism: :oauthbearer,
    mechanism_opts: %{
      token_provider: &MyApp.get_oauth_token/0,
      extensions: %{"traceId" => "optional-data"}
    }
  }

  
    
  
  AWS MSK IAM


AWS IAM authentication for Amazon Managed Streaming for Kafka (MSK).
config :kafka_ex,
  brokers: [{"msk-cluster.region.amazonaws.com", 9098}],
  use_ssl: true,
  sasl: %{
    mechanism: :msk_iam,
    mechanism_opts: %{
      region: "us-east-1"
      # Credentials automatically resolved from environment
    }
  }
Authentication Requirements:
	Mechanism	Minimum Kafka	SSL Required	Notes
	PLAIN	0.9.0+	✅ Yes	Never use without SSL/TLS
	SCRAM	0.10.2+	⚠️ Recommended	Challenge-response, more secure
	OAUTHBEARER	2.0+	⚠️ Recommended	Requires token provider
	MSK_IAM	MSK 2.7.1+	✅ Yes	AWS-specific

See AUTH.md for detailed authentication setup and troubleshooting.

  
    
  
  Telemetry & Observability


KafkaEx emits telemetry events for monitoring connections, requests, and consumer operations.

  
    
  
  Event Categories


	Category	Events	Description
	Connection	4	Connect, disconnect, reconnect, close
	Request	4	Request start/stop/exception, retry
	Produce	4	Produce start/stop/exception, batch metrics
	Fetch	4	Fetch start/stop/exception, messages received
	Offset	4	Commit/fetch offset operations
	Consumer	8	Group join, sync, heartbeat, rebalance, message processing
	Metadata	4	Cluster metadata updates
	SASL Auth	6	PLAIN/SCRAM authentication spans


  
    
  
  Example: Attaching a Handler


defmodule MyApp.KafkaTelemetry do
  require Logger

  def attach do
    :telemetry.attach_many(
      "my-kafka-handler",
      [
        [:kafka_ex, :connection, :stop],
        [:kafka_ex, :request, :stop],
        [:kafka_ex, :produce, :stop],
        [:kafka_ex, :fetch, :stop]
      ],
      &handle_event/4,
      nil
    )
  end

  def handle_event([:kafka_ex, :connection, :stop], measurements, metadata, _config) do
    Logger.info("Connected to #{metadata.host}:#{metadata.port} in #{measurements.duration / 1_000_000}ms")
  end

  def handle_event([:kafka_ex, :request, :stop], measurements, metadata, _config) do
    Logger.debug("Request #{metadata.api_key} took #{measurements.duration / 1_000_000}ms")
  end

  def handle_event([:kafka_ex, :produce, :stop], measurements, metadata, _config) do
    Logger.info("Produced #{measurements.message_count} messages to #{metadata.topic}")
  end

  def handle_event([:kafka_ex, :fetch, :stop], measurements, metadata, _config) do
    Logger.info("Fetched #{measurements.message_count} messages from #{metadata.topic}")
  end
end
Then in your application startup:
# application.ex
def start(_type, _args) do
  MyApp.KafkaTelemetry.attach()
  # ...
end
See KafkaEx.Telemetry for the complete event reference.

  
    
  
  Error Handling & Resilience


KafkaEx v1.0 includes smart error handling and retry logic for production resilience.

  
    
  
  Automatic Retries with Exponential Backoff


	Producer requests - Automatically retry on leadership-related errors (not_leader_for_partition, leader_not_available) with metadata refresh
	Offset commits - Retry transient errors (timeout, coordinator not available) with exponential backoff
	API version negotiation - Retry parse errors during initial connection


  
    
  
  Consumer Group Resilience


Consumer groups handle transient errors gracefully following the Java client pattern (KAFKA-6829):
	unknown_topic_or_partition triggers retry instead of crash
	Heartbeat errors trigger rejoin for recoverable errors
	Exponential backoff for join retries (1s→10s, up to 6 attempts)


  
    
  
  Safe Produce Retry Policy


Important: Produce requests only retry on leadership errors where we know the message wasn't written. Timeout errors are NOT retried to prevent potential duplicate messages.
For truly idempotent produces, enable enable.idempotence=true on your Kafka cluster (requires Kafka 0.11+).

  
    
  
  SSL/TLS Timeouts (Known Issue)


When using certain versions of OTP, random timeouts can occur with SSL.
Impacted versions:
	OTP 21.3.8.1 → 21.3.8.14
	OTP 22.1 → 22.3.1

Solution: Upgrade to OTP 21.3.8.15 or 22.3.2+.

  
    
  
  Testing



  
    
  
  Unit Tests (No Kafka Required)


Run tests that don't require a live Kafka cluster:
mix test.unit


  
    
  
  Integration Tests (Docker Required)


KafkaEx includes a Dockerized test cluster with 3 Kafka brokers configured with different authentication mechanisms:
Ports:
	9092-9094: No authentication (SSL)
	9192-9194: SASL/PLAIN (SSL)
	9292-9294: SASL/SCRAM (SSL)
	9392-9394: SASL/OAUTHBEARER (SSL)

Start the test cluster:
./scripts/docker_up.sh

Run all tests:
# Unit tests
mix test.unit

# Integration tests
mix test.integration

# All tests together
mix test

Run specific test categories:
mix test --only consumer_group
mix test --only produce
mix test --only consume
mix test --only auth

Run SASL tests:
MIX_ENV=test mix test --include sasl


  
    
  
  Static Analysis


mix format              # Format code
mix format --check-formatted
mix credo --strict      # Linting
mix dialyzer            # Type checking


  
    
  
  Contributing


All contributions are managed through the KafkaEx GitHub repo.
	Issues: github.com/kafkaex/kafka_ex/issues
	Pull Requests: See CONTRIBUTING.md for our contribution process
	Slack: #kafkaex on elixir-lang.slack.com (request invite)
	Slack Archive: slack.elixirhq.com/kafkaex


  
    
  
  License


KafkaEx is released under the MIT License. See LICENSE for details.



  

    
SASL Authentication
    

KafkaEx supports SASL authentication for secure Kafka clusters. Multiple mechanisms are available with flexible configuration options.

  
    
  
  Supported Mechanisms


	PLAIN - Simple username/password (requires SSL/TLS)
	SCRAM-SHA-256 - Secure challenge-response authentication (Kafka 0.10.2+)
	SCRAM-SHA-512 - Secure challenge-response with stronger hash (Kafka 0.10.2+)
	OAUTHBEARER   - Token-based authentication using OAuth 2.0 bearer tokens (Kafka 2.0+)
	MSK_IAM       - AWS IAM authentication for Amazon MSK (MSK 2.7.1+)


  
    
  
  Configuration



  
    
  
  Via Application Config


# config/config.exs
config :kafka_ex,
  brokers: [{"localhost", 9292}],
  use_ssl: true,
  ssl_options: [
    verify: :verify_peer,
    cacertfile: "/path/to/ca-cert"
  ],
  sasl: %{
    mechanism: :scram,
    username: System.get_env("KAFKA_USERNAME"),
    password: System.get_env("KAFKA_PASSWORD"),
    mechanism_opts: %{algo: :sha256}  # :sha256 or :sha512
  }

  
    
  
  Via Worker Options


opts = [
  uris: [{"broker1", 9092}, {"broker2", 9092}],
  use_ssl: true,
  ssl_options: [verify: :verify_none],
  auth: KafkaEx.Auth.Config.new(%{
    mechanism: :plain,
    username: "alice",
    password: "secret123"
  })
]

{:ok, pid} = KafkaEx.create_worker(:my_worker, opts)

  
    
  
  Docker Compose Setup


The project includes Docker configurations for testing SASL authentication:
# Start Kafka with SASL enabled
docker-compose up -d

# All brokers use SSL/TLS. Authentication mechanisms by port:
# 9092-9094 - No authentication
# 9192-9194 - SASL/PLAIN
# 9292-9294 - SASL/SCRAM
# 9392-9394 - SASL/OAUTHBEARER


  
    
  
  Test Credentials


The Docker setup includes preconfigured test users:
PLAIN and SCRAM:
	test / secret
	alice / alice-secret
	admin / admin-secret

OAUTHBEARER:
	Uses unsecured validator (testing only)
	Accept any token with subject claim

Example test configuration:
# Test with PLAIN
config :kafka_ex,
  brokers: [{"localhost", 9192}],
  use_ssl: true,
  ssl_options: [verify: :verify_none],
  sasl: %{mechanism: :plain, username: "test", password: "secret"}

# Test with SCRAM-SHA-256
config :kafka_ex,
  brokers: [{"localhost", 9292}],
  use_ssl: true,
  ssl_options: [verify: :verify_none],
  sasl: %{
    mechanism: :scram,
    username: "test",
    password: "secret",
    mechanism_opts: %{algo: :sha256}
  }

  
    
  
  Security Considerations


	Always use SSL/TLS with PLAIN mechanism - plain text passwords must be encrypted in transit
	Use environment variables for credentials - never hardcode passwords
	SCRAM is preferred over PLAIN when both are available


  
    
  
  Minimum Kafka Versions


	PLAIN: Kafka 0.9.0+
	SCRAM: Kafka 0.10.2+
	SASL-Oauthbearer: Kafka 2.0+


  
    
  
  Testing with Different Mechanisms


# Test PLAIN authentication
config :kafka_ex,
  brokers: [{"localhost", 9192}],
  use_ssl: true,
  ssl_options: [verify: :verify_none],
  sasl: %{mechanism: :plain, username: "test", password: "secret"}

# Test SCRAM-SHA-256
config :kafka_ex,
  brokers: [{"localhost", 9292}],
  use_ssl: true,
  ssl_options: [verify: :verify_none],
  sasl: %{
    mechanism: :scram,
    username: "test",
    password: "secret",
    mechanism_opts: %{algo: :sha256}
  }

  
    
  
  OAUTHBEARER


config :kafka_ex,
  brokers: [{"localhost", 9394}],
  use_ssl: true,
  sasl: %{
    mechanism: :oauthbearer,
    mechanism_opts: %{
      token_provider: &MyOAuth.get_token/0,
      extensions: %{"traceId" => "trace-123"}  # Optional KIP-342 extensions
    }
  }

  
    
  
  Token Provider Requirements


The token_provider must be a 0-arity function that returns:
	{:ok, token} - where token is a non-empty binary string (typically a JWT)
	{:error, reason} - on failure

Important: The token provider is called once per connection, not cached by the library. Implement your own caching if needed:
defmodule MyOAuth do
  use Agent

  def start_link(_) do
    Agent.start_link(fn -> %{token: nil, expires: 0} end, name: __MODULE__)
  end

  def get_token() do
    now = System.os_time(:second)

    case Agent.get(__MODULE__, & &1) do
      %{token: token, expires: exp} when exp > now and token != nil ->
        {:ok, token}

      _ ->
        # Fetch new token from OAuth provider
        with {:ok, token} <- fetch_from_oauth_server(),
             {:ok, expires_in} <- parse_expiry(token) do
          Agent.update(__MODULE__, fn _ ->
            %{token: token, expires: now + expires_in - 60}  # 60s buffer
          end)
          {:ok, token}
        end
    end
  end

  defp fetch_from_oauth_server(), do: # Your implementation
  defp parse_expiry(token), do: # Extract exp from JWT
end

  
    
  
  Extensions (Optional)


Extensions are KIP-342 custom key-value pairs sent to the broker:
	Must be a map of %{string_key => string_value}
	Cannot use reserved name "auth"
	Example: %{"traceId" => "abc", "tenant" => "prod"}


  
    
  
  Configuration Summary



  
    
  
  Quick Reference


	Mechanism	Username/Password	mechanism_opts	TLS Required	Min Kafka
	PLAIN	✅ Required	None	✅ Yes	0.9.0+
	SCRAM	✅ Required	algo: :sha256|:sha512	⚠️ Recommended	0.10.2+
	OAUTHBEARER	❌ Not used	token_provider (required), extensions (optional)	⚠️ Recommended	2.0+
	MSK_IAM	❌ Not used	region (required), credential options	✅ Yes	MSK 2.7.1+


  
    
  
  Detailed Configuration


PLAIN
	Simplest mechanism using plain username/password
	CRITICAL: Must use SSL/TLS (validation enforces this)
	Format: Binary concatenation per RFC 4616

SCRAM-SHA-256 / SCRAM-SHA-512
	Secure challenge-response authentication (RFC 5802/7677)
	Default algorithm: :sha256
	Password never sent in cleartext (PBKDF2 key derivation)
	Usernames with = or , are automatically escaped
	Server signature validated to prevent MITM attacks

OAUTHBEARER
	Uses OAuth 2.0 bearer tokens (typically JWT)
	Token provider must be 0-arity function
	Library does NOT cache tokens - implement caching in provider
	Called once per connection
	Supports KIP-342 extensions for custom metadata

MSK_IAM
	AWS IAM authentication using SigV4 signatures
	Requires port 9098 (MSK IAM listener)
	Uses OAUTHBEARER wire protocol internally
	Credential auto-discovery via aws_credentials library
	Session tokens supported for temporary credentials


  
    
  
  AWS MSK IAM (msk_iam)


AWS MSK IAM authentication for Amazon MSK clusters using IAM credentials.
config :kafka_ex,
  brokers: [{"b-1.mycluster.kafka.us-east-1.amazonaws.com", 9098}],
  use_ssl: true,
  sasl: %{
    mechanism: :msk_iam,
    mechanism_opts: %{
      region: "us-east-1"
    }
  }

  
    
  
  Credentials Resolution


Credentials are resolved in order:
	credential_provider - custom 0-arity function returning {:ok, access_key, secret_key} or {:ok, access_key, secret_key, session_token}
	access_key_id + secret_access_key - explicit credentials in config
	aws_credentials - automatic discovery supporting:	Environment variables (AWS_ACCESS_KEY_ID, AWS_SECRET_ACCESS_KEY, AWS_SESSION_TOKEN)
	IRSA (IAM Roles for Service Accounts on EKS)
	Instance metadata (EC2, ECS task roles)
	Credential files (~/.aws/credentials)
	Web Identity Token (AWS_WEB_IDENTITY_TOKEN_FILE)




  
    
  
  Explicit Credentials


mechanism_opts: %{
  region: "us-east-1",
  access_key_id: System.get_env("AWS_ACCESS_KEY_ID"),
  secret_access_key: System.get_env("AWS_SECRET_ACCESS_KEY"),
  session_token: System.get_env("AWS_SESSION_TOKEN")
}

  
    
  
  Custom Credentials Provider


mechanism_opts: %{
  region: "us-east-1",
  credential_provider: fn ->
    {:ok, "AKIA...", "secret...", "session..."}
  end
}

  
    
  
  Dependencies


Add to mix.exs:
{:aws_signature, "~> 0.4"},   # SigV4 signing
{:aws_credentials, "~> 1.0"}  # credential discovery (IRSA, instance metadata, etc.)
aws_credentials is optional if you provide explicit credentials or a custom credential_provider.

  
    
  
  IAM Policy


{
  "Version": "2012-10-17",
  "Statement": [
    {
      "Effect": "Allow",
      "Action": ["kafka-cluster:Connect", "kafka-cluster:DescribeCluster"],
      "Resource": "arn:aws:kafka:us-east-1:123456789:cluster/my-cluster/*"
    },
    {
      "Effect": "Allow",
      "Action": ["kafka-cluster:*Topic*", "kafka-cluster:ReadData", "kafka-cluster:WriteData"],
      "Resource": "arn:aws:kafka:us-east-1:123456789:topic/my-cluster/*"
    },
    {
      "Effect": "Allow",
      "Action": ["kafka-cluster:AlterGroup", "kafka-cluster:DescribeGroup"],
      "Resource": "arn:aws:kafka:us-east-1:123456789:group/my-cluster/*"
    }
  ]
}

  
    
  
  Notes


	Port 9098 (not 9092/9094)
	Requires MSK with Kafka 2.7.1+
	Host is injected automatically from connection context for SigV4 signing


  
    
  
  Integration with Existing Code


SASL authentication is transparent to the rest of your KafkaEx usage:
# Once configured with SASL, use KafkaEx.API normally
{:ok, client} = KafkaEx.API.start_client()

{:ok, metadata} = KafkaEx.API.metadata(client)
{:ok, result} = KafkaEx.API.produce_one(client, "my-topic", 0, "message")
{:ok, messages} = KafkaEx.API.fetch(client, "my-topic", 0, 0)

  
    
  
  Troubleshooting



  
    
  
  Common Issues by Mechanism


PLAIN
	:plain_requires_tls - PLAIN authentication attempted without SSL/TLS enabled	Solution: Set use_ssl: true in configuration


	Connection refused - Wrong port or broker not listening	Solution: Verify port 9192 (test setup) or your configured PLAIN port


	Authentication failed - Invalid username/password	Solution: Check credentials match JAAS config on broker PLAIN listener



SCRAM
	Authentication failed - Invalid credentials or algorithm mismatch	Solution: Verify username/password and ensure :sha256 or :sha512 matches broker


	Invalid server nonce - Server nonce doesn't contain client nonce	Solution: Check broker SCRAM implementation (rare, likely broker bug)


	Invalid server signature - Server signature verification failed	Solution: Password mismatch or MITM attack detected


	Unsupported SCRAM algorithm - Broker doesn't support requested algorithm	Solution: Try :sha256 (more widely supported than :sha512)



OAUTHBEARER
	Token provider returns {:error, ...} - Token fetch failed	Solution: Fix token provider implementation or OAuth server issues


	Empty token string - Token provider returned empty string	Solution: Ensure token provider returns non-empty binary JWT


	Authentication failed - Broker rejected bearer token	Solution: Check token validity, expiration, and broker OAuth configuration



MSK_IAM
	:no_credentials - No AWS credentials found	Solution: Set AWS_ACCESS_KEY_ID/AWS_SECRET_ACCESS_KEY or configure IAM role


	Connection timeout - Cannot reach MSK broker	Solution: Check security groups allow port 9098 from client


	Authentication failed - IAM credentials invalid or insufficient permissions	Solution: Verify IAM policy includes kafka-cluster:Connect action


	Invalid region - Region format incorrect	Solution: Use valid AWS region string (e.g., "us-east-1")


	SigV4 signing failure - AWS signature generation failed	Solution: Check aws_signature dependency and credential format




  
    
  
  General Errors


	:unsupported_sasl_mechanism - Broker doesn't support requested mechanism	Solution: Check broker configuration and Kafka version compatibility


	:illegal_sasl_state - Protocol state error during authentication	Solution: Rare, indicates protocol implementation issue


	:correlation_mismatch - Request/response pairing issue	Solution: Should not occur in normal operation, file bug report


	SSL handshake error - TLS negotiation failed	Solution: Verify SSL certificates or use verify: :verify_none for testing (NOT production)




  
    
  
  Debugging Tips


	Enable Debug Logging
config :logger, level: :debug
This shows SASL protocol messages and authentication flow.

	Verify Broker Configuration
	Check Kafka server.properties for listener configuration
	Verify JAAS config file has user credentials for PLAIN/SCRAM
	Check security.inter.broker.protocol setting


	Test with kafka-console-producer
kafka-console-producer --bootstrap-server localhost:9192 \
  --topic test \
  --producer.config client-plain.properties

If this works, issue is in KafkaEx configuration.

	Verify User Exists in Kafka
# For SCRAM users
kafka-configs --bootstrap-server localhost:9092 \
  --describe --entity-type users --entity-name alice


	Check MSK IAM Policy
	Ensure kafka-cluster:Connect is allowed
	Verify cluster ARN matches your MSK cluster
	Check IAM role/user has policy attached




  
    
  
  Implementation Details


Authentication happens during socket creation:
	Blocking operation during KafkaEx.API.start_client/1
	Occurs after SSL/TLS handshake (if use_ssl: true)
	Failures prevent client from starting
	Re-authentication happens automatically on connection loss

Packet mode switching:
	Initial auth uses raw socket mode
	After successful auth, switches to length-prefixed mode (:packet, 4)

Correlation IDs:
	Used internally to match requests with responses
	Mismatches indicate protocol errors (should not happen)


  
    
  
  Advanced: Custom Authentication


For OAuth or custom mechanisms, implement the KafkaEx.Auth.Mechanism behaviour:
defmodule MyAuth do
  @behaviour KafkaEx.Auth.Mechanism

  def mechanism_name(_), do: "OAUTHBEARER"

  def authenticate(config, send_fun) do
    # Custom authentication logic
    :ok
  end
end

  
    
  
  Implementation Notes



  
    
  
  Version Compatibility


The SASL implementation handles different Kafka versions appropriately:
	Kafka 0.9.x: Skips API versions call (not supported)
	Kafka 0.10.0-0.10.1: Queries API versions, supports PLAIN only
	Kafka 0.10.2+: Full support including SCRAM mechanisms


  
    
  
  Technical Details


	Authentication occurs immediately after socket creation
	The implementation handles packet mode switching between raw and length-prefixed formats
	Correlation IDs are used to match requests with responses
	Server signatures are validated in SCRAM authentication
	Passwords are never logged and are redacted in inspect output




  

    
KafkaEx Changelog
    


  
    
  
  1.0.0-rc.1 - 2026-02-15



  
    
  
  Breaking Changes


	Removed legacy server implementations (Server0P8P0, Server0P8P2, Server0P9P0, Server0P10AndLater)
	Removed kafka_version configuration option - Kayrock is now the only implementation
	Kayrock is now the default and only client implementation
	Module reorganization:	KafkaEx.GenConsumer → KafkaEx.Consumer.GenConsumer
	KafkaEx.ConsumerGroup → KafkaEx.Consumer.ConsumerGroup
	KafkaEx.New.Kafka.* → KafkaEx.Messages.*
	KafkaEx.New.Client → KafkaEx.Client
	KafkaEx.New.KafkaExAPI → KafkaEx.API




  
    
  
  Added


	KafkaEx.API module as primary API with explicit client-based functions
	Automatic API version negotiation with Kafka brokers
	Full message headers support
	SASL authentication support (PLAIN, SCRAM-SHA-256, SCRAM-SHA-512, OAUTHBEARER, MSK_IAM)
	Telemetry support for request lifecycle monitoring and observability
	Heartbeat API (v0-v4) with full version support
	LeaveGroup API (v0-v4) with full version support
	SyncGroup API (v0-v4) with full version support
	Graceful shutdown for GenConsumer
	Compression support (gzip, snappy, lz4, zstd)


  
    
  
  Changed


	All functions now use Kayrock for protocol handling
	Improved error handling with structured errors (KafkaEx.Client.Error)
	Codebase reorganized by domain (cluster, client, consumer, producer, messages)
	Test structure reorganized to match new module organization


  
    
  
  Removed


	Legacy KafkaEx.produce/4 and KafkaEx.fetch/3 - use KafkaEx.API functions
	KafkaEx.Server0P8P0, KafkaEx.Server0P8P2, KafkaEx.Server0P9P0, KafkaEx.Server0P10AndLater
	kafka_version configuration option
	Legacy snappy-erlang-nif dependency (snappyer is now the default)


  
    
  
  Migration


See UPGRADING.md for detailed migration instructions.


  
    
  
  0.14



  
    
  
  Fixes


	Multiple Github Action Fixes
	Fix deprecation warnings with Bitwise usage
	Fix deprecation warnings with Config
	Fix deprecation warnings with Stacktrace


  
    
  
  Features


	Added describe_groups API


  
    
  
  Breaking Changes


	Set minimal version of elixir to 1.8


  
    
  
  0.13


	  Support Snappyer 2
	  Continuous integration: replace CircleCI
	  Using the Kayrock client: take into account the api_version when retrieving offsets to fetch messages.
	  Update metadata before topic creation to make sure it connects to a  controller broker.
	  Support record headers.


  
    
  
  0.12.1


Increases the version of ex_doc to allow publishing
Includes all the 0.12.0 changes.

  
    
  
  0.12.0


NOTE: not released due to issues with ex_doc.

  
    
  
  Breaking Changes


	  Drop support for Elixir 1.5


  
    
  
  Features


	  Allow passthrough of ssl_options when starting a consumer or consumer group (#413)
	  Allow GenConsumer callbacks to return :stop - allows graceful shutdown of consumers (#424)


  
    
  
  Bugfixes



  
    
  
  Misc


	  Use Dynamic Supervisor rather than simple_one_for_one - fixes warnings on newer elixir versions (#418)
	  Update to Kayrock 0.1.12 - fix compile warnings (#419)
	  Tests pass the first time more often now (#420)
	  Fix deprecation warning about Supervisor.terminate_child (#430)
	  Remove Coveralls - was not being used, caused test failures (#423)


  
    
  
  PRs Included


	  #413
	  #418
	  #419
	  #420
	  #430
	  #423
	  #424


  
    
  
  0.11.0


KafkaEx 0.11.0 is a large improvement to KafkaEx that sees the introduction of the Kayrock client, numerous stability fixes, and a critical fix that eliminates double-consuming messages when experiencing network failures under load.

  
    
  
  Breaking changes


	  Drop support for Elixir < 1.5
	  Partitioner has been fixed to match the behavior of the Java client. This will cause key assignment to differ. To keep the old behavior, use the KafkaEx.LegacyPartitioner module. (#399)


  
    
  
  Fixes


	  Numerous fixes to error handling especially for networking connections (#347, #351 )
	  Metadata is refreshed after topic create/delete(#349)
	  Compression actually works for producing now 😬  (#362)
	  Don't crash when throttled by quotas (#402)
	  Default partitioner works the same way as the Java client now (#399)
	  When fetching metadata for a subset of topics, don't remove the metadata for the unfetched topics. (#409)


  
    
  
  Improvements


	  Any GenServer can be used as a KafkaEx.GenConsumer (#339)
	  Can specify wait time before attempting reconnect (#347)
	  KafkaEx.stream/3 now uses the KafkaEx.Server interface, which inherits the sync_timeout setting. This avoids timeouts when sync_timeout needs to be greater than default. (#354)
	  KafkaEx can now use Kayrock as the client implementation. This is a large change, and is pushing toward the improvements we want in 1.0 to allow the library to easily support new versions of the Kafka protocol. (#356, #359, #364, #366, #367, #369, #370, #374, #375, #377, #379, #387,  #406, #408) 
	  KafkaEx.Protocol.Fetch.Message includes the topic and partition, allowing consumers to know which topic and partition they consumed from.
	  Add KafkaEx.start_link_worker/1-2 to start a working and link it to the current process.
	  Allow setting the client_id for the application - supports better monitoring, debugging, and quotas. (#388)
	  Send metadata requests to a random broker rather than the same one each time (#395)
	  Retry joining a consumer group 6 times rather than failing (#375, #403)

Kayrock client
See Kayrock and the Future of KafkaEx
Note that the Kayrock implementation doesn't support Kafka < 0.11
Improvements over default client:
	  Can specify message API versions for the KafkaEx.stream/3 API
	  Can specify message API versions for the consumer group API - NOTE that if you specify OffsetCommit API version >= 2, it will attempt to store the offsets in kafka, which will have no data about the topic unless you migrate the data. This could result in losing or reprocessing data. Migration can be done out of band, or can be done via the appropriate API calls within KafkaEx.
	  Allow specifying OffsetCommit API version in KafkaEx.fetch


  
    
  
  Misc


	  Test suite uses KafkaEx 0.11 now in preparation for fully supporting Kafka API versions.
	  KafkaEx.Protocol.Produce cleaned up (#380) 
	  Documentation improvements (#383, #384)
	  Test against Elixir 1.9 (#394)
	  Use OTP 22.3.3+ for OTP 22.2 testing to avoid SSL bug. (#405)


  
    
  
  0.10.0



  
    
  
  Features


	  Allow passing in state to a KafkaEx.GenConsumer by defining a KafkaEx.GenConsumer.init/3 callback. Adds a default implementation of init/3 to ensure backward compatibility. -- @mtrudel 
	  Support DeleteTopics API for Kafka 0.10+ -- @jbruggem 
	  Add a default partitioner using murmur2 hashing when key is provided, or random partitioning otherwise. Use the KafkaEx.Partitioner behaviour to define a different partitioner, and enable it by adding it to the partitioner configuration setting.


  
    
  
  Misc


	  Lots of documentation fixes
	  Fixing elixir 1.8 compile warnings


  
    
  
  PRs Included:


	  #343
	  #338
	  #337
	  #335
	  #329
	  #333
	  #331


  
    
  
  Previous Versions


See the releases for change notes.



  

    
Contributing
    

Thank you for contributing to KafkaEx!

  
    
  
  Getting Started


	Fork, then clone the repo: git clone git@github.com:your-username/kafka_ex.git
	Create a feature branch: git checkout -b feature_branch
	Make your changes
	Ensure all tests and checks pass (see below)
	Push your feature branch: git push origin feature_branch
	Submit a pull request with your feature branch


  
    
  
  Requirements


	Elixir: 1.14+
	Erlang OTP: 24+
	Docker: Required for integration tests


  
    
  
  Testing



  
    
  
  Unit Tests (Fastest - No Kafka Required)


Run unit tests that don't require a Kafka cluster:
mix test.unit


  
    
  
  Code Quality Checks (Required for All PRs)


Before submitting a PR, ensure all static checks pass:
# Check code formatting
mix format --check-formatted

# Run linter
mix credo --strict

# Type checking
mix dialyzer

# Strict compilation (no warnings)
mix compile --warnings-as-errors

To automatically format your code:
mix format


  
    
  
  Integration Tests (Requires Docker)


Integration tests require a running Kafka cluster. Start the test cluster:
./scripts/docker_up.sh

Run all integration tests:
mix test.integration

Or run specific test categories:
mix test --only consumer_group
mix test --only produce
mix test --only consume
mix test --only auth
mix test --only lifecycle


  
    
  
  SASL Authentication Tests


To run SASL/authentication tests:
mix test --include sasl


  
    
  
  Chaos Tests (Network Resilience)


Chaos tests verify behavior under network failures and require Docker + Testcontainers:
ENABLE_TESTCONTAINERS=true mix test.chaos


  
    
  
  Full Test Suite


To run the complete test suite (unit + integration):
./scripts/docker_up.sh
mix test


  
    
  
  Test Aliases


The project defines convenient test aliases:
	mix test.unit - Unit tests only (no Kafka required)
	mix test.integration - All integration tests (requires Docker)
	mix test.chaos - Network resilience tests (requires Docker + Testcontainers)
	mix test - Full test suite


  
    
  
  Pull Request Checklist


Before submitting your PR, verify:
	[ ] mix test.unit passes
	[ ] mix format --check-formatted passes
	[ ] mix credo --strict passes
	[ ] mix dialyzer passes
	[ ] mix test.integration passes (with Docker running)
	[ ] Code is documented where appropriate
	[ ] CHANGELOG.md updated for significant changes
	[ ] No deprecation warnings


  
    
  
  Code Style


	Follow standard Elixir formatting (mix format)
	Use descriptive variable and function names
	Add documentation for public functions
	Keep functions small and focused
	Add typespecs for public APIs


  
    
  
  Commit Messages


	Use clear, descriptive commit messages
	Reference issue numbers where applicable (#123)
	Use present tense ("Add feature" not "Added feature")


  
    
  
  Getting Help


	GitHub Issues: https://github.com/kafkaex/kafka_ex/issues
	Slack: #kafkaex on elixir-lang.slack.com (request invite)

Thank you for your contributions!



  

    
Upgrading to KafkaEx 1.0
    


  
    
  
  Overview


KafkaEx 1.0 brings a cleaner API, removes legacy code, and uses Kayrock as the sole protocol implementation. 
This guide helps you migrate from KafkaEx 0.x.

  
    
  
  Breaking Changes



  
    
  
  Removed Legacy Servers


The following server implementations have been removed:
	KafkaEx.Server0P8P0
	KafkaEx.Server0P8P2
	KafkaEx.Server0P9P0
	KafkaEx.Server0P10AndLater

Kayrock is now the only implementation, providing automatic API version negotiation.

  
    
  
  Configuration Changes


Removed options:
	kafka_version - No longer needed; the client automatically negotiates versions

Update your config:
# Before (0.x)
config :kafka_ex,
  kafka_version: "kayrock",
  brokers: [{"localhost", 9092}]

# After (1.0)
config :kafka_ex,
  brokers: [{"localhost", 9092}]

  
    
  
  Module Reorganization


Modules have been reorganized by domain:
	Old Module	New Module
	KafkaEx.GenConsumer	KafkaEx.Consumer.GenConsumer
	KafkaEx.ConsumerGroup	KafkaEx.Consumer.ConsumerGroup
	KafkaEx.New.Client	KafkaEx.Client
	KafkaEx.New.KafkaExAPI	KafkaEx.API
	KafkaEx.New.Kafka.*	KafkaEx.Messages.*


  
    
  
  API Changes


New explicit client API:
# Before (0.x) - implicit worker
KafkaEx.produce("topic", 0, "message")
KafkaEx.fetch("topic", 0, 0)  # offset is positional

# After (1.0) - explicit client
{:ok, client} = KafkaEx.API.start_client(brokers: [{"localhost", 9092}])
{:ok, _} = KafkaEx.API.produce(client, "topic", 0, [%{value: "message"}])
{:ok, result} = KafkaEx.API.fetch(client, "topic", 0, 0)

  
    
  
  GenConsumer Changes


# Before (0.x)
defmodule MyConsumer do
  use KafkaEx.GenConsumer
  # ...
end

# After (1.0)
defmodule MyConsumer do
  use KafkaEx.Consumer.GenConsumer
  # ...
end

  
    
  
  ConsumerGroup Changes


# Before (0.x)
KafkaEx.ConsumerGroup.start_link(
MyConsumer, "my-group", ["topic"],
  # ...
)

# After (1.0)
KafkaEx.Consumer.ConsumerGroup.start_link(
  MyConsumer, "my-group", ["topic"],
  # ...
)

  
    
  
  Migration Checklist


	[ ] Remove kafka_version from config
	[ ] Update KafkaEx.GenConsumer to KafkaEx.Consumer.GenConsumer (required - code will not compile)
	[ ] Update KafkaEx.ConsumerGroup to KafkaEx.Consumer.ConsumerGroup (required - code will not compile)
	[ ] Update code to use KafkaEx.API functions (optional but recommended)
	[ ] Update any references to KafkaEx.New.* modules
	[ ] Run tests and fix deprecation warnings
	[ ] Verify with your Kafka cluster

Important: Old module names (KafkaEx.GenConsumer, KafkaEx.ConsumerGroup, etc.) are not aliased. Code using old module names will fail to compile immediately. All references must be updated.

  
    
  
  New Features in 1.0



  
    
  
  Explicit Client API


The new KafkaEx.API module provides explicit, client-based functions:
{:ok, client} = KafkaEx.API.start_client(brokers: [{"localhost", 9092}])

# Produce
{:ok, metadata} = KafkaEx.API.produce_one(client, "topic", 0, "value")

# Fetch
{:ok, result} = KafkaEx.API.fetch(client, "topic", 0, 0)

# Offsets
{:ok, offset} = KafkaEx.API.latest_offset(client, "topic", 0)
{:ok, _} = KafkaEx.API.commit_offset(client, "group", "topic", [%{partition_num: 0, offset: offset}])

# Topic management
{:ok, _} = KafkaEx.API.create_topic(client, "new-topic", num_partitions: 3)

  
    
  
  Automatic API Version Negotiation


No need to configure Kafka versions - the client automatically negotiates the best API version with your brokers.

  
    
  
  Telemetry & Observability


Built-in telemetry support for monitoring connections, requests, and consumer operations:
:telemetry.attach(
  "kafka-handler",
  [:kafka_ex, :request, :stop],
  &MyApp.handle_event/4,
  nil
)
See README.md for complete event reference and setup examples.

  
    
  
  Compression Support


Support for multiple compression formats on a per-request basis:
# Gzip compression (built-in)
{:ok, _} = KafkaEx.API.produce(client, "topic", 0, messages, compression: :gzip)

# Supported: :gzip, :snappy, :lz4, :zstd
See README.md for details on all compression formats.

  
    
  
  SASL Authentication


Full SASL support including PLAIN, SCRAM-SHA-256/512, OAUTHBEARER, and AWS MSK IAM:
# SCRAM example
config :kafka_ex,
  brokers: [{"localhost", 9292}],
  use_ssl: true,
  sasl: %{
    mechanism: :scram,
    username: "user",
    password: "pass",
    mechanism_opts: %{algo: :sha256}
  }
See AUTH.md for complete configuration examples for all authentication mechanisms.

  
    
  
  Getting Help


	GitHub Issues: https://github.com/kafkaex/kafka_ex/issues
	Slack: #kafkaex on elixir-lang.slack.com




  

    
KafkaEx 
    



      
KafkaEx Application and Worker Management
This module handles application lifecycle and worker management for KafkaEx.
For Kafka operations (produce, fetch, etc.), use KafkaEx.API.

  
    
  
  Usage


Start a client for Kafka operations:
{:ok, client} = KafkaEx.API.start_client()
{:ok, offset} = KafkaEx.API.produce_one(client, "topic", 0, "message")
Or use the KafkaEx.API behaviour in your own module:
defmodule MyApp.Kafka do
  use KafkaEx.API, client: MyApp.KafkaClient
end

MyApp.Kafka.produce_one("topic", 0, "message")

  
    
  
  Worker-based API (Legacy)


You can also create named workers under the KafkaEx supervisor:
{:ok, pid} = KafkaEx.create_worker(:my_worker)
{:ok, offset} = KafkaEx.API.produce_one(:my_worker, "topic", 0, "message")

      


      
        Summary


  
    Types
  


    
      
        ssl_options()

      


    


    
      
        uri()

      


    


    
      
        worker_init()

      


    


    
      
        worker_setting()

      


    





  
    Functions
  


    
      
        build_worker_options(worker_init)

      


        Builds worker options by merging with application config defaults.



    


    
      
        consumer_group(worker \\ Config.default_worker())

      


        Returns the consumer group name for the given worker.



    


    
      
        create_worker(name, worker_init \\ [])

      


        Creates a KafkaEx worker under the application supervisor.



    


    
      
        start_link_worker(name, worker_init \\ [])

      


        Starts and links a worker outside of a supervision tree.



    


    
      
        stop_worker(worker)

      


        Stops a worker created with create_worker/2.



    


    
      
        valid_consumer_group?(b)

      


        Returns true if the input is a valid consumer group or :no_consumer_group.



    





      


      
        Types

        


  
    
      
      Link to this type
    
    ssl_options()


      
       
       View Source
     


  


  

      

          @type ssl_options() :: [
  cacertfile: binary(),
  certfile: binary(),
  keyfile: binary(),
  password: binary()
]


      



  



  
    
      
      Link to this type
    
    uri()


      
       
       View Source
     


  


  

      

          @type uri() :: [{binary() | [char()], number()}]


      



  



  
    
      
      Link to this type
    
    worker_init()


      
       
       View Source
     


  


  

      

          @type worker_init() :: [worker_setting()]


      



  



  
    
      
      Link to this type
    
    worker_setting()


      
       
       View Source
     


  


  

      

          @type worker_setting() ::
  {:uris, uri()}
  | {:consumer_group, binary() | :no_consumer_group}
  | {:metadata_update_interval, non_neg_integer()}
  | {:consumer_group_update_interval, non_neg_integer()}
  | {:ssl_options, ssl_options()}
  | {:auth, KafkaEx.Auth.Config.t() | nil}
  | {:initial_topics, [binary()]}


      



  


        

      

      
        Functions

        


  
    
      
      Link to this function
    
    build_worker_options(worker_init)


      
       
       View Source
     


  


  

      

          @spec build_worker_options(worker_init()) ::
  {:ok, worker_init()} | {:error, :invalid_consumer_group}


      


Builds worker options by merging with application config defaults.
Returns {:error, :invalid_consumer_group} if consumer group is invalid.

  



    

  
    
      
      Link to this function
    
    consumer_group(worker \\ Config.default_worker())


      
       
       View Source
     


  


  

      

          @spec consumer_group(atom() | pid()) :: binary() | :no_consumer_group


      


Returns the consumer group name for the given worker.
Worker may be an atom or pid. Uses the default worker if not specified.

  



    

  
    
      
      Link to this function
    
    create_worker(name, worker_init \\ [])


      
       
       View Source
     


  


  

      

          @spec create_worker(atom(), worker_init()) :: Supervisor.on_start_child()


      


Creates a KafkaEx worker under the application supervisor.

  
    
  
  Options


	consumer_group: Name of the consumer group, :no_consumer_group for none
	uris: List of brokers as {"host", port} tuples
	metadata_update_interval: Metadata refresh interval in ms (default: 30000)
	consumer_group_update_interval: Consumer group refresh interval in ms (default: 30000)
	use_ssl: Enable SSL connections (default: false)
	ssl_options: SSL options (see Erlang ssl docs)
	auth: SASL authentication config (see KafkaEx.Auth.Config)


  
    
  
  Example


{:ok, pid} = KafkaEx.create_worker(:my_worker)
{:ok, pid} = KafkaEx.create_worker(:my_worker, uris: [{"localhost", 9092}])

  



    

  
    
      
      Link to this function
    
    start_link_worker(name, worker_init \\ [])


      
       
       View Source
     


  


  

      

          @spec start_link_worker(atom(), [worker_setting() | {:server_impl, module()}]) ::
  GenServer.on_start()


      


Starts and links a worker outside of a supervision tree.
Takes the same arguments as create_worker/2 plus:
	server_impl - The GenServer module for the client (default: KafkaEx.Client)


  



  
    
      
      Link to this function
    
    stop_worker(worker)


      
       
       View Source
     


  


  

      

          @spec stop_worker(atom() | pid()) ::
  :ok | {:error, :not_found} | {:error, :simple_one_for_one}


      


Stops a worker created with create_worker/2.
Returns :ok on success or {:error, reason} on failure.

  



  
    
      
      Link to this function
    
    valid_consumer_group?(b)


      
       
       View Source
     


  


  

      

          @spec valid_consumer_group?(any()) :: boolean()


      


Returns true if the input is a valid consumer group or :no_consumer_group.

  


        

      



  

    
KafkaEx.API 
    



      
The primary Kafka client API for KafkaEx v1.0+
This module provides two ways to interact with Kafka:

  
    
  
  Direct API Usage


All functions take a client pid as the first argument:
{:ok, client} = KafkaEx.API.start_client()

# Produce a message
{:ok, metadata} = KafkaEx.API.produce(client, "my-topic", 0, [%{value: "hello"}])

# Fetch messages
{:ok, fetch_result} = KafkaEx.API.fetch(client, "my-topic", 0, 0)

  
    
  
  Using via use KafkaEx.API


You can also use this module in your own module to get API functions
that automatically use a configured client:
defmodule MyApp.Kafka do
  use KafkaEx.API

  # Override client/0 to return your client pid
  def client do
    MyApp.KafkaClient  # a named client
  end
end

# Now call without passing client:
{:ok, metadata} = MyApp.Kafka.produce("my-topic", 0, [%{value: "hello"}])

  
    
  
  Options for use


	:client - A module, atom, or function that returns the client pid.
If not provided, you must implement client/0 in your module.

Example with static client name:
defmodule MyApp.Kafka do
  use KafkaEx.API, client: MyApp.KafkaClient
end
Example with dynamic client lookup:
defmodule MyApp.Kafka do
  use KafkaEx.API

  def client do
    Process.whereis(:my_kafka_client) || raise "Client not started"
  end
end
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    Types
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        error_atom()

      


    


    
      
        generation_id()

      


    


    
      
        member_id()

      


    


    
      
        node_id()

      


    


    
      
        offset_val()

      


    


    
      
        opts()

      


    


    
      
        partition_id()

      


    


    
      
        partition_id_request()

      


    


    
      
        partition_offset_commit_request()

      


    


    
      
        partition_offset_request()

      


    


    
      
        timestamp_request()

      


    


    
      
        topic_name()

      


    





  
    Functions
  


    
      
        api_versions(client, opts \\ [])

      


        Fetch API versions supported by the Kafka broker.



    


    
      
        child_spec(opts)

      


        Returns a child specification for starting a client under a supervisor.



    


    
      
        cluster_metadata(client)

      


        Returns the cluster metadata from the given client.



    


    
      
        commit_offset(client, consumer_group, topic, partitions, opts \\ [])

      


        Commit offsets for a consumer group.



    


    
      
        correlation_id(client)

      


        Returns the current correlation id for the given client.



    


    
      
        create_topic(client, topic_name, opts \\ [])

      


        Creates a single topic with the given configuration.



    


    
      
        create_topics(client, topics, timeout, opts \\ [])

      


        Creates one or more topics in the Kafka cluster.



    


    
      
        delete_topic(client, topic_name, opts \\ [])

      


        Deletes a single topic from the Kafka cluster.



    


    
      
        delete_topics(client, topics, timeout, opts \\ [])

      


        Deletes topics from the Kafka cluster.



    


    
      
        describe_group(client, consumer_group_name, opts \\ [])

      


        Sends a request to describe a group identified by its name.



    


    
      
        earliest_offset(client, topic, partition_id, opts \\ [])

      


        Fetch the earliest offset for a given partition.



    


    
      
        fetch(client, topic, partition, offset, opts \\ [])

      


        Fetch records from a Kafka topic partition.



    


    
      
        fetch_all(client, topic, partition, opts \\ [])

      


        Fetch all available records from a topic partition.



    


    
      
        fetch_committed_offset(client, consumer_group, topic, partitions, opts \\ [])

      


        Fetch committed offsets for a consumer group.



    


    
      
        find_coordinator(client, group_id, opts \\ [])

      


        Find the coordinator broker for a consumer group or transaction.



    


    
      
        heartbeat(client, consumer_group, member_id, generation_id, opts \\ [])

      


        Send a heartbeat to a consumer group coordinator.



    


    
      
        join_group(client, consumer_group, member_id, opts \\ [])

      


        Join a consumer group.



    


    
      
        latest_offset(client, topic, partition_id, opts \\ [])

      


        Fetch the latest offset for a given partition.



    


    
      
        leave_group(client, consumer_group, member_id, opts \\ [])

      


        Leave a consumer group.



    


    
      
        list_offsets(client, list, opts \\ [])

      


        Returns list of Offsets per topic per partition.



    


    
      
        metadata(client, opts \\ [])

      


        Fetch metadata from Kafka brokers.



    


    
      
        metadata(client, topics, opts)

      


        Fetch metadata for specific topics.



    


    
      
        produce(client, topic, partition, messages, opts \\ [])

      


        Produce messages to a Kafka topic partition.



    


    
      
        produce_one(client, topic, partition, value, opts \\ [])

      


        Produce a single message to a Kafka topic partition.



    


    
      
        set_consumer_group_for_auto_commit(client, consumer_group)

      


        Set the consumer group name that will be used by the given client for
autocommit.



    


    
      
        start_client(opts \\ [])

      


        Start a new Kafka client.



    


    
      
        sync_group(client, consumer_group, generation_id, member_id, opts \\ [])

      


        Synchronize consumer group state.



    


    
      
        topics_metadata(client, topics, allow_topic_creation \\ false)

      


        Get topic metadata for the given topics.



    





      


      
        Types

        


  
    
      
      Link to this type
    
    client()


      
       
       View Source
     


  


  

      

          @type client() :: GenServer.server()


      



  



  
    
      
      Link to this type
    
    consumer_group_name()


      
       
       View Source
     


  


  

      

          @type consumer_group_name() :: KafkaEx.Support.Types.consumer_group_name()


      



  



  
    
      
      Link to this type
    
    correlation_id()


      
       
       View Source
     


  


  

      

          @type correlation_id() :: non_neg_integer()


      



  



  
    
      
      Link to this type
    
    error_atom()


      
       
       View Source
     


  


  

      

          @type error_atom() :: atom()


      



  



  
    
      
      Link to this type
    
    generation_id()


      
       
       View Source
     


  


  

      

          @type generation_id() :: non_neg_integer()


      



  



  
    
      
      Link to this type
    
    member_id()


      
       
       View Source
     


  


  

      

          @type member_id() :: binary()


      



  



  
    
      
      Link to this type
    
    node_id()


      
       
       View Source
     


  


  

      

          @type node_id() :: non_neg_integer()


      



  



  
    
      
      Link to this type
    
    offset_val()


      
       
       View Source
     


  


  

      

          @type offset_val() :: KafkaEx.Support.Types.offset()


      



  



  
    
      
      Link to this type
    
    opts()


      
       
       View Source
     


  


  

      

          @type opts() :: Keyword.t()


      



  



  
    
      
      Link to this type
    
    partition_id()


      
       
       View Source
     


  


  

      

          @type partition_id() :: KafkaEx.Support.Types.partition()


      



  



  
    
      
      Link to this type
    
    partition_id_request()


      
       
       View Source
     


  


  

      

          @type partition_id_request() :: %{partition_num: partition_id()}


      



  



  
    
      
      Link to this type
    
    partition_offset_commit_request()


      
       
       View Source
     


  


  

      

          @type partition_offset_commit_request() :: %{
  partition_num: partition_id(),
  offset: offset_val()
}


      



  



  
    
      
      Link to this type
    
    partition_offset_request()


      
       
       View Source
     


  


  

      

          @type partition_offset_request() :: %{
  partition_num: partition_id(),
  timestamp: timestamp_request()
}


      



  



  
    
      
      Link to this type
    
    timestamp_request()


      
       
       View Source
     


  


  

      

          @type timestamp_request() :: KafkaEx.Support.Types.timestamp_request()


      



  



  
    
      
      Link to this type
    
    topic_name()


      
       
       View Source
     


  


  

      

          @type topic_name() :: KafkaEx.Support.Types.topic()


      



  


        

      

      
        Functions

        


    

  
    
      
      Link to this function
    
    api_versions(client, opts \\ [])


      
       
       View Source
     


  


  

      

          @spec api_versions(client(), opts()) ::
  {:ok, KafkaEx.Messages.ApiVersions.t()} | {:error, error_atom()}


      


Fetch API versions supported by the Kafka broker.
Queries the broker to discover which Kafka API versions it supports.
This enables the client to negotiate compatible API versions for all operations.
The response includes the minimum and maximum supported versions for each Kafka API,
identified by their API key.

  
    
  
  Examples


{:ok, versions} = KafkaEx.API.api_versions(client)

  



  
    
      
      Link to this function
    
    child_spec(opts)


      
       
       View Source
     


  


  

      

          @spec child_spec(opts()) :: Supervisor.child_spec()


      


Returns a child specification for starting a client under a supervisor.

  
    
  
  Examples


children = [
  {KafkaEx.API, name: MyApp.KafkaClient, brokers: [{"localhost", 9092}]}
]

Supervisor.start_link(children, strategy: :one_for_one)

  



  
    
      
      Link to this function
    
    cluster_metadata(client)


      
       
       View Source
     


  


  

      

          @spec cluster_metadata(client()) :: {:ok, KafkaEx.Cluster.ClusterMetadata.t()}


      


Returns the cluster metadata from the given client.
This returns the cluster metadata currently cached in the client's state.
It does not make a network request to Kafka. If you need fresh metadata,
use metadata/2 or metadata/3 instead.

  
    
  
  Examples


{:ok, cluster_metadata} = KafkaEx.API.cluster_metadata(client)

  



    

  
    
      
      Link to this function
    
    commit_offset(client, consumer_group, topic, partitions, opts \\ [])


      
       
       View Source
     


  


  

      

          @spec commit_offset(
  client(),
  consumer_group_name(),
  topic_name(),
  [partition_offset_commit_request()],
  opts()
) :: {:ok, [KafkaEx.Messages.Offset.t()]} | {:error, error_atom()}


      


Commit offsets for a consumer group.
Stores the committed offsets for the specified topic/partition(s) for a
consumer group. This is used for manual offset management and consumer
group coordination.

  
    
  
  Examples


partitions = [%{partition_num: 0, offset: 100}]
{:ok, result} = KafkaEx.API.commit_offset(client, "my-group", "my-topic", partitions)

  



  
    
      
      Link to this function
    
    correlation_id(client)


      
       
       View Source
     


  


  

      

          @spec correlation_id(client()) :: {:ok, correlation_id()}


      


Returns the current correlation id for the given client.

  



    

  
    
      
      Link to this function
    
    create_topic(client, topic_name, opts \\ [])


      
       
       View Source
     


  


  

      

          @spec create_topic(client(), topic_name(), opts()) ::
  {:ok, KafkaEx.Messages.CreateTopics.t()} | {:error, error_atom()}


      


Creates a single topic with the given configuration.
This is a convenience function that wraps create_topics/4 for creating a single topic.

  
    
  
  Parameters


	client - The client pid
	topic_name - The name of the topic to create
	opts - Keyword list with:	:num_partitions - Number of partitions (default: -1 for broker default)
	:replication_factor - Replication factor (default: -1 for broker default)
	:config_entries - Topic configuration entries (default: [])
	:timeout - Request timeout in milliseconds (default: 10_000)
	:validate_only - If true, only validate (V1+, default: false)
	:api_version - API version to use (default: 1)




  
    
  
  Examples


# Create with defaults
{:ok, result} = KafkaEx.API.create_topic(client, "my-topic")

# Create with specific configuration
{:ok, result} = KafkaEx.API.create_topic(client, "my-topic",num_partitions: 6, replication_factor: 3, timeout: 30_000)

  



    

  
    
      
      Link to this function
    
    create_topics(client, topics, timeout, opts \\ [])


      
       
       View Source
     


  


  

      

          @spec create_topics(client(), list(), non_neg_integer(), opts()) ::
  {:ok, KafkaEx.Messages.CreateTopics.t()} | {:error, error_atom()}


      


Creates one or more topics in the Kafka cluster.

  
    
  
  Parameters


	client - The client pid

	topics - List of topic configurations, each being a keyword list or map with:
	:topic - Topic name (required)
	:num_partitions - Number of partitions (default: -1 for broker default)
	:replication_factor - Replication factor (default: -1 for broker default)
	:replica_assignment - Manual replica assignment (default: [])
	:config_entries - Topic configuration entries as {name, value} tuples (default: [])


	timeout - Request timeout in milliseconds (required)

	opts - Optional keyword list with:
	:validate_only - If true, only validate without creating topics (V1+, default: false)
	:api_version - API version to use (default: 1)


  
    
  
  Examples


Create a topic with broker defaults
 = KafkaEx.API.create_topics(client, [[topic: "my-topic"]], 10_000)
Create a topic with custom configuration
 = KafkaEx.API.create_topics(client, [
  [
topic: "my-topic",
num_partitions: 3,
replication_factor: 2,
config_entries: [
  {"cleanup.policy", "compact"},
  {"retention.ms", "86400000"}
]
  ]
], 10_000)
Validate only (V1+)
 = KafkaEx.API.create_topics(client, [
  [topic: "my-topic", num_partitions: 3]
], 10_000, validate_only: true)
Check results
if CreateTopics.success?(result) do
  IO.puts("All topics created successfully")
else
  for failed <- CreateTopics.failed_topics(result) do
IO.puts("Failed to create #{failed.topic}: #{failed.error}")
  end
end



  



    

  
    
      
      Link to this function
    
    delete_topic(client, topic_name, opts \\ [])


      
       
       View Source
     


  


  

      

          @spec delete_topic(client(), topic_name(), opts()) ::
  {:ok, KafkaEx.Messages.DeleteTopics.t()} | {:error, error_atom()}


      


Deletes a single topic from the Kafka cluster.
This is a convenience function that wraps delete_topics/4 for deleting a single topic.

  
    
  
  Parameters


	client - The client pid
	topic_name - The name of the topic to delete
	opts - Keyword list with:	:timeout - Request timeout in milliseconds (default: 30_000)
	:api_version - API version to use (default: 1)




  
    
  
  Examples


# Delete with defaults
{:ok, result} = KafkaEx.API.delete_topic(client, "my-topic")

# Delete with custom timeout
{:ok, result} = KafkaEx.API.delete_topic(client, "my-topic", timeout: 60_000)

  



    

  
    
      
      Link to this function
    
    delete_topics(client, topics, timeout, opts \\ [])


      
       
       View Source
     


  


  

      

          @spec delete_topics(client(), [topic_name()], timeout(), opts()) ::
  {:ok, KafkaEx.Messages.DeleteTopics.t()} | {:error, error_atom()}


      


Deletes topics from the Kafka cluster.

  
    
  
  Parameters


	client - The client pid
	topics - List of topic names to delete
	timeout - Request timeout in milliseconds
	opts - Keyword list with:	:api_version - API version to use (default: 1)




  
    
  
  Returns


	{:ok, DeleteTopics.t()} - Result with status for each topic
	{:error, error_atom} - Error if the request failed


  
    
  
  Examples


# Delete a single topic
{:ok, result} = KafkaEx.API.delete_topics(client, ["my-topic"], 30_000)

# Delete multiple topics
{:ok, result} = KafkaEx.API.delete_topics(client, ["topic1", "topic2", "topic3"], 30_000)

# Check results
if DeleteTopics.success?(result) do
  IO.puts("All topics deleted successfully")
else
  failed = DeleteTopics.failed_topics(result)
  IO.inspect(failed, label: "Failed to delete")
end

  



    

  
    
      
      Link to this function
    
    describe_group(client, consumer_group_name, opts \\ [])


      
       
       View Source
     


  


  

      

          @spec describe_group(client(), consumer_group_name(), opts()) ::
  {:ok, KafkaEx.Messages.ConsumerGroupDescription.t()} | {:error, any()}


      


Sends a request to describe a group identified by its name.
We support only one consumer group per request for now, as we don't
group requests by group coordinator.

  
    
  
  Examples


{:ok, description} = KafkaEx.API.describe_group(client, "my-group")

  



    

  
    
      
      Link to this function
    
    earliest_offset(client, topic, partition_id, opts \\ [])


      
       
       View Source
     


  


  

      

          @spec earliest_offset(client(), topic_name(), partition_id(), opts()) ::
  {:ok, offset_val()} | {:error, error_atom()}


      


Fetch the earliest offset for a given partition.

  
    
  
  Examples


{:ok, offset} = KafkaEx.API.earliest_offset(client, "my-topic", 0)

  



    

  
    
      
      Link to this function
    
    fetch(client, topic, partition, offset, opts \\ [])


      
       
       View Source
     


  


  

      

          @spec fetch(client(), topic_name(), partition_id(), offset_val(), opts()) ::
  {:ok, KafkaEx.Messages.Fetch.t()} | {:error, error_atom()}


      


Fetch records from a Kafka topic partition.
Retrieves records from the specified topic and partition starting from the given offset.
Returns the fetched records along with metadata about the fetch (high watermark, etc).

  
    
  
  Options


	:max_bytes - Maximum bytes to fetch per partition (default: 1,000,000)
	:max_wait_time - Maximum time to wait for records in ms (default: 10,000)
	:min_bytes - Minimum bytes to accumulate before returning (default: 1)
	:isolation_level - 0 for READ_UNCOMMITTED, 1 for READ_COMMITTED (V4+, default: 0)
	:api_version - API version to use (default: 3)


  
    
  
  Examples


{:ok, result} = KafkaEx.API.fetch(client, "my-topic", 0, 0)
messages = result.records

  



    

  
    
      
      Link to this function
    
    fetch_all(client, topic, partition, opts \\ [])


      
       
       View Source
     


  


  

      

          @spec fetch_all(client(), topic_name(), partition_id(), opts()) ::
  {:ok, KafkaEx.Messages.Fetch.t()} | {:error, error_atom()}


      


Fetch all available records from a topic partition.
Convenience function that fetches records from the earliest offset up to the high watermark.
Useful for reading all data in a partition (within the configured max_bytes limit).

  
    
  
  Examples


{:ok, result} = KafkaEx.API.fetch_all(client, "my-topic", 0)

  



    

  
    
      
      Link to this function
    
    fetch_committed_offset(client, consumer_group, topic, partitions, opts \\ [])


      
       
       View Source
     


  


  

      

          @spec fetch_committed_offset(
  client(),
  consumer_group_name(),
  topic_name(),
  [partition_id_request()],
  opts()
) :: {:ok, [KafkaEx.Messages.Offset.t()]} | {:error, error_atom()}


      


Fetch committed offsets for a consumer group.
Retrieves the last committed offsets for the specified topic/partition(s)
for a consumer group. This is useful for tracking consumer group progress
and implementing manual offset management.

  
    
  
  Examples


partitions = [%{partition_num: 0}]
{:ok, offsets} = KafkaEx.API.fetch_committed_offset(client, "my-group", "my-topic", partitions)

  



    

  
    
      
      Link to this function
    
    find_coordinator(client, group_id, opts \\ [])


      
       
       View Source
     


  


  

      

          @spec find_coordinator(client(), consumer_group_name(), opts()) ::
  {:ok, KafkaEx.Messages.FindCoordinator.t()} | {:error, error_atom()}


      


Find the coordinator broker for a consumer group or transaction.
Discovers which broker is the coordinator for the specified consumer group
(or transactional producer). This is used internally for consumer group
operations but can also be called directly.

  
    
  
  Options


	:coordinator_type - 0 for group (default), 1 for transaction
	:api_version - API version to use (default: 1)


  
    
  
  Examples


# Find group coordinator
{:ok, coordinator} = KafkaEx.API.find_coordinator(client, "my-consumer-group")

# Find transaction coordinator
{:ok, coordinator} = KafkaEx.API.find_coordinator(client, "my-transactional-id",
  coordinator_type: :transaction)

  



    

  
    
      
      Link to this function
    
    heartbeat(client, consumer_group, member_id, generation_id, opts \\ [])


      
       
       View Source
     


  


  

      

          @spec heartbeat(client(), consumer_group_name(), member_id(), generation_id(), opts()) ::
  {:ok, KafkaEx.Messages.Heartbeat.t()} | {:error, error_atom()}


      


Send a heartbeat to a consumer group coordinator.
Sends a periodic heartbeat to the group coordinator to indicate that the
consumer is still active and participating in the consumer group. This is
required to maintain group membership and prevent rebalancing.

  
    
  
  Examples


{:ok, result} = KafkaEx.API.heartbeat(client, "my-group", member_id, generation_id)

  



    

  
    
      
      Link to this function
    
    join_group(client, consumer_group, member_id, opts \\ [])


      
       
       View Source
     


  


  

      

          @spec join_group(client(), consumer_group_name(), member_id(), opts()) ::
  {:ok, KafkaEx.Messages.JoinGroup.t()} | {:error, error_atom()}


      


Join a consumer group.
Initiates the consumer group join protocol. This is the first step in the
consumer group coordination protocol. The consumer sends its metadata (topics
it's interested in) and receives back group membership information including
the generation ID and member ID.
If this member is elected as the group leader, it will receive the metadata
of all members and is responsible for computing partition assignments (via
sync_group/5).

  
    
  
  API Version Differences


	V0: Basic JoinGroup with session_timeout
	V1: Adds separate rebalance_timeout field
	V2: Adds throttle_time_ms to response


  
    
  
  Examples


{:ok, result} = KafkaEx.API.join_group(client, "my-group", "")

  



    

  
    
      
      Link to this function
    
    latest_offset(client, topic, partition_id, opts \\ [])


      
       
       View Source
     


  


  

      

          @spec latest_offset(client(), topic_name(), partition_id(), opts()) ::
  {:ok, offset_val()} | {:error, error_atom()}


      


Fetch the latest offset for a given partition.

  
    
  
  Examples


{:ok, offset} = KafkaEx.API.latest_offset(client, "my-topic", 0)

  



    

  
    
      
      Link to this function
    
    leave_group(client, consumer_group, member_id, opts \\ [])


      
       
       View Source
     


  


  

      

          @spec leave_group(client(), consumer_group_name(), member_id(), opts()) ::
  {:ok, :no_error | KafkaEx.Messages.LeaveGroup.t()} | {:error, error_atom()}


      


Leave a consumer group.
Notifies the group coordinator that a consumer is voluntarily leaving the
consumer group. This allows the coordinator to immediately trigger a rebalance
without waiting for a session timeout, improving rebalance latency.

  
    
  
  Examples


{:ok, result} = KafkaEx.API.leave_group(client, "my-group", member_id)

  



    

  
    
      
      Link to this function
    
    list_offsets(client, list, opts \\ [])


      
       
       View Source
     


  


  

      

          @spec list_offsets(client(), [{topic_name(), [partition_offset_request()]}], opts()) ::
  {:ok, [KafkaEx.Messages.Offset.t()]} | {:error, any()}


      


Returns list of Offsets per topic per partition.
We support only one topic partition pair for now, as we don't request by leader.

  
    
  
  Examples


partitions = [%{partition_num: 0, timestamp: :latest}]
{:ok, offsets} = KafkaEx.API.list_offsets(client, [{"my-topic", partitions}])

  



    

  
    
      
      Link to this function
    
    metadata(client, opts \\ [])


      
       
       View Source
     


  


  

      

          @spec metadata(client(), opts()) ::
  {:ok, KafkaEx.Cluster.ClusterMetadata.t()} | {:error, error_atom()}


      


Fetch metadata from Kafka brokers.
Makes a network request to fetch fresh metadata from Kafka. This updates
the client's internal cluster metadata state and returns the updated metadata.
By default, fetches metadata for all topics in the cluster. To fetch metadata
for specific topics only, use metadata/3.

  
    
  
  Examples


{:ok, metadata} = KafkaEx.API.metadata(client)
{:ok, metadata} = KafkaEx.API.metadata(client, api_version: 2)

  



  
    
      
      Link to this function
    
    metadata(client, topics, opts)


      
       
       View Source
     


  


  

      

          @spec metadata(client(), [topic_name()] | nil, opts()) ::
  {:ok, KafkaEx.Cluster.ClusterMetadata.t()} | {:error, error_atom()}


      


Fetch metadata for specific topics.
Makes a network request to fetch fresh metadata for the specified topics only.
This is more efficient than fetching all topics if you only need information
about a subset of topics.

  
    
  
  Examples


{:ok, metadata} = KafkaEx.API.metadata(client, ["topic1", "topic2"], [])

  



    

  
    
      
      Link to this function
    
    produce(client, topic, partition, messages, opts \\ [])


      
       
       View Source
     


  


  

      

          @spec produce(client(), topic_name(), partition_id() | nil, [map()], opts()) ::
  {:ok, KafkaEx.Messages.RecordMetadata.t()} | {:error, error_atom()}


      


Produce messages to a Kafka topic partition.
Sends one or more messages to the specified topic and partition. Returns the
base offset assigned to the first message in the batch.

  
    
  
  Parameters


	client - The client pid
	topic - Topic name
	partition - Partition number, or nil to use partitioner
	messages - List of message maps with :value, optional :key, :timestamp, :headers
	opts - Options including:	:api_version - API version to use
	:required_acks - Number of acks required (default: 1)
	:timeout - Request timeout
	:partitioner - Custom partitioner module (default: configured or KafkaEx.Producer.Partitioner.Default)




  
    
  
  Partitioning


When partition is nil, the partitioner is used to determine the partition:
	If message has a :key, the default partitioner uses murmur2 hash for consistent partitioning
	If message has no :key, a random partition is selected

You can configure the default partitioner globally:
config :kafka_ex, partitioner: MyApp.CustomPartitioner
Or per-request:
KafkaEx.API.produce(client, "topic", nil, messages, partitioner: MyApp.CustomPartitioner)

  
    
  
  Examples


# Explicit partition
messages = [%{value: "hello"}, %{key: "k1", value: "world"}]
{:ok, metadata} = KafkaEx.API.produce(client, "my-topic", 0, messages)

# Use partitioner (partition determined by key)
{:ok, metadata} = KafkaEx.API.produce(client, "my-topic", nil, [%{key: "user-123", value: "data"}])

# Use custom partitioner
{:ok, metadata} = KafkaEx.API.produce(client, "my-topic", nil, messages,
  partitioner: MyApp.RoundRobinPartitioner)

  



    

  
    
      
      Link to this function
    
    produce_one(client, topic, partition, value, opts \\ [])


      
       
       View Source
     


  


  

      

          @spec produce_one(client(), topic_name(), partition_id() | nil, binary(), opts()) ::
  {:ok, KafkaEx.Messages.RecordMetadata.t()} | {:error, error_atom()}


      


Produce a single message to a Kafka topic partition.
Convenience function for producing a single message. Wraps the message in a list and calls produce/5.

  
    
  
  Examples


# Explicit partition
{:ok, metadata} = KafkaEx.API.produce_one(client, "my-topic", 0, "hello")
{:ok, metadata} = KafkaEx.API.produce_one(client, "my-topic", 0, "hello", key: "my-key")

# Use partitioner (key-based partitioning)
{:ok, metadata} = KafkaEx.API.produce_one(client, "my-topic", nil, "hello", key: "user-123")

  



  
    
      
      Link to this function
    
    set_consumer_group_for_auto_commit(client, consumer_group)


      
       
       View Source
     


  


  

      

          @spec set_consumer_group_for_auto_commit(client(), consumer_group_name()) ::
  :ok | {:error, :invalid_consumer_group}


      


Set the consumer group name that will be used by the given client for
autocommit.
NOTE this function will not be supported after the legacy API is removed.

  



    

  
    
      
      Link to this function
    
    start_client(opts \\ [])


      
       
       View Source
     


  


  

      

          @spec start_client(opts()) :: {:ok, pid()} | {:error, term()}


      


Start a new Kafka client.

  
    
  
  Options


	:brokers - List of broker tuples, e.g., [{"localhost", 9092}]
	:client_id - Client identifier string
	All options supported by KafkaEx.Client.start_link/1


  
    
  
  Examples


# Start with default configuration
{:ok, client} = KafkaEx.API.start_client()

# Start with custom brokers
{:ok, client} = KafkaEx.API.start_client(brokers: [{"kafka1", 9092}, {"kafka2", 9092}])

# Start a named client
{:ok, client} = KafkaEx.API.start_client(name: MyApp.KafkaClient)

  



    

  
    
      
      Link to this function
    
    sync_group(client, consumer_group, generation_id, member_id, opts \\ [])


      
       
       View Source
     


  


  

      

          @spec sync_group(
  client(),
  consumer_group_name(),
  generation_id(),
  member_id(),
  opts()
) ::
  {:ok, KafkaEx.Messages.SyncGroup.t()} | {:error, error_atom()}


      


Synchronize consumer group state.
Completes the consumer group rebalance protocol by synchronizing state
between the group leader and followers. The leader provides partition
assignments which are distributed to all members. Followers receive their
assigned partitions from this call.

  
    
  
  Examples


{:ok, result} = KafkaEx.API.sync_group(client, "my-group", gen_id, member_id, assignments: assignments)

  



    

  
    
      
      Link to this function
    
    topics_metadata(client, topics, allow_topic_creation \\ false)


      
       
       View Source
     


  


  

      

          @spec topics_metadata(client(), [topic_name()], boolean()) ::
  {:ok, [KafkaEx.Cluster.Topic.t()]} | {:error, error_atom()}


      


Get topic metadata for the given topics.
Always calls out to the broker to get the most up-to-date metadata (and
subsequently updates the client's state with the updated metadata). Set
allow_topic_creation to true to allow the topics to be created if they
don't exist.

  
    
  
  Examples


{:ok, topics} = KafkaEx.API.topics_metadata(client, ["my-topic"])

  


        

      



  

    
KafkaEx.API.Behaviour behaviour
    



      
Behaviour for modules using KafkaEx.API.
This behaviour defines the callback that must be implemented when
using KafkaEx.API in your module.

  
    
  
  Example


defmodule MyApp.Kafka do
  use KafkaEx.API

  @impl KafkaEx.API.Behaviour
  def client do
    MyApp.KafkaClient
  end
end

      


      
        Summary


  
    Callbacks
  


    
      
        client()

      


        Returns the client pid or name to use for API calls.



    





      


      
        Callbacks

        


  
    
      
      Link to this callback
    
    client()


      
       
       View Source
     


  


  

      

          @callback client() :: GenServer.server()


      


Returns the client pid or name to use for API calls.
This callback is automatically injected when you use KafkaEx.API
with the :client option. If you don't provide the :client option,
you must implement this callback yourself.

  


        

      



  

    
KafkaEx.Auth.Config 
    



      
  Builds and validates SASL authentication config for KafkaEx.
  ## Responsibilities
* Read SASL config from application env (`from_env/0`)
* Build config from parameters (`new/1`)
* Validate required fields for each mechanism
* Normalize options and return a `%KafkaEx.Auth.Config{}` struct
  ## Supported mechanisms
* `:plain` – username/password over TLS (required)
* `:scram` – SCRAM-SHA (supports both SHA-256 and SHA-512 algorithms)
* `:oauthbearer` – OAuth 2.0 bearer token authentication (KIP-255, KIP-342)
* `:msk_iam` – AWS MSK IAM authentication using SigV4
  ## Configuration
  ### Via Application Environment
  config :kafka_ex,
sasl: %{
  mechanism: :scram,
  username: System.get_env("KAFKA_USERNAME"),
  password: System.get_env("KAFKA_PASSWORD"),
  mechanism_opts: %{algo: :sha256}  # or :sha512
}
  ### Via Direct Options
  opts = [
  uris: [{"localhost", 9292}],
  use_ssl: true,
  ssl_options: [verify: :verify_none],
  auth: KafkaEx.Auth.Config.new(%{
    mechanism: :plain,
    username: "test",
    password: "secret"
  })
]
  ### Example  
  # Build config directly
  iex> KafkaEx.Auth.Config.new(%{mechanism: :plain, username: "u", password: "p"})
  #KafkaEx.Auth.Config<mechanism=plain, username="u", password=REDACTED, mechanism_opts=%{}>
  # Read from environment
  iex> Application.put_env(:kafka_ex, :sasl, %{mechanism: :scram, username: "u", password: "p"})
  iex> KafkaEx.Auth.Config.from_env()
  #KafkaEx.Auth.Config<mechanism=scram, username="u", password=REDACTED, mechanism_opts=%{}>
 ###  Security Notes
	PLAIN mechanism MUST use SSL/TLS in production
	Passwords are redacted in inspect output
	Use environment variables for credentials, never hardcode


      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        from_env()

      


    


    
      
        new(attrs)

      


    





      


      
        Types

        


  
    
      
      Link to this type
    
    t()


      
       
       View Source
     


  


  

      

          @type t() :: %KafkaEx.Auth.Config{
  mechanism: :plain | :scram | :oauthbearer | :msk_iam,
  mechanism_opts: map(),
  password: String.t() | nil,
  username: String.t() | nil
}


      



  


        

      

      
        Functions

        


  
    
      
      Link to this function
    
    from_env()


      
       
       View Source
     


  


  

      

          @spec from_env() :: t() | nil


      



  



  
    
      
      Link to this function
    
    new(attrs)


      
       
       View Source
     


  


  

      

          @spec new(map()) :: t()


      



  


        

      



  

    
KafkaEx.Auth.Mechanism behaviour
    



      
Behaviour for SASL authentication mechanisms.
Each mechanism must implement:
	mechanism_name/1 - Returns the mechanism name for SASL handshake
	authenticate/2 - Performs the authentication exchange


  
    
  
  Built-in Implementations


	KafkaEx.Auth.SASL.Plain - Simple username/password (requires TLS)
	KafkaEx.Auth.SASL.Scram - Challenge-response with SHA-256/512


  
    
  
  Extending Authentication


To implement a custom mechanism:
defmodule MyAuth do
  @behaviour KafkaEx.Auth.Mechanism
  @impl true
  def mechanism_name(_config), do: "OAUTHBEARER"
  @impl true
  def authenticate(config, send_fun) do
# Exchange authentication messages with broker
# using send_fun to send and receive data
:ok
  end
end

      


      
        Summary


  
    Types
  


    
      
        auth_opts()

      


    


    
      
        send_fun()

      


    





  
    Callbacks
  


    
      
        authenticate(auth_opts, send_fun)

      


        Performs the authentication exchange after handshake.



    


    
      
        mechanism_name(auth_opts)

      


        Returns mechanism name for handshake.



    





      


      
        Types

        


  
    
      
      Link to this type
    
    auth_opts()


      
       
       View Source
     


  


  

      

          @type auth_opts() :: KafkaEx.Auth.Config.t()


      



  



  
    
      
      Link to this type
    
    send_fun()


      
       
       View Source
     


  


  

      

          @type send_fun() :: (binary() -> {:ok, binary() | nil} | {:error, term()})


      



  


        

      

      
        Callbacks

        


  
    
      
      Link to this callback
    
    authenticate(auth_opts, send_fun)


      
       
       View Source
     


  


  

      

          @callback authenticate(auth_opts(), send_fun()) :: :ok | {:error, term()}


      


Performs the authentication exchange after handshake.

  



  
    
      
      Link to this callback
    
    mechanism_name(auth_opts)


      
       
       View Source
     


  


  

      

          @callback mechanism_name(auth_opts()) :: String.t()


      


Returns mechanism name for handshake.

  


        

      



  

    
KafkaEx.Auth.SASL 
    



      
SASL authentication orchestrator for KafkaEx.
Coordinates the SASL authentication flow:
	Fetches API versions (if supported by Kafka version)
	Performs SASL handshake to negotiate mechanism
	Executes mechanism-specific authentication
	Manages packet mode switching between raw and length-prefixed


  
    
  
  Entry Point


The authenticate/2 function is called by NetworkClient immediately
after socket creation when auth configuration is present.

  
    
  
  Version Compatibility


	Kafka 0.9.x - Skips API versions call (not supported)
	Kafka 0.10.0+ - Queries API versions for optimal protocol selection
	Kafka 0.10.2+ - Full SCRAM support available


  
    
  
  Internal Flow


	Check if API versions should be fetched (based on Kafka version)
	Send handshake request with desired mechanism
	Delegate to mechanism module for authentication exchange
	Return :ok or {:error, reason} to NetworkClient


  
    
  
  Compatibility


Brokers does not tell you the header mode (legacy vs flexible). 
Some stacks (older IBP, ZK builds, or auth/proxy layers) still map (apiKey=36, ver=2) to header v1 internally,
so we cap at v1 for authentication request.
Another option would be to try v2 and fallback to v1 if we meet such broker.

      


      
        Summary


  
    Functions
  


    
      
        authenticate(socket, creds)

      


    





      


      
        Functions

        


  
    
      
      Link to this function
    
    authenticate(socket, creds)


      
       
       View Source
     


  


  

      

          @spec authenticate(KafkaEx.Network.Socket.t(), KafkaEx.Auth.Config.t()) ::
  :ok | {:error, term()}


      



  


        

      



  

    
KafkaEx.Auth.SASL.Codec behaviour
    



      
Behaviour defining the codec interface for SASL protocol messages.
Implementations must handle:
	Building request frames (API versions, handshake, authenticate)
	Parsing response frames with correlation ID validation
	Selecting optimal protocol versions based on broker capabilities

This abstraction allows for different encoding strategies while
maintaining a consistent interface for the SASL authentication flow.

      


      
        Summary


  
    Types
  


    
      
        api_versions_map()

      


    


    
      
        error()

      


    





  
    Callbacks
  


    
      
        api_versions_request(corr, version, client_id)

      


    


    
      
        authenticate_request(auth_bytes, corr, version, client_id)

      


    


    
      
        handshake_request(mechanism, corr, version, client_id)

      


    


    
      
        parse_api_versions_response(data, expected_corr)

      


    


    
      
        parse_authenticate_response(data, expected_corr, version)

      


    


    
      
        parse_handshake_response(data, expected_corr, mechanism, version)

      


    


    
      
        pick_authenticate_version(api_versions)

      


    


    
      
        pick_handshake_version(api_versions)

      


    





      


      
        Types

        


  
    
      
      Link to this type
    
    api_versions_map()


      
       
       View Source
     


  


  

      

          @type api_versions_map() :: %{required(integer()) => {integer(), integer()}}


      



  



  
    
      
      Link to this type
    
    error()


      
       
       View Source
     


  


  

      

          @type error() :: {:error, term()}


      



  


        

      

      
        Callbacks

        


  
    
      
      Link to this callback
    
    api_versions_request(corr, version, client_id)


      
       
       View Source
     


  


  

      

          @callback api_versions_request(
  corr :: integer(),
  version :: integer(),
  client_id :: binary()
) :: binary()


      



  



  
    
      
      Link to this callback
    
    authenticate_request(auth_bytes, corr, version, client_id)


      
       
       View Source
     


  


  

      

          @callback authenticate_request(
  auth_bytes :: binary() | nil,
  corr :: integer(),
  version :: integer(),
  client_id :: binary()
) :: binary()


      



  



  
    
      
      Link to this callback
    
    handshake_request(mechanism, corr, version, client_id)


      
       
       View Source
     


  


  

      

          @callback handshake_request(
  mechanism :: binary(),
  corr :: integer(),
  version :: integer(),
  client_id :: binary()
) :: binary()


      



  



  
    
      
      Link to this callback
    
    parse_api_versions_response(data, expected_corr)


      
       
       View Source
     


  


  

      

          @callback parse_api_versions_response(data :: binary(), expected_corr :: integer()) ::
  api_versions_map() | error()


      



  



  
    
      
      Link to this callback
    
    parse_authenticate_response(data, expected_corr, version)


      
       
       View Source
     


  


  

      

          @callback parse_authenticate_response(
  data :: binary(),
  expected_corr :: integer(),
  version :: integer()
) ::
  {:ok, binary() | nil} | error()


      



  



  
    
      
      Link to this callback
    
    parse_handshake_response(data, expected_corr, mechanism, version)


      
       
       View Source
     


  


  

      

          @callback parse_handshake_response(
  data :: binary(),
  expected_corr :: integer(),
  mechanism :: binary(),
  version :: integer()
) :: :ok | error()


      



  



  
    
      
      Link to this callback
    
    pick_authenticate_version(api_versions)


      
       
       View Source
     


  


  

      

          @callback pick_authenticate_version(api_versions :: api_versions_map() | error()) ::
  non_neg_integer()


      



  



  
    
      
      Link to this callback
    
    pick_handshake_version(api_versions)


      
       
       View Source
     


  


  

      

          @callback pick_handshake_version(api_versions :: api_versions_map() | error()) ::
  non_neg_integer()


      



  


        

      



  

    
KafkaEx.Auth.SASL.MskIam 
    



      
SASL/OAUTHBEARER mechanism for AWS MSK IAM authentication.
Uses AWS SigV4 presigned request as OAUTHBEARER token for MSK clusters
configured with IAM authentication.

  
    
  
  Configuration


config :kafka_ex,
  brokers: [{"b-1.mycluster.kafka.us-east-1.amazonaws.com", 9098}],
  use_ssl: true,
  sasl: %{
    mechanism: :msk_iam,
    mechanism_opts: %{region: "us-east-1"}
  }

  
    
  
  Credentials


Resolved in order: credential_provider function, explicit keys, aws_credentials library.

      





  

    
KafkaEx.Auth.SASL.OAuthBearer 
    



      
SASL/OAUTHBEARER mechanism for Kafka (KIP-255, KIP-342).

  
    
  
  Configuration


KafkaEx.Auth.Config.new(%{
  mechanism: :oauthbearer,
  mechanism_opts: %{
    token_provider: fn -> {:ok, "jwt-token"} end,
    extensions: %{"traceId" => "abc123"}  # optional, KIP-342
  }
})

  
    
  
  Token Provider


The token_provider is a 0-arity function returning:
	{:ok, token} - JWT token string
	{:error, reason} - failure

The provider is called on each new connection and is responsible for
caching and refreshing tokens.

      





  

    
KafkaEx.Auth.SASL.Plain 
    



      
SASL/PLAIN mechanism for Kafka.
Encodes/decodes SASL/PLAIN exchanges and drives the handshake/authenticate
round-trips via the KafkaEx.Auth.SASL flow.

  
    
  
  Notes


	TLS required: PLAIN must only be used over SSL/TLS.
	Sends <<0, username, 0, password>> as the auth bytes.


  
    
  
  See also


	KafkaEx.Auth.SASL – transport/flow
	KafkaEx.Auth.Config – configuration source


      





  

    
KafkaEx.Auth.SASL.Scram 
    



      
SASL/SCRAM mechanism for Kafka (SCRAM-SHA-256/512).

      





  

    
KafkaEx.Auth.SASL.VersionSupport 
    



      
Version compatibility checker for SASL authentication.
With the Kayrock-based client, API version negotiation is handled automatically.
This module provides SASL validation to ensure proper configuration.

  
    
  
  Support Matrix


	Feature	Support
	SASL/PLAIN	✅
	API Versions	✅
	SCRAM-SHA	✅

Note: SASL/PLAIN requires SSL/TLS for security.

      


      
        Summary


  
    Types
  


    
      
        support_level()

      


    





  
    Functions
  


    
      
        check_api_versions?()

      


        Returns whether to check API versions during SASL handshake.



    


    
      
        sasl_support_level()

      


        Returns the SASL support level.



    


    
      
        validate_config(config, socket)

      


        Validates SASL configuration against server capabilities.
Returns :ok or an error tuple with a descriptive message.



    





      


      
        Types

        


  
    
      
      Link to this type
    
    support_level()


      
       
       View Source
     


  


  

      

          @type support_level() :: :full


      



  


        

      

      
        Functions

        


  
    
      
      Link to this function
    
    check_api_versions?()


      
       
       View Source
     


  


  

      

          @spec check_api_versions?() :: boolean()


      


Returns whether to check API versions during SASL handshake.
Always returns true with the Kayrock-based client.

  



  
    
      
      Link to this function
    
    sasl_support_level()


      
       
       View Source
     


  


  

      

          @spec sasl_support_level() :: support_level()


      


Returns the SASL support level.
With the Kayrock-based client, full SASL support is available.
API version negotiation is handled automatically by the client.

  



  
    
      
      Link to this function
    
    validate_config(config, socket)


      
       
       View Source
     


  


  

      

          @spec validate_config(KafkaEx.Auth.Config.t(), KafkaEx.Network.Socket.t()) ::
  :ok | {:error, term()}


      


Validates SASL configuration against server capabilities.
Returns :ok or an error tuple with a descriptive message.
Currently validates:
	PLAIN mechanism requires TLS for security


  


        

      



  

    
KafkaEx.Auth.ScramFlow 
    



      
SCRAM auth flow (built-in)
Implements the SCRAM client exchange:
client-first → server-first → client-final → server-final,
including nonce generation, salted password derivation, proofs, and server
signature validation.

  
    
  
  Features


	SCRAM-SHA-256 and SCRAM-SHA-512
	Stateless helpers for building/validating messages
	Integrates with KafkaEx.Auth.SASL for wire I/O


  
    
  
  Security


	Requires TLS in production deployments
	Passwords are never logged; be careful with custom logging


  
    
  
  See also


	RFC 5802 / RFC 7677 for SCRAM
	KafkaEx.Auth.SASL – handshake/authenticate transport
	KafkaEx.Auth.Config – username/password provisioning


      


      
        Summary


  
    Types
  


    
      
        algo()

      


    


    
      
        send_fun()

      


    





  
    Functions
  


    
      
        authenticate(username, password, algo, send_fun)

      


    





      


      
        Types

        


  
    
      
      Link to this type
    
    algo()


      
       
       View Source
     


  


  

      

          @type algo() :: :sha256 | :sha512


      



  



  
    
      
      Link to this type
    
    send_fun()


      
       
       View Source
     


  


  

      

          @type send_fun() :: (binary() -> {:ok, binary()} | {:error, term()})


      



  


        

      

      
        Functions

        


  
    
      
      Link to this function
    
    authenticate(username, password, algo, send_fun)


      
       
       View Source
     


  


  

      

          @spec authenticate(binary(), binary(), algo(), send_fun()) :: :ok | {:error, term()}


      



  


        

      



  

    
KafkaEx.Client 
    



      
Kayrock-compatible KafkaEx.Server implementation
This implementation attempts to keep as much Kafka 'business logic' as possible
out of the server implementation, with the motivation that this should make
the client easier to maintain as the Kafka protocol evolves.
This implementation does, however, include implementations of all of the
legacy KafkaEx.Server handle_call clauses so that it can be compatible with
the legacy KafkaEx API.

      


      
        Summary


  
    Types
  


    
      
        args()

      


    





  
    Functions
  


    
      
        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        send_request(server, request, node_selector, timeout \\ nil)

      


        Send a Kayrock request to the appropriate broker
Broker metadata will be updated if necessary



    


    
      
        start_link(args, name \\ __MODULE__)

      


        Start the server in a supervision tree



    





      


      
        Types

        


  
    
      
      Link to this type
    
    args()


      
       
       View Source
     


  


  

      

          @type args() :: [KafkaEx.worker_setting() | {:allow_auto_topic_creation, boolean()}]


      



  


        

      

      
        Functions

        


  
    
      
      Link to this function
    
    child_spec(init_arg)


      
       
       View Source
     


  


  

Returns a specification to start this module under a supervisor.
See Supervisor.

  



    

  
    
      
      Link to this function
    
    send_request(server, request, node_selector, timeout \\ nil)


      
       
       View Source
     


  


  

      

          @spec send_request(
  KafkaEx.API.client(),
  map(),
  KafkaEx.Client.NodeSelector.t(),
  pos_integer() | nil
) ::
  {:ok, term()} | {:error, term()}


      


Send a Kayrock request to the appropriate broker
Broker metadata will be updated if necessary

  



    

  
    
      
      Link to this function
    
    start_link(args, name \\ __MODULE__)


      
       
       View Source
     


  


  

      

          @spec start_link(args(), atom()) :: GenServer.on_start()


      


Start the server in a supervision tree

  


        

      



  

    
KafkaEx.Client.Error 
    



      
This module represents kafka error as a struct with code and metadata

      


      
        Summary


  
    Types
  


    
      
        error_code()

      


    


    
      
        t()

      


    





  
    Functions
  


    
      
        build(error_code, metadata)

      


    





      


      
        Types

        


  
    
      
      Link to this type
    
    error_code()


      
       
       View Source
     


  


  

      

          @type error_code() :: KafkaEx.Support.Types.error_code() | atom()


      



  



  
    
      
      Link to this type
    
    t()


      
       
       View Source
     


  


  

      

          @type t() :: %KafkaEx.Client.Error{error: atom() | nil, metadata: term()}


      



  


        

      

      
        Functions

        


  
    
      
      Link to this function
    
    build(error_code, metadata)


      
       
       View Source
     


  


  

      

          @spec build(error_code(), term()) :: t()


      



  


        

      



  

    
KafkaEx.Client.NodeSelector 
    



      
Defines node selector functions and macros

      


      
        Summary


  
    Types
  


    
      
        t()

      


    


    
      
        valid_strategy()

      


    





  
    Functions
  


    
      
        consumer_group(consumer_group_name)

      


        Select the controller for the given consumer group



    


    
      
        controller()

      


        Select the cluster's controller node



    


    
      
        first_available()

      


        Select first available node



    


    
      
        node_id(node_id)

      


        Select a specific node



    


    
      
        random()

      


        Select a random node



    


    
      
        topic_partition(topic, partition)

      


        Select the controller for the given topic and partition



    





      


      
        Types

        


  
    
      
      Link to this type
    
    t()


      
       
       View Source
     


  


  

      

          @type t() :: %KafkaEx.Client.NodeSelector{
  consumer_group_name: KafkaEx.API.consumer_group_name() | nil,
  node_id: non_neg_integer() | nil,
  partition: KafkaEx.API.partition_id() | nil,
  strategy: valid_strategy(),
  topic: KafkaEx.API.topic_name() | nil
}


      



  



  
    
      
      Link to this type
    
    valid_strategy()


      
       
       View Source
     


  


  

      

          @type valid_strategy() ::
  :node_id
  | :random
  | :first_available
  | :controller
  | :topic_partition
  | :consumer_group


      



  


        

      

      
        Functions

        


  
    
      
      Link to this function
    
    consumer_group(consumer_group_name)


      
       
       View Source
     


  


  

      

          @spec consumer_group(KafkaEx.API.consumer_group_name()) :: t()


      


Select the controller for the given consumer group

  



  
    
      
      Link to this function
    
    controller()


      
       
       View Source
     


  


  

      

          @spec controller() :: t()


      


Select the cluster's controller node

  



  
    
      
      Link to this function
    
    first_available()


      
       
       View Source
     


  


  

      

          @spec first_available() :: t()


      


Select first available node

  



  
    
      
      Link to this function
    
    node_id(node_id)


      
       
       View Source
     


  


  

      

          @spec node_id(KafkaEx.API.node_id()) :: t()


      


Select a specific node

  



  
    
      
      Link to this function
    
    random()


      
       
       View Source
     


  


  

      

          @spec random() :: t()


      


Select a random node

  



  
    
      
      Link to this function
    
    topic_partition(topic, partition)


      
       
       View Source
     


  


  

      

          @spec topic_partition(KafkaEx.API.topic_name(), KafkaEx.API.partition_id()) :: t()


      


Select the controller for the given topic and partition

  


        

      



  

    
KafkaEx.Client.RequestBuilder 
    



      
This module is used to build request for KafkaEx.Client.
It's main decision point which protocol to use for building request and what
is required version.

      


      
        Summary


  
    Functions
  


    
      
        api_versions_request(request_opts, state)

      


        Builds request for ApiVersions API



    


    
      
        create_topics_request(request_opts, state)

      


        Builds request for CreateTopics API



    


    
      
        delete_topics_request(request_opts, state)

      


        Builds request for Delete Topics API



    


    
      
        describe_groups_request(request_opts, state)

      


        Builds request for Describe Groups API



    


    
      
        fetch_request(request_opts, state)

      


        Builds request for Fetch API



    


    
      
        find_coordinator_request(request_opts, state)

      


        Builds request for FindCoordinator API



    


    
      
        heartbeat_request(request_opts, state)

      


        Builds request for Heartbeat API



    


    
      
        join_group_request(request_opts, state)

      


        Builds request for JoinGroup API



    


    
      
        leave_group_request(request_opts, state)

      


        Builds request for LeaveGroup API



    


    
      
        lists_offset_request(request_opts, state)

      


        Builds request for List Offsets API



    


    
      
        metadata_request(request_opts, state)

      


        Builds request for Metadata API



    


    
      
        offset_commit_request(request_opts, state)

      


        Builds request for Offset Commit API



    


    
      
        offset_fetch_request(request_opts, state)

      


        Builds request for Offset Fetch API



    


    
      
        produce_request(request_opts, state)

      


        Builds request for Produce API



    


    
      
        sync_group_request(request_opts, state)

      


        Builds request for SyncGroup API



    





      


      
        Functions

        


  
    
      
      Link to this function
    
    api_versions_request(request_opts, state)


      
       
       View Source
     


  


  

      

          @spec api_versions_request(Keyword.t(), KafkaEx.Client.State.t()) ::
  {:ok, term()} | {:error, :api_version_no_supported}


      


Builds request for ApiVersions API

  



  
    
      
      Link to this function
    
    create_topics_request(request_opts, state)


      
       
       View Source
     


  


  

      

          @spec create_topics_request(Keyword.t(), KafkaEx.Client.State.t()) ::
  {:ok, term()} | {:error, :api_version_no_supported}


      


Builds request for CreateTopics API

  
    
  
  Options


	topics (required): List of topic configurations, each with:	:topic - Topic name (required)
	:num_partitions - Number of partitions (default: -1 for broker default)
	:replication_factor - Replication factor (default: -1 for broker default)
	:replica_assignment - Manual replica assignment (default: [])
	:config_entries - Topic configuration entries (default: [])


	timeout (required): Request timeout in milliseconds
	validate_only (optional, V1+): If true, only validate without creating
	api_version (optional): API version to use (default: 1)


  



  
    
      
      Link to this function
    
    delete_topics_request(request_opts, state)


      
       
       View Source
     


  


  

      

          @spec delete_topics_request(Keyword.t(), KafkaEx.Client.State.t()) ::
  {:ok, term()} | {:error, :api_version_no_supported}


      


Builds request for Delete Topics API

  



  
    
      
      Link to this function
    
    describe_groups_request(request_opts, state)


      
       
       View Source
     


  


  

      

          @spec describe_groups_request(Keyword.t(), KafkaEx.Client.State.t()) ::
  {:ok, term()} | {:error, :api_version_no_supported}


      


Builds request for Describe Groups API

  



  
    
      
      Link to this function
    
    fetch_request(request_opts, state)


      
       
       View Source
     


  


  

      

          @spec fetch_request(Keyword.t(), KafkaEx.Client.State.t()) ::
  {:ok, term()} | {:error, :api_version_no_supported}


      


Builds request for Fetch API
Version-specific logic is handled by the protocol layer (RequestHelpers).
This function simply passes all options through to the protocol.

  



  
    
      
      Link to this function
    
    find_coordinator_request(request_opts, state)


      
       
       View Source
     


  


  

      

          @spec find_coordinator_request(Keyword.t(), KafkaEx.Client.State.t()) ::
  {:ok, term()} | {:error, :api_version_no_supported}


      


Builds request for FindCoordinator API

  
    
  
  Options


	group_id (required for V0, optional for V1): The consumer group ID
	coordinator_key (optional, V1): The key to look up (defaults to group_id)
	coordinator_type (optional, V1): 0 for group (default), 1 for transaction
	api_version (optional): API version to use (default: 1)


  



  
    
      
      Link to this function
    
    heartbeat_request(request_opts, state)


      
       
       View Source
     


  


  

      

          @spec heartbeat_request(Keyword.t(), KafkaEx.Client.State.t()) ::
  {:ok, term()} | {:error, :api_version_no_supported}


      


Builds request for Heartbeat API

  



  
    
      
      Link to this function
    
    join_group_request(request_opts, state)


      
       
       View Source
     


  


  

      

          @spec join_group_request(Keyword.t(), KafkaEx.Client.State.t()) ::
  {:ok, term()} | {:error, :api_version_no_supported}


      


Builds request for JoinGroup API
Version-specific logic is handled by the protocol layer (RequestHelpers).
This function simply passes all options through to the protocol.

  



  
    
      
      Link to this function
    
    leave_group_request(request_opts, state)


      
       
       View Source
     


  


  

      

          @spec leave_group_request(Keyword.t(), KafkaEx.Client.State.t()) ::
  {:ok, term()} | {:error, :api_version_no_supported}


      


Builds request for LeaveGroup API

  



  
    
      
      Link to this function
    
    lists_offset_request(request_opts, state)


      
       
       View Source
     


  


  

      

          @spec lists_offset_request(Keyword.t(), KafkaEx.Client.State.t()) ::
  {:ok, term()} | {:error, :api_version_no_supported}


      


Builds request for List Offsets API

  



  
    
      
      Link to this function
    
    metadata_request(request_opts, state)


      
       
       View Source
     


  


  

      

          @spec metadata_request(Keyword.t(), KafkaEx.Client.State.t()) ::
  {:ok, term()} | {:error, :api_version_no_supported}


      


Builds request for Metadata API

  



  
    
      
      Link to this function
    
    offset_commit_request(request_opts, state)


      
       
       View Source
     


  


  

      

          @spec offset_commit_request(Keyword.t(), KafkaEx.Client.State.t()) ::
  {:ok, term()} | {:error, :api_version_no_supported}


      


Builds request for Offset Commit API
Version-specific logic is handled by the protocol layer (RequestHelpers).
This function simply passes all options through to the protocol.

  



  
    
      
      Link to this function
    
    offset_fetch_request(request_opts, state)


      
       
       View Source
     


  


  

      

          @spec offset_fetch_request(Keyword.t(), KafkaEx.Client.State.t()) ::
  {:ok, term()} | {:error, :api_version_no_supported}


      


Builds request for Offset Fetch API

  



  
    
      
      Link to this function
    
    produce_request(request_opts, state)


      
       
       View Source
     


  


  

      

          @spec produce_request(Keyword.t(), KafkaEx.Client.State.t()) ::
  {:ok, term()} | {:error, :api_version_no_supported}


      


Builds request for Produce API
Version-specific logic is handled by the protocol layer (RequestHelpers).
This function simply passes all options through to the protocol.

  



  
    
      
      Link to this function
    
    sync_group_request(request_opts, state)


      
       
       View Source
     


  


  

      

          @spec sync_group_request(Keyword.t(), KafkaEx.Client.State.t()) ::
  {:ok, term()} | {:error, :api_version_no_supported}


      


Builds request for SyncGroup API

  


        

      



  

    
KafkaEx.Client.ResponseParser 
    



      
This module is used to parse response from KafkaEx.Client.
It's main decision point which protocol to use for parsing response

      


      
        Summary


  
    Functions
  


    
      
        api_versions_response(response)

      


        Parses response for ApiVersions API



    


    
      
        create_topics_response(response)

      


        Parses response for CreateTopics API



    


    
      
        delete_topics_response(response)

      


        Parses response for DeleteTopics API



    


    
      
        describe_groups_response(response)

      


        Parses response for Describe Groups API



    


    
      
        fetch_response(response)

      


        Parses response for Fetch API



    


    
      
        find_coordinator_response(response)

      


        Parses response for FindCoordinator API



    


    
      
        heartbeat_response(response)

      


        Parses response for Heartbeat API



    


    
      
        join_group_response(response)

      


        Parses response for JoinGroup API



    


    
      
        leave_group_response(response)

      


        Parses response for LeaveGroup API



    


    
      
        list_offsets_response(response)

      


        Parses response for List Groups API



    


    
      
        metadata_response(response)

      


        Parses response for Metadata API



    


    
      
        offset_commit_response(response)

      


        Parses response for Offset Commit API



    


    
      
        offset_fetch_response(response)

      


        Parses response for Offset Fetch API



    


    
      
        produce_response(response)

      


        Parses response for Produce API



    


    
      
        sync_group_response(response)

      


        Parses response for SyncGroup API



    





      


      
        Functions

        


  
    
      
      Link to this function
    
    api_versions_response(response)


      
       
       View Source
     


  


  

      

          @spec api_versions_response(term()) ::
  {:ok, KafkaEx.Messages.ApiVersions.t()} | {:error, KafkaEx.Client.Error.t()}


      


Parses response for ApiVersions API

  



  
    
      
      Link to this function
    
    create_topics_response(response)


      
       
       View Source
     


  


  

      

          @spec create_topics_response(term()) ::
  {:ok, KafkaEx.Messages.CreateTopics.t()} | {:error, KafkaEx.Client.Error.t()}


      


Parses response for CreateTopics API

  



  
    
      
      Link to this function
    
    delete_topics_response(response)


      
       
       View Source
     


  


  

      

          @spec delete_topics_response(term()) ::
  {:ok, KafkaEx.Messages.DeleteTopics.t()} | {:error, KafkaEx.Client.Error.t()}


      


Parses response for DeleteTopics API

  



  
    
      
      Link to this function
    
    describe_groups_response(response)


      
       
       View Source
     


  


  

      

          @spec describe_groups_response(term()) ::
  {:ok, [KafkaEx.Messages.ConsumerGroupDescription.t()]} | {:error, term()}


      


Parses response for Describe Groups API

  



  
    
      
      Link to this function
    
    fetch_response(response)


      
       
       View Source
     


  


  

      

          @spec fetch_response(term()) ::
  {:ok, KafkaEx.Messages.Fetch.t()} | {:error, KafkaEx.Client.Error.t()}


      


Parses response for Fetch API

  



  
    
      
      Link to this function
    
    find_coordinator_response(response)


      
       
       View Source
     


  


  

      

          @spec find_coordinator_response(term()) ::
  {:ok, KafkaEx.Messages.FindCoordinator.t()}
  | {:error, KafkaEx.Client.Error.t()}


      


Parses response for FindCoordinator API

  



  
    
      
      Link to this function
    
    heartbeat_response(response)


      
       
       View Source
     


  


  

      

          @spec heartbeat_response(term()) ::
  {:ok, :no_error | KafkaEx.Messages.Heartbeat.t()}
  | {:error, KafkaEx.Client.Error.t()}


      


Parses response for Heartbeat API

  



  
    
      
      Link to this function
    
    join_group_response(response)


      
       
       View Source
     


  


  

      

          @spec join_group_response(term()) ::
  {:ok, KafkaEx.Messages.JoinGroup.t()} | {:error, KafkaEx.Client.Error.t()}


      


Parses response for JoinGroup API

  



  
    
      
      Link to this function
    
    leave_group_response(response)


      
       
       View Source
     


  


  

      

          @spec leave_group_response(term()) ::
  {:ok, :no_error | KafkaEx.Messages.LeaveGroup.t()}
  | {:error, KafkaEx.Client.Error.t()}


      


Parses response for LeaveGroup API

  



  
    
      
      Link to this function
    
    list_offsets_response(response)


      
       
       View Source
     


  


  

      

          @spec list_offsets_response(term()) ::
  {:ok, [KafkaEx.Messages.Offset.t()]} | {:error, KafkaEx.Client.Error.t()}


      


Parses response for List Groups API

  



  
    
      
      Link to this function
    
    metadata_response(response)


      
       
       View Source
     


  


  

      

          @spec metadata_response(term()) ::
  {:ok, KafkaEx.Cluster.ClusterMetadata.t()}
  | {:error, KafkaEx.Client.Error.t()}


      


Parses response for Metadata API

  



  
    
      
      Link to this function
    
    offset_commit_response(response)


      
       
       View Source
     


  


  

      

          @spec offset_commit_response(term()) ::
  {:ok, [KafkaEx.Messages.Offset.t()]} | {:error, KafkaEx.Client.Error.t()}


      


Parses response for Offset Commit API

  



  
    
      
      Link to this function
    
    offset_fetch_response(response)


      
       
       View Source
     


  


  

      

          @spec offset_fetch_response(term()) ::
  {:ok, [KafkaEx.Messages.Offset.t()]} | {:error, KafkaEx.Client.Error.t()}


      


Parses response for Offset Fetch API

  



  
    
      
      Link to this function
    
    produce_response(response)


      
       
       View Source
     


  


  

      

          @spec produce_response(term()) ::
  {:ok, KafkaEx.Messages.RecordMetadata.t()}
  | {:error, KafkaEx.Client.Error.t()}


      


Parses response for Produce API

  



  
    
      
      Link to this function
    
    sync_group_response(response)


      
       
       View Source
     


  


  

      

          @spec sync_group_response(term()) ::
  {:ok, KafkaEx.Messages.SyncGroup.t()} | {:error, KafkaEx.Client.Error.t()}


      


Parses response for SyncGroup API

  


        

      



  

    
KafkaEx.Cluster.Broker 
    



      
Encapsulates what we know about a broker and our connection.
A broker represents a Kafka node in the cluster with its connection state.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        address(broker)

      


        Returns a human-readable address string for the broker.



    


    
      
        connected?(broker)

      


        Checks if the broker has an active socket connection.
Returns true if the broker has a non-nil socket that is currently open, false otherwise.



    


    
      
        has_socket?(broker)

      


        Checks if the broker has a socket (connected or not).



    


    
      
        has_socket?(arg1, socket)

      


        Checks if the broker's socket matches the given socket.



    


    
      
        put_socket(broker, socket)

      


        Updates the broker's socket.



    


    
      
        to_string(broker)

      


        Returns a string identifying the broker with node_id and address.



    





      


      
        Types

        


  
    
      
      Link to this type
    
    t()


      
       
       View Source
     


  


  

      

          @type t() :: %KafkaEx.Cluster.Broker{
  host: binary(),
  node_id: non_neg_integer(),
  port: non_neg_integer(),
  rack: binary(),
  socket: KafkaEx.Network.Socket.t() | nil
}


      



  


        

      

      
        Functions

        


  
    
      
      Link to this function
    
    address(broker)


      
       
       View Source
     


  


  

      

          @spec address(t()) :: String.t()


      


Returns a human-readable address string for the broker.

  
    
  
  Examples


iex> broker = %KafkaEx.Cluster.Broker{host: "localhost", port: 9092, node_id: 1}
iex> KafkaEx.Cluster.Broker.address(broker)
"localhost:9092"

  



  
    
      
      Link to this function
    
    connected?(broker)


      
       
       View Source
     


  


  

      

          @spec connected?(t()) :: boolean()


      


Checks if the broker has an active socket connection.
Returns true if the broker has a non-nil socket that is currently open, false otherwise.

  



  
    
      
      Link to this function
    
    has_socket?(broker)


      
       
       View Source
     


  


  

      

          @spec has_socket?(t()) :: boolean()


      


Checks if the broker has a socket (connected or not).

  



  
    
      
      Link to this function
    
    has_socket?(arg1, socket)


      
       
       View Source
     


  


  

      

          @spec has_socket?(t(), KafkaEx.Network.Socket.t()) :: boolean()


      


Checks if the broker's socket matches the given socket.

  



  
    
      
      Link to this function
    
    put_socket(broker, socket)


      
       
       View Source
     


  


  

      

          @spec put_socket(t(), KafkaEx.Network.Socket.t() | nil) :: t()


      


Updates the broker's socket.

  



  
    
      
      Link to this function
    
    to_string(broker)


      
       
       View Source
     


  


  

      

          @spec to_string(t()) :: String.t()


      


Returns a string identifying the broker with node_id and address.

  
    
  
  Examples


iex> broker = %KafkaEx.Cluster.Broker{host: "localhost", port: 9092, node_id: 1}
iex> KafkaEx.Cluster.Broker.to_string(broker)
"broker 1 (localhost:9092)"

  


        

      



  

    
KafkaEx.Cluster.ClusterMetadata 
    



      
Encapsulates what we know about the state of a Kafka broker cluster
This module is mainly used internally in New.Client, but some of its
functions may be useful for extracting metadata information

      


      
        Summary


  
    Types
  


    
      
        node_select_error()

      


        Possible errors given by select_node/2



    


    
      
        t()

      


    





  
    Functions
  


    
      
        broker_by_node_id(cluster_metadata, node_id)

      


        Returns a t:Broker.t/0 for the given t:KafkaExAPI.node_id/0 or nil if
there is no known broker with that node id



    


    
      
        brokers(cluster_metadata)

      


        Return a list of the known brokers



    


    
      
        known_topics(cluster_metadata)

      


        List names of topics known by the cluster metadata



    


    
      
        merge_brokers(old_cluster_metadata, new_cluster_metadata)

      


        Merge two sets of cluster metadata with their brokers.
Returns the merged metadata and a list of brokers that should have their connections closed
because they are not present in the new metadata



    


    
      
        put_consumer_group_coordinator(cluster_metadata, consumer_group, coordinator_node_id)

      


        update a consumer group coordinator node id



    


    
      
        remove_topics(cluster_metadata, topics_to_remove)

      


        remove the given topics (e.g., when they are deleted)



    


    
      
        select_node(cluster_metadata, node_selector)

      


        Find the node id for a given selector



    


    
      
        topics_metadata(cluster_metadata, wanted_topics)

      


        Return the metadata for the given topics



    


    
      
        update_brokers(cluster_metadata, cb)

      


        Execute an update callback on each broker



    





      


      
        Types

        


  
    
      
      Link to this type
    
    node_select_error()


      
       
       View Source
     


  


  

      

          @type node_select_error() ::
  :no_such_node | :no_such_topic | :no_such_partition | :no_such_consumer_group


      


Possible errors given by select_node/2

  



  
    
      
      Link to this type
    
    t()


      
       
       View Source
     


  


  

      

          @type t() :: %KafkaEx.Cluster.ClusterMetadata{
  brokers: %{required(KafkaEx.API.node_id()) => KafkaEx.Cluster.Broker.t()},
  consumer_group_coordinators: %{
    required(KafkaEx.API.consumer_group_name()) => KafkaEx.API.node_id()
  },
  controller_id: KafkaEx.API.node_id() | nil,
  topics: %{required(KafkaEx.API.topic_name()) => KafkaEx.Cluster.Topic.t()}
}


      



  


        

      

      
        Functions

        


  
    
      
      Link to this function
    
    broker_by_node_id(cluster_metadata, node_id)


      
       
       View Source
     


  


  

      

          @spec broker_by_node_id(t(), KafkaEx.API.node_id()) ::
  KafkaEx.Cluster.Broker.t() | nil


      


Returns a t:Broker.t/0 for the given t:KafkaExAPI.node_id/0 or nil if
there is no known broker with that node id

  



  
    
      
      Link to this function
    
    brokers(cluster_metadata)


      
       
       View Source
     


  


  

      

          @spec brokers(t()) :: [KafkaEx.Cluster.Broker.t()]


      


Return a list of the known brokers

  



  
    
      
      Link to this function
    
    known_topics(cluster_metadata)


      
       
       View Source
     


  


  

      

          @spec known_topics(t()) :: [KafkaEx.API.topic_name()]


      


List names of topics known by the cluster metadata
Tthis is a subset of the topics in the cluster - it will only contain topics for which we have fetched metadata

  



  
    
      
      Link to this function
    
    merge_brokers(old_cluster_metadata, new_cluster_metadata)


      
       
       View Source
     


  


  

      

          @spec merge_brokers(t(), t()) :: {t(), [KafkaEx.Cluster.Broker.t()]}


      


Merge two sets of cluster metadata with their brokers.
Returns the merged metadata and a list of brokers that should have their connections closed
because they are not present in the new metadata

  



  
    
      
      Link to this function
    
    put_consumer_group_coordinator(cluster_metadata, consumer_group, coordinator_node_id)


      
       
       View Source
     


  


  

      

          @spec put_consumer_group_coordinator(
  t(),
  KafkaEx.API.consumer_group_name(),
  KafkaEx.API.node_id()
) ::
  t()


      


update a consumer group coordinator node id

  



  
    
      
      Link to this function
    
    remove_topics(cluster_metadata, topics_to_remove)


      
       
       View Source
     


  


  

      

          @spec remove_topics(t(), [KafkaEx.API.topic_name()]) :: t()


      


remove the given topics (e.g., when they are deleted)

  



  
    
      
      Link to this function
    
    select_node(cluster_metadata, node_selector)


      
       
       View Source
     


  


  

      

          @spec select_node(t(), KafkaEx.Client.NodeSelector.t()) ::
  {:ok, KafkaEx.API.node_id()} | {:error, node_select_error()}


      


Find the node id for a given selector
Note this will not update the metadata, only select a node given the current metadata.
See KafkaEx.Client.NodeSelector.t/0

  



  
    
      
      Link to this function
    
    topics_metadata(cluster_metadata, wanted_topics)


      
       
       View Source
     


  


  

      

          @spec topics_metadata(t(), [KafkaEx.API.topic_name()]) :: [KafkaEx.Cluster.Topic.t()]


      


Return the metadata for the given topics

  



  
    
      
      Link to this function
    
    update_brokers(cluster_metadata, cb)


      
       
       View Source
     


  


  

      

          @spec update_brokers(t(), (KafkaEx.Cluster.Broker.t() -> KafkaEx.Cluster.Broker.t())) ::
  t()


      


Execute an update callback on each broker

  


        

      



  

    
KafkaEx.Cluster.PartitionInfo 
    



      
Information about a topic partition.
Contains metadata about a specific partition including its leader broker,
replica assignments, and in-sync replica (ISR) list.
Java equivalent: org.apache.kafka.common.PartitionInfo

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        build(opts)

      


        Builds a PartitionInfo struct from keyword options.



    


    
      
        from_partition_metadata(map)

      


        Builds a PartitionInfo struct from partition metadata response.



    


    
      
        in_sync_replicas(partition_info)

      


        Returns the list of in-sync replica node IDs.



    


    
      
        leader(partition_info)

      


        Returns the leader node ID.



    


    
      
        partition(partition_info)

      


        Returns the partition number.



    


    
      
        replicas(partition_info)

      


        Returns the list of replica node IDs.



    





      


      
        Types

        


  
    
      
      Link to this type
    
    t()


      
       
       View Source
     


  


  

      

          @type t() :: %KafkaEx.Cluster.PartitionInfo{
  isr: [integer()],
  leader: integer(),
  partition_id: integer(),
  replicas: [integer()]
}


      



  


        

      

      
        Functions

        


  
    
      
      Link to this function
    
    build(opts)


      
       
       View Source
     


  


  

      

          @spec build(Keyword.t()) :: t()


      


Builds a PartitionInfo struct from keyword options.

  
    
  
  Options


	:partition_id - (required) The partition number
	:leader - The leader node ID (default: -1)
	:replicas - List of replica node IDs (default: [])
	:isr - List of in-sync replica node IDs (default: [])


  



  
    
      
      Link to this function
    
    from_partition_metadata(map)


      
       
       View Source
     


  


  

      

          @spec from_partition_metadata(map()) :: t()


      


Builds a PartitionInfo struct from partition metadata response.

  
    
  
  Parameters


The metadata map should contain:
	:error_code - Must be 0 for successful parsing
	:partition - The partition number
	:leader - The leader node ID
	:replicas - List of replica node IDs
	:isr - List of in-sync replica node IDs


  



  
    
      
      Link to this function
    
    in_sync_replicas(partition_info)


      
       
       View Source
     


  


  

      

          @spec in_sync_replicas(t()) :: [integer()]


      


Returns the list of in-sync replica node IDs.
Provided for API compatibility with Java's PartitionInfo.inSyncReplicas().

  



  
    
      
      Link to this function
    
    leader(partition_info)


      
       
       View Source
     


  


  

      

          @spec leader(t()) :: integer()


      


Returns the leader node ID.
Provided for API compatibility with Java's PartitionInfo.leader().
Returns -1 if no leader is available.

  



  
    
      
      Link to this function
    
    partition(partition_info)


      
       
       View Source
     


  


  

      

          @spec partition(t()) :: integer()


      


Returns the partition number.
Provided for API compatibility with Java's PartitionInfo.partition().

  



  
    
      
      Link to this function
    
    replicas(partition_info)


      
       
       View Source
     


  


  

      

          @spec replicas(t()) :: [integer()]


      


Returns the list of replica node IDs.
Provided for API compatibility with Java's PartitionInfo.replicas().

  


        

      



  

    
KafkaEx.Cluster.Topic 
    



      
Encapsulates what we know about a topic

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





      


      
        Types

        


  
    
      
      Link to this type
    
    t()


      
       
       View Source
     


  


  

      

          @type t() :: %KafkaEx.Cluster.Topic{
  is_internal: boolean(),
  name: String.t(),
  partition_leaders: %{required(integer()) => integer()},
  partitions: [KafkaEx.Cluster.PartitionInfo.t()]
}


      



  


        

      



  

    
KafkaEx.Cluster.TopicPartition 
    



      
Represents a specific partition of a Kafka topic.
A TopicPartition is a simple identifier used to uniquely reference a
partition within a topic. This struct is used extensively across Kafka
operations for specifying which partition to produce to, consume from,
or manage offsets for.
Java equivalent: org.apache.kafka.common.TopicPartition

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        build(opts)

      


        Builds a TopicPartition struct from keyword options.



    


    
      
        from_tuple(arg)

      


        Creates a TopicPartition from a tuple {topic, partition}.



    


    
      
        new(topic, partition)

      


        Creates a new TopicPartition struct.



    


    
      
        to_tuple(topic_partition)

      


        Converts a TopicPartition to a tuple {topic, partition}.



    





      


      
        Types

        


  
    
      
      Link to this type
    
    t()


      
       
       View Source
     


  


  

      

          @type t() :: %KafkaEx.Cluster.TopicPartition{
  partition: non_neg_integer(),
  topic: String.t()
}


      



  


        

      

      
        Functions

        


  
    
      
      Link to this function
    
    build(opts)


      
       
       View Source
     


  


  

      

          @spec build(Keyword.t()) :: t()


      


Builds a TopicPartition struct from keyword options.

  
    
  
  Options


	:topic - (required) The topic name
	:partition - (required) The partition number


  
    
  
  Examples


iex> TopicPartition.build(topic: "orders", partition: 0)
%TopicPartition{topic: "orders", partition: 0}

  



  
    
      
      Link to this function
    
    from_tuple(arg)


      
       
       View Source
     


  


  

      

          @spec from_tuple({String.t(), non_neg_integer()}) :: t()


      


Creates a TopicPartition from a tuple {topic, partition}.

  
    
  
  Examples


iex> TopicPartition.from_tuple({"orders", 0})
%TopicPartition{topic: "orders", partition: 0}

  



  
    
      
      Link to this function
    
    new(topic, partition)


      
       
       View Source
     


  


  

      

          @spec new(String.t(), non_neg_integer()) :: t()


      


Creates a new TopicPartition struct.

  
    
  
  Parameters


	topic - The topic name (must be a non-empty string)
	partition - The partition number (must be a non-negative integer)


  
    
  
  Examples


iex> TopicPartition.new("orders", 0)
%TopicPartition{topic: "orders", partition: 0}

iex> TopicPartition.new("events", 3)
%TopicPartition{topic: "events", partition: 3}

  



  
    
      
      Link to this function
    
    to_tuple(topic_partition)


      
       
       View Source
     


  


  

      

          @spec to_tuple(t()) :: {String.t(), non_neg_integer()}


      


Converts a TopicPartition to a tuple {topic, partition}.
This is useful for interoperability with APIs that expect tuple format.

  
    
  
  Examples


iex> tp = TopicPartition.new("orders", 0)
iex> TopicPartition.to_tuple(tp)
{"orders", 0}

  


        

      



  

    
KafkaEx.Config 
    



      
Configuration module for KafkaEx.

  
    
  
  Configuration Options


Add to your config/config.exs:
config :kafka_ex,
  # Required: List of broker addresses
  brokers: [{"localhost", 9092}],

  # Connection settings
  use_ssl: false,
  ssl_options: [],
  # sasl: %{mechanism: :plain, username: "user", password: "pass"},

  # Client settings
  client_id: "kafka_ex",
  sync_timeout: 3000,

  # Consumer group (used for offset storage)
  default_consumer_group: "kafka_ex",

  # Partitioner for produce requests (when partition is nil)
  partitioner: KafkaEx.Producer.Partitioner.Default,

  # Application settings
  disable_default_worker: false,
  max_restarts: 10,
  max_seconds: 60,

  # GenConsumer settings
  commit_interval: 5_000,
  commit_threshold: 100,
  auto_offset_reset: :none

  
    
  
  Broker Configuration


Brokers can be configured in several formats:
# List of tuples
brokers: [{"host1", 9092}, {"host2", 9092}]

# CSV string
brokers: "host1:9092,host2:9092"

# Dynamic (MFA or function)
brokers: {MyModule, :get_brokers, []}
brokers: fn -> [...] end

  
    
  
  SASL Authentication


config :kafka_ex,
  use_ssl: true,  # Required for SASL
  sasl: %{
    mechanism: :scram,  # :plain or :scram
    username: System.get_env("KAFKA_USER"),
    password: System.get_env("KAFKA_PASS"),
    mechanism_opts: %{algorithm: :sha256}  # For SCRAM
  }

      


      
        Summary


  
    Functions
  


    
      
        auth_config()

      


        Returns the authentication configuration.



    


    
      
        brokers()

      


        Returns the configured broker list.



    


    
      
        client_id()

      


        Returns the configured client ID.



    


    
      
        consumer_group()

          deprecated

      


        Returns the default consumer group name.



    


    
      
        default_consumer_group()

      


        Returns the default consumer group name.



    


    
      
        default_worker()

      


        Returns the default worker name.



    


    
      
        disable_default_worker()

      


        Returns true if default worker should not be started on application boot.



    


    
      
        partitioner()

      


        Returns the configured partitioner module.



    


    
      
        server_impl()

      


        Returns the server implementation module.



    


    
      
        ssl_options()

      


        Returns SSL options for connections.



    


    
      
        use_ssl()

      


        Returns true if SSL is enabled.



    





      


      
        Functions

        


  
    
      
      Link to this function
    
    auth_config()


      
       
       View Source
     


  


  

      

          @spec auth_config() :: KafkaEx.Auth.Config.t() | nil


      


Returns the authentication configuration.

  



  
    
      
      Link to this function
    
    brokers()


      
       
       View Source
     


  


  

      

          @spec brokers() :: [{String.t(), pos_integer()}] | nil


      


Returns the configured broker list.
Supports multiple formats:
	List of tuples: [{"host", port}]
	CSV string: "host:port,host:port"
	MFA tuple: {module, function, args}
	Zero-arity function


  



  
    
      
      Link to this function
    
    client_id()


      
       
       View Source
     


  


  

      

          @spec client_id() :: String.t()


      


Returns the configured client ID.

  



  
    
      
      Link to this function
    
    consumer_group()


      
       
       View Source
     


  


    
      This function is deprecated. Use default_consumer_group/0 instead.
    


  

      

          @spec consumer_group() :: String.t() | :no_consumer_group


      


Returns the default consumer group name.
Deprecated: Use default_consumer_group/0 instead.

  



  
    
      
      Link to this function
    
    default_consumer_group()


      
       
       View Source
     


  


  

      

          @spec default_consumer_group() :: String.t() | :no_consumer_group


      


Returns the default consumer group name.
Checks :default_consumer_group first, falls back to :consumer_group for
backward compatibility.

  



  
    
      
      Link to this function
    
    default_worker()


      
       
       View Source
     


  


  

      

          @spec default_worker() :: atom()


      


Returns the default worker name.

  



  
    
      
      Link to this function
    
    disable_default_worker()


      
       
       View Source
     


  


  

      

          @spec disable_default_worker() :: boolean()


      


Returns true if default worker should not be started on application boot.

  



  
    
      
      Link to this function
    
    partitioner()


      
       
       View Source
     


  


  

      

          @spec partitioner() :: module()


      


Returns the configured partitioner module.
The partitioner is used when producing messages without specifying a partition.
Defaults to KafkaEx.Producer.Partitioner.Default.

  



  
    
      
      Link to this function
    
    server_impl()


      
       
       View Source
     


  


  

      

          @spec server_impl() :: module()


      


Returns the server implementation module.
Always returns KafkaEx.Client in v1.0+.

  



  
    
      
      Link to this function
    
    ssl_options()


      
       
       View Source
     


  


  

      

          @spec ssl_options() :: Keyword.t()


      


Returns SSL options for connections.
Validates that ssl_options is a keyword list when SSL is enabled.

  



  
    
      
      Link to this function
    
    use_ssl()


      
       
       View Source
     


  


  

      

          @spec use_ssl() :: boolean()


      


Returns true if SSL is enabled.

  


        

      



  

    
KafkaEx.Consumer.ConsumerGroup 
    



      
A process that manages membership in a Kafka consumer group.
Consumers in a consumer group coordinate with each other through a Kafka
broker to distribute the work of consuming one or several topics without any
overlap. This is facilitated by the
Kafka client-side assignment protocol.
Any time group membership changes (a member joins or leaves the group), a
Kafka broker initiates group synchronization by asking one of the group
members (the leader elected by the broker) to provide partition assignments
for the whole group.  KafkaEx uses a round robin partition assignment
algorithm by default.  This can be overridden by passing a callback function
in the :partition_assignment_callback option.  See
KafkaEx.Consumer.ConsumerGroup.PartitionAssignment for details on partition
assignment functions.
A KafkaEx.ConsumerGroup process is responsible for:
	Maintaining membership in a Kafka consumer group.
	Determining partition assignments if elected as the group leader.
	Launching and terminating KafkaEx.GenConsumer processes based on its
assigned partitions.

To use a KafkaEx.ConsumerGroup, a developer must define a module that
implements the KafkaEx.GenConsumer behaviour and start a
KafkaEx.ConsumerGroup configured to use that module.
The api versions of some of the underlying messages can be specified in the
:api_versions option.  The following versions can be specified:
	:fetch - Fetch requests - use v2+ for newer versions of Kafka
	:offset_fetch - Offset fetch requests - use v1+ for offsets stored in
Kafka (as opposed to zookeeper)
	:offset_commit - Offset commit requests - use v1+ to store offsets in
Kafka (as opposed to zookeeper)


  
    
  
  Example


Suppose we want to consume from a topic called "example_topic" with a
consumer group named "example_group" and we have a KafkaEx.GenConsumer
implementation called ExampleGenConsumer (see the KafkaEx.GenConsumer
documentation).  We could start a consumer group in our application's
supervision tree as follows:
defmodule MyApp do
  use Application

  def start(_type, _args) do
    consumer_group_opts = [
      # setting for the ConsumerGroup
      heartbeat_interval: 1_000,
      # this setting will be forwarded to the GenConsumer
      commit_interval: 1_000
    ]

    gen_consumer_impl = ExampleGenConsumer
    consumer_group_name = "example_group"
    topic_names = ["example_topic"]

    children = [
      # ... other children
      %{
        id: KafkaEx.ConsumerGroup,
        start: {
          KafkaEx.ConsumerGroup,
          :start_link,
          [gen_consumer_impl, consumer_group_name, topic_names, consumer_group_opts]
        }
      }
      # ... other children
    ]

    Supervisor.start_link(children, strategy: :one_for_one)
  end
end
Note It is not necessary for the Elixir nodes in a consumer group to be
connected (i.e., using distributed Erlang methods).  The coordination of
group consumers is mediated by the broker.
See start_link/4 for configuration details.

      


      
        Summary


  
    Types
  


    
      
        option()

      


        Option values used when starting a consumer group



    


    
      
        options()

      


    





  
    Functions
  


    
      
        active?(supervisor_pid, timeout \\ 5000)

      


        Returns true if at least one child consumer process is alive



    


    
      
        assignments(supervisor_pid, timeout \\ 5000)

      


        Returns a list of topic and partition assignments for which this consumer is
responsible.



    


    
      
        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        consumer_pids(supervisor_pid)

      


        Returns the pids of consumer processes.



    


    
      
        consumer_supervisor_pid(supervisor_pid, timeout \\ 5000)

      


        Returns the pid of the KafkaEx.Consumer.GenConsumer.Supervisor that supervises this
member's consumers.



    


    
      
        generation_id(supervisor_pid, timeout \\ 5000)

      


        Returns the generation id of the consumer group.



    


    
      
        get_manager_pid(supervisor_pid)

      


        Returns the pid of the KafkaEx.Consumer.ConsumerGroup.Manager process for the
given consumer group supervisor.



    


    
      
        group_name(supervisor_pid, timeout \\ 5000)

      


        Returns the name of the consumer group



    


    
      
        leader?(supervisor_pid, timeout \\ 5000)

      


        Returns true if this consumer is the leader of the consumer group



    


    
      
        leader_id(supervisor_pid, timeout \\ 5000)

      


        Returns the member id of the consumer group's leader



    


    
      
        member_id(supervisor_pid, timeout \\ 5000)

      


        Returns the consumer group member id



    


    
      
        partition_consumer_map(supervisor_pid)

      


        Returns a map from {topic, partition_id} to consumer pid



    


    
      
        start_link(consumer_module, group_name, topics, opts \\ [])

      


        Starts a consumer group process tree process linked to the current process.



    





      


      
        Types

        


  
    
      
      Link to this type
    
    option()


      
       
       View Source
     


  


  

      

          @type option() ::
  KafkaEx.Consumer.GenConsumer.option()
  | {:heartbeat_interval, pos_integer()}
  | {:session_timeout, pos_integer()}
  | {:session_timeout_padding, pos_integer()}
  | {:partition_assignment_callback,
     KafkaEx.Consumer.ConsumerGroup.PartitionAssignment.callback()}
  | {:gen_server_opts, GenServer.options()}
  | {:name, Supervisor.name()}
  | {:max_restarts, non_neg_integer()}
  | {:max_seconds, non_neg_integer()}
  | {:uris, KafkaEx.uri()}


      


Option values used when starting a consumer group
	:heartbeat_interval - How frequently, in milliseconds, to send heartbeats
 to the broker.  This impacts how quickly we will process partition
 changes as consumers start/stop.  Default: 5000 (5 seconds).
	:session_timeout - Consumer group session timeout in milliseconds.
 Default: 30000 (30 seconds).  See below.
	:session_timeout_padding - Timeout padding for consumer group options.
 Default: 10000 (10 seconds).  See below.
	Any of t:KafkaEx.GenConsumer.option/0,
 which will be passed on to consumers
	:gen_server_opts - GenServer.options/0 passed on to the manager
 GenServer
	:name - Name for the consumer group supervisor
	:max_restarts, :max_seconds - Supervisor restart policy parameters
	:partition_assignment_callback - See
 KafkaEx.Consumer.ConsumerGroup.PartitionAssignment.callback/0
	:uris - List of Kafka broker URIs in {"host", port} format

Note :session_timeout is registered with the broker and determines how long
before the broker will de-register a consumer from which it has not heard a
heartbeat.  This value must between the broker cluster's configured values
for group.min.session.timeout.ms and group.max.session.timeout.ms (6000
and 30000 by default).  See
https://kafka.apache.org/documentation/#configuration.
You may need to adjust session_timeout_padding on high-latency clusters to
avoid timing out when joining/syncing consumer groups.

  



  
    
      
      Link to this type
    
    options()


      
       
       View Source
     


  


  

      

          @type options() :: [option()]


      



  


        

      

      
        Functions

        


    

  
    
      
      Link to this function
    
    active?(supervisor_pid, timeout \\ 5000)


      
       
       View Source
     


  


  

      

          @spec active?(Supervisor.supervisor(), timeout()) :: boolean()


      


Returns true if at least one child consumer process is alive

  



    

  
    
      
      Link to this function
    
    assignments(supervisor_pid, timeout \\ 5000)


      
       
       View Source
     


  


  

      

          @spec assignments(Supervisor.supervisor(), timeout()) :: [
  {topic :: binary(), partition_id :: non_neg_integer()}
]


      


Returns a list of topic and partition assignments for which this consumer is
responsible.
These are assigned by the leader and communicated by the broker on sync.

  



  
    
      
      Link to this function
    
    child_spec(init_arg)


      
       
       View Source
     


  


  

Returns a specification to start this module under a supervisor.
See Supervisor.

  



  
    
      
      Link to this function
    
    consumer_pids(supervisor_pid)


      
       
       View Source
     


  


  

      

          @spec consumer_pids(Supervisor.supervisor()) :: [pid()]


      


Returns the pids of consumer processes.
Returns an empty list if called before the initial sync.

  



    

  
    
      
      Link to this function
    
    consumer_supervisor_pid(supervisor_pid, timeout \\ 5000)


      
       
       View Source
     


  


  

      

          @spec consumer_supervisor_pid(Supervisor.supervisor(), timeout()) :: nil | pid()


      


Returns the pid of the KafkaEx.Consumer.GenConsumer.Supervisor that supervises this
member's consumers.
Returns nil if called before the initial sync.

  



    

  
    
      
      Link to this function
    
    generation_id(supervisor_pid, timeout \\ 5000)


      
       
       View Source
     


  


  

      

          @spec generation_id(Supervisor.supervisor(), timeout()) :: integer() | nil


      


Returns the generation id of the consumer group.
The generation id is provided by the broker on sync.  Returns nil if
queried before the initial sync has completed.

  



  
    
      
      Link to this function
    
    get_manager_pid(supervisor_pid)


      
       
       View Source
     


  


  

      

          @spec get_manager_pid(Supervisor.supervisor()) :: pid()


      


Returns the pid of the KafkaEx.Consumer.ConsumerGroup.Manager process for the
given consumer group supervisor.
Intended for introspection usage only.
Raises ArgumentError if the manager process is not found or not running.

  



    

  
    
      
      Link to this function
    
    group_name(supervisor_pid, timeout \\ 5000)


      
       
       View Source
     


  


  

      

          @spec group_name(Supervisor.supervisor(), timeout()) :: binary()


      


Returns the name of the consumer group

  



    

  
    
      
      Link to this function
    
    leader?(supervisor_pid, timeout \\ 5000)


      
       
       View Source
     


  


  

      

          @spec leader?(Supervisor.supervisor(), timeout()) :: boolean()


      


Returns true if this consumer is the leader of the consumer group
Leaders are elected by the broker and are responsible for assigning
partitions.  Returns false if queried before the initial sync has completed.

  



    

  
    
      
      Link to this function
    
    leader_id(supervisor_pid, timeout \\ 5000)


      
       
       View Source
     


  


  

      

          @spec leader_id(Supervisor.supervisor(), timeout()) :: binary() | nil


      


Returns the member id of the consumer group's leader
This is provided by the broker on sync.  Returns nil if queried before the
initial sync has completed

  



    

  
    
      
      Link to this function
    
    member_id(supervisor_pid, timeout \\ 5000)


      
       
       View Source
     


  


  

      

          @spec member_id(Supervisor.supervisor(), timeout()) :: binary() | nil


      


Returns the consumer group member id
The id is assigned by the broker.  Returns nil if queried before the
initial sync has completed.

  



  
    
      
      Link to this function
    
    partition_consumer_map(supervisor_pid)


      
       
       View Source
     


  


  

      

          @spec partition_consumer_map(Supervisor.supervisor()) :: %{
  required({topic :: binary(), partition_id :: non_neg_integer()}) => pid()
}


      


Returns a map from {topic, partition_id} to consumer pid

  



    

  
    
      
      Link to this function
    
    start_link(consumer_module, group_name, topics, opts \\ [])


      
       
       View Source
     


  


  

      

          @spec start_link(module() | {module(), module()}, binary(), [binary()], options()) ::
  Supervisor.on_start()


      


Starts a consumer group process tree process linked to the current process.
This can be used to start a KafkaEx.ConsumerGroup as part of a supervision
tree.
consumer_module is
	a module that implements the KafkaEx.GenConsumer
behaviour.
	a tuple of {gen_consumer_module, consumer_module} can substitute another
GenServer implementation for KafkaEx.GenConsumer. When a single module
is passed it is transformed to {KafkaEx.Consumer.GenConsumer, consumer_module}.

group_name is the name of the consumer group.
topics is a list of topics that the consumer group should consume from.
opts can be composed of options for the supervisor as well as for the
KafkEx.GenConsumer processes that will be spawned by the supervisor.  See
option/0 for details.
Note When starting a consumer group with multiple topics, you should
propagate this configuration change to your consumers.  If you add a topic to
an existing consumer group from a single consumer, it may take a long time
to propagate depending on the leader election process.

  
    
  
  Return Values


This function has the same return values as Supervisor.start_link/3.

  


        

      



  

    
KafkaEx.Consumer.ConsumerGroup.Heartbeat 
    



      
 GenServer to send heartbeats to the broker
 A HeartbeatRequest is sent periodically by each active group member (after
 completing the join/sync phase) to inform the broker that the member is
 still alive and participating in the group. If a group member fails to send
 a heartbeat before the group's session timeout expires, the coordinator
 removes that member from the group and initiates a rebalance.
 HeartbeatResponse allows the coordinating broker to communicate the
 group's status to each member:
	:no_error indicates that the group is up to date and no action is
needed.
	:rebalance_in_progress a rebalance has been initiated, so each member
should re-join.
	:unknown_member_id means that this heartbeat was from a previous dead
generation.

 For either of the error conditions, the heartbeat process exits, which is
 trapped by the KafkaEx.Consumer.ConsumerGroup.Manager and handled by re-joining the
 consumer group. (see KafkaEx.Consumer.ConsumerGroup.Manager.join/1)

      


      
        Summary


  
    Functions
  


    
      
        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        init(map)

      


        Callback implementation for GenServer.init/1.



    


    
      
        start_link(options)

      


    





      


      
        Functions

        


  
    
      
      Link to this function
    
    child_spec(init_arg)


      
       
       View Source
     


  


  

Returns a specification to start this module under a supervisor.
See Supervisor.

  



  
    
      
      Link to this function
    
    init(map)


      
       
       View Source
     


  


  

Callback implementation for GenServer.init/1.

  



  
    
      
      Link to this function
    
    start_link(options)


      
       
       View Source
     


  


  


  


        

      



  

    
KafkaEx.Consumer.ConsumerGroup.Manager 
    



      
Manages membership in a Kafka consumer group.
This module implements the Kafka consumer group protocol, handling:
	Group Membership: Joining and leaving consumer groups via JoinGroup/LeaveGroup requests
	Partition Assignment: Coordinating partition distribution among group members
	Rebalancing: Triggering rebalances when members join/leave or partitions change
	Heartbeats: Maintaining group membership through periodic heartbeat messages


  
    
  
  Consumer Group Protocol Flow


	Join Phase: Send JoinGroupRequest to group coordinator. The coordinator
blocks until all members have joined, then elects a leader.

	Sync Phase: The leader computes partition assignments and sends them via
SyncGroupRequest. All members receive their assignments in the response.

	Consume Phase: Members consume from assigned partitions while sending
periodic heartbeats to maintain membership.

	Rebalance: When the coordinator signals a rebalance (via heartbeat response),
members stop consuming, commit offsets, and rejoin the group.



  
    
  
  Options


The following options can be passed when starting a consumer group:
	:heartbeat_interval - Interval between heartbeats in ms (default: 5000)
	:session_timeout - Session timeout in ms (default: 30000)
	:session_timeout_padding - Extra time added to request timeouts (default: 10000)
	:rebalance_timeout - Time allowed for consumers to rejoin during rebalance (default: session_timeout * 3)
	:partition_assignment_callback - Function for custom partition assignment (default: round-robin)

Options can also be configured globally via application config under :kafka_ex.

      


      
        Summary


  
    Types
  


    
      
        assignments()

      


    





  
    Functions
  


    
      
        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        init(arg)

      


        Callback implementation for GenServer.init/1.



    





      


      
        Types

        


  
    
      
      Link to this type
    
    assignments()


      
       
       View Source
     


  


  

      

          @type assignments() :: [{binary(), integer()}]


      



  


        

      

      
        Functions

        


  
    
      
      Link to this function
    
    child_spec(init_arg)


      
       
       View Source
     


  


  

Returns a specification to start this module under a supervisor.
See Supervisor.

  



  
    
      
      Link to this function
    
    init(arg)


      
       
       View Source
     


  


  

Callback implementation for GenServer.init/1.

  


        

      



  

    
KafkaEx.Consumer.ConsumerGroup.PartitionAssignment 
    



      
Contains typespecs and reference algorithms for assigning partitions
round_robin/2 is used by KafkaEx.Consumer.ConsumerGroup by default and should
suffice in most cases.
For custom assignments, any function matching the
callback/0 type spec can be used.

      


      
        Summary


  
    Types
  


    
      
        callback()

      


        A function that can assign partitions.



    


    
      
        member_id()

      


        The ID (string) of a member of a consumer group, assigned by a Kafka broker.



    


    
      
        partition()

      


        A partition of a single topic (embeds the name of the topic).



    


    
      
        partition_id()

      


        The integer ID of a partition of a Kafka topic.



    


    
      
        topic()

      


        The string name of a Kafka topic.



    





  
    Functions
  


    
      
        round_robin(members, partitions)

      


        Round robin assignment



    





      


      
        Types

        


  
    
      
      Link to this type
    
    callback()


      
       
       View Source
     


  


  

      

          @type callback() :: (members :: [member_id()], partitions :: [partition()] ->
                 %{required(member_id()) => [partition()]})


      


A function that can assign partitions.
members is a list of member IDs and partitions is a list of partitions
that need to be assigned to a group member.
The return value must be a map with member IDs as keys and a list of
partition assignments as values. For each member ID in the returned map, the
assigned partitions will become the assignments argument to
KafkaEx.GenConsumer.Supervisor.start_link/4 in the corresponding member
process. Any member that's omitted from the return value will not be assigned
any partitions.

  
    
  
  Example


Given the following members and partitions to be assigned:
members = ["member1", "member2", "member3"]
partitions = [{"topic", 0}, {"topic", 1}, {"topic", 2}]
One possible assignment is as follows:
ExampleGenConsumer.assign_partitions(members, partitions)
#=> %{"member1" => [{"topic", 0}, {"topic", 2}], "member2" => [{"topic", 1}]}
In this case, the consumer group process for "member1" will launch two
KafkaEx.GenConsumer processes (one for each of its assigned partitions),
"member2" will launch one KafkaEx.GenConsumer process, and "member3" will
launch no processes.

  



  
    
      
      Link to this type
    
    member_id()


      
       
       View Source
     


  


  

      

          @type member_id() :: binary()


      


The ID (string) of a member of a consumer group, assigned by a Kafka broker.

  



  
    
      
      Link to this type
    
    partition()


      
       
       View Source
     


  


  

      

          @type partition() :: {topic(), partition_id()}


      


A partition of a single topic (embeds the name of the topic).

  



  
    
      
      Link to this type
    
    partition_id()


      
       
       View Source
     


  


  

      

          @type partition_id() :: integer()


      


The integer ID of a partition of a Kafka topic.

  



  
    
      
      Link to this type
    
    topic()


      
       
       View Source
     


  


  

      

          @type topic() :: binary()


      


The string name of a Kafka topic.

  


        

      

      
        Functions

        


  
    
      
      Link to this function
    
    round_robin(members, partitions)


      
       
       View Source
     


  


  

      

          @spec round_robin([binary()], [partition()]) :: %{required(binary()) => [partition()]}


      


Round robin assignment
Iterates over the partitions and members, giving the first member the first
partition, the second member the second partition, etc, looping back to the
beginning of the list of members when finished.
Example:
iex> KafkaEx.Consumer.ConsumerGroup.PartitionAssignment(["m1", "m2"], [{"t1", 0}, {"t2, 1"}, {"t3", 2}])
%{"m1" => [{"t1", 0}, {"t3", 2}], "m2" => [{"t2", 1}]}

  


        

      



  

    
KafkaEx.Consumer.GenConsumer behaviour
    



      
A behaviour module for implementing a Kafka consumer.
A KafkaEx.Consumer.GenConsumer is an Elixir process that consumes messages from
Kafka. A single KafkaEx.Consumer.GenConsumer process consumes from a single
partition of a Kafka topic. Several KafkaEx.Consumer.GenConsumer processes can be
used to consume from multiple partitions or even multiple topics. Partition
assignments for a group of KafkaEx.Consumer.GenConsumers can be defined manually
using KafkaEx.Consumer.GenConsumer.Supervisor or coordinated across a cluster of
nodes using KafkaEx.Consumer.ConsumerGroup.
A KafkaEx.Consumer.GenConsumer must implement three callbacks.  Two of these will be
defined with default behavior if you add use KafkaEx.Consumer.GenConsumer to your
module, leaving just handle_message_set/2 to be implemented.  This is the
recommended usage.

  
    
  
  Example


The KafkaEx.Consumer.GenConsumer behaviour abstracts common Kafka consumer
interactions.  KafkaEx.Consumer.GenConsumer will take care of the details of
determining a starting offset, fetching messages from a Kafka broker, and
committing offsets for consumed messages. Developers are only required to
implement handle_message_set/2 to process messages.
The following is a minimal example that logs each message as it's consumed:
defmodule ExampleGenConsumer do
  use KafkaEx.Consumer.GenConsumer

  require Logger

  # note - messages are delivered in batches
  def handle_message_set(message_set, state) do
    for %Record{value: message} <- message_set do
      Logger.debug(fn -> "message: " <> inspect(message) end)
    end
    {:async_commit, state}
  end
end
handle_message_set/2 will be called with the batch of messages fetched
from the broker.  The number of messages in a batch is determined by the
number of messages available and the max_bytes and min_bytes parameters
of the fetch request (which can be configured in KafkaEx).  In this example,
because handle_message_set/2 always returns {:async_commit, new_state},
the message offsets will be automatically committed asynchronously.

  
    
  
  Committing Offsets


KafkaEx.Consumer.GenConsumer manages a consumer's offsets by committing the offsets
of consumed messages.  KafkaEx supports two commit strategies: asynchronous
and synchronous.  The return value of handle_message_set/2 determines
which strategy is used:
	{:sync_commit, new_state} causes synchronous offset commits.
	{:async_commit, new_state} causes asynchronous offset commits.

Note that with both of the offset commit strategies, only if the final offset
in the message set is committed and this is done after the messages are
consumed.  If you want to commit the offset of every message consumed, use
the synchronous offset commit strategy and implement calls to
KafkaEx.offset_commit/2 within your consumer as appropriate.

  
    
  
  Synchronous offset commits


When handle_message_set/2 returns {:sync_commit, new_state}, the offset
of the final message in the message set is committed immediately before
fetching any more messages.  This strategy requires a significant amount of
communication with the broker and could correspondingly degrade consumer
performance, but it will keep the offset commits tightly synchronized with
the consumer state.
Choose the synchronous offset commit strategy if you want to favor
consistency of offset commits over performance, or if you have a low rate of
message arrival.  The definition of a "low rate" depends on the situation,
but tens of messages per second could be considered a "low rate" in most
situations.

  
    
  
  Asynchronous offset commits


When handle_message_set/2 returns {:async_commit, new_state}, KafkaEx
will not commit offsets after every message set consumed.  To avoid
excessive network calls, the offsets are committed periodically (and when
the worker terminates).
How often a KafkaEx.Consumer.GenConsumer auto-commits offsets is controlled by the two
configuration values :commit_interval and :commit_threshold.
	:commit_interval is the maximum time (in milliseconds) that a
KafkaEx.Consumer.GenConsumer will delay committing the offset for an acknowledged
message.

	:commit_threshold is the maximum number of acknowledged messages that a
KafkaEx.Consumer.GenConsumer will allow to be uncommitted before triggering a
commit.


These can be set globally in the :kafka_ex app's environment or on a
per-consumer basis by passing options to start_link/5:
# In config/config.exs
config :kafka_ex,
  commit_interval: 5000,
  commit_threshold: 100

# As options to start_link/5
KafkaEx.Consumer.GenConsumer.start_link(MyConsumer, "my_group", "topic", 0,
                               commit_interval: 5000,
                               commit_threshold: 100)
For low-volume topics, :commit_interval is the dominant factor for how
often a KafkaEx.Consumer.GenConsumer auto-commits. For high-volume topics,
:commit_threshold is the dominant factor.

  
    
  
  Handler state and interaction


Use the init/2 to initialize consumer state and handle_call/3,
handle_cast/2, or handle_info/2 to interact.
Example:
defmodule MyConsumer do
  use KafkaEx.Consumer.GenConsumer

  defmodule State do
    defstruct messages: [], calls: 0
  end

  def init(_topic, _partition) do
    {:ok, %State{}}
  end

  def init(_topic, _partition, extra_args) do
    {:ok, %State{}}
  end

  def handle_message_set(message_set, state) do
    {:async_commit, %{state | messages: state.messages ++ message_set}}
  end

  def handle_call(:messages, _from, state) do
    {:reply, state.messages, %{state | calls: state.calls + 1}}
  end
end

{:ok, pid} = GenConsumer.start_link(MyConsumer, "consumer_group", "topic", 0)
GenConsumer.call(pid, :messages)
NOTE If you do not implement handle_call/3 or handle_cast/2, any
calls to GenConsumer.call/3 or casts to GenConsumer.cast/2 will raise an
error. Similarly, any messages sent to a GenConsumer will log an error if
there is no corresponding handle_info/2 callback defined.

  
    
  
  Testing


A KafkaEx.Consumer.GenConsumer can be unit-tested without a running Kafka broker by sending
messages directly to its handle_message_set/2 function. The following
recipe can be used as a starting point when testing a KafkaEx.Consumer.GenConsumer:
defmodule ExampleGenConsumerTest do
  use ExUnit.Case, async: true

  alias KafkaEx.Messages.Fetch.Record

  @topic "topic"
  @partition 0

  setup do
    {:ok, state} = ExampleGenConsumer.init(@topic, @partition)
    {:ok, %{state: state}}
  end

  test "it acks a message", %{state: state} do
    message_set = [Record.build(offset: 0, value: "hello")]
    {response, _new_state} =
      ExampleGenConsumer.handle_message_set(message_set, state)
    assert response == :async_commit
  end
end

      


      
        Summary


  
    Types
  


    
      
        option()

      


        Option values used when starting a KafkaEx.Consumer.GenConsumer.



    


    
      
        options()

      


        Options used when starting a KafkaEx.Consumer.GenConsumer.



    





  
    Callbacks
  


    
      
        handle_call(call, from, state)

      


        Invoked by KafkaEx.Consumer.GenConsumer.call/3.



    


    
      
        handle_cast(cast, state)

      


        Invoked by KafkaEx.Consumer.GenConsumer.cast/2.



    


    
      
        handle_info(info, state)

      


        Invoked by sending messages to the consumer.



    


    
      
        handle_message_set(message_set, state)

      


        Invoked for each message set consumed from a Kafka topic partition.



    


    
      
        init(topic, partition)

      


        Invoked when the server is started. start_link/5 will block until it
returns.



    


    
      
        init(topic, partition, extra_args)

      


        Invoked when the server is started. start_link/5 will block until it
returns.



    





  
    Functions
  


    
      
        call(gen_consumer, message, timeout \\ 5000)

      


        Forwards a GenServer.call/3 to the consumer implementation with the
consumer's state.



    


    
      
        cast(gen_consumer, message)

      


        Forwards a GenServer.cast/2 to the consumer implementation with the
consumer's state.



    


    
      
        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        init(arg)

      


        Callback implementation for GenServer.init/1.



    


    
      
        partition(gen_consumer, timeout \\ 5000)

      


        Returns the topic and partition id for this consumer process



    


    
      
        start_link(consumer_module, group_name, topic, partition, opts \\ [])

      


        Starts a KafkaEx.Consumer.GenConsumer process linked to the current process.



    





      


      
        Types

        


  
    
      
      Link to this type
    
    option()


      
       
       View Source
     


  


  

      

          @type option() ::
  {:client, GenServer.server()}
  | {:commit_interval, non_neg_integer()}
  | {:commit_threshold, non_neg_integer()}
  | {:auto_offset_reset, :none | :earliest | :latest}
  | {:api_versions, map()}
  | {:shutdown, timeout()}
  | {:extra_consumer_args, map()}


      


Option values used when starting a KafkaEx.Consumer.GenConsumer.

  



  
    
      
      Link to this type
    
    options()


      
       
       View Source
     


  


  

      

          @type options() :: [option() | GenServer.option()]


      


Options used when starting a KafkaEx.Consumer.GenConsumer.

  


        

      

      
        Callbacks

        


  
    
      
      Link to this callback
    
    handle_call(call, from, state)


      
       
       View Source
     


  


  

      

          @callback handle_call(call :: term(), from :: GenServer.from(), state :: term()) ::
  {:reply, reply_value :: term(), new_state :: term()}
  | {:stop, reason :: term(), reply_value :: term(), new_state :: term()}
  | {:stop, reason :: term(), new_state :: term()}


      


Invoked by KafkaEx.Consumer.GenConsumer.call/3.
Note the default implementation will cause a RuntimeError.  If you want to
interact with your consumer, you must implement a handle_call function.

  



  
    
      
      Link to this callback
    
    handle_cast(cast, state)


      
       
       View Source
     


  


  

      

          @callback handle_cast(cast :: term(), state :: term()) ::
  {:noreply, new_state :: term()}
  | {:stop, reason :: term(), new_state :: term()}


      


Invoked by KafkaEx.Consumer.GenConsumer.cast/2.
Note the default implementation will cause a RuntimeError.  If you want to
interact with your consumer, you must implement a handle_cast function.

  



  
    
      
      Link to this callback
    
    handle_info(info, state)


      
       
       View Source
     


  


  

      

          @callback handle_info(info :: term(), state :: term()) ::
  {:noreply, new_state :: term()}
  | {:stop, reason :: term(), new_state :: term()}


      


Invoked by sending messages to the consumer.
Note the default implementation will log error messages.  If you want to
interact with your consumer, you must implement a handle_info function.

  



  
    
      
      Link to this callback
    
    handle_message_set(message_set, state)


      
       
       View Source
     


  


  

      

          @callback handle_message_set(
  message_set :: [KafkaEx.Messages.Fetch.Record.t()],
  state :: term()
) ::
  {:async_commit, new_state :: term()} | {:sync_commit, new_state :: term()}


      


Invoked for each message set consumed from a Kafka topic partition.
message_set is a message set fetched from a Kafka broker and state is the
current state of the KafkaEx.Consumer.GenConsumer.
Returning {:async_commit, new_state} acknowledges message and continues
to consume from the Kafka queue with new state new_state. Acknowledged
messages will be auto-committed (possibly at a later time) based on the
:commit_interval and :commit_threshold options.
Returning {:sync_commit, new_state} commits message synchronously before
continuing to consume from the Kafka queue with new state new_state.
Committing a message synchronously means that no more messages will be
consumed until the message's offset is committed. :sync_commit should be
used sparingly, since committing every message synchronously would impact a
consumer's performance and could result in excessive network traffic.

  



  
    
      
      Link to this callback
    
    init(topic, partition)


      
       
       View Source
     


  


  

      

          @callback init(topic :: binary(), partition :: non_neg_integer()) ::
  {:ok, state :: term()} | {:stop, reason :: term()}


      


Invoked when the server is started. start_link/5 will block until it
returns.
topic and partition are the arguments passed to start_link/5. They
identify the Kafka partition that the KafkaEx.Consumer.GenConsumer will consume from.
Returning {:ok, state} will cause start_link/5 to return {:ok, pid} and
the process to start consuming from its assigned partition. state becomes
the consumer's state.
Any other return value will cause the start_link/5 to return {:error, error} and the process to exit.

  



  
    
      
      Link to this callback
    
    init(topic, partition, extra_args)


      
       
       View Source
     


  


  

      

          @callback init(
  topic :: binary(),
  partition :: non_neg_integer(),
  extra_args :: map()
) :: {:ok, state :: term()} | {:stop, reason :: term()}


      


Invoked when the server is started. start_link/5 will block until it
returns.
topic and partition are the arguments passed to start_link/5. They
identify the Kafka partition that the KafkaEx.Consumer.GenConsumer will consume from.
extra_args is the value of the extra_consumer_args option to start_link/5.
The default implementation of this function calls init/2.
Returning {:ok, state} will cause start_link/5 to return {:ok, pid} and
the process to start consuming from its assigned partition. state becomes
the consumer's state.
Any other return value will cause the start_link/5 to return {:error, error} and the process to exit.

  


        

      

      
        Functions

        


    

  
    
      
      Link to this function
    
    call(gen_consumer, message, timeout \\ 5000)


      
       
       View Source
     


  


  

      

          @spec call(GenServer.server(), term(), timeout()) :: term()


      


Forwards a GenServer.call/3 to the consumer implementation with the
consumer's state.
The implementation must return a GenServer.call/3-compatible value of the
form {:reply, reply_value, new_consumer_state}.  The GenConsumer will
turn this into an immediate timeout, which drives continued message
consumption.
See the moduledoc for an example.

  



  
    
      
      Link to this function
    
    cast(gen_consumer, message)


      
       
       View Source
     


  


  

      

          @spec cast(GenServer.server(), term()) :: term()


      


Forwards a GenServer.cast/2 to the consumer implementation with the
consumer's state.
The implementation must return a GenServer.cast/2-compatible value of the
form {:noreply, new_consumer_state}. The GenConsumer will turn this into an
immediate timeout, which drives continued message consumption.

  



  
    
      
      Link to this function
    
    child_spec(init_arg)


      
       
       View Source
     


  


  

Returns a specification to start this module under a supervisor.
See Supervisor.

  



  
    
      
      Link to this function
    
    init(arg)


      
       
       View Source
     


  


  

Callback implementation for GenServer.init/1.

  



    

  
    
      
      Link to this function
    
    partition(gen_consumer, timeout \\ 5000)


      
       
       View Source
     


  


  

Returns the topic and partition id for this consumer process

  



    

  
    
      
      Link to this function
    
    start_link(consumer_module, group_name, topic, partition, opts \\ [])


      
       
       View Source
     


  


  

      

          @spec start_link(
  consumer_module :: module(),
  consumer_group_name :: binary(),
  topic_name :: binary(),
  partition_id :: non_neg_integer(),
  options()
) :: GenServer.on_start()


      


Starts a KafkaEx.Consumer.GenConsumer process linked to the current process.
This can be used to start the KafkaEx.Consumer.GenConsumer as part of a supervision tree.
Once the consumer has been started, the init/2 function of
consumer_module is called with topic and partition as its arguments.
group_name is the consumer group name that will be used for managing
consumer offsets.

  
    
  
  Options


	:client - An existing KafkaEx.Client pid to use for Kafka operations.
If not provided, a new client will be started automatically.

	:commit_interval - The interval in milliseconds that the consumer will
wait to commit offsets of handled messages.  Default 5_000.

	:commit_threshold - Threshold number of messages consumed to commit
offsets to the broker.  Default 100.

	:auto_offset_reset - The policy for resetting offsets when an
:offset_out_of_range error occurs. :earliest will move the offset to
the oldest available, :latest moves to the most recent. If anything else
is specified, the error will simply be raised.

	:fetch_options - Optional keyword list that is passed along to the
fetch operation.

	:shutdown - Optional amount of time in milliseconds that the supervisor
will wait for a GenConsumer to terminate after emitting a
Process.exit(child, :shutdown) signal. Defaults to 5_000.

	:extra_consumer_args - Optional parameter that is passed along to the
GenConsumer.init call in the consumer module. Note that if init/3 is not
implemented, the default implementation calls to init/2, dropping the extra
arguments.


NOTE :commit_interval, auto_commit_reset and :commit_threshold default to the
application config (e.g., Application.get_env/2) if that value is present, or the stated
default if the application config is not present.
Any valid options for GenServer.start_link/3 can also be specified.

  
    
  
  Return Values


This function has the same return values as GenServer.start_link/3.

  


        

      



  

    
KafkaEx.Consumer.GenConsumer.Supervisor 
    



      
A supervisor for managing GenConsumer processes that are part of a consumer
group.
The supervisor will launch individual GenConsumer processes for each
partition given by the partitions argument to start_link/4. When
terminated, each of the supervisor's child processes will commit its latest
offset before terminating.
This module manages a static list of consumer processes. For dynamically
distributing consumers in a consumer group across a cluster of nodes, see
KafkaEx.ConsumerGroup.

      


      
        Summary


  
    Functions
  


    
      
        active?(supervisor_pid)

      


        Returns true if any child pids are alive



    


    
      
        child_pids(supervisor_pid)

      


        Returns a list of child pids



    


    
      
        child_spec(arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        start_link(map)

      


        Starts a GenConsumer.Supervisor process linked to the current process.



    





      


      
        Functions

        


  
    
      
      Link to this function
    
    active?(supervisor_pid)


      
       
       View Source
     


  


  

      

          @spec active?(Supervisor.supervisor()) :: boolean()


      


Returns true if any child pids are alive

  



  
    
      
      Link to this function
    
    child_pids(supervisor_pid)


      
       
       View Source
     


  


  

      

          @spec child_pids(pid() | atom()) :: [pid()]


      


Returns a list of child pids
Intended to be used for operational and testing purposes

  



  
    
      
      Link to this function
    
    child_spec(arg)


      
       
       View Source
     


  


  

Returns a specification to start this module under a supervisor.
See Supervisor.

  



  
    
      
      Link to this function
    
    start_link(map)


      
       
       View Source
     


      (since 0.13.0)

  


  

      

          @spec start_link(%{
  gen_consumer_module: module(),
  consumer_module: module(),
  group_name: binary(),
  assignments: [{topic_name :: binary(), partition_id :: non_neg_integer()}],
  opts: KafkaEx.Consumer.GenConsumer.options()
}) :: Supervisor.on_start()


      


Starts a GenConsumer.Supervisor process linked to the current process.
gen_consumer_module is a module that implements the GenServer behaviour
which consumes events from Kafka.
consumer_module is a module that implements the GenConsumer behaviour.
group_name is the name of a consumer group.
assignments is a list of partitions for the GenConsumers to consume.
opts accepts the same options as KafkaEx.GenConsumer.start_link/5.

  
    
  
  Return Values


This function has the same return values as Supervisor.start_link/3.
If the supervisor and its consumers are successfully created, this function
returns {:ok, pid}, where pid is the PID of the supervisor.

  


        

      



  

    
KafkaEx.Messages.ApiVersions 
    



      
Represents the API versions supported by a Kafka broker.
This struct contains information about which Kafka API versions
the broker supports, enabling the client to negotiate compatible
API versions for all operations.

      


      
        Summary


  
    Types
  


    
      
        api_key()

      


        The Kafka API key identifier (e.g., 0 for Produce, 1 for Fetch, 3 for Metadata, 18 for ApiVersions)



    


    
      
        api_version()

      


        A single API version entry



    


    
      
        t()

      


    





  
    Functions
  


    
      
        build(opts \\ [])

      


        Builds an ApiVersions struct from response data.



    


    
      
        max_version_for_api(api_versions, api_key)

      


        Finds the maximum supported version for a given API.



    


    
      
        min_version_for_api(api_versions, api_key)

      


        Finds the minimum supported version for a given API.



    


    
      
        version_supported?(api_versions, api_key, version)

      


        Checks if a specific API version is supported.



    





      


      
        Types

        


  
    
      
      Link to this type
    
    api_key()


      
       
       View Source
     


  


  

      

          @type api_key() :: non_neg_integer()


      


The Kafka API key identifier (e.g., 0 for Produce, 1 for Fetch, 3 for Metadata, 18 for ApiVersions)

  



  
    
      
      Link to this type
    
    api_version()


      
       
       View Source
     


  


  

      

          @type api_version() :: %{
  min_version: non_neg_integer(),
  max_version: non_neg_integer()
}


      


A single API version entry
	min_version: Minimum supported version for this API
	max_version: Maximum supported version for this API


  



  
    
      
      Link to this type
    
    t()


      
       
       View Source
     


  


  

      

          @type t() :: %KafkaEx.Messages.ApiVersions{
  api_versions: %{required(api_key()) => api_version()},
  throttle_time_ms: nil | non_neg_integer()
}


      



  


        

      

      
        Functions

        


    

  
    
      
      Link to this function
    
    build(opts \\ [])


      
       
       View Source
     


  


  

      

          @spec build(Keyword.t()) :: t()


      


Builds an ApiVersions struct from response data.

  



  
    
      
      Link to this function
    
    max_version_for_api(api_versions, api_key)


      
       
       View Source
     


  


  

      

          @spec max_version_for_api(t(), non_neg_integer()) ::
  {:ok, non_neg_integer()} | {:error, :unsupported_api}


      


Finds the maximum supported version for a given API.

  



  
    
      
      Link to this function
    
    min_version_for_api(api_versions, api_key)


      
       
       View Source
     


  


  

      

          @spec min_version_for_api(t(), non_neg_integer()) ::
  {:ok, non_neg_integer()} | {:error, :unsupported_api}


      


Finds the minimum supported version for a given API.

  



  
    
      
      Link to this function
    
    version_supported?(api_versions, api_key, version)


      
       
       View Source
     


  


  

      

          @spec version_supported?(t(), non_neg_integer(), non_neg_integer()) :: boolean()


      


Checks if a specific API version is supported.

  


        

      



  

    
KafkaEx.Messages.ConsumerGroupDescription 
    



      
A detailed description of a single consumer group in the cluster.
Java equivalent: org.apache.kafka.clients.admin.ConsumerGroupDescription
Contains information about a consumer group's state, protocol, and members as returned by the DescribeGroups API.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        from_describe_group_response(describe_group)

      


        Builds a ConsumerGroupDescription from a DescribeGroups API response.



    


    
      
        group_id(consumer_group_description)

      


        Returns the group ID.



    


    
      
        members(consumer_group_description)

      


        Returns the list of members in the group.



    


    
      
        stable?(consumer_group_description)

      


        Returns whether the group is in the Stable state.



    


    
      
        state(consumer_group_description)

      


        Returns the current state of the group.



    





      


      
        Types

        


  
    
      
      Link to this type
    
    t()


      
       
       View Source
     


  


  

      

          @type t() :: %KafkaEx.Messages.ConsumerGroupDescription{
  authorized_operations: integer() | nil,
  group_id: binary(),
  members: [KafkaEx.Messages.ConsumerGroupDescription.Member.t()],
  protocol: binary(),
  protocol_type: binary(),
  state: binary()
}


      



  


        

      

      
        Functions

        


  
    
      
      Link to this function
    
    from_describe_group_response(describe_group)


      
       
       View Source
     


  


  

      

          @spec from_describe_group_response(map()) :: t()


      


Builds a ConsumerGroupDescription from a DescribeGroups API response.

  



  
    
      
      Link to this function
    
    group_id(consumer_group_description)


      
       
       View Source
     


  


  

      

          @spec group_id(t()) :: binary()


      


Returns the group ID.

  



  
    
      
      Link to this function
    
    members(consumer_group_description)


      
       
       View Source
     


  


  

      

          @spec members(t()) :: [KafkaEx.Messages.ConsumerGroupDescription.Member.t()]


      


Returns the list of members in the group.

  



  
    
      
      Link to this function
    
    stable?(consumer_group_description)


      
       
       View Source
     


  


  

      

          @spec stable?(t()) :: boolean()


      


Returns whether the group is in the Stable state.

  



  
    
      
      Link to this function
    
    state(consumer_group_description)


      
       
       View Source
     


  


  

      

          @spec state(t()) :: binary()


      


Returns the current state of the group.

  


        

      



  

    
KafkaEx.Messages.ConsumerGroupDescription.Member 
    



      
Information about a member of a consumer group.
Java equivalent: org.apache.kafka.clients.admin.MemberDescription
Contains identifying information about a consumer group member and their
current partition assignment.

      


      
        Summary


  
    Types
  


    
      
        partial_response()

      


    


    
      
        t()

      


    





  
    Functions
  


    
      
        assignment(member)

      


        Returns the member's current partition assignment.



    


    
      
        client_host(member)

      


        Returns the client host.



    


    
      
        client_id(member)

      


        Returns the client ID.



    


    
      
        from_describe_group_response(response)

      


        Builds a Member from a DescribeGroups API response.



    


    
      
        member_id(member)

      


        Returns the member ID.



    





      


      
        Types

        


  
    
      
      Link to this type
    
    partial_response()


      
       
       View Source
     


  


  

      

          @type partial_response() :: %{
  :member_id => binary(),
  :client_id => binary(),
  :client_host => binary(),
  :member_metadata => term(),
  optional(:member_assignment) => map() | nil
}


      



  



  
    
      
      Link to this type
    
    t()


      
       
       View Source
     


  


  

      

          @type t() :: %KafkaEx.Messages.ConsumerGroupDescription.Member{
  client_host: binary(),
  client_id: binary(),
  group_instance_id: binary() | nil,
  member_assignment:
    KafkaEx.Messages.ConsumerGroupDescription.Member.MemberAssignment.t() | nil,
  member_id: binary(),
  member_metadata: term()
}


      



  


        

      

      
        Functions

        


  
    
      
      Link to this function
    
    assignment(member)


      
       
       View Source
     


  


  

      

          @spec assignment(t()) ::
  KafkaEx.Messages.ConsumerGroupDescription.Member.MemberAssignment.t() | nil


      


Returns the member's current partition assignment.

  



  
    
      
      Link to this function
    
    client_host(member)


      
       
       View Source
     


  


  

      

          @spec client_host(t()) :: binary()


      


Returns the client host.

  



  
    
      
      Link to this function
    
    client_id(member)


      
       
       View Source
     


  


  

      

          @spec client_id(t()) :: binary()


      


Returns the client ID.

  



  
    
      
      Link to this function
    
    from_describe_group_response(response)


      
       
       View Source
     


  


  

      

          @spec from_describe_group_response(partial_response()) :: t()


      


Builds a Member from a DescribeGroups API response.

  



  
    
      
      Link to this function
    
    member_id(member)


      
       
       View Source
     


  


  

      

          @spec member_id(t()) :: binary()


      


Returns the member ID.

  


        

      



  

    
KafkaEx.Messages.ConsumerGroupDescription.Member.MemberAssignment 
    



      
The current assignment for a consumer group member.
Java equivalent: org.apache.kafka.clients.consumer.ConsumerPartitionAssignor.Assignment
Contains the partition assignments and user data for a member.
Will only be present if the group is stable.

      


      
        Summary


  
    Types
  


    
      
        response_partial()

      


    


    
      
        t()

      


    





  
    Functions
  


    
      
        from_describe_group_response(response)

      


        Builds a MemberAssignment from a DescribeGroups API response.



    


    
      
        partition_assignments(member_assignment)

      


        Returns the partition assignments.



    


    
      
        user_data(member_assignment)

      


        Returns the user data.



    


    
      
        version(member_assignment)

      


        Returns the assignment version.



    





      


      
        Types

        


  
    
      
      Link to this type
    
    response_partial()


      
       
       View Source
     


  


  

      

          @type response_partial() :: %{
  version: non_neg_integer(),
  partition_assignments: [
    KafkaEx.Messages.ConsumerGroupDescription.Member.MemberAssignment.PartitionAssignment.response_partial()
  ],
  user_data: binary()
}


      



  



  
    
      
      Link to this type
    
    t()


      
       
       View Source
     


  


  

      

          @type t() :: %KafkaEx.Messages.ConsumerGroupDescription.Member.MemberAssignment{
  partition_assignments: [
    KafkaEx.Messages.ConsumerGroupDescription.Member.MemberAssignment.PartitionAssignment.t()
  ],
  user_data: binary(),
  version: non_neg_integer()
}


      



  


        

      

      
        Functions

        


  
    
      
      Link to this function
    
    from_describe_group_response(response)


      
       
       View Source
     


  


  

      

          @spec from_describe_group_response(response_partial()) :: t()


      


Builds a MemberAssignment from a DescribeGroups API response.

  



  
    
      
      Link to this function
    
    partition_assignments(member_assignment)


      
       
       View Source
     


  


  

      

          @spec partition_assignments(t()) :: [
  KafkaEx.Messages.ConsumerGroupDescription.Member.MemberAssignment.PartitionAssignment.t()
]


      


Returns the partition assignments.

  



  
    
      
      Link to this function
    
    user_data(member_assignment)


      
       
       View Source
     


  


  

      

          @spec user_data(t()) :: binary()


      


Returns the user data.

  



  
    
      
      Link to this function
    
    version(member_assignment)


      
       
       View Source
     


  


  

      

          @spec version(t()) :: non_neg_integer()


      


Returns the assignment version.

  


        

      



  

    
KafkaEx.Messages.ConsumerGroupDescription.Member.MemberAssignment.PartitionAssignment 
    



      
A topic-partition assignment for a consumer group member.
Contains the topic name and list of partition IDs assigned to a member.
Will only be present if the group is stable.

      


      
        Summary


  
    Types
  


    
      
        response_partial()

      


    


    
      
        t()

      


    





  
    Functions
  


    
      
        from_describe_group_response(response)

      


        Builds a PartitionAssignment from a DescribeGroups API response.



    


    
      
        partitions(partition_assignment)

      


        Returns the list of assigned partition IDs.



    


    
      
        topic(partition_assignment)

      


        Returns the topic name.



    





      


      
        Types

        


  
    
      
      Link to this type
    
    response_partial()


      
       
       View Source
     


  


  

      

          @type response_partial() :: %{topic: binary(), partitions: [non_neg_integer()]}


      



  



  
    
      
      Link to this type
    
    t()


      
       
       View Source
     


  


  

      

          @type t() ::
  %KafkaEx.Messages.ConsumerGroupDescription.Member.MemberAssignment.PartitionAssignment{
    partitions: [non_neg_integer()],
    topic: binary()
  }


      



  


        

      

      
        Functions

        


  
    
      
      Link to this function
    
    from_describe_group_response(response)


      
       
       View Source
     


  


  

      

          @spec from_describe_group_response(response_partial()) :: t()


      


Builds a PartitionAssignment from a DescribeGroups API response.

  



  
    
      
      Link to this function
    
    partitions(partition_assignment)


      
       
       View Source
     


  


  

      

          @spec partitions(t()) :: [non_neg_integer()]


      


Returns the list of assigned partition IDs.

  



  
    
      
      Link to this function
    
    topic(partition_assignment)


      
       
       View Source
     


  


  

      

          @spec topic(t()) :: binary()


      


Returns the topic name.

  


        

      



  

    
KafkaEx.Messages.CreateTopics 
    



      
Represents the result of a CreateTopics API call.
This struct contains the results for all topics that were requested to be created,
including any errors that occurred during creation.

  
    
  
  Fields


	topic_results - List of TopicResult structs, one for each topic
	throttle_time_ms - Time in milliseconds the request was throttled (V2+)


  
    
  
  Example


%CreateTopics{
  topic_results: [
    %TopicResult{topic: "my-topic", error: :no_error, error_message: nil},
    %TopicResult{topic: "existing-topic", error: :topic_already_exists, error_message: "Topic already exists"}
  ],
  throttle_time_ms: 0
}

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        build(opts \\ [])

      


        Builds a CreateTopics struct from response data.



    


    
      
        failed_topics(create_topics)

      


        Returns the list of topics that failed to be created.



    


    
      
        get_topic_result(create_topics, topic_name)

      


        Returns the result for a specific topic.



    


    
      
        success?(create_topics)

      


        Returns true if all topics were created successfully.



    


    
      
        successful_topics(create_topics)

      


        Returns the list of topics that were created successfully.



    





      


      
        Types

        


  
    
      
      Link to this type
    
    t()


      
       
       View Source
     


  


  

      

          @type t() :: %KafkaEx.Messages.CreateTopics{
  throttle_time_ms: non_neg_integer() | nil,
  topic_results: [KafkaEx.Messages.CreateTopics.TopicResult.t()]
}


      



  


        

      

      
        Functions

        


    

  
    
      
      Link to this function
    
    build(opts \\ [])


      
       
       View Source
     


  


  

      

          @spec build(Keyword.t()) :: t()


      


Builds a CreateTopics struct from response data.

  



  
    
      
      Link to this function
    
    failed_topics(create_topics)


      
       
       View Source
     


  


  

      

          @spec failed_topics(t()) :: [KafkaEx.Messages.CreateTopics.TopicResult.t()]


      


Returns the list of topics that failed to be created.

  



  
    
      
      Link to this function
    
    get_topic_result(create_topics, topic_name)


      
       
       View Source
     


  


  

      

          @spec get_topic_result(t(), String.t()) ::
  KafkaEx.Messages.CreateTopics.TopicResult.t() | nil


      


Returns the result for a specific topic.

  



  
    
      
      Link to this function
    
    success?(create_topics)


      
       
       View Source
     


  


  

      

          @spec success?(t()) :: boolean()


      


Returns true if all topics were created successfully.

  



  
    
      
      Link to this function
    
    successful_topics(create_topics)


      
       
       View Source
     


  


  

      

          @spec successful_topics(t()) :: [KafkaEx.Messages.CreateTopics.TopicResult.t()]


      


Returns the list of topics that were created successfully.

  


        

      



  

    
KafkaEx.Messages.CreateTopics.TopicResult 
    



      
Represents the result of creating a single topic.

  
    
  
  Fields


	topic - Name of the topic
	error - Error code as atom (:no_error on success)
	error_message - Human-readable error message (V1+, nil for V0)
	num_partitions - Number of partitions created (V5+, nil for V0-V4)
	replication_factor - Replication factor (V5+, nil for V0-V4)
	configs - List of topic config maps (V5+, nil for V0-V4).
Each config map has: :name, :value, :read_only, :config_source, :is_sensitive


      


      
        Summary


  
    Types
  


    
      
        config_entry()

      


    


    
      
        t()

      


    





  
    Functions
  


    
      
        build(opts)

      


        Builds a TopicResult struct.



    


    
      
        success?(topic_result)

      


        Returns true if the topic was created successfully.



    





      


      
        Types

        


  
    
      
      Link to this type
    
    config_entry()


      
       
       View Source
     


  


  

      

          @type config_entry() :: %{
  name: String.t(),
  value: String.t() | nil,
  read_only: boolean(),
  config_source: integer(),
  is_sensitive: boolean()
}


      



  



  
    
      
      Link to this type
    
    t()


      
       
       View Source
     


  


  

      

          @type t() :: %KafkaEx.Messages.CreateTopics.TopicResult{
  configs: [config_entry()] | nil,
  error: atom(),
  error_message: String.t() | nil,
  num_partitions: integer() | nil,
  replication_factor: integer() | nil,
  topic: String.t()
}


      



  


        

      

      
        Functions

        


  
    
      
      Link to this function
    
    build(opts)


      
       
       View Source
     


  


  

      

          @spec build(Keyword.t()) :: t()


      


Builds a TopicResult struct.

  



  
    
      
      Link to this function
    
    success?(topic_result)


      
       
       View Source
     


  


  

      

          @spec success?(t()) :: boolean()


      


Returns true if the topic was created successfully.

  


        

      



  

    
KafkaEx.Messages.DeleteTopics 
    



      
Represents the result of a DeleteTopics API call.
This struct contains the results for all topics that were requested to be deleted,
including any errors that occurred during deletion.

  
    
  
  Fields


	topic_results - List of TopicResult structs, one for each topic
	throttle_time_ms - Time in milliseconds the request was throttled (V1+)


  
    
  
  Example


%DeleteTopics{
  topic_results: [
    %TopicResult{topic: "my-topic", error: :no_error},
    %TopicResult{topic: "unknown-topic", error: :unknown_topic_or_partition}
  ],
  throttle_time_ms: 0
}

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        build(opts \\ [])

      


        Builds a DeleteTopics struct from response data.



    


    
      
        failed_topics(delete_topics)

      


        Returns the list of topics that failed to be deleted.



    


    
      
        get_topic_result(delete_topics, topic_name)

      


        Returns the result for a specific topic.



    


    
      
        success?(delete_topics)

      


        Returns true if all topics were deleted successfully.



    


    
      
        successful_topics(delete_topics)

      


        Returns the list of topics that were deleted successfully.



    





      


      
        Types

        


  
    
      
      Link to this type
    
    t()


      
       
       View Source
     


  


  

      

          @type t() :: %KafkaEx.Messages.DeleteTopics{
  throttle_time_ms: non_neg_integer() | nil,
  topic_results: [KafkaEx.Messages.DeleteTopics.TopicResult.t()]
}


      



  


        

      

      
        Functions

        


    

  
    
      
      Link to this function
    
    build(opts \\ [])


      
       
       View Source
     


  


  

      

          @spec build(Keyword.t()) :: t()


      


Builds a DeleteTopics struct from response data.

  



  
    
      
      Link to this function
    
    failed_topics(delete_topics)


      
       
       View Source
     


  


  

      

          @spec failed_topics(t()) :: [KafkaEx.Messages.DeleteTopics.TopicResult.t()]


      


Returns the list of topics that failed to be deleted.

  



  
    
      
      Link to this function
    
    get_topic_result(delete_topics, topic_name)


      
       
       View Source
     


  


  

      

          @spec get_topic_result(t(), String.t()) ::
  KafkaEx.Messages.DeleteTopics.TopicResult.t() | nil


      


Returns the result for a specific topic.

  



  
    
      
      Link to this function
    
    success?(delete_topics)


      
       
       View Source
     


  


  

      

          @spec success?(t()) :: boolean()


      


Returns true if all topics were deleted successfully.

  



  
    
      
      Link to this function
    
    successful_topics(delete_topics)


      
       
       View Source
     


  


  

      

          @spec successful_topics(t()) :: [KafkaEx.Messages.DeleteTopics.TopicResult.t()]


      


Returns the list of topics that were deleted successfully.

  


        

      



  

    
KafkaEx.Messages.DeleteTopics.TopicResult 
    



      
Represents the result of deleting a single topic.

  
    
  
  Fields


	topic - Name of the topic
	error - Error code as atom (:no_error on success)


      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        build(opts)

      


        Builds a TopicResult struct.



    


    
      
        success?(topic_result)

      


        Returns true if the topic was deleted successfully.



    





      


      
        Types

        


  
    
      
      Link to this type
    
    t()


      
       
       View Source
     


  


  

      

          @type t() :: %KafkaEx.Messages.DeleteTopics.TopicResult{
  error: atom(),
  topic: String.t()
}


      



  


        

      

      
        Functions

        


  
    
      
      Link to this function
    
    build(opts)


      
       
       View Source
     


  


  

      

          @spec build(Keyword.t()) :: t()


      


Builds a TopicResult struct.

  



  
    
      
      Link to this function
    
    success?(topic_result)


      
       
       View Source
     


  


  

      

          @spec success?(t()) :: boolean()


      


Returns true if the topic was deleted successfully.

  


        

      



  

    
KafkaEx.Messages.Fetch 
    



      
Represents the result of a Fetch operation from Kafka.
This struct contains the fetched records along with metadata about
the fetch response such as high watermark, last stable offset, and
throttling information.
Field names align with Java Kafka client's FetchResponseData.PartitionData:
	high_watermark - maximum offset available in the partition
	last_stable_offset - last stable offset for transactions (V4+)
	log_start_offset - earliest offset in the log (V5+)
	preferred_read_replica - suggested replica for reading (V11+, KIP-392)
	aborted_transactions - list of aborted transaction details (V4+)


      


      
        Summary


  
    Types
  


    
      
        aborted_transaction()

      


    


    
      
        t()

      


    





  
    Functions
  


    
      
        build(opts)

      


        Builds a Fetch result struct from response data.



    


    
      
        empty?(fetch)

      


        Returns true if there are no records in the fetch response.



    


    
      
        filter_from_offset(fetch, offset)

      


        Filters records to only include those with offset >= the requested fetch offset.



    


    
      
        next_offset(fetch)

      


        Returns the next offset to fetch from (last_offset + 1 or high_watermark if empty).



    


    
      
        record_count(fetch)

      


        Returns the number of records in the fetch response.



    





      


      
        Types

        


  
    
      
      Link to this type
    
    aborted_transaction()


      
       
       View Source
     


  


  

      

          @type aborted_transaction() :: %{producer_id: integer(), first_offset: integer()}


      



  



  
    
      
      Link to this type
    
    t()


      
       
       View Source
     


  


  

      

          @type t() :: %KafkaEx.Messages.Fetch{
  aborted_transactions: [aborted_transaction()] | nil,
  high_watermark: non_neg_integer(),
  last_offset: non_neg_integer() | nil,
  last_stable_offset: non_neg_integer() | nil,
  log_start_offset: non_neg_integer() | nil,
  partition: non_neg_integer(),
  preferred_read_replica: integer() | nil,
  records: [KafkaEx.Messages.Fetch.Record.t()],
  throttle_time_ms: non_neg_integer() | nil,
  topic: String.t()
}


      



  


        

      

      
        Functions

        


  
    
      
      Link to this function
    
    build(opts)


      
       
       View Source
     


  


  

      

          @spec build(Keyword.t()) :: t()


      


Builds a Fetch result struct from response data.

  



  
    
      
      Link to this function
    
    empty?(fetch)


      
       
       View Source
     


  


  

      

          @spec empty?(t()) :: boolean()


      


Returns true if there are no records in the fetch response.

  



  
    
      
      Link to this function
    
    filter_from_offset(fetch, offset)


      
       
       View Source
     


  


  

      

          @spec filter_from_offset(t(), non_neg_integer()) :: t()


      


Filters records to only include those with offset >= the requested fetch offset.
Kafka may return full RecordBatches that include records before the requested
offset. This function trims those pre-offset records, matching the behavior
of the Java Kafka client.

  



  
    
      
      Link to this function
    
    next_offset(fetch)


      
       
       View Source
     


  


  

      

          @spec next_offset(t()) :: non_neg_integer()


      


Returns the next offset to fetch from (last_offset + 1 or high_watermark if empty).

  



  
    
      
      Link to this function
    
    record_count(fetch)


      
       
       View Source
     


  


  

      

          @spec record_count(t()) :: non_neg_integer()


      


Returns the number of records in the fetch response.

  


        

      



  

    
KafkaEx.Messages.Fetch.Record 
    



      
Represents a single record fetched from Kafka.
This struct aligns with Java Kafka client's ConsumerRecord class.
It contains the record payload along with metadata like offset, key,
timestamp, and headers.
Field names align with Java's ConsumerRecord:
	topic - the topic name
	partition - the partition number
	offset - position in the Kafka partition
	key - the record key (nullable)
	value - the record content (nullable)
	timestamp - the record timestamp
	timestamp_type - :create_time or :log_append_time
	headers - record headers (list of Header structs)
	serialized_key_size - size of serialized key in bytes (-1 if nil)
	serialized_value_size - size of serialized value in bytes (-1 if nil)
	leader_epoch - the leader epoch (optional, for newer formats)


      


      
        Summary


  
    Types
  


    
      
        t()

      


    


    
      
        timestamp_type()

      


    





  
    Functions
  


    
      
        build(opts)

      


        Builds a Record struct from response data.



    


    
      
        get_header(record, key)

      


        Gets a header value by key. Returns nil if not found.



    


    
      
        has_headers?(record)

      


        Returns true if the record has headers.



    


    
      
        has_key?(record)

      


        Returns true if the record has a non-nil key.



    


    
      
        has_value?(record)

      


        Returns true if the record has a non-nil value.



    


    
      
        topic_partition(record)

      


        Returns a TopicPartition struct for this record.



    





      


      
        Types

        


  
    
      
      Link to this type
    
    t()


      
       
       View Source
     


  


  

      

          @type t() :: %KafkaEx.Messages.Fetch.Record{
  attributes: non_neg_integer() | nil,
  crc: non_neg_integer() | nil,
  headers: [KafkaEx.Messages.Header.t()] | nil,
  key: binary() | nil,
  leader_epoch: non_neg_integer() | nil,
  offset: non_neg_integer(),
  partition: non_neg_integer() | nil,
  serialized_key_size: integer() | nil,
  serialized_value_size: integer() | nil,
  timestamp: integer() | nil,
  timestamp_type: timestamp_type(),
  topic: String.t() | nil,
  value: binary() | nil
}


      



  



  
    
      
      Link to this type
    
    timestamp_type()


      
       
       View Source
     


  


  

      

          @type timestamp_type() :: :create_time | :log_append_time | nil


      



  


        

      

      
        Functions

        


  
    
      
      Link to this function
    
    build(opts)


      
       
       View Source
     


  


  

      

          @spec build(Keyword.t()) :: t()


      


Builds a Record struct from response data.

  



  
    
      
      Link to this function
    
    get_header(record, key)


      
       
       View Source
     


  


  

      

          @spec get_header(t(), binary()) :: binary() | nil


      


Gets a header value by key. Returns nil if not found.

  



  
    
      
      Link to this function
    
    has_headers?(record)


      
       
       View Source
     


  


  

      

          @spec has_headers?(t()) :: boolean()


      


Returns true if the record has headers.

  



  
    
      
      Link to this function
    
    has_key?(record)


      
       
       View Source
     


  


  

      

          @spec has_key?(t()) :: boolean()


      


Returns true if the record has a non-nil key.

  



  
    
      
      Link to this function
    
    has_value?(record)


      
       
       View Source
     


  


  

      

          @spec has_value?(t()) :: boolean()


      


Returns true if the record has a non-nil value.

  



  
    
      
      Link to this function
    
    topic_partition(record)


      
       
       View Source
     


  


  

      

          @spec topic_partition(t()) :: KafkaEx.Cluster.TopicPartition.t()


      


Returns a TopicPartition struct for this record.

  


        

      



  

    
KafkaEx.Messages.FindCoordinator 
    



      
This module represents FindCoordinator response from Kafka.
FindCoordinator is used to discover the coordinator broker for a consumer group
or transactional producer.

  
    
  
  Coordinator Types


	0 (:group) - Consumer group coordinator
	1 (:transaction) - Transaction coordinator


  
    
  
  API Version Differences


	V0: Uses group_id parameter, returns coordinator info with error_code
	V1: Uses coordinator_key + coordinator_type, adds throttle_time_ms and error_message


      


      
        Summary


  
    Types
  


    
      
        coordinator_type()

      


    


    
      
        t()

      


    





  
    Functions
  


    
      
        build(opts \\ [])

      


        Builds a FindCoordinator struct from response data.



    


    
      
        coordinator_node_id(find_coordinator)

      


        Returns the node_id of the coordinator if successful, nil otherwise.



    


    
      
        coordinator_type_to_int(atom)

      


        Converts a coordinator type atom to its integer value.



    


    
      
        int_to_coordinator_type(int)

      


        Converts an integer coordinator type to its atom representation.



    


    
      
        success?(find_coordinator)

      


        Returns true if the response indicates success (no error).



    





      


      
        Types

        


  
    
      
      Link to this type
    
    coordinator_type()


      
       
       View Source
     


  


  

      

          @type coordinator_type() :: :group | :transaction


      



  



  
    
      
      Link to this type
    
    t()


      
       
       View Source
     


  


  

      

          @type t() :: %KafkaEx.Messages.FindCoordinator{
  coordinator: KafkaEx.Cluster.Broker.t() | nil,
  error_code: atom(),
  error_message: binary() | nil,
  throttle_time_ms: non_neg_integer() | nil
}


      



  


        

      

      
        Functions

        


    

  
    
      
      Link to this function
    
    build(opts \\ [])


      
       
       View Source
     


  


  

      

          @spec build(Keyword.t()) :: t()


      


Builds a FindCoordinator struct from response data.

  



  
    
      
      Link to this function
    
    coordinator_node_id(find_coordinator)


      
       
       View Source
     


  


  

      

          @spec coordinator_node_id(t()) :: non_neg_integer() | nil


      


Returns the node_id of the coordinator if successful, nil otherwise.

  



  
    
      
      Link to this function
    
    coordinator_type_to_int(atom)


      
       
       View Source
     


  


  

      

          @spec coordinator_type_to_int(coordinator_type()) :: 0 | 1


      


Converts a coordinator type atom to its integer value.

  



  
    
      
      Link to this function
    
    int_to_coordinator_type(int)


      
       
       View Source
     


  


  

      

          @spec int_to_coordinator_type(0 | 1) :: coordinator_type()


      


Converts an integer coordinator type to its atom representation.

  



  
    
      
      Link to this function
    
    success?(find_coordinator)


      
       
       View Source
     


  


  

      

          @spec success?(t()) :: boolean()


      


Returns true if the response indicates success (no error).

  


        

      



  

    
KafkaEx.Messages.Header 
    



      
Kafka message header (key-value pair).
Headers were introduced in Kafka 0.11 (Produce API V3+) and allow attaching
additional metadata to messages without modifying the message payload. Common
uses include tracing information, content types, and routing metadata.
Java equivalent: org.apache.kafka.common.header.Header

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        build(opts)

      


        Builds a Header from keyword options.



    


    
      
        from_tuple(arg)

      


        Creates a Header from a tuple {key, value}.



    


    
      
        key(header)

      


        Returns the header key.



    


    
      
        list_from_tuples(tuples)

      


        Converts a list of tuples to Headers.



    


    
      
        list_to_tuples(headers)

      


        Converts a list of Headers to tuple format.



    


    
      
        new(key, value)

      


        Creates a new Header with the given key and value.



    


    
      
        to_tuple(header)

      


        Converts the Header to a tuple {key, value}.



    


    
      
        value(header)

      


        Returns the header value.



    





      


      
        Types

        


  
    
      
      Link to this type
    
    t()


      
       
       View Source
     


  


  

      

          @type t() :: %KafkaEx.Messages.Header{key: String.t(), value: binary()}


      



  


        

      

      
        Functions

        


  
    
      
      Link to this function
    
    build(opts)


      
       
       View Source
     


  


  

      

          @spec build(Keyword.t()) :: t()


      


Builds a Header from keyword options.

  
    
  
  Options


	:key - (required) The header key
	:value - (required) The header value


  
    
  
  Examples


iex> Header.build(key: "x-custom", value: "data")
%Header{key: "x-custom", value: "data"}

  



  
    
      
      Link to this function
    
    from_tuple(arg)


      
       
       View Source
     


  


  

      

          @spec from_tuple({String.t(), binary()}) :: t()


      


Creates a Header from a tuple {key, value}.
This is useful for converting from the common tuple format used in many APIs.

  
    
  
  Examples


iex> Header.from_tuple({"content-type", "text/plain"})
%Header{key: "content-type", value: "text/plain"}

  



  
    
      
      Link to this function
    
    key(header)


      
       
       View Source
     


  


  

      

          @spec key(t()) :: String.t()


      


Returns the header key.
This is provided for API compatibility with Java's Header.key().

  



  
    
      
      Link to this function
    
    list_from_tuples(tuples)


      
       
       View Source
     


  


  

      

          @spec list_from_tuples([{String.t(), binary()}]) :: [t()]


      


Converts a list of tuples to Headers.

  
    
  
  Examples


iex> tuples = [{"a", "1"}, {"b", "2"}]
iex> Header.list_from_tuples(tuples)
[%Header{key: "a", value: "1"}, %Header{key: "b", value: "2"}]

  



  
    
      
      Link to this function
    
    list_to_tuples(headers)


      
       
       View Source
     


  


  

      

          @spec list_to_tuples([t()]) :: [{String.t(), binary()}]


      


Converts a list of Headers to tuple format.

  
    
  
  Examples


iex> headers = [Header.new("a", "1"), Header.new("b", "2")]
iex> Header.list_to_tuples(headers)
[{"a", "1"}, {"b", "2"}]

  



  
    
      
      Link to this function
    
    new(key, value)


      
       
       View Source
     


  


  

      

          @spec new(String.t(), binary()) :: t()


      


Creates a new Header with the given key and value.

  
    
  
  Parameters


	key - The header key (must be a string)
	value - The header value (binary data)


  
    
  
  Examples


iex> Header.new("content-type", "application/json")
%Header{key: "content-type", value: "application/json"}

iex> Header.new("trace-id", <<1, 2, 3>>)
%Header{key: "trace-id", value: <<1, 2, 3>>}

  



  
    
      
      Link to this function
    
    to_tuple(header)


      
       
       View Source
     


  


  

      

          @spec to_tuple(t()) :: {String.t(), binary()}


      


Converts the Header to a tuple {key, value}.
This is useful for interoperability with APIs that expect tuple format.

  
    
  
  Examples


iex> header = Header.new("x-custom", "value")
iex> Header.to_tuple(header)
{"x-custom", "value"}

  



  
    
      
      Link to this function
    
    value(header)


      
       
       View Source
     


  


  

      

          @spec value(t()) :: binary()


      


Returns the header value.
This is provided for API compatibility with Java's Header.value().

  


        

      



  

    
KafkaEx.Messages.Heartbeat 
    



      
This module represents Heartbeat response from Kafka.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        build(opts \\ [])

      


        Builds a Heartbeat struct from response data.



    





      


      
        Types

        


  
    
      
      Link to this type
    
    t()


      
       
       View Source
     


  


  

      

          @type t() :: %KafkaEx.Messages.Heartbeat{throttle_time_ms: nil | non_neg_integer()}


      



  


        

      

      
        Functions

        


    

  
    
      
      Link to this function
    
    build(opts \\ [])


      
       
       View Source
     


  


  

      

          @spec build(Keyword.t()) :: t()


      


Builds a Heartbeat struct from response data.

  


        

      



  

    
KafkaEx.Messages.JoinGroup 
    



      
This module represents JoinGroup response from Kafka.
The response includes the generation ID, protocol, leader, member ID,
and the list of all group members for leader assignment.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        build(opts \\ [])

      


        Builds a JoinGroup struct from response data.



    


    
      
        leader?(join_group)

      


        Returns true if the member is the group leader.



    





      


      
        Types

        


  
    
      
      Link to this type
    
    t()


      
       
       View Source
     


  


  

      

          @type t() :: %KafkaEx.Messages.JoinGroup{
  generation_id: non_neg_integer(),
  group_protocol: binary(),
  leader_id: binary(),
  member_id: binary(),
  members: [KafkaEx.Messages.JoinGroup.Member.t()],
  throttle_time_ms: nil | non_neg_integer()
}


      



  


        

      

      
        Functions

        


    

  
    
      
      Link to this function
    
    build(opts \\ [])


      
       
       View Source
     


  


  

      

          @spec build(Keyword.t()) :: t()


      


Builds a JoinGroup struct from response data.

  



  
    
      
      Link to this function
    
    leader?(join_group)


      
       
       View Source
     


  


  

      

          @spec leader?(t()) :: boolean()


      


Returns true if the member is the group leader.

  


        

      



  

    
KafkaEx.Messages.JoinGroup.Member 
    



      
Represents a member in the JoinGroup response.
The member_metadata field contains the serialized protocol metadata
(as bytes) that was sent by this member in their join request.
For consumer groups, this is typically a serialized GroupProtocolMetadata
struct containing the list of topics the member is interested in.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





      


      
        Types

        


  
    
      
      Link to this type
    
    t()


      
       
       View Source
     


  


  

      

          @type t() :: %KafkaEx.Messages.JoinGroup.Member{
  member_id: binary(),
  member_metadata: bitstring()
}


      



  


        

      



  

    
KafkaEx.Messages.LeaveGroup 
    



      
This module represents LeaveGroup response from Kafka.

  
    
  
  Versions


	V0: Returns {:ok, :no_error} on success (no struct).
	V1-V2: Returns %LeaveGroup{throttle_time_ms: ...}.
	V3+: Returns %LeaveGroup{throttle_time_ms: ..., members: [...]} with per-member
leave results including individual error codes (KIP-345 batch leave).


      


      
        Summary


  
    Types
  


    
      
        member_result()

      


    


    
      
        t()

      


    





  
    Functions
  


    
      
        build(opts \\ [])

      


        Builds a LeaveGroup struct from response data.



    





      


      
        Types

        


  
    
      
      Link to this type
    
    member_result()


      
       
       View Source
     


  


  

      

          @type member_result() :: %{
  member_id: String.t(),
  group_instance_id: String.t() | nil,
  error: atom()
}


      



  



  
    
      
      Link to this type
    
    t()


      
       
       View Source
     


  


  

      

          @type t() :: %KafkaEx.Messages.LeaveGroup{
  members: nil | [member_result()],
  throttle_time_ms: nil | non_neg_integer()
}


      



  


        

      

      
        Functions

        


    

  
    
      
      Link to this function
    
    build(opts \\ [])


      
       
       View Source
     


  


  

      

          @spec build(Keyword.t()) :: t()


      


Builds a LeaveGroup struct from response data.

  


        

      



  

    
KafkaEx.Messages.Offset 
    



      
This module represents Offset value coming from Kafka

      


      
        Summary


  
    Types
  


    
      
        partition_response()

      


    


    
      
        t()

      


    


    
      
        topic()

      


    





  
    Functions
  


    
      
        from_list_offset(topic, partition_responses)

      


        Builds offset based on list offsets data response



    





      


      
        Types

        


  
    
      
      Link to this type
    
    partition_response()


      
       
       View Source
     


  


  

      

          @type partition_response() ::
  KafkaEx.Messages.Offset.PartitionOffset.partition_response()


      



  



  
    
      
      Link to this type
    
    t()


      
       
       View Source
     


  


  

      

          @type t() :: %KafkaEx.Messages.Offset{
  partition_offsets: [KafkaEx.Messages.Offset.PartitionOffset.t()],
  topic: topic()
}


      



  



  
    
      
      Link to this type
    
    topic()


      
       
       View Source
     


  


  

      

          @type topic() :: KafkaEx.Support.Types.topic()


      



  


        

      

      
        Functions

        


  
    
      
      Link to this function
    
    from_list_offset(topic, partition_responses)


      
       
       View Source
     


  


  

      

          @spec from_list_offset(topic(), [partition_response()]) :: t()


      


Builds offset based on list offsets data response

  


        

      



  

    
KafkaEx.Messages.Offset.PartitionOffset 
    



      
This module represents Offset value for a specific partition.
Used for three Kafka offset-related APIs:
	ListOffsets API (log position queries) - uses timestamp field, always has offset
	OffsetFetch API (committed consumer group offsets) - uses metadata field, always has offset
	OffsetCommit API (commit operation results) - only has error_code, offset is nil


      


      
        Summary


  
    Types
  


    
      
        error_code()

      


    


    
      
        leader_epoch()

      


    


    
      
        metadata()

      


    


    
      
        offset()

      


    


    
      
        partition()

      


    


    
      
        partition_response()

      


    


    
      
        t()

      


    


    
      
        timestamp()

      


    





  
    Functions
  


    
      
        build(map)

      


        Builds a PartitionOffset struct from response data.



    


    
      
        to_offset_and_metadata(partition_offset)

      


        Converts this PartitionOffset to an OffsetAndMetadata struct.



    





      


      
        Types

        


  
    
      
      Link to this type
    
    error_code()


      
       
       View Source
     


  


  

      

          @type error_code() :: KafkaEx.Support.Types.error_code() | atom()


      



  



  
    
      
      Link to this type
    
    leader_epoch()


      
       
       View Source
     


  


  

      

          @type leader_epoch() :: integer() | nil


      



  



  
    
      
      Link to this type
    
    metadata()


      
       
       View Source
     


  


  

      

          @type metadata() :: binary() | nil


      



  



  
    
      
      Link to this type
    
    offset()


      
       
       View Source
     


  


  

      

          @type offset() :: KafkaEx.Support.Types.offset() | nil


      



  



  
    
      
      Link to this type
    
    partition()


      
       
       View Source
     


  


  

      

          @type partition() :: KafkaEx.Support.Types.partition()


      



  



  
    
      
      Link to this type
    
    partition_response()


      
       
       View Source
     


  


  

      

          @type partition_response() :: %{
  :partition => partition(),
  :error_code => error_code(),
  optional(:offset) => offset(),
  optional(:timestamp) => timestamp(),
  optional(:metadata) => metadata(),
  optional(:leader_epoch) => leader_epoch()
}


      



  



  
    
      
      Link to this type
    
    t()


      
       
       View Source
     


  


  

      

          @type t() :: %KafkaEx.Messages.Offset.PartitionOffset{
  error_code: error_code(),
  leader_epoch: leader_epoch(),
  metadata: metadata(),
  offset: offset(),
  partition: partition(),
  timestamp: timestamp()
}


      



  



  
    
      
      Link to this type
    
    timestamp()


      
       
       View Source
     


  


  

      

          @type timestamp() :: KafkaEx.Support.Types.timestamp() | nil


      



  


        

      

      
        Functions

        


  
    
      
      Link to this function
    
    build(map)


      
       
       View Source
     


  


  

      

          @spec build(partition_response()) :: t()


      


Builds a PartitionOffset struct from response data.
Supports three different Kafka APIs:
ListOffsets API (log position queries):
	Includes timestamp when the offset was written
	For older API versions, timestamp defaults to -1
	Always includes offset

OffsetFetch API (committed consumer group offsets):
	Includes metadata (consumer-supplied string)
	Metadata can be empty string or nil
	Always includes offset

OffsetCommit API (commit operation results):
	Only includes partition and error_code
	No offset (you already know what you committed)
	No metadata or timestamp


  



  
    
      
      Link to this function
    
    to_offset_and_metadata(partition_offset)


      
       
       View Source
     


  


  

      

          @spec to_offset_and_metadata(t()) :: KafkaEx.Messages.OffsetAndMetadata.t() | nil


      


Converts this PartitionOffset to an OffsetAndMetadata struct.
Returns nil if offset is nil (e.g., for OffsetCommit results that don't include offset).

  
    
  
  Examples


iex> po = PartitionOffset.build(%{partition: 0, offset: 100, error_code: :no_error, metadata: "v1"})
iex> PartitionOffset.to_offset_and_metadata(po)
%OffsetAndMetadata{offset: 100, metadata: "v1", leader_epoch: nil}

  


        

      



  

    
KafkaEx.Messages.OffsetAndMetadata 
    



      
Container for a committed offset with optional metadata.
This struct is used in offset commit operations to bundle an offset value
with optional metadata that can be stored alongside it. The metadata is
typically used for consumer group coordination or custom tracking purposes.
Java equivalent: org.apache.kafka.clients.consumer.OffsetAndMetadata

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        build(opts)

      


        Builds an OffsetAndMetadata struct from keyword options.



    


    
      
        leader_epoch(offset_and_metadata)

      


        Returns the leader epoch if present.



    


    
      
        metadata(offset_and_metadata)

      


        Returns the metadata string.



    


    
      
        new(offset)

      


        Creates a new OffsetAndMetadata with just an offset.



    


    
      
        new(offset, metadata)

      


        Creates a new OffsetAndMetadata with offset and metadata.



    


    
      
        offset(offset_and_metadata)

      


        Returns the committed offset value.



    





      


      
        Types

        


  
    
      
      Link to this type
    
    t()


      
       
       View Source
     


  


  

      

          @type t() :: %KafkaEx.Messages.OffsetAndMetadata{
  leader_epoch: non_neg_integer() | nil,
  metadata: String.t(),
  offset: non_neg_integer()
}


      



  


        

      

      
        Functions

        


  
    
      
      Link to this function
    
    build(opts)


      
       
       View Source
     


  


  

      

          @spec build(Keyword.t()) :: t()


      


Builds an OffsetAndMetadata struct from keyword options.

  
    
  
  Options


	:offset - (required) The committed offset value
	:metadata - Optional metadata string (default: "")
	:leader_epoch - Optional leader epoch for fencing


  
    
  
  Examples


iex> OffsetAndMetadata.build(offset: 100)
%OffsetAndMetadata{offset: 100, metadata: "", leader_epoch: nil}

iex> OffsetAndMetadata.build(offset: 100, metadata: "v1", leader_epoch: 5)
%OffsetAndMetadata{offset: 100, metadata: "v1", leader_epoch: 5}

  



  
    
      
      Link to this function
    
    leader_epoch(offset_and_metadata)


      
       
       View Source
     


  


  

      

          @spec leader_epoch(t()) :: non_neg_integer() | nil


      


Returns the leader epoch if present.
This is provided for API compatibility with Java's OffsetAndMetadata.leaderEpoch().
Returns nil if no leader epoch is set.

  



  
    
      
      Link to this function
    
    metadata(offset_and_metadata)


      
       
       View Source
     


  


  

      

          @spec metadata(t()) :: String.t()


      


Returns the metadata string.
This is provided for API compatibility with Java's OffsetAndMetadata.metadata().

  



  
    
      
      Link to this function
    
    new(offset)


      
       
       View Source
     


  


  

      

          @spec new(non_neg_integer()) :: t()


      


Creates a new OffsetAndMetadata with just an offset.

  
    
  
  Parameters


	offset - The committed offset value (must be non-negative)


  
    
  
  Examples


iex> OffsetAndMetadata.new(100)
%OffsetAndMetadata{offset: 100, metadata: "", leader_epoch: nil}

  



  
    
      
      Link to this function
    
    new(offset, metadata)


      
       
       View Source
     


  


  

      

          @spec new(non_neg_integer(), String.t()) :: t()


      


Creates a new OffsetAndMetadata with offset and metadata.

  
    
  
  Parameters


	offset - The committed offset value (must be non-negative)
	metadata - Metadata string to store with the offset


  
    
  
  Examples


iex> OffsetAndMetadata.new(100, "consumer-v1")
%OffsetAndMetadata{offset: 100, metadata: "consumer-v1", leader_epoch: nil}

  



  
    
      
      Link to this function
    
    offset(offset_and_metadata)


      
       
       View Source
     


  


  

      

          @spec offset(t()) :: non_neg_integer()


      


Returns the committed offset value.
This is provided for API compatibility with Java's OffsetAndMetadata.offset().

  


        

      



  

    
KafkaEx.Messages.RecordMetadata 
    



      
Metadata about a record that has been acknowledged by the server.
This struct represents the response from a produce operation, containing
information about where the record was stored in Kafka.
Java equivalent: org.apache.kafka.clients.producer.RecordMetadata

  
    
  
  Fields


	:topic - The topic the messages were produced to
	:partition - The partition the messages were produced to
	:base_offset - The offset assigned to the first message in the batch
	:log_append_time - The timestamp assigned by the broker (v2+, -1 if not available)
	:log_start_offset - The start offset of the log (v5+)
	:throttle_time_ms - Time in ms the request was throttled (v3+)


      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        build(opts \\ [])

      


        Builds a RecordMetadata struct from response data.



    


    
      
        offset(record_metadata)

      


        Returns the offset of the record in the topic/partition.



    


    
      
        timestamp(record_metadata)

      


        Returns the timestamp of the record.



    





      


      
        Types

        


  
    
      
      Link to this type
    
    t()


      
       
       View Source
     


  


  

      

          @type t() :: %KafkaEx.Messages.RecordMetadata{
  base_offset: non_neg_integer(),
  log_append_time: integer() | nil,
  log_start_offset: non_neg_integer() | nil,
  partition: non_neg_integer(),
  throttle_time_ms: non_neg_integer() | nil,
  topic: String.t()
}


      



  


        

      

      
        Functions

        


    

  
    
      
      Link to this function
    
    build(opts \\ [])


      
       
       View Source
     


  


  

      

          @spec build(Keyword.t()) :: t()


      


Builds a RecordMetadata struct from response data.

  
    
  
  Options


	:topic - (required) The topic name
	:partition - (required) The partition number
	:base_offset - (required) The base offset assigned to the batch
	:log_append_time - The broker-assigned timestamp (-1 if not using LogAppendTime)
	:log_start_offset - The log start offset (v5+)
	:throttle_time_ms - Request throttle time in milliseconds (v3+)


  



  
    
      
      Link to this function
    
    offset(record_metadata)


      
       
       View Source
     


  


  

      

          @spec offset(t()) :: non_neg_integer()


      


Returns the offset of the record in the topic/partition.
This is an alias for base_offset to match Java API.

  



  
    
      
      Link to this function
    
    timestamp(record_metadata)


      
       
       View Source
     


  


  

      

          @spec timestamp(t()) :: integer() | nil


      


Returns the timestamp of the record.
For records using CreateTime, this is the timestamp provided by the producer.
For records using LogAppendTime, this is the broker-assigned timestamp.
Returns nil if timestamp is not available or -1.

  


        

      



  

    
KafkaEx.Messages.SyncGroup 
    



      
This module represents SyncGroup response from Kafka.
The response includes partition assignments for the consumer group member.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        build(opts \\ [])

      


        Builds a SyncGroup struct from response data.



    





      


      
        Types

        


  
    
      
      Link to this type
    
    t()


      
       
       View Source
     


  


  

      

          @type t() :: %KafkaEx.Messages.SyncGroup{
  partition_assignments: [
    KafkaEx.Messages.ConsumerGroupDescription.Member.MemberAssignment.PartitionAssignment.t()
  ],
  throttle_time_ms: nil | non_neg_integer()
}


      



  


        

      

      
        Functions

        


    

  
    
      
      Link to this function
    
    build(opts \\ [])


      
       
       View Source
     


  


  

      

          @spec build(Keyword.t()) :: t()


      


Builds a SyncGroup struct from response data.

  


        

      



  

    
KafkaEx.Network.Behaviour behaviour
    



      
Behaviour for any network client.
Created mainly to allow mocking request & responses in unit tests.

      


      
        Summary


  
    Types
  


    
      
        host()

      


    


    
      
        host_port()

      


    


    
      
        kafka_ex_broker()

      


    


    
      
        kafka_ex_socket()

      


    


    
      
        request_data()

      


    


    
      
        response_data()

      


    


    
      
        use_ssl()

      


    





  
    Callbacks
  


    
      
        close_socket(arg1)

      


        Close socket, if socket is nil, do nothing.



    


    
      
        create_socket(host, host_port)

      


        Creates a socket to the given host and port.



    


    
      
        create_socket(host, host_port, ssl_options)

      


    


    
      
        create_socket(host, host_port, ssl_options, use_ssl)

      


    


    
      
        create_socket(host, host_port, ssl_options, use_ssl, auth)

      


    


    
      
        format_host(binary)

      


        Returns the host in Erlang IP address format if the host is an IP address.
Otherwise, returns the host as a char list.



    


    
      
        send_async_request(kafka_ex_broker, request_data)

      


        Send request asynchronously to broker.



    


    
      
        send_sync_request(kafka_ex_broker, iodata, timeout)

      


        Send request synchronously to broker.



    





      


      
        Types

        


  
    
      
      Link to this type
    
    host()


      
       
       View Source
     


  


  

      

          @type host() :: binary()


      



  



  
    
      
      Link to this type
    
    host_port()


      
       
       View Source
     


  


  

      

          @type host_port() :: non_neg_integer()


      



  



  
    
      
      Link to this type
    
    kafka_ex_broker()


      
       
       View Source
     


  


  

      

          @type kafka_ex_broker() :: KafkaEx.Cluster.Broker.t()


      



  



  
    
      
      Link to this type
    
    kafka_ex_socket()


      
       
       View Source
     


  


  

      

          @type kafka_ex_socket() :: KafkaEx.Network.Socket.t()


      



  



  
    
      
      Link to this type
    
    request_data()


      
       
       View Source
     


  


  

      

          @type request_data() :: iodata()


      



  



  
    
      
      Link to this type
    
    response_data()


      
       
       View Source
     


  


  

      

          @type response_data() :: iodata()


      



  



  
    
      
      Link to this type
    
    use_ssl()


      
       
       View Source
     


  


  

      

          @type use_ssl() :: boolean()


      



  


        

      

      
        Callbacks

        


  
    
      
      Link to this callback
    
    close_socket(arg1)


      
       
       View Source
     


  


  

      

          @callback close_socket(kafka_ex_socket() | nil) :: :ok


      


Close socket, if socket is nil, do nothing.

  



  
    
      
      Link to this callback
    
    create_socket(host, host_port)


      
       
       View Source
     


  


  

      

          @callback create_socket(host(), host_port()) :: kafka_ex_socket() | nil


      


Creates a socket to the given host and port.

  



  
    
      
      Link to this callback
    
    create_socket(host, host_port, ssl_options)


      
       
       View Source
     


  


  

      

          @callback create_socket(host(), host_port(), KafkaEx.ssl_options()) ::
  kafka_ex_socket() | nil


      



  



  
    
      
      Link to this callback
    
    create_socket(host, host_port, ssl_options, use_ssl)


      
       
       View Source
     


  


  

      

          @callback create_socket(host(), host_port(), KafkaEx.ssl_options(), use_ssl()) ::
  kafka_ex_socket() | nil


      



  



  
    
      
      Link to this callback
    
    create_socket(host, host_port, ssl_options, use_ssl, auth)


      
       
       View Source
     


  


  

      

          @callback create_socket(
  host(),
  host_port(),
  KafkaEx.ssl_options(),
  use_ssl(),
  auth :: KafkaEx.Auth.Config.t() | nil
) :: kafka_ex_socket() | nil


      



  



  
    
      
      Link to this callback
    
    format_host(binary)


      
       
       View Source
     


  


  

      

          @callback format_host(binary()) :: [char()] | :inet.ip_address()


      


Returns the host in Erlang IP address format if the host is an IP address.
Otherwise, returns the host as a char list.

  



  
    
      
      Link to this callback
    
    send_async_request(kafka_ex_broker, request_data)


      
       
       View Source
     


  


  

      

          @callback send_async_request(kafka_ex_broker(), request_data()) ::
  :ok | {:error, :closed | :inet.posix()}


      


Send request asynchronously to broker.

  



  
    
      
      Link to this callback
    
    send_sync_request(kafka_ex_broker, iodata, timeout)


      
       
       View Source
     


  


  

      

          @callback send_sync_request(kafka_ex_broker(), iodata(), timeout()) ::
  response_data() | {:error, any()}


      


Send request synchronously to broker.

  


        

      



  

    
KafkaEx.Network.NetworkClient 
    



      
KafkaEx implementation of Client used to connect to Kafka Broker

      


      
        Summary


  
    Functions
  


    
      
        close_socket(arg1, socket, reason)

      


        Closes a socket and emits telemetry event.



    





      


      
        Functions

        


  
    
      
      Link to this function
    
    close_socket(arg1, socket, reason)


      
       
       View Source
     


  


  

      

          @spec close_socket(map(), any(), atom()) :: :ok


      


Closes a socket and emits telemetry event.
This is the preferred way to close sockets when the broker context is available,
as it emits [:kafka_ex, :connection, :close] telemetry event with the close reason.

  
    
  
  Parameters


	broker - Broker struct or map with :host and :port keys
	socket - The socket to close (nil is a no-op)
	reason - Why the socket is being closed (e.g., :shutdown, :timeout, :send_error)


  


        

      



  

    
KafkaEx.Network.Socket 
    



      
This module handle all socket related operations.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        close(socket)

      


        Closes the socket.



    


    
      
        create(host, port, socket_options \\ [], is_ssl \\ false)

      


        Creates a socket.
For more information about the available options, see :ssl.connect/3 for ssl or :gen_tcp.connect/3 for non ssl.



    


    
      
        info(socket)

      


        Returns the information about the socket.



    


    
      
        open?(socket)

      


        Returns true if the socket is open



    


    
      
        recv(socket, length)

      


        Receives data from the socket.



    


    
      
        recv(socket, length, timeout)

      


    


    
      
        send(socket, data)

      


        Sends data over the socket.
It handles both, SSL and non SSL sockets.



    


    
      
        setopts(socket, options)

      


        Set options to the socket.



    





      


      
        Types

        


  
    
      
      Link to this type
    
    t()


      
       
       View Source
     


  


  

      

          @type t() :: %KafkaEx.Network.Socket{
  socket: :gen_tcp.socket() | :ssl.sslsocket(),
  ssl: boolean()
}


      



  


        

      

      
        Functions

        


  
    
      
      Link to this function
    
    close(socket)


      
       
       View Source
     


  


  

      

          @spec close(t() | port() | reference() | nil) :: :ok


      


Closes the socket.
For more information, see :ssl.close/1 for ssl or :gen_tcp.send/1 for non ssl.
Handles both Socket structs and raw ports (for tcp_closed/ssl_closed handlers).

  



    

    

  
    
      
      Link to this function
    
    create(host, port, socket_options \\ [], is_ssl \\ false)


      
       
       View Source
     


  


  

Creates a socket.
For more information about the available options, see :ssl.connect/3 for ssl or :gen_tcp.connect/3 for non ssl.

  



  
    
      
      Link to this function
    
    info(socket)


      
       
       View Source
     


  


  

      

          @spec info(t()) :: list() | nil


      


Returns the information about the socket.
For more information, see Port.info

  



  
    
      
      Link to this function
    
    open?(socket)


      
       
       View Source
     


  


  

      

          @spec open?(t()) :: boolean()


      


Returns true if the socket is open

  



  
    
      
      Link to this function
    
    recv(socket, length)


      
       
       View Source
     


  


  

      

          @spec recv(t(), non_neg_integer()) ::
  {:ok, String.t() | binary() | term()} | {:error, any()}


      


Receives data from the socket.
For more information, see :ssl.recv/2 for ssl or :gen_tcp.recv/2 for non ssl.

  



  
    
      
      Link to this function
    
    recv(socket, length, timeout)


      
       
       View Source
     


  


  

      

          @spec recv(t(), non_neg_integer(), timeout()) ::
  {:ok, String.t() | binary() | term()} | {:error, any()}


      



  



  
    
      
      Link to this function
    
    send(socket, data)


      
       
       View Source
     


  


  

      

          @spec send(t(), iodata()) :: :ok | {:error, any()}


      


Sends data over the socket.
It handles both, SSL and non SSL sockets.
For more information, see :ssl.send/2 for ssl or :gen_tcp.send/2 for non ssl.

  



  
    
      
      Link to this function
    
    setopts(socket, options)


      
       
       View Source
     


  


  

      

          @spec setopts(t(), list()) :: :ok | {:error, any()}


      


Set options to the socket.
For more information, see :ssl.setopts/2 for ssl or :inet.setopts/2 for non ssl.

  


        

      



  

    
KafkaEx.Producer.Partitioner behaviour
    



      
Behaviour definition for partitioners that assign partitions for produce requests.
A partitioner is responsible for determining which partition a message should
be sent to when no explicit partition is provided.

  
    
  
  Implementing a Custom Partitioner


To implement a custom partitioner, create a module that implements the
assign_partition/4 callback:
defmodule MyApp.RoundRobinPartitioner do
  @behaviour KafkaEx.Producer.Partitioner

  def assign_partition(_topic, _key, _value, partition_count) do
    # Simple round-robin - in practice you'd want state for this
    :rand.uniform(partition_count) - 1
  end
end
Then configure it in your application:
config :kafka_ex, partitioner: MyApp.RoundRobinPartitioner

  
    
  
  Built-in Partitioners


	KafkaEx.Producer.Partitioner.Default - Uses murmur2 hash of key for consistent
partitioning, or random selection when no key is provided.


      


      
        Summary


  
    Callbacks
  


    
      
        assign_partition(topic, key, value, partition_count)

      


        Assigns a partition for the given message.



    





  
    Functions
  


    
      
        get_partitioner()

      


        Returns the configured partitioner module.



    





      


      
        Callbacks

        


  
    
      
      Link to this callback
    
    assign_partition(topic, key, value, partition_count)


      
       
       View Source
     


  


  

      

          @callback assign_partition(
  topic :: String.t(),
  key :: binary() | nil,
  value :: binary(),
  partition_count :: pos_integer()
) :: non_neg_integer()


      


Assigns a partition for the given message.

  
    
  
  Parameters


	topic - The topic name
	key - The message key (may be nil)
	value - The message value
	partition_count - The number of partitions for the topic


  
    
  
  Returns


The partition number (0-indexed) to send the message to.

  


        

      

      
        Functions

        


  
    
      
      Link to this function
    
    get_partitioner()


      
       
       View Source
     


  


  

      

          @spec get_partitioner() :: module()


      


Returns the configured partitioner module.
Defaults to KafkaEx.Producer.Partitioner.Default if not configured.

  


        

      



  

    
KafkaEx.Producer.Partitioner.Default 
    



      
Default partitioner implementation.
When a message key is provided, the partition is determined using a murmur2 hash
of the key. This ensures that messages with the same key always go to the same
partition, providing ordering guarantees per-key.
When no message key is provided, a random partition is selected.
This implementation is compatible with the Java Kafka client's default partitioner.

      


      
        Summary


  
    Functions
  


    
      
        assign_partition(topic, key, value, partition_count)

      


        Assigns a partition based on the message key.



    





      


      
        Functions

        


  
    
      
      Link to this function
    
    assign_partition(topic, key, value, partition_count)


      
       
       View Source
     


  


  

      

          @spec assign_partition(String.t(), binary() | nil, binary(), pos_integer()) ::
  non_neg_integer()


      


Assigns a partition based on the message key.
	If key is nil, assigns a random partition
	If key is provided, uses murmur2 hash to consistently assign to the same partition


  


        

      



  

    
KafkaEx.Producer.Partitioner.Legacy 
    



      
Legacy default partitioner implementation.
DEPRECATED: This partitioner will be removed in KafkaEx v2.0.
Use KafkaEx.Producer.Partitioner.Default instead, which is compatible with
the Java Kafka client's default partitioner.

  
    
  
  Background


This "legacy partitioner" was the default partitioner for KafkaEx before v1.0.
It was intended to match the behaviour of the default Java client, however
there were small differences in the murmur2 hash masking:
	Legacy: Uses unsigned 32-bit masking (band(0xFFFFFFFF))
	Default: Uses signed 31-bit masking (band(0x7FFFFFFF)) - Java compatible

This legacy partitioner is provided for backward compatibility with existing
applications that rely on the previous partitioning behavior. New applications
should use KafkaEx.Producer.Partitioner.Default.

  
    
  
  Migration


If you're using this partitioner, migrate to KafkaEx.Producer.Partitioner.Default:
# Before (deprecated)
config :kafka_ex, partitioner: KafkaEx.Producer.Partitioner.Legacy

# After
config :kafka_ex, partitioner: KafkaEx.Producer.Partitioner.Default
Note: Changing partitioners may cause messages with the same key to be
routed to different partitions. Plan your migration accordingly.

      





  

    
KafkaEx.Protocol.Kayrock.ApiVersions 
    



      
This module handles ApiVersions request & response parsing.
ApiVersions is a special API used during client initialization to discover
which Kafka API versions the broker supports. This enables dynamic version
negotiation for all other Kafka APIs.

  
    
  
  Supported Versions


	V0: Basic version list (no throttle_time_ms)
	V1: Adds throttle_time_ms
	V2: Same schema as V1
	V3: Flexible version (KIP-482) with client_software_name/version fields


  
    
  
  Forward Compatibility


Both Request and Response protocols use @fallback_to_any true so that
future Kayrock versions (V4+) are handled automatically without requiring
explicit implementations.

      





  

    
KafkaEx.Protocol.Kayrock.ApiVersions.Request protocol
    



      
This protocol is used to build ApiVersions requests.
For versions without a specific implementation, falls back to the
Any implementation which returns the request struct unchanged
(ApiVersions requests are parameterless for V0-V2, and V3+ has
client software fields handled by explicit impls).

      


      
        Summary


  
    Types
  


    
      
        t()

      


        All the types that implement this protocol.



    





  
    Functions
  


    
      
        build_request(request, opts)

      


    





      


      
        Types

        


  
    
      
      Link to this type
    
    t()


      
       
       View Source
     


  


  

      

          @type t() :: term()


      


All the types that implement this protocol.

  


        

      

      
        Functions

        


  
    
      
      Link to this function
    
    build_request(request, opts)


      
       
       View Source
     


  


  

      

          @spec build_request(t(), Keyword.t()) :: t()


      



  


        

      



  

    
KafkaEx.Protocol.Kayrock.ApiVersions.Response protocol
    



      
This protocol is used to parse ApiVersions responses.
For versions without a specific implementation, falls back to the
Any implementation which delegates to ResponseHelpers.parse/1.
This handles all V1+ responses that include throttle_time_ms.

      


      
        Summary


  
    Types
  


    
      
        t()

      


        All the types that implement this protocol.



    





  
    Functions
  


    
      
        parse_response(response)

      


    





      


      
        Types

        


  
    
      
      Link to this type
    
    t()


      
       
       View Source
     


  


  

      

          @type t() :: term()


      


All the types that implement this protocol.

  


        

      

      
        Functions

        


  
    
      
      Link to this function
    
    parse_response(response)


      
       
       View Source
     


  


  

      

          @spec parse_response(t()) ::
  {:ok, KafkaEx.Messages.ApiVersions.t()} | {:error, KafkaEx.Client.Error.t()}


      



  


        

      



  

    
KafkaEx.Protocol.Kayrock.ApiVersions.ResponseHelpers 
    



      
Shared helper functions for parsing ApiVersions responses across protocol versions.
All ApiVersions response versions share the same core parsing logic:
	Convert api_keys list to a map keyed by api_key
	Extract throttle_time_ms (V1+; nil for V0)
	Map error codes to tagged error tuples

This module extracts that logic so individual version implementations
can delegate here instead of duplicating code.

      


      
        Summary


  
    Functions
  


    
      
        build_api_versions_map(versions)

      


        Converts a list of api_key entries into a map keyed by api_key.



    


    
      
        parse(map)

      


        Parses an ApiVersions response that includes throttle_time_ms (V1+).



    


    
      
        parse_v0(map)

      


        Parses an ApiVersions V0 response (no throttle_time_ms field).



    





      


      
        Functions

        


  
    
      
      Link to this function
    
    build_api_versions_map(versions)


      
       
       View Source
     


  


  

      

          @spec build_api_versions_map([map()]) :: %{
  required(non_neg_integer()) => KafkaEx.Messages.ApiVersions.api_version()
}


      


Converts a list of api_key entries into a map keyed by api_key.

  



  
    
      
      Link to this function
    
    parse(map)


      
       
       View Source
     


  


  

      

          @spec parse(map()) ::
  {:ok, KafkaEx.Messages.ApiVersions.t()} | {:error, KafkaEx.Client.Error.t()}


      


Parses an ApiVersions response that includes throttle_time_ms (V1+).

  
    
  
  Returns


	{:ok, %ApiVersions{}} on success (error_code == 0)
	{:error, %Error{}} on Kafka error


  



  
    
      
      Link to this function
    
    parse_v0(map)


      
       
       View Source
     


  


  

      

          @spec parse_v0(map()) ::
  {:ok, KafkaEx.Messages.ApiVersions.t()} | {:error, KafkaEx.Client.Error.t()}


      


Parses an ApiVersions V0 response (no throttle_time_ms field).

  
    
  
  Returns


	{:ok, %ApiVersions{}} on success (error_code == 0)
	{:error, %Error{}} on Kafka error


  


        

      



  

    
KafkaEx.Protocol.Kayrock.CreateTopics 
    



      
This module handles CreateTopics request & response parsing.
Request is built using Kayrock protocol, response is parsed to
native KafkaEx structs.

  
    
  
  Supported Versions


	V0: Basic topic creation
	V1: Adds validate_only flag and error_message in response
	V2: Adds throttle_time_ms in response
	V3: Pure version bump (identical to V2)
	V4: Pure version bump (identical to V3)
	V5: Flexible version (KIP-482). Response adds num_partitions, replication_factor, configs per topic


      





  

    
KafkaEx.Protocol.Kayrock.CreateTopics.Request protocol
    



      
This protocol is used to build CreateTopics requests.

      


      
        Summary


  
    Types
  


    
      
        t()

      


        All the types that implement this protocol.



    





  
    Functions
  


    
      
        build_request(request, opts)

      


    





      


      
        Types

        


  
    
      
      Link to this type
    
    t()


      
       
       View Source
     


  


  

      

          @type t() :: term()


      


All the types that implement this protocol.

  


        

      

      
        Functions

        


  
    
      
      Link to this function
    
    build_request(request, opts)


      
       
       View Source
     


  


  

      

          @spec build_request(t(), Keyword.t()) :: t()


      



  


        

      



  

    
KafkaEx.Protocol.Kayrock.CreateTopics.RequestHelpers 
    



      
Shared helper functions for building CreateTopics requests across all versions.

      


      
        Summary


  
    Functions
  


    
      
        build_config_entries(entries)

      


        Converts config entries to Kayrock format.



    


    
      
        build_replica_assignments(assignments)

      


        Converts replica assignments to Kayrock format.



    


    
      
        build_topic_request(topic_config)

      


        Converts topic configuration to Kayrock format.



    


    
      
        build_v1_plus_request(request_template, opts)

      


        Builds a CreateTopics request for V1+ (V1-V5 have identical request schemas).



    


    
      
        extract_common_fields(opts)

      


        Extracts topic configurations from options.



    





      


      
        Functions

        


  
    
      
      Link to this function
    
    build_config_entries(entries)


      
       
       View Source
     


  


  

      

          @spec build_config_entries(list()) :: list()


      


Converts config entries to Kayrock format.

  



  
    
      
      Link to this function
    
    build_replica_assignments(assignments)


      
       
       View Source
     


  


  

      

          @spec build_replica_assignments(list()) :: list()


      


Converts replica assignments to Kayrock format.

  



  
    
      
      Link to this function
    
    build_topic_request(topic_config)


      
       
       View Source
     


  


  

      

          @spec build_topic_request(map() | Keyword.t()) :: map()


      


Converts topic configuration to Kayrock format.

  



  
    
      
      Link to this function
    
    build_v1_plus_request(request_template, opts)


      
       
       View Source
     


  


  

      

          @spec build_v1_plus_request(
  struct(),
  Keyword.t()
) :: struct()


      


Builds a CreateTopics request for V1+ (V1-V5 have identical request schemas).
All V1+ versions support:
	create_topic_requests: array of topic configs
	timeout: int32
	validate_only: boolean

V3/V4 are pure version bumps with identical schemas to V1/V2.
V5 is the flexible version (KIP-482) but the logical fields are the same;
compact encoding is handled by Kayrock's serializer.

  



  
    
      
      Link to this function
    
    extract_common_fields(opts)


      
       
       View Source
     


  


  

      

          @spec extract_common_fields(Keyword.t()) :: %{
  topics: list(),
  timeout: non_neg_integer()
}


      


Extracts topic configurations from options.

  
    
  
  Required Options


	:topics - List of topic configurations, each being a map or keyword list with:
	:topic - Topic name (required)
	:num_partitions - Number of partitions (default: -1 for broker default)
	:replication_factor - Replication factor (default: -1 for broker default)
	:replica_assignment - Manual replica assignment (default: [])
	:config_entries - Topic configuration entries (default: [])


	:timeout - Request timeout in milliseconds (required)



  
    
  
  Optional


	:validate_only - If true, only validate the request without creating topics (V1+)


  


        

      



  

    
KafkaEx.Protocol.Kayrock.CreateTopics.Response protocol
    



      
This protocol is used to parse CreateTopics responses.

  
    
  
  Return Values


	All versions: {:ok, CreateTopics.t()} on success (may contain per-topic errors)
	All versions: {:error, Error.t()} on request-level error


      


      
        Summary


  
    Types
  


    
      
        t()

      


        All the types that implement this protocol.



    





  
    Functions
  


    
      
        parse_response(response)

      


    





      


      
        Types

        


  
    
      
      Link to this type
    
    t()


      
       
       View Source
     


  


  

      

          @type t() :: term()


      


All the types that implement this protocol.

  


        

      

      
        Functions

        


  
    
      
      Link to this function
    
    parse_response(response)


      
       
       View Source
     


  


  

      

          @spec parse_response(t()) ::
  {:ok, KafkaEx.Messages.CreateTopics.t()} | {:error, KafkaEx.Client.Error.t()}


      



  


        

      



  

    
KafkaEx.Protocol.Kayrock.CreateTopics.ResponseHelpers 
    



      
Shared helper functions for parsing CreateTopics responses across all versions.

      


      
        Summary


  
    Functions
  


    
      
        build_response(topic_results, throttle_time_ms \\ nil)

      


        Builds CreateTopics struct from parsed topic results.



    


    
      
        parse_topic_results(topic_errors, has_error_message?)

      


        Parses topic errors from Kayrock response format to TopicResult structs.



    


    
      
        parse_v5_topic_results(topics)

      


        Parses topic results from V5 Kayrock response format to TopicResult structs.



    





      


      
        Functions

        


    

  
    
      
      Link to this function
    
    build_response(topic_results, throttle_time_ms \\ nil)


      
       
       View Source
     


  


  

      

          @spec build_response(
  [KafkaEx.Messages.CreateTopics.TopicResult.t()],
  non_neg_integer() | nil
) ::
  KafkaEx.Messages.CreateTopics.t()


      


Builds CreateTopics struct from parsed topic results.

  



  
    
      
      Link to this function
    
    parse_topic_results(topic_errors, has_error_message?)


      
       
       View Source
     


  


  

      

          @spec parse_topic_results(list(), boolean()) :: [
  KafkaEx.Messages.CreateTopics.TopicResult.t()
]


      


Parses topic errors from Kayrock response format to TopicResult structs.

  



  
    
      
      Link to this function
    
    parse_v5_topic_results(topics)


      
       
       View Source
     


  


  

      

          @spec parse_v5_topic_results(list()) :: [
  KafkaEx.Messages.CreateTopics.TopicResult.t()
]


      


Parses topic results from V5 Kayrock response format to TopicResult structs.
V5 adds per-topic fields: num_partitions, replication_factor, and configs.
Each config entry has: name, value, read_only, config_source, is_sensitive.

  


        

      



  

    
KafkaEx.Protocol.Kayrock.DeleteTopics 
    



      
Protocol definitions for DeleteTopics API.
Kayrock supports V0-V4:
	V0: Basic topic deletion
	V1: Adds throttle_time_ms in response
	V2: No changes vs V1 (identical request + response schemas)
	V3: No changes vs V2 (identical request + response schemas)
	V4: FLEX version (KIP-482) — compact types + tagged_fields. Kayrock handles
encoding/decoding transparently. Domain fields identical to V1-V3.


      





  

    
KafkaEx.Protocol.Kayrock.DeleteTopics.Request protocol
    



      
Protocol for building DeleteTopics requests.

      


      
        Summary


  
    Types
  


    
      
        t()

      


        All the types that implement this protocol.



    





  
    Functions
  


    
      
        build_request(request, opts)

      


        Builds a DeleteTopics request from the given options.



    





      


      
        Types

        


  
    
      
      Link to this type
    
    t()


      
       
       View Source
     


  


  

      

          @type t() :: term()


      


All the types that implement this protocol.

  


        

      

      
        Functions

        


  
    
      
      Link to this function
    
    build_request(request, opts)


      
       
       View Source
     


  


  

      

          @spec build_request(t(), Keyword.t()) :: t()


      


Builds a DeleteTopics request from the given options.

  
    
  
  Options


	:topics - List of topic names to delete (required)
	:timeout - Request timeout in milliseconds (required)


  


        

      



  

    
KafkaEx.Protocol.Kayrock.DeleteTopics.RequestHelpers 
    



      
Shared helper functions for building DeleteTopics requests across all versions.

      


      
        Summary


  
    Functions
  


    
      
        build_request_from_template(request_template, opts)

      


        Builds a DeleteTopics request from a template struct and options.



    


    
      
        extract_common_fields(opts)

      


        Extracts common fields from request options.



    





      


      
        Functions

        


  
    
      
      Link to this function
    
    build_request_from_template(request_template, opts)


      
       
       View Source
     


  


  

      

          @spec build_request_from_template(map(), Keyword.t()) :: map()


      


Builds a DeleteTopics request from a template struct and options.
Populates topic_names and timeout_ms on the template from the
:topics and :timeout options. Works for all versions (V0-V4)
since the request schema only differs in encoding (handled by Kayrock).

  



  
    
      
      Link to this function
    
    extract_common_fields(opts)


      
       
       View Source
     


  


  

      

          @spec extract_common_fields(Keyword.t()) :: map()


      


Extracts common fields from request options.

  
    
  
  Required Options


	:topics - List of topic names to delete
	:timeout - Request timeout in milliseconds


  
    
  
  Returns


A map with extracted fields.

  


        

      



  

    
KafkaEx.Protocol.Kayrock.DeleteTopics.Response protocol
    



      
Protocol for parsing DeleteTopics responses.

      


      
        Summary


  
    Types
  


    
      
        t()

      


        All the types that implement this protocol.



    





  
    Functions
  


    
      
        parse_response(response)

      


        Parses a DeleteTopics response into a DeleteTopics struct.



    





      


      
        Types

        


  
    
      
      Link to this type
    
    t()


      
       
       View Source
     


  


  

      

          @type t() :: term()


      


All the types that implement this protocol.

  


        

      

      
        Functions

        


  
    
      
      Link to this function
    
    parse_response(response)


      
       
       View Source
     


  


  

      

          @spec parse_response(t()) ::
  {:ok, KafkaEx.Messages.DeleteTopics.t()} | {:error, KafkaEx.Client.Error.t()}


      


Parses a DeleteTopics response into a DeleteTopics struct.

  


        

      



  

    
KafkaEx.Protocol.Kayrock.DeleteTopics.ResponseHelpers 
    



      
Shared helper functions for parsing DeleteTopics responses across all versions.

      


      
        Summary


  
    Functions
  


    
      
        build_response(topic_results, throttle_time_ms \\ nil)

      


        Builds DeleteTopics struct from parsed topic results.



    


    
      
        parse_topic_results(topic_error_codes)

      


        Parses topic error codes from Kayrock response format to TopicResult structs.



    


    
      
        parse_v0_response(response)

      


        Parses a V0 DeleteTopics response (no throttle_time_ms).



    


    
      
        parse_v1_plus_response(response)

      


        Parses a V1+ DeleteTopics response (includes throttle_time_ms).



    





      


      
        Functions

        


    

  
    
      
      Link to this function
    
    build_response(topic_results, throttle_time_ms \\ nil)


      
       
       View Source
     


  


  

      

          @spec build_response(
  [KafkaEx.Messages.DeleteTopics.TopicResult.t()],
  non_neg_integer() | nil
) ::
  KafkaEx.Messages.DeleteTopics.t()


      


Builds DeleteTopics struct from parsed topic results.

  



  
    
      
      Link to this function
    
    parse_topic_results(topic_error_codes)


      
       
       View Source
     


  


  

      

          @spec parse_topic_results(list()) :: [KafkaEx.Messages.DeleteTopics.TopicResult.t()]


      


Parses topic error codes from Kayrock response format to TopicResult structs.

  



  
    
      
      Link to this function
    
    parse_v0_response(response)


      
       
       View Source
     


  


  

      

          @spec parse_v0_response(map()) :: {:ok, KafkaEx.Messages.DeleteTopics.t()}


      


Parses a V0 DeleteTopics response (no throttle_time_ms).

  



  
    
      
      Link to this function
    
    parse_v1_plus_response(response)


      
       
       View Source
     


  


  

      

          @spec parse_v1_plus_response(map()) :: {:ok, KafkaEx.Messages.DeleteTopics.t()}


      


Parses a V1+ DeleteTopics response (includes throttle_time_ms).

  


        

      



  

    
KafkaEx.Protocol.Kayrock.DescribeGroups 
    



      
This module handles Describe Groups request & response parsing.
Request is built using Kayrock protocol, response is parsed to
native KafkaEx structs.

  
    
  
  Supported Versions


	V0: Basic DescribeGroups	Request: groups (array of group IDs)
	Response: groups (array with error_code, group_id, group_state, protocol_type, protocol_data, members)


	V1: Adds throttle_time_ms to response	Request: Same as V0
	Response: +throttle_time_ms


	V2: No changes vs V1 (pure version bump)
	V3: Adds include_authorized_operations to request (KIP-430)	Request: +include_authorized_operations
	Response: +authorized_operations per group


	V4: Adds group_instance_id per member (KIP-345)	Request: Same as V3
	Response: +group_instance_id per member


	V5: Flexible version (KIP-482)	Request: Compact string encoding, +tagged_fields
	Response: Compact encoding, +tagged_fields
	Domain-relevant fields identical to V4



All known versions (V0-V5) have explicit defimpl implementations.
An Any fallback is retained for forward compatibility with unknown
future Kayrock versions.

      





  

    
KafkaEx.Protocol.Kayrock.DescribeGroups.Request protocol
    



      
This protocol is used to build Describe Groups requests.

  
    
  
  V0-V2 Options


	group_names (required): List of consumer group IDs to describe


  
    
  
  V3-V5 Options (adds to V0-V2)


	include_authorized_operations (optional): Whether to include authorized operations (defaults to false)

All known versions (V0-V5) have explicit implementations.
The Any fallback handles unknown future versions.

      


      
        Summary


  
    Types
  


    
      
        t()

      


        All the types that implement this protocol.



    





  
    Functions
  


    
      
        build_request(request, opts)

      


    





      


      
        Types

        


  
    
      
      Link to this type
    
    t()


      
       
       View Source
     


  


  

      

          @type t() :: term()


      


All the types that implement this protocol.

  


        

      

      
        Functions

        


  
    
      
      Link to this function
    
    build_request(request, opts)


      
       
       View Source
     


  


  

      

          @spec build_request(t(), Keyword.t()) :: t()


      



  


        

      



  

    
KafkaEx.Protocol.Kayrock.DescribeGroups.RequestHelpers 
    



      
Shared helper functions for building DescribeGroups requests across all versions.
Version differences:
	V0-V2: groups (array of group IDs) -- all schema-identical
	V3-V5: Adds include_authorized_operations boolean (KIP-430)
	V5: Flexible version (KIP-482) with compact encoding -- Kayrock handles encoding


      


      
        Summary


  
    Functions
  


    
      
        build_request_from_template(request_template, opts)

      


        Builds a DescribeGroups request by populating the request template with the groups list.
This is shared logic between V0-V2 requests as they have identical structure.



    


    
      
        build_v3_plus_request(request_template, opts)

      


        Builds a DescribeGroups V3+ request by populating the request template with groups list
plus include_authorized_operations (KIP-430).



    





      


      
        Functions

        


  
    
      
      Link to this function
    
    build_request_from_template(request_template, opts)


      
       
       View Source
     


  


  

      

          @spec build_request_from_template(map(), Keyword.t()) :: map()


      


Builds a DescribeGroups request by populating the request template with the groups list.
This is shared logic between V0-V2 requests as they have identical structure.

  
    
  
  Options


	group_names (required): List of consumer group IDs to describe


  



  
    
      
      Link to this function
    
    build_v3_plus_request(request_template, opts)


      
       
       View Source
     


  


  

      

          @spec build_v3_plus_request(map(), Keyword.t()) :: map()


      


Builds a DescribeGroups V3+ request by populating the request template with groups list
plus include_authorized_operations (KIP-430).
V3/V4 add include_authorized_operations: :boolean. V5 is the flexible version (KIP-482)
with the same logical fields -- Kayrock handles compact encoding.

  
    
  
  Options


	group_names (required): List of consumer group IDs to describe
	include_authorized_operations (optional): Whether to include authorized operations (defaults to false)


  


        

      



  

    
KafkaEx.Protocol.Kayrock.DescribeGroups.Response protocol
    



      
This protocol is used to parse Describe Groups responses.

  
    
  
  Return Values


	Success: {:ok, [ConsumerGroupDescription.t()]}
	Error: {:error, [{String.t(), atom()}]}

All known versions (V0-V5) have explicit implementations.
The Any fallback handles unknown future versions.

      


      
        Summary


  
    Types
  


    
      
        t()

      


        All the types that implement this protocol.



    





  
    Functions
  


    
      
        parse_response(response)

      


    





      


      
        Types

        


  
    
      
      Link to this type
    
    t()


      
       
       View Source
     


  


  

      

          @type t() :: term()


      


All the types that implement this protocol.

  


        

      

      
        Functions

        


  
    
      
      Link to this function
    
    parse_response(response)


      
       
       View Source
     


  


  

      

          @spec parse_response(t()) ::
  {:ok, [KafkaEx.Messages.ConsumerGroupDescription.t()]} | {:error, term()}


      



  


        

      



  

    
KafkaEx.Protocol.Kayrock.DescribeGroups.ResponseHelpers 
    



      
Shared helper functions for parsing DescribeGroups responses across all versions (V0-V5).
All versions share the same parsing logic for the groups array. The domain struct
ConsumerGroupDescription.from_describe_group_response/1 gracefully handles optional
fields (authorized_operations for V3+, group_instance_id per member for V4+) by
using Map.get/2 with nil defaults.
Version differences in response schema:
	V0: groups only (no throttle_time_ms)
	V1-V2: +throttle_time_ms (groups schema identical to V0)
	V3: +authorized_operations per group (members schema identical to V0-V2)
	V4: +group_instance_id per member (also has authorized_operations)
	V5: FLEX version of V4 (compact types + tagged_fields, domain fields identical)

Note: throttle_time_ms is NOT exposed in the domain layer -- it is parsed by Kayrock
but silently ignored in the {:ok, [ConsumerGroupDescription.t()]} return value.
This is consistent with the existing V0-V1 implementation.

      


      
        Summary


  
    Functions
  


    
      
        parse_response(map)

      


        Parses a DescribeGroups response for any version (V0-V5).



    





      


      
        Functions

        


  
    
      
      Link to this function
    
    parse_response(map)


      
       
       View Source
     


  


  

      

          @spec parse_response(map()) ::
  {:ok, [KafkaEx.Messages.ConsumerGroupDescription.t()]}
  | {:error, [{String.t(), atom()}]}


      


Parses a DescribeGroups response for any version (V0-V5).
Returns {:ok, [ConsumerGroupDescription.t()]} when all groups succeed,
or {:error, [{group_id, error_atom}]} when any group has a non-zero error code.
The same function works for all versions because:
	All versions have a groups array with error_code and group_id
	ConsumerGroupDescription.from_describe_group_response/1 uses Map.get/2
for optional fields (authorized_operations, group_instance_id)


  


        

      



  

    
KafkaEx.Protocol.Kayrock.Fetch 
    



      
This module handles Fetch request & response parsing.
Request is built using Kayrock protocol, response is parsed to
native KafkaEx structs.

  
    
  
  Supported Versions


	V0: Basic fetch (MessageSet format)
	V1: Adds throttle_time_ms
	V2: Same as V1
	V3: Adds max_bytes at request level
	V4: Adds isolation_level, last_stable_offset, aborted_transactions
	V5: Adds log_start_offset in request and response
	V6: Same as V5
	V7: Adds session_id, epoch, forgotten_topics_data for incremental fetch
	V8: No changes vs V7
	V9: Adds current_leader_epoch in partition requests
	V10: No changes vs V9
	V11: Adds rack_id at request level; response adds preferred_read_replica


  
    
  
  Message Format


	V0-V3: May return Kayrock.MessageSet (legacy format)
	V4+: Returns Kayrock.RecordBatch (modern format with headers)

The response parser handles both formats transparently.
All known versions (V0-V11) have explicit defimpl implementations.
An Any fallback is retained for forward compatibility with unknown
future Kayrock versions.

      





  

    
KafkaEx.Protocol.Kayrock.Fetch.Request protocol
    



      
This protocol is used to build Fetch requests.
Implementations must populate the request struct with:
	replica_id - Should be -1 for consumers
	max_wait_time - Maximum time to wait for messages in ms
	min_bytes - Minimum bytes to accumulate before returning
	topics - List of topic/partition/offset data to fetch
	max_bytes (V3+) - Maximum bytes to return
	isolation_level (V4+) - 0 for READ_UNCOMMITTED, 1 for READ_COMMITTED
	log_start_offset (V5+) - Log start offset for partitions
	session_id, epoch (V7+) - For incremental fetch sessions
	current_leader_epoch (V9+) - Epoch of the current leader for partitions
	rack_id (V11+) - Consumer rack ID for rack-aware fetch

All known versions (V0-V11) have explicit implementations.
The Any fallback handles unknown future versions.

      


      
        Summary


  
    Types
  


    
      
        t()

      


        All the types that implement this protocol.



    





  
    Functions
  


    
      
        build_request(request, opts)

      


    





      


      
        Types

        


  
    
      
      Link to this type
    
    t()


      
       
       View Source
     


  


  

      

          @type t() :: term()


      


All the types that implement this protocol.

  


        

      

      
        Functions

        


  
    
      
      Link to this function
    
    build_request(request, opts)


      
       
       View Source
     


  


  

      

          @spec build_request(t(), Keyword.t()) :: t()


      



  


        

      



  

    
KafkaEx.Protocol.Kayrock.Fetch.RequestHelpers 
    



      
Shared utility functions for building Fetch requests.
These are low-level utilities used by the version-specific request
implementations.

      


      
        Summary


  
    Functions
  


    
      
        add_current_leader_epoch(request, opts, api_version)

      


        Adds current_leader_epoch to partition requests for V9+.



    


    
      
        add_isolation_level(request, opts, api_version)

      


        Adds isolation_level field for V4+ requests.



    


    
      
        add_max_bytes(request, fields, api_version)

      


        Adds max_bytes field for V3+ requests.



    


    
      
        add_rack_id(request, opts, api_version)

      


        Adds rack_id for V11+ requests.



    


    
      
        add_session_fields(request, opts, api_version)

      


        Adds session fields for V7+ requests (incremental fetch).



    


    
      
        build_request_v7_plus(request, opts, api_version)

      


        Builds a Fetch request for V7+ versions with all applicable fields.



    


    
      
        build_topics(fields, opts)

      


        Builds the topics structure for Fetch request.



    


    
      
        extract_common_fields(opts)

      


        Extracts common fields from request options.



    


    
      
        populate_request(request, fields, topics)

      


        Populates a request struct with common fields.



    





      


      
        Functions

        


  
    
      
      Link to this function
    
    add_current_leader_epoch(request, opts, api_version)


      
       
       View Source
     


  


  

      

          @spec add_current_leader_epoch(struct(), Keyword.t(), integer()) :: struct()


      


Adds current_leader_epoch to partition requests for V9+.
V9 introduces current_leader_epoch in each partition request, allowing
brokers to detect stale fetch requests from consumers that have not yet
learned about a leader change.
The default value of -1 means "no epoch specified" (unknown).

  



  
    
      
      Link to this function
    
    add_isolation_level(request, opts, api_version)


      
       
       View Source
     


  


  

      

          @spec add_isolation_level(struct(), Keyword.t(), integer()) :: struct()


      


Adds isolation_level field for V4+ requests.

  



  
    
      
      Link to this function
    
    add_max_bytes(request, fields, api_version)


      
       
       View Source
     


  


  

      

          @spec add_max_bytes(struct(), map(), integer()) :: struct()


      


Adds max_bytes field for V3+ requests.

  



  
    
      
      Link to this function
    
    add_rack_id(request, opts, api_version)


      
       
       View Source
     


  


  

      

          @spec add_rack_id(struct(), Keyword.t(), integer()) :: struct()


      


Adds rack_id for V11+ requests.
V11 introduces rack_id at the top level, enabling rack-aware fetch
so brokers can prefer replicas closer to the consumer.
The default value is an empty string (no rack specified).

  



  
    
      
      Link to this function
    
    add_session_fields(request, opts, api_version)


      
       
       View Source
     


  


  

      

          @spec add_session_fields(struct(), Keyword.t(), integer()) :: struct()


      


Adds session fields for V7+ requests (incremental fetch).

  



  
    
      
      Link to this function
    
    build_request_v7_plus(request, opts, api_version)


      
       
       View Source
     


  


  

      

          @spec build_request_v7_plus(struct(), Keyword.t(), integer()) :: struct()


      


Builds a Fetch request for V7+ versions with all applicable fields.
Handles the common pattern of V7+ requests which share:
	V3+ max_bytes
	V4+ isolation_level
	V5+ log_start_offset in partition data
	V7+ session fields (session_id, session_epoch, forgotten_topics_data)
	V9+ current_leader_epoch in partition data
	V11+ rack_id

This helper reduces duplication across V7-V11 request implementations
which all share the same base logic.

  



  
    
      
      Link to this function
    
    build_topics(fields, opts)


      
       
       View Source
     


  


  

      

          @spec build_topics(map(), Keyword.t()) :: [map()]


      


Builds the topics structure for Fetch request.
For V0-V4:
[%{topic: "topic", partitions: [%{partition: 0, fetch_offset: 0, max_bytes: 1000000}]}]
For V5+:
[%{topic: "topic", partitions: [%{partition: 0, fetch_offset: 0, log_start_offset: 0, max_bytes: 1000000}]}]

  



  
    
      
      Link to this function
    
    extract_common_fields(opts)


      
       
       View Source
     


  


  

      

          @spec extract_common_fields(Keyword.t()) :: map()


      


Extracts common fields from request options.
Returns a map with:
	:topic - The topic to fetch from
	:partition - The partition to fetch from
	:offset - The offset to start fetching from
	:max_bytes - Maximum bytes to fetch per partition
	:max_wait_time - Maximum time to wait for messages in ms
	:min_bytes - Minimum bytes to accumulate before returning


  



  
    
      
      Link to this function
    
    populate_request(request, fields, topics)


      
       
       View Source
     


  


  

      

          @spec populate_request(struct(), map(), [map()]) :: struct()


      


Populates a request struct with common fields.

  


        

      



  

    
KafkaEx.Protocol.Kayrock.Fetch.Response protocol
    



      
This protocol is used to parse Fetch responses.

  
    
  
  Return Values


	{:ok, Fetch.t()} on success with messages and metadata
	{:error, Error.t()} on error with error details

All known versions (V0-V11) have explicit implementations.
The Any fallback handles unknown future versions.

      


      
        Summary


  
    Types
  


    
      
        t()

      


        All the types that implement this protocol.



    





  
    Functions
  


    
      
        parse_response(response)

      


    





      


      
        Types

        


  
    
      
      Link to this type
    
    t()


      
       
       View Source
     


  


  

      

          @type t() :: term()


      


All the types that implement this protocol.

  


        

      

      
        Functions

        


  
    
      
      Link to this function
    
    parse_response(response)


      
       
       View Source
     


  


  

      

          @spec parse_response(t()) ::
  {:ok, KafkaEx.Messages.Fetch.t()} | {:error, KafkaEx.Client.Error.t()}


      



  


        

      



  

    
KafkaEx.Protocol.Kayrock.Fetch.ResponseHelpers 
    



      
Shared utility functions for parsing Fetch responses.
These are low-level utilities used by the version-specific response
implementations. Handles both MessageSet (V0-V3) and RecordBatch (V4+)
message formats.

      


      
        Summary


  
    Functions
  


    
      
        build_fetch(opts)

      


        Builds a Fetch struct from parsed response data.



    


    
      
        check_error(topic, partition_response)

      


        Checks if the partition response has an error and returns the appropriate result.



    


    
      
        compute_last_offset(records)

      


        Computes the last offset from a list of records.



    


    
      
        convert_headers(headers)

      


        Converts Kayrock RecordHeader structs to Header structs.



    


    
      
        convert_records(record_batches, topic, partition)

      


        Converts record_set (MessageSet or RecordBatch) to list of Record structs.



    


    
      
        empty_response_error()

      


        Builds an error response for empty responses.



    


    
      
        extract_first_partition_response(arg1)

      


        Extracts the first topic and partition response from a Fetch response.



    


    
      
        extract_v5_plus_fields(response, partition_resp)

      


        Field extractor for V5+ responses (V5, V6, V7, V8, V9, V10).



    


    
      
        extract_v11_fields(response, partition_resp)

      


        Field extractor for V11 responses.



    


    
      
        parse_response(response, field_extractor)

      


        Common parsing logic for fetch responses.



    





      


      
        Functions

        


  
    
      
      Link to this function
    
    build_fetch(opts)


      
       
       View Source
     


  


  

      

          @spec build_fetch(Keyword.t()) :: KafkaEx.Messages.Fetch.t()


      


Builds a Fetch struct from parsed response data.

  



  
    
      
      Link to this function
    
    check_error(topic, partition_response)


      
       
       View Source
     


  


  

      

          @spec check_error(String.t(), map()) ::
  {:ok, map()} | {:error, KafkaEx.Client.Error.t()}


      


Checks if the partition response has an error and returns the appropriate result.
Returns {:ok, partition_response} if no error, {:error, Error.t()} otherwise.

  



  
    
      
      Link to this function
    
    compute_last_offset(records)


      
       
       View Source
     


  


  

      

          @spec compute_last_offset([KafkaEx.Messages.Fetch.Record.t()]) ::
  non_neg_integer() | nil


      


Computes the last offset from a list of records.

  



  
    
      
      Link to this function
    
    convert_headers(headers)


      
       
       View Source
     


  


  

      

          @spec convert_headers(list() | nil) :: [KafkaEx.Messages.Header.t()] | nil


      


Converts Kayrock RecordHeader structs to Header structs.

  



  
    
      
      Link to this function
    
    convert_records(record_batches, topic, partition)


      
       
       View Source
     


  


  

      

          @spec convert_records(term(), String.t(), non_neg_integer()) :: [
  KafkaEx.Messages.Fetch.Record.t()
]


      


Converts record_set (MessageSet or RecordBatch) to list of Record structs.

  



  
    
      
      Link to this function
    
    empty_response_error()


      
       
       View Source
     


  


  

      

          @spec empty_response_error() :: {:error, KafkaEx.Client.Error.t()}


      


Builds an error response for empty responses.

  



  
    
      
      Link to this function
    
    extract_first_partition_response(arg1)


      
       
       View Source
     


  


  

      

          @spec extract_first_partition_response(map()) ::
  {:ok, String.t(), map()} | {:error, :empty_response}


      


Extracts the first topic and partition response from a Fetch response.
Returns {:ok, topic, partition_response} or {:error, :empty_response}.

  



  
    
      
      Link to this function
    
    extract_v5_plus_fields(response, partition_resp)


      
       
       View Source
     


  


  

      

          @spec extract_v5_plus_fields(map(), map()) :: Keyword.t()


      


Field extractor for V5+ responses (V5, V6, V7, V8, V9, V10).
These versions share the same response fields:
	throttle_time_ms
	last_stable_offset
	log_start_offset
	aborted_transactions


  



  
    
      
      Link to this function
    
    extract_v11_fields(response, partition_resp)


      
       
       View Source
     


  


  

      

          @spec extract_v11_fields(map(), map()) :: Keyword.t()


      


Field extractor for V11 responses.
V11 adds preferred_read_replica in the partition header (KIP-392).
This tells the consumer which replica it should prefer for reading,
enabling rack-aware consumption.
All other fields remain the same as V5+.

  



  
    
      
      Link to this function
    
    parse_response(response, field_extractor)


      
       
       View Source
     


  


  

      

          @spec parse_response(map(), (map(), map() -> Keyword.t())) ::
  {:ok, KafkaEx.Messages.Fetch.t()} | {:error, KafkaEx.Client.Error.t()}


      


Common parsing logic for fetch responses.
Extracts the first partition response, checks for errors, converts records,
and builds the Fetch struct using the provided field extractor function.
The field_extractor function receives {response, partition_resp} and
should return keyword options for additional fields (throttle_time_ms, etc).

  


        

      



  

    
KafkaEx.Protocol.Kayrock.FindCoordinator 
    



      
This module handles FindCoordinator request & response parsing.
Request is built using Kayrock protocol, response is parsed to
native KafkaEx structs.

  
    
  
  Supported Versions


	V0: Basic group coordinator discovery	Request: group_id
	Response: error_code, coordinator (node_id, host, port)


	V1: Extended coordinator discovery with type support	Request: coordinator_key, coordinator_type (0=group, 1=transaction)
	Response: Adds throttle_time_ms, error_message


	V2: No changes vs V1 (pure version bump)	Request: Same as V1 (key, key_type)
	Response: Same as V1


	V3: Flexible version (KIP-482)	Request: Compact string encoding, +tagged_fields
	Response: Compact string encoding, +tagged_fields
	Domain-relevant fields identical to V1/V2



All known versions (V0-V3) have explicit defimpl implementations.
An Any fallback is retained for forward compatibility with unknown
future Kayrock versions.

  
    
  
  Usage


FindCoordinator is primarily used to discover which broker is the coordinator
for a consumer group (type=0) or transaction (type=1).

      





  

    
KafkaEx.Protocol.Kayrock.FindCoordinator.Request protocol
    



      
This protocol is used to build FindCoordinator requests.

  
    
  
  V0 Options


	group_id (required): The consumer group ID


  
    
  
  V1+ Options


	coordinator_key (required): The key to look up (group_id or transactional_id)
	coordinator_type (optional): 0 for group (default), 1 for transaction

All known versions (V0-V3) have explicit implementations.
The Any fallback handles unknown future versions.

      


      
        Summary


  
    Types
  


    
      
        t()

      


        All the types that implement this protocol.



    





  
    Functions
  


    
      
        build_request(request, opts)

      


    





      


      
        Types

        


  
    
      
      Link to this type
    
    t()


      
       
       View Source
     


  


  

      

          @type t() :: term()


      


All the types that implement this protocol.

  


        

      

      
        Functions

        


  
    
      
      Link to this function
    
    build_request(request, opts)


      
       
       View Source
     


  


  

      

          @spec build_request(t(), Keyword.t()) :: t()


      



  


        

      



  

    
KafkaEx.Protocol.Kayrock.FindCoordinator.RequestHelpers 
    



      
Shared utility functions for building FindCoordinator requests.

      


      
        Summary


  
    Functions
  


    
      
        build_v1_plus_request(request, opts)

      


        Builds a V1+ request by extracting coordinator key and type from options.



    


    
      
        extract_coordinator_type(opts)

      


        Extracts and normalizes coordinator type from options.



    


    
      
        extract_group_id(opts)

      


        Extracts the group_id from options for V0 requests.



    


    
      
        extract_v1_fields(opts)

      


        Extracts coordinator key and type from options for V1 requests.



    





      


      
        Functions

        


  
    
      
      Link to this function
    
    build_v1_plus_request(request, opts)


      
       
       View Source
     


  


  

      

          @spec build_v1_plus_request(map(), Keyword.t()) :: map()


      


Builds a V1+ request by extracting coordinator key and type from options.
Works for V1, V2, V3, and any future version with key + key_type fields.

  



  
    
      
      Link to this function
    
    extract_coordinator_type(opts)


      
       
       View Source
     


  


  

      

          @spec extract_coordinator_type(Keyword.t()) :: 0 | 1


      


Extracts and normalizes coordinator type from options.
Accepts:
	Integer: 0 or 1
	Atom: :group or :transaction

Returns integer (0 or 1).

  



  
    
      
      Link to this function
    
    extract_group_id(opts)


      
       
       View Source
     


  


  

      

          @spec extract_group_id(Keyword.t()) :: binary()


      


Extracts the group_id from options for V0 requests.

  



  
    
      
      Link to this function
    
    extract_v1_fields(opts)


      
       
       View Source
     


  


  

      

          @spec extract_v1_fields(Keyword.t()) :: {binary(), 0 | 1}


      


Extracts coordinator key and type from options for V1 requests.
Returns {coordinator_key, coordinator_type} where:
	coordinator_key is the group_id or transactional_id
	coordinator_type is 0 (group) or 1 (transaction)


  


        

      



  

    
KafkaEx.Protocol.Kayrock.FindCoordinator.Response protocol
    



      
This protocol is used to parse FindCoordinator responses.

  
    
  
  Return Values


	{:ok, FindCoordinator.t()} on success with coordinator info
	{:error, Error.t()} on error with error details

All known versions (V0-V3) have explicit implementations.
The Any fallback handles unknown future versions.

      


      
        Summary


  
    Types
  


    
      
        t()

      


        All the types that implement this protocol.



    





  
    Functions
  


    
      
        parse_response(response)

      


    





      


      
        Types

        


  
    
      
      Link to this type
    
    t()


      
       
       View Source
     


  


  

      

          @type t() :: term()


      


All the types that implement this protocol.

  


        

      

      
        Functions

        


  
    
      
      Link to this function
    
    parse_response(response)


      
       
       View Source
     


  


  

      

          @spec parse_response(t()) ::
  {:ok, KafkaEx.Messages.FindCoordinator.t()}
  | {:error, KafkaEx.Client.Error.t()}


      



  


        

      



  

    
KafkaEx.Protocol.Kayrock.FindCoordinator.ResponseHelpers 
    



      
Shared utility functions for parsing FindCoordinator responses.

      


      
        Summary


  
    Functions
  


    
      
        check_error(error_code, fields)

      


        Checks the error code and returns success or error result.



    


    
      
        parse_coordinator_from_response(response)

      


        Parses coordinator data from response into a Broker struct.



    


    
      
        parse_v0_response(response)

      


        Parses a V0 response (no throttle_time_ms, no error_message).



    


    
      
        parse_v1_response(response)

      


        Parses a V1 response (includes throttle_time_ms and error_message).



    





      


      
        Functions

        


  
    
      
      Link to this function
    
    check_error(error_code, fields)


      
       
       View Source
     


  


  

      

          @spec check_error(integer(), Keyword.t()) ::
  {:ok, Keyword.t()} | {:error, KafkaEx.Client.Error.t()}


      


Checks the error code and returns success or error result.
Returns {:ok, parsed_fields} if no error, {:error, Error.t()} otherwise.

  



  
    
      
      Link to this function
    
    parse_coordinator_from_response(response)


      
       
       View Source
     


  


  

      

          @spec parse_coordinator_from_response(map()) :: KafkaEx.Cluster.Broker.t() | nil


      


Parses coordinator data from response into a Broker struct.
In kayrock v1, coordinator fields (node_id, host, port) are flattened
directly on the response struct rather than nested in a coordinator field.

  



  
    
      
      Link to this function
    
    parse_v0_response(response)


      
       
       View Source
     


  


  

      

          @spec parse_v0_response(map()) ::
  {:ok, KafkaEx.Messages.FindCoordinator.t()}
  | {:error, KafkaEx.Client.Error.t()}


      


Parses a V0 response (no throttle_time_ms, no error_message).

  



  
    
      
      Link to this function
    
    parse_v1_response(response)


      
       
       View Source
     


  


  

      

          @spec parse_v1_response(map()) ::
  {:ok, KafkaEx.Messages.FindCoordinator.t()}
  | {:error, KafkaEx.Client.Error.t()}


      


Parses a V1 response (includes throttle_time_ms and error_message).

  


        

      



  

    
KafkaEx.Protocol.Kayrock.Heartbeat 
    



      
This module handles Heartbeat request & response parsing.
Request is built using Kayrock protocol, response is parsed to
native KafkaEx structs.

  
    
  
  Supported Versions


	V0: Basic Heartbeat	Request: group_id, generation_id, member_id
	Response: error_code


	V1: Adds throttle_time_ms to response	Request: Same as V0
	Response: +throttle_time_ms


	V2: No changes vs V1 (pure version bump)
	V3: Static membership (KIP-345)	Request: +group_instance_id
	Response: Same as V1/V2


	V4: Flexible version (KIP-482)	Request: Compact string encoding, +tagged_fields
	Response: Compact encoding, +tagged_fields
	Domain-relevant fields identical to V3



All known versions (V0-V4) have explicit defimpl implementations.
An Any fallback is retained for forward compatibility with unknown
future Kayrock versions.

      





  

    
KafkaEx.Protocol.Kayrock.Heartbeat.Request protocol
    



      
This protocol is used to build Heartbeat requests.

  
    
  
  V0-V2 Options


	group_id (required): The consumer group ID
	member_id (required): The member ID
	generation_id (required): The generation ID from JoinGroup


  
    
  
  V3-V4 Options (adds to V0-V2)


	group_instance_id (optional): Static membership instance ID (nil for dynamic)

All known versions (V0-V4) have explicit implementations.
The Any fallback handles unknown future versions.

      


      
        Summary


  
    Types
  


    
      
        t()

      


        All the types that implement this protocol.



    





  
    Functions
  


    
      
        build_request(request, opts)

      


    





      


      
        Types

        


  
    
      
      Link to this type
    
    t()


      
       
       View Source
     


  


  

      

          @type t() :: term()


      


All the types that implement this protocol.

  


        

      

      
        Functions

        


  
    
      
      Link to this function
    
    build_request(request, opts)


      
       
       View Source
     


  


  

      

          @spec build_request(t(), Keyword.t()) :: t()


      



  


        

      



  

    
KafkaEx.Protocol.Kayrock.Heartbeat.RequestHelpers 
    



      
Shared helper functions for building Heartbeat requests across all versions.
Version differences:
	V0-V2: group_id, generation_id, member_id (all schema-identical)
	V3-V4: Adds group_instance_id for static membership (KIP-345)
	V4: Flexible version (KIP-482) with compact encoding -- Kayrock handles encoding


      


      
        Summary


  
    Functions
  


    
      
        build_request_from_template(request_template, opts)

      


        Builds a Heartbeat request by populating the request template with extracted fields.
This is shared logic between V0-V2 requests as they have identical structure.



    


    
      
        build_v3_plus_request(request_template, opts)

      


        Builds a Heartbeat V3+ request by populating the request template with common fields
plus group_instance_id for static membership (KIP-345).



    


    
      
        extract_common_fields(opts)

      


        Extracts common fields from request options.



    





      


      
        Functions

        


  
    
      
      Link to this function
    
    build_request_from_template(request_template, opts)


      
       
       View Source
     


  


  

      

          @spec build_request_from_template(map(), Keyword.t()) :: map()


      


Builds a Heartbeat request by populating the request template with extracted fields.
This is shared logic between V0-V2 requests as they have identical structure.

  



  
    
      
      Link to this function
    
    build_v3_plus_request(request_template, opts)


      
       
       View Source
     


  


  

      

          @spec build_v3_plus_request(map(), Keyword.t()) :: map()


      


Builds a Heartbeat V3+ request by populating the request template with common fields
plus group_instance_id for static membership (KIP-345).
V3 adds group_instance_id: :nullable_string. V4 is the flexible version (KIP-482)
with the same logical fields -- Kayrock handles compact encoding.

  



  
    
      
      Link to this function
    
    extract_common_fields(opts)


      
       
       View Source
     


  


  

      

          @spec extract_common_fields(Keyword.t()) :: %{
  group_id: String.t(),
  member_id: String.t(),
  generation_id: non_neg_integer()
}


      


Extracts common fields from request options.

  


        

      



  

    
KafkaEx.Protocol.Kayrock.Heartbeat.Response protocol
    



      
This protocol is used to parse Heartbeat responses.

  
    
  
  Return Values


	V0: {:ok, :no_error} on success
	V1+: {:ok, Heartbeat.t()} on success (includes throttle_time_ms)
	All versions: {:error, Error.t()} on error

All known versions (V0-V4) have explicit implementations.
The Any fallback handles unknown future versions.

      


      
        Summary


  
    Types
  


    
      
        t()

      


        All the types that implement this protocol.



    





  
    Functions
  


    
      
        parse_response(response)

      


    





      


      
        Types

        


  
    
      
      Link to this type
    
    t()


      
       
       View Source
     


  


  

      

          @type t() :: term()


      


All the types that implement this protocol.

  


        

      

      
        Functions

        


  
    
      
      Link to this function
    
    parse_response(response)


      
       
       View Source
     


  


  

      

          @spec parse_response(t()) ::
  {:ok, :no_error | KafkaEx.Messages.Heartbeat.t()}
  | {:error, KafkaEx.Client.Error.t()}


      



  


        

      



  

    
KafkaEx.Protocol.Kayrock.Heartbeat.ResponseHelpers 
    



      
Shared helper functions for parsing Heartbeat responses across all versions (V0-V4).
Version differences:
	V0: No throttle_time_ms field. Returns {:ok, :no_error} on success.
	V1-V3: Adds throttle_time_ms to the response. Returns {:ok, %Heartbeat{}} on success.
	V4: Flexible version (KIP-482) -- Kayrock handles compact encoding/decodingtransparently. Domain-relevant fields are identical to V1-V3.



      


      
        Summary


  
    Functions
  


    
      
        parse_v0_response(response)

      


        Parses a V0 response (no throttle_time_ms).



    


    
      
        parse_v1_plus_response(response)

      


        Parses a V1+ response (includes throttle_time_ms).



    





      


      
        Functions

        


  
    
      
      Link to this function
    
    parse_v0_response(response)


      
       
       View Source
     


  


  

      

          @spec parse_v0_response(map()) ::
  {:ok, :no_error} | {:error, KafkaEx.Client.Error.t()}


      


Parses a V0 response (no throttle_time_ms).
Returns {:ok, :no_error} on success to preserve the existing V0 contract.

  



  
    
      
      Link to this function
    
    parse_v1_plus_response(response)


      
       
       View Source
     


  


  

      

          @spec parse_v1_plus_response(map()) ::
  {:ok, KafkaEx.Messages.Heartbeat.t()} | {:error, KafkaEx.Client.Error.t()}


      


Parses a V1+ response (includes throttle_time_ms).
Returns {:ok, %Heartbeat{}} on success with throttle_time_ms populated.

  


        

      



  

    
KafkaEx.Protocol.Kayrock.JoinGroup 
    



      
This module handles JoinGroup request & response parsing.
Request is built using Kayrock protocol, response is parsed to
native KafkaEx structs.

  
    
  
  Supported Versions


	V0: Basic JoinGroup with session_timeout	Request: group_id, session_timeout_ms, member_id, protocol_type, protocols
	Response: error_code, generation_id, protocol_name, leader, member_id, members


	V1: Adds rebalance_timeout	Request: +rebalance_timeout_ms
	Response: Same as V0


	V2: Adds throttle_time_ms to response	Request: Same as V1
	Response: +throttle_time_ms


	V3: No changes vs V2 (pure version bump)
	V4: No changes vs V3 (pure version bump)
	V5: Static membership (KIP-345)	Request: +group_instance_id
	Response: +group_instance_id per member (not extracted to domain layer)


	V6: Flexible version (KIP-482)	Request: Compact string encoding, +tagged_fields
	Response: Compact string encoding, +tagged_fields
	Domain-relevant fields identical to V5



All known versions (V0-V6) have explicit defimpl implementations.
An Any fallback is retained for forward compatibility with unknown
future Kayrock versions.

      





  

    
KafkaEx.Protocol.Kayrock.JoinGroup.Request protocol
    



      
This protocol is used to build JoinGroup requests.

  
    
  
  V0 Options


	group_id (required): The consumer group ID
	session_timeout (required): Session timeout in milliseconds
	member_id (required): The member ID (empty string for new members)
	group_protocols or topics (required): Group protocols or topics list
	protocol_type (optional): Protocol type, defaults to "consumer"


  
    
  
  V1-V4 Options (adds to V0)


	rebalance_timeout (required): Rebalance timeout in milliseconds


  
    
  
  V5-V6 Options (adds to V1-V4)


	group_instance_id (optional): Static membership instance ID (nil for dynamic)

All known versions (V0-V6) have explicit implementations.
The Any fallback handles unknown future versions.

      


      
        Summary


  
    Types
  


    
      
        t()

      


        All the types that implement this protocol.



    





  
    Functions
  


    
      
        build_request(request, opts)

      


    





      


      
        Types

        


  
    
      
      Link to this type
    
    t()


      
       
       View Source
     


  


  

      

          @type t() :: term()


      


All the types that implement this protocol.

  


        

      

      
        Functions

        


  
    
      
      Link to this function
    
    build_request(request, opts)


      
       
       View Source
     


  


  

      

          @spec build_request(t(), Keyword.t()) :: t()


      



  


        

      



  

    
KafkaEx.Protocol.Kayrock.JoinGroup.RequestHelpers 
    



      
Shared helper functions for building JoinGroup requests across all versions.

      


      
        Summary


  
    Functions
  


    
      
        build_group_protocols(topics)

      


        Builds group_protocols from a list of topics using the "assign" protocol.



    


    
      
        build_v0_request(request_template, opts)

      


        Builds a JoinGroup V0 request by populating the request template with extracted fields.



    


    
      
        build_v1_or_v2_request(request_template, opts)

      


        Builds a JoinGroup V1/V2 request (adds rebalance_timeout).



    


    
      
        build_v5_plus_request(request_template, opts)

      


        Builds a JoinGroup V5+ request (adds group_instance_id for static membership, KIP-345).



    


    
      
        extract_common_fields(opts)

      


        Extracts common fields from request options.
These fields are present in all versions (V0, V1, V2).



    





      


      
        Functions

        


  
    
      
      Link to this function
    
    build_group_protocols(topics)


      
       
       View Source
     


  


  

      

          @spec build_group_protocols([String.t()]) :: [map()]


      


Builds group_protocols from a list of topics using the "assign" protocol.

  



  
    
      
      Link to this function
    
    build_v0_request(request_template, opts)


      
       
       View Source
     


  


  

      

          @spec build_v0_request(map(), Keyword.t()) :: map()


      


Builds a JoinGroup V0 request by populating the request template with extracted fields.

  



  
    
      
      Link to this function
    
    build_v1_or_v2_request(request_template, opts)


      
       
       View Source
     


  


  

      

          @spec build_v1_or_v2_request(map(), Keyword.t()) :: map()


      


Builds a JoinGroup V1/V2 request (adds rebalance_timeout).

  



  
    
      
      Link to this function
    
    build_v5_plus_request(request_template, opts)


      
       
       View Source
     


  


  

      

          @spec build_v5_plus_request(map(), Keyword.t()) :: map()


      


Builds a JoinGroup V5+ request (adds group_instance_id for static membership, KIP-345).
The group_instance_id is used for static membership:
	nil (default): Dynamic membership (same as V1-V4)
	A string value: Static membership — the member keeps its assignment across restarts


  



  
    
      
      Link to this function
    
    extract_common_fields(opts)


      
       
       View Source
     


  


  

      

          @spec extract_common_fields(Keyword.t()) :: %{
  group_id: String.t(),
  session_timeout: integer(),
  member_id: String.t(),
  protocol_type: String.t(),
  group_protocols: [map()]
}


      


Extracts common fields from request options.
These fields are present in all versions (V0, V1, V2).
If group_protocols is not provided but topics is, builds group_protocols
automatically using the "assign" protocol with GroupProtocolMetadata.

  


        

      



  

    
KafkaEx.Protocol.Kayrock.JoinGroup.Response protocol
    



      
This protocol is used to parse JoinGroup responses.

  
    
  
  Return Values


	All versions: {:ok, JoinGroup.t()} on success
	All versions: {:error, Error.t()} on error

All known versions (V0-V6) have explicit implementations.
The Any fallback handles unknown future versions.

      


      
        Summary


  
    Types
  


    
      
        t()

      


        All the types that implement this protocol.



    





  
    Functions
  


    
      
        parse_response(response)

      


    





      


      
        Types

        


  
    
      
      Link to this type
    
    t()


      
       
       View Source
     


  


  

      

          @type t() :: term()


      


All the types that implement this protocol.

  


        

      

      
        Functions

        


  
    
      
      Link to this function
    
    parse_response(response)


      
       
       View Source
     


  


  

      

          @spec parse_response(t()) ::
  {:ok, KafkaEx.Messages.JoinGroup.t()} | {:error, KafkaEx.Client.Error.t()}


      



  


        

      



  

    
KafkaEx.Protocol.Kayrock.JoinGroup.ResponseHelpers 
    



      
Shared helper functions for parsing JoinGroup responses across all versions.
Version differences:
	V0/V1: No throttle_time_ms field
	V2: Adds throttle_time_ms to the response


      


      
        Summary


  
    Types
  


    
      
        throttle_time_extractor()

      


    





  
    Functions
  


    
      
        parse_response(response, throttle_time_extractor)

      


        Parses a JoinGroup response using the provided throttle_time extractor.



    


    
      
        parse_v0_or_v1_response(response)

      


        Parses a V0 or V1 response (no throttle_time_ms).



    


    
      
        parse_v2_plus_response(response)

      


        Parses a V2+ response (includes throttle_time_ms).



    





      


      
        Types

        


  
    
      
      Link to this type
    
    throttle_time_extractor()


      
       
       View Source
     


  


  

      

          @type throttle_time_extractor() :: (map() -> non_neg_integer() | nil)


      



  


        

      

      
        Functions

        


  
    
      
      Link to this function
    
    parse_response(response, throttle_time_extractor)


      
       
       View Source
     


  


  

      

          @spec parse_response(map(), throttle_time_extractor()) ::
  {:ok, KafkaEx.Messages.JoinGroup.t()} | {:error, KafkaEx.Client.Error.t()}


      


Parses a JoinGroup response using the provided throttle_time extractor.

  



  
    
      
      Link to this function
    
    parse_v0_or_v1_response(response)


      
       
       View Source
     


  


  

      

          @spec parse_v0_or_v1_response(map()) ::
  {:ok, KafkaEx.Messages.JoinGroup.t()} | {:error, KafkaEx.Client.Error.t()}


      


Parses a V0 or V1 response (no throttle_time_ms).

  



  
    
      
      Link to this function
    
    parse_v2_plus_response(response)


      
       
       View Source
     


  


  

      

          @spec parse_v2_plus_response(map()) ::
  {:ok, KafkaEx.Messages.JoinGroup.t()} | {:error, KafkaEx.Client.Error.t()}


      


Parses a V2+ response (includes throttle_time_ms).

  


        

      



  

    
KafkaEx.Protocol.Kayrock.LeaveGroup 
    



      
This module handles LeaveGroup request & response parsing.
Request is built using Kayrock protocol, response is parsed to
native KafkaEx structs.

  
    
  
  Supported Versions


	V0: Basic LeaveGroup	Request: group_id, member_id
	Response: error_code


	V1: Adds throttle_time_ms to response	Request: Same as V0
	Response: +throttle_time_ms


	V2: No changes vs V1 (pure version bump)
	V3: Batch leave (KIP-345) -- STRUCTURAL CHANGE	Request: -member_id, +members array (each with member_id, group_instance_id)
	Response: +members array with per-member error_code


	V4: Flexible version (KIP-482)	Request: Compact string encoding, +tagged_fields
	Response: Compact encoding, +tagged_fields
	Domain-relevant fields identical to V3



All known versions (V0-V4) have explicit defimpl implementations.
An Any fallback is retained for forward compatibility with unknown
future Kayrock versions.

      





  

    
KafkaEx.Protocol.Kayrock.LeaveGroup.Request protocol
    



      
This protocol is used to build LeaveGroup requests.

  
    
  
  V0-V2 Options


	group_id (required): The consumer group ID
	member_id (required): The member ID


  
    
  
  V3-V4 Options (STRUCTURAL CHANGE -- batch leave)


	group_id (required): The consumer group ID
	members (required): List of member maps, each with :member_id and
optionally :group_instance_id

All known versions (V0-V4) have explicit implementations.
The Any fallback handles unknown future versions.

      


      
        Summary


  
    Types
  


    
      
        t()

      


        All the types that implement this protocol.



    





  
    Functions
  


    
      
        build_request(request, opts)

      


    





      


      
        Types

        


  
    
      
      Link to this type
    
    t()


      
       
       View Source
     


  


  

      

          @type t() :: term()


      


All the types that implement this protocol.

  


        

      

      
        Functions

        


  
    
      
      Link to this function
    
    build_request(request, opts)


      
       
       View Source
     


  


  

      

          @spec build_request(t(), Keyword.t()) :: t()


      



  


        

      



  

    
KafkaEx.Protocol.Kayrock.LeaveGroup.RequestHelpers 
    



      
Shared helper functions for building LeaveGroup requests across all versions.
Version differences:
	V0-V2: group_id, member_id (all schema-identical)
	V3-V4: STRUCTURAL CHANGE (KIP-345 batch leave) -- replaces member_id
with members array. Each member has member_id and group_instance_id.
	V4: Flexible version (KIP-482) with compact encoding -- Kayrock handles encoding


      


      
        Summary


  
    Functions
  


    
      
        build_request_from_template(request_template, opts)

      


        Builds a LeaveGroup V0-V2 request by populating the request template with extracted fields.
This is shared logic between V0-V2 requests as they have identical structure.



    


    
      
        build_v3_plus_request(request_template, opts)

      


        Builds a LeaveGroup V3+ request (KIP-345 batch leave).



    


    
      
        extract_common_fields(opts)

      


        Extracts common fields from request options (V0-V2).



    





      


      
        Functions

        


  
    
      
      Link to this function
    
    build_request_from_template(request_template, opts)


      
       
       View Source
     


  


  

      

          @spec build_request_from_template(map(), Keyword.t()) :: map()


      


Builds a LeaveGroup V0-V2 request by populating the request template with extracted fields.
This is shared logic between V0-V2 requests as they have identical structure.

  



  
    
      
      Link to this function
    
    build_v3_plus_request(request_template, opts)


      
       
       View Source
     


  


  

      

          @spec build_v3_plus_request(map(), Keyword.t()) :: map()


      


Builds a LeaveGroup V3+ request (KIP-345 batch leave).
V3 introduces a structural change: the single member_id field is replaced
with a members array. Each member in the array has:
	member_id (required)
	group_instance_id (optional, for static membership)

V4 is the flexible version (KIP-482) with the same logical fields -- Kayrock
handles compact encoding.

  
    
  
  Options


	group_id (required): The consumer group ID
	members (required): List of member maps, each with :member_id and
optionally :group_instance_id


  



  
    
      
      Link to this function
    
    extract_common_fields(opts)


      
       
       View Source
     


  


  

      

          @spec extract_common_fields(Keyword.t()) :: %{
  group_id: String.t(),
  member_id: String.t()
}


      


Extracts common fields from request options (V0-V2).

  


        

      



  

    
KafkaEx.Protocol.Kayrock.LeaveGroup.Response protocol
    



      
This protocol is used to parse LeaveGroup responses.

  
    
  
  Return Values


	V0: {:ok, :no_error} on success
	V1-V2: {:ok, LeaveGroup.t()} on success (includes throttle_time_ms)
	V3+: {:ok, LeaveGroup.t()} on success (includes throttle_time_ms and members)
	All versions: {:error, Error.t()} on error

All known versions (V0-V4) have explicit implementations.
The Any fallback handles unknown future versions.

      


      
        Summary


  
    Types
  


    
      
        t()

      


        All the types that implement this protocol.



    





  
    Functions
  


    
      
        parse_response(response)

      


    





      


      
        Types

        


  
    
      
      Link to this type
    
    t()


      
       
       View Source
     


  


  

      

          @type t() :: term()


      


All the types that implement this protocol.

  


        

      

      
        Functions

        


  
    
      
      Link to this function
    
    parse_response(response)


      
       
       View Source
     


  


  

      

          @spec parse_response(t()) ::
  {:ok, :no_error | KafkaEx.Messages.LeaveGroup.t()}
  | {:error, KafkaEx.Client.Error.t()}


      



  


        

      



  

    
KafkaEx.Protocol.Kayrock.LeaveGroup.ResponseHelpers 
    



      
Shared helper functions for parsing LeaveGroup responses across all versions (V0-V4).
Version differences:
	V0: No throttle_time_ms, no members. Returns {:ok, :no_error} on success.
	V1-V2: Adds throttle_time_ms. Returns {:ok, %LeaveGroup{throttle_time_ms: ...}}.
	V3-V4: Adds members array with per-member error codes (KIP-345 batch leave).
Returns {:ok, %LeaveGroup{throttle_time_ms: ..., members: [...]}}.
	V4: Flexible version (KIP-482) -- Kayrock handles compact encoding/decoding
transparently. Domain-relevant fields are identical to V3.


      


      
        Summary


  
    Functions
  


    
      
        parse_v0_response(response)

      


        Parses a V0 response (no throttle_time_ms, no members).



    


    
      
        parse_v1_v2_response(response)

      


        Parses a V1/V2 response (includes throttle_time_ms, no members).



    


    
      
        parse_v3_plus_response(response)

      


        Parses a V3+ response (includes throttle_time_ms and members array).



    





      


      
        Functions

        


  
    
      
      Link to this function
    
    parse_v0_response(response)


      
       
       View Source
     


  


  

      

          @spec parse_v0_response(map()) ::
  {:ok, :no_error} | {:error, KafkaEx.Client.Error.t()}


      


Parses a V0 response (no throttle_time_ms, no members).
Returns {:ok, :no_error} on success to preserve the existing V0 contract.

  



  
    
      
      Link to this function
    
    parse_v1_v2_response(response)


      
       
       View Source
     


  


  

      

          @spec parse_v1_v2_response(map()) ::
  {:ok, KafkaEx.Messages.LeaveGroup.t()} | {:error, KafkaEx.Client.Error.t()}


      


Parses a V1/V2 response (includes throttle_time_ms, no members).
Returns {:ok, %LeaveGroup{}} on success with throttle_time_ms populated.

  



  
    
      
      Link to this function
    
    parse_v3_plus_response(response)


      
       
       View Source
     


  


  

      

          @spec parse_v3_plus_response(map()) ::
  {:ok, KafkaEx.Messages.LeaveGroup.t()} | {:error, KafkaEx.Client.Error.t()}


      


Parses a V3+ response (includes throttle_time_ms and members array).
Returns {:ok, %LeaveGroup{throttle_time_ms: ..., members: [...]}} on success.
Each member in the members list has:
	member_id - the member ID
	group_instance_id - the static membership instance ID (nil for dynamic)
	error - the error code as an atom (e.g., :no_error, :unknown_member_id)

The top-level error_code is checked first. If it indicates an error, the
per-member results are not included in the error response.

  


        

      



  

    
KafkaEx.Protocol.Kayrock.ListOffsets 
    



      
This module handles List Offsets request & response parsing.
Request is built using Kayrock protocol, response is parsed to
native KafkaEx structs.

  
    
  
  Supported Versions


	V0: Uses offsets array in response, max_num_offsets in request
	V1: Single offset field in response (replaces offsets array)
	V2: Adds isolation_level in request, throttle_time_ms + timestamp in response
	V3: Adds current_leader_epoch in request partitions (Kayrock schema same as V2)
	V4: Request adds current_leader_epoch in partitions; response adds leader_epoch
	V5: No changes vs V4

All known versions (V0-V5) have explicit defimpl implementations.
An Any fallback is retained for forward compatibility with unknown
future Kayrock versions.

      





  

    
KafkaEx.Protocol.Kayrock.ListOffsets.Request protocol
    



      
This protocol is used to build Lists Offsets request.
Implementations must populate the request struct with:
	replica_id - Should be -1 for consumers
	topics - List of topic/partition/timestamp data
	isolation_level (V2+) - 0 for READ_UNCOMMITTED, 1 for READ_COMMITTED
	current_leader_epoch (V4+ in Kayrock schema) - Epoch for fencing (-1 = unknown)

All known versions (V0-V5) have explicit implementations.
The Any fallback handles unknown future versions.

      


      
        Summary


  
    Types
  


    
      
        t()

      


        All the types that implement this protocol.



    





  
    Functions
  


    
      
        build_request(request, opts)

      


    





      


      
        Types

        


  
    
      
      Link to this type
    
    t()


      
       
       View Source
     


  


  

      

          @type t() :: term()


      


All the types that implement this protocol.

  


        

      

      
        Functions

        


  
    
      
      Link to this function
    
    build_request(request, opts)


      
       
       View Source
     


  


  

      

          @spec build_request(t(), Keyword.t()) :: t()


      



  


        

      



  

    
KafkaEx.Protocol.Kayrock.ListOffsets.RequestHelpers 
    



      
Shared utility functions for building ListOffsets requests.
These are low-level utilities used by the version-specific request
implementations for V2+ (which share the isolation_level field).

  
    
  
  Version-specific Kayrock schema differences


	V2-V3: replica_id, isolation_level, topics: [{topic, partitions: [{partition, timestamp}]}]
	V4-V5: Same as V3 but partitions include current_leader_epoch

Note: Kayrock's V3 schema does not include current_leader_epoch in
partitions (it was added in Kayrock's V4). The build_request_v2_plus/3
helper conditionally adds this field based on the api_version parameter.

      


      
        Summary


  
    Functions
  


    
      
        build_request_v2_plus(request_template, opts, api_version)

      


        Builds a ListOffsets request for V2+ versions with all applicable fields.



    


    
      
        build_topics(opts, api_version)

      


        Builds the topics structure for ListOffsets requests.



    





      


      
        Functions

        


  
    
      
      Link to this function
    
    build_request_v2_plus(request_template, opts, api_version)


      
       
       View Source
     


  


  

      

          @spec build_request_v2_plus(struct(), Keyword.t(), integer()) :: struct()


      


Builds a ListOffsets request for V2+ versions with all applicable fields.
Handles the common pattern of V2+ requests which share:
	replica_id (all versions)
	isolation_level (V2+)
	topics with partitions containing partition and timestamp
	current_leader_epoch in partitions (V4+ only, when Kayrock schema supports it)

This helper reduces duplication across V2-V5 request implementations.

  



  
    
      
      Link to this function
    
    build_topics(opts, api_version)


      
       
       View Source
     


  


  

      

          @spec build_topics(Keyword.t(), integer()) :: [map()]


      


Builds the topics structure for ListOffsets requests.
For V2-V3: partitions contain partition and timestamp.
For V4+: partitions also contain current_leader_epoch.

  


        

      



  

    
KafkaEx.Protocol.Kayrock.ListOffsets.Response protocol
    



      
This protocol is used to parse Lists Offsets response.

  
    
  
  Return Values


	{:ok, [Offset.t()]} on success with offset data
	{:error, term} on error with error details

All known versions (V0-V5) have explicit implementations.
The Any fallback handles unknown future versions.

      


      
        Summary


  
    Types
  


    
      
        t()

      


        All the types that implement this protocol.



    





  
    Functions
  


    
      
        parse_response(response)

      


    





      


      
        Types

        


  
    
      
      Link to this type
    
    t()


      
       
       View Source
     


  


  

      

          @type t() :: term()


      


All the types that implement this protocol.

  


        

      

      
        Functions

        


  
    
      
      Link to this function
    
    parse_response(response)


      
       
       View Source
     


  


  

      

          @spec parse_response(t()) :: {:ok, [KafkaEx.Messages.Offset.t()]} | {:error, term()}


      



  


        

      



  

    
KafkaEx.Protocol.Kayrock.ListOffsets.ResponseHelpers 
    



      
Shared helper functions for parsing ListOffsets responses across all versions.
Version differences:
	V0: Uses offsets array (returns first offset or 0)
	V1: Uses single offset field
	V2-V3: Uses single offset field with timestamp
	V4-V5: Same as V2 but adds leader_epoch in partition responses


      


      
        Summary


  
    Types
  


    
      
        error_tuple()

      


    





  
    Functions
  


    
      
        extract_v0_offset(topic, map)

      


        Extracts offset from V0 response (offsets array).



    


    
      
        extract_v1_offset(topic, map)

      


        Extracts offset from V1 response (single offset field, no timestamp).



    


    
      
        extract_v2_offset(topic, map)

      


        Extracts offset from V2 response (single offset field with timestamp).



    


    
      
        extract_v4_offset(topic, resp)

      


        Extracts offset from V4+ response (single offset field with timestamp and leader_epoch).



    


    
      
        parse_response(map, offset_extractor)

      


        Parses a ListOffsets response using the provided offset extractor function.



    





      


      
        Types

        


  
    
      
      Link to this type
    
    error_tuple()


      
       
       View Source
     


  


  

      

          @type error_tuple() :: {atom(), String.t(), non_neg_integer()}


      



  


        

      

      
        Functions

        


  
    
      
      Link to this function
    
    extract_v0_offset(topic, map)


      
       
       View Source
     


  


  

      

          @spec extract_v0_offset(String.t(), map()) ::
  {:ok, KafkaEx.Messages.Offset.t()} | {:error, error_tuple()}


      


Extracts offset from V0 response (offsets array).

  



  
    
      
      Link to this function
    
    extract_v1_offset(topic, map)


      
       
       View Source
     


  


  

      

          @spec extract_v1_offset(String.t(), map()) ::
  {:ok, KafkaEx.Messages.Offset.t()} | {:error, error_tuple()}


      


Extracts offset from V1 response (single offset field, no timestamp).

  



  
    
      
      Link to this function
    
    extract_v2_offset(topic, map)


      
       
       View Source
     


  


  

      

          @spec extract_v2_offset(String.t(), map()) ::
  {:ok, KafkaEx.Messages.Offset.t()} | {:error, error_tuple()}


      


Extracts offset from V2 response (single offset field with timestamp).

  



  
    
      
      Link to this function
    
    extract_v4_offset(topic, resp)


      
       
       View Source
     


  


  

      

          @spec extract_v4_offset(String.t(), map()) ::
  {:ok, KafkaEx.Messages.Offset.t()} | {:error, error_tuple()}


      


Extracts offset from V4+ response (single offset field with timestamp and leader_epoch).
V4 adds leader_epoch to the partition response, indicating the epoch of the leader
at the time the offset was committed. A value of -1 means the leader epoch is unknown.
This extractor is also used for V5 which has the same response schema.

  



  
    
      
      Link to this function
    
    parse_response(map, offset_extractor)


      
       
       View Source
     


  


  

      

          @spec parse_response(map(), (String.t(), map() ->
                         {:ok, KafkaEx.Messages.Offset.t()}
                         | {:error, error_tuple()})) ::
  {:ok, [KafkaEx.Messages.Offset.t()]} | {:error, any()}


      


Parses a ListOffsets response using the provided offset extractor function.
The offset_extractor takes a partition response map and returns either:
	{:ok, data} where data is a map with :partition, :offset, :error_code, and optionally :timestamp
	{:error, {error_code, topic, partition}}


  


        

      



  

    
KafkaEx.Protocol.Kayrock.Metadata 
    



      
This module handles Metadata request & response parsing.
The Metadata API provides information about the Kafka cluster including:
	Available brokers (node_id, host, port, rack)
	Topics and their partition metadata
	Partition leaders and replicas
	Controller broker identification (V1+)

Request is built using Kayrock protocol, response is parsed to
native KafkaEx structs (ClusterMetadata).

  
    
  
  Supported Versions


	V0: Basic metadata (brokers, topics, partitions)
	V1: Adds controller_id, is_internal flag, broker rack
	V2: Adds cluster_id
	V3: Adds throttle_time_ms in response
	V4: Adds allow_auto_topic_creation in request
	V5: Adds offline_replicas in partition metadata
	V6: Same schema as V5
	V7: Adds leader_epoch in partition metadata
	V8: Adds include_cluster/topic_authorized_operations in request,
cluster/topic_authorized_operations in response
	V9: Flexible version (KIP-482) with compact encodings + tagged_fields

All versions V0-V9 have explicit protocol implementations. The Any
fallback is retained only for forward compatibility with unknown future
versions.

  
    
  
  Usage


Requests are built by implementing the Request protocol for each Kayrock
version struct. Responses are parsed by implementing the Response protocol.
# Build a V1 request
request = %Kayrock.Metadata.V1.Request{}
built_request = Metadata.Request.build_request(request, topics: ["topic1", "topic2"])

# Parse a V1 response
{:ok, cluster_metadata} = Metadata.Response.parse_response(kayrock_response)

      





  

    
KafkaEx.Protocol.Kayrock.Metadata.Request protocol
    



      
This protocol is used to build Metadata requests.
Each Kayrock.Metadata version (V0-V9) implements this protocol
to transform request options into the appropriate Kayrock request struct.
The Any fallback is retained only for forward compatibility with
unknown future versions beyond what Kayrock currently supports.

      


      
        Summary


  
    Types
  


    
      
        t()

      


        All the types that implement this protocol.



    





  
    Functions
  


    
      
        build_request(request, opts)

      


        Builds a Metadata request from options.



    





      


      
        Types

        


  
    
      
      Link to this type
    
    t()


      
       
       View Source
     


  


  

      

          @type t() :: term()


      


All the types that implement this protocol.

  


        

      

      
        Functions

        


  
    
      
      Link to this function
    
    build_request(request, opts)


      
       
       View Source
     


  


  

      

          @spec build_request(t(), Keyword.t()) :: t()


      


Builds a Metadata request from options.

  
    
  
  Options


	:topics - List of topic names to fetch metadata for, or nil/[] for all topics
	:allow_auto_topic_creation - Whether to auto-create topics (V4+)


  
    
  
  Returns


A Kayrock.Metadata request struct ready to be sent to Kafka.

  


        

      



  

    
KafkaEx.Protocol.Kayrock.Metadata.RequestHelpers 
    



      
Helper functions for building Metadata requests across different protocol versions.

      


      
        Summary


  
    Functions
  


    
      
        allow_auto_topic_creation?(opts)

      


        Checks if auto topic creation should be enabled.



    


    
      
        build_topics_list(opts)

      


        Extracts and normalizes topics list from options.



    


    
      
        build_v8_plus_request(request_template, opts)

      


        Builds a V8+ Metadata request with authorized operations fields.



    


    
      
        default_api_version()

      


        Returns the default API version for Metadata requests.



    





      


      
        Functions

        


  
    
      
      Link to this function
    
    allow_auto_topic_creation?(opts)


      
       
       View Source
     


  


  

      

          @spec allow_auto_topic_creation?(Keyword.t()) :: boolean()


      


Checks if auto topic creation should be enabled.

  



  
    
      
      Link to this function
    
    build_topics_list(opts)


      
       
       View Source
     


  


  

      

          @spec build_topics_list(Keyword.t()) :: [%{name: String.t()}] | nil


      


Extracts and normalizes topics list from options.
Wraps plain string topics as %{name: topic} maps, which is the format
Kayrock's serializer expects for all Metadata API versions.

  



  
    
      
      Link to this function
    
    build_v8_plus_request(request_template, opts)


      
       
       View Source
     


  


  

      

          @spec build_v8_plus_request(map(), Keyword.t()) :: map()


      


Builds a V8+ Metadata request with authorized operations fields.
V8 adds include_cluster_authorized_operations and include_topic_authorized_operations.
V9 uses the same fields with compact encoding (handled by Kayrock).

  



  
    
      
      Link to this function
    
    default_api_version()


      
       
       View Source
     


  


  

      

          @spec default_api_version() :: 0 | 1 | 2


      


Returns the default API version for Metadata requests.

  


        

      



  

    
KafkaEx.Protocol.Kayrock.Metadata.Response protocol
    



      
This protocol is used to parse Metadata responses.
Each Kayrock.Metadata version (V0-V9) implements this protocol
to transform the Kayrock response into a ClusterMetadata struct.
The Any fallback is retained only for forward compatibility with
unknown future versions beyond what Kayrock currently supports.

      


      
        Summary


  
    Types
  


    
      
        t()

      


        All the types that implement this protocol.



    





  
    Functions
  


    
      
        parse_response(response)

      


        Parses a Metadata response into ClusterMetadata.



    





      


      
        Types

        


  
    
      
      Link to this type
    
    t()


      
       
       View Source
     


  


  

      

          @type t() :: term()


      


All the types that implement this protocol.

  


        

      

      
        Functions

        


  
    
      
      Link to this function
    
    parse_response(response)


      
       
       View Source
     


  


  

      

          @spec parse_response(t()) ::
  {:ok, KafkaEx.Cluster.ClusterMetadata.t()} | {:error, term()}


      


Parses a Metadata response into ClusterMetadata.

  
    
  
  Returns


	{:ok, cluster_metadata} - Successfully parsed metadata
	{:error, reason} - Parse error or Kafka error


  


        

      



  

    
KafkaEx.Protocol.Kayrock.Metadata.ResponseHelpers 
    



      
Helper functions for parsing Metadata responses across different protocol versions.

      


      
        Summary


  
    Functions
  


    
      
        check_for_errors(response)

      


        Checks if the metadata response contains any errors.



    


    
      
        parse_brokers(kayrock_brokers)

      


        Parses broker list from Kayrock response.



    


    
      
        parse_partitions(kayrock_partitions)

      


        Parses partition metadata list from Kayrock response.



    


    
      
        parse_topics(kayrock_topics)

      


        Parses topic metadata list from Kayrock response.



    


    
      
        to_cluster_metadata(response, opts \\ [])

      


        Converts a Kayrock Metadata response to ClusterMetadata.



    





      


      
        Functions

        


  
    
      
      Link to this function
    
    check_for_errors(response)


      
       
       View Source
     


  


  

      

          @spec check_for_errors(map()) :: :ok | {:error, term()}


      


Checks if the metadata response contains any errors.

  



  
    
      
      Link to this function
    
    parse_brokers(kayrock_brokers)


      
       
       View Source
     


  


  

      

          @spec parse_brokers([map()]) :: %{
  required(non_neg_integer()) => KafkaEx.Cluster.Broker.t()
}


      


Parses broker list from Kayrock response.

  



  
    
      
      Link to this function
    
    parse_partitions(kayrock_partitions)


      
       
       View Source
     


  


  

      

          @spec parse_partitions([map()]) :: [KafkaEx.Cluster.PartitionInfo.t()]


      


Parses partition metadata list from Kayrock response.

  



  
    
      
      Link to this function
    
    parse_topics(kayrock_topics)


      
       
       View Source
     


  


  

      

          @spec parse_topics([map()]) :: %{required(String.t()) => KafkaEx.Cluster.Topic.t()}


      


Parses topic metadata list from Kayrock response.

  



    

  
    
      
      Link to this function
    
    to_cluster_metadata(response, opts \\ [])


      
       
       View Source
     


  


  

      

          @spec to_cluster_metadata(map(), Keyword.t()) ::
  {:ok, KafkaEx.Cluster.ClusterMetadata.t()} | {:error, term()}


      


Converts a Kayrock Metadata response to ClusterMetadata.

  


        

      



  

    
KafkaEx.Protocol.Kayrock.OffsetCommit 
    



      
This module handles Offset Commit request & response parsing.
Request is built using Kayrock protocol, response is parsed to
native KafkaEx structs.
The OffsetCommit API commits consumer group offsets to Kafka.
It supports multiple versions:
	v0: Basic commit to Zookeeper
	v1: Adds timestamp, generation_id, member_id (Kafka/ZK storage)
	v2: Removes timestamp, adds retention_time (Kafka storage, recommended)
	v3: Includes throttle time
	v4: Same as V3 (pure version bump)
	v5: Removes retention_time_ms from request
	v6: Adds committed_leader_epoch per partition
	v7: Adds group_instance_id for static membership (KIP-345)
	v8: Flexible version with compact encodings + tagged_fields (KIP-482)


      





  

    
KafkaEx.Protocol.Kayrock.OffsetCommit.Request protocol
    



      
This protocol is used to build Offset Commit requests

      


      
        Summary


  
    Types
  


    
      
        t()

      


        All the types that implement this protocol.



    





  
    Functions
  


    
      
        build_request(request, opts)

      


    





      


      
        Types

        


  
    
      
      Link to this type
    
    t()


      
       
       View Source
     


  


  

      

          @type t() :: term()


      


All the types that implement this protocol.

  


        

      

      
        Functions

        


  
    
      
      Link to this function
    
    build_request(request, opts)


      
       
       View Source
     


  


  

      

          @spec build_request(t(), Keyword.t()) :: t()


      



  


        

      



  

    
KafkaEx.Protocol.Kayrock.OffsetCommit.RequestHelpers 
    



      
Shared helper functions for building OffsetCommit requests across all versions.
This module reduces code duplication while maintaining type safety through
protocol dispatch for each version-specific struct.

      


      
        Summary


  
    Types
  


    
      
        partition_data()

      


    


    
      
        partition_output()

      


    


    
      
        topic_data()

      


    


    
      
        topic_output()

      


    





  
    Functions
  


    
      
        build_partitions(partitions, include_timestamp)

      


        Builds partition data for a topic.



    


    
      
        build_partitions_with_leader_epoch(partitions)

      


        Builds partition data with committed_leader_epoch field.



    


    
      
        build_topics(opts, include_timestamp \\ false)

      


        Builds the topics structure for OffsetCommit requests.



    


    
      
        build_topics_with_leader_epoch(opts)

      


        Builds the topics structure with committed_leader_epoch for V6+ requests.



    


    
      
        build_v2_v3_request(request_template, opts)

      


        Builds an OffsetCommit v2/v3/v4 request with all fields including retention_time_ms.



    


    
      
        build_v5_request(request_template, opts)

      


        Builds an OffsetCommit v5 request (retention_time_ms removed).



    


    
      
        build_v6_request(request_template, opts)

      


        Builds an OffsetCommit v6 request (adds committed_leader_epoch per partition).



    


    
      
        build_v7_plus_request(request_template, opts)

      


        Builds an OffsetCommit v7+ request (adds group_instance_id + committed_leader_epoch).



    


    
      
        extract_common_fields(opts)

      


        Extracts common fields from request options.



    


    
      
        extract_coordination_fields(opts)

      


        Extracts consumer group coordination fields (generation_id, member_id).
Used in v1+ versions.



    


    
      
        extract_group_instance_id(opts)

      


        Extracts group_instance_id field for v7+ versions.
Returns nil when not provided (nullable field).



    


    
      
        extract_retention_time(opts)

      


        Extracts retention_time field for v2+ versions.



    





      


      
        Types

        


  
    
      
      Link to this type
    
    partition_data()


      
       
       View Source
     


  


  

      

          @type partition_data() :: %{
  :partition_num => non_neg_integer(),
  :offset => integer(),
  optional(:metadata) => String.t(),
  optional(:timestamp) => integer()
}


      



  



  
    
      
      Link to this type
    
    partition_output()


      
       
       View Source
     


  


  

      

          @type partition_output() :: %{
  :partition => non_neg_integer(),
  :offset => integer(),
  :metadata => String.t(),
  optional(:timestamp) => integer()
}


      



  



  
    
      
      Link to this type
    
    topic_data()


      
       
       View Source
     


  


  

      

          @type topic_data() :: {String.t(), [partition_data()]}


      



  



  
    
      
      Link to this type
    
    topic_output()


      
       
       View Source
     


  


  

      

          @type topic_output() :: %{topic: String.t(), partitions: [partition_output()]}


      



  


        

      

      
        Functions

        


  
    
      
      Link to this function
    
    build_partitions(partitions, include_timestamp)


      
       
       View Source
     


  


  

      

          @spec build_partitions([partition_data()], boolean()) :: [partition_output()]


      


Builds partition data for a topic.

  
    
  
  Parameters


	partitions - List of partition data maps
	include_timestamp - Whether to include timestamp field


  
    
  
  Returns


List of partition maps with offset, metadata, and optionally timestamp

  



  
    
      
      Link to this function
    
    build_partitions_with_leader_epoch(partitions)


      
       
       View Source
     


  


  

      

          @spec build_partitions_with_leader_epoch([partition_data()]) :: [map()]


      


Builds partition data with committed_leader_epoch field.

  



    

  
    
      
      Link to this function
    
    build_topics(opts, include_timestamp \\ false)


      
       
       View Source
     


  


  

      

          @spec build_topics(Keyword.t(), boolean()) :: [topic_output()]


      


Builds the topics structure for OffsetCommit requests.

  
    
  
  Parameters


	opts - Keyword list containing :topics key with topic/partition data
	include_timestamp - Whether to include timestamp field (v0: false, v1: true, v2+: false)


  
    
  
  Returns


List of topic maps with partition data

  



  
    
      
      Link to this function
    
    build_topics_with_leader_epoch(opts)


      
       
       View Source
     


  


  

      

          @spec build_topics_with_leader_epoch(Keyword.t()) :: [map()]


      


Builds the topics structure with committed_leader_epoch for V6+ requests.

  



  
    
      
      Link to this function
    
    build_v2_v3_request(request_template, opts)


      
       
       View Source
     


  


  

      

          @spec build_v2_v3_request(
  struct(),
  Keyword.t()
) :: struct()


      


Builds an OffsetCommit v2/v3/v4 request with all fields including retention_time_ms.

  



  
    
      
      Link to this function
    
    build_v5_request(request_template, opts)


      
       
       View Source
     


  


  

      

          @spec build_v5_request(
  struct(),
  Keyword.t()
) :: struct()


      


Builds an OffsetCommit v5 request (retention_time_ms removed).

  



  
    
      
      Link to this function
    
    build_v6_request(request_template, opts)


      
       
       View Source
     


  


  

      

          @spec build_v6_request(
  struct(),
  Keyword.t()
) :: struct()


      


Builds an OffsetCommit v6 request (adds committed_leader_epoch per partition).

  



  
    
      
      Link to this function
    
    build_v7_plus_request(request_template, opts)


      
       
       View Source
     


  


  

      

          @spec build_v7_plus_request(
  struct(),
  Keyword.t()
) :: struct()


      


Builds an OffsetCommit v7+ request (adds group_instance_id + committed_leader_epoch).

  



  
    
      
      Link to this function
    
    extract_common_fields(opts)


      
       
       View Source
     


  


  

      

          @spec extract_common_fields(Keyword.t()) :: %{group_id: String.t()}


      


Extracts common fields from request options.

  



  
    
      
      Link to this function
    
    extract_coordination_fields(opts)


      
       
       View Source
     


  


  

      

          @spec extract_coordination_fields(Keyword.t()) :: %{
  generation_id: integer(),
  member_id: String.t()
}


      


Extracts consumer group coordination fields (generation_id, member_id).
Used in v1+ versions.

  



  
    
      
      Link to this function
    
    extract_group_instance_id(opts)


      
       
       View Source
     


  


  

      

          @spec extract_group_instance_id(Keyword.t()) :: String.t() | nil


      


Extracts group_instance_id field for v7+ versions.
Returns nil when not provided (nullable field).

  



  
    
      
      Link to this function
    
    extract_retention_time(opts)


      
       
       View Source
     


  


  

      

          @spec extract_retention_time(Keyword.t()) :: %{retention_time: integer()}


      


Extracts retention_time field for v2+ versions.

  


        

      



  

    
KafkaEx.Protocol.Kayrock.OffsetCommit.Response protocol
    



      
This protocol is used to parse Offset Commit responses

      


      
        Summary


  
    Types
  


    
      
        t()

      


        All the types that implement this protocol.



    





  
    Functions
  


    
      
        parse_response(response)

      


    





      


      
        Types

        


  
    
      
      Link to this type
    
    t()


      
       
       View Source
     


  


  

      

          @type t() :: term()


      


All the types that implement this protocol.

  


        

      

      
        Functions

        


  
    
      
      Link to this function
    
    parse_response(response)


      
       
       View Source
     


  


  

      

          @spec parse_response(t()) :: {:ok, [KafkaEx.Messages.Offset.t()]} | {:error, term()}


      



  


        

      



  

    
KafkaEx.Protocol.Kayrock.OffsetCommit.ResponseHelpers 
    



      
Shared helper functions for parsing OffsetCommit responses across all versions (V0-V8).
All versions share the same response parsing logic — only the wire format semantics differ.
Response only contains partition and error_code (no offset returned).
V8 is a flexible version (KIP-482) with tagged_fields, handled transparently by Kayrock.

      


      
        Summary


  
    Types
  


    
      
        error_tuple()

      


    





  
    Functions
  


    
      
        parse_response(map)

      


        Parses an OffsetCommit response.



    





      


      
        Types

        


  
    
      
      Link to this type
    
    error_tuple()


      
       
       View Source
     


  


  

      

          @type error_tuple() :: {atom(), String.t(), non_neg_integer()}


      



  


        

      

      
        Functions

        


  
    
      
      Link to this function
    
    parse_response(map)


      
       
       View Source
     


  


  

      

          @spec parse_response(map()) :: {:ok, [KafkaEx.Messages.Offset.t()]} | {:error, any()}


      


Parses an OffsetCommit response.
All versions share the same response parsing logic.

  


        

      



  

    
KafkaEx.Protocol.Kayrock.OffsetFetch 
    



      
This module handles Offset Fetch request & response parsing.
Request is built using Kayrock protocol, response is parsed to
native KafkaEx structs.

  
    
  
  Supported Versions


	V0: Basic fetch from Zookeeper
	V1: Coordinator-based fetch from Kafka (recommended)
	V2: Enhanced error handling (adds top-level error_code)
	V3: Includes throttle time
	V4: No changes vs V3 (pure version bump)
	V5: Response adds committed_leader_epoch per partition
	V6: Flexible version (KIP-482) -- compact encodings + tagged fields

All known versions (V0-V6) have explicit defimpl implementations.
An Any fallback is retained for forward compatibility with unknown
future Kayrock versions.

      





  

    
KafkaEx.Protocol.Kayrock.OffsetFetch.Request protocol
    



      
This protocol is used to build Offset Fetch requests.
Implementations must populate the request struct with:
	group_id - The consumer group ID
	topics - List of topic/partition data

All known versions (V0-V6) have explicit implementations.
The Any fallback handles unknown future versions.

      


      
        Summary


  
    Types
  


    
      
        t()

      


        All the types that implement this protocol.



    





  
    Functions
  


    
      
        build_request(request, opts)

      


    





      


      
        Types

        


  
    
      
      Link to this type
    
    t()


      
       
       View Source
     


  


  

      

          @type t() :: term()


      


All the types that implement this protocol.

  


        

      

      
        Functions

        


  
    
      
      Link to this function
    
    build_request(request, opts)


      
       
       View Source
     


  


  

      

          @spec build_request(t(), Keyword.t()) :: t()


      



  


        

      



  

    
KafkaEx.Protocol.Kayrock.OffsetFetch.RequestHelpers 
    



      
Shared helper functions for building OffsetFetch requests across all versions.
This module reduces code duplication while maintaining type safety through
protocol dispatch for each version-specific struct.

      


      
        Summary


  
    Types
  


    
      
        partition_data()

      


    


    
      
        partition_output()

      


    


    
      
        topic_data()

      


    


    
      
        topic_output()

      


    





  
    Functions
  


    
      
        build_partition_indexes(partitions)

      


        Builds partition index list for a topic.



    


    
      
        build_topics(opts)

      


        Builds the topics structure for OffsetFetch requests.



    


    
      
        extract_common_fields(opts)

      


        Extracts common fields from request options.



    





      


      
        Types

        


  
    
      
      Link to this type
    
    partition_data()


      
       
       View Source
     


  


  

      

          @type partition_data() :: %{partition_num: non_neg_integer()}


      



  



  
    
      
      Link to this type
    
    partition_output()


      
       
       View Source
     


  


  

      

          @type partition_output() :: %{partition: non_neg_integer()}


      



  



  
    
      
      Link to this type
    
    topic_data()


      
       
       View Source
     


  


  

      

          @type topic_data() :: {String.t(), [partition_data()]}


      



  



  
    
      
      Link to this type
    
    topic_output()


      
       
       View Source
     


  


  

      

          @type topic_output() :: %{topic: String.t(), partitions: [partition_output()]}


      



  


        

      

      
        Functions

        


  
    
      
      Link to this function
    
    build_partition_indexes(partitions)


      
       
       View Source
     


  


  

      

          @spec build_partition_indexes([partition_data()]) :: [non_neg_integer()]


      


Builds partition index list for a topic.

  



  
    
      
      Link to this function
    
    build_topics(opts)


      
       
       View Source
     


  


  

      

          @spec build_topics(Keyword.t()) :: [topic_output()]


      


Builds the topics structure for OffsetFetch requests.

  



  
    
      
      Link to this function
    
    extract_common_fields(opts)


      
       
       View Source
     


  


  

      

          @spec extract_common_fields(Keyword.t()) :: %{group_id: String.t()}


      


Extracts common fields from request options.

  


        

      



  

    
KafkaEx.Protocol.Kayrock.OffsetFetch.Response protocol
    



      
This protocol is used to parse Offset Fetch responses.

  
    
  
  Return Values


	{:ok, [Offset.t()]} on success with offset data
	{:error, term} on error with error details

All known versions (V0-V6) have explicit implementations.
The Any fallback handles unknown future versions.

      


      
        Summary


  
    Types
  


    
      
        t()

      


        All the types that implement this protocol.



    





  
    Functions
  


    
      
        parse_response(response)

      


    





      


      
        Types

        


  
    
      
      Link to this type
    
    t()


      
       
       View Source
     


  


  

      

          @type t() :: term()


      


All the types that implement this protocol.

  


        

      

      
        Functions

        


  
    
      
      Link to this function
    
    parse_response(response)


      
       
       View Source
     


  


  

      

          @spec parse_response(t()) :: {:ok, [KafkaEx.Messages.Offset.t()]} | {:error, term()}


      



  


        

      



  

    
KafkaEx.Protocol.Kayrock.OffsetFetch.ResponseHelpers 
    



      
Shared helper functions for parsing OffsetFetch responses across all versions.
Version differences:
	V0/V1: No top-level error_code field
	V2+: Includes top-level error_code for broker-level errors
	V5+: Adds committed_leader_epoch per partition (extracted dynamically)
	V6: Flexible version (compact encodings, tagged fields -- handled by Kayrock)


      


      
        Summary


  
    Types
  


    
      
        error_tuple()

      


    





  
    Functions
  


    
      
        parse_response_with_top_level_error(map)

      


        Parses an OffsetFetch response with top-level error_code (V2+).



    


    
      
        parse_response_without_top_level_error(map)

      


        Parses an OffsetFetch response without top-level error_code (V0/V1).



    





      


      
        Types

        


  
    
      
      Link to this type
    
    error_tuple()


      
       
       View Source
     


  


  

      

          @type error_tuple() :: {atom(), String.t(), non_neg_integer()}


      



  


        

      

      
        Functions

        


  
    
      
      Link to this function
    
    parse_response_with_top_level_error(map)


      
       
       View Source
     


  


  

      

          @spec parse_response_with_top_level_error(map()) ::
  {:ok, [KafkaEx.Messages.Offset.t()]} | {:error, any()}


      


Parses an OffsetFetch response with top-level error_code (V2+).
Handles all V2+ versions uniformly. When committed_leader_epoch is present
in partition data (V5+), it is extracted into leader_epoch. When absent
(V2-V4), leader_epoch defaults to nil.

  



  
    
      
      Link to this function
    
    parse_response_without_top_level_error(map)


      
       
       View Source
     


  


  

      

          @spec parse_response_without_top_level_error(map()) ::
  {:ok, [KafkaEx.Messages.Offset.t()]} | {:error, any()}


      


Parses an OffsetFetch response without top-level error_code (V0/V1).

  


        

      



  

    
KafkaEx.Protocol.Kayrock.Produce 
    



      
This module handles Produce request & response parsing.
Request is built using Kayrock protocol, response is parsed to
native KafkaEx structs.

  
    
  
  Supported Versions


	V0: Basic produce (MessageSet format)
	V1: Same as V0, clarified acks semantics
	V2: Adds timestamp support in MessageSet, adds log_append_time in response
	V3: Adds transactional_id, uses RecordBatch format with headers
	V4: Same as V3, transactional/idempotent producer support
	V5: Response adds log_start_offset
	V6: No changes vs V5
	V7: No changes vs V6
	V8: Response adds record_errors and error_message per partition (KIP-467)


  
    
  
  Message Format Differences


	V0-V2: Uses Kayrock.MessageSet with individual messages
	V3+: Uses Kayrock.RecordBatch with records and headers support

All known versions (V0-V8) have explicit defimpl implementations.
An Any fallback is retained for forward compatibility with unknown
future Kayrock versions.

      





  

    
KafkaEx.Protocol.Kayrock.Produce.Request protocol
    



      
This protocol is used to build Produce requests.
Implementations must populate the request struct with:
	acks - Required acknowledgments (-1, 0, or 1)
	timeout - Request timeout in milliseconds
	topic_data - List of topic/partition/messages data
	transactional_id (V3+ only) - Transaction ID for transactional producers

All known versions (V0-V8) have explicit implementations.
The Any fallback handles unknown future versions.

      


      
        Summary


  
    Types
  


    
      
        t()

      


        All the types that implement this protocol.



    





  
    Functions
  


    
      
        build_request(request, opts)

      


    





      


      
        Types

        


  
    
      
      Link to this type
    
    t()


      
       
       View Source
     


  


  

      

          @type t() :: term()


      


All the types that implement this protocol.

  


        

      

      
        Functions

        


  
    
      
      Link to this function
    
    build_request(request, opts)


      
       
       View Source
     


  


  

      

          @spec build_request(t(), Keyword.t()) :: t()


      



  


        

      



  

    
KafkaEx.Protocol.Kayrock.Produce.RequestHelpers 
    



      
Shared helper functions for building Produce requests across all versions.
Handles the complexity of different message formats:
	V0-V2: MessageSet format (legacy)
	V3+: RecordBatch format (modern with headers support)


      


      
        Summary


  
    Functions
  


    
      
        build_message_set(messages, compression)

      


        Builds a MessageSet from a list of messages (V0-V2 format).



    


    
      
        build_record_batch(messages, compression)

      


        Builds a RecordBatch from a list of messages (V3+ format).



    


    
      
        build_record_headers(headers)

      


        Builds RecordHeader structs from a list of {key, value} tuples.



    


    
      
        build_request_v0_v2(request_template, opts)

      


        Builds a Produce request for V0-V2 using MessageSet format.



    


    
      
        build_request_v3_plus(request_template, opts)

      


        Builds a Produce request for V3+ using RecordBatch format.



    


    
      
        compression_to_attributes(atom)

      


        Converts compression type atom to RecordBatch attributes byte.



    


    
      
        extract_common_fields(opts)

      


        Extracts common fields from request options.



    





      


      
        Functions

        


  
    
      
      Link to this function
    
    build_message_set(messages, compression)


      
       
       View Source
     


  


  

      

          @spec build_message_set([map()], atom()) :: Kayrock.MessageSet.t()


      


Builds a MessageSet from a list of messages (V0-V2 format).
Each message in the list should be a map with:
	:value (required) - The message value
	:key (optional) - The message key

Note: Timestamps and headers are NOT supported in MessageSet format.

  



  
    
      
      Link to this function
    
    build_record_batch(messages, compression)


      
       
       View Source
     


  


  

      

          @spec build_record_batch([map()], atom()) :: Kayrock.RecordBatch.t()


      


Builds a RecordBatch from a list of messages (V3+ format).
Each message in the list should be a map with:
	:value (required) - The message value
	:key (optional) - The message key
	:timestamp (optional) - Message timestamp in milliseconds
	:headers (optional) - List of {key, value} header tuples


  



  
    
      
      Link to this function
    
    build_record_headers(headers)


      
       
       View Source
     


  


  

      

          @spec build_record_headers(nil | [{String.t(), binary()}]) :: [
  Kayrock.RecordBatch.RecordHeader.t()
]


      


Builds RecordHeader structs from a list of {key, value} tuples.

  



  
    
      
      Link to this function
    
    build_request_v0_v2(request_template, opts)


      
       
       View Source
     


  


  

      

          @spec build_request_v0_v2(map(), Keyword.t()) :: map()


      


Builds a Produce request for V0-V2 using MessageSet format.
MessageSet format is used for Kafka < 0.11 and doesn't support headers.

  



  
    
      
      Link to this function
    
    build_request_v3_plus(request_template, opts)


      
       
       View Source
     


  


  

      

          @spec build_request_v3_plus(map(), Keyword.t()) :: map()


      


Builds a Produce request for V3+ using RecordBatch format.
RecordBatch format supports headers, per-record timestamps, and transactional producers.

  



  
    
      
      Link to this function
    
    compression_to_attributes(atom)


      
       
       View Source
     


  


  

      

          @spec compression_to_attributes(atom()) :: non_neg_integer()


      


Converts compression type atom to RecordBatch attributes byte.

  



  
    
      
      Link to this function
    
    extract_common_fields(opts)


      
       
       View Source
     


  


  

      

          @spec extract_common_fields(Keyword.t()) :: %{
  topic: String.t(),
  partition: non_neg_integer(),
  messages: [map()],
  acks: integer(),
  timeout: non_neg_integer(),
  compression: atom()
}


      


Extracts common fields from request options.

  


        

      



  

    
KafkaEx.Protocol.Kayrock.Produce.Response protocol
    



      
This protocol is used to parse Produce responses.

  
    
  
  Return Values


	{:ok, RecordMetadata.t()} on success with offset and metadata
	{:error, Error.t()} on error with error details

All known versions (V0-V8) have explicit implementations.
The Any fallback handles unknown future versions.

      


      
        Summary


  
    Types
  


    
      
        t()

      


        All the types that implement this protocol.



    





  
    Functions
  


    
      
        parse_response(response)

      


    





      


      
        Types

        


  
    
      
      Link to this type
    
    t()


      
       
       View Source
     


  


  

      

          @type t() :: term()


      


All the types that implement this protocol.

  


        

      

      
        Functions

        


  
    
      
      Link to this function
    
    parse_response(response)


      
       
       View Source
     


  


  

      

          @spec parse_response(t()) ::
  {:ok, KafkaEx.Messages.RecordMetadata.t()}
  | {:error, KafkaEx.Client.Error.t()}


      



  


        

      



  

    
KafkaEx.Protocol.Kayrock.Produce.ResponseHelpers 
    



      
Shared utility functions for parsing Produce responses.
These are low-level utilities used by the version-specific response
implementations. Each version implementation handles its own field
extraction logic directly.

      


      
        Summary


  
    Functions
  


    
      
        build_record_metadata(opts)

      


        Builds a RecordMetadata struct from parsed response data.



    


    
      
        check_error(topic, partition_response)

      


        Checks if the partition response has an error and returns the appropriate result.



    


    
      
        empty_response_error()

      


        Builds an error response for empty responses.



    


    
      
        extract_first_partition_response(arg1)

      


        Extracts the first topic and partition response from a Produce response.



    


    
      
        parse_response(response, field_extractor)

      


        Common parsing logic for produce responses.



    





      


      
        Functions

        


  
    
      
      Link to this function
    
    build_record_metadata(opts)


      
       
       View Source
     


  


  

      

          @spec build_record_metadata(Keyword.t()) :: KafkaEx.Messages.RecordMetadata.t()


      


Builds a RecordMetadata struct from parsed response data.

  



  
    
      
      Link to this function
    
    check_error(topic, partition_response)


      
       
       View Source
     


  


  

      

          @spec check_error(String.t(), map()) ::
  {:ok, map()} | {:error, KafkaEx.Client.Error.t()}


      


Checks if the partition response has an error and returns the appropriate result.
Returns {:ok, partition_response} if no error, {:error, Error.t()} otherwise.

  



  
    
      
      Link to this function
    
    empty_response_error()


      
       
       View Source
     


  


  

      

          @spec empty_response_error() :: {:error, KafkaEx.Client.Error.t()}


      


Builds an error response for empty responses.

  



  
    
      
      Link to this function
    
    extract_first_partition_response(arg1)


      
       
       View Source
     


  


  

      

          @spec extract_first_partition_response(map()) ::
  {:ok, String.t(), map()} | {:error, :empty_response}


      


Extracts the first topic and partition response from a Produce response.
Returns {:ok, topic, partition_response} or {:error, :empty_response}.

  



  
    
      
      Link to this function
    
    parse_response(response, field_extractor)


      
       
       View Source
     


  


  

      

          @spec parse_response(map(), (map(), map() -> Keyword.t())) ::
  {:ok, KafkaEx.Messages.RecordMetadata.t()}
  | {:error, KafkaEx.Client.Error.t()}


      


Common parsing logic for produce responses.
Extracts the first partition response, checks for errors, and builds
the RecordMetadata using the provided field extractor function.
The field_extractor function receives {response, partition_resp} and
should return keyword options for build_record_metadata/1.

  


        

      



  

    
KafkaEx.Protocol.Kayrock.ResponseHelpers 
    



      
Shared helper functions for parsing protocol responses.
This module provides common functionality for handling responses across
multiple protocol implementations (OffsetCommit, OffsetFetch, etc.).

      


      
        Summary


  
    Types
  


    
      
        error_tuple()

      


    


    
      
        parser_fn()

      


    





  
    Functions
  


    
      
        build_response(offsets)

      


        Builds a response tuple from either a list of offsets or an error.



    


    
      
        fail_fast_iterate_partitions(partitions_data, topic, parser_fn)

      


        Iterates over partitions data with fail-fast behavior.



    


    
      
        fail_fast_iterate_topics(topics_data, parser_fn, opts \\ [])

      


        Iterates over topics data with fail-fast behavior.



    


    
      
        parse_time(time)

      


        Parses time values for list_offsets requests.



    





      


      
        Types

        


  
    
      
      Link to this type
    
    error_tuple()


      
       
       View Source
     


  


  

      

          @type error_tuple() :: {atom(), String.t(), non_neg_integer()}


      



  



  
    
      
      Link to this type
    
    parser_fn()


      
       
       View Source
     


  


  

      

          @type parser_fn() :: (String.t(), list() -> {:ok, any()} | {:error, error_tuple()})


      



  


        

      

      
        Functions

        


  
    
      
      Link to this function
    
    build_response(offsets)


      
       
       View Source
     


  


  

      

          @spec build_response(list() | error_tuple()) ::
  {:ok, list()} | {:error, KafkaEx.Client.Error.t()}


      


Builds a response tuple from either a list of offsets or an error.

  



  
    
      
      Link to this function
    
    fail_fast_iterate_partitions(partitions_data, topic, parser_fn)


      
       
       View Source
     


  


  

      

          @spec fail_fast_iterate_partitions(list(), String.t(), parser_fn()) ::
  {:ok, list()} | {:error, error_tuple()}


      


Iterates over partitions data with fail-fast behavior.

  



    

  
    
      
      Link to this function
    
    fail_fast_iterate_topics(topics_data, parser_fn, opts \\ [])


      
       
       View Source
     


  


  

      

          @spec fail_fast_iterate_topics(list(), parser_fn(), Keyword.t()) ::
  list() | error_tuple()


      


Iterates over topics data with fail-fast behavior.
Uses name and partitions keys by default (for OffsetCommit/OffsetFetch).
Pass custom keys for APIs with different field names (e.g., ListOffsets uses topic/partition_responses).

  



  
    
      
      Link to this function
    
    parse_time(time)


      
       
       View Source
     


  


  

      

          @spec parse_time(:latest | :earliest | integer() | DateTime.t()) :: integer()


      


Parses time values for list_offsets requests.

  


        

      



  

    
KafkaEx.Protocol.Kayrock.SyncGroup 
    



      
This module handles SyncGroup request & response parsing.
Request is built using Kayrock protocol, response is parsed to
native KafkaEx structs.

  
    
  
  Supported Versions


	V0: Basic SyncGroup	Request: group_id, generation_id, member_id, assignments
	Response: error_code, assignment


	V1: Adds throttle_time_ms to response	Request: Same as V0
	Response: +throttle_time_ms


	V2: No changes vs V1 (pure version bump)
	V3: Static membership (KIP-345)	Request: +group_instance_id
	Response: Same as V1/V2


	V4: Flexible version (KIP-482)	Request: Compact string encoding, +tagged_fields
	Response: Compact bytes encoding, +tagged_fields
	Domain-relevant fields identical to V3



All known versions (V0-V4) have explicit defimpl implementations.
An Any fallback is retained for forward compatibility with unknown
future Kayrock versions.

      





  

    
KafkaEx.Protocol.Kayrock.SyncGroup.Request protocol
    



      
This protocol is used to build SyncGroup requests.

  
    
  
  V0-V2 Options


	group_id (required): The consumer group ID
	generation_id (required): The generation ID from JoinGroup
	member_id (required): The member ID
	group_assignment (optional): List of member assignments (leader only)


  
    
  
  V3-V4 Options (adds to V0-V2)


	group_instance_id (optional): Static membership instance ID (nil for dynamic)

All known versions (V0-V4) have explicit implementations.
The Any fallback handles unknown future versions.

      


      
        Summary


  
    Types
  


    
      
        t()

      


        All the types that implement this protocol.



    





  
    Functions
  


    
      
        build_request(request, opts)

      


    





      


      
        Types

        


  
    
      
      Link to this type
    
    t()


      
       
       View Source
     


  


  

      

          @type t() :: term()


      


All the types that implement this protocol.

  


        

      

      
        Functions

        


  
    
      
      Link to this function
    
    build_request(request, opts)


      
       
       View Source
     


  


  

      

          @spec build_request(t(), Keyword.t()) :: t()


      



  


        

      



  

    
KafkaEx.Protocol.Kayrock.SyncGroup.RequestHelpers 
    



      
Shared helper functions for building SyncGroup requests across all versions.

      


      
        Summary


  
    Functions
  


    
      
        build_request_from_template(request_template, opts)

      


        Builds a SyncGroup request by populating the request template with extracted fields.
This is shared logic between V0-V2 requests as they have identical structure.



    


    
      
        build_v3_plus_request(request_template, opts)

      


        Builds a SyncGroup V3+ request by populating the request template with common fields
plus group_instance_id for static membership (KIP-345).



    


    
      
        extract_common_fields(opts)

      


        Extracts common fields from request options and transforms group assignments.



    





      


      
        Functions

        


  
    
      
      Link to this function
    
    build_request_from_template(request_template, opts)


      
       
       View Source
     


  


  

      

          @spec build_request_from_template(map(), Keyword.t()) :: map()


      


Builds a SyncGroup request by populating the request template with extracted fields.
This is shared logic between V0-V2 requests as they have identical structure.

  



  
    
      
      Link to this function
    
    build_v3_plus_request(request_template, opts)


      
       
       View Source
     


  


  

      

          @spec build_v3_plus_request(map(), Keyword.t()) :: map()


      


Builds a SyncGroup V3+ request by populating the request template with common fields
plus group_instance_id for static membership (KIP-345).
V3 adds group_instance_id: :nullable_string. V4 is the flexible version (KIP-482)
with the same logical fields -- Kayrock handles compact encoding.

  



  
    
      
      Link to this function
    
    extract_common_fields(opts)


      
       
       View Source
     


  


  

      

          @spec extract_common_fields(Keyword.t()) :: %{
  group_id: String.t(),
  generation_id: integer(),
  member_id: String.t(),
  group_assignment: [map()]
}


      


Extracts common fields from request options and transforms group assignments.

  


        

      



  

    
KafkaEx.Protocol.Kayrock.SyncGroup.Response protocol
    



      
This protocol is used to parse SyncGroup responses.

  
    
  
  Return Values


	All versions: {:ok, SyncGroup.t()} on success
	All versions: {:error, Error.t()} on error

All known versions (V0-V4) have explicit implementations.
The Any fallback handles unknown future versions.

      


      
        Summary


  
    Types
  


    
      
        t()

      


        All the types that implement this protocol.



    





  
    Functions
  


    
      
        parse_response(response)

      


    





      


      
        Types

        


  
    
      
      Link to this type
    
    t()


      
       
       View Source
     


  


  

      

          @type t() :: term()


      


All the types that implement this protocol.

  


        

      

      
        Functions

        


  
    
      
      Link to this function
    
    parse_response(response)


      
       
       View Source
     


  


  

      

          @spec parse_response(t()) ::
  {:ok, KafkaEx.Messages.SyncGroup.t()} | {:error, KafkaEx.Client.Error.t()}


      



  


        

      



  

    
KafkaEx.Protocol.Kayrock.SyncGroup.ResponseHelpers 
    



      
Shared helper functions for parsing SyncGroup responses across all versions (V0-V4).
Version differences:
	V0: No throttle_time_ms field
	V1-V3: Adds throttle_time_ms to the response
	V4: Flexible version (KIP-482) -- Kayrock handles compact bytes deserializationtransparently. The `assignment` field may be raw binary instead of
`%Kayrock.MemberAssignment{}` -- `extract_partition_assignments/1` handles both.



      


      
        Summary


  
    Functions
  


    
      
        extract_partition_assignments(arg1)

      


        Extracts partition assignments from a member assignment.



    


    
      
        parse_response(response, throttle_time_extractor)

      


        Parses a SyncGroup response using the provided throttle_time extractor.



    


    
      
        parse_v0_response(response)

      


        Parses a V0 response (no throttle_time_ms).



    


    
      
        parse_v1_plus_response(response)

      


        Parses a V1+ response (includes throttle_time_ms).



    





      


      
        Functions

        


  
    
      
      Link to this function
    
    extract_partition_assignments(arg1)


      
       
       View Source
     


  


  

      

          @spec extract_partition_assignments(any()) :: [
  KafkaEx.Messages.ConsumerGroupDescription.Member.MemberAssignment.PartitionAssignment.t()
]


      


Extracts partition assignments from a member assignment.
Handles both %Kayrock.MemberAssignment{} structs (V0-V3) and raw binary
or other formats (V4 compact_bytes or edge cases). Returns empty list for
unrecognized formats.

  



  
    
      
      Link to this function
    
    parse_response(response, throttle_time_extractor)


      
       
       View Source
     


  


  

      

          @spec parse_response(map(), (map() -> non_neg_integer() | nil)) ::
  {:ok, KafkaEx.Messages.SyncGroup.t()} | {:error, KafkaEx.Client.Error.t()}


      


Parses a SyncGroup response using the provided throttle_time extractor.

  



  
    
      
      Link to this function
    
    parse_v0_response(response)


      
       
       View Source
     


  


  

      

          @spec parse_v0_response(map()) ::
  {:ok, KafkaEx.Messages.SyncGroup.t()} | {:error, KafkaEx.Client.Error.t()}


      


Parses a V0 response (no throttle_time_ms).

  



  
    
      
      Link to this function
    
    parse_v1_plus_response(response)


      
       
       View Source
     


  


  

      

          @spec parse_v1_plus_response(map()) ::
  {:ok, KafkaEx.Messages.SyncGroup.t()} | {:error, KafkaEx.Client.Error.t()}


      


Parses a V1+ response (includes throttle_time_ms).

  


        

      



  

    
KafkaEx.Protocol.KayrockProtocol 
    



      
This module handles Kayrock request & response handling & parsing.
Once Kafka Ex v1.0 is released, this module will be renamed to KayrockProtocol
and will become a separated package.

      


      
        Summary


  
    Functions
  


    
      
        api_key(api_name)

      


        Returns the integer API key for a given API name atom (e.g. :metadata → 3).



    


    
      
        atom_to_error_code!(atom)

      


        Converts an error atom to its integer Kafka error code.



    


    
      
        build_request(atom, api_version, opts)

      


        Builds kayrock request based on type, api version and opts



    


    
      
        error_code_to_atom(code)

      


        Converts an integer Kafka error code to its atom representation.



    


    
      
        max_supported_version(api_name)

      


        Returns the maximum protocol version that Kayrock supports for the given API.



    


    
      
        parse_response(atom, response)

      


        Parses response based on request type and response



    


    
      
        request_info(request)

      


        Extracts operation name and API version from a Kayrock request struct.



    


    
      
        response_deserializer(request)

      


        Returns the response deserializer function for a given request struct.



    


    
      
        serialize_request(request)

      


        Serializes a Kayrock request struct to wire-format iodata.



    





      


      
        Functions

        


  
    
      
      Link to this function
    
    api_key(api_name)


      
       
       View Source
     


  


  

      

          @spec api_key(atom()) :: non_neg_integer()


      


Returns the integer API key for a given API name atom (e.g. :metadata → 3).

  



  
    
      
      Link to this function
    
    atom_to_error_code!(atom)


      
       
       View Source
     


  


  

      

          @spec atom_to_error_code!(atom()) :: integer()


      


Converts an error atom to its integer Kafka error code.

  



  
    
      
      Link to this function
    
    build_request(atom, api_version, opts)


      
       
       View Source
     


  


  

Builds kayrock request based on type, api version and opts

  



  
    
      
      Link to this function
    
    error_code_to_atom(code)


      
       
       View Source
     


  


  

      

          @spec error_code_to_atom(integer()) :: atom()


      


Converts an integer Kafka error code to its atom representation.

  



  
    
      
      Link to this function
    
    max_supported_version(api_name)


      
       
       View Source
     


  


  

      

          @spec max_supported_version(atom()) :: non_neg_integer()


      


Returns the maximum protocol version that Kayrock supports for the given API.

  



  
    
      
      Link to this function
    
    parse_response(atom, response)


      
       
       View Source
     


  


  

Parses response based on request type and response

  



  
    
      
      Link to this function
    
    request_info(request)


      
       
       View Source
     


  


  

      

          @spec request_info(struct()) :: {atom(), non_neg_integer()}


      


Extracts operation name and API version from a Kayrock request struct.
Returns {operation, api_version} tuple where:
	operation is an atom like :metadata, :produce, :fetch, etc.
	api_version is an integer like 0, 1, 2, etc.


  



  
    
      
      Link to this function
    
    response_deserializer(request)


      
       
       View Source
     


  


  

      

          @spec response_deserializer(struct()) :: (binary() -> {struct(), binary()})


      


Returns the response deserializer function for a given request struct.

  



  
    
      
      Link to this function
    
    serialize_request(request)


      
       
       View Source
     


  


  

      

          @spec serialize_request(struct()) :: iodata()


      


Serializes a Kayrock request struct to wire-format iodata.

  


        

      



  

    
KafkaEx.Support.Murmur 
    



      
Utility module that provides Murmur hashing algorithm.

      


      
        Summary


  
    Functions
  


    
      
        murmur2(key)

      


        Calculates murmur2 hash for given binary



    


    
      
        umurmur2(key)

      


        Calculates murmur2 hash for given binary as unsigned 32-bit integer



    


    
      
        umurmur2_legacy(key)

      


        Calculates murmur2 hash for given binary as unsigned 32-bit integer



    





      


      
        Functions

        


  
    
      
      Link to this function
    
    murmur2(key)


      
       
       View Source
     


  


  

      

          @spec murmur2(key :: binary()) :: integer()


      


Calculates murmur2 hash for given binary

  



  
    
      
      Link to this function
    
    umurmur2(key)


      
       
       View Source
     


  


  

      

          @spec umurmur2(key :: binary()) :: integer()


      


Calculates murmur2 hash for given binary as unsigned 32-bit integer

  



  
    
      
      Link to this function
    
    umurmur2_legacy(key)


      
       
       View Source
     


  


  

      

          @spec umurmur2_legacy(key :: binary()) :: integer()


      


Calculates murmur2 hash for given binary as unsigned 32-bit integer
This is to support the legacy default partitioner implementation.

  


        

      



  

    
KafkaEx.Support.Retry 
    



      
Unified retry logic with exponential backoff for KafkaEx operations.
This module provides:
	Exponential backoff calculation with optional cap
	Generic retry wrapper function
	Error classifiers for common Kafka error patterns


  
    
  
  Usage


# Simple retry with defaults (3 retries, 100ms base delay)
Retry.with_retry(fn -> some_operation() end)

# Custom retry configuration
Retry.with_retry(
  fn -> some_operation() end,
  max_retries: 5,
  base_delay_ms: 200,
  max_delay_ms: 5000,
  retryable?: &Retry.transient_error?/1
)

# Just calculate backoff delay
delay = Retry.backoff_delay(attempt, 100, 5000)

      


      
        Summary


  
    Types
  


    
      
        error()

      


    


    
      
        retry_opts()

      


    


    
      
        retry_result()

      


    





  
    Functions
  


    
      
        backoff_delay(attempt, base_ms, max_ms \\ :infinity)

      


        Calculate exponential backoff delay.



    


    
      
        commit_retryable?(error)

      


        Check if error is safe to retry for commit operations.



    


    
      
        consumer_group_retryable?(error)

      


        Check if error is safe to retry for consumer group operations.



    


    
      
        coordinator_error?(arg1)

      


        Check if error is a coordinator-related error that may resolve with retry.



    


    
      
        leadership_error?(arg1)

      


        Check if error is a leadership-related error requiring metadata refresh.



    


    
      
        produce_retryable?(error)

      


        Check if error is safe to retry for produce operations.



    


    
      
        transient_error?(error)

      


        Check if error is a transient error that may resolve with retry.



    


    
      
        with_retry(fun, opts \\ [])

      


        Execute a function with retry and exponential backoff.



    





      


      
        Types

        


  
    
      
      Link to this type
    
    error()


      
       
       View Source
     


  


  

      

          @type error() :: atom() | term()


      



  



  
    
      
      Link to this type
    
    retry_opts()


      
       
       View Source
     


  


  

      

          @type retry_opts() :: [
  max_retries: non_neg_integer(),
  base_delay_ms: non_neg_integer(),
  max_delay_ms: non_neg_integer() | :infinity,
  retryable?: (error() -> boolean()),
  on_retry: (error(), non_neg_integer(), non_neg_integer() -> :ok) | nil
]


      



  



  
    
      
      Link to this type
    
    retry_result()


      
       
       View Source
     


  


  

      

          @type retry_result() :: {:ok, term()} | {:error, error()}


      



  


        

      

      
        Functions

        


    

  
    
      
      Link to this function
    
    backoff_delay(attempt, base_ms, max_ms \\ :infinity)


      
       
       View Source
     


  


  

      

          @spec backoff_delay(
  non_neg_integer(),
  non_neg_integer(),
  non_neg_integer() | :infinity
) ::
  non_neg_integer()


      


Calculate exponential backoff delay.

  
    
  
  Parameters


	attempt - Zero-based attempt number (0 = first retry)
	base_ms - Base delay in milliseconds
	max_ms - Maximum delay cap (default: :infinity)


  
    
  
  Examples


iex> Retry.backoff_delay(0, 100)
100

iex> Retry.backoff_delay(1, 100)
200

iex> Retry.backoff_delay(2, 100)
400

iex> Retry.backoff_delay(10, 100, 5000)
5000

  



  
    
      
      Link to this function
    
    commit_retryable?(error)


      
       
       View Source
     


  


  

      

          @spec commit_retryable?(error()) :: boolean()


      


Check if error is safe to retry for commit operations.
Commits are idempotent so we can safely retry on transient errors.

  



  
    
      
      Link to this function
    
    consumer_group_retryable?(error)


      
       
       View Source
     


  


  

      

          @spec consumer_group_retryable?(error()) :: boolean()


      


Check if error is safe to retry for consumer group operations.
Following Java client pattern (KAFKA-6829): includes coordinator errors,
transient errors, and UNKNOWN_TOPIC_OR_PARTITION.

  



  
    
      
      Link to this function
    
    coordinator_error?(arg1)


      
       
       View Source
     


  


  

      

          @spec coordinator_error?(error()) :: boolean()


      


Check if error is a coordinator-related error that may resolve with retry.
These errors typically occur during consumer group operations when the
coordinator is unavailable or changing.

  



  
    
      
      Link to this function
    
    leadership_error?(arg1)


      
       
       View Source
     


  


  

      

          @spec leadership_error?(error()) :: boolean()


      


Check if error is a leadership-related error requiring metadata refresh.
These errors indicate the client has stale partition leadership information.
Safe to retry for ALL request types including produce.

  



  
    
      
      Link to this function
    
    produce_retryable?(error)


      
       
       View Source
     


  


  

      

          @spec produce_retryable?(error()) :: boolean()


      


Check if error is safe to retry for produce operations.
Produce retries are only safe for leadership errors where we know the
message wasn't written. Timeout errors are NOT safe because the message
may have been written but the response lost.
Note: For truly idempotent produces, enable enable.idempotence=true
on the Kafka producer (requires Kafka 0.11+).

  



  
    
      
      Link to this function
    
    transient_error?(error)


      
       
       View Source
     


  


  

      

          @spec transient_error?(error()) :: boolean()


      


Check if error is a transient error that may resolve with retry.
Includes timeouts, parse errors, connection issues, and coordinator errors.

  



    

  
    
      
      Link to this function
    
    with_retry(fun, opts \\ [])


      
       
       View Source
     


  


  

      

          @spec with_retry((-> retry_result()), retry_opts()) :: retry_result()


      


Execute a function with retry and exponential backoff.

  
    
  
  Options


	:max_retries - Maximum number of retry attempts (default: 3)
	:base_delay_ms - Base delay for exponential backoff (default: 100)
	:max_delay_ms - Maximum delay cap (default: :infinity)
	:retryable? - Function to determine if error is retryable (default: always true)
	:on_retry - Optional callback (error, attempt, delay) -> :ok for logging


  
    
  
  Returns


	{:ok, result} on success
	{:error, last_error} after all retries exhausted or non-retryable error


  
    
  
  Examples


# Retry any error up to 3 times
Retry.with_retry(fn -> fetch_data() end)

# Only retry specific errors
Retry.with_retry(
  fn -> commit_offset() end,
  retryable?: &Retry.coordinator_error?/1
)

  


        

      



  

    
KafkaEx.Support.Types 
    



      
KafkaEx.Types
This module contains basic types shared between KafkaEx modules

      


      
        Summary


  
    Types
  


    
      
        consumer_group_name()

      


        Consumer group name UTF-8 encoded



    


    
      
        error_code()

      


        Integer representing error code returned by kafka
0 means no error, any other value matches some error



    


    
      
        offset()

      


        Integer representing an offset of a given message
Unique per topic/partition pair



    


    
      
        partition()

      


        Integer representing a partition number in topic



    


    
      
        timestamp()

      


        Representation of a Kafka timestamp in elixir as epoch in miliseconds



    


    
      
        timestamp_request()

      


        Representation of a Kafka timestamp request in elixir format



    


    
      
        topic()

      


        Topic name UTF-8 Encoded



    





      


      
        Types

        


  
    
      
      Link to this type
    
    consumer_group_name()


      
       
       View Source
     


  


  

      

          @type consumer_group_name() :: String.t()


      


Consumer group name UTF-8 encoded

  



  
    
      
      Link to this type
    
    error_code()


      
       
       View Source
     


  


  

      

          @type error_code() :: integer()


      


Integer representing error code returned by kafka
0 means no error, any other value matches some error

  



  
    
      
      Link to this type
    
    offset()


      
       
       View Source
     


  


  

      

          @type offset() :: non_neg_integer() | -1


      


Integer representing an offset of a given message
Unique per topic/partition pair
	0+ values is existing offset
	-1 means offset does not exist


  



  
    
      
      Link to this type
    
    partition()


      
       
       View Source
     


  


  

      

          @type partition() :: non_neg_integer()


      


Integer representing a partition number in topic

  



  
    
      
      Link to this type
    
    timestamp()


      
       
       View Source
     


  


  

      

          @type timestamp() :: pos_integer()


      


Representation of a Kafka timestamp in elixir as epoch in miliseconds

  



  
    
      
      Link to this type
    
    timestamp_request()


      
       
       View Source
     


  


  

      

          @type timestamp_request() :: DateTime.t() | pos_integer() | :earliest | :latest


      


Representation of a Kafka timestamp request in elixir format

  



  
    
      
      Link to this type
    
    topic()


      
       
       View Source
     


  


  

      

          @type topic() :: String.t()


      


Topic name UTF-8 Encoded

  


        

      



  

    
KafkaEx.Telemetry 
    



      
Telemetry events emitted by KafkaEx.
KafkaEx uses the :telemetry library to emit events that can be used
for observability. This module documents all events and provides
helper functions.

  
    
  
  Attaching Handlers


To receive telemetry events, attach a handler:
:telemetry.attach("my-handler", [:kafka_ex, :request, :stop], &MyModule.handle_event/4, nil)
Or attach to multiple events:
  :telemetry.attach_many("my-handler", KafkaEx.Telemetry.events(), &MyModule.handle_event/4, nil)

  
    
  
  Events



  
    
  
  Request Events


Low-level Kafka protocol request/response events.
	[:kafka_ex, :request, :start] - Emitted when a Kafka protocol request begins
	Measurements: %{system_time: integer()}
	Metadata: %{operation: atom(), api_version: integer(), correlation_id: integer(), client_id: binary(), broker: map()}
	Note: broker is empty %{} at start (actual broker determined after send)


	[:kafka_ex, :request, :stop] - Emitted when a Kafka protocol request completes
	Measurements: %{duration: integer()}
	Metadata: Same as start event plus %{bytes_sent: integer(), bytes_received: integer(), broker: map()}	bytes_sent - Number of bytes sent in the request
	bytes_received - Number of bytes received in the response (0 on error)
	broker - Map with node_id, host, port of the broker that handled the request




	[:kafka_ex, :request, :exception] - Emitted when a Kafka protocol request fails
	Measurements: %{duration: integer()}
	Metadata: Start metadata plus %{kind: atom(), reason: term(), stacktrace: list()}




  
    
  
  Connection Events


	[:kafka_ex, :connection, :start] - Emitted when connecting to a broker
	Measurements: %{system_time: integer()}
	Metadata: %{host: binary(), port: integer(), ssl: boolean()}


	[:kafka_ex, :connection, :stop] - Emitted when connection is established
	Measurements: %{duration: integer()}
	Metadata: Same as start event plus %{success: boolean()}


	[:kafka_ex, :connection, :exception] - Emitted when connection fails with exception
	Measurements: %{duration: integer()}
	Metadata: Start metadata plus %{kind: atom(), reason: term(), stacktrace: list()}


	[:kafka_ex, :connection, :close] - Emitted when a connection is closed
	Measurements: %{count: 1}
	Metadata: %{host: binary(), port: integer(), reason: atom()}	reason - Why the connection closed:	:remote_closed - Remote broker closed the connection
	:timeout - Request timed out
	:send_error - Error sending data
	:recv_error - Error receiving data
	:shutdown - Client shutdown
	:init_error - Error during client initialization
	:metadata_update - Broker removed due to cluster topology change
	:reconnecting - Socket closed before reconnection attempt








  
    
  
  Authentication Events


	[:kafka_ex, :auth, :start] - Emitted when SASL authentication begins
	Measurements: %{system_time: integer()}
	Metadata: %{host: binary(), port: integer(), mechanism: binary()}	mechanism - The SASL mechanism name ("PLAIN", "SCRAM-SHA-256", "SCRAM-SHA-512", "OAUTHBEARER")




	[:kafka_ex, :auth, :stop] - Emitted when SASL authentication completes
	Measurements: %{duration: integer()}
	Metadata: Same as start event plus %{result: :ok | :error, error: term()}
	result - :ok on success, :error on failure
	error - Error reason (only on failure)




	[:kafka_ex, :auth, :exception] - Emitted when SASL authentication fails with exception
	Measurements: %{duration: integer()}
	Metadata: Start metadata plus %{kind: atom(), reason: term(), stacktrace: list()}




  
    
  
  Produce Events


	[:kafka_ex, :produce, :start] - Emitted when a produce operation begins
	Measurements: %{system_time: integer(), message_count: integer()}
	Metadata: %{topic: binary(), partition: integer(), client_id: binary(), required_acks: integer()}


	[:kafka_ex, :produce, :stop] - Emitted when a produce operation completes
	Measurements: %{duration: integer()}
	Metadata: Same as start event plus %{result: :ok | :error, offset: integer(), error: term()}
	result - :ok on success, :error on failure
	offset - Base offset (only on success when acks > 0)
	error - Error reason (only on failure)




	[:kafka_ex, :produce, :exception] - Emitted when a produce operation fails
	Measurements: %{duration: integer()}
	Metadata: Start metadata plus %{kind: atom(), reason: term(), stacktrace: list()}




  
    
  
  Fetch Events


	[:kafka_ex, :fetch, :start] - Emitted when a fetch operation begins
	Measurements: %{system_time: integer()}
	Metadata: %{topic: binary(), partition: integer(), offset: integer(), client_id: binary()}


	[:kafka_ex, :fetch, :stop] - Emitted when a fetch operation completes
	Measurements: %{duration: integer()}
	Metadata: Same as start event plus %{result: :ok | :error, message_count: integer(), error: term()}
	result - :ok on success, :error on failure
	message_count - Number of messages fetched (only on success)
	error - Error reason (only on failure)




	[:kafka_ex, :fetch, :exception] - Emitted when a fetch operation fails
	Measurements: %{duration: integer()}
	Metadata: Start metadata plus %{kind: atom(), reason: term(), stacktrace: list()}




  
    
  
  Consumer Events


	[:kafka_ex, :consumer, :commit, :start] - Emitted when an offset commit begins
	Measurements: %{system_time: integer()}
	Metadata: %{group_id: binary(), client_id: binary(), topic: binary(), partition_count: integer()}


	[:kafka_ex, :consumer, :commit, :stop] - Emitted when an offset commit completes
	Measurements: %{duration: integer()}
	Metadata: Same as start event plus %{result: :ok | :error, error: term()}
	result - :ok on success, :error on failure
	error - Error reason (only on failure)




	[:kafka_ex, :consumer, :commit, :exception] - Emitted when an offset commit fails
	Measurements: %{duration: integer()}
	Metadata: Start metadata plus %{kind: atom(), reason: term(), stacktrace: list()}




  
    
  
  Consumer Group Events


	[:kafka_ex, :consumer, :join, :start] - Emitted when joining a consumer group
	Measurements: %{system_time: integer()}
	Metadata: %{group_id: binary(), member_id: binary(), topics: [binary()]}


	[:kafka_ex, :consumer, :join, :stop] - Emitted when join group completes
	Measurements: %{duration: integer()}
	Metadata: Same as start event plus %{result: :ok | :error, generation_id: integer(), is_leader: boolean(), error: term()}



	[:kafka_ex, :consumer, :join, :exception] - Emitted when join group fails with exception
	Measurements: %{duration: integer()}
	Metadata: Start metadata plus %{kind: atom(), reason: term(), stacktrace: list()}


	[:kafka_ex, :consumer, :sync, :start] - Emitted when syncing consumer group state
	Measurements: %{system_time: integer()}
	Metadata: %{group_id: binary(), member_id: binary(), generation_id: integer(), is_leader: boolean()}


	[:kafka_ex, :consumer, :sync, :stop] - Emitted when sync group completes
	Measurements: %{duration: integer()}
	Metadata: Same as start event plus %{result: :ok | :error, assigned_partitions: integer(), error: term()}



	[:kafka_ex, :consumer, :sync, :exception] - Emitted when sync group fails with exception
	Measurements: %{duration: integer()}
	Metadata: Start metadata plus %{kind: atom(), reason: term(), stacktrace: list()}


	[:kafka_ex, :consumer, :heartbeat, :start] - Emitted when sending a heartbeat
	Measurements: %{system_time: integer()}
	Metadata: %{group_id: binary(), member_id: binary(), generation_id: integer()}


	[:kafka_ex, :consumer, :heartbeat, :stop] - Emitted when heartbeat completes
	Measurements: %{duration: integer()}
	Metadata: Same as start event plus %{result: :ok | :error, error: term()}



	[:kafka_ex, :consumer, :heartbeat, :exception] - Emitted when heartbeat fails with exception
	Measurements: %{duration: integer()}
	Metadata: Start metadata plus %{kind: atom(), reason: term(), stacktrace: list()}


	[:kafka_ex, :consumer, :leave, :start] - Emitted when leaving a consumer group
	Measurements: %{system_time: integer()}
	Metadata: %{group_id: binary(), member_id: binary()}


	[:kafka_ex, :consumer, :leave, :stop] - Emitted when leave group completes
	Measurements: %{duration: integer()}
	Metadata: Same as start event plus %{result: :ok | :error, error: term()}



	[:kafka_ex, :consumer, :leave, :exception] - Emitted when leave group fails with exception
	Measurements: %{duration: integer()}
	Metadata: Start metadata plus %{kind: atom(), reason: term(), stacktrace: list()}


	[:kafka_ex, :consumer, :rebalance] - Emitted when a consumer group rebalance is triggered
	Measurements: %{count: 1}
	Metadata: %{group_id: binary(), member_id: binary(), generation_id: integer(), reason: atom()}




  
    
  
  Metadata Events


	[:kafka_ex, :metadata, :update, :start] - Emitted when a metadata request begins
	Measurements: %{system_time: integer()}
	Metadata: %{client_id: binary(), topics: [binary()]}


	[:kafka_ex, :metadata, :update, :stop] - Emitted when a metadata request completes
	Measurements: %{duration: integer()}
	Metadata: Same as start event plus %{result: :ok | :error, broker_count: integer(), topic_count: integer(), error: term()}
	result - :ok on success, :error on failure
	broker_count - Number of brokers in the cluster (only on success)
	topic_count - Number of topics in the response (only on success)
	error - Error reason (only on failure)




	[:kafka_ex, :metadata, :update, :exception] - Emitted when a metadata request fails with exception
	Measurements: %{duration: integer()}
	Metadata: Start metadata plus %{kind: atom(), reason: term(), stacktrace: list()}




  
    
  
  Consumer Processing Events


	[:kafka_ex, :consumer, :process, :start] - Emitted when GenConsumer begins processing a message batch
	Measurements: %{system_time: integer(), message_count: integer()}
	Metadata: %{group_id: binary(), topic: binary(), partition: integer(), consumer_module: binary()}


	[:kafka_ex, :consumer, :process, :stop] - Emitted when GenConsumer finishes processing a message batch
	Measurements: %{duration: integer()}
	Metadata: Same as start event plus %{commit_mode: :async_commit | :sync_commit}
	commit_mode - The commit mode returned by the consumer callback




	[:kafka_ex, :consumer, :process, :exception] - Emitted when GenConsumer message processing fails
	Measurements: %{duration: integer()}
	Metadata: Start metadata plus %{kind: atom(), reason: term(), stacktrace: list()}




      


      
        Summary


  
    Functions
  


    
      
        auth_events()

      


        Returns authentication-related telemetry events.



    


    
      
        connection_events()

      


        Returns connection-related telemetry events.



    


    
      
        consumer_events()

      


        Returns consumer-related telemetry events (includes commit and group events).



    


    
      
        consumer_group_events()

      


        Returns consumer group lifecycle events (join, sync, heartbeat, leave, rebalance).



    


    
      
        consumer_process_events()

      


        Returns consumer message processing telemetry events.



    


    
      
        events()

      


        Returns the list of all telemetry events emitted by KafkaEx.



    


    
      
        fetch_events()

      


        Returns fetch-related telemetry events.



    


    
      
        metadata_events()

      


        Returns metadata update-related telemetry events.



    


    
      
        produce_events()

      


        Returns produce-related telemetry events.



    


    
      
        request_events()

      


        Returns request-related telemetry events.



    





      


      
        Functions

        


  
    
      
      Link to this function
    
    auth_events()


      
       
       View Source
     


  


  

      

          @spec auth_events() :: [[atom()]]


      


Returns authentication-related telemetry events.

  



  
    
      
      Link to this function
    
    connection_events()


      
       
       View Source
     


  


  

      

          @spec connection_events() :: [[atom()]]


      


Returns connection-related telemetry events.

  



  
    
      
      Link to this function
    
    consumer_events()


      
       
       View Source
     


  


  

      

          @spec consumer_events() :: [[atom()]]


      


Returns consumer-related telemetry events (includes commit and group events).

  



  
    
      
      Link to this function
    
    consumer_group_events()


      
       
       View Source
     


  


  

      

          @spec consumer_group_events() :: [[atom()]]


      


Returns consumer group lifecycle events (join, sync, heartbeat, leave, rebalance).

  



  
    
      
      Link to this function
    
    consumer_process_events()


      
       
       View Source
     


  


  

      

          @spec consumer_process_events() :: [[atom()]]


      


Returns consumer message processing telemetry events.

  



  
    
      
      Link to this function
    
    events()


      
       
       View Source
     


  


  

      

          @spec events() :: [[atom()]]


      


Returns the list of all telemetry events emitted by KafkaEx.

  



  
    
      
      Link to this function
    
    fetch_events()


      
       
       View Source
     


  


  

      

          @spec fetch_events() :: [[atom()]]


      


Returns fetch-related telemetry events.

  



  
    
      
      Link to this function
    
    metadata_events()


      
       
       View Source
     


  


  

      

          @spec metadata_events() :: [[atom()]]


      


Returns metadata update-related telemetry events.

  



  
    
      
      Link to this function
    
    produce_events()


      
       
       View Source
     


  


  

      

          @spec produce_events() :: [[atom()]]


      


Returns produce-related telemetry events.

  



  
    
      
      Link to this function
    
    request_events()


      
       
       View Source
     


  


  

      

          @spec request_events() :: [[atom()]]


      


Returns request-related telemetry events.

  


        

      



  

    
KafkaEx.ConsumerGroupRequiredError exception
    







  

    
KafkaEx.InvalidConsumerGroupError exception
    







  

    
KafkaEx.JoinGroupError exception
    



      
Raised when joining a consumer group fails with an unrecoverable error.

      





  

    
KafkaEx.JoinGroupRetriesExhaustedError exception
    



      
Raised when joining a consumer group fails after exhausting all retry attempts.
This indicates repeated transient failures (coordinator unavailable, timeouts, etc.)
that didn't resolve within the retry window.

      





  

    
KafkaEx.MetadataUpdateError exception
    



      
Raised when periodic metadata updates fail after exhausting all retry attempts.
This triggers a GenServer crash, allowing the supervisor to restart the client
with fresh broker connections.

      





  

    
KafkaEx.SyncGroupError exception
    



      
Raised when syncing a consumer group fails.

      





  

    
KafkaEx.TimestampNotSupportedError exception
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