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    lexbor_erl
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An Erlang wrapper for the Lexbor HTML parser and DOM library via a port-based architecture.
Overview
lexbor_erl provides safe, fast HTML parsing, CSS selector querying, DOM manipulation, and streaming parser capabilities for Erlang applications. It wraps the high-performance Lexbor C library using a port-based worker pool architecture for isolation, safety, and parallel processing.
Features
	HTML5-tolerant parsing with automatic error recovery
	CSS selector queries (class, ID, tag, attributes, combinators, pseudo-classes)
	DOM manipulation - modify attributes, text content, and tree structure
	Streaming parser - parse large HTML documents incrementally
	Stateless operations for quick one-off tasks
	Stateful document management for complex workflows
	Parallel processing - worker pool architecture for concurrent operations
	Safe for the BEAM - crashes in native code don't bring down the VM
	No atom leaks - all user input stays as binaries

Prerequisites
	Erlang/OTP (tested with OTP 24+)
	CMake 3.10+
	Lexbor library installed on your system

Installing Lexbor
On macOS with Homebrew:
brew install lexbor

On Ubuntu/Debian:
sudo apt-get install liblexbor-dev

Or build from source:
git clone https://github.com/lexbor/lexbor.git
cd lexbor
mkdir build && cd build
cmake ..
make
sudo make install

Building
make

Quick Start
1> lexbor_erl:start().
ok

%% Stateless: parse and serialize
2> {ok, Html} = lexbor_erl:parse_serialize(<<"<div>Hello<span>World">>).
{ok,<<"<html><head></head><body><div>Hello<span>World</span></div></body></html>">>}

%% Stateless: select elements
3> {ok, List} = lexbor_erl:select_html(
     <<"<ul><li class=a>A</li><li class=b>B</li></ul>">>, 
     <<"li.b">>).
{ok,[<<"<li class=\"b\">B</li>">>]}

%% Stateful: parse document
4> {ok, Doc} = lexbor_erl:parse(
     <<"<div id=app><ul><li class=a>A</li><li class=b>B</li></ul></div>">>).
{ok,1}

%% Select nodes
5> {ok, Nodes} = lexbor_erl:select(Doc, <<"#app li">>).
{ok,[{node,140735108544752},{node,140735108544896}]}

%% Get node HTML
6> [lexbor_erl:outer_html(Doc, N) || N <- Nodes].
[{ok,<<"<li class=\"a\">A</li>">>},{ok,<<"<li class=\"b\">B</li>">>}]

%% DOM manipulation: modify attributes
7> {ok, [Li]} = lexbor_erl:select(Doc, <<"li.a">>).
{ok,[{node,140735108544752}]}

8> lexbor_erl:set_attribute(Doc, Li, <<"class">>, <<"modified">>).
ok

9> lexbor_erl:get_attribute(Doc, Li, <<"class">>).
{ok,<<"modified">>}

%% DOM manipulation: modify text content
10> lexbor_erl:set_text(Doc, Li, <<"New Text">>).
ok

11> lexbor_erl:get_text(Doc, Li).
{ok,<<"New Text">>}

%% Content manipulation: append HTML to matching elements
12> {ok, NumModified} = lexbor_erl:append_content(Doc, <<"ul">>, <<"<li>New Item</li>">>).
{ok,1}

13> {ok, Html} = lexbor_erl:serialize(Doc).
{ok,<<"<!DOCTYPE html><html><head></head><body><div id=\"app\"><ul><li class=\"modified\">New Text</li><li class=\"b\">B</li><li>New Item</li></ul></div></body></html>">>}

%% Streaming parser: parse incrementally
14> {ok, Session} = lexbor_erl:parse_stream_begin().
{ok,72057594037927937}

15> ok = lexbor_erl:parse_stream_chunk(Session, <<"<div><p>He">>).
ok

16> ok = lexbor_erl:parse_stream_chunk(Session, <<"llo</p></div>">>).
ok

17> {ok, StreamDoc} = lexbor_erl:parse_stream_end(Session).
{ok,72057594037927938}

%% Release documents
18> ok = lexbor_erl:release(Doc).
ok

19> ok = lexbor_erl:release(StreamDoc).
ok

20> lexbor_erl:stop().
ok
Also check out examples/ directory.
Supported Operations
Document Lifecycle
	parse/1 - Parse HTML document, returns document handle
	release/1 - Release document and free resources
	serialize/1 - Serialize document to HTML5 binary

Stateless Operations
	parse_serialize/1 - Parse and serialize in one call (convenience function)
	select_html/2 - Parse, select elements, return HTML fragments

CSS Selectors
	select/2 - Find elements using CSS selectors
	Supports: ID (#id), class (.class), tag (div), attributes ([attr=value])
	Supports: combinators (Descendant , Child >, Adjacent sibling +, General sibling ~), pseudo-classes (:first-child, :nth-child(), etc.)

DOM Queries
	outer_html/2 - Get outer HTML of element (including the element tag)
	inner_html/2 - Get inner HTML of element (children only)

Attribute Manipulation
	get_attribute/3 - Get attribute value
	set_attribute/4 - Set attribute value
	remove_attribute/3 - Remove attribute

Text Content
	get_text/2 - Get text content recursively
	set_text/3 - Set text content (removes all children, replaces with text)

HTML Content Manipulation
	set_inner_html/3 - Replace element's children with parsed HTML
	append_content/3 - Append HTML content to all elements matching selector
	prepend_content/3 - Prepend as first child
	insert_before_content/3 - Insert HTML as sibling before matched elements
	insert_after_content/3 - Insert HTML as sibling after matched elements
	replace_content/3 - Replace matched elements with HTML content

DOM Tree Manipulation
	create_element/2 - Create new element
	append_child/3 - Append child node to parent
	insert_before/4 - Insert node before reference node
	remove_node/2 - Remove node from tree

Streaming Parser
	parse_stream_begin/0 - Start streaming parse session
	parse_stream_chunk/2 - Add HTML chunk to stream
	parse_stream_end/1 - Finalize stream and get document

Application Management
	start/0 - Start lexbor_erl application
	stop/0 - Stop lexbor_erl application
	alive/0 - Check if service is running

How to use it in your application?
Add to your rebar.config:
{deps, [
    {lexbor_erl, "0.3.0"}
]}.
Then run:
rebar3 get-deps
rebar3 compile

Note: lexbor_erl is a port-based application and cannot be packaged as an escript. 
It must be used as a library dependency with access to the compiled C port executable.
See the demo/ directory for complete working application.
Additional configuration
In your sys.config:
{lexbor_erl, [
  {port_cmd, "priv/lexbor_port"},
  {op_timeout_ms, 3000}
]}.
Parallelism and Concurrency
lexbor_erl uses a worker pool architecture to enable true parallel processing of HTML operations:
Architecture
	Multiple port workers: Configurable pool of independent C port processes
	Smart routing: 	Stateless operations (e.g., parse_serialize/1, select_html/2) use time-based hash distribution for load balancing
	Stateful operations route by DocId to ensure the same worker handles all operations for a given document


	Isolation: Each worker process is independent with its own document registry
	Individual supervision: Each worker is supervised independently - if one crashes, only that worker restarts
	Fault tolerance: Worker crashes don't affect other workers or the BEAM VM; documents on crashed worker are lost but other workers continue serving

Configuration
Set the pool size in your sys.config:
{lexbor_erl, [
  {pool_size, 8},              % Number of parallel workers (default: scheduler count)
  {op_timeout_ms, 3000}        % Timeout per operation
]}.
Or via environment variable when starting the application:
application:set_env(lexbor_erl, pool_size, 8).
Thread Safety and Fault Tolerance
	Safe by design: Each worker is single-threaded, processing one request at a time
	No shared state: Documents are isolated to their respective workers
	Concurrent operations: Multiple workers can process different documents simultaneously
	Deterministic routing: A document always routes to the same worker via the worker ID encoded in the DocId
	Individual worker restart: If a worker crashes, only that worker is restarted by the supervisor
	Limited blast radius: Worker crashes only affect documents on that specific worker
	Automatic recovery: Crashed workers are automatically restarted and can accept new documents

Performance Characteristics
	Parallelism: Leverages all CPU cores for concurrent HTML parsing and manipulation
	No contention: No locks or shared mutable state between workers
	Linear scaling: Performance scales linearly with the number of workers (up to CPU core count)
	Stateless optimization: Stateless operations (parse_serialize, select_html) can use any available worker

License
LGPL-2.1-or-later
Credits
Built on top of the Lexbor HTML parser library.


  

    Changelog

[Released] - 0.3.0 - Add replace_content/3 operation
Added
	replace_content/3 operation: Replace all elements matching a CSS selector with HTML content	Finds elements using CSS selector and replaces them with new HTML content
	The matched elements are removed from the document (as siblings are inserted before, then target is deleted)
	Matched elements are destroyed to free memory (ModestEx is stateless, no undo needed)
	Returns count of replaced elements
	C implementation for optimal performance
	Erlang wrapper with comprehensive documentation



Technical Details
	Uses lexbor's CSS selector engine for matching
	Parses HTML fragments using lxb_html_element_inner_html_set()
	Inserts new content before matched element using lxb_dom_node_insert_before()
	Removes and destroys matched element using lxb_dom_node_remove() and lxb_dom_node_destroy_deep()
	Elements without a parent (document root) are skipped
	Replace with empty string effectively removes elements
	O(n + m + k×m') complexity where n=DOM nodes, m=HTML length, k=matches, m'=parsed nodes

[Unreleased] - Add insert_after_content/3 operation
Added
	insert_after_content/3 operation: Insert HTML content AFTER all elements matching a CSS selector	Inserts as SIBLINGS (like insert_before), positioned AFTER the matched element
	Content is inserted in the parent's child list just after each matched element
	Combines CSS selector matching, HTML parsing, and DOM manipulation in a single atomic operation
	Returns count of processed elements
	C implementation for optimal performance
	Erlang wrapper with comprehensive documentation



Technical Details
	Uses lexbor's CSS selector engine for matching
	Parses HTML fragments using lxb_html_element_inner_html_set()
	Uses lxb_dom_node_insert_after() with target element as reference
	Important: Inserts nodes in REVERSE order to maintain correct document order
	Elements without a parent (document root) are skipped
	O(n + m + k×m') complexity where n=DOM nodes, m=HTML length, k=matches, m'=parsed nodes

[Unreleased] - Add insert_before_content/3 operation
Added
	insert_before_content/3 operation: Insert HTML content BEFORE all elements matching a CSS selector	Key difference from append/prepend: Inserts as SIBLINGS, not as children
	Content is inserted in the parent's child list just before each matched element
	Combines CSS selector matching, HTML parsing, and DOM manipulation in a single atomic operation
	Returns count of processed elements
	C implementation for optimal performance
	Erlang wrapper with comprehensive documentation



Technical Details
	Uses lexbor's CSS selector engine for matching
	Parses HTML fragments using lxb_html_element_inner_html_set()
	Uses lxb_dom_node_insert_before() with target element as reference
	Elements without a parent (document root) are skipped
	Maintains document order when inserting multiple nodes
	O(n + m + k×m') complexity where n=DOM nodes, m=HTML length, k=matches, m'=parsed nodes

[Released] - 0.2.0 - Add prepend_content/3 operation
Added
	prepend_content/3 operation: Prepend HTML content to all elements matching a CSS selector	Inserts content as first child (before existing children)
	Combines CSS selector matching, HTML parsing, and DOM manipulation in a single atomic operation
	Returns count of modified elements
	C implementation for optimal performance
	Erlang wrapper with comprehensive documentation



Technical Details
	Uses lexbor's CSS selector engine for matching (same as append_content)
	Parses HTML fragments using lxb_html_element_inner_html_set()
	Inserts nodes before first child using lxb_dom_node_insert_before()
	Maintains document order when prepending multiple nodes
	Comprehensive error handling
	O(n + m + k×m') complexity where n=DOM nodes, m=HTML length, k=matches, m'=parsed nodes

[Unreleased] - Add append_content/3 operation
Added
	append_content/3 operation: Append HTML content to all elements matching a CSS selector	Combines CSS selector matching, HTML parsing, and DOM manipulation in a single atomic operation
	Returns count of modified elements
	Erlang wrapper with comprehensive documentation



Technical Details
	Uses lexbor's CSS selector engine for matching
	Parses HTML fragments using lxb_html_element_inner_html_set()
	O(n + m + k×m') complexity where n=DOM nodes, m=HTML length, k=matches, m'=parsed nodes

[Unreleased] - Demo application
Added
	Demo application in demo/ directory that verifies the published hex.pm package works correctly
	Makefile for convenient demo execution (make in demo directory)
	Comprehensive README in demo/ explaining why escripts don't work with port-based applications

Technical Details
	Demo fetches lexbor_erl v0.1.0 from hex.pm (not local source)
	Uses erl -pa execution instead of escript (required for port-based applications)
	Provides verification that the published package compiles and runs correctly

[Released] - 0.1.0
	Published to hex.pm: https://hex.pm/packages/lexbor_erl

[Unreleased] - Improve document serialization to preserve DOCTYPE
Improved
	Enhanced serialize_full_doc implementation: Refactored to serialize from document node 
instead of document element, which now preserves DOCTYPE declarations. This simplifies the code and aligns with all lexbor examples, and produces complete 
HTML5 documents.

Added
	DOCTYPE declarations are now preserved during serialization
	Complete HTML5 document structure maintained in round-trip parsing
	Better HTML5 compliance with proper document structure
	New verification test suite to validate serialization behavior

Changed
	Serialization output now includes DOCTYPE when present in parsed HTML
	Example: Input <!DOCTYPE html><html>...</html> now serializes with DOCTYPE preserved
	Matches idiomatic lexbor pattern used in all official examples
	Simpler implementation

Technical Details
	Changed from lxb_dom_document_element() to direct document node serialization

[Unreleased] - Refactor get_attribute to use convenience API
Changed
	Refactored get_attribute implementation: Replaced two-step attribute retrieval 
(get attribute object, then extract value) with lexbor's convenience function 
lxb_dom_element_get_attribute(). This simplifies the code, improves readability, 
and aligns with lexbor examples. All 51 tests continue to pass.

Improved
	Simpler attribute retrieval logic
	Better code readability with clearer intent
	Follows idiomatic lexbor pattern from official examples
	Simpler error handling (single NULL check instead of two checks)

[Unreleased] - Refactor set_inner_html to use official lexbor API
Changed
	Refactored set_inner_html implementation: Replaced manual node importation with lexbor's official lxb_html_element_inner_html_set() API improves maintainability, and adds context-aware HTML parsing (e.g., proper handling of innerHTML on <table> elements)

Improved
	set_inner_html now uses the standard lexbor approach for innerHTML operations
	Better alignment with lexbor best practices and examples
	Simplified code maintenance
	Context-aware parsing follows HTML5 specification more accurately

[Unreleased] - Bug in DOM maniplation
Fixed
	Refactored set_inner_html/3 to use lxb_dom_document_import_node API to properly copy node data to target document's memory pool, preventing use-after-free memory leak when temporary document is destroyed 

[Unreleased] - Chunk Based Streaming Parser
Added
	Streaming HTML parser for incremental document processing
	Three-phase streaming API:	parse_stream_begin/0 - Initialize parse session
	parse_stream_chunk/2 - Feed HTML chunks incrementally
	parse_stream_end/1 - Finalize and get document


	Parse session registry in C port with independent session tracking
	Support for arbitrary chunk boundaries (can split mid-tag, mid-attribute)
	streaming parser integration tests covering:	Basic streaming with multiple chunks
	Splitting in middle of tags and attributes
	Large document streaming
	Equivalence with normal parsing
	Invalid session handling
	Parallel streaming sessions


	C unit tests for streaming operations covering:	Basic begin/end sequence
	Multiple chunks processing
	Tag boundary splitting
	Invalid session handling
	Session reuse prevention
	Large document streaming
	Empty chunk handling


	chunk_based_streaming_example.erl with examples
	Session ID encoding with worker affinity for proper routing

[Unreleased] - DOM Manipulation
Added
	DOM manipulation API with 11 new functions:	Attributes: get_attribute/3, set_attribute/4, remove_attribute/3
	Text/HTML: get_text/2, set_text/3, inner_html/2, set_inner_html/3, serialize/1
	Nodes: create_element/2, append_child/3, insert_before/4, remove_node/2


	C unit test suite with 38 tests
	example programs: attribute_example, text_example, node_example, select_example, unicode_example

[Unreleased] - Parallelism
Added
	Worker pool architecture with configurable parallelism
	Multiple independent port workers for true concurrent processing
	Time-based hash distribution for stateless operations
	DocId encoding for deterministic routing of stateful operations
	Worker isolation with independent supervision
	Fault tolerance with automatic worker recovery
	Parallel processing tests
	Fault tolerance tests
	Worker pool coordinator (lexbor_erl_pool)
	Individual worker processes (lexbor_erl_worker)

Fixed
	Corrected routing strategy documentation from "round-robin" to "time-based hash distribution"

[Unreleased] - single-threaded
Added
	HTML5-tolerant parsing with Lexbor C library
	CSS selector queries (class, ID, tag, attributes, combinators, pseudo-classes)
	Stateless operations: parse_serialize/1, select_html/2
	Stateful operations: parse/1, release/1, select/2, outer_html/2
	Port-based architecture for BEAM VM safety
	Worker pool with time-based hash distribution
	Document lifecycle management with DocId encoding
	Application and supervisor structure
	Common Test suite	Lifecycle management
	Stateless and stateful operations
	Error handling and edge cases
	Unicode support
	Large documents


	Comprehensive EDoc documentation
	CMake-based C build system
	Example programs demonstrating API usage

Security
	Port isolation prevents C crashes from affecting BEAM VM
	No atom leaks - all user input stays as binaries
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                  GNU LESSER GENERAL PUBLIC LICENSE
                       Version 2.1, February 1999

 Copyright (C) 1991, 1999 Free Software Foundation, Inc.
 51 Franklin Street, Fifth Floor, Boston, MA  02110-1301  USA
 Everyone is permitted to copy and distribute verbatim copies
 of this license document, but changing it is not allowed.

(This is the first released version of the Lesser GPL.  It also counts
 as the successor of the GNU Library Public License, version 2, hence
 the version number 2.1.)

                            Preamble

  The licenses for most software are designed to take away your
freedom to share and change it.  By contrast, the GNU General Public
Licenses are intended to guarantee your freedom to share and change
free software--to make sure the software is free for all its users.

  This license, the Lesser General Public License, applies to some
specially designated software packages--typically libraries--of the
Free Software Foundation and other authors who decide to use it.  You
can use it too, but we suggest you first think carefully about whether
this license or the ordinary General Public License is the better
strategy to use in any particular case, based on the explanations below.

  When we speak of free software, we are referring to freedom of use,
not price.  Our General Public Licenses are designed to make sure that
you have the freedom to distribute copies of free software (and charge
for this service if you wish); that you receive source code or can get
it if you want it; that you can change the software and use pieces of
it in new free programs; and that you are informed that you can do
these things.

  To protect your rights, we need to make restrictions that forbid
distributors to deny you these rights or to ask you to surrender these
rights.  These restrictions translate to certain responsibilities for
you if you distribute copies of the library or if you modify it.

  For example, if you distribute copies of the library, whether gratis
or for a fee, you must give the recipients all the rights that we gave
you.  You must make sure that they, too, receive or can get the source
code.  If you link other code with the library, you must provide
complete object files to the recipients, so that they can relink them
with the library after making changes to the library and recompiling
it.  And you must show them these terms so they know their rights.

  We protect your rights with a two-step method: (1) we copyright the
library, and (2) we offer you this license, which gives you legal
permission to copy, distribute and/or modify the library.

  To protect each distributor, we want to make it very clear that
there is no warranty for the free library.  Also, if the library is
modified by someone else and passed on, the recipients should know
that what they have is not the original version, so that the original
author's reputation will not be affected by problems that might be
introduced by others.

  Finally, software patents pose a constant threat to the existence of
any free program.  We wish to make sure that a company cannot
effectively restrict the users of a free program by obtaining a
restrictive license from a patent holder.  Therefore, we insist that
any patent license obtained for a version of the library must be
consistent with the full freedom of use specified in this license.

  Most GNU software, including some libraries, is covered by the
ordinary GNU General Public License.  This license, the GNU Lesser
General Public License, applies to certain designated libraries, and
is quite different from the ordinary General Public License.  We use
this license for certain libraries in order to permit linking those
libraries into non-free programs.

  When a program is linked with a library, whether statically or using
a shared library, the combination of the two is legally speaking a
combined work, a derivative of the original library.  The ordinary
General Public License therefore permits such linking only if the
entire combination fits its criteria of freedom.  The Lesser General
Public License permits more lax criteria for linking other code with
the library.

  We call this license the "Lesser" General Public License because it
does Less to protect the user's freedom than the ordinary General
Public License.  It also provides other free software developers Less
of an advantage over competing non-free programs.  These disadvantages
are the reason we use the ordinary General Public License for many
libraries.  However, the Lesser license provides advantages in certain
special circumstances.

  For example, on rare occasions, there may be a special need to
encourage the widest possible use of a certain library, so that it becomes
a de-facto standard.  To achieve this, non-free programs must be
allowed to use the library.  A more frequent case is that a free
library does the same job as widely used non-free libraries.  In this
case, there is little to gain by limiting the free library to free
software only, so we use the Lesser General Public License.

  In other cases, permission to use a particular library in non-free
programs enables a greater number of people to use a large body of
free software.  For example, permission to use the GNU C Library in
non-free programs enables many more people to use the whole GNU
operating system, as well as its variant, the GNU/Linux operating
system.

  Although the Lesser General Public License is Less protective of the
users' freedom, it does ensure that the user of a program that is
linked with the Library has the freedom and the wherewithal to run
that program using a modified version of the Library.

  The precise terms and conditions for copying, distribution and
modification follow.  Pay close attention to the difference between a
"work based on the library" and a "work that uses the library".  The
former contains code derived from the library, whereas the latter must
be combined with the library in order to run.

                  GNU LESSER GENERAL PUBLIC LICENSE
   TERMS AND CONDITIONS FOR COPYING, DISTRIBUTION AND MODIFICATION

  0. This License Agreement applies to any software library or other
program which contains a notice placed by the copyright holder or
other authorized party saying it may be distributed under the terms of
this Lesser General Public License (also called "this License").
Each licensee is addressed as "you".

  A "library" means a collection of software functions and/or data
prepared so as to be conveniently linked with application programs
(which use some of those functions and data) to form executables.

  The "Library", below, refers to any such software library or work
which has been distributed under these terms.  A "work based on the
Library" means either the Library or any derivative work under
copyright law: that is to say, a work containing the Library or a
portion of it, either verbatim or with modifications and/or translated
straightforwardly into another language.  (Hereinafter, translation is
included without limitation in the term "modification".)

  "Source code" for a work means the preferred form of the work for
making modifications to it.  For a library, complete source code means
all the source code for all modules it contains, plus any associated
interface definition files, plus the scripts used to control compilation
and installation of the library.

  Activities other than copying, distribution and modification are not
covered by this License; they are outside its scope.  The act of
running a program using the Library is not restricted, and output from
such a program is covered only if its contents constitute a work based
on the Library (independent of the use of the Library in a tool for
writing it).  Whether that is true depends on what the Library does
and what the program that uses the Library does.

  1. You may copy and distribute verbatim copies of the Library's
complete source code as you receive it, in any medium, provided that
you conspicuously and appropriately publish on each copy an
appropriate copyright notice and disclaimer of warranty; keep intact
all the notices that refer to this License and to the absence of any
warranty; and distribute a copy of this License along with the
Library.

  You may charge a fee for the physical act of transferring a copy,
and you may at your option offer warranty protection in exchange for a
fee.

  2. You may modify your copy or copies of the Library or any portion
of it, thus forming a work based on the Library, and copy and
distribute such modifications or work under the terms of Section 1
above, provided that you also meet all of these conditions:

    a) The modified work must itself be a software library.

    b) You must cause the files modified to carry prominent notices
    stating that you changed the files and the date of any change.

    c) You must cause the whole of the work to be licensed at no
    charge to all third parties under the terms of this License.

    d) If a facility in the modified Library refers to a function or a
    table of data to be supplied by an application program that uses
    the facility, other than as an argument passed when the facility
    is invoked, then you must make a good faith effort to ensure that,
    in the event an application does not supply such function or
    table, the facility still operates, and performs whatever part of
    its purpose remains meaningful.

    (For example, a function in a library to compute square roots has
    a purpose that is entirely well-defined independent of the
    application.  Therefore, Subsection 2d requires that any
    application-supplied function or table used by this function must
    be optional: if the application does not supply it, the square
    root function must still compute square roots.)

These requirements apply to the modified work as a whole.  If
identifiable sections of that work are not derived from the Library,
and can be reasonably considered independent and separate works in
themselves, then this License, and its terms, do not apply to those
sections when you distribute them as separate works.  But when you
distribute the same sections as part of a whole which is a work based
on the Library, the distribution of the whole must be on the terms of
this License, whose permissions for other licensees extend to the
entire whole, and thus to each and every part regardless of who wrote
it.

Thus, it is not the intent of this section to claim rights or contest
your rights to work written entirely by you; rather, the intent is to
exercise the right to control the distribution of derivative or
collective works based on the Library.

In addition, mere aggregation of another work not based on the Library
with the Library (or with a work based on the Library) on a volume of
a storage or distribution medium does not bring the other work under
the scope of this License.

  3. You may opt to apply the terms of the ordinary GNU General Public
License instead of this License to a given copy of the Library.  To do
this, you must alter all the notices that refer to this License, so
that they refer to the ordinary GNU General Public License, version 2,
instead of to this License.  (If a newer version than version 2 of the
ordinary GNU General Public License has appeared, then you can specify
that version instead if you wish.)  Do not make any other change in
these notices.

  Once this change is made in a given copy, it is irreversible for
that copy, so the ordinary GNU General Public License applies to all
subsequent copies and derivative works made from that copy.

  This option is useful when you wish to copy part of the code of
the Library into a program that is not a library.

  4. You may copy and distribute the Library (or a portion or
derivative of it, under Section 2) in object code or executable form
under the terms of Sections 1 and 2 above provided that you accompany
it with the complete corresponding machine-readable source code, which
must be distributed under the terms of Sections 1 and 2 above on a
medium customarily used for software interchange.

  If distribution of object code is made by offering access to copy
from a designated place, then offering equivalent access to copy the
source code from the same place satisfies the requirement to
distribute the source code, even though third parties are not
compelled to copy the source along with the object code.

  5. A program that contains no derivative of any portion of the
Library, but is designed to work with the Library by being compiled or
linked with it, is called a "work that uses the Library".  Such a
work, in isolation, is not a derivative work of the Library, and
therefore falls outside the scope of this License.

  However, linking a "work that uses the Library" with the Library
creates an executable that is a derivative of the Library (because it
contains portions of the Library), rather than a "work that uses the
library".  The executable is therefore covered by this License.
Section 6 states terms for distribution of such executables.

  When a "work that uses the Library" uses material from a header file
that is part of the Library, the object code for the work may be a
derivative work of the Library even though the source code is not.
Whether this is true is especially significant if the work can be
linked without the Library, or if the work is itself a library.  The
threshold for this to be true is not precisely defined by law.

  If such an object file uses only numerical parameters, data
structure layouts and accessors, and small macros and small inline
functions (ten lines or less in length), then the use of the object
file is unrestricted, regardless of whether it is legally a derivative
work.  (Executables containing this object code plus portions of the
Library will still fall under Section 6.)

  Otherwise, if the work is a derivative of the Library, you may
distribute the object code for the work under the terms of Section 6.
Any executables containing that work also fall under Section 6,
whether or not they are linked directly with the Library itself.

  6. As an exception to the Sections above, you may also combine or
link a "work that uses the Library" with the Library to produce a
work containing portions of the Library, and distribute that work
under terms of your choice, provided that the terms permit
modification of the work for the customer's own use and reverse
engineering for debugging such modifications.

  You must give prominent notice with each copy of the work that the
Library is used in it and that the Library and its use are covered by
this License.  You must supply a copy of this License.  If the work
during execution displays copyright notices, you must include the
copyright notice for the Library among them, as well as a reference
directing the user to the copy of this License.  Also, you must do one
of these things:

    a) Accompany the work with the complete corresponding
    machine-readable source code for the Library including whatever
    changes were used in the work (which must be distributed under
    Sections 1 and 2 above); and, if the work is an executable linked
    with the Library, with the complete machine-readable "work that
    uses the Library", as object code and/or source code, so that the
    user can modify the Library and then relink to produce a modified
    executable containing the modified Library.  (It is understood
    that the user who changes the contents of definitions files in the
    Library will not necessarily be able to recompile the application
    to use the modified definitions.)

    b) Use a suitable shared library mechanism for linking with the
    Library.  A suitable mechanism is one that (1) uses at run time a
    copy of the library already present on the user's computer system,
    rather than copying library functions into the executable, and (2)
    will operate properly with a modified version of the library, if
    the user installs one, as long as the modified version is
    interface-compatible with the version that the work was made with.

    c) Accompany the work with a written offer, valid for at
    least three years, to give the same user the materials
    specified in Subsection 6a, above, for a charge no more
    than the cost of performing this distribution.

    d) If distribution of the work is made by offering access to copy
    from a designated place, offer equivalent access to copy the above
    specified materials from the same place.

    e) Verify that the user has already received a copy of these
    materials or that you have already sent this user a copy.

  For an executable, the required form of the "work that uses the
Library" must include any data and utility programs needed for
reproducing the executable from it.  However, as a special exception,
the materials to be distributed need not include anything that is
normally distributed (in either source or binary form) with the major
components (compiler, kernel, and so on) of the operating system on
which the executable runs, unless that component itself accompanies
the executable.

  It may happen that this requirement contradicts the license
restrictions of other proprietary libraries that do not normally
accompany the operating system.  Such a contradiction means you cannot
use both them and the Library together in an executable that you
distribute.

  7. You may place library facilities that are a work based on the
Library side-by-side in a single library together with other library
facilities not covered by this License, and distribute such a combined
library, provided that the separate distribution of the work based on
the Library and of the other library facilities is otherwise
permitted, and provided that you do these two things:

    a) Accompany the combined library with a copy of the same work
    based on the Library, uncombined with any other library
    facilities.  This must be distributed under the terms of the
    Sections above.

    b) Give prominent notice with the combined library of the fact
    that part of it is a work based on the Library, and explaining
    where to find the accompanying uncombined form of the same work.

  8. You may not copy, modify, sublicense, link with, or distribute
the Library except as expressly provided under this License.  Any
attempt otherwise to copy, modify, sublicense, link with, or
distribute the Library is void, and will automatically terminate your
rights under this License.  However, parties who have received copies,
or rights, from you under this License will not have their licenses
terminated so long as such parties remain in full compliance.

  9. You are not required to accept this License, since you have not
signed it.  However, nothing else grants you permission to modify or
distribute the Library or its derivative works.  These actions are
prohibited by law if you do not accept this License.  Therefore, by
modifying or distributing the Library (or any work based on the
Library), you indicate your acceptance of this License to do so, and
all its terms and conditions for copying, distributing or modifying
the Library or works based on it.

  10. Each time you redistribute the Library (or any work based on the
Library), the recipient automatically receives a license from the
original licensor to copy, distribute, link with or modify the Library
subject to these terms and conditions.  You may not impose any further
restrictions on the recipients' exercise of the rights granted herein.
You are not responsible for enforcing compliance by third parties with
this License.

  11. If, as a consequence of a court judgment or allegation of patent
infringement or for any other reason (not limited to patent issues),
conditions are imposed on you (whether by court order, agreement or
otherwise) that contradict the conditions of this License, they do not
excuse you from the conditions of this License.  If you cannot
distribute so as to satisfy simultaneously your obligations under this
License and any other pertinent obligations, then as a consequence you
may not distribute the Library at all.  For example, if a patent
license would not permit royalty-free redistribution of the Library by
all those who receive copies directly or indirectly through you, then
the only way you could satisfy both it and this License would be to
refrain entirely from distribution of the Library.

If any portion of this section is held invalid or unenforceable under any
particular circumstance, the balance of the section is intended to apply,
and the section as a whole is intended to apply in other circumstances.

It is not the purpose of this section to induce you to infringe any
patents or other property right claims or to contest validity of any
such claims; this section has the sole purpose of protecting the
integrity of the free software distribution system which is
implemented by public license practices.  Many people have made
generous contributions to the wide range of software distributed
through that system in reliance on consistent application of that
system; it is up to the author/donor to decide if he or she is willing
to distribute software through any other system and a licensee cannot
impose that choice.

This section is intended to make thoroughly clear what is believed to
be a consequence of the rest of this License.

  12. If the distribution and/or use of the Library is restricted in
certain countries either by patents or by copyrighted interfaces, the
original copyright holder who places the Library under this License may add
an explicit geographical distribution limitation excluding those countries,
so that distribution is permitted only in or among countries not thus
excluded.  In such case, this License incorporates the limitation as if
written in the body of this License.

  13. The Free Software Foundation may publish revised and/or new
versions of the Lesser General Public License from time to time.
Such new versions will be similar in spirit to the present version,
but may differ in detail to address new problems or concerns.

Each version is given a distinguishing version number.  If the Library
specifies a version number of this License which applies to it and
"any later version", you have the option of following the terms and
conditions either of that version or of any later version published by
the Free Software Foundation.  If the Library does not specify a
license version number, you may choose any version ever published by
the Free Software Foundation.

  14. If you wish to incorporate parts of the Library into other free
programs whose distribution conditions are incompatible with these,
write to the author to ask for permission.  For software which is
copyrighted by the Free Software Foundation, write to the Free
Software Foundation; we sometimes make exceptions for this.  Our
decision will be guided by the two goals of preserving the free status
of all derivatives of our free software and of promoting the sharing
and reuse of software generally.

                            NO WARRANTY

  15. BECAUSE THE LIBRARY IS LICENSED FREE OF CHARGE, THERE IS NO
WARRANTY FOR THE LIBRARY, TO THE EXTENT PERMITTED BY APPLICABLE LAW.
EXCEPT WHEN OTHERWISE STATED IN WRITING THE COPYRIGHT HOLDERS AND/OR
OTHER PARTIES PROVIDE THE LIBRARY "AS IS" WITHOUT WARRANTY OF ANY
KIND, EITHER EXPRESSED OR IMPLIED, INCLUDING, BUT NOT LIMITED TO, THE
IMPLIED WARRANTIES OF MERCHANTABILITY AND FITNESS FOR A PARTICULAR
PURPOSE.  THE ENTIRE RISK AS TO THE QUALITY AND PERFORMANCE OF THE
LIBRARY IS WITH YOU.  SHOULD THE LIBRARY PROVE DEFECTIVE, YOU ASSUME
THE COST OF ALL NECESSARY SERVICING, REPAIR OR CORRECTION.

  16. IN NO EVENT UNLESS REQUIRED BY APPLICABLE LAW OR AGREED TO IN
WRITING WILL ANY COPYRIGHT HOLDER, OR ANY OTHER PARTY WHO MAY MODIFY
AND/OR REDISTRIBUTE THE LIBRARY AS PERMITTED ABOVE, BE LIABLE TO YOU
FOR DAMAGES, INCLUDING ANY GENERAL, SPECIAL, INCIDENTAL OR
CONSEQUENTIAL DAMAGES ARISING OUT OF THE USE OR INABILITY TO USE THE
LIBRARY (INCLUDING BUT NOT LIMITED TO LOSS OF DATA OR DATA BEING
RENDERED INACCURATE OR LOSSES SUSTAINED BY YOU OR THIRD PARTIES OR A
FAILURE OF THE LIBRARY TO OPERATE WITH ANY OTHER SOFTWARE), EVEN IF
SUCH HOLDER OR OTHER PARTY HAS BEEN ADVISED OF THE POSSIBILITY OF SUCH
DAMAGES.

                     END OF TERMS AND CONDITIONS
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Erlang wrapper for Lexbor HTML parser via port interface.
This module provides a high-level API for parsing, querying, and manipulating HTML documents using the Lexbor C library. It supports both stateless operations (for one-shot parsing) and stateful operations (for multiple queries on the same document).
The implementation uses a pool of worker processes, each managing an independent C port to the Lexbor library. This provides:
	True parallelism across CPU cores
	Fault isolation - worker crashes don't affect other workers
	Thread safety through message passing
	Automatic recovery from crashes

[bookmark: Example_Usage]Example Usage
  % Start the application
  ok = lexbor_erl:start().
 
  % Stateless: parse and normalize HTML
  {ok, CleanHtml} = lexbor_erl:parse_serialize(<<"<p>Hello</p>">>).
 
  % Stateless: parse and select elements
  {ok, Elements} = lexbor_erl:select_html(<<"<div><p>A</p><p>B</p></div>">>, <<"p">>).
 
  % Stateful: parse once, query multiple times
  {ok, Doc} = lexbor_erl:parse(<<"<html><body><p class='a'>Hello</p></body></html>">>),
  {ok, Nodes} = lexbor_erl:select(Doc, <<"p.a">>),
  {ok, Html} = lexbor_erl:outer_html(Doc, hd(Nodes)),
  ok = lexbor_erl:release(Doc).
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    Functions
  


    
      
        alive()

      


        Check if the lexbor_erl service is alive and ready.



    


    
      
        append_child(DocId, _, _)

      


        Append a child node to a parent element.



    


    
      
        append_content(DocId, Selector, Html)

      


        Append HTML content to all elements matching a CSS selector.



    


    
      
        create_element(DocId, TagName)

      


        Create a new element node.



    


    
      
        get_attribute(DocId, _, AttrName)

      


        Get an attribute value from an element node.



    


    
      
        get_text(DocId, _)

      


        Get the text content of a node.



    


    
      
        inner_html(DocId, _)

      


        Get the inner HTML of a node.



    


    
      
        insert_after_content(DocId, Selector, Html)

      


        Insert HTML content after all elements matching a CSS selector.



    


    
      
        insert_before(DocId, _, _, _)

      


        Insert a node before a reference node.



    


    
      
        insert_before_content(DocId, Selector, Html)

      


        Insert HTML content before all elements matching a CSS selector.



    


    
      
        outer_html(DocId, _)

      


        Get the outer HTML of a node.



    


    
      
        parse(Html)

      


        Parse HTML and return a document handle (stateful operation).



    


    
      
        parse_serialize(Html)

      


        Parse HTML and serialize it back (stateless operation).



    


    
      
        parse_stream_begin()

      


        Begin a streaming parse session.



    


    
      
        parse_stream_chunk(SessionId, Chunk)

      


        Feed a chunk of HTML to a streaming parse session.



    


    
      
        parse_stream_end(SessionId)

      


        Finalize a streaming parse session and get the document.



    


    
      
        prepend_content(DocId, Selector, Html)

      


        Prepend HTML content to all elements matching a CSS selector.



    


    
      
        release(DocId)

      


        Release a document and free its resources.



    


    
      
        remove_attribute(DocId, _, AttrName)

      


        Remove an attribute from an element node.



    


    
      
        remove_node(DocId, _)

      


        Remove a node from its parent.



    


    
      
        replace_content(DocId, Selector, Html)

      


        Replace all elements matching a CSS selector with HTML content.



    


    
      
        select(DocId, Css)

      


        Select nodes from a document using a CSS selector.



    


    
      
        select_html(Html, Css)

      


        Parse HTML and select elements by CSS selector (stateless operation).



    


    
      
        serialize(DocId)

      


        Serialize the entire document to HTML.



    


    
      
        set_attribute(DocId, _, AttrName, Value)

      


        Set an attribute value on an element node.



    


    
      
        set_inner_html(DocId, _, Html)

      


        Set the inner HTML of a node.



    


    
      
        set_text(DocId, _, Text)

      


        Set the text content of a node.



    


    
      
        start()

      


        Start the lexbor_erl application and its dependencies.



    


    
      
        stop()

      


        Stop the lexbor_erl application.



    





      


      
        Types


        


  
    
      
    
    
      doc_id/0
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          -type html_bin() :: binary() | iolist().
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          -type node_ref() :: {node, integer()}.
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          -type result(T) :: {ok, T} | {error, term()}.
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          -type selector() :: binary().
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          -type session_id() :: integer().


      



  


        

      

      
        Functions


        


  
    
      
    
    
      alive()



        
          
        

    

  


  

      

          -spec alive() -> boolean().


      


Check if the lexbor_erl service is alive and ready.
Returns true if at least one worker is alive and ready to accept requests.

  



  
    
      
    
    
      append_child(DocId, _, _)



        
          
        

    

  


  

      

          -spec append_child(doc_id(), node_ref(), node_ref()) -> ok | {error, term()}.


      


Append a child node to a parent element.
Adds the child node as the last child of the parent. If the child was previously attached elsewhere, it will be moved to the new location.
[bookmark: Example]Example
  {ok, Doc} = lexbor_erl:parse(<<"<ul id='list'></ul>">>),
  {ok, [List]} = lexbor_erl:select(Doc, <<"#list">>),
  {ok, Item} = lexbor_erl:create_element(Doc, <<"li">>),
  ok = lexbor_erl:set_text(Doc, Item, <<"Item 1">>),
  ok = lexbor_erl:append_child(Doc, List, Item),

  



  
    
      
    
    
      append_content(DocId, Selector, Html)



        
          
        

    

  


  

      

          -spec append_content(doc_id(), selector(), html_bin()) -> {ok, non_neg_integer()} | {error, term()}.


      


Append HTML content to all elements matching a CSS selector.
Parses the CSS selector to find all matching elements in the document, then parses the HTML content and appends it as children to each matched element. Returns the number of elements that were modified.
This is a high-level operation that combines selector matching, HTML parsing, and DOM manipulation in a single atomic operation.
Note: This operation works on full HTML5 documents. The document is always serialized as complete HTML5. Scope extraction (body_children, body, head) is handled by ModestEx using regex after receiving the full HTML output.
[bookmark: Example]Example
  {ok, Doc} = lexbor_erl:parse(<<"<div><p>Hello</p></div>">>),
  {ok, 1} = lexbor_erl:append_content(Doc, <<"div">>, <<"<p>World</p>">>),
  {ok, Html} = lexbor_erl:serialize(Doc),
  % Html = <<"<!DOCTYPE html><html>...><div><p>Hello</p><p>World</p></div>...</html>">>
  ok = lexbor_erl:release(Doc).
[bookmark: Error_Handling]Error Handling
Returns errors for:
	doc_not_found - Document ID is invalid
	invalid_selector - CSS selector syntax error
	css_parser_create_failed - Failed to create CSS parser
	css_parser_init_failed - Failed to initialize CSS parser
	selectors_create_failed - Failed to create selectors engine
	selectors_init_failed - Failed to initialize selectors engine
	selector_match_failed - Selector matching failed
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          -spec create_element(doc_id(), binary()) -> {ok, node_ref()} | {error, term()}.


      


Create a new element node.
Creates a new element with the specified tag name. The element is created but not attached to the document tree. Use append_child/3 or insert_before/4 to add it to the document.
[bookmark: Example]Example
  {ok, Doc} = lexbor_erl:parse(<<"<html><body></body></html>">>),
  {ok, NewDiv} = lexbor_erl:create_element(Doc, <<"div">>),
  ok = lexbor_erl:set_attribute(Doc, NewDiv, <<"id">>, <<"new">>),
  ok = lexbor_erl:set_text(Doc, NewDiv, <<"New content">>),
  {ok, [Body]} = lexbor_erl:select(Doc, <<"body">>),
  ok = lexbor_erl:append_child(Doc, Body, NewDiv),

  



  
    
      
    
    
      get_attribute(DocId, _, AttrName)



        
          
        

    

  


  

      

          -spec get_attribute(doc_id(), node_ref(), binary()) -> {ok, binary() | undefined} | {error, term()}.


      


Get an attribute value from an element node.
Retrieves the value of a specified attribute from an element node. Returns {ok, undefined} if the attribute does not exist.
Only works on element nodes - other node types will return an error.
[bookmark: Example]Example
  {ok, Doc} = lexbor_erl:parse(<<"<a href='/home' class='link'>Home</a>">>),
  {ok, [Link]} = lexbor_erl:select(Doc, <<"a">>),
  {ok, Href} = lexbor_erl:get_attribute(Doc, Link, <<"href">>),
  % Href: <<"/home">>
  {ok, Title} = lexbor_erl:get_attribute(Doc, Link, <<"title">>),
  % Title: undefined (attribute doesn't exist)

  



  
    
      
    
    
      get_text(DocId, _)



        
          
        

    

  


  

      

          -spec get_text(doc_id(), node_ref()) -> {ok, binary()} | {error, term()}.


      


Get the text content of a node.
Extracts all text content from the node and its descendants, without any HTML tags. This recursively collects all text nodes within the element.
[bookmark: Example]Example
  {ok, Doc} = lexbor_erl:parse(<<"<div>Hello <b>World</b>!</div>">>),
  {ok, [Div]} = lexbor_erl:select(Doc, <<"div">>),
  {ok, Text} = lexbor_erl:get_text(Doc, Div),
  % Text: <<"Hello World!">>

  



  
    
      
    
    
      inner_html(DocId, _)



        
          
        

    

  


  

      

          -spec inner_html(doc_id(), node_ref()) -> {ok, binary()} | {error, term()}.


      


Get the inner HTML of a node.
Returns the HTML content of all children, excluding the element's own tags. Similar to outer_html/2 but without the container element.
[bookmark: Example]Example
  {ok, Doc} = lexbor_erl:parse(<<"<div><p>Hello</p><p>World</p></div>">>),
  {ok, [Div]} = lexbor_erl:select(Doc, <<"div">>),
  {ok, Inner} = lexbor_erl:inner_html(Doc, Div),
  % Inner: <<"<p>Hello</p><p>World</p>">>

  



  
    
      
    
    
      insert_after_content(DocId, Selector, Html)



        
          
        

    

  


  

      

          -spec insert_after_content(doc_id(), selector(), html_bin()) ->
                              {ok, non_neg_integer()} | {error, term()}.


      


Insert HTML content after all elements matching a CSS selector.
Parses the CSS selector to find all matching elements in the document, then parses the HTML content and inserts it AFTER each matched element (as siblings, not as children). Returns the number of elements that were processed.
This is a high-level operation that combines selector matching, HTML parsing, and DOM manipulation in a single atomic operation.
Key difference from insert_before_content: While insert_before_content/3 inserts content BEFORE the matched elements, this function inserts content AFTER them. Both insert as siblings, not as children.
Note: This operation works on full HTML5 documents. The document is always serialized as complete HTML5. Scope extraction (body_children, body, head) is handled by ModestEx using regex after receiving the full HTML output.
[bookmark: Example]Example
  {ok, Doc} = lexbor_erl:parse(<<"<div><p>Hello</p></div>">>),
  {ok, 1} = lexbor_erl:insert_after_content(Doc, <<"p">>, <<"<p>World</p>">>),
  {ok, Html} = lexbor_erl:serialize(Doc),
  % Html = <<"<!DOCTYPE html><html>...><div><p>Hello</p><p>World</p></div>...</html>">>
  ok = lexbor_erl:release(Doc).
[bookmark: Edge_Cases]Edge Cases
	Elements without a parent (document root) are skipped
	Multiple consecutive matches are processed in document order
	Inserted nodes maintain their order (A, B inserted after target = target, A, B)

[bookmark: Error_Handling]Error Handling
Returns errors for:
	doc_not_found - Document ID is invalid
	invalid_selector - CSS selector syntax error
	css_parser_create_failed - Failed to create CSS parser
	css_parser_init_failed - Failed to initialize CSS parser
	selectors_create_failed - Failed to create selectors engine
	selectors_init_failed - Failed to initialize selectors engine
	selector_match_failed - Selector matching failed


  



  
    
      
    
    
      insert_before(DocId, _, _, _)



        
          
        

    

  


  

      

          -spec insert_before(doc_id(), node_ref(), node_ref(), node_ref()) -> ok | {error, term()}.


      


Insert a node before a reference node.
Inserts the new node as a child of parent, positioned before the reference node. The reference node must be a child of the parent.
[bookmark: Example]Example
  {ok, Doc} = lexbor_erl:parse(<<"<ul><li>Second</li></ul>">>),
  {ok, [List]} = lexbor_erl:select(Doc, <<"ul">>),
  {ok, [Second]} = lexbor_erl:select(Doc, <<"li">>),
  {ok, First} = lexbor_erl:create_element(Doc, <<"li">>),
  ok = lexbor_erl:set_text(Doc, First, <<"First">>),
  ok = lexbor_erl:insert_before(Doc, List, First, Second),
  % Now: <ul><li>First</li><li>Second</li></ul>

  



  
    
      
    
    
      insert_before_content(DocId, Selector, Html)



        
          
        

    

  


  

      

          -spec insert_before_content(doc_id(), selector(), html_bin()) ->
                               {ok, non_neg_integer()} | {error, term()}.


      


Insert HTML content before all elements matching a CSS selector.
Parses the CSS selector to find all matching elements in the document, then parses the HTML content and inserts it BEFORE each matched element (as siblings, not as children). Returns the number of elements that were processed.
This is a high-level operation that combines selector matching, HTML parsing, and DOM manipulation in a single atomic operation.
Key difference from append/prepend: While append_content/3 and prepend_content/3 insert content as CHILDREN of the matched elements, this function inserts content as SIBLINGS (before the matched element in its parent's child list).
Note: This operation works on full HTML5 documents. The document is always serialized as complete HTML5. Scope extraction (body_children, body, head) is handled by ModestEx using regex after receiving the full HTML output.
[bookmark: Example]Example
  {ok, Doc} = lexbor_erl:parse(<<"<div><p>World</p></div>">>),
  {ok, 1} = lexbor_erl:insert_before_content(Doc, <<"p">>, <<"<p>Hello</p>">>),
  {ok, Html} = lexbor_erl:serialize(Doc),
  % Html = <<"<!DOCTYPE html><html>...><div><p>Hello</p><p>World</p></div>...</html>">>
  ok = lexbor_erl:release(Doc).
[bookmark: Edge_Cases]Edge Cases
	Elements without a parent (document root) are skipped
	Multiple consecutive matches are processed in document order
	Earlier insertions don't affect positions of later matched elements

[bookmark: Error_Handling]Error Handling
Returns errors for:
	doc_not_found - Document ID is invalid
	invalid_selector - CSS selector syntax error
	css_parser_create_failed - Failed to create CSS parser
	css_parser_init_failed - Failed to initialize CSS parser
	selectors_create_failed - Failed to create selectors engine
	selectors_init_failed - Failed to initialize selectors engine
	selector_match_failed - Selector matching failed


  



  
    
      
    
    
      outer_html(DocId, _)



        
          
        

    

  


  

      

          -spec outer_html(doc_id(), node_ref()) -> result(binary()).


      


Get the outer HTML of a node.
Returns the HTML representation of a node, including the node itself and all its descendants. The node handle must be from a select/2 operation on the same document.
[bookmark: Example]Example
  {ok, Doc} = lexbor_erl:parse(<<"<div><p>Hello</p></div>">>),
  {ok, [Node]} = lexbor_erl:select(Doc, <<"p">>),
  {ok, Html} = lexbor_erl:outer_html(Doc, Node),
  % Html: <<"<p>Hello</p>">>
  ok = lexbor_erl:release(Doc).
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          -spec parse(html_bin()) -> result(doc_id()).


      


Parse HTML and return a document handle (stateful operation).
Parses HTML and stores the document in a worker's memory. Returns an opaque document ID that can be used for subsequent operations like select/2 and outer_html/2.
Important: You must call release/1 when done with the document to free resources. Documents are stored in C memory and are not garbage collected automatically.
The document is assigned to a worker and all subsequent operations on this document will be routed to the same worker automatically.
[bookmark: Example]Example
  {ok, Doc} = lexbor_erl:parse(<<"<html><body><p>Hello</p></body></html>">>),
  % ... perform operations on Doc ...
  ok = lexbor_erl:release(Doc).  % Don't forget to release!

  



  
    
      
    
    
      parse_serialize(Html)



        
          
        

    

  


  

      

          -spec parse_serialize(html_bin()) -> result(binary()).


      


Parse HTML and serialize it back (stateless operation).
This is a minimal round-trip operation that parses HTML and returns the normalized/serialized form. Useful for cleaning up malformed HTML.
This is a stateless operation - the document is not retained in memory after the call completes. Use parse/1 if you need to perform multiple operations on the same document.
[bookmark: Example]Example
  {ok, Clean} = lexbor_erl:parse_serialize(<<"<p>Hello<br>World">>).
  % Returns: {ok, <<"<html><head></head><body><p>Hello<br>World</p></body></html>">>}

  



  
    
      
    
    
      parse_stream_begin()



        
          
        

    

  


  

      

          -spec parse_stream_begin() -> result(session_id()).


      


Begin a streaming parse session.
Starts a new streaming parse session that allows you to feed HTML content incrementally as chunks. This is useful for parsing very large documents or when HTML is arriving over a network connection.
After calling this, use parse_stream_chunk/2 to feed chunks, and parse_stream_end/1 to finalize and get the document.
The session is stateful and tied to a specific worker. All chunks for this session will be routed to the same worker automatically.
[bookmark: Example]Example
  {ok, Session} = lexbor_erl:parse_stream_begin(),
  ok = lexbor_erl:parse_stream_chunk(Session, <<"<html><body>">>),
  ok = lexbor_erl:parse_stream_chunk(Session, <<"<p>Hello</p>">>),
  ok = lexbor_erl:parse_stream_chunk(Session, <<"</body></html>">>),
  {ok, Doc} = lexbor_erl:parse_stream_end(Session),
  % Now use Doc like any other document
  ok = lexbor_erl:release(Doc).

  



  
    
      
    
    
      parse_stream_chunk(SessionId, Chunk)



        
          
        

    

  


  

      

          -spec parse_stream_chunk(session_id(), html_bin()) -> ok | {error, term()}.


      


Feed a chunk of HTML to a streaming parse session.
Sends a chunk of HTML data to an ongoing parse session. The chunk can be of any size and the HTML does not need to be complete at chunk boundaries (e.g., you can split in the middle of a tag).
The parser will buffer incomplete elements internally and continue parsing as more chunks arrive.
[bookmark: Example]Example
  {ok, Session} = lexbor_erl:parse_stream_begin(),
  ok = lexbor_erl:parse_stream_chunk(Session, <<"<div><p>Part 1">>),
  ok = lexbor_erl:parse_stream_chunk(Session, <<" Part 2</p></div>">>),
  {ok, Doc} = lexbor_erl:parse_stream_end(Session).

  



  
    
      
    
    
      parse_stream_end(SessionId)



        
          
        

    

  


  

      

          -spec parse_stream_end(session_id()) -> result(doc_id()).


      


Finalize a streaming parse session and get the document.
Completes the streaming parse, finalizes the DOM tree, and returns a document handle that can be used with all normal document operations like select/2, outer_html/2, etc.
After calling this, the session is closed and cannot accept more chunks. The returned document must be released with release/1 when done.
[bookmark: Example]Example
  {ok, Session} = lexbor_erl:parse_stream_begin(),
  lists:foreach(
      fun(Chunk) -> ok = lexbor_erl:parse_stream_chunk(Session, Chunk) end,
      HtmlChunks
  ),
  {ok, Doc} = lexbor_erl:parse_stream_end(Session),
  {ok, Nodes} = lexbor_erl:select(Doc, <<"p">>),
  ok = lexbor_erl:release(Doc).

  



  
    
      
    
    
      prepend_content(DocId, Selector, Html)



        
          
        

    

  


  

      

          -spec prepend_content(doc_id(), selector(), html_bin()) -> {ok, non_neg_integer()} | {error, term()}.


      


Prepend HTML content to all elements matching a CSS selector.
Parses the CSS selector to find all matching elements in the document, then parses the HTML content and prepends it as children (before existing children) to each matched element. Returns the number of elements that were modified.
This is a high-level operation that combines selector matching, HTML parsing, and DOM manipulation in a single atomic operation.
Note: This operation works on full HTML5 documents. The document is always serialized as complete HTML5. Scope extraction (body_children, body, head) is handled by ModestEx using regex after receiving the full HTML output.
[bookmark: Example]Example
  {ok, Doc} = lexbor_erl:parse(<<"<div><p>World</p></div>">>),
  {ok, 1} = lexbor_erl:prepend_content(Doc, <<"div">>, <<"<p>Hello</p>">>),
  {ok, Html} = lexbor_erl:serialize(Doc),
  % Html = <<"<!DOCTYPE html><html>...><div><p>Hello</p><p>World</p></div>...</html>">>
  ok = lexbor_erl:release(Doc).
[bookmark: Key_Difference_from_append_content/3]Key Difference from append_content/3
While append_content/3 adds content as the last child, prepend_content/3 adds content as the first child. When multiple nodes are prepended, they are inserted in forward order to maintain their relative positions.
[bookmark: Error_Handling]Error Handling
Returns errors for:
	doc_not_found - Document ID is invalid
	invalid_selector - CSS selector syntax error
	css_parser_create_failed - Failed to create CSS parser
	css_parser_init_failed - Failed to initialize CSS parser
	selectors_create_failed - Failed to create selectors engine
	selectors_init_failed - Failed to initialize selectors engine
	selector_match_failed - Selector matching failed


  



  
    
      
    
    
      release(DocId)



        
          
        

    

  


  

      

          -spec release(doc_id()) -> ok | {error, term()}.


      


Release a document and free its resources.
Frees the memory associated with a parsed document. After calling this, the DocId becomes invalid and any further operations on it will fail.
This MUST be called for every document created with parse/1 to avoid memory leaks in the C layer.
[bookmark: Example]Example
  {ok, Doc} = lexbor_erl:parse(<<"<p>Hello</p>">>),
  % ... use Doc ...
  ok = lexbor_erl:release(Doc).
  % Doc is now invalid

  



  
    
      
    
    
      remove_attribute(DocId, _, AttrName)



        
          
        

    

  


  

      

          -spec remove_attribute(doc_id(), node_ref(), binary()) -> ok | {error, term()}.


      


Remove an attribute from an element node.
Removes the specified attribute from the element if it exists. Returns success even if the attribute didn't exist.
Only works on element nodes - other node types will return an error.
[bookmark: Example]Example
  {ok, Doc} = lexbor_erl:parse(<<"<a href='/' target='_blank'>Link</a>">>),
  {ok, [Link]} = lexbor_erl:select(Doc, <<"a">>),
  ok = lexbor_erl:remove_attribute(Doc, Link, <<"target">>),
  {ok, Html} = lexbor_erl:outer_html(Doc, Link),
  % Html: <<"<a href=\"/\">Link</a>">>

  



  
    
      
    
    
      remove_node(DocId, _)



        
          
        

    

  


  

      

          -spec remove_node(doc_id(), node_ref()) -> ok | {error, term()}.


      


Remove a node from its parent.
Removes the node from its parent in the tree. The node is not destroyed and can potentially be reinserted elsewhere.
[bookmark: Example]Example
  {ok, Doc} = lexbor_erl:parse(<<"<div><p>Remove me</p><p>Keep</p></div>">>),
  {ok, Paragraphs} = lexbor_erl:select(Doc, <<"p">>),
  [ToRemove|_] = Paragraphs,
  ok = lexbor_erl:remove_node(Doc, ToRemove),
  % Now only one <p> remains

  



  
    
      
    
    
      replace_content(DocId, Selector, Html)



        
          
        

    

  


  

      

          -spec replace_content(doc_id(), selector(), html_bin()) -> {ok, non_neg_integer()} | {error, term()}.


      


Replace all elements matching a CSS selector with HTML content.
Parses the CSS selector to find all matching elements in the document, then parses the HTML content and replaces each matched element with the parsed content. The matched elements are removed from the document and destroyed to free memory. Returns the number of elements that were replaced.
This is a high-level operation that combines selector matching, HTML parsing, and DOM manipulation in a single atomic operation.
How it works: For each matched element, the new HTML content is inserted as siblings before the matched element, then the matched element is removed. This effectively replaces the element with the new content.
Note: This operation works on full HTML5 documents. The document is always serialized as complete HTML5. Scope extraction (body_children, body, head) is handled by ModestEx using regex after receiving the full HTML output.
[bookmark: Example]Example
  {ok, Doc} = lexbor_erl:parse(<<"<div><p>Old</p></div>">>),
  {ok, 1} = lexbor_erl:replace_content(Doc, <<"p">>, <<"<span>New</span>">>),
  {ok, Html} = lexbor_erl:serialize(Doc),
  % Html = <<"<!DOCTYPE html><html>...><div><span>New</span></div>...</html>">>
  ok = lexbor_erl:release(Doc).
[bookmark: Replacing_with_Multiple_Elements]Replacing with Multiple Elements
You can replace one element with multiple elements:
  {ok, Doc} = lexbor_erl:parse(<<"<div><p>Old</p></div>">>),
  {ok, 1} = lexbor_erl:replace_content(Doc, <<"p">>, <<"<span>A</span><span>B</span>">>),
  {ok, Html} = lexbor_erl:serialize(Doc),
  % Html = <<"<!DOCTYPE html><html>...><div><span>A</span><span>B</span></div>...</html>">>
[bookmark: Replacing_with_Empty_Content]Replacing with Empty Content
Replacing with empty string effectively removes the matched elements:
  {ok, Doc} = lexbor_erl:parse(<<"<div><p>Remove me</p></div>">>),
  {ok, 1} = lexbor_erl:replace_content(Doc, <<"p">>, <<"">>),
  {ok, Html} = lexbor_erl:serialize(Doc),
  % Html = <<"<!DOCTYPE html><html>...><div></div>...</html>">>
[bookmark: Edge_Cases]Edge Cases
	Elements without a parent (document root) are skipped
	Multiple matches are processed in document order
	Replaced elements are destroyed and cannot be recovered

[bookmark: Error_Handling]Error Handling
Returns errors for:
	doc_not_found - Document ID is invalid
	invalid_selector - CSS selector syntax error
	css_parser_create_failed - Failed to create CSS parser
	css_parser_init_failed - Failed to initialize CSS parser
	selectors_create_failed - Failed to create selectors engine
	selectors_init_failed - Failed to initialize selectors engine
	selector_match_failed - Selector matching failed


  



  
    
      
    
    
      select(DocId, Css)



        
          
        

    

  


  

      

          -spec select(doc_id(), selector()) -> result([node_ref()]).


      


Select nodes from a document using a CSS selector.
Queries a parsed document using a CSS selector and returns handles to all matching nodes. The node handles can be used with outer_html/2 to retrieve the HTML content.
Supports most CSS3 selectors including:
	Element selectors: "p", "div"
	Class selectors: ".class", "p.class"
	ID selectors: "#id", "div#id"
	Attribute selectors: "[attr]", "[attr=value]"
	Combinators: "div p" (descendant), "div > p" (child)
	Pseudo-classes: ":first-child", ":nth-child(n)"

[bookmark: Example]Example
  {ok, Doc} = lexbor_erl:parse(<<"<div><p class='a'>A</p><p class='b'>B</p></div>">>),
  {ok, Nodes} = lexbor_erl:select(Doc, <<"p.a">>),
  % Nodes: [{node, NodeHandle}]
  ok = lexbor_erl:release(Doc).

  



  
    
      
    
    
      select_html(Html, Css)



        
          
        

    

  


  

      

          -spec select_html(html_bin(), selector()) -> result([binary()]).


      


Parse HTML and select elements by CSS selector (stateless operation).
Single-shot operation that parses HTML, selects matching elements using a CSS selector, and returns the outer HTML of each match.
This is stateless - the document is not retained after the call. Use parse/1 + select/2 + outer_html/2 for stateful operations with better performance for multiple queries.
[bookmark: Example]Example
  Html = <<"<div><p class='a'>First</p><p class='b'>Second</p></div>">>,
  {ok, Elements} = lexbor_erl:select_html(Html, <<"p.a">>).
  % Returns: {ok, [<<"<p class=\"a\">First</p>">>]}

  



  
    
      
    
    
      serialize(DocId)



        
          
        

    

  


  

      

          -spec serialize(doc_id()) -> {ok, binary()} | {error, term()}.


      


Serialize the entire document to HTML.
Returns the complete HTML representation of the document, including the doctype and all elements. Use this after making modifications to get the final HTML output.
[bookmark: Example]Example
  {ok, Doc} = lexbor_erl:parse(<<"<div>Hello</div>">>),
  {ok, [Div]} = lexbor_erl:select(Doc, <<"div">>),
  ok = lexbor_erl:set_attribute(Doc, Div, <<"id">>, <<"main">>),
  {ok, FinalHtml} = lexbor_erl:serialize(Doc),
  % FinalHtml: <<"<html><head></head><body><div id=\"main\">Hello</div></body></html>">>

  



  
    
      
    
    
      set_attribute(DocId, _, AttrName, Value)



        
          
        

    

  


  

      

          -spec set_attribute(doc_id(), node_ref(), binary(), binary()) -> ok | {error, term()}.


      


Set an attribute value on an element node.
Sets the specified attribute to the given value. If the attribute already exists, its value is updated. If it doesn't exist, it's created.
Only works on element nodes - other node types will return an error.
[bookmark: Example]Example
  {ok, Doc} = lexbor_erl:parse(<<"<a href='/old'>Link</a>">>),
  {ok, [Link]} = lexbor_erl:select(Doc, <<"a">>),
  ok = lexbor_erl:set_attribute(Doc, Link, <<"href">>, <<"/new">>),
  ok = lexbor_erl:set_attribute(Doc, Link, <<"target">>, <<"_blank">>),
  {ok, Html} = lexbor_erl:outer_html(Doc, Link),
  % Html: <<"<a href=\"/new\" target=\"_blank\">Link</a>">>

  



  
    
      
    
    
      set_inner_html(DocId, _, Html)



        
          
        

    

  


  

      

          -spec set_inner_html(doc_id(), node_ref(), binary()) -> ok | {error, term()}.


      


Set the inner HTML of a node.
Parses the HTML string and replaces all children of the element with the parsed content. The HTML is parsed in the context of the element's tag.
Warning: Be careful with untrusted input as this directly parses HTML. Consider using set_text/3 for plain text content.
[bookmark: Example]Example
  {ok, Doc} = lexbor_erl:parse(<<"<div>Old</div>">>),
  {ok, [Div]} = lexbor_erl:select(Doc, <<"div">>),
  ok = lexbor_erl:set_inner_html(Doc, Div, <<"<p>New</p><p>Content</p>">>),
  {ok, Html} = lexbor_erl:outer_html(Doc, Div),
  % Html: <<"<div><p>New</p><p>Content</p></div>">>

  



  
    
      
    
    
      set_text(DocId, _, Text)



        
          
        

    

  


  

      

          -spec set_text(doc_id(), node_ref(), binary()) -> ok | {error, term()}.


      


Set the text content of a node.
Replaces all children of the node with a single text node containing the specified text. Any existing child elements will be removed.
[bookmark: Example]Example
  {ok, Doc} = lexbor_erl:parse(<<"<div>Old <b>text</b></div>">>),
  {ok, [Div]} = lexbor_erl:select(Doc, <<"div">>),
  ok = lexbor_erl:set_text(Doc, Div, <<"New text">>),
  {ok, Html} = lexbor_erl:outer_html(Doc, Div),
  % Html: <<"<div>New text</div>">>

  



  
    
      
    
    
      start()



        
          
        

    

  


  

      

          -spec start() -> ok | {error, term()}.


      


Start the lexbor_erl application and its dependencies.
This starts the worker pool and all necessary processes. The pool size can be configured via application environment or defaults to the number of scheduler threads.
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          -spec stop() -> ok.


      


Stop the lexbor_erl application.
This shuts down all workers and releases all resources. Any documents held by the application will be lost.

  


        

      


  

    
lexbor_erl_app 
    



      
OTP application behavior for lexbor_erl.
Starts the supervisor tree with a configured pool size. The pool size defaults to the number of scheduler threads if not configured.
Configuration example:
  {lexbor_erl, [
    {pool_size, 8},           % Number of workers (default: schedulers_online)
    {op_timeout_ms, 3000}     % Operation timeout (default: 3000ms)
  ]}
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    Functions
  


    
      
        start(Type, Args)

      


        Start the application and supervisor tree.



    


    
      
        stop(State)

      


        Stop the application.



    





      


      
        Functions


        


  
    
      
    
    
      start(Type, Args)



        
          
        

    

  


  

Start the application and supervisor tree.
Reads the pool_size configuration or uses the number of scheduler threads as the default.

  



  
    
      
    
    
      stop(State)



        
          
        

    

  


  

Stop the application.

  


        

      


  

    
lexbor_erl_pool 
    



      
Worker pool coordinator for lexbor_erl.
This module manages a pool of worker processes and routes requests to them. It implements intelligent routing based on operation type:
	Stateless operations: Time-based hash distribution across workers
	New documents: Assigned to worker via time-based selection
	Stateful operations: Routed by DocId to ensure same worker

The pool uses DocId encoding to embed worker information, allowing stateful operations to automatically route to the correct worker.
Workers are discovered dynamically by registered name, allowing them to be supervised independently. This provides fault isolation - if a worker crashes, only that worker restarts.
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        Check if the pool is alive and has at least one worker.
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        Get the configured pool size.
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        Start the pool coordinator.
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          -spec alive() -> boolean().


      


Check if the pool is alive and has at least one worker.
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          -spec call(undefined | {new_doc, pos_integer()} | non_neg_integer(), {binary(), binary()}) ->
              {ok, binary()} | {error, term()}.
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          -spec get_pool_size() -> pos_integer().


      


Get the configured pool size.
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          -spec start_link(pos_integer()) -> {ok, pid()} | {error, term()}.


      


Start the pool coordinator.
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          -spec call(binary(), binary()) -> {ok, binary()} | {error, term()}.
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lexbor_erl_sup 
    



      
Top-level supervisor for lexbor_erl application.
This supervisor manages both the pool coordinator and all worker processes using a one_for_one strategy. This provides:
	Individual worker restart: Only crashed worker restarts
	Fault isolation: Worker crashes don't affect other workers
	Limited blast radius: Only documents on crashed worker are lost
	Automatic recovery: Workers rejoin pool after restart

The pool coordinator is started first, followed by all worker processes. Each worker is supervised independently.
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        start_link(PoolSize)

      


        Start the supervisor with the specified pool size.
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          -spec start_link(pos_integer()) -> {ok, pid()} | {error, term()}.


      


Start the supervisor with the specified pool size.
Creates the pool coordinator and all worker processes.

  


        

      


  

    
lexbor_erl_worker 
    



      
Individual worker process managing a Lexbor C port.
Each worker manages an independent C port process that communicates with the Lexbor library. Workers are:
	Single-threaded: Process one request at a time
	Isolated: Have their own document registry
	Supervised: Restarted independently if they crash
	Registered: Can be discovered by name

Workers register themselves with a unique name based on their worker ID, allowing the pool to discover them dynamically and enabling independent supervision.
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        Send a command to a worker and wait for reply.
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        Start a worker and register it with a unique name.
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        Generate the registered name for a worker.
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          -spec call(pid(), binary(), binary()) -> {ok, binary()} | {error, term()}.


      


Send a command to a worker and wait for reply.
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      start_link(WorkerId)



        
          
        

    

  


  

      

          -spec start_link(pos_integer()) -> {ok, pid()} | {error, term()}.


      


Start a worker and register it with a unique name.
The worker opens a port to the Lexbor C executable and registers itself as lexbor_erl_worker_N where N is the WorkerId.
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Generate the registered name for a worker.
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