

    

        llm_composer

        v0.12.0



    


  

    Table of contents

    
      



      	LlmComposer





        	
          
            	Modules
              



      	LlmComposer


      	LlmComposer.Cache.Behaviour


      	LlmComposer.Cache.Ets


      	LlmComposer.Cost.CostAssembler


      	LlmComposer.Cost.Fetchers.ModelsDev


      	LlmComposer.Cost.Fetchers.OpenRouter


      	LlmComposer.Cost.Pricing


      	LlmComposer.CostInfo


      	LlmComposer.Errors


      	LlmComposer.Function


      	LlmComposer.FunctionCall


      	LlmComposer.Helpers


      	LlmComposer.HttpClient


      	LlmComposer.LlmResponse


      	LlmComposer.Message


      	LlmComposer.Provider


      	LlmComposer.ProviderRouter


      	LlmComposer.ProviderRouter.Simple


      	LlmComposer.Providers.Bedrock


      	LlmComposer.Providers.Google


      	LlmComposer.Providers.Ollama


      	LlmComposer.Providers.OpenAI


      	LlmComposer.Providers.OpenRouter


      	LlmComposer.ProvidersRunner


      	LlmComposer.Settings





    	Exceptions
      


      	LlmComposer.Errors.MissingKeyError



      

    



              

            

          

        



      

    

  

    
LlmComposer
    

LlmComposer is an Elixir library that simplifies the interaction with large language models (LLMs) such as OpenAI's GPT, providing a streamlined way to build and execute LLM-based applications or chatbots. It currently supports multiple model providers, including OpenAI, OpenRouter, Ollama, Bedrock, and Google (Gemini), with features like auto-execution of functions and customizable prompts to cater to different use cases.
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  Installation


If available in Hex, the package can be installed
by adding llm_composer to your list of dependencies in mix.exs:
def deps do
  [
    {:llm_composer, "~> 0.11.0"}
  ]
end

  
    
  
  Tesla Configuration


LlmComposer uses Tesla for HTTP requests. You can configure the Tesla adapter globally for optimal performance, especially when using streaming responses:
# In your config/config.exs or application startup
Application.put_env(:llm_composer, :tesla_adapter, {Tesla.Adapter.Finch, name: MyFinch})

# Start Finch in your application supervision tree or manually
{:ok, _finch} = Finch.start_link(name: MyFinch, pools: %{default: [protocols: [:http1]]})
Recommended Tesla adapters:
	Finch (recommended): Best for streaming and production use
	Gun: For advanced HTTP/2 support

Note: When using streaming responses, Finch is the recommended adapter as it provides better streaming support and performance.

  
    
  
  Provider Compatibility


The following table shows which features are supported by each provider:
	Feature	OpenAI	OpenRouter	Ollama	Bedrock	Google
	Basic Chat	✅	✅	✅	✅	✅
	Streaming	✅	✅	✅	❌	✅
	Function Calls	✅	✅	❌	❌	✅
	Auto Function Execution	✅	✅	❌	❌	✅
	Structured Outputs	✅	✅	❌	❌	✅
	Cost Tracking	✅	✅	❌	❌	✅
	Fallback Models	❌	✅	❌	❌	❌
	Provider Routing	❌	✅	❌	❌	❌


  
    
  
  Notes:


	OpenRouter offers the most comprehensive feature set, including unique capabilities like fallback models and provider routing
	Google provides full feature support including function calls, structured outputs, and streaming with Gemini models
	Bedrock support is provided via AWS ExAws integration and requires proper AWS configuration
	Ollama requires an ollama server instance to be running
	Function Calls require the provider to support OpenAI-compatible function calling format
	Streaming is not compatible with Tesla retries.


  
    
  
  Usage



  
    
  
  Simple Bot Definition


To create a basic chatbot using LlmComposer, you need to define a Settings struct and use either run_completion or simple_chat. The example below demonstrates a simple configuration with OpenAI as the model provider:
Application.put_env(:llm_composer, :open_ai, api_key: "<your api key>")

defmodule MyChat do

  @settings %LlmComposer.Settings{
    providers: [
      {LlmComposer.Providers.OpenAI, [model: "gpt-4.1-mini"]}
    ],
    system_prompt: "You are a helpful assistant."
  }

  def simple_chat(msg) do
    LlmComposer.simple_chat(@settings, msg)
  end
end

{:ok, res} = MyChat.simple_chat("hi")

IO.inspect(res.main_response)
Example of execution:
mix run sample.ex

16:41:07.594 [debug] input_tokens=18, output_tokens=9
LlmComposer.Message.new(
  :assistant,
  "Hello! How can I assist you today?"
)
This will trigger a conversation with the assistant based on the provided system prompt.

  
    
  
  Using message history


For more control over the interactions, basically to send the messages history and track the context, you can use the run_completion/3 function directly.
Here’s an example that demonstrates how to use run_completion with a custom message flow:
Application.put_env(:llm_composer, :open_ai, api_key: "<your api key>")

defmodule MyCustomChat do

  @settings %LlmComposer.Settings{
    providers: [
      {LlmComposer.Providers.OpenAI, [model: "gpt-4.1-mini"]}
    ],
    system_prompt: "You are an assistant specialized in history.",
    functions: []
  }

  def run_custom_chat() do
    # Define a conversation history with user and assistant messages
    messages = [
      LlmComposer.Message.new(:user, "What is the Roman Empire?"),
      LlmComposer.Message.new(:assistant, "The Roman Empire was a period of ancient Roman civilization with an autocratic government."),
      LlmComposer.Message.new(:user, "When did it begin?")
    ]

    {:ok, res} = LlmComposer.run_completion(@settings, messages)

    res.main_response
  end
end

IO.inspect(MyCustomChat.run_custom_chat())
Example of execution:
mix run custom_chat.ex

16:45:10.123 [debug] input_tokens=85, output_tokens=47
LlmComposer.Message.new(
  :assistant,
  "The Roman Empire began in 27 B.C. after the end of the Roman Republic, and it continued until 476 A.D. in the West."
)

  
    
  
  Using Ollama Backend


LlmComposer also supports the Ollama backend, allowing interaction with models hosted on Ollama.
Make sure to start the Ollama server first.
# Set the Ollama URI in the application environment if not already configured
# Application.put_env(:llm_composer, :ollama, url: "http://localhost:11434")

defmodule MyChat do

  @settings %LlmComposer.Settings{
    providers: [
      {LlmComposer.Providers.Ollama, [model: "llama3.1"]}
    ],
    system_prompt: "You are a helpful assistant."
  }

  def simple_chat(msg) do
    LlmComposer.simple_chat(@settings, msg)
  end
end

{:ok, res} = MyChat.simple_chat("hi")

IO.inspect(res.main_response)
Example of execution:
mix run sample_ollama.ex

17:08:34.271 [debug] input_tokens=<empty>, output_tokens=<empty>
LlmComposer.Message.new(
  :assistant,
  "How can I assist you today?",
  %{
    original: %{
      "content" => "How can I assist you today?",
      "role" => "assistant"
    }
  }
)
Note: Ollama does not provide token usage information, so input_tokens and output_tokens will always be empty in debug logs and response metadata. Function calls are also not supported with Ollama.

  
    
  
  Using OpenRouter


LlmComposer supports integration with OpenRouter, giving you access to a variety of LLM models through a single API compatible with OpenAI's interface. It also supports OpenRouter's feature of setting fallback models.
To use OpenRouter with LlmComposer, you'll need to:
	Sign up for an API key from OpenRouter
	Configure your application to use OpenRouter's endpoint

Here's a complete example:
# Configure the OpenRouter API key and endpoint
Application.put_env(:llm_composer, :open_router, api_key: "<your openrouter api key>")

defmodule MyOpenRouterChat do
  @settings %LlmComposer.Settings{
    providers: [
      {LlmComposer.Providers.OpenRouter,
       [
         model: "anthropic/claude-3-sonnet",
         models: ["openai/gpt-4.1", "fallback-model2"],
         provider_routing: %{
           order: ["openai", "azure"]
         }
       ]}
    ],
    system_prompt: "You are a SAAS consultant"
  }

  def simple_chat(msg) do
    LlmComposer.simple_chat(@settings, msg)
  end
end

{:ok, res} = MyOpenRouterChat.simple_chat("Why doofinder is so awesome?")

IO.inspect(res.main_response)
Example of execution:
mix run openrouter_sample.ex

17:12:45.124 [debug] input_tokens=42, output_tokens=156
LlmComposer.Message.new(
  :assistant,
  "Doofinder is an excellent site search solution for ecommerce websites. Here are some reasons why Doofinder is considered awesome:...
)
Automatic Cost Tracking with OpenRouter
OpenRouter supports automatic cost tracking without manual pricing configuration. When track_costs: true is enabled, LlmComposer automatically fetches real-time pricing data from OpenRouter's API and calculates costs based on actual token usage.
# Configure the OpenRouter API key
Application.put_env(:llm_composer, :open_router, api_key: "<your openrouter api key>")

defmodule MyOpenRouterAutoCostChat do
  @settings %LlmComposer.Settings{
    providers: [
      {LlmComposer.Providers.OpenRouter,
       [
         model: "anthropic/claude-3-haiku:beta",
         track_costs: true  # Enables automatic cost tracking
       ]}
    ],
    system_prompt: "You are a helpful assistant."
  }

  def simple_chat(msg) do
    LlmComposer.simple_chat(@settings, msg)
  end
end

{:ok, res} = MyOpenRouterAutoCostChat.simple_chat("Explain quantum computing")

# Access automatic cost information
IO.puts("Input cost: #{Decimal.to_string(res.cost_info.input_cost, :normal)}$")
IO.puts("Output cost: #{Decimal.to_string(res.cost_info.output_cost, :normal)}$")
IO.puts("Total cost: #{Decimal.to_string(res.cost_info.total_cost, :normal)}$")
Features:
	Automatic Pricing: Fetches up-to-date prices from OpenRouter API without manual configuration
	Granular Tracking: Provides breakdown of input vs. output costs
	Caching: Prices are cached for 24 hours to reduce API calls
	Error Handling: Gracefully falls back if pricing data is unavailable

Note: Automatic cost tracking requires the Decimal package: {:decimal, "~> 2.3"}

  
    
  
  Using AWS Bedrock


LlmComposer also integrates with Bedrock via its Converse API. This allows you to use Bedrock as a provider with any of its supported models.
Currently, function execution is not supported with Bedrock.
To integrate with Bedrock, LlmComposer uses the ex_aws to perform its requests. So, if you plan to use Bedrock, make sure that you have configured ex_aws as per the official documentation of the library.
Here's a complete example:
# In your config files:
config :ex_aws,
  access_key_id: "your key",
  secret_access_key: "your secret"
---

defmodule MyBedrockChat do
  @settings %LlmComposer.Settings{
    providers: [
      {LlmComposer.Providers.Bedrock, [model: "eu.amazon.nova-lite-v1:0"]}
    ],
    system_prompt: "You are an expert in Quantum Field Theory."
  }

  def simple_chat(msg) do
    LlmComposer.simple_chat(@settings, msg)
  end
end

{:ok, res} = MyBedrockChat.simple_chat("What is the wave function collapse? Just a few sentences")

IO.inspect(res.main_response)
Example of execution:
%LlmComposer.Message{
  type: :assistant,
  content: "Wave function collapse is a concept in quantum mechanics that describes the transition of a quantum system from a superposition of states to a single definite state upon measurement. This phenomenon is often associated with the interpretation of quantum mechanics, particularly the Copenhagen interpretation, and it remains a topic of ongoing debate and research in the field."
}

  
    
  
  Using Google (Gemini)


LlmComposer supports Google's Gemini models through the Google AI API. This provider offers comprehensive features including function calls, streaming responses, auto function execution, and structured outputs.
To use Google with LlmComposer, you'll need to:
	Get an API key from Google AI Studio
	Configure your application with the Google API key

Basic Google Chat Example
# Configure the Google API key
Application.put_env(:llm_composer, :google, api_key: "<your google api key>")

defmodule MyGoogleChat do
  @settings %LlmComposer.Settings{
    providers: [
      {LlmComposer.Providers.Google, [model: "gemini-2.5-flash"]}
    ],
    system_prompt: "You are a helpful assistant."
  }

  def simple_chat(msg) do
    LlmComposer.simple_chat(@settings, msg)
  end
end

{:ok, res} = MyGoogleChat.simple_chat("What is quantum computing?")

IO.inspect(res.main_response)
Note: Google provider supports all major LlmComposer features including function calls, structured outputs, and streaming. The provider uses Google's Gemini models and requires a Google AI API key.
Using Vertex AI
LlmComposer also supports Google's Vertex AI platform, which provides enterprise-grade AI capabilities with enhanced security and compliance features. Vertex AI requires OAuth 2.0 authentication via the Goth library.
Dependencies
Add Goth to your dependencies for Vertex AI authentication:
def deps do
  [
    {:llm_composer, "~> 0.11.0"},
    {:goth, "~> 1.4"}  # Required for Vertex AI
  ]
end
Service Account Setup
	Create a service account in Google Cloud Console
	Grant the following IAM roles:	Vertex AI User or Vertex AI Service Agent
	Service Account Token Creator (if using impersonation)


	Download the JSON credentials file

Basic Vertex AI Example
# Read service account credentials
google_json = File.read!(Path.expand("~/path/to/service-account.json"))
credentials = Jason.decode!(google_json)

# Optional: Configure HTTP client for Goth with retries
http_client = fn opts ->
  client =
    Tesla.client([
      {Tesla.Middleware.Retry,
       delay: 500,
       max_retries: 2,
       max_delay: 1_000,
       should_retry: fn
         {:ok, %{status: status}}, _env, _context when status in [400, 500] -> true
         {:ok, _reason}, _env, _context -> false
         {:error, _reason}, %Tesla.Env{method: :post}, _context -> false
         {:error, _reason}, %Tesla.Env{method: :put}, %{retries: 2} -> false
         {:error, _reason}, _env, _context -> true
       end}
    ])

  Tesla.request(client, opts)
end

# Start Goth process
{:ok, _pid} =
  Goth.start_link(
    source: {:service_account, credentials},
    # Optional: improves reliability
    http_client: http_client,
    name: MyApp.Goth
  )

# Configure LlmComposer to use your Goth process
Application.put_env(:llm_composer, :google, goth: MyApp.Goth)

defmodule MyVertexChat do
  @settings %LlmComposer.Settings{
    providers: [
      {LlmComposer.Providers.Google,
       [
         model: "gemini-2.5-flash",
         vertex: %{
           project_id: "my-gcp-project",
           # or specific region like "us-central1"
           location_id: "global"
         }
       ]}
    ],
    system_prompt: "You are a helpful assistant."
  }

  def simple_chat(msg) do
    LlmComposer.simple_chat(@settings, msg)
  end
end

{:ok, res} = MyVertexChat.simple_chat("What are the benefits of Vertex AI?")

IO.inspect(res.main_response)
Production Setup with Supervision Tree
For production applications, add Goth to your supervision tree:
# In your application.ex
defmodule MyApp.Application do
  use Application

  def start(_type, _args) do
    google_json = File.read!(Application.get_env(:my_app, :google_credentials_path))
    credentials = Jason.decode!(google_json)

    children = [
      # Other children...
      {Goth, name: MyApp.Goth, source: {:service_account, credentials}},
      # ... rest of your children
    ]

    opts = [strategy: :one_for_one, name: MyApp.Supervisor]
    Supervisor.start_link(children, opts)
  end
end

# Configure in config.exs
config :llm_composer, :google, goth: MyApp.Goth
config :my_app, :google_credentials_path, "/path/to/service-account.json"
Vertex AI Configuration Options
The :vertex map accepts the following options:
	:project_id (required) - Your Google Cloud project ID
	:location_id (required) - The location/region for your Vertex AI endpoint (e.g., "us-central1", "global")
	:api_endpoint (optional) - Custom API endpoint (overrides default regional endpoint)

Note: Vertex AI provides the same feature set as Google AI API but with enterprise security, audit logging, and VPC support. All LlmComposer features including function calls, streaming, and structured outputs are fully supported.

  
    
  
  Streaming Responses


LlmComposer supports streaming responses for real-time output, which is particularly useful for long-form content generation. This feature works with providers that support streaming (like OpenRouter, OpenAI, and Google).
Note: The stream_response: true setting enables streaming mode. When using streaming, LlmComposer does not track input/output/cache/thinking tokens. There are two approaches to handle token counting in this mode:
	Calculate tokens using libraries like tiktoken for OpenAI provider.
	Read token data from the last stream object if the provider supplies it (currently only OpenRouter supports this).

Here's a complete example of how to use streaming with Google's Gemini:
# Configure the Google API key
Application.put_env(:llm_composer, :google, api_key: "<your google api key>")
Application.put_env(:llm_composer, :tesla_adapter, {Tesla.Adapter.Finch, name: MyFinch})

defmodule StreamingChat do
  @settings %LlmComposer.Settings{
    providers: [
      {LlmComposer.Providers.Google, [model: "gemini-2.5-flash"]}
    ],
    system_prompt: "You are a helpful assistant.",
    stream_response: true
  }

  def run_streaming_chat() do
    messages = [
      %LlmComposer.Message{type: :user, content: "How did the Roman Empire grow so big?"}
    ]
    
    {:ok, res} = LlmComposer.run_completion(@settings, messages)

    # Process the stream and display each chunk as it arrives
    res.stream
    |> LlmComposer.parse_stream_response()
    |> Enum.each(fn data ->
      # Print each chunk in real-time, it is a Map with google structure for this case
      IO.inspect(data)
    end)
  end
end

# Start Finch for HTTP streaming support
{:ok, _finch} = Finch.start_link(name: MyFinch, pools: %{default: [protocols: [:http1]]})

StreamingChat.run_streaming_chat()
The streaming response allows you to display content to users as it's being generated, providing a better user experience for longer responses.

  
    
  
  Structured Outputs


OpenRouter/Google/OpenAI supports structured outputs by allowing you to specify a response_schema in the provider options. This enables the model to return responses conforming to a defined JSON schema, which is helpful for applications requiring strict formatting and validation of the output.
To use structured outputs, include the response_schema key inside the provider options (the second element of each provider tuple) in the settings, like this:
settings = %LlmComposer.Settings{
  providers: [
    {LlmComposer.Providers.OpenRouter,
     [
       model: "google/gemini-2.5-flash",
       response_schema: %{
         "type" => "object",
         "properties" => %{
           "answer" => %{"type" => "string"},
           "confidence" => %{"type" => "number"}
         },
         "required" => ["answer"]
       }
     ]}
  ]
}
The model will then produce responses that adhere to the specified JSON schema, making it easier to parse and handle results programmatically.
Note: This feature is currently supported on the OpenRouter, Google, and OpenAI providers in llm_composer.

  
    
  
  Bot with external function call


You can enhance the bot's capabilities by adding support for external function execution. This example demonstrates how to add a simple calculator that evaluates basic math expressions:
Application.put_env(:llm_composer, :open_ai, api_key: "<your api key>")

defmodule MyChat do

  @settings %LlmComposer.Settings{
    providers: [
      {LlmComposer.Providers.OpenAI, [model: "gpt-4.1-mini"]}
    ],
    system_prompt: "You are a helpful math assistant that assists with calculations.",
    auto_exec_functions: true,
    functions: [
      %LlmComposer.Function{
        mf: {__MODULE__, :calculator},
        name: "calculator",
        description: "A calculator that accepts math expressions as strings, e.g., '1 * (2 + 3) / 4', supporting the operators ['+', '-', '*', '/'].",
        schema: %{
          type: "object",
          properties: %{
            expression: %{
              type: "string",
              description: "A math expression to evaluate, using '+', '-', '*', '/'.",
              example: "1 * (2 + 3) / 4"
            }
          },
          required: ["expression"]
        }
      }
    ]
  }

  def simple_chat(msg) do
    LlmComposer.simple_chat(@settings, msg)
  end

  @spec calculator(map()) :: number() | {:error, String.t()}
  def calculator(%{"expression" => expression}) do
    # Basic validation pattern to prevent arbitrary code execution
    pattern = ~r/^[0-9\.\s\+\-\*\/\(\)]+$/

    if Regex.match?(pattern, expression) do
      try do
        {result, _binding} = Code.eval_string(expression)
        result
      rescue
        _ -> {:error, "Invalid expression"}
      end
    else
      {:error, "Invalid expression format"}
    end
  end
end

{:ok, res} = MyChat.simple_chat("hi, how much is 1 + 2?")

IO.inspect(res.main_response)
Example of execution:
mix run functions_sample.ex

16:38:28.338 [debug] input_tokens=111, output_tokens=17

16:38:28.935 [debug] input_tokens=136, output_tokens=9
LlmComposer.Message.new(
  :assistant,
  "1 + 2 is 3."
)
In this example, the bot first calls OpenAI to understand the user's intent and determine that a function (the calculator) should be executed. The function is then executed locally, and the result is sent back to the user in a second API call.

  
    
  
  Provider Router Simple


LlmComposer introduces a new provider routing mechanism to support multi-provider configurations with failover and fallback logic. The default router implementation is LlmComposer.ProviderRouter.Simple, which provides an exponential backoff blocking strategy on provider failures.
Configuration
Configure the provider router in your application environment:
# all these options are the default, you can specify just the ones you want to override
config :llm_composer, :provider_router,
  min_backoff_ms: 1_000,                    # 1 second minimum backoff (default)
  max_backoff_ms: :timer.minutes(5),        # 5 minutes maximum backoff (default)
  cache_mod: LlmComposer.Cache.Ets,         # Cache module to use (default)
  cache_opts: [                             # Cache options (default shown below)
    name: LlmComposer.ProviderRouter.Simple,
    table_name: :llm_composer_provider_blocks
  ],
  name: LlmComposer.ProviderRouter.Simple   # Router instance name (default)
Backoff Strategy
The router uses exponential backoff with the following formula:
backoff_ms = min(max_backoff_ms, min_backoff_ms * 2^(failure_count - 1))
Examples with default settings:
	1st failure: 1 second
	2nd failure: 2 seconds
	3rd failure: 4 seconds
	4th failure: 8 seconds
	5th failure: 16 seconds
	...continuing until max_backoff_ms (5 minutes)

Behavior
	Success: Provider is unblocked and failure count is reset
	Failure: Provider is blocked for exponential backoff period
	Blocking: Blocked providers are skipped during provider selection
	Recovery: Providers automatically become available after backoff period expires
	Persistence: Blocking state is stored in ETS for fast access during runtime. To achieve persistence across restarts, you can implement a custom cache backend that stores data on disk or in a database.

Usage
To use multi-provider support with routing and fallback, define your settings with the :providers list instead of the deprecated :provider and :provider_opts keys:
@settings %LlmComposer.Settings{
  providers: [
    {LlmComposer.Providers.OpenAI, [model: "gpt-4.1-mini"]},
    {LlmComposer.Providers.Google, [model: "gemini-2.5-flash"]}
  ],
  system_prompt: "You are a helpful assistant."
}
The LlmComposer.ProvidersRunner will handle provider selection, routing, and fallback automatically using the configured router.
Complete Example
Here's a comprehensive example showing how to set up and use the provider router with multiple providers:
Application.put_env(:llm_composer, :open_ai, api_key: "<your openai api key>")
Application.put_env(:llm_composer, :open_router, api_key: "<your openrouter api key>")
# Configure Ollama with wrong URL to demonstrate failover
Application.put_env(:llm_composer, :ollama, url: "http://localhost:99999")

defmodule MultiProviderChat do
  @settings %LlmComposer.Settings{
    providers: [
      # Primary provider - will fail due to wrong URL, demonstrating failover
      {LlmComposer.Providers.Ollama, [model: "llama3.1"]},
      # Fallback provider - will be used when Ollama fails
      {LlmComposer.Providers.OpenAI, [model: "gpt-4.1-mini"]},
      # Additional fallback provider
      {LlmComposer.Providers.OpenRouter, [model: "google/gemini-2.5-flash"]}
    ],
    system_prompt: "You are a helpful math assistant."
  }

  def chat_with_fallback(message) do
    messages = [
      %LlmComposer.Message{type: :user, content: message}
    ]

    case LlmComposer.run_completion(@settings, messages) do
      {:ok, response} ->
        IO.puts("Response received from provider")
        response.main_response

      {:error, reason} ->
        IO.puts("All providers failed: #{inspect(reason)}")
        {:error, reason}
    end
  end

  def demo_fallback_behavior() do
    # Make multiple requests to demonstrate fallback behavior
    # If the first provider fails, it will be blocked and subsequent requests
    # will automatically use the next available provider

    Enum.each(1..5, fn i ->
      IO.puts("\n--- Request #{i} ---")
      result = chat_with_fallback("What is #{i} + #{i}?")
      IO.inspect(result, label: "Result")

      Process.sleep(1000)
    end)
  end
end

# Start the provider router (required for multi-provider support)
# In production, add this to your application's supervision tree
{:ok, _router_pid} = LlmComposer.ProviderRouter.Simple.start_link([])

# Optional: Configure custom router settings
# Application.put_env(:llm_composer, :provider_router, [
#   name: MyCustomRouter,
#   min_backoff_ms: 2_000,
#   max_backoff_ms: :timer.minutes(10)
# ])

MultiProviderChat.demo_fallback_behavior()
Fallback Logic
The router will skip providers that are currently blocked due to recent failures and try the next available provider in the list. Providers are blocked with an exponential backoff strategy, increasing the block duration on repeated failures.
This mechanism ensures high availability and resilience by automatically failing over to healthy providers without manual intervention.

  
    
  
  Cost Tracking


LlmComposer provides built-in cost tracking functionality for OpenAI, OpenRouter, and Google providers to monitor token usage and associated costs. This feature helps you keep track of API expenses and optimize your usage by providing detailed cost breakdowns per request.
OpenAI, OpenRouter, and Google support automatic cost tracking that fetches real-time pricing data from their respective APIs (models.dev API for OpenAI/Google, OpenRouter API for OpenRouter), eliminating the need for manual pricing configuration.
Requirements
To use cost tracking, you need:
	Decimal package: Add {:decimal, "~> 2.0"} to your dependencies in mix.exs
	Cache backend: A cache implementation for storing cost data (LlmComposer provides an ETS-based cache by default, or you can implement a custom one using LlmComposer.Cache.Behaviour)

Automatic Cost Tracking
OpenAI and Google support automatic cost tracking via the models.dev dataset. When you enable track_costs: true and do not supply explicit prices, LlmComposer will fetch pricing from models.dev and cache it (ETS). Start the cache before using automatic pricing.
# OpenAI automatic pricing example
Application.put_env(:llm_composer, :open_ai, api_key: "<your openai api key>")

# Start the cache backend (required for automatic pricing fetching)
{:ok, _} = LlmComposer.Cache.Ets.start_link()

defmodule MyOpenAICostTrackingChat do
  @settings %LlmComposer.Settings{
    providers: [
      {LlmComposer.Providers.OpenAI,
       [
         model: "gpt-4o-mini",
         track_costs: true
         # these are optional, if not provided, this data is fetched from models.dev api and cached with ets
         # input_price_per_million: "0.150",
         # output_price_per_million: "0.600"
       ]}
    ],
    system_prompt: "You are a helpful assistant."
  }

  def run_chat_with_costs() do
    messages = [
      %LlmComposer.Message{type: :user, content: "Explain quantum computing briefly"}
    ]

    {:ok, res} = LlmComposer.run_completion(@settings, messages)

    # Access cost information from the response
    IO.puts("Provider: #{res.cost_info.provider_name}")
    IO.puts("Model: #{res.cost_info.provider_model}")
    IO.puts("Total tokens: #{res.cost_info.total_tokens}")
    IO.puts("Total cost: #{Decimal.to_string(res.cost_info.total_cost, :normal)}$")

    res
  end
end

MyOpenAICostTrackingChat.run_chat_with_costs()
Google uses the same setup (replace provider with LlmComposer.Providers.Google and model with e.g. "gemini-2.5-flash").
Automatic Cost Tracking (OpenRouter)
OpenRouter also supports automatic pricing via its API. Start the cache and enable track_costs: true; prices will be fetched and cached if not provided.
Application.put_env(:llm_composer, :open_router, api_key: "<your openrouter api key>")

# Start the cache backend (required for automatic pricing fetching)
{:ok, _} = LlmComposer.Cache.Ets.start_link()

defmodule MyOpenRouterCostTrackingChat do
  @settings %LlmComposer.Settings{
    providers: [
      {LlmComposer.Providers.OpenRouter,
       [
         model: "anthropic/claude-3-haiku:beta",
         track_costs: true,
         # these are optional, if not provided, this data is fetched from openrouter api and cached with ets
         # input_price_per_million: "0.250",
         # output_price_per_million: "1.250"
       ]}
    ],
    system_prompt: "You are a helpful assistant."
  }

  def run_chat_with_costs() do
    messages = [
      %LlmComposer.Message{type: :user, content: "Explain quantum computing briefly"}
    ]

    {:ok, res} = LlmComposer.run_completion(@settings, messages)

    # Access cost information from the response
    IO.puts("Provider: #{res.cost_info.provider_name}")
    IO.puts("Model: #{res.cost_info.provider_model}")
    IO.puts("Total tokens: #{res.cost_info.total_tokens}")
    IO.puts("Total cost: #{Decimal.to_string(res.cost_info.total_cost, :normal)}$")

    res
  end
end

MyOpenRouterCostTrackingChat.run_chat_with_costs()
Manual Pricing (Explicit Prices — no cache required)
If you prefer to provide explicit prices for input/output tokens, you can do so and no ETS cache is required. This is useful when you already know your pricing or want to override automatic fetching.
Application.put_env(:llm_composer, :google, api_key: "<your google api key>")

defmodule MyManualCostTrackingChat do
  @settings %LlmComposer.Settings{
    providers: [
      {LlmComposer.Providers.Google,
       [
         model: "gemini-2.5-flash",
         track_costs: true,
         input_price_per_million: "0.075",
         output_price_per_million: "0.300"
       ]}
    ],
    system_prompt: "You are a helpful assistant."
  }

  def run_chat_with_costs() do
    messages = [
      %LlmComposer.Message{type: :user, content: "How much is 1 + 1?"}
    ]

    {:ok, res} = LlmComposer.run_completion(@settings, messages)

    # Access cost information from the response
    IO.puts("Input tokens: #{res.input_tokens}")
    IO.puts("Output tokens: #{res.output_tokens}")
    IO.puts("Input cost: #{Decimal.to_string(res.cost_info.input_cost, :normal)}$")
    IO.puts("Output cost: #{Decimal.to_string(res.cost_info.output_cost, :normal)}$")
    IO.puts("Total cost: #{Decimal.to_string(res.cost_info.total_cost, :normal)}$")

    res
  end
end

MyManualCostTrackingChat.run_chat_with_costs()
Starting Cache in a Supervision Tree
For production applications, add the ETS cache to your supervision tree to ensure it's available for automatic pricing fetching:
# In your application.ex
defmodule MyApp.Application do
  use Application

  def start(_type, _args) do
    children = [
      # Other children...
      LlmComposer.Cache.Ets,  # Add this for automatic pricing caching
      # ... rest of your children
    ]

    opts = [strategy: :one_for_one, name: MyApp.Supervisor]
    Supervisor.start_link(children, opts)
  end
end
You can also start it manually in development or testing:
# Start the cache manually
{:ok, _} = LlmComposer.Cache.Ets.start_link()
Dependencies Setup
Add the decimal dependency to your mix.exs:
def deps do
  [
    {:llm_composer, "~> 0.11.0"},
    {:decimal, "~> 2.3"}  # Required for cost tracking
  ]
end
Note: Automatic pricing requires starting the ETS cache (see Starting Cache section). Manual pricing does not require the cache. If automatic pricing sources (models.dev or OpenRouter API) are unavailable, token counts are still tracked, but costs will be nil. All cost information is available in the CostInfo struct within responses.

  
    
  
  Additional Features


	Auto Function Execution: Automatically executes predefined functions, reducing manual intervention.
	System Prompts: Customize the assistant's behavior by modifying the system prompt (e.g., creating different personalities or roles for your bot).


Documentation can be generated with ExDoc
and published on HexDocs. Once published, the docs can
be found at https://hexdocs.pm/llm_composer.


  

    
LlmComposer 
    



      
LlmComposer is responsible for interacting with a language model to perform chat-related operations,
such as running completions and executing functions based on the responses. The module provides
functionality to handle user messages, generate responses, and automatically execute functions as needed.

  
    
  
  Example Usage


To use LlmComposer for creating a simple chat interaction with a language model, define a settings configuration and initiate a chat:
# Define the settings for your LlmComposer instance
settings = %LlmComposer.Settings{
  providers: [
    {LlmComposer.Providers.OpenAI,  [model: "gpt-4.1-mini"]}
  ],
  system_prompt: "You are a helpful assistant.",
  user_prompt_prefix: "",
  auto_exec_functions: false,
  functions: [],
  api_key: ""
}

# Initiate a simple chat interaction with the defined settings
{:ok, response} = LlmComposer.simple_chat(settings, "Hello, how are you?")

# Print the main response from the assistant
IO.inspect(response.main_response)

  
    
  
  Output Example


Running this code might produce the following log and output:
16:41:07.594 [debug] input_tokens=18, output_tokens=9
%LlmComposer.Message{
  type: :assistant,
  content: "Hello! How can I assist you today?"
}
In this example, the simple_chat/2 function sends the user's message to the language model using the provided settings, and the response is displayed as the assistant's reply.
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LlmComposer.Cache.Behaviour behaviour
    



      
Cache behaviour to use other implementations for cache mod.
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Basic ETS cache.
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LlmComposer.Cost.CostAssembler 
    



      
Centralized cost information assembly module.
Handles the extraction of cost-related data from provider responses and
assembles CostInfo structs. This module consolidates all cost logic that
was previously scattered across the response handler.

  
    
  
  Responsibilities


	Extract tokens from provider-specific response formats
	Resolve model names (from response or options)
	Prepare pricing options for cost calculation
	Assemble complete CostInfo structs


  
    
  
  Provider-Specific Handling


	OpenAI/OpenRouter: Extracts tokens from usage field, model from response
	Google: Extracts tokens from usageMetadata field, model from options
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LlmComposer.Cost.Fetchers.ModelsDev 
    



      
models.dev-specific pricing fetcher for OpenAI and Google providers.
Fetches pricing information from the models.dev API dataset for OpenAI and Google
models. Uses 24-hour caching to minimize API calls and improve performance.

  
    
  
  Supported Providers


	:open_ai - OpenAI models (GPT series)
	:google - Google Gemini models


  
    
  
  Implementation Notes


models.dev provides a single consolidated dataset (api.json) containing pricing
for multiple providers. The entire dataset is cached to avoid repeated downloads.
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LlmComposer.Cost.Fetchers.OpenRouter 
    



      
OpenRouter-specific pricing fetcher.
Fetches pricing information from OpenRouter's models API for the specified model
and provider combination. Uses 24-hour caching to minimize API calls.

  
    
  
  Implementation Notes


OpenRouter's pricing API requires both model and provider parameters because
the same model can be served by different providers with different pricing.
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LlmComposer.Cost.Pricing 
    



      
Centralized pricing retrieval and calculation module.
Orchestrates pricing retrieval from multiple sources with priority chain:
	Explicit pricing from provider options (input_price_per_million, output_price_per_million)
	Provider-specific APIs:

	OpenRouter API for :open_router provider
	models.dev API for :open_ai and :google providers

	Fallback to nil if no pricing source available
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LlmComposer.CostInfo 
    



      
Struct for tracking costs and token usage of LLM API calls.
This module provides a standardized way to track both token usage and financial costs
across different LLM providers. It supports both streaming and non-streaming responses
and can automatically calculate costs when provided with pricing information.

  
    
  
  Pricing Requirements


When providing pricing information, both input_price_per_million and output_price_per_million
must be provided together. Providing only one will raise an ArgumentError.

  
    
  
  Fields


	:input_tokens - Number of tokens in the input/prompt
	:output_tokens - Number of tokens in the output/completion
	:total_tokens - Total tokens used (input + output)
	:input_cost - Cost for input tokens (using Decimal for precision)
	:output_cost - Cost for output tokens (using Decimal for precision)
	:total_cost - Total cost for the request (using Decimal for precision)
	:currency - Currency code (e.g., "USD", "EUR")
	:provider_model - The actual model used by the provider
	:provider_name - The provider that served the request
	:input_price_per_million - Price per million input tokens
	:output_price_per_million - Price per million output tokens
	:metadata - Additional provider-specific cost information


  
    
  
  Examples


  # Basic token tracking
  %LlmComposer.CostInfo{
input_tokens: 150,
output_tokens: 75,
total_tokens: 225,
provider_name: :open_ai
  }
  # With pricing information - costs calculated automatically
  %LlmComposer.CostInfo{
input_tokens: 150_000,
output_tokens: 75_000,
input_price_per_million: Decimal.new("1.0"),
output_price_per_million: Decimal.new("3.0"),
currency: "USD",
provider_name: :open_ai,
provider_model: "gpt-4o-mini"
  }
  # Will automatically calculate:
  # input_cost: 0.15, output_cost: 0.225, total_cost: 0.375
  # Direct cost specification (bypasses automatic calculation)
  %LlmComposer.CostInfo{
input_tokens: 150,
output_tokens: 75,
input_cost: Decimal.new("0.0015"),
output_cost: Decimal.new("0.0030"),
total_cost: Decimal.new("0.0045"),
currency: "USD",
provider_name: :open_ai
  }
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LlmComposer.Errors 
    



      
Custom errors in here
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LlmComposer.Function 
    



      
Defines a struct for representing a callable function within the context of a language model interaction.
This struct is used to define functions that can be executed by the language model based on user prompts or model responses. Each function includes information about its module and function name (mf), a unique name for identification, a description of its purpose, and a schema that defines the expected input format.

  
    
  
  Fields


	mf: A tuple {module, function_name} specifying the module and the function to be called. The function must accept the arguments defined in the schema.
	name: A string that uniquely identifies the function within the language model's context.
	description: A brief description of the function, outlining its purpose and expected usage.
	schema: A map that defines the input schema of the function, detailing the expected parameters and their types. This helps the language model understand how to correctly format the input when calling the function.


  
    
  
  Example


Here's how you might define a function struct for a simple calculator function and implement the corresponding module and function:
defmodule MyModule do
  def calculate(%{"expression" => expression}) do
    try do
      {result, _binding} = Code.eval_string(expression)
      result
    rescue
      _ -> {:error, "Invalid expression"}
    end
  end
end

# Define the function struct using the defined module and function
%LlmComposer.Function{
  mf: {MyModule, :calculate},
  name: "calculator",
  description: "A simple calculator function that evaluates basic math expressions.",
  schema: %{
    type: "object",
    properties: %{
      expression: %{
        type: "string",
        description: "A mathematical expression to evaluate, e.g., '1 + 2'."
      }
    },
    required: ["expression"]
  }
}
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Helper struct for function call actions.
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LlmComposer.Helpers 
    



      
Provides helper functions for the LlmComposer module, particularly for managing
function calls and handling language model responses.
These helpers are designed to execute functions as part of the response processing pipeline,
manage completions, and log relevant information for debugging.
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LlmComposer.HttpClient 
    



      
Helper mod for setup the Tesla http client and its options
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LlmComposer.LlmResponse 
    



      
Module to parse and easily handle llm responses.
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LlmComposer.Message 
    



      
Module that represents an arbitrary message for any LLM.
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LlmComposer.Provider behaviour
    



      
Behaviour definition for LLM models.
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LlmComposer.ProviderRouter behaviour
    



      
Behaviour for implementing provider routing strategies.
Allows customization of how providers are selected and how failures are handled.
This enables users to implement custom logic for provider failover, circuit breaking,
load balancing, or any other routing strategy.

  
    
  
  Example Usage


defmodule MyApp.SimpleRouter do
  @behaviour LlmComposer.ProviderRouter

  @impl true
  def on_provider_success(_provider, _response, _metrics) do
    # Could log success metrics here
    :ok