

    

        llm_core

        v0.3.0



    


  

    Table of contents

    
      



      	LlmCore


      	llm_core Configuration Guide


      	llm_core Architecture


      	CLI Providers


      	Agent Loop





        	
          Modules
          


      	LlmCore.Agent.Components.BudgetGuard


      	LlmCore.Agent.Components.DispatchTools


      	LlmCore.Agent.Components.InjectResults


      	LlmCore.Agent.Components.LoopDecision


      	LlmCore.Agent.Components.ParseToolCalls


      	LlmCore.Agent.Components.ValidateCalls


      	LlmCore.Agent.Pipeline.Iteration


      	LlmCore.Agent.Pipeline.ToolDispatch


      	LlmCore.Agent.ToolDispatch.Components.BuildPlan


      	LlmCore.Agent.ToolDispatch.Components.CollectResults


      	LlmCore.Agent.ToolDispatch.Components.ComposeOutput


      	LlmCore.Agent.ToolDispatch.Components.DirectResolve


      	LlmCore.Agent.ToolDispatch.Components.ExecuteOneCall


      	LlmCore.Agent.ToolDispatch.Components.ExecuteSerial


      	LlmCore.Agent.ToolDispatch.Components.FanOutParallel


      	LlmCore.Agent.ToolDispatch.Components.ResolveStrategy


      	LlmCore.Agent.ToolDispatch.Event


      	LlmCore.Config.Editor


      	LlmCore.Executor.Control


      	LlmCore.LLM.Anthropic


      	LlmCore.LLM.Appliance


      	LlmCore.LLM.CLIPort


      	LlmCore.LLM.CLIProvider.Config


      	LlmCore.LLM.Messages


      	LlmCore.LLM.Native


      	LlmCore.LLM.Native.Router


      	LlmCore.LLM.Ollama


      	LlmCore.LLM.OpenAI


      	LlmCore.LLM.SSEParser


      	LlmCore.Memory.Hindsight.Cache


      	LlmCore.Memory.Hindsight.CircuitBreaker


      	LlmCore.Memory.Hindsight.Config


      	LlmCore.Memory.Hindsight.Discovery


      	LlmCore.Memory.Hindsight.Retry


      	LlmCore.Memory.Hindsight.Supervisor


      	LlmCore.Memory.Hindsight.WriteBuffer


      	LlmCore.Paths


      	LlmCore.Pipelines.InferencePipeline.Context


      	LlmCore.Pipelines.RoutingPipeline.Context


      	LlmCore.Structured.InstructorAdapter


      	LlmCore.Structured.JsonMode


      	LlmCore.Structured.Validator


      	LlmCore.Telemetry


      	LlmCore.Telemetry.Logger


      	LlmCore.Tool.Codec


      	LlmCore.Tool.Validator





    	Public API
      


      	LlmCore



      

    




    	Providers
      


      	LlmCore.LLM.CLIProvider


      	LlmCore.LLM.Error


      	LlmCore.LLM.Provider


      	LlmCore.LLM.Response



      

    




    	Routing
      


      	LlmCore.Router


      	LlmCore.Router.ResolvedRoute


      	LlmCore.Router.RouteEntry


      	LlmCore.Router.RoutingTable



      

    




    	Configuration
      


      	LlmCore.Config.Loader


      	LlmCore.Config.Store


      	LlmCore.Config.Watcher



      

    




    	Agent Loop
      


      	LlmCore.Agent


      	LlmCore.Agent.Context


      	LlmCore.Agent.Loop


      	LlmCore.Agent.Registry



      

    




    	Structured Output
      


      	LlmCore.Structured



      

    




    	Memory
      


      	LlmCore.Memory.Hindsight



      

    




    	Registries
      


      	LlmCore.CLIProvider.Registry


      	LlmCore.Provider.Definition


      	LlmCore.Provider.Registry



      

    




    	Pipelines
      


      	LlmCore.Pipelines.InferencePipeline


      	LlmCore.Pipelines.MemoryPipeline


      	LlmCore.Pipelines.RoutingPipeline



      

    




        



        	
          Mix Tasks
          


      	mix llm_core.bench


      	mix llm_core.config.set


      	mix llm_core.config.show


      	mix llm_core.config.validate





        


      

    

  

    LlmCore

Provider-agnostic LLM orchestration for Elixir. Route to any model, run agentic loops, extract structured output, and connect to Hindsight semantic memory — all through composable ALF pipelines with hot-reload TOML configuration.

LlmCore is the shared LLM substrate that powers the Fosferon ecosystem. It handles the messy parts of working with LLMs — provider routing, CLI wrapping, structured extraction, tool-calling loops, and Hindsight semantic memory integration — so your application code stays clean.
Why LlmCore?
	One API, every provider. Cloud APIs (Anthropic, OpenAI, Z.ai), local inference (Ollama, DGX Spark), and CLI tools (Claude Code, Gemini CLI, Codex, Droid, Kimi) all share the same Provider behaviour. Route by task type, fall back gracefully, add new providers without writing Elixir.

	Config-driven CLI providers. Adding a new CLI tool is a TOML block — no Elixir code needed. Declare the binary, flags, prompt transport, system prompt strategy, and output normalization. LlmCore handles the rest.

	In-process agentic loops. LlmCore.Agent.Loop runs tool-calling iterations inside the BEAM VM — no subprocess, no CLI overhead. Built-in circuit breaking detects stuck loops. Uses any API provider that supports tool use.

	Hot-reload TOML configuration. Change providers, routing rules, and memory settings without restarting. File watcher with debouncing keeps the runtime store (ETS) in sync with disk.

	Structured output without the weight. JSON-mode extraction and schema validation built in. No Instructor dependency. Custom validators via functions.

	Hindsight semantic memory client. Resilient integration with caching, circuit breaker, retry with backoff, and write buffering. Store once, recall by meaning.

	Observable by default. Every operation emits :telemetry events. Pipeline spans, provider dispatch, router decisions, memory operations — all instrumented.


Installation
Add llm_core to your dependencies in mix.exs:
def deps do
  [
    {:llm_core, "~> 0.3"}
  ]
end
Then fetch dependencies:
mix deps.get

Quick Start
Send a prompt through the router
# Routes automatically based on [routing.tasks] config
{:ok, response} = LlmCore.send("Explain pattern matching in Elixir", :reasoning)
IO.puts(response.content)
Stream a response
{:ok, stream} = LlmCore.stream("Write a GenServer example", :coding)
Enum.each(stream, fn chunk -> IO.write(chunk) end)
Extract structured output
schema = %{
  type: "object",
  properties: %{
    name: %{type: "string"},
    confidence: %{type: "number"}
  },
  required: ["name"]
}

{:ok, response} = LlmCore.send("Analyze this code", :reasoning,
  response_format: {:json_schema, schema}
)

response.structured
#=> %{"name" => "authenticate/2", "confidence" => 0.92}
Run an agentic tool-calling loop
alias LlmCore.Agent.Loop

tools = MyApp.Tools.available()
resolve = &MyApp.Tools.resolve/1

llm_send = fn messages, opts ->
  LlmCore.LLM.Provider.dispatch(LlmCore.LLM.Anthropic, messages, opts)
end

{:ok, response, messages} =
  Loop.run(
    [%{role: :user, content: "Research Elixir ALF"}],
    llm_send,
    tools: tools,
    resolve_tool: resolve,
    max_iterations: 10
  )
Semantic memory (via Hindsight)
LlmCore ships a resilient client for Hindsight, a standalone semantic memory server. The client handles caching, circuit breaking, retry with backoff, and write buffering so your application code doesn't have to.
# Store a fact (async, buffered)
:ok = LlmCore.retain("Schema-per-tenant isolation pattern", %{context: "architecture"})

# Recall by meaning
{:ok, results} = LlmCore.recall("how does multi-tenancy work?", bank_id: "my-bank")

# Synthesize an insight
{:ok, insight} = LlmCore.reflect("What patterns are most effective?", bank_id: "my-bank")
Query available providers
# All configured providers
providers = LlmCore.Provider.Registry.all()

# Only available ones (API keys present, binaries in PATH)
available = LlmCore.Provider.Registry.available()

# Find by alias
{:ok, provider} = LlmCore.Provider.Registry.lookup_alias("claude")

# Fuzzy suggestions (Jaro distance)
LlmCore.Provider.Registry.suggest_alias("claud")
#=> ["claude"]

# Capable providers for requirements
LlmCore.Provider.Registry.suggest_capable(%{streaming: true, tool_use: true})
CLI provider discovery
# List all CLI providers (built-in + configured)
entries = LlmCore.CLIProvider.Registry.list()

# Only those with binary in PATH
available = LlmCore.CLIProvider.Registry.available()

# Resolve by id or alias
{:ok, provider} = LlmCore.CLIProvider.Registry.resolve(:droid)

# Check capabilities
{:ok, caps} = LlmCore.CLIProvider.Registry.capabilities(:codex_cli)
Configuration
LlmCore uses layered TOML configuration. Later sources override earlier ones:
1. Compiled defaults    (priv/config/llm_core.toml)
2. Global override      (~/.llm_core/config/llm_core.toml)
3. Project override     (<project>/.llm_core/llm_core.toml)
4. Environment variable (LLM_CORE_CONFIG=path)
5. Custom path          (explicit :path option)
6. Runtime overrides    (ETS, via mix tasks or API)
Minimal configuration
[routing]
default = "claude"

[providers.anthropic]
module = "LlmCore.LLM.Anthropic"
aliases = ["claude"]

[providers.anthropic.auth]
api_key_env = "ANTHROPIC_API_KEY"
Task-based routing
[routing]
default = "claude"

[routing.tasks.coding]
alias = "openai"
mode = "passthrough"
capabilities = { structured_output = true, tool_use = true }

[routing.tasks.planning]
alias = "claude"
mode = "abstracted"
capabilities = { reasoning = true }
Add a CLI provider (no code needed)
[providers.my_tool]
type = "cli"
enabled = true
aliases = ["my-tool", "mt"]

[providers.my_tool.cli]
binary = "my-tool"
default_model = "v2"
default_timeout = 60000
prompt_position = "last"
install_hint = "pip install my-tool"
auto_approve_args = ["--yes"]

[providers.my_tool.cli.flags]
model = "--model"
temperature = "--temp"

[providers.my_tool.cli.preflight]
help_args = ["--help"]
expect_in_help = ["--model"]
Mix task helpers
# Inspect configuration
mix llm_core.config.show
mix llm_core.config.show --section providers --json

# Edit configuration
mix llm_core.config.set --path routing.default.alias --value claude
mix llm_core.config.set --path telemetry.sample_rate --value 0.25 --type float

# Validate configuration
mix llm_core.config.validate

See the Configuration Guide for the full TOML schema, environment variable interpolation, and agent registration rules.
Architecture
LlmCore is built on ALF (Antonmi's Flow-based Framework) for composable, observable data pipelines:
┌─────────────────────────────────────────────────────────────┐
│                       LlmCore                                │
│                                                              │
│  ┌──────────────┐  ┌──────────────┐  ┌────────────────────┐ │
│  │  Inference   │  │   Routing    │  │   Hindsight        │ │
│  │  Pipeline    │  │   Pipeline   │  │   Memory Client    │ │
│  └──────────────┘  └──────────────┘  └────────────────────┘ │
│                                                              │
│  ┌──────────────┐  ┌──────────────┐  ┌────────────────────┐ │
│  │  Agent Loop  │  │   Config     │  │   Telemetry        │ │
│  │  (Tool Use)  │  │   (Hot TOML) │  │   (Observable)     │ │
│  └──────────────┘  └──────────────┘  └────────────────────┘ │
└─────────────────────────────────────────────────────────────┘
Three ALF pipelines handle the core flows:
	Inference Pipeline — normalize request → resolve route → check capabilities → dispatch provider → apply structured output → emit telemetry
	Routing Pipeline — parse task type → load routing config → match rules → resolve agent or apply fallback
	Memory Pipeline — route operation (retain/recall/reflect) → circuit breaker gate → retry with backoff → update cache

See the Architecture Guide for pipeline internals, provider behaviour contracts, and the agent loop design.
Telemetry Events
# Provider dispatch
[:llm_core, :provider, :send, :start | :stop | :exception]
[:llm_core, :provider, :stream, :start | :chunk | :stop]

# Router decisions
[:llm_core, :router, :resolve, :start | :stop]
[:llm_core, :router, :fallback]

# Agent loop
[:llm_core, :agent, :complete]

# Memory operations
[:llm_core, :hindsight, :retain | :recall | :reflect]
[:llm_core, :hindsight, :circuit_breaker, :state_change]

# Configuration
[:llm_core, :config, :reload]
Built-in Providers
	Provider	Type	Module	Key Capabilities
	Anthropic	API	LlmCore.LLM.Anthropic	Streaming, tool use, vision, structured output
	OpenAI	API	LlmCore.LLM.OpenAI	Streaming, tool use, vision, structured output
	Ollama	Local	LlmCore.LLM.Ollama	Streaming, JSON mode, local models
	Appliance	Local	LlmCore.LLM.Appliance	OpenAI-compatible local endpoints
	Native	API	LlmCore.LLM.Native	In-process agentic loop with cascade fallback
	Claude Code	CLI	Config-driven	--print, system prompt file, auto-approve
	Droid	CLI	Config-driven	exec subcommand, --auto, --cwd
	Pi CLI	CLI	Config-driven	--print, --provider, --thinking
	Kimi CLI	CLI	Config-driven	Agent-file YAML transform, final-message capture
	Codex CLI	CLI	Config-driven	--full-auto, file capture, sandbox bypass
	Gemini CLI	CLI	Config-driven	Model selection

Documentation
	Configuration Guide — Full TOML schema, layered config, mix tasks
	Architecture Guide — Pipeline design, provider system, memory integration
	CLI Providers — Adding and configuring CLI-based providers
	Agent Loop — Tool-calling loops, context, pipeline stages

License
MIT — see the LICENSE file.


  

    llm_core Configuration Guide

This document explains how to configure llm_core, how the layered TOML file
is merged, and how to inspect or edit runtime settings using the mix tasks.
Layered sources
Configuration values are merged in the following order (later sources override
earlier ones):
	Default template — priv/config/llm_core.toml shipped with the lib (bundled into the build artifact as <app_priv>/config/llm_core.toml)
	Global override — ~/.llm_core/config/llm_core.toml
	Project override — <project_root>/.llm_core/llm_core.toml
	Environment variable — path in LLM_CORE_CONFIG
	Custom — explicit :path option passed to the loader
	Runtime overrides — CLI/session overrides stored in ETS (e.g. Hindsight)

The project root defaults to File.cwd!() but can be set via LLM_CORE_PROJECT_ROOT.
The project config directory can be overridden entirely with LLM_CORE_PROJECT_CONFIG.
The loader keeps a normalized snapshot inside LlmCore.Config.Store so the
router, provider registry, and memory pipelines can react to hot reload events.
TOML schema highlights
[providers.anthropic]
module = "LlmCore.LLM.Anthropic"
type = "cloud"
aliases = ["claude", "claude-sonnet"]
default_model = "claude-3-sonnet"
cost_tier = "premium"

[providers.anthropic.auth]
api_key_env = "ANTHROPIC_API_KEY"
discover_env = ["LLM_CORE_ANTHROPIC", "DEV_ANYSCALE"]

[routing]
default = "claude"

[routing.tasks.coding]
alias = "openai"
mode = "passthrough"
capabilities = { structured_output = true, tool_use = true }

[memory.hindsight]
default_bank_id = "${HINDSIGHT_DEFAULT_BANK}"
cache_ttl_ms = 300000

[telemetry]
log_pipeline_events = true
log_provider_dispatch = true
sample_rate = 1.0
enable_logger = true
logger_level = "info"
Provider blocks
Module-based providers (API, local)
	module must implement LlmCore.LLM.Provider
	aliases are used by routing rules/fuzzy suggestions
	auth.api_key_env can be omitted - auto-discovery searches for
LLM_CORE_<ALIAS>_API_KEY, <PROVIDER_ID>_API_KEY, and custom entries from
auth.discover_env
	cost_tier (or metadata.cost_tier) feeds error suggestions when capability
requirements fail

CLI-based providers
CLI providers use type = "cli" and do not require a module field. The CLI
surface is configured entirely in TOML — no Elixir code needed.
[providers.my_tool]
type = "cli"
enabled = true
aliases = ["my-tool", "mt"]
default_model = "v2"

[providers.my_tool.cli]
binary = "my-tool"                    # required — must be in PATH
subcommand = "exec"                   # optional subcommand prepended to args
default_timeout = 60000               # ms, default 1_800_000
default_model = "v1"                  # fallback if not set at provider level
prompt_position = "last"              # "last" or "flagged"
prompt_flag = "-p"                    # required when prompt_position = "flagged"
prompt_transport = "flagged"          # "last", "flagged", or "stdin"
system_prompt_transport = "file_flag" # "flag", "file_flag", "inline_fallback", "unsupported"
cwd_flag = "--cwd"                    # optional
add_dir_flag = "--add-dir"            # optional
output_mode = "stdout_text"           # "stdout_text", "final_message_only", "json"
stdin_hack = false                    # wrap with /bin/sh for stdin redirect
install_hint = "pip install my-tool"  # shown when binary is missing
prefix_args = ["--no-interactive"]    # always prepended
auto_approve_args = ["--yes"]         # appended when auto_approve: true
sandbox_bypass_args = []              # appended when sandbox_bypass: true
non_interactive_args = ["--batch"]    # appended when non_interactive: true

# System prompt file transform (optional)
system_prompt_file_transform = "agent_spec_yaml"  # "agent_spec_yaml" or omit

# Default values for the file transform (optional)
[providers.my_tool.cli.file_transform_defaults]
version = 1
extend = "default"

# Output capture (optional)
output_file_flag = "--output-last-message"  # read response from file instead of stdout
output_strip_patterns = ["^Session.*$"]     # regex patterns stripped from stdout output

[providers.my_tool.cli.flags]
model = "--model"
temperature = "--temp"
system_prompt_file = "--agent-file"

[providers.my_tool.cli.preflight]
help_args = ["--help"]
expect_in_help = ["--model"]

[providers.my_tool.capabilities]
streaming = true
passthrough = true

[providers.my_tool.metadata]
cost_tier = "cli"
Default CLI providers (claude_code, droid, pi_cli, kimi_cli,
codex_cli, gemini_cli) ship in priv/config/llm_core.toml. To override
one, define a [providers.<name>] block with the same ID and type = "cli" in
a project or global override — the TOML definition replaces the default.
Validation rules:
	binary is required and must be a non-empty string
	prompt_position = "flagged" requires prompt_flag to be set
	Enum fields are validated: prompt_position, prompt_transport,
system_prompt_transport, output_mode, system_prompt_file_transform
	Invalid configs are skipped with a warning (same as module providers)

System prompt file transforms:
Some CLIs need the system prompt in a specific format rather than raw markdown.
Use system_prompt_file_transform to declare the preparation step:
	"agent_spec_yaml" — generates a nested YAML agent spec with a sibling
system.md. Used by Kimi CLI's --agent-file. Generates:
version: 1
agent:
  extend: default
  name: <agent_name>
  system_prompt_path: ./system.md
  model: <model>    # when available
Field values resolve with this precedence:
	Dispatch opts — :agent_name, :model passed by the caller
	file_transform_defaults — provider-level TOML defaults
	Built-in fallbacks — name: "llm_core_agent", version: 1, extend: "default"

Consumers should pass :agent_name and :model as opts
when dispatching to CLI providers that use this transform.


Output capture and normalization:
	output_file_flag — when set, the runtime creates a temp file, passes it via
this flag, and reads the final response from the file instead of stdout. Used
by Codex CLI's --output-last-message to bypass session noise.
	output_strip_patterns — list of regex patterns applied to stdout output
before building the response. Strips banners, progress indicators, and
other non-content noise. Only applies to stdout-based output.

Availability: A CLI provider is "available" when enabled = true and the
binary is found in PATH. No API key or module loading required.
Querying CLI providers at runtime
# List all CLI providers (built-in + configured)
LlmCore.CLIProvider.Registry.list()

# Only those with binary in PATH
LlmCore.CLIProvider.Registry.available()

# Fetch by id or alias
{:ok, entry} = LlmCore.CLIProvider.Registry.fetch(:droid)
{:ok, entry} = LlmCore.CLIProvider.Registry.fetch("pi")

# Get a ready-to-use provider struct
{:ok, provider} = LlmCore.CLIProvider.Registry.resolve(:droid)

# Inspect capabilities
{:ok, caps} = LlmCore.CLIProvider.Registry.capabilities(:codex_cli)
Each entry includes: id, aliases, binary, available?, install_hint,
default_model, capabilities, supports_auto_approve?,
supports_sandbox_bypass?, supports_system_prompt_file?, supports_cwd?,
supports_add_dir?, metadata.
Routing blocks
	routing.default is a RouteEntry
	routing.tasks.<task> entries can specify mode and capability requirements
that the pipeline validates before invoking a provider

Memory settings
The [memory.hindsight] section feeds runtime overrides. Any key in the struct
(timeout_*, cache_*, retain_raw_llm, default_bank_id) can be set here or
via HINDSIGHT_* env vars.
Mix task helpers
Inspecting configuration
mix llm_core.config.show                   # summary view
mix llm_core.config.show --section providers
mix llm_core.config.show --section routing --json

--section accepts summary, providers, routing, memory, telemetry,
or raw. Use --provider claude to filter aliases.
Editing configuration
mix llm_core.config.set --path routing.default.alias --value claude
mix llm_core.config.set --path memory.hindsight.default_bank_id --value research-bank
mix llm_core.config.set --path telemetry.sample_rate --value 0.25 --type float

Values can be supplied as JSON (--json '{"structured_output":true}') and the
task reloads the runtime store by default. Pass --file <path> to operate on a
custom TOML file.
Agent registration
When providers are loaded from TOML, LlmCore.Agent.Registry automatically
creates agent entries so you can look them up by name via
LlmCore.Agent.Registry.get("claude").
Agents are keyed by aliases, not agent name
Each provider block can declare an agent.name, but agents are registered under
the provider's aliases, not the agent name. The agent.name field is only
used as a fallback when aliases is empty.
[providers.anthropic]
aliases = ["anthropic", "claude"]   # ← agents registered under these

[providers.anthropic.agent]
name = "my-claude"                  # ← NOT used as a registration key
config = {model = "claude-3-5-sonnet"}
With the above config:
{:ok, _} = LlmCore.Agent.Registry.get("claude")       # works
{:ok, _} = LlmCore.Agent.Registry.get("anthropic")     # works
{:error, :not_found} = LlmCore.Agent.Registry.get("my-claude")  # not found
If you need a custom lookup name, add it to aliases instead.
Name validation
Agent names (aliases) must match ^[a-z0-9][a-z0-9_-]*$ — lowercase
alphanumeric, dashes, and underscores only. Names that fail validation are
silently skipped during registration. If an alias in your TOML contains
uppercase letters, spaces, or special characters, no agent will be created for
it and no warning will be logged.
Startup timing
The supervision tree starts Config.Store and Agent.Registry before loading
TOML configuration. During init, the registry sees an empty store and
populates itself from a hardcoded fallback list. Immediately after supervision
startup, reload_providers/0 loads the full TOML chain (including project-level
overrides) and sends a sync message to the registry. By the time any consumer
code runs, the registry reflects the TOML configuration.
Integrating with your project
	Drop the generated config/llm_core.toml into your project (or symlink to a
shared copy inside your workspace).
	Add per-project overrides via
mix llm_core.config.set --file config/llm_core.toml ....
	Ensure CI sets the necessary env vars (ANTHROPIC_API_KEY, etc.) - the
auto-discovery will also look for LLM_CORE_<ALIAS>_API_KEY to simplify
local development.
	Telemetry defaults log pipeline spans to the console; adjust the telemetry
section or run mix llm_core.config.set --path telemetry.enable_logger --value false --type boolean
for quiet environments.



  

    llm_core Architecture

This document describes the internal architecture of llm_core, a provider-agnostic
LLM orchestration library for Elixir.

Overview
llm_core provides shared LLM infrastructure:
┌─────────────────────────────────────────────────────────────┐
│                      llm_core                               │
│                                                             │
│  ┌─────────────┐  ┌─────────────┐  ┌─────────────────────┐ │
│  │  Providers  │  │   Router    │  │    Hindsight        │ │
│  │  (ALF)      │  │   (ALF)     │  │    (Resilient)      │ │
│  └─────────────┘  └─────────────┘  └─────────────────────┘ │
│                                                             │
│  ┌─────────────┐  ┌─────────────┐  ┌─────────────────────┐ │
│  │  Structured │  │   Config    │  │    Telemetry        │ │
│  │  Output     │  │   (Hot)     │  │    (Observable)     │ │
│  └─────────────┘  └─────────────┘  └─────────────────────┘ │
└─────────────────────────────────────────────────────────────┘

ALF Pipelines
The library uses ALF (Antonmi's Flow-based
Framework) for composable, observable data pipelines. ALF provides:
	Composable stages - Each transformation is isolated
	Streaming support - stream/2 for lazy evaluation
	Observability - Built-in telemetry hooks
	Testability - sync: true for deterministic testing
	Backpressure - GenStage-based flow control

Inference Pipeline
The main pipeline for sending prompts to LLM providers:
validate_request
     ↓
resolve_provider  ←── Router (task_type → provider)
     ↓
check_availability ←── Provider.available?()
     ↓
┌─[switch]────────────────────────────────────┐
│  :streaming → stream_stage (yield chunks)   │
│  :blocking  → send_stage (wait for full)    │
└─────────────────────────────────────────────┘
     ↓
normalize_response ←── Provider-specific → Response.t()
     ↓
[optional] extract_structured ←── Schema validation
     ↓
emit_telemetry
Routing Pipeline
Resolves which provider and model to use for a given task:
parse_task_type
     ↓
load_routing_config ←── Config.Store (ETS)
     ↓
match_rules ←── Priority-ordered rule evaluation
     ↓
┌─[switch]────────────────────────────────────┐
│  {:ok, route} → resolve_agent               │
│  {:error, _}  → apply_fallback              │
└─────────────────────────────────────────────┘
     ↓
build_resolved_route ←── ResolvedRoute.t()
Memory Pipeline (Hindsight)
Handles semantic memory operations with resilience:
┌─[switch: operation]────────────────────────────┐
│  :retain  → validate_content → buffer_write    │
│  :recall  → check_cache → query_or_fetch       │
│  :reflect → check_cache → insight_query        │
└────────────────────────────────────────────────┘
     ↓
circuit_breaker_gate ←── Allow/Block based on health
     ↓
┌─[composer: retry_state]────────────────────────┐
│  attempt_operation                             │
│  on_failure → exponential_backoff → retry      │
│  on_success → update_cache → return            │
└────────────────────────────────────────────────┘
     ↓
normalize_result

Provider System
Behaviour Contract
All providers implement LlmCore.LLM.Provider:
@callback send(prompt(), opts()) :: {:ok, Response.t()} | {:error, Error.t()}
@callback stream(prompt(), opts()) :: {:ok, Enumerable.t()} | {:error, Error.t()}
@callback available?() :: boolean()
@callback capabilities() :: capabilities()
@callback provider_type() :: :local | :api | :cli
Supported Providers
	Provider	Type	Module
	Anthropic	:api	LlmCore.LLM.Anthropic
	OpenAI	:api	LlmCore.LLM.OpenAI
	Ollama	:local	LlmCore.LLM.Ollama
	Claude Code	:cli	LlmCore.LLM.ClaudeCode
	Gemini CLI	:cli	LlmCore.LLM.GeminiCli

Provider Registry
Providers are registered via TOML configuration. There are two kinds:
Module providers (provider_kind: :module)
	module - The Elixir module implementing the Provider behaviour
	aliases - Names used by routing rules
	auth.api_key_env - Environment variable for API key
	cost_tier - Used for error suggestions and routing decisions

CLI providers (provider_kind: :cli)
	type = "cli" - No module required
	[providers.<id>.cli] - CLI-specific configuration (binary, flags, transports)
	Config-driven: new CLI providers are added via TOML, no Elixir code needed
	Built-in providers (claude_code, droid, pi_cli, kimi_cli, codex_cli, gemini_cli)
work without config; TOML entries with the same ID override them
	Availability is determined by binary presence in PATH

CLI Provider Registry
LlmCore.CLIProvider.Registry provides a dedicated query surface for CLI
providers. It merges built-in definitions with TOML-configured ones (TOML wins
on conflict) and exposes:
	list/0 — all known CLI providers with structured metadata
	available/0 — only those with binary in PATH
	fetch/1 — by atom ID or string alias
	resolve/1 — returns a ready-to-use %CLIProvider{} struct
	capabilities/1 — introspect provider capabilities

This is the recommended API for downstream apps that need to discover or select
CLI providers dynamically, replacing hard-coded provider lists.

Structured Output
LlmCore.Structured provides lightweight structured data extraction from LLM
responses without heavy dependencies:
	JSON mode - For providers supporting format: "json", extract and validate
	Schema validation - Validate decoded JSON against schemas
	Custom validators - Accept pluggable validation functions
	Retry-friendly - On validation failure, retry with error feedback


Routing System
The router resolves task types to providers based on TOML configuration:
	routing.default - Default route entry
	routing.tasks.<task> - Task-specific overrides with mode and capability requirements
	Hot-reloads when configuration files change


Hindsight Memory Integration
Hindsight is a semantic memory system accessed via MCP (Model Context Protocol).
The integration includes:
	Caching - Stale-while-revalidate with configurable TTL
	Circuit breaker - Failure isolation to prevent cascade failures
	Retry with backoff - Exponential backoff for transient errors
	Write buffering - Async batched writes for performance
	Bank management - Support for multiple memory banks

Configuration Precedence
	UI runtime override (ETS, session-only)
	Project config
	Global config
	Environment variable (HINDSIGHT_URL)
	Auto-discovered endpoint


Configuration System
Multi-Level Precedence
1. Runtime overrides (ETS)     ← Highest priority
2. Environment variables
3. Project config (<project>/.llm_core/)
4. Global config (~/.llm_core/)
5. Compiled defaults           ← Lowest priority
Hot Reload
Configuration is stored in TOML format. The LlmCore.Config.Watcher monitors
config directories for changes and triggers reload with debouncing (100ms window).
The normalized snapshot lives in LlmCore.Config.Store (ETS) so the router,
provider registry, and memory pipelines react immediately.

Telemetry Events
# Provider events
[:llm_core, :provider, :send, :start]
[:llm_core, :provider, :send, :stop]
[:llm_core, :provider, :send, :exception]
[:llm_core, :provider, :stream, :start]
[:llm_core, :provider, :stream, :chunk]
[:llm_core, :provider, :stream, :stop]

# Router events
[:llm_core, :router, :resolve, :start]
[:llm_core, :router, :resolve, :stop]
[:llm_core, :router, :fallback]

# Hindsight events
[:llm_core, :hindsight, :retain]
[:llm_core, :hindsight, :recall, :start]
[:llm_core, :hindsight, :recall, :stop]
[:llm_core, :hindsight, :circuit_breaker, :state_change]

# Config events
[:llm_core, :config, :reload]
[:llm_core, :config, :watcher, :change]

Testing Approach
	Unit tests - Each provider in isolation (mocked HTTP), router rule matching,
config loading/merging, structured output extraction
	Integration tests - Provider → Router → Response flow, Hindsight retain/recall,
config hot-reload, streaming end-to-end
	Property-based tests - Routing rule precedence, config merge behavior,
response normalization across providers
	Behaviour compliance - All providers implement the behaviour correctly

Test infrastructure includes Mox for mock providers and StreamData for
property-based testing.


  

    CLI Providers

LlmCore can wrap any command-line LLM tool as a first-class provider. No Elixir code needed — just TOML configuration.
How It Works
CLI providers are declared in TOML with type = "cli". At runtime, LlmCore.LLM.CLIProvider builds the correct command-line invocation from the config: binary, flags, prompt position, system prompt strategy, output capture, and error handling.
A CLI provider is considered available when:
	enabled = true in its config block
	The declared binary is found in PATH

No API key or module loading required.
Built-in CLI Providers
These ship in priv/config/llm_core.toml and work out of the box when the binary is installed:
	Name	Binary	Highlights
	claude_code	claude	--print, system prompt via --append-system-prompt-file, --add-dir
	droid	droid	exec subcommand, --auto high, --cwd, --worktree
	pi_cli	pi	--print, --provider, --thinking, system prompt file
	kimi_cli	kimi-cli	Agent-file YAML transform, --final-message-only, output stripping
	codex_cli	codex	exec subcommand, --full-auto, file capture via --output-last-message
	gemini_cli	gemini	Model selection, standard CLI interface

To override a built-in, define a [providers.<name>] block with the same ID and type = "cli" in a project or global TOML override. Your definition replaces the default entirely.
Adding a Custom CLI Provider
Here is a complete example:
[providers.my_tool]
type = "cli"
enabled = true
aliases = ["my-tool", "mt"]
default_model = "v2"

[providers.my_tool.cli]
binary = "my-tool"                     # required — must be in PATH
subcommand = "exec"                    # optional subcommand prepended to args
default_timeout = 60000                # ms (default: 1_800_000 = 30 min)
prompt_position = "last"              # "last" or "flagged"
prompt_transport = "last"             # "last", "flagged", or "stdin"
system_prompt_transport = "file_flag"  # "flag", "file_flag", "inline_fallback", or "unsupported"
install_hint = "pip install my-tool"   # shown when binary is missing
prefix_args = ["--no-interactive"]     # always prepended
auto_approve_args = ["--yes"]          # appended when auto_approve: true
sandbox_bypass_args = ["--unsafe"]     # appended when sandbox_bypass: true

[providers.my_tool.cli.flags]
model = "--model"
temperature = "--temp"
system_prompt = "--system-prompt"
system_prompt_file = "--system-file"
cwd = "--cwd"

[providers.my_tool.cli.preflight]
help_args = ["--help"]
expect_in_help = ["--model"]

[providers.my_tool.capabilities]
streaming = true
passthrough = true

[providers.my_tool.metadata]
cost_tier = "cli"
Configuration Reference
Core Fields
	Field	Required	Default	Description
	binary	Yes	—	Executable name, must be in PATH
	subcommand	No	nil	Subcommand prepended before flags (e.g. "exec" for droid exec)
	default_timeout	No	1800000 (30 min)	Process timeout in milliseconds
	default_model	No	nil	Model string passed to --model
	model_resolution	No	"provider_runtime"	How model selection works: "gc_default", "provider_runtime", or "explicit_only"
	prompt_position	No	"last"	Where the prompt goes: "last" (end of args) or "flagged" (after prompt_flag)
	prompt_flag	Conditional	nil	Required when prompt_position = "flagged" (e.g. "-p" for Claude)
	prompt_transport	No	follows prompt_position	Semantic transport: "last", "flagged", or "stdin"
	stdin_hack	No	false	Wrap with /bin/sh -c ... < /dev/null (needed by Claude CLI)
	prefix_args	No	[]	Arguments always prepended (e.g. ["--print"])
	install_hint	No	nil	Human-readable message shown when binary is not found

Automation Args
These three profiles let callers control the CLI's autonomy level:
	Field	Purpose
	non_interactive_args	Enable batch mode (e.g. ["--batch"])
	auto_approve_args	Enable unattended execution (e.g. ["--auto", "high"])
	sandbox_bypass_args	Disable approval/sandbox entirely (e.g. ["--dangerously-bypass-approvals-and-sandbox"])

All are appended to the invocation only when the corresponding option is true in the dispatch call.
System Prompt Transport
How the system prompt reaches the CLI:
	Transport	Behavior
	"flag"	Passed via a flag like --system-prompt "text"
	"file_flag"	Written to a temp file, path passed via --system-file /tmp/...
	"inline_fallback"	Prepended to the user prompt as System instructions:\n...\nUser request:\n...
	"unsupported"	No system prompt mechanism available

System Prompt File Transforms
Some CLIs need the system prompt in a specific file format. Declare the transform:
[providers.kimi_cli.cli]
system_prompt_file_transform = "agent_spec_yaml"

[providers.kimi_cli.cli.file_transform_defaults]
version = 1
extend = "default"
Supported transforms:
	"agent_spec_yaml" — Generates a YAML agent spec + sibling system.md. Used by Kimi CLI's --agent-file.

Output Capture
	Field	Purpose
	output_file_flag	CLI flag that writes the final response to a file (e.g. "--output-last-message" for Codex)
	output_strip_patterns	Regex patterns stripped from stdout before building the response

Preflight Checks
Declarative validation that the CLI binary matches the configured contract:
[providers.my_tool.cli.preflight]
help_args = ["--help"]
expect_in_help = ["--model"]
Runs the binary with help_args, checks that every string in expect_in_help appears in the output. Fails fast if the CLI version doesn't support expected flags.
Flags Map
Maps semantic option keys to CLI flag strings:
[providers.my_tool.cli.flags]
model = "--model"
temperature = "--temp"
At dispatch time, these are resolved: model: "v2" becomes --model v2 in the invocation. Boolean flags work too: auto_approve: true becomes just --auto (no value).
Querying at Runtime
alias LlmCore.CLIProvider.Registry

# All known CLI providers (built-in + configured)
Registry.list()
#=> [%{id: :claude_code, aliases: ["claude-code"], binary: "claude", available?: true, ...}, ...]

# Only those with binary in PATH
Registry.available()

# Fetch by id or alias
{:ok, entry} = Registry.fetch(:droid)
{:ok, entry} = Registry.fetch("pi")

# Get a ready-to-use provider struct
{:ok, provider} = Registry.resolve(:claude_code)

# Inspect capabilities
{:ok, caps} = Registry.capabilities(:codex_cli)
#=> %{streaming: true, passthrough: true, ...}
Validation Rules
	binary is required and must be a non-empty string
	prompt_position = "flagged" requires prompt_flag to be set
	Enum fields are validated: prompt_position, prompt_transport, system_prompt_transport, output_mode, system_prompt_file_transform
	default_model must be a real model identifier, not a provider name or binary name
	Invalid configs are skipped with a warning (same as module providers)



  

    Agent Loop

LlmCore includes an in-process agentic tool-calling loop that runs entirely inside the BEAM VM — no subprocess, no CLI overhead.
Overview
The agent loop implements the standard agentic pattern:
┌──────────────────────────────────────────┐
│           LlmCore.Agent.Loop             │
│                                          │
│  1. Call LLM with messages + tools       │
│  2. LLM responds with tool calls?        │
│     YES → dispatch tools, collect results │
│            append to messages → goto 1    │
│     NO  → return final text response     │
│                                          │
│  [Iteration Pipeline processes each turn] │
└──────────────────────────────────────────┘
The loop is transport-agnostic — it doesn't know about HTTP, CLIs, or specific providers. It calls a user-supplied llm_send_fn and a resolve_tool function. This makes it work with any LLM backend.
Basic Usage
alias LlmCore.Agent.Loop

# Define your LLM send function
llm_send = fn messages, opts ->
  LlmCore.LLM.Provider.dispatch(LlmCore.LLM.Anthropic, messages, opts)
end

# Define your tool resolver
resolve_tool = fn tool_call ->
  case tool_call.function_name do
    "search" -> {:ok, "search results..."}
    "calculate" -> {:ok, "42"}
    _ -> {:error, "unknown tool"}
  end
end

# Run the loop
{:ok, final_response, messages} =
  Loop.run(
    [%{role: :user, content: "What is 6 × 7?"}],
    llm_send,
    tools: [
      %LlmToolkit.Tool{
        name: "calculate",
        description: "Evaluate a mathematical expression",
        parameters: %{type: "object", properties: %{expr: %{type: "string"}}}
      }
    ],
    resolve_tool: resolve_tool,
    max_iterations: 10
  )

final_response.content
#=> "6 × 7 = 42"
Options
	Option	Required	Default	Description
	:tools	Yes	—	List of LlmToolkit.Tool.t() definitions
	:resolve_tool	Yes	—	fn(Call.t()) -> {:ok, String.t()} | {:error, String.t()}
	:resolver_module	No	nil	Module implementing ToolResolver behaviour for dispatch recipes
	:max_iterations	No	10	Hard iteration ceiling
	:on_iteration	No	nil	Callback fn(Context.t()) -> :ok invoked after each iteration
	:pipeline_opts	No	[sync: true]	Options forwarded to the ALF pipeline
	:llm_opts	No	[]	Extra options forwarded to llm_send_fn

Return Values
	Result	Meaning
	{:ok, response, messages}	LLM produced a text-only response. response is LlmCore.LLM.Response.t(), messages is the full conversation history.
	{:error, :max_iterations_reached}	Iteration budget exhausted without a text-only response.
	{:error, {:circuit_breaker, msg}}	Same tool error repeated 3+ times — systematic bug, not transient.
	{:error, {:llm_error, reason}}	The llm_send_fn returned an error.
	{:error, {:pipeline_error, reason}}	The ALF iteration pipeline crashed.

Iteration Pipeline
Each iteration flows through LlmCore.Agent.Pipeline.Iteration, an ALF pipeline with these stages:
parse_tool_calls       — Extract tool calls from the LLM response
     ↓
validate_calls         — Check calls against tool definitions
     ↓
loop_decision          — Text-only? → :done. Tool calls? → :continue
     ↓
dispatch_tools         — Execute tool calls (serial or parallel)
     ↓
inject_results         — Build tool result messages
     ↓
budget_guard           — Check iteration budget
The pipeline produces a LlmCore.Agent.Context with a decision field that the outer loop reads.
Context Struct
LlmCore.Agent.Context carries data through the pipeline:
	Input fields (set by the loop): messages, tools, response, resolve_tool, iteration, max_iterations
	Intermediate fields (populated by stages): tool_calls, tool_results, result_messages, validation_errors
	Output fields (read by the loop): decision, status, error, trace

Circuit Breaker
The loop detects when the same tool error repeats 3+ consecutive times. This indicates a systematic bug (wrong arguments, missing resource) rather than a transient failure — the model can't fix it by varying arguments. The loop breaks out with {:error, {:circuit_breaker, msg}}.
Telemetry
The loop emits a single event on completion:
:telemetry.execute(
  [:llm_core, :agent, :complete],
  %{total_iterations: N},
  %{tool_calls_count: N}
)
Integration Example
A real-world consumer uses the agent loop for conversational LLM calls that need tool access:
# From a consumer adapter
# (resolves provider, wraps LlmCore.LLM.Provider.dispatch/3 as the send function)
defp send_via_agent_loop(messages, opts, tools, resolve_tool) do
  {:ok, provider, call_opts} = resolve_provider(opts)

  llm_send_fn = fn loop_messages, loop_opts ->
    LlmCore.LLM.Provider.dispatch(provider, loop_messages, Keyword.merge(call_opts, loop_opts))
  end

  case LlmCore.Agent.Loop.run(messages, llm_send_fn,
         tools: tools,
         resolve_tool: resolve_tool,
         max_iterations: 5
       ) do
    {:ok, response, _final_messages} ->
      {:ok, response.content || "", response.usage || %{}}
    {:error, reason} ->
      {:error, reason}
  end
end
This pattern — resolve a provider, build a send function, pass it to the loop — is the recommended integration path for any application that needs tool-calling LLM interactions.


  

    
LlmCore.Agent.Components.BudgetGuard 
    



      
Enforces iteration budget limits.
If the current iteration count has reached max_iterations - 1 (i.e.
this is the last allowed iteration), halts the pipeline with an error
decision. Future extensions may add token budget and cost budget
enforcement.
Skips processing when the decision is already :done (no tool calls)
or when the pipeline is in error status.
Analogous to budget guard clauses in step-oriented loop executors:
that check recursion depth before proceeding.
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        Checks iteration count against max_iterations.
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          @spec call(
  LlmCore.Agent.Context.t(),
  keyword()
) :: LlmCore.Agent.Context.t()


      


Checks iteration count against max_iterations.
Parameters
	ctx — %Context{} with iteration and max_iterations
	opts — ALF stage options (unused)

Returns
	Unchanged context when within budget
	Context with status: :error and decision: {:error, :budget_exceeded}
when the iteration limit is reached


  


        

      


  

    
LlmCore.Agent.Components.DispatchTools 
    



      
Executes validated tool calls via the resolver function.
Calls resolve_tool.(call) for each validated tool call and collects
results as LlmToolkit.Tool.Result structs. Failed tool executions produce
error results (not pipeline errors) — the LLM sees the error message and
can self-correct.
When a resolver_module is set on the context and it implements
dispatch_recipe/1, the stage checks for dispatch recipes before
executing each tool call. If a recipe is found, the call is delegated
to the ToolDispatch pipeline for orchestrated sub-tool execution.
Emits telemetry events for each tool call:
	[:llm_core, :agent, :tool_call, :start]
	[:llm_core, :agent, :tool_call, :stop]

Analogous to a stepwise action stage: the stage that
executes the actual work (capabilities in stepwise, tool resolution here).
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        Dispatches each tool call through the resolver and collects results.
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          @spec call(
  LlmCore.Agent.Context.t(),
  keyword()
) :: LlmCore.Agent.Context.t()


      


Dispatches each tool call through the resolver and collects results.
When a resolver module with dispatch_recipe/1 is available, checks for
recipes before direct execution. Recipe-matched calls are delegated to
the ToolDispatch pipeline for orchestrated sub-tool execution.
Parameters
	ctx — %Context{} with tool_calls and resolve_tool
	opts — ALF stage options (unused)

Returns
  Updated %Context{} with tool_results populated. Error results from
  prior stages (e.g. unknown tool errors from ValidateCalls) are preserved
  and new results are appended.

  


        

      


  

    
LlmCore.Agent.Components.InjectResults 
    



      
Builds the messages to append for the next LLM turn.
Constructs:
	An assistant message containing the tool call requests (so the LLM
sees its own tool calls in conversation history)
	Tool result messages (one per result) in the provider-neutral format

These messages are stored in ctx.result_messages — the outer loop
reads them and appends to the accumulated message list. This mirrors
how a step-oriented loop executor accumulates step_results outside
the pipeline.
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        call(ctx, opts)

      


        Builds assistant + tool result messages from the current iteration.
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          @spec call(
  LlmCore.Agent.Context.t(),
  keyword()
) :: LlmCore.Agent.Context.t()


      


Builds assistant + tool result messages from the current iteration.
Parameters
	ctx — %Context{} with response, tool_calls, and tool_results
	opts — ALF stage options (unused)

Returns
  Updated %Context{} with result_messages populated.

  


        

      


  

    
LlmCore.Agent.Components.LoopDecision 
    



      
Determines whether the outer loop should continue or stop.
If this stage is reached with non-empty result_messages, the decision
is {:continue, messages} — the outer loop appends these messages and
calls the LLM again.
If no tool calls survived validation and the decision was not already set
to :done by ParseToolCalls, this stage defaults to {:done, response}.
Emits the [:llm_core, :agent, :loop_iteration] telemetry event.
Analogous to a projection stage: the final
stage that packages the pipeline output into the contract the consumer
expects.
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        call(ctx, opts)

      


        Sets the decision field based on pipeline processing results.
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          @spec call(
  LlmCore.Agent.Context.t(),
  keyword()
) :: LlmCore.Agent.Context.t()


      


Sets the decision field based on pipeline processing results.
Parameters
	ctx — %Context{} after all prior stages
	opts — ALF stage options (unused)

Returns
  Updated %Context{} with decision set to one of:
	{:continue, messages} — tool calls executed, loop again
	{:done, response} — no more tool calls, return final response


  


        

      


  

    
LlmCore.Agent.Components.ParseToolCalls 
    



      
Extracts tool calls from the LLM response.
If the response contains no tool calls (or an empty list), sets
decision to {:done, response} — the LLM has produced a final text
response and no further iteration is needed.
If tool calls are present, populates ctx.tool_calls for downstream
stages.
Analogous to a context merge stage: takes
raw input and normalizes it into the pipeline's working format.
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        call(ctx, opts)

      


        Extracts tool calls from ctx.response.tool_calls.
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          @spec call(
  LlmCore.Agent.Context.t(),
  keyword()
) :: LlmCore.Agent.Context.t()


      


Extracts tool calls from ctx.response.tool_calls.
Short-circuits when ctx.status is :error.
Parameters
	ctx — %Context{} with the LLM response
	opts — ALF stage options (unused)

Returns
  Updated %Context{} with either:
	tool_calls populated and pipeline continues, or
	decision: {:done, response} when no tool calls are present


  


        

      


  

    
LlmCore.Agent.Components.ValidateCalls 
    



      
Validates parsed tool calls against available tool definitions.
Checks that each tool call's name exists in ctx.tools. Calls to
unknown tools are removed from tool_calls and converted to error
results so the LLM can self-correct in the next iteration.
Optionally validates arguments via LlmCore.Tool.Validator when
the tool definition includes parameter schemas.
Skips processing when the decision is already :done (no tool calls)
or when the pipeline is in error status.
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        call(ctx, opts)

      


        Validates tool calls against available tool definitions.
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          @spec call(
  LlmCore.Agent.Context.t(),
  keyword()
) :: LlmCore.Agent.Context.t()


      


Validates tool calls against available tool definitions.
Unknown tools produce error results that are fed back to the LLM.
Tools with invalid arguments (per JSON Schema) also produce error
results.
Parameters
	ctx — %Context{} with tool_calls and tools
	opts — ALF stage options (unused)

Returns
  Updated %Context{} with validated tool_calls, error tool_results
  for invalid calls, and any validation_errors.

  


        

      


  

    
LlmCore.Agent.Pipeline.Iteration 
    



      
ALF pipeline for processing a single agentic loop iteration.
Given an LLM response that may contain tool calls, this pipeline:
	ParseToolCalls — Extracts tool calls from the response
	ValidateCalls — Checks names exist, validates args vs schema
	BudgetGuard — Iteration budget enforcement
	DispatchTools — Executes tools via the resolver, collects results
	InjectResults — Builds tool result messages for the next turn
	LoopDecision — Decides {:continue, msgs} or {:done, response}

This is the per-iteration counterpart to the outer loop in
LlmCore.Agent.Loop. The relationship mirrors the pattern of
an outer iteration controller wrapping a per-event processing pipeline:
GrooveExecutor.run_steps        ↔  LlmCore.Agent.Loop.run
Stepwise.Pipeline.Stepwise      ↔  LlmCore.Agent.Pipeline.Iteration
StepwiseAction / Advance / etc. ↔  ParseToolCalls / Dispatch / etc.
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        Ensures the ALF pipeline process is running, starting it if necessary.
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          @spec call(any(), Keyword.t()) :: any() | [any()] | nil


          @spec call(any(), Keyword.t()) :: reference()
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          @spec components() :: [map()]
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          @spec ensure_started(keyword()) :: :ok | {:error, term()}


      


Ensures the ALF pipeline process is running, starting it if necessary.
Checks if the pipeline process is registered. If not, starts it with the
given options. Supports sync: true for deterministic test execution.
Parameters
	opts — keyword list passed to the ALF manager. Common options:	:sync — when true, pipeline runs synchronously (useful for tests)



Returns
	:ok — pipeline is running
	{:error, reason} — pipeline failed to start

Examples
:ok = LlmCore.Agent.Pipeline.Iteration.ensure_started(sync: true)

  



    

  
    
      
    
    
      flow(flow, names, opts \\ [debug: false])



        
          
        

    

  


  

      

          @spec flow(map(), list(), Keyword.t()) :: Enumerable.t()


      



  



  
    
      
    
    
      start()



        
          
        

    

  


  

      

          @spec start() :: :ok


      



  



  
    
      
    
    
      start(opts)



        
          
        

    

  


  

      

          @spec start(list()) :: :ok


      



  



  
    
      
    
    
      started?()



        
          
        

    

  


  

      

          @spec started?() :: true | false


      



  



  
    
      
    
    
      stop()



        
          
        

    

  


  

      

          @spec stop() :: :ok | {:exit, {atom(), any()}}


      



  



    

  
    
      
    
    
      stream(stream, opts \\ [debug: false])



        
          
        

    

  


  

      

          @spec stream(Enumerable.t(), Keyword.t()) :: Enumerable.t()


      



  


        

      


  

    
LlmCore.Agent.Pipeline.ToolDispatch 
    



      
ALF pipeline for orchestrated tool dispatch.
When DispatchTools encounters a tool call that has a registered dispatch
recipe, it invokes this pipeline instead of calling the resolver directly.
The pipeline orchestrates sub-tool execution using ALF's native components:
	Switch routes between passthrough (simple tools) and recipe dispatch
	Composer fans out one dispatch into N parallel sub-tool calls
	Stage + count: executes sub-tools concurrently via GenStage workers
	Composer fans in N results into one composed output

Architecture
This pipeline generalises the pattern of bespoke dispatchers that
hardcode tool orchestration as sequential function calls.
ToolDispatch makes it declarative via ALF components.
Pipeline Structure
ResolveStrategy → Switch(:dispatch_route)
  ├─ :passthrough → [DirectResolve]
  └─ :recipe → [BuildPlan, ExecuteSerial, FanOutParallel,
                 ExecuteOneCall(count:3), CollectResults, ComposeOutput]

      


      
        Summary


  
    Functions
  


    
      
        alf_components()

      


    


    
      
        call(event, opts \\ [debug: false])

      


    


    
      
        cast(event, opts \\ [debug: false, send_result: false])

      


    


    
      
        components()

      


    


    
      
        dispatch_route(event, opts)

      


        Switch routing function — called at runtime for each event.



    


    
      
        ensure_started(opts \\ [])

      


        Starts the pipeline if not already running.



    


    
      
        flow(flow, names, opts \\ [debug: false])

      


    


    
      
        start()

      


    


    
      
        start(opts)

      


    


    
      
        started?()

      


    


    
      
        stop()

      


    


    
      
        stream(stream, opts \\ [debug: false])

      


    





      


      
        Functions


        


  
    
      
    
    
      alf_components()



        
          
        

    

  


  


  



    

  
    
      
    
    
      call(event, opts \\ [debug: false])



        
          
        

    

  


  

      

          @spec call(any(), Keyword.t()) :: any() | [any()] | nil


          @spec call(any(), Keyword.t()) :: reference()


      



  



    

  
    
      
    
    
      cast(event, opts \\ [debug: false, send_result: false])



        
          
        

    

  


  


  



  
    
      
    
    
      components()



        
          
        

    

  


  

      

          @spec components() :: [map()]


      



  



  
    
      
    
    
      dispatch_route(event, opts)



        
          
        

    

  


  

      

          @spec dispatch_route(
  LlmCore.Agent.ToolDispatch.Event.t(),
  keyword()
) :: :recipe | :passthrough


      


Switch routing function — called at runtime for each event.
Returns the branch key based on the event's strategy field, which
was set by ResolveStrategy.

  



    

  
    
      
    
    
      ensure_started(opts \\ [])



        
          
        

    

  


  

      

          @spec ensure_started(keyword()) :: :ok | {:error, term()}


      


Starts the pipeline if not already running.
Options
	:sync — true for sequential execution (tests), false for
async parallel execution (production). Default: false.

Returns
	:ok — pipeline is running
	{:error, reason} — pipeline failed to start


  



    

  
    
      
    
    
      flow(flow, names, opts \\ [debug: false])



        
          
        

    

  


  

      

          @spec flow(map(), list(), Keyword.t()) :: Enumerable.t()


      



  



  
    
      
    
    
      start()



        
          
        

    

  


  

      

          @spec start() :: :ok


      



  



  
    
      
    
    
      start(opts)



        
          
        

    

  


  

      

          @spec start(list()) :: :ok


      



  



  
    
      
    
    
      started?()



        
          
        

    

  


  

      

          @spec started?() :: true | false


      



  



  
    
      
    
    
      stop()



        
          
        

    

  


  

      

          @spec stop() :: :ok | {:exit, {atom(), any()}}


      



  



    

  
    
      
    
    
      stream(stream, opts \\ [debug: false])



        
          
        

    

  


  

      

          @spec stream(Enumerable.t(), Keyword.t()) :: Enumerable.t()


      



  


        

      


  

    
LlmCore.Agent.ToolDispatch.Components.BuildPlan 
    



      
Evaluates the dispatch recipe to produce an execution plan.
The recipe is a function that takes the tool call's arguments and returns
an execution plan with serial steps (dependent, run in order) and
parallel steps (independent, run concurrently).
Plan Structure
%{
  serial: [%{tool: "tool_name", arguments: %{...}, label: "Step label"}],
  parallel: [%{tool: "tool_name", arguments: %{...}, label: "Step label"}],
  compose: &custom_compose_fn/1  # optional
}

      


      
        Summary


  
    Functions
  


    
      
        call(event, opts)

      


        Evaluates the recipe function to produce an execution plan.



    





      


      
        Functions


        


  
    
      
    
    
      call(event, opts)



        
          
        

    

  


  

      

          @spec call(
  LlmCore.Agent.ToolDispatch.Event.t(),
  keyword()
) :: LlmCore.Agent.ToolDispatch.Event.t()


      


Evaluates the recipe function to produce an execution plan.
Parameters
	event — %Event{} with recipe function and call
	opts — ALF stage options (unused)

Returns
  Updated %Event{} with plan and total_parallel populated.
  On recipe error, sets status: :error with details.

  


        

      


  

    
LlmCore.Agent.ToolDispatch.Components.CollectResults 
    



      
Composer that collects parallel execution results back into a single event.
Accumulates step_result from each fanned-out event in its memo. When all
expected results have been collected (count matches total_parallel),
emits a single event with all parallel_results populated.
If the event was NOT fanned out (no parallel steps), it passes through.
ALF Composer Contract
Returns {events, memo}. Emits nothing until all parallel results are
collected, then emits one composed event and resets memo.
IMPORTANT: This Composer must have count: 1 (the default) to ensure all
fanned-out events reach the same worker for proper accumulation.

      


      
        Summary


  
    Functions
  


    
      
        call(event, memo, opts)

      


        Collection function for the ALF Composer.



    





      


      
        Functions


        


  
    
      
    
    
      call(event, memo, opts)



        
          
        

    

  


  

      

          @spec call(LlmCore.Agent.ToolDispatch.Event.t(), [map()], keyword()) ::
  {[LlmCore.Agent.ToolDispatch.Event.t()], [map()]}


      


Collection function for the ALF Composer.
Parameters
	event — %Event{} with step_result from parallel execution
	memo — List of accumulated results
	opts — ALF composer options (unused)

Returns
  {[Event.t()], [map()]} — Empty list while collecting, single event
  when all results are gathered.

  


        

      


  

    
LlmCore.Agent.ToolDispatch.Components.ComposeOutput 
    



      
Formats collected results into a single consolidated output string.
Uses the recipe's custom compose function if provided, otherwise
falls back to structured markdown concatenation.
The composed string becomes the tool result that the LLM sees —
it should be informative and well-structured.

      


      
        Summary


  
    Functions
  


    
      
        call(event, opts)

      


        Composes serial and parallel results into a final output string.



    





      


      
        Functions


        


  
    
      
    
    
      call(event, opts)



        
          
        

    

  


  

      

          @spec call(
  LlmCore.Agent.ToolDispatch.Event.t(),
  keyword()
) :: LlmCore.Agent.ToolDispatch.Event.t()


      


Composes serial and parallel results into a final output string.
Parameters
	event — %Event{} with serial_results, parallel_results, errors
	opts — ALF stage options (unused)

Returns
  Updated %Event{} with result set to the composed output string.

  


        

      


  

    
LlmCore.Agent.ToolDispatch.Components.DirectResolve 
    



      
Executes a tool call directly via the resolver function.
This is the passthrough path — no sub-tool orchestration, just
a direct call. This branch exists so that ToolDispatch can handle
ALL tool calls uniformly, whether they have recipes or not.

      


      
        Summary


  
    Functions
  


    
      
        call(event, opts)

      


        Calls resolve_fn with the original tool call.



    





      


      
        Functions


        


  
    
      
    
    
      call(event, opts)



        
          
        

    

  


  

      

          @spec call(
  LlmCore.Agent.ToolDispatch.Event.t(),
  keyword()
) :: LlmCore.Agent.ToolDispatch.Event.t()


      


Calls resolve_fn with the original tool call.
Parameters
	event — %Event{} with call and resolve_fn
	opts — ALF stage options (unused)

Returns
  Updated %Event{} with result and status populated.

  


        

      


  

    
LlmCore.Agent.ToolDispatch.Components.ExecuteOneCall 
    



      
Executes a single parallel sub-tool call.
With count: N in the pipeline definition, N GenStage workers run this
stage concurrently. When the fan-out Composer emits N events, they
distribute across workers for parallel execution.
If the event has no current_step (passed through from fan-out with no
parallel steps), this stage is a pass-through.

      


      
        Summary


  
    Functions
  


    
      
        call(event, opts)

      


        Executes the tool call specified by current_step.



    





      


      
        Functions


        


  
    
      
    
    
      call(event, opts)



        
          
        

    

  


  

      

          @spec call(
  LlmCore.Agent.ToolDispatch.Event.t(),
  keyword()
) :: LlmCore.Agent.ToolDispatch.Event.t()


      


Executes the tool call specified by current_step.
Parameters
	event — %Event{} with current_step and resolve_fn
	opts — ALF stage options (unused)

Returns
  Updated %Event{} with step_result populated. The result is either
  a success map %{label, tool, content} or an error map %{label, tool, error}.

  


        

      


  

    
LlmCore.Agent.ToolDispatch.Components.ExecuteSerial 
    



      
Executes serial tool call steps sequentially.
Serial steps have data dependencies — each step can use results from
prior steps via dynamic argument resolution. Results accumulate in
serial_context for reference by later steps and by the compose stage.
If there are no serial steps, this stage is a pass-through.

      


      
        Summary


  
    Functions
  


    
      
        call(event, opts)

      


        Runs serial steps in order, threading results forward.



    





      


      
        Functions


        


  
    
      
    
    
      call(event, opts)



        
          
        

    

  


  

      

          @spec call(
  LlmCore.Agent.ToolDispatch.Event.t(),
  keyword()
) :: LlmCore.Agent.ToolDispatch.Event.t()


      


Runs serial steps in order, threading results forward.
Parameters
	event — %Event{} with plan.serial steps and resolve_fn
	opts — ALF stage options (unused)

Returns
  Updated %Event{} with serial_results, serial_context, and
  any accumulated errors.

  


        

      


  

    
LlmCore.Agent.ToolDispatch.Components.FanOutParallel 
    



      
Composer that fans out one dispatch event into N parallel call events.
Each emitted event carries one parallel step to execute. With count: N
on the subsequent ExecuteOneCall stage, these events are processed
concurrently across GenStage workers (in async mode).
If there are no parallel steps, the event passes through unchanged —
the pipeline structure exists but acts as a pass-through.
ALF Composer Contract
Returns {events, memo} where events is a list of Event structs,
one per parallel step. Memo is unused (nil).

      


      
        Summary


  
    Functions
  


    
      
        call(event, atom, opts)

      


        Fan-out function for the ALF Composer.



    





      


      
        Functions


        


  
    
      
    
    
      call(event, atom, opts)



        
          
        

    

  


  

      

          @spec call(LlmCore.Agent.ToolDispatch.Event.t(), nil, keyword()) ::
  {[LlmCore.Agent.ToolDispatch.Event.t()], nil}


      


Fan-out function for the ALF Composer.
Parameters
	event — %Event{} with plan.parallel steps
	memo — Composer memo (unused, always nil)
	opts — ALF composer options (unused)

Returns
  {[Event.t()], nil} — One event per parallel step, or the original
  event wrapped in a list if there are no parallel steps.

  


        

      


  

    
LlmCore.Agent.ToolDispatch.Components.ResolveStrategy 
    



      
Determines the dispatch strategy for a tool call.
Checks if a recipe exists for the tool. If yes, strategy is :recipe
and the event flows to the recipe branch. If no, strategy is :passthrough
and the event goes to DirectResolve.
This is a static structure with dynamic routing — the Switch after this
stage uses the strategy field to route. The recipe branch exists whether
or not any given call uses it.

      


      
        Summary


  
    Functions
  


    
      
        call(event, opts)

      


        Sets the dispatch strategy based on recipe presence.



    





      


      
        Functions


        


  
    
      
    
    
      call(event, opts)



        
          
        

    

  


  

      

          @spec call(
  LlmCore.Agent.ToolDispatch.Event.t(),
  keyword()
) :: LlmCore.Agent.ToolDispatch.Event.t()


      


Sets the dispatch strategy based on recipe presence.
Parameters
	event — %Event{} with optional recipe field
	opts — ALF stage options (unused)

Returns
  Updated %Event{} with strategy set to :passthrough or :recipe.

  


        

      


  

    
LlmCore.Agent.ToolDispatch.Event 
    



      
Event struct flowing through the ToolDispatch pipeline.
Created by DispatchTools when it detects a tool call with a registered
dispatch recipe. Carries all context needed for dispatch orchestration.
Fields
Input — set by DispatchTools before pipeline entry
	call — The original %Call{} that triggered dispatch
	resolve_fn — Function to execute individual tool calls
	recipe — Recipe function or nil for passthrough

Pipeline state — populated by stages
	strategy — :passthrough or :recipe
	plan — Execution plan from recipe evaluation
	serial_results — Results from serial step execution
	serial_context — Accumulated context from serial results
	current_step — Current parallel step being executed
	total_parallel — Total number of parallel steps expected
	step_result — Result of the current parallel step
	parallel_results — Collected parallel step results
	errors — Accumulated errors from any failed steps

Output — read by DispatchTools after pipeline exit
	result — Final composed string result
	status — :ok or :error
	error — Error detail when status == :error


      


      
        Summary


  
    Types
  


    
      
        t()

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %LlmCore.Agent.ToolDispatch.Event{
  call: LlmToolkit.Tool.Call.t() | nil,
  current_step: map() | nil,
  error: term() | nil,
  errors: [map()],
  parallel_results: [map()],
  plan: map() | nil,
  recipe: (map() -> map()) | nil,
  resolve_fn:
    (LlmToolkit.Tool.Call.t() -> {:ok, String.t()} | {:error, String.t()}) | nil,
  result: String.t() | nil,
  serial_context: map(),
  serial_results: [map()],
  status: :ok | :error,
  step_result: map() | nil,
  strategy: :passthrough | :recipe,
  total_parallel: non_neg_integer()
}


      



  


        

      


  

    
LlmCore.Config.Editor 
    



      
Helpers for reading and mutating llm_core.toml files.
The editor focuses on the project-level file but accepts custom paths so
callers (mix tasks, tests) can operate on ad-hoc configs without touching
user data.

      


      
        Summary


  
    Functions
  


    
      
        default_path()

      


        Returns the default path to the project-level llm_core.toml file.



    


    
      
        delete_path(config, list)

      


        Removes the value at the given key path from config.



    


    
      
        put_path(config, list, value)

      


        Sets a nested value in config at the given key path.



    


    
      
        read(path \\ default_path())

      


        Reads and decodes the TOML configuration file at path.



    


    
      
        update(fun, path \\ default_path())

      


        Reads the config at path, applies the transformation function fun, and
writes the result back.



    


    
      
        write(map, path \\ default_path())

      


        Encodes map as TOML and writes it to path, creating parent directories
as needed.



    





      


      
        Functions


        


  
    
      
    
    
      default_path()



        
          
        

    

  


  

      

          @spec default_path() :: String.t()


      


Returns the default path to the project-level llm_core.toml file.

  



  
    
      
    
    
      delete_path(config, list)



        
          
        

    

  


  

      

          @spec delete_path(map(), [String.t()]) :: map()


      


Removes the value at the given key path from config.

  



  
    
      
    
    
      put_path(config, list, value)



        
          
        

    

  


  

      

          @spec put_path(map(), [String.t()], term()) :: map()


      


Sets a nested value in config at the given key path.
Creates intermediate maps as needed.

  



    

  
    
      
    
    
      read(path \\ default_path())



        
          
        

    

  


  

      

          @spec read(String.t() | nil) :: {:ok, map()} | {:error, term()}


      


Reads and decodes the TOML configuration file at path.
Returns {:ok, map()} with the parsed contents, or {:ok, %{}} if the
file does not exist.

  



    

  
    
      
    
    
      update(fun, path \\ default_path())



        
          
        

    

  


  

      

          @spec update((map() -> map()), String.t() | nil) :: {:ok, map()} | {:error, term()}


      


Reads the config at path, applies the transformation function fun, and
writes the result back.
Returns {:ok, new_config} on success.

  



    

  
    
      
    
    
      write(map, path \\ default_path())



        
          
        

    

  


  

      

          @spec write(map(), String.t() | nil) :: :ok | {:error, term()}


      


Encodes map as TOML and writes it to path, creating parent directories
as needed.

  


        

      


  

    
LlmCore.Executor.Control 
    



      
Minimal execution control registry used by CLI providers to support HALT semantics.
Consumers that need richer state management can override these functions
or provide their own module via dependency injection, but the defaults keep
track of active ports so they can be cleaned up when executions end.

      


      
        Summary


  
    Functions
  


    
      
        clear_active(execution_id)

      


        Removes the active port registration for the given execution ID.



    


    
      
        lookup(execution_id)

      


        Looks up the active port for the given execution ID.



    


    
      
        set_active_port(execution_id, port)

      


        Registers a port as the active process for the given execution ID.



    





      


      
        Functions


        


  
    
      
    
    
      clear_active(execution_id)



        
          
        

    

  


  

      

          @spec clear_active(String.t()) :: :ok


      


Removes the active port registration for the given execution ID.

  



  
    
      
    
    
      lookup(execution_id)



        
          
        

    

  


  

      

          @spec lookup(String.t()) :: {:ok, port()} | :error


      


Looks up the active port for the given execution ID.
Returns {:ok, port} if found, :error otherwise.

  



  
    
      
    
    
      set_active_port(execution_id, port)



        
          
        

    

  


  

      

          @spec set_active_port(String.t(), port()) :: :ok


      


Registers a port as the active process for the given execution ID.

  


        

      


  

    
LlmCore.LLM.Anthropic 
    



      
Anthropic Claude API provider implementing LlmCore.LLM.Provider.

      


      
        Summary


  
    Functions
  


    
      
        available?()

      


        Checks if the Anthropic API key is configured.



    


    
      
        capabilities()

      


        Returns Anthropic's capability map including streaming, structured output,
tool use, and supported models.



    


    
      
        provider_type()

      


        Returns :api — Anthropic is a cloud API provider.



    


    
      
        send(prompt, opts \\ [])

      


        Sends a prompt to the Anthropic Messages API and returns the response.



    


    
      
        stream(prompt, opts \\ [])

      


        Streams a response from the Anthropic Messages API using Server-Sent Events.



    





      


      
        Functions


        


  
    
      
    
    
      available?()



        
          
        

    

  


  

      

          @spec available?() :: boolean()


      


Checks if the Anthropic API key is configured.

  



  
    
      
    
    
      capabilities()



        
          
        

    

  


  

      

          @spec capabilities() :: LlmCore.LLM.Provider.capabilities()


      


Returns Anthropic's capability map including streaming, structured output,
tool use, and supported models.

  



  
    
      
    
    
      provider_type()



        
          
        

    

  


  

      

          @spec provider_type() :: :api


      


Returns :api — Anthropic is a cloud API provider.

  



    

  
    
      
    
    
      send(prompt, opts \\ [])



        
          
        

    

  


  

      

          @spec send(
  LlmCore.LLM.Provider.prompt(),
  keyword()
) :: {:ok, LlmCore.LLM.Response.t()} | {:error, LlmCore.LLM.Error.t()}


      


Sends a prompt to the Anthropic Messages API and returns the response.
When opts[:tools] contains a list of LlmToolkit.Tool structs, tool
definitions are encoded into the request body. If the model responds
with stop_reason: "tool_use", the returned Response.tool_calls
will contain decoded LlmToolkit.Tool.Call structs.

  



    

  
    
      
    
    
      stream(prompt, opts \\ [])



        
          
        

    

  


  

      

          @spec stream(
  LlmCore.LLM.Provider.prompt(),
  keyword()
) :: {:ok, Enumerable.t()} | {:error, LlmCore.LLM.Error.t()}


      


Streams a response from the Anthropic Messages API using Server-Sent Events.

  


        

      


  

    
LlmCore.LLM.Appliance 
    



      
Generic local inference appliance provider (DGX Spark, future devices).
Assumes an OpenAI-compatible chat completion API exposed over HTTP.

      


      
        Summary


  
    Functions
  


    
      
        available?()

      


        Checks if the appliance base URL is configured and the health endpoint responds.



    


    
      
        capabilities()

      


        Returns the appliance capability map. Models and max_context are sourced from
application config.



    


    
      
        discover()

      


        Discover configured appliances (future mDNS hook).



    


    
      
        health(url)

      


        Perform a lightweight health check against the appliance.



    


    
      
        provider_type()

      


        Returns :local — Appliance is a local inference provider.



    


    
      
        send(prompt, opts \\ [])

      


        Sends a prompt to the appliance chat completions endpoint.



    


    
      
        stream(prompt, opts \\ [])

      


        Streams a response from the appliance chat completions endpoint via SSE.



    





      


      
        Functions


        


  
    
      
    
    
      available?()



        
          
        

    

  


  

      

          @spec available?() :: boolean()


      


Checks if the appliance base URL is configured and the health endpoint responds.

  



  
    
      
    
    
      capabilities()



        
          
        

    

  


  

      

          @spec capabilities() :: LlmCore.LLM.Provider.capabilities()


      


Returns the appliance capability map. Models and max_context are sourced from
application config.

  



  
    
      
    
    
      discover()



        
          
        

    

  


  

      

          @spec discover() :: [{String.t() | binary(), URI.t()}]


      


Discover configured appliances (future mDNS hook).

  



  
    
      
    
    
      health(url)



        
          
        

    

  


  

      

          @spec health(String.t() | URI.t()) :: boolean()


      


Perform a lightweight health check against the appliance.

  



  
    
      
    
    
      provider_type()



        
          
        

    

  


  

      

          @spec provider_type() :: :local


      


Returns :local — Appliance is a local inference provider.

  



    

  
    
      
    
    
      send(prompt, opts \\ [])



        
          
        

    

  


  

      

          @spec send(
  LlmCore.LLM.Provider.prompt(),
  keyword()
) :: {:ok, LlmCore.LLM.Response.t()} | {:error, LlmCore.LLM.Error.t()}


      


Sends a prompt to the appliance chat completions endpoint.

  



    

  
    
      
    
    
      stream(prompt, opts \\ [])



        
          
        

    

  


  

      

          @spec stream(
  LlmCore.LLM.Provider.prompt(),
  keyword()
) :: {:ok, Enumerable.t()} | {:error, LlmCore.LLM.Error.t()}


      


Streams a response from the appliance chat completions endpoint via SSE.

  


        

      


  

    
LlmCore.LLM.CLIPort 
    



      
Helpers for running CLI-based LLM providers via Port.
This is used to support true HALT semantics by allowing the executor
to interrupt in-flight CLI operations (SIGINT/SIGTERM/SIGKILL).

      


      
        Summary


  
    Types
  


    
      
        exec_result()

      


    





  
    Functions
  


    
      
        run(executable, args, timeout, execution_id \\ nil)

      


        Runs a CLI executable with the given args and returns collected output.



    


    
      
        spawn(executable, args, execution_id \\ nil)

      


        Spawns a CLI executable as an interactive port without waiting for completion.



    


    
      
        stream(executable, args, timeout, execution_id \\ nil)

      


        Starts a CLI executable and returns a lazy stream of output lines.



    





      


      
        Types


        


  
    
      
    
    
      exec_result()



        
          
        

    

  


  

      

          @type exec_result() ::
  {:ok, iodata(), non_neg_integer()} | {:error, :timeout} | {:error, term()}


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      run(executable, args, timeout, execution_id \\ nil)



        
          
        

    

  


  

      

          @spec run(String.t(), [String.t()], timeout(), String.t() | nil) :: exec_result()


      


Runs a CLI executable with the given args and returns collected output.
Opens a port with </dev/null to close stdin, collects all stdout/stderr
data, and returns {:ok, output, exit_code} or {:error, reason}.

  



    

  
    
      
    
    
      spawn(executable, args, execution_id \\ nil)



        
          
        

    

  


  

      

          @spec spawn(String.t(), [String.t()], String.t() | nil) ::
  {:ok, port()} | {:error, term()}


      


Spawns a CLI executable as an interactive port without waiting for completion.
Returns {:ok, port} for the caller to interact with directly.

  



    

  
    
      
    
    
      stream(executable, args, timeout, execution_id \\ nil)



        
          
        

    

  


  

      

          @spec stream(String.t(), [String.t()], timeout(), String.t() | nil) ::
  {:ok, Enumerable.t()} | {:error, term()}


      


Starts a CLI executable and returns a lazy stream of output lines.
The stream yields line-by-line output. The port is automatically closed
when the stream is consumed or on timeout.

  


        

      


  

    
LlmCore.LLM.CLIProvider.Config 
    



      
Configuration for a CLI-based LLM provider.
Pure data — loaded from TOML or constructed in code. This is what
makes CLIProvider universal: a new CLI client is just a config entry,
no Elixir code needed.
Core Fields
	name — atom identifying this provider (e.g. :claude_code, :droid)
	binary — executable name (must be in PATH)
	subcommand — optional subcommand prepended to args (e.g. "exec" for droid)
	provider_type — always :cli
	default_timeout — timeout in ms (default: 1_800_000 = 30 min)
	default_model — real model string used only when GC owns the default
	model_resolution — how model selection works for this CLI provider:
:gc_default, :provider_runtime, or :explicit_only
	flags — map of opt key → CLI flag (e.g. %{model: "--model", auto: "--auto"})
	prompt_position — :last (default) or :flagged (e.g. claude uses -p)
	prompt_flag — flag before the prompt when prompt_position == :flagged (e.g. -p)
	prefix_args — args always prepended (e.g. ["--print"] for claude)
	stdin_hack — wrap with /bin/sh -c 'exec "$0" "$@" < /dev/null' (claude needs this)
	install_hint — shown in not_installed error message
	prompt_transport — optional semantic prompt transport (:last, :flagged, :stdin)
	system_prompt_transport — optional semantic system prompt strategy
	cwd_flag — optional explicit cwd flag for capability introspection
	add_dir_flag — optional explicit add-dir flag for capability introspection
	output_mode — optional output mode (:stdout_text, :final_message_only, :json)
	non_interactive_args — optional args enabling non-interactive execution
	auto_approve_args — optional args enabling unattended execution
	sandbox_bypass_args — optional args for stronger sandbox/approval bypass
	preflight — optional declarative preflight configuration

System Prompt File Transform
	system_prompt_file_transform — declares how to prepare the system prompt
file before passing it to the CLI. When nil, the file is passed as-is
(backward-compatible default).
Supported transforms:
	:agent_spec_yaml — generates a YAML agent spec file plus a sibling
system.md containing the raw prompt. Used by Kimi CLI's --agent-file.
Generates the nested structure Kimi expects:
version: 1
agent:
  extend: default
  name: <agent_name>
  system_prompt_path: ./system.md
  model: <model>    # when available


The transform resolves field values with this precedence:
	Dispatch opts (:agent_name, :model) — caller-supplied
	file_transform_defaults (TOML config) — provider-level defaults
	Built-in fallbacks (name: "llm_core_agent", version: 1, extend: "default")


	file_transform_defaults — optional map of default values for the transform.
Providers declare these in TOML under [providers.<id>.cli.file_transform_defaults].
Keys like version, extend, name, model are passed to the transform
as fallback context.


Output Capture
	output_file_flag — CLI flag that writes the final response to a file
(e.g. "--output-last-message" for Codex). When set, the runtime creates
a temp file, passes it via this flag, and reads the response from the file
instead of stdout.
	output_strip_patterns — list of regex pattern strings applied to stdout
output to strip banners, session noise, or decorators before building the
response. Applied only to stdout-based output (not file capture).


      


      
        Summary


  
    Types
  


    
      
        t()

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %LlmCore.LLM.CLIProvider.Config{
  add_dir_flag: String.t() | nil,
  auto_approve_args: [String.t()],
  binary: String.t(),
  cwd_flag: String.t() | nil,
  default_model: String.t() | nil,
  default_timeout: pos_integer(),
  file_transform_defaults: map(),
  flags: %{required(atom()) => String.t()},
  install_hint: String.t() | nil,
  model_resolution: :gc_default | :provider_runtime | :explicit_only,
  name: atom(),
  non_interactive_args: [String.t()],
  output_file_flag: String.t() | nil,
  output_mode: :stdout_text | :final_message_only | :json | nil,
  output_strip_patterns: [String.t()],
  prefix_args: [String.t()],
  preflight: map(),
  prompt_flag: String.t() | nil,
  prompt_position: :last | :flagged,
  prompt_transport: :last | :flagged | :stdin | nil,
  provider_type: :cli,
  sandbox_bypass_args: [String.t()],
  stdin_hack: boolean(),
  subcommand: String.t() | nil,
  system_prompt_file_transform: :agent_spec_yaml | nil,
  system_prompt_transport:
    :flag | :file_flag | :inline_fallback | :unsupported | nil
}


      



  


        

      


  

    
LlmCore.LLM.Messages 
    



      
Normalizes prompts into the chat message format used by API providers.
Handles standard roles (:system, :user, :assistant) and the :tool
role natively — tool messages are preserved with their tool_call_id rather
than being collapsed into :user messages. Provider adapters are responsible
for any further format translation (e.g. Anthropic wraps tool results in
user role with tool_result content blocks).

      


      
        Summary


  
    Functions
  


    
      
        normalize_chat(prompt)

      


        Normalizes prompts into the chat message format used by API providers.



    


    
      
        render_cli_prompt(prompt)

      


        Renders prompts for CLI providers.



    


    
      
        valid_message?(arg1)

      


        Returns true if the given map looks like a valid chat message.



    





      


      
        Functions


        


  
    
      
    
    
      normalize_chat(prompt)



        
          
        

    

  


  

      

          @spec normalize_chat(String.t() | [map()] | any()) :: [map()]


      


Normalizes prompts into the chat message format used by API providers.
Accepts a string, a list of message maps (atom or string keys), or any
term that implements String.Chars. Tool-role messages retain their
tool_call_id field when present.

  



  
    
      
    
    
      render_cli_prompt(prompt)



        
          
        

    

  


  

      

          @spec render_cli_prompt(String.t() | [map()] | any()) :: String.t()


      


Renders prompts for CLI providers.

  



  
    
      
    
    
      valid_message?(arg1)



        
          
        

    

  


  

      

          @spec valid_message?(map()) :: boolean()


      


Returns true if the given map looks like a valid chat message.
Accepts both atom-keyed (%{role: :user, content: "..."}) and
string-keyed (%{"role" => "user", "content" => "..."}) maps.
Tool-role messages are accepted with or without a tool_call_id.

  


        

      


  

    
LlmCore.LLM.Native 
    



      
In-process agentic provider — runs the agent loop inside the BEAM VM.
	Reads the agent .md system prompt
	Resolves an LLM API provider (Appliance → Zai → Anthropic)
	Calls LlmCore.Agent.Loop.run with LlmToolkit.CodeTools
	Returns a standard LlmCore.LLM.Response

Zero CLI cost. Uses whatever API provider is available.
Provider Resolution Priority
	Appliance (local, free) — Qwen, etc. on DGX Spark / LM Studio
	Z.ai (plan-covered) — GLM-5.1, included in coding plan
	Anthropic (direct API) — Claude models, pay-per-token

Usage
This provider implements LlmCore.LLM.Provider and is selected by
provider routing when provider: "native" is specified or when no
CLI providers are available.
{:ok, response} = LlmCore.LLM.Native.send(task,
  system_prompt_file: "/path/to/agent.md",
  cwd: "/path/to/project",
  model: "qwen3-vl-32b-thinking"
)

      


      
        Summary


  
    Functions
  


    
      
        try_cascade(list, run_fn)

      


        Walk a list of {module, model, opts} candidates and invoke run_fn
on each until one succeeds.



    





      


      
        Functions


        


  
    
      
    
    
      try_cascade(list, run_fn)



        
          
        

    

  


  

      

          @spec try_cascade([{module(), String.t(), keyword()}], (tuple() -> term())) ::
  {:ok, LlmCore.LLM.Response.t(), [map()]} | {:error, term()}


      


Walk a list of {module, model, opts} candidates and invoke run_fn
on each until one succeeds.
	{:ok, response, messages} from run_fn → returned immediately.
	{:error, :max_iterations_reached} → returned immediately (reasoning
failure, not a provider outage — retrying elsewhere won't help).
	Any other {:error, reason} → logs and advances to the next candidate.
	Empty list → {:error, :no_provider_succeeded}.

Exposed for direct testing; production call sites go through send/2.

  


        

      


  

    
LlmCore.LLM.Native.Router 
    



      
Config-driven provider resolution for the Native agentic loop.
Resolves a provider name (or nil for cascade) into a fully-configured
{module, model, provider_opts} tuple. Provider definitions are loaded
from TOML at startup and stored in LlmCore.Config.Store.
Resolution Logic
	Explicit provider (llm_provider: "zai") → look up Definition by name/alias
	Model routing (model matches a pattern) → look up Definition for matched provider
	Cascade → walk [native]cascade list, find first available provider Definition
	Nothing matches → {:error, :no_provider}

Adding a new provider
Add a [providers.my_provider] section to llm_core.toml. Zero code changes.

      


      
        Summary


  
    Types
  


    
      
        config()

      


    


    
      
        provider_opts()

      


    


    
      
        resolution()

      


    





  
    Functions
  


    
      
        candidates(model, config, opts \\ [])

      


        Returns an ordered list of candidates — primary first, then cascade fallbacks.



    


    
      
        cascade_pick(config, model, providers)

      


        Walk the cascade and return the first available provider.



    


    
      
        get_default_model(alias, config)

      


        Returns the default model for a provider alias from config.



    


    
      
        resolve(model, config, opts \\ [])

      


        Resolve a provider for the given model string.



    


    
      
        resolve_provider(provider_name)

      


        Resolve a provider by explicit name (e.g. "zai" from native:zai syntax).



    


    
      
        route_model(lower, config)

      


        Match a lowercased model string against routing patterns. First match wins.



    





      


      
        Types


        


  
    
      
    
    
      config()



        
          
        

    

  


  

      

          @type config() :: map()


      



  



  
    
      
    
    
      provider_opts()



        
          
        

    

  


  

      

          @type provider_opts() :: keyword()


      



  



  
    
      
    
    
      resolution()



        
          
        

    

  


  

      

          @type resolution() ::
  {:ok, {module(), String.t(), provider_opts()}} | {:error, :no_provider}


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      candidates(model, config, opts \\ [])



        
          
        

    

  


  

      

          @spec candidates(String.t() | nil, config(), keyword()) :: [
  {module(), String.t(), provider_opts()}
]


      


Returns an ordered list of candidates — primary first, then cascade fallbacks.
The primary is what resolve/3 would pick. Fallbacks are the remaining
cascade providers with their own default models (NOT the originally requested
model — a claude-named model can't run on Appliance).
The primary module is never duplicated in the tail. Callers walk the list
and attempt each candidate in order, falling through on runtime failure.
Returns [] when nothing resolves.

  



  
    
      
    
    
      cascade_pick(config, model, providers)



        
          
        

    

  


  

      

          @spec cascade_pick(config(), String.t() | nil, map()) :: resolution()


      


Walk the cascade and return the first available provider.

  



  
    
      
    
    
      get_default_model(alias, config)



        
          
        

    

  


  

      

          @spec get_default_model(String.t(), config()) :: String.t() | nil


      


Returns the default model for a provider alias from config.

  



    

  
    
      
    
    
      resolve(model, config, opts \\ [])



        
          
        

    

  


  

      

          @spec resolve(String.t() | nil, config(), keyword()) :: resolution()


      


Resolve a provider for the given model string.
Returns {:ok, {module, model, provider_opts}} or {:error, :no_provider}.
The appliance_has_model flag lets the caller indicate whether the model
is available locally (checked externally via Appliance discovery).

  



  
    
      
    
    
      resolve_provider(provider_name)



        
          
        

    

  


  

      

          @spec resolve_provider(String.t()) :: resolution()


      


Resolve a provider by explicit name (e.g. "zai" from native:zai syntax).
This is the direct routing path — no cascade, no model routing.
Returns {:ok, {module, model, provider_opts}} or {:error, :no_provider}.

  



  
    
      
    
    
      route_model(lower, config)



        
          
        

    

  


  

      

          @spec route_model(String.t(), config()) :: {:ok, String.t()} | :no_match


      


Match a lowercased model string against routing patterns. First match wins.

  


        

      


  

    
LlmCore.LLM.Ollama 
    



      
Ollama provider implementing the LlmCore.LLM.Provider behaviour.
Supports both synchronous and streaming chat completions, including optional
structured-output mode using Ollama's JSON formatting.

      


      
        Summary


  
    Functions
  


    
      
        available?()

      


        Checks if the Ollama server is reachable at the configured base URL.



    


    
      
        capabilities()

      


        Returns the Ollama capability map including streaming, structured output,
and tool use support.



    


    
      
        provider_type()

      


        Returns :local — Ollama is a local inference provider.



    


    
      
        send(prompt, opts \\ [])

      


        Sends a prompt to the Ollama chat API and returns the response.



    


    
      
        stream(prompt, opts \\ [])

      


        Streams a response from the Ollama chat API.



    





      


      
        Functions


        


  
    
      
    
    
      available?()



        
          
        

    

  


  

      

          @spec available?() :: boolean()


      


Checks if the Ollama server is reachable at the configured base URL.

  



  
    
      
    
    
      capabilities()



        
          
        

    

  


  

      

          @spec capabilities() :: LlmCore.LLM.Provider.capabilities()


      


Returns the Ollama capability map including streaming, structured output,
and tool use support.

  



  
    
      
    
    
      provider_type()



        
          
        

    

  


  

      

          @spec provider_type() :: :local


      


Returns :local — Ollama is a local inference provider.

  



    

  
    
      
    
    
      send(prompt, opts \\ [])



        
          
        

    

  


  

      

          @spec send(
  LlmCore.LLM.Provider.prompt(),
  keyword()
) :: {:ok, LlmCore.LLM.Response.t()} | {:error, LlmCore.LLM.Error.t()}


      


Sends a prompt to the Ollama chat API and returns the response.
When opts[:tools] contains a list of LlmToolkit.Tool structs, tool
definitions are encoded into the request body (OpenAI-compatible format).
If the model responds with tool calls, the returned Response.tool_calls
will contain decoded LlmToolkit.Tool.Call structs.

  



    

  
    
      
    
    
      stream(prompt, opts \\ [])



        
          
        

    

  


  

      

          @spec stream(
  LlmCore.LLM.Provider.prompt(),
  keyword()
) :: {:ok, Enumerable.t()} | {:error, LlmCore.LLM.Error.t()}


      


Streams a response from the Ollama chat API.

  


        

      


  

    
LlmCore.LLM.OpenAI 
    



      
OpenAI-compatible API provider implementing the Provider behaviour.
Works with OpenAI, OpenRouter, Together, Groq, local vLLM — any endpoint
that speaks the OpenAI chat completions format.
Configuration
Defaults to OpenAI. Override per-call via opts or globally via app config:
# Per-call
OpenAI.send(prompt, base_url: "https://openrouter.ai/api/v1",
                    api_key: System.get_env("OPENROUTER_API_KEY"),
                    model: "anthropic/claude-sonnet-4-20250514")

# Global (application config)
config :llm_core, :openai_base_url, "https://openrouter.ai/api/v1"
config :llm_core, :openai_api_key, System.get_env("OPENROUTER_API_KEY")
Auth Resolution Order
	opts[:api_key] (per-call)
	Application.get_env(:llm_core, :openai_api_key)
	System.get_env("OPENAI_API_KEY")

URL Resolution Order
	opts[:base_url] (per-call)
	Application.get_env(:llm_core, :openai_base_url)
	"https://api.openai.com/v1" (default)


      


      
        Summary


  
    Functions
  


    
      
        available?()

      


        Checks if an OpenAI-compatible API key is configured.



    


    
      
        capabilities()

      


        Returns the OpenAI capability map including streaming, structured output,
tool use, vision, and supported models.



    


    
      
        provider_type()

      


        Returns :api — OpenAI is a cloud API provider.



    


    
      
        send(prompt, opts \\ [])

      


        Sends a prompt to the OpenAI-compatible chat completions endpoint.



    


    
      
        stream(prompt, opts \\ [])

      


        Streams a response from the OpenAI-compatible chat completions endpoint.



    





      


      
        Functions


        


  
    
      
    
    
      available?()



        
          
        

    

  


  

      

          @spec available?() :: boolean()


      


Checks if an OpenAI-compatible API key is configured.

  



  
    
      
    
    
      capabilities()



        
          
        

    

  


  

      

          @spec capabilities() :: LlmCore.LLM.Provider.capabilities()


      


Returns the OpenAI capability map including streaming, structured output,
tool use, vision, and supported models.

  



  
    
      
    
    
      provider_type()



        
          
        

    

  


  

      

          @spec provider_type() :: :api


      


Returns :api — OpenAI is a cloud API provider.

  



    

  
    
      
    
    
      send(prompt, opts \\ [])



        
          
        

    

  


  

      

          @spec send(
  LlmCore.LLM.Provider.prompt(),
  keyword()
) :: {:ok, LlmCore.LLM.Response.t()} | {:error, LlmCore.LLM.Error.t()}


      


Sends a prompt to the OpenAI-compatible chat completions endpoint.
When opts[:tools] contains a list of LlmToolkit.Tool structs, tool
definitions are encoded into the request body. If the model responds
with finish_reason: "tool_calls", the returned Response.tool_calls
will contain decoded LlmToolkit.Tool.Call structs.

  



    

  
    
      
    
    
      stream(prompt, opts \\ [])



        
          
        

    

  


  

      

          @spec stream(
  LlmCore.LLM.Provider.prompt(),
  keyword()
) :: {:ok, Enumerable.t()} | {:error, LlmCore.LLM.Error.t()}


      


Streams a response from the OpenAI-compatible chat completions endpoint.

  


        

      


  

    
LlmCore.LLM.SSEParser 
    



      
Helper module for parsing Server-Sent Events (SSE) from LLM APIs.

      


      
        Summary


  
    Functions
  


    
      
        parse_line(line)

      


        Parses a raw SSE line and extracts the data payload.



    


    
      
        reduce_chunks(enum)

      


        Accumulates streamed chunks into a single content string.
Useful for non-streaming consumers or testing.



    





      


      
        Functions


        


  
    
      
    
    
      parse_line(line)



        
          
        

    

  


  

      

          @spec parse_line(String.t()) :: {:ok, map()} | :done | :ignore


      


Parses a raw SSE line and extracts the data payload.
Returns {:ok, data} if data is found, :done if stream end signal, or :ignore.

  



  
    
      
    
    
      reduce_chunks(enum)



        
          
        

    

  


  

      

          @spec reduce_chunks(Enumerable.t()) :: String.t()


      


Accumulates streamed chunks into a single content string.
Useful for non-streaming consumers or testing.

  


        

      


  

    
LlmCore.Memory.Hindsight.Cache 
    



      
Smart caching layer for Hindsight operations.
Features:
	TTL-based expiry
	LRU eviction when max entries exceeded
	Stale-while-revalidate for fast responses
	Background refresh before TTL expiry
	Manual invalidation

Cache Keys
	Recall: {:recall, query_hash, opts_hash}
	Reflect: {:reflect, question_hash}


      


      
        Summary


  
    Types
  


    
      
        cache_entry()

      


    


    
      
        stats()

      


    





  
    Functions
  


    
      
        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        clear()

      


        Clears all cached entries.



    


    
      
        get(key)

      


        Gets a cached value by key, returning {:hit, value} or :miss.



    


    
      
        get_with_stale(key)

      


        Gets a cached value, allowing stale data within grace period.
Returns {:hit, value} or {:stale, value} or :miss.



    


    
      
        invalidate(key)

      


        Invalidates a specific cache entry.



    


    
      
        invalidate_pattern(pattern)

      


        Invalidates entries matching a key prefix/pattern.



    


    
      
        put(key, value, opts \\ [])

      


        Stores a value in the cache with TTL.



    


    
      
        recall_key(query, opts)

      


        Generates a cache key for recall operations.



    


    
      
        reflect_key(question, opts \\ [])

      


        Generates a cache key for reflect operations.



    


    
      
        start_link(opts \\ [])

      


        Starts the cache GenServer.



    


    
      
        stats()

      


        Returns cache statistics.



    





      


      
        Types


        


  
    
      
    
    
      cache_entry()



        
          
        

    

  


  

      

          @type cache_entry() :: %{
  value: term(),
  inserted_at: integer(),
  ttl_ms: pos_integer(),
  last_access: integer()
}


      



  



  
    
      
    
    
      stats()



        
          
        

    

  


  

      

          @type stats() :: %{
  hits: non_neg_integer(),
  misses: non_neg_integer(),
  size: non_neg_integer()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      child_spec(init_arg)



        
          
        

    

  


  

Returns a specification to start this module under a supervisor.
See Supervisor.

  



  
    
      
    
    
      clear()



        
          
        

    

  


  

      

          @spec clear() :: :ok


      


Clears all cached entries.

  



  
    
      
    
    
      get(key)



        
          
        

    

  


  

      

          @spec get(term()) :: {:hit, term()} | :miss


      


Gets a cached value by key, returning {:hit, value} or :miss.

  



  
    
      
    
    
      get_with_stale(key)



        
          
        

    

  


  

      

          @spec get_with_stale(term()) :: {:hit, term()} | {:stale, term()} | :miss


      


Gets a cached value, allowing stale data within grace period.
Returns {:hit, value} or {:stale, value} or :miss.

  



  
    
      
    
    
      invalidate(key)



        
          
        

    

  


  

      

          @spec invalidate(term()) :: :ok


      


Invalidates a specific cache entry.

  



  
    
      
    
    
      invalidate_pattern(pattern)



        
          
        

    

  


  

      

          @spec invalidate_pattern(term()) :: :ok


      


Invalidates entries matching a key prefix/pattern.

  



    

  
    
      
    
    
      put(key, value, opts \\ [])



        
          
        

    

  


  

      

          @spec put(term(), term(), keyword()) :: :ok


      


Stores a value in the cache with TTL.

  



  
    
      
    
    
      recall_key(query, opts)



        
          
        

    

  


  

      

          @spec recall_key(
  String.t(),
  keyword()
) :: term()


      


Generates a cache key for recall operations.

  



    

  
    
      
    
    
      reflect_key(question, opts \\ [])



        
          
        

    

  


  

      

          @spec reflect_key(
  String.t() | atom(),
  keyword()
) :: term()


      


Generates a cache key for reflect operations.

  



    

  
    
      
    
    
      start_link(opts \\ [])



        
          
        

    

  


  

      

          @spec start_link(keyword()) :: GenServer.on_start()


      


Starts the cache GenServer.

  



  
    
      
    
    
      stats()



        
          
        

    

  


  

      

          @spec stats() :: stats()


      


Returns cache statistics.

  


        

      


  

    
LlmCore.Memory.Hindsight.CircuitBreaker 
    



      
Circuit breaker pattern for Hindsight MCP connections.
States:
	Closed: Normal operation, track failures
	Open: Reject requests, return cached/error
	Half-open: Allow 1 probe request

State Transitions
	Closed → Open: After threshold consecutive failures
	Open → Half-open: After reset time elapsed
	Half-open → Closed: On successful probe
	Half-open → Open: On failed probe


      


      
        Summary


  
    Types
  


    
      
        state()

      


    


    
      
        state_name()

      


    





  
    Functions
  


    
      
        allow?()

      


        Checks if the circuit allows a request.



    


    
      
        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        report_failure(reason)

      


        Reports a failed request.



    


    
      
        report_success()

      


        Reports a successful request.



    


    
      
        reset()

      


        Manually resets the circuit to closed state.



    


    
      
        start_link(opts \\ [])

      


        Starts the circuit breaker GenServer.



    


    
      
        status()

      


        Returns the current circuit status.



    





      


      
        Types


        


  
    
      
    
    
      state()



        
          
        

    

  


  

      

          @type state() :: %{
  status: state_name(),
  failure_count: non_neg_integer(),
  last_failure_at: integer() | nil,
  last_success_at: integer() | nil
}


      



  



  
    
      
    
    
      state_name()



        
          
        

    

  


  

      

          @type state_name() :: :closed | :open | :half_open


      



  


        

      

      
        Functions


        


  
    
      
    
    
      allow?()



        
          
        

    

  


  

      

          @spec allow?() :: :ok | {:error, :circuit_open}


      


Checks if the circuit allows a request.
Returns:
	:ok - proceed with request
	{:error, :circuit_open} - circuit is open, use fallback


  



  
    
      
    
    
      child_spec(init_arg)



        
          
        

    

  


  

Returns a specification to start this module under a supervisor.
See Supervisor.

  



  
    
      
    
    
      report_failure(reason)



        
          
        

    

  


  

      

          @spec report_failure(term()) :: :ok


      


Reports a failed request.

  



  
    
      
    
    
      report_success()



        
          
        

    

  


  

      

          @spec report_success() :: :ok


      


Reports a successful request.

  



  
    
      
    
    
      reset()



        
          
        

    

  


  

      

          @spec reset() :: :ok


      


Manually resets the circuit to closed state.

  



    

  
    
      
    
    
      start_link(opts \\ [])



        
          
        

    

  


  

      

          @spec start_link(keyword()) :: GenServer.on_start()


      


Starts the circuit breaker GenServer.

  



  
    
      
    
    
      status()



        
          
        

    

  


  

      

          @spec status() :: %{status: state_name(), failure_count: non_neg_integer()}


      


Returns the current circuit status.

  


        

      


  

    
LlmCore.Memory.Hindsight.Config 
    



      
Hindsight-specific configuration with multi-level precedence.
Hindsight 0.4+
Uses REST API. URLs are base URLs (e.g. http://localhost:8888),
not MCP paths. Operations use /v1/default/banks/{bank_id}/....
Precedence (highest to lowest)
	UI runtime override (ETS, session-only)
	Project config (<project>/.llm_core/config.yml)
	Global config (~/.llm_core/config.yml)
	Environment variable (HINDSIGHT_URL)
	Auto-discovered endpoint

Configuration Options
memory:
  hindsight:
    url: http://localhost:8888
    api_key_env: HINDSIGHT_API_KEY
    enabled: true
    default_bank_id: platform
    timeout_health_ms: 2000
    timeout_retain_ms: 10000
    timeout_recall_ms: 30000
    timeout_reflect_ms: 60000
    max_retries: 3
    retry_backoff_ms: [1000, 2000, 4000]
    circuit_failure_threshold: 5
    circuit_reset_ms: 30000
    cache_ttl_ms: 300000
    cache_max_entries: 1000
    prefetch_on_startup: true

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        clear_runtime_override()

      


        Clears the runtime override map.



    


    
      
        clear_ui_override()

      


        Clears the UI override.



    


    
      
        defaults()

      


        Returns default configuration.



    


    
      
        effective_bank_id()

      


        Returns the effective default bank identifier, if configured.



    


    
      
        effective_config()

      


        Returns the effective configuration merging all sources.



    


    
      
        effective_url()

      


        Returns the effective URL using precedence rules.



    


    
      
        get_api_key()

      


        Returns the API key for authentication (from configured env var).



    


    
      
        get_discovered_url()

      


        Gets the discovered URL if available.



    


    
      
        requires_auth?(url)

      


        Checks if URL requires authentication (non-localhost).



    


    
      
        set_discovered_url(url)

      


        Stores a discovered URL (from auto-discovery).



    


    
      
        set_runtime_override(map)

      


        Applies a runtime override map sourced from the TOML configuration loader.



    


    
      
        set_ui_override(url)

      


        Sets a UI override URL (session-only, not persisted).



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %LlmCore.Memory.Hindsight.Config{
  api_key_env: String.t(),
  cache_max_entries: pos_integer(),
  cache_reflect_ttl_ms: pos_integer(),
  cache_ttl_ms: pos_integer(),
  circuit_failure_threshold: pos_integer(),
  circuit_reset_ms: pos_integer(),
  default_bank_id: String.t() | nil,
  enabled: boolean(),
  max_retries: non_neg_integer(),
  prefetch_on_startup: boolean(),
  retain_raw_llm: boolean(),
  retry_backoff_ms: [pos_integer()],
  timeout_health_ms: pos_integer(),
  timeout_recall_ms: pos_integer(),
  timeout_reflect_ms: pos_integer(),
  timeout_retain_ms: pos_integer(),
  url: String.t() | nil
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      clear_runtime_override()



        
          
        

    

  


  

      

          @spec clear_runtime_override() :: :ok


      


Clears the runtime override map.

  



  
    
      
    
    
      clear_ui_override()



        
          
        

    

  


  

      

          @spec clear_ui_override() :: :ok


      


Clears the UI override.

  



  
    
      
    
    
      defaults()



        
          
        

    

  


  

      

          @spec defaults() :: map()


      


Returns default configuration.

  



  
    
      
    
    
      effective_bank_id()



        
          
        

    

  


  

      

          @spec effective_bank_id() :: String.t() | nil


      


Returns the effective default bank identifier, if configured.

  



  
    
      
    
    
      effective_config()



        
          
        

    

  


  

      

          @spec effective_config() :: t()


      


Returns the effective configuration merging all sources.

  



  
    
      
    
    
      effective_url()



        
          
        

    

  


  

      

          @spec effective_url() :: String.t() | nil


      


Returns the effective URL using precedence rules.

  



  
    
      
    
    
      get_api_key()



        
          
        

    

  


  

      

          @spec get_api_key() :: String.t() | nil


      


Returns the API key for authentication (from configured env var).

  



  
    
      
    
    
      get_discovered_url()



        
          
        

    

  


  

      

          @spec get_discovered_url() :: String.t() | nil


      


Gets the discovered URL if available.

  



  
    
      
    
    
      requires_auth?(url)



        
          
        

    

  


  

      

          @spec requires_auth?(String.t() | nil) :: boolean()


      


Checks if URL requires authentication (non-localhost).

  



  
    
      
    
    
      set_discovered_url(url)



        
          
        

    

  


  

      

          @spec set_discovered_url(String.t() | nil) :: :ok


      


Stores a discovered URL (from auto-discovery).

  



  
    
      
    
    
      set_runtime_override(map)



        
          
        

    

  


  

      

          @spec set_runtime_override(map()) :: :ok


      


Applies a runtime override map sourced from the TOML configuration loader.

  



  
    
      
    
    
      set_ui_override(url)



        
          
        

    

  


  

      

          @spec set_ui_override(String.t() | nil) :: :ok


      


Sets a UI override URL (session-only, not persisted).

  


        

      


  

    
LlmCore.Memory.Hindsight.Discovery 
    



      
Auto-discovery of Hindsight API endpoints.
Probes default endpoints in order:
	http://localhost:8888
	http://127.0.0.1:8888

Uses GET /health with 2-second timeout for fast discovery.
Results are cached in ETS for session lifetime.
Hindsight 0.4+
Uses REST API (not MCP). Health at /health, operations at /v1/default/banks/....

      


      
        Summary


  
    Functions
  


    
      
        cached_url()

      


        Returns cached discovery result without probing.



    


    
      
        discover()

      


        Discovers Hindsight endpoint by probing default URLs.



    


    
      
        discover_async()

      


        Runs discovery asynchronously (non-blocking).



    


    
      
        probe_health(url)

      


        Probes a specific URL for health via GET /health.



    


    
      
        refresh()

      


        Clears cached discovery and re-probes endpoints.



    





      


      
        Functions


        


  
    
      
    
    
      cached_url()



        
          
        

    

  


  

      

          @spec cached_url() :: String.t() | nil


      


Returns cached discovery result without probing.

  



  
    
      
    
    
      discover()



        
          
        

    

  


  

      

          @spec discover() :: String.t() | nil


      


Discovers Hindsight endpoint by probing default URLs.
Returns the first responding endpoint or nil if none found.

  



  
    
      
    
    
      discover_async()



        
          
        

    

  


  

      

          @spec discover_async() :: Task.t()


      


Runs discovery asynchronously (non-blocking).

  



  
    
      
    
    
      probe_health(url)



        
          
        

    

  


  

      

          @spec probe_health(String.t()) :: {:ok, map()} | {:error, term()}


      


Probes a specific URL for health via GET /health.

  



  
    
      
    
    
      refresh()



        
          
        

    

  


  

      

          @spec refresh() :: String.t() | nil


      


Clears cached discovery and re-probes endpoints.

  


        

      


  

    
LlmCore.Memory.Hindsight.Retry 
    



      
Retry logic with exponential backoff for Hindsight operations.
Features:
	Configurable max retries and backoff timing
	Jitter to prevent thundering herd
	Retry classification (retry transient, fail fast on client errors)

Retry Classification
	Retry: connection_refused, timeout, 5xx errors
	No retry: 4xx errors, invalid response


      


      
        Summary


  
    Types
  


    
      
        retry_result()

      


    





  
    Functions
  


    
      
        get_delay(attempt, backoff_ms)

      


        Gets the delay for a specific retry attempt with jitter.



    


    
      
        should_retry?(reason)

      


        Determines if an error should be retried.



    


    
      
        with_retry(operation, opts \\ [])

      


        Wraps an operation with retry logic.



    





      


      
        Types


        


  
    
      
    
    
      retry_result()



        
          
        

    

  


  

      

          @type retry_result() :: {:ok, term()} | {:error, term()}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      get_delay(attempt, backoff_ms)



        
          
        

    

  


  

      

          @spec get_delay(non_neg_integer(), [pos_integer()]) :: pos_integer()


      


Gets the delay for a specific retry attempt with jitter.

  



  
    
      
    
    
      should_retry?(reason)



        
          
        

    

  


  

      

          @spec should_retry?(term()) :: boolean()


      


Determines if an error should be retried.

  



    

  
    
      
    
    
      with_retry(operation, opts \\ [])



        
          
        

    

  


  

      

          @spec with_retry(
  (-> {:ok, term()} | {:error, term()}),
  keyword()
) :: retry_result()


      


Wraps an operation with retry logic.
Options
	:max_retries - maximum retry attempts (default from config)
	:backoff_ms - list of backoff delays in ms (default from config)

Example
Retry.with_retry(fn -> do_request() end, max_retries: 3)

  


        

      


  

    
LlmCore.Memory.Hindsight.Supervisor 
    



      
Supervisor for Hindsight MCP integration components.
Starts and manages:
	Cache GenServer
	WriteBuffer GenServer
	CircuitBreaker GenServer
	Health monitor


      


      
        Summary


  
    Functions
  


    
      
        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        connected?()

      


        Checks if Hindsight is currently connected.



    


    
      
        start_link(opts \\ [])

      


        Starts the Hindsight supervisor.



    


    
      
        status()

      


        Returns the current Hindsight status for display.



    





      


      
        Functions


        


  
    
      
    
    
      child_spec(init_arg)



        
          
        

    

  


  

Returns a specification to start this module under a supervisor.
See Supervisor.

  



  
    
      
    
    
      connected?()



        
          
        

    

  


  

      

          @spec connected?() :: boolean()


      


Checks if Hindsight is currently connected.

  



    

  
    
      
    
    
      start_link(opts \\ [])



        
          
        

    

  


  

      

          @spec start_link(keyword()) :: Supervisor.on_start()


      


Starts the Hindsight supervisor.

  



  
    
      
    
    
      status()



        
          
        

    

  


  

      

          @spec status() :: %{
  connected: boolean(),
  url: String.t() | nil,
  circuit_state: atom(),
  cache_stats: map(),
  buffer_size: non_neg_integer()
}


      


Returns the current Hindsight status for display.

  


        

      


  

    
LlmCore.Memory.Hindsight.WriteBuffer 
    



      
Write-behind buffer for Hindsight retain operations.
Features:
	Buffers retain calls for batch sending
	Sends batch every 5 seconds or at 50 items
	Persists buffer to disk on shutdown
	Restores buffer on startup
	Retries failed batches with exponential backoff

This ensures retain operations don't block callers and
reduces the number of requests to Hindsight.

      


      
        Summary


  
    Types
  


    
      
        state()

      


    





  
    Functions
  


    
      
        buffer(content, metadata, opts \\ [])

      


        Buffers a retain operation for batch sending.
Returns immediately (non-blocking).



    


    
      
        buffer_size()

      


        Returns the current buffer size.



    


    
      
        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        flush()

      


        Flushes the buffer immediately (blocking).
Used before shutdown or by CLI command.



    


    
      
        start_link(opts \\ [])

      


        Starts the write buffer GenServer.



    





      


      
        Types


        


  
    
      
    
    
      state()



        
          
        

    

  


  

      

          @type state() :: %{
  buffer: [map()],
  timer_ref: reference() | nil,
  retry_count: non_neg_integer()
}


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      buffer(content, metadata, opts \\ [])



        
          
        

    

  


  

      

          @spec buffer(String.t(), map(), keyword()) :: :ok


      


Buffers a retain operation for batch sending.
Returns immediately (non-blocking).

  



  
    
      
    
    
      buffer_size()



        
          
        

    

  


  

      

          @spec buffer_size() :: non_neg_integer()


      


Returns the current buffer size.

  



  
    
      
    
    
      child_spec(init_arg)



        
          
        

    

  


  

Returns a specification to start this module under a supervisor.
See Supervisor.

  



  
    
      
    
    
      flush()



        
          
        

    

  


  

      

          @spec flush() :: :ok | {:error, term()}


      


Flushes the buffer immediately (blocking).
Used before shutdown or by CLI command.

  



    

  
    
      
    
    
      start_link(opts \\ [])



        
          
        

    

  


  

      

          @spec start_link(keyword()) :: GenServer.on_start()


      


Starts the write buffer GenServer.

  


        

      


  

    
LlmCore.Paths 
    



      
Cross-project path helpers for llm_core.
The module centralizes how we resolve global and project-specific
directories so consuming applications can
override locations through environment variables without patching the
library.

      


      
        Summary


  
    Functions
  


    
      
        ensure_dir!(path)

      


        Ensures the given directory exists.



    


    
      
        global_config_dir()

      


        Returns the directory that stores global configuration files.



    


    
      
        global_home()

      


        Returns the root directory for shared llm_core state.



    


    
      
        global_memory_dir()

      


        Returns the directory for global memory assets (cache, buffers, etc.).



    


    
      
        project_config_dir()

      


        Returns the project configuration directory.



    


    
      
        project_root()

      


        Returns the root of the current project workspace.



    





      


      
        Functions


        


  
    
      
    
    
      ensure_dir!(path)



        
          
        

    

  


  

      

          @spec ensure_dir!(String.t()) :: :ok


      


Ensures the given directory exists.

  



  
    
      
    
    
      global_config_dir()



        
          
        

    

  


  

      

          @spec global_config_dir() :: String.t()


      


Returns the directory that stores global configuration files.

  



  
    
      
    
    
      global_home()



        
          
        

    

  


  

      

          @spec global_home() :: String.t()


      


Returns the root directory for shared llm_core state.
Precedence:
	LLM_CORE_HOME
	DEVMAN_HOME (legacy compatibility)
	~/.llm_core


  



  
    
      
    
    
      global_memory_dir()



        
          
        

    

  


  

      

          @spec global_memory_dir() :: String.t()


      


Returns the directory for global memory assets (cache, buffers, etc.).

  



  
    
      
    
    
      project_config_dir()



        
          
        

    

  


  

      

          @spec project_config_dir() :: String.t()


      


Returns the project configuration directory.
Precedence:
	LLM_CORE_PROJECT_CONFIG
	DEVMAN_CONFIG (legacy compatibility)
	<project_root>/.llm_core


  



  
    
      
    
    
      project_root()



        
          
        

    

  


  

      

          @spec project_root() :: String.t()


      


Returns the root of the current project workspace.
Precedence:
	LLM_CORE_PROJECT_ROOT
	File.cwd!/0


  


        

      


  

    
LlmCore.Pipelines.InferencePipeline.Context 
    



      
Carries inference data through the ALF inference pipeline.

      




  

    
LlmCore.Pipelines.RoutingPipeline.Context 
    



      
Internal state passed through the routing pipeline stages.

      




  

    
LlmCore.Structured.InstructorAdapter 
    



      
Placeholder adapter returned when the optional Instructor dependency
is not available.

      




  

    
LlmCore.Structured.JsonMode 
    



      
Helpers for working with providers that support JSON-mode outputs.
The helpers exposed here are intentionally lightweight so they can be used
from providers, pipelines, and tests without introducing new dependencies.

      


      
        Summary


  
    Types
  


    
      
        decoded()

      


    





  
    Functions
  


    
      
        decode(content)

      


        Decodes the response content into a map/list.



    


    
      
        enforce(opts)

      


        Ensures the options passed to a provider request include JSON formatting.



    





      


      
        Types


        


  
    
      
    
    
      decoded()



        
          
        

    

  


  

      

          @type decoded() :: map() | list()


      



  


        

      

      
        Functions


        


  
    
      
    
    
      decode(content)



        
          
        

    

  


  

      

          @spec decode(LlmCore.LLM.Response.t() | binary() | decoded()) ::
  {:ok, decoded()} | {:error, term()}


      


Decodes the response content into a map/list.
When the content is already a map or list (for example, the provider returns
parsed JSON), it is returned as-is.

  



  
    
      
    
    
      enforce(opts)



        
          
        

    

  


  

      

          @spec enforce(keyword()) :: keyword()


      


Ensures the options passed to a provider request include JSON formatting.
Providers that already set :format or :response_format are left untouched.

  


        

      


  

    
LlmCore.Structured.Validator 
    



      
Normalizes schema declarations and validates decoded structured data.
The validator intentionally supports a small but extensible surface:
	Function schemas – a single-arity validator function
	Module schemas – modules that export validate/1, cast/1, from_map/1,
or changeset/2
	Map schemas – %{required: [...], optional: [...]} helpers or maps that
enumerate fields
	List schemas – treated as a list of required keys

When no schema is provided, the decoded value is returned verbatim.

      


      
        Summary


  
    Types
  


    
      
        result()

      


    


    
      
        schema()

      


    





  
    Functions
  


    
      
        validate(value, schema, opts)

      


        Validates the decoded payload against the supplied schema.



    





      


      
        Types


        


  
    
      
    
    
      result()



        
          
        

    

  


  

      

          @type result() :: {:ok, term()} | {:error, term()}


      



  



  
    
      
    
    
      schema()



        
          
        

    

  


  

      

          @type schema() :: module() | map() | [atom() | String.t()] | (map() -> result()) | nil


      



  


        

      

      
        Functions


        


  
    
      
    
    
      validate(value, schema, opts)



        
          
        

    

  


  

      

          @spec validate(term(), schema(), keyword()) :: result()


      


Validates the decoded payload against the supplied schema.

  


        

      


  

    
LlmCore.Telemetry 
    



      
Helper utilities for emitting telemetry events from llm_core.

      


      
        Summary


  
    Types
  


    
      
        metadata()

      


    





  
    Functions
  


    
      
        span(name, metadata, fun)

      


        Executes the provided function within a telemetry span.



    





      


      
        Types


        


  
    
      
    
    
      metadata()



        
          
        

    

  


  

      

          @type metadata() :: map()


      



  


        

      

      
        Functions


        


  
    
      
    
    
      span(name, metadata, fun)



        
          
        

    

  


  

      

          @spec span(atom(), metadata(), (-> {term(), metadata()})) :: term()


      


Executes the provided function within a telemetry span.
Emits [:llm_core, name, :start] and [:llm_core, name, :stop] events with
duration measurements in native units. If fun raises, an :exception
event is emitted with the error details.

  


        

      


  

    
LlmCore.Telemetry.Logger 
    



      
Simple telemetry handler that logs llm_core pipeline events.

      


      
        Summary


  
    Functions
  


    
      
        install(opts \\ [])

      


        Attaches the telemetry handler for llm_core pipeline events.



    


    
      
        uninstall()

      


        Detaches the telemetry handler.



    





      


      
        Functions


        


    

  
    
      
    
    
      install(opts \\ [])



        
          
        

    

  


  

      

          @spec install(keyword()) :: :ok | {:error, term()}


      


Attaches the telemetry handler for llm_core pipeline events.
Options
	:events - list of event names to attach to (defaults to pipeline stop/exception)
	:level - Logger level for emitted messages (default: :info)


  



  
    
      
    
    
      uninstall()



        
          
        

    

  


  

      

          @spec uninstall() :: :ok | {:error, :not_found}


      


Detaches the telemetry handler.

  


        

      


  

    
LlmCore.Tool.Codec 
    



      
Translates between provider-neutral tool structs and provider-specific
wire formats.
Three operations, three providers:
	encode_definitions/2 — Converts [LlmToolkit.Tool.t()] into the
provider's request payload format for tool declarations.
	decode_tool_calls/2 — Extracts [LlmToolkit.Tool.Call.t()] from a
raw provider response body.
	encode_result/2 — Formats a LlmToolkit.Tool.Result.t() as the
provider's expected tool-result message.

Provider Format Differences
	Aspect	OpenAI	Anthropic	Ollama
	Definition key	parameters	input_schema	parameters
	Definition wrapper	{type, function: {...}}	{name, desc, schema}	{type, function: {...}}
	Call arguments	JSON string	object	object
	Call ID	present	present	absent
	Result role	"tool"	"user"	"tool"
	Result ID ref	tool_call_id	tool_use_id	(none)


      


      
        Summary


  
    Types
  


    
      
        provider()

      


    





  
    Functions
  


    
      
        decode_tool_calls(response_body, atom)

      


        Decodes tool call requests from a raw provider response body into
provider-neutral LlmToolkit.Tool.Call structs.



    


    
      
        encode_definitions(tools, atom)

      


        Encodes a list of provider-neutral tool definitions into the wire format
expected by the given provider.



    


    
      
        encode_result(result, atom)

      


        Encodes a tool result into the message format the provider expects when
feeding results back into the conversation.



    





      


      
        Types


        


  
    
      
    
    
      provider()



        
          
        

    

  


  

      

          @type provider() :: :openai | :anthropic | :ollama


      



  


        

      

      
        Functions


        


  
    
      
    
    
      decode_tool_calls(response_body, atom)



        
          
        

    

  


  

      

          @spec decode_tool_calls(map(), provider()) :: [LlmToolkit.Tool.Call.t()]


      


Decodes tool call requests from a raw provider response body into
provider-neutral LlmToolkit.Tool.Call structs.
OpenAI
Expects response_body["choices"][0]["message"]["tool_calls"] where each
entry has "id", "function" => %{"name" => ..., "arguments" => json_string}.
Anthropic
Expects response_body["content"] to contain blocks with
"type" => "tool_use", each having "id", "name", and "input" (object).
Ollama
Expects response_body["message"]["tool_calls"] where each entry has
"function" => %{"name" => ..., "arguments" => object}. No IDs.
Returns an empty list when no tool calls are found.

  



  
    
      
    
    
      encode_definitions(tools, atom)



        
          
        

    

  


  

      

          @spec encode_definitions([LlmToolkit.Tool.t()], provider()) :: [map()]


      


Encodes a list of provider-neutral tool definitions into the wire format
expected by the given provider.
Examples
iex> tool = %LlmToolkit.Tool{name: "ping", description: "Ping", parameters: %{"type" => "object"}, metadata: %{}}
iex> [encoded] = LlmCore.Tool.Codec.encode_definitions([tool], :openai)
iex> encoded["type"]
"function"
iex> encoded["function"]["name"]
"ping"

  



  
    
      
    
    
      encode_result(result, atom)



        
          
        

    

  


  

      

          @spec encode_result(LlmToolkit.Tool.Result.t(), provider()) :: map()


      


Encodes a tool result into the message format the provider expects when
feeding results back into the conversation.
OpenAI
%{"role" => "tool", "tool_call_id" => id, "content" => content}
Anthropic
%{"role" => "user", "content" => [%{"type" => "tool_result", "tool_use_id" => id, "content" => content}]}
Ollama
%{"role" => "tool", "content" => content}

  


        

      


  

    
LlmCore.Tool.Validator 
    



      
Validates tool call arguments against a tool's JSON Schema parameters.
Performs lightweight, built-in validation without requiring an external
JSON Schema library. Checks:
	Required fields exist
	Basic type checks (string, number, integer, boolean, array, object)
	Enum membership when "enum" is specified in a property schema

This is intentionally a subset of JSON Schema validation — sufficient
for catching malformed LLM tool calls without pulling in a full schema
validator dependency.

      


      
        Summary


  
    Functions
  


    
      
        validate_call(call, tool)

      


        Validates that a tool call's arguments satisfy the tool's parameter schema.



    





      


      
        Functions


        


  
    
      
    
    
      validate_call(call, tool)



        
          
        

    

  


  

      

          @spec validate_call(LlmToolkit.Tool.Call.t(), LlmToolkit.Tool.t()) ::
  :ok | {:error, [String.t()]}


      


Validates that a tool call's arguments satisfy the tool's parameter schema.
Returns :ok when valid, or {:error, reasons} with a list of human-readable
error strings.
Examples
iex> tool = %LlmToolkit.Tool{
...>   name: "search",
...>   description: "Search",
...>   parameters: %{
...>     "type" => "object",
...>     "properties" => %{
...>       "query" => %{"type" => "string"},
...>       "limit" => %{"type" => "integer"}
...>     },
...>     "required" => ["query"]
...>   },
...>   metadata: %{}
...> }
iex> call = %LlmToolkit.Tool.Call{id: "1", name: "search", arguments: %{"query" => "hello"}}
iex> LlmCore.Tool.Validator.validate_call(call, tool)
:ok

iex> bad_call = %LlmToolkit.Tool.Call{id: "2", name: "search", arguments: %{}}
iex> LlmCore.Tool.Validator.validate_call(bad_call, tool)
{:error, ["missing required field: query"]}

  


        

      


  

    
LlmCore 
    



      
Public facade for LlmCore capabilities.
This is the primary entry point for most LlmCore usage. It delegates to
the routing pipeline, inference pipeline, and Hindsight memory client.
Sending Prompts
# Route by task type (configured in TOML [routing.tasks])
{:ok, response} = LlmCore.send("Explain pattern matching", :reasoning)

# Stream a response
{:ok, stream} = LlmCore.stream("Write a GenServer example", :coding)
Enum.each(stream, &IO.write/1)

# Extract structured output
{:ok, response} = LlmCore.send(prompt, :extraction,
  response_format: {:json_schema, %{type: "object", properties: %{...}}}
)
response.structured #=> %{"name" => "value"}
Semantic Memory
# Store (async, buffered)
:ok = LlmCore.retain("Key architectural decision", %{context: "architecture"})

# Recall by meaning
{:ok, results} = LlmCore.recall("multi-tenancy patterns", bank_id: "my-bank")

# Synthesize an insight
{:ok, insight} = LlmCore.reflect("What patterns work best?", bank_id: "my-bank")
Routing Introspection
# View current routing table
table = LlmCore.routing_table()

# Force reload from config
:ok = LlmCore.reload_routing()

# Check Hindsight availability
LlmCore.hindsight_available?()

      


      
        Summary


  
    Functions
  


    
      
        hindsight_available?()

      


        Checks if Hindsight API is available and enabled.



    


    
      
        recall(query, opts \\ [])

      


        Semantic search for similar content with caching.



    


    
      
        reflect(query, opts \\ [])

      


        Natural language reflection/synthesis over a bank's memories.



    


    
      
        reload_routing()

      


        Forces the router to reload configuration from disk/store.



    


    
      
        retain(content, metadata \\ %{})

      


        Stores content in Hindsight for semantic indexing (async, buffered).



    


    
      
        retain_sync(content, metadata \\ %{})

      


        Stores content synchronously, bypassing the write buffer.



    


    
      
        route(task_type)

      


        Resolves a task type to a configured agent.



    


    
      
        routing_table()

      


        Fetches the current routing table.



    


    
      
        send(prompt, task_type, opts \\ [])

      


        Sends a prompt through the router using the matching provider.



    


    
      
        stream(prompt, task_type, opts \\ [])

      


        Streams a prompt, returning the provider stream enumerable.



    





      


      
        Functions


        


  
    
      
    
    
      hindsight_available?()



        
          
        

    

  


  

      

          @spec hindsight_available?() :: boolean()


      


Checks if Hindsight API is available and enabled.

  



    

  
    
      
    
    
      recall(query, opts \\ [])



        
          
        

    

  


  

      

          @spec recall(
  String.t(),
  keyword()
) :: {:ok, [map()]} | {:error, term()}


      


Semantic search for similar content with caching.

  



    

  
    
      
    
    
      reflect(query, opts \\ [])



        
          
        

    

  


  

      

          @spec reflect(
  String.t() | atom(),
  keyword()
) :: {:ok, term()} | {:error, term()}


      


Natural language reflection/synthesis over a bank's memories.

  



  
    
      
    
    
      reload_routing()



        
          
        

    

  


  

      

          @spec reload_routing() :: :ok


      


Forces the router to reload configuration from disk/store.

  



    

  
    
      
    
    
      retain(content, metadata \\ %{})



        
          
        

    

  


  

      

          @spec retain(String.t(), map()) :: :ok


      


Stores content in Hindsight for semantic indexing (async, buffered).

  



    

  
    
      
    
    
      retain_sync(content, metadata \\ %{})



        
          
        

    

  


  

      

          @spec retain_sync(String.t(), map()) :: {:ok, map()} | {:error, term()}


      


Stores content synchronously, bypassing the write buffer.

  



  
    
      
    
    
      route(task_type)



        
          
        

    

  


  

      

          @spec route(String.t() | atom()) ::
  {:ok, LlmCore.Router.ResolvedRoute.t()} | {:error, term()}


      


Resolves a task type to a configured agent.

  



  
    
      
    
    
      routing_table()



        
          
        

    

  


  

      

          @spec routing_table() :: LlmCore.Router.RoutingTable.t() | nil


      


Fetches the current routing table.

  



    

  
    
      
    
    
      send(prompt, task_type, opts \\ [])



        
          
        

    

  


  

      

          @spec send(String.t(), String.t() | atom(), keyword()) ::
  {:ok, LlmCore.LLM.Response.t()} | {:error, term()}


      


Sends a prompt through the router using the matching provider.

  



    

  
    
      
    
    
      stream(prompt, task_type, opts \\ [])



        
          
        

    

  


  

      

          @spec stream(String.t(), String.t() | atom(), keyword()) ::
  {:ok, Enumerable.t()} | {:error, term()}


      


Streams a prompt, returning the provider stream enumerable.

  


        

      


  

    
LlmCore.LLM.CLIProvider 
    



      
Universal CLI-based LLM provider.
One module, any CLI. Configuration is pure data — loaded from TOML
or constructed in code. New CLI clients are added without writing
Elixir code.
Default Providers
The following CLI providers ship as type = "cli" entries in
priv/config/llm_core.toml. Override or remove them via project
or global TOML overrides — no Elixir changes needed.
	Name	Binary	Notes
	:claude_code	claude	Wraps with /bin/sh for stdin redirect
	:droid	droid	Subcommand exec, rich flag set
	:pi_cli	pi	Pi CLI non-interactive dispatch (--print)
	:kimi_cli	kimi-cli	Kimi CLI with agent-file support
	:codex_cli	codex	OpenAI Codex CLI
	:gemini_cli	gemini	Google Gemini CLI

Usage
{:ok, provider} = CLIProvider.from_config(:claude_code)

# Check availability
CLIProvider.available?(provider)
#=> true

# Send a prompt
{:ok, response} = CLIProvider.send(provider, "Explain this code")

# Stream
{:ok, stream} = CLIProvider.stream(provider, "Write a story")
Custom Provider (no code needed)
config = %CLIProvider.Config{
  name: :my_tool,
  binary: "my-tool",
  default_timeout: 60_000,
  default_model: "v2",
  flags: %{model: "--model", temperature: "--temp"}
}
provider = CLIProvider.from_config(config)
{:ok, response} = CLIProvider.send(provider, "hello", model: "v2")

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        available?(cli_provider)

      


    


    
      
        build_args(provider, prompt, opts)

      


        Builds the CLI argument list from prompt and opts.



    


    
      
        build_error(cli_provider, arg2, opts)

      


        Builds an Error struct for common failure modes.



    


    
      
        build_invocation(provider, prompt, opts)

      


        Returns {executable, args} for the CLI invocation.



    


    
      
        build_provider(name)

      


        Builds a ready-to-use %CLIProvider{} struct from an id or alias.



    


    
      
        build_response(cli_provider, output, opts)

      


        Builds a Response struct from CLI output, applying any configured normalization.



    


    
      
        builtins()

      


        Returns the legacy built-in map (empty since all defaults moved to TOML).
Use list_all_configs/0 to get all known CLI provider configs.



    


    
      
        capabilities(cli_provider)

      


    


    
      
        config(name)

      


        Returns the config for a provider name.



    


    
      
        fetch_config(name)

      


        Fetches a CLI config by id or alias. Returns a ready-to-use %CLIProvider.Config{}.



    


    
      
        from_config(name)

      


        Creates a CLIProvider from a built-in name, a string id/alias, or a Config struct.



    


    
      
        invocation_plan(provider, prompt, opts \\ [])

      


        Returns a normalized invocation plan describing how the provider will run.



    


    
      
        list_all_configs()

      


        Returns all known CLI provider configs — runtime (TOML) merged with builtins.
Runtime configs override builtins with the same name.



    


    
      
        preflight(provider)

      


        Runs declarative checks proving the CLI surface matches the configured contract.



    


    
      
        provider_type(cli_provider)

      


    


    
      
        render_prompt(provider, prompt, opts \\ [])

      


        Renders a prompt after applying any declared inline system-prompt fallback.



    


    
      
        resolve_id(name)

      


        Resolves an alias or id string to the canonical provider name atom.
Checks runtime definitions first (via Provider.Registry aliases), then builtins.



    


    
      
        send(provider, prompt, opts \\ [])

      


    


    
      
        stream(provider, prompt, opts \\ [])

      


    


    
      
        supports?(provider, capability)

      


        Returns whether the provider supports a semantic capability.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %LlmCore.LLM.CLIProvider{config: LlmCore.LLM.CLIProvider.Config.t()}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      available?(cli_provider)



        
          
        

    

  


  

      

          @spec available?(t()) :: boolean()


      



  



  
    
      
    
    
      build_args(provider, prompt, opts)



        
          
        

    

  


  

      

          @spec build_args(t(), LlmCore.LLM.Provider.prompt(), keyword()) :: [String.t()]


      


Builds the CLI argument list from prompt and opts.

  



  
    
      
    
    
      build_error(cli_provider, arg2, opts)



        
          
        

    

  


  

      

          @spec build_error(t(), atom() | {:exit_code, non_neg_integer()}, keyword()) ::
  LlmCore.LLM.Error.t()


      


Builds an Error struct for common failure modes.

  



  
    
      
    
    
      build_invocation(provider, prompt, opts)



        
          
        

    

  


  

      

          @spec build_invocation(t(), LlmCore.LLM.Provider.prompt(), keyword()) ::
  {String.t(), [String.t()]}


      


Returns {executable, args} for the CLI invocation.

  



  
    
      
    
    
      build_provider(name)



        
          
        

    

  


  

      

          @spec build_provider(atom() | String.t()) :: {:ok, t()} | {:error, :not_found}


      


Builds a ready-to-use %CLIProvider{} struct from an id or alias.

  



  
    
      
    
    
      build_response(cli_provider, output, opts)



        
          
        

    

  


  

      

          @spec build_response(t(), String.t(), keyword()) :: LlmCore.LLM.Response.t()


      


Builds a Response struct from CLI output, applying any configured normalization.

  



  
    
      
    
    
      builtins()



        
          
        

    

  


  

      

          @spec builtins() :: %{required(atom()) => LlmCore.LLM.CLIProvider.Config.t()}


      


Returns the legacy built-in map (empty since all defaults moved to TOML).
Use list_all_configs/0 to get all known CLI provider configs.

  



  
    
      
    
    
      capabilities(cli_provider)



        
          
        

    

  


  

      

          @spec capabilities(t()) :: map()


      



  



  
    
      
    
    
      config(name)



        
          
        

    

  


  

      

          @spec config(atom()) ::
  {:ok, LlmCore.LLM.CLIProvider.Config.t()} | {:error, String.t()}


      


Returns the config for a provider name.
Resolution order:
	Runtime store (TOML-loaded CLI configs)
	Built-in @builtins
	Error


  



  
    
      
    
    
      fetch_config(name)



        
          
        

    

  


  

      

          @spec fetch_config(atom() | String.t()) ::
  {:ok, LlmCore.LLM.CLIProvider.Config.t()} | {:error, :not_found}


      


Fetches a CLI config by id or alias. Returns a ready-to-use %CLIProvider.Config{}.

  



  
    
      
    
    
      from_config(name)



        
          
        

    

  


  

      

          @spec from_config(atom() | String.t() | LlmCore.LLM.CLIProvider.Config.t()) :: t()


      


Creates a CLIProvider from a built-in name, a string id/alias, or a Config struct.

  



    

  
    
      
    
    
      invocation_plan(provider, prompt, opts \\ [])



        
          
        

    

  


  

      

          @spec invocation_plan(t(), LlmCore.LLM.Provider.prompt(), keyword()) :: map()


      


Returns a normalized invocation plan describing how the provider will run.

  



  
    
      
    
    
      list_all_configs()



        
          
        

    

  


  

      

          @spec list_all_configs() :: %{required(atom()) => LlmCore.LLM.CLIProvider.Config.t()}


      


Returns all known CLI provider configs — runtime (TOML) merged with builtins.
Runtime configs override builtins with the same name.

  



  
    
      
    
    
      preflight(provider)



        
          
        

    

  


  

      

          @spec preflight(t()) :: {:ok, map()} | {:error, map()}


      


Runs declarative checks proving the CLI surface matches the configured contract.

  



  
    
      
    
    
      provider_type(cli_provider)



        
          
        

    

  


  

      

          @spec provider_type(t()) :: :cli


      



  



    

  
    
      
    
    
      render_prompt(provider, prompt, opts \\ [])



        
          
        

    

  


  

      

          @spec render_prompt(t(), LlmCore.LLM.Provider.prompt(), keyword()) :: String.t()


      


Renders a prompt after applying any declared inline system-prompt fallback.

  



  
    
      
    
    
      resolve_id(name)



        
          
        

    

  


  

      

          @spec resolve_id(atom() | String.t()) :: {:ok, atom()} | {:error, :not_found}


      


Resolves an alias or id string to the canonical provider name atom.
Checks runtime definitions first (via Provider.Registry aliases), then builtins.

  



    

  
    
      
    
    
      send(provider, prompt, opts \\ [])



        
          
        

    

  


  

      

          @spec send(t(), LlmCore.LLM.Provider.prompt(), keyword()) ::
  {:ok, LlmCore.LLM.Response.t()} | {:error, LlmCore.LLM.Error.t()}


      



  



    

  
    
      
    
    
      stream(provider, prompt, opts \\ [])



        
          
        

    

  


  

      

          @spec stream(t(), LlmCore.LLM.Provider.prompt(), keyword()) ::
  {:ok, Enumerable.t()} | {:error, LlmCore.LLM.Error.t()}


      



  



  
    
      
    
    
      supports?(provider, capability)



        
          
        

    

  


  

      

          @spec supports?(t(), atom()) :: boolean()


      


Returns whether the provider supports a semantic capability.

  


        

      


  

    
LlmCore.LLM.Error 
    



      
Standardized error struct for all LLM providers.
This struct provides a unified format for errors from any provider,
with support for standard error types and preservation of provider-specific details.
Error Types
	:connection - Network connectivity issues
	:authentication - API key or auth token problems
	:rate_limit - Rate limiting/quota exceeded
	:timeout - Request timeout
	:provider_error - Provider-specific errors (preserved in details)

Fields
	type - One of the standard error types above
	message - Human-readable error message
	provider - Atom identifying the provider that raised the error
	details - Map with provider-specific error details
	timestamp - DateTime when the error occurred

Example
error = Error.new(:rate_limit,
  message: "Rate limit exceeded",
  provider: :openai,
  details: %{retry_after: 60}
)

      


      
        Summary


  
    Types
  


    
      
        error_type()

      


    


    
      
        t()

      


    





  
    Functions
  


    
      
        new(type, opts \\ [])

      


        Creates a new Error struct with the given type and options.



    


    
      
        wrap(type, original_error, opts \\ [])

      


        Wraps a provider-specific error into a standardized Error struct.



    





      


      
        Types


        


  
    
      
    
    
      error_type()



        
          
        

    

  


  

      

          @type error_type() ::
  :connection | :authentication | :rate_limit | :timeout | :provider_error


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %LlmCore.LLM.Error{
  details: map() | nil,
  message: String.t() | nil,
  provider: atom() | nil,
  timestamp: DateTime.t(),
  type: error_type()
}


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      new(type, opts \\ [])



        
          
        

    

  


  

      

          @spec new(
  error_type(),
  keyword()
) :: t()


      


Creates a new Error struct with the given type and options.
Parameters
	type - One of: :connection, :authentication, :rate_limit, :timeout, :provider_error
	opts - Keyword list with optional fields: :message, :provider, :details

Examples
iex> Error.new(:connection, message: "Connection refused")
%Error{type: :connection, message: "Connection refused", ...}

iex> Error.new(:rate_limit, message: "Too many requests", provider: :openai, details: %{retry_after: 60})
%Error{type: :rate_limit, ...}

  



    

  
    
      
    
    
      wrap(type, original_error, opts \\ [])



        
          
        

    

  


  

      

          @spec wrap(error_type(), term(), keyword()) :: t()


      


Wraps a provider-specific error into a standardized Error struct.
This is useful for preserving the original error details while
presenting a standardized interface to the rest of the system.
Parameters
	type - The error type to assign
	original_error - The original error from the provider (stored in details)
	opts - Additional options like :message and :provider

Examples
iex> original = %{code: "insufficient_quota", message: "Quota exceeded"}
iex> Error.wrap(:provider_error, original, message: "Provider error", provider: :openai)
%Error{type: :provider_error, details: %{code: "insufficient_quota", ...}, ...}

  


        

      


  

    
LlmCore.LLM.Provider behaviour
    



      
Behaviour module defining the contract for LLM providers.
Providers can be API-based, local appliance-based, or CLI wrappers. Each
provider is responsible for exposing capability metadata so the router and
inference pipeline can make informed decisions (streaming, structured output,
tool use, etc.).
Provider Types
	:api    - Remote HTTP APIs (OpenAI, Anthropic, Z.ai)
	:local  - Local GPU / appliance endpoints (Ollama, DGX Spark)
	:cli    - Command-line tools (Claude Code CLI, Gemini CLI)

Prompt Shape
Providers must accept either a string prompt or a list of chat-style
messages (%{role: :user | :system | :assistant, content: String.t()}).
Capability Metadata
capabilities/0 must return a map containing, at minimum, the keys defined
in capabilities/0. This allows llm_core to enforce requirements such as
streaming or structured output before dispatching to a provider.
Implementing a Provider
defmodule MyProvider do
  @behaviour LlmCore.LLM.Provider

  @impl true
  def send(prompt, opts \ []), do: {:ok, %LlmCore.LLM.Response{content: "hi"}}

  @impl true
  def stream(prompt, opts \ []), do: {:ok, Stream.iterate(1, & &1)}

  @impl true
  def available?, do: true

  @impl true
  def capabilities do
    %{
      streaming: true,
      structured_output: false,
      tool_use: false,
      vision: false,
      models: ["demo"],
      max_context: 16_384
    }
  end

  @impl true
  def provider_type, do: :api
end
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        capabilities()

      


    


    
      
        message()

      


    


    
      
        opts()

      


    


    
      
        prompt()

      


    


    
      
        role()

      


    





  
    Callbacks
  


    
      
        available?()

      


        Checks if the provider is available and can accept requests.



    


    
      
        capabilities()

      


        Returns a map describing the provider's capabilities.



    


    
      
        provider_type()

      


        Returns the provider type.



    


    
      
        send(prompt, opts)

      


        Sends a prompt to the LLM provider and returns the response.



    


    
      
        stream(prompt, opts)

      


        Sends a prompt and returns a stream of response chunks.



    





  
    Functions
  


    
      
        dispatch(provider, prompt, opts \\ [])

      


        Dispatches a prompt to the provider, handling both modules and structs.



    


    
      
        dispatch_available?(provider)

      


        Checks provider availability, handling both modules and structs.



    


    
      
        dispatch_stream(provider, prompt, opts \\ [])

      


        Dispatches a streaming prompt to the provider.
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      capabilities()



        
          
        

    

  


  

      

          @type capabilities() :: %{
  streaming: boolean(),
  structured_output: boolean(),
  tool_use: boolean(),
  vision: boolean(),
  models: [String.t()],
  max_context: pos_integer() | nil
}


      



  



  
    
      
    
    
      message()



        
          
        

    

  


  

      

          @type message() :: %{role: role(), content: String.t()}


      



  



  
    
      
    
    
      opts()



        
          
        

    

  


  

      

          @type opts() :: keyword()


      



  



  
    
      
    
    
      prompt()



        
          
        

    

  


  

      

          @type prompt() :: String.t() | [message()]


      



  



  
    
      
    
    
      role()



        
          
        

    

  


  

      

          @type role() :: :system | :user | :assistant | :tool


      



  


        

      

      
        Callbacks


        


  
    
      
    
    
      available?()



        
          
        

    

  


  

      

          @callback available?() :: boolean()


      


Checks if the provider is available and can accept requests.
For CLI providers, this typically checks if the CLI executable exists
(e.g., which claude). For API providers, this checks if the required
API key environment variable is set.
Returns
	true - Provider is available
	false - Provider is not available

Examples
if MyProvider.available?() do
  MyProvider.send("Hello")
end

  



  
    
      
    
    
      capabilities()



        
          
        

    

  


  

      

          @callback capabilities() :: capabilities()


      


Returns a map describing the provider's capabilities.
This allows the system to make intelligent decisions about
which provider to use for specific tasks.
Expected Keys
	:streaming - Boolean indicating streaming support
	:passthrough - Boolean indicating pass-through mode support (CLI providers)
	:models - List of supported models (optional)

Returns
	map() - Capability map

Examples
MyProvider.capabilities()
#=> %{streaming: true, passthrough: false, models: ["gpt-4", "gpt-3.5-turbo"]}

  



  
    
      
    
    
      provider_type()



        
          
        

    

  


  

      

          @callback provider_type() :: :cli | :api | :local | :workflow


      


Returns the provider type.
Returns
	:cli - CLI-based provider (e.g., Claude Code, Gemini CLI)
	:api - API-based provider (e.g., OpenAI, Z.ai)

CLI providers support pass-through mode where raw commands can be
forwarded directly to the underlying CLI.
Examples
MyProvider.provider_type()
#=> :api

  



  
    
      
    
    
      send(prompt, opts)



        
          
        

    

  


  

      

          @callback send(prompt(), opts()) ::
  {:ok, LlmCore.LLM.Response.t()} | {:error, LlmCore.LLM.Error.t()}


      


Sends a prompt to the LLM provider and returns the response.
Parameters
	prompt - The prompt string to send
	opts - Provider-specific options (e.g., model, temperature, max_tokens)

Returns
	{:ok, Response.t()} - Successful response
	{:error, Error.t()} - Error occurred

Examples
{:ok, response} = MyProvider.send("Explain this code", model: "gpt-4")
response.content
#=> "This code does..."

  



  
    
      
    
    
      stream(prompt, opts)



        
          
        

    

  


  

      

          @callback stream(prompt(), opts()) ::
  {:ok, Enumerable.t()} | {:error, LlmCore.LLM.Error.t()}


      


Sends a prompt and returns a stream of response chunks.
Streaming is essential for real-time user feedback, especially
for long-running completions. The returned enumerable yields
response chunks as they arrive from the provider.
Parameters
	prompt - The prompt string to send
	opts - Provider-specific options

Returns
	{:ok, Enumerable.t()} - Stream of response chunks
	{:error, Error.t()} - Error occurred before streaming started

Examples
{:ok, stream} = MyProvider.stream("Write a story")
Enum.each(stream, fn chunk -> IO.write(chunk) end)

  


        

      

      
        Functions


        


    

  
    
      
    
    
      dispatch(provider, prompt, opts \\ [])



        
          
        

    

  


  

      

          @spec dispatch(module() | struct(), prompt(), keyword()) ::
  {:ok, LlmCore.LLM.Response.t()} | {:error, LlmCore.LLM.Error.t()}


      


Dispatches a prompt to the provider, handling both modules and structs.
Module-based providers: calls provider.send(prompt, opts).
Struct-based providers: calls the struct's module .send(struct, prompt, opts).

  



  
    
      
    
    
      dispatch_available?(provider)



        
          
        

    

  


  

      

          @spec dispatch_available?(module() | struct()) :: boolean()


      


Checks provider availability, handling both modules and structs.

  



    

  
    
      
    
    
      dispatch_stream(provider, prompt, opts \\ [])



        
          
        

    

  


  

      

          @spec dispatch_stream(module() | struct(), prompt(), keyword()) ::
  {:ok, Enumerable.t()} | {:error, LlmCore.LLM.Error.t()}


      


Dispatches a streaming prompt to the provider.

  


        

      


  

    
LlmCore.LLM.Response 
    



      
Standardized response struct for all LLM providers.
This struct provides a unified format for responses from any provider,
whether CLI-based (like Claude Code) or API-based (like OpenAI).
Fields
	content - The main text content of the response
	provider - Atom identifying the provider (e.g., :claude_code, :openai)
	model - String identifying the model used (e.g., "claude-3-opus", "gpt-4")
	usage - Map with token usage info (prompt_tokens, completion_tokens, total_tokens)
	raw - The raw response from the provider for debugging/passthrough
	metadata - Additional provider-specific metadata (latency, request_id, etc.)
	structured - Parsed/validated structured output (when requested)
	tool_calls - List of tool call requests from the LLM, or nil when no tools were invoked

Example
response = Response.new(
  content: "Hello! How can I help you?",
  provider: :openai,
  model: "gpt-4",
  usage: %{prompt_tokens: 10, completion_tokens: 8, total_tokens: 18}
)
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        t()

      


    





  
    Functions
  


    
      
        new(opts)

      


        Creates a new Response struct from a keyword list.
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      t()



        
          
        

    

  


  

      

          @type t() :: %LlmCore.LLM.Response{
  content: String.t() | nil,
  metadata: map() | nil,
  model: String.t() | nil,
  provider: atom() | nil,
  raw: map() | nil,
  structured: any() | nil,
  tool_calls: [LlmToolkit.Tool.Call.t()] | nil,
  usage: map() | nil
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      new(opts)



        
          
        

    

  


  

      

          @spec new(keyword()) :: t()


      


Creates a new Response struct from a keyword list.
Parameters
	opts - Keyword list with response fields

Examples
iex> Response.new(content: "Hello", provider: :openai, model: "gpt-4")
%Response{content: "Hello", provider: :openai, model: "gpt-4", ...}

  


        

      


  

    
LlmCore.Router 
    



      
GenServer that resolves task types to full LLM agent configurations.
The Router maintains a RoutingTable loaded from TOML configuration and
resolves task strings (like "coding", "reasoning") to ResolvedRoute
structs containing the provider alias, execution mode, and agent metadata.
Configuration
Routing rules are defined in TOML under [routing]:
[routing]
default = "claude"

[routing.tasks.coding]
alias = "openai"
mode = "passthrough"
capabilities = { structured_output = true, tool_use = true }
Usage
# Resolve a task type
{:ok, route} = LlmCore.Router.resolve(:coding)
route.alias #=> "openai"
route.mode #=> :passthrough

# Send a prompt through routing
{:ok, response} = LlmCore.Router.send("Write a function", :coding)

# Stream
{:ok, stream} = LlmCore.Router.stream("Explain this", :reasoning)
Hot Reload
The Router listens for {:config_reloaded, :routing} messages and
refreshes its routing table from Config.Store. It also syncs
every 60 seconds as a safety net.

      


      
        Summary


  
    Functions
  


    
      
        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        get_routing_table()

      


        Returns the current routing table (debug/introspection).



    


    
      
        resolve(task_type)

      


        Resolves a task type (e.g., "coding", "planning") to a full agent config.



    


    
      
        resolve_from_table(task_type, table)

      


        Resolves a task type using a provided routing table (used for execution snapshots).



    


    
      
        send(prompt, task_type, opts \\ [])

      


        Sends a prompt through the router, automatically selecting the provider.



    


    
      
        send_packet(packet, opts \\ [])

      


        Sends a CommBus protocol packet through the router.
Pass :task_type via opts to override metadata-derived routing.



    


    
      
        start_link(opts \\ [])

      


        Starts the Router GenServer linked to the calling process.



    


    
      
        stream(prompt, task_type, opts \\ [])

      


        Initiates a streaming prompt through the routed provider.



    


    
      
        stream_packet(packet, opts \\ [])

      


        Streams a CommBus protocol packet through the routed provider.



    


    
      
        sync()

      


        Forces an immediate sync from the config store.



    





      


      
        Functions


        


  
    
      
    
    
      child_spec(init_arg)



        
          
        

    

  


  

Returns a specification to start this module under a supervisor.
See Supervisor.

  



  
    
      
    
    
      get_routing_table()



        
          
        

    

  


  

      

          @spec get_routing_table() :: LlmCore.Router.RoutingTable.t() | nil


      


Returns the current routing table (debug/introspection).

  



  
    
      
    
    
      resolve(task_type)



        
          
        

    

  


  

      

          @spec resolve(String.t() | atom()) ::
  {:ok, LlmCore.Router.ResolvedRoute.t()} | {:error, term()}


      


Resolves a task type (e.g., "coding", "planning") to a full agent config.

  



  
    
      
    
    
      resolve_from_table(task_type, table)



        
          
        

    

  


  

      

          @spec resolve_from_table(String.t() | atom(), LlmCore.Router.RoutingTable.t()) ::
  {:ok, LlmCore.Router.ResolvedRoute.t()} | {:error, term()}


      


Resolves a task type using a provided routing table (used for execution snapshots).

  



    

  
    
      
    
    
      send(prompt, task_type, opts \\ [])



        
          
        

    

  


  

      

          @spec send(String.t(), String.t() | atom(), keyword()) ::
  {:ok, LlmCore.LLM.Response.t()} | {:error, term()}


      


Sends a prompt through the router, automatically selecting the provider.

  



    

  
    
      
    
    
      send_packet(packet, opts \\ [])



        
          
        

    

  


  

      

          @spec send_packet(
  map(),
  keyword()
) :: {:ok, LlmCore.LLM.Response.t()} | {:error, term()}


      


Sends a CommBus protocol packet through the router.
Pass :task_type via opts to override metadata-derived routing.

  



    

  
    
      
    
    
      start_link(opts \\ [])



        
          
        

    

  


  

      

          @spec start_link(keyword()) :: GenServer.on_start()


      


Starts the Router GenServer linked to the calling process.

  



    

  
    
      
    
    
      stream(prompt, task_type, opts \\ [])



        
          
        

    

  


  

      

          @spec stream(String.t(), String.t() | atom(), keyword()) ::
  {:ok, Enumerable.t()} | {:error, term()}


      


Initiates a streaming prompt through the routed provider.

  



    

  
    
      
    
    
      stream_packet(packet, opts \\ [])



        
          
        

    

  


  

      

          @spec stream_packet(
  map(),
  keyword()
) :: {:ok, Enumerable.t()} | {:error, term()}


      


Streams a CommBus protocol packet through the routed provider.

  



  
    
      
    
    
      sync()



        
          
        

    

  


  

      

          @spec sync() :: :ok


      


Forces an immediate sync from the config store.

  


        

      


  

    
LlmCore.Router.ResolvedRoute 
    



      
Fully-realized routing decision containing the agent metadata.

      


      
        Summary
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    Functions
  


    
      
        new(alias, mode, agent)

      


        Creates a new ResolvedRoute with the given alias, mode, and agent.
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          @type t() :: %LlmCore.Router.ResolvedRoute{
  agent: any(),
  alias: String.t(),
  mode: :abstracted | :passthrough
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      new(alias, mode, agent)



        
          
        

    

  


  

      

          @spec new(String.t(), :abstracted | :passthrough, any()) :: t()


      


Creates a new ResolvedRoute with the given alias, mode, and agent.

  


        

      


  

    
LlmCore.Router.RouteEntry 
    



      
Represents a routing rule entry mapping a task type to an agent alias.
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    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        from_config(str)

      


        Builds a route entry from YAML (string, list, or map).



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %LlmCore.Router.RouteEntry{
  alias: String.t(),
  capabilities: map(),
  mode: :abstracted | :passthrough
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      from_config(str)



        
          
        

    

  


  

      

          @spec from_config(term()) :: t() | nil


      


Builds a route entry from YAML (string, list, or map).

  


        

      


  

    
LlmCore.Router.RoutingTable 
    



      
In-memory representation of the routing rules loaded from YAML.
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    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        new(map)

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %LlmCore.Router.RoutingTable{
  default: LlmCore.Router.RouteEntry.t(),
  loaded_at: DateTime.t(),
  rules: %{optional(String.t()) => LlmCore.Router.RouteEntry.t()}
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      new(map)



        
          
        

    

  


  

      

          @spec new(map()) :: t()


      



  


        

      


  

    
LlmCore.Config.Loader 
    



      
Loads llm_core configuration files (routing, providers, etc.) from disk and updates the store.
Handles the full TOML loading pipeline: reading multiple config layers, deep-merging,
resolving environment variable placeholders, normalizing provider definitions, and
broadcasting change notifications to dependent processes.
Configuration Layers (later overrides earlier)
	Compiled defaults — priv/config/llm_core.toml (bundled with the library)
	Global override — ~/.llm_core/config/llm_core.toml
	Project override — <project>/.llm_core/llm_core.toml
	Environment variable — path in LLM_CORE_CONFIG
	Custom path — explicit :path option

Environment Variable Interpolation
TOML values like "${ANTHROPIC_API_KEY}" are resolved at load time.
Supports defaults: "${OLLAMA_URL:http://localhost:11434}".
Key Functions
	reload_providers/1 — Full TOML load + provider normalization + store update
	reload_routing/1 — Load and apply routing rules only
	load_config/1 — Read merged TOML without mutating runtime state


      


      
        Summary


  
    Functions
  


    
      
        load_config(opts \\ [])

      


        Returns the merged TOML configuration without mutating runtime state.



    


    
      
        load_routing(opts \\ [])

      


        Loads the routing configuration from disk without mutating the store.



    


    
      
        reload_providers(opts \\ [])

      


        Loads TOML configuration (providers, memory, routing defaults) and writes
the normalized provider metadata to the runtime store.



    


    
      
        reload_routing(opts \\ [])

      


        Loads the routing configuration and writes it to the runtime store.
Broadcasts change notifications so dependent processes can refresh.



    





      


      
        Functions


        


    

  
    
      
    
    
      load_config(opts \\ [])



        
          
        

    

  


  

      

          @spec load_config(keyword()) :: {:ok, map()}


      


Returns the merged TOML configuration without mutating runtime state.

  



    

  
    
      
    
    
      load_routing(opts \\ [])



        
          
        

    

  


  

      

          @spec load_routing(keyword()) ::
  {:ok, LlmCore.Router.RoutingTable.t()} | {:error, term()}


      


Loads the routing configuration from disk without mutating the store.

  



    

  
    
      
    
    
      reload_providers(opts \\ [])



        
          
        

    

  


  

      

          @spec reload_providers(keyword()) ::
  {:ok, %{optional(String.t()) => LlmCore.Provider.Definition.t()}}
  | {:error, term()}


      


Loads TOML configuration (providers, memory, routing defaults) and writes
the normalized provider metadata to the runtime store.

  



    

  
    
      
    
    
      reload_routing(opts \\ [])



        
          
        

    

  


  

      

          @spec reload_routing(keyword()) ::
  {:ok, LlmCore.Router.RoutingTable.t()} | {:error, term()}


      


Loads the routing configuration and writes it to the runtime store.
Broadcasts change notifications so dependent processes can refresh.
When routing.yml is missing, the existing Store routing is preserved
(e.g. a table already installed from TOML via reload_providers/1). Only
when the Store has no routing at all does the safe default => claude
fallback get installed.

  


        

      


  

    
LlmCore.Config.Store 
    



      
Lightweight ETS-backed storage for runtime configuration.
The store keeps the latest routing tables, provider definitions, CLI configs,
and other hot-reloadable artifacts so they can be accessed without disk I/O.
Stored Namespaces
	{:config, :routing} — Current RoutingTable
	{:config, :providers} — Map of %Definition{} structs keyed by provider id
	{:config, :cli_providers} — Map of %CLIProvider.Config{} structs keyed by atom name
	{:config, :telemetry} — Telemetry settings map
	{:config, :raw} — Raw merged TOML configuration

Access Patterns
Direct ETS reads (no GenServer call):
{:ok, table} = LlmCore.Config.Store.get_routing()
{:ok, providers} = LlmCore.Config.Store.fetch(:config, :providers)
Writes go through the GenServer for serialisation:
:ok = LlmCore.Config.Store.put_routing(%RoutingTable{...})
:ok = LlmCore.Config.Store.put(:config, :telemetry, %{...})

      


      
        Summary


  
    Functions
  


    
      
        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        fetch(namespace, key)

      


        Fetches a value previously stored with put/3.



    


    
      
        get_routing()

      


        Fetches the current routing table.



    


    
      
        put(namespace, key, value)

      


        Generic helper for storing custom config namespaces.



    


    
      
        put_routing(table)

      


        Stores the current routing table.



    


    
      
        start_link(opts \\ [])

      


        Starts the config store GenServer and creates the backing ETS table.



    





      


      
        Functions


        


  
    
      
    
    
      child_spec(init_arg)



        
          
        

    

  


  

Returns a specification to start this module under a supervisor.
See Supervisor.

  



  
    
      
    
    
      fetch(namespace, key)



        
          
        

    

  


  

      

          @spec fetch(atom(), atom()) :: {:ok, term()} | {:error, :not_found}


      


Fetches a value previously stored with put/3.

  



  
    
      
    
    
      get_routing()



        
          
        

    

  


  

      

          @spec get_routing() :: {:ok, LlmCore.Router.RoutingTable.t()} | {:error, :not_found}


      


Fetches the current routing table.

  



  
    
      
    
    
      put(namespace, key, value)



        
          
        

    

  


  

      

          @spec put(atom(), atom(), term()) :: :ok


      


Generic helper for storing custom config namespaces.

  



  
    
      
    
    
      put_routing(table)



        
          
        

    

  


  

      

          @spec put_routing(LlmCore.Router.RoutingTable.t()) :: :ok


      


Stores the current routing table.

  



    

  
    
      
    
    
      start_link(opts \\ [])



        
          
        

    

  


  

      

          @spec start_link(keyword()) :: GenServer.on_start()


      


Starts the config store GenServer and creates the backing ETS table.

  


        

      


  

    
LlmCore.Config.Watcher 
    



      
Watches configuration directories for changes and triggers reloads.

      


      
        Summary


  
    Functions
  


    
      
        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        start_link(opts \\ [])

      


        Starts the config file watcher GenServer.



    





      


      
        Functions


        


  
    
      
    
    
      child_spec(init_arg)



        
          
        

    

  


  

Returns a specification to start this module under a supervisor.
See Supervisor.

  



    

  
    
      
    
    
      start_link(opts \\ [])



        
          
        

    

  


  

      

          @spec start_link(keyword()) :: GenServer.on_start()


      


Starts the config file watcher GenServer.
Options
	:config_dir - directory to watch (default: project config dir)
	:debounce_ms - debounce interval in milliseconds (default: 100)
	:files - list of filenames to watch (default: ["routing.yml", "llm_core.toml"])
	:name - GenServer name (default: __MODULE__)


  


        

      


  

    
LlmCore.Agent 
    



      
Agent struct representing a registered LLM provider with a human-friendly name.
Each agent encapsulates:
	A name/alias for routing lookups
	The underlying provider module or CLI config
	Default configuration (model, temperature, etc.)

Agents are registered by the config loader from TOML [providers.*] blocks.
They are keyed by the provider's aliases, not by agent.name.
Accessing Agents
# By alias (from TOML or runtime)
{:ok, agent} = LlmCore.Agent.Registry.get("claude")

# Get the dispatchable provider
provider = LlmCore.Agent.dispatch_provider(agent)

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        dispatch_provider(agent)

      


        Returns the dispatchable provider value.



    


    
      
        new(name, provider, config \\ %{})

      


        Creates a new Agent struct with validation.



    


    
      
        valid_name?(name)

      


        Validates an agent name format.
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      t()



        
          
        

    

  


  

      

          @type t() :: %LlmCore.Agent{
  config: map(),
  name: String.t(),
  provider: module() | struct(),
  provider_struct: term(),
  registered_at: DateTime.t()
}
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      dispatch_provider(agent)



        
          
        

    

  


  

      

          @spec dispatch_provider(t()) :: module() | struct()


      


Returns the dispatchable provider value.
For struct-based providers (CLIProvider, Appliance), returns the struct.
For module-based providers, returns the module atom.

  



    

  
    
      
    
    
      new(name, provider, config \\ %{})



        
          
        

    

  


  

      

          @spec new(String.t(), module(), map()) :: {:ok, t()} | {:error, :invalid_name}


      


Creates a new Agent struct with validation.
Parameters
	name - Human-friendly alias (lowercase alphanumeric with dashes/underscores)
	provider - Module implementing LlmCore.LLM.Provider behaviour
	config - Provider-specific configuration map (default: %{})

Returns
	{:ok, Agent.t()} - Valid agent
	{:error, :invalid_name} - Invalid name format

Examples
iex> Agent.new("steve", LlmCore.LLM.CLIProvider, %{model: "claude-3-opus"})
{:ok, %Agent{name: "steve", provider: LlmCore.LLM.CLIProvider, ...}}

iex> Agent.new("INVALID", LlmCore.LLM.CLIProvider, %{})
{:error, :invalid_name}

  



  
    
      
    
    
      valid_name?(name)



        
          
        

    

  


  

      

          @spec valid_name?(String.t()) :: boolean()


      


Validates an agent name format.
Valid names must:
	Start with lowercase letter or number
	Contain only lowercase letters, numbers, dashes, and underscores
	Not be empty

Examples
iex> Agent.valid_name?("steve")
true

iex> Agent.valid_name?("claude-code")
true

iex> Agent.valid_name?("UPPERCASE")
false

iex> Agent.valid_name?("")
false

  


        

      


  

    
LlmCore.Agent.Context 
    



      
Carries data through the agentic iteration pipeline.
One Context is created per LLM response and flows through all stages
of the LlmCore.Agent.Pipeline.Iteration pipeline. The outer loop
(LlmCore.Agent.Loop) creates this from the LLM response, sends it
through the pipeline, and reads the decision field to determine the
next action.
Fields
Input — set by the outer loop before pipeline entry
	messages — Current message list (grows each iteration)
	tools — Available tool definitions ([LlmToolkit.Tool.t()])
	response — The LLM response for this iteration
	resolve_tool — fn(%Call{}) -> {:ok, String.t()} | {:error, String.t()}

	resolver_module — Optional module implementing ToolResolver behaviour.
When set, DispatchTools checks for dispatch recipes via
resolver_module.dispatch_recipe/1.
	iteration — Current iteration count (0-based)
	max_iterations — Hard iteration limit

Intermediate — populated by pipeline stages
	tool_calls — Parsed tool call requests from the response
	tool_results — Results after tool execution
	result_messages — Formatted messages for the next LLM turn
	validation_errors — Errors from call validation

Output — read by the outer loop after pipeline exit
	decision — {:continue, messages}, {:done, response}, or
{:error, reason}
	status — :ok or :error (short-circuit flag for stages)
	error — Error detail when status == :error
	trace — Accumulated trace entries for observability
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          @type decision() ::
  {:continue, [map()]}
  | {:done, LlmCore.LLM.Response.t()}
  | {:error, term()}
  | nil


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %LlmCore.Agent.Context{
  decision: decision(),
  error: term() | nil,
  iteration: non_neg_integer(),
  max_iterations: pos_integer(),
  messages: [map()],
  resolve_tool:
    (LlmToolkit.Tool.Call.t() -> {:ok, String.t()} | {:error, String.t()}) | nil,
  resolver_module: module() | nil,
  response: LlmCore.LLM.Response.t() | nil,
  result_messages: [map()],
  status: :ok | :error,
  tool_calls: [LlmToolkit.Tool.Call.t()],
  tool_results: [LlmToolkit.Tool.Result.t()],
  tools: [LlmToolkit.Tool.t()],
  trace: [term()],
  validation_errors: [term()]
}


      



  


        

      


  

    
LlmCore.Agent.Loop 
    



      
Agentic tool-calling loop.
Iterates: call LLM → feed response through the iteration pipeline →
if the pipeline says :continue, append messages and call the LLM again;
if :done, return the final response.
The loop owns iteration control and message accumulation. The pipeline
(LlmCore.Agent.Pipeline.Iteration) owns per-iteration processing logic.
Architecture Mirror
This mirrors the common reduce_while iteration pattern:
GrooveExecutor                     Agent.Loop
─────────────                      ──────────
Enum.reduce_while over steps       Enum.reduce_while over iterations
execute_step(step, ctx)            llm_send_fn.(messages, opts)
StepwiseEngine.handle_event(...)   Pipeline.Iteration (ALF)
{:cont, {:ok, rt, ctx, tokens}}    {:cont, {:ok, state}}
{:halt, {:error, reason}}          {:halt, {:error, reason}}
Usage
{:ok, response, messages} =
  LlmCore.Agent.Loop.run(
    [%{role: :user, content: "Research Elixir ALF"}],
    &my_llm_send/2,
    tools: my_tools,
    resolve_tool: &MyResolver.resolve/1,
    max_iterations: 10
  )
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        llm_send_fn()

      


    


    
      
        opts()

      


    





  
    Functions
  


    
      
        run(messages, llm_send_fn, opts)

      


        Runs the agentic loop.
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      llm_send_fn()



        
          
        

    

  


  

      

          @type llm_send_fn() :: ([map()], keyword() ->
                    {:ok, LlmCore.LLM.Response.t()} | {:error, term()})


      



  



  
    
      
    
    
      opts()



        
          
        

    

  


  

      

          @type opts() :: [
  tools: [LlmToolkit.Tool.t()],
  resolve_tool: (LlmToolkit.Tool.Call.t() ->
                   {:ok, String.t()} | {:error, String.t()}),
  resolver_module: module() | nil,
  max_iterations: pos_integer(),
  on_iteration: (LlmCore.Agent.Context.t() -> :ok) | nil,
  pipeline_opts: keyword(),
  llm_opts: keyword()
]


      



  


        

      

      
        Functions


        


  
    
      
    
    
      run(messages, llm_send_fn, opts)



        
          
        

    

  


  

      

          @spec run([map()], llm_send_fn(), opts()) ::
  {:ok, LlmCore.LLM.Response.t(), [map()]} | {:error, term()}


      


Runs the agentic loop.
Calls llm_send_fn with the current messages and tool definitions.
If the LLM responds with tool calls, the response flows through the
iteration pipeline which dispatches tools, collects results, and
builds new messages. The loop repeats until the LLM produces a text-only
response or the iteration budget is exhausted.
Parameters
	messages — Initial message list (system prompt, history, user message)
	llm_send_fn — fn(messages, opts) -> {:ok, Response.t()} | {:error, term()}

	opts — Configuration keyword list:	:tools — (required) list of LlmToolkit.Tool.t() definitions
	:resolve_tool — (required) fn(Call.t()) -> {:ok, string} | {:error, string}

	:resolver_module — optional module implementing ToolResolver behaviour.
When set, DispatchTools checks for dispatch recipes via
resolver_module.dispatch_recipe/1.
	:max_iterations — iteration ceiling (default: 10)
	:on_iteration — optional callback invoked with the pipeline context
after each iteration
	:pipeline_opts — options forwarded to Pipeline.Iteration.ensure_started/1
	:llm_opts — extra options forwarded to llm_send_fn



Returns
	{:ok, final_response, final_messages} — LLM produced a text response
	{:error, reason} — Budget exceeded, LLM error, or pipeline error

Telemetry
Emits [:llm_core, :agent, :complete] on loop exit with measurements
%{total_iterations: N} and metadata %{tool_calls_count: N}.

  


        

      


  

    
LlmCore.Agent.Registry 
    



      
GenServer for runtime agent management and discovery.
The Registry maintains a map of registered agents, each identified by a
human-friendly name (alias) and associated with an LLM provider module.
Features
	Register agents with unique names, provider modules, and configuration
	Lookup agents by alias
	List all registered agents
	Update agent configuration
	Auto-discover available providers on startup

State Structure
The GenServer state is a map containing:
%{
  agents: %{
    "steve" => %Agent{name: "steve", provider: LlmCore.LLM.CLIProvider, ...},
    "gemini" => %Agent{name: "gemini", provider: LlmCore.LLM.CLIProvider, ...},
    "codex" => %Agent{name: "codex", provider: LlmCore.LLM.CLIProvider, ...}
  }
}
Usage
# Start the registry (usually via supervision tree)
{:ok, pid} = Registry.start_link(name: LlmCore.Agent.Registry)

# Register an agent
:ok = Registry.register("steve", LlmCore.LLM.CLIProvider, %{model: "claude-3-opus"})

# Lookup an agent
{:ok, agent} = Registry.get("steve")

# List all agents
agents = Registry.list()

      


      
        Summary


  
    Functions
  


    
      
        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        get(server \\ LlmCore.Agent.Registry, name)

      


        Looks up an agent by name.



    


    
      
        list(server \\ LlmCore.Agent.Registry)

      


        Returns all registered agents.



    


    
      
        register(server \\ LlmCore.Agent.Registry, name, provider, config)

      


        Registers an agent with the given name, provider module, and configuration.



    


    
      
        start_link(opts \\ [])

      


        Starts the Registry GenServer.



    


    
      
        sync_with_providers(server \\ LlmCore.Agent.Registry)

      


        Synchronizes registered agents with provider definitions from TOML config.



    


    
      
        unregister(server \\ LlmCore.Agent.Registry, name)

      


        Unregisters an agent by name.



    


    
      
        update(server \\ LlmCore.Agent.Registry, name, config)

      


        Updates an agent's configuration.



    





      


      
        Functions


        


  
    
      
    
    
      child_spec(init_arg)



        
          
        

    

  


  

Returns a specification to start this module under a supervisor.
See Supervisor.

  



    

  
    
      
    
    
      get(server \\ LlmCore.Agent.Registry, name)



        
          
        

    

  


  

      

          @spec get(GenServer.server(), String.t()) ::
  {:ok, LlmCore.Agent.t()} | {:error, :not_found}


      


Looks up an agent by name.
Parameters
	server - The Registry GenServer (default: LlmCore.Agent.Registry)
	name - The agent name to lookup

Returns
	{:ok, Agent.t()} - Agent found
	{:error, :not_found} - No agent with that name

Examples
{:ok, agent} = Registry.get("steve")
agent.provider
#=> LlmCore.LLM.CLIProvider

  



    

  
    
      
    
    
      list(server \\ LlmCore.Agent.Registry)



        
          
        

    

  


  

      

          @spec list(GenServer.server()) :: [LlmCore.Agent.t()]


      


Returns all registered agents.
Parameters
	server - The Registry GenServer (default: LlmCore.Agent.Registry)

Returns
	List of Agent.t() structs

Examples
agents = Registry.list()
Enum.map(agents, & &1.name)
#=> ["steve", "gemini", "codex", "openai"]

  



    

  
    
      
    
    
      register(server \\ LlmCore.Agent.Registry, name, provider, config)



        
          
        

    

  


  

      

          @spec register(GenServer.server(), String.t(), module(), map()) ::
  :ok | {:error, :already_registered | :invalid_name}


      


Registers an agent with the given name, provider module, and configuration.
Parameters
	server - The Registry GenServer (default: LlmCore.Agent.Registry)
	name - Human-friendly alias for the agent
	provider - Module implementing LlmCore.LLM.Provider behaviour
	config - Provider-specific configuration map

Returns
	:ok - Successfully registered
	{:error, :already_registered} - Name already taken
	{:error, :invalid_name} - Invalid name format

Examples
:ok = Registry.register("steve", LlmCore.LLM.CLIProvider, %{model: "claude-3-opus"})

  



    

  
    
      
    
    
      start_link(opts \\ [])



        
          
        

    

  


  

      

          @spec start_link(keyword()) :: GenServer.on_start()


      


Starts the Registry GenServer.
Options
	:name - The name to register the GenServer under (default: LlmCore.Agent.Registry)
	:auto_discover - Whether to auto-discover providers on startup (default: true)

Examples
{:ok, pid} = Registry.start_link(name: MyApp.Registry)

  



    

  
    
      
    
    
      sync_with_providers(server \\ LlmCore.Agent.Registry)



        
          
        

    

  


  

      

          @spec sync_with_providers(GenServer.server()) :: :ok


      


Synchronizes registered agents with provider definitions from TOML config.

  



    

  
    
      
    
    
      unregister(server \\ LlmCore.Agent.Registry, name)



        
          
        

    

  


  

      

          @spec unregister(GenServer.server(), String.t()) :: :ok


      


Unregisters an agent by name.
Parameters
	server - The Registry GenServer (default: LlmCore.Agent.Registry)
	name - The agent name to unregister

Returns
	:ok - Successfully unregistered (or agent didn't exist)

Examples
:ok = Registry.unregister("steve")

  



    

  
    
      
    
    
      update(server \\ LlmCore.Agent.Registry, name, config)



        
          
        

    

  


  

      

          @spec update(GenServer.server(), String.t(), map()) :: :ok | {:error, :not_found}


      


Updates an agent's configuration.
Parameters
	server - The Registry GenServer (default: LlmCore.Agent.Registry)
	name - The agent name to update
	config - New configuration map (replaces existing config)

Returns
	:ok - Successfully updated
	{:error, :not_found} - No agent with that name

Examples
:ok = Registry.update("steve", %{model: "claude-3-opus", temperature: 0.9})

  


        

      


  

    
LlmCore.Structured 
    



      
Utilities for extracting structured data from LLM responses.
Provides lightweight JSON-mode extraction and schema validation so
consuming applications can request structured output without pulling
in heavy dependencies like Instructor.
Supported Formats
	{:json_schema, schema} — Decode JSON from the response, validate against a schema map
	{:json_schema, schema, opts} — Same, with custom validator and options
	{:custom, fun} — Apply a custom extraction function (Response.t() -> {:ok, term()} | {:error, term()})


Usage
Structured output is typically requested via response_format in the dispatch opts:
{:ok, response} = LlmCore.send(prompt, :extraction,
  response_format: {:json_schema, %{type: "object", properties: %{name: %{type: "string"}}}}
)

response.structured
#=> %{"name" => "value"}
Or process a response directly:
{:ok, response} = Structured.process({:ok, raw_response}, {:json_schema, schema})
Custom Validators
{:json_schema, schema, validator: fn value ->
  if value["score"] > 0.5, do: {:ok, value}, else: {:error, "score too low"}
end}

      


      
        Summary


  
    Types
  


    
      
        response_format()
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        process(result, arg2)
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      response_format()



        
          
        

    

  


  

      

          @type response_format() ::
  {:json_schema, term()}
  | {:json_schema, term(), keyword()}
  | {:custom, (LlmCore.LLM.Response.t() -> {:ok, term()} | {:error, term()})}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      process(result, arg2)



        
          
        

    

  


  

      

          @spec process(
  {:ok, LlmCore.LLM.Response.t()} | {:error, term()},
  response_format() | nil
) ::
  {:ok, LlmCore.LLM.Response.t()} | {:error, term()}


      



  


        

      


  

    
LlmCore.Memory.Hindsight 
    



      
Hindsight 0.4+ integration for semantic memory capabilities.
Uses the Hindsight REST API (not MCP). Server runs at localhost:8888,
REST endpoints at /v1/default/banks/{bank_id}/....
Provides:
	Semantic search (recall) with intelligent caching
	Insight queries (reflect) with longer TTL caching
	Content retention with write-behind buffering
	Auto-discovery, retry logic, and circuit breaker

Configuration
Configure in ~/.llm_core/config.yml:
memory:
  hindsight:
    url: http://localhost:8888
    enabled: true
    default_bank_id: platform
    cache_ttl_ms: 300000
Usage
# Semantic search
{:ok, results} = Hindsight.recall("authentication patterns", bank_id: "my-bank")

# Insights
{:ok, insight} = Hindsight.reflect("What patterns work best?", bank_id: "my-bank")

# Store content (async)
:ok = Hindsight.retain("New pattern discovered", %{}, bank_id: "my-bank")

# Store content (sync, for critical data)
{:ok, _} = Hindsight.retain_sync("Critical execution", %{}, bank_id: "my-bank")

      


      
        Summary


  
    Functions
  


    
      
        available?()

      


        Checks if Hindsight API is available and enabled.



    


    
      
        bank_stats(bank_id, opts \\ [])

      


        Returns stats for a specific bank.



    


    
      
        create_bank(bank_id, opts \\ [])

      


        Creates or updates a memory bank.



    


    
      
        delete_bank(bank_id, opts \\ [])

      


        Deletes a memory bank and all its contents.



    


    
      
        health_check()

      


        Performs a health check on the Hindsight API.



    


    
      
        list_banks(opts \\ [])

      


        Lists available Hindsight memory banks.



    


    
      
        recall(query, opts \\ [])

      


        Semantic search for similar content with caching.



    


    
      
        reflect(question_or_type, opts \\ [])

      


        Natural language reflection/synthesis over a bank's memories.



    


    
      
        retain(content, metadata \\ %{}, opts \\ [])

      


        Stores content in Hindsight for semantic indexing (async, buffered).



    


    
      
        retain_sync(content, metadata \\ %{}, opts \\ [])

      


        Stores content synchronously, bypassing the write buffer.



    


    
      
        url()

      


        Returns the effective Hindsight base URL.
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      available?()



        
          
        

    

  


  

      

          @spec available?() :: boolean()


      


Checks if Hindsight API is available and enabled.

  



    

  
    
      
    
    
      bank_stats(bank_id, opts \\ [])



        
          
        

    

  


  

      

          @spec bank_stats(
  String.t(),
  keyword()
) :: {:ok, map()} | {:error, term()}


      


Returns stats for a specific bank.

  



    

  
    
      
    
    
      create_bank(bank_id, opts \\ [])



        
          
        

    

  


  

      

          @spec create_bank(
  String.t(),
  keyword()
) :: {:ok, map()} | {:error, term()}


      


Creates or updates a memory bank.

  



    

  
    
      
    
    
      delete_bank(bank_id, opts \\ [])



        
          
        

    

  


  

      

          @spec delete_bank(
  String.t(),
  keyword()
) :: :ok | {:error, term()}


      


Deletes a memory bank and all its contents.

  



  
    
      
    
    
      health_check()



        
          
        

    

  


  

      

          @spec health_check() :: {:ok, map()} | {:error, term()}


      


Performs a health check on the Hindsight API.

  



    

  
    
      
    
    
      list_banks(opts \\ [])



        
          
        

    

  


  

      

          @spec list_banks(keyword()) :: {:ok, [map()]} | {:error, term()}


      


Lists available Hindsight memory banks.

  



    

  
    
      
    
    
      recall(query, opts \\ [])



        
          
        

    

  


  

      

          @spec recall(
  String.t(),
  keyword()
) :: {:ok, [map()]} | {:error, term()}


      


Semantic search for similar content with caching.
Options
	:limit - max results (default 10)
	:bank_id / :target_bank - Memory bank to query (defaults to config)
	:budget - "low" | "mid" | "high" (impacts recall cost)

	:max_tokens - maximum tokens for result summarization
	:bypass_cache - force fresh query


  



    

  
    
      
    
    
      reflect(question_or_type, opts \\ [])



        
          
        

    

  


  

      

          @spec reflect(
  String.t(),
  keyword()
) :: {:ok, String.t()} | {:error, term()}


          @spec reflect(
  atom(),
  keyword()
) :: {:ok, map()} | {:error, term()}


      


Natural language reflection/synthesis over a bank's memories.
Options
	:bank_id / :target_bank - Memory bank to reflect on
	:budget - "low" | "mid" | "high"

	:context - Additional context for the reflection


  



    

    

  
    
      
    
    
      retain(content, metadata \\ %{}, opts \\ [])



        
          
        

    

  


  

      

          @spec retain(String.t(), map(), keyword()) :: :ok


      


Stores content in Hindsight for semantic indexing (async, buffered).
Options
	:bank_id / :target_bank - Memory bank to write to
	:context - Short descriptor for the memory


  



    

    

  
    
      
    
    
      retain_sync(content, metadata \\ %{}, opts \\ [])



        
          
        

    

  


  

      

          @spec retain_sync(String.t(), map(), keyword()) :: {:ok, map()} | {:error, term()}


      


Stores content synchronously, bypassing the write buffer.
Use for critical data that must be persisted immediately.
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          @spec url() :: String.t() | nil


      


Returns the effective Hindsight base URL.

  


        

      


  

    
LlmCore.CLIProvider.Registry 
    



      
Query surface for CLI-based LLM providers.
Merges built-in CLI providers (shipped in priv/config/llm_core.toml) with
TOML-configured ones (project/global overrides). TOML definitions win on conflict.
Usage
# All known CLI providers with structured metadata
LlmCore.CLIProvider.Registry.list()

# Only those with binary in PATH
LlmCore.CLIProvider.Registry.available()

# Fetch by atom ID or string alias
{:ok, entry} = LlmCore.CLIProvider.Registry.fetch(:droid)
{:ok, entry} = LlmCore.CLIProvider.Registry.fetch("pi")

# Get a ready-to-use provider struct
{:ok, provider} = LlmCore.CLIProvider.Registry.resolve(:claude_code)

# Inspect capabilities
{:ok, caps} = LlmCore.CLIProvider.Registry.capabilities(:codex_cli)
Each entry includes: id, aliases, binary, available?, install_hint,
default_model, capabilities, supports_auto_approve?, supports_sandbox_bypass?,
supports_system_prompt_file?, supports_cwd?, supports_add_dir?, metadata.
Resolution Order
	TOML-configured CLI providers (from Config.Store) — override builtins
	Built-in providers (from CLIProvider.@builtins)

Usage
# List all known CLI providers
CLIProvider.Registry.list()

# Only those with the binary in PATH
CLIProvider.Registry.available()

# Fetch by id or alias
{:ok, entry} = CLIProvider.Registry.fetch(:droid)
{:ok, entry} = CLIProvider.Registry.fetch("pi")

# Get a ready-to-use struct
{:ok, provider} = CLIProvider.Registry.resolve(:droid)

# Inspect capabilities
caps = CLIProvider.Registry.capabilities(:droid)
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        entry()

      


    





  
    Functions
  


    
      
        available()

      


        Returns only CLI providers whose binary is found in PATH.



    


    
      
        capabilities(name)

      


        Returns the capability map for a CLI provider.



    


    
      
        fetch(name)

      


        Fetches a CLI provider entry by id (atom or string) or alias.



    


    
      
        list()

      


        Returns all known CLI providers with metadata.
Runtime-configured providers override builtins with the same name.



    


    
      
        resolve(name)

      


        Resolves a CLI provider into a ready-to-use %CLIProvider{} struct.
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          @type entry() :: %{
  id: atom(),
  aliases: [String.t()],
  binary: String.t(),
  available?: boolean(),
  install_hint: String.t() | nil,
  default_model: String.t() | nil,
  model_resolution: :gc_default | :provider_runtime | :explicit_only,
  capabilities: map(),
  supports_auto_approve?: boolean(),
  supports_sandbox_bypass?: boolean(),
  supports_system_prompt_file?: boolean(),
  supports_cwd?: boolean(),
  supports_add_dir?: boolean(),
  metadata: map()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      available()



        
          
        

    

  


  

      

          @spec available() :: [entry()]


      


Returns only CLI providers whose binary is found in PATH.

  



  
    
      
    
    
      capabilities(name)



        
          
        

    

  


  

      

          @spec capabilities(atom() | String.t()) :: {:ok, map()} | {:error, :not_found}


      


Returns the capability map for a CLI provider.

  



  
    
      
    
    
      fetch(name)



        
          
        

    

  


  

      

          @spec fetch(atom() | String.t()) :: {:ok, entry()} | {:error, :not_found}


      


Fetches a CLI provider entry by id (atom or string) or alias.

  



  
    
      
    
    
      list()



        
          
        

    

  


  

      

          @spec list() :: [entry()]


      


Returns all known CLI providers with metadata.
Runtime-configured providers override builtins with the same name.

  



  
    
      
    
    
      resolve(name)



        
          
        

    

  


  

      

          @spec resolve(atom() | String.t()) ::
  {:ok, LlmCore.LLM.CLIProvider.t()} | {:error, :not_found}


      


Resolves a CLI provider into a ready-to-use %CLIProvider{} struct.

  


        

      


  

    
LlmCore.Provider.Definition 
    



      
Normalized provider metadata loaded from TOML configuration and runtime discovery.
These structs are stored in LlmCore.Config.Store and consumed by the agent
registry and routing pipeline for capability-aware decisions.
Provider Kinds
	:module — traditional module-based providers implementing LlmCore.LLM.Provider
	:cli — CLI-based providers configured via %CLIProvider.Config{} structs
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      t()



        
          
        

    

  


  

      

          @type t() :: %LlmCore.Provider.Definition{
  agent_config: map(),
  aliases: [String.t()],
  auth: map(),
  availability: :ok | {:error, term()},
  available?: boolean(),
  capabilities: map(),
  cli_config: struct() | nil,
  default_agent: String.t() | nil,
  default_model: (String.t() | nil) | nil,
  enabled: boolean(),
  id: String.t(),
  metadata: map(),
  model_resolution: :gc_default | :provider_runtime | :explicit_only | nil,
  module: (module() | nil) | nil,
  options: map(),
  provider_kind: :module | :cli,
  type: atom()
}


      



  


        

      


  

    
LlmCore.Provider.Registry 
    



      
In-memory accessors for provider definitions loaded from TOML configuration.
The registry reads provider metadata from LlmCore.Config.Store so callers
can inspect capabilities, resolve modules, find providers by alias, and get
fuzzy suggestions — all without touching disk.
Querying Providers
# All configured providers (keyed by id)
LlmCore.Provider.Registry.all()
#=> %{"anthropic" => %Definition{...}, "openai" => %Definition{...}, ...}

# Only available providers (enabled, API key present / binary found)
LlmCore.Provider.Registry.available()

# By exact id
{:ok, def} = LlmCore.Provider.Registry.fetch("anthropic")

# By implementing module
{:ok, def} = LlmCore.Provider.Registry.lookup_by_module(LlmCore.LLM.OpenAI)

# By alias (returns all matching)
defs = LlmCore.Provider.Registry.lookup_alias("claude")

# Fuzzy suggestions (Jaro distance)
LlmCore.Provider.Registry.suggest_alias("claud")
#=> ["claude"]

# Capable providers for requirements
LlmCore.Provider.Registry.suggest_capable(%{streaming: true, tool_use: true})
#=> [%{alias: "claude", provider: "anthropic", cost_tier: "premium", ...}]

      


      
        Summary


  
    Functions
  


    
      
        all()

      


        Returns the map of all provider definitions keyed by provider id.



    


    
      
        available()

      


        Returns only providers that are currently available (enabled and healthy).



    


    
      
        fetch(id)

      


        Fetches a provider by id.



    


    
      
        lookup_alias(alias)

      


        Fetches provider definitions whose alias list contains the given alias.



    


    
      
        lookup_by_module(module)

      


        Finds a provider definition by the implementing module.



    


    
      
        suggest_alias(term, opts \\ [])

      


        Suggests provider aliases that closely match the given term.



    


    
      
        suggest_capable(requirements, opts \\ [])

      


        Suggests providers capable of meeting the given capability requirements.
Returns metadata so callers can surface cost tiers/model availability.
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          @spec all() :: %{optional(String.t()) => LlmCore.Provider.Definition.t()}


      


Returns the map of all provider definitions keyed by provider id.

  



  
    
      
    
    
      available()



        
          
        

    

  


  

      

          @spec available() :: [LlmCore.Provider.Definition.t()]


      


Returns only providers that are currently available (enabled and healthy).

  



  
    
      
    
    
      fetch(id)



        
          
        

    

  


  

      

          @spec fetch(String.t()) ::
  {:ok, LlmCore.Provider.Definition.t()} | {:error, :not_found}


      


Fetches a provider by id.

  



  
    
      
    
    
      lookup_alias(alias)



        
          
        

    

  


  

      

          @spec lookup_alias(String.t()) :: [LlmCore.Provider.Definition.t()]


      


Fetches provider definitions whose alias list contains the given alias.

  



  
    
      
    
    
      lookup_by_module(module)



        
          
        

    

  


  

      

          @spec lookup_by_module(module()) ::
  {:ok, LlmCore.Provider.Definition.t()} | {:error, :not_found}


      


Finds a provider definition by the implementing module.

  



    

  
    
      
    
    
      suggest_alias(term, opts \\ [])



        
          
        

    

  


  

      

          @spec suggest_alias(
  String.t(),
  keyword()
) :: [String.t()]


      


Suggests provider aliases that closely match the given term.

  



    

  
    
      
    
    
      suggest_capable(requirements, opts \\ [])



        
          
        

    

  


  

      

          @spec suggest_capable(
  map(),
  keyword()
) :: [map()]


      


Suggests providers capable of meeting the given capability requirements.
Returns metadata so callers can surface cost tiers/model availability.

  


        

      


  

    
LlmCore.Pipelines.InferencePipeline 
    



      
ALF pipeline that normalizes a request, resolves routing, and dispatches it
to the selected provider using either blocking or streaming mode.
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        alf_components()

      


    


    
      
        call(event, opts \\ [debug: false])

      


    


    
      
        cast(event, opts \\ [debug: false, send_result: false])

      


    


    
      
        components()

      


    


    
      
        execute(mode, prompt, task_type, opts \\ [])

      


        Executes the inference pipeline for the given mode (:send or :stream).



    


    
      
        flow(flow, names, opts \\ [debug: false])

      


    


    
      
        start()

      


    


    
      
        start(opts)

      


    


    
      
        started?()

      


    


    
      
        stop()

      


    


    
      
        stream(stream, opts \\ [debug: false])
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      call(event, opts \\ [debug: false])



        
          
        

    

  


  

      

          @spec call(any(), Keyword.t()) :: any() | [any()] | nil
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Executes the inference pipeline for the given mode (:send or :stream).
Normalizes the request, resolves routing, dispatches to the provider, and
optionally applies structured output extraction.
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LlmCore.Pipelines.MemoryPipeline 
    



      
ALF pipeline orchestrating all Hindsight memory operations (retain, recall,
reflect). It centralizes caching, circuit breaker gating, retries, and async
buffering to match the architecture requirements of llm_core.
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) :: {:ok, [map()]} | {:error, term()}
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LlmCore.Pipelines.RoutingPipeline 
    



      
ALF pipeline that resolves task types to provider/agent configurations.
The pipeline currently runs through ALF.Manager in synchronous mode so it
can be embedded directly in the GenServer router workflow. We can switch to a
supervised, asynchronous pipeline when higher throughput is required.
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          @spec route(
  String.t() | atom(),
  keyword()
) :: {:ok, LlmCore.Router.ResolvedRoute.t()} | {:error, term()}


      


Executes the routing pipeline synchronously for a single task type.
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mix llm_core.bench 
    



      
Runs ALF routing and inference pipeline benchmarks.
Registers a lightweight test provider, configures a routing table pointing at
it, then fires iterations calls through the inference pipeline with
configurable parallelism. Reports total time, average latency, and throughput.
Examples
mix llm_core.bench
mix llm_core.bench --iterations 500 --parallel 8
mix llm_core.bench --mode packet

      




  

    
mix llm_core.config.set 
    



      
Mutates llm_core.toml entries and reloads the runtime configuration.
Examples
mix llm_core.config.set --path memory.hindsight.default_bank_id --value dev-bank
mix llm_core.config.set --path routing.tasks.coding.alias --value openai
mix llm_core.config.set --path providers.auto.enabled --value false --type boolean
Options:
	--path (required) - dot-separated key path (e.g. routing.tasks.coding.alias)
	--value - string value (interpreted via --type)
	--json - raw JSON payload for the value (overrides --value)
	--type - string (default), integer, float, boolean
	--file - alternate path to llm_core.toml
	--reload - reload config after writing (default true)


      




  

    
mix llm_core.config.show 
    



      
Displays llm_core configuration loaded from llm_core.toml (merged with
overrides).
Examples
mix llm_core.config.show --section providers
mix llm_core.config.show --section routing --json
Options:
	--section - one of providers, routing, memory, telemetry, raw (default summary)
	--provider - filter providers/aliases when section=providers
	--json - emit JSON instead of pretty text
	--path - override config file path (defaults to project config)


      




  

    
mix llm_core.config.validate 
    



      
Validates llm_core.toml configuration and prints provider availability.
Loads the merged TOML configuration, normalizes provider definitions, and
displays each provider's availability status and alias mappings. Also shows
the current routing table if one was loaded.
Examples
mix llm_core.config.validate
mix llm_core.config.validate --path /custom/llm_core.toml
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