

    

        llm_toolkit

        v0.1.0



    


  

    Table of contents

    
      



      	LlmToolkit





        	
          Modules
          


      	LlmToolkit


      	LlmToolkit.ToolResolver





    	Tool Core
      


      	LlmToolkit.Tool


      	LlmToolkit.Tool.Call


      	LlmToolkit.Tool.Result



      

    




    	Resolvers
      


      	LlmToolkit.AgentResolver


      	LlmToolkit.CodeTools


      	LlmToolkit.Composition



      

    




    	Session
      


      	LlmToolkit.SessionTools



      

    




    	Schema
      


      	LlmToolkit.Trace



      

    




        



      

    

  

    LlmToolkit

Base code tools for agentic LLM execution — a self-contained, composable tool framework for building AI agents in Elixir.
Provides 12 file/shell/web tools, a ToolResolver behaviour, composable resolver architecture, session-scoped tool filtering, and an Ecto trace schema for audit logging.
Tools
	Tool	Purpose
	read_file	Read file contents with offset/limit
	write_file	Write or overwrite a file
	edit_file	Exact-match single edit (pi safety model)
	multi_edit	Multiple edits in one call with rollback
	append_to_file	Append content to a file
	bash	Execute shell commands
	grep	Search file contents (ripgrep)
	glob	Find files by name pattern
	list_directory	List directory contents
	tree	Visual directory tree with sizes
	file_info	File metadata (size, type, mtime)
	http_get	Fetch a URL

Installation
Add to your mix.exs:
def deps do
  [
    {:llm_toolkit, "~> 0.1"}
  ]
end
Usage
Standalone
alias LlmToolkit.CodeTools
alias LlmToolkit.Tool.Call

# Use with default cwd (".")
{:ok, content} = CodeTools.resolve(%Call{name: "read_file", arguments: %{"path" => "README.md"}})

# Use with specific cwd
{:ok, content} = CodeTools.resolve(
  %Call{name: "read_file", arguments: %{"path" => "README.md"}},
  "/path/to/project"
)
With Your Agent Loop
# As the sole tool resolver
MyAgent.Loop.run(task, LlmToolkit.CodeTools, opts)

# Via resolver tuple (binds working directory)
MyAgent.Loop.run(task, {LlmToolkit.CodeTools, "/project"}, opts)
Composed with Domain Tools
# Base tools + your own tools
resolver = LlmToolkit.Composition.new([
  {LlmToolkit.CodeTools, "/project"},
  MyApp.DomainTools
])

tools = LlmToolkit.Composition.available_tools(resolver)
{:ok, result} = LlmToolkit.Composition.resolve(resolver, call)
Configurable Resolver with use AgentResolver
defmodule MyApp.Tools.Resolver do
  use LlmToolkit.AgentResolver, tools: [
    MyApp.Tools.Search,
    MyApp.Tools.Analyze
  ]
end

# Each tool module implements:
#   definition/0        → %LlmToolkit.Tool{}
#   execute/2           → (args, context) → {:ok, string} | {:error, string}
#   sensitive_fields/0  → ["api_key"]     (optional, for telemetry scrubbing)
Session-Scoped Tool Filtering
# Prepare only the tools declared for a session turn
{tools, resolver_fn} = LlmToolkit.SessionTools.prepare(
  MyApp.Tools.Resolver,
  ["read_file", "search"],
  %{user_id: "abc", project: "/repo"}
)

# resolver_fn is a fresh closure — thread-safe, no process dictionary
{:ok, result} = resolver_fn.(%Call{name: "read_file", arguments: %{"path" => "README.md"}})
Architecture
	Module	Role
	LlmToolkit.ToolResolver	Behaviour — resolve/1, available_tools/0, optional dispatch_recipe/1
	LlmToolkit.Tool	Provider-neutral tool definition (name, description, JSON Schema params)
	LlmToolkit.Tool.Call	An LLM's request to invoke a tool
	LlmToolkit.Tool.Result	The outcome of executing a tool call
	LlmToolkit.CodeTools	The 12 base tools implementing ToolResolver
	LlmToolkit.AgentResolver	use-based macro — list your tool modules, get a full resolver
	LlmToolkit.Composition	Merge multiple resolvers into one (first match wins)
	LlmToolkit.SessionTools	Filter tools by declaration, build context-bound closures
	LlmToolkit.Trace	Ecto schema for audit logging tool invocations

Safety Model
edit_file: Uses exact string matching with uniqueness validation. oldText must match exactly once. No silent corruption.
multi_edit: Transactional — applies edits sequentially in memory. If any edit fails, the file is never written. All-or-nothing.
Dependencies
	Req (~> 0.5) — HTTP client for the http_get tool
	Ecto (~> 3.12) — Schema/changesets for the Trace audit schema

Both are lightweight and runtime-only.


  

    
LlmToolkit 
    



      
Base code tools for agentic LLM execution.
LlmToolkit provides the fundamental tools every agentic consumer needs to
interact with a filesystem, shell, and the web — read, write, edit, bash,
grep, glob, tree, and http_get. Each tool implements LlmToolkit.ToolResolver.
Usage
# Use the default tool resolver (cwd = ".")
defmodule MyAgent do
  @resolver LlmToolkit.CodeTools

  def run(task) do
    MyAgent.Loop.run(task, @resolver, [])
  end
end

# Use with a specific working directory
resolver = {LlmToolkit.CodeTools, "/path/to/project"}

      


      
        Summary


  
    Functions
  


    
      
        resolver(cwd)

      


        Creates a ToolResolver function bound to a working directory.



    


    
      
        resolver_fn(cwd)

      


        Creates a resolver closure for use in contexts that expect
a simple function, not a tuple.
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          @spec resolver(String.t()) :: {module(), String.t()}


      


Creates a ToolResolver function bound to a working directory.
Returns a tuple {LlmToolkit.CodeTools, cwd} suitable for use
as a resolver in any agent loop that accepts ToolResolver modules.
Examples
iex> LlmToolkit.resolver("/tmp/project")
{LlmToolkit.CodeTools, "/tmp/project"}

  



  
    
      
    
    
      resolver_fn(cwd)



        
          
        

    

  


  

      

          @spec resolver_fn(String.t()) :: (LlmToolkit.Tool.Call.t() ->
                              {:ok, String.t()} | {:error, String.t()})


      


Creates a resolver closure for use in contexts that expect
a simple function, not a tuple.
Examples
resolver = LlmToolkit.resolver_fn("/tmp/project")
{:ok, content} = resolver.(%Call{name: "read_file", arguments: %{"path" => "README.md"}})

  


        

      


  

    
LlmToolkit.ToolResolver behaviour
    



      
Behaviour for resolving tool calls to execution functions.
Host applications implement this behaviour to map tool names to actual
execution logic. The agentic loop uses the resolver to dispatch tool
calls requested by the LLM.
Example
defmodule MyApp.ToolResolver do
  @behaviour LlmToolkit.ToolResolver

  @impl true
  def resolve(%LlmToolkit.Tool.Call{name: "search", arguments: args}) do
    case MyApp.Search.run(args["query"]) do
      {:ok, results} -> {:ok, format_results(results)}
      {:error, reason} -> {:error, inspect(reason)}
    end
  end

  def resolve(%LlmToolkit.Tool.Call{name: name}) do
    {:error, "Unknown tool: #{name}"}
  end

  @impl true
  def available_tools do
    [
      %LlmToolkit.Tool{
        name: "search",
        description: "Search the knowledge base",
        parameters: %{"type" => "object", "properties" => %{"query" => %{"type" => "string"}}}
      }
    ]
  end
end
Dispatch Recipes (Optional)
Implement dispatch_recipe/1 to delegate a tool to an orchestrated
sub-tool pipeline instead of direct resolve/1 execution.
@impl true
def dispatch_recipe("research_domain"), do: &MyRecipes.research_domain/1
def dispatch_recipe(_), do: nil

      


      
        Summary


  
    Callbacks
  


    
      
        available_tools()

      


        Returns the list of tools available through this resolver.



    


    
      
        dispatch_recipe(t)

      


        Returns a dispatch recipe for the given tool name, or nil.



    


    
      
        resolve(t)

      


        Resolves and executes a tool call, returning the result content.



    





      


      
        Callbacks
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          @callback available_tools() :: [LlmToolkit.Tool.t()]


      


Returns the list of tools available through this resolver.

  



  
    
      
    
    
      dispatch_recipe(t)


        (optional)


        
          
        

    

  


  

      

          @callback dispatch_recipe(String.t()) :: (map() -> map()) | nil


      


Returns a dispatch recipe for the given tool name, or nil.
A recipe is a function that takes the tool call's arguments (a map)
and returns an execution plan with :serial, :parallel, and optional
:compose keys. When nil is returned, the tool is executed directly
via resolve/1.
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          @callback resolve(LlmToolkit.Tool.Call.t()) :: {:ok, String.t()} | {:error, String.t()}


      


Resolves and executes a tool call, returning the result content.
Returns
	{:ok, content} — Successful execution with string content
	{:error, reason} — Execution failed with string reason


  


        

      


  

    
LlmToolkit.Tool 
    



      
Provider-neutral tool definition.
A tool is a pure data structure: name, description, and a JSON Schema
describing the parameters the tool accepts. The callback (how to actually
execute the tool) is not part of this struct — it is resolved at
runtime by the host application via a LlmToolkit.ToolResolver.
This separation ensures tool definitions are serializable (YAML config,
MCP exposure, storage) while callbacks remain a runtime concern.
Fields
	name - Unique tool identifier (required)
	description - Human-readable description for the LLM (required)
	parameters - JSON Schema map describing accepted arguments (required)
	metadata - Optional map for tags, version, source, etc.

Examples
iex> LlmToolkit.Tool.new(%{
...>   name: "search",
...>   description: "Search the knowledge base",
...>   parameters: %{
...>     "type" => "object",
...>     "properties" => %{"query" => %{"type" => "string"}}
...>   }
...> })
{:ok,
 %LlmToolkit.Tool{
   name: "search",
   description: "Search the knowledge base",
   parameters: %{
     "type" => "object",
     "properties" => %{"query" => %{"type" => "string"}}
   },
   metadata: %{}
 }}
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    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        from_map(map)

      


        Creates a Tool from a plain map, typically loaded from YAML.



    


    
      
        new(attrs)

      


        Creates a new Tool from a map of attributes.
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          @type t() :: %LlmToolkit.Tool{
  description: String.t(),
  metadata: map(),
  name: String.t(),
  parameters: map()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      from_map(map)



        
          
        

    

  


  

      

          @spec from_map(map()) :: {:ok, t()} | {:error, term()}


      


Creates a Tool from a plain map, typically loaded from YAML.
Accepts string keys and converts them.

  



  
    
      
    
    
      new(attrs)



        
          
        

    

  


  

      

          @spec new(map()) :: {:ok, t()} | {:error, term()}


      


Creates a new Tool from a map of attributes.
Returns {:ok, tool} on success or {:error, reason} when required
fields are missing or invalid.

  


        

      


  

    
LlmToolkit.Tool.Call 
    



      
Represents an LLM's request to invoke a tool.
When a provider responds with one or more tool call requests, each is
parsed into a Call struct by the provider codec.
Fields
	id - Provider-assigned call identifier (string or nil)
	name - The tool name the LLM wants to invoke
	arguments - Parsed argument map (always a map, never a JSON string)


      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        new(attrs)

      


        Creates a new Call struct from a map of attributes.
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          @type t() :: %LlmToolkit.Tool.Call{
  arguments: map(),
  id: String.t() | nil,
  name: String.t()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      new(attrs)



        
          
        

    

  


  

      

          @spec new(map()) :: {:ok, t()} | {:error, term()}


      


Creates a new Call struct from a map of attributes.

  


        

      


  

    
LlmToolkit.Tool.Result 
    



      
The result of executing a tool call.
After the resolver executes a LlmToolkit.Tool.Call, the outcome is
wrapped in a Result struct before being fed back to the LLM.
Fields
	tool_call_id - Matches the originating Call.id (string or nil)
	name - The tool name that was executed
	content - String content returned by the tool


      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        new(attrs)

      


        Creates a new Result struct from a map of attributes.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %LlmToolkit.Tool.Result{
  content: String.t(),
  name: String.t(),
  tool_call_id: String.t() | nil
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      new(attrs)



        
          
        

    

  


  

      

          @spec new(map()) :: {:ok, t()} | {:error, term()}


      


Creates a new Result struct from a map of attributes.

  


        

      


  

    
LlmToolkit.AgentResolver 
    



      
Configurable tool resolver.
Host applications use this module with a :tools option listing their
tool handler modules. Each tool module must export:
	definition/0 → LlmToolkit.Tool.t()
	execute/2 → (map(), map()) -> {:ok, String.t()} | {:error, String.t()}

	sensitive_fields/0 → [String.t()] (optional)

The generated module implements LlmToolkit.ToolResolver and adds
context-aware resolve/2 and sensitive_fields_for/1 helpers.
Example
defmodule MyApp.Tools.Resolver do
  use LlmToolkit.AgentResolver, tools: [
    MyApp.Tools.FetchMoreValueInspirations
  ]
end
Error handling
Tool execution that raises is rescued, logged, and returned as
{:error, "Tool execution failed: …"}. This prevents a single buggy
tool from crashing the agent loop.

      




  

    
LlmToolkit.CodeTools 
    



      
Base code tools implementing LlmToolkit.ToolResolver.
Provides 12 tools every agentic consumer needs to interact with a
filesystem, shell, and the web.
Tools
	Tool	Purpose
	read_file	Read file contents with offset/limit
	write_file	Write or overwrite a file
	edit_file	Exact-match single edit (pi safety model)
	multi_edit	Multiple edits in one call with rollback
	append_to_file	Append content to a file
	bash	Execute shell commands
	grep	Search file contents (ripgrep)
	glob	Find files by name pattern
	list_directory	List directory contents
	tree	Visual directory tree with sizes
	file_info	File metadata (size, type, mtime)
	http_get	Fetch a URL

Safety Model
The edit_file tool uses exact string matching with uniqueness validation —
the same model as pi's edit tool: oldText must match exactly once before any
write occurs. No silent corruption.
multi_edit extends this with transactional semantics: if any edit in the
batch fails, all changes are rolled back. The file is never left in a
partial state.
Path Resolution
All file paths are resolved relative to cwd. When called through
resolve/1 (the ToolResolver callback), cwd defaults to ".". When called
through resolve/2, the caller provides the working directory.
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    Functions
  


    
      
        resolve(call, cwd)

      


        Resolve and execute a tool call within the given working directory.



    





      


      
        Functions


        


  
    
      
    
    
      resolve(call, cwd)



        
          
        

    

  


  

      

          @spec resolve(LlmToolkit.Tool.Call.t(), String.t()) ::
  {:ok, String.t()} | {:error, String.t()}


      


Resolve and execute a tool call within the given working directory.
The cwd parameter is the dispatch working directory. Falls back to "."
if no cwd is provided (via resolve/1).

  


        

      


  

    
LlmToolkit.Composition 
    



      
Compose multiple tool resolvers into one.
Allows consumers to merge base tools (from LlmToolkit.CodeTools) with
their own domain-specific tools into a single resolver.
Example
# Base tools + domain tools
resolver = LlmToolkit.Composition.new([
  {LlmToolkit.CodeTools, "/project"},
  MyApp.DomainTools
])

{:ok, tools} = resolver.available_tools()
# Returns all base tools + domain tools

{:ok, result} = resolver.resolve(%Call{name: "read_file", arguments: %{...}})
# Dispatches to CodeTools

{:ok, result} = resolver.resolve(%Call{name: "search", arguments: %{...}})
# Dispatches to MyApp.DomainTools
Priority
Resolvers are tried in order. First match wins. This means consumer-specific
tools can override base tools if needed (e.g., a custom bash tool with
sandboxing).
Resolver formats
Each element in the list can be:
	A module implementing LlmToolkit.ToolResolver (cwd = ".")
	A {module, cwd} tuple for cwd-aware resolvers like CodeTools


      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        available_tools(composition)

      


        Returns all available tools from all composed resolvers.



    


    
      
        dispatch_recipe(composition, tool_name)

      


        Returns the dispatch recipe for a tool name by checking each resolver.



    


    
      
        new(specs)

      


        Creates a composed resolver from a list of resolver specs.



    


    
      
        resolve(composition, call)

      


        Resolves a tool call by trying each resolver in order.
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      t()



        
          
        

    

  


  

      

          @type t() :: %LlmToolkit.Composition{resolvers: [{module(), String.t()}]}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      available_tools(composition)



        
          
        

    

  


  

      

          @spec available_tools(t()) :: [LlmToolkit.Tool.t()]


      


Returns all available tools from all composed resolvers.
Tools from earlier resolvers appear first. Duplicate tool names are kept
(the first resolver to match a tool name wins during dispatch).

  



  
    
      
    
    
      dispatch_recipe(composition, tool_name)



        
          
        

    

  


  

      

          @spec dispatch_recipe(t(), String.t()) :: (map() -> map()) | nil


      


Returns the dispatch recipe for a tool name by checking each resolver.
First non-nil recipe wins.

  



  
    
      
    
    
      new(specs)



        
          
        

    

  


  

      

          @spec new([module() | {module(), String.t()}]) :: t()


      


Creates a composed resolver from a list of resolver specs.
Each spec is either a module (uses "." as cwd) or a {module, cwd} tuple.

  



  
    
      
    
    
      resolve(composition, call)



        
          
        

    

  


  

      

          @spec resolve(t(), LlmToolkit.Tool.Call.t()) ::
  {:ok, String.t()} | {:error, String.t()}


      


Resolves a tool call by trying each resolver in order.
The first resolver to return something other than "Unknown tool" wins.

  


        

      


  

    
LlmToolkit.SessionTools 
    



      
Integration layer: filters available tools by session declaration and
builds a context-bound resolver closure.
Called by host session managers before each turn to compose the
{tools, resolve_tool} tuple that the conversational engine passes
through to the LLM adapter.
Design Decision: Closure over Process Dictionary
Context is threaded via a closure that captures session_context at
call time. This is pure, thread-safe across concurrent turns, and
unit-testable. Process dictionary was considered but rejected — it's
a leak risk and couples the resolver to the calling process identity.
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    Functions
  


    
      
        prepare(resolver_mod, declared_tool_names, session_context)

      


        Prepare tools and resolver for a session turn.



    





      


      
        Functions


        


  
    
      
    
    
      prepare(resolver_mod, declared_tool_names, session_context)



        
          
        

    

  


  

      

          @spec prepare(module(), [String.t()] | nil, map()) ::
  {[LlmToolkit.Tool.t()],
   (LlmToolkit.Tool.Call.t() -> {:ok, String.t()} | {:error, String.t()}) | nil}


      


Prepare tools and resolver for a session turn.
Parameters
	resolver_mod — module implementing LlmToolkit.ToolResolver with
an additional resolve/2 callback for context-aware dispatch.
Typically generated via use LlmToolkit.AgentResolver, tools: […].
	declared_tool_names — list of tool name strings from persona YAML
or workflow spec (e.g., ["capture_lead"]). Nil or empty list means
no tools — adapter takes single-shot path.
	session_context — map with session-scoped data. Shape is opaque to
this module; it is forwarded verbatim to resolver_mod.resolve/2.

Returns
	{filtered_tools, resolver_fn} — non-empty tools and a closure
that dispatches calls with session context bound
	{[], nil} — when no tools are declared or none match available tools


  


        

      


  

    
LlmToolkit.Trace 
    



      
Ecto schema for the tool_traces table.
Records every tool invocation made by an agent during a conversation turn.
Traces are immutable audit records — they support creation but not updates.
The host application decides which schema (platform, tenant-specific, etc.)
the tool_traces table belongs to. This schema module is storage-agnostic
and can be used with any Ecto repo.
Fields
	tenant_id — opaque tenant identifier (binary UUID)
	conversation_id — opaque conversation identifier (binary UUID)
	tool_name — name of the invoked tool
	arguments — argument map as provided by the LLM
	result — result map (arbitrary shape determined by the tool)
	result_type — "ok" or "error"
	duration_ms — execution wall time in milliseconds
	iteration — turn iteration counter (for multi-turn tool loops)


      


      
        Summary


  
    Functions
  


    
      
        changeset(trace \\ %__MODULE__{}, attrs)

      


        Changeset for creating a new tool trace record.
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      changeset(trace \\ %__MODULE__{}, attrs)



        
          
        

    

  


  

      

          @spec changeset(
  %LlmToolkit.Trace{
    __meta__: term(),
    arguments: term(),
    conversation_id: term(),
    duration_ms: term(),
    id: term(),
    inserted_at: term(),
    iteration: term(),
    result: term(),
    result_type: term(),
    tenant_id: term(),
    tool_name: term()
  }
  | Ecto.Changeset.t(),
  map()
) :: Ecto.Changeset.t()


      


Changeset for creating a new tool trace record.
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