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    Overview

Lotus is a lightweight library that provides safe, read-only SQL query execution and management for Elixir applications using Ecto. It's designed to help you organize and execute analytical queries while maintaining strict safety controls.
Why Lotus?
Modern applications often need to run complex analytical queries for reporting, business intelligence, or data exploration. However, executing arbitrary SQL in production environments comes with significant risks:
	Security concerns: Unrestricted SQL access can lead to data breaches or accidental damage
	Performance issues: Poorly written queries can impact application performance
	Organization challenges: Ad-hoc queries scattered across codebases are hard to maintain
	Reusability problems: Useful queries get lost or duplicated

Lotus addresses these challenges by providing:
Key Benefits
🔐 Safety First
	Read-only execution: Built-in protections prevent destructive operations
	Statement validation: Queries are checked before execution
	Database-level guards: PostgreSQL (transaction_read_only), MySQL (transaction_read_only), and SQLite 3.8.0+ (PRAGMA query_only)
	Session state preservation: Automatically snapshots and restores original database session settings to prevent connection pool pollution
	Table visibility controls: Configurable rules block access to sensitive tables
	Multi-layered security: Defense-in-depth with preflight authorization
	Timeout controls: Configurable timeouts prevent runaway queries

📦 Organized Storage
	Persistent queries: Save and organize your SQL queries
	Version control friendly: Queries are stored in your database, not scattered in code
	Easy retrieval: Simple API to find and execute saved queries

🏗️ Framework Agnostic
	Ecto integration: Works with any Ecto-based application
	Multi-database support: Supports PostgreSQL, MySQL, and SQLite simultaneously
	Flexible architecture: Separate storage and execution repositories
	Minimal dependencies: Lightweight with few external requirements

⚡ Developer Friendly
	Simple API: Intuitive functions for creating and running queries
	Type safety: Structured results with proper error handling
	Configuration: Flexible setup to match your application's needs
	Schema introspection: Discover tables, inspect schemas, and gather statistics

Core Concepts
Queries
A query in Lotus is a saved SQL statement with metadata like name and creation time. Queries are stored in your database and can be executed repeatedly.
Execution
All SQL execution happens through Lotus's runner, which enforces read-only restrictions and provides consistent error handling and timeout management.
Results
Query results are returned in a structured format (Result) that includes the data and column information.
Schema Introspection
Lotus provides comprehensive schema discovery tools to explore database structure, list tables across schemas, inspect column definitions, and gather table statistics.
Use Cases
Lotus is perfect for:
	Reporting dashboards: Execute saved queries to generate reports
	Data exploration: Safely allow analysts to run custom queries
	Business intelligence: Organize and execute analytical queries
	Metrics collection: Store and run queries for application metrics
	Data exports: Generate data extracts with saved, tested queries
	Database administration: Explore table structures and gather statistics
	Multi-tenant applications: Manage schema-per-tenant architectures

Lotus Web UI
For teams that need a visual interface, Lotus Web provides a Phoenix LiveView-powered dashboard that you can mount directly in your application. It's a lightweight alternative to complex BI tools like Metabase or Grafana, offering:
	Web-based SQL editor with syntax highlighting
	Interactive query management and organization
	Schema exploration to browse tables and columns
	Real-time query execution with clean result visualization
	Multi-database support to query different repositories
	Zero additional infrastructure - runs inside your Phoenix app

What's Next?
Continue with the Installation Guide to set up Lotus in your application, then check out Getting Started for your first queries.
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    Installation

This guide walks you through setting up Lotus in your Elixir application.
Requirements
	Elixir 1.16 or later
	OTP 25 or later
	An Ecto-based application with PostgreSQL, MySQL, or SQLite	SQLite: Version 3.8.0+ recommended for database-level read-only protection



Step 1: Add Dependency
Add lotus to your list of dependencies in mix.exs:
def deps do
  [
    {:lotus, "~> 0.9.0"}
  ]
end
Run mix deps.get to fetch the dependency.
Step 2: Configuration
Add Lotus configuration to your config/config.exs:
config :lotus,
  ecto_repo: MyApp.Repo,        # Where Lotus stores queries
  default_repo: "main",         # Default repo for queries (required with multiple repos)
  data_repos: %{                # Where queries execute
    "main" => MyApp.Repo,
    "analytics" => MyApp.AnalyticsRepo
  }
Configuration Options
	ecto_repo (required): Repository where Lotus stores saved queries
	data_repos (required): Map of repositories where queries can be executed
	default_repo: Default repository name to use when none specified (required with multiple repos)
	unique_names: Whether to enforce unique query names (default: true)
	table_visibility: Rules controlling which tables can be accessed (optional)

Step 3: Run Migrations
Lotus needs to create tables in your database to store queries. Generate and run the migration:
mix ecto.gen.migration create_lotus_tables

Add the Lotus migration to your generated migration file:
defmodule MyApp.Repo.Migrations.CreateLotusTables do
  use Ecto.Migration

  def up do
    Lotus.Migrations.up()
  end

  def down do
    Lotus.Migrations.down()
  end
end
Run the migration:
mix ecto.migrate

Step 4: Add to Supervision Tree (Optional)
If you plan to use caching features, add Lotus to your application's supervision tree:
# lib/my_app/application.ex
def start(_type, _args) do
  children = [
    MyApp.Repo,
    # Add Lotus for caching support
    Lotus,
    # Or with specific options:
    # {Lotus, cache: [adapter: Lotus.Cache.ETS, namespace: "prod"]},
    MyAppWeb.Endpoint
  ]

  opts = [strategy: :one_for_one, name: MyApp.Supervisor]
  Supervisor.start_link(children, opts)
end
Note: This step is required only if you want to use caching. Without it, all Lotus query functions work normally, but caching will be disabled.
Step 5: Verify Installation
Test that Lotus is working correctly:
# In iex -S mix
iex> Lotus.run_sql("SELECT 1 as test")
{:ok, %Lotus.Result{rows: [[1]], columns: ["test"], num_rows: 1}}
Database-Specific Setup
PostgreSQL
Lotus works out of the box with PostgreSQL. Ensure your repository is configured with the :postgrex adapter:
config :my_app, MyApp.Repo,
  adapter: Ecto.Adapters.Postgres,
  username: "postgres",
  password: "postgres",
  hostname: "localhost",
  database: "my_app_dev"
SQLite
Lotus supports SQLite through the ecto_sqlite3 adapter. Add the dependency to your mix.exs:
{:ecto_sqlite3, "~> 0.11"}
Configure your SQLite repository:
config :my_app, MyApp.SqliteRepo,
  adapter: Ecto.Adapters.SQLite3,
  database: Path.expand("../my_app.db", Path.dirname(__ENV__.file))
SQLite Security Features
Lotus provides database-level read-only protection for SQLite:
	SQLite 3.8.0+ (2013): Supports PRAGMA query_only for database-level write prevention
	Older versions: Fall back to regex-based query validation (still secure)

The PRAGMA query_only feature provides an additional security layer by preventing INSERT, UPDATE, DELETE, CREATE, DROP, and other write operations at the database engine level, even if they somehow bypassed Lotus's regex validation.
Mixed Database Environments
You can use different database types for storage and data:
config :lotus,
  ecto_repo: MyApp.Repo,          # PostgreSQL for Lotus storage
  default_repo: "postgres",       # Default repository for queries
  data_repos: %{
    "postgres" => MyApp.Repo,     # PostgreSQL data
    "mysql" => MyApp.MySQLRepo,   # MySQL data
    "sqlite" => MyApp.SqliteRepo  # SQLite data
  }
MySQL
Lotus supports MySQL through the myxql adapter. Add the dependency to your mix.exs:
{:myxql, "~> 0.7"}
Configure your MySQL repository:
config :my_app, MyApp.MySQLRepo,
  adapter: Ecto.Adapters.MyXQL,
  username: "root",
  password: "mysql",
  hostname: "localhost",
  database: "my_app_dev",
  port: 3306
Session Management & Connection Pool Safety
Lotus implements robust session management to ensure database connections remain in their original state after query execution. This is critical in production environments where connection pooling is used.
How It Works
Each database adapter uses a snapshot/restore pattern:
	Before execution: Lotus snapshots the current session state
	During execution: Lotus applies read-only mode and statement timeouts
	After execution: Lotus automatically restores the original session state

This prevents "connection pool pollution" where one operation's settings affect subsequent operations using the same pooled connection.
Database-Specific Behavior
PostgreSQL
	Uses SET LOCAL statements that automatically revert at transaction end
	No session leakage - settings are transaction-scoped only
	Minimal overhead with automatic cleanup

MySQL
	Snapshots and restores session-level settings:	@@session.transaction_read_only (access mode)
	@@session.transaction_isolation (isolation level)
	@@session.max_execution_time (statement timeout)


	Cross-version compatible - handles MySQL 5.7 vs 8.0+ differences
	Guaranteed restoration using try/after blocks

SQLite
	Snapshots and restores PRAGMA query_only setting
	Graceful fallback for SQLite versions < 3.8.0 that don't support the pragma
	Preserves original read-only state if database was already configured as read-only

Why This Matters
Without proper session management, Lotus queries could leave database connections in unexpected states:
# Without session management (problematic):
Lotus.run_sql("SELECT * FROM users")  # Sets read-only mode
MyApp.create_user(%{name: "John"})    # FAILS - connection still read-only!

# With Lotus session management (safe):
Lotus.run_sql("SELECT * FROM users")  # Sets + restores session state
MyApp.create_user(%{name: "John"})    # ✅ Works normally
This automatic session management ensures Lotus plays nicely with other parts of your application that share the same database connection pool.
Lotus Web Setup
Lotus Web provides a beautiful web interface for Lotus that you can mount directly in your Phoenix application. It's perfect for teams who need visual query tools without the complexity of full BI solutions.
Installation
Add lotus_web to your dependencies:
def deps do
  [
    {:lotus, "~> 0.9.0"},
    {:lotus_web, "~> 0.4.0"}  # Requires Lotus 0.9+
  ]
end
Mounting in Your Router
Add Lotus Web to your Phoenix router:
defmodule MyAppWeb.Router do
  use MyAppWeb, :router
  import Lotus.Web.Router

  # ... other routes

  scope "/", MyAppWeb do
    pipe_through [:browser, :require_authenticated_user]  # Always add authentication!
    
    lotus_dashboard "/lotus"
  end
end
⚠️ Security Notice: Always mount Lotus Web behind authentication. The dashboard provides powerful query capabilities and should only be accessible to authorized users.
Features
With Lotus Web, your team gets:
	SQL Editor: Write queries with syntax highlighting and autocomplete
	Query Management: Save, organize, and share queries across your team
	Schema Explorer: Browse database tables and columns interactively
	Multi-Database Support: Switch between configured repositories
	Real-time Execution: LiveView-powered interface with instant feedback
	Smart Variables: Use parameterized queries with {{variable}} syntax

Version Compatibility
	Lotus Version	Lotus Web Version
	0.9.x	0.4.x
	0.8.x	0.3.x
	0.6.x - 0.7.x	0.3.x

The dependency constraints in mix.exs will automatically ensure compatible versions are installed.
Next Steps
Once installed, visit /lotus in your application (or whatever path you mounted it at) to start using the web interface. For more details, see the Lotus Web documentation.
Troubleshooting
Common Issues
Configuration Error: If you see ArgumentError with "Invalid :lotus config: required :ecto_repo option not found", ensure your repository is properly configured in your application config.
Migration Issues: If migrations fail, ensure your database is running and your repository configuration is correct.
Permission Errors: Lotus requires database access to create tables and execute queries. Ensure your database user has appropriate permissions.
Next Steps
Now that Lotus is installed, check out the Getting Started guide to create your first query.
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    Getting Started

This guide will walk you through your first steps with Lotus, from creating your first query to understanding the results.
Prerequisites
Before starting, make sure you have:
	Completed the Installation guide
	A running Elixir application with Ecto and Lotus configured
	Some data in your database to query

Your First Query
Creating a Saved Query
Let's create and save a simple query:
# Create a new query
{:ok, query} = Lotus.create_query(%{
  name: "Count Users",
  query: %{
    sql: "SELECT COUNT(*) as user_count FROM users"
  }
})

IO.inspect(query)
# %Lotus.Storage.Query{
#   id: 1,
#   name: "Count Users",
#   statement: "SELECT COUNT(*) as user_count FROM users",
#   inserted_at: ~N[2024-01-15 10:30:00],
#   updated_at: ~N[2024-01-15 10:30:00]
# }
Running the Query
Now let's execute our saved query:
# Execute the saved query
{:ok, result} = Lotus.run_query(query)

IO.inspect(result)
# %Lotus.Result{
#   columns: ["user_count"],
#   rows: [[42]],
#   num_rows: 1
# }
Accessing Results
The Result struct contains all the information about your query execution:
# Get the column names
result.columns
# ["user_count"]

# Get the data rows
result.rows
# [[42]]

# Get the number of rows returned
result.num_rows
# 1

# The Result struct contains:
# - columns: list of column names
# - rows: list of result rows
# - num_rows: total count of returned rows
Ad-hoc Queries
Sometimes you want to run a query without saving it first:
# Run SQL directly
{:ok, result} = Lotus.run_sql(
  "SELECT name, email FROM users WHERE active = $1 LIMIT $2",
  [true, 10]
)

IO.inspect(result.columns)
# ["name", "email"]

IO.inspect(result.rows)
# [
#   ["Alice Johnson", "alice@example.com"],
#   ["Bob Smith", "bob@example.com"],
#   ...
# ]
Working with Multiple Data Repositories
Lotus supports PostgreSQL, MySQL, and SQLite databases. If you have configured multiple data repositories, you can execute queries against specific databases:
# Execute against a specific repository by name
{:ok, result} = Lotus.run_sql(
  "SELECT COUNT(*) FROM page_views WHERE date = $1",
  [Date.utc_today()],
  repo: "analytics"
)

# Execute against a repository module directly
{:ok, result} = Lotus.run_sql(
  "SELECT SUM(amount) FROM transactions",
  [],
  repo: MyApp.MySQLRepo
)

# List all available data repositories
repo_names = Lotus.list_data_repo_names()
IO.inspect(repo_names)
# ["postgres", "mysql", "sqlite", "analytics"]
Storing Queries with Specific Data Repositories
You can store queries with a specific data repository, so they automatically execute against the correct database:
# Create a query that will run against the analytics database
{:ok, analytics_query} = Lotus.create_query(%{
  name: "Daily Page Views",
  query: %{
    sql: "SELECT COUNT(*) FROM page_views WHERE date = $1",
    params: [Date.utc_today()]
  },
  data_repo: "analytics"
})

# Create a query for the main database
{:ok, user_query} = Lotus.create_query(%{
  name: "Active Users",
  statement: "SELECT COUNT(*) FROM users WHERE active = true",
  data_repo: "main"
})

# Execute queries - they automatically use their stored data_repo
{:ok, analytics_result} = Lotus.run_query(analytics_query)
{:ok, user_result} = Lotus.run_query(user_query)
Runtime Repository Override
You can override the stored data repository at execution time:
# Query was saved with data_repo: "analytics"
{:ok, query} = Lotus.create_query(%{
  name: "User Count",
  statement: "SELECT COUNT(*) FROM users",
  data_repo: "analytics"
})

# Execute against the stored repository
{:ok, result} = Lotus.run_query(query)

# Override at runtime to use a different repository
{:ok, result} = Lotus.run_query(query, repo: "main")
Default Repository Behavior
If you don't specify a data_repo when creating a query, it will use the configured default_repo when executed:
# Configuration with default_repo
config :lotus,
  default_repo: "main",
  data_repos: %{
    "main" => MyApp.Repo,
    "analytics" => MyApp.AnalyticsRepo
  }

# Query without specific data_repo
{:ok, query} = Lotus.create_query(%{
  name: "Generic Query",
  statement: "SELECT 1"
  # No data_repo specified
})

# Will use the "main" repository (from default_repo config)
{:ok, result} = Lotus.run_query(query)
Managing Saved Queries
Listing All Queries
# Get all saved queries
queries = Lotus.list_queries()

Enum.each(queries, fn query ->
  IO.puts("#{query.id}: #{query.name}")
end)
# 1: Count Users
# 2: Active Users Report
# 3: Monthly Sales Summary
Finding a Specific Query
# Get a query by ID
query = Lotus.get_query!(1)
IO.puts(query.name)
# "Count Users"
Updating a Query
# Update an existing query
{:ok, updated_query} = Lotus.update_query(query, %{
  name: "Total User Count",
  query: %{
    sql: "SELECT COUNT(*) as total_users FROM users WHERE deleted_at IS NULL"
  }
})

IO.puts(updated_query.name)
# "Total User Count"
Deleting a Query
# Delete a query
{:ok, _deleted_query} = Lotus.delete_query(query)

# Verify it's gone
try do
  Lotus.get_query!(query.id)
rescue
  Ecto.NoResultsError -> IO.puts("Query deleted successfully")
end
PostgreSQL Schema Resolution with search_path
When working with PostgreSQL databases that use multiple schemas, you can use search_path to resolve unqualified table names. This is especially useful for multi-tenant applications or when you have separate schemas for reporting, analytics, or different environments.
Understanding search_path
PostgreSQL's search_path determines which schemas are searched when you reference an unqualified table name like users instead of reporting.users. For example:
# Without search_path - must fully qualify table names
{:error, reason} = Lotus.run_sql("SELECT * FROM customers")
# "SQL error: relation \"customers\" does not exist"

# With search_path - finds reporting.customers automatically
{:ok, result} = Lotus.run_sql(
  "SELECT * FROM customers", 
  [], 
  search_path: "reporting, public"
)
Stored Queries with search_path
You can save a search_path with your queries to make them automatically resolve against the correct schemas:
# Create a query that looks in reporting schema first, then public
{:ok, query} = Lotus.create_query(%{
  name: "Customer Report",
  query: %{
    sql: "SELECT COUNT(*) FROM customers WHERE active = true",
    params: []
  },
  search_path: "reporting, public",
  data_repo: "postgres"
})

# Execute - automatically uses the stored search_path
{:ok, result} = Lotus.run_query(query)
# Finds reporting.customers without needing to qualify the table name
Runtime search_path Override
You can override or provide a search_path at runtime:
# Override stored search_path
{:ok, result} = Lotus.run_query(query, search_path: "analytics, public")

# Provide search_path for ad-hoc queries
{:ok, result} = Lotus.run_sql(
  "SELECT u.name, o.total FROM users u JOIN orders o ON u.id = o.user_id",
  [],
  repo: "postgres",
  search_path: "reporting, public"
)
Multi-Schema Scenarios
Here are common patterns for using search_path:
Multi-Tenant with Schema-per-Tenant
# Query template that works across tenant schemas
{:ok, tenant_query} = Lotus.create_query(%{
  name: "Tenant User Count",
  statement: "SELECT COUNT(*) FROM users WHERE active = {{is_active}}",
  variables: [
    %{name: "is_active", type: :text, label: "Is Active", default: "true"}
  ],
  data_repo: "postgres"
})

# Execute for different tenants by overriding search_path
{:ok, tenant_a_result} = Lotus.run_query(tenant_query, search_path: "tenant_123, public")
{:ok, tenant_b_result} = Lotus.run_query(tenant_query, search_path: "tenant_456, public") 
Reporting and Analytics Schemas
# Create queries that work across different schema contexts
{:ok, report_query} = Lotus.create_query(%{
  name: "Monthly Revenue",
  query: %{
    sql: """
    SELECT 
      DATE_TRUNC('month', created_at) as month,
      SUM(amount) as revenue
    FROM orders 
    WHERE created_at >= $1 
    GROUP BY 1 
    ORDER BY 1
    """
  },
  search_path: "reporting, public",
  data_repo: "postgres"
})

# Use the same query structure for different contexts
{:ok, prod_data} = Lotus.run_query(report_query, [~D[2024-01-01]])
{:ok, staging_data} = Lotus.run_query(report_query, [~D[2024-01-01]], search_path: "staging, public")
Mixed Schema Access
# Query that needs tables from multiple schemas in search order
{:ok, complex_query} = Lotus.create_query(%{
  name: "User Activity Summary", 
  query: %{
    sql: """
    SELECT 
      u.name,
      COUNT(e.id) as event_count,
      MAX(s.last_login) as last_seen
    FROM users u
    LEFT JOIN events e ON u.id = e.user_id  -- from analytics schema
    LEFT JOIN sessions s ON u.id = s.user_id  -- from public schema
    GROUP BY u.id, u.name
    """
  },
  search_path: "public, analytics",  # users in public, events in analytics
  data_repo: "postgres"
})
search_path Validation
Lotus validates search_path values to prevent injection attacks:
# Valid search_path values
{:ok, query} = Lotus.create_query(%{
  name: "Valid Query",
  statement: "SELECT 1",
  search_path: "reporting"  # single schema
})

{:ok, query} = Lotus.create_query(%{
  name: "Valid Query",  
  statement: "SELECT 1",
  search_path: "schema1, schema_2, public"  # multiple schemas
})

# Invalid search_path - validation error
{:error, changeset} = Lotus.create_query(%{
  name: "Invalid Query",
  statement: "SELECT 1", 
  search_path: "invalid-name, 123schema"  # hyphens and leading numbers not allowed
})

errors_on(changeset)
# %{search_path: ["must be a comma-separated list of identifiers"]}
search_path with Other Databases
For non-PostgreSQL databases, search_path is safely ignored:
# SQLite ignores search_path without error
{:ok, result} = Lotus.run_sql(
  "SELECT COUNT(*) FROM products",
  [],
  repo: "sqlite",
  search_path: "ignored_value"  # Has no effect but doesn't cause errors
)
Safety and Scoping
Lotus implements search_path safely:
	Uses SET LOCAL search_path to scope changes to the current transaction only
	Changes don't leak to other queries or database sessions  
	The same search_path is used for both preflight authorization and query execution
	Schema identifiers are validated to prevent injection attacks

Working with Smart Variables
Lotus supports smart variable substitution using {{var}} placeholders for safety and reusability:
# Create a query with smart variables
{:ok, query} = Lotus.create_query(%{
  name: "Users by Status",
  statement: "SELECT id, name, email FROM users WHERE status = {{status}} AND created_at > {{created_date}}",
  variables: [
    %{name: "status", type: :text, label: "User Status", default: "active"},
    %{name: "created_date", type: :date, label: "Created After", default: "2024-01-01"}
  ]
})

# Run with the default variables
{:ok, result} = Lotus.run_query(query)

# Override variables at runtime
{:ok, result} = Lotus.run_query(query, vars: %{
  "status" => "pending",
  "created_date" => "2024-06-01"
})
Variable Types and Widgets
Variables can be configured with different types and UI widgets to create better user interfaces:
# Example with different variable types and widgets
attrs = %{
  name: "Active Users",
  statement: "SELECT * FROM users WHERE org_id = {{org_id}} AND created_at >= {{since}} AND status = {{status}}",
  variables: [
    # Number input with default
    %{name: "org_id", type: :number, label: "Organization ID", default: "1"},
    
    # Date input
    %{name: "since", type: :date, label: "Created Since"},
    
    # Static dropdown with predefined options
    %{
      name: "status", 
      type: :text, 
      widget: :select, 
      label: "Status",
      static_options: ["active", "inactive", "pending"]
    }
  ]
}

q = Lotus.Storage.Query.new(attrs) |> Repo.insert!()

# Use to_sql_params for parameterized queries
Lotus.Storage.Query.to_sql_params(q, %{"since" => "2024-01-01"})
# => {"SELECT * FROM users WHERE org_id = $1 AND created_at >= $2 AND status = $3", [1, ~D[2024-01-01], "active"]}
Dynamic Dropdown Options
For select widgets, you can populate options dynamically using options_query:
# Dynamic dropdown populated from database
%{
  name: "org_id",
  type: :number,
  widget: :select,
  label: "Organization",
  options_query: "SELECT id, name FROM orgs ORDER BY name"
}
The options_query should return two columns:
	First column: the value to be used in the query
	Second column: the label to display to users

Variable Features
	Safe substitution: Variables are converted to database-specific placeholders with automatic type casting ($1::integer for PostgreSQL, CAST(? AS SIGNED) for MySQL, ? for SQLite)
	Structured variables: Define variables with type, label, and default values for better UI integration  
	Type support: Supports text, number, integer, date, datetime, time, boolean, and json types with automatic database casting
	Widget controls: Specify input or select widgets for UI rendering
	Static options: Use static_options for predefined dropdown choices
	Dynamic options: Use options_query to populate dropdowns from database queries
	Default values: Provide fallback values in variable definitions
	Runtime override: Pass vars: option to override defaults
	Multiple occurrences: The same variable can appear multiple times and will be bound correctly
	Type safety: Variables are passed as parameters, preventing SQL injection

Variable Type Casting
Lotus automatically generates type-specific SQL placeholders based on your variable types, ensuring proper data handling across different databases:
PostgreSQL Type Casting
	:integer → $1::integer
	:number → $1::numeric 
	:date → $1::date
	:datetime → $1::timestamp
	:time → $1::time
	:boolean → $1::boolean
	:json → $1::jsonb
	:text (default) → $1

MySQL Type Casting
	:integer → CAST(? AS SIGNED)
	:number → CAST(? AS DECIMAL)
	:date → CAST(? AS DATE)
	:datetime → CAST(? AS DATETIME)
	:time → CAST(? AS TIME)
	:boolean → CAST(? AS UNSIGNED)
	:json → CAST(? AS JSON)
	:text (default) → ?

SQLite
SQLite uses untyped ? placeholders for all variable types, as it handles type conversion automatically.
This type casting ensures that your data is properly handled by the database engine and can prevent runtime type errors.
Error Handling
Lotus provides clear error messages for common issues:
# Invalid SQL
{:error, reason} = Lotus.run_sql("SELCT * FROM users")  # typo in SELECT
IO.inspect(reason)
# "SQL syntax error: syntax error at or near \"SELCT\""

# Attempting destructive operation
{:error, reason} = Lotus.run_sql("DROP TABLE users")
IO.inspect(reason)
# "Only read-only queries are allowed"

# Query timeout
{:error, reason} = Lotus.run_sql(
  "SELECT pg_sleep(10)",
  [],
  timeout: 1000  # 1 second timeout
)
IO.inspect(reason)
# "SQL error: canceling statement due to user request"

# Table visibility restriction
{:error, reason} = Lotus.run_sql("SELECT * FROM schema_migrations")
IO.inspect(reason)
# "Query touches blocked table(s): schema_migrations"
Configuration Options
You can customize query execution with options:
# Set a custom timeout
{:ok, result} = Lotus.run_query(query, timeout: 30_000)

# Use a search_path for schema resolution
{:ok, result} = Lotus.run_query(query, search_path: "reporting, public")

# Combine multiple options
{:ok, result} = Lotus.run_query(query, [
  timeout: 30_000,
  search_path: "reporting, public",
  statement_timeout_ms: 25_000
])
Best Practices
1. Use Descriptive Names
# Good
Lotus.create_query(%{
  name: "Monthly Active Users Report",
  query: %{sql: "..."}
})

# Avoid
Lotus.create_query(%{
  name: "Query 1",
  query: %{sql: "..."}
})
2. Always Use Parameters for Dynamic Values
# Good - safe from SQL injection
Lotus.run_sql(
  "SELECT * FROM users WHERE status = $1",
  [user_status]
)

# Avoid - vulnerable to SQL injection
Lotus.run_sql("SELECT * FROM users WHERE status = '#{user_status}'")
3. Handle Errors Gracefully
case Lotus.run_query(query) do
  {:ok, result} ->
    process_results(result)

  {:error, reason} ->
    Logger.error("Query failed: #{inspect(reason)}")
    {:error, "Unable to generate report"}
end
Using Lotus Web
If you prefer a visual interface or need to provide query access to non-technical users, consider setting up Lotus Web. It provides a beautiful web interface that mounts directly in your Phoenix application:
# In your router
import Lotus.Web.Router

scope "/", MyAppWeb do
  pipe_through [:browser, :require_authenticated_user]
  
  lotus_dashboard "/lotus"
end
With Lotus Web, you get:
	A SQL editor with syntax highlighting
	Visual query management and organization
	Interactive schema exploration
	Real-time result visualization
	All without leaving your application

See the installation guide for detailed setup instructions.
Next Steps
Now that you understand the basics, explore:
	Configuration - Learn about all available configuration options
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    Advanced Variables

This guide covers advanced variable usage patterns in Lotus queries, including how the SQL transformer handles database-specific syntax compatibility and advanced patterns for cross-database applications.
SQL Transformer Overview
Lotus includes an automatic SQL transformer that ensures your queries work correctly across different database systems. When you execute a query, Lotus automatically transforms the SQL to match the target database's syntax requirements, particularly around variable placeholders and database-specific functions.
The transformer handles three main areas:
	Quoted Variable Stripping: Removes unnecessary quotes around variable placeholders
	Wildcard Pattern Transformation: Converts quoted wildcard patterns to database-specific concatenation
	Interval Query Transformation: Transforms PostgreSQL interval syntax for compatibility

Quoted Variable Handling
The transformer automatically handles quoted variables to ensure proper parameter binding across databases.
Safe Quote Stripping
Variables wrapped in single quotes are automatically stripped when they represent simple scalar values:
# Original query
query = %Query{
  statement: "SELECT * FROM users WHERE email = '{{email}}'",
  variables: [%{name: "email", type: :text, default: nil}]
}

# Lotus transforms this to:
# "SELECT * FROM users WHERE email = {{email}}"
# Which becomes: "SELECT * FROM users WHERE email = $1" (PostgreSQL)
This works across all supported databases:
PostgreSQL:
-- Original: WHERE name = '{{name}}'
-- Becomes:  WHERE name = $1
MySQL:
-- Original: WHERE name = '{{name}}'
-- Becomes:  WHERE name = ?
SQLite:
-- Original: WHERE name = '{{name}}'
-- Becomes:  WHERE name = ?
Type Casting Support
Quote stripping works with PostgreSQL type casting:
query = %Query{
  statement: "SELECT * FROM users WHERE id = '{{user_id}}'::int",
  variables: [%{name: "user_id", type: :number, default: nil}]
}

# Transforms to: "SELECT * FROM users WHERE id = {{user_id}}::int"
# Final result: "SELECT * FROM users WHERE id = $1::int"
Protected Wildcard Patterns
Wildcard patterns are NOT stripped because they need special handling:
query = %Query{
  statement: "SELECT * FROM users WHERE name LIKE '%{{search}}%'",
  variables: [%{name: "search", type: :text, default: nil}]
}

# The '%{{search}}%' pattern is preserved and transformed differently
# See Wildcard Pattern Transformation section below
Wildcard Pattern Transformation
One of the most powerful features of the SQL transformer is its ability to handle wildcard search patterns correctly across different database systems.
The Problem
When you write a query like this:
SELECT * FROM users WHERE name LIKE '%{{search}}%'
The quotes around %{{search}}% create a problem: the variable placeholder ends up inside a string literal, which breaks parameter binding and prevents the database from properly executing the query.
The Solution
Lotus automatically transforms these patterns into database-specific concatenation:
PostgreSQL (|| operator)
# Original query
statement: "SELECT * FROM users WHERE name LIKE '%{{search}}%'"

# Transforms to:
# "SELECT * FROM users WHERE name LIKE '%' || {{search}} || '%'"

# Final result:
# "SELECT * FROM users WHERE name LIKE '%' || $1 || '%'"
MySQL (CONCAT function)
# Original query
statement: "SELECT * FROM users WHERE name LIKE '%{{search}}%'"

# Transforms to:
# "SELECT * FROM users WHERE name LIKE CONCAT('%', {{search}}, '%')"

# Final result:
# "SELECT * FROM users WHERE name LIKE CONCAT('%', ?, '%')"
SQLite (|| operator)
# Original query
statement: "SELECT * FROM users WHERE name LIKE '%{{search}}%'"

# Transforms to:
# "SELECT * FROM users WHERE name LIKE '%' || {{search}} || '%'"

# Final result:
# "SELECT * FROM users WHERE name LIKE '%' || ? || '%'"
Supported Wildcard Patterns
The transformer recognizes and handles these wildcard patterns:
Both-Sided Wildcards: '%{{var}}%'
# Original
"WHERE title LIKE '%{{search}}%'"

# PostgreSQL/SQLite: "WHERE title LIKE '%' || {{search}} || '%'"
# MySQL: "WHERE title LIKE CONCAT('%', {{search}}, '%')"
Left Wildcard: '%{{var}}'
# Original
"WHERE email LIKE '%{{domain}}'"

# PostgreSQL/SQLite: "WHERE email LIKE '%' || {{domain}}"
# MySQL: "WHERE email LIKE CONCAT('%', {{domain}})"
Right Wildcard: '{{var}}%'
# Original
"WHERE name LIKE '{{prefix}}%'"

# PostgreSQL/SQLite: "WHERE name LIKE {{prefix}} || '%'"
# MySQL: "WHERE name LIKE CONCAT({{prefix}}, '%')"
Practical Examples
Here are real-world examples of wildcard pattern usage:
Flexible Search Query
{:ok, search_query} = Lotus.create_query(%{
  name: "User Search",
  statement: """
  SELECT id, name, email
  FROM users
  WHERE
    (name LIKE '%{{search}}%' OR email LIKE '%{{search}}%')
    AND status = {{status}}
  ORDER BY name
  """,
  variables: [
    %{name: "search", type: :text, label: "Search Term", default: ""},
    %{name: "status", type: :text, label: "Status", default: "active"}
  ]
})

# Works identically on PostgreSQL, MySQL, and SQLite
{:ok, result} = Lotus.run_query(search_query, vars: %{
  "search" => "john",
  "status" => "active"
})
Domain-Based Filtering
{:ok, domain_query} = Lotus.create_query(%{
  name: "Users by Email Domain",
  statement: """
  SELECT COUNT(*) as user_count
  FROM users
  WHERE email LIKE '%{{domain}}'
    AND created_at >= {{since}}
  """,
  variables: [
    %{name: "domain", type: :text, label: "Email Domain", default: "@company.com"},
    %{name: "since", type: :date, label: "Since Date", default: "2024-01-01"}
  ]
})

# Execute against different databases
{:ok, pg_result} = Lotus.run_query(domain_query, repo: "postgres")
{:ok, mysql_result} = Lotus.run_query(domain_query, repo: "mysql")
PostgreSQL Interval Query Transformation
For PostgreSQL databases, Lotus provides sophisticated transformation of INTERVAL syntax to make your time-based queries more flexible and variable-friendly.
Standard PostgreSQL Interval Limitations
PostgreSQL's INTERVAL syntax can be restrictive when you want to use variables:
-- This works fine
SELECT * FROM posts WHERE created_at > NOW() - INTERVAL '7 days'

-- But this doesn't work with variables in standard SQL
SELECT * FROM posts WHERE created_at > NOW() - INTERVAL '{{days}} days'
Lotus Interval Transformations
Lotus transforms various interval patterns to work seamlessly with variables:
Pattern 1: INTERVAL '{{var}} unit'
# Original query
statement: """
SELECT title FROM posts
WHERE published_at >= NOW() - INTERVAL '{{days}} days'
"""

# Transforms to:
# "SELECT title FROM posts WHERE published_at >= NOW() - make_interval(days => ({{days}})::integer)"
Pattern 2: INTERVAL '{{num}} {{unit}}'
# Original query
statement: """
SELECT COUNT(*) FROM events
WHERE created_at >= NOW() - INTERVAL '{{amount}} {{period}}'
"""

# Transforms to:
# "SELECT COUNT(*) FROM events WHERE created_at >= NOW() - ((CAST({{amount}} AS text) || ' ' || {{period}})::interval)"
Pattern 3: INTERVAL {{full_interval}}
# Original query
statement: """
SELECT * FROM logs
WHERE timestamp >= NOW() - INTERVAL {{time_range}}
"""

# Transforms to:
# "SELECT * FROM logs WHERE timestamp >= NOW() - ({{time_range}}::text)::interval"
Pattern 4: INTERVAL '7 {{unit}}' (Fixed Number, Variable Unit)
# Original query
statement: """
SELECT COUNT(*) FROM sessions
WHERE last_activity >= NOW() - INTERVAL '7 {{unit}}'
"""

# Transforms to:
# "SELECT COUNT(*) FROM sessions WHERE last_activity >= NOW() - (( '7 ' || {{unit}} )::interval)"
Practical PostgreSQL Interval Examples
Time-Range Analytics Query
{:ok, analytics_query} = Lotus.create_query(%{
  name: "Activity Analytics",
  statement: """
  SELECT
    DATE_TRUNC('day', created_at) as day,
    COUNT(*) as events,
    COUNT(DISTINCT user_id) as unique_users
  FROM user_events
  WHERE created_at >= NOW() - INTERVAL '{{days}} days'
  GROUP BY 1
  ORDER BY 1 DESC
  """,
  variables: [
    %{name: "days", type: :number, label: "Days Back", default: "30"}
  ],
  data_repo: "postgres"
})

# Execute with different time ranges
{:ok, week_data} = Lotus.run_query(analytics_query, vars: %{"days" => 7})
{:ok, month_data} = Lotus.run_query(analytics_query, vars: %{"days" => 30})
Flexible Retention Query
{:ok, retention_query} = Lotus.create_query(%{
  name: "User Retention Analysis",
  statement: """
  SELECT
    retention_period,
    COUNT(DISTINCT user_id) as active_users,
    ROUND(100.0 * COUNT(DISTINCT user_id) / (
      SELECT COUNT(*) FROM users
      WHERE created_at <= NOW() - INTERVAL '{{period}} {{unit}}'
    ), 2) as retention_rate
  FROM (
    SELECT
      user_id,
      '{{period}} {{unit}}' as retention_period
    FROM user_activity
    WHERE last_seen >= NOW() - INTERVAL '{{period}} {{unit}}'
  ) retention_data
  GROUP BY retention_period
  """,
  variables: [
    %{name: "period", type: :number, label: "Time Period", default: "3"},
    %{name: "unit", type: :text, label: "Time Unit", default: "months",
      widget: :select, static_options: ["days", "weeks", "months", "years"]}
  ],
  data_repo: "postgres"
})
Dynamic Report with Full Interval String
{:ok, report_query} = Lotus.create_query(%{
  name: "Flexible Time Report",
  statement: """
  SELECT
    '{{interval}}' as time_range,
    COUNT(*) as total_records,
    AVG(amount) as avg_amount,
    SUM(amount) as total_amount
  FROM transactions
  WHERE created_at >= NOW() - INTERVAL {{interval}}
  """,
  variables: [
    %{name: "interval", type: :text, label: "Time Range", default: "1 month",
      widget: :select, static_options: [
        "1 day", "3 days", "1 week", "2 weeks",
        "1 month", "3 months", "6 months", "1 year"
      ]}
  ],
  data_repo: "postgres"
})
Non-PostgreSQL Behavior
For MySQL and SQLite databases, interval transformations are safely ignored since these databases don't support PostgreSQL's INTERVAL syntax:
# PostgreSQL query with intervals
{:ok, pg_query} = Lotus.create_query(%{
  name: "PostgreSQL Time Query",
  statement: "SELECT * FROM events WHERE created_at >= NOW() - INTERVAL '{{days}} days'",
  variables: [%{name: "days", type: :number, default: "7"}],
  data_repo: "postgres"
})

# MySQL equivalent (no transformation needed)
{:ok, mysql_query} = Lotus.create_query(%{
  name: "MySQL Time Query",
  statement: "SELECT * FROM events WHERE created_at >= NOW() - INTERVAL {{days}} DAY",
  variables: [%{name: "days", type: :number, default: "7"}],
  data_repo: "mysql"
})

# SQLite equivalent (no transformation needed)
{:ok, sqlite_query} = Lotus.create_query(%{
  name: "SQLite Time Query",
  statement: "SELECT * FROM events WHERE created_at >= datetime('now', '-' || {{days}} || ' days')",
  variables: [%{name: "days", type: :number, default: "7"}],
  data_repo: "sqlite"
})
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This guide covers all configuration options available in Lotus and how to customize the library for your specific needs.
Basic Configuration
Lotus configuration is typically placed in your config/config.exs file:
config :lotus,
  ecto_repo: MyApp.Repo,        # Repository for Lotus query storage
  default_repo: "main",         # Default repository for query execution
  data_repos: %{                # Repositories for executing queries
    "main" => MyApp.Repo,
    "analytics" => MyApp.AnalyticsRepo
  },
  cache: [                      # Optional caching configuration
    adapter: Lotus.Cache.ETS,   # Cache adapter (currently only ETS supported)
    namespace: "myapp_cache"    # Cache namespace (optional)
  ]
Configuration Options
Required Options
ecto_repo (required)
Specifies the Ecto repository where Lotus stores saved queries. This is where the lotus_queries table lives.
config :lotus,
  ecto_repo: MyApp.Repo
Type: module()
data_repos (required)
A map of repositories where queries can be executed against actual data. This powerful feature allows Lotus to work with multiple databases simultaneously, supporting PostgreSQL, MySQL, and SQLite.
Keys are friendly names that you use when executing queries, values are Ecto repository modules.
config :lotus,
  data_repos: %{
    "main" => MyApp.Repo,           # Can be the same as ecto_repo
    "analytics" => MyApp.AnalyticsRepo,
    "reporting" => MyApp.ReportingRepo,
    "mysql_data" => MyApp.MySQLRepo,    # MySQL repository
    "sqlite_data" => MyApp.SqliteRepo   # Mix database types
  }
Type: %{String.t() => module()}
default_repo (required when multiple data_repos)
When you have multiple data repositories configured, you must specify which one to use by default when no explicit repository is provided in query execution.
config :lotus,
  default_repo: "main",  # Must match a key in data_repos
  data_repos: %{
    "main" => MyApp.Repo,
    "analytics" => MyApp.AnalyticsRepo
  }
Type: String.t()
Default: Not required if only one data repository is configured
Behavior:
	Single repo: When only one data repository is configured, it's automatically used as the default
	Multiple repos: You must configure default_repo to specify which one to use when no repo is explicitly provided
	No repos: Raises an error if no data repositories are configured

Usage Examples:
# Execute against a specific repository by name
Lotus.run_sql("SELECT COUNT(*) FROM users", [], repo: "analytics")

# Execute against a repository module directly
Lotus.run_sql("SELECT COUNT(*) FROM users", [], repo: MyApp.AnalyticsRepo)

# When no repo is specified, uses the configured default_repo
Lotus.run_sql("SELECT COUNT(*) FROM users")  # Uses "main" repo from default_repo config
Repository Management:
# List all configured data repository names
repo_names = Lotus.list_data_repo_names()
# ["analytics", "main", "reporting", "sqlite_data"]

# Get all configured repositories
all_repos = Lotus.data_repos()
# %{"analytics" => MyApp.AnalyticsRepo, "main" => MyApp.Repo, ...}

# Get a specific repository by name (raises if not found)
repo = Lotus.get_data_repo!("analytics")
# MyApp.AnalyticsRepo
Note: The ecto_repo can also be included in data_repos if you want to run queries against the same database where Lotus stores its data. This is common in single-database applications.

Optional Features
cache
Configures result caching to improve query performance. When enabled, Lotus automatically caches query results and reuses them for identical queries.
config :lotus,
  cache: [
    adapter: Lotus.Cache.ETS,         # Cache adapter (required)
    namespace: "myapp_cache",         # Cache namespace (optional)
    max_bytes: 5_000_000,            # Max cache entry size: 5MB (default)
    compress: true,                   # Compress cache entries (default)
    profiles: %{                      # Cache profiles with different TTL strategies
      results: [ttl_ms: 30_000],     # Short-term results (30 seconds)
      options: [ttl_ms: 300_000],    # Medium-term data (5 minutes)  
      schema: [ttl_ms: 3_600_000]    # Long-term schema info (1 hour)
    },
    default_profile: :results,        # Default profile when none specified
    default_ttl_ms: 60_000           # Fallback TTL (1 minute)
  ]
Type: keyword()
Default: nil (no caching)
Available Adapters:
	Lotus.Cache.ETS - In-memory caching using ETS tables

Cache Modes:
	Default: Automatic caching when cache is configured
	:bypass: Skip cache entirely, always query database
	:refresh: Execute query and update cache with fresh results

For detailed caching configuration and usage, see the Caching Guide.
default_page_size
Configures the global default page size for windowed pagination. This setting helps prevent performance issues when users query large tables by automatically limiting the number of rows returned when using windowed pagination without an explicit limit.
config :lotus,
  default_page_size: 1000  # Default: 1000 rows
Type: pos_integer() | nil
Default: nil (falls back to built-in default of 1000)
How it Works:
This configuration only applies when using windowed pagination (window option) without specifying an explicit limit:
# Without window option - returns ALL rows (no pagination applied)
{:ok, result} = Lotus.run_sql("SELECT * FROM large_table")
# Could return millions of rows

# With window option but no limit - uses default_page_size
{:ok, result} = Lotus.run_sql("SELECT * FROM large_table", [], window: [])
# Returns max 1000 rows (or your configured default)

# With explicit limit - uses the specified limit (capped at default_page_size)
{:ok, result} = Lotus.run_sql("SELECT * FROM large_table", [], window: [limit: 500])
# Returns max 500 rows

# Limit exceeding default is capped for safety
{:ok, result} = Lotus.run_sql("SELECT * FROM large_table", [], window: [limit: 5000])  
# Returns max 1000 rows (capped at default_page_size)
Precedence Rules:
	Explicit limit in window options: Takes priority but is capped at default_page_size
	Configured default_page_size: Used when no explicit limit provided
	Built-in default (1000): Fallback when default_page_size is nil

Performance Benefits:
	Prevents accidental large queries: Users can't accidentally return millions of rows
	Predictable memory usage: Limits memory consumption per query
	Better responsiveness: Faster query execution with smaller result sets
	Configurable safety: Adjust the limit based on your application's needs

Example Configurations:
# Conservative limit for high-traffic applications
config :lotus, default_page_size: 100

# Moderate limit for typical applications  
config :lotus, default_page_size: 1000

# Higher limit for data analysis environments
config :lotus, default_page_size: 5000

# Disable default limiting (use built-in 1000)
config :lotus, default_page_size: nil
⚠️ Important: This setting only affects queries that explicitly use windowed pagination. Queries without the window option will return all matching rows regardless of this setting.

Behavior Options
unique_names
Determines whether query names must be unique across all saved queries.
config :lotus,
  unique_names: true   # Enforce unique names (recommended)
  # or
  unique_names: false  # Allow duplicate names
Type: boolean()
Default: true
⚠️ Important: The default Lotus migration creates a unique index on query names. If you want to allow duplicate names (unique_names: false), you must remove this constraint from your database.

To allow duplicate query names:
	Set unique_names: false in your configuration
	Create a migration to drop the unique constraint:

defmodule MyApp.Repo.Migrations.RemoveLotusUniqueNameConstraint do
  use Ecto.Migration

  def up do
    drop_if_exists(unique_index(:lotus_queries, [:name], name: "lotus_queries_name_index"))
    create(index(:lotus_queries, [:name], name: "lotus_queries_name_index"))
  end

  def down do
    drop_if_exists(index(:lotus_queries, [:name], name: "lotus_queries_name_index"))
    create(unique_index(:lotus_queries, [:name], name: "lotus_queries_name_index"))
  end
end
	Run the migration: mix ecto.migrate

table_visibility
Controls which database tables and schemas can be accessed through Lotus queries. This provides an additional security layer beyond read-only execution.
config :lotus,
  table_visibility: %{
    # Default rules apply to all repositories unless overridden
    default: [
      allow: [
        # Allow specific tables in all schemas
        "users",                      # Allow 'users' table in any schema
        "orders",                     # Allow 'orders' table in any schema
        # Allow entire schemas (PostgreSQL)
        {"analytics", ~r/.*/},        # All tables in analytics schema
        # Allow tables matching pattern in specific schema
        {"public", ~r/^report_/}      # Tables starting with 'report_' in public
      ],
      deny: [
        # Block sensitive tables across ALL schemas
        "credit_cards",               # Blocks credit_cards in any schema
        "api_keys",                   # Blocks api_keys in any schema  
        # Block tables in specific schema only
        {"public", "internal_logs"},  # Only blocks public.internal_logs
        # Block pattern in specific schema
        {"public", ~r/_internal$/}    # Tables ending with '_internal' in public
      ]
    ],
    # Repository-specific rules override defaults
    analytics: [
      allow: [
        {"analytics", ~r/.*/},        # All tables in analytics schema
        "users",                      # users table in any schema
        "sessions"                    # sessions table in any schema
      ]
    ]
  }
Type: map()
Default: %{}
Built-in Protection:
Lotus automatically blocks access to sensitive system tables:
	PostgreSQL: pg_catalog.*, information_schema.*, schema_migrations, lotus_queries
	MySQL: information_schema.*, mysql.*, performance_schema.*, sys.*, schema_migrations, lotus_queries
	SQLite: sqlite_*, migration tables, lotus_queries

Rule Formats:
# Bare string - matches table name in ANY schema (PostgreSQL) or no schema (SQLite)
"users"                        # Blocks/allows 'users' table in all schemas
"api_keys"                     # Blocks/allows 'api_keys' in public, reporting, etc.

# Schema-specific tuple (PostgreSQL only)
{"public", "users"}            # Only affects public.users
{"reporting", "api_keys"}      # Only affects reporting.api_keys

# Pattern matching with regex
{"analytics", ~r/^daily_/}     # Tables starting with 'daily_' in analytics schema
~r/^temp_/                     # Tables starting with 'temp_' in any schema (as bare regex)

# Schema-wide rules
{"reporting", ~r/.*/}          # All tables in reporting schema
{~r/test_/, ~r/.*/}           # All tables in schemas starting with 'test_'
Note: Bare strings like "api_keys" are the simplest way to block sensitive tables across all schemas. Use tuples like {"public", "api_keys"} when you need schema-specific control.

Rule Evaluation:
	Built-in denials - System tables are always blocked
	Allow rules - If present, only explicitly allowed tables are accessible
	Deny rules - Explicitly denied tables are blocked
	Default behavior - If no allow rules exist, all non-denied tables are accessible

Per-Repository Rules:
You can configure different visibility rules for each data repository:
config :lotus,
  data_repos: %{
    "public" => MyApp.PublicRepo,
    "finance" => MyApp.FinanceRepo
  },
  table_visibility: %{
    # Public data - permissive
    public: [
      deny: ["admin_notes", "internal_logs"]
    ],
    # Financial data - very restrictive
    finance: [
      allow: [
        "monthly_revenue_summary",
        "quarterly_reports"
      ]
    ]
  }
Read-Only Repositories (Recommended)
While Lotus provides multiple layers of security including read-only execution and table visibility controls, the ultimate security practice is to use Ecto repositories configured with read_only: true. This provides database-level guarantees that no write operations can occur.
Why Use Read-Only Repositories?
	Ultimate security: Repository-level read-only enforcement that cannot be bypassed
	Zero risk: Impossible to accidentally perform write operations through the repository
	Clear intent: Explicitly declares that a repository is intended only for reading data
	Additional safety layer: Works alongside Lotus's existing security features

Configuring Read-Only Repositories
Ecto provides built-in support for read-only repositories using the read_only: true option:
# lib/my_app/read_only_repo.ex
defmodule MyApp.ReadOnlyRepo do
  use Ecto.Repo,
    otp_app: :my_app,
    adapter: Ecto.Adapters.Postgres,
    read_only: true  # This prevents all write operations at the Ecto level
end
Configure Lotus to use your read-only repository for data queries:
# config/config.exs
config :lotus,
  ecto_repo: MyApp.Repo,           # Use regular repo for storing Lotus queries
  data_repos: %{
    "main" => MyApp.ReadOnlyRepo,  # Use read-only repo for data queries
    "analytics" => MyApp.AnalyticsReadOnlyRepo
  }

# Configure the read-only repository connection
config :my_app, MyApp.ReadOnlyRepo,
  username: "myapp_user",
  password: "secret",
  hostname: "localhost",
  database: "myapp_prod"
Benefits with Lotus
When you combine Lotus's security features with read-only repositories:
	Repository-level enforcement: The repository cannot execute write operations
	Application-level safety: Lotus still provides SQL validation and table visibility controls
	Defense-in-depth: Multiple layers of protection working together
	Peace of mind: Guaranteed read-only access regardless of SQL content

Example Usage
# This will work - reading data through read-only repo
{:ok, result} = Lotus.run_sql(
  "SELECT COUNT(*) FROM users", 
  [], 
  repo: "main"
)

# This would fail at the repository level even if it somehow bypassed Lotus
# The read-only repository will reject any write operations
Learn More
For comprehensive details on repository configuration options, see the official Ecto documentation: Replicas and Dynamic Repositories.
Execution Options
While not part of application configuration, Lotus supports runtime options for query execution:
Timeout Options
# Default timeout (5 seconds)
Lotus.run_query(query)

# Custom timeout
Lotus.run_query(query, timeout: 30_000)  # 30 seconds

# Statement-level timeout (PostgreSQL)
Lotus.run_query(query, statement_timeout_ms: 15_000)  # 15 seconds
Connection Options
# Use search_path for schema resolution
Lotus.run_query(query, search_path: "analytics, public")
Validation
Lotus validates your configuration at startup. Common validation errors:
Missing Repository
# This will raise ArgumentError during compilation
config :lotus
  # repo: MyApp.Repo  # Missing!
Error: Invalid :lotus config: required :ecto_repo option not found, received options: []
Configuration Helpers
Lotus provides helper functions to access configuration at runtime:
# Get the configured repository
Lotus.repo()
# MyApp.Repo

# Check if unique names are enforced
Lotus.unique_names?()
# true
Multi-Database Support
Lotus supports PostgreSQL, MySQL, and SQLite databases. The migration system automatically detects the adapter and runs the appropriate migrations.
PostgreSQL Configuration
config :my_app, MyApp.Repo,
  username: "postgres",
  password: "postgres",
  hostname: "localhost",
  database: "my_app_dev",
  pool_size: 10
MySQL Configuration
config :my_app, MyApp.MySQLRepo,
  username: "root",
  password: "mysql",
  hostname: "localhost",
  port: 3306,
  database: "my_app_dev",
  pool_size: 10
SQLite Configuration
Security Note: SQLite 3.8.0+ (2013) provides enhanced security through PRAGMA query_only, which prevents write operations at the database engine level.
config :my_app, MyApp.SqliteRepo,
  database: Path.expand("../my_app.db", Path.dirname(__ENV__.file)),
  pool_size: 10
Mixed Database Environments
You can mix PostgreSQL, MySQL, and SQLite repositories:
config :lotus,
  ecto_repo: MyApp.Repo,          # PostgreSQL for storage
  default_repo: "postgres",       # Default repository for queries
  data_repos: %{
    "postgres" => MyApp.Repo,     # PostgreSQL data
    "mysql" => MyApp.MySQLRepo,   # MySQL data
    "sqlite" => MyApp.SqliteRepo, # SQLite data
    "analytics" => MyApp.AnalyticsRepo  # Another PostgreSQL
  }
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    Visibility Rules

Lotus provides a comprehensive visibility system that controls which schemas and tables are accessible through the API. This system operates on two levels with clear precedence rules to ensure security while maintaining flexibility.
Overview
The visibility system uses a two-level hierarchy:
	Schema visibility (higher precedence)
	Table visibility (lower precedence)

Key principle: If a schema is denied, all tables within it are automatically blocked, regardless of table-level rules.
Database-Specific Schema Behavior
Understanding how "schemas" work across different database systems is crucial for configuring visibility rules correctly:
PostgreSQL
	True namespaced schemas: Multiple schemas exist within a single database
	Examples: public, reporting, analytics, tenant_123
	System schemas: pg_catalog, information_schema, pg_toast, pg_temp_*
	Qualified names: reporting.customers, public.users

MySQL
	Schemas = Databases: In MySQL, "schema" and "database" are synonymous
	Examples: lotus_production, analytics_db, warehouse
	System schemas: mysql, information_schema, performance_schema, sys
	Behavior: When you connect to MySQL, you can access tables across different databases/schemas
	Qualified names: analytics_db.customers, warehouse.sales

SQLite
	No schema support: SQLite is schema-less
	Schema visibility: Not applicable (always empty list)
	Tables: Exist at the database level without namespace prefixes

Configuration
Configure visibility rules in your application config:
config :lotus,
  # Schema-level visibility (higher precedence)
  schema_visibility: %{
    default: [
      deny: ["restricted_schema", ~r/^temp_/],
      allow: :all  # or specific schemas
    ],
    postgres: [
      # Only allow public and tenant schemas
      allow: ["public", ~r/^tenant_\d+$/],
      deny: ["legacy_schema"]
    ],
    mysql: [
      # In MySQL, these are database names
      allow: ["lotus_production", "analytics_warehouse"],
      deny: ["staging_db", "backup_db"]
    ]
  },

  # Table-level visibility (lower precedence)
  table_visibility: %{
    default: [
      deny: ["user_passwords", "api_keys", ~r/^audit_/],
      allow: []  # empty = allow all (except denied)
    ],
    postgres: [
      # Data warehouse example
      allow: [
        {"public", ~r/^dim_/},      # Dimension tables
        {"public", ~r/^fact_/},     # Fact tables
        {"analytics", ~r/.*/}       # All analytics tables
      ],
      deny: [
        {"public", ~r/^staging_/},  # Block staging tables
        {"public", ~r/_temp$/}      # Block temp tables
      ]
    ]
  }
Rule Syntax
Schema Rules
Schema rules use simpler patterns since they only match schema names:
	"exact_name" - Matches exact schema name
	~r/pattern/ - Regex pattern for dynamic matching
	:all - Special value for allow rules (allows all schemas)

Examples:
allow: ["public", "reporting", ~r/^tenant_\w+$/]
deny: ["restricted", ~r/^temp_/]
Table Rules
Table rules support multiple formats for maximum flexibility:
	{"schema", "table"} - Exact schema.table match
	{"schema", ~r/pattern/} - Regex table pattern in specific schema
	{~r/schema_pattern/, "table"} - Table in schemas matching pattern
	"table" - Table name in any schema (global rule)

Examples:
allow: [
  {"public", "users"},           # Specific table
  {"reporting", ~r/^daily_/},    # Tables starting with "daily_" in reporting
  {~r/^tenant_/, "customers"},   # customers table in any tenant schema
  "products"                     # products table in any schema
]
Precedence and Evaluation
1. Schema Gating (First)
if not allowed_schema?(schema) do
  deny  # Schema denied → everything in it blocked
else
  # Schema allowed → proceed to table rules
end
2. Deny Always Wins (Second)
if deny_rule_matches?(schema, table) do
  deny  # Any deny rule blocks access
else
  # Check allow posture
end
3. Schema-Scoped Allow Posture (Third)
For each schema, compute its "allow posture":
	Has allow posture: Allow rules exist that could apply to this schema
	No allow posture: No allow rules target this schema

# Rules: allow: [{"restricted", "allowed_table"}]

# For "restricted" schema:
allow_posture? = true   # Has rule targeting "restricted"
# → Default-deny: only "allowed_table" allowed

# For "public" schema:
allow_posture? = false  # No rules targeting "public"
# → Default-allow: all tables allowed (unless denied)
Practical Examples
Multi-Tenant SaaS Application
config :lotus,
  schema_visibility: %{
    postgres: [
      # Only allow public and tenant schemas
      allow: ["public", ~r/^tenant_\d+$/],
      deny: ["admin_schema", "system_logs"]
    ]
  },
  table_visibility: %{
    postgres: [
      allow: [
        {"public", ~r/^shared_/},        # Shared lookup tables
        {~r/^tenant_/, "users"},         # User table in each tenant
        {~r/^tenant_/, "orders"},        # Order table in each tenant
        {~r/^tenant_/, "products"}       # Product table in each tenant
      ],
      deny: [
        {~r/^tenant_/, "internal_logs"}, # Hide logs from all tenants
        "api_keys"                       # Hide API keys globally
      ]
    ]
  }
Result:
	✅ tenant_123.users → Allowed
	✅ public.shared_categories → Allowed
	❌ tenant_123.internal_logs → Denied (table rule)
	❌ admin_schema.anything → Denied (schema rule)

Data Warehouse
config :lotus,
  schema_visibility: %{
    postgres: [
      allow: ["public", "warehouse", "analytics"],
      deny: ["staging", "etl_temp"]
    ]
  },
  table_visibility: %{
    postgres: [
      allow: [
        {"public", ~r/^dim_/},         # Dimension tables
        {"public", ~r/^fact_/},        # Fact tables
        {"warehouse", ~r/.*/},         # All warehouse tables
        {"analytics", ~r/^report_/}    # Only report tables in analytics
      ],
      deny: [
        {"public", ~r/^raw_/},         # Hide raw data tables
        {"warehouse", ~r/_backup$/}    # Hide backup tables
      ]
    ]
  }
MySQL Multi-Database Setup
config :lotus,
  schema_visibility: %{
    mysql: [
      # Remember: schemas = databases in MySQL
      allow: ["lotus_production", "analytics_warehouse", "reporting_db"],
      deny: ["staging_db", "backup_db", "temp_imports"]
    ]
  },
  table_visibility: %{
    mysql: [
      allow: [
        {"lotus_production", ~r/^public_/},    # Only public tables from main DB
        {"analytics_warehouse", ~r/.*/},       # All analytics tables
        {"reporting_db", ~r/^report_/}         # Only reports from reporting DB
      ],
      deny: [
        "user_passwords",                      # Hide globally
        {"lotus_production", ~r/^internal_/}   # Hide internal tables
      ]
    ]
  }
Testing Visibility Rules
You can test your visibility configuration using the programmatic API:
# Test schema visibility
{:ok, schemas} = Lotus.list_schemas("postgres")
# Returns only visible schemas

# Test table visibility
{:ok, tables} = Lotus.list_tables("postgres", schema: "public")
# Returns only visible tables in public schema

# Direct visibility check
Lotus.Visibility.allowed_schema?("postgres", "restricted")
# Returns true/false

Lotus.Visibility.allowed_relation?("postgres", {"public", "users"})
# Returns true/false
Error Handling
When schema visibility blocks access, you'll receive clear error messages:
# Trying to list tables in denied schema
{:error, "Schema(s) not visible: pg_catalog, restricted"} =
  Lotus.list_tables("postgres", schemas: ["public", "pg_catalog", "restricted"])

# Validation helper
{:error, :schema_not_visible, denied: ["pg_catalog"]} =
  Lotus.Visibility.validate_schemas(["public", "pg_catalog"], "postgres")
Built-in Security
Lotus automatically denies system schemas to prevent accidental exposure:
PostgreSQL Built-ins
	pg_catalog - System catalog
	information_schema - SQL standard metadata
	pg_toast - TOAST storage
	~r/^pg_temp/ - Temporary schemas
	~r/^pg_toast/ - Additional TOAST schemas

MySQL Built-ins
	mysql - MySQL system database
	information_schema - SQL standard metadata
	performance_schema - Performance monitoring
	sys - Diagnostic information

All Databases
	Migration tables (e.g., schema_migrations)
	Lotus internal tables (e.g., lotus_queries)

These built-in denies always apply, even if your custom rules would allow them. This ensures security by default.
Migration from Table-Only Rules
If you're upgrading from table-only visibility rules:
	Review existing rules: Identify any schema-specific patterns
	Extract schema rules: Move schema-level restrictions to schema_visibility
	Test thoroughly: Schema rules take precedence and can block more than expected
	Use validation: Test your configuration with Lotus.Visibility.validate_schemas/2

Best Practices
	Start restrictive: Use allow lists for sensitive environments
	Layer security: Use schema rules for broad restrictions, table rules for fine-tuning
	Test configurations: Use the programmatic API to verify your rules work as expected
	Document your rules: Complex visibility configurations should be documented for your team
	Consider performance: Schema-level filtering is more efficient than table-level
	MySQL considerations: Remember that schemas = databases in MySQL
	Regex careful: Test regex patterns thoroughly to avoid unintended matches

Common Patterns
Development vs Production
# Development - more permissive
config :lotus,
  schema_visibility: %{
    default: [allow: :all, deny: ["dangerous_schema"]]
  }

# Production - restrictive allowlist
config :lotus,
  schema_visibility: %{
    default: [
      allow: ["public", "reporting"],
      deny: []  # not needed with restrictive allow
    ]
  }
Dynamic tenant schemas
config :lotus,
  schema_visibility: %{
    postgres: [
      allow: ["public", ~r/^tenant_[a-f0-9]{8}$/],  # UUID-based tenants
      deny: []
    ]
  }
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    Caching Guide

This guide covers Lotus's comprehensive caching system, which improves query performance by storing and reusing results from expensive database operations.
Overview
Lotus provides a flexible caching system with the following features:
	Pluggable adapters - Support for different cache backends (currently only ETS supported)
	TTL-based expiration - Automatic cache invalidation based on time-to-live
	Cache profiles - Different caching strategies for different use cases
	Tag-based invalidation - Selective cache clearing using tags
	Multiple cache modes - Fine-grained control over cache behavior
	Namespace support - Cache isolation and organization

Quick Start
Basic Configuration
Lotus ships with built-in cache profiles (:results, :schema, :options) that work without any configuration. To enable caching, just add the cache adapter to your Lotus configuration:
# config/config.exs
config :lotus,
  ecto_repo: MyApp.Repo,
  data_repos: %{
    "main" => MyApp.Repo
  },
  cache: %{
    adapter: Lotus.Cache.ETS,
    namespace: "myapp_lotus"
  }
Note: Even with minimal configuration, you get sensible caching defaults:
	Query results cached for 60 seconds (:results profile)
	Schema information cached for 1 hour (:schema profile)  
	Options/reference data cached for 5 minutes (:options profile)

OTP Application Setup
Important: For caching to work in production, Lotus must be started as part of your application's supervision tree. Cache backends are supervised processes that need to be running.
Add Lotus to your application supervisor:
# lib/my_app/application.ex
def start(_type, _args) do
  children = [
    MyApp.Repo,
    # Add Lotus to your supervision tree
    Lotus,
    # Or with custom options:
    # {Lotus, cache: [adapter: Lotus.Cache.ETS, namespace: "prod_cache"]},
    MyAppWeb.Endpoint
  ]
  
  opts = [strategy: :one_for_one, name: MyApp.Supervisor]
  Supervisor.start_link(children, opts)
end
Using Cache in Queries
Once configured and started, caching works automatically:
# First call - executes query and caches result
{:ok, result1} = Lotus.run_sql("SELECT COUNT(*) FROM users")

# Second call - returns cached result (much faster!)
{:ok, result2} = Lotus.run_sql("SELECT COUNT(*) FROM users")
Configuration
Cache Adapter
Currently, Lotus supports one cache adapter:
ETS Adapter
The Lotus.Cache.ETS adapter provides in-memory caching using Erlang Term Storage (ETS):
config :lotus,
  cache: %{
    adapter: Lotus.Cache.ETS,
    namespace: "myapp_lotus",    # Optional namespace
    max_bytes: 5_000_000,       # Max entry size: 5MB (default)
    compress: true              # Compress cache entries (default: true)
  }
Characteristics:
	Performance: Very fast reads and writes
	Persistence: In-memory only (data lost on application restart)
	Scalability: Single-node only (not distributed)
	TTL: Automatic expiration with background cleanup
	Size limits: Entries exceeding max_bytes are automatically rejected

Cache Profiles
Profiles allow you to configure different TTL strategies for different types of queries. Lotus comes with three predefined profiles that are always available:
Predefined Profiles
Lotus ships with these built-in cache profiles:
	:results - 60 seconds TTL - For query results and fast-changing data
	:schema - 1 hour TTL - For database schema information that changes rarely  
	:options - 5 minutes TTL - For dropdown options and reference data

These profiles are always available, even without any cache configuration. You can override their settings or add custom profiles:
config :lotus,
  cache: [
    adapter: Lotus.Cache.ETS,
    profiles: %{
      # Override built-in profiles
      results: [ttl_ms: 30_000],      # Override default 60s to 30s
      schema: [ttl_ms: 7_200_000],    # Override default 1h to 2h
      options: [ttl_ms: 600_000],     # Override default 5m to 10m
      
      # Add custom profiles
      reports: [ttl_ms: 1_800_000]    # 30 minutes - business reports
    },
    default_profile: :results,        # Used when no profile specified
    default_ttl_ms: 60_000           # 1 minute - fallback TTL
  ]
Profile Fallback Behavior
When you don't configure cache profiles:
	:results uses 60 seconds TTL
	:schema uses 1 hour TTL  
	:options uses 5 minutes TTL

When you configure default_ttl_ms but don't specify :results profile:
	:results uses your default_ttl_ms value
	:schema and :options keep their built-in defaults

Namespace Support
Namespaces provide cache isolation and organization:
config :lotus,
  cache: [
    adapter: Lotus.Cache.ETS,
    namespace: "myapp_lotus"  # Optional namespace for cache isolation
  ]
Cache Modes
Lotus provides three cache modes for different scenarios:
Default Mode (Automatic Caching)
When no cache mode is specified, Lotus automatically caches results:
# Uses cache if available, otherwise queries database and caches result
{:ok, result} = Lotus.run_sql("SELECT * FROM products")
Bypass Mode
Skip cache entirely - always query the database:
# Always hits database, never reads from or writes to cache
{:ok, result} = Lotus.run_sql("SELECT * FROM products", [], cache: :bypass)
Use cases:
	Real-time data requirements
	Testing scenarios
	One-off queries where cache isn't beneficial

Refresh Mode
Execute query and update cache with fresh results:
# Executes query AND updates cache with new result
{:ok, result} = Lotus.run_sql("SELECT * FROM products", [], cache: :refresh)
Use cases:
	Force cache refresh after data changes
	Scheduled cache warming
	Manual cache updates

Cache Options
Profile Selection
Choose a specific cache profile for a query:
# Use the 'schema' profile (longer TTL)
{:ok, tables} = Lotus.run_sql("SELECT name FROM sqlite_master", [], cache: [profile: :schema])
TTL Override
Override the default TTL for specific queries:
# Cache for exactly 2 minutes regardless of profile
{:ok, result} = Lotus.run_sql("SELECT * FROM users", [], cache: [ttl_ms: 120_000])
Tag-Based Caching
Tag cache entries for selective invalidation:
# Tag this cache entry
{:ok, user} = Lotus.run_sql("SELECT * FROM users WHERE id = $1", [123],
  cache: [tags: ["user:123", "user_data"]])

# Later, invalidate all entries with these tags
Lotus.Cache.invalidate_tags(["user:123"])
Combined Options
You can combine multiple cache options:
{:ok, result} = Lotus.run_sql("SELECT * FROM products", [],
  cache: [
    profile: :reports,
    ttl_ms: 600_000,  # Override profile TTL
    tags: ["products", "inventory"]
  ])
Cache Key Generation
Lotus generates cache keys based on:
	SQL statement - The actual query text
	Parameters - Query parameters and variable values
	Repository - Which database the query targets
	Search path - PostgreSQL schema search path
	Lotus version - Ensures cache invalidation across version upgrades

This ensures that different queries, even with slight variations, get separate cache entries.
Schema Function Caching
All Lotus schema introspection functions are automatically cached:
	Lotus.list_tables/2 - Lists tables and views in database
	Lotus.get_table_schema/3 - Gets column information for tables  
	Lotus.get_table_stats/3 - Gets row counts and table statistics
	Lotus.list_relations/2 - Lists tables with schema information

Default Cache Behavior
Schema functions use different cache profiles by default:
# Schema metadata - uses :schema profile (1 hour TTL)
{:ok, tables} = Lotus.list_tables("postgres")
{:ok, schema} = Lotus.get_table_schema("postgres", "users")
{:ok, relations} = Lotus.list_relations("postgres")

# Table statistics - uses :results profile (30 seconds TTL)  
{:ok, stats} = Lotus.get_table_stats("postgres", "users")
Why different profiles?
	Schema metadata (tables, columns) changes rarely, so longer caching (1 hour) is safe
	Table statistics (row counts) change frequently, so shorter caching (30 seconds) keeps data fresh

Schema Cache Options
Schema functions support all cache modes and options:
# Bypass cache for fresh data
{:ok, tables} = Lotus.list_tables("postgres", cache: :bypass)

# Refresh cache with latest data  
{:ok, schema} = Lotus.get_table_schema("postgres", "users", cache: :refresh)

# Use custom profile
{:ok, stats} = Lotus.get_table_stats("postgres", "users", 
  cache: [profile: :options])  # 5 minute TTL

# Override TTL
{:ok, relations} = Lotus.list_relations("postgres",
  cache: [ttl_ms: 600_000])  # 10 minutes

# Add tags for invalidation
{:ok, schema} = Lotus.get_table_schema("postgres", "products",
  cache: [tags: ["schema:products", "metadata"]])
Schema Cache Invalidation
Schema information is automatically tagged for selective invalidation:
# After schema changes (migrations, table creation, etc.)
Lotus.Cache.invalidate_tags(["repo:postgres", "schema:list_tables"])

# After specific table changes
Lotus.Cache.invalidate_tags(["table:public.users"])
Automatic tags added:
	"repo:#{repo_name}" - Repository-specific data
	"schema:#{function_name}" - Function-specific data  
	"table:#{schema}.#{table}" - Table-specific data (when applicable)

Working with run_query
Saved queries (run_query) support all the same cache options:
# Automatic caching based on configuration
{:ok, result} = Lotus.run_query(query_id)

# Bypass cache
{:ok, result} = Lotus.run_query(query_id, cache: :bypass)

# Use specific profile
{:ok, result} = Lotus.run_query(query_id, cache: [profile: :reports])

# Tag for invalidation
{:ok, result} = Lotus.run_query(query_id,
  cache: [tags: ["query:#{query_id}", "dashboard"]])
Cache Management
Manual Cache Invalidation
Invalidate cache entries by tags:
# Invalidate specific entries
Lotus.Cache.invalidate_tags(["user:123"])

# Invalidate multiple tags
Lotus.Cache.invalidate_tags(["user_data", "reports", "dashboard"])
Automatic Tagging
Lotus automatically adds these tags to cached entries:
	"query:#{query_id}" - For run_query calls
	"repo:#{repo_name}" - For the database repository used
	"schema:#{function_name}" - For Schema function calls (list_tables, get_table_schema, etc.)
	"table:#{schema}.#{table}" - For table-specific Schema operations

You can add your own tags in addition to these automatic ones.
Performance Considerations
Cache Effectiveness
Monitor cache effectiveness by observing query performance improvements and application response times. Future versions may include cache statistics and telemetry integration.
Memory Usage
ETS cache memory grows with cached data. Consider:
	Appropriate TTLs - Don't cache data longer than needed
	Selective caching - Use :bypass for large result sets that aren't reused
	Size limits - Large cache entries are automatically rejected (default: 5MB, configurable)
	Regular cleanup - TTL-based expiration handles this automatically

Cache Warming
Pre-populate cache with commonly used queries:
# During application startup or scheduled jobs
{:ok, _} = Lotus.run_sql("SELECT * FROM lookup_tables", [], cache: :refresh)
{:ok, _} = Lotus.run_query(dashboard_query_id, cache: :refresh)
Best Practices
Profile Strategy
Lotus provides sensible defaults for the built-in profiles, but you can customize them based on your needs:
config :lotus,
  cache: [
    profiles: %{
      # Built-in profiles (customize as needed)
      results: [ttl_ms: 30_000],      # Default: 60s - Fast-changing data
      options: [ttl_ms: 300_000],     # Default: 5m - Reference data  
      schema: [ttl_ms: 3_600_000],    # Default: 1h - Schema information

      # Add custom profiles for specific use cases
      reports: [ttl_ms: 1_800_000]    # 30 minutes - Business reports
    }
  ]
Default TTL Guidelines:
	:results (60s) - Query results, user data, transactional information
	:options (5m) - Dropdown options, lookup tables, reference data  
	:schema (1h) - Database schema, table structure, metadata

Tagging Strategy
# User-specific data
cache: [tags: ["user:#{user_id}", "user_data"]]

# Feature-specific data
cache: [tags: ["dashboard", "reports"]]

# Entity-specific data
cache: [tags: ["product:#{product_id}", "inventory"]]
When to Use Each Mode
	Default mode: Most queries - let cache system optimize automatically
	:bypass mode: Real-time data, large one-off queries, testing
	:refresh mode: After data updates, scheduled cache warming, manual refresh

Cache Invalidation
# After updating user data
User.update(user, %{name: "New Name"})
Lotus.Cache.invalidate_tags(["user:#{user.id}"])

# After bulk data updates
Products.bulk_update()
Lotus.Cache.invalidate_tags(["products", "inventory"])

# After schema changes (migrations, DDL operations)
Ecto.Migrator.run(MyApp.Repo, :up, all: true)
Lotus.Cache.invalidate_tags(["repo:postgres", "schema:list_tables"])

# After table-specific changes
alter table(:users) do
  add :new_column, :string
end
Lotus.Cache.invalidate_tags(["table:public.users"])
Troubleshooting
Cache Not Working
	Check OTP setup: Ensure Lotus is started in your supervision tree - cache backends need to be running
	Check configuration: Ensure cache adapter is properly configured
	Verify identical queries: Cache keys are generated from exact SQL + params
	Check TTL: Ensure cache hasn't expired between calls

Common Error: ** (ArgumentError) argument error or :noproc errors usually indicate the cache backend process isn't running. Add Lotus to your application's supervision tree.
Memory Issues
	Review TTL settings: Shorter TTLs = less memory usage
	Use selective caching: Don't cache large result sets unnecessarily
	Monitor cache size: Check ETS table memory usage

Performance Issues
	Cache hit ratio: Low hit ratio may indicate poor cache strategy
	TTL tuning: Balance between data freshness and cache effectiveness
	Query optimization: Cache works best with optimized queries
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    Contributing to Lotus

Thank you for your interest in contributing to Lotus! This guide will help you get started with development and explain our contribution process.
Getting Started
Prerequisites
	Elixir 1.16 or later
	OTP 25 or later
	PostgreSQL 13 or later (for main development database)
	SQLite 3 (for multi-database testing)
	Git

Development Setup
	Fork and clone the repository
git clone https://github.com/typhoonworks/lotus.git
cd lotus


	Install dependencies
mix deps.get


	Set up the development databases
# Start PostgreSQL (if not running)
# Then create and migrate the databases
mix ecto.setup

This creates:
	PostgreSQL database (lotus_dev) with both Lotus tables and test data tables
	SQLite database (lotus_dev.db) with e-commerce sample data


	Run the tests
# Run all tests
mix test

# Run PostgreSQL-specific tests
mix test --exclude sqlite

# Run SQLite-specific tests  
mix test --only sqlite


	Start exploring with interactive development
iex -S mix

The development environment automatically starts both PostgreSQL and SQLite repos for testing. You can immediately start experimenting:
# Test PostgreSQL functionality
Lotus.run_sql("SELECT COUNT(*) FROM users", [], repo: "postgres")

# Test SQLite functionality
Lotus.run_sql("SELECT COUNT(*) FROM products", [], repo: "sqlite")

# Create and run queries
{:ok, query} = Lotus.create_query(%{
  name: "Test Query",
  statement: "SELECT 1 as test"
})
Lotus.run_query(query)


Development Workflow
Making Changes
	Create a feature branch
git checkout -b feature/your-feature-name


	Make your changes
	Follow the existing code style
	Add tests for new functionality
	Update documentation as needed


	Test your changes
# Run all tests
mix test

# Run specific test files
mix test test/lotus/storage_test.exs

# Run with coverage
mix test --cover


	Ensure code quality
# Format code
mix format

# Run static analysis
mix dialyzer

# Run linting (if available)
mix lint


	Commit your changes
git add .
git commit -m "Add feature: your feature description"


	Push and create a pull request
git push origin feature/your-feature-name



Code Style Guidelines
Elixir Style
	Use mix format to ensure consistent formatting
	Keep lines under 100 characters when possible
	Use descriptive variable and function names

Documentation
	All public functions must have @doc strings
	Use @spec for type specifications
	Include examples in documentation when helpful

@doc """
Creates a new query with the given attributes.

## Parameters

  * `attrs` - A map containing query attributes

## Returns

  * `{:ok, query}` - Successfully created query
  * `{:error, changeset}` - Validation or database errors

## Examples

    iex> Lotus.create_query(%{name: "User Count", statement: "SELECT COUNT(*) FROM users"})
    {:ok, %Lotus.Storage.Query{}}

"""
@spec create_query(map()) :: {:ok, Query.t()} | {:error, Ecto.Changeset.t()}
def create_query(attrs) do
  # Implementation
end
Testing
	Write tests for all new functionality
	Use descriptive test names
	Group related tests with describe blocks
	Include both happy path and error case tests

describe "create_query/1" do
  test "creates query with valid attributes" do
    attrs = %{name: "Test Query", statement: "SELECT 1"}

    assert {:ok, query} = Lotus.create_query(attrs)
    assert query.name == "Test Query"
  end

  test "returns error with invalid attributes" do
    attrs = %{name: "", statement: "SELECT 1"}

    assert {:error, changeset} = Lotus.create_query(attrs)
    assert "can't be blank" in errors_on(changeset).name
  end
end
Types of Contributions
Bug Reports
When reporting bugs, please include:
	Environment: Elixir version, OTP version, database type and version
	Steps to reproduce: Clear, step-by-step instructions
	Expected behavior: What you expected to happen
	Actual behavior: What actually happened
	Error messages: Full error messages and stack traces
	Code samples: Minimal code that reproduces the issue

Feature Requests
For new features, please include:
	Problem description: What problem does this solve?
	Proposed solution: How would you like it to work?
	Alternatives considered: What other approaches did you consider?
	Examples: Show how the feature would be used

Code Contributions
We welcome contributions of all sizes! Here are some areas where help is especially appreciated:
Good First Issues
	Documentation improvements
	Additional test coverage
	Small bug fixes
	Code formatting and style improvements

Medium Complexity
	New configuration options
	Performance optimizations
	Additional query validation features
	Enhanced error messages

Advanced Features
	Additional cache backends (Redis, Memcached, distributed caching)
	Cache statistics and telemetry integration (Lotus.Cache.stats())
	Query performance monitoring and metrics
	Advanced security features
	Table visibility rule enhancements

Pull Request Process
Before Submitting
	Check existing issues: Make sure your change isn't already being worked on
	Discuss large changes: Open an issue to discuss major features or breaking changes
	Update documentation: Include relevant documentation updates
	Add tests: Ensure your changes are well-tested
	Follow conventions: Match the existing code style and patterns

Pull Request Template
When creating a pull request, please include:
## Description
Brief description of the changes

## Type of Change
- [ ] Bug fix
- [ ] New feature
- [ ] Documentation update
- [ ] Performance improvement
- [ ] Refactoring

## Testing
- [ ] Tests pass locally
- [ ] New tests added for functionality
- [ ] Documentation updated

## Checklist
- [ ] Code follows project style guidelines
- [ ] Self-review completed
- [ ] Comments added for complex logic
- [ ] Corresponding documentation updated
Review Process
	Automated checks: CI will run tests and style checks
	Code review: Maintainers will review your changes
	Feedback: Address any requested changes
	Approval: Once approved, changes will be merged

Development Guidelines
Database Changes
When making changes that affect the database:
	Create migrations: Use Lotus.Migrations for schema changes
	Test migrations: Ensure migrations work both up and down on PostgreSQL and SQLite
	Update version: Bump the migration version appropriately
	Test multi-database: Verify changes work with both PostgreSQL and SQLite adapters

Testing Multi-Database Features
When working on features that affect multiple database types:
# Test against PostgreSQL
mix test --exclude sqlite

# Test against SQLite  
mix test --only sqlite

# Test table visibility across adapters
mix test test/lotus/visibility_test.exs

# Test data repo functionality
mix test test/lotus/data_repo_test.exs

Caching Features
When working on caching-related features:
# Test cache functionality
mix test test/lotus/cache_test.exs

# Test cache integration
mix test test/integration/caching_test.exs

# Test ETS adapter specifically
mix test test/lotus/cache/ets_test.exs

Contributing New Cache Backends:
To implement a new cache backend (Redis, Memcached, etc.):
	Implement the behaviour: Create a module that implements Lotus.Cache
	Required callbacks: get_or_store/4, put/4, invalidate_tags/1
	Add tests: Create comprehensive tests following the ETS adapter pattern
	Add to documentation: Update configuration guides and examples
	Consider dependencies: Keep external dependencies optional when possible

Cache Telemetry and Statistics:
The caching system would benefit from:
	Cache hit/miss ratios
	Memory usage tracking
	TTL effectiveness metrics
	Tag invalidation statistics

API Changes
For changes to the public API:
	Backward compatibility: Avoid breaking existing functionality
	Deprecation process: Deprecate before removing functionality
	Documentation: Update all relevant documentation
	Examples: Update examples in guides

Performance Considerations
	Benchmark changes: Use :timer.tc/1 or benchmarking tools for performance-critical changes
	Memory usage: Be mindful of memory allocation in hot paths
	Database queries: Optimize query patterns and avoid N+1 queries

Release Process
Versioning
Lotus follows Semantic Versioning:
	Major (1.0.0): Breaking changes
	Minor (0.2.0): New features, backward compatible
	Patch (0.0.1): Bug fixes, backward compatible

Changelog
All notable changes are documented in CHANGELOG.md:
	Added: New features
	Changed: Changes in existing functionality
	Deprecated: Soon-to-be removed features
	Removed: Removed features
	Fixed: Bug fixes
	Security: Security improvements

Community Guidelines
Code of Conduct
We are committed to providing a welcoming and inspiring community for all. Please:
	Be respectful: Treat everyone with respect and kindness
	Be inclusive: Welcome newcomers and help them get started
	Be constructive: Provide helpful feedback and suggestions
	Be patient: Remember that everyone has different experience levels

Communication
	GitHub Issues: For bug reports, feature requests, and discussions
	Pull Requests: For code contributions and reviews
	Discussions: For general questions and community interaction

Getting Help
If you need help:
	Check the documentation: Start with the guides and API documentation
	Search existing issues: Your question might already be answered
	Ask in discussions: Use GitHub Discussions for general questions
	Open an issue: For specific bugs or feature requests

Recognition
Contributors are recognized in:
	CONTRIBUTORS.md: List of all contributors
	Release notes: Acknowledgment in release announcements
	Documentation: Attribution for significant documentation contributions

License
By contributing to Lotus, you agree that your contributions will be licensed under the same license as the project (MIT License).

Thank you for contributing to Lotus! Your help makes this project better for everyone.
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Callback implementation for NimbleCSV.parse_enumerable/2.

  



    

  
    
      
    
    
      parse_stream(stream, opts \\ [])



        
          
        

    

  


  

Callback implementation for NimbleCSV.parse_stream/2.

  



    

  
    
      
    
    
      parse_string(string, opts \\ [])



        
          
        

    

  


  

Callback implementation for NimbleCSV.parse_string/2.

  



  
    
      
    
    
      to_line_stream(stream)



        
          
        

    

  


  

Callback implementation for NimbleCSV.to_line_stream/1.

  


        

      


  

  
    
    Lotus.CacheCase - Lotus v0.9.2
    
    

    


  
  

    
Lotus.CacheCase 
    



      
This module defines the setup for cache-related tests.
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This module defines the setup for tests requiring
access to the application's data layer.
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Test fixtures for database tests.
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Creates a query fixture for testing.
Examples
query = query_fixture()
query = query_fixture(%{name: "Custom Query"})
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Represents a single static option for a QueryVariable select widget.
Normalizes both simple strings and {value, label} tuples to a consistent format.
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  value: String.t()
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Creates a StaticOption from various input formats.
Examples
iex> StaticOption.from_input("simple")
%StaticOption{value: "simple", label: "simple"}

iex> StaticOption.from_input({"val", "Label"})
%StaticOption{value: "val", label: "Label"}

iex> StaticOption.from_input(%{"value" => "val", "label" => "Label"})
%StaticOption{value: "val", label: "Label"}
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Mock cache adapter for testing that doesn't support invalidate_tags.
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Lotus is a lightweight Elixir library for saving and executing read-only SQL queries.
This module provides the main public API, orchestrating between:
	Storage: Query persistence and management
	Runner: SQL execution with safety checks
	Migrations: Database schema management

Configuration
Add to your config:
config :lotus,
  repo: MyApp.Repo,
  primary_key_type: :id,    # or :binary_id
  foreign_key_type: :id     # or :binary_id
Usage
# Create and save a query with variables
{:ok, query} = Lotus.create_query(%{
  name: "Active Users",
  statement: "SELECT * FROM users WHERE active = {{is_active}}",
  variables: [
    %{name: "is_active", type: :text, label: "Is Active", default: "true"}
  ],
  search_path: "reporting, public"
})

# Execute a saved query
{:ok, results} = Lotus.run_query(query)

# Execute SQL directly (read-only)
{:ok, results} = Lotus.run_sql("SELECT * FROM products WHERE price > $1", [100])
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        Checks if a query can be run with the provided variables.
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        Returns the default data repository as a {name, module} tuple.
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        Deletes a saved query.



    


    
      
        get_data_repo!(name)

      


        Gets a data repository by name.
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        Gets a single query by ID. Returns nil if not found.
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        Gets a single query by ID. Raises if not found.
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        Gets the schema for a specific table.
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        Gets statistics for a specific table.
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        Lists the names of all configured data repositories.
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        Lists all saved queries.
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        Lists all relations (tables with schema information) in a data repository.
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        Lists all schemas in the given repository.
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        Lists all tables in a data repository.



    


    
      
        repo()

      


        Returns the configured Ecto repository where Lotus stores query definitions.
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        Run a saved query (by struct or id).



    


    
      
        run_sql(sql, params \\ [], opts \\ [])

      


        Run ad-hoc SQL (bypassing storage), still read-only and sandboxed.
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        Returns whether unique query names are enforced.
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          @type cache_opt() ::
  :bypass
  | :refresh
  | {:ttl_ms, non_neg_integer()}
  | {:profile, atom()}
  | {:tags, [binary()]}
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          @type opts() :: [
  timeout: non_neg_integer(),
  statement_timeout_ms: non_neg_integer(),
  read_only: boolean(),
  search_path: binary() | nil,
  repo: binary() | nil,
  vars: map(),
  cache: [cache_opt()] | :bypass | :refresh | nil,
  window: window_opts()
]
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          @type window_count_mode() :: :none | :exact
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          @type window_opts() :: [
  limit: pos_integer(),
  offset: non_neg_integer(),
  count: window_count_mode()
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          @spec can_run?(Lotus.Storage.Query.t(), opts()) :: boolean()


      


Checks if a query can be run with the provided variables.
Returns true if all required variables have values (either from defaults
or supplied vars), false otherwise.
Examples
# Query with all required variables having defaults
Lotus.can_run?(query)
# => true

# Query missing required variables
Lotus.can_run?(query)
# => false

# Query with runtime variable overrides
Lotus.can_run?(query, vars: %{"user_id" => 123})
# => true (if user_id was the missing variable)
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Creates a new saved query.
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Returns all configured data repositories.
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Returns the default data repository as a {name, module} tuple.
	If there's only one data repo configured, returns it
	If multiple repos are configured and default_repo is set, returns that repo
	If multiple repos are configured without default_repo, raises an error
	If no data repos are configured, raises an error
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Deletes a saved query.

  



  
    
      
    
    
      get_data_repo!(name)



        
          
        

    

  


  

Gets a data repository by name.
Raises if the repository is not configured.
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Gets a single query by ID. Returns nil if not found.
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Gets a single query by ID. Raises if not found.
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Gets the schema for a specific table.
Examples
{:ok, schema} = Lotus.get_table_schema("primary", "users")
{:ok, schema} = Lotus.get_table_schema("postgres", "customers", schema: "reporting")
{:ok, schema} = Lotus.get_table_schema(MyApp.DataRepo, "products", search_path: "analytics, public")
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Gets statistics for a specific table.
Examples
{:ok, stats} = Lotus.get_table_stats("primary", "users")
{:ok, stats} = Lotus.get_table_stats("postgres", "customers", schema: "reporting")
# Returns %{row_count: 1234}
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Lists the names of all configured data repositories.
Useful for building UI dropdowns.
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Lists all saved queries.
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Lists all relations (tables with schema information) in a data repository.
Examples
{:ok, relations} = Lotus.list_relations("postgres", search_path: "reporting, public")
# Returns [{"reporting", "customers"}, {"public", "users"}, ...]
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Lists all schemas in the given repository.
Returns a list of schema names. For databases without schemas (like SQLite),
returns an empty list.
Examples
{:ok, schemas} = Lotus.list_schemas("postgres")
# Returns ["public", "reporting", ...]

{:ok, schemas} = Lotus.list_schemas("sqlite")
# Returns []
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Lists all tables in a data repository.
For databases with schemas (PostgreSQL), returns {schema, table} tuples.
For databases without schemas (SQLite), returns just table names as strings.
Examples
{:ok, tables} = Lotus.list_tables("postgres")
# Returns [{"public", "users"}, {"public", "posts"}, ...]

{:ok, tables} = Lotus.list_tables("postgres", search_path: "reporting, public")
# Returns [{"reporting", "customers"}, {"public", "users"}, ...]

{:ok, tables} = Lotus.list_tables("sqlite")
# Returns ["products", "orders", "order_items"]
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Returns the configured Ecto repository where Lotus stores query definitions.

  



    

  
    
      
    
    
      run_query(query_or_id, opts \\ [])



        
          
        

    

  


  

      

          @spec run_query(Lotus.Storage.Query.t() | term(), opts()) ::
  {:ok, Lotus.Result.t()} | {:error, term()}


      


Run a saved query (by struct or id).
Variables in the query statement (using {{variable_name}} syntax) are
substituted with values from the query's default variables and any runtime
overrides provided via the vars option.
Variable Resolution
Variables are resolved in this order:
	Runtime values from vars option (highest priority)
	Default values from the query's variable definitions
	If neither exists, raises an error for missing required variable

Examples
# Run query with default variable values
Lotus.run_query(query)

# Override variables at runtime
Lotus.run_query(query, vars: %{"min_age" => 25, "status" => "active"})

# Run with timeout and repo options
Lotus.run_query(query, timeout: 10_000, repo: MyApp.DataRepo)

# Run by query ID
Lotus.run_query(query_id, vars: %{"user_id" => 123})
Variable Types
Variables are automatically cast based on their type definition:
	:text - Used as-is (strings)
	:number - Cast from string to integer
	:date - Cast from ISO8601 string to Date struct

Windowed pagination
Pass window: [limit: pos_integer, offset: non_neg_integer, count: :none | :exact] to
return only a page of rows from the original query. When count: :exact, Lotus will
also compute SELECT COUNT(*) FROM (original_sql) and include meta.total_count in
the result. The num_rows field always reflects the number of rows in the returned page.

  



    

    

  
    
      
    
    
      run_sql(sql, params \\ [], opts \\ [])



        
          
        

    

  


  

      

          @spec run_sql(binary(), [any()],
  read_only: boolean(),
  statement_timeout_ms: non_neg_integer(),
  timeout: non_neg_integer(),
  search_path: binary() | nil,
  repo: atom() | binary(),
  window: window_opts()
) :: {:ok, Lotus.Result.t()} | {:error, term()}


      


Run ad-hoc SQL (bypassing storage), still read-only and sandboxed.
Examples
# Run against default configured repo
{:ok, result} = Lotus.run_sql("SELECT * FROM users")

# Run against specific repo
{:ok, result} = Lotus.run_sql("SELECT * FROM products", [], repo: MyApp.DataRepo)

# With parameters
{:ok, result} = Lotus.run_sql("SELECT * FROM users WHERE id = $1", [123])

# With search_path for schema resolution
{:ok, result} = Lotus.run_sql("SELECT * FROM users", [], search_path: "reporting, public")
Windowed pagination
Pass window: [limit: pos_integer, offset: non_neg_integer, count: :none | :exact] to
page results from the SQL. See run_query/2 for details. The cache key automatically
incorporates the window so different pages are cached independently.
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Returns whether unique query names are enforced.
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Updates an existing query.
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Returns the current version of Lotus.
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Configuration management for Lotus.
Handles loading and validating configuration from the application environment
using NimbleOptions.
Required Configuration
Lotus requires a storage repository where it will store query definitions:
config :lotus,
  ecto_repo: MyApp.Repo  # Where Lotus stores its query definitions
Data Repositories Configuration
Configure named data repositories that Lotus can execute queries against:
config :lotus,
  data_repos: %{
    "primary" => MyApp.Repo,
    "analytics" => MyApp.AnalyticsRepo,
    "warehouse" => MyApp.WarehouseRepo
  }
Visibility Configuration
Control which schemas and tables are accessible through Lotus with visibility rules:
config :lotus,
  # Schema-level rules (higher precedence)
  schema_visibility: %{
    postgres: [
      allow: ["public", ~r/^tenant_/],  # Only public + tenant schemas
      deny: ["legacy"]                  # Block legacy schema
    ],
    mysql: [
      # In MySQL, schemas = databases
      allow: ["app_db", "analytics_db"],
      deny: ["staging_db"]
    ]
  },

  # Table-level rules (lower precedence)
  table_visibility: %{
    default: [
      deny: ["user_passwords", "api_keys", ~r/^audit_/]
    ],
    postgres: [
      allow: [
        {"public", ~r/^dim_/},      # Dimension tables only
        {"analytics", ~r/.*/}       # All analytics tables
      ]
    ]
  }
Key Principle: Schema visibility gates table visibility. If a schema is denied,
all tables within it are blocked regardless of table-level rules.
Database-Specific Schema Behavior:
	PostgreSQL: True namespaced schemas within a database (public, reporting, etc.)
	MySQL: Schemas = Databases (when you connect to MySQL, you can access multiple databases)
	SQLite: Schema-less (visibility rules don't apply)

See the Visibility Guide for detailed configuration examples.
Optional Configuration
config :lotus,
  default_repo: "primary",       # Default data repo for queries
  unique_names: false            # Defaults to true

      


      
        Summary


  
    Types
  


    
      
        cache_config()

      


    


    
      
        t()

      


    





  
    Functions
  


    
      
        all()

      


        Returns the entire validated configuration as a map.



    


    
      
        cache_adapter()

      


        Returns cache adapter module if configured.



    


    
      
        cache_config()

      


        Returns the cache configuration.



    


    
      
        cache_namespace()

      


        Returns the cache namespace.



    


    
      
        cache_profile_settings(profile_name)

      


        Returns cache settings for a specific profile.



    


    
      
        data_repos()

      


        Returns the configured data repositories.



    


    
      
        default_cache_profile()

      


        Returns the globally configured default cache profile.



    


    
      
        default_data_repo()

      


        Returns the default data repository as a {name, module} tuple.



    


    
      
        default_page_size()

      


        Returns the globally configured default page size for windowed pagination, if any.



    


    
      
        get(key)

      


        Gets a configuration value by key.



    


    
      
        get_data_repo!(name)

      


        Gets a data repository by name.



    


    
      
        list_data_repo_names()

      


        Lists the names of all configured data repositories.



    


    
      
        load!(opts \\ get_lotus_config())

      


        Loads and validates the Lotus configuration.



    


    
      
        repo!()

      


        Returns the configured Ecto repository.



    


    
      
        rules_for_repo_name(repo_name)

      


        Returns table visibility rules for a specific repository.



    


    
      
        schema_rules_for_repo_name(repo_name)

      


        Returns schema visibility rules for a specific repository.



    


    
      
        unique_names?()

      


        Returns whether unique query names are enforced.



    





      


      
        Types


        


  
    
      
    
    
      cache_config()



        
          
        

    

  


  

      

          @type cache_config() :: %{
  adapter: module() | nil,
  namespace: String.t(),
  profiles: %{required(atom()) => keyword()},
  compress: boolean(),
  max_bytes: non_neg_integer(),
  lock_timeout: non_neg_integer(),
  default_ttl_ms: non_neg_integer(),
  default_profile: atom()
}


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %{
  ecto_repo: module(),
  unique_names: boolean(),
  data_repos: %{required(String.t()) => module()},
  default_repo: String.t() | nil,
  default_page_size: pos_integer() | nil,
  table_visibility: map(),
  schema_visibility: map(),
  cache: cache_config()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      all()



        
          
        

    

  


  

      

          @spec all() :: t() | keyword()


      


Returns the entire validated configuration as a map.
Useful for debugging or inspection.

  



  
    
      
    
    
      cache_adapter()



        
          
        

    

  


  

      

          @spec cache_adapter() :: {:ok, module()} | :error


      


Returns cache adapter module if configured.

  



  
    
      
    
    
      cache_config()



        
          
        

    

  


  

      

          @spec cache_config() :: cache_config() | nil


      


Returns the cache configuration.

  



  
    
      
    
    
      cache_namespace()



        
          
        

    

  


  

      

          @spec cache_namespace() :: String.t()


      


Returns the cache namespace.

  



  
    
      
    
    
      cache_profile_settings(profile_name)



        
          
        

    

  


  

      

          @spec cache_profile_settings(atom()) :: keyword()


      


Returns cache settings for a specific profile.
Falls back to built-in defaults for :results, :schema, and :options profiles.
Users can override these defaults in their configuration.

  



  
    
      
    
    
      data_repos()



        
          
        

    

  


  

      

          @spec data_repos() :: %{required(String.t()) => module()}


      


Returns the configured data repositories.

  



  
    
      
    
    
      default_cache_profile()



        
          
        

    

  


  

      

          @spec default_cache_profile() :: atom()


      


Returns the globally configured default cache profile.
Falls back to :results if none configured.

  



  
    
      
    
    
      default_data_repo()



        
          
        

    

  


  

      

          @spec default_data_repo() :: {String.t(), module()}


      


Returns the default data repository as a {name, module} tuple.
	If default_repo is configured, returns that repo
	If default_repo is not configured, returns the first available repo
	If no data repos are configured, raises an error


  



  
    
      
    
    
      default_page_size()



        
          
        

    

  


  

      

          @spec default_page_size() :: pos_integer() | nil


      


Returns the globally configured default page size for windowed pagination, if any.
When nil, Lotus uses its built-in default page size.

  



  
    
      
    
    
      get(key)



        
          
        

    

  


  

      

          @spec get(atom()) :: any()


      


Gets a configuration value by key.
Returns the configuration for the given key from the application environment.

  



  
    
      
    
    
      get_data_repo!(name)



        
          
        

    

  


  

      

          @spec get_data_repo!(String.t()) :: module()


      


Gets a data repository by name.
Returns the repo module or raises if not found.

  



  
    
      
    
    
      list_data_repo_names()



        
          
        

    

  


  

      

          @spec list_data_repo_names() :: [String.t()]


      


Lists the names of all configured data repositories.

  



    

  
    
      
    
    
      load!(opts \\ get_lotus_config())



        
          
        

    

  


  

      

          @spec load!(keyword()) :: t() | keyword()


      


Loads and validates the Lotus configuration.
Raises ArgumentError if the configuration is invalid.

  



  
    
      
    
    
      repo!()



        
          
        

    

  


  

      

          @spec repo!() :: module()


      


Returns the configured Ecto repository.

  



  
    
      
    
    
      rules_for_repo_name(repo_name)



        
          
        

    

  


  

      

          @spec rules_for_repo_name(String.t()) :: keyword()


      


Returns table visibility rules for a specific repository.
Falls back to default rules if repo-specific rules are not configured.

  



  
    
      
    
    
      schema_rules_for_repo_name(repo_name)



        
          
        

    

  


  

      

          @spec schema_rules_for_repo_name(String.t()) :: keyword()


      


Returns schema visibility rules for a specific repository.
Falls back to default rules if repo-specific rules are not configured.

  



  
    
      
    
    
      unique_names?()



        
          
        

    

  


  

      

          @spec unique_names?() :: boolean()


      


Returns whether unique query names are enforced.
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Lotus.Value 
    



      
Central value normalization for JSON/CSV/UI display.
This module provides a unified interface for normalizing database values
for different output formats while keeping the underlying normalization
logic centralized in the Export.Value module.

      


      
        Summary


  
    Functions
  


    
      
        for_json(value)

      


        Normalizes a value for JSON export, preserving appropriate types.



    


    
      
        to_csv_string(value)

      


        Normalizes a value for CSV export, converting to a string representation.



    


    
      
        to_display_string(value)

      


        Normalizes a value for UI display, converting to a readable string representation.



    





      


      
        Functions


        


  
    
      
    
    
      for_json(value)



        
          
        

    

  


  

      

          @spec for_json(term()) :: term()


      


Normalizes a value for JSON export, preserving appropriate types.

  



  
    
      
    
    
      to_csv_string(value)



        
          
        

    

  


  

      

          @spec to_csv_string(term()) :: String.t()


      


Normalizes a value for CSV export, converting to a string representation.

  



  
    
      
    
    
      to_display_string(value)



        
          
        

    

  


  

      

          @spec to_display_string(term()) :: String.t()


      


Normalizes a value for UI display, converting to a readable string representation.
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Lotus.Storage 
    



      
Storage operations for Lotus queries.
Handles CRUD operations for persisting and retrieving queries.

      


      
        Summary


  
    Types
  


    
      
        attrs()

      


    


    
      
        changeset_error()

      


    


    
      
        id()

      


    


    
      
        query_list()

      


    





  
    Functions
  


    
      
        create_query(attrs)

      


        Creates a new query.



    


    
      
        delete_query(query)

      


        Deletes a query.



    


    
      
        get_query(id)

      


        Gets a single query by ID.



    


    
      
        get_query!(id)

      


        Gets a single query by ID.



    


    
      
        list_queries()

      


        Lists all queries from the database.



    


    
      
        list_queries_by(opts \\ [])

      


        Lists queries with filtering search term.



    


    
      
        run(q, opts \\ [])

      


        Run a saved query directly from Storage.



    


    
      
        update_query(query, attrs)

      


        Updates a query.



    





      


      
        Types


        


  
    
      
    
    
      attrs()



        
          
        

    

  


  

      

          @type attrs() :: map()


      



  



  
    
      
    
    
      changeset_error()



        
          
        

    

  


  

      

          @type changeset_error() :: Ecto.Changeset.t()


      



  



  
    
      
    
    
      id()



        
          
        

    

  


  

      

          @type id() :: integer() | binary()


      



  



  
    
      
    
    
      query_list()



        
          
        

    

  


  

      

          @type query_list() :: [Lotus.Storage.Query.t()]


      



  


        

      

      
        Functions


        


  
    
      
    
    
      create_query(attrs)



        
          
        

    

  


  

      

          @spec create_query(attrs()) ::
  {:ok, Lotus.Storage.Query.t()} | {:error, changeset_error()}


      


Creates a new query.
Examples
iex> create_query(%{name: "Users", statement: "SELECT * FROM users"})
{:ok, %Query{}}

iex> create_query(%{})
{:error, %Ecto.Changeset{}}

  



  
    
      
    
    
      delete_query(query)



        
          
        

    

  


  

      

          @spec delete_query(Lotus.Storage.Query.t()) ::
  {:ok, Lotus.Storage.Query.t()} | {:error, changeset_error()}


      


Deletes a query.
Examples
iex> delete_query(query)
{:ok, %Query{}}

  



  
    
      
    
    
      get_query(id)



        
          
        

    

  


  

      

          @spec get_query(id()) :: Lotus.Storage.Query.t() | nil


      


Gets a single query by ID.
Returns nil if the Query does not exist.

  



  
    
      
    
    
      get_query!(id)



        
          
        

    

  


  

      

          @spec get_query!(id()) :: Lotus.Storage.Query.t() | no_return()


      


Gets a single query by ID.
Raises Ecto.NoResultsError if the Query does not exist.

  



  
    
      
    
    
      list_queries()



        
          
        

    

  


  

      

          @spec list_queries() :: query_list()


      


Lists all queries from the database.
Returns a list of Query structs.

  



    

  
    
      
    
    
      list_queries_by(opts \\ [])



        
          
        

    

  


  

      

          @spec list_queries_by(keyword()) :: [Lotus.Storage.Query.t()]


      


Lists queries with filtering search term.
Options
	:search - Search term to match against query names (case insensitive)

Examples
iex> list_queries_by(search: "user")
[%Query{}, ...]

  



    

  
    
      
    
    
      run(q, opts \\ [])



        
          
        

    

  


  

      

          @spec run(
  Lotus.Storage.Query.t(),
  keyword()
) :: {:ok, Lotus.Result.t()} | {:error, term()}


      


Run a saved query directly from Storage.
This is a convenience function that delegates to Lotus.run_query/2.
Examples
query = get_query!(123)
{:ok, result} = run(query, statement_timeout_ms: 3_000)

  



  
    
      
    
    
      update_query(query, attrs)



        
          
        

    

  


  

      

          @spec update_query(Lotus.Storage.Query.t(), attrs()) ::
  {:ok, Lotus.Storage.Query.t()} | {:error, changeset_error()}


      


Updates a query.
Examples
iex> update_query(query, %{name: "New Name"})
{:ok, %Query{}}

iex> update_query(query, %{name: ""})
{:error, %Ecto.Changeset{}}
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Lotus.Storage.Query 
    



      
Represents a saved Lotus query.
Queries can be stored, updated, listed, and executed by the host app.
Supports {{var}} placeholders in the SQL statement for value substitution
only. Variables are bound at runtime using configured variables and are only
safe for SQL values (WHERE clauses, ORDER BY values, etc.), never for
identifiers like table names, column names, or schema names.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        changeset(query, attrs)

      


    


    
      
        extract_variables_from_statement(statement)

      


        Extracts unique variable names from an SQL statement in order of first occurrence.



    


    
      
        new(attrs)

      


    


    
      
        to_sql_params(q, supplied_vars \\ %{})

      


    


    
      
        update(query, attrs)

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Lotus.Storage.Query{
  __meta__: term(),
  data_repo: String.t() | nil,
  description: String.t() | nil,
  id: term(),
  inserted_at: DateTime.t(),
  name: String.t(),
  search_path: String.t() | nil,
  statement: String.t(),
  updated_at: DateTime.t(),
  variables: [Lotus.Storage.QueryVariable.t()]
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      changeset(query, attrs)



        
          
        

    

  


  


  



  
    
      
    
    
      extract_variables_from_statement(statement)



        
          
        

    

  


  

      

          @spec extract_variables_from_statement(String.t()) :: [String.t()]


      


Extracts unique variable names from an SQL statement in order of first occurrence.
Variables are identified by the {{variable_name}} syntax.
Examples
iex> Lotus.Storage.Query.extract_variables_from_statement("SELECT * FROM users WHERE id = {{user_id}} AND status = {{status}}")
["user_id", "status"]

iex> Lotus.Storage.Query.extract_variables_from_statement("SELECT * FROM users WHERE id = {{user_id}} OR id = {{user_id}}")
["user_id"]

iex> Lotus.Storage.Query.extract_variables_from_statement("SELECT * FROM users")
[]

  



  
    
      
    
    
      new(attrs)



        
          
        

    

  


  


  



    

  
    
      
    
    
      to_sql_params(q, supplied_vars \\ %{})



        
          
        

    

  


  

      

          @spec to_sql_params(t(), map()) :: {String.t(), [term()]}


      



  



  
    
      
    
    
      update(query, attrs)
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Lotus.Storage.QueryVariable 
    



      
Represents a variable placeholder ({{var}}) used inside a Lotus query.
Each variable defines:
	:name   — the identifier used in the SQL statement
	:type   — how the value is interpreted (text, number, date)
	:widget — how the value should be collected in the UI (input, select)
	:label  — a human-friendly label shown in the UI
	:default — fallback value if none is provided
	:static_options — hardcoded list of allowed values (for selects)
Can be either a list of strings or a list of {value, label} tuples
	:options_query  — SQL to dynamically populate allowed values

Validation ensures that when a variable is configured as a :select
widget, it must have either :static_options or :options_query.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        changeset(variable, attrs \\ %{})

      


    


    
      
        get_option_source(arg1)

      


        Determines the source of options for a query variable.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Lotus.Storage.QueryVariable{
  default: String.t() | nil,
  label: String.t() | nil,
  name: String.t(),
  options_query: String.t() | nil,
  static_options: [Lotus.Storage.QueryVariable.StaticOption.t()],
  type: :text | :number | :date,
  widget: :input | :select | nil
}


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      changeset(variable, attrs \\ %{})



        
          
        

    

  


  


  



  
    
      
    
    
      get_option_source(arg1)



        
          
        

    

  


  

      

          @spec get_option_source(t()) :: :query | :static


      


Determines the source of options for a query variable.
Returns :query if the variable has a non-empty options_query,
otherwise returns :static.
Examples
iex> var = %Lotus.Storage.QueryVariable{options_query: "SELECT id, name FROM users"}
iex> Lotus.Storage.QueryVariable.get_option_source(var)
:query

iex> var = %Lotus.Storage.QueryVariable{options_query: "   "}
iex> Lotus.Storage.QueryVariable.get_option_source(var)
:static

iex> var = %Lotus.Storage.QueryVariable{static_options: ["a", "b"]}
iex> Lotus.Storage.QueryVariable.get_option_source(var)
:static

iex> var = %Lotus.Storage.QueryVariable{static_options: [{"val", "Label"}]}
iex> Lotus.Storage.QueryVariable.get_option_source(var)
:static

  


        

      


  

  
    
    Lotus.Preflight - Lotus v0.9.2
    
    

    


  
  

    
Lotus.Preflight 
    



      
SQL preflight authorization for Lotus.
Uses EXPLAIN to extract which tables/relations a query will access,
then checks those relations against visibility rules before execution.
This provides defense-in-depth by blocking queries that would access
denied tables, even if they're accessed through views or complex subqueries.

      


      
        Summary


  
    Functions
  


    
      
        authorize(repo, repo_name, sql, params, search_path \\ nil)

      


        Authorizes a SQL query by checking all relations it would access.



    





      


      
        Functions


        


    

  
    
      
    
    
      authorize(repo, repo_name, sql, params, search_path \\ nil)



        
          
        

    

  


  

      

          @spec authorize(module(), String.t(), String.t(), list(), String.t() | nil) ::
  :ok | {:error, String.t()}


      


Authorizes a SQL query by checking all relations it would access.
Uses EXPLAIN (without executing) to discover which tables the query
would touch, then validates each against the visibility rules.
Examples
authorize(MyRepo, "postgres", "SELECT * FROM users", [], nil)
#=> :ok

authorize(MyRepo, "postgres", "SELECT * FROM schema_migrations", [], "reporting, public")
#=> {:error, "Query touches a blocked table"}
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Lotus.Result 
    



      
Represents the result of a SQL query execution.
Contains the columns, rows, and metadata about the query result.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        new(columns, rows, opts \\ [])

      


        Creates a new Result from columns and rows.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Lotus.Result{
  columns: [String.t()],
  command: String.t() | nil,
  duration_ms: non_neg_integer() | nil,
  meta: map(),
  num_rows: non_neg_integer() | nil,
  rows: [[term()]]
}


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      new(columns, rows, opts \\ [])



        
          
        

    

  


  

Creates a new Result from columns and rows.
Examples
iex> Lotus.Result.new(["name", "age"], [["John", 25], ["Jane", 30]])
%Lotus.Result{
  columns: ["name", "age"],
  rows: [["John", 25], ["Jane", 30]],
  num_rows: 2,
  duration_ms: nil,
  command: nil,
  meta: %{}
}
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Lotus.Runner 
    



      
Read-only SQL execution with safety checks, param binding, and result shaping.

      


      
        Summary


  
    Types
  


    
      
        opts()

      


    


    
      
        params()

      


    


    
      
        query_result()

      


    


    
      
        repo()

      


    


    
      
        sql()

      


    





  
    Functions
  


    
      
        run_sql(repo, sql, params \\ [], opts \\ [])

      


    





      


      
        Types


        


  
    
      
    
    
      opts()



        
          
        

    

  


  

      

          @type opts() :: [
  timeout: non_neg_integer(),
  statement_timeout_ms: non_neg_integer(),
  read_only: boolean(),
  search_path: String.t() | nil
]


      



  



  
    
      
    
    
      params()



        
          
        

    

  


  

      

          @type params() :: list()


      



  



  
    
      
    
    
      query_result()



        
          
        

    

  


  

      

          @type query_result() :: Lotus.Result.t()


      



  



  
    
      
    
    
      repo()



        
          
        

    

  


  

      

          @type repo() :: module()


      



  



  
    
      
    
    
      sql()



        
          
        

    

  


  

      

          @type sql() :: String.t()


      



  


        

      

      
        Functions


        


    

    

  
    
      
    
    
      run_sql(repo, sql, params \\ [], opts \\ [])



        
          
        

    

  


  

      

          @spec run_sql(repo(), sql(), params(), opts()) ::
  {:ok, query_result()} | {:error, term()}
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Lotus.Export 
    



      
Export functionality for Lotus.Result to various formats.

      


      
        Summary


  
    Functions
  


    
      
        stream_csv(q, opts \\ [])

      


        Stream a CSV export for a Query by fetching pages of results.



    


    
      
        to_csv(result)

      


        Converts a Result struct to CSV format using NimbleCSV.
Returns iodata for efficient streaming.



    


    
      
        to_csv(q, opts \\ [])

      


        Runs a Query and converts the full, unpaginated result to CSV iodata.



    


    
      
        to_json(result)

      


        Converts a Result struct to JSON format.
Returns a binary string containing a JSON array of objects.



    


    
      
        to_jsonl(result)

      


        Converts a Result struct to JSONL (JSON Lines) format.
Returns a binary string with one JSON object per line.



    





      


      
        Functions


        


    

  
    
      
    
    
      stream_csv(q, opts \\ [])



        
          
        

    

  


  

      

          @spec stream_csv(
  Lotus.Storage.Query.t(),
  keyword()
) :: Enumerable.t()


      


Stream a CSV export for a Query by fetching pages of results.
Uses windowed pagination under the hood and outputs CSV iodata chunks. The
first yielded chunk contains the header row. Subsequent chunks contain rows.
Options:
	:page_size — page size used for windowed fetching (defaults to configured
Lotus default page size or 1000)
	Any Lotus.run_query/2 option such as :repo, :vars, :search_path.

Raises on execution errors during streaming.

  



  
    
      
    
    
      to_csv(result)



        
          
        

    

  


  

      

          @spec to_csv(Lotus.Result.t()) :: [binary() | iodata()]


      


Converts a Result struct to CSV format using NimbleCSV.
Returns iodata for efficient streaming.

  



  
    
      
    
    
      to_csv(q, opts \\ [])



        
          
        

    

  


  

      

          @spec to_csv(
  Lotus.Storage.Query.t(),
  keyword()
) :: [binary() | iodata()]


      


Runs a Query and converts the full, unpaginated result to CSV iodata.
Accepts a %Lotus.Storage.Query{} and Lotus options such as :repo, :vars,
and :search_path. Pagination is explicitly disabled (no window) to fetch all
matching rows.
Raises on execution errors.

  



  
    
      
    
    
      to_json(result)



        
          
        

    

  


  

      

          @spec to_json(Lotus.Result.t()) :: binary()


      


Converts a Result struct to JSON format.
Returns a binary string containing a JSON array of objects.

  



  
    
      
    
    
      to_jsonl(result)



        
          
        

    

  


  

      

          @spec to_jsonl(Lotus.Result.t()) :: binary()


      


Converts a Result struct to JSONL (JSON Lines) format.
Returns a binary string with one JSON object per line.

  


        

      


  

  
    
    Lotus.Export.Normalizer - Lotus v0.9.2
    
    

    


  
  

    
Lotus.Export.Normalizer protocol
    



      
Protocol for normalizing database values for export formats.

      


      
        Summary


  
    Types
  


    
      
        t()

      


        All the types that implement this protocol.



    





  
    Functions
  


    
      
        normalize(value)

      


        Normalize a value for export (JSON/CSV-safe)



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: term()


      


All the types that implement this protocol.

  


        

      

      
        Functions


        


  
    
      
    
    
      normalize(value)



        
          
        

    

  


  

      

          @spec normalize(t()) :: term()


      


Normalize a value for export (JSON/CSV-safe)

  


        

      


  

  
    
    Lotus.Export.Value - Lotus v0.9.2
    
    

    


  
  

    
Lotus.Export.Value 
    



      
Value normalization for export formats.
Handles various database types and edge cases for CSV and JSON export.

      


      
        Summary


  
    Functions
  


    
      
        for_json(value)

      


        Normalizes a value for JSON export, keeping appropriate types.



    


    
      
        to_csv_string(value)

      


        Normalizes a value for CSV export, converting to a string representation.



    


    
      
        to_display_string(value)

      


        Normalizes a value for display in UI, converting to a readable string representation.



    





      


      
        Functions


        


  
    
      
    
    
      for_json(value)



        
          
        

    

  


  

      

          @spec for_json(term()) :: term()


      


Normalizes a value for JSON export, keeping appropriate types.

  



  
    
      
    
    
      to_csv_string(value)



        
          
        

    

  


  

      

          @spec to_csv_string(term()) :: String.t()


      


Normalizes a value for CSV export, converting to a string representation.

  



  
    
      
    
    
      to_display_string(value)



        
          
        

    

  


  

      

          @spec to_display_string(term()) :: String.t()


      


Normalizes a value for display in UI, converting to a readable string representation.

  


        

      


  

  
    
    Lotus.Source - Lotus v0.9.2
    
    

    


  
  

    
Lotus.Source behaviour
    



      
Source behavior for database-specific operations.
Defines the interface that each database source adapter's operations module must implement.

      


      
        Summary


  
    Types
  


    
      
        repo()

      


    





  
    Callbacks
  


    
      
        builtin_denies(repo)

      


        Return the list of built-in deny rules for system tables and metadata relations
that should be hidden from the schema browser for this source.



    


    
      
        builtin_schema_denies(repo)

      


        Return the list of built-in schema denies that should be hidden from schema listing.



    


    
      
        default_schemas(repo)

      


        Return the default schemas for this source when no schema options are provided.



    


    
      
        execute_in_transaction(repo, function, keyword)

      


    


    
      
        format_error(any)

      


    


    
      
        get_table_schema(repo, schema, table)

      


        Gets the schema information for a specific table.



    


    
      
        handled_errors()

      


        List the exception modules that this source formats specially in format_error/1.



    


    
      
        limit_offset_placeholders(limit_index, offset_index)

      


        Return the SQL parameter placeholders for LIMIT and OFFSET clauses.



    


    
      
        list_schemas(repo)

      


        Lists all schemas in the given repository.



    


    
      
        list_tables(repo, schemas, include_views?)

      


        Lists all tables in the given repository for the specified schemas.



    


    
      
        param_placeholder(index, var, type)

      


        Return the SQL parameter placeholder string for a variable at a given index.



    


    
      
        resolve_table_schema(repo, table, schemas)

      


        Resolves which schema contains a table given a list of schemas to search.



    


    
      
        set_search_path(repo, t)

      


    


    
      
        set_statement_timeout(repo, non_neg_integer)

      


    





  
    Functions
  


    
      
        builtin_denies(repo)

      


        Returns the list of built-in deny rules for system tables and metadata relations.



    


    
      
        builtin_schema_denies(repo)

      


        Returns the list of built-in schema denies that should be hidden from schema listing.



    


    
      
        default_schemas(repo)

      


        Returns the default schemas for the given repository's source.



    


    
      
        execute_in_transaction(repo, fun, opts \\ [])

      


        Executes a function within a transaction with source-specific session management.



    


    
      
        format_error(error)

      


        Formats a database error into a consistent, human-readable string.



    


    
      
        get_table_schema(repo, schema, table)

      


        Gets the schema information for a specific table.



    


    
      
        limit_offset_placeholders(repo_or_name, limit_index, offset_index)

      


        Returns the source-specific SQL parameter placeholders for LIMIT and OFFSET clauses.



    


    
      
        list_schemas(repo)

      


        Lists all schemas in the given repository.



    


    
      
        list_tables(repo, schemas, include_views? \\ false)

      


        Lists all tables in the given repository for the specified schemas.



    


    
      
        param_placeholder(repo_or_name, index, var, type)

      


        Returns the source-specific SQL parameter placeholder to substitute
for {{var}} occurrences.



    


    
      
        resolve_table_schema(repo, table, schemas)

      


        Resolves which schema contains a table given a list of schemas to search.



    


    
      
        set_search_path(repo, path)

      


        Sets the search path (schema list) for the given repository,
if supported by the underlying source.



    


    
      
        set_statement_timeout(repo, ms)

      


        Sets the statement timeout (in milliseconds) for the given repository,
if supported by the underlying source.



    





      


      
        Types


        


  
    
      
    
    
      repo()



        
          
        

    

  


  

      

          @type repo() :: Ecto.Repo.t()


      



  


        

      

      
        Callbacks


        


  
    
      
    
    
      builtin_denies(repo)



        
          
        

    

  


  

      

          @callback builtin_denies(repo()) :: [
  {String.t() | nil | Regex.t(), String.t() | Regex.t()}
]


      


Return the list of built-in deny rules for system tables and metadata relations
that should be hidden from the schema browser for this source.
Each rule is a {schema_pattern, table_pattern} tuple where patterns can be
exact strings or regexes. Example rules:
	{"pg_catalog", ~r/.*/} → deny all tables in Postgres pg_catalog
	{nil, ~r/^sqlite_/}   → deny all tables starting with sqlite_ in SQLite
	{"public", "schema_migrations"} → deny migrations table in Postgres


  



  
    
      
    
    
      builtin_schema_denies(repo)



        
          
        

    

  


  

      

          @callback builtin_schema_denies(repo()) :: [String.t() | Regex.t()]


      


Return the list of built-in schema denies that should be hidden from schema listing.
Returns a list of schema patterns (strings or regexes) that should be denied.
Examples:
	PostgreSQL: ["pg_catalog", "information_schema", ~r/^pg_temp/]
	MySQL: ["mysql", "information_schema", "performance_schema", "sys"]
	SQLite: [] (no schemas)


  



  
    
      
    
    
      default_schemas(repo)



        
          
        

    

  


  

      

          @callback default_schemas(repo()) :: [String.t()]


      


Return the default schemas for this source when no schema options are provided.
Each database source defines its own appropriate default:
	PostgreSQL → ["public"]
	MySQL      → [database_name] (uses database name as schema)
	SQLite     → [] (schema-less)


  



  
    
      
    
    
      execute_in_transaction(repo, function, keyword)



        
          
        

    

  


  

      

          @callback execute_in_transaction(repo(), (-> any()), keyword()) ::
  {:ok, any()} | {:error, any()}


      



  



  
    
      
    
    
      format_error(any)



        
          
        

    

  


  

      

          @callback format_error(any()) :: String.t()


      



  



  
    
      
    
    
      get_table_schema(repo, schema, table)



        
          
        

    

  


  

      

          @callback get_table_schema(repo(), schema :: String.t() | nil, table :: String.t()) :: [
  %{
    name: String.t(),
    type: String.t(),
    nullable: boolean(),
    default: String.t() | nil,
    primary_key: boolean()
  }
]


      


Gets the schema information for a specific table.
Returns a list of column definitions. Each column is a map with exactly these keys:
	:name - Column name (String.t())
	:type - SQL type as string (e.g., "varchar(255)", "integer", "text")
	:nullable - Whether column allows NULL (boolean)
	:default - Default value as string or nil
	:primary_key - Whether column is part of primary key (boolean)

Example return value
[
  %{
    name: "id",
    type: "integer",
    nullable: false,
    default: nil,
    primary_key: true
  },
  %{
    name: "email",
    type: "varchar(255)",
    nullable: false,
    default: nil,
    primary_key: false
  }
]

  



  
    
      
    
    
      handled_errors()



        
          
        

    

  


  

      

          @callback handled_errors() :: [module()]


      


List the exception modules that this source formats specially in format_error/1.

  



  
    
      
    
    
      limit_offset_placeholders(limit_index, offset_index)



        
          
        

    

  


  

      

          @callback limit_offset_placeholders(
  limit_index :: pos_integer(),
  offset_index :: pos_integer()
) :: {limit_placeholder :: String.t(), offset_placeholder :: String.t()}


      


Return the SQL parameter placeholders for LIMIT and OFFSET clauses.
Some databases (like MySQL) don't support typed placeholders for LIMIT/OFFSET,
while others (like PostgreSQL) do.
Returns a tuple of {limit_placeholder, offset_placeholder}.
Examples:
	Postgres → {"$1", "$2"}
	MySQL    → {"?", "?"}
	SQLite   → {"?", "?"}


  



  
    
      
    
    
      list_schemas(repo)



        
          
        

    

  


  

      

          @callback list_schemas(repo()) :: [String.t()]


      


Lists all schemas in the given repository.
Returns a list of schema names. For databases without schema support
(like SQLite), returns an empty list.
Return format
	PostgreSQL/MySQL: ["public", "reporting", "analytics", ...]
	SQLite: []


  



  
    
      
    
    
      list_tables(repo, schemas, include_views?)



        
          
        

    

  


  

      

          @callback list_tables(repo(), schemas :: [String.t()], include_views? :: boolean()) :: [
  {schema :: String.t() | nil, table :: String.t()}
]


      


Lists all tables in the given repository for the specified schemas.
Returns a list of {schema, table} tuples. For databases without schema support
(like SQLite), schema will always be nil.
Return format
	PostgreSQL/MySQL: [{"public", "users"}, {"reporting", "orders"}, ...]
	SQLite: [{nil, "users"}, {nil, "orders"}, ...]

Options:
	:include_views - Include views in results (default: false)


  



  
    
      
    
    
      param_placeholder(index, var, type)



        
          
        

    

  


  

      

          @callback param_placeholder(
  index :: pos_integer(),
  var :: String.t(),
  type :: atom() | nil
) :: String.t()


      


Return the SQL parameter placeholder string for a variable at a given index.
The placeholder may include database-specific type casting based on the variable type.
Examples of source-specific output:
	Postgres → "$1" (untyped), "$1::integer" (typed)
	MySQL    → "?" (untyped), "CAST(? AS SIGNED)" (typed)
	SQLite   → "?" (always untyped)

Supported types for casting: :date, :datetime, :time, :number, :integer, :boolean, :json

  



  
    
      
    
    
      resolve_table_schema(repo, table, schemas)



        
          
        

    

  


  

      

          @callback resolve_table_schema(repo(), table :: String.t(), schemas :: [String.t()]) ::
  String.t() | nil


      


Resolves which schema contains a table given a list of schemas to search.
Returns the schema name if found, nil otherwise. For databases without schema
support (SQLite), this should always return nil.
The search should respect the order of schemas provided (first match wins).

  



  
    
      
    
    
      set_search_path(repo, t)



        
          
        

    

  


  

      

          @callback set_search_path(repo(), String.t()) :: :ok | no_return()


      



  



  
    
      
    
    
      set_statement_timeout(repo, non_neg_integer)



        
          
        

    

  


  

      

          @callback set_statement_timeout(repo(), non_neg_integer()) :: :ok | no_return()


      



  


        

      

      
        Functions


        


  
    
      
    
    
      builtin_denies(repo)



        
          
        

    

  


  

      

          @spec builtin_denies(repo()) :: [
  {String.t() | nil | Regex.t(), String.t() | Regex.t()}
]


      


Returns the list of built-in deny rules for system tables and metadata relations.
These rules are used by the visibility module to filter out system tables.

  



  
    
      
    
    
      builtin_schema_denies(repo)



        
          
        

    

  


  

      

          @spec builtin_schema_denies(repo()) :: [String.t() | Regex.t()]


      


Returns the list of built-in schema denies that should be hidden from schema listing.
These rules are used by the visibility module to filter out system schemas.

  



  
    
      
    
    
      default_schemas(repo)



        
          
        

    

  


  

Returns the default schemas for the given repository's source.
Each database source defines its own appropriate default:
	PostgreSQL → ["public"]
	MySQL      → [database_name] (uses database name as schema)
	SQLite     → [] (schema-less)


  



    

  
    
      
    
    
      execute_in_transaction(repo, fun, opts \\ [])



        
          
        

    

  


  

      

          @spec execute_in_transaction(repo(), (-> any()), keyword()) ::
  {:ok, any()} | {:error, any()}


      


Executes a function within a transaction with source-specific session management.
The source handles:
	Starting a transaction with appropriate timeout
	Setting read-only mode, statement timeout, and search path if specified in opts
	Running the provided function
	Properly cleaning up session state (important for MySQL/SQLite session persistence)

Options:
	:read_only - whether to run in read-only mode (default: true)
	:statement_timeout_ms - statement timeout in milliseconds (default: 5000)
	:timeout - transaction timeout in milliseconds (default: 15000)
	:search_path - PostgreSQL search path (optional)


  



  
    
      
    
    
      format_error(error)



        
          
        

    

  


  

      

          @spec format_error(any()) :: String.t()


      


Formats a database error into a consistent, human-readable string.
Dispatches to the correct source if the error type is recognized,
otherwise falls back to the default implementation.

  



  
    
      
    
    
      get_table_schema(repo, schema, table)



        
          
        

    

  


  

      

          @spec get_table_schema(repo(), String.t() | nil, String.t()) :: [
  %{
    name: String.t(),
    type: String.t(),
    nullable: boolean(),
    default: String.t() | nil,
    primary_key: boolean()
  }
]


      


Gets the schema information for a specific table.
Dispatches to the source-specific implementation based on the repo's adapter.

  



  
    
      
    
    
      limit_offset_placeholders(repo_or_name, limit_index, offset_index)



        
          
        

    

  


  

      

          @spec limit_offset_placeholders(
  repo() | String.t() | nil,
  pos_integer(),
  pos_integer()
) ::
  {String.t(), String.t()}


      


Returns the source-specific SQL parameter placeholders for LIMIT and OFFSET clauses.
	repo_or_name can be the Repo module or a data-repo name string.
	limit_index and offset_index are 1-based indexes for the parameters.

If the repo cannot be resolved, we default to Postgres-style placeholders.

  



  
    
      
    
    
      list_schemas(repo)



        
          
        

    

  


  

      

          @spec list_schemas(repo()) :: [String.t()]


      


Lists all schemas in the given repository.
Dispatches to the source-specific implementation based on the repo's adapter.

  



    

  
    
      
    
    
      list_tables(repo, schemas, include_views? \\ false)



        
          
        

    

  


  

      

          @spec list_tables(repo(), [String.t()], boolean()) :: [{String.t() | nil, String.t()}]


      


Lists all tables in the given repository for the specified schemas.
Dispatches to the source-specific implementation based on the repo's adapter.

  



  
    
      
    
    
      param_placeholder(repo_or_name, index, var, type)



        
          
        

    

  


  

      

          @spec param_placeholder(
  repo() | String.t() | nil,
  pos_integer(),
  String.t(),
  atom() | nil
) ::
  String.t()


      


Returns the source-specific SQL parameter placeholder to substitute
for {{var}} occurrences.
	repo_or_name can be the Repo module or a data-repo name string.
	index is 1-based (for drivers like Postgres that need $1, $2, …).
	var and type are available to sources if they need special handling.

If the repo cannot be resolved, we default to Postgres-style placeholders.

  



  
    
      
    
    
      resolve_table_schema(repo, table, schemas)



        
          
        

    

  


  

      

          @spec resolve_table_schema(repo(), String.t(), [String.t()]) :: String.t() | nil


      


Resolves which schema contains a table given a list of schemas to search.
Dispatches to the source-specific implementation based on the repo's adapter.

  



  
    
      
    
    
      set_search_path(repo, path)



        
          
        

    

  


  

      

          @spec set_search_path(repo(), String.t()) :: :ok | no_return()


      


Sets the search path (schema list) for the given repository,
if supported by the underlying source.
On unsupported sources this is a no-op.

  



  
    
      
    
    
      set_statement_timeout(repo, ms)



        
          
        

    

  


  

      

          @spec set_statement_timeout(repo(), non_neg_integer()) :: :ok | no_return()


      


Sets the statement timeout (in milliseconds) for the given repository,
if supported by the underlying source.

  


        

      


  

  
    
    Lotus.Sources.Default - Lotus v0.9.2
    
    

    


  
  

    
Lotus.Sources.Default 
    



      
Default source adapter implementation for unsupported or unknown database sources.
Provides safe no-op implementations for source-specific functions and
generic error formatting for database errors.

      


      
        Summary


  
    Functions
  


    
      
        builtin_denies(repo)

      


        Returns conservative deny rules covering common system tables from various databases.



    


    
      
        execute_in_transaction(repo, fun, opts)

      


        Simple transaction wrapper for unsupported sources.



    


    
      
        format_error(e)

      


        Formats common error types into strings. Falls back to inspect/1
for unknown values.



    


    
      
        get_table_schema(repo, schema, table)

      


        Generic get_table_schema implementation that returns an empty schema.
Unknown sources should implement their own version if they support schema introspection.



    


    
      
        handled_errors()

      


        The default source does not handle any specific exceptions.



    


    
      
        limit_offset_placeholders(limit_idx, offset_idx)

      


        Returns generic placeholders for LIMIT and OFFSET ("?" for both).



    


    
      
        list_schemas(repo)

      


        Generic list_schemas implementation that returns an empty list.
Unknown sources should implement their own version if they support schema introspection.



    


    
      
        list_tables(repo, schemas, include_views?)

      


        Generic list_tables implementation that returns an empty list.
Unknown sources should implement their own version if they support schema introspection.



    


    
      
        param_placeholder(idx, var, type)

      


        Returns a generic SQL parameter placeholder ("?").



    


    
      
        resolve_table_schema(repo, table, schemas)

      


        Generic resolve_table_schema that always returns nil.
This is appropriate for databases without schema support or unknown sources.



    


    
      
        set_search_path(repo, path)

      


        No-op: unsupported sources do not implement search_path.



    


    
      
        set_statement_timeout(repo, ms)

      


        No-op: unsupported sources do not implement statement timeouts.



    





      


      
        Functions


        


  
    
      
    
    
      builtin_denies(repo)



        
          
        

    

  


  

Returns conservative deny rules covering common system tables from various databases.
Since we don't know the specific source, we include deny rules for all known
system tables to be safe.

  



  
    
      
    
    
      execute_in_transaction(repo, fun, opts)



        
          
        

    

  


  

Simple transaction wrapper for unsupported sources.

  



  
    
      
    
    
      format_error(e)



        
          
        

    

  


  

Formats common error types into strings. Falls back to inspect/1
for unknown values.

  



  
    
      
    
    
      get_table_schema(repo, schema, table)



        
          
        

    

  


  

Generic get_table_schema implementation that returns an empty schema.
Unknown sources should implement their own version if they support schema introspection.

  



  
    
      
    
    
      handled_errors()



        
          
        

    

  


  

The default source does not handle any specific exceptions.

  



  
    
      
    
    
      limit_offset_placeholders(limit_idx, offset_idx)



        
          
        

    

  


  

Returns generic placeholders for LIMIT and OFFSET ("?" for both).
Unknown sources should implement their own version if they have specific requirements.

  



  
    
      
    
    
      list_schemas(repo)



        
          
        

    

  


  

Generic list_schemas implementation that returns an empty list.
Unknown sources should implement their own version if they support schema introspection.

  



  
    
      
    
    
      list_tables(repo, schemas, include_views?)



        
          
        

    

  


  

Generic list_tables implementation that returns an empty list.
Unknown sources should implement their own version if they support schema introspection.

  



  
    
      
    
    
      param_placeholder(idx, var, type)



        
          
        

    

  


  

Returns a generic SQL parameter placeholder ("?").
This keeps the query builder working even for unknown sources,
though actual binding semantics may differ.

  



  
    
      
    
    
      resolve_table_schema(repo, table, schemas)



        
          
        

    

  


  

Generic resolve_table_schema that always returns nil.
This is appropriate for databases without schema support or unknown sources.

  



  
    
      
    
    
      set_search_path(repo, path)



        
          
        

    

  


  

No-op: unsupported sources do not implement search_path.

  



  
    
      
    
    
      set_statement_timeout(repo, ms)



        
          
        

    

  


  

No-op: unsupported sources do not implement statement timeouts.

  


        

      


  

  
    
    Lotus.Schema - Lotus v0.9.2
    
    

    


  
  

    
Lotus.Schema 
    



      
Schema introspection functionality for Lotus.
Provides functions to list schemas, tables and inspect table schemas across
different database adapters (PostgreSQL, MySQL, SQLite, etc.).
Visibility Filtering
All schema and table listing functions automatically apply visibility rules
configured in your application:
	Schema visibility filters which schemas are accessible
	Table visibility filters which tables within allowed schemas are accessible
	Built-in security automatically blocks system schemas and tables

Schema visibility takes precedence - if a schema is denied, all tables within it
are blocked regardless of table-level rules.
Database-Specific Behavior
	PostgreSQL: Returns namespaced {schema, table} tuples
	MySQL: Returns {database, table} tuples (schemas = databases in MySQL)
	SQLite: Returns table names as strings (schema-less)


      


      
        Summary


  
    Functions
  


    
      
        get_table_schema(repo_or_name, table_name, opts \\ [])

      


        Gets the schema information for a specific table.



    


    
      
        get_table_stats(repo_or_name, table_name, opts \\ [])

      


        Gets basic statistics about a table.



    


    
      
        list_relations(repo_or_name, opts \\ [])

      


        Lists all relations (tables with schema information) in the given repository.



    


    
      
        list_schemas(repo_or_name, opts \\ [])

      


        Lists all visible schemas in the given repository.



    


    
      
        list_tables(repo_or_name, opts \\ [])

      


        Lists all visible tables in the given repository.



    





      


      
        Functions


        


    

  
    
      
    
    
      get_table_schema(repo_or_name, table_name, opts \\ [])



        
          
        

    

  


  

      

          @spec get_table_schema(module() | String.t(), String.t(), keyword()) ::
  {:ok, [map()]} | {:error, term()}


      


Gets the schema information for a specific table.
Returns a list of column definitions with their types and constraints.
Options
	:schema - Look for table in specific schema
	:schemas - Search for table in multiple schemas (first match wins)
	:search_path - Use PostgreSQL search_path to resolve table location
	:cache - Cache options (profile, ttl_ms, etc.)

Examples
{:ok, schema} = Lotus.Schema.get_table_schema(MyApp.Repo, "users")
# Returns schema for public.users

{:ok, schema} = Lotus.Schema.get_table_schema("postgres", "customers", schema: "reporting")
# Returns schema for reporting.customers

{:ok, schema} = Lotus.Schema.get_table_schema("postgres", "customers", search_path: "reporting, public")
# Finds customers table using search_path resolution

  



    

  
    
      
    
    
      get_table_stats(repo_or_name, table_name, opts \\ [])



        
          
        

    

  


  

      

          @spec get_table_stats(module() | String.t(), String.t(), keyword()) ::
  {:ok, %{row_count: non_neg_integer()}} | {:error, binary()}


      


Gets basic statistics about a table.
Returns information like row count and table size.
Options
	:schema - Look for table in specific schema
	:schemas - Search for table in multiple schemas (first match wins)
	:search_path - Use PostgreSQL search_path to resolve table location
	:cache - Cache options (profile, ttl_ms, etc.)

Examples
{:ok, stats} = Lotus.Schema.get_table_stats(MyApp.Repo, "users")
# Returns: %{row_count: 1234}

{:ok, stats} = Lotus.Schema.get_table_stats("postgres", "customers", schema: "reporting")
# Gets stats for reporting.customers
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          @spec list_relations(
  module() | String.t(),
  keyword()
) :: {:ok, [{String.t() | nil, String.t()}]} | {:error, term()}


      


Lists all relations (tables with schema information) in the given repository.
Similar to list_tables/2 but returns {schema, table} tuples instead of just table names.
Useful for UIs that need to display schema information.
Examples
{:ok, relations} = Lotus.Schema.list_relations("postgres", search_path: "reporting, public")
# Returns [{"reporting", "customers"}, {"reporting", "orders"}, {"public", "users"}, ...]
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          @spec list_schemas(
  module() | String.t(),
  keyword()
) :: {:ok, [String.t()]} | {:error, term()}


      


Lists all visible schemas in the given repository.
Returns a list of schema names filtered by visibility rules. For databases
without schemas (like SQLite), returns an empty list.
Note: Results are automatically filtered by schema visibility rules.
System schemas (like pg_catalog) are always blocked for security.
Options
	:cache - Cache options (profile, ttl_ms, etc.)

Examples
{:ok, schemas} = Lotus.Schema.list_schemas(MyApp.Repo)
# PostgreSQL: ["public", "reporting", ...]  (filtered by visibility)

{:ok, schemas} = Lotus.Schema.list_schemas("mysql")
# MySQL: ["app_production", "analytics_db", ...]  (databases = schemas)

{:ok, schemas} = Lotus.Schema.list_schemas("sqlite")
# SQLite: []  (schema-less database)
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          @spec list_tables(
  module() | String.t(),
  keyword()
) :: {:ok, [{String.t(), String.t()}] | [String.t()]} | {:error, term()}


      


Lists all visible tables in the given repository.
For databases with schemas (like PostgreSQL), returns {schema, table} tuples.
For databases without schemas (like SQLite), returns just table names as strings.
Note: Results are automatically filtered by visibility rules:
	Schema visibility is checked first - denied schemas block all their tables
	Table visibility is then applied to tables in allowed schemas
	System tables are always blocked for security

Options
	:schema - Search in specific schema (e.g., schema: "reporting")
	:schemas - Search in multiple schemas (e.g., schemas: ["reporting", "public"])
	:search_path - Use PostgreSQL search_path (e.g., search_path: "reporting, public")
	:include_views - Include views in results (default: false)

Examples
{:ok, tables} = Lotus.Schema.list_tables(MyApp.Repo)
# PostgreSQL: [{"public", "users"}, {"public", "posts"}, ...]  (filtered by visibility)

{:ok, tables} = Lotus.Schema.list_tables("postgres", search_path: "reporting, public")
# PostgreSQL: [{"reporting", "customers"}, {"reporting", "orders"}, {"public", "users"}, ...]

{:ok, tables} = Lotus.Schema.list_tables("mysql")
# MySQL: [{"app_db", "users"}, {"analytics_db", "reports"}, ...]  (databases = schemas)

{:ok, tables} = Lotus.Schema.list_tables("sqlite")
# SQLite: ["products", "orders", "order_items"]  (schema-less)
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Schema and table visibility filtering for Lotus.
Implements a two-level visibility system where schema visibility takes precedence:
	Schema visibility is checked first - if a schema is denied, all its tables are blocked
	Table visibility is only checked if the schema is allowed

This ensures security by default while providing fine-grained control.
Understanding Schemas Across Database Systems
Important: "Schema" means different things in different databases:
PostgreSQL
	True namespaced schemas within a single database
	Examples: public, reporting, tenant_123
	System schemas: pg_catalog, information_schema, pg_toast

MySQL
	Schemas = Databases (synonymous terms)
	Examples: lotus_production, analytics_db, warehouse
	System schemas: mysql, information_schema, performance_schema, sys

SQLite
	No schema support (schema-less database)
	Schema visibility rules don't apply

Quick Start
config :lotus,
  # Schema-level rules (higher precedence)
  schema_visibility: %{
    postgres: [
      allow: ["public", ~r/^tenant_/],    # Only public + tenant schemas
      deny: ["legacy"]                    # Block legacy schema
    ],
    mysql: [
      allow: ["app_db", "analytics_db"],  # Only these databases
      deny: ["staging_db"]                # Block staging database
    ]
  },

  # Table-level rules (lower precedence)
  table_visibility: %{
    default: [
      deny: ["user_passwords", "api_keys", ~r/^audit_/]
    ],
    postgres: [
      allow: [
        {"public", ~r/^dim_/},           # Dimension tables only
        {"analytics", ~r/.*/}            # All analytics tables
      ]
    ]
  }
Rule Evaluation
1. Schema Gating (First Check)
if not allowed_schema?(repo_name, schema) do
  false  # Schema denied → all tables blocked
else
  # Schema allowed → check table rules
end
2. Schema-Scoped Allow Posture
Allow rules are scoped to specific schemas, not global:
# Rules: allow: [{"restricted", "allowed_table"}]

{"restricted", "any_table"} → denied (has allow posture, must match)
{"public", "any_table"} → allowed (no allow posture for public)
3. Deny Always Wins
Any deny rule (builtin or user-defined) blocks access immediately.
Rule Formats
Schema Rules
	"exact_name" - Matches exact schema name
	~r/pattern/ - Regex pattern for dynamic matching
	:all - Special allow value (permits all schemas)

Table Rules
	{"schema", "table"} - Exact schema.table match
	{"schema", ~r/pattern/} - Tables matching regex in specific schema
	{~r/schema_pattern/, "table"} - Table in schemas matching pattern
	"table" - Table name in any schema (global rule)

Built-in Security
System schemas are automatically denied:
	PostgreSQL: pg_catalog, information_schema, pg_toast, pg_temp_*
	MySQL: mysql, information_schema, performance_schema, sys
	All databases: schema_migrations, lotus_queries

Examples
Multi-tenant Application
config :lotus,
  schema_visibility: %{
    postgres: [
      allow: ["public", ~r/^tenant_\d+$/],  # tenant_123, etc.
      deny: ["admin"]
    ]
  },
  table_visibility: %{
    postgres: [
      allow: [
        {"public", ~r/^shared_/},        # Shared lookup tables
        {~r/^tenant_/, "users"},         # Users in each tenant
        {~r/^tenant_/, "orders"}         # Orders in each tenant
      ],
      deny: [
        {~r/^tenant_/, "audit_logs"}     # Hide audit logs
      ]
    ]
  }
Data Warehouse
config :lotus,
  schema_visibility: %{
    postgres: [
      allow: ["public", "warehouse", "analytics"]
    ]
  },
  table_visibility: %{
    postgres: [
      allow: [
        {"public", ~r/^dim_/},         # Dimension tables
        {"public", ~r/^fact_/},        # Fact tables
        {"warehouse", ~r/.*/},         # All warehouse
        {"analytics", ~r/^report_/}    # Only reports
      ],
      deny: [
        {"public", ~r/^raw_/}          # Hide raw data
      ]
    ]
  }
MySQL Multi-Database
config :lotus,
  schema_visibility: %{
    mysql: [
      # Remember: schemas = databases in MySQL
      allow: ["app_production", "analytics_warehouse"],
      deny: ["staging_db", "backup_db"]
    ]
  }
API
Direct visibility checking:
# Check schema visibility
Lotus.Visibility.allowed_schema?("postgres", "public")  # true/false

# Check table visibility
Lotus.Visibility.allowed_relation?("postgres", {"public", "users"})  # true/false

# Filter lists
Lotus.Visibility.filter_schemas(["public", "pg_catalog"], "postgres")  # ["public"]

# Validate requested schemas
Lotus.Visibility.validate_schemas(["public", "restricted"], "postgres")
# :ok | {:error, :schema_not_visible, denied: [...]}
Schema-aware Lotus functions automatically apply visibility:
{:ok, schemas} = Lotus.list_schemas("postgres")        # Filtered list
{:ok, tables} = Lotus.list_tables("postgres")          # Filtered list
{:error, msg} = Lotus.list_tables("postgres", schemas: ["denied"])  # Error
For more detailed examples and configuration patterns, see the
Visibility Guide.
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        Checks if a relation (schema, table) is allowed for the given data repo.
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        Checks if a schema is visible for the given data repo.



    


    
      
        filter_relations(relations, repo_name)

      


        Filters a list of relations to only those that are visible.



    


    
      
        filter_schemas(schemas, repo_name)

      


        Filters a list of schemas to only those that are visible.
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        Validates that all requested schemas are visible.
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          @spec allowed_relation?(
  String.t(),
  {String.t() | nil, String.t()}
) :: boolean()


      


Checks if a relation (schema, table) is allowed for the given data repo.
This now checks schema visibility first, then table visibility.
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          @spec allowed_schema?(String.t(), String.t() | nil) :: boolean()


      


Checks if a schema is visible for the given data repo.
Returns:
	true if the schema is allowed
	false if the schema is denied
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          @spec filter_relations([{String.t() | nil, String.t()}], String.t()) :: [
  {String.t() | nil, String.t()}
]


      


Filters a list of relations to only those that are visible.
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          @spec filter_schemas([String.t()], String.t()) :: [String.t()]


      


Filters a list of schemas to only those that are visible.
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          @spec validate_schemas([String.t()], String.t()) ::
  :ok | {:error, :schema_not_visible, [{:denied, [String.t()]}]}


      


Validates that all requested schemas are visible.
Returns:
	:ok if all schemas are visible
	{:error, :schema_not_visible, denied: [schemas]} if any are denied
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Lotus cache facade. If no adapter configured, acts as a no-op pass-through.
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Cache adapter behaviour. Implement this to support Redis/Cachex/Mnesia, etc.
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          @type key() :: binary()
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          @type opts() :: Keyword.t()
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          @type ttl_ms() :: non_neg_integer()
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          @type value() :: any()
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          @callback delete(key()) :: :ok | {:error, term()}
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          @callback get(key()) :: {:ok, value()} | :miss | {:error, term()}


      



  



  
    
      
    
    
      get_or_store(key, ttl_ms, function, opts)



        
          
        

    

  


  

      

          @callback get_or_store(key(), ttl_ms(), (-> value()), opts()) ::
  {:ok, value(), :hit | :miss} | {:error, term()}
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          @callback invalidate_tags([binary()]) :: :ok | {:error, term()}
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          @callback put(key(), value(), ttl_ms(), opts()) :: :ok | {:error, term()}
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          @callback touch(key(), ttl_ms()) :: :ok | {:error, term()}
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Migration behavior for database-specific migrations.
Defines the interface that each database adapter's migration module must implement.
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        down(t)

      


        Run the down migrations.



    


    
      
        migrated_version(t)

      


        Check the latest version the database is migrated to.
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        Run the up migrations.
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          @callback down(Keyword.t()) :: :ok


      


Run the down migrations.
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          @callback migrated_version(Keyword.t()) :: non_neg_integer()


      


Check the latest version the database is migrated to.
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          @callback up(Keyword.t()) :: :ok


      


Run the up migrations.
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Migration management system for Lotus.
Handles versioned schema migrations for the Lotus query storage system.
Dispatches to database-specific migration modules based on the configured adapter.
Usage
In your application migration:
defmodule MyApp.Repo.Migrations.CreateLotusQueries do
  use Ecto.Migration

  def up do
    Lotus.Migrations.up()
  end

  def down do
    Lotus.Migrations.down()
  end
end
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        down(opts \\ [])

      


        Run the down changes for migrations.



    


    
      
        migrated_version(opts \\ [])

      


        Check the latest version the database is migrated to.



    


    
      
        up(opts \\ [])

      


        Run the up changes for migrations.
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Run the down changes for migrations.
Examples
Run migrations down:
Lotus.Migrations.down()
Run migrations in an alternate prefix:
Lotus.Migrations.down(prefix: "analytics")
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Check the latest version the database is migrated to.
Example
Lotus.Migrations.migrated_version()
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Run the up changes for migrations.
Examples
Run all migrations:
Lotus.Migrations.up()
Run migrations in an alternate prefix:
Lotus.Migrations.up(prefix: "analytics")
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Initial table structure for Lotus queries on PostgreSQL.
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Transforms SQL queries for database-specific syntax compatibility.
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        transform(sql, source_type)

      


        Transforms SQL query for the target database type.
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          @spec transform(String.t(), atom()) :: String.t()


      


Transforms SQL query for the target database type.
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