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    lz4_nif

Erlang NIF wrapper around the LZ4 block-format codec — fast,
non-streaming compression and decompression with the standard
compress(Binary) / uncompress(Binary, OrigSize) API.
[image: Build Status]
Why
Replaces git-ref-only dependencies on Erlang LZ4 forks. Modern build
toolchain (correct OTP 27+ -eval order, macOS -undefined dynamic_lookup,
dirty-scheduler dispatch for large inputs), tested against OTP 25-28 in CI,
and published to hex.pm.
Install
{deps, [{lz4_nif, "0.1.0"}]}.
Requires a C compiler (cc) on the build host — universally available
on systems that already run Erlang.
API
-spec lz4_nif:compress(binary()) ->
    {ok, binary()} | {error, error_reason()}.

-spec lz4_nif:compress(binary(), [option()]) ->
    {ok, binary()} | {error, error_reason()}.

-spec lz4_nif:uncompress(binary(), non_neg_integer()) ->
    {ok, binary()} | {error, error_reason()}.

-type error_reason() :: alloc_failed
                      | badarg
                      | compress_failed
                      | decompress_failed.
The compressed binary does not include the original size; callers
track that separately and pass it to uncompress/2. This matches the
LZ4 block format convention used by, e.g., the Cassandra/Scylla
binary protocol.
The compress/2 options list is currently a placeholder for forward
compatibility. No options are interpreted.
1> {ok, C} = lz4_nif:compress(<<"hello, lz4_nif">>).
{ok, <<...>>}
2> {ok, <<"hello, lz4_nif">>} = lz4_nif:uncompress(C, 14).
Behaviour notes
	Dirty CPU scheduler for inputs above 20 KB. Smaller inputs run
inline on the calling scheduler; larger inputs are dispatched via
enif_schedule_nif so they don't block other processes on the same
scheduler. The 20 KB threshold matches the convention used elsewhere
in this ecosystem (e.g., torque).
	Output sizing: uncompress/2 requires the caller to pass the exact
original size. Wrong size → {error, decompress_failed}. Corrupt input
is detected by LZ4_decompress_safe and reported the same way.
	Maximum input size: LZ4_MAX_INPUT_SIZE (≈ 2.1 GB). Larger inputs
return {error, badarg}.

Build
rebar3 compile runs c_src/build.sh:
	Resolves ERTS_INCLUDE_DIR via
erl -noshell -eval ... -s init stop (option order is correct for OTP
27+ — the bug that broke granderl 0.1.5 is fixed here).
	Compiles c_src/lz4_nif.c + c_src/lz4/lz4.c with -O3 -march=native.
	Outputs priv/lz4_nif.so.

Env vars honored:
	Var	Effect
	ERTS_INCLUDE_DIR	Skip the erl probe; use this path for erl_nif.h.
	CC	Compiler (default cc).
	CFLAGS	Extra flags appended after defaults.
	LZ4_NIF_NO_NATIVE	If set, omit -march=native/-mtune=native (use for portable cross-platform builds).

License
The Erlang wrapper code (src/, c_src/lz4_nif.c) is MIT.
The vendored LZ4 library in c_src/lz4/ is BSD-2-Clause, copyright
Yann Collet — see c_src/lz4/LICENSE for the upstream license text.


  

    Changelog

0.1.1
Fixed
	Docstrings in src/lz4_nif.erl used markdown-style matching
backticks (`text`) which edoc parses as an unterminated
inline-code quote. The package itself published cleanly in 0.1.0,
but the edoc_doclet_chunks step that emits binary -doc chunks
for m:Module.help/1 lookups errored out. Rewritten to edoc-native
syntax (`text' — backtick + apostrophe) so chunks generate
cleanly. No source or API changes.

0.1.0
Initial release.
	lz4_nif:compress/1, lz4_nif:compress/2, lz4_nif:uncompress/2
exposing the LZ4 block-format codec.
	Vendors upstream lz4 v1.10.0 (lz4.c + lz4.h, BSD-2-Clause).
	Raw NIF (no rustler, no enif wrapper crate). Dirty CPU scheduler
dispatch for inputs above 20 KB. Inline path reports its cost
to the scheduler via enif_consume_timeslice, proportional to
bytes processed (cost model: ~100 bytes/reduction, 4000-reduction
timeslice — calibrated for LZ4's throughput).
	Build via c_src/build.sh with the correct OTP 27+
-eval/-s init stop option order.
	CI matrix: OTP 25, 26, 27, 28 in erlang:${otp} containers.
	Hex package published with rebar3_ex_doc documentation.



  

    LICENSE


MIT License

Copyright (c) 2026 Louis-Philippe Gauthier

Permission is hereby granted, free of charge, to any person obtaining a copy
of this software and associated documentation files (the "Software"), to deal
in the Software without restriction, including without limitation the rights
to use, copy, modify, merge, publish, distribute, sublicense, and/or sell
copies of the Software, and to permit persons to whom the Software is
furnished to do so, subject to the following conditions:

The above copyright notice and this permission notice shall be included in all
copies or substantial portions of the Software.

THE SOFTWARE IS PROVIDED "AS IS", WITHOUT WARRANTY OF ANY KIND, EXPRESS OR
IMPLIED, INCLUDING BUT NOT LIMITED TO THE WARRANTIES OF MERCHANTABILITY,
FITNESS FOR A PARTICULAR PURPOSE AND NONINFRINGEMENT. IN NO EVENT SHALL THE
AUTHORS OR COPYRIGHT HOLDERS BE LIABLE FOR ANY CLAIM, DAMAGES OR OTHER
LIABILITY, WHETHER IN AN ACTION OF CONTRACT, TORT OR OTHERWISE, ARISING FROM,
OUT OF OR IN CONNECTION WITH THE SOFTWARE OR THE USE OR OTHER DEALINGS IN THE
SOFTWARE.

-------------------------------------------------------------------------------

The vendored LZ4 library in c_src/lz4/ is Copyright (c) 2011-2024 Yann Collet,
released under the BSD 2-Clause License. See c_src/lz4/LICENSE for the
upstream license text.
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        compress(Binary)

      


        Compress Binary using the LZ4 block format.



    


    
      
        compress(Binary, Options)

      


        Same as compress/1 but accepts an options list.



    


    
      
        uncompress(Binary, OrigSize)

      


        Decompress an LZ4 block-format Binary whose original (uncompressed) size was OrigSize bytes.
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          -type error_reason() :: alloc_failed | badarg | compress_failed | decompress_failed.
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          -type option() :: term().


      


reserved for future use
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          -spec compress(binary()) -> {ok, binary()} | {error, error_reason()}.


      


Compress Binary using the LZ4 block format.
Returns {ok, Compressed} on success. Compressed does *not* include the original size; callers are expected to track it separately and pass it to uncompress/2.
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          -spec compress(binary(), [option()]) -> {ok, binary()} | {error, error_reason()}.


      


Same as compress/1 but accepts an options list.
No options are currently interpreted. The two-arity form exists for API parity with szktty/erlang-lz4 so existing callers can migrate without rewriting.
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          -spec uncompress(binary(), non_neg_integer()) -> {ok, binary()} | {error, error_reason()}.


      


Decompress an LZ4 block-format Binary whose original (uncompressed) size was OrigSize bytes.
Returns {ok, Decompressed} on success. The result is an exact byte-match of the original input to compress/1,2. If the input is corrupt or OrigSize doesn't match, returns {error, decompress_failed}.
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