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Client for the Mistral AI API.
This library provides a simple and convenient way to integrate with Mistral's
API, allowing you to use their powerful language models in your Elixir applications.
Installation
Add mistral to your list of dependencies in mix.exs:
def deps do
  [
    {:mistral, "~> 0.5.0"}
  ]
end
Configuration
Set your Mistral API key in your config:
config :mistral, :api_key, "your_mistral_api_key"
Usage Examples
Chat Completion
{:ok, client} = Mistral.init("your_api_key")

{:ok, response} = Mistral.chat(client,
  model: "mistral-small-latest",
  messages: [
    %{role: "user", content: "Write a haiku about elixir"}
  ]
)
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          @spec agent_completion(
  client(),
  keyword()
) :: response()


      


Send a completion request to an agent.
Options
	:agent_id (String.t/0) - Required. ID of the agent.
	:messages (list of map/0) - Required. Messages.
	:max_tokens (non_neg_integer/0) - Maximum tokens.
	:stream - Stream response. The default value is false.
	:stream_timeout (non_neg_integer/0) - Timeout in milliseconds for receiving stream chunks. Defaults to 30000 (30 seconds). The default value is 30000.
	:stop - Stop token(s).
	:random_seed (non_neg_integer/0) - Random seed.
	:response_format - Response format.
	:tools (list of map/0) - Available tools.
	:tool_choice - Tool choice.
	:presence_penalty (float/0) - Presence penalty. The default value is 0.0.
	:frequency_penalty (float/0) - Frequency penalty. The default value is 0.0.
	:n (pos_integer/0) - Number of completions.
	:metadata - Custom metadata.

Examples
iex> Mistral.agent_completion(client,
...>   agent_id: "ag_abc123",
...>   messages: [%{role: "user", content: "Hello!"}]
...> )
{:ok, %{"choices" => [%{"message" => %{"content" => "..."}}], ...}}

# Stream the response
iex> {:ok, stream} = Mistral.agent_completion(client,
...>   agent_id: "ag_abc123",
...>   messages: [%{role: "user", content: "Hello!"}],
...>   stream: true
...> )
iex> Enum.to_list(stream)
[%{"choices" => [%{"delta" => ...}]}, ...]
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          @spec append_conversation(client(), String.t(), keyword()) :: response()


      


Append entries to an existing conversation.
Options
	:inputs - Required. The input string or list of entry objects.
	:stream - When true, returns a stream of response events. The default value is false.
	:stream_timeout (non_neg_integer/0) - Timeout in milliseconds for receiving stream chunks. Defaults to 30000 (30 seconds). The default value is 30000.
	:store (boolean/0) - Whether to store the entries. The default value is true.
	:handoff_execution - Handoff execution mode. The default value is "server".
	:completion_args - (optional) Completion arguments.

Examples
iex> Mistral.append_conversation(client, "conv_abc123", inputs: "Follow up question")
{:ok, %{"object" => "conversation.response", ...}}

# Stream the response
iex> {:ok, stream} = Mistral.append_conversation(client, "conv_abc123", inputs: "Follow up", stream: true)
iex> Enum.to_list(stream)
[%{"object" => "conversation.response.started", ...}, ...]
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          @spec archive_fine_tuned_model(client(), String.t()) :: response()


      


Archive a fine-tuned model.
Examples
iex> Mistral.archive_fine_tuned_model(client, "ft:open-mistral-7b:abc123")
{:ok, %{"id" => "ft:open-mistral-7b:abc123", "archived" => true, ...}}
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          @spec cancel_batch_job(client(), String.t()) :: response()


      


Cancel a batch job by its ID.
Examples
iex> Mistral.cancel_batch_job(client, "b_abc123")
{:ok, %{"id" => "b_abc123", "status" => "CANCELLATION_REQUESTED", ...}}
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          @spec cancel_fine_tuning_job(client(), String.t()) :: response()


      


Cancel a fine-tuning job by its ID.
Examples
iex> Mistral.cancel_fine_tuning_job(client, "ft-abc123")
{:ok, %{"id" => "ft-abc123", "status" => "CANCELLATION_REQUESTED", ...}}
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          @spec chat(
  client(),
  keyword()
) :: response()


      


Chat with a Mistral model. Send messages and get a completion from the model.
Options
	:model (String.t/0) - Required. The model to use for generating the response.
	:messages (list of map/0) - Required. List of messages in the conversation.
	:temperature (float/0) - Controls randomness. Lower values are more deterministic (0.0 to 1.5).
	:top_p (float/0) - Controls diversity via nucleus sampling. Considers only tokens with the top_p probability mass. The default value is 1.0.
	:max_tokens (non_neg_integer/0) - Maximum number of tokens to generate.
	:stream - When true, returns a stream of partial response chunks. The default value is false.
	:stream_timeout (non_neg_integer/0) - Timeout in milliseconds for receiving stream chunks. Defaults to 30000 (30 seconds). The default value is 30000.
	:random_seed (non_neg_integer/0) - Seed for deterministic results.
	:tools (list of map/0) - List of tools available to the model.
	:tool_choice - Controls tool selection. Options: 'auto', 'any', 'none', or a specific tool.
	:presence_penalty (float/0) - Penalizes repetition of tokens. Higher values reduce repetition. The default value is 0.0.
	:frequency_penalty (float/0) - Penalizes tokens based on their frequency. Higher values reduce repetition. The default value is 0.0.
	:safe_prompt (boolean/0) - Whether to inject a safety prompt before all conversations. The default value is false.
	:response_format - (optional) Controls the output format. Use for JSON mode or structured output with schema validation.

Message structure
Each message is a map with the following fields:
	:role - Required. The role of the message, either system, user, assistant or tool.
	:content - The content of the message.
	:tool_calls - (optional) Tool calls from the assistant that the model wants to use.
	:tool_call_id (String.t/0) - (optional) Required when role is 'tool'. ID of the tool call this message is responding to.

Tool structure
Each tool is a map with the following fields:
	:type - Required. The type of tool. Currently only 'function' is supported.
	:function (map/0) - Required. The function definition.	:name (String.t/0) - Required. The name of the function to be called.
	:description (String.t/0) - (optional) A description of what the function does.
	:parameters - Required. The parameters the function accepts, described as a JSON Schema object.



Examples
iex> Mistral.chat(client, [
...>   model: "mistral-small-latest",
...>   messages: [
...>     %{role: "user", content: "Write a haiku."}
...>   ]
...> ])
{:ok, %{"choices" => [%{"message" => %{"content" => "Nature's whisper soft..."}}], ...}}

# Stream the response
iex> {:ok, stream} = Mistral.chat(client, [
...>   model: "mistral-small-latest",
...>   messages: [%{role: "user", content: "Write a haiku."}],
...>   stream: true
...> ])
iex> Enum.to_list(stream)
[%{"choices" => [%{"delta" => ...}]}, ...]

## Tool Example

iex> Mistral.chat(client, [
...>   model: "mistral-large-latest",
...>   messages: [%{role: "user", content: "What is the weather?"}],
...>   tools: [
...>     %{
...>       type: "function",
...>       function: %{
...>         name: "get_weather",
...>         description: "Fetches current weather",
...>         parameters: %{type: "object", properties: %{}}
...>       }
...>     }
...>   ],
...>   tool_choice: "auto"
...> ])

## Response Format Control

You can control the output format using the `response_format` parameter:

iex> # JSON mode - ensures response is valid JSON
iex> Mistral.chat(client, [
...>   model: "mistral-small-latest",
...>   messages: [%{role: "user", content: "Generate user data in JSON format"}],
...>   response_format: %{type: "json_object"}
...> ])

iex> # JSON Schema mode - validates response against schema
iex> user_schema = %{
...>   type: "object",
...>   title: "UserProfile",
...>   properties: %{
...>     name: %{type: "string", title: "Name"},
...>     age: %{type: "integer", title: "Age", minimum: 0},
...>     email: %{type: "string", title: "Email"}
...>   },
...>   required: ["name", "age"],
...>   additionalProperties: false
...> }
iex> Mistral.chat(client, [
...>   model: "mistral-small-latest",
...>   messages: [%{role: "user", content: "Generate a user profile"}],
...>   response_format: %{
...>     type: "json_schema",
...>     json_schema: %{
...>       name: "user_profile",
...>       schema: user_schema,
...>       strict: true
...>     }
...>   }
...> ])
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          @spec classify(
  client(),
  keyword()
) :: response()


      


Classify text using a Mistral moderation model.
Options
	:model (String.t/0) - Required. ID of the model to use.
	:input - Required. Text or list of texts to classify.

Examples
iex> Mistral.classify(client, model: "mistral-moderation-latest", input: "Hello, world!")
{:ok, %{"id" => "...", "model" => "mistral-moderation-latest", "results" => [...]}}

iex> Mistral.classify(client, model: "mistral-moderation-latest", input: ["First text", "Second text"])
{:ok, %{"id" => "...", "model" => "mistral-moderation-latest", "results" => [...]}}
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          @spec classify_chat(
  client(),
  keyword()
) :: response()


      


Classify chat conversations using a Mistral moderation model.
Options
	:model (String.t/0) - Required. ID of the model to use.
	:input - Required. A single conversation or list of conversations to classify.

Examples
iex> Mistral.classify_chat(client,
...>   model: "mistral-moderation-latest",
...>   input: %{messages: [%{role: "user", content: "Hello"}]}
...> )
{:ok, %{"id" => "...", "model" => "mistral-moderation-latest", "results" => [...]}}
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          @spec create_agent(
  client(),
  keyword()
) :: response()


      


Create an agent.
Options
	:model (String.t/0) - Required. Model ID to use.
	:name (String.t/0) - Required. Agent name.
	:instructions - System instructions.
	:tools (list of map/0) - Available tools.
	:completion_args (map/0) - Default completion arguments.	:stop - Stop token(s).
	:presence_penalty (float/0) - Presence penalty (-2 to 2).
	:frequency_penalty (float/0) - Frequency penalty (-2 to 2).
	:temperature (float/0) - Temperature (0 to 1).
	:top_p (float/0) - Top-p sampling (0 to 1).
	:max_tokens (non_neg_integer/0) - Maximum tokens.
	:random_seed (non_neg_integer/0) - Random seed.
	:response_format - Response format.
	:tool_choice - Tool choice strategy. The default value is "auto".


	:description - Agent description.
	:handoffs (list of String.t/0) - Agent IDs for handoff.
	:metadata - Custom metadata.

Agent tool structure
	:type - Required. The type of tool.
	:function (map/0) - (required when type is 'function') The function definition.	:name (String.t/0) - Required. The name of the function to be called.
	:description (String.t/0) - (optional) A description of what the function does.
	:parameters - Required. The parameters the function accepts, described as a JSON Schema object.


	:library_ids (list of String.t/0) - (required when type is 'document_library') IDs of the libraries to search.

Completion arguments structure
	:stop - Stop token(s).
	:presence_penalty (float/0) - Presence penalty (-2 to 2).
	:frequency_penalty (float/0) - Frequency penalty (-2 to 2).
	:temperature (float/0) - Temperature (0 to 1).
	:top_p (float/0) - Top-p sampling (0 to 1).
	:max_tokens (non_neg_integer/0) - Maximum tokens.
	:random_seed (non_neg_integer/0) - Random seed.
	:response_format - Response format.
	:tool_choice - Tool choice strategy. The default value is "auto".

Examples
iex> Mistral.create_agent(client,
...>   model: "mistral-large-latest",
...>   name: "My Agent",
...>   instructions: "You are a helpful assistant."
...> )
{:ok, %{"id" => "ag_abc123", "name" => "My Agent", ...}}
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          @spec create_batch_job(
  client(),
  keyword()
) :: response()


      


Create a batch job for asynchronous batch inference.
Provide either input_files (list of uploaded JSONL file IDs) or requests
(inline list of batch request objects). The endpoint parameter specifies which
API endpoint to use for processing.
Options
	:input_files (list of String.t/0) - (optional) List of file IDs (UUIDs) to use as input. Files must be JSONL format.
	:requests (list of map/0) - (optional) Inline list of batch requests (max 10,000).
	:endpoint - Required. The API endpoint to use for batch inference.
	:model (String.t/0) - (optional) The model to use for batch inference.
	:metadata - (optional) Metadata to associate with the batch job.
	:timeout_hours (integer/0) - Timeout in hours for the batch job. The default value is 24.

Batch request structure
	:custom_id (String.t/0) - (optional) Custom identifier for this request.
	:body - Required. The request body for the batch inference.

Examples
iex> Mistral.create_batch_job(client,
...>   endpoint: "/v1/chat/completions",
...>   input_files: ["file-abc123"]
...> )
{:ok, %{"id" => "b_abc123", "status" => "QUEUED", ...}}

iex> Mistral.create_batch_job(client,
...>   endpoint: "/v1/chat/completions",
...>   model: "mistral-small-latest",
...>   requests: [
...>     %{custom_id: "req-1", body: %{messages: [%{role: "user", content: "Hello"}]}}
...>   ]
...> )
{:ok, %{"id" => "b_abc123", "status" => "QUEUED", ...}}
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          @spec create_conversation(
  client(),
  keyword()
) :: response()


      


Create a new conversation.
Options
	:inputs - Required. The input string or list of entry objects.
	:stream - When true, returns a stream of response events. The default value is false.
	:stream_timeout (non_neg_integer/0) - Timeout in milliseconds for receiving stream chunks. Defaults to 30000 (30 seconds). The default value is 30000.
	:store - (optional) Whether to store the conversation.
	:handoff_execution - (optional) Handoff execution mode ('client' or 'server').
	:instructions - (optional) System instructions for the conversation.
	:tools - (optional) Available tools (function, web_search, code_interpreter, etc.).
	:completion_args - (optional) Completion arguments.
	:name - (optional) Name of the conversation.
	:description - (optional) Description of the conversation.
	:metadata - (optional) Custom metadata.
	:agent_id - (optional) Agent ID to use.
	:agent_version - (optional) Agent version.
	:model - (optional) Model ID to use.

Examples
iex> Mistral.create_conversation(client, inputs: "Hello!")
{:ok, %{"object" => "conversation.response", "conversation_id" => "conv_abc123", ...}}

# Stream the response
iex> {:ok, stream} = Mistral.create_conversation(client, inputs: "Hello!", stream: true)
iex> Enum.to_list(stream)
[%{"object" => "conversation.response.started", ...}, ...]
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          @spec create_fine_tuning_job(
  client(),
  keyword()
) :: response()


      


Create a fine-tuning job.
Options
	:model - Required. The model to fine-tune.
	:training_files (list of map/0) - (optional) List of training file objects.
	:validation_files (list of String.t/0) - (optional) List of validation file IDs (UUIDs).
	:suffix (String.t/0) - (optional) A suffix to append to the fine-tuned model name.
	:integrations (list of map/0) - (optional) List of W&B integrations.
	:auto_start (boolean/0) - (optional) Whether to start the job automatically after validation.
	:hyperparameters - Required. Hyperparameters for fine-tuning (e.g. training_steps, learning_rate, etc.).
	:repositories (list of map/0) - (optional) List of GitHub repositories to use as training data.
	:classifier_targets (list of map/0) - (optional) List of classifier targets (for classifier job type).
	:job_type - (optional) The type of fine-tuning job.
	:invalid_sample_skip_percentage (float/0) - (optional) Percentage of invalid samples to skip during training. The default value is 0.0.
	:dry_run (boolean/0) - (optional) If true, returns estimated cost and duration without creating the job.

Training file structure
	:file_id (String.t/0) - Required. The ID (UUID) of an uploaded training file.
	:weight (float/0) - (optional) Weight of the training file. The default value is 1.0.

W&B integration structure
	:type - Integration type. The default value is "wandb".
	:project (String.t/0) - Required. The W&B project name.
	:name (String.t/0) - (optional) Display name for the run.
	:api_key (String.t/0) - Required. The W&B API key (40 characters).
	:run_name (String.t/0) - (optional) The W&B run name.

Examples
iex> Mistral.create_fine_tuning_job(client,
...>   model: "open-mistral-7b",
...>   hyperparameters: %{training_steps: 10},
...>   training_files: [%{file_id: "file-abc123"}]
...> )
{:ok, %{"id" => "ft-abc123", "status" => "QUEUED", ...}}

iex> Mistral.create_fine_tuning_job(client,
...>   model: "open-mistral-7b",
...>   hyperparameters: %{training_steps: 10},
...>   dry_run: true
...> )
{:ok, %{"expected_duration_seconds" => 300, ...}}
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          @spec create_or_update_agent_alias(client(), String.t(), String.t(), integer()) ::
  response()


      


Create or update a version alias for an agent.
Examples
iex> Mistral.create_or_update_agent_alias(client, "ag_abc123", "production", 2)
{:ok, %{"alias" => "production", "version" => 2, ...}}

  



  
    
      
    
    
      delete_agent(client, agent_id)



    

  


  

      

          @spec delete_agent(client(), String.t()) :: response()


      


Delete an agent by its ID.
Examples
iex> Mistral.delete_agent(client, "ag_abc123")
{:ok, %{}}
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          @spec delete_conversation(client(), String.t()) :: response()


      


Delete a conversation by its ID.
Examples
iex> Mistral.delete_conversation(client, "conv_abc123")
{:ok, %{}}
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          @spec delete_file(client(), String.t()) :: response()


      


Deletes a file by its ID.
Parameters
	client: A Mistral.client() struct.
	file_id: The ID of the file to delete.

Examples
iex> Mistral.delete_file(client, "file-abc123")
{:ok, %{"id" => "file-abc123", "object" => "file", "deleted" => true}}

  



  
    
      
    
    
      delete_model(client, model_id)



    

  


  

      

          @spec delete_model(client(), String.t()) :: response()


      


Delete a model by its ID.
Examples
iex> Mistral.delete_model(client, "ft:open-mistral-7b:abc123")
{:ok, %{"id" => "ft:open-mistral-7b:abc123", "deleted" => true, ...}}

  



  
    
      
    
    
      download_file(client, file_id)



    

  


  

      

          @spec download_file(client(), String.t()) :: response()


      


Downloads the content of a file by its ID.
Returns the raw binary content of the file.
Parameters
	client: A Mistral.client() struct.
	file_id: The ID of the file to download.

Examples
iex> Mistral.download_file(client, "file-abc123")
{:ok, <<...>>}

  



  
    
      
    
    
      embed(client, params)



    

  


  

      

          @spec embed(
  client(),
  keyword()
) :: response()


      


Generate embeddings for the given input using a specified model.
Options
	:model (String.t/0) - The model to use for generating embeddings. The default value is "mistral-embed".
	:input - Required. Text or list of texts to generate embeddings for.

Examples
iex> Mistral.embed(client, input: "Hello, world!")
{:ok, %{"data" => [%{"embedding" => [...]}]}}

iex> Mistral.embed(client, input: ["First text", "Second text"])
{:ok, %{"data" => [%{"embedding" => [...]}, %{"embedding" => [...]}]}}

  



  
    
      
    
    
      fim(client, params)



    

  


  

      

          @spec fim(
  client(),
  keyword()
) :: response()


      


Fill-in-the-middle completion for code. Given a code prompt (and optional suffix),
the model generates the code that fits between them.
Options
	:model (String.t/0) - Required. ID of the model to use for FIM completion (e.g. codestral-latest).
	:prompt (String.t/0) - Required. The text/code to complete.
	:suffix (String.t/0) - (optional) Text/code that adds more context. When given a prompt and a suffix, the model fills what is between them.
	:temperature (float/0) - Controls randomness (0.0 to 1.5).
	:top_p (float/0) - Controls diversity via nucleus sampling. The default value is 1.0.
	:max_tokens (non_neg_integer/0) - Maximum number of tokens to generate.
	:min_tokens (non_neg_integer/0) - Minimum number of tokens to generate.
	:stream - When true, returns a stream of partial response chunks. The default value is false.
	:stream_timeout (non_neg_integer/0) - Timeout in milliseconds for receiving stream chunks. Defaults to 30000 (30 seconds). The default value is 30000.
	:stop - Stop generation if this token is detected.
	:random_seed (non_neg_integer/0) - Seed for deterministic results.

Examples
iex> Mistral.fim(client, model: "codestral-latest", prompt: "def add(a, b):\n    ")
{:ok, %{"choices" => [%{"message" => %{"content" => "return a + b"}}], ...}}

# With suffix for fill-in-the-middle
iex> Mistral.fim(client, model: "codestral-latest", prompt: "def ", suffix: "return a + b")
{:ok, %{"choices" => [%{"message" => %{"content" => "add(a, b):\n    "}}], ...}}

# Stream the response
iex> {:ok, stream} = Mistral.fim(client, model: "codestral-latest", prompt: "def ", stream: true)
iex> Enum.to_list(stream)
[%{"choices" => [%{"delta" => ...}]}, ...]

  



    

  
    
      
    
    
      get_agent(client, agent_id, opts \\ [])



    

  


  

      

          @spec get_agent(client(), String.t(), keyword()) :: response()


      


Retrieve an agent by its ID.
Options
	:agent_version - Version number or alias.

Examples
iex> Mistral.get_agent(client, "ag_abc123")
{:ok, %{"id" => "ag_abc123", "name" => "My Agent", ...}}

iex> Mistral.get_agent(client, "ag_abc123", agent_version: 2)
{:ok, %{"id" => "ag_abc123", "version" => 2, ...}}

  



  
    
      
    
    
      get_agent_version(client, agent_id, version)



    

  


  

      

          @spec get_agent_version(client(), String.t(), integer()) :: response()


      


Get a specific version of an agent.
Examples
iex> Mistral.get_agent_version(client, "ag_abc123", 2)
{:ok, %{"id" => "ag_abc123", "version" => 2, ...}}

  



    

  
    
      
    
    
      get_batch_job(client, job_id, opts \\ [])



    

  


  

      

          @spec get_batch_job(client(), String.t(), keyword()) :: response()


      


Retrieve a batch job by its ID.
Options
	:inline (boolean/0) - (optional) If true, return results inline in the response.

Examples
iex> Mistral.get_batch_job(client, "b_abc123")
{:ok, %{"id" => "b_abc123", "status" => "QUEUED", ...}}

iex> Mistral.get_batch_job(client, "b_abc123", inline: true)
{:ok, %{"id" => "b_abc123", "status" => "SUCCESS", "results" => [...], ...}}

  



  
    
      
    
    
      get_conversation(client, conversation_id)



    

  


  

      

          @spec get_conversation(client(), String.t()) :: response()


      


Retrieve a conversation by its ID.
Examples
iex> Mistral.get_conversation(client, "conv_abc123")
{:ok, %{"object" => "conversation", "conversation_id" => "conv_abc123", ...}}

  



  
    
      
    
    
      get_conversation_history(client, conversation_id)



    

  


  

      

          @spec get_conversation_history(client(), String.t()) :: response()


      


Get the history of a conversation.
Examples
iex> Mistral.get_conversation_history(client, "conv_abc123")
{:ok, %{"entries" => [...]}}

  



  
    
      
    
    
      get_conversation_messages(client, conversation_id)



    

  


  

      

          @spec get_conversation_messages(client(), String.t()) :: response()


      


Get the messages of a conversation.
Examples
iex> Mistral.get_conversation_messages(client, "conv_abc123")
{:ok, %{"messages" => [...]}}

  



  
    
      
    
    
      get_file(client, file_id)



    

  


  

      

          @spec get_file(client(), String.t()) :: response()


      


Retrieves information about a specific file by its ID.
Parameters
	client: A Mistral.client() struct.
	file_id: The ID of the file to retrieve.

Examples
iex> Mistral.get_file(client, "00edaf84-95b0-45db-8f83-f71138491f23")
{:ok, %{
  "id" => "00edaf84-95b0-45db-8f83-f71138491f23",
  "object" => "file",
  "bytes" => 3749788,
  "created_at" => 1741023462,
  "filename" => "test_document.pdf",
  "purpose" => "ocr",
  "sample_type" => "ocr_input",
  "source" => "upload",
  "deleted" => false
}}

  



    

  
    
      
    
    
      get_file_url(client, file_id, opts \\ [])



    

  


  

      

          @spec get_file_url(client(), String.t(), keyword()) :: response()


      


Retrieves a signed URL for the specified file.
Parameters
	client: A Mistral.client() struct.
	file_id: The ID of the file.
	opts: An optional keyword list for additional query parameters (e.g., expiry).

Examples
iex> Mistral.get_file_url(client, "00edaf84-95b0-45db-8f83-f71138491f23")
{:ok, %{"url" => "https://storage.googleapis.com/mistral-file-uploads/signed-url-example"}}

iex> Mistral.get_file_url(client, "00edaf84-95b0-45db-8f83-f71138491f23", expiry: 48)
{:ok, %{"url" => "https://storage.googleapis.com/mistral-file-uploads/signed-url-example"}}

  



  
    
      
    
    
      get_fine_tuning_job(client, job_id)



    

  


  

      

          @spec get_fine_tuning_job(client(), String.t()) :: response()


      


Retrieve a fine-tuning job by its ID.
Examples
iex> Mistral.get_fine_tuning_job(client, "ft-abc123")
{:ok, %{"id" => "ft-abc123", "status" => "QUEUED", ...}}

  



  
    
      
    
    
      get_model(client, model_id)



    

  


  

      

          @spec get_model(client(), String.t()) :: response()


      


Retrieves information about a specific model by its ID.
Parameters
	client: A Mistral.client() struct.
	model_id: The ID of the model to retrieve (e.g. "mistral-small-latest").

Examples
iex> Mistral.get_model(client, "mistral-small-latest")
{:ok, %{
  "id" => "mistral-small-latest",
  "object" => "model",
  "created" => 1711430400,
  "owned_by" => "mistralai",
  "capabilities" => %{
    "completion_chat" => true,
    "function_calling" => true,
    "vision" => false
  },
  "name" => "Mistral Small"
}}

  



  
    
      
    
    
      init()



    

  


  

      

          @spec init() :: client()


      


Creates a new Mistral API client using the API key set in your application's config.
config :mistral, :api_key, "your-api-key"
If given, a keyword list of options will be passed to Req.new/1.
Examples
iex> client = Mistral.init()
%Mistral{}

iex> client = Mistral.init(headers: [{"X-Custom-Header", "value"}])
%Mistral{}

  



  
    
      
    
    
      init(opts)



    

  


  

      

          @spec init(keyword()) :: client()


      



  



  
    
      
    
    
      init(api_key, opts \\ [])



    

  


  

      

          @spec init(
  String.t(),
  keyword()
) :: client()


      


Creates a new Mistral API client with the given API key.
Optionally, a keyword list of options can be passed through to Req.new/1.
Retry options
The client automatically retries transient errors (HTTP 408, 429, 5xx, and
socket/connection errors) using exponential backoff with full jitter. The
following retry-related options can be overridden:
	:retry - Retry mode. Defaults to :transient. Set to false to
disable retries entirely.
	:max_retries - Maximum number of retry attempts. Defaults to 3.
	:retry_delay - A function that receives the retry count (0-indexed)
and returns the delay in milliseconds. Defaults to
&Mistral.Retry.delay/1 (exponential backoff with full jitter,
capped at 60 seconds).
	:retry_log_level - Log level for retry warnings. Defaults to
:warning. Set to false to disable retry logging.

Streaming requests automatically disable retries since SSE streams cannot
be safely replayed.
Cache options
Optional response caching can be enabled to reduce redundant API calls.
Only deterministic, non-streaming endpoints are cached. See Mistral.Cache
for details.
	:cache - Set to true to enable response caching. Defaults to false.
	:cache_ttl - Cache time-to-live in milliseconds. Defaults to 300_000
(5 minutes).
	:cache_table - ETS table name for the cache. Defaults to :mistral_cache.

Examples
iex> client = Mistral.init("YOUR_API_KEY")
%Mistral{}

iex> client = Mistral.init("YOUR_API_KEY", receive_timeout: :infinity)
%Mistral{}

iex> client = Mistral.init("YOUR_API_KEY", retry: false)
%Mistral{}

iex> client = Mistral.init("YOUR_API_KEY", max_retries: 5)
%Mistral{}

iex> client = Mistral.init("YOUR_API_KEY", cache: true)
%Mistral{}

iex> client = Mistral.init("YOUR_API_KEY", cache: true, cache_ttl: 600_000)
%Mistral{}

  



  
    
      
    
    
      list_agent_aliases(client, agent_id)



    

  


  

      

          @spec list_agent_aliases(client(), String.t()) :: response()


      


List all version aliases for an agent.
Examples
iex> Mistral.list_agent_aliases(client, "ag_abc123")
{:ok, %{"object" => "list", "data" => [...], "total" => 2}}

  



    

  
    
      
    
    
      list_agent_versions(client, agent_id, opts \\ [])



    

  


  

      

          @spec list_agent_versions(client(), String.t(), keyword()) :: response()


      


List all versions of an agent.
Options
	:page (integer/0) - Page number (0-indexed).
	:page_size (integer/0) - Versions per page (1-100).

Examples
iex> Mistral.list_agent_versions(client, "ag_abc123")
{:ok, %{"object" => "list", "data" => [...], "total" => 3}}

  



    

  
    
      
    
    
      list_agents(client, opts \\ [])



    

  


  

      

          @spec list_agents(
  client(),
  keyword()
) :: response()


      


List agents with optional filtering and pagination.
Options
	:page (integer/0) - Page number (0-indexed).
	:page_size (integer/0) - Items per page (1-1000).
	:deployment_chat (boolean/0) - Filter by deployment chat.
	:sources - Filter by sources.
	:name (String.t/0) - Filter by name.
	:id (String.t/0) - Filter by ID.

Examples
iex> Mistral.list_agents(client)
{:ok, %{"object" => "list", "data" => [...], "total" => 2}}

iex> Mistral.list_agents(client, page: 0, page_size: 10)
{:ok, %{"object" => "list", "data" => [...], "total" => 2}}

  



    

  
    
      
    
    
      list_batch_jobs(client, opts \\ [])



    

  


  

      

          @spec list_batch_jobs(
  client(),
  keyword()
) :: response()


      


List batch jobs with optional filtering and pagination.
Options
	:page (integer/0) - (optional) Page number (0-indexed).
	:page_size (integer/0) - (optional) Number of items per page.
	:model (String.t/0) - (optional) Filter by model.
	:created_after (String.t/0) - (optional) Filter jobs created after this datetime (ISO 8601).
	:created_by_me (boolean/0) - (optional) Only return jobs created by the current user. The default value is false.
	:status - (optional) Filter by job status.

Examples
iex> Mistral.list_batch_jobs(client)
{:ok, %{"object" => "list", "data" => [...], "total" => 2}}

iex> Mistral.list_batch_jobs(client, status: ["QUEUED", "RUNNING"], model: "mistral-small-latest")
{:ok, %{"object" => "list", "data" => [...], "total" => 1}}

  



    

  
    
      
    
    
      list_conversations(client, opts \\ [])



    

  


  

      

          @spec list_conversations(
  client(),
  keyword()
) :: response()


      


List conversations with optional pagination.
Options
	:page (integer/0) - (optional) Page number.
	:page_size (integer/0) - (optional) Items per page.

Examples
iex> Mistral.list_conversations(client)
{:ok, [%{"object" => "conversation", ...}]}

iex> Mistral.list_conversations(client, page: 0, page_size: 10)
{:ok, [%{"object" => "conversation", ...}]}

  



    

  
    
      
    
    
      list_files(client, opts \\ [])



    

  


  

      

          @spec list_files(
  client(),
  keyword()
) :: response()


      


Lists all uploaded files.
Options
	:page (integer/0) - (optional) Pagination page number.
	:page_size (integer/0) - (optional) Number of items per page.
	:sample_type (list of String.t/0) - (optional) Filter by sample type.
	:source (list of String.t/0) - (optional) Filter by source.
	:search (String.t/0) - (optional) Search query.
	:purpose - (optional) Filter by purpose. Supports 'ocr', 'fine-tune', and 'batch'.

Examples
iex> Mistral.list_files(client)
{:ok, %{"object" => "list", "data" => [%{"id" => "file-abc123", ...}]}}

iex> Mistral.list_files(client, purpose: "ocr", page_size: 10)
{:ok, %{"object" => "list", "data" => [...]}}

  



    

  
    
      
    
    
      list_fine_tuning_jobs(client, opts \\ [])



    

  


  

      

          @spec list_fine_tuning_jobs(
  client(),
  keyword()
) :: response()


      


List fine-tuning jobs with optional filtering and pagination.
Options
	:page (integer/0) - (optional) Page number (0-indexed).
	:page_size (integer/0) - (optional) Number of items per page.
	:model (String.t/0) - (optional) Filter by model.
	:created_after (String.t/0) - (optional) Filter jobs created after this datetime (ISO 8601).
	:created_before (String.t/0) - (optional) Filter jobs created before this datetime (ISO 8601).
	:wandb_project (String.t/0) - (optional) Filter by W&B project name.
	:wandb_name (String.t/0) - (optional) Filter by W&B run name.
	:suffix (String.t/0) - (optional) Filter by model suffix.
	:created_by_me (boolean/0) - (optional) Only return jobs created by the current user. The default value is false.
	:status - (optional) Filter by job status.

Examples
iex> Mistral.list_fine_tuning_jobs(client)
{:ok, %{"object" => "list", "data" => [...], "total" => 2}}

iex> Mistral.list_fine_tuning_jobs(client, status: "RUNNING", model: "open-mistral-7b")
{:ok, %{"object" => "list", "data" => [...], "total" => 1}}

  



  
    
      
    
    
      list_models(client)



    

  


  

      

          @spec list_models(client()) :: response()


      


Lists all available models.
Examples
iex> Mistral.list_models(client)
{:ok, %{
  "object" => "list",
  "data" => [
    %{
      "id" => "mistral-small-latest",
      "object" => "model",
      "created" => 1711430400,
      "owned_by" => "mistralai",
      "capabilities" => %{
        "completion_chat" => true,
        "function_calling" => true
      }
    }
  ]
}}

  



  
    
      
    
    
      moderate(client, params)



    

  


  

      

          @spec moderate(
  client(),
  keyword()
) :: response()


      


Moderate text using a Mistral moderation model.
Options
	:model (String.t/0) - Required. ID of the model to use.
	:input - Required. Text or list of texts to classify.

Examples
iex> Mistral.moderate(client, model: "mistral-moderation-latest", input: "Hello, world!")
{:ok, %{"id" => "...", "model" => "mistral-moderation-latest", "results" => [...]}}

iex> Mistral.moderate(client, model: "mistral-moderation-latest", input: ["First text", "Second text"])
{:ok, %{"id" => "...", "model" => "mistral-moderation-latest", "results" => [...]}}

  



  
    
      
    
    
      moderate_chat(client, params)



    

  


  

      

          @spec moderate_chat(
  client(),
  keyword()
) :: response()


      


Moderate chat conversations using a Mistral moderation model.
Options
	:model (String.t/0) - Required. ID of the model to use.
	:input - Required. A single conversation (list of messages) or multiple conversations (list of lists of messages) to moderate.

Examples
iex> Mistral.moderate_chat(client,
...>   model: "mistral-moderation-latest",
...>   input: [%{role: "user", content: "Hello"}]
...> )
{:ok, %{"id" => "...", "model" => "mistral-moderation-latest", "results" => [...]}}

  



  
    
      
    
    
      ocr(client, params)



    

  


  

      

          @spec ocr(
  client(),
  keyword()
) :: response()


      


Perform OCR on a document or image.
Options
	:model - Required. Model to use for OCR processing.
	:id (String.t/0) - Unique identifier for the OCR request.
	:document - Required. Document object containing the URL or image URL.
	:pages - List of page indices to process (starting from 0).
	:include_image_base64 - Include base64 images in the response.
	:image_limit - Maximum number of images to extract.
	:image_min_size - Minimum image dimensions to extract.
	:bbox_annotation_format - (optional) Structured output for extracting information from each bounding box/image. Only json_schema type is valid.
	:document_annotation_format - (optional) Structured output for extracting information from the entire document. Only json_schema type is valid.

Examples
iex> Mistral.ocr(client, model: "mistral-ocr-latest", document: %{type: "document_url", document_url: "https://example.com/sample.pdf"})
{:ok, %{"pages" => [...]}}

iex> Mistral.ocr(client, model: "mistral-ocr-latest", document: %{type: "image_url", image_url: "https://example.com/sample.png"})
{:ok, %{"pages" => [...]}}

## Structured Output for OCR

You can extract structured information from documents using annotation formats:

iex> # Extract structured data from bounding boxes
iex> bbox_schema = %{
...>   type: "object",
...>   title: "BoundingBoxData",
...>   properties: %{
...>     text: %{type: "string", title: "Text"},
...>     confidence: %{type: "number", title: "Confidence", minimum: 0, maximum: 1}
...>   },
...>   additionalProperties: false
...> }
iex> Mistral.ocr(client,
...>   model: "mistral-ocr-latest",
...>   document: %{type: "document_url", document_url: "https://example.com/invoice.pdf"},
...>   bbox_annotation_format: %{
...>     type: "json_schema",
...>     json_schema: %{name: "bbox_data", schema: bbox_schema}
...>   }
...> )

iex> # Extract document-level structured information
iex> doc_schema = %{
...>   type: "object",
...>   title: "DocumentInfo",
...>   properties: %{
...>     title: %{type: "string", title: "Title"},
...>     summary: %{type: "string", title: "Summary"},
...>     total_pages: %{type: "integer", title: "TotalPages"}
...>   },
...>   additionalProperties: false
...> }
iex> Mistral.ocr(client,
...>   model: "mistral-ocr-latest",
...>   document: %{type: "document_url", document_url: "https://example.com/report.pdf"},
...>   document_annotation_format: %{
...>     type: "json_schema",
...>     json_schema: %{name: "document_info", schema: doc_schema}
...>   }
...> )

  



    

  
    
      
    
    
      req(mistral, method, url, opts \\ [])



    

  


  

      

          @spec req(client(), atom(), Req.url(), keyword()) :: req_response()


      



  



  
    
      
    
    
      res(arg)



    

  


  

      

          @spec res(req_response()) :: response()


      



  



  
    
      
    
    
      restart_conversation(client, conversation_id, params)



    

  


  

      

          @spec restart_conversation(client(), String.t(), keyword()) :: response()


      


Restart a conversation from a specific entry.
Options
	:inputs - Required. The input string or list of entry objects.
	:from_entry_id (String.t/0) - Required. The entry ID to restart from.
	:stream - When true, returns a stream of response events. The default value is false.
	:stream_timeout (non_neg_integer/0) - Timeout in milliseconds for receiving stream chunks. Defaults to 30000 (30 seconds). The default value is 30000.
	:store (boolean/0) - Whether to store the entries. The default value is true.
	:handoff_execution - Handoff execution mode. The default value is "server".
	:completion_args - (optional) Completion arguments.

Examples
iex> Mistral.restart_conversation(client, "conv_abc123",
...>   inputs: "Try again",
...>   from_entry_id: "entry_xyz789"
...> )
{:ok, %{"object" => "conversation.response", ...}}

# Stream the response
iex> {:ok, stream} = Mistral.restart_conversation(client, "conv_abc123",
...>   inputs: "Try again",
...>   from_entry_id: "entry_xyz789",
...>   stream: true
...> )
iex> Enum.to_list(stream)
[%{"object" => "conversation.response.started", ...}, ...]

  



  
    
      
    
    
      start_fine_tuning_job(client, job_id)



    

  


  

      

          @spec start_fine_tuning_job(client(), String.t()) :: response()


      


Start a fine-tuning job by its ID.
Examples
iex> Mistral.start_fine_tuning_job(client, "ft-abc123")
{:ok, %{"id" => "ft-abc123", "status" => "STARTED", ...}}

  



  
    
      
    
    
      unarchive_fine_tuned_model(client, model_id)



    

  


  

      

          @spec unarchive_fine_tuned_model(client(), String.t()) :: response()


      


Unarchive a fine-tuned model.
Examples
iex> Mistral.unarchive_fine_tuned_model(client, "ft:open-mistral-7b:abc123")
{:ok, %{"id" => "ft:open-mistral-7b:abc123", "archived" => false, ...}}

  



  
    
      
    
    
      update_agent(client, agent_id, params)



    

  


  

      

          @spec update_agent(client(), String.t(), keyword()) :: response()


      


Update an agent. Creates a new version of the agent.
Options
	:model - Model ID.
	:name - Agent name.
	:instructions - System instructions.
	:tools (list of map/0) - Available tools.
	:completion_args (map/0) - Default completion arguments.	:stop - Stop token(s).
	:presence_penalty (float/0) - Presence penalty (-2 to 2).
	:frequency_penalty (float/0) - Frequency penalty (-2 to 2).
	:temperature (float/0) - Temperature (0 to 1).
	:top_p (float/0) - Top-p sampling (0 to 1).
	:max_tokens (non_neg_integer/0) - Maximum tokens.
	:random_seed (non_neg_integer/0) - Random seed.
	:response_format - Response format.
	:tool_choice - Tool choice strategy. The default value is "auto".


	:description - Agent description.
	:handoffs - Agent IDs for handoff.
	:deployment_chat - Deployment chat flag.
	:metadata - Custom metadata.

Examples
iex> Mistral.update_agent(client, "ag_abc123",
...>   name: "Updated Agent",
...>   instructions: "New instructions."
...> )
{:ok, %{"id" => "ag_abc123", "name" => "Updated Agent", ...}}

  



  
    
      
    
    
      update_agent_version(client, agent_id, version)



    

  


  

      

          @spec update_agent_version(client(), String.t(), integer()) :: response()


      


Switch an agent to a specific version.
Examples
iex> Mistral.update_agent_version(client, "ag_abc123", 2)
{:ok, %{"id" => "ag_abc123", "version" => 2, ...}}

  



    

  
    
      
    
    
      update_fine_tuned_model(client, model_id, params \\ [])



    

  


  

      

          @spec update_fine_tuned_model(client(), String.t(), keyword()) :: response()


      


Update a fine-tuned model's name and/or description.
Options
	:name (String.t/0) - (optional) New name for the fine-tuned model.
	:description (String.t/0) - (optional) New description for the fine-tuned model.

Examples
iex> Mistral.update_fine_tuned_model(client, "ft:open-mistral-7b:abc123",
...>   name: "My Model",
...>   description: "A fine-tuned model"
...> )
{:ok, %{"id" => "ft:open-mistral-7b:abc123", ...}}

  



  
    
      
    
    
      upload_file(client, file_path, opts)



    

  


  

      

          @spec upload_file(client(), Path.t(), keyword()) :: response()


      


Uploads a file to the Mistral API.
Options
	:purpose - Required. The purpose of the file. Currently supports 'ocr', 'fine-tune', and 'batch'.

Examples
iex> Mistral.upload_file(client, "path/to/file.pdf", purpose: "ocr")
{:ok, %{"id" => "file-abc123", "object" => "file", ...}}

  


        

      


  

    
Mistral.Cache 
    



      
Optional response caching for Mistral API requests.
Implements a Req plugin that caches successful responses in ETS to reduce
redundant API calls. Caching is applied selectively — only deterministic,
non-streaming endpoints are cached.
Cached endpoints
	GET requests (models, files, agents)
	Deterministic POST endpoints: /embeddings, /classifications,
/chat/classifications, /moderations, /chat/moderations, /ocr

Skipped requests
	Streaming requests (where into option is set)
	Non-deterministic POST endpoints (/chat/completions, /fim/completions,
/agents/completions)
	Mutation endpoints (PUT, PATCH, DELETE, non-cacheable POST)
	Error responses (non-2xx)

Usage
Caching is enabled through Mistral.init/2:
client = Mistral.init("api_key", cache: true)
client = Mistral.init("api_key", cache: true, cache_ttl: 600_000)
client = Mistral.init("api_key", cache: true, cache_table: :my_cache)
TTL
Entries expire lazily on read. Use sweep/2 for bulk cleanup of expired entries.
Default TTL is 5 minutes (300,000 ms).
ETS table
The cache uses a named ETS table (default :mistral_cache) with
read_concurrency and write_concurrency enabled. The table is created
lazily on first use and owned by a long-lived process.

      


      
        Summary


  
    Functions
  


    
      
        attach(request, opts \\ [])

      


        Attaches the cache plugin to a Req.Request.



    


    
      
        clear(table \\ :mistral_cache)

      


        Deletes all entries from the cache table.



    


    
      
        invalidate(pattern, table \\ :mistral_cache)

      


        Deletes cache entries whose URL contains the given pattern substring.



    


    
      
        stats(table \\ :mistral_cache)

      


        Returns cache statistics.



    


    
      
        sweep(ttl \\ 300_000, table \\ :mistral_cache)

      


        Removes expired entries from the cache. Returns the number of entries deleted.



    





      


      
        Functions


        


    

  
    
      
    
    
      attach(request, opts \\ [])



    

  


  

      

          @spec attach(
  Req.Request.t(),
  keyword()
) :: Req.Request.t()


      


Attaches the cache plugin to a Req.Request.
Options
	:cache_ttl - Time-to-live in milliseconds. Defaults to 300000.
	:cache_table - ETS table name. Defaults to :mistral_cache.


  



    

  
    
      
    
    
      clear(table \\ :mistral_cache)



    

  


  

      

          @spec clear(atom()) :: :ok


      


Deletes all entries from the cache table.

  



    

  
    
      
    
    
      invalidate(pattern, table \\ :mistral_cache)



    

  


  

      

          @spec invalidate(String.t(), atom()) :: non_neg_integer()


      


Deletes cache entries whose URL contains the given pattern substring.
Returns the number of entries deleted.

  



    

  
    
      
    
    
      stats(table \\ :mistral_cache)



    

  


  

      

          @spec stats(atom()) :: %{size: non_neg_integer(), memory_bytes: non_neg_integer()}


      


Returns cache statistics.
Return value
%{size: non_neg_integer(), memory_bytes: non_neg_integer()}

  



    

    

  
    
      
    
    
      sweep(ttl \\ 300_000, table \\ :mistral_cache)



    

  


  

      

          @spec sweep(non_neg_integer(), atom()) :: non_neg_integer()


      


Removes expired entries from the cache. Returns the number of entries deleted.

  


        

      


  

    
Mistral.Conversations 
    



      
Utility functions for working with conversation responses and history.
Provides response extraction, format conversion, context window management,
entry navigation, and input builders for data returned by the Conversations API
(Mistral.create_conversation/2, Mistral.append_conversation/3,
Mistral.get_conversation_history/2, Mistral.get_conversation_messages/2,
and Mistral.restart_conversation/3).
All functions are pure — they operate on raw maps and lists, with no state
or API calls.
Examples
# Extract assistant text from a conversation response
iex> response = %{"outputs" => [%{"type" => "message.output", "content" => "Hi!"}]}
iex> Mistral.Conversations.extract_content(response)
"Hi!"

# Convert history entries to chat-compatible messages
iex> history = %{"entries" => [
...>   %{"type" => "message.input", "role" => "user", "content" => "Hello"},
...>   %{"type" => "message.output", "role" => "assistant", "content" => "Hi!"}
...> ]}
iex> Mistral.Conversations.history_to_chat_messages(history)
[%{"role" => "user", "content" => "Hello"}, %{"role" => "assistant", "content" => "Hi!"}]

      


      
        Summary


  
    Types
  


    
      
        entry()

      


        A single history entry with "type", "id", "role", and "content".



    


    
      
        history()

      


        A conversation history map containing "entries".



    


    
      
        message()

      


        A chat-style message with "role" and "content".



    


    
      
        messages_response()

      


        A conversation messages response map containing "messages".



    


    
      
        output()

      


        A single output from a conversation response.



    


    
      
        response()

      


        A conversation API response map containing "outputs" and optionally "usage".



    





  
    Functions
  


    
      
        build_entry_input(role, content)

      


        Builds a message input entry map.



    


    
      
        build_function_result_input(tool_call_id, result)

      


        Builds a function result input entry map.



    


    
      
        build_inputs(inputs)

      


        Converts a mixed list of inputs into entry maps.



    


    
      
        entries_by_type(entries, type)

      


        Filters entries by their "type" field.



    


    
      
        entries_to_messages(entries)

      


        Converts history entries to chat-style messages.



    


    
      
        entry_ids(entries)

      


        Extracts all entry IDs from a list of entries.



    


    
      
        extract_content(arg1)

      


        Extracts the assistant text content from a conversation response.



    


    
      
        extract_conversation_id(arg1)

      


        Extracts the conversation ID from any conversation map.



    


    
      
        extract_entries(arg1)

      


        Extracts entries from a conversation history response.



    


    
      
        extract_messages(arg1)

      


        Extracts messages from a conversation messages response.



    


    
      
        extract_outputs(arg1)

      


        Extracts the full outputs list from a conversation response.



    


    
      
        extract_usage(arg1)

      


        Extracts token usage information from a conversation response.



    


    
      
        find_entry(entries, id)

      


        Finds an entry by its ID.



    


    
      
        history_to_chat_messages(history)

      


        Converts a conversation history response to chat-compatible messages.



    


    
      
        last_entries(entries, n)

      


        Returns the last n entries from a list.



    


    
      
        last_input_entry(entries)

      


        Returns the last "message.input" entry from a list.



    


    
      
        last_messages(messages, n)

      


        Returns the last n messages from a list.



    


    
      
        last_output_entry(entries)

      


        Returns the last "message.output" entry from a list.



    


    
      
        outputs_by_type(outputs, type)

      


        Filters outputs by their "type" field.



    


    
      
        response_to_message(response)

      


        Converts a conversation response to a single assistant message.



    


    
      
        sliding_window(entries, n)

      


        Returns the last n entries, aligned to a "message.input" turn boundary.



    





      


      
        Types


        


  
    
      
    
    
      entry()



    

  


  

      

          @type entry() :: map()


      


A single history entry with "type", "id", "role", and "content".

  



  
    
      
    
    
      history()



    

  


  

      

          @type history() :: map()


      


A conversation history map containing "entries".

  



  
    
      
    
    
      message()



    

  


  

      

          @type message() :: map()


      


A chat-style message with "role" and "content".

  



  
    
      
    
    
      messages_response()



    

  


  

      

          @type messages_response() :: map()


      


A conversation messages response map containing "messages".

  



  
    
      
    
    
      output()



    

  


  

      

          @type output() :: map()


      


A single output from a conversation response.

  



  
    
      
    
    
      response()



    

  


  

      

          @type response() :: map()


      


A conversation API response map containing "outputs" and optionally "usage".

  


        

      

      
        Functions


        


  
    
      
    
    
      build_entry_input(role, content)



    

  


  

      

          @spec build_entry_input(String.t(), String.t()) :: map()


      


Builds a message input entry map.
Examples
iex> Mistral.Conversations.build_entry_input("user", "Hello!")
%{"type" => "message.input", "role" => "user", "content" => "Hello!"}

  



  
    
      
    
    
      build_function_result_input(tool_call_id, result)



    

  


  

      

          @spec build_function_result_input(String.t(), String.t()) :: map()


      


Builds a function result input entry map.
Examples
iex> Mistral.Conversations.build_function_result_input("call_123", "42")
%{"type" => "function.result", "tool_call_id" => "call_123", "result" => "42"}

  



  
    
      
    
    
      build_inputs(inputs)



    

  


  

      

          @spec build_inputs([String.t() | map()]) :: [map()]


      


Converts a mixed list of inputs into entry maps.
Strings are converted to user message inputs. Maps pass through unchanged.
Raises ArgumentError if any element is not a string or map.
Examples
iex> Mistral.Conversations.build_inputs(["Hello!", %{"type" => "function.result", "tool_call_id" => "c1", "result" => "ok"}])
[
  %{"type" => "message.input", "role" => "user", "content" => "Hello!"},
  %{"type" => "function.result", "tool_call_id" => "c1", "result" => "ok"}
]

  



  
    
      
    
    
      entries_by_type(entries, type)



    

  


  

      

          @spec entries_by_type([entry()], String.t()) :: [entry()]


      


Filters entries by their "type" field.
Examples
iex> entries = [
...>   %{"type" => "message.input", "id" => "1"},
...>   %{"type" => "tool.call", "id" => "2"},
...>   %{"type" => "message.output", "id" => "3"}
...> ]
iex> Mistral.Conversations.entries_by_type(entries, "tool.call")
[%{"type" => "tool.call", "id" => "2"}]

  



  
    
      
    
    
      entries_to_messages(entries)



    

  


  

      

          @spec entries_to_messages([entry()]) :: [message()]


      


Converts history entries to chat-style messages.
Filters entries to only "message.input" and "message.output" types,
then maps each to %{"role" => ..., "content" => ...}.
Examples
iex> entries = [
...>   %{"type" => "message.input", "role" => "user", "content" => "Hello"},
...>   %{"type" => "tool.call", "id" => "tc1"},
...>   %{"type" => "message.output", "role" => "assistant", "content" => "Hi!"}
...> ]
iex> Mistral.Conversations.entries_to_messages(entries)
[%{"role" => "user", "content" => "Hello"}, %{"role" => "assistant", "content" => "Hi!"}]

  



  
    
      
    
    
      entry_ids(entries)



    

  


  

      

          @spec entry_ids([entry()]) :: [String.t()]


      


Extracts all entry IDs from a list of entries.
Examples
iex> entries = [%{"id" => "e1"}, %{"id" => "e2"}]
iex> Mistral.Conversations.entry_ids(entries)
["e1", "e2"]

  



  
    
      
    
    
      extract_content(arg1)



    

  


  

      

          @spec extract_content(response()) :: String.t() | nil


      


Extracts the assistant text content from a conversation response.
Looks for the first output with "type" => "message.output" and returns
its "content". Returns nil if no message output is found.
Examples
iex> response = %{"outputs" => [%{"type" => "message.output", "content" => "Hello!"}]}
iex> Mistral.Conversations.extract_content(response)
"Hello!"

iex> Mistral.Conversations.extract_content(%{"outputs" => []})
nil

  



  
    
      
    
    
      extract_conversation_id(arg1)



    

  


  

      

          @spec extract_conversation_id(map()) :: String.t() | nil


      


Extracts the conversation ID from any conversation map.
Works with responses, history, conversation objects, and any map
containing a "conversation_id" key.
Examples
iex> Mistral.Conversations.extract_conversation_id(%{"conversation_id" => "conv_abc123"})
"conv_abc123"

iex> Mistral.Conversations.extract_conversation_id(%{})
nil

  



  
    
      
    
    
      extract_entries(arg1)



    

  


  

      

          @spec extract_entries(history()) :: [entry()]


      


Extracts entries from a conversation history response.
Returns an empty list if no "entries" key is present.
Examples
iex> history = %{"entries" => [%{"type" => "message.input", "id" => "e1"}]}
iex> Mistral.Conversations.extract_entries(history)
[%{"type" => "message.input", "id" => "e1"}]

iex> Mistral.Conversations.extract_entries(%{})
[]

  



  
    
      
    
    
      extract_messages(arg1)



    

  


  

      

          @spec extract_messages(messages_response()) :: [message()]


      


Extracts messages from a conversation messages response.
Returns an empty list if no "messages" key is present.
Examples
iex> response = %{"messages" => [%{"role" => "user", "content" => "Hi"}]}
iex> Mistral.Conversations.extract_messages(response)
[%{"role" => "user", "content" => "Hi"}]

iex> Mistral.Conversations.extract_messages(%{})
[]

  



  
    
      
    
    
      extract_outputs(arg1)



    

  


  

      

          @spec extract_outputs(response()) :: [output()]


      


Extracts the full outputs list from a conversation response.
Returns an empty list if no "outputs" key is present.
Examples
iex> response = %{"outputs" => [%{"type" => "message.output", "content" => "Hi"}]}
iex> Mistral.Conversations.extract_outputs(response)
[%{"type" => "message.output", "content" => "Hi"}]

iex> Mistral.Conversations.extract_outputs(%{})
[]

  



  
    
      
    
    
      extract_usage(arg1)



    

  


  

      

          @spec extract_usage(response()) :: map() | nil


      


Extracts token usage information from a conversation response.
Returns the "usage" map, or nil if not present.
Examples
iex> response = %{"usage" => %{"prompt_tokens" => 10, "total_tokens" => 22}}
iex> Mistral.Conversations.extract_usage(response)
%{"prompt_tokens" => 10, "total_tokens" => 22}

iex> Mistral.Conversations.extract_usage(%{})
nil

  



  
    
      
    
    
      find_entry(entries, id)



    

  


  

      

          @spec find_entry([entry()], String.t()) :: entry() | nil


      


Finds an entry by its ID.
Returns nil if no entry with the given ID is found.
Examples
iex> entries = [%{"id" => "e1", "content" => "hello"}, %{"id" => "e2", "content" => "world"}]
iex> Mistral.Conversations.find_entry(entries, "e2")
%{"id" => "e2", "content" => "world"}

iex> Mistral.Conversations.find_entry([], "e1")
nil

  



  
    
      
    
    
      history_to_chat_messages(history)



    

  


  

      

          @spec history_to_chat_messages(history()) :: [message()]


      


Converts a conversation history response to chat-compatible messages.
Pipeline: extracts entries, filters to message types, converts to
%{"role" => ..., "content" => ...} format.
Examples
iex> history = %{"entries" => [
...>   %{"type" => "message.input", "role" => "user", "content" => "Hello"},
...>   %{"type" => "message.output", "role" => "assistant", "content" => "Hi!"}
...> ]}
iex> Mistral.Conversations.history_to_chat_messages(history)
[%{"role" => "user", "content" => "Hello"}, %{"role" => "assistant", "content" => "Hi!"}]

  



  
    
      
    
    
      last_entries(entries, n)



    

  


  

      

          @spec last_entries([entry()], pos_integer()) :: [entry()]


      


Returns the last n entries from a list.
Examples
iex> entries = [%{"id" => "1"}, %{"id" => "2"}, %{"id" => "3"}]
iex> Mistral.Conversations.last_entries(entries, 2)
[%{"id" => "2"}, %{"id" => "3"}]

  



  
    
      
    
    
      last_input_entry(entries)



    

  


  

      

          @spec last_input_entry([entry()]) :: entry() | nil


      


Returns the last "message.input" entry from a list.
Returns nil if no input entry is found.
Examples
iex> entries = [
...>   %{"type" => "message.input", "id" => "1"},
...>   %{"type" => "message.output", "id" => "2"}
...> ]
iex> Mistral.Conversations.last_input_entry(entries)
%{"type" => "message.input", "id" => "1"}

  



  
    
      
    
    
      last_messages(messages, n)



    

  


  

      

          @spec last_messages([message()], pos_integer()) :: [message()]


      


Returns the last n messages from a list.
Examples
iex> messages = [%{"role" => "user"}, %{"role" => "assistant"}, %{"role" => "user"}]
iex> Mistral.Conversations.last_messages(messages, 2)
[%{"role" => "assistant"}, %{"role" => "user"}]

  



  
    
      
    
    
      last_output_entry(entries)



    

  


  

      

          @spec last_output_entry([entry()]) :: entry() | nil


      


Returns the last "message.output" entry from a list.
Returns nil if no output entry is found.
Examples
iex> entries = [
...>   %{"type" => "message.input", "id" => "1"},
...>   %{"type" => "message.output", "id" => "2"},
...>   %{"type" => "message.input", "id" => "3"}
...> ]
iex> Mistral.Conversations.last_output_entry(entries)
%{"type" => "message.output", "id" => "2"}

  



  
    
      
    
    
      outputs_by_type(outputs, type)



    

  


  

      

          @spec outputs_by_type([output()], String.t()) :: [output()]


      


Filters outputs by their "type" field.
Examples
iex> outputs = [
...>   %{"type" => "message.output", "content" => "Hi"},
...>   %{"type" => "tool.call", "name" => "search"}
...> ]
iex> Mistral.Conversations.outputs_by_type(outputs, "tool.call")
[%{"type" => "tool.call", "name" => "search"}]

  



  
    
      
    
    
      response_to_message(response)



    

  


  

      

          @spec response_to_message(response()) :: message() | nil


      


Converts a conversation response to a single assistant message.
Returns %{"role" => "assistant", "content" => ...} from the first
"message.output", or nil if no message output is found.
Examples
iex> response = %{"outputs" => [%{"type" => "message.output", "content" => "Hello!"}]}
iex> Mistral.Conversations.response_to_message(response)
%{"role" => "assistant", "content" => "Hello!"}

iex> Mistral.Conversations.response_to_message(%{"outputs" => []})
nil

  



  
    
      
    
    
      sliding_window(entries, n)



    

  


  

      

          @spec sliding_window([entry()], pos_integer()) :: [entry()]


      


Returns the last n entries, aligned to a "message.input" turn boundary.
Takes up to n entries from the end, then drops any leading entries
until a "message.input" entry is found, ensuring the window starts
at a user turn.
Examples
iex> entries = [
...>   %{"type" => "message.input", "id" => "1"},
...>   %{"type" => "message.output", "id" => "2"},
...>   %{"type" => "message.input", "id" => "3"},
...>   %{"type" => "message.output", "id" => "4"}
...> ]
iex> Mistral.Conversations.sliding_window(entries, 3)
[%{"type" => "message.input", "id" => "3"}, %{"type" => "message.output", "id" => "4"}]

  


        

      


  

    
Mistral.Embeddings 
    



      
Utility functions for working with embedding vectors.
Provides similarity calculations, distance metrics, batch processing,
and helpers for extracting embeddings from Mistral.embed/2 API responses.
All core math functions operate on raw lists of numbers, keeping them
composable and testable independently of the API.
Examples
# Compare two embeddings
iex> a = [1.0, 0.0, 0.0]
iex> b = [0.0, 1.0, 0.0]
iex> Mistral.Embeddings.cosine_similarity(a, b)
0.0

# Find the most similar embedding from a list
iex> target = [1.0, 0.0]
iex> embeddings = [[1.0, 0.0], [0.0, 1.0], [0.7, 0.7]]
iex> Mistral.Embeddings.most_similar(target, embeddings)
{0, 1.0}

# Extract embeddings from an API response
iex> response = %{"data" => [%{"embedding" => [0.1, 0.2]}, %{"embedding" => [0.3, 0.4]}]}
iex> Mistral.Embeddings.extract_embeddings(response)
[[0.1, 0.2], [0.3, 0.4]]

      


      
        Summary


  
    Types
  


    
      
        embedding()

      


        A list of numbers representing an embedding vector.



    





  
    Functions
  


    
      
        batch_cosine_similarity(target, embeddings)

      


        Computes cosine similarity between a target and a list of embeddings.



    


    
      
        batch_euclidean_distance(target, embeddings)

      


        Computes Euclidean distance between a target and a list of embeddings.



    


    
      
        cosine_similarity(a, b)

      


        Computes the cosine similarity between two embedding vectors.



    


    
      
        euclidean_distance(a, b)

      


        Computes the Euclidean distance between two embedding vectors.



    


    
      
        extract_embedding(map, index \\ 0)

      


        Extracts a single embedding vector at the given index from a Mistral.embed/2 response.



    


    
      
        extract_embeddings(map)

      


        Extracts raw embedding vectors from a Mistral.embed/2 response.



    


    
      
        least_similar(target, embeddings, opts \\ [])

      


        Returns the single least similar embedding to the target.



    


    
      
        most_similar(target, embeddings, opts \\ [])

      


        Returns the single most similar embedding to the target.



    


    
      
        rank_by_similarity(target, embeddings, opts \\ [])

      


        Ranks all embeddings by similarity to the target.



    





      


      
        Types


        


  
    
      
    
    
      embedding()



    

  


  

      

          @type embedding() :: [number()]


      


A list of numbers representing an embedding vector.

  


        

      

      
        Functions


        


  
    
      
    
    
      batch_cosine_similarity(target, embeddings)



    

  


  

      

          @spec batch_cosine_similarity(embedding(), [embedding()]) :: [
  {non_neg_integer(), float()}
]


      


Computes cosine similarity between a target and a list of embeddings.
Returns a list of {index, score} tuples sorted by score descending
(most similar first).
Examples
iex> target = [1.0, 0.0]
iex> embeddings = [[1.0, 0.0], [0.0, 1.0]]
iex> Mistral.Embeddings.batch_cosine_similarity(target, embeddings)
[{0, 1.0}, {1, 0.0}]

  



  
    
      
    
    
      batch_euclidean_distance(target, embeddings)



    

  


  

      

          @spec batch_euclidean_distance(embedding(), [embedding()]) :: [
  {non_neg_integer(), float()}
]


      


Computes Euclidean distance between a target and a list of embeddings.
Returns a list of {index, distance} tuples sorted by distance ascending
(closest first).
Examples
iex> target = [0.0, 0.0]
iex> embeddings = [[3.0, 4.0], [1.0, 0.0]]
iex> Mistral.Embeddings.batch_euclidean_distance(target, embeddings)
[{1, 1.0}, {0, 5.0}]

  



  
    
      
    
    
      cosine_similarity(a, b)



    

  


  

      

          @spec cosine_similarity(embedding(), embedding()) :: float()


      


Computes the cosine similarity between two embedding vectors.
Returns a float in the range [-1, 1], where 1 means identical direction,
0 means orthogonal, and -1 means opposite direction.
Raises ArgumentError if the vectors have different lengths or if either
vector is a zero vector.
Examples
iex> Mistral.Embeddings.cosine_similarity([1.0, 0.0], [1.0, 0.0])
1.0

iex> Mistral.Embeddings.cosine_similarity([1.0, 0.0], [0.0, 1.0])
0.0

  



  
    
      
    
    
      euclidean_distance(a, b)



    

  


  

      

          @spec euclidean_distance(embedding(), embedding()) :: float()


      


Computes the Euclidean distance between two embedding vectors.
Returns a non-negative float. A distance of 0.0 means the vectors are identical.
Raises ArgumentError if the vectors have different lengths.
Examples
iex> Mistral.Embeddings.euclidean_distance([0.0, 0.0], [3.0, 4.0])
5.0

iex> Mistral.Embeddings.euclidean_distance([1.0, 2.0], [1.0, 2.0])
0.0

  



    

  
    
      
    
    
      extract_embedding(map, index \\ 0)



    

  


  

      

          @spec extract_embedding(map(), non_neg_integer()) :: embedding()


      


Extracts a single embedding vector at the given index from a Mistral.embed/2 response.
Examples
iex> response = %{"data" => [%{"embedding" => [0.1, 0.2]}, %{"embedding" => [0.3, 0.4]}]}
iex> Mistral.Embeddings.extract_embedding(response, 0)
[0.1, 0.2]

iex> response = %{"data" => [%{"embedding" => [0.1, 0.2]}, %{"embedding" => [0.3, 0.4]}]}
iex> Mistral.Embeddings.extract_embedding(response, 1)
[0.3, 0.4]

  



  
    
      
    
    
      extract_embeddings(map)



    

  


  

      

          @spec extract_embeddings(map()) :: [embedding()]


      


Extracts raw embedding vectors from a Mistral.embed/2 response.
Returns a list of lists of floats.
Examples
iex> response = %{"data" => [%{"embedding" => [0.1, 0.2]}, %{"embedding" => [0.3, 0.4]}]}
iex> Mistral.Embeddings.extract_embeddings(response)
[[0.1, 0.2], [0.3, 0.4]]

  



    

  
    
      
    
    
      least_similar(target, embeddings, opts \\ [])



    

  


  

      

          @spec least_similar(embedding(), [embedding()], keyword()) ::
  {non_neg_integer(), float()}


      


Returns the single least similar embedding to the target.
Returns a {index, score_or_distance} tuple.
Options
	:metric - :cosine (default) or :euclidean

Examples
iex> target = [1.0, 0.0]
iex> embeddings = [[0.0, 1.0], [1.0, 0.0]]
iex> Mistral.Embeddings.least_similar(target, embeddings)
{0, 0.0}

iex> target = [0.0, 0.0]
iex> embeddings = [[3.0, 4.0], [1.0, 0.0]]
iex> Mistral.Embeddings.least_similar(target, embeddings, metric: :euclidean)
{0, 5.0}

  



    

  
    
      
    
    
      most_similar(target, embeddings, opts \\ [])



    

  


  

      

          @spec most_similar(embedding(), [embedding()], keyword()) ::
  {non_neg_integer(), float()}


      


Returns the single most similar embedding to the target.
Returns a {index, score_or_distance} tuple.
Options
	:metric - :cosine (default) or :euclidean

Examples
iex> target = [1.0, 0.0]
iex> embeddings = [[0.0, 1.0], [1.0, 0.0]]
iex> Mistral.Embeddings.most_similar(target, embeddings)
{1, 1.0}

iex> target = [0.0, 0.0]
iex> embeddings = [[3.0, 4.0], [1.0, 0.0]]
iex> Mistral.Embeddings.most_similar(target, embeddings, metric: :euclidean)
{1, 1.0}

  



    

  
    
      
    
    
      rank_by_similarity(target, embeddings, opts \\ [])



    

  


  

      

          @spec rank_by_similarity(embedding(), [embedding()], keyword()) :: [
  {non_neg_integer(), float()}
]


      


Ranks all embeddings by similarity to the target.
Returns a list of {index, score_or_distance} tuples, ordered from most
similar to least similar.
Options
	:metric - :cosine (default) or :euclidean
	:top_k - optional integer to limit the number of results

Examples
iex> target = [1.0, 0.0]
iex> embeddings = [[1.0, 0.0], [0.7, 0.7], [0.0, 1.0]]
iex> Mistral.Embeddings.rank_by_similarity(target, embeddings, top_k: 2)
[{0, 1.0}, {1, _score}]

  


        

      


  

    
Mistral.Retry 
    



      
Retry configuration for Mistral API requests.
Provides a delay function implementing exponential backoff with full jitter,
designed for use with Req's built-in retry system.
Delay formula
random(0, min(cap, base * 2^attempt))
	Base delay: 1,000ms
	Maximum delay cap: 60,000ms (60 seconds)
	Full jitter spreads retry attempts to avoid thundering herd effects

Default retry behavior
By default, the Mistral client uses retry: :transient, which retries on:
	HTTP 408, 429, and 5xx status codes
	Socket errors and connection resets

Streaming requests have retry disabled since SSE streams cannot be safely replayed.

      


      
        Summary


  
    Functions
  


    
      
        delay(retry_count)

      


        Calculates retry delay using exponential backoff with full jitter.



    





      


      
        Functions


        


  
    
      
    
    
      delay(retry_count)



    

  


  

      

          @spec delay(non_neg_integer()) :: non_neg_integer()


      


Calculates retry delay using exponential backoff with full jitter.
Returns a random delay between 0 and min(60_000, 2^retry_count * 1000) milliseconds.
Examples
iex> delay = Mistral.Retry.delay(0)
iex> delay >= 0 and delay <= 1000
true

iex> delay = Mistral.Retry.delay(2)
iex> delay >= 0 and delay <= 4000
true

  


        

      


  

    
Mistral.Streaming 
    



      
Utility functions for working with streaming responses.
Provides stream transformation, content extraction, and multiplexing
utilities for streams returned by Mistral.chat/2, Mistral.fim/2,
Mistral.agent_completion/2, and the Conversations API when called with
stream: true.
All functions auto-detect the chunk format:
	Chat-style (chat, FIM, agent): content at
chunk["choices"][0]["delta"]["content"], usage at chunk["usage"]

	Conversation-style: content at chunk["content"] when
chunk["object"] == "message.output.delta", usage at chunk["usage"]
when chunk["object"] == "conversation.response.done"


Lazy functions return a new stream without consuming the input.
Eager functions consume the entire stream and return a value.
Examples
# Collect all content from a chat stream
{:ok, stream} = Mistral.chat(client,
  model: "mistral-small-latest",
  messages: [%{role: "user", content: "Hi"}],
  stream: true
)
Mistral.Streaming.collect_content(stream)
#=> "Hello! How can I help you?"

# Print content as it arrives, then get the usage
{:ok, stream} = Mistral.chat(client,
  model: "mistral-small-latest",
  messages: [%{role: "user", content: "Hi"}],
  stream: true
)
stream
|> Mistral.Streaming.each_content(&IO.write/1)
|> Mistral.Streaming.extract_usage()
#=> %{"prompt_tokens" => 10, "completion_tokens" => 20, "total_tokens" => 30}

      


      
        Summary


  
    Functions
  


    
      
        accumulate_response(stream)

      


        Builds a complete response map from a stream, matching the shape of
a non-streaming API response.



    


    
      
        collect_content(stream)

      


        Concatenates all content deltas from a stream into a single string.



    


    
      
        each_content(stream, fun)

      


        Invokes fun for each content delta as a side effect, passing all
chunks through unchanged.



    


    
      
        extract_usage(stream)

      


        Extracts token usage information from a stream.



    


    
      
        filter_content(stream, fun)

      


        Filters chunks based on their content delta.



    


    
      
        map_content(stream, fun)

      


        Transforms content deltas in place using the given function.



    


    
      
        merge(streams)

      


        Merges multiple concurrent streams into a single stream.



    


    
      
        reduce_content(stream, acc, fun)

      


        Accumulates a value over content deltas from a stream.



    


    
      
        tee(stream, pid)

      


        Sends a copy of each chunk to the given PID, passing all chunks
through unchanged.



    





      


      
        Functions


        


  
    
      
    
    
      accumulate_response(stream)



    

  


  

      

          @spec accumulate_response(Enumerable.t()) :: map()


      


Builds a complete response map from a stream, matching the shape of
a non-streaming API response.
For chat-style streams, returns a map with "choices" containing a
"message" (not "delta"), the "object" set to "chat.completion",
and "usage" if present.
For conversation-style streams, returns a map with "object" set to
"conversation.response", an "outputs" list, and "usage".
Consumes the entire stream (eager).
Examples
iex> stream = [
...>   %{"id" => "cmpl-1", "object" => "chat.completion.chunk", "model" => "m",
...>     "choices" => [%{"index" => 0, "delta" => %{"role" => "assistant"},
...>       "finish_reason" => nil}]},
...>   %{"id" => "cmpl-1", "object" => "chat.completion.chunk", "model" => "m",
...>     "choices" => [%{"index" => 0, "delta" => %{"content" => "Hi"},
...>       "finish_reason" => "stop"}],
...>     "usage" => %{"prompt_tokens" => 5, "total_tokens" => 6}}
...> ]
iex> resp = Mistral.Streaming.accumulate_response(stream)
iex> resp["choices"] |> hd() |> get_in(["message", "content"])
"Hi"

  



  
    
      
    
    
      collect_content(stream)



    

  


  

      

          @spec collect_content(Enumerable.t()) :: String.t()


      


Concatenates all content deltas from a stream into a single string.
Consumes the entire stream (eager).
Examples
iex> stream = [
...>   %{"choices" => [%{"delta" => %{"content" => "Hello"}}]},
...>   %{"choices" => [%{"delta" => %{"content" => " world"}}]}
...> ]
iex> Mistral.Streaming.collect_content(stream)
"Hello world"

  



  
    
      
    
    
      each_content(stream, fun)



    

  


  

      

          @spec each_content(Enumerable.t(), (String.t() -> any())) :: Enumerable.t()


      


Invokes fun for each content delta as a side effect, passing all
chunks through unchanged.
Returns a new stream (lazy).
Examples
iex> stream = [%{"choices" => [%{"delta" => %{"content" => "Hi"}}]}]
iex> stream |> Mistral.Streaming.each_content(&IO.write/1) |> Enum.to_list()
[%{"choices" => [%{"delta" => %{"content" => "Hi"}}]}]

  



  
    
      
    
    
      extract_usage(stream)



    

  


  

      

          @spec extract_usage(Enumerable.t()) :: map() | nil


      


Extracts token usage information from a stream.
Returns the last "usage" map found in the stream, or nil if none
is present. Usage typically appears in the final chunk.
Consumes the entire stream (eager).
Examples
iex> stream = [
...>   %{"choices" => [%{"delta" => %{"content" => "Hi"}}]},
...>   %{"choices" => [%{"delta" => %{"content" => "!"}},
...>     %{"usage" => %{"prompt_tokens" => 5, "total_tokens" => 7}}]}
...> ]
iex> Mistral.Streaming.extract_usage(stream)
nil

  



  
    
      
    
    
      filter_content(stream, fun)



    

  


  

      

          @spec filter_content(Enumerable.t(), (String.t() -> boolean())) :: Enumerable.t()


      


Filters chunks based on their content delta.
Keeps chunks where fun.(content) returns truthy. Non-content chunks
(e.g. role-only or usage-only) always pass through.
Returns a new stream (lazy).
Examples
iex> stream = [
...>   %{"choices" => [%{"delta" => %{"content" => "keep"}}]},
...>   %{"choices" => [%{"delta" => %{"content" => ""}}]},
...>   %{"choices" => [%{"delta" => %{"role" => "assistant"}}]}
...> ]
iex> stream |> Mistral.Streaming.filter_content(&(&1 != "")) |> Enum.to_list()
[
  %{"choices" => [%{"delta" => %{"content" => "keep"}}]},
  %{"choices" => [%{"delta" => %{"role" => "assistant"}}]}
]

  



  
    
      
    
    
      map_content(stream, fun)



    

  


  

      

          @spec map_content(Enumerable.t(), (String.t() -> String.t())) :: Enumerable.t()


      


Transforms content deltas in place using the given function.
Non-content chunks pass through unchanged.
Returns a new stream (lazy).
Examples
iex> stream = [%{"choices" => [%{"delta" => %{"content" => "hello"}}]}]
iex> stream |> Mistral.Streaming.map_content(&String.upcase/1) |> Enum.to_list()
[%{"choices" => [%{"delta" => %{"content" => "HELLO"}}]}]

  



  
    
      
    
    
      merge(streams)



    

  


  

      

          @spec merge([Enumerable.t()]) :: Enumerable.t()


      


Merges multiple concurrent streams into a single stream.
Chunks from all input streams are interleaved in arrival order.
The merged stream completes when all input streams have been consumed.
Each input stream is consumed concurrently in a separate process.
Returns a new stream (lazy).
Examples
iex> s1 = [%{"choices" => [%{"delta" => %{"content" => "a"}}]}]
iex> s2 = [%{"choices" => [%{"delta" => %{"content" => "b"}}]}]
iex> chunks = Mistral.Streaming.merge([s1, s2]) |> Enum.to_list()
iex> length(chunks)
2

  



  
    
      
    
    
      reduce_content(stream, acc, fun)



    

  


  

      

          @spec reduce_content(Enumerable.t(), acc, (String.t(), acc -> acc)) :: acc
when acc: term()


      


Accumulates a value over content deltas from a stream.
Calls fun.(content, acc) for each chunk that contains content,
skipping non-content chunks.
Consumes the entire stream (eager).
Examples
iex> stream = [
...>   %{"choices" => [%{"delta" => %{"content" => "hello"}}]},
...>   %{"choices" => [%{"delta" => %{"content" => " world"}}]}
...> ]
iex> Mistral.Streaming.reduce_content(stream, [], fn content, acc -> [content | acc] end)
[" world", "hello"]

  



  
    
      
    
    
      tee(stream, pid)



    

  


  

      

          @spec tee(Enumerable.t(), pid()) :: Enumerable.t()


      


Sends a copy of each chunk to the given PID, passing all chunks
through unchanged.
Chunks are sent as {:stream_chunk, chunk} messages.
Returns a new stream (lazy).
Examples
iex> stream = [%{"choices" => [%{"delta" => %{"content" => "Hi"}}]}]
iex> stream |> Mistral.Streaming.tee(self()) |> Enum.to_list()
iex> receive do {:stream_chunk, chunk} -> chunk end
%{"choices" => [%{"delta" => %{"content" => "Hi"}}]}

  


        

      


  

    
Mistral.APIError exception
    



      
Exception raised when the Mistral API returns an error.

      




  OEBPS/dist/epub-4WIP524F.js
(()=>{var s=document.querySelector.bind(document),o=document.querySelectorAll.bind(document);function r(e){document.readyState!=="loading"?e():document.addEventListener("DOMContentLoaded",e)}var l="hll";window.addEventListener("exdoc:loaded",t);function t(){o("[data-group-id]").forEach(e=>{e.addEventListener("mouseenter",i),e.addEventListener("mouseleave",i)})}function i(e){let n=e.currentTarget,a=e.type==="mouseenter",c=n.getAttribute("data-group-id");n.parentElement.querySelectorAll(`[data-group-id="${c}"]`).forEach(u=>{u.classList.toggle(l,a)})}r(()=>{t()});})();




