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    Mnemosyne

An Elixir implementation of task-agnostic agentic memory for LLM agents, based on the PlugMem architecture.
Mnemosyne structures raw agent interactions into a knowledge-centric memory graph, transforming verbose episodic traces into compact, reusable knowledge that any LLM agent can query at decision time.
Installation
Add mnemosyne to your list of dependencies in mix.exs:
def deps do
  [
    {:mnemosyne, "~> 0.1.6"} # x-release-please-version
  ]
end
Memory Layers
	Episodic memory -- detailed records of experience (observation-action pairs)
	Semantic memory -- propositional knowledge ("knowing that"), factual statements distilled from episodes
	Procedural memory -- prescriptive knowledge ("knowing how"), goal-directed action strategies

How It Works
Mnemosyne models memory as a three-stage pipeline:
1. Structuring -- Episodes to Knowledge
The agent interacts with the world through sessions. Each session collects observation-action pairs into episodes, and uses LLM inference to annotate each step with subgoals, rewards, and state summaries.
When an episode closes, the structuring pipeline extracts knowledge in parallel:
	Semantic extraction -- distills factual propositions with confidence scores
	Procedural extraction -- abstracts reusable instructions with conditions and expected outcomes
	Return computation -- evaluates trajectory quality via cumulative reward signals
	Sibling linking -- creates pairwise links between semantic nodes from the same trajectory, preserving co-occurrence structure

Trajectory boundaries are detected automatically using embedding similarity (cosine threshold), splitting episodes into coherent subsequences that share a common intent.
2. The Knowledge Graph
All extracted knowledge lives in a graph managed by a pluggable GraphBackend, with seven node types:
	Node Type	Purpose
	Episodic	Raw observation-action-reward tuples from interactions
	Semantic	Factual propositions with confidence scores
	Procedural	Instructions with conditions and expected outcomes
	Subgoal	Decomposed objectives linking related knowledge
	Source	Provenance links back to original episode steps
	Intent	Goal abstractions linking related procedural nodes
	Tag	Concept indices linking related semantic nodes

Nodes are linked bidirectionally and indexed by type, tag, and subgoal for efficient traversal. Mutations are batched through changesets that are applied atomically.
3. Retrieval -- Knowledge at Decision Time
When the agent needs memory, the retrieval pipeline:
	Computes an embedding for the query
	Scores candidate nodes using a value function that combines cosine relevance with node metadata (recency, access frequency, reward quality) via a multiplicative formula
	Returns the highest-scoring knowledge, ranked by decision relevance

4. Maintenance -- Graph Hygiene
Two standalone operations keep the graph clean over time:
	Semantic consolidation -- discovers near-duplicate semantic nodes that share tag-neighbors, compares their embeddings, and deletes the lower-scored duplicate when similarity exceeds a threshold
	Node decay -- scores all nodes on recency, access frequency, and reward quality (without a query), pruning those below a threshold and cleaning up orphaned Tags/Intents

Both are triggered explicitly via Mnemosyne.consolidate_semantics/2 and Mnemosyne.decay_nodes/2.
5. Notifier -- Real-Time Events
The Mnemosyne.Notifier behaviour receives events whenever the graph changes -- changeset applications, node deletions, decay/consolidation results, recall queries, and session state transitions. Plug in a Phoenix.PubSub adapter to build live graph visualizations without any Phoenix dependency in Mnemosyne itself.
Four query functions (get_node, get_nodes_by_type, get_metadata, get_linked_nodes) complement the event stream, letting consumers fetch current node state on demand.
See the Notifier guide for implementation details and a LiveView example.
Architecture
graph TD
    Agent[Your Agent] -->|open_repo / start_session / recall| API[Mnemosyne API]

    API --> RepoSup[RepoSupervisor\nDynamicSupervisor]
    RepoSup --> Store1[MemoryStore\nProject A]
    RepoSup --> Store2[MemoryStore\nProject B]

    API --> Session[Session\nGenStateMachine]

    Store1 --> Backend1[GraphBackend]
    Store2 --> Backend2[GraphBackend]

    API --> Retrieval[Retrieval\nPipeline]
    Retrieval --> VF[Value Function\nrelevance * recency * frequency * reward]
    Retrieval -->|find_candidates\nget_linked_nodes| Backend1

    Session --> Episode[Episode Pipeline]
    Episode --> Structuring

    subgraph Structuring [Parallel Extraction]
        Semantic[Semantic\nExtraction]
        Procedural[Procedural\nExtraction]
        Returns[Return\nComputation]
    end

    Structuring -->|Changeset| Backend1
    VF --> Backend1
Multi-Repository Isolation
Mnemosyne supports multiple isolated graph repositories under a single supervision tree. Each repository has its own MemoryStore process and GraphBackend instance, identified by an opaque string ID. Shared configuration (LLM, embedding adapters) is set once at supervisor startup; per-repo backend config is provided when opening a repo.
The Session is a GenStateMachine that manages the episode lifecycle:
stateDiagram-v2
    [*] --> idle
    idle --> collecting : start_episode
    collecting --> extracting : close
    extracting --> ready : extraction success
    extracting --> failed : extraction error
    ready --> idle : commit
    failed --> extracting : commit (retry)
    failed --> idle : discard
    ready --> idle : discard
Usage
# Open an isolated graph repository for a project
{:ok, _pid} = Mnemosyne.open_repo("my-project",
  backend: {Mnemosyne.GraphBackends.InMemory,
    persistence: {Mnemosyne.GraphBackends.Persistence.DETS, path: "my-project.dets"}})

# Start a session with a goal, tied to a repo
{:ok, session} = Mnemosyne.start_session("Help user plan a trip", repo: "my-project")

# Collect observations and actions during interaction
:ok = Mnemosyne.append(session, "User says they want to visit Tokyo", "Asking about dates")
:ok = Mnemosyne.append(session, "User says next March for 2 weeks", "Suggesting itinerary")

# Close the episode and commit knowledge to the graph
:ok = Mnemosyne.close_and_commit(session)

# Later, recall relevant knowledge for a new decision
{:ok, memories} = Mnemosyne.recall("my-project", "What are the user's travel preferences?")

# List all open repos, close when done
["my-project"] = Mnemosyne.list_repos()
:ok = Mnemosyne.close_repo("my-project")
Configuration
Mnemosyne uses pluggable adapters for LLM, embedding, and graph storage backends. Shared config is provided when starting the supervisor; backend config is per-repo.
# Add Mnemosyne to your supervision tree
children = [
  {Mnemosyne.Supervisor,
    config: %Mnemosyne.Config{
      llm: %{model: "gpt-4o-mini", opts: %{}},
      embedding: %{model: "text-embedding-3-small", opts: %{}}
    },
    llm: MyApp.LLMAdapter,
    embedding: MyApp.EmbeddingAdapter}
]
Graph Backends
The GraphBackend behaviour abstracts both persistence and querying behind a single interface. The built-in InMemory backend stores nodes in an Erlang map with optional DETS persistence:
# In-memory only (no persistence, useful for tests)
backend: {Mnemosyne.GraphBackends.InMemory, []}

# With DETS persistence
backend: {Mnemosyne.GraphBackends.InMemory,
  persistence: {Mnemosyne.GraphBackends.Persistence.DETS, path: "memory.dets"}}
Custom backends can push queries to external databases (e.g. Postgres with pgvector) by implementing the Mnemosyne.GraphBackend behaviour
LLM and Embedding Adapters
The built-in adapters wrap Sycophant for LLM calls and support Bumblebee for local embeddings.
Per-pipeline-step model overrides are supported via config.overrides[step_atom], so you can use a cheaper model for subgoal inference and a stronger one for knowledge extraction.
Status
Mnemosyne is under active development. The structuring and session management layers are functional. Retrieval and reasoning modules are partially implemented.
Acknowledgments
This project is an Elixir implementation inspired by PlugMem: A Task-Agnostic Plugin Memory Module for LLM Agents by Ke Yang et al.


  

    Getting Started

This guide walks you through installing Mnemosyne, setting up the supervisor, and running your first memory session.
Installation
Add mnemosyne to your dependencies in mix.exs:
def deps do
  [
    {:mnemosyne, github: "edlontech/mnemosyne"}
  ]
end
Then fetch and compile:
mix deps.get
mix compile

Setting Up the Supervisor
Mnemosyne runs under its own supervision tree. Add it to your application's supervisor in lib/my_app/application.ex:
defmodule MyApp.Application do
  use Application

  def start(_type, _args) do
    children = [
      {Mnemosyne.Supervisor,
        config: %Mnemosyne.Config{
          llm: %{model: "gpt-4o-mini", opts: %{}},
          embedding: %{model: "text-embedding-3-small", opts: %{}}
        },
        llm: MyApp.LLMAdapter,
        embedding: MyApp.EmbeddingAdapter}
    ]

    Supervisor.start_link(children, strategy: :one_for_one, name: MyApp.Supervisor)
  end
end
The supervisor requires three things:
	config - A Mnemosyne.Config struct with LLM and embedding model settings
	llm - A module implementing the Mnemosyne.LLM behaviour
	embedding - A module implementing the Mnemosyne.Embedding behaviour

If you're using Sycophant, you can use the built-in adapters:
{Mnemosyne.Supervisor,
  config: %Mnemosyne.Config{
    llm: %{model: "gpt-4o-mini", opts: %{}},
    embedding: %{model: "text-embedding-3-small", opts: %{}}
  },
  llm: Mnemosyne.Adapters.SycophantLLM,
  embedding: Mnemosyne.Adapters.SycophantEmbedding}
Opening a Repository
All graph operations are scoped to a repository. A repository is an isolated knowledge graph with its own storage backend.
{:ok, _pid} = Mnemosyne.open_repo("my-project",
  backend: {Mnemosyne.GraphBackends.InMemory, []})
For persistent storage across restarts, use the DETS persistence layer:
{:ok, _pid} = Mnemosyne.open_repo("my-project",
  backend: {Mnemosyne.GraphBackends.InMemory,
    persistence: {Mnemosyne.GraphBackends.Persistence.DETS, path: "priv/memory/my-project.dets"}})
Running a Session
Sessions are the write interface. A session collects observation-action pairs, groups them into trajectories, and extracts knowledge using LLM calls.
# Start a session tied to a repo
{:ok, session_id} = Mnemosyne.start_session("Help user plan a trip", repo: "my-project")

# Feed in observations and actions
:ok = Mnemosyne.append(session_id, "User wants to visit Tokyo", "Asking about travel dates")
:ok = Mnemosyne.append(session_id, "User says next March for 2 weeks", "Suggesting itinerary")

# Close the episode and commit extracted knowledge
:ok = Mnemosyne.close_and_commit(session_id)
close_and_commit/1 is a convenience that closes the episode, waits for LLM extraction to finish, and commits the resulting knowledge graph changeset.
Recalling Memories
Once knowledge is committed, query it with recall/3:
{:ok, %{candidates: candidates}} = Mnemosyne.recall("my-project", "What are the user's travel preferences?")
The result contains candidates partitioned by node type (:semantic, :procedural, :episodic, etc.), each scored by relevance.
If you have an active session, use recall_in_context/4 to augment the query with the session's current state:
{:ok, memories} = Mnemosyne.recall_in_context("my-project", session_id, "What did we discuss?")
Cleaning Up
# Close a repo when done
:ok = Mnemosyne.close_repo("my-project")

# List open repos
Mnemosyne.list_repos()
Next Steps
	Core Concepts - understand episodes, trajectories, and the three memory types
	Sessions and Episodes - session lifecycle in detail
	Extraction Profiles - domain-specific extraction tuning
	Retrieval and Recall - how recall works and how to tune it
	Custom Adapters - writing your own LLM and embedding adapters



  

    Core Concepts

Mnemosyne models agent memory as a knowledge graph built from reinforcement-learning primitives. This guide explains the mental model you need before working with the library.
The Three Memory Types
Mnemosyne draws from cognitive science's distinction between memory systems:
Episodic Memory
Raw records of experience. Each episode is a sequence of observation-action pairs the agent collected during a session. Episodic nodes store what happened, when, and in what order.
Think of these as a logbook: "User asked about Tokyo, I suggested dates."
Semantic Memory
Factual knowledge distilled from episodes -- "knowing that." When an episode closes, the structuring pipeline extracts propositions like "The user prefers 2-week trips" or "Tokyo has cherry blossoms in March."
Each semantic node carries:
	A proposition (the fact itself)
	A confidence score
	An embedding for similarity search

During extraction, the LLM also produces concept labels for each fact. These become separate Tag nodes linked to the semantic node, acting as concept indices.
Procedural Memory
Prescriptive knowledge extracted from episodes -- "knowing how." These are reusable instructions with conditions and expected outcomes: "When the user asks about a destination, first check their travel dates."
Each procedural node carries:
	A condition (when to apply it)
	An instruction (what to do)
	An expected outcome (what should happen)

During extraction, the LLM also infers an intent label. This becomes a separate Intent node linked to the procedural node, grouping related procedures by goal.
Episodes and Trajectories
An episode is the unit of experience collection. You open one by starting a session, feed it observation-action pairs, and close it when the interaction is done.
Within an episode, Mnemosyne automatically detects trajectory boundaries using embedding similarity. When consecutive observations are semantically different enough (cosine similarity drops below 0.75), a new trajectory begins. Each trajectory represents a coherent subsequence of steps that share a common intent.
Episode
 |-- Trajectory 1 (steps 1-5, about trip planning)
 |-- Trajectory 2 (steps 6-9, about hotel booking)
 |-- Trajectory 3 (steps 10-12, about visa requirements)
Knowledge extraction runs per-trajectory, so the system produces focused, coherent facts and instructions rather than jumbled cross-topic extractions.
Extraction can be further tuned with extraction profiles that steer the LLM toward domain-specific knowledge (e.g., prioritizing error patterns for coding, or factual claims for research).
The Knowledge Graph
All extracted knowledge lives in a directed graph with seven node types:
	Node Type	Role
	Episodic	Raw observation-action-reward tuples
	Semantic	Factual propositions
	Procedural	Goal-directed instructions
	Subgoal	Decomposed objectives linking related knowledge
	Source	Provenance links back to original episode steps
	Tag	Concept indices linking related semantic nodes
	Intent	Goal abstractions linking related procedural nodes

Nodes are connected by bidirectional links and indexed by type, tag, and subgoal for efficient traversal.
Routing Nodes
Tags and Intents are routing nodes -- they don't carry knowledge themselves but connect related knowledge nodes. When you recall memory, the retrieval pipeline hops through routing nodes to discover relevant neighbors:
Tag("travel planning") --> Semantic("user prefers 2-week trips")
                       --> Semantic("Tokyo has cherry blossoms in March")
                       --> Semantic("user has a Japan Rail Pass")
Value Functions
Every node accumulates metadata over its lifetime:
	Recency -- when it was last accessed
	Frequency -- how often it's been accessed
	Reward -- cumulative quality signal from trajectory returns

During retrieval, the value function combines cosine relevance with these signals to score each node:
score = relevance * recency_factor * frequency_factor * reward_factor
This means frequently-accessed, recently-used, high-quality knowledge ranks higher than stale, rarely-used nodes -- even if raw embedding similarity is similar.
Changesets
All mutations to the knowledge graph happen through changesets -- batched lists of nodes and links to add. Changesets are applied atomically, so the graph is always in a consistent state.
The structuring pipeline produces a changeset per episode. Sessions hold the changeset in a :ready state until you call commit/1, at which point it's applied to the graph backend.
Graph Backends
The GraphBackend behaviour abstracts persistence. The built-in InMemory backend stores nodes in Erlang maps with optional DETS persistence. Custom backends can push to external databases like Postgres with pgvector.
All backends implement the same 10-callback interface, so switching backends doesn't change application code.
Next Steps
	Sessions and Episodes - the session lifecycle in detail
	Extraction Profiles - domain-specific extraction tuning
	Retrieval and Recall - how scoring and multi-hop traversal work
	Custom Backends - implementing your own graph backend



  

    Sessions and Episodes

Sessions are the write interface to the knowledge graph. This guide covers the session state machine, episode lifecycle, and extraction pipeline.
Session State Machine
A session is a GenStateMachine process that manages the episode lifecycle. It follows this state diagram:
[*] --> idle
idle --> collecting     : start_episode
collecting --> extracting : close
extracting --> ready     : extraction success
extracting --> failed    : extraction error
ready --> idle           : commit
failed --> extracting    : commit (retry)
failed --> idle          : discard
ready --> idle           : discard
States
	State	Description
	:idle	No active episode. Ready to start one.
	:collecting	Accepting observation-action pairs via append/3.
	:extracting	Episode closed, LLM extraction running asynchronously.
	:ready	Extraction complete, changeset available for commit.
	:failed	Extraction failed, episode preserved for retry.

Starting a Session
Sessions are created via Mnemosyne.start_session/2 and immediately enter the :collecting state with an open episode:
{:ok, session_id} = Mnemosyne.start_session("Explore caching strategies", repo: "my-repo")
The goal string describes the high-level objective. It's used by the LLM during subgoal inference and state summarization.
Sessions inherit LLM, embedding, and config defaults from their repo's MemoryStore. You can override any of these per-session:
{:ok, session_id} = Mnemosyne.start_session("Debug auth flow",
  repo: "my-repo",
  config: %Mnemosyne.Config{
    llm: %{model: "claude-sonnet-4-20250514", opts: %{}},
    embedding: %{model: "text-embedding-3-small", opts: %{}}
  })
Appending Observations
While in the :collecting state, feed observation-action pairs:
:ok = Mnemosyne.append(session_id, "User asked about GenServer timeouts", "Explained timeout options")
:ok = Mnemosyne.append(session_id, "User wants to handle crashes gracefully", "Suggested supervisor strategies")
Each append/3 call:
	Creates a new step in the current episode
	Uses the LLM to infer a subgoal, reward, and state summary for the step
	Embeds the inferred subgoal using the configured embedding adapter
	Compares the subgoal embedding with the previous trajectory's subgoal embedding
	If similarity drops below the threshold (0.75), starts a new trajectory

The 60-second timeout on append/3 accounts for LLM latency during step annotation.
Trajectory Boundaries
Trajectories are detected automatically. When the agent's focus shifts (e.g., from discussing caching to discussing authentication), the embedding similarity between consecutive observations drops, and a new trajectory begins.
Each trajectory gets its own knowledge extraction pass, producing focused semantic and procedural nodes rather than mixing unrelated topics.
Closing an Episode
When the interaction is done, close the episode:
:ok = Mnemosyne.close(session_id)
This triggers asynchronous extraction under a Task.Supervisor. The session moves to :extracting and remains responsive to state queries while the LLM work happens in the background.
What Extraction Does
For each trajectory in the episode, the structuring pipeline runs three extraction tasks in parallel:
	Semantic extraction - distills factual propositions with concepts and confidence scores
	Procedural extraction - abstracts reusable instructions with conditions and outcomes
	Return computation - evaluates trajectory quality via cumulative reward

The results are merged into a single Changeset containing all new nodes and links. The pipeline also:
	Creates Tag nodes as concept indices, linked to their semantic nodes
	Creates Intent nodes as goal abstractions, linked to their procedural nodes
	Deduplicates intents against existing graph nodes via cosine similarity
	Adds sibling links between semantic nodes from the same trajectory

Committing Results
Once extraction completes (session in :ready state), commit the changeset:
:ok = Mnemosyne.commit(session_id)
This applies the changeset to the repo's MemoryStore, making the new knowledge available for recall. The session returns to :idle.
Close and Commit in One Step
For convenience, close_and_commit/1 combines closing, waiting for extraction, and committing:
:ok = Mnemosyne.close_and_commit(session_id)
It polls the session state and handles retries on transient failures:
:ok = Mnemosyne.close_and_commit(session_id,
  max_retries: 5,      # retry extraction up to 5 times (default: 2)
  max_polls: 300,       # poll up to 300 times (default: 200)
  poll_interval: 100)   # 100ms between polls (default: 50ms)
Async Operations and Queuing
The sync API (commit/1, close/1, etc.) rejects operations when the session is busy. The async API enqueues them instead, executing when the blocking work completes:
:ok = Mnemosyne.close(session_id)

# Instead of polling for :ready, queue the commit immediately:
:ok = Mnemosyne.commit_async(session_id, fn
  {:ok, :committed} -> IO.puts("committed")
  {:error, reason} -> IO.puts("failed: #{inspect(reason)}")
end)
The callback is optional. Without it, the operation is fire-and-forget:
:ok = Mnemosyne.commit_async(session_id)
You can chain operations. Each is validated against the projected state after all preceding queued ops:
:ok = Mnemosyne.close(session_id)
:ok = Mnemosyne.commit_async(session_id)
:ok = Mnemosyne.start_episode_async(session_id, "Next goal")
# Session will: finish extraction → commit → start new episode
Available Async Functions
	Function	Queues when
	commit_async/2	:extracting or :collecting with in-flight trajectory tasks
	discard_async/2	Same
	start_episode_async/3	Same
	close_async/2	Same

When the session is not busy, async functions execute immediately (same as their sync counterparts).
Queuing Rules
	Maximum 5 pending operations
	Each operation is validated against the projected state (e.g., can't queue two commits in a row)
	:ok return means "accepted for execution", not "guaranteed to succeed"
	If extraction fails, all queued callbacks receive {:error, %SessionError{reason: :extraction_failed}}
	If a queued operation fails during drain, subsequent callbacks receive {:error, %SessionError{reason: :preceding_op_failed}}

Auto-commit Sessions
With auto-commit enabled, extraction success transitions directly to :idle (skipping :ready). The async API accounts for this — commit_async is invalid (already auto-committed), but start_episode_async works:
# Auto-commit session: queue a new episode after extraction
:ok = Mnemosyne.close(session_id)
:ok = Mnemosyne.start_episode_async(session_id, "Next goal")
Handling Failures
If extraction fails, the session moves to :failed. The closed episode is preserved, so you can retry:
# Retry extraction
:ok = Mnemosyne.commit(session_id)  # in :failed state, this retries extraction
Or discard the episode entirely:
:ok = Mnemosyne.discard(session_id)
Checking Session State
Query the current state at any time:
state = Mnemosyne.session_state(session_id)
# => :idle | :collecting | :extracting | :ready | :failed
Session Context for Recall
Active sessions carry context (goal, recent steps) that can augment recall queries:
{:ok, memories} = Mnemosyne.recall_in_context("my-repo", session_id, "What patterns apply here?")
The session provides its current goal and recent steps. The retrieval pipeline uses the last 3 steps to augment the query for more targeted results.
Next Steps
	Core Concepts - the mental model behind episodes and trajectories
	Retrieval and Recall - how to query the knowledge graph
	Graph Maintenance - keeping the graph clean over time



  

    Extraction Profiles

Mnemosyne's extraction pipeline is domain-agnostic by default -- it extracts the same kinds of facts, procedures, and rewards regardless of context. Extraction profiles let you steer the pipeline toward domain-specific knowledge without changing output schemas or pipeline structure.
How Profiles Work
An ExtractionProfile injects overlay text into prompt system messages at extraction time. The LLM sees domain-specific guidance after the base instructions, focusing its output on what matters for your use case.
Profiles affect two things:
	Prompt overlays -- per-step text appended to system messages that guide what the LLM extracts
	Value function overrides -- per-node-type parameter tweaks that shift what gets surfaced during recall

Built-in Profiles
Mnemosyne ships three profiles as factory functions:
Coding
Tuned for software engineering: debugging, architecture, code patterns.
profile = Mnemosyne.ExtractionProfile.coding()
	Semantic extraction: Prioritizes API behaviors, error patterns, architectural constraints, dependency relationships. Weights empirically verified facts higher.
	Procedural extraction: Focuses on debugging steps, resolution patterns, build/deploy procedures. Captures language/framework context in conditions.
	Reward scoring: Weights concrete outcomes (tests pass, bug resolved) over discussion.
	Retrieval: Slightly elevates procedural nodes (base_floor: 0.15).

Research
Tuned for knowledge work: analysis, literature review, information synthesis.
profile = Mnemosyne.ExtractionProfile.research()
	Semantic extraction: Prioritizes factual claims with evidence, source relationships, contradictions. Distinguishes empirical findings from speculation.
	Procedural extraction: Extracts only high-level methodologies and strategies, not granular steps.
	Reward scoring: Weights information novelty and accuracy over task completion.
	Retrieval: Elevates semantic nodes (base_floor: 0.15), deprioritizes procedural (base_floor: 0.05).

Customer Support
Tuned for issue resolution: product knowledge, diagnostics, escalation.
profile = Mnemosyne.ExtractionProfile.customer_support()
	Semantic extraction: Prioritizes product behaviors, known issues, policy rules, customer-reported symptoms.
	Procedural extraction: Focuses on resolution workflows, diagnostic trees, escalation criteria. Captures product version and plan tier in conditions.
	Reward scoring: Weights issue resolution and correct escalation paths.
	Retrieval: Slightly elevates procedural nodes (base_floor: 0.12).

Using a Profile
At Repo Level
Set the profile in your config. All sessions in the repo use it:
config = %Mnemosyne.Config{
  llm: %{model: "gpt-4o-mini", opts: %{}},
  embedding: %{model: "text-embedding-3-small", opts: %{}},
  extraction_profile: Mnemosyne.ExtractionProfile.coding()
}

{Mnemosyne.Supervisor, config: config, llm: llm_adapter, embedding: embedding_adapter}
At Session Level
Override the repo-level profile for a specific session by passing a modified config:
research_config = %{config | extraction_profile: Mnemosyne.ExtractionProfile.research()}

{:ok, session_id} = Mnemosyne.start_session("Investigate caching strategies",
  repo: "my-project",
  config: research_config)
Custom Profiles
Build your own profile for any domain:
profile = %Mnemosyne.ExtractionProfile{
  name: :legal,
  domain_context: "Legal document analysis and contract review.",
  overlays: %{
    get_semantic: """
    Domain: Legal Analysis.
    Prioritize extracting: contractual obligations, defined terms, liability clauses,
    compliance requirements, jurisdictional constraints. When assessing confidence,
    weight verbatim clause text higher than paraphrased summaries.\
    """,
    get_procedural: """
    Domain: Legal Analysis.
    Focus on: review checklists, compliance verification steps, escalation criteria
    for flagged clauses. In the condition field, capture contract type, jurisdiction,
    and regulatory framework.\
    """,
    get_reward: """
    Domain: Legal Analysis.
    Weight reward toward completeness: Were all relevant clauses identified?
    Were risks properly flagged? Were ambiguities noted?\
    """
  },
  value_function_overrides: %{
    semantic: %{base_floor: 0.2}
  }
}
Overlay Keys
Overlays are keyed by pipeline step. Only steps with an explicit overlay receive injected text -- there is no automatic fallback.
	Pipeline Stage	Available Keys
	Episode	:get_state, :get_subgoal, :get_reward
	Structuring	:get_semantic, :get_procedural, :get_return
	Retrieval	:get_mode, :get_plan, :get_refined_query
	Reasoning	:reason_episodic, :reason_semantic, :reason_procedural
	Intent Merger	:merge_intent

Most profiles only need overlays for :get_semantic, :get_procedural, and :get_reward -- the steps where domain context has the most impact on extraction quality.
Value Function Overrides
Profiles can shift retrieval emphasis by overriding value function parameters per node type:
value_function_overrides: %{
  semantic: %{base_floor: 0.2, top_k: 30},
  procedural: %{base_floor: 0.1, top_k: 5}
}
These merge on top of the base config parameters. See the value function parameter reference for available parameters.
Interaction with Other Config
Extraction profiles are orthogonal to other configuration:
	Per-step model overrides (config.overrides) control which LLM model runs each step. Profiles control what the prompt asks for. Both can be used together.
	Value function module (config.value_function.module) is unchanged. Profile overrides only affect the parameters passed to the scoring function.
	Session config overrides the entire config, including the profile. There is no merge between session and repo profiles.

Next Steps
	Core Concepts -- understand the three memory types that profiles steer
	Retrieval and Recall -- value function parameters and tuning
	Custom Adapters -- per-step model overrides (complementary to profiles)



  

    Retrieval and Recall

This guide explains how Mnemosyne retrieves relevant memories from the knowledge graph, how scoring works, and how to tune retrieval parameters.
How Recall Works
When you call Mnemosyne.recall/3, the retrieval pipeline runs through four stages:
1. Mode Classification
The query is classified into one of four retrieval modes using an LLM call:
	Mode	Description	Target Node Types
	:semantic	Factual queries ("What is X?")	semantic
	:procedural	How-to queries ("How do I X?")	procedural
	:episodic	Experience queries ("What happened when?")	episodic, subgoal
	:mixed	Queries spanning multiple types	episodic, semantic, procedural, subgoal

2. Tag Generation
The pipeline generates retrieval tags -- short concept phrases that capture the query's key aspects. These tags are embedded alongside the query itself, giving the retrieval system multiple vectors to match against.
3. Candidate Scoring (Hop 0)
The graph backend scores all nodes of the target types against both the query embedding and tag embeddings. Each node's relevance is the maximum of:
	Cosine similarity with the query vector
	Maximum cosine similarity across all tag vectors

This raw relevance is then combined with node metadata through the value function:
score = relevance * recency_factor * frequency_factor * reward_factor
Candidates below the per-type threshold are filtered out, and only the top-k per type survive.
4. Multi-Hop Traversal
After the initial candidates are found, the pipeline expands through routing nodes (Tags for semantic mode, Intents for procedural mode) to discover related knowledge:
Candidate semantic node
  --> linked Tag nodes
    --> other semantic nodes linked to those Tags
      --> score and merge with initial candidates
This runs for up to max_hops iterations (default: 2), each time expanding the candidate set through routing nodes and re-ranking.
For episodic mode, an additional provenance expansion step follows Source nodes back to their originating episodes, applying a decay factor (0.5) to the parent's score.
Value Function
The default value function (Mnemosyne.ValueFunction.Default) scores nodes using four multiplicative factors:
Relevance
Cosine similarity between the query/tag embeddings and the node's embedding. This is the primary signal.
Recency Factor
Exponential decay based on hours since last access:
recency = exp(-lambda * hours_since_last_access)
Default lambda: 0.01. At this rate, a node accessed 24 hours ago retains ~78% of its recency score; after a week, ~19%.
Frequency Factor
Saturating function of access count:
frequency = max(base_floor, access_count / (access_count + k))
Default k: 5, base_floor: 0.3. A node accessed once scores 0.3; five times scores 0.5; twenty times scores 0.8.
Reward Factor
Sigmoid of average cumulative reward:
reward = 1 / (1 + exp(-beta * avg_reward))
Default beta: 1.0. Nodes from high-reward trajectories score higher. Nodes with no reward history score 1.0 (neutral).
Tuning Parameters
Value function parameters are configured per node type in Mnemosyne.Config:
config = %Mnemosyne.Config{
  llm: %{model: "gpt-4o-mini", opts: %{}},
  embedding: %{model: "text-embedding-3-small", opts: %{}},
  value_function: %{
    module: Mnemosyne.ValueFunction.Default,
    params: %{
      semantic: %{threshold: 0.1, top_k: 30, lambda: 0.005, k: 10, base_floor: 0.2, beta: 1.5},
      procedural: %{threshold: 0.8, top_k: 10, lambda: 0.01, k: 5, base_floor: 0.3, beta: 1.0},
      episodic: %{threshold: 0.0, top_k: 30, lambda: 0.01, k: 5, base_floor: 0.3, beta: 1.0}
    }
  }
}
Parameter Reference
	Parameter	Default	Effect
	threshold	varies	Minimum score to include a candidate. Higher = stricter filtering.
	top_k	varies	Maximum candidates per node type.
	lambda	0.01	Recency decay rate. Higher = faster decay, stronger preference for recent nodes.
	k	5	Frequency saturation constant. Higher = slower ramp-up for frequently accessed nodes.
	base_floor	0.3	Minimum frequency factor. Prevents never-accessed nodes from scoring zero.
	beta	1.0	Reward sensitivity. Higher = stronger discrimination between high and low reward nodes.

Default Thresholds by Type
	Type	Threshold	Top K
	semantic	0.0	20
	procedural	0.8	10
	episodic	0.0	30
	subgoal	0.75	10
	tag	0.9	10
	source	0.0	50
	intent	0.7	10

Procedural nodes have a high threshold (0.8) because vague procedural matches tend to be unhelpful. Semantic and episodic nodes use 0.0 to let the value function handle ranking.
These defaults can be overridden per node type via extraction profiles, which merge domain-specific parameter tweaks on top of config-level settings.
Context-Aware Recall
When recalling during an active session, use recall_in_context/4:
{:ok, memories} = Mnemosyne.recall_in_context("my-repo", session_id, "What patterns apply?")
This augments the query with the session's current goal and recent steps, producing more targeted results. If the session is not found, it falls back to a plain recall/3.
Custom Value Functions
Implement the Mnemosyne.ValueFunction behaviour to create your own scoring logic:
defmodule MyApp.ValueFunction do
  @behaviour Mnemosyne.ValueFunction

  @impl true
  def score(relevance, node, metadata, params) do
    # Your scoring logic here
    # node gives you access to the node struct and type
    # metadata is a NodeMetadata struct (or nil)
    # params are the per-type config values
    relevance
  end
end
Register it in your config:
value_function: %{
  module: MyApp.ValueFunction,
  params: %{...}
}
Result Structure
recall/3 runs the retrieval pipeline and then passes the candidates through a reasoning step that synthesizes them into typed summaries using LLM calls. The final result is a RecallResult struct:
%Mnemosyne.Pipeline.RecallResult{
  reasoned: %Mnemosyne.Pipeline.Reasoning.ReasonedMemory{
    episodic: "The user previously planned a trip to Kyoto...",
    semantic: "The user prefers 2-week trips and travels in March...",
    procedural: "When discussing destinations, first confirm travel dates..."
  },
  touched_nodes: [
    %Mnemosyne.Pipeline.Retrieval.TouchedNode{
      id: "sem_42", type: :semantic, score: 0.92, phase: :initial, hop: 0
    },
    %Mnemosyne.Pipeline.Retrieval.TouchedNode{
      id: "ep_7", type: :episodic, score: 0.85, phase: :multi_hop, hop: 1
    }
  ],
  trace: %Mnemosyne.Notifier.Trace.Recall{
    mode: :mixed,
    tags: ["travel", "preferences"],
    candidate_count: 5,
    phase_timings: %{hop_0: 1200, multi_hop: 3400, ...}
  }
}
The reasoned field contains natural-language summaries per memory type (nil when no candidates of that type were found). The reasoning step runs in parallel across the three types.
The touched_nodes field lists every node that contributed to the result, sorted by score. Each entry carries the node's origin phase (:initial, :multi_hop, :refinement, or :provenance) and hop number. When config.trace_verbosity is :detailed, the full node struct is included in the node field; at :summary (the default) it is nil.
The trace field provides execution metadata: classified mode, generated tags, per-phase timings, candidate counts per hop, and composite scores per node.
Next Steps
	Core Concepts - understand the knowledge graph structure
	Extraction Profiles - domain-specific tuning for extraction and retrieval
	Graph Maintenance - consolidation and decay
	Custom Backends - implement your own graph backend with optimized queries



  

    Graph Maintenance

As the knowledge graph grows, it accumulates near-duplicate nodes and stale knowledge. Mnemosyne provides two maintenance operations to keep the graph clean.
Semantic Consolidation
Discovers near-duplicate semantic nodes and deletes the lower-scored one.
{:ok, %{deleted: 3, checked: 42}} = Mnemosyne.consolidate_semantics("my-repo")
How It Works
	Loads all semantic nodes from the graph
	For each node, walks its Tag links to find tag-neighbor semantic nodes (nodes sharing a Tag)
	Compares embeddings between tag-neighbors via cosine similarity
	When similarity exceeds the threshold (default: 0.85), the node with the lower decay score is deleted

The decay score uses the same formula as node decay (recency  frequency  reward), without a relevance component. This ensures the more useful node survives.
When to Run
Run consolidation after large batches of knowledge extraction, when multiple sessions may have produced overlapping facts. It's a pure embedding comparison with no LLM calls, so it's relatively cheap.
# After committing several sessions
Mnemosyne.consolidate_semantics("my-repo")
Tuning the Threshold
The default threshold of 0.85 is conservative -- only very similar nodes get merged. Lower it to be more aggressive:
Mnemosyne.consolidate_semantics("my-repo", threshold: 0.75)
Node Decay
Prunes low-utility nodes from the graph based on recency, frequency, and reward signals.
{:ok, %{deleted: 5, checked: 38}} = Mnemosyne.decay_nodes("my-repo")
How It Works
	Loads all nodes of the target types (default: [:semantic, :procedural])
	Scores each node using the decay formula: recency * frequency * reward
	Deletes nodes scoring below the threshold (default: 0.1)
	Cleans up orphaned Tag and Intent nodes that lost all their children

Decay Scoring
The decay score is the same multiplicative formula used during retrieval, but without a relevance component:
	Recency: exp(-lambda * hours_since_last_access) -- how recently the node was used
	Frequency: max(base_floor, count / (count + k)) -- how often it's been accessed
	Reward: 1 / (1 + exp(-beta * avg_reward)) -- quality signal from trajectory returns

Nodes that are old, rarely accessed, and from low-reward trajectories score low and get pruned.
When to Run
Run decay periodically to prevent unbounded graph growth. The right frequency depends on your use case:
	High-throughput agents: run after every N sessions or on a timer
	Low-throughput agents: run weekly or when graph size exceeds a threshold

Tuning Parameters
# More aggressive pruning
Mnemosyne.decay_nodes("my-repo", threshold: 0.2)

# Only prune semantic nodes
Mnemosyne.decay_nodes("my-repo", node_types: [:semantic])
The scoring parameters (lambda, k, base_floor, beta) come from the per-type value function config in Mnemosyne.Config.
Orphan Cleanup
Both operations automatically clean up orphaned routing nodes (Tags and Intents) that have no remaining children after deletion. You don't need to handle this manually.
Combining Operations
A typical maintenance routine:
defmodule MyApp.MemoryMaintenance do
  def run(repo_id) do
    # First consolidate duplicates
    {:ok, consolidation} = Mnemosyne.consolidate_semantics(repo_id)

    # Then prune low-value nodes
    {:ok, decay} = Mnemosyne.decay_nodes(repo_id)

    %{
      consolidated: consolidation.deleted,
      decayed: decay.deleted,
      checked: consolidation.checked + decay.checked
    }
  end
end
Run consolidation before decay -- consolidation may delete nodes that would otherwise survive decay individually but are redundant.
Next Steps
	Core Concepts - understand node types and the graph structure
	Retrieval and Recall - how value functions score nodes during recall
	Custom Backends - backends may optimize these operations differently



  

    Custom Backends

The GraphBackend behaviour abstracts graph persistence and querying behind a unified interface. This guide walks through implementing a custom backend.
The GraphBackend Behaviour
Your backend module must implement 10 callbacks:
defmodule MyApp.PostgresBackend do
  @behaviour Mnemosyne.GraphBackend

  # ...
end
Initialization
@callback init(opts :: keyword()) :: {:ok, state()} | {:error, error()}
Called once when the repo is opened. Set up connections, load state, and return your backend state. This state is threaded through all subsequent calls.
@impl true
def init(opts) do
  repo = Keyword.fetch!(opts, :repo)
  table = Keyword.get(opts, :table, "mnemosyne_nodes")
  {:ok, %{repo: repo, table: table}}
end
Mutations
@callback apply_changeset(Changeset.t(), state()) :: {:ok, state()} | {:error, error()}
@callback delete_nodes([String.t()], state()) :: {:ok, state()} | {:error, error()}
apply_changeset/2 receives a %Changeset{} containing nodes and links to add. The changeset has:
	nodes - a list of node structs implementing the Node protocol
	links - a list of {source_id, target_id} tuples

delete_nodes/2 removes nodes by their IDs and any links referencing them.
@impl true
def apply_changeset(changeset, state) do
  Enum.each(changeset.nodes, fn node ->
    insert_node(state, node)
  end)

  Enum.each(changeset.links, fn {source_id, target_id} ->
    insert_link(state, source_id, target_id)
  end)

  {:ok, state}
end
Candidate Search
@callback find_candidates(
            node_types :: [atom()],
            query_embedding :: [float()],
            tag_embeddings :: [[float()]],
            value_fn_config :: %{module: module(), params: %{atom() => map()}},
            opts :: keyword(),
            state()
          ) :: {:ok, [scored_node()], state()} | {:error, error()}
This is the core retrieval callback. It must:
	Find nodes matching the given types
	Compute relevance using the query and tag embeddings
	Score candidates using the provided value function module and params
	Return {node, score} tuples, respecting per-type thresholds and top_k limits

The value_fn_config map contains:
	:module - the ValueFunction implementation to call
	:params - per-node-type parameter maps (threshold, top_k, lambda, k, base_floor, beta)

For a Postgres + pgvector backend, you'd push similarity search to the database:
@impl true
def find_candidates(node_types, query_vector, tag_vectors, vf_config, _opts, state) do
  vf_module = Map.get(vf_config, :module, Mnemosyne.ValueFunction.Default)

  candidates =
    Enum.flat_map(node_types, fn type ->
      params = get_in(vf_config, [:params, type]) || %{}
      top_k = Map.get(params, :top_k, 20)
      threshold = Map.get(params, :threshold, 0.0)

      # Push vector search to Postgres
      nodes = query_similar_nodes(state, type, query_vector, tag_vectors, top_k * 2)

      # Score with value function
      nodes
      |> Enum.map(fn {node, relevance, metadata} ->
        score = vf_module.score(relevance, node, metadata, params)
        {node, score}
      end)
      |> Enum.filter(fn {_, score} -> score >= threshold end)
      |> Enum.sort_by(&elem(&1, 1), :desc)
      |> Enum.take(top_k)
    end)

  {:ok, candidates, state}
end
Node Retrieval
@callback get_node(String.t(), state()) :: {:ok, struct() | nil, state()}
@callback get_linked_nodes([String.t()], state()) :: {:ok, [struct()], state()}
@callback get_nodes_by_type(node_types :: [atom()], state()) :: {:ok, [struct()], state()}
These support multi-hop traversal and maintenance operations. get_linked_nodes/2 fetches nodes by a list of IDs (filtering out any that don't exist). get_nodes_by_type/2 returns all nodes of the given types.
Metadata Operations
@callback get_metadata([String.t()], state()) :: {:ok, %{String.t() => struct()}, state()}
@callback update_metadata(%{String.t() => struct()}, state()) :: {:ok, state()}
@callback delete_metadata([String.t()], state()) :: {:ok, state()}
Metadata (NodeMetadata structs) tracks per-node usage statistics separately from node content. The metadata map is keyed by node ID.
State Threading
All callbacks receive and return the backend state. Read callbacks (find_candidates, get_node, get_linked_nodes, etc.) return state for interface uniformity, but callers may discard the returned state in read-only contexts. Don't rely on side effects in the returned state from read operations.
Registering Your Backend
Pass your backend when opening a repo:
{:ok, _pid} = Mnemosyne.open_repo("my-project",
  backend: {MyApp.PostgresBackend, repo: MyApp.Repo, table: "knowledge_nodes"})
The second element of the tuple is passed as opts to init/1.
Testing
Test your backend against the same operations the InMemory backend handles. The test suite in test/mnemosyne/memory_store_test.exs exercises the full backend interface through the MemoryStore.
Key scenarios to cover:
	Apply a changeset, then retrieve nodes by ID and type
	Delete nodes and verify links are cleaned up
	Find candidates with various embedding vectors
	Metadata CRUD operations
	Concurrent access patterns

Reference Implementation
See lib/mnemosyne/graph_backends/in_memory.ex for the complete InMemory implementation. It wraps a Graph struct and uses Similarity.cosine_similarity/2 for relevance scoring.
Next Steps
	Custom Adapters - writing LLM and embedding adapters
	Retrieval and Recall - how the retrieval pipeline uses your backend
	Graph Maintenance - maintenance operations that call your backend



  

    Custom Adapters

Mnemosyne uses pluggable adapters for LLM and embedding calls. This guide covers writing your own adapters and configuring per-step model overrides.
The LLM Behaviour
Implement Mnemosyne.LLM with two callbacks:
defmodule MyApp.LLMAdapter do
  @behaviour Mnemosyne.LLM

  alias Mnemosyne.LLM.Response

  @impl true
  def chat(messages, opts) do
    {model, rest} = Keyword.pop!(opts, :model)

    # messages is a list of %{role: :system | :user | :assistant, content: String.t()}
    # Call your LLM provider here

    {:ok, %Response{
      content: response_text,
      model: model,
      usage: %{input_tokens: input, output_tokens: output}
    }}
  end

  @impl true
  def chat_structured(messages, schema, opts) do
    {model, rest} = Keyword.pop!(opts, :model)

    # schema is a Zoi schema for structured output
    # Return parsed data in the content field

    {:ok, %Response{
      content: parsed_map,
      model: model,
      usage: %{}
    }}
  end
end
chat/2
Takes a list of messages and keyword options. The :model key is always present. Returns {:ok, %LLM.Response{}} with string content, or {:error, %AdapterError{}}.
Used by: mode classification, tag generation, subgoal inference, state summarization, reward estimation.
chat_structured/3
Like chat/2 but takes an additional Zoi schema and returns parsed structured data in the content field instead of raw text.
Used by: semantic extraction (returns %{facts: [%{proposition, concepts}]}), procedural extraction (returns %{instructions: [%{intent, condition, instruction, expected_outcome}]}).
The Embedding Behaviour
Implement Mnemosyne.Embedding with two callbacks:
defmodule MyApp.EmbeddingAdapter do
  @behaviour Mnemosyne.Embedding

  alias Mnemosyne.Embedding.Response

  @impl true
  def embed(text, opts) do
    {model, _rest} = Keyword.pop!(opts, :model)

    # Generate a single embedding vector
    vector = generate_embedding(model, text)

    {:ok, %Response{
      vectors: [vector],
      model: model,
      usage: %{input_tokens: token_count}
    }}
  end

  @impl true
  def embed_batch(texts, opts) do
    {model, _rest} = Keyword.pop!(opts, :model)

    # Generate embeddings for all texts
    vectors = Enum.map(texts, &generate_embedding(model, &1))

    {:ok, %Response{
      vectors: vectors,
      model: model,
      usage: %{}
    }}
  end
end
embed/2
Embeds a single text. Returns %Response{vectors: [vector]} where vector is a list of floats.
embed_batch/2
Embeds multiple texts. Returns %Response{vectors: [vector1, vector2, ...]} in the same order as input.
Consistency requirement: The same embedding model must be used across the entire knowledge graph. Mixing embedding models breaks cosine similarity comparisons.
Built-in Adapters
SycophantLLM / SycophantEmbedding
Wrap Sycophant for LLM and embedding calls. These are compiled conditionally -- they only exist when Sycophant is available as a dependency.
llm: Mnemosyne.Adapters.SycophantLLM,
embedding: Mnemosyne.Adapters.SycophantEmbedding
BumblebeeEmbedding
Runs embeddings locally using Bumblebee models. No external API calls needed.
embedding: Mnemosyne.Adapters.BumblebeeEmbedding
Registration
Adapters are passed when starting the supervisor (shared defaults) or when opening a repo (per-repo override):
# Shared defaults at supervisor level
{Mnemosyne.Supervisor,
  config: config,
  llm: MyApp.LLMAdapter,
  embedding: MyApp.EmbeddingAdapter}

# Per-repo override
Mnemosyne.open_repo("special-repo",
  backend: {Mnemosyne.GraphBackends.InMemory, []},
  llm: MyApp.SpecialLLMAdapter)
Per-session overrides are also supported:
Mnemosyne.start_session("goal", repo: "my-repo", llm: MyApp.FastLLMAdapter)
Per-Step Model Overrides
You can use different models for different pipeline steps without writing separate adapters. Configure overrides in Mnemosyne.Config:
config = %Mnemosyne.Config{
  llm: %{model: "gpt-4o", opts: %{temperature: 0.7}},
  embedding: %{model: "text-embedding-3-small", opts: %{}},
  overrides: %{
    structuring: %{model: "gpt-4o-mini"},
    get_mode: %{model: "gpt-4o-mini", opts: %{temperature: 0.0}},
    get_plan: %{model: "gpt-4o-mini"},
    retrieval: %{opts: %{temperature: 0.0}}
  }
}
When a pipeline step has an override:
	The override's :model replaces the base model (if present)
	The override's :opts are merged on top of the base opts

This lets you use a cheap, fast model for simple classification steps and a powerful model for knowledge extraction.
Error Handling
Adapters should return {:error, %Mnemosyne.Errors.Framework.AdapterError{}} on failure. The pipeline propagates these errors through the session state machine, moving the session to :failed where it can be retried.
def chat(messages, opts) do
  case make_api_call(messages, opts) do
    {:ok, response} -> {:ok, to_response(response)}
    {:error, reason} -> {:error, AdapterError.exception(reason: reason)}
  end
end
Next Steps
	Getting Started - setting up adapters in the supervisor
	Sessions and Episodes - how adapters are used during extraction
	Retrieval and Recall - how adapters are used during recall



  

    Multi-Repository Isolation

Mnemosyne supports multiple isolated knowledge graphs under a single supervision tree. This guide covers when and how to use multiple repositories.
When to Use Multiple Repos
Each repository gets its own MemoryStore process and GraphBackend instance. Knowledge in one repo is completely invisible to another. Use separate repos when:
	Different projects or domains should not cross-pollinate knowledge
	Per-user isolation in multi-tenant applications
	Separate contexts within the same agent (e.g., work knowledge vs. personal knowledge)
	Testing alongside production graphs

Opening and Closing Repos
# Open repos with different backends
{:ok, _} = Mnemosyne.open_repo("project-alpha",
  backend: {Mnemosyne.GraphBackends.InMemory,
    persistence: {Mnemosyne.GraphBackends.Persistence.DETS, path: "priv/memory/alpha.dets"}})

{:ok, _} = Mnemosyne.open_repo("project-beta",
  backend: {Mnemosyne.GraphBackends.InMemory, []})

# List open repos
["project-alpha", "project-beta"] = Mnemosyne.list_repos()

# Close when done
:ok = Mnemosyne.close_repo("project-alpha")
Opening a repo that's already open returns an error:
{:error, %Mnemosyne.Errors.Framework.RepoError{reason: :already_open}} =
  Mnemosyne.open_repo("project-alpha", backend: {Mnemosyne.GraphBackends.InMemory, []})
Per-Repo Configuration
Shared configuration (LLM model, embedding model) is set once at supervisor startup. Each repo inherits these defaults but can override them:
# Shared defaults from supervisor
{Mnemosyne.Supervisor,
  config: %Mnemosyne.Config{
    llm: %{model: "gpt-4o-mini", opts: %{}},
    embedding: %{model: "text-embedding-3-small", opts: %{}}
  },
  llm: Mnemosyne.Adapters.SycophantLLM,
  embedding: Mnemosyne.Adapters.SycophantEmbedding}

# This repo uses a different LLM adapter
Mnemosyne.open_repo("special-project",
  backend: {Mnemosyne.GraphBackends.InMemory, []},
  llm: MyApp.ClaudeLLMAdapter)
Backend configuration is always per-repo since each repo needs its own storage.
Sessions and Repos
Sessions are bound to a specific repo via the :repo option:
{:ok, session_id} = Mnemosyne.start_session("Explore caching", repo: "project-alpha")
All session operations (append, close, commit) route to the bound repo's MemoryStore. You cannot move a session between repos.
All Operations Are Repo-Scoped
Every operation takes a repo_id as its first argument:
# Recall
{:ok, memories} = Mnemosyne.recall("project-alpha", "How does caching work?")

# Graph inspection
graph = Mnemosyne.get_graph("project-alpha")

# Direct mutations
:ok = Mnemosyne.apply_changeset("project-alpha", changeset)
:ok = Mnemosyne.delete_nodes("project-alpha", ["node-1"])

# Maintenance
{:ok, _} = Mnemosyne.consolidate_semantics("project-alpha")
{:ok, _} = Mnemosyne.decay_nodes("project-alpha")
Operating on a closed or nonexistent repo returns a NotFoundError:
{:error, %Mnemosyne.Errors.Framework.NotFoundError{resource: :repo}} =
  Mnemosyne.recall("nonexistent", "query")
Supervision Architecture
Under the hood, each repo is a child of the RepoSupervisor (a DynamicSupervisor):
Mnemosyne.Supervisor (rest_for_one)
  |-- SessionRegistry
  |-- RepoRegistry
  |-- TaskSupervisor
  |-- RepoSupervisor (DynamicSupervisor)
  |     |-- MemoryStore "project-alpha"
  |     |-- MemoryStore "project-beta"
  |-- SessionSupervisor (DynamicSupervisor)
        |-- Session "session_abc123"
The rest_for_one strategy means if the RepoSupervisor crashes, all sessions restart too. Each MemoryStore is registered in the RepoRegistry by its string ID.
Multiple Supervisor Instances
You can run multiple independent Mnemosyne instances by passing a custom :name:
{Mnemosyne.Supervisor,
  name: MyApp.WorkMemory,
  config: work_config,
  llm: work_llm,
  embedding: work_embedding}

{Mnemosyne.Supervisor,
  name: MyApp.PersonalMemory,
  config: personal_config,
  llm: personal_llm,
  embedding: personal_embedding}
Then pass :supervisor in all operations:
Mnemosyne.open_repo("repo", backend: backend, supervisor: MyApp.WorkMemory)
Mnemosyne.start_session("goal", repo: "repo", supervisor: MyApp.WorkMemory)
Mnemosyne.recall("repo", "query", supervisor: MyApp.WorkMemory)
Next Steps
	Getting Started - basic setup with a single repo
	Sessions and Episodes - session lifecycle within a repo
	Custom Backends - each repo can use a different backend



  

    Notifier -- Real-Time Graph Events

Mnemosyne emits events whenever the knowledge graph changes. The Mnemosyne.Notifier behaviour lets you plug in a handler for these events, enabling real-time graph visualizations, audit logging, or reactive UIs -- all without pulling Phoenix or any other dependency into Mnemosyne itself.
The Notifier Behaviour
Implement a single callback:
@callback notify(repo_id :: String.t(), event()) :: :ok
Every graph mutation, maintenance operation, session transition, and recall is broadcast to the configured notifier with the originating repo_id.
Implementing a Notifier
A typical implementation forwards events to Phoenix.PubSub:
defmodule MyApp.PubSubNotifier do
  @behaviour Mnemosyne.Notifier

  @impl true
  def notify(repo_id, event) do
    Phoenix.PubSub.broadcast(MyApp.PubSub, "mnemosyne:#{repo_id}", event)
  end
end
The default Mnemosyne.Notifier.Noop discards all events silently.
Configuration
Pass your notifier module when starting the supervisor:
{Mnemosyne.Supervisor,
  config: config,
  llm: MyApp.LLMAdapter,
  embedding: MyApp.EmbeddingAdapter,
  notifier: MyApp.PubSubNotifier}
The notifier is stored as a shared default and automatically passed to every MemoryStore and Session under that supervisor. You can also override it per-repo or per-session via the :notifier option.
All notifier calls are wrapped in Mnemosyne.Notifier.safe_notify/3, which rescues exceptions and logs a warning. A failing notifier never crashes the memory pipeline.
Event Types
	Event	Payload	Emitted by
	{:changeset_applied, changeset}	Mnemosyne.Graph.Changeset with added/updated nodes	MemoryStore
	{:nodes_deleted, node_ids}	List of deleted node ID strings	MemoryStore
	{:decay_completed, summary}	%{checked: integer, deleted: integer, deleted_ids: [String.t()]}	MemoryStore
	{:consolidation_completed, summary}	%{checked: integer, deleted: integer, deleted_ids: [String.t()]}	MemoryStore
	{:recall_executed, query, results}	Query string and retrieval results	MemoryStore
	{:session_transition, session_id, old_state, new_state}	State machine transition (e.g. :idle to :collecting)	Session

Query Functions
Notifications tell you what changed, but you often need to fetch the current state of specific nodes. Four query functions complement the event stream:
	Function	Purpose
	Mnemosyne.get_node(repo_id, node_id)	Fetch a single node by ID
	Mnemosyne.get_nodes_by_type(repo_id, types)	Fetch all nodes of given types
	Mnemosyne.get_metadata(repo_id, node_ids)	Fetch NodeMetadata (access count, reward, timestamps)
	Mnemosyne.get_linked_nodes(repo_id, node_ids)	Fetch neighbors of given nodes

These are read-only operations that go directly to the MemoryStore without emitting notifications themselves.
Example: Enriching a Changeset Event
def handle_info({:changeset_applied, changeset}, socket) do
  node_ids = Enum.map(changeset.nodes, & &1.id)

  {:ok, metadata} = Mnemosyne.get_metadata(socket.assigns.repo_id, node_ids)
  {:ok, neighbors} = Mnemosyne.get_linked_nodes(socket.assigns.repo_id, node_ids)

  {:noreply, assign(socket, nodes: changeset.nodes, metadata: metadata, neighbors: neighbors)}
end
LiveView Consumer Example
A minimal LiveView that subscribes to graph events and displays new nodes:
defmodule MyAppWeb.GraphLive do
  use MyAppWeb, :live_view

  @impl true
  def mount(%{"repo_id" => repo_id}, _session, socket) do
    if connected?(socket) do
      Phoenix.PubSub.subscribe(MyApp.PubSub, "mnemosyne:#{repo_id}")
    end

    {:ok, assign(socket, repo_id: repo_id, events: [])}
  end

  @impl true
  def handle_info({:changeset_applied, changeset}, socket) do
    added = Enum.map(changeset.nodes, fn node ->
      %{id: node.id, type: node.node_type, label: inspect(node)}
    end)

    {:noreply, update(socket, :events, &(added ++ &1))}
  end

  def handle_info({:nodes_deleted, ids}, socket) do
    {:noreply, update(socket, :events, fn events ->
      Enum.reject(events, &(&1.id in ids))
    end)}
  end

  def handle_info({:session_transition, session_id, _old, new_state}, socket) do
    {:noreply, push_event(socket, "session-update", %{id: session_id, state: new_state})}
  end

  def handle_info(_event, socket), do: {:noreply, socket}
end
Next Steps
	Core Concepts -- node types and graph structure
	Graph Maintenance -- decay and consolidation events
	Custom Adapters -- writing LLM and embedding adapters



  

    License


MIT License

Copyright (c) 2025 Edlon Tech

Permission is hereby granted, free of charge, to any person obtaining a copy
of this software and associated documentation files (the "Software"), to deal
in the Software without restriction, including without limitation the rights
to use, copy, modify, merge, publish, distribute, sublicense, and/or sell
copies of the Software, and to permit persons to whom the Software is
furnished to do so, subject to the following conditions:

The above copyright notice and this permission notice shall be included in all
copies or substantial portions of the Software.

THE SOFTWARE IS PROVIDED "AS IS", WITHOUT WARRANTY OF ANY KIND, EXPRESS OR
IMPLIED, INCLUDING BUT NOT LIMITED TO THE WARRANTIES OF MERCHANTABILITY,
FITNESS FOR A PARTICULAR PURPOSE AND NONINFRINGEMENT. IN NO EVENT SHALL THE
AUTHORS OR COPYRIGHT HOLDERS BE LIABLE FOR ANY CLAIM, DAMAGES OR OTHER
LIABILITY, WHETHER IN AN ACTION OF CONTRACT, TORT OR OTHERWISE, ARISING FROM,
OUT OF OR IN CONNECTION WITH THE SOFTWARE OR THE USE OR OTHER DEALINGS IN THE
SOFTWARE.



  

    
Mnemosyne.Embedding.Response 
    



      
Struct returned by embedding generation calls.
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          @type t() :: %Mnemosyne.Embedding.Response{
  model: String.t(),
  usage: map(),
  vectors: [[float()]]
}


      



  


        

      


  

    
Mnemosyne.Graph.Edge 
    



      
Defines the typed edge categories used in the knowledge graph.

      


      
        Summary


  
    Types
  


    
      
        edge_type()

      


    





  
    Functions
  


    
      
        empty_links()

      


        Returns a map with all edge types initialized to empty MapSets.
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        Returns all valid edge type atoms.
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          @type edge_type() :: :membership | :hierarchical | :provenance | :sibling
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          @spec empty_links() :: %{required(edge_type()) => MapSet.t()}


      


Returns a map with all edge types initialized to empty MapSets.
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          @spec types() :: [edge_type()]


      


Returns all valid edge type atoms.

  


        

      


  

    
Mnemosyne.LLM.Response 
    



      
Struct returned by LLM chat completions.
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          @type t() :: %Mnemosyne.LLM.Response{content: term(), model: String.t(), usage: map()}


      



  


        

      


  

    
Mnemosyne.Notifier.Trace.Episode 
    



      
Trace struct capturing episode pipeline execution details.
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          @type t() :: %Mnemosyne.Notifier.Trace.Episode{
  boundary_detected: boolean(),
  duration_us: non_neg_integer(),
  reward: float(),
  similarity_score: float(),
  similarity_threshold: float(),
  step_index: non_neg_integer(),
  subgoal: String.t(),
  trajectory_id: String.t(),
  verbosity: :summary | :detailed
}


      



  


        

      


  

    
Mnemosyne.Notifier.Trace.Recall 
    



      
Trace struct capturing recall pipeline execution details.
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          @type t() :: %Mnemosyne.Notifier.Trace.Recall{
  candidate_count: non_neg_integer(),
  candidates_per_hop: %{required(non_neg_integer()) => non_neg_integer()} | nil,
  duration_us: non_neg_integer(),
  hops: non_neg_integer(),
  mode: atom(),
  phase_timings: %{required(atom()) => non_neg_integer()} | nil,
  refinements: [map()],
  rejected: %{required(atom()) => non_neg_integer()} | nil,
  result_count: non_neg_integer(),
  scores: %{required(String.t()) => float()} | nil,
  tags: [String.t()],
  verbosity: :summary | :detailed
}


      



  


        

      


  

    
Mnemosyne.Notifier.Trace.Structuring 
    



      
Trace struct capturing structuring pipeline execution details.
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          @type t() :: %Mnemosyne.Notifier.Trace.Structuring{
  duration_us: non_neg_integer(),
  intent_count: non_neg_integer(),
  merged_intents: [map()] | nil,
  phase_timings: map() | nil,
  procedural_count: non_neg_integer(),
  procedural_nodes: [map()] | nil,
  semantic_count: non_neg_integer(),
  semantic_nodes: [map()] | nil,
  tag_count: non_neg_integer(),
  trajectory_id: String.t(),
  verbosity: :summary | :detailed
}


      



  


        

      


  

    
Mnemosyne.Pipeline.EpisodicValidation 
    



      
Maintenance module that validates episodic grounding of abstract nodes.
Walks the provenance chain from semantic/procedural nodes through
episodic nodes to source nodes and penalizes nodes whose source
embeddings diverge significantly from the abstract node's embedding.
Orphaned nodes (no provenance links) receive a larger penalty.
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        Validates episodic grounding of semantic and procedural nodes.
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          @spec validate(keyword()) :: {:ok, map(), {module(), term()}} | {:error, term()}


      


Validates episodic grounding of semantic and procedural nodes.
Options
	:backend - {module, state} tuple (required)
	:config - %Mnemosyne.Config{} (required)

Returns {:ok, stats, {backend_mod, new_state}} where stats contains
:checked, :penalized, :orphaned, and :grounded counts.

  


        

      


  

    
Mnemosyne.Pipeline.GraphRepair 
    



      
One-shot maintenance op that scrubs dangling link references from the graph
and deletes orphaned tags/intents.
Earlier versions of the DETS persistence layer dropped node rows on delete
but left back-references intact in surviving rows, so reloading produced a
graph with edges pointing at missing IDs. This module repairs that drift
by walking every node, intersecting each link MapSet with the live ID set,
re-applying the cleaned nodes, and removing routing nodes (tags/intents)
that have no surviving children.
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    Functions
  


    
      
        repair(opts)

      


        Walks every node, drops link IDs that no longer correspond to a live node,
reapplies the cleaned nodes, then deletes any tag/intent left without
children.
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          @spec repair(keyword()) ::
  {:ok,
   %{
     checked: non_neg_integer(),
     repaired_nodes: non_neg_integer(),
     dangling_refs: non_neg_integer(),
     orphans_deleted: non_neg_integer(),
     orphan_ids: [String.t()]
   }, {module(), term()}}
  | {:error, term()}


      


Walks every node, drops link IDs that no longer correspond to a live node,
reapplies the cleaned nodes, then deletes any tag/intent left without
children.
Options
	:backend - {module, state} tuple (required)

Returns {:ok, summary, {backend_mod, new_state}} where summary is a map
with :checked, :repaired_nodes, :dangling_refs, :orphans_deleted,
and :orphan_ids.

  


        

      


  

    
Mnemosyne.Pipeline.HopRefinement 
    



      
Per-hop query refinement for the retrieval pipeline.
Tracks retrieval quality across hops and triggers LLM-based tag
refinement when score improvement plateaus. Budget-limited to
avoid excessive LLM calls.
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    Functions
  


    
      
        init(config, max_hops)

      


        Initializes refinement state from config and the pipeline's max hop count.
Budget is capped at max_hops to avoid exceeding the traversal depth.



    


    
      
        maybe_refine(state, query, candidates, hop, ctx)

      


        Conditionally refines retrieval tags based on score plateau detection.
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          @spec init(Mnemosyne.Config.t(), non_neg_integer()) ::
  Mnemosyne.Pipeline.HopRefinement.State.t()


      


Initializes refinement state from config and the pipeline's max hop count.
Budget is capped at max_hops to avoid exceeding the traversal depth.

  



  
    
      
    
    
      maybe_refine(state, query, candidates, hop, ctx)



        
          
        

    

  


  

      

          @spec maybe_refine(
  Mnemosyne.Pipeline.HopRefinement.State.t(),
  String.t(),
  [Mnemosyne.Pipeline.Retrieval.TaggedCandidate.t()],
  non_neg_integer(),
  map()
) ::
  {:refined, [String.t()], [[float()]],
   Mnemosyne.Pipeline.HopRefinement.State.t()}
  | {:skip, Mnemosyne.Pipeline.HopRefinement.State.t()}


      


Conditionally refines retrieval tags based on score plateau detection.
Returns {:refined, tags, vectors, new_state} when refinement is triggered
and succeeds, or {:skip, new_state} otherwise.
The ctx map must contain :llm, :embedding, :config, and :llm_opts.

  


        

      


  

    
Mnemosyne.Pipeline.HopRefinement.State 
    



      
Tracks refinement state across hops during retrieval.
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          @type t() :: %Mnemosyne.Pipeline.HopRefinement.State{
  budget_remaining: non_neg_integer(),
  plateau_delta: float(),
  previous_best_score: float(),
  refinement_count: non_neg_integer(),
  refinements: [map()]
}


      



  


        

      


  

    
Mnemosyne.Pipeline.Reasoning.ReasonedMemory 
    



      
Result of reasoning over retrieved memory candidates.
Each field is nil when no candidates of that type were found.
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          @type t() :: %Mnemosyne.Pipeline.Reasoning.ReasonedMemory{
  episodic: String.t() | nil,
  procedural: String.t() | nil,
  semantic: String.t() | nil
}


      



  


        

      


  

    
Mnemosyne.Pipeline.RecallResult 
    



      
Result of a recall operation containing reasoned summaries,
touched nodes, and execution trace.
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          @type t() :: %Mnemosyne.Pipeline.RecallResult{
  reasoned: Mnemosyne.Pipeline.Reasoning.ReasonedMemory.t(),
  touched_nodes: [Mnemosyne.Pipeline.Retrieval.TouchedNode.t()],
  trace: Mnemosyne.Notifier.Trace.Recall.t()
}


      



  


        

      


  

    
Mnemosyne.Pipeline.Retrieval.Result 
    



      
Result of a retrieval operation containing the classified mode,
generated tags, and scored candidate nodes partitioned by type.
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          @type t() :: %Mnemosyne.Pipeline.Retrieval.Result{
  candidates: %{
    required(atom()) => [Mnemosyne.Pipeline.Retrieval.TaggedCandidate.t()]
  },
  mode: atom(),
  phases: map(),
  tags: [String.t()]
}


      



  


        

      


  

    
Mnemosyne.Pipeline.Retrieval.TaggedCandidate 
    



      
Internal struct representing a scored candidate with its origin phase.
Replaces raw {node, score} tuples in the retrieval pipeline.

      


      
        Summary


  
    Types
  


    
      
        t()
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        from_hop_0(node, score)

      


        Builds a tagged candidate from the initial retrieval phase (hop 0).



    


    
      
        from_multi_hop(node, score, hop)

      


        Builds a tagged candidate discovered during multi-hop traversal at the given hop depth.



    


    
      
        from_provenance(node, score)

      


        Builds a tagged candidate from the provenance lookup phase.



    


    
      
        from_refinement(node, score, hop)

      


        Builds a tagged candidate from the query refinement phase at the given hop.
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          @type t() :: %Mnemosyne.Pipeline.Retrieval.TaggedCandidate{
  hop: non_neg_integer() | nil,
  node: struct(),
  phase: atom(),
  score: float()
}
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          @spec from_hop_0(
  struct(),
  float()
) :: t()


      


Builds a tagged candidate from the initial retrieval phase (hop 0).
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          @spec from_multi_hop(struct(), float(), non_neg_integer()) :: t()


      


Builds a tagged candidate discovered during multi-hop traversal at the given hop depth.
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          @spec from_provenance(
  struct(),
  float()
) :: t()


      


Builds a tagged candidate from the provenance lookup phase.
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          @spec from_refinement(struct(), float(), non_neg_integer()) :: t()


      


Builds a tagged candidate from the query refinement phase at the given hop.

  


        

      


  

    
Mnemosyne.Pipeline.Retrieval.TouchedNode 
    



      
Caller-facing projection of a retrieved candidate node.
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        from_tagged(tc, atom)

      


        Projects a TaggedCandidate into a caller-facing TouchedNode at the given verbosity level.
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          @type t() :: %Mnemosyne.Pipeline.Retrieval.TouchedNode{
  hop: non_neg_integer() | nil,
  id: String.t(),
  node: struct() | nil,
  phase: atom(),
  score: float(),
  type: atom()
}
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          @spec from_tagged(
  Mnemosyne.Pipeline.Retrieval.TaggedCandidate.t(),
  :summary | :detailed
) :: t()


      


Projects a TaggedCandidate into a caller-facing TouchedNode at the given verbosity level.

  


        

      


  

    
Mnemosyne.Pipeline.TagDeduplicator 
    



      
Deduplicates Tag nodes in a changeset against both the existing
graph and other tags within the same batch.
Tags are matched by normalized label (lowercase + trim). When a
duplicate is found, the new tag is removed and all links referencing
it are rewritten to point to the existing tag.

      


      
        Summary
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        deduplicate(changeset, opts)

      


        Deduplicates Tag nodes in the changeset against both the batch and the existing graph.
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          @spec deduplicate(
  Mnemosyne.Graph.Changeset.t(),
  keyword()
) :: {:ok, Mnemosyne.Graph.Changeset.t()} | {:error, term()}


      


Deduplicates Tag nodes in the changeset against both the batch and the existing graph.

  


        

      


  

    
Mnemosyne.Telemetry.DefaultHandler 
    



      
Optional telemetry handler that logs Mnemosyne events via Logger.
Attach in your application supervision tree:
Mnemosyne.Telemetry.DefaultHandler.attach()
All log entries use domain: [:mnemosyne] metadata for filtering.
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        attach()

      


        Attaches Logger handlers to all Mnemosyne telemetry events.
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        Detaches all handlers.
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          @spec attach() :: :ok


      


Attaches Logger handlers to all Mnemosyne telemetry events.

  



  
    
      
    
    
      detach()



        
          
        

    

  


  

      

          @spec detach() :: :ok


      


Detaches all handlers.

  


        

      


  

    
Mnemosyne.ValueFunction.Default 
    



      
Default value function combining relevance with recency,
frequency, and reward signals from node metadata.
Score formula: relevance * recency_factor * frequency_factor * reward_factor
The node parameter is part of the ValueFunction behaviour contract,
enabling custom implementations to score based on node type or content.
This default implementation scores purely from metadata signals.
When metadata is nil, returns raw relevance for backward compatibility.

      




  

    
Mnemosyne.Pipeline.Prompts.GetMode 
    



      
Prompt for classifying a query into a memory retrieval mode:
:episodic, :semantic, :procedural, or :mixed.

      




  

    
Mnemosyne.Pipeline.Prompts.GetPlan 
    



      
Prompt for generating retrieval tags from a query and its classified mode.
Produces a list of search tags used to query the knowledge graph.

      




  

    
Mnemosyne.Pipeline.Prompts.GetProcedural 
    



      
Prompt for extracting prescriptive knowledge (instructions for future)
from a trajectory segment.
Returns structured output via chat_structured/3 using a Zoi schema.
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    Functions
  


    
      
        schema()

      


        Returns the Zoi schema for structured LLM output validation.
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          @spec schema() :: Zoi.Type.t()


      


Returns the Zoi schema for structured LLM output validation.

  


        

      


  

    
Mnemosyne.Pipeline.Prompts.GetRefinedQuery 
    



      
Prompt for refining retrieval tags during multi-hop retrieval.
Generates bridge-concept search tags targeting information not yet reached.
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          @spec schema() :: Zoi.Type.t()


      



  


        

      


  

    
Mnemosyne.Pipeline.Prompts.GetReturn 
    



      
Prompt for scoring each prescription (procedural instruction) individually
against its specific intent and the trajectory evidence.
Per the PlugMem paper, each prescription is evaluated on a 1-10 scale
assessing whether the intent was achieved and how well the prescription
was executed. Scores are normalized to [0.0, 1.0] for internal use.
Returns structured output via chat_structured/3 using a Zoi schema.
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    Functions
  


    
      
        build_messages(variables)

      


        Builds the system and user messages for the return-scoring prompt.



    


    
      
        parse_response(arg1)

      


        Parses and normalizes the scored prescriptions from the LLM response.



    


    
      
        schema()

      


        Returns the Zoi schema for structured LLM output validation.
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          @spec build_messages(map()) :: [map()]


      


Builds the system and user messages for the return-scoring prompt.

  



  
    
      
    
    
      parse_response(arg1)



        
          
        

    

  


  

      

          @spec parse_response(map()) ::
  {:ok, [map()]} | {:error, Mnemosyne.Errors.Invalid.PromptError.t()}


      


Parses and normalizes the scored prescriptions from the LLM response.

  



  
    
      
    
    
      schema()



        
          
        

    

  


  

      

          @spec schema() :: Zoi.Type.t()


      


Returns the Zoi schema for structured LLM output validation.

  


        

      


  

    
Mnemosyne.Pipeline.Prompts.GetReward 
    



      
Prompt for evaluating how well a step serves the current sub-goal.
Returns a reward score between 0.0 and 1.0.

      




  

    
Mnemosyne.Pipeline.Prompts.GetSemantic 
    



      
Prompt for extracting propositional knowledge (facts learned)
from a trajectory segment, along with associated concept terms
that serve as semantic routing indices.
Returns structured output via chat_structured/3 using a Zoi schema.
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    Functions
  


    
      
        schema()

      


        Returns the Zoi schema for structured LLM output validation.



    





      


      
        Functions


        


  
    
      
    
    
      schema()



        
          
        

    

  


  

      

          @spec schema() :: Zoi.Type.t()


      


Returns the Zoi schema for structured LLM output validation.

  


        

      


  

    
Mnemosyne.Pipeline.Prompts.GetState 
    



      
Prompt for deriving progressive environment state from a single step.
Implements s_t = f(s_{t-1}, a_{t-1}, o_t) — each step's state is derived
from the previous state, the action taken, and the new observation.

      




  

    
Mnemosyne.Pipeline.Prompts.GetSubgoal 
    



      
Prompt for inferring what sub-goal the agent is pursuing given the
current state, observation, action, and overall goal.
Implements g_t = f(s_t, o_t, a_t, G) — conditioning subgoal inference
on the derived state ensures the inferred intent reflects accumulated context,
not just the immediate observation.
Returns structured output via chat_structured/3 using a Zoi schema.
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          @spec schema() :: Zoi.Type.t()


      



  


        

      


  

    
Mnemosyne.Pipeline.Prompts.MergeIntent 
    



      
Prompt for merging two similar intent descriptions into a single
unified intent that captures the essence of both.
Returns structured output via chat_structured/3 using a Zoi schema.
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    Functions
  


    
      
        schema()

      


        Returns the Zoi schema for structured LLM output validation.
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      schema()



        
          
        

    

  


  

      

          @spec schema() :: Zoi.Type.t()


      


Returns the Zoi schema for structured LLM output validation.

  


        

      


  

    
Mnemosyne.Pipeline.Prompts.ReasonEpisodic 
    



      
Prompt for synthesizing retrieved episodic memory nodes
into a coherent narrative summary relevant to the query.
Uses structured LLM output via chat_structured/3 with a Zoi schema.

      


      
        Summary


  
    Functions
  


    
      
        schema()

      


    





      


      
        Functions


        


  
    
      
    
    
      schema()



        
          
        

    

  


  

      

          @spec schema() :: Zoi.Type.t()


      



  


        

      


  

    
Mnemosyne.Pipeline.Prompts.ReasonProcedural 
    



      
Prompt for synthesizing retrieved procedural memory nodes
into actionable instructions relevant to the query.
Uses structured LLM output via chat_structured/3 with a Zoi schema.
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          @spec schema() :: Zoi.Type.t()


      



  


        

      


  

    
Mnemosyne.Pipeline.Prompts.ReasonSemantic 
    



      
Prompt for synthesizing retrieved semantic memory nodes
into a factual summary relevant to the query.
Uses structured LLM output via chat_structured/3 with a Zoi schema.

      


      
        Summary


  
    Functions
  


    
      
        schema()

      


    





      


      
        Functions


        


  
    
      
    
    
      schema()



        
          
        

    

  


  

      

          @spec schema() :: Zoi.Type.t()


      



  


        

      


  

    
Mnemosyne 
    



      
Agentic memory library that models memory as a knowledge graph using
reinforcement-learning primitives (episodes, trajectories, rewards, value functions).
Architecture
Mnemosyne is organized in three layers:
	Data Primitives - An in-memory knowledge graph with typed nodes
(Episodic, Semantic, Procedural, Subgoal, Source, Tag)
connected by directed links. Mutations happen through Changeset structs.

	Pipeline - LLM-driven extraction that turns raw observation-action
sequences into structured knowledge. Episodes track steps, detect
trajectory boundaries via embedding similarity, and produce changesets
that grow the graph.

	Retrieval - Value-function-scored retrieval over the graph, combining
multiple node types to produce contextually relevant memory results.


Repositories
All graph operations are scoped to a repository. A repository is an
isolated graph backend with its own MemoryStore process. Open a repo via
open_repo/2, then pass its repo_id as the first argument to all
operations.
{:ok, _pid} = Mnemosyne.open_repo("my-repo", backend: {InMemory, persistence: {DETS, path: "repo.dets"}})
Write Path (Sessions)
Sessions are the write interface to the knowledge graph. A session is tied
to a specific repo and collects observation-action pairs, groups them into
trajectories, and uses LLM calls to extract semantic and procedural knowledge.
{:ok, session_id} = Mnemosyne.start_session("Learn Elixir patterns", repo: "my-repo")
:ok = Mnemosyne.append(session_id, "Read about GenServer", "Implemented a cache")
:ok = Mnemosyne.append(session_id, "Cache worked well", "Added TTL support")
:ok = Mnemosyne.close_and_commit(session_id)
Sessions follow a state machine lifecycle:
:idle -> :collecting -> :extracting -> :ready -> (committed/discarded)
The :extracting state runs asynchronously under a Task.Supervisor, keeping
the session process responsive. If extraction fails, the session moves to
:failed and preserves the episode for retry.
Read Path (Recall)
Recall queries the knowledge graph using value functions to score and rank
nodes by relevance. Session context can augment queries with the current
episode's state for more targeted retrieval.
{:ok, memories} = Mnemosyne.recall("my-repo", "How to implement caching?")
{:ok, memories} = Mnemosyne.recall_in_context("my-repo", session_id, "What did I try before?")
Graph Management
Direct graph operations for inspection and bulk mutations:
graph = Mnemosyne.get_graph("my-repo")
:ok = Mnemosyne.apply_changeset("my-repo", changeset)
:ok = Mnemosyne.delete_nodes("my-repo", ["node-1", "node-2"])
Supervision
Mnemosyne runs under its own supervision tree (Mnemosyne.Supervisor).
Multiple independent instances can coexist by passing a custom :supervisor
name in opts. Each supervisor owns its own Registry, RepoRegistry,
TaskSupervisor, RepoSupervisor, and SessionSupervisor.

      


      
        Summary


  
    Functions
  


    
      
        append(session_id, observation, action, opts \\ [])

      


        Appends an observation-action pair to the current episode.



    


    
      
        append_async(session_id, observation, action, callback \\ nil, opts \\ [])

      


        Like append/4 but returns immediately. Accepts an optional callback that
receives :ok or {:error, reason} when the append finishes.



    


    
      
        apply_changeset(repo_id, changeset, opts \\ [])

      


        Applies a changeset to the knowledge graph asynchronously.



    


    
      
        close(session_id, opts \\ [])

      


        Closes the current episode, triggering asynchronous knowledge extraction.



    


    
      
        close_and_commit(session_id, opts \\ [])

      


        Closes the episode, waits for extraction to complete, and commits the result.



    


    
      
        close_async(session_id, callback \\ nil, opts \\ [])

      


        Like close/2 but returns immediately with optional callback.
See commit_async/3 for queuing semantics.



    


    
      
        close_repo(repo_id, opts \\ [])

      


        Closes a running memory repository.



    


    
      
        commit(session_id, opts \\ [])

      


        Commits the extracted changeset to the MemoryStore.



    


    
      
        commit_async(session_id, callback \\ nil, opts \\ [])

      


        Like commit/2 but returns immediately. When the session is busy
(extracting or collecting with in-flight trajectory tasks), the commit
is queued and executes when the blocking work completes.



    


    
      
        consolidate_semantics(repo_id, opts \\ [])

      


        Consolidates near-duplicate semantic nodes in the repo's graph asynchronously.



    


    
      
        decay_nodes(repo_id, opts \\ [])

      


        Prunes low-utility nodes from the repo's graph via decay scoring asynchronously.



    


    
      
        delete_nodes(repo_id, node_ids, opts \\ [])

      


        Deletes nodes from the knowledge graph by their IDs asynchronously.



    


    
      
        discard(session_id, opts \\ [])

      


        Discards the extraction result without committing to the knowledge graph.



    


    
      
        discard_async(session_id, callback \\ nil, opts \\ [])

      


        Like discard/2 but returns immediately with optional callback.
See commit_async/3 for queuing semantics.



    


    
      
        get_graph(repo_id, opts \\ [])

      


        Returns the current knowledge graph held by the repo's MemoryStore.



    


    
      
        get_linked_nodes(repo_id, node_ids, opts \\ [])

      


        Fetches nodes linked to the given node IDs.



    


    
      
        get_metadata(repo_id, node_ids, opts \\ [])

      


        Fetches metadata for the given node IDs.



    


    
      
        get_node(repo_id, node_id, opts \\ [])

      


        Fetches a single node by ID from the repo's graph.



    


    
      
        get_nodes_by_type(repo_id, types, opts \\ [])

      


        Fetches all nodes of the given types from the repo's graph.



    


    
      
        latest(repo_id, top_k, opts \\ [])

      


        Fetches the most recently created memories from the repo, sorted newest first.



    


    
      
        list_repos(opts \\ [])

      


        Lists all currently open repository IDs.



    


    
      
        open_repo(repo_id, opts \\ [])

      


        Opens a new memory repository under the supervision tree.



    


    
      
        recall(repo_id, query, opts \\ [])

      


        Retrieves relevant memories from the knowledge graph for the given query.



    


    
      
        recall_in_context(repo_id, session_id, query, opts \\ [])

      


        Retrieves memories using both the query and the session's current context.



    


    
      
        repair_graph(repo_id, opts \\ [])

      


        Strips dangling link references and removes orphaned tags/intents from
the repo's graph asynchronously.



    


    
      
        session_state(session_id, opts \\ [])

      


        Returns the current state of a session.



    


    
      
        start_episode_async(session_id, goal, callback \\ nil, opts \\ [])

      


        Like start_session/2 but for resuming an existing idle session
with a new episode. Returns immediately with optional callback.
See commit_async/3 for queuing semantics.



    


    
      
        start_session(goal, opts \\ [])

      


        Starts a new memory session with the given goal.



    


    
      
        validate_episodic(repo_id, opts \\ [])

      


        Validates episodic grounding of abstract nodes in the repo's graph asynchronously.



    





      


      
        Functions


        


    

  
    
      
    
    
      append(session_id, observation, action, opts \\ [])



        
          
        

    

  


  

      

          @spec append(String.t(), String.t(), String.t(), keyword()) ::
  :ok | {:error, Mnemosyne.Errors.error()}


      


Appends an observation-action pair to the current episode.
The observation describes what the agent perceived and the action describes
what the agent did in response. Each pair becomes a step in the current
trajectory. When the embedding similarity between consecutive observations
drops below the threshold (0.75), a new trajectory boundary is detected
automatically.
The session must be in the :collecting state.
Options
	:supervisor - Name of the Mnemosyne supervisor. Defaults to Mnemosyne.Supervisor.


  



    

    

  
    
      
    
    
      append_async(session_id, observation, action, callback \\ nil, opts \\ [])



        
          
        

    

  


  

      

          @spec append_async(
  String.t(),
  String.t(),
  String.t(),
  (Mnemosyne.Session.append_result() -> any()) | nil,
  keyword()
) :: :ok | {:error, Mnemosyne.Errors.error()}


      


Like append/4 but returns immediately. Accepts an optional callback that
receives :ok or {:error, reason} when the append finishes.
Options
	:supervisor - Name of the Mnemosyne supervisor. Defaults to Mnemosyne.Supervisor.


  



    

  
    
      
    
    
      apply_changeset(repo_id, changeset, opts \\ [])



        
          
        

    

  


  

      

          @spec apply_changeset(String.t(), Mnemosyne.Graph.Changeset.t(), keyword()) ::
  :ok | {:error, Mnemosyne.Errors.Framework.NotFoundError.t()}


      


Applies a changeset to the knowledge graph asynchronously.
Enqueues the changeset for application via the MemoryStore write lane.
Returns immediately; the actual mutation happens in the background.
Subscribe to Notifier events (:changeset_applied) to observe completion.

  



    

  
    
      
    
    
      close(session_id, opts \\ [])



        
          
        

    

  


  

      

          @spec close(
  String.t(),
  keyword()
) :: :ok | {:error, Mnemosyne.Errors.error()}


      


Closes the current episode, triggering asynchronous knowledge extraction.
Moves the session from :collecting to :extracting. The extraction
pipeline runs in a supervised task and processes each trajectory to extract
semantic facts, procedural instructions, and compute returns. Once
extraction completes, the session transitions to :ready (success)
or :failed (extraction error).
Use commit/2 after extraction completes to persist the results, or
close_and_commit/2 to do both in one call.

  



    

  
    
      
    
    
      close_and_commit(session_id, opts \\ [])



        
          
        

    

  


  

      

          @spec close_and_commit(
  String.t(),
  keyword()
) :: :ok | {:error, Mnemosyne.Errors.error()}


      


Closes the episode, waits for extraction to complete, and commits the result.
Convenience function that combines close/2, polling for extraction completion,
and commit/2 into a single blocking call. Handles transient extraction failures
by retrying up to max_retries times.
Options
	:max_retries - Number of retry attempts on transient extraction failures. Defaults to 2.
	:max_polls - Maximum number of polling iterations while waiting for extraction. Defaults to 200.
	:poll_interval - Milliseconds between polls. Defaults to 50.
	:supervisor - Name of the Mnemosyne supervisor. Defaults to Mnemosyne.Supervisor.

Examples
:ok = Mnemosyne.close_and_commit(session_id)

:ok = Mnemosyne.close_and_commit(session_id, max_retries: 5, poll_interval: 100)

  



    

    

  
    
      
    
    
      close_async(session_id, callback \\ nil, opts \\ [])



        
          
        

    

  


  

      

          @spec close_async(String.t(), Mnemosyne.Session.op_callback(), keyword()) ::
  :ok | {:error, Mnemosyne.Errors.error()}


      


Like close/2 but returns immediately with optional callback.
See commit_async/3 for queuing semantics.
Options
	:supervisor - Name of the Mnemosyne supervisor. Defaults to Mnemosyne.Supervisor.


  



    

  
    
      
    
    
      close_repo(repo_id, opts \\ [])



        
          
        

    

  


  

      

          @spec close_repo(
  String.t(),
  keyword()
) :: :ok | {:error, Mnemosyne.Errors.Framework.NotFoundError.t()}


      


Closes a running memory repository.
Terminates the MemoryStore process for the given repo_id.
Options
	:supervisor - Name of the Mnemosyne supervisor. Defaults to Mnemosyne.Supervisor.


  



    

  
    
      
    
    
      commit(session_id, opts \\ [])



        
          
        

    

  


  

      

          @spec commit(
  String.t(),
  keyword()
) :: :ok | {:error, Mnemosyne.Errors.error()}


      


Commits the extracted changeset to the MemoryStore.
Enqueues the knowledge graph changeset produced by the extraction pipeline
for application to the repo's MemoryStore. The session must be in the
:ready state. The changeset is applied asynchronously via the write lane;
subscribe to Notifier events (:changeset_applied) to observe completion.
After committing, the session transitions back to :idle and can start
a new episode.

  



    

    

  
    
      
    
    
      commit_async(session_id, callback \\ nil, opts \\ [])



        
          
        

    

  


  

      

          @spec commit_async(String.t(), Mnemosyne.Session.op_callback(), keyword()) ::
  :ok | {:error, Mnemosyne.Errors.error()}


      


Like commit/2 but returns immediately. When the session is busy
(extracting or collecting with in-flight trajectory tasks), the commit
is queued and executes when the blocking work completes.
The optional callback receives {:ok, :committed} or {:error, reason}.
An :ok return means the operation was accepted, not that it succeeded.
Options
	:supervisor - Name of the Mnemosyne supervisor. Defaults to Mnemosyne.Supervisor.


  



    

  
    
      
    
    
      consolidate_semantics(repo_id, opts \\ [])



        
          
        

    

  


  

      

          @spec consolidate_semantics(
  String.t(),
  keyword()
) :: :ok | {:error, Mnemosyne.Errors.Framework.NotFoundError.t()}


      


Consolidates near-duplicate semantic nodes in the repo's graph asynchronously.
Discovers semantically similar nodes via tag-neighbor similarity and
deletes the lower-scored one. Returns immediately; the consolidation runs
in the background. Subscribe to Notifier events (:consolidation_completed)
to observe results.
Options
	:supervisor - Name of the Mnemosyne supervisor. Defaults to Mnemosyne.Supervisor.


  



    

  
    
      
    
    
      decay_nodes(repo_id, opts \\ [])



        
          
        

    

  


  

      

          @spec decay_nodes(
  String.t(),
  keyword()
) :: :ok | {:error, Mnemosyne.Errors.Framework.NotFoundError.t()}


      


Prunes low-utility nodes from the repo's graph via decay scoring asynchronously.
Scores nodes on recency, frequency, and reward signals and removes those
below the threshold. Cleans up orphaned Tags/Intents after deletion. Returns
immediately; pruning runs in the background. Subscribe to Notifier events
(:decay_completed) to observe results.
Options
	:supervisor - Name of the Mnemosyne supervisor. Defaults to Mnemosyne.Supervisor.


  



    

  
    
      
    
    
      delete_nodes(repo_id, node_ids, opts \\ [])



        
          
        

    

  


  

      

          @spec delete_nodes(String.t(), [String.t()], keyword()) ::
  :ok | {:error, Mnemosyne.Errors.Framework.NotFoundError.t()}


      


Deletes nodes from the knowledge graph by their IDs asynchronously.
Enqueues the deletion via the MemoryStore write lane. Returns immediately;
the actual removal happens in the background. Subscribe to Notifier events
(:nodes_deleted) to observe completion.

  



    

  
    
      
    
    
      discard(session_id, opts \\ [])



        
          
        

    

  


  

      

          @spec discard(
  String.t(),
  keyword()
) :: :ok | {:error, Mnemosyne.Errors.error()}


      


Discards the extraction result without committing to the knowledge graph.
Drops the changeset produced by extraction. Useful when the extracted
knowledge is deemed low-quality or irrelevant. The session returns to
:idle and can start a new episode.

  



    

    

  
    
      
    
    
      discard_async(session_id, callback \\ nil, opts \\ [])



        
          
        

    

  


  

      

          @spec discard_async(String.t(), Mnemosyne.Session.op_callback(), keyword()) ::
  :ok | {:error, Mnemosyne.Errors.error()}


      


Like discard/2 but returns immediately with optional callback.
See commit_async/3 for queuing semantics.
Options
	:supervisor - Name of the Mnemosyne supervisor. Defaults to Mnemosyne.Supervisor.


  



    

  
    
      
    
    
      get_graph(repo_id, opts \\ [])



        
          
        

    

  


  

      

          @spec get_graph(
  String.t(),
  keyword()
) ::
  Mnemosyne.Graph.t() | {:error, Mnemosyne.Errors.Framework.NotFoundError.t()}


      


Returns the current knowledge graph held by the repo's MemoryStore.
The graph contains all committed nodes and their links. Useful for
inspection, debugging, or building custom retrieval strategies.

  



    

  
    
      
    
    
      get_linked_nodes(repo_id, node_ids, opts \\ [])



        
          
        

    

  


  

      

          @spec get_linked_nodes(String.t(), [String.t()], keyword()) ::
  {:ok, [struct()]} | {:error, term()}


      


Fetches nodes linked to the given node IDs.

  



    

  
    
      
    
    
      get_metadata(repo_id, node_ids, opts \\ [])



        
          
        

    

  


  

      

          @spec get_metadata(String.t(), [String.t()], keyword()) ::
  {:ok, %{required(String.t()) => Mnemosyne.NodeMetadata.t()}}
  | {:error, term()}


      


Fetches metadata for the given node IDs.

  



    

  
    
      
    
    
      get_node(repo_id, node_id, opts \\ [])



        
          
        

    

  


  

      

          @spec get_node(String.t(), String.t(), keyword()) ::
  {:ok, struct() | nil} | {:error, term()}


      


Fetches a single node by ID from the repo's graph.

  



    

  
    
      
    
    
      get_nodes_by_type(repo_id, types, opts \\ [])



        
          
        

    

  


  

      

          @spec get_nodes_by_type(String.t(), [atom()], keyword()) ::
  {:ok, [struct()]} | {:error, term()}


      


Fetches all nodes of the given types from the repo's graph.

  



    

  
    
      
    
    
      latest(repo_id, top_k, opts \\ [])



        
          
        

    

  


  

      

          @spec latest(String.t(), pos_integer(), keyword()) ::
  {:ok, [{struct(), Mnemosyne.NodeMetadata.t()}]} | {:error, term()}


      


Fetches the most recently created memories from the repo, sorted newest first.
Returns up to top_k nodes paired with their metadata. By default fetches
semantic and procedural nodes.
Options
	:types - Node types to fetch. Defaults to [:semantic, :procedural].
	:supervisor - Name of the Mnemosyne supervisor. Defaults to Mnemosyne.Supervisor.

Examples
{:ok, memories} = Mnemosyne.latest("my-repo", 10)
{:ok, memories} = Mnemosyne.latest("my-repo", 5, types: [:semantic])

  



    

  
    
      
    
    
      list_repos(opts \\ [])



        
          
        

    

  


  

      

          @spec list_repos(keyword()) :: [String.t()]


      


Lists all currently open repository IDs.
Options
	:supervisor - Name of the Mnemosyne supervisor. Defaults to Mnemosyne.Supervisor.


  



    

  
    
      
    
    
      open_repo(repo_id, opts \\ [])



        
          
        

    

  


  

      

          @spec open_repo(
  String.t(),
  keyword()
) :: {:ok, pid()} | {:error, Mnemosyne.Errors.error()}


      


Opens a new memory repository under the supervision tree.
Starts a MemoryStore process registered in the RepoRegistry with the
given repo_id. Each repo has its own isolated graph backend.
Options
	:backend - Required. A {module, opts} tuple for the graph backend.
	:supervisor - Name of the Mnemosyne supervisor. Defaults to Mnemosyne.Supervisor.
	:config - A Mnemosyne.Config struct overriding shared defaults.
	:llm - LLM adapter module overriding shared defaults.
	:embedding - Embedding adapter module overriding shared defaults.


  



    

  
    
      
    
    
      recall(repo_id, query, opts \\ [])



        
          
        

    

  


  

      

          @spec recall(String.t(), String.t(), keyword()) ::
  {:ok, Mnemosyne.Pipeline.RecallResult.t()}
  | {:error, Mnemosyne.Errors.error()}


      


Retrieves relevant memories from the knowledge graph for the given query.
Runs the retrieval pipeline, which computes embeddings for the query and
scores candidate nodes using value functions across all node types
(episodic, semantic, procedural, subgoal, tag, source). Results are
ranked and filtered by relevance.
Options
	:supervisor - Name of the Mnemosyne supervisor. Defaults to Mnemosyne.Supervisor.

Examples
{:ok, memories} = Mnemosyne.recall("my-repo", "How to handle GenServer timeouts?")

  



    

  
    
      
    
    
      recall_in_context(repo_id, session_id, query, opts \\ [])



        
          
        

    

  


  

      

          @spec recall_in_context(String.t(), String.t(), String.t(), keyword()) ::
  {:ok, Mnemosyne.Pipeline.RecallResult.t()}
  | {:error, Mnemosyne.Errors.error()}


      


Retrieves memories using both the query and the session's current context.
Augments the query with the active episode's state (current subgoal,
recent observations) to produce more contextually relevant results.
If the session is not found, falls back to a plain recall/3.
Examples
{:ok, memories} = Mnemosyne.recall_in_context("my-repo", session_id, "What patterns apply here?")

  



    

  
    
      
    
    
      repair_graph(repo_id, opts \\ [])



        
          
        

    

  


  

      

          @spec repair_graph(
  String.t(),
  keyword()
) :: :ok | {:error, Mnemosyne.Errors.Framework.NotFoundError.t()}


      


Strips dangling link references and removes orphaned tags/intents from
the repo's graph asynchronously.
Use this after upgrading from a release whose persistence layer left
back-references behind on delete, or any time the graph is suspected to
carry stale link IDs. Returns immediately; repair runs in the background.
Subscribe to Notifier events (:repair_completed) to observe results.
Options
	:supervisor - Name of the Mnemosyne supervisor. Defaults to Mnemosyne.Supervisor.


  



    

  
    
      
    
    
      session_state(session_id, opts \\ [])



        
          
        

    

  


  

      

          @spec session_state(
  String.t(),
  keyword()
) ::
  Mnemosyne.Session.state()
  | {:error, Mnemosyne.Errors.Framework.NotFoundError.t()}


      


Returns the current state of a session.
Possible states: :idle, :collecting, :extracting, :ready, :failed.
Returns {:error, NotFoundError} if the session ID is not registered.

  



    

    

  
    
      
    
    
      start_episode_async(session_id, goal, callback \\ nil, opts \\ [])



        
          
        

    

  


  

      

          @spec start_episode_async(
  String.t(),
  String.t(),
  Mnemosyne.Session.op_callback(),
  keyword()
) ::
  :ok | {:error, Mnemosyne.Errors.error()}


      


Like start_session/2 but for resuming an existing idle session
with a new episode. Returns immediately with optional callback.
See commit_async/3 for queuing semantics.
Options
	:supervisor - Name of the Mnemosyne supervisor. Defaults to Mnemosyne.Supervisor.


  



    

  
    
      
    
    
      start_session(goal, opts \\ [])



        
          
        

    

  


  

      

          @spec start_session(
  String.t(),
  keyword()
) :: {:ok, String.t()} | {:error, term()}


      


Starts a new memory session with the given goal.
Creates a new Session process under the SessionSupervisor and immediately
opens an episode with the provided goal. The session begins in the :collecting
state, ready to receive observation-action pairs via append/4.
LLM, embedding, and config defaults are pulled from the repo's MemoryStore
unless explicitly overridden in opts.
Options
	:repo - Required. The repo ID to bind this session to.
	:supervisor - Name of the Mnemosyne supervisor to use. Defaults to Mnemosyne.Supervisor.
	:config - A Mnemosyne.Config struct overriding the stored defaults.
	:llm - LLM adapter module overriding the stored default.
	:embedding - Embedding adapter module overriding the stored default.

Examples
{:ok, session_id} = Mnemosyne.start_session("Explore caching strategies", repo: "my-repo")

  



    

  
    
      
    
    
      validate_episodic(repo_id, opts \\ [])



        
          
        

    

  


  

      

          @spec validate_episodic(
  String.t(),
  keyword()
) :: :ok | {:error, Mnemosyne.Errors.Framework.NotFoundError.t()}


      


Validates episodic grounding of abstract nodes in the repo's graph asynchronously.
Walks provenance chains from semantic/procedural nodes to source nodes
and penalizes nodes whose source embeddings diverge from the abstract
node's embedding. Returns immediately; validation runs in the background.

  


        

      


  

    
Mnemosyne.Config 
    



      
Unified configuration for Mnemosyne LLM and embedding settings.
Holds default model configuration for LLM and embedding calls,
plus per-step overrides that merge on top of defaults. Configuration
is validated at load time using Zoi schemas to catch misconfiguration early.
Fields
	:session (map/0) - Required. Session auto-commit and timeout configuration The default value is %{auto_commit: true, flush_timeout_ms: 120000, session_timeout_ms: 600000}.

	:overrides (map/0) - Required. Per-step LLM overrides keyed by pipeline step atom The default value is %{}.

	:embedding (map/0) - Required. Default embedding model configuration for vector generation

	:backend (map/0) - Graph backend configuration

	:llm (map/0) - Required. Default LLM configuration applied to all pipeline steps

	:value_function (map/0) - Required. Value function module and per-node-type scoring parameters The default value is %{module: Mnemosyne.ValueFunction.Default, params: %{tag: %{k: 5, threshold: 0.9, lambda: 0.01, top_k: 10, base_floor: 0.3, beta: 1.0}, source: %{k: 5, threshold: 0.0, lambda: 0.01, top_k: 50, base_floor: 0.3, beta: 1.0}, semantic: %{k: 5, threshold: 0.0, lambda: 0.01, top_k: 20, base_floor: 0.3, beta: 1.0}, procedural: %{k: 5, threshold: 0.8, lambda: 0.01, top_k: 10, base_floor: 0.3, beta: 1.0}, episodic: %{k: 5, threshold: 0.0, lambda: 0.01, top_k: 30, base_floor: 0.3, beta: 1.0}, subgoal: %{k: 5, threshold: 0.75, lambda: 0.01, top_k: 10, base_floor: 0.3, beta: 1.0}, intent: %{k: 5, threshold: 0.7, lambda: 0.01, top_k: 10, base_floor: 0.3, beta: 1.0}}}.

	:episodic_validation (map/0) - Required.  The default value is nil.

	:intent_merge_threshold (float/0) - Required.  The default value is 0.8.

	:intent_identity_threshold (float/0) - Required.  The default value is 0.95.

	:refinement_threshold (float/0) - Required.  The default value is 0.6.

	:refinement_budget (integer/0) - Required.  The default value is 1.

	:plateau_delta (float/0) - Required.  The default value is 0.05.

	:trace_verbosity (:summary | :detailed) - Required.  The default value is :summary.

	:extraction_profile (term/0) - Required.  The default value is nil.


Override Resolution
When a pipeline step (e.g. :structuring, :retrieval) has an entry in
:overrides, the override's :model replaces the default and its :opts
are deep-merged with the base LLM opts. This lets you use a cheaper model
for simple extraction steps while keeping a powerful model for reasoning.
Examples
Minimal configuration with defaults:
config = %Mnemosyne.Config{
  llm: %{model: "gpt-4o", opts: %{}},
  embedding: %{model: "text-embedding-3-small", opts: %{}}
}
With per-step overrides:
config = %Mnemosyne.Config{
  llm: %{model: "gpt-4o", opts: %{temperature: 0.7}},
  embedding: %{model: "text-embedding-3-small", opts: %{}},
  overrides: %{
    structuring: %{model: "gpt-4o-mini"},
    retrieval: %{opts: %{temperature: 0.0}}
  }
}
Loading from application environment:
# In config/config.exs
config :mnemosyne, :config,
  llm: %{model: "gpt-4o", opts: %{temperature: 0.7}},
  embedding: %{model: "text-embedding-3-small", opts: %{}}

# At runtime
{:ok, config} = Mnemosyne.Config.from_env()

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        embedding_opts(config)

      


        Returns embedding keyword opts from the config as a flat keyword list.



    


    
      
        from_env()

      


        Loads and validates config from the :mnemosyne application environment.



    


    
      
        llm_opts(config, step, base_opts)

      


        Returns LLM keyword opts for a pipeline step, merging overrides with base opts.



    


    
      
        resolve(config, step)

      


        Returns the LLM model and opts for the given pipeline step, applying any overrides.



    


    
      
        resolve_embedding(config)

      


        Returns the embedding model and opts from the config.



    


    
      
        resolve_overlay(arg1, step)

      


        Returns the overlay text for a given pipeline step, or nil if no profile or overlay exists.



    


    
      
        resolve_value_function(config, node_type)

      


        Returns the value function params for a given node type.



    


    
      
        t()

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Mnemosyne.Config{
  backend: nil | %{module: atom(), opts: map()},
  embedding: %{opts: map(), model: binary()},
  episodic_validation: nil | map(),
  extraction_profile: nil | any(),
  intent_identity_threshold: float(),
  intent_merge_threshold: float(),
  llm: %{opts: map(), model: binary()},
  overrides: %{
    optional(atom()) => %{
      optional(:opts) => map(),
      optional(:model) => binary()
    }
  },
  plateau_delta: float(),
  refinement_budget: integer(),
  refinement_threshold: float(),
  session: %{
    auto_commit: boolean(),
    flush_timeout_ms: integer() | :infinity,
    session_timeout_ms: integer() | :infinity
  },
  trace_verbosity: :summary | :detailed,
  value_function: %{
    module: atom(),
    params: %{
      optional(atom()) => %{
        k: integer(),
        threshold: float(),
        lambda: float(),
        top_k: integer(),
        base_floor: float(),
        beta: float()
      }
    }
  }
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      embedding_opts(config)



        
          
        

    

  


  

      

          @spec embedding_opts(t() | nil) :: keyword()


      


Returns embedding keyword opts from the config as a flat keyword list.
Returns an empty list when config is nil, allowing callers to work
without configuration.

  



  
    
      
    
    
      from_env()



        
          
        

    

  


  

      

          @spec from_env() :: {:ok, t()} | {:error, Mnemosyne.Errors.Invalid.ConfigError.t()}


      


Loads and validates config from the :mnemosyne application environment.
Reads the :config key under the :mnemosyne application and validates it
against the Zoi schema. Returns {:error, ConfigError} when the key is
missing or the data fails validation.
Examples
# When configured:
{:ok, %Mnemosyne.Config{}} = Mnemosyne.Config.from_env()

# When missing:
{:error, %Mnemosyne.Errors.Invalid.ConfigError{reason: :no_config}} = Mnemosyne.Config.from_env()

  



  
    
      
    
    
      llm_opts(config, step, base_opts)



        
          
        

    

  


  

      

          @spec llm_opts(t() | nil, atom(), keyword()) :: keyword()


      


Returns LLM keyword opts for a pipeline step, merging overrides with base opts.
Resolves the model and opts for the given step, then flattens the result
into a keyword list suitable for passing directly to an LLM adapter call.
The base_opts (typically pipeline-specific options like prompt messages)
are appended after the resolved config options.
Returns base_opts unchanged when config is nil, allowing callers to
work without configuration.

  



  
    
      
    
    
      resolve(config, step)



        
          
        

    

  


  

      

          @spec resolve(t(), atom()) :: %{model: String.t(), opts: map()}


      


Returns the LLM model and opts for the given pipeline step, applying any overrides.
Looks up the step atom in config.overrides. If an override exists, its
:model replaces the base model (when present) and its :opts are merged
on top of the base opts. When no override exists, the base LLM config is
returned as-is.
Examples
iex> config = %Mnemosyne.Config{
...>   llm: %{model: "gpt-4o", opts: %{temperature: 0.7}},
...>   embedding: %{model: "e5-base-v2", opts: %{}},
...>   overrides: %{structuring: %{model: "gpt-4o-mini"}}
...> }
iex> Mnemosyne.Config.resolve(config, :structuring)
%{model: "gpt-4o-mini", opts: %{temperature: 0.7}}
iex> Mnemosyne.Config.resolve(config, :retrieval)
%{model: "gpt-4o", opts: %{temperature: 0.7}}

  



  
    
      
    
    
      resolve_embedding(config)



        
          
        

    

  


  

      

          @spec resolve_embedding(t()) :: %{model: String.t(), opts: map()}


      


Returns the embedding model and opts from the config.
Unlike resolve/2, embeddings have no per-step overrides since the same
embedding model must be used consistently across the entire knowledge graph
to keep vector spaces comparable.

  



  
    
      
    
    
      resolve_overlay(arg1, step)



        
          
        

    

  


  

      

          @spec resolve_overlay(t() | nil, atom()) :: String.t() | nil


      


Returns the overlay text for a given pipeline step, or nil if no profile or overlay exists.

  



  
    
      
    
    
      resolve_value_function(config, node_type)



        
          
        

    

  


  

      

          @spec resolve_value_function(t(), atom()) :: map()


      


Returns the value function params for a given node type.
Looks up the type in config.value_function.params and merges with
per-type defaults. Returns safe defaults for unknown types.
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Mnemosyne.ExtractionProfile 
    



      
Domain-specific extraction profiles that customize how knowledge is
extracted, scored, and prioritized from episodes.
Each profile provides prompt overlays injected into extraction prompts
and optional value function parameter overrides.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        coding()

      


        Returns a profile tuned for software engineering interactions.



    


    
      
        customer_support()

      


        Returns a profile tuned for customer support interactions.



    


    
      
        research()

      


        Returns a profile tuned for research and knowledge work.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Mnemosyne.ExtractionProfile{
  domain_context: String.t(),
  name: atom(),
  overlays: %{required(atom()) => String.t()},
  value_function_overrides: %{required(atom()) => map()}
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      coding()



        
          
        

    

  


  

      

          @spec coding() :: t()


      


Returns a profile tuned for software engineering interactions.

  



  
    
      
    
    
      customer_support()



        
          
        

    

  


  

      

          @spec customer_support() :: t()


      


Returns a profile tuned for customer support interactions.

  



  
    
      
    
    
      research()



        
          
        

    

  


  

      

          @spec research() :: t()


      


Returns a profile tuned for research and knowledge work.

  


        

      


  

    
Mnemosyne.Session 
    



      
GenStateMachine managing the lifecycle of a memory session.
States: :idle, :collecting, :extracting, :failed, :ready.
Extraction is spawned under a Task.Supervisor via async_nolink,
keeping the session responsive while LLM work happens in the background.
Failed state preserves the closed episode for retry.

      


      
        Summary


  
    Types
  


    
      
        append_caller()

      


    


    
      
        append_result()

      


    


    
      
        op_callback()

      


    


    
      
        state()

      


    


    
      
        t()

      


    





  
    Functions
  


    
      
        append(server, observation, action)

      


        Appends an observation-action pair to the current episode.
Blocks until the append completes or the timeout expires.



    


    
      
        append_async(server, observation, action, callback \\ nil)

      


        Like append/3 but returns immediately. Accepts an optional callback that
receives :ok or {:error, reason} when the append finishes.



    


    
      
        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        close(server)

      


        Closes the current episode and starts asynchronous extraction.



    


    
      
        close_async(server, callback \\ nil)

      


        Asynchronous close. Returns immediately or queues when busy.
The optional callback receives {:ok, :closed} or {:error, reason}.



    


    
      
        commit(server)

      


        Commits the session result. In :ready state, applies the extracted changeset
to the MemoryStore and transitions to :idle. In :failed state, retries
the extraction by re-spawning the extraction task.



    


    
      
        commit_async(server, callback \\ nil)

      


        Asynchronous commit. Returns immediately with :ok when the session is idle
or ready, or queues the operation when extraction is in progress. The optional
callback receives {:ok, :committed} or {:error, reason} when the op runs.



    


    
      
        discard(server)

      


        Discards the extraction result and returns to :idle.



    


    
      
        discard_async(server, callback \\ nil)

      


        Asynchronous discard. Returns immediately or queues when busy.
The optional callback receives {:ok, :discarded} or {:error, reason}.



    


    
      
        get_context(server)

      


        Returns session context for use by MemoryStore.recall_in_context.



    


    
      
        get_context(session_id, registry)

      


        Like get_context/1 but looks up the session in the given registry.



    


    
      
        id(server)

      


        Returns the unique session ID.



    


    
      
        start_episode(server, goal)

      


        Opens a new episode with the given goal, transitioning from :idle to :collecting.



    


    
      
        start_episode_async(server, goal, callback \\ nil)

      


        Asynchronous start_episode. Returns immediately or queues when busy.
The optional callback receives {:ok, :started} or {:error, reason}.



    


    
      
        state(server)

      


        Returns the current state atom (:idle, :collecting, :extracting, :ready, :failed).



    





      


      
        Types


        


  
    
      
    
    
      append_caller()



        
          
        

    

  


  

      

          @type append_caller() ::
  {:reply, GenServer.from()} | {:callback, (append_result() -> any())}


      



  



  
    
      
    
    
      append_result()



        
          
        

    

  


  

      

          @type append_result() :: :ok | {:error, Mnemosyne.Errors.error()}


      



  



  
    
      
    
    
      op_callback()



        
          
        

    

  


  

      

          @type op_callback() ::
  ({:ok, term()} | {:error, Mnemosyne.Errors.error()} -> any()) | nil


      



  



  
    
      
    
    
      state()



        
          
        

    

  


  

      

          @type state() :: :idle | :collecting | :extracting | :ready | :failed


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Mnemosyne.Session{
  append_caller: append_caller() | nil,
  append_queue: :queue.queue(),
  append_task: reference() | nil,
  changeset: Mnemosyne.Graph.Changeset.t() | nil,
  committed_step_indices: MapSet.t(non_neg_integer()),
  config: Mnemosyne.Config.t() | nil,
  embedding: module() | nil,
  episode: Mnemosyne.Pipeline.Episode.t() | nil,
  extraction_task: reference() | nil,
  flush_timer: reference() | nil,
  flush_triggered: %{required(String.t()) => true},
  id: String.t() | nil,
  llm: module() | nil,
  memory_store: GenServer.server() | nil,
  notifier: module() | nil,
  pending_ops: :queue.queue(),
  prev_trajectory_id: String.t() | nil,
  registry: module() | nil,
  repo_id: String.t() | nil,
  session_timer: reference() | nil,
  stopping: boolean(),
  task_supervisor: module() | nil,
  trajectory_tasks: %{
    required(reference()) => {String.t(), [non_neg_integer()]}
  }
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      append(server, observation, action)



        
          
        

    

  


  

      

          @spec append(GenServer.server(), String.t(), String.t()) ::
  :ok | {:error, Mnemosyne.Errors.error()}


      


Appends an observation-action pair to the current episode.
Blocks until the append completes or the timeout expires.

  



    

  
    
      
    
    
      append_async(server, observation, action, callback \\ nil)



        
          
        

    

  


  

      

          @spec append_async(
  GenServer.server(),
  String.t(),
  String.t(),
  (append_result() -> any()) | nil
) :: :ok


      


Like append/3 but returns immediately. Accepts an optional callback that
receives :ok or {:error, reason} when the append finishes.

  



  
    
      
    
    
      child_spec(init_arg)



        
          
        

    

  


  

Returns a specification to start this module under a supervisor.
See Supervisor.

  



  
    
      
    
    
      close(server)



        
          
        

    

  


  

      

          @spec close(GenServer.server()) :: :ok | {:error, Mnemosyne.Errors.error()}


      


Closes the current episode and starts asynchronous extraction.

  



    

  
    
      
    
    
      close_async(server, callback \\ nil)



        
          
        

    

  


  

      

          @spec close_async(GenServer.server(), op_callback()) ::
  :ok | {:error, Mnemosyne.Errors.Framework.SessionError.t()}


      


Asynchronous close. Returns immediately or queues when busy.
The optional callback receives {:ok, :closed} or {:error, reason}.

  



  
    
      
    
    
      commit(server)



        
          
        

    

  


  

      

          @spec commit(GenServer.server()) :: :ok | {:error, Mnemosyne.Errors.error()}


      


Commits the session result. In :ready state, applies the extracted changeset
to the MemoryStore and transitions to :idle. In :failed state, retries
the extraction by re-spawning the extraction task.

  



    

  
    
      
    
    
      commit_async(server, callback \\ nil)



        
          
        

    

  


  

      

          @spec commit_async(GenServer.server(), op_callback()) ::
  :ok | {:error, Mnemosyne.Errors.Framework.SessionError.t()}


      


Asynchronous commit. Returns immediately with :ok when the session is idle
or ready, or queues the operation when extraction is in progress. The optional
callback receives {:ok, :committed} or {:error, reason} when the op runs.

  



  
    
      
    
    
      discard(server)



        
          
        

    

  


  

      

          @spec discard(GenServer.server()) ::
  :ok | {:error, Mnemosyne.Errors.Framework.SessionError.t()}


      


Discards the extraction result and returns to :idle.

  



    

  
    
      
    
    
      discard_async(server, callback \\ nil)



        
          
        

    

  


  

      

          @spec discard_async(GenServer.server(), op_callback()) ::
  :ok | {:error, Mnemosyne.Errors.Framework.SessionError.t()}


      


Asynchronous discard. Returns immediately or queues when busy.
The optional callback receives {:ok, :discarded} or {:error, reason}.

  



  
    
      
    
    
      get_context(server)



        
          
        

    

  


  

      

          @spec get_context(GenServer.server() | String.t()) :: {:ok, map() | nil}


      


Returns session context for use by MemoryStore.recall_in_context.
Accepts a pid/name for direct calls, or a string session_id looked up
via Mnemosyne.Registry (the default production registry).
Returns {:ok, %{goal: ..., recent_steps: [...]}} or {:ok, nil} when idle.

  



  
    
      
    
    
      get_context(session_id, registry)



        
          
        

    

  


  

      

          @spec get_context(String.t(), atom()) :: {:ok, map() | nil}


      


Like get_context/1 but looks up the session in the given registry.

  



  
    
      
    
    
      id(server)



        
          
        

    

  


  

      

          @spec id(GenServer.server()) :: String.t()


      


Returns the unique session ID.

  



  
    
      
    
    
      start_episode(server, goal)



        
          
        

    

  


  

      

          @spec start_episode(GenServer.server(), String.t()) ::
  :ok | {:error, Mnemosyne.Errors.Framework.SessionError.t()}


      


Opens a new episode with the given goal, transitioning from :idle to :collecting.

  



    

  
    
      
    
    
      start_episode_async(server, goal, callback \\ nil)



        
          
        

    

  


  

      

          @spec start_episode_async(GenServer.server(), String.t(), op_callback()) ::
  :ok | {:error, Mnemosyne.Errors.Framework.SessionError.t()}


      


Asynchronous start_episode. Returns immediately or queues when busy.
The optional callback receives {:ok, :started} or {:error, reason}.

  



  
    
      
    
    
      state(server)



        
          
        

    

  


  

      

          @spec state(GenServer.server()) :: state()


      


Returns the current state atom (:idle, :collecting, :extracting, :ready, :failed).

  


        

      


  

    
Mnemosyne.Graph 
    



      
Core knowledge graph data structure.
Stores nodes indexed by ID, type, tag label, and subgoal description.
Supports bidirectional linking between nodes and batch mutation via changesets.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        apply_changeset(graph, cs)

      


        Applies a changeset's additions and links to the graph.



    


    
      
        delete_node(graph, id)

      


        Removes a node from the graph, cleans up link references, and rebuilds indexes.



    


    
      
        get_node(graph, id)

      


        Fetches a node by its ID, returning nil if not found.



    


    
      
        link(graph, id_a, id_b, type)

      


        Creates a typed bidirectional link between two nodes. No-op if either ID is missing.



    


    
      
        new()

      


        Creates an empty graph.



    


    
      
        nodes_by_type(graph, type)

      


        Returns all nodes matching the given type atom.



    


    
      
        put_node(graph, node)

      


        Inserts a node into the graph, updating all secondary indexes.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Mnemosyne.Graph{
  by_subgoal: %{required(String.t()) => MapSet.t()},
  by_tag: %{required(String.t()) => MapSet.t()},
  by_type: %{required(atom()) => MapSet.t()},
  nodes: %{required(String.t()) => struct()}
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      apply_changeset(graph, cs)



        
          
        

    

  


  

      

          @spec apply_changeset(t(), Mnemosyne.Graph.Changeset.t()) :: t()


      


Applies a changeset's additions and links to the graph.

  



  
    
      
    
    
      delete_node(graph, id)



        
          
        

    

  


  

      

          @spec delete_node(t(), String.t()) :: t()


      


Removes a node from the graph, cleans up link references, and rebuilds indexes.

  



  
    
      
    
    
      get_node(graph, id)



        
          
        

    

  


  

      

          @spec get_node(t(), String.t()) :: struct() | nil


      


Fetches a node by its ID, returning nil if not found.

  



  
    
      
    
    
      link(graph, id_a, id_b, type)



        
          
        

    

  


  

      

          @spec link(t(), String.t(), String.t(), Mnemosyne.Graph.Edge.edge_type()) :: t()


      


Creates a typed bidirectional link between two nodes. No-op if either ID is missing.

  



  
    
      
    
    
      new()



        
          
        

    

  


  

      

          @spec new() :: t()


      


Creates an empty graph.

  



  
    
      
    
    
      nodes_by_type(graph, type)



        
          
        

    

  


  

      

          @spec nodes_by_type(t(), atom()) :: [struct()]


      


Returns all nodes matching the given type atom.

  



  
    
      
    
    
      put_node(graph, node)



        
          
        

    

  


  

      

          @spec put_node(
  t(),
  struct()
) :: t()


      


Inserts a node into the graph, updating all secondary indexes.

  


        

      


  

    
Mnemosyne.Graph.Changeset 
    



      
Batched mutations for the knowledge graph.
A changeset accumulates node additions and link operations that can
be applied atomically to a Mnemosyne.Graph.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        add_link(cs, id_a, id_b, type)

      


        Records a typed link between two node IDs in the changeset.



    


    
      
        add_node(cs, node)

      


        Appends a node to the changeset's addition list.



    


    
      
        merge(a, b)

      


        Merges two changesets by concatenating their additions, links, and metadata maps.



    


    
      
        new()

      


        Creates an empty changeset.



    


    
      
        put_metadata(cs, node_id, meta)

      


        Associates metadata with a node ID in the changeset.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Mnemosyne.Graph.Changeset{
  additions: [struct()],
  links: [{String.t(), String.t(), Mnemosyne.Graph.Edge.edge_type()}],
  metadata: %{required(String.t()) => Mnemosyne.NodeMetadata.t()}
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      add_link(cs, id_a, id_b, type)



        
          
        

    

  


  

      

          @spec add_link(t(), String.t(), String.t(), Mnemosyne.Graph.Edge.edge_type()) :: t()


      


Records a typed link between two node IDs in the changeset.

  



  
    
      
    
    
      add_node(cs, node)



        
          
        

    

  


  

      

          @spec add_node(
  t(),
  struct()
) :: t()


      


Appends a node to the changeset's addition list.

  



  
    
      
    
    
      merge(a, b)



        
          
        

    

  


  

      

          @spec merge(t(), t()) :: t()


      


Merges two changesets by concatenating their additions, links, and metadata maps.

  



  
    
      
    
    
      new()



        
          
        

    

  


  

      

          @spec new() :: t()


      


Creates an empty changeset.

  



  
    
      
    
    
      put_metadata(cs, node_id, meta)



        
          
        

    

  


  

      

          @spec put_metadata(t(), String.t(), Mnemosyne.NodeMetadata.t()) :: t()


      


Associates metadata with a node ID in the changeset.

  


        

      


  

    
Mnemosyne.Graph.Node protocol
    



      
Protocol for polymorphic graph node operations.
All knowledge graph node types must implement this protocol
to support uniform access to identity, embeddings, links, and type.

      


      
        Summary


  
    Types
  


    
      
        t()

      


        All the types that implement this protocol.



    





  
    Functions
  


    
      
        embedding(node)

      


        Returns the embedding vector, or nil if not set.



    


    
      
        id(node)

      


        Returns the unique identifier of the node.



    


    
      
        links(node)

      


        Returns all links grouped by edge type.



    


    
      
        links(node, edge_type)

      


        Returns the set of linked node IDs for a specific edge type.



    


    
      
        node_type(node)

      


        Returns the atom identifying the node's type.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: term()


      


All the types that implement this protocol.

  


        

      

      
        Functions


        


  
    
      
    
    
      embedding(node)



        
          
        

    

  


  

      

          @spec embedding(t()) :: [float()] | nil


      


Returns the embedding vector, or nil if not set.

  



  
    
      
    
    
      id(node)



        
          
        

    

  


  

      

          @spec id(t()) :: String.t()


      


Returns the unique identifier of the node.

  



  
    
      
    
    
      links(node)



        
          
        

    

  


  

      

          @spec links(t()) :: %{required(Mnemosyne.Graph.Edge.edge_type()) => MapSet.t()}


      


Returns all links grouped by edge type.

  



  
    
      
    
    
      links(node, edge_type)



        
          
        

    

  


  

      

          @spec links(t(), Mnemosyne.Graph.Edge.edge_type()) :: MapSet.t()


      


Returns the set of linked node IDs for a specific edge type.

  



  
    
      
    
    
      node_type(node)



        
          
        

    

  


  

      

          @spec node_type(t()) :: atom()


      


Returns the atom identifying the node's type.

  


        

      


  

    
Mnemosyne.Graph.Similarity 
    



      
Cosine similarity computations using Scholar and Nx.
Provides vector similarity scoring for knowledge graph node retrieval.

      


      
        Summary


  
    Functions
  


    
      
        cosine_similarity(a, b)

      


        Computes cosine similarity between two vectors, returning a value in [-1, 1].



    


    
      
        top_k(query, candidates, k)

      


        Returns the k most similar candidates to query, sorted by descending similarity.



    





      


      
        Functions


        


  
    
      
    
    
      cosine_similarity(a, b)



        
          
        

    

  


  

      

          @spec cosine_similarity([float()], [float()]) :: float()


      


Computes cosine similarity between two vectors, returning a value in [-1, 1].

  



  
    
      
    
    
      top_k(query, candidates, k)



        
          
        

    

  


  

      

          @spec top_k([float()], [{String.t(), [float()] | nil}], non_neg_integer()) :: [
  {String.t(), float()}
]


      


Returns the k most similar candidates to query, sorted by descending similarity.

  


        

      


  

    
Mnemosyne.Graph.Node.Episodic 
    



      
Episodic memory node capturing an observation-action-reward tuple
within a trajectory.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Mnemosyne.Graph.Node.Episodic{
  action: String.t(),
  created_at: DateTime.t(),
  embedding: [float()] | nil,
  id: String.t(),
  links: %{required(Mnemosyne.Graph.Edge.edge_type()) => MapSet.t()},
  observation: String.t(),
  reward: float(),
  state: String.t(),
  subgoal: String.t(),
  trajectory_id: String.t()
}


      



  


        

      


  

    
Mnemosyne.Graph.Node.Helpers 
    



      
Utility functions for working with node links across edge types.

      


      
        Summary


  
    Functions
  


    
      
        all_linked_ids(node)

      


        Returns a MapSet of all linked node IDs across all edge types.



    





      


      
        Functions


        


  
    
      
    
    
      all_linked_ids(node)



        
          
        

    

  


  

      

          @spec all_linked_ids(Mnemosyne.Graph.Node.t()) :: MapSet.t()


      


Returns a MapSet of all linked node IDs across all edge types.

  


        

      


  

    
Mnemosyne.Graph.Node.Intent 
    



      
Intent node representing a high-level goal that links to
procedural prescription nodes for hierarchical retrieval.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Mnemosyne.Graph.Node.Intent{
  created_at: DateTime.t(),
  description: String.t(),
  embedding: [float()] | nil,
  id: String.t(),
  links: %{required(Mnemosyne.Graph.Edge.edge_type()) => MapSet.t()}
}


      



  


        

      


  

    
Mnemosyne.Graph.Node.Procedural 
    



      
Procedural memory node encoding an instruction with its
triggering condition and expected outcome.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Mnemosyne.Graph.Node.Procedural{
  condition: String.t(),
  created_at: DateTime.t(),
  embedding: [float()] | nil,
  expected_outcome: String.t(),
  id: String.t(),
  instruction: String.t(),
  links: %{required(Mnemosyne.Graph.Edge.edge_type()) => MapSet.t()},
  return_score: float() | nil
}


      



  


        

      


  

    
Mnemosyne.Graph.Node.Semantic 
    



      
Semantic memory node representing a proposition with a confidence score.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Mnemosyne.Graph.Node.Semantic{
  confidence: float(),
  created_at: DateTime.t(),
  embedding: [float()] | nil,
  id: String.t(),
  links: %{required(Mnemosyne.Graph.Edge.edge_type()) => MapSet.t()},
  proposition: String.t()
}


      



  


        

      


  

    
Mnemosyne.Graph.Node.Source 
    



      
Source node linking back to a specific step within an episode.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Mnemosyne.Graph.Node.Source{
  created_at: DateTime.t(),
  embedding: [float()] | nil,
  episode_id: String.t(),
  id: String.t(),
  links: %{required(Mnemosyne.Graph.Edge.edge_type()) => MapSet.t()},
  plain_text: String.t() | nil,
  step_index: integer()
}


      



  


        

      


  

    
Mnemosyne.Graph.Node.Subgoal 
    



      
Subgoal node representing a decomposed objective, optionally
linked to a parent goal.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Mnemosyne.Graph.Node.Subgoal{
  created_at: DateTime.t(),
  description: String.t(),
  embedding: [float()] | nil,
  id: String.t(),
  links: %{required(Mnemosyne.Graph.Edge.edge_type()) => MapSet.t()},
  parent_goal: String.t() | nil
}


      



  


        

      


  

    
Mnemosyne.Graph.Node.Tag 
    



      
Tag node used to label and categorize other nodes in the graph.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Mnemosyne.Graph.Node.Tag{
  created_at: DateTime.t(),
  embedding: [float()] | nil,
  id: String.t(),
  label: String.t(),
  links: %{required(Mnemosyne.Graph.Edge.edge_type()) => MapSet.t()}
}


      



  


        

      


  

    
Mnemosyne.GraphBackend behaviour
    



      
Behaviour for unified graph persistence and querying backends.
Implementations handle storing, retrieving, and querying knowledge graph
nodes through a single interface, replacing the separate Storage and
in-memory Graph modules with a database-agnostic contract.
Callbacks
	init/1 - Initialize the backend with configuration options.
	apply_changeset/2 - Persist a batch of node additions and links.
	delete_nodes/2 - Remove nodes by their IDs.
	find_candidates/6 - Query for nodes matching type/embedding/tag criteria.
	get_node/2 - Fetch a single node by ID.
	get_linked_nodes/3 - Fetch linked nodes, optionally filtered by edge type.

Read callbacks (find_candidates, get_node, get_linked_nodes) return state
for interface uniformity but must not rely on state mutation — callers may
discard the returned state in read-only contexts.

      


      
        Summary


  
    Types
  


    
      
        scored_node()

      


    


    
      
        state()

      


    





  
    Callbacks
  


    
      
        apply_changeset(t, state)

      


    


    
      
        delete_metadata(list, state)

      


    


    
      
        delete_nodes(list, state)

      


    


    
      
        find_candidates(node_types, query_embedding, tag_embeddings, value_fn_config, opts, state)

      


    


    
      
        get_linked_nodes(list, arg2, state)

      


    


    
      
        get_metadata(list, state)

      


    


    
      
        get_node(t, state)

      


    


    
      
        get_nodes_by_type(node_types, state)

      


    


    
      
        init(opts)

      


    


    
      
        update_metadata(map, state)

      


    





      


      
        Types


        


  
    
      
    
    
      scored_node()



        
          
        

    

  


  

      

          @type scored_node() :: {struct(), float()}


      



  



  
    
      
    
    
      state()



        
          
        

    

  


  

      

          @type state() :: term()


      



  


        

      

      
        Callbacks


        


  
    
      
    
    
      apply_changeset(t, state)



        
          
        

    

  


  

      

          @callback apply_changeset(Mnemosyne.Graph.Changeset.t(), state()) ::
  {:ok, state()} | {:error, Mnemosyne.Errors.error()}


      



  



  
    
      
    
    
      delete_metadata(list, state)



        
          
        

    

  


  

      

          @callback delete_metadata([String.t()], state()) :: {:ok, state()}


      



  



  
    
      
    
    
      delete_nodes(list, state)



        
          
        

    

  


  

      

          @callback delete_nodes([String.t()], state()) ::
  {:ok, state()} | {:error, Mnemosyne.Errors.error()}


      



  



  
    
      
    
    
      find_candidates(node_types, query_embedding, tag_embeddings, value_fn_config, opts, state)



        
          
        

    

  


  

      

          @callback find_candidates(
  node_types :: [atom()],
  query_embedding :: [float()],
  tag_embeddings :: [[float()]],
  value_fn_config :: %{module: module(), params: %{required(atom()) => map()}},
  opts :: keyword(),
  state()
) :: {:ok, [scored_node()], state()} | {:error, Mnemosyne.Errors.error()}


      



  



  
    
      
    
    
      get_linked_nodes(list, arg2, state)



        
          
        

    

  


  

      

          @callback get_linked_nodes([String.t()], Mnemosyne.Graph.Edge.edge_type() | nil, state()) ::
  {:ok, [struct()], state()}


      



  



  
    
      
    
    
      get_metadata(list, state)



        
          
        

    

  


  

      

          @callback get_metadata([String.t()], state()) ::
  {:ok, %{required(String.t()) => struct()}, state()}


      



  



  
    
      
    
    
      get_node(t, state)



        
          
        

    

  


  

      

          @callback get_node(String.t(), state()) :: {:ok, struct() | nil, state()}


      



  



  
    
      
    
    
      get_nodes_by_type(node_types, state)



        
          
        

    

  


  

      

          @callback get_nodes_by_type(node_types :: [atom()], state()) ::
  {:ok, [struct()], state()} | {:error, Mnemosyne.Errors.error()}


      



  



  
    
      
    
    
      init(opts)



        
          
        

    

  


  

      

          @callback init(opts :: keyword()) :: {:ok, state()} | {:error, Mnemosyne.Errors.error()}


      



  



  
    
      
    
    
      update_metadata(map, state)



        
          
        

    

  


  

      

          @callback update_metadata(%{required(String.t()) => struct()}, state()) :: {:ok, state()}


      



  


        

      


  

    
Mnemosyne.GraphBackends.InMemory 
    



      
In-memory graph backend wrapping Mnemosyne.Graph.
Stores all nodes in a plain Graph struct and scores candidates
using cosine similarity and value functions.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Mnemosyne.GraphBackends.InMemory{
  graph: Mnemosyne.Graph.t(),
  metadata: %{required(String.t()) => Mnemosyne.NodeMetadata.t()},
  persistence: {module(), term()} | nil
}


      



  


        

      


  

    
Mnemosyne.GraphBackends.Persistence.DETS 
    



      
DETS-backed persistence for the InMemory graph backend.
Stores nodes as {node_id, node_struct} records. Secondary indexes
are rebuilt on load via Graph.put_node/2.

      


      
        Summary


  
    Functions
  


    
      
        delete(node_ids, arg2)

      


        Removes nodes by ID from DETS and strips any back-references to those IDs
from every surviving node's link sets. Without the strip pass, surviving
rows retain dangling references that re-materialize on reload.



    


    
      
        delete_metadata(node_ids, map)

      


        Removes metadata entries by node ID from DETS.



    


    
      
        init(opts)

      


        Opens the DETS file at the configured path, returning a handle map.



    


    
      
        load(map)

      


        Reads all records from DETS and rebuilds a Graph struct plus metadata map.



    


    
      
        save(changeset, map)

      


        Persists changeset additions and links to DETS.



    


    
      
        save_metadata(entries, map)

      


        Persists metadata entries as {{:meta, id}, metadata} records.



    





      


      
        Functions


        


  
    
      
    
    
      delete(node_ids, arg2)



        
          
        

    

  


  

      

          @spec delete([String.t()], map()) :: :ok | {:error, term()}


      


Removes nodes by ID from DETS and strips any back-references to those IDs
from every surviving node's link sets. Without the strip pass, surviving
rows retain dangling references that re-materialize on reload.

  



  
    
      
    
    
      delete_metadata(node_ids, map)



        
          
        

    

  


  

      

          @spec delete_metadata([String.t()], map()) :: :ok | {:error, term()}


      


Removes metadata entries by node ID from DETS.

  



  
    
      
    
    
      init(opts)



        
          
        

    

  


  

      

          @spec init(keyword()) :: {:ok, map()} | {:error, term()}


      


Opens the DETS file at the configured path, returning a handle map.

  



  
    
      
    
    
      load(map)



        
          
        

    

  


  

      

          @spec load(map()) :: {:ok, Mnemosyne.Graph.t(), map()} | {:error, term()}


      


Reads all records from DETS and rebuilds a Graph struct plus metadata map.
Node records are stored as {id, node} tuples, metadata records as
{{:meta, id}, metadata} tuples. Both are separated during the fold.

  



  
    
      
    
    
      save(changeset, map)



        
          
        

    

  


  

      

          @spec save(Mnemosyne.Graph.Changeset.t(), map()) :: :ok | {:error, term()}


      


Persists changeset additions and links to DETS.

  



  
    
      
    
    
      save_metadata(entries, map)



        
          
        

    

  


  

      

          @spec save_metadata(%{required(String.t()) => struct()}, map()) ::
  :ok | {:error, term()}


      


Persists metadata entries as {{:meta, id}, metadata} records.

  


        

      


  

    
Mnemosyne.Pipeline.Decay 
    



      
Maintenance module that prunes low-utility nodes from the knowledge graph.
Scores all nodes of specified types using a relevance-free decay formula
(recency  frequency  reward) and deletes those scoring below a threshold.
After deletion, cleans up orphaned Tags and Intents that have no remaining
children.

      


      
        Summary


  
    Functions
  


    
      
        decay(opts)

      


        Scores all nodes of the given types and deletes those below the threshold.



    





      


      
        Functions


        


  
    
      
    
    
      decay(opts)



        
          
        

    

  


  

      

          @spec decay(keyword()) ::
  {:ok,
   %{
     deleted: non_neg_integer(),
     checked: non_neg_integer(),
     deleted_ids: [String.t()]
   }, {module(), term()}}
  | {:error, term()}


      


Scores all nodes of the given types and deletes those below the threshold.
Options
	:backend - {module, state} tuple (required)
	:config - %Mnemosyne.Config{} (required)
	:threshold - minimum score to survive (default 0.1)
	:node_types - list of node type atoms (default [:semantic, :procedural])

Returns {:ok, %{deleted: n, checked: n, deleted_ids: [id]}, {backend_mod, new_state}}.

  


        

      


  

    
Mnemosyne.Pipeline.Episode 
    



      
Functional core for managing in-progress episodes.
An episode tracks a sequence of observation-action steps organized
into trajectories. Trajectory boundaries are detected when subgoal
embedding similarity drops below a threshold.

      


      
        Summary


  
    Types
  


    
      
        step()

      


        A single observation-action step within an episode



    


    
      
        t()

      


    


    
      
        trajectory()

      


        A completed trajectory segment



    





  
    Functions
  


    
      
        append(episode, observation, action, opts)

      


        Appends an observation-action step, inferring subgoal, reward, and state via LLM.



    


    
      
        build_trajectory_from_steps(steps)

      


        Builds a trajectory struct from a list of steps sharing the same trajectory_id.



    


    
      
        close(episode)

      


        Closes the episode, grouping steps into trajectory segments.



    


    
      
        new(goal)

      


        Creates a new open episode targeting the given goal.



    


    
      
        score_pending_reward(episode, opts)

      


        Scores the reward for the last step using a sentinel next-observation. Call before close.



    





      


      
        Types


        


  
    
      
    
    
      step()



        
          
        

    

  


  

      

          @type step() :: %{
  index: non_neg_integer(),
  observation: String.t(),
  action: String.t(),
  subgoal: String.t(),
  state: String.t() | nil,
  reward: float() | nil,
  embedding: [float()] | nil,
  trajectory_id: String.t()
}


      


A single observation-action step within an episode

  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Mnemosyne.Pipeline.Episode{
  closed: boolean(),
  current_subgoal_embedding: [float()] | nil,
  current_trajectory_id: String.t(),
  goal: String.t(),
  id: String.t(),
  steps: [step()],
  trajectories: [trajectory()]
}


      



  



  
    
      
    
    
      trajectory()



        
          
        

    

  


  

      

          @type trajectory() :: %{id: String.t(), steps: [step()], subgoal: String.t()}


      


A completed trajectory segment

  


        

      

      
        Functions


        


  
    
      
    
    
      append(episode, observation, action, opts)



        
          
        

    

  


  

      

          @spec append(t(), String.t(), String.t(), keyword()) ::
  {:ok, t(), Mnemosyne.Notifier.Trace.Episode.t()}
  | {:error, Mnemosyne.Errors.error()}


      


Appends an observation-action step, inferring subgoal, reward, and state via LLM.

  



  
    
      
    
    
      build_trajectory_from_steps(steps)



        
          
        

    

  


  

      

          @spec build_trajectory_from_steps([step()]) :: trajectory()


      


Builds a trajectory struct from a list of steps sharing the same trajectory_id.

  



  
    
      
    
    
      close(episode)



        
          
        

    

  


  

      

          @spec close(t()) :: {:ok, t()} | {:error, Mnemosyne.Errors.Invalid.EpisodeError.t()}


      


Closes the episode, grouping steps into trajectory segments.

  



  
    
      
    
    
      new(goal)



        
          
        

    

  


  

      

          @spec new(String.t()) :: t()


      


Creates a new open episode targeting the given goal.

  



  
    
      
    
    
      score_pending_reward(episode, opts)



        
          
        

    

  


  

      

          @spec score_pending_reward(
  t(),
  keyword()
) :: {:ok, t()} | {:error, Mnemosyne.Errors.Invalid.EpisodeError.t()}


      


Scores the reward for the last step using a sentinel next-observation. Call before close.

  


        

      


  

    
Mnemosyne.Pipeline.IntentMerger 
    



      
Deduplicates intent nodes in a changeset against both the existing
graph and other intents within the same batch.
Applies three strategies based on cosine similarity thresholds:
	Below merge threshold: keep the new intent as-is
	Between merge and identity thresholds: LLM-merge descriptions, re-embed
	Above identity threshold: drop duplicate, rewrite links to existing intent


      


      
        Summary


  
    Functions
  


    
      
        merge(changeset, opts)

      


        Merges intent nodes in the changeset, deduplicating against graph and batch.



    





      


      
        Functions


        


  
    
      
    
    
      merge(changeset, opts)



        
          
        

    

  


  

      

          @spec merge(
  Mnemosyne.Graph.Changeset.t(),
  keyword()
) :: {:ok, Mnemosyne.Graph.Changeset.t()} | {:error, term()}


      


Merges intent nodes in the changeset, deduplicating against graph and batch.
Options
	:backend - {module, state} tuple for the graph backend
	:llm - LLM adapter module
	:embedding - embedding adapter module
	:config - %Config{} with threshold settings
	:value_function - value function config map (:module + :params) for candidate scoring


  


        

      


  

    
Mnemosyne.Pipeline.Reasoning 
    



      
Parallel reasoning module that synthesizes retrieved memory candidates
into typed summaries.
Partitions candidates by node type, runs the appropriate reasoning
prompt for each non-empty partition in parallel, and returns a
ReasonedMemory struct.

      


      
        Summary


  
    Functions
  


    
      
        reason(result, opts)

      


        Reasons over a retrieval result, producing typed summaries.



    





      


      
        Functions


        


  
    
      
    
    
      reason(result, opts)



        
          
        

    

  


  

      

          @spec reason(
  Mnemosyne.Pipeline.Retrieval.Result.t(),
  keyword()
) ::
  {:ok, Mnemosyne.Pipeline.Reasoning.ReasonedMemory.t()}
  | {:error, Mnemosyne.Errors.error()}


      


Reasons over a retrieval result, producing typed summaries.
Options:
	:llm (required) - LLM module implementing the LLM behaviour
	:query (required) - The original query string
	:llm_opts - Additional LLM options (default: [])
	:config - Config struct for per-step model overrides


  


        

      


  

    
Mnemosyne.Pipeline.Retrieval 
    



      
Multi-hop graph retrieval pipeline.
Classifies a query by memory mode, generates retrieval tags,
embeds them, scores candidate nodes via value functions,
and performs multi-hop traversal to expand and re-rank results.

      


      
        Summary


  
    Functions
  


    
      
        retrieve(query, opts)

      


        Retrieves relevant memory nodes from the graph for the given query.



    





      


      
        Functions


        


  
    
      
    
    
      retrieve(query, opts)



        
          
        

    

  


  

      

          @spec retrieve(
  String.t(),
  keyword()
) ::
  {:ok, Mnemosyne.Pipeline.Retrieval.Result.t(),
   Mnemosyne.Notifier.Trace.Recall.t()}
  | {:error, Mnemosyne.Errors.error()}


      


Retrieves relevant memory nodes from the graph for the given query.
Options:
	:llm (required) - LLM module implementing the LLM behaviour
	:embedding (required) - Embedding module implementing the Embedding behaviour
	:backend (required) - Tuple of {module, state} implementing GraphBackend
	:value_function (required) - Map with :module (ValueFunction impl) and :params (per-type params)
	:llm_opts - Additional LLM options (default: [])
	:config - Config struct for per-step model overrides
	:max_hops - Maximum traversal hops (default: 2)


  


        

      


  

    
Mnemosyne.Pipeline.SemanticConsolidator 
    



      
Discovers near-duplicate semantic nodes via embedding similarity
and merges the lower-scored one into the higher-scored survivor.
Transfers all graph connections (tag memberships, sibling links,
provenance links) from the loser to the winner and merges metadata.
Cleans up orphaned tags after consolidation.

      


      
        Summary


  
    Functions
  


    
      
        consolidate(opts)

      


        Finds near-duplicate semantic nodes and merges them.



    





      


      
        Functions


        


  
    
      
    
    
      consolidate(opts)



        
          
        

    

  


  

      

          @spec consolidate(keyword()) ::
  {:ok,
   %{
     deleted: non_neg_integer(),
     checked: non_neg_integer(),
     deleted_ids: [String.t()]
   }, {module(), term()}}
  | {:error, term()}


      


Finds near-duplicate semantic nodes and merges them.
Performs pairwise embedding comparison across all semantic nodes,
transfers the loser's links and metadata to the winner, then
deletes losers and any orphaned tags.
Options
	:backend - {module, state} tuple (required)
	:config - %Mnemosyne.Config{} (required)
	:threshold - cosine similarity above which nodes are duplicates (default 0.85)

Returns {:ok, %{deleted: n, checked: n, deleted_ids: [id]}, {backend_mod, new_state}}.

  


        

      


  

    
Mnemosyne.Pipeline.Structuring 
    



      
Orchestrates knowledge extraction from a closed episode.
For each trajectory segment, runs GetSemantic, GetProcedural,
and GetReturn in parallel to extract knowledge nodes, then
assembles a Graph.Changeset with all nodes and links.

      


      
        Summary


  
    Functions
  


    
      
        extract(episode, opts)

      


        Extracts knowledge nodes from a closed episode into a changeset.



    


    
      
        extract_trajectory(trajectory, goal, opts)

      


        Extracts knowledge nodes from a single trajectory into a changeset.



    





      


      
        Functions


        


  
    
      
    
    
      extract(episode, opts)



        
          
        

    

  


  

      

          @spec extract(
  Mnemosyne.Pipeline.Episode.t(),
  keyword()
) :: {:ok, Mnemosyne.Graph.Changeset.t()} | {:error, Mnemosyne.Errors.error()}


      


Extracts knowledge nodes from a closed episode into a changeset.

  



  
    
      
    
    
      extract_trajectory(trajectory, goal, opts)



        
          
        

    

  


  

      

          @spec extract_trajectory(
  Mnemosyne.Pipeline.Episode.trajectory(),
  String.t(),
  keyword()
) ::
  {:ok, Mnemosyne.Graph.Changeset.t()} | {:error, Mnemosyne.Errors.error()}


      


Extracts knowledge nodes from a single trajectory into a changeset.

  


        

      


  

    
Mnemosyne.Embedding behaviour
    



      
Behaviour for text embedding generation.
Implementations must convert text into vector representations
suitable for similarity search.

      


      
        Summary


  
    Callbacks
  


    
      
        embed(text, opts)

      


    


    
      
        embed_batch(texts, opts)

      


    





      


      
        Callbacks


        


  
    
      
    
    
      embed(text, opts)



        
          
        

    

  


  

      

          @callback embed(text :: String.t(), opts :: keyword()) ::
  {:ok, Mnemosyne.Embedding.Response.t()}
  | {:error, Mnemosyne.Errors.Framework.AdapterError.t()}


      



  



  
    
      
    
    
      embed_batch(texts, opts)



        
          
        

    

  


  

      

          @callback embed_batch(texts :: [String.t()], opts :: keyword()) ::
  {:ok, Mnemosyne.Embedding.Response.t()}
  | {:error, Mnemosyne.Errors.Framework.AdapterError.t()}


      



  


        

      


  

    
Mnemosyne.LLM behaviour
    



      
Behaviour for LLM chat completions.
Implementations must provide chat/2 and chat_structured/3 callbacks
that take messages and options, returning a Response struct.

      


      
        Summary


  
    Types
  


    
      
        message()

      


    





  
    Callbacks
  


    
      
        chat(messages, opts)

      


    


    
      
        chat_structured(messages, schema, opts)

      


    





      


      
        Types


        


  
    
      
    
    
      message()



        
          
        

    

  


  

      

          @type message() :: %{role: atom(), content: String.t()}


      



  


        

      

      
        Callbacks


        


  
    
      
    
    
      chat(messages, opts)



        
          
        

    

  


  

      

          @callback chat(messages :: [message()], opts :: keyword()) ::
  {:ok, Mnemosyne.LLM.Response.t()}
  | {:error, Mnemosyne.Errors.Framework.AdapterError.t()}


      



  



  
    
      
    
    
      chat_structured(messages, schema, opts)



        
          
        

    

  


  

      

          @callback chat_structured(messages :: [message()], schema :: term(), opts :: keyword()) ::
  {:ok, Mnemosyne.LLM.Response.t()}
  | {:error, Mnemosyne.Errors.Framework.AdapterError.t()}


      



  


        

      


  

    
Mnemosyne.Notifier behaviour
    



      
Behaviour for pluggable event notification.
Implementations receive real-time events about graph changes,
session transitions, and maintenance operations.

      


      
        Summary


  
    Types
  


    
      
        event()

      


    


    
      
        metadata()

      


    





  
    Callbacks
  


    
      
        notify(repo_id, event)

      


    





  
    Functions
  


    
      
        safe_notify(notifier, repo_id, event)

      


        Invokes notifier.notify/2, rescuing any exception and logging a warning.



    





      


      
        Types


        


  
    
      
    
    
      event()



        
          
        

    

  


  

      

          @type event() ::
  {:changeset_applied, Mnemosyne.Graph.Changeset.t(), metadata()}
  | {:nodes_deleted, [String.t()], metadata()}
  | {:decay_completed,
     %{
       checked: non_neg_integer(),
       deleted: non_neg_integer(),
       deleted_ids: [String.t()]
     }, metadata()}
  | {:consolidation_completed,
     %{
       checked: non_neg_integer(),
       deleted: non_neg_integer(),
       deleted_ids: [String.t()]
     }, metadata()}
  | {:validation_completed,
     %{
       checked: non_neg_integer(),
       penalized: non_neg_integer(),
       orphaned: non_neg_integer()
     }, metadata()}
  | {:repair_completed,
     %{
       checked: non_neg_integer(),
       repaired_nodes: non_neg_integer(),
       dangling_refs: non_neg_integer(),
       orphans_deleted: non_neg_integer(),
       orphan_ids: [String.t()]
     }, metadata()}
  | {:session_transition, session_id :: String.t(), old_state :: atom(),
     new_state :: atom(), metadata()}
  | {:recall_executed, query :: String.t(), results :: term(), metadata()}
  | {:recall_failed, query :: String.t(), reason :: term(), metadata()}
  | {:step_appended, session_id :: String.t(),
     %{
       step_index: non_neg_integer(),
       trajectory_id: String.t(),
       boundary_detected: boolean()
     }, metadata()}
  | {:trajectory_committed, session_id :: String.t(),
     trajectory_id :: String.t(),
     %{node_count: non_neg_integer(), node_ids: [String.t()]}, metadata()}
  | {:trajectory_flushed, session_id :: String.t(), trajectory_id :: String.t(),
     %{node_count: non_neg_integer(), node_ids: [String.t()]}, metadata()}
  | {:session_expired, session_id :: String.t(), metadata()}
  | {:trajectory_extraction_failed, session_id :: String.t(),
     trajectory_id :: String.t(), reason :: term(), metadata()}
  | {:append_failed, session_id :: String.t(), %{error: term()}}
  | {:write_failed, operation :: atom(), reason :: term(), metadata()}
  | {:write_crashed, operation :: atom(), reason :: term(), metadata()}


      



  



  
    
      
    
    
      metadata()



        
          
        

    

  


  

      

          @type metadata() :: %{
  optional(:session_id) => String.t() | nil,
  optional(:trace) => struct() | nil,
  optional(:node_ids) => [String.t()]
}


      



  


        

      

      
        Callbacks


        


  
    
      
    
    
      notify(repo_id, event)



        
          
        

    

  


  

      

          @callback notify(repo_id :: String.t(), event()) :: :ok


      



  


        

      

      
        Functions


        


  
    
      
    
    
      safe_notify(notifier, repo_id, event)



        
          
        

    

  


  

      

          @spec safe_notify(module(), String.t(), event()) :: :ok


      


Invokes notifier.notify/2, rescuing any exception and logging a warning.
Always returns :ok.

  


        

      


  

    
Mnemosyne.Notifier.Noop 
    



      
No-op notifier that discards all events.

      




  

    
Mnemosyne.Prompt behaviour
    



      
Behaviour for building LLM prompts and parsing responses.
Implementations construct message lists from template variables
and extract structured data from raw LLM output.

      


      
        Summary


  
    Callbacks
  


    
      
        build_messages(variables)

      


    


    
      
        parse_response(response)

      


    





      


      
        Callbacks


        


  
    
      
    
    
      build_messages(variables)



        
          
        

    

  


  

      

          @callback build_messages(variables :: map()) :: [%{role: atom(), content: String.t()}]


      



  



  
    
      
    
    
      parse_response(response)



        
          
        

    

  


  

      

          @callback parse_response(response :: String.t()) ::
  {:ok, term()} | {:error, Mnemosyne.Errors.Invalid.PromptError.t()}


      



  


        

      


  

    
Mnemosyne.ValueFunction behaviour
    



      
Behaviour for scoring memory nodes during retrieval.
Implementations combine raw cosine relevance with node metadata
(recency, frequency, reward) to produce a final score.

      


      
        Summary


  
    Callbacks
  


    
      
        score(relevance, node, metadata, params)

      


    





      


      
        Callbacks


        


  
    
      
    
    
      score(relevance, node, metadata, params)



        
          
        

    

  


  

      

          @callback score(
  relevance :: float(),
  node :: struct(),
  metadata :: map() | nil,
  params :: map()
) :: float()


      



  


        

      


  

    
Mnemosyne.Adapters.BumblebeeEmbedding 
    



      
Embedding adapter backed by Bumblebee's Nx.Serving.
Expects a pre-built serving (struct or registered process name) passed
via the :serving option. The serving must implement the text embedding
interface (e.g. created via Bumblebee.Text.text_embedding/3).
Options
	:serving - (required) an Nx.Serving struct or registered process name
	:model - (optional) model name string for observability


      




  

    
Mnemosyne.Adapters.SycophantEmbedding 
    



      
Embedding adapter backed by Sycophant.
Translates between the Mnemosyne.Embedding behaviour and Sycophant's
embed/2 API.

      




  

    
Mnemosyne.Adapters.SycophantLLM 
    



      
LLM adapter backed by Sycophant.
Translates between the Mnemosyne.LLM behaviour and Sycophant's
generate_text/3 and generate_object/4 APIs.

      




  

    
Mnemosyne.MemoryStore 
    



      
GenServer owning the graph backend state.
Uses a two-lane queue for concurrent operations:
	Write lane: serialized queue for apply_changeset and delete_nodes.
Only one write runs at a time; others enqueue.
	Maintenance lane: single slot for consolidate/decay operations.
	Recall lane: multiple concurrent retrieval+reasoning tasks (unchanged).

Write tasks return deltas applied to the GenServer's current backend state,
not a captured snapshot. Maintenance tasks return updated backend state and
are idempotent with respect to concurrent writes.

      


      
        Summary


  
    Functions
  


    
      
        apply_changeset(server, changeset)

      


        Applies a changeset to the graph via the backend.



    


    
      
        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        consolidate_semantics(server, opts \\ [])

      


        Consolidates near-duplicate semantic nodes.



    


    
      
        decay_nodes(server, opts \\ [])

      


        Prunes low-utility nodes via decay scoring.



    


    
      
        delete_nodes(server, node_ids)

      


        Removes nodes from the graph via the backend.



    


    
      
        get_graph(server)

      


        Returns the current in-memory graph.



    


    
      
        get_linked_nodes(server, node_ids)

      


        Fetches nodes by their IDs from the backend.



    


    
      
        get_metadata(server, node_ids)

      


        Fetches metadata for the given node IDs.



    


    
      
        get_node(server, node_id)

      


        Fetches a single node by ID from the backend.



    


    
      
        get_nodes_by_type(server, types)

      


        Fetches all nodes of the given types from the backend.



    


    
      
        get_session_defaults(server)

      


        Returns the config, llm, embedding, notifier, and repo_id for session creation.



    


    
      
        latest(server, top_k, opts \\ [])

      


        Fetches the most recently created nodes of the given types, sorted by creation time.



    


    
      
        recall(server, query, opts \\ [])

      


        Runs async retrieval + reasoning and returns the result.



    


    
      
        recall_in_context(server, session_id, query, opts \\ [])

      


        Fetches session context, augments the query, then runs recall.



    


    
      
        repair_graph(server, opts \\ [])

      


        Strips dangling link references and deletes orphaned routing nodes.



    


    
      
        start_link(opts)

      


    


    
      
        validate_episodic(server, opts \\ [])

      


        Validates episodic grounding and penalizes weakly grounded nodes.



    





      


      
        Functions


        


  
    
      
    
    
      apply_changeset(server, changeset)



        
          
        

    

  


  

      

          @spec apply_changeset(GenServer.server(), Mnemosyne.Graph.Changeset.t()) :: :ok


      


Applies a changeset to the graph via the backend.

  



  
    
      
    
    
      child_spec(init_arg)



        
          
        

    

  


  

Returns a specification to start this module under a supervisor.
See Supervisor.

  



    

  
    
      
    
    
      consolidate_semantics(server, opts \\ [])



        
          
        

    

  


  

      

          @spec consolidate_semantics(
  GenServer.server(),
  keyword()
) :: :ok


      


Consolidates near-duplicate semantic nodes.

  



    

  
    
      
    
    
      decay_nodes(server, opts \\ [])



        
          
        

    

  


  

      

          @spec decay_nodes(
  GenServer.server(),
  keyword()
) :: :ok


      


Prunes low-utility nodes via decay scoring.

  



  
    
      
    
    
      delete_nodes(server, node_ids)



        
          
        

    

  


  

      

          @spec delete_nodes(GenServer.server(), [String.t()]) :: :ok


      


Removes nodes from the graph via the backend.

  



  
    
      
    
    
      get_graph(server)



        
          
        

    

  


  

      

          @spec get_graph(GenServer.server()) :: Mnemosyne.Graph.t()


      


Returns the current in-memory graph.
Only works with backends that expose a :graph field in their state
(e.g. InMemory). Returns an empty graph for other backends.

  



  
    
      
    
    
      get_linked_nodes(server, node_ids)



        
          
        

    

  


  

      

          @spec get_linked_nodes(GenServer.server(), [String.t()]) ::
  {:ok, [struct()]} | {:error, term()}


      


Fetches nodes by their IDs from the backend.

  



  
    
      
    
    
      get_metadata(server, node_ids)



        
          
        

    

  


  

      

          @spec get_metadata(GenServer.server(), [String.t()]) ::
  {:ok, %{required(String.t()) => Mnemosyne.NodeMetadata.t()}}
  | {:error, term()}


      


Fetches metadata for the given node IDs.

  



  
    
      
    
    
      get_node(server, node_id)



        
          
        

    

  


  

      

          @spec get_node(GenServer.server(), String.t()) ::
  {:ok, struct() | nil} | {:error, term()}


      


Fetches a single node by ID from the backend.

  



  
    
      
    
    
      get_nodes_by_type(server, types)



        
          
        

    

  


  

      

          @spec get_nodes_by_type(GenServer.server(), [atom()]) ::
  {:ok, [struct()]} | {:error, term()}


      


Fetches all nodes of the given types from the backend.

  



  
    
      
    
    
      get_session_defaults(server)



        
          
        

    

  


  

      

          @spec get_session_defaults(GenServer.server()) :: %{
  config: term(),
  llm: module(),
  embedding: module(),
  notifier: module(),
  repo_id: String.t() | nil
}


      


Returns the config, llm, embedding, notifier, and repo_id for session creation.

  



    

  
    
      
    
    
      latest(server, top_k, opts \\ [])



        
          
        

    

  


  

      

          @spec latest(GenServer.server(), pos_integer(), keyword()) ::
  {:ok, [{struct(), Mnemosyne.NodeMetadata.t()}]} | {:error, term()}


      


Fetches the most recently created nodes of the given types, sorted by creation time.
Returns up to top_k nodes paired with their metadata, newest first.
Defaults to semantic and procedural node types.

  



    

  
    
      
    
    
      recall(server, query, opts \\ [])



        
          
        

    

  


  

      

          @spec recall(GenServer.server(), String.t(), keyword()) ::
  {:ok, Mnemosyne.Pipeline.RecallResult.t()}
  | {:error, Mnemosyne.Errors.error()}


      


Runs async retrieval + reasoning and returns the result.

  



    

  
    
      
    
    
      recall_in_context(server, session_id, query, opts \\ [])



        
          
        

    

  


  

      

          @spec recall_in_context(GenServer.server(), term(), String.t(), keyword()) ::
  {:ok, Mnemosyne.Pipeline.RecallResult.t()}
  | {:error, Mnemosyne.Errors.error()}


      


Fetches session context, augments the query, then runs recall.

  



    

  
    
      
    
    
      repair_graph(server, opts \\ [])



        
          
        

    

  


  

      

          @spec repair_graph(
  GenServer.server(),
  keyword()
) :: :ok


      


Strips dangling link references and deletes orphaned routing nodes.

  



  
    
      
    
    
      start_link(opts)



        
          
        

    

  


  


  



    

  
    
      
    
    
      validate_episodic(server, opts \\ [])



        
          
        

    

  


  

      

          @spec validate_episodic(
  GenServer.server(),
  keyword()
) :: :ok


      


Validates episodic grounding and penalizes weakly grounded nodes.

  


        

      


  

    
Mnemosyne.NodeMetadata 
    



      
Metadata tracked per node for value function scoring.
Captures access patterns, temporal information, and accumulated
rewards to enable recency, frequency, and reward-based scoring.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        avg_reward(meta)

      


        Returns the average reward, or 0.0 if no rewards recorded.



    


    
      
        new(opts \\ [])

      


        Creates a new metadata struct with the given options.



    


    
      
        record_access(meta)

      


        Increments access count and updates last accessed timestamp.



    


    
      
        update_reward(meta, reward)

      


        Adds a reward observation to the metadata.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Mnemosyne.NodeMetadata{
  access_count: non_neg_integer(),
  created_at: DateTime.t(),
  cumulative_reward: float(),
  last_accessed_at: DateTime.t() | nil,
  reward_count: non_neg_integer()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      avg_reward(meta)



        
          
        

    

  


  

      

          @spec avg_reward(t()) :: float()


      


Returns the average reward, or 0.0 if no rewards recorded.

  



    

  
    
      
    
    
      new(opts \\ [])



        
          
        

    

  


  

      

          @spec new(keyword()) :: t()


      


Creates a new metadata struct with the given options.

  



  
    
      
    
    
      record_access(meta)



        
          
        

    

  


  

      

          @spec record_access(t()) :: t()


      


Increments access count and updates last accessed timestamp.

  



  
    
      
    
    
      update_reward(meta, reward)



        
          
        

    

  


  

      

          @spec update_reward(t(), float()) :: t()


      


Adds a reward observation to the metadata.

  


        

      


  

    
Mnemosyne.Supervisor 
    



      
Top-level supervisor for the Mnemosyne runtime.
Starts the process tree with :rest_for_one strategy:
SessionRegistry -> RepoRegistry -> TaskSupervisor -> RepoSupervisor -> SessionSupervisor.
Shared defaults (config, LLM adapter, embedding adapter, notifier) are stored
in :persistent_term and applied to each repo opened via Mnemosyne.open_repo/2.

      


      
        Summary


  
    Functions
  


    
      
        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        get_defaults(sup_name \\ __MODULE__)

      


        Returns shared defaults (config, LLM adapter, embedding adapter)
for the given supervisor instance.



    


    
      
        registry_name(sup_name)

      


        Derives the session Registry name for the given supervisor.



    


    
      
        repo_registry_name(sup_name)

      


        Derives the repo Registry name for the given supervisor.



    


    
      
        repo_supervisor_name(sup_name)

      


        Derives the RepoSupervisor name for the given supervisor.



    


    
      
        session_supervisor_name(sup_name)

      


        Derives the SessionSupervisor name for the given supervisor.



    


    
      
        task_supervisor_name(sup_name)

      


        Derives the TaskSupervisor name for the given supervisor.



    





      


      
        Functions


        


  
    
      
    
    
      child_spec(init_arg)



        
          
        

    

  


  

Returns a specification to start this module under a supervisor.
See Supervisor.

  



    

  
    
      
    
    
      get_defaults(sup_name \\ __MODULE__)



        
          
        

    

  


  

      

          @spec get_defaults(module()) :: %{
  config: term(),
  llm: module(),
  embedding: module(),
  notifier: module()
}


      


Returns shared defaults (config, LLM adapter, embedding adapter)
for the given supervisor instance.

  



  
    
      
    
    
      registry_name(sup_name)



        
          
        

    

  


  

      

          @spec registry_name(module()) :: module()


      


Derives the session Registry name for the given supervisor.

  



  
    
      
    
    
      repo_registry_name(sup_name)



        
          
        

    

  


  

      

          @spec repo_registry_name(module()) :: module()


      


Derives the repo Registry name for the given supervisor.

  



  
    
      
    
    
      repo_supervisor_name(sup_name)



        
          
        

    

  


  

      

          @spec repo_supervisor_name(module()) :: module()


      


Derives the RepoSupervisor name for the given supervisor.

  



  
    
      
    
    
      session_supervisor_name(sup_name)



        
          
        

    

  


  

      

          @spec session_supervisor_name(module()) :: module()


      


Derives the SessionSupervisor name for the given supervisor.

  



  
    
      
    
    
      task_supervisor_name(sup_name)



        
          
        

    

  


  

      

          @spec task_supervisor_name(module()) :: module()


      


Derives the TaskSupervisor name for the given supervisor.

  


        

      


  

    
Mnemosyne.Telemetry 
    



      
Telemetry event catalog and instrumentation helpers for Mnemosyne.
All events are prefixed with [:mnemosyne] and follow the
[:mnemosyne, resource, action, :start | :stop | :exception] convention.
Events
LLM Adapter
	[:mnemosyne, :llm, :chat, :start | :stop | :exception]

	[:mnemosyne, :llm, :chat_structured, :start | :stop | :exception]


Embedding Adapter
	[:mnemosyne, :embedding, :embed, :start | :stop | :exception]

	[:mnemosyne, :embedding, :embed_batch, :start | :stop | :exception]


Pipeline
	[:mnemosyne, :episode, :append, :start | :stop | :exception]

	[:mnemosyne, :structuring, :extract, :start | :stop | :exception]

	[:mnemosyne, :structuring, :extract_trajectory, :start | :stop | :exception]

	[:mnemosyne, :retrieval, :retrieve, :start | :stop | :exception]

	[:mnemosyne, :retrieval, :hop_refinement, :start | :stop | :exception]

	[:mnemosyne, :reasoning, :reason, :start | :stop | :exception]


Maintenance
	[:mnemosyne, :decay, :prune, :start | :stop | :exception]

	[:mnemosyne, :consolidator, :consolidate, :start | :stop | :exception]

	[:mnemosyne, :intent_merger, :merge, :start | :stop | :exception]


Session
	[:mnemosyne, :session, :transition, :start | :stop | :exception]

	[:mnemosyne, :session, :op_enqueue] — point event on enqueue	Metadata: op, queue_depth, projected_state, session_id, repo_id


	[:mnemosyne, :session, :op_drain, :start | :stop | :exception] — span around drain
	Start metadata: queue_depth, session_id, repo_id
	Stop measurements: ops_executed, ops_failed



Repository Lifecycle
	[:mnemosyne, :repo, :open, :start | :stop | :exception]

	[:mnemosyne, :repo, :close, :start | :stop | :exception]


Queue
	[:mnemosyne, :memory_store, :queue] — emitted on every queue state change	Measurements: write_queue_size, write_active, maintenance_active, pending_recalls
	Metadata: repo_id, event (:enqueue, :dispatch, :maintenance_start, :maintenance_complete)



Storage / Graph
	[:mnemosyne, :graph, :apply_changeset, :start | :stop | :exception]

	[:mnemosyne, :storage, :persist, :start | :stop | :exception]

	[:mnemosyne, :storage, :load, :start | :stop | :exception]



      


      
        Summary


  
    Functions
  


    
      
        events()

      


        Returns all event prefixes emitted by Mnemosyne.



    


    
      
        span(suffix, metadata, fun)

      


        Wraps a function in a telemetry span.



    





      


      
        Functions


        


  
    
      
    
    
      events()



        
          
        

    

  


  

      

          @spec events() :: [[atom()]]


      


Returns all event prefixes emitted by Mnemosyne.

  



  
    
      
    
    
      span(suffix, metadata, fun)



        
          
        

    

  


  

      

          @spec span([atom()], map(), (-> {term(), map()})) :: term()


      


Wraps a function in a telemetry span.
The suffix is appended to [:mnemosyne] to form the event prefix.
The fun must return {result, extra_measurements} where
extra_measurements is a map merged into the :stop event.

  


        

      


  

    
Mnemosyne.Errors 
    



      
Top-level Splode error aggregator for Mnemosyne.
Provides error classes for invalid input, framework-level failures,
and unknown/unrecognized errors.

      


      
        Summary


  
    Types
  


    
      
        class()

      


    


    
      
        class_module()

      


    


    
      
        error()

      


    


    
      
        error_class()

      


    


    
      
        t()

      


    





  
    Functions
  


    
      
        splode_error?(arg1, splode)

      


    


    
      
        traverse_errors(error_or_errors, fun)

      


        Traverses errors, calling fun for each leaf error, and returns a nested
map of results grouped by each error's path.



    


    
      
        unwrap!(result, opts \\ nil)

      


        Raises an error if the result is an error, otherwise returns the result



    





      


      
        Types


        


  
    
      
    
    
      class()



        
          
        

    

  


  

      

          @type class() :: %{
  :__struct__ => class_module(),
  :__exception__ => true,
  :errors => [t()],
  :class => error_class(),
  :bread_crumbs => [String.t()],
  :vars => Keyword.t(),
  :stacktrace => Splode.Stacktrace.t() | nil,
  :context => map(),
  optional(atom()) => any()
}


      



  



  
    
      
    
    
      class_module()



        
          
        

    

  


  

      

          @type class_module() ::
  Mnemosyne.Errors.Unknown
  | Mnemosyne.Errors.Framework
  | Mnemosyne.Errors.Invalid


      



  



  
    
      
    
    
      error()



        
          
        

    

  


  

      

          @type error() ::
  Mnemosyne.Errors.Invalid.ConfigError.t()
  | Mnemosyne.Errors.Invalid.EpisodeError.t()
  | Mnemosyne.Errors.Invalid.PromptError.t()
  | Mnemosyne.Errors.Framework.SessionError.t()
  | Mnemosyne.Errors.Framework.PipelineError.t()
  | Mnemosyne.Errors.Framework.StorageError.t()
  | Mnemosyne.Errors.Framework.AdapterError.t()
  | Mnemosyne.Errors.Framework.NotFoundError.t()
  | Mnemosyne.Errors.Framework.RepoError.t()
  | Mnemosyne.Errors.Unknown.Unknown.t()


      



  



  
    
      
    
    
      error_class()



        
          
        

    

  


  

      

          @type error_class() :: :unknown | :framework | :invalid


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %{
  :__struct__ => module(),
  :__exception__ => true,
  :class => error_class(),
  :bread_crumbs => [String.t()],
  :vars => Keyword.t(),
  :stacktrace => Splode.Stacktrace.t() | nil,
  :context => map(),
  optional(atom()) => any()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      splode_error?(arg1, splode)



        
          
        

    

  


  


  



  
    
      
    
    
      traverse_errors(error_or_errors, fun)



        
          
        

    

  


  

Traverses errors, calling fun for each leaf error, and returns a nested
map of results grouped by each error's path.
See Splode.traverse_errors/2 for full documentation.
Example
iex> Elixir.Mnemosyne.Errors.traverse_errors(error, fn error ->
...>   Exception.message(error)
...> end)
%{name: ["name is required"]}

  



    

  
    
      
    
    
      unwrap!(result, opts \\ nil)



        
          
        

    

  


  

Raises an error if the result is an error, otherwise returns the result
Alternatively, you can use the defsplode macro, which does this automatically.
Options
	:error_opts - Options to pass to to_error/2 when converting the returned error
	:unknown_error_opts - Options to pass to the unknown error if the function returns only :error.
not necessary if your function always returns {:error, error}.

Examples
  def function(arg) do
case do_something(arg) do
  :success -> :ok
  {:success, result} -> {:ok, result}
  {:error, error} -> {:error, error}
end
  end
  def function!(arg) do
YourErrors.unwrap!(function(arg))
  end

  


        

      


  

    
Mnemosyne.Errors.Framework exception
    



      
Error class for internal framework-level errors.

      


      
        Summary


  
    Functions
  


    
      
        exception(args)

      


        Create an Elixir.Mnemosyne.Errors.Framework without raising it.



    


    
      
        message(map)

      


        Callback implementation for Exception.message/1.



    





      


      
        Functions


        


    

  
    
      
    
    
      exception(args)



        
          
        

    

  


  

      

          @spec exception(opts :: Keyword.t()) :: %Mnemosyne.Errors.Framework{
  __exception__: true,
  bread_crumbs: term(),
  class: term(),
  errors: term(),
  path: term(),
  splode: term(),
  stacktrace: term(),
  vars: term()
}


      


Create an Elixir.Mnemosyne.Errors.Framework without raising it.
Keys
	:errors


  



  
    
      
    
    
      message(map)



        
          
        

    

  


  

Callback implementation for Exception.message/1.

  


        

      


  

    
Mnemosyne.Errors.Framework.AdapterError exception
    



      
Raised when an LLM or embedding adapter encounters an error.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        exception(args)

      


        Create an Elixir.Mnemosyne.Errors.Framework.AdapterError without raising it.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Mnemosyne.Errors.Framework.AdapterError{
  __exception__: true,
  adapter: term(),
  bread_crumbs: term(),
  class: term(),
  operation: term(),
  path: term(),
  reason: term(),
  splode: term(),
  stacktrace: term(),
  vars: term()
}


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      exception(args)



        
          
        

    

  


  

      

          @spec exception(opts :: Keyword.t()) :: %Mnemosyne.Errors.Framework.AdapterError{
  __exception__: true,
  adapter: term(),
  bread_crumbs: term(),
  class: term(),
  operation: term(),
  path: term(),
  reason: term(),
  splode: term(),
  stacktrace: term(),
  vars: term()
}


      


Create an Elixir.Mnemosyne.Errors.Framework.AdapterError without raising it.
Keys
	:adapter
	:operation
	:reason


  


        

      


  

    
Mnemosyne.Errors.Framework.NotFoundError exception
    



      
Raised when a referenced resource cannot be found.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        exception(args)

      


        Create an Elixir.Mnemosyne.Errors.Framework.NotFoundError without raising it.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Mnemosyne.Errors.Framework.NotFoundError{
  __exception__: true,
  bread_crumbs: term(),
  class: term(),
  id: term(),
  path: term(),
  resource: term(),
  splode: term(),
  stacktrace: term(),
  vars: term()
}


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      exception(args)



        
          
        

    

  


  

      

          @spec exception(opts :: Keyword.t()) :: %Mnemosyne.Errors.Framework.NotFoundError{
  __exception__: true,
  bread_crumbs: term(),
  class: term(),
  id: term(),
  path: term(),
  resource: term(),
  splode: term(),
  stacktrace: term(),
  vars: term()
}


      


Create an Elixir.Mnemosyne.Errors.Framework.NotFoundError without raising it.
Keys
	:resource
	:id


  


        

      


  

    
Mnemosyne.Errors.Framework.PipelineError exception
    



      
Raised when a pipeline operation fails during extraction or reasoning.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        exception(args)

      


        Create an Elixir.Mnemosyne.Errors.Framework.PipelineError without raising it.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Mnemosyne.Errors.Framework.PipelineError{
  __exception__: true,
  bread_crumbs: term(),
  class: term(),
  path: term(),
  reason: term(),
  splode: term(),
  stacktrace: term(),
  vars: term()
}


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      exception(args)



        
          
        

    

  


  

      

          @spec exception(opts :: Keyword.t()) :: %Mnemosyne.Errors.Framework.PipelineError{
  __exception__: true,
  bread_crumbs: term(),
  class: term(),
  path: term(),
  reason: term(),
  splode: term(),
  stacktrace: term(),
  vars: term()
}


      


Create an Elixir.Mnemosyne.Errors.Framework.PipelineError without raising it.
Keys
	:reason


  


        

      


  

    
Mnemosyne.Errors.Framework.RepoError exception
    



      
Raised when a repository lifecycle operation fails.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        exception(args)

      


        Create an Elixir.Mnemosyne.Errors.Framework.RepoError without raising it.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Mnemosyne.Errors.Framework.RepoError{
  __exception__: true,
  bread_crumbs: term(),
  class: term(),
  path: term(),
  reason: term(),
  repo_id: term(),
  splode: term(),
  stacktrace: term(),
  vars: term()
}


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      exception(args)



        
          
        

    

  


  

      

          @spec exception(opts :: Keyword.t()) :: %Mnemosyne.Errors.Framework.RepoError{
  __exception__: true,
  bread_crumbs: term(),
  class: term(),
  path: term(),
  reason: term(),
  repo_id: term(),
  splode: term(),
  stacktrace: term(),
  vars: term()
}


      


Create an Elixir.Mnemosyne.Errors.Framework.RepoError without raising it.
Keys
	:repo_id
	:reason


  


        

      


  

    
Mnemosyne.Errors.Framework.SessionError exception
    



      
Raised when a session operation is invalid for the current state.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        exception(args)

      


        Create an Elixir.Mnemosyne.Errors.Framework.SessionError without raising it.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Mnemosyne.Errors.Framework.SessionError{
  __exception__: true,
  bread_crumbs: term(),
  class: term(),
  path: term(),
  reason: term(),
  splode: term(),
  stacktrace: term(),
  state: term(),
  vars: term()
}


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      exception(args)



        
          
        

    

  


  

      

          @spec exception(opts :: Keyword.t()) :: %Mnemosyne.Errors.Framework.SessionError{
  __exception__: true,
  bread_crumbs: term(),
  class: term(),
  path: term(),
  reason: term(),
  splode: term(),
  stacktrace: term(),
  state: term(),
  vars: term()
}


      


Create an Elixir.Mnemosyne.Errors.Framework.SessionError without raising it.
Keys
	:reason
	:state


  


        

      


  

    
Mnemosyne.Errors.Framework.StorageError exception
    



      
Raised when a storage backend operation fails.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        exception(args)

      


        Create an Elixir.Mnemosyne.Errors.Framework.StorageError without raising it.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Mnemosyne.Errors.Framework.StorageError{
  __exception__: true,
  bread_crumbs: term(),
  class: term(),
  operation: term(),
  path: term(),
  reason: term(),
  splode: term(),
  stacktrace: term(),
  vars: term()
}


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      exception(args)



        
          
        

    

  


  

      

          @spec exception(opts :: Keyword.t()) :: %Mnemosyne.Errors.Framework.StorageError{
  __exception__: true,
  bread_crumbs: term(),
  class: term(),
  operation: term(),
  path: term(),
  reason: term(),
  splode: term(),
  stacktrace: term(),
  vars: term()
}


      


Create an Elixir.Mnemosyne.Errors.Framework.StorageError without raising it.
Keys
	:operation
	:reason


  


        

      


  

    
Mnemosyne.Errors.Invalid exception
    



      
Error class for validation and invalid-input errors.

      


      
        Summary


  
    Functions
  


    
      
        exception(args)

      


        Create an Elixir.Mnemosyne.Errors.Invalid without raising it.



    


    
      
        message(map)

      


        Callback implementation for Exception.message/1.



    





      


      
        Functions


        


    

  
    
      
    
    
      exception(args)



        
          
        

    

  


  

      

          @spec exception(opts :: Keyword.t()) :: %Mnemosyne.Errors.Invalid{
  __exception__: true,
  bread_crumbs: term(),
  class: term(),
  errors: term(),
  path: term(),
  splode: term(),
  stacktrace: term(),
  vars: term()
}


      


Create an Elixir.Mnemosyne.Errors.Invalid without raising it.
Keys
	:errors


  



  
    
      
    
    
      message(map)



        
          
        

    

  


  

Callback implementation for Exception.message/1.

  


        

      


  

    
Mnemosyne.Errors.Invalid.ConfigError exception
    



      
Raised when Mnemosyne configuration is missing or invalid.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        exception(args)

      


        Create an Elixir.Mnemosyne.Errors.Invalid.ConfigError without raising it.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Mnemosyne.Errors.Invalid.ConfigError{
  __exception__: true,
  bread_crumbs: term(),
  class: term(),
  path: term(),
  reason: term(),
  splode: term(),
  stacktrace: term(),
  vars: term()
}


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      exception(args)



        
          
        

    

  


  

      

          @spec exception(opts :: Keyword.t()) :: %Mnemosyne.Errors.Invalid.ConfigError{
  __exception__: true,
  bread_crumbs: term(),
  class: term(),
  path: term(),
  reason: term(),
  splode: term(),
  stacktrace: term(),
  vars: term()
}


      


Create an Elixir.Mnemosyne.Errors.Invalid.ConfigError without raising it.
Keys
	:reason


  


        

      


  

    
Mnemosyne.Errors.Invalid.EpisodeError exception
    



      
Raised when an episode operation violates preconditions.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        exception(args)

      


        Create an Elixir.Mnemosyne.Errors.Invalid.EpisodeError without raising it.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Mnemosyne.Errors.Invalid.EpisodeError{
  __exception__: true,
  bread_crumbs: term(),
  class: term(),
  path: term(),
  reason: term(),
  splode: term(),
  stacktrace: term(),
  vars: term()
}


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      exception(args)



        
          
        

    

  


  

      

          @spec exception(opts :: Keyword.t()) :: %Mnemosyne.Errors.Invalid.EpisodeError{
  __exception__: true,
  bread_crumbs: term(),
  class: term(),
  path: term(),
  reason: term(),
  splode: term(),
  stacktrace: term(),
  vars: term()
}


      


Create an Elixir.Mnemosyne.Errors.Invalid.EpisodeError without raising it.
Keys
	:reason


  


        

      


  

    
Mnemosyne.Errors.Invalid.PromptError exception
    



      
Raised when an LLM prompt response cannot be parsed into the expected format.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        exception(args)

      


        Create an Elixir.Mnemosyne.Errors.Invalid.PromptError without raising it.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Mnemosyne.Errors.Invalid.PromptError{
  __exception__: true,
  bread_crumbs: term(),
  class: term(),
  path: term(),
  prompt: term(),
  reason: term(),
  splode: term(),
  stacktrace: term(),
  vars: term()
}


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      exception(args)



        
          
        

    

  


  

      

          @spec exception(opts :: Keyword.t()) :: %Mnemosyne.Errors.Invalid.PromptError{
  __exception__: true,
  bread_crumbs: term(),
  class: term(),
  path: term(),
  prompt: term(),
  reason: term(),
  splode: term(),
  stacktrace: term(),
  vars: term()
}


      


Create an Elixir.Mnemosyne.Errors.Invalid.PromptError without raising it.
Keys
	:prompt
	:reason


  


        

      


  

    
Mnemosyne.Errors.Unknown exception
    



      
Error class for unknown or unrecognized errors.

      


      
        Summary


  
    Functions
  


    
      
        exception(args)

      


        Create an Elixir.Mnemosyne.Errors.Unknown without raising it.



    


    
      
        message(map)

      


        Callback implementation for Exception.message/1.



    





      


      
        Functions


        


    

  
    
      
    
    
      exception(args)



        
          
        

    

  


  

      

          @spec exception(opts :: Keyword.t()) :: %Mnemosyne.Errors.Unknown{
  __exception__: true,
  bread_crumbs: term(),
  class: term(),
  errors: term(),
  path: term(),
  splode: term(),
  stacktrace: term(),
  vars: term()
}


      


Create an Elixir.Mnemosyne.Errors.Unknown without raising it.
Keys
	:errors


  



  
    
      
    
    
      message(map)



        
          
        

    

  


  

Callback implementation for Exception.message/1.

  


        

      


  

    
Mnemosyne.Errors.Unknown.Unknown exception
    



      
Fallback concrete error used when an error cannot be mapped
to a known Splode error type.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        exception(args)

      


        Create an Elixir.Mnemosyne.Errors.Unknown.Unknown without raising it.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Mnemosyne.Errors.Unknown.Unknown{
  __exception__: true,
  bread_crumbs: term(),
  class: term(),
  error: term(),
  path: term(),
  splode: term(),
  stacktrace: term(),
  value: term(),
  vars: term()
}


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      exception(args)



        
          
        

    

  


  

      

          @spec exception(opts :: Keyword.t()) :: %Mnemosyne.Errors.Unknown.Unknown{
  __exception__: true,
  bread_crumbs: term(),
  class: term(),
  error: term(),
  path: term(),
  splode: term(),
  stacktrace: term(),
  value: term(),
  vars: term()
}


      


Create an Elixir.Mnemosyne.Errors.Unknown.Unknown without raising it.
Keys
	:error
	:value
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