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    MnemosynePostgres

PostgreSQL + pgvector backend for Mnemosyne, the task-agnostic agentic memory library.
This library implements the Mnemosyne.GraphBackend behaviour, persisting the knowledge graph in PostgreSQL with vector similarity search powered by pgvector.
Installation
Add mnemosyne_postgres to your list of dependencies in mix.exs:
def deps do
  [
    {:mnemosyne_postgres, "~> 0.1.1"} # x-release-please-version
  ]
end
Setup
1. Enable pgvector
Ensure the pgvector extension is available in your PostgreSQL instance (v0.5+).
2. Create a migration
defmodule MyApp.Repo.Migrations.AddMnemosyne do
  use Ecto.Migration

  def up, do: MnemosynePostgres.Migrations.up(version: 1, embedding_dimensions: 1536)
  def down, do: MnemosynePostgres.Migrations.down(version: 1)
end
Migration options
	Option	Default	Description
	:version	1	Target migration version
	:embedding_dimensions	-- (required)	Dimensionality of your embedding vectors
	:index_type	:hnsw	:hnsw or :ivfflat
	:hnsw_m	pgvector default	Max connections per HNSW layer
	:hnsw_ef_construction	pgvector default	Dynamic candidate list size for HNSW
	:ivfflat_lists	pgvector default	Number of inverted lists for IVFFlat
	:prefix	"mnemosyne_"	Table name prefix

3. Configure the backend
Set the default backend in your supervision tree so you don't repeat it on every open_repo call:
children = [
  {Mnemosyne.Supervisor,
    config: config,
    llm: MyApp.LLM,
    embedding: MyApp.Embedding,
    backend: {MnemosynePostgres.Backend, repo: MyApp.Repo}}
]
Then open repos -- repo_id is injected automatically from the first argument:
# Single-tenant (tenant_id defaults to "default")
{:ok, _pid} = Mnemosyne.open_repo("my-project")

# Multi-tenant
{:ok, _pid} = Mnemosyne.open_repo("my-project", tenant_id: "org-123")
Backend options
	Option	Default	Description
	:repo	-- (required)	Your Ecto repo module
	:tenant_id	"default"	Tenant identifier for multi-tenant isolation
	:prefix	"mnemosyne_"	Table name prefix (must match migration)

Storage Model
Nodes are stored in a single polymorphic nodes table with JSONB data, vector embeddings, and JSONB link maps. Metadata lives in a separate node_metadata table.
nodes                          node_metadata
+-----------+-----------+      +-------------+----------+
| id (uuid) | type      |      | node_id     | accessed |
| data      | embedding |      | reward      | recency  |
| links     | tenant_id |      | frequency   |          |
| repo_id   | inserted  |      +-------------+----------+
+-----------+-----------+
Vector indexes (HNSW or IVFFlat) are created per node type via partial indexes, avoiding the performance penalty of post-filtering across the full table.
Versioned Migrations
When a new schema version is released, create a new migration pointing to the next version:
defmodule MyApp.Repo.Migrations.UpgradeMnemosyneV2 do
  use Ecto.Migration

  def up, do: MnemosynePostgres.Migrations.up(version: 2, embedding_dimensions: 1536)
  def down, do: MnemosynePostgres.Migrations.down(version: 2)
end
The migration system tracks the current version via table comments and runs only the deltas.
Telemetry
All backend operations emit [:mnemosyne_postgres, ...] telemetry events. See MnemosynePostgres.Telemetry for the full list of events and their measurements.


  

    License


MIT License

Copyright (c) 2025 Edlon Tech

Permission is hereby granted, free of charge, to any person obtaining a copy
of this software and associated documentation files (the "Software"), to deal
in the Software without restriction, including without limitation the rights
to use, copy, modify, merge, publish, distribute, sublicense, and/or sell
copies of the Software, and to permit persons to whom the Software is
furnished to do so, subject to the following conditions:

The above copyright notice and this permission notice shall be included in all
copies or substantial portions of the Software.

THE SOFTWARE IS PROVIDED "AS IS", WITHOUT WARRANTY OF ANY KIND, EXPRESS OR
IMPLIED, INCLUDING BUT NOT LIMITED TO THE WARRANTIES OF MERCHANTABILITY,
FITNESS FOR A PARTICULAR PURPOSE AND NONINFRINGEMENT. IN NO EVENT SHALL THE
AUTHORS OR COPYRIGHT HOLDERS BE LIABLE FOR ANY CLAIM, DAMAGES OR OTHER
LIABILITY, WHETHER IN AN ACTION OF CONTRACT, TORT OR OTHERWISE, ARISING FROM,
OUT OF OR IN CONNECTION WITH THE SOFTWARE OR THE USE OR OTHER DEALINGS IN THE
SOFTWARE.



  

    
MnemosynePostgres 
    



      
PostgreSQL + pgvector backend for the Mnemosyne agentic memory library.
This library provides a Mnemosyne.GraphBackend implementation backed by
PostgreSQL with pgvector for vector similarity search. It stores memory
graph nodes, edges, and metadata using Ecto schemas and supports
multi-tenant isolation via configurable table prefixes.
Setup
# Set as default backend in your supervision tree
{Mnemosyne.Supervisor,
  config: config,
  llm: MyApp.LLM,
  embedding: MyApp.Embedding,
  backend: {MnemosynePostgres.Backend, repo: MyApp.Repo}}

# Open repos -- repo_id is injected from the first argument
Mnemosyne.open_repo("my-project")
Mnemosyne.open_repo("my-project", tenant_id: "org-123")

      




  

    
MnemosynePostgres.Backend 
    



      
PostgreSQL/pgvector implementation of Mnemosyne.GraphBackend.
Persists knowledge graph nodes in a single polymorphic nodes table
with JSONB data, vector embeddings, and JSONB link maps. Metadata
is stored in a separate node_metadata table.
Telemetry
See MnemosynePostgres.Telemetry for the full list of events and their
metadata.
Error handling
Callbacks whose behaviour spec includes {:error, ...} returns
(apply_changeset, delete_nodes, find_candidates, get_nodes_by_type)
catch exceptions and return {:error, StorageError.t()}. Callbacks that
only define {:ok, ...} returns (get_node, get_linked_nodes,
get_metadata, update_metadata, delete_metadata) let exceptions
propagate, as the caller is expected to handle crashes via supervision.

      




  

    
MnemosynePostgres.Schema.Node 
    



      
Ecto schema for the polymorphic mnemosyne_nodes table.
Stores all node types (semantic, episodic, procedural, etc.) in a single
table with JSONB data and links fields and a pgvector embedding column.
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          @type t() :: %MnemosynePostgres.Schema.Node{
  __meta__: term(),
  created_at: term(),
  data: term(),
  embedding: term(),
  id: term(),
  links: term(),
  repo_id: term(),
  tenant_id: term(),
  type: term()
}


      



  


        

      


  

    
MnemosynePostgres.Schema.NodeMetadata 
    



      
Ecto schema for the mnemosyne_node_metadata table.
Tracks access statistics and reinforcement learning rewards per node,
scoped by tenant. Uses a composite primary key of (tenant_id, node_id).
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          @type t() :: %MnemosynePostgres.Schema.NodeMetadata{
  __meta__: term(),
  access_count: term(),
  created_at: term(),
  cumulative_reward: term(),
  last_accessed_at: term(),
  node_id: term(),
  reward_count: term(),
  tenant_id: term()
}


      



  


        

      


  

    
MnemosynePostgres.Queries.MetadataQueries 
    



      
Ecto query builders for the node metadata table.

      


      
        Summary


  
    Functions
  


    
      
        base(state)

      


        Base query scoped to the current tenant.



    


    
      
        by_node_ids(query, node_ids)

      


        Filters the query to only include rows matching the given node IDs.



    


    
      
        source(map)

      


        Returns the {table_name, schema} source tuple for the metadata table.
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          @spec base(map()) :: Ecto.Query.t()


      


Base query scoped to the current tenant.
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          @spec by_node_ids(Ecto.Query.t(), [String.t()]) :: Ecto.Query.t()


      


Filters the query to only include rows matching the given node IDs.
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          @spec source(map()) :: {String.t(), module()}


      


Returns the {table_name, schema} source tuple for the metadata table.

  


        

      


  

    
MnemosynePostgres.Queries.NodeQueries 
    



      
Ecto query builders for the nodes table.

      


      
        Summary


  
    Functions
  


    
      
        base(state)

      


        Base query scoped to the current tenant.



    


    
      
        by_ids(query, ids)

      


        Filters the query to only include nodes with the given IDs.



    


    
      
        by_types(query, types)

      


        Filters the query to only include nodes of the given types.



    


    
      
        scoped(state)

      


        Base query scoped to the current tenant and repo.



    


    
      
        source(map)

      


        Returns the {table_name, schema} source tuple for the nodes table.



    


    
      
        vector_search(state, type, query_embedding, limit)

      


        Returns nodes ordered by cosine distance to the query embedding.
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          @spec base(map()) :: Ecto.Query.t()


      


Base query scoped to the current tenant.

  



  
    
      
    
    
      by_ids(query, ids)



        
          
        

    

  


  

      

          @spec by_ids(Ecto.Query.t(), [String.t()]) :: Ecto.Query.t()


      


Filters the query to only include nodes with the given IDs.

  



  
    
      
    
    
      by_types(query, types)



        
          
        

    

  


  

      

          @spec by_types(Ecto.Query.t(), [atom()]) :: Ecto.Query.t()


      


Filters the query to only include nodes of the given types.
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          @spec scoped(map()) :: Ecto.Query.t()


      


Base query scoped to the current tenant and repo.

  



  
    
      
    
    
      source(map)



        
          
        

    

  


  

      

          @spec source(map()) :: {String.t(), module()}


      


Returns the {table_name, schema} source tuple for the nodes table.

  



  
    
      
    
    
      vector_search(state, type, query_embedding, limit)



        
          
        

    

  


  

      

          @spec vector_search(map(), atom(), pgvector(), non_neg_integer()) :: Ecto.Query.t()


      


Returns nodes ordered by cosine distance to the query embedding.

  


        

      


  

    
MnemosynePostgres.Migrations 
    



      
Migrations for the MnemosynePostgres tables and indexes.
Usage
Create a migration in your application:
defmodule MyApp.Repo.Migrations.AddMnemosyne do
  use Ecto.Migration

  def up, do: MnemosynePostgres.Migrations.up(version: 1, embedding_dimensions: 1536)
  def down, do: MnemosynePostgres.Migrations.down(version: 1)
end
When a new version is released, generate a new migration:
defmodule MyApp.Repo.Migrations.UpgradeMnemosyneV2 do
  use Ecto.Migration

  def up, do: MnemosynePostgres.Migrations.up(version: 2, embedding_dimensions: 1536)
  def down, do: MnemosynePostgres.Migrations.down(version: 2)
end
Options
	:version - the target migration version (defaults to 1)
	:embedding_dimensions - (required for V1) the dimensionality of your embedding vectors
	:index_type - :hnsw (default) or :ivfflat
	:hnsw_m - max number of connections per layer for HNSW
	:hnsw_ef_construction - size of the dynamic candidate list for HNSW
	:ivfflat_lists - number of inverted lists for IVFFlat
	:prefix - table name prefix, defaults to "mnemosyne_"


      


      
        Summary


  
    Functions
  


    
      
        current_version()

      


        Returns the current migration version.



    


    
      
        down(opts \\ [])

      


        Runs the down migration for the given version.



    


    
      
        migrated_version(repo, prefix \\ "mnemosyne_")

      


        Returns the version that has been migrated, based on the table comment.
Returns 0 if no migrations have run.



    


    
      
        up(opts \\ [])

      


        Runs the up migration for the given version.
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          @spec current_version() :: pos_integer()


      


Returns the current migration version.

  



    

  
    
      
    
    
      down(opts \\ [])



        
          
        

    

  


  

      

          @spec down(keyword()) :: :ok


      


Runs the down migration for the given version.
Rolls back from the currently migrated version down to the target version.
When called with version: 1, it rolls back V1 (dropping all tables).

  



    

  
    
      
    
    
      migrated_version(repo, prefix \\ "mnemosyne_")



        
          
        

    

  


  

      

          @spec migrated_version(Ecto.Repo.t(), String.t()) :: non_neg_integer()


      


Returns the version that has been migrated, based on the table comment.
Returns 0 if no migrations have run.

  



    

  
    
      
    
    
      up(opts \\ [])



        
          
        

    

  


  

      

          @spec up(keyword()) :: :ok


      


Runs the up migration for the given version.
Executes all migration versions from the currently migrated version
up to the target version sequentially.

  


        

      


  

    
MnemosynePostgres.NodeSerializer 
    



      
Round-trip conversion between Mnemosyne node structs and DB-friendly maps.
to_row/3 produces maps suitable for Repo.insert_all.
from_row/1 converts DB rows (schema structs or plain maps) back to Mnemosyne node structs.

      


      
        Summary


  
    Functions
  


    
      
        from_row(row)

      


        Converts a DB row back into its corresponding Mnemosyne node struct.



    


    
      
        to_row(node, tenant_id, repo_id)

      


        Converts a Mnemosyne node struct into a map suitable for Repo.insert_all.
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          @spec from_row(map()) :: struct()


      


Converts a DB row back into its corresponding Mnemosyne node struct.

  



  
    
      
    
    
      to_row(node, tenant_id, repo_id)



        
          
        

    

  


  

      

          @spec to_row(struct(), String.t(), String.t()) :: map()


      


Converts a Mnemosyne node struct into a map suitable for Repo.insert_all.

  


        

      


  

    
MnemosynePostgres.Telemetry 
    



      
Telemetry events for MnemosynePostgres.
All events are emitted via :telemetry.span/3, which automatically
produces :start, :stop, and :exception suffixed events.
Events
[:mnemosyne_postgres, :find_candidates]
Emitted when searching for candidate nodes via vector similarity.
	Metadata: %{node_types: [atom()], tenant_id: String.t(), repo_id: String.t()}
	Extra stop measurements: %{candidate_count: non_neg_integer()}

[:mnemosyne_postgres, :apply_changeset]
Emitted when applying a changeset (inserts, links, metadata).
	Metadata: %{tenant_id: String.t(), repo_id: String.t()}
	Extra stop measurements: %{nodes_inserted: non_neg_integer()}

[:mnemosyne_postgres, :delete_nodes]
Emitted when deleting nodes.
	Metadata: %{tenant_id: String.t(), repo_id: String.t(), node_count: non_neg_integer()}

[:mnemosyne_postgres, :get_node]
Emitted when fetching a single node by ID.
	Metadata: %{tenant_id: String.t(), repo_id: String.t(), node_id: String.t()}

[:mnemosyne_postgres, :get_nodes_by_type]
Emitted when fetching all nodes of given types.
	Metadata: %{tenant_id: String.t(), repo_id: String.t(), node_types: [atom()]}


      


      
        Summary


  
    Functions
  


    
      
        span(event, metadata, fun)

      


        Wraps fun in a :telemetry.span/3 under the [:mnemosyne_postgres, event] prefix.
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          @spec span(atom(), map(), (-> {result, map()})) :: result when result: term()


      


Wraps fun in a :telemetry.span/3 under the [:mnemosyne_postgres, event] prefix.

  


        

      


  

    
MnemosynePostgres.Ecto.Links 
    



      
Ecto type that stores graph edge links as JSONB.
On the Elixir side, links are %{atom() => MapSet.t(String.t())}.
On the DB side, they are %{String.t() => [String.t()]} stored as JSONB.
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    Functions
  


    
      
        embed_as(_)

      


        Callback implementation for Ecto.Type.embed_as/1.
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      embed_as(_)



        
          
        

    

  


  

Callback implementation for Ecto.Type.embed_as/1.
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