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    MoransI

Elixir module that implements Moran's I spatial autocorrelation index for images.
Moran's I is a measure of spatial autocorrelation that indicates whether nearby pixels in an image have similar values (positive autocorrelation),
dissimilar values (negative autocorrelation), or random spatial distribution.
Values range from -1 to 1:
	I > 0: Positive spatial autocorrelation (similar values cluster together)
	I = 0: Random spatial distribution
	I < 0: Negative spatial autocorrelation (dissimilar values cluster together)

Installation
The package can be installed by adding moransi to your list of dependencies in mix.exs:
def deps do
  [
    {:moransi, "~> 0.1.1"}
  ]
end
Key Features
	Global Moran's I: Computes the overall spatial autocorrelation for the entire image. Provides an overall measure of spatial autocorrelation
	Local Moran's I (LISA): Calculates local indicators of spatial association for each pixel, Identifies specific locations of clusters and outliers
	Flexible connectivity: Supports both 4-connectivity (rook) and 8-connectivity (queen) neighborhoods
	Statistical testing: Includes z-scores and p-values for significance testing
	Cluster classification: Identifies spatial cluster types (High-High, Low-Low, High-Low, Low-High)
	Proper S0, S1, S2 calculations:	S0: Sum of all spatial weights
	S1: Sum of squared weights considering symmetry
	S2: Sum of squared row and column sums of the weights matrix


	Uses the standard variance formula for Moran's I under the normality assumption:

$$
Var(I) = \frac{n((n²-3n+3)S1 - nS2 + 3S0²) - b2((n²-n)S1 - 2nS2 + 6S0²)}{(n-1)(n-2)(n-3)S0²}
$$
Interpretation
	Moran's I Range: Values range from -1 to 1	Positive values: Indicate spatial clustering (similar values near each other)
	Values near 0: Indicate random spatial distribution
	Negative values: Indicate spatial dispersion (dissimilar values near each other)



Statistical Significance: Z-scores and p-values help determine if observed patterns are statistically significant.
Cluster Types
	:hh - High-High (positive spatial autocorrelation)
	:ll - Low-Low (positive spatial autocorrelation)
	:hl - High-Low (negative spatial autocorrelation)
	:lh - Low-High (negative spatial autocorrelation)
	:ns - Not significant

Main Functions
	global_morans_i/2: Computes global Moran's I with statistical significance
	local_morans_i/2: Computes local Moran's I for each pixel

Usage
# Basic usage
result = MoransI.global_morans_i(image)

# With options
local_results = MoransI.local_morans_i(image, 
  connectivity: :rook,
  parallel: true,
  chunk_size: 2000
)

# For very large images
huge_image_results = MoransI.local_morans_i(huge_image,
  parallel: true,
  chunk_size: 5000  # Adjust based on available memory
)
How Moran's I Works
Moran's I measures the degree of spatial clustering or dispersion of these attribute values within the point cloud. Computing Moran's I for a point cloud involves assessing the spatial autocorrelation of attribute values associated with each point in the cloud.
Steps to Compute Moran's I for a Point Cloud
	Define Attribute Values: Assign attribute values (e.g., population density, temperature, elevation) to each point in the point cloud dataset.
	Null Hypothesis: The null hypothesis for Moran's I is typically that the variable exhibits a random spatial pattern, meaning there is no spatial autocorrelation.
	Determine the Expected Value and Variance of Moran's I: Under the null hypothesis, calculate the expected value and variance of Moran's I. The expected value of Moran's I under the null hypothesis of spatial randomness is typically close to $-1/(n-1)$, where n is the number of spatial units.
	Compute Spatial Weights Matrix: Define spatial relationships between points. Common approaches include:	Distance-based weights (e.g., inverse distance, nearest neighbors).
	K-nearest neighbors, distance bands, or other neighborhood definitions based on spatial proximity.
	Create a spatial weights matrix (W) that quantifies the relationships between points based on the chosen method.


	Normalize Attribute Values: Standardize attribute values to have a mean of zero and a standard deviation of one. This normalization is crucial for Moran's I computation.
	Compute Moran's I: Use the formula for Moran's I to calculate the spatial autocorrelation:

$$
I = \frac{n}{\sum_{i=1}^{n} \sum_{j=1}^{n} w_{ij} \cdot \frac{ \sum_{i=1}^{n} \sum_{j=1}^{n} w_{ij} (x_i - \bar{x})(x_j - \bar{x}) }{ \sum_{i=1}^{n} (x_i - \bar{x})^2 }}
$$
  where:
	n is the number of points

	$x_i$​ and $x_j$​ are the standardized attribute values at points i and j respectively

	$\bar{x}$ is the mean of standardized attribute values

	$w_{ij}$​ represents the spatial weight between points i and j.

	Interpret Moran's I: Moran's I ranges from -1 (perfect dispersion) to +1 (perfect clustering). Values close to 0 indicate spatial randomness. The interpretation is context-dependent, the actual value is less important than the statistical significance of the result. Apart from statistical significance, consider the practical significance of your findings. In some cases, even a moderate level of spatial autocorrelation could have important implications for your research question.

	Test for Significance:
	The significance of Moran's I is tested using its Z-score. If the Z-score falls within the critical range of a standard normal distribution (e.g., beyond ±$1.96 for a 95% confidence level), the null hypothesis of spatial randomness can be rejected.
	Use of Permutation Tests: An alternative and often more robust approach is to use permutation tests. This involves randomly permuting the spatial locations of the values many times (e.g., 999 permutations) and recalculating Moran's I for each permutation. This creates a reference distribution against which the observed Moran's I can be compared.

Reporting Moran's I
Reporting Moran's I results in a scientific paper or report should be clear and comprehensive, providing all necessary details for readers to understand and evaluate your findings. Here's a guideline on how to report these results:
	State the Moran's I Value: Begin by reporting the calculated Moran's I statistic. This value ranges from -1 to +1, where values close to +1 indicate positive spatial autocorrelation, values close to -1 indicate negative spatial autocorrelation, and values near 0 suggest no spatial autocorrelation. Example: "The calculated Moran's I for [variable of interest] was 0.45, suggesting a moderate positive spatial autocorrelation."
	Provide the Statistical Significance: Include the p-value obtained from the significance test (e.g., permutation test) to indicate whether the observed spatial autocorrelation is statistically significant. Example: "This value was statistically significant (p = 0.01), indicating that the observed spatial pattern is unlikely to be due to random chance."
	Report the Number of Permutations (if applicable): If a permutation test was used to assess significance, state the number of permutations. Example: "The significance of Moran's I was evaluated using 10,000 permutations."
	Include the Expected Value of Moran's I (if relevant): Sometimes, reporting the expected value under the null hypothesis can provide context for the observed Moran's I.  Example: "Under the null hypothesis of no spatial autocorrelation, the expected Moran's I is -0.02."
	Describe the Spatial Weights Matrix: Briefly describe the type of spatial weights matrix used, as this can affect the results. The choice depends on the nature of the spatial relationships in your data (e.g., distance-based, contiguity-based). Example: "The analysis utilized an inverse distance weighting scheme for the spatial weights matrix."
	Provide Contextual Interpretation: Offer a brief interpretation of what the Moran's I value means in the context of your study. Example: "The positive Moran's I value indicates that areas with high values of variable X are clustered together in the study region."
	Mention Software or Tools Used: If relevant, state the software or statistical tools used to perform the Moran's I analysis. Example: "Moran's I was calculated using the PySAL library in Python."
	Discuss Limitations or Assumptions (if necessary): If there were any notable limitations or assumptions in your spatial analysis, briefly discuss these. Example: "It should be noted that the analysis assumes stationarity in the spatial relationship across the study area."
	Graphical Representation (optional): Sometimes, including a map or graphical representation of the spatial autocorrelation can help readers visualize the patterns. Example: "Figure 2 illustrates the spatial distribution of variable X, highlighting areas of significant clustering."

In summary, a comprehensive report of Moran's I results includes the value of Moran's I, its statistical significance, details about the spatial weights matrix, and an interpretation of the findings in the context of the study. Providing these details ensures clarity and allows readers to fully understand the implications of your spatial analysis.




  

    LICENSE


                                 Apache License
                           Version 2.0, January 2004
                        http://www.apache.org/licenses/

   TERMS AND CONDITIONS FOR USE, REPRODUCTION, AND DISTRIBUTION

   1. Definitions.

      "License" shall mean the terms and conditions for use, reproduction,
      and distribution as defined by Sections 1 through 9 of this document.

      "Licensor" shall mean the copyright owner or entity authorized by
      the copyright owner that is granting the License.

      "Legal Entity" shall mean the union of the acting entity and all
      other entities that control, are controlled by, or are under common
      control with that entity. For the purposes of this definition,
      "control" means (i) the power, direct or indirect, to cause the
      direction or management of such entity, whether by contract or
      otherwise, or (ii) ownership of fifty percent (50%) or more of the
      outstanding shares, or (iii) beneficial ownership of such entity.

      "You" (or "Your") shall mean an individual or Legal Entity
      exercising permissions granted by this License.

      "Source" form shall mean the preferred form for making modifications,
      including but not limited to software source code, documentation
      source, and configuration files.

      "Object" form shall mean any form resulting from mechanical
      transformation or translation of a Source form, including but
      not limited to compiled object code, generated documentation,
      and conversions to other media types.

      "Work" shall mean the work of authorship, whether in Source or
      Object form, made available under the License, as indicated by a
      copyright notice that is included in or attached to the work
      (an example is provided in the Appendix below).

      "Derivative Works" shall mean any work, whether in Source or Object
      form, that is based on (or derived from) the Work and for which the
      editorial revisions, annotations, elaborations, or other modifications
      represent, as a whole, an original work of authorship. For the purposes
      of this License, Derivative Works shall not include works that remain
      separable from, or merely link (or bind by name) to the interfaces of,
      the Work and Derivative Works thereof.

      "Contribution" shall mean any work of authorship, including
      the original version of the Work and any modifications or additions
      to that Work or Derivative Works thereof, that is intentionally
      submitted to Licensor for inclusion in the Work by the copyright owner
      or by an individual or Legal Entity authorized to submit on behalf of
      the copyright owner. For the purposes of this definition, "submitted"
      means any form of electronic, verbal, or written communication sent
      to the Licensor or its representatives, including but not limited to
      communication on electronic mailing lists, source code control systems,
      and issue tracking systems that are managed by, or on behalf of, the
      Licensor for the purpose of discussing and improving the Work, but
      excluding communication that is conspicuously marked or otherwise
      designated in writing by the copyright owner as "Not a Contribution."

      "Contributor" shall mean Licensor and any individual or Legal Entity
      on behalf of whom a Contribution has been received by Licensor and
      subsequently incorporated within the Work.

   2. Grant of Copyright License. Subject to the terms and conditions of
      this License, each Contributor hereby grants to You a perpetual,
      worldwide, non-exclusive, no-charge, royalty-free, irrevocable
      copyright license to reproduce, prepare Derivative Works of,
      publicly display, publicly perform, sublicense, and distribute the
      Work and such Derivative Works in Source or Object form.

   3. Grant of Patent License. Subject to the terms and conditions of
      this License, each Contributor hereby grants to You a perpetual,
      worldwide, non-exclusive, no-charge, royalty-free, irrevocable
      (except as stated in this section) patent license to make, have made,
      use, offer to sell, sell, import, and otherwise transfer the Work,
      where such license applies only to those patent claims licensable
      by such Contributor that are necessarily infringed by their
      Contribution(s) alone or by combination of their Contribution(s)
      with the Work to which such Contribution(s) was submitted. If You
      institute patent litigation against any entity (including a
      cross-claim or counterclaim in a lawsuit) alleging that the Work
      or a Contribution incorporated within the Work constitutes direct
      or contributory patent infringement, then any patent licenses
      granted to You under this License for that Work shall terminate
      as of the date such litigation is filed.

   4. Redistribution. You may reproduce and distribute copies of the
      Work or Derivative Works thereof in any medium, with or without
      modifications, and in Source or Object form, provided that You
      meet the following conditions:

      (a) You must give any other recipients of the Work or
          Derivative Works a copy of this License; and

      (b) You must cause any modified files to carry prominent notices
          stating that You changed the files; and

      (c) You must retain, in the Source form of any Derivative Works
          that You distribute, all copyright, patent, trademark, and
          attribution notices from the Source form of the Work,
          excluding those notices that do not pertain to any part of
          the Derivative Works; and

      (d) If the Work includes a "NOTICE" text file as part of its
          distribution, then any Derivative Works that You distribute must
          include a readable copy of the attribution notices contained
          within such NOTICE file, excluding those notices that do not
          pertain to any part of the Derivative Works, in at least one
          of the following places: within a NOTICE text file distributed
          as part of the Derivative Works; within the Source form or
          documentation, if provided along with the Derivative Works; or,
          within a display generated by the Derivative Works, if and
          wherever such third-party notices normally appear. The contents
          of the NOTICE file are for informational purposes only and
          do not modify the License. You may add Your own attribution
          notices within Derivative Works that You distribute, alongside
          or as an addendum to the NOTICE text from the Work, provided
          that such additional attribution notices cannot be construed
          as modifying the License.

      You may add Your own copyright statement to Your modifications and
      may provide additional or different license terms and conditions
      for use, reproduction, or distribution of Your modifications, or
      for any such Derivative Works as a whole, provided Your use,
      reproduction, and distribution of the Work otherwise complies with
      the conditions stated in this License.

   5. Submission of Contributions. Unless You explicitly state otherwise,
      any Contribution intentionally submitted for inclusion in the Work
      by You to the Licensor shall be under the terms and conditions of
      this License, without any additional terms or conditions.
      Notwithstanding the above, nothing herein shall supersede or modify
      the terms of any separate license agreement you may have executed
      with Licensor regarding such Contributions.

   6. Trademarks. This License does not grant permission to use the trade
      names, trademarks, service marks, or product names of the Licensor,
      except as required for reasonable and customary use in describing the
      origin of the Work and reproducing the content of the NOTICE file.

   7. Disclaimer of Warranty. Unless required by applicable law or
      agreed to in writing, Licensor provides the Work (and each
      Contributor provides its Contributions) on an "AS IS" BASIS,
      WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or
      implied, including, without limitation, any warranties or conditions
      of TITLE, NON-INFRINGEMENT, MERCHANTABILITY, or FITNESS FOR A
      PARTICULAR PURPOSE. You are solely responsible for determining the
      appropriateness of using or redistributing the Work and assume any
      risks associated with Your exercise of permissions under this License.

   8. Limitation of Liability. In no event and under no legal theory,
      whether in tort (including negligence), contract, or otherwise,
      unless required by applicable law (such as deliberate and grossly
      negligent acts) or agreed to in writing, shall any Contributor be
      liable to You for damages, including any direct, indirect, special,
      incidental, or consequential damages of any character arising as a
      result of this License or out of the use or inability to use the
      Work (including but not limited to damages for loss of goodwill,
      work stoppage, computer failure or malfunction, or any and all
      other commercial damages or losses), even if such Contributor
      has been advised of the possibility of such damages.

   9. Accepting Warranty or Additional Liability. While redistributing
      the Work or Derivative Works thereof, You may choose to offer,
      and charge a fee for, acceptance of support, warranty, indemnity,
      or other liability obligations and/or rights consistent with this
      License. However, in accepting such obligations, You may act only
      on Your own behalf and on Your sole responsibility, not on behalf
      of any other Contributor, and only if You agree to indemnify,
      defend, and hold each Contributor harmless for any liability
      incurred by, or claims asserted against, such Contributor by reason
      of your accepting any such warranty or additional liability.

   END OF TERMS AND CONDITIONS

   APPENDIX: How to apply the Apache License to your work.

      To apply the Apache License to your work, attach the following
      boilerplate notice, with the fields enclosed by brackets "[]"
      replaced with your own identifying information. (Don't include
      the brackets!)  The text should be enclosed in the appropriate
      comment syntax for the file format. We also recommend that a
      file or class name and description of purpose be included on the
      same "printed page" as the copyright notice for easier
      identification within third-party archives.

   Copyright [yyyy] [name of copyright owner]

   Licensed under the Apache License, Version 2.0 (the "License");
   you may not use this file except in compliance with the License.
   You may obtain a copy of the License at

       http://www.apache.org/licenses/LICENSE-2.0

   Unless required by applicable law or agreed to in writing, software
   distributed under the License is distributed on an "AS IS" BASIS,
   WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
   See the License for the specific language governing permissions and
   limitations under the License.



  

    Moran's I Image Analysis

Mix.install([
  {:kino, "~> 0.12.0"},
  {:vega_lite, "~> 0.1.8"},
  {:kino_vega_lite, "~> 0.1.11"},
  {:moransi, path: __DIR__}
])

alias VegaLite, as: Vl
Introduction
This LiveBook demonstrates the capabilities of the MoransI module for computing spatial autocorrelation in images using Moran's I statistics.
Moran's I helps identify spatial patterns and clusters in 2D data.
	Global Moran's I: Provides an overall measure of spatial autocorrelation
	Local Moran's I (LISA): Identifies specific locations of clusters and outliers

Moran's I Range: Values range from -1 to 1
	Positive values: Indicate spatial clustering (similar values near each other)
	Values near 0: Indicate random spatial distribution
	Negative values: Indicate spatial dispersion (dissimilar values near each other)

Statistical Significance: Z-scores and p-values help determine if observed patterns are statistically significant.
Cluster Types:
	HH (High-High): High values surrounded by high values
	LL (Low-Low): Low values surrounded by low values
	HL (High-Low): High values surrounded by low values (outliers)
	LH (Low-High): Low values surrounded by high values (outliers)
	NS (Not Significant): No significant spatial pattern

1. Creating Test Images
Let's start by creating different types of test images to demonstrate various spatial patterns:
defmodule TestData do
  @doc """
  Create a simple test image with spatial patterns for demonstration.

  ## Parameters
  - `type`: Type of pattern (`:clustered`, `:random`, `:dispersed`)
  - `size`: Size of the square image (default: 10)

  ## Returns
  A 2D list representing the test image.
  """
  def create_test_image(type \\ :clustered, size \\ 10) do
    case type do
      :clustered ->
        # Create clustered pattern
        for i <- 0..(size-1) do
          for j <- 0..(size-1) do
            cond do
              i < div(size, 2) and j < div(size, 2) -> 1
              i >= div(size, 2) and j >= div(size, 2) -> 1
              true -> 0
            end
          end
        end

      :random ->
        # Create random pattern
        :rand.seed(:exsplus, {1, 2, 3})
        for _i <- 0..(size-1) do
          for _j <- 0..(size-1) do
            :rand.uniform(2) - 1
          end
        end

      :dispersed ->
        # Create checkerboard pattern
        for i <- 0..(size-1) do
          for j <- 0..(size-1) do
            rem(i + j, 2)
          end
        end
    end
  end
end

clustered_image = TestData.create_test_image(:clustered, 12)
random_image = TestData.create_test_image(:random, 12)
dispersed_image = TestData.create_test_image(:dispersed, 12)
2. Visualizing Test Images
Let's create heatmaps to better visualize our test images:
defmodule Visualizer do
  def image_to_heatmap_data(image, title) do
    image
    |> Enum.with_index()
    |> Enum.flat_map(fn {row, i} ->
      row
      |> Enum.with_index()
      |> Enum.map(fn {value, j} ->
        %{x: j, y: i, value: value, image: title}
      end)
    end)
  end
  
  def create_heatmap(image, title) do
    data = image_to_heatmap_data(image, title)

    Vl.new(width: 200, height: 200, title: title)
    |> Vl.data_from_values(data)
    |> Vl.mark(:rect)
    |> Vl.encode_field(:x, "x", type: :ordinal, title: "Column")
    |> Vl.encode_field(:y, "y", type: :ordinal, title: "Row", sort: :descending)
    |> Vl.encode_field(:color, "value", 
        type: :quantitative, 
        scale: [scheme: "viridis"],
        title: "Value")
  end
end

# Create heatmaps for each pattern
clustered_chart = Visualizer.create_heatmap(clustered_image, "Clustered")
random_chart = Visualizer.create_heatmap(random_image, "Random")
dispersed_chart = Visualizer.create_heatmap(dispersed_image, "Dispersed")

# Display charts
Kino.Layout.grid([clustered_chart, random_chart, dispersed_chart], columns: 3)

3. Global Moran's I Analysis
Now let's compute the global Moran's I for each pattern:
clustered_global = MoransI.global_morans_i(clustered_image)
random_global = MoransI.global_morans_i(random_image)
dispersed_global = MoransI.global_morans_i(dispersed_image)

results_data = [
  %{pattern: "Clustered", morans_i: clustered_global.morans_i, 
    z_score: clustered_global.z_score, p_value: clustered_global.p_value,
    interpretation: if(clustered_global.morans_i > 0, do: "Positive Autocorr.", else: "Negative Autocorr.")},
  %{pattern: "Random", morans_i: random_global.morans_i, 
    z_score: random_global.z_score, p_value: random_global.p_value,
    interpretation: if(abs(random_global.morans_i) < 0.1, do: "No Autocorr.", else: "Some Autocorr.")},
  %{pattern: "Dispersed", morans_i: dispersed_global.morans_i, 
    z_score: dispersed_global.z_score, p_value: dispersed_global.p_value,
    interpretation: if(dispersed_global.morans_i < 0, do: "Negative Autocorr.", else: "Positive Autocorr.")}
]

Kino.DataTable.new(results_data)
4. Detailed Analysis of Global Results
morans_chart = 
  Vl.new(width: 400, height: 300, title: "Global Moran's I by Pattern")
  |> Vl.data_from_values(results_data)
  |> Vl.mark(:bar)
  |> Vl.encode_field(:x, "pattern", type: :nominal, title: "Pattern Type")
  |> Vl.encode_field(:y, "morans_i", type: :quantitative, title: "Moran's I")
  |> Vl.encode_field(:color, "morans_i", 
      type: :quantitative,
      scale: [scheme: "redblue", domain: [-1, 1]])

zscore_chart = 
  Vl.new(width: 400, height: 300, title: "Z-Scores by Pattern")
  |> Vl.data_from_values(results_data)
  |> Vl.mark(:bar)
  |> Vl.encode_field(:x, "pattern", type: :nominal, title: "Pattern Type")
  |> Vl.encode_field(:y, "z_score", type: :quantitative, title: "Z-Score")
  |> Vl.encode_field(:color, "z_score", 
      type: :quantitative,
      scale: [scheme: "redblue"])

Kino.Layout.grid([morans_chart, zscore_chart], columns: 2)
5. Local Moran's I Analysis
Let's compute local Moran's I (LISA) for the clustered pattern:
local_results = MoransI.local_morans_i(clustered_image)

local_i_values = 
  local_results
  |> Enum.with_index()
  |> Enum.flat_map(fn {row, i} ->
    row
    |> Enum.with_index()
    |> Enum.map(fn {result, j} ->
      %{x: j, y: i, local_i: result.local_i, 
        z_score: result.z_score, p_value: result.p_value,
        cluster_type: result.cluster_type}
    end)
  end)

IO.puts("Local Moran's I Results (first few):")
local_i_values |> Enum.take(10) |> Enum.each(&IO.inspect/1)
6. Visualizing Local Moran's I
Visualizing local Moran's I (LISA) for the clustered pattern:
# Create heatmap for local Moran's I values
local_i_chart = 
  Vl.new(width: 300, height: 300, title: "Local Moran's I Values")
  |> Vl.data_from_values(local_i_values)
  |> Vl.mark(:rect)
  |> Vl.encode_field(:x, "x", type: :ordinal, title: "Column")
  |> Vl.encode_field(:y, "y", type: :ordinal, title: "Row", sort: :descending)
  |> Vl.encode_field(:color, "local_i", 
      type: :quantitative,
      scale: [scheme: "redblue"],
      title: "Local I")

# Create heatmap for cluster types
cluster_chart = 
  Vl.new(width: 300, height: 300, title: "Cluster Types (LISA)")
  |> Vl.data_from_values(local_i_values)
  |> Vl.mark(:rect)
  |> Vl.encode_field(:x, "x", type: :ordinal, title: "Column")
  |> Vl.encode_field(:y, "y", type: :ordinal, title: "Row", sort: :descending)
  |> Vl.encode_field(:color, "cluster_type", 
      type: :nominal,
      scale: [
        domain: ["hh", "ll", "hl", "lh", "ns"],
        range: ["#d62728", "#1f77b4", "#ff7f0e", "#2ca02c", "#cccccc"]
      ],
      title: "Cluster Type")

# Display significance heatmap
sig_chart = 
  Vl.new(width: 300, height: 300, title: "Statistical Significance")
  |> Vl.data_from_values(local_i_values)
  |> Vl.mark(:rect)
  |> Vl.encode_field(:x, "x", type: :ordinal, title: "Column")
  |> Vl.encode_field(:y, "y", type: :ordinal, title: "Row", sort: :descending)
  |> Vl.encode_field(:color, "p_value", 
      type: :quantitative,
      scale: [scheme: "reds", reverse: true],
      title: "P-Value")

Kino.Layout.grid([local_i_chart, cluster_chart, sig_chart], columns: 2)
7. Connectivity Comparison
Let's compare results using different connectivity patterns:
# Compare Queen (8-connectivity) vs Rook (4-connectivity)
queen_result = MoransI.global_morans_i(clustered_image, connectivity: :queen)
rook_result = MoransI.global_morans_i(clustered_image, connectivity: :rook)

connectivity_data = [
  %{connectivity: "Queen (8-conn)", morans_i: queen_result.morans_i, 
    z_score: queen_result.z_score, p_value: queen_result.p_value},
  %{connectivity: "Rook (4-conn)", morans_i: rook_result.morans_i, 
    z_score: rook_result.z_score, p_value: rook_result.p_value}
]

Kino.DataTable.new(connectivity_data)
9. Real-World Example: Simulated Satellite Data
Let's create a more realistic example simulating satellite imagery:
defmodule SatelliteSimulator do
  def create_vegetation_map(size \\ 20) do
    # Simulate vegetation density with clusters
    :rand.seed(:exsplus, {42, 17, 89})
    
    # Create base random field
    base = for _ <- 0..(size-1) do
      for _ <- 0..(size-1) do
        :rand.uniform() * 0.3
      end
    end
    
    # Add vegetation clusters
    clusters = [
      {div(size, 4), div(size, 4), 0.8},      # Forest patch
      {3 * div(size, 4), div(size, 4), 0.6},  # Grassland
      {div(size, 2), 3 * div(size, 4), 0.9}   # Dense forest
    ]
    
    for {row, i} <- Enum.with_index(base) do
      for {base_val, j} <- Enum.with_index(row) do
        cluster_effect = Enum.reduce(clusters, 0, fn {cx, cy, intensity}, acc ->
          distance = :math.sqrt((i - cx) * (i - cx) + (j - cy) * (j - cy))
          if distance < size / 8 do
            acc + intensity * :math.exp(-distance / 3)
          else
            acc
          end
        end)
        
        min(1.0, base_val + cluster_effect)
      end
    end
  end
end

# Create simulated satellite data
vegetation_map = SatelliteSimulator.create_vegetation_map(15)

# Analyze the vegetation map
veg_global = MoransI.global_morans_i(vegetation_map)
veg_local = MoransI.local_morans_i(vegetation_map)

# Visualize
veg_data = Visualizer.image_to_heatmap_data(vegetation_map, "Vegetation")
veg_chart = 
  Vl.new(width: 400, height: 400, title: "Simulated Vegetation Density")
  |> Vl.data_from_values(veg_data)
  |> Vl.mark(:rect)
  |> Vl.encode_field(:x, "x", type: :ordinal, title: "Longitude")
  |> Vl.encode_field(:y, "y", type: :ordinal, title: "Latitude", sort: :descending)
  |> Vl.encode_field(:color, "value", 
      type: :quantitative,
      scale: [scheme: "greens"],
      title: "Density")

# Extract cluster information
cluster_data = 
  veg_local
  |> Enum.with_index()
  |> Enum.flat_map(fn {row, i} ->
    row
    |> Enum.with_index()
    |> Enum.map(fn {result, j} ->
      %{x: j, y: i, cluster_type: result.cluster_type, 
        local_i: result.local_i, p_value: result.p_value}
    end)
  end)

cluster_analysis = 
  Vl.new(width: 400, height: 400, title: "Vegetation Clustering Analysis")
  |> Vl.data_from_values(cluster_data)
  |> Vl.mark(:rect)
  |> Vl.encode_field(:x, "x", type: :ordinal, title: "Longitude")
  |> Vl.encode_field(:y, "y", type: :ordinal, title: "Latitude", sort: :descending)
  |> Vl.encode_field(:color, "cluster_type", 
      type: :nominal,
      scale: [
        domain: ["hh", "ll", "hl", "lh", "ns"],
        range: ["#2d8f2d", "#8b4513", "#ff6347", "#ffd700", "#d3d3d3"]
      ],
      title: "Cluster Type")

Kino.Layout.grid([veg_chart, cluster_analysis], columns: 1)
10. Summary and Interpretation
summary_data = [
  %{analysis: "Clustered Pattern", morans_i: clustered_global.morans_i, 
    interpretation: "Strong positive autocorrelation - similar values cluster together"},
  %{analysis: "Random Pattern", morans_i: random_global.morans_i, 
    interpretation: "Weak/no autocorrelation - values are randomly distributed"},
  %{analysis: "Dispersed Pattern", morans_i: dispersed_global.morans_i, 
    interpretation: "Negative autocorrelation - checkerboard pattern"},
  %{analysis: "Vegetation Map", morans_i: veg_global.morans_i, 
    interpretation: "Positive autocorrelation - vegetation forms natural clusters"}
]

Kino.DataTable.new(summary_data)
Key Takeaways
This module is particularly useful for analyzing satellite imagery, medical imaging, geographic data, and any other 2D spatial data where understanding clustering patterns is important.
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## [0.1.2] - 2025-10-16
### Added
- Utility for coarse-graining images

## [0.1.1] - 2025-08-21
### Changed
- Minor refactor

## [0.1.0] - 2025-08-12
### Added
- Initial release



  

    
MoransI 
    



      
Moran's I spatial autocorrelation index for image data.

      


      
        Summary


  
    Functions
  


    
      
        global_morans_i(image, options \\ [])

      


        Compute global Moran's I for an image.



    


    
      
        local_morans_i(image, options \\ [])

      


        Compute local Moran's I (LISA - Local Indicators of Spatial Association) for each pixel.



    





      


      
        Functions

        


    

  
    
      
    
    
      global_morans_i(image, options \\ [])



        
          
        

    

  


  

Compute global Moran's I for an image.
Parameters
	image: 2D list of numeric values representing the image
	options: Keyword list of options	:connectivity: :queen (8-connectivity, default) or :rook (4-connectivity)
	:parallel: boolean, whether to use parallel processing (default: true)



Returns
A map containing:
	:morans_i: The Moran's I statistic
	:expected_i: Expected value under null hypothesis
	:variance: Variance of Moran's I
	:z_score: Standardized z-score
	:p_value: Approximate p-value (two-tailed)


  



    

  
    
      
    
    
      local_morans_i(image, options \\ [])



        
          
        

    

  


  

Compute local Moran's I (LISA - Local Indicators of Spatial Association) for each pixel.
Parameters
	image: 2D list of numeric values representing the image
	options: Keyword list of options	:connectivity: :queen (8-connectivity, default) or :rook (4-connectivity)
	:parallel: boolean, whether to use parallel processing (default: true)
	:chunk_size: integer, size of chunks for parallel processing (default: 1000)



Returns
A 2D list of maps, each containing:
	:local_i: Local Moran's I value for the pixel
	:z_score: Standardized z-score
	:p_value: Approximate p-value
	:cluster_type: Type of spatial cluster (:hh, :ll, :hl, :lh, or :ns)


  


        

      


  

    
MoransI.Utils.ImageTransform 
    



      
Coarse-graining using the sum of pixels in partition_size blocks, mean thresholding and output to a binary matrix.

      


      
        Summary


  
    Functions
  


    
      
        coarse_grain(image_matrix, partition_size)
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      coarse_grain(image_matrix, partition_size)



        
          
        

    

  


  

      

          @spec coarse_grain(Nx.Tensor.t(), integer()) :: [list()]


      



  


        

      


  OEBPS/dist/epub-4WIP524F.js
(()=>{var s=document.querySelector.bind(document),o=document.querySelectorAll.bind(document);function r(e){document.readyState!=="loading"?e():document.addEventListener("DOMContentLoaded",e)}var l="hll";window.addEventListener("exdoc:loaded",t);function t(){o("[data-group-id]").forEach(e=>{e.addEventListener("mouseenter",i),e.addEventListener("mouseleave",i)})}function i(e){let n=e.currentTarget,a=e.type==="mouseenter",c=n.getAttribute("data-group-id");n.parentElement.querySelectorAll(`[data-group-id="${c}"]`).forEach(u=>{u.classList.toggle(l,a)})}r(()=>{t()});})();




