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    Getting Started

This guide introduces Nebulex, a local and distributed
caching toolkit for Elixir. The Nebulex API is heavily inspired by
Ecto, leveraging its simplicity,
flexibility, and pluggable architecture. Like Ecto, developers can provide
their own cache (adapter) implementations. In this guide, we'll learn
the basics of Nebulex, including how to write, read, and delete cache entries.

Adding Nebulex to Your Application
Let's start by creating a new Elixir application:
mix new blog --sup

The --sup option ensures that this application has
a supervision tree,
which will be needed by Nebulex later on.
To add Nebulex to your application, follow these steps:
Step 1: Add Dependencies
Add both Nebulex and the cache adapter as dependencies
to your mix.exs file by updating the deps definition:
defp deps do
  [
    {:nebulex, "~> 3.0"},
    # Use the official local cache adapter
    {:nebulex_local, "~> 3.0"},
    # Required for caching decorators (recommended)
    {:decorator, "~> 1.4"},
    # Required for telemetry events (recommended)
    {:telemetry, "~> 1.0"},
    # Required for :shards backend in local adapter
    {:shards, "~> 1.1"}
  ]
end
To provide more flexibility and load only the needed dependencies, Nebulex makes
all dependencies optional, including the adapters. For example:
	For enabling declarative decorator-based caching:
Add :decorator to the dependency list.

	For enabling Telemetry events: Add :telemetry to the dependency list.
See the Info API guide
for monitoring cache stats and metrics.

	For intensive workloads when using Nebulex.Adapters.Local adapter:
You may want to use :shards as the backend for partitioned ETS tables.
In such cases, add :shards to the dependency list.


Install these dependencies by running:
mix deps.get

Step 2: Generate Cache Configuration
We now need to define a Cache and set up some configuration for Nebulex so that
we can perform actions on a cache from within the application's code.
Generate the required configuration by running:
mix nbx.gen.cache -c Blog.Cache

This command will generate the configuration required to use the cache. The
first bit of configuration is in config/config.exs:
config :blog, Blog.Cache,
  # Sets :shards as backend (defaults to :ets)
  # backend: :shards,
  # GC interval for pushing a new generation (e.g., 12 hrs)
  gc_interval: :timer.hours(12),
  # Max number of entries (e.g., 1 million)
  max_size: 1_000_000,
  # Max memory size in bytes (e.g., 2GB)
  allocated_memory: 2_000_000_000,
  # GC interval for checking memory and maybe evict entries (e.g., 10 sec)
  gc_memory_check_interval: :timer.seconds(10)
If you want to use :shards as the backend, uncomment the backend: option.
See the adapter documentation for more information.

The Blog.Cache module is defined in lib/blog/cache.ex by our
mix nbx.gen.cache command:
defmodule Blog.Cache do
  use Nebulex.Cache,
    otp_app: :blog,
    adapter: Nebulex.Adapters.Local
end
This module is what we'll use to interact with the cache. It uses the
Nebulex.Cache module and expects the :otp_app option. The otp_app
tells Nebulex which Elixir application to look for cache configuration in.
In this case, we've specified that it is the :blog application where Nebulex
can find that configuration, so Nebulex will use the configuration that was
set up in config/config.exs.
Step 3: Add to Supervision Tree
The final piece of configuration is to set up the Blog.Cache as a
supervisor within the application's supervision tree. We can do this in
lib/blog/application.ex, inside the start/2 function:
def start(_type, _args) do
  children = [
    Blog.Cache
  ]

  # ... rest of your supervision tree
This configuration will start the Nebulex process which receives and executes
our application's commands. Without it, we wouldn't be able to use the cache
at all!
We've now configured our application so that it's able to execute commands
against our cache.
⚠️ Important: Make sure the cache is placed first in the children
list, or at least before the processes that use it. Otherwise, there
could be race conditions causing exceptions; processes attempting to use
the cache before it has even started.


Inserting Entries
We can insert new entries into our blog cache with this code:
iex> user = %{id: 1, first_name: "Galileo", last_name: "Galilei"}
iex> Blog.Cache.put(user[:id], user, ttl: :timer.hours(1))
:ok
To insert data into our cache, we call put on Blog.Cache. This function
tells Nebulex that we want to insert a new key/value entry into the cache
corresponding to Blog.Cache.
It's also possible to insert multiple entries at once:
iex> users = %{
...>   1 => %{id: 1, first_name: "Galileo", last_name: "Galilei"},
...>   2 => %{id: 2, first_name: "Charles", last_name: "Darwin"},
...>   3 => %{id: 3, first_name: "Albert", last_name: "Einstein"}
...> }
iex> Blog.Cache.put_all(users)
:ok
The given entries can be a map or a key/value tuple list.

Inserting New Entries vs. Replacing Existing Ones
As we saw previously, put creates a new entry in the cache if it doesn't
exist, or overrides it if it does exist (including the :ttl). However, there
might be circumstances where we want to set the entry only if it doesn't exist,
or the other way around. For those cases, you can use put_new and replace
functions instead.
Let's try the put_new and put_new! functions:
iex> new_user = %{id: 4, first_name: "John", last_name: "Doe"}
iex> Blog.Cache.put_new(new_user.id, new_user, ttl: 900)
{:ok, true}

iex> Blog.Cache.put_new(new_user.id, new_user)
{:ok, false}

# Same as the previous one but raises `Nebulex.Error` in case of error
iex> Blog.Cache.put_new!(new_user.id, new_user)
false
Now let's try the replace and replace! functions:
iex> existing_user = %{id: 5, first_name: "John", last_name: "Doe2"}
iex> Blog.Cache.replace(existing_user.id, existing_user)
{:ok, false}

iex> Blog.Cache.put_new(existing_user.id, existing_user)
{:ok, true}

iex> Blog.Cache.replace(existing_user.id, existing_user, ttl: 900)
{:ok, true}

# same as previous one but raises `Nebulex.Error` in case of error
iex> Blog.Cache.replace!(existing_user.id, existing_user)
true

iex> Blog.Cache.replace!("unknown", existing_user)
false
It is also possible to insert multiple new entries at once:
iex> new_users = %{
...>   6 => %{id: 6, first_name: "Isaac", last_name: "Newton"},
...>   7 => %{id: 7, first_name: "Marie", last_name: "Curie"}
...> }
iex> Blog.Cache.put_new_all(new_users)
{:ok, true}

# none of the entries is inserted if at least one key already exists
iex> Blog.Cache.put_new_all(new_users)
{:ok, false}

# same as previous one but raises `Nebulex.Error` in case of error
iex> Blog.Cache.put_new_all!(new_users)
false
Retrieving entries
Let's start off with fetching data by the key, which is the most basic and
common operation to retrieve data from a cache.
# Using `fetch` callback
iex> {:ok, user1} = Blog.Cache.fetch(1)
iex> user1.id
1

# If the key doesn't exist an error tuple is returned
iex> {:error, %Nebulex.KeyError{} = e} = Blog.Cache.fetch("unknown")
iex> e.key
"unknown"

# Using `fetch!` (same as `fetch` but raises an exception in case of error)
iex> user1 = Blog.Cache.fetch!(1)
iex> user1.id
1

# Using `get` callback (returns the default in case the key doesn't exist)
iex> {:ok, user1} = Blog.Cache.get(1)
iex> user1.id
1

# Returns the default because the key doesn't exist
iex> Blog.Cache.get("unknown")
{:ok, nil}
iex> Blog.Cache.get("unknown", "default")
{:ok, "default"}

# Using `get!` (same as `get` but raises an exception in case of error)
iex> user1 = Blog.Cache.get!(1)
iex> user1.id
1
iex> Blog.Cache.get!("unknown")
nil
iex> Blog.Cache.get!("unknown", "default")
"default"

iex> Enum.map(1..3, &(Blog.Cache.get!(&1).first_name))
["Galileo", "Charles", "Albert"]
There is a function has_key? to check if a key exist in cache:
iex> Blog.Cache.has_key?(1)
{:ok, true}

iex> Blog.Cache.has_key?(10)
{:ok, false}
Updating entries
Nebulex provides update and get_and_update functions to update an
entry value based on current one, for example:
iex> initial = %{id: 1, first_name: "", last_name: ""}

# using `get_and_update`
iex> Blog.Cache.get_and_update(1, fn v ->
...>   if v, do: {v, %{v | first_name: "X"}}, else: {v, initial}
...> end)
{:ok, {_old, _updated}}

# using `update`
iex> Blog.Cache.update(1, initial, &(%{&1 | first_name: "Y"}))
{:ok, _updated}
You can also use the version with the trailing bang (!) get_and_update!
and !update.

Fetch or Store and Get or Store
Nebulex provides two powerful functions for lazy loading and caching:
fetch_or_store and get_or_store. These functions are particularly useful in
scenarios where you want to:
	Lazy load data: Only fetch data from an external source when it's actually
requested.
	Cache expensive operations: Store the result of database queries, API
calls, or complex computations.
	Implement cache-aside pattern: Check the cache first, then fall back to
the data source if needed.
	Avoid cache stampede: Prevent multiple concurrent requests from hitting
the same expensive operation.

The key difference between these functions is how they handle the return value
from the provided function:
	fetch_or_store expects the function to return {:ok, value} or
{:error, reason} and only caches successful results.
	get_or_store always caches whatever the function returns, including error
tuples.

Fetch or Store
Use fetch_or_store when you want to cache only successful results and handle
errors separately:
# Cache successful API responses, but don't cache errors
iex> Blog.Cache.fetch_or_store("user:123", fn ->
...>   case fetch_user_from_api(123) do
...>     {:ok, user} -> {:ok, user}
...>     {:error, reason} -> {:error, reason}
...>   end
...> end)
{:ok, %{id: 123, name: "John Doe"}}

# If the function returns an error, it won't be cached
iex> Blog.Cache.fetch_or_store("user:999", fn ->
...>   {:error, "User not found"}
...> end)
{:error, %Nebulex.Error{reason: "User not found"}}

# Subsequent calls will still execute the function since errors aren't cached
iex> Blog.Cache.fetch_or_store("user:999", fn ->
...>   {:error, "User not found"}
...> end)
{:error, %Nebulex.Error{reason: "User not found"}}
Get or Store
Use get_or_store when you want to cache everything, including error responses:
# Cache API responses regardless of success or failure
iex> Blog.Cache.get_or_store("api:users", fn ->
...>   fetch_users_from_api()
...> end)
{:ok, %{users: [%{id: 1, name: "John"}]}}

# Even error responses get cached
iex> Blog.Cache.get_or_store("api:invalid", fn ->
...>   {:error, "Rate limited"}
...> end)
{:ok, {:error, "Rate limited"}}

# Subsequent calls return the cached error without hitting the API
iex> Blog.Cache.get_or_store("api:invalid", fn ->
...>   {:error, "Rate limited"}
...> end)
{:ok, {:error, "Rate limited"}}
When to Use Each
	Use fetch_or_store when:
	You want to cache only successful results
	You need to handle errors differently (e.g., retry logic)
	You're implementing a cache-aside pattern for external APIs
	You want to avoid caching transient failures


	Use get_or_store when:
	You want to cache everything (success and errors)
	You're implementing rate limiting or circuit breaker patterns
	You want to avoid repeated expensive operations even when they fail
	You're caching database query results



Note: Both functions are not atomic operations. They use fetch and put
under the hood, but the function execution happens outside the cache
transaction. If you need atomicity, consider wrapping the operation
in a transaction/2 call.

Counters
The function incr is provided to increment or decrement a counter; by default,
a counter is initialized to 0. Let's see how counters works:
# by default, the counter is incremented by 1
iex> Blog.Cache.incr(:my_counter)
{:ok, 1}

# but we can also provide a custom increment value
iex> Blog.Cache.incr(:my_counter, 5)
{:ok, 6}

# to decrement the counter, just pass a negative value
iex> Blog.Cache.incr(:my_counter, -5)
{:ok, 1}

# using `incr!`
iex> Blog.Cache.incr!(:my_counter)
2
Deleting entries
We've now covered inserting, reading and updating entries. Now let's see how to
delete an entry using Nebulex.
iex> Blog.Cache.delete(1)
:ok

# or `delete!`
iex> Blog.Cache.delete!(1)
:ok
Take
This is another way not only for deleting an entry but also for retrieving it
before its delete it:
iex> Blog.Cache.take(1)
{:ok, _entry}

# If the key doesn't exist an error tuple is returned
iex> {:error, %Nebulex.KeyError{} = e} = Blog.Cache.take("nonexistent")
iex> e.key
"nonexistent"

# same as previous one but raises `Nebulex.KeyError`
iex> Blog.Cache.take!("nonexistent")
Entry expiration
You can get the remaining TTL or expiration time for a key like so:
# If no TTL is set when the entry is created, `:infinity` is set by default
iex> Blog.Cache.ttl(1)
{:ok, :infinity}

# If the key doesn't exist an error tuple is returned
iex> {:error, %Nebulex.KeyError{} = e} = Blog.Cache.ttl("nonexistent")
iex> e.key
"nonexistent"

# Same as `ttl` but an exception is raised if an error occurs
iex> Blog.Cache.ttl!(1)
:infinity
You could also change or update the expiration time using expire, like so:
iex> Blog.Cache.expire(1, :timer.hours(1))
{:ok, true}

# When the key doesn't exist false is returned
iex> Blog.Cache.expire("nonexistent", :timer.hours(1))
{:ok, false}

# Same as `expire` but an exception is raised if an error occurs
iex> Blog.Cache.expire!(1, :timer.hours(1))
true
Query and/or Stream entries
Nebulex provides functions to fetch, count, delete, or stream all entries from
cache matching the given query.
Fetch all entries from cache matching the given query
# by default, returns all entries
iex> Blog.Cache.get_all() #=> The query is set to nil by default
{:ok, _all_entries}

# fetch all entries and return the keys
iex> Blog.Cache.get_all(select: :key)
{:ok, _all_keys}

# fetch all entries and return the values
iex> Blog.Cache.get_all(select: :value)
{:ok, _all_values}

# fetch entries associated to the requested keys
iex> Blog.Cache.get_all(in: [1, 2])
{:ok, _fetched_entries}

# raises an exception in case of error
iex> Blog.Cache.get_all!()
_all_entries

# raises an exception in case of error
iex> Blog.Cache.get_all!(in: [1, 2])
_fetched_entries

# built-in queries in `Nebulex.Adapters.Local` adapter
iex> Blog.Cache.get_all() #=> Equivalent to Blog.Cache.get_all(query: nil)

# if we are using `Nebulex.Adapters.Local` adapter, the stored entry
# is a tuple `{:entry, key, value, touched, ttl}`, then the match spec
# could be something like:
iex> spec = [{{:_, :"$1", :"$2", :_, :_}, [{:>, :"$1", 10}], [{{:"$1", :"$2"}}]}]
iex> Blog.Cache.get_all(query: spec)
{:ok, _all_matched}

# using Ex2ms
iex> import Ex2ms
iex> spec =
...>   fun do
...>     {_, key, value, _, _} when key > 10 -> {key, value}
...>   end
iex> Blog.Cache.get_all(query: spec)
{:ok, _all_matched}
Count all entries from cache matching the given query
For example, to get the total number of cached objects (cache size):
# by default, counts all entries
iex> Blog.Cache.count_all() #=> The query is set to nil by default
{:ok, _num_cached_entries}

# raises an exception in case of error
iex> Blog.Cache.count_all!()
_num_cached_entries
Similar to get_all, you can pass a query to count only the matched entries.
For example, Blog.Cache.count_all(query: query).
Delete all entries from cache matching the given query
Similar to count_all/2, Nebulex provides delete_all/2 to not only count
the matched entries but also remove them from the cache at once, in one single
execution.
The first example is flushing the cache, delete all cached entries (which is
the default behavior when none query is provided):
iex> Blog.Cache.delete_all()
{:ok, _num_of_removed_entries}

# raises an exception in case of error
iex> Blog.Cache.delete_all!()
_num_of_removed_entries
One may also delete a list of keys at once (like a bulk delete):
iex> Blog.Cache.delete_all(in: ["k1", "k2"])
{:ok, _num_of_removed_entries}

# raises an exception in case of error
iex> Blog.Cache.delete_all!(in: ["k1", "k2"])
_num_of_removed_entries
Stream all entries from cache matching the given query
Similar to get_all but returns a lazy enumerable that emits all entries from
the cache matching the provided query.
If the query is nil, then all entries in cache match and are returned when the
stream is evaluated (based on the :select option).
iex> {:ok, stream} = Blog.Cache.stream()
iex> Enum.to_list(stream)
_all_matched

iex> {:ok, stream} = Blog.Cache.stream(select: :key)
iex> Enum.to_list(stream)
_all_matched

iex> {:ok, stream} = Blog.Cache.stream([select: :value], max_entries: 100)
iex> Enum.to_list(stream)
_all_matched

# raises an exception in case of error
iex> stream = Blog.Cache.stream!()
iex> Enum.to_list(stream)
_all_matched

# using `Nebulex.Adapters.Local` adapter
iex> spec = [{{:entry, :"$1", :"$2", :_, :_}, [{:<, :"$1", 3}], [{{:"$1", :"$2"}}]}]
iex> {:ok, stream} = Blog.Cache.stream(query: spec)
iex> Enum.to_list(stream)
_all_matched

# using Ex2ms
iex> import Ex2ms
iex> spec =
...>   fun do
...>     {:entry, key, value, _, _} when key < 3 -> {key, value}
...>   end
iex> {:ok, stream} = Blog.Cache.stream(query: spec)
iex> Enum.to_list(stream)
_all_matched
Cache Info API
Since Nebulex v3, there is a new API for getting information about the cache
(including stats).
Although Nebulex suggests the adapters add information items like :server,
:memory, and :stats, the adapters are free to add the information
specification keys they want. Therefore, it is important to check the adapter
documentation. For this example, we use the official local adapter that supports
the suggested items.
# Returns all information items
iex> {:ok, info} = Blog.Cache.info()
iex> info
%{
  server: %{
    nbx_version: "3.0.0",
    cache_module: "Blog.Cache",
    cache_adapter: "Nebulex.Adapters.Local",
    cache_name: "Blog.Cache",
    cache_pid: #PID<0.111.0>
  },
  memory: %{
    total: 1_000_000,
    used: 0
  },
  stats: %{
    deletions: 0,
    evictions: 0,
    expirations: 0,
    hits: 0,
    misses: 0,
    updates: 0,
    writes: 0
  }
}

# Returns a single item
iex> Blog.Cache.info!(:server)
%{
  nbx_version: "3.0.0",
  cache_module: "Blog.Cache",
  cache_adapter: "Nebulex.Adapters.Local",
  cache_name: "Blog.Cache",
  cache_pid: #PID<0.111.0>
}

# Returns the given items
iex> Blog.Cache.info!([:server, :stats])
%{
  server: %{
    nbx_version: "3.0.0",
    cache_module: "Blog.Cache",
    cache_adapter: "Nebulex.Adapters.Local",
    cache_name: "Blog.Cache",
    cache_pid: #PID<0.111.0>
  },
  stats: %{
    deletions: 0,
    evictions: 0,
    expirations: 0,
    hits: 0,
    misses: 0,
    updates: 0,
    writes: 0
  }
}
Cache events
Since Nebulex v3, a powerful event system is available for monitoring cache
operations. You can register event listeners that are invoked after cache
entries are mutated, enabling you to build sophisticated monitoring, logging,
and analytics systems.
Basic Event Handling
The simplest way to handle cache events is to register a listener function:
defmodule Blog.Cache.EventHandler do
  def handle(event) do
    IO.inspect(event, label: "Cache Event")
  end
end

# Register the event listener
iex> Blog.Cache.register_event_listener(&Blog.Cache.EventHandler.handle/1)
:ok

# Now perform some cache operations to see events
iex> Blog.Cache.put("user:123", %{id: 123, name: "John Doe"})
:ok

#=> Cache Event: %Nebulex.Event.CacheEntryEvent{
#=>   cache: Blog.Cache,
#=>   name: Blog.Cache,
#=>   type: :inserted,
#=>   target: {:key, "user:123"},
#=>   command: :put,
#=>   metadata: []
#=> }

iex> Blog.Cache.replace("user:123", %{id: 123, name: "John Doe", email: "john@example.com"})
{:ok, %{id: 123, name: "John Doe", email: "john@example.com"}}

#=> Cache Event: %Nebulex.Event.CacheEntryEvent{
#=>   cache: Blog.Cache,
#=>   type: :updated,
#=>   target: {:key, "user:123"},
#=>   command: :replace,
#=>   metadata: []
#=> }

iex> Blog.Cache.delete("user:123")
:ok

#=> Cache Event: %Nebulex.Event.CacheEntryEvent{
#=>   cache: Blog.Cache,
#=>   type: :deleted,
#=>   target: {:key, "user:123"},
#=>   command: :delete,
#=>   metadata: []
#=> }
Event Types and Commands
Cache events are triggered by different operations and have specific types:
	:inserted - When entries are added via put, put_new, put_all,
or put_new_all.
	:updated - When existing entries are modified via replace, expire,
or touch.
	:deleted - When entries are removed via delete or delete_all.
	:expired - When entries are evicted due to TTL expiration.

Advanced Event Handling with Filters
You can use filters to only receive events for specific operations or
conditions. Filters are functions that return true to process an event
or false to ignore it. This approach is more efficient than filtering
in the handler function because:
	Performance: Events are filtered before reaching your handler, reducing
unnecessary function calls.
	Clarity: Handler functions can focus on processing logic rather than
filtering logic.
	Reusability: Filter functions can be shared between different handlers.
	Composability: You can create complex filtering logic by combining
multiple filter functions.

defmodule Blog.Cache.AnalyticsHandler do
  def handle_insertions(event) do
    # Only handle insertions (filter ensures this is always :inserted)
    %{target: {:key, key}} = event
    IO.puts("New cache entry: #{key}")
    # Send metrics to your analytics system
    # increment_counter("cache.insertions")
  end

  def handle_user_events(event) do
    # Only handle events for user-related keys (filter ensures this is always a user key)
    %{target: {:key, key}, type: type} = event
    IO.puts("User cache event: #{type} for #{key}")
  end

  # Filter functions - return true to process the event, false to ignore it
  def filter_insertions(%{type: :inserted}), do: true
  def filter_insertions(_other), do: false

  def filter_user_keys(%{target: {:key, "user:" <> _ = key}}), do: true
  def filter_user_keys(_other), do: false

  def filter_specific_commands(%{command: command}) when command in [:put, :put_new], do: true
  def filter_specific_commands(_other), do: false
end

# Register listeners with specific filters
iex> Blog.Cache.register_event_listener(
...>   &Blog.Cache.AnalyticsHandler.handle_insertions/1,
...>   id: :insertion_tracker,
...>   filter: &Blog.Cache.AnalyticsHandler.filter_insertions/1
...> )
:ok

iex> Blog.Cache.register_event_listener(
...>   &Blog.Cache.AnalyticsHandler.handle_user_events/1,
...>   id: :user_tracker,
...>   filter: &Blog.Cache.AnalyticsHandler.filter_user_keys/1
...> )
:ok

# You can also combine filters for more specific event handling
iex> Blog.Cache.register_event_listener(
...>   &Blog.Cache.AnalyticsHandler.handle_insertions/1,
...>   id: :put_operations,
...>   filter: &Blog.Cache.AnalyticsHandler.filter_specific_commands/1
...> )
:ok

# Now only relevant events will be processed
iex> Blog.Cache.put("user:456", %{id: 456, name: "Jane Smith"})
:ok
#=> New cache entry: user:456
#=> User cache event: inserted for user:456

iex> Blog.Cache.put("config:theme", "dark")
:ok
#=> New cache entry: config:theme
# (no user event since the filter excludes non-user keys)

iex> Blog.Cache.replace("user:456", %{id: 456, name: "Jane Smith", email: "jane@example.com"})
{:ok, %{id: 456, name: "Jane Smith", email: "jane@example.com"}}
#=> User cache event: updated for user:456
# (no insertion event since replace doesn't trigger :inserted type)
Event Metadata and Context
You can attach custom metadata to your event listeners for additional context:
defmodule Blog.Cache.MonitoringHandler do
  def handle_with_context(%{metadata: metadata} = event) do
    case metadata do
      [environment: env, service: service] ->
        IO.puts("[#{env}] #{service}: #{event.type} event for #{inspect(event.target)}")

      [level: level] ->
        # Different handling based on monitoring level
        case level do
          :debug -> IO.inspect(event, label: "DEBUG")
          :info -> IO.puts("Cache #{event.type}: #{inspect(event.target)}")
          :warn -> IO.puts("WARNING: Cache #{event.type} event")
        end

      _ ->
        IO.puts("Cache event: #{event.type}")
    end
  end
end

# Register with different metadata configurations
iex> Blog.Cache.register_event_listener(
...>   &Blog.Cache.MonitoringHandler.handle_with_context/1,
...>   id: :production_monitor,
...>   metadata: [environment: :production, service: :blog_api]
...> )
:ok

iex> Blog.Cache.register_event_listener(
...>   &Blog.Cache.MonitoringHandler.handle_with_context/1,
...>   id: :debug_monitor,
...>   metadata: [level: :debug]
...> )
:ok

# Events now include the metadata
iex> Blog.Cache.put("post:789", %{title: "Hello World"})
:ok
#=> [production] blog_api: inserted event for {:key, "post:789"}
#=> DEBUG: %Nebulex.Event.CacheEntryEvent{...}
Managing Event Listeners
You can register multiple listeners and manage them individually:
# Register with custom IDs for easier management
iex> Blog.Cache.register_event_listener(
...>   &Blog.Cache.EventHandler.handle/1,
...>   id: :general_logger
...> )
{:ok, :general_logger}

iex> Blog.Cache.register_event_listener(
...>   &Blog.Cache.AnalyticsHandler.handle_insertions/1,
...>   id: :analytics
...> )
{:ok, :analytics}

# Unregister specific listeners
iex> Blog.Cache.unregister_event_listener(:general_logger)
:ok

iex> Blog.Cache.unregister_event_listener(:analytics)
:ok
Performance Considerations
Event listeners are executed synchronously and can impact cache operation
performance. Keep your event handlers lightweight:
defmodule Blog.Cache.FastEventHandler do
  def handle(event) do
    # Send to a separate process for heavy processing
    spawn(fn -> process_event_async(event) end)

    # Or use GenServer for queuing
    # Blog.Cache.EventProcessor.cast(event)

    :ok
  end

  defp process_event_async(event) do
    # Heavy processing here (database writes, external API calls, etc.)
    :timer.sleep(100) # Simulate heavy work
    IO.puts("Processed event: #{event.type}")
  end
end
Note: Event listeners are fired after the cache operation completes,
so they don't affect the success or failure of the cache operation itself.
They're perfect for monitoring, analytics, and side effects that shouldn't
interfere with cache performance.

Distributed cache topologies
Partitioned Cache
Nebulex provides the adapter Nebulex.Adapters.Partitioned, which allows to
set up a partitioned cache topology. First of all, we need to add
:nebulex_distributed to the dependencies in the mix.exs:
defp deps do
  [
    {:nebulex, "~> 3.0"},
    # Use the official local cache adapter
    {:nebulex_local, "~> 3.0"},
    # Use the official distributed cache adapters
    {:nebulex_distributed, "~> 3.0"},
    # Required for caching decorators (recommended)
    {:decorator, "~> 1.4"},
    # Required for telemetry events (recommended)
    {:telemetry, "~> 1.0"},
    # Required for :shards backend in local adapter
    {:shards, "~> 1.1"}
  ]
end
Let's set up the partitioned cache by using the mix task
mix nbx.gen.cache.partitioned:
mix nbx.gen.cache.partitioned -c Blog.PartitionedCache
As we saw previously, this command will generate the cache in
lib/bolg/partitioned_cache.ex (in this case using the partitioned adapter)
module along with the initial configuration in config/config.exs.
The cache:
defmodule Blog.PartitionedCache do
  use Nebulex.Cache,
    otp_app: :blog,
    adapter: Nebulex.Adapters.Partitioned,
    primary_storage_adapter: Nebulex.Adapters.Local
end
And the config:
config :blog, Blog.PartitionedCache,
  primary: [
    # When using :shards as backend
    backend: :shards,
    # GC interval for pushing new generation: 12 hrs
    gc_interval: :timer.hours(12),
    # Max 1 million entries in cache
    max_size: 1_000_000,
    # Max 2 GB of memory
    allocated_memory: 2_000_000_000,
    # GC memory check interval
    gc_memory_check_interval: :timer.seconds(10)
  ]
And remember to add the new cache Blog.PartitionedCache to your application's
supervision tree (such as we did it previously):
def start(_type, _args) do
  children = [
    Blog.Cache,
    Blog.PartitionedCache
  ]

  ...
Now we are ready to start using our partitioned cache!
Timeout option
The Nebulex.Adapters.Partitioned supports :timeout option, it is a value in
milliseconds for the command that will be executed.
iex> Blog.PartitionedCache.get("foo", timeout: 10)
#=> {:ok, value}

# when the command's call timed out an error is returned
iex> Blog.PartitionedCache.put("foo", "bar", timeout: 10)
#=> {:error, %Nebulex.Error{reason: :timeout}}
To learn more about how partitioned cache works, please check
Nebulex.Adapters.Partitioned documentation, and also it is recommended see the
partitioned cache example.
Multilevel Cache
Nebulex also provides the adapter Nebulex.Adapters.Multilevel, which allows to
setup a multi-level caching hierarchy. The adapter is also included in the
:nebulex_distributed dependency.
Let's set up the multilevel cache by using the mix task
mix nbx.gen.cache.multilevel:
mix nbx.gen.cache.multilevel -c Blog.NearCache
By default, the command generates a 2-level near-cache topology. The first
level or L1 using Nebulex.Adapters.Local adapter, and the second one or L2
using Nebulex.Adapters.Partitioned adapter.
The generated cache module lib/blog/near_cache.ex:
defmodule Blog.NearCache do
  use Nebulex.Cache,
    otp_app: :blog,
    adapter: Nebulex.Adapters.Multilevel

  ## Cache Levels

  # Default auto-generated L1 cache (local)
  defmodule L1 do
    use Nebulex.Cache,
      otp_app: :blog,
      adapter: Nebulex.Adapters.Local
  end

  # Default auto-generated L2 cache (partitioned cache)
  defmodule L2 do
    use Nebulex.Cache,
      otp_app: :blog,
      adapter: Nebulex.Adapters.Partitioned
  end
end
And the configuration (config/config.exs):
config :blog, Blog.NearCache,
  model: :inclusive,
  levels: [
    # Default auto-generated L1 cache (local)
    {
      Blog.NearCache.L1,
      # GC interval for pushing new generation: 12 hrs
      gc_interval: :timer.hours(12),
      # Max 1 million entries in cache
      max_size: 1_000_000
    },
    # Default auto-generated L2 cache (partitioned cache)
    {
      Blog.NearCache.L2,
      primary: [
        # GC interval for pushing new generation: 12 hrs
        gc_interval: :timer.hours(12),
        # Max 1 million entries in cache
        max_size: 1_000_000
      ]
    }
  ]
Remember you can add backend: :shards to use Shards as backend.

Finally, add the new cache Blog.NearCache to your application's supervision
tree (such as we did it previously):
def start(_type, _args) do
  children = [
    Blog.Cache,
    Blog.PartitionedCache,
    Blog.NearCache
  ]

  ...
Let's try it out!
iex> Blog.NearCache.put("foo", "bar", ttl: :timer.hours(1))
:ok

iex> Blog.NearCache.get!("foo")
"bar"
To learn more about how multilevel-cache works, please check
Nebulex.Adapters.Multilevel documentation, and also it is recommended see the
near cache example.
Next
	Decorators-based DSL for cache usage patterns.



  

    Official adapters

Currently we officially support the following adapters:
	Cache	Nebulex Adapter	Dependency
	Nil (special adapter to disable caching)	Nebulex.Adapters.Nil	Built-In
	Generational Local Cache	Nebulex.Adapters.Local	nebulex_local
	Partitioned	Nebulex.Adapters.Partitioned	nebulex_distributed
	Multilevel	Nebulex.Adapters.Multilevel	nebulex_distributed
	Redis	Nebulex.Adapters.Redis	nebulex_redis_adapter
	Cachex	Nebulex.Adapters.Cachex	nebulex_adapters_cachex
	DiskLFU	Nebulex.Adapters.DiskLFU	nebulex_disk_lfu

The adapter documentation links above will help you get started with your
adapter of choice. For API reference, you can check out the
Nebulex Cache API.
[!NOTE]
All the official adapters listed above support Nebulex v3.

Non-official adapters
The following non-official adapters are available:
Cache | Nebulex Adapter | Dependency
:-----| :---------------| :---------
Distributed with Horde | Nebulex.Adapters.Horde | nebulex_adapters_horde
Multilevel with cluster broadcasting | NebulexLocalMultilevelAdapter | nebulex_local_multilevel_adapter
Ecto Postgres table | Nebulex.Adapters.Ecto | nebulex_adapters_ecto


  

    Cache Usage Patterns with Caching Decorators

Nebulex supports several common cache access patterns via
caching decorators.
The following documentation about caching patterns is based on
EHCache Docs


Choosing a Caching Pattern
	Pattern	Best For	Pros	Cons
	Cache-Aside	Simple apps, manual control	Direct code paths, flexibility	App complexity, cache inconsistency risk
	Read-Through	Frequent reads, consistent loading	Simpler app code, automatic loading	Cache hide performance issues
	Write-Through	Critical data, consistency	Cache/SoR in sync, safe	Performance overhead, blocking
	Cache-as-SoR	High-throughput, abstraction preferred	Cleanest code, abstracted SoR	Black box behavior, harder debugging


Cache-Aside
The cache-aside pattern involves direct cache usage in application code.
When accessing the system-of-record (SoR), the application first checks the
cache. If the data exists in the cache, it's returned directly, bypassing the
SoR. Otherwise, the application fetches the data from the SoR, stores it in the
cache, and then returns it. When writing data, both the cache and SoR must be
updated.
Reading Values
Imperative approach:
# Check cache first, then fall back to SoR
with {:error, _reason} <- MyCache.fetch(key) do
  value = SoR.get(key)  # e.g., Ecto.Repo
  MyCache.put(key, value)
  value
end
Declarative approach (with cacheable decorator):
defmodule MyApp.Users do
  use Nebulex.Caching, cache: MyApp.Cache

  # Cache-aside: automatically check cache, load from SoR if miss
  @decorate cacheable(key: user_id)
  def get_user(user_id) do
    MyApp.Repo.get(User, user_id)
  end
end
Writing Values
Imperative approach:
# Update both cache and SoR
MyCache.put(key, value)
SoR.insert(key, value)  # e.g., Ecto.Repo
Declarative approach (with cache_put or cache_evict decorators):
# Option 1: Update cache when SoR is updated
@decorate cache_put(key: user_id)
def update_user(user_id, attrs) do
  MyApp.Repo.update!(User, attrs)
end

# Option 2: Evict cache when SoR is updated (let next read reload)
@decorate cache_evict(key: user_id)
def delete_user(user_id) do
  MyApp.Repo.delete!(User, user_id)
end
This is the default behavior for most caches, requiring direct interaction with
both the cache and the SoR (typically a database). The decorator-based approach
automates cache management while keeping the pattern explicit in the code.

Cache-as-SoR
The cache-as-SoR pattern uses the cache as the primary system-of-record
(SoR). The pattern delegates SoR reading and writing activities to the cache,
so that application code is (at least directly) absolved of this responsibility.
To implement the cache-as-SoR pattern, use a combination of the following
read and write patterns:
	Read-through
	Write-through

Advantages
	Less cluttered application code (improved maintainability through
centralized SoR read/write operations).
	Choice of write-through or write-behind strategies on a per-cache basis.
	Allows the cache to solve the thundering-herd problem.

Disadvantages
	Less directly visible code-path – Behavior is abstracted and less obvious
when reading the code. However, this is where declarative decorator-based
caching comes in. Nebulex provides decorators to abstract most of the logic
behind Read-through and Write-through patterns and make the
implementation extremely easy.


Read-Through
Under the read-through pattern, the cache is configured with a loader
component that knows how to load data from the system-of-record (SoR).
When the cache is asked for the value associated with a given key and such an
entry does not exist within the cache, the cache invokes the loader to retrieve
the value from the SoR, then caches the value, and finally returns it to the
caller.
The next time the cache is asked for the value for the same key, it can be
returned from the cache without using the loader (unless the entry has been
evicted or expired).
This pattern can be easily implemented using the cacheable decorator
as follows:
defmodule MyApp.Example do
  use Nebulex.Caching, cache: MyApp.Cache

  @ttl :timer.hours(1)

  @decorate cacheable(key: name)
  def get_by_name(name) do
    # your logic (the loader to retrieve the value from the SoR)
  end

  @decorate cacheable(key: age, opts: [ttl: @ttl])
  def get_by_age(age) do
    # your logic (the loader to retrieve the value from the SoR)
  end

  @decorate cacheable()
  def all(query) do
    # your logic (the loader to retrieve the value from the SoR)
  end
end
As you can see, the loader to retrieve the value from the system-of-record (SoR)
is the function logic itself.
Write-through
Under the write-through pattern, the cache is configured with a writer component
that knows how to write data to the system-of-record (SoR).
When the cache is asked to store a value for a key, the cache invokes the writer
to store the value in the SoR, as well as updating (or deleting) the cache.
This pattern can be implemented using cache_evict or cache_put decorators.
When the data is written to the system-of-record (SoR), you can update the
cached value associated with the given key using cache_put, or just delete
it using cache_evict.
defmodule MyApp.Example do
  use Nebulex.Caching, cache: MyApp.Cache

  # When the data is written to the SoR, it is updated in the cache
  @decorate cache_put(key: something)
  def update(something) do
    # Write data to the SoR (most likely the Database)
  end

  # When the data is written to the SoR, it is deleted (evicted) from the cache
  @decorate cache_evict(key: something)
  def update_something(something) do
    # Write data to the SoR (most likely the Database)
  end
end
As you can see, the logic to write data to the system-of-record (SoR) is the
function logic itself.

Implementing Patterns with Decorators
The following table summarizes which decorators support which caching patterns:
	Pattern	Decorator	Use Case
	Cache-Aside	@cacheable	Reads: Check cache, load from SoR if miss
	Read-Through	@cacheable	Same as cache-aside but emphasizes automatic loading
	Write-Through (Update)	@cache_put	Writes: Update cache AND SoR together
	Write-Through (Invalidate)	@cache_evict	Writes: Invalidate cache, next read reloads from SoR

Each decorator handles cache management automatically:
	@cacheable - Implements the read-through pattern by checking the cache
first and invoking the function body to load from SoR on miss
	@cache_put - Implements write-through with cache update by invoking the
function (writing to SoR) and then storing the result in cache
	@cache_evict - Implements write-through with cache invalidation by
invoking the function (writing to SoR) and then removing the cache entry

For more details and advanced usage, see the Declarative Caching guide.

Next Read
Now that you understand the common caching patterns, learn how to implement them
in your Nebulex applications:
	Declarative Caching with Decorators	Comprehensive guide to using @cacheable, @cache_put, and @cache_evict
decorators with real-world examples and advanced patterns
	Reference documentation for all decorator options and behaviors





  

    Declarative Caching: Patterns and Best Practices

This guide provides comprehensive examples and best practices for using
Nebulex's caching decorators. While the Decorators API documentation
covers all options and basic usage, this guide focuses on real-world
scenarios, adapter-specific optimizations, and advanced patterns.

Introduction
Nebulex provides three main decorators for implementing declarative caching:
	@decorate cacheable - Read-through caching (cache-aside pattern)
	@decorate cache_put - Write-through caching (always execute
and cache result)
	@decorate cache_evict - Cache invalidation (remove entries)

These decorators abstract away the complexity of cache management,
allowing you to focus on your business logic while maintaining clean,
maintainable code.
Setup
First, enable caching decorators in your module:
defmodule MyApp.Products do
  use Nebulex.Caching,
    cache: MyApp.Cache,
    on_error: :nothing

  # Your decorated functions here...
end
The use macro accepts several options that become defaults for all decorated
functions in the module:
	:cache - The default cache to use
	:on_error - How to handle cache errors (:nothing or :raise)
	:match - Default match function for conditional caching
	:opts - Default options passed to cache operations (e.g., TTL)


Quick Start: Basic Usage
Let's start with a simple product catalog to illustrate the basics. For complete
API documentation on all three decorators, see Nebulex.Caching.Decorators API.
Reading with @cacheable
@decorate cacheable(key: id, opts: [ttl: :timer.hours(1)])
def get_product(id) do
  # This only runs if the value is not in cache
  Repo.get(Product, id)
end
How it works:
	First call: Cache miss → executes function → stores result
→ returns value
	Subsequent calls: Cache hit → returns cached value directly
	After 1 hour: TTL expires → cache miss on next call

Writing with @cache_put
@decorate cache_put(
            key: product.id,
            match: &match_ok/1,
            opts: [ttl: :timer.hours(1)]
          )
def update_product(product, attrs) do
  product
  |> Product.changeset(attrs)
  |> Repo.update()
end

defp match_ok({:ok, product}), do: {true, product}
defp match_ok({:error, _}), do: false
How it works:
	Function always executes (no cache check)
	Match function decides whether to cache the result
	On success ({:ok, product}), the product is cached
	On error, nothing is cached

Evicting with @cache_evict
@decorate cache_evict(key: id)
def delete_product(id) do
  Repo.delete(Product, id)
end
How it works:
	Function executes
	After successful execution, the cache entry is removed


Advanced Eviction Patterns
The cache_evict decorator supports several powerful patterns for
cache invalidation. For detailed API documentation and option reference, see
cache_evict/3.
Evicting Multiple Keys
Use {:in, keys} to evict multiple entries at once:
@decorate cache_evict(key: {:in, [product.id, product.slug]})
def delete_product(product) do
  # Evicts both product.id and product.slug keys
  Repo.delete(product)
end
Query-Based Eviction
For bulk eviction based on criteria, use the :query option. The query format
depends on your cache adapter.
Adapter-specific queries
Query syntax varies by adapter. The examples in this guide use
Nebulex.Adapters.Local, which supports ETS match specifications.
For other adapters, consult their documentation.
use Nebulex.Adapters.Local.QueryHelper

@decorate cache_evict(query: &query_for_category/1)
def delete_category_products(category_id) do
  # Evicts all products in this category
  Repo.delete_all(from p in Product, where: p.category_id == ^category_id)
end

defp query_for_category(%{args: [category_id]}) do
  # QueryHelper provides a clean DSL for building match specs
  match_spec value: %{category_id: cat_id},
             where: cat_id == ^category_id,
             select: true
end
Combining :key and :query
You can now use both :key and :query together for hierarchical eviction:
# Using QueryHelper for cleaner syntax
use Nebulex.Adapters.Local.QueryHelper

@decorate cache_evict(
            key: category_id,
            query: &query_for_category_products/1
          )
def delete_category(category_id) do
  # Evicts the category AND all products in that category
  Products.delete_all_for_category(category_id)
  Categories.delete(category_id)
end

defp query_for_category_products(%{args: [category_id]}) do
  match_spec value: %{category_id: cat_id, type: type},
             where: cat_id == ^category_id and type == "product",
             select: true
end
Execution order:
	Query-based eviction executes first (removes all products)
	Key-based eviction executes second (removes the category)

Eviction Timing
By default, eviction happens after the function completes. Use
:before_invocation to evict before execution:
@decorate cache_evict(key: id, before_invocation: true)
def refresh_product(id) do
  # Cache is cleared before this runs
  fetch_product_from_external_api(id)
end

Working with Nebulex.Adapters.Local
The Nebulex.Adapters.Local adapter provides several powerful features for
working with cached data. This section covers features introduced in recent
versions that make cache management more intuitive and maintainable.
For complete API documentation, see the
"Local Adapter: Advanced Reference Eviction"
section in cache_evict/3.
Building Queries with QueryHelper
The Nebulex.Adapters.Local.QueryHelper module provides a user-friendly DSL
for building ETS match specifications without writing verbose tuples.
New in Nebulex.Adapters.Local v3.0.0
The QueryHelper makes writing queries much more readable and
maintainable. See the QueryHelper documentation
for more details.
Without QueryHelper (raw match spec):
defp query_for_category(%{args: [category_id]}) do
  [
    {
      {:entry, :"$1", %{category_id: :"$2"}, :_, :_, :_},
      [{:"=:=", :"$2", category_id}],
      [true]
    }
  ]
end
With QueryHelper (user-friendly DSL):
use Nebulex.Adapters.Local.QueryHelper

defp query_for_category(%{args: [category_id]}) do
  match_spec value: %{category_id: cat_id},
             where: cat_id == ^category_id,
             select: true

end
More complex examples:
use Nebulex.Adapters.Local.QueryHelper

# Match products in a category with price > 100
defp query_expensive_products(%{args: [category_id]}) do
  match_spec value: %{category_id: cat_id, price: price},
             where: cat_id == ^category_id and price > 100,
             select: true
end

# Match products by multiple criteria
defp query_products(%{args: [category_id, status]}) do
  match_spec(
    value: %{
      category_id: cat_id,
      status: st,
      stock: stock
    },
    where: cat_id == ^category_id and st == ^status and stock > 0,
    select: true
  )
end
Entry Tagging for Organization
Entry tagging allows you to logically group cache entries for easier
management and bulk operations.
New in Nebulex.Adapters.Local v3.0.0
Tags provide a way to organize and invalidate groups of related
entries. See the Local adapter documentation
for more details.
Storing entries with tags:
# Store a product with a category tag
MyCache.put(
  product.id,
  product,
  tag: "category:#{product.category_id}"
)

# Store a user session with a user tag
MyCache.put(
  session_id,
  session_data,
  tag: "user:#{user_id}"
)
Querying by tags:
use Nebulex.Adapters.Local.QueryHelper

# Evict all entries with the :featured tag
@decorate cache_evict(query: &query_by_tag/1)
def refresh_featured_products(tag \\ :featured) do
  FeaturedProducts.refresh()
end

defp query_by_tag(%{args: [tag]}) do
  match_spec tag: t, where: t == ^tag, select: true
end

# Evict all sessions for a specific user
@decorate cache_evict(query: &query_user_sessions/1)
def logout_user(user_id) do
  Sessions.delete_all_for_user(user_id)
end

defp query_user_sessions(%{args: [user_id]}) do
  user_tag = "user:#{user_id}"
  match_spec tag: t, where: t == ^user_tag, select: true
end
Using tags with decorators:
@decorate cacheable(
            key: id,
            opts: [ttl: :timer.hours(1), tag: :catalog]
          )
def get_product(id) do
  Repo.get(Product, id)
end

# Later, evict all catalog entries
@decorate cache_evict(
            query: fn _ ->
              match_spec(tag: t, where: t == :catalog)
            end
          )
def refresh_catalog do
  # Evicts all entries tagged with :catalog
  CatalogCache.refresh()
end
Managing Cache References
Cache references allow you to store a value once and reference it from
multiple keys, avoiding data duplication and ensuring consistency.
New in Nebulex.Adapters.Local v3.0.0
Reference management is integrated with the Local adapter.
See "Building Match Specs with QueryHelper"
for more details.
For complete API documentation on the :references option, see
cacheable/3 - Referenced keys.
Basic reference usage:
@decorate cacheable(
            key: email,
            references: &(&1 && &1.id)
          )
def get_user_by_email(email) do
  Repo.get_by(User, email: email)
end
How it works:
	User is fetched and stored under the referenced key (user.id)
	A reference is stored under the primary key (email) pointing to user.id
	Subsequent calls with the same email follow the reference to get the user

Cleaning up references:
When evicting entries with references, you need to handle both the value and
its references. For simple cases, you can manually specify all keys:
# Evict both the primary key and the reference
@decorate cache_evict(key: {:in, [user.id, user.email]})
def delete_user(user) do
  # This evicts both the user.id key and the user.email reference
  Repo.delete(user)
end
Using keyref_match_spec for automatic reference cleanup:
When you have multiple references pointing to the same key, use
keyref_match_spec/2 to automatically find and evict all of them:
use Nebulex.Adapters.Local.QueryHelper

@decorate cacheable(key: id)
def get_user(id) do
  Repo.get(User, id)
end

@decorate cacheable(key: email, references: &(&1 && &1.id))
def get_user_by_email(email) do
  Repo.get_by(User, email: email)
end

@decorate cacheable(key: username, references: &(&1 && &1.id))
def get_user_by_username(username) do
  Repo.get_by(User, username: username)
end

# Evict user and ALL references pointing to it
@decorate cache_evict(
            key: user.id,
            query: &user_references_query/1
          )
def delete_user(user) do
  Repo.delete(user)
end

defp user_references_query(%{args: [user]}) do
  # Finds all cache keys that reference this user.id
  keyref_match_spec(user.id)
end
How keyref_match_spec works:
	Finds all reference entries that point to a specific key
	Works across the entire cache (or specific cache if provided)
	Automatically handles the internal reference structure
	Returns a match spec you can use with cache_evict

For advanced reference management, see
"Building Match Specs with QueryHelper".
Using TTL to automatically expire references:
@decorate cacheable(
            key: email,
            references: &keyref(&1.id, ttl: :timer.hours(24))
          )
def get_user_by_email(email) do
  Repo.get_by(User, email: email)
end
The reference entry expires after 24 hours, preventing stale references even
if the referenced value is updated separately.
External references across caches:
When references point to data in a different cache, use cache: option in
the references function and specify both caches during eviction:
# Store user data in UserCache
@decorate cacheable(cache: UserCache, key: id)
def get_user(id) do
  Repo.get(User, id)
end

# Store reference in EmailLookupCache pointing to user in UserCache
@decorate cacheable(
            cache: EmailLookupCache,
            key: email,
            references: &keyref(&1.id, cache: UserCache)
          )
def get_user_by_email(email) do
  Repo.get_by(User, email: email)
end

# Evict from both caches using keyref() for external cache reference
@decorate cache_evict(
            cache: UserCache,
            key: {:in, [user.id, keyref(user.email, cache: EmailLookupCache)]}
          )
def delete_user(user) do
  Repo.delete(user)
end
How it works:
	The decorator operates on UserCache (where the data is stored)
	user.id evicts the data from UserCache
	keyref(user.email, cache: EmailLookupCache) evicts the reference from
EmailLookupCache
	This is when you actually need keyref() - for cross-cache eviction!

Advanced Reference Cleanup with Tags and Queries
Managing references can be challenging when you have multiple access patterns
pointing to the same value. The Nebulex.Adapters.Local adapter provides two
powerful strategies to automatically clean up all references without manually
specifying each one.
Strategy 1: Tag-based reference grouping
Tag both the main key and its references with the same tag, then evict all
entries with that tag in a single operation.
Setup:
use Nebulex.Adapters.Local.QueryHelper

@decorate cacheable(key: id, opts: [tag: "user"])
def get_user(id) do
  Repo.get(User, id)
end

@decorate cacheable(
            key: email,
            references: &(&1 && &1.id),
            opts: [tag: "user"]
          )
def get_user_by_email(email) do
  Repo.get_by(User, email: email)
end

@decorate cacheable(
            key: username,
            references: &(&1 && &1.id),
            opts: [tag: "user"]
          )
def get_user_by_username(username) do
  Repo.get_by(User, username: username)
end

# Evict the user and ALL references by tag
@decorate cache_evict(query: &evict_user_by_tag/1)
def delete_user(user) do
  Repo.delete(user)
end

defp evict_user_by_tag(%{args: [_user]}) do
  match_spec tag: t, where: t == "user", select: true
end
Why this works:
	All entries (main key and references) share the same tag
	Single query evicts everything in one operation
	Clean and declarative
	Perfect when you control reference creation upfront

Trade-offs:
	Requires planning tags during caching setup
	Less granular - evicts all tagged entries, not just one user's

Strategy 2: Direct reference queries with keyref_match_spec
Use keyref_match_spec/2 to automatically discover and evict all references
pointing to a specific key, combined with explicit key eviction.
Setup:
use Nebulex.Adapters.Local.QueryHelper

@decorate cacheable(key: id)
def get_user(id) do
  Repo.get(User, id)
end

@decorate cacheable(key: email, references: &(&1 && &1.id))
def get_user_by_email(email) do
  Repo.get_by(User, email: email)
end

@decorate cacheable(key: username, references: &(&1 && &1.id))
def get_user_by_username(username) do
  Repo.get_by(User, username: username)
end

# Evict the user AND all references pointing to it
@decorate cache_evict(key: user.id, query: &evict_user_references/1)
def delete_user(user) do
  Repo.delete(user)
end

defp evict_user_references(%{args: [user]}) do
  # Finds all cache keys (reference keys) that point to user.id
  keyref_match_spec(user.id)
end
How it works:
	:key evicts the main entry (user.id)
	:query finds all references pointing to user.id
	Both are evicted in a single operation

Why this approach:
	More flexible - discovers references automatically
	Works even if references are created conditionally
	Handles multiple references across different decorators
	Doesn't require upfront tag coordination

Trade-offs:
	Slightly more complex than tag-based approach
	Query performs a scan to find references

Choosing Between Strategies
	Strategy	Best For	Tradeoff
	Tags	Coordinated cleanup, related entries	Requires upfront planning
	keyref_match_spec	Multiple access patterns, flexibility	Slight performance cost for query
	Combined	Maximum robustness	Most complex, but most flexible

Recommended approach for production:
Combine both strategies for the best of both worlds:
use Nebulex.Adapters.Local.QueryHelper

@decorate cacheable(key: id, opts: [tag: "user"])
def get_user(id) do
  Repo.get(User, id)
end

@decorate cacheable(key: email, references: &(&1 && &1.id), opts: [tag: "user"])
def get_user_by_email(email) do
  Repo.get_by(User, email: email)
end

@decorate cacheable(key: username, references: &(&1 && &1.id), opts: [tag: "user"])
def get_user_by_username(username) do
  Repo.get_by(User, username: username)
end

# Use both tag and query for maximum robustness:
# - Tag evicts everything if references are properly tagged
# - Query catches any orphaned references as a fallback
@decorate cache_evict(query: &evict_users_by_tag/0)
def delete_all_user_data(user) do
  Repo.delete(user)
end

defp evict_users_by_tag do
  match_spec tag: t, where: t == "user", select: true
end

# For individual user deletion, use keyref_match_spec for flexibility
@decorate cache_evict(key: user.id, query: &evict_user_refs/1)
def delete_user(user) do
  Repo.delete(user)
end

defp evict_user_refs(%{args: [user]}) do
  keyref_match_spec(user.id)
end
This layered approach provides:
	✅ Automatic cleanup through tags (primary method)
	✅ Fallback cleanup through queries (safety net)
	✅ No dangling references
	✅ Clear intent in your code


Real-World Scenario: E-commerce Product Catalog
Let's build a comprehensive example that evolves from simple caching to advanced
patterns, showcasing how different features work together in a real application.
The Scenario
We're building an e-commerce platform with:
	Products organized in categories
	User sessions and authentication
	Product search and filtering
	Shopping carts
	Administrative operations

We'll progressively add caching patterns to optimize performance.
Step 1: Basic Product Caching
Start with simple read-through caching for products:
defmodule MyApp.Catalog do
  use Nebulex.Caching,
    cache: MyApp.Cache,
    on_error: :nothing

  alias MyApp.Repo
  alias MyApp.Catalog.Product

  @ttl :timer.hours(2)

  @decorate cacheable(key: id, opts: [ttl: @ttl])
  def get_product(id) do
    Repo.get(Product, id)
  end

  @decorate cache_put(key: product.id, match: &match_ok/1, opts: [ttl: @ttl])
  def update_product(product, attrs) do
    product
    |> Product.changeset(attrs)
    |> Repo.update()
  end

  @decorate cache_evict(key: id)
  def delete_product(id) do
    Repo.delete(Product, id)
  end

  defp match_ok({:ok, product}), do: {true, product}
  defp match_ok(_), do: false
end
Step 2: Multiple Access Patterns with References
Products can be accessed by ID or slug. Use references to avoid duplication:
@decorate cacheable(key: id, opts: [ttl: @ttl])
def get_product(id) do
  Repo.get(Product, id)
end

@decorate cacheable(key: slug, references: &(&1 && &1.id), opts: [ttl: @ttl])
def get_product_by_slug(slug) do
  Repo.get_by(Product, slug: slug)
end

# When evicting, remove both keys
@decorate cache_evict(key: {:in, [product.id, product.slug]})
def delete_product(product) do
  Repo.delete(product)
end
What happens:
	get_product_by_slug("cool-gadget") stores the product under ID
and a reference under slug
	Memory efficient: product stored once, slug key just points to it
	Eviction removes both the reference and the actual data

Step 3: Category Management with Tagging
Add categories and use tags for organization:
use Nebulex.Adapters.Local.QueryHelper

@decorate cacheable(
            key: category_id,
            opts: [ttl: @ttl, tag: "category:#{category_id}"]
          )
def get_products_by_category(category_id) do
  Repo.all(from p in Product, where: p.category_id == ^category_id)
end

# When a category is updated, invalidate all products in that category
@decorate cache_evict(query: &query_for_category/1)
def update_category_status(category_id, status) do
  # Update all products in this category
  Products.update_all_in_category(category_id, status: status)
end

defp query_for_category(%{args: [category_id, _status]}) do
  cat_tag = "category:#{category_id}"
  match_spec tag: t, where: t == ^cat_tag, select: true
end
Step 4: Hierarchical Eviction with Combined Options
When deleting a category, evict both the category and all its products:
use Nebulex.Adapters.Local.QueryHelper

@decorate cache_evict(
            key: category_id,
            query: &query_category_products/1
          )
def delete_category(category_id) do
  # Delete all products first
  Repo.delete_all(from p in Product, where: p.category_id == ^category_id)

  # Then delete the category
  Repo.delete(Category, category_id)
end

defp query_category_products(%{args: [category_id]}) do
  cat_tag = "category:#{category_id}"
  match_spec tag: t, where: t == ^cat_tag, select: true
end
Execution flow:
	Query eviction removes all product entries with tag "category:123"
	Key eviction removes the category entry with ID 123
	Function executes to update the database

Step 5: User Sessions with Security
Use sessions with automatic expiration and proper cleanup:
defmodule MyApp.Auth do
  use Nebulex.Caching,
    cache: MyApp.SessionCache,
    on_error: :nothing

  use Nebulex.Adapters.Local.QueryHelper

  @session_ttl :timer.hours(24)

  @decorate cacheable(
              key: session_id,
              opts: [ttl: @session_ttl, tag: "user:#{user_id}"]
            )
  def create_session(user_id) do
    session_id = generate_session_id()

    session = %{
      id: session_id,
      user_id: user_id,
      created_at: DateTime.utc_now()
    }

    {:ok, session}
  end

  # Logout: evict specific session and user's cache entry
  @decorate cache_evict(
              key: {:in, [session_id, user_id]},
              query: &query_user_session/1
            )
  def logout(session_id, user_id) do
    # Evicts:
    # 1. All entries tagged with this user (via query)
    # 2. The session_id and user_id keys
    Sessions.delete(session_id)
  end

  defp query_user_session(%{args: [_session_id, user_id]}) do
    user_tag = "user:#{user_id}"
    match_spec tag: t, where: t == ^user_tag, select: true
  end

  # Logout all sessions for a user
  @decorate cache_evict(query: &query_all_user_sessions/1)
  def logout_all_sessions(user_id) do
    Sessions.delete_all_for_user(user_id)
  end

  defp query_all_user_sessions(%{args: [user_id]}) do
    user_tag = "user:#{user_id}"
    match_spec tag: t, where: t == ^user_tag, select: true
  end
end
Step 6: Advanced Search with Conditional Caching
Cache search results, but only for common queries:
@decorate cacheable(
            key: &search_cache_key/1,
            match: &should_cache_search/1,
            opts: [ttl: :timer.minutes(15)]
          )
def search_products(params) do
  query =
    from p in Product,
      where: ilike(p.name, ^"%#{params.q}%"),
      limit: ^params.limit,
      offset: ^params.offset

  query
  |> maybe_filter_by_category(params[:category_id])
  |> maybe_filter_by_price_range(params[:min_price], params[:max_price])
  |> Repo.all()
end

defp search_cache_key(%{args: [params]}) do
  # Create a deterministic key from search parameters
  params
  |> Map.take([:q, :category_id, :min_price, :max_price, :limit, :offset])
  |> :erlang.phash2()
end

defp should_cache_search(results) do
  # Only cache if we got results and query wasn't too specific
  case results do
    [] -> false  # Don't cache empty results
    results when length(results) < 3 -> false  # Too specific
    results -> true  # Cache common searches
  end
end
Step 7: Shopping Cart with References and TTL
Shopping carts can be accessed by cart ID or by user ID (assuming one cart
per user). Use references to avoid storing the same cart data twice:
defmodule MyApp.Cart do
  use Nebulex.Caching,
    cache: MyApp.Cache,
    on_error: :nothing

  @cart_ttl :timer.hours(2)

  # Primary access by cart ID
  @decorate cacheable(key: cart_id, opts: [ttl: @cart_ttl])
  def get_cart(cart_id) do
    Repo.get(Cart, cart_id)
  end

  # Alternative access by user ID - stores reference to cart.id
  @decorate cacheable(
              key: user_id,
              references: &(&1 && &1.id),
              opts: [ttl: @cart_ttl]
            )
  def get_cart_by_user_id(user_id) do
    # Assuming user has only one active cart
    Repo.get_by(Cart, user_id: user_id)
  end

  @decorate cache_put(
              key: cart.id,
              match: &match_ok/1,
              opts: [ttl: @cart_ttl]
            )
  def add_item_to_cart(cart, product_id, quantity) do
    cart
    |> Cart.add_item(product_id, quantity)
    |> Repo.update()
  end

  # When checking out, evict both the cart.id and user_id keys
  @decorate cache_evict(key: {:in, [cart.id, cart.user_id]})
  def checkout(cart) do
    # Process checkout
    result = Orders.create_from_cart(cart)

    # Delete cart
    Repo.delete(cart)

    result
  end

  defp match_ok({:ok, cart}), do: {true, cart}
  defp match_ok(_), do: false
end
How it works:
	get_cart(cart_id) stores the cart under cart.id
	get_cart_by_user_id(user_id) stores a reference under user_id
pointing to cart.id
	Both lookups return the same cached data (memory efficient)
	Eviction with {:in, [cart.id, cart.user_id]} removes both keys
	keyref() is NOT needed here since both keys are in the same cache

Step 8: Admin Operations with Bulk Invalidation
Admin operations often require clearing large portions of the cache:
defmodule MyApp.Admin do
  use Nebulex.Caching,
    cache: MyApp.Cache,
    on_error: :raise  # Raise errors for admin operations

  use Nebulex.Adapters.Local.QueryHelper

  # Refresh entire catalog (clear all product caches)
  @decorate cache_evict(
              query: fn _ -> match_spec(tag: t, where: t == :products) end
            )
  def refresh_catalog do
    # Evicts all entries tagged with :products
    ExternalAPI.sync_products()
  end

  # Update pricing (affects a specific category)
  @decorate cache_evict(query: &query_category_tag/1)
  def update_category_pricing(category_id, discount_percent) do
    Products.apply_discount_to_category(category_id, discount_percent)
  end

  defp query_category_tag(%{args: [category_id, _discount]}) do
    cat_tag = "category:#{category_id}"
    match_spec tag: t, where: t == ^cat_tag, select: true
  end

  # For multiple categories, iterate and evict each one
  def bulk_update_pricing(category_ids, discount_percent) do
    Enum.each(category_ids, fn cat_id ->
      update_category_pricing(cat_id, discount_percent)
    end)
  end

  # Nuclear option: clear everything
  @decorate cache_evict(all_entries: true, before_invocation: true)
  def clear_all_caches do
    # Cache cleared before function runs
    Logger.warning("All caches cleared by admin")
    :ok
  end
end
Complete Example: Putting It All Together
Here's how these patterns work together in a typical request flow:
defmodule MyApp.ProductController do
  use MyAppWeb, :controller

  def show(conn, %{"slug" => slug}) do
    # 1. Check cache by slug (might follow reference to ID)
    with {:ok, product} <- Catalog.get_product_by_slug(slug),
         # 2. Check if user has this in cart (cache hit if recent)
         {:ok, in_cart?} <-
           Cart.product_in_cart?(current_user_id(conn), product.id),
         # 3. Get related products (cached by category tag)
         {:ok, related} <-
           Catalog.get_products_by_category(product.category_id) do

      render(conn, "show.html",
        product: product,
        in_cart: in_cart?,
        related_products: related
      )
    end
  end

  def update(conn, %{"id" => id, "product" => params}) do
    # Update triggers cache_put, automatically refreshing cache
    with {:ok, product} <- Catalog.get_product(id),
         {:ok, updated} <- Catalog.update_product(product, params) do

      # If category changed, might need to invalidate category caches
      maybe_invalidate_category_cache(product, updated)

      json(conn, updated)
    end
  end

  def delete(conn, %{"id" => id}) do
    # Evicts both ID and slug keys, plus category tag cleanup
    with {:ok, product} <- Catalog.get_product(id),
         :ok <- Catalog.delete_product(product) do

      send_resp(conn, 204, "")
    end
  end
end

Performance Considerations
TTL Strategy
Choose TTL based on data volatility and consistency requirements:
# High-churn data: short TTL
@decorate cacheable(key: id, opts: [ttl: :timer.minutes(5)])
def get_stock_price(symbol_id), do: # ...

# Stable data: long TTL
@decorate cacheable(key: id, opts: [ttl: :timer.hours(24)])
def get_product_category(id), do: # ...

# Static data: no expiration
@decorate cacheable(key: id)
def get_country_by_code(code), do: # ...
Query Performance
Be mindful of query complexity, especially with large caches:
use Nebulex.Adapters.Local.QueryHelper

# GOOD: Specific tag lookup (O(n) where n = entries with tag)
defp query_by_tag(%{args: [tag]}) do
  match_spec tag: t, where: t == ^tag, select: true
end

# CAREFUL: Value pattern matching (O(n) for all entries)
defp query_by_price_range(%{args: [min, max]}) do
  match_spec value: %{price: price},
             where: price >= ^min and price <= ^max,
             select: true
end
Consider denormalizing data or using more specific keys instead of
complex queries.
Memory Management
Monitor cache size and implement eviction strategies:
# Set max size at cache configuration
config :my_app, MyApp.Cache,
  adapter: Nebulex.Adapters.Local,
  gc_interval: :timer.hours(1),
  max_size: 100_000,
  allocated_memory: 2_000_000_000  # 2GB
Use tags to group and evict related entries efficiently:
use Nebulex.Adapters.Local.QueryHelper

# Evict old sessions periodically
@decorate cache_evict(
            query: fn _ -> match_spec(tag: t, where: t == :sessions) end
          )
def cleanup_old_sessions do
  Sessions.delete_expired()
end

Common Pitfalls and Troubleshooting
Pitfall 1: Forgetting to Evict References
Problem:
@decorate cache_evict(key: id)
def delete_user(id) do
  # Evicts user.id but not references (email, username, etc.)
  Repo.delete(User, id)
end
Solution:
@decorate cache_evict(key: {:in, [user.id, user.email, user.username]})
def delete_user(user) do
  Repo.delete(user)
end
Pitfall 2: Caching Errors
Problem:
@decorate cacheable(key: id)
def get_user(id) do
  # If this returns {:error, :not_found}, it gets cached!
  Repo.get(User, id) || {:error, :not_found}
end
Solution:
@decorate cacheable(
            key: id,
            match: &match_ok/1
          )
def get_user(id) do
  case Repo.get(User, id) do
    nil -> {:error, :not_found}
    user -> {:ok, user}
  end
end

defp match_ok({:ok, _}), do: true
defp match_ok(_), do: false
Pitfall 3: Inconsistent Cache Keys
Problem:
# Different keys for same data
def get_user(id), do: Cache.get("user_#{id}")
def update_user(id, attrs), do: Cache.put("user:#{id}", ...)
Solution:
Use consistent key generation:
@decorate cacheable(key: {:user, id})
def get_user(id), do: Repo.get(User, id)

@decorate cache_put(key: {:user, id})
def update_user(id, attrs), do: # ...
Debugging Cache Issues
Enable telemetry logging to debug cache behavior:
:telemetry.attach(
  "cache-debug",
  [:my_app, :cache, :command, :stop],
  fn event, measurements, metadata, _ ->
    IO.inspect({event, measurements.duration, metadata.command, metadata.result})
  end,
  nil
)

Summary and Best Practices
Key Takeaways
	Use the right decorator for the job:
	@cacheable for reads (cache-aside)
	@cache_put for writes (always execute + cache)
	@cache_evict for invalidation


	Leverage adapter-specific features:
	QueryHelper for readable queries
	Tags for logical grouping
	References to avoid duplication


	Design for eviction from the start:
	Plan your key structure
	Use tags for related entries
	Set appropriate TTLs


	Monitor and optimize:
	Use telemetry for observability
	Watch memory usage
	Profile query performance



Recommended Reading
	Cache Usage Patterns	Overview of caching patterns.


	Nebulex.Caching.Decorators API	Complete API reference.


	Info API Guide	Monitoring and observability.


	Nebulex.Adapters.Local Documentation	Local adapter features.




Happy caching! 🚀


  

    Info API

Since Nebulex v3, the adapter's Info API is introduced. This is a more generic
API to get information about the cache, including the stats. Adapters are
responsible for implementing the Info API and are also free to add the
information specification keys they want. Therefore, it is highly recommended
to review the adapter's documentation you're using.
See Nebulex.Cache.info/2 for more information.

Nebulex also provides a simple implementation
Nebulex.Adapters.Common.Info, which is used by the
Nebulex.Adapters.Local adapter. This implementation uses a Telemetry
handler to aggregate the stats and keep them updated, therefore, it requires
:telemetry to be available.
Usage
Let's define our cache:
defmodule MyApp.Cache do
  use Nebulex.Cache,
    otp_app: :my_app,
    adapter: Nebulex.Adapters.Local
end
And the configuration:
config :my_app, MyApp.Cache,
  gc_interval: :timer.hours(12),
  max_size: 1_000_000,
  allocated_memory: 1_000_000,
  gc_memory_check_interval: :timer.seconds(10)
Once you have set up the MyApp.Cache within the application's supervision
tree, you can get the cache info like so:
iex> MyApp.Cache.info!()
%{
  server: %{
    nbx_version: "3.0.0",
    cache_module: "MyCache",
    cache_adapter: "Nebulex.Adapters.Local",
    cache_name: "MyCache",
    cache_pid: #PID<0.111.0>
  },
  memory: %{
    total: 1_000_000,
    used: 0
  },
  stats: %{
    deletions: 0,
    evictions: 0,
    expirations: 0,
    hits: 0,
    misses: 0,
    updates: 0,
    writes: 0
  }
}
You could also request for a specific item or items:
iex> MyApp.Cache.info!(:stats)
%{
  deletions: 0,
  evictions: 0,
  expirations: 0,
  hits: 0,
  misses: 0,
  updates: 0,
  writes: 0
}

iex> MyApp.Cache.info!([:stats, :memory])
%{
  memory: %{
    total: 1_000_000,
    used: 0
  },
  stats: %{
    deletions: 0,
    evictions: 0,
    expirations: 0,
    hits: 0,
    misses: 0,
    updates: 0,
    writes: 0
  }
}
Understanding Cache Stats
The stats map includes the following metrics:
	hits - Number of successful get operations that found a value in the cache
	misses - Number of get operations that did not find a value (returned nil)
	writes - Number of put operations that added new entries to the cache
	updates - Number of put operations that updated existing cache entries
	deletions - Number of entries removed via delete operations
	evictions - Number of entries automatically removed due to exceeding max_size
	expirations - Number of entries automatically removed due to TTL expiration

These metrics are useful for understanding cache behavior and health. For example:
iex> stats = MyApp.Cache.info!(:stats).stats
iex> hit_rate = stats.hits / (stats.hits + stats.misses)
iex> IO.inspect(hit_rate, label: "Cache hit rate")
Telemetry Metrics
Now, let's see how we can provide metrics out of the info data.
First of all, make sure you have added :telemetry, :telemetry_metrics, and
:telemetry_poller packages as dependencies to your mix.exs file.
Create your Telemetry supervisor at lib/my_app/telemetry.ex:
# lib/my_app/telemetry.ex
defmodule MyApp.Telemetry do
  use Supervisor
  import Telemetry.Metrics

  def start_link(arg) do
    Supervisor.start_link(__MODULE__, arg, name: __MODULE__)
  end

  def init(_arg) do
    children = [
      # Configure `:telemetry_poller` for reporting the cache stats
      {:telemetry_poller, measurements: periodic_measurements(), period: 10_000},

      # For example, we use the console reporter, but you can change it.
      # See `:telemetry_metrics` for more information.
      {Telemetry.Metrics.ConsoleReporter, metrics: metrics()}
    ]

    Supervisor.init(children, strategy: :one_for_one)
  end

  defp metrics do
    [
      # Stats
      last_value("my_app.cache.info.stats.hits", tags: [:cache]),
      last_value("my_app.cache.info.stats.misses", tags: [:cache]),
      last_value("my_app.cache.info.stats.writes", tags: [:cache]),
      last_value("my_app.cache.info.stats.evictions", tags: [:cache]),

      # Memory
      last_value("my_app.cache.info.memory.used", tags: [:cache]),
      last_value("my_app.cache.info.memory.total", tags: [:cache])
    ]
  end

  defp periodic_measurements do
    [
      {__MODULE__, :cache_stats, []},
      {__MODULE__, :cache_memory, []}
    ]
  end

  def cache_stats do
    with {:ok, info} <- MyApp.Cache.info([:server, :stats]) do
      :telemetry.execute(
        [:my_app, :cache, :info, :stats],
        info.stats,
        %{cache: info.server[:cache_name]}
      )
    end

    :ok
  end

  def cache_memory do
    with {:ok, info} <- MyApp.Cache.info([:server, :memory]) do
      :telemetry.execute(
        [:my_app, :cache, :info, :memory],
        info.memory,
        %{cache: info.server[:cache_name]}
      )
    end

    :ok
  end
end
Then add it to your main application's supervision tree
(usually in lib/my_app/application.ex):
children = [
  MyApp.Cache,
  MyApp.Telemetry,
  ...
]
Now start an IEx session and you should see something like the following output:
[Telemetry.Metrics.ConsoleReporter] Got new event!
Event name: my_app.cache.info.stats
All measurements: %{evictions: 2, hits: 1, misses: 2, writes: 2}
All metadata: %{cache: MyApp.Cache}

Metric measurement: :hits (last_value)
With value: 1
Tag values: %{cache: MyApp.Cache}

Metric measurement: :misses (last_value)
With value: 2
Tag values: %{cache: MyApp.Cache}

Metric measurement: :writes (last_value)
With value: 2
Tag values: %{cache: MyApp.Cache}

Metric measurement: :evictions (last_value)
With value: 2
Tag values: %{cache: MyApp.Cache}

[Telemetry.Metrics.ConsoleReporter] Got new event!
Event name: my_app.cache.info.memory
All measurements: %{total: 2000000, used: 0}
All metadata: %{cache: MyApp.Cache}

Metric measurement: :total (last_value)
With value: 2000000
Tag values: %{cache: MyApp.Cache}

Metric measurement: :used (last_value)
With value: 0
Tag values: %{cache: MyApp.Cache}
Custom metrics
In the same way, you can add another periodic measurement for reporting the
cache size:
defmodule MyApp.Cache do
  use Nebulex.Cache,
    otp_app: :my_app,
    adapter: Nebulex.Adapters.Local

  def dispatch_cache_size do
    :telemetry.execute(
      [:my_app, :cache, :size],
      %{value: count_all()},
      %{cache: __MODULE__, node: node()}
    )
  end
end
Now let's add a new periodic measurement to invoke dispatch_cache_size()
through :telemetry_poller:
defp periodic_measurements do
  [
    {__MODULE__, :cache_stats, []},
    {__MODULE__, :cache_memory, []},
    {MyApp.Cache, :dispatch_cache_size, []}
  ]
end
Notice the node name was added to the metadata so we can use it in the
metric tags.

Metrics:
defp metrics do
  [
    # Stats
    last_value("my_app.cache.info.stats.hits", tags: [:cache]),
    last_value("my_app.cache.info.stats.misses", tags: [:cache]),
    last_value("my_app.cache.info.stats.writes", tags: [:cache]),
    last_value("my_app.cache.info.stats.evictions", tags: [:cache]),

    # Memory
    last_value("my_app.cache.info.memory.used", tags: [:cache]),
    last_value("my_app.cache.info.memory.total", tags: [:cache]),

    # Nebulex custom Metrics
    last_value("my_app.cache.size.value", tags: [:cache, :node])
  ]
end
If you start an IEx session like previously, you should see the new metric too:
[Telemetry.Metrics.ConsoleReporter] Got new event!
Event name: my_app.cache.size
All measurements: %{value: 0}
All metadata: %{cache: MyApp.Cache, node: :nonode@nohost}

Metric measurement: :value (last_value)
With value: 0
Tag values: %{cache: MyApp.Cache, node: :nonode@nohost}
Interpreting the Metrics
Once you have metrics flowing, you can use them to understand cache health:
Cache Hit Rate
Calculate hit rate as a percentage of successful lookups:
hit_rate = hits / (hits + misses) * 100
	Hit rates above 80% generally indicate a well-sized cache
	Low hit rates (<30%) may indicate the cache is too small or TTL too short
	A hit rate of 0% suggests the cache isn't being used effectively

Memory Usage
Monitor memory trends:
utilization = used / total * 100
	Consistently high utilization (>90%) may trigger frequent evictions
	Growing memory usage over time can indicate memory leaks
	Spikes in memory can correlate with batch operations

Eviction Rate
Track evictions over time:
	Increasing evictions usually mean cache capacity is insufficient
	Sudden eviction spikes may indicate unusual access patterns
	High evictions combined with low hit rate suggests cache configuration issues

Activity Indicators
	writes + updates shows cache update frequency
	deletions + evictions + expirations shows cache turnover
	Imbalanced ratios can reveal inefficient access patterns

Poller Interval and Configuration
The :telemetry_poller with period: 10_000 reports cache stats every 10 seconds.
Consider your needs:
# Every 5 seconds - for closely monitoring cache behavior (more overhead)
{:telemetry_poller, measurements: periodic_measurements(), period: 5_000},

# Every 10 seconds - good default for most applications
{:telemetry_poller, measurements: periodic_measurements(), period: 10_000},

# Every 30 seconds - for low-overhead monitoring in production
{:telemetry_poller, measurements: periodic_measurements(), period: 30_000},
Trade-offs:
	Shorter periods: More frequent updates, higher overhead, better precision for detecting rapid changes
	Longer periods: Lower overhead, less precise but sufficient for long-term trending
	Adaptive: You can use different periods in different environments (dev, staging, production)

Monitoring Multiple Cache Instances
If your application uses multiple cache instances or dynamic caches, you can
track them separately by including cache metadata in the telemetry event:
def cache_stats do
  with {:ok, info} <- MyApp.Cache.info([:server, :stats]) do
    :telemetry.execute(
      [:my_app, :cache, :info, :stats],
      info.stats,
      %{
        cache: info.server[:cache_name],
        cache_module: info.server[:cache_module]
      }
    )
  end

  :ok
end
Then in your metrics, group by cache instance:
last_value("my_app.cache.info.stats.hits",
  tags: [:cache, :cache_module],
  tag_values: &%{
    cache: &1.cache,
    cache_module: &1.cache_module
  }
)
Adapter-Specific Information
The Info API is adapter-specific. While Nebulex.Adapters.Local provides the stats
and memory metrics shown in this guide, other adapters may provide different information keys.
Always consult your adapter's documentation for:
	Available info keys (:stats, :memory, :server, etc.)
	What each stat means in the adapter's context
	Any adapter-specific configuration options
	Performance characteristics of the Info API itself

For example, some adapters may not support all stat types or may have different
memory measurement approaches for distributed caches.


  

    Creating a new adapter

This guide will walk you through creating a custom Nebulex adapter. We will
start by creating a new project, making tests pass, and then implementing a
simple in-memory adapter. It will be roughly based on
Nebulex.Adapters.Redis
so you can consult this repo as an example.
Mix Project
Nebulex's main repo contains some very useful shared tests that we are going to
take advantage of. To do so we will need to checkout Nebulex from Github as the
version published to Hex does not contain test code. To accommodate this
workflow we will start by creating a new project.
mix new nebulex_memory_adapter

Now let's modify mix.exs so that we could fetch Nebulex repository.
defmodule NebulexMemoryAdapter.MixProject do
  use Mix.Project

  @nbx_vsn "3.0.0"
  @version "0.1.0"

  def project do
    [
      app: :nebulex_memory_adapter,
      version: @version,
      elixir: "~> 1.15",
      elixirc_paths: elixirc_paths(Mix.env()),
      aliases: aliases(),
      deps: deps(),
    ]
  end

  # Run "mix help compile.app" to learn about applications.
  def application do
    [
      extra_applications: [:logger]
    ]
  end

  defp elixirc_paths(:test), do: ["lib", "test/support"]
  defp elixirc_paths(_), do: ["lib"]

  # Run "mix help deps" to learn about dependencies.
  defp deps do
    [
      nebulex_dep(),
      {:telemetry, "~> 0.4 or ~> 1.0", optional: true}
    ]
  end

  defp nebulex_dep do
    if path = System.get_env("NEBULEX_PATH") do
      {:nebulex, "~> #{@nbx_vsn}", path: path}
    else
      {:nebulex, "~> #{@nbx_vsn}"}
    end
  end

  defp aliases do
    [
      "nbx.setup": [
        "cmd rm -rf nebulex",
        "cmd git clone --depth 1 --branch v#{@nbx_vsn} https://github.com/elixir-nebulex/nebulex"
      ]
    ]
  end
end
As you can see here we define a mix nbx.setup task that will fetch a Nebulex
version to a folder specified in NEBULEX_PATH environmental variable. Let's
run it.
export NEBULEX_PATH=nebulex
mix nbx.setup

Now is the good time to fetch other dependencies
mix deps.get

Tests
Before we start implementing our custom adapter, let's set up our tests.
First, it's important to understand which adapter behaviors we need to implement:
	Nebulex.Adapter.KV - Required. Provides key-value operations like get,
put, delete, etc. All adapters must implement this.
	Nebulex.Adapter.Queryable - Optional. Provides query-based operations like
delete_all, get_all with filters, etc. Recommended for most adapters.
	Nebulex.Adapter.Transaction, Nebulex.Adapter.Info,
Nebulex.Adapter.Observable - Other optional behaviors for advanced features
(documented separately in the Adapter API).

We'll implement KV and Queryable in this guide. Let's start by defining a
cache that uses our adapter in test/support/test_cache.ex
defmodule NebulexMemoryAdapter.TestCache do
  use Nebulex.Cache,
    otp_app: :nebulex_memory_adapter,
    adapter: NebulexMemoryAdapter
end
We won't be writing tests ourselves. Instead, we'll use shared tests from the
Nebulex parent repo. To do so, we'll create a helper module in
test/shared/cache_test.exs that uses test suites for the behaviors we're
implementing. We'll test both KV and Queryable behaviors.
defmodule NebulexMemoryAdapter.CacheTest do
  @moduledoc """
  Shared Tests
  """

  defmacro __using__(_opts) do
    quote do
      use Nebulex.Cache.KVTest
      use Nebulex.Cache.QueryableTest
    end
  end
end
Now let's edit test/nebulex_memory_adapter_test.exs to run the shared tests by
using NebulexMemoryAdapter.CacheTest. We also need to define a setup callback
that starts our cache process and puts the cache and name keys into the test
context.
defmodule NebulexMemoryAdapterTest do
  use ExUnit.Case, async: true
  use NebulexMemoryAdapter.CacheTest

  alias NebulexMemoryAdapter.TestCache, as: Cache

  setup do
    pid = start_supervised!(Cache)
    _ignore = Cache.delete_all!()
    :ok

    {:ok, cache: Cache, name: Cache}
  end
end
Now let's run the tests to see what we need to implement.
mix test
== Compilation error in file test/support/test_cache.ex ==
** (ArgumentError) expected :adapter option given to Nebulex.Cache to list Nebulex.Adapter as a behaviour
    (nebulex 2.4.2) lib/nebulex/cache/supervisor.ex:50: Nebulex.Cache.Supervisor.compile_config/1
    test/support/test_cache.ex:2: (module)

Looks like our adapter needs to implement the Nebulex.Adapter behaviour.
Luckily, it's just 2 callbacks that we can copy from Nebulex.Adapters.Nil
# lib/nebulex_memory_adapter.ex
defmodule NebulexMemoryAdapter do
  @behaviour Nebulex.Adapter

  @impl Nebulex.Adapter
  defmacro __before_compile__(_env), do: :ok

  @impl Nebulex.Adapter
  def init(_opts) do
    child_spec = Supervisor.child_spec({Agent, fn -> :ok end}, id: {Agent, 1})
    {:ok, child_spec, %{}}
  end
end
Another try
mix test
== Compilation error in file test/nebulex_memory_adapter_test.exs ==
** (CompileError) test/nebulex_memory_adapter_test.exs:3: module Nebulex.Cache.KVTest is not loaded and could not be found
    (elixir 1.13.2) expanding macro: Kernel.use/1
    test/nebulex_memory_adapter_test.exs:3: NebulexMemoryAdapterTest (module)
    expanding macro: NebulexMemoryAdapter.CacheTest.__using__/1
    test/nebulex_memory_adapter_test.exs:3: NebulexMemoryAdapterTest (module)
    (elixir 1.13.2) expanding macro: Kernel.use/1
    test/nebulex_memory_adapter_test.exs:3: NebulexMemoryAdapterTest (module)

The test files from the Nebulex parent repo aren't automatically compiled.
Let's address this in test/test_helper.exs
# Nebulex dependency path
nbx_dep_path = Mix.Project.deps_paths()[:nebulex]

for file <- File.ls!("#{nbx_dep_path}/test/support"), file != "test_cache.ex" do
  Code.require_file("#{nbx_dep_path}/test/support/" <> file, __DIR__)
end

for file <- File.ls!("#{nbx_dep_path}/test/shared/cache") do
  Code.require_file("#{nbx_dep_path}/test/shared/cache/" <> file, __DIR__)
end

for file <- File.ls!("#{nbx_dep_path}/test/shared"), file != "cache" do
  Code.require_file("#{nbx_dep_path}/test/shared/" <> file, __DIR__)
end

# Load shared tests
for file <- File.ls!("test/shared"), not File.dir?("test/shared/" <> file) do
  Code.require_file("./shared/" <> file, __DIR__)
end

ExUnit.start()
One more attempt
mix test
< ... >
 54) test put_all/2 puts the given entries using different data types at once (NebulexMemoryAdapterTest)
     test/nebulex_memory_adapter_test.exs:128
     ** (UndefinedFunctionError) function NebulexMemoryAdapter.TestCache.delete_all/0 is undefined or private. Did you mean:

           * delete/1
           * delete/2

     stacktrace:
       (nebulex_memory_adapter 0.1.0) NebulexMemoryAdapter.TestCache.delete_all()
       test/nebulex_memory_adapter_test.exs:9: NebulexMemoryAdapterTest.__ex_unit_setup_0/1
       test/nebulex_memory_adapter_test.exs:1: NebulexMemoryAdapterTest.__ex_unit__/2



Finished in 0.2 seconds (0.2s async, 0.00s sync)
54 tests, 54 failures

Implementation
Now that we have our failing tests, we can implement the adapter. We'll build
this step-by-step, starting with the base Nebulex.Adapter behavior, then
implementing the required Nebulex.Adapter.KV behavior, and finally adding
the optional Nebulex.Adapter.Queryable behavior.
Note: For a complete reference implementation with all the correct callback
signatures and production patterns, consult the
Nebulex.TestAdapter
source code. This guide shows the essential structure and flow, but you'll want
to refer to TestAdapter for exact implementations.

Step 1: Implement Nebulex.Adapter
First, let's implement the base Nebulex.Adapter behavior with the two required
callbacks:
defmodule NebulexMemoryAdapter do
  @behaviour Nebulex.Adapter

  import Nebulex.Utils

  @impl Nebulex.Adapter
  defmacro __before_compile__(_env), do: :ok

  @impl Nebulex.Adapter
  def init(_opts) do
    child_spec = Supervisor.child_spec({Agent, fn -> %{} end}, id: {Agent, 1})

    {:ok, child_spec, %{}}
  end
end
Now test to see if the adapter loads:
mix test
== Compilation error in file test/support/test_cache.ex ==
** (ArgumentError) expected :adapter option given to Nebulex.Cache to list Nebulex.Adapter.KV as a behaviour
    (nebulex 3.0.0-rc.2) lib/nebulex/cache/supervisor.ex:50: Nebulex.Cache.Supervisor.compile_config/1
    test/support/test_cache.ex:2: (module)

The error tells us we need to implement Nebulex.Adapter.KV.
Step 2: Implement Nebulex.Adapter.KV (Required)
The Nebulex.Adapter.KV behavior is the core requirement. It provides all
key-value operations like fetch, put, delete, and more. Here's a complete
implementation:
defmodule NebulexMemoryAdapter do
  @behaviour Nebulex.Adapter
  @behaviour Nebulex.Adapter.KV

  import Nebulex.Utils

  @impl Nebulex.Adapter
  defmacro __before_compile__(_env), do: :ok

  @impl Nebulex.Adapter
  def init(_opts) do
    child_spec = Supervisor.child_spec({Agent, fn -> %{} end}, id: {Agent, 1})

    {:ok, child_spec, %{}}
  end

  ## Nebulex.Adapter.KV Implementation

  @impl Nebulex.Adapter.KV
  def fetch(adapter_meta, key, _opts) do
    wrap_ok Agent.get(adapter_meta.pid, &Map.get(&1, key))
  end

  @impl Nebulex.Adapter.KV
  def put(adapter_meta, key, value, on_write, ttl, _opts) do
    Agent.update(adapter_meta.pid, &Map.put(&1, key, value))
    {:ok, true}
  end

  @impl Nebulex.Adapter.KV
  def put_all(adapter_meta, entries, on_write, ttl, _opts) do
    entries = Map.new(entries)
    Agent.update(adapter_meta.pid, &Map.merge(&1, entries))
    {:ok, true}
  end

  @impl Nebulex.Adapter.KV
  def delete(adapter_meta, key, _opts) do
    wrap_ok Agent.update(adapter_meta.pid, &Map.delete(&1, key))
  end

  @impl Nebulex.Adapter.KV
  def take(adapter_meta, key, _opts) do
    value = Agent.get(adapter_meta.pid, &Map.get(&1, key))
    delete(adapter_meta, key, [])
    {:ok, value}
  end

  @impl Nebulex.Adapter.KV
  def update_counter(adapter_meta, key, amount, default, ttl, _opts) do
    Agent.update(adapter_meta.pid, fn state ->
      Map.update(state, key, default + amount, fn v -> v + amount end)
    end)

    wrap_ok Agent.get(adapter_meta.pid, &Map.get(&1, key))
  end

  @impl Nebulex.Adapter.KV
  def has_key?(adapter_meta, key, _opts) do
    wrap_ok Agent.get(adapter_meta.pid, &Map.has_key?(&1, key))
  end

  @impl Nebulex.Adapter.KV
  def ttl(_adapter_meta, _key, _opts) do
    {:ok, nil}
  end

  @impl Nebulex.Adapter.KV
  def expire(_adapter_meta, _key, _ttl, _opts) do
    {:ok, true}
  end

  @impl Nebulex.Adapter.KV
  def touch(_adapter_meta, _key, _opts) do
    {:ok, true}
  end
end
Running the tests again:
mix test
< ... >

 10) test delete_all/2 deletes all entries (NebulexMemoryAdapterTest)
     test/nebulex_memory_adapter_test.exs:128
     ** (UndefinedFunctionError) function NebulexMemoryAdapter.execute/3 is undefined or private
     stacktrace:
       (nebulex_memory_adapter 0.1.0) NebulexMemoryAdapter.execute(%{cache: NebulexMemoryAdapter.TestCache, pid: #PID<0.549.0>}, %{op: :delete_all, query: {:q, nil}}, [])
       test/nebulex_memory_adapter_test.exs:129: (test)



Finished in 5.7 seconds (5.7s async, 0.00s sync)
54 tests, 10 failures

Great progress! We've gone from 54 failures to 10. The remaining failures are for
the execute/3 function, which is part of the Nebulex.Adapter.Queryable behavior.
Step 3: Add Nebulex.Adapter.Queryable (Optional)
Now we'll add the optional Nebulex.Adapter.Queryable behavior to support
query operations like delete_all, get_all, and stream. Here's the complete
implementation of both KV and Queryable that passes all tests:
defmodule NebulexMemoryAdapter do
  @behaviour Nebulex.Adapter
  @behaviour Nebulex.Adapter.KV
  @behaviour Nebulex.Adapter.Queryable

  import Nebulex.Utils

  @impl Nebulex.Adapter
  defmacro __before_compile__(_env), do: :ok

  @impl Nebulex.Adapter
  def init(_opts) do
    child_spec = Supervisor.child_spec({Agent, fn -> %{} end}, id: {Agent, 1})

    {:ok, child_spec, %{}}
  end

  @impl Nebulex.Adapter.KV
  def fetch(adapter_meta, key, _opts) do
    wrap_ok Agent.get(adapter_meta.pid, &Map.get(&1, key))
  end

  @impl Nebulex.Adapter.KV
  def put(adapter_meta, key, value, ttl, op, opts)

  def put(adapter_meta, key, value, ttl, :put_new, opts) do
    if get(adapter_meta, key, []) do
      false
    else
      put(adapter_meta, key, value, ttl, :put, opts)
      true
    end
    |> wrap_ok()
  end

  def put(adapter_meta, key, value, ttl, :replace, opts) do
    if get(adapter_meta, key, []) do
      put(adapter_meta, key, value, ttl, :put, opts)

      true
    else
      false
    end
    |> wrap_ok()
  end

  def put(adapter_meta, key, value, _ttl, _on_write, _opts) do
    Agent.update(adapter_meta.pid, &Map.put(&1, key, value))

    {:ok, true}
  end

  @impl Nebulex.Adapter.KV
  def put_all(adapter_meta, entries, ttl, op, opts)

  def put_all(adapter_meta, entries, ttl, :put_new, opts) do
    if get_all(adapter_meta, Map.keys(entries), []) == %{} do
      put_all(adapter_meta, entries, ttl, :put, opts)

      true
    else
      false
    end
    |> wrap_ok()
  end

  def put_all(adapter_meta, entries, _ttl, _on_write, _opts) do
    entries = Map.new(entries)

    Agent.update(adapter_meta.pid, &Map.merge(&1, entries))

    {:ok, true}
  end

  @impl Nebulex.Adapter.KV
  def delete(adapter_meta, key, _opts) do
    wrap_ok Agent.update(adapter_meta.pid, &Map.delete(&1, key))
  end

  @impl Nebulex.Adapter.KV
  def take(adapter_meta, key, _opts) do
    value = get(adapter_meta, key, [])

    delete(adapter_meta, key, [])

    {:ok, value}
  end

  @impl Nebulex.Adapter.KV
  def update_counter(adapter_meta, key, amount, _ttl, default, _opts) do
    Agent.update(adapter_meta.pid, fn state ->
      Map.update(state, key, default + amount, fn v -> v + amount end)
    end)

    wrap_ok get(adapter_meta, key, [])
  end

  @impl Nebulex.Adapter.KV
  def has_key?(adapter_meta, key, _opts) do
    wrap_ok Agent.get(adapter_meta.pid, &Map.has_key?(&1, key))
  end

  @impl Nebulex.Adapter.KV
  def ttl(_adapter_meta, _key, _opts) do
    {:ok, nil}
  end

  @impl Nebulex.Adapter.KV
  def expire(_adapter_meta, _key, _ttl, _opts) do
    {:ok, true}
  end

  @impl Nebulex.Adapter.KV
  def touch(_adapter_meta, _key, _opts) do
    {:ok, true}
  end

  @impl Nebulex.Adapter.Queryable
  def execute(adapter_meta, query_meta, _opts) do
    do_execute(adapter_meta.pid, query_meta)
  end

  def do_execute(pid, %{op: :delete_all} = query_meta) do
    deleted = do_execute(pid, %{query_meta | op: :count_all})

    Agent.update(pid, fn _state -> %{} end)

    {:ok, deleted}
  end

  def do_execute(pid, %{op: :count_all}) do
    wrap_ok Agent.get(pid, &map_size/1)
  end

  def do_execute(pid, %{op: :get_all, query: {:q, nil}}) do
    wrap_ok Agent.get(pid, &Map.values/1)
  end

  # Fetching multiple keys
  def do_execute(pid, %{op: :get_all, query: {:in, keys}}) do
    pid
    |> Agent.get(&Map.take(&1, keys))
    |> Map.to_list()
    |> wrap_ok()
  end

  @impl Nebulex.Adapter.Queryable
  def stream(adapter_meta, query_meta, _opts) do
    do_stream(adapter_meta.pid, query_meta)
  end

  def do_stream(pid, %{query: {:q, q}, select: select}) when q in [nil, :all] do
    fun =
      case select do
        :value ->
          &Map.values/1

        {:key, :value} ->
          &Map.to_list/1

        _ ->
          &Map.keys/1
      end

    wrap_ok Agent.get(pid, fun)
  end

  def do_stream(_pid_, query) do
    wrap_error Nebulex.QueryError, query: query
  end
end
Of course, this isn't a useful adapter for production use, but it demonstrates
the minimum implementation needed to get both KV and Queryable behaviors working.
This should give you a solid foundation for building your own adapter.
Next Steps
Now that you have a working adapter, you can:
	Expand the KV behavior - Implement additional callbacks like expire/4 and
touch/3 if your adapter supports TTL.
	Add more Queryable operations - Implement more query operations to support
filtering, sorting, and other advanced features.
	Add optional behaviors - Implement Transaction, Info, or Observable
behaviors as needed (consult the Adapter API documentation).
	Optimize for your backend - Replace the simple Agent storage with actual
backend calls (Redis, Memcached, database, etc.).
	Add comprehensive tests - Write tests specific to your adapter beyond the
shared Nebulex tests.

Recommended Reading
	Nebulex.TestAdapter
	The canonical reference implementation used by Nebulex itself for testing
	Shows correct callback signatures and implementations for KV and Queryable
	Reference for handling TTL, entry validation, and error cases
	Best for understanding exact callback parameters and return values


	Nebulex.Adapters.Local
	Built-in adapter implementation with all optional behaviors
	Shows advanced features like Info API, Transaction support, and Observable
	Reference for optimizations and production-ready patterns


	nebulex_redis_adapter
	Real-world example of a distributed cache adapter
	Shows how to integrate with an external backend
	Reference for handling complex operations with actual persistence


	Adapter Behavior Documentation
	Complete API reference for all adapter behaviors and callbacks
	Detailed specifications for KV, Queryable, Transaction, Info, and Observable





  

    Upgrading to v3.0

For v3, Nebulex introduces several breaking changes, including the Cache API
itself. This guide aims to highlight the most significant changes to make the
transition to v3 easier. Be aware that this guide won't focus on every change,
just the most significant ones that can affect how your application code
interacts with the cache. Also, it is not a detailed guide about how to
translate the current code from older versions to v3, just pointing out the
areas where the new documentation should be consulted.

Built-In Adapters
All previously built-in adapters (Nebulex.Adapters.Local,
Nebulex.Adapters.Partitioned, Nebulex.Adapters.Replicated, and
Nebulex.Adapters.Multilevel) have been moved to separate repositories.
Therefore, you must add the adapter dependency to the list of dependencies
in your mix.exs file.
For example, if you are using the local adapter:
defp deps do
  [
    {:nebulex, "~> 3.0"},
    {:nebulex_local, "~> 3.0"},
    ...
  ]
end

Update Cache API Calls
The most significant change is in the Cache API. Nebulex v3 has a
new API based on ok/error tuples.
Nebulex v3 brings a new API with two flavors:
	An ok/error tuple API for all cache functions. This new approach is
preferred when you want to handle different outcomes using pattern-matching.
	An alternative API version with trailing bang (!) functions. This
approach is preferred if you expect the outcome to always be successful.

Therefore, there are two ways to address the API changes:
	Review your code's cache calls and handle the new ok/error tuple response.
	Replace your cache calls using the function version with the trailing
bang (!).

Let's take a closer look at both approaches.
Using the Ok/Error Tuple API
As mentioned above, all the Cache API callbacks can return :ok or
{:ok, result} on success, or {:error, reason} otherwise. Hence, you have
three options:
	Ignore the result. However, there will be some cases where you don't
want (or can't) ignore the result. For example, when fetching a key,
it is intended to use its value, hence, it doesn't make sense to
ignore the result.
	Pattern-match the success case. If you decide to take this path, perhaps
you should consider using the trailing bang (!) functions mentioned in
the next section.
	Handle the success and error cases explicitly (the preferred option).

If you go for the first option of ignoring the result, you can replace your
cache calls like this:
- :ok = MyApp.Cache.put("key", "value")
+ _ignore = MyApp.Cache.put("key", "value")
On the other hand, if you go for option two to pattern-match the success case:
- value = MyApp.Cache.get("key")
+ {:ok, value} =  MyApp.Cache.get("key")
Finally, if you go for the third option, update the cache calls to handle the
success and error cases:
- :ok = MyApp.Cache.put("key", "value")
- value = MyApp.Cache.get("key")
New code may look like this:
case MyApp.Cache.put("key", "value") do
  :ok ->
    #=> your logic handling success

  {:error, reason} ->
    #=> your logic handling the error
end

case MyApp.Cache.fetch("key") do
  {:ok, value} ->
    #=> your logic handling success

  {:error, %Nebulex.KeyError{}} ->
    #=> your logic handling when the key is not found

  {:error, reason} ->
    #=> your logic handling other errors
end
Notice that the fetch function was introduced since v3. However, the get
function is still available, but it has slightly different semantics.
See the Cache API docs for more information.
Migrating to ok/error tuple API
You can apply the same idea in the examples above to migrate ALL the Cache API
calls.
Using API version with trailing bang (!) functions
The second way to address the API changes (and perhaps the easiest one) is to
replace your cache calls by using the function version with the trailing bang
(!). For example:
- :ok = MyApp.Cache.put("key", "value")
+ :ok = MyApp.Cache.put!("key", "value")
Despite this fix of using bang functions (!) may work for most cases, there
may be a few where the outcome is not the same or the patch is just not
applicable. See the next sections to learn more about it.
Update get calls
The previous callback get/2 has changed the semantics a bit (aside from the
ok/error tuple API). Previously, returned nil when the given key wasn't in
the cache. Now, the callback accepts an argument to specify the default value
when the key is not found (defaults to nil).
The easiest and quickest way to update the get calls is using the new version
of it with the trailing bang, like so:
- value = MyApp.Cache.get("key")
+ value = MyApp.Cache.get!("key")
Other alternatives:
# Using the default
value = MyApp.Cache.get!("key", "default")

# Handling the response
case MyApp.Cache.get("key", "default") do
  {:ok, "default"} ->
    #=> your logic handling success with default value

  {:ok, value} ->
    #=> your logic handling success

  {:error, reason} ->
    #=> your logic handling other errors
end
Update has_key? calls
The new API does not have a "trailing bang function (!)" version for the
has_key? callback. Therefore, you must work with the ok/error tuple API.
For example:
- bool = MyApp.Cache.has_key?("key")
+ {:ok, bool} = MyApp.Cache.has_key?("key")
Update Transaction API calls
The new API does not have a "trailing bang function (!)" version for the
Transaction API callbacks. Therefore, you must work with the ok/error tuple API.
For example:
- bool = MyApp.Cache.in_transaction?()
+ {:ok, bool} = MyApp.Cache.in_transaction?()

- value = MyApp.Cache.transaction(fn -> MyApp.Cache.get("key") end)
+ {:ok, value} = MyApp.Cache.transaction(fn -> MyApp.Cache.get!("key") end)
Update flush calls
The callback flush is deprecated, you should use delete_all instead:
- MyApp.Cache.flush()
+ MyApp.Cache.delete_all()
Storing nil values
Previously, Nebulex used to skip storing nil values in the cache. The main
reason was the semantics assumed for the nil value, being used to validate
whether a key existed in the cache or not. However, this could be a limitation.
Since Nebulex v3, any Elixir term can be stored in the cache (including nil),
Nebulex doesn't perform any validation whatsoever. Any meaning or semantics
behind nil (or any other term) is up to the user.
Additionally, a new callback fetch/2 is introduced, which is the base or main
function for retrieving a key from the cache; in fact, the get callback is
implemented using fetch underneath.
Deprecated Stats API
The Nebulex.Adapter.Stats behaviour has been deprecated. Therefore, the
callbacks stats/0 and dispatch_stats/1 are no longer available and must
be removed from your code.
As a quick fix, you can update the stats calls using the new Info API,
like this:
- :ok = MyApp.Cache.stats()
+ stats = MyApp.Cache.info!(:stats)
Since Nebulex v3, the adapter's Info API is introduced. This is a more generic
API to get information about the cache, including the stats. Adapters are
responsible for implementing the Info API and are also free to add the
information specification keys they want. See
c:Nebulex.Cache.info/2 and the "Cache Info Guide"
for more information.
Deprecated Persistence API
Persistence can be implemented in many different ways depending on the use case.
A persistence API with a specific implementation may not be very useful because
it won't cover all possible use cases. For example, if your application is on
AWS, perhaps it makes more sense to use S3 as persistent storage, not the local
file system. Since Nebulex v3, persistence is an add-on that can be provided by
the backend (e.g., Redis), another library, or the application itself. And it
should be configured via the adapter's configuration (or maybe directly with the
backend).
Therefore, the Nebulex.Adapter.Persistence behaviour has been deprecated, so
the callbacks dump/2 and load/2 are no longer available and must be removed
from your code.
- MyApp.Cache.dump("my_backup")
- MyApp.Cache.load("my_backup")
Update Query API calls
The old Query API received as an argument the query to run against the adapter
or backend, which could be any Elixir term (based on the adapter). Now, the
Query API expects a "Query Spec" as an argument to work.
Updating all calls
The callback all/2 was merged into get_all/2; only the latter can be used
now. The new version of get_all/2 accepts a query-spec as a first argument.
Instead of using all, you'll call get_all:
- results = MyApp.Cache.all()
+ results = MyApp.Cache.get_all!()
Passing a query as an argument:
- results = MyApp.Cache.all(my_query)
+ results = MyApp.Cache.get_all!(query: my_query)
Besides, the option :return is deprecated. You may consider using the
:select option of the query-spec. For example:
- results = MyApp.Cache.all(nil, return: :value)
+ results = MyApp.Cache.get_all!(select: :value)
stream function
The same changes and examples apply to the stream function.
Updating get_all calls
Similarly, you must update the get_all calls:
- results = MyApp.Cache.get_all([k1, k2, ...])
+ results = MyApp.Cache.get_all!(in: [k1, k2, ...])
Updating count_all and delete_all calls
Similarly to get_all, you must use a query-spec as the first argument when
calling count_all or delete_all.
- count = MyApp.Cache.count_all()
+ count = MyApp.Cache.count_all!()

- count = MyApp.Cache.delete_all()
+ count = MyApp.Cache.delete_all!()

- count = MyApp.Cache.delete_all(my_query)
+ count = MyApp.Cache.delete_all!(query: my_query)
See Cache API Docs for more information and examples.
Update caching decorators
Nebulex v3 introduces some changes and new features to the Declarative Caching
API (a.k.a caching decorators). We will highlight mostly the changes and perhaps
a few new features. However, it is highly recommended you check the
documentation for more information about all the new features and changes.
Update :cache option
The :cache option doesn't support MFA tuples anymore. The possible values are
a cache module, a dynamic cache spec, or an anonymous function that optionally
receives the decorator's context as an argument and must return the cache to use
(a cache module or a dynamic cache spec).
- @decorate cacheable(cache: {MyApp.Caching, :get_cache, []})
+ @decorate cacheable(cache: &MyApp.Caching.get_cache/1)
Optionally, if you don't need the decorator context to compute the cache,
use a 0-arity function instead:
- @decorate cacheable(cache: {MyApp.Caching, :get_cache, []})
+ @decorate cacheable(cache: &MyApp.Caching.get_cache/0)
The get_cache function may look like this:
defmodule MyApp.Caching do
  alias Nebulex.Caching.Decorators.Context

  def get_cache(%Context{} = context) do
    #=> return the cache
  end

  # Without the context
  def get_cache do
    #=> return the cache
  end
end
Update :keys option
The option :keys is deprecated. Instead, consider using the option :key
like this:
- @decorate cacheable(cache: MyApp.Cache, keys: ["foo", "bar"])
+ @decorate cacheable(cache: MyApp.Cache, key: {:in, ["foo", "bar"]})
Update :key_generator option
The :key_generator option is deprecated. Instead, you can use the :key
option with an anonymous function that optionally receives the decorator's
context as an argument and must return the key to use.
- @decorate cacheable(cache: MyApp.Cache, key_generator: CustomKeyGenerator)
+ @decorate cacheable(cache: MyApp.Cache, key: &MyApp.Caching.compute_key/1)
Optionally, if you don't need the decorator context to compute the key,
use a 0-arity function instead:
- @decorate cacheable(cache: MyApp.Cache, key_generator: CustomKeyGenerator)
+ @decorate cacheable(cache: MyApp.Cache, key: &MyApp.Caching.compute_key/0)
The compute_key function may look like this:
defmodule MyApp.Caching do
  alias Nebulex.Caching.Decorators.Context

  def compute_key(%Context{} = context) do
    #=> return the key
  end

  # Without the context
  def compute_key do
    #=> return the key
  end
end
Update :default_key_generator option
The Nebulex.Caching.KeyGenerator behaviour is deprecated. You can use
an anonymous function for the :default_key_generator option instead
(the function must be provided in the format &Mod.fun/arity). Besides,
the :default_key_generator option must be provided to use Nebulex.Caching.
First, remove :default_key_generator option from all places it is used:
defmodule MyApp.Cache do
  use Nebulex.Cache,
    otp_app: :my_app,
    adapter: Nebulex.Adapters.Local,
-   default_key_generator: __MODULE__

  ...
end
Then, add it to the modules using use Nebulex.Caching:
defmodule MyApp.Books do
  use Nebulex.Caching,
+   default_key_generator: &MyApp.Keygen.generate/1

  ...
end
Global options
Decorators may become verbose sometimes, since you have to provide options like
the :cache on each decorator definition. Therefore, Nebulex supports adding
some of the common options globally when using use Nebulex.Caching.
You can update your modules using declarative caching like this:
defmodule MyApp.Books do
  use Nebulex.Caching,
+   cache: MyApp.Cache
+   match: &__MODULE__.match/1
+   on_error: :raise

- @decorate cacheable(cache: MyApp.Cache, key: id, match: &match/1, on_error: :raise)
+ @decorate cacheable(key: id)
  def get_book(id) do
    # ... logic to retrieve a book
  end

- @decorate cache_put(cache: MyApp.Cache, key: book.id, match: &match/1, on_error: :raise)
+ @decorate cache_put(key: book.id)
  def update_book(book, update_attrs) do
    # ... logic to update a book
  end

- @decorate cache_evict(cache: MyApp.Cache, key: book.id, on_error: :raise)
+ @decorate cache_evict(key: book.id)
  def delete_book(book) do
    # ... logic to delete a book
  end

  ...
end
See Nebulex.Caching options for more information.
:references option and dynamic caches
The option :references in the cacheable decorator supports referencing
a dynamic cache. For example:
defmodule MyApp.Books do
  use Nebulex.Caching

  @decorate cacheable(cache: dynamic_cache(MyApp.Cache, :books_cache))
  def find_book(isbn) do
    # your logic ...
  end
end
See "Caching Decorators" for more information.
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Nebulex is split into two main components:
	Nebulex.Cache - Defines a standard Cache API for caching data.
This API implementation is intended to create a way for different
technologies to provide a common caching interface. It defines the
mechanism for creating, accessing, updating, and removing information
from a cache. This common interface makes it easier for software
developers to leverage various technologies as caches since the
software they write using the Nebulex Cache API does not need
to be rewritten to work with different underlying technologies.

	Nebulex.Caching - Defines a Cache Abstraction for transparently adding
caching into an existing Elixir application. The caching abstraction
allows consistent use of various caching solutions with minimal impact
on the code. This Cache Abstraction enables declarative decorator-based
caching via Nebulex.Caching.Decorators. Decorators provide an
elegant way of annotating functions to be cached or evicted. Caching
decorators also enable the adoption or implementation of cache usage
patterns such as Read-through, Write-through, Cache-as-SoR,
etc. See the Cache Usage Patterns guide.


The following sections will provide an overview of those components and their
usage. Feel free to access their respective module documentation for more
specific examples, options, and configurations.
If you want to check a sample application using Nebulex quickly, please check
the getting started guide.
Caches
Nebulex.Cache is the wrapper around the Cache. We can define a
cache as follows:
defmodule MyApp.MyCache do
  use Nebulex.Cache,
    otp_app: :my_app,
    adapter: Nebulex.Adapters.Local
end
Where the configuration for the Cache must be in your application
environment, usually defined in your config/config.exs:
config :my_app, MyApp.MyCache,
  gc_interval: :timer.hours(12),
  max_size: 1_000_000,
  allocated_memory: 2_000_000_000,
  gc_memory_check_interval: :timer.seconds(10)
Each cache in Nebulex defines a start_link/1 function that needs to be
invoked before using the cache. In general, this function is not called
directly, but used as part of your application supervision tree.
If your application was generated with a supervisor (by passing --sup
to mix new) you will have a lib/my_app/application.ex file containing
the application start callback that defines and starts your supervisor.
You just need to edit the start/2 function to start the cache as a
supervisor on your application's supervisor:
def start(_type, _args) do
  children = [
    {MyApp.Cache, []}
  ]

  opts = [strategy: :one_for_one, name: MyApp.Supervisor]
  Supervisor.start_link(children, opts)
end
Otherwise, you can start and stop the cache directly at any time by calling
MyApp.Cache.start_link/1 and MyApp.Cache.stop/1.
Declarative decorator-based caching
See Nebulex.Caching.
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Cache abstraction layer inspired by
Ecto.
A cache maps to an underlying in-memory storage controlled by the adapter.
For example, Nebulex ships with an adapter that implements a local
generational cache.
The cache expects the :otp_app and :adapter as options when used.
The :otp_app should point to an OTP application with the cache
configuration. See the compile time options for more information:
	:otp_app (atom/0) - Required. The OTP application the cache configuration is under.

	:adapter (module/0) - Required. The cache adapter module.

	:default_dynamic_cache (atom/0) - Default dynamic cache for executing cache commands. Set to the
defined cache module by default. For example, when you call
MyApp.Cache.start_link/1, it will start a cache with the name
MyApp.Cache.
See the "Dynamic caches" section
for more information.

	:adapter_opts (keyword/0) - Specifies a list of options passed to the adapter in compilation time. The default value is [].


For example, the cache:
defmodule MyApp.Cache do
  use Nebulex.Cache,
    otp_app: :my_app,
    adapter: Nebulex.Adapters.Local
end
Could be configured with:
config :my_app, MyApp.Cache,
  gc_interval: :timer.hours(12),
  max_size: 1_000_000,
  allocated_memory: 2_000_000_000,
  gc_memory_check_interval: :timer.seconds(10)
Most of the configuration that goes into the config is specific
to the adapter. For this particular example, you can check
Nebulex.Adapters.Local for more information.
Despite this, the following configuration values are shared
across all adapters:
	:name (atom/0 | {:via, reg_mod :: module(), via_name :: any()}) - The name of the supervisor process the cache is started under.
Set to the defined cache module by default. For example, when
you call MyApp.Cache.start_link/1, a cache named MyApp.Cache
is started.

	:telemetry (boolean/0) - A flag to determine whether to emit the Telemetry cache command events.
This sets the default behavior for all cache commands. It can be overridden
on a per-command basis using the :telemetry option when calling a cache
function. See the "Shared options" section for
more information.
The default value is true.

	:telemetry_prefix (list of atom/0) - Nebulex emits cache events using the Telemetry library.
By default, the telemetry prefix is based on the module name, so if your
module is called MyApp.Cache, the prefix will be [:my_app, :cache].
See the "Telemetry events" section to see
which events are emitted by Nebulex out-of-box.
If you have multiple caches, keep the :telemetry_prefix consistent for
each cache and use the :cache property within the :adapter_meta coming
in the event metadata to distinguish between caches. For dynamic caches,
you should additionally use the :name property. Alternatively, you can
use different :telemetry_prefix values.

	:bypass_mode (boolean/0) - If true, the cache calls are skipped by overwriting the configured
adapter with Nebulex.Adapters.Nil when the cache starts. This option
is handy for tests if you want to disable or bypass the cache while
running the tests. The default value is false.


Shared options
All of the cache functions outlined in this module accept the following
options:
	:timeout (timeout/0) - The time in milliseconds to wait for a command to finish
(:infinity to wait indefinitely). The default value is 5000.
However, it may change depending on the adapter.
Timeout option
Despite being a shared option accepted by almost all cache functions,
it is up to the adapter to support it.

	:telemetry (boolean/0) - Override the global :telemetry setting for a specific cache command.
This allows you to selectively enable or disable telemetry on a per-command
basis without needing to start separate cache instances. For example, you
might want to disable telemetry for frequently called read operations
while keeping it enabled for write operations, or vice versa.
The default value is false.

	:telemetry_event (list of atom/0) - The telemetry event name to dispatch the event under. Defaults to what
is configured in the :telemetry_prefix option. See the
"Telemetry events" section
for more information.

	:telemetry_metadata (map of term/0 keys and term/0 values) - Extra metadata to add to the Telemetry cache command events.
These end up in the :extra_metadata metadata key of these events.
See the "Telemetry events" section
for more information.


Adapter-specific options
In addition to the shared options, each adapter can define its
specific options. Therefore, Nebulex recommends reviewing the
adapter's documentation.
Telemetry events
There are two types of telemetry events. The ones emitted by Nebulex and the
ones that are adapter specific. The ones emitted by Nebulex are divided into
two categories: cache lifecycle events and cache command events. Let us take
a closer look at each of them.
Cache lifecycle events
All Nebulex caches emit the following events:
	[:nebulex, :cache, :init] - It is dispatched whenever a cache starts.
The only measurement is the current system time in native units from
calling: System.system_time(). The :opts key in the metadata
contains all initialization options.
	Measurement: %{system_time: integer()}
	Metadata: %{cache: module(), name: atom(), opts: keyword()}



Cache command events
When the option :telemetry is set to true (the default), Nebulex will
emit Telemetry span events for each cache command. Those events will use
the :telemetry_prefix outlined in the options above which defaults to
[:my_app, :cache].
For instance, to receive all events published for the cache MyApp.Cache,
one could define a module:
defmodule MyApp.Telemetry do
  def handle_event(
        [:my_app, :cache, :command, event],
        measurements,
        metadata,
        _config
      ) do
    case event do
      :start ->
        # Handle start event ...
        IO.puts("Cache command started: #{inspect(metadata.command)}")
        IO.puts("Arguments: #{inspect(metadata.args)}")

      :stop ->
        # Handle stop event ...
        duration = measurements.duration
        IO.puts("Cache command completed: #{inspect(metadata.command)}")
        IO.puts("Duration: #{duration} native units")
        IO.puts("Result: #{inspect(metadata.result)}")

      :exception ->
        # Handle exception event ...
        IO.puts("Cache command failed: #{inspect(metadata.command)}")
        IO.puts("Error: #{inspect(metadata.reason)}")
        IO.puts("Stacktrace: #{inspect(metadata.stacktrace)}")
    end
  end
end
Then, in the Application.start/2 callback, attach the handler to the events
using a unique handler id:
:telemetry.attach_many(
  "my-app-handler-id",
  [
    [:my_app, :cache, :command, :start],
    [:my_app, :cache, :command, :stop],
    [:my_app, :cache, :command, :exception]
  ],
  &MyApp.Telemetry.handle_event/4,
  :no_config
)
See the telemetry documentation
for more information.
The following are the events you should expect from Nebulex. All examples
below consider a cache named MyApp.Cache:
[:my_app, :cache, :command, :start]
This event is emitted before a cache command is executed.
The :measurements map will include the following:
	:system_time - The current system time in native units from calling:
System.system_time().

A Telemetry :metadata map including the following fields:
	:adapter_meta - The adapter metadata.
	:command - The name of the invoked adapter's command.
	:args - The arguments passed to the invoked adapter, except for the
first one, since the adapter's metadata is available in the event's
metadata.
	:extra_metadata - Additional metadata through the runtime option
:telemetry_metadata.

Example event data:
%{
  measurements: %{system_time: 1_678_123_456_789},
  metadata: %{
    adapter_meta: %{...},
    command: :put,
    args: ["key", "value", [ttl: :timer.seconds(10)]],
    extra_metadata: %{user_id: 123}
  }
}
[:my_app, :cache, :command, :stop]
This event is emitted after a cache command is executed.
The :measurements map will include the following:
	:duration - The time spent executing the cache command. The measurement
is given in the :native time unit. You can read more about it in the
docs for System.convert_time_unit/3.

A Telemetry :metadata map including the following fields:
	:adapter_meta - The adapter metadata.
	:command - The name of the invoked adapter's command.
	:args - The arguments passed to the invoked adapter, except for the
first one, since the adapter's metadata is available in the event's
metadata.
	:extra_metadata - Additional metadata through the runtime option
:telemetry_metadata.
	:result - The command's result.

Example event data:
%{
  measurements: %{duration: 1_234_567},
  metadata: %{
    adapter_meta: %{...},
    command: :put,
    args: ["key", "value", [ttl: :timer.seconds(10)]],
    extra_metadata: %{user_id: 123},
    result: :ok
  }
}
[:my_app, :cache, :command, :exception]
This event is emitted when an error or exception occurs during the
cache command execution.
The :measurements map will include the following:
	:duration - The time spent executing the cache command. The measurement
is given in the :native time unit. You can read more about it in the
docs for System.convert_time_unit/3.

A Telemetry :metadata map including the following fields:
	:adapter_meta - The adapter metadata.
	:command - The name of the invoked adapter's command.
	:args - The arguments passed to the invoked adapter, except for the
first one, since the adapter's metadata is available in the event's
metadata.
	:extra_metadata - Additional metadata through the runtime option
:telemetry_metadata.
	:kind - The type of the error: :error, :exit, or :throw.
	:reason - The reason of the error.
	:stacktrace - Exception's stack trace.

Example event data:
%{
  measurements: %{duration: 1_234_567},
  metadata: %{
    adapter_meta: %{...},
    command: :put,
    args: ["key", "value", [ttl: :timer.seconds(10)]],
    extra_metadata: %{user_id: 123},
    kind: :error,
    reason: %Nebulex.KeyError{key: "key", reason: :not_found},
    stacktrace: [...]
  }
}
Adapter-specific events
Regardless of whether Nebulex emits the telemetry events outlined above or
not, the adapters can and are free to expose their own, but they will be
out of Nebulex's scope. Therefore, if you are interested in using specific
adapter events, you should review the adapters' documentation.
Dynamic caches
Nebulex allows you to start multiple processes from the same cache module.
This feature is typically useful when you want to have different cache
instances but access them through the same cache module.
When you list a cache in your supervision tree, such as MyApp.Cache, it will
start a supervision tree with a process named MyApp.Cache under the hood.
By default, the process has the same name as the cache module. Hence, whenever
you invoke a function in MyApp.Cache, such as MyApp.Cache.put/3, Nebulex
will execute the command in the cache process named MyApp.Cache.
However, with Nebulex, you can start multiple processes from the same cache.
The only requirement is that they must have different process names, like
this:
children = [
  MyApp.Cache,
  {MyApp.Cache, name: MyApp.UsersCache}
]
Now you have two cache instances running: one is named MyApp.Cache, and the
other one is named MyApp.UsersCache. You can tell Nebulex which process you
want to use in your cache operations by calling:
MyApp.Cache.put_dynamic_cache(MyApp.Cache)
MyApp.Cache.put_dynamic_cache(MyApp.UsersCache)
Once you call MyApp.Cache.put_dynamic_cache(name), all invocations made on
MyApp.Cache will use the cache instance denoted by name.
Nebulex also provides a handy function for invoking commands using dynamic
caches: with_dynamic_cache/2.
MyApp.Cache.with_dynamic_cache(MyApp.UsersCache, fn ->
  # all commands here will use MyApp.UsersCache
  MyApp.Cache.put("u1", "joe")
  ...
end)
While these functions are handy, you may want to have the ability to pass
the dynamic cache directly to the command, avoiding the boilerplate logic
of using put_dynamic_cache/1 or with_dynamic_cache/2. From v3.0,
all Cache API commands expose an extended callback version that admits a
dynamic cache at the first argument, so you can directly interact with a
cache instance.
MyApp.Cache.put(MyApp.UsersCache, "u1", "joe", ttl: :timer.hours(1))
MyApp.Cache.get(MyApp.UsersCache, "u1", nil, [])
MyApp.Cache.delete(MyApp.UsersCache, "u1", [])
This is another handy way to work with multiple cache instances through
the same cache module.
Declarative Caching with Decorators
While the cache API provides imperative control for cache operations,
Nebulex also offers a declarative approach through caching decorators.
For applications that prefer declarative patterns, see the
Nebulex.Caching.Decorators module documentation for attributes like
@cacheable, @cache_put, and @cache_evict.
Distributed topologies
One of the goals of Nebulex is also to provide the ability to set up
distributed cache topologies, but this feature will depend on the adapters.
See "Nebulex Distributed".
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        init(config)

      


        A callback executed when the cache starts or when configuration is read.



    





  
    Runtime API
  


    
      
        __adapter__()

      


        Returns the adapter tied to the cache.



    


    
      
        config()

      


        Returns the adapter configuration stored in the :otp_app environment.



    


    
      
        get_dynamic_cache()

      


        Returns the atom name or pid of the current cache
(based on Ecto dynamic repo).



    


    
      
        put_dynamic_cache(dynamic_cache)

      


        Sets the dynamic cache to be used in further commands
(based on Ecto dynamic repo).



    


    
      
        start_link(opts)

      


        Starts a supervision and return {:ok, pid} or just :ok if nothing
needs to be done.



    


    
      
        stop(opts)

      


        Shuts down the cache.



    


    
      
        stop(dynamic_cache, opts)

      


        Same as stop/1 but stops the cache instance given in the first argument
dynamic_cache.



    


    
      
        with_dynamic_cache(dynamic_cache, fun)

      


        Invokes the function fun using the given dynamic cache.



    





  
    KV API
  


    
      
        decr(key, amount, opts)

      


        Decrements the counter stored at key by the given amount and returns
the current count as {:ok, count}.



    


    
      
        decr(dynamic_cache, key, amount, opts)

      


        Same as decr/3, but the command is executed on the cache instance
given at the first argument dynamic_cache.



    


    
      
        decr!(key, amount, opts)

      


        Same as decr/3 but raises an exception if an error occurs.



    


    
      
        decr!(dynamic_cache, key, amount, opts)

      


        Same as decr!/4 but raises an exception if an error occurs.



    


    
      
        delete(key, opts)

      


        Deletes the entry in the cache for a specific key.



    


    
      
        delete(dynamic_cache, key, opts)

      


        Same as delete/2, but the command is executed on the cache instance
given at the first argument dynamic_cache.



    


    
      
        delete!(key, opts)

      


        Same as delete/2 but raises an exception if an error occurs.



    


    
      
        delete!(dynamic_cache, key, opts)

      


        Same as delete!/3 but raises an exception if an error occurs.



    


    
      
        expire(key, ttl, opts)

      


        Returns {:ok, true} if the given key exists and the new ttl is
successfully updated; otherwise, {:ok, false} is returned.



    


    
      
        expire(dynamic_cache, key, ttl, opts)

      


        Same as expire/3, but the command is executed on the cache instance
given at the first argument dynamic_cache.



    


    
      
        expire!(key, ttl, opts)

      


        Same as expire/3 but raises an exception if an error occurs.



    


    
      
        expire!(dynamic_cache, key, ttl, opts)

      


        Same as expire!/4 but raises an exception if an error occurs.



    


    
      
        fetch(key, opts)

      


        Fetches the value for a specific key in the cache.



    


    
      
        fetch(dynamic_cache, key, opts)

      


        Same as fetch/2, but the command is executed on the cache instance
given at the first argument dynamic_cache.



    


    
      
        fetch!(key, opts)

      


        Same as fetch/2 but raises Nebulex.KeyError if the cache doesn't contain
key or Nebulex.Error if another error occurs while executing the command.



    


    
      
        fetch!(dynamic_cache, key, opts)

      


        Same as fetch/3 but raises Nebulex.KeyError if the cache doesn't contain
key or Nebulex.Error if another error occurs while executing the command.



    


    
      
        fetch_or_store(key, fetch_or_store_fun, opts)

      


        Fetches the value for the given key from the cache. If the key is not
present, the provided anonymous function is executed.



    


    
      
        fetch_or_store(dynamic_cache, key, fetch_or_store_fun, opts)

      


        Same as fetch_or_store/3, but the command is executed on the cache
instance given at the first argument dynamic_cache.



    


    
      
        fetch_or_store!(key, fetch_or_store_fun, opts)

      


        Same as fetch_or_store/3 but raises an exception if an error occurs.



    


    
      
        fetch_or_store!(dynamic_cache, key, fetch_or_store_fun, opts)

      


        Same as fetch_or_store!/3 but the command is executed on the cache
instance given at the first argument dynamic_cache.



    


    
      
        get(key, default, opts)

      


        Gets a value from the cache where the key matches the given key.



    


    
      
        get(dynamic_cache, key, default, opts)

      


        Same as get/3, but the command is executed on the cache instance
given at the first argument dynamic_cache.



    


    
      
        get!(key, default, opts)

      


        Same as get/3 but raises an exception if an error occurs.



    


    
      
        get!(dynamic_cache, key, default, opts)

      


        Same as get!/4 but raises an exception if an error occurs.



    


    
      
        get_and_update(key, function, opts)

      


        Gets the value from key and updates it, all in one pass.



    


    
      
        get_and_update(dynamic_cache, key, function, opts)

      


        Same as get_and_update/3, but the command is executed on the cache
instance given at the first argument dynamic_cache.



    


    
      
        get_and_update!(key, function, opts)

      


        Same as get_and_update/3 but raises an exception if an error occurs.



    


    
      
        get_and_update!(dynamic_cache, key, function, opts)

      


        Same as get_and_update!/4 but raises an exception if an error occurs.



    


    
      
        get_or_store(key, get_or_store_fun, opts)

      


        Gets the value for the given key from the cache. If the key is not
present, the provided anonymous function is executed and its result
is always cached under the given key.



    


    
      
        get_or_store(dynamic_cache, key, get_or_store_fun, opts)

      


        Same as get_or_store/3, but the command is executed on the cache
instance given at the first argument dynamic_cache.



    


    
      
        get_or_store!(key, get_or_store_fun, opts)

      


        Same as get_or_store/3 but raises an exception if a cache error occurs
(e.g., the adapter failed executing the command and returns an error).



    


    
      
        get_or_store!(dynamic_cache, key, get_or_store_fun, opts)

      


        Same as get_or_store!/3 but the command is executed on the cache
instance given at the first argument dynamic_cache.



    


    
      
        has_key?(key, opts)

      


        Determines if the cache contains an entry for the specified key.



    


    
      
        has_key?(dynamic_cache, key, opts)

      


        Same as has_key?/2, but the command is executed on the cache instance
given at the first argument dynamic_cache.



    


    
      
        incr(key, amount, opts)

      


        Increments the counter stored at key by the given amount and returns
the current count as {:ok, count}.



    


    
      
        incr(dynamic_cache, key, amount, opts)

      


        Same as incr/3, but the command is executed on the cache instance
given at the first argument dynamic_cache.



    


    
      
        incr!(key, amount, opts)

      


        Same as incr/3 but raises an exception if an error occurs.



    


    
      
        incr!(dynamic_cache, key, amount, opts)

      


        Same as incr!/4 but raises an exception if an error occurs.



    


    
      
        put(key, value, opts)

      


        Puts the given value under key into the cache.



    


    
      
        put(dynamic_cache, key, value, opts)

      


        Same as put/3, but the command is executed on the cache instance
given at the first argument dynamic_cache.



    


    
      
        put!(key, value, opts)

      


        Same as put/3 but raises an exception if an error occurs.



    


    
      
        put!(dynamic_cache, key, value, opts)

      


        Same as put!/4 but raises an exception if an error occurs.



    


    
      
        put_all(entries, opts)

      


        Puts the given entries (key/value pairs) into the cache. It replaces
existing values with new values (just as regular put).



    


    
      
        put_all(dynamic_cache, entries, opts)

      


        Same as put_all/2, but the command is executed on the cache instance
given at the first argument dynamic_cache.



    


    
      
        put_all!(entries, opts)

      


        Same as put_all/2 but raises an exception if an error occurs.



    


    
      
        put_all!(dynamic_cache, entries, opts)

      


        Same as put_all!/3 but raises an exception if an error occurs.



    


    
      
        put_new(key, value, opts)

      


        Puts the given value under key into the cache only if it does not
already exist.



    


    
      
        put_new(dynamic_cache, key, value, opts)

      


        Same as put_new/3, but the command is executed on the cache instance
given at the first argument dynamic_cache.



    


    
      
        put_new!(key, value, opts)

      


        Same as put_new/3 but raises an exception if an error occurs.



    


    
      
        put_new!(dynamic_cache, key, value, opts)

      


        Same as put_new!/4 but raises an exception if an error occurs.



    


    
      
        put_new_all(entries, opts)

      


        Puts the given entries (key/value pairs) into the cache. It will not
perform any operation, even if a single key exists.



    


    
      
        put_new_all(dynamic_cache, entries, opts)

      


        Same as put_new_all/2, but the command is executed on the cache instance
given at the first argument dynamic_cache.



    


    
      
        put_new_all!(entries, opts)

      


        Same as put_new_all/2 but raises an exception if an error occurs.



    


    
      
        put_new_all!(dynamic_cache, entries, opts)

      


        Same as put_new_all!/3 but raises an exception if an error occurs.



    


    
      
        replace(key, value, opts)

      


        Alters the entry stored under key, but only if the entry already exists
in the cache.



    


    
      
        replace(dynamic_cache, key, value, opts)

      


        Same as replace/3, but the command is executed on the cache instance
given at the first argument dynamic_cache.



    


    
      
        replace!(key, value, opts)

      


        Same as replace/3 but raises an exception if an error occurs.



    


    
      
        replace!(dynamic_cache, key, value, opts)

      


        Same as replace!/4 but raises an exception if an error occurs.



    


    
      
        take(key, opts)

      


        Removes and returns the value associated with key in the cache.



    


    
      
        take(dynamic_cache, key, opts)

      


        Same as take/2, but the command is executed on the cache instance
given at the first argument dynamic_cache.



    


    
      
        take!(key, opts)

      


        Same as take/2 but raises an exception if an error occurs.



    


    
      
        take!(dynamic_cache, key, opts)

      


        Same as take!/3 but raises an exception if an error occurs.



    


    
      
        touch(key, opts)

      


        Returns {:ok, true} if the given key exists and the last access time is
successfully updated; otherwise, {:ok, false} is returned.



    


    
      
        touch(dynamic_cache, key, opts)

      


        Same as touch/2, but the command is executed on the cache instance
given at the first argument dynamic_cache.



    


    
      
        touch!(key, opts)

      


        Same as touch/2 but raises an exception if an error occurs.



    


    
      
        touch!(dynamic_cache, key, opts)

      


        Same as touch!/3 but raises an exception if an error occurs.



    


    
      
        ttl(key, opts)

      


        Returns the remaining time-to-live for the given key.



    


    
      
        ttl(dynamic_cache, key, opts)

      


        Same as ttl/2, but the command is executed on the cache instance
given at the first argument dynamic_cache.



    


    
      
        ttl!(key, opts)

      


        Same as ttl/2 but raises an exception if an error occurs.



    


    
      
        ttl!(dynamic_cache, key, opts)

      


        Same as ttl!/3 but raises an exception if an error occurs.



    


    
      
        update(key, initial, function, opts)

      


        Updates the key in the cache with the given function.



    


    
      
        update(dynamic_cache, key, initial, function, opts)

      


        Same as update/4, but the command is executed on the cache instance
given at the first argument dynamic_cache.



    


    
      
        update!(key, initial, function, opts)

      


        Same as update/4 but raises an exception if an error occurs.



    


    
      
        update!(dynamic_cache, key, initial, function, opts)

      


        Same as update/5 but raises an exception if an error occurs.



    





  
    Query API
  


    
      
        count_all(query_spec, opts)

      


        Counts all entries matching the query specified by the given query_spec.



    


    
      
        count_all(dynamic_cache, query_spec, opts)

      


        Same as count_all/2, but the command is executed on the cache instance
given at the first argument dynamic_cache.



    


    
      
        count_all!(query_spec, opts)

      


        Same as count_all/2 but raises an exception if an error occurs.



    


    
      
        count_all!(dynamic_cache, query_spec, opts)

      


        Same as count_all!/3 but raises an exception if an error occurs.



    


    
      
        delete_all(query_spec, opts)

      


        Deletes all entries matching the query specified by the given query_spec.



    


    
      
        delete_all(dynamic_cache, query_spec, opts)

      


        Same as delete_all/2, but the command is executed on the cache instance
given at the first argument dynamic_cache.



    


    
      
        delete_all!(query_spec, opts)

      


        Same as delete_all/2 but raises an exception if an error occurs.



    


    
      
        delete_all!(dynamic_cache, query_spec, opts)

      


        Same as delete_all!/3 but raises an exception if an error occurs.



    


    
      
        get_all(query_spec, opts)

      


        Fetches all entries from the cache matching the given query specified through
the "query-spec".



    


    
      
        get_all(dynamic_cache, query_spec, opts)

      


        Same as get_all/2, but the command is executed on the cache instance
given at the first argument dynamic_cache.



    


    
      
        get_all!(query_spec, opts)

      


        Same as get_all/2 but raises an exception if an error occurs.



    


    
      
        get_all!(dynamic_cache, query_spec, opts)

      


        Same as get_all!/3 but raises an exception if an error occurs.



    


    
      
        stream(query_spec, opts)

      


        Similar to get_all/2, but returns a lazy enumerable that emits all entries
matching the query specified by the given query_spec.



    


    
      
        stream(dynamic_cache, query_spec, opts)

      


        Same as stream/2, but the command is executed on the cache instance
given at the first argument dynamic_cache.



    


    
      
        stream!(query_spec, opts)

      


        Same as stream/2 but raises an exception if an error occurs.



    


    
      
        stream!(dynamic_cache, query_spec, opts)

      


        Same as stream!/3 but raises an exception if an error occurs.



    





  
    Transaction API
  


    
      
        in_transaction?(opts)

      


        Returns {:ok, true} if the current process is inside a transaction;
otherwise, {:ok, false} is returned.



    


    
      
        in_transaction?(dynamic_cache, opts)

      


        Same as in_transaction?/1, but the command is executed on the cache instance
given at the first argument dynamic_cache.



    


    
      
        transaction(fun, opts)

      


        Runs the given function inside a transaction.



    


    
      
        transaction(dynamic_cache, fun, opts)

      


        Same as transaction/2, but the command is executed on the cache instance
given at the first argument dynamic_cache.



    





  
    Info API
  


    
      
        info(spec, opts)

      


        Returns {:ok, info} where info contains the requested cache information,
as specified by the spec.



    


    
      
        info(dynamic_cache, spec, opts)

      


        Same as info/2, but the command is executed on the cache
instance given at the first argument dynamic_cache.



    


    
      
        info!(spec, opts)

      


        Same as info/2 but raises an exception if an error occurs.



    


    
      
        info!(dynamic_cache, spec, opts)

      


        Same as info/3 but raises an exception if an error occurs.



    





  
    Observable API
  


    
      
        register_event_listener(event_listener, opts)

      


        Register a cache event listener event_listener.



    


    
      
        register_event_listener(dynamic_cache, event_listener, opts)

      


        Same as register_event_listener/2, but the command is executed on the cache
instance given at the first argument dynamic_cache.



    


    
      
        register_event_listener!(event_listener, opts)

      


        Same as register_event_listener/2 but raises an exception if an error
occurs.



    


    
      
        register_event_listener!(dynamic_cache, event_listener, opts)

      


        Same as register_event_listener/3 but raises an exception if an error
occurs.



    


    
      
        unregister_event_listener(id, opts)

      


        Un-register a cache event listener.



    


    
      
        unregister_event_listener(dynamic_cache, id, opts)

      


        Same as unregister_event_listener/2, but the command is executed on the
cache instance given at the first argument dynamic_cache.



    


    
      
        unregister_event_listener!(id, opts)

      


        Same as unregister_event_listener/2 but raises an exception if an error
occurs.



    


    
      
        unregister_event_listener!(dynamic_cache, id, opts)

      


        Same as unregister_event_listener/3 but raises an exception if an error
occurs.



    





  
    Types
  


    
      
        dynamic_cache()

      


        Dynamic cache value



    


    
      
        entries()

      


        Cache entries



    


    
      
        error_tuple()

      


        Common error type



    


    
      
        error_tuple(reason)

      


        Error type for the given reason



    


    
      
        event_filter()

      


        Proxy type to a cache event  filter



    


    
      
        event_listener()

      


        Proxy type to a cache event listener



    


    
      
        fetch_error_reason()

      


        Fetch error reason



    


    
      
        fetch_or_store_fun()

      


        Fetch or store function



    


    
      
        get_or_store_fun()

      


        Get or store function



    


    
      
        info_data()

      


        The data type for the cache information



    


    
      
        info_item()

      


        The type for the info item's value



    


    
      
        info_map()

      


        Info map



    


    
      
        info_spec()

      


        Specification key for the item(s) to include in the returned info



    


    
      
        key()

      


        Cache entry key



    


    
      
        nbx_error_reason()

      


        Proxy type for generic Nebulex error



    


    
      
        ok_error_tuple(ok)

      


        Ok/Error tuple with default error reasons



    


    
      
        ok_error_tuple(ok, error)

      


        Ok/Error type



    


    
      
        opts()

      


        Cache action options



    


    
      
        query_spec()

      


        The data type for a query spec.



    


    
      
        t()

      


        Cache type



    


    
      
        value()

      


        Cache entry value



    





      


      
        User callbacks


        


  
    
      
    
    
      init(config)


        (optional)


        
          
        

    

  


  

      

          @callback init(config) :: {:ok, config} | :ignore when config: keyword()


      


A callback executed when the cache starts or when configuration is read.

  


        

      

      
        Runtime API


        


  
    
      
    
    
      __adapter__()



        
          
        

    

  


  

      

          @callback __adapter__() :: Nebulex.Adapter.t()


      


Returns the adapter tied to the cache.

  



  
    
      
    
    
      config()



        
          
        

    

  


  

      

          @callback config() :: keyword()


      


Returns the adapter configuration stored in the :otp_app environment.
If the init/1 callback is implemented in the cache, it will be invoked.

  



  
    
      
    
    
      get_dynamic_cache()



        
          
        

    

  


  

      

          @callback get_dynamic_cache() :: dynamic_cache()


      


Returns the atom name or pid of the current cache
(based on Ecto dynamic repo).
See also put_dynamic_cache/1.

  



  
    
      
    
    
      put_dynamic_cache(dynamic_cache)



        
          
        

    

  


  

      

          @callback put_dynamic_cache(dynamic_cache()) :: dynamic_cache()


      


Sets the dynamic cache to be used in further commands
(based on Ecto dynamic repo).
There are cases where you may want to have different cache instances but
access them through the same cache module. By default, when you call
MyApp.Cache.start_link/1, it will start a cache with the name
MyApp.Cache. But it is also possible to start multiple caches by using
a different name for each of them:
MyApp.Cache.start_link(name: :cache1)
MyApp.Cache.start_link(name: :cache2)
You can also start caches without names by explicitly setting the name
to nil:
MyApp.Cache.start_link(name: nil)
NOTE: There may be adapters requiring the :name option anyway,
therefore, it is highly recommended to see the adapter's documentation
you want to use.

All operations through MyApp.Cache are sent by default to the cache named
MyApp.Cache. But you can change the default cache at compile-time:
use Nebulex.Cache, default_dynamic_cache: :cache_name
Or anytime at runtime by calling put_dynamic_cache/1:
MyApp.Cache.put_dynamic_cache(:another_cache_name)
From this moment on, all future commands performed by the current process
will run on :another_cache_name.
Additionally, all cache commands optionally support passing the wanted
dynamic cache (name or PID) as the first argument so you can directly
interact with a cache instance. See the
"Dynamic caches" section in the module
documentation for more information.

  



  
    
      
    
    
      start_link(opts)



        
          
        

    

  


  

      

          @callback start_link(opts()) ::
  {:ok, pid()} | {:error, {:already_started, pid()}} | {:error, any()}


      


Starts a supervision and return {:ok, pid} or just :ok if nothing
needs to be done.
Returns {:error, {:already_started, pid}} if the cache is already
started or {:error, term} in case anything else goes wrong.
Options
See the configuration in the moduledoc for options shared between adapters,
for adapter-specific configuration see the adapter's documentation.

  



  
    
      
    
    
      stop(opts)



        
          
        

    

  


  

      

          @callback stop(opts()) :: :ok


      


Shuts down the cache.
Options
  :timeout - It is an integer that specifies how many milliseconds to wait
  for the cache supervisor process to terminate, or the atom :infinity to
  wait indefinitely. Defaults to 5000. See Supervisor.stop/3.
See the "Shared options" section in the module
documentation for more options.

  



  
    
      
    
    
      stop(dynamic_cache, opts)



        
          
        

    

  


  

      

          @callback stop(dynamic_cache(), opts()) :: :ok


      


Same as stop/1 but stops the cache instance given in the first argument
dynamic_cache.
See the "Dynamic caches" section in the
module documentation for more information.

  



  
    
      
    
    
      with_dynamic_cache(dynamic_cache, fun)



        
          
        

    

  


  

      

          @callback with_dynamic_cache(dynamic_cache(), fun()) :: any()


      


Invokes the function fun using the given dynamic cache.
Example
MyCache.with_dynamic_cache(:my_cache, fn ->
  MyCache.put("foo", "var")
end)
See get_dynamic_cache/0 and put_dynamic_cache/1.

  


        

      

      
        KV API


        


  
    
      
    
    
      decr(key, amount, opts)



        
          
        

    

  


  

      

          @callback decr(key(), amount :: integer(), opts()) :: ok_error_tuple(integer())


      


Decrements the counter stored at key by the given amount and returns
the current count as {:ok, count}.
If amount < 0, the value is incremented by that amount instead
(opposite to incr/3).
If there's an error with executing the command, {:error, reason}
is returned, where reason is the cause of the error.
If the key doesn't exist, the TTL is set. Otherwise, only the counter value
is updated, keeping the TTL set for the first time.
Options
	:ttl (timeout/0) - The key's time-to-live (or expiry time) in milliseconds
(:infinity to store indefinitely). The default value is :infinity.

	:default (integer/0) - If the key is not present in the cache, the default value is inserted as
the key's initial value before it is incremented. The default value is 0.


See the "Shared options" section in the module
documentation for more options.
Examples
iex> MyCache.decr(:a)
{:ok, -1}
iex> MyCache.decr(:a, 2)
{:ok, -3}
iex> MyCache.decr(:a, -1)
{:ok, -2}

iex> MyCache.decr(:missing_key, 2, default: 10)
{:ok, 8}

  



  
    
      
    
    
      decr(dynamic_cache, key, amount, opts)



        
          
        

    

  


  

      

          @callback decr(dynamic_cache(), key(), amount :: integer(), opts()) ::
  ok_error_tuple(integer())


      


Same as decr/3, but the command is executed on the cache instance
given at the first argument dynamic_cache.
See the "Dynamic caches" section in the
module documentation for more information.
Examples
iex> MyCache.decr(MyCache1, :a, 1, [])
{:ok, -1}

  



  
    
      
    
    
      decr!(key, amount, opts)



        
          
        

    

  


  

      

          @callback decr!(key(), amount :: integer(), opts()) :: integer()


      


Same as decr/3 but raises an exception if an error occurs.
Examples
iex> MyCache.decr!(:a)
-1

  



  
    
      
    
    
      decr!(dynamic_cache, key, amount, opts)



        
          
        

    

  


  

      

          @callback decr!(dynamic_cache(), key(), amount :: integer(), opts()) :: integer()


      


Same as decr!/4 but raises an exception if an error occurs.

  



  
    
      
    
    
      delete(key, opts)



        
          
        

    

  


  

      

          @callback delete(key(), opts()) :: :ok | error_tuple()


      


Deletes the entry in the cache for a specific key.
If there's an error with executing the command, {:error, reason}
is returned, where reason is the cause of the error.
Options
See the "Shared options" section in the module
documentation for more options.
Examples
iex> MyCache.put(:a, 1)
:ok
iex> MyCache.delete(:a)
:ok
iex> MyCache.get!(:a)
nil
iex> MyCache.delete(:nonexistent)
:ok

  



  
    
      
    
    
      delete(dynamic_cache, key, opts)



        
          
        

    

  


  

      

          @callback delete(dynamic_cache(), key(), opts()) :: :ok | error_tuple()


      


Same as delete/2, but the command is executed on the cache instance
given at the first argument dynamic_cache.
See the "Dynamic caches" section in the
module documentation for more information.
Examples
iex> MyCache.delete(MyCache1, :a, [])
:ok

  



  
    
      
    
    
      delete!(key, opts)



        
          
        

    

  


  

      

          @callback delete!(key(), opts()) :: :ok


      


Same as delete/2 but raises an exception if an error occurs.

  



  
    
      
    
    
      delete!(dynamic_cache, key, opts)



        
          
        

    

  


  

      

          @callback delete!(dynamic_cache(), key(), opts()) :: :ok


      


Same as delete!/3 but raises an exception if an error occurs.

  



  
    
      
    
    
      expire(key, ttl, opts)



        
          
        

    

  


  

      

          @callback expire(key(), ttl :: timeout(), opts()) :: ok_error_tuple(boolean())


      


Returns {:ok, true} if the given key exists and the new ttl is
successfully updated; otherwise, {:ok, false} is returned.
If there's an error with executing the command, {:error, reason}
is returned; where reason is the cause of the error.
Options
See the "Shared options" section in the module
documentation for more options.
Examples
iex> MyCache.put(:a, 1)
:ok
iex> MyCache.expire(:a, :timer.hours(1))
{:ok, true}
iex> MyCache.expire(:a, :infinity)
{:ok, true}
iex> MyCache.expire(:b, 5)
{:ok, false}

  



  
    
      
    
    
      expire(dynamic_cache, key, ttl, opts)



        
          
        

    

  


  

      

          @callback expire(dynamic_cache(), key(), ttl :: timeout(), opts()) ::
  ok_error_tuple(boolean())


      


Same as expire/3, but the command is executed on the cache instance
given at the first argument dynamic_cache.
See the "Dynamic caches" section in the
module documentation for more information.
Examples
iex> MyCache.expire(MyCache1, :a, :timer.hours(1), [])
{:ok, false}

  



  
    
      
    
    
      expire!(key, ttl, opts)



        
          
        

    

  


  

      

          @callback expire!(key(), ttl :: timeout(), opts()) :: boolean()


      


Same as expire/3 but raises an exception if an error occurs.
Examples
iex> MyCache.put(:a, 1)
:ok
iex> MyCache.expire!(:a, :timer.hours(1))
true

  



  
    
      
    
    
      expire!(dynamic_cache, key, ttl, opts)



        
          
        

    

  


  

      

          @callback expire!(dynamic_cache(), key(), ttl :: timeout(), opts()) :: boolean()


      


Same as expire!/4 but raises an exception if an error occurs.

  



  
    
      
    
    
      fetch(key, opts)



        
          
        

    

  


  

      

          @callback fetch(key(), opts()) :: ok_error_tuple(value(), fetch_error_reason())


      


Fetches the value for a specific key in the cache.
If the cache contains the given key, then its value is returned
in the shape of {:ok, value}.
If there's an error with executing the command, {:error, reason}
is returned. reason is the cause of the error and can be
Nebulex.KeyError if the cache does not contain key,
Nebulex.Error otherwise.
Options
See the "Shared options" section in the module
documentation for more options.
Examples
iex> MyCache.put("foo", "bar")
:ok
iex> MyCache.fetch("foo")
{:ok, "bar"}

# Key not found error
iex> {:error, %Nebulex.KeyError{key: "bar"} = e} = MyCache.fetch("bar")
iex> e.reason
:not_found

  



  
    
      
    
    
      fetch(dynamic_cache, key, opts)



        
          
        

    

  


  

      

          @callback fetch(dynamic_cache(), key(), opts()) ::
  ok_error_tuple(value(), fetch_error_reason())


      


Same as fetch/2, but the command is executed on the cache instance
given at the first argument dynamic_cache.
See the "Dynamic caches" section in the
module documentation for more information.
Examples
iex> MyCache.put("foo", "bar")
:ok
iex> MyCache.fetch(MyCache1, "foo", [])
{:ok, "bar"}

  



  
    
      
    
    
      fetch!(key, opts)



        
          
        

    

  


  

      

          @callback fetch!(key(), opts()) :: value()


      


Same as fetch/2 but raises Nebulex.KeyError if the cache doesn't contain
key or Nebulex.Error if another error occurs while executing the command.
Examples
iex> MyCache.put("foo", "bar")
:ok
iex>  MyCache.fetch!("foo")
"bar"

  



  
    
      
    
    
      fetch!(dynamic_cache, key, opts)



        
          
        

    

  


  

      

          @callback fetch!(dynamic_cache(), key(), opts()) :: value()


      


Same as fetch/3 but raises Nebulex.KeyError if the cache doesn't contain
key or Nebulex.Error if another error occurs while executing the command.

  



  
    
      
    
    
      fetch_or_store(key, fetch_or_store_fun, opts)



        
          
        

    

  


  

      

          @callback fetch_or_store(key(), fetch_or_store_fun(), opts()) :: ok_error_tuple(value())


      


Fetches the value for the given key from the cache. If the key is not
present, the provided anonymous function is executed.
If the function returns {:ok, value}, the value is cached under the given
key and returned as the result. If it returns {:error, reason}, the value
is not cached, and the error is returned as is.
If the function returns any other value, a RuntimeError is raised.
This function is useful when you want to cache only successful computations,
such as API calls or database queries that may fail. Failed operations are
not cached, allowing subsequent calls to retry the operation.
Options
Since the put operation is used under the hood, the following options are
supported:
	:ttl (timeout/0) - The key's time-to-live (or expiry time) in milliseconds
(:infinity to store indefinitely). The default value is :infinity.

	:keep_ttl (boolean/0) - Indicates whether to retain the time to live associated with the key.
Otherwise, the value in the :ttl option overwrites the existing one. The default value is false.


See the "Shared options" section in the module
documentation for a list of supported options.
fetch_or_store atomicity
This operation is not atomic. It uses fetch and put under the hood,
but the function is executed outside of the cache transaction. If you need
to ensure atomicity, consider wrapping the function in a transaction/2
call.
Examples
Basic usage
iex> MyCache.fetch_or_store("foo", fn -> {:ok, "bar"} end)
{:ok, "bar"}

iex> MyCache.fetch_or_store("foo", fn -> {:ok, "new value"} end)
{:ok, "bar"}  # Returns cached value, function not executed
Error handling
When the function returns an error, the value is not cached:
iex> MyCache.fetch_or_store("user", fn -> {:error, "not found"} end)
{:error, %Nebulex.Error{reason: "not found"}}

iex> MyCache.fetch("user")
{:error, %Nebulex.KeyError{key: "user"}}  # Key was not cached
Invalid return values
The function must return either {:ok, value} or {:error, reason}:
iex> MyCache.fetch_or_store("foo", fn -> :invalid end)
** (RuntimeError) the supplied lambda function must return ..
With TTL
iex> MyCache.fetch_or_store(
...>   "session",
...>   fn -> {:ok, "data"} end,
...>   ttl: :timer.minutes(5)
...> )
{:ok, "data"}
Real-world example: API calls
def get_user_from_api(user_id) do
  MyCache.fetch_or_store(
    "user:#{user_id}",
    fn ->
      case HTTPClient.get("/users/#{user_id}") do
        {:ok, %{status: 200, body: data}} -> {:ok, data}
        {:ok, %{status: 404}} -> {:error, :not_found}
        {:error, reason} -> {:error, reason}
      end
    end,
    ttl: :timer.minutes(10)
  )
end
Real-world example: Database queries
def fetch_product(id) do
  MyCache.fetch_or_store(
    "product:#{id}",
    fn ->
      case Repo.get(Product, id) do
        %Product{} = product -> {:ok, product}
        nil -> {:error, :not_found}
      end
    end,
    ttl: :timer.minutes(5)
  )
end
When to use fetch_or_store
Use fetch_or_store/3 when:
	The computation may fail and you don't want to cache errors.
	Working with external APIs that may return error responses.
	Fetching from databases where records might not exist.
	Performing validations where only valid results should be cached.
	Any scenario where caching failures would be problematic.

For computations that always produce a valid result to cache (even if it's
an error tuple), consider using get_or_store/3 instead.

  



  
    
      
    
    
      fetch_or_store(dynamic_cache, key, fetch_or_store_fun, opts)



        
          
        

    

  


  

      

          @callback fetch_or_store(dynamic_cache(), key(), fetch_or_store_fun(), opts()) ::
  ok_error_tuple(value())


      


Same as fetch_or_store/3, but the command is executed on the cache
instance given at the first argument dynamic_cache.
See the "Dynamic caches" section in the
module documentation for more information.
Examples
iex> MyCache.fetch_or_store(MyCache1, "key", fn -> {:ok, "value"} end, [])
{:ok, "value"}

  



  
    
      
    
    
      fetch_or_store!(key, fetch_or_store_fun, opts)



        
          
        

    

  


  

      

          @callback fetch_or_store!(key(), fetch_or_store_fun(), opts()) :: value()


      


Same as fetch_or_store/3 but raises an exception if an error occurs.
Returns the unwrapped value on success, or raises Nebulex.Error if the
function returns {:error, reason}.
Examples
iex> MyCache.fetch_or_store!("key", fn -> {:ok, "value"} end)
"value"

iex> MyCache.fetch_or_store!("key", fn -> {:error, :error} end)
** (Nebulex.Error) fetch_or_store command failed with reason: :error

iex> MyCache.fetch_or_store!("key", fn -> :invalid end)
** (RuntimeError) the supplied lambda function must return ...

  



  
    
      
    
    
      fetch_or_store!(dynamic_cache, key, fetch_or_store_fun, opts)



        
          
        

    

  


  

      

          @callback fetch_or_store!(dynamic_cache(), key(), fetch_or_store_fun(), opts()) :: value()


      


Same as fetch_or_store!/3 but the command is executed on the cache
instance given at the first argument dynamic_cache.
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          @callback get(key(), default :: value(), opts()) :: ok_error_tuple(value())


      


Gets a value from the cache where the key matches the given key.
If the cache contains the given key its value is returned as
{:ok, value}.
If the cache does not contain key, {:ok, default} is returned.
If there's an error with executing the command, {:error, reason}
is returned, where reason is the cause of the error.
Options
See the "Shared options" section in the module
documentation for more options.
Examples
iex> MyCache.put("foo", "bar")
:ok
iex> MyCache.get("foo")
{:ok, "bar"}
iex> MyCache.get(:nonexistent)
{:ok, nil}
iex> MyCache.get(:nonexistent, :default)
{:ok, :default}

  



  
    
      
    
    
      get(dynamic_cache, key, default, opts)



        
          
        

    

  


  

      

          @callback get(dynamic_cache(), key(), default :: value(), opts()) ::
  ok_error_tuple(value())


      


Same as get/3, but the command is executed on the cache instance
given at the first argument dynamic_cache.
See the "Dynamic caches" section in the
module documentation for more information.
Examples
iex> MyCache.get(MyCache1, "key", nil, [])
{:ok, nil}

  



  
    
      
    
    
      get!(key, default, opts)



        
          
        

    

  


  

      

          @callback get!(key(), default :: value(), opts()) :: value()


      


Same as get/3 but raises an exception if an error occurs.

  



  
    
      
    
    
      get!(dynamic_cache, key, default, opts)



        
          
        

    

  


  

      

          @callback get!(dynamic_cache(), key(), default :: value(), opts()) :: value()


      


Same as get!/4 but raises an exception if an error occurs.

  



  
    
      
    
    
      get_and_update(key, function, opts)



        
          
        

    

  


  

      

          @callback get_and_update(key(), (value() -> {current_value, new_value} | :pop), opts()) ::
  ok_error_tuple({current_value, new_value})
when current_value: value(), new_value: value()


      


Gets the value from key and updates it, all in one pass.
fun is called with the current cached value under key (or nil if key
hasn't been cached) and must return a two-element tuple: the current value
(the retrieved value, which can be operated on before being returned) and
the new value to be stored under key. fun may also return :pop, which
means the current value shall be removed from the cache and returned.
This function returns:
	{:ok, {current_value, new_value}} - The current_value is the current
cached value and new_value the updated one returned by fun.

	{:error, reason} - An error occurred executing the command.
reason is the cause of the error.


Options
	:ttl (timeout/0) - The key's time-to-live (or expiry time) in milliseconds
(:infinity to store indefinitely). The default value is :infinity.

	:keep_ttl (boolean/0) - Indicates whether to retain the time to live associated with the key.
Otherwise, the value in the :ttl option overwrites the existing one. The default value is false.


See the "Shared options" section in the module
documentation for more options.
get_and_update atomicity
This operation is not atomic. It uses get and put (or delete for
:pop) under the hood, but the function is executed outside of the cache
transaction. If you need to ensure atomicity, consider wrapping the function
in a transaction/2 call.
Examples
Update nonexistent key:
iex> MyCache.get_and_update(:a, fn current_value ->
...>   {current_value, "value!"}
...> end)
{:ok, {nil, "value!"}}
Update existing key:
iex> MyCache.get_and_update(:a, fn current_value ->
...>   {current_value, "new value!"}
...> end)
{:ok, {"value!", "new value!"}}
Pop/remove value if exist:
iex> MyCache.get_and_update(:a, fn _ -> :pop end)
{:ok, {"new value!", nil}}
Pop/remove nonexistent key:
iex> MyCache.get_and_update(:b, fn _ -> :pop end)
{:ok, {nil, nil}}

  



  
    
      
    
    
      get_and_update(dynamic_cache, key, function, opts)



        
          
        

    

  


  

      

          @callback get_and_update(
  dynamic_cache(),
  key(),
  (value() -> {current_value, new_value} | :pop),
  opts()
) :: ok_error_tuple({current_value, new_value})
when current_value: value(), new_value: value()


      


Same as get_and_update/3, but the command is executed on the cache
instance given at the first argument dynamic_cache.
See the "Dynamic caches" section in the
module documentation for more information.
Examples
iex> MyCache.get_and_update(MyCache1, :a, &{&1, "value!"}, [])
{:ok, {nil, "value!"}}

  



  
    
      
    
    
      get_and_update!(key, function, opts)



        
          
        

    

  


  

      

          @callback get_and_update!(key(), (value() -> {current_value, new_value} | :pop), opts()) ::
  {current_value, new_value}
when current_value: value(), new_value: value()


      


Same as get_and_update/3 but raises an exception if an error occurs.
Examples
iex> MyCache.get_and_update!(:a, &{&1, "value!"})
{nil, "value!"}

  



  
    
      
    
    
      get_and_update!(dynamic_cache, key, function, opts)



        
          
        

    

  


  

      

          @callback get_and_update!(
  dynamic_cache(),
  key(),
  (value() -> {current_value, new_value} | :pop),
  opts()
) :: {current_value, new_value}
when current_value: value(), new_value: value()


      


Same as get_and_update!/4 but raises an exception if an error occurs.

  



  
    
      
    
    
      get_or_store(key, get_or_store_fun, opts)



        
          
        

    

  


  

      

          @callback get_or_store(key(), get_or_store_fun(), opts()) :: ok_error_tuple(value())


      


Gets the value for the given key from the cache. If the key is not
present, the provided anonymous function is executed and its result
is always cached under the given key.
Unlike fetch_or_store/3, this function always caches the result
regardless of whether it's a success or error tuple. This makes it
ideal for caching expensive computations, implementing negative caching
patterns, or caching error states temporarily.
Options
Since the put operation is used under the hood, the following options are
supported:
	:ttl (timeout/0) - The key's time-to-live (or expiry time) in milliseconds
(:infinity to store indefinitely). The default value is :infinity.

	:keep_ttl (boolean/0) - Indicates whether to retain the time to live associated with the key.
Otherwise, the value in the :ttl option overwrites the existing one. The default value is false.


See the "Shared options" section in the module
documentation for a list of supported options.
get_or_store atomicity
This operation is not atomic. It uses fetch and put under the hood,
but the function is executed outside of the cache transaction. If you need
to ensure atomicity, consider wrapping the function in a transaction/2
call.
Examples
Basic usage - caching any value
The function can return any value, and it will be cached:
iex> MyCache.get_or_store("api_result", fn -> "data" end)
{:ok, "data"}

iex> MyCache.get_or_store("api_result", fn -> "new data" end)
{:ok, "data"}  # Returns cached value, function not executed
Caching tuples
This function caches the exact return value, including tuples:
iex> MyCache.get_or_store("api_result_tuple", fn -> {:ok, "data"} end)
{:ok, {:ok, "data"}}

iex> MyCache.get_or_store("api_error", fn -> {:error, "rate_limited"} end)
{:ok, {:error, "rate_limited"}}
With TTL
iex> MyCache.get_or_store(
...>   "with_ttl",
...>   fn -> "value" end,
...>   ttl: :timer.minutes(5)
...> )
{:ok, "value"}
Real-world example: Negative caching
Cache "not found" results to avoid repeated database queries:
def get_user(user_id) do
  MyCache.get_or_store!(
    "user:#{user_id}",
    fn ->
      case Repo.get(User, user_id) do
        %User{} = user ->
          {:ok, user}

        nil ->
        # Cache the "not found" result
        {:error, :not_found}
      end
    end,
    ttl: :timer.minutes(5)
  )
end

# First call - queries database, caches {:error, :not_found}
get_user(999)  #=> {:error, :not_found}

# Second call - returns cached error, no database query
get_user(999)  #=> {:error, :not_found}
Real-world example: Rate limit protection
Cache error responses temporarily to prevent hammering external services:
def fetch_from_api(endpoint) do
  MyCache.get_or_store(
    "api:#{endpoint}",
    fn ->
      case ExternalAPI.call(endpoint) do
        {:ok, data} ->
          {:ok, data}

        {:error, :rate_limited} = error ->
          # Cache rate limit error
          error

        {:error, _} = error ->
          error
      end
    end,
    ttl: :timer.seconds(30)
  )
end
Real-world example: Expensive computations
Cache results of expensive operations regardless of outcome:
def calculate_report(params) do
  MyCache.get_or_store!(
    "report:#{hash(params)}",
    fn ->
      %{
        total_revenue: calculate_revenue(params),
        user_count: count_users(params),
        metrics: compute_metrics(params)
      }
    end,
    ttl: :timer.hours(1)
  )
end
When to use get_or_store vs fetch_or_store
Use get_or_store/3 when:
	You want to cache all results, including errors.
	Implementing negative caching (caching "not found" states).
	The computation is expensive and you want to avoid repeating it.
	Caching error states temporarily for rate limiting or backoff strategies.
	Working with pure functions that always produce valid output.

Use fetch_or_store/3 when:
	The function may fail and you want to retry on subsequent calls.
	Errors are transient and should not be cached.
	Working with external APIs where temporary failures should trigger retries.
	You only want to cache successful results.

Comparison
	Feature	get_or_store	fetch_or_store
	Caches all values	✅ Yes	❌ No
	Caches errors	✅ Yes	❌ No
	Function return type	Any value	{:ok, value} or {:error, reason}
	Type validation	None	Validates return type
	Best for	Negative caching, pure computations	Fallible operations


  



  
    
      
    
    
      get_or_store(dynamic_cache, key, get_or_store_fun, opts)



        
          
        

    

  


  

      

          @callback get_or_store(dynamic_cache(), key(), get_or_store_fun(), opts()) ::
  ok_error_tuple(value())


      


Same as get_or_store/3, but the command is executed on the cache
instance given at the first argument dynamic_cache.
See the "Dynamic caches" section in the
module documentation for more information.
Examples
iex> MyCache.get_or_store(MyCache, "key", fn -> "value" end, [])
{:ok, "value"}

  



  
    
      
    
    
      get_or_store!(key, get_or_store_fun, opts)



        
          
        

    

  


  

      

          @callback get_or_store!(key(), get_or_store_fun(), opts()) :: value()


      


Same as get_or_store/3 but raises an exception if a cache error occurs
(e.g., the adapter failed executing the command and returns an error).
Note that this function returns the unwrapped cached value, which may itself
be an error tuple if that's what the function returned.
Examples
iex> MyCache.get_or_store!("key", fn -> "value" end)
"value"

iex> MyCache.get_or_store!("key", fn -> {:ok, "value"} end)
{:ok, "value"}

iex> MyCache.get_or_store!("key", fn -> {:error, "error"} end)
{:error, "error"}
Difference from fetch_or_store!
Unlike fetch_or_store!/3 which raises when the function returns an error,
get_or_store!/3 only raises when there's a cache operation error. The
function's return value (even if it's an error tuple) is cached and returned.
# get_or_store! caches and returns error tuples
iex> MyCache.get_or_store!("key", fn -> {:error, :not_found} end)
{:error, :not_found}

# fetch_or_store! raises when function returns error
iex> MyCache.fetch_or_store!("key", fn -> {:error, :not_found} end)
** (Nebulex.Error) fetch_or_store command failed with reason: :not_found

  



  
    
      
    
    
      get_or_store!(dynamic_cache, key, get_or_store_fun, opts)



        
          
        

    

  


  

      

          @callback get_or_store!(dynamic_cache(), key(), get_or_store_fun(), opts()) :: value()


      


Same as get_or_store!/3 but the command is executed on the cache
instance given at the first argument dynamic_cache.
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          @callback has_key?(key(), opts()) :: ok_error_tuple(boolean())


      


Determines if the cache contains an entry for the specified key.
More formally, it returns {:ok, true} if the cache contains the given key.
If the cache doesn't contain key, {:ok, false} is returned.
If there's an error with executing the command, {:error, reason}
is returned, where reason is the cause of the error.
Options
See the "Shared options" section in the module
documentation for more options.
Examples
iex> MyCache.put(:a, 1)
:ok
iex> MyCache.has_key?(:a)
{:ok, true}
iex> MyCache.has_key?(:b)
{:ok, false}
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          @callback has_key?(dynamic_cache(), key(), opts()) :: ok_error_tuple(boolean())


      


Same as has_key?/2, but the command is executed on the cache instance
given at the first argument dynamic_cache.
See the "Dynamic caches" section in the
module documentation for more information.
Examples
iex> MyCache.has_key?(MyCache1, :a, [])
{:ok, false}
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          @callback incr(key(), amount :: integer(), opts()) :: ok_error_tuple(integer())


      


Increments the counter stored at key by the given amount and returns
the current count as {:ok, count}.
If amount < 0, the value is decremented by that amount instead.
If there's an error with executing the command, {:error, reason}
is returned, where reason is the cause of the error.
If the key doesn't exist, the TTL is set. Otherwise, only the counter value
is updated, keeping the TTL set for the first time.
Options
	:ttl (timeout/0) - The key's time-to-live (or expiry time) in milliseconds
(:infinity to store indefinitely). The default value is :infinity.

	:default (integer/0) - If the key is not present in the cache, the default value is inserted as
the key's initial value before it is incremented. The default value is 0.


See the "Shared options" section in the module
documentation for more options.
Examples
iex> MyCache.incr(:a)
{:ok, 1}
iex> MyCache.incr(:a, 2)
{:ok, 3}
iex> MyCache.incr(:a, -1)
{:ok, 2}
iex> MyCache.incr(:missing_key, 2, default: 10)
{:ok, 12}

# Initialize the counter with a TTL
iex> MyCache.incr(:new_counter, 10, ttl: :timer.seconds(1))
{:ok, 10}

  



  
    
      
    
    
      incr(dynamic_cache, key, amount, opts)



        
          
        

    

  


  

      

          @callback incr(dynamic_cache(), key(), amount :: integer(), opts()) ::
  ok_error_tuple(integer())


      


Same as incr/3, but the command is executed on the cache instance
given at the first argument dynamic_cache.
See the "Dynamic caches" section in the
module documentation for more information.
Examples
iex> MyCache.incr(MyCache1, :a, 1, [])
{:ok, 1}

  



  
    
      
    
    
      incr!(key, amount, opts)



        
          
        

    

  


  

      

          @callback incr!(key(), amount :: integer(), opts()) :: integer()


      


Same as incr/3 but raises an exception if an error occurs.
Examples
iex> MyCache.incr!(:a)
1
iex> MyCache.incr!(:a, 2)
3
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          @callback incr!(dynamic_cache(), key(), amount :: integer(), opts()) :: integer()


      


Same as incr!/4 but raises an exception if an error occurs.

  



  
    
      
    
    
      put(key, value, opts)



        
          
        

    

  


  

      

          @callback put(key(), value(), opts()) :: :ok | error_tuple()


      


Puts the given value under key into the cache.
If key already holds an entry, it is overwritten. Any previous TTL
(time to live) associated with the key is discarded on a successful
put operation.
Returns :ok if successful; {:error, reason} otherwise.
Options
	:ttl (timeout/0) - The key's time-to-live (or expiry time) in milliseconds
(:infinity to store indefinitely). The default value is :infinity.

	:keep_ttl (boolean/0) - Indicates whether to retain the time to live associated with the key.
Otherwise, the value in the :ttl option overwrites the existing one. The default value is false.


See the "Shared options" section in the module
documentation for more options.
Examples
iex> MyCache.put("foo", "bar")
:ok
Putting entries with specific time-to-live:
iex> MyCache.put("foo", "bar", ttl: :timer.seconds(10))
:ok
iex> MyCache.put("foo", "bar", ttl: :timer.hours(1))
:ok
iex> MyCache.put("foo", "bar", ttl: :timer.minutes(1))
:ok
iex> MyCache.put("foo", "bar", ttl: :timer.seconds(30))
:ok
To keep the current TTL in case the key already exists:
iex> MyCache.put("foo", "bar", keep_ttl: true)
:ok
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          @callback put(dynamic_cache(), key(), value(), opts()) :: :ok | error_tuple()


      


Same as put/3, but the command is executed on the cache instance
given at the first argument dynamic_cache.
See the "Dynamic caches" section in the
module documentation for more information.
Examples
iex> MyCache.put(MyCache1, "foo", "bar", [])
:ok
iex> MyCache.put(MyCache2, "foo", "bar", ttl: :timer.hours(1))
:ok

  



  
    
      
    
    
      put!(key, value, opts)



        
          
        

    

  


  

      

          @callback put!(key(), value(), opts()) :: :ok


      


Same as put/3 but raises an exception if an error occurs.

  



  
    
      
    
    
      put!(dynamic_cache, key, value, opts)



        
          
        

    

  


  

      

          @callback put!(dynamic_cache(), key(), value(), opts()) :: :ok


      


Same as put!/4 but raises an exception if an error occurs.

  



  
    
      
    
    
      put_all(entries, opts)



        
          
        

    

  


  

      

          @callback put_all(entries(), opts()) :: :ok | error_tuple()


      


Puts the given entries (key/value pairs) into the cache. It replaces
existing values with new values (just as regular put).
Returns :ok if successful; {:error, reason} otherwise.
Options
	:ttl (timeout/0) - The key's time-to-live (or expiry time) in milliseconds
(:infinity to store indefinitely). The default value is :infinity.

See the "Shared options" section in the module
documentation for more options.
Examples
iex> MyCache.put_all(apples: 3, bananas: 1)
:ok
iex> MyCache.put_all(%{apples: 2, oranges: 1}, ttl: :timer.hours(1))
:ok
Atomic operation
Ideally, this operation should be atomic, so all given keys are put at once.
But it depends purely on the adapter's implementation and the backend used
internally by the adapter. Hence, reviewing the adapter's documentation is
highly recommended.

  



  
    
      
    
    
      put_all(dynamic_cache, entries, opts)



        
          
        

    

  


  

      

          @callback put_all(dynamic_cache(), entries(), opts()) :: :ok | error_tuple()


      


Same as put_all/2, but the command is executed on the cache instance
given at the first argument dynamic_cache.
See the "Dynamic caches" section in the
module documentation for more information.
Examples
iex> MyCache.put_all(MyCache1, [apples: 3, bananas: 1], [])
:ok
iex> MyCache.put_all(MyCache1, %{oranges: 1}, ttl: :timer.hours(1))
:ok

  



  
    
      
    
    
      put_all!(entries, opts)



        
          
        

    

  


  

      

          @callback put_all!(entries(), opts()) :: :ok


      


Same as put_all/2 but raises an exception if an error occurs.

  



  
    
      
    
    
      put_all!(dynamic_cache, entries, opts)



        
          
        

    

  


  

      

          @callback put_all!(dynamic_cache(), entries(), opts()) :: :ok


      


Same as put_all!/3 but raises an exception if an error occurs.

  



  
    
      
    
    
      put_new(key, value, opts)



        
          
        

    

  


  

      

          @callback put_new(key(), value(), opts()) :: ok_error_tuple(boolean())


      


Puts the given value under key into the cache only if it does not
already exist.
Returns {:ok, true} if the value is stored; otherwise, {:ok, false}
is returned.
If there's an error with executing the command, {:error, reason}
is returned, where reason is the cause of the error.
Options
	:ttl (timeout/0) - The key's time-to-live (or expiry time) in milliseconds
(:infinity to store indefinitely). The default value is :infinity.

See the "Shared options" section in the module
documentation for more options.
Examples
iex> MyCache.put_new("foo", "bar")
{:ok, true}
iex> MyCache.put_new("foo", "bar", ttl: :timer.hours(1))
{:ok, false}

  



  
    
      
    
    
      put_new(dynamic_cache, key, value, opts)



        
          
        

    

  


  

      

          @callback put_new(dynamic_cache(), key(), value(), opts()) :: ok_error_tuple(boolean())


      


Same as put_new/3, but the command is executed on the cache instance
given at the first argument dynamic_cache.
See the "Dynamic caches" section in the
module documentation for more information.
Examples
iex> MyCache.put_new(MyCache1, "foo", "bar", [])
{:ok, true}
iex> MyCache.put_new(MyCache1, "foo", "bar", ttl: :timer.hours(1))
{:ok, false}

  



  
    
      
    
    
      put_new!(key, value, opts)



        
          
        

    

  


  

      

          @callback put_new!(key(), value(), opts()) :: boolean()


      


Same as put_new/3 but raises an exception if an error occurs.
Examples
iex> MyCache.put_new!("foo", "bar")
true
iex> MyCache.put_new!("foo", "bar", ttl: :timer.hours(1))
false

  



  
    
      
    
    
      put_new!(dynamic_cache, key, value, opts)



        
          
        

    

  


  

      

          @callback put_new!(dynamic_cache(), key(), value(), opts()) :: boolean()


      


Same as put_new!/4 but raises an exception if an error occurs.

  



  
    
      
    
    
      put_new_all(entries, opts)



        
          
        

    

  


  

      

          @callback put_new_all(entries(), opts()) :: ok_error_tuple(boolean())


      


Puts the given entries (key/value pairs) into the cache. It will not
perform any operation, even if a single key exists.
Returns {:ok, true} if all entries are successfully stored, or
{:ok, false} if no key was set (at least one key already existed).
If there's an error with executing the command, {:error, reason}
is returned, where reason is the cause of the error.
Options
	:ttl (timeout/0) - The key's time-to-live (or expiry time) in milliseconds
(:infinity to store indefinitely). The default value is :infinity.

See the "Shared options" section in the module
documentation for more options.
Examples
iex> MyCache.put_new_all(apples: 3, bananas: 1)
{:ok, true}
iex> MyCache.put_new_all(%{apples: 3, oranges: 1}, ttl: :timer.hours(1))
{:ok, false}
Atomic operation
Ideally, this operation should be atomic, so all given keys are put at once.
But it depends purely on the adapter's implementation and the backend used
internally by the adapter. Hence, reviewing the adapter's documentation is
highly recommended.

  



  
    
      
    
    
      put_new_all(dynamic_cache, entries, opts)



        
          
        

    

  


  

      

          @callback put_new_all(dynamic_cache(), entries(), opts()) :: ok_error_tuple(boolean())


      


Same as put_new_all/2, but the command is executed on the cache instance
given at the first argument dynamic_cache.
See the "Dynamic caches" section in the
module documentation for more information.
Examples
iex> MyCache.put_new_all(MyCache1, [apples: 3, bananas: 1], [])
{:ok, true}
iex> MyCache.put_new_all(MyCache1, %{apples: 3, oranges: 1}, ttl: :timer.seconds(10))
{:ok, false}

  



  
    
      
    
    
      put_new_all!(entries, opts)



        
          
        

    

  


  

      

          @callback put_new_all!(entries(), opts()) :: boolean()


      


Same as put_new_all/2 but raises an exception if an error occurs.
Examples
iex> MyCache.put_new_all!(apples: 3, bananas: 1)
true
iex> MyCache.put_new_all!(%{apples: 3, oranges: 1}, ttl: :timer.hours(1))
false

  



  
    
      
    
    
      put_new_all!(dynamic_cache, entries, opts)



        
          
        

    

  


  

      

          @callback put_new_all!(dynamic_cache(), entries(), opts()) :: boolean()


      


Same as put_new_all!/3 but raises an exception if an error occurs.

  



  
    
      
    
    
      replace(key, value, opts)



        
          
        

    

  


  

      

          @callback replace(key(), value(), opts()) :: ok_error_tuple(boolean())


      


Alters the entry stored under key, but only if the entry already exists
in the cache.
Returns {:ok, true} if the value is replaced. Otherwise, {:ok, false}
is returned.
If there's an error with executing the command, {:error, reason}
is returned, where reason is the cause of the error.
Options
	:ttl (timeout/0) - The key's time-to-live (or expiry time) in milliseconds
(:infinity to store indefinitely). The default value is :infinity.

	:keep_ttl (boolean/0) - Indicates whether to retain the time to live associated with the key.
Otherwise, the value in the :ttl option overwrites the existing one. The default value is true.


See the "Shared options" section in the module
documentation for more options.
Examples
iex> MyCache.replace("foo", "bar")
{:ok, false}
iex> MyCache.put_new("foo", "bar")
{:ok, true}
iex> MyCache.replace("foo", "bar2")
{:ok, true}
Update current value and TTL:
iex> MyCache.replace("foo", "bar3", ttl: :timer.seconds(10))
{:ok, true}
To keep the current TTL:
iex> MyCache.replace("foo", "bar4", keep_ttl: true)
{:ok, true}

  



  
    
      
    
    
      replace(dynamic_cache, key, value, opts)



        
          
        

    

  


  

      

          @callback replace(dynamic_cache(), key(), value(), opts()) :: ok_error_tuple(boolean())


      


Same as replace/3, but the command is executed on the cache instance
given at the first argument dynamic_cache.
See the "Dynamic caches" section in the
module documentation for more information.
Examples
iex> MyCache.replace(MyCache1, "foo", "bar", [])
{:ok, false}
iex> MyCache.put_new("foo", "bar")
{:ok, true}
iex> MyCache.replace(MyCache1, "foo", "bar", ttl: :timer.hours(1))
{:ok, true}

  



  
    
      
    
    
      replace!(key, value, opts)



        
          
        

    

  


  

      

          @callback replace!(key(), value(), opts()) :: boolean()


      


Same as replace/3 but raises an exception if an error occurs.
Examples
iex> MyCache.replace!("foo", "bar")
false
iex> MyCache.put_new!("foo", "bar")
true
iex> MyCache.replace!("foo", "bar2")
true

  



  
    
      
    
    
      replace!(dynamic_cache, key, value, opts)



        
          
        

    

  


  

      

          @callback replace!(dynamic_cache(), key(), value(), opts()) :: boolean()


      


Same as replace!/4 but raises an exception if an error occurs.

  



  
    
      
    
    
      take(key, opts)



        
          
        

    

  


  

      

          @callback take(key(), opts()) :: ok_error_tuple(value(), fetch_error_reason())


      


Removes and returns the value associated with key in the cache.
If key is present in the cache, its value is removed and returned as
{:ok, value}.
If there's an error with executing the command, {:error, reason}
is returned. reason is the cause of the error and can be
Nebulex.KeyError if the cache does not contain key or
Nebulex.Error otherwise.
Options
See the "Shared options" section in the module
documentation for more options.
Examples
iex> MyCache.put(:a, 1)
:ok
iex> MyCache.take(:a)
{:ok, 1}

iex> {:error, %Nebulex.KeyError{key: :a} = e} = MyCache.take(:a)
iex> e.reason
:not_found

  



  
    
      
    
    
      take(dynamic_cache, key, opts)



        
          
        

    

  


  

      

          @callback take(dynamic_cache(), key(), opts()) ::
  ok_error_tuple(value(), fetch_error_reason())


      


Same as take/2, but the command is executed on the cache instance
given at the first argument dynamic_cache.
See the "Dynamic caches" section in the
module documentation for more information.
Examples
iex> MyCache.put(:a, 1)
:ok
iex> MyCache.take(MyCache1, :a, [])
{:ok, 1}

  



  
    
      
    
    
      take!(key, opts)



        
          
        

    

  


  

      

          @callback take!(key(), opts()) :: value()


      


Same as take/2 but raises an exception if an error occurs.
Examples
iex> MyCache.put(:a, 1)
:ok
iex> MyCache.take!(:a)
1

  



  
    
      
    
    
      take!(dynamic_cache, key, opts)



        
          
        

    

  


  

      

          @callback take!(dynamic_cache(), key(), opts()) :: value()


      


Same as take!/3 but raises an exception if an error occurs.

  



  
    
      
    
    
      touch(key, opts)



        
          
        

    

  


  

      

          @callback touch(key(), opts()) :: ok_error_tuple(boolean())


      


Returns {:ok, true} if the given key exists and the last access time is
successfully updated; otherwise, {:ok, false} is returned.
If there's an error with executing the command, {:error, reason}
is returned, where reason is the cause of the error.
Options
See the "Shared options" section in the module
documentation for more options.
Examples
iex> MyCache.put(:a, 1)
:ok
iex> MyCache.touch(:a)
{:ok, true}
iex> MyCache.touch(:b)
{:ok, false}

  



  
    
      
    
    
      touch(dynamic_cache, key, opts)



        
          
        

    

  


  

      

          @callback touch(dynamic_cache(), key(), opts()) :: ok_error_tuple(boolean())


      


Same as touch/2, but the command is executed on the cache instance
given at the first argument dynamic_cache.
See the "Dynamic caches" section in the
module documentation for more information.
Examples
iex> MyCache.touch(MyCache1, :a, [])
{:ok, false}

  



  
    
      
    
    
      touch!(key, opts)



        
          
        

    

  


  

      

          @callback touch!(key(), opts()) :: boolean()


      


Same as touch/2 but raises an exception if an error occurs.
Examples
iex> MyCache.put(:a, 1)
:ok
iex> MyCache.touch!(:a)
true

  



  
    
      
    
    
      touch!(dynamic_cache, key, opts)



        
          
        

    

  


  

      

          @callback touch!(dynamic_cache(), key(), opts()) :: boolean()


      


Same as touch!/3 but raises an exception if an error occurs.

  



  
    
      
    
    
      ttl(key, opts)



        
          
        

    

  


  

      

          @callback ttl(key(), opts()) :: ok_error_tuple(timeout(), fetch_error_reason())


      


Returns the remaining time-to-live for the given key.
If key is present in the cache, its remaining TTL is returned as
{:ok, ttl}.
If there's an error with executing the command, {:error, reason}
is returned. reason is the cause of the error and can be
Nebulex.KeyError if the cache does not contain key,
Nebulex.Error otherwise.
Options
See the "Shared options" section in the module
documentation for more options.
Examples
iex> MyCache.put(:a, 1, ttl: :timer.seconds(5))
:ok
iex> MyCache.put(:b, 2)
:ok
iex> MyCache.ttl(:a)
{:ok, _remaining_ttl}
iex> MyCache.ttl(:b)
{:ok, :infinity}

iex> {:error, %Nebulex.KeyError{key: :c} = e} = MyCache.ttl(:c)
iex> e.reason
:not_found

  



  
    
      
    
    
      ttl(dynamic_cache, key, opts)



        
          
        

    

  


  

      

          @callback ttl(dynamic_cache(), key(), opts()) ::
  ok_error_tuple(timeout(), fetch_error_reason())


      


Same as ttl/2, but the command is executed on the cache instance
given at the first argument dynamic_cache.
See the "Dynamic caches" section in the
module documentation for more information.
Examples
iex> MyCache.put(:a, 1, ttl: :timer.seconds(5))
:ok
iex> MyCache.ttl(MyCache1, :a, [])
{:ok, _remaining_ttl}

  



  
    
      
    
    
      ttl!(key, opts)



        
          
        

    

  


  

      

          @callback ttl!(key(), opts()) :: timeout()


      


Same as ttl/2 but raises an exception if an error occurs.
Examples
iex> MyCache.put(:a, 1, ttl: :timer.seconds(5))
:ok
iex> MyCache.ttl!(:a)
_remaining_ttl

  



  
    
      
    
    
      ttl!(dynamic_cache, key, opts)



        
          
        

    

  


  

      

          @callback ttl!(dynamic_cache(), key(), opts()) :: timeout()


      


Same as ttl!/3 but raises an exception if an error occurs.

  



  
    
      
    
    
      update(key, initial, function, opts)



        
          
        

    

  


  

      

          @callback update(key(), initial :: value(), (value() -> value()), opts()) ::
  ok_error_tuple(value())


      


Updates the key in the cache with the given function.
If key is present in the cache, the existing value is passed to fun and
its result is used as the updated value of key. If key is not present in
the cache, default is inserted as the value of key. The default value
will not be passed through the update function.
This function returns:
	{:ok, value} - The value associated with the key is updated.

	{:error, reason} - An error occurred executing the command.
reason is the cause.


Options
	:ttl (timeout/0) - The key's time-to-live (or expiry time) in milliseconds
(:infinity to store indefinitely). The default value is :infinity.

	:keep_ttl (boolean/0) - Indicates whether to retain the time to live associated with the key.
Otherwise, the value in the :ttl option overwrites the existing one. The default value is false.


See the "Shared options" section in the module
documentation for more options.
update atomicity
This operation is not atomic. It uses fetch and put under the hood,
but the function is executed outside of the cache transaction. If you need
to ensure atomicity, consider wrapping the function in a transaction/2
call.
Examples
iex> MyCache.update(:a, 1, &(&1 * 2))
{:ok, 1}
iex> MyCache.update(:a, 1, &(&1 * 2))
{:ok, 2}

  



  
    
      
    
    
      update(dynamic_cache, key, initial, function, opts)



        
          
        

    

  


  

      

          @callback update(dynamic_cache(), key(), initial :: value(), (value() -> value()), opts()) ::
  ok_error_tuple(value())


      


Same as update/4, but the command is executed on the cache instance
given at the first argument dynamic_cache.
See the "Dynamic caches" section in the
module documentation for more information.
Examples
iex> MyCache.update(MyCache1, :a, 1, &(&1 * 2), [])
{:ok, 1}

  



  
    
      
    
    
      update!(key, initial, function, opts)



        
          
        

    

  


  

      

          @callback update!(key(), initial :: value(), (value() -> value()), opts()) :: value()


      


Same as update/4 but raises an exception if an error occurs.
Examples
iex> MyCache.update!(:a, 1, &(&1 * 2))
1

  



  
    
      
    
    
      update!(dynamic_cache, key, initial, function, opts)



        
          
        

    

  


  

      

          @callback update!(
  dynamic_cache(),
  key(),
  initial :: value(),
  (value() -> value()),
  opts()
) :: value()


      


Same as update/5 but raises an exception if an error occurs.

  


        

      

      
        Query API


        


  
    
      
    
    
      count_all(query_spec, opts)


        (optional)


        
          
        

    

  


  

      

          @callback count_all(query_spec(), opts()) :: ok_error_tuple(non_neg_integer())


      


Counts all entries matching the query specified by the given query_spec.
See get_all/2 for more information about the query_spec.
This function returns:
	{:ok, count} - The cache executes the query successfully and
returns the count of the matched entries.

	{:error, reason} - An error occurred executing the command.
reason is the cause.


May raise Nebulex.QueryError if query validation fails.
Options
See the "Shared options" section in the module
documentation for more options.
Examples
Populate the cache with some entries:
iex> Enum.each(1..5, &MyCache.put(&1, &1 * 2))
:ok
Count all entries in cache (cache size):
iex> MyCache.count_all()
{:ok, 5}
Count all entries that match with the given query, assuming we are using
Nebulex.Adapters.Local adapter:
iex> query = [{{:_, :"$1", :"$2", :_, :_}, [{:>, :"$2", 5}], [true]}]
iex> {:ok, count} = MyCache.count_all(query: query)
See get_all/2 for more query examples.

  



  
    
      
    
    
      count_all(dynamic_cache, query_spec, opts)


        (optional)


        
          
        

    

  


  

      

          @callback count_all(dynamic_cache(), query_spec(), opts()) ::
  ok_error_tuple(non_neg_integer())


      


Same as count_all/2, but the command is executed on the cache instance
given at the first argument dynamic_cache.
See the "Dynamic caches" section in the
module documentation for more information.
Examples
iex> MyCache.count_all(MyCache1, [], [])
{:ok, 0}

  



  
    
      
    
    
      count_all!(query_spec, opts)


        (optional)


        
          
        

    

  


  

      

          @callback count_all!(query_spec(), opts()) :: non_neg_integer()


      


Same as count_all/2 but raises an exception if an error occurs.
Examples
iex> MyCache.count_all!()
0

  



  
    
      
    
    
      count_all!(dynamic_cache, query_spec, opts)


        (optional)


        
          
        

    

  


  

      

          @callback count_all!(dynamic_cache(), query_spec(), opts()) :: non_neg_integer()


      


Same as count_all!/3 but raises an exception if an error occurs.

  



  
    
      
    
    
      delete_all(query_spec, opts)


        (optional)


        
          
        

    

  


  

      

          @callback delete_all(query_spec(), opts()) :: ok_error_tuple(non_neg_integer())


      


Deletes all entries matching the query specified by the given query_spec.
See get_all/2 for more information about the query_spec.
This function returns:
	{:ok, deleted_count} - The cache executes the query successfully and
returns the deleted entries count.

	{:error, reason} - An error occurred executing the command.
reason is the cause.


May raise Nebulex.QueryError if query validation fails.
Options
See the "Shared options" section in the module
documentation for more options.
Examples
Populate the cache with some entries:
iex> Enum.each(1..5, &MyCache.put(&1, &1 * 2))
:ok
Delete all (default args):
iex> MyCache.delete_all()
{:ok, 5}
Delete only the requested keys (bulk delete):
iex> MyCache.delete_all(in: [1, 2, 10])
{:ok, 2}
Delete all entries that match with the given query, assuming we are using
Nebulex.Adapters.Local adapter:
iex> query = [{{:_, :"$1", :"$2", :_, :_}, [{:>, :"$2", 5}], [true]}]
iex> {:ok, deleted_count} = MyCache.delete_all(query: query)
See get_all/2 for more query examples.

  



  
    
      
    
    
      delete_all(dynamic_cache, query_spec, opts)


        (optional)


        
          
        

    

  


  

      

          @callback delete_all(dynamic_cache(), query_spec(), opts()) ::
  ok_error_tuple(non_neg_integer())


      


Same as delete_all/2, but the command is executed on the cache instance
given at the first argument dynamic_cache.
See the "Dynamic caches" section in the
module documentation for more information.
Examples
iex> MyCache.delete_all(MyCache1, [], [])
{:ok, 0}

  



  
    
      
    
    
      delete_all!(query_spec, opts)


        (optional)


        
          
        

    

  


  

      

          @callback delete_all!(query_spec(), opts()) :: integer()


      


Same as delete_all/2 but raises an exception if an error occurs.
Examples
iex> MyCache.delete_all!()
0

  



  
    
      
    
    
      delete_all!(dynamic_cache, query_spec, opts)


        (optional)


        
          
        

    

  


  

      

          @callback delete_all!(dynamic_cache(), query_spec(), opts()) :: integer()


      


Same as delete_all!/3 but raises an exception if an error occurs.

  



  
    
      
    
    
      get_all(query_spec, opts)


        (optional)


        
          
        

    

  


  

      

          @callback get_all(query_spec(), opts()) :: ok_error_tuple([any()])


      


Fetches all entries from the cache matching the given query specified through
the "query-spec".
This function returns:
	{:ok, result} - The cache executes the query successfully. The result
is a list with the matched entries.

	{:error, reason} - An error occurred executing the command.
reason is the cause.


May raise Nebulex.QueryError if query validation fails.
Query specification
There are two ways to use the Query API:
	Fetch multiple keys (all at once), like a bulk fetch.
	Fetch all entries from the cache matching a given query, more like a
search (this is the most generic option).

Here is where the query_spec argument comes in to specify the type of query
to run.
The query_spec argument is a keyword/0 with options defining the desired
query. The query_spec fields or options are:
	:in (list of term/0) - The list of keys to fetch. The value to return depends on the :select
option. The :in option is a predefined query meant to fetch multiple
keys simultaneously.
If present, it overrides the :query option and instructs the underlying
adapter to match the entries associated with the set of keys requested.
For every key that does not hold a value or does not exist, it is ignored
and not added to the returned list.

	:query (term/0) - The query specification to match entries in the cache.
If present and set to nil, it matches all entries in the cache. The
nil is a predefined value all adapters must support. Other than that,
the value depends entirely on the adapter. The adapter is responsible
for defining the query or matching specification. For example, the
Nebulex.Adapters.Local adapter supports the
"ETS Match Spec".
The default value is nil.

	:select - Selects which fields to choose from the entry.
The possible values are:
	{:key, :value} - (Default) Selects the key and the value from
the entry. They are returned as a tuple {key, value}.
	:key - Selects the key from the entry.
	:value - Selects the value from the entry.
	:entry - Selects the whole entry with its fields (use it carefully).
The adapter defines the entry, the structure, and its fields.
Therefore, Nebulex recommends checking the adapter's documentation to
understand the entry's structure with its fields and to verify if the
select option is supported.

The default value is {:key, :value}.


Fetching multiple keys
While you can perform any query using the :query option (even fetching
multiple keys), the option :in is preferable. For example:
MyCache.get_all(in: ["a", "list", "of", "keys"])
Fetching all entries matching a given query
As mentioned above, the option :query is the most generic way to match
entries in a cache. This option allows users to write custom queries
to be executed by the underlying adapter.
For matching all cached entries, you can skip the :query option or set it
to nil instead (the default). For example:
MyCache.get_all() #=> Equivalent to MyCache.get_all(query: nil)
Using a custom query:
MyCache.get_all(query: query_supported_by_the_adapter)
Nebulex recommends to see the adapter documentation when using this option.

Options
See the "Shared options" section in the module
documentation for more options.
Examples
Populate the cache with some entries:
iex> MyCache.put_all(a: 1, b: 2, c: 3)
:ok
Fetch all entries in the cache:
iex> MyCache.get_all()
{:ok, [a: 1, b: 2, c: 3]}
Fetch all entries returning only the keys:
iex> MyCache.get_all(select: :key)
{:ok, [:a, :b, :c]}
Fetch all entries returning only the values:
iex> MyCache.get_all(select: :value)
{:ok, [1, 2, 3]}
Fetch only the requested keys (bulk fetch):
iex> MyCache.get_all(in: [:a, :b, :d])
{:ok, [a: 1, b: 2]}
Fetch the requested keys returning only the keys or values:
iex> MyCache.get_all(in: [:a, :b, :d], select: :key)
{:ok, [:a, :b]}
iex> MyCache.get_all(in: [:a, :b, :d], select: :value)
{:ok, [1, 2]}
Query examples for Nebulex.Adapters.Local adapter
The Nebulex.Adapters.Local adapter supports "ETS Match Spec" as query
values (in addition to nil or the option :in).
You must know the adapter's entry structure for match-spec queries, which is
{:entry, key, value, touched, ttl}. For example, one may write the following
query:
iex> match_spec = [
...>   {
...>     {:entry, :"$1", :"$2", :_, :_},
...>     [{:>, :"$2", 1}],
...>     [{{:"$1", :"$2"}}]
...>   }
...> ]
iex> MyCache.get_all(query: match_spec)
{:ok, [b: 2, c: 3]}
Beyond basic queries
While the examples above show basic query patterns, the
Nebulex.Adapters.Local adapter provides several advanced features for more
sophisticated cache management, including tags, references, query helpers,
and more. For detailed information on all available capabilities, see the
Local Adapter documentation.

  



  
    
      
    
    
      get_all(dynamic_cache, query_spec, opts)


        (optional)


        
          
        

    

  


  

      

          @callback get_all(dynamic_cache(), query_spec(), opts()) :: ok_error_tuple([any()])


      


Same as get_all/2, but the command is executed on the cache instance
given at the first argument dynamic_cache.
See the "Dynamic caches" section in the
module documentation for more information.
Examples
iex> MyCache.get_all(MyCache1, [], [])
{:ok, _matched_entries}

  



  
    
      
    
    
      get_all!(query_spec, opts)


        (optional)


        
          
        

    

  


  

      

          @callback get_all!(query_spec(), opts()) :: [any()]


      


Same as get_all/2 but raises an exception if an error occurs.
Examples
iex> MyCache.put_all(a: 1, b: 2, c: 3)
:ok
iex> MyCache.get_all!()
[a: 1, b: 2, c: 3]
iex> MyCache.get_all!(in: [:a, :b])
[a: 1, b: 2]

  



  
    
      
    
    
      get_all!(dynamic_cache, query_spec, opts)


        (optional)


        
          
        

    

  


  

      

          @callback get_all!(dynamic_cache(), query_spec(), opts()) :: [any()]


      


Same as get_all!/3 but raises an exception if an error occurs.

  



  
    
      
    
    
      stream(query_spec, opts)


        (optional)


        
          
        

    

  


  

      

          @callback stream(query_spec(), opts()) :: ok_error_tuple(Enum.t())


      


Similar to get_all/2, but returns a lazy enumerable that emits all entries
matching the query specified by the given query_spec.
See get_all/2 for more information about the query_spec.
This function returns:
	{:ok, stream} - It returns a stream of values.

	{:error, reason} - An error occurred executing the command.
reason is the cause.


May raise Nebulex.QueryError if query validation fails.
Options
	:max_entries (pos_integer/0) - The number of entries to load from the cache as we stream The default value is 100.

See the "Shared options" section in the module
documentation for more options.
Examples
Populate the cache with some entries:
iex> MyCache.put_all(a: 1, b: 2, c: 3)
:ok
Stream all (default args):
iex> {:ok, stream} = MyCache.stream()
iex> Enum.to_list(stream)
[a: 1, b: 2, c: 3]
Stream all entries returning only the keys (with :max_entries option):
iex> {:ok, stream} = MyCache.stream([select: :key], max_entries: 2)
iex> Enum.to_list(stream)
[:a, :b, :c]
Stream all entries returning only the values:
iex> {:ok, stream} = MyCache.stream(select: :value)
iex> Enum.to_list(stream)
[1, 2, 3]
Stream only the requested keys (lazy bulk-fetch):
iex> {:ok, stream} = MyCache.stream(in: [:a, :b, :d])
iex> Enum.to_list(stream)
[a: 1, b: 2]
iex> {:ok, stream} = MyCache.stream(in: [:a, :b, :d], select: :key)
iex> Enum.to_list(stream)
[:a, :b]

  



  
    
      
    
    
      stream(dynamic_cache, query_spec, opts)


        (optional)


        
          
        

    

  


  

      

          @callback stream(dynamic_cache(), query_spec(), opts()) :: ok_error_tuple(Enum.t())


      


Same as stream/2, but the command is executed on the cache instance
given at the first argument dynamic_cache.
See the "Dynamic caches" section in the
module documentation for more information.
Examples
iex> = MyCache.stream(MyCache1, [], [])
{:ok, _stream}

  



  
    
      
    
    
      stream!(query_spec, opts)


        (optional)


        
          
        

    

  


  

      

          @callback stream!(query_spec(), opts()) :: Enum.t()


      


Same as stream/2 but raises an exception if an error occurs.
Examples
iex> MyCache.put_all(a: 1, b: 2, c: 3)
:ok
iex> MyCache.stream!() |> Enum.to_list()
[a: 1, b: 2, c: 3]

  



  
    
      
    
    
      stream!(dynamic_cache, query_spec, opts)


        (optional)


        
          
        

    

  


  

      

          @callback stream!(dynamic_cache(), query_spec(), opts()) :: Enum.t()


      


Same as stream!/3 but raises an exception if an error occurs.

  


        

      

      
        Transaction API


        


  
    
      
    
    
      in_transaction?(opts)


        (optional)


        
          
        

    

  


  

      

          @callback in_transaction?(opts()) :: ok_error_tuple(boolean())


      


Returns {:ok, true} if the current process is inside a transaction;
otherwise, {:ok, false} is returned.
If there's an error with executing the command, {:error, reason}
is returned, where reason is the cause of the error.
Options
See the "Shared options" section in the module
documentation for more options.
Examples
MyCache.in_transaction?()
#=> {:ok, false}

MyCache.transaction(fn ->
  MyCache.in_transaction? #=> {:ok, true}
end)

  



  
    
      
    
    
      in_transaction?(dynamic_cache, opts)


        (optional)


        
          
        

    

  


  

      

          @callback in_transaction?(dynamic_cache(), opts()) :: ok_error_tuple(boolean())


      


Same as in_transaction?/1, but the command is executed on the cache instance
given at the first argument dynamic_cache.
See the "Dynamic caches" section in the
module documentation for more information.
Examples
MyCache.in_transaction?(MyCache1, [])

  



  
    
      
    
    
      transaction(fun, opts)


        (optional)


        
          
        

    

  


  

      

          @callback transaction(fun(), opts()) :: ok_error_tuple(any())


      


Runs the given function inside a transaction.
If an Elixir exception occurs, the exception will bubble up from the
transaction function. If the cache aborts the transaction, it returns
{:error, reason}.
A successful transaction returns the value returned by the function wrapped
in a tuple as {:ok, value}.
Nested transactions
If transaction/2 is called inside another transaction, the cache executes
the function without wrapping the new transaction call in any way.
Options
See the "Shared options" section in the module
documentation for more options.
Examples
MyCache.transaction(fn ->
  alice = MyCache.get(:alice)
  bob = MyCache.get(:bob)
  MyCache.put(:alice, %{alice | balance: alice.balance + 100})
  MyCache.put(:bob, %{bob | balance: bob.balance + 100})
end)
We can provide the keys to lock when using the Nebulex.Adapters.Local
adapter (or any other adapter that supports key locking):
MyCache.transaction(
  fn ->
    alice = MyCache.get(:alice)
    bob = MyCache.get(:bob)
    MyCache.put(:alice, %{alice | balance: alice.balance + 100})
    MyCache.put(:bob, %{bob | balance: bob.balance + 100})
  end,
  keys: [:alice, :bob]
)

  



  
    
      
    
    
      transaction(dynamic_cache, fun, opts)


        (optional)


        
          
        

    

  


  

      

          @callback transaction(dynamic_cache(), fun(), opts()) :: ok_error_tuple(any())


      


Same as transaction/2, but the command is executed on the cache instance
given at the first argument dynamic_cache.
See the "Dynamic caches" section in the
module documentation for more information.
Examples
MyCache.transaction(
  MyCache1,
  fn ->
    alice = MyCache.get(:alice)
    bob = MyCache.get(:bob)
    MyCache.put(:alice, %{alice | balance: alice.balance + 100})
    MyCache.put(:bob, %{bob | balance: bob.balance + 100})
  end,
  keys: [:alice, :bob]
)

  


        

      

      
        Info API


        


  
    
      
    
    
      info(spec, opts)


        (optional)


        
          
        

    

  


  

      

          @callback info(spec :: info_spec(), opts()) :: ok_error_tuple(info_data())


      


Returns {:ok, info} where info contains the requested cache information,
as specified by the spec.
If there's an error with executing the command, {:error, reason}
is returned, where reason is the cause of the error.
The spec (information specification key) can be:
	The atom :all - returns a map with all information items.
	An atom - returns the value for the requested information item.
	A list of atoms - returns a map only with the requested information
items.

If the argument spec is omitted, all information items are returned;
same as if the spec was the atom :all.
The adapters are free to add the information specification keys they want.
However, Nebulex suggests the adapters add the following keys:
	:server - General information about the cache server (e.g., cache name,
adapter, PID, etc.).
	:memory - Memory consumption information (e.g., used memory,
allocated memory, etc.).
	:stats - Cache statistics (e.g., hits, misses, etc.).

Examples
The following examples assume the underlying adapter uses the implementation
provided by Nebulex.Adapters.Common.Info.
iex> {:ok, info} = MyCache.info()
iex> info
%{
  server: %{
    nbx_version: "3.0.0",
    cache_module: "MyCache",
    cache_adapter: "Nebulex.Adapters.Local",
    cache_name: "MyCache",
    cache_pid: #PID<0.111.0>
  },
  memory: %{
    total: 1_000_000,
    used: 0
  },
  stats: %{
    deletions: 0,
    evictions: 0,
    expirations: 0,
    hits: 0,
    misses: 0,
    updates: 0,
    writes: 0
  }
}

iex> {:ok, info} = MyCache.info(:server)
iex> info
%{
  nbx_version: "3.0.0",
  cache_module: "MyCache",
  cache_adapter: "Nebulex.Adapters.Local",
  cache_name: "MyCache",
  cache_pid: #PID<0.111.0>
}

iex> {:ok, info} = MyCache.info([:server, :stats])
iex> info
%{
  server: %{
    nbx_version: "3.0.0",
    cache_module: "MyCache",
    cache_adapter: "Nebulex.Adapters.Local",
    cache_name: "MyCache",
    cache_pid: #PID<0.111.0>
  },
  stats: %{
    deletions: 0,
    evictions: 0,
    expirations: 0,
    hits: 0,
    misses: 0,
    updates: 0,
    writes: 0
  }
}

  



  
    
      
    
    
      info(dynamic_cache, spec, opts)


        (optional)


        
          
        

    

  


  

      

          @callback info(dynamic_cache(), spec :: info_spec(), opts()) ::
  ok_error_tuple(info_data())


      


Same as info/2, but the command is executed on the cache
instance given at the first argument dynamic_cache.
See the "Dynamic caches" section in the
module documentation for more information.
Examples
MyCache.info(MyCache1, :all, [])

  



  
    
      
    
    
      info!(spec, opts)


        (optional)


        
          
        

    

  


  

      

          @callback info!(spec :: info_spec(), opts()) :: info_data()


      


Same as info/2 but raises an exception if an error occurs.

  



  
    
      
    
    
      info!(dynamic_cache, spec, opts)


        (optional)


        
          
        

    

  


  

      

          @callback info!(dynamic_cache(), spec :: info_spec(), opts()) :: info_data()


      


Same as info/3 but raises an exception if an error occurs.

  


        

      

      
        Observable API


        


  
    
      
    
    
      register_event_listener(event_listener, opts)


        (optional)


        
          
        

    

  


  

      

          @callback register_event_listener(event_listener(), opts()) :: :ok | error_tuple()


      


Register a cache event listener event_listener.
Returns :ok if successful; {:error, reason} otherwise.
Listeners should be implemented with care. In particular, it is important
to consider their impact on performance and latency.
Listeners:
	are fired after the entry is mutated in the cache.
	block the calling process until the listener returns,
when the listener is invoked synchronously; depends on
the adapter's implementation.

Listeners follow the observer pattern. An exception raised by a listener does
not cause the cache operation to fail.
Listeners can only raise Nebulex.Error exception. Caching implementations
must catch any other exception from a listener, then wrap and reraise it as
a Nebulex.Error exception.
Options
	:id (term/0) - A unique identifier for the event listener. An error will be returned if
another listener with the same ID already exists. Defaults to the event
listener function itself.

	:filter (Nebulex.Event.filter/0) - A function that may be used to check cache entry events prior to being
dispatched to event listeners.
A filter must not create side effects.

	:metadata (Nebulex.Event.metadata/0) - The metadata is provided when registering the listener and added to the
event at invoking the listener and filter functions; the event must always
have a metadata field. The default value is [].


See the "Shared options" section in the module
documentation for more options.
Examples
iex> MyApp.Cache.register_event_listener(&MyApp.handle/1)
:ok
iex> MyApp.Cache.register_event_listener(&MyApp.handle/1,
...>   filter: &MyApp.filter/1
...> )
:ok
iex> MyApp.Cache.register_event_listener(&MyApp.handle/2,
...>   filter: &MyApp.filter/2
...>   metadata: [foo: :bar]
...> )
:ok

# Register with `:id` (must be unregistered using the same `:id` value)
iex> MyApp.Cache.register_event_listener(&MyApp.handle/2,
...>   id: :my_listener,
...>   filter: &MyApp.filter/2
...>   metadata: [foo: :bar]
...> )
:ok

  



  
    
      
    
    
      register_event_listener(dynamic_cache, event_listener, opts)


        (optional)


        
          
        

    

  


  

      

          @callback register_event_listener(dynamic_cache(), event_listener(), opts()) ::
  :ok | error_tuple()


      


Same as register_event_listener/2, but the command is executed on the cache
instance given at the first argument dynamic_cache.
See the "Dynamic caches" section in the
module documentation for more information.
Examples
MyApp.Cache.register_event_listener(:my_cache, &MyApp.handle/1, [])

  



  
    
      
    
    
      register_event_listener!(event_listener, opts)


        (optional)


        
          
        

    

  


  

      

          @callback register_event_listener!(event_listener(), opts()) :: :ok


      


Same as register_event_listener/2 but raises an exception if an error
occurs.

  



  
    
      
    
    
      register_event_listener!(dynamic_cache, event_listener, opts)


        (optional)


        
          
        

    

  


  

      

          @callback register_event_listener!(dynamic_cache(), event_listener(), opts()) :: :ok


      


Same as register_event_listener/3 but raises an exception if an error
occurs.

  



  
    
      
    
    
      unregister_event_listener(id, opts)


        (optional)


        
          
        

    

  


  

      

          @callback unregister_event_listener(id :: any(), opts()) :: :ok | error_tuple()


      


Un-register a cache event listener.
Returns :ok if successful; {:error, reason} otherwise.
Options
See the "Shared options" section in the module
documentation for more options.
Examples
# Register with default ID
iex> MyApp.Cache.register_event_listener(&MyApp.handle/1)
:ok
# Unregister with default ID
iex> MyApp.Cache.unregister_event_listener(&MyApp.handle/1)
:ok

# Register with `:id`
iex> MyApp.Cache.register_event_listener(&MyApp.handle/1, id: :listener)
:ok
# Unregister using the previously registered `:id`
iex> MyApp.Cache.unregister_event_listener(:listener)
:ok

  



  
    
      
    
    
      unregister_event_listener(dynamic_cache, id, opts)


        (optional)


        
          
        

    

  


  

      

          @callback unregister_event_listener(dynamic_cache(), id :: any(), opts()) ::
  :ok | error_tuple()


      


Same as unregister_event_listener/2, but the command is executed on the
cache instance given at the first argument dynamic_cache.
See the "Dynamic caches" section in the
module documentation for more information.
Examples
MyApp.Cache.unregister_event_listener(:my_cache, &MyApp.handle/1, [])

  



  
    
      
    
    
      unregister_event_listener!(id, opts)


        (optional)


        
          
        

    

  


  

      

          @callback unregister_event_listener!(id :: any(), opts()) :: :ok


      


Same as unregister_event_listener/2 but raises an exception if an error
occurs.

  



  
    
      
    
    
      unregister_event_listener!(dynamic_cache, id, opts)


        (optional)


        
          
        

    

  


  

      

          @callback unregister_event_listener!(dynamic_cache(), id :: any(), opts()) :: :ok


      


Same as unregister_event_listener/3 but raises an exception if an error
occurs.

  


        

      

      
        Types


        


  
    
      
    
    
      dynamic_cache()



        
          
        

    

  


  

      

          @type dynamic_cache() :: atom() | pid()


      


Dynamic cache value

  



  
    
      
    
    
      entries()



        
          
        

    

  


  

      

          @type entries() :: map() | [{key(), value()}]


      


Cache entries

  



  
    
      
    
    
      error_tuple()



        
          
        

    

  


  

      

          @type error_tuple() :: error_tuple(nbx_error_reason())


      


Common error type

  



  
    
      
    
    
      error_tuple(reason)



        
          
        

    

  


  

      

          @type error_tuple(reason) :: {:error, reason}


      


Error type for the given reason

  



  
    
      
    
    
      event_filter()



        
          
        

    

  


  

      

          @type event_filter() :: Nebulex.Event.filter()


      


Proxy type to a cache event  filter

  



  
    
      
    
    
      event_listener()



        
          
        

    

  


  

      

          @type event_listener() :: Nebulex.Event.listener()


      


Proxy type to a cache event listener

  



  
    
      
    
    
      fetch_error_reason()



        
          
        

    

  


  

      

          @type fetch_error_reason() :: Nebulex.KeyError.t() | nbx_error_reason()


      


Fetch error reason

  



  
    
      
    
    
      fetch_or_store_fun()



        
          
        

    

  


  

      

          @type fetch_or_store_fun() :: (-> {:ok, value()} | {:error, any()})


      


Fetch or store function

  



  
    
      
    
    
      get_or_store_fun()



        
          
        

    

  


  

      

          @type get_or_store_fun() :: (-> any())


      


Get or store function

  



  
    
      
    
    
      info_data()



        
          
        

    

  


  

      

          @type info_data() :: info_map() | info_item()


      


The data type for the cache information

  



  
    
      
    
    
      info_item()



        
          
        

    

  


  

      

          @type info_item() :: any()


      


The type for the info item's value

  



  
    
      
    
    
      info_map()



        
          
        

    

  


  

      

          @type info_map() :: %{optional(atom()) => any()}


      


Info map

  



  
    
      
    
    
      info_spec()



        
          
        

    

  


  

      

          @type info_spec() :: :all | atom() | [atom()]


      


Specification key for the item(s) to include in the returned info

  



  
    
      
    
    
      key()



        
          
        

    

  


  

      

          @type key() :: any()


      


Cache entry key

  



  
    
      
    
    
      nbx_error_reason()



        
          
        

    

  


  

      

          @type nbx_error_reason() :: Nebulex.Error.t()


      


Proxy type for generic Nebulex error

  



  
    
      
    
    
      ok_error_tuple(ok)



        
          
        

    

  


  

      

          @type ok_error_tuple(ok) :: ok_error_tuple(ok, nbx_error_reason())


      


Ok/Error tuple with default error reasons

  



  
    
      
    
    
      ok_error_tuple(ok, error)



        
          
        

    

  


  

      

          @type ok_error_tuple(ok, error) :: {:ok, ok} | {:error, error}


      


Ok/Error type

  



  
    
      
    
    
      opts()



        
          
        

    

  


  

      

          @type opts() :: keyword()


      


Cache action options

  



  
    
      
    
    
      query_spec()



        
          
        

    

  


  

      

          @type query_spec() :: keyword()


      


The data type for a query spec.
See the "query-spec" section for more
information.

  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: module()


      


Cache type

  



  
    
      
    
    
      value()



        
          
        

    

  


  

      

          @type value() :: any()


      


Cache entry value

  


        

      


  

    
Nebulex.Event 
    



      
Nebulex cache event.

      


      
        Summary


  
    Types
  


    
      
        filter()

      


        Type for an entry event filter



    


    
      
        listener()

      


        Type for an entry event listener



    


    
      
        metadata()

      


        Type for the listener and filter metadata



    


    
      
        t()

      


        Type for a cache event



    





      


      
        Types


        


  
    
      
    
    
      filter()



        
          
        

    

  


  

      

          @type filter() :: (t() -> boolean())


      


Type for an entry event filter

  



  
    
      
    
    
      listener()



        
          
        

    

  


  

      

          @type listener() :: (t() -> any())


      


Type for an entry event listener

  



  
    
      
    
    
      metadata()



        
          
        

    

  


  

      

          @type metadata() :: keyword() | map()


      


Type for the listener and filter metadata

  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: Nebulex.Event.CacheEntryEvent.t()


      


Type for a cache event

  


        

      


  

    
Nebulex.Event.CacheEntryEvent 
    



      
A cache entry event.

      


      
        Summary


  
    Types
  


    
      
        t()

      


        Type for a cache entry event.



    


    
      
        target()

      


        Type for the event target.



    


    
      
        type()

      


        Event type.



    





  
    Functions
  


    
      
        __types__()

      


        Returns the event types.



    


    
      
        deleted(enum)

      


        Creates a new "deleted" event.



    


    
      
        expired(enum)

      


        Creates a new "expired" event.



    


    
      
        inserted(enum)

      


        Creates a new "inserted" event.



    


    
      
        new(enum)

      


        Creates a new event.



    


    
      
        updated(enum)

      


        Creates a new "updated" event.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Nebulex.Event.CacheEntryEvent{
  cache: Nebulex.Cache.t(),
  command: atom(),
  metadata: Nebulex.Event.metadata(),
  name: atom() | nil,
  pid: pid() | nil,
  target: target(),
  type: type()
}


      


Type for a cache entry event.
The event will have the following keys:
	:cache - The defined cache module.
	:name - The cache name (for dynamic caches).
	:pid - The cache PID.
	:type - The event type.
	:target - The event target. It could be a key or a query
(in case of delete_all).
	:command - The cache command triggering the event.
	:metadata - The event metadata is provided when the listener is
registered.


  



  
    
      
    
    
      target()



        
          
        

    

  


  

      

          @type target() ::
  {:key, any()} | {:query, {:in, [keys :: any()]} | {:q, query :: any()}}


      


Type for the event target.
The event target can be a key or a query (for delete_all command).
If the target is a key, it will come in the shape of {:key, deleted_key}
tuple. On the other hand, if the target is a query, it will come in the shape
of a {:query, {:in, deleted_keys}} tuple, or a {:query, {:q, query}} tuple.

  



  
    
      
    
    
      type()



        
          
        

    

  


  

      

          @type type() :: :deleted | :expired | :inserted | :updated


      


Event type.
	:deleted - Invoked if a cache entry is deleted, or if a batch call
is made, after the entries are deleted. The commands delete and
delete_all triggers this event.
	:expired - Invoked if a cache entry or entries are evicted due to
expiration.
	:inserted - Invoked after a cache entry is inserted, or if a batch call
is made after the entries are inserted. The commands triggering this event
are: put, put_new, put_all, and put_new_all. Beware, for  put
and put_all commands, there is no way to know if the entry existed
before the operation.
	:updated - Invoked if an existing cache entry is updated via replace
command.
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      __types__()



        
          
        

    

  


  

      

          @spec __types__() :: [atom()]


      


Returns the event types.
Example
iex> Nebulex.Event.CacheEntryEvent.__types__()
[:deleted, :expired, :inserted, :updated]

  



  
    
      
    
    
      deleted(enum)



        
          
        

    

  


  

      

          @spec deleted(Enumerable.t()) :: t()


      


Creates a new "deleted" event.

  



  
    
      
    
    
      expired(enum)



        
          
        

    

  


  

      

          @spec expired(Enumerable.t()) :: t()


      


Creates a new "expired" event.

  



  
    
      
    
    
      inserted(enum)



        
          
        

    

  


  

      

          @spec inserted(Enumerable.t()) :: t()


      


Creates a new "inserted" event.

  



  
    
      
    
    
      new(enum)



        
          
        

    

  


  

      

          @spec new(Enumerable.t()) :: t()


      


Creates a new event.
Example
iex> Nebulex.Event.CacheEntryEvent.new(
...>   cache: MyApp.Cache,
...>   pid: self(),
...>   target: {:key, "foo"},
...>   command: :put,
...>   type: :inserted
...> )
%Nebulex.Event.CacheEntryEvent{
  cache: MyApp.Cache,
  command: :put,
  name: nil,
  pid: self(),
  type: :inserted,
  metadata: [],
  target: {:key, "foo"}
}

  



  
    
      
    
    
      updated(enum)



        
          
        

    

  


  

      

          @spec updated(Enumerable.t()) :: t()


      


Creates a new "updated" event.
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At its core, the abstraction applies caching to Elixir functions, reducing
thus the number of executions based on the information available in the
cache. That is, each time a targeted function is invoked, the abstraction
will apply a caching behavior checking whether the function has been already
executed and its result cached for the given arguments. If it has, then the
cached result is returned without having to execute the actual function;
if it has not, then function is executed, the result cached and returned
to the user so that, the next time the method is invoked, the cached result
is returned. This way, expensive functions (whether CPU or IO bound) can be
executed only once for a given set of parameters and the result reused
without having to actually execute the function again. The caching logic
is applied transparently without any interference to the invoker.
See Nebulex.Caching.Decorators to learn more about the caching
decorators and their usage.
Compilation time options
The following are the available compilation time options when defining
the caching usage via use Nebulex.Caching:
	:default_key_generator (Nebulex.Caching.Decorators.key/0) - Defines the default key generation function for all decorated functions
in the module. This can be overridden at the decorator level using the
:key option.
The function must be provided in the format &Mod.fun/arity.
The default value is &Nebulex.Caching.Decorators.generate_key/1.

	:cache (atom/0) - Defines the default cache for all decorated functions in the module.
This can be overridden at the decorator level.

	:on_error (Nebulex.Caching.Decorators.on_error/0) - Defines the default error handling behavior for all decorated functions
in the module when a cache error occurs. This can be overridden at the
decorator level.
Possible values:
	:nothing - Ignores cache errors (default).
	:raise - Raises an exception when a cache error occurs.

The default value is :nothing.

	:match (Nebulex.Caching.Decorators.match/0) - Defines the default match function for all decorated functions in the
module. This can be overridden at the decorator level.
The function must be provided in the format &Mod.fun/arity.
The default value is &Nebulex.Caching.Decorators.default_match/1.

	:opts (keyword/0) - The default options to use globally for all decorated functions in the
module when invoking cache commands. The default value is [].


See the "Shared Options"
section in the decorators module for more information.
use Nebulex.Caching, opts
These options apply to all decorated functions in a module, but each
decorator declaration can overwrite them. They act as a global or default
configuration for the decorators. For example, if the cache is the same
for all decorated functions in a module, one can configure it globally
like this:
use Nebulex.Caching, cache: MyCache
Therefore, you don't need to provide the :cache option at the decorator
level.

      


      
        Summary


  
    Functions
  


    
      
        dynamic_cache(cache, name)

      


        Creates a dynamic cache tuple form to use in the decorated function
(wrapper macro for Nebulex.Caching.Decorators.dynamic_cache_spec/2).



    


    
      
        keyref(key, opts \\ [])

      


        Creates a reference tuple form to use in the decorated function
(wrapper macro for Nebulex.Caching.Decorators.keyref_spec/3).



    





      


      
        Functions


        


  
    
      
    
    
      dynamic_cache(cache, name)


        (macro)


        
          
        

    

  


  

Creates a dynamic cache tuple form to use in the decorated function
(wrapper macro for Nebulex.Caching.Decorators.dynamic_cache_spec/2).
The first argument, cache, specifies the defined cache module,
and the second argument, name, is the actual name of the cache.
Using dynamic_cache
This macro is automatically imported and then available when using
use Nebulex.Caching.
Example
defmodule MyApp.Users do
  use Nebulex.Caching

  @decorate cacheable(cache: dynamic_cache(MyApp.Cache, :users))
  def get_user(id) do
    # your logic ...
  end
end
See the ":cache option" section in the Nebulex.Caching.Decorators
module documentation for more information.

  



    

  
    
      
    
    
      keyref(key, opts \\ [])


        (macro)


        
          
        

    

  


  

Creates a reference tuple form to use in the decorated function
(wrapper macro for Nebulex.Caching.Decorators.keyref_spec/3).
Using keyref
This macro is automatically imported and then available when using
use Nebulex.Caching.
Options
	:cache - The cache where the referenced key is stored.

	:ttl - The TTL for the referenced key. If configured, it overrides
the TTL given in the decorator's option :opts.


See Nebulex.Caching.Decorators.cacheable/3 decorator
for more information.
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Declarative decorator-based caching, inspired by
Spring Cache Abstraction.
decorator library is used underneath.

For caching declaration, the abstraction provides three Elixir function
decorators: cacheable, cache_evict, and cache_put, which allow
functions to trigger cache population or cache eviction.
Let us take a closer look at each decorator.
cacheable decorator
As the name implies, cacheable is used to delimit functions that are
cacheable - that is, functions for whom the result is stored in the cache
so that on subsequent invocations (with the same arguments), the value is
returned from the cache without having to execute the function. In its
simplest form, the decorator declaration requires the cache associated with
the decorated function if the default cache is not
configured (see "Cache configuration"):
@decorate cacheable(cache: Cache)
def find_book(isbn) do
  # the logic for retrieving the book ...
end
In the snippet above, the function find_book/1 is associated with the
cache named Cache. Each time the function is called, the cache is checked
to see whether the invocation has been already executed and does not have
to be repeated.
See cacheable/3 for more information.
cache_put decorator
For cases where the cache needs to be updated without interfering with the
function execution, one can use the cache_put decorator. That is, the
function will always be executed and its result placed into the cache
(according to the cache_put options). It supports the same options as
cacheable and should be used for cache population or update rather than
function flow optimization.
@decorate cache_put(cache: Cache)
def update_book(isbn) do
  # the logic for retrieving the book and then updating it ...
end
Note that using cache_put and cacheable decorators on the same function
is generally discouraged because they have different behaviors. While the
latter causes the function execution to be skipped by using the cache, the
former forces the execution in order to execute a cache update. This leads
to unexpected behavior and with the exception of specific corner-cases
(such as decorators having conditions that exclude them from each other),
such declarations should be avoided.
See cache_put/3 for more information.
cache_evict decorator
The cache abstraction allows not just the population of a cache store but
also eviction. This process is useful for removing stale or unused data from
the cache. Opposed to cacheable, the decorator cache_evict demarcates
functions that perform cache eviction, which are functions that act as
triggers for removing data from the cache. Just like its sibling,
cache_evict requires specifying the cache that will be affected by the
action, allows to provide a key or a list of keys to be evicted, but in
addition, features an extra option :all_entries which indicates whether
a cache-wide eviction needs to be performed rather than just one or a few
entries (based on :key or :keys option):
@decorate cache_evict(cache: Cache, all_entries: true)
def load_books(file_stream) do
  # the logic for loading books ...
end
The option :all_entries comes in handy when an entire cache region needs
to be cleared out - rather than evicting each entry (which would take a
long time since it is inefficient), all the entries are removed in one
operation as shown above.
One can also indicate whether the eviction should occur after (the default)
or before the function executes through the :before_invocation attribute.
The former provides the same semantics as the rest of the decorators; once
the method completes successfully, an action (in this case, eviction) on the
cache is executed. If the function does not execute (as it might be cached)
or an exception is raised, the eviction does not occur. The latter
(before_invocation: true) causes the eviction to occur always before the
method is invoked. This is useful in cases where the eviction does not need
to be tied to the function execution outcome.
See cache_evict/3 for more information.
Shared Options
All three cache decorators explained previously accept the following
options:
	:cache (cache/0) - Required. The cache to use. When present, this option overrides the
default or global cache.
See cache/0 for possible values.
Raises an exception if the :cache option is not provided in the
decorator declaration and is not configured when defining the
caching usage via use Nebulex.Caching either.
See the "Cache configuration" section
for more information.

	:key (key/0) - The cache access key the decorator will use when running the decorated
function. When this option is not provided, the default key generator
generates a key based on the function arguments.
The :key option accepts the following values:
	An anonymous function - A function that generates the key at
runtime. The function can optionally receive the decorator context
as an argument and must return the key for caching.

	The tuple {:in, keys} - Where keys is a list of keys to
evict or update. Under the hood, cache.delete_all(in: keys) or
cache.put_all(entries) is invoked. This option is only allowed
for the cache_evict and cache_put decorators.

	Any term - A literal value to use as the cache key.


See the "Key Generation" section
for more information.

	:match (match/0) - An anonymous function that decides whether the result of evaluating the
decorated function should be cached. The function receives the result
as its first argument and can optionally receive the decorator context
as a second argument.
The match function can return:
	true - The value returned by the decorated function is cached
(this is the default behavior).

	{true, value} - The specified value is cached instead of the
original return value. This is useful when you need to customize
what gets cached.

	{true, value, opts} - The specified value is cached with the
provided options opts. This allows you to customize both what
gets cached and the caching options at runtime
(e.g., {true, value, [ttl: @ttl]}).

	false - Nothing is cached.


The default match function is defined as:
def default_match({:error, _}), do: false
def default_match(:error), do: false
def default_match(nil), do: false
def default_match(_other), do: true
By default, if the decorated function returns {:error, term}, :error,
or nil, the value is not cached. Otherwise, the value is cached.
When configured, this option overrides the global value (if any) defined
via use Nebulex.Caching, match: &MyApp.match/1.
The default value is &Nebulex.Caching.Decorators.default_match/1.

	:on_error (on_error/0) - Defines the error handling behavior when a cache error occurs during
decorator execution.
Possible values:
	:nothing - Ignores the error and continues execution (default).
	:raise - Raises an exception when a cache error occurs.

When configured, this option overrides the global value (if any) defined
via use Nebulex.Caching, on_error: ....
The default value is :nothing.

	:opts (keyword/0) - The options used by the decorator when invoking cache commands. These
options are passed directly to the underlying cache operations. The default value is [].


Cache configuration
As documented in the options above, the :cache option configures the cache
for the decorated function (in the decorator declaration). However, there
are three possible values, such as documented in the cache/0 type.
Let's go over these cache value alternatives in detail.
Cache module
The first cache value option is an existing cache module; this is the most
common value. For example:
@decorate cacheable(cache: MyApp.Cache)
def find_book(isbn) do
  # the logic for retrieving the book ...
end
Dynamic cache
In case one is using a dynamic cache:
@decorate cacheable(cache: dynamic_cache(MyApp.Cache, :books))
def find_book(isbn) do
  # the logic for retrieving the book ...
end
See "Dynamic caches" for more information.

Anonymous function
Finally, it is also possible to configure an anonymous function to resolve
the cache value in runtime. The function receives the
decorator context as an argument and must return either
a cache module or a dynamic cache.
@decorate cacheable(cache: &MyApp.Resolver.resolve_cache/1)
def find_book(isbn) do
  # the logic for retrieving the book ...
end
Where resolve_cache function may look like this:
defmodule MyApp.Resolver do
  alias Nebulex.Caching.Decorators.Context

  def resolve_cache(%Context{} = context) do
    # the logic for generating the cache value
  end
end
Default cache
While option :cache is handy for specifying the decorated function's
cache, it may be cumbersome when there is a module with several decorated
functions, and all use the same cache. In that case, we must set the
:cache option with the same value in all the decorated functions.
Fortunately, the :cache option can be configured globally for all
decorated functions in a module when defining the caching usage via
use Nebulex.Caching. For example:
defmodule MyApp.Books do
  use Nebulex.Caching, cache: MyApp.Cache

  @decorate cacheable()
  def get_book(isbn) do
    # the logic for retrieving a book ...
  end

  @decorate cacheable(cache: MyApp.BestSellersCache)
  def best_sellers do
    # the logic for retrieving best seller books ...
  end

  ...
end
In the snippet above, the function get_book/1 is associated with the
cache MyApp.Cache by default since option :cache is not provided in
the decorator. In other words, when the :cache option is configured
globally (when defining the caching usage via use Nebulex.Caching),
it is not required in the decorator declaration. However, one can always
override the global or default cache in the decorator declaration by
providing the option :cache, as is shown in the best_sellers/0
function, which is associated with a different cache.
To conclude, it is crucial to know the decorator must be associated with
a cache, either a global or default cache defined at the caching usage
definition (e.g., use Nebulex.Caching, cache: MyCache) or a specific
one configured in the decorator declaration.
Key Generation
Since caches are essentially key-value stores, each invocation of a cached
function needs to be translated into a suitable key for cache access. The
key can be generated using a default key generator (which is configurable)
or through decorator options :key or :keys. Let us take a closer look
at each approach:
Default Key Generation
Out of the box, the caching abstraction uses a simple key generator
strategy given by Nebulex.Caching.Decorators.generate_key/1, which is
based on the following algorithm:
	If no arguments are given, return 0.
	If only one argument is given, return that param as key.
	If more than one argument is given, return a key computed
from the hash of all arguments (:erlang.phash2(args)).

One could provide a different key generator via option
:default_key_generator. Once it is configured, the generator will be used
for each declaration that does not specify its own key generation strategy.
See "Custom Key Generation"
section down below.
The following example shows how to configure a custom default key generator:
defmodule MyApp.Keygen do
  def generate(context) do
    # your key generation logic ...
  end
end

defmodule MyApp.Books do
  use Nebulex.Caching,
    cache: MyApp.Cache
    default_key_generator: &MyApp.Keygen.generate/1

  ...
end
The function given to :default_key_generator must follow the format
&Mod.fun/arity.
Custom Key Generation Declaration
Since caching is generic, it is quite likely the target functions have
various signatures that cannot be simply mapped on top of the cache
structure. This tends to become obvious when the target function has
multiple arguments out of which only some are suitable for caching
(while the rest are used only by the function logic). For example:
@decorate cacheable(cache: Cache)
def find_book(isbn, check_warehouse?, include_used?) do
  # the logic for retrieving the book ...
end
At first glance, while the two boolean arguments influence the way the
book is found, they are not used for the cache. Furthermore, what if only
one of the two is important while the other is not?
For such cases, the cacheable decorator allows the user to specify how
the key is generated through the :key option (the same applies to all
decorators). The developer can pick the arguments of interest (or their
nested properties), perform operations or even invoke arbitrary functions
without having to write any code or implement any interface. This is the
recommended approach over the default generator since functions tend to be
quite different in signatures as the code base grows; while the default
strategy might work for some functions, it rarely does for all functions.
The following are some examples of generating keys:
@decorate cacheable(cache: Cache, key: isbn)
def find_book(isbn, check_warehouse?, include_used?) do
  # the logic for retrieving the book ...
end

@decorate cacheable(cache: Cache, key: isbn.raw_number)
def find_book(isbn, check_warehouse?, include_used?) do
  # the logic for retrieving the book ...
end
It is also possible to use an anonymous function to generate the key.
The function receives the decorator's context
as an argument. For example:
@decorate cacheable(cache: Cache, key: &{&1.function_name, hd(&1.args)})
def find_book(isbn, check_warehouse?, include_used?) do
  # the logic for retrieving the book ...
end
The key can be also the tuple {:in, keys} where keys is a list with the
keys to cache, evict, or update. For example:
@decorate cache_evict(cache: Cache, key: {:in, [isbn.id, isbn.raw_number]})
def remove_book(isbn) do
  # the logic for removing the book ...
end
The tuple {:in, [isbn.id, isbn.raw_number]} instructs the cache_evict
decorator to remove the keys isbn.id and isbn.raw_number from the
cache.
key: {:in, [...]}
The :key option only admits the value {:in, [...]} for
cache_evict and cache_put
decorators only. When you need to cache the same value under different
keys, you usually decorate multiple functions, like so:
@decorate cacheable(key: id)
def get_user(id)

@decorate cacheable(key: email)
def get_user_by_email(email)
See cacheable decorator for more information.
Custom options
One can also provide options for the cache commands executed underneath,
like so:
@decorate cacheable(cache: Cache, key: isbn, opts: [ttl: :timer.hours(1)])
def find_book(isbn, check_warehouse?, include_used?) do
  # the logic for retrieving the book ...
end
In that case, opts: [ttl: :timer.hours(1)] specifies the TTL for the
cached value.
See the "Shared Options" section
for more information.
Examples
Supposing an app uses Ecto, and there is a context for accessing books
MyApp.Books, we may decorate some functions as follows:
# The cache config
config :my_app, MyApp.Cache,
  gc_interval: 86_400_000, #=> 1 day
  max_size: 1_000_000 #=> Max 1M books

# The Cache
defmodule MyApp.Cache do
  use Nebulex.Cache,
    otp_app: :my_app,
    adapter: Nebulex.Adapters.Local
end

# Book schema
defmodule MyApp.Books.Book do
  use Ecto.Schema

  schema "books" do
    field(:isbn, :string)
    field(:title, :string)
    field(:author, :string)
    # The rest of the fields omitted
  end

  def changeset(book, attrs) do
    book
    |> cast(attrs, [:isbn, :title, :author])
    |> validate_required([:isbn, :title, :author])
  end
end

# Books context
defmodule MyApp.Books do
  use Nebulex.Caching, cache: MyApp.Cache

  alias MyApp.Repo
  alias MyApp.Books.Book

  @decorate cacheable(key: id)
  def get_book(id) do
    Repo.get(Book, id)
  end

  @decorate cacheable(key: isbn)
  def get_book_by_isbn(isbn) do
    Repo.get_by(Book, [isbn: isbn])
  end

  @decorate cache_put(
              key: {:in, [book.id, book.isbn]},
              match: &__MODULE__.match_fun/1
            )
  def update_book(%Book{} = book, attrs) do
    book
    |> Book.changeset(attrs)
    |> Repo.update()
  end

  def match_fun({:ok, usr}), do: {true, usr}
  def match_fun({:error, _}), do: false

  @decorate cache_evict(key: {:in, [book.id, book.isbn]})
  def delete_book(%Book{} = book) do
    Repo.delete(book)
  end

  def create_book(attrs \\ %{}) do
    %Book{}
    |> Book.changeset(attrs)
    |> Repo.insert()
  end
end
Functions with multiple clauses
Since decorator
library is used, it is important to be aware of its recommendations,
caveats, limitations, and so on. For instance, for functions with multiple
clauses the general advice is to create an empty function head, and call
the decorator on that head, like so:
@decorate cacheable(cache: Cache)
def get_user(id \\ nil)

def get_user(nil), do: nil

def get_user(id) do
  # your logic ...
end
However, the previous example works because we are not using the function
attributes for defining a custom key via the :key option. If we add
key: id for instance, we will get errors and/or warnings, since the
decorator is expecting the attribute id to be present, but it is not
in the first function clause. In other words, when we take this approach,
is like the decorator was applied to all function clauses separately.
To overcome this issue, the arguments used in the decorator must be
present in the function clauses, which could be achieved in different
ways. A simple way would be to decorate a wrapper function with the
arguments the decorator use and do the pattern-matching in a separate
function.
@decorate cacheable(cache: Cache, key: id)
def get_user(id \\ nil) do
  do_get_user(id)
end

defp do_get_user(nil), do: nil

defp do_get_user(id) do
  # your logic ...
end
Alternatively, you could decorate only the function clause needing the
caching.
def get_user(nil), do: nil

@decorate cacheable(cache: Cache, key: id)
def get_user(id) do
  # your logic ...
end
Anonymous functions vs. module captures
Some options (:cache, :key, :references, :match) may be configured
with anonymous functions. These functions are inlined by the decorator
macro at compile time and evaluated at runtime each time the decorated
function is invoked. In other words, on every decorated call a new function
term is created and executed once (or a few times) by the decorator.
This behavior is normal and efficient for most cases, but understanding how
it works helps you write clearer and faster code.
Key points
	Both anonymous functions (fn ... end) and module captures
(&Mod.fun/2) allocate a new function term per invocation.

	A module capture (&Mod.fun/arity) has no environment —
it doesn’t carry any extra data, so its allocation is minimal.

	An anonymous closure may capture variables from its environment.
If the captured data is large (e.g. big maps, structs, lists, configs),
every decorated call will create a new closure holding references to
those values, which can add GC pressure on hot paths.


Best practices
	Small lambdas are perfectly fine and idiomatic:
key: &(&1 && &1.id)
references: &(&1 && keyref(&1.id, cache: RedisCache))
match: &match(&1, email)

	Prefer module captures for shared or non-trivial logic. They allocate
a fresh but environment-free function per call, which is very cheap:
key: &MyApp.Keygen.generate/1
match: &__MODULE__.match_fun/2

	If you need access to the function arguments, use the
decorator context instead of capturing:
def match_fun(result, %Nebulex.Caching.Decorators.Context{args: [arg]}) do
  check_valid?(result, arg)
end

@decorate cacheable(key: arg.id, match: &__MODULE__.match_fun/2)
def get_user(arg), do: Repo.get(User, arg.id)

	Capturing a small or static module attribute (e.g. @config) inside the
lambda is perfectly fine. The value is referenced from the environment,
not duplicated:
# Small config map
@config %{foo: "bar", baz: "qux"}

@decorate cacheable(key: id, match: &check_valid?(&1, @config))
def get_user(id), do: Repo.get(User, id)

	If you do use lambdas, keep captured data small. Instead of closing
over large maps or configs, fetch what you need inside a module
function:
# ❌ Avoid: capturing the full config (large map) in the lambda
@config %{ttl: :timer.hours(1), cache: MyApp.Cache, extra: %{...}}

@decorate cacheable(key: id, match: &MyApp.Validator.valid?(&1, @config))
def get_user(id), do: Repo.get(User, id)

# ✅ Better: fetch what you need inside the module function
defmodule MyApp.Validator do
  def valid?(result) do
    # or from :persistent_term / ETS / any external source
    config = Application.get_env(:my_app, :validation_config)

    do_validate(result, config)
  end
end

@decorate cacheable(key: id, match: &MyApp.Validator.valid?(&1))
def get_user(id), do: Repo.get(User, id)


When to care
Because Nebulex decorators run as often as your cached functions are called,
the option lambdas are evaluated on every call. However, the cost of
creating a small or environment-free function term per call is negligible
in most real-world scenarios.
You only need to be mindful of this if:
	The function captures large data structures in its environment.
	Profiling shows decorator evaluation as a measurable hotspot.

When in doubt, use a module capture for clarity and consistency — it's
the simplest, most allocation-friendly choice.
Error Handling Strategies
The :on_error option controls how decorators behave when cache operations
fail (e.g., connection lost, memory exhausted, etc.). It does NOT apply to
errors from your business logic; only to cache infrastructure errors.
:on_error with cacheable
Option 1: :nothing (default) - Graceful degradation
When a cache error occurs, the function still executes and returns its result
(just without caching). Perfect for non-critical caches where cache failures
shouldn't affect application functionality.
defmodule MyApp.Products do
  use Nebulex.Caching,
    cache: MyApp.Cache,
    on_error: :nothing

  @decorate cacheable(key: id)
  def get_product(id) do
    # If cache fails: function executes, result is returned, no cache storage
    # If cache succeeds: normal read-through caching behavior
    Repo.get(Product, id)
  end
end

# Usage:
MyApp.Products.get_product(1)  # Returns product either way
Option 2: :raise - Strict consistency
When a cache error occurs, an exception is raised. Useful for critical
caches where failures should be visible and prevent application flow.
defmodule MyApp.SessionCache do
  use Nebulex.Caching,
    cache: MyApp.Cache,
    on_error: :raise

  @decorate cacheable(key: session_id)
  def get_session(session_id) do
    # If cache fails: exception is raised
    # If cache succeeds: normal read-through caching behavior
    Repo.get(Session, session_id)
  end
end

# Usage:
try do
  MyApp.SessionCache.get_session(id)
rescue
  error -> handle_cache_error(error)
end
:on_error with cache_put and cache_evict
:nothing - Ignores cache errors, function result still returned
@decorate cache_put(key: id, on_error: :nothing)
def update_product(id, attrs) do
  # If cache put fails: error is silently ignored, result is returned
  # If cache put succeeds: data is cached
  Repo.update(...)
end
:raise - Raises on cache errors
@decorate cache_evict(key: id, on_error: :raise)
def delete_product(id) do
  # If cache delete fails: exception is raised
  # If cache delete succeeds: entry is removed
  Repo.delete(...)
end
Decision Guide
	Scenario	Recommendation	Reasoning
	Read cache	:nothing	Cache failures shouldn't break reading
	Critical data	:raise	Failures should be noticed and fixed
	Cache warming	:nothing	Pre-loading failures are non-critical
	Session cache	:raise	Session consistency is critical
	Write-through	:nothing	SoR write succeeds regardless
	Cache invalidation	:nothing	Data is still written to SoR

Further readings
	Cache Usage Patterns Guide.
	Declarative Caching Guide.
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Decorator indicating that a function triggers a cache evict operation
(delete or delete_all).
Write-through pattern
The cache_evict decorator supports the write-through pattern. Your
function provides the logic to write data to the system of record (SoR),
and the decorator under the hood provides the rest. But in contrast with
the cache_put decorator, the data is deleted from the cache instead of
updated.
Options
	:all_entries (boolean/0) - When set to true, the decorator removes all entries from the cache,
ignoring the :key and :query options.
Default: false
The default value is false.

	:before_invocation (boolean/0) - When set to true, the cache eviction occurs before the decorated
function is invoked. When false, the eviction occurs after the
function completes successfully.
Default: false
The default value is false.

	:query (query/0) - The query to use for evicting cache entries based on specific criteria.
This option allows you to evict multiple entries that match the query.
When both :query and :key are provided, the decorator will:
	First execute the query-based eviction to remove matching entries.
	Then execute the key-based eviction to remove the specified key(s).

This is useful when you need to evict both a specific entry and related
entries. For example, when deleting a user, you might want to evict both
the user's cache entry and all their session entries.
The :query option accepts the following values:
	An anonymous function - A function that generates the query at
runtime. The function can optionally receive the decorator context
as an argument and must return a query supported by the cache
adapter. This is useful when the query depends on function arguments
or needs to be built dynamically.

	A direct query value - Any term that is a valid query supported
by the cache adapter. This is suitable for static queries that don't
depend on runtime values.


See the "Eviction with a query"
section for more details and examples.


See the "Shared options" section in the module
documentation for more options.
Examples
defmodule MyApp.Example do
  use Nebulex.Caching, cache: MyApp.Cache

  @decorate cache_evict(key: id)
  def delete(id) do
    # your logic (maybe write/delete data to the SoR)
  end

  @decorate cache_evict(key: {:in, [object.name, object.id]})
  def delete_object(object) do
    # your logic (maybe write/delete data to the SoR)
  end

  @decorate cache_evict(all_entries: true)
  def delete_all do
    # your logic (maybe write/delete data to the SoR)
  end

  @decorate cache_evict(key: user_id, query: &query_for_user_sessions/1)
  def logout_user(user_id) do
    # Evicts both the user entry and all their session entries
    # your logic (maybe write/delete data to the SoR)
  end

  def query_for_user_sessions(%{args: [user_id]}) do
    # Return a query that matches user sessions
    # (implementation depends on your adapter)
  end
end
Learn more
For comprehensive examples, real-world patterns, and adapter-specific
features (including query helpers, entry tagging, and reference
management), see the Declarative Caching Guide.
Eviction with a query
The :query option allows you to provide a query (or a function that
returns a query at runtime) to evict multiple cache entries based on
specific criteria. The query must be supported by the cache adapter.
Query syntax varies by adapter
The query syntax and format depend on the cache adapter being used.
The examples in this section assume you are using the
Nebulex.Adapters.Local adapter, which uses ETS match specifications.
If you're using a different adapter (e.g., Redis, Partitioned, etc.),
consult that adapter's documentation for the appropriate query format.
To explain how this works, let's use an example. Imagine you have a function
delete_objects_by_tag that receives a tag as an argument and deletes
all records matching the given tag from the system of record (SoR). You want
to evict those entries from the cache as well. This can be accomplished by
using a query to identify and evict all matching entries. However, writing
the query directly in the decorator can be verbose and hard to maintain,
especially for complex queries. Instead, you can use a function that
receives the decorator context and returns the required query to evict all
cached entries matching the given tag.
@decorate cache_evict(query: &query_for_tag/1)
def delete_objects_by_tag(tag) do
  # your logic to delete data from the SoR
end

defp query_for_tag(%{args: [tag]} = _context) do
  # Assuming we are using the `Nebulex.Adapters.Local` adapter and the
  # cached entry value is a map with a `tag` field, the match spec
  # would look like this:
  [
    {
      {:entry, :"$1", %{tag: :"$2"}, :_, :_},
      [{:"=:=", :"$2", tag}],
      [true]
    }
  ]
end
More examples
Evicting entries by user ID
If you need to evict all cached entries associated with a specific user:
@decorate cache_evict(query: &query_for_user/1)
def delete_user_data(user_id) do
  # your logic to delete user data from the SoR
end

defp query_for_user(%{args: [user_id]} = _context) do
  [
    {
      {:entry, :"$1", %{user_id: :"$2"}, :_, :_},
      [{:"=:=", :"$2", user_id}],
      [true]
    }
  ]
end
Evicting entries with multiple criteria
You can build more complex queries that match multiple conditions:
@decorate cache_evict(query: &query_for_category_and_status/1)
def delete_products(category, status) do
  # your logic to delete products from the SoR
end

defp query_for_category_and_status(%{args: [category, status]}) do
  [
    {
      {:entry, :"$1", %{category: :"$2", status: :"$3"}, :_, :_},
      [{:andalso, {:"=:=", :"$2", category}, {:"=:=", :"$3", status}}],
      [true]
    }
  ]
end
Direct query without a function
For simpler cases, you can provide the query directly:
@decorate cache_evict(
  query: [
    {
      {:entry, :"$1", %{archived: true}, :_, :_},
      [],
      [true]
    }
  ]
)
def cleanup_archived_entries do
  # your logic to cleanup archived data from the SoR
end
However, using a function is recommended for better readability and
maintainability, especially when the query depends on function arguments.
Combining :key and :query
You can use both :key and :query options together to evict both specific
entries and entries matching a query pattern. When both options are provided,
the decorator executes the eviction in the following order:
	Query-based eviction - First, entries matching the query are evicted.
	Key-based eviction - Then, the specific key(s) are evicted.

This is useful when you need to evict a primary entry along with related
entries. For example, when logging out a user, you might want to evict the
user's cache entry and all their active session entries (the examples below
assume you are using the Nebulex.Adapters.Local adapter):
@decorate cache_evict(key: user_id, query: &query_for_user_sessions/1)
def logout_user(user_id) do
  # Evicts the user entry and all session entries for this user
  UserSessions.delete_all_for_user(user_id)
end

defp query_for_user_sessions(%{args: [user_id]} = _context) do
  # Return a query that matches all session entries for the given user
  [
    {
      {:entry, :"$1", %{user_id: :"$2", type: "session"}, :_, :_},
      [{:"=:=", :"$2", user_id}],
      [true]
    }
  ]
end
Another common use case is evicting multiple specific keys along with a
query:
@decorate cache_evict(
  key: {:in, [category.id, category.slug]},
  query: &query_for_category_products/1
)
def delete_category(category) do
  # Evicts both category cache entries (by id and slug) and all
  # product entries within that category
  Products.delete_all_for_category(category.id)
end

defp query_for_category_products(%{args: [category]} = _context) do
  [
    {
      {:entry, :"$1", %{category_id: :"$2"}, :_, :_},
      [{:"=:=", :"$2", category.id}],
      [true]
    }
  ]
end
Best Practices
	Keep query logic in separate functions for reusability and cleaner
code.
	Test queries independently before using them in decorators to ensure
they match the expected entries.
	Document query behavior and the expected match criteria for future
maintainability.
	Consider performance implications when querying large datasets, as
some queries may require full cache scans.
	Use both :key and :query when evicting hierarchical data where
you need to remove both a parent entry and its related child entries.

Eviction of references
When the cache_evict decorator annotates a key (or keys) to evict, it
removes only the entry associated with that key. Therefore, if the key has
references (as created by the :references option in cacheable), those
are not automatically removed, which results in dangling keys. However,
there are multiple ways to evict references and avoid dangling keys:
See also
For comprehensive real-world examples and integration patterns, see the
"Advanced Reference Cleanup with Tags and Queries" section in the
Declarative Caching Guide.
	Specify the key and its references explicitly - Use the
key: {:in, keys} option to specify both a key and its references.
For example, if you have:
@decorate cacheable(key: email, references: & &1.id)
def get_user_by_email(email) do
  # get the user from the database ...
end
The eviction may look like this:
@decorate cache_evict(key: {:in, [user.id, user.email]})
def delete_user(user) do
  # delete the user from the database ...
end
However, to make this work, you need access to both the key and
references in the function arguments, which is not always possible.
Consider the previous example: what if the delete_user function
receives only the ID? You won't be able to evict the reference since
you don't have access to the email in the arguments.

	Set a TTL for the reference - Configure a time-to-live value so
references expire automatically. For example:
@decorate cacheable(
            key: email,
            references: &(&1 && &1.id),
            opts: [ttl: @ttl]
          )
def get_user_by_email(email) do
  # get the user from the database ...
end
You can also specify a different TTL for the referenced key:
@decorate cacheable(
            key: email,
            references: &(&1 && keyref(&1.id, ttl: @another_ttl)),
            opts: [ttl: @ttl]
          )
def get_user_by_email(email) do
  # get the user from the database ...
end

	Use a separate cache for references - Maintain a dedicated cache
for references only (e.g., a cache using the local adapter). This
allows you to provide a different eviction or garbage collection
configuration to run the GC more frequently and keep the references
cache clean. See the
"External referenced keys"
section below.

	Combine multiple strategies - You can combine the previous
approaches to create a more robust solution:
	Use key: {:in, keys} together with a TTL configuration to
explicitly evict keys when possible while having automatic cleanup
as a fallback.

	Use a separate cache for references with its own TTL and eviction
configuration, then explicitly evict keys from both caches when
you have access to all necessary arguments.


This layered approach provides both automatic cleanup through TTL
expiration and manual control when you have access to all the
necessary keys in your function arguments.


Local Adapter: Advanced Reference Eviction
The Nebulex.Adapters.Local adapter provides powerful strategies for
automatic reference cleanup using QueryHelper, without needing to specify
each reference key individually.
Strategy 1: Tag-based reference grouping
Tag both the main key and its references with the same tag, then evict all
entries with that tag in one operation:
defmodule MyApp.UserAccounts do
  use Nebulex.Caching, cache: MyApp.Cache
  use Nebulex.Adapters.Local.QueryHelper

  @decorate cacheable(key: id)
  def get_user_account(id) do
    # your logic ...
  end

  @decorate cacheable(
              key: email,
              references: &(&1 && &1.id),
              opts: [tag: {:user, &(&1.id)}]
            )
  def get_user_account_by_email(email) do
    # your logic ...
  end

  @decorate cache_evict(key: user.id, query: &evict_by_user_tag/1)
  def delete_user(user) do
    # delete the user from the database ...
  end

  defp evict_by_user_tag(%{args: [user]}) do
    match_spec tag: t, where: t == {:user, user.id}
  end
end
Strategy 2: Direct reference queries with keyref_match_spec
Evict the main key explicitly and use keyref_match_spec/2 to find and
remove all associated references in the same operation:
defmodule MyApp.UserAccounts do
  use Nebulex.Caching, cache: MyApp.Cache
  use Nebulex.Adapters.Local.QueryHelper

  @decorate cacheable(key: id)
  def get_user_account(id) do
    # your logic ...
  end

  @decorate cacheable(key: email, references: &(&1 && &1.id))
  def get_user_account_by_email(email) do
    # your logic ...
  end

  @decorate cacheable(key: token, references: &(&1 && &1.id))
  def get_user_account_by_token(token) do
    # your logic ...
  end

  @decorate cache_evict(key: user.id, query: &evict_user_refs/1)
  def delete_user(user) do
    # delete the user from the database ...
  end

  defp evict_user_refs(%{args: [user]}) do
    keyref_match_spec(user.id)
  end
end
Both strategies provide automatic cleanup of all references without manually
specifying each reference key. Choose based on your needs:
	Tag-based: Best when you control reference creation upfront and want
a simple, declarative approach. Requires planning tags during caching.
	Query-based: More flexible for cases where references may exist
across different decorators or when references are created
conditionally.

For more details on QueryHelper and available query builders, see the
Nebulex.Adapters.Local.QueryHelper
documentation.
Eviction of external references
As mentioned in the cacheable decorator's
"External referenced keys" section, an external reference is a
key (or reference) that lives in another cache store. For example, you might
have one cache to store only the references and another to store the actual
values. In these cases, when you annotate the eviction function, you want to
remove both the cached value and any references to it that may exist.
Therefore, you can use {:in, keys} in the :key option, adding the
references to be removed to the list. For example:
@decorate cache_evict(
            key: {:in, [user.id, keyref(user.email, cache: ExtCache)]}
          )
def delete_user(user) do
  # your logic to delete data from the SoR
end
Assuming there is a reference under the key user.email in ExtCache,
the decorator will remove the cached value under the key user.id and
the reference under the key user.email from ExtCache.
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Decorator indicating that a function triggers a
cache put operation.
In contrast to the cacheable decorator, this decorator
does not cause the decorated function to be skipped. Instead, it always
causes the function to be invoked and its result to be stored in the
associated cache if the condition given by the :match option matches
accordingly.
Write-through pattern
The cache_put decorator supports the write-through pattern. Your
function provides the logic to write data to the system of record (SoR),
and the decorator under the hood provides the rest.
Use Cases
The cache_put decorator is ideal for scenarios where:
	Updating or modifying data - After writing changes to the SoR,
update the cache with the new value.
	Write-through caching - Maintain consistency between SoR and cache
by updating the cache after successful writes.

Key Differences from cacheable
	Aspect	cacheable	cache_put
	Function execution	Skipped on cache hit	Always executes
	Cache usage	Read-through (cache-aside)	Write-through
	Best for	Retrieving/reading data	Updating/writing data
	Match function	Determines if result should be cached	Determines if result should be cached

Options
See the "Shared options" section in the module
documentation for more options.
Match Function Behavior
The :match option is crucial for controlling when results are cached.
The match function can return:
	true - Cache the result as-is.
	false - Don't cache anything.
	{true, value} - Cache the modified value instead of the
function result.
	{true, value, opts} - Cache the value with additional cache
options (e.g., different TTL).

This is useful for:
	Caching only successful operations (e.g., {:ok, result})
	Transforming the cached value
	Applying different cache options based on the result

Examples
Basic Cache Update
Always execute and cache the result:
@decorate cache_put(key: id, opts: [ttl: :timer.hours(1)])
def update_product(id, attrs) do
  product = Repo.get(Product, id)
  Repo.update(product, attrs)
end
Conditional Caching
Only cache successful operations:
@decorate cache_put(
            key: id,
            match: &match_ok/1,
            opts: [ttl: :timer.hours(1)]
          )
def update_product(id, attrs) do
  Repo.get(Product, id)
  |> Product.changeset(attrs)
  |> Repo.update()
end

defp match_ok({:ok, product}), do: {true, product}
defp match_ok({:error, _}), do: false
Multiple Keys
Update the cache with multiple keys (e.g., by ID and slug):
@decorate cache_put(
            key: {:in, [product.id, product.slug]},
            match: &match_ok/1,
            opts: [ttl: :timer.hours(1)]
          )
def update_product(product, attrs) do
  product
  |> Product.changeset(attrs)
  |> Repo.update()
end

defp match_ok({:ok, product}), do: {true, product}
defp match_ok({:error, _}), do: false
Transform Before Caching
Use the match function to transform what gets cached:
@decorate cache_put(
            key: id,
            match: &extract_result/1,
            opts: [ttl: :timer.hours(1)]
          )
def fetch_and_cache(id) do
  case external_api.fetch(id) do
    {:ok, data} -> data
    {:error, reason} -> {:error, reason}
  end
end

# Extract and cache only the data, not the error
defp extract_result({:error, _}), do: false
defp extract_result(data), do: {true, data}
Different TTL Based on Result
Apply different cache durations based on the result:
@decorate cache_put(
            key: id,
            match: &__MODULE__.match_with_ttl/1,
            opts: [ttl: :timer.hours(1)]
          )
def fetch_data(id) do
  case external_api.fetch(id) do
    {:ok, data} -> data
    {:error, _reason} = error -> error
  end
end

# Cache errors for a shorter time (5 minutes)
def match_with_ttl({:error, _reason}) do
  {true, nil, [ttl: :timer.minutes(5)]}
end

# Cache success for longer (1 hour, from opts)
def match_with_ttl(data) do
  {true, data}
end
See Also
For real-world integration examples and comprehensive patterns, see
the Declarative Caching Guide.
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As the name implies, the cacheable decorator indicates storing in cache
the result of invoking a function.
Each time a decorated function is invoked, the caching behavior will be
applied, checking whether the function has already been invoked for the
given arguments. A default algorithm uses the function arguments to compute
the key. Still, a custom key can be provided through the :key option,
or a custom key-generator function can replace the default one
(See "Key Generation" section in the module
documentation).
If no value is found in the cache for the computed key, the target function
will be invoked, and the returned value will be stored in the associated
cache. Note that what is cached can be handled with the :match option.
Read-through pattern
The cacheable decorator supports the Read-through pattern.
The loader to retrieve the value from the system of record (SoR)
is your function's logic, and the macro under the hood provides
the rest.
Options
	:references (references/0) - Indicates that the key specified by the :key option references another
key provided by this option. When present, the cacheable decorator
stores the decorated function's result under both the referenced key
(provided by :references) and the primary key (provided by :key).
See references/0 for possible values.
For more information and examples, see the
"Referenced keys" section.


See the "Shared options" section in the module
documentation for more options.
Examples
defmodule MyApp.Example do
  use Nebulex.Caching, cache: MyApp.Cache

  @ttl :timer.hours(1)

  @decorate cacheable(key: id, opts: [ttl: @ttl])
  def get_by_id(id) do
    # your logic (maybe the loader to retrieve the value from the SoR)
  end

  @decorate cacheable(key: email, references: &(&1 && &1.id))
  def get_by_email(email) do
    # your logic (maybe the loader to retrieve the value from the SoR)
  end

  @decorate cacheable(key: clauses, match: &match_fun/1)
  def all(clauses) do
    # your logic (maybe the loader to retrieve the value from the SoR)
  end

  defp match_fun([]), do: false
  defp match_fun(_), do: true
end
Referenced keys
Referenced keys are handy when multiple keys keep the same value. For
example, let's imagine we have a schema User with multiple unique fields,
like :id, :email, and :token. We may have a module with functions
retrieving the user account by any of those fields, like so:
defmodule MyApp.UserAccounts do
  use Nebulex.Caching, cache: MyApp.Cache

  @decorate cacheable(key: id)
  def get_user_account(id) do
    # your logic ...
  end

  @decorate cacheable(key: email)
  def get_user_account_by_email(email) do
    # your logic ...
  end

  @decorate cacheable(key: token)
  def get_user_account_by_token(token) do
    # your logic ...
  end

  @decorate cache_evict(key: {:in, [user.id, user.email, user.token]})
  def update_user_account(user, attrs) do
    # your logic ...
  end
end
As you notice, all three functions will store the same user record under a
different key. It could be more efficient in terms of memory space. Besides,
when the user record is updated, we have to invalidate the previously cached
entries, which means we have to specify in the cache_evict decorator all
the different keys associated with the cached user account.
Using the referenced keys, we can address it better and more simply.
The module will look like this:
defmodule MyApp.UserAccounts do
  use Nebulex.Caching, cache: MyApp.Cache

  @decorate cacheable(key: id)
  def get_user_account(id) do
    # your logic ...
  end

  @decorate cacheable(key: email, references: &(&1 && &1.id))
  def get_user_account_by_email(email) do
    # your logic ...
  end

  @decorate cacheable(key: token, references: &(&1 && &1.id))
  def get_user_account_by_token(token) do
    # your logic ...
  end

  @decorate cache_evict(key: user.id)
  def update_user_account(user, attrs) do
    # your logic ...
  end
end
With the option :references, we are indicating to the cacheable
decorator to store the user id under the key email and the key token
(assuming the function returns a user record), and the user record itself
under the user id, which is the referenced key; if the function returns
nil, the decorator will cache nothing. This time, instead of storing the
same object three times, the decorator will cache it only once under the
user ID, and the other entries will keep a reference to it. When the
functions get_user_account_by_email/1 or get_user_account_by_token/1 are
are executed, the decorator will automatically handle it; under the hood,
it will fetch the referenced key given by email or token first, and
then get the user record under the referenced key.
On the other hand, in the eviction function update_user_account/1, since
the user record is stored only once under the user's ID, we could set the
option :key to the user's ID, without specifying multiple keys like in
the previous case. However, there is a caveat:
Caveat
cache_evict and cache_put decorators don't evict or update the
references automatically.
See the "Eviction of references"
section in the cache_evict decorator documentation.
The match function on references
The cacheable decorator also evaluates the :match option's function on
cache key references to ensure consistency and correctness. Let's give an
example to understand what this is about.
Using the previous "user accounts" example, here is the first call to
get a user by email:
iex> user = MyApp.UserAccounts.get_user_account_by_email("me@test.com")
#=> %MyApp.UserAccounts.User{id: 1, email: "me@test.com", ...}
The user is now available in the cache for subsequent calls. Now, let's
suppose we update the user's email by calling:
iex> MyApp.UserAccounts.update_user_account(user, %{
...>   email: "updated@test.com", ...
...> })
#=> %MyApp.UserAccounts.User{id: 1, email: "updated@test.com", ...}
The update_user_account function should have removed the user schema
associated with the user.id key (decorated with cache_evict) but not
the references. Therefore, if we call get_user_account_by_email again,
we will get the user with the updated email:
iex> user = MyApp.UserAccounts.get_user_account_by_email("me@test.com")
#=> %MyApp.UserAccounts.User{id: 1, email: "updated@test.com", ...}
However, here we have an inconsistency because we are requesting a user with
the email "me@test.com" and we got a user with a different email
"updated@test.com" (the updated one). How can we avoid this? The answer
is to leverage the :match option to ensure consistency and correctness.
Let's provide a match function that helps us with it:
@decorate cacheable(
            key: email,
            references: &(&1 && &1.id),
            match: &match(&1, email)
          )
def get_user_account_by_email(email) do
  # your logic ...
end

defp match(%{email: email}, email), do: true
defp match(_, _), do: false
With the solution above, the cacheable decorator only caches the user's
value if the email matches the one in the arguments. Otherwise, nothing is
cached, and the decorator evaluates the function's block. Previously, the
decorator was caching the user regardless of the requested email value.
With this fix, if we try the previous call:
iex> MyApp.UserAccounts.get_user_account_by_email("me@test.com")
#=> nil
Since there is an email mismatch in the previous call, the decorator removes
the mismatch reference from the cache (eliminating the inconsistency) and
executes the function body, assuming it uses MyApp.Repo.get_by/2, nil
is returned because there is no such user in the database.
:match option
The :match option can and should be used when using references to allow
the decorator to remove inconsistent cache key references automatically.
External referenced keys
Previously, we saw how to work with referenced keys but on the same cache,
like "internal references." Despite this being the typical case scenario,
there could be situations where you may want to reference a key stored in a
different or external cache. Why would I want to reference a key located in
a separate cache? There may be multiple reasons, but let's give a few
examples.
	One example is when you have a Redis cache; in such case, you likely
want to optimize the calls to Redis as much as possible. Therefore, you
should store the referenced keys in a local cache and the values in
Redis. This way, we only hit Redis to access the keys with the actual
values, and the decorator resolves the referenced keys locally.

	Another example is for keeping the cache key references isolated,
preferably locally. Then, apply a different eviction (or garbage
collection) policy for the references; one may want to expire the
references more often to avoid having dangling keys since the
cache_evict decorator doesn't remove the references automatically,
just the defined key (or keys). See the
"Eviction of references"
section below.


Let us modify the previous "user accounts" example based on the Redis
scenario:
defmodule MyApp.UserAccounts do
  use Nebulex.Caching

  alias MyApp.{LocalCache, RedisCache}

  @decorate cacheable(cache: RedisCache, key: id)
  def get_user_account(id) do
    # your logic ...
  end

  @decorate cacheable(
              cache: LocalCache,
              key: email,
              references: &(&1 && keyref(&1.id, cache: RedisCache))
            )
  def get_user_account_by_email(email) do
    # your logic ...
  end

  @decorate cacheable(
              cache: LocalCache,
              key: token,
              references: &(&1 && keyref(&1.id, cache: RedisCache))
            )
  def get_user_account_by_token(token) do
    # your logic ...
  end

  @decorate cache_evict(cache: RedisCache, key: user.id)
  def update_user_account(user) do
    # your logic ...
  end
end
The functions get_user_account/1 and update_user_account/2 use
RedisCache to store the real value in Redis while
get_user_account_by_email/1 and get_user_account_by_token/1 use
LocalCache to store the cache key references. Then, with the option
references: &(&1 && keyref(&1.id, cache: RedisCache)) we are telling the
cacheable decorator the referenced key given by &1.id is located in the
cache RedisCache; the macro keyref/2
builds the required reference tuple for the external cache reference
underneath.
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      default_match(result)



        
          
        

    

  


  

      

          @spec default_match(any()) :: boolean()


      


Default match function.

  



  
    
      
    
    
      dynamic_cache_spec(cache, name)



        
          
        

    

  


  

      

          @spec dynamic_cache_spec(module(), atom() | pid()) :: dynamic_cache()


      


A helper function to create a reserved tuple for a dynamic cache.
The first argument, cache, specifies the defined cache module,
and the second argument, name, is the actual name of the cache.
When creating a dynamic cache tuple form, use the macro
Nebulex.Caching.dynamic_cache/2 instead.
Example
defmodule MyApp.Books do
  use Nebulex.Caching

  @decorate cacheable(cache: dynamic_cache(MyApp.Cache, :books))
  def find_book(isbn) do
    # your logic ...
  end
end

  



  
    
      
    
    
      generate_key(context)



        
          
        

    

  


  

      

          @spec generate_key(context()) :: any()


      


Default key generation function.

  



  
    
      
    
    
      keyref_spec(cache, key, ttl)



        
          
        

    

  


  

      

          @spec keyref_spec(cache() | nil, any(), timeout() | nil) :: keyref_spec()


      


A helper function to create a reserved tuple for a reference.
Arguments
	cache - The cache where the referenced key is stored. If it is nil,
the referenced key is looked up in the same cache provided via the
:cache option.
	key - The referenced key.
	ttl - The TTL for the referenced key. If configured, it overrides the
TTL given in the decorator's option :opts.

When creating a reference tuple form, use the macro
Nebulex.Caching.keyref/2 instead.
See the "Referenced keys" section in the
cacheable decorator for more information.
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      cache_put(cache, key, value, opts)



        
          
        

    

  


  

      

          @spec cache_put(cache_value(), {:in, [any()]} | any(), any(), keyword()) :: :ok


      


Convenience function for the cache_put decorator.
NOTE
This function is for internal purposes only.

  



  
    
      
    
    
      eval_cache(cache, ctx)



        
          
        

    

  


  

      

          @spec eval_cache(any(), context()) :: cache_value()


      


Convenience function for evaluating the cache argument.
NOTE
This function is for internal purposes only.

  



  
    
      
    
    
      eval_cache_evict(cache, key, before?, all_entries?, on_error, block_fun)



        
          
        

    

  


  

      

          @spec eval_cache_evict(any(), any(), boolean(), boolean(), on_error(), fun()) :: any()


      


Convenience function for wrapping and/or encapsulating
the cache_evict decorator logic.
NOTE
This function is for internal purposes only.

  



  
    
      
    
    
      eval_cache_put(cache, key, value, opts, on_error, match)



        
          
        

    

  


  

      

          @spec eval_cache_put(any(), any(), any(), keyword(), on_error(), match()) :: any()


      


Convenience function for wrapping and/or encapsulating
the cache_put decorator logic.
NOTE
This function is for internal purposes only.

  



  
    
      
    
    
      eval_cacheable(cache, key, references, opts, match, on_error, block_fun)



        
          
        

    

  


  

      

          @spec eval_cacheable(
  any(),
  any(),
  references(),
  keyword(),
  match(),
  on_error(),
  fun()
) :: any()


      


Convenience function for wrapping and/or encapsulating
the cacheable decorator logic.
NOTE
This function is for internal purposes only.

  



  
    
      
    
    
      eval_key(key, ctx)



        
          
        

    

  


  

      

          @spec eval_key(any(), context()) :: any()


      


Convenience function for evaluating the key argument.
NOTE
This function is for internal purposes only.

  



  
    
      
    
    
      run_cmd(cache, fun, args, on_error)



        
          
        

    

  


  

      

          @spec run_cmd(module(), atom(), [any()], on_error()) :: any()


      


Convenience function for running a cache command.
NOTE
This function is for internal purposes only.
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      cache()



        
          
        

    

  


  

      

          @type cache() :: cache_value() | (-> cache_value()) | (context() -> cache_value())


      


The type for the :cache option value.
When defining the :cache option on the decorated function,
the value can be:
	The defined cache module.
	A dynamic cache spec created with the macro
dynamic_cache/2.
	An anonymous function to call to resolve the cache value in runtime.
The function optionally receives the decorator context as an argument
and must return either a cache module or a dynamic cache.


  



  
    
      
    
    
      cache_value()



        
          
        

    

  


  

      

          @type cache_value() :: module() | dynamic_cache()


      


The type for the cache value

  



  
    
      
    
    
      context()



        
          
        

    

  


  

      

          @type context() :: Nebulex.Caching.Decorators.Context.t()


      


Proxy type to the decorator context

  



  
    
      
    
    
      dynamic_cache()



        
          
        

    

  


  

      

          @type dynamic_cache() ::
  {:"$nbx_dynamic_cache_spec", cache :: module(), name :: atom() | pid()}


      


Type spec for a dynamic cache definition

  



  
    
      
    
    
      key()



        
          
        

    

  


  

      

          @type key() ::
  (-> any()) | (context() -> any()) | {:in, [keyref_spec() | any()]} | any()


      


The type for the :key option value.
When defining the :key option on the decorated function,
the value can be:
	An anonymous function to call to generate the key in runtime.
The function optionally receives the decorator context as an argument
and must return the key for caching.

	The tuple {:in, keys}, where keys is a list with the keys to evict
or update (cache.delete_all(in: keys) is invoked under the hood).
The list can also contain key references, in case you need to reference
a key from another cache. See keyref_spec/0 for more information.
This option is only available for cache_evict and cache_put
decorators.


	Any term.



  



  
    
      
    
    
      keyref()



        
          
        

    

  


  

      

          @type keyref() :: keyref_spec() | any()


      


Type for a key reference

  



  
    
      
    
    
      keyref_spec()



        
          
        

    

  


  

      

          @type keyref_spec() ::
  {:"$nbx_keyref_spec", cache :: Nebulex.Cache.t(), key :: any(),
   ttl :: timeout() | nil}


      


Type for a key reference spec

  



  
    
      
    
    
      match()



        
          
        

    

  


  

      

          @type match() ::
  (result :: any() -> match_return())
  | (result :: any(), context() -> match_return())


      


Type for match function

  



  
    
      
    
    
      match_return()



        
          
        

    

  


  

      

          @type match_return() :: boolean() | {true, any()} | {true, any(), keyword()}


      


Type for the match function return

  



  
    
      
    
    
      on_error()



        
          
        

    

  


  

      

          @type on_error() :: :nothing | :raise


      


Type for on_error action

  



  
    
      
    
    
      query()



        
          
        

    

  


  

      

          @type query() :: (-> any()) | (context() -> any()) | any()


      


Type for a query

  



  
    
      
    
    
      references()



        
          
        

    

  


  

      

          @type references() ::
  keyref()
  | (result :: any() -> keyref() | any())
  | (result :: any(), context() -> keyref() | any())


      


Type spec for the option :references.
When defining the :references option on the decorated function,
the value can be:
	An anonymous function expects the result of the decorated function
evaluation as an argument. Alternatively, the decorator context can be
received as a second argument. It must return the referenced key, which
could be an explicit key reference spec or any term (see keyref/0).
However, nil is a special case. Returning nil halts the decorator
execution to prevent a potential cache storage downstream from being
invoked. If nil is meant to be the referenced key, a key reference
spec must be used (e.g., keyref(nil) - see the next item for more
information).
	An explicit key reference definition keyref_spec/0. It must be
created using the macro keyref/2.
	Any term. The term is automatically wrapped in a key reference spec,
assigned to the :key field of the spec.

See cacheable/3 decorator for more information.
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Nebulex.Caching.Decorators.Context 
    



      
Decorator context.

      


      
        Summary


  
    Types
  


    
      
        t()

      


        Decorator context type.
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          @type t() :: %Nebulex.Caching.Decorators.Context{
  args: [any()],
  arity: non_neg_integer(),
  decorator: :cacheable | :cache_evict | :cache_put,
  function_name: atom(),
  module: module()
}


      


Decorator context type.
The decorator context defines the following keys:
	:decorator - Decorator's name.
	:module - The invoked module.
	:function_name - The invoked function name
	:arity - The arity of the invoked function.
	:args - The arguments that are given to the invoked function.

Caveats about the :args
The following are some caveats about the context's :args
to keep in mind:
	Only arguments explicitly assigned to a variable will be included.
	Ignored or underscored arguments will be ignored.
	Pattern-matching expressions without a variable assignment will be
ignored. Therefore, if there is a pattern-matching and you want to
include its value, it has to be explicitly assigned to a variable.

For example, suppose you have a module with a decorated function:
defmodule MyApp.SomeModule do
  use Nebulex.Caching

  alias MyApp.Cache

  @decorate cacheable(cache: Cache, key: &__MODULE__.key_generator/1)
  def get_something(x, _y, _, {_, _}, [_, _], %{a: a}, %{} = z) do
    # Function's logic
  end

  def key_generator(context) do
    # Key generation logic
  end
end
The generator will be invoked like so:
key_generator(%Nebulex.Caching.Decorators.Context{
  decorator: :cacheable,
  module: MyApp.SomeModule,
  function_name: :get_something,
  arity: 7,
  args: [x, z]
})
As you may notice, only the arguments x and z are included in the
context args when calling the key_generator/1 function.

  


        

      


  

    
Nebulex.Adapter behaviour
    



      
Specifies the minimal API required from adapters.

      


      
        Summary


  
    Types
  


    
      
        adapter_meta()

      


        The metadata returned by the adapter init/1.



    


    
      
        nbx_error()

      


        Nebulex wrappable error types



    


    
      
        t()

      


        Adapter



    





  
    Callbacks
  


    
      
        __before_compile__(env)

      


        The callback invoked in case the adapter needs to inject code.



    


    
      
        init(config)

      


        Initializes the adapter supervision tree by returning the children
and adapter metadata.



    





  
    Functions
  


    
      
        defcommand(fun, opts \\ [])

      


        Builds up a public wrapper function for invoking an adapter command.



    


    
      
        defcommandp(fun, opts \\ [])

      


        Builds up a private wrapper function for invoking an adapter command.



    


    
      
        handle_command_response(response)

      


        Helper function for handling a Nebulex command response.



    


    
      
        lookup_meta(name_or_pid)

      


        Returns the adapter metadata from its init/1 callback.



    


    
      
        run_command(adapter_meta, command, args, opts)

      


        Convenience function for invoking the adapter running a command.
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      adapter_meta()



        
          
        

    

  


  

      

          @type adapter_meta() :: %{optional(atom()) => any()}


      


The metadata returned by the adapter init/1.
It must be a map and Nebulex itself will always inject
the following keys into the meta:
	:cache - The defined cache module.
	:name - The name of the cache supervisor process.
	:pid - The PID returned by the child spec returned in init/1.
	:adapter - The defined cache adapter.
	:telemetry - Whether Telemetry is enabled or not.
	:telemetry_prefix – The Telemetry prefix.


  



  
    
      
    
    
      nbx_error()



        
          
        

    

  


  

      

          @type nbx_error() :: Nebulex.Error.t() | Nebulex.KeyError.t()


      


Nebulex wrappable error types
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          @type t() :: module()


      


Adapter
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      __before_compile__(env)


        (optional)


        
          
        

    

  


  

      

          @macrocallback __before_compile__(env :: Macro.Env.t()) :: Macro.t()


      


The callback invoked in case the adapter needs to inject code.

  



  
    
      
    
    
      init(config)



        
          
        

    

  


  

      

          @callback init(config :: keyword()) :: {:ok, :supervisor.child_spec(), adapter_meta()}


      


Initializes the adapter supervision tree by returning the children
and adapter metadata.
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      defcommand(fun, opts \\ [])


        (macro)


        
          
        

    

  


  

Builds up a public wrapper function for invoking an adapter command.
NOTE: Internal purposes only.

  



    

  
    
      
    
    
      defcommandp(fun, opts \\ [])


        (macro)


        
          
        

    

  


  

Builds up a private wrapper function for invoking an adapter command.
NOTE: Internal purposes only.

  



  
    
      
    
    
      handle_command_response(response)



        
          
        

    

  


  

      

          @spec handle_command_response(ok | {:error, any()}) :: ok | {:error, nbx_error()}
when ok: :ok | {:ok, any()}


      


Helper function for handling a Nebulex command response.
Examples
iex> Nebulex.Adapter.handle_command_response({:ok, "ok"})
{:ok, "ok"}

iex> Nebulex.Adapter.handle_command_response(:ok)
:ok

iex> Nebulex.Adapter.handle_command_response(
...>   {:error, %Nebulex.Error{reason: :error}}
...> )
{:error, %Nebulex.Error{reason: :error}}

iex> Nebulex.Adapter.handle_command_response({:error, :error})
{:error, %Nebulex.Error{reason: :error}}

iex> Nebulex.Adapter.handle_command_response({:error, %RuntimeError{}})
{:error, %Nebulex.Error{reason: %RuntimeError{}}}

  



  
    
      
    
    
      lookup_meta(name_or_pid)



        
          
        

    

  


  

      

          @spec lookup_meta(atom() | pid()) :: adapter_meta()


      


Returns the adapter metadata from its init/1 callback.
It expects a process name of the cache. The name is either
an atom or a PID. For a given cache, you often want to call
this function based on the dynamic cache:
Nebulex.Adapter.lookup_meta(cache.get_dynamic_cache())

  



  
    
      
    
    
      run_command(adapter_meta, command, args, opts)



        
          
        

    

  


  

      

          @spec run_command(adapter_meta(), atom(), [any()], keyword()) :: any()


      


Convenience function for invoking the adapter running a command.
NOTE: Internal purposes only.

  


        

      


  

    
Nebulex.Adapter.Info behaviour
    



      
Specifies the adapter Info API.
See Nebulex.Adapters.Common.Info.

      


      
        Summary


  
    Callbacks
  


    
      
        info(adapter_meta, info_spec, opts)

      


        Returns {:ok, info} where info contains the requested cache information,
as specified by the spec.



    





      


      
        Callbacks


        


  
    
      
    
    
      info(adapter_meta, info_spec, opts)



        
          
        

    

  


  

      

          @callback info(
  Nebulex.Adapter.adapter_meta(),
  Nebulex.Cache.info_spec(),
  Nebulex.Cache.opts()
) :: Nebulex.Cache.ok_error_tuple(Nebulex.Cache.info_data())


      


Returns {:ok, info} where info contains the requested cache information,
as specified by the spec.
If there's an error with executing the command, {:error, reason}
is returned, where reason is the cause of the error.
The spec (information specification key) can be:
	The atom :all: returns a map with all information items.
	An atom: returns the value for the requested information item.
	A list of atoms: returns a map only with the requested information
items.

The adapters are free to add the information specification keys they want,
however, Nebulex suggests the adapters add the following specs:
	:server - General information about the cache server (e.g., cache name,
adapter, PID, etc.).
	:memory - Memory consumption information (e.g., used memory,
allocated memory, etc.).
	:stats - Cache statistics (e.g., hits, misses, etc.).

See Nebulex.Cache.info/2.

  


        

      


  

    
Nebulex.Adapter.KV behaviour
    



      
Specifies the adapter Key/Value API.
This behaviour specifies all read/write key-based functions,
applied to a specific cache key.

      


      
        Summary


  
    Types
  


    
      
        adapter_meta()

      


        Proxy type to the adapter meta



    


    
      
        entries()

      


        Proxy type to the cache entries



    


    
      
        keep_ttl()

      


        Keep TTL flag



    


    
      
        key()

      


        Proxy type to the cache key



    


    
      
        on_write()

      


        Write command type



    


    
      
        opts()

      


        Proxy type to the cache options



    


    
      
        ttl()

      


        TTL for a cache entry



    


    
      
        value()

      


        Proxy type to the cache value



    





  
    Callbacks
  


    
      
        delete(adapter_meta, key, opts)

      


        Deletes a single entry from cache.



    


    
      
        expire(adapter_meta, key, ttl, opts)

      


        Returns {:ok, true} if the given key exists and the new ttl is
successfully updated; otherwise, {:ok, false} is returned.



    


    
      
        fetch(adapter_meta, key, opts)

      


        Fetches the value for a specific key in the cache.



    


    
      
        has_key?(adapter_meta, key, opts)

      


        Determines if the cache contains an entry for the specified key.



    


    
      
        put(adapter_meta, key, value, on_write, ttl, keep_ttl, opts)

      


        Puts the given value under key into the cache.



    


    
      
        put_all(adapter_meta, entries, on_write, ttl, opts)

      


        Puts the given entries (key/value pairs) into the cache atomically
or fail otherwise.



    


    
      
        take(adapter_meta, key, opts)

      


        Removes and returns the value associated with key in the cache.



    


    
      
        touch(adapter_meta, key, opts)

      


        Returns {:ok, true} if the given key exists and the last access time is
successfully updated; otherwise, {:ok, false} is returned.



    


    
      
        ttl(adapter_meta, key, opts)

      


        Returns the remaining time-to-live for the given key.



    


    
      
        update_counter(adapter_meta, key, amount, default, ttl, opts)

      


        Updates the counter mapped to the given key.
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          @type adapter_meta() :: Nebulex.Adapter.adapter_meta()


      


Proxy type to the adapter meta
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          @type entries() :: Nebulex.Cache.entries()


      


Proxy type to the cache entries

  



  
    
      
    
    
      keep_ttl()



        
          
        

    

  


  

      

          @type keep_ttl() :: boolean()


      


Keep TTL flag

  



  
    
      
    
    
      key()



        
          
        

    

  


  

      

          @type key() :: Nebulex.Cache.key()


      


Proxy type to the cache key

  



  
    
      
    
    
      on_write()



        
          
        

    

  


  

      

          @type on_write() :: :put | :put_new | :replace


      


Write command type
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          @type opts() :: Nebulex.Cache.opts()


      


Proxy type to the cache options
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          @type ttl() :: timeout()


      


TTL for a cache entry

  



  
    
      
    
    
      value()



        
          
        

    

  


  

      

          @type value() :: Nebulex.Cache.value()


      


Proxy type to the cache value
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      delete(adapter_meta, key, opts)



        
          
        

    

  


  

      

          @callback delete(adapter_meta(), key(), opts()) :: :ok | Nebulex.Cache.error_tuple()


      


Deletes a single entry from cache.
If there's an error with executing the command, {:error, reason}
is returned, where reason is the cause of the error.
See Nebulex.Cache.delete/2.

  



  
    
      
    
    
      expire(adapter_meta, key, ttl, opts)



        
          
        

    

  


  

      

          @callback expire(adapter_meta(), key(), ttl(), opts()) ::
  Nebulex.Cache.ok_error_tuple(boolean())


      


Returns {:ok, true} if the given key exists and the new ttl is
successfully updated; otherwise, {:ok, false} is returned.
If there's an error with executing the command, {:error, reason}
is returned; where reason is the cause of the error.
See Nebulex.Cache.expire/3.

  



  
    
      
    
    
      fetch(adapter_meta, key, opts)



        
          
        

    

  


  

      

          @callback fetch(adapter_meta(), key(), opts()) ::
  Nebulex.Cache.ok_error_tuple(value(), Nebulex.Cache.fetch_error_reason())


      


Fetches the value for a specific key in the cache.
If the cache contains the given key, then its value is returned
in the shape of {:ok, value}.
If there's an error with executing the command, {:error, reason}
is returned. reason is the cause of the error and can be
Nebulex.KeyError if the cache does not contain key,
Nebulex.Error otherwise.
See Nebulex.Cache.fetch/2.

  



  
    
      
    
    
      has_key?(adapter_meta, key, opts)



        
          
        

    

  


  

      

          @callback has_key?(adapter_meta(), key(), opts()) ::
  Nebulex.Cache.ok_error_tuple(boolean())


      


Determines if the cache contains an entry for the specified key.
More formally, it returns {:ok, true} if the cache contains the given key.
If the cache doesn't contain key, {:ok, false} is returned.
If there's an error with executing the command, {:error, reason}
is returned, where reason is the cause of the error.
See Nebulex.Cache.has_key?/2.

  



  
    
      
    
    
      put(adapter_meta, key, value, on_write, ttl, keep_ttl, opts)



        
          
        

    

  


  

      

          @callback put(adapter_meta(), key(), value(), on_write(), ttl(), keep_ttl(), opts()) ::
  Nebulex.Cache.ok_error_tuple(boolean())


      


Puts the given value under key into the cache.
Returns {:ok, true} if the value with key key is successfully inserted.
Otherwise, {:ok, false} is returned.
If there's an error with executing the command, {:error, reason}
is returned, where reason is the cause of the error.
The ttl argument defines the time-to-live for the stored entry. If it is not
set, it means the entry doesn't have a time-to-live, so it shouldn't expire.
The keep_ttl argument tells whether to retain the time to live associated
with the key. Otherwise, the TTL is always overwritten.
on_write argument
The on_write argument supports the following values:
	:put - If the key already exists, it is overwritten. Any previous
time-to-live associated with the key is discarded on a successful write
operation.

	:put_new - It only stores the entry if the key does not exist.
Otherwise, {:ok, false} is returned.

	:replace - Alters the value stored under the given key, but only
if the key already exists in the cache. Otherwise, {ok, false} is
returned.


See Nebulex.Cache.put/3, Nebulex.Cache.put_new/3,
Nebulex.Cache.replace/3.

  



  
    
      
    
    
      put_all(adapter_meta, entries, on_write, ttl, opts)



        
          
        

    

  


  

      

          @callback put_all(adapter_meta(), entries(), on_write(), ttl(), opts()) ::
  Nebulex.Cache.ok_error_tuple(boolean())


      


Puts the given entries (key/value pairs) into the cache atomically
or fail otherwise.
If there's an error with executing the command, {:error, reason}
is returned, where reason is the cause of the error.
The ttl argument works the same as put/7 but applies to all keys.
on_write argument
The on_write argument supports the following values:
	:put - If the key already exists, it is overwritten. Any previous
time-to-live associated with the key is discarded on a successful write
operation.

	:put_new - Insert all entries only if none exist in the cache, and it
returns {:ok, true} . Otherwise, {:ok, false} is returned.


See Nebulex.Cache.put_all/2 and Nebulex.Cache.put_new_all/2.

  



  
    
      
    
    
      take(adapter_meta, key, opts)



        
          
        

    

  


  

      

          @callback take(adapter_meta(), key(), opts()) ::
  Nebulex.Cache.ok_error_tuple(value(), Nebulex.Cache.fetch_error_reason())


      


Removes and returns the value associated with key in the cache.
If key is present in the cache, its value is removed and returned as
{:ok, value}.
If there's an error with executing the command, {:error, reason}
is returned. reason is the cause of the error and can be
Nebulex.KeyError if the cache does not contain key or
Nebulex.Error otherwise.
See Nebulex.Cache.take/2.

  



  
    
      
    
    
      touch(adapter_meta, key, opts)



        
          
        

    

  


  

      

          @callback touch(adapter_meta(), key(), opts()) :: Nebulex.Cache.ok_error_tuple(boolean())


      


Returns {:ok, true} if the given key exists and the last access time is
successfully updated; otherwise, {:ok, false} is returned.
If there's an error with executing the command, {:error, reason}
is returned, where reason is the cause of the error.
See Nebulex.Cache.touch/2.

  



  
    
      
    
    
      ttl(adapter_meta, key, opts)



        
          
        

    

  


  

      

          @callback ttl(adapter_meta(), key(), opts()) ::
  Nebulex.Cache.ok_error_tuple(value(), Nebulex.Cache.fetch_error_reason())


      


Returns the remaining time-to-live for the given key.
If key is present in the cache, then its remaining TTL is returned
in the shape of {:ok, ttl}.
If there's an error with executing the command, {:error, reason}
is returned. reason is the cause of the error and can be
Nebulex.KeyError if the cache does not contain key,
Nebulex.Error otherwise.
See Nebulex.Cache.ttl/2.

  



  
    
      
    
    
      update_counter(adapter_meta, key, amount, default, ttl, opts)



        
          
        

    

  


  

      

          @callback update_counter(adapter_meta(), key(), amount, default, ttl(), opts()) ::
  Nebulex.Cache.ok_error_tuple(integer())
when amount: integer(), default: integer()


      


Updates the counter mapped to the given key.
If amount > 0, the counter is incremented by the given amount.
If amount < 0, the counter is decremented by the given amount.
If amount == 0, the counter is not updated.
If there's an error with executing the command, {:error, reason}
is returned, where reason is the cause of the error.
The ttl is set when the key doesn't exist. Otherwise, only the counter is
updated keeping the TTL when the counter was updated for the first time.
See Nebulex.Cache.incr/3.
See Nebulex.Cache.decr/3.

  


        

      


  

    
Nebulex.Adapter.Observable behaviour
    



      
Specifies the adapter Observable API.
Maintains a registry of listeners and invokes them to handle cache events.
Default implementation
Nebulex provides a default implementation for the Nebulex.Adapter.Observable
behaviour, which uses a Telemetry handler to listen to cache command
completion events, builds the corresponding cache entry event, and applies
the provided filter and listener.
Listeners should be implemented with care. In particular, it is important
to consider their impact on performance and latency.
Listeners:
	are fired after the entry is mutated in the cache.
	block the calling process until the listener returns since the listener is
evaluated synchronously.

Function Captures
Due to how anonymous functions are implemented in the Erlang VM, it is best
to use function captures (&Mod.fun/1) as event listeners and filters
to achieve the best performance. In other words, avoid using literal
anonymous functions (fn ... -> ... end) or local function captures
(&handle_event/1) as event listeners and filters.
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    Types
  


    
      
        adapter_meta()

      


        Proxy type to the adapter meta



    


    
      
        filter()

      


        Proxy type to a cache event filter



    


    
      
        listener()

      


        Proxy type to a cache event listener



    


    
      
        metadata()

      


        Proxy type to a cache event metadata



    


    
      
        opts()

      


        Proxy type to the cache options



    





  
    Callbacks
  


    
      
        register_event_listener(adapter_meta, listener, filter, metadata, opts)

      


        Register a cache event listener.



    


    
      
        unregister_event_listener(adapter_meta, id, opts)

      


        Un-register a cache event listener.



    





      


      
        Types


        


  
    
      
    
    
      adapter_meta()



        
          
        

    

  


  

      

          @type adapter_meta() :: Nebulex.Adapter.adapter_meta()


      


Proxy type to the adapter meta

  



  
    
      
    
    
      filter()



        
          
        

    

  


  

      

          @type filter() :: Nebulex.Event.filter()


      


Proxy type to a cache event filter

  



  
    
      
    
    
      listener()



        
          
        

    

  


  

      

          @type listener() :: Nebulex.Event.listener()


      


Proxy type to a cache event listener

  



  
    
      
    
    
      metadata()



        
          
        

    

  


  

      

          @type metadata() :: Nebulex.Event.metadata()


      


Proxy type to a cache event metadata

  



  
    
      
    
    
      opts()



        
          
        

    

  


  

      

          @type opts() :: Nebulex.Cache.opts()


      


Proxy type to the cache options

  


        

      

      
        Callbacks


        


  
    
      
    
    
      register_event_listener(adapter_meta, listener, filter, metadata, opts)



        
          
        

    

  


  

      

          @callback register_event_listener(
  adapter_meta(),
  listener(),
  filter(),
  metadata(),
  opts()
) ::
  :ok | Nebulex.Cache.error_tuple()


      


Register a cache event listener.
Returns :ok if successful; {:error, reason} otherwise.
See Nebulex.Cache.register_event_listener/2.

  



  
    
      
    
    
      unregister_event_listener(adapter_meta, id, opts)



        
          
        

    

  


  

      

          @callback unregister_event_listener(adapter_meta(), id :: any(), opts()) ::
  :ok | Nebulex.Cache.error_tuple()


      


Un-register a cache event listener.
Returns :ok if successful; {:error, reason} otherwise.
See Nebulex.Cache.unregister_event_listener/2.

  


        

      


  

    
Nebulex.Adapter.Queryable behaviour
    



      
Specifies the adapter Query API.
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    Types
  


    
      
        adapter_meta()

      


        Proxy type to the adapter meta



    


    
      
        opts()

      


        Proxy type to the cache options



    


    
      
        query_meta()

      


        Query metadata fields.



    





  
    Callbacks
  


    
      
        execute(adapter_meta, query_meta, opts)

      


        Executes a previously prepared query.



    


    
      
        stream(adapter_meta, query_meta, opts)

      


        Streams a previously prepared query.
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      adapter_meta()



        
          
        

    

  


  

      

          @type adapter_meta() :: Nebulex.Adapter.adapter_meta()


      


Proxy type to the adapter meta

  



  
    
      
    
    
      opts()



        
          
        

    

  


  

      

          @type opts() :: Nebulex.Cache.opts()


      


Proxy type to the cache options

  



  
    
      
    
    
      query_meta()



        
          
        

    

  


  

      

          @type query_meta() :: %{
  op: :get_all | :count_all | :delete_all,
  query: {:in, [keys :: any()]} | {:q, query_value :: any()},
  select: {:key, :value} | :key | :value | :entry
}


      


Query metadata fields.
Operation
The field :op defines the type of query operation. The possible values are:
	:get_all - Returns a list with all entries from cache matching the given
query.
	:count_all - Returns the number of matched entries with the given query.
	:delete_all - Deletes all entries matching the given query. It returns
the number of deleted entries.
	:stream - Similar to :get_all but returns a lazy enumerable that emits
all entries from the cache matching the given query.

Query
The field :query defines the entries in the cache to match. There are two
types of query values. The ones recommended by Nebulex for all adapters to
implement (shared queries) and the adapter-specific ones.
Shared queries
The following query values are the ones recommended by Nebulex
for all adapters to implement:
	{:in, keys} - Query the entries associated with the set of keys
requested.
	{:q, nil} - Query all the entries in the cache.

Adapter-specific queries
For any other query the value must be:
	{:q, query_value} - Queries the entries in the cache matching with the
given query_value.

The query_value depends entirely on the adapter implementation, it could
any term. Therefore, it is highly recommended to see adapters' documentation
for more information about building queries. For example, the
Nebulex.Adapters.Local adapter supports
"ETS Match Spec".
Select fields to return
The field :select defines the fields of the cached entry to return.
See Nebulex.Cache.get_all/2 options for the possible values.

  


        

      

      
        Callbacks


        


  
    
      
    
    
      execute(adapter_meta, query_meta, opts)



        
          
        

    

  


  

      

          @callback execute(adapter_meta(), query_meta(), opts()) ::
  Nebulex.Cache.ok_error_tuple([any()] | non_neg_integer())


      


Executes a previously prepared query.
The query_meta field is a map containing some fields found in the query
options after they have been normalized. For example, the query value and
the selected entry fields to return can be found in the query_meta.
 Finally, opts is a keyword list of options given to the Nebulex.Cache
 operation that triggered the adapter call. Any option is allowed, as this
 is a mechanism to customize the adapter behavior per operation.
This callback returns:
	{:ok, result} - The query was successfully executed. The result
could be a list with the matched entries or its count.

	{:error, reason} - An error occurred executing the command.
reason is the cause of the error.


It is used on Nebulex.Cache.get_all/2, Nebulex.Cache.count_all/2,
and Nebulex.Cache.delete_all/2.

  



  
    
      
    
    
      stream(adapter_meta, query_meta, opts)



        
          
        

    

  


  

      

          @callback stream(adapter_meta(), query_meta(), opts()) ::
  Nebulex.Cache.ok_error_tuple(Enumerable.t())


      


Streams a previously prepared query.
See execute/3 for a description of arguments.
This callback returns:
	{:ok, stream} - The query is valid, then the stream is returned.

	{:error, reason} - An error occurred executing the command.
reason is the cause of the error.


See Nebulex.Cache.stream/2.

  


        

      


  

    
Nebulex.Adapter.Transaction behaviour
    



      
Specifies the adapter Transaction API.
Default implementation
This module also provides a default implementation which uses the Erlang
library :global.
This implementation accepts the following options:
	:keys (list of term/0) - The list of keys the transaction will lock. Since the lock ID is generated
based on the key, the transaction uses a fixed lock ID if the option is
not provided or is an empty list. Then, all subsequent transactions
without this option (or set to an empty list) are serialized, and
performance is significantly affected. For that reason, it is recommended
to pass the list of keys involved in the transaction. The default value is [].

	:nodes (list of atom/0) - The list of the nodes where to set the lock.
The default value is [node()].

	:retries (:infinity | non_neg_integer/0) - If the key has already been locked by another process and retries are not
equal to 0, the process sleeps for a while and tries to execute the action
later. When :retries attempts have been made, an exception is raised. If
:retries is :infinity (the default), the function will eventually be
executed (unless the lock is never released). The default value is :infinity.


Let's see an example:
MyCache.transaction fn ->
  counter = MyCache.get(:counter)
  MyCache.set(:counter, counter + 1)
end
Locking only the involved key (recommended):
MyCache.transaction(
  fn ->
    counter = MyCache.get(:counter)
    MyCache.set(:counter, counter + 1)
  end,
  [keys: [:counter]]
)

MyCache.transaction(
  fn ->
    alice = MyCache.get(:alice)
    bob = MyCache.get(:bob)
    MyCache.set(:alice, %{alice | balance: alice.balance + 100})
    MyCache.set(:bob, %{bob | balance: bob.balance + 100})
  end,
  [keys: [:alice, :bob]]
)
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        in_transaction?(adapter_meta, opts)

      


        Returns {:ok, true} if the current process is inside a transaction;
otherwise, {:ok, false} is returned.



    


    
      
        transaction(adapter_meta, fun, opts)

      


        Runs the given function inside a transaction.
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      in_transaction?(adapter_meta, opts)



        
          
        

    

  


  

      

          @callback in_transaction?(Nebulex.Adapter.adapter_meta(), Nebulex.Cache.opts()) ::
  Nebulex.Cache.ok_error_tuple(boolean())


      


Returns {:ok, true} if the current process is inside a transaction;
otherwise, {:ok, false} is returned.
If there's an error with executing the command, {:error, reason}
is returned, where reason is the cause of the error.
See Nebulex.Cache.in_transaction?/1.

  



  
    
      
    
    
      transaction(adapter_meta, fun, opts)



        
          
        

    

  


  

      

          @callback transaction(Nebulex.Adapter.adapter_meta(), fun(), Nebulex.Cache.opts()) ::
  Nebulex.Cache.ok_error_tuple(any())


      


Runs the given function inside a transaction.
If an Elixir exception occurs, the exception will bubble up from the
transaction function. If the cache aborts the transaction, it returns
{:error, reason}.
A successful transaction returns the value returned by the function wrapped
in a tuple as {:ok, value}.
See Nebulex.Cache.transaction/2.

  


        

      


  

    
Nebulex.Adapters.Nil 
    



      
The Nil adapter is a special cache adapter that turns off the cache. It loses
all the items saved on it and returns nil for all read operations and true for
all save operations. This adapter is mostly useful for tests.
Shared options
All of the cache functions accept the following options
when using this adapter:
	:before (function of arity 0) - Pre-hook function. It calls the given function before the cache command
is executed.

	:after_return (function of arity 1) - Post-hook function. It calls the given function after the cache command
is executed, and the returned result is passed as an argument.


Example
Suppose you have an application using Ecto for database access and Nebulex
for caching. Then, you have defined a cache and a repo within it. Since you
are using a database, there might be some cases where you may want to turn
off the cache to avoid issues when running the test. For example, in some
test cases, when accessing the database, you expect no data, but you can
still get unexpected data since the cache is not flushed. Therefore, you
must delete all entries from the cache before running each test to ensure
the cache is always empty. Here is where the Nil adapter comes in, instead
of adding code to flush the cache before each test, you could define a test
cache using the Nil adapter for the tests.
On one hand, you have defined the cache in your application within
lib/my_app/cache.ex:
defmodule MyApp.Cache do
  use Nebulex.Cache,
    otp_app: :my_app,
    adapter: Nebulex.Adapters.Local
end
On the other hand, in the tests, you have defined the test cache within
test/support/test_cache.ex:
defmodule MyApp.TestCache do
  use Nebulex.Cache,
    otp_app: :my_app,
    adapter: Nebulex.Adapters.Nil
end
You must tell the app what cache to use depending on the environment. For
tests, you configure MyApp.TestCache; otherwise, it is always MyApp.Cache.
You can do this by introducing a new config parameter to decide which cache
module to use. For tests, you can define the config config/test.exs:
config :my_app,
  nebulex_cache: MyApp.TestCache,
  ...
The final piece is to read the config parameter and start the cache properly.
Within lib/my_app/application.ex, you could have:
def start(_type, _args) do
  children = [
    {Application.get_env(:my_app, :nebulex_cache, MyApp.Cache), []},
  ]

  ...
As you may notice, MyApp.Cache is used by default unless the
:nebulex_cache option points to a different module, which will
be when tests are executed (test env).

      




  

    
Nebulex.Adapters.Nil.Options 
    



      
Options for the Nebulex.Adapters.Nil adapter.
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        runtime_shared_options_docs()

      


    


    
      
        validate_runtime_shared_opts!(opts)
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          @spec runtime_shared_options_docs() :: binary()
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          @spec validate_runtime_shared_opts!(keyword()) :: keyword()


      



  


        

      


  

    
Nebulex.Adapters.Common.Info 
    



      
A simple/default implementation for Nebulex.Adapter.Info behaviour.
The implementation defines the following information specifications:
	:server - A map with general information about the cache server.
Includes the following keys:
	:nbx_version - The Nebulex version.
	:cache_module - The defined cache module.
	:cache_adapter - The cache adapter.
	:cache_name - The cache name.
	:cache_pid - The cache PID.


	:stats - A map with the cache statistics keys, as specified by
Nebulex.Adapters.Common.Info.Stats.


The info data will look like this:
%{
  server: %{
    nbx_version: "3.0.0",
    cache_module: "MyCache",
    cache_adapter: "Nebulex.Adapters.Local",
    cache_name: "MyCache",
    cache_pid: #PID<0.111.0>
  },
  stats: %{
    deletions: 0,
    evictions: 0,
    expirations: 0,
    hits: 0,
    misses: 0,
    updates: 0,
    writes: 0
  }
}

      




  

    
Nebulex.Adapters.Common.Info.Stats 
    



      
Stats implementation using Erlang counters.
Adapters are directly responsible for implementing the Nebulex.Adapter.Info
behaviour and adding an info spec for stats. However, this module provides a
simple implementation for stats using Erlang counters.
An info specification stats is added to the info data, which is a map
with the following keys or measurements:
	:hits - The requested data is successfully retrieved from the cache.

	:misses - When a system or application makes a request to retrieve
data from a cache, but that specific data is not currently in cache
memory. A cache miss occurs either because the data was never placed
in the cache, or because the data was removed (“evicted”) from the
cache by either the caching system itself or an external application
that specifically made that eviction request.

	:evictions - Eviction by the caching system itself occurs when
space needs to be freed up to add new data to the cache, or if
the time-to-live policy on the data expired.

	:expirations - When the time-to-live policy on the data expired.

	:updates - When existing data is successfully updated.

	:writes - When data is inserted or overwritten.

	:deletions - The data was intentionally removed by either the
caching system or an external application that specifically made
that deletion request.


See the Nebulex.Adapters.Local adapter and Nebulex.Adapters.Common.Info
for more information about the usage.
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        Type for the counter
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        The stat type



    


    
      
        stats()

      


        Stats type



    





  
    Functions
  


    
      
        count(ref)

      


        Returns a map with all counters/stats count.



    


    
      
        count(ref, stat)

      


        Returns the current count for the stats counter given by stat.



    


    
      
        incr(counter, stats, incr \\ 1)

      


        Increments counter(s) for the given stat(s) by incr.



    


    
      
        init(telemetry_prefix)

      


        Returns the Erlang's counter to be used by the adapter for keeping the cache
stats. It also initiates the Telemetry handler for handling and/or updating
the cache stats in runtime under the hood.



    


    
      
        new()

      


        Convenience function for returning a map with all stats set to 0.
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          @type counter() :: :counters.counters_ref()


      


Type for the counter

  



  
    
      
    
    
      stat()



        
          
        

    

  


  

      

          @type stat() ::
  :hits | :misses | :evictions | :expirations | :writes | :updates | :deletions


      


The stat type
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          @type stats() :: %{required(stat()) => integer()}


      


Stats type

  


        

      

      
        Functions
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          @spec count(counter()) :: stats()


      


Returns a map with all counters/stats count.
Examples
Nebulex.Adapters.Common.Info.Stats.count(stats_counter)

  



  
    
      
    
    
      count(ref, stat)



        
          
        

    

  


  

      

          @spec count(counter(), stat()) :: integer()


      


Returns the current count for the stats counter given by stat.
Examples
Nebulex.Adapters.Common.Info.Stats.count(stats_counter, :hits)

  



    

  
    
      
    
    
      incr(counter, stats, incr \\ 1)



        
          
        

    

  


  

      

          @spec incr(counter(), atom() | [atom()], integer()) :: :ok


      


Increments counter(s) for the given stat(s) by incr.
Examples
Nebulex.Adapters.Common.Info.Stats.incr(stats_counter, :hits)

Nebulex.Adapters.Common.Info.Stats.incr(stats_counter, :writes, 10)

Nebulex.Adapters.Common.Info.Stats.incr(stats_counter, [:misses, :deletions])

  



  
    
      
    
    
      init(telemetry_prefix)



        
          
        

    

  


  

      

          @spec init(telemetry_prefix :: [atom()]) :: counter()


      


Returns the Erlang's counter to be used by the adapter for keeping the cache
stats. It also initiates the Telemetry handler for handling and/or updating
the cache stats in runtime under the hood.
Any adapter using Nebulex.Adapters.Common.Info implementation must call
this init function in the Nebulex.Adapter.init/1 callback and include
the returned counter within the adapter metadata under the key
:stats_counter. See the Nebulex.Adapters.Nil for example.
Example
Nebulex.Adapters.Common.Info.Stats.init([:telemetry, :prefix])
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          @spec new() :: stats()


      


Convenience function for returning a map with all stats set to 0.

  


        

      


  

    
Nebulex.Telemetry.CacheEntryHandler 
    



      
A Telemetry handler listens to cache command completion events, builds the
corresponding cache entry event, and applies the provided filter and listener.
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    Functions
  


    
      
        register(map, listener, filter, meta, opts)

      


        Registers a new Telemetry handler for listening and handling cache entry
events.



    


    
      
        unregister(map, id, opts)

      


        Un-registers a Telemetry handler that listens and handles cache entry events.



    





      


      
        Functions


        


  
    
      
    
    
      register(map, listener, filter, meta, opts)



        
          
        

    

  


  

      

          @spec register(
  Nebulex.Adapter.adapter_meta(),
  Nebulex.Event.listener(),
  Nebulex.Event.filter(),
  Nebulex.Event.metadata(),
  keyword()
) :: :ok | Nebulex.Error.t()


      


Registers a new Telemetry handler for listening and handling cache entry
events.

  



  
    
      
    
    
      unregister(map, id, opts)



        
          
        

    

  


  

Un-registers a Telemetry handler that listens and handles cache entry events.

  


        

      


  

    
Nebulex.Telemetry.CacheStatsCounterHandler 
    



      
Telemetry handler for aggregating cache stats; it relies on the default
Nebulex.Adapters.Common.Info implementation based on Erlang counters.
See Nebulex.Adapters.Common.Info.Stats.

      


      
        Summary


  
    Functions
  


    
      
        attach(counter_ref, telemetry_prefix)

      


        Attach a new Telemetry handler for handling cache stats.



    





      


      
        Functions


        


  
    
      
    
    
      attach(counter_ref, telemetry_prefix)



        
          
        

    

  


  

      

          @spec attach(
  counter :: Nebulex.Adapters.Common.Info.Stats.counter(),
  telemetry_prefix :: [atom()]
) ::
  :ok | {:error, :already_exists}


      


Attach a new Telemetry handler for handling cache stats.

  


        

      


  

    
Nebulex.Time 
    



      
Time utilities.

      


      
        Summary


  
    Functions
  


    
      
        now(unit \\ :millisecond)

      


        Returns the current system time in the given time unit.



    





      


      
        Functions


        


    

  
    
      
    
    
      now(unit \\ :millisecond)



        
          
        

    

  


  

      

          @spec now(System.time_unit()) :: integer()


      


Returns the current system time in the given time unit.
The unit is set to :millisecond by default.
Examples
iex> now = Nebulex.Time.now()
iex> is_integer(now) and now > 0
true

  


        

      


  

    
Nebulex.Utils 
    



      
General purpose utilities.

      


      
        Summary


  
    Functions
  


    
      
        camelize_and_concat(list)

      


        Concatenates a list of "camelized" aliases and returns a new alias.



    


    
      
        get_option(opts, key, expected, valid?, default \\ nil)

      


        A wrapper for Keyword.get/3 but validates the returned value invoking
the function valid?.



    


    
      
        is_nebulex_exception(e)

      


        Convenience guard to determine whether the given argument e is a Nebulex
exception or not.



    


    
      
        is_nebulex_wrappable_exception(e)

      


        Convenience guard to determine whether the given argument e is a Nebulex
wrappable exception.



    


    
      
        is_timeout(value)

      


        Custom guard to validate whether the given value is a timeout.



    


    
      
        module_behaviours(module)

      


        Returns the implemented behaviours for the given module.



    


    
      
        unwrap_or_raise(call)

      


        Convenience macro for unwrapping a function call result and deciding whether
to raise an exception or return the unwrapped value.



    


    
      
        wrap_error(exception, opts)

      


        Convenience macro for wrapping the given exception into a tuple in the
shape of {:error, exception}.



    


    
      
        wrap_ok(call)

      


        Convenience macro for wrapping the given call result into a tuple in the
shape of {:ok, result}.



    





      


      
        Functions


        


  
    
      
    
    
      camelize_and_concat(list)



        
          
        

    

  


  

      

          @spec camelize_and_concat([atom() | binary() | number()]) :: atom()


      


Concatenates a list of "camelized" aliases and returns a new alias.
It handles binaries, atoms, and numbers.
Examples
iex> Nebulex.Utils.camelize_and_concat([Foo, :bar])
Foo.Bar

iex> Nebulex.Utils.camelize_and_concat([Foo, "bar"])
Foo.Bar

iex> Nebulex.Utils.camelize_and_concat([Foo, "Bar", 1])
:"Elixir.Foo.Bar.1"

  



    

  
    
      
    
    
      get_option(opts, key, expected, valid?, default \\ nil)



        
          
        

    

  


  

      

          @spec get_option(keyword(), atom(), binary(), (any() -> boolean()), fun() | any()) ::
  any()


      


A wrapper for Keyword.get/3 but validates the returned value invoking
the function valid?.
Raises an ArgumentError in case the validation fails.
Examples
iex> Nebulex.Utils.get_option(
...>   [keys: [1, 2, 3]],
...>   :keys,
...>   "a list with at least one element",
...>   &(match?([_ | _], &1) or is_nil(&1))
...> )
[1, 2, 3]

iex> Nebulex.Utils.get_option(
...>   [],
...>   :keys,
...>   "a list with at least one element",
...>   &(match?([_ | _], &1) or is_nil(&1))
...> )
nil

iex> Nebulex.Utils.get_option(
...>   [],
...>   :keys,
...>   "a list with at least one element",
...>   &(match?([_ | _], &1) or is_nil(&1)),
...>   fn -> "default" end
...> )
"default"

iex> Nebulex.Utils.get_option(
...>   [keys: 123],
...>   :keys,
...>   "non empty list",
...>   &(match?([_ | _], &1) or is_nil(&1))
...> )
** (ArgumentError) invalid value for :keys option: expected non empty list, got: 123

  



  
    
      
    
    
      is_nebulex_exception(e)


        (macro)


        
          
        

    

  


  

Convenience guard to determine whether the given argument e is a Nebulex
exception or not.
Example
iex> import Nebulex.Utils, only: [is_nebulex_exception: 1]
iex> is_nebulex_exception(%Nebulex.Error{reason: :error})
true
iex> is_nebulex_exception(%{})
false

  



  
    
      
    
    
      is_nebulex_wrappable_exception(e)


        (macro)


        
          
        

    

  


  

Convenience guard to determine whether the given argument e is a Nebulex
wrappable exception.
Example
iex> import Nebulex.Utils, only: [is_nebulex_wrappable_exception: 1]
iex> is_nebulex_wrappable_exception(%Nebulex.Error{reason: :error})
true
iex> is_nebulex_wrappable_exception(%Nebulex.KeyError{reason: :error})
true
iex> is_nebulex_wrappable_exception(%Nebulex.CacheNotFoundError{})
false
iex> is_nebulex_wrappable_exception(%Nebulex.QueryError{})
false
iex> is_nebulex_wrappable_exception(%{})
false

  



  
    
      
    
    
      is_timeout(value)


        (macro)


        
          
        

    

  


  

Custom guard to validate whether the given value is a timeout.
Examples
iex> import Nebulex.Utils, only: [is_timeout: 1]
iex> is_timeout(1)
true
iex> is_timeout(:infinity)
true
iex> is_timeout(-1)
false
iex> is_timeout(1.0)
false
iex> is_timeout("")
false
iex> is_timeout(nil)
false

  



  
    
      
    
    
      module_behaviours(module)



        
          
        

    

  


  

      

          @spec module_behaviours(module()) :: [module()]


      


Returns the implemented behaviours for the given module.

  



  
    
      
    
    
      unwrap_or_raise(call)


        (macro)


        
          
        

    

  


  

Convenience macro for unwrapping a function call result and deciding whether
to raise an exception or return the unwrapped value.
Example
iex> import Nebulex.Utils
iex> unwrap_or_raise {:ok, "ok"}
"ok"
iex> unwrap_or_raise {:error, %Nebulex.Error{reason: :error}}
** (Nebulex.Error) command failed with reason: :error
iex> unwrap_or_raise :other
:other

  



  
    
      
    
    
      wrap_error(exception, opts)


        (macro)


        
          
        

    

  


  

Convenience macro for wrapping the given exception into a tuple in the
shape of {:error, exception}.
Example
iex> import Nebulex.Utils
iex> wrap_error Nebulex.Error, reason: :error
{:error, %Nebulex.Error{reason: :error}}

  



  
    
      
    
    
      wrap_ok(call)


        (macro)


        
          
        

    

  


  

Convenience macro for wrapping the given call result into a tuple in the
shape of {:ok, result}.
Example
iex> import Nebulex.Utils
iex> wrap_ok "hello"
{:ok, "hello"}

  


        

      


  

    
Nebulex.CacheNotFoundError exception
    



      
It is raised when the cache cannot be retrieved from the registry
because it was not started or does not exist.

      


      
        Summary


  
    Types
  


    
      
        t()

      


        The type for this exception struct.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Nebulex.CacheNotFoundError{
  __exception__: true,
  cache: atom() | pid(),
  message: binary()
}


      


The type for this exception struct.
This exception has the following public fields:
	:message - the error message.

	:cache - the cache name or its PID.



  


        

      


  

    
Nebulex.Error exception
    



      
This exception represents command execution errors. For example, the cache
cannot perform a command because it has not started, it does not exist, or
the adapter failed to perform it for any reason.
Exception fields
See t/0.
Error reasons
The :reason field can assume the following values:
	:timeout - if there is a timeout when executing the cache command.

	:transaction_aborted - if a transaction execution fails and aborts.

	:event_listener_already_exists - if another cache entry listener with
the same ID already exists.

	:event_listener_error - if a cache entry event listener fails when
processing an event.

	Exception.t/0 - if the underlying adapter fails due to an exception.

	any/0 - the command fails with an adapter-specific error.



      


      
        Summary


  
    Types
  


    
      
        reason()

      


        Error reason type



    


    
      
        t()

      


        The type for this exception struct.



    





  
    Functions
  


    
      
        format_error(reason, metadata)

      


        A callback invoked when a custom formatter module is provided.



    


    
      
        maybe_format_metadata(msg, metadata)

      


        Formats the error metadata when not empty.



    





      


      
        Types


        


  
    
      
    
    
      reason()



        
          
        

    

  


  

      

          @type reason() :: atom() | {atom(), any()} | Exception.t()


      


Error reason type

  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Nebulex.Error{
  __exception__: true,
  metadata: keyword(),
  module: module(),
  reason: reason()
}


      


The type for this exception struct.
This exception has the following public fields:
	:reason - the error reason. It can be one of the Nebulex-specific
reasons described in the "Error reasons"
section in the module documentation.

	:module - a custom error formatter module. When it is present, it
invokes module.format_error(reason, metadata) to format the error
reason. The argument metadata is a keyword with the metadata given
to the exception. See format_error/2 for more information.

	:metadata - the metadata contains the options given to the
exception excluding the :reason and :module that are part
of the exception fields. For example, when raising an exception
raise Nebulex.Error, reason: :test, foo: :bar, the metadata
will be [foo: :bar].



  


        

      

      
        Functions


        


  
    
      
    
    
      format_error(reason, metadata)



        
          
        

    

  


  

      

          @spec format_error(
  any(),
  keyword()
) :: binary()


      


A callback invoked when a custom formatter module is provided.
Arguments
	reason - the error reason.
	metadata - a keyword with the metadata given to the exception.

For example, if an adapter returns:
wrap_error Nebulex.Error,
  reason: :my_reason,
  module: MyAdapter.Formatter,
  foo: :bar
the exception invokes:
MyAdapter.Formatter.format_error(:my_reason, foo: :bar)

  



  
    
      
    
    
      maybe_format_metadata(msg, metadata)



        
          
        

    

  


  

      

          @spec maybe_format_metadata(
  binary(),
  keyword()
) :: binary()


      


Formats the error metadata when not empty.

  


        

      


  

    
Nebulex.KeyError exception
    



      
Raised at runtime when a key does not exist in the cache.
This exception denotes the cache executed a command, but there was an issue
with the requested key; for example, it doesn't exist.
Exception fields
See t/0.
Error reasons
The :reason field can assume a few Nebulex-specific values:
	:not_found - the key doesn't exist in the cache.

	:expired - The key doesn't exist in the cache because it is expired.



      


      
        Summary


  
    Types
  


    
      
        t()

      


        The type for this exception struct.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Nebulex.KeyError{
  __exception__: true,
  key: any(),
  metadata: keyword(),
  reason: atom()
}


      


The type for this exception struct.
This exception has the following public fields:
	:reason - the error reason. The two possible reasons are :not_found
or :expired. Defaults to :not_found.

	:key - the requested key.

	:metadata - the metadata contains the options given to the
exception excluding the :reason and :key that are part of
the exception fields. For example, when raising an exception
raise Nebulex.KeyError, key: :test, foo: :bar, the metadata
will be [foo: :bar].



  


        

      


  

    
Nebulex.QueryError exception
    



      
Raised at runtime when the query is invalid.

      


      
        Summary


  
    Types
  


    
      
        t()

      


        The type for this exception struct.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Nebulex.QueryError{__exception__: true, message: binary(), query: any()}


      


The type for this exception struct.
This exception has the following public fields:
	:message - the error message.

	:query - the query value.



  


        

      


  

    
mix nbx 
    



      
Prints Nebulex tasks and their information.
mix nbx

      




  

    
mix nbx.gen.cache 
    



      
Generates a new cache.
The cache will be placed in the lib directory.
Examples
$ mix nbx.gen.cache -c MyApp.Cache

Command line options
	-c, --cache - The cache to generate.


      




  OEBPS/dist/epub-4WIP524F.js
(()=>{var s=document.querySelector.bind(document),o=document.querySelectorAll.bind(document);function r(e){document.readyState!=="loading"?e():document.addEventListener("DOMContentLoaded",e)}var l="hll";window.addEventListener("exdoc:loaded",t);function t(){o("[data-group-id]").forEach(e=>{e.addEventListener("mouseenter",i),e.addEventListener("mouseleave",i)})}function i(e){let n=e.currentTarget,a=e.type==="mouseenter",c=n.getAttribute("data-group-id");n.parentElement.querySelectorAll(`[data-group-id="${c}"]`).forEach(u=>{u.classList.toggle(l,a)})}r(()=>{t()});})();




