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    Changelog

All notable changes to this project will be documented in this file.
The format is based on Keep a Changelog,
and this project adheres to Semantic Versioning.
Unreleased
Added
KL Divergence Options (ADR-010)
	:direction option for kl_divergence/3 - Choose :forward (KL(P||Q), default) or :reverse (KL(Q||P))
	:symmetric option for kl_divergence/3 - Compute 0.5 * (KL(P||Q) + KL(Q||P)) when true

Entropy Temperature (ADR-011)
	:temperature option for entropy/2 - Scale distribution sharpness:	< 1.0 - Sharper distribution (lower entropy)
	1.0 - No scaling (default)
	> 1.0 - Flatter distribution (higher entropy)



Pipeline.Multi (ADR-012)
	NxPenalties.Pipeline.Multi module for multi-input penalty composition
	Named input support for divergence and consistency penalties
	Weight updates and enable/disable per-penalty
	Gradient tracking for multi-input pipelines

Top-Level Delegates
	NxPenalties.orthogonality/2 - Delegate to Constraints.orthogonality/2
	NxPenalties.consistency/3 - Delegate to Constraints.consistency/3

Pipeline Mappings
	:orthogonality support in NxPenalties.pipeline/1
	:output_magnitude support in NxPenalties.pipeline/1

Property-Based Tests
	Property tests for L1/L2/Elastic Net penalties (non-negativity, scaling, symmetry)
	Property tests for KL/JS divergence and entropy (bounds, symmetry)
	StreamData-based generators for tensors and distributions

CI Improvements
	Multi-backend test matrix (Binary, EXLA CPU)
	Separate property test job
	Code format check job

Changed
	L2 validation schema now includes :center option (nil | :mean | number)


0.1.2 - 2025-12-05
Fixed
	Axon/Polaris optional deps are now truly optional: integration modules compile only when those libraries are present and provide clear error messages otherwise, preventing downstream projects without Axon/Polaris from failing to compile.

0.1.1 - 2025-12-04
Added
Pipeline
	differentiable: false option in Pipeline.add/4 - Skip gradient tracking for penalties containing non-differentiable operations like Nx.argmax/2
	meta field on Pipeline struct for per-penalty metadata

Axon Integration
	build_train_step/4 - Custom training step with full metrics access from penalty pipeline
	build_train_step_with_weight_decay/5 - Training step with L2 penalty on model parameters
	capture_activation/2 - Insert capture layer to store intermediate activations
	extract_captures/1 - Extract captured activations from model state
	build_activity_train_step/4 - Training step with activity regularization on captured layers
	weight_schedule/1 - Create curriculum learning weight schedules (linear, warmup, decay, constant)
	apply_scheduled_weights/2 - Apply scheduled weights to a pipeline
	flatten_params/1 - Flatten nested parameter maps to tensor list
	log_penalties/3 - Add penalty metrics logging to Axon.Loop
	schedule_weights/4 - Add dynamic weight scheduling callback to Axon.Loop
	trainer/5 - Convenience function to create training loop with integrated penalties

Polaris Integration
	add_gradient_clipping/2 - Global gradient norm clipping to prevent explosion
	add_gradient_noise/3 - Decaying Gaussian noise for regularization (Neelakantan et al., 2015)
	add_adaptive_gradient_clipping/3 - Per-parameter AGC (Brock et al., 2021)
	add_gradient_centralization/2 - Zero-mean gradients for stability (Yong et al., 2020)

Infrastructure
	GitHub Actions CI workflow for tests and Dialyzer

Examples
	axon_full_integration.exs - Comprehensive 8-part Axon integration demo
	polaris_full_integration.exs - Comprehensive 10-part Polaris integration demo

Fixed
	Dialyzer errors for Axon.Loop.t/0 unknown type (replaced with struct())

0.1.0 - 2025-12-03
Initial release.
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    LICENSE


MIT License

Copyright (c) 2025 North-Shore-AI

Permission is hereby granted, free of charge, to any person obtaining a copy
of this software and associated documentation files (the "Software"), to deal
in the Software without restriction, including without limitation the rights
to use, copy, modify, merge, publish, distribute, sublicense, and/or sell
copies of the Software, and to permit persons to whom the Software is
furnished to do so, subject to the following conditions:

The above copyright notice and this permission notice shall be included in all
copies or substantial portions of the Software.

THE SOFTWARE IS PROVIDED "AS IS", WITHOUT WARRANTY OF ANY KIND, EXPRESS OR
IMPLIED, INCLUDING BUT NOT LIMITED TO THE WARRANTIES OF MERCHANTABILITY,
FITNESS FOR A PARTICULAR PURPOSE AND NONINFRINGEMENT. IN NO EVENT SHALL THE
AUTHORS OR COPYRIGHT HOLDERS BE LIABLE FOR ANY CLAIM, DAMAGES OR OTHER
LIABILITY, WHETHER IN AN ACTION OF CONTRACT, TORT OR OTHERWISE, ARISING FROM,
OUT OF OR IN CONNECTION WITH THE SOFTWARE OR THE USE OR OTHER DEALINGS IN THE
SOFTWARE.
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NxPenalties.GradientPenalty 
    



      
Gradient penalty regularizers for Lipschitz smoothness.
Warning: Computational Cost
These functions require computing gradients (and potentially gradients of gradients),
which significantly increases computational cost. Use sparingly:
	Apply every N training steps instead of every step
	Use output_magnitude_penalty/2 as a cheaper proxy

Functions
	gradient_penalty/3 - Full gradient norm penalty (expensive)
	output_magnitude_penalty/2 - Cheaper proxy penalizing output magnitudes


      


      
        Summary


  
    Functions
  


    
      
        gradient_penalty(loss_fn, tensor, opts \\ [])

      


        Gradient penalty: penalizes (||∇f|| - target)².



    


    
      
        interpolated_gradient_penalty(loss_fn, tensor, reference, opts \\ [])

      


        WGAN-GP style interpolated gradient penalty.



    


    
      
        output_magnitude_penalty(output, opts \\ [])

      


        Output magnitude penalty: cheaper proxy for gradient penalty.



    





      


      
        Functions


        


    

  
    
      
    
    
      gradient_penalty(loss_fn, tensor, opts \\ [])



        
          
        

    

  


  

      

          @spec gradient_penalty((Nx.Tensor.t() -> Nx.Tensor.t()), Nx.Tensor.t(), keyword()) ::
  Nx.Tensor.t()


      


Gradient penalty: penalizes (||∇f|| - target)².
Computes the gradient of a loss function w.r.t. input tensor,
then penalizes deviation from target norm.
Options
	:target_norm - Target gradient L2 norm. Default: 1.0

Example
# Penalize gradients that deviate from norm 1
penalty = GradientPenalty.gradient_penalty(
  fn x -> Nx.sum(x) end,
  tensor,
  target_norm: 1.0
)
Note
This computes gradients via Nx.Defn.grad/1, adding significant overhead.
Consider using output_magnitude_penalty/2 for a cheaper alternative.

  



    

  
    
      
    
    
      interpolated_gradient_penalty(loss_fn, tensor, reference, opts \\ [])



        
          
        

    

  


  

      

          @spec interpolated_gradient_penalty(
  (Nx.Tensor.t() -> Nx.Tensor.t()),
  Nx.Tensor.t(),
  Nx.Tensor.t(),
  keyword()
) :: Nx.Tensor.t()


      


WGAN-GP style interpolated gradient penalty.
Computes gradient penalty at interpolated points between two distributions.
Options
	:target_norm - Target gradient norm. Default: 1.0

Note
Requires reference tensor (e.g., from base model or real data).

  



    

  
    
      
    
    
      output_magnitude_penalty(output, opts \\ [])



        
          
        

    

  


  

      

          @spec output_magnitude_penalty(
  Nx.Tensor.t(),
  keyword()
) :: Nx.Tensor.t()


      


Output magnitude penalty: cheaper proxy for gradient penalty.
Penalizes deviation of output magnitude from target, which indirectly
encourages bounded gradients without computing actual gradients.
penalty = (||output||₂ - target)²
Options
	:target - Target output L2 norm. Default: 1.0
	:reduction - :sum or :mean. Default: :mean

Example
penalty = GradientPenalty.output_magnitude_penalty(model_output, target: 1.0)
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NxPenalties.Pipeline.Multi 
    



      
Multi-input penalty pipeline composition (ADR-012).
Unlike the standard Pipeline which operates on a single tensor,
Pipeline.Multi allows penalties that take multiple named inputs.
This is useful for:
	Divergence penalties: KL divergence between two distributions
	Consistency penalties: Comparing clean vs augmented outputs
	Contrastive losses: Comparing positive and negative pairs

Example
# Create multi-input pipeline
pipeline =
  Pipeline.Multi.new()
  |> Pipeline.Multi.add(:kl, &Divergences.kl_divergence/3,
    inputs: [:student_logprobs, :teacher_logprobs],
    weight: 0.1
  )
  |> Pipeline.Multi.add(:consistency, &Constraints.consistency/3,
    inputs: [:clean_output, :noisy_output],
    weight: 0.2,
    opts: [metric: :mse]
  )

# Compute with named inputs
{total, metrics} = Pipeline.Multi.compute(pipeline, %{
  student_logprobs: student_out,
  teacher_logprobs: teacher_out,
  clean_output: clean,
  noisy_output: noisy
})
Entry Format
Each entry is a 6-tuple: {name, penalty_fn, inputs, weight, opts, enabled}
	name - Unique atom identifier for the penalty
	penalty_fn - Function that takes multiple tensors and options
	inputs - List of input names (atoms) to fetch from the inputs map
	weight - Scaling factor (number or tensor)
	opts - Options passed to the penalty function
	enabled - Boolean to include/exclude from computation


      


      
        Summary


  
    Types
  


    
      
        entry()

      


    


    
      
        t()

      


    





  
    Functions
  


    
      
        add(pipeline, name, penalty_fn, opts)

      


        Add a multi-input penalty to the pipeline.



    


    
      
        compute(pipeline, inputs_map, opts \\ [])

      


        Compute all penalties and return total with metrics.



    


    
      
        compute_total(multi, inputs_map, opts \\ [])

      


        Compute only the total penalty (gradient-compatible).



    


    
      
        new(opts \\ [])

      


        Create a new empty multi-input pipeline.



    


    
      
        remove(pipeline, name)

      


        Remove a penalty from the pipeline by name.



    


    
      
        set_enabled(pipeline, name, enabled)

      


        Enable or disable a penalty.



    


    
      
        update_weight(pipeline, name, new_weight)

      


        Update the weight of a penalty.



    





      


      
        Types


        


  
    
      
    
    
      entry()



        
          
        

    

  


  

      

          @type entry() ::
  {atom(), function(), [atom()], number() | Nx.Tensor.t(), keyword(), boolean()}


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %NxPenalties.Pipeline.Multi{
  entries: [entry()],
  meta: %{required(atom()) => map()},
  name: String.t() | nil
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      add(pipeline, name, penalty_fn, opts)



        
          
        

    

  


  

      

          @spec add(t(), atom(), function(), keyword()) :: t()


      


Add a multi-input penalty to the pipeline.
Parameters
	pipeline - The pipeline struct
	name - Unique atom identifier for this penalty
	penalty_fn - Function with signature (tensor1, tensor2, ..., opts) -> scalar_tensor
	opts - Options:	:inputs - Required. List of input names (atoms) to fetch from inputs map
	:weight - Scaling factor. Default: 1.0
	:opts - Options passed to the penalty function. Default: []
	:enabled - Whether to include in computation. Default: true
	:differentiable - Whether gradient tracking should be attempted. Default: true



Examples
pipeline
|> Pipeline.Multi.add(:kl, &Divergences.kl_divergence/3,
    inputs: [:p_logprobs, :q_logprobs],
    weight: 0.1
  )
|> Pipeline.Multi.add(:consistency, &Constraints.consistency/3,
    inputs: [:clean, :noisy],
    weight: 0.2,
    opts: [metric: :mse],
    differentiable: true
  )

  



    

  
    
      
    
    
      compute(pipeline, inputs_map, opts \\ [])



        
          
        

    

  


  

      

          @spec compute(t(), map(), keyword()) :: {Nx.Tensor.t(), map()}


      


Compute all penalties and return total with metrics.
Parameters
	pipeline - The pipeline struct
	inputs_map - Map of input name => tensor
	opts - Options:	:extra_args - Additional args merged into each penalty's opts
	:track_grad_norms - Compute gradient norms (default: false)



Returns
A tuple {total, metrics} where:
	total - Scalar tensor with sum of weighted penalties
	metrics - Map with per-penalty and aggregate metrics

Examples
{total, metrics} = Pipeline.Multi.compute(pipeline, %{
  p_logprobs: p_tensor,
  q_logprobs: q_tensor
})

  



    

  
    
      
    
    
      compute_total(multi, inputs_map, opts \\ [])



        
          
        

    

  


  

      

          @spec compute_total(t(), map(), keyword()) :: Nx.Tensor.t()


      


Compute only the total penalty (gradient-compatible).
Unlike compute/3, this function does NOT call Nx.to_number and
is therefore compatible with Nx.Defn.grad/1.
Examples
# Can be used with gradients
grad_fn = Nx.Defn.grad(fn inputs ->
  Pipeline.Multi.compute_total(pipeline, inputs)
end)

  



    

  
    
      
    
    
      new(opts \\ [])



        
          
        

    

  


  

      

          @spec new(keyword()) :: t()


      


Create a new empty multi-input pipeline.
Options
	:name - Optional name for the pipeline (for logging/debugging)

Examples
pipeline = Pipeline.Multi.new()
pipeline = Pipeline.Multi.new(name: "data-aware")

  



  
    
      
    
    
      remove(pipeline, name)



        
          
        

    

  


  

      

          @spec remove(t(), atom()) :: t()


      


Remove a penalty from the pipeline by name.
Examples
pipeline = Pipeline.Multi.remove(pipeline, :kl)

  



  
    
      
    
    
      set_enabled(pipeline, name, enabled)



        
          
        

    

  


  

      

          @spec set_enabled(t(), atom(), boolean()) :: t()


      


Enable or disable a penalty.
Examples
pipeline = Pipeline.Multi.set_enabled(pipeline, :kl, false)

  



  
    
      
    
    
      update_weight(pipeline, name, new_weight)



        
          
        

    

  


  

      

          @spec update_weight(t(), atom(), number() | Nx.Tensor.t()) :: t()


      


Update the weight of a penalty.
Examples
pipeline = Pipeline.Multi.update_weight(pipeline, :kl, 0.05)
pipeline = Pipeline.Multi.update_weight(pipeline, :kl, Nx.tensor(0.05))
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NxPenalties 
    



      
Composable regularization penalties for the Nx ecosystem.
NxPenalties provides a collection of penalty functions and a composition
system for ML training regularization. It fills the gap between Axon
(model definition) and Polaris (optimization) by providing loss-based
regularization infrastructure.
Quick Start
# Individual penalties
l1_penalty = NxPenalties.l1(tensor, lambda: 0.01)
l2_penalty = NxPenalties.l2(tensor, lambda: 0.001)

# Pipeline composition
pipeline = NxPenalties.pipeline([
  {:l1, weight: 0.001},
  {:l2, weight: 0.01},
  {:entropy, weight: 0.1, opts: [mode: :penalty]}
])

{total, metrics} = NxPenalties.compute(pipeline, tensor)
Design Philosophy
	Primitives are unscaled: All penalty functions default to lambda: 1.0
	Weight is the knob: Use pipeline weights for scaling, not lambda
	Log-space inputs: Divergence functions expect log-probabilities
	JIT compatible: All core functions work with Nx.Defn.jit/2

Available Penalties
	Function	Purpose
	l1/2	Lasso regularization (sparsity)
	l2/2	Ridge regularization (weight decay)
	elastic_net/2	Combined L1 + L2

| kl_divergence/3 | KL(P || Q) for distributions |
| js_divergence/3 | Symmetric Jensen-Shannon |
| entropy/2 | Shannon entropy (bonus/penalty mode) |
| gradient_penalty/3 | Lipschitz smoothness (expensive) |
| output_magnitude_penalty/2 | Cheaper gradient penalty proxy |
| interpolated_gradient_penalty/4 | WGAN-GP style penalty |
Constraints & Tracking
	orthogonality/2 - Decorrelation penalty
	consistency/3 - Paired output consistency
	Gradient norm tracking in pipelines (track_grad_norms: true)


      


      
        Summary


  
    Functions
  


    
      
        compute(pipeline, tensor, opts \\ [])

      


        Compute penalties from a pipeline.



    


    
      
        compute_total(pipeline, tensor, opts \\ [])

      


        Compute only the total penalty (gradient-compatible).



    


    
      
        consistency(output1, output2, opts \\ [])

      


        Consistency penalty for paired inputs.



    


    
      
        elastic_net(tensor, opts \\ [])

      


        Elastic Net penalty (combined L1 + L2).



    


    
      
        entropy(logprobs, opts \\ [])

      


        Shannon entropy.



    


    
      
        gradient_penalty(loss_fn, tensor, opts \\ [])

      


        Gradient penalty for Lipschitz smoothness.



    


    
      
        interpolated_gradient_penalty(loss_fn, tensor, reference, opts \\ [])

      


        Interpolated gradient penalty (WGAN-GP style).



    


    
      
        js_divergence(p_logprobs, q_logprobs, opts \\ [])

      


        Jensen-Shannon divergence.



    


    
      
        kl_divergence(p_logprobs, q_logprobs, opts \\ [])

      


        Kullback-Leibler divergence.



    


    
      
        l1(tensor, opts \\ [])

      


        L1 penalty (Lasso regularization).



    


    
      
        l2(tensor, opts \\ [])

      


        L2 penalty (Ridge regularization).



    


    
      
        orthogonality(tensor, opts \\ [])

      


        Orthogonality penalty for encouraging uncorrelated representations.



    


    
      
        output_magnitude_penalty(output, opts \\ [])

      


        Output magnitude penalty (cheaper proxy for gradient penalty).



    


    
      
        pipeline(specs)

      


        Create a penalty pipeline from a declarative specification.



    


    
      
        validate(tensor)

      


        Validate that a tensor contains no NaN or Inf values.



    





      


      
        Functions


        


    

  
    
      
    
    
      compute(pipeline, tensor, opts \\ [])



        
          
        

    

  


  

      

          @spec compute(NxPenalties.Pipeline.t(), Nx.Tensor.t(), keyword()) ::
  {Nx.Tensor.t(), map()}


      


Compute penalties from a pipeline.
Delegates to NxPenalties.Pipeline.compute/3.
Examples
{total, metrics} = NxPenalties.compute(pipeline, tensor)
{total, metrics} = NxPenalties.compute(pipeline, tensor, track_grad_norms: true)

  



    

  
    
      
    
    
      compute_total(pipeline, tensor, opts \\ [])



        
          
        

    

  


  

      

          @spec compute_total(NxPenalties.Pipeline.t(), Nx.Tensor.t(), keyword()) ::
  Nx.Tensor.t()


      


Compute only the total penalty (gradient-compatible).
Delegates to NxPenalties.Pipeline.compute_total/3.

  



    

  
    
      
    
    
      consistency(output1, output2, opts \\ [])



        
          
        

    

  


  

      

          @spec consistency(Nx.Tensor.t(), Nx.Tensor.t(), keyword()) :: Nx.Tensor.t()


      


Consistency penalty for paired inputs.
See NxPenalties.Constraints.consistency/3 for full documentation.

  



    

  
    
      
    
    
      elastic_net(tensor, opts \\ [])



        
          
        

    

  


  

      

          @spec elastic_net(
  Nx.Tensor.t(),
  keyword()
) :: Nx.Tensor.t()


      


Elastic Net penalty (combined L1 + L2).
See NxPenalties.Penalties.elastic_net/2 for full documentation.

  



    

  
    
      
    
    
      entropy(logprobs, opts \\ [])



        
          
        

    

  


  

      

          @spec entropy(
  Nx.Tensor.t(),
  keyword()
) :: Nx.Tensor.t()


      


Shannon entropy.
See NxPenalties.Divergences.entropy/2 for full documentation.

  



    

  
    
      
    
    
      gradient_penalty(loss_fn, tensor, opts \\ [])



        
          
        

    

  


  

      

          @spec gradient_penalty((Nx.Tensor.t() -> Nx.Tensor.t()), Nx.Tensor.t(), keyword()) ::
  Nx.Tensor.t()


      


Gradient penalty for Lipschitz smoothness.
See NxPenalties.GradientPenalty.gradient_penalty/3 for full documentation.

  



    

  
    
      
    
    
      interpolated_gradient_penalty(loss_fn, tensor, reference, opts \\ [])



        
          
        

    

  


  

      

          @spec interpolated_gradient_penalty(
  (Nx.Tensor.t() -> Nx.Tensor.t()),
  Nx.Tensor.t(),
  Nx.Tensor.t(),
  keyword()
) :: Nx.Tensor.t()


      


Interpolated gradient penalty (WGAN-GP style).
See NxPenalties.GradientPenalty.interpolated_gradient_penalty/4 for full documentation.

  



    

  
    
      
    
    
      js_divergence(p_logprobs, q_logprobs, opts \\ [])



        
          
        

    

  


  

      

          @spec js_divergence(Nx.Tensor.t(), Nx.Tensor.t(), keyword()) :: Nx.Tensor.t()


      


Jensen-Shannon divergence.
See NxPenalties.Divergences.js_divergence/3 for full documentation.

  



    

  
    
      
    
    
      kl_divergence(p_logprobs, q_logprobs, opts \\ [])



        
          
        

    

  


  

      

          @spec kl_divergence(Nx.Tensor.t(), Nx.Tensor.t(), keyword()) :: Nx.Tensor.t()


      


Kullback-Leibler divergence.
See NxPenalties.Divergences.kl_divergence/3 for full documentation.

  



    

  
    
      
    
    
      l1(tensor, opts \\ [])



        
          
        

    

  


  

      

          @spec l1(
  Nx.Tensor.t(),
  keyword()
) :: Nx.Tensor.t()


      


L1 penalty (Lasso regularization).
See NxPenalties.Penalties.l1/2 for full documentation.

  



    

  
    
      
    
    
      l2(tensor, opts \\ [])



        
          
        

    

  


  

      

          @spec l2(
  Nx.Tensor.t(),
  keyword()
) :: Nx.Tensor.t()


      


L2 penalty (Ridge regularization).
See NxPenalties.Penalties.l2/2 for full documentation.

  



    

  
    
      
    
    
      orthogonality(tensor, opts \\ [])



        
          
        

    

  


  

      

          @spec orthogonality(
  Nx.Tensor.t(),
  keyword()
) :: Nx.Tensor.t()


      


Orthogonality penalty for encouraging uncorrelated representations.
See NxPenalties.Constraints.orthogonality/2 for full documentation.

  



    

  
    
      
    
    
      output_magnitude_penalty(output, opts \\ [])



        
          
        

    

  


  

      

          @spec output_magnitude_penalty(
  Nx.Tensor.t(),
  keyword()
) :: Nx.Tensor.t()


      


Output magnitude penalty (cheaper proxy for gradient penalty).
See NxPenalties.GradientPenalty.output_magnitude_penalty/2 for full documentation.

  



  
    
      
    
    
      pipeline(specs)



        
          
        

    

  


  

      

          @spec pipeline([{atom(), keyword()} | atom()]) :: NxPenalties.Pipeline.t()


      


Create a penalty pipeline from a declarative specification.
Parameters
	specs - List of penalty specifications

Specification Format
Each spec is a tuple: {name, opts} or just name
	name - One of: :l1, :l2, :elastic_net, :kl, :js, :entropy
	opts - Options:	:weight - Scaling factor. Default: 1.0
	:opts - Options passed to the penalty function
	:enabled - Whether to include. Default: true



Examples
pipeline = NxPenalties.pipeline([
  {:l1, weight: 0.001},
  {:l2, weight: 0.01},
  {:entropy, weight: 0.1, opts: [mode: :penalty]}
])

# Simple form
pipeline = NxPenalties.pipeline([:l1, :l2])

  



  
    
      
    
    
      validate(tensor)



        
          
        

    

  


  

      

          @spec validate(Nx.Tensor.t()) :: {:ok, Nx.Tensor.t()} | {:error, :nan | :inf}


      


Validate that a tensor contains no NaN or Inf values.
Examples
iex> NxPenalties.validate(Nx.tensor([1.0, 2.0, 3.0]))
{:ok, #Nx.Tensor<...>}

iex> NxPenalties.validate(Nx.Constants.nan({:f, 32}))
{:error, :nan}

iex> NxPenalties.validate(Nx.Constants.infinity({:f, 32}))
{:error, :inf}
Returns
	{:ok, tensor} - Tensor is finite (no NaN or Inf)
	{:error, :nan} - Tensor contains NaN values
	{:error, :inf} - Tensor contains Inf values

Notes
NaN is checked first, so if a tensor contains both NaN and Inf,
{:error, :nan} is returned.
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NxPenalties.Divergences 
    



      
Information-theoretic divergence and entropy functions.
All functions operate on log-probabilities for numerical stability.
This design choice avoids underflow when working with probabilities
close to zero.
Input Format
Functions expect log-probabilities (not raw probabilities):
	Valid inputs: outputs from Nx.log(Nx.softmax(logits))
	Invalid inputs: raw probability tensors

Numerical Stability
These functions include stability measures:
	KL: Clamps log ratios to avoid Inf
	JS: Uses log-space mixture computation
	Entropy: Masks zero-probability contributions


      


      
        Summary


  
    Functions
  


    
      
        entropy(logprobs, opts \\ [])

      


        Shannon entropy of a probability distribution.



    


    
      
        js_divergence(p_logprobs, q_logprobs, opts \\ [])

      


        Jensen-Shannon divergence: JS(P || Q).



    


    
      
        kl_divergence(p_logprobs, q_logprobs, opts \\ [])

      


        Kullback-Leibler divergence: KL(P || Q).



    





      


      
        Functions


        


    

  
    
      
    
    
      entropy(logprobs, opts \\ [])



        
          
        

    

  


  

      

          @spec entropy(
  Nx.Tensor.t(),
  keyword()
) :: Nx.Tensor.t()


      


Shannon entropy of a probability distribution.
Measures uncertainty/randomness in a distribution.
Higher entropy = more uniform/uncertain.
Options
	:mode - Whether to use as penalty or bonus. Default: :bonus	:bonus - Returns H(P) (positive, encourages high entropy)
	:penalty - Returns -H(P) (negative, penalizes high entropy)


	:reduction - How to aggregate over batches. Default: :mean
	:normalize - Normalize entropy by maximum possible value. Default: false	false - Return raw entropy
	true - Divide by log(vocab_size) to get result in [0, 1]


	:temperature - Temperature scaling factor. Default: 1.0	< 1.0 - Sharper distribution (lower entropy)
	1.0 - No scaling
	> 1.0 - Flatter distribution (higher entropy)



Examples
iex> logprobs = Nx.log(Nx.tensor([0.25, 0.25, 0.25, 0.25]))
iex> NxPenalties.Divergences.entropy(logprobs)
# Returns log(4) ≈ 1.386 (maximum entropy for 4 classes)

iex> logprobs = Nx.log(Nx.tensor([0.25, 0.25, 0.25, 0.25]))
iex> NxPenalties.Divergences.entropy(logprobs, normalize: true)
# Returns 1.0 (normalized maximum entropy)

# Temperature scaling (sharper)
iex> NxPenalties.Divergences.entropy(logprobs, temperature: 0.5)
Mathematical Definition
H(P) = -Σ p(x) * log(p(x))
In log space:
H(P) = -Σ exp(log_p) * log_p
When normalized:
H_norm(P) = H(P) / log(vocab_size)
With temperature T:
p_scaled(x) = softmax(log_p(x) / T)
H_T(P) = H(p_scaled)

  



    

  
    
      
    
    
      js_divergence(p_logprobs, q_logprobs, opts \\ [])



        
          
        

    

  


  

      

          @spec js_divergence(Nx.Tensor.t(), Nx.Tensor.t(), keyword()) :: Nx.Tensor.t()


      


Jensen-Shannon divergence: JS(P || Q).
A symmetric, bounded divergence measure. Defined as:
JS(P || Q) = 0.5 * KL(P || M) + 0.5 * KL(Q || M)
where M = 0.5 * (P + Q).
Bounded: 0 ≤ JS ≤ log(2) ≈ 0.693
Options
	:reduction - How to aggregate over batches. Default: :mean

Examples
iex> p_logprobs = Nx.log(Nx.tensor([0.4, 0.3, 0.2, 0.1]))
iex> q_logprobs = Nx.log(Nx.tensor([0.25, 0.25, 0.25, 0.25]))
iex> NxPenalties.Divergences.js_divergence(p_logprobs, q_logprobs)

  



    

  
    
      
    
    
      kl_divergence(p_logprobs, q_logprobs, opts \\ [])



        
          
        

    

  


  

      

          @spec kl_divergence(Nx.Tensor.t(), Nx.Tensor.t(), keyword()) :: Nx.Tensor.t()


      


Kullback-Leibler divergence: KL(P || Q).
Measures how distribution P diverges from distribution Q.
Not symmetric: KL(P||Q) ≠ KL(Q||P).
Options
	:reduction - How to aggregate over batches. Default: :mean	:mean - Mean over batch dimension
	:sum - Sum over batch dimension
	:none - Return per-sample values


	:direction - Which KL direction to compute. Default: :forward	:forward - KL(P || Q) (standard)
	:reverse - KL(Q || P)


	:symmetric - Compute symmetric KL: 0.5 * (KL(P||Q) + KL(Q||P)). Default: false
When true, the :direction option is ignored.

Examples
iex> p_logprobs = Nx.log(Nx.tensor([0.4, 0.3, 0.2, 0.1]))
iex> q_logprobs = Nx.log(Nx.tensor([0.25, 0.25, 0.25, 0.25]))
iex> NxPenalties.Divergences.kl_divergence(p_logprobs, q_logprobs)

# Reverse KL
iex> NxPenalties.Divergences.kl_divergence(p_logprobs, q_logprobs, direction: :reverse)

# Symmetric KL
iex> NxPenalties.Divergences.kl_divergence(p_logprobs, q_logprobs, symmetric: true)
Mathematical Definition
KL(P || Q) = Σ p(x) * log(p(x) / q(x))
           = Σ p(x) * (log_p(x) - log_q(x))

Symmetric KL = 0.5 * (KL(P||Q) + KL(Q||P))

  


        

      


  

  
    
    NxPenalties.Penalties - NxPenalties v0.1.2
    
    

    


  
  

    
NxPenalties.Penalties 
    



      
Core penalty functions for regularization.
All functions operate on Nx tensors and return scalar penalty values.
Designed for use inside Nx.Defn compiled functions.
Numerical Stability
These functions include safeguards against common numerical issues:
	L1: Handles zero values correctly (subgradient = 0)
	L2: Clips very large values before squaring to prevent overflow
	Elastic Net: Inherits stability from L1 and L2

Example
import Nx.Defn

defn regularized_loss(y_true, y_pred, params) do
  base_loss = Nx.mean(Nx.pow(Nx.subtract(y_true, y_pred), 2))
  l2_penalty = NxPenalties.Penalties.l2(params, lambda: 0.01)
  Nx.add(base_loss, l2_penalty)
end

      


      
        Summary


  
    Functions
  


    
      
        elastic_net(tensor, opts \\ [])

      


        Elastic Net penalty (combined L1 and L2).



    


    
      
        l1(tensor, opts \\ [])

      


        L1 penalty (Lasso regularization).



    


    
      
        l2(tensor, opts \\ [])

      


        L2 penalty (Ridge/Tikhonov regularization).



    





      


      
        Functions


        


    

  
    
      
    
    
      elastic_net(tensor, opts \\ [])



        
          
        

    

  


  

      

          @spec elastic_net(
  Nx.Tensor.t(),
  keyword()
) :: Nx.Tensor.t()


      


Elastic Net penalty (combined L1 and L2).
Computes λ  (α  L1 + (1 - α) * L2) where:
	λ is the overall regularization strength
	α controls the L1/L2 balance (α=1 is pure L1, α=0 is pure L2)

Combines sparsity induction (L1) with smooth shrinkage (L2).
Options
	:lambda - Overall regularization strength. Default: 1.0Note: Primitives default to lambda: 1.0 (unscaled). Use pipeline weight
as the primary scaling knob.


	:l1_ratio - Balance between L1 and L2 (α). Default: 0.5	1.0 = pure L1
	0.5 = equal mix
	0.0 = pure L2


	:reduction - How to aggregate values. Default: :sum

Examples
iex> tensor = Nx.tensor([1.0, -2.0, 3.0])
iex> NxPenalties.Penalties.elastic_net(tensor, lambda: 0.1, l1_ratio: 0.5)
# L1 component: 0.1 * 0.5 * 6 = 0.3
# L2 component: 0.1 * 0.5 * 14 = 0.7
# Total: 1.0

  



    

  
    
      
    
    
      l1(tensor, opts \\ [])



        
          
        

    

  


  

      

          @spec l1(
  Nx.Tensor.t(),
  keyword()
) :: Nx.Tensor.t()


      


L1 penalty (Lasso regularization).
Computes λ * Σ|x| where λ is the regularization strength.
Encourages sparsity by driving small values to exactly zero.
The gradient is the sign function: ∂L1/∂x = λ * sign(x).
Options
	:lambda - Regularization strength. Default: 1.0Note: Primitives default to lambda: 1.0 (unscaled). Use pipeline weight
as the primary scaling knob. Only set lambda if you need intrinsic scaling
within the penalty function itself.


	:reduction - How to aggregate values. Default: :sum	:sum - Sum of absolute values
	:mean - Mean of absolute values



Examples
iex> tensor = Nx.tensor([1.0, -2.0, 0.5, -0.5])
iex> NxPenalties.Penalties.l1(tensor, lambda: 0.1)
#Nx.Tensor<
  f32
  0.4
>
Gradient Note
At x=0, the subgradient is 0. Nx handles this correctly via Nx.sign/1.

  



    

  
    
      
    
    
      l2(tensor, opts \\ [])



        
          
        

    

  


  

      

          @spec l2(
  Nx.Tensor.t(),
  keyword()
) :: Nx.Tensor.t()


      


L2 penalty (Ridge/Tikhonov regularization).
Computes λ * Σx² where λ is the regularization strength.
Encourages small values without inducing sparsity. All values shrink
proportionally rather than being driven to zero.
Options
	:lambda - Regularization strength. Default: 1.0Note: Primitives default to lambda: 1.0 (unscaled). Use pipeline weight
as the primary scaling knob.


	:reduction - How to aggregate values. Default: :sum	:sum - Sum of squared values
	:mean - Mean of squared values


	:clip - Maximum absolute value before squaring. Default: nil (no clip)
Useful for preventing overflow with very large values.
	:center - Reference value for centering. Default: nil (no centering)	nil - No centering (compute Σx²)
	:mean - Center around tensor mean (compute Σ(x - mean(x))²)
	number - Center around specific value (compute Σ(x - value)²)
Centering happens before clipping.



Examples
iex> tensor = Nx.tensor([1.0, 2.0, 3.0])
iex> NxPenalties.Penalties.l2(tensor, lambda: 0.1)
#Nx.Tensor<
  f32
  1.4
>

iex> tensor = Nx.tensor([1.0, 2.0, 3.0])
iex> NxPenalties.Penalties.l2(tensor, lambda: 1.0, center: :mean)
#Nx.Tensor<
  f32
  2.0
>
Gradient
The gradient is linear: ∂L2/∂x = 2λx (or 2λ(x - center) when centered)
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NxPenalties.Pipeline 
    



      
Composable pipeline for combining multiple penalties.
Pipelines allow you to:
	Combine multiple penalties with individual weights
	Enable/disable penalties dynamically
	Adjust weights during training (e.g., curriculum learning)
	Collect metrics for each penalty

Example
pipeline =
  NxPenalties.Pipeline.new()
  |> NxPenalties.Pipeline.add(:l1, &NxPenalties.Penalties.l1/2, weight: 0.001)
  |> NxPenalties.Pipeline.add(:l2, &NxPenalties.Penalties.l2/2, weight: 0.01)
  |> NxPenalties.Pipeline.add(:entropy, &NxPenalties.Divergences.entropy/2,
       weight: 0.1, opts: [mode: :penalty])

{total_penalty, metrics} = NxPenalties.Pipeline.compute(pipeline, tensor)
Entry Format
Each entry is a 5-tuple: {name, penalty_fn, weight, opts, enabled}
	name - Unique atom identifier for the penalty
	penalty_fn - Function (tensor, opts) -> scalar_tensor
	weight - Scaling factor (number or tensor)
	opts - Options passed to the penalty function
	enabled - Boolean to include/exclude from computation


      


      
        Summary


  
    Types
  


    
      
        entry()

      


    


    
      
        t()

      


    





  
    Functions
  


    
      
        add(pipeline, name, penalty_fn, opts \\ [])

      


        Add a penalty to the pipeline.



    


    
      
        compute(pipeline, tensor, opts \\ [])

      


        Compute all penalties and return total with metrics.



    


    
      
        compute_total(pipeline, tensor, opts \\ [])

      


        Compute only the total penalty (gradient-compatible).



    


    
      
        new(opts \\ [])

      


        Create a new empty pipeline.



    


    
      
        remove(pipeline, name)

      


        Remove a penalty from the pipeline by name.



    


    
      
        set_enabled(pipeline, name, enabled)

      


        Enable or disable a penalty.



    


    
      
        update_weight(pipeline, name, new_weight)

      


        Update the weight of a penalty.



    





      


      
        Types


        


  
    
      
    
    
      entry()



        
          
        

    

  


  

      

          @type entry() :: {atom(), function(), number() | Nx.Tensor.t(), keyword(), boolean()}


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %NxPenalties.Pipeline{
  entries: [entry()],
  meta: %{required(atom()) => map()},
  name: String.t() | nil
}


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      add(pipeline, name, penalty_fn, opts \\ [])



        
          
        

    

  


  

      

          @spec add(t(), atom(), function(), keyword()) :: t()


      


Add a penalty to the pipeline.
Parameters
	pipeline - The pipeline struct
	name - Unique atom identifier for this penalty
	penalty_fn - Function with signature (tensor, opts) -> scalar_tensor
	opts - Options:	:weight - Scaling factor. Default: 1.0
	:opts - Options passed to the penalty function. Default: []
	:enabled - Whether to include in computation. Default: true
	:differentiable - Whether gradient tracking should be attempted for this
penalty. Set to false for penalties containing non-differentiable operations
like Nx.argmax/2. Default: true



Examples
pipeline
|> Pipeline.add(:l1, &Penalties.l1/2, weight: 0.01)
|> Pipeline.add(:l2, &Penalties.l2/2, weight: 0.001, opts: [clip: 1000.0])
|> Pipeline.add(:custom, &my_argmax_penalty/2, weight: 0.1, differentiable: false)

  



    

  
    
      
    
    
      compute(pipeline, tensor, opts \\ [])



        
          
        

    

  


  

      

          @spec compute(t(), Nx.Tensor.t(), keyword()) :: {Nx.Tensor.t(), map()}


      


Compute all penalties and return total with metrics.
Parameters
	pipeline - The pipeline struct
	tensor - Input tensor to penalize
	opts - Options:	:extra_args - Additional args merged into each penalty's opts
	:track_grad_norms - Compute gradient norms (default: false)



Returns
A tuple {total, metrics} where:
	total - Scalar tensor with sum of weighted penalties
	metrics - Map with per-penalty and aggregate metrics

Metrics Format
%{
  "l1" => 6.0,              # Raw penalty value
  "l1_weighted" => 0.06,    # After weight applied
  "l2" => 14.0,
  "l2_weighted" => 0.014,
  "total" => 0.074          # Sum of weighted
}
Examples
{total, metrics} = Pipeline.compute(pipeline, tensor)
{total, metrics} = Pipeline.compute(pipeline, tensor, extra_args: [reduction: :mean])

  



    

  
    
      
    
    
      compute_total(pipeline, tensor, opts \\ [])



        
          
        

    

  


  

      

          @spec compute_total(t(), Nx.Tensor.t(), keyword()) :: Nx.Tensor.t()


      


Compute only the total penalty (gradient-compatible).
Unlike compute/3, this function does NOT call Nx.to_number and
is therefore compatible with Nx.Defn.grad/1.
Examples
# Can be used with gradients
grad_fn = Nx.Defn.grad(fn tensor ->
  Pipeline.compute_total(pipeline, tensor)
end)

  



    

  
    
      
    
    
      new(opts \\ [])



        
          
        

    

  


  

      

          @spec new(keyword()) :: t()


      


Create a new empty pipeline.
Options
	:name - Optional name for the pipeline (for logging/debugging)

Examples
pipeline = NxPenalties.Pipeline.new()
pipeline = NxPenalties.Pipeline.new(name: "regularization")

  



  
    
      
    
    
      remove(pipeline, name)



        
          
        

    

  


  

      

          @spec remove(t(), atom()) :: t()


      


Remove a penalty from the pipeline by name.
Examples
pipeline = Pipeline.remove(pipeline, :l1)

  



  
    
      
    
    
      set_enabled(pipeline, name, enabled)



        
          
        

    

  


  

      

          @spec set_enabled(t(), atom(), boolean()) :: t()


      


Enable or disable a penalty.
Examples
pipeline = Pipeline.set_enabled(pipeline, :l1, false)

  



  
    
      
    
    
      update_weight(pipeline, name, new_weight)



        
          
        

    

  


  

      

          @spec update_weight(t(), atom(), number() | Nx.Tensor.t()) :: t()


      


Update the weight of a penalty.
Examples
pipeline = Pipeline.update_weight(pipeline, :l1, 0.05)
pipeline = Pipeline.update_weight(pipeline, :l1, Nx.tensor(0.05))
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NxPenalties.Constraints 
    



      
Structural constraint penalties for representations.
These penalties enforce properties on learned representations beyond
simple magnitude constraints. They are typically more computationally
expensive than basic L1/L2 penalties.
Available Constraints
	Function	Purpose	Complexity
	orthogonality/2	Decorrelate representations	O(n²d)
	consistency/3	Paired output consistency	O(d)

Example
# Encourage orthogonal token representations
penalty = NxPenalties.Constraints.orthogonality(hidden_states)

# Consistency between clean and augmented inputs
penalty = NxPenalties.Constraints.consistency(clean_out, noisy_out)

      


      
        Summary


  
    Functions
  


    
      
        consistency(output1, output2, opts \\ [])

      


        Consistency penalty for paired inputs.



    


    
      
        orthogonality(tensor, opts \\ [])

      


        Orthogonality penalty for encouraging uncorrelated representations.



    


    
      
        orthogonality_hard_impl(tensor, normalize)

      


    


    
      
        orthogonality_soft_impl(tensor, normalize)

      


    


    
      
        orthogonality_spectral_impl(tensor, normalize)

      


    


    
      
        reshape_to_2d(tensor)

      


    





      


      
        Functions


        


    

  
    
      
    
    
      consistency(output1, output2, opts \\ [])



        
          
        

    

  


  

      

          @spec consistency(Nx.Tensor.t(), Nx.Tensor.t(), keyword()) :: Nx.Tensor.t()


      


Consistency penalty for paired inputs.
Penalizes divergence between outputs of original and augmented inputs.
Encourages robust, stable predictions.
Options
	:metric - Distance metric. Default: :mse	:mse - Mean squared error
	:l1 - L1 distance
	:cosine - Cosine distance (1 - cosine similarity)
	:kl - Symmetric KL divergence (Jensen-Shannon style) for log-probabilities


	:reduction - Reduction method. Default: :mean

Examples
# Penalize difference between clean and noisy input predictions
clean_output = model(clean_input)
noisy_output = model(add_noise(clean_input))
penalty = NxPenalties.Constraints.consistency(clean_output, noisy_output)

# KL divergence for probability distributions
logprobs1 = model(input1)
logprobs2 = model(input2)
penalty = NxPenalties.Constraints.consistency(logprobs1, logprobs2, metric: :kl)
Use Cases
	Semi-supervised learning
	Data augmentation consistency
	Temporal consistency (video)
	Adversarial robustness
	Distribution matching (KL metric)


  



    

  
    
      
    
    
      orthogonality(tensor, opts \\ [])



        
          
        

    

  


  

      

          @spec orthogonality(
  Nx.Tensor.t(),
  keyword()
) :: Nx.Tensor.t()


      


Orthogonality penalty for encouraging uncorrelated representations.
Penalizes off-diagonal elements of the Gram matrix (normalized dot products).
Encourages different dimensions/positions to capture distinct information.
Options
	:mode - :soft, :hard, or :spectral. Default: :soft	:soft - Only penalize off-diagonal correlations
	:hard - Penalize deviation from identity matrix
	:spectral - Encourages uniform singular values via trace analysis


	:normalize - Normalize rows before computing Gram. Default: true
	:axis - Which dimension to orthogonalize. Default: :rows	:rows - Orthogonalize across rows (default behavior)
	:sequence - Orthogonalize across sequence positions (for 2D/3D tensors)
	:vocabulary - Orthogonalize across vocabulary dimensions (for 2D/3D tensors)



Examples
# Default: orthogonalize rows
penalty = NxPenalties.Constraints.orthogonality(hidden_states)

# Orthogonalize sequence positions (each position uncorrelated)
penalty = NxPenalties.Constraints.orthogonality(logits, axis: :sequence)

# Orthogonalize vocabulary dimensions (each vocab dim uncorrelated)
penalty = NxPenalties.Constraints.orthogonality(embeddings, axis: :vocabulary)
Axis Details
For 3D tensor [batch, seq, vocab]:
	:rows - Flattens to 2D [batch*seq, vocab] then orthogonalizes
	:sequence - Reshapes to [seq, batch*vocab] (orthogonalize positions)
	:vocabulary - Reshapes to [vocab, batch*seq] (orthogonalize dimensions)

For 2D tensor [seq, vocab]:
	:rows - Uses tensor as-is
	:sequence - Uses tensor as-is (rows are sequence positions)
	:vocabulary - Transposes to [vocab, seq]

Mathematics
For matrix X with rows x_i:
	Gram matrix: G = X @ X^T (after row normalization)
	Soft penalty: ||G - I||²F excluding diagonal = Σ{i≠j} G_{ij}²
	Hard penalty: ||G - I||²F = Σ{i,j} (G{ij} - δ{ij})²
	Spectral penalty: (trace(G) - n)² + Σ{i≠j} G{ij}² (trace deviation + off-diagonal)


  



  
    
      
    
    
      orthogonality_hard_impl(tensor, normalize)



        
          
        

    

  


  


  



  
    
      
    
    
      orthogonality_soft_impl(tensor, normalize)



        
          
        

    

  


  


  



  
    
      
    
    
      orthogonality_spectral_impl(tensor, normalize)



        
          
        

    

  


  


  



  
    
      
    
    
      reshape_to_2d(tensor)
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NxPenalties.GradientTracker 
    



      
Computes gradient norms for regularizers using Nx automatic differentiation.
Purpose
When training with multiple regularizers, it's crucial to understand which
penalties contribute most to the gradient signal. This module provides:
	Per-penalty gradient norms
	Total composed gradient norm
	Gradient ratio analysis

Usage
Enable in pipeline computation:
{total, metrics} = NxPenalties.compute(pipeline, tensor, track_grad_norms: true)

metrics["l1_grad_norm"]      # L2 norm of L1 penalty's gradient
metrics["total_grad_norm"]   # Combined gradient norm
Performance Note
Gradient tracking requires additional backward passes. Only enable when
debugging or for periodic monitoring (e.g., every 100 steps).
Important: What Are We Differentiating?
These functions compute ∂penalty/∂(pipeline_input), NOT ∂penalty/∂params.
The "pipeline input" is whatever tensor you pass to Pipeline.compute/3—
typically model outputs, activations, or logprobs. This tells you how
sensitive each penalty is to changes in that tensor.

      


      
        Summary


  
    Functions
  


    
      
        compute_grad_norm(loss_fn, tensor)

      


        Compute L2 norm of gradients from a loss function.



    


    
      
        pipeline_grad_norms(pipeline, tensor)

      


        Compute gradient norms for all penalties in a pipeline.



    


    
      
        total_grad_norm(pipeline, tensor)

      


        Compute gradient norm for the total weighted pipeline loss.



    





      


      
        Functions


        


  
    
      
    
    
      compute_grad_norm(loss_fn, tensor)



        
          
        

    

  


  

      

          @spec compute_grad_norm((Nx.Tensor.t() -> Nx.Tensor.t()), Nx.Tensor.t()) ::
  float() | nil


      


Compute L2 norm of gradients from a loss function.
Parameters
	loss_fn - Function (tensor) -> scalar_tensor
	tensor - Input to differentiate with respect to

Returns
Float representing L2 norm: ||∇f||₂ = sqrt(Σ grad²)
Returns nil if gradient computation fails.
Examples
iex> loss_fn = fn x -> Nx.sum(Nx.abs(x)) end
iex> GradientTracker.compute_grad_norm(loss_fn, Nx.tensor([1.0, -2.0, 3.0]))
1.732...  # sqrt(3) since ∂|x|/∂x = sign(x) = [1, -1, 1]

iex> loss_fn = fn x -> Nx.sum(Nx.pow(x, 2)) end
iex> GradientTracker.compute_grad_norm(loss_fn, Nx.tensor([1.0, 2.0, 3.0]))
7.483...  # sqrt(4 + 16 + 36) since ∂x²/∂x = 2x

  



  
    
      
    
    
      pipeline_grad_norms(pipeline, tensor)



        
          
        

    

  


  

      

          @spec pipeline_grad_norms(NxPenalties.Pipeline.t(), Nx.Tensor.t()) :: map()


      


Compute gradient norms for all penalties in a pipeline.
Parameters
	pipeline - Pipeline struct with penalty entries
	tensor - Input tensor to differentiate with respect to

Returns
Map of %{"name_grad_norm" => float, ...}
Examples
pipeline = NxPenalties.pipeline([
  {:l1, weight: 0.001},
  {:l2, weight: 0.01}
])

norms = GradientTracker.pipeline_grad_norms(pipeline, tensor)
# %{"l1_grad_norm" => 1.732, "l2_grad_norm" => 7.483}

  



  
    
      
    
    
      total_grad_norm(pipeline, tensor)



        
          
        

    

  


  

      

          @spec total_grad_norm(NxPenalties.Pipeline.t(), Nx.Tensor.t()) :: float() | nil


      


Compute gradient norm for the total weighted pipeline loss.
Formula
total = Σ(weight_i × penalty_i(tensor))
result = ||∇_tensor total||₂
Parameters
	pipeline - Pipeline struct
	tensor - Input tensor

Returns
Float representing total gradient norm, or nil on failure.
Examples
norm = GradientTracker.total_grad_norm(pipeline, tensor)
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NxPenalties.Integration.Axon 
    



      
Helpers for integrating NxPenalties with Axon training loops.
Since Axon explicitly rejects model-level regularization ("regularization
is a concern of training/optimization and not the model"), we provide
training loop helpers rather than layer modifications.
Integration Patterns
Pattern 1: Wrap Loss Function
The simplest approach - wrap your loss function with penalties:
loss_fn = NxPenalties.Integration.Axon.wrap_loss(
  &Axon.Losses.mean_squared_error/2,
  &NxPenalties.Penalties.l2/2,
  lambda: 0.01
)

Axon.Loop.trainer(model, loss_fn, optimizer)
Pattern 2: Pipeline-Based Loss
For multiple penalties with individual weights:
pipeline = NxPenalties.pipeline([
  {:l2, weight: 0.01},
  {:entropy, weight: 0.001, opts: [mode: :penalty]}
])

loss_fn = NxPenalties.Integration.Axon.wrap_loss_with_pipeline(
  &Axon.Losses.categorical_cross_entropy/2,
  pipeline
)
Pattern 3: Custom Training Step
For full control with metrics access:
{init_fn, step_fn} = NxPenalties.Integration.Axon.build_train_step(
  model,
  &Axon.Losses.mean_squared_error/2,
  pipeline,
  Polaris.Optimizers.adam(learning_rate: 0.001)
)
Pattern 4: Activity Regularization (Advanced)
Capture intermediate activations for penalties:
model =
  Axon.input("input")
  |> Axon.dense(128)
  |> NxPenalties.Integration.Axon.capture_activation(:hidden1)
  |> Axon.dense(10)
Note on Axon Availability
This module requires Axon to be available. If Axon is not installed,
the functions will raise at runtime.

      


      
        Summary


  
    Functions
  


    
      
        apply_scheduled_weights(pipeline, weights)

      


        Apply scheduled weights to a pipeline.



    


    
      
        build_activity_train_step(model, base_loss_fn, activity_penalties, optimizer)

      


        Build training step with activity regularization on captured layers.



    


    
      
        build_train_step(model, base_loss_fn, pipeline, optimizer)

      


        Build a complete training step function with penalty support.



    


    
      
        build_train_step_with_weight_decay(model, base_loss_fn, param_penalty_fn, optimizer, opts \\ [])

      


        Build training step with weight regularization on model parameters.



    


    
      
        capture_activation(model, name)

      


        Insert a capture layer that stores activations in model state.



    


    
      
        extract_captures(model_state)

      


        Extract captured activations from model state after forward pass.



    


    
      
        flatten_params(tensor)

      


        Flatten nested parameter maps to a list of tensors.



    


    
      
        log_penalties(loop, pipeline, opts \\ [])

      


        Add penalty metrics logging to an Axon training loop.



    


    
      
        schedule_weights(loop, pipeline_key, schedule_fn, opts \\ [])

      


        Add a callback to update pipeline weights during training.



    


    
      
        trainer(model, base_loss_fn, pipeline, optimizer, opts \\ [])

      


        Create a training loop with integrated penalty support.



    


    
      
        weight_schedule(schedules)

      


        Create a weight schedule function for curriculum learning.



    


    
      
        wrap_loss(base_loss_fn, penalty_fn, opts \\ [])

      


        Wrap a loss function to include a single penalty term.



    


    
      
        wrap_loss_with_params(base_loss_fn, param_penalty_fn, opts \\ [])

      


        Create a loss wrapper that applies penalties to model parameters.



    


    
      
        wrap_loss_with_pipeline(base_loss_fn, pipeline, opts \\ [])

      


        Wrap a loss function with a full penalty pipeline.



    





      


      
        Functions


        


  
    
      
    
    
      apply_scheduled_weights(pipeline, weights)



        
          
        

    

  


  

      

          @spec apply_scheduled_weights(NxPenalties.Pipeline.t(), map()) ::
  NxPenalties.Pipeline.t()


      


Apply scheduled weights to a pipeline.
Example
pipeline = NxPenalties.pipeline([
  {:l2, weight: 0.0},
  {:kl, weight: 0.0}
])

schedule_fn = weight_schedule(%{
  l2: {:linear, 0.0, 0.01},
  kl: {:warmup, 0.1, 10}
})

# In training loop
weights = schedule_fn.(current_epoch, total_epochs)
pipeline = apply_scheduled_weights(pipeline, weights)

  



  
    
      
    
    
      build_activity_train_step(model, base_loss_fn, activity_penalties, optimizer)



        
          
        

    

  


  

      

          @spec build_activity_train_step(term(), function(), map(), term()) ::
  {function(), function()}


      


Build training step with activity regularization on captured layers.
Parameters
	model - Axon model with capture layers
	base_loss_fn - Task loss function
	activity_penalties - Map of capture name to {penalty_fn, opts} tuples
	optimizer - Polaris optimizer


  



  
    
      
    
    
      build_train_step(model, base_loss_fn, pipeline, optimizer)



        
          
        

    

  


  

      

          @spec build_train_step(term(), function(), NxPenalties.Pipeline.t(), term()) ::
  {function(), function()}


      


Build a complete training step function with penalty support.
This pattern provides full control and access to metrics from
each penalty computation.
Parameters
	model - Axon model
	base_loss_fn - Loss function (y_true, y_pred) -> scalar
	pipeline - NxPenalties.Pipeline struct
	optimizer - Polaris optimizer tuple {init_fn, update_fn}

Returns
A tuple {init_fn, step_fn} compatible with custom training loops.
Metrics
The step function returns these metrics:
	"base_loss" - Task loss before penalties
	"penalty_total" - Sum of all penalties
	"loss" - Total loss (base + penalties)
	Plus individual penalty metrics from pipeline

Example
pipeline = NxPenalties.pipeline([
  {:l2, weight: 0.01},
  {:entropy, weight: 0.001, opts: [mode: :penalty]}
])

{init_fn, step_fn} = NxPenalties.Integration.Axon.build_train_step(
  model,
  &Axon.Losses.mean_squared_error/2,
  pipeline,
  Polaris.Optimizers.adam(learning_rate: 0.001)
)

# Initialize state
state = init_fn.(Nx.template({1, 10}, :f32), %{})

# Run training step
{new_state, metrics} = step_fn.(state, {x_batch, y_batch})

  



    

  
    
      
    
    
      build_train_step_with_weight_decay(model, base_loss_fn, param_penalty_fn, optimizer, opts \\ [])



        
          
        

    

  


  

      

          @spec build_train_step_with_weight_decay(
  term(),
  function(),
  function(),
  term(),
  keyword()
) ::
  {function(), function()}


      


Build training step with weight regularization on model parameters.
Unlike build_train_step/4 which applies penalties to predictions,
this applies penalties directly to the model weights (true weight decay).
Parameters
	model - Axon model
	base_loss_fn - Loss function (y_true, y_pred) -> scalar
	param_penalty_fn - Function (params) -> scalar for weight penalty
	optimizer - Polaris optimizer tuple
	opts - Options:	:lambda - Weight for parameter penalty. Default: 0.01



Example
# L2 weight decay on all parameters
param_penalty = fn params ->
  params
  |> flatten_params()
  |> Enum.map(&NxPenalties.l2(&1, lambda: 1.0))
  |> Enum.reduce(Nx.tensor(0.0), &Nx.add/2)
end

{init_fn, step_fn} = build_train_step_with_weight_decay(
  model,
  &Axon.Losses.mean_squared_error/2,
  param_penalty,
  optimizer,
  lambda: 0.001
)

  



  
    
      
    
    
      capture_activation(model, name)



        
          
        

    

  


  

      

          @spec capture_activation(Axon.t(), atom()) :: Axon.t()


      


Insert a capture layer that stores activations in model state.
The captured activations can be extracted after the forward pass
and used for activity regularization.
Parameters
	model - Axon model (at desired capture point)
	name - Atom name for this capture point

Example
model =
  Axon.input("input", shape: {nil, 784})
  |> Axon.dense(256)
  |> NxPenalties.Integration.Axon.capture_activation(:hidden1)
  |> Axon.dense(128)
  |> NxPenalties.Integration.Axon.capture_activation(:hidden2)
  |> Axon.dense(10)

  



  
    
      
    
    
      extract_captures(model_state)



        
          
        

    

  


  

      

          @spec extract_captures(map()) :: map()


      


Extract captured activations from model state after forward pass.

  



  
    
      
    
    
      flatten_params(tensor)



        
          
        

    

  


  

      

          @spec flatten_params(map() | Nx.Tensor.t()) :: [Nx.Tensor.t()]


      


Flatten nested parameter maps to a list of tensors.
Useful for computing aggregate penalties over all model weights.
Example
params = Axon.ModelState.trainable_parameters(model_state)
all_weights = flatten_params(params)
total_l2 = Enum.reduce(all_weights, 0.0, fn w, acc ->
  acc + Nx.to_number(NxPenalties.l2(w))
end)

  



    

  
    
      
    
    
      log_penalties(loop, pipeline, opts \\ [])



        
          
        

    

  


  

      

          @spec log_penalties(struct(), NxPenalties.Pipeline.t(), keyword()) :: struct()


      


Add penalty metrics logging to an Axon training loop.
This adds metrics for each penalty in the pipeline to be tracked
during training. The metrics are computed on the model predictions
at the end of each step.
Parameters
	loop - An Axon.Loop struct
	pipeline - NxPenalties.Pipeline struct
	opts - Options:	:on - Event to compute metrics on. Default: :iteration_completed



Example
pipeline = NxPenalties.pipeline([
  {:l2, weight: 0.01},
  {:entropy, weight: 0.001, opts: [mode: :penalty]}
])

model
|> Axon.Loop.trainer(loss, optimizer)
|> NxPenalties.Integration.Axon.log_penalties(pipeline)
|> Axon.Loop.run(data, %{}, epochs: 10)
Metrics Added
For each penalty in the pipeline:
	"{name}" - Raw penalty value
	"{name}_weighted" - Penalty value after weight applied


  



    

  
    
      
    
    
      schedule_weights(loop, pipeline_key, schedule_fn, opts \\ [])



        
          
        

    

  


  

      

          @spec schedule_weights(struct(), atom(), function(), keyword()) :: struct()


      


Add a callback to update pipeline weights during training.
Useful for curriculum learning or scheduled regularization where
penalty weights change over the course of training.
Parameters
	loop - An Axon.Loop struct
	pipeline_key - Key in loop state where pipeline is stored
	schedule_fn - Function (epoch, total_epochs) -> weight_map
	opts - Options:	:total_epochs - Total number of epochs for schedule. Default: 100



Example
schedule_fn = NxPenalties.Integration.Axon.weight_schedule(%{
  l2: {:linear, 0.0, 0.01},
  kl: {:warmup, 0.1, 10}
})

model
|> Axon.Loop.trainer(loss, optimizer)
|> Axon.Loop.handle_event(:epoch_started, fn state ->
  # Store pipeline in state on first epoch
  pipeline = state[:handler_metadata][:pipeline] || initial_pipeline
  {:continue, put_in(state[:handler_metadata][:pipeline], pipeline)}
end)
|> NxPenalties.Integration.Axon.schedule_weights(:pipeline, schedule_fn, total_epochs: 50)
|> Axon.Loop.run(data, %{}, epochs: 50)
Alternative: Direct Usage
For simpler cases, you can update weights directly in a handler:
Axon.Loop.handle_event(loop, :epoch_started, fn state ->
  epoch = state.epoch
  weights = schedule_fn.(epoch, total_epochs)
  updated_pipeline = apply_scheduled_weights(pipeline, weights)
  # Use updated_pipeline in your loss computation
  {:continue, state}
end)

  



    

  
    
      
    
    
      trainer(model, base_loss_fn, pipeline, optimizer, opts \\ [])



        
          
        

    

  


  

      

          @spec trainer(Axon.t(), function(), NxPenalties.Pipeline.t(), term(), keyword()) ::
  struct()


      


Create a training loop with integrated penalty support.
This is a convenience function that combines model building,
loss computation with penalties, and optimizer setup.
Parameters
	model - Axon model
	base_loss_fn - Base loss function
	pipeline - Penalty pipeline
	optimizer - Polaris optimizer
	opts - Options:	:log_penalties - Whether to log penalty metrics. Default: true



Example
pipeline = NxPenalties.pipeline([
  {:l2, weight: 0.01}
])

loop = NxPenalties.Integration.Axon.trainer(
  model,
  &Axon.Losses.mean_squared_error/2,
  pipeline,
  Polaris.Optimizers.adam(learning_rate: 0.001)
)

Axon.Loop.run(loop, data, %{}, epochs: 10)

  



  
    
      
    
    
      weight_schedule(schedules)



        
          
        

    

  


  

      

          @spec weight_schedule(map()) :: function()


      


Create a weight schedule function for curriculum learning.
Returns a function that computes penalty weights based on the current epoch.
Parameters
	schedules - Map of penalty name to schedule configuration

Schedule Types
	{:linear, start, stop} - Linear interpolation from start to stop
	{:warmup, final_value, warmup_epochs} - Ramp up to final value
	{:decay, initial, decay_rate} - Exponential decay
	{:constant, value} - Fixed value

Example
schedule_fn = NxPenalties.Integration.Axon.weight_schedule(%{
  l2: {:linear, 0.0, 0.01},        # Ramp L2 from 0 to 0.01
  kl: {:warmup, 0.1, 10},          # Warm up KL over 10 epochs
  entropy: {:constant, 0.001}      # Keep entropy constant
})

# Use in training loop
epoch = 5
total_epochs = 100
weights = schedule_fn.(epoch, total_epochs)
# => %{l2: 0.0005, kl: 0.05, entropy: 0.001}

  



    

  
    
      
    
    
      wrap_loss(base_loss_fn, penalty_fn, opts \\ [])



        
          
        

    

  


  

      

          @spec wrap_loss(function(), function(), keyword()) :: function()


      


Wrap a loss function to include a single penalty term.
Parameters
	base_loss_fn - Original loss function (y_true, y_pred) -> scalar
	penalty_fn - Penalty function (tensor, opts) -> scalar
	opts - Options:	:lambda - Weight for penalty term. Default: 0.01
	:penalty_opts - Options passed to penalty function



Returns
A new loss function with signature (y_true, y_pred) -> scalar
Example
wrapped_loss = NxPenalties.Integration.Axon.wrap_loss(
  &Axon.Losses.mean_squared_error/2,
  &NxPenalties.Penalties.l2/2,
  lambda: 0.01
)

model
|> Axon.Loop.trainer(wrapped_loss, optimizer)
|> Axon.Loop.run(data, %{}, epochs: 10)

  



    

  
    
      
    
    
      wrap_loss_with_params(base_loss_fn, param_penalty_fn, opts \\ [])



        
          
        

    

  


  

      

          @spec wrap_loss_with_params(function(), function(), keyword()) :: function()


      


Create a loss wrapper that applies penalties to model parameters.
This is useful for weight decay on the model parameters themselves,
rather than on the predictions.
Parameters
	base_loss_fn - Original loss function (y_true, y_pred) -> scalar
	param_penalty_fn - Function (params) -> scalar that computes penalty on params
	opts - Options:	:lambda - Weight for penalty. Default: 0.01



Example
# L2 weight decay on all parameters
param_penalty = fn params ->
  params
  |> Nx.Defn.Tree.flatten()
  |> Enum.map(&NxPenalties.Penalties.l2(&1, lambda: 1.0))
  |> Enum.reduce(Nx.tensor(0.0), &Nx.add/2)
end

loss_with_decay = NxPenalties.Integration.Axon.wrap_loss_with_params(
  &Axon.Losses.mean_squared_error/2,
  param_penalty,
  lambda: 0.001
)

  



    

  
    
      
    
    
      wrap_loss_with_pipeline(base_loss_fn, pipeline, opts \\ [])



        
          
        

    

  


  

      

          @spec wrap_loss_with_pipeline(function(), NxPenalties.Pipeline.t(), keyword()) ::
  function()


      


Wrap a loss function with a full penalty pipeline.
More flexible than wrap_loss/3 - supports multiple penalties
with individual weights.
Parameters
	base_loss_fn - Original loss function
	pipeline - NxPenalties.Pipeline struct
	opts - Additional options

Returns
A new loss function. Note: metrics from pipeline are not accessible
with this pattern. Use build_train_step/4 for metrics.
Example
pipeline =
  NxPenalties.Pipeline.new()
  |> NxPenalties.Pipeline.add(:l1, &NxPenalties.Penalties.l1/2, weight: 0.001)
  |> NxPenalties.Pipeline.add(:entropy, &NxPenalties.Divergences.entropy/2,
       weight: 0.01, opts: [mode: :penalty])

wrapped_loss = NxPenalties.Integration.Axon.wrap_loss_with_pipeline(
  &Axon.Losses.categorical_cross_entropy/2,
  pipeline
)

  


        

      


  

  
    
    NxPenalties.Integration.Polaris - NxPenalties v0.1.2
    
    

    


  
  

    
NxPenalties.Integration.Polaris 
    



      
Gradient transformations for use with Polaris optimizers.
These transforms operate on gradients and parameters, not on
the loss function. They follow Polaris's composable pattern.
Gradient-Level vs Loss-Level Regularization
There are two ways to apply weight decay:
	Loss-based (NxPenalties default): Add L2 penalty to loss
	loss_total = loss + λ * ||w||²
	Gradient: ∂loss/∂w + 2λw


	Gradient transform (Polaris style): Modify gradients directly
	grad_new = grad + λw
	Equivalent to AdamW-style decoupled weight decay



This module provides gradient transforms for Polaris-style regularization.
Composition
Polaris transforms compose via piping:
optimizer =
  Polaris.Optimizers.adam(learning_rate: 0.001)
  |> NxPenalties.Integration.Polaris.add_l2_decay(0.01)
  |> NxPenalties.Integration.Polaris.add_l1_decay(0.001)
Weight Decay vs L2 Regularization
These are mathematically equivalent for SGD but differ for
adaptive optimizers like Adam. Weight decay (implemented here)
is generally preferred for modern training.
Reference: "Decoupled Weight Decay Regularization" (Loshchilov & Hutter, 2017)

      


      
        Summary


  
    Functions
  


    
      
        add_adaptive_gradient_clipping(optimizer, clip_factor \\ 0.01, opts \\ [])

      


        Add adaptive gradient clipping (AGC).



    


    
      
        add_elastic_net_decay(optimizer, decay \\ 0.01, l1_ratio \\ 0.5)

      


        Add elastic net (L1 + L2) weight decay to gradients.



    


    
      
        add_gradient_centralization(optimizer, opts \\ [])

      


        Add gradient centralization.



    


    
      
        add_gradient_clipping(optimizer, max_norm \\ 1.0)

      


        Add gradient norm clipping.



    


    
      
        add_gradient_noise(optimizer, variance \\ 0.01, opts \\ [])

      


        Add Gaussian noise to gradients.



    


    
      
        add_l1_decay(optimizer, decay \\ 0.001)

      


        Add L1 weight decay (sign decay) to gradients.



    


    
      
        add_l2_decay(optimizer, decay \\ 0.01)

      


        Add L2 weight decay to gradients.



    





      


      
        Functions


        


    

    

  
    
      
    
    
      add_adaptive_gradient_clipping(optimizer, clip_factor \\ 0.01, opts \\ [])



        
          
        

    

  


  

      

          @spec add_adaptive_gradient_clipping(term(), float(), keyword()) :: term()


      


Add adaptive gradient clipping (AGC).
Clips gradients based on the ratio of gradient norm to parameter norm,
which is more stable than absolute clipping for varying parameter scales.
Parameters
	optimizer - Polaris optimizer tuple
	clip_factor - Maximum allowed gradient-to-parameter ratio. Default: 0.01
	opts - Options:	:eps - Small constant for numerical stability. Default: 1.0e-3



Algorithm
For each parameter w with gradient g:
	Compute unit-wise norm ratio: ||g|| / max(||w||, eps)
	If ratio > clip_factor: scale g by clip_factor * ||w|| / ||g||

Reference: "High-Performance Large-Scale Image Recognition Without Normalization"
(Brock et al., 2021)
Example
optimizer =
  Polaris.Optimizers.adam(learning_rate: 0.001)
  |> NxPenalties.Integration.Polaris.add_adaptive_gradient_clipping(0.01)

  



    

    

  
    
      
    
    
      add_elastic_net_decay(optimizer, decay \\ 0.01, l1_ratio \\ 0.5)



        
          
        

    

  


  

      

          @spec add_elastic_net_decay(term(), float(), float()) :: term()


      


Add elastic net (L1 + L2) weight decay to gradients.
Combines L1 and L2 decay:
g' = g + λ  (α  sign(w) + (1-α) * w)
Parameters
	optimizer - Polaris optimizer tuple
	decay - Overall decay rate. Default: 0.01
	l1_ratio - Ratio of L1 to L2 (α). Default: 0.5

Example
optimizer =
  Polaris.Optimizers.adam(learning_rate: 0.001)
  |> NxPenalties.Integration.Polaris.add_elastic_net_decay(0.01, 0.3)

  



    

  
    
      
    
    
      add_gradient_centralization(optimizer, opts \\ [])



        
          
        

    

  


  

      

          @spec add_gradient_centralization(
  term(),
  keyword()
) :: term()


      


Add gradient centralization.
Centralizes gradients by subtracting their mean, which can improve
training stability and convergence.
Parameters
	optimizer - Polaris optimizer tuple
	opts - Options:	:axes - Axes to centralize over. Default: all except first (batch)



Reference: "Gradient Centralization: A New Optimization Technique for DNNs"
(Yong et al., 2020)
Example
optimizer =
  Polaris.Optimizers.adam(learning_rate: 0.001)
  |> NxPenalties.Integration.Polaris.add_gradient_centralization()

  



    

  
    
      
    
    
      add_gradient_clipping(optimizer, max_norm \\ 1.0)



        
          
        

    

  


  

      

          @spec add_gradient_clipping(term(), float()) :: term()


      


Add gradient norm clipping.
Clips gradients to have a maximum global L2 norm. This is a form of
regularization that prevents exploding gradients.
Parameters
	optimizer - Polaris optimizer tuple
	max_norm - Maximum gradient norm. Default: 1.0

Example
optimizer =
  Polaris.Optimizers.adam(learning_rate: 0.001)
  |> NxPenalties.Integration.Polaris.add_gradient_clipping(1.0)

  



    

    

  
    
      
    
    
      add_gradient_noise(optimizer, variance \\ 0.01, opts \\ [])



        
          
        

    

  


  

      

          @spec add_gradient_noise(term(), float(), keyword()) :: term()


      


Add Gaussian noise to gradients.
A form of regularization that can help escape local minima and
improve generalization. Implements a decaying noise schedule.
Parameters
	optimizer - Polaris optimizer tuple
	variance - Base noise variance. Default: 0.01
	opts - Options:	:decay - Variance decay rate per step. Default: 0.55
	:seed - Random seed for reproducible noise. Default: random



Noise Schedule
Noise variance at step t: σ²(t) = variance / (1 + t)^decay
Reference: "Adding Gradient Noise Improves Learning for Very Deep Networks"
(Neelakantan et al., 2015)
Example
optimizer =
  Polaris.Optimizers.sgd(learning_rate: 0.01)
  |> NxPenalties.Integration.Polaris.add_gradient_noise(0.01, decay: 0.55)

  



    

  
    
      
    
    
      add_l1_decay(optimizer, decay \\ 0.001)



        
          
        

    

  


  

      

          @spec add_l1_decay(term(), float()) :: term()


      


Add L1 weight decay (sign decay) to gradients.
Modifies the gradient: g' = g + λ * sign(w)
This encourages sparsity in the weights.
Parameters
	optimizer - Polaris optimizer tuple
	decay - Decay rate. Default: 0.001

Note
L1 decay can cause weights to oscillate around zero. Consider
using a small threshold to zero out very small weights.
Example
optimizer =
  Polaris.Optimizers.sgd(learning_rate: 0.01)
  |> NxPenalties.Integration.Polaris.add_l1_decay(0.001)

  



    

  
    
      
    
    
      add_l2_decay(optimizer, decay \\ 0.01)



        
          
        

    

  


  

      

          @spec add_l2_decay(term(), float()) :: term()


      


Add L2 weight decay to gradients.
This is equivalent to Polaris's built-in weight decay in AdamW,
provided for completeness and explicit composition.
Weight decay modifies the gradient: g' = g + λw
Where λ is the decay rate and w is the weight.
Parameters
	optimizer - Polaris optimizer tuple {init_fn, update_fn}
	decay - Decay rate. Default: 0.01

Note
For AdamW, prefer using the built-in :decay option:
Polaris.Optimizers.adamw(learning_rate: 0.001, decay: 0.01)
This transform is useful when you want to add decay to an optimizer
that doesn't have it built-in, or for explicit composition.
Example
optimizer =
  Polaris.Optimizers.adam(learning_rate: 0.001)
  |> NxPenalties.Integration.Polaris.add_l2_decay(0.01)
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NxPenalties.Telemetry 
    



      
Telemetry events for NxPenalties operations.
Events
[:nx_penalties, :pipeline, :compute, :start]
Emitted before computing a pipeline.
Measurements: %{system_time: integer}
Metadata: %{pipeline_name: String.t | nil, entry_count: integer}
[:nx_penalties, :pipeline, :compute, :stop]
Emitted after computing a pipeline.
Measurements: %{duration: integer}
Metadata: %{pipeline_name: String.t | nil, entry_count: integer, metrics: map, total: float}
Example Handler
:telemetry.attach_many(
  "nx-penalties-logger",
  [
    [:nx_penalties, :pipeline, :compute, :stop]
  ],
  fn _event, measurements, metadata, _config ->
    IO.puts("Pipeline computed in #{measurements.duration}ns, total: #{metadata.total}")
  end,
  nil
)

      


      
        Summary


  
    Functions
  


    
      
        span_pipeline(pipeline, tensor, opts, compute_fn)

      


        Execute a pipeline computation with telemetry span.



    





      


      
        Functions


        


  
    
      
    
    
      span_pipeline(pipeline, tensor, opts, compute_fn)



        
          
        

    

  


  

      

          @spec span_pipeline(NxPenalties.Pipeline.t(), Nx.Tensor.t(), keyword(), function()) ::
  {Nx.Tensor.t(), map()}


      


Execute a pipeline computation with telemetry span.
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